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Abstract

Distributed real-time embedded systems are becoming increasingly important to society.
More demands will be made on them and greater reliance will be placed on the delivery
of their services. A relevant subset of them is high-integrity or hard real-time systems,
where failure can cause loss of life, environmental harm, or significant financial loss.

Additionally, the evolution of communication networks and paradigms as well as the
necessity of demanding processing power and fault tolerance, motivated the intercon-
nection between electronic devices; many of the communications have the possibility of
transferring data at a high speed. The concept of distributed systems emerged as systems
where different parts are executed on several nodes that interact with each other via a
communication network.

Java’s popularity, facilities and platform independence have made it an interesting
language for the real-time and embedded community. This was the motivation for the
development of RTSJ (Real-Time Specification for Java), which is a language extension
intended to allow the development of real-time systems. The use of Java in the develop-
ment of high-integrity systems requires strict development and testing techniques. How-
ever, RTJS includes a number of language features that are forbidden in such systems. In
the context of the HIJA project, the HRTJ (Hard Real-Time Java) profile was developed to
define a robust subset of the language that is amenable to static analysis for high-integrity
system certification. Currently, a specification under the Java community process (JSR-
302) is being developed. Its purpose is to define those capabilities needed to create safety
critical applications with Java technology called Safety Critical Java (SCJ).

However, neither RTSJ nor its profiles provide facilities to develop distributed real-
time applications. This is an important issue, as most of the current and future systems
will be distributed. The Distributed RTSJ (DRTSJ) Expert Group was created under the
Java community process (JSR-50) in order to define appropriate abstractions to overcome
this problem. Currently there is no formal specification.

The aim of this thesis is to develop a communication middleware that is suitable for
the development of distributed hard real-time systems in Java, based on the integration
between the RMI (Remote Method Invocation) model and the HRTJ profile. It has been
designed and implemented keeping in mind the main requirements such as the predictabil-
ity and reliability in the timing behavior and the resource usage.
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The design starts with the definition of a computational model which identifies among
other things: the communication model, most appropriate underlying network protocols,
the analysis model, and a subset of Java for hard real-time systems. In the design, the re-
mote references are the basic means for building distributed applications which are associ-
ated with all non-functional parameters and resources needed to implement synchronous
or asynchronous remote invocations with real-time attributes.

The proposed middleware separates the resource allocation from the execution itself
by defining two phases and a specific threading mechanism that guarantees a suitable
timing behavior. It also includes mechanisms to monitor the functional and the timing
behavior. It provides independence from network protocol defining a network interface
and modules. The JRMP protocol was modified to include two phases, non-functional
parameters, and message size optimizations. Although serialization is one of the fun-
damental operations to ensure proper data transmission, current implementations are not
suitable for hard real-time systems and there are no alternatives. This thesis proposes
a predictable serialization that introduces a new compiler to generate optimized code ac-
cording to the computational model. The proposed solution has the advantage of allowing
us to schedule the communications and to adjust the memory usage at compilation time.

In order to validate the design and the implementation a demanding validation pro-
cess was carried out with emphasis in the functional behavior, the memory usage, the
processor usage (the end-to-end response time and the response time in each functional
block) and the network usage (real consumption according to the calculated consump-
tion). The results obtained in an industrial application developed by Thales Avionics (a
Flight Management System) and in exhaustive tests show that the design and the prototype
are reliable for industrial applications with strict timing requirements.



Resumen

Los sistemas empotrados y distribuidos de tiempo real son cada vez más importantes
para la sociedad. Su demanda aumenta y cada vez mas dependemos de los servicios que
proporcionan. Los sistemas de alta integridad constituyen un subconjunto de gran im-
portancia. Se caracterizan por que un fallo en su funcionamiento puede causar pérdida
de vidas humanas, daños en el medio ambiente o cuantiosas pérdidas económicas. La
necesidad de satisfacer requisitos temporales estrictos, hace más complejo su desarrollo.
Mientras que los sistemas empotrados se sigan expandiendo en nuestra sociedad, es nece-
sario garantizar un coste de desarrollo ajustado mediante el uso técnicas adecuadas en su
diseño, mantenimiento y certificación. En concreto, se requiere una tecnologı́a flexible e
independiente del hardware.

La evolución de las redes y paradigmas de comunicación, ası́ como la necesidad de
mayor potencia de cómputo y de tolerancia a fallos, ha motivado la interconexión de dis-
positivos electrónicos. Los mecanismos de comunicación permiten la transferencia de
datos con alta velocidad de transmisión. En este contexto, el concepto de sistema dis-
tribuido ha emergido como sistemas donde sus componentes se ejecutan en varios nodos
en paralelo y que interactúan entre ellos mediante redes de comunicaciones.

Un concepto interesante son los sistemas de tiempo real neutrales respecto a la
plataforma de ejecución. Se caracterizan por la falta de conocimiento de esta plataforma
durante su diseño. Esta propiedad es relevante, por que conviene que se ejecuten en la
mayor variedad de arquitecturas, tienen una vida media mayor de diez años y el lugar
donde se ejecutan puede variar. El lenguaje de programación Java es una buena base para
el desarrollo de este tipo de sistemas. Por este motivo se ha creado RTSJ (Real-Time
Specification for Java), que es una extensión del lenguaje para permitir el desarrollo de
sistemas de tiempo real. Sin embargo, RTSJ no proporciona facilidades para el desar-
rollo de aplicaciones distribuidas de tiempo real. Es una limitación importante dado que
la mayorı́a de los actuales y futuros sistemas serán distribuidos. El grupo DRTSJ (Dis-
tributedRTSJ) fue creado bajo el proceso de la comunidad de Java (JSR-50) con el fin
de definir las abstracciones que aborden dicha limitación, pero en la actualidad aún no
existe una especificación formal. El objetivo de esta tesis es desarrollar un middleware de
comunicaciones para el desarrollo de sistemas distribuidos de tiempo real en Java, basado
en la integración entre el modelo de RMI (Remote Method Invocation) y el perfil HRTJ.
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Ha sido diseñado e implementado teniendo en cuenta los requisitos principales, como la
predecibilidad y la confiabilidad del comportamiento temporal y el uso de recursos.

El diseño parte de la definición de un modelo computacional el cual identifica entre
otras cosas: el modelo de comunicaciones, los protocolos de red subyacentes más ade-
cuados, el modelo de análisis, y un subconjunto de Java para sistemas de tiempo real
crı́tico. En el diseño, las referencias remotas son el medio básico para construcción de
aplicaciones distribuidas las cuales son asociadas a todos los parámetros no funcionales y
los recursos necesarios para la ejecución de invocaciones remotas sı́ncronas o ası́ncronas
con atributos de tiempo real.

El middleware propuesto separa la asignación de recursos de la propia ejecución
definiendo dos fases y un mecanismo de hebras especifico que garantiza un compor-
tamiento temporal adecuado. Además se ha incluido mecanismos para supervisar el com-
portamiento funcional y temporal. Se ha buscado independencia del protocolo de red
definiendo una interfaz de red y módulos especı́ficos. También se ha modificado el proto-
colo JRMP para incluir diferentes fases, parámetros no funcionales y optimizaciones de
los tamaños de los mensajes. Aunque la serialización es una de las operaciones funda-
mentales para asegurar la adecuada transmisión de datos, las actuales implementaciones
no son adecuadas para sistemas crı́ticos y no hay alternativas. Este trabajo propone una
serialización predecible que ha implicado el desarrollo de un nuevo compilador para la
generación de código optimizado acorde al modelo computacional. La solución propuesta
tiene la ventaja que en tiempo de compilación nos permite planificar las comunicaciones
y ajustar el uso de memoria.

Con el objetivo de validar el diseño e implementación se ha llevado a cabo un exigente
proceso de validación con énfasis en: el comportamiento funcional, el uso de memoria,
el uso del procesador (tiempo de respuesta de extremo a extremo y en cada uno de los
bloques funcionales) y el uso de la red (consumo real conforme al estimado). Los buenos
resultados obtenidos en una aplicación industrial desarrollada por Thales Avionics (un
sistema de gestión de vuelo) y en las pruebas exhaustivas han demostrado que el diseño y
el prototipo son fiables para aplicaciones industriales con estrictos requisitos temporales.
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Glossary

AR-TP Arbitrated Real-Time Protocol

ATM Asynchronous Transfer Mode

ATC Asynchronous Transfer of Control

AFDX Avionics Full Duplex Switched Ethernet

BAG Bandwidth Allocation Gap

CSMA/CD+AMP Carrier Sense Multiple Access with Collision Detection and Arbitra-
tion on Message Priority

CCM CORBA Component Model

CORBA Common Object Request Broker Architecture

CAN Controller Area Network

DM Deadline Monotonic

DCE Distributed Computing Environment

DGC Distributed Garbage Collector

DRTSJ Distributed Real-Time Specification for Java

DRTS Distributed Real-Time Systems

DHRTS Distributed Hard Real-Time Systems

DOC Distributed Object Computing

DII Dynamic Invocation Interface

ES End-Systems
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EDF Erliest Deadline First

FIFO First In, First Out

FPS Fixed Priority Scheduling

FMRTJ Flexible Mixed Real-Time Java profile

FMRTS Flexible Mixed Real-Time Systems

FSRTJ Flexible Soft Real-Time Java profile

GC Garbage Collectors

GIOP General Inter-Orb Protocol

ICPP Immediate Ceiling Priority Protocol

IDL Interface Definition Language

IIOP Internet Inter-ORB Protocol

JIT Just-In-Time compilation

HRTJ Hard Real-Time Java profile

HRTS Hard Real-Time Systems

JCP Java Community Process

JMS Java Message Service

JRMP Java Remote Method Protocol

JSR Java Specification Request

JVM Java Virtual Machine

MOM Message-Oriented Middleware

MOMA Message Oriented Middlwware for Ada

MISRA Motor Industry Software Reliability Association

NIST National Institute of Standards and Technology

OMG Object Management Group

OO Object-Oriented



OOP Object-Oriented Programming

PCS Partition Communication Subsystem

PCP Priority Ceiling Protocol

PIP Priority Inheritance Protocol

POA Portable Object Adapter

RM Rate Monotonic

RTSJ-JVM RTSJ Java Virtual Machine

RT-CORBA Real-Time CORBA

RTCORE Real-Time CORE Extension

RT-GC Real-Time Garbage Collectors

RTSJ Real-Time Specification for Java

RTS Real-Time Systems

RMI Remote Method Invocation

RMI-HRT Remote Method Invocation - Hard Real-Time

RMI-UDP Remote Method Invocation - UDP

RPC Remote Procedure Call

SCJ Safety Critical Java

SRTS Soft Real-Time Systems

SRP Stack Resource Policy

WCET Worst-Case Execution Time

WORE Write once, run everywhere
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Chapter 1

INTRODUCTION

Distributed real-time embedded systems are becoming increasingly important to society.
More demands will be made on them and greater reliance will be placed on the delivery
of their services. A relevant subset of them is high-integrity or hard real-time systems,
where failure can cause loss of life, environmental harm, or significant financial loss. The
need for meeting stringent time requirements makes their development more complex. As
embedded systems pervade society, it is necessary to ensure cost effectiveness by proper
techniques in their design, maintenance, and certification. In particular, it is required a
highly flexible, hardware independent technology.

The technology that is used in high-integrity applications such as avionics, space, and
railways benefits from several decades of innovative technologies and advanced software
approaches, that has led to well tuned tools and methods. However, the current state
presents some issues that should be improved. The inflexibility and cost of conventional
high-integrity systems make developers of these new applications less than keen on using
existing methodologies. The cost of retargeting an application from one executing plat-
form to another is also high. In several cases, resulting application code is too sensitive to
processor specific characteristics of timing and resource usage and to underlying system
characteristics.

Additionally, the evolution of communication networks and paradigms as well as the
necessity of demanding processing power and fault tolerance, motivated the intercon-
nection between electronic devices; many of the communications have the possibility of
transferring data at a high speed. The concept of distributed systems emerged as systems
where different parts are executed on several nodes that interact with each other via a
communication network.

In this context, an interesting concept is architectural-neutral real-time systems, which
are characterized for the lack of knowledge on the execution platform at system design
time. This is relevant because they have to execute on the widest range of architectures,
their lifetime is expected to be greater than ten years, and their site of execution may vary.
The Java language is a good basis for the development of such type of systems.

1
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Java’s popularity, facilities and platform independence have made it an interesting
language for the real-time and embedded community. This was the motivation for the
development of RTSJ (Real-Time Specification for Java), which is a language extension
intended to allow the development of real-time systems. These extensions include real-
time threads, asynchronous events and a new memory model to avoid or limit the effect
of garbage collection. The potential advantages of Java have motivated the industrial
interest on using it in the development of safety critical real-time systems, where failures
can cause lose of human lives, environmental harm or severe economical costs.

The use of Java in the development of high-integrity systems requires strict develop-
ment and testing techniques and following relevant standards, in order to ensure a proper
system operation. The current version of RTSJ includes a number of language features
that are forbidden in the development of high-integrity systems, such as dynamic cre-
ation of threads, dynamic use of memory, some features of object orientation, etc. The
approach taken in other programming languages has been to define a profile of the lan-
guage that is amenable to static analysis for high-integrity system certification. The HRTJ
(Hard Real-Time Java) profile was developed in the context of the HIJA project with such
goal. Currently, a specification under the Java community process (JSR-302) is being
developed. Its purpose is to define those capabilities needed to create safety critical ap-
plications with Java technology called Safety Critical Java (SCJ).

RTSJ does not provide any support for the development of Distributed Real-Time
Systems (DRTS). This is an important issue, as most of the current and future systems
will be distributed. The Distributed RTSJ (DRTSJ) Expert Group was created under the
Java community process (JSR-50) in order to define appropriate abstractions to overcome
this problem. Currently, there is no formal specification. The aim of this work is to
develop a communication middleware that is suitable for the development of distributed
hard real-time systems in Java.

1.1 Objectives
The main objective is to develop a real-time communication middleware in accordance
with the state-of-the-art Java for hard real time systems. The underlying aim is to clear
the way for the certification of distributed applications with Java technology. The mid-
dleware model must allow the usage of analysis tools in order for any application that
uses the model to obtain the response times and optimize the resources. The goals can be
enumerated in the following points:

• Study the real-time systems and the distributed systems in detail, and analyze how
to integrate these kind of systems.

• Analyze the facilities that the Java technology provides for the construction of
real-time applications and distributed applications. Identify the advantages and the
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drawbacks of RTSJ.

• Build a list of requirements for distributed hard real-time systems taking in account
the middlewares and implementations currently in use as well the language pro-
gramming requirements. For example, in a middleware for HRTS, the underlying
protocols must be easily changed. It must use real-time protocols where a response
time analysis can be enforced. In this way, the timing behavior of the system can be
statically calculated regardless of the protocol used. Additionally, it must include a
memory management where the allocation time is bound and memory usage can be
calculated in advance.

• Choose a suitable underlying network protocol for experimentation. The objective
is to analyze the existing and standardized communication protocols and determine
which protocols are the best to support the distributed real-time communication.
The Controller Area Network (CAN) protocol based on priorities is the first option
to consider, since it is very used in the industry. The Ethernet protocol point-to-
point or multipoint is also considered. Although it does not support priorities, it
provides a high-speed communication. Especially when point-to-point communi-
cations are established between two nodes. Multipoint communications require
implementing bandwidth reserve techniques to improve the performance. TCP / IP
protocol also should be tried, given that, it has been widely disseminated, and it is
implemented in a high percentage of telecommunications systems. Additionally,
the protocols used by the industry and different research groups should be studied.

• Design a model in accordance with the defined list of requirements. As a result,
a computational model must be elaborated and validated by means of a prototype.
The prototype must be compliant with the guidelines for the development of a high
integrity system. Implementing a real-time middleware requires a set of mecha-
nisms and facilities that must be provided by the programming language or by the
operating systems. Absence of these requirements must also be deal with in this
proposal.

• Take measurements of the prototype to compare with other alternatives. Measure-
ments of CPU usage are necessary to estimate the response times, and the memory
and network usage must be measured to know the resource usage.
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1.2 Dissertation structure

The remainder of this dissertation is organized as follows:

• Chapter 2, “State of the art”: it is an overview of the state of the art:

– Real-time Systems: it introduces the main concepts in real-time systems, giv-
ing global definition and classifying them according to the timing require-
ments and the effects that a late response in a system failure can cause. The
main scheduling algorithms are introduced focusing on the mature fixed pri-
ority scheduling. Some lines are dedicated to comment how the use of shared
resources impacts on the scheduling. At the end, the memory management,
the standard of certification and the most used programming languages for
real-time systems are reviewed.

– Java for Real-time Systems: on the one hand, the potential advantages of Java
technology, which make it interested to use in real-time system, are intro-
duced. On the other hand, the limitations of Java for real-time are analyzed.
After that, the main facilities of the RTSJ, its implementation, and its profiles
are summarized.

– Distributed Real-time Systems: the basic principles of distributes systems
are described to introduce different architectural model for distributed system
since they have major implications for the predictability, performance, relia-
bility and safety of the resulting system. After that, more up-to-date models
for distributed schedulability analysis are presented. Finally, the most appro-
priate real-time network protocol used by the industry are sketches marking
that they try to guarantee the message delivery and bound transmission time.

– Middleware for Distributed Real-time Systems: it analyzes the most innova-
tive middlewares for HRTS. It extracts the main requirements for DHRTS in
order to compare the current middlewares. In the end, the Remote Method
Invocation (RMI) middleware is analyzed focusing on the pros and cons.

• Chapter 3, “Java Middleware for Hard Real-time Systems”: this chapter intro-
duces the mayor contribution of this dissertation. After describing the design prin-
ciples, the design is introduced explaining its layers, the threading mechanism, the
initialization and mission phase, the network interface, and the wire protocol. After
that, the chapter moves the focus to the implementation, showing the hierarchy of
classes and interfaces, a network interface implementation, the main components
and the memory management implementation. Finally, an end-to-end example is
explained in detail.
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• Chapter 4. “Predictable Serialization”: although the global objective is the mid-
dleware itself, the predictable serialization denotes a remarkable contribution. The
chapter starts analyzing the standard serialization and its limitations for HRTS in
order to describe a predictable serialization and its implementation. After a usage
example, extensions to include new facilities are presented.

• Chapter 5, “Validation”: it summarizes the followed validation process for the as-
sessment of the proposed solution. All requirements are reviewed and tested. In
addition, for the main requirements specific analysis are carried out by means of a
defined methodology which includes a execution platform, tools and benchmarks.
The results obtained with the proposed middleware including the predictable seri-
alization are revealed focused on three important resources: the memory, the CPU
and the network.

• Chapter 6, “Conclusions and Future Work”: it summarizes the main objective and
the contributions and highlights the conclusions drawn from this work. Finally, the
future lines of work are outlined.
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Chapter 2

STATE OF THE ART

2.1 Real-time Systems

There are several definitions of “real time systems”. As the book (Burns and Wellings,
2001) indicates, most have the notion of response time: the time that the system needs
to handle an associated input event. A definition similar to the following can be found
in (Young, 1982) and has been commonly accepted: Any activity or information process
system that has to respond to an input event (including the passage of time) in a finite
and fixed period of time. Therefore, the correctness of a real time system depends on
the logical results as well as on the physical instant at which these results are produced
(Kopetz, 1997).

Typically Real-Time Systems (RTS) are also embedded systems. An embedded sys-
tem is a special-purpose computer system designed to perform one or a few dedicated
functions. Generally, these computers have limited resources, and the developers use
special algorithms to optimize them. Some embedded systems are mass-produced, bene-
fiting from economies of scale. Real time systems include different types of systems, from
portable devices such as digital watches and MP3 players, to large stationary installations
like traffic lights, factory controllers, or the systems controlling nuclear power plants.
The hardware complexity varies from low, with a single microcontroller chip, to very
high with multiple units, peripherals and networks. The software complexity varies from
the reading of data to complicated algorithms like compression of audio and video, signal
processing, or databases. RTS can be classified according to the timing requirements and
the effects that a late response in a system failure can cause (Burns and Wellings, 2001).
Hence they can be divided into three different kinds of RTS.

• Hard Real-Time Systems (HRTS): a late response can potentially cause fatal human
injuries or cause a large reduction of safety margins. They must be correct and
show a deterministic behavior. For example, the flight control system of an aircraft

7
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is a hard real time system, because an unfulfilled timing restriction can generate a
catastrophe.

• Soft Real-Time Systems (SRTS): a response after its deadline is useless. How-
ever, the systems can continue working perhaps with a degraded quality of service.
Therefore, an occasional loss of deadline is acceptable. For instance, in a multime-
dia system if an image or a sound is obtained after an expected time, it is worthless.
However, the video can be reproduced with less quality. Normally, it is admissible
to have some losses as long as they do not surpass a certain threshold.

• Flexible Mixed Real-Time Systems (FMRTS): a late response has a relative useful-
ness. The value that a late response has decreases with the passage of time. For this
reason, occasional late responses are allowed. These systems have extra-functional
requirements such as: efficiency and robustness in order to meet the overall objec-
tives. For example, in an industrial control system that levels the stream through a
pipe, when a sensor detects an unusual level the system must react as soon as possi-
ble and sound an alarm. The later the system reacts, the greater the losses produced
will be.

2.1.1 Real-time concepts

As Jane Lui (Liu, 2000) recommends, for the purpose of describing and characterizing
different types of RTS and methods for scheduling and resource management, it is more
convenient to speak of all kinds of work done by computing and communications systems
in general terms. A job is the minimum unit of work that is executed by an RTS, and a
task is a set of related jobs which jointly provide some system function and they are
repeated throughout the time. For example, a job could be an algorithm that calculates
the Fast Fourier Transform or the transmission of a data packet by the network. A task can
be a control algorithm that is executed every 15 seconds. The jobs execute on different
active resources such as: a CPU or a network. Typically, such active resources are called
processors. They are denoted with the letter P. The jobs also need passive resources to
be executed, for example: memory, mutexes, and so on. They are often called resources
only, and denoted with the letter R.

Each job Ji is characterized by its functional parameters, temporal parameters, re-
source parameters, and interconnection parameters. Its functional parameters specify the
intrinsic properties of the job, its temporal parameters describe its timing constraints and
behavior, its resource parameters define its resource requirements, and finally, its inter-
connection parameters describe how it depends on other jobs and how other jobs depend
on it.

Figure 2.1 represents the main parameters that characterize jobs in RTS. The release
time of a job is the instant of time at which the job becomes available for execution.
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Figure 2.1: Release times and deadlines

The job can be scheduled and executed at any time after its release time whenever its
data and control dependence conditions are met. The release time might vary and the
difference between the maximum and minimum value is known as the jitter. The deadline
or absolute deadline (d) of a job is the instant of time by which its execution is required
to be completed, and the relative deadline (D) is the deadline minus its release time. And
its response time (R) is the time from the release time of the job to the instant when it
is completed. Therefore, the latest response time of a job must be its deadline. Another
temporal parameter of a job, Ji, is its execution time (Ci). This is the amount of time
required to complete the execution of Ji when it executes alone and has all the resources
it requires. This value depends on a number of issues such as the speed of the processor
or the structure of its cache. The execution time of Ji may vary, meaning that Ci is a
range [Ci-,Ci+] and that this range is known but not the actual value of Ci. Some analysis
models assume that Ji always executes for the maximum amount of time (Ci+).

The timing behavior or the timing constraint of a job can be represented by its dead-
line. Additionally, the deadlines are commonly classified into three types:

• Hard deadline: a job has a hard deadline if its non-fulfillment may have disastrous
consequences. According to Liu, a job has a hard deadline if it is necessary to
validate that the response time is always less than the deadline.

• Soft deadline: a job has a soft deadline if it is possible to tolerate that the job ends
late occasionally, but its response is useless.

• Flexible deadline: a job has a flexible deadline if it is possible to tolerate that the
job ends late occasionally.

According to these definitions, a hard real-time task is formed by a job with a hard
deadline, and a hard real time system is mainly formed by a hard real-time task. Most
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parameters can be obtained from measurement and analysis, though analysis is the pre-
ferred approach to predicting the maximum execution time of a program because timing
analysis techniques guarantee the correctness of the predicted maximum execution time,
while measurement techniques do not. Some techniques used for this purpose can be
found in (Arnold et al., 7-9 Dec 1994; Healy and Whalley, 1999; Kim et al., 1996; Li
et al., 1996; Lim et al., 1995).

The tasks can be classified in accordance with their release time:

• Periodic tasks: each computation or data transmission that is executed repeatedly at
regular time intervals in order to provide a function of the system is a periodic job.
Therefore, a periodic tasks is a set of periodic jobs. A periodic job can be stated in
terms of its release times like: rk = r0 + k*T for k = 0,1.

• Aperiodic tasks: in RTS it is common to have aperiodic jobs, whose release times
are not known beforehand, in order to respond to external events. Consequently,
an aperiodic task is a stream of aperiodic jobs with a soft deadline or without a
deadline. The inter-arrival times between consecutive jobs in such a task varies
widely, and can be very small.

• Sporadic tasks: a sporadic task is a stream of sporadic jobs with a hard deadline.
However, it is supposed that there is a minimum separation between consecutive
jobs.

The utilization of a task is defined as the ratio Ci / Ti = ui. The utilization represents
the percentage of time that a task with period Ti and execution time Ci keeps a processor
busy. Hence the total utilization U of all the tasks in the system is the sum of the utilization
of the individual task in it. U represents the maximum fraction of time that the processor
can be busy.

A job is preemptable if its execution can be suspended at any time to allow the exe-
cution of other jobs and, later on, can be resumed from the point of suspension. A job
is non-preemptable if it must be executed from start to completion without interruption.
This constraint must be imposed because its execution, if suspended and the processor
given to other jobs, must be executed again from the beginning. Sometimes, a job may
be preemptable everywhere except for a small portion which is constrained to be nonpre-
emptable.

2.1.2 Real-time Scheduling
In RTS, it is very important to understand how the applications, the resources and the
processors are modeled to determine whether the resulting system meets all its timing re-
quirements. Therefore, this section focuses on the timing properties and resource require-
ments of system components and the way the operating systems allocate the available
system resources among them.
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The scheduling consists of assigning jobs to processors or vice versa. The relation-
ship between all the jobs in the system and the available processors is called a schedule.
The scheduler is the module which implements the scheduling, and uses a scheduling
algorithm to produce a schedule. A scheduler produces a valid schedule if the schedule
satisfies the following conditions:

1. Each processor has at most one job at any given time.

2. Every job is assigned at most one processor at any given time.

3. No job is scheduled before its release time.

4. Depending on the scheduling algorithms used, the total amount of processor time
assigned to every job is equal to its maximum or real execution time.

5. All the precedence and resource usage constraints are satisfied.

A valid schedule is a feasible schedule if every job is completed by its deadline (or,
in general meets its timing constraints). An RTS is schedulable according to a scheduling
algorithm if the algorithm always produces a feasible schedule. Additionally, a real time
scheduling algorithm is optimal if the algorithm always produces a feasible schedule if
the given set of jobs has a feasible schedule.

In a preemptive scheduler, a job can be exchanged immediately by another. Alterna-
tively, in a non-preemptive scheduler, a job cannot be exchanged by another.

In static systems, the system is divided into subsystems assigned to the processors.
Jobs always are executed in the same processors. They are moved between processors
only when the system must be reconfigured. In dynamic systems, there is a common
queue to all processors where the jobs that are ready for execution are placed. When
processors are available, the jobs at the head of the queue are dispatched to them. It is
also possible to move a job that is being executed in one processor into other processor.

There are different algorithms to schedule real time systems, most of them can be
classified in three different approaches:

• Time-Driven Scheduling: when the scheduling is time-driven, decisions on what
jobs are to execute at what times are made at specific time instants such as releases
and completions. A schedule of the jobs is computed off-line and is stored for use
at run time.

• Round-Robin Scheduling: when the round-robin approach is used, every available
job for execution is grouped in a FIFO (First In First Out) queue. The job at the
head of the queue executes for at least one time slice. Then it is placed at the end of
the queue to wait for its next turn. Typically a time slice is in the order of tenth of a
millisecond. The weighted round-robin algorithm is an alternative where different
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jobs have different weights, and a job with weight wt gets wt time slices every
round, and the length of a round is equal to the sum of the weights of all the ready
jobs.

• Priority-Driven Scheduling: when the priority-driven approach is used, every job
ready for execution has an assigned priority. Scheduling decisions are made when
events such as releases and competitions of jobs occur. Hence, priority-driven algo-
rithms are event-driven. At any scheduling decision time, the jobs with the highest
priorities are scheduled and executed on the available processors.

Most scheduling algorithms used in RTS follow the time-driven or priority-driven
approach, for this reason these approaches are going to be described in more detail.

Time-Driven Scheduling

The cyclic executive is the most used time-driven scheduler. The cyclic executive refers
to a scheduler that dispatches the jobs according to a given cyclic schedule. The cyclic
schedule is a execution table that specifies exactly when each job executes. The amount
of processor time allocated to every job is equal to its maximum execution time, and every
job is completed by its deadline.

A good description of a cyclic schedule is given in (Baker and Shaw, 1989). The idea
is to divide the major cycle (lowest common multiple period of all jobs in the system)
into intervals called frames, and the scheduling decisions are made only at the beginning
of every frame (there is no preemption within each frame). Therefore, the first job of
every task is released at the beginning of a frame. According to Baker and Shaw (Baker
and Shaw, 1989) it is necessary to fulfill the following rules to obtain a suitable cyclic
schedule:

1. The frames have to be sufficiently long so that every job can start and complete its
execution within a frame.

2. To keep the length of the cyclic schedule as short as possible, the frame size must
be a multiple of the hyper-period of the system.

3. To determine whether every job is completed by its deadlines, between the release
time and deadline of every job there must be at least one frame.

Generally, the implementation is easy and robust since there is not real concurrency.
By construction, the timing requirements are met and can be validated with simple tests.
In addition, the cyclic executive also can check for overruns at the beginning of each
frame, and launch overrun handles.

Unfortunately, this approach has several disadvantages. It is very strict, as it is neces-
sary to know the parameters of all tasks beforehand. It is relatively difficult to modify and
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maintain. For example, a change in the system may cause the need to redesign it. It is also
difficult to include sporadic tasks, the external events are queued and polled periodically.

Priority-Driven Scheduling

An alternative approach for the cyclic executive is to determine which job must be ex-
ecuted in each instant of time according to some scheduling attributes. There are many
scheduling algorithms that follow this approach, two of them are:

• Fixed Priority Scheduling (FPS): it is a mature technique very used in RTS. Each
job has a certain fixed priority and the job whose priority is the highest is executed
first. The priority is determined statically before its execution, for this reason, it is
said that this algorithm is static.

• Earliest Deadline First (EDF): the jobs are executed in accordance with their dead-
lines: the job whose deadline is the closest in the time is executed first. The relative
deadline of each job is known at compilation time, but the absolute deadline is
known at execution time, for this reason, it is said that this algorithm is dynamic.

Fixed Priority Scheduling
Liu and Layland were the first to deal with fixed priority scheduling. In 1973, they pub-
lished a well known work that has become the reference point to many investigations (Liu
and Layland, 1973). The fixed priority scheduling consists of assigning a priority to each
job during a design phase. In execution time, the scheduler always executes the job with
higher priority in each instant of time.

Generally, in RTS the priority of a job is derived from its timing requirements instead
of its importance for the correctness of the system. The Rate Monotonic (RM) algorithm
is a suitable priority assignation algorithm proposed by Liu and Layland. Each job is
assigned a priority based on its period, the jobs that have shorter periods have higher
priorities. In other words, the job that is released with greater frequency is assigned the
higher priority, and so on. This algorithm is optimal because if a system can be scheduled
with fixed priorities, then that system can also be scheduled using the RM algorithm.

The original model has several limitations given that it is based on the following as-
sumptions: The system is formed by N periodic tasks (there are no aperiodic and sporadic
tasks) with a single processor. All jobs are independent (there are no shared resources),
and are released at the beginning of their period. Additionally, all tasks have their deadline
equal to their period; in other words, each task must end its execution before it is released
again. Given the great importance of RTS, a lot of works have appeared to reduce part of
the restrictions in the original model.

With the cyclic executive it is known in advance both when the tasks are executed and
when they are dispatched. However, with fixed priority scheduling it is hard to estimate
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those values. Hence, it has been necessary to find new methods in order to determine
whether a system is schedulable or not.

Liu and Layland also demonstrated that it is possible to obtain a scheduling test using
the RM algorithm. The scheduling test (called utilization factor) is defined by the expres-
sion (2.1), where N is the number of tasks in the system, Ci the worst-case execution time
of the task i, and Ti is its period.

U(N) =
n∑

i=1

Ci

Ti

≤ N · (2
1
N − 1) (2.1)

This test is sufficient but not necessary. If the equation is true, all tasks will meet their
deadlines; otherwise the tasks may or may not fail in execution time. When N = 1, the
utilization factor is 100 and when N = 2, the utilization factor is 82.8. When N has greater
values the utilization factor tends to 69,3.

Another way to validate the timing behavior of a RTS is to check that all deadlines
are guaranteed. In other words, all response times of the tasks have to be shorter than
their deadlines in the worst-case scenario. When the deadlines are shorter than or equal
to their periods and the total utilization factor is smaller than 1, the response time of each
job can be calculated with the equation developed by Joseph and Pandya (Joseph and
Pandya, 1986):

Ri = Ci +
∑

j∈hp(i)

⌈
Ri

Tj

⌉
Cj (2.2)

Where hp(i) is the set of tasks with priority higher than i
This equation has the advantage of being both sufficient and necessary. If the set of

jobs fulfill the test, the jobs will meet their deadlines. Otherwise, some jobs will not meet
their deadline in execution time.

The last equation has Ri on both side, and it is difficult to resolve because of the
ceiling function. In general, there are some values of Ri that fulfill the equality, the
shorter possible Ri represents the response time in the worst-case scenario. The equation
of response time can be resolved by means of a recurrence relation (Audsley et al., 1993):

wn+1
i = Ci +

∑
j∈hp(i)

⌈
wn

i

Tj

⌉
Cj (2.3)

The first term of the sequence wn
i is equal to Ci, and when wn+1

i = wn
i , the solution

has been found (Ri = wn
i ).

The previous equations are valid for a subset of systems, because they are based on
the original model which includes several restrictions. For example, the original model
supposes D = T , but this is not valid for sporadic jobs. Frequently, a sporadic job is used
to encapsulate an error management routine or to respond to an alarm signal. Typically,
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these jobs are invoked occasionally, but when they are invoked they have to be executed
quickly. For this reason their deadlines can be less than their periods.

Leung and Whitehead formulated a priority assignment algorithm for D < T , called
Deadline Monotonic (DM) priority ordering (Leung and Whitehead, 1982). The fixed
priority of a job is inversely proportional to its deadline. They also demonstrated that: a
set of periodic and independent tasks with deadlines shorter than or equal to its periods
can be scheduled in an admissible way with the DM algorithm as long as an admissible
scheduling with fixed priorities exists.

Different researchers have introduced modifications to the response time equation to
include new characteristics. In this manner, some restrictions of the original model have
disappeared. For example, sporadic or aperiodic tasks can be included (Audsley et al.,
1993; Sha et al., 1986; Sprunt et al., 1989; Strosnider et al., 1995), the deadlines can be
different than the periods (Leung and Whitehead, 1982), the tasks depend on others tasks,
there is interference because of a mutual execution of the shared resources (Sha et al.,
1990), and jitter is considered (Bate and Burns, 1997; Palencia and Harbour, 1998). When
all contributions are added to the original equation, the response time can be calculated
with the following equation:

wn+1
i (q) = (q + 1)Ci +Bi +

∑
j∈hp(i)

⌈
wn

i (q) + Jj
Tj

⌉
Cj (2.4)

Ri(q) = wn
i (q)− q · Ti + Ji (2.5)

Ri = max
q=1,2,...

Ri(q)

Where C is the worst-case execution time, T is the period, J is the jitter and B repre-
sents the blocked time (this concept is explained in the next section). The largest value of
q is the integer that verifies:

Ri(q) ≤ Ti

Earliest Deadline First
Earliest Deadline First scheduling is a dynamic scheduling, so most scheduling decisions
are made dynamically in execution time, instead of statically in design time.

Generally, in fixed priority scheduling, the priority of each task is based on some
timing requirements, and it never changes its value. However, when the scheduler imple-
ments a dynamic scheduling, the priority of each task is a variable that changes its value
throughout the execution time. In EDF, the priority of each task is changed according to
the proximity of its deadline. The task whose deadline is the closest in time is assigned
the higher priority.
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EDF is an optimal scheduling algorithm on preemptive uniprocessors, in the following
sense: if a collection of independent tasks (each characterized by an arrival time, an
execution requirement, and a deadline) can be scheduled (by any algorithm) such that all
the jobs are completed by their deadlines, the EDF will schedule this collection of tasks
in such a way they all are completed by their deadlines.

Liu and Layland also proposed a simple scheduling test to EDF. When the system is
formed by independent periodic tasks with their deadline equal to the period, the utiliza-
tion factor is represented by the following expression:

U =
N∑
i=1

Ci

Ti

≤ 1 (2.6)

This equation says that if the utilization of the system is less than the capacity of the
processor, then all deadlines will be met. That is, EDF can guarantee that all deadlines
are met provided that the total CPU utilization is not more than 100. So, compared to
fixed priority scheduling techniques like rate-monotonic scheduling, EDF can guarantee
all the deadlines in the system at a higher load. Apparently, EDF has advantages over
FPS. However, EDF has some drawbacks, the main ones are:

• When the system is overloaded, the set of tasks that will miss deadlines is largely
unpredictable (it will be a function of the exact deadlines and time at which the
overload occurs).

• The EDF algorithm is also difficult to implement, it requires a complex system in
execution time; therefore, it causes a greater overload in the system.

There is a significant body of research dealing with EDF scheduling in RTS; hence it
is easy to find more information about EDF and how to calculate the response time.

2.1.3 Resource access control
In almost all applications the main jobs have to interact, so it is not appropriate to consider
that all jobs of a system are independent. These interactions must be taken into account
in the scheduling algorithm.

Typically, a set of jobs use some mechanisms (for example: semaphores, monitors, or
protected objects) to share some resources. Therefore, the jobs compete for the shared re-
sources. When a job requests a shared resource that has already been allocated to another
job, the request fails and the job is suspended until the resource is released and the job
can acquire the resource.

Priority inversion happens when a job has to wait for another job with lower priority
(Lauer and Satterthwaite, 1979). Figure 2.2 shows three jobs with different priorities
where two of them share a resource. First of all, job 1, the job with low priority, is
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Figure 2.2: Priority Inversion

released and it starts its execution. After a time, this job captures the resource. Job 2,
the job with medium priority, is released before job 1 has ended with the shared resource.
Since job 2 has a higher priority than job 1, job 1 is preempted. When job 3, the job with
high priority, starts something similar happens. Job 2 is preempted and job 3 starts its
execution. Now, when job 3 wants to use the shared resource, it cannot capture it because
the resource has not been unlocked by job 1. For this reason, job 3 is blocked until it will
be able to use such resource. So, job 2 is chosen to be executed. While job 2 is being
executed the job with high priority is blocked. Here, there is a priority inversion since the
job with medium priority ends its execution before the job with high priority can end its
execution. In this example, job 1 ends with the shared resourced and job 3 can end its
execution.

The major problem is not so much that a job with higher priority is blocked by a job
with smaller priority. The real problem is that the time of block cannot be bound. There
are cases where the block is very great and causes the job with higher priority to lose
its deadline. Another problem is when deadlock happens. Deadlock is a situation where
several jobs are blocked mutually. Each one waits for a resource that another has.

Several protocols have been developed to avoid unbounded priority inversion. Most
of them change the job priorities dynamically to achieve their objectives.

Priority Inheritance Protocol

One of the simpler protocols is the Priority Inheritance Protocol (PIP) (Cornhill et al.,
1987). When a job (j) is suspended by another job with a lower priority (q), the priority
of (q) is changed into the priority of (j). Therefore, the priority of a job is no longer static.
Figure 2.3 illustrates this protocol, when job 3 (the job with high priority) tries to use a
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Figure 2.3: Priority Inheritance Protocol

resource that is being used by job 1 (the job with low priority), job 1 inherits the priority
of job 3 until it unlocks the shared resource.

Sha in (Sha et al., 1990) demonstrated that with this protocol the number of times that
a job can be blocked by others jobs with lower priority is bound. If a job uses m resources
and competes against n jobs with less priority, the job can be blocked, in the worst-case,
min(m,n) times.

Priority Ceiling Protocol

In the Priority Ceiling Protocol (PCP) each resource is assigned a priority ceiling, which
is a priority equal to the highest priority of any job which may lock the resource. Each
job has two priorities, one static and another dynamic. The static priority is the original
priority and the dynamic priority is the maximum value between the original priority and
the highest priority of the jobs that this job blocks. A job can capture a shared resource
if its dynamic priority is higher than the priority ceiling of each resource in use (called
system priority). As before, a job that blocks another job inherits its priority.

Figure 2.4 illustrates this approach, when job 2 tries to use the shared resource, it
cannot capture it since its dynamic priority is not higher than the system priority (3). Job
1 inherits the priority of job 2. When job 3 tries to use the same resource, the same thing
happens and job 1 inherits the priority of job 3. This protocol has some advantages, for
example: there are no repeated blocks (a job may be blocked only once), and there are no
deadlocks.
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Figure 2.4: Priority Ceiling Protocol

Immediate Ceiling Priority Protocol

In the Immediate Ceiling Priority Protocol (ICPP) when a task acquires a shared resource,
the task is hoisted (has its priority temporarily raised) to the priority ceiling of that re-
source. Therefore a task owning a shared resource will not be preempted by any other
task attempting to access the same resource. When the hoisted task releases the resource,
the task is returned to its original priority.

In the example shown in Figure 2.5, the job with low priority inherits the ceiling
priority and is able to end its execution.

Although this protocol has almost the same advantages as the previous one, the av-
erage block is bigger. Additionally, in ICPP when a job is blocked, it is always at the
beginning of its execution, so it provokes fewer context switches, and it is also easier to
implement.

Deadline Inversion, EDF

Priority inversion happens with fixed priority, but in EDF, this phenomenon is known as
deadline inversion (when a job needs a resource that is currently blocked by another job
with a longer deadline).

One suitable protocol for EDF is the Stack Resource Policy (SRP) of Baker. Accord-
ing to (Baker, 1991), SRP introduces the concept of preemption level. A preemption level
π(J) is statically associated with a job J. The essential property of preemption levels is
that a job Ji is allowed to preempt job Jj only if π(Ji) is higher than π(Jj). The preemp-
tion level of a job can be assigned based on the relative deadline of the job; the preemption
level is defined such that π(Ji) > π(Jj) ⇔ Di < Dj , where Dk is the relative deadline
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Figure 2.5: Immediate Ceiling Priority Protocol

of a job Jk. The ceiling of a resource is defined as the highest preemption level of jobs
that may use the resource. The system’s ceiling is defined as the highest ceiling among
the resources that are being used. SRP requires that a job be allowed to start only if its
preemption level is higher than the system ceiling. Then, it is guaranteed that the job is
not blocked after it starts and that there is no deadlock. Like ICPP, any job suffers only a
block that happens when the job is released.

2.1.4 Real-time memory management
Memory management in RTS is difficult because most traditional allocation and de-
allocation algorithms are unpredictable in terms of their worst-case memory utilization
and execution time. Additionally, bad memory management can leave the system without
available memory.

One of the most popular automatic memory managements is entitled Garbage Collec-
tors (GC) which usually consists of two distinct phases: the mark and sweep phases. The
mark phase is responsible for tracing through all objects visible to the application and
marking them as live to prevent them from having their storage reclaimed. This tracing
starts with the root set, which consists of internal structures such as thread stacks and
global references to objects. It goes through the chain of references until all (directly
or indirectly) reachable objects are marked. Objects that are unmarked at the end of the
mark phase are unreachable by the application (dead) because there is no path from the
root set through any series of references to find them. The mark phase’s length is unpre-
dictable because the number of live objects in an application at any particular time and the
cost of traversing all references to find all live objects in the system cannot be predicted.
The sweep phase is responsible for examining the heap after the marking has been com-
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pleted and reclaiming the dead objects’ storage back into the free store for heap, making
that storage available for allocation. As with the mark phase, the cost of sweeping dead
objects back into the free memory pool cannot be completely predicted.

Since 1983 many works about Real-Time Garbage Collector (RT-GC) (Lieberman and
Hewitt, 1983) have appeared. Metronome (Bacon et al., 2003b; Bacon et al., 2003a; Ba-
con et al., 2005) is an incremental real time collector and uses a hybrid approach of non-
copying mark sweep (in the common case) and copying collection (when fragmentation
occurs). Some parameters that describe the application’s memory characteristics can op-
erate within well-controlled space bounds, and can be scheduled. Metronome garbage
collection is available as IBM’s WebSphere Real-time Java Virtual Machine.

Zing, the Azul Systems’s virtual machine, incorporates the continuously concurrent
compacting collector technology (Tene et al., 2011), an updated generational form of the
pauseless GC algorithm (Click et al., 2005). Oracle offers WebLogic Real-Time virtual
machine which includes a low pause-time garbage collector. Java RTS (Bruno and Bol-
lella, 2009) uses a non-moving approach which collects garbage when no real-time tasks
are active. JamaicaVM is the aicas’s Java virtual machine which has also a fully real-
time capable garbage collector (Siebert, 1998; Siebert, 1999; Siebert, 2007); and it was
extended in (Siebert, 2010) to support parallel multicore systems. More alternatives can
be found in (Chang and Wellings, 2010; Kalibera et al., 2009).

Although, there are several RT-GCs, their complexity and the difficulty of enforcing
the required analysis for HRTS make them difficult and costly to implement and maintain.
For the certification (e.g., DO178B) of applications using dynamic memory management,
the use of the RT-GC is not sufficient. Currently, systems that require certification typi-
cally do not use dynamic allocation at all. Therefore, this work will not use RT-GCs.

2.1.5 Hard real-time systems and certification
An error in a HRTS may provoke a catastrophe. Therefore, before a HRTS can be put
into operation, the systems must be validated by means of a verification process to ensure
that the system is trustworthy. The verification process is the process of checking that a
product, service, or system meets specifications and that it fulfills its intended purpose.

The verification process is carried out by an independent certification authority. This
entity verifies that the system under consideration is safe to deploy in accordance with the
systems documentation. Currently, there are several standard of certification for software
development such as:

• DO-178B (DO-, 2002) has become a de facto standard. Produced by Radio Tech-
nical Commission for Aeronautics, Inc. (RTCA). The Federal Aviation Adminis-
tration (FAA) accepts the use of DO-178B as a means of certifying software in
avionics. The same situation applies in Europe, where DO-178B is also known as
ED-12B.
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• In 1986, the International Electrotechnical Commission (IEC) published a standard
on Software for Computers in the Safety Systems of Nuclear Power Stations. This
IEC 880 standard (IEC, 1986) is applied to the highly reliable software required for
computers used in the safety systems of nuclear power plants for safety functions.

• The international standard IEC 61508, Functional safety of electrical / electronic
/ programmable electronic safety-related systems (IEC, 2001) covers all safety-
related systems which are electrotechnical in nature (i.e. electromechanical sys-
tems, solid-state electronic systems and computer-based systems). The standard
is generic and can be used directly by the industry (as a ’standalone’ standard)
and also by international standards organizations as a basis for the development of
sector standards (e.g. for the machinery sector, for the process sector or for the
nuclear sector). The standard will therefore influence the development of electrical,
electronic and programmable electronic (E/E/PE) safety-related systems across all
sectors.

Most standards assign a criticality level to a system based on the severity of a potential
catastrophe and the probability of its occurrence. These are then mapped into categories
for the system criticality levels. If software controls these safety critical systems, then the
software, too, is assigned a criticality level. The software criticality levels correspond to
the failure conditions that would result if the software were to fail. The FAA recognizes
five categories:

• Level A - Catastrophic: failure may cause a crash.

• Level B - Hazardous/Severe - Major: failure has a large negative impact on safety
or performance, or reduces the ability of the crew to operate the plane due to phys-
ical distress or a higher workload, or causes serious or fatal injuries among the
passengers.

• Level C - Major: failure is significant, but has less impact than a hazardous failure
(for example, leads to passenger discomfort rather than injuries).

• Level D - Minor: failure is noticeable, but has less impact than a major failure (for
example, causing passenger inconvenience or a routine flight plan change).

• Level E - No Effect: failure has no impact on safety, aircraft operation, or crew
workload.

The three standards listed above (DO-178B, IEC 880 and IEC 61508) use five software
integrity levels. There is a strong correlation between the way software can contribute
to a potential hazard and the severity level. The level assigned to some software has a
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great influence upon the rigor with which the software is developed and verified and the
evidence that must be collected to confirm this.

Requirements for software development are divided into several main processes: Soft-
ware Planning, Software Development, Software Verification, Software Configuration
Management and Software Quality Assurance.

The software planning defines the means of producing software to satisfy the system
requirements. It defines the development methods for the certification authority, the de-
velopment environment, and the verification process. It also implicates specifying means
by which software configuration management and software quality assurance objectives
will be satisfied. The software development process is divided into sub-processes: re-
quirements, design, code and integration. They define the low-level and high-level re-
quirements as well as functional and temporal requirements. The purpose of the software
verification process is to detect and report errors that may have been introduced during the
software development process. Reviews, analysis, and development of tests are executed
to prove the compliance with the requirements. The objectives of the software configu-
ration management process handles problem reports, changes and related activities. And
the software quality assurance analyzes whether the objectives are satisfied. It also detects
and resolves that the deficiencies conform to certification requirements.

DO-178B requires delivery of multiple supporting documents and records. The quan-
tity of items needed for DO-178B certification, and the amount of information that they
must contain, is determined by the level of certification being sought. The DO-178B cer-
tification process is most demanding at higher levels. A product certified to DO-178B
level A would have the largest potential market, but it would require thorough, labor-
intensive preparation of most of the items on the DO-178B support list. Conversely, a
product certifying to the DO-178B level E would require fewer support items and be less
taxing on company resources. Unfortunately, the product would have a smaller range of
applicability than if certified at a higher level.

The guidelines defined in standards such as DO-178B will be taken into account dur-
ing the development process of our proposal, though our main goal is not to certify the
resulting system.

2.1.6 Programming languages
The selection of a programming language for the development of real-time systems has
a great importance, due to its implications. In the case of high integrity systems, specific
language features may make certification easier or harder. As some of the required testing
procedures are nearly impossible to pass if no limits are imposed on the language. For
this reason, a restricted subset of the language is used when dealing with safety critical
systems.

Traditionally, C has been the most used language for real-time applications, since it
requires minimal run-time support, it is implemented on the most important hardware ar-
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chitectures, it provides many low-level capabilities and there is a lot of knowledge about
the language and its applications (for example: Linux and many RTOSs have been devel-
oped mainly with C). Nevertheless, it has a large number of drawbacks. For instance, it
does not support concurrency; the programmer needs to use an external API provided, for
example, by the operating system. As well as being an insecure language, it has a lack
of facilities for promoting reliability, maintainability or re-usability. The Motor Industry
Software Reliability Association (MISRA) provides a set of guidelines (Hatton, 2007)
to restrict features in the ISO C language of known undefined or otherwise dangerous
behaviour. The aims are to facilitate code portability and reliability in the context of
embedded systems.

Ada (ISO, 1983) was designed for the development of large and embedded systems.
Notable features include: strong typing, modularity mechanisms (packages), run-time
checking, parallel processing (tasks), exception handling, and generics. Ada 95 (ISO,
1995; Int, 1995; ISO, 2000) added support for object-oriented programming and dynamic
dispatch. The current version is known as Ada 2005 (ISO, 2007; Ada, 2005; AAR, 2006;
Taft et al., 2006) and it includes the Ravenscar profile (Dobbing and Burns, 1998; Burns,
1999; Burns et al., 2004; ISO/IEC, 2007) as part of the standard, so it extends the support
for safety-critical systems. The Ravenscar profile, a subset of the Ada tasking model,
encourages the use of a simple concurrency model for certifiable systems in high-integrity
real-time systems.

The Java (Gosling et al., 2005) language derives from C and C++ and is based on
Object-Oriented Programming (OOP), which is a way of organizing programs for creating
flexible, modular applications and reusing code. As a result, almost everything is an object
and all code is written inside a class.

One of Java’s goals was to fix what was wrong with C++, with a special focus on
the error-prone aspects of C++ development. As a result, non-object-oriented features
(macros, globals) and the manipulation of memory pointer (which is error-prone) were
eliminated. A Java developer does not need to pay attention to the memory management
as Java includes a dynamic management memory. Unlike C, Java supports multithreads
programming directly in the language, so does not need external libraries.

Platform independence is one of the most significant advantages that Java has over
other programming languages. Java is platform-independent at both the source and the bi-
nary level (Java binary files are called byte-codes). “Write once, run everywhere (WORE)”
sentence illustrates the cross-platform benefits of the Java language. In other words, Java
applications can be developed on any device, compiled into a standard byte-code (which
is neutral) and they are expected to run on any device equipped with a Java Virtual Ma-
chine (JVM). Hence, programs written in the Java language must run similarly on any
supported hardware / operating-system platform. This is a key feature in RTS where
porting an application into different platforms is very hard and expensive.

A JVM is a program generally written in native code on the host hardware and is able
to execute generic Java bytecode. Bytecode interpretation is slow; therefore, many JVM
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implementations use multiple techniques such as just-in-time compilation (JIT) and dy-
namic recompilation to improve the performance. JIT translates the Java bytecode into
native code at the time that the application is running. Dynamic recompilation achieves
better performance than static compilation since it is based on knowledge about the run-
time environment and the set of loaded classes, and can take into account the parts of code
that take up the most execution time. Both JIT compilation and dynamic recompilation
enable Java applications to have good performance without losing portability. Addition-
ally, Java technology includes static compilation to compile Java code into native object
code. This technique has the disadvantage of losing portability. Therefore, Java is very
useful since it provides both a generic bytecode version and an optimized native code of
an application.

Since a VM is used, errors (exceptions) should not crash the system. In Java, every
time that an exception occurs information that existed in memory (stack and heap mem-
ory) is recorded and can be handled by the application. Common problems such as illegal
typecasting, bad array subscripts, and null object references are checked at runtime.

The Java loading model also makes Java unique. During program execution the
needed classes are dynamically loaded - either when a class is first referenced or when
the application explicitly requests that a class should be loaded. Java can load classes
either from the local hard drive, from another computer on the local area network or from
a computer somewhere on the Internet. Java was designed with networking in mind and
comes with many classes to develop sophisticated Internet communications.

Java developers had a strong security model in mind during its design. A bytecode
verifier checks the bytecode before being executed, and ensures that the code does not do
any of the following: forge pointers, violate access restrictions, incorrectly access classes,
overflow or underflow operand stack, use incorrect parameters of bytecode instructions, or
use illegal data conversions. In addition, a security manager ensures that classes loaded do
not access the file system except in the manner permitted by the client or the user. Hence
the bytecode verifier, loading model, and a security manager all work in a cooperative
way to strengthen the security features of Java.

On the one hand, Benjamin Brosgol and Andy Wellings made a comparison of Ada
and Java for safety critical applications (Brosgol and Wellings, 2006) taking into account
the requirements specified by DO-178B. The more a language fulfills reliability, pre-
dictability, analyzability and expressiveness, the better. According to this work, Ada is
strong in terms of underlying reliability features and expressibility; furthermore, the us-
age of subsets is encouraged by specific pragmas. Additionally, in (Kaiser et al., 2006),
Ada is recommended for reliable concurrent programming. On the other hand, Ada is
little used in other applications such as web and office applications. Further, Ada-based
tools are more complex and more costly to acquire.

However, Java subsets like Java Card or Java Micro Edition (Sun Microsystems,
2003b; Sun Microsystems, 2003c) have appeared, which has allowed the appearance of
Java in embedded systems. Additionally, Real-Time Specification for Java (RTSJ) has
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been encouraged by the industry and academics with the purpose of improving the pre-
dictability and the analyzability of Java. So it is considered as a starting point for Java in
safety-critical systems. Both Ravenscar-Java (Kwon et al., 2005) and the safety-critical
RTSJ profile are RTSJ subsets that improve the timing behavior of Java and prove that the
Java technology is appropriate for real-time applications.

In contrast to C, both Ada and Java include more facilities for most real-time require-
ments. Ada is a well-known language for RTS; However, Java technology has quite a few
features that are desirable in the real-time community. For instance, Java is architecturally
neutral and its code is portable, in others words, Java allows isolating the application from
the underlying hardware and the operating system. Java is also simple as well as robust
and secure. For this reason, many developers find it easy to use. An evidence of this is
that new versions of the software certification standards for avionics will introduce object-
oriented technology which will allow the use of Java in avionics systems (Hunt, 2010).
Moreover, over the last year, Java technology has introduced new improvements and fa-
cilities (such as new memory management, specific mechanisms to share data between
tasks, etc. a more detailed description of this features is introduced in the next section)
that make it a suitable candidate for RTS. Hence, we are interested in working with Java
to enhance its performance in HRTS and demonstrate that Java technology is useful in
RTS.

2.1.7 Conclusions

The state-of-the-art real-time systems shows that there are different types of systems that
have different timing requirements as well as different requirements on language features
such as the memory model, scheduling and code loading. Therefore, it is not feasible to
treat all of them in a similar way. Specific techniques are appropriate to specific appli-
cation domains. In this context, it is habitual to analyze an application domain and its
features to create a list of requirements. So new techniques, mechanisms or algorithms
can be researched with these requirements in mind.

There are different scheduling algorithms to manage thread executions. In some cases,
they are especially suited for a particular application domain. It is not always possible
to design a generic scheduling algorithm that can be applied to any real-time system.
However, the cyclic executive and the fixed priority scheduling are two suitable real-time
schedulings for hard real-time systems where a failure may cause fatal injures in human
beings. These scheduling algorithms allow the verification of the timing behavior by
means of modeling the real-time system and calculating its response times.

Implementing a real-time scheduling and a real-time resources access control is not
enough to guarantee that the whole application is trustworthy. Standard certifications for
software development, like DO-178B, should be used to verify that the system meets its
timing constraints and fulfills its specification.



2.2. JAVA FOR REAL TIME SYSTEMS 27

The potential advantages of Java have motivated the industry and many research cen-
ters which are interested in using it in real-time and embedded systems domains. As
many of these systems are now, or will be in the future, networked, the language seems to
provide an ideal basis for their implementations.

2.2 Java for Real Time Systems

2.2.1 Advantages of Java in RTS

As we have commented before, there is a set of key aspects that leads to using Java
technology as a platform for the development of safety critical applications. The main
advantages are:

• Costs: today, more and more applications have safety critical needs, and the de-
velopers have to trade between safety and reliability on the one hand, and cost and
time-to-market on the other hand. In this context, Java technology tends to reduce
the time-to-market with a low cost without losing reliability. As a consequence,
companies that are in charge of developing avionic or space applications, are con-
sidering Java as a valid alternative to reducing development costs.

• Platform independence: the cost of porting an application from one platform to
another with different processors and specific hardware is still too high. Typically, a
real-time application is sensitive to processor as well as to the underlying operating
system and its libraries (e.g. RTOSs do not have a standard number of priorities).
The industries that make an effort to re-target their applications are interested in
benefiting from the level of platform independence that Java provides for desktop
and business applications.

• Architecturally neutral: as it was commented, HRTS can present a great variety
of configurations. In addition, they must interact with the outside world, so these
systems may have both hard an soft timing constraints. Furthermore, their design,
maintenance, and certification require flexible and hardware-independent technolo-
gies. A suitable approach to handle the diversity of requirements is to use an archi-
tecturally neutral, high-integrity real-time systems (ANRTS). As the HIJA project
has proved, Java technology can form an appropriate ANRTS.

There are quite a few examples where Java technology is applied for solving the
heterogeneity of the underlying hardware. For instance, mobile phones, game con-
soles, set-top boxes, and PDASs include Java technology. Most cellular phones
include a standard Java runtime environment and a set of Java APIs. In this case,
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CLDC and MIDP provide the core application functionality. The OSGi (Open Ser-
vice Gateway Initiative) (OSGi Alliance, 2011) is another example where a middle-
ware based on Java is used to enable the delivery of services to connected vehicles
and connected home. OSGi also can be found in intelligent gateways, intelligent
controllers, digital TVs, etc.

• Concurrence: quite a few real-time systems are formed by a set of applications that
might run concurrently without disturbing each other. For instance, a Java game on
a mobile should not disturb the standard operation of mobile phone. An approach
is to run different applications on the same platform but in different partitions, this
involves the separation of resources as specified in the ARINC 653 standard (AEEC,
2010; AEEC, 2008). An alternative approach to partitioning is to run several VM
in separate memory areas. Furthermore, the Java API allows programmers to write
applications that can take advantage of multiple threads running concurrently (by
priority order).

• Multilanguage support: sometimes a small part of an application cannot be written
with Java (e.g. there is not a Java API to support platform-specific features). More-
over, it is not rare that a part of an application is written in another programming
language. This is not a limitation for Java since Java allows an application to call
and be called by native applications by means of the Java Native Interface (JNI)
(Liang, 1999). Hence, all Java applications can access specific libraries in a safe
and platform-independent manner.

• Communication support: Java was designed for distributed environments, so it
includes several distribution models such as Remote Method Invocation (RMI)
(Microsystems, 2002b) and Java Message Service (JMS) (Microsystems, 2002a).
Additionally, there are a vast number of libraries which allow the development of
web applications as well as specific distributed applications.

2.2.2 Java limitation for RTS
Despite that the Java technology was originally intended for use in the consumer electron-
ics industry, the original definition of Java is not appropriate for RTS and has some serious
limitations for real-time and embedded programming (Dibble, 2002; Wellings, 2004a).
The main limitations are:

• Scheduling of threads: scheduling of threads is a key aspect for all real-time sys-
tems. Java allows each thread to have a priority that can be used by the JVM when
allocating processing resources. However, Java offers no guarantees that the high-
est priority runnable thread will be the one executing at any point in time. This is
because a JVM may be relying on a host operating system to support its threads.
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Some of these systems may not support preemptive priority-based scheduling. Fur-
thermore, Java only defines 10 priority levels, and an implementation is free to
map these priorities onto a more restricted host operating system’s priority range if
necessary.

• Memory management: the amount of memory in many RTS (particularly in em-
bedded systems) is limited. It may, therefore, be necessary to control how this
memory is allocated so that it can be used effectively in a predictable way. The
garbage collection may be performed either when the heap is full (there is no free
space left) or incrementally (either by an asynchronous activity or on each alloca-
tion request). This mechanism generates unpredictable latencies as it is impossible
to know both when the garbage collector is going to interrupt another thread and
how much time it is going to be executing.

• Time: Java supports the notion of a wall clock (calendar time). However, RTS
often requires additional functionality, for example: a nanosecond resolution, or a
countdown clock that can be paused, continued or reset.

• Synchronization mechanism: when a concurrent model is used it needs to have
a synchronization mechanism to coordinate the execution of simultaneous tasks
in order to get correct runtime order and avoid unexpected race conditions. Java
provides a synchronization mechanism that is based on mutually exclusive access
to shared data via a monitor. Unfortunately, all synchronization mechanisms that
are based on mutual exclusion suffer from priority inversion.

• Supporting real-time communication: today, embedded and real-time systems re-
quire real-time communications where the delivery of messages can be guarantee
and the delays can be bound in advance. Most communications in Java are based on
TCP-IP so the transport level must be redefined to implement real-time networks
such as Time-Triggered protocol (TTP) (Kopetz, 1993) or Avionics Full Duplex
Switched Ethernet (AFDX) (AEEC, 2005).

2.2.3 NIST Requirements
In 1999, under the auspices of the US National Institute of Standards and Technology
(NIST), a consortium of companies, including Sun and IBM, published a document called
Requirements For Real-time Extensions for the Java Platform: Report from the Require-
ments Group for Real-time Extensions For the Java Platform (Carnahan and Ruark, 1999).
This document includes several guiding principles and a set of requirements for real-time
extensions to the Java platform. The following facilities were deemed necessary to sup-
port RTS:

• Fixed priority and round-robin scheduling.
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• Mutual exclusion locking (avoiding priority inversion).

• Inter-thread communication (e.g. semaphores).

• User-defined interrupt handlers and device drivers - including the ability to manage
interrupts (e.g. enabling and disabling).

• Timeouts and aborts on running threads.

With this document as a starting point, two main efforts were formed to define a
Real-Time Java. In 2000, the Real-time working Group of the J-Consortium published
The Real-Time CORE Extension (RTCORE) (J-Consortium, 2000). Meanwhile, the Real-
Time Expert Group worked on the Real-Time Specification for Java (Gosling and Bollella,
2000) which was published in March 2001.

2.2.4 The Real-Time CORE Extension
The J-Consortium opted for a tighter interpretation of the real-time requirements than
demanded by the NIST requirements document. This approach warrants better resource
performance and execution predictability than otherwise achievable, yet at the cost of
reducing inter-operation with normal Java.

According to the RTCORE specification, real-time parts of the application run in a
runtime environment (called Real-Time Core Java) separated from the standard Java run-
time environment (called Baseline Java). The Core part can also be used as a stand-alone
runtime environment. Programs written for execution on the Real-Time Core would not
be able to run on the normal JVM. The vast majority of current Java APIs would thus
have to be rewritten for execution in the Real-Time Core. The Real-time Core has its
own set of class libraries which contains special classes for handling thread scheduling,
interrupts, memory, I/O and event handling. The Core runtime environment runs with a
higher priority than the Baseline Java. In so doing it is assured that the Baseline threads
and garbage collection have no influence on the real-time behavior of Core threads.

2.2.5 Real-Time Specification for Java
Around September of 1998, Sun announced the Java Community Process (JCP), a new
process for maintaining and extending the Java specification. The first Java Specification
Request (JSR-000001) was to treat a real-time Java specification based on the NIST re-
quirements document. Consequently, the Real-Time for Java Expert Group was formed
where Greg Bollella was selected as the leader. In June 2000, this group released the
preliminary edition of the Real-Time Specification for Java. A revised specification, a
reference implementation, and a test suite were submitted to the JCP Executive Commit-
tee for approval in October 2001.
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Figure 2.6: Times and Clocks

The RTSJ defined its own guiding principles, the main ones are:

• Be backward compatible with non-real-time Java programs. The current applica-
tions that develop with Java must work properly in a RTSJ implementation.

• Support the principle of Write Once, Run Anywhere but not at the expense of pre-
dictability.

• Address current real-time system practices and allow future implementations to
include advanced features. Alternative scheduling algorithms can be included in
the future.

• Require no syntactic extensions to the Java language. This feature simplifies the task
of the programmer. For example, the synchronized clause has not been changed,
but its implementation has been modified.

RTSJ defines a set of extensions to the Java virtual machine and the class libraries that
facilitate real-time programming. RTSJ improves the Java specification in different areas
such as: memory management, time values and clocks, schedulable objects and schedul-
ing, real-time threads, asynchronous event handling and timers, asynchronous transfer of
control, synchronization and resource sharing and physical and raw memory access.

Times and Clocks

RTSJ defines, as it is represented in Figure 2.6, a HighResolutionTime class and three
subclasses.

• HighResolutionTime: encapsulates time values which are formed by two fields,
one of them for the representation of 64 bits of milliseconds, and the other repre-
sents 32 bits of nanoseconds within a millisecond. With these fields it is possible to
represent times up to 292 million years with a resolution of nanoseconds.
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• AbsoluteTime: an absolute time is actually expressed as a time relative to a given
epoch, and can have either a positive or negative value. By default, it is relative to
the epoch of the real-time clock (conventionally January 1 00:00:00 GMT 1970).

• RelativeTime: a relative time value is an interval of time measured by some clock,
in others words, it is a point in time that is relative to some other time value.

• RationalTime: rational time is a relative time type, which has an associated fre-
quency. It is used to represent the rate at which certain events occur (for example,
periodic thread execution).

Schedulable objects and scheduling

RTSJ defines the Scheduler class to handle different scheduling algorithms. By default,
the scheduling algorithm is determined by the PriorityScheduler subclass. PrioritySched-
uler implements a preemptive priority-based scheduling with at least 28 different pri-
orities. Generally, RTSJ implementations use 10 priorities for common threads and 28
priorities for real time threads. The specification allows using all values represented by
an integer in order to define priorities. Other alternative scheduling algorithms can be
implemented extending the Scheduler class.

RTSJ introduces the notion of schedulable objects. A schedulable object is an object
which implements the Schedulable interface. There are four standard classes that im-
plement that interface: AsyncEventHandler, BoundAsyncEventHandler, RealtimeThread
and NoHeapRealtimeThread. The scheduler assigns processor resources according to the
schedulable objects’ release characteristics, execution eligibility, and processing group
values. Each schedulable object must specify these characteristics and other parameters:

• SchedulingParameters: the subclasses contain information about execution eligi-
bility; the PriorityParameters subclass allows setting the priority of a schedulable
object.

• MemoryParameters: it gives the maximum amount of memory used by the object
in its default memory area, the maximum amount of memory used in immortal
memory, and a maximum allocation rate of heap memory.

• ReleaseParameters: an instance of the ReleaseParameters class or its subclasses
contains values that define a particular release characteristic. All release parameters
encapsulate the cost and the deadline. There are 3 subclasses:

– PeriodicParameters: is activated periodically.

– AperiodicParameters: the release is random

– SporadicParameters: the release is random, but there is a minimum time be-
tween two releases.
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Figure 2.7: Real-time threads

• Handlers: a handler can be specified in the case a deadline is missed or the cost is
bigger than the specified cost.

• ProcessingGroupParameters: several schedulable objects can be treated as a group
and have a shared period, cost and deadline.

Real-time threads

As it is possible to appreciate in Figure 2.7, RealtimeThread extends the traditional Java
Thread class, and implements the Schedulable interface. This apparently simple relation-
ship between thread and real-time threads is a little misleading, as support for real-time
threads require changes to the Java virtual machine. The real time thread behavior de-
pends on its parameters; it can be periodic, aperiodic or sporadic. They can access objects
in heap memory so they can suffer delays produced by the garbage collector.

A NoHeapRealtimeThread is a specialized form of RealtimeThread that only ever
accesses non-heap memory areas. Additionally, an instance of NoHeapRealtimeThread
may immediately preempt any implemented garbage collector. Due to these restrictions,
it can safely be executed even when garbage collection happens.
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Asynchronous event handler and timers

In RTSJ, the events are occurrences produced by a POSIX signal, a hardware interruption
or a programming event. Each event can have one or more handlers and the same handlers
can be associated with different events. The handlers are a chunk of code that is respon-
sible for attending a specific event. Each event has an occurrence count. When an event
occurs, the count is automatically increased, and the associated handlers are launched ac-
cording to the release parameters. Handlers may choose to manage each occurrence of
the event or not.

The AsyncEventHandler class, which implements the Schedulable interface, is used to
define new handlers. The AsyncEventHandler handlers are dynamically linked to a thread
for its execution. That produces delays; therefore, RTSJ provides the BoundAsyncEven-
tHandler class where the handlers are statically associated with a real time thread.

RTSJ also includes new events to represent timers and alarm clocks. The OneShot-
Timer and PeriodicTimer classes allow firing evens in accordance with timing parameters.

Asynchronous transfer of control

The Asynchronous Transfer of Control (ATC) is a mechanism where a thread can throw
an exception onto another thread. This facility was the most controversial element of
the RTSJ, since it is complicated to specify and to implement, and in the absence of a
compiler or JVM optimizations it may incur a performance penalty even for programs
that do not use it. An ATC is based on the following methodological principles:

• A schedulable object has to explicitly indicate that it is ready to receive an ATC (the
ATC is deferred in the absence of such an explicit indication).

• The execution of a method or synchronized block always defers the delivery of an
ATC in order to prevent shared objects from being left in an inconsistent state.

• An ATC is a non returnable transfer of control; the code that responds to an ATC
does not return to the point where the ATC was triggered.

Memory Management

To avoid the effects of the garbage collector, RTSJ introduces the notion of memory ar-
eas, some of which provide allocation outside the traditional Java Heap memory, such
as Scoped and Immortal memory. Figure 2.8 represents the kinds of memory defined by
RTSJ:

• HeapMemory: makes reference to the traditional Java heap and allows objects to
be allocated there.
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Figure 2.8: Memory model in RTSJ

• ImmortalMemory: the objects created in immortal memory will exist until the end
of the application, even if there are no references to them; and will be never elimi-
nated by the garbage collector. Immortal memory is shared among all threads and
schedulable objects in an application.

• ScopedMemory: the objects created in scoped memory do not suffer the delays
created by garbage collector neither, but their lifetime is bound. Scoped memory
may or, may not be shared among schedulable objects. The ScopedMemory is an
abstract class which has two subclasses:

– VTMemory: allocations may take variable amounts of time

– LTMemory: allocations may take an amount of time directly proportional to
the size of the objects.

When a schedulable object enters a scoped memory area, all new objects are allocated
in scoped memory. Each scoped memory has an associated reference count which counts
all schedulable objects that are in the scoped memory. When the reference count goes
from 1 to 0, all objects allocated in the scoped memory are reclaimed (the finalizers asso-
ciated with the allocated objects are performed) and the memory is available to be reused.
RTSJ also provides the SizeEstimator class to estimate the amount of memory required to
hold a particular object.

The use of the new memory areas requires taking into account some restrictions on
assignments between the different types of memory. Otherwise, dangling references may
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occur. Table 2.1 shows the memory assignment rules defined by RTSJ to avoid dangling
references.

From memory
Area

Reference to
Heap Memory

Reference to Im-
mortal Memory

Reference to Scope
Memory

Heap Memory Allowed Allowed Forbidden
Immortal Mem-
ory

Allowed Allowed Forbidden

Scoped Memory Allowed Allowed Allowed: if to the same
scope or to a less deeply
nested scope. Forbid-
den: if to a more deeply
nested scope.

Local variable Allowed Allowed Allowed

Table 2.1: Memory assignment rules

A reference variable cannot contain a reference to an object which could be released
before this reference variable. Objects in immortal or in heap memory (column 1 and 2)
can be referenced from any kind of memory. However, the objects in scoped memory
cannot be referenced from immortal or heap memory. The objects in scoped memory can
be referenced from scoped memory (the same or not) as long as its lifetime is older. Local
variables are not held in any memory area but reside on the stack of the calling thread.
Therefore, they can hold references to objects stored anywhere.

Nested memory areas
One way to keep track of the currently active memory areas of each schedulable object is
via a stack (see Figure 2.9). Every time a schedulable object enters a memory area, the
identity of that area is pushed onto the stack. When it leaves the memory area, the identity
is popped off the stack. The stack can be used to check for invalid memory assignments
to and from scoped memory areas.

A reference from an object in one scoped memory area to another object in another
scoped memory area below the first area in the stack is allowed. Nevertheless, a reference
from an object in one scoped memory area to another object in another scoped memory
area above the first area in the stack is forbidden. These rules are not enough to avoid
dangling references; hence, the RTSJ requires that each scoped memory area have a single
parent.

The parent of an active scoped memory area is (in the single stack case) as follows. If
the memory is the first scoped area on the stack, its parent is termed the primordial scoped
area. For all other scoped memory areas, the parent is the first scoped area below it on the
stack.



2.2. JAVA FOR REAL TIME SYSTEMS 37

Figure 2.9: Memory Stack

Figure 2.10: Memory Tree

On Figure 2.9-a, the parent of ScopedA is the primordial scoped area and the parent
of ScopedB is ScopedA. In Figure 2.9-b, ScopedA has two parents, the primordial scoped
area and ScopedB.

Figure 2.10 shows a stack that is no longer adequate for keeping track of the active
scoped memory. Instead a tree must be used. In spite of that, the single-parent rule is
valid.

Each scoped memory area can have one object that acts as a gateway into that memory
area (Portals). So the schedulable objects can share objects by means of this mechanism.

Synchronization and resource sharing

In the traditional Java synchronization is achieved by defining the keyword synchronized
in the method or the block that needs to be executed in a mutually exclusive manner. Each
Java object has an internal lock, the lock is set when a synchronized method or block starts
execution in one thread, and is cleared when the execution is exiting from the method or
the block. When one thread executes a synchronized method, the thread checks whether
the lock has been set by some other thread. If the lock is set, the synchronized method
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will not start execution until the lock is unset by the thread that originally set the lock.
The RTSJ proposes that the synchronization in real-time Java, as well as in non real-

time Java implementations, would be based on the usage of a synchronized primitive.
Therefore, any conforming implementation must ensure that the implementation of the
primitive is according to real-time requirements.

Priority inversion can occur whenever a schedulable object is blocked waiting for a
resource. RTSJ includes two protocols to limit the length of time that a schedulable object
is blocked waiting for the release of a locked monitor in a synchronized code segment:
simple priority inheritance and, priority ceiling emulation.

Another way to avoid unpredictable interactions with the garbage collector, is to use
non-blocking communication mechanisms to communicate common threads with schedu-
lable objects. In this sense, RTSJ provides two classes that simplify the communication:

• WaitFreeWriteQueue: this class is useful when a NoHeapRealtimeThread needs to
send data to one or more common threads (but it can be used by any kind of thread).
The writer thread is never blocked when it writes to the queue, though the queue is
full (the writing fails). Readers can be blocked when the queue is empty.

• WaitFreeReadQueue: this class is useful when a NoHeapRealtimeThread needs to
receive data from one or more common threads (but it can be used by any kind of
thread). The reader thread is never blocked when it reads from the queue, though
the queue is empty (the reading fails). The writers threads can be blocked when the
queue is full.

Physical and raw memory access
RTSJ introduces two new classes to implement drivers or to map memory to I/O de-
vices. A RawMamoryAccess instance represents a chunk of physical memory as a fixed
sequence of bytes. And a PhysicalMemory represents a chunk of physical memory where
the system can store Java objects.

2.2.6 Javolution
One of the guiding principles of the RTSJ was to be backward compatible with non-real-
time Java programs. However, quite a few libraries of Java were developed taking in
account complicated features of RTSJ like the memory model. Therefore, many libraries
have to be rewritten before using them in HRTS.

Javolution (Dautelle, 2005; Dautelle, 2007; Dautelle, 2010) is an open source time-
predictable standard library for Java. The main objective is to improve the temporal
behavior of some standard classes making Java applications faster and more time pre-
dictable. Its classes are compliant with RTSJ, so memory leak or memory clash do not
happen. It includes numerous high-performance classes and utilities and they can be use-
ful to non real-time applications too.
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The Text class represents a character where operations like concatenation, insertion
and deletion can be done in (O[Log(n)]) instead of O[n]. Most standard collection classes
are also provided with numerous additional capabilities. Javolution’s real-time collection
classes (map, list, table and set) can be used in place of most standard collection classes
and provide numerous additional capabilities. For instance: FastMap, FastTables, FastSet
and FastList are equivalents for standard HashMap, ArraysList and HashTable. They
achieve time-determinism behavior by means of incremental capacity, so they have less
impact on execution time or memory.

To summarize, Javolution offers a set of classes faster and more predictable than their
standard library counterparts (Seidel, 2007). It makes the development of real-time sys-
tems easier.

2.2.7 RTSJ Implementations
Several RTSJ implementations have appeared since the specification was released in June
2000. The Java community process requires a reference implementation in order for a
specification to be accepted. In late 2000, TimeSys took responsibility for the construction
of the reference implementation, and they delivered a preliminary reference implementa-
tion to the Expert Group in April 2001. They also made the Technology Compatibility
Kit (TCK) which is the official test suite for the RTSJ.

The first RTSJ-compliant Java for RTS was called JTime (Tim, 2004). JTime, TimeSys’
real-time Java virtual machine, offers completely predictable, real-time operation for the
full range of embedded systems. JTime has been tested on the Linux distribution from
TimeSys. It also works on other Linux distribution with the pthreadrt library, but without
priority inversion protocols.

Aonix has developed an RTSJ implementation for three complementary market seg-
ments: complex, dynamic soft real-time (PERC Ultra); deeply embedded and high per-
formance hard real-time (PERC Pico); and certifiable safety critical applications (PERC
Raven).

WebSphere Real Time is a Java runtime environment with a Software Development
Kit (SDK) developed by IBM that provides a conformant RTSJ class library. Java RTS
(Microsystems, 2007) is the implementation from Sum. Both implementations include a
real-time garbage collector.

The Jamaica virtual machine (JamaicaVM) (Siebert, 2006) is a real-time implemen-
tation of the Java virtual machine specification (Lindholm and Yellin, 1999). It has been
designed for embedded and real-time systems. It provides RTSJ V1.0.2 and includes dy-
namic memory management, which is performed by the JamaicaVM garbage collector
(Siebert, 1998; Siebert, 1999; Siebert, 2006; Siebert, 2007).

JamaicaVM includes mechanisms, such as compacting and smart linking to obtain
applications with a minimal footprint. Furthermore, the runtime occupies just about 256
kB of memory (depending on the target platform). JamaicaVM also allows linking the
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application with the runtime environment into a standalone executable. To execute code
developed in another programming language JamaicaVM implements the Java native in-
terface without affecting the real-time requirements. It comes with a builder to create
a single executable and a Memory Analyzer to determine the amount of memory that is
actually used by an application.

In (Mc Enery et al., 2007) the main RTSJ implementations, Sun Microsystems Java
RTS and AicasJamaicaVM were empirically evaluated. The technical comparison sug-
gests that both implementations include interesting features for the development of real-
time applications.

2.2.8 RTSJ Profiles

Since RTSJ is targeted at a large number of systems, it addresses advanced dynamic
scheduling techniques, new types of memory areas, and has difficult mechanisms such
as the asynchronous transfer of control. Therefore, RTSJ is complex and requires com-
plex implementations. A sensible way to transform RTSJ into a more predictable speci-
fication is to select a set of features which makes it reliable, analyzable and predictable.
Ravenscar-Java (Puschner and Wellings, 2001) was the first contribution for the defini-
tion of a subset of RTSJ targeted at safety-critical applications. This work was writ-
ten taking in account the ideas enforced in the Ravenscar-Ada profile (Dobbing and
Burns, 1998). The Ravenscar-Java profile has been further reviewed and commented in
(Wellings, 2004b; Kwon et al., 2005) and was implemented in (Sondergaard et al., 2006).
A similar and alternative approach was published in (Schoeberl et al., 2007). And in
(Jin, 2009) another profile was defined focusing on the thread and memory management.

The HIJA (High-Integrity Java Applications) project (HIJA, 2006) introduces impor-
tant contributions by improving the Ravenscar-Java profile. The main characteristics of
different application domains were analyzed and as a result, three profiles have been pro-
posed to satisfy their requirements on language features (HIJA, 2005):

• Hard Real-Time Java profile (HRTJ): this is targeted mainly at safety-critical ap-
plications, where off-line analysis techniques must be used to show the correctness
of the system before it becomes operational (e.g. Avionics (Hu et al., 2006a)).

• Flexible Soft Real-Time Java profile (FSRTJ): this is targeted mainly at business-
critical applications; typically such applications need to be efficient and robust (e.g.
Ambient Intelligent Systems and some types of Telematics Systems (Alonso et al.,
2006)).

• Flexible Mixed Real-Time Java profile (FMRTJ): this is targeted mainly at applica-
tions that require a great deal of flexibility; typically such applications need to allow
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dynamic reconfiguration and to be robust in the face of potentially hostile environ-
ments (e.g. some types of mission critical systems with survivability requirements,
and some future Ambient Intelligent Systems).

Inevitably, some of the functionality required by the application areas is not available
in the RTSJ or in the current version of Java (Java 1.5), for example, the support for real-
time networks and support for multiple applications on the same processor. As a result,
some extensions are also considered in the report. Table 2.2 summarises the characteris-
tics of the various application areas:

Features
/ Appli-
cation
Area

Partitioning Memory
Allocation

Real-time
Constraints

Code
Loading

Cost of Failure

Safety-
critical

Time, memory and
network bandwidth

Static Hard real-time and
soft real-time (op-
tional)

Offline Catastrophic is hard real-
time safety critical com-
ponents miss deadlines

Business-
critical

Time, memory and
network bandwidth
(all optional)

Dynamic Soft real-time and
hard real-time (op-
tional)

Runtime Whole system remains
intact but significant
negative impact on
reputation of enterprise

Flexible Time, memory and
network bandwidth

Static and
dynamic

Hard and soft real-
time

Offline and
online

Application dependent

Table 2.2: Application characteristics

Hard Real-Time Java Profile

HRTJ follows the philosophy of the Ravenscar-Java profile and emphasizes the reliability
attribute of the guidelines for the use of the Ada in high integrity systems (Ada, 2000).
This means that some language features with high overhead and complex semantic are
removed for the sake of reliability, and programs are statically analyzable in terms of
functionality and timeliness before execution. Similarly, the Java virtual machine is also
restricted to ensure predictability and efficiency.

Initialization and class loading
Each application program is assumed to execute in two phases as suggested in (Puschner
and Wellings, 2001) (assuming no mode changes in the application), i.e. initialization and
mission phase. In the initialization phase of an application, all non-time-critical activities
and initializations that are required before the mission phase are carried out. This in-
cludes initialization of all the mission real-time threads, memory objects, event handlers,
events, and scheduling parameters. In the mission phase, the application is executed and
multithreading is allowed based on the imposed scheduling policy. For predictability, the
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HRTJ profile requires that all class loading have been completed by the end of the appli-
cation’s initialization phase, and all static initializers must be performed explicitly during
the initialization phase.

In a HRTJ compliant application, the main method start the initialization phase cre-
ating a new NoHeapRealtimeThread (Initializer) with the highest priority in the system
(this is required to ensure a well-ordered and controlled execution of the initialization)
and with a reference to the immortal memory area. The Initializer controls the initial-
ization of all objects including the real-time threads. Once all initialization activities are
performed, the Initializer will allow other threads to execute by invoking the start meth-
ods, and terminating its execution. Then, the mission phase begins and all application
threads will be scheduled and dispatched according to the defined scheduling parameters.

With regard to this point, the only difference between Ravenscar-Java Profile and
HRTJ is that HRTJ adds a recovery phase to re-initialize the entire system.

Memory management
In both Ravenscar-Java profile and HRTJ, the memory model presents some limitations to
improve predictability. Objects created in the initialization phase are never collected, un-
less they are allocated in scoped memory. It is not possible to allocate objects in immortal
memory during the mission phase. Every schedulable object has its own scoped memory
where it has to allocate the required objects during a release and it is available for reuse
at the end of the release. The nested scoped memory areas are also prohibited to reduce
the complexity of the underlying runtime support. Furthermore, the raw memory classes
defined in the RTSJ are used in HRTJ to access input and output devices.

Concurrency and scheduling
Some restrictions are introduced for concurrency and scheduling. Only no-heap and non-
daemon RTSJ objects are allowed. All asynchronous event handlers must be bound.
Schedulable objects can be periodic or sporadic. HRTJ does not support dynamic pri-
orities, and requires a preemptive priority-based scheduler with fixed priorities. Addition-
ally, the scheduling within priority has to be FIFO. Shared objects must be represented
by classes with synchronized methods, and the priority inversion is controlled by the use
of the priority ceiling protocol. The ATC is quite difficult to analyze so it has not been
considered.

Flexible Soft Real-Time Java Profile

FSRTJ profile provides an environment in which a business-critical application can ex-
ecute. Many of these applications will have only soft real-time requirements. Hence,
in order to support real-time applications this profile uses a real-time garbage collector,
mechanisms for specifying heap allocation rates, and deadline miss detection. With these
features it is possible to have a more efficient virtual machine.

The profile recommends that the programs are still structured in two phases. However,
dynamic class loading and dynamic creation of schedulable objects is not prohibited. The
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full RTSJ asynchronous event-handling model as well as both Java and RTSJ real-time
threads are supported by the FSRTJ profile. However, ATC is also forbidden since it has
a high overhead.

Flexible Mixed Real-Time Java Profile

FMRTJ has been created to provide an environment where soft threads and hard real time
threads are able to coexist. For this purpose, FMRTJ uses the full RTSJ. The two-phase
execution model is retained for this profile in order to support the timely loading and ini-
tialisation of any hard real-time subsystem. This profile makes asynchronous transfers of
control, cost monitoring and processing groups, and shared scoped memory areas optional
features.

2.2.9 Safety Critical Java Technology Specification JSR-302
Members of the HIJA project and the Open Group’s Real-Time and Embedded Systems
Forum have begun to produce a specification under the Sun Microsystems’Java commu-
nity process (JSR-302). The purpose of JSR-302 is to define those capabilities needed to
create safety critical applications with Java technology called Safety Critical Java (SCJ).
The set of features chosen will have to be validated using formal models, and schedula-
bility analysis according to standards such as DO-178B / ED-12B. Although there is not
yet a final specification, the first draft was released recently (Locke et al., 2011) where
some key aspects were outlined. However, there is no an usable implementation of this
specification.

Programming Model

It introduces the concept of missions which consist of a bounded set of limited schedula-
ble objects with a specific block of memory called mission memory. The objects created
in the mission memory will not be eliminated until the mission is terminated. The im-
mortal memory and the mission memory are shared by all schedulable objects of the
same mission. In addition, each schedulable object has its own private scoped memory
(or private nested scoped memory) which is emptied between releases of the schedulable
object. All schedulable objects are no-heap, and their priority have to be set up by the
system according to their importance (deadline).

In order to handle the wide variety of safety critical applications three compliance
levels have been defined. They make reference to different subsets of Java which are
related to different application and runtime environment complexity, and related to certain
certification objectives.

Level 0 allows the construction of a cycle executive. It provides periodic event han-
dlers triggered by a timer under the control of a cyclic executive (a single infrastructure
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Figure 2.11: Level 0 Cyclic Executive

thread). Figure 2.11 (taken from the specification) shows a Level 0 application formed by
four periodic even handlers (PEH) with a start time relative to the beginning of the major
cycle.

Level 1 provides a single mission sequence with multiple periodic and aperiodic even
handlers (PEHs or APEHs). The concurrence is based on a fixed-priority preemptive
scheduler. Figure 2.12 shows an example with three schedulable objects.

As it shows in figure 2.13, Level 2 allows the creation of additional missions which
are executed concurrently with the initial mission. Level 2 adds support for periodic
or aperiodic non-heap real-time threads which also have a private scoped memory. All
schedulable objects are executed according to their priorities regardless of which mission
contains each object.

Sporadic schedulable objects require monitoring the minimal interarrival time for
asynchronous events. As a consequence, they are not supported in the specification for
the sake of reducing the complexity of the virtual machine and the certification.

The specification does not consider the use of a garbage collector since the heap mem-
ory is not used at any level. In addition, it is expected that analysis tools certifies that the
applications is free of memory errors. Additionally, The schedulable objects communi-
cate with each other by means of shared object allocated in the mission memory.
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Figure 2.12: Level 1 Single Mission
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Figure 2.13: Level 2 Nested Missions
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Mission life cycle

Each mission has to be structured in three phases: a mission initialization phase where a
fixed number of schedulable objects and resources are created, a mission execution phase
where the schedulable objects run until the cleanup, and a mission cleanup phase used to
free resources. After the cleanup phase, the mission can either be restarted, or replaced
by a different mission, or the entire application can halt.

Concurrency and scheduling

The concurrency and scheduling models is based on the RTSJ model. However, the ac-
cess to shared resources is by means of the priority ceiling emulation protocol which is
optional in RTSJ. In addition, the RTSJ is extended to support storage parameters (e.g
the Java stack size of a schedulable object), scheduling allocation domains (to support a
set of processors), and the concept of missions. The following list summaries the main
constraints for all levels:

• Fixed number of processors allocated to the Java platform and fixed number of
schedulable allocation domain.

• Only no-heap and non-daemon RTSJ schedulable objects with periodic or aperiodic
release pattern. The initialization phase is executed by a aperiodic asynchronous
event hander.

• To manage the priority inversion the priority ceiling emulation protocol is required.
Each preempted schedulable object is placed at the front of the run queue for its
active priority level.

• Shared objects are represented by classes with synchronized methods. And nested
synchronized methods are allowed.

More constraints depend on the level; level 0:

• Only periodic bound asynchronous event handlers are supported.

• There are a fixed number of implementation-predefined affinity sets, each of which
contains only a single processor. No dynamic creation of affinity sets is allowed.

• Calls to the Object.wait, Object.notify and Object.notifyAll methods are not al-
lowed.

• A preemptive scheduler is not necessary since a time-driven approach is acceptable.

• It does not require deadline miss detection facility.
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Level 1:

• Only periodic and aperiodic asynchronous event handlers are supported.

• Each event handler is permanently bound to its own thread of control, and each
thread of control is only bound to a single event handler.

• There are a fixed number of implementation-predefined affinity sets, each of which
contains only a single processor. No dynamic creation of affinity sets is allowed.

• Calls to the Object.wait, Object.notify and Object.notifyAll methods are not al-
lowed.

• It requires a fixed-priority preemptive scheduler, the priority ceiling emulation pro-
tocol, and a deadline miss detection facility.

Level 2:

• No-heap real-time threads are also supported.

• There are a fixed number of implementation-predefined affinity sets. Each affinity
set may contain one or more processors. However, no processor can appear in more
than one affinity set.

• Calls to the Object.wait, Object.notify and Object.notifyAll methods are allowed.

Memory management

The following list defines the main features of the SCJ memory model:

• Only linear-time scoped memory and the immortal memory areas are supported.

• Class object are allocate in immortal memory.

• Each mission has a mission memory which is reclaimed before the next mission is
initialized.

• Each schedulable object has its private scoped memory which is reclaimed at the
end of the release.

• During the the initialization phase, the objects are allocated in the mission memory
and in the immortal memory and they are never collected throughout the duration
of a given mission.

• Nested private scoped memory areas are allowed.
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• SCJ does not support object finalizers.

• SCJ conforms to the Java memory model. In addition, access to raw memory is
considered as volatile access.

Annotations

This specification is based on annotations, Java Metadata annotations, to enable develop-
ers to add additional information which can be used by analysis tools in order to ensure
the correctness and efficiency of safety critical Java applications.

2.2.10 Conclusions
The proposal of this work is around the use of Java since the state-of-the-art Java tech-
nology shows that it is a powerful platform to develop embedded and real-time systems.
In spite of the real-time community’s misgivings, Java’s popularity has led to developing
several approaches to extend Java for a wide range of RTS. Two of them were based on
the NIST requirements. The Real-Time Core Extension for the Java Platform (RT-core)
backed by the J-Consortium introduced two separate APIs (one for non real-time Java
threads, and another for real-time tasks) and requires some language changes to Java, as
a result this approach has been discarded. On the other hand, the RTSJ has been backed
by Sun Microsystems and IBM. RTSJ was carried out within the JCP; it extends the con-
currency model so that it supports real-time programming abstractions and defines new
memory areas to remove the temporal uncertainties of garbage collection. RTSJ also
improves the Java specification in different areas such as: time values and clocks, asyn-
chronous event handling and timers, asynchronous transfers of control, synchronization
and resource sharing and physical and raw memory access.

Although RTSJ does not include support for profiles, Ravenscar-Java, HRTJ profile
and JSR-302 specification address this limitation. They define suitable subset of RTSJ for
HRTS leading to predictable and robust applications with good traceability and maintain-
ability. This work is based on the main aspects of these profiles to ensure predictability
and reliability.

2.3 Distributed Real-time Systems
Distributed systems have appeared since the development of multi-user computers and
computer networks in the 1960s. They were encouraged by the development of personal
workstations, local area networks (LAN) and UNIX operating system in the 1970s. The
prices of microprocessors and communication technology have been coming down sig-
nificantly over the last 30 years, so many distributed systems have been built. Nowadays,
most real-time systems are either distributed or provide a set of remote services.
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Burns defines the distributed system as a system with several autonomous entities
of processing that cooperate to achieve a shared objective (Burns and Wellings, 2001).
In a distributed system, different parts of a program run simultaneously on two or more
computers that communicate with each other over a network. Distributed systems require
that the division of the program takes into account the different environments in which the
different sections of the program will be running. For example, two computers are likely
to have different file systems and different hardware components.

There is a large number of examples, but perhaps, the Internet is the most popular
example where a vast collection of different computers are interconnected by different
network protocols. The Internet is a big distributed system where any user can use the
services such as: the World Wide Web, the electronic mail, file transfer, etc. Most pro-
tocols and applications on the Internet are based on the best-effort paradigm, so all users
obtain best effort service, meaning that they obtain unspecified variable bit rate and deliv-
ery time, depending on the current traffic load.

Another popular example is the cellular networks. They are formed by several in-
terconnected base stations that provide radio coverage over different areas, and a set of
distributed (generally, but not always, mobile) phones which provide services to the net-
work’s users. In this example, the phones implement wireless communication to interact
with a base station and to form part of the distributed system.

Distributed systems provide better capabilities to improve the parallelism and the re-
dundancy, and the possibility of having an incremental growth of the system. For example,
fault tolerance, the ability of continuing operating properly in the event of failures can be
addressed more efficiently in distributed systems than in centralized systems. These char-
acteristics as well as the need of interconnecting devices that are physically distributed
have promoted the development of distributed real-time systems.

2.3.1 Layers of software and design issues
Distributed systems are often organized by means of layers of software to support het-
erogeneous computers and networks while offering a single system view. The layers
are placed between a higher-level layer consisting of users and applications, and a layer
underneath consisting of operating systems and network protocols. Figure 2.14 shows
important concepts like platform and middleware:

• Platform: the hardware level and the lowest layers of software state a platform for
distributed applications. This layer depends on the machine in which the layer is
running, and provides services to the other layers that are over it.

• Middleware: it is a software layer whose purpose is to hide the heterogeneity of
the underlying networks, hardware, operating systems and programming languages
as well as providing programming abstractions. Generally, it consists of a set of
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Figure 2.14: Middleware and platform concept

facilities that allow multiple processes running on one or more machines to interact
across a network.

Distributed systems are based on a set of features, which describe the system perfor-
mance and the facilities that such distributed systems can provide:

• Transparency: an important goal of a distributed system is to hide the fact that its
processes and resources are physically distributed across multiple computers. There
are different kinds of transparency:

– Access: hide how a resource is accessed. Local and remote resources are
accessed using identical operations.

– Location: hide where a resource is located. The name of a resource should
not encode the location.

– Migration: hide that a resource may move to another location. The resources
should be free to move from one location to another without having their
names changed.

– Relocation: hide that a resource may be moved to another location.

– Replication: hide that a resource is replicated. For instance, the systems can
have replicated resources for purpose of performance or reliability.

– Concurrency: hide that different users share the same resources.

– Failure: hide the failure and recovery of a resource.

– Performance: hide the changes of the load; the system should not suffer per-
formance degradation
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• Openness: an open distributed system is a system that offers services according
to standard rules that describe the syntax and semantics of those services. This
characteristic is important for interoperability and portability. For example, Com-
mon Object Request Broker Architecture (CORBA), Java RMI, Internet protocols,
etc. are published through a series of technical documents, including a complete
specification of the interfaces of its services.

• Scalability: the system should remain efficient even with a significant increase in
the number of users and resources connected.

• Heterogeneity: distributed systems typically run over a heterogeneous collection
of resources. They are formed by: many different sorts of networks and protocols,
different operating systems, programming languages and implementations, and dif-
ferent hardware devices. Typically, a middleware can run over different platforms.

• Fault tolerance: normally failures in a distributed system are partial, that is, some
components fail while others continue to work. In this case, the system can detect
failures and act in a reasonable way.

• Security: a distributed system can contain information with a high value to its users,
which must be protected by the system. Security for information resources has
three components: confidentiality (protection against disclosure to unauthorized
individuals); integrity (protection against alteration or corruption); and availability
(protection against interference with the means to access the resources).

• Predictability: predictability in the time domain is the distinguishing characteristic
of real-time systems, and refers to the degree that a correct forecast of a system’s
state can be made either qualitatively or quantitatively. The distributed systems that
deal with real-time requirements may guarantee that the end-to-end response times
are bound.

A high percentage of middleware include the main characteristics of distributed sys-
tems, such as: resource sharing, concurrency, scalability, fault tolerance and transparency.
However, the temporal requirements are not usually taken into account. The construction
of distributed real-time systems requires an understanding of how the communication
model is, how to determine whether the system is or not schedulable and which real-
time network should be used. The next sections describe suitable models, analysis and
networks to implement distributed real time applications.

2.3.2 Architectural models for distributed systems
An architectural model or a communication model of a distributed system is concerned
with the placement of its parts and the relationships between them. It defines a division of
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responsibilities between system components, the way in which the components interact
with one another, and the way in which the programmer should build distributed appli-
cations. The model has major implications for the predictability, performance, reliability
and safety of the resulting system. The models can be classified according to the role that
each component of the system must fulfill.

Message passing

Message passing is the most basic paradigm for distributed systems. A message passing
model consist of a number of processes running on different or the same processors. The
processes interact and coordinate their goal by explicitly sending and receiving messages.
A common interaction pattern starts when a process sends a message representing a re-
quest (or data). The message is delivered to a receiver, which handles the request. In
turn, the reply may trigger a further request, which leads to a subsequent reply, and so
on. This model is extremely general, essentially, any type of distributed system can be
cast in the message passing form. In addition, it can be implemented on a wide variety
of platforms, from shared-memory multiprocessors to networks of workstations and even
single-processor machines.

The implementation of a message passing model requires supporting two basic opera-
tions: send and receive. For connection-oriented communication, the operations connect
and disconnect are also required. Micro-kernel operating systems, parallel computing and
datagram application programming interfaces are based on this model. Message Passing
Interface (MPI) (Snir and Otto, 1998) is a language-independent communications proto-
col that fulfills the message passing paradigm. It has become the de facto standard for
communication among processes that model a parallel program running on a distributed
memory system.

Client / Server

The client / server model paradigm is used in a large number of network applications, as it
has been applied since the Internet was developed. This model assigns asymmetric roles
to two collaborating processes. One process plays the role of the server which provides
services. The server waits passively for the arrival of requests. The other, a client, sends
a specific request to the server and waits for the response.

Servers may, in turn, be clients of other servers. For example, a web server is often a
client of a local file server that manages the files in which the web pages are stored. Many
Internet services are based on a client / server model, and are often known by the protocol
that the application implements, for instance: HTTP, FTP, DNS, finger, gopher, etc. In a
client / server implementation, the server process requires including operations to listen
and to accept requests, and the client process must include operations to send requests
and accept responses.
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A huge list of middleware that implements the client / server model can be created,
but Remote Procedure Call (RPC) has been the reference point for other middleware such
as: CORBA (OMG, 2001a), GLADE (Pautet and Tardieu, 2000), RMI (Microsystems,
2002b), etc. RPC allows a process on a machine (client) to call a procedure on another
machine (server). The calling process is suspended while the execution of the called
procedure takes place. The exchange of messages between the machines is not visible to
the programmer.

Message-Oriented Middleware

The Message-Oriented Middleware (MOM) model is an evolution of the message-passing
paradigm, which attempts to relax tightly coupled communication (such as: TCP network
sockets) by the introduction of a queue. Benefits of this include message senders not
needing to have precise knowledge of their receivers. A sender deposits a message in the
middleware, which forwards it to a queue associated with each receiver. Once a message
is sent, the sender is free to move on to other tasks. The MOM model supports two
approaches:

• Point-to-point or Queuing model: in the point-to-point or queuing model, a pro-
ducer posts messages to a particular queue and a consumer reads messages from the
queue. Here, the producer knows the destination of the message and posts the mes-
sage directly to the consumer’s queue. In this approach, only one consumer will get
the message. Neither the producer has to be running while the consumer consumes
the message, nor the consumer needs to be running at the time the message is sent.
Compared to the basic message-passing model, this model provides the additional
abstraction for asynchronous operations.

• Publish and Subscribe model: the publish / subscribe model supports publishing
messages to a particular message topic. Zero or more subscribers may register
interest in receiving messages on a particular message topic. When a producer
publishes a message, the middleware distributes the message to all its subscribers.
Therefore, multiple consumers can get the same message. In this model, neither the
publisher nor the subscriber know about each other.

The publish / subscribe message model offers a powerful abstraction for multicas-
ting or group communication. An implementation of this model must include two
basic operations: publish and subscribe. The subscribe operation allows a con-
sumer to receive new messages, and the publish operation allows a producer to
publish a new message.

Java Message Service (Microsystems, 2002a) is a message oriented middleware that
supports both the publish / subscribe and point-to-point models. It provides a mecha-
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nism for providing asynchronous delivery of data between applications in an indirect way
through an intermediary.

The Object Management Group (OMG) has published “Data Distribution Service for
Real-time Systems Specification (DSS)” (DDS, 2007). It is a specification of a pub-
lish / subscribe middleware. This middleware creates a data space where any participant
can read and write data efficiently. It also creates a name space to allow participants to
find and share objects. DDS is targeted at real-time systems and provides formal defini-
tions for QoS. PrismTech, OpenSplice DDS, RTI DDS and MilSOFT DDS are the most
used commercial implementations, and OpenDDS is an open-source C++ implementation
(OpenDDS, 2011).

Peer to Peer

In this model all the processes play similar roles, interacting cooperatively as peers to
perform a distributed activity or computation without any distinction between clients
and servers. Each process has equivalent capabilities and responsibilities and exchanges
resources and services with other processes. These resources and services include the
exchange of information, processing cycles, cache storage, and disk storage for files.
The peer-to-peer paradigm can be implemented with facilities using any tool that provide
message-passing, or with a higher level tool such as one that supports the point-to-point
communication.

The earliest peer-to-peer network in widespread use was the Usenet news server sys-
tem, in which peers communicated with one another to propagate Usenet news articles
over the entire Usenet network. However, the news server system also acted in a client /
server form when individual users accessed a local news server to read and post articles.
Some protocols such as Napster, Ares and eDonkey use a client / server structure for some
tasks (e.g. searching) and a peer-to-peer structure for others. Networks such as Gnutella
or Freenet use a peer-to-peer structure for all purposes, and are sometimes referred to as
true peer-to-peer networks.

Time-Triggered

The time-triggered model (Kopetz and Bauer, 2003) consists of program modules that
respond to external inputs periodically. It uses a predefined cyclic time schedules to drive
the communications of the system. This approach has been used in safety-critical sys-
tems because it can ensure that no communication delays occur by assigning dedicated
communication time windows to specific nodes.

The work (Ishigooka et al., 2007) is an example of this model for embedded control
applications that are designed with block diagrams. In such example, if an object in a
node refers to another object in another node, a replica of the latter object is allocated in
the former node. The state of a replica is maintained by periodic state messages from the
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original object to the replica. With this model, all the inter-object communications are
local method calls.

Code migration

Among the models presented so far communication is limited to passing data. However,
there are situations in which passing programs simplifies the design of a distributed sys-
tem. A typical example is searching for information on the Web, where a small mobile
program (mobile agent) moves from site to site. Code migration generally takes place in
the form of thread migration (or distributed thread) in which an entire thread is able to
move from one node to other. At each node, the thread accesses the necessary resources
or services, and performs the tasks to accomplish its mission. In this model, the nodes
must provide the necessary mechanisms to host the distributed threads.

Real-Time CORBA 2 standard (OMG, 2003) also introduces a distributable thread
programming model. Each distributed thread has a unique system wide identifier and a
set of scheduling parameters (e.g. priority, deadlines, etc). These scheduling parameters
specify the acceptable end-to-end timelines for completing the sequential execution of op-
erations in object instances that may reside on multiple physical nodes. Every distributed
thread has only one execution point at any given instance in the whole system; and within
each node, the flow of control is equivalent to normal local thread execution.

Code migration can be used in distributed systems as well as in parallel computing in
order to achieve a balanced system load throughout. A transparent Java thread migration
mechanism can be found in JESSICA2 (Zhu et al., 2002), a distributed JVM that provides
a parallel execution environment for multi-threaded Java applications. Delta Execution
(Ma et al., 2000) is another example of the thread migration mechanism for supporting
load distribution and balancing in a cluster of workstations.

Architectural model for Distributed Real-Time Systems

There are many kinds of architectural models for distributed systems. However, dis-
tributed real-time systems tend to enforce a message passing model, a client / server
model or a Time-Triggered model. Almost all queuing and publish / subscribe models are
more oriented toward maximizing throughput, in which the end-to-end timeliness prop-
erties are handled by the users. Generally, the queues generate variable latencies making
timing analysis difficult to calculate. For similar reasons, the peer-to-peer networks are
confined almost exclusively to non-real-time systems. The time triggered model is suit-
able for hard real-time application, but the industry of distributed real time systems is in-
creasingly adopting object oriented approaches. These approaches use an event-triggered
model instead of time-triggered.

The client / server model is very simple, each client can send requests to one or more
servers and the servers can accept requests, execute them and return a response. Con-
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sequently, it can be applied for a huge variety of distributed applications. It allows the
development of flexible and scalable systems with low cost. Further, it adapts to cen-
tralised control (the control is on the server node) as well as to distributed control (all
nodes are client and server at the same time).

The state-of-the-art DRTS makes us believe that a client / server model is appropriate
to develop a middleware for distributed hard real time applications. Its model is easy to
handle, implement, and understand, and consequently is well established. It corresponds
to the imperative nature of common programming languages and component models. In
addition, other models can be rebuilt using a client / server model.

2.3.3 Response time analysis for distributed systems

Previously, real-time scheduling was discussed for a system with only one processor.
When the system has several processors, which are physically distributed, maybe those
optimal algorithms do not work properly any more. So new features must be considered
to predict the performance and the behavior of the whole system. Several models for
schedulability analysis have been presented so far; they are based on different abstraction
concepts. Unfortunately, there is a lack of information on their classification and perfor-
mance; and it is very difficult to determine which schedulability analysis is most suitable
for any given system. We chose three of them since they are compared in (Perathoner
et al., 2007):

• Holistic scheduling analysis: the holistic scheduling analysis combines existing
processor and network scheduling analysis to treat special classes of distributed
systems. This approach was applied early by (Tindell and Clark, 1994a). In (Yen
and Wolf, 2002) and (Pop et al., 2000) data dependencies were taken into account,
and in (Pop et al., 2002) resource sharing policies have been introduced.

• Compositional analysis: an output event stream of one component turns into an in-
put event stream of a connected component. Therefore, the schedulability analysis
is similar to a flow analysis problem. In an interaction of the compositional system,
a local analysis is applied to each component to obtain an output event model. The
calculated output event models are used as input event models for the subsequent
interactions. When all the calculated output event models stay unchanged, the last
response times are right.

• Timed automata analysis: it was introduced in (Alur and Dill, 1994) and it is useful
to specify and analyze real-time systems. This approach can be used for exact
scheduling analysis of event driven systems (Norström et al., 1999).
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Linear model

The linear model (Palencia et al., 1997) is an example of holistic scheduling; it has been
proposed at the Universidad de Cantabria to deal with DRTS. In that model, the system is
composed of a set of distributed end-to-end flows (according to OMG standard MARTE
(MARTE, 2008)). Each end-to-end flow is composed of a set of ordered steps and is
characterized by a sporadic or periodic activation pattern.

A step can be a task executing a portion of code or a message sent by the communi-
cation media. Every step is released by the previous one (except for the first where the
activation time is the same as the activation time of the end-to-end flow) and releases the
following step. An external event (generated by external devices, timer, etc) can release
the first step of a end-to-end flow. The steps may in turn generate internal events which
release other steps in the same processor, or may release messages that are sent through a
communications network. The arrival of a message at its destination represents an internal
event that may release one or more steps. In the original linear model, the steps can only
be released from a single event (internal or external), and can only generate one internal
event that may in turn release another single step in the same or in a different resource.

Some analysis assumes that fixed priority scheduling is applied in each processing
node as well as on the network (Tindell and Clark, 1994b) by modeling each network
as if it were a processor and each message as if it were a task. Nevertheless, the holis-
tic scheduling analysis is extended to combine different scheduling analysis techniques
(fixed priority or earliest deadline first) along the distributed system. Besides, the schedul-
ing parameters assignment integrates the techniques for the assignment of priorities and
scheduling deadlines whose algorithm is called HOSPA (Heuristic Optimized Scheduling
Parameters Assignment).

With the linear model, it is possible to calculate the worst-case global response time
(the time taken from the release of the external event until the completion of the step in
the worst case) and the worst-case local response time (the time taken from its release
until its completion in the worst case) for each step. The analysis is based on worst-case
execution and transmission times. In order to determine the schedulability of the system,
the global response time of a step must be compared with the associated global deadline
(the time between the arrival of the external event and the finalization of the step).

Although this model is suitable for several systems, later work (Gutiérrez et al., 2000)
extends the approach for supporting end-to-end flows that are not linear, such as situations
where one activation may activate several others.

Additionally, the same University releases Modeling and Analysis Suite for Real-Time
applications (MAST) (Harbour et al., 2001; Pasaje et al., 2001) that includes several holis-
tic analysis techniques. MAST is an open model for the description and the verification
of event-driven real-time systems.
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SymTA/S

SymTA/S (Symbolic Timing Analysis for Systems) (Hamann et al., 2004; Henia et al.,
2005) is a formal system-level performance and timing analysis tool based on the princi-
ples of a compositional analysis methodology. A key aspect is that it reuses scheduling
analysis techniques from real-time research and does not need to adapt to a specific model.

This model assumes that each task has one input queue. A task reads its activating
data from its input queue and writes data into the input queue of a dependent task at the
end of one execution. Local scheduling analysis calculates worst-case task response times
for all tasks sharing a processor or a communication resource. SymTA/S uses standard
event models to describe input and output events. Standard event models are described
by three parameters: the period, the jitter and the minimum time between two arrivals.
More information can be found in (Richter and Ernst, 2002; Richter, 2004; Richter et al.,
2002). The end-to-end times along several tasks are calculated by a simple sum over the
local worst case response times. However, later improvements have been achieved by
considering the pipeline execution of multiple events.

Uppaal

Uppaal is a toolbox for verification of real-time systems jointly developed by Uppsala
University and Aalborg University. Uppaal allows modeling and verifying systems that
use networks of timed automata (Behrmann et al., 2006). Hendriks and Verhoef (Hendriks
and Verhoef, 25-29 April 2006) used the Uppaal model to analyze distributed embedded
systems. In this work, each hardware component or communication link is modeled as
a timed automaton. The external events are also characterized using timed automata. To
model distributed systems global variables and channels for the interaction of the different
automatas are used. Event stream generators are synchronized with the system and keep
track of the amount of time that elapses between the generation of an event and its output
from the system.

The work (Perathoner et al., 2007) concludes that the analysis accuracy depends
highly on the particular system characteristics, none of the introduced approaches per-
formed best in all situations. Timed automata can be used to analyze distributed systems.
The key aspect is that the exact and hard upper bounds can be calculated. However, time
automata models are developed by hand which is a very error prone process. Since the
description of our communication model can be easily depicted using actions and end-to-
end flows as the linear model uses, we believe that the holistic analysis approach is more
appropriate for our work.
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2.3.4 Real-time networks

The DRTSs or RTSs with remote service require an underlying network protocol that
guarantees message delivery and bound transmission time. Some industrial sectors have
developed specific protocol targeted at specific application domains. One of the steps
needed to choose one is to be able to analyze the schedulability of the network. In some
network protocols the schedulability is straightforward, nevertheless, many networks are
unpredictable.

Controller Area Network

The Controller Area Network (CAN) is an ISO defined serial communications bus that
was originally developed during the late 1980’s for the automotive industry. Its basic
design specification called for a high bit rate, high immunity to electrical interference and
an ability to detect any errors produced. Due to these features it has become widely used
throughout the automotive, manufacturing and aerospace industries.

The CAN architecture defines two layers: the data link and physical layers. The stan-
dartd ISO 11898 (Int, 1993) describes mainly the data link layer - composed of the Logical
Link Control sublayer and the Media Access Control sublayer - and some aspects of the
physical layer. The application levels are linked to the physical medium by the layers
of various emerging protocols, dedicated to particular industry areas plus any number of
schemes defined by individual CAN users.

The physical medium consists of a twisted-pair with appropriate terminations. It has a
transmission rate of up to 1 Mbit/s at network lengths below 40 m. Decreasing the bit rate
allows longer network distances (e.g. 125 kbit/s at 500 m). The devices that are connected
by a CAN network are typically sensors, actuators and control devices. A CAN message
never reaches these devices directly, but instead a host-processor and a CAN Controller
is needed between these devices and the bus.

Each node is able to send and receive messages, but not simultaneously: a message
(consisting primarily of an ID usually chosen to identify the message type / sender and
up to 8 message bytes) is transmitted serially onto the bus, one bit after another - this
signal-pattern codes the message (in NRZ) and is sensed by all nodes. If the bus is free,
any node may begin to transmit. If two or more nodes begin sending messages at the
same time, the message with the more dominant ID (which has more dominant bits) will
overwrite the other nodes’ less dominant IDs, so that eventually (after this arbitration on
the ID) only the dominant message remains and is received by all nodes.

This feature is due to the CAN protocol being a Carrier-Sense Multiple-Access pro-
tocol with Collision Detection and Arbitration on Message Priority (CSMA/CD+AMP).
CSMA means that each node on a bus must wait for a prescribed period of inactivity be-
fore attempting to send a message. CD+AMP means that collisions are resolved through
a bit-wise arbitration, based upon a preprogrammed priority of each message in the iden-
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tifier field of a message. The higher priority identifier always wins bus access.
Since 1994 schedulability analyses have been developed for the CAN network, show-

ing how worst-case response times of CAN messages can be calculated. Tindell et al.
(Tindell and Burns, 1994; Tindell et al., 1994; Tindell et al., 1995) showed how fixed
priority preemptive scheduling for single processor systems could be adapted and applied
to the scheduling of messages on CAN. However, Bril (RJ, 2006) refuted the worst-case
response time analysis of fixed priority systems with deferred preemption, showing that
this analysis is too optimistic. The problem for CAN was highlighted in (RJ, 2006). The
work (Davis et al., 2007) provides a revised analysis which resolves the problems with
the original approach. Additionally, schedulability analysis based on EDF can also be
applied to CAN-based communication. For instance, in (Fuster et al., 2005) a specific
CAN controller has been implemented on a FPGA to test a scheduling algorithm based
on EDF.

Avionics Full Duplex Switched Ethernet

In 2004, ARINC Part 7 Avionics Full Duplex Switched Ethernet (AFDX) Network (AEEC,
2003; AEEC, 2005) was published to specify the exchange of data between avionics sub-
systems. It describes the data link, network, transport and application layers. AFDX is a
deterministic network based on IEEE Standard 802.3 Ethernet and IP general principles.
However, it uses a specific concept and features to provide secure data transfer with real
time constraints. Although, it uses Ethernet media to reduce cost, it is derived from the
Asynchronous Transfer Mode (ATM) specifications which, as opposed to a standard Eth-
ernet network, can address requirements such as: bandwidth guarantee, real-time control
and service guarantee.

The system is composed by a number of End-Systems (ES), which are entities that are
the original or the final receivers of messages. End systems are connected to switches via
a full duplex connection that includes two twisted pairs: one for receiving and the other
for sending messages. This architecture prevents collisions, as it cannot happen that two
messages are sent at the same time over the same link. This approach is basic for getting
a deterministic time behavior in this network.

Communication over AFDX relies on the concept of Virtual Links (VL). A VL defines
a logical unidirectional connection from one ES source to one or more ES destinations.
Each VL has two parameters assigned:

• Bandwidth Allocation Gap (BAG), a value ranging in powers of 2 from 1 to 128
milliseconds (from 1000 to 7.8125 Hz). The BAG represents the minimum interval
in milliseconds between Ethernet frames that are transmitted on the VL.

• Lmax (Maximun packet length in bytes), the largest Ethernet frame that can be
transmitted on the virtual link.
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Figure 2.15: Scheduler AFDX

As a consequence, the maximum bandwidth allocated to each VL = Lmax/BAG in
Kbytes per seconds. The standard requires that an ES should accommodate VL frames
up to a size of 1518 bytes in both transmission and reception. The transmission of Eth-
ernet frames in a VL queue is scheduled by the Virtual Link Scheduler. It is responsible
for ensuring that each VL conforms to the BAG and Lmax limitations. This introduces
jitter; therefore the scheduler must ensure that the amount of jitter introduced by the mul-
tiplexing is within acceptable bounds. The flow of frames associated with a particular
VL is characterized by both the BAG and the jitter. In a transmitting end system with
multiple VLs, the scheduler multiplexes the different flows coming from the regulators,
as illustrated in Figure 2.15.

The specification does not define which algorithm must be used in the scheduler to
multiplex a set of VL. Nevertheless, in HIJA context (HIJA, 2006), Alejandro Alonso
suggests that the worst-case situation happens when there is a message from all the VLs.
In such a situation, the interference of a message is equal to the time required to deliver all
the ready messages. The same work, proposes an analysis model to calculate the response
times for AFDX networks. Fixed priority scheduling can be applied where the network
behaves like a processor, and the messages represent tasks with: a period or an inter-
arrival time, a worst-case transmission time, and a priority (in this case, all messages in
an ES have the same priority).

Arbitrated Real-Time Protocol

Arbitrated Real-Time Protocol (AR-TP) (Uruena et al., 2006b) is a research communi-
cation protocol develop by Universidad Politécnica de Madrid. It targets high integrity
distributed hard real-time systems that employ transmission control techniques to avoid
the non-determinism of Ethernet. AR-TP is based on the Real-Time Ethernet Protocol
(RT-EP) (Martı́nez and Harbour, 2005), which is a software-based token-passing Ethernet
protocol for multipoint communications. AR-TP introduces new mechanisms for a better
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fault-tolerance and improves the congestion management and the CPU overhead.
The main idea is to add a software layer to guarantee that only one station has the

right to send messages at any time. In this way, the collisions are avoided and the network
is predictable. The stations are organized into logical ring, though each node receives all
the messages. A token is circulated through all nodes to determine which node has the
highest priority message. Such a node acquires the right to transmit and transmits mul-
tiple messages (a message in RT-EP). Since the messages handle a priority to access the
medium, schedulability analysis based on fixed priority can be applied. More information
about the temporal behavior can be found in (Uruena et al., 2006a; Uruena et al., 2006b)

To handle overloads at runtime, each message has two associated priorities, one pro-
portional to the temporal constraints of its data and the other proportional to the criticality
of its data. When the system is in a normal operating mode, the first priority is used; the
second priority is used when congestion is detected. In addition, each message has an
absolute deadline that must be verified before trying to put its priority in an arbitration
token. This mechanism avoids obsolete data in the network.

There are several suitable real-time networks that can be included in a middleware for
the development of distributed real-time applications. The CAN bus is mature enough to
be considered in HRTS. However, it has a low band-width to provide the requirements
for the future DRTS. AFDX or AR-TP propose changes on Ethernet protocol (at differ-
ent levels) to obtain a predictable network with an appropriate transmission rate. We
are interested in middleware that can work with AFDX as well as with other real-time
protocols.

2.3.5 Conclusions
The architectural model of a distributed system defines the set of components that form
the system and specifies how the components interact with each other. Since the Internet
creation, too many models have been used to implement distributed applications from
the simple message-passing to sophisticated peer-to-peer models. The client / server is a
well-know model applied to many Internet protocols for a long time. The most obvious
advantage of client / server are usability, flexibility, interoperability, and scalability.

A suitable model for RTS must deal with the synchronization times between the com-
ponents, bind the delays introduced by the model, and define mechanisms to handle pos-
sible failures. Additionally, it must address security issues. Models with queues between
components provide more flexibility, however, they introduce jitter making the timing be-
havior more difficult to analyze. In addition, code migration implemented by RT-CORBA
or Distributed Real-time Specification for Java (DRTSJ) are focused on distributed soft
real-time applications. Consequently, simple models such as message-passing, time-
triggered and client / server are found in quite a few distributed hard real-time appli-
cations. Hence, we find the client / server model appropriate for the development of
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HDRTS.
Unfortunately, determining which schedulability analysis is most appropriate for dis-

tributed systems is an open issue. There are very few works comparing the performance
of available techniques; in addition, the result depends on the particular system require-
ments. In our case, the architectural model can be more easily modeled with the linear
model.

The underlying network protocols must provide facilities to guarantee the delivery
of messages, and the transmission time must be bound to develop distributed hard real
time systems. Given the undeniable interest in the subject, specific solutions have been
developed for some application domains. For example: the TTP protocol (Kopetz, 1993)
is extensively used in the automotive industry, the AFDX standard has been generated for
the avionics systems, and the CAN protocol is used in the automotive industry. In general,
these protocols limit the transmission time and allow a deterministic end-to-end response
time.

2.4 Middleware for Distributed Real-time Systems
Over the last years, Java technology has become popular in real time systems. Java Card,
Java Micro Edition, The Real-Time Core Extension, RTSJ are some examples of making
Java suitable for such systems. Nowadays, the challenge is to add distribution without
having to handle the communications protocols at a low level. This section introduces
and analyzes the Java facilities for distributed systems as well as the most innovative
middlewares for HRTS.

2.4.1 Middleware for RTS

Real-time Common Object Request Broker Architecture

The Common Object Request Broker Architecture (OMG, 2001a) is a well-known mid-
dleware for the distribution of applications developed by the OMG which provides a cer-
tain degree of independence with regards to object location, underlying operation sys-
tem, programming language, network and protocols. It includes a number of specifica-
tions: OMG Interface Definition Language (OMG IDL), the network protocols: General
Inter-Orb Protocol (GIOP) and Internet Inter-ORB Protocol (IIOP), an infrastructure for
server-side scalability termed Portable Object Adapter (POA), and the CORBA Compo-
nent Model (CCM).

CORBA includes most of the desired features in distributed systems; however, due to
excessive overhead and lack of predictability it is not adequate for RTS. For this reason,
the OMG proposed Minimum CORBA 1.0 (OMG, 2002), Real-time CORBA 1.0 (OMG,
2005), Real-time CORBA 2.0 (OMG, 2003), and Fault-Tolerant CORBA (OMG, 2001b).
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Figure 2.16: Main components of CORBA

These documents are extensions or profiles over the base specifications that specify the
points of departure from the main specification.

Minimum CORBA is a subset of CORBA designed for systems with limited resources.
This specification eliminates most dynamic interfaces and repositories. Fault-tolerant
CORBA uses object replication, fault detection, and recovery to reduce to a certain mini-
mum the impact that a failure can cause.

In CORBA, the distributed applications are formed by several objects which are called
client or server. The client requests services through a well-defined interface (OMG IDL).
Figure 2.16 shows the main components of the ORB architecture.

The client communicates with the ORB core by means of the IDL stub interface or
the Dynamic Invocation Interface (DII) to make a request. The ORB Core transfers the
request to the server through an IDL skeleton, or a dynamic skeleton. The client can be
implemented with any programming language given that the stub represents the proxy
between the client and the ORB core. The Object Adapter (OA) is between the server and
the ORB core and handles services such as generation and interpretation of object refer-
ences, method invocation, security of interactions, etc. More information about CORBA
can be found in the OMG specifications site.

Real-Time CORBA 1.0
RT-CORBA 1.0 is targeted at static real-time distributed systems where all parameters
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are known beforehand. With RT-CORBA, the application can configure and control sev-
eral resources, for instance: processor resources, communication resources, and memory
resources.

RT-CORBA 1.0 is focused on fixed priority real-time applications, so the client and
the server can determine the priority at which CORBA invocations will be processed. The
RT-CORBA defines two types of priorities: CORBA and the native priority to handle OS
heterogeneity. In a CORBA invocation, the CORBA priority can be mapped into different
native priorities. In addition, RT-CORBA defines two models for handling the priorities:
Server-Declared and Client-Propagated. In the first model, the server sets up the priority
in which the CORBA invocation will be executed. The client propagated model allows
the client to set up an invocation priority which must be applied by the server to execute
the CORBA invocation. If a CORBA invocation is formed by a chain of invocations, the
CORBA priority of the client is propagated with the request. Each node along the path
translates the client’s CORBA priority to a native priority that is appropriate for its host
platform and the end-to-end temporal constraints. Additionally, the servers can change
the priority at which particular invocations are performed based on values such as current
server load, operation critically, or the state of the global scheduling service.

RT-CORBA 1.0 enables the applications to pre-allocate threads in a thread-pool and
sets a default priority level. Moreover, the thread-pools can be configured to buffer re-
quests. There are two kinds of pools, with or without lanes. Although a thread-pool
without lanes creates a fixed number of statically allocated threads that an ORB uses
to process client messages, the thread-pool can grow dynamically to process bursts of
client requests. A thread-pool with lanes divides the pool into different subsets of threads,
each subset with a different priority. Furthermore, lanes with higher priorities can borrow
threads from lanes with lower priorities. In this case, the thread changes temporarily its
priority.

To avoid priority inversion RT-CORBA 1.0 defines a mutex interface to provide syn-
chronization between threads and protection of a critical section. All mutexes use a prior-
ity ceiling protocol.

It defines a global scheduling service where the applications can specify their resource
requirements to achieve their goals. It is like a repository where a scheduling policy can
be applied across the whole distributed application.

It also allows the application to set up network parameters by means of standard inter-
faces. The client can pre-establish connections with servers and control how the requests
are sent over these connections. RT-CORBA introduces two ways of handling the con-
nections: priority-banded connections, and private connections. In the first, the client can
specify the priorities for each network connection and selects the appropriate connection
at run-time based on the CORBA priority of the thread that invoked the operation. In the
private connections, multiplex connections are forbidden, a connection cannot be shared
with other requests until the reply for the previous request is received.

The client can use timeouts to define how much time it waits for the response from
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the server. If this time is overtaken the client can conclude that there are problems on the
network or on the server.

Real-Time CORBA 2.0 Dynamic Scheduling
RT-CORBA 2.0 is targeted at dynamic real-time distributed systems where the number
of applications that will run on the system or the order in which they will be executed
are not known in advance. RT-CORBA 2.0 introduces the distributed thread concept. A
distributed thread is a schedulable entity that can be executed through different nodes.
Each distributed thread has a unique system-wide ID, and a set of scheduling parameters
such as: priority, deadlines, and importance. These scheduling parameters determine the
end-to-end timing behavior and are transported across the distributed system. Within each
node, a distributed thread is equivalent to a normal local thread. Each distributed thread
has only one execution point and cannot simultaneously execute on multiples nodes.

There are many CORBA implementations, but only a few are compliant with most of
the features of the RT-CORBA. TAO (Douglas C. Schmidt , 2010) is an open source real-
time ORB from the Distributed Object Computing (DOC) consortium. It is compliant
with the CORBA 3.x specification including RT-CORBA. It is able to run on many Linux
distributions and real-time operating systems as well as on Windows. RTZen (Krishna
et al., 2004) is also an open-source ORB that is compliant with most of the features
defined in the CORBA 2.3 specification, including portions of the Real-Time CORBA
specification. RTZen has the property that is implemented using the Real-time Specifi-
cation of Java. RTZen includes the major key RTSJ features, such as immortal memory,
scoped memory and no-heap real-time threads to improve the predictability. VisiBroker-
RT (Bor, 2004) is the RT-ORB from Borland and provides a complete embedded imple-
mentation of the CORBA specification or Minimum CORBA subset (in both cases the
RT-CORBA specifications are supported).

PolyORB

PolyORB (Vergnaud et al., 2004; Barbaria et al., 2006; Hugues, 2008) is a middleware
that supports various distributed models. The aims of this work are configurability to meet
application requirements, adaptability to adjust to different distribution mechanisms, and
interoperability to communicate several distribution models.

Figure 2.17 taken from (Vergnaud et al., 2004) proposes two levels of personalities at
an application-level and at a protocol-level, and a core for the interaction between multiple
personalities. The application personality adapts the application with the middleware. The
protocol personality handles the mapping of requests onto messages transmitted through
a communication protocol. Lastly, the neutral core middleware acts as an adaptation layer
between application and protocol personalities.

In PolyORB, the different distribution models are implemented as application person-
alities. Currently, it supports: Distributed Object with CORBA and DSA, RPC with DSA,
Message Passing with MOMA (Message Oriented Middleware for Ada), and Web appli-
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Figure 2.17: PolyORB architecture

cations with AWS (Ada Web Server project). It includes a few protocol personalities for
data exchange: SOAP and protocols associated with GIOP.

The model is based on seven basic services: (1) Addressing service: it gives an unique
identifier to each entity. Each client uses this service to get a reference to the server entity.
(2) Binding service: it provides mechanisms to set up and maintain associations between
interacting objects and resources such as: a socket or a protocol stack. (3) Representation
service: it allows the translation of a object into a set of bytes that can be sent over
the network. (4) Protocol service: it specifies a specific protocol over a communication
channel. (5) Transport service: it sets up a communication channel between nodes. (6)
Activation service: it generates a certain object to execute the request. (7) Execution
service: it allocates execution resources to handle the incoming requests.

RT-GLADE

Real-Time GLADE (RT-GLADE) is an implementation of the Ada 95 Distributed Sys-
tems Annex (DSA) which allows the development of distributed applications with hard
real-time requirements. The work (Garcı́a and Harbour, 2001) introduces a set of changes
and additions to the DSA which are implemented in (Campos et al., 2004).

In Ada 95 a distributed system is an interconnection of one or more nodes and a dis-
tributed application is one or more partitions that execute independently in the distributed
system. The communications between partitions are made using the Partition Communi-
cation Subsystem (PCS) of Ada. For example, PCS provides remote procedure calls.

In RT-GLADE, the tasks that handle the RPCs are created at initialization time for
the purpose of avoiding the overhead of task creation and destruction at execution time.
Each partition has one or more special tasks called Accept-Handler which has the re-
sponsibility of waiting for incoming messages. When a message arrives, Accept-Handler
processes the message and calls the RPC Handler task that executes the procedure, mean-
while Accept-Handler is free to wait for new incoming messages.

RT-GLADE uses a global priority with a global meaning across the distributed system
and uses also different mapping functions to translate the global priority into a system
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priority or a network priority. The priority of the outgoing message that is sent by the par-
tition calling a RPC, the priority of the RPC handler task, and the priority of the incoming
message that is returned by the called partition can be specified by the application. In the
current implementation, Accept-Handler priority can also be defined by the application
by means of a configuration file. RT-EP was chosen as the real time network protocol.
In addition, a local protocol has been added to handle the calls that occur in the same
processing node.

Distributed Real-time Specification for Java

In 2000, a Distributed RTSJ Expert Group was created under the JCP to define a suitable
set of abstractions for the development of distributed real time systems. The DRTSJ is
under development as Java Specification Request 50, lead by the MITRE Corporation.

The last report (Anderson and Jensen, 2006) suggests a distributable thread model
that provides an end-to-end abstraction for building concurrent sequential activities for
distributed systems in a manner familiar to Java and real time programs alike. A dis-
tributed thread is a single thread of execution with a globally unique identifier that extends
and retracts through local and remote objects by performing RPCs. Therefore, the dis-
tributed thread may be seen as a chain of local threads (or segments) connected by RPC.
A distributable thread must have end-to-end time constraints. When a remote invocation
occurs, the platform must cause a time constraint to be propagated to, and enforced on,
any nodes downstream of the declaration point. DRTSJ has to extend RTSJ to provide a
scheduling framework, where application programmers may set up user-level scheduling-
specific policies. These policies define the distributed system scheduling. The distributed
thread can use any transport infrastructures (RMI, SOAP, Real-Time CORBA, etc) that
provides an interface comparable to Java RMI.

DREQUIEMI

Pablo Basanta has defined a middleware for real-time systems based on Java RMI in his
dissertation (Basanta Val, 2007). The model is divided into three layers, infrastructure,
distribution, and services. The infrastructure layer controls all available resources by
means of three components: a memory manager, a processor manager and a network
manager. The distribution layer allows the clients to invoke remote methods, and the
last layer provides services such as distributed garbage collection and a naming server.
This middleware also contains three important entities ConnectionPool, MemoryPool,
and ThreadPool to avoid the creation, allocation and elimination of resources at execution
time.

Like Java RMI, RTRMI supports synchronous remote invocation, but adds support
for two kinds of asynchronous invocations. In the first kind of asynchronous invocation,
the client continues its execution after invoking a remote method. In the second kind of
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asynchronous invocation, the client waits for an acknowledgement which represents that
the data are already on the server side.

On the client side, the stub executes its operations over the thread that makes the in-
vocation and gets a memory block from the MemoryPool. On the server side, when a
connection is created between the client and the server, the middleware gets a thread to
wait for invocations. This thread uses a priority to wait for a request and another one
to handle it (these priorities can be specified by the application). The thread is associ-
ated with a memory block where all temporal objects created by the network protocol
are allocated. Another memory block from the MemoryPool is used to handle the new
invocation.

When the invocation is asynchronous, the stub does not wait for the response and
hands the control over to the client application. On the server side, the thread that receives
the request does not handle the invocation any more. It instead takes a thread from the
ThreadPool and delivers the control to it. With this model it is possible to receive new
invocations while several invocations are being executed.

In the last years, new contributions were published extending the facilities included
in this middleware. In 2009, (Val et al., 2009) explains the asynchronous remote in-
vocation in detail. The advances in the architecture and its primitives are presented in
(Basanta-Val, Garcia-Valls and Estevez-Ayres, 2010a). The principles of Flexible Time-
Triggered paradigm were integrated with DREQUIEMI in order to improve the timing
synchronization (Basanta-Val, Estevez-Ayres, Garcia-Valls and Almeida, 2010). In addi-
tion, the (Basanta-Val, Garcia-Valls and Estevez-Ayres, 2010b) work is concerned about
the alternatives to propagate non-functional parameters.

RMI-QoS

RMI-QoS (Tejera et al., 2005) (Remote Method Invocation-Quality of Service) is another
implementation of RMI targeted at soft real-time systems. It includes an admission con-
trol which takes into account bandwidth, memory and CPU resources, as well as schedu-
lable object availability on the server side to guarantee that the requested resources are
available, and therefore, a minimum quality of service can be provided.

RMI-QoS enforces a session-oriented approach where a connection between the client
and the server is reused in the following invocations. Each reference is associated with a
reservation and to a session.

A client can make five different kinds of transactions (remote method invocations).
Three of them are focused on negotiation which allows the client to create, modify and
delete reservations. The other two transactions are used to invoke a remote method with or
without QoS guarantees. The clients can make QoS guarantee invocations after creating
a reservation. If the reservation has not been created, the invocations are treated with a
best-effort methodology. The behavior is similar to that of current RMI. Negotiation and
data transactions are dynamic. In other words, these transactions can be invoked in an
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interlaced way during the life cycle of the application.

Other works

There are other alternatives, but they are clearly focused on implementing a middleware
for soft real-time distributed applications. For instance, (Rodrı́guez et al., 2008) defines a
flexible and adaptable framework defining a dynamic infrastructure to exchange real-time
parameters and requests of scheduling policies between servers and clients at runtime.
The proposal is based on RMI and standard sockets. Another example is (Alrahmawy
and Wellings, 2009) which integrates RMI with synchronous and asynchronous services
in order to improve the predictability and the performance. More alternatives could be
described, but the most relevant works for the hard real-time domain application were
already presented.

2.4.2 Requirements for HDRTS
In order to compare the different middlewares introduced above it is necessary to define a
set of requirements that a middleware for distributed hard real time application must con-
sider. In software engineering, the requirements identify a necessary attribute, capability,
characteristic, or quality of a system which define the value and the utility for an specific
user. They are used as inputs into the development of the system design and its imple-
mentation. Our requirements are associated with the needs and the functions required in
high integrity systems and distributed systems:

• Thread management: if the system contains concurrent threads (tasks), each thread
must be analyzed independently and the concurrency must be modeled and ana-
lyzed to prove that unsafe situations such as: deadlock, deadline miss, etc. can-
not occur. Additionally, some models and analysis techniques impose a number
of restrictions on the concurrency model, for instance: the thread must be created
statically, and the activation pattern must be periodic or sporadic. In spite of that,
many middlewares create threads continuously on different nodes to send or receive
data. A middleware for HRTS should create all threads statically at an initializa-
tion phase. Nevertheless, a thread-pool can be used in order to allocate threads in a
dynamic way during the execution phase.

• Predictable timing behavior: in HRTS, an accurate functional behavior is not
enough, the system must react to an input event in a fixed period of time. Therefore,
the timing behavior must be analyzed to guarantee the correctness of the system.
The middleware forms part of the distributed application, so the middleware must
be analyzable and have a predictable behavior. The design and the implementa-
tion should take into account the set of analysis techniques and the proof that will
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be applied to validate the distributed application. Since several analysis need the
Worst-Case Execution Time (WCET) for each distributed activity, the middleware
must indicate clearly and without ambiguities the path for the WCET.

• Memory management: in HRTS, the allocation and the release of memory can
cause unpredictable latencies. A middleware for HRTS must include a memory
management in which all objects are created and eliminated in an appropriate way.
Although the dynamic creation of objects must be avoided, the middleware should
provide mechanisms to create temporary objects and keep a state between different
phases of the whole application. The less memory the middleware consumes, the
better.

• Predictable memory usage: in HRTS, the hardware platform where the distributed
application runs has a limited resources. In this context, the middleware must know
the worst-case memory usage in advance. Middlewares with tools to calculate how
much memory the distributed application requires have a high added value.

• Connection management: one of the most important duties in a middleware is to
manage the connection among the nodes that form the distributed system. Modern
middleware for non real-time systems include dynamic connection management
where the connections are created on demand. This approach involves dealing with
specific protocols at runtime making the resource consumption and the timing be-
havior difficult to calculate. For this reason, a middleware for HRTS should set up
the connections during system initialization and they should remain active until the
end of the application. In addition, multiplex connections over a connection must
be forbidden to avoid the generation of latencies.

• Predictable network usage: real-time networks such as AFDX or CAN allow cal-
culating the worst-case response time of each message over the network. However,
the first step is to know how many bytes has to be sent by the network. Therefore,
the middleware should have a mechanism to calculate the worst-case message sizes.
Furthermore, with these values it is possible to set up a bandwidth according to the
distributed application.

• Control over the connection parameters: many real-time applications require con-
figuration and control over the network protocol. Hence the middleware must define
an interface or a method in order to select the protocol properties.

• Release parameters: the release parameters of the threads or event handlers that
provide distributed facilities must be independent of the middleware implementa-
tion. For instance, if the scheduler is based on fixed priority, the middleware must
provide a mechanism to specify the priorities of all threads that form the distributed
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application. The same happens with the network, if it supports priorities, the mid-
dleware must include mechanisms to select the priorities of the messages in the
communication network.

• Predictable Serialization: when an object is going to be sent through a network, a
serialization operation translates the given object into a linear stream of bytes. Sim-
ilarly, a deserialization procedure builds an object from a linear stream of bytes.
The object can be as simple as an integer or as complex as a linked structure. The
most common implementations use recursive algorithms, polymorphism and reflec-
tion. For this reason, it is too complex to determine the worst-case execution time
and the resource usage. A middleware for HRTS should include a serialization that
is fully predictable.

• Avoiding object-oriented features: some Object-Oriented (OO) features, such as
recursion, polymorphism, reflection, etc., make the computation of the worst-case
execution time and the computation of the memory usage difficult to calculate. For
this reason, these OO features should be avoided in a middleware for HRTS.

• Error recovery mechanisms: despite the fact that in HRTS errors must not occur,
the systems should include error recovery mechanisms to handle possible errors.
Although the schedulability analysis tells you that all threads will meet their dead-
lines, the middleware must include a mechanism to take corrective actions in case
the threads miss their deadlines. Avionics applications require a very high degree
of reliability even in presence of faults.

• Interoperability: in a distributed application for HRTS, many tasks do not have
hard timing requirements. Furthermore, several nodes can be targeted at business-
critical application domains, so a middleware for HRTS can include interoperability
facilities with other no real-time middleware as an added-value.

• HRTJ profile compliant: the middleware should use a subset of the Java like HRTJ
profile or the JSR-302 specification in order to achieve a high level of predictability
and to allow the usage of verification techniques.

• Functional behavior: obviously, the logic behavior must be correct with regard to
the basic functionalities.

Existing solutions comparison

The most relevant middlewares were compared according to the list of requirements for
DHRTS. Table 2.3 shows the results. The table may contain some errors because we
only reviewed the available documentation, in other words, we read the papers published
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Table 2.3: Comparison of the most important middleware for HRTS

at international conferences as well as reference manuals. The source code of the im-
plementations were not considered, so many implementation issues were not analyzed
deeply enough to ensure that this information is fully accurate.

Each middleware was analyzed in accordance with the requirements allocating a value
from 0 to 4 (some fields have ”–” because information is not available). The last row in
the table shows percentages that visualize how well each middleware fulfills all main
requirements. The last column also contains percentages that represent how well each
requirement is dealt with in the main middlewares for DHRTS.

The analysis reveals that there is no middleware in which all characteristics are sat-
isfied at a good level. None of them reaches 60 percent of the requirements. Accord-
ing to the table, RT-CORBA, RT-GLADE and DREQUIMI are the best middlewares for
DHRTS. DRTS is the worst with a 34.62 percent since it is specifically targeted at SRTS.
On average only 50 per cent of the requirements are satisfied by the current implementa-
tions.

The table is sorted according to the last column in descending order for the purpose of
identifying which requirements are the most / least treated. Therefore, the first rows prove
that all solutions include an appropriate thread management to implement a predictable
concurrence model. Most of them allow specifying release parameters such as the prior-
ity and the deadline, and have a dependable connection management to avoid latencies
produced by creating or deleting connections. The interoperability is only achieved by
RT-CORBA and PolyORB and the memory management presents some shortages in all
solutions. Requirements such as control over the connection parameters, error recovery
mechanisms, and RTSJ compliance are achieved in a few middlewares.
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Finally, the last rows reveal important requirements without solution. There is a lack
of predictability in many resource usages such as the memory and the network. With
almost all middlewares it is not possible to calculate how much memory will be used
or how much bandwidth is necessary to send the messages by the network. In addition,
most implementations use complex algorithms or OO features that make timing analysis
difficult to estimate.

In conclusion, we believe that a new middleware that is compliant with all features
desirable in HRTS will let Java technologies gain ground in the real-time community. At
present, the lack of a specific Java middleware for critical systems makes designers use
others programming languages such as Ada or C and their facilities for the distribution.

2.4.3 Remote Method Invocation
The Java platform (Enterprise Edition) includes RMI (Microsystems, 2002b) which is
a distributed object model for the Java programming language with similar syntax and
semantics used for non-distributed systems. It is an evolution of RPC, and allows an
object running in one JVM to invoke methods within an object running in another JVM.

Since RMI uses a client / server model, the RMI applications are comprised of at
least of two separate control flows: a server and a client. The server creates a set of
remote objects, makes references to those remote objects accessible, and waits for clients.
Typically the client gets one or more references to objects in the server using a registry
which stores pair of references - remote objects. With those references the client invokes
methods that are located on the server. The client, the server and the registry form a
distributed object application, and RMI is the middleware which provides facilities to
develop a distributed object application.

The server can support different remote objects at the same time, and the client can
make several simultaneous remote invocations to one or more remote objects. In RMI
there are various reference semantics for remote objects; for example live references,
persistent references, and lazy activation.

RMI defines the wire protocol: Java Remote Method Protocol (JRMP) used to sort all
information sent or received by any node. Both the RMI specification and the main im-
plementations are based on TCP/IP protocols to make remote invocations. The RMI API
only allows specifying a TCP port which is used to accept incoming calls from clients.
RMI tries to hide the underlying protocol, so that the application does not have to insert
code to implement a protocol for the exchange of messages. Hence, an application cannot
control the network protocol nor its parameters.

Before a remote object can be called from a client node, the object must first be ex-
ported by the server. The exportation process allows the RMI runtime to prepare for new
invocations. On the other hand, the client must obtain a reference to the remote object.
Generally a registry is used like a naming service to store references associated with logic
names. The whole remote invocation process can be divided into nine functional blocks
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Figure 2.18: Functional Blocks in RMI

as it is shown in figure 2.18, four of them take place on the client and the other on the
server:

1. Marshal parameters: it consists of taking all remote method arguments and trans-
forming them into sequence of bytes. RMI is based on the Java Object Serialization
specification to map object into a stream so this block has to implement a serializa-
tion algorithm.

2. Send request: this block creates a request according to JRMP protocol and uses the
communication media to send it to the server.

3. Receive request or acceptance: when the remote object is created and exported,
this block waits for a new request. It has to manage the TPC/IP protocol to wait
on a specific TCP port. First of all, it has to accept and set up a connection at the
TCP/IP level, after that it has to implement the JRMP protocol to accept and create
a connection at the RMI level. Normally, the RMI invocation request is handled as
a sequence of bytes so it is stored in an internal buffer.

4. Unmarshal parameters: the arguments sent by the client are rebuilt in accordance
with the set bytes stored in the internal buffer. Hence, this block includes a deseri-
alization algorithm.

5. Call the remote method: once the remote method is identified and all argument
objects have been created, the remote method is invoked.

6. Marshal the return value: by means of this block the return object is converted to
a stream.

7. Send the response: a package with the return value is created and sent to the client.



2.4. MIDDLEWARE FOR DISTRIBUTED REAL-TIME SYSTEMS 77

8. Receive response: just as the package arrives, the client thread is unblocked so that
it is able to take control. The package or the set of packages are stored in memory.

9. Unmarshal the return value: before handing over the control to the client applica-
tion, the return value is extracted from the response according to the serialization
protocol.

On the client, all functional blocks are performed by the client’s thread. On the server,
the five functional blocks can be executed by a single-threaded or a multi-threaded mech-
anism. How to map remote object invocations to threads is not described by the specifi-
cation so each implementation must include a safe model. For example, they can use a
queue of invocations and a thread pool to control the load system.

RMI for HRTS

RMI can be used in several environments. Nevertheless it has a number of limitations that
does not permit its use in hard real time systems:

• The usage of technologies such as: reflection, OO features and recursion make it
too difficult to estimate the worst-case execution times and resource usage.

• The memory model is not appropriate. The threads, the connections, the remote
objects, etc. are created inside the heap memory. Consequently, all objects that are
used when a remote invocation happens suffer from the garbage collector effects.
In addition, the objects are created dynamically. While an invocation is being exe-
cuted, different objects are built on demand to handle the invocation. The garbage
collector generates unpredictable latencies as it is impossible to know when the
garbage collector is going to interrupt another thread and how much time it is going
to be executing.

• In the current RMI implementations the connections are generated dynamically.
When a client wants to send an invocation, it first creates a new connection with
the server. It is difficult to estimate how much time and how many resources are
necessary to set up the connection. For this reason, it is complicated to calculate the
response times, obtaining pessimistic values. Furthermore, with this characteristic
it is harder to find an analysis model which allows carrying out a schedulability
analysis.

• RMI implementations (e.g. GNU Classpath (GNU Classpath, n.d.)) create threads
all the time. At the beginning one or some threads called Managers are created on
the server side to wait for new clients; later, new threads called RMIIncomingTh-
read are created on demand to handle new invocations. However, dynamic thread
creation is forbidden in hard real time systems in accordance with (HIJA, 2005).
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• The RMI Wire protocol makes use of other protocols. For example, the Java object
serialization protocol (Sun Microsystems, 2003a) is used to marshal call and return
data. The object serialization is a process that transforms an object into a linear
stream of bytes, which can be sent through a socket, stored in a file, or simply
manipulated as a stream. Although the current implementations can serialize any
class, there are several drawbacks that should be dealt with so that they can be used
in high integrity systems. The main drawbacks are: i) There is no mechanism to
bound the maximum size of arrays and strings, ii) it does not implement a memory
management suitable for RTS, iii) as in RMI implementations, the use of modern
technologies used in the object-oriented programming languages introduces non-
determinism sources. Another important aspect is that the serialization consumes a
lot of memory. Consequently, an effort has to be made to reduce the memory usage.

• RMI does not allow the programmer to specify network parameters. The hard real
time systems have specific configurations, and the developer needs to give his con-
figurations.

• RMI has not been built taking into account the hard real time parameters. As a
result, It is not possible to specify a deadline, a period, or release parameters. RMI
is based on the best effort delivery and it is not able to guarantee a quality of service.

2.4.4 Conclusions
The analysis between the main middleware for HRTS exhibits that there is not clear im-
plementation which deals with all desirable requirements for distributed hard real-time
applications. On average, the current solutions handle a 50 percent of the requirements.
There is a certain lack of predictability using resources such as the memory and the net-
work.

RTSJ introduced real-time capabilities for both SRTS and HRTS without considering
distributed systems. DRTSJ is in charge of extending RTSJ with distribution facilities;
nevertheless, it has a long way to go. There are some attempts to integrate RMI and
RTSJ, which seem to be a suitable point of reference, but all of them are targeted at
SRTS; consequently, they use algorithms and mechanisms that are not used in HRTS. We
think it is an open issue and a challenge for the research community. For this reason, this
dissertation hopes to open the way for the development of DHRTS with Java technology.



Chapter 3

JAVA MIDDLEWARE FOR HARD
REAL TIME SYSTEMS

3.1 Introduction
The purpose of this chapter is to describe the design and implementation of a new mid-
dleware for the development of DHRTS: RMI-HRT (Remote Method Invocation – Hard
Real-Time), which is oriented to the development of distributed Java high-integrity sys-
tems. In the previous chapter, section 2.4.2, the most relevant middleware for DHRTS
were analyzed, taking into account the stated requirements for this type of software. The
result of the analysis was that none of them fulfills more than 60% of the requirements.
RMI-HRT has been created for dealing with them in a satisfactory way.

Real-Time Specification for Java (RTSJ) provides the basis for the development of
real-time Java applications. It introduces, among other features, a new concurrency
model, a synchronization mechanism, and more suitable types of memory areas. As a
result, RTSJ is appropriated for the development of general-purpose real-time applica-
tions in different domains. However, RTSJ does not address two important domains.

• Distributed systems: RTSJ does not include mechanisms for the development of
this type of systems.

• High integrity systems: there is an increasing interest for using Java in the develop-
ment of this type of systems. However, RTSJ does not provide the required facilities
for ensuring a fully predictable behavior.

Java RMI (Remote Method Invocation) is a client / server middleware, which allows
the invocation of remote methods, based on a distributed object model. Although RMI
is not suitable for the development of distributed hard real-time systems, its underlying
model has some advantages: it is a simple model, and it is possible (with some restric-
tions) to analyze statically the response times. There are some research efforts that try
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to develop a version of RMI suitable for the development of real-time distributed appli-
cations (A. J. Wellings and Wells, 2002; de Miguel, 2001; Basanta Val, 2007). The first
work proposes three levels of integration between RMI and RTSJ:

• Level (0): RTSJ virtual machines interact by means of standard RMI without non-
functional requirements. As a consequence, the timing behavior cannot be guar-
anteed and all scheduling or release parameters must be handled directly by the
distributed application.

• Level (1): it requires a RMI with support for real-time remote objects where the
end-to-end predictability is guaranteed.

• Level (2): it introduces the concept of a distributed thread where the focus of control
can move across the distributed system.

Level (0) is not suitable for DHRTS as it is not possible to ensure the required level
of predictability. Level (2) introduces new concepts that are not mature enough for the
purposes of this work. This level is mainly targeted at soft real-time systems. Hence,
our proposal is compliant with level (1) of integration, where the behavior can be made
deterministic.

The RTSJ imposes few limitations on the way an application has to be structured and
allows a wide range of software models. As a result, it is possible to produce systems that
do not fulfill the stringent requirements of high integrity systems. In order to overcome
this situation, a part of the Java community is working towards the definition of a set of
services designed to be usable by applications requiring some level of safety certification.
Recently, it has been published a draft standard that specifies Java technology for safety
critical systems (Locke et al., 2011) which is an evolution of the Hard Real-Time Java
(HRTJ) profile (HIJA, 2005) used in this work.

In order to achieve a suitable middleware that fulfills the stated requirements for
DHRTS, this work proposes a redesign of Java RMI, for avoiding its current limitations,
and presents an implementation that is compliant with the main deterministic profiles of
RTSJ. The proposed design and implementation have been developed considering relevant
requirements and techniques for high integrity systems, with the aim of being certified for
its use in these types of applications.

This chapter is divided into six sections. After this introduction, the design principles
are described presenting the main guidelines in the conception of this middleware. After
that, the design is introduced explaining its layers, the threading mechanism, the phases
and how different network protocols are supported. The fourth section moves the focus to
the implementation, so the hierarchy of classes, the interfaces and the main components
are commented. After that, an example of the use of RMI-HRT is explained in depth.
Finally, some conclusions are made.
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3.2 Design principles

3.2.1 System Model
This section describes the underlying system model considered in this work. It is based
on the remote method invocation model and the static calculation of the response time of
the real-time activities in the system.

The system is composed by a set of processors which are interconnected by one or
more communication networks. The communication network must rely on a protocol that
allows bounding the worst-case transmission time for messages.

The system is structured as a set of transactions. Each transaction is characterized by:

• Activation pattern: transactions are activated periodically or sporadically.

• Deadline: it defines the maximum number of time units before the finalization of
an instance of a transaction, with respect to its activation time.

• Sequence of actions: a transaction is composed by a sequence of actions. The first
action is activated at the start of a period. Each action is activated by the previous
one, and, upon finalization, activates the next one. The actions in a transaction can
be a thread execution a portion of code in a processor or a message being sent in a
network.

A number of concurrent threads are statically assigned and executed in the processors.
Threads on each of the processors are scheduled with a fixed-priority preemptive sched-
uler. Threads in the same processor can communicate via shared memory. In this case,
the execution platform must support some mechanisms for bounding priority inversion,
such as a variation of the priority ceiling protocol.

Threads can also interact following the RMI model, which is a particular case of the
client / server paradigm. In the simplest case, it is composed by two execution flows. The
client invokes methods on the server, which may run on a remote node. This is shown in
Figure 3.1. Invocations can be synchronous or asynchronous. In synchronous invocations,
the client calls a server method, and waits for its response. The server gets the invocation,
executes the requested method and returns the response. In asynchronous invocations,
the client does not need to wait for the server response, and the server is not required to
send back any response. In more complex applications, it is possible to have a chain of
invocations, as the server can also take the role of a client. In the general case, several
clients can make invocations to a particular server.

Figure 3.1 shows a transaction composed by two threads (client and sever) that interact
using RMI-HRT. In this case, the client thread is composed by two actions. a1 is the first
action of the transaction, which is activated in a timely manner, according to the activation
pattern of the application. This action finishes when it performs the remote invocation,
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Figure 3.1: Computational model

when the thread is blocked waiting for the response of the server. The second action (a2)
is the message carrying the information related to the remote invocation. The third action
(a3) is the execution of the remote method, which is performed in the context of the server
thread. Upon its finalization, the next action (a4) is activated. It consists of a message sent,
carrying the return value produced by the execution of the remote method. The reception
of this message activates the final action of the transaction (a5). The actions are associated
with a set of real-time parameters and are allocated to a processor or to a network. The
real-time parameters for the actions that are executed on a processor include scheduling
parameters (such as: the priority or the computation time) and the release parameters
(such as: the deadline, the execution time, and the period or a minimum inter-arrival time).
Real-time messages have also assigned a deadline, that bounds the maximum transmission
time. In order to meet this deadline, a real-time communication protocol is needed. For
instance, it can be priority-based (CAN BUS) or can rely on virtual links with guaranteed
bandwidth (AFDX).

Figure 3.2 shows the elements that compose two nested invocations and identifies
each one of the actions that compose the transaction. The example is formed physically
by a network (with 4 unidirectional links) and three processing units. There are three
schedulable objects and nine actions, of which four represent messages in the network
(a2, a4, a6 and a8). The messages are associated with specific links in order to guarantee
the delivery of messages and to bound transmission time.

Using a schedulable object to act as two or more different actions of the same transac-
tion involves that these actions share some real-time parameters. From the schedulability
analysis point of view there are no drawbacks, because they can be modeled as separate
actions with different activation and execution time, and with the same period, deadline
and priority. Although this could interfere in a negative way in the algorithm of priority
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Figure 3.2: Two nested invocations

assignment (perhaps the allocation of priorities may not be the optimal), the most impor-
tant is that the schedulability analysis indicates that the system meets its deadlines.

The proposed model can be analyzed as long as the number of remote invocations in
each activation is known and bound. In other words, any client activation must carry out
a limited number of invocations. With this restriction, the proposed model is compliant
with the linear model.

There are several approaches for performing the response time analysis of a distribu-
tion based on the linear model, such as the holistic in (Palencia et al., 1997) (Gutiérrez
et al., 2000). In addition, there are available tools, such as MAST, which can be use to
perform this analysis. This tool provides different types of analysis which cover a wide
range of real-time systems.

3.2.2 RTSJ profiles for HRTS

In order to develop a RMI-HRT system that can be used in hard real-time systems, it is
necessary to rely on a safe subset of the programming language, in order to reduce the
non-deterministic features and to obtain a predictable design. As mentioned on section
2.2.8, there is an ongoing standardization effort defining SCJ, which is a specification of a
safe Java subset for the development of safety critical systems. However, currently it has
not been finished and formally approved. In addition, there is no mature implementation
of this specification. For this reason, the HRTJ profile, as defined in the context of the
HIJA project, is the most suitable basis for the development of RMI-HRT. In addition, it
was one of the main starting basis for SCJ.

The design and implementation of RMI-HRT is fully compliant with the HRTJ profile.
The programming model, the application life cycle, and the concurrency and scheduling
models applied in this work have a strong relation with the compliance level 1 of the SCJ
(the single mission defined by the LinearMissionSequencer class). However, there are
some minor differences. SCJ does not support sporadic event handlers; aperiodic ones
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must be used instead. In addition, the memory model proposed by SCJ is more flexible
since it includes a mission scoped memory and nested private scoped memories. If the
main concepts of SCJ remain as they are currently, the changes required to make RMI-
HRT fully compliant with SCJ will be straightforward.

The basic features defined in the HTRJ profile are the following:

• Only no-heap and non-daemon RTSJ objects are allowed.

• Schedulable objects can have a periodic or sporadic release parameter.

• All asynchronous event handlers must be bound.

• It requires a preemptive priority-based scheduler with fixed priorities.

• It does not support dynamic priorities.

• The scheduling within priority has to be FIFO.

• Shared objects must be represented by classes with synchronized methods.

• The priority inversion is controlled by the use of the priority ceiling protocol.

• The asynchronous transfer of control is prohibited.

• Two phases: initialization and mission phase. In the initialization phase of an ap-
plication, all non-time-critical activities and initializations are carried out. In the
mission phase, the mission of the application is executed.

• All class loading have been completed by the end of the initialization phase, and all
static initializers must be performed explicitly during the initialization phase.

• Objects created in the initialization phase are never collected, unless they are allo-
cated in scoped memory.

• It is not possible to allocate objects in immortal memory during the mission phase.

• Every schedulable object has its own scoped memory where it has to allocate the
required objects during a release and it is available for reuse at the end of the release.

• The nested scoped memory areas are also prohibited

• The raw memory classes defined in the RTSJ are used in HRTJ to access input and
output devices.
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Figure 3.3: Stub and Skeleton in RMI-HRT

3.2.3 Stubs, Skeletons and compiler
Starting on version 1.2, RMI implementation relies heavily on generic code and reflec-
tion. These techniques include dynamic program modifications, which are determined
and executed at runtime making the resulting applications difficult to predict. Addition-
ally, such techniques need to create objects dynamically and to load classes on demand,
introducing potentially unbound latencies and possible execution errors. They make the
timing behavior and resource usage hard to calculate and not suitable for the development
of hard real-time systems.

The design of previous versions of RMI relies on stubs and skeletons for commu-
nicating with remote objects. The client invokes remote methods as if they were local
methods and the stub carries out the invocation on the server. The stub acts as a proxy
for the remote object, and is responsible for translating a local invocation into a remote
invocation. The skeleton is used on the server to dispatch an incoming invocation to the
remote object. Figure 3.3 sketches this approach. This approach is much more suitable
for the goals of RMI-HRT.

RMI relies on rmic, which is a compiler in charge of generating the stub and the skele-
ton for each remote object. In this work, a new compiler (rmic-hrt) has been developed
since rmic cannot directly be used in our proposal for the following reasons:

• In order to create the stubs and the skeletons, the compiler has to extract information
from the remote object. Nevertheless, the semantic and the syntax for real-time
remote object are different.

• The compiler has to know the interface between the application and the middle-
ware. The proposal in this work defines a different interface, suitable for real-time
systems.

• The compiler also has to know how the middleware provides the services. In our
proposal, the distributed services are provided by means of different methods.
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• In our case, the stubs and skeletons have to be codified according to the RTSJ
profiles.

3.2.4 Static parameters

RT-CORBA and solutions such as (Borg and Wellings., 2003; Basanta Val, 2007) identify
two ways of handling the scheduling and network parameters. In the first way, the client
application or the middleware on the client side defines the parameters that must be used
by the server and the network to execute the invocation. The parameters are sent within the
request so the middleware on the server side is capable of extracting them and setting up
the system to carry out the request. In the second way, the server or the middleware on the
server side gets statically all required parameters, and the requests will be executed with
these values. These ways are known as server-declared and client-propagated respectively.

The proposal assumes that all scheduling and network parameters are known at design
time and do not change until the end of the application execution. This assumption is typ-
ical in Hard Real-Time Systems (HRTS) where all parameters are required at design time
to analyze the timing requirements and the resource usage. Therefore, the clients and the
servers, which form the distributed application, can get the parameters from configuration
files at execution time.

As a consequence, the client does not have to send real-time parameters in the re-
quest (client-propagated) and the server does not have to use generic parameters (server-
declared). Nevertheless, the design and its implementation introduce mechanisms to
propagate real-time parameters from the client to the server and vice versa only like a
verification mechanism.

In addition, the proposal also assumes the all data types to be exchanged between the
nodes in the distributed application is known at design time. With this restriction, the
compiler can use such information to calculate the resource usage (such as: memory and
network usage) and to adapt the middleware data structures and behavior to the resource
requirements.

The number of parameters to be specified depends on the application nature. In order
to manage them two main approaches can be followed. In the first case, the code applica-
tion includes all values, for example: the standard RMI enables the applications to define
the port TCP in the server application. However, if a value has to be changed, the appli-
cation code has to be modified accordingly. An alternative is to group them in specific
configuration files. The latter is the approach selected by the proposed middleware, so
all parameters are given by means of configuration files. As a result, the distributed ap-
plication code is more independent of the execution platform. Changes in the application
configuration do not involve changes in the application code.
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3.2.5 Restrictions on RMI facilities

RMI specification make use of a vast number of facilities or mechanisms. Some of them
have an unpredictable behavior or are not appropriate for DHRTS.

Dynamic Java and Web services

The RMI specification sketches how remote classes can be loaded on demand using Inter-
net protocols such as: HTTP and FTP. However, dynamic class loading is not allowed in
HRTS. For instance, in the HRTJ profile, this feature is forbidden. Besides, the HTTP and
FTP implementation should be certifiable in order to be considered. As a result, neither
our design nor our implementation include any of these features.

Naming service: Registry

Most of the remote invocations middlewares do not require the clients to know at devel-
opment time the address of the remote servers. They rely on a naming service to get
the server address at run-time. In RMI, the naming service is usually called registry. The
server calls the registry to associate a logical name with a remote object. The client search
for the remote object by its name in the registry. In this case, the client obtains a refer-
ence to the remote object. Typically the registry relies itself on RMI, in other words, the
registry is a remote object, and both the client and the server application take the role of
clients. Both use RMI invocations to register a remote object and obtain a reference.

This functionality is appropriate for systems where clients and servers have different
addresses in each execution. Nevertheless, in systems where all addresses are fixed and
known in advance, the registry is not a strong requirement. In our case, where the server
address is known by all clients in advance; spending resources for the registry implemen-
tation is not adequate. Instead, the client is able to read the system configuration and
create appropriate references without having to interact with remote services.

Distributed garbage collector

The RMI specification extends the garbage collector concept and describes a distributed
garbage collector (DGC). The DGC employs a time-out mechanism whereby a remote
reference has associated an expiration time which must be updated periodically. The un-
reachable objects are marked, though the memory is released only when local garbage
collection is done. The DCG consumes resources such as memory, processor, and net-
work. An implementation for HRTS must prove that it does not interfere with the real-
time application. Our proposal does not include a DGC to keep the system predictable.
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Serialization

The Java Remote Method Protocol (JRMP) protocol relies on the Java Object Serializa-
tion to produce the request and the response of a remote invocation. However, the current
implementations include recursion and object-oriented features which make they com-
plex to calculate the worst-case execution time and the memory usage. In the context of
this work, a predictable serialization approach has been developed which is described in
chapter 4. It guarantees an appropriate timing behavior and limits the serialization size
at compilation time. The predictable serialization creates a set of classes at compilation
time which are used to marshal and unmarshal objects at execution time. Such classes are
known as serialization classes.

3.3 Design of RMI-HRT

This section introduces the proposed middleware for hard real time systems describing its
components and how they interact to achieve the main requirements.

3.3.1 Layered Model in RMI-HRT

The design and implementation of RMI-HRT is divided into four layers. Figure 3.4
sketches these layers as well as the interfaces between them.

• The first layer is the application layer where the distributed application is imple-
mented independently of the underlying network protocol. Section 3.5 shows how
to build an application based on RMI-HRT.

• The stub and skeleton layer is in charge of hiding the underlying middleware to
the application. The client application calls methods without knowing where the
objects are held, and the remote object is called on behalf of the client. When
the application has to set up or change any parameter, specially during the system
initialization, the application interacts with the RMI-HRT layer. This layer will be
described in detail in subsection 3.4.3.

• The RMI-HRT layer implements all necessary functions to connect the client ap-
plication with the server application and to handle the remote invocations. It repre-
sents the core of the middleware. However, this layer is independent of the network
protocol. The Ref square in the figure represents the part within the RMI-HRT
that implements all tasks associated with the concept of reference, which will be
described in next subsection.
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Figure 3.4: Layers in RMI-HRT

• The network layer include the network protocols that must be supported by the
middleware. Each network protocol is wrapped in a network module (a square in
the figure).

3.3.2 References in RMI-HRT

In RMI, the concept of Java reference variable is extended to distributed applications as a
remote reference. An application can use references to invoke methods on local objects or
remote references to invoke methods on remote objects. A remote reference contains: an
IP address, a TCP port, an object ID, and other parameters necessary to invoke methods
within a specific remote object. Most parameters refer to where the remote object is lo-
cated, and any remote reference to the same remote object includes the same parameters.
When a client uses a remote reference, the parameters are used to create a new connec-
tion with the server. Despite the fact that the reference contains several parameters, it is
independent of the connection and the client. For this reason, it can be shared by several
clients.

In RMI-HRT, each remote reference to a remote object is associated with all necessary
resources to handle all requests invoked by means of the reference. Figure 3.5 shows that
each reference is also associated with the real-time parameters that must be enforced on
the client (CRTP) as well as on the server (SRTP) and on the network (NRTP).
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In addition, RMI-HRT introduces the concept of reference creation. The reference
creation is the process by which the client and the server interact to allocate resources
to references according to the real-time parameters. It involves the creation of a new
connection and resources such as: threads and memory areas. All references in the system
have to be created before the clients can invoke a remote method. The maximum number
of references that each remote object should support must be specified by the application
too.

This approach allows the application to specify all resource parameters, but once the
resources are reserved, they cannot be changed. Each reference has to deal with their
parameters and their resources until the end of the application. If a client wants to make
different invocations on the same remote object with different parameters, it needs to have
different references.

Since the references represent a client, a server, real-time parameters, threads and
memory areas, they are not generic anymore. They cannot be shared by different clients.
The reference is the basic means to invoke specific methods on a specific remote object
with fixed real-time attributes.

3.3.3 Thread model in RMI-HRT
The model used by RMI contains only one phase where a server always waits for new
connections. As new connections are created, a new thread is started to perform the invo-
cations that arrive through the new connection. The resource allocation and the execution
happen at the same time. According to the RMI specification, the implementations can use
an arbitrary threading mechanism for handling invocations since temporal requirements
are not taken into account. RMI-HRT defines two phases and a specific threading mech-
anism to guarantee a suitable timing behavior, that is compliant with the computational
model and with the rest of the design principles.

A common approach is to include two threads (named Acceptor and Handler) in order
to handle invocations on the server side, as shown in figure 3.6. The Acceptor accepts new
requests. Normally, it involves creating a new connection at both network and middleware
level. It receives new requests and hands them over to the Handler which performs the
concrete method invocation. In some cases, the Handler is created on demand by the
Acceptor. In other cases, the Handler is taken from a thread pool.

With this approach, all new invocations will be received with the same scheduling
parameters, and the first invocation to arrive will be the first invocation to be accepted.
Typically, the Acceptor has the highest priority to avoid priority inversion (new high pri-
ority invocation has to preempt low priority invocation in progress). Nevertheless, this
approach has the disadvantage of preempting a middle priority invocation in process (a
Handler) to accept a new invocation that might have a low priority (though this interfer-
ence has a known bound).

RMI-HRT also relies on two threads: (Listener and Handler). Although they are
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generated and allocated in the initialization phase and they are never eliminated, they
execute in different phases. As shown in figure 3.7, the Listener is in charge of creating
the remote references during initialization phase. This operation involves creating a new
connection and a new Handler. During the initialization phase invocations are neither
produced nor accepted. In the mission phase, the Handler is in charge of accepting and
executing remote invocations with its associated scheduling parameters.

The high-level design allows using a Listener for each remote object or one for all
of them. In the implementation, each remote object has its own Listener with specific
scheduling parameters.

In RMI-HRT design, priority inversion is avoided since middle priority invocations
will not be pre-empted by a low priority invocation. In other words, the Handler with
highest priority will be executed first and without interruptions.

RMI-HRT does not require new threads on the client side to handle the invocations.
The client application thread, which invokes the remote method, executes the code that
sends the request and waits for a response. RMI-HRT also allows asynchronous calls. It
modifies the usual control-flow and allows the client to carry out other tasks while the
server processes the remote call. However, RMI-HRT enables the application to request
this type of operation only when the remote method does not have to return a response
value.

3.3.4 Initialization phase

In the initialization phase all the resources must be created and reserved according to
the parameters that describe the system configuration. Therefore, both the client and
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the server interact to reserve resources such as: connections, threads and memory areas.
Figure 3.8 outlines the tasks carried out during the initialization phase:

1. When the server application starts, the thread that is in charge of carrying out the
initialization (the Server Initializer) is executed to create the objects used by the
server application, among them, the remote objects. When a remote object is cre-
ated and exported, RMI-HRT carries out several tasks:

• The configuration classes and all classes of RMI-HRT (those used by the
server) are loaded into memory (this task is executed only once, when the
first remote object is created). Moreover, the serialization classes are loaded
into immortal memory.

• A specific name must be provided by the Server Initializer to create a remote
object. With this name the RMI-HRT obtains all real-time parameters and the
network parameters associated with the remote object from the configuration.

• RMI-HRT loads the skeleton class into memory. An instance of the skeleton
will be used to invoke the serialization process and the corresponding remote
method.

• With the network parameters, RMI-HRT sets the underlying network protocol
to accept new connections.

• A schedulable object (Listener) is created to receive and handle the reference
creation process started by the clients.

2. On the client side, a Client Initializer creates a schedulable object associated with
a scoped memory, and a remote reference to perform the client application. When
a reference is created a set of tasks is performed:

• The configuration and all classes of RMI-HRT (those used by the client) are
loaded into memory (this task is executed only once, during the first remote
reference creation). Additionally, the serialization classes are loaded into im-
mortal memory.

• RMI-HRT loads the stub and creates an instance (the reference used by the
client application is a reference to a stub).

• With the network parameters, a connection between the server and the client is
set up. After that a few messages are exchanged to establish a link at the RMI-
HRT level where some non-functional parameters are exchanged between the
client and the server.

3. The Listener is in charge of associating the connection with a new schedulable
object (Handler). The Handler will manage all the invocations received through
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Figure 3.8: RMI-HRT Initialization Phase

the connection (reference). The scoped memory used by the Handler is also created
by the Listener.

4. From this moment the resources have been allocated, and the client can now use the
remote reference to invoke remote methods.

3.3.5 Mission phase

In the mission phase, the resources have already been reserved, therefore, the clients carry
out the remote invocations and the server processes them. Figure 3.9 outlines the activities
carried out during the mission phase:

1. On the client side, the remote method invocation calls a stub in a transparent way.
This is achieved by calling a stub’s method which has the same name as the remote
method.

2. The stub does the marshaling of the method arguments to be invoked using the
serialization classes. The request is built by the RMI-HRT layer and the stub layer.
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3. The request is sent through the network. The network protocol sends one or more
messages. This depends on the request size and on the own protocol implemen-
tation. If the request represents an asynchronous invocation the stub returns the
control to the client. Otherwise it waits for the response.

4. On the server side, when a new invocation arrives the Handler that is waiting for
new invocations is activated. It calls the skeleton to extract the arguments from the
request. These arguments are rebuilt using the serialization classes.

5. The skeleton is also responsible for invoking the corresponding method with the
proper arguments.

6. The serialization classes are called by the skeleton to marshal the return value. RMI-
HRT composes the response using a fixed header and the return value. To detect
possible errors, the response is stored in an intermediate buffer before sending the
message.

7. If the invocation is a synchronous invocation, the Handler sends the response to the
client. After that the Handler ends its execution and waits for a new invocation.

8. In a synchronous invocation, the stub calls the serialization classes to obtain the
return value, and returns the control to the client application.

9. The client application recovers the control.
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3.3.6 Detection of timing errors and exception handling

RMI-HRT introduces mechanisms to let the application take actions in case of possible
errors. RMI-HRT manages the exceptions and controls the execution times. When an
exception occurs, a deadline is missed or the execution time is exceeded, RMI-HRT allows
the application to carry out corrective actions or to drive the system to a safe state.

Figure 3.10 shows the interaction between the server application and the RMI-HRT.
If an exception is raised when a remote method is executed on the server, the Handler
sends a response to the client notifying the exception, calls the catchException method,
and resets all internal buffers and variables. At the end of the operation, the Handler is
capable of receiving new requests from the client. However, the server application is able
to remove the remote object and stops the Handler if it considers that it is the best option
for the whole distributed application.

When the Handler misses its deadline or exceeds its maximum execution time (cost
in RTSJ) during the remote method execution, the missDeadline or the missCost method
is called. These methods are a hook where the application can specify a set of actions to
improve the timing behavior. Since RTSJ does not enable the application to stop an active
thread, the Handler continue with the current remote invocation execution until the end.

The catchException method is executed by the Handler, while missDeadline and the
missCost are executed by event handlers associated with the Handler: MissHandler and
OverrunHandler respectively.

On the client side, the exceptions are thrown just like with RMI, therefore, the client
application can catch and handle them. Time-outs are used to detect an anomalous timing
behavior. For example, when an unexpected error occurs and makes the server application
unable to send the response, the timeout unblocks the client to react. The associated
timeout is the end-to-end response time of the invocation as calculated analytically; it
includes the transmission time and the time required to execute the remote invocation on
the server (all in the worst case).

3.3.7 Network interface

Figure 3.11 shows how RMI-HRT isolates the dependent part of the network in network
modules in order to support different network protocols and to make the middleware as
independent of the network as possible. The system configuration is responsible for defin-
ing which module will be used for each remote reference.

RMI-HRT assumes that the network modules wrap real-time network protocols where
the transmission time is bound and can be analyzed. Besides, RMI-HRT also assumes that
network modules have a connection-oriented behavior where the delivery of messages is
guaranteed. Hence, RMI-HRT does not have to take care of functions such as: message
retransmission, congestion avoidance algorithm, etc.
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Figure 3.10: Error recovery mechanism

Figure 3.11: Network modules
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Figure 3.12: Network Interface

A network interface was defined to specify the communications between the RMI-
HRT and the network module. In figure 3.12, we can show five groups of primitives.

1. The first group aims to create connections between the client and the server.

2. RMI-HRT assumes that the host name is associated with the network parameters
(in many private networks the host name is associated with an IP address). Hence,
the network module must supply the RMI-HRT with the host name.

3. The third group introduces the concept of stream which is a source of bytes. In this
case, the streams are an abstraction that allow sending or receiving messages over
a network.

4. The fourth group is in charge of providing a simple mechanism for reading and
writing bytes to a stream.

5. Finally, the last group just includes one primitive to close connections.

RMI-HRT manages these primitives without knowing which network protocol is im-
plemented by the network module. The first three groups of primitives are invoked during
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the initialization phase to create the connections and their associated streams. In the mis-
sion phase, only the primitives such as: read, write, flush, etc. are handled by RMI-HRT
to exchange messages. At the end of the application or when a remote object is removed,
the close primitive is executed to release the connection and its resources.

The createServerHrtSocket and the accept primitives are used by the server to wait
for new connections. The createServerHrtSocket primitive orders the network module to
prepare the system to receive new connections and the accept primitive gives the order
of waiting and accepting new connections. The client has to use the createHrtSocket
primitive to create a connection with the server. Both the createHrtSocket and the accept
primitives require two important parameters: the size of the longest RMI-HRT request and
the size of the longest RMI-HRT response. These values could be used by the network
module to set up internal buffers.

The getOutputStream and the getInputStream primitives obtain an output stream and
input stream from a specific connection. They are used by RMI-HRT on the server side as
well as on the client side. The write and flush primitives work on an output stream, and the
read, the available and the reset primitives work on an input stream. RMI-HRT supposes
that the write primitive does not block the real-time thread and the values are stored in an
internal buffer. By means of the flush primitive RMI-HRT requests the network module to
send the stream over the network. The model requires a predictable flush implementation
with a limited transmission time.

The read primitive obtains a sequence of bytes from an input stream. When the stream
is empty, the real-time thread that makes the call is blocked until the stream has new
values. On the server side, this mechanism is appropriate since the server must wait for
new requests indefinitely. However, the client must wait only a short period of time for
the response. As a consequence, the implementation should enforce specific time-outs.
The available primitive enables the RMI-HRT to know how many bytes are available in
the input stream.

3.3.8 RMI-HRT Wire Protocol
The RMI specification defines a wire protocol known as JRMP which states a standard
format to exchange requests and responses. The protocol is flexible, since it allows wrap-
ping messages within different protocols. For instance, the HTTP protocol can be used
to encapsulate invocations where direct connections are not possible. Besides, JRMP al-
lows multiplexing several connections over one connection. This property increases the
environments where RMI can be applied, but makes the timing analysis harder to esti-
mate. However, the protocol has some features that reduces its flexibility. For example,
JRMP does not allow the exchange of non-functional parameters between the client and
the server. In addition, the protocol was developed taking into account only the TCP/IP
protocol; other network protocol are not considered.

Although some middlewares for Real-Time Systems (RTS) use the JRMP protocol and
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add non-functional parameters like another argument, we propose HRT-JRMP (JRMP for
Hard Real-Time systems), a subset of JRMP adapted to our design where the initialization
and mission phases are clearly defined. Additionally, HRT-JRTMP is independent of the
underlying network protocol.

According to JRMP, the messages are wrapped within the StreamProtocol protocol
when the application requires a simple flow. Therefore, the StreamProtocol is extended
to define the HrtStreamProtocol protocol.

Figure 3.13 visualizes the messages exchanged at the initialization phase to establish a
connection at the RMI-HRT level, in accordance with the HrtStreamProtocol. The client
starts the negotiation sending a message similar to the message used by the StreamProto-
col, the difference is the protocol number. The server must acknowledge the negotiation
by sending a ServerIdentifier. From a general perspective, the ServerIdentifier is equal
to the EndPointIdentifier used by the StreamProtocol; however, the ServerIdentifier only
represents the server host name (the EndPointIdentifier also contains network parame-
ters). The client must answer with a ClientIdentifier, a hash (which is the stub’s interface
hash), and a set of non-functional parameters. With the hash, the server can verify that
client stub corresponds with the remote object skeleton. If they does not correspond, the
server sends a message with an error code and the corresponding exception (SkeletonMis-
matchException). Otherwise, the server must also send the non-functional parameters.

This mechanism allows the client to propagate its requirements and the server to con-
firm or update them. The implementation knows that all parameters are available in spe-
cific files, so the only non-functional parameter required to be sent is the reference name.

Figure 3.14 shows the HrtStreamProtocol during the mission phase. The client can
send a request without having to pass through a initialization phase again. The request is
based on RMI version 1.1. and the number of fields that represents a request was reduced
to three: a value that represents a Call message, a number representing the method to be
invoked (as assigned by rmic-hrt), and the list of zero or more arguments formatted by the
predictable serialization. The ObjectIdentifier was removed because the server does not
have to identify a specific remote object. Each reference, connection and Handler make
reference to the same remote object, so is not necessary to identify a remote object among
many of them. The hash was also removed since it is sent only once at the initialization
phase.

Figure 3.14 reveals that the response has three fields: a value representing a Return-
Data message, a return code with two possibilities either a normal or exceptional return,
and the return value or the exception.

With this new protocol, the rate between data size (in bytes) and the number of bytes
sent over the network at the mission phase was increased by a significant percentage.
This improvement has been achieved because the number of fields required in the mission
phase has been reduced significantly.
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Figure 3.15: Hierarchy of classes in RMI-HRT

3.4 Implementation
Although the prototype has been developed taking RMI Classpath as a reference point,
both implementations have little in common. Moreover, the implementation is totally
compliant with the HRTJ profile and only uses simple code. In other words, most codes
have a sequential structure without unlimited loops and without facilities that introduce
determinism in.

3.4.1 Hierarchy of classes
In order to implement the semantics and the behavior of the remote objects in hard real
time systems, new classes and interfaces were added to the hierarchy of classes in RMI.
Figure 3.15 shows how the RMI classes are extended in order to support hard real-time
remote objects.

In RMI, RemoteObject implements the behavior for the remote objects. It provides
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the remote semantics implementing java.lang.Object methods, such as: hashCode, equals
and toString. The RemoteServer and RemoteStub classes provide a framework for sup-
porting a wide range of remote reference semantics. Therefore these classes are main-
tained and extended in RMI-HRT. The subclasses of RemoteServer, such as UnicastRemo-
teObject, implement the network-dependent logic. For example, the UnicastRemoteOb-
ject class includes methods to export remote objects over a TCP/IP connection. Since
RMI-HRT introduces a different mechanism to select the communication protocol, the
UnicastRemoteObject class is not taken into account.

The HrtRemote interface extends Remote interface to indicate that the remote object
can be invoked in a predictable way. This interface is implemented by HrtRemoteStub and
HrtRemoteServer classes. The HrtRemoteStub class extends RemoteStub and specifies the
stub behavior. The clients have to use the HrtRemoteStub to create each reference. Mean-
while HrtRemoteServer class extends RemoteServer and specifies the server behavior.
UnicastHrtRemoteObject provides leverage for exporting hard real-time remote objects
to make them available to receive incoming calls. The implementation of the remote in-
terface should extend the UnicastHrtRemoteObject class in order to inherit a distributed
real time behavior. As in RMI, the implementation of the remote interface can implement
any number of remote interfaces, extend other remote implementation classes, or define
methods that do not appear in the remote interface (but those methods will not be available
remotely).

3.4.2 Client and Server interface
According to figure 3.4 the client and server interface defines the primitives that the client
and server application must manipulate to model a distributed application. The Java
classes and interfaces that implement such interface are available in two packages: the
javax.realtime.rmihrt package which is focused on the client side and the
javax.realtime.rmihrt.server package which is focused on the server.

The HrtRemote Interface

HrtRemote interface extends Remote interface in order to identify hard real-time remote
objects. Hence, a remote interface must extend directly or indirectly the HrtRemote in-
terface and declare the set of methods that could be invoked from a remote node. The
HrtRemote interface is empty because its objective is just to label the hard real-time re-
mote object.

The HrtRemoteServer Class

HrtRemoteServer is an abstract class that extends RemoteServer and implements the
HrtRemote interface for the server side. This class adds three new methods: catchEx-
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ception, missDeadline and missCost. These methods introduce the possibility that the
server application can react when a failure happens.

The catchException method is executed when an exception is produced in the execu-
tion of a remote method. In the remote interface implementation, the programmer can
redefine the method and get the server to execute a certain procedure.

The missDeadline method is executed when the Handler that executes the remote in-
vocation has missed its deadline. In a similar way, the missCost method is executed when
the Handler has a real execution time longer than the calculated one. The remote object
implementation can redefine this method and establish a certain procedure to control the
temporal behavior.

The UnicastHrtRemoteObject Class

UnicastHrtRemoteObject is a subclass of HrtRemoteServer and provides leverage for cre-
ating, exporting, unexporting and cloning remote objects with non-functional require-
ments.

The UnicastHrtRemoteObject’s constructor creates a remote object and automatically
exports it using a private exportHrtObject method. Hence, the remote interface imple-
mentation can extend this class and export a remote object automatically. The constructor
requires a single argument, a string that represents the remote object name. RMI-HRT
uses this name internally to obtain all parameters associated with the remote object from
the configuration files. The remote object implementation has to define a constructor with
a string as an argument and such string must be passed to UnicastHrtRemoteObject’s con-
structor calling the super sentence. Hence, if the remote object implementation deals with
this constraint, the server application just needs the new sentence.

However, the creation and the exportation can be executed in two steps. In this case,
the remote object implementation can extend the HrtRemoteServer class instead of the
UnicastHrtRemoteObject class. The application must create an instance of remote object
implementation and then export the object by means of the static exportHrtObject method.
The exportHrtObject method needs a string in the same format that the constructor needs.

The ConfigurationException exception is thrown when the remote object name does
not exist in the configuration files or when the specified remote object has already been
created and exported.

During the proper operation of RMI-HRT, it is expected that, once the remote objects
are exported, they are accessible to the clients and remain in that state until the end of the
application. In this context, a unexportHrtObject method would not make sense. In spite
of that, two unexportHrtObject methods are maintained in case the server needs them in
emergency situations (in the assumption that no longer providing the remote service takes
the system to a safe state). The unexportHrtObject method can be general or selective.
The selective method requires identifying a specific reference (by its name) and only the
service for this reference (for a given client) will be deactivated. In the generic case,
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the remote object will not handle more invocations regardless of which client makes the
request. The NoSuchObjectException exception is thrown if such remote object has not
been exported before.

The clone method enables the application to clone a remote object. This method
requires the name of another remote object since in RMI-HRT, cloning a remote object
is equivalent to creating a new remote object. The new parameters are extracted from the
configuration files and a new instance of the remote object is created.

3.4.3 Stub and Skeleton interface
Between the stub and the skeleton layer and the RMI-HRT layer there is an interface
that describes how both layers interact to process a remote invocation. The stub makes
use of the client reference implementation to send a request and receive the response.
The server reference implementation is responsible for calling the skeleton to perform the
remote method. The Java classes and interfaces that implement this interface are in the
javax.realtime.rmihrt.server package.

The HrtRemoteStub Class

The HrtRemoteStub class is the common super-class for the real-time remote object stubs.
It is an abstract class that implements the HrtRemote interface for the client side. Hence,
the stubs provide all remote methods, and the methods defined in the HrtRemoteStub
class.

In RMI-HRT, the client applications create its own remote references with the help
of the static method createRef of the HrtRemoteStub class. A argument is necessary to
represent the reference name. The ConfigurationException exception is thrown when the
reference name does not appear in the configuration files or when such reference has
already been created.

The stubs are created in such a way that they contain important information about the
worst-case maximum request size and the worst-case maximum response size (in bytes)
for each remote method. The getMaxRequest method returns the maximum request size
for all methods defined by the remote interface and the getMaxResponse method returns
the maximum response size. These values are used internally by RMI-HRT to adjust the
size of the internal buffers.

The HrtSkeleton Interface

The HrtSkeleton interface defines the set of primitives that must be provided by the skele-
ton. Figure 3.16 shows how the skeletons implement the HrtSkeleton interface which
defines seven methods. getMaxRequest and getMaxResponse enable RMI-HRT (on the
server side) to know the worst-case maximum request size and the worst-case maximum
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Figure 3.16: The HrtSkeleton interface

response size. The getHash method enables the RMI-HRT to get the hash number which
is used to verify the stub and the skeleton version.

Although the catchException, missDeadline and missCost methods are defined by the
HrtRemoteServer class, they are implemented by the skeleton since it is the intermediary
between the RMI-HRT layer and the application layer. The dispatch method is responsible
for invoking the predictable serialization and the remote method.

The HrtRemoteRef Interface

As figure 3.17 shows, the HrtRemoteRef interface extends the RemoteRef interface and
defines five new methods. The first, createClientReservation is used by the stub’s con-
structor and is responsible for booking all resources associated with the reference.

The getDataOutputStream and getDataInputStream methods are used by the stub to
obtain the input and output streams and make the middleware independent of the network.
These methods are only used after booking the resources with the createClientReservation
method at the initialization phase. The sendHeader and receiveAckHeader method are
used by the stub to create the first part of the request and receive the first part of the
response according to the HRT-JRMP protocol.

The HrtServerRef Interface

The HrtServerRef interface extends the HrtRemoteRef interface instead of the RemoteRef
and represents the server-side handle for a remote object. The interface defines two im-
portant methods associated with the remote object exportation and the reservation of re-
sources for each reference. These methods can be used only in the initialization phase.
In spite of the fact that UnicastHrtRemoteObject gives the application options to export
a remote object, the exportHrtObject method of the reference implementation carries out
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Figure 3.17: Interfaces that define the reference implementation

most of the tasks.
The createServerReservation method allows the reservation of the resources neces-

sary on server side to handle the invocations transmitted by a client through a specific
reference. This method is used by the Listener when a new reference request arrives.

3.4.4 Network Interface

Figure 3.18 outlines all classes and interfaces that implement the network interface com-
mented in section 3.3.7. On the server side, an instance of the RMIHrtServerSocketFac-
tory interface is used by the RMI-HRT in order to obtain a server real-time socket (a class
that implements the ServerHrtSocket interface) for the acceptance of incoming calls from
the clients. On the client side, an instance of the RMIHrtClientSocketFactory interface is
used by the RMI-HRT in order to obtain a real-time socket.

The createServerHrtSocket method creates a real-time server socket according to the
parameters indicated in a ServerHrtSocketParameters subclass, which depends on the
communication protocol. The ServerHrtSocketParameters class is the super-class that
describes the network parameters necessary on the server side to create a real-time server
socket.

The createHrtSocket method creates a real-time socket using the network parameters
specified in a LocalParameters subclass, and in a DestinationParameters subclass. On
the one hand, the LocalParameters class is an abstract class for the representation of the
network parameters on the client side that are needed to create a real-time socket with
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Figure 3.18: Network Interfaces API

a specific server. On the other hand, the DestinationParameters class is the super-class
that describes network parameters on the server side that are required to create a real-
time socket with such server. For example, if the communication protocol were TCP/IP,
the client would need to know four parameters: local IP, local port, destination IP and
destination port. Therefore, the local IP and the local port define the local parameters and
the destination IP and the destination port define the destination parameters.

Although RMI-HRT manages streams that extend the InputStream or the Output-
Stream class, some methods of the InputStream class are not required. Therefore, a net-
work module implementation does not have to implement the following methods: skip,
mark and markSupported.

To summarize, each network module is composed of at least eight classes. Three of
them (subclasses of ServerHrtSocketParameters(1), LocalParameters(2) and Destination-
Parameters(3)) are in charge of specifying the parameters needed to set up connections
between different nodes. A class that implements the ServerHrtSocket(4) is responsible
for enabling the server to accept a new connection, and a class that implements the Hrt-
Socket(5) allows the client to create new connections. An InputStream subclass (6) and
an OutputStream subclass (7) allow sending and receiving messages. Finally, an RMIHrt-
SocketFactory subclass tells the RMI-HRT which network module has to be used.
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UDP / IP Implementation

The main motivation to implement UDP / IP protocol was that some AFDX implemen-
tations are based on such protocol. As a result, a UDP/IP module can be mapped over
AFDX easily. Changing the DatagramSocket implementation and writing a configuration
file, the UDP/IP module can run over AFDX instead of running over Ethernet. Besides, it
can be used during a development phase to run RMI-HRT over standard hardware. More-
over, the main objective of describing the UDP / IP module is to show how new modules
can be added using the RMI-HRT network interface.

Figure 3.19 shows the classes that implement the UDP / IP protocol. Each class name
is formed by the “DS” prefix, where DS means DatagramSocket. The figure contains nine
new classes instead of eight since DSConnection is used by DSServerHrtSocketParame-
ters and DSLocalParameters.

Figure 3.20 helps us to comment the parameters that are controlled by the module
and define the distribution application connections. Each stub and each Handler requires
a DatagramSocket to send and receive messages (DS-cx and DS-hx in the figure). In
addition, internal buffers are adjusted according to the maximum message size and the
maximum number of messages in the stream (Buffer-cx and Buffer-hx). Finally, how
much time the network module must wait for a datagram depends on the time-out pa-
rameters. The stub has to wait for a specific time, but the Handler has to wait until an
invocation arrives (infinite time). The DCConnection class contains all these parameters.

Moreover, each Listener waits for new datagrams using a specific DatagramSocket.
All clients must send the first datagram to such DatagramSocket to set up a connection.
Therefore, DSServerHrtSocketParameters includes the UDP port and the IP address used
by the Listener and an array of DCConnection (one connection for each reference). On
the client side, the DSLocalParameters only contains a DCConnection instance, and the
DSDestinationParameters contain the UDP port and IP address used by the Listener.

The UDP / IP module establishes a simple bidirectional connection between two
nodes. The connection is achieved by means of the interchange of two messages. In
accordance with figure 3.21 a connection is set up when the client sends a datagram to the
server and the server responds with another datagram. Even though the first datagram is
received by the Listener’s DatagramSocket, the second datagram is sent by the Handler’s
DatagramSocket. Since the client and the server know the network parameters, the port
and IP of each datagram are verified. Although the methods to create the connections
are in the DSRMIHrtSocketFactory and DSServerHrtSocket classes, the logic is in the
constructors of the DSHrtSocket class.

The protocol for sending a RMI-HRT message is very simple. It requires sending a
first datagram with the number of datagrams that forms the whole message. After that,
all datagrams are sent. In the simplest case, two datagrams are sent over the network.
This is outlined in figure 3.22. The DSOutputStream and the DSInputStream classes are
in charge of implementing this protocol.
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Figure 3.19: UDP-IP Implementation
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Figure 3.22: Sending a message with UDP/IP module

When the write methods of the DSOutputStream are called, each byte is stored in an
internal buffer. Only when the the flush method is invoked, all stored bytes are fragmented
into several datagrams and sent through the network.

However, when the read methods of the DSInputStream are called and there are no
available bytes, the thread that invoked the method has to wait a specific time for a new
message. On the server side, the time-out represents an infinite time (zero value), but this
does not occur on the client. The read methods execute the private receive method. Its
algorithm is sketched in figure 3.23. First of all, the current time-out is set up with the
original time-out and the initialTime variable stores the time obtained from a real-time
clock. Immediately, the real-time thread is blocked to wait for the first datagram. When
the first datagram arrives, the number of new datagrams is read and the count variable is
reset to zero value. After that, the algorithm gets into a loop to obtain all datagrams. The
loop has two duties: (1) update the current time-out with the original time-out minus the
difference between the current time and the initial time, (2) wait for the next datagram and
increment the count variable. When the loop ends, the count variable should be bigger
than the number of datagrams. While the algorithm is waiting for a datagram, the time-out
can expire. In this situation, a SocketTimeoutException is raised.

3.4.5 The Listener class

The Listener component is defined by means of the Listener class which implements the
Runnable interface. In particular, this class implements the run method that contains the
logic to wait for a new connection request (new reference request). Additionally, it has an
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unexport method to stop the Listener from receiving new requests.
When a new remote object is created by the Server Initializer, a NoHeapRealtimeThread

is instantiated by RMI-HRT in immortal memory in which its runnable object is an in-
stance of the Listener class (the priority is obtained from the configuration files). When
the Server Initializer ends its execution, the Listener takes the control and the run method
is called.

The logic in the run method is described in figure 3.24. The first step is to accept
a new connection, so the Listener is blocked until a client sends a request to the server.
The next step introduces the option of sending and receiving non-functional parameters
according to the new protocol HRT-JRMP. These two steps are in charge of obtaining
a connection at both the network level and the HRT-JRMP level. The next step is to
get a pair of streams to interact with the network protocol at a high level of abstraction.
After having a connection, the schedulable objects and their memory areas are created
and bound with the reference. The Listener can end its mission for two reasons, because
all references for the remote object have already been created or because of the unexport
method. Therefore, if the unexportHrtObject method is invoked by the application during
the initialization phase, the reference creation will be ended.
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3.4.6 The Handler and TriggerHandler classes
The proposal was developed taking into account that the Handler could be implemented
directly by a AsyncEventHandler as Figure 3.25 outlines. According to the RTSJ speci-
fication an AsyncEvent can be bound to an external event (a happening) with the bindTo
method. Besides, the addHandler method adds an AsyncEventHandler to the set of han-
dlers associated with such an event. The figure assumes that the AsyncEvent can be bound
with new upcoming messages. Such functionality depends on the RTSJ implementation
and in our case, the Jamaica implementation does not supply the means to bind an event
with a specific network protocol. Hence, the current implementation introduces a patch
to solve this drawback.

Figure 3.26 shows how the current version of RMI-HRT manages the new calls in the
mission phase. A new component entitled TriggerHandler plays the role of the JVM RTSJ
and fires the event when a new message arrives. The TriggerHandler thread is responsible
for waiting for new RMI-HRT calls and fires the corresponding Handler.

As a consequence, each Handler is associated with a TriggerHandler. Not only does
the Listener have to create a Handler, but it also has to create a TriggerHandler. The
TriggerHandler is a sporadic real-time thread since new RMI-HRT calls can arrive with
different periods of time. Hence, the TriggerHandler class extends the NoHeapReal-
timeThread and its constructor requires several arguments, among them: an instance of
the event, its priority, a minimum inter-arrival time and a deadline.

After firing the Handler, the TriggerHandler has to wait until the end of the Handler.
Otherwise, both schedulable objects would be controlling the same streams in a unpre-
dictable way. The implementation introduces a simple mechanism to synchronize both
components.

The TriggerHandler’s priority can follow two approaches, using a very high priority
or using the same priority as the Handler. The first approach allows TriggerHandler to
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take the control as sooner as possible. Nevertheless, other tasks (other remote invocations)
with high priority can be preempted by the TriggerHandler producing a priority inversion.
The implementation enforces the same priority for both components so new RMI-HRT
calls could be handled as long as there are no other tasks with a higher priority.

In theory, the TriggerHandler should not consume any kind of memory. However,
some network modules consume a little memory during the process of receiving new
messages. For instance, the UPD / IP module uses the JamaicaVM DatagramSocket im-
plementation which consumes 544 bytes to receive a new datagram. For this reason, the
TriggerHandler implementation handles the RTSJ facilities in such a way that all temporal
objects created by the network module are eliminated before receiving a new invocation.

Figure 3.27 shows the functions carried out by the TriggerHandler. First of all, the
thread gets into a scoped memory where the temporal object will be allocated. The main
function is to wait for a new message. Once the network detects a new message the Han-
dler is fired calling the fire method of the event passed in the constructor. Before getting
out of the scoped memory the TriggerHandler has to wait until the remote invocation is
performed. Theses functions are repeated until the end of the application as long as the
application does not invoke the unexportHrtObject method. In this case, TriggerHandler
does not work any more and the new invocation will not be handled. The scoped memory
is created by the TriggerHandler’s constructor and the minimum size should be adjusted
to each network module (544 is enough for UDP / IP module).

The Handler behavior is defined by means of the Handler class, though the Mis-
sHandler and the CostHandler classes define what to do when the Handler misses its
deadline or its cost. All of them implement the Runnable interface. When a new refer-
ence is created by the Listener, the BoundAsyncEventHandler class is instantiated where
the runnable object is an instance of the Handler class. The scheduling and release pa-
rameters for the Handler are formed by several values read from the configuration files
and by two BoundAsyncEventHandler instances whose runnable object is an instance of
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Figure 3.28: TriggerHandler and Handler relationship

the MissHandler and the CostHandler class. The relationship among these classes can be
observed in figure 3.28. The Handler is bound to a new AsyncEvent which is passed to
the TriggerHandler thread.

The main duty of the Handler’s constructor is to allocate a scoped memory area in
immortal memory which will hold all temporal objects created during the remote method
execution. The Handler’s run method contains the logic to manage remote invocation and
is sequentially structured as figure 3.29 sketches it. When the TriggerHandler fires the
event, the Handler takes the control as long as it is the eligible schedulable object with the
highest priority. The first step is getting into the scoped memory and does it in a similar
way as the TriggerHandler. With a few instructions the header of the RMI-HRT call is
analyzed. The argument serialization, the remote method execution and the return value
serialization are carried out by means of the skeleton.

The parameters such as: the header, the arguments and the number that identifies a
specific method are read from the stream. However, the response is assembled inside a
virtual stream for safety. In a proper operation, the virtual stream is mapped to the real
stream. Otherwise, the middleware resets the virtual stream and notification of the error is
given. From the Handler point of view, with a simple flush the RMI-HRT response is sent
to the client. If the response is too big to enter into a message, the response is fragmented
according to the network protocol. The last step consists of waking up the TrigerHandler.

3.4.7 Memory management

A vast number of drawbacks appear when an important application tries to fulfill the mem-
ory model of the RTSJ. For example, when different types of threads interact following
strict memory assignment rules, quite a few invalid references appear. The development
of applications with the memory model of RTSJ is prone to error and requires experi-
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Figure 3.29: Handler algorithm

ence. In addition, subsets of RTSJ introduce more constraints to allow the reduction of
complexity of the virtual machine. For instance, the usage of nested scoped memory is
forbidden, and different schedulable objects cannot share scoped memory areas.

The RMI-HRT implementation was developed taking into account the memory assign-
ment rules defined by RTSJ and the main profiles for HRTS. The implementation creates
all objects during the initialization in immortal memory in order to avoid the allocation
and the release of memory during the mission phase. However, the temporal objects that
must be created on demand during the mission phase are allocated in scoped memory. For
instance, the deserialization needs to allocate new temporal objects in each invocation.

Memory management in the initialization phase

Figure 3.30 shows the main objects inside the immortal memory both on the client side
and on the server side at the end of the initialization phase. The Initializer thread is the
first object that appears in the figure. It makes reference to the immortal memory area, so
that all new objects are allocated in immortal memory.

How many threads the Server Initializer has to create depends on each distributed
application. However, in the figure there is a server thread to consider a generic example.
On the client side, the Client Initializer has to create at least one real-time thread to invoke
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Figure 3.30: Immortal memory at the end of the initialization phase
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remote methods. On both sides, each real-time thread is associated with a private scoped
memory object. The remote object name and the reference name appear in the figure since
they are needed to create the remote object and the remote reference.

When the new command is called by the Initializer to create the first remote object, all
RMI-HRT classes needed on the server side are loaded in memory. Therefore they appear
in the first positions of the immortal memory. Something similar happens on the client
side when the Initializer tries to create a reference.

The parameters that describe the distributed application are set up by means of config-
uration files, so RMI-HRT loads this information and allocates the corresponding objects
in immortal memory. Instances of the stub, the skeleton, the remote object implementa-
tion, the serialization classes, and the Listener also are loaded by the middleware. As a
consequence, all fields initialized by their constructors will make references to objects in
immortal memory.

When a reference is created some elements such as buffers and re-usable objects are
loaded in memory to set up a connection between the client and the server. Additionally,
on the server, a Handler thread is created and associated with the connection and a scoped
memory area.

Memory management in the mission phase

Figure 3.31 shows the components and the memories that interact during the remote
method execution on the client side. RMI-HRT assumes that the client thread enters a
scoped memory (CSM) before invoking a remote method. So all temporary objects are
stored in this memory, and will be removed by the time the client thread takes the ini-
tiative of abandoning that memory. The client is able to make invocation from immortal
memory, it is not a limitation for RMI-HRT. Nevertheless, If the client does it, all tempo-
rary objects will not be removed and this might lead the system to a state of memory leak.
The client application can reuse objects in immortal memory (COI) or create new objects
in both immortal memory (COI) and scoped memory (COS).

The remote invocation request does not consume scoped memory; the header and
the data that represent the argument serialization are stored in a buffer inside immortal
memory (B1). RMI-HRT reuses objects in immortal memory. Although the response
sent by the server is stored in another buffer located in immortal memory (B2), the de-
serialization process rebuilds the return value (ReturnValue) inside the scoped memory
used by the client (CSM). In addition, some network modules need to create temporary
objects (TemporaryObjects) to receive messages (it depends on the protocol and its im-
plementation). As a consequence, the scoped memory has to be big enough to contain
all temporary objects created by the client application, the return value and the objects
created by the network module. If the client wants to maintain the return value or a state
between different releases, it has to use immortal memory (COI).

On the server side, figure 3.32, the TriggerHandler enters a scoped memory (TSM) to
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Figure 3.31: Client memory management during the mission phase

wait for a new request and gets out of the memory when the invocation has been processed
by the Handler. As consequence, all objects created (TemporaryObjects) by the network
module are removed between invocations. This is not necessary if the network module
reuses objects in immortal memory.

The Handler also enters a scoped memory (HSM) each time it is fired by the Trigger-
Handler to handle the new request, and gets out of the memory after sending the response
back. As a result, all temporary objects generated by the deserialization process are stored
in this scoped memory. So the arguments that are passed to the remote method are stored
in this scoped memory. As a consequence, the remote object implementation should be
developed with these features in mind to avoid generating references to those arguments
from objects that are in immortal memory. Otherwise, RTSJ memory assignment rules
will be broken. In addition, the implementation has to avoid entering in a new scoped
memory since the handler is already in one (where the arguments are). In spite of these
constraints, the application is able to create all desirable objects (SOI and SOS). Hence,
the scoped memory has to be big enough to contain all invocation arguments and the ob-
jects created by the remote method execution. The request and the response are kept in
a buffer located in immortal memory (B3, B4). To maintain a state between invocations,
the server application has to reuse objects located in immortal memory (SOI).
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Summary

The proposed memory model contains the following characteristics: i) The schedulable
objects, the memory areas, the buffers, and all necessary objects during the execution
of a remote method are created in immortal memory. ii) The temporary objects (either
generated by the middleware or by the remote method) are created in scoped memory. iii)
The remote method can maintain a state between invocations using immortal memory. iv)
RMI-HRT implementation ensures the memory assignment rules imposed by RTSJ and
its profile for HRTS. v) With this model, it is possible to calculate how much memory is
necessary to invoke a remote method.

3.5 Example: An End-to-End Invocation
This section provides an end-to-end example of how a distributed real-time application
can be developed by means of RMI-HRT and how RMI-HRT works internally. In the
example, the major operations involved in RMI-HRT will be discussed: the definition of
a remote object, the creation and exportation of a remote object, the reference creation,
how a remote method is invoked by the client and how it is handled by the server.

3.5.1 Define a remote object
In order to develop a distributed application with RMI-HRT, it is necessary to define one
or several remote objects. That involves defining remote interfaces, their implementations
and the parameters associated with the remote objects:

1. The remote interface is a Java interface which contains all remote methods that can
be invoked remotely. Such interface must extend HrtRemote interface in order to be
a RMI-HRT remote interface, and each method must throw the RemoteException
exception.

public interface RemoteInterfaceName extends HrtRemote
{
public ruternType remoteMethodName01 (Arguments) throws

RemoteException;

public void remoteMethodName02 (Arguments) throws
RemoteException;

/* since the return type is void, RMI-HRT allows
synchronous or asynchronous invocations.

*/
}
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2. The remote interface implementation is the class that implements the remote inter-
face. The class must extend UnicastHrtRemoteObject or HrtRemoteServer to be a
remote object.

public class RemoteInterfaceNameImpl extends
UnicastHrtRemoteObject / HrtRemoteServer implements
RemoteInterfaceName

{
public RemoteInterfaceNameImpl(String objName) throws

RemoteException {
super(objName);

}
public ruternType remoteMethodName01 (Arguments) throws

RemoteException {
// Code of the remote method.

}
public void remoteMethodName02 (Arguments) throws

RemoteException {
// Code of the remote method.

}
}

3. In RMI HRT the configuration parameters are specified in different files. In such
files, the developer must define how many remote objects and how many references
will be used in the whole distributed application. Each remote object has a name and
must be associated with a set of references. Additionally, the network parameters,
the scheduling and release parameters and the memory requirements must be stated
for each reference.

// Configuration files

"Server1" // Remote object name
30 // Listener priority
2 // Number of references
8192 // Size of the scoped memory

// associated with the Handler

"Ref1" // Reference name
20 // Handler priority
10 // Inter-arrival time
30 // Execution time
100 // Deadline
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...
// Connection for the reference: "Ref1"
// On the server side / on the client side
DSRMIHrtSocketFactory / DSRMIHrtSocketFactory // Network

module
3001 / 4001 // Local port
192.168.10.1 / 192.168.10.2 // Local IP address
4001 / 3001 // Remote port
192.168.10.2 / 192.168.10.1 // Remote IP address
0 / 0 // Maximum message Size (0 -->

// RMI-HRT applies a value
// calculated by rmic-hrt)

1 / 1 // Maximum number of messages in
// the stream

0 / 120 // Time-out (0 = infinite)

3.5.2 Create / Export a remote object
From the server application point of view, creating and exporting a remote object means
obtaining an instance of the remote object implementation during the initialization phase.

// Creating and exporting a remote object
RemoteInterfaceNameImpl ro;
ro = new RemoteInterfaceNameImpl("Server1");

If the remote interface implementation extends the HrtRemoteServer class, the cre-
ation and the exportation can be executed in two steps.

// Creating a remote object
RemoteInterfaceNameImpl ro;
ro = new RemoteInterfaceNameImpl();

// Exporting a remote object
UnicastHrtRemoteObject.exportHrtObject(ro,"Server1");

Figure 3.33 shows a simplified sequence diagram in which the most important classes
interact to create and export a remote object. In the figure, the UnicastHrtRemoteObject’s
constructor exports the object automatically.

The first time that a remote object is created, the RMI-HRT classes and the configu-
ration classes are loaded in immortal memory avoiding dynamic class loading during the
execution phase. Additionally, the serialization classes for each argument or return value
in the remote method are also loaded in memory. RMI-HRT looks for the functional
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and non-functional parameters associated with the remote object within the configura-
tion classes; the remote object name enables RMI-HRT to find out the parameters. The
RMIHrtServerCfg class encapsulates these functions.

UnicastHrtRemoteObject encapsulates an instance of UnicastHrtServerRef class which
groups the logic of several duties linked to the remote object. Although the Unicas-
tHrtRemoteObject’s exportHrtObject method is invoked, the logic is allocated in the Uni-
castHrtServerRef ’s exportHrtObject method in which the skeleton is found and instanti-
ated.

The buffers in the network module are set up according to the network parameters. In
other words, they are calculated according to the maximum message size and the max-
imum number of messages. However, when maximum message size is zero in the sys-
tem configuration, RMI-HRT changes the value for the worst-case maximum request size
or the worst-case maximum response size, calculated by the compiler and stored in the
skeleton. Then, a server real-time socket is created by means of the network interface
(createServerHrtSocket primitive). Finally, a Listener is instantiated and its start method
is invoked.

3.5.3 Create a reference
Before moving to the mission phase and performing the proper functions of the applica-
tion, all references in the distributed systems must be created. In spite of the fact that the
references are controlled by the client application, the creation process involves the client,
the server and the communication means, and starts on the server side when the Listener’s
run method is executed. Such process allows the middleware to assign resources to the
references. To explain the whole process in detail, we will first see the client side and then
we will comment the server side.

On the client side, the process begins when the static createRef method of the
HrtRemoteStub class is invoked by the client application, rather than by the Client Initial-
izer. This can be appreciated in figure 3.34. This method needs the reference name. If it is
the first reference on the client, the RMI-HRT classes that are necessary on the client are
loaded in memory. The client configuration and the serialization classes are also loaded
by specific methods in the RMIHrtClientCfg class. The parameters for the reference are
identified by means of the reference name.

RemoteInterfaceName ref;
ref = (RemoteInterfaceName)HrtRemoteStub.createRef("Ref1");

The createRef method has to return an object that implements the remote interface,
such object is an instance of the stub. Therefore, the stub is located and instantiated to
become the return object. The stub’s constructor is responsible for creating the objects
necessary in the mission phase and interacts with the server. It uses the services of the
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reference in the RMI-HRT layer. In other words, it is in possession of a UnicastHrtRef
instance to have access to the createClientReservation method.

One of the necessary resources is the connection between the client and the server.
The connection has to be established at two levels, at the network and the RMI-HRT
level. Hence, UnicastHrtRef makes use of the network interface to create a connection
with the server according to the network parameters. The RMIHrtClientScoketFactory
implementation (for example: DSRMIHrtSocketFactory) is like a proxy between the RMI-
HRT and the network module for the client, and provides the logic to set up a connection at
the network level. Establishing a connection at the RMI-HRT level involves a HRT-JRMP
protocol implementation. In RMI-HRT, the UnicastHrtRMIConnection class implements
the initialization phase of the protocol in which the non-functional parameters associated
with the reference are exchanged.

The stub also has to manage the output stream and the input stream to send requests
and receive responses. For this reason, the stub incorporates a DataOutputStream and
a DataInputStream. Additionally, as instance of the RMIHrtObjectOutputStream and
RMIHrtObjectInputStream classes are needed to marshal and unmarshal the objects in
a predictable way.

On the server side, the process begins when the remote object is exported by the
Server Initializer. At that time, the Listener is instantiated and its start method is called.
The Listener aims to assign resources to the new references. Figure 3.35 represents a
server sequence diagram for the reference creation. Some classes and some methods
were eliminated for the purpose of simplifying it. As on the client side, the RMI-HRT
layer provides facilities to book all necessary resources. In this case, the createServer-
Reservation method of UnicastHrtServerRef class.

The UnicastHrtServerRef has the server real-time socket created when the remote ob-
ject is exported. So the accept method is called for the acceptance of a new connection.
When the accept method is called, the Listener remains blocked until a new connection
arrives. After having a connection with the client at the network level, the connection
at the RMI-HRT level is created by means of the acceptConnection method. The Uni-
castRMIHrtConnection class implements the HRT-JRMP protocol for the client as well
as for the server. There is a correlation between the acceptConnection method and the
makeConnection method.

In the implementation, the reference name is sent as a non-functional parameter. The
reference name allows RMI-HRT to identify the rest of the parameters from the configura-
tion. After that, the resources such as the schedulable objects and the memory associated
with the reference are created and allocated. Once the TriggerHandler’s start method
is called, the server application is prepared to handle new RMI-HRT calls. Finally, the
Listener repeats the process until all references requested by the clients are created.
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3.5.4 Invoke a remote method

Once in the mission phase, the client application can invoke all the remote methods, of
which it has references with assigned resources.

ref.remoteMethodName01(Arguments);

The client application transparently invokes a stub’s method that has the same name,
see figure 3.36. In accordance with the HRT-JRMP protocol, the request has two parts:
the first is a header that identifies the RMI-HRT call and the second part is formed by a
sequence of bytes that represents each one of the remote method arguments. The RMI-
HRT layer is in charge of modeling the request header, in particular, the sendHeader
method of the UnicastHrtRef writes to the output stream: a value which represents a
RMI-HRT call message and the number that represents one of the remote methods on the
remote object. The argument serialization is carried out by the stub using the predictable
serialization. Once the arguments are in the stream, the stub orders the network module
to send the request by the flush method. Depending on the network protocol one or more
messages will be sent to the server.

The receiveAckHeader method is in charge of waiting for the response. It also ana-
lyzes the response header and is able to determine whether there is a valid response or
not. The stub extracts the return value from the stream. Primitive values such as an Inte-
ger can be read directly from the stream, however the objects are unmarshaled with the
predictable serialization. When the stub is dealing with an asynchronous invocation the
receiveAskHeader method is not called and the stub hands the control over to the client
application.

The system configuration is responsible for setting up synchronous and asynchronous
calls following a static configuration. Nevertheless, the whole application can choose one
of them in both the initialization phase and the mission phase. The RMIHrtServerCfg
class allows the server application to change the invocation mode by means of the se-
tAsynchronous method. In a similar way, the RMIHrtClientCfg class enables the client
application to use synchronous or asynchronous invocations. The dynamic configura-
tion is not trivial because it needs a mechanism to synchronize the client and the server,
both must work in the same mode. For instance, RMI-HRT can be used to achieve the
synchronization. The remote interface can define the setAsynchronous method to move
from synchronous to asynchronous invocations and vice versa. The remote interface im-
plementation must change the invocation mode inside the setAsynchronous method. The
client must invoke such a remote method and change the mode immediately before calling
another remote method.

// In the remote interface.
public void setAsynchronous (boolean x) throws RemoteException;
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Figure 3.36: Invoking a remote method
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// In the remote interface implementation.
public void setAsynchronous (boolean x) throws RemoteException {
RMIHrtServerCfg.setAsynchronous(x);

}

// In the client application
// synchronous invocations
ref.remoteMethodName02(Arguments);
...
RMIHrtClientCfg.setAsynchronous(true);
ref.setAsynchronous(true);
// asynchronous invocations
ref.remoteMethodName02(Arguments);
...

The sequence diagram reveals that the process of sending a request and receiving the
response is fast and simple. It does not require complex algorithms, the implementation
is practically sequential without unbound loops.

3.5.5 Handling a remote method invocation

Once in the mission phase, the TriggerHandler waits for new calls. Figure 3.37 shows
the interaction between the two schedulable objects that manage the invocations (Trigger-
Handler and Handler). In spite of the fact that the TriggerHandler has to wait for a new
invocation, the logic is in the Handler class, to be exact, in the waitForMessage method.

When there is no a new request, the stream associated with the connection is empty.
Hence, if the read method is called, the schedulable object gets blocked until a new re-
quest fills the stream. In this case, the time-out value is zero meaning the time-out does
not expire. Once a request arrives, the TriggerHandler takes the control as long as there
are no other schedulable objects running with higher priority. TriggerHandler fires the
event and waits until the Handler ends the invocation execution. When the event is fired,
the RTSJ-JVM makes the Handler eligible to perform. Notice that the Handler is not able
to preempt the Triggerhandler because they have the same priority and when that occurs
a first in first out approach is followed.

Figure 3.38 shows what occurs when the event is fired. Before obtaining the call
header, the schedulable object gets into a reserved scoped memory; for this reason, the
HandlerMem class appears in the diagram. The first bytes in the stream represent the
header and determine which method has to be called.

The Skeleton is the only element of the RMI-HRT that knows which and how the
arguments and the return value are, for this reason it is in charge of un-marshaling such
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arguments inside the scoped memory. In addition, the skeleton invokes the corresponding
method so that the server application can perform its tasks.

After that, the skeleton starts the serialization operation of the return object. Just at the
end of the whole process, the response is written to the connection. In the face of an error,
the response is changed by a specific error response. If the server is in the synchronous
mode, at the end of the Handler the response is sent to the client. When the Handler
gets out of the scoped memory, all objects created by the serialization and by the server
application (the remote method implementation) are removed. Hence the same scoped
memory can be used to handle new invocations. Finally, the last line of code wakes up
the TriggerHandler.

3.6 Conclusions
This work contributes to the definition of a middleware for HRTS integrating RTSJ and
the standard RMI, and taking into account that main requirements for DHRTS.

The computational model imposes restrictions and sketches facilities to bind the time
in an end-to-end invocation. For instance, the proposal makes use of the linear model
with which it is possible to obtain the worst-case response time for each invocation in
the system. Furthermore, several subsets of RTSJ have been evaluated to deal with safety
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Figure 3.38: Handing a remote method
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critical applications. Since these profiles allow the quantification of CPU execution times,
they were considered to develop the design and the implementation of RMI-HRT.

The design introduces new concepts; for instance, each reference is associated with a
set of resources. The main resources are the connection, the memory and the scheduling
objects. All resources are created in an initialization phase making the remote method
execution more agile and predictable during the mission phase. The design also include
new facilities to monitoring the functional and timing behavior; for example, RMI-HRT
allows the application to react when a deadline has not been met or the execution time is
bigger than the calculated one. Furthermore, the design separates the dependent part of
the network to support several network protocols and makes the RMI-HRT as independent
of the network as possible.

The implementation keeps part of the RMI API to enable the developer to create
distributed applications for HRTS in a similar way as they do with RMI. The memory
management in the whole implementation guarantees a predictable memory usage. The
implementation limits the amount of memory consumed and the worst-case allocation
times of new objects.

In conclusion, RMI-HRT provides facilities for the development of deterministic dis-
tributed real-time applications, where analysis can be applied in order to calculate the
resource usage and the schedulability of the whole system.



Chapter 4

PREDICTABLE SERIALIZATION

4.1 Introduction

Middleware for distributed systems must include means for exchanging data among the
participating nodes. Serialization and deserialization are two fundamental operations for
ensuring a proper transmission of data, regardless of the representation of the primitive
type in the nodes or of the complexity of the objects or data structures to be sent. Serializa-
tion transforms an object into a stream of bytes, according to an standard representation.
Deserialization performs the reverse operation. This stream can be sent by the network,
or stored in a file.

In Java, the RMI wire protocol relies on Java object serialization, which is used to pass
objects between Java virtual machines, either as arguments in a remote method invocation
(from the client to the server) or as a return value (from the server to the client). Never-
theless, the Java serialization is an example of a basic operation that needs to be reviewed
to make Java fully predictable and suitable for DHRTS. Although any Java middleware
for DHRTS must adapt the Java serialization or include an owner serialization operation,
recent works do not specify how a serialization operation must be used in order to obtain
a deterministic behavior.

This chapter addresses the lack of predictability in the Java serialization describing a
new serialization operation targeted at Hard Real-Time Systems (HRTS). The new opera-
tion is entitled predictable serialization since the main objective is to provide a determinis-
tic implementation in timing and space. The memory and CPU usage for the serialization
or deserialization of an object must be statically computable.

Section 2 introduces the standard serialization and its limitations for HRTS. Section
3 gives a brief description of the requirements for a predictable serialization and section
4 introduces the proposal approach to achieve predictability in the serialization. Section
5 provides a functional description of the current implementation, while section 6 shows
how to use it by means of an example. Section 7 is focused on a framework to extend the
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predictable serialization where guidelines are sketched to include new facilities. In the
end, the main conclusions.

4.2 Serialization in Java
The Java serialization translates a given object into a stream of bytes, which can be sent
through a network, stored to a file, or simply manipulated as a stream of data. On the
contrary, deserialization allows building an object from a stream of bytes. The target
object can be as simple as an integer or as complex as a linked structure. The key for
storing and retrieving the objects is representing the state of objects in such a way that the
objects can be rebuilt. Normally, objects refer to other objects; hence, all objects that are
reachable from the object to be stored must also be transformed and retrieved at the same
time to maintain the relationships between them.

The Java object serialization specification defines a specific format to represent ob-
jects in a stream and sketches an algorithm to achieve the serialization. In addition, it
defines the classes and interfaces that must compose the serialization. Each object must
implement the Serializable or the Externalizable interface. When a class implements the
Serializable interface, the serialization enforces the defined format to save and restore all
serializable fields. A serializable class can declare which of its fields are serializable, and
can write and read optional values and objects. When a class implements the Externaliz-
able interface, the serialization hands the control over to the class which must define its
external format and how the state is saved and restored.

Additionally, each object that represents a stream to store the state of the objects must
implement the ObjectOutput or the ObjectInput interface. The ObjectOutput interface
extends the the DataOutput interface and adds new methods to handle requests to write
primitive types and objects to the stream. In a similar way, the ObjectInput interface
extends the DataInput interface and adds new methods to handle requests to read primi-
tive types and objects from the stream. The ObjectOutputStream and ObjectInputStream
classes implement the object serialization. As figure 4.1 shows, they implement the Ob-
jectOutput and the ObjectInput interfaces, and contain a reference to an instance of the
OutputStream or InputStream class respectively.

The ObjectOutputStream includes methods to write primitive types to the stream in
block-data records. However, the main method is writeObject since it translates objects
into a sequence of bytes. The specification describes its algorithm by means of a recur-
sive structure. Something similar happens with the ObjectInputStream class where the
readObject method implements a recursive algorithm to recuperate the objects from a
sequence of bytes.

A common strategy for the writeObject or readObject method implementation is to
methodically search all the object’s fields. If the fields contain primitive types, they are
transformed according to a specific mapping. If the fields make reference to another
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Figure 4.1: Hierarchy of clases and interfaces in the specification

object, the writeObject or readObject are invoked recursively. The process starts from the
fields of the highest serializable super-class to the fields of the class in question. Within
each class, the fields are sorted canonically by the name. The strings, arrays, enun values,
the Class class, and some classes require a specific treatment.

Although the specification comments on neither a threading mechanism nor a memory
management, it is expected that the operation is performed by the thread that makes the
invocation (new threads are not required) and the heap memory and garbage collector
form the memory management.

4.2.1 Limitation for HRTS

The standard approach has a number of drawbacks that prevent it from being used in
HRTS:

• The use of reflection, object-oriented features and recursion make it too complex to
determine the worst-case execution time and the memory usage.

• The serialization operation is based on the dynamic allocation of objects consuming
a considerable amount of memory and CPU in a non-deterministic way.
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• The primitive values are written to the stream without major difficulties, but the
references to other objects are written to the stream invoking recursively the same
method. Binding this recurrence is a complex task and practically impossible when
the objects have linked structures which grow at execution time. Additionally, when
an object refers to another object and such an object either directly or indirectly
refers to the first object, a loop is created. It is necessary to prohibit such loops or
introduce mechanisms to limit them in order to be able to perform static analysis.

• There is no mechanism to bound the length of the strings; according to the typical
process the length is known at runtime. Therefore, it is not possible to calculate
statically the maximum memory and the maximum CPU that the operation will
consume to write each string to the stream.

• There are no mechanisms to bound the maximum array size in advance. Just as
before, when the array size is set at execution time, the Worst-Case Execution Time
(WCET) and memory usage are difficult to determine statically.

• It is not compliant with Real-Time Specification for Java (RTSJ), especially with the
memory model. Current implementations, such as Sun or Classpath do not work on
RTSJ Java Virtual Machine (RTSJ-JVM) implementations; For instance, IllegalAs-
signmentError exceptions occur all the time when simple objects are serialized.
Besides, if RTSJ profiles are enforced, the exceptions and errors are overwhelming.

4.3 Requirements for a predictable serialization

The aim of predictable serialization is to provide an alternative implementation to trans-
late objects into sequence of bytes and rebuild objects from a sequence of bytes in a
predictable way for hard real-time environments. This involves dealing with a list of
requirements:

• RTSJ profile compliant: RTSJ specification is the reference within Java to de-
velop applications with non-functional requirements. In addition, subsets such as
the HRTJ profile are focused on hard real-time applications. Therefore, the model
and the implementation of the predictable serialization must be compliant with the
specification and the profile in order to ensure predictability. Besides, the guidelines
for static analysis techniques must be taken into account.

• Minimize the resource usage: typically, HRTS have limited resources, mainly
when are part of an embedded system. Hence, solutions that reduce the memory
and CPU usage are strongly preferred.



4.4. APPROACH FOR A PREDICTABLE SERIALIZATION 143

• Limit the resource usage: in spite of having low resource usage, it is necessary to
limit the worst-case resource usage. Hence, the proposal must allow the calculation
of the worst-case execution time and the maximum memory required for the object
serialization. This is needed to perform a static analysis of the response time of
the real-time threads and a static analysis of the maximum memory required for the
system execution.

• Stream usage: the Java object serialization does not give information about how
many bytes in the stream are needed to marshal an object since it assumes that there
is always enough memory. Although the algorithm proposed by the specification
can be changed in such a way that it is able to produce a report, the consumption
could only be known after the serialization execution. Nevertheless, the objective
is to know the consumption at compilation time. When the serialization is used to
send and receive messages through the network, such a number is used to determine
the size of the packets that will be transmitted. In middlewares like Remote Method
Invocation - Hard Real-Time (RMI-HRT), this information is required to estimate
beforehand the bandwidth and the worst-case transmission time as well as the end-
to-end response time of the distributed transactions.

• Support an ample set of classes: serializing complex objects in a predictable way
is a hard task. Therefore, the proposal must support, at least, the most common
classes used in hard real-time applications.

• Interoperability: it is common to have an heterogeneous environment where hard
real-time applications operate with non real-time applications. Hence, the proposed
serialization should try to be compliant with the underlying protocol of the Java
object serialization in order to maintain the interoperability.

• Optimize performance: as a secondary objective, the proposed techniques should
achieve an efficient serialization.

4.4 Approach for a predictable serialization
The basic approach to build predictable applications is to run a code as simple as pos-
sible at execution time; a code mainly sequential, without recursion, with bound loops,
and without non-deterministic mechanisms. Following this approach, this work proposes
to remove complex duties of the serialization, performing as much work as possible at
compilation time as well as in an initialization phase.

The predictable serialization forces the compiler to determine which is the sequence
of values that represents the state of an object, and to generate a short and sequential frag-
ment of code which can translate the object into an object representation in a predictable
way.
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Having a generic code to serialize any kind of object leads to a complex algorithm as
the Java serialization has. For this reason, the compiler follows a ”class based” strategy;
it generates a class for serialization and another for deserialization for each serializable
class. Therefore; the same pair of classes are used to marshal and unmarshal any instance
of the same class. These classes are called ”serialization and deserialization classes” or
just “serialization classes”. Our proposal takes advantage of the fact that hard real-time
applications are statically analyzable where all classes that will be used at runtime are
known in advance.

Since the compiler analyzes the classes to know their super-classes, their primitive
types and their references to other objects, it can calculate the maximum object represen-
tation in bytes for each class considering the worst-case.

As it is appreciated in figure 4.2, the whole serialization is carried out in different
intervals of time:

• At compilation time: the compiler takes a set of serializable classes like inputs
and creates all serialization classes. Additionally, it creates a pair of initializers
(”hrts.out.SerClassInitializer and ”hrts.in.SerClassInitializer class) which contain
a list of serialization and deserialization classes.

• At the initialization phase: the application’s initializer uses both initializers in or-
der to load automatically all serialization classes which allocate reusable objects in
immortal memory.

• At the mission phase: the values of an instance are obtained and written to the
stream according to the serialization class created by the compiler. For the deseri-
alization, the instance is recovered reading the values from the stream according to
the deserialization class.

This approach contains advantages for HRTS in comparison with the standard one:

• Without software constraints at compilation time: all constraints applied to real-
time applications disappear when it comes to implementing the compiler; all pro-
gramming languages and, all technologies can be enforced. Reflection, recursive
algorithm, and all facilities that must be avoided at execution time help to analyze
the classes and to generate tailored code.

• Customized code: it provides the application with a customized code to serialize
and deserialize objects. When generic code is used, all scenarios must be considered
including code which is not called in most cases. With this approach, all lines of
code (without counting the exception management) are executed reaching a high
percentage of real coverage.
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• HRTJ profile compliant: when the logic is more straightforward, being compliant
with the HRTJ profile requires less effort.

• Reduce the dynamic memory allocation: since the compiler performs part of the
serialization it is possible to avoid the generation of temporary objects during the
mission phase. In addition, reusable objects are created in the initialization reduc-
ing the need for new objects. Hence, this approach is aligned with the memory
management of the HRTJ profile.

• Estimate the memory usage: measure or estimate the memory usage is more direct.
It is required to measure how many bytes the serialization classes consumes in
memory in the initialization phase and how many bytes are allocated during the
execution.

• Object representation size: knowing the maximum number of bytes that the ob-
ject representation might occupy enables the developer to adjust the resources for
the whole application. For instance, in RMI-HRT, adjusts internal buffers to the
maximum request / response size (which is mainly a concatenation of object repre-
sentations).

• Reduce the CPU usage at runtime: clearly if less operations are performed during
the mission phase, the CPU consumption will be reduced.

• Leading to the WCET analysis: this approach allows removing non-deterministic
operations and defining without ambiguity the worst-case paths in the serialization.
In addition, the same kind of objects are executed with the same serialization classes
so the worst-case input are known in advance. These feature make the WCET
analysis feasible.

This approach also has limitations; for example: the number of serialization classes
might grow if the application needs to marshal a vast number of instances of different
classes. Another example is that the dynamic class loading cannot be used. Nevertheless,
the limitations are not required by the targeted application domain.

4.5 Implementation
The prototype of the proposed serialization was developed by modifying the serialization
implementation as well as modifying the RMI-HRT compiler which is responsible for the
integration of the predictable serialization and RMI-HRT. Since Classpath offers a free
implementation of the Java API specification, we took it as a starting point. However,
our proposal introduces new concepts that were developed from scratch. Additionally,
serialization implementations such as: Classpath or Sun are not compliant with the RTSJ
specification and we are interested in an implementation that fulfills the HRTJ profile.
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4.5.1 Structure of the implementation

Figure 4.3 represents the classes that take part in the predictable serialization operation
and the integration with RMI-HRT. The RMI-HRTC, the RMICObjectOutputSream and
RMICObjectInputSream classes are used in the first part of the predictable serialization.
The stub, the skeleton, the generated classes, and the RMIHrtObjectOutputSream and
RMIHrtObjectInputSream classes are used at execution time.

The rmi-hrtc compiler holds an instance of the RMICObjectOutputSream class and
another of RMICObjectInputSream class. Every time the compiler invokes the writeClass
/ readClass method of the RMICObjectOutputSream / RMICObjectInputSream class with
a specific class as a parameter, the class is analyzed and the corresponding serialization /
deserialization class is created.

The HrtStub and the HrtSkeleton are created directly by the compiler which introduces
references to predictable serialization instead of the standard one. In other words, the stub
and the skeleton use the writeObject and readObject in the generated classes to carry out
the serialization. Finally, the serializable classes use the RMIHrtObjectOutputStream and
RMIHrtObjectInputStream classes which wrap low level functions.

4.5.2 Serialization and deserialization classes

The classes that allow the serialization are grouped in the hrts.out package. In a similar
way, the classes that allow the deserialization are grouped in the hrts.in package. How-
ever, for RMI-HRT, the package name where the remote reference was allocated is added
to the package name. For instance, if the remote reference name is example.remoteRef,
the classes will be placed in the example.hrts.out and example.hrts.in packages.

The class names are formed by the concatenation between “Hrts” and the class name;
for example, if the class name is PackageName.ClassName, the serialization class is
hrts.out.PackageName.HrtsClassName and the corresponding deserialization class is
hrts.in.PackageName.HrtsClassName. However, when the class represents a class of ar-
rays, the name consists of the name of the element type preceded by one or more ‘A’
characters representing the depth of the array nesting; where the name of the element
type is similar to following: boolean - Z, byte - B, char - C, class or interface - Lclass-
name, double - D, float - F, int - I, long - J and short - S. For example, an array of the type
PackageName.ClassName is marshaled by means of the class:
hrts.out.PackageName.HrtsALClassName.

The serialization class is formed mainly by a static writeObject method and similarly,
the deserialization class is formed mainly by a static readObject method:

1 public static void writeObject(RMIHrtObjectOutputStream out,
Object obj) throws IOException
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Figure 4.4: Algorithm to save the state of an instance

2 public static Object readObject(RMIHrtObjectInputStream in)
throws IOException, ClassNotFoundException

The RMIHrtObjectOutputStream and RMIHrtObjectInputStream classes represent the
kind of input and output stream handled by predictable serialization. Since the serializa-
tion and deserialization classes can marshal and unmarshal different instances to different
streams, the specific stream must be passed as an argument. The writeObject method has
two arguments, the output stream and the object to be marshaled. The readObject method
needs the input stream, and returns the rebuilt object.

Figures 4.4 and 4.5 outline the tasks carried out by the writeObject and readObject
methods when the classes represent a standard object. When the classes represent a string
or an array the methods present some modifications. Since the predictable serialization
supports the fields that make reference to the null value, the first function is to verify if
the state of the instance can be represented with the null value which corresponds with
the TC NULL value (the TC values are defined in the specification). On the serialization
side:

• After writing the TC OBJECT to the stream, the class descriptor is written to
the stream. Figure 4.6 shows the standard format to store the state of an object.
TC CLASSDESC values marks the beginning of the descriptor. This value is fol-
lowed by: the class name, a serial version identifier, a set of flags which gives
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Figure 4.5: Algorithm to retrieve the state of an instance

information about the class, and the number of fields defined by the class (with-
out considering the inherited fields). After that, for each field, the type, the name
and the type string (if the field is an object) appear in the class descriptor. How-
ever, the descriptor ends with the super-class descriptor. This chain ends when the
super-class is not serializable, and the end is represented by means of the TC NULL
value.

• After the descriptor, each serializable field is written to the stream. The fields of the
first non serializable super-class appear first and the fields of the class in question
appear at the end. Within each class, the fields are sorted canonically by the name in
accordance with the underlying serialization protocol. All fields are read from the
instance by means of a specific field instance which is created when the serialization
class is loaded in memory.

– The primitive types are written to the stream directly with the generic method
of the RMIHrtObjectOutputStream class.

– However, the objects are written to the stream invoking the writeObject method
of the corresponding class. As a result, a chain of writeObject methods allows
the serialization of complex objects.

On the deserialization side:
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Figure 4.6: Standard format to store the state of an object

• The first byte in the stream enables the system to determine if the instance is null or
if an IOEXception must be thrown.

• Retrieving the descriptor does not require more knowledge than used to create it.
Furthermore, the predictable deserialization uses the descriptor for interoperability
and like a way to verify the information.

• The readObject method allocates a new instance of the class to rebuild the original
object.

• The serializable fields are also read in a proper order:

– As before, the fields are read from the stream with the generic method if they
represent a primitive type.

– Otherwise, the readObject methods of the corresponding deserialization classes
are invoked.

For the arrays, the TC OBJECT value changes for the TC ARRAY value. After the
descriptor the number of elements is represented by an integer. When an array is dese-
rialized the new instance is created by means of the newInstance method of the Array
class. For primitive arrays, each element is written to / read from the stream by a specific
method of the RMIHrtObjectOutputStream / RMIHrtObjectInputStream class. For object
arrays, each element is written to / read from the stream by invoking the writeObject /
readObject method of the corresponding serialization / deserialization class.

Although the strings are represented by an object, the predictable serialization treats
them as a particular object. For instance, the writeObject and readObject methods do
not have to deal with a descriptor. After the TC STRING value the string is trans-
formed according to the UTF-8 format. All strings can be transformed into the stan-
dard format by means of hrts.out.java.lang.HrtsString class and can be retrieved with the
hrts.in.java.lang.HrtsString class.
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4.5.3 Creating the serialization and deserialization classes
The following lines of code defines the API provided by the RMICObjectOutputSream
and RMICObjectInputSream classes:

public class RMICObjectOutputStream implements
ObjectStreamConstants

{
public RMICObjectOutputStream (String sdestination, String

destination, String prefixPackageName, String classpath,
boolean keep) throws IOException

public final int writeClass(Class cl, Object length) throws
IOException

public void useProtocolVersion(int version) throws IOException
public static void setDefaultProtocolVersion(int version)

protected void createSerInitializer() throws IOException
protected void addClass() throws IOException
public void close() throws IOException

protected int writeClassDescriptor(ObjectStreamClass osc,
TabbedWriter ctrl, PrintWriter out) throws IOException

}

public class RMICObjectInputStream implements
ObjectStreamConstants

{
public RMICObjectInputStream(String sdestination, String

destination, String prmi, String classpath, boolean keep)
throws IOException, StreamCorruptedException

public final int readClass(Class cl, Object length) throws
IOException

protected void createSerInitializer() throws IOException
protected void addClass() throws IOException
public void close() throws IOException

protected int readClassDescriptor(ObjectStreamClass osc,
TabbedWriter ctrl, PrintWriter out) throws IOException

}
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The constructors create an RMICObjectOutputStream or an RMICObjectInputStream
instance which will keep a copy of the serializable classes source code in the sdestination
folder as long as the keep parameter contains the true value. The compiled classes are
always placed in the destination folder. The prefixPackageName string forms part of the
package name of the new classes and the classpath string must make reference to the place
where the classes can be found. The constructors call the createSerInitializer method to
create the first part of the initializer classes. Each time a new serialization / deserialization
class is created, it is added to the corresponding initializer. When the application invokes
the close method, the SerInitializer is ended. The useProtocolVersion and setDefaultPro-
tocolVersion methods include the opportunity to add new protocol versions. The current
implementation works with the second version.

The main principles used in the generation of code are found in the writeClass and
readClass methods. They have two parameters, the first makes reference to the class type
to serialize / deserialize. When the class represents a string, the second parameter is an
integer array of one dimension where the first element contains the maximum length of
the string. When the class represents an array of n dimensions, the second parameter
is an integer array of n-1 dimensions which defines the maximum number of elements
for each dimension. Both methods return an integer that represents the maximum object
representation size, in other words, the maximum number of bytes that an instance of the
given class can consume in the stream.

Each serialization / deserialization class is created according to the following algo-
rithm:

1. If the class has been previously created, it only calculates the maximum object
representation size. Arrays and strings require a specific calculation, the rest of the
objects always consume a fixed amount.

2. Initially, some general actions related to class creation are performed: i) The struc-
ture of directories and the class file are created in the file system in accordance with
the serialization class name format. ii) The serialization and deserialization class
contain at the beginning: comments (optional), the package definition, a set of im-
ports, the class definition, some fields and the constructor as well as the first line of
the writeObject / readClass method. Hence, all these lines of code are written to
the file, although some fields and imports depend on the class to be serialized. iii)
Calling the addClass method, the new class is added to the initializer.

3. If the class is the java.lang.String class, writeClass / readClass inserts the logic in
the file to write to / read from the stream the TC STRING value. Additionally, the
logic makes use of the writeUTF / readUTF method of the DataOutputStream /
DataInputStream class. The writeUTF method translates the string into a sequence
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of bytes and the readUTF retrieves the original string. Now the writeClass / read-
Class method jumps to step 6.

4. If the class represents an array, writeClass / readClass inserts the logic in the file to
write / read the TC ARRAY value to / from the stream. After that, the writeClass-
Descriptor / readClassDescriptor method is called to insert some lines of code in
the file that will write / read the descriptor to / from the stream. Such a method
returns the number of bytes that the descriptor consumes. After that, more code is
inserted to write to / read from the stream the array size. Since the compiler is only
able to know the maximum array size, the current size is obtained from the instance
at execution time (only for the writeObject method). In readObject, an array has to
be created to rebuilt the original array. At the end of the writeObject / readObject
method, a loop is generated to write to / read from the stream each element of the
array.

(a) If it is a primitive array, each element is written to / read from the stream using
the DataOutputStream / DataInputStream methods.

(b) If it is an object array, the loop has to invoke the static writeObject / read-
Object method of the corresponding serialization / deserialization class. This
involves calling the writeClass / readClass method recursively to create the
new corresponding serialization / deserialization class and calculate its con-
sumption.

Now the writeClass / readClass method jumps to step 6.

5. When the class represents a regular object, writeClass / readClass inserts the logic
in the file to write / read the TC OBJECT value and the descriptor (by means of the
writeClassDescriptor / readClassDescriptor method).

(a) If the represented class does not implement the HrtSerializable interface, the
NotSerializableException exception is thrown.

(b) All classes from the highest serializable class to the class in question are an-
alyzed to find out all serializable fields. The primitive data types are writ-
ten to / read from the stream using the DataOutputStream / DataInputStream
methods, but each reference to an object is written / read invoking the static
writeObject / readObject method of the corresponding serialization / deserial-
ization class. For each reference, the writeClass / readClass method is called
recursively to create the new serialization / deserialization class and calculate
its consumption. If the field makes reference to an array or a string the maxi-
mum length is obtained from the default constructor (see section 4.5.5) before
calling the writeClass / readClass method. In readObject, a new instance of
the class is created to rebuild the original object.



4.5. IMPLEMENTATION 155

After closing the writeObject / readObject method, a set of static fields of the Field
type is created to make reference to each serializable field.

6. Once the file is closed, the class is compiled and if the keep value is false the source
code is deleted. Finally, after adding the serialization / deserialization class to the
list of created classes with information about the maximum object representation
size, the writeClass / readClass method returns.

The writeClassDescriptor / readClassDescriptor method is called to insert a simple
code capable of writing to / reading from the stream the class descriptor in the serialization
/ deserialization class. Since the class descriptor requires the super-class descriptor, the
writeClassDescriptor / readClassDescriptor method is called recursively.

4.5.4 Serialization of primitive types
The Java serialization specification requires packing the primitive values that are written
to the stream using the ObjectOutputStream methods. This operation is not performed
for each individual primitive type to be serialized. Instead, sequences of primitive types
are packaged together with a header that contains information about the content. In pre-
dictable serialization, the compiler detects when it is necessary to pack a set of primitive
types. In this way, it is possible to reduce CPU and memory usage at runtime. For RMI-
HRT, rmi-hrtc analyzes the parameters that must be sent to the remote object and identifies
at which moment it is necessary to finalize the packing of the values. Therefore, the stub
and the skeleton only have to use the previously calculated header.

The header is formed by two values, the first value is a byte that represents the
TC BLOCKDATA or TC BLOCKDATALONG. The second value represents the size of
the sequence of primitive types (in bytes). When the size is less than 256, the
TC BLOCKDATA value is used and the size is represented by one byte. Otherwise, the
TC BLOCKDATALONG value is used and the size is represented by 4 bytes (an integer).

4.5.5 Mechanism to bound the strings and the arrays
One of the drawbacks in the standard serialization is that there is not a mechanism to
determine the length of the strings or the arrays at compilation time. The predictable
serialization addresses these drawbacks forcing the developer to write information in the
source code. This means that the developer has to state the maximum length of the strings
or the maximum array size.

The predictable serialization assumes that the default constructor of each class initial-
izes its strings and arrays with the maximum size. The application can change the values,
make reference to other instances, and modify the size during the execution as long as
the maximum size is never exceeded. Internally, the predictable serialization uses the
maximum values to calculate the maximum object representation size.
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4.5.6 Serializable classes
The structure of an object can be complex. It is possible to have objects that include ref-
erences to other objects and compose a graph structure with cycles. If there are no limits
to the complexity of these kind of objects, it is not possible to provide a serialization op-
eration in which the execution time can be bounded or with an unreasonably high bound.
For this reason, it has been required to restrict the types of objects that can be serialized
predictably. In the current implementation, it is only possible to deal with objects whose
structure does not change in a dynamic way. In other words, the serializable classes must
have the following features to support the predictable serialization:

• The classes cannot include direct or indirect recursive references. The WCET and
memory consumption must be statically computable. This is difficult or even im-
possible with recursive classes.

• The classes must have a default constructor and all fields of the type string or array
(of any dimension or any type) must be initialized in the default constructor with
the maximum size.

• The classes must implement java.io.HrtSerializable interface which is a simple la-
bel to identify the serializable classes.

4.5.7 Calculating the object representation size
In section 4.5.3, the algorithm to create the serialization / deserialization classes was
sketched. However, how to calculate the stream consumption will be discussed in this
section.

As figure 4.7 shows, an application may need the serialization to save primitive data
types and objects. The primitives are marshaled directly by means of the stream imple-
mentation without using the serialization classes (there are no serialization classes for
primitives). Obviously, the compiler does not have information about these primitives
serialization, so they are not taken into account when the compiler calculates the ob-
ject representation size. In this case, the application is responsible for counting it. As
an example, in RMI-HRT, rmi-hrtc analyzes each remote method to determine the extra
consumption. Nevertheless, the consumption of each primitive data type that is inside a
serializable class is calculated by the predictable serialization (by writeClass or readClas
method).

The strings are translated into a sequence of bytes using the UTF-8 format. Therefore,
each character of the string is encoded in one to four bytes. The US-ASCII characters
need one byte, characters from several alphabets requires two bytes, the rest of the basic
multilingual planes consume three bytes, and other planes of unicode need four bytes.
Since the last option is not considered in the current implementation, the worst-case for
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Figure 4.7: Serializing primitives and objects

each character is three. Moreover, the first two bytes represent the length of the string
after it has been encoded in UTF-8 (in bytes). To calculate the consumption, the compiler
assumes that all characters require 3 bytes and the maximum length of the string is used
(this value is specified as a second parameter of the writeClass / readClass method).
In addition, serialization format consumes one more byte for the representation of the
TC STRING value.

According to the specification the state of an array is formed by the TC ARRAY
byte, the descriptor for the array, the number of elements, and each element. Although
the descriptor size depends on each array, the size of the first three values are calculated
easily and form a header. Depending on the kind of array, the calculation for that last
value involves additional operations. The compiler considers four cases:

• Primitive arrays: each element consumes a fixed and constant value, so the con-
sumption is the sum of the header and the fixed value multiplied by the length of
the array.

• String arrays: each string of the array can have an arbitrary length, so the com-
piler analyzes the default constructor to identify the maximum length. Hence, the
consumption is the sum of the header and the maximum length of each string.

• Array of several dimensions: each element makes reference to another array and so
on. Therefore, recursive techniques are applied to calculate the consumption. The
implementation was thought to support arrays with any number of dimensions and
variable dimensions. Again, the default constructor must contain the worst-case.
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• Object arrays: although each field of the class has to be handled as another object
introducing a new header, descriptor and new fields, the consumption is the sum of
the header and the object representation size multiplied by the length of the array.
The implementation uses recursive techniques.

The maximum representation for each object always consumes the same value, it does
not depend on the length like the arrays and strings. Hence each instance of the same
class has the same maximum consumption and it is calculated adding up the header and
the representation size of each serializable field.

The standard serialization introduces four bytes into the stream, when an instance of
the ObjectOutputStream class is created. Two bytes represent a magic number and the
other two represent the underlying protocol version. Similarly, when an instance of the
ObjectInputStream class is created the four bytes are removed from the stream.

In the predictable serialization, the application should place and remove the magic
and version number before marshaling any object invoking the writeMagicNumberAnd-
Version / readMagicNumberAndVersion method of the RMIHrtObjectOutputStream and
RMIHrtObjectInputStream class. These bytes are not counted by the writeClass and read-
Class method. As a consequence, the four values should be added to the consumption.
However, in RMI-HRT these steps are carried out automatically by the RMI-HRT com-
piler, the stub and the skeleton add this header to the stream.

4.5.8 Memory management

In order to avoid an illegal assignment error and have a suitable memory management, the
predictable serialization forces the application to load all serialization and deserialization
classes in immortal memory. All of their fields are initialized when the classes are loaded
and must be allocated in immortal memory.

Figure 4.8 reveals that the writeObject method, which implements the serialization,
does not allocate memory during its execution. For this reason, the serialization of any
number of instances of the same class does not consume more memory than the previ-
ously allocated in the initialization phase. As a consequence, the writeObject method
can be called from any type of memory. The readObject method, which implements the
deserialization at the mission phase, creates new objects to retrieve the original object.
Hence, the readObject method should be invoked from scoped memory to have the op-
tion of removing the temporary objects. The scoped memory area must have enough
space to allocate the object that the serialization is expected to rebuild. If the applica-
tion always calls the readObject method from immortal memory, the application could
suffer a memory leak. Moreover, the predictable serialization also assumes that the se-
rialization classes are invoked by schedulable objects of the NoHeapRealtimeThread or
BoundAsyncEventHandler type.
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Figure 4.8: Memory management
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4.5.9 The worst-case execution time

The WCET can be determined by analyzing the writeObject and readObject methods of
generated classes. These methods show a sequential structure, without recursion, and
without unbound loops, where the more complex actions are: read an object’s field, cre-
ate an instance, and set a object’s field. Therefore, with a small effort, it is possible to
calculate the WCET.

4.6 Example
This section provides an example of how to create an application with the predictable
serialization. The example shows how to manipulate the RMICObjectOutputStream and
RMICObjectIntputStream classes to create the serialization and deserialization classes for
a specific class. In addition, it shows how to marshal and unmarshal an instance in a
predictable way.

4.6.1 Creating the serialization / deserialization classes

The RMICObjectOutputStream and RMICObjectInputStream classes contain the main
logic for the class generation and can be used easily by any application. For instance:

RMICObjectOutputStream coos = new RMICObjectOutputStream();
RMICObjectInputStream cois = new RMICObjectInputStream();

int consumption1;
int consumption2;
consumption1 = coos.writeClass(AnObject.class, null);
consumption2 = cois.readClass(AnObject.class, null);

// consumption1 should be equal to consumption2

// + 4 for the magic number and the version
int consumption = consumption1 + 4;

coos.close();
cois.close();

The application contains an instance of the RMICObjectOutputStream class and an-
other of the RMICObjectInputStream class. In this case, the default constructor has been
used, so generic parameters are applied (for example, the current directory is used as the
destination directory). After invoking the writeClass and readClass, the serialization and
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deserialization classes (the source code and the compiled classes) are available. The sec-
ond parameter is null since it is only needed for arrays and strings. The application can
use the maximum consumption returned by the writeClass and the readClass methods in
order to adjust the stream implementation. Both methods have to return the same value for
the same class, so comparing the results allows a simple verification. The close method
points to the end of the compilation and gives the order of ending the SerInitializer class.
In the example, the AnObject class contains four different kinds of fields, two primitive (a
integer and a float), a string array and a reference to another object.

public int i = 5;
public float f = 10;
public String [] message = {"It", "is", "an", "example"};
public AnotherObject obj;

The writeObject is formed basically by two parts, the first contains a set of simple
methods to save the class descriptor to the stream. In this case, the class descriptor con-
sumes 160 bytes. The descriptor always has the same values for any instance of the class.
The second part writes to the stream each serializable field of the class in canonical order
by the name. In the example, the maximum consumption is 399 bytes.

1 out.writeByte(115); // TC_OBJECT
2

3 // --------------------------------------------------------------------
4 // Descritor for AnObject
5 out.writeByte(114); // TC_CLASSDESC
6 out.writeUTFtmp("AnObject"); // CLASS NAME
7 out.writeLong(1061738504676581835L); // UID
8 out.writeByte(2); // FLAGS
9 out.writeShort(4); // FIELD COUNT

10 out.writeByte(’F’); // TYPE CODE 0
11 out.writeUTFtmp("f"); // FIELD NAME0
12 out.writeByte(’I’); // TYPE CODE 1
13 out.writeUTFtmp("i"); // FIELD NAME1
14 out.writeByte(’[’); // TYPE CODE 2
15 out.writeUTFtmp("message"); // FIELD NAME2
16 out.writeByte(116); // TC_STRING
17 out.writeUTFtmp("[Ljava/lang/String;"); // TYPE STRING 2
18 out.writeByte(’L’); // TYPE CODE 3
19 out.writeUTFtmp("obj"); // FIELD NAME3
20 out.writeByte(116); // TC_STRING
21 out.writeUTFtmp("LAnotherObject;"); // TYPE STRING 3
22 out.writeByte(120); // TC_ENDBLOCKDATA
23 out.writeByte(TC_NULL);
24 // the class descriptor consumes: 160 bytes
25 // --------------------------------------------------------------------
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26

27 // --------------------------------------------------------------------
28 // writing each serializable field to the stream.
29 out.writeFloat(fField.getFloat(obj));
30 out.writeInt(iField.getInt(obj));
31 hrts.out.ALjava.lang.HrtsString.writeObject(out,messageField.

get(obj));
32 hrts.out.HrtsAnotherObject.writeObject(out,objField.get(obj));
33 // maximum consumption = 399 bytes
34 // --------------------------------------------------------------------

The readObject method also contains two parts. In the first, the descriptor is read
from the stream. At the beginning of the second part, an instance of the class is created to
rebuild the original instance. For that purpose, the newObject method of the RMIHrtO-
bjectInputStream class is called, which requires a reference to the class and another to a
constructor. The newObject method allocates a new object without running the default
constructor on it. Instead, a constructor of the super-class is called. After that, each seri-
alizable primitive is set up by reading from the stream, and each serializable reference is
rebuilt by calling the readObject method of the corresponding serialization class. At the
end of the readObject method, the new instance is returned. As on the serialization side,
the maximum consumption is 399 bytes.

1 // --------------------------------------------------------------------
2 // Descritor for AnObject
3 in.readByte(); // TC_CLASSDESC = 114
4 in.readUTF(); // CLASSDESC NAME = test010.AnObject
5 in.readLong(); // UID = 1061738504676581835L
6 in.readByte (); // FLAGS = 2
7 in.readShort(); // FIELD COUNT = 4
8 in.readByte(); // TYPE CODE 0 = F
9 in.readUTF(); // FIELD NAME = f

10 in.readByte(); // TYPE CODE 1 = I
11 in.readUTF(); // FIELD NAME = i
12 in.readByte(); // TYPE CODE 2 = [
13 in.readUTF(); // FIELD NAME = message
14 in.readByte(); // TC_STRING = 116
15 in.readUTF(); // TYPE STRING = [Ljava/lang/String;
16 in.readByte(); // TYPE CODE 3 = L
17 in.readUTF(); // FIELD NAME = obj
18 in.readByte(); // TC_STRING = 116
19 in.readUTF(); // TYPE STRING = Ltest010/AnotherObject;
20 in.readByte(); // TC_ENDBLOCKDATA = 120
21 in.readByte(); // TC_NULL = 112
22 // the class descriptor consumes: 160 bytes
23 // --------------------------------------------------------------------
24

25 // --------------------------------------------------------------------
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26 // reading each serializable field from the stream and rebuiling the
object.

27

28 Object obj = in.newObject(clazz, cons); // new object
29 in.setFloatField(obj, in.readFloat(), clazz, "f");
30 in.setIntField(obj, in.readInt(), clazz, "i");
31 in.setObjectField(obj,hrts.in.ALjava.lang.HrtsString.readObject(in)

, clazz, "message");
32 in.setObjectField(obj,.hrts.in.HrtsAnotherObject.readObject(in),

clazz, "obj");
33 return obj;
34 // maximum consumption = 399 bytes
35 // --------------------------------------------------------------------

4.6.2 Using the serialization / deserialization classes

Writing objects and primitives to the stream with the serialization class is simple. For
example:

// During the initialization phase in immortal memory.
ByteArrayOutputStream out = new ByteArrayOutputStream(500);
RMIHrtObjectOutputStream output = new RMIHrtObjectOutputStream(

out);
Class.forName("hrts.out.SerClassInitializer").newInstance();
int i = 10;
AnObject obj = new AnObject();
String str = "Hello World";

// During the mission phase
output.writeMagicNumberAndVersion();

// RMIHrtObjectOutputStream does not include the headers for
// a sequence of primitive data types outside a class.
output.writeByte(TC\_BLOCKDATA);
output.writeByte(4);
output.writeInt(i);

hrts.out.HrtsAnObject.writeObject(output, obj);
hrts.out.java.lang.HrtsString.writeObject(output, str);
output.flush();

Like in the standard serialization, an OutputStream is required to store the bytes. In
this case, a ByteArrayOutputStream. An instance of the RMIHrtObjectOutputStream class
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allows the application to invoke the predictable serialization. These objects should be
allocated in immortal memory at the initialization phase. Moreover, an instance of the
hrts.out.SerClassInitializer must be created to load all serialization class into memory.
The application objects can be allocated in immortal memory during the initialization
phase or in scoped memory at the mission phase.

Although, the predictable serialization can be applied at the initialization phase, it is
supposed to be required at the mission phase. The primitives are written to the stream with
the DataOutput’s methods such as: writeInt, writeFloat, etc. However, the objects are
written to the stream invoking the writeObject method of the corresponding serializable
class. The serialization class serializes the instance calling another serialization class for
each field of the graph that represents the object. Although the serialization classes for
the arrays and the strings are different, they also have the writeObject method to translate
an instance into a set of bytes. Retrieving the instances from the stream is also a simple
process:

// During the initialization phase in immortal memory.
ByteArrayInputStream in = new ByteArrayInputStream(out.

toByteArray());
RMIHrtObjectInputStream input = new RMIHrtObjectInputStream(in);
Class.forName(hrts.in.SerClassInitializer).newInstance();
int i;
AnObject obj;
String str;

// During the mission phase
input.readMagicNumberAndVersion();

input.readByte(TC\_BLOCKDATA);
input.readByte(4);
i = input.readInt();

obj = (AnObject)hrts.in.HrtsAnObject.readObject(input);
str = (String)hrts.in.java.lang.HrtsString.readObject(input);

An InputStream with the state of one or several objects is required as the source of
bytes, and an instance of the RMIHrtObjectInputStream allows the application to retrieve
the original objects using the predictable serialization. These objects must also be allo-
cated during the initialization phase, where the deserialization classes and the applica-
tion objects are allocated. The primitives are read from the stream with the DataInput’s
methods such as: readInt, readFloat, etc. As the example shows, the objects are rebuilt
invoking the static readObject method of the corresponding deserialization classes. The
arrays and the strings are also read from the stream with a readObject method.
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4.7 Extensions to the predictable serialization
The standard serialization includes more facilities than the current predictable serializa-
tion. They enable the application to change the standard operation and the underlying
format. The application can simply add more information to the stream or can define the
state of an object and how to rebuild the object from that state. Many of these facilities
could be interesting for HRTS; however, they make the basic operation more complex
and require more resource usage. Additionally, some of them cannot be applied directly
in predictable environments. This section presents a framework to extend the predictable
serialization with optional facilities in a predictable way.

4.7.1 Customized writeObject and readObject
The specification allows the application to customize the serialization operation. The
classes can optionally define the writeObject method to control what information is saved,
or to append additional information to the stream. The class can also include the read-
Object method either to retrieve the information saved by the writeObject method or to
update the state of the object after it has been restored. However, in order to provide a
customized serialization in the predictable serialization some open issues must be dealt
with:

• The compiler needs a mechanism to know the maximum consumption of the cus-
tomized writeObject / readObject method.

• The information written by the writeObject method must be saved between a header
and a tail. The header requires 2 or 5 bytes to refer to the number of bytes saved by
writeObject method, and this number can only be calculated at execution time. The
tail needs only one byte and contains a fixed value.

A possible solution to the first open issue is to force each class which defines the
writeObject / readObject method to include defined constants. In this case, the application
is in charge of calculating the worst-case maximum consumption in such methods and
notifying of it. For example:

private static final int writeObjectConsumption = 20;
private static final int readObjectConsumption = 20;

Now the compiler can look for those constants and calculate the whole object rep-
resentation. The proposal for the second issue is to include internal buffers to build the
headers defined by the specification at runtime. Figure 4.9 outlines how to support the cus-
tomized serialization in the predictable serialization. If the class defines the customized
writeObject method, it must be invoked by the serialization class. Therefore, the compiler
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Figure 4.9: Customer writeObject method

must insert the following code in the new static writeObject method of the serialization
class.

((ClssName)obj).writeObject(virtualOutput);
virtualOutput.writeHeader(out);
virtualOutput.writeValues(out);
out.writeByte(TC_ENDBLOCKDATA);

The virtualOutput represents a virtual stream which must be used to store the bytes
generated by the customized writeObject at execution time and to create the header. The
writeHeader and the writeValues method could include the following code:

public final synchronized void writeHeader(DataOutputStream out)
throws IOException {

if (size > 256 ) {
out.writeByte(TC_BLOCKDATA);
out.writeByte(size);
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} else {
out.writeByte(TC_BLOCKDATALONG);
out.writeInt(size);

}
}
public final synchronized void writeValues(DataOutputStream out)

throws IOException {
out.write(buffer, 0, size);
resetBuffer(); // size = 0;

}

A similar structure is enforced in the deserialization classes. However, the virtual
stream is only needed in the serialization. The customized readObject method and the
static readObject method can read directly from the stream to retrieve the header, the data
and the tail.

In the customized writeObject and readObject methods, the application can do the
following things to achieve a customized predictable serialization:

• Implement any serialization operation, though it should be compliant with the HRTJ
profile and the programming guides for hard real-time application to maintain the
predictable behavior.

• Invoke the default predictable operation by calling the static defaultWriteObject and
defaultReadObject methods of the serialization / deserialization class. The compiler
must create these methods with the default operation.

• Call the methods of the DataOutputStream / DataInputStream class and / or the
static writeObject / readObject method of any serializable / deserializable class to
save a state / to retrieve the object.

The specification also introduces the externalizable classes which implement the Ex-
ternalizable interface. Each externalizable class must save and restore its content by
means of the writeExternal and readExternal methods. Since the similarity between these
methods and the customized writeObject and readObject method, the proposed solution
can be enforced to support the Externalizable interface in the predictable serialization.

4.7.2 The annotateClass and resolveClass methods
According to the specification, the annotateClass method of the ObjectOutputStream is
called after the class descriptor has been written to the stream. It is a hook that allows
the applications to extend the serialization to write extra information about classes to the
stream. The information must be read by the resolveClass method in the corresponding
ObjectInputStream subclass.
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Figure 4.10: annotateClass and resolveClass methods

This facility can be included in the predictable serialization both at compilation level
and at execution level as figure 4.10 shows. These approaches handle different semantics;
at compilation level such methods allow the application to insert code in the serialization
/ deserialization classes. However, at execution level such methods allow the application
to write to / read from the stream extra information.

In the first case, the following methods must be defined in the RMICObjectOutput-
Stream / RMICObjectInputStream class:

protected int annotateClass(ObjectStreamClass osc,
TabbedWriter ctrl, PrintWriter out) throws IOException;

protected int resolveClass(ObjectStreamClass osc, TabbedWriter
ctrl, PrintWriter out) throws IOException;

The algorithm commented in 4.5.3 must be modified in such a way that the writeClass
/ readClass method of the same class calls the annotateClass / resolveClass method to
create each serialization class.

By default these methods are empty since they must be redefined by sub-classes which
extend the compiler’s functionality. The sub-classes must be compliant with the pre-
dictable serialization. The annotateClass method must insert new lines of code in the
descriptor area to write extra information to the stream. In a similar way the resolveClass
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method must insert new lines of code to read the extra information. Both methods must
return the maximum consumption to allow the compiler to calculate the whole object
representation size.

In the second approach, the methods must be defined in RMIHrtObjectOutputStream
and RMIHrtObjectInputStream and redefined in subclasses, both of which are called at
execution time. In this case, the compiler must include in the serialization / deserialization
classes calls to the following methods:

protected void annotateClass(Class cl) throws IOException;
protected void resolveClass(Class cl) throws IOException;

Following the solution proposed in the previous section, the application must re-
port the maximum consumption by redefining the following constants of the RMIHrtOb-
jectOutputStream and RMIHrtObjectInputStream classes.

private static int annotateClassConsumption = 0;
private static int resolveClassConsumption = 0;

The developer must calculate the wort case maximum consumption although it may be
very pessimistic because such methods are generic and are enforced on each serializable
class.

4.7.3 Interfaces
The fields defined by means of an interface introduce non-determinism since the reference
variables can make reference to different interface implementations during the application
life. The compiler cannot create a serialization class for an interface, it needs to know
all possible implementations. To allow the polymorphism it is necessary to include a
mechanism to know all interface implementations at compilation time. A suitable solution
could be to define an array of the Class type where each element describes one of the
implementations. Each serializable class should have such an array for each field defined
by an interface. The array would have the following form:

private static final Class [] fieldNameListOfImplementations =
{Impl_1.class, Impl_2.class, ... , Impl_n.class};

With these fields, the compiler can create a serialization class for each implementa-
tion and a specific serialization interface. Figure 4.11 represents this approach where the
serialization interface contains the logic to discover the current interface implementation
and hand the control over to the corresponding serialization class. Additionally, to obtain
the maximum consumption, the compiler should calculate the worst-case consumption
for each interface implementation and consider the worst case.
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Figure 4.11: Interfaces

4.7.4 Substitutions
The standard serialization allows the substitutions of objects to be serialized or deseri-
alized by means of two mechanisms; one is implemented by the class of the object and
the second by the subclasses of the ObjectOutputStream and ObjectInputStream classes.
Both mechanisms involve different challenges and will be discussed separately.

Substitutions in each class

In the first case, according to the specification, the following methods can be defined in
each serializable class. The writeReplace method enables the class to nominate its own
replacement before an instance is written. The readResolve method enables the class to
replace the object read from the stream before it is returned to the caller.

ANY-ACCESS-MODIFIER Object writeReplace() throws
ObjectStreamException;

ANY-ACCESS-MODIFIER Object readResolve() throws
ObjectStreamException;

These methods return an object of the Object type since they pretend to be generic and
represent any kind of object. As a consequence, from the compiler point of view, there
is no information about the class that will be returned at execution time. The compiler
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Figure 4.12: writeReplace method

cannot find out the return type and does not know how to marshal the substitute object. A
way to bound this is to change the methods in such a way that the return object refers to a
specific return type.

ANY-ACCESS-MODIFIER ANY-SPECIFIC-CLASS writeReplace() throws
ObjectStreamException;
ANY-ACCESS-MODIFIER ANY-SPECIFIC-CLASS readResolve() throws
ObjectStreamException;

Figure 4.12 sketches the writeReplace method in the predictable serialization which is
invoked by the serialization class. The substitute object is marshaled by means of another
serialization class which must be created by the compiler. The code for the writeReplace
method should be as follows:

hrts.out.HrtsANY-SPECIFIC-CLASS.writeObject(out,
((ClssName)obj).writeReplace());

Figure 4.13 shows that the readResolve method is implemented directly without the
need of new deserialization classes. The original object is retrieved from the stream and
the substitute object is handed over to the application or another deserialization class.

Extra mechanisms to calculate the maximum consumption are not needed since the
consumption is calculated when the new serialization class is created.
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Figure 4.13: readResolve method

Substitutions for all classes

In the second mechanism, an ObjectOutputStream subclass can implement the replaceOb-
ject method to substitute the object to be serialized. Once the enableReplaceObject
method is called the replaceObject method is performed for each object to be serialized.
On the deserialization side, an ObjectInputStream subclass can implement the resolveOb-
ject method to substitute one object for another during the deserialization.

protected Object replaceObject(Object obj) throws IOException;
protected Object resolveObject(Object obj) throws IOException

A global substitution can be added to the predictable serialization both at compilation
level and at execution level with different semantics. Figure 4.14 outlines both cases. At
compilation level these methods are not an object substitution but rather a hook used by
developers to extend the predictable serialization and create their own serialization classes
for a specific set of classes. However, at execution level these methods allow the object
substitution.

Subclasses of the RMICObjectOutputStream / RMICObjectInputStream class must re-
define the following replaceObject and resolveObject methods to personalize a serializa-
tion class (the enableReplaceObject method must be called). In this case both methods
return an integer (instead of an object) representing the maximum consumption.

protected int replaceObject(ObjectStreamClass osc,
TabbedWriter ctrl,
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Figure 4.14: Replacement
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PrintWriter out) throws IOException;
protected int resolveObject(ObjectStreamClass osc,

TabbedWriter ctrl,
PrintWriter out) throws IOException;
protected boolean enableReplaceObject(boolean enable) throws

SecurityException

At execution level, the replaceObject and the resolveObject method could be im-
plemented in the RMIHrtObjectOutputStream and RMIHrtObjectInputStream subclasses,
and could be invoked by the serializable classes as the figure shows (option A). Never-
theless, it requires, for example, reflexion techniques to find out the type of the return
object.

The proposed alternative is option B where the responsibility of marshaling the substi-
tute object is move to the developer who is in charge of implementing the replaceObject
and the resolveObject methods. The implementation has to decide the substitute object
and which serialization class should be invoked. In addition, the solution proposed for the
interfaces also must be applied to allow the compiler to create all the needed serialization
classes.

4.7.5 Handles and reference loops

According to the standard serialization when the algorithm tries to marshal an instance
that has already been marshaled, the serialization must send a handle instead of the same
sequence of bytes reducing the amount of information to transmit. In addition, the use of
handle addresses the problem of infinite loops generated by having recursive references
among classes. However whether an object has been marshaled or not, can be determined
only at runtime and not before. At compilation time it is possible to determine the type
of the field to be marshaled. Having two fields of the same class does not involve making
reference to the same object. Hence, the use of a handle requires a generic mechanism in
runtime to control the instances.

With a table of instances and handles the implementation can control the serialized
instances. Before starting the serialization operation, the table has to be consulted. If the
instance exists in the table, the instance has already been serialized and the corresponding
handle has to be written to the stream. Otherwise, a handle must be assigned to the
instance and both must be stored in the table. At the end of each serialization operation
the table must be cleared. On the deserialization side, a similar table is required; a handle
must be created for each restored object, and the object and its handle must be stored in
the table. When a handle is received, the table is read to obtain the corresponding object.
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4.8 Conclusions
This chapter introduces a new serialization operation targeted at hard real-time applica-
tions in order to improve the deterministic behavior of the current specification. The
standard serialization is based on the object analysis at execution time. However, our
proposal analyzes each serializable class and each referred class at compilation time to
forecast the serializable information at execution time.

This approach introduces constraints on the serializable classes, but it is able to bound
and calculate the memory and CPU usage at runtime. It takes advantage of the static
knowledge of the classes to be used. Additionally, the predictable serialization operation
allows the quantification of the stream consumption. In distributed hard real-time appli-
cations, the stream consumption is required to determine the necessary bandwidth and the
response time of the whole distributed system. Furthermore, the prototype relies on the
HRTJ profile and it includes a suitable memory management.

There are pending tasks to perform in the future in order to implement new facili-
ties. Nevertheless, it involves relaxing the constraints and exchanging functionality for
predictability.
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Chapter 5

VALIDATION

5.1 Introduction
In order to determine the suitability of RMI-HRT for the development of DHRTS, it is
necessary to carry out a validation process which collects evidence to prove that the spec-
ified requirements are fulfilled. In software engineering, this process is applied during or
at the end of the development process and allows estimation of the performance and the
quality of the proposed solution. Furthermore, during the development the results repre-
sent feedback to adjust or improve the model and its implementation. Only after several
iterations, the implementation can be considered mature and could be applied in a real
scenario.

Although the computational model and the prototype were designed to be compliant
with the stated functional and non-functional requirements, it is compulsory to measure
the fulfillment of them. This involves, among other things, analyzing the requirements and
the implementation, defining a execution platform, and developing measuring utilities and
test-cases.

Therefore, this chapter is focused on showing the results obtained with Remote Method
Invocation - Hard Real-Time (RMI-HRT) including the predictable serialization. First, the
main requirements are reviewed. After that, the methodology followed is presented. Sec-
tions 4, 5 and 6 introduce the results according to three important resources: the memory,
the CPU, and the network. At the end, some conclusions.

5.2 Requirements to validate
Section 2.4.2, introduces the main requirements for distributed and high integrity systems.
They represent the inputs for the validation process. Table 5.1 lists them giving a brief
description. Most of them are associated with a specific shared resource (CPU, Memory,
and Network). In addition, the table defines the traceability between requirements and
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the proposed design; and between requirements and resources with the kind of analysis
needed for them. The last column represents the level of fulfillment that our proposal
achieves. These values will be discussed at the end of this chapter.

Given the wide range of requirements, not all of them can be treated in the same
way. Some can be verified reviewing the documentation or by means of code inspection.
Others require the execution of specific tests on appropriate targets. Nevertheless, all
of them were validated; in some cases specific analysis were performed. Hereafter, this
chapter is focused on validating the proper behavior of the middleware implementation
and its compiler with respect to:

• Functional behavior: the first objective in an software implementation is to ful-
fill its intended purpose. From a functional point of view, the middleware must
provide the application with distributed facilities without failures. The application
must be able to properly invoke methods on remote nodes without considering the
underlying protocols. It is necessary to prove that the middleware fulfill its duties.

• Memory: the main goal is to measure the total memory usage and check the ab-
sence of memory leaks. In a distributed application the total memory usage is the
end-to-end consumption. In RMI-HRT, it is the consumption during the initial-
ization phase, when the remote objects and their references are created, and the
consumption to invoke remote methods during the mission phase.

Although most objects are created at the beginning and are handled during the invo-
cations, specific objects are allocated and released during operations such as: trans-
mission, reception, serialization and deserialization (in the mission phase). It has to
validate that these objects are created and destroyed inside a specific scoped mem-
ory in a suitable way. The remote method implementation can also create objects
dynamically. However, the developer cannot release this memory. The middleware
is in charge of carrying out such an operation. During the validation this operation
has to be checked.

The results may vary depending on the type of arguments. The type determines not
only the number of bytes to be exchanged but also requires a different treatment
which impacts on the outcome.

Internally, the network module contains buffers for the stream implementation.
Such buffers are created in immortal memory during the initialization phase taking
into account the compiler result (the worst-case message size). Hence, a mistake in
the compiler might cause a buffer overflow. The absence of these kinds of errors
should be verified.

• CPU: the distributed schedulability analysis guarantees the whole system is schedu-
lable. In other words, all deadlines are met considering the worst scenario. Never-
theless, these analysis have a drawback, they are too complex to enforce since they
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Table 5.1: Main requirements for DHRTS
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rely on the accuracy of the Worst-Case Execution Time (WCET) analysis. WCET
analysis is complicated to achieve by the presence of architectural features, caches,
branch prediction, instruction pipelines, interruptions, etc. There are complex tools
like RAPITIME (Rapitime, 2009) for this purpose which instrumentalize the code
to obtain tight WCET bounds, but they are not open source. Besides, they are fo-
cused on Ada, C o C++, but there is not any version for Java. Hence, the goal is
limited to ensure that the execution is efficient and constant. This work tries to
measure the end-to-end response time and measure the time necessary to execute
the main modules: serialization, deserialization, transmission and reception.

• Network: one of the prime features included in our compiler is the ability to calcu-
late the worst-case message size for each remote method. Knowing the frequency
of invocations and the underlying protocol, which depend on the application, the
needed bandwidth can be calculated at compilation time. Hence, it has to prove
that the estimations calculated at compilation time are reliable.

5.3 Validation Methodology
Validation methodology is based on a large repetition of remote invocations over the same
and different nodes and measurements of the following resources:

• Memory: taking measures of memory usage of different RMI-HRT classes for each
remote method invocation and checking that no exceptions due to lack of memory
are raised (see section 5.3.2).

• CPU: RMI-HRT has been instrumented to estimate the elapsed time between dif-
ferent points in the code. Only simple methods were added in order to minimize
the interferences. Besides, the scheduling parameters have been adjusted to prevent
the middleware from being preempted by other threads (see next section).

• Network: during an invocation, every time a message is sent or received the number
of bytes is stored to be compared with the compiler results (see next section).

An off-line approach has been applied to reduce the overhead in the executions. The
results are stored in memory during the execution and in files at the end. Finally, the
outputs are processed by means of bash scripts and compared with other executions.

5.3.1 Execution platform
The results depend on the application as well as the execution platform which includes
the Java virtual machine, the operating system and the underlying hardware. In our case,
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Figure 5.1: Execution platform

Table 5.2: Features of each computer

the distributed system runs over two different computers connected by a Ethernet switch.
Figure 5.1 represents the execution platform and table 5.2 outlines the main features of
each computer.

The selection of the JamaicaVM was motivated by its high quality and its support
to the RTSJ. Jamaica provides a stand-alone version of the Jamaica virtual machine (ja-
maicavm) that can execute Java applications. However, according to the Jamaica docu-
mentation, the performance of the execution of applications following this approach is
very poor. Instead, the Jamaica builder must be used to achieve better performance and
reliable execution. It allows the Java application to be linked with the virtual machine
code into a standalone executable. This work takes advantage of this feature since it al-
lows controlling the resources assigned to the application and performing a number of
code optimizations. For instance, the number of threads, heap size, stack sizes and other
parameters can be specified.

The use of just-in-time compilation technologies was also discarded, as the initial
compilation introduces unpredictable latencies, precluding the fulfilment of timing con-
straints. A static compilation approach is followed instead, where all methods and classes
are selectively compiled generating a C-code as an intermediary target code. Then the
Jamaica builder packages the C-code together with the Jamaica runtime system into a
stand-alone executable which is run on the target system. This process is shown in fig-
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Figure 5.2: Jamaica builder process

ure 5.2. The following list represents the main Jamaica builder options that were applied
during the validation process:

• Static linking of all Java classes: all classes required by the application are loaded
before starting its execution. In this way, there is no dynamic class loading.

• Smart linking and compaction: it reduces the code size and heap memory.

• Compile: this option enables static compilation. All methods of the application are
compiled into native code causing a significant speedup at runtime.

• Optimize (speed): it enables specific optimization choices for the C compiler.

• Memory and threads configuration: several options were used to carry out proper
memory and thread optimization (for instance: heapSize, javaStackSize, nativeS-
tackSize, immortalMemorySize, scopedMemorySize, numThreads, finalizerPri, etc.)

• strictRTSJ: it forces the use of a strict RTSJ implementation which requires checks
at runtime.

During a long period of time we were working with QNX 6.3.2, an RTOS. We chose
this operating system because it is one of the most important RTOS in the market and the
Jamaica builder can generate a stand-alone executable for QNX. Finally, Ubuntu was the
chosen operating system to run on both nodes because in QNX the timing resolution is up
to 1 millisecond and we needed to measure microseconds (supported in Ubuntu).
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Ubuntu installs a general-purpose kernel by default which is powerful but it is not
appropriate for Real-time Systems (RTS). Nevertheless, the Ubuntu community is making
a great effort to support an adapted kernel for RTS. It includes, among other features, a
preemptible scheduler, priority inheritance protocol, high-resolution timers, etc. In our
platform, the desktop computer runs Ubuntu 7.10 with the 2.6.22-14-rt kernel and the
laptop computer runs Ubuntu 8.04 with the kernel 2.6.24-17-rt (in both nodes there is an
Intel CPU).

Measuring the response time for a thread is not a simple activity; there has to be
appropriate scheduling to avoid that the rest of the processes or threads running in the
system interfere with the result. Hence, to minimize the inaccuracy in the response time,
the middleware runs with the higher priority over the whole platform. In addition, a
C module was created to guarantee that the mapping between a Jamaica priority and an
operating system priority (POSIX priority) assigned the highest priority to the application.
As a result, both the client and the server application invoke a C module by means of the
Java native interface in the initialization phase.

Ubuntu launches many services which involve daemons running in the background.
To avoid that these services interfere with the application execution, all non-essential
services and the desktop environment are stopped before launching the distributed appli-
cation.

As it was mentioned in section 3.4.4, AFDX protocol can be easily mapped over UDP
/ IP protocol. For this reason, the execution platform is based on the UDP / IP protocol.

5.3.2 Facilities in RMI-HRT to measure the performance
A middleware, as we proposed, should include mechanisms or tools in order to verify the
time constraints and resource requirements of both the middleware, as well as the whole
application. Normally, these facilities help programmers to implement and debug appli-
cations since they provide information about how many resources the whole application
needs, and whether the requirements are met.

RMI-HRT includes a layer of code to measure the memory usage, the response times
and the network usage at different execution points. The client or the server application
can activate or deactivate dynamically such a layer by means of a defined interface. It
should be used during or at the end of the development process and it should be disabled
in an operational mode since is not part of middleware itself.

On the server side

The remote objects and the references are created during the initialization phase, so the
middleware calculates how much memory and time is consumed for the creation of each
remote object. Only the heap and immortal memory are considered since the scoped
memory is not used during the initialization phase. Additionally, the memory and the
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Figure 5.3: Measurements on the server side

response times are also calculated for each reference associated with the new remote
object.

During the mission phase, many values are measured by each remote invocation. Fig-
ure 5.3 shows graphically most of them. There are four groups of values for each remote
invocation related to the method identifier, memory usage, network usage, and the re-
sponse times:

• Method identifier: it is formed by one number, which represents the invoked method
and is assigned by the compiler.

• Memory usage: the heap, immortal and scoped memory usage is measured at dif-
ferent execution points:

– RMI-HRT request reception (11-1): although the Trigger is in charge of wait-
ing for the request, the network module contains the logic to receive the RMI-
HRT request.

– Deserialization (3-4): the predictable deserialization rebuilds the remote method
arguments in the Handler’s scoped memory.

– Remote method execution (4-5): the remote method implementation can also
allocate temporal objects in the Handler’s scoped memory during its execu-
tion.
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– Serialization (5-6): the predictable serialization should marshal the return
value without allocating new objects.

– RMI-HRT response transmission (7-8): the Handler manages the network
interface to send the response to the client.

– Handler memory (2-9): all temporal objects created by the middleware (in-
cluding serialization / deserialization and the transmission) and by the remote
method implementation are allocated in the Handler scoped memory. This
result should be taken into account to set up the system configuration.

– Trigger memory (11-10): since the reception of the request is handled by
the Trigger and not the Handler, the temporal objects created by the network
module (the reception part) are allocated in a scoped memory that belongs to
the Trigger. Knowing the maximum consumption allows the application to
adjust the system to an optimal value.

• Network usage: it reports the request and response size in bytes for each invocation.
The developer can use these values to check that they are smaller than the values
reported by the compiler.

• Response times: it represents the timing behavior of the middleware, so it can be
used by the application to determine if the results are suitable for its duties. The
time between the reception of an RMI-HRT request and the Trigger returning to the
wait mode was divided into seven time periods:

– T1 - Start time: it is the time between the reception of a new RMI-HRT request
and the calling of the predictable deserialization. Once there is a new request,
the Trigger has to fire the Handler in order to handle the invocation. When
the Handler is the schedulable object with higher priority, the scheduler will
hand the control over to the Handler. The time spent by this mechanism is
represented by the T1 value.

– T2 - Deserialization: it represents the time consumed by the predictable de-
serialization to retrieve the remote method arguments. The sum of T1 and T2
represents the time between the Trigger being activated and the corresponding
method starting its execution.

– T3 - Remote method execution: it is the time consumed by the remote method
implementation and depends on the application.

– T4 - Serialization: it is the time used to marshal the return value with the
predictable serialization.

– T5 - Response: after the return value has been marshaled, the middleware
spends some microseconds to shape the response.



186 CHAPTER 5. VALIDATION

– T6 - RMI-HRT response transmission: this value represents the time required
for sending the response. Depending on the response size, the network module
needs more or less packages to send the response to the client. The sum of T4,
T5 and T6 illustrates how much time the server needs to transmit the return
value.

– T7 - Activating the service: once the response is sent to the client, the middle-
ware, among other things, has to delete the temporal object, reset the internal
buffer, and wake up the Trigger to wait for a new request.

– T - Total: this values is the sum of the previous ones and reflects the response
time required by the server in order to handle a remote invocation.

On the client side

On the client side, remote references are created during the initialization by the Client Ini-
tializer. RMI-HRT measures how much memory and time is consumed by the reference
creation.

During the mission phase, RMI-HRT determines the memory and the network usage,
and the response time for each remote invocation. As on the server side there are four
groups of values for each invocation (see figure 5.4):

• Method identifier: it is the remote method number assigned by the compiler.

• Memory usage: all kinds of memory are measured at different execution points:

– Serialization (2-3): the predictable serialization is invoked to marshal the re-
mote method arguments.

– RMI-HRT request transmission (4-5): the network module has to send the
request to the server.

– RMI-HRT response reception (6-7): the network module contains the logic
to receive the RMI-HRT response. Additionally it has to manage a timeout to
react in the case of problems.

– Deserialization (8-9): the predictable deserialization enables the RMI-HRT to
rebuild the return value.

– Client’s memory (1-9): all temporal objects created by the middleware (in-
cluding serialization, deserialization, transmission and reception) are allocated
in the active memory area of the schedulable object that invokes the remote
method. The client application needs to know this value to adjust the memory
size.

• Network usage: as on the server side the request and the response size are mea-
sured.
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Figure 5.4: Measurements on the client side
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• Response times: finally, the time spent by the client is divided in the following time
periods:

– T1 - Start time: it is the time between the client invoking the method and the
predictable serialization being called.

– T2 - Serialization: it is the time consumed by the predictable deserialization
to marshal all arguments of the remote method.

– T3 - Creating an RMI-HRT request: the middleware spends some microsec-
onds to create the request with the appropriate parameters.

– T4 - Sending an RMI-HRT request: it is the time used by the network module
to send the request. The sum of the T1, T2, T3, and T4 illustrates the time
between the client invoking the method and the request being sent.

– T5 - Waiting for the response: in the asynchronous mode, this value is zero,
however in the synchronous mode, the client has to wait for the response.
Timeouts are applied to detect a missed deadline on the server side. This value
also includes the time spent by the network module to receive the response.

– T6 - Analyzing the response: after the response is received, the middleware
consumes some microseconds to analyze the response.

– T7 - Deserialization: the last steps is to call the predictable deserialization in
order to obtain the return value which is handed over to the client application.

– T - Total: the sum of all previous ones represents the end-to-end response time
necessary to handle a remote invocation.

Interface

The server / client application can active the accounting of the resource usage by calling
the following methods of the RMIHrtServerCfg / RMIHrtClientCfg class (in the initial-
ization phase):

public static void setCalculateMemoryUsage(boolean b);
public static void setCalculateResponseTime(boolean b);
public static void setCalculateNetworkUsage(boolean b);

The application can activate all accounting or some of them in the same executions.
When they are invoked, RMI-HRT creates objects in immortal memory to allocate the
results during the remote method invocation (at the initialization phase).

On the server side, an instance of the HrtRemoteObjectStatistics class is created for
each remote object which includes an array of the RefStatisticsServer type (the array size
depends on the number of references). These classes contain all measurements on the
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server in both phases. After the execution, the server application can obtain such objects
by means of specific methods of the RMIHrtServerCfg class.

public static HrtRemoteObjectStatistics getServerStatistics(
String remoteObjectName);

public static RefStatisticsServer getReferenceStatistics(String
refname);

On the client side, an instance of the RefStatisticsClient class is created for each refer-
ence in order to store all values associated with a remote invocation. The client application
can obtain the results invoking the following method of the RMIHrtClientCfg class.

public static RefStatisticsClient getReferenceStatistics(String
refname);

Implementation

RMI-HRT makes use of the RTSJ API to measure the memory usage. For instance, the
MemoryArea class, which is the abstract base class of all kinds of memory areas, includes
the memoryConsumed method which returns the number of bytes of memory currently
used by the system for the allocated objects. Additionally, the memoryRemaining allows
the amount of remaining memory to be obtained. The advantage of using these methods
is that they do not consume memory and do not modify the real result.

Since RTSJ includes an interface to handle a real-time clock with high-resolution,
RMI-HRT controls an instance of the clock to determine the response time at different
points. In the Jamaica RTSJ JVM, the clock implementation does not allocate memory
dynamically; so it can be used freely without additional memory management. Although
the code introduced in RMI-HRT requires some microseconds, the delays are negligi-
ble with respect to the time spent by RMI-HRT (less than 1 percent). It is convenient
to measure the response times with the memory accounting turned off to minimize the
interferences.

Reporting the size of the RMI-HRT requests and responses requires managing the
number of data in the internal buffers before the request or the response is sent. The
implementation does not consume memory and the time consumption is also negligible
(in the order of microseconds).

5.3.3 Benchmark description
A suitable approach to measure and assess the correctness of a software component is to
create a type of test program or validation test (in computing it is normally called bench-
mark) which provides information about the performance of the software component in
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Figure 5.5: Benchmark 1

certain conditions. This work follows this approach creating two benchmarks with dif-
ferent objectives. In this context, a benchmark is an RMI-HRT application which takes
advantage of the RMI-HRT facilities to measure the resource usage.

Benchmark 1: Performance without data

The first benchmark is focused on middleware consumption. Regardless of the applica-
tion, the middleware needs to load its classes, create objects, buffers, connections, etc.
Hence, there is resource consumption that depends directly on the implementation and
indirectly on the proposed model.

Figure 5.5 depicts the topology of benchmark 1, which is formed by 1 server and 1
client. The server creates 3 instances of a remote object and 3 instances of another remote
object. The client is formed by only one real-time thread which creates 3 references to the
first instance of the first remote object. On the server side, RMI-HRT creates a Listener
for each remote object (L1-L6) and a Handler for each reference (H1-H3). The remote
interface defines only two methods:

public void doNothing() throws RemoteException;
public void setAsynchronous(boolean x) throws RemoteException;
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Figure 5.6: Benchmark 2

The doNothing method neither requires parameters nor returns a value; and its im-
plementations do not perform any operation to avoid consuming resources. The setAsyn-
chronous method gives the client and the server the opportunity to change the invocation
mode from synchronous to asynchronous and vice versa (see section 3.5.5).

The client uses the first reference in scoped memory to invoke the doNothing remote
method 1000 times. After that it calls setAsynchronous remote method and the RMIHrt-
ClientCfg.setAsynchronous method to start the asynchronous mode. Then it invokes the
doNothing remote method again 1000 times. Finally, the statistics created by RMI-HRT
are saved in a file.

Benchmark 2: Performance with data

The intention of this benchmark is to measure the memory and network usage, and the
response time by RMI-HRT as well as by the application when different kinds of data are
exchanged between the client and the server.

Figure 5.6 represents the main components that are involved in this benchmark. The
distributed application is formed by a remote object running on a server, a client and a
reference. Unlike benchmark 1, the remote interface contains 41 remote methods. For
each type represented in table 5.3, there are two methods in the interface; doNothing that
sends such specific types, but does not require a return value and reflection where the
only argument and the return value are the same type. The setAsynchronous method is
also used to change the invocation mode during the execution phase.

public void doNothing(boolean x) throws RemoteException;
public void doNothing(byte x) throws RemoteException;
public void doNothing(char x) throws RemoteException;
public void doNothing(double x) throws RemoteException;
public void doNothing(float x) throws RemoteException;
public void doNothing(int x) throws RemoteException;
public void doNothing(long x) throws RemoteException;
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Table 5.3: Types and sizes

public void doNothing(short x) throws RemoteException;
public void doNothing(boolean [] x) throws RemoteException;
public void doNothing(byte [] x) throws RemoteException;
public void doNothing(char [] x) throws RemoteException;
public void doNothing(double [] x) throws RemoteException;
public void doNothing(float [] x) throws RemoteException;
public void doNothing(int [] x) throws RemoteException;
public void doNothing(long [] x) throws RemoteException;
public void doNothing(short [] x) throws RemoteException;
public void doNothing(String st) throws RemoteException;
public void doNothing(AnObject [] aobj) throws RemoteException;
public void doNothing(String [] ast) throws RemoteException;
public void doNothing(AnObject obj) throws RemoteException;

public boolean reflection(boolean x) throws RemoteException;
public byte reflection(byte x) throws RemoteException;
public char reflection(char x) throws RemoteException;
public double reflection(double x) throws RemoteException;
public float reflection(float x) throws RemoteException;
public int reflection(int x) throws RemoteException;
public long reflection(long x) throws RemoteException;
public short reflection(short x) throws RemoteException;
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public boolean [] reflection(boolean [] x) throws
RemoteException;

public byte [] reflection(byte [] x) throws RemoteException;
public char [] reflection(char [] x) throws RemoteException;
public double [] reflection(double [] x) throws RemoteException;
public float [] reflection(float [] x) throws RemoteException;
public int [] reflection(int [] x) throws RemoteException;
public long [] reflection(long [] x) throws RemoteException;
public short [] reflection(short [] x) throws RemoteException;
public String reflection(String st) throws RemoteException;
public AnObject [] reflection(AnObject [] aobj) throws

RemoteException;
public String [] reflection(String [] ast) throws

RemoteException;
public AnObject reflection(AnObject obj) throws RemoteException;

public void setAsynchronous(boolean x) throws RemoteException;

The client calls all methods in synchronous mode 1000 times and modifies the invoca-
tion mode to asynchronous mode. By that time the client invokes all doNothing methods
waiting some milliseconds between invocations (although the remote method return the
control, the server still has to handle the invocation).

5.4 Functional Validation
The general approach and the functional behavior have been validated in an industrial
application in collaboration with Thales Avionics (Hu et al., 2006b). Thales Avionics has
been the industrial partner in charge of checking and validating the developed tools for
critical systems within the European HIJA project.

RMI-HRT has been used to support the communications in a Flight Management and
Guidance System (FMS), a fundamental part of a modern airliner’s avionics. An FMS
carries out a wide variety of in-flight tasks; for instance: it provides predictions of flight
time, mileage, speed, economy profiles and altitude, and it eliminates many routine opera-
tions normally performed by the pilots. In a basic operation, the pilot inserts a preplanned
route from origin to destination and the FMS guides the aircraft along the flight plan gen-
erating vertical and lateral flight profiles and predicted progress along the entire flight
path. This kind of system implements complex mathematical operation and data process-
ing with strict timing requirements which make it hard to certify. The FMS is typically
comprised of the following interrelated functions:

• The flight plan function: enables the pilot to establish a specific trajectory for the
aircraft.
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• The navigation function: is in charge of determining the current state of the aircraft
using the the position and speed from the radio navigation.

• The performance function: provides the crew with performance information at each
point of the trajectory such as takeoff speeds, altitude capability, and profile opti-
mization advisories.

• The guidance functions: handles a set of autopilot commands to guide the aircraft
along both the lateral and vertical computed profiles.

• The trajectory prediction function: responsible for computing the predicted aircraft
profile along the entire specified routing.

All these functions were implemented using the architecture defined in figure 5.7. In
a simple use case, the pilot chooses a trajectory using the Multipurpose Control Display
Unit (MCDU) which sends a request to the Flight plan manager in order to create a new
flight plan (FP). The new FP is sent to the MCDU, the Navigation Display (ND), A/C
Simulator and Guidance Manager. The Guidance manager also receives inputs from the
A/C Simulator to generate the data necessary for the Autopilot manager which handles
the A/C by means of a set of commands. The Reprediction manager interacts with the
Flight plan manager to update the current state of the aircraft (weight, speed, attitude,
etc.).

Two middleware were applied: a Thales implementation of the Remote Method In-
vocation specification (called RMI-UDP) and our middleware RMI-HRT. RMI-UDP was
used to cover all communications associated with soft real-time requirements (they are
represented by black lines in the figure) and RMI-HRT was enforced to handle commu-
nication between components with hard real-time requirements (red lines in the figure).
Therefore, RMI-HRT interconnects six important components in an FMS: Guidance man-
ager, Autopilot manager, A/CA simulator, Reprediction manager, Flight plan manager and
the Database manager.

Figure 5.8 outlines the execution platform used in this distributed application. On the
one side, the hard real-time part of the application is allocated in a Integrated Modular
Avionic module (IMA) (BM PowerPc 750 with 64 MBytes of RAM) with a ARINC
653 Operating System implemented by Thales. Each partition runs an RTSJ Java Virtual
Machine, in this case, a JamaicaVM implementation. On the other side, the non real-
time part of the application is executed over a standard PC with Linux and a J2SE virtual
machine implementation. AFDX is the network protocol that connects both parts of the
application and the ARINC 653 ports provide the inter-partition communication.

During the development and integration phase, all basic functionalities were tested
in a complex execution environment installed in Toulouse. The predictable serialization
worked with complex and big objects, and the asynchronous invocations were used ex-
tensively to meet hard deadlines. Before the final industrial test, a set of exhaustive tests
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Figure 5.7: Architecture in an avionic application

Figure 5.8: Execution platform in an avionic application
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were executed in order to ensure a correct behavior. These tests ensured that the integra-
tion and the experimentation in an industrial case were fulfilled correctly. Additionally,
the memory, CPU and network analysis have been exhaustive and have proved the ro-
bustness of the implementation. In the end, the distributed application worked properly
and the project ended successfully proving that our prototype is reliable for industrial
applications with hard real-time requirements.

A minor requirement was also tested during the integration. The interoperability be-
tween RMI-HRT and RMI-UDP was validated with simple test-cases. However, this in-
volves relaxing the HRTJ profile and works with the whole RTSJ specification and Javo-
lution library.

Since this industrial application and its results do not belong to us, this work reveals
the results of the the memory, CPU and network analysis using our own execution plat-
form and our own benchmarks.

5.5 Memory analysis results

5.5.1 Sources and binaries

The RMI-HRT size and the lines of code are metrics which give us an idea of how big
the implementation is and its complexity. The source code of RMI-HRT occupies 233.9
KiB and the rmic-hrt compiler occupies 210.5 KiB. The corresponding byte-codes require
198.5 KiB for RMI-HRT and 137.4 KiB for the compiler. In addition, the LOC-calculator
tool reports that RMI-HRT has 5179 non empty lines of code and the compiler has 6357.

5.5.2 Memory required to create a remote object and its references

This subsection reveals the memory usage during the initialization phase when the remote
objects and its references are created. Next subsections are focused on the memory usage
in the mission phase.

According to the results obtained with benchmark 1, the first instance of a remote
object required about 25 KiB of immortal memory and 50 KiB of heap memory. New
instances of the same remote object requires 4096 bytes of immortal memory and 192
bytes of heap memory (these values can be increased with bigger remote objects). Note
that the first instance consumes more since all classes are loaded only at that moment.

Although RMI-HRT implementation only handles immortal and scoped memory, the
results reveal that it also spends heap memory. This happens because RMI-HRT imple-
mentation makes use of basic operations of the standard Java library and in Jamaica some
of them consume some bytes. Hence, the heap memory is consumed by Jamaica virtual
machine and not by RMI-HRT.
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Figure 5.9: Memory used to handle a remote invocation

The first time that a reference is created, the server consumes about 2,1 MiB of immor-
tal memory and 4192 bytes of heap memory; the client consumes 1.4 MiB of immortal
memory and 14 KiB of heap memory. After that, the server consumes 1.5 MiB of im-
mortal memory and 32 bytes of heap memory for each new reference. Note that these
values depend on the internal buffer sizes; with customized configuration the values can
be reduced.

5.5.3 Memory needed to handle a remote invocation
The consumed memory to handle a remote invocation is the memory consumed by the
client and the server. On the client side, it is the number of bytes allocated in memory
from the time the client invokes the remote method to the point that the middleware returns
the control. On the server side, it is the memory consumed by the Trigger to receive
the request and the memory consumed by the Handler to handle the remote method (it
includes the memory spent by the remote method implementation).

The results generated with benchmark 1 are represented in figure 5.9 where the mem-
ory consumption corresponds to RMI-HRT. In the figure, there are three different bars for
each kind of memory which represent the average, the minimum and the maximum value.

The first remarkable aspect is that RMI-HRT consumes neither heap nor immortal
memory in the mission phase regardless of the invocation mode. With respect to the
scoped memory consumption, it can be appreciated that the three bars have the same value
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Figure 5.10: Scoped memory usage to handle a remote invocation

(minimum, average and maximum). Even though the figure only outlines the results for a
doNothing method, the same result is reached with any remote method. Therefore, it can
be stated that any remote method always consumes the same amount of memory.

The figure also reveals that the asynchronous mode reduces the memory usage in
608 bytes regardless of the remote method. This difference can also be appreciated in
figure 5.10 which shows the memory consumption for some doNothing methods in both
invocation modes.

The minimum amount of scoped memory is 1216 bytes and occurs when the remote
method uses primitive types or void as an argument; and maximum values occur when
objects are involved. It can be verified that the more data exchanged between the client
and the server, the bigger the consumption is. However, with these graphs, it is not pos-
sible to know if the middleware is more or less effective with big objects. Figure 5.11
answers it by representing the relationship between the consumption and size of the data
to be exchanged. This relationship tells us how many bytes are needed to send one byte.

The figure reveals that the worst case is achieved when primitive types or the void
value are used, and the best case occurs when the objects are used. Normally, the strings
have a better performance than objects since the string deserialization is more straightfor-
ward than the object deserialization where several objects have to be rebuilt.
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Figure 5.11: Rate between the memory usage and the data size

5.5.4 Memory used by the client and by the server
Figure 5.12 compares how much scoped memory the client and the server consume. When
the argument (only one) and the return value refer to the same type or when only primitive
types are used, the client and the server consume the same amount of memory. Otherwise,
the server consumption starts to grow with respect to the client consumption for arrays,
strings or objects. This is due to the client only having to send data (it does not have to
rebuild a return value) while the server has to rebuild the data sent by the client consuming
more memory. Furthermore, with the same kind of methods, but in the asynchronous
mode, the server consumption has more weight with respect to the client consumption.

To summarize, the server consumes a 50 percent or more and the memory consump-
tion on both sides of the invocation depends directly on the type of arguments and the
return value.

5.5.5 Predictable Serialization
The serialization is used by the client to transform the arguments into a sequence of bytes,
and by the server to transform the return value. Figure 5.13 shows the three kinds of
memory used by the predictable serialization on the client as well as on the server. In the
figure, there are no bars for heap and immortal memory since the values are zero. This
proves that the predictable serialization does not allocate these kinds of memory (heap
and immortal) regardless of the object to be serialized (in the mission phase).

In chapter 4, we commented that the predictable serialization does not allocate any
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Figure 5.12: Memory used by the client and by the server

Figure 5.13: Serialization memory consumption on both the client and server side
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Figure 5.14: Deserialization memory consumption on both the client and server side

kind of memory; nonetheless, the graph reports that it consumes scoped memory for ob-
jects. In the benchmark, the serialiazation spends 320 bytes for an object instead of 0
bytes. To understand why the implementation spends scoped memory, it is necessary
to review the RMI-HRT code and measure the memory consumption in the Jamaica li-
braries. In RMI-HRT, instances of the Field class are created in the initialization phase
to have access to each field of an object during the mission phase. Methods such as get,
getInt, getLong, etc of the Field class are invoked to obtain the current value. In the Ja-
maica library, those methods consume 64 bytes for each call. In the test, the object has
5 different fields making the serialization invoke 5 methods of the Field class, generating
64 x 5 bytes of temporal objects. With a new version of the standard library or another
RTSJ implementation this amount might disappear. Therefore, the predictable serializa-
tion implementation can marshal any amount of objects without allocating memory when
a suitable standard library is used.

5.5.6 Predictable Deserialization

On the opposite side of the serialization, the deserialization enables the server to retrieve
the remote method arguments and the client to rebuild the return value. Figure 5.14 rep-
resents the number of bytes of heap, immortal and scoped memory consumed by the
deserialization of different kinds of objects on the client and server side. As before, there
is no consumption of heap or immortal memory independent of the kind of object.

Benchmark 2 allows unmarshaling different objects thousands of times and verify-
ing that the difference between the minimum and maximum consumption is zero, so the
deserialization always spends the same amount of memory. For this reason, the values
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Figure 5.15: Rate between the memory consumption and the data size

obtained on the client and on the server are the same.
Although not all primitive values are in the graph for space reason, the deserialization

of any primitive value does not allocate memory during the execution. That means the
predictable deserialization can manage any amount of primitive values without consuming
more memory. Nevertheless, all kinds of objects, including the arrays and strings, allocate
memory and the consumption depends on their sizes.

If the memory consumption and the data size are compared (see figure 5.15), it can
be observed that the deserialization for objects consumes more memory. This occurs
because the object deserialization has to create a new instance for each object referenced
by object’s field.

5.5.7 Sending a request or a response: Network Module

Although the UDP / IP network module is only a prototype, it was developed taking
into account the memory consumption. The process of sending an RMI-HRT request on
the client side or sending an RMI-HRT response on the server side does not create new
objects in spite of the fact that figure 5.16 reveals that it spends 64 bytes regardless of the
remote method and the invocation mode (in asynchronous mode, the server does not send
an RMI-HRT response and its consumption disappears).

Reviewing the implementation, it can be observed that the standard Java library is
used to send datagrams. In other words, the Java UDP / IP implementation forms part of
the network module. Unfortunately, the java.net.DatagramSocket.send method included
in the Jamaica always consumes 32 bytes and it is called by the UDP / IP network module,
at least, twice per sending (see section 3.4.4).
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Figure 5.16: Memory consumption sending a request or a response

5.5.8 Receiving a request or a response: Network Module
Figures 5.17 represents the scoped memory consumed by the network module to receive
RMI-HRT requests on the server side (448 bytes) and RMI-HRT responses on the client
side (512 bytes). The results seem to be the same regardless of the arguments or the return
value.

These results do not let us conclude that the network module does not allocate mem-
ory. As a consequence, the rest of this section is focused on explaining that the consump-
tion is due to some methods of the RTSJ API and some basic methods of Java standard
library which spend memory every time they are called.

The network module implementation makes use of an instance of the DatagramPacket
class for the transmission or reception of data. In the transmission (see 5.5.7), the module
handles a reusable instance created during the initialization phase in immortal memory.
The java.net.DatagramSocket.send consumes memory but works properly.

However, the same approach cannot be enforced in the reception since the
java.net.DatagramSocket.receive method would throw the IllegalAssignmentError error
(internally an illegal reference, is produced). To avoid this drawback, the network module
creates a new instance in scoped memory consuming 32 bytes every time it has to receive
a new datagram.

Additionally, unlike the transmission, the reception has to manage timeouts. The
timeouts represent how much time the client or the server might wait for a request or a
response. On the server side, the timeout is always zero meaning an infinite time. On
the other hand, the client has the possibility of setting specific timeouts that depend on
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Figure 5.17: Memory consumption receiving a request or a response

the whole application. The standard DatagramSocket implementation allows setting a
timeout by means of the setSoTimeout method, which is used in the network module.
Nevertheless, it spends 32 bytes of memory every time it is invoked.

The network module also controls an instance of the javax.realtime.Clock class to
manage the time. Its getTime method is invoked to read the time and compare it with the
expiration time of the corresponding timeout. This class is provided by the RTSJ spec-
ification and it can be found easily in a real-time application. Nevertheless, the getTime
method also consumes 32 bytes of memory. In addition, the
java.net.DatagramSocket.receive method consumes 160 bytes.

To summarize, the memory consumption to receive an RMI-HRT request on the server
side is the sum of: 32 (getTime) + 32 (setSoTimeout) + 64 (new DatagramPacket) +
160 (receive) x number of datagram that form the request. In the simplest case (two
datagrams), the consumption is equal to 448 bytes.

On the client side, the timeout is typically different from zero and the setSoTimeout
method is invoked several times. Hence the consumption is: 32 (getTime) + 32 (set-
SoTimeout) + 64 (new DatagramPacket) + ( 32 (getTime) + 32(setSoTimeout) + 160
(receive) ) x number of datagrams that form the response. In the simplest case (two data-
grams), the consumption is equal to 512 bytes.
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5.6 Timing analysis results

5.6.1 Time required to create a remote object and its references

During the initialization phase, the non critical activities such as the creation of the remote
objects and their references are carried out. In spite of the fact that the timing is not very
strict, the time needed by the initialization tends to be a requirement and might have to be
validated.

The results obtained with benchmark 1 reveals that on average 10 milliseconds are
needed to create the first instance of a remote object. The time is reduced until 5 millisec-
onds when more instances of the same remote object are created.

Creating a new remote reference spends on average approximately 4 milliseconds on
the server side and 10 milliseconds on the client side. The client has to wait for the server;
therefore, the time in the client includes most of the time used by the server. In addition,
the client has to load all RMI-HRT classes as well as the serialization classes.

5.6.2 Time needed to handle a remote invocation

The time that the middleware needs to handle a remote invocation is the time from when
the client invokes a remote method to the time the client recovers the control. Since this
time also includes the time spent by the server, it represents the end-to-end response time.
Figure 5.18 outlines the obtained results where each remote method was executed 1000
times to calculate the average, the minimum and the maximum value.

The remote methods in the graph do not execute any operation on the server, so their
results make reference to the time consumed by the middleware and the underlying plat-
form. In the first method, in which there are no arguments and the return value is void, the
end-to-end response time is between 620 µs and 1513 µs. On average, the client recovers
the control after 1084 µs. With primitive values, the times do not suffer important vari-
ations, the worst case practically is no greater than 1500 µs. With arrays and objects the
response times obtain bigger values. Obviously, the bigger the data are, the longer time is
needed by the middleware.

If the worst case is compared against other similar works, for instance against
(Basanta Val, 2007), it can be appreciated that the results are in the same order of mag-
nitude. Hence, even the worst case is an acceptable value. Nevertheless, the difference
between the maximum and the minimum is important. For example, the difference is 893
µs for the first method; it is almost the average value (1084). Hence, it requires a detailed
examination of the results.

If the standard deviation is calculated for each remote method, the biggest value is
183 µs (when the argument and the return values are a string of 100 characters), and the
smallest values is 171 µs (it occurs with object arrays). These values tell us that almost
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Figure 5.18: End-to-end response time

70 percent of the obtained response times are in a range of 400 µs. That means there is a
considerable variability.

Figure 5.19 sketches the standard deviation in consecutive intervals of time in the
end-to end response time (see also figure 5.4). The graph helps to understand which part
of the middleware introduces more variability. In this case, T4 and T5 are the intervals
with more deviation. Both represent the time spent by the network module where T5 also
includes the time consumed by the server.

Knowing that the server spends 281 µs on average and its standard deviation is 37 µs
(see next subsection), the variability in the end-to-end response time is mainly due to the
network module. This can be explained taking into account that the network module con-
trols a UDP / IP stack implementation that has not been optimized for real-time systems.
In addition, the execution platform must be improved to get better results. At this point, a
remarkable aspect is that the rest of the intervals suffer negligible variability making the
response time suitable for distributed hard real-time systems.

5.6.3 Time used by the client and by the server

The response time on the client side is the end-to-end response time and it was described
in the previous subsection. The response times on the server side is the time consumed
by the server to handle the invocation, from the moment the request arrives at the sever
to the moment the server is ready to receive another request. Figure 5.20 contains the
average, maximum, minimum and standard deviation of the response time for a set of



5.6. TIMING ANALYSIS RESULTS 207

Figure 5.19: Standard deviation in the end-to-end response time

remote methods. At least, the server consumes 214 µs (on average) to handle a remote
invocation. Again, when the data sizes are bigger, the response times are larger too. The
standard deviation is small for all cases and it does not meaningfully increase its value as
the data size increases.

Figure 5.21 allows visualizing which part on the client side spends more time. The
graph does not take into account the time needed to wait for the response. The first re-
markable aspect is that the RMI-HRT request transmission is one of the more consuming
part on the client. For instance, it represent 2/3 of response time when there is no data to
exchange. According to the graph such time remains almost the same regardless of the
remote method. This is because the requests for the methods in the graph fit into a data-
gram. The times needed to launch the serialization (T1), to prepare the request (T3) and
to analyze the response (T4) represents a low percentage and remain practically constant
independent of the remote method. When the data size starts to grow, the serialization
and the deserialization play an important role; they are the most time-consuming part of
RMI-HRT. Hence, the importance of having a predictable and efficient serialization.

Figure 5.22 also depicts which parts need more time, but now on the server side. The
start time involves the interaction between two schedulable objects; the Trigger receives
the request and fires the Handler. In the measurements, this time is around 100 µs. It has
a very low variability and does not depend on the remote method. Again, the serialization
and deserialization are two of the most time-consuming tasks, mainly when the data are
big. For primitive values, other parts acquire more importance. For instance, the response
transmission consumes more than 25 percent of the total for integers and waking up the
Trigger represents 15 percent.
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Figure 5.20: Response time on the server side

Figure 5.21: Times on the client side
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Figure 5.22: Times on the server side

5.6.4 Go time and return time
In section 5.6.2 and 5.6.3, the benchmarks were performed according to the test platform
(section 5.3.1) where the the server runs on a personal computer and the client runs on
laptop computer. This scenario has a drawback, the time spent by the client and by the
server cannot be compared directly since they run over different hardware / software with
different features. For this reason, in this case the benchmarks were executed on the same
node.

Figure 5.23 contains two bars for each remote method; the time consumed by the client
and the time consumed by the server. In both bars, the transmission time is negligible and
has not been considered.

Regardless of the remote method, RMI-HRT requires more time on the server side
than on the client side. With primitive values, the client needs about 100 µs and the server
needs about 400 µs, practically three times more. With objects, the difference is smaller.
This important difference can be understood because on the server side two schedulable
objects have to interact to execute the remote method, that means some latencies are
introduced before the method is called.

Now, instead of comparing the client and the server separately, we would like to ana-
lyze the go time and the return time. The go time represents the period of time between
the moment the client application invokes the remote method and the point when the
method is invoked on the sever side. The return time starts when the remote method
implementation ends its execution and finishes when the client application recovers the
control. Figure 5.24 reveals that the go time is greater than the return time independent of
the remote method. When objects are used the difference is smaller.
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Figure 5.23: Times on the client and server side

Figure 5.24: Go time and return time
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Figure 5.25: Times in synchronous and asynchronous mode, client side

5.6.5 Synchronous vs Asynchronous

Comparing the time consumption for invocation with the synchronous and asynchronous
mode, it is possible to understand the usefulness of the asynchronous mode. Since such a
mode can only be applied when the remote method has the void value as a return value,
figure 5.25 and 5.26 include several methods that can be invoked in both modes.

Clearly, the client application recovers the control much sooner in the asynchronous
mode. In the best case, only 10 percent of the end-to-end time is necessary to manage an
invocation. In the worst case, the time can be reduced by more than 50 percent. Although,
the reduction of time can be easily appreciated on the client side, the server also decreases
the response times by a significant percentage. Therefore, the asynchronous mode is a
useful alternative and should be exploited by the application with hard timing constraints.

5.6.6 Serialization and Deserialization

Figures 5.27 describe the response times for the serialization and deserialization with dif-
ferent kinds of objects. The deserialization tends to consume more time. Nevertheless,
with strings, the opposite tendency is appreciated. This occurs because the string serial-
ization requires more lines of code for the UTF encoding.

Transforming a primitive type into a sequence of bytes and vice versa is a quick pro-
cess, less than 20 µs is enough. Nevertheless, the response time can achieve values around
400 µs for complex objects. Clearly the array of objects is the most demanding example
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Figure 5.26: Times in synchronous and asynchronous mode, server side

being the the worst case in the benchmark. In this case, the standard deviation is 7 µs
for the serialization and 11 µs for the deserialization, which the maximum values are 255
µs and 350 µs respectively. The memory allocation in the deserialization explains why it
consumes more time.

The relation between the response time and the data size is found in figure 5.28 where
it can be stated that in the worst case 3 µs is required to serialize or deserialize a byte of
information.

5.7 Network analysis results

Figure 5.29 outlines the network consumption for a set of remote invocations. It summa-
rizes how many bytes are exchanged between the client and the server in each invocation.
Note the results do not include the overhead introduced by the underlying protocols. For
instance, the 20 bytes header of UDP protocol is not included. For the sake of readabil-
ity, only 6 representative methods were included, and 5 bars illustrate the results of each
method: the data size, the measured RMI-HRT request size, the measured RMI-HRT re-
sponse, the calculated maximum RMI-HRT request size, and the calculated maximum
RMI-HRT response size.

In the first case, when the remote method contains neither arguments nor return value,
the request and the response are represented by 5 and 2 bytes respectively. They only
contain the smallest header in the RMI-HRT wire protocol. Remember that RMI-HRT
reduces the header defined by the standard RMI specification (see 3.3.8).
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Figure 5.27: Times in the predictable serialization

Figure 5.28: Times / data size in the predictable serialization
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Figure 5.29: Network consumption

The second set of bars represent what happens with all primitive types, though there
are only results for integer values. The sizes calculated by the compiler match the mea-
sured sizes. With array of primitive types there might be a minor difference. The differ-
ence between the measurements and the calculated values is more considerable for array,
strings and objects due to the compiler always considers the worst size.

The most remarkable point is that all measured values are always smaller than the
calculated ones (without using a pessimistic estimation) making the compiler reliable for
future developments.

5.8 Conclusions

A validation process was enforced on the design and the implementation to determine
the performance, the efficiency and the accuracy of the proposed solution. The main
requirements for distributed and hard real-time systems were mapped to evidences which
reflect the fulfillment level.

Checking that the implementation: uses fixed priority, is compliant with the HRTJ
profile, does not create connection dynamically, etc. requires an effort to acquire the cor-
rect evidence. For instance: an option in the compiler to enforce the RTSJ specification, a
code inspection and a sniffer to check a correct network implementation. A list of simple
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evidences leads to validating most functional and non-functional requirements.
Nevertheless, the validation of timing constraints, the absence of memory leak, or the

absence of packet loss is an arduous and consuming task, which involves the development
of specific utilities, the integration between applications, the use of analysis tools, and a
long list. In our case, our effort was focused on the analysis of three essential resources:
CPU, memory and network.

The memory management in the prototype does not use any kind of garbage collector,
does not use heap memory, tries to reuse objects allocated in immortal memory at the
beginning, and controls customized scoped memories to handle temporal objects created
by the middleware or the distributed application. The results showed during this chapter
reveals that the memory usage seems to be suitable since the consumption is similar to
other works and it has a predictable consumption.

With regard to the response times, it was measured that a remote method can be per-
formed in 1 millisecond on average. And if the latencies introduced by the UDP / IP stack
are not taken into account, the variability is low; practically negligible.

With RMI-HRT, the maximum request size and the maximum response size are known
at compilation time when the rmic-hrt compiler creates the stubs, the skeletons and the
serialization classes. These values allow the calculation of the maximum bandwidth usage
over the network.

Clearly, the asynchronous mode introduces advantages with respect to the resource
usage; less memory is require, the response time on the client side is reduced in high per-
centage, the response time on the server is also reduced, and fewer messages are needed.
Hence, it is a valid option for DHRTS.

The last column in table 5.1 reveals that our proposal fulfills with the main require-
ments in a high percentage. Clearly, the major weakness is the interoperability (25 per-
cent) since our design has weighted the predictability even though losing interoperability.
Nevertheless, a 95 percent (on overage) is a suitable value.
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Chapter 6

CONCLUSIONS AND FUTURE
WORK

6.1 Conclusions

In the first chapter of this dissertation it was stated that the global objective was to design
and implement a communication middleware for the development of distributed hard real-
time applications with the Java technology. The middleware had to allow the use of
analysis tools to obtain the end-to-end response times, control the memory usage, and
optimize the available bandwidth in the distributed applications.

In order to achieve this global objective, it has been analyzed the relevant state of the
art of the development of distributed real-time systems. In addition, the facilities provided
by Java technology, including the Real-Time Specification for Java (RTSJ), were reviewed
to identify the advantages and drawbacks.

This work has compiled a list of the main requirements for distributed hard real-time
systems, taking into account the current specifications and implementation in Ada, the
Common Object Request Broker Architecture (CORBA) and Java. Predictability in the
timing behavior, in the memory usage, and in the network usage as well as the func-
tional behavior are the most desirable features. These requirements are the basis for the
comparison of the current solutions and for the creation of a new customized middleware.

The comparison between the current implementations reveals that there is not any
middleware in which all requirements are fulfilled. On average only 50 percent of the
requirements could be satisfied with the analyzed technology. There is a lack of pre-
dictability using the main resources such as: memory, CPU and network. Hence, a Java
middleware for Hard Real-Time Systems (HRTS) is an open issue which this work have
tried to address.

Based on the main requirements, Remote Method Invocation (RMI), and RTSJ, this
work proposes a middleware with the following outstanding features:
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• Separation of the resource allocation from the execution: it separates the resource
allocation from the execution to improve the predictability. In an initialization
phase, all resources needed for the next phase are created and all non-deterministic
operation (such as the creation of connections) are performed. In the mission phase,
the remote invocations are carried out using the allocated resources. This approach
is compliant with the HRTJ profile and reduces the complexity when remote invo-
cations are executed.

• Remote reference associated with resources and parameters: furthermore, a new
concept of remote reference was introduced in which each reference is associated
with a specific set of resources (memory, network, and scheduling objects) that
are created during the initialization phase, by the interaction between the client
and the server. Creating a new reference involves creating a new connection, and
a specific thread which will be responsible for accepting and performing remote
invocations on the server side. In the mission phase, the client controls a set of
remote references to execute remote methods over different nodes, with specific
bandwidth and scheduling parameters.

• Error recovery mechanisms: another useful feature is that the functional and tim-
ing behavior is monitored by the middleware, enabling the application to execute
corrective code when, for instance, a deadline has not been met or the execution
time exceeds the expected.

• Synchronous and asynchronous invocations: it manages the synchronous and
asynchronous invocation mode, where the application can choose whether the client
has to wait for a response or not. The asynchronous mode reduces usage; less mem-
ory, CPU and bandwidth is required.

• Optimized JRMP protocol: in addition, this work defines a wire protocol (HRT-
JRMP) to reduce the overhead and improve the predictability during the remote
invocation. It also identifies an initialization and mission phase.

• Independence of the network protocol: it isolates the dependent part of the network
to support different network protocols, defining a clear interface which enables the
middleware to operate over the communication mechanisms, with independence of
the underlying protocol. As a result, new protocols can be easily added by imple-
menting the corresponding network module. This allows the middleware to be used
in heterogeneous environments where remote objects are invoked from different
hardware with different protocols.

• Maximum request and response size known statically: the compiler, which is in
charge of creating the stubs and the skeletons, calculates the worst-case request
and response size for each remote method. And these values are enforced by the



6.1. CONCLUSIONS 219

middleware to adjust internal buffers to the worst case. In addition, the needed
bandwidth can be calculated.

• HRTJ profile compliant: the prototype implements all features described by the
design being fully compliant with the Hard Real-Time Java profile (HRTJ), as well
as compliant with the current main concepts of the Safety Critical Java specification
(SCJ). This leads to the quantification of the execution time.

• Fulfillment of the main requirements: the main requirements identified for the
distributed hard real-time systems have been achieved.

Serialization is one of the most time consuming tasks in the Java middleware. In
addition, current implementations use non-deterministic techniques. In order to deal with
this issues, this work introduces a predictable serialization operation targeted at hard real-
time systems, which improves the timing behavior. The developed compiler analyzes
each serializable class and each referred class, in order to create specific classes, which
will carry out the serialization at execution time. Although it introduces constraints on the
serializable classes, it reduces the memory usage, the dynamic memory allocation and the
CPU usage. In addition, it calculates the maximum object representation size and allows
the calculation of the memory and CPU usage.

The accuracy of the proposed requirements, design and implementation was assessed
within the European HIJA project. A remarkable aspect is that the consortium reviewed
and approved this proposal. All partners contributed to the consideration of the most
important requirements and needs in the industry. The functional and non-functional re-
quirements were validated on an industrial application. RMI-HRT was used to support the
communications in a Flight Management and Guidance System, an important component
in modern aircrafts with strict timing constraints and complex mathematical operations.
After an integration process, the industrial test worked successfully, ensuring that the
middleware is reliable for distributed applications with hard real-time requirements.

RMI-HRT has also been thoroughly tested in a suitable platform. Memory, CPU, and
network usage has been analyzed in detail by the execution of a number of benchmarks:

• Memory: the prototype is compliant with the HRTJ profile so it does not use the
garbage collector nor heap memory. It only allocates objects statically in immortal
memory at the initialization phase and handles specific scoped memory to allocate
objects during the mission phase.

• CPU: the CPU usage time of the RMI-HRT components has been measured. The
execution jitter is negligible.

• Network: it was proved that the maximum bandwidth usage over the network can
be calculated in advance when the compiler calculates the maximum request size
and the maximum response size.
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In summary, this work proposes a suitable middleware to face the lack of facilities for
the development of distributed hard real-time applications in Java, where analysis must
be applied to determine the resource usage and the schedulability of the whole applica-
tion. As a result, this work contributes to facilitate the use of the Java technology in the
development of high-integrity real-time systems.

6.2 Future work
Although this work represents a solid foundation, it can be enhanced with improvements
and new facilities in future works. Some of these topics are now listed:

• Middleware configuration: configuring a big distributed application with Remote
Method Invocation - Hard Real-Time (RMI-HRT) is prone to error when the de-
veloper does not have previous experience. The configuration requires visualizing
the whole distributed application in detail with a static approach of the system. De-
velopers who are used to implementing distributed application with RMI or similar
middlewares, does not take care of the network parameters nor the scheduling pa-
rameters. Besides, they use remote services such as a registry for getting location
transparency. However, in RMI-HRT, the developer must provide all parameters
(priorities, deadlines, cost, etc.) and protocol parameters (port and the IP for each
remote reference). Therefore, it will be quite useful to develop a set of tools in
order to make it easier the configuration of the system and the generation of the
mentioned parameters.

– XML files and GUI tools: the whole configuration must be set through xml
files, which can be validated against a schema. This involves developing a
parser to translate the xml file into objects that can be controlled by RMI-
HRT. The parser should be an off-line tool instead of adding this functionality
to the RMI-HRT. Moreover, the xml files could be handled by a GUI tool to
display the distributed application layout.

– Remote services: currently, all nodes have a copy of the whole configuration.
To make the application more independent of the configuration, a remote ser-
vice (like a registry) could be developed.

• Predictable Interoperability: in chapter 5 the interoperability between a modified
version of the RMI-HRT and RMI-UDP (a RMI implementation) was commented.
From the functional point of view, we achieved the objective: RMI-HRT remote
objects can handle invocations from standard RMI clients. Notwithstanding; we in-
terchanged interoperability for predictability; some of the HRTJ profile constraints
were relaxed. In some applications this kind of interoperability is useful and rep-
resents an added-value; but when dealing with a pure hard real-time application
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domain, another kind of integration should be designed and implemented. A suit-
able approach to interconnect our middleware with others is to create a specific
proxy which would translate RMI-HRT requests / responses into standard ones and
vice versa.

• More network modules: although the basis to operate over wide range of protocols
was defined, the prototype includes few network modules. Additional protocols
could be implemented and validated.

• Compliant with the SCJ specification: the HRTJ profile applied in this work can be
mapped directly into the SCJ specification using the programming model level 1.
However, the final version could include minor changes which should be analyzed
to have a fully compliant prototype.

Another line of work is centered on extending the predictable serialization:

• More facilities in the predictable serialization: in terms of predictability, the seri-
alization operation does not require extra work. Nevertheless, extensions to include
more facilities in a predictable way were described at the end of chapter 3. The
extensions should be implemented and tested to extend the current work.
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