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I. INTRODUCTION

1. Abstract
This project  investigates  the utility of  differential  algebra (DA) techniques  applied to  the 

problem of  orbital  dynamics  with  initial  uncertainties  in  the  orbital  determination  of  the 

involved  bodies.  The  use  of  DA theory  allows  the  splitting  of  a  common  Monte  Carlo 

simulation in two parts: the generation of a Taylor map of the final states with regard to the 

perturbation in the initial coordinates, and the evaluation of the map for many points.

A propagator is implemented  exploiting  DA techniques, and tested in the field of asteroid 

impact risk monitoring with the potentially hazardous 2011 AG5 and 2007 VK184 as test cases. 

Results show that the new method is able to simulate 2.5 million trajectories with a precision 

good enough for  the impact  probability to be accurately reproduced,  while running much 

faster than a traditional Monte Carlo approach (in 1 and 2 days, respectively).

2. The Problem of Orbital Propagation
Long-term orbit propagation, that is, the accurate prediction of the position and velocity of a 

body in space after a time possibly long after the present, presents a complexity that is much 

higher than one might expect from the simple equations governing the dynamics.

In fact, space dynamics range from very stable to completely chaotic in the long term, with 

only a small initial perturbation separating the two solutions in some cases. When integrating 

the dynamics in a numerical environment, special attention must be dedicated to the following 

characteristics that put space dynamics apart from most similar problems:

• Gravity is  the dominant  force,  with others  like radiation pressure,  magnetism, etc. 

acting  as  perturbations  of  high  orders,  frequently  millions  of  times  weaker  than 

gravity.  In  fact, the most common perturbation to the two body solution is gravity 

itself,  either  exerted  by  other  massive  bodies  (N-body  problem)  or  due  to  the 

irregularities of the primary body (gravitational potential expansion).
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• However, the integration times are so large that the accumulative effect of even tiny 

perturbations may not be discarded without an in-depth analysis.  Also, while some 

effects act as cyclic perturbations of the Keplerian solution and may be ignored in a 

first-order approximation of secular effects, their influence on other perturbations is 

not as easy to prove insignificant for higher-order approximations.

• Furthermore, the magnitude of the integration times may not be taken advantage of in 

a simple way, as in a general problem, there will be different time scales. For example, 

an interplanetary trajectory in the solar system with planetary fly-bys for gravitational 

assistance has a general, mission time scale that is much larger than the time taken by 

the actual fly-bys, thus making a fixed time step integrator either highly imprecise or 

very impractical.

Consequently, once purely analytic solutions are ruled out, the special conditions that apply to 

the integration of the laws of dynamics in the space environment require a numerical method 

with the following properties:

1. High precision both in the method itself and in the arithmetic employed, so that small 

effects are not lost over the integration due to cancellation, truncation and round-off 

errors among other numerical pathologies. The double precision IEEE 754 arithmetic 

offered by most computers is enough for common problems.

2. A variable time step with some kind of automatic regulation so that the integration 

may be fast over non-problematic regions and precise within more troubled ones.

However, no matter how good the numerical integration may be, it solves a single case from a 

given  set  of  initial  conditions.  In  the  practical  case,  however,  an  additional  complication 

appears:  those initial  conditions  are frequently mired with high relative  uncertainties.  For 

example, the determination of the osculating orbital elements of recently discovered asteroids 

is usually an ill-conditioned problem.

Also, other parameters of the system may contain uncertain or hard to determine quantities, 

like  the  ballistic  drag  coefficient  of  a  satellite  or  the  exact  mass  of  an  asteroid.  Such 

uncertainties,  coupled  with  the  mentioned  problem of  accumulative  error  over  very long 

integration times, may invalidate the accuracy of the solution.
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In other words, the full system to be integrated may be thought of as an initial value problem 

with an uncertainty in the initial conditions or the system parameters: 

{
d x

d t
= f (x (t ) , t ; λλλλ)

x (t 0)=x 0=̄̄̄̄x 0+ξξξξ
λλλλ=̄̄̄̄λλλλ+ζζζζ

(I.1)

In order to understand the behaviour of the system under perturbed conditions, the flow of the 

differential equations of dynamics, the function x(t) = φ(t; x0, λ) : ℝ1+m×P → ℝm that gives the 

explicit  dependence of  the system state  x ∈ ℝm on the initial  conditions  x0 ∈ ℝm and the 

system parameters λ ∈ P ⊂ ℝp at time t ∈ ℝ, must be known in some form.

A common solution is the linearisation of the equation around the nominal solution, which 

provides a first insight into the effects of the parameters and perturbations. Nevertheless, in 

some  cases  like  the  planetary  flybys  mentioned  before,  the  higher-order  terms  become 

dominant and further analysis is required.

Until  recently  most  methods  for  the  management  of  high-order  uncertainty  were 

non-deterministic,  such as Monte Carlo methods in which a range of initial conditions or 

parameters is sampled, integrating each solution and performing statistical analysis on the 

output distribution. However, the use of such methods requires creating a large number of 

cases with a particular distribution of the input variables and then propagating them all, thus 

multiplying the computational cost of the integration by a factor of at least ∏ Ni, with Ni the 

number of cases studied for each initial condition or system parameter.
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II. STATE OF THE ART
Given the importance of accurately predicting the long-term trajectories of bodies in space, 

both man-made and natural, several methods have been developed since the 1950s with two 

different but overlapping purposes:

• Provide strict  bounds for  the exact  solutions to differential  equations as additional 

information to the solution given by a numerical method (validated integration).

• Allow fast evaluation of many perturbed conditions with a precise approximation of 

the flow of differential equations (high-order uncertainty transport).

In the field of space trajectory analysis, both methods are applied to the same final objective: 

the  determination  of  some kind  of  “uncertainty box” around a  numerical  solution  of  the 

trajectory  which  allows  the  containment  of  such  a  trajectory inside  the  box,  either  with 

complete certainty or in a probabilistic sense.

1. High-order Uncertainty Transport
Uncertainty transport methods are defined by a  soft approach to the mathematical problem: 

they focus on keeping additional data on the dependency of the flow with x0, λ, thus providing 

a more precise function φn(tf, x0, λ) that approximates φ(tf, x0, λ) to some specified order n by 

transporting such information along the integration process.

This approach combines neatly with Monte Carlo methods, because even though φn itself is 

harder  to  obtain  in  terms  of  computational  cost  than  the  propagation  of  a  single  case  – 

particularly for the large values of  n required for high precision –  its  evaluation will most 

certainly be orders of magnitude faster as, in the usual case, φn is a polynomial on x0 and λ. 

Thus, statistical analysis methods that require evaluating the output of a high number of cases 

will benefit from this optimization.
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This  kind of optimization is  widely used in computing as shown in systems like  Python, 

where even though the language itself is interpreted, frequently used routines are written in a 

compiled language, built once and then run any time. In a sense, φn is the “compiled” version 

of the approximation to the solution (up to order  n), which is then evaluated faster than the 

“unoptimized” version requiring one integration for every evaluation.

The flow function will from now on be defined as φ(tf, x0, λ) = φ(δ; t�) with δ ∈ ℝm×P ⊂ ℝs a 

vector  representing  all “input”  variables,  either  system  parameters  or  initial  conditions. 

Methods  in  this  section  approximate  the  flow  function  by  a  truncated  power  series  (in 

multi-index notation):

ϕϕϕϕ n(δδδδ ; t f ) =∑
∣α∣≤n

aα (δδδδ�δδδδ 0)
α = ϕϕϕϕ (δδδδ ; t f )+O( ∑

∣α∣=n+1

(δδδδ�δδδδ 0)
α) (II.1)

with δ0 ∈ ℝm×P ⊂ ℝs the nominal conditions around which the flow expansion is desired and 

α ∈ ℕs.  In  most  cases,  the coefficients  aα in  the power series  are  obtained from a Taylor 

expansion of the function, considered smooth enough up to the desired order n.

The general method works as follows: for a given instant t = ti for which the expansion of φn 

with regard to δ is known, use the differential equation to compute the expansion for  δ and 

(t-ti) up to order n. Then, evaluate it for t = ti+1 = ti + hi, with hi either predefined or selected on 

the  fly  for  the  current  step.  The  resulting  function  is  accepted (see  below)  as  the  valid 

expansion of φn with regards to δ at ti+1. Repeat the process until ti+1 equals tf.

However, note that the actual function that is computed is not φn but another approximation 

φ�n due to the fact that the series was also truncated to order n in the time expansion. Thus, at 

each step ti, the obtained function is:

ϕ̃ϕϕϕ n(δδδδ ; t i+hi)=ϕϕϕϕ n (δδδδ ; t i+hi)+O (hi
n+1) (II.2)

considering that the previous flow function that was used to compute the new one was exact 

(local error assumption). As with any integration method, such local errors will accumulate 

over t and contribute to the global error in the final solution.
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1.1. Basis of Automatic Di�erentiation
The main complication with the  method described  above has  to  do with the imprecision 

associated to the numerical evaluation of derivatives of a function, particularly those of high 

orders,  through the common  finite differences formulae.  Such formulae are very prone to 

cancellation and  truncation  errors,  and thus  the imprecision would quickly accumulate  to 

quantities above the given margins of error.

In several cases, it would be possible or even easy to perform symbolic derivation on the 

expression of f(x, t; λ), either by hand or through computer algebra systems, and then code the 

new function in the source. This approach has undeniable advantages, as in the process one 

could  optimize  the  f(n functions  and  even  resolve  cases  where  direct  evaluation  of  such 

expressions does not produce a valid result: consider, for example, sin(y)/y at y = 0.

However, there is the severe disadvantage of requiring that a fixed order for the expansion (or 

at least, a maximum order) is known a priori. Furthermore, for large values of n, the process 

of implementing the total derivatives of  f with respect to time, which requires coding every 

partial derivative of f with respect to the s+1 variables in (x, t; λ) up to the desired order n, is 

cumbersome  and  error-prone.  For  example,  the  total  number  of  partial  derivatives  of  a 

function of v variables up to order n is (§2.2.2 of [1]):

#( ∂
α

∣α∣⩽n) = (n+vv ) =
(n+v )!
n!v ! (II.3)

Automatic derivation (AD) methods seek to ameliorate this problem by mixing the theoretical 

exactitude of symbolic derivation with the automation and code compactness of numerical 

differentiation. In other words, AD methods employ a limited number of rules, and so share 

the pitfall of possibly encountering a function requiring a rule that has not been coded into the 

system.

Note that while this would be a problem in principle, the actual evaluation of any non-rational 

function  in  a  computer  will  employ rational  approximations based  on tabulated  data  and 

power series.  Thus,  in  an AD context,  non-rational  functions  that  are not  covered by the 

system  rules  need  to  be  substituted  by  an  approximation  (of  order  at  least  n+1)  that  is 

differentiable under the programmed rules.
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1.2. Derivative Jet Transport
A method based  on  program source  transformation,  the  so-called  derivative  jet  transport 

method has seen great development at the University of Barcelona, where it was implemented 

into a program named taylor in a collaboration with the University of Texas at Austin [2]. 

The method works by reading the literal expression of the function and creating code for the 

computation of all  derivatives up to the requested order.  While the mentioned program is 

strictly a simple ODE solver, it may be extended to compute partial derivatives of the flow of 

the solution with regards to the initial coordinates and/or the system parameters, as it was 

done in the preliminary, non-validated integrator studies, see §3.3.2 of [3].

Following the original authors, the program accepts a limited syntax for the description of the 

problem with all the variables and functions involved, and then breaks the given expressions 

into parts that fit the rules or lemmas implemented in the system. The program works with 

normalized derivatives, defined as: 

a
[n ](t ) =

1

n !
⋅

d
n
a

d t
n (II.4)

The taylor system generates C code for the computation of the jet of normalized derivatives 

under the following rules: (see §2.1 of [2])

1. a (t )=b (t )±c (t ) → a
[n ]( t )=b

[n ](t )±c
[n ](t )

2. a (t )=b (t )⋅c (t ) → a
[n ](t )=∑

j=0

n

b
[n� j ](t )⋅c[ j ](t )

3. a (t )=
b (t )
c (t )

→ a
[n ](t )=

1

c(t )
⋅[b [n ](t )�∑

j=1

n

c
[ j ](t )⋅a[n� j ](t )]

4. a(t )=b (t )α → a
[n ](t )=

1

b(t )
⋅∑

j=0

n�1

(nα� j (α +1))b[n� j ](t )⋅a [ j ](t )

(II.5)

where  a,  b and  c are at least of class  Cn in the domain of interest  and  α ∈ ℝ ∖ {0}. While 

additional  rules  would  not  strictly  be  required  because,  as  previously  specified,  other 

computable  functions  are  approximated  by rational  series,  commonly used  transcendental 

functions also have specialized rules for speed and greater precision: 
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5. a (t )=e
b (t ) → a

[n ]( t )=
1

n
∑
j=0

n�1

(n� j )a[ j ](t )⋅b [n� j ](t )

6. a (t )=lnb (t ) → a
[n ](t )=

1

b (t )[b [n ](t )� 1

n
∑
j=1

n�1

(n�1)b[ j ](t )⋅a [n� j ](t )]
7. a (t )=cos c (t )  and b (t )=sinc (t ) →

a
[n ](t )=�

1

n
∑
j=1

n

j b
[n� j ](t )⋅c [ j ]( t ) and b

[n ](t )=
1

n
∑
j=1

n

j a
[n� j ]( t )⋅c [ j ](t )

(II.6)

Note that the rules assume that all normalized derivatives of the involved functions up to 

order  n-1 are already known and are reused by the program  for each additional order. The 

evaluation of all derivatives to order n thus entails a computational complexity of O(n2).

The original authors present an illustrative example of the inner workings of the system by 

using the Van der Pol oscillator as a test case (§2.2 of  [2]).  The equation is reduced to a 

system of first order equations (left) which are broken up in parts fitting the elementary rules 

(centre), which are then applied to generate the jet of normalized derivatives (right): 

x '=y

y '=(1�x
2)y�x} → {

u 1=x

u 2=y

u 3=u1⋅u1

u 4=1�u3

u 5=u 4⋅u2

u 6=u5�u1

x '=u2

y '=u6

→ {
u 1
[n ]=x

[n ]

u 2

[n ]=y
[n ]

u 3

[n ]=∑
i=0

n

u1

[n�i]⋅u1

[i ]

u 4

[n ]=1
[n ]�u3

[n ]

u 5

[n ]=∑
i=0

n

u4

[n�i]⋅u2

[i ]

u 6

[n ]=u5

[n ]�u1

[n ]

x
[n+1]=

1

n+1
u 2

[n ]

y
[n+1]=

1

n+1
u 6

[n ]

(II.7)

with 1[n] being 1 for  n = 0 and 0 otherwise. The right part is finally emitted as an ANSI C 

function performing the required computations and storing the jet in a provided array.
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1.2.1. Use for ODE Flow Propagation

The described method and program directly constructs a Taylor integrator of a variable order 

that may be specified at runtime. The taylor program has the drawback of considering only 

time derivatives, and thus it is not directly applicable to flow propagation, but the required 

changes, while not trivial, have been successfully been applied by the same researchers in 

§3.3.3 of [3], in the form of a multivariate jet of derivatives.

The method works as follows: for every instant ti, a Taylor expansion of the flow, up to order 

m in the initial conditions, and to order n in time, is calculated by the derivative jet method, 

which in the case of initial conditions incorporate information from the variational equations 

of the system. Note that m will usually be fixed while n may be calculated on the fly, see §1.4 

on page 25.

Then, a suitable step hi will be calculated and the Taylor expansion evaluated at time ti + hi. 

The result is the expansion of the flow up to order m with regard to the initial conditions for 

t = ti+1, that is, the time-step approximation of φm(δ; ti+1).

1.3. Di�erential Algebras
Another  way to  approach  the  problem would  be  to  employ formal  mathematics  directly 

applied to a computational framework. This second method, developed mainly by Prof. M. 

Berz  from  Michigan  State  University,  constructs  an  algebra  with  operators  defined  to 

calculate derivatives along with the evaluation of any function.

The basic example proposed by the author and called  1D1,  is  nothing more than a clever 

application of the long-known theory of dual numbers [4] ℝ. These numbers, an extension of , 

ℂare constructed in a way akin to , but instead of an imaginary unit i that squares to −1, the 

addition  is  an  infinitesimal  quantity  ε  that  squares  to  zero.  In  this  framework,  the  basic 

operators are defined to make the dual numbers D an associative algebra: 

∀a∈D → (a0,a1)= a0+a1ε with ε2≡0

+ : D×D→D / (a0,a 1)+(b0, b1) = (a 0+b0, a1+b1)
⋅: D×D→D / (a0,a1)⋅(b 0,b1)= (a0⋅b0,a 0⋅b1+a1⋅b0)

∀a∈D / ℜa≠0 ∃b = 1 /a =(1/a0,�a1 /a0
2)

(II.8)
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One can also define an absolute ordering in D, by employing a lexicographic order in which 

0 < ε < k ∀ k ∈ ℝ+. Along with the sum and multiplication operators so defined, thus, it is 

easy to see that, by identifying the real part of a dual number with the value of a function at a 

certain point and the infinitesimal part with its derivative at the same point, the following 

relationships hold: 

[ f (x )]= ( f (x ) , f ' (x ))
[ f ]+[g ]= [ f +g ]
[ f ]⋅[ g ]= [ f⋅g ]
[ f ]/[g ] = [ f /g ]

(II.9)

These basic rules allow Berz to show that, for any function  f made up from finitely many 

additions, multiplications and divisions, evaluating it with [x] results in:

f ([x ])= f ((x , 1))= f (x+ε)= f (x )+ε f ' (x )=[ f (x )] (II.10)

This  result  is  readily  shown  to  apply to  functions  using  known transcendental  functions 

(intrinsic functions in [1]) too, so the domain of automatic differentiation is extended.

Finally, Berz introduces two operators: a derivation ∂ : D→D which gives the structure of a 

di&erential algebra itself, and an antiderivation ∂−1 : D→D. However, in an environment as 

simple as 1D1, both are pre,y much inconsequential.

1.3.1. Definition of nDv

The extension of the system shown above to more than one variable and higher orders is 

mostly straightforward in the mathematical sense,  while the precise implementation of the 

operators  themselves  is  at  least  tricky.  The  previously  defined  extraction  operator, 

[·] : Cn(ℝv) → nDv, works by taking all partial derivatives up to order n of a function f(x), and 

generating the DA vector [f]. The extraction operator is clearly surjective as, for any point of 

evaluation x, there are infinitely many functions that agree up to order n with f but differ in 

higher-order terms. All such functions are called the equivalence class of f in nDv.

One important member of the class is the Taylor polynomial of f truncated to order n, or Tf. In 

[1],  Berz applies the extraction operator to  Tf and proves the result  advanced in equation 

(II.3), that is, the dimension of  nDv.  Thus,  one can define the components of a DA vector 

generated by the extraction operator as:

[ f ]=( f , f x
1

'
,… , f x

v

'
, f

x1

2

' '
, f x

1
x

2

' '
,… , f

x v

n

(n) (II.11)
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As a result of the expression in  (II.3), the dimensionality of the vector space grows quickly 

with order and the number of variables. For example, a 6-variable function with order 10 

expansions would require DA vectors with 8 008 components, while adding another variable 

for time pushes the mark to an astounding 19448 components.

Thus,  the base of  nDv proposed by Berz  is  made up of  the real  unity 1,  the “differential 

numbers” dk = [xk] and every product between them up to total order n, for example dxz =dx·dz. 

As a comparison to 1D1, the dk themselves are nilpotents, as dk
n+1 = 0. The order of a DA vector 

λ(a) is defined as the order of the first nonzero component, with order 0 being assigned to 

vectors with a real part and order n+1 for the null vector.

In  order  to  fulfil  the requirements  of  a  differential  algebra,  v derivation operators  ∂k are 

defined, one for each variable, along with the associated antiderivation operators  ∂−1
k.  The 

“derivation” operation defined by Berz seems strange at first sight due to the asymmetry of 

the definitions that follow:

∂k[ f ]=[x k

∂ f

∂ xk
]

∂k

�1[ f ]=[∫
u=0

x k

f (x 1,…, xk�1 ,u , x k+1 ,… ,x v)du]
(II.12)

It is easy to see that the antiderivation operator always rises the order of its operand, while the 

derivation operator does not guarantee this because ∂k operates exclusively on nDv vectors, and 

thus it may not distinguish between different functions in the equivalence class of f. If ∂k was 

naively defined,  derivatives  of  order  n+1  of  f would  appear  in  the  result,  violating  this 

requirement. The xk factor in (II.12) recovers the order lost by derivation, avoiding the pitfall. 

Thus, ∂k represents a Lie derivative.

On the other hand, the behaviour of antiderivation is particularly interesting, as it falls into a 

category known as contracting operators, which fulfil the following property:

λ (O (a )�O (b )) > λ(a�b ) ∀a ,b ∈ D vn (II.13)

That is, the operator makes its results agree to a higher order than its operands. As proven in 

page 99 of [1], any such operator O has a unique fixed point that may be reached in finitely 

many steps from any starting point by mere iterative application of O. Consider the sequence 

ak+1 = O(ak). For any starting point a0, it follows from (II.13) that ak+2–ak+1 agree to at least one 

order higher than ak+1–ak. Thus, an+2–an+1 will necessarily agree up to order n+1, which means 

that in nDv an+2 = an+1, that is, the fixed point of O has been reached.
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1.3.2. Use for ODE Flow Propagation

Under  the  DA model,  there  are  two main  options:  the  first  is  the  use  of  a  conventional 

numerical integration method, like implicit Euler or Runge-Kutta, with the data types and thus 

the involved  operations  substituted  to  work  in  the  DA framework.  The operations  in  the 

selected time step function will automatically propagate the derivatives related to the initial 

conditions. For each step, the output will thus be not just x(ti+1), but a DA vector representing 

φn(δ; ti+1).

The second option employs the contracting nature of the antiderivation operator to build a 

Taylor integrator of order n for the ODE flow: if the IVP is written as an integral equation, the 

right hand side may be interpreted as an operator A on functions (or, in this case, DA vectors 

of order n and thus their entire equivalence classes). The actual solution z(t) would validate 

the equation, so it is the fixed point of A.

z (t )=z0+∫
t 0

t

f (z (t ' ) , t ' )dt '=A[z ](t ) (II.14)

The operator above may be implemented with the use of ∂−1
t, which allows Berz to show that 

A is  contracting.  Thus,  for  each  instant  ti,  given  the  DA vector  z0 which  represents  the 

expansion of the flow with regard to the initial  conditions at  ti,  simple iteration of A will 

obtain the Taylor expansion with regard to the time and the initial conditions in at most n+1 

steps. Then, one can choose a suitable step  hi,  evaluate the expansion at  t = ti+1 = ti+hi and 

restart the process taking the previous result φn(δ; ti+1) as the new z0.

Note that while [1] describes only homogeneous spaces nDv, there are reasons for interest on 

different orders of expansion for the initial conditions and time. In fact, if the contracting 

operator fixed point method is employed, the flow will only contain information up to order 

n-1 on the initial conditions, as new information in such derivatives may only come through 

the evaluation of the Taylor expansion in time.

1.4. Optimal Order and Step Size for a Taylor Integrator
An integrator that is able to dynamically adapt its parameters to the local conditions of the 

equations being integrated has an edge over those which may not. Many interesting systems 

are well  behaved for  most of  the phase space,  but present particular  pitfalls  that  affect  a 

certain zone, like the Volterra equation presented in §2 of [5]; or manifest after some event, 

like the increase in uncertainty after the first Apophis flyby shown in §4.5 of [6].
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Under those circumstances, non-adaptive integrators will require a tiny integration step that 

will be used throughout the process, slowing it down unnecessarily, while adaptive algorithms 

will use a large step as long as it is sensible to do so, falling back to ever smaller steps as the 

perceived error grows and recovering afterwards.

In  the  case  of  a  generic  ODE, §3.2 of  [2] establishes  certain conditions under  which an 

optimal Taylor expansion order pm and an optimal step size hm, may be calculated so that the 

local  error  is  vanishing  with  the  minimum  computational  complexity.  However,  some 

required values are not easy to obtain, like the radius of convergence of the full Taylor series 

for the function being integrated,  so §3.3 and §4.3 of  the same text provide conservative 

estimations for pm and hm.

2. Validated Integration Methods
As  opposed  to  the  soft  approach  employed  by  uncertainty  transport  methods,  validated 

integrators establish hard bounds on the integrated function. Thus, instead of just providing a 

solution  value  xi for  every  step  of  time  ti,  validated  integrators  generate  a  sequence  of 

enclosing sets Si of some form, such that for each instant ti, x(ti) ∈ Si. Another view would be 

to provide a single enclosing set S ∀ such that t ∈ [t0,tf] x(t) ∈ S.

At first, these methods were used to bound the level of uncertainty due to the integration error, 

but an extension towards initial condition-based constraints on the flow function was natural. 

In this context a validated integrator provides, for each time  ti and the given sets of initial 

conditions C ⊂ ℝm and system parameters P ⊂ ℝp, an enclosure set Si ⊂ ℝm such that:

∀ t i ∈ [t 0,t f ] ∀(x
0
, λλλλ) ∈ C×P ϕϕϕϕ (t i , x

0
, λλλλ) ∈ S i (II.15)

A main source of difficulty in validated integration is the choice of a representation for the 

enclosing sets Si, as ideally one would want such an enclosure to be as tight as possible with a 

preferably low computational expense. This means that there is a trade-off involved between 

the simplicity of the Cartesian product of intervals and the refinement of other explored forms 

like  parallelepipeds,  which  may  wrap  the  actual  solution  tighter  but  require  heavy 

mathematical machinery to develop and implement.
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2.1. Interval Arithmetic
The  simplest  approach  to  a  validated  integrator  involves  running  a  common  numerical 

integrator  with  the  data  types  for  numbers  and  the  arithmetic  rules  substituted  for  real 

intervals. Interval arithmetic (IA) then defines rules for operating on members of 3(ℝ): 

[a ,b ]+[c ,d ] = [a+c ,b+d ]
[a ,b ]�[c ,d ] = [a�d ,b�c ]
[a ,b ]⋅[c ,d ] = [min(a · c ,a · d ,b · c ,b · d ) ,max(a · c , a ·d ,b · c ,b ·d )]
[a ,b ]/ [c ,d ] = [min(a /c ,a /d , b /c ,b /d ) ,max(a /c ,a /d ,b /c , b/d )]

with 0∉[c ,d ]

(II.16)

Note that multiplication commutes but it does not distribute over addition. Other rules may 

complete the framework, for example for intrinsic functions that are known to be monotonic, 

f([a,b]) = [min(f(a),f(b)),  max(f(a),f(b))].  There are,  in  particular,  forms for  exponentiation, 

powers and logarithms available from several sources.

Under  these  rules,  it  is  guaranteed  that  the  evaluation of  any function  f with  an interval 

argument I ∈ 3(ℝ) fully inside the domain of valid inputs to the function, f(I), will result in an 

enclosure of the true image of I, f[I]:

∀ I=[a ,b ] ∈ Dom f → f ( I )⊇ f [ I ] (II.17)

The main reason for the discrepancy that prevents full equality from being established is the 

dependency problem, which means that IA rules do not treat the various appearances of a 

single variable in an expression any different than if they were many variables.

For example, consider the function f(x) = x2+x over the interval I = [-1,1]. It is not difficult to 

see that  f[I] = [-¼,2]. However, direct evaluation of the expression using interval arithmetic 

with the special rule for powers gives f(I) = [-1,2], which indeed is a superset of f[I]. A deeper 

examination reveals that f(I) actually gives the accurate bounds for the image of h(x,y) = x2+y, 

for x ∈ I and y ∈ I.

There are several ways around the dependency problem: the first involves rearranging the 

expression to be evaluated so that each variable appears only once. Note how the function 

g(x) = (x + ½)2 - ¼ is completely equivalent to f in real arithmetic, but the evaluation of g(I) 

yields  [-¼,2] = g[I].  However,  not  every  expression  may  be  rearranged  in  such  a  way, 

particularly when interval arithmetic is extended to 3(ℝn).
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Other possibility is using more specific rules. In the previous example, the special rule for 

powers was used in the evaluation of  x2. Had the multiplication rule been used instead, the 

enclosure would have been wider, the image of r(x,y,z) = x·z+y over I. Nevertheless, the point 

of interval arithmetic is precisely to avoid manually bounding each function.

The dependency problem is one of the causes for the operational blow-up experienced when 

running conventional integrators under interval arithmetic, as such integrators usually perform 

many computations for each time step, significantly enlarging the size of the enclosure set. An 

effective way to combat this blow-up is the subdivision of the input interval, but this approach 

requires further  processing so that  the resulting enclosures  are merged back into a  single 

output interval or other representable set.

Note  that  in  order  to  preserve  exactitude  in  the  actual  interval  computations,  advanced 

programming features  are required  to  ensure that  the result  of  an interval  computation is 

always a superset of the theoretical result. Tinkering with FPU internals such as the IEEE 754 

floating point rounding modes might be required as described in §1.3 of [3].

The simplest  extension of  intervals  to  higher  dimensions is  the Cartesian product  of  real 

intervals, known as 3(ℝm). Elements of this space are treated as vectors of intervals, and the 

previously mentioned operations are defined to apply to each component separately. Thus, any 

member x ∈ 3(ℝm) is (and remains) an m-dimensional cuboid.

2.2. The Wrapping Problem and Alternative Enclosing Sets
The definitions given above mean that any x ∈ 3(ℝm) represents a box with both edges and 

faces parallel to the chosen coordinate system. This implies that the enclosing set given for a 

certain function image, which is basically a bounding box for the function image, may well be 

much bigger than the true image set.

This wrapping effect is a problem in and of itself, but is aggravated by the fact that integrator 

algorithms are usually iterative. Thus, if the time-step function is named  f, a certain initial 

condition xi at time ti generates a true image set  f[xi], but the actual result is wrapped by an 

interval vector xi+1 ⊃ f[xi]. In the next iteration, xi+1 will be used as the initial condition, thus 

producing another vector xi+2 ⊃ f[xi+1] ⊃ f[f[xi]].

In other words, the wrapping effect, which appears no matter the chosen set representation 

unless the function image exactly fits it, causes an exponential inflation in the output set due 

to the fact that the strictness demanded by the validated integration requires xn ⊃ fn[x0] but the 
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iterative method use imposes xn ⊃ f[xn-1] instead. This requirement makes the precision of the 

result and, ultimately,  how long the integration may continue, strongly dependant on how 

tightly the chosen representation may wrap the actual function image.

Several alternative set representations are discussed in [5] and [3]. Many ideas are based on 

the  use  of  the  linearisation  of  the  ODE  flow  to  extract  information  about  the  general 

orientation of the solution, creating a parallelepiped of the form Airi, where Ai ∈ ℝmxm is a the 

matrix transforming the interval box ri. The enclosure set would thus be Si = pi+Airi, with pi 

the centre point. Since the method itself requires the inversion of Ai at each step (see §4.1.2 of 

[3]),  related techniques have been developed to avoid it,  for  example,  employing the QR 

factorisation of the matrix (Lohner algorithm).

2.3. Taylor Models
Operating  with  enclosures  represented  by  the  Cartesian  product  of  intervals  is  easy  and 

relatively fast,  but,  as shown, there is  blow-up at  every operation due to the dependency 

problem,  and  at  every  time  step  due  to  the  wrapping  problem.  This  causes  validated 

integrators relying on these methods to diverge very soon unless an extremely small time step 

is  selected,  and  even  in  that  case,  the  wrapping  problem  may  not  be  controllable  with 

reductions in ∆t.

Taylor models intend to dramatically reduce the size of the intervals in the computations, 

delaying the exponential  growth phases of both problems and thus allowing the validated 

integrator to “survive” much longer before diverging. A Taylor model of order n for a function 

f in a certain domain D is made up of a polynomial Pn,f and an interval In,f that represent f and 

enclose its image so that f[D] ⊂ Pn,f[D]+In,f. In particular: 

∀ x∈D {f (x ) ∈ P n , f (x�x 0)+ I n, f

f (x )=P n, f (x�x 0)+O (∥x�x 0∥)
n+1 (II.18)

That is, Pn,f contains an order n approximation to f (its Taylor expansion around a given point 

x0, hence the name) while In,f represents the Taylor remainder of such an expansion. Thus, if f 

were a real function of a single variable, In,f would be bounded by: 

∣I n , f∣⩽
2

(n+1)!
⋅maxD∣d

n+1
f

d x
n+1∣⋅maxD∣x�x 0∣

n+1
(II.19)
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With similar expressions for multiple variables. Note that the size of the remainder interval is, 

for well-behaved functions,  smaller as the order  n of the expansion increases.  The Taylor 

expansion itself may be computed by any method deemed fit (differential algebra, derivative 

jets, etc.) and the same applies to the bounds.

Once the space of Taylor models has been defined, the appropriate operations may be defined 

so that the space reaches the condition of an algebra. Such operations are based on ensuring 

that the conditions given in (II.18) always hold. For example, if Taylor models are known for 

two functions f and g, the model for the sum f+g is precisely:

(P n , f + g , I n , f +g)=(P n , f , I n, f )+(Pn , g , I n, g)=(P n , f +P n ,g , I n , f +I n ,g) (II.20)

Note that, while the interval In,f+g is computed using interval arithmetic, the polynomial Pn,f+g 

arises from a simple symbolic sum of coefficients between two polynomials. This confines the 

blow-up associated with the dependency problem to intervals which are small and of an initial 

size controlled by the order of the expansion n.

The expression for multiplications is more convoluted, as the part of the product of the two 

polynomials exceeding order n is moved into the remainder interval as follows: 

(P n , f , I n , f )⋅(P n , g , I n , g)=(P n , f⋅g , I n , f⋅g)
P n , f⋅g=P n, f⋅P n, g�P e

I n, f⋅g=I n , f⋅I n , g+P n, f [D ]⋅I n ,g+P n ,g [D ]⋅I n , f +P e [D ]
(II.21)

where  Pe is the part of the product  Pn,f,·Pn,g that exceeds order  n.  Theory of operations on 

Taylor models is thoroughly described in [7], including models of intrinsic functions and how 

to treat function composition in Taylor models.

Furthermore,  the space of Taylor models may be extended to form a structure akin to the 

differential  algebra described in §II.1.3.  However,  a satisfactory definition of a derivation 

operator ∂k : nTv→nTv would pose problems harder to those encountered in  nDv because the 

remainder bounds would depend on the derivatives of order  n+2 of the function, of which 

nothing is known. Nevertheless, the antiderivation operator ∂−1
k may be defined as: 

∂k
�1(P n , f , I n , f )=(∫ P n�1, f dx k , [(P n, f�P n�1, f )[D ]+ I n, f ]⋅Dk) (II.22)
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with Dk the range of the variable xk in the domain of validity of the model D. As ∂−1
k may be 

proven  a  contracting  operator,  the  fixed  point  theorem  previously  posed  for  differential 

algebras still applies. The main difference, however, is that while the polynomial expansion 

will  converge  in  a  fixed number of  steps  like  it  id  in  nDv,  the remainder  interval  simply 

becomes tighter with each iteration, see details in §2.4 of [6].

The advantage of employing Taylor models over other simple set enclosures of the image of 

the flow of an ODE at a fixed time ti with regard to initial conditions is twofold:

1. Interval  calculations  are  reduced,  and  the  initial  sizes  of  the  intervals  are  much 

smaller, delaying the onset of catastrophic operational blow-up due to the previously 

mentioned dependency effect.

2. The enclosing sets Si need not be convex. In fact, the Taylor polynomial guarantees an 

order-n contact with the actual flow (under the local error hypothesis) at the point of 

expansion. This strongly mitigates the wrapping effect, making it controllable with 

reductions in ∆t.

There are further ways to improve the bound tightness, and thus the expected “survival” times 

of Taylor model-based integrators, such as the so called “shrink wrapping” or preconditioning. 

Those alternatives are explored in [5].

3. Current Applications
The range of possible applications of the described techniques spans wide swathes of physics 

and even non-physical problems, as, for example, validated integration may well be used for 

automated theorem proving in a purely mathematical context.

The first practical applications of differential algebra theory were mainly related to the field 

of particle physics, as the research was led by Martin Berz at  Michigan State University, 

authoring several articles and a book on the dynamics of particle beams in accelerators [8][1]. 

Also  from  Michigan  State  University,  Berz's  pupil  Kyoko  Makino  wrote  her  Ph.  D. 

dissertation on the issue [9] in the late 1990s and has since been a very active collaborator in 

Prof. Berz's articles [7][5].
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The MSU team has  worked  on  the  COSY software  package implementing,  among other 

things more related to particle physics:

• A full framework for differential algebra computations (COSY INFINITY), along with 

an extension for strict use of Taylor models.

• A validated integrator based on the preceding libraries (COSY-VI).

• A global optimizer that places bounds on function in a given domain (COSY-GO).

Applications  of  the  DA theory  to  the  space  field  came  later,  as  Pierluigi  Di  Lizia  from 

Politecnico di Milano wrote his Ph. D. dissertation on the design of space trajectories using 

differential algebra and the COSY framework in 2008 [10], in which he examines three cases 

(Earth  –  Moon,  Earth  –  Mars  and  multiple  planetary flybys)  under  different  methods  of 

analysis and problem formulations.

Based on the seminal work by Berz, a group has formed in the Italian university dedicated to 

the application of DA theory to celestial mechanics. In particular, the problem of the predicted 

close encounters of asteroid 99942 Apophis with Earth in 2029 and 2036 has been repeatedly 

used as a test case ([6], [11]) with research including:

• Analysis of the minimum distance at the first close encounter (CED) given the known 

orbital data and uncertainty about the asteroid.

• Delimitation of the impact leading conditions (ILC), that is, the region of positions of 

the asteroid for a given time that will result in an impact, useful for fast verification 

when later position measurements become available.

When  these  conditions  are  investigated  within  the  context  of  a  previous  close 

encounter, the area in the target plane that causes an impact in a later return of the 

asteroid is commonly called a gravitational keyhole.

• An attempt to estimate the possibility of a second close encounter or even impact due 

to orbital resonance caused by the deflection of the asteroid trajectory caused by the 

close encounter.  This investigation may be thought of the inverse of searching for 

gravitational  keyholes:  the  previous  encounter  is  fully  characterized  and  each 

trajectory needs to be propagated to find whether it leads to more close approaches.

However, in  the  woks  mentioned  this  last  item  was  frustrated  by  the  extreme 

expansion of uncertainty brought about by the first, very deep, encounter.

32



Differential Algebra Techniques

for Space Applications

Another student from the Politecnico di Milano, Alessandro Morselli, focused his Masters' 

Thesis on the analysis of collision risks between satellites orbiting Earth, or with space debris 

[12].  The  text  compares  the  accuracy  of  several  analytical  approximations  to  that  of 

semi-analytic DA methods, and goes on to employ the COSY validated integration framework 

to ascertain the collision risks between several orbiting objects. More recently, research at 

Politecnico di Milano has  focused  on the possibility of designing extended Kalman filters 

around DA techniques [13].

Finally, the University of Barcelona has also been a place of active research in automatic 

differentiation methods,  with a numerical  Taylor integrator of automatically variable order 

and step size, taylor, being developed around 2004 [2]. Berz and Makino presented a course 

on automatic differentiation techniques at the University of Barcelona in 2008, and a research 

group has since been active. 

Like their Italian counterparts, the Barcelona group has treated the Apophis problem several 

times ([14],  [15]), but it has also launched ESA-sponsored research on the general field of 

validated  integration,  comparing  the  performance  (computational  cost,  survivability)  of 

several methods and enclosure set representations in [3].
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III. A REVIEW OF ORBITAL MECHANICS
The problem to be treated, before the described mathematical tools are applied, is rooted on 

the prediction of physical phenomena. In particular, the field of interest is the high-precision 

determination of trajectories  given a range of  initial  conditions and parameters.  Thus,  the 

mathematical  representation  of  the  dynamics  should be  as  true  to  the  physical  reality  as 

possible in order not to obtain a batch of high-precision but low-accuracy data.

To that effect, it is interesting to take a short but comprehensive tour in orbital mechanics 

from the bottom up, describing the equations used to model the physical reality and that will 

be integrated to propagate the trajectories of bodies in space.

1. The Undisturbed N-body Problem
The general case in the classical N-body problem describes the movement of a system of 

massive particles in free space. The classical expression for the N equations of motion in an 

inertial reference frame is (§2.4 of [16]): 

mi

dv i

d t
=�∑

j=1
j≠i

N

[Gm im j

r ij
3

(r i�r j )]= f i ∀ i=1…N (III.1)

Where  rij = |rj–ri|.  Note that the previous equations, in addition to ignoring any force other 

than gravity, disregard several effects that are also due to the gravitational force, such as:

• Non-uniform distributions of mass (high-order gravitational potential expansions). The 

Newton  formulation  above  is  only  valid  for  mass  distributions  with  spherical 

symmetry, including the original case of point masses.

• Relativistic effects, significant for high orbital velocities (Mercury) or where extreme 

precision is required (GPS satellites).

Such terms will be reintroduced along with other forces in the form of  perturbations to the 

basic solutions in §3. In general, every single body in the system moves. However, direct 

summation of the N equations of movement provides: 
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∑
i=1

N

mi

d vG

d t
=∑

i=1

N

(mi

d vi

d t )=∑i=1

N

f i= 0 (III.2)

Thus, the centre of masses of the system is unaccelerated and may serve as the origin for the 

inertial frame of reference. This provides six first integrals (initial position and velocity of the 

centre of masses) for the problem. On the other hand, operating the summation of the N 

equations of momentum gives: 

∑
i=1

N

mi

dhG

d t
=∑

i=1

N

[mi

d (r i×vi )

d t ]=∑
i=1

N

r i× f i= 0 (III.3)

This provides three other first integrals for the conservation of the total angular momentum of 

the system about its centre of mass. Finally, the fact that gravitation is a conservative force 

adds a tenth first integral, the total energy of the system.

A typical subcase is the  restricted N-body problem, where one of the bodies is considered 

essentially massless compared to the others: it does not affect the movement of the massive 

bodies, but it is affected by them. This is the case of a spacecraft in the Solar System, either in 

orbit about a planet or moon, or in an interplanetary trajectory.

2. The 2-body Problem and the Keplerian Solution
A particular case of the previous, the simplest problem is the ideal movement of two bodies 

subject to no force other than their mutual gravitational attraction. Taking the two equations 

defined by (III.1), should one wish to consider the motion of  body 2 with regards to 1, the 

definition of r = r2–r1 is straightforward. Substituting and joining both equations gives: 

dv

d t
=�

µ

r
3
r with µ=G(m 1+m 2) (III.4)

Note that both bodies still move: the above representation is not implying body 1 to be at rest, 

but merely capturing the relative motion of 2 about 1. As any text on orbital mechanics will 

show (for example, in §3 of [16]), the former equation specifies a central, conservative motion 

with several first integrals that are conserved quantities:

• The angular momentum vector, h = r×v (III.5) 

• The eccentricity vector e=
v×h
µ �

r

r
(III.6) 
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• The total energy of the system E T=
v

2

2
�
µ
r

(III.7) 

Note that the previous 7 scalar quantities are not independent, for example the conservation of 

energy may be deducted from the conservation of e and h. As shown in §2 of [17], the actual 

number of independent values is 5, which means that for a given 5-tuple of first integrals, a 

single component of either r or v will fully determine the system state.

Further investigation of the conserved quantities provides insight on the form of the trajectory 

itself. For example, using (III.6) and evaluating its scalar product with r gives: 

r⋅e=
r⋅(v×(r×v ))

µ �r=
h

2

µ �r (III.8)

If the angle between r and e is called f, the shape of the trajectory is defined by:

r⋅e=r e cos f

h
2

µ =p=r +r⋅e} → r=
p

1+e cos f
(III.9)

Where the time dependency is captured by the angle f, called the true anomaly of the position. 

Some geometric analysis shows that the orbit so defined is (for all physical values of  p > 0 

and e > 0) a conic section ranging from a circle to a hyperbola depending on the value of the 

eccentricity.

Thus, Keplerian motion follows conic sections whose properties are determined by the first 

integrals of motion. In particular, the major axis 2a is determined by either of: 

ET=�
µ
2a

p=a (1�e
2)

(III.10)

Where zero total energy (infinite a) corresponds to parabolic orbits. Closed orbits are ellipses, 

with negative energy and positive a, while the opposite applies to hyperbolas.

In the relative motion under study, the primary body would occupy one of the foci of the 

conic section, with (r,f) defining the polar coordinates of 2 in a system centred at 1 and with 

the polar axis in the direction of e. The angular momentum coordinates are then: 

h=r
2 d f

d t
(ur×u f ) → d f =

h

r
2
d t (III.11)
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Introducing the form of the orbit deduced in  (III.9), the motion law may be reduced to a 

quadrature by operating: 

d f

(1+e cos f )2
=√

µ

p
3
d t=√

µ

∣a∣3
d t

∣1�e
2∣3 /2
=n

d t

∣1�e
2∣3/2

→

→ n (t�t 0)=∣1�e
2∣

3/2
∫

u= f
0

f
du

(1+e cosu )2
=M�M0

(III.12)

Where the constant n is referred to as the mean motion of the body. Given that the right hand 

side is hard to integrate into a simple closed form, the additional variable M or mean anomaly 

is defined, which is linear with time but in general bears no physical relation to the trajectory. 

The relation between f and M is thus given by (III.12).

2.1. The Perifocal Frame and Orbital Elements
Given that h and e are both constant and perpendicular (h·e = 0), they may be used to define a 

frame of reference for the orbit, centred on 1 and with basis vectors: 

ip=
e

e
; kp=

h

h
; ip× jp=kp (III.13)

Such a frame is called perifocal  because it  is  centred at  one of  the foci.  The XpYp plane 

contains the orbit because h is orthogonal to both r and v, so kp·r = kp·v = 0 and thus Zp = 0 for 

every point on the trajectory. The polar coordinates defined before are translated into: 

X p=r cos f

Y p=r sin f
(III.14)

Given that the time dependence of r itself is only due to cos f, it is easy to see that the orbit is 

symmetric about the Xp axis, that is, about the direction of the eccentricity vector.

The quantities called orbital elements are six generalized coordinates that fully define the 

orbit of a body and its position within it, with regard to a given frame of reference OXYZ. 

The most known are the classical or Keplerian elements:

1. Inclination i describes the relative orientation of the orbital plane and the reference XY 

plane. It is the angle formed by the k and kp vectors.

2. Right ascension of the ascending node (Ω or RAAN) is the angle on the XY plane, 

measured from the X axis, at which the orbiting body crosses from –Z to +Z.
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3. Eccentricity e is the magnitude of the vector quantity e.

4. The argument of periapsis (point of closest approach, f = 0) ω is the angle on the XpYp 

plane, measured from the ascending node to the Xp axis, and thus to the major axis.

5. The semi-major axis of the conic, a, is a measure of the size of the orbit.

6. Finally,  the only time-varying coordinate is  either the true anomaly f or  the mean 

anomaly M, both measured from the periapsis.

Note that the previous elements are not universally valid, for example:

• If the orbit is circular (e = 0), then ω is ill-defined. One may consider the argument of  

latitude u = ω+f instead. Note also that for a circular orbit, f = M.

• If the orbit has i = 0 then Z = 0 identically. Ω and ω do not make sense separately, so 

they are joined in a single variable called longitude of the periapsis ϖ = Ω +ω instead.

• If both i = 0 and e = 0, the appropriate definition is the mean longitude L = Ω +ω +M.

• If the orbit is parabolic, a diverges and should be substituted by p.

2.2. Particular Cases
If  one  is  willing  to  abandon the  general  case  and  distinguish between the  type  of  conic 

sections,  there  are  more amenable representations  with physical  meaning,  which are here 

succinctly presented. For more information on these solutions, consult §4 of [16].

For an ellipse, the usual parametrization is the eccentric anomaly E, which is the polar angle 

with the same polar axis but origin at the centre of the ellipse. The angle, however, does not 

trace the body position on the ellipse, but that of its  corresponding point on the auxiliary 

circle of the conic (see §4.3 of [16]). The solution is then: 

r=a (1�e cosE )

tan
f

2
=√ 1+e

1�e
tan

E

2

M�M 0=E�e sin E

(III.15)

For  a  hyperbola,  the  reasoning  follows  along  similar  lines,  but  circular  trigonometry  is 

substituted for hyperbolic functions. The variable, now called  H, has a relation to the area 

swept by the radius vector (from the centre of the hyperbola) since the body last passed its 

periapsis (see §4.4 of [16]). The solution is: 
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r=a (1�e coshH )

tan
f

2
=√ 1+e

e�1
tanh

H

2

M�M 0=e sinh H�H

(III.16)

For a parabola,  the common definition of the mean motion is not valid since  a diverges. 

However, given that e = 1, one can directly integrate the first equation of (III.12) into a closed 

form, by employing the identity 1+cos f = 2·cos2 f/2,  see §4.2 of  [16].  The solution, which 

needs to be solved either numerically or by the traditional cubic methods for x = tan f/2, is: 

1

2 (tan
f

2
+

1

3
tan

3 f

2 )=√
µ

p
3
(t�t 0) (III.17)

The rectilinear case (h = 0) is not explored here because it would lead to either a collision 

with the primary or a direct escape, and is easily analysed on an energetic basis alone. Thus, 

the generalized Kepler equation is transcendental for any meaningful trajectory.

3. Main Disturbing Forces
As said before, (III.4) does not represent the physical reality of the motion of bodies in space, 

due to many effects being ignored by the given formulation. There are other forces that affect 

such a motion significantly, and gravity itself may present more complicated forms than the 

simple point mass force.

This  section  attempts  to  describe  the  most  frequent  and  important  forces  modifying  the 

solution of the restricted two body problem (R2BP), obtaining an expression either for the 

potential function or the acceleration suffered by the body of interest.  At the end of each 

section, the secular effects of the force in a typical case is commented.

3.1. Third Body E�ects
Although the R2BP is a simple description of  the dynamics  of a system with great  mass 

disparity, like a spacecraft around a planet, the effect of other bodies may not be discarded 

beforehand, particularly for close bodies like moons or very massive bodies like the Sun, as 

the effects of the perturbations introduced may be cumulative and eventually throw invalidate 

the propagated orbit.
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Taking the general  N-body equations of  (III.1) for the primary and secondary bodies and 

subtracting the accelerations:

dv 2

d t
�

d v1

d t
=�

G m1

r12
3
(r 2�r 1)�∑

j=3

N

[Gm j

r j2
3
(r 2�r j)]

+
G m2

r 12
3
(r 1�r 2)+∑

j=3

N

[Gm j

r j1
3
(r 1�r j)]

(III.18)

In the manner of the 2BP, position vectors relative to the selected primary are defined as 

r�i = ri−r1, while the position of the secondary is simply taken as r = r�2. Collecting terms

dv

d t
=�

µ

r
3
r�∑

j=3

N

Gm j[ r� ̃̃̃̃r j

∣r� ̃̃̃̃r j∣
3
+
̃̃̃̃r j

r̃ j

3 ] (III.19)

A look at the two terms of the perturbing acceleration provides some physical insight: the first 

term models the direct influence of the other bodies on the motion of the secondary, while the 

second term represents the acceleration induced on the primary by such bodies, which affects 

the relative movement of 1 and 2.

For an artificial satellite around Earth, the main disturbing bodies are the Moon and the Sun, 

while the effect of other planets is mostly negligible. An interplanetary trajectory, however, is 

more  complex,  because  the  “important”  influences  change  as  the  secondary  (either  a 

spacecraft or a comet) moves through the Solar System.

In  some cases,  the  strength  of  the  perturbation will  be  high  enough to  surpass  the  force 

exerted by the primary. This may happen, for example, in a heliocentric trajectory, when the 

comet or spacecraft is close enough to a planet or moon: the distance at which the attraction of 

the close massive body equals that of the primary is named the sphere of influence.

The secondary could either be captured by the close body and begin a closed orbit around it, 

or just make a pass along it, in what is termed a  flyby  or swing-by. The pass may alter the 

trajectory, an effect that can be employed in interplanetary probes (gravitational assist), but 

which may also be dangerous, hurling asteroids towards Earth.

In the computational dynamics model itself, third body effects are implemented in two parts: 

one for bodies within the JPL ephemerides database like planets or the Moon; and other for 

the three major asteroids Ceres, Vesta and Pallas, see §IV.3.2.1.
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3.2. Non-uniform Mass Distributions
The mutual gravitational attraction represented on the right side of (III.1) is the form given by 

Newton  and  is  valid  as  long  as  every  body in  the  problem is  either  a  point  mass  or  a 

spherically symmetric distribution. Most bodies, however, are neither, and so the force exerted 

by them responds only approximately to the previous formulation.

The general form of classical gravity is a potential force that derives from the scalar field: 

V (r )=�∫
Ω

G ρ (r 0)

∣r�r 0∣
dΩ(r0) (III.20)

For every point r0 ∈ Ω the massive body; excluding r itself if it were to fall within Ω. If there 

are several  massive bodies,  the potential is  additive,  so a frequent version of the formula 

extends the integral to all space.  Thus, the force exerted by other objects upon a massive 

particle is F = –m∇V.

It  can be shown that in the limiting case of a massive particle without volume, the force 

between the two particles at r and r0 is that described by Newton. In addition, for every point 

in the outside of a uniform sphere, the potential function agrees with the point mass case, and 

thus so does the force.

Other mass distributions may be represented by more complicated potential functions, not all 

of them with a simple closed form. In the sufficiently general case of a roughly spheroidal 

object, the integrand may be expanded in series of Legendre polynomials, such that: 

V (r )=
G

r
∑
n=0

∞

∭
Ω

( r0

r )
n

Pn(cosγ )ρ (r 0)dΩ(r 0) (III.21)

With γ the angle between r and r0 and Pn the Legendre polynomial of order n. If the integral is 

evaluated, the result is (§8.1 of [17]):

V (r )=�
GM

r (1+∑n=1

∞

(Rr )
n

[�J n Pn (sinφ )+

+∑
m=1

n

Pnm (sinφ )(Cnm cosmψ +Snm sinmψ )])
(III.22)

Where a spherical coordinate system has been used:
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• ψ represents longitude, the angle between the projection of r on the XY plane and i.

• ϕ represents latitude, the angle between r and the XY plane itself.

• R is some representative length of the distribution that is used to scale the Jn, Cnm and 

Snm coefficients. For a roughly spheroidal body, this could be the equatorial radius.

Note that the Jn,  Cnm and Snm coefficients depend not just on the body itself, but also on the 

chosen  coordinate  system.  There  are  various  other  notations  in  use,  for  example  with 

colatitude instead of latitude (§8.7 of  [16]) or using the solid harmonics Ynm instead of the 

Legendre associated functions Pnm.

For a point r outside the mass distribution, higher grade terms become increasingly irrelevant 

with  distance  to  the  massive  body:  precise  integration  of  a  geocentric  orbit  requires 

information on the Earth field up to J4 or even more, but every other body is taken as a point 

mass. In other words, the closer the orbit, the higher the level of detail on the gravitational 

field required for a given precision. In the typical orbit about Earth, the main perturbation 

force is usually due to  J2,  which causes the regression of the line of nodes (∆Ω) and the 

rotation of the line of apsides within the orbital plane (∆ω).

3.3. Aerodynamic Drag
While the particle density in general interplanetary space is too low to cause any important 

effect in orbit, if the trajectory under study passes near enough a body with an atmosphere, the 

perturbation will be noticeable in the orbital parameters. 

Unless the mission is designed to land on a certain planet or satellite, most approaches will 

only traverse the highest layers of atmospheres, with very low densities. In that case, the mean 

free path is large enough to reject the direct use of continuum mechanics, turning instead to 

the version of fluid mechanics proposed by Newton, in which every particle interacts with the 

body of interest on its own causing a total change of linear momentum: 

∆ p=�∑
i

∆ p i=∑
i

f (c i ,mi , vi ) (III.23)

Where vi is the relative velocity between the body and atmospheric particle i, and ci depends 

on the type of impact: absorption of a particle implies taking its momentum, while a perfect 

reflection means accepting twice its original momentum.
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However, summing over every particle is infeasible, so the principles of statistical mechanics 

provide an approximation, under the hypothesis that the average relative velocity between the 

body and the particles is basically its orbital velocity. This assumes an atmosphere mostly at 

rest, neglecting its possible rotation or thermal agitation but allows the use of an expression 

that depends only on the atmospheric density:

aD≈�
A F

m
cD ρ (r )v

2v

v
(III.24)

Where  cD is  a  ballistic  drag  coefficient that,  as  mentioned  before,  measures  the  type  of 

interaction between the body and the particles, and AF is the frontal area presented by the body 

to the atmosphere. At the highest layers of atmospheres, density is usually well represented by 

an exponential model decreasing with height, such as: 

ρ (r )=ρ 0 exp(�r�r0

H ) (III.25)

Where  r and  r0 mean heights in the atmosphere,  ρ0 is the density at  r0 and  H is a model 

constant called the density scale height. Such model constants are not only hard to estimate, 

but also change widely due to, for example, the day-night cycle, the instantaneous distance to 

the Sun or the level of solar activity (see §9 of [17]).

In  a  typical  orbit  around a  planet,  aerodynamic  drag  diminishes  both  e and  a.  A highly 

elliptical  orbit  would  first  be  circularized  because  the  atmospheric  effect  is  concentrated 

around the periapsis, which may lead to uses such as aerobraking at the target planet of an 

interplanetary trip. However, once the orbit is roughly circular, the effect of the atmosphere is 

felt all around the orbit and the result is the progressive shrinking of a, potentially leading to 

the deorbit of the craft if the drag is not compensated.

3.4. Radiation Pressure
Another noticeable effect in certain orbits is radiation pressure, due to the fact that photons 

are  massless  but  have  a  non-null  momentum.  Just  like  the  interaction  with  atmospheric 

particles, photons may be reflected or absorbed depending on the surface characteristics of the 

body. Thus, the force on a (one-sided) surface element of the body is: 

d F=
∆ p

c p inc

⋅max(�ΦΦΦΦ⋅dS ,0) with p inc=
h ν
c

r ☉

r ☉

(III.26)
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Where Φ is the incoming radiation flux, depending basically on the distance to the Sun and 

possible eclipses by other bodies. A crude integration over the full surface gives:

aRP≈
Φ
c

AF

m

r ☉

r ☉

(III.27)

Assuming that there are no predominant directions and thus that the resultant force is still 

directed along the line connecting the Sun with the body of interest.

Radiation pressure is particularly important for artificial satellites with a large area of solar 

panels orbiting a planet or a moon, because it is a small but nearly constant force pushing the 

craft into a particular direction. The effect on the size of the orbit is roughly compensated, but 

constant push causes is a secular variation in the eccentricity.

3.5. Relativistic E�ects
The last perturbing force to be considered is the relativistic correction to Newtonian gravity. It 

is a very small effect that nevertheless accumulates, contributing to a measurable drift in the 

perihelion of Mercury, for example. It is also important in very high precision applications, 

like  satellite  navigation,  as  the  time/distance  measurements  need  to  be  corrected  for 

relativistic effects.

One  approach  to  considering  these  effects  that  does  not  require  switching  to  the  fully 

relativistic framework is the use of  parametrized post-Newtonian  (PPN) gravity expansions. 

This formalism, which is valid for small relativistic effects, keeps the classical framework and 

models the part of the gravity force that was being left out as small perturbations that may be 

expanded up to a desired order. These expansions were described by Damour, Soffel and Xu 

in  a  series  of  papers  in  the  1990s,  and  later  adopted  by  an  IAU  resolution  in  2000,  as 

described by Soffel in [18].

For the level  of precision required,  a first-order expansion of the PPN model is  required, 

which amounts to a correction to the Newtonian gravity force of:

aPPN1 =
µ

r
3
c

2 [(4 µr �v
2)r+4 (r⋅v)v] (III.28)
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IV. A DIFFERENTIAL ALGEBRAIC 
ORBITAL PROPAGATOR

1. Objective, Requirements and Constraints
This project intends to show the gains obtained by the incorporation of differential algebraic 

techniques to the common procedure of Monte Carlo simulations and, in particular, to orbital 

dynamics problems such as the movement of an asteroid in the Solar System.

Nowadays,  the  main  problem  of  the  Monte  Carlo  approach  resides  in  the  time  spent 

evaluating each point: in this case, propagating each perturbed initial vector up to the desired 

time or condition. This time is linear with the number of points being propagated, with a slope 

given  by the  complexity  of  the  propagation  itself.  Furthermore,  any change of  the  input 

distribution means that the whole process must be repeated.

The introduction of DA techniques allows the process to be broken in two steps:

• First, a  nominal point representative of the distribution (usually, but not necessarily, 

the  mean)  is  integrated  with  DA  tools  to  produce  a  polynomial  map  which 

approximates  the  Taylor  expansion  of  the  flow  of  the  differential  equation.  This 

integration  is  slow  compared  to  a  single-point  integration,  and  the  computational 

complexity grows fast with the map order, see equation (II.3).

The polynomial map, which is saved in a file, gives the dependence up to order n of 

the six components of the state vector at the end time of integration with regards to the 

perturbation on their initial values: x(∆x0;tf).

• Then, this map can be evaluated for any kind of distribution of disturbances from the 

nominal point, representing for example the uncertainty in the orbital determination of 

the asteroid.  This  step represents the evaluation of  six  polynomials,  and thus  it is 

extremely fast compared to the integration of a trajectory.
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While the propagator presented in this work only models trajectory perturbations caused by 

the uncertainty in the initial  state  vector  x0 = (r0,v0),  other  DA variables may be added to 

model other parameters  causing disturbances,  for example,  the uncertainty in the level  of 

continual thrust applied by an ion engine.

The requirements and constraints imposed to the propagator are  described in the following 

table,  splitting  them  between  the  purely  functional  or  “scientific”  requirements,  and  the 

implementation or “programming” constraints.

Functional requirements Implementation requirements

F1 Cowell  propagator,  working with either 

real numbers or DA vectors.

I1 Cross-platform  design,  code  must  be 

strictly standard Fortran 2003.

F2 Dynamics  model  precise  enough  for 

decades-long propagations of NEOs, taking 

into  account  at  least:  third  bodies  and 

general relativity perturbations.

I2 Maximize  code  reuse between  the 

routines  for  real  numbers  and  those 

employing DA arithmetic.

F3 Allow the long-term storage of maps for 

repeated evaluation with new deltas.

I3 Modular  design  of  data  post-processing 

actions, allowing more to be added.

F4 Provide a rough estimation of the quality 

of the results from an evaluation.

I4 No  implicit  variables  or  interfaces, 

including calls to external libraries.

Table IV.1: Functional and implementation requirements for the propagator

2. External Libraries and Dependencies

2.1. COSY INFINITY – Di�erential Algebra Framework
A project started in the 1980s as an interpreter for a reduced programming language targeted 

at scientific computations, COSY has been developed by M. Berz and K. Makino at Michigan 

State University. Its design addressed what  they perceived as  important deficiencies in the 

mainstream language for scientific computations, FORTRAN 77, in which the interpreter was 

written. In particular, the advantages of COSYScript included:
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• Full  vector  operations  as  a  part  of  the  language,  with  the  possibility  of  parallel 

execution with the OpenMP libraries.

• Interval type and consistent (correctly rounded) arithmetic.

• Automatic differentiation facilities,  including differential  algebra and Taylor model 

types, and operations for differentiation and integration of the values.

• Defined operators for all COSY types.

The advent of  new versions of the  Fortran  standard  has made the first achievement largely 

irrelevant, since vector expressions are now an integral part of the language, including array 

section manipulation which is missing from COSYScript. Parallel execution is also possible 

with  FORALL (in  Fortran  95) or  DO CONCURRENT (in  Fortran  2008) under  the  adequate 

compiler/library combination.

The dynamically typed COSYScript defined operators which allowed terse expressions for 

types like intervals or DA vectors where FORTRAN 77 would have required function calls 

with uglier syntax, but here again the advent of new languages or versions such as C++ and 

Fortran 90 has generalized the concept of  operator overloading for user types and removed 

this particular advantage. For example, implementing the interval type is easy if the language 

provides access to the IEEE 754 control flags for rounding modes, which is true of standard 

C++11 and Fortran 2003.

This  advance  of  the  general  programming state  of  the  art  was  recognized  by the  COSY 

developers, which added two binding  layers allowing the COSYScript core to be used as a 

library in Fortran 90 and (through the f2c converter) C++98. Such bindings provide a single 

type with overloaded operators  that call into the core using opcodes, thus behaving like the 

code was running in a COSYScript virtual machine not much unlike that of Java. The general 

scheme of how the propagator interacts with COSY code can be seen in Illustration IV.1.

2.1.1. Use of Di�erential Algebra Operations

COSY has been successfully employed in several projects, mainly in the particle physics field 

it was originally designed for, but also in orbital mechanics, see for example the works  of 

Di Lizia in  [10] and  [11]. Notwithstanding the  general obscurity of the design, the results 

obtained so far are sound, and the COSY code is reasonably fast and feature-complete.
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The propagator code  uses the Fortran 90  binding,  documented in  [19], to pack the COSY 

functionality into a module, which has been  supplemented with  several  helper routines  in a 

“strict”  module  (see  Illustration  IV.1) with  a  double  objective.  First,  to  completely  and 

unambiguously determine the interface of any COSY routine1 employed in propagator code; 

1 For example, the FORTRAN 77 code passes COSY objects as INTEGER handles, so type ambiguity may 

arise  for  some  arguments  like  a  unit  number  for  DA vector  I/O.  As  the  number  of  employed  COSY 

procedures is low, the “strict” module defines the same routines with unambiguous types.
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Illustration IV.1: Scheme of calls to COSY code from the propagator. Orange is code from 

the COSY distribution, while blue code has been written from scratch.
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and second, given that  the propagator  usually manages  state  vectors  or  other  generalized 

coordinate  vectors,  the  module  defines  specific  operators  to  work  with  Fortran  arrays of 

COSY objects.  The latter works under  the  principle of avoiding surprising behaviour: for 

example, there is no element-by-element division of arrays of COSY objects.

The definition of custom operators and procedures for arrays of TYPE(COSY) objects is more 

or less a requirement for a certain level of clarity in the code, because even though COSY 

objects can be themselves arrays (managed by the COSYScript engine), the subscript operator 

() may not be overloaded in Fortran. Compare

y = COSY_ARRAYGET(stvec,1,2)  with y = stvec(2)

Furthermore,  COSY arrays  do not directly support the use of sections. Thus, COSY array 

routines  are  only  employed  where  absolutely  required  (by  the  POLVAL subroutine,  for 

example) and Fortran arrays of COSY scalars are the norm everywhere else.

While  COSY offers  advanced  functionality in  several  fields,  with  explicit  differentiation, 

integration or  optimization,  the propagator  employs  it  as a  mere automatic differentiation 

engine. In particular, the code treats DA objects as  drop-in  substitutes for  double precision 

numbers2, automatically collecting derivatives until the map is written. The only DA-specific 

operation  called  (other  than  I/O  and  memory  management  routines) is  the  evaluate 

polynomial map subroutine POLVAL, which uses Horner's method.

2.1.2. Design Considerations

The COSY engine code resides in two files; an “elementary operations package” more than 

30000 lines long, and the VM interpreter of about 8000 lines of code. The first defines library 

procedures that the second invokes through a 20-line long computed GO TO statement based 

on  the  passed  opcode.  The numbers  themselves are  hard-coded  into  each  binding  and 

unchanged since 2006, making the bindings unusable with the latest release of the engine due 

to backwards-incompatible changes in the opcodes between versions 9.0 and 9.1.

There are several clues that the code base is actually kept in many smaller files that are then 

combined  to  ensure  the  compatibility  of  COMMON sections  and  exploit  the  limited  type 

checking capabilities of FORTRAN 77 compilers. This was a usual practice before the advent 

of Fortran 90 modules, with the C preprocessor frequently employed for the task.

2 In fact, care is taken to ensure that the same code runs against both REAL(n) and TYPE(COSY) values, 

with the only exception of the memory management prologue and epilogue required by COSY.
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Due to the lack of dynamic allocation in FORTRAN 77, the  space dedicated to the  COSY 

engine is specified at compile time in PARAMETER statements throughout the engine files. The 

default  is  a  pool  of  100  million  slots  (a  double  precision  number  and  an integer),  for  a 

maximum of 10 million variables. Such a pool would use over 1.2 GB of memory; while on 

the other hand the map integration step uses about 250 DA variables, each of the size given by 

(II.3): for order 10 this is about 2 million slots, or 24 MB. However, the defaults are actually 

usable due to the way memory is managed, because:

• On the COSY side, variables are allocated  sequentially from the pool and the space 

from destroyed variables is reused if there are no more allocated variables after them. 

As the propagator is carefully constructed not to “leak” any either intentionally or not, 

the same 250 variables are reused in every step.

• On  the operating  system  side,  the  pool  is  big  enough  to  span  several  pages3 of 

memory, and a modern OS will not allocate actual memory for a page of “uninitialized 

data” until a write is attempted. Since this never happens for most of them, the actual 

memory usage remains manageable with the default pool sizes.

2.2. JPL ephemerides library
In order for the propagator to be usable in real world applications, it needs to model the forces 

experienced  by  a  satellite  or  asteroid  in  the  Solar  System to  a  high  level  of  precision. 

However, non-Keplerian models of orbital dynamics need r(t) and v(t) for all involved bodies, 

which may be either read from a database or integrated along the desired trajectory.

The JPL ephemerides  library  is  such a database, allowing a  client  program to obtain the 

position and velocity of several Solar System bodies by interpolating from a list of Chebyshev 

polynomials. Both the data itself and a set of FORTRAN 77 routines to read and interpolate 

the ephemerides are available from the NASA Solar System Dynamics website.

NASA publishes  several  data  sets  for  use  with  the  routines,  commonly  in  a  machine-

independent text format that needs to be preprocessed into a machine-specific binary format 

before it can be used by the main interpolation routine  PLEPH. Even though the propagator 

allows the user to specify the ephemerides database to use, all results in this work have been 

computed using the DE-405 data set.

3 This is however a risky bet to make, since page sizes may vary widely (from 4 KB to several GB) between 

platforms, operating systems and configurations.
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Given that the time argument to the JPL routines is a Julian date, there is a second subroutine 

DPLEPH that takes a vector of two double precision numbers.  This tries to avoid the loss of 

intra-day precision that may arise due to the fact that the current JD takes 7 significant digits 

to  represent,  which  is  half  of  the  decimal  precision  of  a  64  bit  IEEE 754  number.  The 

propagator exploits this fact, representing dates internally as MJD2000 values and employing 

the alternative version of the interpolation subroutine.

2.3. Other Libraries
Other libraries in use by the program for minor, but necessary, tasks include the following:

• A Deimos  Space  internal  library  that  handles  rotation  matrices  between  different 

reference frames, employed for the transformation between user data and the internal 

data used by the propagator (Cartesian ICRF-based coordinates).

• The  linear  algebra  subroutines  of  the  LAPACK  library,  in  particular,  the  DSYEV 

subroutine for the spectral decomposition of a symmetric real matrix.

3. Structure of the Propagator
The program central to this work is structured as a two separate tools, mapgen and mapeval, 

following the division of work specified in §1. As required by constraint I1, both are written 

in  standard  Fortran  2003  and  aim  for  the  maximum cross-platform  compatibility,  so  no 

modifications should be needed to build and run the tools in different platforms.

The design of both tools is intended to share as much code as possible, which materializes in 

the fact  that nearly two thirds of the code base is shared between the tools. This includes 

modules that  might be  thought naturally part of  the map generator,  such as the dynamics 

model or the numerical integrator; as the map evaluator includes post-processing commands 

that rely on such routines.

The most obvious example is the map verifier, which takes some trajectories and integrates 

them individually, comparing the output to the result of the map evaluation in an effort to 

check whether the input perturbations are too extreme for the map.
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3.1. Common Structures
It is important to remark that most of the code in the propagator does not actively distinguish 

between real numbers and COSY variables: two copies of each routine have been created and 

kept in sync by the use of Fortran 90 INCLUDE statements.  The memory management code 

required by COSY variables is included in custom prologues and epilogues to each procedure, 

but the “algorithmic” code is the same, profiting from operator overloading. This applies both 

to  the  dynamics  model  and  the  numerical  integrator,  which are  shared  by both  tools  but 

described in the map generator section.

3.1.1. Configuration Files

In the spirit of traditional Fortran programs, most of the input to the tools comes through the 

use of configuration files.  However,  given that  the Fortran 2003 standard introduces  new 

functionality to the effect (see §13.5.18 of [20]), some configurations read from the file may 

be  overridden through command-line  options.  This  improves  the  usability of  the tools  in 

automatic job management contexts,  such as a POSIX script  to generate maps  of several 

orders in sequence4.

The  format  of  the  configuration  files  for  both  tools  is  based  on  a  series  of  contexts,  or 

sections, which represent logically different parts of the application that is being configured. 

For  example,  the  map  generator  uses  three  contexts:  MAPGEN provides  general  options, 

DYNAMICS sets up the dynamics subsystems and INTEGRATION contains information like the 

initial state vector and the epochs.

A context is declared by a line starting with % and the context name; any statements until the 

following context  declaration  are  considered  part  of  that  context  and  parsed  accordingly. 

Unless  otherwise  required  a  context  may  be  declared  more  than  once,  even  with  other 

contexts appearing interspersed in the configuration file.Comments are introduced by the  ! 

and # characters. Any text from the comment marker up to the end of the line is ignored by 

the parser.

Options in each particular context have their own syntax, depending on the active context. 

However, many options are set with a property=value syntax, and a handful data formats 

are used by several settings. The most common data types are:

4 In fact, such automations are possible even without command-line options, through clever use of scripted 

file editors such as the POSIX stream editor sed. However, command-line options allow for significantly 

clearer invocations of the tools.

54



Differential Algebra Techniques

for Space Applications

• Epochs: in the Coordinate Time (CT) used by the JPL Horizons system,  which, as 

defined in §8 of  [21], is closely related to Terrestrial Time. The parser admits Julian 

dates  in  the  format  JD±ddddddd.dddd,  up  to  the  precision  of  the  floating  point 

numbers in use. It also accepts dates in Julian years in the format Jyyyy.yyy, where 

J2000.0 equals JD+2451545.0.

• Solar System body Ids: either in the numeric notation used by the JPL Ephemerides 

Database,  or  as  the  common  names  of  the  Sun,  the  planets  and  the  Moon.  The 

following additional  names are recognized:  ssbary (Solar  System barycentre) and 

embary (Earth-Moon system barycentre).

• Boolean values:  the values yes and  no are recommended for clarity,  but  anything 

recognized by Fortran as a boolean value (like T) is accepted.

• File paths: in any form that the current platform is willing to take. Relative as well as 

absolute paths are accepted.

• Lists: enclosed in square brackets [] with comma-separated elements. The acceptable 

number of elements may change depending on the particular command.

• Structures: similar to lists enclosed in curly braces  {}, they have a fixed number of 

elements  with  particular  meanings.  One example  is  the  reference  frame,  which  is 

specified as {central body, axes, units, generalized coordinates}.

3.1.2. Reference Frame Utilities

As  described  in  §3.2.1,  the  dynamics  model  and  the  tools  themselves  employ  internal 

assumptions  geared  for  the  Solar  System,  so  the  computations  are  carried  in  Cartesian 

coordinates on ICRF axes and AU, AU/day units.

However, as proper physics simulators, the tools are required to implement correct handling 

of unit systems and reference frames, which includes the possibility of data being entered and 

reported in user-chosen units, regardless of the internal implementation.

The system currently implements a generic unit system management, defining several base 

magnitudes like length, time, mass or, for ease of conversion, angles. Then, unit systems are 

defined with the conversions of the base magnitudes units and a name for reference.
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System name Angle unit Length unit Time unit Mass unit

SI Radian (rad) Metre (m) Second (s) Kilogram (kg)

kms Degree (º) Kilometre (km) Second (s) Kilogram (kg)

AUd Degree (º) Astronomical unit (AU) Day (d) Earth mass (M⊕)

Table IV.2: Unit systems defined for use in the tools. Computations are carried in AUd.

Also,  several  types  of  generalized  coordinates  are  implemented:  Cartesian  state 

(pseudo-)vectors are standard and used internally in most computations,  but the user may 

introduce and get back classical and cometary orbital elements. Such coordinates have extra 

requirements, for example, orbital elements require the central point to have a non-zero GM.

Coordinates name Coordinates Extra requirements

rv x, y, z, vx, vy, vz -

elements a, e, i, Ω (OM), ω (w), θ (TA) Central point GM

comet_elem e, q, Tp (Tp), Ω (OM), ω (w), i Central point GM, t

Table IV.3: Generalized coordinates for use in the tools. Computations are carried in rv.

Last, a reference frame requires an orientation for its axes. Several are defined, both fixed and 

rotating, although the latter does not mean that the system is taken as changing throughout the 

integration: their directions are frozen so the frames are always inertial.

Axes orientations Syntax

International Celestial Reference Frame ICRF

Mean Earth equator of date MEEq (epoch)

Mean Earth ecliptic plane of date MEEc (epoch)

Table IV.4: Axes orientations defined for use in the tools. Computations use ICRF.
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Taking all of these elements together with an origin or central point for the system, the user 

uniquely specifies the meaning of a certain state vector of six numbers. Several frames may 

be in use at once, for example, the map evaluator employs one frame for the introduction of 

deltas  and  another,  possibly  different  frame,  for  the  display  of  results.  Conversions  are 

handled automatically between any two well-defined frames.

3.2. The Map Generator
The first tool described is tasked with leveraging the COSY framework to integrate a single 

trajectory, as defined by an initial state vector and the two epochs that the trajectory is to be 

integrated between. This trajectory will act as the nominal state of some kind of virtual object 

distribution, which will later be evaluated using the second tool in the set.

Other minor options, such as the logging verbosity, may be specified by the user to customize 

the behaviour of  mapgen in a configuration file with a simple format, see §3.1.1. However, 

the single most important configuration is that  of the dynamics model for the integration, 

which includes which bodies to consider and the advanced perturbations to enable along with 

all the required data.

The map generator is, in fact, the simpler of the two tools, because it only needs to consider 

one case (the propagation of a single point), while the map evaluator is complicated by the 

diversity in the post-processing tools.

As mentioned before, both the dynamics model and the numerical integrator are actually used 

by both the generator and the evaluator, although with different data types. However, given 

that the bulk of the orbital propagation work usually falls to the map generator, they will be 

described in this section.

3.2.1. Dynamics Model

One of the central parts of the propagator, the dynamics model comprises several subroutines 

implementing the base n-body problem and other perturbation forces described in §III.3. All 

perturbations are kept separate and may be enabled or disabled by the user in the dynamics 

section of the propagator configuration.
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a) Internal Workings

The  actual  method  of  representing  the  evolution  of  the  system  is  Cowell  propagation, 

computing the full instantaneous acceleration vector γ(x,t)  in Cartesian coordinates for each 

time  step5 for  its  introduction  into  the  Newton  equations  of  the  motion.  This  method  is 

conceptually  simple  compared  to  approaches  employing  a  more  sophisticated  set  of 

generalized  coordinates  which  then  require  special  propagation  methods,  such  as  Gauss' 

planetary equations for the orbital elements.

Cowell's method also has the advantage of being completely generic, not making any extra 

assumptions such as  the dominance of a particular force.  For particular  cases  this may be a 

disadvantage against a more specialized method, but the propagator may be asked to integrate 

any trajectories, including those where the main force changes over time.

For example, the aforementioned Gauss' method would probably be better suited for an Earth 

satellite  perturbed  by the  Moon  and  the  Sun;  but  in  an  interplanetary  trajectory  with 

gravitational slingshots there would be large changes in the heliocentric orbital elements in 

the relatively small durations of each swingby that could upset the numerical integrator. While 

this  could  be  fixed  by  monitoring  forces  and  changing  the  reference  frame  as  needed, 

Cowell's method does not suffer from this problem.

A situation where a Cowell propagator might require a change of reference frames would be a 

very close encounter between two objects so far away from the origin that the relative state 

vector would suffer numeric precision issues from the subtraction of the absolute states of the 

objects. However, in the Solar System this is unlikely, because even at 100 AU from the Sun, 

a double precision number – here taken as the binary64 format of IEEE 754 – can give the 

relative state of two objects 15 km apart with more than 6 significant decimal digits.

The actual forces implemented are those mentioned in §III.3, with the following details:

• N-body  forces: implemented in  ssdyn_nbp, it is the main procedure modelling the 

Keplerian  term  and  also  acting  as  a  controller  of  all  perturbations,  as  shown  in 

Illustration  IV.2.  The  actual  bodies  involved  are  selected  when  calling  the 

init_dynamics subroutine, and may be any of the bodies for which the JPL library 

provides ephemerides data.

5 In fact,  the  internal  representation used  by the  program is  based on the  state  pseudovector  formed  by 

concatenating r and v. Thus, the dynamics model computes the acceleration and returns (v, γ).
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• General relativity: implemented in  ssdyn_genrelm, computes the perturbation due 

to  the  first-order  term  of  the  PPN  monopole  expansion.  It  is  a  simplified 

implementation that only works with coordinates centred at the perturbing body, so it 

is only called for the Sun, although it may easily be modified to suit other cases.

• Major asteroids: implemented in ssdyn_asteroids, introduces the forces caused by 

Ceres, Vesta and Pallas, which are not selectable in the N-body subroutine because 

they are missing from the JPL ephemerides file.

The actual implementation is quite crude, as it takes an initial state vector for each 

asteroid  and  executes  a  fast  Keplerian  propagation  to  get  the  instantaneous  state. 

However,  given the magnitude of the forces, the results  are good enough to avoid 

integrating the asteroids along with the problem trajectory itself.

• Radiation  pressure:  implemented  in  ssdyn_rad_pressure,  this  perturbation  is 

exceptional in that the body creating the trajectory is no longer considered a massless 

point. Rather, the subroutine needs information on the dynamic properties of the body: 

its surface/mass ratio and its coefficient of reflectivity.
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The current implementation takes these properties as  instantaneous, though  mapgen 

itself  treats  them  as  constants  entered  by  the  user.  The  subroutine  also  needs  a 

reference for the radiation flux at a particular distance from the Sun.

• Non-spheric  gravity potentials:  implemented in  nsp_accel,  the subroutine takes a 

description of the gravity field of one or more of the bodies being used in the N-body 

problem and computes the change in acceleration due to the nonlinear terms in r.

This implementation  reads  the unnormalized coefficients of the spherical  harmonic 

expansion from a file selected at initialization. The actual  evaluation, up to an order 

selected by the user between 2 and the maximum in the file,  performs an iterative 

computation  of  the  Legendre  polynomials  and  associate  functions,  keeping  the 

required derivative information if COSY types are used.

b) Generic Dynamics Routines

The dynamics module includes several subroutines and functions employed both by the rest of 

the module itself and the full program. Several such examples are:

• Conversion  routines  between  Cartesian  coordinates  and  orbital  elements,  both 

classical and cometary, given the additional data required (primary GM, t...).

• Conversions between anomalies (true, eccentric, mean) given the eccentricity.

• A Keplerian propagator based on all of the above

Also, there are initialization routines for each of the perturbation submodules that fetch and 

prepare the required data if  the perturbation has been enabled,  like the coefficients of the 

spherical harmonics expansion of the non-spherical potential of some body. All of them are 

called as required by the init_dynamics subroutine, which takes a dynamics configuration 

object as a parameter and illustrations the initializations to perform from it.

All  internal  arithmetic of the dynamics  model (and most of the program) is  computed in 

Cartesian state vectors,  the only exception being the Keplerian propagator which employs 

classical orbital elements. The reference frame employed may be centred at any Solar System 

body, but the axes are always ICRF, and the units in the computations are AU and AU/day. 

The latter system of units is defined in the dynamics module as a parameter WORK_UNITS, so 

other parts of the program may properly interface with the module.
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3.2.2. Numerical Integration

The actual method employed for the integration of differential equations of motion requires 

certain characteristics defined in  §I. A typical choice in scientific programming would be a 

Runge-Kutta scheme of some chosen order, but with the added constraint of automatic time 

step management.

To  that  effect,  the  propagator  implements  an  explicit Runge-Kutta-Fehlberg  scheme  as 

described by  the seventh order  formula of [22], a  high-precision version of  the RKF4(5) 

integrator commonly used to solve differential equations in many numerical packages.

The integrator, however, employs a custom time step control method in which the truncation 

error for each component is compared with the given tolerances, in order to grow the time 

scale as well as shrink it. The time step is scaled based on the value of the quadratic sum of 

the mentioned ratios, which constitute a measure of the adaptation of the scheme time step to 

the differential equation characteristics. The used metric is: 

Ε=∑
i=1

v

(
ε i

T i)
2

→ ∆ t *=16√ 1

400Ε
⋅∆ t (IV.1)

Where εi are the truncation errors for each variable computed according to (134) of [22], and 

Ti are the user-provided tolerances. As stated by the formulation, the time step has a stationary 

point  when  Ε = 1/400,  that  is,  when the RMS of the  truncation error/tolerance ratios is  1/20. 

Whenever Ε is found to be over 1/400, the time step is shrunk; while if Ε is under that level, ∆t 

grows.  However,  the  actual  RKF step  is  only repeated  with  a  shrunk time step  if  Ε ≥ 1, 

otherwise the modified ∆t applies to the next iteration of the algorithm.

3.2.3. Writing the Map Data

Once the propagation is complete, the final result is an approximation to the Taylor expansion 

of the flow of the differential equation. It is represented, as mentioned in §1, as a polynomial 

map encoding the values of derivatives of each coordinate with regards to the components of 

the initial state.

The file actually saved is in a format rather similar to the one used by the configuration file, 

see §3.1.1. It contains some additional information  besides the map itself, in order for the 

other  tool  to  be  able  to  perform  its  basic  job  of  evaluating  points  and  printing  the 

perturbations. In particular, the map file contains:

• The order of the map, required to initialize COSY.
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• The frame of reference for the data in the map. In the current version, only the central 

body is used, as the program writes (and expects to read) maps using ICRF Cartesian 

coordinates with values in AU and AU/day.

• The initial state, which may be necessary to define the perturbations depending on the 

generalized coordinates used by the evaluator. For example, in the very common case 

of perturbations to the orbital elements, the initial state is required.

• The initial and final epochs, which are required in situations similar to the above, for 

example when using cometary orbital elements.

Many  tasks  run  by  the  evaluator  as  post-processing  commands,  however,  require  more 

knowledge  about  how  the  map  was  created,  like  the  dynamics  settings  to  replicate  the 

integration  of  particular  points,  see  §3.3.2.  In  those  cases,  the  evaluator  asks  for  the 

configuration used to create the map, and takes the original accordingly.

3.3. The Map Evaluator
The second tool in the set, the evaluator  mapeval takes a map propagated by the generator 

and  employs the COSY framework to obtain the points corresponding, at time  tf, to small 

perturbations of  the  initial  conditions  which  may be  either  generated  from  the statistical 

distribution of orbital uncertainty or specified in a separate data file.

In the simplest case, the objective of the tool is to evaluate the map for each perturbation ∆x0 

and print  the result  of  the operation  to  the standard output stream, which will  usually be 

redirected to a file. Other information about the progress of each step is sent to the standard 

error/log stream, so that status information is not mixed with results.

In addition to the basic evaluation capacity, mapeval includes an extensible post-processing 

command  framework  to  add  functionality  to  the  tool:  in  this  project,  the  commands 

implemented are directed towards asteroid impact risk analysis, see §V.1.

Configuration options

The format of  a configuration file  for  mapeval is the same used by  mapgen (see §3.1.1), 

although  evaluation  configurations  are  usually  longer  due  to  the  specification  of  post-

processing  tasks  and  their  own  options.  However,  there  are  a  number  of  settings  in  the 

MAPEVAL context itself, mainly dealing with the evaluation phase and the general set up of the 

program. Options recognized in the main context are:
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• A path to the map_file to be evaluated.

• A natural  num_points to be evaluated.  Obviously, the memory use of the program 

depends substantially on this value.

• The name of a delta_provider, see §3.3.1.

• A delta_frame of reference that is used for the delta inputs and every other input in 

the configuration file where not otherwise specified.

• An optional display_frame of reference that is used for the output data. If absent, 

defaults to the delta_frame.

• An optional  jpl_ephemerides_path pointing to a JPL ephemerides database file 

prepared for the current platform. It is required if orbital elements are used in any way, 

including by the Keplerian propagator in some post-processing commands.

• An  optional  jpl_ephemerides_recsize that  also  is  required  if  the  preceding 

configuration is specified.

3.3.1. Delta Generation

One of the most important parts of mapeval is the delta generator, which allows the user to 

replicate a swarm of virtual objects  from the nominal point of the map and the statistical 

distribution of the uncertainty in a particular set of generalized coordinates. There are three 

delta  generators  available:  manual loads  deltas  from  a  file,  uniform populates  an  n-

dimensional  box  of  the  given  sizes  in  the  selected  coordinates  and  normal generates  a 

multivariate normal distribution with the given covariance matrix.

Currently, all random delta generators employ the random number generator (RNG) provided 

by  the Fortran  90+ standard library  subroutine  RANDOM_NUMBER,  which  is  defined  (in 

§13.7.94 of  [20]) to model a uniform distribution in [0,1)  for any real kind available.  This 

function is called by the random_base() function in the randomness module, and the result 

is transformed into the required distribution by other functions therein.

In the particular compiler/library used for the development of the tools,  RANDOM_NUMBER is 

implemented (according to §8.199 of [24]) using the KISS algorithm created by G. Marsaglia. 

The randomness characteristics (uniformity, period,  etc.) of this algorithm are good enough 

for  the  purposes  of  delta  generation.  However,  other  compilers are  known to  implement 
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RANDOM_NUMBER using a linear congruential generator,  which is  unsuitable for the purposes 

of this tool6. In that case a different algorithm, like a Mersenne Twister, should be employed 

as the “base generator” of the randomness module.

a) Loading Deltas from a File

In certain circumstances, it might be interesting to load the perturbations information from a 

file  instead  of  using  random number  generation.  For  example,  one  could  wish  to  test  a 

distribution  generated  by  another  tool,  or  compare  the  results  of  evaluating  particular 

perturbations for which there may be individually propagated data.

The configuration options for the manual generator are two:

• The columns property expects a list of data column names in the file. Valid names are 

the six generalized coordinates in use, skip for ignoring a column and p-value for 

multivariate  normal  distributions  where  the  p-value  has  been  stored  (see  The

Multivariate Normal Generator below for the definition of p-values).

Example: columns=[e,q,Tp,OM,w,i,p-value] for cometary elements.

• The file property expects a path to the file, in the format required by the platform, 

with the delta data. It should be readable and contain no other data or comments.

Example: file=deltas_2011ag5.dat

b) The Uniform Generator

A simple generator intended for small, non-scientific tests of the tool itself. The  uniform 

generator  takes  a  radius  in  each  of  the  generalized  coordinates  in  use  and  creates  a  6-

dimensional box of the given sizes around the nominal point. Its configuration is simple:

• The  radius command takes  a  generalized  coordinate  xi and  a  size  Ri.  Generated 

deltas vary uniformly in xi, in the range [−Ri,+Ri].

Example: radius TA 0.2e-3 specifies that true anomaly shall vary between −0.002 

and +0.002 degrees (assuming the AUd unit system and classical elements).

Coordinates for which radius is not specified are fixed, reducing the degrees of freedom.

6 In his 1968 paper [23], Prof. Marsaglia proved that linear congruential generators are unsuitable for Monte 

Carlo  simulations  because  if  the  results  are  used  to  represent  points  in  v-dimensional  space,  they  are 

distributed in a very small (in comparison to the expected) number of hyperplanes.
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c) The Multivariate Normal Generator

A complete generator intended  to be used for Monte Carlo testing. The  normal generator 

approximates a multivariate normal distribution  of null mean and with a covariance matrix 

specified by the user.

The process of generation of the variates is the following: first, a pair of samples is taken from 

the base (standard uniform) generator and fed to the Box-Muller transform7, which uses the 

following theorem in reverse:

X ,Y ∼ N (0,1)  iid ⇔ {R2=X
2+Y

2 ∼ χ2

2 = Exp(λ= 1

2)
θ=arg (X ,Y ) ∼ U [0,2π )

(IV.2)

With “iid” meaning that X and Y are independent and identically distributed variables. Since 

the argument θ is uniformly distributed, it may be readily created by scaling the output of a 

call  to  the  base  RNG,  while  the  exponential  distribution  for  R2 is generated by  taking 

logarithms on another call to the uniform base as follows: 

U ,V ∼ U [0,1 )  iid → {R2=�2 ln(1�U ) ∼ Exp(λ= 1

2)= χ2

2

θ=2πV ∼ U [0,2π)
(IV.3)

Equating (IV.2) and (IV.3) indicates that taking either X = R·cos(θ) or Y = R·sin(θ) produces a 

stream of normally distributed numbers. From here, one may build a standard multivariate 

normal by exploiting the fact that  v normally distributed and independent variables form a 

single random variable with a jointly normal distribution of v dimensions.

The only step left is transforming the generated delta vector  into the required multivariate 

normal of null mean and covariance matrix Σ. The program uses the multivariate analogue of 

the univariate theorem stating that if Z is a random variable with an N(0,1) distribution, then 

X = µ+σZ has an N(µ,σ) distribution. Extended to v variables, the theorem becomes:

Z ∼ N (0, Iv) → X=µµµµ+U ΛΛΛΛ
1

2 Z ∼ N (µµµµ ,U ΛΛΛΛU
T ) (IV.4)

7 First outlined in their 1958 paper [25], the transform allows the generation of standard normal variates from 

U(0,1] numbers. Since the base generator returns U[0,1) data, the numbers that are fed to the transform are 

actually 1−random_base().
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Where UΛUT = Σ is the spectral decomposition of the covariance matrix, with Λ the diagonal 

matrix of the eigenvalues (variances) and U the corresponding eigenvector matrix. Note that 

the process just described requires that the distribution is truly  v-dimensional, that is,  Σ is 

definite positive; whereas a laxer interpretation allows the degenerate case of null variances, 

only Σ requiring to be a real, symmetric, semi-definite positive matrix.

The configuration of the normal generator is simple:

• The covariance command takes two generalized coordinates  xi,  xj; and an element 

of  the  covariance  matrix  σij.  The  program maintains  the  symmetry of  the  matrix, 

automatically setting σji when reading σij.

Example:  covariance a TA -9.85e-11 sets  the  cross-covariance  between  the 

semi-major axis and the true anomaly to the specified value

P-values in the Normal Distribution

The normal delta generator provides an additional piece of information on each point, called 

the p-value. For a given delta state vector x, the p-value represents the probability of getting a 

point  “worse”  than  x, in the sense of a point  that is further off the mean in a  generalized 

distance measure. This distance is defined as the norm of the point z corresponding to x in a 

standard multivariate normal distribution: 

pv (x )= P (∣X∣GD ≥∣x∣GD)
∣x∣GD =∣z (x )∣=∣ΛΛΛΛ

����1////2
U

T (x�µµµµ)∣
(IV.5)

The generalized distance measures how many standard deviations off the mean a point is, in 

the independent normal  variables  of the diagonalized space.  For the actual  value,  we can 

exploit the fact that the norm of a vector of v independent standard normal variables has a χv 

distribution. Squaring the non-negative norm does not affect the inequality, so:

pv (x )= P (∣X∣GD

2
≥∣x∣GD

2 )= P (χv
2 ≥∣x∣GD

2 )= 1�F(∣x∣GD

2 ) (IV.6)

Where F is the cumulative distribution function for a chi-square distribution with v degrees of 

freedom, with  v = 6 in this case. Note that for numerical reasons, namely to avoid massive 

cancellation  issues  with  low  p-values,  the  1−F  computation  is  elided  through  the  direct 

evaluation of the tail function, implemented as chi2tdf(x,k).
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3.3.2. Post-processing Commands

Besides  its  main role as  a  fast  evaluator of  disturbed points  against  a  precomputed map, 

mapeval includes several tools designed for  analysis of specific situations.  The following 

data is made available to all commands:

• The read map with all  the side information:  initial  state,  integration start  and end 

epochs, expansion order and the map data itself.

• Generated  deltas  and  evaluated  points,  in  the  program internal  working  reference 

frame: ICRF axes, AU unit system and Cartesian state vectors.

• If supported by the delta generator, the p-values for each point.

• A filter selecting which points to process, initially set to “all”. Commands may modify 

or reset the filter at will, and changes apply to all following commands.

Post-processing commands return a status that signals either full success, partial success with 

warnings or an error. The difference resides in that an error will stop the program from any 

further processing, while a warning is only meant as a diagnostic for the user to see.

Commands are specified in a new section of the configuration file called  %POSTPROCESS. 

Each line ending with a colon is taken as a command to run, and any following lines up to the 

next command are interpreted as arguments to the command.

a) Data Writer

The  first  and  most  obvious  post-processing  command  is  write-points,  which  prints 

information about the filtered data set to the standard output or a file. The header is made up 

by an optional title, the number of points in the output and the reference frame, including the 

axes, units and generalized coordinates in use.

For each point in the list, the command writes its index (for reference by other tools), the 

perturbation from the nominal initial position ∆x0i and the new final position xi(tf).

The point writer command accepts two arguments:

• An optional  title for  the  listing.  If  no title  is  given,  the listing begins  with the 

comment “EVALUATED POINTS”.

• An optional to_file to write the listing to. If absent, data is written to the standard 

output. Note that if the given path names an existing file, it will be overwritten.
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b) Map Verification

The map verification process serves as a blunt tool to  ascertain  the validity of a particular 

combination of map and deltas by individually integrating some disturbed trajectories and 

comparing the results with the points evaluated through the map. These differences are then 

checked against certain thresholds set by the user.

It  should always be present that  mapgen and  mapeval simply exploit differential  algebra 

techniques  for  obtaining Taylor  expansions  of  functions  that  are computationally  hard  to 

evaluate, and then use the map as a substitute for  them. The question of whether or not the 

introduced errors are acceptable does not arise in the integration, because the generator does 

not know the magnitude of the perturbations that will be evaluated.

In other words, even ignoring mere numerical errors, neither tool has any information on two 

details that are actually crucial:

• Whether the points being evaluated fall deep within the region of convergence of the 

Taylor expansion, narrowly on the border, or way outside.

• For points within the region of convergence,  the magnitude of the error due to the 

truncation of the mathematically infinite Taylor series at a particular order n.

The  illustration  on the  left shows  why 

increasing  the  map order  is  not  always 

useful: it shows the difference between a 

function  f(x) = (1+x)−1 and its expansions 

Tn(x;0) as  n increases. For points within 

the region of convergence (RoC) the error 

gets smaller with larger values of  n; but 

for  those  outside  the  theorems  do  not 

make any guarantee.

In fact, in the limit of n → ∞, the error is 

zero for 0 ≤ x < 1 but it is unbounded for 

x > 1  even  though  the  function  under 

study has  no  singularities  in  the  vicinity8 of  x = 1.  Thus,  for  points  slightly off  the  RoC 

boundaries a lower order map might produce usable results, while a theoretically “better” map 

to a higher order of expansion might not.

8 In fact, the singularity lies at x = −1, but a Taylor expansion will cease to converge at a maximum distance 

from the nominal point equal to the distance to the nearest singularity in the complex plane.
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The extent of the aforementioned problems is mostly impossible to predict in any concrete 

situation, because it would require the RoC determination for a Taylor expansion of a function 

that is essentially unknown.

Point Selection for Individual Integration

The map verifier works by integrating selected points individually and comparing the state 

vectors against those from the map evaluation. Integrating every perturbed trajectory for the 

sake of this comparison would be absurd, because the very point of employing differential 

algebra techniques is the substantial speed-up obtained compared to conventional integration 

with similar precision.

Thus, one hard question is which points to choose for the integration and comparison, because 

each possible answer comes with complications. The considered options were:

1. A random sample of the deltas, trying to replicate the original distribution. This would 

waste most of the time  on points close to the nominal  (with normal deltas). By the 

nature of the sampling, it might miss critical points with low p-values.

2. The points farthest from the nominal in the initial space, under a generalized measure 

that takes into account the non-uniformity of the state pseudovector:

D = √(∆ r 0

r 0n
)

2

+(∆v 0

v 0n
)

2

(IV.7)

Intuitively, this could be a good metric for the X axis in a graph like Illustration IV.3, 

as it is  akin to the |x−x0| term in the univariate model. The problem, however is that 

equal  changes in different coordinates  do not affect the output similarly: a  ∆r0 that 

causes a ∆i is less problematic than other that represents a ∆a, because the first causes 

a cyclic movement but the second causes a drift.

3. The points farthest from the nominal in the  final space, under the same  generalized 

measure as above.  Due to the shearing and elongation of the initial space caused by 

the drift in the true anomaly of solutions with distinct semi-major axes, this method 

has the advantage of sampling the “tips” of the space, which are presumed to contain 

the worst-behaved points.
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Note that, however, this solution fails if the true anomaly drift progresses long enough 

that the said “tips” of final space merge or even wrap around,  as in the last case of 

Illustration  IV.4.  In  this  case,  applying differential  algebra  techniques  would most 

likely not be of any use, as the distortion introduced would be too big to control with 

acceptable expansion orders.

Given  that  none of  the cases  analysed  (see  §V.1.3)  caused the  tips  of  the  final  space  to 

advance very large angular distances in true anomaly due to the mentioned drift, the potential 

problem described above was not an actual issue. Thus, the measure employed by the map 

verifier is that of option 3.

Measures of Validity

Once the required number of points has been  selected according to the described criterion, 

they are individually integrated with the same settings that were used to generate the map; in 

order  to  ensure  this,  the  original  mapgen configuration  file  is  requested.  Note  that,  as 

discussed in the introduction to §3, the dynamics and integration code is the same for real 

numbers than for the COSY variables employed in the map.
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The results from the individual integration are compared with the state vectors computed by 

the  evaluation  of  the  map,  giving  a  pair  of  error  vectors  δri and  δvi for  each  selected 

perturbation ∆x0i. The position error is further decomposed in its cross-track and along-track 

components,  considering  the  “true”  along-track  direction  to  be  defined  by the  integrated 

velocity vector; and the norms of such error vectors are evaluated: 

δ vi=∣vi ,int�v i , ev∣
δ ri

∥=∣(r i , int�r i , ev)⋅̂̂̂̂v i ,int∣
δ r i

⊥=∣(r i , int�r i ,ev )×̂̂̂̂v i ,int∣
(IV.8)

Due to the possible numerical imprecision in the final epoch, considerable more variation is 

allowed for the along-track component of the position, as a difference of mere minutes (in a 

decades-long  integration)  might  amount  to  thousands  of  kilometres  in  position,  without 

detrimental effects in later processing. Thus, the threshold for along-track differences is ten 

times that given for cross-track errors.

A particular point fails the test if any error component δj exceed the respective thresholds Tj. 

The  actual  margin-of-safety  metrics displayed  for  point  i and  error  component  j are 

logarithmic, so the numbers run from minus to plus infinity, and the definition is: 

MoS ij= log
T ij

δ ij

(IV.9)

Configuration Options

The verify-map command accepts the following options:

• source_config: a path to the generator configuration file that was used to build the 

map. It is mainly used to read dynamics settings.

• verify_npoints: the number of points to be individually integrated and checked.

• dr_threshold:  the  acceptable  error  in  |δr|  for  the  checked  points.  As  specified 

above, the value is taken as the maximum cross-track difference, while a factor of ten 

is used for the along-track component.

• dv_threshold: the acceptable error in |δv| for the checked points.
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c) B-plane Projection and Impact Analysis

The impact analyser employs b-plane theory, defined in §V.1.2, to find the possible impacts of 

the given trajectories with a particular body.  It requires pre-filtering of the input points (see 

Conditioned Propagation Filtering below) to ensure that each trajectory actually enters the 

sphere of influence (SOI) of the chosen body.

This commands takes each trajectory and propagates it to the SOI boundary, employing the 

epoch  determined  by  the  conditioned  propagation  filter  and  using  heliocentric  Keplerian 

propagation.  If  either  the trajectory does  not  intersect  the SOI at  the given epoch  or  the 

resulting body-relative trajectory is not hyperbolic (ai < 0), the command fails.

The b-plane βi for each point is defined as orthogonal to the body-relative velocity at the SOI 

– which is taken as the incoming hyperbolic asymptote – and passing through the centre of the 

body. The representation of the trajectory is then the intersection of the incoming asymptote 

with the b-plane, giving rise to the (ξ,η,ζ) coordinates described in §V.1.2.2.

The in-plane coordinates of each point (ξi,ζi) are computed, and its norm bi is then compared 

with the reference Bi value, which corresponds to the radius of the image of the body in the 

b-plane, that is, the distance of a point to the centre that will cause its associated trajectory to 

collide with the body. The number of such impactors is counted and reported after all points 

are processed, as it may be used to compute the probability of impact if the initial distribution 

of the deltas is based on orbital observation uncertainties.

The analyse-impacts command accepts the following options:

• A target_body ID for the analysis. For the current propagation settings, it should be 

a planet or body orbiting the Sun directly.

• An  optional  print_all boolean  value.  If  affirmative  (or  absent),  the  b-plane 

coordinates for all trajectories are printed, while if negative only impactors are shown.

d) Conditioned Propagation Filtering

The  filter-p2body command is designed to prepare the evaluated points for the use by 

another commands (currently only the impact analyser). It takes a set of points and tries to 

find out whether or not the trajectories they describe get  within a particular distance of a 

target body in a given time window.
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In the particular cases described in §V.1.3, this command is employed to filter out the points 

that do not reach the sphere of influence of Earth, so they are not fed to the impact analyser. 

The output consists of:

• The subset of points passing the check.

• An array of epochs that stores the instant the condition is fulfilled. This may be passed 

to other commands so that they only need to propagate the point to that epoch instead 

of repeating the computation.

In order  to speed up processing, this command  uses  heliocentric Keplerian propagation – 

both for the point and the target body – within a Newton-Raphson solver  where  F is the 

instantaneous  relative  distance  between  the  two  bodies,  minus  the  target  distance.  The 

imprecisions introduced by this approach are negligible as long as the propagation times are 

short, significantly less than one period of either body, see Annex B.1.

Note that the heliocentric Keplerian propagation also precludes the use of this command to 

evaluate,  for  example,  approaches  to  the  Moon.  This  particular  case  might  be  solved  by 

allowing the user to specify the central body for the propagation as long as all points are 

already within the sphere of influence of Earth. However, if need be, the scheme could be 

replaced by calls to the numerical  integration propagator, which could also be made from 

within a Newton-Raphson solver, albeit in a more convoluted algorithm.

The filter-p2body command accepts the following options:

• A target_body ID.  For the current propagation settings, it  should be a planet or 

body orbiting the Sun directly.

• A target_distance in delta frame units, the radius of a virtual sphere centred at the 

target body. Trajectories that intersect this sphere are considered valid.

• A max_days time window that specifies the maximum time displacement that will be 

allowed for a solution to be considered valid.
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V. APPLICATION AND RESULTS

1. Asteroid Impact Risk Evaluation
Assessing the risk of a collision of an asteroid with Earth9 is a challenging physics problem 

because, as explained before, it involves the propagation of a “cloud” of all initial conditions 

compatible with the orbital determination of the asteroid and the subsequent analysis of the 

result to find the chance of an impact.

As neither the Solar System dynamics problem, nor even the general N-body problem, have 

known closed form solutions,  the propagation and analysis of such a cloud is a particularly 

problematic prospect. Most current methods are variations on two approaches:

a) Sampling the cloud, taking a finite number of initial conditions and propagating them 

in order to extract information about the full set. These methods are always based on 

probabilistic approaches, interpreting the cloud as a statistical distribution; usually a 

multivariate  normal  with  a  nominal  point  and  a covariance  matrix.  Depending on 

which points are selected, two common classifications are:

1. Monte Carlo methods, which sample the full cloud in an attempt to replicate the 

population distribution. This is the most rigorous sampling method, but in order to 

obtain representative results, a large number of points needs to be sampled.

Even while the propagation and analysis may be launched in parallel and there 

have  been  experiments  with cloud-computing projects,  current  practical  Monte 

Carlo methods are limited to orders of magnitude under a million points.

The present project intends to leverage differential algebra techniques to accelerate 

Monte Carlo simulations, turning the N integrations into a single map integration 

and N comparatively cheap map evaluations.

9 There is nothing in the theory preventing the application of the same analysis to any other planet or even 

satellite. However, for obvious reasons, collisions with Earth are the most pressing matter in the field.
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2. Restricted sampling methods, where the distribution that is sampled arises from 

the intersection of the full cloud with a differentiable manifold. The rationale is the 

avoidance of the so-called curse of dimensionality: if a curve is “well represented” 

with 10 points, a “similar” six-dimensional space would require around 106 points. 

Obviously, the disadvantage is the loss of physical representativity of the cloud, so 

the utility of results depend on the chosen manifold.

The most common restricted sampling methods is the line of variations method, 

which  in  its  simplest  form  takes  the  line  along  the  direction  of  the  largest 

eigenvector of the covariance matrix.

b) Propagating the  full  cloud  at  once,  employing  the  validated  integration  methods 

described in §II.2 to obtain strict bounds for the final states of the asteroid. While this 

looks like a more elegant approach than launching numerical integrations at random, 

until  recently  the  techniques  employed  suffered  heavily  from  dependency  and 

wrapping problems10. The final results could end up being several AU wide.

The current state of the art has advanced with the development of Taylor models, the 

application of differential algebra to validated integration, which allow a much tighter 

enclosure of the solution space, see [6].

1.1. Analysis Procedure
As described above, the present project runs a Monte Carlo simulation based on a differential 

algebra  integrator  to  accelerate  the  propagation  of  the  virtual  asteroids.  The full  asteroid 

impact risk assessment process with the tool set is as follows:

1. The nominal initial state  x0n is employed by  mapgen to build a map containing the 

final state of the nominal point xn and the derivatives up to a chosen order of that final 

state with regard to disturbances in the initial state ∆x0.

Among the data required by mapgen, two parameters are unknown a priori: the map 

order and the integration stop epoch. Such data needs to be determined iteratively by 

checking with the validation step.

10 This is exacerbated by the dynamics effects causing a distortion and progressive shearing/elongation of the 

cloud in the along-track direction.
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The map order determines the amount of information in the map. The larger the order, 

the slower the integration, with running time growing nearly exponentially,  see §5. 

Thus, by default a low order is of interest, but any source of nonlinearity will push it 

upward,  for example a longer  integration time, meaning that  a larger  shearing and 

distortion needs to be represented accurately. Also, previous planetary encounters are 

known introduce strong nonlinearity; the deeper the encounter, the stronger the effect.

The integration stop epoch tf needs to manipulated (instead of, for example, being set 

to  the  nominal  closest  approach  date)  due  to  the  way  the  impactor  analysis  is 

performed: post-processing commands in mapeval require all points to be outside the 

sphere of influence of  Earth at  tf.  Also,  the nominal epoch  is a  point  where some 

virtual  asteroids  are  close  to  Earth  and  others  much  further,  thus  adding  large 

derivatives to the map in order to account for the wide differences in the forces. In the 

current project, integration stops 14 days before the nominal closest approach.

2. A sampling of N points is  generated by  mapeval based on the orbital uncertainty 

distribution. For now, only multivariate normal distributions are accepted, although the 

program can read the delta  information from a file  if required.  The points are then 

evaluated using the map.

3. A validation process, described in full in §3, is run on the output in order to determine 

whether or not the current combination of map order and covariance matrix produces 

results of acceptable precision.

4. The validated trajectories are filtered and those that are found to enter the sphere of 

influence  of  Earth  are  subject  to  the  b-plane  analysis  described  below to  find 

impactors. The statistics and graphs of §4 may be generated from this data.

1.2. Target Plane Theory
The concept of a body-relative target plane, or b-plane, is shared between the disciplines of 

mission design, where it  originated and is used mainly for the calculation of gravitational 

assist manoeuvres; and asteroid impact risk evaluation, where the plane serves as a convenient 

representation of the risk of impact by a particular virtual asteroid.

77



Differential Algebra Techniques

for Space Applications

1.2.1. Target Plane Definitions

The b-plane is defined in the context of a pure two-body problem, with the point in question 

assumed to be in a hyperbolic trajectory about the central body,  see §2 of  [26]. The  target 

plane is normal to the incoming asymptote of the hyperbola v∞, and contains the centre of the 

body,  as  shown in  Illustration V.1.  The point  representing the virtual  asteroid is  then the 

intersection of the incoming asymptote with the b-plane, with its distance to the centre of the 

body in question being called the impact parameter b.

Another target plane that has seen some use is the modified target plane (MTP),  which is 

defined as orthogonal to the velocity at the true point of closest approach (vp instead of v∞). It 

was  introduced  in  the  1990s  to  deal  with situations  of  low relative  speed  with  potential 

capture  of  the  particle,  avoiding  the  b-plane  requirement  that  the  two-body  orbit  be  a 

hyperbola. The impact parameter is here the minimum distance d.

The main advantage of the MTP lies in the utilization of the perturbed orbit, thus showing the 

effects of  a moon or the non-spherical gravitational potential  of the central body (for deep 

encounters). As the impact parameter is the minimum distance to the central body, the task of 

looking for impactors reduces to finding virtual asteroids with d ≤ R, although d itself may be 

difficult to compute due to the dynamics of the system.

Its main disadvantage, however,  stems from the fact that the closest approach velocity may 

show large changes (mostly rotations) for small  perturbations  of the asymptotic parameters. 

Thus, the set of MTPs for all virtual asteroids may show significant rotation, complicating the 

task of showing every point in a single graph.
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By contrast, the b-plane is well behaved regarding small changes in the input parameters, 

showing no major  changes in orientation except  for  a “wobble”  that  is  negligible for the 

purposes of representation. Thus, all b-planes corresponding to a set of virtual asteroids can 

usually be collapsed into a single one without a large loss of information.

The  counterpart  is that the impact parameter  b may not be directly compared to the planet 

radius R, as the point is representative only of asymptotic conditions. The “preimage” of the 

planet,  that is, the area of the b-plane corresponding to asymptotic variables that lead to a 

collision, is according to [26] a circle of radius B:

B=R √1+
v e

2

v∞
2
=R √1+

2µ

Rv∞
2
= f (v∞

2 ) (V.1)

This means that the image of the planet is specific to each virtual asteroid, which complicates 

the joint representation of many VAs, although not nearly as much as the rotations of the MTP 

because the changes in the asymptotic relative speed are usually minor in comparison. Thus, 

an exact impact determination may be performed by finding points such that bi ≤ Bi and then 

an approximate graphic representation may use B = max Bi,  with the maximum either global 

or that of the points that impact, as a compromise.

1.2.2. In-plane Coordinates

While the b-plane is completely specified by the definition in §1.2.1, a particular choice of in-

plane coordinates  endows the representation with interesting characteristics.  Following §2.2 

of  [26],  the  coordinates (ξ,η,ζ)  are defined, with +η the direction of the relative  asymptotic 

velocity,  and  thus  normal  to  the  b-plane.  The  in-plane  coordinates  are  defined  by  the 

projection of  the “absolute” (heliocentric)  velocity of the planet  on the b-plane,  which is 

assigned the direction −ζ. The remaining axis, ξ, ensures the system is positively oriented.

Under these definitions,  the vector  b = (ξ,ζ)  has the impact parameter  b as its  norm. This 

choice of coordinates separates the cross-track and along-track components of the relative 

movement, with ξ the former and ζ the latter. In other words, for a virtual asteroid to impact, 

there are two conditions to be fulfilled:

• The distance between the two orbits (taken as curves) must be small enough. The  ξ 

coordinate measures the minimum orbital  intersection distance  (MOID), which can 

roughly be taken as a function of a, e, i, Ω and ω of the two bodies.
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• The asteroid must arrive on time. The ζ coordinate measures the spatial lag, which is a 

function only of the mean/eccentric/true anomalies of the two bodies.

This double condition is captured by the impact requirement: 

bi = √ξ i

2+ζ i

2 ≤ B i (V.2)

Thus, a b-plane representation of a cloud of virtual asteroids will show many points, some of 

which may have MOID values smaller than the planet radius, but the only impactors will be 

those which also are adequately synchronized to the target body.

1.3. Test Cases
As a way to showcase the advantages of differential algebraic evaluation, test cases have been 

selected from potentially hazardous asteroids to Earth. A common categorisation of potential 

danger is the Torino scale, which assigns such objects an integer from 0 to 10 as a rough, 

combined measure of the probability of an impact with Earth and the level of destruction that 

would be caused by such an impact.

The  Torino  scale  may  thus  be  thought  of  as  a  nonlinear  version  of  the  mathematical 

expectancy of the damage dealt by an eventual collision; or as a qualitative version of the 

more  technical  Palermo  scale,  which  also  considers  the  “background  hazard”  of  random 

impacts by bodies of similar or larger size than the one considered.

It is not unusual for asteroids to be assigned non-zero Torino scale values on discovery but 

then be revised downwards upon further observations. This happened with 99942 Apophis11 

(initially named 2004 MN4), an asteroid roughly 300 m across which peaked at a record level 

4 but was then reassigned to level 0 as the chance of an impact was found to be much lower. 

The objects selected as test cases are those that currently (as of October 2012) have a Torino 

scale rating over zero.

11 Starting out as level 2 (1:300 chance of impact) on December 23, 2004 and then revised upwards to level 4 

(1.6% chance) the day after by NASA, see [27]. The media attention brought by the discovery and a few 

others like 2004 VD17 was deemed excessive, leading to a renaming of the categories of the Torino scale.
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1.3.1. 2011 AG5

An asteroid about 150 m long, it was discovered in early 2011 and later precovered in pictures 

taken in November  8,  2010, for a total  observation arc of 317 days (see  [28]).  The  close 

approach examined is that of February 2040, after previous encounters with Mars in 2016 and 

Earth in 2023. Orbital data has been taken from the JPL Horizons service, see [29].

Reference Heliocentric, mean ecliptic J2000.0

Element Initial value Unit

Epoch 2455662.5 JD

e 0.390599913 -

q 0.8718976 AU

tp 2455644.81368 JD

Ω 135.71676 deg

ω 53.48311 deg

i 3.68039 deg

Table V.1: Initial cometary elements for 2011 AG5

e q tp Ω ω i

e 1.119E-11 -3,521E-12 -3,152E-11 -1,573E-10 3,062E-10 9,753E-11

q -3,521E-12 1,109E-12 9,975E-12 4,960E-11 -9,650E-11 -3,069E-11

tp -3,152E-11 9,975E-12 4,436E-10 4,784E-10 -6,899E-10 -2,600E-10

Ω -1,573E-10 4,960E-11 4,784E-10 5,942E-09 -8,009E-09 -1,754E-09

ω 3,062E-10 -9,650E-11 -6,899E-10 -8,009E-09 1,220E-08 3,059E-09

i 9,753E-11 -3,069E-11 -2,600E-10 -1,754E-09 3,059E-09 9,314E-10

Table V.2: Orbital uncertainty covariance matrix for 2011 AG5; units coherent with above

The initial data was converted to ICRF Cartesian coordinates by the Horizons telnet service.
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1.3.2. 2007 VK184

Discovered in late 2007, it has been less observed than 2011 AG5 (the data arc span is only 60 

days) so its covariance matrix is larger, indicating a more scattered distribution. The nominal 

close approach examined is in May-June 2048, after encounters with Venus in 2030, Mars in 

2036 and Earth in 2039. As before, data comes from the JPL Horizons service, see [30].

Reference Heliocentric, mean ecliptic J2000.0

Element Initial value Unit

Epoch 2454429.5 JD

e 0.569829293 -

q 0.7426855 AU

tp 2454364.13728 JD

Ω 254.06025 deg

ω 73.05661 deg

i 1.22245 deg

Table V.3: Initial cometary elements for 2007 VK184

e q tp Ω ω i

e 1,260E-09 -2,127E-10 4,157E-08 -2,104E-08 3,458E-08 2,900E-09

q -2,127E-10 4,012E-11 -6,875E-09 3,359E-09 -5,107E-09 -4,719E-10

tp 4,157E-08 -6,875E-09 1,376E-06 -7,007E-07 1,165E-06 9,618E-08

Ω -2,104E-08 3,359E-09 -7,007E-07 6,565E-07 -9,072E-07 -6,225E-08

ω 3,458E-08 -5,107E-09 1,165E-06 -9,072E-07 1,372E-06 9,556E-08

i 2,900E-09 -4,719E-10 9,618E-08 -6,225E-08 9,556E-08 7,356E-09

Table V.4: Orbital uncertainty covariance matrix for 2007 VK184; units coherent with above
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2. Test Environment
All development was performed in a single machine with the following characteristics:

Hardware Characteristics

• CPU type: Intel® Pentium® 4 531 (Prescott core, 90 nm).

• CPU clock speed: single core at 3.0 GHz, FSB at 200 MHz.

• CPU cache: 16 KiB L1 cache, 1 MiB L2 cache.

• RAM: 2 GiB DDR running at the FSB frequency.

• Storage:  1x  Seagate  ST380817AS  (P-ATA),  single  system/data  partition  with  no 

noticeable fragmentation and about 45 GB free.

SoEware Characteristics

• Operating system: Microsoft® Windows™ XP Professional (32-bit, SP 2).

• Development tools:

◦ Compiler: GNU Fortran 4.7.0 in a MinGW/MSYS environment

◦ Integrated development environment: NetBeans 7.2

The project was managed by NetBeans, stored in a Git repository in the local drive. Build 

settings were established to strict compliance with the Fortran 2003 standard.  Also, several 

extra checks were enabled during development. The full build settings were:

-g -std=f2003 -ffree-form -fimplicit-none -Wall -Wextra -pedantic 

-Werror=implicit-interface -ffpe-trap=invalid

The reason  of  employing the  “invalid  operation” floating point  exception  trap  instead  of 

letting the FPU generate NaN values resides in COSY, which invokes sqrt(-1.0)12, when it 

detects an error. Thus, the program could be stopped and the error traced.

Note that  debug settings were kept for the actual map generation and evaluation,  so, it  is 

likely that the results presented in §5 could be improved, even for such an old machine.

12 Although Fortran does support complex numbers, the sqrt ℝ ℝ ℂ ℂ function is defined as either →  or → . As 

the argument of sqrt(-1.0) is real, it invokes the first version and the operation produces an error. In 

the usual case, the FPU invalid operations checks are disabled and NaN is returned.
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3. Method Validation
It has been stated before that one of the main advantages of the DA approach is the important 

speed-up gained over traditional schemes. However, speed is not useful if the result deviates 

in excess from individual integration.  Thus, the theoretical best case would be that the map 

could be “fully validated”: the expression could be interpreted as taking every evaluated point 

and checking the displacement from the corresponding integrated trajectory. One such effort 

was made as a showcase with a map of order 8 and 1000 points:
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Illustration V.2: Results of a naïve “validation” of 1000 points, for 2011 AG5 and map order 8.
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Illustration V.3: Results of a naïve “validation” of 1000 points, for 2007 VK184 and map order 8.

The  representation  shows  the  swarm  of  initial  virtual  asteroids: each  point  is coloured 

according to the precision of the map evaluation versus the integration; in particular, the scale 

in the colour bar marks the deviation in final position, but only in the cross track plane.
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More graphs could show additional data such as the error in along track position or velocity, 

but obviously, this is a doomed approach in many levels:

• First of all, integrating every single trajectory is  absurd in a  map validation context, 

because it means losing any speed benefit from the map evaluation.

• Furthermore, even this is not a “full validation” in the intended sense, since one could 

generate  many  more  random  points  from  the  distribution  that  have  not  been 

“validated”. In fact, for good values of the probability of impact, much larger numbers 

of points have been used in §4, from ten thousand up to 2.5 million.

• Although  the  three-dimensional  representation  may  offer  some  insight  on  the 

whereabouts  of  the  “bad points”,  as  seen in  the 2007 VK184 example,  it  loses  the 

information offered by the r0-v0 covariance of the six-dimensional distribution.

• Additionally, more information can be gathered using a set of generalized coordinates 

whose changes convey more information than simple Cartesian deltas.

As described in §IV.3.3.2.b, the approach actually taken is only semi-quantitative: after map 

evaluation,  the  verifier  selects  a  number of  trajectories,  those it  deems more  problematic 

under the hypothesis stated in the referred section, and performs individual integration. The 

results  are  then  compared  with  the  evaluated  points  and  a  warning  is  triggered  if  the 

difference in position or velocity exceed the thresholds given by the user. In this project, the 

(more or less arbitrary) error thresholds employed are δrCT = 1000 km in cross-track position, 

δrAT = 10000 km in along-track position and δv = 100 m/s in velocity.

It should be noted that the map is nothing else than a Taylor expansion of a function that is 

known to be relatively smooth, so what the verifier tries to do is estimate whether or not the 

deltas being employed fit within the region of convergence of the map.

The validation process hereby outlined is run before accepting a newly generated map file as 

valid in combination with a covariance matrix. The process runs as follows:

1. Generate a large number of points, in order to check the behaviour of outliers as well 

as the main regions of the distribution, and evaluate them using the map.

2. Run the verification command on the set of trajectories just generated. At least the 100 

worst points should be checked, with the safer value of 2000 actually employed.

3. Execute any filters required. In this case, the filter-p2body command to find the 

points that intersect the sphere of influence.
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4. Run the verification command again on the set of points that are actually of interest. A 

lower number of points may be allowed here: only the 100 worst points intersecting 

the sphere of influence of Earth are checked.

Once  the  verification  commands  are  run  and  the  results  collected,  the  validation  criteria 

employed for accepting a map file are:

• Absolutely  none  of  the  points  of  interest  checked  may  be  over  thresholds.  In 

particular, for good safety, the LMOS defined in (IV.9) should all be over 2, indicating 

an accuracy better than 10 km in cross-track position and 100 km along the track.

• Some points in the full set may be over thresholds, as the random generator may offer 

many outliers. However, in order to clear the map for other operations in the analysed 

set of points, not more than half the points should be in error.

The reason for this two-part test is that the only points that are actually important to the user 

are those matched by the filter –  in this case, those intersecting the sphere of influence of 

Earth. However, it is necessary to check that the full set of trajectories is sufficiently precise to 

trust the filter, because if there was enough distortion in the general set it would be possible 

for some points that actually fulfilled the condition to go undetected.

Note that, no matter the state of the outer tips, if it is somehow known that all regions entering 

the sphere of influence are well represented, the map may be used for of impact monitoring 

even if the second condition fails. This is the case for the second asteroid, see §3.2.

3.1. Validation of the Maps for 2011 AG5

As described before, the analysis spans the worst 2000 points from the overall distribution 

(set A) plus the worst 100 from those trajectories that the tool identifies as intersecting the 

sphere of influence of Earth (set B). The map in question is of order 7, and the general aspect 

of the result is represented by Illustration V.4.

The points  shown near the centre of the distribution comprise set A, while those at the tips 

form set  B.  It  is  clear  from the  view that  the trajectories  of  interest  are  very adequately 

represented by the map evaluation, while some points in set B exceed the set error thresholds. 

Table V.5 summarizes the most important results.
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According to the criteria mentioned above, the map/covariance matrix combination may be 

safely  deemed  valid  for  any  analysis  that  does  not  employ  many extreme  points.  The 

following  sections  will  analyse  the  two  separate  sets  to  find  any  correlation  of  the 

displacements with map order and the change in the initial orbital elements.

Property Set A (SOI) Set B (outliers)

Points checked 100 2000

Errors detected 0 11

p-value of 

failing points

Maximum ‒ 0,191%

Average ‒ 0,051%

Median ‒ 0,024%

δrCT LMoS

Worst 7.1658 −0.33266

Best 7.2991 1.52820

Average 7.2327 1.36878

δrAT LMoS

Worst 5.9693 −0.17299

Best 9.5802 1.20110

Average 6.6622 0.91183

δv LMoS

Worst 7.5769 0.41504

Best 8.5801 1.83170

Average 7.9706 1.57065

Table V.5: Results summary for the validation of 2011 AG5, map order 7.
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Illustration V.4: Overview of the validation result for 2011 AG5, map order 7

88



Differential Algebra Techniques

for Space Applications

a) Trajectories intersecting the sphere of influence

As summarized in  the first column of Table V.5, the points of interest are extremely well 

represented in the map of order 7, with very small errors below 10−6 of the set thresholds for 

nearly all trajectories, see Table V.6. Part of the reason for this extremely high precision stems 

from the fact that the region of points that end up intersecting the sphere of influence of Earth 

are close (in the six-dimensional initial space) to the nominal point, which is the centre of the 

orbital uncertainty distribution. In other words, the region is near the point of expansion of the 

Taylor map, thus keeping a small |x−x0|n term.

Map order δrCT (m) δrAT (m) δv (m/s)

6 1.60 14,0 6.84 10−6

7 0.0683 10.7 2.65 10−6

8 0.0216 10,5 1.80 10−6

Table V.6: Worst errors in the checked SOI trajectories for 2011 AG5

Illustrations  V.5,  V.6 and  V.7 show the registered errors  in cross-track position, along-track 

position  and  velocity  respectively; for  map  expansion orders  6  (blue),  7  (green)  and  8 

(orange). The first, most evident conclusion is that within the set of trajectories that intersect 

the SOI there is no apparent correlation with the change in the initial orbital elements. This is 

partially due to the small size of the sample  (100 points)  but also to the already mentioned 

rather central position of that region.

In the cross-track graph, Illustration V.5, the error reduces clearly as the order grows, but on 

reaching order 8 the results start scattering. This happens because the map evaluation is so 

precise  that  the  error  is  around  1 cm,  or  7·10−14 AU.  Given  that  the  position  vector 

components are around 0.3 to  0.8 AU for most trajectories, this difference is  within a few 

hundred times the machine epsilon for double precision numbers. In other words, precision in 

cross-track position is excellent at all inspected map orders, but at order 8 the map is nearly as 

precise as it may be, so further increases in n are not predicted to improve the results.

Looking at the along-track graph, Illustration V.6, the effect just described manifests itself to 

an even higher degree: the worst-case error shrinks by nearly 40% from order 6 to 7, but the 

addition of 8th order derivatives to the map leaves the result nearly unchanged. Furthermore, 

the data points are very scattered and mixed in all three orders.

89



Differential Algebra Techniques

for Space Applications

The source of the  curious effect is also rooted in  numerical  precision problems, but in this 

case it seems to be related to the stop times of the individual integrations: if represented as a 

Julian date, the double precision epsilon for the stop epoch is nearly 50 µs. In comparison, the 

error of a little over 10 m corresponds, at a (quite low) characteristic speed of 10 km/s, to a 

time displacement in the order of 1 ms, or about 200 times the stop epoch epsilon. Thus, no 

significant gains are to be expected by a further increase in the map order.

Finally, the velocity error graph, Illustration V.7, shows a mixed result. In the step from order 

6 to 7, the average displacement shrinks about 85%, more than the worst-case which contracts 

a bit over 62%. However, for both orders 7 and 8 the results show the scattering characteristic 

of  the  validator  entering  numerically  unstable  territory,  and  as  before,  no  significant 

improvements are to be expected from a new increase in map order.

The validation process may thus conclude that any of the checked orders of expansion would 

allow a good enough representation of trajectories in the sphere of influence. Thus, the map 

order is not constrained by this step, and the result of the overall set will determine the order 

that is finally used for the impactor analysis.
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Illustration V.5: Analysis of errors in cross-track position versus orbital elements of the worst SOI 

trajectories of 2011 AG5, for map orders 6 (blue), 7 (green) and 8 (orange)
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Illustration V.6: Analysis of errors in along-track position versus orbital elements of the worst SOI 

trajectories of 2011 AG5, for map orders 6 (blue), 7 (green) and 8 (orange)

Illustration V.7: Analysis of errors in velocity versus orbital elements of the worst SOI trajectories of 

2011 AG5, for map orders 6 (blue), 7 (green) and 8 (orange)
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b) Trajectories of outlier points in the distribution

It is clear, at a glance at Illustration V.4 and Table V.5, that there are some trajectories in the 

2.5 million full set that are not represented satisfactorily, as the error thresholds are surpassed 

for 11 of the 2000 points in the map of order 7. It is the case,  however, that this is the best 

result that the method has to offer, since Table V.7 shows that both order 6 and 8 maps deliver 

a much larger number of points with unacceptable errors: note that, as opposed to the previous 

case with points in the SOI, data is in km and km/s.

Map order Rejected points δrCT (km) δrAT (km) δv (km/s)

6 219 12400 32100 0,0269

7 11 2150 14900 0,0385

8 117 5720 8140 0,0686

Table V.7: Worst errors in distribution outlier trajectories for 2011 AG5

It appears that the cross-track error hits a minimum at order 7, but is never low enough to fit 

within the threshold. On the other hand, the along-track error keeps shrinking with each new 

order and is eventually controlled; but the velocity error does the opposite even though it stays 

under the (rather large) threshold of 0.1 km/s.

Apart from the order of magnitude of the errors, one change that is immediately apparent by 

looking at  illustrations  V.8,  V.9 and  V.10 is  the  clear  correlation  of all  three errors  with 

changes in just two orbital elements: the semi-major axis and the eccentricity. The points align 

in clear, thin lines as opposed to fat clouds for the other elements. In particular, the change of 

the argument of perihelion ω seems to be completely uncorrelated to the errors.

The two separate regions shown in the graphs are in correspondence with the two “tips” of the 

ellipsoids in Illustration V.4, with one tip more sparsely sampled than the other. This sampling 

difference is  due to the  fact  that  the selection takes  place in  the final  space in  Cartesian 

coordinates, as the underlying distribution of changes in cometary elements is symmetric.

The cross-track and velocity graphs, illustrations  V.8 and V.10 respectively, show the errors 

growing between orders 7 and 8. A straightforward theory would be that the points in question 

are outside the region of convergence of the map, and thus the error of the expansion grows 

with its order. However, such hypotheses about multivariate Taylor expansions are hard to 
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test, particularly given the strange behaviour of the cross-track position error between orders 6 

and 7, which may indicate some kind of unstable zone close to the region of convergence 

boundary. Based on the data, no improvements can be expected by raising the map order.

Regarding the along-track position error, the data in Illustration V.9 suggests that the region of 

convergence for this particular function is larger, as the error shrinks steadily with every new 

order. Thus, it may be thought that new increases in  n would lead to an improvement,  but 

given the exponential dependence of the map generation time with the expansion order (see 

§5), it makes sense to discard the test.  In fact, the eventual benefit would not be worth the 

computational cost incurred, as the along-track error is already under control by order 8, and 

there would be degradation in other error coordinates.

The validation process thus concludes that some outlier points are most likely outside of the 

region of convergence of the map understood in a wide, non rigorous sense. At least one of 

the three errors grows with expansion order, while other shrinks and the last one does both. 

Nevertheless, nearly 90% of the points pass the targets in the worst case, and any of the three 

maps  would be “good enough” for most operations that did not focus in the outlier points. 

Given the above results, map order 7 is chosen for the actual impactor analysis.

93

Illustration V.8: Analysis of errors in cross-track position versus orbital elements of the worst 

outlier trajectories of 2011 AG5, for map orders 6 (blue), 7 (green) and 8 (orange)
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Illustration V.9: Analysis of errors in along-track position versus orbital elements of the worst 

outlier trajectories of 2011 AG5, for map orders 6 (blue), 7 (green) and 8 (orange)
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Illustration V.10: Analysis of errors in velocity versus orbital elements of the worst outlier 

trajectories of 2011 AG5, for map orders 6 (blue), 7 (green) and 8 (orange)
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3.2. Validation of the Maps for 2007 VK184

The process is exactly the same followed for 2011 AG5, checking the worst 100 trajectories 

that intersect the sphere of influence of Earth (set A) and the  worst  2000 points of the full 

distribution  (set B).  Illustration V.11 displays the general results for a map of order  8.  At a 

first  glance,  the  area  of  interest  is  still  precise  enough,  but  only  one  of  the  tips  of  the 

distribution has been sampled by the algorithm, and it is not well represented enough for any 

analysis of the zone.

Property Set A (SOI) Set B (outliers)

Points checked 100 2000

Errors detected 0 2000

p-value of 

failing points

Maximum ‒ 11.5%

Average ‒ 1.94%

Median ‒ 1.3%

δrCT LMoS

Worst 1.5091 −3.0055

Best 1.5116 −1.1211

Average 1.5106 −1.4315

δrAT LMoS

Worst 1.8526 −2.7386

Best 1.8556 −0.9109

Average 1.8539 −1.2130

δv LMoS

Worst 3.7870 −0.8630

Best 3.7904 0,9732

Average 3.7885 0,6695

Table V.8: Results summary for the validation of 2007 VK184, map order 8
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Illustration V.11: Overview of the validation result for 2007 VK184, map order 8
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a) Trajectories intersecting the sphere of influence

The set of trajectories close to Earth stems from initial deltas that are not as near the centre of 

the distribution as was the case  with 2011 AG5.  However, even without the  great precision 

caused by such a fact, a look at Table V.9 tells that the trajectories of interest are firmly within 

the region of convergence of the maps, and all errors are below the thresholds.

Map order δrCT (km) δrAT (km) δv (km/s)

6 218 1550 1.88 10−4

7 43.7 832 1.20 10−4

8 31.0 140 1.63 10−5

Table V.9: Worst errors in the checked SOI trajectories for 2007 VK184.

Illustrations V.12, V.13 and V.14 show the errors in cross-track position, along-track position 

and velocity respectively for orders 6 (blue), 7 (green) and 8 (orange). All three errors shrink 

with higher n and might be further reduced, but an order 9 map would be too CPU expensive.
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Illustration V.12: Analysis of errors in cross-track position versus orbital elements of the worst SOI 

trajectories of 2007 VK184, for map orders 6 (blue), 7 (green) and 8 (orange)
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Illustration V.14: Analysis of errors in velocity versus orbital elements of the worst SOI trajectories of 

2007 VK184, for map orders 6 (blue), 7 (green) and 8 (orange)
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Illustration V.13: Analysis of errors in along-track position versus orbital elements of the worst SOI 

trajectories of 2007 VK184, for map orders 6 (blue), 7 (green) and 8 (orange)
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b) Trajectories of outlier points in the distribution

A fast look at either Illustration V.11 or Table V.10 clearly indicates that the representation of 

the tails is unsatisfactory. Every single point fails in all three maps, with displacements of the 

order of the size of the sphere of influence of Earth. This is due to the much larger uncertainty 

matrix of the orbital determination of 2007 VK184, with the outermost deltas in the distribution 

representing a change of up to  105 km in the semi-major axis  from the nominal orbit,  as 

opposed to a change of about 5000 km in the most extreme deltas sampled for 2011 AG5.

Map order Rejected points δrCT (km) δrAT (km) δv (km/s)

6 2000 668000 10200000 1,48

7 2000 913000 2160000 0.486

8 2000 1010000 5480000 0,729

Table V.10: Worst errors in distribution outlier trajectories for 2007 VK184

As explained  before,  even when the detected set  of trajectories  close to Earth is  properly 

represented  and  their  error  is  completely  under  control,  this  level  of  error  in  the  full 

distribution raises doubts on the reliability of the filter that detects the trajectories crossing the 

sphere of influence of Earth.

Note that in the case of this tool and 2007 VK184, prior data ensures that the only trajectories 

actually going  near  the  planet  are  those  detected,  thus  allowing the  impactor  analysis  to 

proceed.  However,  an  automated  DA-based  asteroid  risk  monitor  program with  no  prior 

information (a possible development of this tool) would be forced to stop at this point, as 

some trajectories entering the SOI might go undetected due to the evaluation error.

The actual graphs carry more interesting information that could only be barely inferred from 

the summary in Table V.8: it seems that the points in question are at the very boundary of the 

region of convergence of the maps, because as the order is raised, the worst case degrades but 

the best case improves. In particular, in  Illustration V.15, the errors in cross-track position 

cross within a small span near ∆a = −85000 km for all three maps.

As was the case for 2011 AG5, the orbital elements most clearly correlated with the three error 

measures are the semi-major axis and the eccentricity; but the latter exhibits a much weaker 

correlation than in the previous asteroid, while the former keeps a clear, thin line. All other 

orbital elements are, as before, only very slightly correlated.
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Illustration V.15: Analysis of errors in cross-track position versus orbital elements of the worst outlier 

trajectories of 2007 VK184, for map orders 6 (blue), 7 (green) and 8 (orange)
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Illustration V.16: Analysis of errors in along-track position versus orbital elements of the worst outlier 

trajectories of 2007 VK184, for map orders 6 (blue), 7 (green) and 8 (orange)
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Illustration V.17: Analysis of errors in velocity versus orbital elements of the worst outlier trajectories of  

2007 VK184, for map orders 6 (blue), 7 (green) and 8 (orange)
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4. Impact Probability Estimation
Once the validity of the method is established, the trajectories evaluated from the combination 

of a particular map and uncertainty data may be used to estimate the probability of a collision 

with Earth near the given close approach dates. In a strict mathematical sense, the probability 

of an impact may be defined as the mathematical expectancy of the “impact” event across the 

full population distribution, i.e., all possible initial states: 

P ( impact) = E [ I ] =∫
Ω

I (x 0) f (x 0) dx 0(Ω) (V.3)

Where f is the probability density function and I(x0) is a characteristic function that evaluates 

to 1 if the virtual asteroid represented by the initial state vector x0 collides with Earth in the 

selected close approach,  and to 0 otherwise. The numeric approximation to  (V.3) turns the 

integral into a finite sum, where each virtual asteroid now represents a small region of the 

initial conditions space according to the chosen integration scheme.

Strictly speaking, this change would require that the new impact function Ĩ would return the 

overall  probability  that  any  virtual  asteroid  in  the  region  ends  up  colliding  with  Earth. 

However,  the regions in which the distribution is  divided for  the sum are taken as  small 

enough to approximate Ĩ by the old characteristic function I: 

P ( impact) =∑
i

Ĩ (x 0i)P (x 0i)≃∑
i

I (x 0i)P (x 0i)=∑
i∈VI

P (x 0i) (V.4)

Where VI is the set of virtual impactors in the trajectories. Indeed, if the sample distribution 

of the disturbances to the initial state vector converges to the actual statistical distribution of 

the possible initial states of the asteroid, then for N → ∞: 

P ( impact) ≃
N VI

N
(V.5)

Three simulations have been run for each asteroid, with 104, 105 points and 2.5 106 trajectories 

respectively.  The latter  has  served to  generate  the  detailed  b-plane  views  and  the impact 

probability estimations, and is the basically largest number of points that may be evaluated 

and post-processed by the 32-bit  build  of  mapeval (in  the environment  described in  §3) 

without modifying the COSY memory defaults or enabling special memory settings.
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The smaller  simulations have been run mainly for tool testing and performance evaluation 

purposes, serving mainly as benchmarks of the evaluation and post-processing steps, but also 

to generate the full b-plane view due to image file size considerations.

In the b-plane views, the black ellipse represents the image of Earth, but since only one of the 

individual  Bi is drawn, the true indication of impact for each particular point is its colour, 

which is red for impactors and blue otherwise.

4.1. Results for 2011 AG5

As established in §3.1, a map of order 7 has been used for the simulations,  with the impact 

probability results converging to about 0.2%.  Illustration V.18 shows a global curvature of 

the trace of the virtual asteroid swarm on the b-plane, which may represent the nonlinearity 

caused  by a  previous  encounter  with  Earth  in  2023.  However,  the  impact  zone  (see 

illustrations V.19 and V.20) is fundamentally straight. The data offered by the JPL SENTRY 

program and the Elecnor Deimos tool NIRAT13, which ran a Monte Carlo simulation using 104 

trajectories, is added as a comparison.

Simulation DA-10K DA-100K DA-2.5M NIRAT JPL [32]

SOI trajectories 1939 19205 481859 ‒ ‒

SOI probability 19.4% 19.2% 19.3% ‒ ‒

MOID (km) 1877 1873 1858 2038 1990

Impactors 25 193 4895 16 ‒

Impact probability 0.25% 0.193% 0.1958% 0.16% 0.20%

Table V.11: Close encounter information for 2011 AG5 in February 2040

13 The NEO Impact  Risk Assessment  Tool  (NIRAT) is  an Elecnor  Deimos tool  part  of  the  NEOSHIELD 

project presented at the last IAF congress [31]. It may perform either unidimensional LOV sampling or a full 

Monte  Carlo  sampling.  In this  case,  the Monte Carlo  simulation data  was  taken from a  study  on both 

asteroids that is to be published shortly.
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Illustration V.18: General view of the b-plane for 2011 AG5, with 105 trajectories
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Illustration V.19: Detailed view of the b-plane for 2011 AG5, with 2.5 million trajectories
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Illustration V.20: Virtual impactors of 2011 AG5, with 2.5 million trajectories
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4.2. Results for 2007 VK184

A map of order 8 has been used to generate the data, as suggested in §3.2. It may be readily 

observed in Illustration V.21 that the distribution is sparser, which manifests in “fatter” trails 

in all three graphs. The probability of entering the sphere of influence of Earth is smaller, and 

the trail is further from the planet at about 0.74 RE, contributing to a smaller chance of impact.

Simulation DA-10K DA-100K DA-2.5M NIRAT JPL [33]

SOI trajectories 953 9805 245091 ‒ ‒

SOI probability 9.5% 9.8% 9.8% ‒ ‒

MOID (km) 4741 4718 4656 4778 4815

Impactors 6 59 1353 6 ‒

Impact probability 0.06% 0.059% 0.054% 0.06% 0.055%

Table V.12: Close encounter information for 2007 VK184 in June 2048
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Illustration V.21: General view of the b-plane for 2007 VK184, with 105 trajectories
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Illustration V.22: Detailed view of the b-plane for 2007 VK184, with 2.5 million trajectories
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Illustration V.23: Virtual impactors for 2007 VK184, with 2.5 million trajectories
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5. Tool Performance
Since the main aim of the present project is to showcase the utility of differential algebra 

techniques  in  the field  of  Monte Carlo simulations  of  orbital  mechanics,  it  would not be 

complete without an analysis of the time saved by the tools.

This section explore the running time behaviour of the mapgen and mapeval tools, to finally 

compare the total running time of a  full case, including the validation steps, with  that of a 

traditional approach based on the individual integration of trajectories.

5.1. Map Generation
The  major  time  sink  in  the  differential  algebra 

approach to the simulation is clearly the generation 

of the map with derivative information. As described 

by  (II.3), the number of components of  DA vectors 

grows fast with raising order. For a constant number 

of variables  v, the asymptotic growth of the number 

of components is  Θ(nv),  which  might  be thought  a 

lesser bound for the running time of the generator.

However,  for  v = 6  and  the  relatively  low  orders 

n < 10  employed  in  the  computations,  asymptotic 

algorithmic  analysis  is  not  sufficient.  Furthermore, 

the COSY engine keeps track of null components, so 

the number of “live” numbers in a DA vector might 

even be under the maximum value given by (II.3).

Table V.13 and Illustration V.24 show that, for small 

orders n, the running time has an exponential relation 

to n, fitting all data with R2 ≥ 0.999.

As it can be gathered by looking at the data, the expansion order is not the only influence: the 

integration of maps for 2007 VK184 takes longer because the encounter is in 2048 instead of 

2040. The running time also depends on the enabled forces, with the non-spherical potential 

being the slowest by far, as it requires the computation of Legendre functions.
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Order 2011 AG5 2007 VK184

1 0:51 1:09

2 2:16 2:54

3 7:14 8:37

4 23:04 28:13

5 1:12:37 1:28:59

6 3:39:03 4:27:43

7 11:15:25 13:10:19

8 28:56:33 35:03:42

9 74:20:00 90:16:57

Table V.13: Map generation times for 

both cases (hours:minutes:seconds)
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Illustration V.24: Map generation times, logarithmic view

5.2. Map Evaluation and Validation
The  actual  process  of  generating  and  evaluating  even  a  huge  set  of  initial  conditions  is 

extremely fast compared to other parts of the process, with one million points being evaluated 

in less than half an hour.  Like the generation process, however, the evaluation time depends 

on the map order, as more components need to be evaluated. Delta generation is even faster, 

and the time spent sampling the distribution is nearly negligible, as Table V.14 shows.

On the other hand, the process of validation is slow, competing with the map generation for 

the title of CPU time sink: following the guidelines specified in §3, over 2000 points are 

individually integrated for the comparison, each at a cost at least several hundred times that of 

a  map  evaluation.  Nevertheless,  the  independence  between  the  integrated  points  makes 

validation  process  a  prime  candidate  for  parallel  computing:  current  Monte  Carlo  tools 

already do employ multiple threads to cut down simulation running times.
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5.3. Full Procedure
The  main  assumption made for  the comparison  is  that  the integrations  for  the traditional 

Monte Carlo method run at the same speed as those in the validation process, but on a quad 

core computer. Other parts of the process common to both methods, however, are taken to 

work exactly the same as they do in mapeval, and so the times required per point are equal. 

Examples of this assumption are the b-plane analysis process or the delta generation.

Note that the numbers offered here assume that the “traditional” approach uses 50000 points 

for a decent resolution of the impact probability, while the DA tool set evaluates 2.5 million 

points. As it may be readily seen from Table V.14, the weak points of the differential algebra 

approach are in the map generation and validation processes.

Process

2011 AG5 2007 VK184

Traditional
DA-based 

(order 7)
Traditional

DA-based 

(order 8)

Map generation ‒ 11:15:25 ‒ 35:03:42

Delta generation 0:02 1:38 0:02 1:38

Map evaluation / 

integration
22:13:20 1:10:50 29:10:00 2:05:00

Validation ‒ 3:44:00 ‒ 4:50:30

Impactor analysis 0:09 7:47 0:10 8:34

Total time 22:13:31 16:19:40 29:10:12 42:09:24

Number of 

points
5·104 2.5·106 5·104 2.5·106

Table V.14: Runtime comparison of the tools against a traditional approach

Some  figures for  the traditional  Monte Carlo method in the table above are based in the 

following extrapolations,  which were  extracted from several runs of  mapeval in the same 

computer and CPU load conditions:
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• Delta generation costs about 39 µs per point.

• Map evaluation costs 1.7 ms  per  point  for order  n = 7  (2011 AG5),  and 3.0 ms  per 

point for order n = 8 (2007 VK184).

• Integration of a single trajectory takes 6.4 s for 2011 AG5 and 8.3 s for 2007 VK184. 

For the traditional method, the 4-CPU integration cuts these times are cut by four.

• The time taken by the impactor analysis depends on the cost of running the Newton-

Raphson SOI filter, plus that of the b-plane impactor analysis. The average cost has 

been measured as 187 µs per point for 2011 AG5 and 206 µs per point for 2007 VK184.

Obviously,  the  comparison  with  a  different  number  of  points  is  not  exactly  fair  to  the 

differential  algebra  tools.  In  an  attempt  to  provide an  engineering trade-off  analysis,  two 

formulae have been devised to crudely represent the running of both methods, see (V.6). The 

intent  is  to  find  the  break-even  point,  that  is,  the  number  of  points  in  the  Monte  Carlo 

simulation for which the differential algebra tools start being faster.

In the traditional approach, the running time is  asymptotically linear in  N, with each point 

requiring the steps of delta generation, integration and  impactor analysis. Here,  N = 50000 

points, as described previously. Note that the integration is assumed to be multi-threaded, so 

the integration time is divided by the number of available CPUs, taken as four.

In the DA method, however, there is a constant factor determined by the map generation time, 

which represents a big initial penalty. Then, each point requires the steps of delta generation, 

polynomial  map  evaluation  and  impactor  analysis.  There  is  also  the  outside  cost  of  the 

validation process, which is included as a side penalty, constant if N is big enough.

T MC(N )=(t ∆+ t int

N CPU

+t bplane)⋅N
T DA (N )=tmapgen+(t ∆+t eval+t bplane)⋅N +t int⋅min(N ,N val)

(V.6)

Where the map generation time depends on the order of the map expansion, and Nval stands for 

the number of points to be validated, which is 2100 in this case.

The break-even values computed by equating the two formulae in (V.6) and solving for N are 

33764 points for 2011 AG5 (map order 7) and 69331 points for 2007 VK184 (map order 8). For 

the graphs showing the break-even points, see §2 of Annex B.

111





Differential Algebra Techniques

for Space Applications

VI. CONCLUSIONS

1. Current Work
This project shows that differential algebra (DA) techniques are a credible new alternative for 

a substantial acceleration of costly orbital simulations based on Monte Carlo methods. Based 

on a  solid  mathematical  foundation (see  §II.1.3),  the  differential  algebra model  has  been 

implemented into the COSY library (§IV.2.1) and may be used for many purposes outside its 

initial intent of particle physics simulation. It has already been used, albeit in a limited test 

environment, in the field of orbital dynamics (§II.3).

The task of asteroid impact risk monitoring is complicated by the requirement of very high 

precision data that comes from numerical integration, after operations that frequently span 

decades of simulation time (see §I). For this hurdle to be overcome, the dynamics model 

needs to be complex, modelling several perturbations (§IV.3.2.1) of small magnitude. The 

order of the generated maps needs to be able to represent the level of nonlinearity introduced 

by these forces, including the always problematic planetary encounters. The obvious problem, 

however, is that the map may need to be generated several times with different orders until a 

good enough fit is found.

Unlike validated integration methods, differential algebra techniques are not mathematically 

strict in their results; but neither is a traditional numerical integrator used in common Monte 

Carlo  simulations.  Thus,  as  long  as  the  representation  error  is  somehow  controlled  (see 

§IV.3.3.2.b), the map evaluator processes different samplings of the uncertainty distribution 

much  faster  than  the  current  Monte  Carlo  tools,  because  the  map  does  not  need  to  be 

regenerated for each set of deltas.

The tools  described in  the project  are able to  achieve a level  of  precision comparable to 

current propagators (see §V.3), raising a warning when the map validation process fails. The 

high precision, combined with the fast evaluation times (§V.5), allows a much higher number 

of points to be run in acceptable times, with the differential algebra tools breaking even with 

current Monte Carlo tools in the realistic range of 104‒105 points.
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In  other  words,  DA tools  open  the  possibility of  running  a  very precise  simulation  with 

2.5 million virtual asteroids (see §V.4.1) overnight on a computer that is far from outstanding 

(§V.2). Furthermore, the map evaluation and validation processes could still be accelerated by 

multi-threaded evaluation, so there is room for improvement.

2. Future Developments
The limited time frame of this project has forced the drop of some features that nevertheless 

could either provide new functionality or enhance the existing tools, for example:

• Parallel  implementation  of  several  processes  like  map verification,  the  most  time-

consuming task that may be split up, or even map evaluation.

• Manipulation  of  orbital  elements  by  mapgen,  including  the  generation  of  maps 

describing  orbital  elements  instead  of  Cartesian  coordinates,  and  running  the 

integration process itself with orbital elements as the coordinates.

This would require extensive modifications to the dynamics model, but might enhance 

precision and delay solution breakdown for either very long integration times or large 

deltas in the semi-major axis that causes the true anomaly drift to progress into the 

wraparound effect shown in Illustration IV.4.

• A  modification  of  mapeval to  employ  several  maps  at  once,  “stitching”  the 

evaluations at defined boundaries. This approach may overcome the problem of small 

regions of convergence, and allow the analysis of larger parts of the initial conditions 

space.

• Another modification of mapeval to employ several maps, but in succession, in order 

to  find  the  so-called  gravitational  keyholes:  the  points  in  the  b-plane  of  a  close 

approach that cause an impact in a later return of the asteroid.

Furthermore, the existing tools could be put to new uses with few modifications. For example, 

enabling the solar radiation pressure and non-spheric potential perturbations would allow the 

analysis of near-Earth orbits of satellites. Modifying the program to take and evaluate two 

maps would then allow the analysis of possible satellite collisions, which is vital for any space 

station and an important tool towards limiting new space debris.
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ANNEX A. EXAMPLE CONFIGURATION 
FILES

1. Map Generator Configuration
The following text is the generic part of the map generator configuration used for both cases 

(changing the map order as appropriate). The extra data required is the initial states in the 

INTEGRATION context, which con be found in §V.1.3.

# Mapgen configuration file

%MAPGEN

da_order = 7

verbosity = 1

%SS-DYNAMICS

jpl_ephemerides_path = # Path to the DE405 ephemerides file here

jpl_ephemerides_recsize = 2036

ref_frame = { Sun, ICRF, AUd, rv }

other_bodies = [ Mercury, Venus, Earth, Moon, Mars, Jupiter, Saturn, 

Uranus, Neptune, Pluto ]

enable_genrel = yes

enable_asteroids = yes

%INTEGRATION

integration_tolerances = 3*1E-17 3*1E-18

2. Map Evaluator Configuration
The following text is the generic part of the map evaluator used for both cases, pointing to the 

appropriate  JPL ephemerides  database  files.  The  covariance  matrix  information  is  also 

described in §V.1.3.

%MAPEVAL

map_file = # Path to the map file here

jpl_ephemerides_path = # Path to the DE405 ephemerides file here

jpl_ephemerides_recsize = 2036
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num_points = 2500000

delta_provider = normal

delta_frame = {Sun,MEEc J2000.0,AUd,comet_elem}

display_frame = {Sun,ICRF,kms,rv}

%DELTAS

# Covariance information here in the form:

# covariance e  e   7.2E-8

# covariance q  Tp  3.1E-12

%POSTPROCESS

write-points:

filter-p2body:

    target-body = Earth

    target-distance = 6.167e-3

    max-days = 30

bplane-analysis:

    target-body = Earth

    print-all = yes
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ANNEX B. ADDITIONAL INFORMATION

1. Kepler Propagation in the SOI Analysis
As mentioned in §IV.3.3.2, several post-processing commands use Keplerian propagation. For 

example, the filter that finds the intersection of the evaluated trajectories with the sphere of 

influence of Earth uses the hypothesis that the change in the final result will be small, as the 

propagation time of 14 days is small compared to the period of either body.

In order to test this assumption, a modification was made to the commands, where Keplerian 

propagation is still used to find the intersection with the sphere of influence, but the state at 

the intersection is then computed by integrating the full equations of dynamics.

Illustrations B.1 and B.3 show the general views, for 2011 AG5 and 2007 VK184 respectively, 

of the b-plane changes between the two approaches. It may readily be seen that most of the 

imprecision is in the along-track ζ coordinate, of up to 4000 km in the worst case, while the 

error in the cross-track ξ coordinate is much smaller.

The virtual impactors, however, show remarkably better precisions, as shown in illustrations 

B.2 and B.4, which are versions of B.1 and B.3 zoomed to show the area with impactors. This 

is  not by chance:  points that  end up being impactors  enter  the sphere of influence rather 

perpendicularly, while trajectories that miss Earth by much have a more tangential contact 

with the sphere, which makes the intersection detection more imprecise  particularly in the 

along-track position, thus skewing the representation on the b-plane.

In other words, while using Keplerian propagation instead of the full dynamics model in the 

final stage of the analysis does cause important changes (up to thousands of kilometres) that 

are mainly due to the influence of Earth. However, the b-plane results are not significantly 

distorted, while the speed of the analytical approach is much greater.

A possible precision improvement that kept the speed of the Keplerian propagation would be 

to  use  three-body analytical  formulae  to  propagate  the  orbit  between the  map evaluation 

epoch and the intersection with the sphere of influence.
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Illustration B.1: Changes in b-plane coordinates between Keplerian propagation and numerical 

integration of the full dynamics model, for 2011 AG5
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Illustration B.2: Changes in b-plane coordinates between Keplerian propagation and numerical 

integration of the full dynamics model, for 2011 AG5 virtual impactors
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Illustration B.3: Changes in b-plane coordinates between Keplerian propagation and numerical 

integration of the full dynamics model, for 2007 VK184

Illustration B.4: Changes in b-plane coordinates between Keplerian propagation and numerical 

integration of the full dynamics model, for 2007 VK184 virtual impactors
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2. Simulation Break-even Point
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Illustration B.6: Running time of a traditional Monte Carlo tool in a multi-core environment versus the 

differential algebra tools, for 2007 VK184. DA tools break even at n = 69331 points.
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Illustration B.5: Running time of a traditional Monte Carlo tool in a multi-core environment versus the 

differential algebra tools, for 2011 AG5. DA tools break even at n = 33764 points.

 0 5 000 10 000 15 000 20 000 25 000 30 000 35 000 40 000 45 000 50 000

0:00

4:48

9:36

14:24

19:12

24:00

Traditional Monte Carlo (4 CPU) DA tools (single threaded)

Number of points

R
u

n
n

in
g

 t
im

e
 (

h
o

u
rs

:m
in

u
te

s
)


