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Resumen

La segmentación de imágenes es un campo importante de la visión compu-
tacional y una de las áreas de investigación más activas, con aplicaciones
en comprensión de imágenes, detección de objetos, reconocimiento facial,
vigilancia de vídeo o procesamiento de imagen médica. La segmentación
de imágenes es un problema difícil en general, pero especialmente en en-
tornos científicos y biomédicos, donde las técnicas de adquisición imagen
proporcionan imágenes ruidosas. Además, en muchos de estos casos se
necesita una precisión casi perfecta. En esta tesis, revisamos y comparamos
primero algunas de las técnicas ampliamente usadas para la segmentación
de imágenes médicas. Estas técnicas usan clasificadores a nivel de pixel e
introducen regularización sobre pares de píxeles que es normalmente in-
suficiente. Estudiamos las dificultades que presentan para capturar la in-
formación de alto nivel sobre los objetos a segmentar. Esta deficiencia da
lugar a detecciones erróneas, bordes irregulares, configuraciones con to-
pología errónea y formas inválidas. Para solucionar estos problemas, pro-
ponemos un nuevo método de regularización de alto nivel que aprende
información topológica y de forma a partir de los datos de entrenamiento
de una forma no paramétrica usando potenciales de orden superior.

Los potenciales de orden superior se están popularizando en visión
por computador, pero la representación exacta de un potencial de orden
superior definido sobre muchas variables es computacionalmente invia-
ble. Usamos una representación compacta de los potenciales basada en un
conjunto finito de patrones aprendidos de los datos de entrenamiento que,
a su vez, depende de las observaciones. Gracias a esta representación, los
potenciales de orden superior pueden ser convertidos a potenciales de or-
den 2 con algunas variables auxiliares añadidas. Experimentos con imáge-
nes reales y sintéticas confirman que nuestro modelo soluciona los errores
de aproximaciones más débiles.

Incluso con una regularización de alto nivel, una precisión exacta es
inalcanzable, y se requeire de edición manual de los resultados de la seg-
mentación automática. La edición manual es tediosa y pesada, y cualquier
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herramienta de ayuda es muy apreciada. Estas herramientas necesitan ser
precisas, pero también lo suficientemente rápidas para ser usadas de for-
ma interactiva. Los contornos activos son una buena solución: son bue-
nos para detecciones precisas de fronteras y, en lugar de buscar una so-
lución global, proporcionan un ajuste fino a resultados que ya existían
previamente. Sin embargo, requieren una representación implícita que les
permita trabajar con cambios topológicos del contorno, y esto da lugar
a ecuaciones en derivadas parciales (EDP) que son costosas de resolver
computacionalmente y pueden presentar problemas de estabilidad numé-
rica. Presentamos una aproximación morfológica a la evolución de contor-
nos basada en un nuevo operador morfológico de curvatura que es válido
para superficies de cualquier dimensión. Aproximamos la solución numé-
rica de la EDP de la evolución de contorno mediante la aplicación sucesiva
de un conjunto de operadores morfológicos aplicados sobre una función
de conjuntos de nivel. Estos operadores son muy rápidos, no sufren de
problemas de estabilidad numérica y no degradan la función de los con-
juntos de nivel, de modo que no hay necesidad de reinicializarlo. Además,
su implementación es mucho más sencilla que la de las EDP, ya que no re-
quieren usar sofisticados algoritmos numéricos. Desde un punto de vista
teórico, profundizamos en las conexiones entre operadores morfológicos
y diferenciales, e introducimos nuevos resultados en este área. Validamos
nuestra aproximación proporcionando una implementación morfológica
de los contornos geodésicos activos, los contornos activos sin bordes, y los
turbopíxeles. En los experimentos realizados, las implementaciones mor-
fológicas convergen a soluciones equivalentes a aquéllas logradas median-
te soluciones numéricas tradicionales, pero con ganancias significativas en
simplicidad, velocidad y estabilidad.



Abstract

Image segmentation is an important field in computer vision and one of its
most active research areas, with applications in image understanding, ob-
ject detection, face recognition, video surveillance or medical image pro-
cessing. Image segmentation is a challenging problem in general, but es-
pecially in the biological and medical image fields, where the imaging
techniques usually produce cluttered and noisy images and near-perfect
accuracy is required in many cases. In this thesis we first review and com-
pare some standard techniques widely used for medical image segmenta-
tion. These techniques use pixel-wise classifiers and introduce weak pair-
wise regularization which is insufficient in many cases. We study their
difficulties to capture high-level structural information about the objects
to segment. This deficiency leads to many erroneous detections, ragged
boundaries, incorrect topological configurations and wrong shapes. To
deal with these problems, we propose a new regularization method that
learns shape and topological information from training data in a non-
parametric way using high-order potentials.

High-order potentials are becoming increasingly popular in computer
vision. However, the exact representation of a general higher order poten-
tial defined over many variables is computationally infeasible. We use
a compact representation of the potentials based on a finite set of pat-
terns learned from training data that, in turn, depends on the observations.
Thanks to this representation, high-order potentials can be converted into
pairwise potentials with some added auxiliary variables and minimized
with tree-reweighted message passing (TRW) and belief propagation (BP)
techniques. Both synthetic and real experiments confirm that our model
fixes the errors of weaker approaches.

Even with high-level regularization, perfect accuracy is still unattain-
able, and human editing of the segmentation results is necessary. The
manual edition is tedious and cumbersome, and tools that assist the user
are greatly appreciated. These tools need to be precise, but also fast enough
to be used in real-time. Active contours are a good solution: they are good
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for precise boundary detection and, instead of finding a global solution,
they provide a fine tuning to previously existing results. However, they
require an implicit representation to deal with topological changes of the
contour, and this leads to PDEs that are computationally costly to solve
and may present numerical stability issues. We present a morphological
approach to contour evolution based on a new curvature morphological
operator valid for surfaces of any dimension. We approximate the numer-
ical solution of the contour evolution PDE by the successive application
of a set of morphological operators defined on a binary level-set. These
operators are very fast, do not suffer numerical stability issues, and do
not degrade the level set function, so there is no need to reinitialize it.
Moreover, their implementation is much easier than their PDE counter-
part, since they do not require the use of sophisticated numerical algo-
rithms. From a theoretical point of view, we delve into the connections
between differential and morphological operators, and introduce novel re-
sults in this area. We validate the approach providing a morphological im-
plementation of the geodesic active contours, the active contours without
borders, and turbopixels. In the experiments conducted, the morpholog-
ical implementations converge to solutions equivalent to those achieved
by traditional numerical solutions, but with significant gains in simplicity,
speed, and stability.
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1
Introduction

Image segmentation is an important field in computer vision and one of its
most active research areas, with applications in image understanding, ob-
ject detection, face recognition, video surveillance or medical image pro-
cessing. Roughly speaking, image segmentation is a process that assigns a
label to each pixel (or voxel) of an image. These labels cluster the pixels in
connected sets called segments.

Obviously, the random assignment of labels would be a valid image
segmentation according to its definition, although this is of no interest in
real world applications. We also require that the segments have some kind
of semantic meaning. According to the semantic content of the segments,
we can distinguish a range of image segmentation methods. At one end of
the scale are methods that only take into account basic image features such
as colors or borders, and make the content of the segments homogeneous
in these features. In some cases, the segments obtained by these methods
of low semantic level are called superpixels. Superpixels extraction meth-
ods are, therefore, the lowest level techniques in image segmentation. In
general, methods in this tier rely on image processing techniques, and are
more related to clustering in machine learning. On the other end of the
scale, we have methods that work with fully semantic labels, i.e., labels
that represent real world concepts such as pedestrian, building, sky or cow.
These methods rely mostly on machine learning techniques, and they are
deeply related to the field of structured prediction. Of course, there are in-
termediate methods between these two ends. Figure 1.1 shows examples
of image segmentation that provide different types of segments.

The output of the image segmentation has many different potential
uses. Commonly, the output serves as the input to another process. For
example, superpixels are helpful for further processing of the image that
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INTRODUCTION

(a) (b)

(c) (d)

Figure 1.1: Different examples of image segmentation. (a) Superpixels using the algo-
rithm of Chapter 5. (b) Supervised segmentation method from [5]. (c) Segmentation via
graph-cuts. (d) Level-sets [24].

acts over all pixels inside each superpixel at once, and not in a pixel-wise
manner. This is reasonable, since each superpixel contains pixels that are
similar in some sense, and saves memory and time, since superpixels are
fewer in number than pixels.

On the other hand, the output of the image segmentation process is
sometimes the final wanted result. For example, in medical imaging, im-
age segmentation may directly detect the structures practitioners are inter-
ested in; for example, organs, pathological tissues or blood vessels in x-ray
CT or MRI images. In this thesis, we will focus specially in this family of
applications.

The main practical motivation of this thesis is the study of the seg-
mentation problem in Electron Microscopy (EM) images of the brain. The
availability of technologies such as combined Focused Ion Beam milling-
Scanning Electron Microscopy (FIB/SEM) and Serial Block-Face Scanning
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Electron Microscopy (SBFSEM) for the study of biological tissues permits
the automated acquisition of large numbers of serial sections from brain
samples. See for example [27, 48, 69]. These three-dimensional samples
contain invaluable structural information that must be extracted from the
stack of serial images. Electron micrographs of nervous tissue typically
show a large variety of structures, such as neuronal and glial processes
with their corresponding cytoplasmic organelles (e.g., vesicles, tubules,
filaments and mitochondria), myelinated axons and synapses.

Among the various structures visualized with EM, mitochondria and
synaptic junctions are of particular interest to neuroscience. Indeed, most
information in the mammalian nervous system flows though chemical
synapses. Thus, the quantification and measurement of synapses is a ma-
jor goal in the study of brain synaptic organization in both health and
disease [25]. Mitochondria are organelles that produce most of the ATP
which transports chemical energy within cells for metabolism. In addition
to supplying cellular energy, mitochondria are involved in many other
crucial cellular physiological tasks [68] and their alterations have been
associated with a number of diseases such as Alzheimer’s disease [92].
Therefore, there is a substantial interest in getting accurate segmentations
of synapses and mitochondria in the stacks of EM brain images.

From a practical point of view, manual segmentation of these struc-
tures is a difficult and time-consuming task that requires a high degree of
expertise. As a consequence, much effort has been devoted to the devel-
opment of automated algorithms. Unfortunately, brain images produced
by EM techniques are very complex and noisy with strong gray-level gra-
dients that do not always correspond to region boundaries. Moreover, dif-
ferent neuronal structures may have similar local image appearance. See
Figure 1.2.

In this thesis we address the problem of image segmentation with spe-
cial interest towards these EM stacks of brain images. We propose a set of
tools and methods that automate the segmentation and facilitate the pos-
terior edition of the segments by an expert. Roughly, our proposal is as
follows:

• First, we use a texture classifier with simple regularization to provide
fast segmentations of complete stacks. A key idea here is having a
fast segmentation method which can be trained with little training
data. Under this condition, it is possible to embed this segmen-
tation algorithm in an interactive work-flow. The expert then pro-
vides a few examples of the structures she wants to segment and re-
ceives almost instantaneous feedback of the output of the algorithm.

3
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(a) (b)

Figure 1.2: Electron microscopy techniques for imaging the brain. (a) Example of a stack
of EM images of the rat somatosensory cortex obtained with the SBFSEM technology.
(b) A single slice from the stack in (a) with mitochondria and synaptic junctions marked
in red and blue, respectively.

New training data might be provided in successive refinements. This
work-flow and the texture classifier with simple regularization will
be described in Chapter 3.

• Second, we improve the output of the previous method with high-
level shape and topology information learned from data. This infor-
mation is implicitly encoded in fragments extracted from previously
labeled images and used as jigsaw pieces to rebuild new segmenta-
tions. We describe this method in Chapter 4 and we show that it out-
performs the texture classifier with simple regularization in quanti-
tative and qualitative terms.

• Even with very powerful automatic segmentation tools, the high
level of accuracy required in the biomedical field is unattainable for
EM images. Therefore, it is usually necessary manually editing and
fine tunning the segmentation results obtained with the two previ-
ous fully automatic methods. We provide a tool with these capabili-
ties in Chapter 5.

In addition to the chapters listed above, Chapter 2 gives definitions of
image segmentation and related concepts, introduces mathematical nota-
tion that will be used throughout the thesis and reviews the most relevant
existing methods in this area. Finally, Chapter 6 draws conclusions.
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1.1 CONTRIBUTIONS OF THE THESIS

1.1 Contributions of the thesis

The following points describe the original contributions of this thesis to
the image segmentation field:

• We propose the non-parametric higher-order random fields, introduced
in Chapter 4. They are a new family of random fields with data-
driven higher-order potentials. They are able to learn and encode
richer structure than standard pair-wise random fields. Thanks to
them, we are able to obtain segmentations that are much more re-
alistic and faithful to reality in terms of shape and topology of the
segmented objects.

• We study the theoretical connections between PDEs and morpholog-
ical operators in Chapter 5. We introduce a new curvature morpho-
logical operator that behaves as the popular mean curvature flow
PDE, and analyze its behavior in the general d-dimensional case.

• Using the previous curvature morphological operator, we introduce
two new algorithms for contour evolution that approximate the solu-
tions of the well-known geodesic active contours [16] and Chan-Vese
active contours without edges [18], respectively. Our algorithms use
morphological operators over binary embedding functions instead
of numerical methods over real-valued functions for solving PDEs.
This leads to much faster, stable and robust implicit contour evolu-
tion.

• We have developed an image processing tool to assist the practi-
tioner in the segmentation of electron micrographs.

5



INTRODUCTION

6



2
Background

In this chapter we make a brief, general review of the most important seg-
mentation methods existing in the literature. Each of the following chap-
ters includes a more in-depth review of the works related to its contents.

We begin giving some preliminary definitions and introducing some
notation. A digital image x is a map from a finite set of pixels V to a space
of colors, which might be one-dimensional for gray-scale images.1 The
image may originate in many different sources: a digital camera sensor, a
digitalization of a document with a scanner or from detectors in an elec-
tron microscope are some examples. Since the domain is discrete and fi-
nite, one could think of an image interchangeably as a map or as a vector of
color values. Therefore, accessing a pixel i will be written as xi. The set of
pixels must have some kind of neighborhood structure. Unless otherwise
stated, we will assume that the pixels are 4-connected (or 6-connected for
three-dimensional images). The pixels V and the neighbors pairs N form
a grid graph of pixels (V ,N ).

Image segmentation is the process of assigning a label to each pixel of
an image. The labeling is a map from every pixel to the label assigned to
that pixel. In a similar manner to the images, a labeling y can be seen as a
vector of labels, and the label for the pixel i is written as yi. The labeling is
therefore the result of the image segmentation process. A labeling repre-
sents a partition of the image pixels into segments. A segment is a connected
component of pixels that share the same label, where the connectivity is
defined by the graph of pixels.

1While in this discussion we talk about (two-dimensional) images and their elements
pixels, it is perfectly valid for three dimensions, i.e., volumes or stacks of images and their
elements voxels. It might be also possible assume the general case of n-dimensional im-
ages.
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BACKGROUND

The above definitions are valid in a discrete setting. For theoretical
reasons, it is sometimes useful to rely on continuous terms. A continuous
image I is a map from an open, connected subset Ω of R

n to the space of
colors. A labeling u is a map from Ω to a (usually) discrete set of labels. For
obvious reasons, in the continuous setting one cannot think about images
and labelings as vectors. As before, the labeling function partitions the
domain of the image in several connected components called segments.
The connectivity is in this case inherited from the topology of Ω.

According to the nature of the segmentation algorithms, we can clas-
sify them into region- and contour-based methods. Region-based segmen-
tation algorithms explicitly assign labels to pixels. Contour-based algo-
rithms explicitly look for the boundaries between segments, and the seg-
ments are implicitly defined as the regions enclosed by those boundaries.
In the following two sections we discuss the most important methods
available in each of these classes.

2.1 Contour-based image segmentation

Chapter 5 is devoted to contour evolution methods, and a more in-depth
review is given there.

The first approach for contour detection was the Snakes algorithm [44].
Snakes are splines defined over the image domain with an energy func-
tional attached. This energy functional is a sum of an internal energy
which penalizes the length of the snakes and its curvature, and an exter-
nal energy which attracts the snake towards lines and edges of the image.
Minimizing the energy functional in a steepest-descent manner leads to
the Euler-Lagrange equation that defines how the contour must evolve.

To deal with topological changes (e.g., split and merge) of the snakes,
Osher and Sethian [79] proposed representing the contour as a level-set
of an embedding function. The evolution of the contour is given by a
PDE defined on the embedding function. Since we are only interested in a
single level-set of the function, the PDE needs to be solved only in a small
strip around that level-set. This is the fast-marching method [93].

Caselles et al. [16] define a new energy functional independent from
the parametrization of the contour. Their approach is called geodesic active
contours, since the stationary contours for that functional are geodesics in
a Riemannian space with metric defined by the image.

In some applications, learning statistical shape priors for contours is
helpful or even necessary to provide acceptable segmentations under the
presence of heavy noise or occlusions. Leventon et al.. [63] proposed to

8



2.2 REGION-BASED IMAGE SEGMENTATION

perform principal component analysis on a set of embedding functions
containing training shapes as the zero level-sets. A term is added to the
functional to constrain the evolution to probable shapes in the learned dis-
tribution of shapes.

2.2 Region-based image segmentation

The simplest possible technique for region-based image segmentation is
thresholding: yi receives one of two labels if xi is greater than a given
threshold. Unfortunately, this is insufficient for most real images, where
the objects present large inner statistical variations.

The first non-trivial segmentation techniques proposed in the com-
puter vision field were the watershed methods and the split and merge meth-
ods.

Watershed methods [105] interpret the images as height fields, and seg-
ment them into regions where rain would flow into the same lake. There-
fore, watershed associates a segment to every local minimum in the image.
Nevertheless, this assumes that the image is made up of several local min-
ima with ridges surrounding them, which is rarely true. To overcome this
difficulty, the watershed is performed over the gradient magnitude field of
the image. Alternatively, recent approaches [5] combine contour detection
filters with watershed.

Split and merge is a term that encompasses a family of segmentation
methods that proceed by recursively splitting the image into smaller seg-
ments starting from the full image [77] (divisive clustering), or by merging
pixels and segments into larger segments starting from a very fine initial
segmentation [43, 30] (agglomerative clustering). Some methods combine
splitting and merging [40].

More modern approaches bring ideas from the machine learning com-
munity and treat the segmentation as a clustering problem over the feature
vectors extracted for the image pixels. For example, a common feature vec-
tor is made up of the color and position of each pixel. Then, unsupervised
clustering methods such as k-means of mixture of Gaussians [10] model
the feature vectors as samples from an unknown probability distribution
and try to find the modes, or clusters, of that distribution. The label of
every pixel is the index of the cluster it belongs to.

Mean-shift [23] is similar to k-means and mixture of Gaussians, but
instead of explicitly modeling the probability distributions, it estimates it
in a non-parametric way using kernel density estimation. The modes of
the non-parametric distribution are found with gradient ascent starting at
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BACKGROUND

some initial guesses.
Normalized cuts [95] builds a graph over the pixels of an image where

the weights of the edges between nearby pixels measure their affinity.
With spectral graph theory, they find connected components with rela-
tively high internal affinities compared to the affinities with other con-
nected components. This is a pseudo-boolean optimization problem and
proved to be NP-complete. Shi et al.. [95] relax the variables to take real
values and minimize the normalized cut solving a generalized eigenvalue
problem.

Finally, we briefly review variational region-based segmentation meth-
ods. The most important model here is the popular Mumford-Shah [72]
functional:

F(u) =
∫

Ω
(u− I)2 dx + µ

∫

Ω\Γu

|∇u|2 dx + ν |Γu| . (2.1)

The minimization of this functional gives a piecewise smooth labeling
function u which must be similar to the input image I (imposed by the
first term), but also smooth (second term). The third term penalizes the
length of the boundaries Γu where u is discontinuous, thus making these
boundaries robust against noise. The Mumford-Shah functional therefore
contains a data fidelity term and two regularization terms. The parame-
ters µ and ν weight the strength of each one.

Global optimization of (2.1) is extremely hard in practice due to the
non-regularity of the boundary term. Multiple algorithms and variations
of the original functional have been developed to find good approxima-
tions. One of the most successful is the active contours without edges [18].
In [18], Chan et al. reduce the Mumford-Shah model to binary piecewise
constant functions u and express its approximation to functional (2.1) as
a contour functional in the level-set formalism of [79]. Its work is there-
fore one of the most important works that combines both contour-based
and region-based segmentation ideas in a single algorithm. Pock et al. [83]
propose minimizing a convex relaxation of 2.1, which makes the solutions
independent of initialization. Other variations of the Mumford-Shah func-
tional include using the total variation of the labeling function for the reg-
ularization [84] or using the L1-norm instead of the L2-norm for the data
fidelity term.

All previous methods belong to the field of unsupervised region-based
image segmentation. In this thesis, however, we are specially interested
in supervised image segmentation. This requires using structured predic-
tion techniques from machine learning such as Markov models or random
fields. Due to the importance that these methods will have in following
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chapters and to the fact that we introduce a new random field in Chapter 4,
we devote Section 2.3 to give a more in-depth view of supervised image
segmentation, Markov random fields and conditional random fields.

2.3 Supervised image segmentation

As explained above, an image x : V → R
d is a map from pixels to obser-

vations on those pixels. The labeling y : V → L gives a label to every
pixel. Segmentation is inferring y from x. The relationship between them
can be modeled with a probability distribution P(y | x) or an energy func-
tion E(y). These two representations are equivalent and we can go from
one to the other. Given a probability distribution P(y), its energy is

E(y | x) = − log P(y | x) + C. (2.2)

C is an arbitrary constant value. Note that equivalent energy functions
may differ in a constant value.

In the opposite direction, for energy function we can define a probabil-
ity distribution that assigns high probabilities to states with low energy:

P(y | x) =
1

Z(β, x)
exp(−βE(y | x)). (2.3)

This is the Boltzmann distribution from statistical mechanics. It gives the
probability of finding the system in the specified state. It encodes the fact
that it is more likely to find a physical system in a low energy state than in
a high energy one. The partition function

Z(β, x) = ∑
y′∈LV

exp(−βE(y′ | x)) (2.4)

serves as a normalization factor ensuring that the probabilities sum up
to one. The inverse temperature β has physical significance in the statistical
mechanics field, but it is irrelevant when we are only interested in the state
of maximum likelihood. We will fix β = 1 from now on and omit it in all
expressions.

The optimal segmentation is the one which minimizes the energy or
maximizes the probability:

y∗ = arg min
y∈LV

E(y | x) (2.5)

or
y∗ = arg max

y∈LV
P(y | x). (2.6)
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For simplicity in the notation, we will usually omit the explicit depen-
dency of the image in the energy function, i.e., we will write E(y) instead
of E(y | x).

This is a powerful methodology. It approaches to the segmentation
problem from two different but equivalent perspectives. In some cases
we are interested in defining an energy function that models some spe-
cific characteristics of the images we are working with. In others, we may
prefer using the strength that probabilistic models bring when introduc-
ing conditional independences among random variables. Both ideas are
tightly related as stated by the Hammersley-Clifford theorem: conditional
independence of random variables leads to some kind of structure in the
energy function and vice versa. We will come back to these ideas shortly.
Before, we will study some simple models of energy functions/probability
distributions.

The most naive assumption is that the label of each pixel yi is condition-
ally independent from every other variable given its observation xi. With
this independence assumption we may factor the probability distribution
as a product of pixel-wise probabilities

P(y | x) = ∏
i∈V

p(yi | xi), (2.7)

where p(yi | xi) is suitable to be learned with a standard classifier. Al-
though it is valid, this assumption is very limited. In general, it is not pos-
sible to determine the label of a pixel using only its color value. A more
realistic assumption makes every label yi independent of every other yj

given the observation:

P(y | x) = ∏
i∈V

p(yi | fi(x)). (2.8)

Again, p(yi | fi(x)) can be learned with a standard classifier. The in-
put fi(x) of the classifier may be the full vector x, a subset of values of x
spatially closed to the pixel i or a vector of features describing relevant
information from x. We will introduce a set of features in the following
chapter.

The energy function for these two models is

E(y) = ∑
i∈V

φi(yi), (2.9)

with φi(yi) = − log p(yi | xi) for the first model and φi(yi) = − log p(yi |
fi(x)) for the second. Note that the dependency of the data is implicitly
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encoded inside φi(yi). Since the energy is a sum of independent terms,
the optimal labeling for these models simply assigns the best local label to
every pixel, i.e., the label with maximizes the pixel-wise probability given
the observation. This is an effective idea in some cases, but in others it
is not powerful enough and more context is needed. In particular, we
will make explicit the dependencies between label variables and use some
important probabilistic graphical models in doing so.

2.3.1 Markov and Gibbs random fields

A discrete random field is a stochastic process, i.e., a collection of random
variables, and a map from their indices onto a space. Loosely speaking,
every variable of a random field has a position in a given space. More-
over, the correlations among the variables depend to some extent on their
positions, being nearby variables more correlated than distant ones. Ran-
dom fields are used to model the joint distribution P(y) of the variables
in a structured manner, and different types of random fields perform this
task in different ways.

Digital images and discrete labeling functions are very good candi-
dates to be modeled with random fields, since they are a collection of ran-
dom variables (one per pixel) with attached spatial information, i.e., the
coordinates of the pixels, and nearby pixels tend to be strongly correlated.

The most paradigmatic example of random field is the Markov random
field, where the variables are the nodes of a graph and the edges of such
graph represent the conditional independences.

Definition 2.1 (Markov random field). Given a graph (V ,N ), a set of random
variables {Xi}i∈V is a Markov random field if P(x) > 0 for every x and each
variable is conditionally independent of all other variables given its neighbors
(Markov property):

Xi ⊥⊥ XV−{i} | XNi
. (2.10)

A closely related model is the Gibbs random field.

Definition 2.2 (Gibbs random field). Given a graph (V ,N ), a set of random
variables {Xi}i∈V is a Gibbs random field if the probability distribution can be
written as a product of factors

P(x) =
1
Z ∏

c∈C
Ψc(xc), (2.11)

where Ψc(xc) ∈ [0, 1] for every c ∈ C and C is the set of cliques of the graph.
Equivalently, a set of random variables is a Gibbs random field if the energy can
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be written as a sum of potentials:

E(x) = ∑
c∈C

φc(xc), (2.12)

where φc(xc) > 0.

The Gibbs distribution (2.11) and the energy (2.12) are equivalent when
φc(xc) = − log Ψc(xc).

The Gibbs and the Markov random field are, in a sense, complemen-
tary. The main property of the Markov random fields, i.e., the conditional
independence property, is local. It is a property that characterizes the re-
lationship between each variable and its neighbors. On the other hand,
the Gibbs random fields are characterized by a global property: the fac-
torization of their joint distribution. The following theorem unifies both
views.

Theorem 2.1 (Hammersley-Clifford theorem). Given a graph (V ,N ), a set
of random variables {Xi}i∈V is a Markov random field if and only if it is a Gibbs
random field.

As a consequence, the same graph which represents the conditional in-
dependences of the distribution P(x) also represents the factorization of
that distribution in simpler terms. This has deep implications in the de-
sign of random fields. When designing a random field, a straightforward
way is to define an energy function as a sum of potentials over subsets of
random variables. The Hammersley-Clifford theorem ensures that those
potentials lead to conditional independences among variables. Since the
potentials can be pretty general (the only condition is that they are pos-
itive), this procedure is very powerful and flexible. We will use it in the
Chapter 4.

2.3.2 Potentials and factor graphs

The order of a potential is the number of variables it depends on, and the
order of an energy function is the maximum order of its potentials. We will
call unary term to a potential of order 1, and pairwise term to a potential of
order 2.

The potentials φi of the energy functions define the cliques of the graph
of their Gibbs (or Markov) random fields. However, the cliques of a graph
are ambiguous when it comes to define the potentials that the energy func-
tion is decomposed. Consider a simple example with three variables x1,
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x1

x2 x3

Figure 2.1: A graph with several possible decompositions of the energy function.

x1

x2 x3

x1

x2 x3

(a) (b)

Figure 2.2: Factor graphs of the energy functions (2.13) and (2.14). Both come from the
same CRF graph in the Figure 2.1.

x2 and x3. The energy function

E(x1, x2, x3) = φ1(x1, x2) + φ2(x2, x3) + φ3(x3, x1) (2.13)

has three potentials and thus there should be three cliques of two nodes
each in the corresponding graph. The Figure 2.1 depicts it. The energy
function

E′(x1, x2, x3) = φ′1(x1, x2, x3) (2.14)

corresponds to the same graph. E′ is more general than E, as one can
easily prove by setting φ′1(x1, x2, x3) = φ1(x1, x2) + φ2(x2, x3) + φ3(x3, x1).
However, it is important to have a tool to distinguish between these cases.

A factor graph is a bipartite graph that explicitly represents the decom-
position into potentials of an energy function. In a factor graph, the nodes
corresponding to the random variables are labeled circles, and the poten-
tials are little black squares that are connected to the variables they depend
on. The Figure 2.2 shows the factor graphs of the energy functions (2.13)
and (2.14).
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2.3.3 Conditional random fields

The conditional random fields (CRF) are an extension of the Markov ran-
dom fields for structured prediction. Whereas a MRF models the joint
distribution P(y) of a set of random variables, a CRF introduces a set of
observations x and models P(y | x).

Definition 2.3 (Conditional random fields). Given a graph (V ,N ) and a set
of known observed variables x, a set of hidden random variables {Yi}i∈V is a
conditional random field if P(y | x) > 0 for every y and each variable is condi-
tionally independent of all other variables given its neighbors and the observations
(Markov property):

Yi ⊥⊥ YV−{i} | (YNi
, x). (2.15)

By the Hammersley-Clifford theorem, the joint probability can be writ-
ten as a product of factors defined over the cliques of the graph

P(y | x) =
1

Z(x) ∏
c∈C

Ψc(yc, x), (2.16)

where the factors Ψc are strictly positive real functions. It is common to
write the factors in a parametrized form as

Ψc(yc, x, θ) = exp

(

−∑
k

θkφc,k(yc, x)

)

. (2.17)

As a consequence, this leads to the probability distribution

P(y | x, θ) =
1

Z(x, θ)
exp

(

−∑
c∈C

∑
k

θkφc,k(yc, x)

)

. (2.18)

The reason of writing the equation 2.16 in this form is that this is the max-
imum entropy distribution that respects the features φc,k seen on data.
See [47] for a proof. The corresponding energy of a CRF is

E(y | x, θ) = ∑
c∈C

∑
k

θkφc,k(yc, x). (2.19)

This equation is very general and can be reorganized in many ways de-
pending on the requirements.
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2.3.4 Common energy functions in image segmentation

The graph of the CRF most widely used in image segmentation has a grid
connectivity among the hidden variables {Yi}i∈V , and every hidden vari-
able is connected to the observed variables. The Figure 2.3 shows a pos-
sible factor graph corresponding to this setup. The energy for this factor
graph

E(y) = θ1 ∑
i∈V

φi(yi, x) + θ2 ∑
(i,j)∈N

φij(yi, yj) (2.20)

has only unary and pairwise terms.
We can omit the explicit references to x in this expression and consider

that the dependencies on x are implicit in the unary terms. Moreover, we
can divide the expression by θ1 obtaining

E(y) = ∑
i∈V

φi(yi) + θ ∑
(i,j)∈N

φij(yi, yj), (2.21)

where θ = θ2
θ1

defines the relative strength of the pairwise and unary terms.
When θ = 0, the CRF energy is equivalent to the pixel-wise energy (2.9)
and every pixel receives the label yi that minimizes φi. When θ 6= 0, the
pairwise terms φij introduce regularization, or smoothness, in the model.
The segments in real world applications are usually large uniform areas
with no small holes in them. The common approach to introduce this idea
in the regularization is to penalize the variations in the labeling function:
when two neighbor variables have different labels, φij(yi, yj) provides a
positive value Kij; otherwise, it evaluates to 0. This can be written as
φij(yi, yj) = Kij · T[yi 6= yj]. The energy with these terms,

E(y) = ∑
i∈V

φi(yi) + θ ∑
(i,j)∈N

Kij · T[yi 6= yj], (2.22)

is the popular Potts model [86, 32], one of the simplest discontinuity pre-
serving models. The Ising model is a special case of the Potts model for
only two labels. The Ising and the Potts models are very important in im-
age segmentation, not just from a practical point of view, but also because
of their theoretical properties as we will see in the following section.

There exists a similar approach when the set of labels is a metric space
with metric d. It is desirable that the labels assigned to neighbor variables
are also close in the metric space of labels. The pairwise terms are substi-
tuted by that metric, leading to the energy

E(y) = ∑
i∈V

φi(yi) + θ ∑
(i,j)∈N

Kij · d(yi, yj). (2.23)
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Figure 2.3: Factor graphs of CRFs commonly found in image segmentation. Both graphs
are essentially equal, but in the graph (b) the pairwise factors depend on the observations.
The edges corresponding to unary factors in the graph (b) have a soft gray color just for
readability.

For sets of ordered labels, it is common to define the metric d(yi, yj) =
∣

∣yi − yj

∣

∣:

E(y) = ∑
i∈V

φi(yi) + θ ∑
(i,j)∈N

Kij

∣

∣yi − yj

∣

∣ . (2.24)

This energy is very common in stereo matching, where the labels are the
disparities along epipolar lines.

The global strength of the pairwise terms θ controls the amount of
smoothness required and, although it can be learned from data, it is more
usually set manually. The larger θ, the smoother the global result. Simi-
larly, the pairwise strength Kij controls the smoothness locally, providing
smoother results in areas of the image where the Kij are larger. It is a
straightforward idea to make Kij dependent on the observations. For ex-
ample, it is easier that two neighbor variables have different labels when
those variables lie in a high gradient area of the image, since high gradient
areas usually correspond to borders in the image. Therefore, the penalty
of the pairwise terms should be inversely proportional to the magnitude
of the gradients in x. However, the CRF in the Figure 2.3(a) does not con-
sider this case. A slight modification over that layout leads to a CRF (see
the Figure 2.3(b)) that fixes that problem. The general form of the energy
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for this new CRF is

E(y) = θ1 ∑
i∈V

φi(yi, x) + θ2 ∑
(i,j)∈N

φij(yi, yj, x), (2.25)

where now the pairwise terms do depend on the observations. We can
again leave implicit the dependencies to the observed variables in the en-
ergy form, obtaining the same energy function as in the equation (2.21).
This is a fact that often arises when studying the energy functions of sev-
eral probabilistic graphical models: although the statistical modelings for
different graphical models are different, their energy functions coincide,
and therefore the same techniques for energy minimization are applicable
for inference in all of them. This is the reason why in many works dealing
with energy minimization, the energies (2.21), (2.22) or (2.24) are called in-
terchangeably CRF energies or MRF energies, and they do not care whether
their pairwise terms directly depend on the observed variables or not.

In the image segmentation community there has been much interest on
studying the energy functions of up to order 2 for their power and simplic-
ity. Lately there is a growing interest in the so-called higher-order models,
i.e., models whose energies are of order greater than 2. Higher-order po-
tentials are a great tool to introduce very complex relations among the
label variables. For example, the curvature of the boundary of a segment
is something that the high-order potentials can compute, but not the pair-
wise potentials. Unfortunately, high-order energies are much harder to
deal with than the energies of order 2.

In this thesis we propose a new family of random fields with higher-
order potentials which contain very high-level information about shape,
geometry and topology of the objects to segment. This information is
learned directly from training data.

2.3.5 Methods for energy minimization and CRF inference

We have already stated that finding the most probable explanation, i.e.,
the maximum a posteriori estimation of a probabilistic graphical model
is equivalent to minimizing its energy function. Much of the literature
on these topics prefer the second method, approaching the inference as a
discrete optimization problem.

In general, the exact inference in a CRF is intractable and only approxi-
mate solutions can be found. The Table 2.1 lists the most popular methods
for exact and approximate energy minimization depending on the proper-
ties of the energy function.
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Number of labels Pairwise terms Example Methods
2 labels Submodular Ising model (2.22) Graph-cuts [36] (exact)
2 labels Non-submodular QPBO [9]
> 2 labels Convex, norm-based Eq. (2.24) Ishikawa [41] (exact),

α-expansion [13]
> 2 labels Metric Potts-model (2.22) α-expansion [13]
> 2 labels Semimetric See Chapter 3 αβ-swap [13]
Any General See Chapter 4 Belief-propagation (BP),

Tree-reweighted message pass-
ing (TRW) [52],
Linear programming relaxation,
Mean field inference,
MCMC sampling

Table 2.1: Methods for energy minimization. Only methods for energies of up to order 2
are shown. The exact optimization methods are explicitly marked. The rest are approxi-
mate.

When working with two labels, we talk about submodular and non-
submodular pairwise terms. A function φ on two boolean variables is sub-
modular when

φ(0, 0) + φ(1, 1) ≤ φ(0, 1) + φ(1, 0). (2.26)

This is a weaker condition than being a metric on a boolean space. One
of the most important discoveries [36] in image segmentation was that
the global minimization of energies of order 2 with submodular pairwise
terms and two possible labels was equivalent to solving a max-flow/min-
cut problem (also known as a graph-cut) over a flow network2, which is
polynomial in time. For details about the construction of the flow network
from the energy function, see [36, 12].

For non-submodular pairwise terms, QPBO sometimes offers accept-
able results. Fortunately, non-submodular pairwise terms are extremely
rare in image segmentation.

For energies of order 2 defined for more than two labels, the condi-
tions are slightly more complex. For the case when the pairwise terms are
norm-induced metrics or convex functions, the method from Ishikawa [41]
provides a global optimum at the expense of a very large amount of mem-
ory consumed even for images of a modest size. This makes the Ishikawa
method impractical in most situations and one should opt for some alter-
natives. There are very good approximate methods when the pairwise

2A flow network is, basically, a directed graph where each edge has a capacity and
receives a flow that cannot exceed its capacity.
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terms are metric or semimetric functions: the α-expansion and the αβ-
swap [13], respectively. The basic idea behind these two methods is to
carry out many standard two-label graph-cuts, considering each time a dif-
ferent pair of labels. The α-expansion has a nice optimality property en-
suring that, when it converges, the energy of the found local minimum
is upper bounded by a known multiple of the energy of the global mini-
mum [13]. Despite lacking this optimality property, the αβ-swap also pro-
vides very good results in practice.

The graph-cut and many graph-cut-inspired methods (including the α-
expansion and the αβ-swap) have flooded many fields of computer vision
in a few years, to the point that they are currently considered a standard
tool by the computer vision and image processing communities, and they
are receiving a growing attention in computer graphics. As usage exam-
ples, graph-cuts have been used in segmentation with a box prior [91], im-
age and video compositing [1], texture synthesis [57] or image denoising
and inpainting [101].

Finally, in the general case of many labels and general pairwise terms,
we have to rely on more general methods. The Table 2.1 lists the most
common methods. In the Chapter 4 we will use TRW and BP to minimize
an energy with very general potentials. It is an interesting fact that, when
the CRF graph has no loops, the message passing methods yield exact
solutions. However, this kind of graphs is rare to find in practice.
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3
A first approach to the

segmentation of serial electron
microscopic images of the brain

In Chapter 1 we discussed how the new EM imaging methods permit au-
tomated adquisition of large stacks of serial images of brain tissue, and we
emphasized the importance that detecting structures such as mitochondria
and synaptic junctions in those stacks has for the biomedical community.

Although there are good practical synapse segmentation approaches
relying on semi-automated tools, recent research has focused on machine
learning approaches to diminish the degree of user interaction. Becker
et al. [7] introduced a synaptic junction segmentation approach specifi-
cally designed for isotropic resolution image stacks, that is, stacks where
voxel dimensions were identical in all X, Y and Z-axes. This method is
based on a boosting algorithm that discovers local context cues related to
the presence of the synaptic junction. The local context around potential
synapse-like regions is also used in [42]. However, the approach of [42] re-
lies on a computationally demanding set of image features that require up
to 12 hours of computing time in a 32-node cluster. An alternative way of
detecting synapses is by selectively staining them with ethanolic phospho-
tungstic acid [74]. However this obscures other subcellular details and the
tissue preservation is not appropriate for detailed ultrastructural analysis.
Finally, Kreshuk et al. [56] used the ilastik toolbox to segment synaptic
junctions. Their approach uses a random forest classifier with a set of dif-
ferential image features. They use a simple regularization strategy based
on Gaussian smoothing.

Regarding mitochondria, several algorithms have been specifically de-
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signed to segment these organelles in EM images. A texton-based ap-
proach comparing K-NN, SVM and AdaBoost classifiers has been pro-
posed [73]. Lucchi and colleagues [67] have recently used ray descrip-
tors and the gray-level histogram as the key features to classify 3D image
supervoxels. The result of this classification is further regularized using
graph cuts to minimize an energy function involving learned potentials.
They used stacks of FIB/SEM images from the hippocampus and striatum
that had isotropic resolution. In their method, isotropy is an essential re-
quirement for the computation of the 3D supervoxel over-segmentation.
A different approach has been presented by Giuly and colleagues [33].
Their method performs the segmentation of mitochondria in anisotropic
stacks of images obtained by SBFSEM. They use a random forest classifier
to label 2D image patches. The result of this initial segmentation is further
refined using 2D contour classification across images and 3D level-set sur-
face evolution. Their method, however, is computationally very expensive
and requires long processing times.

Consequently, our aim in this chapter is to develop a method that does
not require isotropic voxels and that is computationally efficient to allow
the interactive segmentation of large image stacks that are now available.
Moreover, our approach also involves image regularization and surface
smoothing techniques to improve the segmentation.

3.1 Description of the segmentation algorithm

For the development of our segmentation algorithm we have used FIB/SEM
image stacks that have been acquired from the rat somatosensory cortex.
The resolution is always the same in the X and Y axes and ranged from
3.7 nm per pixel to 14.7 nm per pixel. Resolution in the Z axis, equiva-
lent to section thickness, is in all cases 20 nm per pixel. The stacks are
thus anisotropic, that is, they do not have the same resolution in all three
axes. Our segmentation algorithm has been specifically designed to take
anisotropy into account, and we define the anisotropy factor as:

ρ =
Voxel size in the Z axis

Voxel size in the X (or Y) axis
(3.1)

Thus, our stacks have anisotropy factors ranging from 5.41 to 1.36. To
make our method comparable to others, we used an additional stack of
SBFSEM images available online with an anisotropy factor ρ = 5.

Our algorithm learns to detect and segment potentially any type of
structure from the visual information in a stack of FIB/SEM or SBFSEM
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Figure 3.1: Workflow of the segmentation algorithm. The input stack of serial images is
subjected to four successive steps, two of which can be interactively modified by the user.

images, although in this chapter we have focused on synaptic junctions
and mitochondria. To this end, the algorithm must be trained by provid-
ing samples of segmented structures. The user provides these samples
in an interactive way using an in-house application we have developed:
first, a few voxels are manually labeled as mitochondria, for example, us-
ing standard tools such as the two or three-dimensional brush. The sys-
tem then performs an automatic segmentation based on the training given,
thus providing visual feedback. The user then refines the training by label-
ing new samples in the areas where the automatic segmentation is wrong.
This procedure is repeated until the results are satisfactory (see Figure 3.1).

Our automatic segmentation algorithm has three steps: feature extrac-
tion, voxel-wise classification and regularization. An optional fourth step,
smoothing, enhances the visual appearance of the segmentation when it is
rendered in 3D.

3.1.1 Feature extraction

Feature extraction is performed on all voxels in the stack. The features
of a voxel are a vector of real numbers that concisely describe the rele-
vant visual information in the vicinity of that voxel. A feature extractor
is a function from the space of E stacks to the space of feature stacks. We
have developed two feature extractors, F2D and F3D, which aggregate vi-
sual information around each voxel at several scales, and are rotationally
invariant and robust to the noise present in EM images. F3D is a feature
extractor that takes into account three-dimensional neighborhoods around
each voxel. It is adequate for isotropic stacks. F2D, on the other hand, ex-
tracts a feature vector for each pixel in an image of the stack considering
visual information of a neighborhood of the pixel in that slice and ignoring
the information in other slices. F2D is a feature extractor that is suitable
for anisotropic stacks. In the paragraphs that follow, we first describe F2D
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and then introduce F3D as a generalization.
F2D works on each image of the stack separately. Hence we only con-

sider a single image I in the following description. F2D first applies a set of
linear operators (zero, first and second order derivatives) to the smoothed
image I at several scales. Thus, the set of linear operators at a scale σ is

{

Gσ∗, σ · Gσ ∗
∂

∂x
, σ · Gσ ∗

∂

∂y
, σ2 · Gσ ∗

∂2

∂x2 , σ2 · Gσ ∗
∂2

∂xy
, σ2 · Gσ ∗

∂2

∂y2 ,
}

(3.2)
where Gσ is a Gaussian filter of radius σ and ∗ is the convolution opera-
tor. The response to these operators will be noted as s00, s10, s01, s20, s11
and s02 (note that the subscripts denote the order of the derivatives). With
these responses to the filters at a scale σ, we can compute a partial feature
vector for the pixels of I at that scale. This partial feature vector has four
components:

{

s00,
√

s2
10 + s2

01, λ1, λ2

}

. (3.3)

where s00 is the smoothed image,
√

s2
10 + s2

01 is the gradient magnitude
and λ1 and λ2 are the first and second eigenvalues of the Hessian matrix,
that are computed as

λ1 =
1
2

(

s20 + s02 +
√

(s20 + s02)
2 + 4s2

11

)

, (3.4)

λ2 =
1
2

(

s20 + s02 −
√

(s20 + s02)
2 + 4s2

11

)

. (3.5)

The Figure 3.2 shows the components of a partial feature vector at a fixed
scale for all the pixels in a single image.

The complete feature vector for each pixel is the concatenation of sev-
eral partial feature vectors. We apply this procedure at n different scales
{σ0, . . . , σn−1}, producing a feature vector with 4n components for each
pixel in I. The set of scales should match the size of the structures that
have to be detected in the images. In practice, the user only sets the ini-
tial scale σ0, which we call the base scale, and the rest of scales are given
by σi = 2

1
2 iσ0. For example, if we use n = 4 scales and set the smallest

scale to σ0 = 4 pixels, our feature vectors will have 16 dimensions and
they will range from 4 to 11.31 pixels in scale.

F3D is a generalization of F2D for isotropic image stacks. As in F2D,
the set of linear operators with the zero, first and second order derivatives
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A B

C D

Figure 3.2: Feature extraction from a single image. In this example, feature extraction
has been performed at a scale σ = 4 pixels. The resulting partial feature vector has four
components: the smoothed image (A), the gradient magnitude (B), and the first (C) and
second eigenvalues (D) of the Hessian matrices. Feature extraction is also performed at
several other scales (not shown) to obtain the complete feature vector.
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at a given scale σ,
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, (3.6)

is applied to the stack obtaining the responses
{

sijk : i + j + k ≤ 2
}

, where
i, j and k indicate the order of the derivatives in the X, Y and Z axes. The
partial feature vector for each voxel of the stack at a given scale is

{

s000,
√

s2
100 + s2

010 + s2
001, λ1, λ2, λ3

}

, (3.7)

where the first component is the smoothed image, the second one is the
magnitude of the gradient, and λ1, λ2 and λ3 are the eigenvalues of the
Hessian matrix





s200 s110 s101
s110 s020 s011
s101 s011 s002



 . (3.8)

Again, the complete feature vector for each voxel is the concatenation of
the partial feature vectors at several scales.

3.1.2 Classification

A classifier uses the feature vectors to determine the probability that a
voxel belongs to each label. This classifier has to be trained with labeled
data to learn the relationship between feature vectors and labels. Here we
briefly present how the classifier is trained and how a trained classifier can
be used with new unclassified data.

Our classifier learns the probability distribution P(yi | fi(x)) of the
label yi for the pixel i given the observed feature vector fi(x). We use the
Bayes’ rule to express this distribution as a product

P(yi | fi(x)) ∝ p( fi(x) | yi)P(yi), (3.9)

where the conditional p( fi(x) | yi) is the probability density of the feature
vector for voxels with label yi and P(yi) is the prior probability of a pixel
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having the label yi. We model the conditional distribution as a Gaussian,

p( fi(x) | y) =
1

√

(2π)k
∣

∣Σy

∣

∣

exp
(

−1
2

(

fi(x)− µy

)T
Σ−1

y

(

fi(x)− µy

)

)

,

(3.10)
where the parameters µy and Σy are the mean vector and the covariance
matrix of the feature vectors for voxels with the label y, and k is the di-
mension of the feature vector.

In the training step these parameters are estimated from training data.
The user manually labels a few voxels of the stack. During training, the
voxels labeled with label y are used to estimate µy, i.e., the mean of the
feature vectors of voxels labeled as y, and Σy, i.e., the covariance matrix of
these feature vectors.

When the dimension of the feature vectors is large, the training data of-
ten falls in a proper subspace of the complete k-dimensional feature space
producing a singular or near singular covariance matrix Σy. We avoid this
problem by first performing Principal Component Analysis (PCA)-based
dimensionality reduction on the cloud of all feature vectors . The dimen-
sionality after the PCA is established to retain 99% of variance.

P(y) is the a priori probability of the label y. It is learned from the user-
provided data in the training step. In short, the training step consists of
estimating the parameters µy and Σy of the conditional distribution (after
a PCA-based dimensionality reduction) and the prior P(y) from the user-
provided data with the interactive tool.

Once the classifier is trained, it processes every voxel in the EM stack.
For each voxel i with feature vector fi(x), the probability P(yy | fi(x)) is
computed for every label yi. This results in a probability map that maps
every voxel to the probabilities of belonging to each label. As an example,
see the Figure 3.3(A)(B).

In preliminary experiments, we tested other classifiers such as support
vector machines. Although these methods improve the results obtained
with the Gaussian classifier, their performance is only marginally better
at the expense of much higher computational time (in the order of hours
vs. seconds), which makes them unsuitable for operation in real time.

3.1.3 Regularization

If voxels are assumed to be independent of each other, it is possible to
segment the stack by simply assigning to each voxel the label with higher
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A B

C D

Figure 3.3: Classification and regularization of a single image. (A) and (B): Probability
maps obtained by a Gaussian classifier that has been trained with the features extracted
from the same image that is shown in Figure 3.2. The pixel-wise probability of belonging
to the label “Mitochondrion” is shown in (A) and the pixel-wise probability of belong-
ing to the label “Synaptic junction” is shown in (B). (C): preliminary segmentation before
regularization, where each pixel has simply been given the label with highest proba-
bility (Mitochondrion, grey; Synaptic junction, white). Note the sparse pixels scattered
throughout the image, the small holes in some of the segmented objects and the jaggy
edges. (D): Final segmentation after regularization via CRF energy minimization. Most
sparse pixels have disappeared and edges show a smoother appearance.
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probability. This corresponds to minimizing the regularization-free en-
ergy (2.9). However, this offers far from optimal results, since the result-
ing segmentation is noisy, and it shows many sparse pixels, grainy regions
and small holes, as shown in the Figure 3.3(C).

Therefore, we have to assume some degree of probabilistic dependency
between neighboring voxels of the stack. We have modeled this depen-
dency by means of the standard CRF of the Figure 2.3(a) with energy (2.21).
We distinguish two groups of pairwise terms in order to account for the
anisotropy of the stack: the pairwise terms whose edges go in the X and
Y axes, and the pairwise terms with edges going along the Z axis. Group-
ing the pairwise terms in the energy equation lead to

E(y) = ∑
i∈V

φi(yi) + θXY ∑
(i,j)∈NXY

φij(yi, yj) + θZ ∑
(i,j)∈NZ

φij(yi, yj), (3.11)

where NXY and NZ are the sets of edges orientated along the axes indi-
cated by the subscripts. They form a partition of the set of edges N . This
energy has only two parameters, θXY and θZ, which control the strength
of the regularization in the XY plane and in the Z axis. In an anisotropic
stack we can assume that they are related by the expression

θZ =
θXY

ρ
(3.12)

and only one of them needs to be estimated by cross-validation or man-
ually by the user. The manual estimation is further facilitated by the fact
that the CRF offers good results for a large range of parameter values.

The unary and pair-wise terms have to be defined in such a way that
they provide lower values for good, probable inputs. The unary terms
are responsible for introducing the observed data into the energy value.
It is customary to define the unary terms as the minus logarithm of the
probability that our trained classifier provides φi(yi) = − log P(yi | fi(x)).
This definition is justified since, in the absence of the pair-wise terms, the
CRF would lead to the segmentation given by the classifier acting on each
voxel separately.

The role of the pair-wise terms is twofold. First, they regularize the seg-
mentation results by penalizing the change of labels between neighboring
voxels. This prevents the occurrence of isolated pixels and small holes
that could appear, as shown in the Figure 3.3(C). Second, they serve to in-
troduce some extent of high-order knowledge about the structure of the
stack. For example, we could impose the condition that synaptic junctions
and mitochondria cannot touch each other, by setting a very large penalty
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Figure 3.4: Segmentation of a whole stack of serial images after the regularization step.
Mitochondria are shown in green and synaptic junctions are shown in orange.

to that label change in our experiments. Therefore, the pair-wise terms are
assigned as follows. A low penalty 1 is given to pairs of labels that are al-
lowed to be neighbors. Second, a very high penalty ∞ is assigned to pairs
of labels that cannot be adjacent (e.g., synaptic junctions and mitochon-
dria). Third, no penalty is given for pairs of neighboring pixels with the
same label. The pairwise terms are then defined by the distance matrix





Bg Mit Syn
Bg 0 1 1
Mit 1 0 ∞

Syn 1 ∞ 0



, (3.13)

which makes them semimetric functions. According to the Table 2.1, the
αβ-swap algorithm provides good approximate solutions to our energy.
The Figure 3.3(D) shows the segmentation obtained after energy mini-
mization with that algorithm on a slice, and the Figure 3.4 shows the final
segmentation of a full stack.

3.1.4 Minimization in substacks

Most of the CRF energy minimization methods consume a moderately
large ammount of memory. For a reasonably sized stack, the required
memory usage usually becomes too big. Therefore we need to regularize
parts of the full stack separately and merge them together at the end.
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{
{{
AA'
BB'

{

Figure 3.5: Regularization in overlapping substacks. Example of partition of a full stack
into two disjoint substacks A and B and two overlapping substacks A′ and B′. Once
the regularization has been performed in A′, only voxels belonging to A are updated.
Then, regularization is performed in B′ and only voxels belonging to B are updated. This
procedure prevents the appearance of regularization artifacts in the boundary between
A and B.

A simple approach is to divide the stack into disjoint, i.e., non-overlapping
substacks and regularize them separately. This method works well for the
inner areas of each substack, but it looks jumpy in their boundaries, since
the CRF does not have enough context to determine the correct labels. This
is visually noticeable as abrupt terminations of mitochondria and synaptic
junctions at these boundaries.

The solution to this problem consists of extending each substack with a
margin, effectively making the new extended substacks overlap with their
neighbors. The regularization is then applied to the extended substacks,
but only the results obtained in the original substack volume are preserved
in the final segmentation.

The size of the substacks is limited by the available memory. As a rule
of thumb, the regularization process takes 5 or 6 times the memory used
by the original substack being regularized.

The Figure 3.5 shows an example of how a stack is divided in substacks
with margins.

3.1.5 Segmentation smoothing

The segmentation we obtain consists of hard label assignments to each
voxel of the stack. This is suitable for several tasks such as counting of
labeled objects or the estimation of the volume of the segmented objects,
but presents disadvantages concerning the visualization of their surfaces.
We use the marching cubes algorithm to extract the surfaces of the objects
from the labels in the segmentation volume. This process not only pro-
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Figure 3.6: Example of a smoothed surface that meets the constraints imposed by the
segmentation. The red and blue dots indicate the pixels that are inside and outside the
object, respectively. The green and blue contours are the maximum and minimum area
contours, respectively. Although there are infinite contours that would lie between them,
we look for the smoothed minimum curvature contour depicted in red.

duces unpleasant and unnatural renderings, but also biases the area esti-
mates. Therefore we need to smooth the surfaces, but at the same time we
want to preserve the constraints imposed by the labels in the segmentation
volume. Among the infinite surfaces that meet these constraints, we com-
pute the surface that minimizes curvature (see the Figure 3.6). To this end,
we have adapted the method described by Lempitsky [61] to anisotropic
stacks.

First, we build a vector of constraints {vi}N
i=1 ∈ {−1, 1}N such as vi = 1

if the voxel i is inside an object and vi = −1 if it is outside an object, i.e.,
if it has the background label. We find a real-valued vector { fi}N

i=1 ∈ R
N

such that fi > 0 if vi = 1 and fi < 0 if vi = −1 and its zero-levelset is
smooth. In a continuous setting we would minimize the functional

f ∗ = arg min
f

∫

Ω

(

∂2 f

∂x2

)2

+

(

∂2 f

∂y2

)2

+

(

∂2 f

∂z2

)2

dV. (3.14)

The minimization of the above functional smoothes the segmentation re-
sult. In an anisotropic discrete setting, the smoothing problem becomes

f ∗ = min
f

∑
i

(

fNx(i) + fN−x(i) − 2 fi

)2
+ (3.15)

+
(

fNy(i) + fN−y(i) − 2 fi

)2
+

(

fNz(i) + fN−z(i) − 2 fi

)2

ρ4 ,
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(a) (b)

Figure 3.7: Example of a branching mitochondrion. A large branching mitochondrion is
shown before (a) and after smoothing (b).

subject to
vi · fi ≥ mi ∀i, (3.16)

where N[−]d(i) is the neighbor of i in the direction (−)d, and {mi}N
i=1 is

a vector of margins imposing the deviations from zero of f at each point.
mi is 0 if i is at the boundary of an object (i.e., if vi and vj for any of the
neighbors j of i have different values) and 1 everywhere else. Here we
have included factor ρ in the second derivative along the Z-axis to account
for the anisotropy of the stack.

The equations (3.15) and (3.16) constitute a convex quadratic program
that can be solved with the Jacobi method with a slight modification to
include the constraints in the algorithm [61]. The Figure 3.7 shows a detail
of a mitochondrion before and after smoothing with this method.

Note that this smoothing only affects the estimated surfaces and, there-
fore, the rendering of these surfaces. The segmentation volume and the
numerical results extracted from it are not affected by this procedure. There-
fore, the quantitative comparisons offered in the Section 3.2 are computed
with no smoothing.

3.2 Experiments

As explained in the previous section, we conceived our algorithm to be
used interactively. However, to evaluate its performance we have used
two datasets that have been fully segmented manually. We need these
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manual segmentations as ground-truth data to validate our results and
compare them to others. Moreover, given that we have enough training
data, we use them to find optimum values for the base scale σ0 and the
regularization term σXY.

We have used several voxel-based metrics to evaluate the quality of
the segmentations. Voxel-based metrics measure the error rates in voxel
classification taking into account true positive (TP), true negative (TN),
false positive (FP) and false negative (FN) classifications.

True positive rate (TPR):

TPR =
TP

TP + FN
(3.17)

False positive rate (FPR):

FPR =
FP

FP + TN
(3.18)

Accuracy (ACC):

ACC =
TP + TN

TP + TN + FP + FN
(3.19)

Jaccard index (JAC):

JAC =
TP

TP + FP + FN
(3.20)

Volume error (VOE):

VOE =
|FP− FN|
TP + FN

(3.21)

3.2.1 Mitochondria segmentation

We used a stack of serial EM images from the mouse cerebellum to test
our method for the segmentation of mitochondria. This stack is available
online in the Cell Centered Database1 with ID 8192. We have selected this
stack to make our method comparable with cytoseg, an automatic segmen-
tation tool proposed by Giuly et al. [33]. These researchers provide the raw
images as well as a manual segmentation of mitochondria at the cytoseg
web page2. The stack has a size of 700× 700× 50 voxels and a voxel size
of 10× 10× 50 nm (anisotropy factor ρ = 5). We have applied our method
to automatically detect the mitochondria in this stack.

1http://ccdb.ucsd.edu
2https://code.google.com/p/cytoseg/
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Figure 3.8: Metrics obtained by cross-validation for several values of the parameters σ0
and θXY. (A) TPR vs. σ0 for different values of θXY. (B) FPR, (C) ACC and (D) JAC.

The stack was divided into 5 sets of 10 images and we used 5-fold cross-
validation to estimate the quality of the segmentation for different pairs
of values of σ0 and θXY. Values of σ0 ranged from 2 to 20 and values of
θXY ranged from 0 to 20. The Figure 3.8 plots the TPR, FPR, ACC and
JAC metrics obtained. The curves show that the base scale for feature
extraction σ0 is much more critical for the quality of the segmentations
than the regularization penalty θXY. In fact, the regularization penalty is
almost irrelevant for the quantitative measurements, but it is much more
important in the visual or qualitative results (see Figure 3.9).

From the results of the cross-validation process, we have chosen σ0 = 6
as it offers a good tradeoff between the considered metrics. For the regu-
larization parameter θXY, we select two different values: 10 and 20. The
parameter θZ = θXY

ρ is set to 2 and 4, respectively.

After choosing the parameters, we apply our segmentation algorithm
to the full stack. We used the last 10 slices of the stack for training. The
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EM serial images 0 = 6 , XY = 10, Z = 2 0 = 6 , XY = 20, Z = 4 Ground-truth

Figure 3.9: Segmentation of mitochondria in a 700× 700× 50 stack of EM serial images.
The left column shows four individual, non-consecutive images from the stack. The two
center columns show the results obtained with our algorithm using a base scale σ0 = 6
and two different sets of regularization parameters θXY and θZ. The right column shows
ground truth data, manually segmented by an expert.
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Method TPR FPR ACC JAC VOE
Our algorithm, σ0 = 6, θXZ = 10, θZ = 2 0.78 0.018 0.96 0.68 8.26%
Our algorithm, σ0 = 6, θXZ = 20, θZ = 4 0.81 0.024 0.96 0.67 2.51%
cytoseg 0.80 0.02 0.97 N/A N/A

Table 3.1: Comparative results for mitochondria detection performed by our algorithm
with two different sets of regularization parameters and by the cytoseg process, according
to Giuly et al. [33].

results obtained with our method are similar to those obtained with the
cytoseg process (see Table 3.1). However, cytoseg [33] required 80 minutes
of processing time for a stack of 350× 350× 30 while our algorithm took
only 53.8 seconds for the segmentation of a 700× 700× 50 stack (training
takes 9.6 seconds and the complete stack labeling, including CRF regu-
larization, 44.2 seconds). The process was performed on a Linux system
with an Intel Xeon at 2.40GHz running in a single thread, with no GPU
processing. Our algorithm is mostly implemented in Python using the
NumPy numeric library. The critical parts of the CRF regularization are
written in C++.

3.2.2 Mitochondria and synaptic junctions segmentation

For this test we used a stack of 366× 494× 213 voxels and a voxel sixe of
14.7× 14.7× 20 nm (ρ = 1.36) acquired from the rat somatosensory cortex.
We used the first 100 slices of the stack to estimate the parameters of the
algorithm with 5-fold cross-validation. The results of the cross-validation
are plotted in the Figure 3.10. Again, the base scale σ0 had a critical im-
pact on performance, whereas the regularization penalty θXY only caused
subtle variations. Note that we were segmenting three different classes
(background, mitochondria and synapses) and therefore we measured the
quality of segmentations with mitochondria-vs-rest and synapses-vs-rest
metrics, i.e., considering one of the classes as foreground and the rest as
background.

From the results of cross-validation, we chose σ0 = 1 and σ0 = 2 as
a trade-off value that worked reasonably well for both mitochondria and
synaptic junctions. We set θXY = 4 and θZ = θXY

ρ = 2.94. The training
was performed using 11 evenly distributed slices of the stack and it took
3.27 seconds to complete. The segmentation of the full stack (213 serial
images) took 10.15 minutes (48.31 seconds for the classification step and
the rest for the regularization step). Figure 3.11 shows the results of our
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Figure 3.10: Simultaneous segmentation of mitochondria and synaptic junctions. Metrics
obtained by cross-validation for several values of the parameters σ0 and θXY. ACC, TPR,
and JAC are shown for mitochondria (A-C) and synaptic junctions (D-F).

40



3.3 DISCUSSION

EM serial images Ground-truthσ0 θX� θZilasti

Figure 3.11: Simultaneous segmentation of mitochondria and synaptic junctions. The
left column shows the original images; the center left column is the result obtained with
ilastik; the center right column is the result of our algorithm with parameters σ0 = 2,
θXY = 4, θZ = 2.94; and the right column is the ground-truth.

algorithm and ilastik3. Table 3 compares the quantitative performance of
both algorithms. The ilastik performance results were obtained using a
very similar manual segmentation to the one used with our algorithm.
The results obtained with both methods were similar when considering
the numerical performance, with ours being marginally better. However,
the visual results were much better in our case thanks to the regularization
procedure (see Figure 3.11).

3.3 Discussion

We have presented an algorithm that can be trained to segment a variety of
structures in anisotropic EM stacks. In this chapter we have focused on its
capabilities for the segmentation of synaptic junctions and mitochondria.
We have shown that it is faster than other competing methods with similar
segmentation results. Moreover it features some important properties that
are not available in other methods in the literature. It uses a graph-cut-
based image regularization procedure that not only provides better seg-

3http://www.ilastik.org
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Method TPR FPR ACC JAC VOE
Our algorithm, mit-vs-rest,
σ0 = 1, θXZ = 4, θZ = 2.94

0.84 0.02 0.97 0.60 15.72%

Our algorithm, syn-vs-rest,
σ0 = 1, θXZ = 4, θZ = 2.94

0.60 0.004 0.99 0.26 87.17%

Our algorithm, mit-vs-rest,
σ0 = 2, θXZ = 4, θZ = 2.94

0.78 0.014 0.97 0.63 0.01%

Our algorithm, syn-vs-rest,
σ0 = 2, θXZ = 4, θZ = 2.94

0.42 0.004 0.99 0.23 24.00%

Ilastik, mit-vs-rest 0.68 0.009 0.97 0.61 21.58%
Ilastik, syn-vs-rest 0.36 0.002 0.99 0.29 41.43%

Table 3.2: Quantitative results for the simultaneous segmentation of mitochondria and
synaptic junctions.

(a) (b) (c)

Figure 3.12: Errors of our method due to lack of shape and topological information.

mentations, but also introduces knowledge about the structure of labels.
We have solved the limitation of graph-cuts in terms of memory require-
ments with the introduction of energy optimization in overlapping parti-
tions. This allows the regularization of very large stacks. Finally, the sur-
face smoothing step introduces smoothness priors on the segmentation.
This step not only improves the appearance of three-dimensional render-
ings of the segmented volumes but, most importantly, the smoothed sur-
faces provide better estimations of the areas of the segmented structures.

However, the algorithm presented in this chapter has some important
limitations. The pairwise terms regularization, while being able to give
more realistic segments than pixel-wise classifier, is too weak to model
high-level shape, geometric and topological information. Consider the
Figure 3.12. This figure shows some examples of undesired artifacts in
the results that our algorithm provides.

In the first case (Figure 3.12(a)), we got a mitochondrion segment with a
pathological “9” shape that does not occur in reality. This could be avoided
if the segmentation process had information about the possible shapes that
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mitochondria have. In the second case (Figure 3.12(b)) the shape of the
mitochondrion segment is correct, perhaps with a slightly jagged bound-
ary, but a synaptic junction detection appears inside the mitochondrion.
Our pairwise terms (3.13) impose that mitochondria and synaptic junc-
tions cannot touch (and this condition holds here since a narrow ring with
label background separates both detections). However, this constraint is
not strong enough to avoid the errors in this case. There are at least three
pieces of high-level information that are being violated here: the mito-
chondria have no holes, the synaptic junctions cannot be found inside a
mitochondrion and the synaptic junctions are larger than the two small
erroneous detections seen in this figure. The pairwise terms are too weak
to model this high-level information of geometric and topological nature.
The third case (Figure 3.12(c)) is an extreme example that fails to comply
with realistic shapes of mitochondria and synaptic junctions, and with ob-
vious topological and geometric violations.

Human experts acquire this knowledge about shape, geometry and
topology after hours of training. Unfortunately, it is very difficult to put
what they know in words or in a formal language that can be fed into a
computer. This requires a more powerful method that is able to extract
this knowledge automatically from training data and apply it in the seg-
mentation of new images. The next chapter is devoted to it.
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4
Non-parametric higher-order

random fields

In Chapter 2 we saw that conditional and Markov random fields (CR-
F/MRF) are popular models for representing regularized solutions to many
computer vision problems, such as object segmentation, optical flow and
disparity estimation [101]. In Section 2.3.4 we described one variant of
these models, the pairwise random field, that has been extensively used
in computer vision because it allows efficient inference of its Maximum a
Posterior (MAP) solution (see Table 2.1). In the previous chapter we ap-
plied a pairwise random field in a practical problem of EM image segmen-
tation. We saw that the pairwise random fields only allow the incorpora-
tion of statistical relationships between pairs of random variables and are
unable to enforce high-level structural dependencies between pixels that
have been shown to be extremely useful for a variety of computer vision
problems. Some approaches try to overcome the limitations of pairwise
terms with dense, fully-connected CRFs [55].

The last few years have seen the successful application of higher-order
CRFs and MRFs to some low-level vision problems such as image restora-
tion, disparity estimation and object segmentation [31, 49, 58, 59, 85, 89,
108]. These models are composed of higher-order potentials, i.e., poten-
tials defined over multiple variables, that have higher modeling power.

In general, it is computationally unfeasible to exactly represent a higher
order potential function defined over many variables. Representation of
a general m order potential function of k-state discrete variables requires
km parameter values. This has led researchers to propose a number of
parametric families of higher order potentials that can be compactly rep-
resented. Example of such potentials include product of experts [38], fields

45



NON-PARAMETRIC HIGHER-ORDER RANDOM FIELDS

of experts [89], Pn Potts model [49], robust Pn model [51], pattern-based
potentials [90, 53], label count and co-occurrence potentials [26, 39, 58],
linear envelope potentials [50] and decision tree fields [76] and regression
tree fields [94], that model local interactions between multiple variables
by means of decision trees. Many of these parametric families allow the
encoding of a general higher order function.

In this chapter, we propose a non-parametric patch-based higher or-
der random field for regularization. The higher order potentials used in
our model are defined using a data driven approach. Unlike previous
approaches, the potentials in our model are intrinsically conditioned on
the data. We use the soft pattern based representation [50, 53, 90] to en-
code the labels of the image data. This allows us to use the transformation
scheme of [50, 90] to convert the higher order potentials to a general pair-
wise form which can be handled using traditional inference algorithms
(see Table 2.1) such as belief propagation (BP) and tree-reweighted mes-
sage passing (TRW). We evaluate the performance of our method in syn-
thetic images, medical images and the MSRCv2 dataset, and compare our
results with conventional pairwise energy regularization, a higher-order
method [90] and structured random forests [54].

A number of methods in the literature have adopted a data-driven phi-
losophy to solve image labeling problems. These methods generally work
by finding, for the image patch under consideration, the closest matches
in the training dataset [15, 28, 31, 65]. Instead, our approach uses the label-
ing candidates from the matching patches to define a higher order energy
whose minimization performs the label aggregation to obtain a consistent
solution.

Our framework adopts the pattern based potentials framework pro-
posed by [90]. In [90], higher order potentials are used to define a prior for
binary texture denoising. A higher-order potential is defined over each
patch in the image. This potential encourages the pixels in the patch to
take a joint labeling from a predefined set of patch labelings. Since the
complexity of modeling and inference increases with the number of patch
labeling set, they chose to model only the 25 most frequently occurring
joint labelings. In contrast, the condition nature of our potentials allows to
find out the most relevant joint labelings for each patch and thus we only
need to encode the cost of these labelings.

Our higher order potentials can be seen as encoding a higher order
likelihood [34] function that takes into account all patches in the training
set and transformations of them.
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4.1 A non-parametric higher-order random field
(NHRF)

In our model, the higher order potentials are defined over a set of variables
that directly depend on the pixel observations. The energy of our model is
a sum of higher order potentials φc,

E(y) = ∑
c∈P

φ(yc | x) = ∑
c∈P

φc(yc), (4.1)

where P ⊂ 2V represents a set of cliques in the pixels of the image. These
cliques can overlap, have different sizes and shapes and be centered on
any pixel. For simplicity we will work with square, fixed sized and over-
lapping cliques centered on a grid of pixels with a given separation among
them that we call stride. This layout has proven to be powerful enough for
all our experiments. The size of the m × m clique and the stride of the
grid s are hyperparameters of the model. It is required that s < m, or oth-
erwise there would be pixels not affected by any clique. The order of the
energy is the number of pixels of every clique in P , i.e., m2. Figure 4.1(a)
shows the factor graph of our model.

The key idea for our higher-order potentials φc is that they have a
data-driven, non parametric representation based on a set of m × m pat-
terns Y = {Y(1), Y(2), . . . , Y(t)}. The value of φc(yc) will be low only if yc

is equal to one of the patterns in Y . Otherwise, if the labeling yc is differ-
ent to every pattern in Y , the term φc(yc) will be very large. To encode
the fact that not all patterns equally suit the observations xc of each clique,
we use a set of costs {θc

1, . . . , θc
t} associated to each pattern. A cost θc

q will
be small if the pattern q is a good explanation for the observations xc, and
large otherwise.

Given these considerations, we could define the potential φc as

φc(yc) =

{

θc
q if yi = Y

(q)
i ∀i ∈ c

∞ otherwise
. (4.2)

Hence, the variables of every clique can only have values that perfectly
match one of the patterns in Y , that we will call the active pattern of the
clique. This model is constrained to use the patterns in Y , which is very
restrictive in practice. To alleviate this restriction we also allow deviations
from patterns Y , but we will penalize those deviations using a set of devi-

ation cost functions dc
1, . . . , dc

t : L|c| → R. Since their input is discrete, they
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can be defined as:
dc

q(yc) = ∑
i∈c,l∈L

wc
qilδ(yi = l), (4.3)

where wc
qil is the cost of assigning the label l to the variable yi of the

clique c when that clique is considered to be associated to the pattern Yc
q.

Of course, when a variable of a clique has no deviation from the active
pattern in that clique, the corresponding deviation is 0.

With the deviation functions we can define our potentials as

φc(yc) = min
q∈{1,...,t}

θc
q + dc

q(yc), (4.4)

where θc
q and dc

q depend on observations xc. Thus, given a labeling yc, the
potential φc(yc) will be the cost of the best pattern for the labeling plus the
costs of the deviations from that pattern.

Note that the higher-order random field defined in this section does not
specify the structure model of the problem. Instead, the structure itself,
and not only a set of parameters, is learned from data. Thus, this is a non-
parametric higher-order random field (NHRF).

4.1.1 Transformation to a pairwise form

The energy (4.1) cannot be minimized directly. Fortunately, the sparse
nature of the potential terms makes it possible to transform the higher-
order energy into a pairwise one by introducing a pattern selection vari-
able zc ∈ {1, . . . , t} for every clique c. This variable selects the active
pattern in that clique. This allows the transformation of potentials to the
equivalent form

φc(yc) = min
zc

hc(zc) + ∑
i∈c

gc(zc, yi), (4.5)

that has only unary and pairwise terms. The unary term hc(z) = θc
z en-

codes the cost of choosing the pattern z, and the pairwise terms gc(z, yi) =
wc

ziyi
encode the deviation costs. Figure 4.1 depicts how this transforma-

tion changes the appearance of the random field.
The global energy function (4.1) becomes

E(y) = min
z ∑

c∈P
hc(zc) + ∑

i∈c

gc(zc, yi), (4.6)

and computing the MAP estimation

y∗ = argmin
y,z

∑
c∈P

hc(zc) + ∑
i∈c

gc(zc, yi) (4.7)
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Figure 4.1: (a) Factor graph of a simple higher-order random field for a image with 3×
2 pixels. There are two 2× 2 cliques with stride s = 1. (b) Transformation of the higher-
order random field to a pairwise random field. For every clique, an auxiliary pattern
selection variable is connected to the pixels of the clique with pair-wise potentials.

is just a minimization of a pairwise energy over the labels y and the se-
lection variables z. The pairwise terms gc are very general and we will
have to resort to standard inference algorithms (see Table 2.1) such as tree
reweighted (TRW) message passing or belief propagation (BP) to mini-
mize it.

4.2 Training non-parametric higher-order random
fields

Just like other structured prediction methods, our model requires pairs (x, y)
of images and their corresponding segmentations for training. The learn-
ing consists on inferring the pattern set Y from data, as well as a method
for estimating the costs of the patterns for an observation of a patch xc. We
could also learn the deviation costs wc

qil from data, but the huge amount
of parameters needed would complicate both the model and the learning
algorithm. We have seen in our experiments that a single cost α for all
deviations,

wc
qil =

{

0 if l = Y
(q)
i

α otherwise
, (4.8)

suffices for all practical cases. The deviation cost α is a hyper-parameter of
our model.
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The training data consists of a set of imagesM = {x(1), . . . , x(p)} and
their labelings N = {y(1), . . . , y(p)}. From training data, we extract many
pairs of m × m image and label patches. We consider all overlapping
patches centered on a grid of pixels with a given stride. We will call X =

{X(1), . . . , X(t)} to the set of patches extracted from training images, and
the corresponding set of patches extracted from labelings is the set of pat-
terns Y described in previous section.

The patches in X and Y are used to estimate the costs when a new
patch xc from a testing image arrives. The costs θc

q are computed by a
dissimilarity function

θc
q = d(xc, X(q), Y(q)) (4.9)

that measures how different the testing patch xc is from the training patch
with image X(q) and labeling Y(q). Therefore, equation (4.9) assigns higher
costs to patterns with higher dissimilarity with xc. This framework is very
flexible and many different dissimilarity functions can be considered de-
pending on the characteristics of the problem. We will discuss two of
them.

Perhaps the simplest approach consists on ignoring the dependence on
the labeling patch and performing the dissimilarity computations only in
the space of image patches:

θc
q = dX(xc, X(q)). (4.10)

Function dX is in this case just a metric in the space of image patches. This
metric could be the standard Euclidean distance but, unless the relation-
ship between images and labels is simple, more involved alternatives such
as learned metrics will be required. An interesting advantage of using dX

as the dissimilarity function is that, as a metric, it permits using a kd-tree
for fast search of patches.

A second, more interesting approach is dropping the dependence on
the image patch and computing the dissimilarity directly with the label-
ing patch that will be used for defining the corresponding higher-order
potential:

θc
q = dY(xc, Y(q)). (4.11)

Obviously, dissimilarity function dY is not a metric, and it is necessary a
method that somehow relates the image observations from the patch xc to
the labels in Y(q). We model this relationship with a probability function
P(Y(q) | xc), that gives the probability that the pattern Y(q) explains the
observation xc, and define

dY(xc, Y(q)) = − log P(Y(q)|xc), (4.12)
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which is reasonable since it assigns high costs to those patches with small
probability and vice versa. To deal with the number of parameters needed
by this probability function, we assume independence between variables,
what leads to the factorization:

P(Y(q) | xc) = ∏
i

P(y
(q)
i | xc). (4.13)

One could think that this is a very strong assumption, since it seems ob-
vious that the labels in a pattern are strongly correlated. However, the
label dependencies are already implicitly encoded in the set of possible
patterns Y and we do not need to learn them again in the joint probability.

Every factor P(y
(q)
i | xc) is just the probability of a label in a single pixel

given the observations. A pixel-wise classifier is responsible of learning
this probability. In our experiments, we have used a variety of pixel-wise
classifiers ranging from simple Gaussian classifiers to random forests.

A very convenient consequence of dropping the dependence on X(q)

from the dissimilarity function is that the cardinality of the pattern set Y
can be greatly reduced. Indeed, it is not necessary to store the image
patches from X to compute the costs with dY, and the set Y by itself has
lots of very similar or repeated elements. Therefore, a simple clustering
algorithm performed over Y is able to remove duplicates and reduce the
number of patterns.

Our clustering procedure is as follows (Algorithm 1: in an iterative
procedure, the algorithm takes one pattern from the set of unassigned pat-
terns and finds the unassigned patterns that are at a distance less than rmax,
the maximum allowed radius for each cluster that is given as an input pa-
rameter. All those patterns are assigned to a new cluster. This process is
repeated until every pattern has been assigned. We use the normalized
Hamming distance metric to measure the distance between patterns:

dH(a, b) =
1

m2

m2

∑
i=1

T[ai 6= bi]. (4.14)

The centroid of a cluster is the pixel-wise median among the fragments
in that cluster. The representative of a cluster is the fragment closer (in
Hamming distance) to the centroid. The set of all representatives is our
new reduced set of patterns Y ′.

Of course, dissimilarities dX and dY can be combined in a single func-
tion:

dXY(xc, X(q), Y(q)) = µ · dX(xc, X(q)) + ν · dY(xc, Y(q)), (4.15)
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where µ and ν weight the relative importance of each term. However, in
our experiments we will use only dX or dY separately.

Algorithm 1 Clustering of the pattern set
Input: Label pattern set Q, maximum radius rmax

1: C ← ∅

2: while Q 6= ∅ do
3: p← Take one patch from Q
4: C← {p}
5: for all q ∈ Q do
6: if dH(p, q) < rmax then
7: C ← C ∪ {q}
8: Remove q from Q
9: end if

10: end for
11: C ← C ∪ C
12: end while
Output: C

Inference

Given a new testing image x, first the set of cliques P must be defined.
Then, for every patch xc corresponding to a clique c in the testing image,
we should compute the costs with d (4.9) of all patches extracted in the
training step and build the higher-order potentials of the random field
with them. However, such an amount of data per potential function is
prohibitive in terms of memory.

In practice, we do not keep all t costs and patterns in every higher-
order potential φc, but only a subset of the t′ patterns with lowest costs,
with t′ ≪ t. The subset of t′ patterns with lowest costs for a clique c of the
testing image will be called the set of candidate patterns, or just candidates, of
that clique. The rest of patterns in Y with larger costs are simply ignored,
assuming than their costs are too large to be considered. For reference, t′ is
in the order of tens or, at most, hundreds.

The NHRF is defined once every potential φc has been fully determined
with its candidates and their associated costs. Then, it is converted to pair-
wise form as defined in Section 4.1.1 and inference is performed via energy
minimization with TRW or BP.
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Experiment m (pixels) s (pixels) α Dissimilarity t′ rmax
Squares § 4.3.1 21 2 1 dX 15 N/A
Denoising § 4.3.2 10 1 1000 dX 15 N/A
Mitocondria § 4.3.3 {24, 50} 4 {1,100} dY 50 0.05
MSRCv2 § 4.3.4 {11, 21} 5 {1,10,100} dY 30 0.15

Table 4.1: Summary of the parameters used for the experiments. The parameters listed
are: patch size (m), stride (s) for training patch extraction and clique set of the NHRF P ,
deviation costs α, dissimilarity function, number of candidates (t′) in every potential and,
when the dissimilarity is dY, the maximum radius of every cluster (rmax) in the clustering
procedure (Algorithm 1).

Example

To clarify previous discussion, Figure 4.2 shows an example of the train-
ing of a NHRF and Figure 4.3 shows the candidates of some higher-order
potencials of a NHRF built for a testing image.

4.3 Experiments

By using patterns previously seen on training data, the NHRFs implic-
itly integrate high-order structural, geometric and topological informa-
tion. This has two important advantages: first, the NHRF regulariza-
tion produces more natural segmentations than other regularization tech-
niques; second, the NHRF regularization is able to correctly segment areas
where the pixel-wise classifiers perform poorly.

We have conducted several experiments with both synthetic and real
images to assess the power of the NHRFs in image denoising and seg-
mentation, respectively. For clarity, Table 4.1 lists the parameters for every
experiment.

4.3.1 Occluded squares

In this experiment we analyze the performance of NHRFs and other weaker
regularization approaches with images featuring occlusions and a high
level of noise. We use a dataset of synthetic 150× 150 images with 50× 50
squares in several orientations. The images are highly perturbed with
noise and circular holes that occlude the squares. Figure 4.4 shows some
images of the training dataset and the corresponding labelings.

We use 500 images with their labelings for training. We extract all pos-
sible 21× 21 patches with a stride of 2 pixels. We end up with more than
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Figure 4.2: Training of a NHRF. Given the training data (a), we extract all m×m patches
with stride s as shown in (b). For clarity, (b) shows only a small 40× 40 fragment from
training data. In this example, m = 24 and s = 16 pixels. The patches extracted from
images and labelings form the sets X and Y , respectively. (c) shows some elements of
these sets. When costs are estimated with dissimilarity dX , a kd-tree with elements ofX is
built (d). When dY is used instead, clustering over Y is performed to obtain a reduced set
of patterns without repeated elements. (e) shows some patterns obtained after clustering.
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Figure 4.3: Example of some higher-order potentials in a NHRF. Given a testing image (a),
m×m cliques are configured in a grid with stride s in a similar way to Figure 4.2(b). For
every clique, we look for the t′ = 50 patterns with lowest costs. These are the candidates
for those cliques. (b,c,d) show the candidates found for the the cliques marked in (a).

Figure 4.4: Some training images and labelings from the squares dataset.
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(a) (b) (c) (d)

Figure 4.5: Results for the square dataset. (a) Testing images. (b) Ground-truth. (c) Re-
sults with a random forest pixel-wise classifier with pairwise regularization. (c) NHRF.

2 million image and label patches. Since we will use the Euclidean dis-
tance in the space of image patches (i.e., dX) as our dissimilarity function,
we build a kd-tree with the image patches.

For a new image, we define our set of cliques P as all the 21 × 21
squared cliques with a stride s = 2 pixels. For every clique, we look for
the nearest t′ = 15 candidates in the space of image patches.

Figure 4.5(a-c) shows the segmentation obtained for some test images.
The accuracy of the method is 99.7%, and the average Jaccard index is 97.28%.
Thus, the NHRF model is able to discover that circular structures are not
part of the objects of interest, while straight lines and corners are.

For comparison purposes, we have segmented these images using a
pixel-wise random forest classifier trained with the same training dataset.
The results of the classifier are then regularized minimizing a pair-wise
energy via graph-cuts. The pair-wise model has edges connecting pixels
forming a 4-connected grid. The capacities of the edges are equal across
the grid and set via cross-validation. The accuracy reached with pair-wise
regularization is 98.45% and the Jaccard index is 86.89%. Figure 4.5(c)
shows the results obtained. Despite the good quantitative results, this fig-
ure proves that pixel-wise classifiers and pair- wise regularization are not
powerful enough to regularize the segmentation of objects where high-
level shape information is present. Instead, the NHRF method exploits
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that kind of information to obtain better labelings with straight lines and
sharp corners. The NHRFs do not present the undesirable effect of the
shrinking bias and metrication errors, both present in pair-wise regulariza-
tion approaches. The shrinking bias leads to round corners, while the
metrication errors are responsible for the appearance of ragged, stair-like
contours in boundaries that should be diagonal. The shrinking bias effects
are visible in every result shown in Figure 4.5(c). Metrication errors are
specially noticeably in the last row of that column.

4.3.2 Binary image reconstruction and denoising

In this experiment, we examine the performance in image reconstruction
and denoising. We use the Brodatz D101 texture shown in Figure 4.6. A
fragment of that texture is used both as the training imageM = {x(1)} and
as labeling image N = {y(1)} (Figure 4.6(a)). A different fragment is se-
lected as ground-truth (Figure 4.6(d)). The ground-truth is perturbed with
20% and 30% of noise, (Figure 4.6(b)) and used as input. The patch size
is m = 10 pixels, and the stride between consecutive patches is s = 1 pixel.
The costs of the patterns θc

q are computed using the dissimilarity dX. The
deviation cost is set to an arbitrarily large number α = 1000. The resulting
energy is finally minimized using TRW. Figure 4.6(d) shows the results of
the minimization.

For comparison purposes, we have also reconstructed the input image
of Figure 4.6(c) with 30% noise using a standard graph-cut approach with
pairwise submodular terms and with the global patterns algorithm intro-
duced in [90]. Figure 4.7 shows the results obtained with these methods.

A qualitative analysis of the results shows that graph-cuts do not main-
tain the overall image structure, with large and small holes. The global
pattern method of [90] partially maintains the image structure using a
high value for the unary term weight. However, some small holes dis-
appear. Moreover, the reconstruction also keeps part of the noise in the
unary terms, that is specially visible in the image boundaries. The recon-
struction obtained with the NHRF is superior to the others both in terms
of maintenance of image structure and noise removal.

Quantitative pixel error reconstructions for the NHRF are 2.65% and 5.96%
for the 20% and 30% noise input images respectively. The error of pair-
wise regularization and global patterns are respectively 9.68% and 9.32%.
These results are consistent with the previous qualitative analysis.
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(a) Training image (b) Input image, 20%
noise

(c) Input image, 30%
noise

(d) Ground-truth (e) Reconstructed image (f) Reconstructed image

Figure 4.6: Example of binary image reconstruction with a NHRF. The NHRF is trained
with image (a) and fed with images (b) and (c), which gives the results (e) and (f), respec-
tively. The size of all images is 200× 200 pixels.

(a) Graph-cuts
(b) Global patterns

(λ = 100)

Figure 4.7: Reconstructing the input image if Figure 4.6(c) with 30% noise using (a) pair-
wise regularization and (b) global patterns [90].
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Figure 4.8: Stack of EM images with labeled mitochondria. Only a few slices are shown.

4.3.3 Mitochondria segmentation

The segmentation of electron microscopy (EM) imaging of the brain is one
of the areas where the NHRFs can provide better results. Brain structures
such as mitochondria have a very characteristic shape and topology: mi-
tochondria are simply connected structures with no holes and tubular-like
shapes. The NHRFs are an appropriate technique to learn this kind of
information.

We will use the EM dataset from [66]. This dataset is a labeled sample
of the rat hippocampus (see Figure 4.8). The dataset is divided in two
stacks of the same size for training and testing. Each stack consists of
165 images with size 384× 512 pixels.

For this dataset, images are not directly related to labels. Therefore, we
use the the dissimilarity function dY to estimate the costs of candidates.
From the labeling slices of the training stack we extract all m×m patches
with a stride of s pixels. We have performed two extractions of patches
with m ∈ {24, 50} pixels and s = 4 pixels. For reference, in the case of
m = 24 pixels this gives about 2 million patches. After clustering of Y ,
the number of patterns in Y drops to 12261. Some of them are shown in
Figure 4.2(e).

We have used two different combinations of features and pixel-wise
classifiers: first, the set of F2D features described in Chapter 3 with a LDA-
based classifier; second, the boosted context cues features [7] trained for
mitochondria. Boosted context cues are a set of features that has proved
to perform specially well for the segmentation of synaptic junctions and
other brain structures.

We compare the NHRF method with the performance of the pixel-wise
classifiers with and without pair-wise regularization. We also include the
structured random forest method from [54] in our comparison. The struc-
tured random forest is an extension to the standard random forest that
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Method JAC ACC
LDA + F2D features 39.51 94.93
LDA + F2D features, pair-wise regularization 42.20 95.82
LDA + F2D features, NHRF (m = 24 pixels, α = 1) 42.67 95.82
LDA + F2D features, NHRF (m = 50 pixels, α = 1) 39.90 95.79
Boosted ccues, no regularization 72.50 98.20
Boosted ccues, pair-wise regularization 73.62 98.31
Boosted ccues, NHRF (m = 24 pixels, α = 1) 76.20 98.51
Boosted ccues, NHRF (m = 24 pixels, α = 100) 75.94 98.49
Boosted ccues, NHRF (m = 50 pixels, α = 1) 72.92 98.32
Structured random forests [54] 31.68 94.27

Table 4.2: Results for mitochondria segmentation with different methods in the hip-
pocampus dataset.

aims to integrate structural label information of the images to segment.
Table 4.2 summarizes the results.

As expected, the NHRF model improves the results obtained by the
pixel-wise classifiers alone and with pair-wise regularization. The results
with the boosted context cues features are, to the best of our knowledge,
the state-of-the-art in this dataset.

The performance of the structured random forests is poor in this dataset.
This could be attributed to the fact that the structured random forests are
good learning the relative position and relations among the labels, but
they do not learn the shapes and topological features of each label, as the
NHRFs do.

Although the quantitative results prove the good performance of the
NHRFs, the qualitative results give complementary insights. In Figure 4.9
we show qualitative results for boosted context cues and structured ran-
dom forests, and Figure 4.10 shows the results with F2D features. The
effects of the higher-order regularization are very noticeable in both fig-
ures. The regions obtained with pair-wise regularization do not resemble
the appearance of real mitochondria. The boundaries are ragged and back-
ground regions with random shapes are still present. The NHRF leads to
much more realistic looking results. Most regions have smooth, rounded
boundaries like real mitochondria. With the structured random forest, the
shapes of the regions look less alike real mitochondria.
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(a) (b) (c)

(d) (e) (f)

Figure 4.9: Results for the hippocampus dataset with boosted context cues and structured
random forests. (a) Testing image. (b) Ground-truth. (c) Pixel-wise classifier. (d) Pair-
wise regularization. (e) Structured random forest [54]. (f) NHRF (m = 24 pixels, α = 1).

4.3.4 MSRCv2 dataset

The MSRCv2 dataset [98] consists of 591 images annotated with 21 classes.
The annotations are coarse and incomplete, with areas marked as void
where none of the classes is valid. The 591 images are split into 315 train-
ing and 276 testing images (roughly 55%-45%).

From the training images we extract all patches centered at pixels of a
grid with a stride of 5 pixels. We repeat this procedure with two different
values for the patch size m: 11 and 21 pixels. This leads to approximately
800000 patches extracted for m = 11 pixels and 750000 for m = 21 pixels.
As in the previous experiment, we use the dissimilarity dY to compute
costs. After clustering, we obtain t = 8417 patterns for the patch of size
m = 11 pixels and t = 19549 patterns for the patch of size m = 21 pixels.

From the training data we also train a random forest classifier with
HOG, texture and color features. The HOG features are extracted with 6×
6 pixels per cell and 4× 4 cells per patch, with 9 bins for each histogram.
For every cell we also include 4 texture descriptors and 2 color values (the
a and b channels of the CIELAB color space), leading to a total of (9 + 4 +
2)× 16 = 240 dimensions of the feature vector.

We perform segmentation and regularization of the testing images with
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(a) (b) (c) (d)

Figure 4.10: Results for the hippocampus dataset with the F2D features. (a) Image region.
(b) Ground-truth. (c) Pair-wise regularization. (d) NHRF.

62



4.3 EXPERIMENTS

Method Avg. JAC ACC
Random forest 23.6 56.6
Random forest, NHRF (m = 11 pixels, α = 1) 24.5 58.6
Random forest, NHRF (m = 11 pixels, α = 100) 24.4 58.8
Random forest, NHRF (m = 21 pixels, α = 1) 25.7 59.9
Random forest, NHRF (m = 21 pixels, α = 10) 25.7 59.9
Structured random forests [54] 27.0 57.6

Table 4.3: Results for the MSRCv2 database.

NHRFs for the mentioned patches size, and for different values of the de-
viation costs. Table 4.3 summarizes the results and compares the perfor-
mance with other algorithms. In this table we report the global accuracy
(the percentage of pixels that were correctly classified) and the average
Jaccard index over all classes. As in [54], we ignore the pixels annotated as
void in the ground-truth from the estimation of all validation metrics.

We also compare our results with the structured random forest from [54].
We use the same training parameters given in [54]: feature patch size
of 24× 24, 10 trees and 500 iterations per node stopping when less than
5 samples per leaf were available. The results obtained with this method
are better for this dataset than for the hippocampus. This is reasonable,
since this dataset relies on the relative positions of the classes much more
than on the shapes of the classes. In fact, the shapes and geometry of the
classes are rather unimportant in this dataset due to the coarse labeling
of the training data. This affects negatively the performance of the NHRF
method, which is very dependent on shapes. Nevertheless, the NHRF re-
sults are still compelling. This proves that they are also able to learn and
make use of the relative positions of the classes in a similar way as the
structured random forests do. Moreover, the MSRCv2 dataset has been
manually segmented in a coarse way, with loose boundaries and impre-
cise shapes. The Jaccard index is very sensitive to differences in the seg-
mentation of boundaries with respect to the ground-truth, so this affects
its reliability in this particular dataset. Hence, the performance differences
related to this index are not very informative.

Figure 4.11 shows a qualitative comparison of the segmentations ob-
tained with different methods for several images. The NHRFs get very
good results in many images of the dataset. Thanks to the learned shapes
and relative positions of labels, they are able to overcome the noisy seg-
mentations produced by the random forests, and in many cases their re-
sults are better than the ones obtained by the structured random forests.

In Figure 4.12 we show different segmentation results for the NHRF
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(a) (b) (c) (d) (e)

Figure 4.11: Qualitative results. (a) Test images. (b) Ground-truth. (c) Random forests.
(d) Structured random forests [54]. (e) NHRF with m = 21 pixels and α = 1. The last row
presents a difficult case where the NHRF fails.

64



4.4 DISCUSSION

(m = 21,α = 1) (m = 11,α = 1) (m = 21,α = 10)

Figure 4.12: Results of NHRF with different parameters m and α.

algorithm with different parameterizations. We can see that the deviation
cost α has a small effect in the final segmentation, whereas the patch size
has a larger influence. In this dataset larger patches provide better seg-
mentation results because they are able to integrate more label structure
information.

Figure 4.13 plots a breakdown of the per-class precision and recall scores
before and after using the NHRF regularization over the output of the
pixel-wise classifier. In most of the classes, the NHRF regularization im-
proved these metrics. In some cases, the improvement is close to 20% in
precision and more than 10% in recall. Only in a small subset of the classes
the improvement was negligible or negative, but the pixel-wise classifier
already had very bad results for these classes and the NHRF cannot fix
that.

4.4 Discussion

Higher-order potentials are required to capture structural, geometric and
topological information that weaker pair-wise potentials are unable to ex-
ploit. However, parameterizing higher-order potentials is hard. In this pa-
per we propose to use a soft, sparse representation of higher-order poten-
tials based on a finite set of patterns extracted from training data. Unlike
other approaches [90], our higher-order potentials are directly conditioned
on data and no unary terms are required. Hence, our approach may have
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Figure 4.13: Change in precision and recall for every class from the random forest output
(small blue dots) to the NHRF regularization with m = 21 pixels, α = 1 (large red dots).
Lines connect points corresponding to the same class.

thousands of patterns whereas previous approaches [90] only allow a few
tens of them.

A NHRF is defined as the sum of these higher-order potentials. The
inference procedure in a NHRF is constrained to use the patterns of its
potentials, with small deviations, to build the resulting labeling.

Our experiments prove, both in synthetic and real datasets, that NHRFs
provide quantitative and qualitatively better results than pixel-wise clas-
sifiers alone and with pair-wise regularization. Moreover, our results are
comparable or better than the ones from the structured random forest, that
was designed to learn labeling structure, but not shape or topology. The
NHRFs have also applications in areas other than segmentation, such as
image denoising and reconstruction, where they get appealing results.

However, our results still have inaccuracies that are not suitable for
applications where very precise detections are a must. Consider the de-
tection in Figure 4.14. The mitochondrion is correctly segmented, and the
detection has a realistic mitochondrion-like shape thanks to the NHRF.
Nonetheless, the contour of the detection misses the mitochondrial mem-
brane. In this particular image, the error is due to a nearby cellular wall
that is confused with the real mitochondrial membrane. This case is rep-
resentative of the difficulty to the fully automatic segmentation of EM im-
ages.

Manual editing of the results of automatic segmentation methods is
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Figure 4.14: Bad contour detection by NHRF. The contour detected by the NHRF is
marked in red, and the real contour in yellow.

therefore required to overcome their limitations, and tools that help to per-
form this task are very appreciated. As a consequence, in addition to the
methods that have been introduced so far in previous and current chap-
ters, in the following chapter we introduce a new tool for local energy
minimization based on contour evolution. This tool is designed for auto-
matic contour refinement and for manual editing assistance.
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5
Morphological evolution of

curves and surfaces

5.1 Introduction

Active contours or snakes are one of the most widely used computer vi-
sion tools [11, 44]. Although they provide a unified account of a num-
ber of visual problems, including detection of edge and subjective con-
tours [44] and stereo matching [29], they have been extensively used for
object boundary detection and tracking [44, 11, 81, 87, 70, 109, 82, 97]
as well as segmenting 2D [18, 104, 75, 24, 106] and tensor images [62].
Recent results have shown that they can achieve robust tracking perfor-
mance over long and challenging sequences with dramatic changes in tar-
get shape and appearance [8, 20] as well as overlaps, partial occlusions and
poor image contrast [71]. It has also been used for oversegmentation [64].
These tasks are formulated in variational terms, where an image induces
an energy functional on a curve or surface. Minimizing the functional in
a steepest descent manner evolves the surface towards a local minimum
that represents the solution of the problem.

Despite its great success, the original parametric active contour ap-
proach depends on the parametrization of the contour and cannot nat-
urally handle changes in the topology of the curve. These issues were
addressed in subsequent approaches such as the Geodesic Active Contour
(GAC) [16, 45] and the Active Contours Without Edges (ACWE) [18, 104].
In the GAC the energy functional is a geodesic in a Riemannian manifold
with a metric induced by image features, in its simplest case, the target
borders. The ACWE does not need well defined borders and it is less
sensitive to the initial configuration and to the model parameters. Both
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approaches are based on the level-set formulation [79, 78]. In this case
the curve is evolved by propagating an interface represented by the zero
level-set of a smooth function, using a time-dependent partial differential
equation (PDE). The solution to this PDE is costly computationally, and
in the case of the simplest finite-difference explicit numerical scheme, it
has stability constraints on the size of the time step. Absolutely stable
solutions to the GAC model improve the stability by combining a semi-
implicit discretization with an additive operator splitting (AOS) [107, 35].
Level-set solutions typically develop steep or flat gradients that yield in-
accuracies in the numerical approximation [102]. This is usually solved by
periodically re-initializing the level-set function as a distance to the zero
level-set, which can also be addressed as a front propagation problem [6].
This again increases the computational cost of the method and reduces
the topological flexibility, since it prevents the level-set from creating new
contours far away from the initial interface [102]. For the ACWE model,
however, this re-initiliazation is optional [18].

Both the stability constraints and the necessity of re-initializing the
distance function render traditional level-sets approaches as problematic
schemes in time-critical applications. A considerable number of studies at-
tempt to alleviate the computational demand reducing the domain of com-
putation in a narrow band around the zero level-set together with multi-
scale techniques, e.g. [35]. Many of the most efficient approaches [75, 96,
80, 97] avoid directly solving the PDE. They are based on two key ideas.
The curve is implicitly represented by the set of image points neighboring
the target interface. It is evolved by successive introduction and elimina-
tion of points in the interface set. Geometric properties such as curvature
and normal directions to the curve are approximated using local opera-
tions on the set of interface points.

Other approaches to contour evolution try to find globally optimal so-
lutions. This is possible for the GAC model when additional constraints
are imposed. For example, Cohen et al. [22] use as additional constraints
the locations of the curve end points. The method from Appleton et al. [4]
requires a single point known to be contained in the area inside the curve.
Other recent works find a convexification of the energy functional via
functional lifting and convex relaxation [14, 84, 83]. The minima of the
resulting convex functional coincides with the global minima. The mini-
mization is based on the duality of the total variation norm, which is much
faster than the traditional optimizations based on the Euler-Lagrange equa-
tions and it is not sensitive to the singularities of the level set function.
Bresson et al. [14] introduce and globally minimize three new functionals,
one closely related to the ACWE model. Their minimization, based on the
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duality of the TV-norm, is reported to be up to 60 times faster than the
traditional solution obtained with the Euler-Lagrange equation.

Despite the additional assumtions that some of the global methods re-
quire, the advantages of a globally optimal solution are unquestionable.
However, approaches seeking local minima are also of interest in appli-
cations that require an intrisically local solution, such as for example for
tracking deformable objects [8, 20] or for oversegmentation [64]. More-
over, in complex image segmentation problems it might be very difficult
to find a set of image features and an energy functional whose global op-
timum is the desired segmentation. This is the case, for example, in the
analysis of EM images, for which user interaction in conjunction with a
local approach is presently the best available approximation.

Our main goal in this chapter is to provide a formal, theoretically grounded,
approach for stable and fast local contour evolution. We base our frame-
work in the mathematical morphology. We substitute the terms that ap-
pear in the PDEs of contour evolution algorithms for morphological op-
erators that have equivalent infinitesimal behavior. Then, the numerical
solution of the PDE is approximated by the successive application of mor-
phological operators. The level-set surface is now much simpler to define.
We assign a value of 0 outside the contours and 1 inside. These operators
are very fast, do not suffer numerical stability issues and do not degrade
the level set function, so no re-initialization is required. Moreover, their
implementation is much easier since they do not require the use of sophis-
ticated numerical algorithms.

To formally support our solution we introduce new results that relate
differential and morphological operators. The connection between differ-
ential and morphological operators has also been studied before. Lax was
the first to use multi-scale dilations and erosions to give stable and effi-
cient numerical schemes for solving PDEs [60]. Later it was rediscovered
by several authors [2, 103]. Now, it is well-known that the PDE evolution
rule which describes a curve moving along its normal behaves like the
morphological operators dilation and erosion acting on the level set func-
tion [46]. However, not all PDEs have equivalent morphological opera-
tors. The most important PDE contour evolution rule, the mean curvature
evolution [46, 37], has no known morphological equivalent operator. The
importance of curvature-based evolution lies on the fact that it commonly
appears in most PDE-based algorithms as a regularizing term. Hence the
interest in finding a morphological equivalent. In this direction, some ad-
vances were achieved by Catté, Dibos and Koepfler proving that the mean
curvature evolution for planar curves can be replaced by the mean of two
morphological operators [17].
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Our work has several contributions. First, we introduce a curvature
morphological operator that can be used for curve evolution. Second,
we prove that our operator can be generalized to higher dimensions and,
therefore, it can be used for the evolution of curves, surfaces and hyper-
surfaces of any dimension. Third, we show how the composition of differ-
ent morphological operators approximates the numerical solution of PDEs
for hyper-surface evolution, with significant gains in simplicity, speed,
and stability. Specifically, we introduce morphological versions of the Tur-
bopixels supersegmentation algorithm and two of the most popular curve
evolution algorithms, the Geodesic Active Contours (GAC) [16] and Chan
and Vese’s Active Contours Without Edges (ACWE) [18].

In [3] we presented a morphological approach to the evolution of 2D
contours based on which we introduced the Morphological GAC. Here we
generalize this result to surfaces of any dimension, introduce the Morpho-
logical Active Contours Without Edges (Morphological ACWE), the Morpho-
logical Turbopixels and perform a larger set of experiments.

The rest of the chapter is organized as follows. In Section 5.2 we present
background knowledge about differential equations and morphological
operators. Section 5.3 introduces the curvature morphological operator
and studies its behavior in 2D, 3D and n-dimensional cases. We introduce
the Morphological Snakes model in Section 5.4. Some implementation de-
tails are given in Section 5.5. Finally, we perform experimental analysis
and draw conclusions in Sections 5.6 and 5.7.

5.2 Background

In this section we briefly review both explicit and implicit curve and sur-
face evolution, morphological operators and the relation between PDEs
and morphological operators. The interested reader may consult [46] for §5.2.1,
[37] for §5.2.2 and [17] for the last part of §5.2.3.

5.2.1 PDEs and contour evolution

Differential operators are fundamental tools in the computer vision and
graphics communities. They are used in a variety of tasks such as de-
termining the length of geodesic curves and computing the curvature of
surfaces or smoothing meshes. Differential operators are key to contour
evolution with PDEs [37, 46], where the infinitesimal change of a contour
is given by a differential operator. We begin by recalling some information
about curve evolution.
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Let C : R
+ × [0, 1] → R

2 : (t, p) → C(t, p) be a parametrized 2D curve
over time. A differential operator L defines the curve evolution with the
PDE Ct = L(C). Different forms of L result in different types of evolution.
It is not difficult to see that every L can be rewritten as L(C) = F · N ,
where N is the normal to the curve and F is a scalar field —possibly de-
pending on the curve— which determines the velocity of evolution of each
point in the curve.

Out of all the possible forms that L can take, a few are of special inter-
est for their theoretical properties and because they have been extensively
used. First, L may be defined as the normal to the curve (i.e., F ∈ {1,−1}),
Ct = N or Ct = −N . Here, the curve moves along its normal direction
with constant velocity. Second, if L(C) = KN (i.e., F = K), we get the
intrinsic heat equation [37], Ct = KN , where K is the Euclidean curvature
of C. The curvature flow given by this expression takes arbitrary non-
intersecting curves and evolves them into convex ones. Then, it evolves
convex curves into circular curves which converge to a point [46].

In many contexts it is unusual to work with an explicit representation
of the curve. When C is explicit, it is not easy to deal with topologi-
cal changes like merge and split, and a re-parametrization of the curve
may be required. The Osher-Setian [79] level set method fixes this by
representing the curve implicitly as a level set of an embedding func-
tion. Let u : R

+ × R
2 → R be an implicit representation of C such

that C(t) = {(x, y); u(t, (x, y)) = 0}. If the curve evolution has the form
Ct = F · N , the evolution of any function u(x, y) which embeds the curve

as one of its level sets is
∂u

∂t
= F · |∇u| [79, 46].

In the level-set framework, the previous PDEs for curve evolution are

∂u

∂t
= ±|∇u| (5.1)

when F = ±1 and
∂u

∂t
= div

( ∇u

|∇u|

)

· |∇u| (5.2)

when F = K, since the divergence of the normalized gradient gives the
curvature of the implicit curve at each point.

Most existing results for curve evolution also apply to the case of sur-
face evolution. The explicit representation of an evolving surface is a map
S : R

+ × [0, 1]2 → R
3. The evolution rule of a surface has the form

St = FN , where F is a scalar field and N is the normal to the surface
at each point. The previous curve evolution approaches have equivalent
versions for surfaces when F = ±1 or F = H, where H is the mean
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curvature of the surface. The extension of the level-set framework to the
implicit surface evolution is straightforward. Consider the scalar field
u : R

+ ×R
3 → R. A surface S is implicitly defined as a level set of u. The

expressions for the implicit surface evolution coincide with equation (5.1)
when F = ±1 and with equation (5.2) when F = H. Equation (5.2) de-
fined for the general n-dimensional case is known as the mean curvature
motion.

5.2.2 Morphological operators

Monotone contrast-invariant and translation-invariant operators are called
morphological operators. The most common ones are the dilation and the
erosion operators. A dilation Dh with radius h of function u is defined as

Dhu(x) = sup
y∈hB(0,1)

u(x + y), (5.3)

while the erosion has a similar form

Ehu(x) = inf
y∈hB(0,1)

u(x + y). (5.4)

In both definitions, B(0, 1) is the ball of radius 1 centered at 0 and the term
hB is the set B scaled by h, i.e., hB = {hx : x ∈ B}.

An interesting result in mathematical morphology is that every mor-
phological operator T admits a sup-inf representation of the form

(Thu)(x) = sup
B∈B

inf
y∈x+hB

u(y) (5.5)

or a dual inf-sup representation

(Thu)(x) = inf
B∈B

sup
y∈x+hB

u(y). (5.6)

In both cases, B is a set of structuring elements that uniquely defines the
operator, and h is the size of the operator.

For example, choosing a proper B one may express dilations and ero-
sions in a sup-inf or inf-sup form. The dilation with radius h admits an inf-
sup form when B is made of the single structuring element, B = {B(0, 1)}.
Similarly, the erosion has an sup-inf form using the same base.
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5.2.3 From PDEs to morphological operators

Some morphological operators can be expressed as PDEs. The key idea to
find these connections is to study the behavior of the successive applica-
tion of a morphological operator with a very small radius. In this section
we review some of these relations.

The dilation Dh verifies that [2]

lim
h→0+

Dhu− u

h
= |∇u|. (5.7)

This means that the successive application of Dh with very small radius,
limm→∞(Dt/m)

mu0, is equivalent to the solution of

∂u

∂t
= |∇u| (5.8)

with initial value u(0, x) = u0(x). We say that the dilation has an infinites-
imal behavior equivalent to the PDE (5.8).

The erosion presents a similar property, since [2]

lim
h→0+

Ehu− u

h
= −|∇u|, (5.9)

and therefore the erosion has an infinitesimal behavior equivalent to the
PDE

∂u

∂t
= −|∇u| (5.10)

Thanks to this behavior, we can approximate the level-set evolution
PDEs (5.1) using the successive application of the morphological operators
Dh and Eh.

5.3 The curvature morphological operator

In this section we introduce a new curvature morphological operator that
can be used to evolve curves embedded in spaces of any dimension.

5.3.1 The 2D curvature morphological operator

Let SIh and ISh be respectively the sup-inf and inf-sup morphological op-
erators given by the base B2 = {[−1, 1]θ ⊂ R

2 : θ ∈ [0, π)} made of
all segments of length 2 centered at the origin. In their pioneering work,
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Catté, Dibos and Koepfler proved that the successive application of the
mean operator, F√

h
, for a very small h is equivalent to the curvature flow of

the PDE (5.2) [17], where

(Fhu)(x) =
(SI2h u)(x) + (IS2h u)(x)

2
. (5.11)

Unfortunately, operator Fh is not contrast-invariant and hence it is not
a morphological operator. We avoid this problem using operator compo-
sition.

Lemma 5.1. Let T1
h and T2

h be two morphological operators, we have, for a small h,
that

T2
h/2 ◦ T1

h/2u ≈ T2
h u + T1

h u

2
. (5.12)

Proof. Let L1
h and L2

h be the corresponding infinitesimal operators of mor-
phological operators T1

h and T2
h . We can write a first order approximation

to the operator composition T2
h/2 ◦ T1

h/2 as

T2
h/2 ◦ T1

h/2u ≈ T2
h/2

(

u +
h

2
L1

h(u)

)

≈ u +
h

2
L1

h(u) +
h

2
L2

h(u) +

+

(

h

2

)2

L2
hL1

h(u).

The last term depends on the squared value of h, and it can be dismissed
for a small h,

T2
h/2 ◦ T1

h/2u ≈ u + hL1
h(u)

2
+

u + hL2
h(u)

2
≈ 1

2
(T2

h u + T1
h u).

The approximation in (5.12) is accurate for small values of h. In this
case we can replace 1

2(T
2
h u + T1

h u) by the composition T2
h/2 ◦ T1

h/2u. Then,
the non-morphological operator F√

h
can be approximated by the compo-

sition SI√
h
◦ IS√

h
.

Definition 5.1. The curvature morphological operator is defined as SI√
h
◦ IS√

h
.
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5.3.2 The d-dimensional curvature morphological operator

Here we generalize the curvature morphological operator to hyper-surfaces
of any dimension. In this case the embedding function is defined as u :
R

d → R, and its level sets are (d − 1)-hypersurfaces. The d-dimensional
morphological operators SIh and ISh are, respectively, the sup-inf and inf-
sup operators with the new base Bd, made up of all hyper-disks of radius 1
centered at the origin, Bd = {Kn : n ∈ Sd−1}, where Sd−1 = {n ∈ R

d :
‖n‖ = 1} and Kn = {v ∈ R

d :‖v‖ ≤ 1, vTn = 0}.
The effect of the mean operator (SIh + ISh)/2 over the hyper-surfaces

of u is explained by the following Theorem,

Theorem 5.2. The d-dimensional operator Fh has an infinitesimal behavior given
by

lim
h→0+

(F√
h
u)− u

h
= (min(κ1, . . . , κd−1, 0)

+max(κ1, . . . , κd−1, 0)) · |∇u|,
where κi, 1 ≤ i ≤ d− 1 are the principal curvatures of the hyper-surface implic-
itly defined by u at each point.

Proof. The projection matrix associated to a vector n ∈ Sd−1 is Pn = Id−
nnT, where Id is the identity d× d matrix. Pn projects any vector w to a
hyperplane orthogonal to n. We can easily deduce that Kn = {Pnw : w ∈
Sd−1}.

To study the effect of the operators, we expand u using Taylor series
up to second order:

u(x + hw) = u(x) + h∇u(x)Tw +
h2

2
wTD2(x)w + o(h3),

where D2(x) is the Hessian matrix of u at x. If we want to restrict the
Taylor expansion to the orthogonal plane to a given vector n ∈ Sd−1 we
can use the projection matrix Pn. That is,

u(x + hPnw) = u(x) + h∇u(x)TPnw +
h2

2
wTPnD2(x)Pnw + o(h3).

A case of special interest is ng = ∇u(x)
‖∇u(n)‖ , which corresponds to the analy-

sis of the geometric properties of the level set surface at x. In this case, the
above Taylor expansion can be expressed as

u(x + hPng w) = u(x) +
h2

2
wTPng D2(x)Png w + o(h3).
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Note that the first order term cancels since Png w is orthogonal to ∇u(x).
Matrix M = Png D2(x)Png is a d× d matrix with d eigenvalues. One of them
is λ0 = 0 which corresponds to the eigenvector ng. The d− 1 eigenvectors
λi, 1 ≤ i ≤ d − 1 are closely related to the principal curvatures κi of the
implicit hyper-surface at x:

λi = κi · |∇u(x)|. (5.13)

See the Chapter 11 of [37] for details. A straightforward computation leads
to

sup
y∈x+hKng

u(y) = sup
w∈Sd−1

u(x + hPng w) (5.14)

= u(x) +
h2

2
max(λ1, . . . , λd−1, 0) + o(h3),

inf
y∈x+hKng

u(y) = inf
w∈Sd−1

u(x + hPng w) (5.15)

= u(x) +
h2

2
min(λ1, . . . , λd−1, 0) + o(h3).

We will prove that the supreme of the infimum for the SIh operator is at-
tained at ng, so that

SIhu(x) = sup
n∈S(d−1)

inf
y∈hKn

u(y) = inf
y∈x+hKng

u(y).

Let us denote by nh ∈ Sd−1 an orthogonal direction where

sup
n∈S(d−1)

inf
y∈hKn

u(y) = inf
y∈x+hKnh

u(y). (5.16)

Note that since Sn−1 is a compact set and n→ infy∈hKn u(y) is a continuous
function, then nh always exists. We will show that

lim
h→0

nh = ng. (5.17)

To prove the equality we assume the opposite, that is, there exists ǫ > 0
such that for each m ∈ N there exists nhm

∈ Sd−1 with ‖nhm
− ng‖ > ǫ and

|hm| < 1
m . We will show that if hm is small enough, then

inf
y∈x+hKnhm

u(y) < inf
y∈x+hKng

u(y) (5.18)
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which is in contradiction with the definition of nh in (5.16). We observe
that the above inequality is equivalent to

inf
w∈Sn−1

(

∇u(x)TPnhm
w +

hm

2
wTPnhm

D2(x)Pnhm
w + o(h2

m)

)

< inf
w∈Sn−1

(

hm

2
wTPng D2(x)Png w + o(h2

m)

)

.

When hm goes to 0, the right part of the above inequality goes to 0 too.
However, in the left hand side, we observe that if we choose w = ng then
∇u(x)TPnh∞

ng = ǫ′ > 0 since ‖nhm
− ng‖ > ǫ. Therefore, the left hand

side holds that

inf
w∈Sn−1

(

∇u(x)TPnhm
w +

hm

2
wTPnhm

D2(x)Pnhm
w + o(h2

m)

)

≤ −ǫ′ +
hm

2
nT

g Pnhm
D2(x)Pnhm

ng + o(h2
m).

If hm is small enough, the right part of the above inequality is strictly lower
than 0, and (5.18) is satisfied. This is in contradiction with the definition
of nh, and therefore (5.17) is true.

We can use the same argument for the operator ISh: when h goes to 0,
the infimum is attained in the plane orthogonal to the gradient. Therefore,
when h is small, the operators SIh and ISh behave as given in the expres-
sions (5.14) and (5.15). Using these expressions, the mean operator Fh

Fhu(x) =
(SI2h u)(x) + (IS2h u)(x)

2

can be written as

Fhu(x) = u(x) + h2(min(λ1, . . . , λd−1, 0)
+max(λ1, . . . , λd−1, 0)) + o(h3).

Reorganizing terms and substituting the eigenvalues of M according to (5.13),
we obtain that

lim
h→0+

F√
h
u(x)− u(x)

h
= (min(κ1, . . . , κd−1, 0)

max(κ1, . . . , κd−1, 0)) · |∇u|.
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Corollary 5.3. The 2D operator Fh has an infinitesimal behavior given by

lim
h→0+

(F√
h
u)− u

h
= κ · |∇u| = div

( ∇u

|∇u|

)

· |∇u|. (5.19)

Proof. Trivial from Theorem 5.2.

This is the result that Catté, Dibos and Koepfler proved in [17]. Here
we have shown that it is a special case of the more general Theorem 5.2.
In consequence, the successive application of the curvature morpholog-
ical operator, SI√

h
◦ IS√

h
, with base B2 is equivalent to the solution of

PDE (5.2).

5.3.3 The 3D curvature morphological operator

Although we extended in section 5.3.2 the definition of the curvature mor-
phological operator to the n-dimensional case, practical applications will
typically use the 2D and 3D versions to process respectively images and
image stacks. In the experiments section we study these two cases. So, for
completeness, here we consider the 3D curvature morphological operator
and compare it with the well-known mean curvature motion PDE.

Operators SIh and ISh may also be expressed in the 3D case. We define
the new base as the set of all disks of radius 1 centered at the origin B3 =
{Kn : n ∈ S2}, where S2 = {n ∈ R

3 : ‖n‖ = 1} is the 2-sphere of radius 1
and Kn = {v ∈ R

3 : ‖v‖ ≤ 1, vTn = 0} is the disk of radius 1 centered
at the origin and orthogonal to n. Figure 5.1 shows some elements of B3.
Now we can state the following

Corollary 5.4. The 3D operator Fh has the infinitesimal behavior

lim
h→0+

(F√
h
u)− u

h
= (min(κ1, κ2, 0) + max(κ1, κ2, 0)) · |∇u|,

where κ1 and κ2 are the principal curvatures of the surface implicitly defined by u
at each point.

Proof. Trivial from Theorem 5.2.

Let us now compare the infinitesimal behavior of the 3D operator Fh

with the mean curvature motion PDE (5.2) in 3D. Recall that the term
div

(

∇u
|∇u|

)

is equivalent to the mean curvature H = κ1 + κ2 of the im-
plicit surface. Therefore, the mean curvature motion may be rewritten as

∂u

∂t
= (κ1 + κ2) · |∇u|. (5.20)
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Kn

n

Kn

n

Knn

Figure 5.1: The base B3 for the 3D SIh and ISh operators is made up of all disks with
radius 1 centered at the origin. The figure depicts three of those disks marked in blue.
Each disk Kn is determined by its normal n.

Corollary 5.4 relates the evolution provided by SI√
h
◦ IS√

h
with the evolu-

tion of PDE

∂u

∂t
= (min(κ1, κ2, 0) + max(κ1, κ2, 0)) · |∇u|. (5.21)

Comparing PDEs (5.20) and (5.21) we can immediately conclude that
the evolution provided by the curvature morphological operator is not
strictly equivalent to the mean curvature flow. We can distinguish two
cases. First, if both principal curvatures have the same sign (e.g., a sphere)
and assuming that |κ2| ≥ |κ1|, (5.21) becomes

∂u

∂t
= κ2 · |∇u|.

This is equivalent to the mean curvature motion if κ1 = 0. As |κ1| gets
larger, the difference between both flows becomes more noticeable. How-
ever, the sign of the flow is the same in both equations. In the second case,
the principal curvatures have different sign (e.g., a catenoid). Then, (5.21)
becomes

∂u

∂t
= (κ1 + κ2) · |∇u|,

which coincides with the mean curvature motion PDE.

5.3.4 The discrete curvature morphological operator

The embedding function u has to be discretized to be used in practical
applications. Usually, the discretization of u consists of an orthogonal grid
of cells with constant values within each cell. These cells are often called
pixels when u is two-dimensional and voxels when it is three-dimensional.
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Figure 5.2: The base P for the 2D discrete SId ◦ ISd operator.

When u is discrete, i.e. u : Z
d → R, expression u(x) refers to the value of

the cell at position x.
Working with discrete functions, the curvature morphological opera-

tor must be discretized accordingly, which is equivalent to discretize its
base B. For the 2D case, we choose the four discrete segments of three
pixels of length in all possible orientations,

P =















{(0, 0), (1, 0), (−1, 0)},
{(0, 0), (0, 1), (0,−1)},
{(0, 0), (1, 1), (−1,−1)},
{(0, 0), (1,−1), (−1, 1)}















. (5.22)

See Figure 5.2 for a graphical representation. For the 3D operator, we take
the nine discrete planes of 3 × 3 voxels in all possible orientations (see
Figure 5.3).

We use expression SId ◦ ISd to denote the discrete curvature morphological
operator. This notation is the same for all the dimensions. Note that here
d stands for discrete, and it is not the scale of the operator. In the discrete
version we do not need to explicitly indicate the scale as we will always
use the smallest one.

5.3.5 How does the SId ◦ ISd operator work?

One of the overall effects of the SId ◦ ISd operator is the smoothing of the
implicit hyper-surfaces of u. Here we present an intuitive explanation of
how the smoothing is achieved with the 2D SId ◦ ISd operator.

In a discrete binary function u, both SId and ISd perform the same oper-
ation, but SId works only on white (or active) pixels and ISd only on black
(or inactive) pixels. It is easy to see that SId does not affect inactive pixels.
Suppose u(x0) is an inactive pixel, i.e., u(x0) = 0. Then, infy∈x0+P u(y) will
be 0 for every segment P in P , and therefore (SId u)(x0) = 0. Following a
similar reasoning, we can see that ISd does not affect active pixels.

For every active pixel x1 in a binary image, the SId operator looks for
small (3 pixels long) straight lines of active pixels which contain x1. This
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Figure 5.3: The base P for the 3D discrete SId ◦ ISd operator.

SId−−→ SId−−→ SId−−→ SId−−→

(a) (b) (c) (d)

Figure 5.4: Some examples of the effect of the SId operator on individual pixels of binary
images. In those cases where a straight line is found (marked in red), the central pixel
remains active ((a) and (b)). When the central pixel does not belong to a straight line of
active pixels, it is made inactive ((c) and (d)). For exemplification purposes, we assume
the pixels on the borders are not affected by the operator.

ISd−−→ ISd−−→ ISd−−→ ISd−−→

(a) (b) (c) (d)

Figure 5.5: Idem for the ISd operator.
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search is done in the four possible orientations corresponding to the four
segments in P . If no straight line exists, the pixel is made inactive (see
Figure 5.4). Sharp edges (Fig. 5.4c and 5.4d) are detected as those pixels
which are not part of a straight line and removed. The active pixels in
smooth edges (Fig. 5.4a and 5.4b) remain unchanged.

For inactive pixels, the ISd operator carries out a similar procedure (see
Figure 5.5).

The composition SId ◦ ISd first removes the sharp inactive pixels with ISd,
and then repeats the procedure for the active ones with SId. The result is a
global smoothing of u, as can be seen in the first row of Figure 5.6.

5.4 Morphological snakes

Now we have a set of morphological operators —dilation, erosion and
the new curvature flow operator SId ◦ ISd— which have an infinitesimal
behavior like PDEs (5.1) and (5.2) respectively. These two PDEs are funda-
mental in many practical applications, since they are part of many contour
evolution rules. Thus, given a PDE of contour evolution which includes
terms (5.1) and (5.2), we may compose their corresponding morphological
operators to approximate the solution. In other words, now we can use
mathematical morphology to evolve contours. In the following sections,
we apply this idea to morphologically solve some well-known contour
evolution PDEs: the GAC [16] and the ACWE models [18].

5.4.1 Morphological GAC

In the GAC framework, an energy functional, which depends on the con-
tents of an image I, is assigned to a curve,

E(C) =
∫ length(C)

0
g(I)(C(s))ds (5.23)

=
∫ 1

0
g(I)(C(p)) · |Cp|dp,

or surface,

E(S) =
∫∫

g(I)(S(a))da,

where ds = |Cp|dp is the Euclidean arc-length parametrization of the curve,
da is the Euclidean element of area, and g(I) : R

d → R
+, x → g(I)(x) al-

lows us to select which regions of the image we are interested in. Typically,
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g(I) could be

g(I) =
1

√

1 + α|∇Gσ ∗ I|
, (5.24)

which is low in the edges of the image, or g(I) = |Gσ ∗ I|, which attains
its minima in the center of the image dark lines. Gσ∗ is a gaussian filter
with standard deviation σ. The geodesic active contours model does not
depend on the parametrization of the curve or surface, and the minimum
energy hyper-surfaces

C∗ = arg min
C

E(C)
S∗ = arg min

S
E(S)

correspond to the geodesics of a Riemannian space whose metric is de-
fined by g(I). These hyper-surfaces tend to be smooth and to pass through
low values of the function g(I).

The minimization of the energy functionals is done in a steepest-descent
way. The Euler-Lagrange equation of the functional gives the direction of
the descent. The local minima are reached at the steady states of the dif-
ferential equation

Ct = (g(I) · K −∇g(I) · N )N
for curves and

St = (g(I) · H −∇g(I) · N )N
for surfaces, with the given initial values C(0) = C0 and S(0) = S0.

Sometimes, the attraction force is not strong enough to move the hyper-
surface (because the field ∇g(I) is too small or because this field and the
normal are orthogonal). Hence, portions of the hyper-surface usually get
stuck in these non-informative areas. To overcome the problem, a common
solution is the introduction of the so-called balloon force [21]. The evolution
with the auxiliary balloon force is

Ct = (g(I)K+ g(I)ν−∇g(I) · N )N (5.25)

or
St = (g(I)H+ g(I)ν−∇g(I) · N )N

where ν ∈ R is the balloon force parameter.
These expressions can be rewritten in terms of a level set implementa-

tion as

∂u

∂t
= g(I)|∇u|div

( ∇u

|∇u|

)

+ g(I)|∇u|ν +∇g(I)∇u. (5.26)
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The flow given by this expression has three components. The smooth-
ing force, which tends to smooth the hyper-surface at high curvature seg-
ments; the balloon force, which inflates or deflates the hyper-surface in areas
of little information; and the image attraction force, which is responsible
for bringing the hyper-surface to the interesting regions of the image.

Inspired by the similarities between the GAC PDE (5.26) and PDEs (5.7),
(5.9) and (5.19) describing the infinitesimal behavior of morphological op-
erators, we propose a fast and stable curve evolution approach based on
mathematical morphology. The new evolution will use a combination of
binary morphological operators whose infinitesimal behavior is similar to
the flow expressed by the equation (5.26). Binary operators require a bi-
nary embedding function u. Therefore, the hyper-surface is given as the
level set 1

2 of a binary piecewise constant function u : Z
d → {0, 1}. We

take u(x) = 1 for every point x inside the hyper-surface, and u(x) = 0
for every point x outside. The morphological operators will act on u and,
hence, they will implicitly evolve the hyper-surface.

Balloon force

We focus on the balloon type operator term of equation (5.26):

∂u

∂t
= g(I) · ν · |∇u|. (5.27)

The factor g(I) controls the strength of the balloon force in different frag-
ments of the hyper-surface: when g(I) is high, the corresponding fragment
is located far from a target region, and the balloon force must be strong; on
the other hand, when g(I) becomes lower, the hyper-surface is approach-
ing its objective, and hence the balloon force becomes unnecessary. The ef-
fect of the g(I) factor in (5.27) can be discretized with a single threshold θ:
when g(I) is greater than θ, the corresponding point is updated accord-
ing to the balloon force, and left unchanged otherwise. Depending on the
sign of ν, the remaining factors ν · |∇u| lead to the dilation and the erosion
PDEs (5.1). Given the hyper-surface status at iteration n, un : Z

d → {0, 1},
the balloon force PDE (5.27) applied over un can be approximated using
the following morphological approach:

un+1(x) =











(Ddun)(x) if g(I)(x) > θ and ν > 0
(Edun)(x) if g(I)(x) > θ and ν < 0
un(x) otherwise

.

Dd and Ed are the discrete versions of dilation and erosion.
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Smoothing force

The smoothing force term of (5.26),

∂u

∂t
= g(I) · |∇u| · div

( ∇u

|∇u|

)

, (5.28)

is a weighted version of the mean curvature motion PDE (5.2). As in the
previous case, the g(I) factor acts like a weight which controls the strength
of the smoothing operation at every point. We could discretize it again
by means of a threshold θ. However, in our experiments we have seen
that this threshold is unnecessary. In Corollary 5.3 and Section 5.3.4 we
prove that the discrete morphological curvature operator, SId ◦ ISd, has an
infinitesimal behavior equivalent to the mean curvature motion PDE (5.2).
Thus, the morphological equivalent of PDE (5.28) is

un+1(x) = ((SId ◦ ISd)
µun) (x)

The number of successive applications of the smoothing operator controls
the strength of the smoothing step. This number is indicated by parame-
ter µ ∈ N.

Solving the complete GAC PDE

As we stated above, the active contour equation (5.26) is made up of three
different components: a smoothing force, a balloon force and an attraction
force. We have seen how two of these components may be solved with
morphological operators. The third component, i.e., the attraction force,
has an immediate discrete version as we will see below.

In the PDE, the combination of the three components is performed
through their addition. Our morphological solution will combine them
by composition: in each iteration, we will apply the morphological bal-
loon (5.27), the morphological smoothing (5.28) and the discretized attrac-
tion force over the embedding level set function u. Given the snake status
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at iteration n, un, we get un+1 using the following steps:

un+ 1
3 (x) =































(Ddun)(x) if g(I)(x) > θ

and ν > 0
(Edun)(x) if g(I)(x) > θ

and ν < 0
un(x) otherwise

un+ 2
3 (x) =











1 if ∇un+ 1
3∇g(I)(x) > 0

0 if ∇un+ 1
3∇g(I)(x) < 0

un+ 1
3 if ∇un+ 1

3∇g(I)(x) = 0

(5.29)

un+1(x) =
(

(SId ◦ ISd)
µun+ 2

3

)

(x)

which is the morphological implementation of the geodesic active contour
PDE.

5.4.2 Morphological ACWE

Chan and Vese [18] define an energy functional for image segmentation
which takes into account the content of the interior and exterior regions of
the curve (or surface) in contrast to the GAC, which only take into account
the places where the curve (or surface) passes. The ACWE functional of a
curve C is

F(c1, c2, C) = µ · length(C) + ν · area(inside(C))
+λ1

∫

inside(C)
‖I(x)− c1‖dx (5.30)

+λ2

∫

outside(C)
‖I(x)− c2‖dx,

where the non-negative parameters µ, ν, λ1 and λ2 control the strength of
each term. The three-dimensional version of this functional F(c1, c2,S) is
obtained by replacing the operators length by area and area by volume.

The minimization of functional

min
c1,c2,C

F(c1, c2, C) or min
c1,c2,S

F(c1, c2,S)

is slightly challenging, since it has two additional scalar variables which
were not present in the geodesic active contour model. However, given a

88



5.4 MORPHOLOGICAL SNAKES

fixed contour, the values of c1 and c2 which minimize F are the mean of
the values of I inside and outside the contour. For curves,

c1(C) =
∫

inside(C) I(x)dx
∫

inside(C) dx
, c2(C) =

∫

outside(C) I(x)dx
∫

outside(C) dx
.

The Euler-Lagrange equation for the implicit version of functional (5.30)
is [18]

∂u

∂t
= |∇u|

(

µ div
( ∇u

|∇u|

)

− ν (5.31)

−λ1(I − c1)
2 + λ2(I − c2)

2
)

,

which is valid for a (d− 1)-hypersurface defined as a level set of u : R
d →

R. This equation specifies how the implicit hyper-surface should evolve
to minimize functional F in a steepest descent manner. It has a smoothing
and a balloon term, which are treated as in the GAC model: the SId ◦ ISd

approximate the smoothing term and the erosion and dilation approxi-
mate the balloon. The image attachment term is new, but deriving its mor-
phological approximation is not difficult. When λ1|∇u|(I− c1)

2 < λ2|∇u|(I−
c2)

2 at x, x belongs to the interior of the curve; if the inequality is reversed,
x belongs to the exterior of the curve; otherwise, x remains where it was.
As before, the hyper-surface must be defined as the level set 1

2 of a binary
embedding function u : Z

d → {0, 1}.
The morphological ACWE algorithm is given by the following three

steps:

un+ 1
3 (x) =











(Ddun)(x) if ν > 0
(Edun)(x) if ν < 0
un(x) otherwise

(5.32)

un+ 2
3 (x) =































1 if |∇un+ 1
3 |(λ1(I − c1)

2

−λ2(I − c2)
2)(x) < 0

0 if |∇un+ 1
3 |(λ1(I − c1)

2

−λ2(I − c2)
2)(x) > 0

un+ 1
3 otherwise

un+1(x) =
(

(SId ◦ ISd)
µun+ 2

3

)

(x).

This expression may be used in a fast, simple, stable and robust method
for minimizing the ACWE functional [18].
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Figure 5.6: Evolution of a 2D shape with the discrete curvature morphological opera-
tor SId ◦ ISd (upper row) and the mean curvature PDE (bottom row). Background images
represent the embedding function u. The red curves are the 1

2 level set. Below each image
we display the number of iterations (upper row) and the time parameter (lower row).

5.5 Implementation details

The implementation of equations (5.29) and (5.32) is straightforward, but
some details are worth mentioning. The embedding function u is stored
as a d-dimensional array with a Boolean values at each cell. The dilation at
each cell is implemented as the maximum of the values of u in the neigh-
borhood of the cell. Similarly, the erosion is the minimum of the values
of u in the neighborhood of the cell. The neighborhood is defined as the
Moore neighborhood, i.e., the set of cells at a Chebyshev distance of 1. For
example, in the two-dimensional case, the dilation is

un+1(i, j) = max
∆i,∆j∈{−1,0,1}

un(i + ∆i, j + ∆j)

and the erosion is

un+1(i, j) = min
∆i,∆j∈{−1,0,1}

un(i + ∆i, j + ∆j).

The gradient is the d-dimensional vector made up of all directional deriva-
tives, ∇u = [ux, uy, . . . , ]⊤.

Derivatives are computed using central differences. For example, in
2D, the derivatives of u with respect of x and y are computed as

ux(i, j) =
1
2
(u(i + 1, j)− u(i− 1, j)) , (5.33)

uy(i, j) =
1
2
(u(i, j + 1)− u(i, j− 1)) . (5.34)

Finally, the order of operator composition SId and ISd in (5.12) could be
either SId ◦ ISd or ISd ◦ SId, since the addition is commutative. Throughout
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this chapter we have chosen the first one. However, in practice, to balance
the contribution of both operator composition choices we alternate them
through iterations. The SId ◦ ISd operator is computed in two steps: first,
the ISd step which in 2D is

un+1(i, j) = min
P∈P

max
(∆i,∆j)∈P

un(i + ∆i, j + ∆j),

and then the SId step which in 2D is

un+1(i, j) = max
P∈P

min
(∆i,∆j)∈P

un(i + ∆i, j + ∆j).

Operator ISd ◦ SId performs these steps in reverse order. P is defined
in (5.22) and shown in Figure 5.2. For a 3D embedding function the base P
should be as in Figure 5.3. In an efficient implementation, inactive cells
should be ignored in the erosion and in the SId operator, and active cells
should be ignored in the dilation and in the SId operator.

This implementation is well suited for parallelization in SIMD archi-
tectures, such as GPUs. For an efficient single thread implementation, one
should consider using the narrow band technique, which is not difficult to
introduce. Broadly speaking, one should maintain two lists of cells —the
list of outside boundary cells and the list of inside boundary cells— and
apply the above implementation only over the cells in these lists. After
each step, the lists should be updated accordingly.

In the experiments section we compare the performance of the mor-
phological and a numerical solution for the GAC and ACWE algorithms.
Numerical implementations of the algorithms are more complex and re-
quire a broader set of mathematical tools than than the morphological
ones. Also, numerical algorithms may degenerate the level-set function,
which eventually becomes too flat and no longer a signed distance func-
tion. This has to be explicitly fixed. We use the approach of [100, 19], based
on solving

{

ψτ = sign(u(t))(1− |∇ψ|)
ψ(0, ·) = u(t, ·), (5.35)

where u(t, ·) is the level set function at time t. We discretize (5.35) with
Godunov’s method [19]. The steady state of (5.35) is a signed distance
function with the same contour as u(t, ·). However, we do not iterate until
reaching the steady state. Instead, we have found that running one itera-
tion of the scheme in (5.35) after each iteration of the scheme for the numer-
ical solution suffices to prevent the degeneration of the level-set function.
This is the approach used in our experiments.
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As in the morphological implementation, we discretize the level set
function u using a two-dimensional array. Here, each cell stores a float-
ing point value. We use the central differences scheme for the spatial dis-
cretization of the PDEs. The grid spacing is fixed to 1, so the first deriva-
tives are given by (5.33) and (5.34). The second derivatives are

uxx(i, j) = u(i + 1, j) + u(i− 1, j)− 2u(i, j),
uyy(i, j) = u(i, j + 1) + u(i, j− 1)− 2u(i, j),

uxy(i, j) =
1
4
(u(i + 1, j + 1)− u(i− 1, j + 1)

−u(i + 1, j− 1) + u(i− 1, j− 1)).

The curvature is discretized as

div
( ∇u

‖∇u‖

)

=
uxxu2

y − 2uxyuxuy + uyyu2
x

(

u2
x + u2

y

) 3
2

.

The other terms in PDEs (5.26) and (5.31) are straightforward to compute
using the first and second order derivatives.

The discretization of the time is done with the forward (explicit) method.
The time step ∆t is dynamically determined so that the CFL condition is
met but the evolution is not too slow.

5.6 Experimental results

Besides its theoretical relevance, the morphological framework introduced
in this work also presents advantages in terms of required computational
resources, simplicity and stability. The aim of the experiments conducted
is comparing qualitatively and quantitatively the performance of the mor-
phological and numerical evolution algorithms.

5.6.1 Smoothing

First, we qualitatively compare the smoothing achieved with the discrete
curvature morphological operator, SId ◦ ISd, and that obtained with the
numerical solution of the mean curvature PDE (5.2). Figures 5.6 and 5.7
compare both methods in 2D and 3D respectively. The 2D case shown in
Figure 5.6 starts the evolution at a 13× 13 pixels square with a corner of
size 5× 5 pixels removed. In Figure 5.7, the initial shape is a 16× 16× 16
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Figure 5.7: Evolution of a 3D shape with the discrete curvature morphological opera-
tor SId ◦ ISd (row 1) and the mean curvature PDE (row 2). The shapes correspond to the
1
2 level set.

pixels cube with the 7× 7× 7 pixels corner removed. In the 2D (3D) exper-
iments we can see that both the numerical and morphological approaches
smooth the interface gradually towards a circular (spherical) shape. In
the 2D evolution case (see Figure 5.6) the curve at iteration number 5 (last
column) in the morphological algorithm is most similar to the numerical
mean curvature result for time t = 8. Something similar occurs for the
3D evolution at iteration number 6 and time t = 8. In both cases it is not
easy to decide which is the best pair of curves to compare, since we do
not have an analytic relation between parameter t of the numerical mean
curvature evolution and the number of iterations of the discrete morpho-
logical curvature approach. Nevertheless, the qualitative analysis of Fig-
ures 5.6 and 5.7 confirms that the morphological and numerical smoothing
operators of 2D and 3D interfaces is very similar.

5.6.2 Contour evolution

Our next group of experiments assess the performance of the morpho-
logical approaches of contour evolution and compare their results with
the numerical solution of their associated PDEs. We have implemented
the GAC (5.26), ACWE (5.31), Morphological GAC (5.29) and Morpholog-
ical ACWE (5.32) models in C++ (only the 2D approaches) and Python
(both 2D and 3D approaches). For comparison purposes, all implementa-
tions are single-threaded, and they do not use improvement methods such
as multi-scale or narrow-band solutions, although all approaches would
equally benefit from them. We run the experiments on a Intel Core 2 Duo
2.4 GHz. When given, evolution times always refer to those obtained with
the C++ implementation.
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Morphological GAC GAC
Image size α σ µ θ ν α σ µ ν

Breast nodule 256× 256 1000
√

30 1 0.31 1 1000
√

30 0.1 1
Starfish 275× 323 1000 2 1 & 2 0.3 −1 100000 2 0.1 −0.2

Morphological ACWE ACWE
Image size µ λ1 λ2 ν µ λ1 λ2 ν

Lakes 286× 231 3 1 1 0 0.2 1 1 0
Europe 240× 185 1 1 1 0 0.05 1 1 0
Dendrite 39× 200× 200 1 1 1 0 – – – –

Table 5.1: Values for the parameters used in the experiments.

Determining the parameters of the morphological algorithms is not a
complex task. The Morphological GAC approach of (5.29) has parameters
θ, ν and µ. The smoothing strength µ serves as a scaling value. When we
look for small elements, µ should be small (i.e., 1) and large otherwise. The
parameter θ —the threshold of the balloon and the smoothing— depends
on g(I). A good starting point is to set θ as the 40th percentile of g(I)
(see Figure 5.8). The stopping criterion g of (5.24) has two parameters: α
and σ. Parameter σ is assigned to match the size of the image borders.
The algorithm is not very dependent on parameter α. A high value, such
as 1000 or 10000 should be enough in most cases.

The parameters of the Morphological ACWE are much simpler to set
up and less sensitive to perturbations than the Morphological GAC. This
approach does not require a threshold θ. The balloon force is seldom nec-
essary. It works directly on the image I. It does not use a stopping cri-
terion g. For the experiments, we have set λ1 = λ2 = 1 and ν = 0.
The strength of the smoothing µ behaves as in the morphological GAC.
It should be low when we look for small elements and large otherwise.
Table 5.1 summarizes the parameter values used in our experiments.

In Figures 5.9 and 5.10 we compare the performance of the morphologi-
cal and the numerical GAC in challenging conditions. In Figure 5.9 we run
both algorithms on a noisy ultrasound image of a breast nodule. Although
the final results are similar, the morphological method is almost one order
of magnitude faster than its numerical counterpart (see Table 5.2). This
experiment also confirms that the Morphological GAC works well in very
noisy conditions.

The starfish image in Figure 5.10 has non-convex parts, elongated limbs
and sharp angles at the junction of the limbs. This is a challenging situa-
tion for the GAC (see bottom row of Figure 5.10), since it tends to shorten
long and thin structures and to over-smooth sharp corners. In the two
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Figure 5.8: Histogram of g(I) for (a) the breast nodule and (b) the starfish images. The
threshold θ, marked in red, is set around the 40th percentile in each case.
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Figure 5.9: Segmentation of a noisy ultrasound image. GAC initializa-
tion: u0 = 20 −

√

(x− 126)2 + (y− 100)2. Morphological GAC initializa-

tion: u0 = T
[

20−
√

(x− 126)2 + (y− 100)2 > 0
]

.
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upper rows of Figure 5.10 we show the segmentation results for differ-
ent morphological GAC regularizations. In the morphological approaches
we can increase the strength of the regularization by repeating the IS ◦ SI
operator. In the top row we show the results involving one regulariza-
tion step per algorithm iteration (µ = 1). In the middle row we show
the evolution results when applying two regularization steps per iteration
(µ = 2). We can observe that the small background blobs, as well as the
villi along the limbs, disappear in the strongly regularized solution. Re-
sults in Figure 5.10 prove that the Morphological GAC performs better
with sharp and elongated structures. In terms of efficiency, the morpho-
logical approach is again one order of magnitude faster than the numerical
solution.

In the following experiment we compare the evolution of the energies
in the morphological and numerical GAC. Since the parameters in the
starfish example are different for the Morphological GAC and the stan-
dard GAC (note that α = 103 in the first case and α = 106 in the second
one) their energies are not comparable. In order to perform a comparison
between the evolution of the energies for both methods, we ran again the
GAC algorithm with α = 103. Figure 5.11(a) shows the evolution of the
energy of the Morphological GAC (i.e., the evolution seen in Figure 5.10)
and the energy of the GAC with the new parameter set. The energy for
the morphological version of the algorithm is computed with the parame-
ter µ = 0.1 given in Table 5.1 for their continuous counterparts, since the
parameter µ = 2 of the morphological methods is meaningless for energy
computation. Note that in both cases the global trend in the evolution
tends to decrease the energy. However, in both approaches, it increases in
some intervals along the evolution. This is due to both the balloon force
term included in the PDE, that is not part of the minimized energy, and
the fact that functional gradient descent optimization does not guarantees
that the energy always decreases. Note also that the evolution of the en-
ergy for the GAC continues to fall below the minimum energy reached by
its morphological counterpart. This is because the borders of the starfish
limbs are almost perpendicular to the front of evolution and they are not
capable of stopping the shrinkage of the curve. Hence, it continues to
evolve until it becomes a point and therefore its energy is zero. It is a
well-known problem of the GAC model that the global minimum of the
energy is reached when the curve shrinks to a point. Therefore, the image
segmentation with GAC heavily relies on the existence of local minima.

In Figures 5.12 and 5.13 we compare the performance of the morpho-
logical and numerical ACWE. In the first Figure we segment a group of
lakes in a satellite image. Here both methods work in uninformative (zero-
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Figure 5.10: Segmentation of elongated and narrow structures. GAC initialization

u0 = 135 −
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Figure 5.11: Evolution of the energy of (a) the Morphological GAC and the continu-
ous GAC in the starfish experiment and (b) the Morphological ACWE and the contin-
uous ACWE in the lakes experiment. The blue continuous line plots the energy versus
the number of iterations for the morphological methods. The green dashed line plots the
energy versus the time for the continuous methods.

gradient) areas without the balloon force. Also, the initial curve u0 does
not require to surround the objects. We also consider the detection of point
clouds in images, where the ACWE model is known to work much better
than the GAC [18]. Figure 5.13 depicts the evolution of a curve guided
by an image of Europe night lights. Again, morphological and numerical
results are very similar, with the morphological algorithm outperforming
the numerical one in terms of processing time (see Table 5.2).

The evolution of the energy for the ACWE-based methods in the lakes
experiment is plotted in Figure 5.11(b). As above, the parameter µ for com-
puting the energy of the morphological ACWE is the continuous one µ =
0.2. The morphological parameter µ = 3 is meaningless for energy compu-
tation. We observe that in the case of ACWE the energies of both methods
have no oscillations and steadily decrease in each iteration. This nice be-
havior is due to the fact that the ACWE energy is expected to be smoother
than the GAC one because of the area global terms and the lack of the bal-
loon force present in the GAC model. Moreover, they both converge to
nearly the same energy value.

We also validate our model with a 3D image stack from the area of
neuroscience. In this experiment we can evaluate the morphological evo-
lution of a surface in 3D space. We use a section of cortex tissue captured
with a confocal microscopy corresponding to the 3D image of a dendrite.
A small 2-sphere is manually placed in the center of the image. Then, the
3D Morphological ACWE evolves the surface according to the contents of
the image. Some steps of the evolution are depicted in Figure 5.14(a). The
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Figure 5.12: Lakes segmentation. ACWE initialization u0 = 20 −
√

(x− 170)2 + (y− 80)2. Morphological ACWE initialization u0 =

T
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Figure 5.13: Europe night-lights. ACWE initialization u0 = 115 −max{|x − 120|, 1.3 ·
|y− 92|}. Morphological ACWE u0 = T [115−max{|x− 120|, 1.3 · |y− 92|} > 0].
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Morphological methods Continuous methods
Experiment Processing time Iterations Processing time Iterations Speedup J
Breast nodule 0.79s 45 6.85s 268 8.67 0.87
Starfish (µ = 1) 2.46s 110 28.17s 864 11.45 0.64
Lakes 5.61s 180 21.90s 867 3.9 0.95
Europe 1.18s 130 17.10s 989 14.5 0.91

Table 5.2: Running times and number of iterations of the morphological methods vs. the
continuous PDEs. Last columns show the speedup gained by the morphological methods
and the Jaccard similarity of the results between both methods.

final results are shown in Figure 5.14(b).
Finally, we also make a quantitative comparison of the evolution achieved

by the algorithms that we are evaluating. We use the Jaccard similarity co-
efficient to quantify the comparison. Let u and v be two different contours,
and χu and χv be the set of cells inside the contours, i.e., the set of cells such
that u(x) > 0 and v(x) > 0. The Jaccard similarity between u and v is

J(u, v) =
|χu ∩ χv|
|χu ∪ χv|

. (5.36)

It has value 1 when u and v are equal and 0 when they do not share any
cell. Table 5.2 shows the similarities for the pairs of contours obtained in
each experiment. They are high (around 0.9) in most cases. In the starfish
experiment, however, the similarity is lower (0.64). An inspection of Fig-
ure 5.10 reveals that the morphological GAC fits more accurately the im-
age while the numerical approach loses details at the ends of the arms and
in the junctions.

5.6.3 Morphological turbopixels

Many computer vision algorithms work with perceptually meaningful en-
tities of the image, obtained from a low-level grouping of pixels, called
superpixels [88, 64]. Here we introduce the morphological turbopixels algo-
rithm, as an example of an intrinsically local contour evolution application
that provides a set of compact and regular superpixels.

Turbopixels [64] compute a dense oversegmentation of an image by
growing curves from many seeds distributed throughout the image do-
main via a geometric flow similar to the Geodesic Active Contours. Curves
emanating from different seeds are not allowed to merge into a single
curve. To meet this constraint, a homotopy preserving thinning is carried
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Figure 5.14: Dendrite image stack. (a) Evolution of 3D Morphological ACWE. The ini-

tialization is u0 = T
[

10−
√

(x− 20)2 + (y− 100)2 + (z− 100)2 > 0
]

. (c) Final result.
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out, which gives the skeleton of the area outside the curves, and parti-
tion the image domain into one cell for each curve. The curves are then
confined to grow within their cell.

We have adapted the turbopixels to work with our morphological GAC,
leading to the morphological turbopixels (see Algorithm 2). The homotopic
thinning approach that we use in the steps 5 and 8 of Algorithm 2 is a type
of skeletonization that preserves the topology. To this end, we use a varia-
tion of the flux-ordered thinning algorithm [99] that ignores the condition
of being an end-point. The homotopic thinning computes a mask which
confines each curve in its own cell, as shown in Figure 5.15. After several
iterations, these cells will eventually be the superpixels. The morphologi-
cal GAC with a mask behaves essentially like the standard morphological
GAC, but it does not allow that the evolving curves go into the masked
areas. Thus we avoid that curves growing from different seeds merge.
The extension from morphological turbopixels to morphological turbovoxels,
i.e., the three-dimensional counterpart, is trivial.

Algorithm 2 Morphological turbopixels
Input: The separation among consecutive seeds s, number of iterations n

and image I
1: Place seeds on a rectangular grid with step s
2: Perturb the seeds away from I high gradient regions
3: u← binary level set with 1 in seeds locations and 0 everywhere else
4: for i ∈ {0, . . . , n− 1} do
5: B← homotopic_thinning(u)
6: u ← One iteration of morphological GAC of u with mask B and

stopping criterion g(I)
7: end for
8: B← homotopic_thinning(u)

Output: The boundaries of the superpixels B

Figure 5.16 shows some results obtained with the morphological tur-
bopixels in two images. The top image belongs to the Berkeley database
and allows qualitative comparison with the standard numerical imple-
mentation in [64]. The bottom image diplays the results for an Electron
Microscopy (EM) image of a pice of brain tissue.
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(a) (b)

Figure 5.15: (a) The level set function u describes multiple evolving curves. (b) Homo-
topic thinning gives a mask B that confines each curve within its own cell. The morpho-
logical GAC with mask B will evolve the curves avoiding that each curve passes through
the walls of B.

(a) (b)

Figure 5.16: Morphological turbopixels. (a) Image from the Berkeley Database. (b) EM
image of brain tissue.
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5.7 Discussion

This chapter introduces new results relating mathematical morphology
and PDE approaches for image analysis. We have introduced a new cur-
vature morphological operator valid for surfaces of any dimension. On
the basis of this new operator we approximate the numerical solution of
surface evolution PDEs by the successive composition of morphological
operators whose infinitesimal behavior is equivalent to the terms in the
PDE. We have used this approach to provide morphological implemen-
tations of the Geodesic Active Contour, the Active Contours Without Borders
and the Turbopixels algorithms. The morphological approach has several
advantages over the numerical solution of the PDEs. The implementation
is simpler and has fewer parameters. There are no numerical instability
issues and, since the level set function is binary and does not represent a
distance, it requires no re-initialization.

The experiments conducted confirm that the solutions obtained with
the morphological methods are comparable to those obtained with the
numerical ones, with the exception of narrow and elongated structures
in which the morphological approach better fits the image. Morphological
methods outperform their traditional functional gradient descent numeri-
cal counterparts in terms of stability and speed. In general, morphological
algorithms are about one order of magnitude faster, which makes them
suitable for real-time applications in resource-limited hardware such as
tracking in mobile devices, or for processing large images such as those
from EM imaging in neuroscience applications. Moreover, the morpholog-
ical approach could also benefit from improvements devised to speed-up
numerical algorithms, such as the narrow band and multi-scale implemen-
tations.
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6
Conclusions

Both from a theoretical and practical point of view, image segmentation
is one of the most important topics in computer vision and image pro-
cessing. As many areas in computer vision, segmentation is an ill-posed
problem. This entails a number of difficulties when a high level of accu-
racy is required, as in the biological and medical imaging fields. Regu-
larization is a form of a priori knowledge to deal with the ill-posed nature
of segmentation. However, we saw in Chapter 3 that standard pair-wise
or local regularization methods, that have been widely studied in discrete
and continuous settings, are insufficient to encode the richness of struc-
tures and shapes that occurs in real images. Higher-order potentials solve
the limitations of pair-wise regularization, but parameterizing high-level
information in these potentials is hard. We introduced a non-parametric
data-driven regularization model of higher-order potentials in Chapter 4.
With them, non-parametric higher-order random fields use patches from train-
ing data to build segmentations as a jigsaw puzzle: image observation are
used to look for the best candidate patches and the final solution is given
by the set of candidates that best fit in the overlapping areas. We have
experimentally proven that this approach produces more realistic and ac-
curate segmentations.

Unfortunately, perfect accuracy is still unattainable and posterior fine
tunning of the segmentations results is an inevitable step. For this task,
we proposed in Chapter 5 a new family of methods for fast contour evolu-
tion that use morphological operators instead of solving partial differen-
tial equations over a level-set embedding function. We proved that they
are simpler, faster and more stable than numerical solutions of the PDEs,
while obtaining very similar results. Moreover, we studied the theoreti-
cal connections between mathematical morphology and PDEs, and intro-
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duced a new morphological operator that approximates the mean curva-
ture flow PDE.

In the end, we have a complete framework for high accuracy image
segmentation: a fully automatic method that provides realistic segmenta-
tions with real labeling structures, shapes and topologies, and a second re-
finement step, automatic or semi-automatic, for fast contour adjustment.
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