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Abstract

Mono-camera tracking systems have proved their capabilities for moving object tra-
jectory analysis and scene monitoring, but their robustness and semantic possibilities
are strongly limited by their local and monocular nature and are often insufficient for
realistic surveillance applications. This thesis is aimed at extending the possibilities of
moving object tracking systems to a higher level of scene understanding. The proposed
extension comprises two separate directions. The first one is local, since it is aimed at
enriching the inferred positions of the moving objects within the area of the monitored
scene directly covered by the cameras of the system; this task is achieved through
the development of a multi-camera system for robust 3D tracking, able to provide 3D
tracking information of multiple simultaneous moving objects from the observations re-
ported by a set of calibrated cameras with semi-overlapping fields of view. The second
extension is global, as it is aimed at providing local observations performed within the
field of view of one camera with a global context relating them to a much larger scene;
to this end, an automatic camera positioning system relying only on observed object
trajectories and a scene map is designed. The two lines of research in this thesis are
addressed using Bayesian estimation as a general unifying framework. Its suitability
for these two applications is justified by the flexibility and versatility of that stochas-
tic paradigm, which allows the combination of multiple sources of information about
the parameters to estimate in a natural and elegant way, addressing at the same time
the uncertainty associated to those sources through the inclusion of models designed
to this end. In addition, it opens multiple possibilities for the creation of numerical
methods for achieving satisfactory and efficient practical solutions to each addressed
application.
The proposed multi-camera 3D tracking method is specifically designed to work on
schematic descriptions of the observations performed by each camera of the system.
This choice allows the use of unspecific off-the-shelf 2D detection and/or tracking sub-
systems running independently at each sensor, and makes the proposal suitable for
real surveillance networks with moderate computational and transmission capabilities.
The robust combination of such noisy, incomplete and possibly unreliable schematic
descriptors relies on a Bayesian association method based on geometry and color; target
tracking is achieved by combining its results using a particle filter. The main features
exhibited by the proposal are, first, a remarkable accuracy in terms of target 3D po-
sitioning, and second, a great recovery ability after tracking losses due to insufficient
input data.
The proposed system for visual-based camera self-positioning uses the observations of
moving objects and a schematic map of the passable areas of the environment to infer
the absolute sensor position. To this end, a new Bayesian framework combining tra-



jectory observations and map-induced dynamic models for moving objects is designed,
which represents an approach to camera positioning never addressed before in the lit-
erature. This task is divided into two different sub-tasks: setting ambiguity analysis
and approximate position estimation, on the one hand, and position refining, on the
other. This division is necessary since each sub-task requires the design of specific
sampling algorithms to correctly exploit the discriminative features of the developed
framework. This system, designed for camera positioning and demonstrated in urban
traffic environments, can also be applied to different environments and sensors of other
modalities after certain required adaptations.



Resumen

Los sistemas de seguimiento mono-cámara han demostrado su notable capacidad para
el análisis de trajectorias de objectos móviles y para monitorización de escenas de in-
terés; sin embargo, tanto su robustez como sus posibilidades en cuanto a comprensión
semántica de la escena están fuertemente limitadas por su naturaleza local y mono-
cular, lo que los hace insuficientes para aplicaciones realistas de videovigilancia. El
objetivo de esta tesis es la extensión de las posibilidades de los sistemas de seguimiento
de objetos móviles para lograr un mayor grado de robustez y comprensión de su en-
torno. La extensión propuesta comprende dos direcciones separadas. La primera puede
considerarse local, ya que está orientada a la mejora y enriquecimiento de las posicio-
nes estimadas para los objetos móviles observados directamente por las cámaras del
sistema; dicha extensión se logra mediante el desarrollo de un sistema multi-cámara
de seguimiento 3D, capaz de proporcionar consistentemente las posiciones 3D de múl-
tiples objetos a partir de las observaciones capturadas por un conjunto de sensores
calibrados y con campos de visión solapados. La segunda extensión puede considerarse
global, dado que su objetivo consiste en proporcionar un contexto global para rela-
cionar las observaciones locales realizadas por una cámara con una escena de mucho
mayor tamaño; para ello se propone un sistema automático de localización de cámaras
basado en las trayectorias observadas de varios objetos móviles y en un mapa esque-
mático del entorno global. Ambas líneas de investigación se tratan utilizando, como
marco común, técnicas de estimación bayesiana: esta elección está justificada por la
versatilidad y flexibilidad de dicho marco estadístico, que permite la combinación na-
tural de múltiples fuentes de información sobre los parámetros a estimar, así como un
tratamiento riguroso de la incertidumbre asociada a las mismas mediante la inclusión
de modelos de observación específicamente diseñados. Además, el marco seleccionado
abre grandes posibilidades operacionales, puesto que permite la creación de diferen-
tes métodos numéricos adaptados a las necesidades y características específicas de los
distintos problemas tratados.

El sistema de seguimiento 3D con múltiples cámaras propuesto está específicamente
diseñado para permitir descripciones esquemáticas de las medidas realizadas indivi-
dualmente por cada una de las cámaras del sistema: esta elección de diseño, por tanto,
no asume ningún algoritmo específico de detección o seguimiento 2D en ninguno de
los sensores de la red, y hace que el sistema propuesto sea aplicable a redes reales
de vigilancia con capacidades limitadas tanto en términos de procesamiento como de
transmision. La combinación robusta de las observaciones capturadas individualmente
por las cámaras, ruidosas, incompletas y probablemente contaminadas por falsas detec-
ciones, se basa en un metodo de asociación bayesiana basado en geometría y color: los
resultados de dicha asociación permiten el seguimiento 3D de los objetos de la escena



mediante el uso de un filtro de partículas. El sistema de seguimiento propuesto tiene,
como principales características, una gran precisión en términos de localización 3D de
objetos, y una destacable capacidad de recuperación tras eventuales errores debidos a
un número insuficiente de datos de entrada.
El sistema automático de localización de cámaras propuesto se basa en un novedoso
marco bayesiano que combina modelos dinámicos inducidos por el mapa en los objetos
móviles presentes en la escena con las trayectorias observadas por la cámara, lo que
representa un enfoque nunca utilizado en la literatura existente. El sistema de localiza-
ción se divide en dos sub-tareas diferenciadas: por un lado, análisis de la ambigüedad
del caso específicamente tratado y estimación aproximada de la localización de la cá-
mara, y por otro, refinado de la localización de la cámara. Esta separacion se debe a
que estas tareas requiere del diseño de algoritmos específicos de muestreo para explotar
en profundidad las características del marco desarrollado El sistema completo, diseña-
do y probado para el caso específico de localización de cámaras en entornos de tráfico
urbano, podría tener aplicación también en otros entornos y sensores de diferentes
modalidades tras ciertas adaptaciones.
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1. Introduction

Visual surveillance has been one of the most active research topics in computer vision
during the last decades, and the enormous interest it arouses in the research commu-
nity seems far from decaying. On the contrary, the civil and military contexts where
surveillance systems are applied appear to expand and multiply: great examples of
such contexts are daily-life security (e.g. in households, buildings, car parking areas,
or banks), safety and management in transport applications (such as crowd flux statis-
tics and congestion analysis in railway and underground stations, airports, and city
roads), safety or quality control in industrial applications (e.g. monitoring of energy
plants) and military information systems (such as strategic infrastructure monitoring
or enemy movement analysis) [68, 143]. The striking terrorist incidents occurred in the
first decade of this century and the subsequent interest in homeland security have but
exaggerated the growth of this field of research [142].
Although the current tendency includes an increasing number of different sources of
information, video is considered as the fundamental modality for surveillance applica-
tions. This consideration is based on two main facts [143]. First, there is an extensive
corpus of works on video processing and visual recognition that facilitates the devel-
opment of visual surveillance systems. And second, the cost of the video sensors is
considerably lower compared to other sensors for a similar area of coverage. This lat-
ter reason is reinforced by the historical evolution of surveillance systems: they were
initially based on close circuit TV (CCTV) and incrementally evolved, in terms of the
degree of assistance given to human operators, according to the emerging technologies
in that period of time.
In fact, most authors consider the availability of CCTV (with acceptable quality) as the
starting point for online surveillance [68, 85, 142, 143]: this breakthrough, happened
around 1960, started what is considered the first generation of surveillance systems
(1GSS). The aim of the 1GSS was to extend human perception capabilities in a spa-
tial sense [143] by making video signals from multiple remote locations available in a
single physical location, the control room, where they could be presented to a human
operator and/or archived. That process was carried out using analog equipment (and
analog communication lines, signal and image processing) throughout the complete
system [142]. The second generation of surveillance systems (2GSS), born around 1980
of the early advances in digital video communications, incorporated digital back-end
components to the already mature 1GSS [85]. Efforts during this 2GSS were mainly
devoted to the development of automated real time event detection techniques, aimed
at assisting a human operator to focus attention at relevant streams and thus easing
and improving the monitoring of large sites with multiple cameras. During this period,
notable advances in sequence segmentation, multiple object tracking, human behav-
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Chapter 1 Introduction

ior understanding and video processing, compression, and transmission were achieved.
However, the developed analysis algorithms lacked the necessary robustness to allow
autonomous surveillance. These limitations were partly a consequence of underlying
processing and transmission systems that were not fully digital yet, which complicated
multi-sensor integration.

The aim of the third generation of surveillance systems (3GSS), whose first steps where
taken around the year 2000, is to develop intelligent visual surveillance systems replac-
ing the passive assistance to video surveillance of the two previous generations. That
is, instead of extending as much as possible the capabilities of human operators for
scene monitoring, the goal of the 3GSS is to accomplish the entire surveillance task
as automatically as possible [68]. This intended step towards complete automation
is, now, technically possible: first, surveillance systems can be built on fully-digital
infrastructures, from sensor level to decision centers; and second (although partly a
consequence of the previous fact), the greatly improved network capabilities in terms
of analysis and transmission allow a large number of sensors, many monitoring points
probably spread geographically [142]. The availability of embedded digital sensors that
can locally process the acquired data reinforces this fact.

In October 2001, the flagship journal of the Institute of Electrical and Electron-
ics Engineers, Proceedings of the IEEE, stemming from the myriad of opportunities
that technological advances offers to surveillance systems, published a special issue
on the 3GSS focusing on “the problems of last generation surveillance systems” and
highlighting “solutions to these problems” [143]. According to that issue, the goals
that the newly introduced processing and transmission technologies make achievable
in the 3GSS can be summarized into three main points: robustness, wide-area surveil-
lance, and autonomous high-level scene understanding. In addition, these goals should
be addressed using low-cost standard components [142]. During the following decade,
many other interesting reviews and studies on intelligent visual surveillance have ap-
peared [58, 68, 78, 85, 142, 156]: they all point out mostly the same challenges for
the new generation of surveillance systems already stated in the special issue of 2001,
which indicates that there is still much to do to consider those challenges satisfactorily
solved. And, interestingly enough, they suggest also the same solutions to them: this
shows that there is a general consensus on the lines of research required to solve them,
and that new proposals and approaches following such lines are needed.

According to the authors, one of the main issues compromising system robustness is
the inherent inability of individual cameras to visually track a moving object for a long
period of time [142]: such inability is mainly due to occlusions of all types, namely self-
occlusions, occlusions between different moving objects, and occlusions between moving
objects and background. Experts regard the development of improved dynamic and
static target models as an interesting line to eliminate correspondence errors that occur
during tracking multiple objects, but widely agree that the most promising practical
method for addressing occlusion is the use of multiple overlapping cameras to reduce
the portions of the scene without direct visibility [68, 85]. As for wide-area coverage,
it seems obvious that a single camera does not suffice to monitor a large realistic
scenario: instead, networks of non-overlapping cameras [78], or networks deploying
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non-overlapping clusters composed of multiple cameras [58], are considered essential to
this end. Therefore, the 3GSS must handle a large number of geographically spread
resources.
Autonomous scene understanding needs, obviously, robust low-level processing units;
however, it also requires more elaborate information on the targets in the scene and
on the scene itself than that usually provided by individual sensor modules. Authors
highlight the great potential of multi-sensor networks as well in this task: more specif-
ically, they point out the interest of multiple information sources from different spatial
locations and of different sensors on the same monitored area. In the former case, the
coordination of physically-sparse knowledge requires mapping of observations into a
meaningful, and possible common, coordinate frame. For this reason, geo-registration
mechanism for sensors, such as Global Positioning System (GPS), are considered of
fundamental importance to situational awareness, scene comprehension and task as-
signment [142], as well as to measurement fusion and tracking across cameras [68].
In the case of multiple sources providing simultaneous readings on the same area,
and although the interest in multimodal networks is undoubted [143], vision-based
3D tracking is considered a key approach to high-level judgment; it has been even
used to address complex object movements such as wandering around, shaking hands,
dancing, and vehicle overtaking [68], thanks to its great possibilities in terms of spatial
position estimation. This type of processing brings powerful possibilities but also poses
new challenge such as parameterized object modeling, occlusion handling, and, mainly,
practical cooperation between multiple cameras.
This thesis addresses, thus, the two most promising lines of research devised by the
experts to meet the requirements of the 3GSS in terms of robustness, wide-area surveil-
lance and high-level scene understanding: these lines are 3D tracking within clusters
of overlapping cameras and automatic geo-registration of sensors for sparse sensor
surveillance [115]. The studied tasks present specific challenges and needs that require
an individual treatment and specially-designed solutions (which justifies the separation
of this thesis in two separate parts): however, the solutions proposed for both tasks
use Bayesian estimation as a general unifying framework. This choice is motivated by
the natural ability of that framework to combine multiple noisy and unreliable sources
of information about the parameters to estimate, and by the great possibilities it offers
in terms of practical operational methods [9, 82, 171].

1.1. Outline of the document

The body of this thesis is divided into two independent parts addressing the two re-
search lines on visual surveillance previously described: 3D tracking using multiple
calibrated cameras with overlapping fields of view (FoVs) and automatic vision-based
camera positioning. Each part has been written as a self-contained, independent unit.
They appear in the order just mentioned and comprise, respectively, chapters 2 and 3
and chapters from 4 to 7.
Chapter 2 contains a thorough analysis of the state of the art in statistical tracking
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methods and specific multi-camera tracking techniques, and highlights the conclusions
on the needs of existing multi-camera methods motivating the specific proposed design
for that task. The details of the proposal for multi-camera 3D tracking are presented
in Chapter 3, which also contains its experimental evaluation, the conclusions drawn
from the presented design and the performed tests, and certain considerations on how
the proposal could be extended further in future modifications.
Chapter 4, analogous to Chapter 2, categorizes the existing works on camera and
general sensor positioning, and analyzes their main features, advantages and flaws to
justify the ideas behind the proposed design for automatic sensor positioning. Chap-
ter 5 states with precision the addressed problem, and presents the proposed statistical
framework for sensor positioning from moving object tracks and scene maps. The two
last chapters of the thesis describe the operational details of the proposed system,
divided into two different sub-tasks for an optimal exploitation of the discriminative
properties of the defined statistical framework. The aim of the sub-system presented
in Chapter 6 is to analyze, from scratch, the inherent ambiguity of a provided setting,
and to provide an approximate estimate for the position of the sensor. The sub-system
proposed and detailed in Chapter 7 is aimed at exploiting further the features of the
general framework presented in Chapter 5 in order to improve an approximate sensor
estimate initially provided. Both Chapters 6 and 7 contain the experimental evaluation
of their corresponding sub-systems, and discuss the degree of achievement of the goals
initially defined for them and the most interesting future lines to improve further their
performance.

1.2. Summary of contributions

The main contributions of the first part of the thesis, devoted to multi-camera 3D track-
ing, are summarized in the following points:

Development of a framework for robust 3D tracking of multiple moving targets
in a multi-camera environment assuming standardized 2D measurements cap-
tured from unspecific 2D modules running independently in each sensor node.
The design of such framework draws on existing works for robust tracking from
noisy and unreliable observations (discussed in Chapter 2), based on sequential
Bayesian tracking and statistical association of measurements and tracked targets
conveniently adapted to the requirements of a network of multiple overlapping
cameras and to the assumed standardized measurement format (Chapter 3).
Creation of a rigorous but efficient method for estimating the best association be-
tween 2D measurements reported by multiple cameras and the currently tracked
3D targets. This method, based on the same Bayesian framework developed for
3D tracking and thus totally integrated in the system, performs the necessary re-
formulation of the problem to allow the use of the efficient Hungarian algorithm
to estimate the best association function (Chapter 3).

The main contributions of the second part of the thesis, devoted to automatic sensor
positioning, are summarized in the following points:
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Development of a statistical framework for absolute sensor positioning from re-
ported trajectories of objects moving through a structured scene and a schematic
map of the monitored environment. The developed Bayesian framework based
on map-induced dynamic models for moving objects represents an approach to
camera positioning never addressed before in the literature (Chapter 5).
Creation of a hierarchical sampling process aimed at exploring the complex so-
lution space (with fixed dimensionality) where the probability density of the
position of a given sensor is defined, composed possibly of multiple sparsely dis-
tributed relevant nodes. The sampling process is composed of two levels: the first
one, based on an analysis of the purely geometric consistency between tracks and
map, uses importance sampling to create a proposal distribution to ease the cre-
ation of plausible sensor position hypotheses; the second level uses such proposal
distribution to define the final sampling process, based on the Metropolis-Hasting
algorithm (Chapter 6).
Development of a clustering method aimed at analyzing the inherent ambiguity
of a given sensor setting and the number of possible areas where the sensor
could be located. This method obtains a cluster-based simplification that best
approximates the sample-based representation of the posterior distribution of the
sensor position in terms of the Kullback-Liebler divergence (Chapter 6).
Design and implementation of an optimization technique for efficiently exploring
the joint posterior distribution of sensor position and moving object routes, de-
fined on a solution space composed of multiple sub-spaces of variable dimension-
ality, aimed at improving an initially provided sensor position approximation.
The created technique uses gradient to guide the moves of a transdimensional
Monte Carlo sampling process, which iteratively refines the initial approximate
hypothesis. This behavior makes this second approach a perfect complement for
the first position analysis (Chapter 7).
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Part I.

Multiple object 3D tracking with
overlapping cameras

7





2. Introduction to object tracking
with multiple overlapping cameras

Visual tracking of multiple objects has been, and currently is, a highly active research
topic due to its applicability to visual surveillance and automatic scene understanding.
For this reason, mono-camera tracking has been extensively addressed in the literature,
and many outstanding approaches based on completely different principles have been
proposed with considerable success to this end [68, 184]. However, mono-camera sys-
tems experience two main drawbacks or limitations: they encounter serious difficulties
when addressing persistent severe occlusions of the tracked objects (produced either by
static foreground or by other existing moving objects in the scene), and are not able
to naturally provide a 3D description of the movement of the tracked targets.
Although interesting proposals for severe occlusion handling [189] and for 3D infor-
mation extraction [36, 71, 94] can be found in the literature on mono-camera im-
age processing, both problems are inherent in mono-camera 2D tracking systems, and
are a direct consequence of the unique point of view the observations are captured
from. The increasing interest in tracking systems using multiple cameras with semi-
overlapping FoVs is therefore the logical reaction to these needs since, in principle, the
use of multiple different points of view: 1) reduces the portions of the scene without
direct visibility from any sensor; 2) provides enough geometric evidence on objects to
infer their 3D location and even volume; and 3) incorporates redundant information
on the monitored targets that can be used to improve tracking robustness.
Obviously, the cited potential advantages of multi-camera tracking over mono-camera
systems are only possible if the multiple views can be constructively combined, which
can only be achieved if there is enough available information on the relationship of the
cameras to use the information captured from one camera to enrich the views obtained
from others: the information on the sensors needed to this end is generically known
as calibration. Although color calibration might be needed to correctly match views
from different cameras of a unique real object [74], which is not a minor concern for
multi-camera systems using color to disambiguate between multiple tracking hypothe-
ses, dramatic appearance mismatches between views are not considered in systems
with overlapping cameras. In addition, appearance alone is not considered reliable for
matching due to the intrinsic color resemblance of most objects of interest [193]. In-
stead, in systems deploying overlapping cameras, observations from different sensors are
primarily related through the geometric calibration of the network: this generic term,
applicable to different types of knowledge on the layout of the network [23, 79, 149],
consists of the set of geometric parameters needed to relate the pixel positions of each
view to an external frame of reference (either 2D or 3D) representing the real world, or
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with the rest of cameras in the network (for instance, simple homographies or epipolar
constraints [64], individually or combined with other geometric considerations [186]).
The most complete geometric knowledge possible comprises both the 3D position and
orientation of the cameras and their internal intrinsic parameters [64]. This informa-
tion, often referred to as complete or full calibration, or simply calibration in the field
of multi-camera tracking, makes it possible to establish a 3D frame of reference with
direct relationship to real world coordinates.
This first part of the thesis is devoted to multiple object 3D tracking using multiple
fully-calibrated cameras with semi-overlapping FoVs. To this end, a global system able
to perform robustly over realistic camera networks with moderate transmission capa-
bilities is proposed. The designed system assumes unspecific off-the-shelf 2D processing
modules running independently in each camera of the system, which enables the use of
nodes (cameras) with low computing power and possibly running different individual
2D detection/tracking algorithms; it associates the monocular tracks reported by each
individual node based mainly on geometric considerations but also on color similarity;
finally, the inferred associations are used to estimate the 3D positions of the moving
objects in the monitored scene. The complete proposal is detailed in Chapter 3.
The rest of this introductory chapter justifies the assumptions and decision made during
the design of the proposal. To this end, the state of the art in both generic multiple
target tracking and multi-camera tracking is studied in detail in Sec. 2.1. Finally, as
a result of the requirements and limitations of common surveillance camera networks
and of the possibilities given by the existing works in tracking, the motivations behind
our proposal and its aims are presented in Sec. 2.2.

2.1. Object tracking: related work

This section reviews in detail the strengths and weaknesses of a variety of existing
algorithms and methods relevant to multi-camera multi-target tracking in overlapping
camera networks. For this reason, this review is not limited to previous works ad-
dressing specifically multi-camera tracking, which are discussed in Sec. 2.1.2, but also
includes in Sec. 2.1.1 a study of the possibilities that existing statistical methods for
multiple object tracking with generic sensors offer to multi-camera environments. This
additional analysis enriches the discussion by considering as well algorithms proposed
in other fields, aimed also at integrating noisy and unreliable object readings (of one
single type or even even multi-modal [191]), which is a central problem in the addressed
task.

2.1.1. Statistical inference for multiple object tracking

Visual tracking has been extensively studied in the literature [68], and several ap-
proaches specially adapted to the characteristics of visual sensors have been proposed
to that end. The fact that targets, as observed from a camera, cover a certain 2D extent
and show a series of distinguishable features (such as differently colored or textured
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areas, or salient points), justifies different object representations and related tracking
approaches [184]. Objects can be considered a set of interrelated point features, which
allows target tracking based on point tracking algorithms such as KLT [158], or more
complex algorithms including a coherent motion model for related points [174]. Color
appearance of objects has also been used for tracking. Appearance was initially ex-
ploited using template matching [154], but has been later developed by using instead
more general object color statistics to take into account appearance variability in non-
rigid targets: in this line, the adaptation of the Mean Shift algorithm to tracking using
appearance histograms [34], combinations of them [97], and spatially-enriched versions
of histograms [16], has been proposed. Multi-layered statistical models capturing long,
medium and short-term object features have been studied as well [75]. These previ-
ously cited methods consider a fixed representative shape (namely an ellipse) for objects
to extract their appearance and search their position, but object appearance has also
been used to track the contour of arbitrarily-shaped objects over time: active countours
achieve this goal by using variational calculus to minimize the energy associated with
a given candidate curve [185]. Even classifiers, and more specifically, Support Vector
Machines, have been used for appearance-based tracking in certain environments [11].
Target tracking is a field of special interest to visual applications, but not only to them:
on the contrary, tracking is essential for systems based on radar or sonar readings, and
many of the most powerful approaches proposed for visual tracking were initially de-
veloped for those type of sensors [13, 144]. Although the characteristics of the readings
provided by sensors of different nature usually differ notably (for instance, radar pro-
vides point detections whereas cameras provide observations including usually location
and extension, possibly with color information), techniques designed for other sensing
devices have been often adapted to visual tracking with considerable success [106]. This
is the case of state-space models (SSMs), which arose as the most important paradigm
for multiple target tracking due to the vast possibilities it offers in terms of modeling
and estimation. The practical use of SSMs is even reinforced by the advances achieved
in numerical estimation methods and by the increasing computational power of modern
computers.
SSMs describe (discrete-time) dynamic systems using a state vector containing the
intrinsic variables determining all the relevant aspects of the system under study at
each time step: for instance, multi-target tracking applications usually consider state
vectors listing the state of all the targets registered by the system [122]. The available
observations on the system, providing only limited, noisy and even unreliable informa-
tion on its true state, are expressed independently from the system state in the form
of a measurement vector per time step. State and observation vectors, often denoted
in the literature by x and z, respectively, might not have the same dimensionality, and
they can even vary their dimensionality over time (as in tracking applications with a
variable number of targets [82]): instead, both vectors are related by means of a model
indicating the probability distribution of the observations given the possible states
of the system, which is referred to as observation model (or, alternatively, likelihood
function, if the model is interpreted as a function of the unknown state x for the given
observation z). The time evolution of the system state is indicated by means of a
model, referred to as dynamic model, defined independently of the previous one. The
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xtxt-1 xt+1

ztzt-1 zt+1

Figure 2.1.: Generic graphical model assumed in state-space modeling: first-
order Markov model evolution and observations determined by the true state
of the system at the corresponding time step.

definition of these two independent statistical models allows the use of Bayesian estima-
tion techniques [9], and makes SSMs specially interesting for dynamic system inference
due to its ability to naturally handle the uncertainties involved in the observation pro-
cess. In addition, SSMs provide a general and flexible framework, and a common and
powerful formulation, suitable for a great range of applications and target modeling
approaches. For instance, radar or sonar applications assume point targets, that is,
with neither physical length nor resolvable features [136]: the state vector contains thus
the 2D or 3D position of the target, and possibly its velocity and even acceleration.
Visual applications [47], or radar applications involving high resolution radar readings
or closely spaced objects [52], might also include a parameterized description of the
extent of the targets within x. Moreover, SSMs does not only has been applied to
tracking individually, but also in combination with other tracking paradigms [84, 103].

Usually, the models assumed in SSMs follow the graphical model depicted in Fig. 2.1:
the dynamic evolution of targets is defined as a first-order Markov model according to

xt = ft (xt−1,ut−1) , (2.1)

where xt represents the system state at time t, ut is a random vector (which does not
need to have the same dimension of xt or xt−1), and ft(·, ·) is a possibly non-linear
and time-varying function of the previous system state; and the observation process is
defined using a similar model, which is usually expressed as

zt = ht (xt,vt) , (2.2)

where zt represents the readings captured at time t on the observed phenomena, vt is
a random vector (which does not need to have the same dimension of zt or xt), and
ht(·, ·), like ft(·, ·), is a possibly non-linear and time-varying function of the current
state. Expressed differently: the probability density function (PDF) for system state
evolution and observations satisfy
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These model dependencies allow us to express the posterior PDF p(xt | (zτ )tτ=1) for
the system state xt given all the observations (zτ )tτ=1 captured up to that time step
through the recursive application of Bayes’ theorem, giving the well-known expressions
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respectively referred to as prediction and update equations. The fact that the poste-
rior PDF for xt−1 estimated at the previous step appears in (2.4) and thus implicitly
in (2.5) motivates the name given to this approach: sequential Bayesian tracking or
filtering. Finally, a point estimate x∗t for the system state at each time step could be
obtained from the estimated posterior PDF following different criteria such as min-
imum mean-square error (which corresponds to the expected value) or maximum a
posteriori (MAP) [136].

The obtained posterior PDF p(xt |(zτ )tτ=1) for xt given the available measurements and
the recursive expressions leading to it are of special interest for tracking applications,
since such tasks often require system estimates every time an observation is captured.
Although, for this reason, we restrict our interest to sequential filtering, the estimation
of the posterior PDF for the system state xt from observations captured in posterior
times has also been studied in the literature. This latter approach is referred to as
sequential Bayesian smoothing if it is a batch method using a closed set of data, as
fixed-lag smoothing if it assumes a fixed amount of future observations to express the
posterior PDF for xt, and as fixed-point smoothing if the time step under study is fixed
over time; each variant presents its own algorithms [3].

Unfortunately, the posterior PDF (2.5) cannot be analytically obtained in general
systems. In fact, its exact analytic expression can only be obtained in two extremely
special cases: the first one, referred to as grid-based method, is only suitable for discrete
state-spaces and thus does not apply to most tracking applications [9]; the second
one, referred to as Kalman filter, assumes that both dynamic (2.1) and observation
processes (2.2) are linear and Gaussian, and benefits from the properties of the normal
distribution to provide simple and closed forms for the resulting predicted (2.4) and
posterior (2.5) functions, which under the stated conditions are also Gaussian and can
be described by their mean and covariance matrix, obtainable through simple matrix
algebra.
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The interest of the Kalman filter is enormous, due to its direct application, but also
because it introduces convenient and efficient operational procedures that form the ba-
sis for more complex filters, dedicated for instance to intricate dynamic systems or to
multi-target multi-observation tracking [136]. In fact, the underlying assumptions on
the linearity and Gaussianity of the dynamic and observation processes of the system
do not strictly hold in many cases of interest. Complicated dynamic models like those
including object interaction to restrict joint hypotheses for several targets with phys-
ical extent [82] are common in visual tracking applications, and cannot be considered
strictly linear or Gaussian. Certain observation processes cannot be considered linear
either: in multi-camera tracking, where the observation process involves projections
from the 3D world onto a 2D camera plane, it is clearly not. In those common cases,
non-optimal approximate approaches are used to derive the distributions involved in
the Bayesian filter. Among those, two main groups of approaches can be distinguished.
The first one extends the efficient operational properties of the Kalman filters to non-
linear problems by locally linearizing the involved equations (which justifies why they
are frequently referred to as local approaches): interesting examples of this approach,
suitable for problems of different dimensionality and different degrees of non-linearity,
are the extended (EKF), unscented (UKF) [173] and cubature (CKF) Kalman fil-
ters [8]. The second group of approaches relies on numerical Monte Carlo integration
to compute the involved equations without any assumption on the linearity of the sys-
tem equations or on the Gaussianity of the involved prediction and observation noises.
Although many different sampling algorithms such as sequential importance sampling
and resampling, SIS and SIR [9] or Markov chain Monte Carlo (MCMC) [82] have
been proposed for integral approximation, these approaches are generically referred to
as particle filters (PFs).

Although the growth of the computational power of modern computers reinforces the
use of PFs and other numerical approximations, their performance depends clearly on
the dimensionality of the addressed state vectors, which is an important aspect for
multiple object tracking. Multi-target representation can be addressed within the SSM
approach by considering a state vector describing the state of one single object and
assuming that each mode of the resulting PDF corresponds to a different object. The
main advantage of this approach is the reduced, and constant, dimensionality of the
problem, which has a beneficial effect on the performance of potential sampling meth-
ods for probability distribution representation. However, new mode detection and
mode management require external modules not naturally included in the general
Bayesian approach and, for PFs, specific techniques for a satisfactory representation
of modes need to be used [47]. Moreover, the single-target multi-modal simplification
for multi-target tracking has an unclear statistical meaning. Instead, system state
vectors concatenating one single-target vector per object allow a more natural rep-
resentation of multi-target settings within the SSM approach. This representation
provides a natural starting point for dynamic models considering object interaction
and appearance/disappearance of objects [82, 122]. In this case, the use of numerical
approximations like PFs require specific transdimensional sampling techniques such as
reversible jump MCMC (RJMCMC) [22, 65]. The consideration of a great number of
simultaneous targets results in high-dimensional state vectors, which can decrease the
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performance of the sampling procedures: this problems, although unavoidable, can be
alleviated through the use of Rao-Blackwellization techniques [83].

Realistic systems rely on the observations provided by detection modules prone to er-
rors, which requires a specific treatment. Many different approaches to tracking from
noisy and incomplete measurements within the SSM approach previously discussed
have been proposed in the literature, and many different taxonomies for them are
admissible: however, the first distinction to be made is whether the assumed sensor
provides raw intensity data in a certain sensing lattice where no thresholds or hard deci-
sions have been applied, or individual detections corresponding to individually-inferred
objects extracted from its raw readings. The former observation type, specially inter-
esting when the signal-to-noise ratio (SNR) of the raw sensor readings is not enough
for reasonable detections, is directly linked to the track-before-detect (TBD) approach.
TBD tracking assumes observation models for the whole sensor lattice, including both
noise and target-related signal [20], and proves effective even in extremely low SNR.
However, it implies the use of the whole sensing lattice in the tracking process. Be-
sides, it requires the evaluation of a model for the whole sensing lattice for each system
state hypotheses, which in addition requires the joint consideration of all the assumed
targets.

Alternatively, approaches assuming sensors making hard-decisions and thus reporting
discrete detections can afford much simpler observation and dynamic models, and, in
most cases, they express the final posterior distribution using assumptions and op-
erations similar to the Kalman filter [136]. However, they have no control on the
observations reported by the detector, and need to analyze the possible associations
between detections and hypothesized targets. Such analysis is complicated further by
the uncertain quality of the detections reported by the sensor: potential misdetections
of existing targets and clutter (false alarms) measurements need to be taking into ac-
count by the system. The first attempts to measurement association proposed in the
literature corresponded to single target tracking. The simplest approach, the nearest-
neighbor Kalman filter (NNK), just selects the closest observation (in terms of the
Mahalanobis distance [60]) to the predicted system state at t and uses such association
to perform the usual Kalman processing. This approach contrasts with the probabilis-
tic data associaton filter (PDA), where all measurements are considered potentially
related to the single target under study: they are used simultaneously to obtain the
posterior distribution in the form of a mixture of Gaussians where the contribution of
each measurement is weighted according to the likelihood of such hypothesis. The re-
sulting mixture is finally simplified again into a single Gaussian component by moment
matching. The PDA approach retains the uncertainty on the origin of the available
measurements better than NNK: however, the resulting estimates are less accurate
than the equivalent filter if uniquely the true observation was considered.

The joint consideration of multiple targets and multiple noisy and incomplete mea-
surements adds a combinatorial component to the discussed association problem. The
direct extensions of NNK and PDA to multiple targets share the same main features of
the single-target problem, but are greatly complicated due to the operational processes
related to the consideration of all the potential associations between measurements
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Figure 2.2.: Sample of the rapid growth of the number of branches required
to consider all possible association hypothesis. The example generates target-
oriented hypothesis for only two consecutive time steps, for a reduced set of tar-
gets (squares), and for a limited set of observations (triangles) filtered through
gating (h indicates that the corresponding object is not observed).

and tracks. The multi-target extension of PDA, referred to as joint PDA (JPDA),
integrates all the information captured up to the considered time step into one single
distribution [13]: to this end, like PDA, forms a mixture that considers, simultaneously
(although not uniformly), the right correspondences between observations and targets
and many other wrong possibilities, which is eventually condensed into one single dis-
tribution [83]. Instead, all the possible association hypotheses for the observations up
to the current time step could be evaluated separately so as to use only the corre-
spondences of the best one to perform the tracking estimation at each time step. This
evaluation could be ideally performed within the same general SSM framework de-
scribed by the distributions (2.3) using recursive expressions relying on the evaluations
and tracking expressions up to the previous step: this idea is practically unfeasible
since it would require infinite hypothesis branching to be developed, but is practically
exploited by the multiple hypothesis tracker (MHT) paradigm [144]. MHT admits two
different versions depending on whether targets or observations are used to generate
a limited set of new association hypotheses [12]. Both variants develop sub-routines
for limiting the number of branches to store and evaluate, which would rapidly in-
crease otherwise (Fig. 2.2): such sub-routines are based on measurement gating, target
clustering and branch merging (performed with a sliding window).

A different approach to multi-target tracking from multiple uncertain measurements
makes use of finite set statistics (FISST) to avoid the propagation of complete state
distributions, and to prevent sampling problems for state vectors of high dimensionality
when many targets are present in the scene. To this end, it defines the joint multi-
target state using random finite sets (RFS) and propagates only the first moment of
the posterior distribution (2.5): this representing moment, referred to as probability
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Figure 2.3.: Mutual restriction for the points lying on the ground plane of the
scene from two different given views.

hypothesis density (PHD), encodes the expected number of targets at each region of
the single-target state space and can be directly propagated over time [107]. The
formulation developed for this approach assumes that the RFS state vector follows
a Poisson distribution, and, like in the Kalman filter, the needed equations can only
be analytically derived for linear and Gaussian dynamic and observation models: this
case is referred to as Gaussian mixture PHD (GM-PHD) [179]. If such assumption
does not hold, the reduced dimensionality of the PHD function allows the efficient use
of sequential sampling techniques: this case is referred to as sequential Monte Carlo
PHD (SMC-PHD) [106].

Although the PHD approach is efficient and powerful and provides an estimate of
number of targets in the scene and their states, it does not keep implicit track of the
identity of the retained targets and requires thus external support to this end: this
behavior makes it a filter for the reported set of unreliable individual measurements
rather than a jproper tracking system.

2.1.2. Multi-camera tracking

The works on multi-camera tracking with semi-overlapping FoV can be classified ac-
cording to the geometric information used to relate the views of the different cameras in
the network. Two main groups can be distinguished among them: homography-based
and fully-calibrated camera approaches. Both approaches assume a knowledge on the
geometry of the scene and the camera network that allows the involved algorithm to
refer mono-camera observations to a reference frame, external to the cameras, and re-
lated with the monitored scene (different in each of the two cases): this meaningful
and powerful feature justifies why most existing proposals belong to any of these two
goups [48, 55, 86, 92]. However, other interesting works cannot be classified in any of
the two groups, since they use the geometric information of the camera network to sim-
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ply match observations across cameras, or to enrich the tracking performed from other
points of view. In this line, the knowledge on the limits of the FoV of one camera as
observed from the rest has been used to allow for consistent labeling across sensors [80];
epipolar constrains between pairs of cameras can also be used to restrict the locations
of corresponding observed targets [23], and can allow distributed multi-camera track-
ing [138]; even combinations of different restrictions, derived from the knowledge on
the epipolar geometry of the network, the position of the vertical vanishing point, and
planar homographies for a principal plane have been proposed [186].

Homography-based approaches rely on the fact that the projections of a spatial plane
onto different cameras can be exactly related by means of planar homographies [64].
They assume that 3D objects move on a (horizontal) principal plane, the ground plane,
visible from all the cameras: as the lower parts of the 3D moving objects lie on that
ground plane, their observed position from the different cameras can be referred to a
common reference coordinate system, allowing their subsequent combination [18, 48]
as depicted in Fig. 2.3. Thus, homography-based approaches do not require fully
calibrated cameras, but only the projective transformations relating the observation of
the ground plane from the cameras of the system, which are simpler to obtain (and it
can be done semi-automatically).

Although homography-based approaches produce satisfactory results in many scenar-
ios of interest, they provide limited 3D information about the scene and the tracked
3D targets. Moreover, they are in principle restricted to situations in which all move-
ments take place on a single visible plane. Unlike pure homography-based approaches,
multi-camera tracking systems assuming fully-calibrated cameras can afford more com-
plex and detailed 3D reasonings about object position and shape [92, 113]. Therefore,
3D-based approaches have, theoretically, a greater potential than those based only on
homographies. However, these differences between homography-based and calibrated
camera approaches can be minimized by the use of multiple homographies induced
by the homography of the principal ground plane on planes parallel to it, which can
be estimated through the convenient use of the vertical vanishing point in each cam-
era [81, 167]).

Multi-camera approaches can also be classified according to another criterion: the
degree of autonomy of each camera of the system. In other words: each camera can in-
dependently perform the detection of individual targets, or even a complete 2D tracking
of each observed object, which can be subsequently combined for multi-camera track-
ing through geometric and appearance-based considerations [117]; or, in contrast, each
camera can simply act as a sensor and transmit the completed observed view, conve-
niently processed but without making any decision on the presence of targets in the
scene, to a central node. These latter approaches, related to the TBD tracking sys-
tems described in Sec. 2.1.1, postpone the decision-making until the central node has
gathered the views from all the available sensor [55, 92], and therefore no informa-
tion losses are caused by hard decision made at independent-camera level [81, 167].
Algorithms performing 2D detection or 2D tracking, instead, rely on 2D processing
modules [24, 145], and for that reason their performance is hindered to some extent
by the inherent limitations of mono-camera tracking as discussed previously. However,
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(a) (b)

Figure 2.4.: Visual description of voxel occupancy approaches, for a simplified
situation depicted in (a) (2D world - 1D cameras): (b) voxelization with es-
timated occupancy probability [92]. White: greater probability, black: lower
probability.

the decisions made on the cameras are obviously aimed at extracting the most valuable
information, in terms of tracking, from their point of view: for this same reason, they
efficient encode of the most relevant features observed in each camera and reduce thus
the amount of information transmitted to the central node in the system.

Following the tendency for general tracking applications, statistical inference meth-
ods are extensively used for multi-camera tracking due to their capabilities to handle
multiple uncertain sources of information. Thus, many existing approaches are modi-
fications of the algorithms discussed in Sec. 2.1.1, or adaptations to the specific char-
acteristics of the measurements performed by a network of cameras. Among those,
SSM-based approaches, and more specifically PF, have proved interesting possibili-
ties [48, 86, 120, 167]. To this end, 3D tracking algorithms based on fully-calibrated
cameras usually assume parameterizable models for the shape of the 3D targets, along
with certain corresponding dynamic and observation rules (expressed in the form
of probability distributions), which means that object shape must be approximately
known in advance. For instance, humans are often modeled as vertical cylinders [181],
parameterized using four basic values: height, radius, and ground position (x and y).
However, to estimate object poses with higher precision, more complex 3D tracking
systems use templates with more than 20 degrees of freedom [15]. In contrast, another
interesting approach for 3D tracking using calibrated cameras and direct fusion does
not assume any a priori shape for the 3D objects. Unlike common SSM approaches,
which can be considered generative, the aim of this approach, inspired by shape-from-
silhouette techniques [31, 114], is to ‘segment’ the 3D volume from motion regions
detected by the cameras of the system [42, 92]. This 3D volume probabilistic seg-
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mentation is usually performed by means of the voxelization of the scene: once done,
3D tracking is carried out by identifying volumetric components in subsequent time
steps (Fig. 2.4). This approach, thus, allows the correct tracking and localization of
arbitrarily-shaped objects. However, it requires the voxelization of the whole scene
under study, which is computationally too expensive in relatively large environments
and for acceptable resolution levels.

2.2. Motivation and objective of the proposal

The use of multiple points of view provided by different interconnected cameras with
semi-overlapped points of view opens new possibilities to surveillance systems and
tracking applications. The information captured by the different sensors can allow,
first, a consistent labeling across different cameras [23, 80], which can be used to
extend the coverage of a cluster of cameras outside the FoV of the individual sensors.
Second, it can be used to increase tracking robustness by ensuring a certain global
consistency across the considered views [138]. However, greater possibilities in terms
of scene understanding and also tracking robustness can be achieved if the redundant
and complementary information captured by the cameras is used to infer the relative
positions of the tracked tracks in a frame of reference related to the real world they
live in.

The use of a frame of reference with direct relationship to real world coordinates ex-
hibits two main advantages: dynamic models for moving objects are easier to define
than in image coordinates (since the projection of the objects are addressed in that
case), and occlusion handling can be naturally addressed by inferring the relative posi-
tions of the targets with respect to the cameras. In addition, the obtained results can
be immediately compared and/or complemented with models of the 3D structure of
the scene. Homographies between the image planes of the cameras and the principal
ground plane of the scene have been frequently used to this end. Such homographies can
be obtained through visual methods, for instance using feature matching or trajectory
matching and analysis [93]. This option is simple and useful, but assumes a principal
plane for target movement that could unfortunately not be visible, or not even exist
(for instance, in an indoor environment with different height levels). Alternatively, the
use of the homographies in parallel planes [36] can provide 3D positional estimates in
settings with targets moving in different heights [81, 167]. However, the plane where
each observed pixel belongs to is in principle unknown, so the approaches assuming
parallel plane homographies need, specifically, moving object detections performed by
each camera to infer the possible 3D volumes occupied by objects. Finally, complete
camera calibrations provide more flexible information on the geometry of the camera
network, which can be used in a practical manner to obtain 3D estimations from both
2D detected regions (as parallel plane homographies) and point correspondences.

As described in Sec. 2.1.2, and although there are very interesting exceptions concerning
distributed algorithms [168, 138, 139], one aspect that most multi-camera approaches
have in common is that they are centralized: that is, the final 3D position estimation
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is performed in a central node where the views from all cameras, or a convenient sim-
plification of their views, converge; there is where all the reasonings about coherence
between different points of view are performed. For this reason, centralized approaches
assuming very detailed information from each view are often unfeasible, since their
operation would require nodes with transmission capabilities (and thus energy require-
ments) beyond those of usual sensor networks (for instance, wireless networks). This
problem can be handled by performing certain on-site 2D analysis on the streams di-
rectly captured by each camera of the system, in order to transmit only a reduced
and simplified description of the captured observations. Interesting options for camera
view simplification are motion detection, resulting in binary [167] or probabilistic [81]
detection masks, or 2D detection or tracking processes running individually in each
node, resulting in individual inferred targets [24, 122].

At the same time, a camera network can be composed of extremely diverse nodes,
ranging from the simplest smart cameras [25, 54] to powerful embedded systems, with
completely different computing capabilities. Thus, the complexity of the 2D analy-
sis that could be performed by each individual camera can drastically vary from one
specific network to another, and even more, from certain nodes to others in the same
network. For this reason, a simple standardized format for the output of the 2D pro-
cessing modules running in each node and for the input of the central 3D processing
node, suitable for a great range of 2D modules of different complexities, would be
extremely interesting. With the definition of such a format, the complete system for
3D tracking could benefit from 2D observations obtained with the maximum quality
affordable by each camera (whose final presentation must obviously follow the defined
standard). In addition, standardized 2D observations could allow the use a great range
of unspecific off-the-shelf 2D processing modules such as, for instance, detectors of dif-
ferent types of objects of interest (typically, people [182] or vehicles [178]) or complex
2D trackers (object-dependent [165, 180] or not [82, 105]).

In this line, we propose a centralized system for multiple 3D target tracking for a
network of multiple fully-calibrated cameras with semi-overlapping FoVs, which report
their individual measurements on the scene using a very schematic standardized for-
mat. The definition of the this standard assumes that individual cameras are able to
isolate their observations of the objects of interests over time. It consists of a 2D point
related to a representative 3D position (representating well enough the location of the
3D object of interest) and a simple color descriptor per isolated target view, with no
information on the correspondence between detections performed by a camera in sub-
sequent time steps: such a simple standard can be satisfied by general detectors and
trackers (by discarding consistent labeling information), but also by moving object
detection algorithms if a certain post-processing module for target isolation and sum-
marization is included [188]. The assumed description of the individual 2D detections
is schematic enough to be transmitted in a real network at a reasonable framerate for
tracking applications. The scheme of the proposed architecture is depicted in Fig. 2.5.

Obviously, the input to the 3D processing module is standardized but the quality of the
reported 2D measurements is not: 2D observations obtained through robust 2D track-
ing systems [41] could provide high-quality positions (since they might be designed
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Figure 2.5.: Depiction of the standardized observation process of the proposed
3D tracking system: cameras performing different 2D analyses transmit the
standard measurement format for 2D observations to the central node.

to overcome some of the problems of mono-camera processing such as object inter-
occlusion), whereas simpler 2D processing could report of false detections and often
miss true objects. On the other hand, information captured from different cameras,
and thus from different points of view, is available: the cameras can be regarded as
complementary sources of incomplete information, analogous to different modalities
used for multi-modal tracking [105, 191]. Therefore, the sequential Bayesian tracking
framework described in Sec. 2.1.1, and, more specifically, the approaches addressing
noisy and unreliable individual target observations, appear as a powerful environment
where all the characteristics of the task under study can be addressed and exploited.

The observation process for 3D targets from the individual cameras is non-linear: there-
fore, multi-camera 3D tracking from 2D readings, modeled using the rules of the se-
quential Bayesian framework, cannot assume linear observation models and thus the
simplifications used in the Kalman filter formulation cannot be applied. The alterna-
tive for that convenient operational method are numerical approximations such as PFs,
which, although powerful and useful, have an impact in terms of computational cost
and memory requirements in the system. An additional feature of the addressed task,
differing from the usual working conditions of other tracking applications, is the number
for different sources of information (the cameras of the system). This aspect conditions
the analysis of the different association hypotheses that could be established between
reported 2D measurements and tracked targets, since the total number of potential
global hypotheses cannot be addressed by a practical system unless convenient simpli-
fications are performed. In order to improve system efficiency and estimation accuracy,
the proposed approach avoids the enumeration and condensation of the potential asso-
ciation hypotheses, typical of JPDA approaches. Instead, it follows an approach that,
as MHT, considers only the best association hypothesis to estimate the distribution
of the state of the current 3D targets in the scene. As in MHT, the best association
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hypothesis is sought using the MAP criterion: however, the existence of several input
sources forces the system to, first, restrict hypothesis branching to one single time step
(the step of the currently reported measurements), and second, perform specific sim-
plifications to transform the global association problem into individual sub-problems
for each camera that can be solved using efficient well-known optimization techniques
(such as the Hungarian algorithm).
The proposal for multiple 3D object tracking using multiple semi-overlapped cameras
running unspecific 2D processing modules is specialized and illustrated for a specific
type of moving targets: humans. Although the proposed approach is general enough
for a greater range of moving objects, such as instance vehicles or animals, the choice
of certain parameters in the system is greatly improved if the specific static and/or
dynamic features of the objects of interest are taken into account: for instance, certain
details of the interaction model between targets, or more importantly, the choice of the
representative 2D and 3D points describing the complete position of objects, should
clearly differ between different types of targets. People have been chosen due to their
special interest in monitoring and surveillance applications. The type chosen motivates
the selection of head positions as the representative point describing the complete
position of the moving targets since, as reflected in the literature, heads are more robust
to common occlusions than other descriptors such as centroids or foot position [24,
117] and can be efficiently extracted using 2D processing techniques [165, 188]. The
performance of the resulting approach for pedestrian tracking is tested in both indoor
and outdoor settings and using 2D measurements of different quality levels, proving the
ability of the proposal to robustly track multiple simultaneous and closely interacting
targets from unreliable and noisy 2D observations.
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3. Multi-camera 3D tracking from 2D
mono-camera observations using
Bayesian association

In this chapter, we present a robust multi-camera 3D tracking method that assumes
unspecific 2D moving object detection systems working independently in each camera
of the network, and whose object observations are reported very schematically to a
central node responsible for the 3D tracking itself: these loose requirements imposed
on both the processing and transmission capabilities of the cameras allow the operation
of the proposal in real surveillance networks. The descriptions reported individually
by the cameras are smartly combined by a Bayesian association algorithm based on
geometry and color whose result is subsequently feed into a particle filter-based 3D
tracking module that provides the final 3D object estimates. The conducted tests
show the excellent performance of the system, even correcting possible failures of the
2D processing modules.

3.1. Problem statement

Let a set of M≥2 cameras, denoted by ci, i ∈ IC ={1,. . . ,M}, be placed so they have,
at least, pairwise partially overlapping fields of view. Let these cameras be calibrated
with respect to the scene [148, 149], with their intrinsic parameter matrix Kci and their
extrinsic parameters cci (optical center) and Rci (absolute 3D rotation with respect to
the frame of reference of the scene) explicitly available [64].

Let the objects of interest in the scene have a ‘representative 3D point’ describing with
sufficient precision and stability the 3D pose of a target. Examples of representative
points could be: the 3D centroid, for general objects; feet position for pedestrians,
or, more generally, the central bottommost point for targets distributed vertically; or
head position, or, more generally, the central topmost point of the object. Let the
moving targets also show a reasonably similar appearance from all usual points of
view in surveillance camera networks (that is, camera optical axis pointing slightly
downwards, making an angle between π/2 and 3π/4 with the upward direction).

Let each camera have certain capabilities for local processing, probably very limited
but possibly not, but enough in any case to propose a tentative set of isolated moving
objects present in the scene at each time step t, and to extract the following schematic
description for each of them:
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1. A ‘representative 2D point’, intended to represent the projection of the chosen
representative 3D point of the object, obtained from the features observed from
the camera point of view.

2. A normalized color histogram.
Let Zcit = (zk,cit )k∈Kcit , K

ci
t = {1, . . . , Kci

t }, denote the set of Kci
t 2D objects reported by

each camera ci at time t, where each individual object description is zk,cit = (hk,cit ,Ak,ci
t ),

where hk,cit and Ak,ci
t are, respectively, the representative 2D point and the normalized

color histogram for the proposed 2D object. More specifically, we assume normalized-
RGB histograms considering only r and g channels, since b is redundant, and with 8 bins
per color. And let each camera ci, with possibly very limited transmission capabilities
as well, be able to transmit the schematic descriptions Zcit of the Kci

t observed objects
to a central node, aware of the calibration of the all the cameras of the system and
responsible for fusing the information acquired from the M cameras in the system.
Note that, although the processing capabilities of the camera could make 2D tracking
(explicit consistent labeling of the observations over time) possible, it is not assumed
by the system.
The aim of the system, located in that central node gathering the observations Zt =
(Zcit )i∈IC reported by the cameras, is to perform robust and fully automatic (object
initialization included) 3D tracking of multiple objects from the schematic, and possibly
often unreliable, 2D observations reported by the objects. Therefore, the 3D fusion
of the 2D observations reported by each individual sensor, performed using mainly
geometric reasonings but also helped by color considerations based on the histograms,
must be able to use the inherent redundant and complementary information provided
by the cameras to obtain robust 3D tracks from inputs that are simple and possibly
prone to errors.
Since the inputs required by the central node are stated in such a general and simple
way, the mono-camera processing performed independently in each camera of the sys-
tem has hardly restrictions. Therefore, different mono-camera processing approaches
could be performed locally in each camera, ranging from connected region analysis per-
formed on moving object detections [14] or simple detectors, to complex multi-object
2D trackers [104], on the only condition that both 2D position and normalized color
histogram for each detected object at each frame are provided. Although the quality
of the reported 2D observations would have an impact on the quality and robustness
of the final 3D tracking, the fusion system is aimed at providing satisfactory results
even from unaccurate and unreliable inputs.
Without any loss of generality, in the rest of the chapter (including the tests presented
in Sec. 3.6), devoted to pedestrian tracking, the topmost central points of objects or
head positions, are used. The motivation for this choice instead of centroids or feet
positions, is clear. Centroids, the preferred feature for geometrical consistency cal-
culations [57], strongly depend on the shape and size of the 2D support used for its
calculation: for this reason, for a certain given 3D object, extreme variations of the
observed 2D centroid positions could be encountered due simply to static foreground
occlusions and missing object parts, which happens often in typical indoor environ-
ments such as offices or households (usually because of the furniture); therefore, great
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differences between observed 2D centroids and the projections of the corresponding
3D object centroids may occur. For the same reason, bottommost object points are
not practical either. The head position maximizes therefore the stability under the
most common foreground occlusions encountered in practical surveillance situations
and, in the case of pedestrians, corresponds to a clearly delimited 3D area of reduced
extent, improving geometric reasonings. In addition, if the scene has a principal ground
plane where the objects move and with know position, both object position and height
can be inferred by projecting the estimated 3D head position onto it.

3.2. Proposed Bayesian formulation and system
overview

Let us assume that Nt−1 different 3D objects, respectively identified using the elements
of the ordered set Jt−1 ⊂ N (with |Jt−1| = Nt−1), have been correctly tracked up to time
step t−1. Let Xt−1 = (xjt−1)j∈Jt−1 be the characteristics of the said objects, where xjt−1 =
(hjt−1,Aj

t−1) contains both the 3D head position hjt−1 and the appearance Aj
t−1, encoded

as a normalized color histogram, of the object identified as j ∈Jt−1. In Sec. 3.3.2 the
time evolution ḣjt−1 of the head position is included, for convenience, as an auxiliary
variable within the definition of xjt−1; this additional variable is irrelevant in the rest of
definitions and discussions and is thus ignored until its justification and use.

Let us assume that the said tracking information is provided statistically in the form
of a posterior PDF p(Xt−1 | (Γ∗τ ,Zτ )t−1

τ=1) for the 3D objects given the all the observa-
tions (Zτ )t−1

τ=1 available in the system up to time t−1 (the meaning of the symbol Γ∗τ will
be justified later). More specifically, let us assume that the main properties of the said
posterior are represented by a set {w(s)

t−1,X
(s)
t−1}Ss=1 of samples, obtained using importance

sampling techniques [17] and valid for capturing the main statistical properties of the
original distribution.

Let us also assume that all the same objects tracked at time t−1 stay in the scene at
time t: then, Jt=Jt−1 (and obviously Nt= |Jt|=Nt−1), and the state of the objects in
the system at t can be encoded as Xt=(xjt )j∈Jt , where, again, xjt = (hjt ,Aj

t). Our aim is
to estimate the posterior PDF for Xt, given the observations Zt = (Zcit )i∈IC captured at
time t for all the M cameras in the system, and given also all the observations (Zτ )t−1

τ=1
provided in the previous time steps.

However, as usually in systems on multiple object tracking assuming isolated object ob-
servations [136], the correspondence between each one of the individual measurements
zk,cit ∈ Zcit provided by each camera and the tracked objects Xt is unknown a priori. Let
us denote by Γt = (Γcit )i∈IC the global association function at t, where Γcit indicates the
correspondence between the measurements Zcit reported by camera ci and the tracked
objects Xt. We assume, like for instance [59] and unlike other works on mono-camera
tracking [41, 83], that 1) each object can only generate one observation (in our case,
in each camera) at each time step and that 2) each observation can be generated at
most by one real 3D object: thus, the space ΘΓcit

of association functions for camera ci

27



Chapter 3 Multi-cam 3D tracking from 2D using Bayesian association

CAM  1

CAM M

2D object
detection/tracking

2D object
detection/tracking

Bayesian Data
Association

Bayesian 3D
Tracking

Current 3D
tracking informationSystem state 

prediction

Addition/deletion 
of targets

Figure 3.1.: Block diagram of the proposed system.

at time t can be formally defined as the set of all possible pairs Γcit = (J ci
t , γ

ci
t ), where

J ci
t ⊆Jt and γcit is an injective mapping satisfying

γcit : J ci
t ⊆Jt −→ Kcit
j∈J ci

t 7−→ γcit (j) . (3.1)

This definition implicitly includes occluded and/or invisible objects (xjt with j /∈J ci
t ),

and also possible observations caused by non-registered objects or by clutter (mea-
surements in Zcit with index not included in the image γcit (J ci

t ) ⊂ Kcit of the injective
function). Recursive tracking methods such as JPDA list all possible hypotheses for Γt
and obtain the posterior PDF for Xt as a weighted combination the tracking results
for them [59, 190]. Therefore, this kind of approaches “contaminates” the best possi-
ble correspondence with other hypotheses. Instead, we propose the estimation of the
posterior PDF for Xt given uniquely the best association function Γ∗t , in terms of pos-
terior probability, given all the observations up to t. We perform the estimation of the
optimal association Γ∗t ∈ΘΓt = ΘΓc1t

× · · · × ΘΓcMt
at its corresponding time step and

propagate forward the decision made: thus, we define the optimal correspondence as

Γ∗t = arg max
Γt∈ΘΓt

P
(
Γt |Zt, (Γ∗τ ,Zτ )t−1

τ=1

)
. (3.2)

And, analogously, the desired posterior PDF for Xt is conditioned to the fixed optimal
associations (Γ∗τ )tτ=1, that is, p( Xt | (Γ∗t ,Zt), (Γ∗τ ,Zτ )t−1

τ=1 ): the estimation of this latter
distribution represents the proper tracking process.
Thus, the 3D reasonings performed in the central node of the system at each time step
can be split into two different levels: first, 2D object observations reported by each
camera are associated to the currently tracked 3D objects; and second, this associa-
tion is used to track the already considered objects, which is performed using a PF
(Sec. 3.5.1). The resulting 3D information is fed back into the system, so as to use
the estimated 3D objects for Bayesian association of 2D observations at the next time
step, as depicted in Fig. 3.1. New object detection is addressed by an external module
specifically designed to that end by inferring new 3D object hypotheses from the 2D
objects reported by the cameras of the system and not matched by the Bayesian asso-
ciation module. This module also addresses the potential disappearance of currently
tracked objects, and is described in Sec. 3.5.2.
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Figure 3.2.: Generic graphical model assumed in state-space modeling: first-
order Markov model evolution and observations determined by the true state
of the system at the corresponding time step.

The expression both association and tracking subsystems rely on are based on the same
decomposition

P
(
Γt,Xt |Zt, (Γ∗τ ,Zτ )t−1

τ=1

)
=

p(Zt,Γt |Xt) p
(
Xt |(Γ∗τ ,Zτ )t−1

τ=1

)
p
(
Zt |(Γ∗τ ,Zτ )t−1

τ=1

) , (3.3)

whose predicted PDF is defined as

p
(
Xt |(Γ∗τ ,Zτ )t−1

τ=1

)
=
ˆ
p
(
Xt,Xt−1 |(Γ∗τ ,Zτ )t−1

τ=1

)
dXt−1

=
ˆ
p(Xt |Xt−1) p

(
Xt−1 |(Γ∗τ ,Zτ )t−1

τ=1

)
dXt−1

≈
S∑
s=1

w
(s)
t−1 p

(
Xt |X(s)

t−1

)
, (3.4)

whose last approximation is based on {w(s)
t−1,X

(s)
t−1}Ss=1, the available particle-based repre-

sentation for p(Xt−1 |(Γ∗τ ,Zτ )t−1
τ=1) obtained as the result of the process at time step t−1.

Both expressions follow the variable relations depicted by the graphical model shown
in Fig. 3.2 (further factorizations, inspired by these models, are considered in the
definition of the observation model p(Zt,Γt | Xt) addressed in Sec. 3.3.1). Using the
factorization (3.3), the expression (3.2) to maximize can be written as

P
(
Γt |Zt, (Γ∗τ ,Zτ )t−1

τ=1

)
=
ˆ
p
(
Γt,Xt |Zt, (Γ∗τ ,Zτ )t−1

τ=1

)
dXt

∝
ˆ
p(Zt,Γt |Xt) p

(
Xt |(Γ∗τ ,Zτ )t−1

τ=1

)
dXt

, (3.5)

and the final posterior PDF, aim of our sequential algorithms, is obtained as

p
(
Xt |(Γ∗t ,Zt), (Γ∗τ ,Zτ )t−1

τ=1

)
∝ p(Zt,Γ∗t |Xt) p

(
Xt |(Γ∗τ ,Zτ )t−1

τ=1

)
. (3.6)
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Figure 3.3.: Detail of the graphical model assumed in our system, correspond-
ing to the relationship between states, association functions and observations
reported by each one of the M cameras.

These similarities justify certain operations shared by both association and tracking
modules, as detailed, respectively, in Sec. 3.4 and 3.5.

3.3. Multi-target and multi-observation model
definitions

The expressions involved in the calculations of the optimal association Γ∗t ∈ΘΓt and
in the final tracking estimation require the definition of both observation and dynamic
models. The definitions must be adapted, first, to the type of observations Zt (inputs)
assumed by the system (and defined in Sec. 3.1) and, second, to the special character-
istics expected for a system composed of multiple interacting objects observed by a set
of sensors with possibly very limited discriminative properties.

3.3.1. Observation model definition

The posterior distributions discussed in Sec. 3.2 assume an observation model p(Zt,Γt |
Xt) considering jointly the observation-to-object association Γt ∈ ΘΓt and the obser-
vations Zt themselves. This model actually involves the observations Zt = (Zcit )i∈IC
captured individually and reported by each camera, and the association functions
Γt = (Γcit )i∈IC of all the cameras: assuming, as depicted in the detailed graphical
model shown in Fig. 3.3, that the observation process of the cameras are conditionally
independent given the true state Xt of the system, we write

p(Zt,Γt |Xt) =
∏
i∈IC

p(Zcit ,Γcit |Xt) =
∏
i∈IC

(
p(Zcit |Γcit ,Xt) P (Γcit |Xt)

)
. (3.7)
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P( )zœFoVci xt
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j
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j1= -

h t
j̟ci( )

Figure 3.4.: Definition of the probability P (z ∈ FoVci | xjt) of an object xjt
in Xt being observed from camera ci, based on the spatial distribution for the
hypothetical projection for object position defined in Sec. 3.3.1.2.

The second equality of this expression factorizes as well the joint observation distri-
bution of each camera (using a simple mathematical identity requiring no additional
assumptions) into two separate factors: P (Γcit |Xt) and p(Zcit |Γcit ,Xt) . This factoriza-
tion (3.7) of the model of each camera, included also in Fig. 3.3, is specially convenient
because it separates two concepts that are hierarchically related: first, the knowledge
on true state Xt, along with the geometric characteristic of each camera, allows the
definition of a certain expected data association Γcit including an expected number of
observed objects and clutter measurements; and next, for a certain hypothesis on Γcit ,
a probability distribution for the measurements Zcit given Xt can be defined as the
product of models for individual observations as

p(Zcit |Γcit ,Xt) ≡

 ∏
j∈Kcit \γ

ci
t (J ciΓ )

pcic
(
zj,cit

)
 ∏
j∈J cit

pciv
(
zγ

ci
t (j),ci
t |xjt

) , (3.8)

where pciv(z | x
j
t ) indicates the prior distribution for the observation of the target xjt

from camera ci, given that it is actually observed from that point of view, pc(z) is the
distribution of a certain clutter measurement reported by camera ci, γcit (j) ∈ Kcit is the
index of the individual measurement in Zcit associated to object xjt under the association
function Γcit hypothesized, and Kcit \γcit (J ci

t ) indicates therefore the observation indices
not corresponding to any 3D target (refer to (3.1) for a clearer understanding of (3.8)).

The following sections details the models proposed for the association functions Γcit ∈
ΘΓcit

, and for both the observations of real objects and clutter. These models are chosen
due to their meaningful representation of the observation process actually carried out,
but also yield a convenient expression for P (Γt | Zt, (Γ∗τ ,Zτ )t−1

τ=1) that motivates the
efficient association process described in Sec. 3.4.
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Figure 3.5.: Transformation of the bidimensional integration for the calculation
of P (z∈FoVci | x

j
t) into a unidimensional evaluation.

3.3.1.1. Association function model

The distribution P (Γcit | Xt) of the possible association functions for camera ci given
the real 3D objects Xt describes the semantic characteristics of a potential set of ob-
servations Zcit = (zk,cit )k∈Kcit before they are captured. These semantic characteristics
include, mainly, the number of individual Kci

t captured, both clutter and real object
observations included, and the correspondence between observation and real object for
the latter.

The definition of such distribution must thus take into account, first, the probability
of each individual object xjt in Xt being observed from camera ci. Let P ci

v (xjt )∈ [0, 1)
denote the said probability, which could be calculated considering possible masking ef-
fects caused by other neighboring objects. However, since in our case the assume that
the detection process is generic and not known a priori, we take a purely geometric
approach: an object xjt is not seen by a camera when its hypothetical projection does
not lie within its FoV, P (z /∈ FoVci | x

j
t), or when it lies within, P (z ∈ FoVci | x

j
t), com-

plementary of the previous one, but cannot be observed for some reason (occlusions or
multiple object proximity, for instance), which happens with a certain fixed probability
Poccluded ∈ (0, 1). Therefore, we have

P ci
v (xjt ) = P (z ∈ FoVci | x

j
t) (1−Poccluded) . (3.9)

The calculation of the probability P (z ∈ FoVci | x
j
t) is intimately related to the distance-

dependent spatial observation model for observed targets detailed in Sec. 3.3.1.2, re-
sponsible also for the spatial component of the model pciv(z | x

j
t ) for observed targets.

The spatial model assumes that objects would be hypothetically observed around the
projection πci(hjt) on the image plane of camera ci (extended outside its FoV if nec-
essary), following a bivariate normal distribution centered at πci(hjt) and of generic
covariance Σ2D: thus, the probability P (z ∈ FoVci | xjt) will be the integral of such
distribution over the FoV of the camera (Fig. 3.4). Such calculation is straightforward,
even for general covariance matrices Σ2D providing equiprobability ellipses not oriented
along the image axis if only one of the limits (horizontal or vertical) is considered. As
shown in [60], a change of variables w = Σ−

1
2

2D

(
z−πci(hjt)

)
, where the matrix Σ

1
2
2D is such

that Σ
1
2
2D

(
Σ

1
2
2D

)T
= Σ2D, transforms the general bivariate normal into a zero-mean and
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identity-matrix covariance distribution, as depicted in Fig. 3.5; the latter can be seen
as the product of two independent unidimensional normal distributions, reducing the
calculation of P (z ∈ FoVci | x

j
t) into a simple evaluation of a Gauss error function.

Let the binary variable vj,cit ∈{0, 1} denote whether the object xjt is visible (vj,cit = 1)
or not (vj,cit = 0) from camera ci. Then, the summation ∑

j∈Jt v
j,ci
t represents the

number of visible objects. Let Cci
t denote the number of observations corresponding

to clutter: obviously, since all the individual measurements in Zcit not associated to
visible objects must be considered clutter, then Kci

t = Cci
t + ∑

j∈Jt v
j,ci
t . Using both

definitions, the distribution of the possible association functions for camera ci given
the real 3D objects Xt can be finally written as

P (Γcit |Xt) =
(
Kci
t !

Cci
t !

)−1

Pc
(
Cci
t

) ∏
j∈Jt

{(
P ci
v (xjt )

)vj,cit
(
1− P ci

v (xjt )
)(1−vj,cit )

}
, (3.10)

where the initial factor accounts for all the possible permutations of∑j∈Jt v
j,ci
t different

objects and Cci
t indistinguishable clutter measurements, and wherePc(Cci

t ) is the prior
distribution for the number of clutter observations captured at time t. The number of
clutter measurements can assumed the result of a certain number of independent events
(individual clutter detections) accross the image: this behavior suggests a Poisson
distribution [137, 146]

Pc
(
Cci
t

)
= (λc)C

ci
t

Cci
t ! e−λc , (3.11)

whose parameter λc indicates, additionally, the mean of the distribution. This choice
proves also extremely useful for the practical association process described in Sec. 3.4.

With the proposed definition for the distribution P (Γcit | Xt) of the association func-
tion Γcit in each camera, along with the factorized expression (3.8) for the observations
given the target states and the association function, the contribution of camera ci to
the total observation model (3.7) is

p
(
Zcit |Γcit ,Xt

)
= p

(
Zcit |Γcit ,Xt

)
P
(
Γcit |Xt

)
= (λc)C

ci
t

Kci
t ! e

−λc

 ∏
j∈J cit

(
P ci
v (xjt ) pciv

(
zγ

ci
t (j),ci
t |xjt

))
 ∏
j∈Jt\J

ci
t

(
1−P ci

v (xjt )
)
 ∏
k∈Kcit \γ

ci
t (J cit )

pcic (z
k,ci
t )

 .
(3.12)

3.3.1.2. Visible object observation model

The definition of the model pciv(z |x
j
t ) for the observation of the target xjt from camera ci,

given that it is actually observed from that point of view, is composed of two separate
factors as

pciv
(
z |xjt

)
≡ pciv

(
h2D |h

j
t

)
pciv
(
A2D |A

j
t

)
,
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where the factor pciv(h2D | h
j
t) corresponds to the spatial observation of the represen-

tative 3D describing the position of the object, and pciv(A2D | A
j
t) corresponds to the

observation of the color features of the observed object. The proposal shares the main
characteristics of the observation model proposed in [120].

Distance-dependent spatial observation model for visible objects �

The definition of the spatial component pciv(h2D |h
j
t) of the observations of the visible

objects is intimately related to the calculation of the probability P (z ∈ FoVci | xjt),
and is based on the definition of a model for the hypothetical spatial observation of
targets on the image plane of the camera, extended outside its FoV if necessary. That
hypothetical distribution, conveniently weighted using P (z ∈ FoVci | xjt) to define a
proper probability distribution inside the FoV (integrating 1), gives pciv(h2D | h

j
t) (see

Fig. 3.4).

The proposed model for the hypothetical spatial observation of targets assumes that
the possible drift between the observation of the head position hj,cit and the exact pro-
jection πci(hjt) of the actual 3D head position is due to a certain spatial uncertainty
of the 3D position hjt itself. This assumption is justified by the fact that the repre-
sentation of 3D targets with non negligible volume using a single representative 3D
point is rather symbolic: the representative 3D position hjt is just a fictitious 3D point
representing geometrically a certain physical volume, but not observable itself (this
reasoning is clearer when head positions are considered). Instead, what we observe
from a certain camera ci will be, at best, the projection of a 3D point close to that
symbolic hjt . We assume that 3D uncertainty to be normally distributed, centered at
the symbolic representative 3D point hjt , with isotropic covariance matrix Σ3D = σ2

3DI3,
where Ik represent the identity matrix of size k.

Therefore, it is necessary to relate that 3D spatial uncertainty to the 2D probability
density function pciv(h2D |h

j
t), which is achieved according to the following reasonings

and approximations. Each 2D position in camera ci image plane corresponds to a ray of
the space: in other words, the 2D point h2D represents all the 3D points projected at it:
so, the probability of hjt being observed at h2D is the probability of actually observing
any position along the back-projected ray for that position h2D. In other words, we
see that we are not actually dealing with 2D positions h2D and their distance from the
projection πci(hjt) of the 3D position hjt , but with spatial directions and angles. In fact,
this would mean establishing a probability distribution on the space of spatial directions
passing through camera ci optical center, that is, on the projective plane P2(R). Thus
pciv(h2D |h

j
t) can be seen as a ‘marginalization’ of the 3D spatial uncertainty previously

described along the direction of the back-projected rays, which form a pencil of lines
passing through camera ci optical center as depicted in Fig. 3.6.

The definition of such radial marginalization would require, among other things, com-
plicate integrals along a pencil of lines through the optical center: this would greatly
complicate the definition and evaluation of pciv(h2D |h

j
t). Instead, we use an approxima-

tion of the described observation process that benefits from the properties of the multi-
variate normal distributions under affine transformations and obtains a more practical
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Figure 3.6.: Spatial observation model based on 3D spatial uncertainty on the
true position of the 3D point observed. It is assumed that projecting orthog-
onally in the direction of the dashed line is equivalent to projecting along the
pencil of back-projected rays (solid lines). The image plane has been drawn
just to clarify its difference with the tangent plane.

distribution on the image plane of camera ci. Let us assume that the angle between the
back-projected ray through the 2D position h2D under test and the line through the
optical center and hjt is small (for the areas of interest of the image under study). This
assumption is not very strong, as the tracked 3D objects will be located far enough
from the cameras and the angles between the rays with significant probability density
are thus very limited: and, in addition, it justifies the substitution of the true perspec-
tive projection of the spatial uncertainty of hjt onto the image plane for an orthogonal
projection on a plane Λ perpendicular to the line through the optical center and hjt
and containing this point hjt , followed by the planar homography indicating how such
plane Λ would be observed from the camera. The approximated spatial observation
process is depicted in Fig. 3.6.

The first step of the process, the orthogonal projection on the orthogonal plane Λ, is
easily addressed through the definition of two orthonormal vectors u,v ∈ R3, orthog-
onal to the line through the optical center and hjt . The orthogonal projection of the
assumed 3D normal distribution indicating position uncertainty on this affine plane
given by u,v and by hjt is then straightforward: since the 3D covariance matrix Σ3D
is assumed isotropic with power σ2

3D, the projection is a bivariate normal distribution
centered at hjt and with covariance ΣΛ = σ2

3DI2. The second step, the observation
of such plane, can be divided into a planar homography H between the plane Λ and
the normalized image plane (that is, for an hypothetical K matrix equal to the iden-
tity), and a final affine transform Kci between the normalized plane and the final image
plane. Unfortunately, the homography H does not exactly transform the projected bi-
variate normal ΣΛ into another normal distribution: however, under the limited angular
differences assumed, a first order approximation around the projection of hjt can be
considered a reasonable affine simplification that does yield a normal distribution ([64],

35



Chapter 3 Multi-cam 3D tracking from 2D using Bayesian association

ch. 5). The expression for such affine approximation would be given by the Jacobian
matrix JH of the non-linear H at hjt : using the notation

cci , Rci =

 rT1
rT2
rT3

 and Kci =
[
LKci tKci

1

]
,

where LKci and tKci represent respectively the linear and translational parts of the affine
transform Kci and the empty entries represent zeros, the Jacobian of H can be written
as

JH =
[
LH tH

1

]
,

where

LH = 1
rT3 (hjt−cci)

[
rT1
rT2

][
u v

]
− 1(

rT3 (hjt−cci)
)2
[

rT1
rT2

]
(hjt−cci) rT3

[
u v

]

and
tH = 1

rT3 (hjt−cci)

[
rT1
rT2

]
(hjt−cci) .

Note that the expression of LH contains the dividing factor rT3 (hjt−cci), directly related
with the distance between hjt and the image plane. The affine approximation JH,
combined with the final transform Kci , gives the final affine approximation JF including
the intrinsic parameters of camera ci

JF =
[
LF tF

1

]
= KciJH ,

with
LF = LKciLH and tF = πci(hjt) = LKcitH + tKci .

Using these approximations on the observation process, the distribution of the hypo-
thetical spatial observations h2D in camera ciof the true object position hjt is defined
as

h2D ∼ N
(

h ; πci(hjt) , Σ2D
)
,

where
Σ2D = LFΣΛLTF = σ2

3D LFLTF .

Using the defined distribution, the probability density pciv(h2D |h
j
t) of the observations

of the visible objects, that is, given that they can be observed from camera ci, is
intimately related to the calculation of the probability P (z ∈ FoVci | xjt) discussed in
Sec. 3.3.1.1 according to

pciv
(
h2D |h

j
t

)
≡

IFoVci(h2D)
P (z ∈ FoVci | x

j
t)
G
(
h2D ; πci(hjt), Σ2D

)
, (3.13)
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Figure 3.7.: Definition of the probability density pciv(h2D |h
j
t) of the observations

generated by visible objects: the distribution of the hypothetical observations
of a target in a certain position with respect to the camera (a) is cropped and
properly scaled to generate a proper PDF within image plane.

where the binary indicator function IFoVci(h) shows whether h lies within the FoV of the
camera or not, G(x ; µ, Σ) represents the PDF of the normal distribution N (x ; µ, Σ),
and P (z ∈ FoVci | xjt) normalizes the total mass of the resulting distribution to 1;
this definition is illustrated in Fig. 3.7. The form of the defined distribution pciv(h2D |
hjt) for two different virtual 3D objects hjt is showed in Fig. 3.8. This figure clearly
indicates that, for 3D objects situated far away from the camera ci, the uncertainty of
its observation will be less than the uncertainty for another object closer to the camera.

Appearance observation model for visible objects �

Color similarity between modeled objects and observations, although not considered
reliable for object matching on its own [193], is useful in certain situations to disam-
biguate between several hypotheses with similar spatial characteristics. It is specially
interesting when tracked objects have uniform saturated colors, which unfortunately
does not happen often in practice.

Our proposed appearance observation model is based on normalized color histograms.
Although more complicated options have been proposed for generic histogram compar-
ison [28, 164], we simply use the Bhattacharyya distance dB(·, ·), commonly used for
tracking applications, defined in terms of the Bhattacharyya coefficient BC(·, ·) as

dB (A,B) = −ln BC(A,B) , where BC(A,B) =
∑
u∈U

√
a(u) b(u) , (3.14)

where U indicates the set of bins in the histograms, and a(u) and b(u) indicate the
weight in the bin u∈U of the histograms A and B, respectively. We assume that the
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Figure 3.8.: Resulting spatial probability density function for two different
3D objects (indicated as a red circle) at two different distances from the cam-
era: left, 5 meters; right, 10 m. Both objects are situated at 1.75 m above
the ground. Spatial uncertainty, in both cases, have been assumed identical in
every direction and with a standard deviation of 15 cm. Notice that the closer
the object, the higher its uncertainty on the image plane.

Bhattacharyya distance between the color histogram Aj
t of the true 3D object xjt and

that of its 2D view on camera ci, A2D, follows the exponential distribution

pciv
(
A2D |A

j
t

)
≡ αv exp

(
−κv dB(A2D,A

j
t)
)

(αv normalizing factor). (3.15)

The choice of the parameter κv sets the discriminative properties of the distribution:
higher κv result in greater density discrepancies between histograms with a certain
Bhattacharyya distance. In addition, the effect of κv shows a certain dependence on
the number of bins considered for the histogram. The results presented in this work
consider normalized-RGB histograms considering channels r and g sampled using 8 bins
per color, and the chosen parameter for the appearance observation model κv=60.

The role of the scale factor αv in the proposed system, and specially in the association
process, must be taking into account during the definition of the appearance model for
clutter: the relation between them, and how to fix their values, is described in the next
subsection.
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3.3.1.3. Clutter model

Analogously to the model pciv(z |x
j
t ) for the observation of visible target xjt from cam-

era ci, the model for clutter observation considers independent models for the spatial
distribution of the observations and for their appearance according to

pcic (z) ≡ pcic
(
h2D

)
pcic
(
A2D

)
,

where h2D represents the 2D position of the observation and A2D is the reported color
histogram. However, unlike in the factors related to the models created for visible
objects, the models for clutter are aimed at modeling the observation of events whose
characteristics are not know a priori and thus must totally generic.

Spatial observation model for clutter �

It would be possible to propose a spatial model for clutter taking into account which
regions of the image are prone to cause spurious detections: that could be the result
of the analysis of the positions previously reported by the camera. Observation mod-
els using specific clutter analysis have been proposed and used for weighting different
views fused for multi-camera tracking: for instance, Khan and Shah [81], based on
foreground-background separation of the views of the system, use the clutter measure-
ment proposed by Schmieder and Weathersby [153] to this end. A similar approach
could be used to define cluttered areas within the views, rather than cluttered views.
In our proposal, though, this type of analysis is less obvious, since we assume unspecific
detectors/trackers in each individual view. We assume, thus, that there is no available
prior information on the positions where clutter measurements might appear. We
assume thus a non-informative prior distribution, and, since we assume continuous
coordinates in the problem, the spatial distribution for the clutter measurements is the
bidimensional uniform distribution

pcic
(
h2D

)
≡ 1

HciWci

defined only within the FoV of the camera, where Hci and Wci represent, respectively,
the pixel height and width of the camera frames.

Appearance observation model for clutter �

Analogously, since we cannot know a priori the color distribution of clutter mea-
surements (unless certain analysis based of previously reported observations is per-
formed), pcic (A2D) is defined as a non-informative prior: that is, a uniform distribution
pcic (A2D) ≡ αc on the space of possible histograms. We need to define the specific value
for such constant density αc and for αv, as we explain next.
Note that the normalizing factor αv of the model (3.15) for observed color histograms
of visible targets would have no influence when comparing different hypotheses for
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existing objects, since the same factor equally applies to them all. However, the nor-
malizing factor αv is required when the clutter model is considered, in order to conduct
meaningful comparisons between hypothesis from both types (as required during the
association process detailed in Sec. 3.4).

The calculation of the factors αc and αv could be addressed in two different manners.
If real-value normalized histograms (relative frequencies) were considered, the compu-
tation of accumulated probabilities would require the definition of a manifold structure
compatible with the considered metric for the space of histograms [29].Alternatively,
the normalized histograms can be quantized assuming a minimum probability quan-
tum. In this case, it is required to list all possible histograms (for the considered
number of bins and probability quantum), as αvshould be set to ensure that the prob-
ability accumulated by all potential histograms sum to one. One the other hand, αc
would simply be the inverse of the total (finite) number of possible histograms. Let
us assume a structure assuming B bins and a probability quantum 1/Q, where Q∈N
represents the number of quanta to assign to the bins. The total number of histograms
can be calculated as the number of Q-combinations with repetitions from a set of B
elements, and is thus given by the multiset coefficient((

B
Q

))
=
(
B +Q− 1

Q

)
= (B +Q− 1)!

(B − 1)!Q! .

Thus, even for large probability quanta, a huge amount of calculations would be re-
quired to obtain αv, which, in addition, should be actually done for each specific target
appearance Aj

t under test. To give an idea of the number of required calculations
for the same normalized-RGB histograms with r and g channels with 8 bins per color
(B = 64) assumed for visible object appearance, a probability quantum of 1/128 would
span more than 1051 possible histograms; a larger size of 1/64, more than 1037; and
even a size of 1/32, rather coarse for the task under study, would still span more than
1025 histograms.

Therefore, the scale factors αv and αc are fixed following an approach that, although
inexact and heuristic, suffices for the purposes for our system. We need an appearance
observation model for visible targets pciv(A2D |A

j
t) that 1) provides probability values

clearly above the uniform level given by the clutter model pcic (A2D) for 2D measurements
corresponding to the considered 3D target and 2) values below αc, or with similar levels,
for measurements generated by targets with appearance clearly differing from Aj

t . To fix
the scales, thus, we analyze the typical values of the Bhattacharyya distance, defined
in (3.14) and basis for the appearance model defined in (3.15). We generate, from
existing multi-camera tracking databases, a reduced data set of pedestrian observations
from different views. We use these observations to extract values of the Bhattacharyya
distance for both correct and incorrect pedestrian matches: we calculate the average
distances for both subsets of pairs, and denote them by dRB (“right”) and dWB (“wrong”),
respectively. Finally, the scale αv is fixed arbitrarily, and αc is fixed as the value
provided by the model pciv(A2D |A

j
t) (with the fixed αv) for observed histograms A2D

at a distance (dRB+dWB )/2 from Aj
t : thus, different values for αc would be obtained for

different values of the parameter κv.
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3.3.2. Dynamic model definition

The dynamic model p(Xt |Xt−1) reflects the relative confidence on each potential state Xt

for the system at time step t for each given state Xt−1 at the previous step. The de-
veloped Bayesian formulation (Sec. 3.2) assumes that all the objects present in the
scene at t−1 stay at t, and that no new objects appear at t. This assumption is
obviously limiting and unrealistic and does not reflect a general monitored setting:
however, it is practical and convenient for defining a dynamic model with fixed di-
mensionality (avoiding thus transdimensional sampling considerations [122]), and can
be compensated by including a specific module, external to the Bayesian formulation,
addressing new object detection and disappearing targets (Sec. 3.5.2). Moreover, the
proposal assumes that the statistical properties of the appearance of moving targets
remain unchanged, and thus p(Xt |Xt−1) involves only the dynamical evolution of the
representative 2D position hjt of each object xjt .
In addition to the previously stated assumptions, the purely spatial evolutionary model
p(Xt |Xt−1) chosen for the proposed system assumes that the positions of the targets
at time t are influenced by their own inertia but also by the positions of the rest of
objects. The definition of p(Xt |Xt−1) captures these assumptions through the use of
potentials [82], and is defined according to

p(Xt |Xt−1) ∝
( ∏
j∈Jt

pf
(
xjt |xjt−1

) )( j1 6=j2∏
j1,j2∈Jt

ψ
(
xj1t ,xj2t

) )
, (3.16)

where the factors pf (xjt | xjt−1) represent the evolution that individual objects would
experiment if they were free of interactions, and where the pairwise potentials ψ(xj1t ,xj2t )
restrict the behaviors that targets can exhibit in the vicinity of other moving objects.
An individual spatial model based on inertia maintenance can be easily defined by
including object velocity ḣjt ∈ R3 within the description of the spatial state of the
object. This new auxiliary vector state is not involved in the observation process
described in Sec. 3.3.1, but is exclusively kept to allow the convenient definition

pf (xjt |xjt−1) ≡ G
(

(hjt , ḣjt) ; µhjt
, Σhjt

)
δ
(
Aj
t − Aj

t−1

)
, (3.17)

whereG(x ; µ, Σ) represents the PDF of a normal distributionN(x ; µ, Σ) and δ(A− A0)
is a the Dirac delta generalized function defined for histograms. The mean vector for
target position and velocity is defined as

µhjt
=

 I3 I3

I3


 hjt−1

ḣjt−1

 ,
and the covariance matrix as

Σhjt
=

 σ2
hI3

σ2
ḣI3

 ,
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Figure 3.9.: Profile of the defined potential function ψ(xj1t ,xj2t ) for an unidimen-
sional case for different values of βψ. The position hj1t of one object of the pair is
depicted at distance zero to visually show the correspondence between relative
target separation and the value of the potential function.

where σ2
h and σ2

ḣ represent, respectively, the power of the isotropic prediction noise for
object position and velocity. In the presented expressions column vectors are assumed.

The definition of the pairwise interaction potential ψ(xj1t ,xj2t ) could consider incompat-
ibilities between objects velocities, which would be reasonable and practical for certain
types of objects having great inertia such as vehicles. We consider only restrictions
on the joint positions hj1t and hj2t and propose a model aimed at discouraging state
hypotheses involving objects that could overlap physically. The system assumes, for
simplicity, an explicit description of the spatial features of the 3D targets consisting
only of a 3D point hjt (and also velocity, for convenience): however, the proposed defini-
tion for the interaction potential ψ(xj1t ,xj2t ) between two objects takes into account that
the typical targets considered in visual monitoring (for instance, pedestrians, animals
or vehicles) have a certain physical extent, approximately known in advance. So let
us assume that targets are, approximately, vertically oriented, and that they present
a certain rotational symmetry around the vertical axis, and that their dimensions in
their horizontal vxy and vertical vz dimensions are approximately known. Under those
assumptions, we propose the differentiable potential function

ψ
(
xj1t ,xj2t

)
≡ 1− exp

{
−1

2
(
(hj1t − hj2t )T V−1 (hj1t − hj2t )

)βψ}
, (3.18)

based on a direction-dependent measure of distances similar to Mahalanobis distance,
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3.4. Bayesian association between tracked objects and 2D observations

modified by the additional exponent βψ controlling the slope of the function, and where
the matrix V, defined as

V ≡


v2xyI2

v2z

 ,

encodes the prior information on the size of objects: vxy represents object diameter in
any horizontal direction, and vz its height. The profile of (3.18) for three values of βψ
and for different object distances (relative to their size v) is depicted in Fig. 3.9, which
graphically shows how ψ(xj1t ,xj2t ) decreases as objects get closer but hardly affect for
distances that do not involve object overlap.

The expression (3.16), with the definitions for the freely-moving object dynamics pf (xjt |
xjt−1) defined as (3.18) and without potentials, would represent a proper probability
density function. However, the inclusion of the pairwise potential functions reduces
the density of the system states involving too close targets. Therefore, the true scale
of p(Xt |Xt−1), different for each given state Xt−1 at time t−1, is considered unknown.

3.4. Bayesian association between tracked objects and
2D observations

Each time step t, each camera in the system reports the information Zcit = (zk,cit )K
ci
t

k=1
captured individually on the scene in the format described in Sec. 3.1. This information
contains measurements that actually correspond to existing and currently tracked 3D
targets, but contains as well measurements caused by certain zones of the monitored
with movement or changing appearance, and also incorrect measurements due to the
performance limits of the processing performed in the camera. In addition, the cor-
respondence to the reported observations and the real objects is unknown. Since the
observation model defined in Sec. 3.3.1 assumes that the observations in each camera
corresponding to each object are known, it is necessary to infer the association Γ∗t
between observations and targets to correctly complete the tracking process.

The Bayesian association process finds the best global association function Γ∗t ∈ ΘΓt
following the maximum a posteriori (MAP) approach, as stated formally in (3.2). As
shown by (3.5) and (3.6), the expressions required in the association step and in the
tracking process are very similar: however, Sec. 3.4.1 justifies why the evaluation of
the probability of a given association needs further simplifications that diverge from
the importance sampling method used for updating the tracking information once the
best association Γ∗t has been found and fixed (Sec. 3.5.1). The operational details of
the association process are detailed in Sec. 3.4.2.
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3.4.1. Evaluation of the probability of a potential association

The evaluation of the posterior probability (3.5) for a certain association function Γt
under test uses the predicted distribution (3.4). The approximation of that prediction
is defined using the set {w(s)

t−1,X
(s)
t−1}Ss=1 of particles obtained at the previous time step

to represent the posterior distribution p(Xt−1 |(Γ∗τ ,Zτ )t−1
τ=1), and consists in the weighted

summation of dynamic model terms p(Xt | X(s)
t−1) whose scale is known and different

for each sample X(s)
t−1, s ∈ {1, . . . , S}. Thus, as detailed more in Sec. 3.5.1 during the

description of the final tracking process, a new set {w̄(l)
t ,X

(l)
t }Ll=1, of weighted particles

is obtained as a representation of the predicted p(Xt |(Γ∗τ ,Zτ )t−1
τ=1).

The use of such set of particles in (3.5), along with the factorization (3.7) of the multi-
camera observation model, yields the (proportional) approximation

P
(
Γt |Zt, (Γ∗τ ,Zτ )t−1

τ=1

) ≈∝ L∑
l=1

{
w̄

(l)
t

∏
i∈IC

p
(
Zcit ,Γcit |X

(l)
t

)}
(3.19)

for the posterior probability of a given Γt. This expression, however, is not practical
enough for the association process: although the multi-camera observation model is
defined as the product of factors involving individual contributions, (3.19) cannot be
factorized similarly.

For this reason, we include an additional simplification aimed at easing the association
process. We will assume that the state of the system at t can be predicted from
p(Xt−1 | (Γ∗τ ,Zτ )t−1

τ=1) with total accuracy, and let it be denoted by X̃t=(x̃jt)j∈Jt . In this
case, the distribution for the association function Γt is

P
(
Γt |Zt, (Γ∗τ ,Zτ )t−1

τ=1

) ≈∝ ∏
i∈IC

p
(
Zcit ,Γcit | X̃t

)
, (3.20)

where the contribution of each camera appears as a separate factor. Under this as-
sumption, thus, the search of the best global association function Γ∗t ∈ΘΓt is equivalent
to the search of Γ∗t = (Γ∗cit )i∈IC , where

Γ∗cit = arg max
Γcit ∈ΘΓci

t

p
(
Zcit ,Γcit | X̃t

)
. (3.21)

This behavior is extremely convenient and is essential for the creation an efficient search
algorithm for the optimal Γ∗t like the one proposed in Sec. 3.4.2: thus, for convenience,
we operate as if the existence of such X̃t were possible.

In practice, a reasonable point estimate X̃t can be found from the predicted distribution
p(Xt |(Γ∗τ ,Zτ )t−1

τ=1), whose particle representation {w̄(l)
t ,X

(l)
t }Ll=1 is already available since

it is necessary for the final tracking process described in Sec. 3.5.1. Different point
estimators, corresponding to different estimation criteria, are possible: the sample
average, corresponding to the distribution expectation minimizing the mean squared
error, is practical and appropriate and thus is used in the proposal.
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Figure 3.10.: Extended matrix representation of the mono-camera observation
model to maximize, composed of 4 different submatrices. Black entries represent
(ideally) null factors, intended to prevent certain correspondences.

3.4.2. Search of the object-observation association

The search of the best association function Γ∗cit ∈ ΘΓcit
for the observations Zcit re-

ported by camera ci benefits from the definitions for the observation models chosen
in Sec. 3.3.1, responsible for the compact expression (3.12) for the contribution of
camera ci to the total observation model. Using it, and taking into account that the
association process assumes a hypothetical state X̃t fixed for all hypotheses Γcit ∈ ΘΓcit

,
the argument to maximize in (3.21) can be written as

p
(
Zcit ,Γcit | X̃t

)
= p

(
Zcit |Γcit , X̃t

)
P
(
Γcit | X̃t

)
∝

 ∏
j∈J cit

(
P ci
v (xjt ) pciv

(
zγ

ci
t (j),ci
t | x̃jt

))
 ∏
j∈Jt\J

ci
t

(
1−P ci

v (xjt )
)
 ∏
k∈Kcit \γ

ci
t (J cit )

(
λc p

ci
c (z

k,ci
t )

) .
This final rewriting benefits from the fact that the set of indices of non-matched ob-
servations Kcit \γcit (J ci

t ) has, obviously, Cci
t elements, and is essential for the search

algorithm detailed next.

Expression (3.12) divides the necessary calculations for each possible association func-
tion Γcit into three groups of factors: those corresponding to observed targets and their
corresponding measurement (j ∈ J ci

t ), those targets that are not seen and thus do not
have any associated measurement (j ∈ Jt\J ci

t ), and those measurements that are not
associated to any target and then are considered clutter (j ∈ Kcit \γcit (J ci

t )). The number
of appearing factors, therefore, vary depending on the specific Γcit considered: as an
example, an associated pair (xjt , z

γ
ci
t (j),ci
t ) involves only one factor, in the first group; if
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Figure 3.11.: Bipartite graph, resulting from the problem representation de-
picted by the matrix in Fig. 3.10,Extended matrix representation of the mono-
camera observation model to maximize, composed of 4 different submatrices.

they appeared separated under a different association function Γcit , they would spanned
two factors instead, one modeling the invisibility of the object and another modeling
the effect of a clutter measurement. Moreover, all targets and measurement appear
once and only once, and their contribution to the total observation model depends
exclusively on which group they belong to and not on other considerations related
globally to Γcit . These facts suggest the creation of a data structure containing all
factors needed to the evaluate (3.12) for every possible Γcit ∈ ΘΓcit

.

For operational reasons, it is convenient to interpret the search of the best association
function Γ∗cit ∈ ΘΓcit

as a classical assignment problem, consisting in the minimization
of the additive cost, or maximization of the additive profit, derived from the pairwise
association between a certain number of agents and tasks. This problem, which can be
expressed using bipartite graphs, can be efficiently solved using the well-studied Hun-
garian method [90] or other related variants. In order to express our association prob-
lem in such terms, we inject Kci

t virtual targets representing “clutter generators” ck,
k ∈ Kcit , each one dedicated exclusively to one observation, and Nt virtual measure-
ments representing “occluded objects” on, n∈ {1, . . . , Nt}, each dedicated exclusively
to one existing 3D target. The addition of these virtual nodes allows us to create the
square matrix depicted in Fig. 3.10, containing all the multiplicative factors needed to
evaluate the probability of every potential association function Γ∗cit ∈ ΘΓcit

: the loga-
rithm of the elements of that matrix can thus be seen as the additive (profit) weights
of the bipartite graph shown in Fig. 3.11 and therefore be used to find Γ∗cit by means
of the Hungarian method.

The created matrix is composed of four different blocks or sub-matrices, denoted re-
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3.5. Final tracking process

spectively by A, B, C and D (Fig. 3.10). Sub-matrix A corresponds to targets assigned
to observations, and contains all possible combinations. Sub-matrices B and C are
square and contain, respectively, the contributing factors for non-assigned measure-
ments and non-assigned targets: since these possibilities are represented by dedicated
virtual states for each observation and target, B and C are ideally diagonal (due to opera-
tional limitations related to logarithms, zeros are substituted for low values, compared
to the valid entries). Finally, sub-matrix D contains 1 in all its entries, not having
therefore any direct effect on the resulting association probability. Two additional op-
erations on this matrix are required to apply the Hungarian method to obtain the best
association function Γ∗cit ∈ ΘΓcit

: first, the logarithm of its elements must be calculated
to obtain additive profit weights (Fig. 3.11), which also requires appropriate limits for
the ideally null entries of the original matrix so as to obtain bounded profit values; and
second, non-negative weights must be ensured by adding a uniform level to all resulting
weights.

3.5. Final tracking process

Once the best association function Γ∗t ∈ ΘΓt has been obtained, that is, once the corre-
spondence between certain measurements reported by the cameras and the Nt currently
tracked objects Xt=(xjt )j∈Jt has been established, we incorporate the information pro-
vided by the new evidence to obtain the updated distribution p( Xt |(Γ∗t ,Zt), (Γ∗τ ,Zτ )t−1

τ=1 )
for the system state at t. This distribution is represented by a set of weighted sam-
ples {w(s)

t ,X(s)
t }Ss=1, obtained through a combination of MCMC and importance sam-

pling techniques, capturing its main statistical properties: this process is detailed in
Sec. 3.5.1.

However, the proposed association + updating approach does not naturally address the
appearance and disappearance of targets in the scene, since the considered dynamic
model considers, for convenience, that all the existing objects at t−1 stay at t. The
ability to detect/add new targets to the system and to delete existing ones is provided
by the dedicated module described in Sec. 3.5.2.

3.5.1. Bayesian 3D tracking of current objects

The posterior distribution p( Xt |(Γ∗t ,Zt), (Γ∗τ ,Zτ )t−1
τ=1 ) for the system state Xt at time t,

given all the available observations and best association functions up to that time step,
follows the expression (3.6): thus, it is (proportional to) the product of the predicted
distribution p(Xt |(Γ∗τ ,Zτ )t−1

τ=1) and the observation model p(Zt,Γ∗t |Xt) with the optimal
association Γ∗t fixed. We address the prediction step using a specific method based
on MCMC sampling to obtain a sample-based representation for the predicted distri-
bution, and apply importance sampling principles to incorporate the new information
captured at t, with Γ∗t included, in the final update step.
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Prediction step �

As developed in (3.4), the integration in the expression of the predicted distribution
can be approximated through the use of the set {w(s)

t−1,X
(s)
t−1}Ss=1 of particles representing

the final tracking information p(Xt−1 |(Γ∗τ ,Zτ )t−1
τ=1) at the previous time step. As a result,

an approximation for the predicted PDF is obtained in the form of a sum of S weighted
terms of the type p(Xt |X(s)

t−1), corresponding to the dynamic model defined in Sec. 3.3.2
as (3.16).
However, the inclusion of the potential functions ψ(xj1t ,xj2t ) representing object inter-
action makes that the dynamic model p(Xt |X(s)

t−1) can only be evaluated up to a scale;
what is more, the corresponding unknown scale factor might differ drastically between
different X(s)

t−1. This fact, therefore, prevents us not only from evaluating the correctly
scaled predicted density p( Xt |(Γ∗τ ,Zτ )t−1

τ=1 ) for a candidate Xt, but also its evaluation up
to a scale: this latter fact prevents the direct use of sequential algorithms for sampling,
since evaluation up to a scale is a common requirement of MCMC sampling methods
based on density comparison.
Fortunately, the unknown scales do not represent a handicap to sample each specific
term p(Xt | X(s)

t−1). We obtain thus a particle-based representation {w̄(l)
t ,X

(l)
t }Ll=1 for

p( Xt |(Γ∗τ ,Zτ )t−1
τ=1 ) in two steps:

1. A set of U equally-weighted samples { 1
U
,X(s)(u)

t } is obtained as a representation
of p(Xt | X(s)

t−1) for each sample X(s)
t−1 for the state of system at time t−1. The

set of samples is obtained by means of the Gibbs sampler implementation of the
Metropolis-Hastings algorithm [5] considering individual targets xjt ∈Xt, j ∈Jt,
in turns.

2. The final representation for the predicted distribution is set as a unequally-
weighted combination of the {w̄(l)

t ,X
(l)
t }Ll=1, where the total number L of samples

for the representation of the predicted distribution is L = S U , and where the
sample and weight with index l=(s−1)U+u (1≤s≤S, 1≤u≤U) are, respectively,
w̄

(l)
t = 1

U
w

(s)
t−1 and X(l)

t =X(s)(u)
t .

Update step �

The final posterior distribution is expressed in the update equation (3.6) in terms of
the predicted distribution p( Xt |(Γ∗τ ,Zτ )t−1

τ=1 ), which is represented using the weighted-
particle set {w̄(l)

t ,X
(l)
t }Ll=1 previously described. We use importance sampling [17] to

adapt the weights of the particle-based representation for the predicted distribution in
order to capture the statistical properties of the posterior.
Using the available representation for the predicted distribution, it is straightforward
to obtain an analogous weighted-particle representation { ¯̄w(l)

t ,X
(l)
t }Ll=1 for the poste-

rior p(Xt | (Γ∗t ,Zt), (Γ∗τ ,Zτ )t−1
τ=1) using the same particles {X(l)

t }Ll=1 proposed during the
prediction stage but with normalized weights set as

¯̄w(l)
t = 1

¯̄Wt

w̄
(l)
t p(Zt,Γ∗t |X

(l)
t ) , where ¯̄Wt =

L∑
l=1

(
w̄

(k)
t p(Zt,Γ∗t |X

(l)
t )
)
,
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to capture its specific statistical properties. The factors p(Zt,Γ∗t |X
(k)
t ) correspond to

the observation model described in (3.7), where the contribution of each camera can
be evaluated using the compact expression provided by (3.12).

The discussed procedure indicates how to obtain a set of L = S U samples { ¯̄w(l)
t ,X

(l)
t }Ll=1

representing the posterior distribution of the system state at time t, but two final
questions involving the evolution of the state distribution remains. First, we initially
assumed that the distribution p(Xt−1 | (Γ∗τ ,Zτ )t−1

τ=1) at time t−1 was represented by a
set {w(s)

t−1,X
(s)
t−1}Ss=1 of S particles, not L: it is straightforward to limit the propagated

particles to a constant number S by randomly drawing S samples from the obtained
set { ¯̄w(l)

t ,X
(l)
t }Ll=1. And second, a point-estimation for the system state at time t, and

not a representation of its distribution, is probably needed: as in the evaluation of
the probability of a given association function discussed in Sec. 3.4.1, and although
different point estimators corresponding to different estimation criteria are possible,
our proposal simply calculates the sample average from the complete weighted set of
L particles obtained.

3.5.2. Detection, elimination and re-identification of 3D objects

The modification of the number of tracked 3D targets is not addressed implicitly by the
Bayesian approach already presented, but explicitly using a dedicated module. Like
the update module, it is included after the Bayesian association process, and analyzes
the inferred associations in order to decide whether there is evidence for the appearance
of new 3D objects in the scene or for the disappearance of any of the objects assumed
present at that time.
The results inferred by this module are used to modify the updated tracking information
estimated by the corresponding Bayesian tracking module described in Sec. 3.5.1. The
combined result is fed back into the system (Fig. 3.1) to repeat the whole association
and tracking process at time step t+1.

Detection of new 3D objects �

The Bayesian association module decides which individual observations reported at
time t by the cameras in the system are caused by actual 3D targets considered by
the system and, as a consequence, which measurements have an uncontrolled origin.
These uncontrolled detections could have been caused by certain background regions
in the scene with special characteristics (objects with minor periodic movements such
as trees, reflecting areas or zones undergoing illumination changes [37, 157]), and be
actually clutter: however, they could have been also caused by actual 3D targets not yet
registered in the system. For this reason, we consider the non-associated measurements
as potential views of new 3D objects entering the scene.
The analysis of the non-associated measurements in Zt = (Zcit )i∈IC is performed using
purely geometric considerations, and it is assumed that only one object could enter
the scene at each time step t. Potential 3D targets are sought among all the pairs
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(zki,cit , zkr,crt ), where i, r ∈ IC , i 6= r, and where neither of both measurements have
been associated (ki ∈ Kcit \γcit (J ci

t ) and kr ∈ Kcrt \γcrt (J cr
t )). A score measuring its degree

of geometric consistence is assigned to each pair: a list Lt with the best B pairs at
time t is stored, including, for each pair, a candidate 3D position calculated through
triangulation using the direct linear transform (DLT) algorithm [64]. The proposed
score corresponds to the distance between the back-projected rays corresponding to
the two observations of the pair, which can be easily calculated, for non-parallel pairs
of rays, as the dot product between the (vector) displacement between the optical
centers cci and ccr of the involved cameras and the unit perpendicular direction to
both rays, obtainable using the cross product between their respective directions (if
they are not parallel).

An analysis of the lists (Lτ )tτ=t−F+1 of best candidate objects for the last F frames
provides one single candidate at each time step t. This candidate corresponds to the
set of candidate positions, one per each one of the F lists, that has a minimum average
distance between consecutive steps: the search of this candidate is performed using a
shortest path search on the resulting trellis graph. If such candidate has an average
distance lower than a certain spatial threshold, it is considered as an existing 3D target
and is incorporated to the set of tracked objects Jt from that time on. Correspondingly,
the position of such new target at time t, and its filtered velocity taken from its positions
in the last F frames, are incorporated into the estimated particle set {w(s)

t ,X(s)
t }Ss=1

representing the posterior distribution p(Xt |(Γ∗t ,Zt), (Γ∗τ ,Zτ )t−1
τ=1).

Once the decision on the existence of a new target has been made, its histogram is fixed
as the average of the color histograms of the corresponding observations supporting it
at the moment of the decision. This color histogram is kept unchanged during the
lifespan of the target.

Elimination of 3D objects �

Currently tracked objects xjt , j ∈ Jt, not appearing in the association functions Γ∗cit
of the cameras of the system do not have evidence to update their predicted position
over time: however, their position can be still predicted. Usually, target observations
from two different cameras are needed to reasonably restrict the prediction uncertainty
on the position of the object over time, but the developed framework is able to handle
objects with evidence in one single camera, or even in none of the cameras of the
system.

The measurements reported by the cameras are considered, in general, unreliable. For
this reason, we do not eliminate objects that have no support at one time step or
during a certain set of steps since that this situation might occur often. Instead, we
continue to estimate the evolution of all objects, supported by evidence or not, over
time, and analyze their marginal distribution p(xjt | (Γ∗t ,Zt), (Γ∗τ ,Zτ )t−1

τ=1) at each time
step: an object xjt , j ∈ Jt, is considered lost if its marginal distribution exhibits an
excessive uncertainty that would make successive estimates for its state meaningless.
More specifically, we uniquely analyze the uncertainty of the positional components hjt
of each object xjt , disregarding velocity. To evaluate whether the positional uncertainty
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of an object is excessive and whether therefore it must be considered lost or disappeared,
we analyze the (continuous) entropy H(hjt) of the marginal distribution for hjt . If the
estimated entropy H̃(hjt) is above a certain threshold (discussed next), the retained
information on the object is considered insufficient: in that case, the object is eliminated
from the index set Jt and from the sample-based set {w(s)

t ,X(s)
t }Ss=1 representing p(Xt |

(Γ∗t ,Zt), (Γ∗τ ,Zτ )t−1
τ=1).

We estimate H̃(hjt) from the weighted-particle representation {w(s)
t ,hj,(s)t }Ss=1 (obtained

directly through the marginalization of the original set {w(s)
t ,X(s)

t }Ss=1) using the max-
imum likelihood estimator [112] of the entropy, which can be expressed as H̃(hjt) ≡
HN (Shjt

), where Shjt
represents the sample covariance matrix, calculated from the avail-

able samples as

Shjt
=

S∑
s=1

w
(s)
t

(
hj,(s)t − h̃jt

) (
hj,(s)t − h̃jt

)T
, with h̃jt =

S∑
s=1

w
(s)
t hj,(s)t ,

and where
HN (Σ) = 3

2

(
1 + ln (2π)

)
+ 1

2 ln |Σ| (3.22)

represents the entropy of a 3D normal distribution with generic covariance Σ. The
threshold for such entropy can be fixed in terms of the matrix V defined in the dynamic
model definition (Sec. 3.3.2), since V is related to the spatial extent of the objects
and thus can also be used to define admissible uncertainties relative to target size
(remember that the elements of V are set using the expected diameters of the tracked
objects in each dimension). We set a rather conservative threshold by considering that a
hypothetical positional distribution with covariance V would clearly indicate that track
is completely lost: since the normal distribution is the probability distribution with
maximum entropy for a given covariance matrix [147], we establish that object tracking
is lost when H̃(hjt) > HN (V). Finally, taking into account the assumed estimator
for H̃(hjt), and given that the expression (3.22) monotonically increases with |Σ|, the
criterion for detecting tracking losses can be simply stated as

∣∣∣Shjt

∣∣∣ > ∣∣∣V∣∣∣.
3.6. Experimental validation

This section demonstrates the performance of the proposed system for multi-camera
multi-object tracking based on unspecific detectors running independently in each sen-
sor. Although the proposed framework and estimation procedures are in principle
generalizable to a broader variety of targets, there are certain details that need to be
adapted to the specific moving object type and setting under study. For instance, the
choice of the representative 2D and 3D points for observations and targets discussed in
Sec. 3.1, or the positional and kinematic parameters assumed by the dynamic model
proposed in Sec. 3.3.2. The discussed tests are devoted to pedestrian tracking due to
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Figure 3.12.: Two frames from two respective cameras and sequences showing
the 2D reprojected results of the 3D tracking system (for fixed cylindrical rep-
resentation of 3D targets). (a) Frame from INDOOR-2, camera 4, showing the
position estimate for a target modifying its height. (b) Frame from INDOOR-4,
camera 1, showing the identity and reprojected volume of 4 moving targets.

its special interest in surveillance systems, and, for this reason, head positions have
been considered. The only tracked feature is thus a 3D head position hjt per object
(and its corresponding velocity ḣjt for convenience), an abstract point with no physical
extent: however, for display purposes only, people are modeled as vertical cylinders
with fixed dimensions whose axis upper point is hjt . The dimensions considered for the
creation of such cylinders are the same used in the definition of the shape matrix V of
the pairwise potentials for object interaction (Sec. 3.3.2).
Several indoor and outdoor sequences composed of multiple calibrated cameras (and
with radial distortion corrected before processing when necessary) are used for testing
the performance of the proposal. The four considered indoor sequences, labeled as
INDOOR-1 to INDOOR-4, correspond to the same representative indoor scenario: an
office. This environment, shown in Figs. 3.12 and 3.13, consists of a room with two
entrance doors and office furniture (including tables with computers, chairs, cabinets
and bookcases) and 4 monitoring cameras, completely calibrated, placed in the topmost
corners of the room. The used indoor sequences depict different situations such as
target crossing, close interactions, and entrance and disappearance of objects, and
contain a number of simultaneous people ranging from 1 to 6. As for the considered
outdoor settings, two sequences from two different databases are considered. The first
one, the sequence “manu1” of the SCEPTRE data set [1], corresponds to a soccer
match monitored with 8 different cameras: Fig. 3.14 shows 4 of them. It contains 22
players (11 per team), and the 3 referees (principal and assistant referees): however,
one goalkeeper and one assistant referee are not visible from more than one camera
and are thus not suitable for multi-camera tracking. The second outdoor data set is
the sequence “S2.L1” from the PETS-2009 data set [2]: it consists of a crossroads and
15 people passing by, monitored using 8 cameras. However, view 2 is unavailable (since
it is kept for cross validation), and view 4 is not used following the recommendation in
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Figure 3.13.: Result of the 3D tracking system for the sequence INDOOR-3
using the blob-based 2D detector: virtual bird’s-eye view for the scene is
shown. Motion detection masks for each camera are shown, with individual
blobs marked in different colors and with reported 2D head positions marked
as red crosses.

the own website of the data set (due to framerate instability): the 6 different cameras
finally used are shown in Fig. 3.15.

The same parameters are kept for all sequences in the presented results. The ma-
trix V encoding object size (and used in the definition of the pairwise object interaction
terms, Sec. 3.3.2, and in the detection of lost objects, Sec. 3.5.2) assumes vxy = 0.6 m
and vz = 1.7 m, respectively. The spatial noise power considered for visible objects
(Sec. 3.3.1.2) is defined in terms of the horizontal diameter of objects as σ3D = vxy/2,
and the parameter of the Poisson distribution modeling the number of clutter mea-
surements at each step (Sec. 3.3.1.3) is set to λc = 4, a moderate level appropriate in
principle for the chosen sequences. As for the color appearance models for visible ob-
jects and clutter, target color appearance is modeled using normalized color histograms
of size 8×8 considering only the channels r and g (since b is redundant); the param-
eter κv and the factors αv and αc assumed in the experiments are those discussed in
Sec. 3.3.1.2 and Sec. 3.3.1.3, respectively. Interaction potentials consider in the dy-
namic model discussed in Sec. 3.3.2 assume βψ=2. S=100 samples are considered for

53



Chapter 3 Multi-cam 3D tracking from 2D using Bayesian association

CAMERA 2 CAMERA 3

CAMERA 4 CAMERA 8

6

61

1

13

13

4

4

10

10

11

11

3

3
7

7

14

14

8

8

Figure 3.14.: Tracking results for the outdoor sequence from SCEPTRE. Repro-
jected cylinders for all tracked objects are shown for 4 of the 8 cameras used by
the system.

posterior distribution representation, and U = 50 samples are generated for predicted
distribution representation from the component corresponding to each particle repre-
senting the posterior (Sec. 3.5.1). The module for new object detection discussed in
Sec. 3.5.2 uses lists Lt for the last F = 10 frames, with 20 candidate points each. In
addition, although the tests presented in this section correspond to the specific param-
eter values just stated, different tests with differing parameter sets around these have
been also run: the obtained results show similar tracking performance for a great range
of parameter values, which indicates that the proposal has not a great dependence on
the specific parameter tuning.

Two different approaches are followed to test the performance of the system. The first
one uses, as the starting point, the 2D_tracking ground truth for the moving objects
visible from each camera. That ground truth, consisting of manually annotated time-
evolving bounding boxes, is used to generate the observations reported by the cameras
in the format assumed by the system: the central upper point of the bounding boxes
at each time step are used as 2D head positions hk,cit , the area covered by the box is
used to extract the corresponding color histogram Ak,ci

t , and the resulting measure-
ments zk,cit = (hk,cit ,Ak,ci

t ) are reported without any reference about the labeling of the
corresponding bounding box over time. The performance of the system with reference
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Figure 3.15.: Tracking results for the outdoor sequence from PETS-2009. Re-
projected cylinders for all tracked objects are shown for the 6 cameras used by
the system.

data is satisfactory, and the system proves able to automatically handle target ap-
pearance/disappearance and provide accurate estimates for object positions like those
showed in Fig. 3.12. In the sequence from SCEPTRE, however, certain initial over-
load is observed: this behavior is caused by the presence, from the first frame of the
sequence, of 22 existing targets that need to be detected by the system, which requires
a number of operations that are avoided once the registered objects are associated
to their corresponding measurements. The association process for already registered
objects, however, proves efficient even for a high number of 3D targets, as shown by
sequence PETS-2009 (and by SCEPTRE, once the targets have been detected and
incorporated to the system). The performance of the system has been also tested with
the inclusion of a certain loss probability (<0.1) for correct observations, and with the
generation of (random) clutter measurements (up to 5 measurements per camera and
frame): tracking results are similar to those obtained for uncorrupted reference data,
which shows the ability of the proposal to robustly handle unreliable input data.

The second approach to performance assessment assumes a rather pessimistic 2D de-
tection process for each camera, possibly too pessimistic in terms of the number of
incomplete and erroneous reported measurements, but useful to check the performance
of the proposal. That simple 2D processing consists in a binary moving object de-
tection algorithm with subsequent connected blob detection to isolate individual mea-
surements. The binary masks are obtained by thresholding the result of a probabilistic
background modeling algorithm [14], post-processed using morphological operations to
increase the spatial consistency of the final masks. The top-most pixel of each blob
is reported as a 2D head positions hk,cit , and the histogram Ak,ci

t obtained within the
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corresponding blob is reported as its color appearance. In this case, frequent misdetec-
tions are suffered, since all objects with overlapping projections onto the image plane
of one camera appear merged, and clutter observations caused by false detections of
the background moving object detector are frequently reported (see Fig. 3.13). Results
obtained in these conditions for the indoor sequences show that the proposal is able
to correctly handle severe errors of the 2D detectors in that controlled situation: both
association and detection algorithms show an excellent behavior, as shown by Fig. 3.13.
In the two outdoor sequences considered the 2D processing module produces a great
number of long duration misdetections: the result of this deficient input is correctly
addressed by the association module, but results in frequent tracking losses in the 3D
tracking module. These losses are rapidly corrected by the detection module when ob-
servations corresponding to such lost objects are reported in later time steps, but the
identity of the tracked objects cannot be consistently kept in those cases, as depicted
by Fig. 3.14 for the SCEPTRE sequence.

3.7. Conclusions and future work

We have proposed a robust multi-camera 3D tracking system able to locate and track
multiple interacting objects in the 3D world. The system, designed specifically as
a lightweight and versatile application, assumes a centralized processing node that
works on simple schematic descriptions of the observations performed by each camera.
These descriptions consist uniquely of a representative 2D point and a normalized color
histogram per observed object. The assumed simplified format makes the proposal
suitable for real networks with nodes with low transmission capabilities due to power
consumption or low bit rate. Moreover, it also allows the use of unspecific off-the-shelf
2D processing methods in the cameras (given that the final input format consisting of
point plus histogram is satisfied), and even the use of different methods in each camera,
which could have different computational capabilities.
The proposal is based on a Bayesian approach that separates the processing for each
time step into two different hierarchical levels: first, the association between the ob-
servations reported by the cameras and the previously tracked 3D targets; and second,
the tracking process itself, which is greatly simplified once the associations have been
established. The association is formulated as a MAP estimation of the best associa-
tion function linking 3D objects and observations, and relies on an observation model
including both measurements and association functions and capturing the inherent un-
certainty of the observation process for multiple closely-interacting objects. It achieves
great performance and efficiency by, first, making the necessary simplifications to trans-
form the multi-camera association task into individual association problems for each
camera, and second, rewriting the underlying formulation in the form of a standard
assignment problem that allows the use of the well-known Hungarian algorithm in the
search of best association in each camera. The final tracking process uses the inferred
association functions to estimate the posterior probability distribution of the tracked
objects, which is represented in the form of a particle-based representation obtained
through the combination of MCMC and importance sampling techniques. The treat-
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ment of the potential entrance and exit of 3D objects in the scene is addressed by an
dedicated module that performs automatically based on purely geometric considera-
tions: this choice of an external module helps to keep the two main processing modules
of the system as efficient and simple as possible.
The tests performed on the proposed system show great tracking results for input
data of reasonable quality, and both the association and tracking module represent
a moderate computational cost in all cases and prove themselves suitable for real-
time applications. However, the analysis for newly entered targets, as designed, can
overload the system when it consists of many cameras and they report many non-
associated measurements. This potential problem is a direct result of the exhaustive
checking process assumed by such module, which approximately grows as “number of
non-associated measurements per camera” to the power “number of cameras”. Future
improvements could include methods for discarding clutter measurements to reduce
the number of measurement pairs to check, or semi-randomized search approaches to
avoid the exhaustive check of all the possibilities when the number of clutter obser-
vations is too high. In addition, unlike the performance of the Bayesian association
module, which proves robust in most operation conditions, the tracking module can be
severely compromised by the quality of the reported 2D measurements: too often or
too long misdetections for existing 3D targets can result in tracking losses due to the
lack of evidence. This potential problem cannot be avoided totally, as the system is
directly build on the reported 2D measurements, but can be mitigated by means of an
observation model taking into account that target closeness and inter-occlusions can
cause misdetections, or mixed observations for several objects, in certain cameras. Such
model could avoid 3D tracking losses during certain long 2D misdetections, since the
fact itself of not having any supporting measurement would implicitly restrict the po-
tential 3D positions where the target could be located (with respect to other 3D targets
that could mask it).
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Single camera positioning using maps
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4. Introduction to map-aided
self-positioning for cameras

Recently, automated surveillance, and in particular visual surveillance, has become a
field of great practical interest due to its application in security systems. This interest
has also strongly encouraged the development of tracking algorithms, as the literature
on mono-camera multi-object tracking clearly reflects [184]. However, although simple
monocular applications have achieved satisfactory performance, realistic scenarios such
as buildings, complexes, or towns cannot be covered using one single camera (or sensor
in general), due to both their great extent and point of view limitations (range limits
and/or occlusions). In addition, it is also impractical to cover those extensive scenarios
using only multiple partially overlapped cameras as explored in Part I, or taken it to
extremes, as in [80]. Therefore, efforts are being made to develop algorithms to study
object behavior both across sensors, in networks of multiple non-overlapped cameras,
and outside the their individual FoVs.
Regarding systems deploying multiple cameras, networking and collaborative process-
ing offer promising possibilities for environmental monitoring thanks to the diverse
geographic origin of the captured input data [30]. These possibilities are not limited
to devices working on visual observations (video [7, 53]): on the contrary, sensors of
very diverse modalities such as radio (wireless transmitters [161, 133]) or acoustic sig-
nals (ultrasound [50, 96]) can cover a variety of applications ranging from underwater
navigation to indoor/outdoor surveillance. All these sources can be processed together
if a common context for them is also provided to the network. This context, referred
to as network calibration (recall the purely geometric meaning given to the word “cal-
ibration” throughout Part I), can be of different natures depending on the needs and
requirements of the posterior operations performed on the input data.
Among other possibilities discussed in greater detail in Sec. 2, sensors can be related to
each other by means of the knowledge on their relative position, referred to as relative
calibration, but also through the their position with respect to a common absolute
frame of reference, which in many practical applications could directly be the Earth
or a local map representing a portion of it. Within this context, the knowledge on the
absolute position an individual sensor is also referred to as absolute calibration, since
it allows to enrich and extrapolate its individual observations and give them a global
meaning without the collaboration of additional sensors. For conciseness, we use the
word calibration throughout the rest of this document to refer to sensor positioning.
Calibration is fundamental for several camera applications such as automatic vehicle
guidance, aerial imaging and photogrammetry, and of course for surveillance and mon-
itoring using sensors of all modalities [95]. However, calibration may be unavailable
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in several situations: sensors placed according to a certain geometric plan but without
enough accuracy; devices deployed for older pre-existing networks with no accurate
positional plan (as in CCTV networks) and reused for advanced network processing; or
sensors that needed to be placed randomly [96] (e.g. wireless sensor networks dropped
on hostile terrains). Although GPS-receivers and GPS-based positioning systems are
the obvious solution for this task, they are not viable in all situations: first, GPS
positioning is not possible in environments such as indoor settings or cluttered urban
areas with heavy multi-path signals, or can lack the required accuracy and reliability
for certain applications (errors between 5 to 20 m are frequently reported in urban en-
vironments [140]); and second, sensors planted in previous periods of time and/or for
other purposes (again, such as pre-existing CCTV networks) are not probably equipped
with such an option.

For these reasons, we explore instead visual-based camera self-positioning. Namely, we
propose to this end a new Bayesian framework that uses the observations of moving
objects and a schematic map of the passable areas of the environment to infer the
absolute position (location and orientation) of a given camera. The proposal, described
in detail along this second part of the document, is divided into two different subtasks,
based both on the same general framework and modeling presented in Chapter 5: 1)
ambiguity analysis + position estimation and 2) position refining. The general lines
of the first subtask is detailed in Chapter 6, and the second subtask is addressed in
Chapter 7.

The design of this proposal is inspired by many other previous works addressing network
and sensor/camera calibration listed and discussed in Sec. 4.1 and is justified deeply
in Sec. 4.2.

4.1. Camera and sensor positioning: related work

One of the main practical applications that motivates the development of automatic
algorithms for camera context inference is multi-camera tracking in sparse networks.
Sparse network tracking consists in the maintenance of consistent labels (or identi-
fiers) for moving objects as they pass from the sensing range of one device to another.
Different approaches for object correspondence between cameras are discussed in the
literature, each of them associated to a different type of network calibration required
for its operation.

Certain works perform consistent labeling across cameras using exclusively object ap-
pearance: in this case we can talk about a certain appearance calibration, which
is obtained by carefully modeling and equalizing color differences in different cam-
eras [74, 102]. However, most works rely mainly on geometric or spatio-temporal cues
and not on appearance considerations. The reason for these preferences is that com-
parisons of color observations from different cameras are considered unreliable, due to
illumination and point of view differences, and also due to the intrinsic color resem-
blance of most of the objects of interest [193]. Therefore, most multi-camera systems
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Figure 4.1.: Typical graphical model for network description used in transition-
time modeling algorithms. Transition probabilities can model with accuracy
the observable time delays between entry/exit points within the FoVs of the
cameras of the network.

either use appearance only as a support [73, 61] or even do not use appearance at
all [110, 109].

Non-overlapping camera algorithms relying on spatio-temporal cues admit a classifica-
tion, naturally extendable to sensor networks of different modalities, consisting of two
main groups that we will call respectively transition-time modeling and position-based
algorithms. Transition-time modeling aims to extract the statistical pattern of object
co-occurrences across different regions of the FoV of the cameras (or sensing regions,
in general) and across time, which allows to match the instanced objects reported by
different nodes in spite of lacking any real knowledge on the actual position of the
involved sensors. Unlike them, position-based algorithms require, for their operation,
the knowledge on the absolute position of the cameras, or at least the relative posi-
tions between cameras. This information represents in principle a much more versatile
context for camera observations than transition-time models between sensors.

The principal characteristics of the main works on both transition-time modeling and
sensor position estimation are listed and analyzed in detail in Sec. 4.1.1 and Sec. 4.1.2,
respectively. The strengths and requirements of the analyzed works, specially of those
lying on the latter group, represent the motivation behind our proposal for visual self-
positioning, as discussed in Sec. 4.2.

4.1.1. Transition-time modeling algorithms

Transition-time modeling algorithms represent statistically the main observable fea-
tures of the network. For that purpose, they characterize the network topology by
means of graphical models indicating transition probabilities between cameras [51, 110],
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Figure 4.2.: Simplified sketch showing the limitation of the correlation-based
approaches to transition-time modeling: both correct and incorrect correspon-
dences are considered in the modeling, yielding noisy transition distributions.
Here, Rij represents the correlation between the sequences of observations per-
formed by camera i and j, respectively, and τ the observed time delay between
pairs of cameras.

or between different regions of different cameras [109, 193], taking additionally into ac-
count the time elapsed between disappearances and appearances of objects. A typical
graphical model describing the main observable features of the network is depicted in
Fig. 4.1, where several exit/entry areas within each FoV have been detected, and where
transition probabilities between them have been considered dependent on the elapsed
time delay. The figure shows a model considering only first-order relationships between
cameras, as most proposed algorithms assume, but higher order relationships can also
be taken into account [51].

Transition-time models for camera networks usually deal with observed entry/exit zones
within the FoV of each camera, which are considered as nodes of the resulting network
graphical model [193, 109]. Those entry/exit areas can be automatically inferred from
observations using the EM algorithm [108]. However, there are interesting algorithms
that do not explicitly detect entry/exit zones as a separate step, such as [73], where
non-parametric kernel-based estimation is performed considering the whole FoV of
each camera, along with velocity, time and appearance cues, and [61], where entry/exit
regions and their temporal relationship are estimated simultaneously by means of region
subdivision of previous coarser ones.

Once entry/exit areas have been detected, object appearances and disappearances can
be treated as simple sequences of discrete time-stamped events. Most algorithms model
the network as a first-order Markov chain whose transition probabilities depend on the
time elapsed from the previous object exit (as in the model showed in Fig. 4.1). To
estimate them in an unsupervised way, the correlation between sequences of exit and
entry events can be used [109]. However, correlation-based estimation techniques gen-
erate a mixture of true and false transition distributions, as they use simultaneously
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correct and incorrect correspondences (see Fig. 4.2 for explanation): to partly mitigate
this effect, some authors include appearance within the definition of the events [193].
Time delay histograms can also be used to estimate the transition probabilities, al-
though they experience the same problems as correlation-based methods: in [61], delay
histograms between exit/entry area candidates are estimated using temporal Parzen
windows weighted according to coarse color similarity between objects.

To prevent the system from considering incorrect data in the parameter estimation pro-
cess, it is necessary to know which pairs of observations from different cameras corre-
spond to real trajectories. For instance, [73] assume this information available, making
it unsuitable for automatic unsupervised estimation. Unsupervised algorithms consid-
ering real trajectories include them inside the estimation problem, either to marginalize
over the trajectory space [110, 169], or to estimate the true trajectories themselves [51]
along with the network parameters. In [169], mutual information is used to check
the statistical dependence between departures and arrivals in each camera pair, and
trajectories are explicitly considered by calculating the expectation over the state of
possible true trajectories using MCMC. In [110], the network is modeled as a semi-
Markov process, that is, a Markov process whose jump time between nodes follows
a certain continuous probability distribution. The parameters of the model are esti-
mated by means of the MC-EM algorithm (Expectation Maximization plus MCMC) to
iteratively marginalize the log-likelihood over all the possible true trajectories across
the network. In [51], true trajectories are inferred using MAP estimation, which is
performed in an incremental way by constructing optimal partial trajectories. The
likelihood of the trajectories at each step is modeled using the partial trajectories in-
ferred up to that iteration, allowing to obtain estimations more and more accurate of
the network parameters.

Transition-time modeling algorithms do not provide any information about the real
location of the cameras composing the network, which could be very useful for posterior
reasonings about true identities of observed objects. However, they abstractly reflect
the physical topology of the network (obviously, the stronger the restrictions imposed
by the environment on the movement of the objects across the network are, the more
meaningful the resulting statistical graphical model is), along with many other aspects
affecting transition times between different spots that are beyond pure geometry, e.g.
restricted or blocked paths between sensors.

4.1.2. Position estimation algorithms

Positioning algorithms, unlike transition-time modeling methods, aim to explicitly infer
the position of the considered sensors. That is, instead of constructing an abstract
statistical model of the main observable features of the network, they try to directly
infer the location and orientation of the sensor or sensors under study

It is possible to distinguish two different types of network calibration: relative and abso-
lute. Relative calibration, only meaningful in sensor networks, consists in the knowledge
of the geometric relationship between each sensor with respect to the rest [7, 35, 141].
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Figure 4.3.: Typical operation of location estimation algorithms: given 2D
tracks observed individually by the cameras of the network, both camera lo-
cation and orientation are estimated by inferring a plausible global trajectory
originating the observations.

Relative and absolute calibration differ in that, in the former, sensor geometric infor-
mation is expressed in a relative frame of reference that is unaware of the true position
and orientation of the network with respect to the real-world frame (for this reason,
unlike relative, absolute calibration is a meaningful concept for individual sensors and
cameras).

4.1.2.1. Relative positioning

Techniques for relative network calibration differ depending on the modality of the sen-
sors composing it. Numerous works addressing wireless sensors use reciprocal received
signal strength indication (RSSI) measurements between sensors [166],enriched in some
cases with angle of arrival (AoA) bearing readings [125]), for this purpose: these re-
ciprocal readings can be statistically combined using graphical models and Bayesian
networks [70]. Similar approaches are applied to acoustic sensors, using time of arrival
(ToA) readings instead of RSSI, equally correlated to sensor distance but more ap-
propriate to the nature of the involved signals [10]. These methods for relative sensor
calibration, thought, are not valid for camera networks since mutual visual observations
between sensors cannot be assumed in realistic settings. Existing algorithms for rela-
tive calibration of cameras address the problem using observations of “external” moving
objects (this concept is also useful for wireless and acoustic networks, but is mostly
related to absolute calibration: see the later discussion on mobile landmarks [95]) and
prior trajectory modeling. Trajectory models, useful not only for extrinsic parame-
ter calibration but also for temporal synchronization of sensors [26, 129], are used for
inferring plausible global trajectories of objects that are consistent with the partial tra-
jectories observed independently by each camera of the system, as depicted in Fig. 4.3.
Different dynamic models have been explored in the literature: simple smooth move-
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ments [134], linear trajectories [72, 111], polynomials of known degree [7], and even
probabilistic linear Markov models [76, 141, 151] have been proposed to this end.
Certain additional details on the use of trajectory modeling for relative calibration are
interesting to understand the strengths and weaknesses of such methods. First, most
works presume planar motion on a dominant ground plane, and metric rectification
homographies [64] between camera image plane and local portions of the ground plane
are assumed known. This knowledge, which in principle can be inferred using semi-
automatic [101] or automatic [77, 88, 89] methods, reduces network calibration consists
in the estimation of relative 2D rotations and translations [7, 76, 141, 151]. Second,
calibration objects with labeled identities between cameras (or alternatively, one single
calibrating object) are required. And last, the proposed trajectory models are defined
independently of the environments where moving objects move. However, in many
situations usually addressed in surveillance applications, architectural structures influ-
ence object dynamics more than the relative sensor positions, which can only be taken
into account by using specific information on the layout of the scene for trajectory
modeling.

4.1.2.2. Absolute positioning

Although relative calibration is very valuable, many practical applications require ab-
solute positioning. Absolute network calibrations can be obtained from relative distri-
butions by adding the missing absolute information: for instance, by including prior
statistical distributions for the absolute sensor positions [125]. In wireless and acoustic
sensor networks, the absolute information required for absolute calibration is usually
injected in the form of landmarks. Landmarks are nodes which accurately know their
absolute position (e.g. equipped with GPS) and periodically transmit it to the rest
of sensors in the form of beacons [30, 63]. This method is specially common in wire-
less networks build from sensors with tight energy requirements that cannot afford the
burden of GPS receivers [69]. Landmark-based positioning algorithms can be classified
according to the type of data required for sensor position inference from the received
beacons. Range-based algorithms use, for this purpose, measurements of continuous
magnitudes. Among these, RSSI [159] and ToA [50], correlated to landmark-to-sensor
distance, and AoA [126], have been extensively explored in the literature, both indi-
vidually and jointly [32]. Unlike range-based, range-free algorithms do not use direct
measurements but indirect considerations on the connectivity and range of the nodes of
the network. In this line, indirect range considerations on transmission coverage [161]
and hop counts from each node to the landmarks [127] have been proposed. Range-free
algorithms usually allow sensors with lower computational and power requirements, but
provide lower accuracy calibrations than range-based approaches, specially in networks
with low sensor density. Landmark-based algorithms require several static landmarks
or, alternatively, one single mobile landmark. In fact, studies show that the latter
is comparatively more accurate and cost-effective [95]. Mobile landmarks provide a
great amount of input data for processing and allow, for instance, robust geometric
approaches based on indirect range-related measurements such as the limits of the sen-
sor transmission coverage, both in 2D [161] and in 3D [131]. The positioning accuracy
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achieved by mobile landmark-based approaches can be further improved if landmark
trajectories can be controlled and planned [87].
Landmarks are not a viable option under certain conditions. First, landmarks usually
obtain their accurate location from GPS, but GPS positioning is not possible in envi-
ronments such as indoor settings, cluttered urban areas with heavy multi-path signals,
interferences and attenuations, or even in underwater conditions (although surface mo-
bile landmarks have been explored in this situation [96]). Landmark-based algorithms
are able to provide position errors of few meters [63], which can worsen dramatically
in environments where GPS estimations are often inaccurate (for instance, 5 to 20 m
in urban environments [140]) and/or unreliable. Second, it might be impossible to in-
sert a transmitting mobile landmarks in the considered terrain, which could occur for
instance in hostile environments. And last, the sensor network under study could not
have been equipped for the reception and processing of the position beacons transmit-
ted by the landmark, which could be the case of camera networks. For these reasons,
additional approaches and sources of information on absolute positions are needed.
Camera positioning also admit specific methods based on purely visual considerations.
For instance, the observation of invariants that are independent from the specific cam-
era location can be used for camera position estimation [43, 45]. In this line, the obser-
vation of stars [53], vertical lines and vanishing points of architectural structures [78]
can be used to infer sensor orientation. However, these systems do not provide camera
location estimates. An additional valuable source of information for absolute sensor
positioning is the knowledge on the characteristics of the specific monitored environ-
ment. Most works that use environmental knowledge assume prior information ob-
tained offline. Only certain simultaneous localization and mapping (SLAM) systems
build online 3D descriptions for sequential re-localization [4, 192]. There are however
SLAM approaches that use 3D scene models to match the inferred 3D models to im-
prove the robustness and accuracy of the resulting positioning [130, 155]. Direct image
registration between the camera’s FoV and an aerial/satellite map of the site under
study [27] is a valid option with planar environments or aerial cameras. Matching ap-
proximate observations of environmental landmarks of the ground-plane of the scene
and their actual positions on the street map assumes manual user interaction [98],
or automatic feature extraction from both satellite and camera views [135]. A more
versatile approach but less accurate and more demanding in terms of map size and
processing uses geo-referenced street view data sets (such as Google Street View or
OpenStreetMap) for absolute camera positioning [56, 172].

4.2. Motivation and objective of the proposed
framework

Absolute sensor positioning provides more complete knowledge on sensor context than
network transition-time topology or relative calibration for two main reasons: first,
absolute positioning relates sensor observations not only to the rest of the sensors of
the network but to the monitored environment itself, which makes semantic reasoning
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possible by enriching the obtained readings with a higher level context; and second,
the individual absolute position of multiple sensors implicitly contains, among many
other aspects, the knowledge on their relative relationships.
GPS-based landmarks are a viable option for absolute calibration of both individual
devices and complete networks. However, they provide position errors around few me-
ters [63], which can be insufficient for certain applications. Moreover, they require
active communication between landmarks and nodes. This interaction fits well the ca-
pabilities of wireless (and even acoustic) sensors, but is not possible in camera networks
unless external non-visual receivers are added. In addition, landmarks are collaborative
agents that need to be on-site during the calibration process, which can be extremely
impractical when periodic re-calibrations are needed, and can be even impossible in
certain situations, e.g. hostile terrains.
Prior scene maps, though, are a very valuable source of absolute information. Their use
is encouraged by the increasing availability of aerial imaging and detailed geographic
information system (GIS) for outdoor settings. Scene maps are exploited for absolute
camera positioning in many different ways, as shown by the existing works, based on
a myriad of different principles ranging from aerial view registration, directly [27] or
using salient feature extraction [135], to street view image search [56, 172]. However,
apart from their directly observable and well-positioned features, structured scenes pro-
vide an additional indirect source of information on absolute positions: the restrictions
they impose on moving objects. The use of map-consistent trajectories for absolute
positioning have only been reported for moving sensors, and consisting in the com-
parison between the reconstructed motion of the sensor, performed either using visual
SLAM [99] or GPS sensing [100, 175], and a schematic environmental plan containing
only the passable regions of the scene.
Therefore, environmental maps can be interesting for scene-aware trajectory modeling,
which can be applied not only to the trajectory of the sensor itself but also to the moving
objects in the scene. Absolute trajectory models can be used to retain the strengths
of trajectory modeling-based algorithms for relative camera calibration (Sec. 4.1.2.1)
while overcoming their limitations: inability to estimate absolute camera positions, and
use of general unspecific models that may not fit the characteristics of the scene [141,
7, 76]. This approach, never proposed in the previous literature, lead to our designed
framework for absolute sensor positioning.
The rationale behind our proposal for absolute camera calibration can be summarized
in two main assumptions:

1. The environmental layout influences the trajectories described by most moving
objects present in the scene, and that influence can be statistically modeled using
a schematic map of the monitored extent

2. The sequential observation (track) of each moving object captured by a camera
is determined by the actual (absolute) trajectory followed by that object within
the FoV of the device and by the absolute position of the camera

These two transitive relations, depicted schematically by Fig. 4.4, allow to transform
the observed freely-moving objects into “passive” or “non-collaborative” landmarks
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Figure 4.4.: Schematic relationship between the architectural layout of urban
environments and the trajectories described by the present moving objects, and
between them and the tracks performed by a monitoring camera.

providing ambiguous but valuable information on the camera position within the scene.

More specifically, but without stating the problem with a specific formulation yet, the
proposed framework uses a map of the monitored scene containing schematic informa-
tion on the environmental layout to create statistical models for the routes followed
by the potential objects moving freely through the monitored area (Sec. 5.3). The
comparison between the route prior models and the moving object tracks reported by
the camera under study, conveniently addressed (Sec. 5.4), results in a PDF indicating
the plausibility of all possible sensor positions and object routes. All the details on the
framework deployed for that purpose are included in Chapter 5.
Trajectory representation is not obvious: object routes have a priori unknown length
and duration, which is naturally modeled by setting objects dynamics consisting in
first-order Markov models, but which make trajectories be defined over spaces of vary-
ing dimensionality. In addition, the obtained posterior probability function is defined
jointly for camera position and for the underlying complete trajectories of objects across
the scene. These facts complicate the exploitation of the discriminative properties on
camera positioning of the complete model built. For this reason, system operation is
divided into two separate blocks, as shown in Fig. 4.5 (the details in the figure related
to the specific formulation adopted to solve the problem are not important at this
point):

The first block, addressed in Chapter 6, eliminates varying-dimensionality con-
siderations by marginalizing the joint posterior distribution over the space of
possible object routes and obtaining thus the probability distribution for camera
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detailed in Chapter 6 compose an initial block for setting analysis and camera
positioning, followed by a subsequent block aimed to refine the resulting camera
position and detailed in Chapter 7. External inputs are indicated with green
arrows, and internal sub-results are indicated and linked in orange.

position only (given object observations and the map of the scene). This result-
ing marginal distribution, although not analytically tractable, can be evaluated
for each potential camera position and thus sampled using data driven MCMC
(DDMCMC) techniques (Fig. 4.6). This sample-based approximation is then
analyzed using a clustering procedure based on the Kullback-Leibler divergence
between original and cluster-based approximation. This analysis has two main
advantages: it allows to study the inherent ambiguity of the provided setting,
i.e. whether the setting could fit multiple areas of the map or a meaningful sin-
gle camera position can be provided, and it provides a camera position estimate
when possible.
The second block, addressed in Chapter 7, is based on the same general for-
mulation defined for the first block of the system. However, unlike it, it han-
dles directly the raw joint posterior distribution for camera position and object
routes, containing better discriminative properties than the marginal distribu-
tion for camera position only, to improve the accuracy of the resulting camera
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Figure 4.6.: Evaluation of the marginal distribution for camera position given
object tracks and scene map: position hypothesis proposal (from a certain
proposal distribution obtained from the observed data), and evaluation of the
statistical match between inferred trajectories given the hypothesis made and
the available scene map.

estimate. This process assumes an initial camera estimate, obtained in principle
but not necessarily from the previous block, which is improved using local opti-
mization techniques. Since, as discussed previously, the solution space where the
joint distribution is defined contains a virtually infinite number of subspaces of
different dimensionality, gradient-based algorithms for transdimensional Monte
Carlo optimization have been specifically created.

The proposal for absolute positioning is illustrated and and tested for visual sensors
(cameras) providing sensor observations consisting of relative 2D readings, and for mov-
ing objects with similar dynamics than those of ground vehicles in urban environments
due to their great applicability. However, the general presented framework is, in princi-
ple, not limited to these. The proposal is suitable for different types of sensor readings
on the relative position of the observed moving objects with respect to the sensor, e.g.
range-only (RSSI or ToA), bearing-only (AoA), or the complete 2D positions used to
illustrate the approach (visual sensors or RSSI+AoA as in sonar or radar). The adap-
tation to each different type only requires a specific observation model (which might
thought have an negative effect on the accuracy of the resulting position estimates).
Analogously, the proposal is equally appropriate for different moving object types and
environments than the pair ground vehicles and urban environment used to illustrate
the framework, e.g. people in indoor/outdoor environments (again, different scenes,
influencing less object dynamics than our illustrative pair, might affect the accuracy of
the resulting estimates).
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5. Positioning using trajectories and
maps: general Bayesian framework

We develop a statistical framework aimed at combining the information jointly pro-
vided by scene maps and observations of non-collaborative moving objects across the
monitored environment for camera absolute positioning. This framework considers
prior probability distributions for object trajectories taking into account the dynam-
ics encouraged by the structures defined in the map of the specific scene, and compare
them to the reported 2D tracks to obtain the joint posterior probability distribution for
the camera position and for the complete routes followed by the observed routes across
the map. The resulting distribution encodes valuable discriminative information on
camera position, which can be exploited in diverse manners using different algorithms
specifically designed to that end, as shown in Chapters 6 and 7.
The designed framework is not only appropriate for absolute camera positioning: the
same defined principles can be analogously apply to sensors of other modalities such as
radio or acoustic signals, which makes the proposed approach an interesting alternative
(or a complement, as shown in Chapter 7) to other existing methods such as GPS-
based landmarks. However, the effective creation of the joint posterior probability
does require the definition of certain statistical models that need to be adapted to
the specifically addressed sensor type, and to assumed type of moving object and
surrounding environment. Whenever such specificity is required (which is conveniently
specified in the text), we assume visual 2D sensors (metrically rectified cameras [64])
and ground urban traffic due to their great applicability to real surveillance settings.

5.1. General problem statement

Let a 2D map M containing the most relevant structural features of the monitored
scene be available1. The specific format assumed for M is motivated by the specific
modeling framework chosen and is thus detailed in Sec. 5.2.
Let a sensor be in an unknown position of the scene described by the map M: we
denote by E = (c, ϕ) the position (alternatively, the extrinsic parameters) of the sensor
with respect to the real world coordinate system Rw associated to M, where c ∈ R2

represents its location, and where ϕ ∈ SO(2) is its orientation (its “cyclic” nature
must be taken into account in subsequent considerations). Orientation only needs to

1Although the proposed approach could be also suitable for 3D maps and 3D processing, the formu-
lation is particularized to 2D due to the availability and interest of 2D maps.
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positioning system: object tracks Ω=(Ωj)j∈J and scene map M.

be included if relevant for the type of considered sensor: for instance, with sensors
providing only distance-related measurements such as RSSI, ϕ would be of no interest;
for visual sensors and for other devices providing both distance and angular information
such as sonar or radar, however, ϕ is necessary.

Let the sensor obtain periodic readings (with a certain fixed framerate) about the
position of NΩ moving objects in the scene. Let the readings corresponding to different
moving objects be correctly identified over time and provided as separate tracks: Ω=
(Ωj)j∈J , J ={1, . . . , NΩ}, where each track is the sequence of readings Ωj =(ωtj)t∈T (Ωj)
captured during the interval T (Ωj) and referred to the local frame of reference of the
sensor Rc. Again, depending on the type of considered sensors, each individual reading
can contain different information: ωtj ∈ R+ for range-only measurements (distance),
ωtj ∈ SO(2) for bearing-only sensors, or complete relative positions ωtj ∈ R2 for more
complete devices such as radars, sonars and cameras (the assumptions that lead to this
representation of camera readings are clarified later). For simplicity, and without any
loss of generality, subsequent notation will assume T (Ωj)⊂Z.

Our final aim is to infer the extrinsic parameters E indicating the position of the
sensor with respect to the absolute frame Rw of the scene. This task is performed from
the observations Ω of NΩ non-collaborative objects moving freely in the monitored
environment and from an available map M implicitly encoding the influence of the
environment on object dynamics (Fig. 5.1). The map affects the characteristics of
object routes across the environment, and object routes determine the observations Ωj

reported by the sensor: these two transitive relations are the key to model and solve
the estimation problem.

As mentioned, cameras can be considered a special case of sensor that fits the problem
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ŷc

x̂c

wR

cR

Ω
Ij( )jœ

cR

ŷc
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statement above: we discuss here the conditions under which they can be considered so.
Let us assume that objects move on a principal plane containing the passable regions
of the scene, which we refer to as ground plane. Let a metric rectification homography
providing a virtual bird’s-eye-view of the observed portion of the ground-plane be also
available. These assumptions, shared by most existing works on relative calibration
of camera networks (see Sec. 4.1.2.1), might seem very strong in principle; however,
the required transform can be obtained, as show in the literature, using purely visual
methods [77, 101, 89]. Using the said homography, the positions p ∈ R2 observed on
the camera image plane, and analogously the reported object tracks Ωj = (ωtj)t∈T (Ωj),
can be referred as pc ∈ R2 to a 2D local frame of reference Rc corresponding to the
metric rectification of the camera’s FoV (Fig. 5.2). This Rc can be related point-wise
to the absolute ground-plane frame Rw associated to M by means of the orientation-
preserving isometry

m
(
pc; c, ϕ

)
= R(ϕ) pc + c , (5.1)

where c ∈ R2 represents the translation of the camera local coordinate system Rc with
respect to the global frame Rw, ϕ ∈ SO(2) represents the angle between both systems,
and R(ϕ) is the rotation matrix of angle ϕ. Therefore, the parameters E = (c, ϕ) of the
isometry (5.1) correspond to the complete position discussed above for general sensors.

As a final remark, the isometry (5.1) is not only valid for metrically rectified cameras,
but for every type of sensor providing correctly scaled 2D readings like, for instance,
radars and sonars.

5.2. Proposed Bayesian formulation

Our proposal for inferring E is based on two main sources of information: the partial
locally observed trajectories (Ωj)j∈J and the map M. The influence of these sources is
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uncertain but, as we show, admits a statistical modeling that leads to a posterior PDF
for the position E of the sensor.

The “natural” posterior distribution for the addressed task, p(E |Ω,M), does not admit
a direct modeling because E and the object observations Ωj are not directly related.
Instead, an observed track Ωj is determined by E and by the (absolute) trajectory of the
actual underlying object which caused the observation. In addition, object trajectories
are influenced, in a lesser or greater extent depending on the environment and the type
of considered moving object, by the structural layout of the scene, which can be also
modeled using the map M. For this reason, we introduce explicitly object trajectories
R = (Rj)j∈J (with Rj as defined in Sec. 5.2.2) as auxiliary variables, and write

p(E,R |Ω,M) ∝ p(Ω |E,R,M) p(E,R |M). (5.2)

The first factor, the observation or likelihood model, represents the distribution of
the observed 2D tracks Ω given E and R. The second factor, the prior distribution,
represents the information on the unknown E and R that can be inferred solely from M.

But (5.2) can be factorized further to allow a joint expression based on observation
and prior models developed for individual objects. Realizing that sensor position E and
routes R are conditionally independent given the map, the joint posterior distribution
rewritten as

p(E,R |M) = p(E |M) p(R |M) . (5.3)

This factorization allows us to naturally incorporate different sources of information on
the absolute camera location, such as GPS, Wi-Fi based analysis [62] or other sensor
localization algorithms [141]. We assume a non-informative prior for E, discarding
from now on the term p(E |M) in subsequent expressions. Assuming additionally that
1) routes Rj are conditionally independent given the environmental information M and
2) each track Ωj can be considered conditionally independent from the rest of tracks
given the true route Rj that generated it, (5.2) is rewritten as

p(E,R |Ω,M) ∝
∏
j∈J

[
p(Ωj |E,Rj,M) p(Rj |M)

]
, (5.4)

where the total contribution of each object appears now individually. The prior model
p(Rj | M) must be adapted to the specific nature of the considered scene and the
freely-moving objects used as “passive landmarks”; in Sec. 5.3, both a general dynamic
model p(Rj |M) and a particularization for urban traffic are proposed and discussed.
Similarly, the definition of the observation model p(Ωj |E,Rj,M) for individual objects
must be determined by the type of considered sensor readings; in Sec. 5.4, a model for
complete relative 2D observations suitable for camera positioning is proposed.

Although the distribution (5.4) presents remarkable discriminative properties for sen-
sor positioning, its efficient exploitation is not obvious since the dimensionality of the
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Figure 5.3.: Description of the map structure M. (a) Environment (Copyright
2012 Google - Map data). (b) Individual binary masks Bn for all the nodes
composing M (S nodes in grey, C and G in white). (c) Connectivity graph (S
in yellow, C in blue and G in red).

routes R is in principle unknown. One possible alternative, detailed in detail in Chap-
ter 6, consists in the analysis of p(E |Ω,M), studied through the marginalization of (5.4)
over the auxiliary variables R. This option, performed through a numerical integration
algorithm specifically designed for this task, proves useful for setting ambiguity anal-
ysis, and also for sensor position estimation. However, it fails to benefit from all the
positive discriminative characteristics of the joint (5.4) in terms of position estimation
accuracy. A complementary approach, explored in detail in Chapter 7, consists in the
direct estimation of both sensor position E and object routes R (as a side result) from
the joint function (5.4) using the MAP criterion through the simultaneous optimiza-
tion both variables. This process, performed using specifically created gradient-based
algorithms for local transdimensional Monte Carlo optimization, iteratively refine an
initial approximate hypothesis. This behavior makes this second approach a perfect
complement for the first position analysis.

The definitions for the input map structure M and the auxiliary object route vari-
ables Rj are chosen to reflect the following assumed object behavior: objects first
“decide” the semantic (high-level) path to follow across the scene (that is, a pair entry
and exit regions and the sequence of regions followed to link them), and then move lo-
cally (low-level) so as not to violate the positional and dynamical restrictions imposed
by this high-level choice. This results in a dual representation consisting in, first, se-
mantic descriptions on how two different areas of the map can be linked, and second,
specific positional characteristics of this high-level representation level.

5.2.1. Scene map M definition

The dual structure assumed for M has a first semantic level encoded as a directed
graph (Fig. 5.3). This semantic information consists in the separation of passable
regions into different semantic nodes, denoted as a whole by M, allowing to express
high-level paths as ordered sequences of elements n ∈M. Nodes are of three types:
segments (S), crossroads (C), and gates (G). S nodes are portions of the map linking
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Figure 5.4.: Connectivity matrix (black dots indicate possible transition from
row to column nodes) for the example map shown in Fig. 5.3.

two C or G nodes. C nodes represent regions where two or more S nodes converge.
And G nodes indicate those regions where objects can appear or disappear in the
scene, which motivates the subsequent division between GA (entry gates) and GD (exit
gates).
The semantic level of the map requires also a connectivity matrix CM indicating the
direct vicinity between pairs of nodes in the structure M. This binary matrix expresses
implicitly the direction(s) each node of the system can be traversed in. CM is, by
construction, sparse (Fig. 5.4): this characteristic allows the use of efficient graph-
search algorithms for discovering high-level paths linking two areas of the map such as
the classical k-shortest path search algorithm by Yen [183] or other equivalents [66].
The semantic level of the structure M is completed with a lower level including the
spatial characteristics of the map. Each node n has an associated binary mask Bn

indicating its extent, and such that, ideally, Bn ∩ Bn′ = ∅, ∀n, n′ ∈ M with n 6= n′,
and BM =⋃

∀n∈MBn(where BM represents the total extent of the passable areas of the
environment). Additionally, each GA node is described as a point bn∈R2 indicating its
corresponding expected object entry position.

5.2.2. Object route Rj definition

Object routes are defined following as well a dual representation, namely

Rj =(Hj,Lj) . (5.5)

The high-level path Hj contains the followed semantic nodes and can be written as

Hj = (nA,H�j , nD) , (5.6)

where the extreme nodes nA ∈ GA and nD ∈ GD are expressed separately to express
explicitly their special role, and where H�j ⊂ M represents the intermediate nodes
followed to link the chosen extreme pair.
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5.3. Map-based dynamic modeling

The spatial and temporal details of Rj, that is, the low-level aspects of the route, are
contained in Lj. The definition of Lj assumes that object movement, of continuous
nature, can be modeled as a discrete process with the same framerate2 of the tracks Ωj

(see Sec. 5.3 for further considerations on object dynamic modeling). Thus

Lj =
(
T (Rj) ,

(
rtj,vtj

)
t∈T (Rj)

)
. (5.7)

The interval T (Rj) = (t0j , . . . , tFj ) of consecutive time steps, where t0j and tFj represent
respectively the entry/exit time step, indicates the permanence of the object in the
scene (in principle, unknown). For simplicity and without any loss of generality, sub-
sequent notation will assume T (Rj)⊂Z (as assumed previously for T (Ωj)). The pairs(
rtj,vtj

)
, with rtj,vtj ∈R2, represent the position and velocity (with respect to Rw) at

time t ∈ Z. Note that, in principle, instant velocities vtj could be observable for sensors
getting speed readings (for instance, Doppler effect radars estimating radial velocity);
however, it is not in most type of sensory devices, and of course is not directly captured
by cameras. Therefore vtj is used mainly to ease object dynamic modeling.

5.3. Map-based dynamic modeling

The use of specific information on the scene allows a realistic modeling of object dynam-
ics. The aim of the route prior model is to interpret the characteristics of the map M
and translate them into a set of statistical relationships controlling the movement of
objects.

5.3.1. Dynamic modeling: related work

Stochastic modeling of moving objects has been largely considered in different scientific
fields, but has drawn special interest in biology and namely in ecology. Animal behavior
modeling has been performed using two main different approaches, diffusion models and
random walks [124, 160]. Many other variants of the latter such as general Markov
chains or Lévy flights have been also explored.

Diffusion models obtain occupancy probability distributions over time. They are
very convenient operationally since they allow a deterministic treatment of under-
lying stochastic behaviors, but are focused on population probability fluctuations at
each spatial position rather than in object trajectories; this is the reason why they
are often referred to as Eulerian methods, by analogy with fluid dynamics [160]. Ran-
dom walks, instead, are defined as time series of movement steps, and are inherently
object-oriented; for this reason they are usually referred to as Lagrangian approaches.
Random walks, Markov chains and Lévy flights are referred to as mechanistic models

2This choice allows simple and effective observation models such as the one proposed in Sec. 5.4.
Obviously, multiples of this framerate would be equally practical.
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as well, since explicitly model the successive moves that individual objects might per-
form along their trajectory, which makes them also suitable for occupancy probability
estimation through extensive simulation [33].
Random walks and diffusion models, however, are intimately related: the occupancy
probability distribution over time for a moving object following a certain random walk
model (usually expressed in the form of a stochastic differential equation) can often
be written in the form of a usual differential equation [33] (such as, for instance, the
Fokker-Planck equation). Simple and correlated (where a transition depends on the
transition at the previous step) random walks, and spatially independent and depen-
dent transition probabilities, are some of the multiple combinations deployed for object
modeling that admit a both Lagrangian and Eulerian interpretations. However, much
more complicated but powerful options, such as multiple behavioral states, can be easily
considered using, for instance, general Markov chains [21, 152]. Diffusion approaches,
however, does not provide such a natural flexibility.
There is an additional positive aspect of random walk and Markov chain dynamic
modeling: their close relation to SSMs (see Sec. 2.1.1). SSMs can be described, roughly,
as a Markov chain (or random walk) model encoding object dynamics coupled with
an associated observation model. This structure provides SSMs with a natural way
to handle observation noise sources while retaining, at the same time, the flexibility
provided by Markov chain modeling. Currently, SSMs are considered the most powerful
approach to animal behavior analysis from noisy positional data captured, for instance,
using GPS readings or radio positioning [132], and are of special interest in other
machine intelligence tasks such as visual object tracking [9, 82] (as exploited in the
first part of the thesis) and even finance [187].

5.3.2. General map-based model proposal

The probability framework developed for sensor positioning can be considered, with
certain peculiarities, an SSM, which makes a Markov chain model a practical choice
for expressing object dynamic models. In addition, the flexibility that Markov chains
provide is specially appropriate for capturing the influence of the environment on low-
level object trajectories (once a high-level path has been chosen): this influence can be
encoded in the form of transition probabilities between consecutive time steps.
Our proposed map-based prior distribution of object routes separates first the two
representation levels of Rj as

p(Rj |M) = P (Hj |M) p(Lj |Hj,M) , (5.8)

which helps to naturally represent our assumption on object behavior: first, decision of
a high-level path across the scene, and second, local moves consistent with the previous
semantic decision.
The first factor, the prior probability of a certain high-level path Hj, allows probability
definitions based on criteria such as distance, sharpness of turns or privileged areas.
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Figure 5.5.: Prior low-level route distribution, defined as a Markov process.

We define a prior for Hj that first selects one entry and one exit node for the route
from, respectively, GA and GD with uniform probability, and penalizes longer paths
between the two selected G nodes. This model does not assume any knowledge on
the importance of the different entry and exit areas in the scene, as in principle no
information on the origin and destiny of objects is available, but includes a method
for expressing object preference for shorter paths for a given transition. Using the
representation (5.6), this can be written as

P (Hj |M) = P (nA |M) P (nD |M) P
(
H�j |nA, nD,M

)
, (5.9)

where the two first factors are uniform and thus constant for all objects, whereas the
latter has been chosen to be proportional to the inverse of a power of the length l(Hj)
of the complete path as

P
(
H�j |nA, nD,M

)
∝
(
l(Hj)

)−α
, α > 1 ,

penalizing thus longer distances.

The second term of the factorization (5.8) models all the low-level aspects Lj of the
route (given Hj), namely its time span T (Rj) = (t0j , . . . , tFj ) and the position rtj and
velocity vtj of the object at each time step in T (Rj). We assume that Lj can be mod-
eled using the first-order Markov chain depicted graphically in Fig. 5.5 and expressed
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analytically as

p(Lj |Hj,M) = PA
(
t0j |M

)
pA
(
rt

0
j

j ,v
t0j
j |Hj,M

)
×

tFj−1∏
t=t0j

[(
1−PD

(
Dt
j |rtj,Hj,M

))
p
(
rt+1
j ,vt+1

j |rtj,vtj,Hj,M
)]

× PD
(
D
tFj
j |r

tFj
j ,Hj,M

)
,

(5.10)

where the factors corresponding to object appearance time t0j have been explicitly
separated and marked with a subscript “A” to indicate that they must be modeled
independently. This Markov chain allows the simulation of low-level routes in a sim-
ple and fast manner, essential for route marginalization (Appendix A). Moreover, it
prevents an artificial explicit modeling of the duration of T (Rj) since route length can
be implicitly considered in the proper Markov model by including, at each time step,
a certain disappearance probability PD

(
Dt
j | rtj,Hj,M

)
, where the event Dt

j represents
the disappearance of the object at time t.

We consider a non-informative (uniform) prior distribution PA
(
t0j | M

)
for the entry

time t0j , equal for all the NΩ objects in the scene, long enough to guarantee that all
routes (reasonably) consistent with the tracks Ωj are included; except for this require-
ment, which must be necessarily fulfilled, the exact considered length is irrelevant. The
disappearance probability PD

(
Dt
j |rtj,Hj,M

)
must depend on the position rtj of the ob-

ject at each time step with respect to the to the spatial support BnD of the exit node nD
of the high-level path Hj. For now, we simply define PD

(
Dt
j | rtj,Hj,M

)
as a binary

function such that objects always continue their way whenever rtj has not reached BnD

and always disappear immediately when they reach BnD , implying a disappearance
probability identically one. That is,

PD
(
Dt
j |rtj,Hj,M

)
= IBnD

(rtj) , (5.11)

where IBnD
(·) represents the indicator function for the spatial support BnD following the

expression

IBnD
(r) =

{
0, r /∈ BnD

1, r ∈ BnD

.

We address now the terms modeling the distributions for positions and velocities during
the presence of the objects in the scene. The prior distribution at the initial time step t0j
can be factorized as

pA
(
rt

0
j

j ,v
t0j
j |Hj,M

)
= pA

(
rt

0
j

j |nA
)
pA
(
vt

0
j

j |r
t0j
j ,Hj,M

)
, (5.12)

which allows to individually define models for starting position and velocity depending
on the nature of the environment and the type of moving object considered. The
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initial position rt
0
j

j is considered isotropic and normally distributed, and centered at the
expected entry point bnA of the entry node nA, giving

pA
(
rt

0
j

j |nA
)
≡ G

(
rt

0
j

j ; bnA , Σr0

)
, (5.13)

where G(x ; µ, Σ) represents the PDF of the normal distributionN (x ; µ, Σ), and where
the covariance matrix Σr0 = σ2

r0 I, assumed isotropic for convenience and constant for
all entry gates, represents the zero-mean prediction noise added to the expected entry
position bnA . The definition of the prior distribution for vt

0
j

j , however, must be adapted
to the specific type of environment and moving object and therefore no general model
is suggested at this point. Analogously, the Markovian term for position and velocity
time evolution at regular time steps can be conveniently factorized as

p
(
rtj,vtj |rt−1

j ,vt−1
j ,Hj,M

)
=

= p
(
rtj |rt−1

j ,vt−1
j

)
p
(
vtj |rtj,vt−1

j , rt−1
j ,Hj,M

)
.

(5.14)

which allows the independent definition of position and velocity evolution models (de-
pendencies are explicitly indicated). We assume that object position rtj at time t is
determined by its position and velocity at the previous time step, since they were cho-
sen specifically to generate an appropriate rtj through linear prediction: therefore, we
set

p
(
rtj |rt−1

j ,vt−1
j

)
≡ G

(
rtj ; ηtj, Σr

)
, (5.15)

where Σr = σ2
r I represents the covariance matrix of the isotropic zero-mean normal

prediction noise added to the expected position ηtj = rt−1
j + vt−1

j . The latter factor
of (5.14), the prior distribution for object velocity at intermediate time steps, is then
the ultimate responsible for encoding the influence of the environment on the dynamics
of the moving objects. Thus, like the velocity at the initial time step, its definition must
be intimately adapted to the specific pair environment-moving object type considered.

We discuss next (Sec. 5.3.3) specific proposals for the velocity distributions, second
factors of (5.12) and (5.14), that are specially adapted to ground vehicles moving in
urban environments. A particularization is necessary to both illustrate the proposed
framework and test the resulting algorithms derived from it (Chapter 6 and 7), and
we find the chosen case specially interesting for two reasons: first, urban traffic data
is widely available; and second, ground vehicle trajectories are greatly influenced by
the road layout, which results in clear dynamic models and meaningful. However, the
proposal is not limited to this choice, and other possibilities following dynamic models
similar to (5.10) (for instance, trains or pedestrians), or mixtures of similar models,
could also be treated.
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5.3.3. Particularization to urban ground traffic

Our definition for urban traffic dynamics stems from the following assumptions:
1. Local behavior of vehicles with respect to the local characteristics of their trajec-

tories varies slowly
2. Vehicles tend to move along the tangential direction of their high-level path Hj

and to a certain average speed VAVG which depends on the scene itself
3. Vehicles keep their position within the passable regions composing the high-

level path Hj, tending to leave a certain distance W between their expected
position rt+1

j and the limit of Hj

We use two auxiliary structures to define a practical p(vtj | rtj,vt−1
j , rt−1

j ,Hj,M) fulfill-
ing these properties: the signed Euclidean distance dHj(r) to the limit of the binary
mask BHj of Hj (with negative values inside Hj passable regions, and positive out-
side) and the unitary tangential vector field τHj(r), orientated towards the direction
of vehicles along the path Hj. The former is used for influencing or “correcting” ve-
hicle positions near the limits of the underlying high-level path. The latter allows the
definition of a “moving” local frame of reference indicating, at each point, the tangent
and normal directions of the given path, making thus possible to propagate the local
behavior of objects along their trajectory. Both dHj(r) and τHj(r), and all the struc-
tures derived from them, will be calculated on a discrete spatial grid through simple
operations performed on the binary mask BHj and evaluated later on any continuous
position using interpolation.
Using these structures, we define

p
(
vtj |rtj,vt−1

j , rt−1
j ,Hj,M

)
≡ G

(
vtj ; µtj, Σv

)
, (5.16)

where Σv = σ2
v I is the covariance matrix of the isotropic zero-mean normal prediction

noise added to an expected velocity defined as the sum µtj = ¯̄vt−1
j + vc(rtj, ¯̄vt−1

j ). The
term ¯̄vt−1

j represents the adaptation of the velocity vt−1
j of the object at rt−1

j to the
characteristics of the local frame of reference at rtj. The term vc represents a correction
function aimed to keep object position within the followed high-level path.
As for the adapted velocity term ¯̄vt−1

j , we assume that the tangent and normal compo-
nents of vt−1

j evolve individually as

¯̄vt−1
j = gτ

(
vt−1
j · τHj(rt−1

j )
)
τHj(rtj)

+ gn

(
vt−1
j · nHj(rt−1

j )
)

nHj(rtj),
(5.17)

where nHj(r) represents the normal vector that forms, along with τHj(r), a positive
reference system at r. To encourage routes with tangential speed close to VAVG, the
function gτ (·) controlling the scalar evolution of the tangential velocity component is
defined as
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Figure 5.6.: Schematic description of the velocity evolution of objects: computa-
tion of µtj. Background gradual coloring indicates dHj(r), from yellow (negative)
to blue (positive).

gτ (V ) = g1V + g0, with
{

0<g0<VAVG
g1 =1− g0/VAVG

, (5.18)

which is, as can be shown, contractive with fixed point at VAVG. Analogously, to
encourage objects to move exclusively along tangential trajectories, the function gn(·)
controlling the scalar evolution of the normal component is defined also contractive
but now anti-symmetric (resulting thus in a fixed point at the origin) according to

gn(V ) = g2V , 0<g2<1. (5.19)

The distance correction term vc(rtj, ¯̄vt−1
j ) aims to compensate the otherwise expected

value for rt+1
j , (rtj+ ¯̄vt−1

j ), at a (signed) distance dHj to the border of the path below zero
(that is, inside the binary mask BHj), but leaving the velocity ¯̄vt−1

j unaltered when the
expected position has signed distance lower than −W for a certain positive W . Our
proposed correction factor is of the form vc(rtj, ¯̄vt−1

j ) = vc(rtj, ¯̄vt−1
j )∇dHj(rtj) for a certain

scalar function vc(·), whose definition stems from the approximation

dHj
(
rtj+ ¯̄vt−1

j +vc(rtj, ¯̄vt−1
j )

)
≈ dHj(rtj) + ¯̄vt−1

j ·∇dHj(rtj) + vc(rtj, ¯̄vt−1
j ) ,

where we have used that ‖∇dHj‖=1 for the Euclidean norm in the regions of interest
(note that it represents the spatial rate of change of the spatial distance). The scalar
correction function vc(d) is then defined as
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Figure 5.7.: Example of route simulation with the proposed dynamic model for
urban traffic. (a) First, high-level path Hj sampling (dotted). (b) Low-level
route generation using the fields τHj(r) and ∇dHj (green and red) and partial
magnification of three simulated routes.

vc(d) =

 0, d ≤ (−W )
−
(
d+W exp

{
− (1 + d/W )

})
, d ≥ (−W ) , (5.20)

which satisfies the above requirements and which obviously reduces the distance of all
object positions such that −W <dHj <∞. The complete velocity evolutionary model
for ground urban vehicles is illustrated in Fig. 5.6.
The prior distribution for velocity of the vehicles at their initial time step t0j must also
be adapted to the pair urban environment-ground vehicle considered. Its proposed
definition relies again on the unitary tangential vector field τHj(r) discussed previously,
and considers that the initial velocity for an object appearing at rt

0
j

j follows

pA
(
vt

0
j

j |r
t0j
j ,Hj,M

)
≡ G

(
vt

0
j

j ; µt0
j

j , Σv0

)
.

The covariance matrix Σv0 = σ2
v0 I, assumed isotropic and constant for all entry gates,

represents the zero-mean prediction noise added to the expected expected tangential
velocity µt0

j

j = VAVG τHj(r
t0
j

j ).
Figure 5.7 displays different routes simulated using the proposed dynamic model for a
certain high-level path Hj, showing that our proposal is able to capture the restrictions
imposed by the considered urban environment on ground vehicles.
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Figure 5.8.: Schematic differences between observation models considering only
positive and both positive and negative observations for an omnidirectional 2D-
position sensor. The latter could find unfeasible route hypotheses that isolated
positive observations would judge valid.

5.4. Observation model for camera readings

The role of the observation model consists in providing an analytical expression of the
stochastic characteristics of the sensor measurement process, linking thus the under-
lying natural phenomenon under study and the readings reported by the considered
sensing device. The observation model should take into account the two types of mea-
surement deviations, systematic and random errors: this latter type motivates the need
for probability observation models for uncertainly handling.
Our proposed observation model p(Ωj | E,Rj,M) for relative 2D positional readings
relies on the isometry (5.1), applicable to all sensors providing sequential 2D measure-
ments with real-world scaling, and reflects an observation process consisting in the
noisy registration, at regular time steps, of the true absolute positions (in Rw) of the
object trajectory as seen from the relative frame Rc of the sensor. Therefore, first, the
high-level path Hj followed by the j-th object is not directly involved in the process,
and neither are the instant velocities vtj of the target. Second, the observations ωtj
at different time steps are conditionally independent given the true position rtj of the
object at their corresponding t. Both considerations lead to

p(Ωj |E,Rj,M) = P
(
T (Ωj) |E,Lj,M

) ∏
t∈T (Ωj)

p(ωtj |E, rtj,M) , (5.21)

for T (Ωj)⊆T (Rj), and zero otherwise. The term P (T (Ωj) |E,Lj,M) addresses explicitly
the observation time span T (Ωj) (included only implicitly in Ωj up to now), which can
be defined to reflect the effect coverage of the sensing device and the characteristics
of the environment in terms of occlusions. Thus, it would allow to define models
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that, unlike [141], consider not only the observations but also the lack of observations
(positive vs. negative observations, Fig. 5.8). However, only positive observations have
been considered for simplicity, causing a non-informative P (T (Ωj) |E,Lj,M) which is
ignored in practice (provided that T (Ωj)⊆T (Rj) is satisfied).
Like the dynamic models discussed in previous sections, the observation model for each
individual reading ωtj∈R2 should be adapted to the specific type of sensor considered
and to the parameters of moving objects actually measured. In addition, it should be
designed taking into account the particular systematic and random errors undergone
in the surrounding environment and sensor modality. In this section, we propose an
observation model for (metrically rectified) cameras providing complete relative posi-
tions of objects Ωj =(ωtj)t∈T (Ωj), ωtj∈R2, which would in principle make the proposed
observation model suitable not only for cameras but also for other sensors such as radar
or sonar (which usually provide range and bearing readings and thus 2D positions);
however, the proposal considers simple sources of measurement error that fit the vi-
sual observation process but that could possibly be inappropriate for capturing the
special and varying sources of error undergone in radars [19] and sonars [91] (for in-
stance, varying propagation conditions, occlusions or beam width versus moving object
distance).
Assuming that the scene map M does not affect the visual observations on the moving
objects in the scene, we obtain, as in [141],

p(Ωj |E,Rj,M) = p(Ωj |E,Lj) ∝
∏

t∈T (Ωj)
p(ωtj |E, rtj) (5.22)

for T (Ωj)⊆T (Rj) and zero otherwise. As for the individual positional observation ωtj
at each time step t, we assume that the true position rtj of the object, expressed as

νtj = m−1
(
rtj; c, ϕ

)
=
(
R(ϕ)

)−1(
rtj − c

)
in the local coordinate system Rc of the hypothesized camera using the isometry (5.1),
appears contaminated by an additive, normal, homogeneous and isotropic noise. There-
fore,

p(ωtj |E, rtj) ≡ G
(
ωtj;νtj, ΣΩ

)
, (5.23)

where the covariance matrix is defined as ΣΩ =σ2
Ω I to reflect isotropy, and σ2

Ω represents
the power of the observation noise.
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6. Camera positioning and setting
ambiguity analysis

The general Bayesian framework discussed in Chapter 5 uses a map of the monitored
environment to build a probability density function that relates the observations of
several moving objects in the scene with their potential underlying routes and with
position of the camera. However, the exploitation of that density function for effec-
tively estimating the position of the camera is not straightforward and admits different
options with different strengths and weaknesses.
In this chapter, we propose a solution aimed at exhaustively studying the considered
camera positioning problem (observations of moving objects and a schematic map of
the environment). This study, performed from scratch without assuming any initial
approximation of the camera position, has two desired outcomes: first, an analysis
of the inherent ambiguity of the provided setting determining whether one camera
estimate is meaningful or not; and second, when appropriate, an estimate for the
position of the camera. To this end, the proposed solution samples from the marginal
posterior distribution for the camera position via DDMCMC, guided by an initial
geometric analysis that restricts the search space. This sampled set is then studied
using a clustering process based on the Kullback-Leibler divergence that explicitly
isolates ambiguous settings and that yields the final camera position estimate when
meaningful. The proposed solution is evaluated in synthetic and real environments,
showing its satisfactory performance in both ambiguous and unambiguous settings.
As discussed in the presentation of the general framework, most algorithms detailed in
this chapter are not only valid for camera positioning but for a greater range of sensors
with different characteristics. However, the specific dynamic and observation models
proposed for visual sensors and for urban traffic are needed to present the complete
solution and obtain quantitative results showing the capabilities of the proposal.

6.1. Motivation and objective

The addressed camera (or sensor) positioning problem presents a notable potential
inherent ambiguity due to two main reasons:

The observed 2D tracks can be consistent with a great range of different hy-
potheses around the true camera position. These “ill-posed” camera settings
are usually associated to straight passable regions of the scene (Fig. 6.1a), since
they do not present enough distinctive features to be distinguished from similar
surrounding hypotheses.
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(a) (b)
Figure 6.1.: Inherent ambiguity of the addressed problem: (a) straight area where
a great range of camera hypotheses are equally plausible, and (b) two distant
camera positions consistent with the observed tracks.

The given set of 2D tracks can correspond to an area of the environment with
special local characteristics (for instance sharp turns, bifurcations or crossroads)
that distinguish the true camera position from its surrounding hypotheses but
that are shared by other distant but similar environmental structures (Fig. 6.1b).

Therefore, the estimation of “one single optimal solution” is not always meaningful in
our camera position estimation problem: instead, the system might provide a certain
number of distinct plausible solutions for the setting, and also a certain estimation of
the relative credibility of each one. These considerations motivate an initial analysis
of the plausible camera positions admitted by the specific provided setting (object
observations and map), aimed at determining whether there is enough evidence to
claim that a certain point estimate for the camera position is the camera position.
This analysis must be performed on the posterior distribution p(E |Ω.M) for the camera
position. However, as discussed in Chapter 5, this expression is not directly obtain-
able in a natural way. The transitive relationships between scene layout and object
trajectories, on the one hand, and between object trajectories plus sensor position
and observations, on the other, allow the direct creation of a joint posterior distribu-
tion (5.4) for camera position E and object routes R. So, instead, p(E |Ω.M) can be
obtained indirectly through the marginalization of (5.4). This process cannot be per-
formed analytically, and is carried out by means of numerical integration: this allows
the evaluation of the marginal at each camera position, and thus justifies the deploy-
ment of analysis algorithms based on iterative sampling algorithms such as MCMC.

6.2. Proposal overview

The subsystem presented in this chapter shares the same conditions and assumptions
stated in Sec. 5.1 for the general Bayesian framework for sensor positioning: a 2D
map M encoding the main structures of the monitored environment; a sensor whose
position with respect to the coordinate system Rw associated to M can be written as
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E = (c, ϕ) (where the orientation ϕ is only meaningful for devices providing, implicitly
or explicitly, bearing readings); and tracks from NΩ freely-moving objects in the scene,
encoded as Ω = (Ωj)j∈J , J = {1, . . . , NΩ} and referred to a local frame of reference
Rc for the sensor. In these conditions, the aim of the proposed subsystem is twofold:
first, to analyze the inherent uncertainty of the provided camera/track setting and
determine whether it is too ambiguous for a meaningful estimate; second, to infer the
most plausible hypothesis for the absolute positional parameters E.

The analysis of these specific characteristics of the setting is performed on the posterior
p(E |Ω,M) for sensor position E, isolated from the auxiliary variables R = (Rj)j∈J .
This isolated posterior distribution can be indirectly obtained from the posterior joint
distribution (5.4) through marginalization as

p(E |Ω,M) =
ˆ
p(E,R |Ω,M) dR , (6.1)

where the integral should be simply considered notation. This indirect definition for
p(E |Ω,M) does not allow an analytic study of its main characteristics. For this reason,
we construct an empirical distribution from a set of U samples {Ē(u)}Uu=1 drawn from
it, obtained using MCMC methods [122].

As discussed in Sec. 6.1, the observed tracks could be consistent with multiple camera
positions in the map (for instance, straight passable regions that do not present enough
distinctive features) and thus the estimation of the camera position may be inherently
ambiguous. We detect these ambiguous settings by analyzing the obtained sample-
based representation {Ē(u)}Uu=1 of p(E |Ω,M) to obtain the set of K <U distinct ap-
proximate camera position hypotheses that best represent the underlying distribution.
This analysis, performed using an adaptation of the K-adventurers algorithm [170],
allows us to infer the set { ¯̄E(k)}Kk=1 that best approximates the sampled distribution in
terms of the Kullback-Leibler divergence [150]. This generates an estimate of the rel-
ative plausibility of the retained hypotheses that quantifies the ambiguity of the given
setting.

The generation of the samples {Ē(u)}Uu=1 via MCMC requires, at each iteration, the
evaluation of the posterior probability for the newly proposed camera hypothesis. How-
ever, the marginalization process described in (6.1) cannot be performed analytically:
instead, we use an specifically designed sequential Monte Carlo algorithm based on
importance sampling to this end (details in Appendix A). Although efficient, this pro-
cess impacts the computational cost of sensor hypothesis evaluation. To overcome this
problem, we take two additional steps. First, we simplify the set of available tracks us-
ing unsupervised trajectory clustering [6], retaining thus a reduced set of representative
tracks. Second, we define a preprocessing module (Sec. 6.3) aimed at guiding the search
within the solution space and thus compensate for the fact that p(E |Ω,M) presents, in
general, a considerable number of sparsely distributed modes. This module, specifically
adapted to cameras (and other orientation-aware sensors providing complete 2D read-
ings), estimates a proposal distribution q(E |Ω,M) by checking the purely geometric
consistency between observed object positions and passable regions of the map. The
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Figure 6.2.: Subsystem overview: preprocessing and principal modules, and in-
put and output variables at each stage.

principal module (Sec. 6.4) performs the MCMC sampling process itself, guided by the
proposal q(E |Ω,M), and the Kullback-Leibler divergence analysis (Fig. 6.2).

6.3. Preprocessing: geometric analysis

The aim of the geometric analysis module is the generation of a proposal distribution
density q(E |Ω,M) (from now on, q(E |M)) expressing the plausibility of each potential
sensor position according to the purely geometric consistency between the observed 2D
tracks and the map. The resulting is used, at the next processing step, for proposing
sensor positions that, before considering the details encoded in the dynamic model,
agree with the provided map. Our proposal for q(E |M) is specifically adapted to the
needs of camera positioning, although could be applied also to other types of sensors.

Let us assume a positive function f(E; Ω,M), evaluable at each E, measuring the fit
of point-wise observations and binary mask BM, such that q(E | M) ∝ f(E; Ω,M).
Sampling from f(E; Ω,M) can be unfeasible, or at least impractical, depending on
its shape. We can use, instead, a different importance sampling distribution z(E),
convenient to draw samples from, to study q(E |M) and even to approximate it: to this
end, we obtain the set {Ẽ(s), w̃(s)}Ss=1 of weighted samples, with Ẽ(s)∼z(E) and

w̃(Ẽ(s)) = q(Ẽ(s)|M)
z(Ẽ(s))

,

and use it to approximate the desired q(E |M) by the kernel-based function

q̃(E|M) = 1
S

S∑
s=1

w(Ẽ(s)) k
(
E−Ẽ(s)

)
, (6.2)

92



6.3. Preprocessing: geometric analysis

q( | )E M q( | )Mc φ, f Ω;( )M,

Ω;( )M,z
( )w

= ∝

Data-driven
proposal distribution

Observation-to-map
consistency function:

≈

( )kΣ ( )w
Importance sampling

+
Kernels (KDE)

s=1

S

q( | )E M =
~

~ Ω;( )Mc φc, ,z

=
q( | )Mc φ,

Sample weights

evaluable at each c φ,( )

Ω;( )Mc φ, ,z ( | )Mp q( | )Mφ ,≡Importance density function:
- easy to evaluate
- easy to draw samples from

Auxiliar prior distribution for
camera center location: de!ned using the

map binary mask

c φ,

S

1
E
~(s)

E E
~(s)

E
~(s)

c c

c φ,
c φ,

q( | )Mc
=

p( | )Mc

Figure 6.3.: Relationship between the functions involved in the calculation of
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where k(E) is a multidimensional kernel function (integrating one over its whole domain)
defined over the continuous space R2 × SO(2) (therefore, kernel density estimation
techniques adapted to this partially cyclic space are used). This approximation is both
operational and accurate, and converge as S→∞ to the convolution q(E |M) ∗ k(E)
(Appendix B). For simplicity, we use independent kernels for each dimension of E.
The kernels of the two spatial dimensions have been chosen Gaussian. The kernel
of the angular component has been considered Gaussian with truncated tails, which
represents a practical and accurate approximation to a warped Gaussian function for
angular kernel bandwidths clearly below 2π.
We define the importance sampling distribution as

z(E) = z(c, ϕ) = z(c) z(ϕ|c) ≡ p(c |M) q(ϕ |c,M) . (6.3)

The first factor, p(c |M), with no direct relationship to the calculation of the poste-
rior distribution (5.3), represents a certain prior distribution for the camera location
aimed at increasing the rate of camera hypotheses generated in the proximity of the
passable regions of the map. This choice relies on the assumption that sensors (and
namely cameras) are placed to monitor moving object behaviors, and thus their sens-
ing range probably covers such areas. Thus, assuming that the origin of the camera
local coordinate system Rc is close to the centroid of the coverage of the sensor (the
transformed FoV , in the case of cameras), locations c that are closer to the passable
areas of the map should have a higher probability. This is fulfilled by the distribution

p(c |M) = 1
|B̆M|

∑
c̆∈B̆M

1
2πσ2

c

e
− 1

2σ2
c

(c−c̆)T (c−c̆)
, (6.4)
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where B̆M represents the set of map points corresponding to the center positions of the
pixels indicated as passable in the binary mask of the scene and σc controls the extent
around BM.
The second factor in (6.3), q(ϕ | c,M), is expressly chosen so as to coincide with the
target conditional distribution of ϕ. In these conditions, weight calculation is simplified
as

w̃(Ẽ(s)) = q(c̃(s) |M)
p(c̃(s) |M) ∝

´ 2π
0 f(c̃(s), ϕ; Ω,M) dϕ

p(c̃(s) |M) . (6.5)

In addition, the factorized definition (6.3) assumed for z(E) allows to draw E(s) using a
hierarchical sampling procedure : first, we extract c̃(s) from p(c |M), which is straight-
forward as a result of its mixture-based definition (6.4); this c̃(s) is then used to apply
integral transform sampling [46] on q(ϕ|̃c(s),M). The integral

Q(ϕ; c̃(s)) =
ˆ ϕ

0
q(ξ | c̃(s),M) dξ =

´ ϕ
0 f(c̃(s), ξ; Ω,M) dξ´ 2π
0 f(c̃(s), ζ; Ω,M) dζ

,

required for transform sampling is obtained using linear interpolation on f(c̃(s), ϕ; Ω,M)
(with fixed c̃(s), as a function of ϕ only) by evaluating this function for a relatively low
number of orientations. This approximated integral is also used to set the numerator
of (6.5) for weight calculation.
To illustrate the proposed sampling approach, valid for general positive functions
f(E; Ω,M), we propose f(E; Ω,M) = rγ: the function r, bounded between 0 and 1,
measures the average fit of the observed data according to

r(Ω;E,BM) = 1∑
j∈J |Ωj|

j∈J∑ ∑
t∈T (Ωj)

e
− 1

2σ2
Ω

(dM(m(ωtj ;E)))2
,

where σΩ is the standard deviation of the observation noise (Sec. 5.4), dM(·) is the
Euclidean distance to the map mask BM, and m(·; E) is the isometry (5.1); the ex-
ponent γ > 0 controls the penalization imposed on values of r differing from 1 (the
value corresponding to a perfect fit). The proposed consistency-checking function, with
γ � 1, highlights hypotheses E that are in line with the map and the observations while
avoiding penalizing mismatches due to observation noise.

6.4. Principal module: camera position estimation

The principal module for sensor position estimation analyzes p(E |Ω,M). This anal-
ysis is carried out through the estimation of a set of K weighted camera positions
{ ¯̄E(k), ¯̄w(k)}Kk=1 capturing the main characteristics of this marginal distribution, and
representing thus the inherent ambiguity of the setting in a simple and practical man-
ner. For this purpose, U samples {Ē(u)}Uu=1 are drawn from p(E |Ω,M) by an MCMC
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6.4. Principal module: camera position estimation

sampling procedure using the result of the preprocessing module as a proposal density.
The set { ¯̄E(k), ¯̄w(k)}Kk=1 is then estimated by searching, among {Ē(u)}Uu=1, the subset of
K samples that approximates best the empirical posterior distribution {Ē(u)}Uu=1 in
terms of the Kullback-Leibler divergence.

6.4.1. Numerical evaluation of the posterior

The posterior probability p(E |Ω,M) is defined as the marginalization of p(E,R |Ω,M),
factorized as (5.4), over R. This process can be divided into two steps: the first one
consists in the marginalization of p(E,R |Ω,M) over the low-level details of all Rj

(j ∈ J ), which can be written as

p
(

E,(Hj)j∈J |(Ωj)j∈J ,M
)

∝
∏
j∈J

ˆ p(Ωj |E,Rj,M) p(Rj |M) dLj


=
∏
j∈J

 ˆ p(Ωj |E,Lj,M) P (Hj |M) p(Lj |Hj,M) dLj


=
∏
j∈J

P (Hj |M)
ˆ
p(Ωj |E,Lj,M) p(Lj |Hj,M) dLj


=
∏
j∈J

[
P (Hj |M) h(E,Hj; Ωj)

]
,

(6.6)

where integrals over Lj should be considered mere notation assumed for clarity, and
where

h(E,Hj; Ωj) =
ˆ
p(Ωj |E,Lj,M) p(Lj |Hj,M) dLj

=
∑
∀T (Rj)

ˆ
(rt
j
,vt
j
)t∈T (Rj)

p
(
(ωtj)t∈T (Ωj) |E, (rtj)t∈T (Rj)

)
p
(
T (Rj), (rtj,vtj)t∈T (Rj) |Hj,M

)
d(rtj,vtj)t∈T (Rj) ,

(6.7)

where the dependencies assumed in the observation model (5.22) have been included,
and where integration has been made explicit using d(rtj,vtj)t∈T (Rj) to indicate that it is
carried out over all positions and velocities in T (Rj), and using the summation over all
potential time spans T (Rj); the second step involves the marginalization of (6.6) over
the discrete subspace of possible high-level routes across the map to isolate completely
the camera position E, obtaining
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1

2

3

Figure 6.4.: High-level path grouping performed at the principal module. Three
paths enclosing the true absolute 2D track and thus sharing the same central
nodes (depicted as low-level routes). Unlike path 3, paths 1 and 2 belong to
the same class (same nodes around the track).

p
(
E |(Ωj)j∈J,M

)
=

∑
∀{(Hj)j∈J}

p
(
E,(Hj)j∈J |(Ωj)j∈J,M

)

∝
∏
j∈J

∑
∀Hj

[
P (Hj|M) h(E,Hj; Ωj)

]
.

(6.8)

The evaluation of p(E | Ω,M), thus, is based on the estimation of the sum/integral
unit h(E,Hj; Ωj) for each potential high-level path Hj for each object. The MCMC
sampling process from p(E |Ω,M) (Sec. 6.4.2) requires the frequent evaluation of (6.8):
for this reason, we have designed an efficient algorithm based on sequential Monte
Carlo methods and importance sampling for estimating h(E,Hj; Ωj) , as detailed in
Appendix A. However, further actions aimed at reducing the number of marginal dis-
tribution evaluations are required.

We apply high-level path grouping to improve the efficiency of the marginalization pro-
cess. This simplification, inspired in the dynamics for urban traffic defined in Sec. 5.3.3,
is rooted on the fact that the calculation of h(E,Hj; Ωj) involves only the observa-
tions ωtj, expressed as m(ωtj; E) with respect to the absolute frame of reference Rw

(where m(·; E) is the isometry (5.1)): thus, high-level paths differing only in aspects
that do not affect the low-level route distribution in the areas around m(ωtj; E) must
provide similar h(E,Hj; Ωj). Low-level dynamics defined in Sec. 5.3.3 are determined
by the fields dHj(r) and τHj(r), calculated using local characteristics of the mask BHj
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Figure 6.5.: Evaluation of the integral h(E,Hj; Ωj) for the 3 paths in Fig. 6.4
(100 different runs per path and number of samples, probability expressed in
logarithmic units). Relevant statistical indicators showed as a box plot.

of the high-level path Hj: therefore, all paths Hj having an identical BHj “before”
(according to the direction of Hj) and in the area where the observations m(ωtj; E)
lie must yield the same h(E,Hj; Ωj). For this reason, all those Hj whose nodes coin-
cide until the position of the last of the point observations m(ωtj; E) are grouped, and
h(E,Hj; Ωj) is only evaluated once for them all.

Additionally, although it is not exact, we can follow a similar reasoning for those nodes
composing the high-level path Hj “before” the observations m(ωtj; E), t ∈ T (Ωj), and
assume that the distribution of route low-level characteristics “forgets” its details af-
ter a certain distance. We perform thus a previous analysis for grouping high-level
paths into a reduced set of classes, characterized by sharing the same preceding Npre
and posterior Npost nodes around the observations of the corresponding object. Inte-
gral calculations are then performed only for one representative of each class. This
simplification (Fig. 6.4) reduces drastically the number of integrals and therefore the
computational cost associated to the evaluation of p(E |Ω,M). Figure 6.5 shows that
the differences between the integrals of different elements belonging to the same class
(Npre = Npost = 2) are much lower than the variance of the integration algorithm itself,
which justifies the grouping process.
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6.4.2. MCMC sampling and move definition

The proposed sampling process based on the Metropolis-Hastings algorithm [82] con-
siders two moves: move 1 (m1), the modification of a previously accepted camera
hypothesis; and move 2 (m2), the proposal of a new camera hypothesis from the data-
driven proposal q(E |M) estimated in the preprocessing module, needed to reach distant
regions of the solution subspace. The moves are chosen with probability q(m1) and
q(m2), respectively, with q(m1)+q(m2)=1.

Move 1 uses a proposal kernel q(E | Ě) normal and centered at the previously accepted
sample Ě to draw new hypotheses Ê1. Thus, q(Ê | Ě) = q(Ě | Ê), and the resulting
acceptance ratio for a new hypothesis Ê is ᾱ1 = min{1, α1}, where

α1 = p(Ê |Ω,M)
p(Ě |Ω,M)

q(m1) q(Ě | Ê)
q(m1) q(Ê | Ě)

=

∏
j∈J

[∑
∀H′jP

(
H′j |M

)
h(Ê,H′j; Ωj)

]
∏
j∈J

[∑
∀Hj P (Hj |M) h(Ě,Hj; Ωj)

] , (6.9)

and where h(E,Hj; Ωj) represents the low-level route integration unit discussed in
Appendix A.

In move 2, where the generation of new hypotheses Ê is directed by the kernel-based
proposal q̃(E|M) described in (6.2), acceptance is driven by the ratio ᾱ2 = min{1, α2},
where

α2 = p(Ê |Ω,M)
p(Ě |Ω,M)

q(m2) q̃(Ě|M)
q(m2) q̃(Ê|M)

= α1
q̃(Ě|M)
q̃(Ê|M)

, (6.10)

where, unlike (6.9), proposal densities do not cancel mutually and must thus be explic-
itly calculated.

Accepted sample rate strongly depends on how well the seeds generated in the purely
geometric analysis of the preprocessing module fit the dynamics of the scene, since
certain observations can geometrically fit certain areas of the map but have negligible
probability once object dynamics are considered. To prevent the unnecessary evaluation
of clearly erroneous sensor hypotheses, we eliminate every checked proposal seed that
has proved against the dynamics of the map. This simple action eliminates most
erroneous seeds during the burn-in phase of MCMC, and improves the acceptance rate
of subsequent iterations.

1We denote by the super-symbol ∨ (for instance, Ě) the last accepted hypotheses (and their related
probabilities), and by ∧ (for example, Ê) the proposed hypotheses to check.
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6.4.3. Hypothesis selection and ambiguity analysis

The marginal posterior p(E |Ω,M) is composed of an indeterminate number of prob-
ability modes sparsely distributed over the solution space. We summarize the main
characteristics of this distribution, that is, its main modes and their relative impor-
tance, in a reduced set of distinct weighed camera hypotheses { ¯̄E(k), ¯̄w(k)}Kk=1 using an
adaptation of the K-adventurers algorithm [170] for multiple hypothesis preservation.
For the sake of readability, we denote p(E |Ω,M) by p(E) during this section.
Let p(E) be a certain target PDF, and let

¯̄p(E) ≡
K∑
k=1

¯̄w(k) ¯̄k
(
E− ¯̄E(k)

)
(6.11)

be a kernel-based approximation with exactly K modes, where ¯̄k(E) represents a kernel
profile centered at the origin and with fixed scale (adapted to the expected size of the
searched modes). We aim to find the set { ¯̄E(k), ¯̄w(k)}Kk=1 of weighted solutions that best
approximates p(E) in terms of the Kullback-Leibler divergence

DKL

(
p|| ¯̄p

)
=
ˆ
p(E) ln

(
p(E)
¯̄p(E)

)
dE = −H(p)+H(p, ¯̄p),

where H(p) and H(p, ¯̄p) are, respectively, the entropy of p(E) and the cross entropy
of p(E) and ¯̄p(E). Since H(p) is constant for all possible solution sets, this problem is
equivalent to the minimization of

H(p, ¯̄p) = −Ep(E)

{
ln
[ K∑
k=1

w̄(k) Ḡ
(
E−Ē(k)

)]}

only, where Ep(E)[ · ] is the expected value with respect to the reference probability
density function p(E). H(p, ¯̄p) can be inferred using the RMSE estimator for the mean
as

H(p, ¯̄p) ≈ − 1
U

U∑
u=1

ln
[

K∑
k=1

¯̄w(k) ¯̄k
(
Ē(u)− ¯̄E(k)

)]
, (6.12)

where Ē(u) ∼ p(E). In our case, the U samples are the result of the MCMC step
discussed in Sec. 6.4.2.
The best summarizing set { ¯̄E(k), ¯̄w(k)}Kk=1 is searched among the samples {Ē(u)}Uu=1.
Subsets of K samples are randomly chosen and analyzed, and the best in terms of
H(p, ¯̄p), along with its corresponding weights { ¯̄w(k)}Kk=1, is finally retained. The weights
{ ¯̄w(k)}Kk=1 for each test set { ¯̄E(k)}Kk=1 are suboptimally estimated using Lagrange op-
timization on a conveniently simplified version of (6.12), which stems from the as-
sumption that the K modes are separated enough with respect to the scale of the
kernels ¯̄k(E). In these conditions, the area where ¯̄p(E) is significant can be fragmented

99



Chapter 6 Camera positioning and setting ambiguity analysis

C1

C2

C3

C4

C5

C6

C7

C8

C9

C10

Figure 6.6.: Synthetic database: object routes (blue), fields of view of the cam-
eras (red).

into subregions {Z(k)}Kk=1 such that ¯̄E(k)∈Z(k) and the contribution of the correspond-
ing mode ¯̄E(k) is totally dominant. Thus, the exact expression (6.11) for ¯̄p(E) can be
approximated by

p̃(E) =
K∑
k=1

[
¯̄w(k) ¯̄k

(
E− ¯̄E(k)

)
IZ(k)(E)

]
.

where IZ(k)(·) is the indicator function for the region Z(k). This region-based ap-
proximation allows us to write the logarithm of the sum as a sum of region-related
logarithms, which transforms (6.12) into

H̃(p, ¯̄p) = − 1
U

U∑
u=1

ln
[

K∑
k=1

¯̄w(k) ¯̄k
(
E− ¯̄E(k)

)
IZ(k)(¯̄E(u))

]

= − 1
U

U∑
u=1

K∑
k=1

{
ln
[

¯̄w(k) ¯̄k
(
E− ¯̄E(k)

)]
IZ(k)(¯̄E(u))

}
.

(6.13)

This last expression is suitable for the method of Lagrange multipliers, applied to find
the set { ¯̄w(k)}Kk=1 that minimize H̃(p, ¯̄p) subject to the restriction ∑K

k=1 ¯̄w(k) = 1 (note
that the additional restriction ¯̄w(k)≥0 is in principle required, but has no effect in this
case as shown by the result). The construction of the Lagrange function

Λ(w, λ) = H̃(p, ¯̄p) + λ
(∑K

k=1 ¯̄w(k) − 1
)
,
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xc
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Figure 6.7.: Real vehicle data set, camera MIT-1: (a) View. (b) Local ground-
plane frame of reference, once camera-to-ground homography has been applied.
Black lines: 2D tracks for all objects included in the data set. Red lines: the 8
representative tracks retained after trajectory clustering [6].

where w = ( ¯̄w(1), . . . , ¯̄w(k), . . . , ¯̄w(K)), and the resolution of its resulting system of
equations ∇Λ(w, λ) = 0 yield the final weights

¯̄w(k) = 1
U

U∑
u=1

IZ(k)(Ē(u)) , ∀k∈{1, ..., K} .

Although the preceding formulae are totally general, the specific kernel profile ¯̄k(E)
assumed is similar to that assumed for the approximation (6.2): that is, it is composed
of independent Gaussian functions for each spatial dimension of the solution space and
a Gaussian with truncated tails in the angular component.

The inference of the number K of significantly distinct modes itself, unknown in prin-
ciple, is important to understand the ambiguity of the given setting. Our proposal for
its automatic inference starts with the assumption of one single representative mode,
and iteratively increases in one unit the number K̃ of modes, whose corresponding
(sub)optimal KL-divergence is estimated and compared to the best divergence with
K̃−1 modes (the divergence is monotonically non-decreasing with respect to K). The
algorithm ends when the gain obtained by adding a new mode is below a certain per-
centage of the best divergence hitherto.
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6.5. Experimental validation

The proposed solution, or more specifically its particularization for urban traffic and
sensors providing complete 2D positional readings (expressed by the dynamic and ob-
servation models discussed, respectively, in Sec. 5.3.3 and 5.4), is tested using synthetic
and real urban traffic data based, in both cases, on real urban maps. The considered
data sets contain a series of challenging features that prove the performance of the
individual modules composing the system. More importantly, they show the capability
of the whole proposal in terms of ambiguity analysis and sensor positioning.

6.5.1. Experimental setup

The notation assumed to identify the test settings in this section and in Sec. 7.4 uses
three alphabetic characters indicating the specific map assumed, written in lower or
upper case depending on whether the sensor and the object routes in the setting are
synthetic or real, and an identification number.
The proposal is tested using urban traffic data, and the parameters of the object
dynamic model are therefore set to represent typical conditions for ground traffic: in
all cases, VAVG is set to 35 km/h; the parameters g0 and g1 controlling the tendency
of objects to tangential speed VAVG are set2 so as to reach, from zero, the 90% of that
target in 5 s; and g2, controlling the tendency to null normal speed, is set to decrease
speed to its 10% in 2 s (values within a reasonable range around these show no major
deviations). As for the geometric preprocessing phase, a low number of orientations
(<48) have been considered for integral evaluation.
The synthetic database consists of a map from a real road scene and semi-automatically
generated trajectories, and is referred to as “trf”. The considered map (Fig. 6.6) covers
an urban extent of 500×400 m, and its associated binary masks have a resolution of 0.33
m/pixel. In this setting, 20 test routes were semi-manually defined, and 10 different
sensor positions, trf-1 to 10, were randomly obtained around the passable regions of the
map for testing. The sensing coverage of all sensors was assumed identical: rectangular,
simulating the FoV of a vertically-oriented camera, and with size 50 × 35 m. The
generated routes and sensors resulted in a number of observed 2D tracks per simulated
camera between 4 and 10, all them sampled at a framerate of 5 fps.
The real vehicle database “MIT” comprises four traffic cameras, referred to as MIT-1
to MIT-4, imaging entries to and exits from parking lots. All these settings share
the same monitored environment and map, but MIT-1 and its associated tracks has
been adapted from the MIT Traffic Data Set [176] (Fig. 6.7), whereas MIT-2, 3 and 4
are taken from the MIT Trajectory Data Set [177]. The camera views are related to
the scene ground plane using a metric rectification homography calculated manually
using the DLT algorithm [64], and the resulting “corrected” views are considered the
local frame of reference of each camera (Fig. 6.7). The map covers 1200 × 850 m,
and its associated masks have a resolution of 0.4 m/pixel. The number of available

2The final values g0, g1 and g2 used in the tests depend on the framerate of each specific data set.
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Figure 6.8.: Camera position hypotheses (green) sampled from the proposal dis-
tribution q(E | Ω,M) estimated at the preprocessing module for camera trf-1.
Input data contaminated with observational noise of increasing power, and sim-
ilar obtained results. True camera location (red) and KL-representatives (blue)
have been included for clarity.

tracks in the considered real settings is impracticable: MIT-1 contains more than 100
tracks, and MIT-2, 3 and 4 contain, respectively, 4025, 4096 and 5753. In addition, a
great amount of them do not correspond to vehicles but to pedestrians, which are not
compatible with the urban traffic dynamic model considered (Sec. 5.3.3): only 93 tracks
in MIT-1 correspond to vehicles, and approximately only half of the tracks in MIT-2,
3 and 4. For these two reasons, the original set of observed trajectories was processed
using unsupervised trajectory clustering [6], which yielded 8, 7, 10 and 9 representative
vehicle tracks for each camera. Finally, the tracks in MIT-2, 3 and 4, originally sampled
non-uniformly, were interpolated (using cubic splines) and resampled with a framerate
of 6 fps, and the observed 2D tracks for MIT-1 were subsampled to 4.83 fps (1/6 of
its original framerate, 29 fps). Additional details on the location of the real cameras
in this “MIT” database and on the tracks observed from each camera can be found in
Appendix C.

6.5.2. Performance evaluation

We evaluate first the preprocessing module and the resulting camera position proposal
q(E |Ω,M). Figure 6.8 presents qualitative results corresponding to the same camera
setting trf-1 but with 2D tracks contaminated with different observational noise power.
All cases have calculated the proposal using 1000 seeds, and displays 100 randomly
generated camera hypotheses showing the resilience of the proposals to observation
noise. Note that the true camera location is included between those that can be
proposed by q(E |Ω,M). Similar quantitative results have been obtained for the rest
of settings.

The validity of the integration process based on high-level class grouping and iterative
MCMC evaluation (used extensively in the principal module) has been demonstrated

103



Chapter 6 Camera positioning and setting ambiguity analysis

0.192

0.122

0.122

0.09

0.084

0.082

0.02

0.01 0.08

0.08

0.06

0.03

0.018

0.01

0.18

0.176

0.086

0.082

0.076

0.072

0.066

0.062

0.052

0.04

0.04

0.028

0.012

0.012 0.008

0.004
0.16

0.136

0.118

0.11
0.104

0.1

0.058

0.056

0.04 0.036 0.036

0.018

0.018

0.01

0.442

0.232

0.188
0.138

1

0.986

0.014
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results (second row) for cameras trf-1, 3 and 5. In green, camera samples
generated in each case. True camera location (red) and KL-representatives
(blue), with relative weights superimposed, have been included to indicate the
estimated uncertainty.

in Sec. 6.4.2. The K-adventurers-based analysis has been tested individually, and
the corresponding experiments have shown that thresholds between 5 − 10% provide
satisfactory estimates for K in most situations. Presented results for camera position
analysis have been obtained using 5%.

As for the overall performance of the principal module, three illustrative qualitative
results of its ability are included in Fig. 6.9. These examples show the difference be-
tween the samples proposed before and after object dynamics consideration: that is,
they compare the result of the purely geometric analysis and the complete study in-
cluding map-based route modeling. In all cases, the length of the burn-in phase of
the MCMC process have been chosen comparable to the number of seeds used by the
proposal q(E | Ω,M) to eliminate as many wrong seeds as possible before the proper
MCMC sampling. We observe that distributions before and after present lower dif-
ferences when the camera and the observed 2D tracks correspond to an area with
specially peculiar geometric characteristics, but that the inclusion of object dynamics
helps to correctly locate the camera in all cases. The proposed K-adventurers analysis
has been performed on both estimated (proposal distribution) q(E |Ω,M) and (poste-
rior) p(E |Ω,M), and its conclusions (representative modes and their relative scores)
have been included in the figure so as to indicate the ambiguity of each compared
distribution.

The quantitative performance of the complete system is illustrated in Table 6.1, which
shows the absolute difference, in terms of both distance and orientation, between the
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Proposed approach (principal module) Baseline method
Ambiguity Location Orientation Location Orientation

Cam detected error (m) error (deg) error (m) error (deg)
∗trf-1 YES 58.338 2.079 77.229 2.412
trf-2 no 0.731 0.521 297.029 32.132
trf-3 no 0.641 0.613 348.045 38.898
∗∗trf-4 YES 134.088 127.019 322.226 74.261
trf-5 no 3.214 1.896 304.434 14.175
trf-6 no 1.345 0.687 2.119 0.424
trf-7 no 1.889 2.057 0.251 1.238
∗trf-8 YES 43.606 0.842 87.896 52.419
trf-9 no 2.176 0.521 0.219 0.189
∗∗trf-10 YES 182.834 172.243 340.852 9.563
MIT-1 no 1.129 0.544 1.443 1.289
MIT-2 no 1.256 0.934 1.615 1.197
MIT-3 no 0.933 1.169 0.537 0.751
MIT-4 no 0.786 0.384 1.027 0.653

Table 6.1.: Absolute error of camera estimations performed at the principal module
versus baseline method (∗: straight zone, linear drift, ∗∗: ambiguous setting).

real camera location and the estimation performed at the principal module, which
corresponds to the best mode of the K-adventurers analysis of the data. Due to the
lack of comparable works in the literature, the table compares the obtained results with
a baseline estimation method based on purely geometric point-wise consistency analysis
and exhaustive search: a grid of 250× 250 displacements and 720 camera orientations
(that is, a resolution of 0.5 degrees) is checked, and each studied camera position
is assigned a score consisting in the sum of the exponential of the signed Euclidean
distances, normalized by W (Sec. 5.3.3), of all the corrected 2D points composing the
track set Ω.

Table 6.1 presents results for the cameras of the synthetic and real databases, and
not only indicates the accuracy reached by our proposal but also its ability to distin-
guish ambiguous settings and therefore detecting when the estimation should not be
considered representative. In the tests, settings have been considered “unambiguous”
whenever the weight associated to the best mode is above 0.9. The table shows that
our proposal selected a wrong mode of the posterior distribution in two of the 14 tests:
this is the case of cameras trf-4 and trf-10, corresponding to settings that fit several
zones of the map. In other two tests, the correct mode was chosen but the provided
estimate is clearly displaced from the actual location: this is the case of trf-1 and trf-8,
corresponding to long straight areas of the map resulting in greatly dispersed modes.
However, these two inherent ambiguous cases, four tests in total, are correctly detected
by our approach as problematic. The rest of cameras correspond to less ambiguous
areas that have been correctly identified. In all these cameras, the distance between
the estimation and the original camera is below 3.3 meters, and the orientation di-
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vergence is below 2 degrees. Our approach clearly outperforms the included baseline
method in terms of reliability, providing satisfactory estimations in all cases. However,
the baseline can provide slightly more accurate estimates in settings such as trf-7, trf-9
and MIT-3, where the observed tracks determine univocally the position of the camera
without considering object dynamics.

6.6. Conclusions and future work

We have proposed a method for automatically estimating the location and orienta-
tion of a camera from observed tracks in its field of view. This method, based on
the general modeling framework presented in Chapter 5, uses the prior information
on the monitored scene in the form of a map to build probabilistic dynamic models
for the objects moving freely across the scene to infer the position of the camera from
several observed trajectories: to the best of our knowledge, environmental information
has not been used before in a similar manner for this application. The exploitation of
the resulting models, achieved through the combination of numerical integration and
stochastic sampling techniques, allows to analyze of the addressed camera settings, de-
tecting therefore those ambiguous situations where point estimation is not meaningful,
and providing satisfactory estimates when possible. The experimental results obtained
for both synthetic and real traffic data demonstrates the capabilities of the proposal.
Although the results obtained by this proposed system are very satisfactory, mainly
in terms of ambiguity analysis, the accuracy of the obtained positions estimates, with
errors around 1-3 m and 0.5-2 degrees, might be insufficient for certain applications.
The aim of the system proposed in Chapter 7 is to refine the estimates provided by
this proposal to achieve improved hypotheses for camera position, which is carried out
by using low-level details of object routes for sensor position optimization [65, 67].
The proposed method has been adapted to and tested for visual sensors and urban
traffic, since certain details of the build dynamic and observation models need to be
adapted to the specific working conditions of the system. However, the general princi-
ples behind it can be extrapolated to other sensing devices, environments and moving
object types: different models adapted to other cases and their effect on the discrimi-
native capabilities of the proposal should be analyzed individually. Additionally, future
work could consider joint consistency between multiple sensor to disambiguate settings
where individual sensor readings fit multiple map areas.
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7. Gradient-based transdimensional
Monte Carlo for improved
positioning

The system proposed in Chapter 6, based on the general Bayesian framework discussed
in Chapter 5, is aimed at both studying the inherent ambiguity of a given camera
setting and estimating its position. This system proves powerful and effective, and
yields robust and complete descriptions on the plausible camera positions in the scene;
however, the accuracy of the obtained camera position estimates, with errors around
1 - 3 m in location and 0.5 - 2 degrees in orientation, might be insufficient for certain
applications. These limits in terms of accuracy, though, are partly a consequence of the
treatment given to the probability density functions described in the general Bayesian
frameworks rather than limits of the framework itself.

In this chapter we propose a system aimed at exploiting in greater detail the discrim-
inative properties of the probability distribution proposed in Chapter 5 linking the
observations of several freely-moving objects in the scene with their potential underly-
ing routes and with position of the camera, given a certain environmental map. Unlike
the system in Chapter 6, using marginalization to avoid transdimensional considera-
tions, this proposal directly addresses the complete posterior, defined over a space of
varying dimensionality due to the unknown object route duration, to exploit all its
discriminative properties and obtain accurate position estimates. For this purpose,
we create gradient-based algorithms for transdimensional Monte Carlo optimization,
which obtain improved MAP sensor estimates stemming from initially provided ap-
proximate positions like, for example, the estimates provided by the system presented
in Chapter 6.

As a consequence of their close relationship with the discussed general Bayesian frame-
work, most methods and algorithms designed for this presented subsystem are adapted
to visual sensors and urban traffic (since this particularization is required to design a
complete system and to evaluate it). However, they would be also valid for inferring
the position of a greater range of sensors with different characteristics. Thus, with cer-
tain adaptations, the proposal can be considered an extension to other methods such
as GPS-landmarks positioning for improved accuracy.

107



Chapter 7 Gradient-based transdim. MC for improved positioning

7.1. Motivation, objectives and theoretical precedents

7.1.1. Joint utility function versus marginal distribution

As discussed in Sec. 6.1, sensor positioning based on scene maps and observed routes
can be inherently ambiguous for certain sensor/moving object settings. Therefore, it
is necessary to evaluate, for the given setting, whether a certain provided position
estimate is relevant or not: this task is addressed in Chapter 6.

The said ambiguity analysis relies on the general Bayesian framework for sensor po-
sitioning presented in Sec. 5.2, which captures the natural restrictions imposed by
the map and the observed tracks on sensor position E through the addition of the
routes R = (Rj)j∈J of the underlying moving objects that caused the observations
as an auxiliary variable. The presence of R, of varying dimensionality due to the a
priori unknown length of object routes, makes the direct use of the joint probability
density p(E,R | Ω,M) unsuitable. Instead, Chapter 6 avoids those multidimensional
considerations by marginalizing this distribution over R, obtaining thus p(E |Ω,M).

The use of the marginal p(E | Ω,M) obtained from p(E,R | Ω,M) has an obvious
advantage, apart from the avoidance of all difficulties related to varying-dimensionality
spaces: the meaning of the marginal is clear, since it models the posterior distribution
for E in isolation. However, the marginal presents two principal drawbacks:

1. It fuses information corresponding to all possible object routes Rj, so it mixes
information given by the actual route Rj described by the object that caused the
observation Ωj with the rest of potentially plausible but erroneous paths.

2. It cannot be obtained analytically, but through a numerical marginalization pro-
cess, which prevents the use of algorithms for guided sampling and optimization.

Instead, the subsystem proposed in this chapter uses p(E,R |Ω,M) to hazard not only
hypotheses for the sensor position E but also for the routes R described by the moving
objects that caused the observations Ω.

This proposal is thus aimed at exploiting more exhaustively than in Chapter 6 the
discriminative properties of p(E,R |Ω,M) for sensor positioning, and at improving so
the accuracy of the resulting estimates. To this end, both sensor position E and object
routes R (as a side result) are directly obtained from the joint probability density func-
tion using the MAP criterion, which is carried out using iterative local optimization
from an initial approximate sensor position estimate E◦. However, unlike [141], this
operation is performed in a solution space containing a virtually infinite number of
subspaces of different dimensionality. For this reason, gradient-based algorithms for
transdimensional Monte Carlo optimization are specifically created to explore the joint
distribution (5.4), which additionally requires the adaptation of the dynamic and ob-
servation models proposed, respectively, in Sec. 5.3 and 5.4 to fulfill the differentiability
requirements of the proposal.
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7.1.2. Positioning and MAP estimation: related work

The main existing works on relative calibration of camera networks, discussed in detail
in Sec. 4.1.2.1, make, like our proposal, assumptions on the plausibility of the potential
dynamics of the moving objects of the scene. Rahimi et al. [141] designs a Bayesian
probabilistic approach of special interest due to its flexibility and its powerful handling
of uncertainties. This approach assumes one single object observed from different
cameras and defines the joint probability distribution for the positions of the cameras
and the object global trajectory (without considering the characteristics of monitored
environment). The final point estimate for the camera positions follows the MAP
criterion, obtained using the Newton-Raphson local optimization algorithm.

Bayesian estimation, specially under the MAP criterion, is one of the most power-
ful approaches when statistical information on the variable to estimate is available.
This approach can be addressed using Monte Carlo methods for space exploration [44],
but also local optimization algorithms when the expression of the posterior distribu-
tion is available and appropriate. However, posterior probability functions defined on
spaces composed of multiple subspaces of different dimensionality prevent direct den-
sity comparisons between subspaces due to measure mismatches. The described MAP
estimation problem thus transforms into the so-called model selection problem [65].
Model selection arises naturally in many computer vision tasks such as multiple object
2D tracking [122, 82] or image segmentation [170, 171], and corresponds to situations
where the number of parameters to estimate is one of the parameters to estimate. These
problems are usually addressed by means of transdimensional sampling techniques, such
as Population Monte Carlo simulation [67] or birth-and-death sampling [162], which
“hide” measure theory considerations.

RJMCMC [5] allows the exploration of the solution space by means of a Markov chain
composed of different intra and inter-dimensional meaningful moves, and iteratively
proposes new hypotheses for the solution of the problem which are accepted or re-
jected according to a resulting acceptance ratio. For this reason, move design is the
most important and difficult aspect in RJMCMC [22]. The efficiency of the sampling
process in intricate spaces with high dimensionality can be greatly improved by includ-
ing gradient-guided moves, which results in the Langevin MCMC sampling [163].

7.2. Proposal overview

The main assumptions of the subsystem presented in this chapter coincide with those
stated in Sec. 5.1 for the general Bayesian framework, and with those made in Chapter 6
as well: let a 2D map M of the monitored scene, depicting the environmental layout
structures of the monitored environment, be available; let the position of the considered
sensor with respect to the coordinate system Rw associated to M be written as E =
(c, ϕ) (with orientation ϕ only included if necessary for the type of considered sensor);
and let NΩ freely-moving objects in the scene be tracked over time, resulting in the
set Ω = (Ωj)j∈J , J = {1, . . . , NΩ} of tracks referred to a local frame of reference Rc
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for the sensor. The aim of the proposed subsystem is to obtain an accurate sensor
position estimate from an initially provided approximation E◦ assumed also available.
This initial E◦ could be the result of the positional analysis described in Chapter 6,
but could be, in principle, obtained using any unspecific positioning method or prior
knowledge on the sensor (for instance, its intended position during placement).
The proposed subsystem uses p(E,R |Ω,M), defined as (5.4), to hazard joint hypothe-
ses for the sensor position E and the routes R described by the moving objects that
caused the observations Ω. To this end, we propose a hierarchical inference process
that makes gradient-based optimization techniques possible in the resulting space of
varying dimensionality where the joint posterior is defined, and also create the specific
algorithms for MAP search required in the addressed problem. The design of the pro-
posed system is inspired by the special anatomy of the solution space of the addressed
problem, which is analyzed next.

7.2.1. Anatomy of the solution space

Let ΘE be the subspace of possible sensor positions, and ΘR be the joint solution
subspace for the routes of all the NΩ objects in the scene. Then, the complete space Θ
where the joint posterior (5.4) is defined can be regarded as the Cartesian product

Θ = ΘE ×ΘR .

Assuming that the orientation of the sensing device is relevant to the interpretation of
its readings (Sec. 5.1), the subspace ΘE for sensor position is

ΘE = R2 × SO(2) .

This subspace definition assumes that the spatial displacement of the device is con-
sidered in R2 and thus continuous and, in principle, unbounded. Its orientation is
defined in the “periodic” space SO(2), diffeomorphic to the unit circle S1. So ΘE can
be regarded as a sort of extended cylinder of dimension 3.
The joint route subspace ΘR is defined as the Cartesian product of the solution spaces
of the NΩ objects in the scene as in

ΘR = ΘR1×ΘR2× · · · ×ΘRNΩ
=
(
ΘRj

)NΩ
,

where grouping is motivated by the fact that the structure where individual routes Rj

are defined is identical for all the objects of the system. As for these individual
spaces ΘRj , the assumed dual high-level and low-level description (5.5) of routes results
in the mixed space

ΘRj = ΘHj ×ΘLj .

The discrete subspace ΘHj corresponds to the semantic partHj of the routes, that is, to
the map nodes traversed by the object. The fact that high-level paths are expressed as
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Figure 7.1.: Schematic depiction of the anatomy of the solution space, with sub-
spaces ΘT (Rj) represented as maps. The restriction of each ΘT (Rj) for two given
high-level paths Hj (orange and blue respectively) is depicted.

ordered sequences starting with an entry node and ending with an exit node (5.6), along
with the assumption that they have no loops, makes ΘHj not only discrete but also
finite. The continuous subspace ΘLj corresponds to the point-wise low-level description
of the route of each moving object. The consideration of routes with unknown time
span T (Rj) results in low-level routes of varying dimensionality, which makes ΘLj be
defined as the union of multiples subspaces corresponding to each T (Rj) and with
different dimensionality as well: thus, we have

ΘLj =
⋃
∀T (Rj)

ΘT (Rj) (7.1)

with
ΘT (Rj) =

∏
t∈T (Rj)

(
t , Θr ×Θv

)
=

∏
t∈T (Rj)

(
t , R4

)
, (7.2)

where the sequence product symbol represents the Cartesian product, and where the
last identity reflects that the spaces Θr and Θv where positions rtj and velocities vtj lie
coincide with R2. The definition (7.2) of ΘT (Rj) is then composed of |T (Rj)| identical
spaces for the position-velocity of the object at all its comprised time steps (where | · |
indicates set cardinality) that, more importantly, are indexed using the time step t.
This indexation used to capture the temporal relationship between subspaces, and is
essential to define a certain notion of proximity between hypotheses lying on different
subspaces ΘT (Rj).
Although the dual description of the routes Rj make ΘRj be formally defined as the
Cartesian product of ΘHj (discrete) and ΘLj (union of indexed continuous spaces),
both subspaces are far from decoupled in practice: on the contrary, the influence of
the chosen high-level path on the allowable low-level details of the route, expressed
by the specific dynamic model considered (Chapter. 5), causes that, for each possi-
ble hypothesis Hj, only a certain limited set of position-velocity sequences in ΘLj are
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reasonable.: therefore, for each chosen high-level path Hj, the potential low-level de-
tails Lj for the trajectory of the object lie on a reduced subspace of each one of the
varying-dimensionality subspaces ΘT (Rj). This feature, along with the global anatomy
of the solution space Θ, is illustrated, in Fig. 7.1. The restriction of the problem to
those limited subregions simplify the subsequent sampling process, since they exhibit
characteristics similar to those of nested subspaces [49] that are not present in the
complete ΘRj . This aspect is essential for the design of the exploration process of the
optimal solution.

7.2.2. Exploration process and system operation

As a consequence of the practical relationship between ΘHj and ΘLj (Sec. 7.2.1), if the
true high-level paths H = (Hj)j∈J were known, the solution space where the search
for each Lj needs to be conducted would be restricted to a limited plausible subregion
of each ΘT (Rj) (for all different route time spans T (Rj)): this imposition is caused
by the chosen Hj through the effect of the considered dynamic model. In addition,
if the actual position of the sensor were approximate known as well, the plausible
subregion within each ΘT (Rj) would be restricted even further. The shape and timing
of the object trajectory within the assumed sensor coverage would be limited by the
corresponding observed track Ωj through the considered observation model. In these
restricted conditions, then, we can assume that all plausible joint hypothesis for E
and L are concentrated in a connected region of Θ around the actual values of both
variables: this justifies a local processing aimed at iteratively proposing improved joint
hypotheses for E and L.
The designed inference algorithm is therefore organized hierarchically: it infers first
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the most plausible high-level paths H∗=(H∗j )j∈J followed by the NΩ observed objects;
once H∗ is inferred, the low-level details of p(E,R | Ω,M) given H∗ are exhaustively
explored, which allows us to obtain the final sensor position estimation E∗ and, as a
side effect, its corresponding most plausible object routes R∗ = (R∗j )j∈J . The scheme
of this whole proposed approach is shown in Fig. 7.2.

The first hierarchical stage corresponding to the inference of H∗ assumes the initially
provided sensor position estimate E◦ true, and studies the resulting discrete conditional
distribution p(H|E◦,Ω,M) of the high-level paths H=(Hj)j∈J for this fixed E◦. This
conditional can be evaluated, up to a scale factor, through the marginalization of the
joint posterior p(E◦,R | Ω,M) over the low-level details L= (Lj)j∈J of object routes,
which can be performed using numerical integration. The MAP criterion is then used
to find the most plausible paths H∗ through exhaustive search, as detailed in Sec. 7.2.3.

In the second and last stage, the previously inferred best high-level paths H∗ are
assumed true and fixed. The local features of the conditional distribution p(E,L |
H∗,Ω,M) around the initial estimate E◦ are analyzed to obtain the optimal joint hy-
pothesis for sensor position E∗ and the low-level characteristics L∗ = (L∗j)j∈J of object
trajectories (givenH∗). Note that, although interesting for themselves, the obtained L∗
are simply a necessary side product of the analysis of E for the most plausible object
routes only, instead of from a marginalized distribution agglutinating both likely and
implausible route hypotheses. This analysis is performed using RJMCMC [5] to hide all
considerations on measure theory across the low-level route subspaces ΘT (Rj) of varying
dimensionality. RJMCMC is specially appropriate in this case since the reduced regions
of ΘT (Rj) where low-level routes L restricted restricted to H∗ might be located can be
linked using similar techniques than those used for nested models. Section 7.3 details
the designed optimization algorithm, which includes gradient-based local moves, in the
form of Langevin dynamics [163], to improve the efficiency of the estimation process.

7.2.3. Inference of the most plausible high level paths H∗

The estimation of the set of most plausible high-level paths H∗ followed by the ob-
jects in the scene is based on the analysis of the discrete conditional distribution
p(H | E◦,Ω,M), given the initially provided sensor position approximation E◦. This
conditional probability can be calculated, up to a scale, through the marginalization
of the joint distribution (5.4) with E◦ fixed as

p(H|E◦,Ω,M) ∝ p
(
E◦,H|Ω,M

)
=
ˆ
p
(
E◦,R |Ω,M

)
dL ,

where the integral over L must be considered mere notation. This marginalization
can be performed using a numerical integration process similar to that presented in
Sec. 6.4.1, motivated by the rewriting

p
(
E◦,H|Ω,M

)
=
∏
j∈J

[
P (Hj |M) h(E◦,Hj; Ωj)

]
, (7.3)
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similar to (6.6), where the integration unit h(E,Hj; Ωj) is defined as (6.7) and can be
carried out using the numerical integration process detailed in Appendix A.
The most plausible joint hypothesis H∗ for the high-level paths followed by the objects
could be then obtained from (7.3) using the natural MAP criterion for discrete variables,
consisting in the exhaustive evaluation of all possible joint hypotheses H = (Hj)j∈J .
However, the consideration of all the joint possible variations of NΩ objects would
probably cause a combinatorial explosion and become prohibitive. Fortunately, as the
resulting expression (7.3) shows, different objects contribute independently to p(H |
E◦,Ω,M), and therefore the most plausible global hypothesisH∗=(H∗j )j∈J is composed
of the most plausible hypothesis for each single object as

H∗j = arg max
Hj∈ΘHj

{
P (Hj |M) h(E◦,Hj; Ωj)

}
. (7.4)

Even considering objects individually, and depending on the extension of the scene and
the topology and connectivity of the map, the discrete subspace ΘHj for each object
is composed of a finite but usually high number NRj = |ΘHj | of possible high-level
paths. However, the number of paths that needs to be evaluated decreases drastically
in practice, since the probability of all high-level paths Hj whose associated mask BHj
is not consistent with the point observations ωtj (for the initial E◦ assumed) is negligible
as a result of the presence of the observation model p(Ωj |E,Rj,M) in the calculation of
h(E◦,Hj; Ωj). This, along with the assumption that object trajectories do not contain
loops, reduces the number of paths to check to the same order of |GA| × |GD|.

7.3. Gradient-based RJMCMC

Once the semantic part H∗ = (H∗j )j∈J of the object routes has been inferred, and al-
though only the position of the sensor is in principle of interest, the best joint pair E∗
and L∗ given the high-level paths H∗ is sought: the reason behind this joint opti-
mization is that the complete joint conditional p(E,L |H∗,Ω,M) preserves better dis-
criminative characteristics on sensor location than the potential marginal distribution
p(E | H∗,Ω,M) or even more than the marginal p(E | Ω,M) assumed in the analysis
process described in Chapter 6.
The conditional joint distribution p(E,L|H∗,Ω,M) given H∗ can be identified, up to a
scale, with the joint posterior distribution (5.4) restricted to the inferred paths as

p(E,L|H∗,Ω,M) ∝ p
(
E,(H∗j ,Lj)j∈J |Ω,M

)
, (7.5)

and can be optimized in the neighborhood of the initially provided position estimate E◦.
The solution space for (7.5) contains the spaces ΘLj for the low-level details of each
observed object, defined as the infinite union (7.1) of subspaces ΘT (Rj) of different
dimensionality corresponding to different longer/shorter time spans T (Rj). This fact
complicates the exploration of (7.5), since it makes direct probability density com-
parisons useless due to measure mismatches, suggesting the use of special methods
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able to naturally handle the structure of the subspaces ΘLj . For this reason, the de-
signed exploration algorithm is based on RJMCMC, an iterative sampling method for
drawing samples from evaluable distributions [162, 22], and used also for variable op-
timization. It requires the definition of a Markov chain whose moves are classified into
two types: diffusion moves, limited to solution subspaces previously reached by the
chain and thus involving no change in dimensionality, and jumps, consisting in tran-
sitions between subspaces of different dimensionality. The features of the conditional
distribution (7.5) under study accommodate well these two types.

Our proposed Markov chain is composed of seven simple moves exploiting the specific
features of (7.5), evaluated up to scale as in (7.5). Three of them are diffusion moves
modifying, respectively, only sensor position, only individual object routes, and sensor
and objects jointly. These three moves, defined in Sec. 7.3.2, are guided using the gra-
dient of the target conditional distribution (7.5): this choice requires the redefinition of
certain terms of the originally proposed dynamic model (5.3) to satisfy the new differ-
entiability requirements of the resulting probability distribution, which is addressed in
Sec. 7.3.1. The four remaining moves of the Markov chain are jumps, such that two of
them are the reverse jumps for the other two, addressing the augmentation/reduction
of single object time spans.

7.3.1. Required modifications of the dynamic model

The general map-based dynamic model provided in Sec. 5.3.2 captures satisfactorily
the influence of the environmental layout on moving object behavior, as proved in the
subsystem presented in Chapter 6, and presents practical characteristics for route simu-
lation that can be used to define numerical algorithms such as the numerical marginal-
ization (7.3). However, the use gradient-based search algorithms imposes additional
differentiability requirements on it that were not considered in its original definition.
Thus, we keep a similar dynamic model for our proposed subsystem for sensor position
improvement but adapt the necessary terms to meet the additional requirements of the
conditional (7.5).

The dual high-level/low-level factorization (5.8) for the prior distribution of Rj is suit-
able for our new puroposes, and the definition (5.9) for the prior distribution of high-
level paths Hj is appropriate as well. The first-order Markov model (5.10) used to
encode all the low-level aspects Lj of the route (given Hj) is convenient and prac-
tical, and it is kept in the newly defined model: however, the definition (5.11) pro-
posed in Sec. 5.3.2 for the disappearance probability factor in (5.10) is not suitable
for the newly proposed computational process and needs to be redefined. Originally,
PD
(
Dt
j | rtj,Hj,M

)
was defined as a binary function such that objects disappear with

probability identically one whenever rtj lies on the spatial support BnD of the exit
node nD of their high-level path Hj, and have disappearance probability identically
zero whenever rtj lies outside. Instead, motivated by regularity considerations related
to gradient calculation, we propose a differentiable function of the unsigned Euclidean
distance dunD(r) to the exit node nD (distance zero inside the node mask BnD , and positive
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outside) consisting in the exponential-based function

PD
(
Dt
j |rtj,Hj,M

)
= γ exp

−1
2

(
dunD(r

t
j)

LD

)2 ,

where the distance LD indicates the decay rate of the disappearance probability, and
where the scalar 0<γ<1, γ ≈ 1, indicates the maximum disappearance probability.

Additionally, although the evolutionary factors specifically proposed in (5.3.3) for urban
traffic dynamics are compatible with the differentiability requirements of the gradient-
based proposal, we redefine them as well. The aim of this proposed redefinition is to
modify slightly the influence of the high-level paths Hj on the moving objects outside
their associated passable regions BHj to obtain smoother probability density variations,
while still encouraging, as in the original proposal for urban traffic dynamics, smooth
trajectories along the tangential direction of the high-level path Hj and a certain av-
erage speed VAVG (depending on the scene and the type of vehicle assumed). To this
end, and trying to make as few modifications of the original model as possible, we
keep unaltered the definitions (5.14)-(5.19) describing the general vehicle behaviour,
but redefine the scalar correction function vc(d) responsible for the modification of the
vehicle velocity whenever it would cause a position inconsistent with the mask BHj .
Then, the definition (5.20) for vc(d) is substituted for

vc(d) =

 0, d ≤ (−W )
−
{

(d+W)−β log
(

(d+W)/β + 1
)}
, d ≥ (−W ) .

This definition progressively reduces the distance of all object positions such that−W<
dHj <∞ (for a certain positive distance margin W ). Satisfactory distance reduction
rates are achieved with values β ≈ 1.3W , which encourage objects at a distance W/2
or lower to lie within Hj.

7.3.2. Diffusion moves: local modification

Diffusion is aimed at exploring the same solution subspace of the previously accepted
sample. However, this space contains too many variables and the objective density (7.5)
is too intricate for expecting simple random blind modification of previous hypothesized
samples to perform efficiently [82]. Instead, we benefit from the differentiable properties
of the conditional distribution p(E,L|H∗,Ω,M) (defined for this purpose) to create a
hypothesis proposal process guided by the steepest ascent principle, as in the so-called
Langevin-Hastings sampling process [163].

Diffusion, chosen with probability Q(n1), is divided into three different diffusion moves,
d1, d2 and d3, respectively chosen with probability Q(d1), Q(d2) and Q(d3). They all
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take the previously accepted joint hypothesis1 (Ě, Ľ), with Ľ=(Ľj)j∈J , as the starting
point for proposing a new hypothesis. And this proposal is performed, in all cases, by
adding a shift in the direction of the partial derivative of the logarithm of (7.5) (with
respect to the modified variables). However, each move alters different variables of
(Ě, Ľ) (in the direction of the partial derivative with respect to the modified variables):

d2 alters only the sensor position E, with the positions and velocities Ľ of all
the NΩ objects unaltered: thus, in this case, the gradient is only calculated with
respect to the sensor position as

∇E log p̌ =
∂ p
(
E, Ľ |H∗,Ω,M

)
∂ (c, ϕ)

∣∣∣∣∣
E=Ě

. (7.6)

d3 varies all the local properties Lk of the route of one single of the NΩ objects,
randomly chosen, leaving the rest of objects and Ě unchanged. Therefore, gradi-
ent is calculated only with respect to the position and velocity nodes (rtk,vtk)t∈T (Rk)
of the object (for a certain fixed time span T (Rj)), giving

∇Lk log p̌=
∂ p
(

Ě,(Ľj)j∈J\{k},Lj |H∗,Ω,M
)

∂ (rtk,vtk)t∈T (Rk)

∣∣∣∣∣
Lk=Ľk

. (7.7)

d1 modifies simultaneously the sensor position and the positions and velocities of
all the NΩ objects: thus, the complete gradient

∇ log p̌ ≡
(
∇E log p̌ ,

(
∇Lj log p̌

)
j∈J

)
(7.8)

is used, where ∇E log p̌ and ∇Lj log p̌ follow, respectively, the expressions (7.6)
and (7.7).

According to the general formulation of the Langevin MCMC method, an additional
random variation should also be added to the drift in the direction of the log-gradient:
the power of this added proposal noise and the fraction of the log-gradient used to
create the drift are coupled [22]. However, as in [170], we dynamically set drifts so
as to systematically improve the current probability density (Algorithm 7.1) and thus
maximize the accepted ratio: in these conditions, the proposal noise has a limited
practical effect and thus is omitted [170].
The creation of a method providing systematic improvements for a differentiable scalar
function requires certain considerations beyond plain gradient calculation. The gra-
dient indicates the direction along which the greatest improvements of its output are
achieved, and its improvement rate, for infinitesimal displacements; however, it does not
hold for arbitrary shifts. For this reason, existing efficient gradient-based optimization

1As in the MCMC sampling process described in Sec. 6.4.2, we denote by the super-symbol ∨ (for
instance, Ě) the last accepted hypotheses (and their related probabilities) with the super-symbol
∨ (for instance, Ě), and by ∧ (for example, Ê) the proposed hypotheses to check. This notation is
used in the definition of both diffusion moves and jumps.
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Algorithm 7.1 Diffusion move procedure
Input:

Diffusion move probs. Q(d1), Q(d2), Q(d3)
Previously accepted joint hypothesis (Ě, Ľ)
Associated posterior probability density p̌

Output:
New accepted hypothesis (Ě, Ľ)
Associated posterior probability density p̌

1: d← RandomSample( d1, d2, d3 ) . Q(d1),Q(d2),Q(d3)
2: if d=d3 then k ← RandomSample(J )
3: end if . Sample one object uniformly
4: ∇ log p̌← GradCalc( Ě, Ľ, d, k ) . Defined below
5: (Ê, L̂, p̂)← DiffusionProposal( Ě, Ľ, d, k,∇ log p̌ ) . Posterior improving proposal

(Algorithm 7.2)
6: (Ě, Ľ)← (Ê, L̂) . Always accept proposal...
7: p̌← p̂ . ... and store associated posterior
8: return (Ě, Ľ), p̌

9: Randomly choose one element from the set S
Gradient calculation:

10: function GradCalc( Ě, Ľ, d, k )
11: if d = d2 then return ∇E log p̌
12: else if d = d3 then return ∇Lk log p̌
13: else return complete ∇ log p̌
14: end if
15: end function

algorithms set the iterative displacements by appropriately modifying the scale, and
even the direction, of the gradient. For instance, Newton’s and quasi-Newton methods
(e.g. Davidon–Fletcher–Powell, DFP, and Broyden–Fletcher–Goldfarb–Shanno algo-
rithms, BFGS) use respectively the exact or approximate inverse of the Hessian matrix
of the utility function for this purpose [128]. Both options would be impractical and
even unfeasible in our case due to the size of the involved variables, and in addition
cannot guarantee hypotheses improving the target function. Instead, the evolution
assumed in Algorithm 7.1 is achieved by estimating, at each move, a convenient scale
factor γ for the corresponding gradient vector. For clarity, the proposed procedure is
detailed next for the complete gradient∇ log p̌ corresponding to the move d1; analogous
procedures are followed for the moves d2 and d3.
The scale factor for the gradient is estimated by setting a decreasing series of factors
{γ(n)}n∈Z, resulting in the series of hypotheses

(Ê(n), L̂(n)) = (Ě, Ľ) + γ(n)∇ log p̌ , (7.9)

which are checked iteratively until an index nd ∈ Z is found such that: γ(nd) causes
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Algorithm 7.2 Diffusion proposal (with scaled gradient)
Input:

Previously accepted joint hypothesis (Ě, Ľ)
Diffusion type d∈{d1,d2,d3} and object k∈J (if d=d3)
Gradient ∇ log p̌ (calculated for d, and for k if d=d3)
Last index n̄d used for d and for k (if d=d3)

Output:
New proposed hypothesis (Ê, L̂)
Associated posterior probability density p̂

1: n← (n̄d−2) . First n considered: n̄d−1
2: p̂←0, p̂(n)←0 . To ensure two loop evaluations
3: Declare Ê, L̂, Ê(n), L̂(n)

4: while (p̂ ≤ p̌) OR (p̂ < p̂(n)) do
5: p̂← p̂(n), Ê← Ê(n), L̂ ← L̂(n)

6: n← (n+1), γ = 2−n . Halve the scale factor
7: Ê(n) = Ě + γ∇E log p̌
8: L̂(n) =(L̂(n)

j )j∈J , with L̂(n)
j = Ľj + γ∇Lj log p̌

9: p̂(n) = p(Ê(n), L̂(n)|H∗,Ω,M) . New hypothesis proposed and evaluated
10: end while
11: n̄d ← (n−1) . Store the last index used
12: return (Ê, L̂), p̂

a greater probability density than that of the last accepted hypothesis (Ě, Ľ), and
improves the probability densities corresponding to the previous nd−1 and posterior
nd+1 indices. For simplicity and convenience, we use the factor series γ(n) = 2−n,
although many other decreasing series could be used.

This iterative procedure requires the evaluation of the posterior density (7.5) corre-
sponding to each tentative hypotheses (Ê(n), L̂(n)). To reduce the number of different
hypotheses (and factors) to check, we keep record of the last selected n̄di for each spe-
cific diffusion move type (since d1 conveys more intricate displacements, and simple
sensor position, d2, or individual objects, d3, can afford longer shifts), and we start
checking from the immediately greater factor n̄di−1. The extra cost derived from the
multiple evaluations of the posterior distribution needed by the presented procedure
does not represent a problem in practice: gradient calculation is at least one order of
magnitude costlier than each posterior density evaluation, and no more than 3 or 4
different scale factors usually need to be checked. The procedure is summarized in
Algorithm 7.2.

The expressions of the gradients are analytically derived from the decomposition
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log p(E,L|H,Ω,M)= C +
∑
j∈J

logP
(
H∗j |M

)
+
∑
j∈J

log p(Ωj |E,Lj) +
∑
j∈J

log p
(
Lj |H∗j ,M

)
.

(7.10)

Here, C represents an unknown constant, and the summation of high-level path prior
probabilities (the second term) is fixed: thus they do not appear in ∇ log p̌. Moreover,
(7.10) indicates that the calculation of ∇E log p̌ involves only the third term, the sum-
mation of the observation model, for all objects and positions. On the other hand,
the calculation of each ∇Lj log p̌ involves only the components of the third and fourth
terms concerning this specific j-th object.

Additionally, gradient calculation involves not only the signed Euclidean distance dHj(r),
its spatial gradient ∇dHj(r) and the unitary tangential vector field τHj(r), all them
used in the evaluation of the conditional posterior (7.5); it also uses two new derivative
structures: the Hessian matrix of dHj(r), denoted by HdHj(r), and the spatial gradi-
ent ∂τHj(r)/∂rtj of the tangential field. Each new structure contains four different
components which, as in the original structures, are calculated on a discrete spatial
grid (via simple numerical operations performed on the grids corresponding to ∇dHj
and τHj) and are subsequently interpolated on any required continuous position. The
increased number of necessary interpolations, along with other additional required op-
erations, makes each practical gradient computation approximately ten times slower
than the equivalent probability density evaluation, which justifies the convenience of
the designed iterative scale estimation.

7.3.3. Jumps: modification of the time span of a route

The time span T (Rj) of each object is part of the parameters to be estimated. The
exploration of different T (Rj) implies dimensionality changes, which are handled in the
RJMCMC framework using jumps. Jumps are then part of the sampling Markov chain
and appear interspersed with diffusion moves in the process.

Jumps avoid explicit measure theory considerations during the exploration of the sub-
spaces composing the whole solution space. This is achieved by defining the transition
between each pair of origin and a destiny subspaces by means of a diffeomorphism,
with the assistance, necessary for dimension matching, of a certain set of auxiliary
variables [5]: the creation of such transforms is specially natural and meaningful in
solution spaces composed of nested models, where the concept of similarity between
hypotheses lying on different subspaces is obvious (in these cases, different types of
transitions and auxiliary variables could be chosen depending on the relationship be-
tween subspaces [49]). Diffeomorphisms, first, ensure the reversibility condition of
RJMCMC chains, and second, allow to satisfy the detailed balance equation by simply
including the determinant of the Jacobian matrix in the acceptance ratio calculations
to compensate different subspace measures [65].
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In our case, jumps assume a fixed sensor position hypothesis Ê=Ě (in addition to the
already estimated high-level pathH∗). Due to the features of the underlying probability
distributions and the anatomy of the solution space (Sec. 7.2.1), an existing low-level
route Ľj for the j-th object consistent with Ě and H∗j can generate another reasonable
hypothesis L̂j by simply augmenting/reducing the original time span in one time unit
and by adding/removing a convenient position/velocity node. Therefore, although the
subspaces ΘT (Rj) are not properly nested, it is possible to define, in a similar manner,
simple and meaningful diffeomorphism-based jumps between “consecutive” subspaces.

Our Markov chain selects jumps with probability Q(n2) = 1−Q(n1) (complementary
to that of diffusion moves). Each jump addresses the modification of the time span
of one of the possible NΩ objects, chosen with uniform probability Q(j) = 1/NΩ,
and exclusively modifies its length by one. Two different possibilities are considered:
modification of the entry time ť0j of the previous hypothesis, and modification of the
exit time ťFj . Each possibility has two associated reciprocal jumps, which jointly ensure
the reversibility condition for RJMCMC chains: time span increase, and time span
reduction. These pairs of reciprocal jumps, denoted respectively by n+

0 , n−0 and n+
F , n−F ,

allow the efficient exploration of the addressed solution subspaces.

7.3.3.1. Modification of the entry time t0j of an object

Let us consider the modification of the entry time of the j-th object, j ∈ J , with
the previous sensor hypothesis Ě unchanged. We define the jump n+

0 , “starting one
step before”, as the creation of a new time step, prior to the entry time ť0j of Ľj:
for this purpose, we assume that the velocity of the new time step is similar to that
in the subsequent time node, and leave the rest of temporal steps unaltered. The
proposed hypothesis for the low-level route of the chosen object is therefore defined as
L̂j =

(
T (R̂j), (r̂tj, v̂tj)t∈T (R̂j)

)
, where

T (R̂j)=( ť0j−1, ť0j , . . . , ťFj )

and
r̂ť

0
j−1
j = řť

0
j

j − v̌ť
0
j

j + ǔr

v̂ť
0
j−1
j = v̌ť

0
j

j + ǔv

,
r̂tj = řtj
v̂tj = v̌tj

∀t∈T (Řj) . (7.11)

The auxiliary variables ǔr and ǔv represent two bidimensional normally distributed
random vectors, isotropic and with zero mean, needed for dimension matching and
with respective density functions q(ǔr) and q(ǔv). The Jacobian matrix of the linear
transform follows

J+
0 =

∂
(
r̂tj,v̂tj

)
t∈T (R̂j)

∂
(

ǔr,ǔv,(̌rtj ,̌vtj)t∈T (Řj)

) =

 P+
0

I2(|T (Řj)|−1)

 , (7.12)
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where

P+
0 =


I2 I2 −I2

I2 I2
I2

I2

 . (7.13)

The resulting Jacobian determinant |J+
0 | is 1, and the acceptance ratio for the direct

jump n+
0 is thus ᾱn+

0
= min{1, αn+

0
}, where

αn+
0

= p(Ê, L̂ |Ω,H∗,M)
p(Ě, Ľ |Ω,H∗,M)

Q(n2)Q(j)Q(n−0 )
Q(n2)Q(j)Q(n+

0 )
1

q(ǔr) q(ǔv) |J
+
0|

= p(Ωj | Ê, R̂j,M)
p(Ωj | Ě, Řj,M)

p(L̂j |H∗j ,M)
p(Ľj |H∗j ,M)

1
q(ǔr) q(ǔv) ,

(7.14)

and where R̂j =
(
H∗j , L̂j

)
and Řj =

(
H∗j , Ľj

)
. The final result in (7.14) has been

simplified using the factorization resulting from (5.4) and (7.5) to cancel equal terms
in numerator and denominator. Further simplifications are possible if we take into
account that Ê=Ě, and that the only terms in the factorization (5.10) of p(Lj |H∗j ,M)
that differ are those involving the time nodes ť0j−1 and ť0j .

The reverse jump n−0 , “starting one step after”, is defined in an obvious manner as the
inverse of the linear transform corresponding to n+

0 , and thus shares its unit Jacobian
determinant. The acceptance of n−0 is, by symmetry, ᾱn−0 = min{1, (αn+

0
)−1}.

7.3.3.2. Modification of the exit time tFj of an object

Let us now consider the modification of the exit time of the j-th object, j∈J , with the
sensor position Ě kept unaltered. Analogously to the modification of the entry time,
we define two reverse jumps, “finishing one step after” and “finishing one step before”,
denoted respectively by n+

F and n−F . Again, we detail the linear transform required for
the former jump, and the reverse transform follows directly.

The jump n+
F assumes unaltered velocities between consecutive time steps to define

the new time node. The new hypothesis for the chosen object is thus created as
L̂j =

(
T (R̂j), (r̂tj, v̂tj)t∈T (R̂j)

)
, with

T (R̂j)=( ť0j , . . . , ťFj , ťFj +1 )

and

r̂tj = řtj
v̂tj = v̌tj

∀t∈T (Řj) ,
r̂ť
F
j +1
j = řť

F
j

j + v̌ť
F
j

j + ǔr

v̂ť
F
j +1
j = v̌ť

F
j

j + ǔv

. (7.15)
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The corresponding Jacobian determinant |J+
F | is again 1 since

J+
F =

∂
(
r̂tj,v̂tj

)
t∈T (R̂j)

∂
(
(̌rtj ,̌vtj)t∈T (Řj)

,ǔr,ǔv

) =

I2(|T (Řj)|−1)

P+
F

 , (7.16)

where

P+
F =


I2

I2
I2 I2 I2

I2 I2

 . (7.17)

The resulting acceptance ratio for n+
F is ᾱn+

F
= min{1, αn+

F
}, where the simplified

expression for αn+
F
coincides exactly with (7.14). However, like in that case, this ex-

pression can be simplified further using the factorization (5.4).
Finally, by symmetry, the acceptance ratio of the inverse move n−F is calculated as
ᾱn−F

= min{1, (αn+
F

)−1}.

7.4. Experimental validation

This section demonstrates the performance of our proposal for sensor position refining
using observed trajectories and maps. Analogously to the evaluation of the system
presented in Chapter 6 (discussed in Sec. 6.5), these tests are run on the specialization
of the general proposal for both: 1) ground vehicles moving across urban environments
(as a result of the dynamic model discussed in Sec. 5.3 and readapted in Sec. 7.3.1);
and 2) sensing devices, such as cameras mainly but possibly radars or sonars as well,
providing complete 2D relative positions of objects (expressed by the observation model
described in Sec. 5.4). To this end, synthetic and real urban traffic data sets are used,
based, in both cases, on real urban maps.

7.4.1. Experimental setup

Three groups of data sets are considered to test the proposal: the first two groups
contain data obtained from synthetic routes and sensors placed in two different real
environmental maps, and the third one comprises real cameras and their observation
of real camera trajectories. The notation used to describe each setting, based on three
alphabetic characters and one digit, is the same discussed in Sec. 6.5.1. The parameters
VAVG, g0, g1 and g2 assumed for the object dynamic model coincide as well with those
used in that section, since they represent generic conditions in urban scenarios.
The first group of synthetic data sets corresponds to the same urban scene and map
referred to as “trf” in Sec. 6.5.1 (moderate extent of 500× 400 m with a resolution of
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MIT−2

MIT−3

MIT−4

MIT−1

Figure 7.3.: Schematic passable regions of the complete environmental map for
data sets MIT-1 to MIT-4: true camera FoVs superimposed in red.

0.33 m/pixel): for this reason both groups share the same three-character identifier.
However, neither simulated sensors nor object trajectories used in the currently dis-
cussed tests correspond to the cameras composing the database “trf” used in the eval-
uation of the system presented in Chapter 6: instead, 5 different sensor positions with
a very limited circular coverage with a radius of 15 m, imitating omnidirectional range
+ bearing readings instead of cameras, were randomly sampled around the passable
areas of the map. Each one of the sensors, numbered as trf-11 to trf-15 to distinguish
them from the camera settings used in Sec. 6.5.1, reports a number of tracks ranging
from 5 to 11. The tracks, sampled at a framerate of 5 fps, resulted from the observation
of 20 semi-manually generated routes.
The second group of synthetic data sets uses the same urban road map of the data
sets labeled as “MIT” in Sec. 6.5.1 (extent of 1200 × 850 m with a resolution of 0.4
m/pixel), and it is thus referred to as “mit”. It consists of 5 different sensors, labeled as
mit-1 to mit-5, with a rectangular coverage, simulating the field of view of a vertically-
oriented camera, of size 80× 50 m: note that the FoV is more than twice larger than
the assumed coverage for the circular sensors trf-11 to trf-15. In this case, 15 object
trajectories were semi-manually defined and sampled at a framerate of 5 fps from the
simulated cameras, obtaining between 6 to 10 tracks per sensor.
Finally, the real vehicle database contains the same four real traffic cameras referred to
as MIT-1 to MIT-4 in Sec. 6.5.1, and thus shares the same environmental map used by
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the data sets labelled as “mit” (extent of 1200×850 m with a resolution of 0.4 m/pixel).
And again, 8, 7, 10 and 9 representative vehicle tracks were retained after trajectory
clustering [6]. The projections of the FoVs of these visual sensors on the ground plane,
arbitrary convex quadrilaterals in all cases (Fig. 7.3), exhibit very different sizes (related
to the tilt angle and height of the camera): MIT-1 covers an extent approximately four
times bigger than the FoV of the simulated cameras “mit”, MIT-3 covers an effective
extent (most part appears occluded by a building) approximately twice, and MIT-2 and
MIT-4 have an extent similar to “mit” (for additional details on the “MIT” database,
see Appendix C). The results discussed in Sec 7.4.2 show the relation between the
extent of the sensor coverage and the expected accuracy of the estimation process, and
specially on the estimated orientation of the sensor.

7.4.2. Positioning performance and discussion

The methodology behind the designed tests is aimed at quantitatively showing the ex-
pected positioning improvement achieved by the proposal when provided with an ap-
proximate initial sensor position differing from the true calibration in location and/or
orientation. To this end, the tests evaluate the improvement achieved in a variety of
sensor settings (Sec. 7.4.1) and, in each one, for several initial error magnitudes. Addi-
tionally, the task under study presents a great variability, since different improvement
rates would be expected for initial alterations with the same absolute magnitude but
different directions. Moreover, the proposal relies on several stochastic processes that
result in different outputs for different runs with the same inputs. For these reasons, the
absolute improvement achieved by the system for each given absolute error magnitude
and sensor setting is evaluated 10 times, each one on a different initial alteration ran-
domly generated but with the absolute magnitude under study: results are presented
in the form of a box plot to show the expected performance ranges of the framework.
In addition, the designed tests evaluate separately the effect of the proposal on location
and angle alterations: that is, tests concerning initial displacements from the true loca-
tion of the sensor assume null angular error, whereas tests addressing initial deviations
from the true orientation assume null location displacements. This methodology has
been chosen to clearly show how location and orientation errors are linked, which is a
matter of special concern since improvements in one of both parameters can involve
increased errors in the other (and vice versa).
Three magnitudes are considered for pure location alteration: 0.75, 1.5 and 3 meters:
each distance is twice the previous one, and they correspond to the location errors
observed in the tests conducted for the positioning system discussed in Chapter 6 in
non-ambiguous settings where meaningful estimates were provided. As for angular
alteration, three magnitudes are evaluated as well, chosen following the same criterion:
0.5, 1 and 2 degrees. This considered initial deviations from the ground truth positions
help us to examine the improvements performed for the altered magnitude and also
the errors caused for the initially unaltered component.
All the individual tests discussed in this section assume the same set of parameters
in their RJMCMC optimization phase. The sampling process performs, in all cases,
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Figure 7.4.: Location and orientation improvements obtained for initial sensor
positions differing from the ground truth in location only. Three distances,
0.75, 1.5 and 3 m, are evaluated for each setting (10 runs from different random
deviations), with absolute positional improvements showed as box plots. The
three groups of data sets appear in different plots.

126



7.4. Experimental validation

0 0.5 1 1.5 2 2.5 3 3.5

0.5

1

1.5

2

2.5

   trf−11

   trf−12

   trf−13

   trf−14

   trf−15
   mit−1

   mit−2

   mit−3

   mit−4
   mit−5

   MIT−1

   MIT−2

   MIT−3

   MIT−4

m

m

0.5 1 1.5 2 2.5 3 3.5

0.5

1

1.5

   trf−11

   trf−12

   trf−13

   trf−14

   trf−15

   mit−1

   mit−2
   mit−3

   mit−4
   mit−5

   MIT−1

   MIT−2

   MIT−3

   MIT−4

m

d
e

g

trf
mit
MIT

(a) (b)

Figure 7.5.: Mean final location and orientation errors improvements obtained
for initial sensor positions differing from the ground truth in location only.
Three distances, 0.75, 1.5 and 3 m, are evaluated for each each setting. Left:
location errors (absolute magnitude). Right: orientation errors.

200000 moves (iterations), which in most evaluated settings makes the system reach a
stable configuration that can be considered the definitive result of the test. At each
iteration, diffusion moves are chosen with a probability Q(n1) = 0.8. The three possible
diffusion variations considered in Sec. 7.3.2, that is, joint sensor position and route
modification (d1), sensor-only modification(d2) and individual object route variation
(d3), are chosen, respectively, with probability 0.1, 0.05 and 0.85 (note that the latter is
also shared by the total set of observed objects). The speed of the complete depends on
the number of considered moving objects, since the number of gradient and probability
calculations in the joint diffusion moves d1 depends on it, but is mainly determined
by the size of the considered map: for a given framerate, each object route contains a
number of low-level nodes that depends on the diameter of the map, and the high-level
paths to evaluate greatly grows with its size and mainly with its connectivity. The
total duration of the presented tests, performed in a general purpose PC (Pentium
CORE i7), ranges from 1 hours (corresponding to the settings labeled as “trf”) to
almost 6 hours (corresponding to certain of the settings labeled as “mit” and “MIT”).
Figure 7.4 shows the performance of the system on initial sensor hypotheses differing
from the original position only in their location. According to the results, location
errors are reduced, for all settings from all considered databases, in a magnitude that
depends on the initial deviation addressed. The variability of this improvement clearly
increases too: the observed standard deviations of this improvement are lower than
0.1 m for initial location errors of 0.75 m for all settings, and reach 0.5 m for initial er-
rors of 3 m in the most variable settings (trf-12 and MIT-4). In spite of that increasing
variability, the proposal consistently achieves remarkable improvements, above 30%
of the initial magnitude in most cases, in terms of sensor location (Fig. 7.4, left col-

127



Chapter 7 Gradient-based transdim. MC for improved positioning

−0.5 0 0.5 1 1.5 2

 0.50 deg

 1.00 deg

 2.00 deg

Improvement (deg)
−0.6 −0.4 −0.2 0

Improvement (m)

trf−15

trf−14

trf−13

trf−12

trf−11

trf−15

trf−14

trf−13

trf−12

trf−11

trf−15

trf−14

trf−13

trf−12

trf−11

trf−15

trf−14

trf−13

trf−12

trf−11

trf−15

trf−14

trf−13

trf−12

trf−11

trf−15

trf−14

trf−13

trf−12

trf−11

0 0.5 1 1.5 2

 0.50 deg

 1.00 deg

 2.00 deg

Improvement (deg)
−0.6 −0.4 −0.2 0

Improvement (m)

mit−5

mit−4

mit−3

mit−2

mit−1

mit−5

mit−4

mit−3

mit−2

mit−1

mit−5

mit−4

mit−3

mit−2

mit−1

mit−5

mit−4

mit−3

mit−2

mit−1

mit−5

mit−4

mit−3

mit−2

mit−1

mit−5

mit−4

mit−3

mit−2

mit−1

0 0.5 1 1.5 2

 0.50 deg

 1.00 deg

 2.00 deg

Improvement (deg)
−0.8 −0.6 −0.4 −0.2 0

Improvement (m)

MIT−4

MIT−3

MIT−2

MIT−1

MIT−4

MIT−3

MIT−2

MIT−1

MIT−4

MIT−3

MIT−2

MIT−1

MIT−4

MIT−3

MIT−2

MIT−1

MIT−4

MIT−3

MIT−2

MIT−1

MIT−4

MIT−3

MIT−2

MIT−1

Figure 7.6.: Orientation and location improvements obtained for initial sensor
positions differing from the ground truth in orientation only. Three angles,
0.5, 1 and 2 deg, are evaluated for each setting (10 runs from different random
deviations), with absolute positional improvements showed as boxplots. The
three groups of datasets appear in different plots.
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Figure 7.7.: Mean final location and orientation errors improvements obtained
for initial sensor positions differing from the ground truth in orientation only.
Three angles, 0.5, 1 and 2 deg, are evaluated for each each setting. Left: orien-
tation errors. Right: location errors (absolute magnitude).

umn). The achieved improvements can be seen, alternatively, in terms of the resulting
positioning error after processing: Fig. 7.5a shows the (mean) location error of the
final estimation obtained for each setting and initial error, which shows how the re-
sulting location deviation increases, apparently linearly, with the magnitude of the
initial error. One possible reason for this behavior would be an insufficient number of
iterations in the transdimensional RJMCMC method (Sec. 7.3): however, in all cases,
the estimation had reached a stable configuration when the sampling process ended.
This behavior seems to indicate, instead, that the probability that the sensor finds a
satisfactory position estimate away from the ground truth position increases with the
initial error.

This improvement in sensor location is however achieved at the expense of causing
orientation errors (which were initially null): the variability of these orientation errors
grows as well with the magnitude of the initial location deviation (Fig. 7.4, second
column). These caused errors are reasonably low (below 0.5 deg) for the settings of
the databases “mit” and “MIT”, but are clearly greater for the settings belonging the
“trf” database (mean errors between 0.5 and 1.5 deg, reaching 2.5 deg for trf-11, clearly
greater than the rest; see Fig. 7.5b). The reason for this difference between the settings
from “mit” and “MIT” and the settings from “trf” might be caused by the size of the
coverage range of the considered sensors: smaller coverage areas contain shorter tracks,
so transformed point observations of objects are less sensitive to sensor orientation
variations than in longer tracks. In addition, the behavior of this “residual” orientation
error is not clearly increasing with the magnitude of the initial location deviation:
instead, it seems fairly stable (average) for the three considered initial distances for
several of the considered settings (for instance, MIT-2 and 4, or mit-4 and 5).
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Figure 7.8.: Mutual transfer between location and orientation errors for settings
(a) trf-12 and (b) MIT-3: circles indicate initial position deviations (location
expressed only as a distance), hexagons indicate the resulting positioning errors
(location and orientation) obtained after processing (10 runs per initial position,
hexagon sizes in each dimension indicate the respective dispersion obtained).

As for the performance of the system on initial hypotheses differing from the original
sensor position only in their orientation, we first observe that there are settings and
initial deviations with negative orientation improvements: this is the case of mit-2
but mainly of trf-11, 12 and 14, for initial deviations of 0.5 deg. (Fig. 7.6, left col-
umn); however, important improvements are shown for the rest of settings, and even
for the cited settings when greater initial deviations are addressed. A much clearer
interpretation of the results is offered by analyzing the absolute orientation errors of
the positions obtained by the proposal, showed in Fig. 7.7a. Almost constant angular
errors are obtained from the three initial orientation errors analyzed, and the specific
error value seems to depend on the specific setting. The greatest orientation error val-
ues are obtained for the settings in the “trf” database, which reinforces the conclusions
drawn from the tests on initial deviations concerning location only (Fig. 7.5b): the size
of the coverage area what translates angular errors in distance deviations, and thus
bigger sensing areas are inherently more discriminative in terms of sensor orientation
than smaller ones.

We also observe that orientation errors translate into limited location deviations of
less than 0.5 m and much less in most cases (Fig. 7.6, right column, and Fig. 7.7b):
these limited transferred errors contrast with the orientation deviations obtained from
initial location errors only (Fig. 7.6, right column, and Fig. 7.7b). This effect is shown
in greater detail in Fig. 7.8, which visually displays the link between both types of
errors and the obtained dispersion for two very different settings: trf-12 and MIT-3.
The former setting, with a reduced sensor coverage area, presents great transfer errors,
specially from initial location deviations to final orientation errors (Fig. 7.8a). The
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latter, a real camera setting with a FoV covering a great extent of the scene, shows
lower transfer errors in both directions, and presents an better overall positioning
results (Fig. 7.8b).

7.5. Conclusions and future work

We have proposed a method for automatically refining an approximate camera position
initially provided, stemming from a set of observed tracks obtained from a number of
moving objects in its field of view. The method, based on the general modeling frame-
work presented in Chapter 5, builds a utility function measuring the statistical fitness
between the given environmental map and the moving object observations reported by
the camera (the inputs), on the one hand, and the sensor position and the moving ob-
ject trajectories, on the other. This function allows to iteratively optimize the camera
position and low-level details of object routes which, since the dimensionality of the
latter variable is in principle unknown, is carried out using specifically created gradient-
based algorithms for transdimensional Monte Carlo optimization. The defined utility
function relies on the object dynamic models proposed in Chapter 5 for urban traffic
scenes, adapted to meet the requirements, in terms of differentiability of the resulting
expressions with respect to the involved parameters, of the proposed gradient-based
solutions for efficient solution exploration. The proposal is particularized and demon-
strated for urban traffic surveillance cameras.
The proposal, primarily designed as a complement for the camera positioning system
presented in Chapter 6 and thus intended for cameras, would be also suitable for other
different types of sensor readings (range-only, bearing-only, or complete 2D position)
on the relative position of the observed moving objects with respect to the sensor,
and for pairs of environment/moving object type different from ground vehicles in
urban environments. Like the system in Chapter 6, the general principles behind
the proposed refining method can be extrapolated to other scenarios by conveniently
adapting the underlying observation and dynamic models environments and moving
object types, which might have an effect on the discriminative properties of the resulting
joint posterior distribution and on the accuracy of the resulting estimates.
The increasing availability of aerial imaging and detailed GISs for outdoor settings and
the usual availability of plans for indoor environments, along with the fact that no
collaborative agents are required, make our proposal a great complement, not only for
the system proposed in Chapter 6, but also for improving the position accuracy of other
existing positioning algorithm such as those built on static or mobile GPS-landmarks.
To that end, more complex models for both object dynamics and sensor observation
would be needed to cover broader scenarios.
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8. Conclusions and future work

In this chapter, the approaches for multi-camera 3D tracking and sensor positioning
presented throughout this thesis are summarized. In addition, the designed, imple-
mented and evaluated strategies representing significant research contributions to the
studied tasks are outlined and discussed. Stemming from that discussion, a number of
future lines of work that could complement the proposed approach are presented.

8.1. Conclusions and research contributions

The first field in visual surveillance addressed in this thesis is 3D tracking from multiple
calibrated cameras with overlapping FoVs. The global goals desired for the proposed
strategy comprised, first, accurate estimation of the 3D positions of multiple interacting
objects in the scene for potential subsequent analysis modules; second, limited commu-
nication from visual sensors to the central processing node (responsible for 3D analysis
and tracking), required for operation over real sensor networks with limited transmis-
sion capabilities; and last but not least, flexibility in terms of mono-camera processing,
required to use unspecific, off-the-shelf processing units adapted to the needs of each
existing camera.
Limited communication between the considered cameras and the central node, a central
concept in practical tracking system [42, 123], has been achieved through the design
of a system architecture that assumes standard schematic object readings, performed
independently by each visual sensor of the system. This set of standardized readings are
integrated through a statistical analysis of the geometric (and also color) consistency
of the reported inputs over time. The developed analysis is designed as a two level
approach performing, first, Bayesian data association between reported readings and
previously 3D tracked objects and, second, tracking using the associated data and based
on PF. Both processes are performed within a unified statistical approach, based on
different sampling procedures, and specifically designed for the considered schematic
input data [119, 121].
The association is formulated as a MAP estimation problem for the best association
function linking 3D objects and observations. The proposed association approach
achieves a great efficiency by making the necessary simplifications to, first, divide
the global association problem into individual association problems for each sensor in
the system, and to, second, formulate the problem in the form of standard assignment
problems (solvable using the well-known Hungarian algorithm to search for the best as-
sociation in each camera). Satisfactory and efficient associations between reported mea-
surements and tracked objects, and robust and accurate tracking for pedestrians, are
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achieved through the combination of a distance-dependent observation model [120] re-
flecting the specific characteristics of observations for objects at clearly different depths,
and through the use of head positions instead of centroid or foot-based analysis [117].

The schematic input measurements assumed by the system allows different types of
mono-camera processing modules [38, 40]. As practical examples, the proposal has been
tested on pedestrian tracking using input measurements with controlled quality, where
different levels of observation misses and of clutter measurements have been evaluated,
but also with head estimates based on simple moving object detections [37, 39, 60],
which shows the flexibility of the designed system. The obtained results show the
satisfactory behavior of the proposed association module in terms of both efficiency
and performance, and the capabilities of the system for automatically recover from
potential failures due to input data of insufficient quality. However, system efficiency
seems to decrease when the number of considered cameras and newly appeared 3D
targets is elevated. This behavior indicates that the exhaustive search performed in
the module for new object detection limits the scalability of the proposed system.
In addition, the tests performed on moving object detection, suffering from extremely
frequent missing data, suggest that the considered observation model and assumed one-
to-one association between observations and 3D tracks could be insufficient to address
input measurements with too low quality.

The second field addressed in this thesis is visual-based camera self-positioning, which
has a special interest to camera self-positioning and to automatic positioning of sen-
sors of different modalities, but also to other related applications such as multi-camera
tracking in sparse networks. To this end, a complete statistical framework for absolute
positioning has been designed, based on the combination of the observed trajectories
of several non-collaborative objects moving freely in a structured scene reported by the
sensor and a schematic map of the monitored environment [115]. The developed formu-
lation for camera positioning assumes that a metric rectification homography providing
a virtual bird’s-eye-view of the observed portion of the ground-plane is available. Such
rectification transform can be obtained automatically from pedestrian tracking under
certain mild assumptions on the characteristics of the visual sensor [118].

The proposal consists in a novel Bayesian framework based on map-induced dynamic
models for moving objects, which represents an approach to camera positioning never
addressed before in the literature, which expresses the joint posterior probability distri-
bution for sensor position and for the complete routes followed by the observed routes
across the map. System operation is separated into two different operational levels
for convenience. The first one addresses ambiguity analysis, inherent in the addressed
problem and formulation, and an approximate camera position estimation. This is
achieved through the design of a hierarchical sampling process, able to avoid transdi-
mensional considerations [122], and aimed at analyzing the solution space where the
sensor position lies and a combination of Metropolis-Hasting sampling and Kullback-
Liebler divergence analysis [115]. The obtained results for this first module, comprising
both synthetic and real urban traffic data, shows the excellent performance of this oper-
ational level in terms of ambiguity analysis, and reasonable but improvable positioning
accuracy (errors around 2 meters in location and 1 degree in orientation).
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The second level is also based on the same general Bayesian approach designed for
relating object dynamics and scene maps, and represents an optimization technique
aimed at improving the accuracy of the previously obtained sensor estimate. This
optimization process is based on gradient-guided sampling and transdimensional Monte
Carlo techniques [116] to efficiently exploit all the discriminative information encoded
by the expressed joint posterior probability distribution for sensor position and for
the object trajectories. The analyzed experimental results, obtained also using both
synthetic and real urban traffic data, show significant overall improvements from the
positioning results originally obtained using simply the first operational level.

8.2. Future lines of work

The conclusions drawn on the proposed systems and modules suggest a number of
modifications of the designed strategies that could improve their performance and
efficiency. In addition, the presented conclusions open different lines of work where the
addressed tasks could be expanded. We discuss several of those potential works in the
following paragraphs.

As for the proposal for 3D tracking with multiple cameras, the poor scalability of the
designed module for newly 3D target detection (where the number of hypotheses to
evaluate grows as “number of non-associated measurements per camera” to the power
“number of cameras”) would probably prevent the tracking system from performing
satisfactorily in environments monitored using a great number of cameras and suffering
from frequent clutter measurements. In addition, poor performance would be probably
observed in crowded scenarios mainly during initialization (when many non-associated
observations need to be checked). System overload due to an excessive number of clut-
ter measurements could be handled by including an online clutter modeling obtained
from observations from previous time steps (note that measurements step can only be
considered clutter once the association process at each time step has been completed).
Such modeling could be performed for different limited regions within the FoV of each
considered camera, and could be used to disregard reported observations corresponding
to areas where clutter is reported often. System overload due to a transitorily elevated
number of non-registered 3D targets could be mitigated by developing semi-randomized
algorithms for choosing the pairs of observations to check. Such semi-randomized ap-
proaches could be guided by a previous analysis on measurement pair coherence based,
for instance, on epipolar geometry.

The performed tests show that the proposed 3D tracking system may suffer from fre-
quent momentary tracking losses when working on low quality input detections in-
cluding very often and even long-term misdetections, due for instance to occlusions.
This situation occurs mainly when the involved objects can be only seen from two
different cameras, since no redundancy from other sensors can be used to compensate
the underwent misdetection. Although these losses are automatically solved once the
misdetected object is captured again, its identity might be lost in the process. And
in addition, correct tracking information at every frame is a goal of the system. This
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problem could be solved by defining observation models considering specifically that
the observation of a 3D target at a certain 2D position could make neighboring targets
pass undetected, which implicitly conveys certain information on the potential location
of the undetected targets. Unfortunately, the development of such observation model
would probably require a redefinition of the proposed association process, which would
probably have a negative impact on the computational efficiency of the association
module.

Regarding the proposed framework for automatic camera self-positioning based on
environmental maps and observed trajectories, results show that great performance in
terms of both ambiguity analysis and estimation accuracy is achieved for the specific
studied particularization to urban traffic and visual sensors. However, the adaptation
of the proposed framework to other types of moving objects and /or environments
would require dynamic models specifically designed to reflect the influence of the new
environmental layout on such moving targets. The performance of the proposal on
moving agents whose behavior is less influenced than urban traffic by the surrounding
environment (such as pedestrians or even wild animals) should be specifically studied:
however, in principle, lower accuracy would be expected, as in such cases a greater
range of target trajectories would be possible and even plausible.

Similarly, the performed tests consider sensors whose measurements can be directly
treated as 2D positions of objects (downward-pointing or metrically rectified cameras,
mainly, or sensors providing bearing and reliable range measurements representing
2D positions in polar coordinates). However, the proposed framework is in principle
suitable for less informative sensors providing simply bearing measurements (AoA) or
range-related readings (RSSI or ToA), and its use for each specific type would only
require the corresponding adaptation of the observation model. Again, as discussed
for potential particularizations to moving agents/environments restricting trajectories
less than urban traffic, different types of readings could present different discriminative
properties that should be carefully analyzed. Additionally, the use of readings related
to sensor-to-target distance but not providing distances directly might require observa-
tion models aware of the influence of the environment on the performed measurements.
For instance, RSSI readings reflect both the distance between emitter and sensor and
the influence of the environmental structures placed between them, since the latter is
responsible for an additional power attenuation. The use of more detailed environ-
mental maps including information on structural characteristics and materials of the
monitored scene could be used to model such scenarios and could provide improved
results in such specific settings.

Finally, although the proposed approach to sensor self-positioning has proved versa-
tile and useful in a great variety of settings, the fact that certain object trajectories
(e.g. straight displacements or 90-degree turns) can be compatible with several areas
in a map limit the disambiguating capabilities of the system in some specific cases.
An interesting and powerful extension to the presented approach could jointly position
multiple sensors in the environment: in this joint approach, sensors whose position
cannot be disambiguated in isolation could benefit from the knowledge provided by
those other cameras whose position can be reliably estimated. To this end, the output
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8.2. Future lines of work

of the proposed approach could be applied to each sensor in isolation to infer a limited
set of areas where they might be placed. Stemming from those candidate areas, multi-
ple hypotheses for the correspondence between tracks observed from different sensors
could be made. A generalization of our proposed framework to multiple-sensor net-
works would allow the evaluation of the probability density of each global hypotheses
(after possibly marginalizing a joint PDF for all sensor positions and object routes over
the space of potential object trajectories), and the discovery of the most likely posi-
tioning for the whole network. The creation of such a global strategy would encounter
one main problem: the number of potential matches between the tracks reported from
different sensors would enormously grow as the number of sensors and of tracks per
sensor increase, which would restrict such approach to settings with a limited number
of moving agents. In addition, discarding reported tracks to retain only a manageable
number of observations per camera would not be a valid option, since matches between
tracks cannot established a priori. For this reason, the proposed generalization would
be in principle unsuitable for real traffic or crowds.
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A. Computation of the sum/integral
unit h(E,Hj; Ωj) for joint posterior
marginalization

It is possible to estimate the unit h(E,Hj; Ωj) defined in (6.7) using Monte Carlo
integration based on simple route simulation and evaluation. Regarding (6.7) as the
expected value of the likelihood model with respect to the distribution of low-level
features Lj of the route Rj (for a given Hj), the RMSE (root-mean-square error)
estimator of the mean yields

h(E,Hj; Ωj) ≈
1
L

∑
1≤l≤L

T (Ωj)⊆T (R(l)
j )

t∈T (Ωj)∏
p(ωtj |E, r

t,(l)
j ) , (A.1)

where L is the total number of low-level routes simulated from the first-order Markov
dynamic model expressed in (5.3), rt,(l)j is the position at time t of the l-th simulated
route R(l)

j , and p(ωtj | E, r
t,(l)
j ) is the observation model at each individual time step

defined in (5.4). However, this method is not convenient in practice, since “blind”
sampling would cause a great proportion of routes with negligible contribution to
h(E,Hj; Ωj) and a high statistical variance. In addition, it would involve the sum
of terms of extremely different magnitudes, which would cause significant numerical
problems.

For these reasons, we create an integration algorithm that applies iteratively impor-
tance resampling to get efficient and significant estimations at each time step t ∈ T (Ωj).
Our proposal is based on the structure of h(E,Hj; Ωj), which allows the integration up
to a certain time step t from the analogous integration up to the previous step t−1.
Using the notation T (Ωj) = (t̃0j , . . . , t̃Fj ), we first express the partial integration of
h(E,Hj; Ωj) up to time t̃0j−1, previous to the first observation of the j-th object, as
the function of rt̃

0
j

j and vt̃
0
j

j
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(A.2)

which provides (a function proportional to) the joint distribution for rt̃
0
j

j and vt̃
0
j

j , con-
sidering all possible sources of probability and given the high-level path Hj. We can
sample from this distribution by simulating a number L of routes and considering only
those S fulfilling the requirement of (A.4): that is, the object is present in the scene
at time t̃0j . This simulation yields the sample-based representation

F̂
(
rt̃

0
j

j ,v
t̃0j
j ; E,Hj,Ωj
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= βt̃0j−1

1
S

S∑
s=1

δ
( (

rt̃
0
j

j ,v
t̃0j
j

)
−
(
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0
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j

) )
, (A.3)

where βt̃0j−1 =S/L. This summation can be further restricted to those samples, among

all the S temporally valid ones, lying on a ball of sufficient radius around m(ωt̃
0
j

j ; E),
as samples at greater distance will not have practical significance in subsequent stages.

The following time steps do have associated observations. Using F (rt̃
0
j

j ,v
t̃0j
j ; E,Hj,Ωj)

and assuming that objects entering the scene at time t̃0j do it far enough and thus do
not to affect the neighborhood of m(ωt̃

0
j

j ; E), the partial integral up to t̃0j can expressed
as the function of rt̃

0
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(A.4)

where we omitted disappearance probabilities in the last identification, since they are
one near m(ωt̃

0
j

j ; E). According to the definition of p(rt+1
j ,vt+1

j | rtj,vtj,Hj,M) given in
Sec. 5.3, (A.4) is a mixture of weighted Gaussians. Normalizing appropriately, we can
write this mixture in terms of a probability distribution and an “external” global weight
as
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where
βt̃0j = Φt̃0j

βt̃0j−1 and φ
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.

This rewriting, in terms of the properly scaled probability density function enclosed
within the brackets, allows to easily obtain the sample-based representation

F̂
(
rt̃

0
j+1
j ,vt̃

0
j+1
j ; E,Hj,Ωj

)
= βt̃0j

1
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S∑
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0
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−
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0
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,

analogous to (A.3), through simple resampling. This process, therefore, naturally
dedicates the considered samples to representing areas with a significant contribution
to the final h(E,Hj; Ωj).
The successive sample representations will be carried out iteratively until the last time
step t̃Fj of the 2D track, obtaining an approximation analogous to (A.5) for the last nec-
essary partial integral F

(
rt̃
F
j+1
j ,vt̃

F
j+1
j ; E,Hj,Ωj

)
with global weight βt̃Fj . The integration

of the proper distribution component for all time steps after t̃Fj will be identically one:
therefore, this final weight βt̃Fj approximates the desired integral element h(E,Hj; Ωj).

The integration algorithm outperforms the simple RMSE estimator presented in (A.1)
in two main aspects. First, it reduces integration time in a factor 20 for sets of around
500 or 1000 integration samples. Second, the resulting estimations have limited vari-
ance, even for reduced values of S (Fig. 6.5).
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B. Convergence in law of the
kernel-based approximation q(E |M)

We show that the kernel-based approximation

q̃(E) = 1
S

S∑
s=1

w(Ẽ(s)) k(E− Ẽ(s)) ,

where Ẽ(s)∼z(E) and

w(E) = q(E)
z(E)

for a certain auxiliary probability distribution z(E) of infinite support1, converges to
the convolution q(E) ∗ k(E) as the number S of samples tends to infinity.
Let us express the value of this convolution at E as the expected value

q(E)∗k(E) =
ˆ
q(A) k(E−A) dA = Eq(A)

[
k(E−A)

]
,

where Eq(A)[ · ] represents the expected value with respect to the probability density
function q(A). It is possible to multiply and divide q(A) inside the integral by the
auxiliary distribution z(A), which yields the importance sampling reinterpretation

q(E) ∗ k(E) =
ˆ
z(A) q(A)

z(A) k(E−A) dA = Ez(A)
[
q(A)
z(A) k(E−A)

]
. (B.1)

Using the strong law of large numbers, which states that the empirical mean converges
almost surely to the expected value of any distribution, along with the rewriting (B.1),
we conclude

q̃(E |M) = 1
S

S∑
s=1

(
q(Ẽ(s))
z(Ẽ(s)) k(E−Ẽ(s))

)
a.s.−→ q(E)∗k(E) .

1In the assumed case, for a support covering the whole product space R2 × SO(2).
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C. Description of the real vehicle
database: cameras MIT-1 to 4

This appendix contains an exhaustive description of the environmental map and the
real vehicle data used to evaluate both subsystems presented in Chapters 6 and 7:

Real map of Massachusetts Institute of Technology area, Cambridge, MA (USA)

• 1200× 850 m
• Resolution: 0.4 m/pixel

4 real cameras for urban traffic monitoring

• Metric rectification homography manually estimated (DLT algorithm): re-
sulting FoVs, arbitrary quadrilaterals
• MIT-1:

◦ Adapted from the MIT Traffic Data Set [176]
◦ Original observed tracks: 93 manually labeled real vehicle trajectories

at 29 fps
◦ Retained (after trajectory clustering [6]): 8 representative tracks at

4.83 fps (1/6 of the original framerate)

• MIT-2, 3 and 4:

◦ Adapted from the MIT Trajectory Data Set [177]
◦ Original observed tracks: respectively, 4025, 4096 and 5753 non-uniformly

sampled real trajectories, comprising both traffic and pedestrians
◦ Retained (after trajectory clustering [6]): respectively, 7, 10 and 9 ve-

hicle tracks resampled at 5 fps
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Appendix C

MIT−2

MIT−3

MIT−4

MIT−1

100 m - 250 pix

Figure C.1.: Real aereal view (Copyright 2012 Google - Map data) of the com-
plete environmental map for data sets MIT-1 to MIT-4: true camera FoVs
superimposed in red.
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Description of the real vehicle database: cameras MIT-1 to 4

Figure C.2.: Original camera view (left) and metrically rectified view (right) for
data sets MIT-1 to MIT-4 (ordered from top to bottom), with FoV and retained
tracks (red) and (part of the) original tracks (black) superimposed.
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List of acronyms
1GSS First generation of surveillance systems
2GSS Second generation of surveillance systems
3GSS Third generation of surveillance systems
AoA Angle of arrival

CCTV Close circuit TV

DDMCMC Data driven Markov chain Monte Carlo
DLT Direct linear transform algorithm

FoV Field of view (of a camera)

GIS Geographic information system
GPS Global Positioning System

JPDA Joint probabilistic data associaton filter

MAP Maximum a posteriori
MCMC Markov chain Monte Carlo
MHT Multiple hypothesis tracker

NNK Nearest-neighbor Kalman filter

PDA Probabilistic data associaton filter
PDF Probability density function
PF Particle filter
PHD Probability hypothesis density

RJMCMC Reversible jump Markov chain Monte Carlo
RSSI Received signal strength indication

SLAM Simultaneous localization and mapping
SSM State-space model (or modeling)

TBD Track-before-detect algorithms
ToA Time of arrival
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List of mathematical symbols

General purpose symbols

G(x ; µ, Σ) Probability density function corresponding to a multivariate normal distri-
bution of the form N (x ; µ, Σ)

IA(x) Indicator function associated to the set A, mapping to 1 all inputs belonging
to A and to 0 all inputs not belonging to it

Ik Identity matrix of size k

Part I: Multiple object 3D tracking with overlapping cameras

Aj
t Hypothesized color description (normalized RGB histogram) describing the color

appearance of the tracked object j ∈ Jt at time step t

Ak,ci
t Color description (normalized RGB histogram) contained in the schematic mea-

surement zk,cit , assumed similar to the histogram Aj
t of the corresponding actual

moving 3D object

cci Optical center cci ∈ R3 of camera ci with respect fo the frame of reference of the
scene

Cci
t Number of clutter observations captured at time t

Γcit Association function for camera ci, described as the pair Γcit = (J ci
t , γ

ci
t ) and stating

the correspondence between 2D objects reported in Zcit and 3D tracked objects
at time t

Γcit Injective mapping indicating the index Γcit (j)∈Kcit of the observation in Zcit asso-
ciated to each 3D tracked object xjt , j ∈ J ci

t

Γt Global association function Γt = (Γcit )i∈IC stating the correspondence between the
2D objects in Zt (reported by all the M cameras in the system) and 3D tracked
objects Xt at t

Γ∗cit Optimal association function Γcit for camera ci
Γ∗t Optimal global association function Γt at time step t

hjt Hypothesized 3D position hjt ∈ R3 (head position for pedestrians) describing the
spatial location of the tracked object j ∈ Jt at time step t
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List of mathematical symbols

ḣjt Auxiliary 3D velocity/variation ḣjt ∈ R3 of the hypothesized 3D position hjt of the
tracked object j ∈ Jt at time t

hk,cit Spatial part hk,cit ∈ R2 of the schematic measurement zk,cit , assumed close to
the projection πci

(
htj
)
(onto camera ci image plane) of the representative 3D

position hjt of an actual moving 3D object
IC Set of identifiers IC ={1,. . . ,M} indicating, respectively, each one of the M cam-

eras composing the system
J ci
t Subset J ci

t ⊆Jt of identifiers indicating which 3D tracked objects have an associ-
ated 2D measurement in camera ci, according to the assumed association function
Γcit

Jt Set of identifiers Jt ⊂ N given to the 3D objects tracked by the system at time t
Kci Intrinsic parameter (3× 3) matrix for camera ci
Kci
t Number of 2D objects reported by camera ci at time t
Kcit Set of indices Kcit = {1, . . . , Kci

t } indicating, respectively, each one of the Kci
t

objects reported by camera ci at time t
M Number of cameras with semi-overlapping fields of view considered by the system
Nt Number of 3D objects Nt= |Jt| tracked by the system at time step t
ψ(xj1,xj2) Pairwise interaction potential restricting the behaviors/relative positions

that targets (xj1) can exhibit in the vicinity of other moving objects (xj2)
pcic (z) Probability distribution of a clutter observation captured by camera ci
pciv(z |x) Probability distribution of an observation captured from camera ci given that

it is caused by the presence of a 3D object x

P ci
v (x) Probability of each individual object x being observed from camera ci
πci(h) Projection of the actual representative 3D position h onto camera ci image

plane
Rci Rotation (3 × 3) matrix indicating the rotation of camera ci with respect fo the

frame of reference of the scene
vj,cit Binary variable (vj,cit ∈ {0, 1}) denoting whether the object xjt is visible (1) or

invisible (0) from camera ci
V Diagonal matrix encoding the prior information on the size of objects both in the

horizontal (vxy) and vertical (vz) directions
vxy Prior information on the size of objects in the horizontal directions
vz Prior information on the size of objects in the vertical direction
xjt Characteristics xjt = (hjt ,Aj

t) describing the hypothesized 3D object with identifier
j ∈ Jt at time step t

Xt Set Xt=(xjt )j∈Jt of characteristics of all the Nt 3D objects hypothesized and tracked
at time step t
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List of mathematical symbols

zk,cit Schematic description zk,cit = (hk,cit ,Ak,ci
t ) of the 2D measurement with index k ∈

Kcit reported by camera ci at time t, representing the tentative observation of an
isolated moving object

Zcit Set Zcit = (zk,cit )k∈Kcit of schematic descriptions for all the Kci
t 2D objects reported

by camera ci at time t
Zt Complete set Zt = (Zcit )i∈IC of schematic descriptions reported by all theM cameras

in the system at time step t

Part II: Single camera positioning using maps

BHj Binary mask indicating the spatial extend of a certain high-level path Hj

BM Binary mask indicating the complete spatial extend of all the passable areas of the
environment described by M

Bn Binary mask indicating the extent of the portion of the passable areas of the envi-
ronment described by M corresponding to n∈M

CM Binary connectivity matrix expressing explicitly the direct vicinity between pairs
of nodes inM

C Crossroads: subset of map nodes corresponding to regions where two or more S
nodes converge

c Sensor location (c ∈ R2) expressed with respect to the real-world coordinate sys-
tem Rw

dHj(r) Signed Euclidean distance to the limit of the binary mask BHj of the high-level
path Hj (negative values inside BHj , positive outside)

dunD(r) Unsigned Euclidean distance to the mask BnD of an exit node nD ∈ GD
E Sensor position (extrinsic parameters) E = (c, ϕ) with respect to the real-world

coordinate system Rw

E◦ Initial approximate estimate of the sensor position
Ě Last accepted hypotheses for the sensor position in the MCMC and RJMCMC sam-

pling process
Ê Newly proposed hypotheses for the sensor position in the MCMC and RJMCMC

sampling process
Ē(u) u-th sample of the representation {Ē(u)}Uu=1 for the posterior distribution of the

sensor position E obtained through MCMC sampling
¯̄E(k) k-th mode of the representation { ¯̄E(k)}Kk=1 for the posterior distribution of the

sensor position E retained after the Kullback-Leibler divergence-based analysis
G Gates: subset of map nodes corresponding to the regions in the scene where objects

can appear (denoted by GA) or dissapear (GD)
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List of mathematical symbols

GA Entry or appearance gates (see G)
GD Exit or disappearance gates (see G)
Hj High-level path of the route Rj, defined as a sequence Hj⊂M of semantic nodes

expressed as Hj = (nA,H�j , nD), where nA ∈GA and nD ∈GD to explicitly denote
the nature of the initial and final nodes

H�j Secuence H�j ⊂M of intermediate nodes of the high-level path Hj

H Set H = (Hj)j∈J containing the high-level paths of all the NΩ moving agents ob-
served from the sensor

H∗j Most plausible high-level path of the moving agent with index j ∈ J
H∗ Set H∗ = (H∗j )j∈J containing the most plausible high-level paths of all the NΩ

moving agents in the scene, obtained through MAP inference
h(E,Hj; Ωj) Sum-integral unit enconding the marginalization over the low-level details

Lj of the route of a given moving agent, for a given sensor position E and high-
level path Hj

J Set of identifiers J ={1, . . . , NΩ} given to the NΩ freely-moving agents in the scene
Lj Low-level details of the route Rj, defined as the time-stamped sequence of positios

and velocities Lj = (T (Rj) , (rtj,vtj)t∈T (Rj) )
L Set L= (Lj)j∈J containing the low-level details of the routes of all the NΩ moving

agents observed from the sensor
L∗j Most plausible low-level details of the route of the moving agent with index j ∈ J
L∗ Set L∗=(L∗j)j∈J containing the most plausible low-level details of the routes of all

the NΩ moving agents in the scene, obtained through RJMCMC-based optimiza-
tion

M Map of the monitored scene: dual structure containing the most relevant structural
features of the monitored scene, composed of semantic nodes M, their spatial
characteristics Bn, n∈M, and their connectivity information CM

M Set of nodes, or semantic regions, the passable the map of the scene is divided into,
which are classified as well into three different types denoted by S, C, and G

m(pc; c, ϕ) Orientation-preserving isometry relating point-wise the local (2D) frame of
reference Rc corresponding to sensor and the absolute ground-plane frame Rw

associated to the map M
nHj(r) Unitary normal vector field forming, along with τHj(r), a positive 2D reference

system at the position r (referred to Rw)
NΩ Number of non-collaborative objects moving freely in the monitored environment
ωtj Individual reading captured at t ∈ T (Ωj) on the position of the moving agent with

index j ∈ J , and referred to the relative frame of reference Rc of the sensor
Ωj Observed track for the moving agent with index j ∈ J , composed of the sequence

of readings Ωj =(ωtj)t∈T (Ωj)

170



List of mathematical symbols

Ω Set Ω = (Ωj)j∈J containing the tracks of all the NΩ moving agents observed from
the sensor

ϕ Sensor orientation with respect to the real-world coordinate system Rw

PD
(
Dt
j |rtj,Hj,M

)
Disappearance probability for the moving agent with index j ∈ J

at time t, given that it follows the high-level path Hj and is located at rtj
Rc Local (2D) frame of reference of the sensor
Rw Real world (2D) frame of reference associated to the map M
rtj Absolute position (referred to Rw) of the moving agent with index j ∈ J at time

step t ∈ T (Rj) (see Lj)
Rj Route described by the moving agent with index j ∈ J across the environment,

defined using the dual structure Rj =(Hj,Lj)
R Set R = (Rj)j∈J containing the trajectories of all the NΩ moving agents observed

from the sensor
R∗j Most plausible object route for the moving agent with index j ∈ J , defined as

R∗j =(H∗j ,L∗j)
R∗ Set R∗ = (R∗j )j∈J containing the most plausible object routes of all the NΩ mov-

ing agents in the scene, obtained through MAP inference and RJMCMC-based
optimization

S Segments: subset of map nodes corresponding to portions of the map linking two C
or G nodes

τHj(r) Unitary tangential vector field orientated towards the direction of traffic vehicles
along the high-level path Hj

T (Ωj) Interval of consecutive steps indicating when readings ωtj on the relative position
of the moving agent with index j ∈ J have been captured by the sensor (for
simplicity, T (Ωj)⊂Z)

T (Rj) Interval T (Rj) = (t0j , . . . , tFj ) of consecutive steps indicating the complete dura-
tion of stay of the moving agent with index j ∈ J in the scene

t0j Entry time in the scene for moving agent with index j ∈ J (see T (Rj))
tFj Exit time in the scene for moving agent with index j ∈ J (see T (Rj))
VAVG Average speed along the tangential direction assumed in the urban traffic model
vc(rtj, ¯̄vt−1

j ) Correction term to the adapted vehicle velocity ¯̄vt−1
j for time t due to the

proximity to the limits of BHj
vtj Instant position (referred to Rw) of the moving agent with index j ∈ J at time

step t ∈ T (Rj) (see Lj)
¯̄vt−1
j Adapted vehicle velocity at time t from its velocity vt−1

j at t−1 without considering
any correction due to the proximity to the limits of BHj

W Distance to the limit of the binary mask BHj preserved by the urban traffic dynamic
model, and used in the definition of the correction term vc(rtj, ¯̄vt−1

j )
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