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Abstract

Problem-based learning has been successfully applied over the last three

decades to a diverse range of learning environments. This educational ap-

proach consists of posing problems to learners, so they can learn about a

particular domain by developing solutions to them. When applied to con-

ceptual modeling, and particularly to Qualitative Reasoning, the solutions

to problems are models that represent the behavior of a dynamic system.

Therefore, the learner's task is to move from their initial model, as their �rst

attempt to represent the system, to the target models that provide solutions

to that problem while acquiring domain knowledge in the process. In this

thesis we propose KaiSem, a method for using semantic technologies and

resources to sca�old the modeling process, helping the learners to acquire

as much domain knowledge as possible without direct supervision from the

teacher. Since learners and experts create their models independently, these

will have di�erent terminologies and structure, giving rise to a pool of mod-

els highly heterogeneous. To deal with such heterogeneity, we provide a

semantic grounding technique to automatically determine links between the

unrestricted terminology used by learners and some online vocabularies of

the Web of Data, thus facilitating the interoperability and later alignment

of the models. Lastly, we provide a semantic-based feedback technique to

compare the aligned models and generate feedback based on the possible

discrepancies. This feedback is communicated in the form of individualized

suggestions, which can be used by the learner to bring their model closer in

terminology and structure to the target models.
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Resumen

El aprendizaje basado en problemas se lleva aplicando con éxito durante las

últimas tres décadas en un amplio rango de entornos de aprendizaje. Este en-

foque educacional consiste en proponer problemas a los estudiantes de forma

que puedan aprender sobre un dominio particular mediante el desarrollo de

soluciones a dichos problemas. Si esto se aplica al modelado de conocimiento,

y en particular al basado en Razonamiento Cualitativo, las soluciones a los

problemas pasan a ser modelos que representan el compotamiento del sis-

tema dinámico propuesto. Por lo tanto, la tarea del estudiante en este caso

es acercar su modelo inicial (su primer intento de representar el sistema) a

los modelos objetivo que proporcionan soluciones al problema, a la vez que

adquieren conocimiento sobre el dominio durante el proceso. En esta tesis

proponemos KaiSem, un método que usa tecnologías y recursos semánticos

para guiar a los estudiantes durante el proceso de modelado, ayudándoles a

adquirir tanto conocimiento como sea posible sin la directa supervisión de un

profesor. Dado que tanto estudiantes como profesores crean sus modelos de

forma independiente, estos tendrán diferentes terminologías y estructuras,

dando lugar a un conjunto de modelos altamente heterogéneo. Para lidiar

con tal heterogeneidad, proporcionamos una técnica de anclaje semántico

para determinar, de forma automática, enlaces entre la terminología libre

usada por los estudiantes y algunos vocabularios disponibles en la Web de

Datos, facilitando con ello la interoperabilidad y posterior alineación de

modelos. Por último, proporcionamos una técnica de feedback semántico

para comparar los modelos ya alineados y generar feedback basado en las

posibles discrepancias entre ellos. Este feedback es comunicado en forma de

sugerencias individualizadas que el estudiante puede utilizar para acercar su

modelo a los modelos objetivos en cuanto a su terminología y estructura se

re�ere.
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Chapter 1

Introduction

Over the last three decades, Problem-Based Learning (PBL) has been successfully ap-

plied in both authentic and situated learning environments, and its use has been widely

reported in a number of domains, e.g. medicine (Barrows, 2000), architecture (Mait-

land, 1998), or chemical engineering (Woods, 1996). This approach consists of posing

problems to learners, so they can learn about a particular domain by developing so-

lutions to them. Problem-based learning provides learners an opportunity to develop

skills in problem de�nition and problem solving, to re�ect on their own learning, and

develop a deep understanding of the domain content (Spiro et al., 1988). When com-

pared (Pierce and Jones, 2000) to approaches driven by textbooks or other prepared

instructional materials, PBL students remember the information for longer period (Nor-

man and Schmidt, 1992), and are more likely to apply scienti�c knowledge appropriately

in the future (Allen et al., 1996).

In problem-based learning environments, some target solution(s) usually exist to

the proposed problem. The learner's task consists of developing their own solutions

to the problem, and testing/evaluating them against some existing target solutions(s).

In doing so, they move from their initial solution to the target solution. However,

bridging the gap between these two solutions is not a trivial task (Simons and Klein,

2006; Walker and Leary, 2009), especially for complex domains or for those concepts

that are very new to learners. Traditionally, this requires the direct supervision of a

teacher or expert to guide the learners through the evolution of their models as well as

to solve their possible doubts. Nevertheless, this solution could be unfeasible for large

groups of learners where the teacher's availability becomes a bottle neck.

1



In this thesis we proposeKaiSem, a method to automatically provide some feedback

to learners as sca�olding during their modeling process. This feedback is communicated

in form of suggestions based on the common knowledge extracted from the existing

models from experts and other previous users. In the following sections we explore in

depth the context of this research and its problematic which leads us to the proposal of

our solution.

The name KaiSem comes from the union of kaizen and semantics. Kaizen (Japanese

for `good change') is a business approach or philosophy aimed at producing ongoing in-

cremental improvements in quality and e�ciency (Masaaki, 1986), which illustrates the

idea behind our method: helping learners to make small but continuous improvements

on models by means of semantic support.

1.1 Development levels in Problem-Based Learning

During the modeling process, the learners' models are constructed based on the model-

ers' current understanding of the system or phenomena they are representing. Therefore,

this model can be considered to be an external representation of the modelers' under-

standing (mental model) of the system. The amount of knowledge a user has about a

particular domain determines, together with their modeling skills, the quality of this

representation and how much this model may di�er from a target model for the sub-

ject/problem. The assumption is that the closer the learner model is to the target one,

the better the user model represents the reality. In this process, four classes of models

can be identi�ed, following a similar approach to (Tran et al., 2008):

1. Mental model (Mm). This corresponds to the learner's internal mental repre-

sentation/understanding of the system that they intend to represent by means of

a conceptual model. The mental model is composed of mental structures (from

distinct and well structured concepts and relations to vaguely formulated ideas)

that are relevant to the topic to represent. The mental model is understood as

the user's initial knowledge about the system.

2. Learner model (Ml). This is the result of the learner's intent to formalize

and externalize their mental model in terms of a formal modeling vocabulary. In

most cases, not all the knowledge contained in the mental model is successfully
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represented in the learner model, depending to a great extent on the learner's

modeling skills and the expressiveness of the knowledge representation language.

3. Target model (Mt). This is an ideal (and typically unknown) formal represen-

tation of the studied system, assumed to be complete and to cover all aspects of

system. There is no unique target model (as there is no unique view of the world).

It depends on several factors such as scope, granularity and perspective.

4. Reference model (Mr). As the target model (ideal representation of the system)

is typically unknown, an expert user's model is taken as reference model, and is

considered an approximation of the target model.

Vygotsky (Vygotsky, 1978) proposed the concept of a Zone of Proximal Development

(ZPD), de�ned as �the distance between the actual development level as determined by

independent problem solving and the level of potential development in collaboration

of more capable peers�. In this context, Mm represents the initial point in the actual

development level space, and Ml constitutes the �rst e�ort to formalize the learner's

knowledge, while Mr is an intermediate point before Mt, which is typically unreachable

from the current level of the learner (see Figure 1.1).

Figure 1.1: Development levels

1.2 Qualitative Reasoning modeling

In this work, we focus on one of the strategies that have been commonly applied to PBL

for complex domains: conceptual modeling (Bredeweg and Forbus, 2004). In particular,

we focus on Qualitative Reasoning (QR) (Forbus, 2008) modeling, which enables mod-

elers to specify conceptual representations of complex, dynamic systems, and to predict

their behavior through reasoning. In fact, QR has been already successfully applied
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for education across multiple disciplines, such as physics, economics, or environmental

science.

Qualitative Reasoning modeling allows modelers to create non-numerical descrip-

tions of system structure and behavior concerning domain concepts and phenomena.

Qualitative Reasoning can support models that preserve important properties and qual-

itative behavioral distinctions of systems behavior and can automate reasoning and

problem solving about the physical world (Forbus, 2008). Qualitative Reasoning mod-

eling requires that modelers de�ne the model in terms of ingredients that can de�ne

both the system structure and notions of causality from a systems viewpoint. These

model ingredients include: entities, con�gurations, quantities and quantity spaces. For a

detailed reading of Qualitative Reasoning we recommend (Forbus, 2008; Kuipers, 1989).

Entity

Environment

Plant population

Population

Carnivore population

Herbivore population

Animal population

(a) The entity hierarchy of the plant

growth resource model.

(b) The Population growth model fragment incor-

porates the Population Static model fragment (in-

dicated by the folder with content icon) describing

the population, three of its quantities, and their in-

equalities and proportionalities.

Figure 1.2: The entity hierarchy and a model fragment of the model of plant growth based

on exploitation of resources (Nuttle et al., 2009).

Entities de�ne the concepts with which the physical components/structure of the

system is described, typically organized in taxonomies (e.g. `Environment' and `Pop-

ulation' in Figure 1.2a are two disjoint entities and `Animal population' is a subtype

of `Population'). Con�gurations de�ne structural relations between entities (e.g. part

of, contains, and lives in), and quantities represent the features of entities that may

change during simulation of dynamic behavior. Quantities are de�ned by a set of pos-

sible qualitative values (quantity spaces). Quantity spaces represent the possible values
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a magnitude (or derivative) of a quantity can have, and contain an ordered set of pos-

sible values. All of these ingredients are de�ned by their type and by the name given

to them by the modeler. Some of the ingredients described above can be put in rela-

tion by means of causal relationships, correspondences, inequalities, and other generic

building blocks representing mechanisms of change within the model. For instance, in

Figure 1.2b, e.g. the positive in�uence (I+) from `Birth rate' of `Population' makes

the size of that population increase. On the other hand, the `Size' of the population is

propagated to `Birth rate' via a positive proportionality (P+). Similarly, the negative

in�uence (I-) from `Death rate' makes the size of population decrease, while the `Size'

is positively proportional to `Death rate'.

Therefore, given that all ingredients in the QR approach are de�ned by their name

and the terminology used by the modeler, it is this process of de�ning ingredients that

is fundamental to the creation of models. It is also during modeling that learners will

require feedback and support on how to construct an appropriate explanation for the

behavior of a certain system, and how to use and de�ne domain-appropriate vocabulary.

In this research, we selected for testing environment DynaLearn1(European project

FP7-231526), an Interactive Learning Environment (ILE) (Bredeweg et al., 2013) (an

evolution of Garp (Bredeweg et al., 2009)) which implements a diagrammatic approach

to modeling and simulating qualitative models.

DynaLearn allows modelers to capture their knowledge about the structure and

the important processes governing their system of interest. Generic knowledge about

processes, such as how a process causally a�ects quantities and when it is active, are

represented in Model Fragments (MFs).

A progressive sequence of representations with increasing complexity has been de-

veloped, referred to as the learning spaces (LSs) (Bredeweg et al., 2013), which acts as

a sca�old to support learners in developing their ability to create knowledge models and

understand systems. One of the key aspects guiding the design is the ability for each

representation to highlight qualitatively unique and relevant aspects of system behav-

ior. There are six LSs which can be traversed in the indicated order in Figure 1.3, but

alternative routes are also possible. Moreover, each LS can be regarded as a workspace

by itself and used as a stand-alone instrument for acquiring a speci�c kind of conceptual

knowledge.

1www.dynalearn.eu
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Figure 1.3: Schematic Overview of the Learning Spaces in the DynaLearn ILE.

QR models can be simulated based on a scenario, which represents an initial situa-

tion of the system (i.e. a particular variant of the system and a set of initial values for its

quantities). The result of the simulation is a state graph in which each state represents

a qualitatively unique state of behavior (i.e. the current structure of the system and

quantities with particular values). The transitions represent how the system can change

from one state of behavior to others. To perform the simulation, MFs are sought that

match the scenario (i.e. the model ingredients ful�ll the conditions of the MF). The

consequences of matching MFs are merged with the scenario to create an augmented

state from which the next states of behavior can be determined.

1.2.1 Representation of QR models

To ease the ontology-based de�nition of QR models, we have them exported (Liem

and Bredeweg, 2007) to the Web Ontology Language (OWL) 2. To determine how

the QR models can be formalized as ontologies, an ontological perspective on QR is

taken. Previous research distinguishes di�erent types of ontologies based on the type

of ontological commitments they make (van Heijst et al., 1995). In the DynaLearn ILE

the QR knowledge representation is framed on these di�erent types of ontologies (Liem,

2013) (see Figure 1.4):

� Representation ontologies represent the ontological commitments of knowledge

2http://www.w3.org/TR/owl2-syntax/
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Representation Ontology OWL2 Formalismp gy

QR Formalism OntologyGeneric Ontology Q gygy

Domain Concept Ontology

Domain Ontology
Generic Aggregates

Specific Aggregates

Domain Aggregates

QRM RepresentationCorresponds to QRM RepresentationCorresponds to
Extends

Representation of QR models

Figure 1.4: Correspondences between ontology types and their relationships (according

to (van Heijst et al., 1995)) and the representational compartments in the QR formaliza-

tion (Liem, 2013).

representation formalisms. Since we chose OWL as the representation language

for QR models, the OWL2 formalism becomes the representation ontology, and in-

cludes the terms that we can use for our formalization as owl:Class and owl:Property.

� Generic ontologies represent specializations of the concepts de�ned within a repre-

sentation ontology, thus extending its ontological commitments. In the QR case,

the generic ontology is called QR formalization ontology and includes de�nition

of the terms in the QR Formalism, such as qr:Quantity and qr:PositiveIn�uence

(de�ned in terms of OWL2 concepts). This generic ontology, as the representation

ontology, is domain independent.

� Domain ontologies further extend the ontological commitments made by generic

ontologies. Domain ontologies are used to formalize concepts that are speci�c for

particular areas of discourse, hence de�ning the terminology used in a speci�c

domain. The QR Model (QRM) representation constitutes the domain ontology

in our case. However, within the QRM representation two more representations

can be distinguished. The domain concept ontology formalizes the ingredient

de�nitions, such as qrm:Population and qrm:Size. The domain aggregates, de�ne

the scenarios (speci�c aggregates) and model fragments (generic aggregates) that
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represent speci�c situations and processes. These aggregates are compositions

of individuals instantiated from both the domain concept ontology and the QR

formalism ontology. In this thesis, we use the expression QR model as synonym

of QRM representation.

1.3 Semantic Web techniques for PBL with conceptual mod-

els

In conceptual modeling, two relevant limitations hamper the sca�olding of model build-

ing and the autonomy of the learner towards learning targets: (1) models are typically

built in isolation, thus using their own terminology and leading to heterogeneous models

that are more di�cult to compare, and (2) automated reuse of knowledge coming from

other models is not straightforward, thus losing learning opportunities by discovering

relevant knowledge from experts or peers that could enrich the learner model.

Heterogeneity, isolation and lack of explicit semantics are limitations that can be

solved using Semantic Web techniques (Berners-Lee et al., 2001). The global data space

containing billions of assertions from di�erent data providers is what we know as Web

of Data, and it follows the best practices known as Linked Data (Bizer et al., 2009a)

for publishing and connecting structured data on the Web. In the Semantic Web and

the Web of Data, knowledge is commonly represented using languages like OWL and

RDF3, a framework for representing information on the Web.

The use of some of the datasets available in the Web of Data, more speci�cally

DBpedia4 (Bizer et al., 2009b), can be used as a source of background knowledge for

linking the concepts represented in QR models, thus making explicit their semantics

and easing a future alignment among di�erent QR models. In this thesis, DBpedia is

proposed to ease the modeling task and avoid some of the aforementioned limitations.

Since QR models can be represented as ontological models (Liem and Bredeweg, 2007),

the application of semantic-based techniques to PBL with QR models is the core of this

research. Our approach consists of two main components: (1) grounding of terminologies

and vocabularies used in di�erent models to a common vocabulary to align di�erent

models considering similar concepts and (2) the generation of semantic-based feedback

3http://www.w3.org/TR/2014/REC-rdf11-concepts-20140225/
4http://dbpedia.org
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to the modelers. Both components aim to ensure lexical correctness of their terms,

as well as facilitate the interoperability among models at a terminological level. The

advantage, from an educational perspective, is twofold:

1. Allow learners to link their particular terminology to well established vocabularies,

thus having the opportunity of learning the correct terminology and modifying

their model accordingly.

2. Enable automatic model comparisons to discover pieces of common knowledge

among the models as well as to detect possible discrepancies or misconceptions.

Suggestions have to be created from these discrepancies and communicated as

feedback to the learner. These suggestions are aimed to stimulate learners to

evaluate their models and to sca�old their progress, modifying their models and

understanding, directing their representations towards the representations found

in reference models.

In our case, both learner and reference models are represented as QR models. Given

this, the modeling process can be seen as a progression through the aforementioned

development levels. From an initial representation (Ml) of the learners' understanding

of the phenomena and the QR approach towards a better understanding of the system

to be modeled and greater ability with the QR tool. The systematic evolution of the

learner model Ml towards the reference model(s) Mr should act to re�ne the learners'

mental model Mm of the system and to therefore enhance their understanding of the

concept. To progress on the ZPD, learners will require some help during their modeling

task to support their appropriate use of domain knowledge and also their use of the QR

vocabulary. Automation of this support and sca�olding requires that the QR tool can

provide situated feedback and suggestions to the student on how their model could be

improved. This support should provide suggestions that are within the zone of proximal

development for the student.

In this thesis, we assume an environment in which N models from di�erent users

are already available, and where a learner trying to model some dynamic system could

perform incremental comparisons between their model and the existing ones considered

as reference models Mr. Fruit of those comparisons, the learner could get directed and

individualized feedback from the most simple issues to solve, to the more complex ones.
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1.4 Structure of the Document

The rest of this document is organized as follows. Chapter 2 provides a state of the

art in the areas related to this thesis. Chapter 3 de�nes the objectives, hypotheses,

contributions and requirements of this research. Chapter 4 presents an overview of

the proposed method, KaiSem, illustrating it with a motivating example. The di�er-

ent techniques in which the method is divided are described in the following chapters,

being the semantic grounding of models in Chapter 5, the technique for selecting rele-

vant models in Chapter 6, and the generation of semantic-basic feedback from possible

discrepancies in the models in Chapter 7. The evaluation of the di�erent techniques

is presented in Chapter 8. Finally, the conclusions and future work are described in

Chapter 9.

1.5 Derived Publications

During the development of this thesis the resulting achievements were published and

presented to the community after a peer review process. Such publications are gathered

in this section.

Journal articles

� Bredeweg, B., Liem, J., Beek, W., Linnebank, F., Gracia, J., Lozano, E., Wiÿner,

M., Bühling, R., Salles, P., Noble, R., Zitek, A., Borisova, P. and Mioduser,

D. DynaLearn - An Intelligent Learning Environment for Learning Conceptual

Knowledge. 2013, AI Magazine, 34(4), 46-65. This publication is related to the

application of the work described from Chapter 4 to Chapter 7.

� Lozano, E., Gracia, J., Corcho, O., Noble, R. A., and Gómez-Pérez, A. Problem-

based learning supported by semantic techniques. In Interactive Learning Environ-

ments, November 2012. Routledge. This publication presents an overview of the

work described from Chapter 4 to Chapter 7.

Conference papers

� Gracia, J., Liem, J., Lozano, E., Corcho, O., Trna, M., Gómez-Pérez, A., and

Bredeweg, B. Semantic Techniques for Enabling Knowledge Reuse in Conceptual
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Modelling. In 9th International Semantic Web Conference (ISWC2010), Shanghai,

China. Springer, volume 6497 of Lecture Notes in Computer Science, pages 82-

97, November 2010. (Nominated for best in-use paper award.) This publication

covers the work described in Chapter 5.

Book chapters

� Wiÿner, M., Beek, W., Lozano, E., Mehlmann, G., Linnebank, F., Liem, J.,

Häring, M., Bühling, R., Gracia, J., Bredeweg, B., and André, E. Increasing

Learners' Motivation through Pedagogical Agents: The cast of Virtual Characters

in the DynaLearn ILE. In: Agents for Education, Games and Simulations Inter-

national Workshop, AEGS 2011. Taiwan, May 2011. Springer. This publication

is related to the work described in Chapter 7.

Posters and Demos

� Lozano, E., Gracia, J., Liem, J., Gómez-Pérez, A., and Bredeweg, B. Semantic

feedback for the enrichment of conceptual models. In Proc. of 6th International

Conference on Knowledge Capture, KCAP'11, Ban�, Alberta, Canada. June 2011.

ACM, pages 187-188. This publication presents the work described in Chapter 7.

� Wiÿner, M., Beek, W., Lozano, E., Mehlmann, G., Linnebank, F., Liem, J.,

Häring, M., Bühling, R., Gracia, J., Bredeweg, B., and André, E. Character Roles

and Interaction in the DynaLearn Intelligent Learning Environment. In Proc. of

Arti�cial Intelligence in Education 15th International Conference, AIED 2011,

Auckland, New Zealand, June 2011. Lecture Notes in Computer Science, Volume

6738/2011, pages 585-587. This publication is related to the work described in

Chapter 7.

� Beek, W., Liem, J., Linnebank, F., Bühling, R., Wiÿner, M., Lozano, E., Gra-

cia, J., and Bredeweg, B. Knowledgeable Feedback via a Cast of Virtual Characters

with Di�erent Competences. In Proc. of Arti�cial Intelligence in Education 15th

International Conference, AIED 2011, Auckland, New Zealand, June 2011. Lec-

ture Notes in Computer Science, Volume 6738/2011, page 620. This publication

is related to the work described in Chapter 7.
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Technical Reports

� Lozano, E., Gracia, J., Collarana, D., Corcho, O., Gómez-Pérez, A., Villazón,

B., Latour, S., and Liem, J. Model-based and memory-based collaborative algo-

rithms for complex knowledge models. DynaLearn, EC FP7 Project no. 231526,

Deliverable D4.3. This publication presents the work described in Chapter 6.

� Gracia, J., Lozano, E., Liem, J., Collarana, D., Corcho, O., Gómez-Pérez, A.,

and Villazón, B. Taxonomy-based collaborative �ltering algorithms. DynaLearn,

EC FP7 Project no. 231526, Deliverable D4.4. This publication presents the work

described in Chapter 6.

� Lozano, E., Gracia, J., Gómez-Pérez, A., Liem, J., van Weelden, C., and Bre-

deweg, B. Ontology-based feedback on model quality. DynaLearn, EC FP7 Project

no. 231526, Deliverable D4.2. This publication presents the work from Chapter 7.

� Gracia, J., Trna, M., Lozano, E., Ngyen, T.T., Gómez-Pérez, A., Montaña,

C., and Liem, J. Semantic repository and ontology mapping. DynaLearn, EC

FP7 Project no. 231526, Deliverable D4.1. This publication presents the work

described in Chapter 5 and Chapter 7.

Finally, it is important to mention that during this thesis multiple short-stays (up

to a total of 10 months) were possible in the following research institutions:

� INRIA Grenoble Rhône-Alpes at Grenoble, France, from January to May

2013. During this period I explored the instance matching applied to my thesis

within the research group led by Dr. Jérôme Euzenat. This stay was funded by

the Spanish Ministry of Education as part of a research grant (FPU) earned in

2010.

� University of Amsterdam at Amsterdam, the Netherlands, from April to June

2011. In this time I worked in the research group directed by Dr. Bert Bredeweg

in the development of the semantic-based feedback technique.

� University of Amsterdam at Amsterdam, the Netherlands, from May to July

2010. At the beginning of my thesis I visited the research group directed by Dr.

Bert Bredeweg to learn about QR modeling and to start the design of the metrics

and functionalities to provide semantic-based feedback from QR models.
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Chapter 2

State of the Art

Over the length of this thesis several techniques and approaches are mentioned when

describing our work. In this chapter we aim to put our development in context by

relating existing signi�cant approaches in the di�erent areas in which this thesis is

delimited.

2.1 Problem-based learning with conceptual models

To our best knowledge, the approach described in this thesis as a whole has no coun-

terpart in the �eld of QR modeling. In this section we show an overview of related

to modeling and simulation tools, although they neither ground terms to a common

vocabulary, nor get quality feedback from other models as our approach does.

2.1.1 QR related modeling tools

TheoryBuilder (Jackson et al., 1998), the successor of Model-IT (Soloway et al., 1997),

is a tool that supports learners in building and testing dynamic models of complex sys-

tems. In this tool, students build a model by creating objects and de�ning the associated

factors, measurable quantities, or characteristics. The relationships between these fac-

tors can also be indicated. Once the model is built, learners can run it to simulate

the results. Regarding the support provided in this task, TheoryBuilder incorporates a

broad range of sca�olding using the GLASS approach (Guided Learner-Adaptable Scaf-

folding), where each of its sca�olds fades under the learner's control. Authors de�ned

sca�olding as covering three di�erent categories. Supportive sca�olding provides support
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and advice for doing the task, including guiding, coaching, and modeling. Appropri-

ate messages appear providing help and examples for the various modeling concepts.

Re�ective sca�olding provides support for thinking about the task: planning, making

predictions, evaluating, etc. It is provided by a notepad with description �elds where

the learner re�ects by typing the goals of models, explanations for objects and rela-

tionships, predictions and results for tests, etc. Lastly, intrinsic sca�olding support

changes the task itself by reducing its complexity and focusing learner's attention. This

is implemented as defaults which hide everything but the simplest tools for a novice

learner, but make advanced features available for more expert learners.

Stella (Costanza and Voinov, 2001; Richmond and Peterson, 1992) is a user-friendly

program that uses an iconographic interface to facilitate construction of dynamic sys-

tems models. It includes a procedural programming language that is useful to view

and analyze the equations that are created as a result of manipulating the icons. The

essential features of the system are de�ned in terms of stocks (state variables), �ows

(in and out of the state variables), auxiliary variables (other algebraic or graphical re-

lationships or �xed parameters), and information �ows. Mathematically, the system

is geared towards formulating models as systems of ordinary di�erential equations and

solving them numerically as di�erence equations. Once the structure of the model is

laid out, initial conditions, parameter values and functional relationships can be spec-

i�ed. A set of di�erence equations is generated through this process, which can be

viewed and manipulated directly, or exported to other modelling environments. Data

can also be imported by copying and pasting from spreadsheets or other programs. In

addition, portions of a larger model can be broken down into sectors which can be run

independently or simultaneously to facilitate debugging, like the model fragments in

DynaLearn.

VModel (Forbus et al., 2005) is a visual modeling tool for conceptual models that

combines ideas from concept maps and dynamic systems notations into a qualitative

modeling environment. It uses concept maps, but with some very strong restrictions.

As usual, nodes represent entities and properties of entities, and each node has a speci-

�ed type, such as Thing or Process, drawn from the system's ontology. Links represent

relationships, although the labels used on links are drawn from a �xed set of relation-

ships. These constraints are explained by authors as to address the trade-o� between
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providing freedom of expression versus sca�olding for learners. In this tool, all the mod-

els developed by a learner are included in their personal model library for their later

reuse. VModel sca�olds learners in their modeling process, providing help about the

software and the general modeling task, as well as speci�c help regarding the structure

of a particular model. For example, the system can identify some structural inconsisten-

cies or suggest more appropriate elements when detecting an incorrect use of modeling

elements. In addition, the tool includes an analysis mode to validate the student's

prediction from the results of the qualitative simulation of the model.

The successor of VModel is QCM (Dehghani and Forbus, 2009), Qualitative Con-

cept Map system, a modeling tool speci�cally designed by cognitive scientists. It

provides a uni�ed reasoning platform in which mental models can be built and ana-

lyzed using the Qualitative Process Theory (Forbus, 1984) (for providing qualitative

simulations) and Bayesian Networks (Pearl, 2014) (for calculating probabilities of ev-

idence and posterior probabilities). Systems and phenomena are modeled via sets of

entities with continuous parameters, whose relationships are expressed using a causal,

qualitative mathematics, where processes provide an explicit notion of mechanism. In

addition, Bayesian Networks provide the necessary mechanism for representing and rea-

soning with conditional probabilities in an e�cient manner. QCM uses a concept map

interface and automatically checks for any modeling errors which violate the laws of QP

theory and probability theory, providing detailed error messages. QCM can import and

export models via GraphML (Brandes et al., 2001), allowing graphs drawn in QCM to

be easily viewed in other graph drawing programs. An important feature for cognitive

simulation purposes is that models can be exported as predicate calculus statements.

This enables QCM models to be used in a variety of types of reasoning, such as analog-

ical reasoning. Finally, while VModel is limited to single-state reasoning, QCM can be

used to model continuous causal phenomena with multiple states.

Betty's brain (Leelawong and Biswas, 2008) is a computer-based, domain-independent

teachable agent that learners can teach using concept maps. Two principles drive the

design and implementation of their Teachable Agent (TA) learning environment. The

�rst one ensures that students' activities in the learning environment cover the three

distinct phases of the teaching process, i.e. (i) preparing to teach, (ii) teaching and in-

teracting with the teachable agent, and (iii) monitoring and re�ecting on what the agent

has learned and using this information to make preparations to teach further (Colton
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and Sparks-Langer, 1993). The second ensures that interactions between learners and

their TA are based on an explicit shared representation and responsibility. In addi-

tion, the system provides graphical interfaces for creating the knowledge structures for

the domain, and additional support in the form of sca�olds to help learners through

each of the stages of their teaching and learning processes. Learning by teaching is

implemented as three primary components: (i) teach Betty using a concept map, (ii)

query Betty with your own questions to see how much she has understood, and (iii)

quiz Betty with a provided test to see how well she does on questions the learner may

not have considered. To learn and teach Betty so she may answer the quiz questions

correctly, learners have access to a variety of online resources, such as domain resources

organized as searchable hypertext so learners can look up information as they teach

Betty; a concept map tutorial that provides students with information on causal struc-

tures, and how to reason with these structures; and a Mentor agent, Mr. Davis, who

provides feedback about learning, teaching, and domain knowledge when the student

requests it. Once taught, Betty uses qualitative reasoning methods (Forbus, 1984) to

reason through chains of links (Leelawong et al., 2001, Biswas et al., 2005). Learners

can ask questions through a template about the results to expect given a change in

the model (like the increasing of a quantity). Betty reasons using the concept map to

generate an answer, and under the learner's request she explains her answer using a

combination of speech, text, and animation mechanisms that highlight the causal paths

in the map that she employs to generate her answer. Finally, a set of quizzes provides

a dynamic assessment mechanism that allows students to assess how well Betty, and,

they themselves have learned about the domain. Learners ask Betty to take a quiz and

her answers are graded by the Mentor agent, Mr. Davis. The Mentor provides hints to

help learners debug and make corrections in their concept map. In summary, learners

query Betty to monitor its learning and problem-solving behavior. Betty uses quali-

tative reasoning methods to reason using the learner's concept map, and generates an

answer. This motivates the learners to learn more so they can teach Betty to perform

better. Betty's brain combines this learning by teaching strategy with self-regulated

learning feedback. However, the feedback generated is only based on the qualitative

reasoning of the concept map in comparison with the expected results by learners, but

it does not analyzes the possible semantic problems in the model.
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Garp3 (Bredeweg et al., 2009) is a user-friendly workbench that allows modelers to

build, simulate, and inspect qualitative models of system behavior. Garp3 is the pre-

decessor of DynaLearn, the learning environment used in this thesis. The workbench

employs diagrammatic representations for users to interact with model content and sim-

ulation results, and provides seamless interoperability between the di�erent modes of

use. In contrast to approaches like Betty's brain and VModel, which reduce the amount

of modeling elements available in the model-building software to further enhance usabil-

ity, Garp3 preserves the full expressiveness of the Qualitative Reasoning formalism, and

support domain experts in articulating and capturing their conceptual knowledge. In

Garp3 a distinction is made between basic model ingredients (entities, quantities, etc.)

and aggregates that can be built from the basic ingredients. There are two types of

aggregates: scenarios and model fragments. Scenarios represent initial situations ready

for simulation. Model fragments are partial models that represent individual parts of

domain knowledge. The model fragments are stored in a library. When running a

simulation the Qualitative Reasoning engine searches the library for fragments that

are applicable to the conditions established in the scenario. In doing so it ultimately

creates a state-graph (or behavior-graph) that represents the possible behaviors of the

system as initially described in the scenario (see Figure 2.1). Users can inspect this

state-graph using multiple views. To determine the applicability of model fragments,

a distinction is made between conditions and consequences. Conditions specify what

must be present or hold in order for a model fragment to apply. Model fragments may

also require other model fragments to be active in order to become active themselves.

Consequences specify the knowledge that will be introduced when the model fragment

applies.

Figure 2.1: An example of a state-graph. The simulation has 7 states in total. State 1,

2, and 3 are initial states. State 2, 4, 6, and 7 are end states. The simulation shows 4

behavior-paths. ([1→ 6], [2], [3→ 4] and [3→ 5→ 7]).
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The simulation of a scenario is done by a `state-by-state' strategy to construct the

state-graph. Figure 2.2 gives an overview of the main inferences. The library of model

fragments and the scenario are input for the reasoning engine. From this input, one or

more states are constructed by the Find states procedure. These are the initial nodes

in the state-graph (or behavior graph). Then, possible changes are determined by the

Find transitions procedure for each new state. These changes form `transition scenarios'

which are again input for the Find states procedure. Scenarios and transition scenarios

can lead to already existing states or to new states. In the former case a transition link

is added to the state-graph. In the latter case a link and a node (i.e., a new state) are

added. This process repeats until all states have been analyzed for possible changes.

Figure 2.2: Garp3 reasoning engine overview and context. The two main inferences are

Find states and Find transitions. A simulation takes as input a scenario and a library of

model fragments, and generates a state-graph (or behavior-graph) as output (Bredeweg

et al., 2009).

Lastly, the workbench supports multiple languages (e.g., English, Portuguese, and

others) and has means for modelers to copy and paste model ingredients between models.

In addition, ingredients created during modeling can be given a unique `comment', which

is shown throughout the workbench as a tool-tip for the ingredient. This supports
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users in understanding and appreciating the models. However, the models are stored

locally and in isolation, and they are not semantically grounded thus not being able to

interoperate.

2.1.2 Non QR related modeling tools

With regard to other conceptual modeling techniques beyond QR, CmapTools (Cañas

et al., 2004) is a software for representing knowledge using the concept maps resulting

from the research in (Novak and Gowin, 1984). CmapTools was developed with four key

objectives in mind: (i) low threshold, high ceiling (Myers et al., 2000), understanding

`threshold' as how di�cult it is to learn how to use a system, and `ceiling' as how much

can be done using that system; (ii) extensive support for the construction of knowledge

models, by providing an environment that supports the development of knowledge mod-

els of all sizes, without limitations on where the resources and maps physically reside;

(iii) extensive support for collaboration and sharing, by developing an environment

where users of all ages and from all domains can collaborate and share in their knowl-

edge construction e�orts; and (iv) a modular architecture in which components can be

added or removed as needed from a core module, thus facilitating the development and

evaluation of modules in a research environment without a�ecting other parts of the

program. In addition, the software is available in many languages and claims to enable

users to share and collaborate through a network of Public Places where any modeler

can create their own space and publish their knowledge models. However, CmapTools

neither relies on Semantic Web standards to maximize its interoperability, nor uses

common shared vocabularies to minimize the semantic gap between models.

NetLogo (Tisue and Wilensky, 2004), previously StarLogo (Resnick, 1994), is a

multi-agent programming language and modeling environment for simulating natural

and social phenomena designed for both, education and research. It is well suited for

modeling complex systems evolving over time and makes possible to explore connections

between micro-level behaviors of individuals and macro-level patterns that emerge from

their interactions. NetLogo enables users to open simulations and play with them,

exploring their behavior under various conditions. NetLogo is also an authoring envi-

ronment that enables students and researchers to create their own models, even if they

are not professional programmers.
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Regarding the use of semantic techniques to enhance collaborative learning, there

have been some speci�c e�orts such as the work described in (Jeremi¢ et al., 2009), where

DEPTHS (Design Patterns Teaching Help System) is introduced. DEPTHS sys-

tem establishes a common ontological foundation for the integration of di�erent existing

learning tools and systems in a common learning environment. DEPTHS integrates an

existing Learning Management System (LMS), a software modeling tool, diverse collab-

oration tools and relevant online repositories of software design patterns (DPs). The

integration of these di�erent learning systems and tools into a common learning environ-

ment is achieved by using Semantic Web technologies. Speci�cally, ontologies enabled

them to formally represent and merge data about students interactions with the systems

and tools integrated in DEPTHS. On top of that data, they built context-aware educa-

tional services that are available throughout the DEPTHS environment. These services

enrich and foster learning processes in DEPTHS in two main ways: (i) recommending

appropriate �ne-grained learning content (i.e., Web page(s), lessons or discussion fo-

rum threads describing software DP) and making the recommendations aware of the

recognized learning needs; and (ii) fostering informal learning activities by bringing to-

gether learners and experts that are dealing with the same software problem or have

experience in solving similar problems. Though the techniques di�er, the motivation

goes along the same lines as our work. Nevertheless, DEPTHS focuses on the particular

scenario of software engineering education, and supports recommendation more than

quality semantic feedback.

2.2 Semantic techniques related to conceptual modeling

Conceptual modeling is a very complex task that requires not only domain knowledge

but also modeling skills. When trying to automate this process, two common limita-

tions arise: the isolation and heterogeneity of models which di�cult their automatic

comparison, and the complexity of reuse the knowledge from previous e�orts. The use

of semantic techniques and existing knowledge sources in the Web of Data can alleviate

these limitations. In this work we particularly focus on semantic techniques to make

explicit the implicit domain semantics of concepts, to align di�erent models for their

comparison, and to automatic generate semantic-based feedback to modelers.
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In this section we brie�y describe the Web of Data, focusing on those datasets

commonly used for semantic grounding techniques and some examples of that use.

Then, we review techniques for the alignment of models similar to the technique used

in this thesis. Finally, we show some other examples of generation of semantic-based

feedback in di�erent domains.

2.2.1 Web of Data for semantic grounding

In the last decade the Web has evolved from linking just documents to also link struc-

tured data in a global, interconnected data space, the Web of Data (Bizer et al., 2009a).

In 2006, Tim Berners-Lee introduced a set of best practices for publishing and inter-

linking structured data on the Web5, what it is known today as Linked Data principles:

1. Use URIs as names for things.

2. Use HTTP URIs so that people can look up those names.

3. When someone looks up a URI, provide useful information, using the standards

(RDF, SPARQL).

4. Include links to other URIs, so that they can discover more things.

These principles were successfully adopted by a project known as Linked Open Data

project6, founded in 2007 with the goal of extending the Web with a data commons

by publishing various open data sets as RDF on the Web and by setting RDF links

between data items from di�erent data sources. RDF links enable the navigation from

a data item within one data source to related data items within other sources using a

Semantic Web browser. These links can also be followed by the crawlers of Semantic

Web search engines to provide sophisticated search and query capabilities over crawled

data. Figure 2.3 shows the published datasets and their relationships, an overview of

the range of the project as of August 20147.

The use of the Web of Data has been spread in the late years to make explicit the

sometimes implicit semantics of concepts, a process known as semantic grounding (see

5http://www.w3.org/DesignIssues/LinkedData.html
6http://www.w3.org/wiki/SweoIG/TaskForces/CommunityProjects/LinkingOpenData
7Linking Open Data cloud diagram 2014, by Max Schmachtenberg, Christian Bizer, Anja Jentzsch

and Richard Cyganiak. http://lod-cloud.net/
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Figure 2.3: Linking Open Data cloud diagram.

Chapter 5 for a detailed description). Some of the most common datasets used for this

purpose are described below.

WordNet8 (Miller, 1995) is a lexical database in English. It de�nes the vocabulary

of a language as a setW of pairs (f, s), where a form f is a string over a �nite alphabet,

and a sense s is an element from a given set of meanings. Each form with a sense in a

language is called a word in that language. A dictionary is an alphabetical list of words.

A word that has more than one sense is polysemous; two words that share at least one

sense in common are said to be synonymous. In WordNet, a form is represented by

a string of ASCII characters, and a sense is represented by the set of (one or more)

synonyms that have that sense. In its version 3.0, WordNet contains over 155,000

words organized in over 117,000 synsets (synonym sets for a total of around 207,000

word-sense pairs. It provides short, general de�nitions, and o�ers various semantic

relations between these synonym sets. The RDF version of WordNet 3.0 data contains

around 4.5 million triples.

8http://semanticweb.cs.vu.nl/lod/wn30/
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OpenCyc9 is the open source version of the Cyc technology, a reasoning engine with

a large, multicontextual knowledge base. It contains hundreds of thousands of English

terms along with millions of assertions relating the terms to each other. A Semantic

Web enabled version is available at their web, consisting of more than 2 million triples

in its version 4.0. In addition, it contains around 69,000 owl : sameAs links to external

(non-Cyc) semantic data namespaces, as to DBpedia (around 47,000 links, including

696 links to the DBpedia ontology) and WordNet (approximately 11,000 links).

YAGO10 (Suchanek et al., 2007) is a light-weight and extensible ontology with

high coverage and quality built on entities and relations. The facts are automatically

extracted from Wikipedia and uni�ed with WordNet, using a combination of rule-based

and heuristic methods. In particular, it uses the leaf categories in the Wikipedia cate-

gory graph to infer type information about an entity and the extracted types of entities

may become subclasses of WordNet synsets. In YAGO2 system (Ho�art et al., 2013),

declarative extraction rules were introduced, which can extract facts from di�erent parts

of Wikipedia articles, e.g. infoboxes and categories, as well as other sources. YAGO2

also supports spatial and temporal dimensions for facts at the core of its system

Freebase11 is a practical, scalable tuple database used to structure general human

knowledge (Bollacker et al., 2008). The data in Freebase is collaboratively created,

structured, and maintained, and it currently contains more than 125,000,000 tuples,

more than 4000 types, and more than 7000 properties. Public read/write access to

Freebase is allowed through an HTTP-based graph-query API using the Metaweb Query

Language (MQL) as a data query and manipulation language. However, Freebase data

is planned to be transfer to Wikidata in June 201512, and the website and API will be

retired.

Wikidata(Vrande£i¢, 2012) is a platform for the collaborative acquisition and main-

tenance of structured data which prime purpose is to be used within the other Wikimedia

projects, like Wikipedia. It provides data in all languages of the Wikimedia projects,

and allows for central access to the data in a similar vein as Wikimedia Commons does

for multimedia �les (Vrande£i¢ and Krötzsch, 2014). Things described in the Wikidata

9http://sw.opencyc.org/
10http://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/yago-

naga/yago/
11http://www.freebase.com/
12https://plus.google.com/109936836907132434202/posts/bu3z2wVqcQc
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knowledge base are called items and can have labels, descriptions and aliases in all lan-

guages. Data is exported through Web services in several formats, including JSON and

RDF.

DBpedia13 (Bizer et al., 2009b) is a community e�ort to extract structured in-

formation from Wikipedia and to make this information accessible on the Web in the

form of RDF triples, and organizing them according to a generic ontology14. DBpedia

knowledge base has several advantages over existing knowledge bases: it covers many

domains, it represents real community agreement, it automatically evolves as Wikipedia

changes, it is truly multilingual, and it is accessible on the Web. For each entity, DB-

pedia de�nes a globally unique identi�er that can be dereferenced according to the

aforementioned Linked Data principles. As DBpedia covers a wide range of domains

and has a high degree of conceptual overlap with various open-license datasets that are

already available on the Web, an increasing number of data publishers have started to

set RDF links from their data sources to DBpedia, making DBpedia one of the central

interlinking hubs of the emerging Web of Data as illustrated in Figure 2.3. In its latest

release (DBpedia 2014) it contains 3 billion pieces of information (RDF triples) out of

which 580 million were extracted from the English edition of Wikipedia and 2.46 bil-

lion were extracted from other language editions. In particular, they provide localized

versions of DBpedia in 125 languages. All these versions together describe 38.3 million

things, out of which 23.8 million are localized descriptions of things that also exist in

the English version of DBpedia. In addition, it is connected with other Linked Datasets

by around 50 million RDF links.

Wikipedia articles consist mostly of free text, but also comprise of various types

of structured information in the form of wiki markup. Such information includes in-

fobox templates, categorization information, images, geo-coordinates, links to external

web pages, disambiguation pages, redirects between pages, and links across di�erent

language editions of Wikipedia. The DBpedia extraction framework extracts this struc-

tured information from Wikipedia and turns it into a rich knowledge base. Figure 2.4

shows an overview of the technical framework. The DBpedia extraction is structured

into four phases (Lehmann et al., 2014):

13http://dbpedia.org
14http://dbpedia.org/Ontology
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� Input: Wikipedia pages are read from an external source. Pages can either be

read from a Wikipedia dump or directly fetched from a MediaWiki installation

using the MediaWiki API.

� Parsing: Each Wikipedia page is parsed by the wiki parser. The wiki parser

transforms the source code of a Wikipedia page into an Abstract Syntax Tree.

� Extraction: The Abstract Syntax Tree of each Wikipedia page is forwarded to the

extractors. DBpedia o�ers extractors for many di�erent purposes, for instance,

to extract labels, abstracts or geographical coordinates. Each extractor consumes

an Abstract Syntax Tree and yields a set of RDF statements.

� Output: The collected RDF statements are written to a sink. Di�erent formats,

such as N-Triples, are supported.

Figure 2.4: Overview of DBpedia extraction framework (Lehmann et al., 2014).

BabelNet15 (Navigli and Ponzetto, 2012) is a recently emerged knowledge resource

that integrates lexicographic and encyclopedic knowledge fromWordNet and Wikipedia.

BabelNet is both a multilingual encyclopedic dictionary, with lexicographic and ency-

clopedic coverage of terms, and a semantic network which connects concepts and named

15http://babelnet.org/
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entities in a very large network of semantic relations, made up of more than 9 million

entries, called Babel synsets. Based on this new resource there are approaches like Ba-

belfy (Moro et al., 2014), a uni�ed graph-based approach to entity linking and word

sense disambiguation. Babelfy is based on a loose identi�cation of candidate meanings

coupled with a densest subgraph heuristic which selects high-coherence semantic inter-

pretations. The approach is provided in three steps: (i) given a lexicalized semantic

network (BanelNet), it associates a semantic signature (a set of related vertices) with

each vertex (concept or named entity). This is a preliminary step which needs to be

performed only once, independently of the input text; (ii) given a text, extracts all

the linkable fragments from this text and, for each of them, lists the possible meanings

according to the semantic network; (iii) creates a graph-based semantic interpretation

of the whole text by linking the candidate meanings of the extracted fragments using

the previously-computed semantic signatures. Then, a dense subgraph of this represen-

tation is extracted and the best candidate meaning for each fragment is selected.

Application scenarios of semantic grounding

A common application of semantic grounding can be found in the �eld of collaborative

tagging systems. Tagging is a popular mean to annotate user-generated content for

multiple purposes, like data retrieval and sharing. Many popular web applications such

as Flickr, Amazon, YouTube and Last.Fm, to name a few, allow users to tag pictures,

products, videos and songs, among others. However, current tagging technology do

not associate meaning to tags, which hampers its use for information retrieval. The

semantic grounding of tags to knowledge bases in the Web of Data can provide ben-

e�ts to overcome some of the issues related to their vagueness and lack of semantics.

In (Cattuto et al., 2008) the authors analyze several measures of tag similarity, and

provide semantic groundings by mapping pairs of similar tags in the folksonomy to

pairs of synsets in WordNet, where they use di�erent measures of semantic distance to

characterize the semantic relation between the mapped tags. More focused in the con-

text of multilinguality, the author of (García-Silva et al., 2012) turn folksonomies into

knowledge structures where tag meanings are identi�ed, and relations between them are

asserted. For such purpose, they use DBpedia as a general knowledge base from which

they leverage its multilingual capabilities.
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In addition to tagging systems and folksonomies, there are other examples in the

literature in which the Web of Data has been successfully used as source of semantic

grounding. We found in the British Broadcasting Corporation (BBC) one of the most

interesting ones (Kobilarov et al., 2009). BBC publishes large amounts of content

online and makes use of DBpedia both as interlinking vocabulary and as data provider.

Their initial scenario was a large amount of separate, largely standalone, micro-sites

maintained and evolved in isolation. In that context, �nding content across sites (e.g.,

navigating form a page about a musician to a page with the programs that have played

that musician) was really di�cult. People at BBC investigated the use of DBpedia

to provide a common vocabulary and an equivalency service, which resulted in better

connections and interlinking of existent systems, as well as developing of new services.

The way in which links to DBpedia were discovered from legacy controlled vocabularies

can be seen also as an instantiation of the general grounding process we propose in

this thesis. In short, semantic grounding allows the BBC to put their di�erent domains

(music, programs, news, etc.) in relation and to reuse content generated by others (e.g.,

biographies from Wikipedia) to enrich their own resources. At the same time, it o�ers

its information on the Web as Linked Data to be consumed by other agents and systems.

In (Liu et al., 2014) the authors present the Knowledge and Learning website Beta

which provides learning resources from the BBC to its users in an organized way. Such

organization is achieved by using semantic web technologies, like semantic annotation

of the content, and incorporating ontology models and linked data to its architecture for

a dynamic aggregation of content. In particular, they use their Linked Data Platform

(LDP) for the semantic annotation of content. Also, mapping contents from the BBC

curriculum ontology to the Learning Resource Metadata Initiative (LRMI), which is

accepted as a part of Schema.org16, contributes towards consistent organization and

discovery of content.

2.2.2 Ontology matching

Ontology matching is the process of �nding relationships or correspondences between

entities of di�erent ontologies (Euzenat et al., 2007). It is of great importance in the

context of Semantic Web and other related �elds, because there are many scenarios

where a reconciliation between di�erent schemes or ontologies, possibly developed by

16http://schema.org/
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di�erent people and for di�erent purposes, is necessary. Ontology matching techniques

can be applied for several purposes, such as ontology engineering (Gómez-Pérez et al.,

2004), ontology evolution (Haase and Stojanovic, 2005), information integration (Bell

and Grimson, 1992), semantic P2P systems (Staab and Stuckenschmidt, 2006), semantic

web services (Fensel et al., 2006), query answering (Lopez et al., 2006), etc. An extensive

review of these application domains can be found at (Euzenat et al., 2007). For some

of the mentioned tasks, a manual or semi-automatic ontology matching approach could

be enough to accomplish the required task (e.g., ontology design). Nevertheless, we

consider that automatic ontology matching �ts better to most of the requirements and

applications of the Semantic Web, so we will focus preferentially on such a kind of

ontology matching systems in this thesis.

As illustrated in Figure 2.5, the matching process determines the alignment A′ for

a pair of ontologies o and o′. Some optional parameters can be used in the process,

like: (i) an input or preliminary alignment A, which is to be completed by the process

(we describe an example in Chapter 7); (ii) the matching parameters, i.e. weights

and thresholds; and (iii) external resources used by the matching process, like common

knowledge and domain speci�c thesauri.

Figure 2.5: The matching process

.

Ontology matching techniques can be classi�ed in di�erent categories according to

the type of input to the process. We borrow here the classi�cation in (Euzenat et al.,

2007; Gracia, 2009):

� Terminology-based techniques compare the strings that describe the entities (�elds

like name, comments or labels) in order to �nd similar entities. There are di�erent

approaches:
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� String-based methods take advantage of the structure of a string as a se-

quence of letters. Typically, string-based methods will consider `Book' and

`Textbook' similar, but not `Book' and `Volume'. Multiple methods can be

included here, like the Hamming distance (Hamming, 1950), the Levenshtein

distance (Levenshtein, 1966), and the Jaro measure (Jaro, 1989).

� Methods based on vector spaces, coming from information retrieval, consider

strings as bags (multisets) of words. They usually consider a bag of words

as a vector belonging to a metric space in which each dimension is a term

(or token), and each position in the vector is the number of occurrences of

the token in the corresponding bag of words. Once the entities have been

transformed into vectors, usual metric space distances can be used.

� Natural Language-based methods consider strings as texts (instead of bags

of words), consider their grammar structure. These methods can be intrin-

sic (lemmatization, term extraction, stopword elimination, ...) or extrinsic,

based on the use of external resources such as dictionaries and lexicons.

WordNet (Miller, 1995) is extensively used in this type of methods.

� Structure-based techniques compare the internal structure of the input entities, as

well as their relationships with other entities. We �nd these two types:

� Internal structure-based techniques compare a large variety of features, as the

sets of properties of two compared classes, the datatypes of two compared

properties, as well as their domains, multiplicities, etc.

� Graph-based techniques take the entities in the ontology as elements of graphs

and �nd correspondences between elements of such graphs, similar to solv-

ing a graph homomorphism problem (Garey and Johnson, 1979). Very fre-

quently, these methods focus on the taxonomic structure, that is, on the

graph determined by the subClassOf relation.

� Extensional techniques take advantage of individuals or instances, when available,

to facilitate the matching process. The following comparisons can be applied:

� Common extension comparison. If two ontology classes share the same set

of individuals, there can be a strong presumption that these classes match,

with an equivalence relationship between them.
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� Comparison of di�erent extensions. In some other cases, ontology classes do

not share any common instances. However, it is still possible to compare the

sets of instances in order to infer a possible matching between the associ-

ated concepts. This requires a similarity measure computation between the

instances.

� Semantic-based techniques take advantage of the well de�ned semantics in an

ontology. These techniques can be divided in two di�erent subcategories:

� Deductive techniques are characterized by the use of model-theoretic seman-

tics to justify their results. They are purely deductive methods, however

applied to an essentially inductive task like ontology matching. Therefore,

they need a pre-processing phase to provide seeding alignments that will be

ampli�ed with these semantic techniques. This type of techniques includes

model-based methods, that apply propositional satis�ability or description

logics techniques in order to test the satis�ability of a known alignment, as

well as to enrich it (Bouquet et al., 2006; Giunchiglia et al., 2004).

� Background knowledge-based techniques, rely on external background ontolo-

gies to perform the matching. In fact, matched ontologies often lack a com-

mon ground on which comparisons can be based. Intermediate ontologies

can de�ne this missing common context.

Of particular relevance to this thesis are the background knowledge-based tech-

niques, which are especially useful when the input ontologies are of poor semantics.

The behavior of these techniques is very similar through the existing systems. Ba-

sically, they �rst align the concepts from the source and target ontologies with the

background knowledge, then use the structure of that background knowledge to derive

semantic relationships between the source and target concepts, and �nally use these

relationships to induce a mapping between them. Therefore, the di�erence between

systems mostly rely on the type of background knowledge used.

A common type of background knowledge is the one formed by domain speci�c

corpora or ontologies. For example, the approach introduced in (Aleksovski et al., 2006)

uses as background knowledge the DICE ontology, developed by the Medical Informatics

group at the AMC hospital. In their paper, they present a case study where there is
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no su�cient lexical overlap between source and target and moreover the structures to

be matched contain no structure at all but are simply lists of terms, instead of richly

structured ontologies. Their approach consists of �nding semantic matches by using

a (richly structured) ontology, the DICE ontology, that holds background knowledge

about the domain and thus implicitly adding structure to the unstructured source and

target vocabularies. First, the source and target vocabulary are each matched with

the background knowledge ontology producing so-called anchoring matches. Anchoring

matches connect a source or target concept to one or more concepts in the background

knowledge ontology, which they call anchors. Then, based on the relationships among

the anchors entailed by the background knowledge, they induce in a second step how the

concepts from the source are matched to the concepts in the target vocabulary, yielding

the semantic match they are looking for. A concept can match to several anchors,

in which case the collection of anchors is combined according to the semantics of the

background knowledge.

In (Madhavan et al., 2005) authors use a corpus of schemes and mappings to augment

the evidence about the schemes being matched, so they can be matched better. This

corpus contains multiple schemes that model similar concepts and is exploited in two

ways: to increase the evidence about the matched elements by including evidence for

similar elements in the corpus, and to learn statistics about the elements and their

relationships so they can infer constraints to prune future candidate mappings.

The work presented in (Zhang and Bodenreider, 2007) recapitulates the author's

experience in aligning large anatomical ontologies and to re�ect on some of the issues

and challenges encountered along the way. They investigate four ontologies: two of

them (the Foundational Model of Anatomy and the Adult Mouse Anatomical Dictio-

nary) are pure anatomical ontologies, and the other two (GALEN and the NCI The-

saurus) are broader biomedical ontologies of which anatomy represents a subdomain.

This approach to aligning concepts (directly) is automatic, rule-based, and operates at

the schema level, generating mostly point-to-point mappings. It uses a combination of

domain-speci�c lexical techniques and structural and semantic techniques (to validate

the mappings suggested lexically). It also takes advantage of domain speci�c knowl-

edge (lexical knowledge from external resources such as the Uni�ed Medical Language

System, as well as knowledge augmentation and inference techniques). In addition to
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point-to point mapping of concepts, they also present the alignment of relationships

and the mapping of concepts group to-group.

The use of upper level ontologies is also extended in the literature. (Mascardi et al.,

2010) reviews a set of algorithms that exploit upper level ontologies as background

knowledge in the ontology matching process and presents a systematic analysis of the

relationships among features of matched ontologies (number of simple and composite

concepts, stems, concepts at the top level, common English su�xes and pre�xes, and

ontology depth), matching algorithms, used upper ontologies, and experiment results.

This analysis allowed to state under which circumstances the exploitation of upper

ontologies gives signi�cant advantages with respect to traditional approaches that do

no use them. The authors run experiments with SUMO-OWL (a restricted version

of SUMO), OpenCyc, and DOLCE. The experiments demonstrates that when their

`structural matching method via upper ontology' used an upper ontology large enough

(OpenCyc, SUMO-OWL), the recall was signi�cantly improved while preserving the

precision obtained without upper ontologies. Instead, their `nonstructural matching

method' via OpenCyc and SUMO-OWL improved the precision and maintains the recall.

Finally, the `mixed method' that combined the results of structural alignment without

using upper ontologies and structural alignment via upper ontologies improved the recall

and maintained the F-measure independently of the used upper ontology.

Other systems use the web as background knowledge. BLOOMS+ (Jain et al.,

2011) uses Wikipedia - in particular the category hierarchy in Wikipedia - and extends

BLOOMS (Jain et al., 2010) (Bootstrapping-based Linked Open Data Ontology Match-

ing System) the author's previous solution for automatically �nding schema-level links

between LOD ontologies. BLOOMS+ aligns two ontologies through the following steps.

First it uses Wikipedia to construct a set of category hierarchy trees for each class in the

source and target ontologies. Then, it determines which classes to align by extending

BLOOMS in two signi�cant ways: 1) uses a more sophisticated measure to compute

the similarity between source and target classes based on their category hierarchy trees;

and 2) computes the contextual similarity between these classes to further support (or

reject) an alignment. Finally, it aligns classes with high similarity based on the class

and contextual similarity.

A di�erent approach can be found in the Scarlet system (Sabou et al., 2008),

where the authors attempt at using not one context ontology but as many as possible.
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They propose a paradigm to ontology matching based on the idea of harvesting the Se-

mantic Web, i.e., automatically �nding and exploring multiple and heterogeneous online

knowledge sources. Scarlet follows two di�erent strategies to discover and exploit online

ontologies for matching. The �rst strategy derives a mapping between two concepts if

this relation is de�ned within a single online ontology. The second strategy addresses

those cases when no single online ontology states the relation between the two concepts

by combining relevant information which is spread over two or more ontologies. Both

strategies need to address a set of tasks such as �nding ontologies that contain equivalent

concepts to those being matched (i.e., anchoring), selecting the appropriate ontologies,

using rules to derive mappings, and combine all mappings derived from the considered

ontologies to produce the �nal mappings. This last step also includes mechanisms for

dealing with contradictory mappings derived from di�erent sources.

2.2.3 Semantic-based feedback

The generation of feedback understood as a sca�olding mechanism during a learning

activity is not very extended in the literature, being most of the feedback mentions

related to how to train algorithms to obtain better results. Here we describe some of

the works from the �rst de�nition.

In (Fang et al., 2008) the authors introduce how to automatically reply for learners'

posts by adding ontology annotation to replies on a learning forum. The process involves

di�erent steps as word segmentation, metadata extraction, ontology annotation, and

lastly search reasoning. However, this solution does not generate new feedback from

the particular learner problem, but it detects relevant information from the previous

replies stored by the system.

There are some hybrid approaches that combine multiple methods to generate feed-

back. In (Wang et al., 2007) a method is described for using a simple topic hierarchy in

combination with a standard information retrieval measure of semantic similarity to rea-

son about the selection of appropriate feedback in response to extended language inputs

in the context of an interactive tutorial system designed to support creative problem

solving. The feedback produced by this system consists of two parts. The �rst part is

meant to o�er feedback directed at the details of what students have contributed, and

is based on a function only of the current student contribution. The second part directs

the student to a new idea, preferably which coherently follows from the current idea
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and has not yet been covered by the student. This part is selected based on a function

of the student contribution and the context of students' previous responses within the

same session.

Regarding the generation of feedback in advanced learning environments, (Heeren

and Jeuring, 2014) proposes a design based on the stateless client-server architecture,

thus decoupling the module for the generation of feedback from the learning environ-

ment. The authors describe a set of feedback services that support the inner (interac-

tions within an exercise) and outer (over a collection of exercises) loops of a learning

system, and that provide meta-information about the kind of supported exercises, the

steps a student can take, or the types of recognizable errors.

At a more detailed level, in KaiSem we deal with multiple suggestions generated from

di�erent relevant models, suggestions that not always agree with each others. For this

question, a key work is (d´Aquin, 2009), which presents a set of measures to evaluate the

agreement and disagreement of an ontology with a statement or with other ontologies.

This work goes beyond the approach of checking for logical inconsistencies, relying on

a complete formal framework based on the semantics of the considered ontologies. In

particular, they developed a set of measures to assess both the level of agreement and

the level of disagreement between a statement and an ontology or a set of ontologies, as

well as between two ontologies. While these measures provide quantitative evaluations

for agreement and disagreement, they rely on the formal properties of the ontologies and

on the semantics of the ontology language to compare what is expressed by di�erent

statements and ontologies, detecting logical contradictions as well as other forms of

contradictions.

2.3 Summary

In this chapter we have establish the context of this thesis regarding existing works in

the main areas of our research. Regarding existing systems for Problem-Based Learning

we found some similarities in the sca�olding of the modeling process but not from a

semantic perspective, like our approach does. Reviewed systems do not rely on existing

vocabularies to improve the learner's terminology, do not worry about the implicit

semantics of model, and do not obtain nor reuse the common knowledge emerged from

all the modeling activities. Therefore, these systems are only able to detect problems
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in a learner model by analyzing its behavior through simulation and comparing the

results to some expected values, or by detecting some structural problems according to

the particular modeling languages rules. However, they cannot detect problems in the

semantics of the model, problems that ultimately re�ect some misunderstanding in the

domain being modeled, and hence a problem in the learning process of the learner.

Nevertheless, the common limitations of these systems (heterogeneity, isolation and

lack of explicit semantics) are intrinsic to the Semantic Web, and a wide variety of tools

and solutions have been developed for that reason. Our approach proposes the use

of existing Semantic Web techniques to overcome these limitations in Problem-Based

Learning with conceptual models. Therefore, in this chapter we described the exist-

ing techniques, analyzing their di�erent approaches, and thus providing the necessary

context in which our approach is placed.
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Chapter 3

Goals and Contributions

This chapter describes the goals of this thesis and the resulting contributions, along with

the assumptions, hypotheses and restrictions that made such contributions possible.

3.1 Objectives

This thesis aims at assisting the learner during a conceptual modeling task in a PBL

scenario. In order to succeed in the achievement of this general objective, it is necessary

to establish the list of both conceptual and technical goals to be accomplished.

3.1.1 Conceptual objectives

In a learning scenario, the general goal is to get the learner to acquire a particular

knowledge about a certain domain. In PBL this knowledge is obtained by solving a

certain problem, and in the particular case of conceptual modeling the knowledge is

gained by completing a modeling task on some domain. According to the theories

introduced in Chapter 1 the highest success a learner may achieve in this task is when

working with more capable peers like more expert learners or teachers. However, in a

traditional learning environment this would require the teacher to be closely involved

in the learner's task, causing a strong dependence that could be a problem in situations

with a poor teacher/learner ratio or in distance learning scenarios. Our goal is to

maximize the interaction with other QR models from expert peers and teachers with

the minimum direct supervision of a teacher. In other words, the main goal of this

research is:
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O1. To assist the learner to gain a better understanding of a particular domain through

conceptual QR models without the direct supervision of a teacher.

3.1.2 Technological objectives

From a more technical perspective, we need to deal with the high heterogeneity that

QR models from di�erent users may present. Such heterogeneity is expected to appear

in the terminology, in the granularity of the modeled domain, or in the structure. This

prevents the direct comparison of models, making necessary to perform a previous task

for aligning them accordingly. That said, the technical goal of this work gets formalized

as follows:

O2. To automatically reconcile conceptual QR models from di�erent users, with di�er-

ent terminology, granularity, and structure, and thus being able to compare them

to extract their di�erences.

3.2 Contributions

To achieve the aforementioned goals, in this thesis we generated the following main

contributions:

C1. KaiSem, a method to support problem-based learning through semantic techniques

to generate quality feedback from existing QR models.

C2. A technique for semantically grounding a QR conceptual model's terminology to

well-de�ned and agreed vocabularies from Linked Data.

C3. A technique for selecting, from the pool of existing QR models, those that are

relevant to a particular learner's QR model.

C4. A technique for the alignment of complex models based on common semantics

groundings.

C5. A technique for generating semantic-based feedback to the learner from a list of

equivalences and discrepancies between the learner's QR model and some other

relevant QR models.
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C6. A tool that implements the above method and techniques within the DynaLearn

framework, thus allowing the grounding of QR models and generating individu-

alized feedback on a learner's model from the comparison with a pool of existing

QR models.

3.3 Hypotheses

The contributions on this research rely on several initial hypotheses. We enumerated

and classi�ed them as general or speci�c ones, as described in the following subsections.

3.3.1 General hypotheses

The hypotheses classi�ed as general are related to the thesis as a whole and to the main

objectives to be achieved.

� As stated by the Zone of Proximal Development theory introduced in Chapter 1,

the closer the learner's model is to some target model, the better the understanding

of the modeled domain (by the learner). Hence, the results obtained when testing

the learner's knowledge on the modeled domain will improve as the learner model

gets closer to the target model.

� Semantic Web techniques can be successfully applied to sca�old the learning pro-

cess with conceptual models, guiding the learners through their modeling task by

using existing models as reference.

3.3.2 Speci�c hypotheses

Since the previous hypotheses are too broad and imprecise, we divided them into the

following speci�c hypotheses so their could be feasibly evaluated:

H1. Linked Data datasets have the necessary coverage in multiple domains to be used

as background knowledge for the semantic grounding technique.

H2. The semantic grounding technique using Linked Data datasets as background

knowledge produces accurate results.

H3. QR models can be aligned using ontology matching techniques, as far as they are

represented in the OWL ontological language.
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H4. Our semantic-based feedback technique generates accurate suggestions from the

comparison between the learner model and a set of relevant models.

H5. Communication of individualized feedback to the learner, generated from the com-

parison of learner's model with relevant expert models, allows learners to improve

their models, getting closer to the target model and thus improving their learning

experience.

3.4 Restrictions

In this thesis, there are some restrictions that de�ne the limits of our contribution and

may establish future research objectives. These restrictions are the following:

R1. Within the wide �eld of conceptual modeling, we focused on the particular case

of Qualitative Reasoning (QR) models to make a viable implementation of our

ideas. This choice is motivated by their suitability for learning environments as

described in Chapter 1. Furthermore, we used DynaLearn as the framework for

testing our techniques.

R2. All QR models in this work are represented in OWL language. Even when they

cannot being always considered as formal ontologies, QR models can be adequately

represented as ontological models without loosing expressivity (Liem, 2013).

R3. The online datasets used as background knowledge in this work have to be acces-

sible via current Linked Data standards (e.g. SPARQL).

R4. A semantic repository is needed to store the QR models and to keep record of the

generated links, and thus to allow the selection and comparison of relevant QR

models and the corresponding generation of feedback.

3.5 Assumptions

The method and techniques presented in this thesis rely on the following assumptions:

A1. There is a lack of an agreed formal de�nition of conceptual model in the literature,

in this research we understand a conceptual model as a representation of concepts
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or entities and the relations among them, intended to represent the mental model

that the modeler has about some particular domain.

A2. This thesis relies on existing QR models from expert users to provide quality

feedback on developing models. Hence, we assume that a pool of models already

exists on the particular domain of the learning task. These models are accessible

in a semantic repository.

A3. Our techniques of semantic grounding and semantic-based feedback use the open

world assumption (Hayes, 2001). Therefore, when an element from the learner

model cannot be found in the common vocabularies or the expert models (or vice

versa) we point out the discrepancy and suggest to change the learner model,

leaving the decision of actually applying the changes to the learner. Since our

QR models are represented in OWL language (see R2), and OWL makes the open

world assumption as well, our system stays consistent to the use of such language.

3.6 Research Methodology

In this research we followed a requirement-driven approach with empirical validation.

The main goal was to design a method and implement a repository and tools neces-

sary to ful�ll the speci�ed objectives and requirements. In particular, we applied an

iterative research methodology combining exploratory research and experimental re-

search (Kothari, 2004).

Exploratory research phases allowed us to de�ne the goals, requirements and hy-

potheses to validate, as described in this chapter. In addition, we reviewed the state

of the art of related approaches with the results presented in Chapter 2. An example

of this exploratory research would be the design of the algorithms for grounding and

generation of feedback, based on the initial requirements and taken into account the

existing works on those topics and their limitations.

On the other hand, experimental research phases were essential to implement a

particular solution to the problem and to evaluate its success. Of course, the evaluation

results helped us to �nd problems in the initial assumptions and design decisions, thus

having an e�ect back on both exploratory and experimental phases.
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As in any iterative methodology, the di�erent functionalities were added incremen-

tally:

� At �rst, we focused on the design and implementation of a semantic repository as

the central piece of our solution.

� We developed the semantic grounding technique and selected the common vocabu-

lary to be used as background knowledge based on a comparative experiment. We

evaluated the performance of our technique through a human-based evaluation.

� Once we had the ability to ground and store those grounded models, we focused

on the generation of semantic-based feedback. This development was done in an

iterative manner, covering new types of discrepancies one by one. At this phase,

we generated the semantic feedback for the learner model based on a particular

QR model provided by the teacher as reference model.

� This led us to the necessity of automatically selecting as reference the most rele-

vant models to the learner from the available QR models in the semantic reposi-

tory. In addition, we adapted the semantic-based feedback to allow its generation

from not only one but from multiple reference models. We run a experiment with

QR experts to evaluate the correctness of the generated feedback.

� As a result, we obtained a new technique for selecting relevant QR models and a

more autonomous version of our tool for the generation of semantic-based feed-

back. Finally, we tested our tool in a real classroom scenario to evaluate the

e�ects on learners.

3.7 Summary

This chapter gathers the objectives and contributions of this thesis, as well as the

hypotheses, assumptions and requirements taken into account. Table 3.1 provides a

summarized view, making explicit the relations among objectives, contributions, and

hypotheses. Finally, in this chapter we describe the research methodology followed in

this thesis.
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Objective Contributions, hypotheses, assump-

tions, and restrictions

O1. To assist the learner to gain a bet-

ter understanding of a particular domain

through conceptual models without the

direct supervision of a teacher

Contributions C1 and C6; Hypotheses H4

and H5; Assumptions A1 and A3; Re-

striction R1.

O2. To reconcile QR conceptual models

from di�erent users, with di�erent termi-

nology and granularity, and thus be able

to compare them to extract their di�er-

ences

C2, C3, C4, and C5; Hypotheses H1, H2,

and H3; Assumption A2; Restrictions R2,

R3, and R4.

Table 3.1: Relation between the objectives and their corresponding contributions, as well

as the hypotheses applied.
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Chapter 4

KaiSem

In traditional approaches driven by textbooks or other prepared instructional materials,

the progression between the learner modelMl to the target modelMt requires `manual'

comparisons among models, which has inherent limitations in time (expert/teacher val-

idation is time consuming) and scope (reference models have to be known beforehand).

In this work, the use of semantic techniques (semantic grounding and semantic-based

feedback) is proposed to overcome these limitations. This approach, KaiSem, aims to

support the progress on ZPD as a learner's transition from Ml to Mt by providing au-

tomated feedback based on comparisons with `intermediate' reference models extracted

from a pool of models created by a community of users. To support such pool of models,

an online semantic repository has been conceived where the models created by all the

users are stored and remain accessible for later reuse.

4.1 Motivating example

To illustrate this, let us consider a teacher and a group of learners using one of the

existing QR modeling tools in a class. The teacher asks the learners to represent, in a

QR model, the behavior of a population's growth based on competing processes (Nuttle

et al., 2009). An example of an expert solution to this task is shown in Figure 4.1. This

model will be used as a reference model in the following chapters of this thesis. This

example represents the entity `Population' and its hierarchy, and three of its quantities

(`Birth rate', `Size', and `Death Rate'). The interaction between the quantities is rep-

resented by the causal relations, which determine how change is initiated (in�uence) or
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propagated (proportionality) through the system. In our example, `Birth rate' has a

positive in�uence on `Size', so while the value of `Birth rate' is positive, the value of

`Size' increases. However, the negative in�uence from `Death rate' to `Size' states that

while the value of `Death rate' is positive, the value of `Size' decreases. On the other

hand, the positive proportionalities from `Size' to both the rates, state that the higher

is the value of `Size', the higher become the values of `Birth rate' and `Death rate'.

(a) Hierarchy of entities. (b) Relations between ingredients.

Figure 4.1: Model of population growth based on competing processes.

The learners use the modeling tool to build their QR models and start de�ning

some concepts and their relations. At some point in time, the learners would require

feedback on their models to check whether they have an appropriate solution to the

task or to solve the doubts that are blocking their modeling. Previously, the teacher

would have indicated a model, representing a possible solution to the problem Mr, to

be used as reference when validating the learners' models. It can be anticipated that,

with learners working individually, they would develop a diverse range of models Ml,

representing their individual understanding of the behavior of the population. Learners

and teacher would create their models independently, potentially using di�erent termi-

nologies and structures, and thus making these models not easy to align. For instance,

a student may call `Death' the same concept that other student refers as `Mortality

rate'. Figure 4.2 illustrates an example of an un�nished learner model that will be used

in the rest of this document. In this example, the learner has failed to represent the

causal relation between `Size' and `Death', and is missing the concept of `Birth rate'

entirely. Furthermore, the learner has misplaced the entity `Habitat' in the hierarchy,

representing it as a type of `Population' instead of `Environment'.
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(a) (b)

Figure 4.2: Un�nished learner model used in the examples.

When the learners want to compare their models to detect the possible di�erences,

they could only do it by manually inspecting them. The �rst problem they would face

is the need to agree on the terminology and to align their models before being able to

directly compare them. The second problem would be the lack of autonomy to validate

their own solution. In fact, the student models would have to be validated by the

teacher, either by directly correcting them by hand or by providing clear rules to allow

self-correction by the student. In any case, this is a costly process and typically does

not bene�t of the knowledge contained in other expert or peer models maybe not known

by the teacher in advance.

To solve the lack of autonomy in validating the learners' models, this thesis aims to

provide support in the construction of conceptual models, helping the learners to acquire

as much domain knowledge as possible without direct supervision from the teacher. In

particular, we propose to run automatic comparisons, from a semantic perspective,

between a learner model and those models previously created by domain experts or

more experienced modelers. The results of these comparisons are then analyzed to

generate feedback to the learner in the form of individualized suggestions to bring the

learner model closer in terminology and structure to existing models. However, these

automatic comparisons are not trivial at all. Since learners and experts create their

models independently, learners and experts models might have di�erent terminologies

and structure, giving rise to a pool of models highly heterogeneous. To deal with such

heterogeneity di�erent semantic techniques are needed. The next section presents these
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techniques in the context of KaiSem.

4.2 KaiSem Overview

In order to do automatic comparisons between the models, �rst we need to align the

models terminologically and thus alleviate the problems caused by their heterogene-

ity. Semantic alignment of models is a well-known problem within the Semantic Web

community, as stated in Chapter 2. In the particular case of this thesis, we follow a

background knowledge-based approach for the alignment of models, as will be described

shortly. In addition, a semantic repository is needed to store learners and expert QR

models so they can be available as reference models. Notice that we consider these

reference models already grounded and stored in the semantic repository at this point.

Figure 4.3 shows an overview of the method and its main steps.

Online vocabularies Semantic repository

Mental Model

L

Semantic
grounding

Selection 
of relevant 
models

l d lLearner ModelLearner Learner 
Grounded Model 

Relevant Models

Alignment g
of models

Detection of 
discrepanciesSummarization  

of discrepancies

Feedback
• ‐‐‐‐‐‐‐‐‐‐‐‐‐‐
• ‐‐‐‐‐‐‐‐‐‐‐‐‐‐

of discrepancies• ‐‐‐‐‐‐‐‐‐‐‐‐‐‐
• ‐‐‐‐‐‐‐‐‐‐‐‐‐‐

Relevant Models

Learner 
Grounded Model

Relevant Models

Learner 
Grounded Model

mappings
discrepancies

KaiSem overviewFigure 4.3: Overview of our method with its main steps

Once the learner has materialized the mental model into a learner model, the learner

initiates the semantic grounding of the model. In this step, the learner grounds
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the terms in the learner model to the background knowledge, hence determining links

between the unrestricted terminology used by learners and some online vocabularies of

the Web of Data (particularly DBpedia). This facilitates the interoperability and later

alignment of the models. Our semantic grounding technique automatically suggests, for

each learner's term, a list of possibly related terms from the online vocabularies so the

learner can select their preferred one. Learners keep modeling and grounding the terms

until they need some help to continue or just want to validate their models, moment in

which they ask for feedback.

As aforementioned, the generation of feedback is done by comparing the learner

model with previous models from other peers. Therefore, the next step is to �nd the

models that could be relevant to be compared with the learner model. This is the goal of

the selection of relevant models technique, which searches the semantic repository of

models for the most suitable ones to be used as reference. Therefore, a relevant model

is de�ned as a QR model used as reference that has been automatically selected from

the pool of available grounded models in the semantic repository. The grounded learner

model and the list of relevant models are then sent to the alignment of models

technique, which semantically aligns the learner model with each relevant model to

�nd the equivalences between their terms. As a result we obtain, for each relevant

model, pairs of equivalent terms that are analyzed by the detection of discrepancies

technique to identify the possible di�erences and inconsistencies between the models

that could indicate a problem in the learner's side. All these list of discrepancies are

then merged in a single list by the summarization of discrepancies technique, taking

into account the agreements and disagreements that could appear among discrepancies

generated from di�erent relevant models. Finally, the list of summarized discrepancies

is communicated as feedback to the learner, formulated as suggestions to improve the

model. The learner can then decide whether to follow such suggestions or not, thus

changing or maintaining the model accordingly. The whole process should sca�old

learners to evaluate and evolve their own model through their ZPD while capturing a

more insightful understanding of the modeled concepts and the terminology they are

using.
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4.2.1 Representation of QR models in kaiSem

In Chapter 1 we introduced the representation of QR models within the DynaLearn

ILE and how the QRM representation constitutes the domain ontology in that case.

However, when used for some semantic techniques in KaiSem (like ontology matching,

see Chapter 7), some issues concern the particular knowledge patterns used in the QRM

representation to have a complete de�nition of the model, in contrast to knowledge

representation as typically used in ontologies. Ontologies tend to describe concepts

based on their possible relationships (i.e. by specifying restrictions on concepts in

OWL). However, in the QRM representation, such knowledge about those properties

is not explicitly represented for the model ingredient de�nitions. Instead, it is the

way the ingredients are used in model fragments which gives knowledge about their

conceptual meaning (for example on the instance level). Moreover, con�gurations and

causal relationships are represented as classes and instances to be able to add remarks

and screen positioning information to them.

To alleviate the impact of both issues in KaiSem, an adapted representation has

been made for the domain vocabulary used in the QRM representation that suites those

semantic techniques better. This domain vocabulary uses the same base of QR formal-

ization ontology as the QRM representation, however, relationships such as con�gura-

tions and causal dependencies are represented as properties instead of classes. Another

key di�erence is that the properties of the domain concepts are de�ned in the model

ingredient de�nitions instead of in the model fragments as done in the QRM represen-

tation. This adapted representation for model ingredient de�nitions allows semantic

techniques to make use of the properties of the domain vocabulary in the comparison

with vocabulary in other models.

4.3 System Architecture

In this thesis we developed an implementation of the method introduced above. The

architecture of the KaiSem system is shown in Figure 4.4.

The components of the system are divided in three layers. The persistence layer

deals with the storage of the data into the database. The application layer includes

all the necessary logic to perform each step of the method. Finally, the service layer

provides the application programming interface (API) that allows the communication
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Figure 4.4: Architecture of the system

between KaiSem and the modeling tool (in our case, the DynaLearn framework). Notice

that in the Figure 4.4 the external components are represented in green while our own

components are represented in blue. The purpose of each component in the architecture

is described as follows:

� A MySQL instance hosts the Semantic Repository (SR) of our system. The

Semantic Repository includes the triple store TDB17, which stores the pool of

models from learners and experts, as well as the meta-information of the mod-

els. The Semantic repository also keeps a cache of groundings and multilingual

information for the DBpedia resources.

� Jena18 is an open source framework for building Semantic Web and Linked Data

applications. In particular, we use the Jena Ontology API19 to manage our

models and access the TDB for their storing and loading.

� Hibernate ORM20 is an ObjectRelational Mapping (ORM) framework for per-

sisting object-oriented domain models into relational databases. In our case,
17http://jena.apache.org/documentation/tdb/
18https://jena.apache.org
19https://jena.apache.org/documentation/ontology/
20http://hibernate.org/orm/
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it persists our object-oriented model in Java to that aforementioned additional

database included in the Semantic Repository.

� The implementation of the KaiSem Method includes the implementation of the

tree main components: the semantic grounding, the selection of relevant models,

and the semantic-based feedback (that covers the alignment of models, the detec-

tion of discrepancies and the summarization of discrepancies to obtain the �nal

suggestions).

� The KaiSem API implements the web services that can be accessed by the

modeling tool (in our case, the DynaLearn framework) to execute our techniques.

� Our system requires some external libraries like Spring21 (a framework that

provides core support for dependency injection, transaction management, web

apps, data access and messaging), Spring Security22 (it provides authentication

and authorization support), and JAXWS23 (an speci�cation for developing Web

services in Java).

� Finally, some external services are necessary for the execution of our method,

such as DBpedia (Bizer et al., 2009b) or the alignment tool CIDER (Gracia and

Mena, 2008).

4.3.1 Semantic Repository

The goal of the Semantic Repository is to store and provide access to the ontological (and

non ontological) resources required by DynaLearn framework. The resources supported

by the Semantic Repository include:

� QR models stored in the repository as OWL ontologies by the DynaLearn frame-

work, which translates the QR models into OWL.

� Common vocabulary, or the set of already grounded model terms. This rep-

resents the common conceptualization contained in the pool of grounded models.

21http://projects.spring.io/spring-framework/
22http://projects.spring.io/spring-security/
23https://jax-ws.java.net/
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Notice that some of the grounded terms point at external resources (i.e. DBpe-

dia) while other terms, not found in external resources, are stored in the so called

ontology of anchor terms.

� Thesauri. The common vocabulary is complemented by two thesauri: First,

a synonym thesaurus, including the di�erent terms used to refer to the same

(grounded) term. Second, a number of language thesauri (provided by DBpedia),

one per each DynaLearn target language, with translations of each grounded term

(when available).

� User management system. The needed infrastructure to support user iden-

ti�cation and pro�les (teachers, learners, etc.), as well as the restrictions on the

functionalities that they can access, are also handled by the Semantic Repository.

The common vocabulary, the thesauri and the user management system are well

supported by a relational database, while the QR models need a richer semantic frame-

work like Jena that includes certain semantic capabilities not available in traditional

relational databases (such as reasoning or semantic querying).

A more detailed description of the Semantic Repository can be found in the Annex A.

4.4 Summary

This chapter presents a motivating use case that contextualizes this thesis and shows

the necessities to be covered. Furthermore, it introduces the example that will be used

in the following chapters of this document, guiding the reader through the di�erent

components of the proposed method. The KaiSem method can be divided in two main

actions that are available to the learner: semantic grounding of terms and generation

of semantic feedback on a current model. Each action consists of a series of steps

designed and implemented with di�erent semantic techniques. In the following chapters

the semantic techniques involved in this method are described in detail, which are the

grounding of models (described in Chapter 5), the selection of relevant models (detailed

in Chapter 6), and the alignment of models and the detection and summarization of

discrepancies obtained from the comparison of models (described in Chapter 7). Finally,

Chapter 8 presents the corresponding evaluations performed for the validation of these

techniques.
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Chapter 5

Semantic Grounding

In the previous chapter we have seen the overview of our method and its main steps. In

summary, we compare a learner model with existing models, we analyze the similarities

and discrepancies between them and, �nally, we generate feedback as suggestions to get

the learner model closer to the expert ones, presumably helping to improve the learner

model and make it advance through the developments level of ZPD. Therefore, the com-

parison of models arises as a key task in this method. However, to properly perform

such comparison, the models need to be �rst semantically aligned. In Chapter 2 we

have seen the di�erent types of alignment techniques, including the alignment based on

common background knowledge which we follow. This type of alignment needs to estab-

lish semantic links between the models to be aligned and such background knowledge.

In this chapter we de�ne this linking process, also known as semantic grounding, and

describe how our particular technique works. Also, we discuss the di�erent available

datasets to be used as background knowledge while arguing the election we made in our

case.

5.1 Semantic Grounding

The idea of semantic grounding has been largely discussed in cognitive science. It is

closely related, for instance, to Harnad's notion of symbol grounding (Harnad, 1990).

Symbol grounding is the problem of how semantic interpretation of a formal symbol

system can be made intrinsic to the system, rather than just parasitic on the meanings

in our heads. In his discussion about symbol systems, Harnad stated that semantic
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interpretability must be coupled with explicit representation, syntactic manipulability,

and systematicity. Although an epistemological approach to grounding is out of the

scope of this thesis, we want to point out the parallelism between symbol grounding

and our more pragmatic view of semantic grounding in the Web of Data, in which

lexical units play the role of symbols and ontology entities are used to represent the

meaning associated with them (in fact, ontologies o�er an explicit, manipulable, and

systematic way of representing things). Notice also the parallels with semantic anchoring

in ontology alignment (Aleksovski et al., 2006) and with semantic annotation of Web

documents (Uren et al., 2006). In our view, both semantic anchoring and annotation

can be considered as specializations of the more general notion of semantic grounding.

More formally, let us call E the set of all the entities (classes, properties, and in-

stances) that one can �nd among online ontologies and the set of all strings (sequences

of characters of any length over an alphabet).

De�nition 5.1. Semantic grounding. Denoting P (S) the σ-algebra formed by the

power set (set of all subsets), we de�ne semantic grounding as a function:

grounding(l, ctx) : S× P (S)→ S× E (5.1)

such that, for each lexical unit l ∈ S and set of lexical units that acts as its context

ctx ∈ P (S), it retrieves a relation (l, e) between l and an ontology entity e ∈ E that

represents the semantics of l in the given context ctx. Notice that di�erent grounding

functions can lead to di�erent grounding results for the same lexical unit.

5.1.1 General process for semantic grounding

Semantic grounding can be resolved di�erently and the utilized techniques might vary

in complexity and scope. Nevertheless, many grounding approaches (García-Silva et al.,

2012; Trillo et al., 2007) follow a similar scheme for computing grounding(l, ctx), which

we illustrate in Figure 5.1.

The process receives as input a lexical unit l ∈ S , and a context ctx ∈ P (S) in which

this lexical unit appears. Once the input is received the following steps are applied (see

Figure 5.1):

1. Normalization. The input lexical unit can be represented in upper/lowercase, in

some of its morphosyntactic variations (e.g., plural, in�ected forms, etc.), or with
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Figure 5.1: Generalized scheme of a semantic grounding process.

di�erent separators in case of multiwords (hyphens, CamelCase, etc.). Linguistic

services like lemmatizers and spelling correctors can be used to obtain its canonical

form. The output of this step is a word or a list of possible variations of the words

that compose the lexical unit.

2. Search. In this step, external knowledge bases (e.g. DBpedia, Freebase, etc.)

are accessed to discover possible senses (semantic descriptions) of the words to

be grounded. These knowledge bases may be known in advance or discovered at

runtime by means of services that index the Semantic Web such as Watson24 or

Sindice25. The output of this step is the set of identi�ers in these knowledge bases

(e.g., URIs) that identify the candidate senses for grounding.

3. Extraction. Once the candidate senses have been discovered, their semantic de-

scriptions (or a portion of them) are extracted from the original knowledge bases.

For instance, their annotations, properties, de�ning axioms, neighbor terms in the

taxonomy, etc. These relevant semantics can be used for enriching the interac-

tion experience with the �nal user (e.g., showing descriptions in natural language,

24http://watson.kmi.open.ac.uk
25http://sindice.com/
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synonyms, etc.) and/or to feed later disambiguation mechanisms.

4. Disambiguation. From among all the candidate senses, and taking into account

the context in which the lexical unit appears, semantic disambiguation algorithms

can be applied in order to select the most suitable sense. The selection can be

automatic or supervised. In the latter case, an arranged list of possible groundings

according to their relevance is normally proposed to users for a manual selection.

5. Linkage or Grounding representation. Finally, links are established between the

lexical unit and the selected sense(s). The nature of this representation is strongly

dependent on the �nal application of the results obtained from the grounding

process. For instance if the word to be grounded comes from an RDF(S) or OWL

representation (e.g., in semantic anchoring) an owl : sameAs statement could be

used. Other ad-hoc relations or annotation techniques can be used.

The output of the process is a pair (l, e) in which e ∈ E represents the semantics

of l in the given context ctx. The grounding process consists of steps that combine

several techniques and can have di�erent degrees of interaction with users to provide

the semantically enabled terms that raw lexical units are related to. In the following

we explore the use of datasets of the Web of Data as providers of candidate senses in

that grounding process.

5.1.2 Bene�ts of grounding a conceptual model

By semantically grounding a conceptual model, we are able to bridge the gap between

the loosely and imprecise terminology used by a modeler and the well-de�ned semantics

of an ontology. This facilitates interoperability among models or model fragments.

Bene�ts following from this include:

1. In an educational context, a teacher might restrict the vocabulary used by the

learner to the knowledge contained in a certain domain ontology, thus speeding

up the training period required to learn that vocabulary.

2. New knowledge can be inferred using standard semantic reasoning techniques. For

example, let us suppose that entities `whale' and `mammal' in a QR model are

grounded to equivalent terms of the same background ontology. If this ontology
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asserts that whale is a subclass of `mammal', then the same relationship can be

inferred for the entities in the model. Other relations not explicitly declared in

the model can be also inferred (such as `whale' is an `animal').

3. Inconsistencies and contradictions between models can be more easily detected.

Besides semantic inconsistencies (which can be discovered by applying a reasoner),

other modeling issues can be detected. For example, suppose that a model asserts

that the increasing size of a population increases the demand of natural resources

of such a population, while another model establishes the opposite e�ect, that is,

a growing size would decrease the demand of natural resources. If we are able to

establish that both models are referring to the same concepts (size, population,

natural resources, etc.), the contradiction between the models using the shared

concepts can be discovered and pointed out.

4. Additional knowledge can be incorporated to the system. For example, DBpedia

contains rich multilingual textual descriptions, links to pictures and web pages,

etc. as part of a term description. This information can be imported if the term

is grounded on that source of knowledge, and shown to the user in the modeling

tool.

Most of the previous features are exploited in our system for enabling knowledge-

based feedback, as we will see in the following chapters.

5.2 The Web of Data as a source for background knowledge

As seen in Section 2.2.1, the wideness of Web of Data is a valuable source of background

knowledge for the semantic grounding of concepts that appear in a QR model. However,

one question arises when considering the Web of Data for semantic grounding: which of

its accessible datasets are most suitable as a potential source of background knowledge?

Of course the answer will depend ultimately of the application requirements, and many

features can in�uence the �nal selection such as coverage of the terminology, domain,

quality, etc.

Although we do not aim here at extensively analyzing the Web of Data, a quick

inspection can demonstrate that many of its datasets cannot be considered as proper
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knowledge bases, in the sense that they do not encode any ontological information but

are mere dumps in RDF of data coming from relational databases and legacy systems.

On the other hand, the datasets that indeed contain knowledge representations

cover a great variety of domains (geographical, news, music, government, biomedical,

etc) varying in size and quality.

5.2.1 DBpedia as a source for background knowledge

As further detailed in Chapter 8, we performed an experiment to compare some repre-

sentative Linked Data datasets in terms of terminology coverage for multiple domains.

The experiment points that DBpedia (in its latest release in 2014) has the best termi-

nology coverage among the studied datasets (e.g. 76%) as well as a good accuracy (e.g.

83% and 91% in Environmental Science and Tourism domains respectively). Further-

more, these numbers are expected to grow as Wikipedia, the source of data for DBpedia,

is constantly evolving in size with the addition of hundreds of new articles daily.

However, there are other features that can be analyzed. An interesting one is mul-

tilingualism. DBpedia 3.9 contains entries in 120 languages, and it provides localized

versions in 119 languages. That enables the semantic grounding of vocabularies in a

wide range of languages. Furthermore, DBpedia is the result of a highly distributed col-

laborative e�ort that does not need the intervention of knowledge engineering experts

and lacks the high cost that knowledge acquisition processes typically have. Thus, DB-

pedia can be seen as a dataset potentially able to overcome (or at least to reduce) the

so-called knowledge acquisition bottleneck of data.

5.2.2 Some limitations of using DBpedia

Although all the above point out the potential of DBpedia as source of knowledge for

semantic grounding, we also found some limitations:

� Lack of common use meanings. Analyzing the results of our human-based assess-

ment experiment, we noticed that many evaluators marked DBpedia results as

incorrect when they expected to �nd common use meanings for some terms. For

instance, a search of `depth' gave many speci�c meanings (`depth charge', `optical

depth', etc.) but not its generic one as a `distance from the top to the bottom of

something'. A similar thing happened with `shelter', `e�ect', `state', and others.
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� Dominance of named entities. Related to the previous issue, there are many

generic concepts that are not covered as such by DBpedia but appear as named

entities. For instance `predator' leads (at the time of writing this thesis) to several

science �ction �lms but not to the common meaning as 'an animal that preys on

others'.

� Low semantic expressiveness. As most knowledge bases in Linked Data, DBpedia

mostly consists of ground level RDF triples, and under uses the richer expres-

sive features of OWL and RDF Schema, thus limiting its potential for semantic

reasoning in complex tasks. Furthermore, the amount of semantic information

for each resource in DBpedia depends, in a large extent, on whether the corre-

sponding Wikipedia article has an infobox (a portion of structured information

in the Wikipedia article) and whether the type of the infobox has been manually

mapped to the ontology.

� Lack of links to domain speci�c high quality datasets. Links to WordNet, Yago26

and some other high quality datasets are provided in DBpedia. Nevertheless, links

to other high quality vertical domain datasets are scarce. DBpedia could take

advantage of such other Linked Data datasets to enable access to more curated

information, created with careful editorial processes and work�ows (e.g., VIAF27

for the bibliographic domain).

5.3 Semantic grounding in KaiSem

In this thesis, we developed our own technique for semantic grounding that follows the

process described in subsection 5.1.1 using DBpedia as background knowledge. As an

additional feature, we include the possibility of introducing new terms (called anchor

terms) in the Semantic Repository for those terms uncovered by DBpedia, thus enrich-

ing the background knowledge for future executions. Figure 5.2 shows the overview of

the semantic grounding process, which is described with more detail in the remaining

of this section, and its relation with the generalized process illustrated in Figure 5.1.

26http://www.mpiinf.mpg.de/yago-naga/yago/
27http://viaf.org/
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Figure 5.2: Overview of the semantic grounding process in KaiSem.

5.3.1 Reuse of previous groundings

Once the term is normalized (e.g. replacing `_' symbols with blank spaces), the next

step is to check whether we can reuse previous groundings or not. This can be done

by exploring the cache of grounded terms allocated in the Semantic Repository. This

cache consists of a table that contains all the grounded terms from all the models stored

in the repository and some meta-information (see Annex A) like provenance about the

author that created the anchor term (when applicable) and the source of a grounding

(DBpedia or the set of anchor terms introduced by previous modelers). The process

�rst compares the term with already grounded terms from that cache; this is done by

comparing the labels of the terms. Finally, all the results obtained from this process are

directly included into the �nal list of candidate groundings for the current model term.

5.3.2 Search background knowledge

After exploring the previous groundings, the next step is to search for groundings on the

external knowledge bases (DBpedia in our case). This search is performed di�erently
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whether the input term is in English or not (language is speci�ed as an input parameter).

The service28 we use here for looking up DBpedia URIs only works for English terms,

hence a di�erent process is needed for non-English terms as we describe later in this

section.

Before searching DBpedia through the Web, and as an optimization, we �rst search

in a cache of previous calls to DBpedia allocated in the Semantic Repository. All the

results obtained from querying DBpedia are always stored in this cache, no matter if

the result was e�ectively used or not. This information will be available with a lower

latency the next time a model term with the same label is sent for grounding. If no

suitable result is found in the cache of groundings, then the term is searched directly

on DBpedia using its lookup service. In any case (either locally or through the online

service), the results are added to the �nal list of candidate groundings.

Search for non-English terms

Our Semantic Repository includes a linguistic thesaurus extracted from the multilingual

information that DBpedia serves. Indeed, although DBpedia is extracted from the

English Wikipedia only, there are many pages on the English Wikipedia that contains

explicit multilingual information or pointers to wikipedias in other languages. This

information is captured also in DBpedia. Therefore, for most URIs in DBpedia we could

extract the associated multilingual information and put it in the linguistic thesaurus

(a relational database in our Semantic Repository) available for the grounding process.

When a non-English term arrives for grounding, we search for matches in this linguistic

thesaurus instead of accessing the lookup service. As a result we obtain, if any, the

DBpedia URIs to be added to the �nal list of candidate groundings including the labels

and descriptions in the speci�ed language (as it is for the English terms). The considered

languages are: English, Portuguese, German, Bulgarian, and Spanish. Notice, however,

that the maximum coverage in DBpedia is attainable in English only.

Notice that a basic form of interoperation is still possible by exploiting the mul-

tilingual labels that the linguistic thesaurus provides, thus enabling that two terms

in di�erent languages can be grounded on the same ontology term. E.g., two entities

`Tree' and `Arbol', used in di�erent models (the �rst written in English and the second

28http://wiki.dbpedia.org/Lookup?v=1cn6
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in Spanish) can be grounded on the same URI http://dbpedia.org/resource/Tree, as

long as `Arbol' belongs to the set of multilingual labels of Tree.

Anchor terms

If no grounding option is considered appropriate, the term is considered uncovered by

the current background knowledge. In this case, the modeler can introduce the term

as an anchor term in the Semantic Repository. An anchor term contains the label and

description of the user term that could not be grounded in DBpedia, and is stored in

the anchor ontology that remains available for later reuse in future executions. There-

fore, this solution also enables the emergence of much specialized common vocabularies

shared by the users of the system. This common vocabulary is also used as source during

the search of groundings, and the results are added to the list of grounding options.

5.3.3 Check misspellings

One common reason for unsatisfactory groundings is the misspelling of the term to be

grounded. In an attempt to detect this problem, we check the spelling of the term

at this point to generate a list of possible corrections. We perform this checking after

the search of groundings and not before to avoid, at runtime, the explosion of input

terms and hence the number of grounding searches to perform. This decision follows

the example of well-known searching services like Google, which searches the original

term as introduced by the user and then presents the results together with some spelling

suggestions. Then, it is the user decision to repeat the search using the corrected term,

as it is the learner decision in KaiSem.

To check for misspellings, we expand the original term using WordNet (Miller, 1995)

to get other alternative forms by including their stems. The list of stems together

with the original term is sent to the spelling checker, in our case the Google Spelling

Suggestion service29, which provides a suggested spelling correction for a given term.

We use this service to assemble a list of suggestions to correct the label in case of

unsatisfactory grounding. For example, suppose that we try to ground a label `�ter

feeding', which contains spelling errors (and therefore it is not found in DBpedia). The

29http://code.google.com/p/google-api-spelling-java/
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Google Spelling Suggestion service retrieves `�lter feeding', which can be e�ectively

found in DBpedia.

The list of spelling suggestions is communicated to the learner as alternatives to the

original term. In case the candidate groundings were not satisfactory to the learner,

they could repeat the search using one of the alternatives instead of their original term.

5.3.4 Process multiword

When we �rst evaluated the coverage of the DBpedia for our grounding purposes (see

Chapter 8), we analyzed the uncovered cases to realize that most of those corresponded

to compound words. In this thesis, we propose a solution to be able to ground mul-

tiwords to valid approaches in case an exact match is not available. To that end, we

designed an algorithm that processes multiwords and generates di�erent combinations

of its parts as alternative.

The process is as follows. When a term for grounding is identi�ed as a multiword,

it is syntactically analyzed with a tagger named TreeTagger30 to obtain the part of

speech (PoS) of each constituent word and split in the parts delimited by separators.

The nomenclature used by TreeTagger is the following:

� JJ represents an adjective

� JJS represents an adjective in plural

� NN represents a common noun

� NNS represents a common noun in plural

� NP represents a proper noun

� NPS represents a proper noun in plural

Let us call a cluster a contiguous nonempty subsequence of words. E.g. sequence of

words `A B C' contains clusters: `A B C', `A B', `B C', `A', `B' and `C'; subsequences

`A C' and `' are not clusters according to this de�nition. In our semantic grounding

process we split the multiword into clusters with the condition that each cluster has

to contain at least one noun, hence subsequences formed only with adjectives (clusters

30http://www.cis.uni-muenchen.de/ schmid/tools/TreeTagger/

65



with only JJ or JJS constituents) are not allowed. For example, given the multiword

`the great vein of the heart' the division in clusters will result in `great vein' (JJ+NN),

`vein' (NN), and `heart' (NN). Notice that since the prepositions and articles do not

correspond to any PoS they are ignored for the division of clusters.

Each cluster initiates a new execution of the semantic grounding. If one of the clus-

ters is still a multiword (e.g. `great vein' in our previous example), it will be processed

with this same algorithm during its own execution of the grounding. At the end, the

results of all the executions are merged together in the list of possible groundings.

5.3.5 Rank grounding results

In order to help the user in the task of choosing a proper grounding, a ranking of the

grounding proposals is carried out to provide the user with the most relevant items on

the highest positions of the list. This ranking is based on the relevance of each grounding

option to the original term. Such relevance is generated from the linear combination of

two metrics:

1. Context-based relevance (relcontext). It is assumed that labels with similar

context bear similar meanings, therefore candidate groundings whose contexts

have a high similarity to the context of the original label should be promoted.

In the case of models terms, the context is formed by the whole set of labels in

their model. For the candidate grounding, however, the context is produced from

their textual description provided by DBpedia (or by the corresponding author

in the case of anchor terms). Then, we use a ranked search engine library31 for

comparing the contexts of candidate groundings with the model term context and

obtaining the ranked list of candidate groundings. To do this, the library uses

a technique of vector space modeling (Raghavan and S., 1986), in particular a

frequency-inverse document frequency method (tf-idf), which produces a single

numerical value capturing the relative similarity of the contexts.

2. String-based relevance (relstring). This method produces a score for the string-

based suitability of a candidate grounding for the given model term. It is based on

metrics for longest common substring distance. The score quanti�es the longest

31https://lucene.apache.org/core/
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substring of the given term label (starting by its �rst character) that is also con-

tained in the candidate grounding label. Therefore, a higher score implies a better

alignment of the candidate grounding label with respect to the model term label.

Given lengthC the length of the candidate grounding label, lengthT the length of

the model term label, and lenghtsubT the length of the longest substring of the

model term label in the candidate grounding label, the string-based relevance is

computed as follows:

relstring =
lengthsubT + 1

lengthT + 1
∗ lengthsubT + 1

lengthC + 1
∗ 0.5lengthT−lengthsubT (5.2)

This formula computes the relative size of the longest substring with respect to

the model term label and to the candidate grounding label, and it ends including

a penalty for short substrings with respect to the model term label. In case

lengthsubT is zero, the value of relstring is set to zero.

3. Combined relevance. The relevance value used for the �nal ranking is obtained

from the linear combination of the above metrics. In particular, the formula used

is the following:

relevance = w1 ∗ relstring + w2 ∗ relcontext (5.3)

The weights used in the formula were inferred empirically by running in house

experiments with known examples from the semantic repository, and were �xed

at w1 = 1 and w2 = 3.

4. Promotion of previous groundings. In order to promote the reuse of previous

groundings, those candidates that were previously used in existing QR models see

their relevance value incremented by three. This value was obtained empirically

to achieve a good balance between the level of reuse of a term and its computed

relevance.

Once the relevance has been computed for each candidate grounding, the list is

ranked accordingly and returned as result.
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5.4 Semantic grounding in the DynaLearn framework

In the DynaLearn framework, there is a separated menu for the semantic technologies

from KaiSem that are available during the modeling process. One of these technologies

is the semantic grounding. For practical purposes, the semantic grounding appears

under two possible versions: one that allows the semantic grounding of a single term

and another that lets the modeler to ground all the terms in the model at one time.

Figure 5.3 shows the results in DynaLearn of the semantic grounding for the term

`Water'. On the left side there is the list of grounding options obtained for the term.

On the top right it appears the description of the selected grounding option, its label

and its URI. On the bottom right, it is shown the list of models from the Semantic

Repository that are currently using the selected grounding option. Next to it, it is the

list of spelling suggestions obtained for the term, under the Did you mean title. Once

the modeler chooses the proper grounding option and clicks the save button, a new

statement is generated in the model linking the term to the chosen grounding by means

of an owl:sameAs property.

5.5 Summary

In this chapter, once analyzed the background knowledge to be used, we have formally

described the general process for semantic grounding and explained its bene�ts during

the modeling in a learning environment. This general process de�nes the basic steps in

semantic grounding, that are common to most implementations. Finally, we have de-

tailed our own semantic grounding technique and showed an examples of its application

in a real environment.
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Figure 5.3: Interface for semantic grounding in DynaLearn.
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Chapter 6

Selection of Relevant Models

The generation of feedback in KaiSem is based on the comparison between the learner

model and a set of relevant models selected from the pool of models contained in the

Semantic Repository. This selection process is performed by a multi-criteria recom-

mendation system based on the utility that each candidate model represents to the

given learner model. In this chapter we provide a brief background on recommendation

systems and describe our process for selecting relevant models.

6.1 Background on recommendation systems

The purpose of any recommendation system is to select, from a pool of items rated

by users, the one that better suits a particular necessity for the current user. In the

literature we �nd many di�erent domains in which items to recommend, as the neces-

sities they answer to, are quite diverse (e.g. books, movies, learning resources, etc.).

However, what actually distinguishes a recommendation system from another is how it

approaches the selection process. Although categorization of recommenders has varied

along time, three main groups were identi�ed in the literature (Burke, 2005; Jannach

et al., 2010; Ruiz-Iniesta, 2013): collaborative �ltering systems (Schafer et al., 2007),

content-based systems (Pazzani and Billsus, 2007) and context-aware systems (Ado-

mavicius and Tuzhilin, 2011). There are also combinations of di�erent approaches that

form hybrid recommendations systems (Burke, 2002) which we will not be discussed in

here.
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Collaborative �ltering systems base the recommendation process on the similarity

of users. Thus, these systems recommend to the users those items that similar users

preferred (highly rated) in the past. This approach is maybe the most used, but its

strong dependency on ratings causes some well-known problems. A typical weakness

is the cold-start or ramp-up problem (Schein et al., 2002) which refers to new users or

new items introduced in the systems. Since recommendations are based on the common

ratings between users, a new user with few ratings is di�cult to categorize and thus

�nd a good user to be matched with. Similarly, a new item with still few ratings from

users is di�cult to recommend. In addition, since collaborative �ltering systems rely on

overlap in ratings across users, sparsity (Balabanovi¢ and Shoham, 1997) is a common

problem that appears when few users have rated the same items, thus getting a sparse

space of ratings.

On the other hand, content-based systems base the recommendations on those items

that are similar to the ones preferred by the current user in the past, thus focusing on

the comparison of items instead of users. However, since ratings are also key to this

approach, it also su�ers from cold-start problems though not so much from sparsity.

For those scenarios in which the user pro�le is not known or not enough ratings are

available, the context-aware systems appear as a more suitable option than the previous

approaches. Context-aware recommendation systems take into account additional con-

textual information that helps to characterize the items and to compute their relevance

for the current user. This is the case of this thesis, where users do not have a proper

pro�le in the system and the models available are highly diverse in their domains and

with di�erent granularity. Therefore, the recommendation of a model cannot be based

on similar users or just the rating values of models, but on their potential utility for the

un�nished model of the learner. This utility is calculated from multiple criteria that

includes the semantic similarity of the domains and the complexity of the models.

6.2 Selection of Relevant Models in KaiSem

In the previous section we have seen the di�erent types of recommenders depending on

the technique used for �ltering and selecting the relevant models. Within the context-

aware type, in this thesis we use a multi-criteria utility based recommendation sys-

tem (Adomavicius et al., 2010; Huang, 2008). These recommenders make suggestions
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based on the computation of the utility of each object for the user. In our approach, the

objects are the models in the repository (candidates), and the utility function measures

the relevance of a candidate reference model with respect to a user model.

This relevance is based on the similarity between the models and the user ratings

from previous executions. After obtaining the feedback, users can rate the usefulness

of the generated feedback. These ratings give, indirectly, an idea of the utility of the

model from which the feedback was generated.

The selection follows a heuristic that promotes getting reference models with a

semantic overlap on the user one. That way, the learner can progress more easily through

models of the same domain to increase the level of complexity and completeness. Since

we want to use a multi-criteria utility-based recommendation, two steps are necessary:

selecting the criteria for the recommendation and de�ning the utility function that

applies to our case. These steps are explain in further detail in the subsection 6.2.3.

Figure 6.1 illustrates the process of automatic selecting the most relevant models

from the Semantic Repository, which is detailed in the rest of this section.

Semantic repositoryLearner 
G d d

Relevant 

Get 
available 
models

Filter by 
common 
groundings

Obtain 
relevance 
values

Filter by 
relevance 
threshold

Grounded 
Model

Models

models groundings values threshold

KaiSem selection of relevant models

Figure 6.1: Overview of the selection of relevant models.

6.2.1 Get available models

In principle, all the models stored in the Semantic Repository form the initial set for

the selection of relevant models. However, depending on the particular scenario some

restriction could be applied. For example, the learner could be asked to compare the

model only with a speci�c subset of models. These restrictions must be then passed as

parameters before executing the feedback and their de�nition depends on the modeling

tool in which KaiSem is integrated.
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6.2.2 Filter by common groundings

The Semantic Repository contains models from experts and learners about multiple

domains, some of them completely unrelated to what the current learner model is about,

and thus useless for feedback (e.g. a model about the water cycle could not provide

any suggestions for a learner modeling population dynamics). Therefore, to optimize

the search of relevant models we �rst need to �lter out those with no overlapping with

the learner model. We consider the existence of common groundings as indicative of

the overlap between models (at least partially) in the domain they describe, thus being

potentially related semantically. We perform an initial �ltering by leaving aside those

models with no common groundings with the learner model. The models remaining

after the �ltering form the set of related models, also named candidate models.

If no models have groundings in common with the learner model, the recommen-

dation process (and thus the generation of feedback) �nishes indicating to the learner

that no relevant model could be found for the given model.

6.2.3 Obtain relevance values

Once we have the set of related models, we calculate the relevance of each candidate

model to the learner model. We compute the relevance value using an utility function

and then rank them based on this value.

For this to happen, two steps are necessary: selecting the criteria for the recommen-

dation and de�ning the utility function that applies to our case.

Multi-criteria attributes for recommendation

Before analyzing our utility function, we �rst need to de�ne which attributes are con-

sidered when computing the utility (relevance) of a model. The goal is to �nd good

quality, similar models to the learner model; hence they can presumably provide use-

ful suggestions to the learner. These are the attributes taken into account for each

model-model comparison:

� Number of common groundings (ci) between a candidate model i and the

learner model. This attribute intends to measure the possible terminology over-

lap between the two models, thus the semantic similarity between their modeled

domains.
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� Proportion of the overlap with the learner model (ci/ni): to select a model

within the user's zone of proximal development, we want to control the size of the

candidate model Mt and select one that does not introduce too many changes or

new concepts, thus following an incremental approach when providing feedback

to the learner. To maximize the proportion of the candidate model that overlaps

with the learner model we divide the number of common groundings ci by the

total number ni of terms in the candidate model.

� Rating of the model (ri): each model in the Semantic Repository has associated

an overall rating value obtained from the singular ratings of users. This rating

process is explained later in this chapter in Section 6.3.

� Distance between learning spaces (lsi): as seen in Section 1.2, QR models

in DynaLearn can be represented in di�erent learning spaces depending on their

modeling complexity. Therefore, comparing models from distant learning spaces

would not result in useful feedback since even the representable elements in each

LS are di�erent. At the creation of a model, a learning space is selected and it

forms part of the meta-information of the model when it is stored in the Semantic

Repository.

Utility function

Once we know the attributes for the recommendation, we need to de�ne the utility

function of our recommender. Typically (Adomavicius et al., 2010), the utility function

measures the appropriateness of the recommending item i ∈ Items to user u ∈ Users,
and is de�ned as R : Users× Items→ R0, where R0 represents a non-negative integer

or real number within a certain range. The selected item is then the one that maximizes

that function.

In our case, the utility of a candidate model is given by its relevance to the learner

model, according to the Multi-Attribute Utility Theory (Huang, 2008), the utility func-

tion can be generally represented as:

R (u1, ..., un) =
n∑

j=1

wj • uj (6.1)
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Where uj is a single-attribute utility function over attribute I and wj is the weight

for attribute j and:

∑
wj = 1, (0 ≤ wj ≤ 1) (6.2)

Given the features listed above, our formula to calculate the relevance of a candidate

reference model is the following:

Reli = w1ci/ni + w2ri + w3lsi (6.3)

The weights were empirically inferred by running in house experiments with known

examples from the semantic repository, and were �xed at w3 = 0.2 , w2 = 0.2 ∗
impactRatings , w1 = 0.8−w2 , and impactRatings = [0, 1]. The value impactRatings

is set by the learner before executing the feedback to control the e�ect of previous rat-

ings in the selection of relevant models, and it never exceeds the 20% of the relevance

value. This parameter will be explained in detail in Chapter 7 when describing the

feedback user interface.

6.2.4 Filter by relevance threshold

Once we know the relevance of each candidate model to the learner model, we �lter out

those whose relevance is under certain threshold. This threshold is set by the learner

as a parameter before executing the generation of feedback, and it will be explained

in detail in Chapter 7 when describing the feedback user interface. This �ltering is

performed according to the following rule:

� 0 < Relevance threshold <= 1: the models with a relevance higher than the

threshold are selected as relevant models and taken into account for the feedback.

If there are no models with a relevance over the threshold, only the model with

highest relevance is selected so at least we can provide some feedback.

� Relevance threshold = 0: all the models in the repository that are minimally

related to the learner model (models with at least one grounding in common with

the learner model) are considered as relevant. No further �ltering is done.
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The resulting set of models after this �ltering constitutes the set of relevant models

to be used as reference during the generation of feedback. If the �ltering results in an

empty set (there was no model with a relevance over the threshold), the model with

highest relevance is selected so at least some feedback can be generated. Since the

learner does not know how relevant the models are when asking for feedback, this

measure prevents the system to �nish without feedback just because the learner over

set the relevance threshold. Once the feedback is sent to the learner, the number of

relevant models and the their relevance is communicated to the learner, so the threshold

can be properly adjusted for that learner model in its current state.

6.3 Rating of models

We have seen that the relevance formula uses the ratings to calculate the relevance

value. Although the relevance depends mostly on other attributes, we could say that

the highest a model is rated, the higher its relevance value is. Since only the models

with relevance over the threshold are selected, ratings have a direct in�uence on the

selection process. Hence the question here is: how do the users rate the models?

Once the feedback is communicated to learners, they receive a list of suggestions

that they may decide to follow or not, depending on whether they agree or disagree.

In the user interface, after processing each suggestions, learners are asked to indicate

for each suggestions if they agree, if they remain neutral, or if they do not agree at all.

Since each suggestion is generated from one or more particular models, the answers are

respectively translated into 1, 0, or -1 points to be added to the rating value of the

corresponding models. This rating value is stored in the Semantic Repository as part

of the model meta-information (see Annex A). Further detail on this will come when

discussing the feedback interface in Chapter 7.

6.4 Summary

Once the learner has grounded the model and reached a point where some feedback

is needed to continue the modeling, the learner asks for feedback from the existing

previous models. However, given the signi�cant number of available models in the

Semantic Repository we �rst need to select the models that can be relevant to the
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learner, hence reducing the number of model comparisons during the generation of

feedback and optimizing the overall performance. This relevance is understood as the

utility that each candidate model has for the generation of feedback on the given learner

model, utility de�ned by some multi-criteria attributes, as described in this chapter.
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Chapter 7

Semantic-Based Feedback

The semantic-based feedback is the last but most important step in the KaiSem method.

In previous chapters we described the necessary components to reach this �nal step: the

semantic grounding to alleviate heterogeneity between terminologies and the automatic

selection of relevant models to be used as reference in the generation of feedback. In this

chapter, we will see how the learner model is aligned and compared with the reference

models and how the feedback is generated from the discrepancies of such comparisons.

The overview of the semantic-based feedback is illustrated in Figure 7.1. The input

of this process consists on the learner model and one of the relevant models found by

the automatic selection of models. The �rst step is the semantic alignment of this two

models, which is perform in two steps: the grounding-based alignment and the schema-

based alignment. The former uses the common grounding between the models to infer

a set of preliminary mappings. Then, the schema-based alignment takes the two models

together with the preliminary mappings to get the �nal mappings by using the ontology

matching tool CIDER (Gracia et al., 2011). Once the two models are aligned, they are

compared and analyzed to �nd the possible discrepancies in the learner model regarding

the relevant model. At this point, if there are still relevant models left, the process starts

again with the next relevant model. When all the relevant models have been aligned

and compared with the learner model, we need to summarize the results obtained from

each comparison. Therefore, the summarization of discrepancies produces a list with

all the possible discrepancies indicating the level of agreement among the di�erent

comparisons. Finally, an additional and independent type of feedback is generated,
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the pattern-based feedback, which does not depend on any relevant model but on some

general and abstract patterns commonly present in QR models.

CIDER

Grounding‐
based 

alignment

Schema‐
based 

alignment

Learner 
Grounded Model

Learner Relevant
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Figure 7.1: Overview of the semantic-based feedback generation in KaiSem

7.1 Alignment of relevant models with the learner model

The generation of feedback in KaiSem is based on the discrepancies between the learner

model and a set of relevant models. Therefore, the alignment of models is an essential

step in this process since it allows us to compare the models and hence to extract their

discrepancies. As seen in Section 2.2.2, a matching process can use an input alignment

which is to be completed by the process. Since all models must be grounded before

performing the semantic-based feedback, we generate grounding-based alignment to use

them as input for the later matching of the models.

7.1.1 Grounding-Based Alignment

The �rst step to �nd the equivalent terms between the learner and relevant models is

based on exploring their respective groundings. This process is what we call grounding-

based alignment. Since the concepts of both models are grounded to a common vocabu-

lary, we use these relations to infer a preliminary set of mappings. To illustrate this, we
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use Figure 4.1 and Figure 4.2 as examples of reference model and learner model, respec-

tively. Figure 7.2 illustrates a grounding-based alignment between these two example

models.

http://dbpedia.org/resource/Mortality_rate

Reference model Learner modelReference model Learner model
Preliminary mapping: Death_rate ≡ Death

Grounding‐based alignment

Figure 7.2: Example of a grounding-based alignment

.

The learner's model has a term labeled `Death' that is grounded to the DBpedia

term dbpedia:Mortality_rate32.

<owl :C la s s rd f : abou t = "&qrm ; Death">

. . .

<owl:sameAs r d f : r e s o u r c e = " ht tp : // dbpedia . org / r e sou r c e /Morta l i ty_rate "/>

</ owl :C la s s>

The reference model has a term labeled Death rate that is also grounded to the same

DBpedia resource dbpedia:Mortality_rate.

<owl :C la s s rd f : abou t = "&qrm2 ; Death_rate">

. . .

<owl:sameAs r d f : r e s o u r c e = " ht tp : // dbpedia . org / r e sou r c e /Morta l i ty_rate "/>

</ owl :C la s s>

Therefore, as they share the same meaning, we can infer that `Death' and `Death

rate' are equivalent terms. In OWL, this can be expressed by establishing that both

32http://dbpedia.org/resource/Mortality_rate
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learner term and reference term are subjects of two owl:sameAs statements with the

same DBpedia resource as object. In the grounding-based alignment, we transform

these statements into owl:equivalentClass ones with the learner term as subject and the

reference term as object.

<owl :C la s s rd f : abou t = "&qrm ; Death">

. . .

<ow l : e qu i va l en tC l a s s r d f : r e s o u r c e = "&qrm2 ; Death_rate"/>

</ owl :C la s s>

These new statements are included in the owl �le corresponding to the learner model,

owl �le that will be also used as input for the ontology matching tool.

7.1.2 Schema-Based Alignment

After identifying the preliminary set of mappings based on common groundings, we

apply an ontology matching system between the reference model and the learner model.

In particular, we use CIDER (Gracia et al., 2011) as the ontology matching tool.

CIDER schema-based alignment algorithm that compares each pair of terms from

two ontologies O1 and O2. First, it extracts their ontological contexts up to a certain

depth (enriched by applying a lightweight inference mechanism). Second, similarities

are computed between di�erent features of the ontological context (labels, comments,

subterms, superterms, properties, etc.). Then, the di�erent similarities are combined

within arti�cial neural networks to provide a �nal similarity degree for each pair of on-

tology entities. Last, a matrix (M) with all similarities is obtained. The �nal alignment

(A) is then extracted from this matrix, �nding the highest rated one-to-one relationships

above a certain threshold. Figure 7.3 shows a schematic view of this approach.

Ligthweight 
Inference threshold

O1

Lexical

M AOntological Context
Extraction

Lexical

Taxonomical

Relational

Similarity
Computation

Extraction

O2

Figure 7.3: Schema of CIDER (Gracia et al., 2011)
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Notice that in our case we use the domain vocabulary of the QR models in OWL,

as explained in Section 4.2.1. As result of the ontology matching, we obtain a list of

equivalences (mappings) between learner terms and reference terms. These mappings

are described in RDF following the Alignment Format (Euzenat, 2004). Thus, each

mapping is represented by a cell that contains the URI of the two related terms, the

type of relation between them and a numerical value as a quantitative measure of how

similar they are:

<map>

<Ce l l>

<ent i t y1 r d f : r e s o u r c e=" ht tp : // dynalearn . eu/models /Model23 . owl#Death"/>

<ent i t y2 r d f : r e s o u r c e=" ht tp : // dynalearn . eu/models /Expert6 . owl#Death_rate"/>

<r e l a t i o n>=</ r e l a t i o n>

<measure rd f : da ta type=" ht tp : //www.w3 . org /2001/XMLSchema#f l o a t ">0.4526</measure>

</Ce l l>

</map>

In the learner model, these mappings are added as owl:EquivalentClass statements.

7.2 Detection of discrepancies between aligned models

After the alignment of models, the system compares the pairs of equivalent terms,

obtained from the ontology matching, to detect the possible di�erences between them.

This detection is carried out through three di�erent processes, according to the type of

di�erences we would like to �nd.

7.2.1 Detection of terminological discrepancies

Each pair of equivalent terms is analyzed to �nd the possible terminological discrepan-

cies between the models. Depending on the type of di�erences, the system �nds:

� Discrepancies between labels or groundings. The system compares the label and

grounding of each pair of equivalent terms and detects the di�erences. In our

example, the system would suggest that the quantity `Death' in the learner's

model could be renamed as `Death rate'.

� Missing and extra ontological elements. Those terms from the reference model that

are not present in the learner model are seen as missing elements. The system

would suggest to add them to the learner model, indicating their relation with the
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existing elements in the model. In the same way, the terms in the learner model

that are not present in the reference model could be seen as extra elements to be

removed from the model. In our example, the entity `Fish population' would be

suggested as extra since it does not appear in the reference model and could be

removed from learner's model.

7.2.2 Detection of taxonomic discrepancies

When representing taxonomic knowledge, there are di�erent types of errors a modeler

can make. These errors can be classi�ed in three groups: inconsistency, incompleteness,

and redundancy(Gómez-Pérez, 2001). Figure 7.4 shows this classi�cation.

Figure 7.4: Classi�cation of errors when modeling taxonomies

Each error can be describe as follows:

� Inconsistency can be classi�ed in three di�erent types:
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� Circularity errors: They occur when a class is de�ned as subclass or super-

class of itself. This can occur at any level of the hierarchy and with distance

0 (i.e. subclass of itself), 1 (subclass of its superclass) or n. E.g., lion isA

feline and feline isA lion.

� Semantic inconsistency errors: They occur when the modeler makes an

incorrect semantic classi�cation and represents a concept as subclass of a

concept that it is not really its direct superclass. E.g., whale isA �sh.

� Partition errors: Concept classi�cations can be categorized in three groups:

disjoint (disjoint decompositions), complete (exhaustive decompositions), and

disjoint and complete (partitions). In the context of DynaLearn, the tax-

onomies of QR models can be seen as partitions since the classes are all of

them disjoint (the classes do not share common instances). The types of

partition errors related to the disjoint decompositions are the following:

* Common classes in disjoint decompositions and partitions. These hap-

pen when a class C is simultaneously subclass of A and B, being A and

B de�ned as disjoint.

* Common instances in disjoint decompositions and partitions. These oc-

cur when an instance belongs simultaneously to classes A and B, being

A and B de�ned as disjoint.

� Incompleteness on taxonomies occurs when the superclasses of a particular class

are imprecise or over-speci�ed, and when explicit information about hierarchical

relations is missing. These common omissions can be classi�ed as:

� Incomplete concept classi�cation: This happens when the classi�cation

of concepts is incomplete and does not cover properly the corresponding

domain.

� Partition errors: These occur when the de�nition of disjoint and exhaus-

tive knowledge between classes is omitted. For instance, the modeler omits to

de�ne that the subclasses of a given class are disjoint; or the modeler misses

the completeness constraint between the subclasses and their superclass.

� Redundancy. Opposite to incompleteness, there exist redundancy errors. These

occur when there is more than one explicit de�nition of any hierarchical relation
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(subclass-of, instance-of, etc.) or when there are two classes or instances with the

same formal de�nition.

This discussion is general for any ontology. Most of the above errors can be auto-

matically detected, in principle, with the intervention of a semantic reasoner (e.g., by

classifying the instances in the taxonomy, membership of an instance to various disjoint

classes could be detected). Other modeling errors, such as incomplete concept classi-

�cation, cannot be easily captured by a semantic reasoner and would require expert

validation or the use of another source of background knowledge.

Nevertheless, taxonomies in QR models have certain particularities `by construction'

that restricts the generation of taxonomies, thus facilitating its validation. The main

particularities are:

� All the decompositions in the DynaLearn taxonomies are disjoint.

� Only entities can have an associated hierarchy.

� Multiple inheritances are not allowed.

� Instances cannot be assigned to more than one class.

� Exhaustive decompositions cannot be speci�ed.

� Semantic expressivity is limited. For instance it is no possible to express cardinal-

ity restrictions, property restrictions, enumerated classes, Boolean combinations

(union, complement, and intersection), etc.

These features are caused by the inherent nature of QR models and the strict controls

that the user interface establishes during the creation of the model. In fact, the above

mentioned particularities prevent the user to make most of the errors summarized in

Figure 7.4, at the cost of limiting the semantic expressivity of the model. Therefore,

only the following two errors might happen within the scope of a single QR model:

incomplete concept classi�cation and inconsistency semantic errors. Only the latter

could be detected by semantic reasoners, although with a limited capability due to the

lack of class restrictions in the QR models.

Given that situation, to be able to detect taxonomical errors in QR models we have

to consider not only one model (the one under construction) but also the knowledge
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contained in another reference models. As seen in the previous section, as result of the

ontology matching process we obtain a list of equivalent terms. Two terms identi�ed

as equivalent exhibit some commonalities, like their labels or the resources they are

grounded to. In the case of entities at learning space 6, they should share not only

the terminology but also their hierarchical relations. When the ontological contexts of

the matched terms are considered together, it is possible to detect inconsistencies and

incompleteness that could not be detected in isolation.

Notice that completeness (exhaustive decompositions) cannot be modeled in Dy-

naLearn, thus being this feature irrelevant from the perspective of giving semantic

feedback to learners. Also redundancy will not happen due to the constraints imposed

by the interface during modeling.

Inconsistency errors

When two models created separately are put in relation by means of the ontology match-

ing techniques, certain semantic inconsistencies can arise. That is the case of circularity

errors can emerge (e.g., modelA: animal isA livingThing ; model B: livingThing isA An-

imal), as well as partition errors and semantic errors. In order to detect these problems

in the learner model, we need to obtain the equivalent classes of the reference model and

integrate them into the learner model. Only then we are able to detect the semantic

inconsistencies.

In the example illustrated in Figure 7.5, we can see that the learner model represents

the entity `Whale' as subclass of the entity `Fish'. However, in the reference model

another entity `Whale' is de�ned as subclass of the entity `Mammal'. On the other

hand, the entities `Fish' and `Mammal' are disjoint classes, since all classes in these

QR models are disjoint by de�nition. Then, if the entity `Whale' of the learner model

has been identi�ed as equivalent to the entity `Whale' of the reference model, we are in

front of an inconsistent situation, since the same class cannot be subclass of two disjoint

classes.

Incomplete concept classi�cation

Also incompleteness issues can emerge when putting together the learner and reference

models. In this case, we need to detect the missing concepts in the hierarchy of the

learner model. That is, to �nd the entities not modeled by the learner but necessary
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(a) Entity hierarchy of a learner model. (b) Entity hierarchy of a reference model.

Figure 7.5: Example of inconsistency between two hierarchies.

according to the reference model. This process is a particular case for the technique to

detect missing terms detailed previously in this section. In this case we want to detect

the missing entities and, when possible, to �nd the equivalent position in the learner

hierarchy where this missing entity should be added.

7.2.3 Detection of structural discrepancies

Once we detected the discrepancies on the terminology and taxonomy of the models, we

analyze their structure to �nd discrepancies in how the elements are used and related.

In a QR model, an instance of an entity or quantity is created every time the concept

is used in a model fragment. So for multiple model fragments in a model, multiple

instances for exactly the same concept are created (one for each visualization). These

instances are not part of the core semantic description of a model, and hence not

present in the extracted vocabulary used for the ontology matching (see Sections 4.2.1

and 7.1.2). Therefore, we �rst need to identify and align the instances of the learner

model and reference model to detect any discrepancy in their use.

Extraction of basic units

In a QR model, each entity instance can be associated with di�erent quantity instances.

This structure constitutes what we called a basic unit, and the type of a basic unit

is the type of its entity instance. Quantities in a basic unit can be connected by

di�erent relations, as entities can be connected by con�gurations (still a di�erent type

of relation). When the origin and target of a relation belongs to the same basic unit

we have an internal relation and an external relation if the target belongs to a

di�erent basic unit. For a better illustration of the extraction of basic units a little more

complex example of QR model is needed, with multiple entities and di�erent relations
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External relationshipsBasic units

Internal relationshipsInternal relationships

Figure 7.6: Division in basic units of a QR model fragment

(see Figure 7.6). Notice that con�gurations are external relations by de�nition, since

they connect two instances of entity, and each instance constitutes a di�erent basic unit.

The �rst step is to extract all the basic units from both the reference model and the

learner model.

Integration of basic units

At this point we have the two models represented by their basic units. The next step

would be to �nd equivalent basic units and compare them to get the discrepancies be-

tween them. However, for models in learning space 6 (LS6), we need to do an additional

step to handle the problem of the modularization of models into model fragments.

Figure 7.7: Example of di�erent MFs of a reference model
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Models in LS6 are usually represented using multiple modules or model fragments

(MF). An entity can be used in di�erent parts of the model, generating multiple in-

stances and, therefore, multiple basic units of this entity. Let us assume that we have

a reference model that contains the MFs in Figure 7.7. On the other hand, the learner

creates a model about the same topic but representing all in the same MF (see Fig-

ure 7.8). We see that both models represent exactly the same knowledge. However,

after extracting the basic units from each model we get three basic units of the type

`Population' from the reference model and only one basic unit of the type `Population'

from the learner model. If we try to compare their basic units, we will �nd that two

basic units are missing in the learner model.

Figure 7.8: Example of learner model represented in one MF

To solve this we �rst integrate all the basic units with the same entity type in

one called integrated basic unit. For each basic unit of the same type, we get the

quantities related to the entity instance and the internal dependencies and add them

to the integrated basic units (only if the same elements were not added before). In our

example, the integrated basic unit of the type Population in the learner model would be

the same that the original basic unit. However, in the reference model the three initial

basic units would generate a new one that, in this case, would be the same we have in

Figure 7.8.

Comparison of equivalent integrated basic units

Once we have the set of integrated basic units, we have to compare those integrated basic

units that are equivalent in the two models. Two integrated basic units are equivalent
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if and only if their types (their entity descriptions) are equivalent (we found a matching

between them).

For each integrated basic unit of the reference model, we get the equivalent integrated

basic unit in the learner model. Then, we compare the list of related quantities of both

integrated basic units, as well as their internal relations.

Matching of basic units

Once we have compared the quantities and the internal relations, we need to compare

the external relations of equivalent basic units. However, this cannot be done with the

integrated basic units, since an external relation occurs between two di�erent basic units

that could or could not be of the same type. Through the analysis and comparison of

the external relations we can detect those basic units that are missing in the learner

model. For this, we �rst have to match the basic units from the reference model with

the learner model ones. Notice that we detect here missing basic units within the same

model fragment, as missing origin or target of an external relation. Missing basic units

related to missing model fragments were left for future versions of the system.

For each basic unit of the learner model, we compute the di�erences with each basic

unit of the equivalent entity in the reference model. We count as di�erences the presence

of the same quantities in the basic unit, the number of internal relations and the number

of external relations. The reference unit with minimum di�erences is matched to the

current learner unit and cannot be matched in the following comparisons. As result of

the matching process, we detect missing entity instances in the user model (unmatched

basic units in the reference model) and extra entity instances (unmatched basic units

in the learner model).

Comparison of equivalent basic units

The �nal step is to compare the equivalent basic units previously found. First, we

compare the elements within the basic units and their internal relations. At this point

we detect missing and extra quantities in the learner's basic units, as well as di�erences

in their internal relations. Notice that, the relations between two particular quantities

in a basic unit must be the same ones in all the basic units of the same entity. For

example, given a basic unit of the entity `Population' where the quantity `Size' has a

positive proportionality over the quantity `Birth', this two quantities must be related
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in the same way in any other basic unit of `Population' as long as the two quantities

appear together. Therefore, we check whether this modeling rule is followed or not in

the learner model, taking as correct the relations in the reference basic units. Finally, we

check if the external relations of the basic units are the same in both models, reporting

the di�erences otherwise.

As result, after the comparison of the models at the instance level we are able to

detect the following type of discrepancies:

� Missing and extra instances of existing terms in the learner model. A missing

instance in the learner model could indicate some missing behavior in that model.

Similarly, an extra instance could represent a super�uous or incorrect behavior

in the model. Let us assume that the learner has already de�ned the quantity

`Death' in their model, though it is not being used. Then, the system suggests

that, according to the reference model, an instance of `Death' should be added to

the entity `Population' in the learner model.

� Discrepancies in the causal dependencies between quantities. A di�cult task in QR

modeling is to correctly add the causal dependencies between quantities (in�uences

and proportionalities). By comparing the causal dependencies between equivalent

quantities in the reference and the learner model, the relations that are missing,

extra or di�erent in the learner model can be detected. In the example, the

quantities `Size' and `Birth' in learner's model are causally related by a positive

proportionality. However, according to the reference model they should be related

through a positive in�uence, and a positive proportionality only applies in the

opposite direction

Finally, to sca�old the learners though their zones of proximal development, the

detected discrepancies are expressed in the form of suggestions, as the actions that

learner should do to modify their model towards the target model. These suggestions

are communicated to the learner through a particular interface within the modeling

tool, indicating the involved terms in the learner model and a little description of the

detected problem.
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7.3 Summarization of discrepancies

Once the set of relevant models is selected, the feedback process is run for each relevant

model. As a result a list of suggestions is obtained from the comparison between the

learner model and each relevant model. Nevertheless, the results can be not only very

diverse but also some results could be contradictory. The hypothesis here is, the more

common a suggestion is (the same suggestion is generated from di�erent models), the

higher con�dence we can have on its e�cacy. Next, we introduce how to measure it.

We introduce here the idea of agreement. Given a particular suggestion, the

agreement on it is computed by counting the number of models that generate the same

suggestion (the number of models that agree on that). For this step, only those relevant

models that contain the terms involved in the suggestion are taken into account. For

example, Figure 7.9 illustrates the discrepancies between a set of relevant models and

a learner model.

Learner modelLearner model

Relevant models

Figure 7.9: Example of discrepancies between some relevant models and a learner model.

In this case, not all the relevant models produce the same suggestions to the given

learner model. Therefore, we communicate all the possible suggestions indicating the

agreement value that each suggestion has among the relevant models. The agreement

value is computed, for each suggestion, dividing the number of relevant models that

agrees with that suggestion by the number of total relevant models selected for the
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learner model. In our example, the agreement values will be the ones indicated in

Figure 7.10.

67%
25%

75%

67%

67%

Figure 7.10: Example of discrepancies between some relevant models and a learner model.

When communicating the feedback, each suggestion is sent together with its agree-

ment value. This information is useful for the learner when considering following or not

a particular suggestion.

7.4 Pattern-based feedback

As described in previous sections, our techniques for generating semantic-based feed-

back to a learner model need the existence of relevant models on the same particular

domain. However, there are some common structures or patterns that can be found

repeatedly though QR models, no matter the domain. Figure 7.11 illustrates an exam-

ple of such patterns. In the context of the DynaLearn project, twelve patterns33 were

identi�ed (Salles et al., 2012):

1. Single positive in�uence with positive direct feedback. The pattern consist

of rate Rx and a state variable Sa. The mechanism consists of a direct in�uence

(I+) from the rate on the state variable. The direct positive feedback is imple-

mented using a proportionality (P+), from the state variable to the rate.

2. Single positive in�uence with positive indirect feedback. The pattern

consist of rate Rx, a state variable Sa, and two auxiliary quantities (Aa and Ab).

33http://hcs.science.uva.nl/projects/DynaLearn/modelling-patterns/
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The mechanism consists of a direct in�uence (I+) from the rate on the state vari-

able. The indirect positive feedback is implemented using three proportionality

statements (P+), namely from Sa to Aa, from Aa to Ab, and from Ab �nally back

to the rate.

3. Single positive in�uence with negative direct feedback. The pattern con-

sist of rate Rx and a state variable Sa. The mechanism consists of a direct in-

�uence (I+) from the rate on the state variable. The direct negative feedback is

implemented using a proportionality (P-), from the state variable to the rate.

4. Single positive in�uence with negative indirect feedback. The pattern

consist of rate Rx, a state variable Sa, and two auxiliary quantities (Aa and

Ab). The mechanism consists of a direct in�uence (I+) from the rate on the

state variable. The indirect negative feedback is implemented using two positive

proportionality statements and one negative, namely from Sa to Aa (P+), from

Aa to Ab (P+), and from Ab �nally back to the rate (P-).

5. Single negative in�uence with positive direct feedback. The pattern con-

sist of rate Rx and a state variable Sa. The mechanism consists of a negative

direct in�uence (I-) from the rate on the state variable. The direct positive feed-

back is implemented using a proportionality (P+), from the state variable to the

rate.

6. Single negative in�uence with positive indirect feedback. The pattern

consist of rate Rx, a state variable Sa, and two auxiliary quantities (Aa and

Ab). The mechanism consists of a negative direct in�uence (I-) from the rate

on the state variable. The indirect positive feedback is implemented using three

proportionality statements (P+), namely from Sa to Aa, from Aa to Ab, and from

Ab �nally back to the rate.

7. Single negative in�uence with negative direct feedback. The pattern

consist of rate Rx and a state variable Sa. The mechanism consists of a negative

direct in�uence (I-) from the rate on the state variable. The direct negative

feedback is implemented using a proportionality (P-), from the state variable to

the rate.
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8. Single negative in�uence with negative indirect feedback. The pattern

consist of rate Rx, a state variable Sa, and two auxiliary quantities (Aa and Ab).

The mechanism consists of a negative direct in�uence (I-) from the rate on the

state variable. The indirect negative feedback is implemented using two positive

proportionality statements and one negative, namely from Sa to Aa (P+), from

Aa to Ab (P+), and from Ab �nally back to the rate (P-).

9. Mixed in�uence with direct negative feedback - Equilibrium. The pattern

has one rate (Rx) and two state variables (Sa and Sb). The mechanism implements

a balance. With unequal state variables the rate will produce a rate that decreases

the higher quantity (I-) and increases the lower quantity (I+). The magnitude of

the rate is determined by the di�erences in the magnitudes of the state variables

(Sa-Sb=Rx). The rate changes due to feedback from the state variables, which

are both direct and negative with respect to the rate (P+ and P-, respectively).

10. Mixed in�uence with indirect negative feedback - Equilibrium. The

pattern has one rate (Rx), two state variables (Sa and Sb), and four auxiliary

quantities (Aa, Ab, Ac, and Ad). The mechanism implements a balance. With

unequal state variables the rate will produce a rate that decreases the higher

quantity (I-) and increases the lower quantity (I+). The magnitude of the rate is

determined by the di�erences in the magnitudes of the state variables (Sa-Sb=Rx).

The rate changes due to feedback from the state variables, which is negative and

indirect. It goes via Sa to Ab, from Ab to Aa, and from Aa back to the Rx, and

via Sb to Ac, from Ac to Ad, and from Ad back to the Rx.

11. Mixed in�uence with mixed direct feedback - Competing. The pattern

has two rates (Rx and Ry) and one state variable Sa. The mechanism consists of

two parts, a positive (I+) and a negative one (I-). The negative part has a direct

negative feedback (P+), while the positive part has a direct positive feedback.

Depending on the relative magnitudes of the rates, the state variable will increase

(positive e�ect bigger), become or stay in balance (equally strong), or decrease

(negative e�ect bigger).

12. Mixed in�uence with mixed indirect feedback - Competing. The pattern

has two rates (Rx and Ry) and one state variable Sa. The mechanism consists
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of two parts, a positive (I+) and a negative one (I-). The negative part has

an indirect negative feedback, while the positive part has an indirect positive

feedback. Depending on the relative magnitudes of the rates, the state variable

will increase (positive e�ect bigger), become or stay in balance (equally strong),

or decrease (negative e�ect bigger).

E1

Q1 Q2

P

I

Figure 7.11: Variations for the QR pattern 1 `Single positive in�uence with positive direct

feedback' and its abstract representation.

These QR modeling patterns represent good practices in some modeling scenarios.

Therefore, we can enhance our semantic-based feedback by searching for incomplete

instantiations of those patterns in the learner model and generate suggestions for the

missing elements. Since these patterns are domain independent, there is no need of

existing models to generate this type of feedback, which is very convenient for models

with overspecialized domains.

In KaiSem, we implemented the search of patterns by using SPARQL queries. These

queries have some mandatory elements (the minimum established to detect an incom-

plete pattern) and the rest appear as optional. Therefore, the search of incomplete

patterns in a QR model is performed by executing a SPARQL query on the model and

analyzing the results. If the minimum elements to match the pattern are present we

look for missing elements and generate a suggestion if any is detected. Figure 7.12

shows the implementation of the SPARQL query corresponding to the above pattern.
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WP4 – Pattern-based feedbackWP4 Pattern based feedback
Additional work, out of D4.3

• Search for incomplete instantiations of the 
pattern

PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>
PREFIX qr:
<http://www.science.uva.nl/~jliem/ontologies/DynaLearnQRvocabulary.owl#>

• Generate suggestions for the missing 
elements in the learner model (incomplete 
pattern)

p j g y Q y
SELECT DISTINCT ?EntityInst ?Quantity ?TargetQuantity ?Proportionality
WHERE { 
graph < http://www.dynalearn.eu/models/TestSBF2Reference-

created20110508at21h56m23s.owl> 
{pattern)

• Representation of patterns as SPARQL 
queries

{ 
?EntityInst qr:hasQuantity ?QuantityInst.
?QuantityInst rdf:type ?Quantity.
?Quantity rdfs:subClassOf qr:Quantity.
?QuantityInst ?Dependency ?TargetQuantityInst. 
?T tQ tit I t df t ?T tQ tit

• No names needed Domain independent

• Algorithm independent of the meta-
b l

?TargetQuantityInst rdf:type ?TargetQuantity. 
?TargetQuantity rdfs:subClassOf qr:Quantity. 
?EntityInst qr:hasQuantity ?TargetQuantityInst. 
FILTER(?Dependency = qr:positiveInfluence || ?Dependency = 

qr:negativeInfluence) 

vocabulary

• No need of existing models to generate 
feedback

OPTIONAL
{

?QuantityInst ?Proportionality ?TargetQuantityInst. 
?Proportionality rdfs:subClassOf qr:Proportionality. 

}feedback

June 13th, 2012 DynaLearn project Y3 review meeting 55

}
}}

Figure 7.12: Implementation of the SPARQL query corresponding to the �rst pattern.
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7.5 Semantic-based feedback in the DynaLearn framework

In the DynaLearn framework, the semantic-based feedback is implemented under the

menu option `Get recommendations'. When the learner selects this function, a graphical

user interface is shown where the learner can adjust some parameters which are sent

as input together with the ongoing model. Figure 7.13 shows this interface with the

results after an execution. Notice that previous to the execution of the feedback, the

interface results panel (the white panels in the �gure) remain empty and only the input

part at the bottom can be interacted with.

Figure 7.13: Graphical user interface for the semantic-based feedback in DynaLearn

showing an example of its output.

7.5.1 Input for the graphical user interface

Before asking for feedback, the learner can adjust some parameters to �lter and control

the results to be obtained. These parameters, as shown at the top of Figure 7.13 can

be classi�ed in two types: sliders and checkboxes, which work as follows:

� Sliders control the amount of results generated by changing the threshold of

di�erent �lters applied during the process. There are three sliders:
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� Relevance sets the threshold value used during the selection of relevance

models to classify models in relevant or non relevant models. Those models

with a relevance value under this threshold are �ltered out from the �nal

selection.

� Agreement sets the threshold for the minimum agreement expected for the

�nal suggestions. As aforementioned, since the feedback is generated from

di�erent relevant models simultaneously, we compute for each suggestion its

agreement among the relevant models (that is, in which degree the relevant

models agree with that statement). By using this slider, the learner can

ensure that only those suggestions over a certain agreement are shown in the

interface.

� Impact of user rating. In Chapter 6 we de�ned the formula for computing

the relevance of a candidate reference model for the given learner model. In

this formula, one of the attributes is the rating that users provide to each

model in the Semantic Repository. Since these value could be a�ected by

subjective appreciation by the users, the feedback interface allows to adjust

the weight (the impact) that this value has in the relevance formula.

� Checkboxes allow to select the type of suggestions the learner is interested in.

These types are:

� De�nition corresponds to the suggestions generated for the terminological

discrepancies in the model.

� Hierarchy corresponds to the suggestions generated for the taxonomical

discrepancies in the model.

� Instance covers the suggestions for those structural discrepancies related to

how instances of entities and quantities are used in the model fragments.

� Dependency concerns the suggestions for those structural discrepancies re-

lated to the di�erent relationships (proportionalities or in�uences) between

the quantities used in the model.

� Pattern activates the generation of pattern-based feedback.

By adjusting these sliders and activating these checkboxes, the learner can control

the type of feedback and its `quality'.
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7.5.2 Communication of results

In Figure 7.13 can be seen that the main part of the interface is kept for the commu-

nication of the suggestions that form the feedback. In the left panel, the generated

suggestions are listed and classi�ed according to the nature of the suggestion: missing

(if an element from the relevant models is missing in the learner model), extra (if an

element is only present in the learner model and not in the relevant models), or dif-

ferent (if an element is represented in the relevant models in some di�erent way). For

each type, the learner is correspondingly asked to consider the addition, deletion, or

modi�cation of an element in the model. Notice that suggestions are identi�ed in the

list with the label of the learner term that is the subject of the suggestion (or the origin

and target terms of a relation in the case of dependencies).

Once the learner selects one suggestion from the list on the left panel, the right panel

shows the entire suggestion in detail, indicating all the terms implicated in that piece

feedback from the learner model. In addition, the space above the two panels of results

provides information about the generation of the feedback like the number of initial

models available in the Semantic Repository, the number of those models selected as

relevant, and the agreement value that the selected suggestion had among the relevant

models (with the percentage normalized in a [0-1] scale).

7.5.3 Rating of suggestions

Once the learner has �nished the review of the obtained suggestions, and before the

feedback interface is closed, a pop-up appears as shown in Figure 7.14. In this pop-up

learners can rate each suggestion indicating if they agree with the suggestion, if they

remain neutral about that feedback, or if they do not agree with that statement. This

rating, as explained in Chapter 6, is traduced as an addition of +1, 0, or -1 points to

the relevant models from which the suggestions was generated.

7.6 Summary

The Semantic-Based Feedback is the main and �nal component in KaiSem, which in-

cludes the selection of relevant models (described in Chapter 6), the alignment of models

for their comparison and the detection of discrepancies. It is thanks to the generation of
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Figure 7.14: Graphical user interface for the semantic-based feedback in DynaLearn with

the pop-up for the rating of suggestions.

feedback, that learners can progressively improve their model within their Zone of Prox-

imal Development following a cycle of execution of feedback, application of suggestions

in the model, new execution of the feedback, etc. Notice that as the learner introduces

new concepts and relations, new alignments can be made with relevant models and thus

new suggestions can be generated. This cycle continues until the learner is satis�ed with

the model or no more suggestions can be generated form the current pool of models in

the system.
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Chapter 8

Evaluation

In this chapter we evaluate the speci�c hypotheses de�ned in Chapter 3 by experi-

mentation through the corresponding techniques for each case. Therefore, we test each

component of KaiSem: the semantic grounding technique, the technique for model align-

ment, the selection of relevant models, and �nally the technique for the generation of

semantic-based feedback and thus the ultimate goal of KaiSem.

8.1 Semantic grounding technique

As seen in Chapter 3, two hypotheses of this research were related to the semantic

grounding technique:

H1. Linked Data datasets have the necessary coverage in multiple domains to be used

as background knowledge for the semantic grounding technique.

H2. The semantic grounding technique using Linked Data datasets as background

knowledge produces accurate results.

To validate such hypotheses we run two experiments that are described in the fol-

lowing paragraphs.

8.1.1 Coverage evaluation

The �rst experiment was addressed to evaluate the coverage of Linked Data datasets

stated by the hypothesis H1. The goal was to determine the percentage of terms from

multiple domains that can be found in di�erent datasets of Linked Data. For that,
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we selected a number of vocabularies covering di�erent domains and run some pre-

processing (as described later) to obtain the �nal set of terms. Then, we searched those

terms in some Linked Data datasets using their corresponding lookup services. If a

term could not be found in its original form in a dataset, we obtained suggestions from

a spelling service and use the alternative forms to repeat the search, stopping when

a hit was found or counting it as missed otherwise. The total number of hits of each

dataset was used to measure their coverage, as de�ned later in the Metrics section.

Input data

In this experiment we used as representative datasets some of the large, cross-domain,

and extensively used Linked Data datasets described in Chapter 2: WordNet, OpenCyc,

and DBpedia. Our intention was to deal with individual datasets, thus leaving aside

aggregated cross-domain datasets such as Freebase34 or BabelNet35. In particular, we

used the DBpedia Lookup Service36, the OpenCyc web service to �nd a concept37, and

the version 2.1.5 of WordNet API38.

To obtain the particular terms used for the search, we selected multiple lexicons in

English covering a variety of domains without any particular criteria but being available

at the moment and with di�erent size and formality level (from annotation tags to

ontology labels). In addition, the lexicons needed to be isolated, thus not linked to

any of the datasets used in the experiment to avoid any bias in the results. The list of

selected lexicons was the following:

L1 - Environmental Science. 1686 di�erent terms in the domain of Earth, living world,

human population, water, energy, etc. coming from the DynaLearn glossaries in

Environmental Science39.

L2 - Financial. 5729 specialized terms in the �nancial domain obtained from Yahoo!

Financial Glossary40.

34http://www.freebase.com/
35http://babelnet.org/
36http://wiki.dbpedia.org/Lookup
37http://ws.opencyc.org#�ndResource
38http://wordnet.princeton.edu/wordnet/
39http://www.dynalearn.eu
40http://biz.yahoo.com/f/g/
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L3 - Earth Science. We used 4068 terms from SWEET, the Semantic Web for Earth

and Environmental Terminology41.

L4 - Astronomy. We used the 514 terms contained in the Astronomy Thesaurus, of the

International Astronomical Union42.

L5 - Tourism. We gathered from the Flickr API43 764 photos uploaded and tagged by

719 distinct users about touristic places. After our pre-processing step we counted

on 229 English tags for our experiment.

L6 - Genetics. 670 terms were obtained from the hypermedia glossary of genetic

terms44.

L7 - Archival and Records. 2617 terms from the glossary of archival and records ter-

minology of the Society of American Archivists45.

L8 and L9 - Medicine. A multilingual glossary of medical terms46, from which we

selected the English terms, divided in two (overlapping) subsets: 1730 popular

medical terms (i.e., non technical) and 1829 technical terms.

L10 and L11 - General. A set of 10000 popular tags used in R5 - Yahoo! Delicious

Popular URLs and Tags, version 1.0 from general domains were obtained from

Yahoo! Sandbox47. They were divided in two categories: 5000 most used tags

and 5000 least used tags, according to the total number of occurrences.

Setup

Our semantic grounding technique deals with terms from QR models, terms which

cover a single concept. Therefore, we focused on this type of terms for the experiment

discarding the rest. To that end, we pre-processed each lexical entry from the lexicons

to remove content in parenthesis and to discard those entries covering multiple concepts

41http://sweet.jpl.nasa.gov/2.1/sweetAll.owl
42http://www.mso.anu.edu.au/library/thesaurus/
43http://www.�ickr.com/services/api/
44http://hal.weihenstephan.de/genglos/asp/genreq.asp?list=1
45http://www.archivists.org/glossary/list.asp
46http://users.ugent.be/ rvdstich/eugloss/EN/lijst.html
47http://webscope.sandbox.yahoo.com/catalog.php?datatype=r
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like terms representing comma-separated enumerations (e.g., �Earnings before interest,

taxes, and depreciation�). Finally, we removed duplicated entries.

As aforementioned, some terms were misspelled (e.g., ��ter feeding� for ��lter feed-

ing�) and some did exist in the datasets but in other syntactic variation (e.g., �mean-

dering� for �meander�). To deal with such cases, whenever a term could not be found

in its original form we checked for alternative forms by means of a spelling service. We

used for that the Google Spelling Service48.

Metrics

To measure the coverage of a dataset for a certain lexicon, we calculated the percentage

of terms that were found by the search service of the dataset from the total amount of

terms in the lexicon. More formally, we calculated the coverage of the dataset j for the

lexicon Li using the following formula:

coverageLi
j =

hitsLi
j

| Li |
(8.1)

where hitsLi
j is the number of terms from the lexicon Li found by the search service

of the dataset j, and | Li | is the total amount of searched terms from the lexicon Li.

Then, the average coverage of a dataset j was calculated by:

coveragej =
hitsj
t

(8.2)

where hitsj is the total number of terms found by the search service of the dataset

j and t is the total amount of search terms from all the lexicons.

Analysis

Table 8.1 shows the obtained results49 of the experiment as described above. The �rst

thing we can appreciate is that the overall coverage of WordNet is signi�cantly inferior

than DBpedia and OpenCyc, and the same occurs for the coverage of each individual

lexicon. When comparing DBpedia and OpenCyc we detect that their overall behavior is

equivalently good, with some di�erences in the performance of some particular lexicons.

48http://code.google.com/
49All the data and experimental results can be found at http://www.oeg-

upm.net/�les/kaisem/experiments/grounding/ExperimentsCoverage.rar
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Lexicon DBpedia OpenCyc WordNet

L1. Environmental Science 79% 78% 59%

L2. Financial 49% 75% 27%

L3. Earth Science 76% 71% 57%

L4. Astronomy 60% 61% 16%

L5. Tourism 94% 83% 77%

L6. Genetics 82% 64% 62%

L7. Archival and Records 65% 70% 44%

L8. Medicine (popular terms) 56% 75% 52%

L9. Medicine (technical terms) 96% 56% 93%

L10. General (most frequent tags) 98% 86% 78%

L11. General (least frequent tags) 88% 72% 69%

OVERALL 76% 74% 58%

Table 8.1: Coverage of the datasets for di�erent domains.

For example, the coverage for technical terms in domains like medicine and genetics

is greater in DBpedia than in OpenCyc. This is due to the high presence of these

domains in Wikipedia, source of DBpedia. However, for some common and popular

terms OpenCyc outperforms DBpedia, whose lack of common use concepts is one of its

limitations, as seen in Section 5.2.2.

In summary, we can assert that there exist Linked Data datasets with high coverage,

in di�erent domains, to be used as background knowledge in our semantic grounding

technique, thus validating the hypothesis H1.

In this thesis, we selected DBpedia as our background knowledge. Although both

OpenCyc and DBpedia presented equivalent results in the evaluation, OpenCyc only

covers English terms whereas DBpedia covers multiple languages, which opens the door

to multilingualism.

8.1.2 Accuracy of grounding results

Once validated our election of background knowledge, we needed to evaluate the accu-

racy of our semantic grounding as state in our hypothesis H2. To do so, we run our

semantic grounding technique for an elevated number of distinct terms of a particular
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domain and ask some experts in that domain to assess the accuracy of the output. In

particular, we obtained the ranked list of DBpedia resources (groundings) associated

for each input term. Each evaluator received a subset of the results and we made sure

that the grounding of each term was double-evaluated.

Input data

For this experiment we randomly selected a subset of 909 terms about environmental

science from the lexicon L1 seen in the previous experiment. The team of evaluators

for this exercise was formed by 8 experts in di�erent �elds of environmental science and

from di�erent nationalities (for some of them English was their second language, not

their birth one).

Setup

After obtaining the ranked lists of groundings for all the input terms, we partitioned

the results in 9 di�erent subsets to be handed to the evaluators, with the restriction

that each subset had to be evaluated by two di�erent experts (peer-to-peer review).

Metric

We measure two di�erent values during the experiment: the number of valid groundings

in general, and the number of valid groundings ranked at �rst position by the technique:

� Any grounding valid: terms for which the evaluator considered that at least

one meaning among the list of DBpedia results was suitable for such a term.

Therefore, we measured accuracy as the amount of positive groundings divided

by the number of evaluated groundings.

� 1st grounding valid: cases in which the evaluator selected as suitable for a term

the �rst grounding in its ranked list of results, that corresponded to the DBpedia

resource with the higher relevance according to our semantic grounding technique.
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Analysis

The results50 of the experiments are shown in Table 8.2. The obtained average accuracy

in the experiment was 83%, with a kappa for the inter-evaluator agreement of 0.47

(which denotes `moderate' agreement). These results give us evidence that the use of

DBpedia in our semantic grounding technique provides good results not only in terms

of terminology coverage but in terms of accuracy of the proposed groundings, thus

validating the hypothesis H2.

#terms Any grounding valid 1st grounding valid

Subset1-Evaluator1 100 92% 92%

Subset1-Evaluator2 100 84% 83%

Subset2-Evaluator2 100 89% 88%

Subset2-Evaluator3 100 75% 65%

Subset3-Evaluator4 100 83% 72%

Subset3-Evaluator5 100 79% 73%

Subset4-Evaluator4 103 83% 71%

Subset4-Evaluator6 103 74% 74%

Subset5-Evaluator5 100 83% 75%

Subset5-Evaluator6 100 80% 80%

Subset6-Evaluator5 100 84% 73%

Subset6-Evaluator7 100 86% 72%

Subset7-Evaluator7 100 87% 71%

Subset7-Evaluator1 100 92% 92%

Subset8-Evaluator8 102 77% 77%

Subset8-Evaluator4 102 79% 70%

Subset9-Evaluator8 104 84% 77%

Subset9-Evaluator3 104 84% 72%

AVERAGE 83% 76%

Table 8.2: Summary of the results for the evaluation of grounding correctness.

8.2 Alignment of models technique

The alignment of models is key for the detection of discrepancies and the later generation

of feedback. The hypothesis related to this step in KaiSem is the following:

50All the data and experimental results can be found at http://www.oeg-

upm.net/�les/kaisem/experiments/grounding/ExperimentsGrounding.rar
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H3. QR models can be aligned using ontology matching techniques, as far as they are

represented in an ontological language.

We carried out an experiment to validate such hypothesis, that is described in the

rest of this section.

8.2.1 Ontology matching techniques applied to QR models

To validate the hypothesis H3, we evaluated the applicability of already existent align-

ment approaches in the context of QR modeling.

We tested the use of two state of the art ontology matching systems: Falcon-AO (Hu

and Qu, 2008), and CIDER (Gracia et al., 2011). These two systems participated in

previous Ontology Alignment Evaluation Initiative (OAEI) competitions51 and have a

complementary nature: Falcon-AO is more focused on structure-based matching and

incorporates e�cient partition-based mechanisms, while CIDER relies on a context-

based similarity measure and applies lightweight semantic reasoning. The evaluation

was conducted as follows:

1. First, a golden standard was created by experts in QR modeling who manually

identi�ed the semantic equivalences between pairs of QR models.

2. Then, each ontology aligner system was run separately. Each one received a pair

of two QR models (represented in OWL) as input, and produced an alignment �le

as result, containing the found correspondences between the two models.

3. Finally, each produced alignment was compared to the golden standard, and pre-

cision and recall were computed.

Input data

We asked three researchers in biological science from University of Brasília (Brazil) to

de�ne the golden standard. They selected four di�erent domains from environmental

science and then created two speci�c QR models for each domain. The four domains

(hence the four cases of the experiment) were: social aspects of population growth (case

1), soil contamination (case 2), predation and herbivory (case 3), and comensalism and

51http://oaei.ontologymatching.org/

110



amensalism (case 4). Finally, they manually identi�ed semantic equivalences between

the two QR models of each case. As result, eight QR models grouped in pairs were

created and a reference alignment �le was produced for each pair, containing a total of

85 equivalences between the model terms. We expressed the alignments in the Alignment

Format (Euzenat, 2004), to facilitate their later processing.

Setup

In Section 4.2.1 we saw the issues that QRM representation presents when used in

some semantic techniques. Particularly, the domain building blocks were not de�ned

by their properties, as is common in ontologies. To alleviate this issue (among others),

the adapted representation of the domain vocabulary was generated for each QR model.

The properties of the domain vocabulary are programmatically inferred from the richer

model fragment and scenario representations. This adapted representation is the one

used for the semantic-based feedback and the one used in this experiment.

Metrics

For this experiment we selected precision and recall as the metrics to evaluate the results

and the experiment success. Here, we understood precision as the percentage of correct

equivalences (according to the golden standard) given the total amount found by the

OM techniques during the experiment. Similarly, recall represented the percentage of

equivalences found by the OM techniques respecting the total amount identi�ed in the

golden standard.

Analysis

Table 8.3 shows the experimental results52 for each case, thus for each aligned pair of

QR models.

The results shown in the table for the Falcon-AO system corresponds to the initial

results and those obtained after a required post-processing. This was due to the fact

that Falcon-AO also aligns the imported ontologies (thus, it aligns the QR vocabulary

imported in the models). Once the alignment was post-processed and these unnecessary

alignments removed, precision also reached 92% (for the adapted representation).

52All the data and experimental results can be found at http://www.oeg-

upm.net/�les/kaisem/experiments/alignment/OMevaluation.rar
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CIDER FALCON-AO
FALCON-AO

�ltering

Precision Recall Precision Recall Precision Recall

Case 1 100% 100% 80% 100% 100% 100%

Case 2 100% 100% 79% 100% 100% 100%

Case 3 100% 100% 63% 100% 100% 100%

Case 4 67% 80% 44% 80% 67% 80%

AVERAGE 92% 95% 67% 95% 92% 95%

Table 8.3: QR model matching experiment: Averaged results for the adapted domain

vocabulary representation.

These results are indicative of the fact that the use of state of the art ontology

matching techniques is suitable for detecting the similarities between QR models. Only

minor adaptation was required to reuse such techniques for the purposes described in

this thesis. Therefore, we considered validated the hypothesis H3.

8.3 Model selection technique

Although no hypotheses are related to the model selection technique, we run a little

experiment to validate its correct behavior. This evaluation was based on the heuris-

tic of maximum overlap and minimum di�erences (no user ratings were used here).

The experiment consisted in running the model selection technique for di�erent learner

models and ask some experts to evaluate the obtained ranked list of relevant models for

each case. The evaluators had to indicate whether they agreed with the selected most

relevant model, and whether they agreed with the whole ranking of relevant models.

Input data and setup

We selected a total of 13 learner models and a total of 7 expert models from two di�er-

ent domains. The expert models were stored in our repository, together with unrelated

control models. Each learner model was processed through the model selection compo-

nent to obtain the ranked list of relevant models and the most relevant as the preferred

reference model. Six domain and modelling experts participated in this experiment

evaluating all the cases. As a result, each evaluator reviewed 9 recommendations
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Metric

Once obtained the responses of all the evaluator we computed the accuracy of the

model selection technique as the percentage of cases that were considered correct by the

evaluators, taking into account separately the general correction of the entire ranking

(understood as the proposed order of models) and the correction of the �rst option.

Analysis

Eval1 Eval2 Eval3 Eval4 Eval5 Eval6

Domain expert? Yes Yes Yes No Yes Yes

#recommendations 9 9 9 9 9 9

#valid entire ranking 9 9 1 7 5 2

#valid �rst option 9 9 7 8 8 8

Accuracy entire ranking 100% 100% 11% 78% 56% 22%

Accuracy �rst option 100% 100% 78% 89% 89% 89%

Table 8.4: Summary of the results for the evaluation of model selection.

The results53 of this evaluation, see Table 8.4, show that the experts considered cor-

rect the 91% of the �rst selected model in the rankings, with a level of agreement among

evaluators (Kappa coe�cient) of 0.81, which indicates adequate inter-rater agreement.

However, for the evaluation of the entire rankings, only the 61% of cases were assessed

as correct, and with a Kappa coe�cient of -0.1, which corresponds to almost an equal

agreement to chance. The corresponding Kappa coe�cients for the entire rankings and

for the �rst selected model are detailed in Table 8.5.

The goal of the mode selection technique is to select the most relevant models to

be used during the feedback as reference. In that sense, the results of this experiment

are very promising since in almost all the cases the �rst option was validated as the

most relevant by the experts. However, results were not as good for the entire rankings.

Though the �rst option in the resulting ranking of recommendations was normally

accepted, the intermediate positions were di�cult to assess, presenting a low agreement

among the evaluators. In addition, not all the evaluators had the same criteria to select

53All the data and experimental results can be found at http://www.oeg-

upm.net/�les/kaisem/experiments/model-selection/ModelSelectionEvaluation.rar
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Entire ranking First option

Number of cases (#recommendations) 9 9

Number of categories (agree / don't agree) 2 2

Number of evaluators 6 6

Overall agreement 90% 47%

Total direct agreement (all said Yes or No) 78% 0%

KAPPA (free-marginal kappa) 0.81 -0.05

Table 8.5: Kappa coe�cient for the evaluation of the entire rankings and the �rst model

in the ranking.

the most relevant model: the most complete model, the closest model to the learner

case, the model with the best structure based on modeling best-practices, etc.

8.4 Semantic-based feedback technique

The �nal goal of KaiSem is to assist the learner to gain a better understanding of

a particular domain through conceptual models without the direct supervision of a

teacher, by means of semantic-based feedback obtained from the automatic comparison

of models. In this context, the generation of our semantic-based feedback technique is

based on the following hypotheses:

H4. Our semantic-based feedback technique generates accurate suggestions from the

comparison between the learner model and a set of relevant models.

H5. Communication of individualized feedback to the learner, generated from the com-

parison of learner's model with relevant reference models, allows learners to im-

prove their models, getting closer to the target model and thus improving their

learning experience.

To validate such statements, we needed to evaluate not only the accuracy of the

resulting feedback for two given models, but also the e�ect that the feedback has on

the learners' progress in their ZPD.
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8.4.1 Accuracy of the generated feedback

To evaluate the accuracy of the generate feedback, we obtained pairs of learner and

expert models and run the semantic-based feedback with them. Then, the set of all

suggestions obtained from the di�erent executions was sent to the evaluators so they

could validate their correctness given the corresponding learner and expert models.

Notice that the goal of this experiment was to validate the behavior of the feedback

technique, not the correctness of learner models.

Input data

For this experiment we took 10 learner models in the domain of Natural Sciences,

obtained as result of real modeling exercises and all at least partially grounded. In

particular, we had 5 learner models about the nutrient upwelling from the Tel Aviv

University (TAU), and 5 learner models about the osmosis process in lung cells from

the University of Hull (UH). Each learner model, together with the corresponding expert

and fully grounded model provided by the teachers, formed the 10 pairs of models run

through the semantic-based feedback technique.

As mentioned, the learner models were obtained from two di�erent groups of learn-

ers, all beginners in QR modeling. When inspecting the resulting learner models we

identi�ed some problems as for example:

� Representation of multiple concepts in the same term. For instance, �Water con-

centration in mucus� was represented as one quantity. However, this could be

split into the individual concepts and represent �Water� and �Mucus� as entities

and �Concentration� as a quantity of �Water�.

� Representation of concepts using di�erent types of ingredients. For example,

Osmosis was a quantity in the reference model, though it appeared as entity in

some learner models.

� Learners did not fully ground their models. By grounding the terms, some of the

above problems can be detected, since not satisfactory groundings can be found for

the term and learners can then reformulate the labels. In addition, the grounding

facilitates the later alignment with the reference model.
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These strong di�erences between the learner models and the relevant model indicated

a big gap between the learner's background in QR and the more complex reference

models. In other words, the reference models were out of the ZPD of the learners. This

makes di�cult the task of ontology matching, thus obtaining few mappings between the

models, and hence limiting the potential of the feedback. Under these circumstances,

some terminology issues can be still detected and suggest some changes to the learners,

but most of structural problems in the model would be hard to detect when the reference

model is so distant and with such low overlap with the learner model.

Finally, two domain and QR modeling experts participated in the evaluation, one

from the University of Brasilia (UnB) and the other from the University of Hull (UH).

Setup

Each pair of models was used as input for the semantic feedback. A total of 145 test

cases (suggestions) were obtained. For each pair of models, the images of the learner

and reference model were shown to the evaluators, together with the list of suggestions

generated as feedback. Then, the evaluators assessed whether they agreed or not with

the suggestions obtained for each case. As example, some of the generated suggestions

were:

� Terminology: The entity �Shallow water� in your model should be renamed as

�Surface water�.

� Inconsistency: �Osmosis� appears as quantity instead of entity in the reference

model.

� Di�erent dependency: The quantity �Population size� of the entity �Fish� should

have a positive proportionality instead of a positive in�uence to the quantity

�Death and sinking rate� of the entity �Fish�.

� Missing term: The entity �Cytoplasm� grounded to http://dbpedia.org/resource/Cytoplasm

should be added to your model.

Metric

We measured the accuracy of the results as the percentage of suggestions considered

accurate by the evaluators.
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Analysis

The results54 of this experiment are summarized in Table 8.6, which shows that a 87%

of the generated suggestions were considered correct by the experts.

Evaluator 1 Evaluator 2

#suggestions 145 145

#validated suggestions 131 120

Accuracy 90% 83%

Table 8.6: Summary of the results for the evaluation of feedback adequacy.

In addition, the Kappa coe�cient, that measures the level of agreement between

evaluators, was 0.68 as shown in Table 8.7, which indicates an adequate level of agree-

ment.

Number of cases (#suggestions) 145

Number of categories (agree / don't agree) 2

Number of evaluators 2

Overall agreement 84%

KAPPA (free-marginal kappa) 0.68

Table 8.7: Kappa coe�cient for the evaluation of the feedback adequacy.

A more detailed view of the results is shown in Figures 8.1 and 8.2, which represent

(for each group) the number of suggestions validated by evaluator for each type of

suggestion.

The most common suggestions were those about missing/extra entities and quan-

tities, as well as the rename of elements. These are the most basic discrepancies in

modeling, commonly present in simple models and novice modelers as was the case

in the experiment. Discrepancies about con�gurations and dependencies rely on the

correct representation of quantities and entities, and therefore in this experiment those

discrepancies were less common.

Regarding the di�erences between the evaluators we see that evaluator 2 (UH) was

more rigorous with cases from his own group and reference model. Being an expert in

54All the data and experimental results can be found at http://www.oeg-

upm.net/�les/kaisem/experiments/feedback/FeedbackAccuracy.rar
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Figure 8.1: Graphic of the generated suggestions for the group working on the `Nutrient

upwelling model' (TAU) and each evaluator agreement with those suggestions.

18

10

12

14

16

ug
ge
st
io
ns

Suggestions for 'Osmosis in 
lung cells' group (UH)

Validated suggestions by 

2

4

6

8

N
um

be
ro

f s

gg y
Evaluator 1 (UnB)

Validated suggestions by 
Evaluator 2 (UH)

0

2N

T f iType of suggestions

Feedback Adequacy – Group 2 (Cases 6‐10)

Figure 8.2: Graphic of the generated suggestions for the group working on the `Osmosis

in lung cells model' (UH) and each evaluator agreement with those suggestions.
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that domain, evaluator 2 found some suggestions unnecessary since he considered correct

some of the learners' alternative solutions. However, the semantic feedback technique

relies on the reference model to detect discrepancies and therefore some alternatives

may be beyond its reachable knowledge.

In summary, despite the issues regarding the quality of the learner models, we were

still able to obtain useful suggestions as assessed by the two evaluators, which validates

our initial hypotheses H4.

8.4.2 E�ect of the feedback in the learners' progress

To test the e�ect that the feedback has on the learners' progress, an experiment was

set up using the DynaLearn ILE as modeling tool in a real classroom scenario. We

asked learners to build a QR model on a given domain using the assistance of our

implementation of the semantic-based feedback technique integrated in the DynaLearn

ILE. Once the learners �nished the modeling task, we asked the evaluators to assess

the progress of the learners' models comparing the di�erent states of their models after

subsequent executions of the semantic-based feedback technique.

Input data

The experiment was run simultaneously in two European universities: Universidad

Politécnica de Madrid, UPM, (Group 1, six undergraduated students from the depart-

ment of Arti�cial Intelligence, cases S1, S2, S3, S5, S6, and S7) and University of Hull,

UH, (Group 2, seven undergraduate students from the department of Biological Science,

cases S11, S12, S13, S14, S15, S16, and S17). In both cases, students were unfamiliar

to QR and received a couple of training lessons in QR modeling before the experiment.

Then, they were asked to elaborate a model about a certain topic which was described

in natural language. The topic proposed for Group 1 was the �physics of the �ow of a

liquid between two communicating vessels�, while for Group 2 was to study the �inter-

action of the brine shrimp Artemia with a hypersaline environment� (extracted from an

undergraduate physiology book). Once the students considered their model complete,

they grounded the terms in DBpedia and asked for feedback. Then, they modi�ed their

models by accepting or not each of the given suggestions and iterated again until they

considered the model �nished.
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Setup

In a �rst attempt to evaluate the automatic selection of reference models for the gen-

eration of feedback, Group 2 was divided into two subgroups. Four of the students

(S11, S12, S13, and S14) received feedback from relevant models automatically selected

among the whole pool of models (that contained 190 models at the time of the evalua-

tion). The other three students received feedback from a single relevant model selected

beforehand by the teacher, as all the learners from Group 1.

To assess whether the �nal models of the students (after feedback) were closer than

the initial model (before feedback) to the relevant models, two evaluators experts in

QR reviewed the models. These evaluators were the teachers of the two groups, who

independently reviewed the models from all the students of the experiment. In order to

avoid bias, the initial and �nal models of each student were randomly renamed as Model

A and Model B so the evaluators did not know which model was generated after/before

feedback.

Metrics

The evaluators scored how close the inspected model was to the reference one, in terms of

the adequate conceptualization, terminology and representation of causal dependencies

for a pre-de�ned list of key concepts related to the system being modeled. In particular,

for each model the evaluators assigned a score to each key concept of the pre-de�ned

list according to the following:

� The key concept can be seen to be considered by the student/model because the

terminology related to it is present: +1 point.

� The concept has been presented with appropriate use of entities and quantities:

+2 points.

� The concept has been presented with the appropriate causal (or structural for

non behavior concepts) relations (e.g. I's P's con�gurations and calculi etc.): +3

points.

The total score (per evaluator) of a model was obtained by the addition of each

key-concept score. We compared the total score of the �nal models to the score of their
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corresponding initial models to determine the evolution of students. In this context,

given the initial modeling attempt of a certain learner and the corresponding �nal

version, we de�ne ∆score for an evaluator e as:

∆scoree = finalModelScoree − initialModelScoree (8.3)

Analysis

Figures 8.3 and 8.4 summarize the results55 obtained in this experiment.
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Figure 8.3: Results for the evaluation of feedback e�ect on learner's progress, students

from group 1 (UPM).

In order to evaluate the inter-rate agreement between the evaluators, we considered

the amount of test cases in which both evaluators detected a progression or at least

stability, thus having ∆score ≥ 0. In that case, the direct agreement between the

evaluators was 77% for the cases that showed some improvement or at least remained

as far from the relevant model than before the feedback. The corresponding Kappa was

0.54 (see Table 8.8), what indicates moderate agreement. In fact, Evaluator 2 was much

more conservative when considering potential improvements than Evaluator 1.

55All the data and experimental results can be found at http://www.oeg-

upm.net/�les/kaisem/experiments/feedback/FeedbackE�ect.rar
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Figure 8.4: Results for the evaluation of feedback e�ect on learner's progress, students

from group 2 (UH).

Number of cases (# learners) 13

Number of categories (progress / regress) 2

Number of evaluators 2

Overall agreement 77%

KAPPA (free-marginal kappa) 0.54

Table 8.8: Kappa coe�cient for the evaluation of feedback e�ect, for cases that showed

some improvement or remained at the same distance of the target model.
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When inspecting the cases that presented some actual improvement (∆score > 0)

the direct agreement was 62%, which represents a still modest results. In fact, the

progression of learners was particularly slow for participants of Group 2. Analyzing the

data of this group, we found that the models had a very low quality and revealed an

important lack of knowledge about the domain to be modeled. Although learners from

both groups were beginners in QR modeling, participants from Group 1 did know the

problem better (communicating vessels), while Group 2 were new in the domain, since

the objective of that activity was to learn about it. As a consequence, initial models

in Group 2 were initially a long way from the reference model. In these cases, the

reference model could be considered out of their ZPD. Therefore, although the learner

did make changes it may not have been su�cient to show improvement. The solution

to this problem could be either to improve the initial knowledge of the learner (thus

approaching their user models to the reference one) or generate an easier version of the

reference model (thus approaching the reference model to the learner models).

Another noticeable di�erence between the two groups was the number of executions

of the semantic feedback performed by each learner. For that reason, we analyzed the

possible relation between the number of feedback rounds and the ∆score. Figures 8.5

and 8.6 represent such values for each group.
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Figure 8.5: Relation between the number of executions of the semantic feedback and the

∆score of models from group 1 (UPM).
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Results from group 1 seem to con�rm that a higher number of feedback executions

has a positive impact on the improvement of the learner model. This relation can be

appreciated in Figure 8.5, where linear trend estimations can be drawn with a goodness

of �t of R2 = 0.7974 for the evaluator 1, and R2 = 0.9121 for the evaluator 2. However,

this impact is only present for a signi�cant number of executions. Cases with a low

number of feedback rounds do not present any relation between those and the model's

progress, as can be seen in some models from group 1 and the whole cases from group

2. In fact, when trying to obtain a linear trend estimation for the Group 2 results

in Figure 8.6 we obtain a poor �t. That is a goodness of �t of R2 = 0.0054 for the

evaluator 1 and R2 = 0.2676 for evaluator 2.

About the comparison between the two di�erent ways to obtain reference mod-

els, automatically selected by the system or pre-selected by the teacher, there was no

observable di�erence in the quality of the feedback generated. However, further exper-

imentation will continue in this regard.

As conclusion, regarding the hypothesis H5 we consider it partially validated, al-

though further experiments with bigger groups of students should be performed.
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8.5 Summary

In this chapter we described the evaluations performed for validating the hypotheses of

this thesis. For that purpose, we run multiple experiments on each of the implemented

techniques in KaiSem and analyzed the results. These results promisingly con�rm

the adequacy of our techniques in their current state and validate our hypotheses.

Nevertheless, KaiSem is in its early implementation and we expect to see improvements

in the future as described in the following chapter.
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Chapter 9

Conclusions and Future Work

In this thesis we presented KaiSem, a semantic approach for PBL in conceptual model-

ing. As in any learning scenario, the general goal is to get the learner to acquire some

knowledge in a particular domain. In the speci�c case of PBL with conceptual models,

this knowledge is gained by completing a modeling task on the domain. In this context,

our conceptual objective was:

O1. To assist the learner to gain a better understanding of a particular domain through

conceptual models without the direct supervision of a teacher.

According to the ZPD theory introduced in Chapter 1, the highest success a learner

may achieve in a modeling task is when collaborating with more expert modelers. The

models created by these peers are then used as reference for the learner when pro-

gressing on the modeling task. However, since learners and experts create their models

independently, we needed to deal with the high heterogeneity that these models likely

present. For that reason, our technological objective was:

O2. To automatically reconcile conceptual models from di�erent users, with di�erent

terminology and granularity, and thus being able to compare them to extract their

di�erences.

To achieve these goals, our approach KaiSem consists on semantically linking the

learners' models to common vocabularies to overcome the likely heterogeneity issues

and to facilitate their later alignment, thus easing the comparison of models to detect

the possible di�erences between them. These di�erences are expressed as suggestions
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and communicated back to the learner as feedback, aim to sca�old the learner's progress

through their ZPD.

In this last chapter we discuss the main contributions of this research and review if

our initial hypotheses were veri�ed by the performed experiments. Finally, we provide

an outlook for some future lines of work.

9.1 Main contributions

In this thesis we propose a novel approach for PBL with conceptual models which

leads to our main contribution, KaiSem, a method to support PBL through semantic

techniques to generate quality feedback from existing QR models (C1). KaiSem de�nes

the necessary steps to automatically sca�old the learner through the modeling task using

as reference some detected relevant models previously stored in a semantic repository.

For each of these steps, we designed and developed new techniques that add to the list

of contributions.

For the �rst step in KaiSem, we created a technique for semantically grounding

a QR model's terminology to well-de�ned and agreed vocabularies from Linked Data

(C2). This technique allows to make explicit the models semantics to ease the inter-

operability among di�erent QR models and their future comparison. In particular, our

semantic grounding technique establishes links between the terminology in the learner

model and DBpedia terms, though it also allows the possibility of creating new terms

in the system for those uncovered by DBpedia. This technique encourages the reuse

of previous groundings, checks for misspellings in the learner terms (suggesting some

possible corrections) and includes a speci�c process for dealing with compound words.

After the learner model is semantically grounded, the next step in KaiSem is to �nd

potential relevant models to be used as reference. Therefore, we developed a technique

for automatically selecting, from the pool of existing QR models, those that are relevant

to a particular learner's QR model (C3). This selection process is based on the utility

that each candidate model represents to the given learner model. The utility function

relies on multi-criteria attributes like the number of common groundings or the semantic

overlap between the models. As a result, we obtain a set of relevant models to be used

as reference in the following steps.
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However, to be able to perform successful comparisons between the relevant models

and the learner model these need to be properly aligned. To that end, we developed a

technique for the alignment of complex models based on common semantic groundings

(C4). This alignment is performed in two steps: the grounding-based alignment which

infers a preliminary set of mappings from the common groundings between the models,

and the schema-based alignment that takes the models and the preliminary mappings

to obtain the �nal alignment by means of an ontology matching tool.

Once the learner model and the relevant models are properly aligned, the �nal step

is to compare the models and generate some feedback to the learner. Therefore, we de-

veloped a technique for generating semantic-based feedback to the learner from a list of

equivalences and discrepancies between the learner's QR model and some other relevant

QR models (C5). This technique analyzes the pairs of equivalent terms between the

learner model and each relevant model to detect possible discrepancies or misconcep-

tions in the learner model. The individual discrepancies obtained from the comparison

of each relevant model are summarized in a list with all the possible discrepancies in-

cluding the level of agreement of each discrepancy across the relevant models. Besides

analyzing the relevant models, our technique searches in the learner model the incom-

plete implementation of well-known patterns in QR modeling. The total feedback is

then communicated to the learner in form of suggestions to improve the learner model.

Finally, we created an implementation of our approach to be integrated in a modeling

tool, the DynaLearn ILE. As result, we obtained a tool that implements the above

method and techniques within the DynaLearn framework, thus allowing the grounding

of QR models and generating individualized feedback on a learner's model from the

comparison with a pool of existing QR models (C6).

9.1.1 Hypotheses veri�cation

During this research we performed several experiments (see Chapter 8) to evaluate our

contributions and determine if our initial hypotheses were successfully veri�ed.

First, we evaluated our semantic grounding technique running two di�erent exper-

iments focused on two di�erent perspectives: the terminology coverage of the selected

background knowledge and the adequacy of the generated grounding results. The �rst

experiment studied the coverage of several Linked Data datasets for almost 30,000 lexical
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units from di�erent terminologies in English covering a variety of domains and formal-

ity level. The results showed a good coverage of datasets in di�erent domains, being

DBpedia and OpenCyc the ones with better results. The second experiment on our se-

mantic grounding technique performed an human-based evaluation of the adequacy of

the grounding results. Di�erent experts on the selected domain assessed the groundings

proposed for each of the 900 randomly selected lexical units. The results showed a good

average accuracy with a moderate inter-evaluator agreement. In conclusions these two

experiments verify that Linked Data datasets have the necessary coverage to be used

as background knowledge in our semantic grounding technique and that this technique

produces correct results, thus validating hypotheses H1 and H2.

Since we decided to use ontology matching for the alignment of QR models, we eval-

uated the applicability of existing alignment approaches in the context of QR modeling.

First, a golden standard was de�ned by human experts who identi�ed the semantic

equivalences between pairs of QR models. Then, we run two di�erent ontology match-

ing techniques for each pair of QR models and compared the resulting alignments to the

golden standard in terms of precision and recall. The results indicated that traditional

ontology matching techniques can be successfully applied to reconcile non ontological

conceptual models, as far as they are represented in an ontological language (H3). Only

minor adaptation was required to reuse such techniques for the purposes described in

this thesis.

Lastly, we needed to evaluate the accuracy of the semantic-based feedback gener-

ated by KaiSem and its e�ect on the learner's progress. We �rst run a human-based

experiment to measure the accuracy of the feedback. The evaluators received pairs

of QR models (a learner model and a relevant model used as reference) and the list

of suggestions generated as feedback, so they could assessed their agreement with the

proposed suggestions. A high percentage of the generated suggestions where considered

accurate by the experts, who showed an adequate level of agreement. Finally, we run

a second experiment to test the e�ect that the semantic-based feedback has on the

learner's progress. The experiment was performed in a real classroom scenario using

the DynaLearn ILE as modeling tool. The learners were asked to create a QR model on

a particular topic using the integrated implementation of KaiSem for grounding their

terms and asking for feedback whenever needed. The results showed a relation between
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the improvement in the �nal model and the number of executions of the semantic feed-

back performed by the learner. This relation was clear in one of the groups but not so

much in the other, which initial models had a very low quality and revealed an important

lack of prior knowledge about the domain and also performed a low number of feedback

executions. Through these two experiments we validated that the suggestions gener-

ated by our semantic-based feedback are accurate (H4) and we partially validated that

the communication of this feedback to learners allows them to improve their models,

getting closer to the target model and thus improving their learning experience (H5).

Furthermore, we con�rmed that the learner's progress is closely limited by the learner's

skill in QR modeling and that the QR models used for reference must be within the

learner's ZPD to maximize the progress.

9.2 Future Work

In this section we identify some futures that can be improved to overcome the current

limitations of our approach as well as extensions that could be implemented in the near

future.

� Extrapolate this work to conceptual models others than QR models. In this thesis

we focused, within the conceptual modeling, on the QR modeling. However, the

principles applied can be generalized to other types of conceptual models. The

semantic grounding of terms, the selection of relevant models and the semantic

alignment of models are completely independent of the particular type of concep-

tual model, as far as it is represented in OWL. Even the detection of terminological

and taxonomic discrepancies would be performed in the same way. The only step

needed to be adapted is the detection of structural discrepancies, since it is based

on the particular relations between terms of the chosen modeling language. Since

we implemented the tool following a modular approach, it is feasible to implement

a new module for the new language and exchange it for the current QR-based one.

� Deeper exploration of background sources for the semantic grounding. In the cur-

rent version of our semantic grounding technique we use DBpedia as background

knowledge. Within the Linked Data Cloud, DBpedia is connected to multiple
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datasets establishing links between their terms. Therefore, a logical next iter-

ation would be to add more Linked Data datasets bene�ting from the existing

links between them. This would improve the already good coverage of the back-

ground knowledge. Furthermore, a deeper exploration of these links would allow

to establish relations between the terms other than the equivalence. This would

have a positive e�ect not only during the semantic grounding (new relations be-

tween the learner terms and the well-established vocabularies), but also during the

grounding-based alignment of the models, since two terms from di�erent models

could be aligned not only when they have common groundings, but also if there

exist some relation between those groundings (i.e. a hierarchical relation or a

property that has one term as subject and the other as object). We started this

work during my research stay at INRIA, Grenoble, but it falls out of the scope of

this thesis and should be pursued in the future work.

� External use cases for the semantic grounding. Out of the learning context, the

semantic grounding can be also useful to link terms in any poorly structured

vocabulary to well-established vocabularies in the Web of Data. An example is the

energy e�ciency portal presented in (Poveda-Villalón et al., 2014), an ontology

catalog56 for smart cities and related domains in which information has been

curated and that incorporates ontology evaluation features. This catalog is the

�rst approach within the energy e�ciency community and it would be highly

useful for new ontology developments or for describing and annotating existing

ontologies. Among other information, each ontology in the catalog is associated

to di�erent keywords relating to their domain. These keywords are plain text and

the goal was to linked them to DBpedia resources, thus provided the necessary

semantics. For this case, we started the generation of a more simpli�ed version of

the semantic grounding, in form of external java library, to be integrated in the

process for publishing the ontologies in the catalog. The tool gets a keyword and

its context, which is formed by the other keywords associated to that ontology, and

it searches the DBpedia for groundings. Using the context, the possible grounding

options are ranked and the �rst one is returned as result.

56http://smartcity.linkeddata.es/ontologies/
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� Enrich the selection of relevant models. Although there are many recommendation

systems in the literature, we could not �nd any addressing the recommendation of

QR models for PBL. Since the generation of such system was not the �nal goal of

this research we developed a lightweight technique to select related models based

on the groundings. However, it could be interesting to explore new attributes

that could allow the selection of models based on variable criteria according to

di�erent purposes.

� Enhance the generation of feedback by detecting new types of discrepancies. Al-

though the current version of the semantic-based feedback covers the most impor-

tant ingredients of a QR model, more aspects could be analyzed when detecting

discrepancies in the learner model. For example the discrepancies in the quantity

spaces or the initial values set for the particular scenarios.

� Further development of pattern-based feedback. The current version of the semantic-

based feedback does not include the implementation of all the existing patterns

de�ned for QR modeling, which has been left for future versions of the tool.

� Analyze the multilingual potential of KaiSem. As seen in Section 5.3.2, terms

represented in di�erent languages can be grounded to the same DBpedia re-

source. For example, the result of grounding �Agua� would be the same as the

result of grounding �Water�, in both cases we would obtain the resource with the

URI http://dbpedia.org/resource/Water. Therefore, we could use these common

groundings to perform cross-lingual alignments of models and allow learners to

obtain feedback from models built in di�erent languages.

The general goal of this thesis, to assist learners to gain a better understanding

of a particular domain through conceptual models without the direct supervision of

a teacher, is a core requirement to support new generations of autonomous learning

environments. This thesis provides a step forward in that direction.

133



134



ANNEX A

Semantic Repository

As seen in this thesis, KaiSem relies on a Semantic Repository to store and provide

access to the ontological (and non ontological) resources. In Chapter 4 we saw the main

components of this repository, which are:

� QR models

� Common vocabulary

� Thesauri

� User management system

In this annex we detail the process followed to select an appropriate infrastructure

for these components. We also provide the particular information stored for each QR

model and grounding terms, which may be useful for the understanding of some parts

of this thesis.

A.1 Requirements in DynaLearn

Many features can be studied in order to choose a particular tool that supports our

semantic repository. We focused, however, on some dimensions that are crucial for the

particular application scenario that we devise in DynaLearn:

1. OWL capabilities. The QR models are exported to OWL by the DynaLearn

framework, therefore it was required that the storage system is able to deal with

this language.
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2. SPARQL capabilities. SPARQL is an extended technique for querying semantic

information on the Web and, as seen in Chapter 7 we use SPARQL-based patterns

and templates to retrieve information from stored QR models for semantic-based

feedback purposes. Therefore, the ability of using SPARQL was a mandatory

requirement for the storage system.

3. Reasoning. Semantic reasoning techniques are necessary to discover new non-

declared knowledge in the models by applying certain entailment rules. It is

expected that the applied inference level will not be high. A trade-o� between

performance and inference level became necessary, taking into account that the

potential volume of semantic content would be high; and that the higher the

expressivity level, the longer the reasoning time.

4. Scalability. It is expected that the system grows in number of users and models

with time.

5. Performance. Most functionalities in our system requires a run-time response,

like making suggestions during model construction. And other might even happen

concurrently (i.e., various learners in the same class uploading their models at the

same time). Therefore, a good behavior in response time was also desirable for

our purposes. As with scalability, this requirement becomes more important as

the project progresses and the number of users increases.

6. Licensing. In order to be consistent with the open source license policy of Dy-

naLearn [11], we gave priority to the use of free and open source tools, as long as

they were supported by a signi�cant community and came with well documented

APIs and source code.

A.1.1 Comparative study of semantic storage systems

We summarize in this section some of the most extensively used RDF storage and

retrieval systems at the time of decision. In order to compare them, we focused on the

features that are relevant for the purposes of DynaLearn, as listed above.

As seen in Table A.1 only two systems accomplished the DynaLearn requirements:

Jena and SwiftOWLIM. The �nal decision, Jena, was made based on scalability issues
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Tool Storage model Inference
OWL

compliant

SPARQL

capable
Licensing

AllegroGraph File-based

YES

(RDFS++,

Prolog rules;

external reasoner)

YES YES Free version limited

BigOWLIM File-based

YES

(RDFS,

OWL DLP,

OWL Horst)

YES YES Commercial

Boca Database NO NO NO Open source

Jena

Memory

File-based

Database

YES

(transitive,

RDFS,

subsets of OWL-DL;

external reasoner)

YES YES Open source

Mulgara Database

YES

(RDFS,

user-de�ned rules)

NO YES Open source

Oracle 11g Database

YES

(RDFS++,

OWLSIF,

OWLPRIME,

user-de�ned rules;

external reasoner)

YES YES Commercial

OWL API Memory
YES

(external reasoner)
YES NO Open source

OWL DB Database
YES

(external reasoner)
YES NO Open source

OWLgres Database
YES

(DL-lite OWL2)
YES YES Commercial

Sesame

Memory

File-based

Database

YES

(RDFS)
NO YES Open source

SOR Database
YES

(OWL DLP)
YES YES Commercial

SwiftOWLIM Memory

YES

(RDFS,

OWL DLP,

OWL Horst)

YES YES Open source

SWI-Prolog Memory
YES

(Prolog rules)
YES NO Open source

Table A.1: Comparative of RDF repositories.
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due to the expected grow of the system with time, so the use of memory-based storage

(as in SwiftOWLIM) was no feasible.

A.2 Implementation of the relational database

The goal of the relational database is to store all the used groundings in a common

place and allow faster searches of:

� Previous groundings for reuse purposes

� Anchor terms introduced in the system

� Models using a concrete grounding

The relational database is allocated in the Semantic Repository and contains the

following tables:

� Term table (model_term) contains all concrete groundings with the �elds:

� URI of the model term

� URI of the grounding term

� Label

� Description (optional �eld)

� Language of label and description

� QR type of the model term (Entity, Quantity, Con�guration...)

� Author of this grounding relation (username in the system)

� QR model to which the model term belongs

� Grounding table (grounding_term) stores all resources proposed for grounding

ever, including:

� URI of the grounding term

� Source (`DBpedia' or `Anchor Term')

� Synonym table (synonym) stores synonyms (di�erent labels) for DBpedia re-

sources used for grounding including all terms redirected by DBpedia to that

resource and the labels in di�erent languages for a grounding term:
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� URI of the grounding term

� Label

� Language

� Description table (description) contains descriptions (abstracts) in di�erent lan-

guages for DBpedia resources used for grounding:

� URI of the grounding term

� Label

� Language

� Language table (language) which stores:

� ID (international code for the language)

� Label of the language (in that language)

� Searchings table (searchings) keeps a history of previous searches of grounded

terms, indicating for each searching term the URI of the associated grounding

term.

� URI of the grounding term

� Search term (the label of the model term trying to be grounded)

� Language

Figure A.1 shows the resulting relational model implemented for our Semantic

Repository.
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1 6 R l ti l M d l1.6 Relational Model

DynaLearn – April 2010

Figure A.1: Relational model of the Semantic Repository
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