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Abstract
The importance of embedded software is growing as it is required for a large 

number of systems. Devising cheap, efficient and reliable development processes for 
embedded systems is thus a notable challenge nowadays. Computer processing power 
is continuously increasing, and as a result, it is currently possible to integrate complex 
systems in a single processor, which was not feasible a few years ago.Embedded systems 
may have safety critical requirements. Its failure may result in  personal or substantial 
economical loss. The development of these systems requires  stringent development 
processes that are usually defined by suitable standards. In some cases their certification 
is also necessary.

This scenario fosters the use of mixed-criticality systems in which applications of 
different criticality levels must coexist in a single system. In these cases, it is usually 
necessary to certify the whole system, including non-critical applications, which is 
costly.

Virtualization emerges as an enabling technology used for dealing with this problem. 
The system is structured as a set of partitions, or virtual machines, that can be executed 
with temporal and spatial isolation. In this way, applications can be developed and 
certified independently.

The development of MCPS (Mixed-Criticality Partitioned Systems) requires 
additional roles and activities that traditional systems do not require. The system 
integrator has to define system partitions. Application development has to consider the 
characteristics of the partition to which it is allocated. In addition, traditional software 
process models have to be adapted to this scenario. The V-model is commonly used 
in embedded systems development. It can be adapted to the development of MCPS by 
enabling the parallel development of applications or adding an additional partition to 
an existing system.

The objective of this PhD is to improve the available technology for MCPS 
development by providing a framework tailored to the development of this type of 
system and by defining a flexible and efficient algorithm for automatically generating  
system partitionings.

The goal of the framework is to integrate all the activities required for developing 
MCPS and to support the different roles involved in this process. The framework is 
based on MDE (Model-Driven Engineering), which emphasizes the use of models in 
the development process. The framework provides basic means for modeling the system, 
generating system partitions, validating the system and generating final artifacts. The 
framework has been designed to facilitate its extension and the integration of external 
validation tools. In particular, it can be extended by adding support for additional non-
functional requirements and support for final artifacts, such as new programming 
languages or additional documentation.

The framework includes a novel partitioning algorithm. It has been designed to be 
independent of the types of applications requirements and also to enable the system 
integrator to tailor the partitioning to the specific requirements of a system. This 
independence is achieved by defining partitioning constraints that must be met by 
the resulting partitioning. They have sufficient expressive capacity to state the most 
common constraints and can be defined manually by the system integrator or generated 
automatically based on functional and non-functional requirements of the applications.
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The partitioning algorithm uses system models and partitioning constraints as its 
inputs. It generates a deployment model that is composed by a set of partitions. Each 
partition is in turn composed of a set of allocated applications and assigned resources. 
The partitioning problem, including applications and constraints, is modeled as a 
colored graph. A valid partitioning is a proper vertex coloring. A specially designed 
algorithm generates this coloring and is able to provide alternative partitions if required.

The framework, including the partitioning algorithm, has been successfully used in 
the development of two industrial use cases: the UPMSat-2 satellite and the control 
system of a wind-power turbine. The partitioning algorithm has been successfully 
validated by using a large number of synthetic loads, including complex scenarios with 
more that 500 applications. 
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Resumen
Los sistemas empotrados son cada día más comunes y complejos, de modo que 

encontrar procesos seguros, eficaces y baratos de desarrollo software dirigidos 
específicamente a esta clase de sistemas es más necesario que nunca. A diferencia de lo 
que ocurría hasta hace poco, en la actualidad los avances tecnológicos en el campo de 
los microprocesadores de los últimos tiempos permiten el desarrollo de equipos con 
prestaciones más que suficientes para ejecutar varios sistemas software en una única 
máquina.

Además, hay sistemas empotrados con requisitos de seguridad (safety) de cuyo 
correcto funcionamiento depende la vida de muchas personas y/o grandes inversiones 
económicas. Estos sistemas software se diseñan e implementan de acuerdo con unos 
estándares de desarrollo software muy estrictos y exigentes. En algunos casos puede ser 
necesaria también la certificación del software.

Para estos casos, los sistemas con criticidades mixtas pueden ser una alternativa muy 
valiosa. En esta clase de sistemas, aplicaciones con diferentes niveles de criticidad se 
ejecutan en el mismo computador. Sin embargo, a menudo es necesario certificar el 
sistema entero con el nivel de criticidad de la aplicación más crítica, lo que hace que los 
costes se disparen.

La virtualización se ha postulado como una tecnología muy interesante para 
contener esos costes. Esta tecnología permite que un conjunto de máquinas virtuales 
o particiones ejecuten las aplicaciones con unos niveles de aislamiento tanto temporal 
como espacial muy altos. Esto, a su vez, permite que cada partición pueda ser certificada 
independientemente.

Para el desarrollo de sistemas particionados con criticidades mixtas se necesita 
actualizar los modelos de desarrollo software tradicionales, pues estos no cubren ni las 
nuevas actividades ni los nuevos roles que se requieren en el desarrollo de estos sistemas. 
Por ejemplo, el integrador del sistema debe definir las particiones o el desarrollador de 
aplicaciones debe tener en cuenta las características de la partición donde su aplicación 
va a ejecutar.

Tradicionalmente, en el desarrollo de sistemas empotrados, el modelo en V ha tenido 
una especial relevancia. Por ello, este modelo ha sido adaptado para tener en cuenta 
escenarios tales como el desarrollo en paralelo de aplicaciones o la incorporación de una 
nueva partición a un sistema ya existente.

El objetivo de esta tesis doctoral es mejorar la tecnología actual de desarrollo de 
sistemas particionados con criticidades mixtas. Para ello, se ha diseñado e implementado 
un entorno dirigido específicamente a facilitar y mejorar los procesos de desarrollo de 
esta clase de sistemas. En concreto, se ha creado un algoritmo que genera el particionado 
del sistema automáticamente.

En el entorno de desarrollo propuesto, se han integrado todas las actividades necesarias 
para desarrollo de un sistema particionado, incluidos los nuevos roles y actividades 
mencionados anteriormente. Además, el diseño del entorno de desarrollo se ha basado 
en la ingeniería guiada por modelos (Model-Driven Engineering), la cual promueve el 
uso de los modelos como elementos fundamentales en el proceso de desarrollo. Así pues, 
se proporcionan las herramientas necesarias para modelar y particionar el sistema, así 
como para validar los resultados y generar los artefactos necesarios para el compilado, 
construcción y despliegue del mismo. Además, en el diseño del entorno de desarrollo, 
la extensión e integración del mismo con herramientas de validación ha sido un factor 
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clave. En concreto, se pueden incorporar al entorno de desarrollo nuevos requisitos no-
funcionales, la generación de nuevos artefactos tales como documentación o diferentes 
lenguajes de programación, etc.

Una parte clave del entorno de desarrollo es el algoritmo de particionado. Este 
algoritmo se ha diseñado para ser independiente de los requisitos de las aplicaciones así 
como para permitir al integrador del sistema implementar nuevos requisitos del sistema. 
Para lograr esta independencia, se han definido las restricciones al particionado. El 
algoritmo garantiza que dichas restricciones se cumplirán en el sistema particionado 
que resulte de su ejecución.

Las restricciones al particionado se han diseñado con una capacidad expresiva 
suficiente para que, con un pequeño grupo de ellas, se puedan expresar la mayor parte 
de los requisitos no-funcionales más comunes. Las restricciones pueden ser definidas 
manualmente por el integrador del sistema o bien pueden ser generadas automáticamente 
por una herramienta a partir de los requisitos funcionales y no-funcionales de una 
aplicación.

El algoritmo de particionado toma como entradas los modelos y las restricciones al 
particionado del sistema. Tras la ejecución y como resultado, se genera un modelo de 
despliegue en el que se definen las particiones que son necesarias para el particionado 
del sistema. A su vez, cada partición define qué aplicaciones deben ejecutar en ella así 
como los recursos que necesita la partición para ejecutar correctamente.

El problema del particionado y las restricciones al particionado se modelan 
matemáticamente a través de grafos coloreados. En dichos grafos, un coloreado propio de 
los vértices representa un particionado del sistema correcto. El algoritmo se ha diseñado 
también para que, si es necesario, sea posible obtener particionados alternativos al 
inicialmente propuesto.

El entorno de desarrollo, incluyendo el algoritmo de particionado, se ha probado 
con éxito en dos casos de uso industriales: el satélite UPMSat-2 y un demostrador del 
sistema de control de una turbina eólica. Además, el algoritmo se ha validado mediante 
la ejecución de numerosos escenarios sintéticos, incluyendo algunos muy complejos, de 
más de 500 aplicaciones.
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Chapter 1

Introduction

1.1 Motivation

The development of embedded software is of growing importance as this type of 
software is essential nowadays. Devising cheap, efficient and trusted development 
processes for embedded systems is thus a notable challenge today. As a rule, embedded 
software is integrated into a larger system where it controls specific functions by 
interacting with the external world. Moreover, these often interactions  requires the 
system to respond within a fixed interval of time in order to properly carry out its duties.

On the other hand, today computer processing power is more than enough for 
integrating multiple embedded systems into a single computer platform. Therefore, 
applications of a very diverse nature and importance for the system mission (i.e. criticality 
level) must coexist in the same computer board. In turn, based on the application 
criticality level, different validation and verification techniques as well as development 
methods have to be used. 

Systems with this sort of integration, commonly referred to as mixed-criticality 
systems, bring many advantages such as considerable reduction in costs, size, weight or 
power consumption. But they also raise important challenges such as avoiding undesired 
interferences among applications.

Moreover, in some embedded systems, a fault in the control functionalities might 
causes important losses of lives or money. These so-called safety-critical systems must 
follow a thorough development process, commonly driven by standards, in order 
to being considered as a trusted system after a complex, time-consuming and costly 
process called certification. Furthermore, the certification of a mixed-criticality system 
often implies to certifying the whole system with the criticality level of the most critical 
application which usually skyrockets the price.

Mixed-Criticality Partitioned Systems (MCPS) are embedded mixed-criticality 
systems built using virtualization technologies. Partitioned systems are a promising 
approach for dealing with the issues of both mixed-criticality systems and  certification 
processes. On the one hand, a hypervisor provides virtual machines where applications 
run with a high degree of temporal and spatial isolation so that an error in a partition 
does not interfere with rest of the partition behaviors. On the other hand, each partition 
can be individually certified. Accordingly, instead of the whole system, only the modified 
partition must be re-certified which, in turn, leads to simpler and cheaper certification 
processes.

Traditionally, the embedded software development process has been driven by 
the V-model. MCPS development nonetheless requires the integration new roles and 
activities in the traditional V-model. Some examples include the partitioning of the 
system, the addition of an application to an existing partition and the support of parallel 



2

ProPosed APProAch

application developments. This issue was handled in the MultiPARTES project that as 
result produced a specifically tailored MCPS development model based on a customized 
V-model.

This PhD reuses the MultiPARTES development process which clearly defines, 
manages and integrates new MCPS activities and roles in the software life cycle. On the 
other hand, in this development model, the V-model is adapted to the Model-Driven 
Engineering (MDE) by defining models and transformers for each stage of the software 
life cycle. As a result, the advantages of the MDE are ported to the development of 
mixed-criticality partitioned systems.

Unlike the traditional software processes, which are extensively supported by a large 
number of tools, there is a noticeable lack of tools designed to support the development 
of MCPS probably because these systems are still rather new.

The main objective of this PhD is to improve the available support for developing mixed-
criticality partitioned systems. To that end, a framework with two main goals is proposed. 
First, it integrates the activities and roles involved in the MCPS development process into a 
single tool chain. Second, a number of algorithms to automate the most crucial steps of the 
MCPS development are proposed and implemented in the framework.

1.2 Proposed Approach

The proposed approach in this PhD is to define, design, implement and validate a 
framework that, on the one hand, gathers all the MCPS development activities together 
into a single tool and, on the other hand, automates the most critical development 
activities. This approach however encounters many issues that have been handled in 
this work:

 ■ Describing the system. MCPS may be very complex systems with many artifacts. 
Capturing only required information but all of the required information is a 
crucial step. Moreover, it is also desirable to provide high levels of abstraction and 
reusability. The proposed way to achieve this is to follow the MDE  methodology 
which enables the engineer to raise the level of abstraction in the deployment 
process by means of models. According to MDE, all relevant artifacts such 
as applications, operating systems, hypervisors, hardware platforms or non-
functional properties are captured by a tailored model. All these models together 
describe a specific system and they are thus called system models.

 ■ Partitioning the system. This activity is critical in the MCPS development. It is 
also a new activity that does not exist in traditional non-partitioned systems. 
Therefore, there is still little support for this activity. As will be further discussed 
in the following chapters, this activity can be broken down into three main sub-
activities:

 ◆ Allocation of applications to partitions. In order to create a partitioned system 
from a given system, it is essential to compute and create the partitions. To 
do so, there are many considerations to take into account such as real-time, 
safety or security requirements. The resulting allocation must guarantee the 
fulfillment of these requirements in order to be considered a valid result. 
For this reason, an innovative algorithm is proposed in this thesis. This 
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algorithm takes the system models as the input and computes a feasible 
allocation of applications to partitions. 

 ◆ Allocation of partitions to processing resources. Systems addressed in this PhD 
may have multiprocessor or multicore hardware platforms. Therefore, once 
partitions are computed they have to be allocated to a specific processing 
resource. This step must be carried out carefully in order to not offense any 
non-functional requirement or throughput criteria that might apply. There 
are complex algorithms addressing these types of bin-packing problem 
instances, however, granted that MCPS do not often require complex 
allocations, the approach taken in this work has been to apply an existing 
and straightforward bin-packing heuristic.

 ◆ Partition execution plan generation. At this point, each processing resource 
has a fixed amount of partitions to execute. Still, an execution plan for these 
partitions must be generated so that applications that run on top of partitions 
meet their temporal requirements. This is a hierarchical scheduling problem 
since there are two scheduling levels, i.e. the partition scheduler and, on 
top of it, the scheduler of each partition. As of today, there is no general 
solution for the hierarchical scheduling problem. This thesis proposes an 
algorithm that creates tentative partition execution plans. The feasibility of 
the produced plans is not guaranteed though. Therefore, each proposed plan 
should be validated by a schedulability analysis tool. The proposed approach 
enables the framework to deal with any scheduling policies as long as there 
are available schedulability tools for them.

 ■ Validating the results. The validation is a key step in the development of MCPS as 
they must be trusted. As previously stated, a first validation is performed to assure 
the feasibility of the execution partition plan. Nevertheless, the methodology 
fostered in this thesis is specifically designed for incorporating new validation 
tools. To this end, a simple and clear output model, called deployment model, is 
provided, which can be processed by third-party validation tools. In addition, a 
partitioning-constraint model has been created in order to impact the resulting 
partitioned system without modifying the framework itself. Therefore, the 
validation tool can easily read the results, perform its validation process and 
suggest the required changes in the resulting partitioned system.

 ■ Generating source code. The source code of critical systems must follow a 
number of coding standards and requirements that make it more reliable and 
analyzable. Often, there are well-known templates that ensure these properties. 
In the framework proposed in this PhD, a number of Ada templates are used in 
order to automatically produce reliable code skeletons that, in addition, may be 
automatically filled with businesses logic code. As a result, the generated source 
code is ready to be compiled and built.

 ■ Simplifying the compilation and building process. MCPS may be large and complex. 
This fact leads to tedious and error-prone building processes. For example, the 
compilation of each partition depends on many factors such as the operating system 
running on the partition, the programming language used in the applications or 
the underlying hypervisor. In turn, the configuration of the hypervisor requires 
the creation of configuration files that involve low-level details that may change 
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during the development process. The automatization of these steps avoids errors 
in the build and compilation processes. Also, it saves time and costs as the 
development process can be carrier out faster.

1.3 Thesis Objectives

The main objective of this thesis is to improve the support for mixed-criticality 
partitioned real-time embedded systems development. The approach taken in this work, 
discussed in Section 1.2, to achieve this objective has been to define, design, implement 
and validate a framework where the most relevant steps of MCPS development are 
supported and mostly automated. However, this objective is too complex to be tackled 
as a single goal. For this reason, it has been broken into smaller objectives:

 ■ Mixed-criticality system support. The first objective of this thesis is to deal with 
the development of systems where applications of different criticality levels must 
execute together on the same execution platform. As it will be discussed in the 
following chapters, mixed-criticality systems pose a number of challenges that 
must be faced. In addition, this objective makes this work different from most of 
the currently available tools which often do not provide  integrated support for 
mixed-criticality system development.

 ■ Partitioned system development model support. The development of MCPS 
requires additional activities and roles that are not supported in traditional 
software development processes, such as the system partitioning or the system 
integrator. Therefore, an important objective of this PhD is to provide a framework 
that integrates support for the most important steps of the  partitioned system 
development model. 

 ◆ Automatic partitioning of the system. A new and essential activity in a 
partitioned system development model is the partitioning of the system. 
Basically, this activity groups applications into partitions so that the 
resulting partitioned system meets the required non-functional properties. 
As it will be discussed in the following chapters, this activity is indeed very 
complex and accordingly it must be broken down into smaller activities. 
Devising algorithms for dealing with this activity in an automatic way is 
thus indispensable in this PhD.

 ◆ Legacy system support. Partitioned systems are a rather recent approach. 
This means that it is very likely that the development of a newly partitioned 
system requires the integration of older, already systems deployed. Since 
this scenario occurs frequently, the framework architecture shall be able to 
handle these cases.

 ■ Multicore heterogeneous execution platform support. Nowadays the use of 
embedded multicore boards is common in the industry. It is also common to find 
systems with different processor architectures integrated into a single execution 
platform. Therefore, the design of the framework shall take this type of execution 
platforms into account.
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 ■ Model-Driven Engineering support. MDE provides many advantages in the 
development of complex long-lived systems such as increasing the abstraction 
level of the system design or improving its reusability. For this reason, this 
methodology is heavily fostered in this thesis, and accordingly, the framework 
has been designed and implemented following MDE. In addition, MDE is the 
preferred methodology for new developments.

 ◆ Partitioned mixed-criticality real-time embedded system modeling. One 
crucial step in a model-driven development model is the description of 
the system. In particular, MCPS are commonly composed of applications, 
operating systems, hypervisors and execution platforms. It is thus an 
important objective of this work to provide means for describing these 
elements with enough detail to produce the expected results.

 ◆ Non-functional requirement modeling. Non-functional properties (NFRs) 
are critical in MCPS development as they may have sound impact on the 
final system. Therefore, this thesis will provide means for describing a wide 
range of NFRs and, at the same time, accomodating new NFRs that were not 
initially considered.

 ■ Multiple software development methodology support. Although the preferred 
software development methodology is MDE, the framework shall support 
other methodologies in order to make the integration of legacy systems in new 
developments easier.

 ■ System deployment support. The support for the system deployment is a key 
element for improving the development of MCPS, as it makes it easier and faster 
to get the system ready. This thesis in particular puts emphasis on automatic code 
generation, automatic compiling and building scripts and  automatic generation 
of configuration files.

 ■ Integration of validation tools. The validation of the system is an essential activity in 
any MCPS development model. Nonetheless, the wide range of possible validation 
analysis may advise against of integrating all of the possible validation algorithms 
in a single tool. For this reason, a fundamental goal of the framework architecture 
shall be to make the integration of validation tools  possible.
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Chapter 2

State of the Art

2.1 Introduction

In this chapter the state of the art technologies that are most relevant for the work 
carried out in this PhD are presented. All of the topics adressed in this chapter have a 
substantial amount of literature and yet all of them are still very active research topics. 
The goal of these sections is to give the reader the most relevant bibliography of each 
subject, where those interested readers can find out further details about that topic.

This thesis is aimed at supporting the development of Mixed-Criticality Partitioned 
Real-Time Embedded Systems following a model-driven approach. The first important 
distinctive characteristic of the addressed systems is that applications with different 
criticality levels execute on a shared hardware platform. Section 2.2 is thus devoted to 
this type of system. 

In Section 2.3 Partitioned Systems are introduced, which is an approach with increasing 
importance aimed at dealing with the issues that arise in Mixed-Criticality Systems. In 
addition, most of the applications considered in this work must provide correct results 
on time which give rise to Real-Time Systems, which are shorten in Section 2.4.

Partitioned system development requires updating traditional software process 
models (summarized in Section 2.5) with new ones that support new partitioned 
activities and roles. An example of a software model that supports MCPS development 
is provided in Section 2.6.

In this thesis the Model-Driven Engineering methodology for designing and 
developing new systems is fostered and this methodology is summarized in Section 2.7. 
A particular emphasis is put on the modeling of non-functional properties such as real-
time requirements. For this reason, Section 2.7.3 is devoted to the modeling of real-time 
systems following a model-driven approach.

The Graph Theory is summarized in Section 2.10 as some contributions of this thesis 
are based on this important mathematical branch.

2.2 Mixed-Criticality Systems

When multiple applications are running on a shared execution platform, it is very 
likely that a hierarchy based on the importance of each component appears for the 
wellfare of the whole system. In other words, the computing power of the platforms 
has increased the interest of integrating multiple applications of different criticalities 
into a single execution platform, which as result produces a system with  applications of 
different criticality levels executing on a shared execution platform.
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A mixed criticality system (MCS) is defined in [Barhorst09] as an integrated suite of 
hardware, operating system, middleware services and application software that support 
the execution of safety-critical, mission-critical and non-critical software within a 
single, secure computing platform. In turn, the criticality level of a system is defined in 
[Johnson98] as the severity of consequences identified by the hazard analysis.

Based on the application domain, the criticality level has different names and is defined 
by different standards (see Table 1). Moreover, different development, verification and 
certification techniques apply, depending on the criticality level of the application.

Table 1 Safety Integrity Standards.

Domain Standard

Aerospace ECSS-Q80

Avionics DO-178B

Automotive ISO-26262

Railway EN-50128

Nuclear IEC-880

Machinery EC-62061

MCS are a promising and prominent approach to the safety-critical systems that offer 
advantages but also present new challenges.

2.2.1 Federated Architecture

Traditionally, safety-critical systems have been based on federated architectures. 
In this architecture, every major function is implemented in a dedicated hardware 
unit providing several advantages. Obermaisser [Obermaisser09] and Peti [Peti05] 
summarize these advantages:

 ■ Fault containment units are clearly defined. Subsystems are isolated in different 
computers, thus it is very unlikely that an error in one subsystem is propagated to 
another physically separated and unrelated subsystem.

 ■ Complexity management. The complexity of an architecture is directly related to 
the level of interactions among its subsystems. Therefore, when the dependencies 
among subsystems are reduced or eliminated, the complexity of the system as a 
whole decreases significantly.

 ■ Spheres of liability. From the high-integrity systems manufacturer's point of 
view, the accountability of each individual supplier is a critical issue. For this 
reason, different suppliers are commonly allocated to different physically isolated 
subsystems.

In the mid-1980s the industry recognized that all digital avionics systems had common 
components and that this approach was both costly and unnecessary. Di Natale et al. 
[DiNatale10] summarized the most important drawbacks of the federated architecture:

 ■ Increasing functional complexity. Future systems are required to support an 
increasing number of additional functions. Consequently, the amount of 
subsystems is very likely to increase up to a point where the integration and 
interdependency among all of the physical subsystems will be hardly manageable.
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 ■ Opportunities for changes in the supply chain. Adding a function is equivalent to 
purchasing the subsystem from a supplier that provides a box whose internal 
architecture and software is mostly unknown for the manufacturer.

 ■ Costs. By using a single computer platform per subsystem, the computational 
resources remain under-utilized and the cost of embedded electronics skyrockets. 
For example, in a modern car, the number and length of physical links and 
connectors has increased to the point that wiring and harnessing is already a 
significant part of the cost.

2.2.2 Integrated Architecture

The increasing processing power of embedded systems leads the every day more 
demanding industry to the search for alternatives. The alternative that has had the 
soundest impact arose from the avionics domain: Integrated Modular Avionics (IMA). 
Early examples of IMA are found since the beginning of the 1990s in the design of the 
Boing 777 [Morgan91], the Lockheed Martin F-22, the Lockheed Martin F-35 and the 
Dassault Aviation Rafale.

The Integrated Modular Avionics approach was formalized in [Rushby00] and then 
standardized in [AEEC96]. Urueña et al [Urueña08] define IMA as a generic term to 
describe an architecture where different avionics applications are executed independently 
on a single computer platform. Watkins et al. [Watkins07] emphasize the advantages of 
the IMA systems over the traditional federated architecture:

 ■ Optimizes the allocation of spare computing resources. IMA enables the manufacturer 
to dynamically modify the resources allocation for a specific subsystem.

 ■ Optimizes physical equipment weight and power consumption. In IMA, all of the 
subsystems execute on the same hardware execution platform. Accordingly, all 
the electronics that were required to execute all of the federated subsystems are 
not needed anymore. In addition, and as a consequence, the complexity of the 
dedicated communications is exponentially simplified.

 ■ Consolidates development efforts. By providing a single and consolidated  execution 
hardware platform, suppliers can focus on their main function instead of spending 
time and money developing their own computing hardware resources.

An inmediate consequence of IMA is that applications with different criticality 
levels may run on the same computer platform. For this reason, a number of safeguards 
enforcing the isolation of the applications must be designed.

2.2.3 Summary

The traditional approach, called federated architecture, has allocated critical 
embedded systems to physically isolated computers. This approach makes confining 
errors easier. Nonetheless, it poses a number of issues such as complex interconnection 
systems, low resource usage or high hardware costs. Moreover, these problems are 
becoming more and more important because of the proliferation of mixed-criticality 
systems and their increasing complexity.

An approach to deal with these issues is integrated architecture and the best example 
of this is integrated modular avionics. Taking advantage of the improvements made in 
the processing power of modern microprocessors, IMA proposes executing applications 
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with different criticality levels on the same computer board. This makes it possible to 
reduce the required hardware considerably which, in turn, leads to lower weights, sizes 
and costs. 

The integrated architecture gives rise to mixed-criticality systems which  nevertheless 
raise an important challenge. The misbehavior of an application must never impact the 
behavior of the remaining applications. In the federated approach, it is very unlikely 
that a software fault is propagated to other subsystems located on different execution 
platforms. In contrast, the hardware fault confinement does not exist in mixed-criticality 
systems and accordingly, software safeguards must be put in place to ensure the same 
level of safety and fault tolerance.

Virtualization is a prominent approximation for handling these undesired 
interferences. In particular, the use of efficent and compact hypervisors make it possible 
to execute applications with high levels of temporal and spatial isolation. This approach, 
known as partitioned systems, is the strategy used in this PhD and it is further described 
in Section 2.3.

2.3 Partitioned Systems

The increasing complexity and dependency of the embedded systems make the 
traditional federated architectures more and more complex and expensive to develop 
and deploy. This urges the development of new approaches for dealing with complex, 
interconnected and eventually safety-critical embedded systems. 

For this reason, in the avionics industry the IMA approach [Rushby00] arose, which 
lead to mixed-criticality systems. Mixed-criticality systems, however, pose an important 
challenge: avoid undesired interferences among applications of different criticality levels.

The key concept for avoiding interferences among applications of different criticality 
levels is the isolation of applications both temporally and spatially. To that end, Rushby 
et al. [Rushby81] defined a separation kernel which is a combination of hardware and 
software that allows multiple functions to be performed on a common set of physical 
resources without interference.

Partitioned systems are the result of improving the idea proposed by [Rushby81] with 
the recent advances in virtualization. In a partitioned system, subsystems with different 
criticality levels are allocated to different virtual machines or partitions. Partitions are 
provided by a hypervisor that is in charge of providing the temporal and spatial isolation 
of the each partition so that if a partition fails, the rest of the system is not affected. In 
the avionics industry, partitioned systems have been successfully implemented with the 
IMA architecture.

2.3.1 Virtualization

Virtualization techniques have been used in mainframe systems since the 1960s, 
although it was in the 1990s with important processor advances when the virtualization 
became popular in the PC market.

Virtualization techniques are based on recreating the behavior of a real computer 
with software. As a result, several virtual machines can be running on a single physical 
hardware. In turn, each virtual machine can host different operating systems and 
applications. Indeed, an application running on a virtual machine cannot distinguish 
whether the underlying machine is physical or virtual.
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There are three main elements in the virtualization technology summarized in 
[Crespo14-1] as:

 ■ Virtual machine. This is the software implementation of a real computer where 
applications can execute as if they were on a real hardware.

 ■ Virtualization layer. This software is in charge of virtualizing the computer 
resources.

 ■ Hypervisor or Virtual machine monitor. Trujillo et al. [Trujillo13-1] define a 
hypervisor as the layers of software that exploit the features of the hardware 
platform to establish independent execution environments.

2.3.2 Hypervisors

A hypervisor is the software in charge of creating and running virtual machines. 
Attending to the resources used by the hypervisor they can be classified as:

 ■ Bare-metal or Type-1 virtualization. The hypervisor runs on the hardware directly.
 ■ Hosted or Type-2 virtualization. The hypervisor runs on top of a host operating 

system.

Considering the virtual environment provided by the hypervisor, Crespo et 
al. [Crespo14-1] and Trujillo et al. [Trujillo13-1] summarize the following types of 
virtualization:

 ■ Full virtualization. This technique provides a complete recreation of the hardware 
behavior of a native system to each of the guests. The objective is that the 
guest system should not be able to detect whether the system is real or virtual 
[Crespo14-1]. Advantages are that guest operating systems are not modified. Also, 
both monocore and multicore guest operating systems are supported. However, 
this approach poses a low performance, the communication mechanisms between 
partitions are complex and it does not provide scheduling policies with guarantees 
for real-time [Trujillo13-1].

 ■ Operating system level. The kernel of the operating system allows for multiple 
isolated user space instances (often called containers). While adequate 
performance is achieved, no simultaneous execution of multiple operating systems 
is possible, real-time is not guaranteed and only Linux distributions are supported 
[Trujillo13-1].

 ■ Operating system virtualization support. The kernel of the operating system turns 
it into a hypervisor (e.g. Kernel Virtual Machine). This virtualization technique 
offers adequate performance, and several guest operating systems can coexist 
without modification [Trujillo13-1].

 ■ Para-virtualization or bare-metal. In this technique the conflicting instructions 
are explicitly replaced by functions provided by the hypervisor and therefore it is 
possible to develop very compact and efficient hypervisors. For this reason, this 
technique is the most suitable option for real-time safety-critical systems. The only 
drawback is that the guest system must be modified or ported to the hypervisor 
API [Crespo14-1].
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2.3.2.1 Safety-Critical Hypervisors

Safety-critical hypervisors are commonly based on standards such as ARINC-653 
[AEEC96]. This standard defines a baseline operating environment for application 
software used within IMA, based on a partitioned architecture. To that end, ARINC-
653 suggests the hypervisor as the underlying technology for implementing partitions, 
as some parts of the ARINC API, namely Application Executive (APEX), provide similar 
functions.

Temporal isolation is achieved with a two-level scheduling scheme. A global 
partition scheduler allocates processor time to partitions whereas the applications of the 
partitions are scheduled according to a local scheduler. In safety-critical hypervisors, 
the global scheduler is commonly a static cyclic executive and the local schedulers are 
priority-based. On the other hand, spatial isolation is achieved by allocating partitions 
to a separate address space.

The certification process of safety critical real-time applications is based on very 
conservative assumptions. On the other hand, the hypervisor is most likely to be 
certified against the most demanding (i.e. highest) level of criticality that is running on 
the system. A safety-critical hypervisor thus must meet several design criteria in order 
to be used in such systems. Crespo et al [Crespo14-1] and Trujillo et al [Trujillo13-1] 
summarize these criteria:

 ■ Strong spatial isolation. A partition must not be allowed access to the memory of 
another partition area by allocating it to independent physical memory addresses.

 ■ Safe partition execution. The hypervisor must execute in privileged processor 
mode, whereas partitions must be executed in user processor mode.

 ■ Strong temporal isolation. A partition must not depend on the temporal behavior 
of other partitions. This must be enforced by the hypervisor by means of designing 
and enforcing a schedulable plan.

 ■ Supervisor partitions. Special services such as partition management or access 
to system logs need additional permission which is only granted to supervisor 
partitions.

 ■ Partition management. Supervisor partitions must be allowed to manage other 
partitions, i.e. starting, reseting, rebooting or stopping partitions, by means of 
hypervisor services.

 ■ Robust communication mechanisms. The hypervisor must provide means for 
enabling inter-partition communications. The usage of these communication 
services must be enforced by the hypervisor.

 ■ Interrupt model. The hypervisor is in charge of detecting and handling all the 
system interrupts. Then, based on a given interrupt model, the hypervisor must 
propagate these interrupts to the partitions.

 ■ Fault management model. A fault can be a system trap or an event generated 
from the hypervisor. In both cases, the hypervisor must detect and handle these 
occurrences.

 ■ Static resource allocation. The hypervisor must provide means for fine grain 
resource allocation and enforcement. Therefore, the hypervisor must guarantee 
that a partition can access the allocated resources and deny the requests of other 
non-allocated resources.
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 ■ Security. The hypervisor must prevent unauthorized partitions or unplanned 
actions from accessing or modifying information.

 ■ Confidentiality. The hypervisor must ensure that partitions can neither access  
other partition memory space nor retrieve information about the status of the 
system.

2.3.2.2 Multicore Hypervisors

There is increasing interest in using multicore platforms in safety-critical systems. 
However, multicore platforms may introduce additional hardware and software 
interference channels between partitions that execute concurrently on different cores 
[Fuchsen10].

In multicore platforms, the hypervisor can provide several virtual CPUs to the 
partitions. A partition can be configured as mono or multicore. Different partitions can 
coexist in the system. This allows us to profit from a multicore platform even if the 
partitions are not multicore [Trujillo13-1]. Common approaches used in hypervisors to 
deal with multicore architectures are:

 ■ Asymmetric Multiprocessing (AMP). Each processor executes its own instance of 
the hypervisor which has exclusive access to its hardware and runs in parallel with 
the remaining hypervisors. This approach does not allow parallelism.

 ■ Symmetric Multiprocessor (SMP). A single instance of the hypervisor manages 
all of the cores and their resources. This approach permits parallelism but also 
requires more complex mutual exclusion mechanisms (e.g. spin-locks).

2.3.3 Spatial Isolation

Spatial isolation ensures that an application cannot change the data of another 
application or command the private devices or actuators of other applications.

There are several approaches for ensuring spatial isolation, although most of them 
require hardware support. The most important approach is the use of virtual memory. 
This technique translates virtual memory addresses used by processes to physical memory 
addresses. This translation is performed by a hardware unit called Memory Management 
Unit (MMU). Additional capabilities may be added later by software, usually within the 
operating system. As a result of this translation, the memory is seen as a continuous 
address space by the process, which conceptually would be able to use more memory 
than the one physically installed. This approach provides strong spatial isolation as it 
provides its own memory address space to each process. In addition to spatial isolation, 
virtual memory has other advantages such as freeing applications from managing shared 
memory regions. It also makes paging possible, it increases security, etc. 

The time analysis of virtual memory is very difficult and, for this reason, the use 
of virtual memory has been avoided in safety-critical real-time systems. Consequently, 
virtual memory has traditionally been useless for safety-critical systems. A common 
alternative is Software Fault Isolation (SFI) [Wahbe94, Rushby02] which provides spatial 
isolation without using MMU.

Bennett et al. [Bennett01] highlight that MMU is a useful feature found in virtually 
all modern processors but is usually not used in hard real-time systems due to the 
difficulties that it introduces in the time analysis. In this way, they propose real-time 
address spaces, which allow using MMU with less pessimistic worst case execution time 
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analyses and, at the same time, provide a reasonable throughput. Zhou et al. [Zhou07] 
propose a new page table organization that requires significantly less memory than 
traditional page tables, but also enables a very fast and deterministic hardware-based 
page table lookup. Other approaches, such as the one proposed in [Shalan02], have 
studied the use of MMUs in hard real-time systems.

2.3.4 Temporal Isolation

Temporal isolation ensures that a misbehavior of one job does not impact on the 
temporal behavior of the rest of the jobs in the system. More precisely, there must be 
mechanisms to prevent jobs from executing more computation time than the that 
defined for it, and to ensure that the job verifies its deadlines, even in failure cases. 

Time isolation has a particular relevance in mixed-criticality systems. Without such 
safeguard, all applications would have to be certified with the highest level of criticality 
in the system, and this would massively increase the development cost [Burns13].

On the other hand, maximizing the usage of the processor is always desirable as it is 
needed to reduce costs and execution times. The resource efficiency is directly related 
to the worst-case execution time of the tasks. The more accurate this parameter is, the 
higher is the efficiency of the system. However, the worst-case execution time is also 
related to the criticality of the task. The higher the criticality level of the task, the more 
conservative (i.e. higher) its worst-case execution will be [Vestal07] and hence the 
efficiency achieved will be lower.

Temporal isolation in multicore platforms is harder to achieve because of the 
timing anomalies introduced by the non-deterministic run-time behavior of multicore 
architectures [Lundqvist99, Cullmann10] and for this reason the temporal isolation on 
multicore platforms is yet an open research problem.

There are however approaches that have dealt with this indeterminism in multicore 
partitioned systems. For instance, Crespo et al. [Crespo14-2] addressed the creation 
of partition execution plans for the multicore version of the XtratuM hypervisor. In 
particular, Crespo's approach assumes a two-level hierarchically scheduled system with 
a cyclic scheduling policy at the global level. The partition execution plan is computed 
off-line, taking into account the WCET of each partitions. In the computation of the  
partition WCET, a margin is introduced so that a possible overlapping between two 
partitions due to interferences of the multicore architecture is mitigated.

2.3.5 XtratuM

XtratuM [Masmano09, Crespo10] is an open-source bare-metal hypervisor targeted 
for safety-critical real-time systems. XtratuM has been ported to LEON3 [Masmano10] 
and the multicore version of LEON4 [Carrascosa14, Crespo14-2]. Esquinas et al. 
[Esquinas11] summarize the most relevant features of XtratuM:

 ■ Bare-machine (type-1) hypervisor.
 ■ Para-virtualization. The virtual machine interface is similar, but not identical to, 

the underlaying hardware.
 ■ Dedicated devices. Partitions can exclusively access the set of devices stated in the 

configuration file.
 ■ Strong temporal isolation. A static cyclic executive is in charge of assuring that the 

partition temporal requirements are met.
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 ■ Strong spatial isolation. Partitions are allocated to dedicated memory areas that 
cannot be accessed  by other partitions.

 ■ Safe partition execution. XtratuM executes in privileged processor mode whereas 
partitions execute in user mode.

 ■ Fine-grain resource allocation. A configuration file specifies which resources  are 
the accessed by each partition and how they are accessed.

 ■ Inter-partition communication mechanisms. Xtratum provides sampling and 
queuing ports.

 ■ Restricted services. Xtratum assures that restricted services are used by system 
partitions only. 

 ■ Fault management model. Faults are detected and handled by the XtratuM.

XtratuM interface provides access to the system resources through a set of system 
calls denoted as hypercalls. Each partition can host either an operating system (with 
applications running on top of it) or a bare-metal application (see Figure 1). Owing to 
the fact that XtratuM para-virtualizes the hardware, guest operating systems must be 
para-virtualized too. As a rule, para-virtualizing an operating system implies modifying 
parts of the operating system's hardware abstraction layer (HAL) with the corresponding 
XtratuM hypercall.

Figure 1 XtratuM architecture overview.
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2.3.6 Summary

Mixed-criticality systems execute applications with different criticality levels in the 
same computer and, as a consequence, a number of issues may arise. The approach 
taken in this thesis to deal with these issues are partitioned systems.

Partitioned systems handle interferences among applications by means of virtual 
machines or partitions. A hypervisor is in charge of guaranteeing that a fault in a 
partition never impacts the behavior of the remaining partitions of the system. In order 
to make this possible, the hypervisor must enforce that applications running on different 
partitions are temporally and spatially isolated.

Spatial isolation is usually achieved by allocating applications to different memory 
areas. This approach, nonetheless, often requires hardware support, such as MMU or 
the like, which may introduce temporal indeterminism and could thus make the system 
more difficult to analyze.
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Temporal isolation poses more challenges. Commonly, the strategy is to define two 
scheduling levels. A local level is in charge of managing the applications of each partition 
whereas a global level assigns processor time to partitions. 

In monocore systems, this is analogous to a hierarchical scheduling problem. As 
discussed in Section 2.4.2.3, the general form of this problem is still not resolved. There 
are, however, approaches that minimize the impact of a partition WCET overrun, such 
as the one proposed in [Crespo14-2]. 

In multicore systems, the complexity of the problem increases substantially because 
the scheduling of multicore systems is an unresolved issue, even when a single scheduling 
level is considered. In these cases, a suitable strategy is to allocate partitions to processing 
resources first and then to generate the partition execution plan of each core as if they 
were in a monocore system.

2.4 Real-Time Systems

A software system that must produce logically correct results within temporal 
constraints is called real-time system. Based on the consequences of the loss of a temporal 
constraint, real-time systems can be classified as:

 ■ A soft real-time system is a system where missing a temporal constraint produces 
a loss of usefulness and performance but the result is still valid. 

 ■ A hard real-time system is a system where the loss of a temporal constraint makes 
the result invalid and the system thus becomes erroneous.

For instance, the signal processing of a DVD player is a soft real-time system. If the 
result is not ready on time, the quality of the image is downgraded. It is not desirable, 
but the result is acceptable. On the contrary, if the anti-block system (ABS) of a car does 
not produce results on time, the consequences may be catastrophic.

2.4.1 Real-Time System Model

A unit of work scheduled and executed is called a job. A job is scheduled by an 
operating system and executed on a processing resource (which can be of diverse nature: 
processors, networks, hard disks...). In many embedded systems the number of jobs is 
known and fixed. A job has several important attributes:

 ■ Release time. It indicates when the job is ready to execute.
 ■ Execution time. It is the required time to complete the job execution. 
 ■ Deadline. It denotes when a job must be completed. 
 ■ Response time. It is the time elapsed from its release time until the job is completed. 
 ■ Relative deadline. It is the maximum allowed response time of the job.

Jobs have implicit deadlines when their deadlines are equal to their periods. Jobs with 
deadlines less than or equal to periods have constrained deadlines. If jobs have deadlines 
less than, equal to or greater than their periods, then they have arbitrary deadlines.

If jobs must be executed in some order it is said that there are execution precedence 
constraints. Otherwise, jobs are considered independent.
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When a job is running, the operating system might suspend its execution if a more 
important job gets ready to execute. This interruption of the job execution is called 
preemption. A preemption means that a job enters or leaves the processor which implies 
performing a number of operations, usually called switch context, such as save or load 
used registers or update pipelines. These operations require a time known as switch 
context time.

Almost all real-time systems must response to external events. In respond to each 
event, the system must execute a set of jobs. Based on the arrival pattern of the events, 
the triggered job can be classified as:

 ■ Periodic job when it is executed strictly separated by a fixed interval of time. 
 ■ Sporadic job when it is executed at any time after a minimal inter-arrival time 

(MIAT).
 ■ Aperiodic job when it is executed at any unbounded time.

The set of activations of a particular job over the time line is called task. Each task 
is characterized by the same attributes as its job. Therefore, a task has a period Ti (or 
minimal interarrival time if the task is not periodic), a relative deadline Di and a worst-
case execution time Ci. The ratio between Ci and the Ti is called utilization ui. The sum 
of the utilization of all the tasks is called total utilization. The hyperperiod is the least 
common multiple of the periods of all tasks of the system.

An application is a software with well-defined functionality. In [Martin65], a real-
time application is defined as an application that receives data, processes it, and returns 
the results quickly enough to affect the environment. The amount of tasks that an 
application needs is directly proportional to the amount of events that the application 
must deal with.

2.4.2 Real-Time Scheduling

The scheduling algorithm is implemented by the scheduler. The scheduler is in charge 
of allocating jobs to processors and giving them a time interval to execute. The allocation 
of all jobs to the processors is referred as schedule and it is valid if it meets the following 
conditions summarized by [Liu00]:

 ■ Every processor executes one job at the time.
 ■ Every job is allocated to one processor at the time.
 ■ All jobs are scheduled at or later than their release times.
 ■ All the execution precedence and data constraints are met.

A valid schedule is considered feasible when all of its jobs meet their deadlines. A set 
of jobs is schedulable by a scheduling algorithm when this algorithm always produces 
valid feasible schedules. If always that a set of jobs has a feasible schedule, the scheduling 
algorithm is able to find it, then it is an optimal scheduling algorithm. The opposite is 
also true: if an optimal scheduling algorithm does not find a feasible schedule for a set 
of jobs it is because no feasible schedule exits.

A feasibility analysis determines whether there is a feasible scheduler for a given  set 
of tasks. Sha et al. [Sha04] defined feasibility analysis as the analysis used to determine 
whether the temporal constraints of the tasks will be met at run-time. In the same 
paper, Sha et al. also observe that for many computational models, feasible analyses are 
intractable.
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If the schedule is computed before executing the system (i.e. off-line) it is known as 
static schedule. On the contrary, when the schedule is computed in run-time is called 
dynamic schedule. 

A scheduler that can suspend the execution of a job and restart it later is called a 
preemptive scheduler. Contrarily, non-preemptive schedulers do not suspend the 
execution of a job. It is also possible to have a combination of the preemptive and non-
preemptive approaches which is called hybrid scheduler.

2.4.2.1 Static Scheduling

Static scheduling or off-line time-driven scheduling pre-computes a plan (cyclic schedule 
or table) before the execution of the system. The off-line processing of the schedule makes 
the use of complex and time-consuming algorithms possible. Also,  another advantage is 
that the time used in this process does not impact the system schedulability. In addition, 
the resulting plan can be processed with a wide range of analysis tools to ensure that the 
temporal behavior of the system will be as expected. 

As shown in Figure 2, scheduling decisions are made periodically and, as a result, the 
timeline is partitioned into intervals (frames or minor-cycles) of fixed size (frame size) 
where jobs are scheduled.

Because the execution order of the jobs is fixed and, accordingly, there is no need 
to perform any scheduling at run-time, static schedulers can be implemented with 
simple, robust and efficient schedulers, often called cyclic executives. A cyclic executive 
is commonly composed of a single main endless loop program where all of the jobs are 
called in the order defined by the pre-computed plan.

Liu et al. [Liu00] stated that the process of constructing a cyclic schedule is a NP-
Hard problem which requires making three design decisions which commonly cannot 
be made independently: choosing a frame size, partitioning jobs into slices, and placing 
slices in the frames. There are, however, algorithms to create cyclic executives when the 
following temporal requirements are met:

 ■ All jobs are independent.
 ■ All jobs are preemtable.
 ■ All jobs can be handled as if they were periodic.
 ■ All relative deadlines of the jobs are equal to or greater than their respective 

periods.

Figure 2 Cyclic schedule overview.
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If all of the above constraints are met and the system utilization is less than 1,  the 
system is schedulable. If this constraint is relaxed to deadlines lower than the periods, 
then a feasible schedule may not exist even when the utilization is lower than 1. 



19

stAte of the Art

Execution precedence constraints can be handled by post-processing the resulting 
schedule with algorithms such as the Bratley's [Bratley71, Bratley73] algorithm, the 
Chetto's [Chetto89] algorithm or their respective improved versions. 

The static scheduling posses several drawbacks:

 ■ It is very rigid as it requires all of the temporal parameters to be defined and fixed 
before the execution of the system. 

 ■ Mode changes make modifying the temporal requirements at run-time possible 
by switching to a new plan, and yet the new real-time parameters must be known 
a priori.

 ■ It may be useful to slice the jobs with higher execution time into smaller sub-jobs 
in order make their accommodation in the frames easier, but this downgrades the 
performance as it increases the number of context switches.

 ■ All tasks are required to be periodic, although sporadic tasks can be simulated 
with poll servers which are essentially periodic tasks that execute a sporadic job 
when the event occurs. 

 ■ Static schedulers tend to be very pessimistic, which results in under-utilization of 
the resources. 

Nonetheless, safety-critical systems have traditionally used static scheduling because 
the schedulability of the system is guaranteed before the execution which is crucial 
when a certification process is faced. 

Overall, static scheduling is a highly robust and easy-to-validate option while it is 
also a rather inflexible approach. In [Locke92] and [Audsley93-1] further details are 
provided about the advantages and disadvantages of static time-driven scheduling.

2.4.2.2 Priority Scheduling

The main idea behind these scheduling policies is to assign a priority to each task 
according to some policy. All jobs of a task have the same priority. Unlike static scheduling, 
priority scheduling policies decide which job to execute in run-time, specifically, the job 
that has the highest priority and is ready to run is executed.

2.4.2.2.1. Static Priorities

In these priority scheduling policies, task priorities are statically assigned and they 
do not change during the execution time. Although priority may change under some 
circumstances such as mode changes, major epochs or temporal changes in short 
periods of time.

Rate-monotonic (RM) scheduling [Liu73] is probably the most influential fixed 
priority scheduling. RM gives the highest priority to the task with the lowest period 
which is an optimal priority assignment. However, a number of conditions are assumed:

 ■ There is only one processor.
 ■ All tasks are periodic.
 ■ All tasks are released at the beginning of their periods which are equal to their 

deadlines.
 ■ All tasks are independent.
 ■ All tasks have a fixed computation time which is equal to or less than their periods.
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 ■ All tasks are preemptable at any time.
 ■ Tasks do not suspend themselves voluntary.
 ■ There is no overhead.

In the same paper, Liu et al. [Liu73] provided a sufficient but not necessary 
schedulability test. Later, Lehoczky et al. [Lehoczky89] published a sufficient and 
necessary schedulability test. In the same year, Sprunt et al. [Sprunt89] added a 
schedulability test for aperiodic tasks.

Deadline-Monotonic (DM) is proposed by Leung et al. [Leung82]. It gives the highest 
priority to the task with the closest deadline. It is also an optimal priority assignment. 
Tindell et al. [Tindell94] extended this approach to allow arbitrary deadlines. Leung et 
al. [Leung80] and Audsley [Audsley93-2] studied how, under certain circumstances, 
tasks can define a phase. Bate et al. [Bate97] showed that, in some cases, it is possible to 
analyze the schedulability of a system with phases as if it were a system without phases. 
The general problem of tasks with phases, though, is still an open research.

2.4.2.2.2. Dynamic Priorities

Contrary to static approaches, in dynamic scheduling algorithms job priority may 
change. The most used algorithm with dynamic priorities is the Earlier Deadline First 
(EDF) which at each instant gives the highest priority to the job with the closest deadline. 
EDF is optimal [Liu73] for an independent set of preemptable tasks.

Another scheduling algorithm with dynamic priorities is Least Laxity First (LLF) 
proposed in [Mok78]. LLF assigns the highest priority to the job with the smallest laxity. 
The laxity of a job is the maximum amount of time that the job can wait and still meets 
its deadline [Goossens04]. LLF is also an optimal priority assignment.

2.4.2.3 Hierarchical Scheduling

In a hierarchically scheduled system, two or more levels of schedulers work nested. 
This scheme, however, increases significantly the complexity of scheduling the system. 
The hierarchical scheduling problem with local resource sharing for monoprocessors is 
studied in [Deng97], which deals with a two-level hierarchical scheduler. In particular, 
Deng et al. assume a Total Bandwidth Server (TBS) [Spuri96] in the local level and 
Earliest Deadline First (EDF) in the global level. Based on this approach, Kuo et al. 
[Kuo99] introduce Rate Monotonic (RM) at the global level assuming that periodic tasks 
have harmonic periods.

In [Lipari00] the schedulability condition for hierarchical schedulers running EDF 
global scheduler and local schedulers based on EDF or RM is studied. A few years 
later, in [Lipari03, Lipari05] a methodology based on the periodic server abstraction 
that guarantees schedulability for fixed priority (FP) local schedulers is proposed. The 
schedulability of hierarchical systems with FP in both levels is explored in [Davis05]. 

The approach taken in [Davis05] is extended to hierarchical scheduling with global 
resource sharing in [Davis06] where the Hierarchical Stack Resource Policy (HSRP) 
is detailed. A different approach is outlined in [Behnam07]. Behnam et al. devise the 
Subsystem Integration and Resource Allocation Policy (SIRAP) which provides temporal 
isolation between subsystems that share resources. More recently, [Balbastre09] 
studied the response time analysis for hierarchical fixed-priority scheduling. Also, in 
[Easwaran09], on the other hand, a number of techniques addressed to the automatic 
scheduling of ARINC-653 systems is proposed.
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There are no general solution to this complex NP-Hard problem though. Currently, 
most of the methods limit the type of the scheduling policies in one or both levels in 
oder to simplify the initial problem.

2.4.2.4 Multiprocessor Scheduling

Most of the real-time scheduling literature assumes that all processors have the 
same frequency. Multiprocessor scheduling algorithms are said to be global when jobs 
are allowed to migrate among processors. On the contrary, partitioned scheduling 
algorithms do not allow jobs to migrate.

Hong et al. [Hong88, Hong92] proved that there is no optimal on-line scheduling 
algorithm for a set of jobs with more than one deadline and scheduled on more than 
one processor. They also proved that in this case, optimality is impossible without 
clairvoyance. Dertouzos et al. [Dertouzos89] proved that the knowledge of the arrival 
time is necessary for optimality even when the execution times are known. Fisher 
[Fisher07] proved that there is no optimal on-line algorithm for sporadic tasks with 
deadlines differing from their periods.

Next, a brief summary of the multiprocessor scheduling is given. However, the 
interested reader is referred to Davis' review [Davis11], where a very detailed description 
of the multiprocessor scheduling algorithms is provided.

2.4.2.4.1. Global Scheduling

A global fixed-priority algorithm called RM-US was introduced by Andersson et 
al. [Andersson01] who several years later proposed SM-US [Andersson08], a slack 
monotonic algorithm. 

Regarding dynamic-priority algorithms, important examples are PFair [Baruah96], 
ERFair [Anderson00], PD [Baruah95], PD2 [Anderson01], BF [Zhu03] or LLREF 
[Cho06].

EDF has also been adapted for global multiprocessor scheduling, for instance, 
EDF-US [Srinivasan02], fpEDF [Baruah04] or EDF(k) [Baker05]. Schedulability 
analysis of different variants of EDF has also been studied by [Baruah08-2, Bertogna08, 
Bonifaci08, Baker09].

2.4.2.4.2. Partitioned Scheduling

The main advantage of this scheduling approach is that monoprocessor algorithms 
can be applied once the task or job is allocated on a processor. However, the task 
allocation becomes a NP-Hard problem as it is analogous to the bin packing problem 
[Garey76]. 

When tasks have implicit deadlines, [Dhall78, Oh93, Oh95, Burchard95] proposed 
allocating tasks to processors using heuristics such as first fit, next fit or worst fit. Then, 
in each processor, they used EDF or fixed priority with RM. Further research, mostly 
on the utilization bounds of these scheduling algorithms, has been done [Burchard95, 
Oh98, López00, Anderson01, López03, López04-1, López04-2]. On the other hand, 
Baruah et al. [Baruah05] proved that EDF-FFD schedules any set of sporadic tasks with 
arbitrary deadlines under certain circumstances.
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2.4.3 Mixed-Criticality Real-Time Scheduling

The schedulability problem of dealing with multiple criticality levels in a single 
platform was first highlighted in [Vestal07] and later in [Barhorst09, Thompson12]. This 
subsection is a brief summary of the available techniques for scheduling mixed-criticality 
systems. However, readers interested in further details about this subject are referred to 
the complete mixed-criticality scheduling state of the art presented in [Burns13].

2.4.3.1 Monoprocessor Mixed-Criticality Scheduling

Vestal et al. [Vestal07] proposed an extended fixed priority real-time scheduling 
that was improved in subsequent works [Huber08, Baruah08-1] where all jobs have to 
be evaluated as if they were of the highest priority. The introduction of deadline and 
execution timers [Baruah11-2] increased the available utilization of Vestal's approach.

Own Criticality Based Priority (OCBP) proposed in [Baruah10-1] is a dual criticality 
level algorithm that was later extended to multiple criticality levels in [Baruah10-2]. The 
results of these two works is the starting point of [Baruah11-3], where an algorithm for 
time-triggered scheduling of mixed-criticality systems that offers resource utilization 
guarantees similar to those of the partitioned systems is provided.

A different approach for dealing with mixed-criticality jobs is the change mode  
protocol [Sha87, Tindell92, Tindell96, Pedro98, Real04, Emberson07]. However, this 
approach poses an important problem: a system can be schedulable in every mode but 
not schedulabe during a mode change.

Slack scheduling is introduced in [Niz09, Niz13]. The key idea is using the slacks 
generated by the critical tasks to execute the non-critical tasks. Niz's approach assumes 
only two different criticality levels.

Period transformation (PT) is presented in [Sha86, Sha87] and later extended for dual 
criticality level by [Baruah08-1]. The latter is the basis for a multiple criticality level 
scheduling version of PT proposed in [Fleming13]. PT generally works well [Baruah13-
1], although this technique requires higher processor usage than others.

Earliest Deadline First (EDF) also has versions for mixed-criticality systems. The 
first mixed-criticality version of EDF is presented in [Baruah08-1]. Chetto's protocol 
[Chetto89] is used in [Park11] to introduce slack-based mixed-criticality scheduling. 
Both, [Baruah08-1] and [Park11], considered only two criticality levels. Later research 
with multiple criticality levels and EDF has also been done [Baruah11-1, Easwaran13, 
Ekberg14, Yao14].

Static scheduling is adapted for mixed-criticality systems by pre-computing a schedule 
for each criticality level in [Baruah11-3]. In the approach published in [Socci13-2], time-
triggered tables are computed by simulating the execution of an equivalent fixed priority 
system. Other approaches for building the tables using different search algorithms are 
studied by [Theis13, Jan14]. Static scheduling is also explored for syncronous reactive 
programs in [Baruah12, Baruah13-2, Yip14, Cohen14].

Reservation-based approach is studied in [Pellizzoni09] where a static reservation-
based algorithm for ensuring strong temporal isolation in mixed-criticality systems  is 
proposed.
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2.4.3.2 Multiprocessor Mixed-Criticality Scheduling

Mixed-criticality scheduling in multiprocessors is first addressed in [Anderson09] 
and later extended in [Mollison10]. Task allocation without migration among processors 
is addressed by [Lakshmanan10]. In the context of cyclic executives, different search 
algorithms have been explored, such as Simulated Annealing [Tămaş11-2], Tabu Search 
[Tămaş11-1, Tămaş11-3] or Genetic Algorithms [Zhang13]. 

Regarding task allocation with migration among processors, Li et al. [Li12] adapted 
EDF for multiprocessors to mixed-criticality levels. A different approach is provided 
in [Kritikakou13]. Kritikakou's approach monitors the HI-criticality task and when it 
decides that no more interferences can occur, the LO-criticality task is aborted.

2.4.4 Summary

Systems addressed in this PhD by default have real-time requirements. In other 
words, these systems must provide valid results but they must also do it within a defined 
time period. There is a lot of literature related to real-time systems, and in particular, 
related to real-time scheduling. 

The scheduling problem in monoprocessor systems is probably the most explored 
area of real-time scheduling. Remarkable examples of well-known monoprocessor 
scheduling algorithms are RM, DM or EDF.

Multiprocessor systems make the scheduling problem substantially more difficult, 
due in part to the temporal interferences introduced by the additional hardware used 
in these architectures, such as shared hierarchies of memory or communication buses. 
There are two main approaches aimed at scheduling multiprocessor systems based 
on whether tasks are allowed to migrate among processors: global and partitioned 
scheduling algorithms. Regarding multiprocessor global scheduling algorithms, there 
are some approaches, including a number of multiprocessor versions of both RM and 
EDF. However, due to theoretical constraints [Hong88, Dertouzos89, Hong92, Fisher07], 
these algorithms are limited to particular tasks models.

Multiprocessor partitioned scheduling algorithms allocate tasks to processors first 
and then schedule each processor independently. As a consequence, each processor can 
be scheduled with monoprocessor scheduling techniques. The complexity of these types 
of algorithms lies in the allocation of tasks to processors, as this allocation turns out to 
be analogous to the bin-packing (NP-hard) problem.

This PhD puts a special emphasis on partitioned systems. The most characteristic 
feature of these systems is that applications with different criticality levels share the 
computer platform. As a result, the misbehavior of an application might impact the 
remaining application behaviors. Temporal isolation is thus of critical importance.  

Three main approaches to provide temporal isolation have been explored in the 
literature. The change mode protocol [Sha87] and its subsequent, improved versions 
make up the first approach to mixed-criticality system scheduling. The second approach 
are the criticality-level-aware scheduling algorithms which are pioneered by Vestal et al. 
[Vestal07]. Plenty of succeeding research has followed Vestal's method. The third and 
most relevant approach of this thesis is hierarchical scheduling. Nowadays, even though 
this complex NP problem is receiving a lot of attention, so far most of the schemes 
proposed for tackling this problem limit the type of schedulers at both the global and 
local level.
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To sum up, in spite of amount of research effort made, the real-time scheduling still 
has a number of open topics. A remarkable example of an open problem with particular 
relevance to this PhD is the generation of partition execution plans, which is analogous 
to a two-level hierarchical scheduling problem. As tackling the hierarchical scheduling 
problem is out of the scope of this thesis due to its complexity, a heuristic approach 
based on the Iterative Network Flow algorithm [Liu00] is proposed in Section 4.5.

2.5 Software Development Processes

A software development process can be defined as the planning and managing of 
the software development by splitting it into different activities which may include 
the generation of predefined artifacts and deliverables. Despite the variety of software 
processes, all of them share four essential activities summarized in [Sommerville10] as:

 ■ Specification. This activity defines the functionalities and restrictions of the 
software.

 ■ Design and implementation. This activity creates the software that meets the 
requirements provided in the specification activity.

 ■ Validation. This activity ensures that the created software behaves as expected.
 ■ Evolution. This activity is in charge of updating the software according to the 

necessities of the customers.

As stated in [Sommerville10], there exist not ideal software process. In fact, usually 
each organization develops its own software process adapted to the organization needs. 
However, several types of software processes are more suitable than others in some 
systems. For example, the development of long-life critical embedded systems requires 
structured processes whereas a freelance website fits better into more relaxed and flexible 
software processes. 

A software development model is a simplified representation of a software process. 
Software development models can be seen as templates of software processes. For 
example, there are many software processes that fit in the waterfall development model.

In this section some of the most important examples of software development models, 
such as waterfall, iterative and incremental, spiral and agile, are discussed.

2.5.1 The Waterfall Model

The waterfall model [Royce70, Benington83] is a structured and sequential software 
process model, originating in the manufacturing and construction industries. In the 
waterfall model the progress of the development goes steadily downwards with the 
following main stages: requirements, analysis, design, coding, testing, and operation. A 
main principle behind this software process model is that fixing bugs in early stages is 
cheaper than fixing them in final stages of the software development. For this reason, it 
puts emphasis in the documentation that must be generated (mostly in the specification 
and design stages) which, in turn, minimizes the loss of knowledge if a member of the 
team leaves the development before finishing it.
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Figure 3 The development progress flows as a waterfall.
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A major criticism to the waterfall model is that clients often do not exactly know the 
requirements of the system at the beginning and so they are most likely to change them 
during the development process. A similar problem arises when  future requirements 
or difficulties are not properly foreseen. In both cases, it is very likely that one or more 
stages must be redone, which leads to increasing costs.

2.5.2 The Iterative and Incremental Model

[Larman04] define this software process model as an approach to building software in 
which the overall life-cycle is composed of several iterations in sequence.  Each iteration 
is a self-contained mini-project composed of activities such as requirements analysis, 
design, programming, and test.

This approach makes it possible to take advantage of what has been learned in 
previous iterations to improve the current iteration. As a result, in each iteration, the 
design may change, and functionalities can be added or removed. This development 
model has been widely adopted in hardware and embedded software development. In 
this process model there are four main phases:

 ■ Inception. The scope and risk of the project are estimated as well as the functional 
and non-functional requirements.

 ■ Elaboration. This phase designs the architecture aimed at fulfilling the non-
functional requirements and risks estimated in the previous phase.

 ■ Construction. This phase incrementally implements the functional requirements.
 ■ Transition. This phase delivers the system to the production environment.

2.5.3 The Spiral Model

The spiral model [Boehm88] represents the software process in a spiral instead of a 
sequence and it is particularly well suited for large-scale complex systems. As depicted 
in Figure 4, extracted from [Boehm00], each loop of the spiral stands for a phase of the 
software process.

The main difference between this model and other software models is the explicit 
recognition of risk and for this reason the spiral software process model is considered a 
risk-driven software process model. This process tries to provide the advantages of both 
concepts top-down and bottom-up by incorporating aspects of the waterfall model and 
rapid prototyping. The spiral is split into four sectors [Sommerville10]:
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 ■ Objectives determination. In this phase, constraints to the project and product are 
identified, detailed and planned. Also, project risks are identified and evaluated 
while alternative strategies are planned.

 ■ Risk assessment and reduction. A detailed analysis is carried out for each risk in 
order to reduce the probability of that risk.

 ■ Development and testing. Based on the risks, a development model is chosen and 
the product is implemented and validated.

 ■ Next iteration planning. The project is reviewed and then it is decided whether 
continuing or not with the project is needed. In case the project has to be continued, 
the next phase of the spiral is planned.

Figure 4 Spiral software process model overview.
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The original spiral model was revisited in [Boehm00] where a number of principles 
and solutions for detected problems of the original spiral model are proposed. In 
particular, in [Boehm00] six principles or invariants are enumerated: 

 ■ Concurrent artifacts definition. It is usually easier to meet the stakeholder 
conditions if the artifacts can be defined concurrently. This invariant tries to avoid 
the use of hazardous spiral look-alike, i.e. the use of a sequence of incremental 
waterfall developments with a high risk of violating the underlying assumptions 
of the waterfall model [Boehm00].
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 ■ Each cycle is composed of four basic activities. [Boehm00] state that each cycle must 
be composed of four activities: critical-stakeholder objectives and constraints, 
product and process alternatives, risk identification and resolution, stakeholder 
review and commitment to proceed.

 ■ Level of effort driven by risk considerations. Risks must determine the level of effort 
devoted to each activity in order to avoid overkill risks resolution.

 ■ Level of detail driven by risk considerations. The artifact detail must be decided 
with the aim of minimizing the risks.

 ■ Use of anchor point milestones. These milestones are intended to measure the 
progress of the project.

 ■ Emphasis on system and live-cycle activities and artifacts. This avoids premature 
sub-optimization on hardware, software, or initial development considerations.

2.5.4 The V-Model

This software development model can be considered as an extension to the waterfall 
model. The most distinctive feature of this model is that it establishes a link between 
each development phase and its associated testing phase.

This model provides a logical sequence that helps to organize the activities of a project. 
It also creates a solid basis for testing the functionalities against the requirements. The 
main advantages of the V-Model are:

 ■ Reduction of project risks. To this end, approaches are standardized, responsible 
roles are defined and results are described.

 ■ Guarantee of the quality. Intermediate results are created where the quality of the 
product can be measured and checked at early stages.

 ■ Reduction of costs. This model makes it possible to estimate the required effort in 
developing, operating and maintaining of a system. As a result, it is possible to 
provide more accurate budgets and reduce project delays.

 ■ Improvement of communication among stakeholders. Since there is a uniform 
description of the relevant elements of the system, the understanding among the 
parts is improved.

The most important criticisms can be summarized as:

 ■ Rigid and inflexible. It fosters a rigid and linear vision of the software development.
 ■ Similar to waterfall model. As the V-Model can be seen as a variant of the waterfall 

model, many of the criticisms of the waterfall model apply also in the V-Model.
 ■ Changes are difficult to manage. An unexpected change may imply updating the 

requirements document along with other documents and artifacts.
 ■ No early prototypes. The implementation is done solely in the implementation 

phase. Therefore, no prototypes are generated where the functionalities can be 
tested in advance.

 The typical representation of this model is a V shape where these relations are 
graphically depicted among phases, as shown in Figure 5.
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Figure 5 V-Model overview.
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The V-Model defines eight phases. The first four phases are called verification phases 
whereas the last four phases are called validation phases. In Figure 5, verification phases 
are on the left hand of the V shape and they are:

 ■ Requirements analysis. In this phases the functional requirements of the system 
are collected. Ideally, these requirements are written down in a document.

 ■ System design. In this phase engineers must analyze and understand the functional 
requirements generated in the previous phase. As a result, a list of possibilities for 
implementing the user requirements is proposed. In the case that implementing 
a requirement is not possible, the user is informed. A number of artifacts such as 
entity diagrams or data dictionaries might be generated in this phase.

 ■ Architecture design. In this phase, a list of modules with their functionalities  
summarized is created. Other activities such as defining the interfaces, 
dependencies, database tables, etc. are also performed in this phase.

 ■ Module design. The system is broken down into smaller units that can be 
implemented by a programmer. In this phase artifacts such as application 
programming interfaces (API), database tables, dependencies issues, etc. are 
generated.

After the verification phases, the product implementation is carried out by 
implementing the modules, creating the databases, etc. The validation phases are on the 
right hand of the V shape and they are:

 ■ Unit testing. These tests are created during the module design phase. They are 
aimed at detecting and eliminating code bugs. The functionality of each module 
is tested separately.

 ■ Integration testing. These tests are developed when the architecture of the system is 
being defined. The purpose of these tests is to verify that modules can communicate 
and collaborate among themselves properly.

 ■ System testing. These tests are created at the same time as the system design. The 
goal of these tests is to assure that the client's expectations of the product are met.

 ■ Acceptance testing. These tests are generated when the requirements are being 
defined. The objective of these tests is to verify that the delivered product meets 
the client's requirements. Often these tests are carried out in an environment  
similar to the final production environment.
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2.5.5 The Agile Model

The agile model [Beck01] is indeed a family of models that foster self-organizing, 
cross-functional teams evolved from the software process presented in [Edmonds74]. 
Beck et al. [Beck01] stated that the following principles are a better way of developing 
software than the traditional approaches:

 ■ Individuals and interactions over processes and tools. Instead of processes, this 
model encourages self-organization, motivation or pair-programming (i.e. two 
programmers work together in a single workstation, one writes code while the 
other reviews).

 ■ Working software over comprehensive documentation. Customers find more useful 
and welcome working software than PowerPoint slides.

 ■ Customer collaboration over contract negotiation. A continuous involvement of 
the stakeholder is fostered so that requirements that were not collected at the 
beginning of the cycle can be properly added.

 ■ Responding to change over following the plan. This model encourages fast responses 
and continuous development instead of predefined plans.

As stated, the agile model is actually a family of many models. Some of these models 
are: Adaptive Software Development (ASD) [Highsmith13], Agile Unified Process1 
(AUP) [Ambler08], Extreme Programming2 (XP) [Beck00, Highsmith02] or Scrum 
[Nonaka86].

2.5.6 Summary

Software engineering aims to make software development predictable, repeatable 
and reliable. To achieve these goals, a number of guidelines or software development 
processes have been created. These processes provide guidance about the development 
of software products in order to make the process better, faster and cheaper. However, 
since software and its development evolve continuously, there are many software 
processes. In addition, in common practice each organization adapts development 
processes according to its needs.

This section has covered the most important software process models: the waterfall 
model, the iterative and incremental model, the spiral model, the v-model and the 
agile models. In this thesis, the v-model is of particular relevance, as it is often used in 
embedded software development.

However, these software development processes do not provide explicit support for 
developing mixed-criticality partitioned systems. For this reason, new development 
processes, such as the one discussed in Section 2.6, must be created.

1 http://www.ambysoft.com/unifiedprocess/agileUP.html
2 http://www.cs.usfca.edu/~parrt/course/601/lectures/xp.html
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2.6 MCPS Development Process

In modern embedded applications often coexist a multitude of applications with 
potentially different criticality levels in a single execution platform. This integration 
can however lead to a significant and potentially unacceptable increase of certification 
efforts. The use of partitions with strict temporal and spatial separation among individual 
partitions provides a promising approach to deal mixed-criticality systems issues. The 
development process of MCPS requires though of additional roles and activities that are 
not covered by traditional software development models. For this reason, traditional 
approaches to the software development must be adapted to the MCPS development.

In this section is first described the particular needs of MCPS development process. 
This PhD takes advantage of the development model created in the context of the 
MultiPARTES project, which was specifically addressed to developing MCPS.

2.6.1 Partitioned Systems Development

The design, validation and deployment of partitioned systems require a set of 
additional activities with respect to non-partitioned systems. Some of these activities 
and roles are proposed in the Integrated Modular Avionics (IMA)[Windsor11] approach 
whereas other were identified in the context of the MultiPARTES project. The most 
important activities are summarized in [MPT-D5.5.1] as follows:

 ■ System partitions design. This activity is in charge of defining the set of partitions 
and their characterization. This process is however iterative. Initially, the partitions 
set and the characterization of the partitions are based on the requirements 
document which provides developers an initial framework where to work. Later, 
with the project progress, the initial configuration can be revised and tunned in 
order to handle the changes in the specifications.

 ■ Application developing environment. Applications developers require the partition 
configuration file in order to know the execution environment of their applications. 
The developed applications must thus fit in this environment so that, in addition 
to the traditional software development process, developers must assure that their 
applications fit in the provided environment.

 ■ Execution platform. The final system is composed of a set of applications, operating 
systems, hypervisors and hardware platform. All components must fit together in 
the final system. This requires of top-level verifications to assure that the proposed 
set of resources is enough to run the required set of applications.

 ■ System validation. The allocation of applications to the partitions, the amount of 
resources allocated, etc. must be verified along the whole development process. 
This activity is in charge of continuously checking that these parameters are 
suitable for the system functional and non-functional requirements.

Also, MCPS development process requires additional roles, whose names may vary, 
but essentially are the ones summarized in [MPT-D5.5.1]:

 ■ System architect. This is the person responsible for defining the overall architecture, 
i.e. applications, operating systems, hypervisors, hardware platform, etc. This role 
is also responsible for establishing the responsibilities of the participants and the 
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high-level system requirements. Initially, the system architect is in charge of the 
specification phase where it is decided the criticality level of the applications and 
the main requirements of the hardware platform.

 ■ Platform architect. This role is in charge of defining the hardware platform 
including the required specific devices. This person is also in charge of assuring 
that the defined hardware platform is compatible with other component of the 
system such as the hypervisor.

 ■ System integrator. This role is the major difference between partitioned and 
non-partitioned system. This person is the main responsible of the partitioning-
related activities such as defining the amount of partitions, the specification of 
each partitions, the allocation of the applications to the partitions, etc. The system 
integrator is also responsible of negotiating with the developers the amount of 
resources required to their applications. Finally, this actor is in charge of validating 
the system.

 ■ Applications developer. This actor is the responsible of developing the applications 
taking into account the constraints imposed by the system partitioning.

2.6.2 The MCPS Development Model

This PhD uses the MCPS development model created in the MultiPARTES project 
which is detailed in [MPT-D5.5.1, MPT-D5.5.1-Annex]. The described model is based 
on the V-Model, which is heavily used in the software industry and further detailed in 
Section 2.5.4. The original V-Model however does not take into account the new roles 
and activities discussed in Section 2.6.1 so a customized V-Model is defined in [MPT-
D5.5.1] and graphically depicted in Figure 6.

Figure 6 Customized V-Model for MCPS developing.
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The proposed methodology is based in MDE and so it heavily uses models. In 
particular, this methodology aims at annotating pure functional models with non-
functional data. This approach makes it possible to consider non-functional requirement 
along of all the development cycle which makes easier to produce consistent outcomes.

As stated before, the developing of MCPS requires of new roles and activities. In this 
development model, the integration of the MCPS new needs is summarized in [MPT-
D5.5.1] in the following points:

 ■ Initial system partitioning. The system integrator in collaboration with the system 
architect and the platform architect envisage an initial system partitioning based 
on the system and applications specifications, the estimated required resources 
and the considerations on the hardware platform. Also, a number of consistency 
checks can be carried out in order to guarantee that the allocation of the resources 
to partitions is feasible.
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 ■ Concurrent application development. Applications developers do not need to 
interact among them in partitioned systems. As consequence, applications can 
be developed independently and concurrently. In addition, the initial system 
partitioning can be used as test platform where applications can execute in 
the partition where they will be finally executed. This makes it possible to test 
applications in an environment almost identical to the production environment.

 ■ System validation. The fulfilling of the specifications by the final system is validated 
by the system integrator. However, this validation can be done at different 
development stages. For instance, it is possible to validate an application carrying 
out intermediate consistency checks regardless of whether other applications are 
or are not running.

 ■ Platform and applications requirements consistency. The consistency of the 
applications and the platform requirements can be refined from the specification 
phase to the implementation phase. At the end of each phase, a number of 
consistency checks can verify that the system partitioning is still valid. In case that 
the current system is not valid, a new iteration must be performed.

The MCPS methodology described in [MPT-D5.5.1] also states the requirements that 
a framework should fulfill in order to support it:

 ■ Basic requirements verification. The framework shall verify that basic requirements 
are met. These requirements may be implicitly or explicitly defined.

 ■ Non-functional requirements handling. The framework shall provide means for 
translating non-functional requirements into the system partitioning restrictions. 
For instance, applications with different criticality level must never be allocated to 
the same partition. This restriction must be provided somehow to the framework 
which must assure that it is met.

 ■ System validation. The system validation is critical in MCPS. For this reason, 
the framework must provide means for integrating future validation tools. In 
addition, the framework shall enable validation tools to impact on the resulting 
system partitioning.

 ■ Coherent generated artifacts. Generated artifacts must fulfill the non-functional 
requirements provided in the requirements document. The framework shall thus 
guarantee that artifacts such as source code or configuration files meet these 
requirements.

2.6.3 Summary

The development of partitioned systems requires additional roles and activities and, 
as a consequence, traditional software development processes do not cover these needs. 
Furthermore, the increasing interest in partitioned systems urges the definition of new 
development processes tailored to MCPS systems.

This section has described a software process model based on the traditional V-Model 
that has been adapted to cover MCPS development needs. In fact, in this thesis, this 
software model is fostered for the development of new partitioned systems.

It incorporates critical new activities such as the partitioning of the system. This PhD 
puts a special emphasis on this activity as it is critical for the construction of partitioned 
systems, and yet there is a notable lack of support for it.
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Also, the software development model discussed in this section takes the system 
integrator, who has a decisive role in MCPS development, into account. This actor is in 
charge of, among other things, defining partitions or allocating applications to partitions.

Finally, another relevant contribution to the described software process model is the 
integration of Model-Driven Engineering in the development of partitioned  systems. 
MDE and model-based methodologies are further described in Section 2.7.

2.7 Model-Driven Approaches

2.7.1 Model Driven Architecture

Model Driven Architecture (MDA) [Schmidt06] is the next step in solving integration 
problems sponsored by the Object Management Group (OMG). MDA separates 
the specification of system functionality from the specification of the functionality 
implementation on a specific technology platform. As a result, it is possible to specify the 
system functionality into a single model that later can be realized on multiple platforms 
through mappings to specific platforms [Schmidt06].

MDA changes substantially the traditional approach where the role of the models in 
the software development have been contemplative. On the contrary, in MDA models 
play a crucial role in the software life-cycle. Models provide support for different types 
of problems:

 ■ Description of concepts.
 ■ Validation and verification based on analysis techniques. 
 ■ Transformations model-to-model, generation of artifacts model-to-text such as 

code, configurations, and documentation.

The combination of different concepts may lead to confusion. An approach to avoid 
this confusion is the separation of concerns, which is supported in MDA by means 
of the models specialization for specific concerns and model transformations  for 
interconnection. MDA encourages the abstraction away from platform-specific details 
because it is easier to validate the correctness of the model [Schmidt06]. In addition, 
[Schmidt06] claim that integration and interoperability across systems can be defined 
more clearly in platform-independent terms and, then mapped down to platform 
specific mechanisms.

The ground of MDA is thus the separation of the function specification from the 
details of the underlying platform. To that end, MDA proposes three abstraction levels 
which are depicted in Figure 7:

 ■ Platform Independent Model (PIM). This model can be used with a number 
of different systems. It requires a set of essential functions that the platform 
must provide, regardless of how they are implemented in the platform. If these 
requirements are met, then the model is compatible with the platform. In other 
words, a PIM will work with any platform that is able to provide the required 
minimum set of resources specified on it. The number of functions that the PIM 
requires to work properly determines how independent is a PIM  from a specific 
platform.



34

Model-drIVen APProAches

 ■ Platform Specific Model (PSM). It describes specific details of a given platform. 
PSM combines the concrete details of a platform with the specifications of PIM.

 ■ Platform Model (PM). This model specifies the technical details with which the 
different parts of a platform are represented and the way in which the platform 
provides its resources. In the PM are also described:

 ◆ The elements used for specifying the applications that are going to use the 
platform.

 ◆ The requirements that the connections must meet.
 ◆ The usage of the different components of the platform.

On the other hand, MDA provides a framework that integrates all the OMG 
standards. MDA fosters the use of Unified Modeling Language (UML) [OMG00-1] in the 
models and its profile mechanism to specialize and extend UML for different contexts. 
In turn, the Meta Object Facility (MOF) [ISO-19508] is used to define UML and its 
profiles. The mappings among models is expressed in the Query View Transformation 
Language (QVT) [OMG11-3] and the generation of text from models in the Model to 
Text Language (MTL) [OMG08-2].

Figure 7 Models proposed in MDA.
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2.7.2 Model Driven Engineering

Model Driven Engineering (MDE) is an approach based on MDA to software 
development where models rather than programs are the principal outputs of the 
development process [Kent02, Schmidt06]. The goal of MDE is to define a full life cycle 
method based on the use of various models automating a seamless process from analysis 
to code generation [DeMiguel02]. 

MDE allows engineers to raise the abstraction level of the languages and tools used in 
the development process so that they do not have to deal with low-level details such as 
programing languages or platform specific issues. As consequence, the likelihood of errors 
is reduced which leads to faster design and implementation process [Sommerville10]. 

Also, MDE makes the adaptation of a system to a different platform easier as it only 
requires the creation of a new transformation from the system model to the platform 
model. This enables MDE to automatically generate from the same system model 
different platform specific implementations. 

However, there may be scenarios where the implementation of a particular system from 
the system model is not straightforward, such as when the implementation of a system 
model is done through a commercial off-the-shelf solution (COTS). [Sommerville10] 
also point out that, except in long-lifetime systems, the platform changes very rarely 
throughout the design and implementation of the system.

2.7.3 Real-Time System Modeling

Real-time software design must handle specific requirements such as temporal 
properties. For this reason there are several methodologies tailored for these kinds of 
systems. 

For instance, Hard Real Time Hierarchical Object-Oriented Design (HRT-HOOD) 
[Burns95] is a methodology for structured object based design of hard real-time 
systems which allows almost direct translation to Ada. HRT-HOOD was used mostly 
in the European aerospace industry. However, its main drawback is that it has not been 
standardized. Another approach is Hard Real-Time UML (HRT-UML) [Mazzini03] 
which is an updated version of HRT-HOOD. HRT-UML proposes a number of templates 
for generating Ada 95 code but it is not a standard and it is very focused on a particular 
domain, i.e. aerospace. 

Another example is UML for Real Time Systems (UML-RT) [Selic98]. UML-RT is 
a UML profile that adds support for Real-Time Object-Oriented Modeling (ROOM) 
[Selic94]. Nevertheless, UML-RT does not provide support for schedulability analysis 
or temporal constraints, both key elements in the real-time design.

Indeed, the UML standard does not support any real time specific analysis either. 
Because of this, the OMG proposed a profile to provide real time features to UML 
models. It was called profile for Schedulability, Performance and Time (SPT) [OMG05-
2]. SPT provides support for schedulability analysis (with fixed priority scheduler), 
throughput queue based analysis and mechanisms for representing temporal properties. 
Nevertheless, SPT exhibits a number of deficiencies in both expressibility and flexibility. 
The main drawbacks of SPT are:

 ■ It does not provide support for co-design hardware-software in embedded systems.
 ■ It provides limited support for schedulability and throughput analysis with non-

fixed priority schedulers.
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When the new UML2 standard [OMG05-1] became public, the OMG realized that it 
was necessary to update SPT. For this reason, the OMG released a Request for Proposals 
(RFP) for a new UML profile for real-time and embedded systems. The new profile was 
called Modeling and Analysis of Real-Time and Embedded.

2.7.4 Modeling and Analysis of Real-Time and Embedded

Modeling and Analysis of Real-Time and Embedded (MARTE) [OMG11-2] is a UML2 
profile aimed at providing support for modeling and analysis of real-time and embedded 
systems. To this end, MARTE includes a number of packages addressed to describe 
non-functional properties and several secondary profiles targeted to different types of 
systems.

 It was designed to be compatible with the already existing profiles for Quality of 
Service and Fault Tolerance (QoS&FT) [OMG08-1] that provided support annotation 
embedded systems issued such as energy consumption, memory, etc.

MARTE main goals can be summarized as follows:

 ■ Improve the communication between developers by providing a common 
modeling environment and methodology for both hardware and software

 ■ Improve the degree of interoperability between tools pertaining to different 
domains and devoted to different development stages, like specification, design, 
verification, code generation, etc.

 ■ Leverage the use of models to obtain better analysis and predictions, taking into 
account both hardware and software characteristics.

The modeling elements to be considered are:

 ■ Input events describing the patterns for the activation of computations (sequences 
of actions) in the system such as periodic or sporadic activation patterns.

 ■ Actions that have to be executed in response to input events.
 ■ Precedence constraints and deadlines for the actions to be executed as a response 

to an event. Precedence constraints define end-to-end flows of computation that 
have to be executed within the interval defined by the activation event and the 
deadline.

 ■ Resources needed to execute the actions of the system. Resources can be grouped 
into active resources (e.g. CPUs and networks), and passive resources (e.g. shared 
data). Access to shared resources has to be scheduled in order to guarantee the 
required temporal properties of the system.

2.7.4.1 Structure of MARTE

MARTE is addressed to modeling real-time and embedded systems following a MDE 
approach. It is composed of a number of extensions to current UML concepts which 
makes MARTE fully compatible with any tool that already supports UML. Regarding 
constraints, MARTE uses Object Constraint Language [OMG00-2], which is also part of 
the UML standard.



37

stAte of the Art

Figure 8 MARTE profiles overview.
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As is depicted in Figure 8, MARTE has a hierarchical profile structure. The two main 
models in the organization of MARTE are the real-time modeling (in the MARTE design 
package) and the system properties analysis modeling (MARTE analysis package). Both 
models have shared concepts which are described in the MARTE foundations package. 

This package contains four sub-profiles:

 ■ Non-Functional Properties (NFP). This profile provides constructors for declaring, 
qualifying and applying semantically well formed non-functional properties to 
UML models. NFP complements Value Specification Language (VSL), which 
defines a textual language for specifying the different data types of a model. 
Moreover, NFP provides declaration of non-functional properties.

 ■ Time modeling. It provides basic support for defining time aspects as well as for 
managing the underlaying time representation. MARTE supports three different 
kinds of time modeling: chronometric, logical and synchronous time.

 ■ Generic Resource Modeling (GRM). It supports one of the most important issues 
in real-time systems: the use of resources and representation. GRM is an ontology 
of resources that provides support for modeling high abstraction level platforms.

 ■ Allocation modeling. It provides support for allocating functional application 
elements to the available resources. This comprises both spatial distribution and 
temporal scheduling aspects in order to map various algorithmic operations onto 
available computing and communication resources and services. It is possible to 
annotate the deployment descriptions with non-functional properties such as 
specifying the worst case execution time (WCET) of a subsystem.
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There are two different sub-profiles based on MARTE foundations. On the one hand, 
the MARTE design model provides support for the left branch of the V-model software 
life cycle [Mazzini03]. On the other hand, the MARTE analysis model offers support for 
application model-based analysis (i.e. validation activities and optimization).

Annotations of real-time non-functional properties are supported in the High-
Level Application Modeling (HLAM) sub-profile. An example of HLAM property 
is the stereotype <<RtUnit>>, which is used for specifying real-time properties and 
computational model of a given unit.

In turn, Generic Component Model (GCM) is in charge of providing support for  
component-based engineering of both software and hardware. Another important 
feature offered by GCM is the communication component schema for data and messages.

Analysis of MARTE models can be performed using the Generic Quantitative 
Analysis Model (GQAM) profile or its specialized sub-profiles: Schedulability Analysis 
Model (SAM) and Performance Analysis Model (PAM).

Finally, MARTE annexes hold VSL profile, MARTE Library, i.e. basic data types used 
in the rest of the profiles and Repetitive Structure Model (RSM), i.e. intended for defining 
repetitive regular multidimensional structures, usually used in the design of modern 
microprocessors.

2.7.4.2 Scheduling Analysis With MARTE

MARTE includes three specific profiles for the application of analysis methods: 
GQAM, SAM and PAM. The scheduling analysis requires the identification of four basic 
concepts in the source model:

 ■ Input load events. These events describe the temporal activation of sequences of 
actions in the system. The temporal distributions define the pattern of activation, 
and, depending on the selected patterns, specific analyses are needed. GQAM 
includes the stereotype <<GaWorkloadEvent>> which supports the description 
of load for input events. This extension supports the specification of events that 
define the activation of behaviors in the model.

 ■ Resources in the system. The responses to the events compete for the occupation of 
resources. The busy state of resources delays the servicing of events for all resources 
that are shared. Resources can be differentiated in hardware active resources, 
such as CPUs and networks, and software and passive resources, such as shared 
memory. Every kind of event has associated specific delay times (e.g. blocking 
and preemption times) that depend on the scheduling algorithms of resources. 
GQAM stereotype <<GaResourcePlatform>> includes the identification of 
resources in the system. This is the logical container for all the resources and 
the root for the identification of resources in the system. Different types of 
resources have different parameters associated. Stereotypes that can be used 
for the description of resources in scheduling analysis are: SAM::SaCommHost, 
SAM::SaExecHost, SAM::SaSharedResource, GQAM::GaCommChannel and 
GRM::SchedulableResource.

 ◆ <<SaExecHost>> identifies a processor or other device that executes 
operations specified in the model. 

 ◆ <<SaCommHost>> is a series of hardware links between processors that 
support their communication. 
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 ◆ <<SaSharedResource>> represent shared resources with mutual exclusion.
 ◆ <<SchedulableResource>> identifies the schedulable resources (e.g. 

tasks and communication media), and defines some of their scheduling 
parameters (e.g. priority). 

 ◆ <<GaCommChannel>> is middleware or protocol layer that conveys messages.

 ■ Actions that define the response to events. These actions define activities that 
consume specific resources for a certain amount of time. The profiles do not 
include properties that support these associations. The precedence rules must be 
based on sequence rules associated to UML modeling elements.

 ■ Precedence relations between actions and response times. The execution of actions 
have some precedence and their executions (end-to-end or for each action) can 
have some associated temporal restrictions (deadlines and jitter restrictions). Two 
alternative solutions are possible:

 ◆ <<GaWorkloadEvent>> has associated a reference to its response. The effect 
can include the specification of the response times to the workload event 
(e.g. response time to the events and utilization of CPU handling the event).

 ◆ <<SaEndToEndFlow>> this extension specifies the required worst case 
response time associated to a workload event, and the worst case time of 
the behavior that handles the response (included all scenarios and steps). 
But this extension do not have properties to identify the work load event 
or the behavior (they are defined in the domain model but not in the 
profile), and these associations must be implicitly deduced in the model. 
If <<SaEndToEndFlow>> is attached to a component that has associated a 
single <<GaWorkloadEvent>>, the workload event can be identified, and 
based on this, the response. But if the component is composed of more than 
one workload event, we should look for an alternative solution. 

2.7.5 Summary

In traditional software methodologies, models are mostly used for documentation 
purposes only. In contrast, MDA proposes to putting models in the central path of 
software development. The main advantage of this approach is increasing the design 
abstraction level. MDE aims to define a full life cycle method based on MDA so that 
most of the development processes can be automated.

MDE increases the reusability and the readability substantially. It also makes the 
development automatization easier. These features are especially relevant in complex 
and long-lived systems, such as mixed-criticality partitioned systems. For example, the 
MARTE profile, also described in this section, enables the modeling of a number of 
non-functional requirements, such as real-time, in UML models. This makes it possible 
to perform timing analyses even before generating code. As a consequence, design 
problems can be detected earlier, and accordingly, it is easier and cheaper to fix them.

The automatization is a crucial issue since a one of the main goal of this PhD is to 
improve the support for MCPS development by automatizing most of the process. To 
this end, the implemented framework takes advantage of model reusability and model-
to-model transformers to automatically generate a partitioned system.
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2.8 Development Tools for Real-Time Systems

Although not directly used in this thesis, the methodologies and frameworks 
described in this section are the basis of the frameworks tailored for mixed-criticality 
systems. In particular, the described projects have provided some results that are the 
starting point of several features of the framework developed in this PhD, such as the 
Ada code generator templates or the NEUTRAL model.

Traditionally, the design and development of real-time embedded systems have been 
long, expensive and with a high time-to-market period. For these reasons, a number 
of methodologies and frameworks have been developed in order to decrease costs and 
time and increase productivity in this field. These methodologies and frameworks have 
evolved, giving rise to three main stages summarized in [Mazzini13].

An initial stage is based on generative reuse [Czarnecki00] approaches, such as the 
one proposed in COrDeT-13. The generative reuse approach is defined in [Frakes05] as 
encoding domain knowledge and relevant system-building knowledge into a domain-
specific application generator. In practice, this approach means that new systems are 
created by writing specifications for them in a domain-specific specification language 
which is later translated by generators into the code of a target language. MDE and 
the generative approach fit together perfectly as MDE uses models as domain-specific 
specification and a number of transformations to reach the target code [Mazzini13]. The 
ASSERT project (see Section 2.8.1) is a perfect example of this approach. It proposes a 
MDE-based methodology and a set of tools aimed at supporting this methodology.

The second stage is cross-domain projects, of which CHESS (see Section 2.8.2) is the 
best example. The CHESS project extends the work done in COrDeT-1 and ASSERT to 
other domains such as railways or telecommunications. The evolution from ASSERT to 
CHESS methodology is further discussed in [Vardanega09]. 

Finally, Mazzini et al. [Mazzini13] observe a third stage: consolidation. An example 
of this stage is COrDeT-24, which is based on the experience gained in COrDeT-1 and 
CHESS. COrDeT-2 incorporated the results of COrDeT-1 and CHESS into a reference 
architecture that consolidated the main ideas into a conceptually simple, straightforward, 
and elegant form. Other relevant projects that targeted the development of real-time 
embedded systems are VERDE5 or SESAMO6.

VERDE explored the integration of MDE, rapid prototyping, and component-based 
infrastructures with verification and validation (V&V) techniques in order to develop 
and industrialize a solution for iterative, incremental development and validation of 
real-time embedded systems for domains of aerospace, software radio, railway and 
automotive.

SESAMO proposed to enable the cost-efficient and systematic design, analysis, 
development and assessment of distributed safety- and security-critical embedded 
systems. The SESAMO project addresses the root causes of problems arising from the 
convergence of safety and security in embedded systems at the architectural level. The 
proposal is to develop a component-oriented design methodology based on model-

3 COrDeT-1 – Component Oriented Development Techniques. ESA ref. 20463/06/NL/JD. http://www.pnp-
software.com/cordet/home.html

4 COrDeT-2 – Component Oriented Development Techniques. ESA ref. ESTEC 000100991/10/NL/JK. 
http://cordet.gmv.com

5 VERDE – Verification-Oriented and Component-Based Model Driven Engineering for Real-Time Embedded 
Systems. ITEA3 ref. 08020. https://itea3.org/project/verde.html

6 SESAMO – Security and Safety Modeling. ARTEMIS ref. 295354. http://sesamo-project.eu
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driven technology by jointly addressing safety and security aspects and their interrelation 
for networked embedded systems in multiple domains (e.g. avionics, transportation, 
industry control).

2.8.1 ASSERT

ASSERT7 studied to develop enhanced development processes for embedded  on-
board aerospace systems based on the development of a set of building blocks which can 
be used in open frameworks in order to develop software for system families [Puente08]. 

The ASSERT project [Cechticky06, Maurizio08, Puente08, Zamorano10, Perez11, 
Panunzio14] propose MDE methodology based on components [Szyperski02] whose 
key concept is the separation of concerns, i.e. to separate the treatment of funcional 
properties from non-funcitonal properties.

Functional properties are handled by a state machine concept that encapsulates the 
functional behavior and offers adaptation mechanisms to exend this behavior while 
assuring that the functional properties are preserved [Cechticky06]. On the other 
hand, non-functional properties are handled with software structures, called containers, 
that provide the required non-functional elements. A set of transformations take the 
containers as the input and generate the required code to execute on the ASSERT Virtual 
Machine, which guarantees that the timing constraints are met.

Several tools [Bordin05, Bordin07, Pulido07, Hugues08] that support this 
methodology were developed in this project. Moreover, some of these tools [Perrotin12] 
have been extended to support partitioned systems [Delange12].

2.8.2 CHESS

The purpose of the CHESS8 project  was to master the expected increases in system 
complexity by elevating the level of abstraction in the user model space and by automating 
the feasibility analysis and feedback from the solution space. This specifically assists 
organizations with the management of  system complexity. CHESS also contributes 
to the reduction in the effort and time required for re-validation and re-certification 
after changes are made by relying on a suite of formally proven and property preserving 
transformations. 

In CHESS, the traditional component models are extended by explicitly separating 
functional from non-functional aspects. Components are modeled in a dedicated view, 
in which the designer describes only their functional aspects. A distinct design view 
permits the annotation of the component description with the declaration of the desired 
non-functional attributes.

Industrial partners, which were mostly from the aerospace, automotive, railway and 
telecommunications domains, defined the requirements that drove the CHESS project. 
The most important requirements are summarized in [Cicchetti12]:

 ■ Support for standard UML and its profiles.
 ■ User-friendly modeling.
 ■ Support for multiple design views.
 ■ Compatibility with internal and proprietary tools and techniques.
 ■ Management of inter-model and intra-model consistency.

7 ASSERT – Automated Proof-Based System and Software Engineering for Real-Time Systems. EU FP-IST ref. 
004033. http://www.assert-project.net

8 CHESS – Composition with Guarantees for High-integrity Embedded Software Components Assembly. EU 
ARTEMIS JU ref. 216682. http://chess-project.ning.com
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 ■ Adaptability to different development processes and standards.

The CHESS methodology thus tried to reconcile all of the above points into a single 
MDE-based architecture with the following main characteristics [CHESS-D2.3.2]:

 ■ Component-based development. The system is built as a composition of components 
which are intended to be easily reusable software units.

 ■ Separation of concerns. The concept of separation of concerns aims to achieve 
component isolation and predictability by means of a model-driven approach 
centered on functional and non-functional requirements. In practice, as stated 
in [Vardanega09], this approach implies that the user should declare only a non-
functional contract that each component must satisfy in the provision of its 
functional services.

 ■ Correctness by construction. The framework provides an editor that generates 
constraints on the fly and launches validation tools in order to ensure the 
correctness of the components under construction.

 ■ Expression, verification and preservation of extra-functional properties such as 
dependability and predictability properties.

 ■ Code generation for the desired target platform.

In addition, a new modeling language, known as CHESS modeling language (CHESS-
ML), was defined as a UML profile with subsets of SysML and MARTE profiles. Also, 
a tool-chain that provided editing tools, model-based analyses, code generation, back 
propagation and separation of concerns by design views was developed. The CHESS tool 
chain supports dependability analysis (.i.e. FMECA [Nahman02], FMEA [Rausand04] 
and FTA) and predictability analysis (e.g. schedulability analysis based on the information 
provided in the MARTE sub-profile SAM).

The CHESS toolset also supported code generation by means of a domain-specific 
code generator (i.e. each industry domain provided its own code generator). The 
aerospace domain generated Ravenscar-compliant Ada 2005 code, the railway produced 
Ada/C/C++, the code generator of the telecommunication industry generated C++ and 
the generator of the automotive industry was able to produce EAST-ADL2/AUTOSAR/- 
C/Java/RTSJ.

2.8.3 Summary

This section summarized the work done in the ASSERT and CHESS projects. The 
ASSERT project provided the basis of the separation of concerns, modeling of non-
functional properties and code generation. In turn, CHESS extended the results of 
the ASSERT project to different domains. Both project have had a sound impact on 
this thesis. In particular, Ada 2005 templates and the NEUTRAL model described in 
Section A.4 and Section A.2 are based on results of the ASSERT and CHESS projects, 
respectively.
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2.9 Development Tools for Mixed-Criticality Systems

The development of a software architecture and a framework addressed to improve 
the support for the MCPS development is a significant contribution of this thesis. This 
section surveys thus the most relevant research projects that have developed solutions 
that contribute to the overall objective of mixed-criticality integration: parMERSASA, 
GENESYS, CERTAINTY, VIRTICAL, RECOMP, ACROSS and MultiPARTES. In 
addition, ongoing research projects that are actively studying different mixed-criticality 
issues, such as DREAMS, PROXIMA, CONTREX, EMC2 and CONCERTO are 
also outlined. Other projects such as FSF9, MCC10, SeSaM11, ARAMiS12, IMA-SP13 or 
VIRTICAL14 are also worth mentioning, although they are less related to the work done 
in this PhD.

2.9.1 ParMERASA

The objective of ParMERASA15 was to demonstrate the use of multicore processors 
in real-time systems. To meet this goal, the project had to overcome the problems of 
existing timing analysis approaches, which only cover sequential program execution. 
A software engineering approach was developed to ease sequential to parallel program 
execution as well as verification and profiling tools. 

The project is further described by Ungerer et al. in [Ungerer13]. First, Ungerer 
characterizes the parMERASA pattern-supported parallelization approach that is based 
on Jahr's works [Jahr13-1, Jahr13-2]. This approach defines a model-based development 
path from sequential legacy programs to timing-analyzable parallel programs. They 
are defined together with platform-dependent and timing-analyzable synchronization 
idioms [Gerdes12].

Second, Ungerer describes the two phases of the approach. First, based on the sequential 
implementation, a model consisting only of sequential code blocks and parallel design 
patterns is constructed. Second, this model is refined to an optimal level of parallelism 
by the agglomeration of its nodes and the definition of parameters for scalable patterns. 
The first phase is platform independent whereas in the second phase all the trade-offs 
and limitations of the target platform have to be taken into account. Finally, algorithmic 
skeletons are available in an optimal case for efficient implementation of the parallel 
design patterns [Ungerer13].

Regarding the tools, the parMERASA simulator is a many-core simulation platform. 
It is based on the SoCLib16 simulation platform, a collection of SystemC hardware 
modules.
9 FSF – Fiabilité et Sûreté de Fonctionnement (Safe and Reliable Embedded Systems). IRT SystemX and partially 

funded from ARTEMIS EMCC ref 62142. http://www.irt-systemx.fr/project/fsf/?lang=en
10 MCC – Mixed-Criticality Embedded Systems on Many-Core Platforms. EPSRC ref. EP/K011626/1. http://www.

cs.york.ac.uk/research/research-groups/rts/mcc
11 SeSaM – Secure and Safe Microkernel Made in Germany. Joint project funded by the IT-Sicherheit (http://www.

bmbf.de/foerderungen/14262.php). http://www.sysgo.com/company/about-sysgo/rd-projects/the-sesam-
project

12 ARAMIS – Automotive, Railway and Avionics Multi-Core Systems. http://www.projekt-aramis.de
13 IMA-SP – Integrated Modular Avionics for Space. Contract ESTEC 4000100764 
14 vIrtical – Software/Hardware Extensions for Heterogeneous Multicore Platforms. EU FP7-JTI ref. 288574. 

http://www.virtical.eu
15 parMERASA – Multi-Core Execution of Parallelized Hard Real-Time Applications Supporting Analyzability. 

EU FP-7 ref. 287519. http://www.parmerasa.eu
16 SoCLib is an open platform for virtual prototyping of multi-processors system on chip (MP-SoC). Available 

at http://www.soclib.fr/trac/dev
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2.9.2 GENESYS

GENESYS17 explored the development a cross-domain reference architecture for 
embedded systems that meets composability, networking and security, robustness, 
diagnosis and maintenance, integrated resource management, evolvability and self-
organization.

Figure 9 Overview of the transformers used in the GENESYS framework. 
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The GENESYS framework is based on Eclipse EMF and CDO18 and it is composed 
of a set of transformers, depicted in Figure 919, which are in charge of generating the 
artifacts based on the input models. Further details of the project results are available in 
[Obermaisser11] where the main principles of the project are presented:

 ■ Embedded systems engineering process. Each modeling and evaluation phase is 
supported by a set of tools. MARTE models are supported by guidelines and a set 
of examples.

 ■ Model driven architecture development. The process model follows the Y-chart 
model by separating application and platform architecture design at the abstract  
level. A set of identified model transformations are defined as part of the integrated 
development environment.

 ■ Model representation. The model representation is covered to a large extent, 
although the representation of quality properties and model consistency checking 
still need further studies, at least in MARTE models.

 ■ Semantics modeling. Semantics modeling is covered by the UML2 modeling 
language.

 ■ Formal methods. Model-checking tools were integrated into the development 
environment.

 ■ Evaluation of quality and non-functional properties. In order to achieve this, 
a number of evaluation methods, techniques and tools were introduced in the 
framework.

17 GENESYS – Generic Embedded System Platform. EU FP7-ICT ref. 213322. http://www.genesys-platform.eu
18 Eclipse EMF CDO. Available at https://eclipse.org/cdo
19 Figure extracted from page 120 of the Obermaisser's book [Obermaisser11].
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 ■ Interactive development and integration environment. Live, incremental and 
bidirectional model transformations between DSLs and MARTE were integrated 
in the development environment.

2.9.3 CERTAINTY

CERTAINTY20 aimed to enable the certification process for mixed-critical embedded 
systems featuring functions dependent on information of varying confidence levels. In 
particular, it dealt with the certification process for mixed-critical embedded systems. 
Unified semantics are proposed for systems and languages with mixed-criticality 
concerns [CERTAINTY-D2.3].

Also, a scheduler tool was built in the frame of the CERTAINTY project. This 
scheduler is built using BIP [Abdellatif10, Basu11] and it is described in [Socci13-1]. Socci 
et al. state that the BIP framework is expressive enough to model various models of 
computations, and therefore, the same language is used to express both the application 
and the hardware, timing and functionality and scheduling and mapping.

Other relevant outcomes, summarized in [CERTAINTY-D5.1], were a scalable 
interference analysis framework and a scheduling policy for mixed-criticality multicore 
system based on flexible time-triggering and a resource sharing and virtualization 
mechanism. Additionally, a WCET analysis tool was extended to include more 
architectures [CERTAINTY-D3.3].

2.9.4 RECOMP

RECOMP21 explored how to enable cost-efficient certification and re-certification 
of safety-critical systems and mixed-criticality systems. The purpose was to establish 
methods, tools and platforms for enabling cost-efficient certification of safety-critical 
and mixed-criticality systems. The target were automotive, aerospace, industrial control 
systems and lifts and transportation domains. A more detailed description of the project 
and its results is available in [Pop13] where are summarized the means for achieving the 
project goals:

 ■ Sufficient separation. The approach taken in RECOMP is to provide the separation 
among mixed-criticality functions using a combination of communication 
infrastructure, hardware, operating systems, middleware, methods, tools and 
component models.

 ■ Minimizing tool qualification. Reducing the need for tool qualification by 
performing a tool-chain analysis of the tools used to develop a particular system. 

 ■ Component models for certification. Creating methods and tools for reducing 
development costs and assisting the designers in the certification life-cycle.

 ■ Verification & validation vs. certification. Assume-guarantee methods have been 
used to support compositional verification.

The deliverable [RECOMP-D2.4] summarizes the most important outcomes of the 
project. For example, several validation, verification and timing analyses for component 
validation were chosen and extended [RECOMP-D2.2.1, RECOMP-D2.3.1]. Moreover, 
several operating systems [RECOMP-D3.3] for a number of hardware platforms 
20 CERTAINTY – Certification of Real-Time Applications Designed for Mixed Criticality. EU FP7 ref. 288175. 

http://www. certainty-project.eu
21 RECOMP – Reduced certification costs using trusted multi-core platforms. Artemis EU ref. 100203. http:// 

atcproyectos.ugr.es/recomp
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[RECOMP-D3.4] were extended. In addition, a set of tools were selected to create 
the different tool-chains supporting the development and certification life-cycles 
[RECOMP-D2.5].

2.9.5 ACROSS

The ACROSS22 project designed a generic Multi-Processor Systems-on-a-Chip 
(MPSoC). The ACROSS MPSoC is intended to provide a stable set of core services as 
a foundation for the component-based development of embedded systems with short-
time-to-market, low cost and high dependability.

Figure 10 Workflow overview of the ACROSS approach. 

ACROSS proposes a development process based on workflows and tools aimed to 
help in these workflows. Specifically, there are three workflows23 depicted in Figure 10 
which have been extracted from the project web page24:

 ■ Tool-supported service configuration. The developer manually develops all aspects 
of the application (functionality, configuration, communications, etc.). The system 
integrator generates the platform configuration using the ACROSS tool-chain to 
describe the application architecture and simple extra-functional requirements 
(such as size, messages or task precedences). Finally, the ACROSS tool-chain is 
used to map the application model onto the platform model as well as to generate 
configuration files.

22 ACROSS – Artemis CROSS-domain architecture. Artemis ref. 100208. http://www.across-project.eu
23 The description provided here is an extract from the tool-chain description available at http://www.across-

project.eu/wp3.htm
24 ACROSS project web page: http://www.across-project.eu
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 ■ Model-driven application development. The developer describes the applications by 
means of platform-independent models. Then, through ACROSS model-to-model 
transformations, the application model is transformed into a generic domain-
independent application model, which later is mapped by the system onto the 
platform model. Finally service-specific tools are used to generate configuration 
files.

 ■ Simulation and Verification. The ACROSS development methodology can be used 
to perform estimation and validation in different phases of the design cycle.

Table 2 shows the tools developed in the project ACROSS (excluding third-party 
tools). The toolset is based on Eclipse and uses AutoFocus 3 for the model graphical 
editor.

Table 2 Developed tools of ACROSS project.

Tool Goals

ACROSS Modeling 

Workbench

Metamodels and editors to describe ACROSS-based applications

Graphical architecture editor based on AutoFocus 3

Automatic design space exploration

Automatic generation of code and platform configuration

Integration point for other ACROSS tools (based on model-to-model 

transformations; supported by Eclipse platform)

MPSoC configurator / 

TTNoC scheduler

Scheduling of TTNoC messages and tasks

Generation of TISS configuration

I/O configurator
Configuration of I/O services (messages, tasks)

Code generation for I/O μComponent

2.9.6 MultiPARTES

The main purpose of the MultiPARTES25 project was to develop tools and solutions 
for building trusted embedded systems with mixed-criticality components on multicore 
platforms. The approach is based on developing an innovative open-source multicore 
platform virtualization layer based on the XtratuM hypervisor. A software development 
methodology and its associated tools were developed in order to enable trusted real-
time embedded systems to be developed as partitioned applications in a timely and 
cost-effective way.

MultiPARTES project reuses and extends the methodology developed in CHESS 
with mixed-criticality and partitioned systems support. This means that the framework 
developed under the MultiPARTES project is driven by models (MDE) from which a 
number of outcomes are generated. In a similar manner as in the  CHESS project, the 
MultiPARTES framework is composed of several model-to-model and model-to-text 
transformers that process the system models provided by the system integrator and that 
generate the outcomes. The main objectives of MultiPARTES are:

 ■ Definition of a methodology for MCPS. This methodology aims to enforce the 
development and production of new applications based on partitioned multicore 
systems by integrating new MCPS activities and roles in the traditional V-Model. 

25 MultiPARTES – Multi-Cores Partitioning for Trusted Embedded Systems. EU FP7 STREP ref. 287702. http://
www.multipartes.eu
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 ■ MDE integration in the MCPS development. This approach promotes cross-
industry reuse with reduced development cost, a shorter time-to-market and 
higher reliability of mixed-criticality systems [Trujillo14].

 ■ Methodology tool support. A tool designed to support the MultiPARTES 
methodology. The framework described in this PhD is part of the project 
contributions to the methodology tools support. A comprehensive description of 
this framework is provided in the following chapters.

 ■ XtratuM-based execution platform. The XtratuM hypervisor provides spatial and 
temporal isolation of partitions, which permits the execution of partitions without 
specific knowledge of its internals.

 ■ Porting execution environments to XtratuM. In particular, MPTAL26, ORK+ 
[Esquinas11] and Partikle [Masmano10] have been ported.

 ■ Advanced hardware virtualization features. In particular, memory hierarchies are 
being defined to enable spatial partitioning and to avoid cache flushing side effects 
[Trujillo14].

2.9.7 DREAMS

The DREAMS27 project is studying how to develop a cross-domain architecture 
and design tools for networked complex systems where application subsystems of 
different criticality executing on networked multicore chips, are supported. DREAMS 
will deliver architectural concepts, metamodels, virtualization technologies, model-
driven development methods, tools, adaptation strategies and validation, verification 
and certification methods for the seamless integration of mixed-criticality to establish 
security, safety, real-time performance as well as data, energy and system integrity.

The main objectives of this project are summarized in [DREAMS-D1.2.1, Trujillo14]:

 ■ Waistline structure of platform services. These services will include time services, 
integrated-resource management services, communication and execution services 
for time and space partitioning.

 ■ Combination of virtualization technologies. Non-functional requirements will be 
provided by combining software and hardware virtualization technologies.

 ■ Adaptation strategies for mixed-criticality systems. Means for monitoring and 
controlling system wide, high-level constraints, such as end-to-end deadlines and 
reliability, will be integrated in the platform.

 ■ Development methodology and tools based on MDE. The methodology as well as 
the tools developed in the context of the project will follow the MDE approach.

 ■ Certification support. The certification process of safety system will be taken into 
account.

 ■ Demonstrators. Demonstrators from the avionic, industrial and healthcare 
domains will be developed.

This project is intended to analyze and extend the contribution of other projects 
such as GENESYS, parMERASA, CERTAINTY, VIRTICAL, MultiPARTES, RECOMP 
or ACROSS to the integration of mixed-criticality system. As a result of this analysis, 

26 MPTAL – MultiPARTES Abstraction Layer is a simple runtime which offers services close to the ARINC-653 
P4.

27 DREAMS – Distributed Real-time Architecture for Mixed Criticality Systems. EU FP7-ICT ref. 610640. http://
www.dreams-project.eu
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DREAMS will identify areas of overlap, strengths and weaknesses of the results produced 
in the context of the aforementioned projects. In addition, a subset of these results will 
be integrated into a new framework.

DREAMS started on October 2013 and will finish on September 2017. As of today 
(March 2015), there is still no specific information about the tools on the project web 
site.

2.9.8 PROXIMA

PROXIMA28 researches how to provide industry-ready software timing analysis using 
probabilistic analysis for many-core and multicore critical real-time embedded systems 
and will enable cost-effective verification of software timing analysis, including worst 
case execution time. This project started in October 2010 and will finish in October 2016.

PROXIMA focuses mainly on developing probabilistic timing analysis techniques 
targeted at mixed-criticality real-time embedded systems executing on multicore 
and many-core platforms so that safe enough WCET29 and WCRT30 estimations can 
be provided. To this end, the proposed approach is to reduce the risks of temporal 
pathological cases to low but quantifiable levels in order to provide a set of probabilistic 
analysis methods that can be integrated into commercial development and verification 
tools by taking the certification processes into account.

This project will extend the outcomes of the PROARTIS31 project. On the one 
hand, PROXIMA will provide probabilistic timing analysis in the development of 
COTS hardware whereas PROARTIS dealt only with PTA-conformant32 processor 
architectures. Moreover, PROXIMA will support the analysis of complex mixed-
criticality applications with tasks allocated to multicore processors where PROARTIS 
handled only single applications running non-preemptably.

2.9.9 CONTREX

The main objective of the CONTREX33 project is to provide energy-efficient and cost-
aware design of mixed-criticality applications through analysis and optimization of real-
time, power, temperature and reliability requirements. The results of the CONTREX 
project are intended to be integrated into existing design environments, models, and 
analysis and simulation tools. This project started in November 2010 and will finish in 
October 2016. 

28 PROXIMA – Probabilistic Real-Time Control of Mixed-Criticality Multicore and Many-Core Systems. EU FP7 
ref. 611085. http://www.proxima-project.eu

29 Worst Case Execution Time (WCET)
30 Worst Case Response Time (WCRT)
31 PROARTIS – Probabilistically Analyzable Real-Time Systems. EU FP7-ICT ref. 249100. http://www.proartis-

project.eu
32 Probabilistic Timing Analysis (PTA)
33 CONTREX – Design of Embedded Mixed-Criticality Control Systems Under Consideration of Extra-Functional 

Properties. EU FP7-ICT ref. 611146. https://contrex.offis.de/home
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CONTREX takes the results of the COMPLEX34 and Therminator35 projects to 
estimate and analyze the power and temperature of a SoC. CONTREX also takes 
advantage of the background in safety-critical multicore applications gained in CHESS, 
nSafeCer36 and T-CREST37.

CONTREX will deal with the interference that applications can produce through 
parasitic extra-functional requirements, such as power or temperature. For example, 
the execution of non-critical applications and hard real-time applications on the 
same computer may lead to increased power consumption that, in turn, increases the 
temperature of the processor. As a consequence of the heat, the processor must reduce 
the working frequency leading to possible errors in hard-real time applications.

The main objectives of this project are summarized in [Trujillo14]:

 ■ Development and mapping of control applications to hardware platforms taking 
time, power and temperature non-functional requirements into account.

 ■ Simulation non-functional requirements, such as of time, power or  temperature, 
in order to study the scalability of the system.

 ■ Generation of alternative mappings based on the given non-functional requirement 
to be optimized.

 ■ Integration of run-time health monitoring in cloud services.

2.9.10 EMC2

EMC2 38 studies solutions for dynamic adaptability in open systems executing mixed-
criticality real-time applications. This project was launched in April 2014 and will end 
in March 2017. A tool called art2kitekt39 is under development. It is intended to be an 
integrated tool chain that allows the engineer to:

 ■ Configure the execution platform with application-specific details.
 ■ Model software according to a domain-specific application model.
 ■ Specify the criticality level of each software component .
 ■ Map software components to execution platform resources.
 ■ Analyze extra-functional requirements of the system.
 ■ Generate low-level code/configuration from the analysis results.

The initial version will be based on Linux and will provide schedulability analysis 
based on Response Time Analysis and will produce C/POSIX code. Also, in the context 
of this project, Zhang et al. [Zhang14] is working on a Java code generator based on state 
machines.

34 COMPLEX – Codesign and power Management in platform-based design space exploration. EU FP7 ref. 
247999. https://complex.offis.de

35 Therminator – Modeling, Control and Management of Thermal Effects in Electronic Circuits of the Future. EU 
FP7-ICT ref. 248603. http://www.fp7-therminator.org/drupal

36 nSafeCer – Safety Certification of Software-Intensive Systems with Reusable Components. ARTEMIS-JU ref. 
295373. http://safecer.eu

37 T-CREST – Time-predictable Multi-Core Architecture for Embedded Systems. EU FP7-ICT ref. 288008. http://
www.t-crest.org

 38 EMC2 – Embedded Multi-Core Systems for Mixed-Criticality Applications in Dynamic and Changeable Real-
Time Environments. Artemis ref. 621429. http://www.artemis-emc2.eu 

39 Information retrieved from the presentation of the tool in the HiPEAC Conference 2015. Presentation 
available at http://www.artemis-emc2.eu/fileadmin/user_upload/Publications/2015_HiPEAC/EMC2_Sergio_
Saez_ITI.pdf
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2.9.11 CONCERTO

The CONCERTO40 project is based on the work done in CHESS and it is designed 
to deliver a reference framework for multicore systems that will integrate correctness-
by-construction for multicore systems with innovative model-to-code transformation 
techniques targeted at their special characteristics. The applicability of the CONCERTO 
solutions to multiple industrial domains (including aerospace, telecoms, automotive, 
petroleum and medical) will be ensured through the elaboration of industrial use cases 
demonstrated in the various targeted domains. This project takes advantage of the 
lessons learned in MultiPARTES (Section 2.9.6), CHESS (Section 2.8.2) and IMA-SP 
projects.

One of the outcomes of the CONCERTO project is a toolset which will support 
the end-to-end system development process and deployment [Baldovin15]. The most 
important features of the CONCERTO toolset are summarized in [Baldovin15]:

 ■ MDE development process. A model-based component-oriented development 
process can be a very effective strategy for the industrial development of real-
time embedded software [Panunzio14]. CONCERTO methodology is built on the 
foundation of the CHESS project.

 ■ Modeling. The OMG profile MARTE is used to model ARINC653 partitions by means 
of MARTE stereotypes such as MemoryPartition, SwSchedulableResource or 
ProcessingResource.

 ■ Allocation to cores. The problem of deciding where to execute partitions is a NP-
Hard problem. For this reason, the CONCERTO approach proposes using a 
modified version of the worst-fit heuristic. Once partitions are allocated to a core, 
they are not allowed to migrate among cores. In this way, the complexity of global 
multicore scheduling is avoided.

 ■ Task scheduling. After computing the request bound function of all the partitions, 
tasks are scheduled according to an EDF schedule. Finally, the slack is uniformly 
distributed.

 ■ Analysis. Schedulability analysis tools can be integrated into the toolset in order to 
guarantee the feasibility of the generated plan.

 ■ Code generation and execution. The methodology defined by CONCERTO 
suggests how to mitigate the preservation of extra-functional properties following 
the same approach as in CHESS, PROARTIS and TiCOS projects [Baldovin12].

2.9.12 Summary

The relevance of mixed-criticality systems and particularly partitioned systems in 
both academics and industry is clear. This interest is demonstrated by the amount of 
research projects aimed at mixed-criticality systems.

The main features of frameworks that are described in this section are summarized 
in Table 3. It is important to note that a number of projects described are still ongoing 
as of March 2015. Therefore, in some cases there is not much documentation available 
yet. Accordingly, some of the information provided in this work might change or be 
inaccurate.

40 CONCERTO – Guaranteed Component Assembly with Round Trip Analysis for Energy Efficient High-integrity 
Multicore Systems. ARTEMIS ref. 333053. http://www.concerto-project.org
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Table 3 shows the most relevant features related to MCPS development. Projects 
listed in Table 3 also produced other important outcomes that may be less relevant to the 
topics of this PhD, such as improvements for operating system kernels or new hardware 
architectures.

There are two main parts in Table 3. The top of the table lists projects that were 
contemporary with the MultiPARTES project as well as the projects that were already 
completed when the MultiPARTES project began. The second part of the table shows 
projects that started after the MultiPARTES project and that are still in progress.

One of the main contributions of this PhD is the integration of automatic partitioning 
into MCPS software development. This is clearly shown in Table 3 where the framework 
developed in this PhD is the only framework with this feature. It is also worth 
mentioning that the framework developed in this thesis specifically targets multicore 
mixed-criticality partitioned systems. Therefore it supports most of the required stages 
of the development of these systems. In fact, the MultiPARTES project was a pioneer 
in dealing with MCPS in multicore platforms. After the MultiPARTES project, other 
projects such as DREAMS, CONCERTO or EMC2 have taken over in the research of 
supporting MCPS development.

Table 3 Framework features summary.

Target 

System

Supported 

Development 

Stages

Automatically

Generated 

Artifacts

M
ul

tic
or

e

M
ix

ed
-C

rit
ic

al
ity

Pa
rt

iti
on

ed

D
es

ig
n 

&
 A

na
ly

si
s

Au
to

m
at

ic
 P

ar
tit

io
ni

ng

Im
pl

em
en

ta
tio

n

Te
st

in
g

So
ur

ce
 C

od
e

Co
nfi

gu
ra

tio
n 

fil
es

Co
m

pi
la

tio
n 

Sc
rip

ts

Fi
ni

sh
ed

ParMERASA Y N N Y N Y Y N N N

GENESYS N N N Y N Y Y N Y N

CERTAINTY Y Y Y Y N N N N N N

RECOMP Y Y N Y N Y Y N N N

ACROSS Y N N Y N Y Y Y Y Y

MultiPARTES Y Y Y Y Y Y Y Y Y Y

O
ng

oi
ng

DREAMS Y Y Y Y N Y Y Y Y Y

PROXIMA Y Y N Y N N N N N N

CONTREX Y Y N Y N N N N Y N

EMC2 Y Y Y Y N Y Y Y Y Y

CONCERTO Y Y Y Y N Y Y Y Y Y



53

stAte of the Art

2.10 Graph Theory

Graphs are a powerful mathematical tool that makes the modeling of real-live 
situations possible. Graph Theory, a major branch of mathematics, has studied graphs 
profoundly since Leonhard Euler published Seven Bridges of Königsberg in 1736. During 
these years, a large amount of properties and algorithms has been found and still many 
other problems are unresolved yet.

Although this thesis is not focused on graph theory, it has soundly used graphs. The 
graph theory has been applied to diverse topics such as the scheduling of partitions 
or the allocation of applications to an unknown amount of partitions. Therefore, due 
to the heavy use of graphs done in this thesis, it seemed reasonably to provide a brief 
introduction this theory.

Figure 11 Adjacent nodes of an undirected graph.
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2.10.1 Definitions

A graph is a representation of a set of objects where some of the pairs of objects 
are connected by links. The interconnected objects are represented by mathematical 
abstractions called vertices (u), and the links that connect some pairs of vertices are 
called edges [Trudeau93].

Figure 12 A directed acyclic graph.
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The vertex sequence is an arrangement of the vertices in some order on a horizontal 
line (sn = u1, u2,...,un). The edges of an undirected graph induce a symmetric binary 
relation called adjacency relation. Each vertex has a list of adjacent vertices, which are 
the vertices that are directly connected to it. The lenght of this list is called degree of the 
vertex, d(u). In Figure 11, vertex V2 has a degree of four, i.e. it is connected with four 
vertices: V1, V4, V5 and V6, and it is linked with its adjacent vertices by a bold line.

If vertices can be divided into two disjoint sets U and V such that every edge connects 
a vertex in U to one in V then the graph is denoted as bipartite graph.

If pairs of vertices are sorted, the graph is then called directed graph and its edges (also 
called arcs or arrows) have a direction associated with them. A simple cycle or directed 
cycle is defined as a closed walk with no repetitions in vertices aside from the starting 
and ending vertices. A directed graph is acyclic when it does not have directed cycles. 
Directed graphs that have no simple cycles are called Directed Acyclic Graphs (DAG). 

The in-degree of a vertex, d–(u), is the number of edges that ends at the vertex whereas 
the out-degree of a vertex, d+(u), is the number of edges that starts at the vertex. For 
instance, in Figure 12, V6 has an in-degree of three (i.e. there are three arrows pointing 
toV6) and an out-degree of one (i.e. there is one arrow leaving fromV6). A vertex with 
an in-degree of zero is called source vertex (i.e. V4 in Figure 12) whereas a vertex with an 
out-degree of zero is called sink vertex.

A topological sort of a directed graph is a linear ordering of its vertex sequence such 
that for every directed edge (u,v) from vertex u to vertex v, u comes before v in the 
ordering. Topological sorts are only possible in DAG but any DAG has, at least, one 
topological ordering.

In a DAG, both vertices and edges may have associated one or more values often 
called weights. When this occurs, the resulting graph is called weighted directed graph.

Vertices may be labeled or colored according to a certain policy. When the colored 
elements are the vertices, it is called vertex coloring. The resulting graph of a vertex 
coloring is named colored graph. The most typical vertex coloring is called proper vertex 
coloring. In fact, when used without qualification, the coloring of a graph is a proper 
vertex coloring. In a proper vertex colored graph no two adjacent vertices share the same 
color. A graph may have multiple proper colorings as multiple colors may be available 
for a given vertex. 

Figure 13 A proper vertex coloring of a undirected graph with 4 colors.

V1, {1}

V3, {2}V5, {3}

V4, {3}

V2, {2}

V6, {4}
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For example, in Figure 13 a colored graph is depicted. Each vertex is denoted with a 
tuple with the name of the vertex and a number that represents the color. In Figure 13, 
vertex V6 is colored with color 4 because it is linked with vertices already colored with 
colors 1, 2 and 3. In the same manner, vertices V2  and V3 can be both colored with color 
2 because they are not linked.

An important property of a colored graph is the chromatic number, or the smallest 
number of colors that are needed to (proper) color all of the vertices of a graph. Finding 
the chromatic number is a known NP-Complete problem [Garey79], although there are 
algorithms that find reasonable solutions in polinomial time.

2.10.2 Heuristics and Greedy Algorithms

Heuristic algorithms are addressed to solve problems where classic methods  either 
fail or are too slow. To this end, heuristic algorithms make a trade-off among optimality, 
completness, accuracy or precision for speed. To achieve this speed heuristic algorithms 
often make decisions based on what in practice produce reasonable results. But, as 
consecuence, results are usually approximate.

Greedy algorithms are a particular type of heuristic algorithms that choose the local 
optimum at each stage with the hope of finding a global optimum [Black05]. As a result 
of this strategy, greedy algorithms are able to provide results in a reasonable time. These 
results do not have to be optimal but rather feasible and the quality of these results 
may vary from one greedy alghoritm to another. Also, it is often true that the more 
computational time is used, the better is the quality of the result. 

NP-Hard and NP-Complete problems have no known algorithm that resolves the 
general problem in polynomial time. For this reason, these problems are usually tackled 
with different heuristic algorithms, such as greedy algorithms.

2.10.3 Topological Sort

There exist many algorithms for finding the topological ordering of a DAG in linear 
time. For instance, Kahn et al. [Kahn62] proposed an algorithm that successively 
removes source vertices from the graph (at least one must exist if it is a DAG) and insert 
them in a stack. A different approach is described in the book Introduction to algorithms 
[Cormen01], where a depth-first search is used for walking through the graph in 
arbitrary order. However, it may be convenient to find a topological ordering of a direct 
graph with cycles. In such a case, all of the cycles must be removed before to compute a 
topological sort. A straightforward way of converting a directed graph with cycles into 
a DAG is to drop edges for breaking the cycles. The minimal set of edges that must be 
dropped in order to convert a cyclic graph into an acyclic graph is called feedback arc 
set (FAS). In general, the computation of the FAS is a NP-complete problem but there 
are algorithms whose running times are polynomial time in the size of the graph but 
exponential in the number of edges of the FAS. A review of several of these algorithms 
was published in [Hassin94].

Another algorithm is the GR algorithm [Eades93]. This approach distinguishes 
between sink and source vertices. Vertices that satisfy d+(u) = 0 are called sink vertices. 
Vertices that satisfy d–(u) = 0 are called source vertices. A function δ(u) = d+(u) – d–

(u) is defined for vertices that satisfy d+(u) ≠ 0 ∧ d–(u) ≠ 0 (i.e. they are not either 
sinks nor sources). A formal statement of the GR algorithm is given in Listing 1.
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Listing 1 GR topological sorting algorithm.

let s
1
 ← ∅

let s
2
 ← ∅

while G ≠ ∅ do
 while G contains sink do
  choose sink u
  s

2
 ← u ∪ s

2

  G ← G – u
 while G contains sink do
  choose sink u
  s

1
 ← u ∪ s

1

  G ← G – u
 choose vertex u for which δ(u) is maximum
return s ← s

1
 ∪ s

2

2.10.4 Maximum Flow

The brief description provided in this subsection of the maximum flow problem has 
been extracted from [Cormen01], which is an excellent reference book for all graph 
related topics and so where further details about this subject can be consulted.

Flow networks are used to model many different problems such as liquid through 
pipes or information through a communication line. DAGs can model these problems 
by using vertices as junctions, edges as pipes or lines and weights are amount of liquid 
or information that the pipe is able to conduct.

The capacity of an edge represents the maximum amount of flow that can flow 
through this edge. 

A flow network G = (V, E) is a DAG in which each edge (u,v) ∈ E has a non-
negative capacity c(u,v) ≥ 0.

A flow is a function that meet the following conditions:

 ■ The flow of an edge cannot exceed its capacity (Formula 1).

Formula 1 Maximum flow of an edge.

0≤ f (u,v)≤c(u,v)

 ■ The sum of the flows entering a node must equal the sum of the flows exiting a 
node, except for the source and the sink nodes (Formula 2).

Formula 2 Flow conservation.

f (u,v)
v∈V
∑ = f (v,u)

v∈V
∑

The value of a flow represents the amount of flow passing from the source to the sink 
(Formula 3).

Formula 3 Flow value.

f = f (s,v)
v∈V
∑ − f (v,s)

v∈V
∑

The problem is to find the maximum flow that can be sent through the arcs of a 
network from some specified node s, called the source, to a second specified node t, 
called the sink.
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A method for computing the maximum flow problem was proposed in [Ford56]. 
The Ford–Fulkerson method is based on three concepts: residual network, augmentation 
path and cut.

Gf is the residual network graph which consists of edges with capacities that represent 
how can change the flow on edges of G. An augmentation path is a simple path from s 
to t in the residual network Gf. The residual capacity of p is the maximum amount by 
which the flow on each edge on the augmentation path p can be increased. An edge of 
the flow network can admit an amount of additional flow equal to the capacity of the 
edge minus the flow on that edge. If that value is positive, this edge is placed in Gf with 
the residual capacity given in Formula 4. In Gf only are those nodes that admit more 
flow [Cormen01].

Formula 4 Residual capacity of an edge.

c
f
(u,v)= c(u,v)− f (u,v)

A cut (S, T) of a flow network G = (V, E) is a partition of V into S and T = V - S 
such that s ∈ S and t ∈ T. If f is a flow, then the net flow f(S,T) across the cut (S,T) is 
defined by Formula 5.

Formula 5 Net flow across a cut.

f (S,T)= f (u,v)− f (u,v)
v∈T
∑

u∈S
∑

v∈T
∑

u∈S
∑

Edmonds et al. [Edmons72] introduced the breadth-first search algorithm for 
computing the augmentation path giving as a result the Edmonds–Karp method which 
resolves the maximum flow in O(VE2) time. In Listing 241 is depicted the Ford–
Fulkerson's method for computing the maximum flow problem.

Listing 2 Ford-Fulkerson algorithm for Maximum-Flow problem. 

foreach edge (u,v) ∈ G.E do
 (u,v).f = 0
while there is no path p from s to t in G

f
 such that c

f
(u,v)>0 for all edges do

 Find c
f
(p) = min{c

f
(u,v) : (u,v) ∈ p}

 foreach edge (u,v) in p do
  if (u,v) ∈ E then 
   (u,v).f := (u,v).f + c

f
(p)

  else
   (v,u).f := (v,u).f - c

f
(p)

2.10.5 Vertex Coloring

The vertex coloring remains as one of the most widely applied and important 
colorings among the graph colorings as it has a significant amount of applications. For 
this reason, there is a large amount of research on this topic. As the vertex coloring is a 
NP-hard problem, a lot of effort has been done in the research of heuristics.

The most relevant heuristics for vertex coloring are largest-first (LF) [Welsh67], 
saturation-largest-first (SLF or DSATUR) [Brélaz79] and smallest-last (SL) [Matula83]. 
These heuristics, among others, are summarized by Kosowski et al. in [Kosowski04]. 

LF is the oldest and the simplest heuristic although it remains as one of the most 
effective. LF colors first the vertices with higher degree based on the observation that 
vertices with lower degree are easier to color. 

41 Pseudo-code extracted from page 724 of the Cormen's book [Cormen01].
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Listing 3 Last-first (LF) vertex coloring heuristic.

let K be the vertices of G in decreasing order of degree
color(G, K)

SLF improves LF based on the observation that what really constraints the coloring 
of a vertex is the amount of its uniquely colored neighbors (i.e. vertex saturation). SLF 
colors optimally all of bipartite graphs, cycles, mono-cyclic graphs,  bi-cyclic graphs, 
trees, necklaces and cacti and all graphs whose core is a member of  one of these families 
[Kosowski04].

Listing 4 Saturation-largest-first (SLF) vertex coloring heuristic.

let K ← ∅
while (nonColored(G) ≠ ∅)
 let v the vertex of G with highest degree of saturation
 color(G, v)

SL refines LF and improves its behavior in some graphs. SL colors optimally trees, 
cycles, mono-cyclic graphs, wheels, complete bipartite graphs, Johnson’s graphs 
[Holton93] and Mycielski’s graphs [Mycielski55].

Listing 5 Smallest-Last (SL) vertex coloring heuristic.

let K ← ∅
while (G \ K ≠ ∅)
 let v the vertex of G with smallest degree
 K ← K ∪ v
color(G, inverseOrder(K))

Finally, it is also worth to mention the random-sequential (RS) heuristic. RS creates 
colors the vertices in a random order. It has a very low execution time owing to the 
simplicity of the algorithm. However, RS is useful in cases with few vertices as well as 
reference for benchmarking other coloring heuristics.

2.10.6 Register Allocation

The Register Allocation & Spilling via Graph Coloring [Chaitin82] was designed to 
be used in compilers, more precisely, at the code generation stage. In this stage, the 
compiler requires the allocation of temporal intermedidate variables to machine 
registers. The key idea of the Chaitin's algorithm is the representation of the register 
allocation problem with a colored graph. Vertices in the graph represent live ranges or 
temporal variables used in the program. An edge connects any two temporal variables 
that are simultaneously live at some point in the program, that is, the temporal variables 
whose live ranges interfere. 

The colors are the available machine registers. George et al. [George96] sumarize the 
five principal phases of the Chaitin's algorithm as follow:

1. Build. This builds the interference graph of the program. The interference graph 
of a program represents variables that are simultaneously live. These variables 
cannot be allocated on the same register. In the graph, two variables (represented 
by the vertices of the graph) that are simultaneously live are linked by an edge. In 
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this way, all of the vertices (i.e. variables) that are adjacent to a one given vertex 
are variables that live at the same time and thus they must not be allocated to the 
same machine register.

2. Coalesce. A move instruction can be deleted from the program when the source 
and destination of the move instruction do not have an edge in the interference 
graph. In other words, the source and destination can be coalesced into one node, 
which contains the combined edges of the nodes being replaced.

3. Simplify. This stage colors the graph following Kempe's coloring heuristic 
[Kempe89]. Kempe’s algorithm is easy to implement and has an acceptable 
execution time. Listing 6 shortens the description given by [Blazy10] and 
[George96]. 

4. Spill. If at any point of the simplify process there is no vertex with degree < K, 
the heuristic fails. In order to continue, a vertex has to be spilled, which means 
that the variable that this vertex stands for has to be represented in the memory 
instead of in a register. Therefore, such spilled vertex can be removed from the 
graph and the simplify process can start again with an smaller graph.

5. Select. It assigns colors to the vertices and then pop x out from the queue into the 
graph, assigning it a proper color (in other words, a different color from all its 
adjacent vertices). This is because when x was removed, it verified that  degree < 
K and there must be an available color for x.

Listing 6 Chaitin's simplify algorithm.

let s ← ∅
while G contains vertex u which d(u) < K
 choose u which d(u) < K
 s ← s ∪ u
 G ← G – u
return s

Nevertheless, Chaitin's algorithm has several drawbacks:

 ■ Aggressive coalescence. Chaitin's algorithm coalesced any pair of nodes not 
connected by an interference edge. As a result, the coalesced node is usually more 
constrained than those that are removed. This may lead to converting a K-colorable 
graph into a non K-colorable graph.

 ■ Pre-colored vertices. Precolored nodes cannot be spilled. If a intermediate variable 
interferes with a set of precolored vertices (all of them of different colors), the 
graph becomes uncolorable as the intermediate variable should be spilled but 
there is no register into which it can be fetched back.

2.10.7 Summary

Graph theory is a powerful mathematical tool that makes modeling problems easier 
that have turned out to be very useful in practice. Even though graph theory  began in 
the eighteenth century, is still a very active research area today. 

As stated in the introduction of this section, this PhD does not focus on graphs, but 
they have been extremely useful. For example, colored graphs have been especially useful 
in the formalization of the partitioning algorithm (see Section 4.2.1), chromatic numbers 
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have been the basis for searching solutions with the smallest amount of partitions (see 
Section 4.2.2.2). Finally, network flows on bipartite graphs helped to decide whether a 
cyclic schedule is or is not feasible (see Section 4.5).

2.11 Conclusions

This chapter has introduced and described the most relevant fields related with 
Mixed-Criticality Partitioned Real-Time Embedded Systems development, which  are 
the targeted systems of this PhD.

The most characteristic feature of MCPS is that applications of different criticality 
share the hardware platform. Section 2.2 was thus devoted to mixed-criticality 
systems. As shown in this section, mixed-criticality systems although provides many 
advantages, raises a number of challenges, such as undesired interferences among 
applications, that still must be tackled.

Section 2.3 introduced partitioned systems which are a promising approach to 
handle the mixed-criticality systems issues. Partitioned systems use virtualization 
technologies in order to provide strict temporal and spatial isolation. However, there are 
a number of challenges still open such as providing strict temporal isolation in multicore 
platforms. Also, there is a notable lack of tools aimed at supporting the development 
of partitioned systems and for this reason this PhD is focused on the improving the 
support of partitioned systems development.

Most of the systems considered in this work must meet time constraints. As discussed 
in Section 2.4, these non-functional requirements increase substantially the design, 
implementation and verification complexity. Real-time systems have been heavily studied 
over the last decades and, consequently, there exists a huge amount of research literature 
about this subject. Still, there are open topics, such as the hierarchical scheduling or the 
scheduling in multicore platforms, that are being thoroughly researched.

The complexity of MCPS urged the need of devising new software engineering 
techniques that make the developing of these systems easier, faster, safer and cheaper. 
However, as discussed in Section 2.5, traditional software development processes do not 
cover the new roles and activities that MCPS requires.

MPCS new activities and roles were described in Section 2.6.1. Activities such system 
partitioning or roles such as the system integrator are very specific to MCPS, but they 
are crucial to provide efficent and fast MCPS developments. For this reason, MCPS 
require of new software development models.

In Section 2.6.2 was detailed one of such new software development models targeted 
specifically the MCPS development.

On the other hand, the MDE methodology briefed in Section 2.7 provides high 
levels of reusability and interoperability as well as allows the engineer to raise the design 
abstraction level. MDE is thus very well suited for MCPS which can be large, complex 
and long-lived systems. For this reason, MDE is fostered and profusely used in this PhD.

Finally, it is worth to mention the graph theory, which has been brieftly introduced in 
Section 2.10. Despite graphs have being studied since the 18th century, this mathematical 
branch is still very active and it still produces many research literature. 
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The graph theory has been a key component in the formal modeling of the 
problems addressed in this PhD which many of them have turned to be very complex of 
computing. For this reason, in this section are introduced a number of  graph heuristics 
for solving NP problems such as the coloring of a graph with the smallest amount of 
colors or the topological sort of the vertices of a graph.

In short, this chapter states the necessity of developing new ways of dealing with the 
development of complex embedded systems with different importance for the mission 
integrated in a shared computer platform. Partitioned systems have arisen as a promising 
technology. However, traditional software development models and tools must evolve to 
accommodate the new needs that the development of partitioned systems requires. 

The work described in the following chapters is aimed at improving the current 
support of the MCPS development by providing an innovative framework that 
automates the crucial development stages of a software development model tailored 
for MCPS.
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Chapter 3

Design and 
Implementation of 

the Framework

3.1 Introduction

The increasing power of processing hardware makes it possible to integrate complex 
system functionality into a single computer. Although this has a number of advantages, 
it poses a major problem when developing complex embedded systems. Commonly, 
these systems include applications with different criticality levels giving rise to so-called 
mixed-criticality systems. This approach presents new challenges, as it is necessary to 
certify the whole system even though there are non-critical parts. 

Partitioned systems are a suitable approach based on system virtualization. A 
virtualization kernel or hypervisor allows the creation of partitions that are isolated. 
Applications with different criticality levels are executed in different partitions in a safe 
way. Partitioned systems, however, give rise to new needs in the software process, as the 
development of these systems requires new roles and activities that are not covered by 
the traditional software processes. 

Activities such as the system partitioning performed by the system integrator are 
crucial for developing MCPS efficiently and safely. Owing to the fact that partitioned 
systems are rather recent, there is a substantial lack of tools designed for supporting 
MCPS development. As a consequence, and despite the complexity of these tasks, they 
are still usually designed by hand by engineers.

This PhD is aims to improve the support of MCPS development. A framework has 
been designed and implemented for this purpose. The main objective of the proposed 
framework is to automate the critical tasks of MCPS development.

Section 3.2 of this chapter is devoted to the description of the requirements that have 
driven the development of the framework. In turn, the design principles followed in the 
design and implementation of the framework are detailed in Section 3.3. 

Section 3.4 describes the innovative software architecture created to provide a highly 
reusable and flexible tool. This architecture follows a MDE approach and therefore the 
system functional and non-functional requirements are captured by means of models, 
which are summarized in Section 3.6. The modeling of non-functional requirements 
(Section 3.6.6) are particularly relevant, as this is a novel approach that makes it possible 
to describe a number of non-functional requirements in terms of their impact on the 
system partitioning.
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The validation is an essential part of the MCPS development. For this reason, the 
proposed framework has been specifically designed to make the integration with 
third-party validation tools easier. Section 3.7 is thus devoted to the description of this 
approach. The outcomes are generated once the system is validated. These artifacts 
aimed at making compiling and building the final system easier, are detailed in Section 
3.8.

The framework proposed in this PhD addresses many of the issues in MCPS 
development but it also has been designed with the foresight of the integration of new 
features, and to this end, a number of means for extensibility are provided as discussed 
in Section 3.9.

3.2 Requirements of the Framework

As stated in [Alonso14], the development of the framework has been driven by a 
requirement specification that has been compiled from different sources. An important 
input has been the MultiPARTES requirements specification [MPT-D2.2] that drove the 
project evolution. The most relevant requirements are summarized in [Alonso14, MPT-
D2.2] as follows:

 ■ Development of mixed-criticality systems. This is a crucial requirement for the 
framework. Although there are many frameworks available, they do not provide 
an integrated support for activities required in this type of system, such as a 
proper system partitioning, handling of system components according to their 
criticality, or support for deploying partitioned systems. In mixed-criticality 
systems, the concept of criticality is central in the whole development process 
and so the criticality level of each application has to be stated and considered in 
all of the operations performed by the framework. For example, in the allocation 
of applications to partitions, an application with a high criticality level cannot 
be allocated to the same partition as another with a lower level. Other activities 
such as validation and code generation are also influenced by criticality level. For 
instance, the source code of a high-critical application must meet a number of 
guidelines to ensure, for example, high testing coverage or prevention of use of 
dynamic memory.

 ■ Support for non-functional requirements. Non-functional requirements are  not 
directly associated with a specific function or component of the system and 
typically apply to the system as a whole. However, non-functional requirements 
are of great importance when dealing with embedded systems. Non-functional 
requirements are usually defined as constraints on the system functionality. Non-
functional requirements such as time, safety or security will be present in most 
of the targeted systems and hence they have been emphasized in this framework. 
The toolset has to provide means for specifying NFRs and for validating their 
fulfillment. The framework can include tools for validating a certain outcome with 
respect to a non-functional property. The generators and transformers have to 
consider them in order to ensure that their outcomes are compliant.
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 ■ Support for partitioned systems. There is a lack of tools supporting this activity 
despite it being an essential activity in MCPS. This framework must generate 
system partitioning that is compliant with the system models, non-functional 
requirements and the availability of hardware resources.

 ■ Support for multicore architectures. The execution platform can be multicore, 
as it is commonplace in current industrial systems. It should be supported by 
modeling multicore systems and assigning partitions to cores, according to the 
model defined by the hypervisor.

 ■ System modeling. The framework has to provide means for modeling the whole 
system, which includes applications, operating systems, hypervisors, hardware 
platforms and non-functional requirements. These data are indispensable for 
assuring a consistent and coherent partitioning and development of the system. 
The modeling must also take legacy systems built with other development 
approaches into account. To this end, the framework must provide means for 
integrating such applications.

 ■ Support system deployment. Deployment is the last step required before running 
the system. In MCPS, this implies the generation of a bootable software image 
that includes the hypervisor, the partitions, and their operating system and 
applications. The framework must support system deployment by generating 
artifacts that make automatic building of the system possible. In addition, the 
hypervisor configuration, which includes information such as the system 
partitions or resources associated to them, shall be also automatically generated.

3.3 Design Principles of the Framework

The framework design is driven by the requirements provided in Section 3.2 and  also 
by the following design principles:

 ■ Reusability. The goal of splitting the system model in several sub-models is to 
increase the reusability of the framework. Application and hardware models have 
been designed with the goal of creating models as independent as possible from a 
particular system development. This makes it possible to use an application model 
or a platform model in different systems. In addition, the framework does not 
pollute these models with annotations that are dependent on a particular system.

 ■ Extensibility. A design of the framework as a single monolithic tool would be too 
complex and rigid to integrate the required functionality and to support systems 
from different domains. The framework therefore has been designed to enable its 
extension and evolution.

 ■ Integration. The integration of third-party tools has been a crucial design  principle. 
This work was developed under the framework of a multi-partner project and 
hence the integration of the framework with the tools developed by the project 
partners has been an essential issue. On the other hand, the integration of analysis 
tools is also very important, as the verification and validation of non-functional 
requirements is one of the requirements of the framework.
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 ■ Model Driven Engineering. MDE is a software methodology that allows engineers 
to raise the abstraction level of the languages and tools used in the development 
process.

3.4 Software Architecture of the Framework

This section describes the internal architecture of the framework. An overview of the 
framework architecture is depicted in Figure 14, where rectangles are input or output 
artifacts whereas ellipses represent tools or model transformers. In Figure 14 the main 
components and data flows of the framework are represented as well as the four main 
parts of the framework: system model, partitioning, validation and artifacts generation.

3.4.1 System Modeling

The system model is the main input for the framework and it describes three main 
elements: the execution platform, the applications and the partitioning constraints to be 
applied, which are further described in Section 3.6.

The key ideas behind these models are the reusability and the interoperability. The 
former is achieved by designing models with a high degree of abstraction. Therefore, the 
data held in each model has a very low degree of dependency on other models and as a 
result they can be easily reused in other projects. The latter is achieved by using standard 
models and metamodels. 

For instance, applications are described in UML 2.2 and their non-functional 
requirements are modeled with the MARTE profile which is fully compatible with UML 
2.2. Other data, such as partitioning constraints, are captured using models defined 
in ECore, which is the OMG standard approach for the definition of models and 
metamodels. 

In addition, these models are intentionally kept as simple as possible in order to 
make the integration with other tools easier.

3.4.2 System Partitioning

The system model is provided for the partitioning tool. Based on the system model, 
this tool is in charge of generating partitions, allocating the applications to the created 
partitions and generating an execution plan. This tool considers information such as 
application criticality, the operating system or the processor in order to create a feasible 
partitioning. It also processes the partitioning constraints, where information related 
to other non-functional requirements is defined. After creating partitions, applications 
are allocated to partitions in such a way that all constraints are met. Then, partitions are 
allocated to the available processing resources and the execution plan is created. The 
execution plan considers the applications, the partitions and the processing resources in 
order to create a plan.

A crucial component of the partitioning tool is the partitioning algorithm. This 
innovative algorithm, described in Section 4.2, decides two essential duties of MCPS 
development: the required amount of partitions and the allocations of applications to 
partitions.
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Figure 14 Architecture overview of the framework.
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Flexibility and generality have been the main principles followed for devising the 
algorithm. The underlying mathematical representation makes it possible to provide 
a powerful and flexible basis. Also, different algorithms targeted at generating the best 
allocation possible can be applied to this basis. In Section 4.2 the minimum requirements 
that any algorithm must meet for generating valid allocations are provided. In addition, 
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in Section 4.2 is also described the default optimal search method used in the partitioning 
algorithm. However, the system integrator can provide a specific optimal search method 
if the system requires it.

As a result of partitioning a system, a deployment model is generated. This model is 
designed to provide all the information that the partitioning tool has processed as well 
as the results of these computations. The most relevant data held in the deployment are 
the allocation of applications to partitions and resources to partitions.

3.4.3 Validation

The validation process starts once the partitioning and the execution plan are created. 
The goal of this step is to ensure that the resulting partitioned systems are fully correct. 
These checks may require complex algorithms that are very difficult to integrate into 
a single tool. For this reason, this process is designed to be performed by third-party 
tools by means of a set of models aimed at making the integration easier. This approach 
has been successfully used for integrating tools, such as MAST [González01], which is 
a schedulability analysis tool that verifies that the execution plan meets the applications 
temporal requirements or the safety tools, such as [MPT-D5.4.1], which analyze the 
safety-related aspects of the partitioning. 

The framework also provides means that enable validation tools to impact the 
resulting system partitioning. Therefore, if a proposed system partitioning is found to 
be unfeasible, the validation tool can indicate possible alternatives that would make the 
proposed system partitioning feasible. 

3.4.4 Artifacts Generation

The last step is artifact generation. This step is executed only when the correctness 
of the system has been verified. There are a number of artifacts that are generated. The 
hypervisor configuration file is generated based on the partitioning and the execution 
plan. In addition, when applications modeled with UML are provided, Ada source 
code compliant with the Ravenscar profile and suitable for safety environments can be 
generated. Also, makefiles for building the whole system are also generated.

3.5 Supported Design Scenarios

This subsection aims at showing how the proposed framework architecture supports 
different design scenarios. The interested reader is referred to [MPT-D5.5.1] for further 
details. In particular, three common scenarios are shown: design of a system from 
scratch, design of a system centered on applications and design of a system centered on 
models.
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3.5.4.1 Design of a System from Scratch

Figure 15 Design of a system from scratch.
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3.5.4.1.1. Involved Roles

 ■ System Architect. This role is in charge of defining the global system and platform 
requirements.

 ■ System Integrator. This actor is in charge of taking the application requirements 
and their criticality into account to define the system partitioning. The system 
integrator is also responsible for integrating the platform and the application at a 
later stage. This actor is the main role of this scenario.

 ■ Platform architect. This person defines the platform design based on the  
requirements.

 ■ Applications developers. They are in charge of developing the applications, taking 
into consideration the requirements and the constraints imposed by the system 
partitioning.
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3.5.4.1.2. Description

In the specification phase, the system integrator must devise a deployment against 
a specific platform based on the application requirements. This deployment must be 
validated in order to assure that the applications requirements are met. In the case that 
the validation fails, the system architect can do one or more of the following activities:

 ■ Define a new platform.
 ■ Define a new partitioning.
 ■ Redefine the application requirements considering the stakeholders' expectations.

The system models are defined by the system architect, the system integrator and 
the platform architect. The system architect and the system integrator are in charge 
of defining the high-level application requirements and, in particular, non-functional 
requirements such as real-time, safety and security. The platform architect on the other 
hand is in charge of modeling the hardware platform and must consider processor, 
memory and other devices needs. Finally, the system integrator must define the 
partitioning-constraint model based on the platform requirements (e.g. allocated CPU 
or memory) and the system requirements (e.g. allocation of a partition to a specific 
partition or allocation of several applications to the same partition).

Once the system models are defined, the partitioning tool will process these models. 
The partitioning tool first validates the inputs in order to verify their consistency (e.g. 
applications allocated to the same partition must have the same operating system). If 
any inconsistency is found, the system integrator is in charge of modifying the affected 
models in order to fix the inconsistency.

After validating the inputs, the partitioning tool will automatically generate the system 
partitioning, i.e. the allocation of the applications to the partitions and the partition 
execution plan. This result, however, should be revised first by the system integrator and 
then validated by specialized validation tools (e.g. MAST).

In the artifact generation phase, the artifacts required to compile and build the system 
are generated:

 ■ Model-to-text generators produce configuration files, scripts, makefiles and 
source code.

 ■ Model-to-model transformers processes the information provided by validation 
third-party tools 

3.5.4.2 Design of a System Centered On Applications

In the scenario depicted in Figure 16, a number of new MDE based applications are 
added to an existing legacy system (i.e. a system where there is no model documentation 
available) where there are already applications running. There is thus no preliminary 
platform or application models. This scenario is typical in an iterative software process.
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Figure 16 Integration of new applications to an existing legacy system.
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3.5.4.2.1. Involved Roles

 ■ System architect. This actor is in charge of refining system and application 
requirements based on the legacy model.

 ■ Platform architect. This actor is in charge of modeling the legacy hardware platform 
by capturing its most relevant features.
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 ■ System integrator. This role is in charge of defining a partitioning-constraint 
model that meets the requirements defined by the system architect. The proposed 
partitioning should meet the legacy application requirements as well as the new 
applications requirements. It also should reuse the hardware platform already 
available. Finally, the system integrator will verify that all of the requirements of 
both, the legacy system and the new applications are still met in the resulting 
partitioned system.

 ■ Application developer. This actor is in charge of developing new applications based 
on the partitioning conditions defined by the system integrator.

3.5.4.2.2. Description

As stated, this scenario is typical of a particular iteration of an iterative software 
process. For this reason, it is assumed that the software process described in Section 
3.5.4.1 has been completed at least once, although using a non-MDE methodology.

Therefore, first, the system integrator, in collaboration with the platform architect and 
the system architect, must derive the platform and application models from the current 
system. Application developers must provide the new application models which must 
fit in the available hardware platform as it cannot change. The partitioning-constraint 
model is defined by the system integrator where all the required partitioning constraints 
to make the resulting partitioned system coherent with the legacy system are stated.

Once all system models are defined, the partitioning tool will generate a deployment 
model where the allocation of applications to partitions and the allocation of resources 
to partitions are stated. This model must be revised by the system integrator to verify 
that it meets the expected conditions.

The deployment model is also validated by external tools, such as MAST or safety-
related validation tools. If the validation succeeds, the artifacts are generated. If the 
validation fails, a new iteration must be done.

3.5.4.3 Design of a System Centered On Models

In the scenario shown in Figure 17, new MDE-based applications must be integrated 
into an existing MDE-based system. Therefore, the whole system has to be re-evaluated 
or maybe redesigned.

3.5.4.3.1. Involved Roles

 ■ System architect. This actor is in charge of refining system and application 
requirements based on the legacy model.

 ■ System integrator. This actor must reuse the existing platform and application 
models to integrate new MDE applications. This actor is also responsible for 
updating the partitioning-constraint model so that the resulting partitioned 
system is coherent with the current system and the new application requirements.

 ■ Application developer. This actor is in charge of developing new applications based 
on the partitioning conditions defined by the system integrator. A MDE-based 
methodology is expected.
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Figure 17 Integration of new applications into an existing MDE-based system.
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3.5.4.3.2. Description

In this scenario, an existing system designed by following the MDE methodology 
has to integrate with new MDE applications. Therefore, it is assumed that at least one 
iteration of the process described in Section 3.5.4.1 has been done.

The integration of new applications to an existing system may require redesigning 
the whole system. The system integrator thus has to re-evaluate the current system 
and update it to meet the new requirements added by new applications. And this likely 
implies to re-define the system deployment.
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Applications that are already running do not need to be modified since they are 
running in partitions that are not modified. The hardware platform should not change 
either. However, the hypervisor configuration file has to change in order to accommodate 
the partitions required to execute the new applications.

The generated deployment model has to be revalidated by external validation tools, 
as the partition execution plan and the system partitioning have changed.

3.6 Modeling of the System

The system is captured by means of models, as stated in the MDE methodology.  
Hence, a set of models based on specifically designed metamodels has been designed in 
order to provide a complete description of the system entities. All of these metamodels 
have been designed driven by a number of principles:

 ■ Separation of concerns. Each important concept has been modeled in a different 
model. This approach increases the system model reusability and makes it possible 
to create simpler models.

 ■ Simple models. Each model holds only the essential required information.
 ■ Independent and reusable models. Each model has been designed to be as self-

contained as possible. 
 ■ Models coherence. A crucial issue in systems with many models is the coherence of 

the information among them. A strategy to avoid coherence problems when the 
system grows is to keep each piece of information stored in a single model. The 
rest of the models reference the information instead of duplicating it.

Figure 18 System models.
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The input of the partitioning algorithm is composed of system models. As depicted 
in Figure 18, there are three main categories of system models:

 ■ Applications. An application is a software component that provides a well-defined 
functionality. The impact of a fault in a specific functionality on the system mission 
determines its criticality.

 ■ Execution platform. In mixed-criticality systems, applications run on a particular 
execution platform regardless of the criticality of the application. The most 
important actors of the execution platform are:

 ◆ Hardware platform. It comprises all the computational devices (e.g. 
processor, memory, I/O devices, etc.) where the system executes.

 ◆ Hypervisor. It is low-level software that provides virtual machines or 
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partitions. In each partition run a number of applications on a specific 
operating system. Moreover, each partition has a known set of resources, 
such as processor budget and memory.

 ◆ Operating system. It is software that abstracts applications from the 
underlying hardware and provides common services to applications.

 ■ Partitioning constraints. In addition to applications and execution platform, a 
number of non-functional requirements (NFR) may exist that the final system 
must meet. NFRs may have a sound impact on final system behavior, correctness 
and efficiency. Relevant examples of the former requirements are real-time, safety 
or security.

Two additional concepts are also important in modeling a system. On the one 
hand, the notion of the project is modeled by the project metamodel which aims to 
gather all the models related to a specific use case. On the other hand, an output model, 
called deployment model, has been defined. This model is created by the framework to 
summarize the suggested system partitioning. 

In the following subsections the metamodels developed for modeling MCPS are 
described in detail. For each metamodel a brief description of the modeled entity is first 
provided. Then, the most important data captured by the metamodel is summarized 
along with a metamodel class diagram. Finally, an example of a model instance of 
metamodel is discussed.

3.6.1 Project

The system is modeled by means of several models which improve the flexibility 
and reusability of the framework. The project model is intended to collect all of these 
models that together describe a particular system with specific hardware, applications, 
operating systems, hypervisors and partitioning constraints. The information held in 
the project model is:

 ■ Applications. This list states all the  applications involved in a particular system.
 ■ Partitioning-constraint models. This list indicates all the partitioning constraints 

applied to a particular system.
 ■ Hypervisors. This is the list of hypervisors that are involved in a specific system. 
 ■ Hardware platforms. This list links all of the hardware platforms required for the 

system execution.
 ■ Deployment model. A deployment model may be provided in the project model 

when an alternative solution is needed. In this case, an alternative system 
partitioning based on the one described in the provided deployment model will 
be returned if available.

3.6.1.1 Project Metamodel

Figure 19 depicts a simplified version of the project metamodel.
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Figure 19 Simplified view of the project metamodel.
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3.6.1.2 Project Example

Figure 20 depicts an example of a project model. In this figure the involved applications, 
the path where the artifacts must be generated, the set of partitioning constraints, the 
hardware platform and the hypervisor of the system are shown.

Figure 20 Example of a project model.

3.6.2 Hardware Platform

The hardware platform is the collection of physical elements that constitute the 
computer system. A hardware platform is composed of processing resources, memory 
resources and input/output resources. 
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The hardware model describes the underlaying hardware platform, including 
processors (i.e. frequency, amount), cores (i.e. amount), memory (i.e. size, amount) and 
I/O devices (i.e. baud rates, interrupt lines, ports, etc.). It is used for the generation of 
deployment outcomes.

3.6.2.1 Processing Resources

Computer instructions are executed in the processing unit and therefore each hardware 
platform requires at least one processing unit. Multicore processors, i.e. processors 
that have multiple processing units (cores) are also supported. The information of a 
processing unit captured in the hardware platform model is:

 ■ Architecture. It defines the instructions set available for execution in the processing 
unit. Examples of important processor architecture are SPARC, Intel x86 and Intel 
x64. In a hardware platform processing units with different architectures may 
coexist.

 ■ Clock rate. It is the speed at which the processor unit is running. The clock rate 
makes it possible to determine the computational capacity that a processor 
provides.

 ■ Cores. Multicore processors must provide the number of available cores. All cores 
from the same processor are assumed to have the same clock rate.

3.6.2.2 Memory Resources

The memory is the device used to store information. Each hardware platform must 
provide at least one memory resource. The following is the relevant information that the 
hardware platform model holds about each memory resource:

 ■ Type. Based on the memory characteristics, there are several types of memory, 
such as RAM or ROM.

 ■ Size. Capacity of the memory resource.
 ■ Address. This parameter is used when the memory resource has to be accessed 

starting at a given address. 

3.6.2.3 Input/Output Resources

Input/output resources (I/O resources) enable the communication of the processing 
unit with the outer world. The hardware platform model does not require any I/O resource. 
However, if an I/O resource is present, it must provide the following information:

 ■ Type. It defines the function of the I/O resource. Examples of supported I/O 
resources are UART, VGA, network card, etc.

 ■ Address. This mandatory information indicates memory address where the I/O 
resource is mapped.

 ■ Interruption lines. If the I/O resource generates interruptions, this information 
indicates which interruption lines are used by the resource.

 ■ Ports. This optional information indicates the ports used by the resource.
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Depending on the I/O resource type, additional information may be required. If  an 
UART is modeled, for instance, additional data such as the UART baud rate must be 
provided.

3.6.2.4 Hardware Platform Metamodel

 The hardware platform is modeled with a specially designed metamodel [MPT-
D5.1]. This metamodel was designed by different project partners. A simplified view of 
this metamodel is shown in Figure 21.

Figure 21 Simplified view of the hardware platform metamodel.
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3.6.2.5 Hardware Platform Example

Figure 22 depicts an example of a hardware model. This instance describes the 
hardware used in a project: a board with a dual core Intel ATOM running at 1066 Mhz, 
1400 MB of RAM. In this model other board I/O devices such as a UART, a safety relay, 
an EtherCAT1 card, an Ethernet card, two clocks, a watchdog timer or a power supply 
are also modeled.

1 Ethernet for Control Automation Technology is a Ethernet-based network technology suitable for both hard 
and soft real-time requirements developed by Beckhoff Automation and standardized in IEC 61158.
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Figure 22 Example of a hardware platform model. 

3.6.3 Hypervisor

The hypervisor is low level software that makes it possible to execute multiple 
partitions on a single computer. The execution platform model must provide at least one 
hypervisor for each architecture. It is also possible to model multiple hypervisors for 
each processor architecture. The hypervisor model collects data related to the hypervisor:

 ■ Version. The hypervisor version is important, as each version of the hypervisor 
may provide different features or require different input artifacts.

 ■ Architecture. This information provides the processor architecture for which the 
hypervisor is compiled.

 ■ Path. This indicates the path of the hypervisor libraries.
 ■ Size. This mandatory information provides the required amount of RAM memory 

that the hypervisor needs to execute properly.



80

ModelInG of the systeM

3.6.3.1 Hypervisor Example

Figure 23 depicts the Xtratum 3.7.3 hypervisor model. This model provides 
information such as the path to the hypervisor libraries, the processor family of the 
hypervisor or the version of the hypervisor. 

Figure 23 Example of a hypervisor model.

3.6.4 Operating System

The operating system is the software that manages the underlying hardware and 
provides common services for applications. However, applications that do not require 
an operating system, i.e. bare-metal applications, exist. For this reason, the execution 
platform does not require the definition of an operating system. The operating system 
model contains the following data:

 ■ Architecture. This information provides the processor architecture for which the 
operating system is compiled.

 ■ Path. This indicates the path to the operating system libraries.
 ■ Version. This states the version of the operating system. It is important as different 

versions of an operating system may provide different features and require different 
compilation strategies.

 ■ Size. This mandatory information provides the required amount of RAM memory 
that the operating system needs to execute properly.

3.6.4.1 Operating System Example

The model shown in Figure 24 describes the PaRTiKle operating system [Peiro07]. In 
this particular case, the information provided by the model is the path to the operating 
system libraries and the processor family of this operating system.
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Figure 24 PaRTiKle for SPARC operating system model.

3.6.5 Application

An application is a software component that provides well-defined functionality. 
The execution platform must define at least one application. The application model holds 
the application information required for partitioning the system. This information can 
be logically split in:

 ■ Global information. It must be provided for all applications in a system. It is related 
to the operations that the toolset performs in relation to its main aim: support 
the development of MCPS. Then, for an application it is required to characterize 
its criticality level, its type, the communication ports with other applications, 
the required operating system or processor family, and the memory and CPU 
required resources.

 ■ Design information. It is possible to make a full MDE application development. It 
relies on the use of UML-2 for this purpose. Hence, it is possible to have a very 
detailed application description that can be used for advanced functions such as 
source code generation.

According to the detail level of the description, two types of applications are 
considered: 

 ■ Fully modeled. The full model of the application is provided. This is compliant with 
a purely MDE approach. The description of the application is performed using 
UML2 modeling notation. This is a strictly structural and functional description.

 ■ Partially modeled. The application is represented by the source code or the final 
executable program. It is suitable for legacy applications. The application is 
described with global information.

The global information that is held in the application model is:
 ■ Processing resource. An application must specify at least one of the following 

elements:

 ◆ Architecture. This is the processor architecture for which the application 
has been compiled. If an application only provides this information, the 
partitioning algorithm may allocate the application to a partition running on 
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any suitable processing resource that matches the application architecture.
 ◆ Processing Unit. This is the processing unit where the application must 

execute. If an application only provides this information and the processor 
has multiple cores, the partitioning algorithm may allocate the application to 
any suitable partition that runs on top of any core of the specified processing 
unit.

 ◆ Core. This is the core where the application must be allocated.

 ■ Operating system. This indicates the operating system required by the application.
 ■ Criticality. This states the defined criticality of the application.
 ■ Size. This indicates the total RAM memory required to execute the application.
 ■ Capacity. This information indicates the amount of time that an application 

requires in each activation.

In addition, an application may provide the following optional information:

 ■ Hardware access requirements. This is a list of the hardware devices that the 
application must access in order to work properly. It can be empty if no special 
hardware is required.

 ■ Console. This indicates the I/O resource used by the application as a console. If 
this field is empty, no console is assumed.

 ■ Start address. This information indicates the address where the application must 
be allocated in the partition.

 ■ Hypervisor. This indicates the hypervisor where the application must execute.  
If no hypervisor is provided, the partitioning algorithm is free to allocate the 
application to any partition with a compatible hypervisor.

 ■ Inter-partition communications. This indicates the communication requirements 
of the application. This property enables the application to specify the origin 
or destination of its communication requirements. Based on this information, 
the framework generates all of the underlying configuration to establish the 
appropriate communication channels.

 ■ Floating point. This indicates whether the application requires hardware support 
for floating point operations.

 ■ System partition. This indicates whether the application must be allocated to a 
system partition.

 ■ Executive head. This indicates that the application will be allocated to the partition 
that is executed first in the partition execution plan.

 ■ Executive tail. This indicates that the application will be allocated to the partition 
that is executed last in the partition execution plan.

 ■ Execution precedences. This is the list of applications that must already be executed 
before executing the application itself.

There are a number of special circumstances that also must be taken into account:



83

desIGn And IMPleMentAtIon of the frAMework

 ■ Application for testing purposes. In certain test environments it is required to create 
a special partition that is in charge of managing the test execution and its results. 
In addition, this application generally must be allocated alone to a partition. Only 
one testing application is allowed and it is assumed that this partition is generated 
by the testing framework.

 ■ Binary subsystem. In industrial scenarios there are subsystems that, because of a 
number of reasons, are provided as commercial off-the-shelf (COTS) partitions. 
These subsystems often are already certified. In these cases, the provided binary 
must not modified because any modification of a certified subsystem implies that 
it must be certificated again. And, as stated before, the certification process is 
complex and very expensive. These partitions are thus never modified and they 
are embedded in the system partitioning untouched.

3.6.5.1 Application Metamodel

In Figure 25 a simplified version of the application metamodel is depicted. The 
metaclass EPackage links to the UML-MARTE model, when the application provides 
this information. 

The metaclass CommunicationPorts is where the communication ports of each 
application are declared. Later, these ports are processed by the framework that creates 
the appropriate underlying communication infrastructure

Figure 25 Simplified view of the application metamodel.
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3.6.5.2 Partially Modeled Application Example

If the application is partially modeled, global resources needs, such as the required 
memory or CPU percentage (i.e. defined as a computation time and a replenishment 
period) are specified. This information enables the partitioning algorithm to allocate the 
application to a suitable partition that ensures a smooth application execution.
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For example, Figure 26 depicts a partially modeled application where information, 
such as the required real-time requirements, the path to the source path, the size of the 
application, the application criticality or the used operating system are detailed.

Figure 26 Example of a model depicting a legacy application.

3.6.5.3 Fully Modeled Application Example

Fully modeled applications can be enriched with more information, such as non-
functional properties, which are included as annotations in the model. This approach 
makes it possible to easily extend the model. If it is necessary to support an additional 
non-functional property, the modeling language can be extended with the required 
annotations.

The framework allows for defining real-time annotations for fully modeled 
applications, based on the UML-MARTE profile. Using this profile, different entities can 
be declared, such as periodic, sporadic or aperiodic tasks, or synchronization objects. In 
addition, meaningful parameters can be defined, such as periods, deadlines, scheduling 
policies, priorities and worst execution times. The toolset automatically extracts the 
global resource needs for these applications.

Figure 27 shows the MARTE model used for describing a period task, a sporadic 
task and a protected object. In this figure in particular, the period of the periodic task is 
highlighted.
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MARTE sub-profiles SAM, GQAM and GRM are used to define the task real-time 
properties. In particular, the arrival pattern, the period, the priority, the deadline and 
the execution time are defined. 

The default Eclipse UML model editor does not support the visualization or the 
edition of MARTE stereotypes. For this reason, in the context of the CHESS project, the 
Eclipse UML editor was extended with MARTE editing capabilities. Figure 27 depicts 
the edition of the MARTE stereotypes of a fully modeled application.

Figure 27 Example of a fully modeled application.

3.6.6 Partitioning Constraints

Non-functional requirements are of great importance when it comes to embedded 
systems. They are not directly associated with a specific function or component of the 
system but rather they apply to the system as a whole. NFRs are usually defined as 
constraints on the system functionality. Moreover, there are a number of NFRs that 
have an important relevance in the allocation of applications to partitions. The most 
important examples of those are safety, real-time and security requirements. The 
integration of new NFRs is therefore a crucial issue of the algorithm.

Initially, only real-time requirements were considered. However, the need to include 
other NFR was immediate and this raised a crucial question: how to consider these 
requirements when performing system partitioning?
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An immediate solution is to modify the partitioning algorithm to take each new 
considered NFR into account. However, this approach requires modifying the algorithm. 
This strategy, among other problems, would substantially increase the complexity of 
the algorithm. It would also increase the development time considerably; for each new 
NFR, the algorithm must be re-designed and re-implemented again.

A different strategy is suggested: isolate the NFR from their consequences in the 
system partitioning. For instance, a safety-related requirement is that two applications 
with different criticality levels must not execute in the same partition. In this case, the 
consequence of applying this NFR to the system partitioning is that all applications with 
different criticalities must be allocated to different partitions. A rule can be observed 
from this example: it is necessary to express that an application should be allocated to a 
different partition than other applications.

The key is to observe that all of these NFRs essentially force or avoid the allocation 
of a particular application to a specific partition. Therefore, a set of simple partitioning 
constraints that describe the effects of an NFR on the final allocation of applications 
to partitions should be enough to characterize any NFR. In other words, the idea is 
to design a set of simple constraints that make it possible to translate any NFR to a 
number of partitioning constraints. In addition, the analysis of a number of examples 
has concluded that a small number of partitioning constraints is enough to model the 
vast majority of NFRs. 

In short, partitioning constraints are a set of statements that define requirements 
to be met by the system partitioning, which provides powerful means for adapting the 
framework to the general requirements of a system under development without the need 
for changing internal algorithms such as automatic partitioning. Compliance-specific 
non-functional requirements may constrain the set of applications that can coexist on a 
partition. The partitioning-constraint model provides a way for stating these constraints 
so that the partitioning tool considers them. The main ideas behind the partitioning 
constraints are: 

 ■ Modeling the consequences of an NFR on the system partitioning. The application of 
a particular NFR may have a number of consequences on the system partitioning 
such as avoiding the allocation of two applications to the same partition or 
executing a given partition first. The partitioning-constraint model is intended 
to identify and handle each of these consequences, in such a way that an NFR 
can be broken down into a sequence of consequences for the resulting system 
partitioning.

 ■ NFR source agnostic. An important advantage of the partitioning-constraint model 
is that it makes it possible to describe any NFR regardless of the type or source of 
the NFR. Consequently, the partitioning algorithm can take into account any NFR 
as long as the NFR can be described in terms of partitioning constraints.

The partitioning constraint approach makes the following possible:

 ■ Linking application models with platform models. Platform and application models 
are independent from a particular system. It should be possible to reuse them to 
create different systems. The partitioning-constraint model includes information 
that relates them to a particular system or specific criteria for partitioning.

 ■ NFRs and partitioning algorithm decoupling. Several NFR can be processed with 
the same unmodified partitioning algorithm as long as each NFR can be expressed 
in terms of partitioning constraints.
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 ■ Implicit composition of NFRs. The fulfillment of all the partitioning constraints 
implies fulfilling of all the NFRs as well.

 ■ Integration made easier. Individually, all of the partitioning constraints are 
intentionally very simple and in addition, there are few of them.  Therefore, the 
partitioning constraints can be used by different tools as a common language to 
express different types of NFRs.

3.6.6.1 Classification of Partitioning Constraints

Based on the source of the partitioning constraint, the partitioning constraints can 
be classified as:

 ■ Implicit. These are the constraints that are directly related to the aim of the toolset, 
which is to support the development of mixed-criticality partitioned embedded 
systems. Implicit constraints are related to information that application models 
must include for any system, such as the criticality level, resources needs, operating 
system or processor type. The toolset automatically analyzes these properties and 
extracts a set of constraints. For example, two applications with different criticality 
levels cannot be allocated to the same partition.

 ■ Explicit. This type of restrictions is the basis for considering additional NFRs in 
the partitioning. If the toolset has to support an additional NFR, the first step 
is to provide means for annotating this information in the application model. 
Then, it is possible to use a transformation to automatically generate partitioning 
restrictions. For instance, if the toolset has to dealing with security requirements, 
it is mandatory to ensure that applications dealing sensitive data are not allocated 
to the same partition as other untrusted applications.

 ■ System integrator. The engineer can provide additional constraints based on his 
experience or on particular requirements of a given system.

3.6.6.2 Types of Partitioning Constraints

There are two types of partitioning constraints:

 ■ Basic constraints. After studying several industry use cases, the following 
constraints arose as the most important constraints. So far, with these constraints 
it was possible to describe all of the needed requirements:

 ◆ Application a must go with applications v. This constraint forces the allocation 
of application a to the same partition as applications from list v.

 ◆ Application a must not go with applications v. This constraint prevents the 
partitioning algorithm from allocating application a to any partition where 
an application from list v is already allocated.

 ◆ Application a must be allocated to partition p. This constraint forces the 
allocation of application a to partition p.

 ◆ Application a must not be allocated to partition p. This constraint prevents 
the partitioning algorithm from allocating application a to partition p.

 ■ Combined constraints. These convenient constraints are sets of basic constraints 
that represent a number of common partitioning requirements:
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 ◆ Application a must be allocated to a core of processor family f. This constraint 
forces the algorithm to allocate application a to a processor that belongs 
to family f. The algorithm is, however, free of choose any processor from 
family f. Moreover, if there are multicore processors, the algorithm is free 
to allocate application a to a partition running on any of the available cores.

 ◆ Application a must be allocated to processor p. This constraint forces the 
algorithm to allocate application a to a partition running on processor p. 
However, if processor p has multiple cores, the algorithm is free to allocate 
application a to a partition running on any of these cores.

 ◆ Application a must be allocated to core c. This constraint forces the algorithm 
to allocate application a to a partitioning running on core c.

 ◆ Application a requires access to hardware h. This constraint forces the 
algorithm to allocate application a to a partition where the given hardware 
device h is available.

 ◆ Application a must be allocated to memory address x. This constraint forces 
the algorithm to allocate application a to memory address x of the chosen 
partition. Consequently, applications with the same address or overlapping 
addresses will be allocated to different partitions.

 ◆ Application a must run on hypervisor H. This constraint forces the algorithm 
to allocate application a to a partition running on hypervisor H.

 ◆ Application a requires partition system privileges. This constraint forces the 
algorithm to allocate application a to a partition with system privileges, i.e. 
a partition that is able to stop, start, and modify other partitions.

 ◆ Application a requires floating point support. This constraint forces the 
algorithm to allocate application a to a partition that has the floating point 
support enabled.

 ◆ Application a is a certified binary. This constraint indicates the algorithm 
that the application is provided in a binary image which has fully defined 
the partition and that must not be modified. Therefore, this constraint forces 
the algorithm to create a new partition where the provided binary image is 
used.

 ◆ Application a must have background priority p. This constraint indicates that 
application a has a background task with priority p.

 ◆ Application a must be executed after application b. This constraint forces the 
algorithm to create an execution plan in which application a is scheduled 
after the execution of application b.

 ◆ Application a must be executed first in the plan. This constraint forces the 
algorithm to create a partition execution plan in which application a is 
executed first.

 ◆ Application a must be executed last in the plan. This constraint forces the 
algorithm to create a partition execution plan in which application a is 
executed last.

 ◆ Processor p cannot exceed u% of utilization. This constraint prevents the 
algorithm from allocating partitions to any core of processor p once it has 
reached u% of utilization.

 ◆ Core c cannot exceed u% of utilization. This constraint prevents the algorithm 
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from allocating partitions to core c once it has reached u% of utilization.
 ◆ Partition p cannot to exceed u% of utilization. This constraint prevents 

the algorithm from allocating more applications to partition p once it has 
reached u% of utilization.

 ◆ Partition p cannot to exceed s size. This constraint prevents the algorithm 
from allocating more applications to partition p once it has reached the size 
limit of s.

3.6.6.3 Partitioning Constraint Metamodel

The partitioning constraint metamodel is shown in Figure 28.

Figure 28 Simplified view of the partitioning constraint metamodel
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3.6.6.4 Partitioning Constraint Example

Figure 29 depicts an example of a partitioning-constraint model. In this particular 
example, an application is allocated to a specific processor and two applications are 
allocated to specific cores. There are also defined constraints for the resulting cyclic 
scheduling. The first and last applications of the schedule are defined. Also, it is 
defined the execution precedences of application ComServer that must execute after 
DiganosticATOM and DiagnosticLEON.

Figure 29 Example of a partitioning-constraint model.

3.6.7 Deployment

The deployment model is intended to describe the result of the system partitioning. It 
contains information about generated partitions as well as the allocation of applications 
to these partitions and used hardware platforms:

 ■ Partitions. This is the set of generated partitions. Each partition provides 
information such as the set of applications that it hosts, the core where the partition 
has been allocated, the operating system that is running on partition, etc.

 ■ Applications. This is the list of applications allocated to partitions. Each application 
provides all the information that has been retrieved from the system models (i.e. 
size, criticality, operating system, etc. ) as well as the information computed by the 
framework (allocated partition, allocated core, etc.).

 ■ Allocation graph. This is an internal structure that enables the framework to 
generate an alternative system partitioning based on the provided deployment 
model.

 ■ Communications. This is the list of communication channels that the framework 
has automatically created. Each communication channel provides information 
such as linked applications, their hosting partitions, the size of the data to be sent 
or received, etc.
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3.6.7.1 Deployment Metamodel

Figure 30 depicts a simplified view of the deployment model.

Figure 30 Simplified view of the deployment metamodel.
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3.6.7.2 Deployment Example

Figure 31 shows an example of a generated deployment model. In the case of this 
figure, seven partitions have been generated to allocate seven applications. Moreover, 
the partition highlighted in figure (Partition0) has been allocated to core 0 of LEON 0 
processor. 

It uses XAL operating system and it requires 256 megabytes of RAM memory. 
In addition, Partition0 runs on an XtratuM 3.7.3 hypervisor and it does not require 
additional hardware resources or floating-point support.

In Figure 31 the communication channels created for Partition5 are also shown. In this 
particular case, Partition5 has queuing channels with the partitions where ComServer 
and DiagnosticAtom are allocated.
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Figure 31 Example of a deployment model.

3.7 Validation Tools Integration in the Framework

In MCPS, artifact validation is critical and for this reason, the proposed framework 
has been designed with the validation process as a central activity. However, it does 
not seem practical to integrate all of the possible validation algorithms into a single 
tool. Instead, the approach taken in this work has been to provide means for integrating 
third-party validation tools. 

The partitioning-constraint model is an important method for integrating third-
party validation tools in the framework. This model makes the modification of the 
resulting partitioned system possible without changing the framework itself. Based on 
the validation results, new partitioning constraints can be generated to make the result 
valid. These partitioning constraints can either be automatically generated or added 
manually.

The validation of the deployment model is carried out in a validation cycle. This 
cycle starts with the generation of a deployment model which in turn is generated by 
the partitioning tool. It is a cycle because the process is repeated until a valid system 
partitioning is found. Moreover, it may be necessary to execute multiple validations in 
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this cycle, each of them performed by a different tool. In these cases, the deployment 
model must be validated by all of the validation tools. The cycle ends when either all 
validations are successfully executed or when an error is found. The next stage of the 
framework, artifacts generation, starts only when the validation cycle is successfully 
executed.

Figure 32 Validation cycle with legacy validation tools.
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Validation cycle depends on the type of validation tool that must be executed:  the 
legacy validation tool or the MDE-based validation tool. 

The legacy validation cycle, depicted in Figure 32, is aimed at supporting validation 
tools that were designed with different methodologies instead of with MDE. In these 
cases, two specialized transformers are needed. The first of these transformers is in charge 
of generating the tool input files. The second transformer, on the other hand,  processes 
the validation tool outputs in order to perform the required actions, such as updating 
the partitioning-constraint model or raising an error. This approach was successfully 
tested in the CHESS project, where the schedulability of the system was analyzed by 
MAST [CHESS-D4.2.2]. In CHESS, MAST inputs are generated by a specialized tool 
that creates MAST text files. Then, the results of the schedulability analysis are dumped 
to another text file, which is processed by a transformer that makes it readable for the 
CHESS tool. Finally, based on the analysis results, the CHESS tool takes the required 
actions.

On the other hand, as depicted in Figure 33, when the validation tool has been 
developed following the MDE approach, the validation cycle is simplified considerably, 
as the validation tools themselves can read the deployment model and update the 
partitioning-constraint model as required. This approach has an additional advantage: 
the validation tool developer can provide solutions to a wide range of validation 
problems. For instance, the validation tool developed in the context of the MultiPARTES 
project analyzed the safety requirements of the partitioned system [MPT-D2.2]. This 
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tool was developed following the MDE methodology, so it was not necessary to create 
a transformer to produce its inputs. Instead, it processed the deployment model and 
automatically generated the required partitioning constraints to make the result 
compatible with the safety requirements [MPT-D5.4.1].

Figure 33 Validation cycle with MDE validation tools.
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3.8 Artifact Generation

This component operates when a validated system partitioning has been built. Its 
main goal is to generate a number of artifacts that facilitate building the final executable 
system or required documentation. Figure 34 depicts the structure of this component.

The artifact generation uses the deployment model, which has been  generated in 
previous stages, as input. This model holds the relevant information for the artifact 
generation. Additionally, if source code has to be produced, a neutral model is generated, 
which includes only the information that is strictly necessary for generating source code. 
It simplifies the text generators. In particular, it has served to reduce the development 
cost of code generators for two different programming languages: Ada and Real-Time 
Java.

The following are the most important generated artifacts:

 ■ XtratuM configuration files. The configuration of the XtratuM hypervisor is stored 
in a set of files. They describe the number of partitions, the resources assigned 
to each partition, the memory addresses where different software parts must be 
stored, etc. Their manual construction requires that a number of small details be 
provided, which then must be carefully reviewed after each minor change in the 
system. This framework simplifies this process. System models include annotations 
to provide the required information to create those files. The framework checks 
that no data is missing. Finally, a text generator automatically generates these 
configuration files. For a further description see Section 3.8.1.

 ■ System building files. In order to generate the final system, information of the used 
operating systems, hypervisor executable binary, configuration files, etc.  must 
be located. In addition, a number of operations are required, such as compiling 
source code and linking the whole system. The framework supports the generation 
of scripts to automate this process. The system model includes slots for providing 
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information such as the location of the sources, the directories where information 
is located and has to be stored, etc. A script is provided to build the image that will 
be loaded and executed on the hardware platform. For a further description see 
Section 3.8.2.

 ■ Source code generation. Application models can be the basis for generating source 
code. Depending on the detail level of the model, the generated code can be more 
or less complete. The framework is able to generate Ravenscar compliant Ada 
2005 code that corresponds to the entities of the model. For further details see 
Section A.4.

Figure 34 Artifact generation overview.
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3.8.1 XtratuM Configuration File

The XtratuM developing process requires a configuration file (named XM_CF) 
to compile and generate the partitions where the resources that are allocated to each 
partition are defined. The XtratuM user manual [Masmano11] states that the XM CF 
file represents a contract between the integrator and the partition developers. For this 
reason, the CM CF file should not be modified without previous notice to the rest of the 
partition developers or the integrator. This way, future problems in the integration phase 
are avoided. The user manual also summarizes the main information contained in this 
configuration file:

 ■ Memory. The amount of physical memory available in the board and the memory 
allocated to each partition.

 ■ Processor. How the processor is allocated to each partition: the scheduling plan.
 ■ Peripherals. Those peripherals that are not managed by XtratuM but rather used 

by a partition must be specified. Also, I/O port ranges and the interrupt line, if 
exist, must be detailed.

 ■ Health monitoring. How the detected errors are managed by the partition and 
XtratuM: direct action, delivered to the offending partition, create a log entry, 
reset, etc.



96

ArtIfAct GenerAtIon

 ■ Inter-partition communication. Ports that each partition can use and the channels 
that link the source and destination ports must be also defined in the configuration 
file.

Aside from the partition resources, this file also contains the partition execution 
plan. The framework creates a tentative partition execution plan whose feasibility is 
not guarantied by construction (see further details about the partition execution plan 
generation in Section 4.5). For this reason, a specialized schedulability analysis tool (i.e. 
MAST) should be executed afterwards to confirm that the plan is feasible. 

This configuration file is an XML file that must conform to the XML Schema provided 
in [Masmano11]. The developed framework automatically generates the configuration 
file with all of the data required according to the provided information in the input 
models.

3.8.2 System Building Files

Partitioned systems are composed of a number of partition source files that need 
to be compiled, built and assembled in order to generate a suitable binary image.  In 
addition, each hosted operating system differs in how its executables must be compiled 
and built.

Listing 7 XAL build script example.

# XAL
XAL_PATH=/usr/local/xm/3.7.2-01/bin/gr-xc3s-1500/xal/

# XM configuration file
XML_CF_PATH=../xm_cf.$(ARCH).xml

# Application source
SOURCE_PATH=/mnt/hgfs/examples/partikle01/src/app0/

# Application main name
MAIN=main

# Partition data
PARTITION=Partition0
ID=0

# Partition generation
all:  $(PARTITION).xef

# Rules
include $(XAL_PATH)/common/rules.mk

# Source compilation
SRCS=$(wildcard $(SOURCE_PATH)$(MAIN).c)
OBJS=$(patsubst %.c,%.o,$(SRCS))
$(PARTITION): $(OBJS)
 $(TARGET_LD) -o $@ $^ $(TARGET_LDFLAGS) 
-Ttext=$(shell $(XPATHSTART) $(ID) $(XML_CF_PATH))

# XEF generation
$(PARTITION).xef: $(PARTITION)
 $(XEF) $< -o $(PARTITION).xef

# Partition's clean
clean: myclean
myclean:
 @rm -f *.prtk *.o *.xef
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This job may become very tedious when the amount of partitions grows. For this 
reason, the framework generates all of the needed scripts to compile and build the 
system, taking parameters such as the partition operating system, the target processor 
architecture or the used programming language into account. It is also possible to 
provide user-defined makefiles to integrate different operating systems or programming 
languages in the framework.

Scripts are written in Bash (Bourne again shell) scripting language. The supported 
operating systems are Linux, PaRTIKle, XAL (XtratuM Abstraction Layer) and ORK+ 
(Open Ravenscar Real-Time Kernel). The supported programming languages are C and 
Ada. There are two main types of scripts:

 ■ Scripts for specific operating systems. These are in charge of compiling and building 
each partition. Therefore, they change based on the architecture, the operating 
system and the programming language.

 ■ Global assembling script. This script is in charge of assembling all of the binaries 
generated by the specific scripts into an executable binary image.

Each partition is built into a separate directory that contains all the required data 
such as partition configuration files or build script. In the case that the partition source 
has been automatically generated, a folder called src is created with the partition 
source code in it. Also, a folder is created for each hypervisor involved in the system. 
There will be at least one different hypervisor for each execution platform architecture. 
The hypervisor configuration file and the script for building partitions related to that 
particular hypervisor are located in each hypervisor folder. The global script that 
integrates the partitions to form the final XtratuM binary image is located in the root 
folder.

Listing 7 is an example of a generated building script for a partition that executes 
XAL operating system targeted for a LEON3 FPGA (GR-XC3S-1500 Xilinx FPGA). The 
first part of the script is composed of a number of variables with paths to XAL libraries, 
XtratuM libraries, source code path, the main source file name and partition information 
(i.e. partition name and partition identification number). The next part of this script is 
in charge of compiling and building the applications of the partition. Finally, the binary 
image generation (XEF files in XtratuM) is defined.

Listing 8 shows an example of a global assembling script. As stated before, this script 
is in charge of joining all of the partitions into a single executable binary file. This job is 
performed in two main steps. First, partition building scripts are called. Then, partition 
images are integrated into the XtratuM container. In this particular example, there are 
four partitions to be combined into a XtratuM binary file.
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Listing 8 Global assembling script example.

all: resident_sw

# System's paths
XTRATUM_PATH=/usr/local/xm/3.7.2-01/bin/gr-xc3s-1500/xm/
XAL_PATH=/usr/local/xm/3.7.2-01/bin/gr-xc3s-1500/xal/

# Rules include
include $(XAL_PATH)common/rules.mk

# Integration
PACK_ARGS=-h $(XMCORE):xm_cf.xef.xmc\
  -p 0:./Partition0/Partition0.xef\
  -p 1:./Partition1/Partition1.xef\
  -p 2:./Partition2/Partition2.xef\
  -p 3:./Partition3/Partition3.xef

container.bin: ./Partition0/Partition0.xef ./Partition1/Partition1.xef ./
Partition2/Partition2.xef ./Partition3/Partition3.xef xm_cf.xef.xmc
 $(XMPACK) check xm_cf.xef.xmc $(PACK_ARGS)
 $(XMPACK) build $(PACK_ARGS) $@

./Partition0/Partition0.xef:
 make -C ./Partition0 all

./Partition1/Partition1.xef:
 make -C ./Partition1 all

./Partition2/Partition2.xef:
 make -C ./Partition2 all

./Partition3/Partition3.xef:
 make -C ./Partition3 all

3.8.3 Framework Implementation Considerations

3.8.3.1 Programming Language of the Framework

This framework has been developed in several stages. Firstly, an initial prototype was 
developed using QVT [OMG11-3] and Acceleo [OMG08-2] languages. 

QVT is the OMG standard language for model-to-model transformations. There are 
two variants of this language: imperative (also called operational) and relational. In this 
framework, QVT operational (QVTo) was used because its development maturity and 
tool support was significantly higher than QVT relational (QVTr) at that time. QVTo 
provides a very high-level imperative language with a lot of syntactic sugar that reduces 
and simplifies the coding of model-to-model transformations considerably.

Secondly, Acceleo implements the OMG standard for model-to-text generators. Like 
QVT, Acceleo makes the generation of text artifacts from models easier by means of a 
template-based language. The Acceleo project is very mature and it has a very good tool 
support.

However, although these languages make the coding of transformers and generators 
easier, in practice, a number of issues arise:
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 ■ Debug support. The QVT debugging support is still immature. The provided 
debugger contains bugs and it is very slow. For instance, there is a bug that in 
certain situations produces a program that works properly but then fails when it 
is executed in debug mode.

 ■ Performance. QVT and Acceleo (to a lesser extent though), perform poorly when 
lines of code grow. QVT is especially affected by performance issues. In particular, 
the QVT interpreter has a bothersome bug that makes it really slow when the 
program code is split into more than four or five different modules.

 ■ Programming-in-the-large. Since QVT is not a general purpose language, it does 
not provide many data types and facilities for large software development, such as 
complete inheritance, generics, classes, etc. This features are of great help when 
the size of the project increases.

For these reasons, Java has been used to develop the final version of the framework. 
Java is not specifically designed for model-to-model transformations, but it provides 
several advantages that makes it more suitable than QVT/Acceleo for developing this 
framework:

 ■ Maturity. Java tools are much more mature than QVT/Acceleo. This means that 
the number of bugs or problems due to Java development tools are extremely 
low in comparison with QVT or Acceleo. For the same reason, Java development 
plugins provide many more options and work more smoothly than QVT/Acceleo 
plugins.

 ■ Performance. Java Virtual Machine is remarkably faster than QVT/Acceleo 
interpreters.

 ■ Libraries. The implementation of different algorithms of this framework is based 
on libraries. The amount of libraries in Java is vastly better than QVT/Acceleo. 

 ■ Scalability. The Java language is a general purpose language designed specifically 
to address the development of large projects. For instance, the implementation 
of graph algorithms in QVT is more difficult and slower than in Java. Java also 
provides means for encapsulating and managing large projects.

 ■ Extendability. QVT and Acceleo are not as well known as Java. For this reason, 
when the tool has to be extended, adapted or maintained by a different engineer, 
the probability that this engineer knows Java is higher than the probability that he 
knows QVT.

3.9 Extending the Framework

One of the most important goals of the framework is the ease of integrating external 
knowledge into it without actually modifying the tool itself. This flexibility to add 
external tools has been added in the crucial steps of the tool:

 ■ The partitioning algorithm is in charge of generating valid allocations of 
applications to partitions, as discussed in Section 4.2. This algorithm is highly 
customizable and extensible in order to provide better results in many different 
scenarios. The key extensibility points of the algorithm are:
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 ◆ Integration of new, non-functional requirements into the partitioning 
algorithm. There are a several non-functional requirements that may have 
impact on the resulting partitioned system. It did not seem practical to 
include all the logic required for dealing with any of these non-functional 
requirements in a single tool. Instead, the impact of each non-functional 
requirement on the final partitioned system is described in the partitioning-
constraint model. The partitioning algorithm guarantees that the result will 
meet these constraints and thus the result will also meet the non-functional 
requirements.

 ◆ Customized solution search algorithm and sort algorithm. The partitioning 
algorithm has been designed so that the search for solutions can be 
customized by the system integrator in order to fit better into a particular 
scenario. In a similar way, the solution sorting algorithm can be customized 
to fit better with the requirements of a specific system.

 ■ The validation process. This process, further detailed in Section 3.7, is performed 
after the generation of a tentative partitioned system which is modeled in a 
deployment model. Its main objective is to ensure that the resulting system will 
meet all of the expected non-functional requirements. However, in most cases, the 
validation of non-functional requirements needs highly specialized code which 
can be very complex. For this reason, instead of embedding all the validation 
process into the framework, several means for integrating third-party validation 
tools have been created. As stated in Section 3.7, this extendability approach has 
been successfully tested [CHESS-D4.2.2, MPT-D5.4.1].

 ■ The artifact generation. Once the deployment model has been validated, the artifact 
generation starts. There are a number of artifacts that are generated by default, 
i.e. the hypervisor configuration file, source code and building scripts. However, 
additional artifacts can be generated by processing the deployment model. In this 
model all the information related with the resulting partitioned system is held. In 
the MultiPARTES project, for example, safety-related traces were generated by a 
specialized tool [MPT-D7.2-Wind] based on the deployment model generated by 
the partitioning tool.

 ■ Generated source code programming language. By default, the generated source 
code is Ravenscar Ada 2005. However, the generation of different programming 
languages has been also foreseen. As discussed in Section A.2, the core of the source 
generator is the NEUTRAL model. This model is intended to be independent of 
any particular programming language. For this reason, it only holds data related 
to what must be done in the source code generation but it does not specify 
how to implement it. For instance, when a system requires the generation of a 
periodic task, the NEUTRAL model provides the parameters of this task (e.g. 
period, WCET, etc.). Then, a specialized transformer is in charge of Ada source 
code generation. Different programming languages can be generated though. 
This approach was successfully tested In the CHESS project [CHESS-D5.2]. In 
this project, it was necessary to generate Real-Time Java and Ravenscar Ada code 
from UML-MARTE models. To this end, the MARTE model was transformed to 
a NEUTRAL model where only relevant code generation aspects were captured. 
Then, two specialized generators generated RT-Java and Ravenscar Ada.
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3.10 Conclusions

In this chapter the framework developed in this PhD which addresses the support 
MCPS development has been discussed. The MCPS software development model, 
discussed in Section 2.6, integrates the new roles and activities of mixed-criticality 
partitioned systems into a customized V-Model. In addition, to deal with the complexity 
of MCPS systems, the use of MDE as a main development approach is encouraged, 
although means for integrating other development methodologies are provided too.

The framework requirements, summarized in Section 3.2, have been the starting 
point for designing and developing the framework. One of the most important source 
for requirements has been the MultiPARTES project, where a panel of experts from 
different domains related to safety-critical and mixed-criticality systems proposed 
relevant requirements that a framework for these kinds of systems should meet. These 
requirements, along with a number of principles aiming to provide a flexible, powerful 
and extensible tool, have been the foundation for creating an innovative framework 
architecture designed for MCPS development.

The proposed architecture has been designed with V-Model as the main software 
development model as it is widely used in the embedded software development. 
However, other software development models are also supported, such as the iterative 
and incremental software models.

The framework architecture has four main stages: system modeling, system 
partitioning, system validation and artifact generation. The system modeling is the 
starting point for the framework architecture flow. The system modeled in order to 
exclusively provide all of the required information. These models have been designed 
so that the integration and interoperability with third-party tools are facilitated. To 
this end, a complete set of metamodels that make it possible to fully describe mixed-
criticality partitioned systems has been defined. Also, the project metamodel which 
aims at collecting all of the models used in specific use case is defined.

Moreover, a novel partitioning constraint metamodel has been defined. The 
partitioning constraint metamodel provides a simple and powerful intermediate 
language that makes it possible to decouple non-functional requirements from the 
partitioning requirements.

System models are provided to the partitioning tool, which generates a tentative 
system partitioning. This resulting system partitioning is written down in the deployment 
model, which aims to provide the results of the framework. Therefore it collects all the 
relevant information that has been used for generating the results. The algorithms used 
in the partitioning tool are further described in the following chapters.

Given the complexity of MCPS development, the results of the framework should be 
validated by specialized third-party validation tools. The tentative system partitioning is 
therefore validated by the validation tools specified by the system integrator. These tools 
are integrated in the framework in two different ways. On the one hand, those validation 
tools developed following the MDE approach can take advantage of the deployment 
model and extract all the required information directly from it. On the other hand, those 
developed with other approaches are integrated by means of model-to-text transformers 
that write and read the inputs and outputs of the validation tool.
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If the validation fails, analysis tools can propose changes that aim to fix the system 
partitioning by means of the partitioning-constraint model. This model can be 
directly modified by the validation tool or by means of a model-to-model transformer 
specifically designed for each particular validation tool. Moreover, the system integrator 
can incorporate new partitioning constraints based on his experience at any moment.

If the validation succeeds, a number of artifacts intedended to make the building 
and compilation of the system easier and faster are automatically generated. These 
artifacts include hypervisor configuration files, makefiles and source code.

The proposed architecture aims to make the extensability of the framework as easy 
as possible. For this reason, the main stages of the architecture are highly customizable 
so that future features can be easily intregrated. For example, the resulting system 
partitioning algorithm can be customized by means of the partitioning-constraint 
model. The programming language of the generated source code can be changed be the 
definition of a model-to-text generator that processes the NEUTRAL model. Finally, 
the partitioning algorithm also provides means for customizing and optimizing it with 
user algorithms.

The framework described in this PhD and developed in the context of the 
MultiPARTES project is, however, an innovative approach to MCPS development. 
No other framework before has provided means for automatically discovering the 
system partitioning. In addition, this framework integrates into a single tool-chain 
support for the most critical stages of the MCPS development. 

In short, this chapter has thoroughly discussed the architecture, design and 
implementation of an extensible and flexible framework that aims to improve the support 
for MCPS development. Based on the results of previous research projects, an innovative 
approach to automatizing the most critical stages of MCPS development model is proposed.
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System Partitioning

4.1 Introduction

System partitioning is a new but critical activity in the MCPS development process 
that is not required in traditional systems. For this reason, there is still a notable lack of 
tools designed to support it.

In the partitioning of a system, applications are first allocated to partitions. Second, 
partitions must be allocated to processing resources. Finally, the partition execution plan 
must be generated so that applications running on top of partitions meet their temporal 
constraints. In addition, the allocation must assure that the resulting partitioned system 
meets the constraints provided in the partitioning-constraint model.

In order to perform the system partitioning, the framework takes the system models 
(application models, operating system models, hypervisor models, hardware model 
and the partitioning-constraint model) as inputs and then based on these models, it 
proposes a tentative system partitioning.

As this chapter will discuss, the automatic generation of a system partitioning 
that meets the required non-functional properties is a process that involves complex 
problems. Therefore, due to the size and complexity of the partitioning problem, it 
does not seem practical to tackle the partitioning of the system as a single problem. 
Instead, a divide-and-conquer approach has been taken by breaking down the activity 
of partitioning the system into three smaller activities:

 ■ Allocate applications to partitions. The problem is how to group the initial set 
of applications into different partitions. The allocation must meet a number of 
partitioning requirements in order to be valid.

 ■ Allocate partitions to processing resources. Once the partitions are defined, they 
must be allocated to different processing resources. This problem is analogous to 
the bin packing problem which is, in turn, a well known NP-Hard problem.

 ■ Partition execution plan generation. An execution plan must be created so that all 
applications meet their deadlines but it must take into account that there are two 
scheduling levels. This problem is called hierarchical scheduling and it is a studied 
and currently unresolved NP-Hard problem.

This chapter presents the approach taken in this work to deal with each of the above 
problems. A special emphasis has been put on the algorithm for allocating applications 
to partitions. 

This chapter starts with Section 4.2, which is devoted to the algorithm for allocating 
applications to partitions. Next, a detailed example of the algorithm is provided in 
Section 4.3. Partitions are allocated to processing resources as detailed in Section 4.4, 
and then a partition execution plan is generated following the algorithm discussed in 
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Section 4.5. Next, Section 4.6 presents an example of how to generate the partition 
execution plan according to the proposed algorithm. Finally Section 4.7 is devoted to 
the conclusions of the chapter.

4.2 Allocation of Applications to Partitions

This section focuses on the first step of the overall process: the allocation of 
applications to partitions. This step is by far the least studied problem of the three 
mentioned in Section 4.1 despite its importance and sound impact on the resulting 
system. Furthermore, hereinafter the partitioning problem will refer to the problem of 
allocating applications to partitions. Accordingly, the partitioning algorithm will refer to 
the algorithm created to handle the partitioning problem.

In distributed systems, there is a problem that is similar to the allocation of 
applications to partitions. In such systems, the allocation of applications to different 
nodes gives rise to a number of issues that have been profusely researched [Fernández-
Baca89, Ramamritham95, Ekelin01, Kuchcinski03, Wang04, Islam06]. This allocation 
has a number of commonalties with the allocation of applications to partitions. The most 
important of them is that, as in MCPS, applications allocated to a particular node are 
spatially and temporally isolated from applications running in other nodes. However, 
mixed-criticality partitioned systems require that other parameters, such as application 
criticality, are considered.

In the context of MCPS, the allocation of applications to partitions is often predefined; 
this is usually driven by liability issues. In this PhD, however, the allocation of application 
to partitions is automated. The automatic computation of this allocation provides a high 
degree of flexibility, as it makes it possible to automatically recompute the allocation of 
applications based on non-functional requirements. In addition, different alternative 
allocations may be generated in case the first solution is rejected. Moreover, this 
approach along with MDE makes the generation and validation of the resulting system 
easier and faster.

There is similar research that addresses the automatic allocation of applications to 
partitions in mixed-criticality systems [Tămaş11-1, Tămaş11-2, Tămaş11-3, Tămaş15]. 
Nonetheless, these approaches are usually integrated or closely linked with the 
scheduling algorithm. The closest approach to an algorithm for automatically allocating 
applications to partitions is proposed in [Tămaş11-1, Tămaş15]. Tămaş et al. propose a 
Tabu-search-based algorithm that creates a system partitioning where the development 
costs are minimized and tasks are schedulable. Based on the criticality of each task, 
Tămaş's algorithm determines whether a task can or cannot be allocated to the same 
partition as another task. It also provides means for avoiding the allocation of two tasks 
to the same partition. This approach has been tested successfully in the context of the 
RECOMP project (Section 2.9.4) as well as with synthetic benchmarks [Tămaş15].

The remaining section describes the partitioning algorithm used in the framework. 
The formal model is introduced first and next the partitioning algorithm is detailed.
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4.2.1 The Formal Model of the Partitioning Problem

The allocation of applications to partitions must meet a number of conditions to be 
valid:

 ■ All applications are allocated to at least one partition.
 ■ All partitions host at least one application.
 ■ Resources allocated to partitions do not exceed the amount of available resources.
 ■ Non-functional requirements are met.

The partitioning algorithm must generate valid allocations but it must also be able to 
generate alternative valid allocations in case the first proposal is rejected. In addition, 
the algorithm must provide means for customizing its behavior and for integrating 
future non-functional requirements. To achieve this, the partitioning problem has 
been formally modeled. The formal model is used as an internal representation in the 
framework and also makes the use of mathematical algorithms easier.

The choice of the mathematical representation is of critical importance as it is the 
basis for the rest of the algorithm. For this reason, a study of the representation used in 
other fields for solving similar problems has been carried out. 

As a result of this study, the allocation of intermediate variables to machine registers 
has arisen as a very similar problem. This problem, known as the register allocation 
problem, has been and still is profusely studied by the compiler research community 
[Chaitin81, Chaitin82, Rosen88, Cytron91, Briggs94, George96, Appel01, Cooper06] as 
it is of great practical importance.

The register allocation problem has a number of commonalities with the partitioning 
problem:

 ■ More variables than registers. The goal is to allocate temporal variables to  available 
machine registers. Similarly, in the partitioning problem, the goal is to allocate 
applications to partitions.

 ■ The smaller amount of used registers, the better. A good compiler generates the 
most efficent machine code possible. It tries to use the least amount of registers in 
such a way that the amount of copies is minimized. In the partitioning problem, 
many partitions may have a negative impact on the workload of the system due to 
the overhead of context changes.

 ■ Variables with pre-defined registers. Most modern computer architectures include 
a floating point register set. These registers considerably increase the performance 
of the floating point operations. For this reason, in order to take advantage of this 
feature, the algorithm has to be able to pre-allocate floating point intermediate 
variables to these special hardware registers. In the same manner, there may be 
applications that must be allocated to a particular partition.

 ■ Same register for different variables. For instance, if there is an assigment statement 
such as a:=b and there is no interference between a and b, both variables can be 
allocated to the same register. Similarly, in the partitioning problem it is possible 
that several applications have to be allocated to the same partition.
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However, there are several important differences that prevent Chaitin's algorithm 
from being directly applied to the partitioning problem:

 ■ Unlimited amount of partitions. The amount of registers in a machine is fixed while 
the amount of partitions that can be used is theoretically unlimited.

 ■ Alternative system partitioning. Chaitin's algorithm is designed to provide a 
single solution. However, in the partitioning problem it may be necessary to have 
alternative solutions.

 ■ Sorting of the system partitioning. When an alternative solution is requested, the 
algorithm must deliver the best result available.

The approach provided by Chaitin [Chaitin82] and then improved by Briggs and 
George [Briggs94, George96] is probably one of the most used approaches in modern 
compilers. The key idea behind this approach is to model the register allocation as 
a graph (i.e. interference graph) and then k-color this graph with k as the amount of 
available machine registers. The formal model of the partitioning algorithm presented 
in this section is based on the same idea: modeling the partitioning problem as a vertex 
colored graph.

4.2.1.1 The Partitioning Problem as a Colored Graph

The system to be modeled is defined as:

 ■ A set of applications.
 ■ A set of basic constraints.

Let G be an undirected loop-free colored graph unequivocally defined by the tuple 
(V, E, C, L, M, N, P): 

 ■ V is the set of vertices.
 ■ E is the set of edges (u,v) where vertex u is linked with vertex v. The order of the 

vertices denoting an edge is not significant, (u,v) = (v,u), given that the graph is 
undirected.

 ■ C is the set of colors.
 ■ L is the set of allocations where a tuple (u,c) means that vertex u is colored with 

color c.
 ■ M is the set of forbidden allocations where a tuple (u,c) means that vertex u  

cannot be colored with color c.
 ■ N is the set of vertices that have not been colored yet.
 ■ P is the set of vertices already colored.

Suppose also the following functions:

 ■ Let newColor() = c be a function that returns a new color.
 ■ Let colors(v) = L(v, –) = {c1, c2 ... cn} be a function that returns the colors  

that were used in vertex v.

Given the above assumptions, the graph G which represents the system to be 
partitioned {a1, a2 ..., an} is built as follows:
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1. Vertices. Create a vertex ai for each application of the system {a1, a2 ..., an}:
V ← V ∪ vi, ∀ ai in {a1, a2 ..., an}

2. Application a must be allocated to partition p . This constraint, ξ(a) = p, forces 
the algorithm to allocate application a to partition p. In terms of the graph, this 
is equivalent to coloring vertex a with color p. As a result, vertex a is colored and 
added to set P and removed from set N.
L ← L ∪ (a, ξ(a))
P ← P ∪ a
N ← N − a

3. Application a must be allocated to the same partition as applications  
{b1, b2 ..., bn}. This constraint, γ(a) = {b1, b2 ..., bn}, forces the algorithm to 
allocate application a to the same partition as applications {b1, b2 ..., bn}. In 
terms of the graph, this is the equivalent to coloring the involved applications with 
the same colors.

3.1 Collect all of the colors used by a ∪ {b1, b2 ..., bn} in C: 
C = {colors(a) ∪ colors(b1) ∪ colors(b2) ∪  ... colors(bn)}

3.2 If C is empty, create a new color: 
If C = ∅ then C ← C ∪ newColor()

3.3 Color each vertex in a ∪ {b1, b2 ..., bn} with all of the colors of C: 
L ← L ∪ (ai, cj),∀ ai ∈ a ∪ {b1, b2 ..., bn}, ∀ cj ∈ {c1, c2 ... cn}

3.4 Vertices a ∪ {b1, b2 ..., bn} are now colored and they are added to set P and 
removed from set N.
P ← P ∪ {a ∪ {b1, b2 ..., bn}}
N ← N − {a ∪ {b1, b2 ..., bn}}

4. Application a must not be allocated to partition p. This constraint, φ(a) = p, 
prevents the algorithm from allocating application a to partition p. In terms of the 
graph, this is equivalent to adding color p to the list of forbidden colors of vertex 
a.
M ← M ∪ (a, φ(a))

5. Application a must be allocated to different partitions than applications  
{b1, b2 ..., bn}. This constraint, δ(a) = {b1, b2 ... bn}, prevents the algorithm 
from allocating application a to the same partition as the applications returned 
by δ(a). In terms of the graph, this is equivalent to creating an edge from a to the 
vertices returned by δ(a).

E ← E ∪ (a, bi), ∀ bi ∈ {b1, b2 ..., bn}

4.2.2 The Partitioning Algorithm

The objective of this section is to find an allocation of applications to partitions that 
meets all partitioning constraints. Furthermore, there are several principles that have 
driven the design of the partitioning algorithm:
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 ■ General. It must be able to handle a wide range of projects from different domains. 
A way of achieving the desired level of generality is by modeling the problem 
with a high level of abstraction. To do so while following the MDE approach, 
relevant information is captured by a number of models while the algorithm itself 
is embedded in different model-to-model transformations.

 ■ Flexible. The algorithm must be able to model and process NFRs regardless of their 
origin. This is achieved with the partitioning-constraint model which is described 
in Section 3.6.6.

 ■ Adaptable. The nature of partitioned systems makes it difficult to provide a general 
definition of what is a correct and optimal system partitioning. For this reason, 
the algorithm shall provide means for customizing both concepts according to the 
parameters defined in each system.

4.2.2.1 Correctness

In the graph described in Section 4.2.1, vertices represent applications and colors 
represents partitions. Therefore, in terms of the graph, the equivalent of allocating an 
application to a partition is to use the color that stands for a partition to color the vertex 
that represents an application.

In the same graph, partitioning constraints are represented by edges that link 
applications that must be allocated to different partitions. Accordingly, a valid allocation 
(i.e. an allocation that meets the partitioning constraints) is to color the vertex with a 
color that is not shared by any of the neighbor vertices. This vertex coloring is known as 
proper vertex coloring.

Provided that the graph is properly built, the resulting coloring is equivalent to a 
system partitioning where the conditions stated in Section 4.2 are met:

 ■ All vertices are colored. By definition, all of the vertices of a properly colored graph 
are colored with at least one color. From the point of view of the partitioning 
problem, this property ensures that all of the applications are allocated to at least 
one partition1.

 ■ Each color is used for at least one vertex. By definition, all colors created for the proper 
coloring of a graph have been used to color at least one vertex. Analogously, in the 
partitioning problem, this property ensures that there are no empty partitions; in 
other words, it ensures that all partitions host at least one application.

 ■ There are no two adjacent vertices with the same color. By definition, the proper 
coloring of a graph cannot use the same color for two adjacent vertices. As a 
consequence, a proper coloring is equivalent to a system partitioning that by 
definition meets all the partitioning constraints.

Furthermore, the solution is guaranteed because a (naïve) proper coloring (i.e. each 
vertex is colored with a different color) always exists given that the graph does not have 
vertices connecting directly back to themselves. The naïve coloring is usually not the 
desired result, as is discussed in Section 4.2.2.2.

1 Some systems may require critical applications to be replicated in several partitions due to safety reasons. As a 
consequence, an application may be allocated to multiple partitions.
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4.2.2.2 Optimality

A graph may have multiple proper colorings and consequently multiple valid system 
partitionings may be produced for a single system. For this reason it is also important to 
define criteria for selecting the optimal partitioning for a given system. 

The notion of optimal system partitioning is not absolute; it depends on the specific 
requirements of a particular system. It some cases, it may be interesting to minimize 
the number of partitions. In other cases, the core load balancing can be more relevant. 
For this reason, the partitioning algorithm does not impose any particular optimal 
search function but rather it provides a customizable coloring search algorithm. The 
only requisite is that the resulting coloring must be a proper vertex coloring, i.e. it must 
guarantee that two adjacent vertices never share the same color.

If no specific optimal function is provided, the default optimal search function in the 
partitioning algorithm is the smallest amount of partitions (see Section 4.2.2.2.1). This 
optimal search function is useful for many partitioned systems as it is commonly desired 
to retrieve the smallest, fastest and simplest system possible. There are still scenarios in 
which the amount of partitions is not a priority (e.g. high-integrity systems) and in 
which the system integrator may provide a different optimal search function.

4.2.2.2.1. Smallest Amount of Partitions

Generating a system partitioning with the smallest amount of partitions is equivalent 
to coloring a graph with the smallest amount of colors. However, coloring a graph with 
the minimum amount of colors is a well-known NP-Hard problem [Garey79]. In other 
words, there is no known algorithm that provides optimal solutions in polynomial time.

Heuristic algorithms do not ensure an optimal solution but often run in polynomial 
time. For this reason, they are commonly used for handling NP problems. There is a vast 
amount of heuristics for coloring a graph with the smallest amount of colors, but as a 
rule, a coloring heuristic proceeds as follows:

1. Sort vertices according to a given heuristic in a list of vertices.
2. Color the first vertex in the list.
3. Remove the colored vertex from the list.
4. If the list is empty, then the algorithm is finished. Otherwise, if the heuristic has 

dynamic vertex ordering, go to step 1. Otherwise, go to step 2.

Despite the amount of heuristics, in practice three heuristics are the most commonly 
used, as discussed in [Kosowski04]:

 ■ Largest-First (LF) [Welsh67] is a static vertex ordering heuristic that sorts vertices 
in decreasing order of degree. LF starts to color with the most connected vertex 
(i.e. the vertex with the highest degree) because this vertex is probably the most 
difficult vertex to color, given that it is the one with the highest number of 
neighbors.

 ■ Largest-Saturation-First (LSF) [Brélaz79] is a dynamic vertex ordering heuristic 
that colors the vertex with the highest saturation. The saturation of a vertex is the 
amount of different colors used by the neighboring vertices.



110

AllocAtIon of APPlIcAtIons to PArtItIons

 ■ Smallest-Last (SL) [Matula83] is a static vertex ordering heuristic based on the 
same idea as LF. However, the vertex sorting process is refined, which avoids 
certain faults of LF.

The framework described in this thesis implements the three coloring heuristics  
mentioned above and gives the system integrator the possibility of using only one 
heuristic or of using two or more coloring heuristics and picking the best coloring result. 
It is important to note that these are the default heuristics. The framework is specifically 
designed to make the integration of new coloring heuristics easy so the system integrator 
can always add new coloring heuristics tailored to a particular system.

4.2.2.3 Alternative System Partitioning

There is not upper bound for the amount of vertex colors. This means that  regardless 
of the optimal search function, a vertex may have multiple candidate colors for the 
proper coloring of a graph.

Each vertex is colored with a single color for each system partitioning that is 
generated. However, when a vertex has multiple candidate colors, the preferred color is 
selected and removed from the candidate color list. The preferred color is the first color 
of the vertex candidate color list. The default order in the candidate list is LIFO but if 
needed, the system integrator can provide a custom candidate color list sorting function.

When an alternative system partitioning is requested, the graph is recolored starting 
with the first vertex with multiple candidate colors that was found in the previous 
coloring. Then, the preferred color (i.e. the first color of the vertex candidate color list) 
is chosen to color the vertex and then removed from the list of candidate colors of the 
vertex.

The subsequent vertices with multiple candidate colors are colored using their 
preferred colors, but unlike the first vertex, the preferred color of the subsequent vertices 
is not removed from their candidate color lists. The reason is that different colorings of 
the first vertex with multiple colors may or may not affect the rest of  the vertices with 
multiple candidate colors. It is possible that the sole difference between two different 
system partitionings is the coloring of the first vertex with multiple candidate colors.

The resulting colored graph therefore represents an alternative system partitioning 
whose correctness is assured, as it is a valid proper coloring of the initial graph. The level 
of optimality of the different alternative system partitionings depends on the provided 
optimal search function and the candidate color sorting function.

An alternative system partitioning may be very helpful in the development of 
complex systems, where many analyses aimed at verifying the correctness of the final 
system are involved. This feature enables the system integrator to ask for an alternative 
system partitioning if the first result is rejected by later non-functional analyses such as 
schedulability or performance.

4.2.2.4 Algorithm Formalization

Given the system and the colored graph G discussed in Section 4.2.1, suppose the 
following additional functions:

 ■ Let adjacents(v) = E(v, –) = {v1, v2 ... vn} be a function that returns the 
vertices that are connected with vertex v.
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 ■ Let forbiddenColors(v) = M(v, –) = {c1, c2 ... cn} be a function that returns 
the set of colors that cannot be used to color vertex u.

 ■ Let adjacentsColors(v) = L(E(v, –), –) = {c1, c2 ... cn} be a function that 
returns the set of colors used to color adjacents(u).

In addition, suppose the following user-defined functions:

 ■ Let colorSorter(v, w) be a function that sorts the list of colors w according to 
the affinity of each color with the vertex v. The vertex with the highest affinity is 
placed in first place.

 ■ Let colorFilter(v, w) be a function that removes the colors that are not allowed 
to color vertex v from the list of colors w .

 ■ Let heuristicInit() be a function that initializes the heuristic procedure. For 
instance, if the heuristic requires an initial vertex sorting, it might be computed 
in this function.

 ■ Let heuristicNext() be a function that returns the next vertex that the heuristic 
proposes to color.

Functions described above are used in the pseudo-code given in Listing 9 where the 
graph coloring algorithm that is implemented in the framework is summarized. 

In summary, the coloring of a graph is carried out as follows:

1. Initialize the heuristic algorithm.
2. Repeat the following process until all vertices are colored:

2.1 Ask the heuristic algorithm which vertex is to be colored next.
2.2 Retrieve the candidate colors of the vertex. From the list of available colors, 

substract:

2.2.1 The colors used by any adjacent vertex of the vertex.
2.2.2 The colors in the vertex list of forbidden colors.
2.2.3 The colors rejected by the user-provided filter.

2.3 Sort the candidate colors list according to the order provided by the user.
2.4 Choose the first color of the candidate color list. Then, update the result 

with the chosen color for vertex. Finally, remove the vertex from the list of 
vertices to be colored.

2.5 When the candidate list contains more than one element, update the graph 
by coloring the vertex with the chosen color and removing the vertex from 
the list of non-colored vertices.

Contrary to the Tămaş's approach [Tămaş11-1, Tămaş15], the algorithm presented in 
this section decouples the allocation of applications to partitions from the scheduling 
algorithm. As a consequence, changes in any of these critical processes do not require 
the modification of the algorithm which, in turn, decreases the cost of adapting the 
algorithm to new scenarios.

In addition, the algorithm proposed by Tămaş et al. does not mention other 
parameters that may soundly impact the system partitioning, such as the operating 
system, core affinity, processor family, hardware requirements, etc. Moreover, Tămaş's 
algorithm has limited support for partitioning constraints. This makes it possible to 
specify that two tasks must not be allocated together. However, it does not support, 
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among others, the following partitioning constraints: ensuring that two applications are 
allocated to the same partition, forcing the algorithm to allocate applications to specific 
cores or allocating applications to predefined partitions.

Listing 9 Overview of the partitioning algorithm 

# False if it is the first call to this procedure. True otherwise.
reColoring := false

# Initialization
doColor := true
firstColor := true
result := ∅
Q := N 
heuristicInit()

# Copies already colored vertices to the result
foreach v of P do 
 R := (v, colors(v))

while (Q ≠ ∅)
 # Picks the next vertex to color and retrieves its ist candidate colors.
 v := heuristicNext()
 w := colorFilter(C ∩ adjacentColors(v) ∩ forbiddenColors(v))

 # If the candidate colors list is empty...
 # and it is being re-colored, no new colors are allowed. Finish, no more alternatives.
 # and it is the first coloring, a new color is created.
 if w = ∅ and reColoring then return null;
 if w = ∅ then w := w ∪ newColor() and C = C ∪ w

 if length(w) = 1 then
 # Only one candidate color: 
 # removes this vertex from the non-colored vertices list,
 # adds the color to the forbidden colors list of the vertex,
 # stores the coloring of this vertex with this color,
 # add the coloring to the result.
  N ← N − v
  M ← M ∪ (v, c)
  L ← L ∪ (v, c)
  R ← R ∪ (v, c)
 else
 # Multiple candidate colors: 
 # sorts the candidate colors list and picks the preferred (i.e. first) color,
 # bans the coloring of this vertex with this color
  c := colorSort(v, w).first()
  R ← R ∪ (v, c)
  if firstColor then
   firstColor = false
   M ← M ∪ (v, c)
# Returns the generated allocation
return R

.

4.3 Allocation of Applications to Partitions Example

The main objective of the example discussed in this section is to show how the 
partitioning algorithm described in Section 4.2 works. Therefore, this example is not 
intended to model a real industry scenario and accordingly it may not be as complete 
and complex as a real scenario would be. However, for the purposes of this thesis, it is 
complex enough to reveal how the proposed partitioning algorithm works.
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The system in this example is composed of nine applications  
{a, b, c, d, e, f, g, h, i}. In addition, the system integrator enforces the following 
partitioning constraints, summarized in Table 4:

 ■ Application b cannot be allocated with application d. Moreover, application f 
cannot be allocated with application e. 
Ω1 = { δ (b) = d, δ (f) = e }

 ■ Application f must be allocated to the same partition as application i.
Ω2 = { γ(f) = i }

 ■ Applications f and g must be allocated to partition 1 whereas application h must 
be allocated to partition 2. 
Ω3 = { ξ (f) = 1, ξ (g) = 1, ξ (h) = 2 }

The explicit partitioning restrictions provided by the system integrator are added to 
the automatically generated set of implicit partitioning constraints that the framework 
creates based on the model information.

Table 4 Characteristics of the applications used in the example.

a b c d e f g h i

Criticality Level A C C C A A A A A

Operating 
System ORK+ Linux Linux Linux XAL XAL XAL XAL XAL

MustGo i

MustNotGo d f

Partition 1 1 2

For example, an implicit partitioning constraint stating that application a must not 
be allocated together with application b (δ (a) = b) would be automatically generated 
because application a requires ORK+ whereas application b needs Linux as its operating 
system. Similarly, the framework would also automatically add a partitioning constraint 
asserting that application d must not be allocated with application e (δ (d) = e) because 
these applications have different criticality levels.

Figure 35 Initial graph of the example.

V1{a}, -

V8{h}, 2

V2{b}, -

V4{d}, -

V5{e}, -

V7{f }, 1

V6{g}, 1

V3{c}, -

V9{i}, -
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First, the initial system is modeled as described in Section 4.2.1. Then, non-functional 
requirements are modeled and, as a result, a number of partitioning constraints are 
created. The resulting graph is depicted in Figure 35.

Solid lines in Figure 35 indicate constraints δ (i.e. must not go) and dotted lines 
denote γ constraints (i.e. must go). Vertices are labeled with a triplet: vertex identifier, 
application associated with the vertex, and numbers that represent the colors of the 
vertex. In this case, vertices V7, V6 and V5 are already pre-colored because of the explicit 
partitioning constraints given by the system integrator (Table 4).

Vertices f and i are affected by a γ constraint (i.e. must go). Accordingly, as stated in 
Section 4.2.2, both vertices must be colored with the same colors. In this case, vertex f is 
already pre-colored with color 1 because of an explicit partitioning constraint. Therefore, 
vertex i is colored with the same colors as vertex f, that is to say, color 1.

Figure 36 γ constraints applied to the initial graph.

V1{a}, -

V8{h}, 2

V2{b}, -

V4{d}, -

V5{e}, -

V7{f }, 1

V6{g}, 1

V3{c}, -

V9{i}, 1

The optimal function used in this example is the default one (i.e. smallest number of 
partitions). In terms of the graph, this is analogous to finding the smallest proper vertex 
coloring of the graph depicted in Figure 36. 

In order to exercise all the heuristics, in this example the graph is colored using three 
different heuristics (SL, LF and SLF) and the best (smallest) coloring is chosen.

Figure 37 depicts the resulting graph coloring of this example, which is the same in 
all of the heuristics due to simplicity of the use case.

Figure 37 Smallest proper vertex coloring of the initial graph.

V1{a}, 2

V8{h}, 2

V2{b}, 3

V4{d}, 5

V5{e}, 4

V7{f }, 1

V6{g}, 1

V3{c}, {5, 3}

V9{i}, 1
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It is important to note that vertex c has multiple candidate colors (i.e. colors 3 and 
5) which implies that there is at least one alternative system partitioning. Also, in this 
example there is no used-defined order for the candidate color list so the candidate 
colors are sorted in LIFO order. In a more complex example, it may be preferable to use 
first color 3 and then color 5 for coloring vertex c.

Figure 38 System partitioning proposed in the example

Partition 1

IF G

Partition 2

A H

Partition 5

D C

Partition 3

B

Partition 4

E

.

Therefore, given the coloring of Figure 37, the first proposed system partitioning is 
graphically shown in Figure 38.

Figure 39 Alternative system partitioning proposed in the example.

Partition 1

IF G

Partition 2

A H

Partition 3

B C

Partition 5

D

Partition 4

E

If the system partitioning proposed in Figure 38 is rejected by further analyses, the 
alternative system partitioning (depicted in Figure 39) will be suggested.

4.4 Allocation of Partitions to Processing Resources

The second step in the overall approach is the allocation of partitions to processing 
resources. This allocation is a case of the bin-packing problem (BPP) [Garey75-1, 
Garey75-2]. BPP can be informally defined as in [Delorme14]: given n items, each has 
an integer weight wj (j = 1, . . . , n) and an unlimited number of identical bins of 
integer capacity c. The objective is to allocate items (i.e. partitions) of different weight 
(i.e. partition execution times) into a defined amount of bins (i.e. processing resources) 
with fixed capacity (i.e. processor execution capacity). 

The BPP is an NP-Hard problem [Garey79] and yet there is a large amount of 
algorithms available, as stated in surveys of the most relevant heuristic algorithms, such 
as [Sweeney92, DeCarvalho02, Coffman04]. 
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The simplest approaches for tackling BPP are approximation methods. In these 
approaches, items are considered in any sequence. For example, Next-Fit (NF) packs the 
next item into the current bin (initially, there is only one) if it fits or into a new bin if it 
does not fit. First-Fit (FF) inserts the next item into the lowest indexed bin where it fits, 
or into a new bin if it does not fit in any bin. In turn, Best-Fit (BF) packs the next item 
into a bin where it fits but also leaves the smallest residual space, or into a new one if it 
does not fit anywhere else. These approaches can be improved by sorting the items, such 
as in First-Fit Decreasing (FFD) or Best-Fit Decreasing (BFD).

More complex heuristics are also available, including the improved version of 
BFD proposed in [Eilon71] and its succeeding enhanced versions [Haessler75, Lee85, 
Roodman86, Martello90, Vahrenkamp96 Scholl97, Gupta99, Osogami03, Wäscher07]. 
There is thus a large amount of literature addressing the BPP. Nonetheless, these 
approaches are often complex heuristics that focus on specific instances of the BPP 
problem. 

This framework relies on FFD, which has a good balance between implementation 
complexity and result quality. It sorts all of the processing resources so that the processing 
resource with the highest available computation capacity is placed first. Then, in each 
iteration, a partition is allocated to the first processing resource with enough available 
computation capacity to execute the partition. After the allocation of a partition, the 
processing resource list must be resorted, as the available capacity of the processing 
resources has changed. As a result, all of the partitions and accordingly, all the tasks, are 
allocated to a particular processing resource. If no feasible allocation is found, it would 
be necessary to generate a new system partitioning or to refine system restrictions. 
This heuristic generates good results in similar problems. However, the design of the 
framework makes it simple to replace it with another one.

4.5 Partition Execution Plan Generation

The design of a partition execution plan is a complex problem. The aim is to define 
how partitions will be planned in such a way that tasks in their allocated applications 
meet their time requirements. Task scheduling is done at two levels: first a partition 
is scheduled to be run, then a specific task is selected according to the local scheduler 
in the operating system of the partition. This implies that the correctness of the plan 
strongly depends on the specifics of the local schedulers in the partitions. This problem, 
which is stated as multicore hierarchical scheduling, is a currently unresolved NP-Hard 
problem. In addition, the solutions would depend on the local schedulers used in the 
partitions of a particular system.

The nature of targeted systems makes it advisable to rely on the static or cyclic 
scheduler as the global partition scheduler. This approach is recommend in some 
standards for the development of safety-critical real-time systems. Moreover, cyclic 
executives enable the off-line computation of the plans. This makes it possible to use 
complex and time-consuming algorithms in the plan generation without impacting the 
temporal behavior of the system. In addition, it is assumed that partitions are statically 
assigned to processing resources. This implies that partitions do not migrate between 
cores at run-time. This condition avoids hardware interferences introduced by the 
migration of partitions, which are difficult to handle with the current technology.



117

systeM PArtItIonInG

The overall approach for the assignment of partitions to processing resources is  
summarized below:

 ■ A tentative partition execution plan is generated with a heuristic algorithm.
 ■ The plan is validated by a schedulability analysis to check whether time 

requirements are met.
 ■ If the analysis fails, new restrictions are generated for either changing the application 

allocation to partitions or the partition allocation to processing resources. In this 
way, an alternative partition scheduling plan is produced.

 ■ These steps are repeated until the schedulability analysis is successful or there are 
no more alternatives to evaluate. In this case, the system is not able to automatically 
generate a valid system partitioning. The system integrator would need to modify 
system parameters or restrictions to make it possible to explore other partitioning 
configurations. 

It is important to note that the development framework supports this iterative 
sequence of activities. It is only necessary to generate tentative partition scheduling 
plans. This activity is performed by generating a plan for scheduling all system tasks 
as if they were to run in a non-partitioned system. It is assumed that these tasks are 
scheduled using a cyclic executive. Then, the initial multicore hierarchical scheduling is 
therefore simplified to the problem of finding a cyclic plan that schedules all of the tasks 
allocated to a given processing resource. Once tasks have been scheduled, the partition 
execution plan is generated by exchanging each task with the partition where the task is 
allocated. The selection of this approach is motivated by the fact that the global scheduler 
is based on a cyclic plan. The assignment of execution slots to partitions relies also in a 
cyclic plan.

The generation of these global cyclic plans can be reduced to an assignment problem: 
assign a set of tasks to a set of time frames. The assignment problem can be modeled 
with a bipartite graph where the maximum flow is equivalent to the maximum amount 
of time required to schedule all the tasks. The algorithm used in the framework is based 
on the Iterative Network Flow (INF) algorithm described in [Liu00]. INF uses a bipartite 
graph to model tasks and frames. The feasibility of the cyclic schedule is determined by 
the maximum-flow of the bipartite graph, which can be computed with an algorithm 
such as the Edmonds-Karp method.

Taking the aforementioned assumptions into account, this approach has several 
intuitive advantages. First, INF produces a feasible assignment if one exists. The opposite 
is also true: all task assignments generated by INF are, by construction, feasible. Second, 
due to the implicit INF behavior, the generation of alternative assignments is almost 
automatic. As a consequence, when a result is rejected by a subsequent analysis, an 
alternative assignment can be easily generated. Finally, because of how INF allocates 
tasks to frames, the prioritization of tasks in the frame allocation is fairly easy and 
without significant overhead. This becomes very useful when enforcing task execution 
precedences is necessary, as tasks that must be executed in first place can be allocated to 
earlier suitable frames.

Similar approaches can be found in the research literature. For example, Xconrete 
[Masmano09, Ripoll10] is an analysis tool that performs the schedulability analysis of a 
system based on XtratuM. It produces an ARINC-653 partition execution plan that takes 
temporal constraints of applications and their dependencies into account. It uses SRP 
to deal with the access to mutual exclusion resources and a slightly modified version of 
EDF that reduces the amount of partition context switches.
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In the remainder of this section the algorithm used in the framework to produce 
partition execution plans is presented.

4.5.1 System Model

Suppose a system composed of a set of processing resourcesC = {c1, c2..., cn} 
where a set of tasks T = {t1, t2..., tn} must be scheduled meeting a set of precedence 
execution constraints P = {kn → jm ... kn+i → jm+j}.

Each task is characterized by a period (p), a deadline (d), an execution time (e), 
an effective priority (ep) and an assigned computing resource (c) where the task must 
execute. Moreover, tasks cannot migrate among processing resources; they can only 
execute on the assigned processing resource c. 

A task can be subdivided into a set of jobs that are executed sequentially. The jobs 
of a task inherit some of its parameters: period and deadline. The sum of the execution 
times of the task jobs must be equal to the execution time of the task. In the context of 
this thesis, the job instead of the task is the scheduled unit. For this reason, jobs are the 
input for the INF algorithm. It is worth recalling that there may be more jobs than tasks, 
as a task may need several jobs to complete its duties.

4.5.2 Effective Priority

Let k → j be an execution precedence constraint where job j is executed only when  
job k has ended its execution. Let G be a directed graph where for each relation  
k → j, an edge from job k to job j is created. In addition, let vTP be a list sorted by a 
topological sorting of the vertices of G where the first element of the list is a vertex with 
zero out-degree.

Let effective priority be the position of a job j in vTP. If vTP does not contain a job 
j, then the effective priority of the job j is -1. In addition, it is assumed that the lower 
priorities of a job indicate higher urgency for their execution. The execution order 
between two jobs with the same effective priority is not relevant. Jobs with negative 
effective priority have no restrictions in the execution order as they are considered jobs 
without precedence constraints.

4.5.3 Frames

Cyclic schedulers divide the timeline into fixed intervals of time called frames. Each 
frame is characterized by a start time. All the frames have the same duration or size. 
There is no specific algorithm to select the optimal size frame. However, the initial 
search space has an upper-bound, which is the hyperperiod of the tasks to be scheduled. 
Hence, only frame sizes equal to or smaller than the hyperperiod are valid candidates. 
In addition, the frame size must meet the following conditions [Liu00]:

 ■ The frame size must be long enough that every job can start and complete its 
execution within a frame.

Formula 6 The frame size should be higher than any job execution time.

f ≥max e
i( )

l≤i≤n

 ■ The frame size must be chosen so that it divides the hyperperiod of the system.
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Formula 7 The frame size should divide the hyperperiod.

p
i
/ f⎢

⎣⎢
⎥
⎦⎥ − pi / f = 0

It is possible that none of the candidate frame sizes meets Formula 6 and Formula 7 
simultaneously. Often, this situation is caused because the execution time of the tasks 
is too long. An approach to handling these cases is to split the longest task into several 
smaller sub-tasks. There is no specific algorithm for slicing tasks either. Most of the 
time, task slicing is performed by the engineer based on his background.

Slicing the longest task implies that it needs more jobs in order to complete its 
duties. As the amount of jobs changes, the process of finding the frame size must start 
over again. It is worth mentioning that although slicing tasks improves the probability 
of finding a suitable frame size, it may also reduce the utilization of the processor as 
it increases the amount jobs to be scheduled, which in turn increases the amount of 
required switch contexts.

As a result, a set of frames F = {f1, f2..., fn} is created with n defined by h
fs

 and 
where h is the hyperperiod and fs the frame size.

4.5.4 Jobs

Initially, there are h
p
i

 jobs; that is, there are as many jobs as activations of the task in 

the hyperperiod. However, if a task must be split, 
e
i

fs

⎡

⎢
⎢
⎢
⎢

⎤

⎥
⎥
⎥
⎥
 extras jobs must be created where 

ei is the execution time of the task and fs is the frame size. The execution time of the 
extra jobs is equivalent to the size of frame fs. Therefore, the amount of jobs created for 
a given task with execution time ei, period pi, in a schedule with frame size fs and 
hyperperiod h is defined by Formula 8.

Formula 8 Total amount of activities for a given hyperperiod and frame size.

n =
h
p
i

⋅
e
i

fs

⎡

⎢
⎢
⎢
⎢

⎤

⎥
⎥
⎥
⎥

4.5.5 Schedule and Schedulability

Given a set of jobs J = {j1, j2..., jn} and a set of frames F = {f1, f2..., fn}, 
schedule is defined as a feasible assignment of each job j ∈ J to at least one frame f ∈ F. 
A feasible assignment is when at least one frame f exists for each job j. Furthermore, a 
feasible assignment must verify that:

 ■ The activation of job j is higher than or equal to the start time of frame f.
 ■ The deadline of job j is lower than or equal to the end time of frame f.

In order to decide whether it is possible to find a feasible assignment for each activity 
the following graph must be used. Let G be a directed bipartite graph with the following 
vertices and edges:

 ■ There are two special vertices: source and sink vertices.
 ■ There is a vertex for each job.
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 ■ There is a vertex for each frame.
 ■ There is an edge from the source vertex to each job vertex using the task execution 

time (recall that task execution time may differ from job execution time) as the 
capacity of this edge.

 ■ There is an edge from each frame vertex to the sink vertex which uses the size of 
the frame as the capacity of this edge.

 ■ There is an edge from a job vertex to a frame vertex. This edge uses the size of the 
frame as its capacity when the following conditions are met:

 ◆ The activation of the job is higher than or equal to the start of the frame.
 ◆ The deadline of the job is lower than or equal to the end of the frame.

Let mf be the maximum flow of graph G and let et be the sum of the execution 
times of all the jobs in J. The schedule is feasible if the maximum flow is equal to or 
higher than the sum of all the job execution times, i.e. mf ≥ et. The reasons and the 
mathematical background behind why this condition is enough are detailed in [Liu00]. 
Maximum flow can be computed with many algorithms, such as the Edmonds–Karp 
method [Edmons72] that is further described in Section 2.10.4.

It is important to note that for a given job multiple valid frames may exist. In these 
cases, the job must keep a list of the suitable frames where it can be allocated.

4.5.6 Execution Precedence Constraints

So far, a set of frames and jobs have been created. Each job knows which frames 
are suitable for it (see Section 4.5.5) and in which processing resource it must be 
executed (see Section 4.4). Also, each job has a defined effective priority (see Section 
4.5.2). This priority makes it possible to sort jobs based on their execution precedences. 
Consequently, jobs that must finish before other jobs can start must be executed first.

It is important to note that, unlike the previously defined steps, this step is carried out 
while considering all the frames and jobs of all the processing resources of the system.

4.5.6.1 Auxiliary Functions

Let J' be a list of the jobs sorted by effective priority where the job with the lowest 
effective priority is placed first.

Let eS be a map that stores the latest end time linked to a specific priority. If the 
priority does not exist in the map, it returns zero.

Let endOf(eP) = eS[eP] be a function that returns the latest end time of a job with 
effective priority eP.

Let startOf(eP) = eS[eP -1] be a function that returns the start time of a job due to 
its effective priority. A job with an effective priority eP must always start after the latest 
end time of the jobs with the immediate lower priority eP - 1.

Let next(f) be a function that returns the latest end time of the jobs allocated to 
frame f.
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4.5.6.2 Computation of the Slots

A slot (s) is characterized by a start time (s.ts), an end time (s.te) and the job (s.j) that 
executes in the slot. In turn, each job j ∈ J' has a defined start time (j.s), an execution 
time (j.e), an effective priority (j.eP) and a frame list whose first frame is represented 
by j.f.

Formula 9 Start time of a slot.

s.j = j

s.t
s
=
max(j.s,next(j.f )), j.eP < 0
max(j.s,endOf (j.eP),next(j.f )), j.eP≥ 0

⎧
⎨
⎪⎪

⎩⎪⎪

A slot s is created for each job j ∈ J' where each slot takes the values given in 
Formula 9. If job j that is allocated to slot s has a negative effective priority (i.e. no 
execution precedence constraints), the slot start time (s.ts) is the latest value between 
the job start time (j.s) and the latest end time of the jobs already allocated to the same 
frame (next(j.f)).

However, if the job allocated to slot s has execution precedence constraints  
(j.eP ≥ 0), the effective priority of the job must also be taken into account. Therefore, 
the start time of slot (s.ts) will be the highest value among job start time (j.s), the latest 
end time of a job with the same effective priority (endOf(j.eP)) and the latest end time 
of the jobs already allocated to the same frame (next(j.f)).

Once slot s has been created, the new end time value associated with effective 
priority eP in map eS is the greater of the values already present in map eS and 
the start time value of slot s plus the execution time of the job j or more formally  
eS → [j.eP, max(s.ts + j.e, eS[j.eP])].

4.5.7 Generation of the Execution Plan

In the previous step, a list of slots are computed. These slots define the effective start 
time of each job so that the execution precedence constraints are met. In addition, as 
the start time of each job is computed based on the list of suitable frames that each job 
holds, the feasibility of the schedule is intact.

However, the final objective of the algorithm is to provide a partition execution plan. 
It is thus necessary to translate the list of slots to a partition cyclic plan. This can be easily 
achieved because the allocation of tasks to partitions as well as the task of each job are 
known. The partition execution plan is thus retrieved by exchanging each job with the 
partition where the job task is allocated.

4.6 Partition Execution Plan Generation Example

In the system depicted in Figure 40, each application is labeled with a tuple with 
the following elements: processor architecture (SPARC or x86), processor number (if 
any), core number (if any), period (which is equal to the its deadline, in milliseconds), 
and execution time (in milliseconds). For instance, application Supervision is a SPARC 
binary that requires 25 ms for time every 50 ms, and it that must run on Core 1 of LEON 
0. In order to simplify the example, it is assumed that each application is composed of a 
single task with the same temporal requirements.
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Figure 40 Overview of Wind-Power Turbine Control. 
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There are seven partitions, each of which contains a single application. These 
partitions must be allocated to five processing resources (i.e. three SPARC processors 
plus an Intel x86 ATOM dual-core processor), taking into account that each partition 
must run on a core with the appropriate architecture.

Some applications must run on a predetermined processor or core for safety reasons. 
For example, Diagnostic for SPARC must be allocated to a partition running on Core 1 
of LEON 2. On the contrary, other applications such as SafetyProtection do not have any 
information about the processor or where the core must run. In these cases, the tool is 
free to choose any suitable core.

In addition, suppose the following execution precedence restrictions:
 ■ The first application to be executed in the cyclic executive must be Supervision.
 ■ The last application to be executed in the cyclic executive must be HMI.
 ■ Application ComServer must execute only when both Diagnostic for SPARC and 

Diagnostic for x86 are done.
As stated in Section 4.4, the allocation of partitions to processing resources is carried 

out before actually creating the partition execution plan. In this example, suppose that 
the results of the allocation of partitions to cores are those shown in Table 5.

Table 5 Allocation of partitions to processing resources.

Partition Processor Core

HMI 3 ATOM 0 1

ComServer 6 ATOM 0 0

Diagnostic for x86 5 ATOM 0 0

Diagnostic for SPARC 4 LEON 2 0

SafetyProtection for x86 2 ATOM 0 1

SafetyProtection for SPARC 1 LEON 0 0

Supervision 0 LEON 0 0
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4.6.1 Effective Priority

The first step of the partition execution plan generation algorithm is to compute the 
effective priority of each task. The effective priority is the position of the task in a vertex 
list of the execution precedence graph sorted topologically.

The graph depicted in Figure 41 shows the precedence execution constraints among 
the tasks of this example. Each vertex represents a task, therefore there are seven vertices. 
Each vertex points to those task vertices that must have already executed before the 
application represented by the vertex starts. For example, ComServer (C in the graph) 
must execute when Supervision (S) and Diagnostic for SPARC (DSPARC) have already 
executed. On the other hand, HMI must execute when the rest of the tasks have already 
executed, therefore it points to all vertices.

Figure 41 Execution precedence constraint graph.
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The topological sorting of a graph can be computed as detailed in Section 2.10.3. 
Recall that any acyclic directed graph has at least one valid topological sorting. 
Therefore, because it is an acyclic graph, the one provided in Figure 41 has at least one 
valid topological sorting (reflected in Table 6). 

Table 6 Effective priorities.

Effective 
Priority

HMI 3

ComServer 2

Diagnostic for x86 1

Diagnostic for SPARC 1

SafetyProtection for x86 1

SafetyProtection for SPARC 1

Supervision 0

As stated in Section 2.10.1, the first vertex is the one with zero out-degree; in other 
words, it is a task that has no precedence constraints. In this case, the first task is 
Supervision (S), as every task depends on S but S does not depend on any task. 

Accordingly, Supervision gets an effective priority of zero because it must execute and 
finish in order to allow the rest of the  tasks to start.
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4.6.2 Frames

For the sake of clarity, the application of the partition execution plan generation 
algorithm is only described for Core 0 of ATOM 0. The application of the algorithm in 
the remaining of the processing resources is analogous. In this core two partitions are 
allocated, i.e. ComServer and Diagnostic for x86. Table 7 summarizes the core temporal 
values used to compute frame size.

Table 7 Time parameters of core 0 of the ATOM processor.

Value

Hyperperiod 50 ms

Highest Execution Time 48 ms

Total Execution Time 50 ms

Utilization 100%

The hyperperiod is 50 ms, which implies that the highest possible frame size is also 
50 ms. As stated in Formula 7, any value that divides the hyperperiod is valid, i.e. 1, 2, 
5, 10, 25, 50 ms. Out of these candidates, only 50 ms validates Formula 6 as it is the only 
value equal to or higher than the highest execution time (48 ms). Consequently, the 
frame size is 50 ms. 

The amount of frames is defined by h
fs

. As both the hyperperiod (h) and the frame 

size (fs) are 50 ms, the amount of frames is 1.

4.6.3 Jobs

In this example, there is no need to divide any tasks. Therefore, the number of jobs 
for each task does not change. Each task is composed of a single job with the same time 
parameters as its task.

4.6.4 Schedule and Schedulability

In this example there are two jobs to be allocated to one frame. Although in this 
example the assignment is quite simple, the complexity of the assignment problem 
grows exponentially to the number of frames and jobs.

Figure 42 The scheduling problem represented as a bipartite weighted graph.
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The INF algorithm is based on the representation of tasks as a graph. In particular, 
the graph depicted in Figure 42 represents the scheduling problem addressed in this 
example. This graph has been built as follows:

 ■ s is the source vertex.
 ■ t is the sink vertex.
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 ■ C is the job vertex generated due to task ComServer.
 ■ Dx86 is the job vertex generated due to task Diagnostic for x86.
 ■ f1 is the frame vertex.
 ■ The edge from vertex s to C vertex with a weight of 48 is added because task 

ComServer executes for 48 ms in each activation.
 ■ The edge from vertex s to Dx86vertex with a weight of 2 is added because task 

Diagnostic for x86 executes for 2 ms in each activation.
 ■ The edge from f1  vertex to t with a weight of 50 is added because this is the size of 

the frame.
 ■ The edge from C vertex to f1  vertex is added because f1 starts earlier than C start 

time and finishes later than C deadline. It has a weight of 48 because this job 
executes for 48 ms in each activation. 

 ■ The edge from Dx86 vertex to f1  vertex is added because f1 starts earlier than Dx86 
start time and finishes later than Dx86 deadline. It has a weight of 2 because this 
jobs executes for 2 ms in each activation. 

It is important to note that the last two edges are weighed with the execution time of 
the job (instead of the task). In this example, the execution time of the jobs is equal to 
the execution time of the tasks. However, if tasks are divided, the execution time of the 
jobs may vary.

The maximum flow of the graph shown in Figure 42 is fifty. This value can be 
computed with a method such as the one described in Section 2.10.4. On the other hand, 
recall that the total capacity is the sum of the task execution time running on Core 0 of 
ATOM 0, which is 50 ms (Table 7). Therefore, because mf ≥ tc is verified, the system is 
schedulable.

Table 8 Candidate frames for tasks running on core 0 of processor ATOM 0.

Candidate 
Frames

ComServer f1

Diagnostics for x86 f1

The algorithm of maximum flow also provides a candidate schedule, which is detailed 
in Table 8. Since the maximum flow is equal to or higher than the total capacity of the 
tasks, it is ensured that there is enough time for executing both jobs in f1. This example 
is quite simple and there is only one candidate frame for each job. In more complex 
examples, the INF algorithm provides all the possible frames in which a job could be 
executed.

4.6.5 Execution Precedence Constraints

As a result of applying previous sections to all of the processing resources, a set of 
jobs representing all of the tasks and a set of frames representing all of the computer 
capacity available must be generated. In addition, each job will have a set of candidate 
frames to be allocated. It is thus important to note that this step of the algorithm is 
applied globally to all of the jobs and frames.
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4.6.5.1 Computation of the Slots

The allocation of a job to a specific frame gives a slot as a result. Each slot links a job 
with a frame and also contains the effective start time of each job. This allocation must 
be complete while considering the effective priority computed in Section 4.6.1.

Table 9 Computation of slots.
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Supervision for SPARC 0 f3 25 0 0 0 25
nS(f3) ← 25

eS(0) ← 25

Diagnostics for x86 1 f1 2 0 25 25 27
nS(f1) ← 27

eS(1) ← 27

SafetyProtection for x86 1 f2 2 0 25 25 27
nS(f2) ← 27

eS(1) ← 27

SafetyProtection for SPARC 1 f3 10 25 25 25 35
nS(f3) ← 35

eS(1) ← 35

Diagnostic for SPARC 1 f4 50 0 25 25 75
nS(f4) ← 75

eS(1) ← 75

ComServer 2 f1 48 27 75 75 123
nS(f1) ← 123

eS(2) ← 123

HMI 3 f2 48 27 123 123 171
nS(f2) ← 171

eS(3) ← 171

Slots must be created following the order indicated by the effective priority. 
Consequently, the first job to be allocated to a slot is the one with the lowest positive 
value (i.e. 0). In this way, order of the job allocation ensures that all execution precedence 
constraints are met.

 The process of creating a slot is described in Section 4.6.5.1. Table 9 summarizes the 
process for creating all the slots of the system described in this example. The result of 
this process is reflected in Table 10.
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Table 10 Frames and jobs overview of the example.

Jobs Candidate 
Frames

Allocated 
Core

ComServer f1 ATOM0 Core 0

Diagnostics for x86 f1 ATOM0 Core 0

SafetyProtection for x86 f2 ATOM0 Core 1

HMI f2 ATOM0 Core 1

Supervision for SPARC f3 LEON0 Core 0

SafetyProtection for SPARC f3 LEON0 Core 0

Diagnostic for SPARC f4 LEON2 Core 0

4.6.6 Generation of the Execution Plan

Once all slots have been created, the creation of the partition execution plan is 
straightforward. For each slot, the job is exchanged with the partition where its task is 
allocated. 

Table 11 Summary of generated slots in the example.

Slot Start End Tasks Allocated
Frame

Allocated
Core

Allocated
Partition

1 0 25 Supervision for SPARC f3 LEON 0 Core 0 0

2 25 27 Diagnostics for x86 f1 ATOM 0 Core 0 5

3 25 27 SafetyProtection for x86 f2 ATOM 0 Core 1 2

4 25 35 SafetyProtection for SPARC f3 LEON 0 Core 0 1

5 25 75 Diagnostic for SPARC f4 LEON 1 Core 1 4

6 75 123 ComServer f1 ATOM 0 Core 0 6

7 123 171 HMI f2 ATOM 0 Core 1 3

The start time of the partition is equal to the start time of the slot. The execution 
of the partition is equal to the execution time of the job held in the slot. Finally, the 
processing resource where the partition must execute is equal to the processing resource 
where the job must run. The result of this process is shortened in Table 11, where the 
generated partition execution plan is shown.

4.7 Conclusions

The goal of this PhD is to improve the development of MCPS by putting special 
emphasis on the partitioning of the system. In particular, this thesis proposes a 
framework that automatically generates a system partitioning. The partitioning of the 
system is a new but crucial activity of the MCPS development process. In this activity, 
applications are grouped into partitions. These partitions must, however, guarantee 
that non-functional requirements are still met in the resulting partitioned system. 
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The computation of a system partitioning is a complex task where a large amount of 
parameters must be taken into account. For this reason, a divide-and-conquer approach 
is taken so that the original task is broken down into three main sub-tasks, i.e. allocating 
applications to partitions, allocating partitions to processing resources and creating the 
partition execution plan. This chapter has described the algorithms used to perform 
each of these sub-tasks.

First, Section 4.2 introduced a novel algorithm that tackles the automatic generation 
of a valid allocation of applications to partitions and Section 4.3 presented an example 
of the proposed algorithm. The allocation of applications to partitions is, by far, the least 
researched of the three tasks even though it is a crucial step with sound impact on the 
rest of the MCPS development process.

The objective of the described algorithm is to automatically find a valid allocation 
of a set of applications to a set partitions so that partitioning constraints are met. In 
addition, the algorithm also provides alternative valid allocations. It has been designed 
to be a highly flexible and customizable algorithm so that the engineer can provide his 
or her own optimal search function as well as customize the order of the alternative 
solutions.

The complier theory has faced a problem with many commonalties, i.e. the register 
allocation problem. One of the most common approaches is to model it via colored 
graphs. The formal representation described in this chapter is based on the same idea: 
modeling the partitioning problem via colored graphs. 

This chapter discusses how the proper vertex coloring of a  graph is equivalent to 
a valid allocation. In addition, in most cases, a graph will have multiple proper vertex 
colorings, which is equivalent to having multiple alternative valid allocations. As only 
one allocation is needed each time, a customizable mechanism for choosing the best 
allocation is described.

Once partitions are allocated, the partition execution plan must be generated  by 
taking the available processing resources into account. Addressing the scheduling 
problem directly is extremely complex, as it is an instance of the multicore 
hierarchical scheduling problem. Neither the multicore scheduling problem nor the 
hierarchical scheduling problem is solved in its general form. Indeed, both problems are 
still active research topics. It is out of the scope of this research to handle the complexity 
of this problem. Nonetheless, the partition execution plan is essential for computing a 
system partitioning, so the approach taken in this PhD has been to produce a tentative 
partition execution plan whose feasibility is later analyzed by a scheduling analysis tool 
such as MAST. 

First, partitions are allocated to a processing resource. Also, it is assumed that 
partitions do not migrate among processing resources. Therefore, it is possible to apply 
monocore scheduling algorithms to each processing resource. Still, the allocation of 
partitions to processing resources is analogous to the bin-packing problem. Similar 
to the multicore hierarchical scheduling problem, it is out of the scope of this work to 
provide innovative exact solutions to this NP-Hard family of problems as there are many 
researchers already working on this subject. For the purposes of the framework, the 
straightforward FFD heuristic has proven to be enough.

Second, the execution plan for partitions allocated to each processing resource must 
be created so that applications that are running on top of partitions meet their temporal 
constraints. This problem is equivalent to a hierarchical scheduling problem, which, as 
stated before, is still not resolved. Instead, a heuristic algorithm based on INF algorithm 
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is proposed. In particular, a slightly modified version of the Iterative Network Flow 
(INF) algorithm aimed at generating partition execution plans that takes application 
precedence execution constraints into account is proposed.

In short, this chapter has stated that the partitioning of a system is a quite complex task 
which involves a number of NP problems. The allocation of applications to partitions, the 
allocation of partitions to processing resources and the generation of the partition execution 
plan are the most relevant examples of these problems. 

The focus of this PhD is on the allocation of applications to partitions as it is the least 
researched problem by far. An innovative and flexible algorithm based on colored graphs 
is proposed. This algorithm guarantees that partitioning constraints are met in the result. 
In addition, the allocation of partitions to cores is tackled with a First-Fit decreasing 
heuristic, whereas the partition execution plan is generated with a modified version of the 
INF algorithm.
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Chapter 5

Validation of the 
Framework

5.1 Introduction

In this PhD the following are proposed: an algorithm for automatically allocating 
applications to partitions, a software architecture design based on models aimed 
at improving the extensability and flexibility of the tool and an implementation of 
a framework tailored to support MCPS development that integrates the aforesaid 
contributions. This chapter is devoted to describing the validation process to which the 
developed framework has been subjected. 

It is important to recall that the system partitioning produced by the partitioning 
algorithm is correct by construction (see Section 4.2.2.1). In other words, as long as the 
input models are correct, the system partitioning will be correct too. For this reason, 
this chapter is focused on the implementation validation instead of the correctness of 
the results.

In particular, the validation process is devoted to verifying the correctness of the 
the implementation and the scalability of the framework. Two different approaches are 
used to this end: synthetic tests and use cases. Synthetic tests are used to exercice the 
framework under different conditions. This approach makes it possible to have a wide 
code coverage and therefore, minimize the amount of bug codes. Also, they are used to 
put different levels of stress on the framework and to study its behavior.

Use cases, on the other hand, are used to validate the behavior of the complete 
framework in real scenarios. This makes it possible to verify that the integration among 
framework components works properly and detects if new features are required.

5.1.1 Objectives of the Framework Validation

The first objective of the validation process is to validate the partitioning algorithm 
described in Section 4.2. The validation of the algorithm is intended to verify the 
following aspects: 

 ■ Partitioning algorithm. It validates that the implementation actually matches the 
theorical algorithm. In spite of the partitioning algorithm producing correct 
results by construction, its implementation may contain bugs. These tests aim to 
detect and fix as many bugs as possible. The partitioning algorithm takes advantage 
of several coloring heuristic algorithms. The quality of these greedy algorithms 
has been extensively studied in the literature (see Section 2.10.5). Therefore, this 
section focuses on verifying that the algorithm implementations produce the 
expected results. In both cases, the implementation has been validated by means 
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of two different approaches. First, a number of random synthetic tests has been 
created. The goal of these tests is to achieve the widest code coverage so that as 
many bugs as possible arise. And second, the algorithm has been used and then 
validated by the engineers in two use cases. 

 ■ Scalability. The scalability of the partitioning algorithm studies how the algorithm 
implementation behaves in complex scenarios. This is relevant   because it makes 
the developing procesing faster. To study the scalability, a number of synthetic tests 
with an unusually large amount of applications have been executed and analyzed.

The framework implementation as a whole has also been tested. The goal of this 
process is to validate:

 ■ Framework implementation. The framework is composed of several components 
aside from the partitioning algorithm. These components, such as the code 
generator or the implicit constraint generator must be validated too. For this 
purpose, a number of synthetic tests have been executed in order to detect and fix 
as many code bugs as possible.

 ■ Behavior of the framework in real scenarios. These tests aim to assure that the 
framework provides the required features to be used in real industry-based 
scenarios, such as integration or extendability mechanisms.

5.1.2 Approaches for the Framework Validation

In order to validate the points stated in Section 5.1.1, two main approaches have been 
taken:

 ■ Synthetic scenarios. These scenarios are artificially created to put stress on a 
specific component of the framework. In other words, they are not targeted to 
represent real scenarios but rather to intensively use the component being tested. 
In these tests, the complexity and size of the samples are carefully chosen in such 
a way that component parameters, such as the required execution time or the 
quality of the component results, can be evaluated. It is also critical to minimize 
the interferences of other components on the tested one.

 ■ Industry-based scenarios. These scenarios are based on real ongoing projects such 
as the UPMSat-2 satellite or the wind power demonstrator of the MultiPARTES 
project. They are intended to evaluate the behavior of the framework as a whole 
in real scenarios.

5.1.2.1 Synthetic Tests

Synthetic tests are used to validate the implementation of the framework, including 
the heuristic algorithms, and also to study the framework scalability. More specifically, 
a number of random synthetic tests have been created and executed.

The used tests have been randomly created. The goal of this approach is to use the 
framework under the widest possible range of inputs. In some cases, the inputs were 
intentionally corrupted in order to validate the error handling of the framework.

In addition, the behavior of the framework with very complex scenarios has been 
studied by means of several scenarios with an unusually (and unlikely) large amount of 
applications, operating systems and hardware platforms.
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5.1.2.1.1. Scenarios Generation

Synthetic tests are randomly generated. However, it is possible to delimit the size and 
complexity of the generated scenario. This is achieved with a number of ranges that bind 
the maximum and minimum amount of elements of each type to be generated. Each 
range [a, b] forces the generation of at least a elements and no more than b elements. If 
a = b , then exactly a elements are generated.

 ■ Architectures. This defines the number of different architectures to be generated. 
At least one architecture must be generated. For each architecture, a different 
hardware platform is created so that each architecture may have a different amount 
of available processors, cores and memory.

 ■ Memory. This defines the amount of RAM available in the generated system.
 ■ Processors. This defines the number of processors to be generated in each 

architecture. At least one processor per architecture must be generated.
 ◆ Frequency. This defines the working frequency of the generated processor. 

 ■ Cores. This defines the number of cores created in each processor. Each processor 
must have at least one core.

 ■ Hypervisors. This defines the number hypervisors to be generated. At least one 
hypervisor per architecture must be generated.

 ■ Operating systems. This defines the number of operating systems to be created. At 
least one operating system per architecture must be generated.

 ■ Applications. This defines the number of applications to be created. At least one 
application must be generated. Each application has the following parameters, 
which are randomly filled:

 ◆ Architecture. This is the architecture where the application must execute.
 ◆ Operating system. This is the operating system that the application requires 

to work properly.
 ◆ Criticality. This is the criticality of the application.
 ◆ Size. This is the minimum amount of RAM that the application requires to 

execute properly.
 ■ Partitioning constraints. This defines the number of explicit partitioning constraints 

to be created. It is important to recall that, unlike explicit partitioning constraints, 
implicit partitioning constraints are automatically generated to ensure that the 
resulting system partitioning meets the required NFRs. This parameter, however, 
binds the amount of explicit partitioning constraints that must be randomly 
generated. The amount of implicit partitioning constraints is not impacted. Three 
different types of explicit constraints can be randomly generated:

 ◆ Application a must not go with applications in v. A random application a from 
the available applications is chosen. Then, a random amount of applications 
v (different than a) are randomly chosen from the available applications.

 ◆ Application a must execute on hypervisor h. A random application a is 
chosen from the available applications. Then, a random hypervisor h that 
matches the architecture of application a is chosen.
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 ◆ Application a must be allocated to core c. A random application a is chosen 
from the available applications. Then, a random core c that matches the 
architecture of application a is chosen.

5.1.2.1.2. Scenarios Complexity

As discussed in Section 4.2.2.2, the partitioning algorithm makes it possible to 
provide an optimal search function. This function is in charge of sorting the list of valid 
results based on the affinity of each alternative with a specific parameter.

By default, the optimal function is to minimize the amount of generated partitions. 
In terms of a graph, determining the allocation of applications for the smallest amount 
of partitions is equivalent to finding the chromatic number of a colored graph.

In spite of the amount of heuristics that the literature provides to approximate the least 
number of colors for a graph, in practice, there are three heuristics that are significantly 
more relevant: LF, SL and LSF [Kosowski04]. In these tests, the partitioning algorithm 
has been setup to use one of them in order to study the impact of each heuristic in each 
scenario. The execution time of the partitioning algorithm is influenced by the number 
of vertices and edges of the underlying graph:

 ■ The amount of vertices is the number of applications of the system.
 ■ The number of edges is determined by the number of partitioning constraints. In 

turn, the amount of partitioning constraints depends on its type: 

 ◆ Implicit partitioning constraints are directly proportional to the amount of 
different operating systems, hypervisors, processors, etc. of the system given 
that applications with differences in any of these parameters must not be 
allocated to the same partition. 

 ◆ Explicit partitioning constraints are provided by the system integrator and 
its quantity varies from one project to another.

The amount of operating systems is highly dependent on the project requirements. 
However, it is often much lower than the number of applications. For instance, in the 
UPMSat-2 project, there are five applications (i.e. IO, Manager, ADCS, Platform and 
Experiments) but only one operating system (i.e. ORK+). In the Wind Power turbine 
demonstrator, there are nine applications but only three operating systems (MTPAL, 
PaRTiKLE and Linux).

Regarding the hardware platform, there is a wide variety of architectures and processor 
configurations. Therefore, the number of available cores may vary significatively. In 
addition, each architecture requires its own hypervisors and operating systems. Multiple 
hypervisors and operating systems for each architecture platform may also exist. 

For example, in the wind power turbine use case, there are two different architectures 
(Intel x86 and SPARC LEON3). For each of these architectures there is a dedicated 
version of a hypervisor (i.e Xtratum for x86 and Xtratum for SPARC) and a dedicated 
version of all of the operating systems. As a result, in the wind power turbine example 
there are two hypervisors (a hypervisor for each architecture), six operating systems 
(three operating systems for each architecture) and nine applications.
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5.1.2.1.3. Code Coverage of the Framework Tests

The partitioning algorithm computes the allocation of applications to partitions in 
such a way that the provided partitioning restrictions are met. Although the goal of these 
tests is to study the partitioning algorithm behavior, tests are run against the complete 
framework because of the following reasons:

 ■ These tests are intended to be executed in an enviroment that matches a real 
scenario as much as possible, where the partitioning algorithm component is 
executed along with the rest of the framework.

 ■ There are tasks with an important impact on the partitioning algorithm that, 
strictly speaking, do not belong to the partitioning component. The most 
remarkable example of these tasks is the processing of the implicit restrictions.  
This task is carried out before executing the partitioning algorithm. However, the 
implicit constraints are a crucial part of the inputs to the partitioning algorithm as 
they ensure that the resulting system partitioning meets the required NFRs.

 ■ All the components of the framework are executed in each test. As a result, the 
code coverage is greater so that it is more likely that any possible bugs arise.

5.1.2.2 Use Cases

Two use cases have been used in the validation of the framework, the UPM-Sat2 
use case and the wind power control demonstrator. These use cases, that are further 
discussed in Section 5.3 and Section 5.4 respectively, are intended to study the behavior 
of the framework in real environments.

A first goal of these use cases is to validate features that are difficult to test with 
synthetic tests, such as the extensibility features, the integration with external tools 
or the code generation. In the wind power control demonstrator were validated the 
extensibility features and the integration with external tools whereas the UPM-Sat2 
validated the Ada code generator.

Another important objective achieved with these use cases is that the framework was 
used in real scenarios. These use cases thus make it possible to analyze if some feature 
must be improved or is missing.

Finally, the aforesaid use cases were already partitioned by the engineers. Therefore, 
the results of the framework were validated against the system partitioning proposed by 
the engineers.

5.2 Partitioning Algorithm Validation

The goal of these tests is to exercise all the framework with an special emphasis on 
the partitioning algorithm. As stated in Section 5.1.2, this is achieved by creating a large 
amount of tests with different complexities and sizes. In particular, the framework has 
been successfully tested against more than 5000 different tests with a range of complexity 
shown in Table 12.

It is clear that some tests may have combinations that make no sense, such as ten 
hypervisors and a single application. Although these combinations can be avoided, they 
have turned out to be actually very useful because they helped to improve the error 
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handling of the framework as well as to foresee possible errors in the input models. In 
addition to these tests, a number of corrupted tests have been created to  validate the 
behavior of the framework with invalid data.

The framework uses LF, SL and LSF as coloring heuristics. The advantages and 
drawbacks of these heuristics has been already studied in the literature. These tests 
are thus not intended to determine the quality of the results, but to verify that the 
implementation of the algorithms correct.

Table 12 Scenario complexity ranges

Architectures 1 - 20

Cores 1 - 100

Hypervisors 1 - 60

Operating Systems 1 - 50

Criticality Levels 1 - 50

Explicit MustNotGo 0 - 5000

Applications 1 - 5000

The followed strategy was to download1 a large amount of graphs which their smallest 
amount of colors is known. Then, these graphs were processed by the framework and 
verified that results were the expected ones.

5.2.1 Framework Scalability Tests

Scalability tests aim to define the average execution time of the framework in projects 
of different sizes and complexities. Table 13 summarizes the scenario complexity used 
in scalability tests. The test is composed of 200 randomly generated projects whose sizes 
range from 5 to 200 applications each. A complex execution platform is generated in 
order to put stress on the algorithm: six monocore processors, four operating systems 
and two hypervisors. 

Table 13 Scenario used in scalability tests.

Architectures 1

Cores 6

Hypervisors 2

Operating Systems 4

Criticality Levels 3

Explicit MustNotGo 0

Applications 5-200

Figure 43 depicts the impact of the amount of applications on the global execution 
time. In these tests, the used coloring heuristic is LSF. It is clear that the amount of 
vertices (i.e. applications) has an important impact on the execution time: while 100 
vertices require less than 200 ms, twice the amount requires almost 900 ms. 

1 Graphs were retrieved from http://mat.gsia.cmu.edu/COLOR02/ and https://turing.cs.hbg.psu.edu/txn131/
graphcoloring.html
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Figure 43 Execution time using LSF as coloring heuristic.
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However, Figure 43 also states that even in the case of large projects with 200 
applications, the execution times are less than one second. One second is a very 
reasonable time for an algorithm that is aimed at improving the development process of 
partitioned systems, but not at executing on-line in the final partitioned system.

It is worth analyzing the impact that coloring heuristics have on the global execution 
time. To achieve this, tests run previously are repeated using the LF heuristic. As 
expected, LF provides the lowest execution times. This result makes sense as LF sorts 
the list of vertices only once. 

Figure 44 Execution time using LF as coloring heuristic.
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Figure 44 clearly depicts the impact that different coloring heuristics has on the global 
execution time. As expected, the growth of the execution times in LF is less pronounced 
than in LSF. This is because LSF re-sorts the vertex list that must be colored each time 
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that a vertex is colored. Accordingly, scenarios with 200 applications required up 500 
ms to be computed using LF, whereas using LSF, up to 900 ms were needed for the same 
amount of applications.

Figure 45 Execution time using RS as coloring heuristic.
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Compared with the RS heuristic (i.e. choose any random vertex for coloring each 
time), LF is a very fast heuristic indeed with fairly good graph colorings. This is reflected 
in Figure 45, which depicts the execution times of the same tests using RS for coloring 
the graph. The execution times of RS are lower than LF or LSF. This results are the 
expected ones because RS requires almost no overhead for choosing the next vertex to 
color.

Table 14 Scenario with 1000 applications overview

Architectures 1

Cores 150

Hypervisors 15

Operating Systems 10

Criticality Levels 10

Applications 100 - 1000

In Table 14 main parameters of very complex scenario are summarized. As shown in 
this table, the amount of applications and processors is not realistic. However, this test is 
intended put on stress all the components of the framework. Therefore, it is possible to 
study the behavior of the system in very demanding scenarios.

In Figure 46 and Figure 47 execution times of the scenarios described in Table 14 
are depicted. In Figure 46, LF is the used coloring heuristic. It can also be observed that 
the highest execution time is 9500 ms. However, taking the amount of applications into 
account, this execution time is very acceptable for a software that does not have time 
restrictions and executes on a workstation.
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Figure 46 Execution time of 1000 applications using LF coloring heuristic.
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In Figure 47, results of executing the partitioning algorithm with the SLF coloring 
heuristic are depicted. Similarly to Figure 46, execution times grow also accordingly 
to the amount of applications. However, in spite of SLF is a more complex coloring 
heuristic, the maximum execution time is approximately 9500ms too. The reason is 
that with this amount of applications, the execution time of coloring the graph is not 
representative if it is compared with other operations carried out by the framework, 
such as generating implicit partitioning constraints.

Figure 47 Execution time of 1000 applications using SLF coloring heuristic.
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Some high-integrity systems must work even in overload situations. The approach 
commonly taken is to define a maximum processor time for each partition so that none 
of the partitions can use more than the defined processor time. This ensures that, even 
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in case of overload, all partitions will have available time to produce their results. This 
test case analyzes the impact of limiting the processor time available for each partition 
in the same scenario as Section 5.2.1, but using the LSF heuristic to color the graph. 

Figure 48 depicts the impact of limiting the processor time on the generated partitions. 
In this figure, triangles represent the amount of generated partitions when the processor 
load of each partition is limited to 5%. On the other hand, lines show the amount of 
generated partitions when the processor time is limited to 85%.

As expected, as the available processor time decreases, the amount of generated 
partitions increases. When partitions have up to 85% of processor time, the number 
of partitions is fewer than fifteen. However, if the amount of available time processor 
decreases to 5%, the amount of required partitions increases to thirty partitions.

Figure 48 Partitions generated when the processor time is bound.
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5.3 Industrial Use Case: UPMSat-2

The UPMSat-2 project is aimed at building a micro-satellite. The main objetive of 
this project is to be used as a platform for experimenting with various technologies and 
acquiring long-term experience in different aspects of space systems [Puente14].

The UPMSat-2 flight software is a monolithic system. The ORK+ kernel [Puente00] 
is the chosen operating system for the satellite. This kernel runs on top of a LEON3 
[Gaisler12] computer board. Additionally, ESA software standards [ECSS-E-ST-40C, 
ECCS-Q-ST-80C] have been used in order to ensure that the final software product can 
be validated for the mission [Puente14].

UPMSat-2 was used as well as a case study for the methods and tools for mixed-
criticality partitioned multicore embedded systems developed in the framework of 
MultiPARTES (see Section 2.9.6) and HI-PARTES projects. On the one hand, the porting 
of ORK+ to the XtratuM hypervisor [Esquinas11] was developed and validated in this 
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context. On the other hand, a complete working system was developed and deployed 
using this framework which played a central role in the development and deployment of 
this case study. The UPMSat-2 use case makes an extensive utilization of the framework:

 ■ System modeling. The input system was modeled as stated in Section 3.6. Both 
UML-MARTE and legacy models have been used for modeling the applications 
of this use case. In addition, a set of partitioning constraints has been defined in 
order to fulfill relevant time and criticality requirements.

 ■ System partitioning generation. The system partitioning of the UPMSat-2 has been 
automatically generated with the algorithms detailed in Section 4.2.

 ■ Artefacts generation. The framework has provided the XtratuM configuration files, 
the system construction scripts, and the Ada 2005 source code.

5.3.1 System Modeling

The input of the framework is a project model which groups the main components 
of the system, i.e. applications, operating systems, hypervisors, hardware platform and 
partitioning constraints. Two different approaches have been used in the UPMSat-2 
design. On the one hand, a monolithic architecture has been implemented in order 
to meet the deadlines of the project. In addition, a partitioned approach has been also 
implemented using the framework described in this thesis. The latter approach is the 
one described in this section.

5.3.1.1 Applications

As stated in Section 3.6.5, there are two main types of application models. On the one 
hand, legacy application model provides only the essential information required for the 
partitioning. This model is intended to provide compatibility with legacy applications 
(i.e. applications that does not provide documentation). In constrast, UML-MARTE 
based models provide a highly detailed information of the application internal structure 
such as tasks or packages which also enables the framework to automatically generate 
source code. In the UPMSat-2 use case was used both types of models for the sake of the 
test completness.

Figure 49 UPMSat-2 software architecture.
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In the context of the UPMSat-2, the satellite subsystems are modeled as applications. 
Therefore, there are as many applications as subsystems. In particular, there are five 
main subsystems in the UPMSat-2. An overview of the UPMSat-2 software overview is 
depicted in Figure 49:

 ■ Telemetry and Telecommand (TM-TC). This subsystem is in charge of  the 
communications with the ground station during the visibility periods.

 ■ Attitude Determination and Control System (ADCS). This subsystem is in charge of 
keeping the proper orientation of the satellite with respect to the Earth.

 ■ Platform monitoring (IO). This subsystem is in charge of monitoring the satellite 
hardware. This includes read of the housekeeping sensor data,  battery data, 
temperature data, buses, etc.

 ■ Payload manager. This subsytem is in charge of managing the satellite payload. In 
the case of the UPMSat-2, the payload is composed of a number of experiments 
that are controlled by telecommands from the ground station.

 ■ Storage. This subsystem stores relevant data in non-volatile memory such as 
configuration parameter values or telemetry data ready to be sent to the ground 
station.

However, in this use case, Payload manager and Storage subsystems are simplified and 
merged into a single subsystem called Manager. As a result, there are four subsystems to 
be modeled: ADCS, IO, TM-TC and Manager. The most relevant information modeled 
in each subsystem is:

 ■ Name of the subsystem.
 ■ Architecture. This is the name of the processor family where the subsystem must 

run.
 ■ Operating System. This is the operating sytem of the subsystem.
 ■ Hardware Access. This are the hardware devices that the subsystem requires  to 

access in order to work properly.
 ■ Floating-Point. This specifies whether the subsytem requires hardware floating-

point support or not.
 ■ Real-Time requirements (period, deadline and execution time). These are the basic 

real-time requirements of an individual subsytem.
 ■ Inter-Subsystem Communications. This provides the list of the subsystems with 

which a specific subsytem sends or receives data.
 ■ Memory Size. This specifies the memory required for a particular subsystem.
 ■ Execution Precedences. This provides the subsystems that must execute before to 

start the execution of a particular subsystem.

Most of the above points are characterized in a legacy application model. For exampe, 
Manager subsystem is modeled with a legacy application model which is depicted in 
Figure 50.
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Figure 50 UPMSat-2 manager subsystem model.

Figure 51 ADCS UML-MARTE model.
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In Figure 50 is shown information such as the size of the Manager subsystem (Size), 
the path to its source files (Source Path) and other libraries required for compiling the 
subsystem (Includes), the operating system used by Manager (Operating System), basic 
real-time information such as period and execution time (Period and Capacity) or 
safety information such as the Manager criticality (Criticality). Moreover, the model 
shown in Figure 50 also contains information about the communications required by 
the Manager subsystem. Particularly, the Manager subsystem requires communication 
with the TM-TC subsystem through a sampling port.

Furthermore, if the subsystem is modeled with UML-MARTE models, the internal 
structure is described in class diagrams. Each class of the diagram represents a subsystem 
whose real-time properties are annotated by means of MARTE stereotypes.

An example of a subsystem modeled with UML-MARTE is ADCS whose UML 
model is shown in Figure 51. In this picture is shown the internal structure of the ADCS 
subsystem that is composed of a single periodic task activated every 1000 ms. Also, there 
is information related with the source code generation such as the required package 
imports, properties, the logic of the task (provided in method run) or the initialization 
code (provided in method initialization). 

5.3.1.1.1. Application Communications

Given that the framework is addressed to high-integrity systems, the communications 
scheme followed in the framework is the one defined in the ARINC-653 standard which 
assure easier implementations and more predictable systems. 

This standard defines communication channels that link two or more ports. 
Specifically, two different channel types are allowed: sampling and queuing. The former 
only keeps the last received message whereas the latter stores a pre-defined amount of 
messages in a queue. Both, sampling and queuing channels, have a fixed maximum size 
defined at compilation time.

Figure 52 Communication requirement of the Manager subsystem. 

For each application, a number of ports may be defined. However, in a given 
channel, only one port can be writable (i.e. source port) and the rest must be read-only 
(i.e. destination port). Based on the channel type, one or multiple destination ports are 
allowed. In particular, sampling channels are allowed to define multiple destinations. 
On the contrary, queuing channels can define one destination port only.

The information related to communication requirements is captured in the application 
model. It is only required to specify the data source application (i.e. the application 
that writes data into the channel) because the framework automatically generates the 
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underlying infrastructure in both sides of the channel. For instance, in the model shown 
in Figure 52, Manager requires to send 4208 Bytes of data to TC-TM through a sampling 
channel.

5.3.1.2 Hardware Platform

The hardware platform is built on a Avnet Spartan-6 FPGA Industrial Ethernet Kit2 
that comes with the Avnet Spartan-6 LX150T FPGA development board and a daughter 
card that supports multiple real-time industrial Ethernet protocols and legacy serial 
connectivity.

Figure 53 Hardware platform model of the UPMSat-2.

The selected processor is a dual-core LEON3 32 bit processor3 running at 60 Mhz. 
LEON3 is a synthesisable VHDL model compliant with the SPARC V8 architecture that 
relies on the AMBA bus for interconnection. In addition, there are 128MB of ROM 
memory, 16 MB of RAM memory and two UARTs operating at 9600 bps.

The relevant information of the hardware for partitioning the system is modeled in 
the hardware platform model depicted in Figure 53.

5.3.1.3 Operating System

The operating system used in this use case is ORK+ for XtratuM [Esquinas11] 
which is an open-source real-time kernel which provides full compliance with the Ada 
Ravenscar profile. ORK+ has a reduced size and complexity and is integrated with a 
cross-compilation system based on GNAT4. This kernel was originally implemented 
for LEON processors in Ada (mostly) with a few routines in SPARC assembly code 
for very low-level operations. The processor-dependent components of ORK+ (e.g. 
interrupt support, time services, etc.) was thus para-virtualized by means of the Xtratum 
hypercalls which native interface is coded in C.

2 http://www.em.avnet.com/en-us/design/drc/Pages/Xilinx-Spartan-6-FPGA-Industrial-Ethernet-Kit.aspx
3 http://www.gaisler.com/index.php/products/processors/leon3
4 http://www.dit.upm.es/~ork/index.html/
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Figure 54 shows the relevant information of ORK+ that is required for partitioning 
the system. In the operating system model shown in Figure 54 data such as the path to 
the operating system libraries (commonPath), the path to the Ada compiler (GNATPath) 
or the processor family of the operating system (processor family) is modeled.

Figure 54 Operating System model of the UPMSat-2.

5.3.1.4 Hypervisor

The hypervisor used in this use case is XtratuM for LEON [Masmano10, Crespo10] 
adapted to multicore processors [Carrascosa14, Crespo14-1]. XtratuM is an open-source 
bare-metal hypervisor targeted to high-critical real-time systems. This implies that the 
hosted operating system must be ported, usually by modifying its hardware abstraction 
layer (HAL) with the proper hypercalls.

Figure 55 Hypervisor model of the UPMSat-2.
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5.3.1.5 Non-Functional Properties

The most relevant UPMSat.2 requirements summarized in Table 15 are:

 ■ IO subsystem requires to be allocated to a partition with access to UARTs. It 
important to note that IO is intended to be the only subsystem with direct access 
to the hardware. Other subsystems that require access to the hardware must ask 
the data to IO through the XtratuM communication channels. With this approach, 
the rest of the subsystems are decoupled of the specific issues related with the 
access to the hardware. 

 ■ ADCS requires hardware support for floating-point operations as in this 
subsystem is executed the attitude control algorithm, which heavily uses floating-
point operations.

 ■ ADCS must execute only when Manager has already executed because ADCS 
requires information that is processed by Manager.

 ■ TM-TC must execute only when ADCS has already executed because TM-TC 
must send data related with the attitude control algorithm.

Table 15 UPMSat-2 application requirements overview.

ADCS IO TM-TC Manager

Architecture Sparc Sparc Sparc Sparc

Operating System ORK+ ORK+ ORK+ ORK+

Hardware Access - UART1, 
UART2 - -

Floating Point Yes No No No

Period 1000 ms 1000 ms 1000 ms 1000 ms

Deadline 1000 ms 1000 ms 1000 ms 1000 ms

Capacity 250 ms 1000 ms 400 ms 300 ms

Communications IO
TM-TC, 

Manger, 
ADCS

Manager, 
IO TM-TC

Size 2048 KB 2048 KB 2048 KB 2048 KB

Execution Precedences Manager - ADCS -

The above requirements are modeled in the partitioning-constraint model depicted in 
Figure 56. In this picture the partitioning constraint that forces the algorithm to allocate 
the subsystem IO to a partition with access to UART1 is unfolded. Other partitioning 
constraints that are shown in Figure 56 force the algorithm to: 

 ■ Allocate IO to a partition with access to the UART2.
 ■ Allocate ADCS to a partition that has enabled the hardware floating-point support.
 ■ Schedule ADCS after the execution of Manager.
 ■ Schedule TM-TC after the execution of ADCS.
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Figure 56 Partitioning-constraint model of the UPMSat-2.

5.3.1.6 Project

The project model collects all of the models used as framework inputs in a single 
model. Figure 57 depicts the project model of the UPMSat-2. It holds information about 
the applications used in the project, the partitioning constraints applied to the project 
and the hardware platform. 

Additionally, the project model provides information about the actions to execute 
after the building of the system. In the case shown in Figure 57, the system will be loaded 
to the FPGA connected in the USB1 and then it will launch the debugger.

Figure 57 Project model of the UPMSat-2.
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5.3.2 Generated System Partitioning

The resulting system partitioning based on the input models is depicted in Figure 
58. ADCS is allocated alone in Partition0 because is the only subsystem with floating-
point support. In turn, IO is also allocated into its own partition5 because it has 100% 
of processor utilization and therefore it requires to be allocated alone in a core. Finally, 
IO and Manager are allocated to the same partition given that systems models do not 
provide reasons to prevent this allocation.

Figure 58 Proposed system partitioning for the UPMSat-2 software.
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5.3.3 Generated Partitions Execution Plan

Each core has its own partition execution plan. In the UPMSat-2 use case there are 
two cores so two execution plans are generated. Figure 59 depicts the execution plan 
generated for the core 0 of the LEON3. 

Figure 59 Partition execution plan for Core 0.
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On this core executes Partition0 and Partition1 that in turn execute subsystems 
ADCS, TC-TM and Manager. The execution plan shown in Figure 59 also meets the 
precedence  execution constraints provided in the model:

 ■ Manager must execute before to start ADCS

5 In partitioned systems is common to have a dedicated I/O partition. The I/O partition is the only one that can 
access the hardware. Accordingly, when other partition needs some data from a device, it must ask the data to 
the I/O partition that will access to the device and return the data to the partition that requested it. In addition, 
if there are hard real-time requirements, the use of DMA may be not allowed. In these cases, the I/O partition 
might require 100% of the processor time to avoid losing hardware interrupts and therefore data.



150

IndustrIAl use cAse: uPMsAt-2

 ■ ADCS must execute before to start TM-TC.

In all of the subsystems running on core 0, both the period and the deadline are 1000 
ms. Therefore, the execution plan proposed in Figure 59 should make it possible to the 
applications to meet their timing requirements.

Figure 60 Partition execution plan for Core 1.
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Figure 60 depicts the execution plan of core 1. This plan is simpler as there is a single 
subsystem (i.e. IO) running along the complete frame.

5.3.4 Generated Artifacts 

Aside from the system partitioning and the execution plan, the framework also 
generates a number of artifacts: 

 ■ XtratuM configuration file.
 ■ Deployment model.
 ■ Source code.
 ■ Compilation scripts.

5.3.4.1 Generated XtratuM Configuration File

The system partitioning and the partition execution plan are written down in 
the XtratuM configuration file. This XML file is a mandatory input for the XtratuM 
hypervisor as it provides:

 ■ Partition execution plans (see Listing 11).
 ■ Partition information such as start memory address, size, hardware access or their 

flags (see Listing 10).
 ■ Communication channel information such as source, destination ports or size 

(Listing 12).
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Listing 10 Partition configuration in the XtratuM XML file.

<PartitionTable>
    <Partition flags="fp" id="0" name="Partition0">
      <PhysicalMemoryAreas>
        <Area name="ADCS_MemoryArea" size="2048KB" start="0x40100000"/>
      </PhysicalMemoryAreas>
      <HealthMonitor>
        <Event action="XM_HM_AC_PARTITION_HALT" log="yes" name="XM_HM_EV_PARTITION_ERROR"/>
        <Event action="XM_HM_AC_PARTITION_HALT" log="yes" name="XM_HM_EV_SPARC_DIVIDE_EXCEPTION"/>
        <Event action="XM_HM_AC_PROPAGATE" log="yes" name="XM_HM_EV_SPARC_FP_DISABLED"/>
        <Event action="XM_HM_AC_PROPAGATE" log="yes" name="XM_HM_EV_SPARC_FP_EXCEPTION"/>
      </HealthMonitor>
      <PortTable>
        <Port direction="source" name="io_control" type="sampling"/>
        <Port direction="destination" name="adcs_measures" type="sampling"/>
      </PortTable>
    </Partition>
    <Partition id="1" name="Partition1">
      <PhysicalMemoryAreas>
        <Area name="Manager_MemoryArea" size="2048KB" start="0x40700000"/>
        <Area name="TCTM_MemoryArea" size="2048KB" start="0x40500000"/>
      </PhysicalMemoryAreas>
      <HealthMonitor>
        <Event action="XM_HM_AC_PARTITION_HALT" log="yes" name="XM_HM_EV_PARTITION_ERROR"/>
        <Event action="XM_HM_AC_PARTITION_HALT" log="yes" name="XM_HM_EV_SPARC_DIVIDE_EXCEPTION"/>
      </HealthMonitor>
      <PortTable>
        <Port direction="destination" name="tctm_tc" type="sampling"/>
        <Port direction="destination" name="manager_hk" type="sampling"/>
        <Port direction="destination" name="manager_tc" type="sampling"/>
        <Port direction="source" name="io_tm" type="sampling"/>
        <Port direction="destination" name="tctm_tm" type="sampling"/>
      </PortTable>
    </Partition>
    <Partition id="2" name="Partition2">
      <PhysicalMemoryAreas>
        <Area name="IO_MemoryArea" size="2048KB" start="0x40300000"/>
      </PhysicalMemoryAreas>
      <HealthMonitor>
        <Event action="XM_HM_AC_PARTITION_HALT" log="yes" name="XM_HM_EV_PARTITION_ERROR"/>
        <Event action="XM_HM_AC_PARTITION_HALT" log="yes" name="XM_HM_EV_SPARC_DIVIDE_EXCEPTION"/>
      </HealthMonitor>
      <HwResources>
        <IoPorts>
          <Range base="0x80000100" noPorts="16"/>
          <Range base="0x80000900" noPorts="16"/>
        </IoPorts>
        <Interrupts lines="2 3"/>
      </HwResources>
      <PortTable>
        <Port direction="destination" name="io_control" type="sampling"/>
        <Port direction="source" name="tctm_tc" type="sampling"/>
        <Port direction="source" name="manager_hk" type="sampling"/>
        <Port direction="source" name="adcs_measures" type="sampling"/>
        <Port direction="destination" name="io_tm" type="sampling"/>
      </PortTable>
    </Partition>
  </PartitionTable>
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Listing 11 Execution plan of the XtratuM XML file.

<HwDescription>
 <MemoryLayout>
  <Region size="128KB" start="0x00000000" type="rom"/>
  <Region size="16384KB" start="0x40000000" type="stram"/>
 </MemoryLayout>
 <ProcessorTable>
  <Processor frequency="60MHz" id="0">
   <CyclicPlanTable>
    <Plan id="0" majorFrame="1000.0ms">
     <Slot duration="1000ms" id="0" partitionId="2" start="0ms"/>
    </Plan>
   </CyclicPlanTable>
  </Processor>
  <Processor frequency="60MHz" id="1">
   <CyclicPlanTable>
    <Plan id="0" majorFrame="1000.0ms">
     <Slot duration="300ms" id="0" partitionId="1" start="0ms"/>
     <Slot duration="250ms" id="1" partitionId="0" start="300ms"/>
     <Slot duration="400ms" id="2" partitionId="1" start="550ms"/>
    </Plan>
   </CyclicPlanTable>
  </Processor>
 </ProcessorTable>
 <Devices/>
</HwDescription>

Listing 12 Communication channels in the XtratuM XML file.

<Channels>
    <SamplingChannel maxMessageLength="4208B">
      <Source partitionId="0" partitionName="Partition0" portName="io_control"/>
      <Destination partitionId="2" partitionName="Partition2" portName="io_control"/>
    </SamplingChannel>
    <SamplingChannel maxMessageLength="4208B">
      <Source partitionId="2" partitionName="Partition2" portName="tctm_tc"/>
      <Destination partitionId="1" partitionName="Partition1" portName="tctm_tc"/>
    </SamplingChannel>
    <SamplingChannel maxMessageLength="4208B">
      <Source partitionId="2" partitionName="Partition2" portName="manager_hk"/>
      <Destination partitionId="1" partitionName="Partition1" portName="manager_hk"/>
    </SamplingChannel>
    <SamplingChannel maxMessageLength="4208B">
      <Source partitionId="2" partitionName="Partition2" portName="adcs_measures"/>
      <Destination partitionId="0" partitionName="Partition0" portName="adcs_measures"/>
    </SamplingChannel>
    <SamplingChannel maxMessageLength="4208B">
      <Source partitionId="1" partitionName="Partition1" portName="manager_tc"/>
      <Destination partitionId="1" partitionName="Partition1" portName="manager_tc"/>
    </SamplingChannel>
    <SamplingChannel maxMessageLength="4208B">
      <Source partitionId="1" partitionName="Partition1" portName="io_tm"/>
      <Destination partitionId="2" partitionName="Partition2" portName="io_tm"/>
    </SamplingChannel>
    <SamplingChannel maxMessageLength="4208B">
      <Source partitionId="1" partitionName="Partition1" portName="tctm_tm"/>
      <Destination partitionId="1" partitionName="Partition1" portName="tctm_tm"/>
    </SamplingChannel>
  </Channels>
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5.3.5 Generated Deployment Model

The deployment model is intended to summarize the result of the system partitioning. 
It contains information about generated partitions as well as the allocation of the 
applications to these partitions and the used hardware platforms. Furthermore, it stores 
the graph used for generating the system partitioning. This graph enables the framework 
to generate an alternative system partitioning based on the provided deployment model.

Figure 61 depicts the deployment model generated for the UPMSat-2 use case. It 
contains links to the four application models used in the system. It also provides  
information about the automatically generated partitions (e.g. applications allocated to 
each partition, hardware access requirements of each partition, etc.). In this picture is 
also possible to see the platform hardware used in the UPMSat-2.

Figure 61 Deployment model of the UPMSat-2.

5.3.6 Generated Source Code

The framework is able of generating Ada 2005 code compliant with the Ravenscar 
profile of those applications that are modeled with UML-MARTE. In the UPMSat-2 use 
case, the source code of the ADCS subsystem has been automatically generated based 
on its UML model (see Figure 51). ADCS is composed of a single periodic task which is 
translated to Ada into a single task whose body is listed in Listing 13.
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Listing 13 ADCS automatically generated periodic task body.

package ML renames mpt.matlab;
use ada.streams;
use mpt.communication.xm;
use mpt.communication.messages;

------------------------
-- Periodic_Task_Type --
------------------------

task body Periodic_Task_Type is
 comm : Communication;
 m : Message;
 data :  Stream_Element_Array (1 .. 48);
begin
 -- User's initialization code
 -- Initializes communications
 Add_Writer ("io_control");
 Add_Reader ("adcs_measures");
 Initialize (comm);
 Subscribe (comm , 6);
 -- Initializes Matlab module
 ML.Initialize;

 -- Phase
 delay until Clock + Task_Phase;
 loop
  -- User's business code
  -- Receives data from IO
  Receive (comm, 6, m);
  -- Processes data with Matlab
  data :=  Get_Stream_Payload (m);
  ML.Process_Data (data);
  -- Returns processed data to IO
  New_Message (m , data);
  Send (comm, m, 7);
 
  -- Period
  delay until Clock + Task_Period;
 end loop;
      
end Periodic_Task_Type;

5.3.7 Generated Building Scripts

The framework generates scripts for helping in the building of system. Specifically, 
it is generated a script for each partition that is in charge of compile and build this 
partition. A global building script that creates the final executable XtratuM image is 
also generated. Finally, a global run script is generated. In this script, all the calls to the 
required building scripts are collected into a single file. Moreover, additional actions 
provided in the project model are executed such as loading the resulting binary to a 
FPGA or starting a GDB debug session.

Listing 14 shows the ADCS subsystem partition building script. This scripts uses, 
among others, information retrieved from the operating system (e.g. paths to the 
ORK+ libraries) and the application model (e.g. path the required libraries of the ADCS 
subsystem).
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Listing 14 Partition0 (ADCS subsystem) building script.

all:external_sources partition

# Source code path
SOURCES_PATH =./../src/ADCS/

# System's paths
GNAT_PATH =/usr/local/gnat-leon-xtratum-linux/
XTRATUM_PATH=/usr/local/xm/3.7.3/bin/xm-3.7.3-20150121/xm/
XAL_PATH=/usr/local/xm/3.7.3/bin/xm-3.7.3-20150121/xal/
COMMON_SUPPORT_PATH=/home/mpt/common/mpt/
XMLIB = $(XTRATUM_PATH)/lib -lxm
XALLIB = $(XTRATUM_PATH)/../xal/lib -lxal

# Includes path
USER_INCLUDE0=/home/mpt/common/matlab/wrapper

# Rules include
include $(XAL_PATH)common/rules.mk

# Objects
SRCS := $(sort $(wildcard *.c *.ad[sb]))
ASRCS := $(sort $(wildcard *.S))
OBJS := $(patsubst %.c,%.o, $(SRCS)) $(patsubst %.S,%.o, $(ASRCS))

Partition0: $(OBJS) $(COMMON_SUPPORT_PATH)/mpt-xtratum.o 
$(GNAT_PATH)bin/sparc-elf-gnatmake  -g -O0 -f main 
-o Partition0 -I$(SOURCES_PATH)\
-I$(COMMON_SUPPORT_PATH)   -largs boot.o $(COMMON_SUPPORT_PATH)/mpt-xtratum.o\
$(USER_INCLUDE0)/*.o -nostartfiles -T Partition0.x -L$(XALLIB) -L$(XMLIB) -u\
xmImageHdr -u XM_write_console
 
$(COMMON_SUPPORT_PATH)/mpt-xtratum.o:
$(GNAT_PATH)bin/sparc-elf-gcc -c $(COMMON_SUPPORT_PATH)/mpt-xtratum.c\
-D"__XM_INCFLD(_fld)=<xm_inc/_fld>" -I$(XTRATUM_PATH)/include/\
-I$(XTRATUM_ΩATH)/include/xm_inc/ -o $(COMMON_SUPPORT_PATH)/mpt-xtratum.o

external_sources:
 make -C /home/mpt/common/matlab/wrapper all

partition: Partition0 Partition0.xef

Listing 15 is the global UPMSat-2 building script. It takes all the partitions and 
integrate them into the XtratuM binary image, which is ready to be loaded into the 
FPGA.
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Listing 15 UPMSat-2 global building script.

all: resident_sw

# System's paths
XTRATUM_PATH=/usr/local/xm/3.7.3/bin/xm-3.7.3-20150121/xm/
XAL_PATH=/usr/local/xm/3.7.3/bin/xm-3.7.3-20150121/xal/

# Rules include
include $(XAL_PATH)common/rules.mk

# Integration
PACK_ARGS=-h $(XMCORE):xm_cf.xef.xmc\
  -p 0:./../Partition0/Partition0.xef\
  -p 1:./../Partition1/Partition1.xef\
  -p 2:./../Partition2/Partition2.xef

container.bin: ./../Partition0/Partition0.
xef ./../Partition1/Partition1.xef ./../
Partition2/Partition2.xef xm_cf.xef.xmc
 $(XMPACK) check xm_cf.xef.xmc $(PACK_ARGS)
 $(XMPACK) build $(PACK_ARGS) $@

./../Partition0/Partition0.xef:
 make -C ./../Partition0 all

./../Partition1/Partition1.xef:
 make -C ./../Partition1 all

./../Partition2/Partition2.xef:
 make -C ./../Partition2 all

Listing 16 Run script of the UPMsat-2 project.

make -C ./xm-3.7.3-20150121-no_console
sparc-elf-nm Partition0/Partition0 > Partition0/Partition0.nm
sparc-elf-objdump -S Partition0/Partition0 > Partition0/Partition0.asm
sparc-elf-nm Partition1/Partition1 > Partition1/Partition1.nm
sparc-elf-objdump -S Partition1/Partition1 > Partition1/Partition1.asm
sparc-elf-nm Partition2/Partition2 > Partition2/Partition2.nm
sparc-elf-objdump -S Partition2/Partition2 > Partition2/Partition2.asm

Listing 16 lists the run script of the UPMSat-2. This script calls all the scripts required 
for building the system. The first line builds the system by calling the makefiles of the 
hypervisor directory. In turn, these makefiles call to the makefiles of each partition 
that produce the partition images. Finally, partition images are linked along with the 
hypervisor into the final system binary. Moreover, in this case the project model specifies 
that the system must be compiled with debug symbols so all the partition binaries are 
dumped to assembler code.
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5.4 Industrial Use Case: Wind Turbine Control System

A wind turbine control system (WTCS) is a complex distributed system composed 
of a set of safety/non safety and real-time/non real-time subsystems interconnected by 
a network [Trujillo13-2]. 

There are sensors, connected to the network, that provide real-time data (e.g. turbine 
rotation speed) to supervision subsystems that ensure that values read by  sensors are in 
an acceptable range. 

When values of the sensors are out of  acceptable ranges, the supervision subsystem 
must take preventive actions in order to keep the system safe (i.e. if the rotation speed of 
the turbine is too high, it must stop the turbine). Hence, control subsystems in WTCS 
are not safety-critical as all of them are managed by a safety supervision subsystem. 
WTCS's platform is composed by two Atom (x86 architecture) cores and two LEON3 
(SPARC architecture) cores and an EtherCAT fieldbus. In addition, there is a hypervisor, 
XtratuM, which provides spatial and temporal isolation to the partitions.

WTCS is a good example of a complex control system with mixed-criticality software 
on a heterogeneous many-core platform. The goal of this use case is to verify that the 
partitioning algorithm result is compatible with the system partitioning proposed by the 
engineers which is depicted in Figure 62.

Figure 62 Partitioning schema proposed by the engineers.
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This use case is composed of 8 partitions, each one of them running one application:

 ■ Communication server. This non-safety partition must run on a x86 processor 
with the Debian Linux. It is in charge of interacting with the sensors and 
actuators connected to the EtherCAT fieldbus. Namely, it distributes the collected 
information from  the sensors to the HMI, Supervision and Safety_Protection 
partitions and outputs the functioning parameters computed by the Supervision 
partition to the actuators.

 ■ HMI. This is a non-safety partition using Debian Linux for x86 architecture. It is 
in charge of displaying data collected by the Communication Server partition to 
the remote maintenance operator.

 ■ Supervision. There are two partitions of this type, one for each architecture and 
neither of the partitions have safety requirements. In both cases, they run PaRTiKle 
as operating system. They are in charge of executing the turbine control. They also 
execute real-time supervision algorithms using the turbine status information 
delivered by the Communication Server partition as input.
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 ■ Safety Protection. One partition of this must run on each architecture. All of them 
have safety requirements and run on bare-metal (no operating system is used, 
only MPTAL6). These partitions are in charge of checking that the turbine status 
information collected by Communication Server is within the design limits and, if 
it is not, they must take the most suitable safety measure.

 ■ Diagnostic. There are two of these partitions, one for x86 and the other for LEON3. 
Much like Safety Protection partitions, they do not use any operating system but 
rather run directly on MPTAL and have safety requirements. They are in charge 
of performing a diagnosis of the cores and partitions as well as controlling the 
watchdog timers.

Table 16 Application and platform overview of the WTCS example.
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Architecture Intel Intel Intel Sparc Intel Sparc Intel Sparc

Operating 
System Linux Linux PaRTiKle PaRTiKle MPTAL MPTAL MPTAL MPTAL

Processor Intel01 Intel01 Intel01 Sparc01 Intel01 Sparc02 Intel01 Sparc01

Core 2 1 2 1 1 1 2 1

Safety No No No No Yes Yes Yes Yes

As shown in Table 16, WTCS is composed of eight applications {HMI, ComServer, 
SupervisionIntel, SupervisionSparc, ProtectionIntel, ProtectionSparc, DiagnosticIntel, 
DiagnosticSparc}. Aside from the implicit partitioning constraints automatically generated 
by the toolset, a safety analyzer tool has generated a set of additional partitioning 
constraints aimed at ensuring that all safety applications are allocated alone. In this use 
case, the system integrator does not provide any additional partitioning constraint.

Figure 63 Initial graph generated in the example of WTCS.
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6 MultiPARTES Abstraction Layer (MPTAL) specification is based on the ARINC-653 Part4 which provides a 
reduced subset of the ARINC-653 Part1 required services aimed at certifiable systems. However, the following 
precision has to be made: Process management and intra-partition communication as defined in ARINC-653 
have not been included in the MPTAL and are left to the guest OS.
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As a result, the initial graph depicted in Figure 63 is created. In this graph, dotted 
lines represent implicit must not go constraints generated by the toolset. Solid lines 
represent must not go constraints generated by the safety analyzer tool for ensuring that 
safety-critical applications are not allocated with non-safety critical applications.

The desired system partitioning is the one with the smallest amount of partitions. 
To that end, the graph shown in Figure 63 is colored. The resulting coloring graph is  
represented in Figure 64. In this particular case, all the heuristics (SL, LF and SLF) 
return the same amount of colors.

The system partitioning has a single difference with the engineers proposal: HMI 
and CommunicationServer are running on the same partition whereas in the system 
partitioning proposed by the engineers they were in separate partitions. The reason for 
this difference is that the input model does not contain any explicit or implicit constraint 
that prevents to allocate CommunicationServer and HMI together. 

Figure 64 Proposed partitioning schema for the WTCS system
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Therefore, the result is the expected one: the system partitioning with the smallest 
amount of partitions. If HMI and CommunicationServer had to run in different 
partitions, the only required change would be the addition of a partitioning constraint 
enforcing this requirement.

5.5 Conclusions

This chapter has described the validation of the algorithm implementations and the 
framework. To this end, two different approaches have been used: synthetic tests and 
use cases.

Regarding synthetic tests, several batteries of randomly generated scenarios have 
been executed7. The generated scenarios have different sizes and complexities that 
makes it possible to study the behavior of the framework under many different inputs. 
As a result, several code bugs were detected and fixed and the error handling was 
substantially improved.

In addition, the scenarios generator was setup to produce systems with an unusual 
and unlikely high amount of elements, i.e. thousands of applications, hundreds of 
operating systems, cores, etc. These scenarios, though unrealistic, make it possible to 
analyze the performance and scalability of the framework and, in particular, of the 

7 The amount of executed scenarios has been in the range of 5000 in total.
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partitioning algorithm. Analyses have shown that the framework provides a very 
reasonable scalability: in scenarios with two hundred applications, the execution time 
of the framework was under the second.

In regard to the use cases, the framework has been successfully used in two real 
industry-based use cases. The wind turbine control, on the one hand, exercised the 
framework abilities for integrating new NFRs and, in particular, safety non-functional 
requirements. The framework successfully generated the expected system partitioning 
which was also validated by safety engineers. 

The UPMSat-2 use case made it possible to use all of the functionalities of the 
framework for a real satellite on-board software. In this use case were used all of the 
system models including legacy and UML applications. The framework successfully 
generated a system partitioning with all the expected artifacts. Generated scripts for 
compiling and building were completely functional. Also, the code of the subsystems 
modeled in UML were successfully compiled and validated.

The validation of the greedy coloring algorithm implementations has been also 
successful. The approach taken has been to retrieve a number of graphs with known 
chromatic numbers8 and then compare these values with the results provided by the 
implemented greedy algorithm.

In short, this chapter has described the validation process of the framework and its 
algorithms. Two main validation approaches has been taken. On the one hand,  the 
framework has been exercised with a number of synthetic tests aimed at exploring the 
behavior of the framework in extreme cases. On the other hand, two use cases have proved 
that the framework is usable in real industrial-based scenarios.

8 It is important to note that each coloring greedy algorithm may provide different values for the same graph 
and therefore this fact must be considered in the comparation. In other words, it may happen that the smallest 
amount of colors for a particular graph is 4 according to SLF and 5 according to SL.
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Conclusions

6.1 Introduction

The main objective of this PhD has been to improve the support for MCPS 
development. The approach taken has been to automate the most important and critical 
stages of MCPS development with special emphasis on the system partitioning.

To achieve this objective, a framework that automatically generates the system 
partitioning has been developed. This tool has been designed with a flexible and 
extensible software architecture that makes it possible to adapt and customize the 
framework for most of the common MCPS development scenarios.

The most relevant data of the system to be partitioned is captured by means of a set of 
models tailored for MCPS systems. These models are split in three main types: platform, 
application and partitioning constraints. The last of them, the partitioning constraint 
model, has a particular relevance, as it makes it possible to decouple the partitioning 
problem from NFRs. Furthermore, it has enough expressive power to model most of  
NFRs used in MCPS development with a simple and short amount of constraints.

The partitioning of a system is a complex problem and, for this reason, a divide-and-
conquer approach has been used. Three main problems has been identified: the allocation 
of applications to partitions, the allocation of partitions to processing resources and the 
generation of the partition execution plan. This PhD has put a special emphasis on the 
allocation of applications to partitions, as it is the least studied problem by far.

The allocation of applications to partitions is carried out by an innovative partitioning 
algorithm that decouples the definition of partitions from its scheduling. This graph-
based algorithm generates allocations of applications to partitions taking partitioning 
constraints into account. As discussed, results produced by the partitioning algorithm 
are correct by construction. Moreover, it has been shown that the scalability of 
the algorithm, even in very complex scenarios, is more than enough to be used in a 
development framework. The proposed algorithm is also highly customizable, as it is 
possible to provide user-defined functions for each important stage of the process.

Validation is a key distinctive characteristic of MCPS, as many validation processes 
must be carried out along the development process. Hence, the framework has been 
specifically designed to make the integration of third-party tools easier. Moreover, 
the proposed software architecture makes it possible to change the resulting system 
partitioning taking the validation results into account.

The framework has been successfully validated in two different industrial use cases. 
It has proved to be flexible enough to work in very different scenarios: in the UPMSat-
2 use case, the framework generated the whole system from scratch, including Ada 
source code. Contrarily, in the Wind Turbine Control System use case, the framework 
confirmed the system partitioning previously devised by the engineers.



162

contrIbutIons

6.2 Contributions

This thesis has made a number of contributions mainly aimed at the partitioning of 
the system but also targeting other stages of MCPS development. All these contributions 
have been validated with industrial use cases as well as with synthetic tests. The main 
contributions are summarized in the following list:

 ■ A framework architecture aimed at improving the support for the MCPS development 
process. The proposed software architecture (see Section 3.4) makes the framework 
flexible, extensible and powerful. It is amied at supporting the MCPS development 
and fully supporting new MCPS development activities and roles. Also, the 
framework supports several software process models in order to work in a wider 
range of scenarios. In addition, the proposed framework ports the advantages of 
MDE to the development of MCPS.

 ■ Decoupling NFRs of the system partitioning. The partitioning constraint metamodel 
(see Section 3.6.6) describes the impact of any NFR on a system partitioning 
regardless of the source and type of the NFR with a small number of statements. 
This approach also makes the integration of third-party validation tools easier as 
the proposed metamodel is rather easy to process.

 ■ Algorithm for automatic allocation of applications to partitions. The proposed 
algorithm (see Section 4.2) automatically generates an allocation of applications 
to partitions that meets the provided partitioning constraints.  The partitioning 
algorithm is designed to be flexible, i.e. a customized search function can be 
provided, and extended, i.e. it is possible to consider new NFRs without changing 
the algorithm itself. Moreover, the algorithm produces an alternative system 
partitioning that also meets the partitioning constraints. These alternatives might 
be useful when the first solution is rejected by a later analysis.

 ■ A model-based open-source framework supporting the development of partitioned 
mixed-criticality systems. A framework supporting all these contributions have 
been designed and implemented using open-source and free technologies. This 
framework has fully functional implementations of all the algorithms that have 
been described in this PhD. Also, a complete set of metamodels makes it possible 
to model virtually any mixed-criticality system with a high degree of abstraction 
so that it can be processed by the framework. On the other hand, and aside from 
the automatic generation of the system partitioning, the framework generates a 
number of artifacts aimed at reducing the cost and the time of the developing 
partitioned mixed-criticality systems:

 ◆ XtratuM configuration files. Based on the system partitioning generated, the 
framework automatically generates all the required XtratuM configuration 
files.

 ◆ Building scripts. The framework automatically generates all the scripts 
required to build each partition, to integrate and generate the final Xtratum 
binary image and to start the system.

 ◆ Source code generation. Based on the application model, the framework  
generates Ravenscar compliant Ada 2005 sources. The generated code is 
ready to be compiled as it has integrated the component logic defined by the 
user in the application model.
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6.3 Future Work

The development of MCPS is a quite complex and large task. Although the work 
done in this PhD has provided several improvements to this field, there still are work to 
be done:

 ■ Hierarchical multicore partition execution plan generation. The execution plan 
generated in this thesis is tentative, that is to say, it is not ensured to be feasible. 
The reason is that the original hierarchical multicore scheduling problem is too 
complex to be tackled in a single thesis.

 ■ Extension of the partitioning-constraint model to a wider range of NFRs. This PhD 
has put the emphasis on time, safety and security NFRs. Still, there is a large 
amount of other NFRs (e.g. SWaP) that may have impact on the final system 
partitioning but this have not been explored in this PhD.

 ■ Improvement of graph coloring heuristics by taking partitioning parameters into 
account. This work has stated the minimal requirements that a graph coloring 
must meet in order to guarantee that all of the partitioning constraints are met. 
Nevertheless, smarter algorithms could be developed to target specific scenarios. 
It could be possible to devise coloring heuristics that encourage the generation 
of partitioning systems with, for instance, a low energy consumption or memory 
footprint.

 ■ Integration of additional validation tools. Many different validation processes must 
be carried out in order to produce safe and reliable software. This PhD has put 
emphasis on time and safety validation tools. Nonetheless, other validation tools 
for other NFRs are available that could be integrated.

 ■ Development of a graphical user interface (GUI). The framework developed in 
this thesis uses Eclipse as its development foundation. However, default Eclipse 
model editors are not very user-friendly. In addition, a GUI would make using the 
framework easier.

 ■ Memory interference analysis. The inclusion of an additional application in an 
exiting partition may modify the WCET analysis of the applications. These changes 
are mainly due to interferences that applications introduce in cache and memory 
buses. An analysis would make it possible to consider memory interferences, thus 
avoiding the allocation of applications that could possibly interfere with each 
other to the same partition.
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Ada Code Generation

A.1 Introduction

 System models and the code generator are oriented towards the generation of 
high-integrity Ada. The Ravenscar computational model [Burns04] is the basis for the 
application structure. The code generated is compliant with this profile and with the a 
language subset suitable for this type of systems [ISO-15942].

The Ada code generator takes as input the application UML 2.2 [OMG09] class 
diagram, which may include real-time annotations provided by the UML-MARTE 
profile [OMG11-2]. The package structure, their use relations, tasks, synchronization 
objects, and passive packages are generated. For example, if the system model includes a 
periodic  task, the skeleton includes the defined attributes, the activation scheme based 
on the period and phase in the model, exception handlers, hooks for the functional 
code, etc. In addition, if the UML model contains the business logic of the application, it 
is also inserted in the task code. As a result, the generated source is ready to be compiled 
and executed.

It is important to recall that this Ada generator is intended to produce code intended 
for high-integrity systems. These systems must fulfill stringent certification processes 
in order to show that they are safe to use. An important strategy aimed at assuring the 
quality and safety of the code is the static analysis. As stated in [ISO-15942], some Ada 
features make this analysis more difficult. Relevant examples of such constructions are 
dynamic dispatching, dynamic memory allocation in the general pool, dynamic creation 
of tasks or rendezvous. The code generator developed in this thesis has thus avoided the 
use of any of these Ada constructions.

A.2 The NEUTRAL Model

The MARTE standard is flexible, as it allows several combinations to express the same 
concept. Nevertheless, the NEUTRAL model focuses on the safety critical  process, which 
restricts the final code structures. This constraint simplifies code generation, ensures a 
bounded execution time, reduces the size of run-time code and ensures a predictable 
code behavior. The NEUTRAL model is automatically generated with a model-to-model 
transformation. This transformation searches for known patterns in the UML-MARTE 
input model, and creates their NEUTRAL equivalents. In this transformation all the 
information that is not relevant to code generation is dropped. Since NEUTRAL model 
is intended to be language agnostic, the use of language dependent constructions is 
avoided. The driving principles in the generation of the NEUTRAL model are: 
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 ■ Include only relevant data for code generation, i.e. period, phase, priority. MARTE 
models hold information of very diverse nature, but only a part of it is useful for 
code generation. This step simplifies the code generator implementation and it 
increases its efficiency.

 ■ Simple data types. The NEUTRAL model uses simple types (i.e. natural, integer, 
string), and avoids the use of complex data types. In particular, it avoids custom 
MARTE data types, which would be difficult to translate to a specific programming 
language. 

 ■ Programming language agnostic. Most important goals of the NEUTRAL model 
is to be able to generate code for different programming languages. NEUTRAL 
model is built from the beginning to hold the required data for the code generation, 
but also to keep enough abstraction level for being language independent. For 
instance, the NEUTRAL model has several real-time objects (periodic, sporadic, 
protected, etc.) without defining any specific language features such as a POSIX 
thread, an Ada task, a POSIX mutex, an Ada protected object, etc.

 ■ Traceability between the input MARTE model and the final generated code and 
vice versa. This makes it possible to determine which part of code corresponds to 
which part of the MARTE model during the development process. If a problem 
arises in the code, the original MARTE fragment that causes the error can be 
easily located.

The developer uses UML classes and relations between them for modeling the system 
architecture and components. MARTE profile provides a number of stereotypes that 
allows the developer to define the real-time properties of these relevant classes. Thus, 
depending on how a class is stereotyped, it can be categorized as a particular real-time 
archetype. The NEUTRAL model is composed of several real-time patterns that match 
with the common real-time archetypes, such as periodic, sporadic, protected or passive 
objects. In addition to the basic real-time information, the NEUTRAL model stores the 
following data as well:

 ■ WCET and its handler. This defines the worst execution time of a task. The handler 
provides the actions to be taken if the WCET is overrun.

 ■ Deadline and its handler. This provides information about when the task must 
provide its results. In the case that this time is overrun, an exception is raised and 
the handler code is executed.

 ■ General exceptions handlers. This provides the code to be executed when an 
exception is raised. By default, when there is no user-defined exception handler, 
the exception is propagated, causing the finalization of the program.

 ■ Last chance exception handler. In Ravenscar compliant code, tasks cannot end. 
Therefore, if any task ends, an exception is raised. The Ada run-time makes 
it possible to define a last wishes handler with code the to be executed before 
finalizing the program with error.

 ■ Task initialization code. This provides the code to be executed before starting the 
loop of a periodic or sporadic task.
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A.3 Ravenscar Ada Code Generation

The UML-MARTE application model is composed of a set of classes. These classes are 
categorized according to the available archetypes. All supported archetypes have an Ada 
template based on the ones proposed by [Panunzio12] mapped. When an archetype is 
matched in the UML-MARTE model, it is categorized and the appropriate Ada template 
is selected. 

Then, the generator fills the template with the required parameters (i.e. period, 
offset, deadline, etc.) and the provided user code. All templates are composed of an 
Ada specification package and an Ada body package. In addition to the basic real-time 
features implementation, there are a number of supported features:

 ■ Execution timer. This feature makes detecting WCET overrun possible. A timer 
with the WCET value is setup. If the task overruns its WCET, the timer expires 
and a handler is called. However, this feature is not always available as it requires 
operating system support and hardware timers. The generator is able to detect 
when this feature can be used, if the model defines the required parameters (i.e. 
WCET value and WCET overrun handler code), the pertinent template is chosen. 
In this way,  when the task overruns its WCET the provided handler is executed 
with the code defined in the model.

 ■ Deadline timer. This timer makes the detection of deadline overruns possible. It 
works in a similar way as the execution timer. A timer is set up with the value of 
the deadline. If the task overruns its deadline, the timer expires and a handler is 
executed. When the generator detects that there is support for deadline overrun 
detection and the model provides the required parameters (i.e. deadline value and 
deadline overrun exception handler code), the proper template is selected.

 ■ Last chance exception handler. This handler is executed just before finalizing the 
program after an unhandled exception occurrence and it never returns. It allows 
the execution of code to perform an ordered system shutdown. For example, in 
Ravenscar-compliant programs, tasks are not allowed to end. Therefore, if any 
task ends, it is considered an abnormal behavior and an exception is raised. If 
no last-chance handler is defined, the program silently halts. However, with this 
handler it is possible to dump debug information to make finding the origin of 
the error easier.

In the following subsections the supported Ada templates are depicted. As stated, 
based on the required features, the code for several timers and handlers must be 
generated. For this reason, there is a template for each type of feature.

A.3.1 Periodic Archetype

A periodic task is executed every period of time with an initial offset. The generator 
selects it when a class includes the following stereotypes: 

 ◆ GRM::SchedulableResource which defines the scheduling policy and the 
priority.

 ◆ GQAM::GaWorkloadEvent which defines that the arrival pattern is periodic.
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The specification of this template (see Listing 17) does not export any operation. 
Real-time parameters are public constants so that they can be used for further analysis 
or by other components. Moreover, with this approximation, used real-time parameters 
are clearly visible which makes the revision of the code easier. In the private part, the 
task type that implements the periodic activity is declared. 

This task is declared with the priority stated by Task_Priority and the storage size 
provided in Task_Storage_Size. Given that each template instance implements only one 
task, a single task type variable is declared. Deadline and WCET timers are declared 
along with their handlers.

The implementation of the periodic task (see Listing 18) is a task with an endless 
loop. Before entering the loop, the initialization code and the phase delay are executed. 
Once the loop starts, the first action is to arm the deadline and WCET timers. First, the 
execution timer with its proper handler (which it is implemented later in the package) and 
the Task_WCET provided value are armed. Second, the deadline timer with the appropriate 
handler (which it is implemented later in the package) and the provided Task_Deadline 
value is armed. After the timers are ready, the task business code is executed. Finally, the 
deadline timer is canceled and the period delay is executed.

Listing 17 Periodic task template (Ada specification package).

package <<PackageName>> is
 -- User defined properties
 Task_Storage_Size : constant Size_Type := <<Size>>;
 Task_Priority     : constant Integer   := <<Priority>>;
 Task_Phase       : constant Time_Span := Milliseconds(<<PhaSe>>);
 Task_Deadline     : constant Time_Span := Milliseconds(<<DeaDliNe>>);
 Task_WCET         : constant Time_Span := Milliseconds(<<Wcet>>);
 Task_Period       : constant Time_Span := Milliseconds(<<PerioD>>);
private
 -- Task type declaration
 task type Periodic_Task_Type is
     pragma Priority (Task_Priority);
     pragma Storage_Size (Task_Storage_Size);
 end Periodic_Task_Type;

 -- Singleton
 Periodic_Task : Periodic_Task_Type;

 -- Deadline timer
 Deadline_Overrun : Ada.Real_Time.Timing_Events.Timing_Event;

 -- Deadline error handler
 protected Deadline_Ovr_Handler is
  procedure Handler (Event: in out Timing_Event);
 end Deadline_Ovr_Handler;

 -- WCET error handler
 protected WCET_Ovr_Handler is
     procedure Handler (TM : in out Timer);
 end WCET_Ovr_Handler;

end <<PackageName>>;
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Listing 18 Periodic task template (Ada body package).

package body <<PackageName>> is

task body Periodic_Task_Type is
    Canceled    :  Boolean;
    Id          :  aliased constant Task_Id   := Current_Task;
    WCET_Timer  :  Ada.Execution_Time.Timers.Timer (Id'Access);
    <<attributeS>>
begin
 -- User's initialization code
 <<iNitializatioN>>

 -- Phase
 delay until Clock + Task_Phase;
 loop
  -- Execution timer setup (ORK+ only)
  Ada.Execution_Time.Timers.Set_Handler(
   WCET_Timer,
   Task_WCET, 
   WCET_Ovr_Handler.Handler'Unrestricted_Access);

  -- Deadline timer setup
  Ada.Real_Time.Timing_Events.Set_Handler(
   Deadline_Overrun, 
   Clock + Task_Deadline,
   Deadline_Ovr_Handler.Handler'access);
  
  -- User's business code
  <<activity>>

  -- Deadline overrun timer disarm
  Ada.Real_Time.Timing_Events.Cancel_Handler(
   Deadline_Overrun, 
   Canceled);

  -- Period
  delay until Clock + Task_Period;
      end loop;
      
end Periodic_Task_Type;

protected body Deadline_Ovr_Handler is
 procedure Handler (Event: in out Timing_Event) is
 begin
  <<DeaDliNe>>
 end Handler;
end Deadline_Ovr_Handler;

protected body WCET_Ovr_Handler is
 procedure Handler (TM : in out Timer) is
 begin
  <<Wcet>>
 end Handler;
end WCET_Ovr_Handler;

end <<PackageName>>;
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A.3.2 Sporadic Archetype

A sporadic task is triggered by an external event every a minimum inter-arrival time. 
The generator selects it when a class includes the following stereotypes: 

 ◆ GRM::SchedulableResource defines the scheduling policy and the priority.
 ◆ GQAM::GaWorkloadEvent defines the arrival pattern as sporadic.

In the specification of this template (see Listing 19) two operations are exported:

 ■ Release sporadic task. This procedure releases the sporadic task.
 ■ Is suspended. This function returns whether the task is or not suspended.

The real-time parameters are public constants so that they can be used for further 
analysis or by other components. Moreover, with this approximation, the real-time 
parameters used are clearly visible, which makes the revision of the code easier.

Listing 19 Sporadic task template (Ada specification package).

package <<PackageName>> is

 -- User defined properties
 Task_Storage_Size : constant Size_Type := <<Size>>;
 Task_Priority     : constant Integer   := <<Priority>>;
 Task_Phase       : constant Time_Span := Milliseconds(<<PhaSe>>);
 Task_MIAT         : constant Time_Span := Milliseconds(<<PerioD>>);
 Task_Deadline     : constant Time_Span := Milliseconds(<<DeaDliNe>>);
 Task_WCET         : constant Time_Span := Milliseconds(<<Wcet>>);

 -- Activates the task
 procedure Release_Sporadic_Task;
 
 -- Retrieves whenever the task is suspended or not
 function Is_Suspended return Boolean;

private

 use Ada.Synchronous_Task_Control;
 
 -- Suspension object used for releasing the task
 Task_Suspension_Object : Suspension_Object;
 
 -- Task type declaration
 task type Sporadic_Task_Type is
  pragma Priority (Task_Priority);
  pragma Storage_Size (Task_Storage_Size);
 end Sporadic_Task_Type;
 
 -- Singleton task
 Sporadic_Task : Sporadic_Task_Type;

 -- Deadline timer
 Deadline_Overrun : Ada.Real_Time.Timing_Events.Timing_Event;
 
 -- Deadline error handler
 protected Deadline_Ovr_Handler is
  procedure Handler (Event: in out Timing_Event);
 end Deadline_Ovr_Handler;
 
 -- WCET error handler
 protected WCET_Ovr_Handler is
  procedure Handler (TM : in out Timer);
 end WCET_Ovr_Handler;
 
end <<PackageName>>;
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In the private part, the task type that implements the sporadic activity is declared. This 
task is declared with the priority stated by Task_Priority and the storage size provided in 
Task_Storage_Size. Given that each template instance implements only one task, a single 
task type variable is declared.

Listing 20 Sporadic task template (Ada body package). Part 1.

package body <<PackageName>> is

<<uSerboDy>>

task body Sporadic_Task_Type is
 Canceled    :  Boolean;
 Id          :  aliased constant Task_Id  := Current_Task;
 WCET_Timer  :  Ada.Execution_Time.Timers.Timer (Id'Access);
 <<attributeS>>
begin

 -- User's initialization code
 <<iNitializatioN>>

 -- Phase
 delay until Clock + Task_Phase;

 loop
  -- Waits for activation
  Suspend_Until_True (Task_Suspension_Object);

  -- Resets the suspension object
  Set_False (Task_Suspension_Object);

  -- Execution timer setup (ORK+ only)
  Ada.Execution_Time.Timers.Set_Handler(
    WCET_Timer, 
    Task_WCET, 
    WCET_Ovr_Handler.Handler'Unrestricted_Access);

  -- Deadline timer setup
  Ada.Real_Time.Timing_Events.Set_Handler(
    Deadline_Overrun, 
    Clock + Task_Deadline,
    Deadline_Ovr_Handler.Handler'access);

  -- User's business code
  <<activity>>

  Ada.Real_Time.Timing_Events.Cancel_Handler(
    Deadline_Overrun,
    Canceled);

  -- MIAT
  delay until Clock + Task_MIAT;
 end loop;

end Sporadic_Task_Type;

The activation of the task is controlled by a suspension object. As stated in [Burns04], 
suspension objects are a simplified version of wait/signal and they are provided in the Ada 
Real-Time Annex functionality. Suspensions objects can be used instead of protected 
object approach for simple resumption of a suspended task. However, protected objects 
should be used if the resumption of the task has a more complex semantic.

After the suspension object, deadline and WCET timers, along with their handlers, 
are declared.
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The implementation of the sporadic task (see Listing 20 and Listing 21) starts by 
executing the user initialization code defined in the model. The task is delayed the 
phase time and the endless loop of the task started. Inside of the loop, the first action 
is to get blocked until the suspension object becomes true. This will happen when an 
external event calls to the release sporadic task operation. When the task is released, the 
suspension object is immediately rearmed and timers are armed. Both the execution 
timer and the deadline timer are properly set up with their respective handlers. Then, 
the business logic is executed. Next, the deadline timer is canceled and task is suspended 
during the minimum inter-arrival time. Finally, the task is blocked until an event arrives 
again.

Listing 21 Sporadic task template (Ada body package). Part 2

procedure Release_Sporadic_Task is
begin
 Set_True (Task_Suspension_Object);
end Release_Sporadic_Task;

function Is_Suspended return Boolean is
begin
 return Current_State (Task_Suspension_Object);
end Is_Suspended;
   
protected body Deadline_Ovr_Handler is
 procedure Handler (Event: in out Timing_Event) is
 begin
  <<DeaDliNe>>
 end Handler;
end Deadline_Ovr_Handler;

protected body WCET_Ovr_Handler is
 procedure Handler (TM : in out Timer) is
 begin
  <<Wcet>>
 end Handler;
end WCET_Ovr_Handler;

end <<PackageName>>;

.

A.3.3 Protected Archetype

Protected activities provide mutual exclusion access to the data that they contain. In 
Ada, they are directly translated to an Ada protected object, which provides exactly the 
same feature. Protected objects have an associated a priority, which is mapped with the 
priority of the ceiling locking protocol used in the Ada protected objects. This protocol 
provides the following properties:

 ■ Avoids deadlocks 
 ■ Prevents chained blocking, or in other words, that a high priority task can be 

blocked by at most one lower priority task, even if the task suspends itself within 
the critical section.

 ■ Avoids deadlocks and chained blocking by means the ceiling blocking.

The generator selects it when a class includes the following stereotype:
 ◆ GRM::MutualExclusionResource defines the ceiling protocol priority of 

the protected object.
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A.3.4 Passive Archetype

Passive activities are reactive entities without synchronization constraints that must 
be called by an external active activity to execute. These activities are directly translated 
to Ada. These are the rules followed in mapping UML to Ada:

 ■ UML classes are mapped to Ada packages. 
 ■ UML methods are converted in:

 ◆ Ada procedures if there is no return parameter.
 ◆ Ada functions if there is a return parameter.
 ◆ If more than one return parameter is found, an error is raised.

Based on the UML visibility, the procedures or functions are placed in different 
parts of the Ada specification file:

 ◆ If the UML visibility is private or protected, the procedure/function is created 
in the private area of the Ada specification.

 ◆ If the UML visibility is public or package, the procedure/function is placed 
in the public area of the Ada specification.

 ■ Supported UML types are: 

 ◆ Integer which is mapped to an Ada integer.
 ◆ UnlimitedNatural which is mapped to an Ada integer
 ◆ Boolean which is mapped to an Ada boolean. 
 ◆ String which is mapped to an Ada unbounded string.

UML Interfaces are mapped to a user-defined type with the same name as 
the interface name. This approach makes it possible to define types that are 
not available in UML but they are available in Ada. For instance, UML does 
not define any type for representing real-time clocks, nonetheless, this type,  
— called in Ada Time_Span, is heavily used in Ada programs; that deal with timers 
and delays. In the case that this type is needed, the user can create a UML interface 
called Time_Span and reference this interface when required.

 ■ UML import relations are mapped to Ada withs with the appropriate name change.

The generator selects the passive template when it finds a class without any real-time 
stereotypes.

A.3.5 Other Ada Artifacts

In order to generate a full compilable Ada code, the generator must produce an Ada 
root package. Listing 22 shows the Ada specification of a root package where the last 
chance handler is declared.

Listing 22 Root package template (Ada specification package).

package <<PackageName>> is

 protected LastChanceHandler is
  procedure Handler (T : Ada.Task_Identification.Task_Id);
 end LastChanceHandler;

end <<PackageName>>;
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Listing 23 depicts the Ada body of the root package with the implementation stub of 
the last chance handler and its registration.

Listing 23 Root package template (Ada body package).

package body <<PackageName>> is

  -- Last chance exception handler
 protected body LastChanceHandler is
  procedure Handler (T  : Ada.Task_Identification.Task_Id) is
  begin
   <<laStchaNcehaNDler>>
  end Handler;
 end LastChanceHandler;

begin

 Set_Dependents_Fallback_Handler 
(LastChanceHandler.Handler'Access);

end <<PackageName>>;

The Ravenscar profile forces all the tasks to be statically declared at package level. In 
order words, tasks cannot be declared in procedures or nested into others tasks.  The 
main Ada procedure must with all packages that contain tasks in order to force the Ada 
run-time to load all of the tasks. The main procedure usually has the lowest priority and, 
as with all of the tasks in Ravenscar, it is also endless. But, unlike other tasks, the main 
procedure has not explicitly declared a task, but rather it executes on its own task by 
default (i.e. background task).

The implementation of the Ada main procedure is very simple (Listing 24). First, it 
declares the used packages (withed packages in Ada terminology). Next, the suspension 
object for simulating the endless loop is declared, which will never be released. The 
priority of the background task is specified at the beginning of the declarative part of the 
procedure. If no background priority is defined, System.Priority'First is used.

Listing 24 Main Ada procedure.

with Ada.Synchronous_Task_Control; use Ada.Synchronous_Task_Control;
with System;

<<imPortS>>

procedure <<PackageName>> is
 pragma Priority (<<Priority>>);
 Background_Task_Suspension : Suspension_Object;
begin
 -- Background task. Non-active endless wait.
 Suspend_Until_True (Background_Task_Suspension);
end <<PackageName>>;

In addition, the generator has to deal with the name convention and with the  
translation of UML packages to Ada packages. UML and Ada name conventions 
differ substantially. First, Ada differentiates between package and file names whereas 
UML does not. Second, Ada packages are full compilation units that can be compiled 
separately. Unlike Ada, UML packages have a semantic that is similar to that of Java 
packages, which are only used for defining namespaces.
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A.4 Ada Code Generation Example

This example is intended to show the overall process of Ada code generation from a 
UML-MARTE model. Figure 65 depicts the UML-MARTE model used in this simple 
example. It has four classes, representing all the supported archetypes: periodic, sporadic, 
protected and passive. These classes use three MARTE stereotypes: GRM, GQAM and 
SAM. The Ada generator will produce an Ada package for each of the four classes in 
addition to the root Ada package and the main procedure.

Figure 65 UML-MARTE model of the example (from Eclipse UI).

For example, in the generation of the sporadic class, the sporadic specification 
template (see Section A.3.2) is transformed into the code shown in Listing 25, where the 
substituted values are in bold font. In this particular case, the storage size of the task is 
defined as Default_Stack_Size as it is not defined by the model.

Listing 25 Detail of the values subsituted in a template

-- User defined properties
Task_Storage_Size : constant Size_Type := Default_Stack_Size;
Task_Priority     : constant Integer   := 2;
Task_Jitter       : constant Time_Span := Milliseconds(0);
Task_MIAT         : constant Time_Span := Milliseconds(20000);
Task_WCET         : constant Time_Span := Milliseconds(20000);

.

In a similar manner, Listing 26 shows the result of updating the body template with 
the user code provided in the model. There are two changes. The first line in bold is the 
initialization task code. This code is executed before starting the endless loop. On the 
other hand, the second line in bold is the sporadic activity itself.

The example model provides a WCET overrun handler but it does not provide a 
deadline handler. As a result, the task code only arms the execution timer.

Another important issue iss the dependencies between packages. This sporadic task 
requires the package system.bb.serial_output since it uses this console to print. As a 
result, the line with system.bb.serial_output; is added in the specification Ada package.
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Listing 26 User code substitution

task body Sporadic_Task_Type is
 Canceled    :  Boolean;
 Id          :  aliased constant Task_Id  := Current_Task;
 WCET_Timer  :  Ada.Execution_Time.Timers.Timer (Id'Access);
 
begin
 -- User's initialization code
 System.BB.Serial_Output.put_line ("Sporadic task initializated.");

 -- Jitter
 delay until Clock + Task_Jitter;

 loop
  -- Waits for activation
  Suspend_Until_True (Task_Suspension_Object);
  Set_False (Task_Suspension_Object);

  -- Execution timer setup (ORK+ only)
  Ada.Execution_Time.Timers.Set_Handler(
   WCET_Timer,
   Task_WCET,
   WCET_Ovr_Handler.Handler'Unrestricted_Access);

  -- User's business code
  System.BB.Serial_Output.put_line ("Sporadic task activated.");

  -- MIAT
  delay until Clock + Task_MIAT;
 end loop;
end Sporadic_Task_Type;

.
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