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RESUMEN

Los sistemas empotrados han sido concebidos tradicionalmente como sistemas de
procesamiento específicos que realizan una tarea fija durante toda su vida útil. Para cumplir
con los estrictos requisitos de coste, tamaño y peso, el equipo de diseño debe optimizarlos
para condiciones de funcionamiento muy específicas. Sin embargo, la demanda de mayor
versatilidad, un funcionamiento más inteligente y, en definitiva, una mayor capacidad de
procesamiento comenzaron a chocar con estas limitaciones, agravado por la incertidumbre
asociada a entornos de operación cada vez más dinámicos donde comenzaban a ser desplegados
progresivamente. Esto trajo como resultado una necesidad creciente de que los sistemas
pudieran responder por si solos a eventos inesperados en tiempo diseño tales como: cambios
en las características de los datos de entrada y el entorno del sistema en general; cambios
en la propia plataforma de cómputo, por ejemplo debido a fallos o defectos de fabricación; y
cambios en las propias especificaciones funcionales causados por unos objetivos del sistema
dinámicos y cambiantes. Como consecuencia, la complejidad del sistema aumenta, pero a
cambio se habilita progresivamente una capacidad de adaptación autónoma sin intervención
humana a lo largo de la vida útil, permitiendo que tomen sus propias decisiones en tiempo
de ejecución. Éstos sistemas se conocen, en general, como sistemas auto-adaptativos y tienen,
entre otras características, las de auto-configuración, auto-optimización y auto-reparación.

Típicamente, la parte soft de un sistema es mayoritariamente la única utilizada para
proporcionar algunas capacidades de adaptación a un sistema. Sin embargo, la proporción
rendimiento/potencia en dispositivos software como microprocesadores en muchas ocasiones
no es adecuada para sistemas empotrados. En este escenario, el aumento resultante en la
complejidad de las aplicaciones está siendo abordado parcialmente mediante un aumento en la
complejidad de los dispositivos en forma de multi/many-cores; pero desafortunadamente, esto
hace que el consumo de potencia también aumente. Además, la mejora en metodologías de
diseño no ha sido acorde como para poder utilizar toda la capacidad de cómputo disponible
proporcionada por los núcleos. Por todo ello, no se están satisfaciendo adecuadamente las
demandas de cómputo que imponen las nuevas aplicaciones.

La solución tradicional para mejorar la proporción rendimiento/potencia ha sido el cambio
a unas especificaciones hardware, principalmente usando ASICs. Sin embargo, los costes de un
ASIC son altamente prohibitivos excepto en algunos casos de producción en masa y además
la naturaleza estática de su estructura complica la solución a las necesidades de adaptación.
Los avances en tecnologías de fabricación han hecho que la FPGA, una vez lenta y pequeña,
usada como glue logic en sistemas mayores, haya crecido hasta convertirse en un dispositivo
de cómputo reconfigurable de gran potencia, con una cantidad enorme de recursos lógicos
computacionales y cores hardware empotrados de procesamiento de señal y de propósito
general. Sus capacidades de reconfiguración han permitido combinar la flexibilidad propia
del software con el rendimiento del procesamiento en hardware, lo que tiene la potencialidad
de provocar un cambio de paradigma en arquitectura de computadores, pues el hardware



xiv

no puede ya ser considerado más como estático. El motivo es que como en el caso de las
FPGAs basadas en tecnología SRAM, la reconfiguración parcial dinámica (DPR, Dynamic Partial
Reconfiguration) es posible. Esto significa que se puede modificar (reconfigurar) un subconjunto
de los recursos computacionales en tiempo de ejecución mientras el resto permanecen activos.
Además, este proceso de reconfiguración puede ser ejecutado internamente por el propio
dispositivo. El avance tecnológico en dispositivos hardware reconfigurables se encuentra
recogido bajo el campo conocido como Computación Reconfigurable (RC, Reconfigurable
Computing).

Uno de los campos de aplicación más exóticos y menos convencionales que ha posibilitado
la computación reconfigurable es el conocido como Hardware Evolutivo (EHW, Evolvable
Hardware), en el cual se encuentra enmarcada esta tesis. La idea principal del concepto consiste
en convertir hardware que es adaptable a través de reconfiguración en una entidad evolutiva
sujeta a las fuerzas de un proceso evolutivo inspirado en el de las especies biológicas naturales,
que guía la dirección del cambio. Es una aplicación más del campo de la Computación Evolutiva
(EC, Evolutionary Computation), que comprende una serie de algoritmos de optimización
global conocidos como Algoritmos Evolutivos (EA, Evolutionary Algorithms), y que son
considerados como algoritmos universales de resolución de problemas. En analogía al proceso
biológico de la evolución, en el hardware evolutivo el sujeto de la evolución es una población de
circuitos que intenta adaptarse a su entorno mediante una adecuación progresiva generación
tras generación. Los individuos pasan a ser configuraciones de circuitos en forma de bitstreams
caracterizados por descripciones de circuitos reconfigurables. Seleccionando aquellos que se
comportan mejor, es decir, que tienen una mejor adecuación (o fitness) después de ser evaluados,
y usándolos como padres de la siguiente generación, el algoritmo evolutivo crea una nueva
población hija usando operadores genéticos como la mutación y la recombinación. Según se
van sucediendo generaciones, se espera que la población en conjunto se aproxime a la solución
óptima al problema de encontrar una configuración del circuito adecuada que satisfaga las
especificaciones.

El estado de la tecnología de reconfiguración después de que la familia de FPGAs XC6200

de Xilinx fuera retirada y reemplazada por las familias Virtex a finales de los 90, supuso un
gran obstáculo para el avance en hardware evolutivo; formatos de bitstream cerrados (no
conocidos públicamente); dependencia de herramientas del fabricante con soporte limitado
de DPR; una velocidad de reconfiguración lenta; y el hecho de que modificaciones aleatorias
del bitstream pudieran resultar peligrosas para la integridad del dispositivo, son algunas de
estas razones. Sin embargo, una propuesta a principios de los años 2000 permitió mantener la
investigación en el campo mientras la tecnología de DPR continuaba madurando, el Circuito
Virtual Reconfigurable (VRC, Virtual Reconfigurable Circuit). En esencia, un VRC en una FPGA
es una capa virtual que actúa como un circuito reconfigurable de aplicación específica sobre la
estructura nativa de la FPGA que reduce la complejidad del proceso reconfiguración y aumenta
su velocidad (comparada con la reconfiguración nativa). Es un array de nodos computacionales
especificados usando descripciones HDL estándar que define recursos reconfigurables ad-hoc:
multiplexores de rutado y un conjunto de elementos de procesamiento configurables, cada uno
de los cuales tiene implementadas todas las funciones requeridas, que pueden seleccionarse
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a través de multiplexores tal y como ocurre en una ALU de un microprocesador. Un registro
grande actúa como memoria de configuración, por lo que la reconfiguración del VRC es muy
rápida ya que tan sólo implica la escritura de este registro, el cual controla las señales de
selección del conjunto de multiplexores. Sin embargo, esta capa virtual provoca: un incremento
de área debido a la implementación simultánea de cada función en cada nodo del array más los
multiplexores y un aumento del retardo debido a los multiplexores, reduciendo la frecuencia
de funcionamiento máxima.

La naturaleza del hardware evolutivo, capaz de optimizar su propio comportamiento
computacional, le convierten en un buen candidato para avanzar en la investigación sobre
sistemas auto-adaptativos. Combinar un sustrato de cómputo auto-reconfigurable capaz de
ser modificado dinámicamente en tiempo de ejecución con un algoritmo empotrado que
proporcione una dirección de cambio, puede ayudar a satisfacer los requisitos de adaptación
autónoma de sistemas empotrados basados en FPGA. La propuesta principal de esta tesis
está por tanto dirigida a contribuir a la auto-adaptación del hardware de procesamiento de
sistemas empotrados basados en FPGA mediante hardware evolutivo. Esto se ha abordado
considerando que el comportamiento computacional de un sistema puede ser modificado
cambiando cualquiera de sus dos partes constitutivas: una estructura hard subyacente y un
conjunto de parámetros soft. De esta distinción, se derivan dos lineas de trabajo. Por un lado,
auto-adaptación paramétrica, y por otro auto-adaptación estructural.

El objetivo perseguido en el caso de la auto-adaptación paramétrica es la implementación
de técnicas de optimización evolutiva complejas en sistemas empotrados con recursos limitados para
la adaptación paramétrica online de circuitos de procesamiento de señal. La aplicación seleccionada
como prueba de concepto es la optimización para tipos muy específicos de imágenes de los
coeficientes de los filtros de transformadas wavelet discretas (DWT, Discrete Wavelet Transform),
orientada a la compresión de imágenes. Por tanto, el objetivo requerido de la evolución es
una compresión adaptativa y más eficiente comparada con los procedimientos estándar. El
principal reto radica en reducir la necesidad de recursos de supercomputación para el proceso
de optimización propuesto en trabajos previos, de modo que se adecúe para la ejecución en
sistemas empotrados.

En cuanto a la auto-adaptación estructural, el objetivo de la tesis es la implementación de
circuitos auto-adaptativos en sistemas evolutivos basados en FPGA mediante un uso eficiente de sus
capacidades de reconfiguración nativas. En este caso, la prueba de concepto es la evolución de
tareas de procesamiento de imagen tales como el filtrado de tipos desconocidos y cambiantes
de ruido y la detección de bordes en la imagen. En general, el objetivo es la evolución en tiempo
de ejecución de tareas de procesamiento de imagen desconocidas en tiempo de diseño (dentro
de un cierto grado de complejidad). En este caso, el objetivo de la propuesta es la incorporación
de DPR en EHW para evolucionar la arquitectura de un array sistólico adaptable mediante
reconfiguración cuya capacidad de evolución no había sido estudiada previamente.

Para conseguir los dos objetivos mencionados, esta tesis propone originalmente una
plataforma evolutiva que integra un motor de adaptación (AE, Adaptation Engine), un motor
de reconfiguración (RE, Reconfiguration Engine) y un motor computacional (CE, Computing
Engine) adaptable. El el caso de adaptación paramétrica, la plataforma propuesta está
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caracterizada por:

• un CE caracterizado por un núcleo de procesamiento hardware de DWT adaptable
mediante registros reconfigurables que contienen los coeficientes de los filtros wavelet.

• un algoritmo evolutivo como AE que busca filtros wavelet candidatos a través de
un proceso de optimización paramétrica desarrollado específicamente para sistemas
caracterizados por recursos de procesamiento limitados.

• un nuevo operador de mutación simplificado para el algoritmo evolutivo utilizado, que
junto con un mecanismo de evaluación rápida de filtros wavelet candidatos derivado de la
literatura actual, asegura la viabilidad de la búsqueda evolutiva asociada a la adaptación
de wavelets.

En el caso de adaptación estructural, la plataforma propuesta toma la forma de:

• un CE basado en una plantilla de array sistólico reconfigurable de 2 dimensiones
compuesto de nodos de procesamiento reconfigurables.

• un algoritmo evolutivo como AE que busca configuraciones candidatas del array usando
un conjunto de funcionalidades de procesamiento para los nodos disponible en una
biblioteca accesible en tiempo de ejecución.

• un RE hardware que explota la capacidad de reconfiguración nativa de las FPGAs
haciendo un uso eficiente de los recursos reconfigurables del dispositivo para cambiar el
comportamiento del CE en tiempo de ejecución.

• una biblioteca de elementos de procesamiento reconfigurables caracterizada por
bitstreams parciales independientes de la posición, usados como el conjunto de
configuraciones disponibles para los nodos de procesamiento del array.

Las contribuciones principales de esta tesis se pueden resumir en la siguiente lista:

• Una plataforma evolutiva basada en FPGA para la auto-adaptación paramétrica y
estructural de sistemas empotrados compuesta por un motor computacional (CE), un
motor de adaptación (AE) evolutivo y un motor de reconfiguración (RE). Esta plataforma
se ha desarrollado y particularizado para los casos de auto-adaptación paramétrica y
estructural.

• En cuanto a la auto-adaptación paramétrica, las contribuciones principales son:

– Un motor computacional adaptable mediante registros que permite la adaptación
paramétrica de los coeficientes de una implementación hardware adaptativa de un
núcleo de DWT.

– Un motor de adaptación basado en un algoritmo evolutivo desarrollado
específicamente para optimización numérica, aplicada a los coeficientes de filtros
wavelet en sistemas empotrados con recursos limitados.

– Un núcleo IP de DWT auto-adaptativo en tiempo de ejecución para sistemas
empotrados que permite la optimización online del rendimiento de la transformada
para compresión de imágenes en entornos específicos de despliegue, caracterizados
por tipos diferentes de señal de entrada.



xvii

– Un modelo software y una implementación hardware de una herramienta para la
construcción evolutiva automática de transformadas wavelet específicas.

• Por último, en cuanto a la auto-adaptación estructural, las contribuciones principales son:

– Un motor computacional adaptable mediante reconfiguración nativa de FPGAs
caracterizado por una plantilla de array sistólico en dos dimensiones de nodos de
procesamiento reconfigurables. Es posible mapear diferentes tareas de cómputo
en el array usando una biblioteca de elementos sencillos de procesamiento
reconfigurables.

– Definición de una biblioteca de elementos de procesamiento apropiada para la
síntesis autónoma en tiempo de ejecución de diferentes tareas de procesamiento
de imagen.

– Incorporación eficiente de la reconfiguración parcial dinámica (DPR) en sistemas
de hardware evolutivo, superando los principales inconvenientes de propuestas
previas como los circuitos reconfigurables virtuales (VRCs). En este trabajo también
se comparan originalmente los detalles de implementación de ambas propuestas.

– Una plataforma tolerante a fallos, auto-curativa, que permite la recuperación
funcional online en entornos peligrosos. La plataforma ha sido caracterizada desde
una perspectiva de tolerancia a fallos: se proponen modelos de fallo a nivel de CLB
y de elemento de procesamiento, y usando el motor de reconfiguración, se hace un
análisis sistemático de fallos para un fallo en cada elemento de procesamiento y para
dos fallos acumulados.

– Una plataforma con calidad de filtrado dinámica que permite la adaptación online
a tipos de ruido diferentes y diferentes comportamientos computacionales teniendo
en cuenta los recursos de procesamiento disponibles. Por un lado, se evolucionan
filtros con comportamientos no destructivos, que permiten esquemas de filtrado en
cascada escalables; y por otro, también se evolucionan filtros escalables teniendo en
cuenta requisitos computacionales de filtrado cambiantes dinámicamente.

Este documento está organizado en cuatro partes y nueve capítulos. La primera parte
contiene el capítulo 1, una introducción y motivación sobre este trabajo de tesis. A continuación,
el marco de referencia en el que se enmarca esta tesis se analiza en la segunda parte: el capítulo
2 contiene una introducción a los conceptos de auto-adaptación y computación autonómica
(autonomic computing) como un campo de investigación más general que el muy específico
de este trabajo; el capítulo 3 introduce la computación evolutiva como la técnica para dirigir
la adaptación; el capítulo 4 analiza las plataformas de computación reconfigurables como la
tecnología para albergar hardware auto-adaptativo; y finalmente, el capítulo 5 define, clasifica y
hace un sondeo del campo del hardware evolutivo. Seguidamente, la tercera parte de este
trabajo contiene la propuesta, desarrollo y resultados obtenidos: mientras que el capítulo
6 contiene una declaración de los objetivos de la tesis y la descripción de la propuesta
en su conjunto, los capítulos 7 y 8 abordan la auto-adaptación paramétrica y estructural,
respectivamente. Finalmente, el capítulo 9 de la parte 4 concluye el trabajo y describe caminos
de investigación futuros.





ABSTRACT

Embedded systems have traditionally been conceived to be specific-purpose computers with
one, fixed computational task for their whole lifetime. Stringent requirements in terms of cost,
size and weight forced designers to highly optimise their operation for very specific conditions.
However, demands for versatility, more intelligent behaviour and, in summary, an increased
computing capability began to clash with these limitations, intensified by the uncertainty
associated to the more dynamic operating environments where they were progressively being
deployed. This brought as a result an increasing need for systems to respond by themselves
to unexpected events at design time, such as: changes in input data characteristics and system
environment in general; changes in the computing platform itself, e.g., due to faults and
fabrication defects; and changes in functional specifications caused by dynamically changing
system objectives. As a consequence, systems complexity is increasing, but in turn, autonomous
lifetime adaptation without human intervention is being progressively enabled, allowing them
to take their own decisions at runtime. This type of systems is known, in general, as self-
adaptive, and are able, among others, of self-configuration, self-optimisation and self-repair.

Traditionally, the soft part of a system has mostly been so far the only place to provide
systems with some degree of adaptation capabilities. However, the performance to power ratios
of software driven devices like microprocessors are not adequate for embedded systems in
many situations. In this scenario, the resulting rise in applications complexity is being partly
addressed by rising devices complexity in the form of multi and many core devices; but sadly,
this keeps on increasing power consumption. Besides, design methodologies have not been
improved accordingly to completely leverage the available computational power from all these
cores. Altogether, these factors make that the computing demands new applications pose are
not being wholly satisfied.

The traditional solution to improve performance to power ratios has been the switch to
hardware driven specifications, mainly using ASICs. However, their costs are highly prohibitive
except for some mass production cases and besidesthe static nature of its structure complicates
the solution to the adaptation needs. The advancements in fabrication technologies have made
that the once slow, small FPGA used as glue logic in bigger systems, had grown to be a very
powerful, reconfigurable computing device with a vast amount of computational logic resources
and embedded, hardened signal and general purpose processing cores. Its reconfiguration
capabilities have enabled software-like flexibility to be combined with hardware-like computing
performance, which has the potential to cause a paradigm shift in computer architecture since
hardware cannot be considered as static anymore. This is so, since, as is the case with SRAM-
based FPGAs, Dynamic Partial Reconfiguration (DPR) is possible. This means that subsets of
the FPGA computational resources can now be changed (reconfigured) at runtime while the
rest remains active. Besides, this reconfiguration process can be triggered internally by the
device itself. This technological boost in reconfigurable hardware devices is actually covered
under the field known as Reconfigurable Computing (RC).
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One of the most exotic fields of application that Reconfigurable Computing has enabled
is the known as Evolvable Hardware (EHW), in which this dissertation is framed. The main
idea behind the concept is turning hardware that is adaptable through reconfiguration into an
evolvable entity subject to the forces of an evolutionary process, inspired by that of natural,
biological species, that guides the direction of change. It is yet another application of the field
of Evolutionary Computation (EC), which comprises a set of global optimisation algorithms
known as Evolutionary Algorithms (EAs), considered as universal problem solvers. In analogy
to the biological process of evolution, in EHW the subject of evolution is a population of circuits
that tries to get adapted to its surrounding environment by progressively getting better fitted to
it generation after generation. Individuals become circuit configurations representing bitstreams
that feature reconfigurable circuit descriptions. By selecting those that behave better, i.e., with a
higher fitness value after being evaluated, and using them as parents of the following generation,
the EA creates a new offspring population by using so called genetic operators like mutation
and recombination. As generations succeed one another, the whole population is expected to
approach to the optimum solution to the problem of finding an adequate circuit configuration
that fulfils system objectives.

The state of reconfiguration technology after Xilinx XC6200 FPGA family was discontinued
and replaced by Virtex families in the late 90s, was a major obstacle for advancements in EHW;
closed (non publicly known) bitstream formats; dependence on manufacturer tools with highly
limiting support of DPR; slow speed of reconfiguration; and random bitstream modifications
being potentially hazardous for device integrity, are some of these reasons. However, a proposal
in the first 2000s allowed to keep investigating in this field while DPR technology kept
maturing, the Virtual Reconfigurable Circuit (VRC). In essence, a VRC in an FPGA is a virtual
layer acting as an application specific reconfigurable circuit on top of an FPGA fabric that
reduces the complexity of the reconfiguration process and increases its speed (compared to
native reconfiguration). It is an array of computational nodes specified using standard HDL
descriptions that define ad-hoc reconfigurable resources; routing multiplexers and a set of
configurable processing elements, each one containing all the required functions, which are
selectable through functionality multiplexers as in microprocessor ALUs. A large register acts
as configuration memory, so VRC reconfiguration is very fast given it only involves writing this
register, which drives the selection signals of the set of multiplexers. However, large overheads
are introduced by this virtual layer; an area overhead due to the simultaneous implementation
of every function in every node of the array plus the multiplexers, and a delay overhead due
to the multiplexers, which also reduces maximum frequency of operation.

The very nature of Evolvable Hardware, able to optimise its own computational behaviour,
makes it a good candidate to advance research in self-adaptive systems. Combining a self-
reconfigurable computing substrate able to be dynamically changed at runtime with an
embedded algorithm that provides a direction for change, can help fulfilling requirements
for autonomous lifetime adaptation of FPGA-based embedded systems. The main proposal
of this thesis is hence directed to contribute to autonomous self-adaptation of the underlying
computational hardware of FPGA-based embedded systems by means of Evolvable Hardware.
This is tackled by considering that the computational behaviour of a system can be modified
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by changing any of its two constituent parts: an underlying hard structure and a set of soft
parameters. Two main lines of work derive from this distinction. On one side, parametric
self-adaptation and, on the other side, structural self-adaptation.

The goal pursued in the case of parametric self-adaptation is the implementation of complex
evolutionary optimisation techniques in resource constrained embedded systems for online parameter
adaptation of signal processing circuits. The application selected as proof of concept is the
optimisation of Discrete Wavelet Transforms (DWT) filters coefficients for very specific types of
images, oriented to image compression. Hence, adaptive and improved compression efficiency,
as compared to standard techniques, is the required goal of evolution. The main quest lies
in reducing the supercomputing resources reported in previous works for the optimisation
process in order to make it suitable for embedded systems.

Regarding structural self-adaptation, the thesis goal is the implementation of self-adaptive
circuits in FPGA-based evolvable systems through an efficient use of native reconfiguration capabilities.
In this case, evolution of image processing tasks such as filtering of unknown and changing
types of noise and edge detection are the selected proofs of concept. In general, evolving
unknown image processing behaviours (within a certain complexity range) at design time is
the required goal. In this case, the mission of the proposal is the incorporation of DPR in EHW
to evolve a systolic array architecture adaptable through reconfiguration whose evolvability
had not been previously checked.

In order to achieve the two stated goals, this thesis originally proposes an evolvable
platform that integrates an Adaptation Engine (AE), a Reconfiguration Engine (RE) and an
adaptable Computing Engine (CE). In the case of parametric adaptation, the proposed platform
is characterised by:

• a CE featuring a DWT hardware processing core adaptable through reconfigurable
registers that holds wavelet filters coefficients.

• an evolutionary algorithm as AE that searches for candidate wavelet filters through a
parametric optimisation process specifically developed for systems featured by scarce
computing resources.

• a new, simplified mutation operator for the selected EA, that together with a fast
evaluation mechanism of candidate wavelet filters derived from existing literature, assures
the feasibility of the evolutionary search involved in wavelets adaptation.

In the case of structural adaptation, the platform proposal takes the form of:

• a CE based on a reconfigurable 2D systolic array template composed of reconfigurable
processing nodes.

• an evolutionary algorithm as AE that searches for candidate configurations of the array
using a set of computational functionalities for the nodes available in a runtime accessible
library.

• a hardware RE that exploits native DPR capabilities of FPGAs and makes an efficient use
of the available reconfigurable resources of the device to change the behaviour of the CE
at runtime.
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• a library of reconfigurable processing elements featured by position-independent partial
bitstreams used as the set of available configurations for the processing nodes of the array.

Main contributions of this thesis can be summarised in the following list.

• An FPGA-based evolvable platform for parametric and structural self-adaptation of
embedded systems composed of a Computing Engine, an evolutionary Adaptation Engine
and a Reconfiguration Engine. This platform is further developed and tailored for both
parametric and structural self-adaptation.

• Regarding parametric self-adaptation, main contributions are:

– A CE adaptable through reconfigurable registers that enables parametric adaptation
of the coefficients of an adaptive hardware implementation of a DWT core.

– An AE based on an Evolutionary Algorithm specifically developed for numerical
optimisation applied to wavelet filter coefficients in resource constrained embedded
systems.

– A runtime self-adaptive DWT IP core for embedded systems that allows for
online optimisation of transform performance for image compression for specific
deployment environments characterised by different types of input signals.

– A software model and hardware implementation of a tool for the automatic,
evolutionary construction of custom wavelet transforms.

• Lastly, regarding structural self-adaptation, main contributions are:

– A CE adaptable through native FPGA fabric reconfiguration featured by a two
dimensional systolic array template of reconfigurable processing nodes. Different
processing behaviours can be automatically mapped in the array by using a library
of simple reconfigurable processing elements.

– Definition of a library of such processing elements suited for autonomous runtime
synthesis of different image processing tasks.

– Efficient incorporation of DPR in EHW systems, overcoming main drawbacks from
the previous approach of virtual reconfigurable circuits. Implementation details for
both approaches are also originally compared in this work.

– A fault tolerant, self-healing platform that enables online functional recovery in
hazardous environments. The platform has been characterised from a fault tolerance
perspective: fault models at FPGA CLB level and processing elements level are
proposed, and using the RE, a systematic fault analysis for one fault in every
processing element and for two accumulated faults is done.

– A dynamic filtering quality platform that permits on-line adaptation to different
types of noise and different computing behaviours considering the available
computing resources. On one side, non-destructive filters are evolved, enabling
scalable cascaded filtering schemes; and on the other, size-scalable filters are also
evolved considering dynamically changing computational filtering requirements.

This dissertation is organized in four parts and nine chapters. First part contains
chapter 1, the introduction to and motivation of this PhD work. Following, the reference
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framework in which this dissertation is framed is analysed in the second part: chapter
2 features an introduction to the notions of self-adaptation and autonomic computing as
a more general research field to the very specific one of this work; chapter 3 introduces
evolutionary computation as the technique to drive adaptation; chapter 4 analyses platforms for
reconfigurable computing as the technology to hold self-adaptive hardware; and finally chapter
5 defines, classifies and surveys the field of Evolvable Hardware. Third part of the work follows,
which contains the proposal, development and results obtained: while chapter 6 contains an
statement of the thesis goals and the description of the proposal as a whole, chapters 7 and
8 address parametric and structural self-adaptation, respectively. Finally, chapter 9 in part 4

concludes the work and describes future research paths.
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Part I

INTRODUCTION





This introductory part gives an insight into the field of research addressed in this PhD work and

therefore explains the reasons to contribute to it. First, a basic overview of related concepts is given.

This includes Autonomy, Self-Adaptation and Bio-Inspiration (bio-inspired engineering). After that,

Evolvable Hardware is introduced as the main conducting line and field of research of this work. Three

simple questions are implicitly addressed in this initial discussion, which relate to the type of systems

involved: what kind of systems are to be built, why to build them, and how to build them. The answers

to these questions is what sets the basis to identify the basic techniques and technologies needed

to undertake the task of building self-adaptive hardware embedded systems. A short discussion on

possible target applications follows, right before highlighting the outline of the dissertation, where the

structure of the document and the main research lines followed are depicted.





1
Introduction and Motivation

1.1 An Approach to Adaptive Embedded Systems

Embedded systems engineering is nowadays facing an enormous challenge derived from
the ever increasing demand for highly versatile electronic devices, which need to be able
to adapt to very diverse and dynamic operating conditions and environments. One of the
main contributing factors that has made this situation a reality is the great advance in process
technologies, which has offered a whole new plethora of highly capable computing devices.
However, the underlying design complexity has also increased exponentially, in order to use
the available processing power in these new devices and to tackle the complexity of novel
embedded applications. Highly stringent requirements, which sometimes oppose each other,
are imposed to modern embedded systems: operation in “dynamic and highly unpredictable
real world environments”, “very computationally expensive algorithms”, design constraints
affecting “cost, size, real-time capabilities and power consumption“ [Wildermann 2012]. As a
consequence, traditional resource constraints of embedded systems such as battery life, memory
and computational power have reached a new dimension [Otero 2014], which is, somehow,
limiting, thereby reducing the actually available processing power.

Besides, those embedded systems that used to be specific-purpose computers meant to fulfill
just one particular functionality during their lifetime, are now progressively being demanded
to be able to adapt in the presence of changes. These changes can be divided in changes in the
input data characteristics (the environment), changes in the platform (the system itself, e.g., to
recover from faults) and even changes in the functional specification (system objectives). The
type of changes that systems are progressively being required to respond to, undoubtedly leads
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to a need for (system) adaptation. Therefore, self-adaptation arises as a promising concept to
tackle this problem, which can provide systems with mechanisms to adapt themselves without
human intervention.

Considering the type of changes mentioned, several motivations can be argued to motivate
building self-adaptive systems. In general, providing systems with context-awareness features
allows for more flexible computational capabilities to be specified according to changes in
system environment. Specifically, how to increase reliability and fault tolerance has been an
active field of research for many years now and it could clearly benefit from self-adaptation.
Another motivation is providing systems with some form of functionality modification or even
the incorporation of a new one, either by an external user or by systems themselves. Besides,
maintaining a target overall performance or adjusting it accordingly to some other parameter,
is also a motivation whenever the computational power to energy consumption ratio has to be
observed. This last feature might be referred to as resource-aware adaptation, since the use
of the available computing resources is optimized in order to serve a higher level goal, such
as maintaining Quality of Service (QoS), extending battery life, responding to varying task
priorities, etc.

Due to the inherent static nature of hardware as it was known not that long ago, it has
traditionally been software-related research fields that have tackled aspects such as adaptation
and flexibility of systems. However, since the advent of modern reconfigurable devices such
as Field Programmable Gate Arrays (FPGAs), it is now possible to consider hardware as being
flexible too. This allows to combine hardware processing performance (its performance-to-
power ratio) with traditional software flexibility. Nowadays, thanks to the great advances in
fabrication technologies of integrated circuits, devices with not only an extremely high scale
of integration, but with (hardware) reconfiguration capabilities are available. This means that
a circuit might be able to change the function it performs during its operational life rather
than remaining static as traditional Application-Specific Integrated Circuits (ASICs) used to
do. Besides, possibilities are even more interesting since this reconfiguration process can be
executed dynamically by the system itself while it is online, without the need for human
intervention. In any case, the biggest advantage of today’s reconfigurable devices lies in its
ability to modify just a part of its structure while the remainder is kept online, operating as
in normal conditions. This partial reconfiguration feature has opened new and interesting
research opportunities. In order to embrace the use of reconfigurable devices described in
this paragraph under a common umbrella, which covers this new approach to hardware
design featured by flexibility, the term Reconfigurable Computing (RC) was coined [Bobda
2007; Cardoso et al. 2011; Gokhale et al. 2005; Hauck et al. 2007; Koch 2013].

The flexibility offered by a reconfigurable hardware substrate able to hold any circuit fitting
in the device, opens a vast field of possibilities. For example, if the resources available within the
substrate of a reconfigurable device are shared among different tasks, a smaller device featuring
less resources can be used in order to reduce cost. Besides, it also allows changing system
behaviour during its lifetime by adding new tasks or updating the existing ones. This situation
might be interesting in case of changes in the input data or of changes in the device itself in
the form of faults. It also allows to think of other scenarios where a more aggressive dynamic
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strategy of resource usage can be exploited. This would be the case in which a very diverse
set of constraints are considered at runtime to enable an overall, continuous, multi-objective
optimization of system performance: dynamic QoS, dynamic energy management, dynamic
adaptation to input signals, online self-healing, etc. Again, considering the high uncertainty
of the operating environments where systems might be deployed (which is often not even
tractable for environments being completely unknown at design time, as is the case with most
space systems), self-adaptation reveals itself as a must.

A strong research effort (to be introduced in the following chapters) in autonomous, self-
adaptive, embedded systems can be recognized in the community, as it is evident by the
increasingly numerous presence of this topic in various conferences and journals. Traditional
journals and conferences dealing with hardware design in a broad sense, are now boosting
system adaptation related contributions (both at hardware and software level). In order to reach
satisfactory results, it seems evident that research in autonomous embedded systems should
be faced in a holistic manner, and therefore integrate the three main constituent aspects of a
system when providing it with self-adaptation capabilities:

• Hardware architecture
• Operating software
• Energy supply

It is the correct integration of these three key building pillars of any system that will make
qualitative and quantitative advances possible within this research effort, making system self-
adaptation a probably not so far outcome. The need for a coordinated effort is made evident in
case such complex systems as space exploration systems are considered. An interesting work
describing the experience of endowing NASA spacecraft operations and exploration systems
with an autonomous capacity of operation can be found in [Truszkowski et al. 2010]. Authors
try to identify the software concepts required to achieve greater degrees of autonomy in future
NASA space missions, analysing available technologies and applications such as cooperative
spacecraft constellations. However, once the need for adaptation is clear, and the state of the
art technology seems to be able to give some preliminary support to implement such features,
an important first issue arises that involves how to manage these adaptation capabilities: what
techniques are to be used to drive the adaptation change, and, what technologies are to structurally
support that change. One of the possible answers to these questions is what this PhD work
aims to address.
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1.2 Autonomy, Self-Adaptation and Bio-Inspiration

According to its etymological origin, as found in Oxford University Press [2014a], Autonomy
comes from an early 17th century Greek word, autonomia, from autonomos as ’having its own
laws’, from autos ’self’ + nomos ’law’. Oxford Reference dictionary defines Autonomy [Oxford
University Press 2014c] as:

“Free will; self-governing, ability of a person or a group to choose a course of action”

It is possible to deepen into its meaning as the following Oxford Dictionaries entries [Oxford
University Press 2014a] show:

“1. The right or condition of self-government”
“1.2. Freedom from external control or influence; independence”

Besides, it is also interesting to consider the following entry found in Oxford Learner’s
Dictionaries [Oxford University Press 2014b]:

“2 the ability to act and make decisions without being controlled by anyone else”

An interesting nuance can be extracted from the medical definition of Autonomy found in
Merrian-Webster [Merriam-Webster, Inc. 2014] dictionary:

“2: independence from the organism as a whole in the capacity of a part for growth, reactivity,
or responsiveness”

From all these definitions several terms can be extracted as follows:

• self-governing
• freedom
• no external control
• decision making
• capacity of action
• reactivity
• responsiveness

The concept of self (as in one’s self), as will be addressed later, is a paramount term involved
in defining autonomy as a design goal for systems. Its importance comes from the sense of
introspection that it contributes to System’s Engineering terminology, and thus to what might
be demanded from human-engineered systems. If all these terms are combined together to
synthesise an ad-hoc defining phrase for what an autonomous system should resemble, as
viewed by this author within the scope of this work, it may be stated1 that:

1Just to clarify, it is the author of this work who states this, i.e., “I state that [. . .]”.
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Whenever a system faces a need for responsiveness, due to an unexpected issue at
any given time, a self-governing feature is unmistakably shown by it, if; within the
decision making process that follows after building awareness of the situation, no
external control intervenes at all for the system to get adapted, and hence complete
the act of reactivity. This course of action clearly evidences freedom (a certain degree
of) as a consequence of putting capacity of action into practice in such a context.

As this dissertation follows, it will be shown how all these terms, including awareness2, and
the phrase as such, practically mirror the formal definitions found in the literature dealing
with autonomy and self-adaptation of systems, specifically that of Autonomic Computing (AC)
[Parashar et al. 2005; Sterritt 2005].

In the scope of this PhD work, autonomy is concerned so far with capability of the systems
to operate without human intervention. Letting the energy autonomy aside for not being the scope
of this work, it is mostly computer scientists researching in Artificial Intelligence (AI) that
have led the effort in building some degree of intelligence within systems, by programming
certain models of intelligence in the software stack of the system in order to provide them with
autonomy. These are tools and methods conceived from a high abstraction level, far from the
implementation details typically addressed within the hardware community.

There exist numerous approaches to abstract the concept of intelligence so as to adapt
it to an artificial system. A recurrent strategy is to mimic nature behaviour, that of natural,
biological systems in order to interpret its very essence and adapt it to artificial, non-natural,
human-engineered systems. It is from this observation, interpretation and modelling process
that the term bio-inspiration is coined. However, caution needs to be observed when dealing
with it, since the biological process under observation is adapted from the natural domain
of living systems to the artificial domain of silicon computing, and therefore some (probably
many) features are lost in the modelling process accomplished. This is also due in part to the
mandatory simplification in terms of the required computing complexity needed to execute
the models.

Self resources, as in one’s own resources, and the ability to correctly manage them, are
one of the key autonomy-enabling features. In order to be autonomous, any living being
must be able to face life by itself, which involves being able to solve its own issues and
assuming responsibility for any action taken. Artificial systems are way no different, so some,
yet undefined in this work, self-* features, or resources, must be at their disposal for autonomy
to emerge. These features shall deeply belong to and be freely managed by systems themselves.
However, these characteristics are not yet a reality in most cases, but just a research horizon.

It was IBM [Horn 2001] that suggested the concept and ideas behind AC [Parashar et al.
2005; Sterritt 2005]. Since then, several research efforts have been arising that deal with the
subject as shown by Huebscher et al. [2008]. Their work features a survey on AC-based systems,
introducing models proposed to give support to autonomic management and forecasting some
fields of future applications, such as: (i) power management in domains such as data centres

2The term awareness has not yet appeared neither in these definitions, nor in the text, but it is an intrinsic feature
of self-adaptive, autonomous, computing systems as will be shown in Chapter 2.
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and Wireless Sensor Networks (WSNs); (ii) data centres, clusters and GRID computing systems,
where the focus is set on dynamic resource management and system administration; (iii)
ubiquitous computing that has contributed to the emergence of WSNs, where most of the
emergent self-management has focused on ad-hoc routing and networking. Another interesting
work showing the emergence of AC is Dobson et al. [2006], in which a survey of autonomic
communications is conducted, and, also, emerging trends and techniques are identified and
analysed. In any case, the field is highly active with the concepts introduced being used in
different domains, and the degree of progress of the initiative periodically checked [Dobson
et al. 2010]. Within this PhD work, AC is seen as a wider research effort that constitutes an
enabling framework for self-adaptation of systems from a very general point of view. However,
the proposals found herein do not specifically address AC as such, but just aim to contribute
to self-adaptive embedded systems by researching into hardware self-adaptation.

In relation to adaptation of systems, back in the late fifties Aseltine et al. [1958] already
claimed, focused in adaptive control systems, that:

“Adaptation – the ability of self-adjustment or self-modification in accordance with
changing conditions of environment or structure – is a fundamental attribute of
living organisms. It is certainly a desirable attribute for a machine.”

This desirable attribute for a machine that Aseltine et al. already envisioned and linked with
biological systems, has been exercised since then, and several approaches have been developed.
Salehie et al. [2009] discuss that, within the developing phase and operating phase of a system,
six questions need to be answered in order to elicit adaptation requirements, viz. Where, When,
What, Why, Who and How. Specifically, they claim that, in general, within the operating phase,
typical questions are “where the source of need for a change is, what needs to be changed,
and when and how it is better to be changed”. As the authors follow, depending on how the
adaptation problem is approached and what type of adaptation is needed, is what determines
the answers to these questions. However, partly due to what is addressable in a single PhD
dissertation, in the context of this work, it is not the specific answers to these questions what is
sought, but the capability to react when that need for change is detected, whichever the answers
to them were. In any case, some of these questions are really aligned with this work, so trying
to offer an answer to them herein, as a first approach that explicitly does not consider other
implications, assists in laying out the proposal.

Who and Why is going to address the change suggest a simple answer: it is the system itself
in order to enable self-adaptation. Where the need to change comes from is important, but there
exist techniques that could somehow be featured as to enable the possibility to abstract from the
origin: whether it is a fault, or a change in the input signal characteristics, or even a change in
the specification, a drop in system performance will follow. What needs to be changed is herein
restricted to the system component specifically designed to be adapted (as will be addressed in
relevant proposal chapters). Answering the When and How, this situation can be detected by a
system by triggering a self-checking procedure defined and scheduled in the developing phase.
Consequently, its fitness, understood as a measure of how well adapted to its environment and
how well performing in the fulfilment of its objectives a system is, shall deteriorate. At this
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time, it might enter into a state that allows it to evolve in order to achieve self-adaptation.

Since the target of this adaptation process is in fact the optimisation of the system according
to the aforementioned fitness, the source (if any) that triggered the process, is up to some
extent, irrelevant, as long as adaptation is actually accomplished. One of such techniques that
enables to abstract from the origin of the changes that make a system needs to get adapted,
is Evolutionary Computation (EC) [De Jong 2006; Eiben et al. 2003; Fogel 2006], which is the
selected set of methods to drive adaptation in this work. EC is a set of global optimisation
algorithms, inspired by biological evolution and considered as universal problem solvers, that
contains the information of the particular application addressed encoded somehow within an
objective quality function that measures fitness. As the natural process of evolution in nature
accomplishes for biological species, simulated evolution in silicon will proceed independently
of where the change (necessity to adapt) comes from, as its only mission is making life
prevail (survival), by increasingly adapting the population of entities (natural or artificial) to
the surrounding environment.

Nature has produced astonishing results after millions and millions of years of evolution of
species. Whether the involved systems are as complex as homo sapiens or as simple as bacteria or
even unicellular organisms, all of them share a common feature: adaptation to its environment
in such a degree that has allowed survival. Examples taken from nature reveal how far any
human-engineered system is in terms of what in adaptation capabilities has evolution achieved
[Bentley 1999].

Highly specialised forms of communication have evolved along with species. Individual
behaviours, hence probably insignificant, make intelligent collective behaviours emerge. Such
is the case, for example, of ant colonies, which communicate with each other using pheromones
to indicate primary situations such as food or danger. Besides, individual organisms also show
great recovery capabilities. Geckos, some sea-stars, among others, are able to recover from
literally losing a considerable part of their bodies and regenerate those lost parts. Also us,
humans, have a highly complex immune system that is continually improving and acquiring
new knowledge each time we recover from a disease. These are for sure desired properties for
artificial, human-engineered systems as already introduced before according to Aseltine et al.
[1958].

Consequently, it does not surprise that nature had always been the main source of inspiration
for as humans to build artificial systems. So much so, that a whole scientific branch has emerged
to embrace its study; Natural Computing (NC). It comprises three main methods [Nunes de
Castro 2007]:

• Nature as a source of inspiration for computing algorithms (bio-inspired computing)
• Natural materials as computing substrates
• Computation to synthesise natural behaviours and phenomena

As a nature-inspired model of computation, EC is part of the more ample bio-inspired
computing paradigm. Inspired on Darwin’s principles of natural evolution of species, EC
is a problem-solving technique that mimics the biological process of evolution in order to,
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among others, solve the problem of system optimisation and adaptation. It mostly involves
metaheuristic optimisation algorithms, known as a whole as Evolutionary Algorithms (EAs).
Other fields within NC are [Rozenberg et al. 2012]: (i) bio-inspired models of computation such
as swarm intelligence, ant colony optimisation, particle swarm optimisation, artificial immune
systems, cultural algorithms, self-organisation, cellular automata, membrane computing and
neural computing (Artificial Neural Networks (ANNs)), among others; (ii) as for the second
method, which encompasses nature-inspired hardware, molecular computing and quantum
computing are its two major exponents; and lastly (iii) artificial life is the field that covers the
synthesis of nature-inspired behaviours.

The aforementioned human-independent features, required for modern systems with
unattended adaptation capabilities, shall push research topics in Systems Engineering towards
techniques and technologies that provide an increasing degree of autonomy. In such a case,
where systems are able to run autonomously throughout their operational life, adaptation is
a must. And if this adaptation is needed to be accomplished without human intervention, is
when self-adaptive systems must emerge. Therefore, those systems deployed in unreachable or
dangerous environments, which are difficult or very expensive to maintain shall clearly benefit
from these self-adaptation features. In this case, recovery from faults or degradation as well as
an adequate response to changes in system’s environment or in its specifications is required.

It is important to note how the discussion above clearly points not only to the
aforementioned terms pertaining autonomy, but to robustness, flexibility and reusability, which
also define some of the main motivations around the initiative of building self-adaptive systems.

As mentioned in section 1.1, three main aspects of a computational system might be
considered in order to approach the issue of implementing autonomy features. One of them
is the underlying hardware architecture, i.e., the substrate where computation takes place.
On top of it, a second aspect to be considered is the computation itself, i.e., the algorithms
running on that processing substrate and how they are implemented (whether as hardware
or software). And last but not least, the required energy needed to be supplied to the device
so that computations can take place, i.e., the power supply sub-system. It is important to note
again that the scope of this PhD work focuses on researching around a combination of some
of the available techniques and technologies able to provide adaptation rather than on energy
management or energy efficiency in the underlying computational hardware or operational
system software.
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1.3 Evolvable Hardware (EHW)

Within the described scenario, it is a fact that Electrical and Electronic Engineering and
Computer Science (their merge, since the real border is rather more unclear each time) are
two of the main disciplines that helped in building the foundations of this new technological
era. Both knowledge branches seem to share, among others, a clear objective: how to build more-
and-more-human-independent systems each time. And Electronics has a lot to say in here: building
the required processing platforms (technologies) to implement the architectures that Computing
needs to run their algorithms (techniques).

EAs have successfully been applied as automatic problem solvers to a myriad of different
situations, as the variety of publications focusing on this topic demonstrates (for an EC-centric
discussion see Chapter 3). So has been its application (mainly in the last two decades) to the
design of hardware by means of EAs (instead of using the traditional design methods), which
sets as goal of evolution to find a suitable circuit able to perform a given processing task. In
fact, it is yet another search over a specific (search) space, but focused in the design of a suitable
circuit architecture and/or the optimisation of an associated set of parameters; this discipline
has been termed as evolutionary design of electronic circuits or evolvable hardware [Sekanina
2012]. Therefore, the standard design process is replaced by the design of an algorithm able to
design the circuit itself given a set of goals. This has the advantage of exploring the design space
in a different, more automatic, way not constrained by designers’ knowledge or reasonable and
traditional design techniques; probably obtaining valid results which may, however, challenge
conventional human logic design rules.

If the aforementioned advantages of modern reconfigurable devices are merged with EAs
and applied to electronic circuit design, or online circuit adaptation, this new species of evolvable
hardware arises. A standard taxonomy for the classification of these computing systems does
not yet exist, so terms are sometimes confusing: evolvable hardware, evolutionary electronics
and evolutionary design of electronic circuits are some of the most common expressions usually
found in relevant literature. In any case, Evolvable Hardware (EHW) is usually the most
common and global term used to mean the whole field.

By observation of the process of natural evolution, it can be extracted that parents produce
new children whose physical features are derived from those of their ancestors. When
reproduction takes place, the parent’s genetic material gets recombined into the new offspring,
which shall eventually lead to the introduction of beneficial traits in the population. During this
process, some random mutations might also occur in the genetic code of the offspring, which
might in turn become convenient too, so as to produce better fitted individuals, hence increasing
the chance this new genetic information spreads throughout the population. Therefore, some
of the individuals of this new generation might eventually come to be better adapted to their
environment than their parents and the rest of the new population. As Darwin laws established
after observation, those individuals better fitted to their environment have a higher chance to
survive and so become parents for the next generation. Hence, after a selection process where
those individuals better fitted have a higher probability of becoming parents, a new offspring,
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partly derived from that beneficial genetic code, is created from them. This iterative process
continues from generation to generation, ultimately leading to an increasingly better fitted
population.

Mimicking this process of natural evolution, in simulated evolution of electronic circuits,
individuals become circuit configurations: bitstreams (chromosomes in EA jargon) featuring
circuit descriptions. Each of the individuals of the new population is mapped into a
reconfigurable device, i.e., the device is reconfigured with the chromosome of each individual
and evaluated using a set of input stimuli. This process assigns a fitness value to each individual
of the population, i.e., to each candidate circuit configuration. As in the biological process of
evolution, those configurations exhibiting a better fitness value (better fitted to the environment)
have a higher chance to become parents of the next generation. Finally, genetic operators are
applied to this new set of parents and a new population created. It is expected that after a
certain number of generations, the whole population will exhibit an improved fitness and one
or various individuals feature a near-optimal or even the optimum solution. In any case, after
a certain number of generations has been reached or any other criterion such as an objective
fitness achieved, evolution is terminated. This evolutionary loop can be observed in Figure 1.1.
The process of measuring fitness, the fitness function, which yields the figure that tags the
degree of adaptation of each individual (each candidate circuit), contains the information of
the problem specification. This function typically includes behavioural requirements such as
the correct functionality of the system. Besides, other non-behavioural requirements are often
considered, such as size, power consumption or speed of the resulting candidate circuit.

As Greenwood et al. [2006] state, the main objective of this new species of hardware is the
development of flexible, robust systems able to survive by themselves. In an ideal scenario,
they are capable of autonomous self-configuration, self-tuning, and self-repair. By having these
features, they could adaptively change themselves through reconfiguration, in order to achieve
the required goals while autonomously optimising their computational behaviour in the process.
This adaptation through reconfiguration could also confer them the ability to survive in the
presence of faults and degradation due to harsh environments, ageing and other unpredicted
destructive events. Besides, these systems shall also be able to self-modify its computational
behaviour by autonomously synthesising new processing tasks that lead to the fulfilment
of newly required goals. EHW techniques have already been proved successful in automated
design, automated calibration and tuning, and in-field adaptation of hardware systems, sensing,
control and robotics. Besides, it has been successfully applied to assist in the design of electronic
systems. The field is surveyed in Chapter 5.
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Figure 1.1: Evolvable hardware. Adapted from Sekanina [2012]. Electronic circuit descriptions encoded as
bitstreams feature a population of candidate circuit configurations that are mapped into a reconfigurable device.
This way, the whole population of individuals is evaluated using a fitness function. A selection operator chooses
among the whole population those individuals that will be used as parents of the new population. The best performing
(best fitted) ones are given a higher chance to survive and therefore to reproduce, passing this way their genetic
information to the new offspring generation. This new generation is evaluated again and it is expected to be better
fitted as a whole, compared to the previous generation. This process is repeated until a stop criterion is met, eventually
obtaining a circuit that satisfies the required specification. Alternatively, evolution might be somehow kept active for
continuous system adaptation.
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1.4 Target Applications and Systems for EHW

Scientific knowledge expansion has boosted great technological advances over the last century,
which has made a great potential for a high degree of progress to the human being existence
to emerge. The meaning of progress that is used here can be seen from two points of view:
one being understood as humans quitting from doing alienating and dangerous jobs and the
other as the possibility of accomplishing other more complex tasks that were not technically
possible before and which are directed to satisfy the natural human curiosity, mainly involving
scientific projects/missions.

It is becoming increasingly possible to imagine a world in which it is not us, humans, who
accomplish certain tasks, but machines, that gain the ability to free us from doing those tasks.
Repetitive, dangerous, alienating, complicated, expensive, impossible tasks for human beings
are progressively being assumed by those artificial beings that operate, up to a certain extent,
autonomously.

In order to solve the ever increasing demand on complexity and flexibility, which has already
been mentioned, providing embedded systems with self-adaptation features seems to be a must
for this chimera to become a reality. Since deployment may occur in very diverse environments
which may be even unknown at design time, it is very difficult to foresee all possible situations
that may arise during system’s lifetime.

Therefore, if systems are let to operate on their own, a self-adaptation mechanism must
be implemented within their inner core, which responds in the presence of changes in its
environment. This consideration should be taken into account from the very beginning of
system design, so that it becomes another integral part of the design requirements and hence
of subsequent system features. Hence, not only autonomous systems as a whole would benefit
from this approach, but, in general, any system (even human-operated ones) that may see its
operating conditions change from those specified at design time. This holds whether these
changes refer to the input data characteristics (which depend on the environment somehow),
to the system’s specification itself, or to the necessity to recover under the presence of faults
because of harsh environments or ageing effects.

The harsh environments where autonomous systems are usually deployed in, are sometimes
featured, among others, by highly ionizing radiations and extreme temperatures which greatly
affect device operation. This situation may get to the point of making them having their
functionality completely altered because of extreme low temperatures or even to cease its
operation completely [Stoica et al. 2004a]. Because of the given operating conditions, these
systems usually don’t have spare hardware resources to be used in case of a failure in the main
system. This is given due to the strict limitations of space and weight most space systems (and
not only these, also other systems operating within the Earth) have. For these reasons, and
taking into account the extended periods of time they should be online, a tremendous fault
tolerance capacity is required from them.

In general, autonomous systems that are beyond physical reach to be repaired, for example
for being involved in deep space exploration missions, or those systems unable to communicate
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a failure condition because of their location, as well as Unmanned Aerial Vehicles (UAVs)
(unmanned vehicles in general), shall also benefit from the fault tolerance capabilities that AC
promises to bring.

A special mention needs to be done to robotic systems, which is also a field of study that
could take a great advantage of the developments made around self-adaptive systems. This
field is already known as evolutionary robotics. A paradigmatic scenario that illustrates this
very clearly is when any robot is deployed and leave unattended. Consider a spider robot sent
into a mission to explore inaccessible terrains (extraterrestrial or not) for humans. Since the
environment is completely unknown and might pose extreme conditions for operation, it is not
difficult to imagine a situation in which the robot may fall into a hole. This spider robot, which
initially just knows how to walk, could eventually learn to climb (as long as its mechanical
systems are flexible enough for it) in following its target that makes it evolve in order to reach
it. A similar issue may happen in case the robot loses one of its legs, so it could re-learn to walk
in a different way. A simpler complication that may face a robotic system is a failure in one or
more of its sensing devices used for navigation. Several examples can be found in the literature
dealing with evolutionary autonomous robot navigation, based on EHW controllers.

However, not only the kind of systems already mentioned that are usually involved in highly
scientific projects are to be benefited from self-adaptation. Other systems such as mobile devices
(in general, ubiquitous computing devices) in this new multimedia-oriented world, demand
high performance signal processing capabilities, such as still image and video processing. For
these reasons, compression standards require more capability of signal (image, video, etc.)
compression. Traditional implementations of image compression algorithms, whether they are
conceived for small computing devices or bigger systems such as medical or industrial image
vision systems, lack an adaptation capability that is gaining importance. Computer vision and
image processing systems are characterised by a common high degree of uncertainty as long
as they are conceived to stimulate the human visual sense, since the perception as a good or bad
quality of an image is usually subjective for each receiver. Or, to say the least, extremely difficult
to quantify using standard, objective, measurement procedures. Therefore, and because EAs
are very well suited to deal with high degrees of uncertainty, image processing applications
shall greatly benefit from EHW techniques. This is why image processing is the chosen target
application to demonstrate the concepts proposed in this PhD work.

Besides from image processing as application domain, motivation was also aimed at an
efficient exploitation of newly native reconfiguration techniques available in mainstream FPGAs.
Their dynamic and partial reconfiguration capabilities allow for implementing more efficient
systems in terms of size, since different modules can be plugged in or out during system
execution, without halting its operation. This allows for the reuse of the available computing
resources. And not only that, but also size-scalable processing cores might be specified and
reconfigured in the device, so as to, for example, answering different, dynamic processing
requirements such as power consumption, execution time and quality.

Part of the work accomplished herein makes use of the Dynamic Partial Reconfiguration
(DPR) tools and methodologies developed within the research group the author was enrolled
in during the development of this thesis. By using reconfigurable devices as the computing
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substrate, and evolutionary techniques as the change-driving force, the task of automatic,
online, circuit adaptation is accomplished. In any given electronic circuit (system in general) a
structure (architecture) and an associated set of parameters can be distinguished as their main
building parts. With this in mind, two main lines of work are defined for this thesis: Parametric
Adaptation, which deals with parameter optimisation, and Structural Adaptation that deals
with architectural modifications of the circuits [Upegui 2006]. Although reconfiguration might
also be used to give a solution to parameter adaptation needs, it is not the focus of this PhD
work. It is in order to accomplish the latter, structural adaptation, that DPR is used herein.
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1.5 Thesis Layout

The correct integration of the basic underlying techniques and technologies mentioned, namely,
DPR and EC, shall eventually mean a step forward in the quest for self-adaptive, autonomous
systems. Such systems are able to modify its architecture and behaviour dynamically and
autonomously by interacting with its environment. Therefore, as mentioned previously, systems
able to adapt to changing and/or unknown environments at design time can be implemented.
Besides, a certain degree of fault tolerance is expected: defects and failures in the device
substrate due to Integrated Circuit (IC) fabrication process yield, ionizing radiations or ageing
effects; integrated, data mined, sensory systems built with several sensors where one or more
of these fail; roving robots operating in hazardous environments full of unexpected terrain
conditions in which learning is a plus in case of restrictions in mobility due to, for example,
an artificial leg belonging to a spider robot (or any other part needed to make the robot move)
failing or breaking. Another interesting application are post-fabrication adjustments in some
system parameters, such as control systems (for prosthesis) that get adapted to “their guest”,
clock frequency and ad-hoc delays in certain paths to compensate for process variations, filter
coefficients, and so on [Higuchi et al. 2006].

All of them are clear examples of what this new species of hardware, EHW, might bring to
AC-based systems in case its promises are fulfilled. Contributing to this exciting and incipient
field of research is the main motivation of this PhD work. The exploration of the frontiers
between Electronic Engineering and Computer Science, and hence its merge and the boost
to Systems Engineering it is bringing, is a highly motivating factor to deepen into its study.
The work developed in this thesis makes use of the mentioned device technologies, DPR, and
techniques, EAs, to try to give a step forward in the field, and solve some of the still many open
questions.

In order to properly introduce the research effort carried out, this dissertation is structured
as follows. First, in Part II the underlying techniques and technologies involved are discussed in
order to set the theoretical basis implicated. It begins with a preamble on AC as an architectural
framework to build self-adaptive systems, which is included in Chapter 2. It might be argued
that since EHW and AC are (very) different research domains, which originate in different
research environments, considering them together in an analysis of the reference framework for
a work like this, is not a good idea for both being different and generating a lengthy introductory
part. However, since AC defines a conceptual (and architectural) framework that enables self-
adaptation, it is the belief of the author of this dissertation that EHW can be situated within
this framework as one of the myriad of the necessary technologies that can give support to
the features required to obtain self-adaptation as understood by AC. So is the reason to put a
considerable amount of time and effort in including an analysis of a somewhat considered
unrelated field. Also, some very basic notions on how the behaviour of a system can be
defined and how to achieve adaptation through its modification, is included. This chapter
is finished showing some related works from the hardware community that have embraced
the AC paradigm in order to bring self-adaptation to embedded systems. The following two
chapters are devoted to offer an introduction to the required techniques and technologies
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that build the foundations of EHW, which arises from their merge. In that sense, Chapter 3

features a discussion on the concepts and methods proposed by EC, while Chapter 4 does
likewise with DPR capabilities of FPGAs as modern reconfigurable processing platforms. Once
all the foundations have been set forth, EHW is formally defined and a taxonomy included in
Chapter 5, along with a survey on the state of the art of the field.

After introducing the main concepts involved and surveying the field of study, Part III
contains the description of the work developed for this dissertation. Therefore, the work carried
out in this thesis is introduced accordingly and divided into the parametric and structural
adaptation branches mentioned. In Chapter 6, based on the preceding survey, a gap in the
current State of the Art (SoA) is found, so thesis objectives are formulated accordingly in order
to fill it up to solve some of the open questions in self-adaptation of systems in general, and in
EHW in particular.

Chapter 7 deals with parametric adaptation of FPGA-based evolvable systems. The
selected particular proof-of-concept application within image processing, adaptive wavelet
transforms, is conveniently introduced and motivated, and the SoA pertaining to this particular
application field, covered. Once the motivation and objectives are clear, the dissertation
proceeds with the description of the proposal to solve the requirement for continuous online
parameter adaptation in wavelet transforms in embedded systems. Solving the problem of
a parameter-only adaptation/optimisation might seem comparably easy to some readers.
From the point of view of EC, this is, in general, true, since optimisation does not involve
creating new designs/structures. Although the optimisation procedure itself might well need
supercomputing resources in order to perform an efficient search, it just deals with improving
a given underlying structure. However, structural adaptation may involve from (structural)
changes to a given structure, to the creation of completely new and different ones. In both
situations, new structures/designs are the outcome of the evolutionary process. It is precisely
in here, in the term new (as opposed to the numerical optimisation of an already working
structure), where the extra complexity lies. This is generally accepted within EC community. In
any case, this chapter proposes a highly tuned, hardware-friendly method conceived to achieve
self-adaptation of parameters in signal/image transforms in FPGA-based embedded systems,
using global optimisation algorithms such as EAs.

Chapter 8 deals with structural adaptation based on DPR. In a similar way to the
previous Chapter, the relevant state of the art is surveyed. In this case, the survey is not
guided by the application itself, but by the hardware adaptation requirements that wanted to
be fulfilled, discussing the relevant previous works, whether they focus on similar or different
applications. The complete field of EHW is surveyed in Chapter 5, so this chapter just points
out some of those previously discussed issues. The particular application within the image
processing field is then chosen so that the proposal is conveniently demonstrated. To achieve
the required online hardware adaptation, a reconfigurable architectural template based on a
2D systolic processing array is used, letting to evolution the task of designing the circuit that
satisfies the specifications. Several processing tasks are proposed to validate the suitability
of the proposal. This chapter constitutes the real merge between RC and EC within this
work, and was made possible thanks to the cooperation with other members of the research
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group, who actively and efficiently contributed to this work providing the required tools and
support needed for this dissertation to turn into a reality. They will be conveniently referenced
throughout the text.

Finally, Part IV concludes the dissertation in Chapter 9, which collects, categorises and
describes the main contributions accomplished in order to offer a complete and summarised
overview of the results obtained. The publications derived from this PhD work can be found in
this chapter too, as well as the main contributions associated to each of them. The dissertation
is closed with a description of the future research lines envisaged.





Part II

REFERENCE FRAMEWORK





Once a comprehensive introduction to this dissertation has been given in Chapter 1, this Part II

follows with the description of the reference framework in which this dissertation is framed. Chapter 2

includes a general overview on self-adaptive, Autonomic Computing systems in order to focus on the

wider research field in which this work is included.

The following chapters contain a description of the underlying algorithmic techniques and computing

technologies, i.e., devices, selected in order to provide systems with autonomy within this work,

without the need for external control. Hence, a description of Evolutionary Computation as the

adaptation technique embedded in the system and able to drive the required system changes, is

included in Chapter 3. Afterwards, the device technology with the required runtime and dynamic

capability of parameter and structure adaptation needed, FPGAs as adaptable, reconfigurable

computing devices, can be found in Chapter 4 that deals with Reconfigurable Computing. Therefore,

both the required algorithms mimicking the evolutionary process found in nature as a source of

adaptation, and the hardware substrates able to be changed at runtime without needing to stop the

entire system are to be conveniently introduced in these two chapters.

Finally, the resulting field of knowledge, which arises from the merge between the chosen adaptation

technique and computing device technology, known as Evolvable Hardware, is defined in Chapter 5,

which includes a taxonomy of the field and an analysis of the relevant state of the art.





2
Self-Adaptive Systems

2.1 Overview

This chapter features a discussion on the reference framework on which this dissertation lays
its foundational basis. The application domain is embedded systems, and more specifically,
self-adaptive embedded systems. An analysis of the original proposals towards self-adaptation
of systems that have arisen in the last years, is done. The origin of these ideas comes from the
software domain, and is focused on big computing infrastructures. Hence, the chapter begins
the discussion in there, following the path towards the application of these ideas into the field
of embedded systems, analysing at the end of the chapter how the hardware community is
embracing this research challenge.

Big computing systems are designed to cover a relatively large range of computing
applications, are usually mains-powered and have to fulfil relatively flexible deadlines
depending on the application. However, embedded systems are intended for very specific
computing purposes. This implicates that every embedded system is highly optimised for a
very specific task, so they might be radically different from each other. They are deployed
anywhere to solve any particular application demands, many times with little or no possibility
at all to be reached afterwards in order to be maintained. Besides, in many situations, these
deployments do happen in environments requiring from small form factors, low weights,
batteries as the energy supply source, real-time requirements, etc.

While it is true that not all embedded systems share such extreme deployment requirements,
it stresses one of the distinguishing features of embedded systems: constrained availability of
resources. And not only that, but also, due to the ever increasing complexity demands, it is no
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longer possible to foresee all possible situations and unexpected events that may arise during
its operation. Hence, those embedded systems need to augment its range of features with
self-adaptiveness, so they can appropriately react before those unexpected events. This makes
that the design process must be focused on extremely different issues as compared to the case
of generic computing systems.

The focus of this dissertation is put on one of the possible sources of adaptation a system
has: its underlying computing hardware. So is the reason why this work advocates the use
of EHW, inspired in the biological process of evolution as a source to dynamically adapt the
hardware of a system. Before that, this chapter gives an overview on self-adaptation of systems
as a wider research discipline. It covers a gradual approach from the origins of the ideas of
self-adaptation, coming from those big computing systems, to the latest developments found
around embedded systems. Work on autonomous and adaptive systems dates some decades
back to the dawn of AI and adaptive control, from where it takes inspiration. However, the
revamp accomplished in the 2000s has motivated the research community to revisit the field
with improved algorithms and more powerful computing devices. This new effort is spreading
to the embedded systems community in general, together with the mainstream availability
of adaptable computing hardware, which has fostered the research on dynamically adaptable
hardware, where EHW is framed.

General conceptual frameworks that give support to self-adaptiveness are progressively
being embraced by the community: these are known as the Autonomic Computing (AC) and
Organic Computing (OC) paradigms. Since these frameworks just pose architectural concepts
around which a system should be built to acquire an autonomous capacity of operation, there is
enough room for very diverse techniques to be used within. And EHW is no exception; indeed,
it perfectly fits within these architectural frameworks, although no work has been addressed so
far in this sense. In any case, this is not the target work of this thesis, which is centred around
dynamic hardware adaptation by means of simulated evolution. The introduction of EHW
within these frameworks, as a complimentary technique among others, supposes an interesting
target for future work.

Research on self-adaptive, autonomous computing systems has been mainly held by
computer scientists from research groups in AI, focused in the Software domain. Certain
models of intelligence are programmed as software layers in the system, providing it with
some degree of autonomy. These are tools and methods conceived from a high abstraction level,
far from the implementation details typically addressed within the hardware community. This
chapter first introduces self-adaptive and AC systems from this software-based point of view.
Afterwards, a hardware-based perspective that has inherited and adapted the previous concepts
during the last years is included. In general, most previous ideas in this respect coming from
the software domain, can almost be directly adapted to the hardware field.

It is out of the scope of this work to go into the details and formal definitions of systems
theory. However, some general remarks are given in order to focus the subject into a wider and
multidisciplinary, distributed effort that aims to improve the autonomy of systems, by looking
into what can be considered the (highly simplified) foundational origins of the field. Inspiration
is partly taken from chapter 2 of Wildermann’s PhD dissertation [Wildermann 2012], which
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features an introduction to self-adaptivity providing a formal definition (a simplified view of
it), focusing afterwards in self-aware adaptation in embedded systems. Its interest from this
thesis perspective comes from the fact that his is also a thesis focused in hardware design, not
in theoretical formulations, so the depth in the use of formalisms is adequately tractable for a
work of this kind. Such is the reason why its summarised structure has been the main source of
inspiration for sections 2.2 and 2.3 on this chapter. The keen reader is directed to the referenced
works in order to go into more details if desired.

Finally, in section 2.4, an approach to some of the hardware community proposals to
autonomy and self-adaptation is introduced, showing some works that have addressed the
challenge. The works analysed in this final part of the section do not intend to dissect the
whole hardware community research efforts towards this goal, nor the more specific state of
the art related to EHW, which is addressed in Chapter 5. The objective is showing where is the
focus in embedded systems, in general, and in the underlying hardware, in particular, being
put within this more general framework.
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2.2 Self-Adaptiveness: Introduction to Autonomic

Computing (AC)

Kephart et al., in ‘The Vision of Autonomic Computing’ [2003], state how the current complexity
of computing systems seems to be reaching the limits of human capability (to efficiently
exploit their full potential and manage them). This situation gets even worse given the
cluttered scenario caused by the increased interconnectivity and integration race. Although
“programming languages innovations have extended the size and complexity of systems that
architects can design”, the rapid development of multiprocessor systems and manycore chips
have not yet seen answered the question of how to efficiently program them. This enormous
complexity (both current computing capabilities and applications’ demands) that system
designers have to deal with, arises a software complexity crisis, which is difficult to solve. An
interesting option, rather than solving the issue at design time, is providing systems with
capabilities to manage this increasing complexity themselves [Horn 2001; Kephart et al. 2003;
Sterritt 2005]. According to these authors (a vision shared by the author of this dissertation)
the only option left is Autonomic Computing (AC) [Kephart et al. 2003; Murch 2004; Parashar
et al. 2005; Sterritt 2005], understood as “computing systems that can manage themselves given
high-level objectives from administrators”. The idea is very much like how the autonomic
nervous systems frees us (our conscious brain) from many low-level vital functions such as
heart rate and body temperature regulation among others [Horn 2001; Huebscher et al. 2008;
Murch 2004].

The aforementioned software complexity crisis was stated by IBM in 2001 in a manifesto
entitled Autonomic Computing: IBM’s Perspective on the State of Information Technology [Horn 2001],
focused on large IT industry infrastructures. Investigations on previous related projects and
initiatives that lead to the actual concepts and the definition of AC as a research field in its own
right (as suggested by IBM’s manifesto), capable of addressing the needs of possible future
applications, have long been present [Dobson et al. 2010; Huebscher et al. 2008; Lalanda et al.
2013; Nami et al. 2007].

Kephart et al. [2003] claim how self-management is the essence of AC; the intention being
to free system administrators from the low level details of system operation and maintenance,
which usually demands higher costs than system installation itself. Sterritt et al. [2005] define
an autonomic system as:

“a self-managing, autonomous and ubiquitous computing environment that
completely hides its complexity, thus providing the user with an interface that
exactly meets her/his needs. The system will always decide on its own, using
high-level guidance from humans, what needs to be done to keep it stable. It will
constantly check and optimize its status, and automatically adapt itself to changing
conditions”.

This idea makes it possible to hide the underlying complex details to both users and
administrators while allowing the system to face and adapt to unpredictable changes. This
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Self-Adaptiveness

Self-Configuring Self-Healing

Self-Optimizing Self-Protecting

Self-Awareness Context-Awareness

Figure 2.1: Hierarchy of self-* properties. From Salehie et al. [2009].

way, self-management is said to include, among others, system integration, installation and
configuration, upgrading and maintenance. Therefore, as already introduced in Chapter 1,
systems have to be able to respond in the presence of changes: (i) in their environment, which
includes the physical world and other systems; (ii) in the system itself (computing platform);
and (iii) in the high-level objectives and policies that guide them. Varying workloads, faults
within the platform, upgrades to existing systems, integration of new systems and sub-systems
and components within the environment, and external attacks, are some of the situations self-
managed systems should be able to respond to.

2.2.1 Required properties

In order to be autonomous, systems need to have certain characteristics that allow them to adapt
to the required changes. As mentioned in section 1.2, these are known as self-* properties. One
of the first attempts to define them was accomplished by IBM back in 2001 [Horn 2001], where
eight of them were proposed. Later on, these eight self-* properties were analysed, along with
other ones, and hierarchically organised in a 3-level classification by Salehie et al. [2009], as
shown in Figure 2.1. This taxonomy is herein included for featuring a good classification
framework to contrast the proposals of this thesis against, while serving as a roadmap for
the future derived work. Since this is not the focus of this PhD work, the elaboration is not
thorough, but, however, it is interesting to enunciate them anyway. Please note again this
discussion comes from the Software domain, so terms and descriptions are applied to and
viewed from the perspective of the different software layers that constitute a system.

• General level. This level contains the properties defined for self-adaptive software. It is
further decomposed into two different categories: self-adaptiveness (self-adaptation) and
self-organising (self-organisation). Both of them refer to (and label as such) autonomous
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systems with internal control mechanisms. The difference between both lies in how this
control is implemented. Self-adaptation pertains to systems with a centralised control
mechanism, which typically follow a top-down approach. In contrast, self-organisation
is bottom-up, since it is considered an emergent behaviour resulting from the interaction
among the different elements of the system, i.e., among their decentralised control
mechanisms.

• Major level. The classification in this level is considered to include the de facto standard
attributes of self-* systems. The set of properties at this level was first introduced by Horn
[2001] and summarised by Kephart et al. [2003] under the term self-management. The
properties were defined according to the observation of the behaviour of biological
systems.

– Self-configuring, from [Salehie et al. 2009], “is the capability of reconfiguring
automatically and dynamically in response to changes by installing, updating,
integrating, and composing/decomposing software entities”. Besides, from
[Wildermann 2012], “The required input is a high-level description of the desired
goals, not the description of how these goals can be achieved. New components can
dynamically be introduced. The system will then adapt to its new system structure
in accordance with the given goals”.

– Self-optimising deals with the capability of systems to adapt its operation in such
a way that it might improve overall system performance and cost. This tuning of
system operation can be achieved by optimising a given set of parameters that allows
it to better fulfil system objectives.

– Self-healing relates to detecting, diagnosing and recovering from errors, faults and
failures. Therefore, this property includes other two: self-diagnosing and self-recovery.
This feature has for long been an active research field in the Hardware domain, too.

– Self-protecting confers systems the capacity to detect attacks (malicious or not). This
way, systems may defend themselves from these attacks or take actions to avoid them
or to mitigate their effects.

• Primitive level. The underlying features of any autonomous system are found in this
level, which constitutes the foundations to build autonomy. As introduced in Chapter 1,
in order for systems to be autonomous, a mechanism providing a sort of consciousness
on themselves and on the surrounding environment is a must. These primitive properties
are as follows:

– Self-awareness is the property by which systems are aware of themselves. This requires
from a system to be able to observe itself, so that it is aware of its own state and
behaviour. Hence, it is able of self-monitoring, which sets the basis to check itself,
reflect and act accordingly afterwards.

– Context-awareness defines the capability of a system to also be aware of its
surrounding context, i.e., its operational environment.

Although the perspective from where these self-* features are looked at is that of big IT
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infrastructures, the concept of system IBM is addressing its proposals to, ranges from the
System on Chip (SoC) paradigm to servers, networked systems and so on. They follow the
same principle of emergence found within the hierarchy of natural self-governing systems,
which scales up from the level of molecules, tissues and individuals, to that of societies through
interactions of those individuals. They are sub-systems (components) that maintaining a level
of independence, are able to manage their own processes and interact among them in order
to contribute to a higher level goal. This is the basis for hiding low level details from lower
layers/components to the upper ones, so interference with the higher-level system is reduced as
much as possible, hence simplifying user experience [Horn 2001]. Due to this ample perspective
of what an autonomic system is considered to be, is that this terminology and classification of
self-* features can be easily assumed by the hardware community.

2.2.2 Architectural support

In provisioning autonomic management capabilities to systems, it is worth noting the
increasingly wide acceptance of the reference model for autonomic control loops suggested
by IBM [2006], widely known as the MAPE-K loop (see Figure 2.2). Huebscher et al. have
extensively analysed it [2008]. MAPE-K, which stands for “Monitor, Analyse, Plan and Execute,
with Knowledge” is an architectural model that gives support to self-* features of autonomic
(or self-managing) systems. The Managed Element is any software or hardware resource
augmented to have autonomic features and hence conforming an Autonomic Element by
being coupled with an Autonomic Manager.

Basically, an Autonomic Manager Monitors a Managed Element gathering context
information through the available Sensors. This information is Analysed along with the available
Knowledge of the system before Planning and Executing the required changes in order to achieve
the high-level management goals given by administrators or systems operators. These are finally
taken to effect by the so-called Effectors. A closed loop is hence performed by the Autonomic

Manager over the Managed Element using the monitored data coming from sensors
and the internal knowledge of the system in order to decide the set of actions and execute the
associated required low-level actions that lead to adaptation. Therefore, goals are focused on
what to do rather than on how to do it.

Regarding the Monitor phase, sensors, which obviously have to be platform/application
specific (as well as effectors), constitute the elements upon which monitoring relies for capturing
properties of the internal and external environment relevant to the self-* properties of the
system. Two types of monitoring are identified: (i) passive monitoring that in a computer system
can be obtained, for instance, using Linux commands such as top or vmstat, or looking at /proc
directory, among others; and (ii) active monitoring which involves instrumenting the Managed

Element at some point, e.g., adding code to capture data of interest at the application or OS
level as is the case for software-based Managed Elements. This last category of monitoring
techniques can be adjusted to more specific needs depending on the application, although it
comes at the price of overloading the system at some degree.

Provided the information sensed from the environment of the Managed Element,
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Figure 2.2: MAPE-K reference model for autonomic control loops. From Huebscher et al. [2008]. MAPE-K
stands for Monitor, Analyse, Plan, Execute, Knowledge. It is an architectural framework to build systems based on
IBM’s paradigm of Autonomic Computing, by implementing a control loop in charge of managing self-adaptation
in autonomic systems.

the Analyse phase models and evaluates the current state of the system, detecting possible
anomalies or sub-optimal behaviours in the Managed Element and specifying the desired
state to which the system should be taken. This is precisely the mission of the Plan component,
to determine the required actions to produce the changes that shall take the Managed

Element to that desired state in which it optimises its behaviour in achieving the commanded
goals. The module in charge of taking those planned actions to effect is Execute, by means of,
for example, system reconfiguration and/or parameter optimisation. For planning to efficiently
decide the set of actions, it is interesting for the Autonomic Manager to keep information
on the current state of the Managed Element, and not only relying on the sensed data. To
achieve this, architectural models that contain information on the behaviour of the managed
system within its environment are usually employed because they contain information on the
state where the planned adaptations will take the system. This conforms the Knowledge part
of MAPE-K.

All the components of the Autonomic Manager heavily rely on the knowledge
representation of the system. However, the frontier among analysis, planning and knowledge
is somewhat fuzzy. Other researchers have adopted a quite similar approach known as the
“Observe-Decide-Act” loop, or ODA loop [Agarwal et al. 2009], which is equivalent to the
MAPE-K loop [Triverio 2010] (see Figure 2.3). Note how the analysis and planning stages of
MAPE-K are conveniently merged into the Decide stage of this ODA loop. The names chosen for
the different components of the loop are self-explanatory and easily traceable to the previous
description of an Autonomic Manager.

Several alternatives are available to represent knowledge within the system (and decide



2.2 Self-Adaptiveness: Introduction to Autonomic Computing (AC) 35

Figure 2.3: ODA-loop for self-adaptation. From Sironi et al. [2010a].

upon the given situation), such as: (i) heuristic solutions; (ii) standard control-based solutions,
e.g., Proportional-Integral (PI)/Proportional-Integral-Derivative (PID) controllers or Petri nets;
(iii) advanced control-based solutions, e.g., adaptive control or model predictive control; (iv)
model-based machine learning solutions, e.g., ANNs or Genetic Algoritms (GAs); (v) model-
free machine learning solutions, e.g., Reinforcement Learning (RL); and (vi) hybrid approaches
[Maggio et al. 2012]. This process (of analysing and planning upon a given situation, i.e.,
of deciding) is usually referred to as decision-making, which is an essential mechanism to be
implemented in order to provide systems with self-management features.

Since the Managed Element can be any hardware or software resource at any
granularity level, and at any hierarchy level of the system, as the AC paradigm holds,
so can be the changes proposed by the Autonomic Manager. This gives support to
hierarchical compositions of Autonomic Elements that cooperate to achieve a common goal,
and therefore need to be aware of their environment, which includes other Autonomic Elements
that can be managed by hierarchically higher-level Autonomic Elements. Eventually, a high-level
Autonomic Manager might govern the system (whichever its scale is) as a whole. A highly
decentralised approach to building self-management (autonomicity), as more decentralised
AC solutions appear, considers the emergent behaviours with unpredictable (desired or not)
behaviours that might emerge. To tackle this issue, the idea of engineered emergence has appeared,
centred around the “purposeful design” of systems and “interaction protocols” directed to
achieve “predictable outcomes” [Anthony 2006]. “In such systems the solution emerges at
the level of systems or applications while at lower levels the specific behaviour of individual
components is unpredictable” [Huebscher et al. 2008]. Further information on the topic of AC
can be found in Autonomic Computing: Principles, Design and Implementation [Lalanda et al. 2013].
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2.3 Behaviour Adaptation

Previous discussion has set some basic concepts of systems, adaptation, self-management and
self-organisation, among others. It serves a specific purpose in this thesis; to set the basis to
justify how adaptation has been approached herein as the modification of the behaviour of a
system according to its constituent elements, namely, a structure and a set of parameters. This
section elaborates on these concepts in order to show the approach to adaptation as understood
in this work.

Withoug deepening into General Systems Theory [Bertalanffy 1968; Klir 1969], there is a
general sense of agreement in defining a system S as a black box that transforms an input
vector i into an output vector o [Schmeck et al. 2010]. This transformation is what defines the
behaviour of a system as the temporal relationship between the input and the output. Therefore,
adapting a system involves adapting its behaviour, i.e., the temporal relationship between the
inputs and the outputs. There is a vast amount of literature dealing with theoretical definitions
of systems, adaptive-systems, behaviour, and so on. The discussion might be followed by
analysing: (i) what those inputs really are, (ii) how they affect the system, (iii) how the behaviour
is mathematically modelled and (iv) in the end how is all that combined to provide a definition
able to deterministically predict what the output vector should be for any given input. It is in
here where the notion of state appears.

Zadeh [1963] defined adaptivity by abstracting from the internal mechanisms of a system.
The input vector to the system is considered to contain both external inputs and others
representing changes in the environment and disturbances. The set of inputs is named source.
The emphasis is put on a performance function that evaluates the performance of the system,
and defines a “criterion of acceptability” inside of which the system is said to be performing
“acceptably well”. Hence, the system is said to be adaptive if it stays within the criterion of
acceptability for the whole possible set of input functions.

Based on a behavioural system model, Mühl et al. [2007] define the behaviour b of a system
as a function that assigns at least one output function to each possible input function. In such
a case, if a system is fed with a specific input function i the system outputs one of the possible
output functions o. This (i, o) pair is said to be a “possible behaviour” bi of the system as long
as it belongs to the set of behaviours B. In case there is at least one i for more than one o
for one of the possible behaviours, the system is said to be non-deterministic. Otherwise, the
system is deterministic. This work also gives a formal definition of adaptive system based on
the acceptance criterion defined by Zadeh [1963]. Again, systems are viewed as black boxes in
this work, abstracting from its internal composition and how adaptivity is achieved. Schmeck
et al. [2010] adds some important considerations. Namely, the inclusion in their definitions
of the system state, which includes the system input and output, as well as its environment
and internal structure. Note that the authors still consider the system to be adaptive if the
acceptance criterion is not met as long as it finally does after some time interval.

Citing Hall et al. [1956] “a system is a set of objects together with relationships between
the objects and their attributes”. For Schmeck et al. [2010], the structure of a system resembles
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an attributed graph with nodes being elements and edges being the links among the elements.
Within the discussion held so far in this dissertation, a system has been presented as a black
box featuring a given behaviour that relates system inputs, system outputs, system state and
the transformations applied (according to the actual system state) to system inputs in order to
generate the outputs. For the purpose of implementing that behaviour, it might be said that
a system is composed of: (i) a set of interacting components that determine the structure of
the system, which is obtained through an internal connection scheme that interconnects those
components among them, i.e., its topology; and (ii) a set of parameters. In addition to this inter-
component connection scheme, each of the components might also have an internal structure
defined by an intra-component connection scheme, which connects the sub-components among
them. Mühl et al. [2007], in a rather formal discussion on this particular issue, state that each
component/sub-component is a system itself. This clearly adheres to the ample perspective of
what IBM’s manifesto considers to be a system.

Schmeck et al. [2010] distinguish between adaptive and adaptable systems, the former
not needing external control to perform adaptation and the latter requiring explicit (external)
control actions. This means that in order to achieve that adaptive or adaptable behaviour,
some control inputs need to be triggered. So the question arising here is how to change the
behaviour of a system. According to the authors, the behaviour of an adaptable system can
be modified from the outside by changing parameters and/or changing its structure. If this
adaptable system is combined with an adequate control mechanism, an adaptive system results.
In such a case, it can be said that a system is operating autonomously, as long as it does not
need any external control. Depending on the origin of where these control actions come from,
a classification can be made as follows, which, also, allows to determine how autonomous a
system is:

• External origin. No autonomy. Control is completely applied from outside the system (e.g.,
by a human operator or another system).

• Internal origin. Full autonomy. Control is completely applied from within the system itself,
by a control mechanism that is part of the system.

• Intermediate origin. Control actions can be applied both from outside and from inside
the system.

This links with the idea of AC mentioned in section 2.2 of providing systems with
capabilities to manage the increasing complexity crisis. Note how the case of full autonomy is
aligned with and give theoretical support to the idea of hiding, from external operators or other
systems, the complex internal mechanisms of the decision-making and action-taking process
that a system undergoes when facing adaptation.

The set of parameters and components of the system structure that can be changed by
control actions introduces the notion of configuration. Wildermann [2012], based on Schmeck
et al. [2010], defines:

“The configuration of a system S is the collection of the system structure, parameters,
and all other system and environmental attributes which influence the system
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behaviour. The system can always be described by its configuration. By modifying
this configuration, it is possible to change its behaviour. The configuration space is
then the space spanned by all possible configurations that system S can take.”

It is now clear that in order to modify the behaviour of a system, its configuration has
to be changed too. This way, adaptation is achieved, i.e., making the system move from
one configuration to another within the configuration space (fulfilling with the definition of
adaptivity by Zadeh as long as the criterion of acceptability is met). According to the previous
definition, changing the configuration of a system involves changing its structure and/or
parameters. Therefore, two types of adaptation can be distinguished [Wildermann 2012]:

• Parameter adaptation is achieved by changing the values of the internal parameters of
the configuration of the system. In other words, regarding adaptive software, it is achieved
by modifying “program variables that determine behavior” [McKinley et al. 2004].

• Structure adaptation is achieved by changing the internal structure of the system.
According to Mühl et al. [2007], for a system to be structure-adaptive, it has to be (i)
adaptive and (ii) adapt by dynamically changing its structure.

Structure adaptation can be further subdivided into two different categories, depending
on whether the configuration space is determined at design time or left open so that new
configurations might be added at runtime. The former is termed reconfiguration1, which is
“the change of the relations of a fixed quantity of elements” [Gausemeier et al. 2010]. In this
case, structure adaptation is obtained by changing the topology among a predefined set of
configurations. The latter is known as compositional adaptation2 that allows removing from or
adding new elements to the structure [Gausemeier et al. 2010; McKinley et al. 2004], which
effectively create new configurations. This way, the system can embrace new behaviours to
address unexpected issues and conditions at design time, as stated by McKinley et al. [2004]
when they claim: “[compositional adaptation] supports more than simple tuning of program
variables or strategy selection. It enables dynamic recomposition of the software during
execution —for example, to switch program components in and out of a memory-limited device
or to add new behavior to deployed systems.” Compared to structure adaptation, parameter
adaptation is rather limited, since it cannot create new components or algorithms. In contrast,
it can just tune parameters to change how each part of a processing algorithm is weighted
according to the whole, or even direct the processing strategy itself through different branches,
but it cannot create a new one.

The preceding discussion on system concepts has shown how structure and parameter
adaptation are key elements to change the behaviour of a system, and hence the motivation to
begin this dissertation with it. As a consequence, the work developed in this thesis is structured
in two main blocks, each of which deals with one source of adaptation; Chapter 7 covers the
work devoted to parameter adaptation while Chapter 8 focuses on structure adaptation.

1Note the difference with the term reconfiguration as understood within hardware devices such as FPGAs. In this
case, reconfiguration refers to the very same act of reconfiguring the device, i.e., of changing some parts (or all) of its
configuration. Therefore, it serves both purposes of reconfiguration and compositional adaptation as defined within
the software perspective of this chapter. Besides, it might also serve as a source of parameter adaptation.

2See footnote 1.
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2.4 Emergence of Hardware-Based Self-Adaptive

Systems

Notions and introductory concepts dealing with systems, behaviour, configuration, adaptation,
autonomy, and so on, have been introduced in previous sections. The remaining part of the
chapter sets the focus into the much more recent steps given from within the hardware
community in the quest for autonomy, now that adaptable computing substrates are becoming
readily available. This is the case for reconfigurable devices like FPGAs, which are the
implementation platforms of choice of the following works and that will be introduced in
Chapter 4.

2.4.1 Hardware autonomy. Classification

Research conducted at the Configurable Computing Lab, Virginia Tech, (http://www.ccm.ece.
vt.edu/) has tried to adapt the view on autonomy of systems from the software domain to the
land of reconfigurable devices. In Steiner et al. [2009] authors discuss the motivation to transfer
space systems the ability to govern themselves. These systems could be considered one killer
application for self-adaptation in general, and for EHW in particular as is the motivation of
this dissertation.

Space systems are lately exposing a fast growing requirement for autonomous capability
of operation [Truszkowski et al. 2010, 2006], which is a must for its necessity for continued
operation, focused on research and exploration. This is due to their remoteness and access to
completely unexplored environments. Authors foresee a likely future in which these systems,
which used to behave as passive observers, will probably “behave more like active agents
employed on our behalf”, “to act in our absence” while “we may still determine the larger
mission goals and priorities but the systems themselves will be better able to direct their
own movement, schedule, and operation” [Steiner et al. 2009]. In order for the system to
autonomously control its computational hardware (without external intervention) it needs to
model itself somehow. This involves the system “absorbs much of its complexity into itself”,
in order to know its resources so as to be able to schedule its operation and to autonomously
respond to changes within itself or its environment.

These works show how the number of publications in the field mentioning terms such as
autonomy, robustness, reusability is growing and revealing an emerging desire to apply autonomy
in pervasive and systemic ways. For these three features to be present in future systems, a
whole lot of implicit features are required to achieve it. For instance, fault tolerance, self-healing
capabilities, updates to cope with new coding standards and, in general, a major redefinition
of the system specification itself, or, at least, of some of its constituent tasks, which could come
in the form of newly added processing tasks, whether these are implemented as software or
reconfigurable hardware cores.

The nature of the harsh unknown environments in which space systems operate make

http://www.ccm.ece.vt.edu/
http://www.ccm.ece.vt.edu/
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them not only prone to different types of failures but also to a complete loss of functionality.
This fact is widely known in the hardware community because of how the radiation effects
and the aforementioned harsh and unpredictable environments affect hardware performance
and health; indeed, fault tolerance has for long been a very active field of research within the
hardware community. However, other issues such as the complexity involved in remote control
of systems are also pushing for a change in how space systems have to be controlled in the
future [Bolchini et al. 2013; Steiner et al. 2009; Truszkowski et al. 2010]: (i) data links roughly
reach 100 kbps from space to earth and less than 1 kbps from earth to space; (ii) the operator
visibility into the state of the system is rather limited; (iii) not only may sensors easily fail,
but also models of sensors and actuators are not always well understood (and therefore their
behaviour not predictable) in the context of their dynamic environments (which highly increases
uncertainty). All these issues greatly difficult communication with and command of remote
systems, so operation may become suboptimal. Therefore, a clear need for self-adaptation,
which shall confer the required autonomy “in intelligent sensing, planning and execution,
[...] fault protection, and distributed decision-making”, arises due to these and other issues,
such as, “cost reduction, risk reduction, performance increase, and broader mission capabilities”
[Fossati et al. 2011; Jónsson et al. 2007; Osterloh et al. 2009]. Other works dealing not only with
exploration missions but with satellites too, which also suffer from the same threats, can be
found for example in Sterpone et al. [2013]

Aligned with the discussion on autonomy in section 1.2, Steiner et al. [2009] also describe
autonomy taking inspiration from biological systems. This is why their description of autonomy
perfectly fits within the discussion maintained so far in this dissertation:

“Autonomy in living systems is the ability to act with some measure of
independence, and to assume responsibility for one’s own resources and behaviour.
This in turn makes it possible for systems to function in the absence of centralised
external control. While these capabilities are useful and well established in living
systems, they also turn out to be desirable in a range of computing systems.”

Following this preamble the authors “informally” describe autonomous computing systems
[Steiner 2008; Steiner et al. 2009]:

“as computational systems that function with a large degree of independence, much
as living systems do. These systems must therefore assume responsibility for their
resources and operation, and must detect and respond to conditions that may arise
within themselves or their environment. While this requires transferring more of
the system complexity into the systems themselves, this greater internal complexity
facilitates greater external simplicity, by allowing the system to abstract much of its
internal behaviour behind a simpler external interface.”

The use and probably abuse of quotes the reader might have noticed throughout the
dissertation, just tries to strictly adhere to the words originally used by other authors. This
shows how the related terminology is increasingly permeating the hardware community, which
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further justifies the work of this dissertation and the convenience of including an introductory
chapter like this.

An important contribution of the research conducted at the Configurable Computing Lab,
Virginia Tech, whose work is oriented to aerospace systems using commercial FPGAs as already
mentioned, comes in the form of a roadmap to build hardware autonomy into computing
systems. The roadmap is proposed as a hierarchical classification which builds each level upon
the capabilities of the previous ones [Steiner 2008; Steiner et al. 2007]:

• Level 0: Designer creates system. The designer creates the system, which has no autonomy
at all but can be remotely and passively updated, although it is completely unaware of
what is going on.

• Level 1: Designer provides configuration. In this case the system has a limited role in its
own coarse-grained reconfiguration. It can take a partial bitstream and is able to make
simple allocations of resources and required connections.

• Level 2: Designer provides capability. A finer grained reconfiguration mechanism is
available. Systems accept netlists compatible with their own technology and are therefore
responsible for self-place & route. This finer grained reconfiguration requires from a system
a more complex model of itself, which has to be kept synchronised at all times with the
actual configuration.

• Level 3: Designer provides behaviour. A further step is given so systems within this
level are able to accept behavioural Hardware Description Language (HDL) descriptions.
These can be automatically transformed into netlists, by triggering a synthesis and
mapping process, which is aware of the current conditions and available resources. These
behavioural modelling capabilities of themselves, assist in possible collaborations among
systems which might now better describe themselves to heterogenous peers. The door
for an automatic replication capability can be envisioned in here, since systems can now
communicate their behavioural description to those other peers in their environment (even
those with a different underlying technology) so as to replicate and transfer themselves
onto others.

• Level 4: System observes. A sort of basic self-awareness and context awareness capabilities
are included in the system. They can “detect and monitor conditions of interest” from their
environment or from themselves. They are not able however to respond to these changes,
but have the foundations now to motivate change and direct it towards the required
behaviour based on varying conditions. This seems to be a proper level to include AI
techniques to provide further capabilities.

• Level 5: System searches. Systems in this level contain a library of responses which is
searched in order to address the arising conditions of interest. They might implement
an evaluator and a simulator in order to assist in the decision process. They just look
for candidate responses, but lack the ability to apply them. Besides, this library can
be distributed, shared and augmented by those of other systems. Since Level 3 and
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higher systems have synthesis capabilities, they can have response libraries which are
way more compact than if they featured partial configuration bitstreams. However, a
clear computing overhead is introduced to produce the required bitstreams from those
behavioural descriptions of the elements available in the library.

• Level 6: System acts. Level 6 systems have the ability to apply responses if they find
a suitable one in the library or to request assistance to other neighbouring peers or to
the mission staff. This constitutes the first stage of real autonomy, even in the case no
suitable response is found in the library, since systems recognise the situation and act
accordingly asking for assistance. Once the response is chosen and applied after synthesis
and implementation, the system will have autonomously triggered and accomplished a
change to itself on its own.

• Level 7: System grows. Level 7 systems feature the ability to extend its response library
by inferring required behaviours that address the detected conditions. This inference may
be complete meaning the system is able to fully synthesise a new behaviour or adapt
the existing behavioural responses and combine them in such a way they are adapted
and respond adequately to the given conditions. As with the original library, this newly
discovered knowledge can be shared with other systems. Clearly, AI, in the form of
machine learning techniques, is needed in this level.

• Level 8: System learns. Since new behaviours can be synthesised in lower levels, systems
in this level are able to assess the results of the implemented changes. If they are
satisfactory, the library can be updated or optimised. This level sets the basis for systems
to learn from experience and mistakes, given a strong AI engine.

From the description of the proposed roadmap it is clear how the management of complexity
is increasingly being transferred into the systems themselves in the hardware domain too, as
previously introduced in section 2.2 as one of the objectives for AC systems. In this case,
it is not the software complexity crisis what is being addressed, but what could be called a
hardware complexity crisis, which can be stated to have arisen in the last years due to the ever
increasing computational resources found in actual FPGAs. As with the difficulty to efficiently
program many-core processors, multiprocessors and distributed systems in general, it is a
highly complex, time-consuming and error-prone process that of squishing the real computing
and runtime self-adaptation power offered by modern FPGAs. They are used nowadays as
computing devices for highly complex applications, which is way far from their initial use as
glue-logic within a system. This is due to the fact that they have become extremely powerful
heterogeneous computing devices featuring one or several Central Processing Units (CPUs)
alongside a certainly large reconfigurable logic area. Hence, the complexity involving the
specification of the designs they can now host, has become a highly complex task which hardly
gets to make the most of their real power. Some examples are introduced in the following
section to show some evidence of the active research effort being accomplished in this field,
by no means trying to provide a thorough description of the state of the art. Not all of them
explicitly mention or address the self-management objective as such, but they all contribute
some way or another to it, by proposing architectures, techniques and methodologies that
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merge proposals from different research fields, directed at on-line self-adaptation of embedded
systems.

Please note that, from this point on in the chapter, it is not only hardware from a strict point
of view what is being addressed, but embedded systems in general. Nevertheless, most of the
work analysed from here, pertains to implementations in reconfigurable computing substrates,
mainly FPGAs. However, the discussion is not limited to those, but open to other platforms
not featured by reconfigurable hardware resources. Therefore, the distinction with the analysis
accomplished up to here lies in the frontier between the almost unlimited computing power from
those big, distributed systems in High Performance Computing (HPC) area, and the limited
power from resource-constrained embedded systems.

2.4.2 Overview of some related work in embedded systems

Several authors and research groups are contributing to the discussion and experiments
of autonomy in embedded systems, many of those dealing with self-adaptation of the
computing substrates. Santambrogio [2009] shows an overview of some works which are
already investigating the possibilities that reconfigurable architectures offer towards the goal
of self-adaptive autonomic systems. Not only do the authors consider software as an adaptive
(reconfigurable) resource, but also hardware, both of which can be managed so as to obtain
efficient utilisation of the available resources in heterogeneous reconfigurable computing
platforms. The increasing acceptance of hardware reconfigurability as a mainstream technology,
is bringing another source of adaptation to autonomous systems, since hardware cannot be
considered any more a static piece of the system, but a dynamic component liable to be changed
along system’s lifetime. A kind of hybrid approach in terms of speed and flexibility is obtained
with the possibility of reconfiguring hardware. Although the speed obtained using ASICs is
not achieved with FPGAs, however, a high increase is obtained compared to software while
maintaining a similar, yet smaller but growing, flexibility. In such a scenario, generally speaking,
the concept of static (one specific system for a particular application) that embedded systems
used to have is no longer useful. This does not mean that every single embedded system
designed in the future has to be self-adaptive, but the option shall be there when required to
fulfil design requirements. In that case, the whole system should be considered as a dynamic
entity which can change during its lifetime. And it is precisely because of this self-adaptation
capability that the operational life might now be eventually extended as compared to a static
design. What is more, the very same system, deployed in different environments may behave
different and adapt differently due to different operating criteria: raw throughput optimisation,
energy consumption optimisation, etc.

2.4.2.1 Self-aware FPGA-based adaptive embedded system.

A series of works focused on the ideas described by Santambrogio [2009] and on the system
concepts borrowed from AC and OC, have been reported using the ODA-loop previously
described. In this respect, the whole stack of an heterogeneous system, i.e., its underlying
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hardware, the operating system and the applications running on top [Beretta et al. 2009;
Corbetta et al. 2009; Maggio et al. 2010; Santambrogio et al. 2010, 2008; Sironi et al. 2010b],
might now have self-* features that efficiently combined together serve to a higher level goal:
autonomous system adaptation for performance optimisation throughout its whole operational
life.

Agarwal et al. [2009], Hoffmann et al. [2009] and Santambrogio et al. [2010] define a self-
aware computing system as one that tries to accomplish the required high-level goals while
continually optimising the use of computational resources and energy. According to them,
similarly to a biological organism, a self-aware computing system has five major properties.
It is: (i) introspective or self-aware, (ii) adaptive, (iii) self-healing, (iv) goal-oriented and (v)
approximate. In Sironi et al. [2010b], the first mentioned feature, which classifies the system
as being introspective is merged within the second one, adaptive. Therefore, the four major
properties of a self-aware computing system are:

• Goal-oriented. Instead of specifying how to perform a task, the desired goal for the system
to be fulfilled, i.e., the what, is specified.

• Adaptive. System observes itself, reflects on its behaviour to learn, computes to achieve
the goal from its current state and optimises its behaviour in accomplishing the goal.

• Self-healing. When observing itself, system also checks for faults in order to overcome
them.

• Approximate. It refers to minimisation of energy or amount of computation to meet
the required goals, preferring an approximate answer over an exact one if accepted by
requirements.

Although the viewpoint of the described properties for these authors is slightly different
to that shown in Figure 2.1, the essence of their proposal and its strategic goal is the same.
There is however an interesting property which has not been explicitly mentioned before and is
worth to be at least quoted here; it is that of approximate computing, which is revealing as a new
computing paradigm in the last years [Chippa et al. 2013; Kugler 2015]. It proposes an energy-
accuracy trade-off for a range of computing applications based on the fact that precise results
are not always needed and an approximation to exact results, i.e., to correctness, is affordable as
long as the computing resources involved are reduced. The rationale behind this relaxation in
computational demands in certain applications, is at least twofold: exact precision is, on one
hand, imperceptible to human users; and, on the other hand, unneeded due to its contribution
to overall results being negligible in comparison to others sources of uncertainty within system
operation environment. Nevertheless, this is out of the scope of this dissertation so no further
analysis is done.

Coming back to the FPGA-based experiment, an implementation of a self-aware adaptive
computing system is reported by Sironi et al. [2010b]. To the best of this author’s knowledge,
it is one of the first implementations of an FPGA-based self-aware adaptive embedded system.
This idea is extended to an heterogeneous platform in [Sironi et al. 2011]. The core of the
system combines different enabling technologies from different domains such as monitoring
and performance assertions, decision making, self-adaptation and hardware reconfiguration.
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Figure 2.4: Self-aware adaptive application in a reconfigurable architecture From Sironi et al. [2011].
Overview of an evolvable system where the operating system manages the underlying heterogeneous architecture
and provides self-adaptive libraries used by self-adaptive applications.

Figure 2.4 shows an overview of the system.

To fulfil the Observe phase, system adaptability relies on an evaluation framework that
checks how well the execution of applications is performing, known as the Application Heartbeats
framework3 [Hoffmann et al. 2010]. The Application Heartbeats, shown in Figure 2.5, runs in
the embedded GNU/Linux operating system exposing an Application Programming Interface
(API) to set performance goals and check for the required runtime performance of the
applications and the system as a whole. As an example stated by the authors, a performance
goal might be to obtain 30 frames per second in a video decoding application; in such a case,
the goal is set to 30 heartbeats per second. For the application to make use of the framework,
the required heartbeats and other parameters have to be specified to the framework, along with
the updates on its progress by calling a function during execution.

In order to achieve the required goal as directed by the heartbeats framework, as a part of
the Act phase there is an Implementation Switch Service that swaps at runtime different hardware
and software implementations of a given algorithm which is not performing as expected, since
it has knowledge on the performance of each of those implementations. This dynamic hot swap
is required since the expected performance (statically measured) of any given task may change
due to live system conditions such as system load, power and memory constraints, etc.

Lastly, the Decide module might comprise different decision mechanisms [Maggio et al.
2012] to choose the best implementation when switching configurations, such as classical control

3Application Heartbeats website, Carbon Research Group, Computer Science and Artificial Intelligence Laboratory -
MIT, 2009, url: http://groups.csail.mit.edu/carbon/?page_id=94

http://groups.csail.mit.edu/carbon/?page_id=94
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(a) (b)

Figure 2.5: Application Hearbeats Framework. From Hoffmann et al. [2010]. (a) shows a self-optimising
application using the framework while (b) shows how to optimise machine parameters by an external observer.

theory, discrete control, machine learning techniques, competitive algorithms, etc., although
in this initial work a heuristic-based decision mechanism has been used. One of the clearest
advantages of the proposal is how all the complexity (multiple implementations, decision
mechanism, etc.) is hidden to the applications, which only need to set the expected performance
goal and update on its execution.

Results of the work [Sironi et al. 2010b] deal with statically analysing the ideal behaviour
of two Data Encryption Standard (DES) implementations, one in hardware and the other in
software, dealing with the encryption of variable input data blocks from 1 to 1000. The testing
platform is based on a Xilinx University Program Virtex-II Pro board featuring an internal
PowerPC 405 processor and 256 MB of system memory. The measured overhead the Application
Heartbeats introduces in this case is 3.52% in average. However, self-adaptation was only
considered at a conceptual level and no results are provided for dynamic environments. Hence,
swapping between implementations at runtime was not experimented. This is accomplished in
their following work [Sironi et al. 2011], which features a similar use case using the Secure Hash
Algorithm (SHA-1) in a dynamic execution environment running on a heterogeneous platform.
The testing platform features an heterogeneous system consisting of a multicore Intel Core
i7-870 processor with 2× 2 GB SDRAM and a Xilinx XUPV5 PCIe 1× board featuring a Virtex-5
XC5VLX110T FPGA. The required self-adaptive capabilities the (self-adaptive) applications
need, are provided by a Debian GNU/Linux 64-bit Operating System (OS) running on top of
the platform. Results are provided for 1 and 4 instances of the SHA-1 algorithm competing
for the use of the available resources. System environment is turned non-optimal by making
it to randomly run tasks such as parallel Linux kernel compilation or system bus hogging
tasks such as network transfers. Static analysis reveals an average impact of 4.45% for the
Heartbeats framework and 5.10% including the decision making and hot-swap mechanism,
and of 5.38% and 6.00%, for the software and hardware versions, respectively. Results show
how system is able to self-adapt to achieve the commanded heartbeats in the presence of the
dynamic environment conditions mentioned by choosing at runtime the best implementation
available for the given constraints. For more works dealing with the Application Heartbeats
framework in different computing platforms please check the bibliography and the website of
the Heartbeats project.
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(a) (b)

Figure 2.6: DAG application specification and system configuration and reconfigurations. From An et al.
[2013b]. (a) shows a 4-task DAG and (b) an associated example of different reconfiguration implementations of some
of the tasks.

2.4.2.2 Autonomic management of reconfigurable embedded systems using
discrete control.

Also inspired in Santambrogio [2009] and on AC, in this case using the MAPE-K loop, An et al.
[2013a] and the extended version in An et al. [2013b] propose using discrete control techniques
for the autonomic management of partially and dynamically reconfigurable embedded systems
in FPGAs. Authors adopt discrete control techniques formalisms and tools to design the MAPE-
K loop that gives support to the autonomic management controller, which is derived based on
the system models and objectives. System functionality is described as a Directed Acyclic Graph
(DAG), Figure 2.6a, which consists of a set of nodes that represents the tasks to be executed, with
the directed edges representing the precedence constraints among tasks. These tasks, which
can represent different granularity operations, from atomic operations to coarse fragments of
system functionality, might have different implementations characterised by various parameters
of interest, such as number of used reconfigurable tiles, execution times and power consumption,
as shown in Figure 2.6b.

System application behaviour, task implementations and executions, architecture
reconfigurations and environment are modelled separately by using Labelled Transition
Systems (LTSs), or automata, as shown in Figure 2.7. The complete system application described
using the DAG captures its dynamic execution behaviour by defining a scheduler automaton
that considers all possible execution scenarios. This automaton, which specifies the tasks to be
executed and their execution sequences and parallelism, conform the Autonomic Manager,
which is computed by making use of Discrete Controller Synthesis (DCS) techniques, languages
and synthesis tools. The algorithm for the derivation of this automaton is also covered in the
report.

Finally, system objectives, which consider both functional and non-functional requirements,
are defined in terms of the states and the associated implementation costs of these and of
the paths of the model (used resources, execution time, power and energy consumption). The
runtime scheduler conforming the Autonomic Manager is in charge of choosing the best
among all the implementations of each task according to system objectives. This constitutes the
decision mechanism (based on discrete control techniques) according to the events monitored
in the architecture, which, in Sironi et al. [2011, 2010b] was accomplished by using heuristics
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(a) (b) (c)

(d)

Figure 2.7: System modelling using LTS: architecture, tasks execution and application (scheduler)
behaviour. From [An et al. 2013b]. Architecture behaviour is captured in (a), which gives the model RMi of
the behaviour of tile Ai (reconfiguration options models for each tile) and the model of the battery in (b); execution
behaviour is captured in (c), which gives the model TMA of task A featuring 2 implementations; and (d), which
shows the scheduler automaton Sdl capturing the application execution behaviour.

as previously analysed. Case study considered is a video processing system implemented on
an ML605 Xilinx board, which includes a Virtex-6 FPGA (XC6VLX250T). Nine independent
reconfigurable tiles are specified in the reconfigurable region to execute the different tasks and
a microblaze soft-processor that executes the Autonomic Manager and the configuration
bitstreams management.

Another work dealing with self-adaptation of heterogeneous multicore architectures can
be found in Diguet et al. [2011]. A Real-Time Operating System (RTOS) running in a General
Purpose Processor (GPP) is in charge of managing a set of tasks (that build up the specified
applications) with various possible implementations in HW and/or SW. Figure 2.8 shows this
architecture model.

By using control theory for online decision, a closed-loop controller is implemented to
manage reconfiguration control at runtime, introducing feedback control in the area of soft
RTOS. Their objective is to unify HW and SW task management within the OS, by “considering
a reconfigurable embedded system as a process to be controlled by means of configurations
choices”. A contribution of the work is the differentiation of application and system-level
adaptation decisions, so that they can be hierarchically and globally considered in order to meet
system constraints (QoS, power, performance). The proposed solution is to distinguish between
algorithmic and architectural adaptation, related to application and system-level adaptations,
respectively. Therefore, they propose the use of separate configuration managers, known as
local and global configuration managers (LCM and GCM, respectively), in charge of application
and system-level adaptations, respectively. There is one LCM per application, which is in charge
of application optimisation by choosing among different algorithmic configurations, featured by
relevant metrics (obtained, for example, by simulation). This set of configurations is application-
dependant, so they are specified by the application designer. Then, the GCM, specified by the
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Figure 2.8: RTOS-based heterogeneous architecture model for online HW/SW partitioning. From Diguet
et al. [2011].

Figure 2.9: Generic closed-loop model for system reconfiguration. From Diguet et al. [2011].

system designer and continually fed by sensor information, is in charge of choosing, according
to the algorithmic configuration proposed by the LCM, the best architectural configuration
that optimises HW/SW partitioning of the task set to comply with system-level constraints.
Figure 2.9 shows the closed-loop model in charge of controlling reconfigurations.

Note that in this work, as authors state “we did not base our work on the specific Xilinx
framework for partial and dynamic reconfiguration, but we simulate fast reconfiguration with
preimplemented HW modules that are clock-gated when unused”. This is because their “aim is
to propose a solution for self-adaptivity based on the assumption that efficient reconfigurable
devices are available”.

2.4.2.3 Self-awareness for designing and operating heterogeneous multicores.

A very recent work following the ideas of self-aware computing is found in Agne et al. [2014].
Authors focus on heterogeneous multicores implemented with FPGAs in order to create self-
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Figure 2.10: Reference architectural framework for a self-aware compute node. From Agne et al. [2014].

Figure 2.11: ReconOS-based heterogeneous multicore architecture. From Agne et al. [2014].

aware compute nodes. The work is based on the reference architectural framework [Becker et al.
2012] shown in Figure 2.10, “as a model for managing heterogeneous multicores”, which is very
similar to MAPE-K and ODA control loops. However, as authors state, theirs “is more elaborate
and draws inspiration from the notions of self-awareness and self-expression in neurocognitive
sciences”. In particular, they implement a “higher level of awareness”, meta-self-awareness, by
which “a node is aware of its own awareness”.

The FPGA-based multicore architecture implementation is based on ReconOS [Lübbers et al.
2009], Figure 2.11, a “heterogeneous multicore architecture and programming environment
which enables the creation of compute nodes according to the architectural framework
model of self-awareness” utilised. ReconOS, which runs on top of a host operating system,
provides a unified abstraction layer that manages the runtime execution and scheduling of
hardware/software multithreaded applications running in heterogeneous platforms that consist
of a CPU core and several reconfigurable logic cores. This way, they are able to adapt the number
and type (software/hardware) of cores executing the application at runtime.

The case study deals with two applications, sorting and matrix multiplication, running on
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the self-aware compute node at the same time. Implementation is done on a XC6VLX240T
Xilinx FPGA divided in 13 regions. One is static and contains, among others, a Microblaze
processor; the other 12 feature partially reconfigurable regions (slots) in which to allocate the
hardware threads. Decision-making is accomplished in the self-expression engine, using two
rule-based adaptation strategies. A performance constraint is set for the sorting application with
the goal of maximising the number of matrix multiplications, and based on this, the decision
strategies are formulated according to the workload (fill level of data communication First-In
First-Out (FIFO) memories). Besides, meta-self-awareness is expressed by the engine with the
implementation of a metastrategy that leverages the advantages of both fundamental strategies.
This way, the metastrategy decides on which of the two is better to use at each time. Authors
also show results under conflicting constraints, by including a thermal constraint on the system,
which is directly related, and conflicting, with the performance constraint.
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2.5 Conclusion

This chapter has offered some notions on self-adaptation of systems from a perspective wider
than the very specific niche in which this PhD work is framed. The rationale behind it being
included in this dissertation lies in the conceptual view of self-adaptiveness included in
Sections 2.2 and 2.3. Particularly, the discussion on behaviour adaptation featured in Section 2.3
provides a view on systems often overlooked within hardware community. It helped laying
basic theoretical foundations to self-adaptation through the modification of the inner structure
and parameters any system is composed of; this idea sets the basis of the proposal contained
in this dissertation.

Section 2.4 is an effort to bridge the gap between the more abstracts conceptions of systems
and related software implementations and the underlying hardware substrates. This is a
frontier which is going fuzzier each day, as seen by an increasing availability of heterogeneous
computing architectures (to be introduced in Chapter 4 for new FPGA architectures). On
one side, high-level synthesis techniques are approaching to the software community an easy
methodology for the creation of custom hardware that accelerates implementations of some
parts of AC systems. And on the other side, a look onto formal system concepts and self-
adaptation framework will eventually foster a new generation of more flexible hardware built
on top of reconfigurable devices. Works analysed in previous section offered some of the
specific efforts accomplished in this direction.

Following Chapters 3 and 4 introduce the techniques and technologies used to approach
self-adaptation within this work, before surveying the resulting field of research from their
merge in Chapter 5, EHW, which is the main topic of this PhD work.



3
Evolutionary Computation

3.1 Bio-Inspired Computing Metaphor of

Evolutionary Computation (EC)

Evolutionary Computation (EC) [De Jong 2006; Eiben et al. 2003] is a sub-field of AI in particular
of Computational Intelligence (CI), composed of several techniques among which the different
types of Evolutionary Algorithms (EAs) are found. It consists of a group of biologically inspired
algorithms that, operating on a population of individuals, which represent candidate solutions
to a problem, iteratively evolve better and better solutions to it. It involves techniques inspired
by biological evolution mechanisms such as reproduction, mutation, recombination, natural
selection and survival of the fittest.

EC is one among the various bio-inspired techniques used in different scientific disciplines.
Inspiration in this case comes from Darwin’s theory of evolution described in Darwin [1859].
Evolution can be approached from two different points of view. One is related to the natural
selection mechanism of evolution, the macroscopic view of evolution, and the other to molecular
genetics, the microscopic view [Eiben et al. 2003]; based on this reference, a description of the
approaches and ideas of these bio-inspired principles on which EC sits, follows.

Natural selection has to do with the competition among the members of a given population
within a given environment. Since the environment cannot host an infinite number of
individuals due to a finite number of resources, those individuals that better compete for
the available resources have a greater chance to survive and reproduce. This is widely known
as the survival of the fittest. Darwin also observed another driving force of evolution related to



54 Chapter 3. Evolutionary Computation

this survival competition; the phenotypic variations among members of the population. Each
of this phenotypic traits that individuals possess are different features that directly affect how
they respond within the environment. Thus, the environment is evaluating these traits, which
determines the fitness of each individual, i.e., how well (or badly) fitted to the environment each
one is. If this evaluation is negative, the individual tends to die without offspring. Contrary,
if the evaluation is positive, the phenotypic traits of the individual have a higher chance
to propagate through to its offspring after reproduction. Besides, random variations, called
mutations, might occur during reproduction, which produce variation in the phenotypic traits
of the following generations. This makes that new combinations of phenotypic traits happen
to occur, and thus, they will get evaluated afterwards. Again, the best ones will survive and
will therefore have a higher chance to reproduce. Eventually, after several rounds of evaluation,
selection and reproduction, new individuals appear in the population that are better adapted to
its environment, which makes the population as a whole to change and hence be better fitted,
i.e., the population evolves.

The postulates of molecular genetics, which constitute that other, microscopic, view of the
evolutionary process, sets the focus inside individuals (as opposed to the natural selection
mechanisms that set the focus on the world outside individuals and their populations). If the
phenotype is what is observable at the, external, higher-level of an individual, its genotype
is what encodes it at the lower-level of molecules. That is to say, the constituent parts of the
genotype that conform the functional units of inheritance, the genes, encode the phenotypic
traits. The complete genetic information of an individual is the genome, which contains all the
material (genes) necessary to build the phenotype out of the genotype. The structures in which
all the genes of an organism are organised are called chromosomes, which in higher life forms
(many plants and animals) are arranged in complementary pairs in most cells. It is in here that
the combinations that give rise to different phenotypic traits in the offspring, as compared to
their parents, appear. The cells in charge of combining the genetic material during reproduction,
called gametes, are special cells that do not contain both pairs of the chromosome, but just a half.
When these gametes fuse, the combination of the genetic material of the predecessors (usually
parent and mother) takes place and a new cell, the zygote is created. Each pair of chromosomes
of this new cell contains half the genetic information of each predecessor. This process is usually
known in EC as crossover, or recombination, which is one of the two fundamental operators
that introduce variation in the population during reproduction. The other one is mutation
that randomly modifies a small part of a single genotype (one or some few of its genes) and
produces a very slightly modified mutant offspring.

The result of this evolutionary process during thousands of millions of years has brought
the emergence of biological designs (species) extremely well adapted to its natural medium,
exhibiting really optimised body structures and mechanisms. Considering the amount of
biological designs that greatly exceed any human-engineered system in terms of performance,
complexity and efficiency, it can be concluded how Natural evolution is the best evolutionary
design system ever known to date [Bentley 1999]. Not in vain, it created the human brain,
which is the other best problem solver found in nature besides evolution. These two examples
of biological inspiration contributed to set the basis of embracing one of them, the evolutionary
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process, as one source of inspiration for the development of automated problem solvers, which
eventually took the form of EC. Other instances of bio-inspiration exist, all covered under the
common umbrella of Natural Computing [Nunes de Castro 2007; Rozenberg et al. 2012].

Based on this inspiration and the increasing human necessity to solve very different types of
problems found in very diverse disciplines, together with the scarce knowledge that sometimes
exist around those problems, made the scientific community to put the focus in searching for
widely applicable automated problem-solving algorithms. And it is in here where EC (its whole
embraced family of algorithms) excels, since it: (i) is valid for very diverse problems; (ii) does
not need much tuning for specific problems; (iii) delivers acceptably good solutions (optimality
is not assured due to its stochastic essence); and (iv) does it within a reasonable amount of
computing time. This is the main reason why different scientific and engineering fields rely on
the power of simulated evolution, i.e., of an evolutionary process synthetically modelled in a
computer, as a generic problem solver.
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3.2 Application Domains of EC

There is a generally accepted conception, beyond existing controversy [De Jong 2006], of EC
being a powerful optimisation tool. An abstraction of the evolutionary process as a never-
ending search for better adaptation, leads quite naturally to perceive it as a continual optimiser
of a population. It can therefore be viewed as the exploration of a complex fitness landscape
with several changing local optima peaks, in the quest of a whole population to reach the
optimum. The evolutionary process can be seen as an adaptive controller too, if the system
under evolution is viewed as a complex adaptive system able to change over time by its
interaction with a dynamically changing environment (landscape). Eiben et al. [2003] offer a
system analysis perspective of the problem-solving capacity of EC, which yields a classification
according to three application domains. Generally speaking, EC has been applied to problems
such as optimisation, system modelling and simulation.

In the case of optimisation problems, two typical examples are: (i) combinatorial optimisation
where a convenient combination of a finite set of elements fulfilling some constraints is sought;
and (ii) numerical optimisation in which a set of parameters that affect an already existing
system’s performance, and are therefore considered by designers as to being able to optimise
it, are extracted from the design [Bentley 1999]. The target of the evolutionary process is the
search for such a combination of the available elements (or a set of values for the parameters)
that maximises optimality of the solution. Each candidate combination of elements (or set of
numerical parameters) can be viewed as the inputs to be applied to a known formula or system
model. After computing the outputs according to it, the candidate combination of elements
(or set of parameters) that exhibits a higher fitness, indicates the solution that best optimises
system performance so far.

Contrary to the previous situation, in which a model describing the behaviour of a system
is known, when it comes to system modelling problems it is precisely an adequate description
of the model what is sought by the evolutionary process. Given corresponding sets of inputs
and outputs, the search process is directed to find a formula/model that describes the system
behaviour in such a way it is able to fulfil the known input-output mapping, i.e., a model of
the system that produces a correct output for each known input. Once such model is obtained,
it shall be possible to predict the outputs that the modelled system will produce in the event of
new inputs appearing. In the context of searching a dynamically changing landscape through
time, as the consequence of a dynamic and uncertain environment or a changing system itself
(due to internal or sensor failures, for example), the evolutionary process would progressively
update the model so as to reflect the current state and keep to produce correct outputs. De Jong
[2006] sees this situation as perceiving “evolution as a feedback-control mechanism responsible
for maintaining some sort of system stasis in the face of change”, i.e., systems that “self-adapt
over time as a function of the feedback obtained from the environment in which they operate”.

Finally, another use of EC can be its application to simulation problems, in which well
known models of the system under simulation exist; for example consider an electronic circuit
and its associated set of formulas describing its operation. In this case, for a given input, the
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simulator containing the model of the system is able to compute the outputs, for any valid circuit
description and set of inputs. This is no different to the general advantages that traditional
simulation schemes provide in the design steps of any system. However, now EC is added to the
typical design & simulation loop used in so many fields, so that it can propose new candidate
solutions to the simulation problem. As one side effect, this gives rise to a concept that could
be termed as automated design and simulation tools, which might be used in several disciplines
to automate design procedures. Another outstanding example, for its shiny name, is found in
the field known as Artificial Life. It studies the logic of living systems in artificial, computer-
based environments, where the rules governing societies of living systems are studied, since
differently to the general simulation case, those rules and models governing the whole artificial
world are also under study. This is not only applied to trying to understand those emergent
behaviours arising from the interactions and the evolution of the artificial agents, but also to
use them to simulate real-life issues such as economy within societies, as a model to try to infer
understanding from real life emergent behaviours.

Bentley [1999] offers an interesting approach to EC by clearly considering and studying
it as a tool for creative evolutionary design. This allows looking to the applications of EC
from another angle, which includes the notion of creativity1. Borrowing the term creativity, if
it is human creativity what is addressed to imagine new algorithms, the simulated evolutionary
process mimicked by us humans in EC can be amply loosen from issues such as: (i) constraints
coming from well-established, traditional engineering design rules; (ii) human taboos and
ethical considerations around sex and reproduction; and (iii) constrains coming from mimicking
the considered state of the art knowledge on how evolution really works in nature. This allows
to freely experiment in order to find better and better algorithmic techniques. For example,
taking issue (i) as an example, it allows the exploration of unconventional regions of the
search space, yielding completely unexpected designs that are many times way far from human
understanding, but perform way better than their human-engineered counterparts. Contrary
to this creation of new designs, there is another use case; the optimisation of previously
existing designs, as already mentioned in the case of optimisation problems, which cannot
be classified as generative or creative. Nevertheless, evolutionary optimisation is able to
produce unconventional, yet well-performing, solutions far from human understanding in this
situation too. Natural human curiosity makes EC practitioners to wonder why and how such
unconventional solutions can really get to work. This situation has sometimes served as the
starting point for new theories and design techniques to be developed. It is an interesting
exercise to study the literature in EC from the perspective of the patent infringements an
evolutionary design process can yield, by reaching exactly the same results as previously
registered patents. Similarly, evolution has also been used as a patent-making tool, proposing
completely new patentable designs.

Finally, experiments related to issues (ii) and (iii) can also be performed in order to try
both existing and non-existing biological mechanisms in EC algorithms [Eiben et al. 2003]. As
a case of an existing possibility in biology, there is incest, which not only poses clear moral

1There is controversy in the community as to what creativity really is and what is therefore involved in a creative
process; and, hence, if a computer can recreate creativity. However, this discussion is way beyond the illustrative
purpose of this introduction to EC.



58 Chapter 3. Evolutionary Computation

taboos, but also scientific evidences of degenerating populations in natural medium. Well, after
experimentation, there are also evidences now that show how evolution in artificial mediums as
EC performs, also benefits from preventing incest [Eshelman et al. 1991]. However, a different
situation happens with a non-existing feature in biology, which is multiparent reproduction
[Eiben 2002]. This is easily testable in EC and its effects have proved beneficial.
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3.3 Description of an Evolutionary Algorithm (EA)

Based on the description of the biological principles inspiring EC, a unified description of an
EA can be given, since all of the different types of them share the same principles but just
differentiate in technical implementation details. These details are what afterwards determine
the suitability of applying each of them to different application areas. Generally speaking, EAs
can be classified as stochastic search algorithms that follow a trial and error approach borrowing
ideas from the theory of evolution after Darwin [1859]. A great and enormous amount of EA-
related literature resources is available. A good set of general references to be considered are
Bäck [1996], Bäck et al. [1997], Bentley [1999], De Jong [2006] and Eiben et al. [2003].

Given an initial population of randomly created individuals (other options are to seed
this initial population using some heuristic technique or results from previous evolutions),
these undergo an evaluation procedure, in which a measure of the fitness of each individual is
obtained. The fitness measure, obtained through the application of a quality/objective function
that is to be maximised (or minimised) in case of an optimisation problem, qualifies how well
adapted each individual is to its environment, i.e., how well each of the candidate solutions
optimises that quality function or solves the problem. Once this initial population has been
evaluated, a parent selection operator is in charge of choosing the individuals that shall seed
the next generation. It operates by assigning a higher probability of being chosen as actual
parents to those individuals in the mating pool featuring higher (more optimised) fitness
measures. But, in any case, all the individuals within this parent (sub-)population usually have
a non-zero probability to be selected. The next generation of individuals of the population is
created using reproduction mechanisms such as recombination and/or mutation applied to the
selected parents. Recombination is applied to, at least, two selected candidates of the pool, and
produces at least one new candidate (children). Mutation is applied to just one candidate and
it generates one new children. Recombination and mutation operators are applied to the pool
of parents until the new offspring (sub-)population (descendants) is complete, featuring a new
set of candidate solutions. At this point, the population contains the parents from the previous
generation and the offspring coming from them. Once a new evaluation phase takes place for
these newly created individuals, those to be selected as parents for the next generation are either
selected among the whole population (including the previous parents) or just from the recently
created offspring. This implements the survival of the fittest mechanism. Algorithm 3.1 shows
the algorithmic description of a generic EA while Figure 3.1 offers a graphical representation.

According to how each of the steps in Algorithm 3.1 is implemented, and how are those
individuals represented, is what differentiates among the different types of EAs. Hence,
different strategies can be applied to implement the general scheme of the EA in order to
fine tune it for the application at hand. The following list compiles some interesting remarks
on EAs that are worth to mention to have a better perspective of what is going on when an EA
runs.

• Selection strategy. The selection of individuals in order to produce the next generation
can be considered a somewhat two-fold process that takes into consideration both



60 Chapter 3. Evolutionary Computation

Algorithm 3.1 General scheme of an EA

1: INITIALIZE population
2: EVALUATE population
3: while (not_termination_condition) do
4: SELECT parents
5: RECOMBINE parents
6: MUTATE resulting offspring
7: EVALUATE offspring candidates
8: SELECT survivors (individuals for the next generation)
9: end while

Figure 3.1: Graphical representation of a generic EA. Adapted from Eiben et al. [2003]. For simplification
purposes, the evaluation of the initial population is not represented.

previous parents and resulting offspring. There is a survivor selection process and a parent
selection process. The former selects survival individuals after evaluating the offspring
and introduces them within the population replacing previous individuals. The latter
selects individuals from the population that will reproduce and create the offspring.
Parent selection mechanisms are typically stochastic while survivor selection mechanisms
are typically deterministic based on fitness. Concepts such as age can be considered in
order to decide whether older individuals have higher chances to be deleted from the
population in order to make room for newly selected individuals from the offspring. It is
also worth to mention how survival selection in some EAs always substitute parents by
offspring, independent of the fitness of each of them.

• Elitism. Within survivor selection, an elitist EA always selects at least one copy of the
best individual of the current generation to be propagated to the next generation. This
way, that well fitted individual is not lost, so evolution can keep choosing it as a parent
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to seed subsequent generations and continue exploring that area of the search space.

• Evolutionary forces. There are two fundamental forces that push the evolutionary
process, selection and variation. While selection pushes quality, variation (mutation and
recombination) creates diversity. Increasing variation allows to explore more zones of the
search space, but, taken to the extreme, it might turn the search process to be mostly
random. Increasing survival selection pressure towards more fitted individuals, i.e.,
decreasing the probability of selecting others less fitted, might eliminate individuals
that could eventually progress towards high fitness values in future generations. Hence, a
proper balance between forces that increase variation (mutation and recombination) and
the force decreasing it (selection) is a very important issue to consider when designing
an EA.

• Randomness. An EA is an intrinsically stochastic algorithm that uses random operators
(although some source of determinism is introduced when considering fitness values for
selection as will be seen) to direct the progress of evolution towards an increasingly better
performing population. Sources of randomness are selection, recombination and mutation.
In case of selection, higher fitted individuals have a higher probability to be selected, but,
however, less fitted individuals do also still have a chance to be selected as survivals
or parents. Regarding recombination, which genes from each parent are selected to be
recombined with others is a random choice among the two (or more) parents involved
in creating a new individual. Lastly, for mutation, the number of genes to mutate, how
often mutation is applied, which genes to be mutated and how to replace those genes is
also a random choice. This random essence is what prevents an EA to always produce
the same, predictable results, hence not assuring to reach the optimum in a single run.

It is important to properly perceive the idea of EAs as algorithms that operate over a
population and therefore try to improve the population as a whole. Individuals as such are
born, evaluated within their environment (by means of the function in charge of computing the
fitness), and selected to survive for the following generation and eventually become parents,
or die. This population-based view helps in visualizing the inherent parallelism of EAs,
since, conceptually speaking, all individuals live at the same time, so evolutionary operators
do happen at the same time, i.e., in parallel. So they are extremely good candidates to be
implemented in parallel computing resources.

Besides, the stochastic nature of EAs reinforce the idea of observing a whole population as
the unit under evolution, since fitness of single individuals after various runs of the evolutionary
process might not only differ a lot among them, but also easily get to perform very poorly.
Therefore, in order to properly evaluate the behaviour of a particular EA it is the whole
population, in terms of statistical results (average, variance), what has to be assessed.
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3.4 Components of an EA

Once the bio-inspired principles of EC have been introduced in section 3.1 and the basic
description of how an EA works in section 3.3, a detailed description of the different
components, operators and procedures needed to specify an EA is given below. Most of them
have already been mentioned and introduced throughout the previous sections. They are:

• Representation
• Evaluation function
• Variation operators

– Mutation
– Recombination/Crossover

• Population
• Selection

– Parent selection
– Survivor selection

3.4.1 Representation

As analysed in section 3.1, two views of the evolutionary process were mentioned; a
macroscopic and a microscopic view. The former considers the environment in which
individuals do actually live and hence where populations evolve, while the latter deals with
the internal structure (and associated mechanisms) all the individuals of a population have
in common. Each one is associated with a different domain; while the first one defines the
phenotype space, i.e., the solution space, the last one defines the genotype space, i.e., the
representation space. Therefore, each individual might be represented differently in both of
them. An individual in the solution space is characterised by its phenotype, which contains the
physical manifestations (traits) that result from a transformation process that the individual
undergoes from the representation space, which is characterised by its genotype. Hence,
phenotypes are possible candidate solutions in the real-world problem domain, while genotypes
are the associated encodings in the EA domain. In general, the representation of a problem,
consists of a representation space and a decoding function that transforms representations of
solutions into actual solutions. This transformation is termed in EA jargon as growth function,
since it resembles the process of how an individual grows to become an adult from the very
moment of reproduction.

Consequently, the first stage when specifying an EA is to define how individuals are to be
encoded within the algorithmic representation of the problem, i.e., a modelling (or mapping)
process from the real-world problem domain to an adequate data structure for the algorithm to
compute on has to be done. This is a very important phase, since the remaining modules of the
EA are defined accordingly. The evolutionary search process do occur in the genotype space,
so all genetic operations happen at this level, which means that mutation and recombination
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operators are defined according to this representation. However, evaluation takes place in the
phenotype space, since it is in the solution space where individuals can prove their quality.

Individuals in the search space domain of an EA, are encoded in chromosomes, which are
built up by genes. Several representations are possible, but to name the most common ones,
chromosomes usually take the form of binary strings, integer strings, real-valued numbers
and parse trees. Whichever the representation chosen is, special care has to be taken in
order to observe some general best practices which experience has shown to be effective
in order to perform an efficient search and find good solutions [Weise 2011]. An important
one to be mentioned is that small changes in the genotype should produce small changes in
the phenotype, which helps in defining effective variation operators and hence making the
algorithm efficient [Sekanina 2004].

3.4.2 Evaluation function

Evaluation within EAs serve the purpose of guiding the search process towards the optimum
solution. It assigns a fitness measure to each candidate solution to qualify its degree of
optimality (quality); hence, it is sometimes also referred to as the fitness function. In case
the problem to be solved is an optimisation problem, it is also named as objective function.
Since fitness involves the notion of degree of adaptation, higher fitness imply better adapted
individuals, i.e., better solutions. Hence, the idea is to maximise fitness, which, as already
mentioned, make those individuals with a higher fitness to have a higher chance to survive.
To avoid confusion please note how sometimes maximising fitness (understood as the quality
degree) involves minimising the result returned by the fitness function (understood as the
evaluation function whichever form this takes).

The search that the EA performs can be graphically represented as Figure 3.2 shows. It offers
the perspective of the evolutionary process as a population of individuals walking along a fitness
landscape, which is characterised by several peaks featuring different fitness values. The higher
the peak, the higher the fitness, and therefore the idea of evolution trying to push individuals
to the highest peaks. In case of an optimisation problem, all individuals progressively tend
to reach the highest fitness peak. This is the optimum solution that the EA tries to obtain.
However, if the EA mission is to provide a system with continuous adaptation capabilities,
fitness resembles now a way to specify requirements. Adaptive systems should be able to
respond to unknown events that shall make fitness eventually drop, so evolution should keep
running to maintain a healthy population able to recover system functionalities by evolving to
other high-fitness zones of the search space. In such a case, it could be interesting to keep a
record of some near optimal solutions, so that the system can easily get adapted by choosing
one of those as the actual solution. In addition, when fitness drops, the active population can
be seen as the seed to trigger yet another evolutionary process that will try to adapt the system
by generating new solutions adapted to the new search space, i.e., to the new fitness landscape.
This new evolutionary run should be faster in finding a good solution as compared to beginning
from a random population.

The specific form the fitness function takes is completely problem-dependent, and it is a



64 Chapter 3. Evolutionary Computation

Figure 3.2: Model of a fitness landscape. The population is distributed throughout the search space, which
takes the form of a fitness landscape. Evolving a population means making the individuals move towards those
highest (fitted) peaks. The image shows the “Visualization of two dimensions of a NK fitness landscape. The arrows
represent various mutational paths that the population could follow while evolving on the fitness landscape”:
by Randy Olson (Own work) [CC BY-SA 3.0 (http://creativecommons.org/licenses/by-sa/3.0)], via Wikimedia
Commons. http: // commons. wikimedia. org/ wiki/ File% 3AVisualization_ of_ two_ dimensions_ of_
a_ NK_ fitness_ landscape. png

key component in any EA (any search algorithm in general) for incorporating problem-domain
knowledge and assist in guiding the search. The distinction in the fitness landscape perspective
as being static or dynamic, is needed to be kept in mind in order to properly define an efficient
search algorithm.

3.4.3 Variation operators

Variation operators are in charge of producing new candidate solutions from previous ones.
Given the fitness landscape shown in Figure 3.2, the idea behind using these operators is moving
the individuals of the population throughout the search space. Ideally, variation operators
should guarantee that every possible candidate solution is reachable, which turns into assuring
that every possible genotype can be produced using the specified variation operators [Eiben et
al. 2003]. In order to efficiently search the solution space, a balance has to be observed between
a thorough exploration of the search space and an exploitation of the best solution found so far
[Michalewicz et al. 2004; Sekanina 2004]. However, it is also necessary that reproduction creates
useful variation, i.e., both diversity and improvements in fitness [De Jong 2006]. Excessive
exploration by random, maybe large moves of the individuals, might make that near-optimal
fitness peaks are skipped and therefore never reached. Contrary, excessive exploitation and
small moves around the best individual found so far, might make losing other high fitness
peaks; this is due to the search effort being focused in this sub-optimal solution, which could
be a rather bad one that is far away from the optimum. An example of the former is random
search that explores evenly all the regions of the search space, assigning the same probability to

http://commons.wikimedia.org/wiki/File%3AVisualization_of_two_dimensions_of_a_NK_fitness_landscape.png
http://commons.wikimedia.org/wiki/File%3AVisualization_of_two_dimensions_of_a_NK_fitness_landscape.png


3.4 Components of an EA 65

be reached to every single point2. Regarding the latter, hill climbing accurately represents the
idea of very smoothly trying to improve the best solution by giving very small steps in the
landscape3.

According to its arity4, there are two types of variation operators; (i) mutation as an unary
operator that perturbs an existing solution and (ii) recombination as, at least, a binary operator
that combines (or hybridises) existing solutions. Note how in multi-parent reproduction this
operator could well be, e.g., ternary or quaternary and so on. It can now be better understood
how depending on the representation chosen, these operators should be defined in very
different ways, but always trying to efficiently operate on the structure of the chromosome; it is
not the same to operate over a binary string or over a 2D matrix of real numbers. Besides, given
an homonym encoding (binary, as instance) as the representation of individuals in radically
different problems, which is possible, operations over them could probably be completely
different; what is safe to do on one of them, might be highly harmful in the other one.
Also important to be mentioned, is the fact that there is no rule saying that a chromosome
itself should be homogeneous, so different types of genes might be part of a single one.
Hence, operators have to be designed accordingly with the representation of the chromosome
in order to produce valid candidates; no universal operators exist that can guarantee this.
Finally, recalling the previous idea “that small changes in the genotype should produce small
changes in the phenotype”, De Jong [2006] states how for an EA to run smoothly, high fitness
correlation between parents and offspring should be a design premise and serve as a tool to
evaluate operator performance. This means that no drastic changes in fitness should occur
from generation to generation; from low fitness parents nor high fitness offspring in a single
generational step should be obtained, neither vice versa.

3.4.3.1 Mutation

Mutation is a stochastic, unbiased, unary operator applied to one genotype that produces a
slightly modified mutant offspring. Randomness comes from drawing values from the selected
probability distributions that determine: (i) which gene(s) to mute within the chromosome
given an average maximum number of genes to be mutated and (ii) the value of the new gene.
Please note how there is a non-zero chance of not mutating some chromosomes, as long as
the average maximum number of genes selected to undergo mutation is obeyed. Depending
on the representation, the new value of the mutated gene can vary from flipping a bit to add
(or substract) a relatively small value drawn from a Gaussian distribution, among others. Its
utilisation is very different among the different EAs, from being the only variation operator
used to not being used at all. Figure 3.3 illustrates the idea of mutation.

2Note how this contrasts with the idea of assigning a higher probability of being reproduced to highly-fitted
individuals.

3Note how this contrasts with the idea of giving a chance to apparently low-fitted individuals that may eventually
progress towards high fitness peaks.

4The arity of an operator is the number of input operands it takes.
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(a)

(b)

Figure 3.3: Mutation operator. Example of two possible mutation operators for a single gene for: (a) binary and (b)
real-valued representations, respectively. In (a) mutation is done by flipping the value of the bit that corresponds to
the randomly selected gene, while in (b) it turns into adding a small value drawn from a standard normal distribution
to the randomly selected gene. Although in this example just one gene is mutated, usually, mutation is applied in
both cases by assigning a small mutation probability to each gene of the chromosome.

3.4.3.2 Recombination

Recombination is a stochastic variation operator that merges genetic information from two or
more parents, producing one or more offspring individuals. Again, randomness comes from
drawing values out of the selected probability distributions. What parts of the parents are to
be combined and how, depend on these drawings, as well as the non-zero chance of not being
applied at all, which is also a random choice.

It serves the purpose, highly studied on biology by plant breeders, of combining useful
features from each of the reproducing ancestors. Generally, offspring produced by the
operator will not be better or worse; sometimes, it will definitively be worse; but, sometimes,
recombination will effectively combine the genetic material from the ancestors into a better
fitted offspring. As in the case of mutation, it is representation-dependent, and the utilisation
each EA makes of it, is different; up to the point of not being used at all for being considered
harmful. Figure 3.4 illustrates the idea of recombination.

3.4.4 Population

The population in an EA is the structure that holds the individuals, and is defined in the
genotype space, so it contains a number of genotypes. Most times it remains constant in size
during evolution, so its specification just involves defining that size. It is important to remark
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(a)

(b)

Figure 3.4: Recombination operator. Example of two possible recombination operators for: (a) binary and (b)
real-valued representations, respectively. From two parents, two different children are produced. In (a) recombination
is done by cloning each parental chromosome into one child, up to a randomly selected gene; the rest of each child’s
chromosome is completed with the remaining genes of the other parent (the one used to clone the other child). In case
(b), the partial clone procedure of (a) is repeated, but from the randomly selected gene onward, both resulting child
chromosomes are computed as the average of each parent gene. In both cases, that randomly selected gene is usually
called crossover/recombination point.

that it is the population, as a whole, that is evolved, and not the individuals themselves; just as
what happens in biology, where individuals do not evolve, but the species they belong to does.
Conversely to variation operators that operate over individuals, selection operators operate at
the population level, based on relative or absolute fitness measures among all the members of
the population. Based on the fitnesses of the individuals that belong to the population, selection
chooses the associated genotypes.

An interesting measure that can be extracted from a population is diversity, which shows
the degree of variety of solutions. No formal measure exist so several possibilities are used, like
number of different fitness measures, number of genotypes, number of phenotypes or statistical
measures such as entropy.

Sometimes, a distinction is made between the parent population size and the offspring
population size. Please check De Jong [2006] to obtain more information about this issue,
which is sketched in the next paragraph. When initialising an EA, the parent population size
determines the degree of parallel search, what in turn influences the initial breadth of the
population, since more individuals are spread throughout the search space so it might be better
explored and unwanted convergence to local optima can be reduced.

The issue of population sizes is related to how they are managed generation after generation,
which directly depends on the type of selection mechanisms used. In some EA models, the
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population is completely renewed in each generation, so the parent population dies after
procreation. Hence, the next generation is entirely built up by the offspring population.
These models are called generational or non-overlapping-generation models. Conversely,
in overlapping-generation models the next generation is created from both the parent and
offspring populations, by selecting survivors that will form the following generation. For
clarification purposes for the remaining of chapter 3, let µ denote the parent population size
and λ the offspring population size.

3.4.5 Selection

In general, selection imposes a pressure that guides evolution towards increasingly better
solutions. Therefore, it has to operate over a population and not over individuals, as indicated
some paragraphs above. Individuals from the population are selected based on their quality, so
selection does actually occur as an operation relative to the fitness of the involved individuals;
the “involved individuals” sometimes means all the available individuals in the population,
while other times it means just a subset of them. Selection happens twice in each loop iteration
(in each generation) of the evolutionary process: once to select the parents that will reproduce
to create the next generation from the actual one, parent selection; and once to select the
individuals that will survive after evaluation and therefore pass to the next generation, survivor
selection, so they can be selected as parents. The chosen selection mechanism is strongly related
to the generation models used, i.e., if the next generation is created only from the selected
offspring or from both the offspring and previous (parent) generation.

In general, both deterministic and stochastic methods are used, balancing the pros and cons
of each. The different selection mechanisms known are not discussed here for being out of
the scope, but just some general remarks are given in the following two sections. In any case,
the combined effect of parent and survivor selection determines the search strategy for future
generations by controlling the selection pressure. If the selection pressure is too strong, the
search will converge prematurely to local optima.

3.4.5.1 Parent selection

Based on their quality, parents are selected to reproduce and create offspring typically in
a probabilistic manner. There is a fitness-based process that assigns probabilities to each
individual based on their absolute fitness or based on a previous ranking stage that orders
them. Sometimes, it is difficult to quantify the absolute fitness, since no global knowledge
of the population is available. In these cases, relative strategies that confront some of them
in a tournament-fashion that allows to rank them and then select from that subset, are used.
Hence, while higher fitted individuals get more chances to be selected, in any case, lower fitted
individuals do also have a chance to become parents too. Although their probability is very
low, it is not zero, so there are chances to keep exploring those zones of the search space where
they reside. This also happens in biological evolution, where selection is many times related
to luck, so low-fitted individuals do also get to reproduce sometimes, which could eventually
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lead to exploit a determinant feature.

3.4.5.2 Survivor selection

As in the case of parent selection, survivor selection uses quality as the criterion to select
individuals; the difference is that this selection is done in a different stage of the algorithm.
According to the idea mentioned in section 3.4.4 of differentiating parent and offspring
populations, once the offspring has been created and evaluated, there is some time in which
both parents and offspring are co-existing at the same time, the effect being a temporary
expansion in population size. In EAs, populations usually remain constant in size during
execution, so a mechanism has to be provided to replace ancestors by surviving descendants. It
therefore involves replacing some (or all) individuals from the previous generation by selected
individuals from the offspring. This is why survivor selection is often called replacement also.

According to the generation model employed (overlapping vs. non-overlapping), individuals
can either be selected from both previous generation (parents) and offspring or just from the
offspring, completely discarding previous generation. Survivor selection, as opposed to parent
selection, is often deterministic; individuals are ranked according to their fitness values and
selected from that ordered set. The ranking result conforms the selection pool. This pool is
afterwards truncated during selection itself to provide the higher-fitted individuals, although
variants that introduce some randomness into the process or take age into account are also
possible. For instance, age can be considered in order to discard some individuals for selection
for being considered too old.
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3.5 Main Types of EAs

After a brief initial look into what an EA is, previous section analysed the components that need
to be specified when designing one. There are different standard EAs available. They all follow
the basic principles already introduced, but differ in technical implementation details such as
the representation chosen to encode individuals, the selection strategies and the definition of
the variation operators. This makes each of them to be more suited to a type of application
problem than others, although no definitive answer exists to which is the best. Besides, several
choices can be made within each of them, and even other types of EAs or hybridisations
among them or other algorithms are available. In general, each application problem requires a
somehow ad-hoc algorithm implementation, so a fine tuning process of whichever algorithm is
finally selected, is in any case required. The main types are Genetic Algoritms (GAs), Evolution
Strategies (ESs), Evolutionary Programming (EP) and Genetic Programming (GP). Following
sections feature a short introductory description of each of them.

3.5.1 Evolution Strategies

ESs [Beyer 2001; Schwefel 1995] were initially founded by students in the 1960s at the Technical
University of Berlin (TUB), “as a set of rules for the automatic design and analysis of consecutive
experiments with stepwise variable adjustments” [Beyer et al. 2002]. The problem domain was
the shape optimisation of different mechanical devices. From one set of variables (an individual),
they produced another one changing all of them by slight random variations. The new set was
kept if it had not deteriorated the device, so they returned to the initial set in case the new had
not improved it. Later on, this would correspond with the (1 + 1)-strategy, for it having one
parent producing one offspring and selecting the best of both for the next generation. At that
time, the optimisation of real-valued vectors was the next natural step accomplished, that was
followed to the later application to numerical optimisation in general.

3.5.1.1 Representation.

ESs do not really make a differentiation between genotype and phenotype. They are typically
used for continuous parameter optimisation, so the traditional encoding has been as real-
valued vector of variables representing the parameters to be optimised. Later on, ESs were
also developed to work in binary and combinatorial search spaces, using integers to encode
solutions for this last option. However, the discussion herein is restricted to real-valued vectors.

ESs have a very interesting feature called self-adaptation of strategy (or control) parameters.
This basically means that there are some parameters of the EA (mutation parameters) that
are self-adapted (changed) during evolution. Therefore, each individual, a := 〈y, s〉, not only
comprises the so-called object parameter vector, y, to be optimised, but also a set of strategy
parameters, s, which co-evolve (and are therefore being adapted themselves by going through
variation and selection operators, too) with the solution. The most general expression for the
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representation of an individual within ESs is defined by the following chromosome:

a := 〈y, s〉 ≡ 〈y,σ,α〉 ≡ 〈y1, . . . ,yn,σ1, . . . ,σnσ ,α1, . . . ,αnα〉

However, not all the strategy parameters are always considered in ES implementations. The
final encoding depends on the search strategy implemented, which is highly related to the
mutation operator. More information is given in the following section, where the strategy
parameters are defined.

3.5.1.2 Mutation.

Mutation, which is the main variation operator in ESs, is performed by adding a Gaussian
distributed random value, with mean ξ being usually zero, to each component under variation,
i.e., to each of the elements of the object parameter vector. The standard deviation σ, called the
mutation strength, controls the size of the mutation and belongs to the set of strategy parameters,
which are also mutated as mentioned previously. Mutation in an ES works by perturbing the
object vector with samples from the Gaussian normal distribution such that:

y′i = yi +N(0,σ′) = yi + σ′ ·N(0, 1)

where N(0, 1) is a draw from the standard normal distribution. From the above formula it is
clear that the value of σ has to be mutated (adapted) first and the object vector afterwards.
According to the strategy parameters used, three different mutation types exist, which affect
how both y′ and σ′ are determined:

• Uncorrelated mutation with one step size. Only one strategy parameter σ is considered,
so just one Gaussian distribution is used for it. In this case, the generic chromosome is
reduced to: 〈x1, . . . , xn,σ〉. The strategy parameter is used to set the standard deviation
of all the distributions used to mutate each object vector element. The mutation operator
is defined by the following formulas:

σ′ = σ · expτ·N(0,1) (3.1)

y′i = yi + σ
′ ·Ni(0, 1) (3.2)

where N(0, 1) is a draw from the standard normal distribution and Ni(0, 1) a separate
draw from the standard normal distribution for each variable i (for each object parameter).
The parameter τ resembles the so-called learning rate of neural networks. It is proportional
to the square root of the object variable length n:

τ ∝ 1/
√
αn

where α = 1 is usually tried first, and in the case of multimodal fitness landscapes α = 2

should also be tried.
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• Uncorrelated mutation with n step sizes. One strategy parameter per object vector
element, σi, is defined. For high-dimensional problems, the idea is controlling the
mutation step size of each variable independently in order to move the individual
independently in each dimension of the search space.The chromosome now takes the
form 〈x1, . . . , xn,σ1, . . . ,σnσ〉, and the mutation is defined as:

σ′i = σi · expτ
′·N(0,1)+τ·Ni(0,1) (3.3)

y′i = yi + σ
′
i ·Ni(0, 1) (3.4)

• Correlated mutations. This mutation scheme defines correlations between the different
mutation step sizes by using a covariance matrix. It proves useful when there are strong
interactions among the parameters of the search space [De Jong 2006]. The objective
is to adapt the search to the contour of the landscape, by defining a set of rotation
angles used to change the orientation of the mutation; a rotation angle is defined for
every possible pair of object parameters [Whitley 2001]. The chromosome now takes the
full expression given above: 〈x1, . . . , xn,σ1, . . . ,σnσ ,α1, . . . ,αnα〉. This mutation scheme
defines the known as CMA-ES (Covariance Matrix Adaptation-ES). For an in-depth
explanation please check Hansen [2006].

3.5.1.3 Recombination.

There are two basic recombination mechanisms in ESs. One is intermediate recombination,
which for each offspring allele, averages the corresponding alleles of the involved parents, and
discrete recombination in which each of the genes of the offspring is randomly selected from
one of the parents. The reproduction mechanism can use both recombination methods at the
same time, one for the object variables and the other for the strategy parameters. There are two
possibilities for the number of parents involved: local recombination when two parents are
involved and global recombination for multiparent reproduction mechanisms. In either case,
parents are randomly selected from the µ available individuals in the parent population. The
number of parents involved in the recombination process is known as ρ.

3.5.1.4 Population model and selection.

The canonical versions of ESs are denoted by (µ/ρ, λ)-ES and (µ/ρ+ λ)-ES, where µ denotes the
size of the parent population Pµ; ρ 6 µ the mixing number, i.e., the number of parents involved
in the procreation of one offspring individual; and λ the size of the offspring population Pλ.

Survivor selection. Two different population models determine the survivor selection
strategies in ESs. In either case, µ individuals are selected deterministically according to their
fitness-based rank. The two survivor selection strategies are:

• Comma selection: (µ, λ). Just the offspring are considered for selection so all parents die,
i.e., µ parents are selected out of the λ children.
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• Plus selection: (µ+ λ). Next generation is selected from both the parent and offspring
population, i.e., µ parents are selected out of µ+ λ total individuals.

Parent selection. ESs do not select parents based on their fitness values; rather, for each
children to be created, ρ are randomly selected, using a uniform distribution, from the whole
parent population of µ individuals, i.e., from the set of previously selected survivors as the next
generation.

3.5.1.5 Algorithmic description.

Algorithm 3.2 shows a description of a generic ES. First, at generation 0, the initial population
is generated (line 2) either from random or using some heuristic or previous evolution. Then,
for each iteration (generation, denoted as g) an offspring population is created from the parent
population (lines 4–8) by: (i) (lines 5–6) randomly selecting, using a uniform distribution, ρ out
of the µ parents (R) to be recombined and produce a recombinant individual (rl); and (ii) (line
7) applying mutation afterwards. This is repeated for each of the λ required children in order
to produce the complete offspring population (line 9). This children population is evaluated
(line 10) producing a fitness measure for each of them, which constitutes the fitness of the
whole population (F). For the survivor selection (next parent population) the µ best ranked
individuals are deterministically selected (line 11) according to the survivor selection strategy,(
+,
)
, being plus or comma.

Algorithm 3.2
(
µ/ρ +, λ

)
-ES

1: g← 0 . Initial generation
2: P(0)

µ ← Initialisation : {(ym, sm) ,m = 1, . . . ,µ} . Initial population
3: while (not_termination_condition) do
4: for l← 1, λ do . For each offspring individual
5: R← Draw ρ parents from P

(g)
µ . Parent selection

6: rl ← Recombination (R) . Generate recombinant
7: (ỹl, s̃l)←Mutation (rl) . Mutate recombinant
8: end for
9: P

(g)
λ ← {(yl, sl) , l = 1, . . . , λ} . Offspring population

10: F(g) ← Evaluation
(
P
(g)
λ

)
. Evaluate offspring population

11: P
(g+1)
µ ← Selection

(
P
(g)
λ ,P(g)µ ,µ, +,

)
. Survivor selection

12: g← g+ 1 . Next generation
13: end while

3.5.2 Genetic Algorithms

Genetic algorithms were initially proposed by Holland in 1973 [Holland 1992], and further
developed by Goldberg [1989]. Its simplest form is called Simple Genetic Algorithm (SGA) or
canonical genetic algorithm, and uses bit-strings for the representation of individuals. It features
a generational model to manage populations, so every new generation the whole population
is replaced by the new offspring, regardless of fitness. This means the complete offspring
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population is in the mating pool, so all the individuals can be selected as parents. The selection
strategy is called fitness-proportionate selection (introduced later in this section) that assigns
a probability of being chosen as a parent, Pi, to each individual. Therefore, the selection
probability depends on the absolute fitness value of an individual compared to the total fitness
of the population.

The recombination operator is 1-point crossover (introduced in section 3.5.2.3) that randomly
mates two parents from the pool. A random point is selected within the individuals’
chromosomes and the pieces interchanged between them. Mutation is done by setting a fixed
mutation rate, which represents the probability a gene is mutated, and it is usually very low;
below 0.01, which means mutating a maximum of 10% of the genes. It works by sampling
a value for each gene from a uniform distribution in the range [0, 1] and comparing it with
the mutation rate; if this value is below the mutation rate, that gene is mutated, which for
bit-strings chromosomes, means flipping that bit.

GAs were conceived to be application independent, so they could be easily applied to
different problems with very few changes from the original inception featured by fixed-length
bit-strings chromosomes. However, new representations and, therefore, the associated variation
operators appeared soon, along with other selection mechanisms. They are briefly described
in the following sections. For simplicity reasons, an algorithmic description of a typical GA is
not included here, since it can be easily derived not only from the general description of an EA
in Algorithm 3.1 and of an ES in Algorithm 3.2, but also from any of the references included
herein.

3.5.2.1 Representation.

Nowadays, candidate solutions in GAs are typically represented using binary strings, integer
strings, real-valued/floating-point numbers, and permutation-oriented sets of numbers. In
most situations, the permutation case makes use of integers. The difference with the integer
representation is that in the permutation case no number repetitions are allowed, since the
chromosome represents a sequence of events, or a set of elements (so is the reason why each
integer number representing an element of the set cannot be repeated).

3.5.2.2 Mutation.

The following list introduces the main types of mutation operators found in GAs.

• Binary-based mutation. Typically, mutation for binary strings takes the form of bit-
flipping each of the genes with a small probability pm, called mutation rate.

• Integer-based mutation. Again, each gene can be independently mutated with a
probability pm. At least two different cases for representation exist; one in which gene
values have some kind of relation among them or another in which no relation applies
since the integers represent some unrelated phenotypic traits (for instance, four integers
representing the four cardinal points).
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– Random resetting. A new value is randomly selected from the set of possible values.
Used in case all the values are equally valid for each gene.

– Creep mutation. A small random value, step, is added to each gene. Values follow a
symmetric distribution around zero that favours, in general, small changes.

• Floating-point-based mutation. Genes are changed randomly with any value contained
within the valid range defined.

– Uniform mutation. New gene values are randomly selected by sampling from a
uniform distribution. Sometimes a mutation probability is also defined for each
gene.

– Nonuniform mutation with fixed distribution. A Gaussian distribution with mean zero
and user-controlled standard deviation is used to sample values that are added to
gene values. Typically the perturbation is always applied to all genes, i.e., probability
is one, but controlling the standard deviation and therefore the step sizes.

• Permutation-based mutation. In this case, it is the sequence determined by gene values
what matters more than the values itself. No mutation probability is defined per gene,
but per complete genome, in order to avoid invalid mutations as much as possible.

– Swap mutation. The values of two randomly selected genes are swapped.
– Insert mutation. Two genes are randomly selected and one moved so it is placed right

next to the other, which makes those in-between to be moved too so as to make
room.

– Scramble mutation. The values of a randomly selected subset of genes, or the whole
genome, are scrambled.

– Inversion mutation. The order in which the values of a randomly selected subset of
genes appears, is inverted.

3.5.2.3 Recombination.

It is considered the most important variation operator in GAs, with mutation as a much less
important one. A probability pc, called crossover rate, is used to decide if parents selected to
reproduce are applied the operator or are just cloned.

• Binary-based recombination.

– One-point crossover. A random gene is selected as a splitting point in the genomes of
two parents. Afterwards, the resulting parts are interchanged between the genomes
and two children created. An example was shown in Figure 3.4a.

– N-point crossover. Generalisation of the previous for more than one crossover points.
– Uniform crossover. A recombination parameter is defined and a random number

following a uniform distribution over [0, 1] is generated for each gene. For one of the
two children, if the value per gene is below the parameter, the gene is inherited from
one parent; otherwise, it is inherited from the other. The second child inherits the
opposite genes.
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• Integer-based recombination. The same operators as for binary representations are used,
so no further elaboration is done.

• Floating-point-based recombination. Two different possibilities exist, discrete recombina-
tion and intermediate or arithmetic recombination. As for discrete recombination, each gene
of a child can inherit the equivalent gene from any one of the parents, with the same prob-
ability. No new genetic material is created, but the existing one is redistributed. In case
of arithmetic recombination, the recombined genes are the result of a linear combination
of the gene values of the parents. The amount each parent contributes is controlled by a
parameter α. A typical value for it is 0.5, which corresponds with the arithmetic average:

– Simple recombination. A random point is selected in parental chromosomes. Up to
that gene position, each child genome is a clone of one parent; from that gene on,
the linear combination is applied. An example was shown in Figure 3.4b in which
the linear combination corresponds with the arithmetic average.

– Single arithmetic recombination. Each child genome is a clone of each parent, but
at a single random gene, a new one is generated as the result of the arithmetic
recombination. It is equal to the previous case, but only for one position of the
chromosome.

– Whole arithmetic recombination. All genes are arithmetically recombined, so if α = 0.5
both children will be the same.

• Permutation-based recombination. As mentioned previously in the mutation operator
for this type of representations, the order or sequence derived from genes is what matters.
For this reason, the operators are more complex than for other representations. Explaining
this with few words would yield a rather poor description of the methods, so they are just
enumerated and the keen reader is directed to the original sources mentioned throughout
the text to complete the descriptions. The main recombination operators are: partially
mapped crossover (PMX), edge crossover, order crossover and cycle crossover.

3.5.2.4 Population model and selection.

As mentioned in section 3.4.4, two population models exist in EAs, in general. For the non-
overlapping-generation model (also called generational) the GA takes the form of the SGA, as
introduced in the very beginning of this section. In this case, the whole population is replaced by
its offspring regardless of fitness, giving place to a new generation. If an overlapping-generation
model is used, the GA is called steady-state GA, in which the next generation is the result of
replacing just some of the previous individuals by the new offspring.

Survivor selection. From the expanded population resulting after reproduction, sized µ+ λ,
which contains parents and offspring, two types of methods to select µ individuals for the next
generation can be distinguished, based on fitness or age.

• Age-based replacement does not consider fitness of individuals. Instead, the concept of
age is introduced in the evolutionary process so that individuals are allowed to stay alive
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a given number of generations, i.e., GA iterations. In the SGA case, where the number of
offspring produced is the same as that of parents µ = λ, all the individuals exist for just
one generation, so the previous parent population is completely replaced by the offspring.

• Fitness-based replacement strategies take fitness into account in order to select the µ
individuals that will replace the previous parent population. Many of the strategies also
include the concept of age. Besides those used for parent selection (introduced right
below), which are also used at this stage, other strategies exist. Such is the case of elitism,
which has already being introduced: the best individual of the population is always
kept, regardless of the selection strategy used. If a new individual appears featuring
higher fitness, it replaces the previous best solution found so far. Another strategy is worst
replacement, that selects the λ worst elements of the expanded population to be replaced,
with no other consideration. This can lead to premature convergence so it is applied
under certain restrictions that minimise this possibility.

Parent selection. Typical parent selection mechanisms are, among others:

• Fitness proportionate selection. Also called roulette wheel selection. A probability to be
selected as a parent, Pi, is defined and assigned to each individual as:

Pi =
fi
µ∑
j=1

fj

(3.5)

where fj is the fitness of each individual. Hence, the number of times each individual
will be selected as a parent, on average for the whole population of µ individuals, is fi/f,
where f stands for the average fitness of the population.

• Rank-based selection. Individuals are ordered according to their fitnesses. Once ordered,
a procedure assigns to all the individuals the probability of being selected on the basis of
their rank. This probability assignment usually follows a linear or exponential pattern, in
such a way that the exponential rank assigns higher probability to higher-ranked genomes
compared to linear ranking.

• Tournament selection. Individuals are selected by random competitions among them.
To select an individual, a subset of k individuals is randomly chosen from the mating
pool using a uniform probability distribution. The competitor individuals are compared
among them based on fitness and the highest fitted wins, becoming the selected parent.
k controls the tournament size, with k = 2 being a binary tournament that confronts
two individuals each time. Higher k’s increase the chance that high-fitted individuals are
selected and therefore win by competition with less-fitted ones.

3.5.3 Evolutionary Programming

The origin of EP, developed by Lawrence J. Fogel, dates back to the 1960s. The mission was
to simulate evolution in order to generate machine intelligence [Fogel 1999]. The approach
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took the form of evolving FSMs as the capability of a system to adapt its behaviour to
the environment while observing the demanded goals. This involved trying to predict the
environment in order for adaptivity to be obtained. Not in vain, initial works were directed at
evolving predictors [Fogel et al. 1966] able to analyse symbol sequences and predict the next
one in the sequence. Hence, EP was conceived with the idea of providing adaptive behaviour
(developing behavioural models of observable system interactions) to solve the problem at
hand, rather than finding the optimum solution to a given optimisation problem.

This original model used a population of one parent that created one offspring, letting the
best of both to survive and reproduce. This would correspond with a (1 + 1)-ES population
model. Since authors thought this could make the search to get stagnated in local optimum,
the next step was using µ parents, each of which produced a single offspring, effectively
doubling the population temporarily. This would correspond with a (µ+µ)-strategy nowadays.
Reproduction was asexual, i.e., mutation was the only operator involved in creating an offspring
from a clone of the parent. Mutation operated uniformly over the representation of transition
tables by adding/deleting states/transitions, changing an output symbol or changing the initial
state. Once the resulting offspring population was evaluated, survivors were selected from the
temporary population containing 2× µ individuals (parents and offspring), by rank-ordering
all of them and selecting the µ-highest fitted individuals. This means low fitted individuals do
not have a chance of being selected at all, as opposed to other approaches in which these low
quality individuals still have a chance, although small, to be selected.

EP was extended by David B. Fogel in the late 1980s for continuous parameter optimisation
(function optimisation). Regarding representation, although fundamental practitioners of EP
are pragmatic and stress the use of representations adapted to the problem at hand rather
than sticking to a standard representation, the fact is that real-valued parameter vectors are
considered the standard representation in EP nowadays [Bäck 1996; Eiben et al. 2003; Fogel
2006]. So as in the case of ESs, no real differentiation between the solution and representation
space is made either. Besides, and again as in the case of ESs, EP was also further extended with
self-adaptation. Very similar techniques as those used in ESs are therefore used in EP to make
the search adapt to the given contour of the landscape, i.e., including strategy parameters for
each object variable to allow self-adaptation of the EA. Depending on the adaptation technique
used, different types of EP are distinguished: (i) standard EP, which does not use self-adaptation
at all; (ii) meta-EP that uses mutation variance parameters as self-adaptation and (iii) Rmeta-EP,
which uses mutation variance and covariance parameters for a finer-grained self-adaptation.
The considered standard EP is meta-EP, and hence, the representation of an individual is given
by:

〈x1, . . . , xn,σ1, . . . ,σn〉

Also, in this general case, reproduction is asexual, so the only variation operator is mutation.
The specific implementation details of mutation in EP were a bit different at first compared to
ESs: e.g., strategy parameters in EP were mutated after the object parameters were, as opposed
to ESs; besides, formulae differed a bit also. However, later works in EP by the proposing
authors seem to be effectively merging with the mutation schemes found in ESs by reversing
the order of the mutations, so no further elaboration of this topic is included here [Chellapilla
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et al. 2001; Eiben et al. 2003; Fogel 2002]. To complete the creation of the whole offspring,
mutation is applied in the generation of each children over the copy of the selected parent until
the population has doubled in size. After evaluation of the new offspring individuals, survivor
selection is done by halving the population, letting survive just the highest fitted half. There
is an EP variant that allows to evaluate each offspring individual right after being generated,
immediately replacing the least fit individual in the population; this is called continuous standard
EP. For parent selection, tournament selection is the preferred method in those cases in which
a different strategy to “1-parent-produces-exactly-1-offspring” is used, being the size of the
tournament a global parameter of the algorithm.

For more details on EP, for example a discussion on why recombination is not only not
considered but disregarded, besides other topics, please check Bäck [1996] and Fogel [2006].

3.5.4 Genetic Programming

GP was introduced by Cramer [1985] and Dickmanns et al. [1987] and popularized by [Koza
1992], so it is much newer compared to the other EA variants introduced before. It is considered
a specific case of GA that appeared to allow for the evolution of computer programs (programs
able to create other programs), i.e., to give support to automatic programming. Its working is, in
essence, the same as other types of EAs. However, in this case, representation took the form
of parse trees, which represent general formulas. Two other important differences had to do
with chromosomes: first, they were not linear now by default, but trees; and second, its size
was not fixed, but variable, so that the GP instance could have a general enough structure
that contained the solution (which means, by the way, that GP is able to evolve dynamically
varying size programs). GP has been used mainly in the application domain classified as system
modelling problems as shown in section 3.2: each individual encodes a model and the fitness is
the quality of the model to be optimised [Eiben et al. 2003].

Typical representation in GP, as mentioned, is done using parse trees, which capture
expressions representing general formulas (arithmetic, logical). The internal nodes of the trees
signify operations that are called functions, while leaves indicate variables and constants that
are called terminals. Functions can range from standard arithmetic or logical operators and
standard programming structures to application specific operators. As for terminals, these
might represent boolean, integer and real-valued data types among others such as symbolic-
valued data types. Every instance of GP defines a primitive set, which consists of the sets of
allowed functions and terminals. Since GP was introduced, different representations appeared
[Poli et al. 2008] such as, to name two typical cases: linear representations, for example using
machine language instructions, to encode sequential programs as is typical in traditional
computer architectures; and graph-based representations, to give support to the evolution of
parallel programs. Which representation to use among those already existing or an ad-hoc
one, is completely application dependant. So is therefore the interpretation given to the tree
that has traditionally been that of an executable code, such as symbolic expressions in LISP
functional programming language, highly used in machine intelligence domain. This is the
reason why GP is considered as a way to obtain automatic evolution of computer programs.
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Figure 3.5: Crossover operator in GP. From two parents, a random subtree is selected from each of them and two
children are created by interchanging those subtrees between them.

Although considered a specialised form of GA, GP makes no distinction between genotype and
phenotype. This means the representation and the solution space are the same, so GP directly
evolves solutions, i.e., programs.

Regarding variation operators, mutation works by replacing a subtree selected at a random
point of the chromosome, by another randomly generated subtree. This is called subtree mutation.
Another type is, for example, point mutation, which changes one node’s function by another
random one with the same arity, given a node mutation probability in a per-node basis.
Different arguments are given in favour or against the use of mutation: from disregarding
it as its inventor advised in Koza [1992], to small rates such as 5% recommended by Banzhaf
et al. [1998]. In any case, it has traditionally being considered as a minor operator compared
to other EA variants. And the reason is that crossover plays a very similar role to mutation
in GP [Koza 1992], so what might be obtained using mutation, should also be obtained using
crossover. Several crossover operators have been proposed, but the most common, called subtree
crossover, works by interchanging two random subtrees (subtrees starting at random points in
a tree) from each of two parents and hence producing one or two children. Figure 3.5 shows
an example of this operator. Crossover in GP is considered to be a highly disruptive operator,
producing highly different fitness values among parents and children, which is anyway to be
avoided. This is an active field of research anyway, and not only in GP. It has already been
mentioned how crossover and mutation are highly representation dependent, so new extensions
to any EA always have to deal with this issue.

Selection mechanisms in GP can be any of the standard methods used in any EA. In case
of parent selection tournament selection and fitness proportionate selection are the preferred
ones. Traditionally, as a convention, the population model in GP uses generational models with
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no elitism, so survivor selection completely replaces the previous generation individuals by
the newly created offspring. However, nowadays, steady-state GP schemes are also being used
and elitism also considered in order to counteract the destructive effects of crossover.

A lot new applications have emerged from its initial use as a way to evolve computer
programs. GP has been exercised in order to reproduce previous patented designs as well as
to produce new patentable designs. Besides, an outstanding use in Electrical and Electronic
Engineering, as well as Control Systems, has been reported [Koza et al. 2005a]. Several
extensions have also been proposed to address other application domains. It is worth to mention,
for the importance it has for this dissertation, the case of Cartesian Genetic Programming (CGP)
[Miller 2011], which has been the main EA used in electronic circuit design together with GP
itself, and hence also in EHW. CGP will be introduced in Chapter 5.

Recommended references for GP include the books by Banzhaf et al. [1998], Koza [1992,
1994], Koza et al. [1999, 2005a] and Langdon et al. [2002]. An updated reference featuring the
state of the art techniques in the field and a review of real-world applications has been compiled
by Poli et al. [2008].
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3.6 Conclusion

This chapter has introduced the main concepts and algorithms involved in the field of
Evolutionary Computation (EC). The first two sections were devoted to offer an overview
of its underlying biological principles and the major domains where it has been used so far.
Afterwards, a generic Evolutionary Algorithm (EA) was described and the basic components
that build it up were introduced. Before concluding the chapter, a description of the four main
types of existing EAs followed: Evolution Strategy (ES), Genetic Algoritm (GA), Evolutionary
Programming (EP) and Genetic Programming (GP).

Following chapter presents the paradigm of Reconfigurable Computing (RC) and describes
its main representative and most widely used device, the Field Programmable Gate Array
(FPGA).



4
Platforms for Reconfigurable

Computing

4.1 Introduction

Reconfigurable Computing (RC) birth dates back to the late 80’s when programmable logic
devices able to be programmed an unlimited number of times, SRAM-based FPGAs (SRAM,
Static Random-Access Memory), became widely available. From their initial use as glue logic,
due to the increasing amount of logic contained and the progressive inclusion of embedded
memory following Moore’s Law, along with other reconfigurable computing resources, they
have been progressively incorporated as the primary computing device within many embedded
systems. Improved execution performance coming from mapping an algorithm to a hardware
implementation was obtained, as compared to software-based execution using General Purpose
Processors (GPPs), and even domain-specific processors such as Digital Signal Processors (DSPs)
and Graphics Processing Units (GPUs). Contrary to these fixed instruction-set processors,
featured by fixed datapaths executing a finite instruction set, computations are directly specified
at the hardware level in FPGAs. This allows for: (i) the specification of ad-hoc processing units
containing just those operations present in the algorithms; (ii) very fine-grained adjustment
of datapaths bit-width; and (iii) the instantiation of intermediate and local storage elements
to avoid external memory accesses. As a consequence, better performance/power ratios are
obtained. Slower than application-specific processors, usually implemented as Application-
Specific Integrated Circuits (ASICs) to exploit parallelism and direct hardware execution, but
faster than GPPs, the design cycle is more complex than for traditional software-based solutions.
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However, hardware reconfigurability becomes possible as a reward. Thus, typical flexibility
from software solutions hit the hardware domain with an increased throughput due to the
very nature of hardware vs. software execution. This way, Digital Signal Processing and High
Performance Computing (HPC) communities soon began considering them as perfectly capable
standalone powerful computing devices.

Basic RC ideas appeared in the 60’s. Early reconfigurable computers were built based on
different architectural approaches using the available technology at the moment (pre-FPGA
era), in order to demonstrate the potential behind the concept of reconfigurable computers. First
proposals even involved a manual reconfiguration process because no technology was available
to do it automatically, as is the case of the considered first reconfigurable computer, the Estrin
Fix-plus machine [Estrin 1960, 2002; Estrin et al. 1963]. But it was not until the late 80’s with the
widespread availability of FPGAs and their (re)configuration easiness that it can be considered
the field actually emerged. For a historic perspective on the different key investigations around
architectures and methodologies oriented to RC that lead to the actual state of the art, any of
the following references is worth reading: Bobda [2007], Gokhale et al. [2005] and Hauck et al.
[2007].

The chapter begins with a brief introduction to RC in section 4.2, where the basic definitions,
main types of RC devices and a classification of reconfiguration options is provided. Afterwards,
the main RC device, the FPGA, is analysed in section 4.3, beginning with an introduction to
the basic underlying architecture and the different implementation technologies. The chapter
follows presenting advanced elements available in current FPGA devices, which set the basis to
introduce a complete architecture and the architectural trend that main FPGA manufacturers
are following nowadays. Finally, section 4.4 holds a discussion on the benefits around the
RC concept and briefly analyses the current state of fabrication technologies, comparing
reconfigurable to non-reconfigurable devices and showing what RC has to contribute to
overcome some of the current and future computing limitations.
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4.2 Reconfigurable Computing (RC)

Reconfigurable Computing is defined as the study of computing systems by means of
reconfigurable devices [Bobda 2007; Koch 2013]. According to Koch [2013] it “is a computer
paradigm combining the flexibility of programmable software systems with the performance
of pure hardware processing”. Contrary to fixed, i.e., non-reconfigurable, computing devices
executing programmed instructions streams in an immutable datapath, reconfigurable devices
allow for changing the internal structure of its hardware computing resources, both at start-
up-time and on-the-fly at runtime. This process is usually called configuration if the change
of the structure happens at start-up time; the term reconfiguration is used when the structure
is changed at runtime [Bobda 2007]. The information on the functionality of each computing
and interconnection resource is stored in a file, the configuration file, which is to be stored in a
configuration memory in order for the device to actually get (re)configured. The configuration
file is the result of mapping a control-flow-based or data-flow-based algorithm into the
given computational resources of the device. The algorithmic description is mapped into the
configurable functional blocks of the device, specifying the required configuration for each of
them and for the associated interconnections.

As opposed to general purpose, domain-specific and application-specific computing
systems, RC combines the flexibility of GPP with the efficiency of ASICs. This way, it is not
only possible to implement on them any application that is correctly mapped on the underlying
computational resources, but also to reconfigure their structure in order to adapt to changing
requirements during system lifetime. This type of systems, which can be adapted once they
are deployed, is what has already been defined in previous chapters of this dissertation as
adaptive computing systems; Koch [2013] retrieves a definition for them given by Teich [2007]
as follows:

“[. . .] computing systems that are able to adapt their behaviour and structure
to changing operating and environmental conditions, time-varying optimisation
objectives, and physical constraints like changing protocols, new standards, or
dynamically changing operating conditions of technical systems”

The prefix self-, as in self-adaptiveness, might be added as long as systems are able to accomplish
adaptation themselves. Hence, self-reconfiguration, which can be defined as the capability
of a system to reconfigure itself, is a must for self-adaptive computing systems aiming to
dynamically change its own hardware structure.

4.2.1 Reconfigurable devices

As mentioned, RC comprises computing systems using reconfigurable devices; this section
addresses a brief introduction to them. First and foremost it is important to stablish a
classification criteria for reconfigurable devices. Similarly to the standard classification of
electronics in analogue and digital, RC devices can also be classified as digital reconfigurable
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devices or analogue reconfigurable devices (or circuits). The technological evolution and
acceptance of reconfigurable digital devices has been much more pronounced than for their
analogue counterparts.

4.2.1.1 Analogue reconfigurable devices

Regarding analogue devices, the Field Programmable Analog Array (FPAA) is by far the most
successful and noticeable example. The different versions developed mainly use Operational
Transconductance Amplifiers (OTAs) to support reconfiguration. In the work by Malcher et al.
[2014] an updated survey of different devices developed along the years can be found, coming
from both commercially available products and different academic projects. Just to mention,
the main representative devices that can be found nowadays from semiconductor companies
are: (i) FPAA and dpASP (dynamically programmable Analog Signal Processors) families from
Anadigm; and (ii) PSoC (Programmable embedded System-on-Chip) families from Cypress
Semiconductor. Figure 4.1 shows the architecture of an Anadigm FPAA. Other discontinued
products are, among probably others: (i) ispPAC (In-System Programmable Analog Circuits)
family from Lattice Semiconductor; (ii) TRAC family from Zetex semiconductors; and (iii)
MPAA020 from Motorola. Academic developments include [Malcher et al. 2014; Sekanina 2012]:
(i) different versions of FPAAs using different technologies such as OTAs, switched capacitors
and analogue multiplexers, among others; and (ii) Field Programmable Transistor Arrays
(FPTAs) like the one developed at the University of Heidelberg (allowing circuit development
at the transistor level), and the FPTA-2 chip developed at NASA Jet Propulsion Laboratory
(NASA JPL), which can implement analogue, digital and mixed signal circuits using transistor
switches to implement reconfiguration.

4.2.1.2 Digital reconfigurable devices

RC as is known today stems from the alternative use given to Programmable Read-Only
Memories (PROM) devices years ago to implement logical functions instead of their intended
use as non-volatile memories. This pioneering type of reconfigurable digital circuit was known
as Programmable Logic Device (PLD). Since that time, the Programmable Logic Array (PLA),
the Programmable Array Logic (PAL), the Generic Array Logic (GAL), and the Complex
Programmable Logic Device (CPLD) were, in a somehow chronological and complexity-
increasing order, the precursors of current mainstream RC devices, FPGAs. RC is considered
to be born when the first FPGA, the XC2064, was introduced by Xilinx, back in the mid 80’s
[Carter et al. 1986; Xilinx Inc. 1984]. Nowadays, two types of digital reconfigurable devices exist
according to the granularity of their minimum reconfigurable resources:

• Fine-grained devices, which operate at bit-level, represented by FPGAs and CPLDs. Since
FPGAs are by large the most used RC devices, sometimes terms are misleading and
’FPGA’ is the word used as a general term to mean RC device. Further elaboration on this
device model will be provided in section 4.3.
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Figure 4.1: Anadigm AN221E04 FPAA. Image obtained from Sekanina [2012]. The figure shows the architecture
of an FPAA from Anadigm (http: // www. anadigm. com/ ).

• Coarse-grained devices, which operate at word-level to define coarser-grained
reconfigurable operators, featuring functional blocks such as Arithmetic and Logic Units
(ALUs), Floating Point Units (FPUs) and even complete GPP cores. Also called Coarse
Grained Reconfigurable Arrays (CGRAs), in general, they include an array of Processing
Elements (PEs) or Functional Units (FUs), which in fact turn these devices to be more
domain-specific than general purpose. This is due to the fact, as indicated in Hartenstein
[2001], that in order to improve efficiency, they are developed with a set of applications in
mind that inherently define an standard set of operators and datapath bit-widths. They
resemble Very Long Instruction Word (VLIW) architectures but: (i) contain more FUs
than typical DSPs such as those from Texas Instruments or media processors like NXP
Trimedia; and (ii) reduce the number of data copies to Register Files (RFs) used in VLIW,
by providing direct data connections among FUs [De Sutter et al. 2010]. Mainly from
academic and research environments, several proposals were born to address different
kinds of computing application domains. However, no real market penetration has been
achieved so far. Surveys on CGRAs can be found in De Sutter et al. [2010], Hartenstein
[2001] and Theodoridis et al. [2007]. Because of their higher reconfiguration granularity,
they overcome some of the typical drawbacks of finer-grained devices, such as area and
routing overhead, placement and routing complexity, size of the configuration file and
time of reconfiguration [Otero 2014]. The reason for this lies in the extra amount of

http://www.anadigm.com/
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reconfiguration-specific resources required for finer levels of granularity (multiplexing,
buffering, routing and memory) [Gokhale et al. 2005]. However, flexibility of more general
purpose approaches like FPGAs, is sacrificed.

For some authors, a third category of devices distinct from the pure FPGA model but that
highly matches their actual architectures, as will be shown in section 4.3, exists. These have been
called mixed-grained devices [Koch 2013], or hybrid FPGAs [Bobda 2007] or coarse-grained
platform FPGA [Hartenstein 2011]. These devices are (in origin) fine-grained devices with in-
silicon added hard IP cores, such as CPU cores, dedicated multipliers, Multiply and Accumulate
(MAC) units, interface modules, memory blocks and memory controllers, among others. The
reasons to include these coarser-grained modules as fixed silicon, are the added benefits in
terms of performance, area and power efficiency obtained, as compared to reconfigurable bit-
level granularity.

4.2.1.3 Other silicon and non-silicon-based reconfigurable devices

In the interest of completeness and aligned with bio-inspired systems as one of the fields
in which this dissertation is framed, some other examples need at least to be mentioned. No
specific references to these works are given since no further elaboration will be included in here,
but a general one is provided as a pointer to reach each of them: Sekanina [2012]. Some of them
are specific ASICs that have been developed to study bio-inspired computing in general, and
evolvable hardware in particular. These include POEtic, RISA, PAMA and REPOMO32. Besides,
other non-silicon based reconfigurable substrates are also used in order to research new ways
to perform adaptive computing, like reconfigurable mirrors for adaptive optics, reconfigurable
nano-systems, reconfigurable antennas and reconfigurable liquid crystals.

4.2.2 Classification of reconfiguration options

Setting one-time configurable devices aside, there exist different reconfiguration possibilities
according to how much of the resources of the device are reconfigured and to the availability
of the remaining part (the resources not being reconfigured) during the reconfiguration process
[Koch 2013; Otero 2014]. The classification is based on the available options for FPGAs, which,
as already mentioned, are the most widespread and commercially available devices, but it can
be considered as a generic classification for RC devices in general.

Configuration information of RC devices is contained in a configuration bitstream, which is
produced by Computer-Aided Design (CAD) tools used in the design process and saved into a
(configuration) file. This file is uploaded to a configuration memory available in the device, in
order for it (the device) to get actually configured. The configuration memory is the element
that holds the configuration information of all the reconfigurable resources of the device at
all times. It can be volatile or not, which determines if an automated mechanism is needed
after power-on to upload the initial configuration into the device. In case of SRAM-based
volatile devices like FPGAs, the configuration memory is volatile, so this boot-up sequence
from non-volatile storage is needed.
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Depending on the amount of area to be reconfigured, two options are established:

• Complete reconfiguration. Also referred to as global reconfiguration, this situation stands
for the case in which the whole device is configured, i.e., every single reconfigurable
resource available in the device is updated with the information contained in the new,
complete, bitstream. In fact, this is no real issue since it is the simplest case of all. A design
is created and CAD tools synthesize the corresponding circuit, producing a bitstream
that configures the whole device, i.e., overwrites the whole content of the configuration
memory. As a consequence, every single trace of the previous configuration and internal
states are lost and the device needs to be restarted. A use case of this reconfiguration is
for example when an update is needed so it can happen in-field, without the need to take
the system off its deployment. Besides, it can be done remotely as long as the system can
be reached through a network.

• Partial reconfiguration. In this case, just a part of the device is reconfigured, i.e., not
all the reconfigurable resources are changed. Hence, just those actually involved in the
new or updated functionality are changed, while the rest are left as is. The bitstream
containing this partial configuration information is called partial bitstream. It is smaller
than the complete configuration bitstream, which, in actual devices, can take up to some
hundred megabytes for the biggest devices available. At least three different situations
can actually be considered in which partial reconfiguration is beneficial:

1. A new module with a different functionality is loaded during system operation. This
is interesting in situations in which there are available resources in the device and
the functionality of the new module is needed concurrently with the others.

2. A module is replaced by another with a different functionality during system
operation. This is similar to the previous case but in this situation device resources
are being time-shared for all the required computations. Reasons for this to be so are:
(i) the device does not have enough available resources to hold all the modules at a
time; (ii) concurrency of operation of the modules is not needed; or (iii) performance
is sacrificed for power savings.

3. A given module is updated with a new configuration in order to adjust its internal
structure or some parameters. Instead of swapping the whole module by a new one,
only the differing parts are changed.

Lastly, depending on the serviceability of the device while a partial reconfiguration process
is taking place, two options exist:

• Static reconfiguration. Also referred to as passive reconfiguration, it is characterised by
the need to stop device operation in order for reconfiguration to take place. Therefore,
the system is taken offline and data throughput interrupted during the process. This type
of reconfiguration is interesting for situations in which system operation can be safely
halted and resumed once reconfiguration is done, so it should not be a frequent condition
in order to maintain serviceability as high as possible. It is also the most typical case, and
therefore the simplest to manage, as is the case with complete reconfiguration.
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• Dynamic reconfiguration. Also referred to as active reconfiguration, in this case device
operation is not interrupted at all as long as the placement of the new module does
not interfere with or involves deallocating another one already present and in operation.
Therefore, data throughput might hold so system serviceability is maintained in or near
its maximum, depending on the module being reconfigured and when the process takes
place. In any case, online availability of unaffected resources by the reconfiguration
process is guaranteed in the meantime until reconfiguration is done. This gives support
to self-reconfigurable systems that can address their own reconfiguration without off-chip
assistance, adapting to runtime varying conditions of system operation.

Given the options analysed, four different reconfiguration scenarios are possible by a
combination of the possibilities, but just three of them make sense:

3 Static and full reconfiguration.
3 Static and partial reconfiguration.
7 Dynamic and full reconfiguration.
4 Dynamic and partial reconfiguration.

While dynamic and full reconfiguration is meaningless (if its full, dynamism makes no sense
since halting is required anyway to change the whole device configuration), Dynamic Partial
Reconfiguration (DPR), is the most versatile of all the available methods and gives support to
self-adaptive (embedded) systems, which is the main subject of this work.
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4.3 FPGA: the Mainstream Reconfigurable Device

Mainstream reconfigurable devices are, without a doubt, FPGAs, which feature pre-tested
silicon ready to be used. They offer a high computing power that makes commercial-off-the-
shelf FPGAs being extensively used in quite different application domains as the computing
core of the system. This section first features an introduction to the basic architecture of an
FPGA and the different implementation technologies available. However, current FPGAs are
far more complex devices than what this initial view shows. They have a comparatively more
heterogeneous architecture in order to improve performance and efficiency that somehow
brings adaptation to different application domains. These are left for the end of the section,
where a discussion on the actual architectural approaches followed by main FPGA vendors is
shown.

4.3.1 Basic architecture

An FPGA fabric is basically a matrix, i.e., a two-dimensional (2D) array, of Functional
Blocks (FBs), routing resources and Input/Ouput Blocks (IOBs). These constitute the basic
configurable resources of any FPGA, with Configurable Functional Blocks (CFBs) being the
basic computational units. So it basically is a 2D array of CFBs interconnected through a device-
wide configurable routing network. This network features Switch Boxs (SBs) to interconnect
vertical and horizontal wires and Connection Boxs (CBs) to provide CFB connectivity, both at
a local level between adjacent peers and to the global routing network vertical and horizontal
wires to connect to further peers. Besides, access to the outside world of the device is provided
through a set of configurable IOBs. The algorithm to be performed by the FPGA is partitioned
into several sub-modules that fit the CFB structure and fit into one of them. Hence, each CFB
is configured with one of the sub-modules, interconnecting all the required ones to build the
complete computational functionality. This type of computation is defined as spatial computing.
Figure 4.2 shows a representation of the general architecture of an FPGA.

Configurable functional blocks (CFB)

These are the basic computational units, or functional units, of an FPGA. Look-Up Tables (LUTs)
are the preferred method to implement these function generators, but they can also be done
using multiplexers, such as in Actel devices. LUTs are a set of memory cells containing all
the possible values to which a given function evaluates for the set of input values considered.
Basically, they are small SRAM memories whose cells contain the function values to be retrieved
using a decoder (a multiplexer, essentially) that addresses the required location corresponding
to the input value combination. They somehow implement a truth table describing a boolean
function. Each n-input LUT has 2

n SRAM cells that can be configured with 2
(2
n) value

combinations, so each of them can implement up to 2
(2
n) different functions. Traditionally,

4-input LUTs have been the norm, but in the last years this has increased to full 6-input LUTs
as is the case in Xilinx FPGAs and 8-input fracturable LUTs in the case of Altera.
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Figure 4.2: Basic architecture of a generic FPGA fabric.

Aside these basic computational units, 1 bit storage elements are also included to allow
for sequential circuits to be implemented. These usually take the form of configurable flip-
flops. Currently, CFBs have evolved and also include additional elements to help increase
computational efficiency. Examples are multiplexers to select the output of the block from
the flip-flop or directly from the LUT and specific arithmetic logic to assist in carry chain
implementation. A series of LUTs are grouped together with the additional elements described
to form the actual CFBs implemented on modern FPGAs. This set of LUTs and extra logic is
also made configurable somehow by allowing different configurations featuring one big LUT
using all the available inputs or smaller LUTs using a lower number of inputs.

This described set that conforms a CFB is packed together with other CFBs to form a
kind of configurable cluster of CFBs. They are interconnected among them by short length,
dedicated, fast routing paths, which help in reducing the overhead (in area, power and delay)
of configurable routing. Interestingly, since CFBs are built using SRAM memory cells, they
can also be used as distributed memory elements instead of function generators, which helps
increasing local memory, avoiding unnecessary external memory accesses.
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Configurable interconnection network

The routing resources in an FPGA are in charge of providing interconnection capabilities among
the available CFBs. Intra-connectivity at the CFB cluster level has already been mentioned to
be the fastest and shortest routing resource. It is usually employed to create more complex or
wider functions by combining together the CFBs within a cluster. Other fixed routing resources
are available inside clusters such as those related to carry chains, to avoid the extra overhead
introduced by reconfigurability when wider arithmetic circuits are built using several clusters.

However, for a fully functional architecture to be defined, several higher-level resources are
needed to connect CFBs with other distant peers. This structure is what conforms the device-
wide configurable interconnection network, which is vendor and architecture dependent, but
that is usually composed of several levels providing different degrees of connectivity among
local and distant CFBs. How the CFBs are placed in the FPGA fabric and how the whole
interconnectivity resources are disposed to provide the required communication capabilities,
defines different types of interconnect structures in FPGAs. Please note how a trade-off between
local and distant interconnections is needed. This is due to the different advantages and
drawbacks each of them have in connecting together the CFBs to build up the complete
computational functionality required each time the device is reconfigured, i.e., the routing
structure has to be designed with flexibility in mind too, so that the FPGA fabric can serve
different application domains.

Configurable interconnections are usually built using programmable switches or
multiplexers that allow a set of horizontal and vertical wires spanning different lengths to
carry signals across the device. Wire lengths may vary from 1 CFB length to the whole device
width or length, with some of these long wires having the capability to be broken into segments
of different lengths. Some architectures favour local interconnects in a mesh style, while other
favour long-line horizontal and vertical routings, or row-based routing structures. There are
also hierarchical structures in which different levels of connectivity are provided at different
levels of the hierarchy, offering more local connectivity at lower levels and more global at higher
levels. For deeper information on generic FPGA architectures and routing structures, any of
the general references to RC given above might serve the purpose, i.e., Bobda [2007], Gokhale
et al. [2005] and Hauck et al. [2007].

In any case, an informed combination of both local and global interconnect structures
is required to provide an efficient balance between flexibility and performance, since
communication infrastructures greatly affect delay, and hence maximum frequency of operation,
and area. No ultimate solution is possible, since efficiency and performance have a great
dependency on the algorithmic structure, which might map better in some architectures than
others, depending on the degree of data locality the involved computations require. Besides, a
huge effort in CAD synthesis tools is needed to efficiently map the algorithm specification to the
available computational and routing resources, in such a way that a well thought architecture
does not get completely ruined by using tools lacking investment efforts; this issue is illustrated
in Gokhale et al. [2005], that introduces the case of cellular routing architectures failure, which
favour local connections among CFBs.
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Figure 4.3: Structure of a Xilinx Virtex-5 CLB. From Xilinx Inc. [2012c].

Basic CFB structure in Xilinx and Altera devices

Xilinx CFBs are known as Configurable Logic Blocks (CLBs) [Xilinx Inc. 2012c]. Figure 4.3
shows the structure of Virtex-5 CLBs, which contain two slices with no direct connections
between them. Each of these slices belongs to a so-called column and shares connections with
other slices belonging to a same column. Horizontally, they are connected to a Switch Matrix
(SM) that grants access to a global routing matrix. This architecture is shared among different
families (only Virtex 4 devices differ in that they have four slices per CLB), but slice structure is
family-dependent; number of LUTs, inputs to each LUT and number of registers vary among
them. Figure 4.4 shows the internals of a Virtex-5 slice, whose elements are the following:

• Four six-input LUTs. Each of them available in the device can be configured as one six-
input LUT or two five-input LUTs sharing common inputs; these are called SLICEL, as
shown in Figure 4.4. They can be combined together to implement distributed RAM
memory or shift register functionality, although just around a quarter of the device slices
contain this functionality; these are the SLICEM slices.

• Four 1-bit registers. Configurable either as flip-flops or latches.
• Three multiplexers. Configurable function multiplexers connected to LUTs outputs.
• One independent carry chain. Shared vertically by slices of the same column.
• Two 1-bit adders.

Hence, each Virtex-5 CLB contains 2 slices, which means 8 LUTs, 2 arithmetic and carry
chains, 256 bits of distributed RAM and 128 bits for shift register operation.

Altera’s CFBs are known as Adaptive Logic Modules (ALMs). The structure of one ALM in
the Stratix V family [Altera Corporation 2010a] is shown in Figure 4.5. A set of 10 of them is
known as a Logic Array Block (LAB). Each ALM contains two combinational Adaptive Look-Up
Tables (ALUTs) with a total of 8 inputs, allowing for various combinations of inputs for each
LUT (various combinations of two functions). This is what Altera calls 8-input fracturable LUTs.
Besides these resources, 4 storage elements, two 1-bit full adders and a carry chain logic are
available. Half of the available LABs can be used as memory LABs (MLABs). Each ALM within
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Figure 4.4: Structure of a Xilinx Virtex-5 slice: the SLICEL. From Xilinx Inc. [2012c].

this half can be configured as a 32× 2 or 64× 1 simple dual-port SRAM, to sum up a total of
64× 10 or 32× 20 simple dual-port SRAM blocks for each LAB.

4.3.2 Extended computing resources: hard macros

Since the first FPGAs appeared, improvements in process technologies have greatly contributed
to increase their computational power. This has made them been increasingly accepted by
the community and used for more demanding tasks. Hence, besides improving basic FPGA
functionality such as CFBs, interconnection networks and I/O interfaces, manufacturers have
taken reconfigurable processing fabrics even further. Different coarser-grained modules directly
implemented in silicon have been progressively introduced in reconfigurable substrates. Since
no CFBs are involved but plain dedicated silicon, both performance and performance/watt
figures are higher. Besides, these modules, usually called hard macros (as opposed to soft macros
or soft IP cores as will be introduced in section 4.3.5, which refer to those implemented using
CFBs), are already well tested and only need to be instantiated and used (not designed from
scratch) when needed for a given design. Hence, FPGAs now feature more heterogeneous
reconfigurable fabrics than first, purer approaches where just CFBs, interconnection and I/O
interfaces were available. This situation has also made manufacturers to divide their FPGA
families into devices specialised for different applications. A typical division is among logic-
intensive devices (featuring the highest amount of CFBs), Digital Signal Processing (DSP)-
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Figure 4.5: Structure of an Altera Stratix V ALM. From Altera Corporation [2010a].

intensive devices (featuring the highest amount of DSP blocks), system on chip oriented devices
(featuring dedicated resources to easily build a processor-based system) and connectivity/high-
bandwidth I/O intensive applications (featuring more and faster IOBs and transceivers). In
any case, usually, every device has at least a small amount of each of these extended resources.
Main types are introduced below. Besides those, high-speed I/O interfaces are also included,
such as Ethernet MACs and multi-gigabit serial transceivers, among other possible physical
medium access drivers. No thorough elaboration is done, since this is highly device specific, so
just an introduction to cite the main possibilities is provided.

Embedded memory

LUTs and registers within the architecture of most FPGAs, can actually be configured as
distributed memory. However, they are not proper memories and have some limitations. This is
the reason why complete embedded SRAM memory blocks are included in actual FPGAs. Their
port width is usually configurable from 1 bit to the maximum available in each device (usually
around more than 30 bits), as well as the type of memory, i.e., single-port, true dual-port, FIFO
buffers and shift registers. Several independent blocks (featuring depths from tens of Kb to
hundreds of Kb each) are available throughout the device, which efficiently increases memory
bandwidths well over tens of Gb/s, and total memory bits adding up to several tens of Mb. A
huge amount of time is saved thanks to these memories since unnecessary external memory
accesses are avoided. Xilinx devices contain interleaved blocks of 36 Kb of so-called Block RAM
(BRAM) memories, configurable from 1-bit to 36-bit port widths. They feature true dual-port
memories and are configurable as one 36 Kb memory, as two independent 18 Kb memories, as
FIFO buffers or as shift registers.
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Figure 4.6: Embedded DSP blocks in Xilinx 7 Series. Image, obtained from Xilinx Inc. [2014a], shows a
DSP48E1 slice within Xilinx 7 series.

Embedded digital signal processing modules

As in the case of distributed memory along CFBs, specific arithmetic support is included in
these as has already been mentioned. However, these are not powerful enough to be used
for complex and intensive signal processing tasks. This is the reason why embedded DSP
blocks are available in the same way as embedded memory blocks. These DSP modules can
be configured as adders/subtracters, multipliers and MAC units, with configurable pipeline
depths in many cases. They are highly configurable as in the case of memory blocks, to give
support to application specific datapaths featuring different bitwidths over 50 bits. Figure 4.6
shows the latest Xilinx DSP blocks in Xilinx 7 series, the DSP48E1 slice DSP block [Xilinx Inc.
2014a], while Figure 4.7 shows the counterpart for Altera Stratix V devices [Altera Corporation
2010a]. Initially, no fixed-point representation was possible to be configured, as well as floating
point support was not considered either. However, this situation has changed now and specific
support for floating point has been initially introduced in Altera devices [Altera Corporation
2014a].

Embedded processors

In order to open FPGA application domains and to ease system design with a single chip
solution, embedded processors have also been added to the portfolio of hard macros in modern
FPGAs. This way almost complete and self-contained embedded systems can be implemented
on a single device. Support for control-oriented and not data-intensive applications is offered
with these embedded processors, so system designers can somehow benefit of having available
GPPs within an RC device. First FPGA to include embedded processors, according to Gokhale
et al. [2005], was Altera’s Excalibur. The first processor in Excalibur devices could be a choice
between an ARM or a MIPS 32-bit RISC processor. In Xilinx devices, the first FPGAs were Virtex-
II Pro and Virtex 4 FPGAs, which featured up to four PowerPC microprocessors. Nowadays,
ARM-based solutions seem to be the de-facto standard most manufacturers are adopting.
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(a)

(b)

Figure 4.7: Embedded DSP blocks in Altera Stratix V devices. Images, obtained from Altera Corporation
[2010c], show the architecture of a Stratix V FPGA variable-precision DSP Block, described in Altera Corporation
[2010a]: (a) in 18-bit and (b) in 27-bit high-precision modes, respectively.
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Figure 4.8: Altera Stratix V FPGA architecture. Image obtained from Altera Corporation [2010b]. Figure shows
the architecture of an Altera Stratix V FPGA device, where the “Core Logic Fabric” refers to the described LABs.
The available hard macros are also shown, i.e., embedded DSP, memory and I/O interface blocks.

4.3.3 Complete FPGA architecture

The basic architecture of an FPGA has been introduced in section 4.3.1, together with extra
coarser-grained embedded hard macros in section 4.3.2. This section shows how actual FPGA
devices from both major manufacturers, Xilinx and Altera, are built according to the building
blocks described in previous sections. In both cases, different FPGAs for different application
domains (logic, DSP, embedded SoC and connectivity) can be built for each of the available
families by including different numbers of CFBs and embedded hard macros.

Figure 4.8 shows an example of an Altera device. The FPGA fabric is built by stacking
together several of the basic building blocks described, i.e., LABs (half of them with the
possibility to work as distributed LUT memory, called MLABs) as the core logic fabric, M20K
memory blocks as the embedded memory hard macros, variable precision hard DSP blocks
and embedded hard high speed I/O interfaces.

Finally, Figure 4.9 shows the approach followed by Xilinx. Device architecture is built using
the Application Specific Modular Block (ASMBL), which is the basic building block used in
all Xilinx devices since Virtex-4 families. ASMBL can be tailored to different devices and
application domains by vertically stacking different types of configurable columns. Among the
basic types there are CLBs, IOBs, BRAM memories and DSP blocks.

4.3.4 Implementation technologies

Different technologies exist to implement FPGA fabric reconfigurable resources. Both
interconnect and computational resources can be configured as has already been shown.
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Figure 4.9: Xilinx 7 series FPGA architecture. Image obtained from Xilinx Inc. [2014b]. Figure shows the
ASMBL-based modular architecture used in all Xilinx devices since Virtex-4 families.

Depending on the technology used, different types of FPGAs exist. In any case, the
configuration of an FPGA is defined by the configuration bitstream already mentioned. This
bitstream is sent to the device which holds it in the configuration memory, effectively supplying
the configuration of every single (re)configurable resource. Two basic types of technologies exist
to implement configurability: antifuse and memory.

By definition, antifuse FPGAs are One-Time Programmable (OTP) devices, hence non-
volatile, so their configuration is kept when powered off. Lower delay overhead is obtained by
avoiding transistors as well as the need for a configuration memory. Besides, their static power
consumption is almost zero since there are no transistors consuming leakage currents. A last
advantage of this type of devices is they are not (so) sensitive to radiation causing single-event
upsets, so they are good candidates for space applications. However, reconfigurability is not
possible, which impedes flexibility. They can be considered to be somehow in the middle of
ASICs and reconfigurable FPGAs in terms of performance per watt vs. flexibility.

Memory-based reconfigurable FPGAs, up to date the only available truly reconfigurable
FPGA, comprise two main types of devices, which correspond with the building type of
memory: volatile and non-volatile devices.

Non-volatile FPGAs are built using EPROM, EEPROM or FLASH technologies. In this case,
reconfigurability is possible, but only for a limited number of times. Since the configuration
cells are intrinsically built within the non-volatile memory cells inside the device, these devices
are readily available right after power-on and do not need extra boot procedures to copy
the configuration into the (configuration) memory from outside the chip. Besides, FLASH-
based FPGAs typically consume less power than SRAM-based ones, given the fact that fewer
transistors are needed to build a basic cell. However, given the limited number of write cycles
of any non-volatile technology to date, reconfigurability is limited in the long term.

Lastly, in SRAM-based FPGAs, each reconfigurable resource available is directly controlled
by a memory cell. For interconnections, a pass transistor is connected to the output of the
memory cell so as to control the connection between two wires. Regarding computational
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resources, SRAM cells determine the content of the LUTs and the selection inputs of the
multiplexers used to address LUT positions. Therefore, reconfigurability just involves changing
these cells values. This technology allows for an infinite number of easy in-system and
runtime reconfigurations, since it just involves changing cells values to change functionality
or interconnections. However, this approach is the most costly in terms of required area and
power consumption. The reason for this is that the number of transistors needed to build an
SRAM cell, is the largest of all the technologies used for FPGA manufacturing, which in turn
makes the associated leakage currents to be increased too. Besides, since it is built using volatile
technology, not only an external storage device to hold the configuration bitstream is needed
but also additional circuitry to load it into the RC device during the start-up procedure.

4.3.5 Beyond pure FPGAs: System on a Programmable Chip

(SoPC)

Traditionally, digital system designs were composed of several discrete chips in a PCB
that together built up the whole system functionality by providing, among all of them,
the required processing power, memory and peripherals needed. However, due to process
technologies improvements and market demands in the form of lower cost, lower power
consumption, smaller final systems sizes and increased robustness, this distributed functionality
was progressively included within a single Very-Large-Scale Integration (VLSI) chip. Finally,
it all resulted in what became to be known as a complete SoC that integrated the whole
functionality inside. Typically, the design of these SoCs has somehow been standardised in
a similar fashion as to how ASIC standard cells were used to build ASICs from the late 80’s.
The new building blocks containing subsystems specifications, aimed at increasing design
productivity and which could therefore be reused, customised and refined along its use in
several designs, were called Intellectual Property (IP) cores. Due to the use of these pre-
designed and pre-verified IP cores, the implementation of new systems was now much of an
integration job: i.e., appropriately combining the available hardware and software IP cores
within design libraries and adequately configuring each of them through its parameters. IP
cores for SoCs are typically provided as (i) soft cores specified using synthesizable descriptions,
(ii) technology-specific netlists or (iii) highly tuned layouts featuring a complete placed and
routed ASIC design [Otero 2014]. Typically, the available set of modules comprises embedded
memories, embedded processors, I/O interfaces, mixed-signal blocks, application specific
hardware accelerators and on-chip communication infrastructures such as on-chip buses and
Networks on Chip (NoCs), among others. A whole business model emerged and companies,
old and new ones, began to offer IPs as products that other companies needed to reduce the
time to market of their new products.

Initially, SoCs were featured by non-reconfigurable computing resources as GPPs, DSPs,
GPUs and ASICs do. In fact, they are ASIC implementations containing one or various GPPs,
DSPs and/or GPUs, together with memory, peripherals, hardware accelerators, interface and
communications resources and mixed-signal capabilities to interface with the outside world.
So SoCs share with ASICs a complete architectural immutability, being no flexible at all in
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terms of hardware adaptation. Improvements in process technologies, as well as FPGA devices
gaining traction and market share, have allowed FPGA manufacturers to increasingly being
able to access first-in-class process technologies. This has brought a progressive integration
of more and more hard macros inside FPGA fabrics, as well as an increased logic capacity,
up to the point of being able themselves to host a complete system inside too, as SoCs do.
Therefore, focused from the RC point of view now, the concept of System on Programmable
Chip (SoPC) [Kalte et al. 2002; Krupnova et al. 2000] appears as an extension of the SoC
concept, but implemented on reconfigurable technologies instead of as fixed ASICs. Other
authors called this new paradigm Configurable Systems on Chip (CSoCs) [Becker 2002]. This
way, all the added benefits (and drawbacks) of reconfigurable devices like FPGAs, as well as the
IP-based SoC development model, are inherited by SoPCs. These contain a mixture of FPGA
fabric, embedded hard microprocessors and other hard macros to be used as computational
resources using an IP-based development model borrowed from the SoC domain. In this case,
IPs are either provided as soft cores specified using synthesizable descriptions, or as technology-
specific netlists.

How to integrate microprocessors and FPGA fabrics is an active field of research from the
early days of RC. On one side, a research subject is how to build complete reconfigurable
computing systems, within a single chip or as accelerator boards attached to some central
communication infrastructure, as is typical in HPC systems or datacentres. In general, this
deals with where and how within the memory hierarchy of a computing system (whether this
is just a single chip or a big computing farm) is the RC device included. An introduction to
such a classification can be found in Hauck et al. [2007] and Otero [2014]. On the other side,
however, this discussion just tackles how to integrate processor cores and configurable logic
within a single chip, since this greatly determines the architectures of actual FPGAs. Initial
implementations featured an FPGA containing a processor, like Xilinx Virtex-II Pro and Virtex 4

devices. Nowadays, the concept of a processor-and-FPGA-fabric-side-by-side seems to be the de
facto standard in latest Xilinx Ultrascale+ MPSoC [Xilinx Inc. 2015b] and Altera Generation
10 [Altera Corporation 2015] SoC families. All Zynq Ultrascale+ devices from Xilinx and the
high-end Stratix 10 device from Altera (yet to appear, as of April 2015) feature a 64 bit quad-
core ARM® Cortex®-A53 MPcore processor as the applications-class processing subsystem. For
midrange Altera device Arria 10, a 1.5 GHz. dual ARM® Cortex®-A9 MPCore is the processor
choice. Figure 4.10 shows the architecture of both SoC families. In the case of Altera, midrange
Arria 10 device architecture is shown in Figure 4.10a (by the time of writing this dissertation
no Stratix 10 device architecture had been revealed yet), while Figure 4.10b shows the general
architecture of all Zynq Ultrascale+ devices.

Although the discussion around this issue is a bit marketing shifted, the fact is that these
new devices are not pure FPGAs in the most traditional sense anymore. A new possibility exists
now: when these SoCs are powered on and boot up, it is now also a processor that can boot, not
only an FPGA that is configured initially from some non-volatile memory. This option somehow
enables a design methodology which is more software centric, with prototype versions of the
system being developed in software running on the processors of the platform, and specialised
hardware accelerators being specified just once the system bottlenecks are discovered or some
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(a)

(b)

Figure 4.10: Altera and Xilinx SoCs architecture: processor and configurable logic integration. (a), from
Altera Corporation [2014b], shows the architecture of Altera SoC devices, featured by a Hard Processor System
(HPS) and an FPGA fabric, for the case of an Arria 10 device. (b), from Xilinx Inc. [2015a], shows the counterpart
architecture for Xilinx SoC devices that comprise the whole Ultrascale+ MPSoC family, featured by a Processing
System and an FPGA fabric.
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other parts want to be moved to hardware.

This way, main FPGA manufacturers like Xilinx and Altera have clearly positioned in giving
the embedded hard core processor a central role in the device, which tries to attract embedded
systems developers traditionally aligned with software design methodologies and far apart
from hardware-related design issues. That is probably the main reason, I bet, why they are
distinguishing their families of products between two main lines: FPGAs and SoCs. This can
be seen in their websites as of mid April 2015. Note how manufacturers have finally chosen the
term ’SoC’ and not ’SoPC’. This could be so due to the term SoC being both more universally
accepted and the standard term in the embedded systems field: what embedded systems
designers do usually work with is referred to as a ’SoC’, and not so much as a ’SoPC’. Besides,
as far as this author knows, the term SoPC was initially used, or at least commercially exploited,
by Altera with its SOPC Builder design software. SOPC Builder (superseded by Qsys1) was
part of Quartus II, the main Altera design tool, and was targeted to assist in system integration
by automatically generating interconnect logic among the different modules and IPs of the
system: processors, memory, hard macro cells and hardware peripherals built using CFBs.

With this architectural SoC model for newest families and the associated renewed set of CAD
tools, FPGA manufacturers are supporting the operation of the processor in standalone mode,
where the FPGA fabric can even be completely neglected: when the device is powered on, the
processor boots and it can configure the FPGA any time it wants afterwards, or not using it at
all. But besides, the FPGA fabric can also work independently of the processor after power-on.
This supposes a paradigm shift from the first implementations of ’processors inside an FPGA’,
as was the case with the PowerPCs embedded in Xilinx Virtex-II devices. So the model that
seems to be shared by both Xilinx and Altera is to access first-in-class process technologies
(TSMC for Xilinx and Intel and TSMC for Altera) to build a highly efficient FPGA fabric with
the analysed hard cells (except for the processor cores), which will sell as an FPGA. Besides, by
including powerful ARM processors with up to four cores side by side with the FPGA fabric,
they come up with a different product that is sold as a SoC. By fabricating in Intel’s and TSMC’s
advanced technologies, FPGA manufacturers have now overcome the low speeds that initial
embedded processors implementations were suffering from, being now well over 1 GHz by
fabricating on state of the art technology nodes. Consequently, the performance of the FPGA
fabric has also increased a lot, which will bring an extra boost to the traditional speedups
already offered by FPGAs2. Finally, in this never-ending race to more powerful computing
devices, it is worth noting latest Xilinx announcement for Ultrascale+ family, which features a
paradigmatic heterogeneous computing device aligned with what seems to be a new computer
architecture trend. This family of devices, whose architecture is shown in Figure 4.10b, does
not only include a quad-core ARM® Cortex®-A53 MPCore up to 1.3GHz, but also a dual-core
ARM® Cortex®-R5 MPCore up to 600MHz for real time tasks, an ARM® Mali™-400MP GPU up
to 466MHz and an H.265 Video Codec Unit. This step further developed by Xilinx makes the

1Qsys is Altera’s system integration tool. URL: https://www.altera.com/products/design-software/
fpga-design/quartus-ii/quartus-ii-subscription-edition/qts-qsys.html

2By “traditional speedups already offered by FPGAs”, the author just means the widely known speedup capabilities
of hardware-based, spatial computing. Now, with FPGAs gaining access to state of the art fabrication technologies, it
looks like another speedup factor might be near, this time due to better fabrication technologies being used in FPGA
manufacturing.

https://www.altera.com/products/design-software/fpga-design/quartus-ii/quartus-ii-subscription-edition/qts-qsys.html
https://www.altera.com/products/design-software/fpga-design/quartus-ii/quartus-ii-subscription-edition/qts-qsys.html
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new device looking much more like a SoC as those used for today’s high end mobile devices
than a traditional FPGA (even those latest FPGA families with integrated cores).
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4.4 Discussion on RC Contributions to Computing

This section discusses how the very concept of RC can address issues such as performance and
power consumption, i.e., efficiency, as well as reliability, posed by the status quo of computer
architecture and fabrication technologies.

4.4.1 Computing, energy consumption and fabrication technol-

ogies

Power consumption due to computing is increasing in such a way that, quoting Hartenstein
[2011] “It has been predicted that by the year 2030, if current trends continue, the worldwide
electricity consumption by ICT infrastructures will grow by a factor of 30 [Fettweis et al. 2008],
reaching much more than the current total electricity consumption of the entire world for
everything, not just for computing”. Similar predictions can be easily found in the literature.
This situation is given by the ubiquitous computing lifestyle toward which humankind is
evolving: wireless, high speed internet access, High Definition TV (HDTV) and video on
demand, smart devices, smart cities, health care and assisted living, etc. In order to maintain
currently increasing computing demands, computing efficiency needs to be radically increased
to contain energy demands. This would help alleviating associated pollution, exhaustion of
traditional energy sources and therefore to help building a sustainable development model.

Decades of continuous improvements in fabrication technologies have brought lower energy
consumption per transistor and increased performance, switching frequency and capacity
of integration. This has satisfied our eagerly increasing computing demands, so a struggle
for full exploitation of this ever expanding available computing power has been the norm.
However, “Power consumption is rapidly approaching the maximum amount of power that can
be dissipated from a given chip area (roughly 90 W/cm2)” [Sourdis et al. 2011]. This statement
has been made within partners of HiPEAC NoE, the High Performance and Embedded
Architectures and Compilation Network of Excellence, www.hipeac.net.

State of the art fabrication technologies have stressed silicon capacities so much that we
are witnessing how Moore’s law predictions are beginning to fail to be fulfilled. According to
latest International Technology Roadmap for Semiconductors (ITRS) reports [ITRS 2014], IC
fabrication trends from last decades are changing. While transistor count per chip is expected to
keep growing for the following decade, in turn, clock frequency has stalled due to the need to
dissipate the extra amount of heat as a result of the switching activity of the increasing number
of transistors per chip. Besides, each new technology generation node keeps on shrinking
transistor feature sizes, which makes manufacturing variability much more important and
contributing to decrease transistor reliability. Sourdis et al. [2011, section 3.2] provide an
interesting discussion on how current state of fabrication technologies is affecting certain
qualitative and quantitative device parameters such as: (i) transistor integration capacity; (ii)
power consumption; (iii) maximum operating frequency; and (iv) reliability; so that these,
in turn, are changing future semiconductor manufacturing expectations. Following, a brief

www.hipeac.net
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summary of the discussion is provided:

• Power consumption. The maximum power able to be dissipated by a chip is going to
be reached in a few years. This phenomenon, known as the Power Wall effect, is due
to an increase in both dynamic and static power consumption. In case of dynamic power
consumption, which depends on switching activity, capacity and squared supply voltage,
the increase is due to supply voltage ceasing to be scaled down. As for static power
consumption, the reason is found in leakage currents becoming much more significant.

• Transistor integration. Due to the increasing miniaturisation achievable in fabrication
technologies, capacity of transistor integration has been growing at a steady pace of
around 2× every couple of years. Expectations from ITRS are that this trend will be kept
for another 15 years, so area cost will keep decreasing as a consequence. Figure 4.11a
shows a graph that compiles the number of transistors integrated in microprocessor chips
from the first 90’s [Rusu 2015].

• Switching frequency. Each new technology node keeps on decreasing the scale of
integration and thus making gates faster at an estimated rate of 10–13% per year according
to ITRS; however, due to the power issue, clock frequency is recommended to scale no
more than 8% per year. In fact, from the first 2000s, clock frequency increase has effectively
stalled around 5-6 GHz (3.5 GHz for power-limited processors) like Figure 4.11b shows
[Rusu 2015], although an increase is again appreciated in the last years. Furthermore, it
all gets even worse given the known as Memory Wall effect [McKee 2004], which exposes
the consequences of the memory access bottleneck due to lower (speed) performance of
memory compared to processors. Off-chip memory access time is reported to be slower
by a factor of about 1000 compared to on-chip’s [Hartenstein 2011; Patterson et al. 1990].
Given the huge amount of off-chip memory accesses, the dramatic consequences in terms
of execution speed seem quite evident.

• Reliability. CMOS fabrication technologies are about to enter the nanoscale feature sizes.
Such small dimensions are already affecting chip reliability so defect rate increases as
well as degradation during the expected lifetime [Borkar 2005]. So in order to avoid chip
yield to drop rapidly, manufacturing costs in future technologies are expected to grow.
Besides, process variations and ageing effects will keep becoming more severe in each
new generation node, which will help in contributing to this increasing lack of reliability
in chip fabrication, operation and hence expected lifetime.

As a consequence of the current trends in fabrication technologies, in order to not exceed
within few years the maximum power a chip can dissipate, switching activity has been
effectively restricted, so it will stall at the current figures, or even decrease. Besides, since
transistor integration keeps on increasing and leakage currents too, even complete parts of a
chip should probably have to be turned off to avoid exceeding maximum power.

Green multimedia3, and green computing in general, are trying to address this issue
3“First IEEE Workshop of GREEN Multimedia: Energy-efficient Multimedia Computing, Communication and

Presentation” was just held in 2013, in conjunction with “IEEE International Conference on Multimedia and Expo”.
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(a) (b)

Figure 4.11: Evolution of integration technologies in IC fabrication from the 90’s. Obtained from Rusu
[2015], graphs show the trends in transistor integration on a single chip and maximum core clock frequencies.

somehow. Not in vain, techniques around low power circuit design are being developed from
several years ago: Dynamic Voltage and Frequency Scaling (DVFS), Adaptive Voltage Scaling
(AVS), Adaptive Body Bias (ABB), Power Gating (PG), Multi-Threshold CMOS (MTCMOS),
among many others [Rabaey 2009]. In any case, energy savings obtained are always below an
order of magnitude in the best of cases [Hartenstein 2011]. At the end, all these limitations
affect the maximum raw performance that can be obtained from the available technology, which
seems to be already showing clear signs of exhaustion. Therefore, other ways to increasing
performance, and, even more important, performance/power ratios, need to be found to
improve computing efficiency.

4.4.2 RC for more efficient computing

RC is nowadays a widely accepted computing paradigm able to improve performance/power
ratios as compared to GPPs, and even to domain specific processors. This is due to the fact of
having a post-fabrication adaptable hardware substrate and a huge amount of useful concurrent
computing resources that allows for the adaptation of the datapath and its level of parallelism
to the application at hand. In essence, this is the result of merging together hardware-like
processing performance with software-like flexibility [Rabaey 1997]. As Hartenstein [2011]
collects, it was already demonstrated how for a given technology node feature size, traditional
Von Neumann microprocessors were up to 500 times more power hungry than direct hardware
execution in silicon [Claasen 1999]. Several compilations of speedups using FPGAs can be found
in the literature. However, fewer surveys exist that consider energy savings in the comparison
too, since this power consumption issue is revealing as much more important lately. A good
place to start surveying the available literature is Hartenstein [2011].

All Von Neumann based computing devices share, up to a different degree, the inefficiencies
associated to its very computational model. They have a much bigger amount of its area
not directly dedicated to computing but to support the model itself (sequential execution,
instruction stream decoding and dispatching, branch predictions, memory accesses, etc.), as well
as other elements like cache memories to improve performance. In the case of RC devices like
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FPGAs, a big overhead in area and delay compared to ASICs is also present. This is due to the
need to support reconfiguration itself, where, around not more than 5 out of each 200 transistors
are, computationally speaking, useful [Hartenstein 2004], while the remaining 195 are there
just to provide reconfiguration capabilities, including routing. There also exists a routing
congestion problem that impedes using the whole amount of computational resources in order
to fulfil with required routing. All this greatly contributes not only to increase combinational
and propagation delay, hence making maximum operating frequency to decrease, but also to
increase power consumption and required area too4. However, they are deeply populated with
loads of computationally useful resources, so the ratio of their relation to total chip area is
highly favourable to FPGAs. And this is why RC devices still yield orders of magnitude better
performance (speed, number of operations per watt) compared to GPPs, and many domain
specific processors.

The spatial computing specification of a given algorithm exposes the structure of its data-
flow and associated data dependencies, which is usually deeply hidden in sequential computing
models. It stresses the need to explore data locality in computations and efficient memory
systems targeting as few data transfers as possible. The transformation process from a temporal
to a spatial computing specification is known as time to space mapping and plays a critical role
in exploiting the performance/power ratio of FPGAs (in general of direct hardware execution).
In any case, there are still temporal programming constructions, mainly control flow oriented,
that are not yet easily mapped to a direct hardware execution. As modern reconfigurable SoCs
analysed in section 4.3 show, the tendency is to provide a right amount of heterogeneous
computing resources within a single device, so as to extract the maximum efficiency from the
different types of computations required.

Since maximum clock frequencies have stalled, the way to keep increasing raw performance
throughput found so far by microprocessor companies and silicon manufacturers, is the
exploitation of parallelism and multi/many-core architectures, which is the current trend in
microprocessor design. This parallelism fever has greatly struck computing world with the
appearance of General-Purpose computing on Graphics Processing Units (GPGPUs). But RC is
also well situated to exploit parallelism and concurrency to increase throughput. FPGAs have
an enormous degree of parallelism too, being able to produce similar throughput figures
depending on the application at hand, mainly based on data memory accesses and the
processing algorithm structure itself. Whether it is a GPU or an FPGA the best type of device
to speedup a given algorithm, highly depends on the type of computations involved and on
the mapping process from the algorithmic description to the device computing resources and
architectural implementation. However, performance per Watt figures are lower in GPUs than
in FPGAs. So if embedded systems are the target application domain, given their stringent
power consumption constraints, the performance to power ratio of GPGPUs directly eliminates
them from the equation [Che et al. 2008; Cope et al. 2005; Farabet et al. 2009; Wei et al. 2008].
Some authors even see the hundreds of watts (in the range of 200-300 W) GPUs require to
operate as a serious roadblock for their adoption even for data centres [Scogland et al. 2010]. It

4According to Sourdis et al. [2011], reconfigurable hardware has around three orders of magnitude higher
Area×Time×Power product compared to a GPP chip [Flynn et al. 2008, 2009]: an order of magnitude more resources
are required, which are an order of magnitude slower and consume an order of magnitude more power.
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is of paramount importance here too, as a strategic design decision, how the reconfiguration
capability of RC devices associated to their input/output interfaces might clearly make them
a well informed choice for embedded, high-performance computing systems applications that
require this functionality. In contrast, if floating-point arithmetic is involved, GPGPUs should
clearly be considered as a possibility, especially in the HPC field. But, in any case, this might
have just changed since the announcement in 2014 from Altera of their FPGAs supporting
floating point arithmetic by embedded hard macros, as introduced previously in this chapter.

But in any case, squeezing the real computing power of GPGPUs is still a highly complex
task that is far from trivial. Designing well performing algorithms to be executed in GPGPU
devices also requires some algorithmic adaptations, as well as time to master the specific,
yet very young existing design tools. In general, a design productivity gap has appeared
due to silicon integration (device heterogeneity and availability of concurrent computing
resources) going faster than design methodologies and Electronic Design Automation (EDA)
tools productivity. This situation is impeding silicon vendors promise of a performance
increase associated to multi/many-core architectures. The same is true, probably even to a
higher extent, for RC tools. The truth is that RC tools performance is behind those used
for Von Neumann based devices, partly due to the highly complex task of automatically
mapping behavioural descriptions to the available configurable logic resources. Besides, up
to date, a strong hardware knowledge is needed for RC-based designs to be completed, which
prevents software programmers from accomplishing the task. Tools bridging the gap from
algorithmic descriptions to hardware implementations are for long required. High Level
Synthesis techniques have been around for some decades now, since the first C-to-silicon
compilers were first proposed. However, they are still in a clear disadvantage in terms of
performance as compared to software compilers. If the RC design tools support wants to be
extended to allow for transparent handling of DPR without disrupting system operation, things
get even worse. A really intense effort has yet to be done by manufacturers in this respect. In
fact, this PhD dissertation deals with DPR but from a user’s perspective, counting on a readily
available methodology with a set of proper design tools; the methodology and tools, mainly
covered in PhD’s work by Otero [2014], were provided thanks to the work of other researchers
at the hosting research group.

Regarding ASICs, their design is highly prohibitive these days and just big companies
expecting to sell millions of products can afford building one. It is true though that
unitary production costs are higher in FPGA-based designs, but, however, the Non-Recurring
Engineering (NRE) costs associated to the whole design cycle are in favour of FPGA-based
designs.

According to Sourdis et al. [2011], it seems reasonable to state that the effects of current
limitations in fabrication technologies will soon no longer allow to keep all transistors in
a chip in ON state. Given the power wall concept introduced previously, those resources
needed to be turned OFF in order to keep power consumption within safe limits, may well be
used to offer reconfiguration capabilities. Besides, it seems that transistor integration will keep
growing, which contributes to the reduction of the associated area cost required to provide
reconfiguration. In this scenario, it is difficult to imagine a better reason to stress fabrication
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technologies to the point (and therefore justify the area overhead) of dedicating full integration
capabilities available in providing reconfiguration-oriented transistors. Otherwise, we would be
dealing with oversized fabrication technologies that cannot be used to its full potential, hence
making fabrication cost absurdly expensive. So it can be seen as getting computing resources
integrated in a chip cheaper than ever, smoothing the cost of reconfigurable hardware so as not
being a limiting factor anymore [Sourdis et al. 2011].

Therefore, the available resources in reconfigurable devices can this way be conceived as
a dual entity, consisting in a set of them dedicated to provide reconfigurability to that other
remaining set that is dedicated to standard runtime operation. This ensures that any given
computing resource within a reconfigurable device, which might be considered to be composed
of an execution and a reconfiguration subset of resources, can only be in one of the associated
states: execution or reconfiguration, respectively. Thus, instead of limiting transistor integration
due to power issues, full capacity of integration available in fabrication technologies can be
used to build reconfigurability, and hence adaptation capabilities to otherwise static hardware,
while still observing available power consumption budget.

Lastly, how fabrication technologies affect to and how RC can offer significant opportunities
has already been analysed and proved in different works available in the literature. This very
same dissertation will tackle it briefly in Chapter 8. The idea behind is really straightforward.
Given the enormous amount of reconfigurable computing resources available in an RC device,
part of them can be considered as spare parts for those applications requiring high reliability
and fault tolerance. If, say, a given resource fails at any moment during device lifetime, if
proper support is available both at design time and at runtime, that defective resource can be
substituted by a spare as soon as the fault/failure is discovered. This gives support to online
self-healing capabilities in future systems, which shall this way be able to autonomously check
for faults and act accordingly to recover from them. It is not difficult to get this idea even further,
and think of it as a clear way to, at least partially, overcome fabrication defects, increasing this
way chip manufacturing yield.

After the analysis done, it can be concluded how the flexibility offered by microprocessors
also plays a highly negative role in their performance. This is mainly due to their sequential
nature that prevents them from computing in parallel and to the architectural and instruction-
stream based execution model that demands a continuous IF/D/R/EX/W5 cycle (which means
time and power) to actually perform the required data computations. The more data computing
intensive an algorithm is, the worse the performance obtained with GPPs. Multicore processors
allow for some degree of parallelism, but the same inefficiencies due to the execution model
still hold. In the case of ASICs, the performance that can be obtained is the maximum
achievable, since an application specific hardware architecture is specifically developed for
the computations involved; hence, none of the inefficiencies derived from the GPP model
are found, but, however, no support for flexibility is either possible. In between, inheriting
Von Neumann model of execution, domain specific processors tailor their datapath in order to
improve performance for a given set of computations, typically found within a given application
domain. Flexibility is reduced, but performance is increased. Finally, by bringing together the

5IF/D/R/EX/W stands for Instruction Fetch, Decoding, operands Read, EXecution and results Write-back.
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Figure 4.12: Comparison of different computing devices. Graph is an updated version, including DSPs, from
the original, available in Otero [2014].

best of both worlds, i.e., flexibility from software-like computing and performance from direct
hardware execution, RC devices emerge as, probably, the best tradeoff to date in terms of
performance, flexibility, reliability and power consumption, within a reasonably affordable cost.
Figure 4.12 shows a comparison of the different processing devices analysed so far considering
these factors. It is an updated version of the original one, found in Otero [2014], which includes
DSPs too. The higher a device scores within any factor, the higher the benefit for the system,
which seems obvious for being straightforward for most factors but cost, which is the opposite
as expected, i.e., lower cost, higher score in the graph.

As extracted from the figure, RC devices like FPGAs, are well suited to applications
requiring a high processing power without that meaning an unsustainable amount of power
consumption for embedded systems. Moreover, given their advantage in flexibility and
reliability they are the best candidates to incorporate autonomy to the system, while still
maintaining their good performance/power ratios. Finally, their associated design and unitary
costs also feature a good balance for the functionalities they are able to provide; ASICs and
GPPs are better in terms of cost, buck lack many of those FPGA unique features just mentioned.

4.4.3 RC application fields

A typical and traditional field where RC has been put to use is rapid system prototyping. Due
to their reconfiguration capabilities, RC devices can be used in the validation stages of ASIC
designs. Since their fabrication is so expensive, in order to reduce NRE costs due to errors
discovered late in the design process, FPGAs are extensively used to prototype preliminary
versions of ICs. This way, a real hardware implementation can be tested and errors detected
and corrected in the first stages of the design, until none remains; at this time, the ASIC can
be fabricated. This technique also allows for testing hardware under real operating conditions,
whether the RC device will finally be the final implementation technology or just used as a
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prototype for a future ASIC implementation. This is known as hardware emulation.

The tradeoff in performance, flexibility, power efficiency and fault tolerance, makes RC to be
well situated to become an efficient solution for computing systems to overcome the analysed
technological limitations and architectural inefficiencies of other computing devices in certain
application domains. This last section in the chapter features a discussion on some of those
possible application fields where RC might become (if it is not already) the preferred choice.

The areas in which FPGAs might be used as the main computing device in the system are
those that, according to Villasenor et al. [1998], have deep pipelines, contain highly parallelisable
computations and integer or low-precision fixed-point arithmetic computations. Aside from
FPGAs, which excel at bit-level processing due to the nature of their (minimum) reconfigurable
logic resources, it is the specific RC device granularity that ultimately determines at which
word-level does its computing power excels. Not in vain, FPGAs do nowadays also contain
coarse-grained reconfigurable arithmetic processing blocks, such as multipliers, adders and
accumulators, effectively widening their application areas. In any case, there are other coarser-
grained RC devices (out of the scope of this discussion) optimised to perform higher-than-
bit-level operations, according to the granularity of their minimum reconfigurable processing
units.

Given the type of computations described, a direct application of FPGAs is Digital
Signal Processing systems dealing with integer or fixed-point, customised bit widths,
computations, which avoids the complexity of managing floating point standards. General
digital signal processing such as filtering, transforms, image compression, distributed arithmetic,
signal/video receivers and transmitters, can be included in here. Besides, image and video
streaming applications, Software Defined Radio (SDR) and new video coding standards
are also target application areas where not only high throughput but also high-bandwidth,
reconfigurable I/O standards are required [Bobda 2007; Otero 2014]. DSP is a rapidly changing
world, with new and improved standards being constantly developed. RC might assist in
here by increasing systems lifetime as compared to ASICs solutions, while maintaining better
throughput as compared to GPPs, and many domain specific processors, since they can be
upgraded in-field to deal with these new standards, and still keep the direct hardware execution
advantage.

However, floating-point support is being progressively introduced in FPGAs, which has
opened other application areas. One of the two main FPGA manufacturers, Altera Corporation,
announced in 2014 to be the first programmable logic device company to integrate hardened
IEEE 754-compliant, floating-point operators in an FPGA [Altera Corporation 2014a]. However,
for Dinechin et al. [2008], the solution should probably be smaller building blocks, useful to
construct and customise floating-point operators, rather than integrate in-silicon operators.
Dinechin et al. [2008] show how an “FPGA implementation of a given floating-point
computation can be not only faster, but also more accurate than its microprocessor counterpart
[and] points to how current FPGA fabrics could be enhanced for better floating-point support”.

Besides DSP applications dealing with integer or fixed-point computations, the floating point
support has definitively opened the High Performance Computing field for FPGAs, where they
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are used as accelerators for supercomputers. This field includes applications such as financial
computing, urban road traffic simulation, scientific computing disciplines as bio-informatics,
pattern matching, modelling and simulation of physical phenomena in different fields, radar
and scientific and medical imaging, among many others [Altera Corporation 2014a; Bobda 2007;
Gokhale et al. 2005; Otero 2014]. Another highly computationally intensive application area in
which FPGAs are progressively being introduced is the datacentre, where they are being used
as reconfigurable computing clusters, for example for the acceleration of database operations.

An increasing trend is the use of FPGAs in embedded systems, called as Embedded
Reconfigurable Computing by Hartenstein [2011]. Traditionally, there has been a significant
resistance from the embedded systems field to consider and massively use FPGAs as the
computational core of the system. Main reasons for this have been: (i) the traditional
background as software developers of most embedded system designers; and (ii) a misleading
feeling in the embedded systems sector that FPGAs were power-hungry and expensive devices.
Regarding the former, not only shorter design cycles are usually required for developing
applications based on Von Neumann based devices, but also no hardware knowledge is
involved, which otherwise complicates the design as long as no comparably efficient high-
level-synthesis tools are available. As for the latter, while true, it is so just to some extent. As
long as the application requires a certain amount of processing power, as opposed to simple
applications that can be solved using a low-power microcontroller, FPGAs might be well suited.
There are different FPGAs targeted at different market segments and application fields, such as
portable devices, real-time systems in automotive industry, vision systems deployed in different
scenarios, and Wireless Sensor Networks, among many others. Hence, the performance-to-
power ratio range to choose a device from is considerably high. In any case, specific low-power,
low-logic capacity and low cost FPGAs are available since some years ago from manufacturers
such as Lattice Semiconductors, Atmel Corporation and also with mixed-signal capabilities from
companies like Microsemi Corporation (formerly Actel). These manufacturers target market
segments such as low-power portable devices where their FPGAs can be used as co-processors
for DSP applications. They also offer non-volatile technology and radiation hardened devices for
space applications. Lastly, in the embedded systems field, it is worth to mention the increase
in the use of FPGAs for what has been termed as High Performance Embedded Computing
(HPEC). This ultimate use of FPGAs is boosted by the trend in fabrication technologies and the
architectures of latest generation FPGA devices.

A specially interesting application scenario for RC devices in general, and FPGAs in
particular, is fault-tolerant systems. Given their flexibility, SRAM-based runtime reconfigurable
devices can be used to mitigate an effect coming from the core of the used technology: SRAM
volatile reconfiguration memories. Faults induced by radiation, ageing and process variations,
which, at the end, all turn reconfigurable computational and interconnection resources into
completely useless, can be addressed by using reconfiguration through systems lifetime.
Although still not used for space applications given the slow motion at which things change in
the sector in order to assure mission success by using highly reliable devices, technologies
and methodologies, this is a perfect application scenario (although not the only one) for
reconfigurable, self-adaptive computing systems. Not only to overcome and self-heal from
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faults, thus extending lifetime, but also to adapt to unknown operating environments with high
degree of uncertainty, and to increase on-board processing power to deal with low bandwidth
links with Earth, constrained power consumption and autonomy of operation in space missions
[Bolchini et al. 2013; Fossati et al. 2011; Osterloh et al. 2009; Sterpone et al. 2013; Truszkowski et
al. 2010]. This kind of computing systems is not exclusive from the space domain, but from any
other field of application in which high degrees of unpredictability or uncertainty are present.
They are characterised by the impossibility to foresee, at design time, all possible situations
that may arise during system lifetime. Changing operating and environmental conditions,
varying standards, faults due to degradation or ageing, addition of new computational tasks
not expected at design time, and, in general, any other situation that demands a capacity of
self-adaptation. These systems are therefore featured by a higher degree of complexity, which
somehow complicates design, but provides them with autonomy by delegating runtime decision
making to themselves.
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4.5 Conclusion

The paradigm of Reconfigurable Computing has been introduced in this chapter. It
first defined the concept behind the name, along with a classification of the main
existing devices and reconfiguration options available. Once the bases of the field were
settled, the mainstream platform for Reconfigurable Computing was presented: the Field
Programmable Gate Array. The chapter continued with a description of the basic underlying
reconfigurable logic architecture and the coarser grain hard macros of modern FPGAs, and how
complete architectures are built from them by major manufacturers. Following, the different
implementation technologies were briefly described, as well as the heterogeneous model of
architecture towards which the device has evolved in the last years. Before finishing the
chapter, a discussion on the contributions of Reconfigurable Computing to the main issues
and technological limitations around existing computing architectures and technologies, was
held. Finally, the chapter concluded introducing the main application fields where FPGAs are
used.

A further discussion on the available Dynamic Partial Reconfiguration options in FPGAs
and the limitations of current techniques and tools is left for Chapter 5, which introduces them
within the context of native reconfiguration in Evolvable Hardware systems. Hence, following
chapter introduces the field of Evolvable Hardware and surveys the main works and milestones
achieved so far.



5
Evolvable Hardware: a Path
Towards Self-Adaptation in

Embedded Systems

5.1 Introduction

A system design trend which seems to be consolidating as a de facto standard design
methodology in the last years is the integration of different IP cores, created and validated
independently, as a way to manage complexity. This helps in reducing design time, and
consequently, time to market, while offering lower power and higher performance computing
which are distinctive of hardware implementations. In order to augment systems with
adaptation capabilities, the challenge is to combine hardware performance with the flexibility
required by adaptation, while keeping design times as low as possible. Therefore, an adequate
combination of techniques and technologies is needed to obtain this expected self-adaptive
behaviour, which not only contributes to solve the ever increasing demands on complexity and
flexibility but also to increase systems lifetime.

When dealing with highly distributed, networked, context-aware systems which may
operate on very diverse environments, maybe even unknown or inaccessible at design time, it is
very difficult to foresee all possible situations that may arise during systems lifetime. In addition,
design and deployment methodologies for these systems are specific and application dependent.
Besides, unattended operation is usually a must. Therefore, providing them with adaptive
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behaviour would help in somehow simplifying design and maintenance while increasing re-
usability and lifetime.

Making use of DPR technology of modern SRAM-based FPGAs opens new possibilities
towards building efficient adaptive systems, given the lower costs associated with changing
just a portion of the system without stopping it entirely, as compared with full reconfiguration.
In addition, it enables self-reconfiguration, allowing this way to control the process from inside
the device, which is a clear advantage in order to maximise integration and, ultimately, to
achieve self-adaptation. On the side of techniques, the use of evolutionary computation as an
automatic problem solver in an increasing number of applications is a known fact. The variety
of publications focusing on this topic demonstrates how the solution to a myriad of different
problems can be automated by the use of a proper EA.

The interactions between EAs and electronics gave rise to the field known as Evolvable
Hardware (EHW), which proposes the use of bio-inspired algorithms, particularly EAs, for the
automatic design and adaptation of circuits. If evolution is performed off-line, as part of the
system design flow, an optimum circuit could eventually be found which will afterwards be
implemented in the final system as in traditional design approaches. The design space is in
this case explored in a different, more automatic way, not constrained by designers’ knowledge
(or reasonable and traditional design techniques). Moreover, if evolution runs in the final
system, a possibility for autonomous adaptation arises if the implementation substrate is itself
adaptable (reconfigurable). Besides, if the device is reconfigurable from inside itself without
any external intervention at all, circuit structure can also change autonomously. This is the
so-called Adaptive Hardware in EHW taxonomy as will be shown later.
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Figure 5.1: Evolvable Hardware: foundational knowledge fields. Adapted from Stoica [2004]. Evolvable
hardware is shown as the confluence of four other knowledge fields, viz. reconfigurable hardware, autonomous
systems, artificial intelligence and automatic design.

5.2 Definition, Taxonomy and First Works

EHW is a field that emerges at the confluence of RC devices (electronics in general,
reconfigurable hardware in particular), autonomous systems, artificial intelligence and
automatic design, as shown in Figure 5.1 [Stoica 2004]. It was proposed by Higuchi et al. [1993]
as the automatic design of hardware using EAs, i.e., as a new way of designing electronic
circuits, by which, instead of following conventional design techniques, only a black-box
behavioural description of the desired input/output relationship has to be specified to the
EA.

But the real projection of EHW shows it as a third generation of hardware in terms of
flexibility and fault tolerance, i.e., of adaptation, as Figure 5.2, adapted from Stoica [2004] too,
shows; thus, EHW can also be considered as a ‘new species (of hardware)’ whose objective is:

“the development of a new generation of hardware, self-configurable and evolvable,
environment-aware, which can adaptively reconfigure to achieve optimal signal processing,
survive and recover from faults and degradation, improving its performance over lifetime of
operation.”

From this initial discussion two approaches to what EHW is, exist. First, it can be considered
as a new automatic design methodology based on an EA that searches the solution space to find
a circuit behaviour satisfying the required specifications. Once that circuit is found, a solution
is readily available which is either configured into an RC device or implemented as a fixed,
non-reconfigurable circuit, such as an ASIC. And second, as has already been introduced, EHW
is also a way to provide a means for self-adaptation of the underlying computational hardware
of systems based on RC devices. The following section 5.2.1 features a classification of EHW.

The goal in this latter case is to create systems able to adapt to their environment without
human intervention, by providing them with self-configuring, self-optimising and self-healing
capabilities. These are three out of the four features required to build up the major level
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Figure 5.2: Evolvable Hardware: a new generation of hardware. Adapted from Stoica [2004].

in the hierarchy of self-* properties of self-adaptive systems, as introduced in section 2.2.1,
Figure 2.1. Ideally, these systems are able to deal with problem specification changes, respond
to unexpected input signals variations, changes in conditions like energy availability, bandwidth
adaptation and many others, as well as detect faults in the processing platform and recover
from them. Consequently, they have to autonomously adapt themselves by self-reconfiguration
in order to optimise their behaviour while in the fulfilment of their required goals. Figure 5.3
shows the idea behind EHW; it consists of an EA acting as a candidate reconfigurable circuits
provider for an RC device. In essence, EHW couples together an RC device with an EA, which
is in charge of proposing new candidate configurations of the device in search for the optimum
circuit that fulfils specifications. Evolution can either be maintained active until a valid circuit,
the fittest one, is found and implemented on the device or maintained active throughout system
lifetime to provide a continuous adaptation means.

5.2.1 EHW classification

As a first approach EHW can be classified according to the objective it pursues: (i) the design,
by an alternative method, of an electronic circuit given a set of specifications; or (ii) the
implementation of adaptive computing systems. Both possibilities have already been mentioned
and there is not much more to say, except for giving a name to each of them. In case (i) it is
evolutionary design of electronic circuits what is being referred to, while in case (ii) adaptive
hardware is the goal to achieve.

5.2.1.1 Evolution and evaluation media

Where and how the main modules of an EHW system are implemented and running allows
for a further classification. These involve:

• Where is the EA running, i.e., where is evolution taking place?
• Where does the evaluation phase, i.e., fitness computation, take place?
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Figure 5.3: Evolvable Hardware: operating principle. Adapted from Sekanina [2012]. Electronic circuit
descriptions encoded as bitstreams feature a population of candidate circuit configurations that are mapped into a
reconfigurable device. This way, the whole population of individuals is evaluated using a fitness function. A selection
operator chooses among the whole population those individuals that will be used as parents of the next generation.
The best performing (best fitted) ones are given a higher chance to survive and therefore to reproduce, passing this
way their genetic information to the new offspring. This new generation is evaluated again and is expected to be
better fitted as a whole compared to the previous one. This process is repeated until a stop criterion is met, eventually
obtaining a circuit that satisfies the required specifications. Alternatively, evolution might be somehow kept active
for continuous system adaptation.

So, according to where the evaluation of the candidate solutions is done and where the EA
runs, a de-facto standard classification is the following:

• Extrinsic EHW. Also known as extrinsic evolution of hardware, in this case, neither the
EA nor the evaluation of candidate solutions are part of the final system. The evolutionary
process is just part of the design process that takes place in a computing system other than
the final device, for example a PC, using models and simulators of the target technology.
The EA is used as a new design methodology that might be incorporated to the traditional
electronic design cycle using CAD tools. At the end, a circuit description is obtained and
implemented afterwards in a reconfigurable device or as an ASIC.

• Intrinsic EHW. Also known as intrinsic evolution of hardware, in this case, the evaluation
of candidate solutions takes place in the target RC device, so the evolutionary process
can benefit from it instead of using a model and a simulator of the target technology. The
main advantage that this method offers is that the search for a solution accomplished by
the EA can benefit from:

– happening closer to the final operating conditions of the system
– the unique physical characteristics of a specific piece of device
– the speedup derived by the evaluation taken place in real hardware (compared to a

PC-based software simulation)
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In case of intrinsic evolution, an additional classification follows, which considers, also,
where is the EA running:

• Intrinsically evolved hardware. In this case, a circuit that is evolved directly on the
target reconfigurable device is obtained. The EA might still be running in a PC, but
in some cases it might also be implemented in the target device for convenience and
to help speeding up the evolution process; this is the case for modern FPGAs with
embedded processors, which happens to be the approach actually followed by most
researchers, unless specifically targeting design tools and methodologies as the research
goal. Nevertheless, the system is not provided with adaptation capabilities, i.e., it is a
non-continuously evolving system. Once the final solution featured by the fittest circuit
found so far is obtained, the EA is removed in case it is running in the device, and the final
configuration of the (reconfigurable) device stands. This solution can be used to configure
other devices in case the behaviour of the evolved solution is perfectly reproducible; this is
true for digital, synchronous systems. However, if analogue or digital devices are used as
substrates and the proposed candidate solution is asynchronous in case of a digital device,
the behaviour might not be reproducible in different pieces of the same device. This is
due to the unique physical characteristics of every specific piece of device, mainly caused
by process variations, which makes evolution benefit from those unique physical and
electrical properties each single piece of device might end up having after manufacturing.

• Adaptive hardware. In this case, the EA is also included in the RC device. The system is
conferred autonomous adaptation capabilities by providing it with a continuous evolution
mechanism and certain (up to a certain extent) self-observation features. Whenever
performance drops below a given threshold, an adaptation phase might be triggered
to recover the expected performance. If no human intervention is needed for adaptation
to happen, self-adaptive hardware emerges. Therefore, not only does the EA need to
be included in the final system, but also does the device fabric need to have certain
reconfiguration capabilities; ideally, dynamic and partial reconfiguration. Whether the
EA has to be running forever or just under some circumstances is a decision that needs
to be addressed in the design phase. This so called (self-)adaptive (evolvable) hardware,
should be able to adapt to changes in the input signal conditions, the environment, the
specifications, and even to defects and failures (both temporary and permanent) in its
very own substrate.

5.2.1.2 Granularity of evolution

How to create efficient problem representations and what phenotypic structures are genotypes
really representing, allows for a different approach to classify EHW. Before introducing the
classification, a well known and difficult to solve issue in EHW is presented, since it somehow
underlies the classification itself. The problem has to do with the size of the solution space and
how to create a representation of individuals (chromosomes) that allows to perform an efficient
search. Generally, complex search spaces require long chromosomes, which results in a difficult
and long evolutionary process, effectively limiting the size of circuits that can be evolved in
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a reasonable time. This is known as the scalability of representation [Gordon 2005]. Some
proposals to overcome this issue and evolve larger circuits and systems have been proposed
along the years, and will be introduced throughout the text. For now, the following classification
[Sekanina 2012] according to the basic building blocks represented in chromosomes and their
granularity is shown:

• Transistor/Component level evolution [Zebulum et al. 2001]. This category represents a
big amount of the efforts accomplished in the field (at least in the early days), particularly
in the analogue domain. In this case it is transistors, resistors, capacitors, inductances
and wires the basic building blocks used to evolve analogue circuits. Besides, active
components such as transistors and operational amplifiers have been used. Evolution at
transistor level has also been used to create innovative topologies for logic gates.

• Gate-level evolution [Zebulum et al. 2001]. As in the previous case, and also at the lowest
(minimum) granularity level that has been massively exploited so far, digital circuits are
evolved using basic logic gates and wires.

• Function-level evolution [Higuchi et al. 1997; Murakawa et al. 1996]. Evolving relatively
complex circuits such as digital filters from scratch using logic gates results in
chromosomes that are long enough to pose an enormous difficulty for the EA to find a
solution in a reasonable computing time due to the complexity of the search space. To
overcome this complexity, domain knowledge is introduced in the system by defining
building blocks, i.e., functional blocks, at a higher granularity level and ad-hoc datapath
bitwidths. Examples of these application-specific blocks are adders, shifters, comparators,
multipliers, absolute value calculators, etc. They highly depend on the specific problem
domain, which somehow defines a set of logic and arithmetic modules that are typically
used in it.

5.2.1.3 Techniques to increase complexity of evolution

A major challenge in EHW is the need to overcome the scalability problem in order for it
to serve real-world applications. Besides increasing levels of granularity up to the function-
level described above, which has in fact no theoretical limit regarding up to where might
granularity be increased (except for what the available computational resources might cope
with), other approaches have been proposed too. They are described below. First of them is
focused on a divide-and-conquer approach applied to evolution, i.e., a smarter way to attack
a complex problem by dividing it into partial objectives. The second one directly addresses
the scalability of representation problem by proposing a different encoding mechanism able
to develop more complex structures from its underlying genes. The last one somehow tries
to address the problem from a hybrid point of view, both dealing with representation and
functional modularity.

• Incremental evolution [Torresen 1998, 2002]. This is the divide-and-conquer approach to the
problem, in which the circuit to be evolved is decomposed in smaller sub-circuits that are
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evolved separately. The granularity and functionality of each division greatly depends on
the application at hand.

• Development [Kitano 1996; Koza et al. 1999]. The transformation of a genotype into
the associated phenotype is done by a decoding function as introduced in section 3.4.1,
which is called growth function. In general, this decoding process from genotypes to
phenotypes might either be a direct, proportional, mapping that yields a circuit size
proportional to the chromosome, or an indirect mapping process that is encoded in the
genotype as a developmental process called morphogenesis. Using this approach, indirect
encoding methods can be used that construct a circuit from its chromosome by following
the encoded development rules, or instructions. This allows for encodings such that the
resulting circuit after development is way more complex than what just direct encodings
alone can obtain.

• Modularisation [Miller 2011; Walker et al. 2008]. Certain EAs allow for automatic
“acquisition, evolution, and reuse” of modules during evolution, so that these can be
created and destroyed. It has a resemblance with how subroutines are used in software,
or IP cores in HW design: the reuse of pre-verified functional blocks (or modules in
a general sense) that allows for a simplified creation of a complex entity from simpler
sub-modules. This technique, which has been proved useful to evolve solutions quicker
than non-modular methods, exhibits a more pronounced effect on larger problems, which
makes evolution of large circuits easier for the algorithm.

5.2.2 Evaluation and scalability in EHW

One of the main problems in EC is related to the evaluation of individuals, due to the usually
large amount of computing time required. This holds for the specific case of EHW too, in
which every candidate circuit has to be evaluated and assigned a fitness figure; and this has
to be done for every individual in the population in every generation until evolution is halted,
if ever. Considering testability of circuits within a simulated evolution mechanism that is
used as a machine-based designer, a complete coverage featuring perfect evaluation is basically
impossible to achieve. In general, design for testability is a well known issue in digital circuit
design. In simulation environments, as is the case for extrinsic evolution, the bigger the circuit
the longer it takes to be simulated, and therefore evaluated. Besides, if a large number of inputs
and/or outputs has to be checked for correctness, required evaluation time increases; in case of
combinational circuit evolution, evaluation time would grow exponentially with an increasing
number of inputs if all input combinations were to be tested [Sekanina 2012]. This is why the
majority of circuits evolved at gate level are relatively small, as is shown in the survey of the
state of the art featured in this chapter. This also holds for the case of intrinsic evolution. In this
case, a speed-up in evaluation comes from the fact of direct hardware execution/evaluation;
however, this does not reduce the size of input test vectors neither does the number of required
outputs to be checked. Therefore, one of the main concerns in EHW community is how to
reduce evaluation time, a problem known as scalability of evaluation.
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In Stomeo et al. [2006] a generalised method to reduce evaluation time by decomposing a
circuit into smaller sub-circuits according to its inputs or outputs is proposed; it is known as
Generalized Disjunction Decomposition (GDD). In digital circuit design, linear increases in the
number of inputs result in exponential increases in the number of input-output combinations
that have to be evaluated. This work proposes a methodology for the decomposition of the
circuit (according to its inputs/outputs) into smaller sub-circuits that can be evolved separately
in order to speed up evaluation. Decomposed sub-circuits can be directly evolved or further
divided into smaller sub-circuits, even by other methods such as the divide-and-conquer
approach.

In some cases like in the evolution of classifiers, filters and controllers [Higuchi et al. 2006;
Sekanina 2012], just a subset of all the input vectors is used, as is typical in artificial intelligence
learning techniques; a training set is used for evolution while a test set is used to validate
the generalisation of the evolved solution. In other situations in which a linear system is
evolved, just one input vector independently of the complexity of the circuit is enough to
ensure correctness [Sekanina 2012; Vasicek et al. 2008b]. Also, there are reports for benchmark
circuits that can be evolved to fulfil some predefined testability properties that evaluate certain
structural properties instead of the functionality itself [Pecenka et al. 2008; Sekanina 2012].

5.2.3 Seminal groundworks in EHW

Two are the works considered as the trigger of the research in EHW. One of them used a
simulator to evolve a circuit for a GAL device, and the other performed evolution directly
in an FPGA. This way the bases for research in EHW were established and two different
approaches were initiated, extrinsic and intrinsic evolution, sometimes also called offline and
online evolution.

The considered first work on EHW, and which set the basis opening a new discipline was
tackled by Higuchi et al. [1993]. Authors evolved a 6-to-1 multiplexer to be implemented
in a GAL16Z8 device by using a simulator. For each candidate circuit configuration, fitness
value was obtained checking circuit behaviour for each of the input combinations, i.e., 2

6 = 64

input patterns; each input producing a valid output increased fitness measure in 1, up to
the maximum of 64, which meant a circuit completely fulfilling specifications had been
obtained. The resulting circuit was finally implemented in the device for the real, final test.
This foundational work is an example of extrinsic evolution that used a simulator to evolve
the structure of a digital circuit from just the behavioural description of its input/output
relationship.

First attempts with FPGAs were accomplished with discontinued Xilinx XC6216, which
allowed for safe random modifications of the configuration bitstream, providing a possibility
for unconstrained evolution. The format of the configuration bitstream was publicly available
so an efficient representation could be designed. The work in particular, accomplished by
Thompson [1996a,b], is shown in Figure 5.4. He designed an EA that run in a PC connected to
the FPGA to reconfigure it and evaluate each of the candidate circuits in order to evolve a tone
discriminator. Possible tones were two: a 1 kHz and a 10 kHz signal. Figure 5.4a shows the



126 Chapter 5. Evolvable Hardware

set-up of the experiment done by Thompson. Evolution was completely unconstrained, with no
restrictions on how to configure the piece of the device selected to evolve the circuit, i.e., every
random configuration was evaluated. A subset of 10× 10 reconfigurable blocks was used as
the evolvable part of the device, for which the EA was in charge of generating configurations
featuring candidate solutions to the problem. Target circuit had to generate 5 V in the output
in case one of the frequencies was detected and 0 V in the other case. No external components,
synchronisation signals or clocks were used at all, just the tone was input to the device through
one of its I/O pins. The evaluation of each candidate circuit was slow (around 5 seconds),
which made the evolutionary process to take around 3 weeks. Finally, a solution, included
in Figure 5.4 was found by the EA using just 21 out the 100 blocks available. The result was
amazing in such a way that efforts accomplished to completely understand the behaviour of
the evolved circuit were in vain using standard design and simulation methodologies.

Nor a reliable model of the circuit could be created neither the configuration worked in
another, theoretically identical, XC6216 device; it even did not work in other zones of the same
device, although a very low number of generations was needed to recover functionality using
another individual scoring higher in this new zone than the fittest one. This demonstrated
how evolution could exploit the environment and the specific physical properties of the device,
in order to evolve a functional solution featuring a unique circuit practically unreachable by
standard design methods. Even more surprising was how some of the 21 blocks of the solution
were not even connected at all, so they were in fact unused. However, the circuit did not work
without them. Probably they were loading outputs from other blocks and contributing to an
overall capacitance that was the key to lock to the oscillator frequency. A digital circuit was
in fact showing typical characteristics of analogue circuits. This work showed how intrinsic
evolution (which is what actually happens in nature) is able to find solutions to problems
probably not reachable with human knowledge and actual engineered design techniques,
demonstrating how silicon can be used in unexpected ways. In essence, it demonstrated how to
adapt to a given, unique environment and hardware substrate, effectively overcoming process
variations, and opening the door to new ways to deal with fault tolerance. However, not only
the robustness of the solution is unknown but it is useless for other devices, so portability and
reproducibility are penalised.

Once this family was discontinued, manufacturers reconfiguration technologies proved not
yet mature enough to provide a seamless tool to embed EHW in a final system. Following FPGA
families did not allow for these safe modifications of the bitstream and besides reconfiguration
times were very slow, so this unconstrained evolution performed directly over the silicon
substrate (although the EA run on a PC) was abandoned. Section 5.4 will analyse how
researchers found a way to overcome technological limitations so advancements in EHW could
go on.
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(a)

(b)

(c) (d) (e)

Figure 5.4: Thompson’s tone discriminator experiment. Obtained from Thompson [1996a,b]. (a) shows the
setup used in the experiment, which allowed to demonstrate the viability of intrinsic EHW. (b) is a simplified view
of the 10× 10 corner of the XC6216 FPGA used for evolution with a magnification of the internals of an individual
cell. (c) shows the evolved circuit with “all connections that eventually connect an output to an input”, while (d)
contains a “pruned circuit diagram [with only those] cells and wires [belonging to] a connected path through which
they could possibly affect the output”. Finally, (e) shows the “functional part of the circuit”.
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5.3 Extrinsic Evolution

In the mid and late 90’s, part of the research efforts followed the direction of evolutionary
design using simulators, devoted to extrinsic evolution of hardware.

This discipline, also known as evolutionary electronics [Zebulum et al. 2001] covered
evolution in a large range of domains, such as digital and analogue circuits, passive and
active analogue filters, digital filters, synthesis of operational amplifiers and digital to analogue
converters, optimisation of VLSI design and layout, control systems, fault tolerance, antennas,
optical systems and MicroElectroMechanical Systems (MEMS), among others. References like
Greenwood et al. [2006], Higuchi et al. [2006], Koza et al. [1999, 2005a], Sekanina [2012] and
Zebulum et al. [2001] feature a great compilation of different works in EHW, so descriptions
of circuits and systems extrinsically evolved using EC are also included. Using this approach,
EHW practitioners bet for a different methodology to solve typical design problems within
these disciplines, in a combined effort to show how simulated evolution could outperform
standard design methodologies.

GAs, GP and CGP have been the EA variants most widely used to evolve electronic circuits
and systems. CGP was derived [Miller 2011; Miller et al. 2000b] from the effort on digital circuit
evolution [Miller et al. 2000a]. Section 5.3.1 covers a brief introduction to CGP, for it being
a fundamental breakthrough that contributed to the development of intrinsic evolution too.
It somehow augments GP with techniques similar to other advanced forms of GP, but with
electronic circuits in mind, in particular with FPGAs as an adaptable computing substrate,
which has contributed significantly to obtain very promising results; this is the main reason
of its wide acceptance within EHW community. A survey of the state of the art of extrinsic
evolution is found in section 5.3.2, in Table 5.1 for works using CGP and in Table 5.2 for other
types of EAs.

5.3.1 Cartesian Genetic Programming

CGP was invented as a new form of GP by Miller et al. [2000b] from their previous work on
evolution of digital circuits. A recent book on the subject has been edited [Miller 2011], where
the basic CGP proposal (first two chapters of the book, freely available from CGP website)1

and subsequent advanced versions and developments proposed through the years, as well
as different applications by him and other authors, are covered. Derived from GP, instead of
encoding individuals as trees, a linear string (a list) of integers that maps to a directed graph is
used. The integers represent input and outputs of the graph nodes, i.e., inter-node connectivity,
global input and output(s) to the graph, and the functionality of each of the nodes in the
graph; the genotype is a list of node connections and functions. It can represent standard
computational structures such as mathematical equations, circuits, computer programs and
neural networks, among other possibilities. The range of known applications vary from machine

1Cartesian Genetic Programming website provides a dynamic medium to follow latest advancements and
related news, as well as a collection of different software programs and libraries to experiment with CGP: http:
//www.cartesiangp.co.uk/.

http://www.cartesiangp.co.uk/
http://www.cartesiangp.co.uk/
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Figure 5.5: General form of a CGP program. Obtained from Miller [2011]. The figure shows a representation of
the general structure of a CGP program and its chromosome.

learning, artificial intelligence and neural networks, to circuit design, data series prediction and
optimisation in general. Besides, other domains such as evolutionary art and music as well as
medical diagnostics are among its possibilities of application.

Figure 5.5 shows a general representation of a CGP entity. The two dimensional grid of
computational nodes of the graph represents programs or circuits, and, according to the authors,
the inspiration comes from FPGA architectures. The structure of the grid is an array of nodes
sized nc columns × nr rows, with a fixed number of inputs to and outputs from the array,
ni and no, respectively. The term Cartesian comes from this very fact in which each node can
be uniquely identified within the structure by a pair of cartesian coordinates, representing the
hosting pair column and row. Each of the nodes of the graph, called program primitives, can
take one of the functionalities available in a set of possible functions, which is defined for each
particular problem. Nodes have na inputs, equal to the arity of the defined function set, which
is basically available as a look-up-table indexed by function genes. Connectivity is restricted to
a feedforward fashion (no feedback is allowed), so a node input is only allowed to come from
previous columns or from any of the inputs of the program. The parameter called levels-back (or
L-back), usually referred to as l, determines a limit on how many columns back can a node get
its inputs from, besides program inputs that are always allowed to be connected to any node in
the graph. For example, if l = 1, the outputs from any node in the graph can only be connected
to the nodes of the following column. At the end, l determines the connectivity of the graph;
thus it contributes to the size of the search space. It might be the case that any given node
output is not used at all in subsequent nodes, so it effectively does not contribute to the global
outputs. In this situation, this node is ignored when decoding the genotype. Therefore, nc, nr,
ni, no, l, and the set of possible computational nodes functions (basically, a look-up table), are
to be decided for each particular program to be evolved; these are therefore dependent on the
particular application domain and specific problem at hand.

The genotype in a CGP program is composed of function genes, connection genes and output
genes, all of them integers. Each node is encoded using function and connection genes. A
function gene is basically the address of the associated function in the look-up table. A
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connection gene determines where the node inputs are obtained from, and they represent
addresses within the 2D array. For this to be so, program inputs are assigned an address in the
range 0, . . . ,ni − 1 and node outputs are assigned the following addresses, from ni up to the
total number of nodes, in a column by column order. Finally, output genes, which represent
program outputs, are again integers representing node outputs addresses. Therefore, each
individual in CGP is encoded using nr ×nc × (na + 1) +no genes (integers).

The EA chosen to evolve CGP programs is an Evolution Strategy, in particular a simple
(1 + λ)-ES. Typical population sizes range from 4 to 20, being small populations preferred
over larger ones (the recommendation to begin experimenting with is using λ = 4). Variation
operators are mostly restricted to point mutations, since crossover is considered disruptive for
these graphs. Mutation is applied with a low mutation rate, µr, which is chosen as a percentage
of the total number of genes. New populations are created from the fittest individual selected
among the parent and actual offspring population, which is chosen as the new parent and
mutated until a new offspring population of λ individuals is completed. A non-elitist strategy
is used for selection, so for new populations, in case best fitness is shared by the parent and
an offspring individual, the parent is discarded and the offspring chosen as the new parent to
ensure diversity of the population.

Obtained from Miller [2014], Figure 5.6 shows an example of a CGP program and the
result of decoding its associated genotype, according to the function look-up table given by
{0:+, 1:−, 2:×, 3:/}, i.e., add, subtract, multiply and divide functions, for addresses from 0 to 3,
respectively. All functions are binary, so its arity is 2, which means na = 2. The CGP entity
shown has 2 inputs, 3 columns, 2 rows, 4 outputs, and the levels-back parameter, l, is 3, so
2× 3× (2 + 1) + 4 = 22 genes result. The associated genotype (first integer in each set of three
genes is the functional gene) from Figure 5.6a is: {001, 100, 131, 201, 044, 254, 2573}, which is
decoded, according to the given look-up table as Figure 5.6b shows. If inputs and outputs are
termed as indicated, the following mathematical equations represent the phenotype:

y2 = x0 + x1

y5 = x0 × x1

y7 = −x0 × x2

1

y3 = 0

Please note how node 6 is not used at all, so it does not contribute to output data. Genes
associated to this type of nodes that are not used for computing output data are called non-
coding genes. This has the implication that genotypes are fixed in size, while phenotypes are
variable; thus phenotypes can vary from containing zero nodes, if none of them contribute to
program outputs because these are directly obtained from the inputs, to the maximum number
of nodes in the genotype.

A survey of works dealing with CGP in different domains is covered in the following section,
in Table 5.1.
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(a)

(b)

Figure 5.6: CGP program example. Obtained from Miller [2014]. (a) shows an example of a CGP program while
(b) shows the decoded genotype.

5.3.2 Evolved circuits and systems

This section features a compilation of works in the field of extrinsic EHW. By no means is the
intention of the author to provide a thorough compilation in this and following survey-oriented
sections; there is a vast amount of work going on, so an overview of the main works in different
hardware sub-fields is provided to show the applicability of the method and the promising
results obtained so far.

A lot of different works have been carried out using CGP (or a similar approach that is
basically the same but not referred to as such probably due to a lack of awareness of the method)
to evolve different types of circuits and systems. Table 5.1 features a compilation of main works
classified, mainly, according to the granularity of evolution using CGP. Besides, other EAs have
also been used with interesting results. The same type of compilation accomplished for CGP-
related works is done for other types of EAs in Table 5.2. Please note how many times some
works are featured as producing novel or innovative designs. What is actually meant by novelty
or innovation is any improvement in terms of area, or power consumption, or delay, or any
other feature for which evolution-guided designs beat human-designed circuits (or systems in
general). These results are usually considered in EC literature as human-competitive designs.
Therefore, evolution may successfully evolve a fully functional circuit (a solution to solve a
given problem in general), but human-competitiveness is only awarded in case evolution beats
humans in the design process, i.e., a design that is better than existing standard engineered
solutions is obtained2.

2GECCO, which stands for Genetic and Evolutionary Computation Conference, has a tradition of organising
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Up to a great extent, table entries have been extracted mainly from Sekanina [2012], with
an invaluable contribution from compilations of works available in Higuchi et al. [2006] and
Miller [2011]. Both tables consider additional partitions [Sekanina 2012] to further classify the
works introduced. These are:

• Transistor/Analogue-component-level evolution. This is the lowest level described in this
PhD work, and the lowest level at which EHW has been exercised so far to the best of this
author’s knowledge. It is at this level that different types of analogue circuits are evolved
(also using developmental approaches as shown below), using both passive and active
components. Topologies for digital gates are evolved at this level too, usually looking
for design novelty (improving area for example) or additional features like the design
of polymorphic electronics3. Evaluation in this level is usually accomplished with SPICE
simulator, so candidate solutions have to be converted, if not directly evolved, to the
accepted netlist format. This makes the evolutionary process very slow since simulations
at this level usually take a long computing time.

• Gate-level evolution. Several works have been accomplished so far in this level, with
multipliers being the preferred benchmark circuit. However, due to the problem of
scalability, both of representation and evaluation, only small circuits have been evolved
using the simple variants of main EAs. Evaluation is usually performed comparing each
candidate circuit outputs for the whole set of inputs against an expected behaviour, i.e.,
evolution tries to fulfil an objective truth-table. This is why the following levels have been
developed. Innovative designs that improve existing solutions are also obtained at this
level. More complex circuits such as filters have also been evolved at this level, but results
are not comparable to other approaches like function-level evolution.

• Incremental evolution. This category considers works that propose a partition strategy
by which the given problem is decomposed into different submodules, i.e., subcircuits,
that are evolved separately. Larger circuits are reported to have been evolved using
this strategy as is shown below; however, no novelty is usually found (just correct
functionality) unless specifically addressed in some stage of the evolutionary process
devoted to optimise area, delay and/or power consumption.

• Function-level evolution. This case considers works in which genes encode coarser-
grained building blocks than just gates. Adders, shifters, multipliers, and, in general,
any higher-than-gate-level block that performs more complex operations with a higher
number of bits. It is not only this increased granularity that benefits the evolutionary
search of a more complex circuit, but also the domain knowledge that is implicitly

competitions. One of the typical competitions is called Humies. It rewards human-competitive results produced
by Genetic and Evolutionary Computation. Further information can be found in GECCO conferences’ websites,
http://sigevo.hosting.acm.org/wiki/tiki-index.php?page=GECCOs, and in annual Hummies awards website,
http://www.genetic-programming.org/hc2005/main.html, where 8 different criteria are introduced to consider an
evolved design as human-competitive.

3Polymorphic electronic/circuits are those whose functionality can change according to the environment, e.g.,
power supply level, temperature, control signals, light, etc. For example, a gate might behave as AND at 27ºC and as
OR at 125ºC. This adaptive behaviour could lead to save reconfiguration infrastructure. More information can be found
in the works referenced in survey tables.

http://sigevo.hosting.acm.org/wiki/tiki-index.php?page=GECCOs
http://www.genetic-programming.org/hc2005/main.html
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introduced in the algorithm by choosing the blocks; in order to keep the search space
constrained within acceptable limits, as is the case in any other level, a specific set
of functions is selected. Usually, this set is determined empirically by doing several
tests with different blocks and selecting those used a higher number of times in highly
fitted individuals. Image filter evolution has probably been up to date the preferred
application domain in which exercising EHW. Sekanina [2004] shows how a set of useful
functional blocks are selected for this application domain. Other circuits evolved using
this approach are predictors and classifiers. Together, the three of them represent a large
subset of typically used circuits in many different types of systems. The increased circuit
complexity evolved makes the evaluation procedure to use different strategies that allow
a sane approach to the problem; it is basically impossible in terms of computing time,
to perform a complete validation that considers a 100% test coverage. Usually, training
vectors are used during evolution; a golden-model representing the expected response to
the training vector is usually at hand so evolution is directed to minimise the difference
with this ideal response. Once finished, a test set is used to validate the solution and
check its generalisation using a different set of inputs. In case of FIR filters, evaluation
is accomplished also by directly trying to evolve a given frequency response; samples
are taken from the ideal frequency response at different frequencies and compared with
values obtained with candidate circuits, so a fitness minimisation is the objective.

• Development. Approaches that consider development are characterised by a difference
with all others. It is not the granularity of the building blocks which makes them apart,
but an indirect genotype encoding scheme. Chromosome decoding is not any more
a somehow direct mapping from genotype to phenotype. Instead, a rather complex
process itself that builds genotypes from instructions contained within chromosomes is the
main feature of developmental approaches, which evolve programs, i.e., instructions, that
construct phenotypes. These instructions can be generalised as a program that contains
the procedure on how to build the resulting circuit from a simple initial circuit called
embryo. Ideally, this model allows for the creation of infinitely, or arbitrarily, large circuits,
since some of the instructions allow for the creation of new functions, which enables
(ideally) size-unbounded phenotypes. Typically, no innovation is generally found in this
case, with the exception of some works. Both analogue and digital circuits have been
evolved using this approach.

• Evolution in other hardware domains. Lastly, works addressing other hardware domains
that are not circuits as such, is also included to show undergoing research in closely
related fields. Optical systems, antennas and MEMS-based machinery, among others, are
some of the fields in which researchers are also working.
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Table 5.1: Compilation of works addressing extrinsic evolution using CGP. Extracted from Miller [2011] and Sekanina [2012].

Reference Application Notes

Transistor-level evolution
I [Hilder et al. 2009] Variability-tolerant CMOS designs Optimisation of CMOS transistor dimensions from a standard cell library for high speed and low power using

SPICE models. Results show how the impact of threshold supply voltage variation can be reduced.
I [Walker et al. 2009] Variability-tolerant CMOS designs Objective of the work is the search for industry-feasible topologies that cope with design variability, in which

evolved XOR and XNOR gate topologies are compared to a standard cell library in terms of threshold voltage
variation impact.

Gate-level evolution
I [Miller 1999b] Low-pass FIR filter Filters are designed by using logic gates instead of typical implementations using coefficients and arithmetic

operations. However, just quasi-linear responses are obtained instead of a desired complete linearity.
I [Miller et al. 2000a]

[Vassilev et al. 2000]
1/2-bit adder w/ carry; from 2× 2

up to 4× 4 multipliers; even four-
parity

Innovative designs are created by means of CGP from conventional designs as initial seeds. Solution is not scalable
for bigger circuits. Evolved multipliers were 10.9%–23.4% more efficient in gate usage.

I [Ali et al. 2004] Sequential logic circuits: module-
4 counters, 3-bit-sequence detectors,
FSMs

Design of synchronous sequential logic circuits with minimum number of gates. A GA generates optimal state
assignment for reduced circuit area and CGP designs the desired circuit using the minimum number of logic gates
possible from the available set (AND, OR, NOT). Examples reported: module-4 counter, 3-bit-sequence detector,
’1010’ detector and general FSMs from MCNC benchmarks.

I [Nedjah et al. 2005] Sequential logic circuits: control
logic for states transitions in FSMs

Given optimal state assignment provided to the EA, (CGP-like EA, although not referred to as such, but sharing a
high resemblance), minimal (delay and area, thus multiobjective) control logic is evolved to fulfil state transitions by
generating next state signals besides FSM’s outputs. Examples are reported for FSMs generally used in benchmarksa.

I [Sekanina et al. 2006] FIR and IIR filters Studies the limits of evolutionary design of digital filters at the gate level, which “[. . .] does not produce filters that
are useful in practice when linearity of filters is not guaranteed by the evolutionary design method”.

I [Gajda et al. 2007] Digital circuits (adders and majority
circuits)

Evolution using unconventional gates (NAND/NOR, NOR/NAND) in search for solutions with fewer transistors
is exercised in this work.

I [Sekanina et al. 2008b]
[Gajda et al. 2009]

Polymorphic circuits Sekanina et al. [2008b] deal with synthesis of polymorphic circuits such as multipliers and sorting networks of 4–7

inputs, while Gajda et al. [2009] is focused in the optimisation of polymorphic circuits (4×4-bit multiplier/8-bit
sorter) obtained by conventional synthesis tools (BDD, Espresso and ABC).

I [Sekanina et al. 2011] Multiobjective evolution of digital
electronic circuits

This work addresses evolutionary optimisation of previously evolved circuits (adders, multipliers, seven-segment
display drivers) for different criteria such as gate and transistor count, and gate and transistor delay paths.
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Table 5.1: (continued)

Reference Application Notes

Function-level evolution
I [Erba et al. 2001] Multiplier-less FIR filters Work reports a variable population size EA using CGP to encode filters flow graphs. Evolution targets reduced

power consumption through the minimisation of transition activity of digital logic, which helps reducing area too.
Evaluation is performed through the impulse response derived from the genotype. Successfully evolved filters are
automatically described in VHDL to be further evaluated using Synopsys synthesiser and simulation tools.

I [Vasicek et al. 2008b] Linear transforms by using
(multiplier-less) MCMsc

Search for the optimal solution, i.e., that with the fewest number of components and the lowest delay possible.
Function set operating at 16-bit level, contains an adder, a subtractor, a shifter and the identity function. Novel
implementations compared to state of the art are obtained (fewer components and lower delay). FPGA-based
implementation for acceleration purposes is also reported in this work, as shown in section 5.4, Table 5.3.

I [Harding et al. 2008a] Image filter evolution Evolution of advanced image filters such as dilation, erosion, Emboss, Sobel, Neon, motion blur and unsharp. The
intention was to replicate advanced filters as provided by GIMP software [GIMP 1997–2015].

I [Kowaliw et al. 2009] Image transforms for classification Application to the detection of “muscular dystrophy-indicating inclusions in cell image” for the automatic discovery
of novel specific features for recognition of healthy/sick cells.

I [DiPaola et al. 2011] Creativity and art Evolution target is creativity to generate portrait-painting-like images rather than ’optimised solutions’. To evaluate
candidate solutions, “an autonomous creative fitness function is added to the system, based on cognitive science
research on human creativity”.

I [Smith et al. 2011] Breast cancer, Parkinson’s and
Alzheimer’s diseases diagnosis

Work shows the flexibility of CGP representation by: (i) identification of malignant microcalcifications in
mammograms, using a specific form of CGP, called multi-chromosome CGP, able to deal with the large, high
resolution, mammogram images; (ii) non-invasive assessment (patient tracing an image placed under a transparent
sheet on a digitizing tablet) to diagnose two cardinal symptoms of Parkinson’s disease, tremor and bradykinesia,
using a specific form of CGP called implicit-context-representation, IRCGP; and (iii) non-invasive, cube-drawing
assessment of Alzheimer’s disease using a form of IRCGP too.

Incremental evolution
I [Torresen 1998]

[Torresen 2002]
Character recognition, prosthetic
hand control

Increased complexity gate-level circuits are evolved using a CGP-like structure. Following the “divide-and-conquer”
approach, called “increased complexity evolution”, a larger system is evolved by decomposing it in, and evolving
smaller subsystems. A reduced number of generations is required for evolution, but no innovation is usually visible
by using these modular or incremental methods.



1
3

6
C

hapter
5.Evolvable

H
ardw

are
Table 5.1: (continued)

Reference Application Notes

I [Stomeo et al. 2006] Complex logic circuits: 6-bit mul-
tipliers, 17-input parity circuits,
MCNC benchmark circuits and
random circuits

Uses the decomposition strategy introduced as GDD, to allow for evolving the largest circuits to date using gate-
level encoding. Results are reported for 6-bit multipliers, 17-input parity circuits, some MCNC benchmarksb such as
the alu4 (circuit with 14 inputs and 8 outputs) and randomly generated circuits. These are the most complex circuits
evolved using incremental evolution, showing how GDD improves scalability compared to traditional techniques.
Fewer generations are required for higher fitness values and reduced computational time is obtained with the
method. Chromosome encoding is similar to CGP.

I [Walker et al. 2008] Circuits evolved for: (i) 3–8-bit even
parity; (ii) 1–3-bit adders; (iii) 2/3-
bit multipliers; (iv) 1–3-bit digital
comparators (v) symbolic regression
(vi) lawnmower problem and (vii)
hierarchical-if-and-only-if problem

An advanced form of CGP, called Embedded CGP (ECGP), is proposed to enable automatic acquisition, evolution
and reuse of modules (partial solutions) that can be called (as typical software subroutines are) by the main
CGP program. The objective is exploiting modularity of the problem, if any, to improve search performance by
stimulating the creation of modules. Comparisons with plain CGP, GP and EP, besides modular forms of GP and
EP, are included.

Development
I [Zhan et al. 2008] Combinational circuit design A method for constructing electronic circuits inspired by somehow biologically plausible models of multi-cellular

development is proposed. A CGP-like structure is used to build the circuits. Robustness, scalability, adaptivity and
self-reconstruction are biological features expected to be achieved in circuits designed using this methodology.

I [Khan et al. 2011] Evolution of neuron models Modelling of brain’s neural activity is used as inspirational paradigm for the design of circuits. A developmental
network of neurons is built by means of CGP. Complex neuron models are evolved until a desired intelligent
behaviour is obtained in the network. Learning through experience is demonstrated too.

a FSM benchmarks obtained from www.cbl.ncsu.edu/pub/Benchmarkdirs/LGSynth89/fsmexamples/.
b Microelectronics Center of North Carolina (MCNC) library.
c An MCM (Multiple Constant Multiplier) is “a digital circuit which multiplies its single input x by N constants and so it generates N output products [. . .] composed of adders,

subtractors and shifters” [Vasicek et al. 2008b]. Since MCM is a kind of linear transform, it allows for perfect evaluations using a single test vector, i.e., in very short time.

www. cbl.ncsu.edu/pub/Benchmark dirs/LGSynth89/fsmexamples/
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Table 5.2: Compilation of works addressing extrinsic evolution using EAs others than CGP. Extracted from Sekanina [2012].

Reference Application Notes

Transistor/Analogue-component-level evolution
I [Koza et al. 1999]

[Koza et al. 2005a]
Analogue circuits, controllers, anten-
nas

Several circuits, controllers, parametrized topologies for circuits and controllers, antennas, generic networks, among
others, have been evolved by using genetic programming. GP is presented as an automated invention machine and
an automatic circuit synthesis technique. Some examples in which GP produces not only new patentable designs but
also reinvents already patented solutions, are shown.

I [Stoica et al. 2001]
[Stoica et al. 2002b]

Polymorphic electronics Evolution performed using a GA in simulation and on an FPTA chip. Polytronic AND/OR and AND/OR/XOR gates
behaving differently at different temperatures, VDDs or morphing voltage signals are obtained.

Development.
I [Koza et al. 1999]

[Koza et al. 2005a]
Analog circuits (passive, w/ tran-
sistors, w/ operational amplifiers)
featuring diverse functionality like
amplifiers, filters, controllers and
others

Development-based methods using GP have also been proposed, following the same approach as other developmental
systems in which larger structures are developed from smaller ones, called embryos. Developmental Genetic
Programming was thus applied using SPICE simulations for circuit evaluation. Human-competitive designs and
patent rediscovery/improvement results were obtained.

I [Sekanina et al. 2005] Arbitrarily large sorting networks A similar approach to Bidlo et al. [2008] was used in this work. In this case, the strategy is the repeated application
of an evolved program that is iteratively applied until the circuit (a larger sorting network) with the required size is
built from the embryo (a smaller, simpler network).

I [Bidlo et al. 2008] Generic structures of scalable digital
circuits such as generic multipliers
and sorting networksa

To overcome the scalability problem, an instruction-based developmental system (using GAs) for the design of
generic structures of scalable digital circuits is proposed. Circuit development happens inside a CGP-like array of
blocks. Application-specific instructions that contain information on how to construct those generic structures, i.e.,
a program that maps genotypes to phenotypes, is the subject of evolution; it is these instructions that are encoded
within chromosomes and over which genetic operators are applied.

Function-level evolution
I [Wade et al. 1994] Multiplier-less FIR filters Multiplier-less FIR filter structures are evolved using a structured GA (sGA). A multilevel chromosome is used in

which each gene represents a primitive linear phase FIR section. Various different primitives are available and some of
their parameters are also evolvable; this helps in achieving small phenotype variations from small genotype variations.
A 2:1 VLSI area/frequency improvement vs. equiripple (minimax) design method is obtained, but, however, featuring
an increased delay.

I [Harris et al. 1995] IIR filter optimisation Optimisation of filter coefficients by a hybrid floating-point GA.
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Table 5.2: (continued)

Reference Application Notes

Evolution in other hardware domains
I [Li et al. 1998] MEMS parameter optimisation Automatic synthesis of MEMS mask-layouts using GAs is reported. Evaluation is done by simulation of 3D etching,

whose results are compared against the desired 3D shape.
I [Kamalian et al. 2002] MEMS synthesis Synthesis of MEMS designs. A GA is used for a meandering resonator design and a multi-objective GA (MOGA) for

an electrostatic actuator. Evolution relies on a set of available MEMS building components whose size, orientation
and number of segments, among others, are optimised. Evaluation is done using specific simulation tools, which are
highly computationally expensive.

I [Koza et al. 2005b] Optical systems topologies Using developmental GP, six optical lens systems duplicating functionality of previously patented systems were
evolved from scratch (neither optimisation of previous good designs nor initial heuristic seeding of involved
parameters). One of them infringed an issued patent; three evolved essential features from other patents without
infringement; and others were novel designs matching or improving performance from previous patents.

I [Nosato et al. 2006] Optical components alignment Five evolvable optical systems are presented for the micron-meter precision alignment of optical components using
GAs. A large time reduction in the alignment process is reported compared to conventional systems. Besides
automatic adjustment, which allows for maintenance-free systems, increased transmission and production efficiency,
more compact implementations as well as increased reliability and cost reduction are obtained.

I [Hornby et al. 2006]
[Hornby et al. 2011]

Antenna design Using a generative encoding that contains construction operators in a tree-based representation, antennas are built up
by executing all the operators in the tree and simulated using specific software. Evolved antennas were constructed,
approved for flight and three copies deployed and flown on aircraft for NASA’s Space Technology 5 (ST5) mission,
between March 22 and June 30, 2006. These EA-designed, human-competitive antennas (showing a performance
comparable to antennas produced using standard techniques by mission contractors), were the first evolved hardware
in space and the first evolved antennas to be deployed (see Figure 5.7). Low power consumption, short fabrication
time and good performance are their main features.

I [Lohn et al. 2007] MEMS meandering resonator evolu-
tion

A GP language to construct MEMS topology is used to evolve a meandering resonator. Objective was to reduce the
number of simulator evaluations by only producing valid topologies. This is accomplished by using an encoding
scheme for variable length chromosomes that contains growth instructions; these constrain segments orientation to
valid angles, so all evolved solutions were valid.

a Generic meaning “arbitrarily large”.
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(a)

(b)

Figure 5.7: Photographs of prototype evolved antennas. Obtained from Hornby et al. [2006]. Both photographs
(a) and (b) show two antennas satisfying different specifications.
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5.4 Intrinsic Evolution

Given the widespread availability of FPGAs, their increasing logic density and integration
of hard-IP cores such as CPUs and the slow, but progressively better improved support
for reconfiguration, made researchers to embrace FPGAs as the main and more promising
technology able to cope with EHW requirements. However, FPGAs are not the only type of
RC devices used in EHW. Other analogue and digital devices, some commercial and some
research-focused (research project outcomes), as well as some others more exotic and rare
devices, usually also coming from research results have been exercised too. This section mainly
deals with works implemented using FPGAs, although a very brief overview of works using
other devices such as FPAAs/FPTAs is also given.

As introduced previously, intrinsic EHW can be further divided into works using RC devices
just to speedup the evaluation of candidate circuits and works addressing adaptive hardware.
The former approach uses RC devices as a substitute of simulators, performing evolution
directly in hardware; in this case, the EA can be running externally or internally to the RC device.
However, in the latter case of adaptive hardware, the EA has to be embedded, necessarily, in the
RC device, since the objective is the implementation of self-adaptive, evolvable, autonomous
hardware. This section is devoted to survey the state of the art of both types of FPGA-based
evolvable systems.

The frontier between both is rather vague, since many times the distinction lies in whether
a continuous self-checking mechanism is included or not in the final system to allow for
continuous adaptation. Therefore, some works might well be classified as being any of both. In
any case, the latter approach is not possible without the former, which has to deal also with
one of the most limiting factors non solved to date, i.e., a transparent, flexible and efficient
dynamic and partial self-reconfiguration mechanism. Besides, both need to deal also with the
aforementioned problem of scalability of representation, which very much depends on the
reconfiguration bitstream format too. Finally, what adaptive hardware needs to solve besides
these common issues, is how to implement a continuous self-adaptation mechanism during
system lifetime, which also needs to be flexible, efficient and, besides, as less invasive as possible
so as not to interfere with system operation.

First EHW works targeting intrinsic evolution in FPGAs were developed by Thompson
[1996b]. They were addressed using Xilinx XC6216 FPGA, which has been considered as the
best FPGA-based evolvable platform so far, due to:

• Its configuration bitstream was publicly and openly available. This allowed for efficient
representations to be created.

• The reconfigurable interconnection scheme was based on multiplexers. This made random
safe modifications of the configuration bitstream possible.

• The configuration interface was parallel. This somehow could help in achieving higher
reconfiguration speeds.

However, this approach of direct bitstream manipulation was mostly abandoned when



5.4 Intrinsic Evolution 141

Xilinx XC6200 family was discontinued in 1998 and replaced with Virtex FPGA family, featured
by a switch-matrix design of the configurable interconnections scheme. Random bitstream
modifications were now dangerous for the device integrity given the multidirectional nature
of the connectivity network, which made, among others, extremely easy to produce undesired
and dangerous short circuits. Not only that, but also configuration bitstreams were not publicly
released any more, so the process of mapping a chromosome to the associated bitstream turned
into being a far from trivial task. Besides, its huge size made the search space unmanageable,
mostly if unconstrained evolution was the objective, since the problem was not easily tractable
from a computational time/effort point of view. However, internal reconfiguration was made
available by Xilinx with the Internal Configuration Access Port (ICAP) from the first 2000s
[Blodget et al. 2003; Xilinx Inc. 2007b], which was a desired step ahead. This internal interface
enabled self-reconfiguration, i.e., autonomous, so the very same device could perform its own
reconfiguration using a hard or soft IP core. Nevertheless, configuration speed was too slow
for EHW applications.

All these issues prevented the use of this technology from being embraced as a standard
practice, so, the use of DPR greatly remained in the background until technology improved.
It is in the last years that it has received an increased interest from the community and some
interesting approaches are arising due to some of the issues being progressively solved by
manufacturers. This dissertation does precisely address the issue, as will be shown in Part III.
In the meanwhile, an alternative trying to overcome these limitations was proposed in the early
2000s. It is referred to as Virtual Reconfigurable Circuits (VRCs) [Sekanina 2003]; following
section addresses this important milestone in EHW research.

5.4.1 Virtual Reconfigurable Circuits (VRC)

From the first 2000s, as fabrication technology improved, bigger and more complex FPGAs
with self-reconfiguration features began to appear, as is the case of Virtex FPGAs from Xilinx.
This increasing resource capacity also allowed the embedding of the EA in the device (as a
hard or soft microprocessor IP core running it), so that the implementation of autonomous, self-
reconfigurable systems was closer. However, as already introduced, reconfiguration techniques
and design flows were not yet mature enough to fulfil EHW requirements. A lack of
adequate design flows and DPR tools, slow reconfiguration times, and the increasing size
of reconfiguration bitstreams along with an obfuscated, unknown format, made the available
reconfiguration technology of that time not yet feasible for EHW.

This issue gave birth to a custom reconfiguration scheme thought for EHW known as
VRC [Sekanina 2003, 2004], developed in order to achieve high reconfiguration speed and a
suitable computation granularity by defining application-specific configurable elements and
connectivity; these configurable resources represent the minimum reconfigurable units. A VRC
within an FPGA, which is specified as an ad-hoc circuit using standard HDLs, is a set of CFBs
implemented as a (virtual) reconfiguration layer built on top of the device fabric that reduces the
complexity of the reconfiguration process (compared to native reconfiguration) while increasing
its speed. A kind of “application specific configurable elements”, usually called Processing
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Elements (PEs), are created inside each CFB, fulfilling this way the reconfiguration speed and
the reconfigurable computational functionality requirements of EHW. Initially proposed for
array-like processing structures derived from CGP, a VRC typically consists of:

• a 2D array of processing nodes, the so-called CFBs, such that each of them contains all
the required functions inside a PE. Each function is selectable using multiplexers, called
functionality multiplexers.

• inter-node connectivity resources using multiplexers, generally placed inside each CFB
at the PE inputs, called routing multiplexers.

• a configuration memory, typically implemented using a big register or set of registers,
whose bits are connected to the routing and functionality multiplexers.

The VRC configuration bitstream is usually expressed as such directly in the chromosome,
which can then be used as the set of configuration bits. If this is the case, configuration is as
fast as writing the register with the information contained in the chromosome. This virtual
reconfiguration scheme, which does not need a DPR-enabled FPGA, involves implementing all
possible configurations of the architecture simultaneously in the device; the desired function is
selected for each PE by writing the appropriate bits of the configuration register, since these are
connected to the functionality multiplexers. In the same way, the routing resources of the virtual
circuit are configured thanks to the routing multiplexers, which are controlled by the associated
bits in the configuration register. This is how the virtual reconfiguration actually happens,
i.e., writing the configuration register, which typically takes just a few clock cycles. Although
reconfiguration is very fast, since it only involves writing that big configuration register, this
approach suffers from two main drawbacks, which represent the main criticisms of VRCs:

• An area overhead caused by the inclusion of the simultaneous implementation of every
function in every node of the graph, plus the required functionality multiplexers to select
among them.

• A delay overhead associated both to the routing and functionality multiplexers, which
reduces maximum achievable frequency, as compared with a direct implementation of
that functionality in the device fabric.

Figure 5.8 shows the architectural concept behind the VRC idea, which undoubtedly
resembles CGP, from where, in fact, it takes inspiration. VRCs can be considered as a
successful, real-world, FPGA implementation of CGP that overcomes the limitations of native
reconfiguration. The different elements that define a VRC can be seen in the figure: (i)
the configuration register, which is split in smaller sub-registers, conf_reg i, holding the
configuration of each column of the array; (ii) the CFBs, Ei, each of which contains a PE and
the routing multiplexers, labelled as MUXA and MUXB; and (iii) the PEs containing the set of
functions, Fi, and the functionality multiplexers, labelled as MUXY. Without loss of generality,
there are two routing multiplexers in this VRC shown in the figure as an example, since PEs
are defined as binary functional blocks in it; thus, just two are needed to select the inputs for
each PE operand. However, since each VRC architecture is completely dependent on the given
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Figure 5.8: Virtual Reconfigurable Circuit architecture. Obtained from Sekanina [2012]. The figure shows a
VRC in which each PE is defined as a binary operator, i.e., it has two inputs, so two routing multiplexers are needed
for each.

application, different arities can be used, which will directly impact on the number of routing
multiplexers.

In order to implement synchronous circuits, each CFB might also have an output pipeline
register, so each column can be considered as one stage of a pipeline. This is the reason of
the register chain shown in the last row of the architecture in Figure 5.8; direct routing of
conveniently delayed inputs to any CFB inside the array. In any case, as previously mentioned,
this is an application-specific decision also, so it might well be the case in which primary inputs
could also be routed to any CFB without being delayed at all if that benefited evolution.

As well as CGP does, a VRC does not allow feedback paths nor connectivity between CFB
inputs and outputs belonging to the same column. Besides, a similar l-back parameter can
be specified in order to define the degree of connectivity of any CFB input to previous peer
outputs. Besides, as is the case with CGP, the function set might be defined both at gate-level
and function-level.

Regarding the evolutionary framework, similarities with CGP are maintained. The
population model is based on a low-number-of-individuals

(
µ +, λ

)
-ES, using deterministic

selection schemes, sometimes enabling elitism and typically with mutation being the only
variation operator.

5.4.2 FPGA-based evolvable systems

Similarly as proceeded in section 5.3.2, this section features a survey of main works in which
evolution is performed directly within FPGA devices. Some of the works considered in function-
level evolution mix both logic and higher-than-logic-level granularity. This mix, together with
their operation being defined at data word level, e.g., 8 or 16 bit, is the reason why granularity
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is considered also as function-level and not logic-level in these works. The description of
categories given for Tables 5.1 and 5.2 in Section 5.3.2 for the survey in extrinsic evolution, is
applicable for this case too.

FPGAs are by far the most widely used RC devices and EHW is no exception, so most
of the work has been accomplished using this type of devices. Table 5.3 surveys works that
have made use of the VRC technique, while Table 5.4 considers those that perform some kind
of native reconfiguration, i.e., that manipulate reconfigurable resources at different levels and
using different interfaces and tools. Afterwards, relevant issues such as the architecture of
these FPGA-based evolvable systems and the reconfiguration schemes used and developed are
discussed.
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Table 5.3: Compilation of works addressing intrinsic evolution using VRCs in FPGAs. Extracted from Sekanina [2012].

Reference Application Notes

Gate-level evolution
I [Sekanina et al. 2004] Combinational circuits: 3-bit multi-

pliers and adders, multiplexers, par-
ity encoders and randomly gen-
erated behaviours (random truth
tables)

A 6-input/6-output pipelined VRC working at logic level is used to evolve combinational circuits. Only mutation
is considered as is typical in CGP. Besides, some hundreds of 6-input circuits that fulfilled randomly generated
behaviours (random truth tables) of up to 6 outputs were evolved to check the evolvability of the system. Perfect
circuits were evolved just up to 2 outputs, while no completely, although near to, perfect solution was obtained for a
higher number of outputs; this is probably due to an inefficient search and to the VRC being too small. Results for
adaptation time under dynamically changing specifications (dynamically changing truth tables) are reported too.

Function-level evolution
I [Zhang et al. 2004] Image filters Combinational circuit synthesis using CGP at function-level in an FPGA. Similarly to the ideas in Sekanina

[2003], where VRCs are introduced although not actually implemented on an FPGA yet, but using some different
functions in the function set, a hardware implementation of a steady-state GA is proposed using an external genetic
reconfiguration unit. Besides, an adaptive mutation rate based on fitness is employed. Results for evolved Gaussian
noise removal filters that outperform conventional filters are reported.

I [Martinek et al. 2005] Image filters Borrowing ideas from Sekanina [2003], but targeting a complete hardware implementation (also the EA) in a Virtex
XC2V3000 FPGA, an evolvable image filter is the objective in this work. CGP is the reference framework, so only
mutation is applied as genetic operator. Gaussian and salt-and-pepper noise removal filters are evolved in an average
of 51 seconds at 50 MHz.

I [Gwaltney et al. 2005] IIR filters Evolvable system composed of a TMS320VC33PGE15 DSP running a GA and a Virtex XCV600E FPGA holding the
VRC. This is a 2D array of tiles (configurable functional blocks) with direct neighbour connectivity (north, south,
east and west). Feedback paths are allowed, which is not usual in EHW, so this is a valuable experiment to evolve
different topologies useful for control and filtering applications. Second order IIR filter is evolved in a 3× 3 array.

I [Salomon et al. 2006]
[Widiger et al. 2006]

Hash functions Evolvable hashing functions in hardware for fast packet classification. Objective is to improve search of routing rules
in network routers. A GA implemented in hardware is used as the evolutionary framework.

I [Vasicek et al. 2007a]
[Vasicek et al. 2007b]

Image filters FPGA-based evolvable architecture for the creation of novel image filter implementations, such as salt-and-pepper
and Gaussian noise filters and edge detectors, among others. Around 3000 candidate filters are evaluated per second
using images sized 128× 128, which is 22× faster than using a Celeron@2.4 GHz. processor. Novelty exhibiting better
filtering quality and lower implementation cost is obtained for various noise intensities compared to conventional
filtering techniques.
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Table 5.3: (continued)

Reference Application Notes

I [Vasicek et al. 2008a] General CGP accelerator for sym-
bolic regression problems and di-
gital logic expressions

Focused on the generalisation of the VRC method and its suitability as a general CGP accelerator for problems
dealing with fixed point and logical operators, the objective is to decrease evaluation time. EA runs in an embedded
PowerPC processor, way more flexible and reusable than a hardware implementation.Results are included for typical
application scenarios such as symbolic regression problems (image filter is a kind of symbolic regression) and digital
logic expressions (digital circuits) using a Virtex II Pro FPGA. Speedups of 30–40 against highly optimized SW
running in a 3 GHz. Intel Xeon are reported. Using multiple fitness units is proposed as a further speedup possibility.

I [Vasicek et al. 2008b] Linear transforms by using
(multiplier-less) (MCM)

Description is the same as that in the equivalent entry in Table 5.1. It is also included in here because an FPGA-based
implementation for acceleration purposes is reported in the paper too. Speedup compared to a Celeron 2.4 GHz.
processor is 287×.

Incremental evolution
I [Glette et al. 2007]

[Glette et al. 2008]
[Glette 2008]

Sonar spectrum classification, pros-
thetic hand controller, face image re-
cognition

Online EHW classifier based on VRC technique at function level. Incremental evolution is used to evolve different
classification categories separately. A simple GA is chosen as the EA, running either in the embedded PowerPC hard-
IP processor core in Virtex II Pro devices or in a MicroBlaze soft-IP processor core. Average classification accuracy
is better than existing EHW but a bit lower than state of the art based on support vector machines; however it is
1000 times faster. Glette et al. [2007] deals with sonar spectrum classification, Glette et al. [2008] with prosthetic hand
controllers, while Glette [2008], his PhD dissertation, adds results for face image recognition. Check Section 5.4.2.2
for more information and figures.
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Table 5.4: Compilation of works addressing intrinsic evolution in FPGAs using native reconfiguration. Information obtained mostly from Sekanina [2012].

Reference Application Notes

DPR & Bitstream manipulation – External reconfiguration
I [Thompson 1996b]

[Thompson et al. 1999]
Tone discriminator and robot con-
troller

Unconstrained evolution is explored for a tone discriminator, showing how better designs can be found if
unexplored (by conventional design techniques) regions of the design space are considered. Results outperform
standard design practices, posing serious difficulties when trying to understand how and why these circuits
work. For the robot controller, typical constraint of synchronisation in digital design is relaxed and placed under
evolutionary control. Besides, a non-behavioural requirement, fault tolerance, was evolved in this case to obtain
inherently fault-tolerant circuits, i.e., without using spare parts.

I [Huelsbergen et al. 1999] Oscillators Automatic generation of oscillators at specified target frequencies without using any inputs or clock
signals. Similarly to Thompson’s unconstrained evolution using a PC-based EA implementation and external
reconfiguration, specific properties of the device physics are exploited by evolution producing unconventional,
but working, circuits.

I [Gordon 2005] Adder circuits Evolution of a two bit adder with carry is performed at a low granularity level to manipulate as many components
of the chip as possible, including routing. Reconfigurable resources of the device (those considered not harmful)
were evolved. The EA run in SW in a PC and performed reconfiguration using Xilinx JBits APIa for a XCV400

Virtex FPGA, so the bitstream is not directly modified but through this API, which allows to control many
of the device reconfigurable resources. Developmental techniques were also used to address scalability issues,
showing how abstraction, modularity and reuse are useful properties to improve evolution performance for large
problems/search spaces.

I [Upegui et al. 2005a] ANN topology evolution Evolution of Artificial Neural Networks (ANN) featured by spiking neurons. Structure adaptation and local
learning through an unsupervised hebbian strategy are implemented. A library with several generic layers is
generated and made available for module-based DPR in a Spartan-II FPGA. A GA running in a PC is in charge of
adapting the network topology by finding the best combination of available layers.

DPR & Bitstream manipulation – Internal reconfiguration
I [Upegui et al. 2006] Random Boolean Networks (RBN) RBNs feature highly arbitrary connectionism, which has largely prevented their HW implementation due to the

associated routing costs. LUTs (configured as 4-input multiplexers) and specific multiplexers within FPGA slices
are dynamically reconfigured using ICAP to support the arbitrary connectionism required. An array of cells
implemented using LUTs and CLB multiplexers is built as shown in Figure 5.10 in Section 5.4.2.2. A cellular
programming algorithm (used for cellular automata, considers one genome per cell) is selected as the evolutionary
framework and runs in a MicroBlaze soft processor.
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Table 5.4: (continued)

Reference Application Notes

I [Torresen et al. 2008] DPR-based evolvable classifiers Using the same architecture developed in Glette et al. [2008, 2007], a DPR-based approach using ICAP for Category
Detection Modules (CDM) reconfiguration is experimented. CDMs featuring different number and arrangement
of FUs are pre-synthesised and stored in a library for runtime adaptation. Reconfiguration time reported for
one CDM is 18.4 ms, which is too high given its reconfigurable area is too high. Check Section 5.4.2.2 for more
information and figures.

I [Cancare et al. 2010]
[Cancare et al. 2012]

3–4-bit counters, 5–26-bit parity gen-
erators, 4–9-bit adders, 1–7-bit multi-
pliers, inverse pendulum controller,
classifiers

Two dimensional reconfiguration through ICAP and direct bitstream manipulation in Virtex 4 devices. The
evolvable circuit is a CGP-like structure with static routing. Parallelism for reconfiguration and evaluation phases
as well as deployment of various candidate solutions are implemented. EA runs in the embedded PowerPC
processor; hierarchical evolution is proposed to address scalability issues by means of the exploitation of fine-
grained and function-level evolution. Check Section 5.4.2.2 for more information and figures.

Coefficient (register values) optimisation
I [Tufte et al. 2000] Adaptive FIR filters Continuous evolution of filter performance. Coefficients within a fixed-structure FIR filter are evolved by restarting

evolution whenever performance decreases due to changes (added noise) in the input signal.
Other approaches

I [Glette et al. 2009] Shift Register LUT evolvable classifi-
ers

From Glette et al. [2008, 2007] and Torresen et al. [2008], where VRCs and DPR are used, an intermediate-level
reconfiguration version is proposed in this work. Some LUTs in Virtex devices, known as Shift Register LUT
(SRL or SRLUTs), can work as shift registers while preserving the LUT functionality; this way, configuration bits
are shifted into the LUT, effectively changing its configuration. Reconfiguration time is reduced compared to the
DPR version, as well as area compared to the VRC approach, while keeping accuracy at similar levels. Check
Section 5.4.2.2 for more information and figures.

a JBits was provided by Xilinx to assist in the reconfiguration of Virtex devices, whose bitstream format was not disclosed. Given the bitstream format was not public, care had to be
taken when modifying it through non-standard methods, since harmful configurations could be produced. More information available in Otero [2014].
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5.4.2.1 Discussion on architectural issues

This section features a discussion on architectural issues regarding evolvable systems in FPGAs.
Various approaches have been followed by the research community in the quest of two main
objectives. First, the use of FPGAs to accelerate the evolution of digital circuits, as part of a
CAD-based design methodology. In this case, the best solution found so far by evolution is
later on implemented in the final system. The second objective is the use of FPGAs for the
implementation of self-adaptive systems. In any case, to sum up, implementation of evolvable
systems in FPGAs typically has a three-fold purpose:

• Enhanced fitness computation by speeding up the evaluation phase due to direct execution
in HW.

• Exploitation of the fact that evolutionary forces directly deal with the evolvable substrate,
so as to allow evolution to benefit from physical properties of each specific piece of hardware,
which is impossible using simulators. This has been the main argument of unconstrained
evolution proposals.

• Implementation of single-chip evolvable platforms to enable self-adaptive systems at the
hardware level.

Speeding up the evaluation of candidate solutions has always been one of the main concerns
in EHW community (in general, in EC discipline as a whole). This speedup is welcome both in
the case of using evolution as part of the design process or in the case of the implementation
of self-adaptive systems. Two approaches are possible regarding the origin of the FPGA
reconfiguration process:

• External reconfiguration. Triggered by a computer or any other system such as a DSP
where the genetic operations are being carried out.

• Internal reconfiguration. Triggered internally from the FPGA itself, either by a specific
circuit or by an embedded processor.

External reconfiguration only allows for the use of FPGA-based evolvable systems as part
of a machine-guided design process, since the EA is implemented outside the final system.
By the contrary, internal reconfiguration builds the foundations for the implementation of
self-adaptive systems, since the EA is required to be embedded in the device to enable self-
reconfiguration. Table 5.5 classifies most works introduced in Tables 5.3 and 5.4 according to
where the main components found on FPGA-based evolvable systems are implemented and
to whether external or internal reconfiguration is used. Whatever the implementation is, the
following components can always be identified: (i) a piece of reconfigurable area featured by
a set of reconfigurable elements; (ii) the EA in charge of driving the evolutionary process; (iii)
an evaluation module for the fitness computation unit; and (iv) a reconfiguration controller.
Columns 3, 4 and 5 in Table 5.5 compile the information related to (i), (ii) and (iii), respectively.

The problem domain determines the type of reconfigurable elements. In some cases
evolution is performed directly with the reconfigurable cells of the FPGA at different levels,
while in other cases a VRC is used. Recent implementations have employed both native
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Table 5.5: FPGA implementations of evolvable digital systems.

Reference Application Platform EA Fitness

External reconfiguration

[Thompson 1996b] Tone discriminator XC6216 logic PC PC
[Huelsbergen et al. 1999] Oscillators XC6216 logic PC PC
[Koza et al. 1999] Sorting networks XC6216 logic PC HW
[Zhang et al. 2004] Image filters VRC @ XCV1000 HW HW
[Gordon 2005] Arithmetic circuits Virtex CLB PC PC
[Gwaltney et al. 2005] IIR filters VRC @ XCV600E DSP DSP
[Oreifej et al. 2007] FTa arith.b circuits Virtex II Pro logic PC PC

Internal reconfiguration

[Tufte et al. 2000] FIR filters Register values HW HW
[Sekanina et al. 2004] Logic circuits VRC @ XC2V3000 HW HW
[Martinek et al. 2005] Image filters VRC @ XC2V3000 HW HW
[Salomon et al. 2006] Hash functions VRC @ XC4VFX20 HW HW
[Upegui et al. 2006] RBNc/Cellular automaton Virtex II CLB & ICAP MicroBlaze MicroBlaze
[Vasicek et al. 2007b] Image filters VRC @ XC2VP50 PowerPC HW
[Glette et al. 2007] Sonar spectrum classif.d VRC @ XC2VP30 PowerPC HW
[Wang et al. 2007] Arith. circuits VRC @ XCV2000E HW 2×HW
[Vasicek et al. 2008a] CGP accelerator VRC @ XC2VP50 PowerPC HW
[Glette 2008] Face image classif. VRC @ XC2VP30 MicroBlaze HW
[Wang et al. 2008] Image filters, classif. VRC @ XCV2000E HW HW
[Vasicek et al. 2008b] Mult. Const. Coeff. Mult.e VRC @ XC2VP50 HW HW
[Glette et al. 2009] Face classifiers SRLsf @ XC2VP PowerPC/MicroBlaze HW
[Vasicek et al. 2010] CGP accelerator VRC @ XC5VFX100T PowerPC 4×HW
[Cancare et al. 2010] Small comb. circuits Virtex 4 logic & ICAP PowerPC HW
[Cancare et al. 2012] UCIg Classifiers Virtex 4 logic & ICAP PowerPC HW
[Bartolini et al. 2013] NAh SRLs-CFGLUT5

i@ Virtex 5 MicroBlaze HW
[Dobai et al. 2013a] Image filters VRC&Module-based-DPRj @ Zynq-7000 ARM Cortex-A9 HW
[Glette et al. 2014] Face/sonar classif. LUT-based-DPRk @ Virtex (ICAP) MicroBlaze HW
[Dobai et al. 2015] Image filters VRC&LUT-based-DPR (PCAP) @ Zynq-7000 ARM Cortex-A9 HW
[Mora et al. 2015] Image filters LUT-based-DPR (ICAP) @ Virtex 5 MicroBlaze HW

a Fault Tolerant b Arithmetic c Random Boolean Networks d Classifiers e Multiple Constant Coefficient Multipliers
f Shift Register LUTs (various Xilinx FPGAs) g UC Irvine Machine Learning Repository: http://archive.ics.uci.edu/ml/
h Work is focused on the architecture and approach of the holistic framework, so no new evolution is performed; it just reports resource
implementation results and performance i CFGLUT5 is a Xilinx library primitive to be used at runtime to change LUTs functionality
j Module-based-DPR refers to reconfiguration using partial bitstream describing functional modules. Xilinx module-based reconfigura-
tion methodology is required k LUT-based-DPR refers to lookup table dynamic partial reconfiguration achieved through changing LUT
configuration data by direct bitstream manipulation.

reconfiguration or specific features available in some LUTs in Xilinx FPGAs. Lately, some
works have also addressed again direct bitstream manipulation by constraining which parts
of the configuration bitstream can be modified by the EA. This forces researchers to reverse
engineer the bitstream format to know its structure, since it is not publicly disclosed anymore.
The EA and fitness computation unit can be implemented either as application specific circuits
or as software running in a personal computer or in an on-chip embedded processor. In some
cases, multiple instances of fitness units have also been used to further speed up evolution.
Note that ‘k×HW’ means, in Table 5.5, that k instances of the fitness unit were implemented.

Figure 5.9a shows a typical architecture of FPGA-based evolvable systems using native
self-reconfiguration through ICAP interface; it is the first work in its kind to be reported to
the best of this dissertation author’s knowledge [Upegui 2006; Upegui et al. 2005b]. This
architecture closely follows the current IP-based design methodology for FPGAs; please note
the similarity with other actual design implementations (not only EHW-related). Therefore, very
similar architectures can be found in other works, dealing with DPR, VRC or reconfiguration
by modifying LUT contents instead of through ICAP. Figure 5.9b shows the case in which no
ICAP is used for reconfiguration but configuration bits are shifted into LUTs through a standard
on-chip communication bus. Similarly, for VRC implementations, an architecture such as the
one in Figure 5.9c is used. It can be seen how the same IP-based design concept featuring a

http://archive.ics.uci.edu/ml/
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(a)

(b)

(c)

Figure 5.9: Architectures of FPGA-based evolvable systems. (a) obtained from Upegui [2006] shows a system
architecture featuring DPR through ICAP. (b) is obtained from Bartolini et al. [2013] and illustrates a similar
case without an ICAP interface to perform reconfiguration, which is done shifting the configuration bits into LUTs
working in shift register mode. (c) shows a typical architecture for VRC-based evolvable designs [Vasicek et al.
2008a].

central processor and different hard-IP cores is used in all three works. As will be shown in
Part III, this dissertation exploits the same architectural concept.

5.4.2.2 Remarks on the use of native reconfiguration

This section further elaborates on some works that address native reconfiguration, since it is
one of the central proposals of this dissertation; the seamless use of DPR technology to advance
self-adaptive systems.

The same reasons contributing to the appearance of the VRC concept, might be argued



152 Chapter 5. Evolvable Hardware

to justify the relatively low number of research groups addressing EHW using native
reconfiguration. However, some interesting works have been developed and are analysed below.
All of them use DPR technology from Xilinx, which has traditionally been far from perfect, but it
has been in fact the only manufacturer to offer an increasing support for DPR; although actually,
this has begun to change since Altera, the other major player, is progressively introducing DPR
technology in its FPGAs. Considered works deal with internal reconfiguration through the use
of DPR features of modern FPGA devices by either: (i) using a set of predefined configuration
bitstreams; (ii) directly manipulating bitstreams; or (iii) exploiting specific LUTs features.

Native reconfiguration tools supporting DPR have varied along the years; a survey on tools
and methodologies can be found in Otero [2014]. The actual state of the technology offers two
options for native reconfiguration in Xilinx FPGAs: a module-based and a difference-based
[Xilinx Inc. 2007a, 2012a] approach.

The modular design technique, which is called in current design methodology as Partitioning
technique, is based on defining, and reserving, zones of the device in which reconfigurable
modules will be loaded when required. A set of different functional modules will be available
in a library as predefined partial bitstreams that will be swapped-in/out at runtime when
needed. The whole system is divided into different functional modules, some of which will be
fixed while others will be reconfigurable. An HDL description of the whole system is created,
generating a complete initial bitstream and partial bitstreams for each of the reconfigurable
modules. For this to come to effect, modules boundaries have to be properly defined in order
for the modules to communicate with other peers, whether these are reconfigurable or fixed.
Different technologies have been used to define these communication channels, but it is out of
the scope of this dissertation to go into the details. Please check Xilinx documentation [Xilinx Inc.
2007a, 2012a] for in-depth information about the tools or Otero’s PhD dissertation for a survey
on the subject and a historical perspective [Otero 2014]. With this kind of reconfiguration, a
coarse-grained approach to reconfiguration of complete functional modules is defined. Pioneer
FPGAs after XC6200 family, like Virtex and Virtex-II/II-Pro, only allowed for 1 dimensional
module reconfiguration, since the available partitioning technology was restricted to slots
spanning the whole height of the device. Following families incorporated the possibility to
perform 2D reconfiguration for modules spanning less than device height.

In turn, the difference-based approach, called by Xilinx as Differencing Method for Partial
Reconfiguration [Xilinx Inc. 2007a], can be used for smaller changes to be reconfigured into a
running system. Given an initial bitstream generated from an HDL description, a low-level
tool called FPGA Editor, used for changing the configuration of the involved reconfigurable
resources, is used. Several reconfigurable resources of the architecture can be modified; LUTs
equations, BRAM contents, I/O standards, multiplexers, etc., can be edited using this tool. Once
changes to the reconfigurable elements are done, the tool generates a partial bitstream that only
contains those differences, i.e., the difference from the initial to the final state of the resources.

Whichever the method used, an important drawback to using DPR had been introduced
previously and still exists: the format of the configuration bitstream is unknown from the time
that the Xilinx XC6200 family was discontinued. This forces to use and circumvent manufacturer
tools and methodologies in order to provide efficient DPR for EHW systems. This situation has
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turned the difference-based technique to be a highly valuable tool for the EHW community. It
helps in the identification of where within a bitstream is the configuration information of the
modified reconfigurable resources placed (by using the low-level tool FPGA Editor as indicated).
This way, an efficient genotype encoding and genotype to phenotype mapping can be defined.
In any case, this increasing support from Xilinx made the EHW community to adopt DPR
[Upegui et al. 2005b].

Xilinx DPR technology is built around frames, which represent the smallest reconfigurable
region in an FPGA. The smallest segments of the configuration memory that can be addressed
are this way called configuration frames. The size of these configuration frames (given in number
of CLBs) vary among different FPGAs, so the time needed to read/write one of them from/to
the configuration memory varies accordingly. This is one more of the reasons that have
prevented DPR to be more actively used in EHW applications: the time needed to reconfigure
a whole frame and the impossibility to define smaller reconfigurable regions containing just a
subset of the available resources within an actual frame.

Probably, one the first works in using modern DPR techniques for EHW was described in
Upegui [2006] and Upegui et al. [2005b]. Authors propose three different methodologies to
perform reconfiguration for Virtex families: a module-based approach, based on the modular
flow, and two different fine-grained approaches, based on the difference-based approach and
on modifying LUT contents. The module-based approach relies on Xilinx modular design
flow [Xilinx Inc. 2012a] and is used by authors to evolve an ANN topology, as described in
Upegui et al. [2005a]. Since complete reconfigurable modules have to be available as partial
bitstreams, a set of them featuring an ANN layer each, must be defined for the EA to choose
the combination of those that best solves the problem. However, no fine tuning within each
module is possible for the EA, so a learning technique modifying neuron synaptic weights was
used. Moreover, reconfiguration was restricted to be just one-dimensional for these Virtex-II Pro
devices. The difference-based approach relies on Xilinx difference-based technique, which is
used by authors to implement a cooperative coevolutionary fuzzy system [Mermoud et al. 2005].
Main drawback is that a partial bitstream needs to be generated after modifying LUTs contents,
so Xilinx tools are needed. Besides, no topological adaptation is possible using the difference-
based methodology. Therefore, on-chip evolution is not possible. The third method proposes
the modification of LUT contents by direct bitstream manipulation. Both module and difference-
based techniques are used in order to assist in the localisation of the configuration of specific
LUTs within a partial bitstream. Besides, using the available techniques, fixed connections
among modules are a must, so some kind of connections adaptation is made possible by
configuring LUTs as multiplexers. This technique was applied in Upegui et al. [2006] for an
evolvable Random Boolean Network (RBN) with arbitrary connectionism. Figure 5.10 shows
how this system looks like.

A similar approach was used by Cancare et al. [2010]. Please note that this work is mostly
contemporary with this dissertation development. The ultimate objective of the set of works of
Bartolini et al. [2011, 2013] and Cancare et al. [2012, 2010], is building a self-evolvable hardware
system featuring a multi-grained evolutionary approach that combines low-level evolution
by direct, fine-grained bitstream manipulation and function-level evolution exploiting a pre-
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(a) (b)

Figure 5.10: Evolvable Random Boolean Network. From Upegui et al. [2006]. (a) shows an example of a RBN
cell array configuration. (b) shows the implementation of a cell.

defined library of reconfigurable building blocks.

Cancare et al. [2010] propose two-dimensional reconfiguration of Virtex 4 devices using
ICAP for a CGP-like circuit but with static routing. An 8×N array of 4-inputs-1-output cells
(8 bit datapath) is proposed in which cells from column i are connected to cells from column
i+ 1, as shown in Figure 5.11. Each cell is equivalent to a 5-input LUT, so two 4-input LUTs, a
register and a multiplexer are used to build it; the functionality of each cell can be reconfigured
by changing LUT contents, which can also be used to modify routing. Both, direct bitstream
manipulation and pre-defined configuration bitstreams are used to enable the proposal of
hierarchical evolution, which addresses the issue of scalability. The 2D array of 8×N cells
can be evolved at different levels: (i) low-level evolution of the configuration bits at cell-level,
each of which is composed of two 4-input LUT equations; (ii) medium-level evolution operates
changing complete cells from a set of pre-defined functionalities (similar to VRC but using
DPR); and (iii) high-level evolution that changes complete columns from a set of pre-defined
configurations. Reconfiguration and evaluation phases are parallelised thanks to the use of
DPR and the instantiation of several candidate solutions at the same time in the evolvable
area. Using low-level evolution and four columns of cells, 5-to-8-bit parity generators were
evolved. Communication channels were the test case for medium-level evolution, for which
four cell configurations (one per channel forwarding an input to the output, i.e., 4 identity
functions) were used. Although an array instance of 6-cell columns and low-level evolution
could not be evolved to a 4-bit counter functionality, an unusual problem for EHW was also
tested. A controller for the inverse pendulum problem was evolved using multi-level evolution:
medium-level evolution using a subset of basic mathematical functions was used to evolve the
controller with a user-specified quality threshold, while fine-grained evolution was activated
afterwards.

Bartolini et al. [2011] build on Cancare et al. [2010] by providing a more tuned EA to
improve search efficiency, better support for hierarchical evolution and concurrent evaluation
of multiple candidate solutions. Test case is a medical dataset classifier based on a supervised
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Figure 5.11: Internal structure of a candidate solution in Cancare et al. [2010].

Figure 5.12: Structure of a candidate solution at all hierarchical levels in Cancare et al. [2012].

learning approach. In Cancare et al. [2012] the structure of an individual is further refined to
the level of modules, so the highest level of the hierarchy is now a 2D array of modules with
an I/O datapath of 32 bits. The complexity of the solution is determined by the size of this
matrix of modules. Lower in the hierarchy level, the 8×N array of cells with an 8-bit datapath
is still found. The structure of a candidate is shown in Figure 5.12 for the different levels of the
hierarchy. This work is further enhanced by an acceleration of the reconfiguration process with
a faster controller and support for complete hardware implementation of fitness computation.
Test cases considered are parity generators, adders and multipliers of up to 26, 9 and 7 bits,
respectively. Also, evolution of classifiers based on a supervised learning approach using
UC Irvine Machine Learning Repository4 was accomplished, featuring different-complexity
datasets; results show how the current state of the art for these datasets was outperformed by
the EHW proposal. Different evolution strategies exploiting the multi-grained approach are
reported, being a mixed low-level/function-level (as introduced previously, i.e., function-level
followed by low-level) the best performing strategy.

Lastly, yet another technique has been proposed to address DPR while trying to become
more independent from Xilinx tools. It uses the shift-register functionality of some LUTs in
Virtex devices, known as Shift Register LUTs (SRL or SRLUTs), which can work as shift registers
while preserving the LUT functionality; this way, configuration bits are shifted into the LUT,

4UC Irvine Machine Learning Repository: http://archive.ics.uci.edu/ml/

http://archive.ics.uci.edu/ml/
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effectively changing its configuration. Glette et al. [2009] used this method to reduce area and
reconfiguration time from the evolvable classifiers proposed in Torresen et al. [2008]; initially
implemented using VRCs [Glette 2008; Glette et al. 2008, 2007], online incremental evolution
of classifiers is proposed by the authors in this proposal. The classifier is built up using so
called Category Detection Modules (CDMs), one for each category to be classified, as shown
in Figures 5.13a and 5.13b, in which the input pattern is input to every CDM in the system.
Internally, each CDM is composed of FUs. N FUs are grouped together in rows (FUR) and
their outputs routed to the inputs of an N-input AND gate; this makes up a rule, existing M
rules per CDM, as Figure 5.13c illustrates. Each rule is activated if all its FUs are activated.
A counter at the output of each CDM tracks how many rules are activated, which is used by
the maximum detector shown in Figure 5.13c to determine the activated CDM and hence the
category to which the input is classified. As shown in Figure 5.13d, each FU is controlled by
the configuration bits, which determine the subset of the input over which that specific FU
operates, the function that is configured for f1 and f2 and a constant used by the these internal
fi modules. Incremental evolution is used to address scalability by allowing each CDM to be
evolved separately. First, all FURs in each CDM, one at a time, are evolved; when all FURs in
a CDM have been evolved, another CDM is evolved afterwards, and so on. This architecture
was exercised in Glette et al. [2007] for sonar spectrum classification, in Glette et al. [2008] for
prosthetic hand controllers, while in Glette [2008], author’s PhD dissertation, results for face
image recognition are added.

Back to the works reported in Bartolini et al. [2011] and Cancare et al. [2012, 2010], a new
architecture is developed in Bartolini et al. [2013] to accommodate the proposal to this SRL
LUT functionality in Virtex 5 devices. This way, authors get rid of ICAP-based reconfiguration,
which forces to know the bitstream format, by using SRLUTs capability in Virtex 5 devices;
reconfiguration time is also improved by using this approach. EA runs in a MicroBlaze
processor in this version of the work and the evolvable area is now a fully HDL-specified IP-core
completely accessible, both for I/O purposes and reconfiguration, from a PLB Bus. A Xilinx
library primitive called CFGLUT5 is used, which is a “runtime, dynamically reconfigurable, 5-
input LUT that enables the changing of the logical function of the LUT during circuit operation”
[Xilinx Inc. 2009]. The work also introduces a holistic framework to perform intrinsic and
extrinsic evolution. The main advantage of this framework lies in the “unified representation”
provided for both intrinsic and extrinsic evolution, “allowing portability and fast prototyping“.

A serious drawback of this reconfiguration strategy is the decreasing number of LUTs
featuring this SRL operating mode. While 100% of the available LUTs in Virtex-II Pro devices
had this feature, only around 25% of them in Virtex 5 have it. This issue, together with the new
6-input LUTs available in modern Xilinx FPGAs, is the reason why Glette et al. [2014] propose
a fine-grained partial reconfiguration approach of these new LUTs using ICAP for the classifier
system in Glette et al. [2009]. Neither manual placement, nor bitstream reverse engineering is
needed in this approach. An ad-hoc design process is used to identify and locate the desired
LUTs within a reconfiguration frame. This information is then used from a MicroBlaze program
using a Xilinx provided function that reads a configuration frame from ICAP, changes the bits
associated to the given LUT and writes the configuration back. Results for the proposed LUT6-
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(a) (b)

(c) (d)

Figure 5.13: Online evolvable pattern recognition system. From Glette [2008]. (a) shows the top-level view of
the system and (b) the classification subsystem, where the CDMs can be observed. Finally, (c) depicts the internal
structure of a CDM while (d) illustrates an FU.
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ICAP-based reconfiguration are compared with a reimplementation of the previous VRC and
SRL approaches on a Virtex 5 device; just 32% and 70% of the LUTs needed by the VRC and
SRL approaches are used in this implementation, using just a 34% of the number of slices used
by the VRC. As said, the reconfiguration procedure involves reading a frame, changing certain
bits and writing the frame back. This turns the reconfiguration time to be considerably slower
compared to the VRC approach, which is always the case anyway, for the reconfiguration time
(and flexibility) being one the main advantages of VRCs. In any case, a single LUT requires 1.96

ms. reconfiguration time for a standard ICAP driver core running at 100MHz, and each FU is
built using 2 LUTs, so this proposal comes at an excessive reconfiguration time, which implies
excessive evolution time. Although the incremental evolution strategy running in a MicroBlaze
processor evolves one FUR at a time, a typical classifier system for face image recognition
requires 8 FUs per row, 8 FURs per CDM and 40 CDMs, which gives a total of 2650 FUs.

A last piece of work that deserves attention is related to Xilinx Zynq-7000 All Programmable
(AP) SoC devices [Xilinx Inc. 2012d,e]. This platform was introduced back in 2012 as the first
devices produced by FPGA vendors that are not pure FPGAs as used to be up to the date;
this was introduced in Section 4.3.5 when analysing actual device trends, as is the case for the
new Xilinx Ultrascale+ family [Xilinx Inc. 2015b], which is yet to be released by the time of
writing this dissertation. In Dobai et al. [2013b], the Zynq-7000 AP SoC platform is analysed
to check its convenience for EHW applications and some interesting features are identified.
As already mentioned in this dissertation for Ultrascale+, contrary to typical previous FPGA
architectures, this new SoC is a processor-centric device with programmable logic (PL) aside.
The Processing System (PS) consists of a dual-core ARM® Cortex®-A9 processor which can
run independently of the FPGA and trigger its configuration and reconfiguration through a
new interface called Processor Configuration Access Port (PCAP). PCAP, which is identified
by authors as a positive feature for EHW, is part of the PS and allows for a much simpler
approach to reconfiguration besides not using any PL resources as ICAP does (ICAP has to
be instantiated as a hard-IP core (HWICAP) [Xilinx Inc. 2007b]). Other interesting feature of
this architecture for EHW is the embedded Analog to Digital Converter (ADC), which can be
used to retrieve information from the environment. However, partial reconfiguration of the
available PL, which is based on Virtex/Artix/Kintex-7 FPGAs, operates with a frame size of 50

CLBs high by 1 CLB wide, which is almost double of the 20 CLBs in Virtex-5, and considerably
more than the 40 CLBs in Virtex-6. Considering that a frame is the minimum reconfigurable
part (whole frames are to be read/write from/to reconfiguration memory since no sub-frame
reconfiguration is officially supported), therefore, total reconfiguration time of 1 frame will be
higher given that reconfiguration speed has not been increased; even if only a single bit of one
bitstream had to be changed, a whole frame would have to be addressed.

After analysing the platform and performing some initial tests, the work in Dobai et al.
[2013a] proposes the case for image filter evolution. A comparison of a pure VRC and a
hybrid VRC-DPR approach is conducted. The hybrid method uses DPR for reconfiguring PEs
while interconnections are maintained as a static implementation of multiplexers, which are
reconfigured through the configuration register of the VRC. Performance in terms of number
of individuals evaluated per second (generations per second are reported in the paper, for
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a population of 4 individuals) is measured for the ARM, which serves as the base figure
for a SW implementation. Acceleration obtained using a desktop PC featuring an Intel Core
i5 661 @ 3.33 GHz is also given for comparison purposes. As for the HW implementation,
acceleration for the VRC and the hybrid VRC-DPR approach for different number of mutations
is reported, since reconfiguration time using DPR depends on the number of PEs mutated.
Maximum operating frequency is lower for VRCs, given the extra delay associated to the
multiplexers; in the hybrid approach, the function multiplexer (as introduced in Section 5.4.1)
is not needed, which increases operating frequency. However, the time saved during circuit
evaluation using the hybrid method only stands for 1 mutated PE, since the fastest VRC
reconfiguration compensates the difference from 2 mutations forward. Results are provided for
images sized 128× 128 and 256× 256; the bigger the images used for evaluation (more training
data) the most convenient is the use of DPR, since more time can be saved when evaluating.
Regarding area, around 5.5× and 2.7× more flip-flops and LUTs used as logic, respectively, are
needed for the VRC case. It has to be noted that for DPR several frames need to be reserved in
the PL; each PE has to be implemented using 1 frame (50 CLBs) even if it only occupies a small
part of it, which means 12800 LUTs, around the double of those used for the complete VRC
implementation (the hybrid approach requires 2325+12800 reserved LUTs). A similar analysis
applies to flip-flops. Authors also report that the control unit in charge of generating addresses
to retrieve evaluation data from memory and generate the required control signals, has a great
influence too; for a traditional FSM, which is a low overhead implementation, it is this unit that
effectively limits the operating frequency and not the VRC. A complete implementation of the
control unit as a ROM program using BRAM memories is proposed as an alternative, which in
turn will consume more resources of the device. Authors conclude that DPR can outperform
VRC when a large amount of training data is used. However, in such a case, e.g., for images
sized 256× 256, the available BRAM memories are not enough and another device featuring
more BRAMs is needed; if a traditional FSM implementation is used, the operating frequency
is reduced so no operating frequency advantage from using DPR remains.

One of the latest proposals is from Dobai et al. [2015] (later in time compared to this PhD
work) and is motivated by the increase in the size of reconfigurable frames in 7-series Xilinx
FPGAs, which is 60% and 68% compared to the size in Virtex-5 and Virtex-4, respectively. In this
work, a new PE implementation is proposed to reduce the resulting increase in reconfiguration
time. Each PE uses the 4 LUTs and 4 flip-flops from two slices, i.e., 8 LUTs and 8 flip-flops
in total. For an 8× 4 processing array, 256 LUTs and flip-flops are needed. A XC7Z020 Xilinx
Zynq-7000 AP SoC was used as the implementation device; PEs are vertically stacked together
so a total amount of 25 can fit in a clock region. Bitwidth can be conveniently extended using
more LUTs, flip-flops and slices. The physical position in the device follows a vertical direction
from top to bottom, corresponding to a least significant to most significant bit order. The most
radical change in this proposal compared to previous implementations is the lack of a set of
PEs previously designed. PEs in earlier EHW systems (including this PhD work) were designed
prior to implementation and, using either virtual or module-based native reconfiguration, they
were reconfigured in the required position of the processing array. In this case, it is the low-level
reconfigurable resources that are used to define the underlying structure of the PEs, effectively
following a bottom-up approach as opposed to previous top-down approaches. Sets of 8 6-
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input LUTs are used to build up each PE, whose functionality is defined by the involved LUTs
configuration. This means a PE is able to support up to 2

8×64 different configurations, and
hence, a great availability of different functionalities should arise from them. Xilinx difference-
based reconfiguration flow is used to identify those bit positions within bitstreams that are
changed after small changes to LUTs configurations are done. This way, PEs functionality can
be changed at runtime by using native LUT reconfiguration. By using the proposed PE, not
all of the functionalities typically used for the selected application domain (as those used in
this thesis or other works [Vasicek et al. 2007c]), image filtering, can be achieved in an exact
manner, so approximations are considered and the degree of correctness achieved for them is
studied. Results are obtained for image filtering applications in which evolution finds a suitable
use of these approximate PEs. This approach also allows to change the set of PEs at runtime
since no partial bitstreams are needed; just changing the configuration bits inside LUTs using
native reconfiguration so that it implements a different functionality. Virtual reconfiguration
is maintained for the interconnections among PEs, but flip-flops are added in the output of
the multiplexers so as not to penalise delay. Overall, authors state how area requirements are
smaller, reconfiguration is more flexible and the time it takes is slower, design flow is easier
since no module relocation is needed and performance is not degraded.

5.4.3 Non-FPGA-based evolvable systems

There has also been an interesting workforce dealing with other RC devices as already
mentioned, both using analogue and unconventional platforms. The following section briefly
introduces this effort, but no thorough analysis is performed as was the case with FPGAs.

Typically, ADCs and Digital to Analog Converters (DACs) are included in the evolutionary
setup for these types of devices in order to provide a communication means with the EA usually
running in a PC, or a DSP. This way, evaluation can be performed by sending test stimuli to
the device and getting circuit responses back to the EA, which will trigger fitness computation
to complete evaluation. Fitness function in this domain is not different to the case of digital
devices, i.e., it is oriented to minimise the difference between an ideal response of the circuit
and the actual response obtained, both in time and frequency domains.

In Aggarwal et al. [2006] a self-tuning analogue PID controller using an Anadigm FPAA is
proposed. Stoica et al. [2002a] present a standalone board-level evolvable system (SABLES)
containing a DSP and an FPTA from JPL, showing how to evolve a halfwave rectifier in
seconds. Work is reported as a step forward towards an evolvable SoC that integrates an
analogue RC device (an FPTA-2) and a DSP running the EA. Figure 5.14 shows the complete
system architecture, as reported in Stoica et al. [2005], which deals with functional recovery
due to ionising radiation effects. Test cases considered, both analogue and digital circuits, are
a typical digital CMOS inverter structure, an evolved half-wave rectifier, a human designed
and an evolved NAND gate and a 4-bit DAC hierarchically evolved from a 3-bit DAC
previously evolved. More examples of evolvable systems using analogue devices can be found
in Greenwood et al. [2006] and Higuchi et al. [2006]. In general, rectifiers, amplifiers, filters, data
converters, controllers, and oscillators, among others, can be found in this and other available
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Figure 5.14: Complete SABLES systems architecture. Obtained from Stoica et al. [2005]. Complete system
architecture of the Stand-Alone Board-Level Evolvable System (SABLES) that integrates an FPTA-2 chip and a
DSP running the EA.

resources within the relevant literature that has already been introduced. For example, the case
for evolution of polymorphic gates found in Stoica et al. [2002b], and introduced in Table 5.2
using simulators, has also been implemented in an FPTA chip for intrinsic evolution.

The exploitation of the physical characteristics of the particular device that can be obtained
by intrinsic evolution also hides some drawbacks. The behaviour of analogue components is
highly dependent on the immediate environment created by other components. For example,
due to parasitic capacitances, circuit loads during evolution being different from those
during normal operation, temperature, etc., may cause transient behaviours that affect circuit
performance so that different fitness values are obtained for the same configuration even in
the same chip if evaluated at different moments. As a rule of thumb, as stated by Sekanina
[2012], care must be taken when evaluating analogue circuits evolved in RC analogue devices
because: (i) stability is not assured in steady state; and (ii) the expected behaviour is not usually
reproducible not only in another chip, but even also on a different zone of the same device, or if
used in a different environment. Some techniques have been proposed to mitigate these effects,
as is the case with mixtrinsic evolution [Stoica et al. 2000], which evaluates some individuals
extrinsically and others intrinsically.

An interesting line of research dealing with circuit adaptation in extreme environments
was launched at JPL targeting future NASA missions. These are featured by operation
in environments with extreme operating conditions of temperature and radiation. Besides
radiation-hardened devices, an extended temperature range of operation and several design
techniques that try to mitigate the effects, like traditional fault-tolerant design techniques, RC
analogue devices offer an extra degree of protection through recovery, due to its reconfiguration
capabilities. Reports of recovered lost functionality under induced faults, highly ionising
radiation environments and extreme low and high temperatures are reported in Keymeulen
et al. [2000], Stoica et al. [2006, 2005, 2004b] and Zebulum et al. [2006]

Other works have also been carried out in other hardware domains besides electronics,
as was introduced in Table 5.2 in Section 5.3.2, for example, for MEMS designs. An intrinsic
evolution experiment of a MEMS gyroscope can be found in Keymeulen et al. [2006], in which
accuracy increase of the gyroscope is accomplished through automatic electrostatic tuning.
In this work, in order to overcome fabrication variability (mainly asymmetries in the silicon
structure), a fine-tune process of the device is proposed. An EA is in charge of automatically
producing a set of electrostatic bias voltages that modify resonance frequencies to faster and
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finer tune the device as compared to manual operation. This was successfully tested for second
generation of JPL/Boeing post-resonator MEMS gyroscope.

More information on this topic can be found on already mentioned sources like Greenwood
et al. [2006], Higuchi et al. [2006], Koza et al. [1999, 2005a] and Zebulum et al. [2001].
Sekanina [2012] briefly introduces and surveys evolution in other unconventional devices too,
a good starting point for this topic. In this case, different materials, e.g., chemical, whose
physical properties are widely unknown (from a computational point of view), are put under
evolutionary control; an EA is let discover if their inherent physical properties can be exploited
some way, for example by applying voltages to induce different configurations, in order to
synthesise useful computational behaviours. This field is more widely known as evolution
in materio [Harding 2005; Harding et al. 2008b] and comprises materials such as carbon
nanotubes, liquid crystals, self-assembled metallic particles and molecular switches, among
others. Inspiration in this field comes from Thompson’s experiment in unconstrained evolution
using FPGAs, in which silicon was the material under evolutionary control.

5.4.4 Towards self-adaptive hardware

If a great potential application can be envisaged from what has been introduced so far in this
chapter, it is the possibility to build systems able to self-adapt its computing hardware on-line.
As introduced in Section 5.2, from Stoica [2004], an objective for EHW can be formulated as:

“the development of a new generation of hardware, self-configurable and evolvable,
environment-aware, which can adaptively reconfigure to achieve optimal signal processing,
survive and recover from faults and degradation, improving its performance over lifetime of
operation.”

The combination of a reconfigurable hardware substrate with a technique to smartly decide
when and how to proceed with adaptation so as to fulfil the above mentioned objectives,
seems not so far away from the analysis of the State of the Art introduced. Whenever a change
happens to occur and a need for adaptation arises that is detected by the system, reconfiguration
can be triggered as long as there is any candidate solution that fulfils the new requirements.
According to Sekanina [2012], three are the main changes according to which the needs for
system adaptation can be classified.

• Changes in the input data characteristics
• Changes in the specification
• Changes in the hardware platform, i.e., faults

Phrases in Stoica [2004] like “self-configurable”, “environment-aware”, “achieve optimal [. . .]
processing”, “survive and recover”, “improving its performance over lifetime”, “changes in input
data/specification/platform”, have all of them being formulated within EHW literature. They
all qualify what an EHW-based system might be capable of. Chapter 2 has extensively analysed
self-adaptive systems and the required properties to build them up; please note the high
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resemblance and equivalence these terms have with those previously introduced, featuring
characteristics needed to build self-adaptation in systems. Whether or not shall EHW be able to
provide self-adaptation on its own, is something yet to be discovered. However, the challenges
posed for self-adaptive systems to be considered as such (as discussed in Chapter 2), seem quite
demanding and complex to believe that a single discipline can provide them all. So the path
to achieve autonomy will surely need contributions from many different disciplines besides
EHW.

In any case, optimisation and novelty in design are clear features of what can be obtained
with EAs. So if EC is tightly coupled with a reconfigurable medium, a significant milestone
towards systems autonomy can be achieved. This is what sets the two EHW approaches
analysed, i.e., extrinsic and intrinsic evolution, apart: the possibility to provide some degree of
self-adaptation to (embedded) systems.

Given an unpredicted situation to be faced by a system, it will usually be the case that
there is no alternative configuration that might cope with it. So autonomy to adapt to and
survive, while maintaining or improving performance by generating a new configuration, can
be boosted by the flexibility given by the combined used of an EA and a RC device, i.e., by
EHW. However, the stochastic nature of an EA cannot guarantee that a suitable configuration
will be found, and in case it might be, there is no way to ensure it will happen on time.

This unpredictability and a lack of other formal validation methods for online evolvable
systems, strongly suggest that any critical system should not be left alone under evolutionary
control without human supervision. This is specially true for space systems [Stoica et al. 1998].
Therefore, safety should be a required feature of any evolved configuration so as not to damage
any other system/sub-system. In order to solve this issue, Greenwood et al. [2002] propose the
use of EP in conjunction with a formal verification method to evolve guaranteed safe control
strategies. Authors suggest to evolve deterministic FSMs that are evaluated online in the real
physical environment, but only after ensuring that any of the candidate solutions passes a safety
check. This check is quickly accomplished using an automatic formal verification method, called
Model Checking. No experimental results are given in this work and so far only non-critical
systems have been explored.

Following the same approach, Downing [2008] describes the concept of Verifying
Evolutionary Algorithm (VEA) as “bring[ing] together EC and methods of automated formal
verification”. Since most solutions provided by EC are hardly understood, although producing
an acceptable and even novel solution to a given problem, no trust is put on them in case of
safety critical applications. Therefore, a technique proven to be efficient to verify correctness
of systems difficult to design manually, should reveal itself as to “facilitate the automated
generation of verifiably correct and novel solutions to difficult problems that are trusted
for any application”. In Johnson [2007] authors validated the potential of using standard
Model Checking to measure fitness in an ES for learning FSMs for the control of a vending
machine; scalability to other more complex problems including both specification and data-
driven conditions seemed to be the challenge for the method.

Regardless of these verification issues, work has been accomplished in the EHW field to
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progressively address the promise of adaptive hardware. A perspective on the suitability of
generating at least good enough candidate solutions that let the system keep running is offered
by Sekanina et al. [2004]. Authors cite an example of a typical application: “a robot controller
in which the evolvable unit realizes a mapping of the input sensor signals to the control of
motors of wheels. The mapping is changed dynamically as the robot moves in an unknown
environment during the learning phase. Therefore, it is much more important to obtain a
solution (perhaps suboptimal) in a reasonable time than to wait for the optimal solution for a
long time.”

Tufte et al. [2000] introduced the concept of Complete Hardware Evolution (CHE) where first
steps towards adaptive hardware are given. A GA is hard-coded within the reconfigurable logic
of an FPGA so as to allow continuous evolution of FIR filter coefficients. Evolution is halted as
soon as desired performance is achieved, and restarted whenever performance decreases. Test
case reported is a FIR filter whose (filtering) response is adapted according to changes in the
input signal, modelled by adding frequency components that simulate added noise. Whether
evolving from the available population or including some random individuals as seeds for the
new evolutionary process, is also tested, which definitively shows how evolution is benefited
by adding new material. Since previous population probably converged within a constrained
zone of the search space, these random individuals are exploring different zones of the search
space, which seems to benefit the search process.

Regarding adaptation to recover from faults, i.e., self-repairing hardware, a typical scenario
is that once a fault has been detected, system is tried to be repaired by traditional methods,
such as a scrubbing5 process to correct SEU faults. If they fail, the EA is activated in order to
recover previous fitness. The series of works by Keymeulen et al. [2008a], Stoica et al. [2004a]
and Zebulum et al. [2003] deal with recovery on reconfigurable analogue devices. Keymeulen
et al. [2008a] introduce a Self-Reconfigurable Analog Array (SRAA) capable of continuous
temperature compensation in an FPTA coupled with an FPGA. It is composed of two sets of
analogue cells, reference and functional cells; reference cells are continually compensated while
functional cells are on a normal running state. Cells include DACs providing bias voltages
or currents to tune their responses. Whenever a functional cell is found faulty, an associated
FPGA recalibrates the corresponding reference cells to recover its behaviour; the configuration
used for the DAC that allowed recovery, is used in the associated functional cell. A hierarchical
strategy for calibration/compensation is used; (i) first, recovery is tried with a pre-determined
configuration; (ii) if first level fails, a gradient-descent search strategy follows; and (iii), if
previous levels did not succeed, a global search using a GA is triggered.

Garvie [2005] extends the traditional Triple Module Redundancy (TMR) and scrubbing with
Jiggling. TMR+Scrubbing repairs modules in the TMR system by periodically reprogramming
them. Jiggling extension, as shown in Figure 5.15, allows to repair permanent faults from a
module given that the other two are still healthy. An EA is triggered to evolve a configuration
that repairs the damaged module by considering the behaviour of the other two as a reference,
golden model. More information on FPGA-based fault recovery using EAs is provided in this

5Scrubbing, applied to FPGA configuration, is a technique to wipe out Single Event Upsets (SEUs) in FPGA
configuration by regularly reprogramming the configuration memory, given a golden, uncorruptible memory.
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Figure 5.15: Jiggling: a TMR system with a minimal GA for repair. Obtained from Garvie [2005].

dissertation in Chapter 8, given self-healing is an issue addressed within this PhD work.

In case the input signal characteristics changes, i.e., the environment changes, the processing
system should adapt to maintain optimal signal processing. This is a typical scenario for
image/signal processing applications subject to unknown types of noise, which might derive
from faulty signal transmission and defects in acquisition camera, among others. Researchers
at AIST laboratory in Japan have a tradition in developing adaptive hardware systems for
real-world applications. These works are summarised in Higuchi et al. [1999], where five
developed EHW chips with practical applications are introduced: (i) a general purpose EHW
chip for adaptive controllers, used for prosthetic hands and robot navigation; (ii) a data
compression EHW chip for electrophotographic printers; (iii) a neural network EHW chip
capable of autonomous reconfiguration; (iv) an analog EHW chip for cellular phones; and (v)
an EHW-based clock-timing architecture. Further information can be found in some of the
chapters of Higuchi et al. [2006]. Following paragraphs describe some of these proposals.

Sakanashi et al. [2001, 2006] describe the adaptive image compression work. It is focused
on lossless image compression for electrophotographic printers, for which the international
standard in the date was known as JBIG2-AMD2. The standard approach relies on templates
used to predict the value of a given pixel according to its 16 preceding neighbours (in a raster-
scan order). 4 of these neighbours are fixed (reference pixels) and the other 12 are variable
(adaptive template pixels) within a fixed range, which actually defines the template; this range
is defined as the preceding 128× 256 (rows×columns) possible pixel positions, Figure 5.16. A
whole image is divided in smaller sub-images and a GA is used to optimise the template for
each sub-image, i.e., the position of the adaptive pixels, so that those pixel positions yielding
a higher compression ratio are selected for that template. This is an example of adaptation
given changes in the input data characteristics, or environment, since the prediction algorithm
is adjusted according to the specific data, i.e., sub-image, to be compressed. An improved
compression ratio of 1.7× is obtained. A prototype chip was manufactured, which obtained a
speedup of 7 as compared to a Pentium 4 @ 2 GHz. If the comparison is done with the available
JBIG chip developed as a standard (ISO/IEC Int. Stand. 11544, 1993), the EHW chip is slower,
but achieves around a 50% better compression.

The gate-level EHW chip developed for adaptive controllers is described in Kajitani et al.
[1998, 2006, 1999]. Figure 5.17 shows two versions of the chip. The fourth version of the chip,
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Figure 5.16: Default configuration of JBIG2-AMD2 template. Obtained from Sakanashi et al. [2006]. The
mission of the GA is to optimise the pixel positions A1–A12 that best predict the value of the pixel to be coded,
indicated with an “?”. Pixels denoted as “#” are the fixed reference pixels.

which is an improved implementation of previous, contains a 16-bit NEC V30 CPU core, control
logic, a conversion block featuring two ADCs and an associated FIFO block with two FIFOs.
Besides, the EHW core contains a HW implementation of a GA, a PLA as a reconfigurable
substrate and a register block.

One of the applications this chip was used for is a prosthetic hand controller for the hand
shown in Figure 5.18. It is able to execute the three pairs of simple actions described in the
figure, and hence it can perform two or three compound actions at the same time. Myoelectric
signals vary among individuals and over time, so control relies on evolution for adaptation
of the pattern classification circuit. Kajitani et al. [2006] describe the latest advancements
developed. Myoelectric signals are sampled during six muscle contractions in order to generate
a set of input patterns; these are used to evolve a controller that maps them to the desired
actions of the hand. Being able to control one of these hands might take up to one month for
the patient, but using the EHW chip this time was reduced down to several minutes. Regarding
classification accuracy obtained, this was better than using neural networks, reaching around
98% for an experienced user and over 80% as an average for a beginner.

The same idea of gate-level evolution used in the chip, is claimed by the authors to
be used to implement a “self-adapting on-line navigation system for an unknown and
dynamic environment” [Keymeulen et al. 1998], Figure 5.19. The objective was to enable a
robot to autonomously tracking a colour ball while avoiding obstacles. Proximity sensors
were intentionally blinded simulating faults to check for adaptation using the remaining
sensors. Model-based and model-free evolution approaches were investigated; an explicit
world-model is learned and maintained throughout robot’s lifetime to assist in evolution, which
demonstrated to be more efficient than using the model-free approach. Robot is able to evolve
suitable configurations for the reactive controller within 10 minutes, dynamically switching
between the available configurations. Besides, it demonstrates to be able to overcome induced
faults by evolving new reactive controllers within minutes, maintaining real-time performance
navigation. These results are given for an EHW controller composed of three Altera Flex 8000

FPGAs. The EHW controller proposed is a kind of adaptive reactive controller that can be
described using dynamic boolean functions, so it is perfectly suited to the EHW chip described;
this fact is claimed by authors to rely on further speedups.

Glette et al. [2008] and Kaufmann et al. [2013] revisited the prosthetic hand controller
to compare two EHW approaches with state of the art classification techniques. First EHW
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(a) (b)

(c) (d)

Figure 5.17: EHW chip developed for the implementation of adaptive controllers. Obtained from Higuchi
et al. [1999] and Kajitani et al. [2006, 1999]. (a) shows the EHW chip block diagram [Kajitani et al. 1999] and
(b) the chip itself [Higuchi et al. 1999], respectively. (c) illustrates the fourth version of the chip, with increased
execution speed and reduced size, while (d) shows a mask micrograph of this fourth chip [Kajitani et al. 2006].
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(a) (b)

Figure 5.18: Myoelectric prosthetic hand developed. Obtained from Kajitani et al. [1999]. (a) shows the
prosthetic hand and the three pairs of simple actions it can perform, being each pair controlled by an independent
motor. Myoelectric signals obtained from the user as can be seen in (b) are utilized to control the three motors.

(a) (b)

Figure 5.19: On-line evolvable robot navigation system. Obtained from Keymeulen et al. [1998]. (a) shows a
picture of the robot and (b) a block diagram of the reactive navigation system.
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proposal (already analysed in Table 5.3 and section 5.4.2.2) uses incremental evolution and
the classification architecture in [Glette 2008; Glette et al. 2009, 2007; Torresen et al. 2008];
the second uses a modularisation technique called ECGP (already analysed in Table 5.1) as
proposed in Walker et al. [2008]. Using a standard data mining framework (see paper for details),
a comparison is done against four conventional techniques: k-nearest-neighbour, decision
trees, ANNs and Support Vector Machines (SVMs). The ECGP approach is validated using
a software toolbox called MOVES [Kaufmann et al. 2007], i.e., no hardware implementation is
accomplished, but a proof of concept validation.

Work on analogue EHW was also developed at AIST, Japan, for post-fabrication adaptation
of LSI chips. In order to overcome fabrication variability and increase yield, a part of the
chip is reserved for a GA and a reconfigurable area to tune circuit parameters and overcome
variability. Hence, yield is increased without the need of manual tuning processes, which are
slow and require highly qualified personnel to apply risky (for the chip) manual adjustments to
compensate fabrication variation. This way, lower-power and reduced area chips with increased
yield were fabricated and automatically adjusted in a very low time after manufacturing.
Among other examples, a chip featuring an Intermediate Filter (IF), usually found in mobile
telephones, was successfully implemented [Murakawa et al. 2006, 1998], Figure 5.20, with
these post-fabrication adaptation capabilities. The objective was to compensate frequency
deviations from the centre frequency (455 kHz) in specifications, which only allowed for a
1% error. The GA controls a set of OTAs in order to fine-tune bias currents through a set
of registers controlling its transconductance, as Figure 5.20 shows. Various prototype chips
were built and tested. Finally, a commercial chip was developed with a 49% area reduction
compared to conventional filter designs, even considering the extra area required for calibration,
which only took a few seconds. Besides, power consumption was reduced by 26%. Regarding
calibration experiments with real, out-of-specification chips, 29 out of 30 were tuned to meet
specifications (in statistical simulations, results were 952 out of 1000), and the remaining one
was also successfully calibrated with additional iterations.

This very same idea of post-fabrication adjustment to increase chip fabrication yield was
used to tune clock skew [Takahashi et al. 2004, 2006]. Experiments were conducted and results
provided, but using simulators. In Susa et al. [2008], the architecture proposed was validated
for a “memory-test-pattern generator chip with a clock frequency of 1 GHz. and power-supply
voltage of 1.0V (typ)”. Results improved operational yield by 29%, from 57% to 86%, at a power
supply voltage of 0.7 V. Besides, a 51% reduction in power supply voltage for an operational
frequency increased by 25%, was obtained.
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Figure 5.20: Automatic calibration using GAs of an Intermediate Frequency filter. Obtained from Murakawa
et al. [2006, 1998].
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5.5 Conclusion

The field of Evolvable Hardware has been surveyed in this chapter, which first defined involved
concepts and presented a classification according to different criteria. After introducing the
seminal works that triggered the initial research efforts in the field, a thorough survey was
included. It has been mainly divided in extrinsic and intrinsic approaches to circuit evolution.
Along the way, techniques like Cartesian Genetic Programming and implementation options
like Virtual Reconfigurable Circuits were analysed. The discussion continued focusing in FPGA-
based evolvable systems; main works were introduced and a discussion centred on architectural
issues and the use of native reconfiguration techniques was held. The chapter was concluded
with a short overview of intrinsic evolution in devices other than FPGAs and showing some
works that target adaptive hardware.

This chapter closes the first part of the dissertation, which has extensively analysed the
reference framework in which this work is included. Some of the current limitations in the
State of the Art of EHW have been identified, motivating the research path followed during
this period. Next part develops the original proposals of this PhD work, which are introduced
in the following chapter along with the formulation of thesis goals.





Part III

PROPOSAL





Previous part of this dissertation has introduced the related fields of knowledge on which this thesis

work is established. First, an introduction to the understanding of self-adaptation as conceived

herein has been given. Afterwards, the related techniques and technologies identified as providing

the required degree of self-adaptation, Evolutionary Computation and FPGAs as Reconfigurable

Computing platforms, were introduced. Finally, Evolvable Hardware was presented as the merge

between both, constituting the specific research field to which this dissertation contributes; it was

defined, classified, and its main contributions analysed.

This second part of the dissertation is the core part of the PhD work. It contains the original proposals,

their implementation and the results obtained. First of all, Chapter 6 introduces the proposal as a

whole, situating it within the adaptation framework analysed in the previous part. As a result, two

main lines of work, parametric and structural adaptation, are identified, which serve as the basis to

structure the research work and formulate the thesis goals accordingly. The chapter is concluded by

introducing the evolvable platform originally proposed in this thesis.

According to the two main lines of work identified, parametric and structural self-adaptation,

respectively, the work developed in this thesis is presented; Chapter 7 covers parametric adaptation

and Chapter 8 structural adaptation. Each of them contains a full proposal, the results obtained and

concludes highlighting the main contributions achieved.





6
Towards Evolvable Hardware for

Self-Adaptive Embedded Systems

6.1 Introduction

So far this dissertation has introduced a reference framework, that of autonomous systems or
self-adaptive systems, in which this work is included. A survey and an analysis of the State
of the Art in the framework as a whole, as well as in related disciplines that affect this
work, has been accomplished too. It has been the intention of the author to present a set of
techniques and technologies, Evolutionary Computation (EC) and Reconfigurable Computing
(RC), whose merge gave birth to a new field, Evolvable Hardware (EHW), to do research on it
given the motivation of this work that was laid out in Chapter 1. Both underlying techniques
and technologies, Evolutionary Algorithms (EAs) and Dynamic Partial Reconfiguration (DPR),
respectively, are investigated and exercised in this thesis work to validate the proposal and fulfil
the specific goals that are to be introduced in Section 6.3. These particular goals all serve to the
main objective of this PhD, i.e., to contribute to autonomous self-adaptation of the underlying
computational hardware of embedded systems by means of Evolvable Hardware.

Chapter 2 introduced how “adapting a system involves adapting its behaviour, i.e., the
temporal relationship between the inputs and the outputs”. This black-box model of a system
expresses the behaviour as the “transformations applied (according to the actual system state)
to system inputs in order to generate its outputs”. The behaviour of a system is encoded within
its building structure and parameters, which, together with other system and environmental
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attributes, defines the configuration of a system. So, in order for a system to get adapted,
its configuration has to be changed so that the behaviour (associated to that configuration)
is changed too, i.e., the transformations applied to system inputs are changed and thus
system outputs change accordingly. Consequently, if any or both of either the structure or
the parameters of a system are changed by applying a new configuration, its behaviour is
changed; hence the system is adapted.

As it can be derived from the discussion hold so far in this dissertation, in order to make an
embedded system able to self-adapt its behaviour throughout its operational life, two options
exist: parametric adaptation and structural adaptation [Upegui 2006; Wildermann 2012]. This
is, letting the system change its soft configuration, which somehow weights how it processes
information according to a given processing structure (or topology), or, letting it modify that
internal, physical (hard) structure. Parametric adaptation involves relatively minor changes
while structural adaptation generally implies a major change in the system. In summary,
adaptation is achieved by either (or both) changing a system’s underlying architecture as
well as its associated set of parameters. Consequently, this PhD thesis work is divided in two
main lines of work, both serving the aforementioned common goal, shortly reformulated as: to
contribute to existing implementation techniques for self-adaptive hardware in FPGAs. The
two lines of work developed, which are further discussed and contextualised in Section 6.2, are:

• Parametric adaptation. Implementation of complex evolutionary optimisation techniques
in resource constrained embedded systems for online parameter adaptation of signal
processing circuits.

• Structural adaptation. Implementation of self-adaptive circuits in FPGA-based evolvable
systems through an efficient use of native reconfiguration capabilities.

Although both lines of work are considered separately from an implementation and
demonstration point of view, in order to facilitate an eventual integration of both types
of adaptation, a common architecture is proposed. This shall greatly benefit an adequate
integration towards the objective of adaptive hardware implementation in FPGAs. The
architecture is characterised by two primary modules: a Computing Engine (CE) (or reconfigurable
processing architecture or adaptable processing core) featuring parametric or structural adaptation
capabilities, and an Adaptation Engine (AE) (or adaptation mechanism) in charge of guiding
the adaptation process. Both are to be implemented within an FPGA based SoC platform,
introduced in Section 6.4, to build self-adaptive hardware for autonomous, evolvable, embedded
computing systems.
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6.2 Adaptation Framework

Chapter 2 introduced the concepts and terminology of self-adaptive systems. A set of properties
defined in State of the Art literature, self-* properties, required to enable self-adaptation, was
presented in Figure 2.1, which shows a representation of their hierarchy; if these features are
included in and efficiently managed by the system itself, self-adaptiveness can emerge. Table 6.1
collects all these features and shows which of them are addressed in this work in the second
column, Support.

Table 6.1: Situation of this PhD work within the general framework of adaptive systems. The Table shows
the self-* properties supported by the proposed evolvable platform for self-adaptive embedded systems.

Operator Support

General Level
self-adaptation X
self-organisation

Major Level
self-configuring X
self-optimising X
self-healing X
self-protecting

Primitive Level
self-awareness ≈ a

context-awareness ≈
a Indirectly and partially
supported

Considering that the general framework is self-adaptation rather than self-organisation, as
in the General Level in Figure 2.1, those self-* features in which this work puts its focus are
revisited. It is important to remind that this self-adaptation framework did not specifically arise
within EHW community as shown in Chapter 2. However, it helps to situate this work into
a more general research effort towards autonomous systems. So is the reason to consider its
analysis in this dissertation, in order to show how EHW can be an important ally in this quest
for self-adaptive (embedded) systems, even though, traditionally, the field has not specifically
addressed these features as such. In contrast, they emerge as a natural consequence of the very
own nature of EHW as an adequate technique to tackle self-adaptiveness. This is the reason of
the entries in Table 6.1 in the Primitive level to be considered as indirectly and partially supported.
Contrary to those in the Major level, which somehow have always been required properties of
this work, no conscious intention neither specific implementation efforts were considered for
these low-level features; they just emerge given how EHW operates. The following scheme
briefly elaborates on them and on how EHW, i.e., its underlying techniques and technologies,
does somehow give support to them.

• Self-adaptation. This is the research horizon that motivates this work. It refers
to autonomous embedded systems with an internal, centralised, control mechanism,
following a top-down approach to manage system complexity and direct it towards
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its self-adaptation.
• Self-configuring. This feature was defined as the capability of the system to be

reconfigured automatically and dynamically in response to changes. The objective is being
able to modify its inner structure and parameters according to adaptation requirements
in order to fulfil systems objectives. DPR is of paramount importance since it gives the
required reconfiguration support to configure the system with the EA proposals.

• Self-optimising. This feature is related with the capability of the system to improve its
overall performance and associated costs in terms of energy, computing time, etc. In
other words, it is able to optimise the usage of its computational resources in facing and
adapting to own and environmental changes while continuing to achieve the required
goals. EC capability of structural adaptation and parametric optimisation is the element
within EHW that plays the key role in here, without forgetting the essential adaptability
required from the processing architecture, which can be conferred by DPR when structural
changes are required.

• Self-healing. This feature expresses system capabilities for detecting, diagnosing and
recovering from errors, faults and failures that occur within its computational resources or
any other sub-module that might directly affect performance, such as the sensory system.
In order to heal, a previous diagnosis phase is required before recovering. Therefore, this
property includes these other two: self-diagnosing and self-recovery. Again, both DPR and
EC give the required support to detect faults and to trigger a self-recovery procedure that
heals the system.

• Self-awareness. This is the feature a system requires to monitor itself, i.e., to be aware of
its own state, behaviour and performance. This way, the system is able of self-monitoring,
which sets the basis to check itself, reflect and act accordingly afterwards, triggering
self-adaptation as needed.

• Context-awareness. This feature confers the system the capability to situate itself within a
given operational environment, i.e., to make it aware of its surrounding context. Therefore,
it enables the system to self-adapt according to the given state of the environment.

Both self-awareness and context-awareness are the features considered as indirectly and partially
supported. This is due to EHW not being able by itself to confer the required level of general
awareness. It is in the evaluation phase and fitness assignment to candidate solutions when an
indirect (and incomplete) awareness is shown by the system in two ways; (i) when, for example,
a fault happens to occur in the system, this can be indirectly detected by a drop in fitness quality
since that fault might affect some key computational resource; and (ii) when the type of input
signal changes or an unexpected noise appears (which might even be the consequence of faults
in the sensory system), fitness quality will also decrease. In order for a complete awareness
to be obtained, monitoring resources (self- and external) should be added to the system and
conveniently managed by the central control mechanism, but this is out of the scope of this
PhD work. However, it should be noted how EHW is able to inherently provide some kind of
self/context-awareness on its own. This feature should therefore be conveniently taken into
account whenever self-adaptation is completely addressed since it can clearly contribute to
augment general system robustness.
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Similarly, attending to the hardware autonomy roadmap proposed by Steiner et al. [2009],
the following table classifies this work according to the autonomy level addressed.

Table 6.2: Situation of this PhD work within the hardware autonomy roadmap by Steiner et al.
[2009]. The Table shows the proposed roadmap containing increasing levels of HW autonomy and signals the
one in which this dissertation sets the focus.

Level of HW Autonomy Support

8 System learns
7 System grows X

6 System acts X

5 Systems searches
4 System observes
3 Designer provides behaviour
2 Designer provides capability
1 Designer provides configuration
0 Designer creates system

As shown in Table 6.2 the autonomy levels that this work addresses are 6 and 7, i.e., System
acts and System grows. The only difference is that the proposed roadmap considers libraries
of responses featuring complete system behaviour descriptions. In turn, the system proposed
herein contains a library of Processing Elements (PEs) from where responses that adapt circuit
structure are synthesised as required, at runtime by the EA. Therefore, although not explicitly
considered as such libraries of responses, satisfactory self-adaptation phases produce evolved
behavioural responses that remain available in the system; these are the results of evolutionary
runs, stored as best evolved candidates for a given task. Hence, the net effect of self-adaptation
attained in this work somehow covers both levels, 6 and 7. They are quoted below from
Section 2.4.1:

“Level 6: System acts. Level 6 systems have the ability to apply responses if they
find a suitable one in the library or to request assistance to other neighbouring
peers or to the mission staff. This constitutes the first stage of real autonomy, even
in the case no suitable response is found in the library, since systems recognise the
situation and act accordingly asking for assistance. Once the response is chosen and
applied after synthesis and implementation, the system will have autonomously
triggered and accomplished a change to itself on its own”.

“Level 7: System grows. Level 7 systems feature the ability to extend its response
library by inferring required behaviours that address the detected conditions. This
inference may be complete meaning the system is able to fully synthesise a new
behaviour or adapt the existing behavioural responses and combine them in such a
way they are adapted and respond adequately to the given conditions. As with the
original library, this newly discovered knowledge can be shared with other systems.
Clearly, artificial intelligence, in the form of machine learning techniques, is needed
in this level”.
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Once this PhD work has been conveniently framed within the general framework of self-
adaptive systems and autonomous hardware, a further discussion on both parametric and
structural adaptation is held. Parametric adaptation can be seen as a numerical optimisation
(parameter tuning) process of an already designed system, where some of its internal
parameters are evolved until a convenient solution to the problem at hand is found. In this type
of adaptation, the computing structure, i.e., the circuit, is clear. However, inadequate parameters
can completely broke the system, so its tuning is a must to obtain the expected results from the
known computational structure. In other words, it allows for minor changes to be introduced
in the system; the function that the component under evolution performs does not change, only
a set of associated parameters, or constants, used to weight information processing. This is a
typical case for synaptic weights in ANNs or filter coefficients in, for instance, FIR filters.

On the other hand, structural adaptation, which resembles automatic design, allows for an
entirely new circuit to be designed (or adapted by modifying a previous one) by the adaptation
engine. So even more complex situations of change can be efficiently addressed automatically
by the system, since major changes are possible. This case, which is not so typical at all as the
case of parametric adaptation, enables the automatic synthesis of new computing structures, i.e.,
new circuits can be automatically (self-)designed by the system fulfilling the given objectives.
In case an optimal computing structure is unclear, but a reconfigurable hardware substrate
is available to be structurally reconfigured as desired according to a given set of objectives,
new computational behaviours can be automatically synthesized. For example, if a circuit is
required to feature unknown filtering behaviours at design time, there is no idea of the computing
objective beyond the very concept of filtering, so no possible circuit can be pre-synthesized. A
similar situation was described in Section 5.4.4 when adaptive controllers for prosthetic hands
were described. In order for a system to support such a degree of flexibility, the hardware
substrate and the processing core structure need to be (completely) reconfigurable to achieve
self-adaptation.

Figure 6.1 shows a matrix in which the different combinations of types of adaptation,
viz. parametric or structural, and the available adaptation methods for FPGA-based embedded
systems, viz. native reconfiguration or programmable registers, are combined. This way, it
is possible to frame this work within the whole research effort on self-adaptive embedded
systems, particularly based on FPGAs. Paying attention to each of the four possibilities that
arise from combining the available entries of the matrix as adaptation-type—adaptation-method,
the following combinations result:

• Parametric—Programmable. This is a typical case in which registers are used to hold
constants or coefficients affecting the computations involved. These registers are specified
by standard HDL descriptions and included within hard-IP cores instantiated in the
system, and exposed to other modules so that they can be modified by any other hard/soft-
IP core.

• Parametric—Native. This is a much more atypical case in which native reconfiguration
techniques are used to modify the value of internal registers. Comparatively, the
adaptation speed achievable is much lower in this case.

• Structural—Programmable. In this case, a set of standard registers as those in the
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PARAMETRIC

STRUCTURAL

PROGRAMMABLE

NATIVE

RECONFIGURATION

ADAPTATION METHOD
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TYPE

Figure 6.1: Adaptation matrix for FPGA-based self-adaptive embedded systems. The figure shows a
combined view of the possible types of adaptation and the available adaptation methods for FPGA-based self-adaptive
systems.

parametric—programmable case is used to hold the configuration featuring the description
of a circuit topology. It is in here where VRCs are included.

• Structural—Native. Finally, it is in this case that the full potential of native reconfiguration
is exploited. Different circuit topologies can be reconfigured using DPR techniques by
writing the appropriate zones of the configuration memory. As already mentioned,
the overhead associated with the configuration registers and multiplexers of VRCs
are eliminated; in contrast, an increased reconfiguration time and a less flexible
reconfiguration granularity are yet inevitable.

This PhD addresses both parametric and structural adaptation; programmable register
values are tuned to optimise image transform coefficients and a custom reconfiguration engine
is used to evolve circuit structures featuring different kernel-based image processing tasks,
respectively. In order to more deeply frame this PhD within the above mentioned possibilities
of parametric and structural adaptation as addressed in this work, following two subsections
describe them in more detail along with the selected proof of concept applications.

6.2.1 Parametric adaptation

In the case of parametric adaptation, the selected application is online optimisation of filter
coefficients for image transforms. In particular, the coefficients describing the filters used in
Wavelet Transform (WT) [Daubechies 1992; Mallat 1999] are optimised for specific types of
images, in order to improve compression efficiency. This type of image transform is used,
for example, in JPEG 2000 [Taubman et al. 2001], the successor of JPEG. This new image
coding standard switched from using the traditional Discrete Cosine Transform (DCT) to
use Discrete Wavelet Transform (DWT), which offers an improved transform efficiency by
enabling adaptation to the characteristics of the input signal. DWTs rely on a set of filters that
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implement the transform stage. These filters confer an inherent adaptation capability to WTs,
whose transform performance, from the compression point of view, is determined by the set
of wavelet filters used. There are several standard wavelet filters available: for lossless or lossy
compression schemes, for photographic images, etc. However, for very specific types of signals,
if these wavelet filters are adapted to the characteristics of the input signal they are dealing
with, an improved transform performance can be obtained, for example when the DWT is
applied to signal compression.

As a demonstration of parametric adaptation, this PhD tackles the online, automatic self-
adaptation of DWTs by means of EHW techniques; DWT filters are adapted to specific
types of input signals in image processing cores in embedded systems. In order to improve
the current State of the Art DWTs, different research initiatives arose to optimise transform
performance, as discussed in Chapter 7. This task, when tackled using EC, happened to be
highly computationally expensive, so supercomputing resources were needed when searching
for new wavelet filters. Other proposals not dealing with filter optimisation using EC techniques
were also addressed and will be introduced too. The proposal of this PhD is thus directed to
the ’optimisation of the optimisation process’, i.e., to the definition of a parameter optimisation
technique suitable to be implemented in resource-scarce FPGA-based embedded computing
systems. Therefore, an adaptation engine featured by an ad-hoc EA is developed and
implemented to guide the self-adaptation of the transform stage of an image processing hard-IP
core, whenever the input signal type is changed. This could be highly useful, for example, for
automatic self-calibration procedures in a generic image processing core that is to be deployed
in very different scenarios, unknown at design time.

6.2.2 Structural adaptation

Regarding structural adaptation, image processing tasks are the selected proof of concept
application. A blank, generic computing template, featured by a systolic, two-dimentional (2D)
array of interconnected PEs is proposed as an adaptable processing core in which mapping
different, unknown filtering behaviours. Connectivity among PEs, contrary to the common
CGP approach, is restricted to the four closest neighbours; however, certain data wavefront
adaptation is possible given the structure and design of the available PEs, which are to be
reconfigured in any position within the 2D array. Given input images with unknown types
of noise to be removed (salt and pepper, gaussian noise, etc.), or, in general, unknown image
filtering/processing behaviours, such as edge extraction, an embedded adaptation engine is in
charge of designing the filtering circuits that fulfil the required objectives.

A seamless use of DPR, as a key technology to succeed in this effort, is needed. However,
device support is still limited in this field as shown previously in this dissertation. What
this proposal addresses is a use case of DPR in which a library of computational elements of
different granularity is available at runtime in the form of partial bitstreams. Whether these are
supplied by FPGA manufacturers (as today are complex IP cores for integration at design time)
or a seamless design flow is made available which facilitates its design, a standard, validated
and functionally diverse library is needed. The idea is similar to the way standard cells for ASIC
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design have been traditionally used to build up complex systems from smaller sub-components.
With this on-line library, a suited EA can be implemented in the system to adapt at runtime the
processing architecture by allocating-deallocating-reallocating components from the library in
different positions of the device. Eventually, this could also help to overcome possible device
fabric failures that arose during system lifetime.

In contrast to the use of VRCs, in this proposal, which uses DPR, each possible combination
of functions and connections is pre-synthesized and stored like an independent module in a
library of partial bitstreams that define each of them. It is during the adaptation phase that the
required PEs are dynamically reconfigured in the suitable position of the FPGA according
to the candidate circuits proposed by the EA. This avoids the inclusion of multiplexers
as well as the simultaneous implementation of all the possible functions in each element,
increasing the operational frequency and reducing the area overhead compared with VRC-
based implementations.



186 Chapter 6. Towards Evolvable Hardware for Self-Adaptive Embedded Systems

6.3 Thesis Goals

As introduced in Section 6.1 this PhD work proposes a general goal, which has been defined
as:

• [Goal_Global] To contribute to autonomous self-adaptation of the underlying
computational hardware of embedded systems by means of Evolvable Hardware

or, shortly, to contribute to existing implementation techniques for self-adaptive hardware in FPGAs.

In order to succeed in achieving this goal, two different lines of work are proposed, as
already introduced. These lines of work, which might be considered as being the result of
partitioning the general goal [Goal_Global] of this thesis, are reproduced here since they
serve as the starting point to formulate more specific goals for this thesis:

• [Goal_PA] Parametric adaptation. Implementation of complex evolutionary
optimisation techniques in resource constrained embedded systems for online parameter
adaptation of signal processing circuits

• [Goal_SA] Structural adaptation. Implementation of self-adaptive circuits in FPGA-
based evolvable systems through an efficient use of native reconfiguration capabilities

Following, for each line of work, more specific research goals are formulated.

Parametric adaptation goals:

• [Goal_PA_1 ] Adaptation of complex evolutionary numerical optimisation techniques
for resource-constrained FPGA-based embedded systems

• [Goal_PA_2 ] Design of DWTs optimised for specific types of images
• [Goal_PA_3 ] Online, autonomous self-adaptation of DWTs to specific types of images

Structural adaptation goals:

• [Goal_SA_1 ] Implementation of an adaptable processing architecture that relies on
improved DPR techniques for FPGA-based evolvable systems

• [Goal_SA_2 ] Definition of a library of simple reconfigurable processing elements,
featured by their partial bitstreams, suited for self-adaptive embedded systems

• [Goal_SA_3 ] Definition of an inherently fault-tolerant processing architecture and its
associated self-healing strategy

• [Goal_SA_4 ] Comparison of DPR and VRC approaches to reconfiguration for a given
family of FPGA devices

The following section introduces the proposed evolvable platform to achieve these goals.
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6.4 Evolvable Platform

The discussion in Chapter 4 introduced the actual design trend in SoC and SoPC systems based
on the use of IP cores. Figure 5.9 in Chapter 5 showed how very similar FPGA-based evolvable
system architectures have been proposed in the field of EHW, both in the case of using native
reconfiguration features or VRCs. In particular, these architectures are built around a shared
communication bus structure through which all the modules communicate with each other,
usually commanded by an embedded microprocessor core, as is the trend in the last years. The
two lines of research tackled in this thesis were faced separately, at different times during the
PhD work; however, a common underlying architectural concept was defined in order to allow
for an easy eventual integration of both.

Main modules developed in this work, which constitute the core of the proposal, include
a Computing Engine (CE), an Adaptation Engine (AE) and a Reconfiguration Engine (RE). The
terminology is basically the same as that in Upegui [2006]. Computing Engine is selected over
“Computation Engine” and Adaptation Engine is used instead of “Adaptation Mechanism”, in
order to harmonise terminology. Nevertheless, something like “Adaptable Computing Engine”
would probably be more accurate, but the word ’Adaptable’ is left out for simplicity purposes.
Following, a short introduction to the functionality of these main modules proposed is
provided:

• Adaptation Engine (AE). Also known as adaptation mechanism in other works, it basically
consists of a bio-inspired algorithm in charge of performing the adaptation process. In
the specific case of EHW, it has already been defined how it is EC the selected family of
algorithms used. Therefore, an embedded EA is in charge of performing an evolutionary
adaptation process, proposing candidate circuits solutions that are evaluated after being
reconfigured in the adaptive processing core. As analysed, initial proposals in intrinsic
EHW also included the EA as a dedicated hardware in the FPGA; lastly, given the
availability of powerful embedded processors and the required flexibility to fine tune
the EA, a software implementation is usually preferred.

In particular, for this thesis, the proposed Adaptation Engine features an
Evolutionary Algorithm for each parametric and structural adaptation needs.
Two very different adaptation mechanisms are required from it; numerical
optimisation in case of parametric adaptation and circuit adaptation in the
structural case. Therefore, two different algorithms are proposed: (i) an
Evolution Strategy for parametric adaptation for it being highly tuned for
real number optimisation, which is specifically optimised for resource-scarce
embedded systems; and (ii) an ad-hoc Evolutionary Algorithm inspired by
Cartesian Genetic Programming and Virtual Reconfigurable Circuits, which,
as those, relies on a simple Evolution Strategy population model.

• Computing Engine (CE). Also known in other works analysed as Reconfigurable Area or
VRC in case no native reconfiguration is used. This is the adaptable hardware processing
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module, included as an IP core in the system, in charge of performing computations,
for which an adaptation engine proposes different candidate configurations featuring
possible computational solutions to the problem at hand; i.e., this is the reconfigurable
area within the RC device substrate under evolutionary forces in which circuits are
evolved. Please note that in case the type of adaptation needed is parametric, no DPR
features are required from the core, so this module is not included in that case.

In particular, for this thesis, the proposed Computing Engine constitutes the
computational structure under evolutionary forces that is adapted in order to
fulfil the objectives as guided by the Adaptation Engine. Both parametric
and structural adaptation of system behaviour is obtained through the
modification of the configuration associated to this Computing Engine core.
For the case of parametric adaptation, the optimisation of the filter coefficients
used in Discrete Wavelet Transforms is accomplished; the Computing
Engine hence features a register-based configurable adaptive hardware DWT
core architecture. Therefore, the adaptation process is accomplished by
the optimisation of the values held by a set of registers that act as filter
coefficients. In the case of structural adaptation the Computing Engine core
features a 2D, mesh-type array of Processing Elements widely used in VLSI
signal processing. It is a generic processing architecture whose required
computational behaviour is obtained by an adequate mapping of the intended
algorithmic description over the processing structure of the array, which will
be dynamically and partially reconfigured accordingly. The Reconfiguration
Engine is used to reconfigure the Computing Engine so the Processing
Elements of the 2D array are reconfigured using the partial bitstreams
stored in a runtime library featuring the functionalities expressed within the
genotype.

• Reconfiguration Engine (RE). A specific type of controller is also present in those systems
that make use of DPR. This usually involves using some vendor-provided IP core to deal
with low-level details of the reconfiguration process. Also, specific application hardware
is sometimes included as part of this reconfiguration controller in order to fine tune
the process. If no ICAP is used for reconfiguration, like in the case where LUTs are
configured as shift registers and the configuration is shifted in, a specific HW module is in
charge of performing this reconfiguration by issuing the required commands and sending
the required data to the processing core. For systems relying on VRCs, reconfiguration
is performed by directly writing the configuration data into a register within the CE
holding the adaptive hardware processing core; this is done as any other register is
written, either from software or hardware. Given the analysed State of the Art in DPR
for EHW applications, no actual DPR solution completely fulfils all the reconfiguration
requirements of the system. Please note that this module is not present in the platform
developed for parametric adaptation, since no structural changes are required.
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In particular, for this thesis, an ad-hoc Reconfiguration Engine implemented
in hardware for low level control of the reconfiguration port is used to support
the structural adaptation needs. Features required from this Reconfiguration
Engine are (i) partial bitstream read-back and relocation, (ii) reduced size of
partial bitstreams and (iii) improved reconfiguration time. Partial bitstreams
feature the functional Processing Elements of the processing array. Relocation
capability is needed to support having a library of Processing Elements
defined by their partial bitstreams that are independent of the specific FPGA
resources in which they are to be placed; the information of where in
the FPGA, i.e., specifically in which position of the processing array they
are to be reconfigured, is added at runtime, on-the-fly, during the very
same reconfiguration process. Regarding bitstreams size, sub-clock region
reconfiguration was addressed to enable reductions in both the size of partial
bitstreams stored in the library and the associated reconfiguration time.
Besides, the reconfiguration process has been designed to be times faster than
the evaluation phase of the candidate circuit, even beyond the maximum
theoretical throughput of the reconfiguration port, which was overclocked for
this matter.

This RE is part of the result of Andres Otero’s PhD work [Otero 2014], conducted
within the host research group together with other Master and Undergraduate students,
under the supervision of Professor Eduardo de la Torre, precisely one of the two co-
supervisors of this thesis. The work developed all the required low-level details needed to
augment Xilinx provided HWICAP core (basically an ICAP driver that performs internal
reconfiguration) to give support to applications requiring (beyond) State of the Art DPR
tools and techniques.

Other modules developed to support basic functionalities are:

• I/O Controller. Included in this category is any module or combination of modules whose
main objective is the control and synchronisation of memory accesses and data input to the
processing core. It also manages the process of writing results back to some memory in the
system, among other general operations. Besides, depending on each specific proposal, a
controller module is also in charge of data transfers management in the evaluation phase.

• Others. Other modules typically found are SRAM memory controllers that provide
physical access control to system memories and UARTs as the usual means to create
a communication link with an external PC for debugging and experimentation purposes.
Besides, hard or soft IP microprocessor cores are included to run the AE and other control
and systems tasks.





7
Parametric Self-Adaptation of

Embedded Systems

7.1 Introduction and Motivation

As shown in previous chapters that set the reference framework for this work, one of the current
design challenges in embedded systems engineering is the implementation of adaptation
capabilities, and embedded image processing is, by no means, the exception to the rule. Using
previous compression standards like JPEG, which relied in the DCT for its transform stage,
prevented from implementing this adaptation at the transform level. JPEG 2000 [Taubman et al.
2002], which is able to obtain an increased compression performance compared to previous
standards, switched to the Discrete Wavelet Transform (DWT) [Mallat 2008]. The accepted
standard wavelet considered for compression of photographic images in this standard is the
hand-designed D9/7 Cohen-Daubechies-Feauveau (9/7-CDF or also D9/7).

DWT opened up a very interesting possibility for this adaptation task to be tackled, since
one of the main characteristics of the WT is its inherent adaptation capability. The transform
performance, from the compression point of view, is determined by the type of wavelet used.
This wavelet is designed to exploit the characteristics (statistical information) of the type of
signals it is going to deal with. Therefore, although it performs better in terms of coding
performance when compared to JPEG, this will usually hold just for the type of images the
wavelet is adapted to; a not so good compression performance shall be obtained if a different
type of image than the one the wavelet is adapted to is used.
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In general, WT brought a new way to look into a signal, allowing for a joint time-frequency
analysis of information. Initially defined and applied through the Fourier transform and
computed with the sub-band filtering scheme, known as Fast Wavelet Transform (FWT), the
DWT widened its possibilities with the proposal of the Lifting Scheme (LS) [Sweldens 1996].
Custom construction of wavelets was made possible with this computation algorithm. Hence,
DWT can also be a very useful tool for adaptive image compression algorithms, since it provides
a transform framework that can be adapted to the type of images being handled. This feature
allows to improve transform performance according to each particular type of image (signal, in
general) so that improved compression (in terms of quality vs. size) can be achieved, depending
on the wavelet used.

Most of the classical approaches previously followed by other authors in the search for this
transform adaptivity, as will be shown, are based on the mathematical foundations of wavelets
and multi-resolution analysis. In the last years, a new line of research was opened in works by
Grasemann et al. [2004] and Moore [2005], which makes use of bio-inspired algorithms, such as
EAs, as a design/optimisation tool to help finding new wavelet filters adapted to specific types
of input data. In this approach, which is the one followed in this work, it is the whole system
that is being adapted and no extra computing effort is added to the transform computation
algorithm. This is in contrast to what classical adaptive lifting techniques previously mentioned
propose; to adapt the transform on-the-fly to the local properties of the signal, which requires
an extra computational effort to detect its singularities.

The adaptation proposed herein comes prior to the computation of the transform itself, as
opposed to those real-time adaptations to the signal morphology mentioned, but without
undermining that possibility too. In essence, this proposal is focused on the automatic
evolutionary design of wavelet filters as a way to accomplish adaptation to achieve efficient
image compression for the type of signals the system has to deal with. The envisioned scenario
features a generic bio-inspired self-adaptive system for image compression tasks that is suitable
to be implemented as an FPGA-based SoPC, so that its parameters are automatically tuned
during adaptation. This would confer the ability to a generic embedded artificial vision system
based on an adaptive DWT hard-IP core, to, for example, trigger self-calibration when deployed
in different environments, which may be even unknown at design time. Hence, the system
could autonomously tune itself after deployment, in order to efficiently deal with the specific
type of images of its operating environment; examples of applications for such a generic
system could be, among others, visual inspections of manufacturing lines, portable bio-metric
data compression/analysis systems, terrestrial satellite image compression, etc. Therefore,
this thesis proposes as Computing Engine (CE) an adaptive hard-IP DWT core, featured
by concurrent computational units serving its self-adaptation needs and an optimised task
scheduling strategy in order to speedup evolution time.

In general, a high speed of operation is desired for these image processing applications;
so this requirement is reinforced in case self-adaptation wants to be introduced in them. The
proposal focuses on the adaptivity of the system as a whole, specifically, in the implementation
of new, embedded procedures for the automatic on-line design of complete new set of wavelet
filters, based on the fact that tuning transform coefficients may help in increasing transform
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quality, and, consequently, compression quality. This way, adaptive DWT, and therefore adaptive
compression performance, shall be obtained in FPGA-based self-adaptive embedded systems
through parametric adaptation of the underlying CE.

The initial proposals dealing with evolutionary design of wavelet filters mentioned above,
which served as the motivational idea of this work, demanded a huge amount of computing
resources (supercomputing machines, as will be analysed in section 7.3) to produce suitable
results in a certainly high computing time. Since the target platform is an FPGA-based
embedded real-time system, a comparatively low computing power is available, so the
performance of the evolutionary search will result affected. Therefore, this thesis proposes
as Adaptation Engine (AE) to fulfil the required self-adaptation needs, an EA featuring a
basic ES with reduced complexity characterised by a simpler mutation operator, specifically
developed for resource scarce FPGA-based embedded systems.

For these reasons, in order to find a trade-off between computing effort and search
performance, several issues had to addressed such as, among others: (i) simplification of the
complex evolutionary operators involved as used in similar works; (ii) finding an adequate
setting of the EA parameters; and (iii) validation of a fixed point implementation of this
simplified version of an originally floating-point algorithm.

This thesis originally proposes an evolvable platform that integrates an Adaptation
Engine (AE) and an adaptable Computing Engine (CE), in order to give support to
evolutionary parametric self-adaptation of hardware processing cores in FPGA-based
embedded systems so that:

• a Discrete Wavelet Transform hardware processing core adaptable through
reconfigurable registers that hold wavelet filters coefficients, is used as the CE
of the system

• an evolutionary algorithm that searches for candidate wavelet filters through a
parametric optimisation process specifically developed for systems featured by
scarce computing resources, is used as the AE of the system

• a new, simplified mutation operator is proposed for the selected EA, an
Evolution Strategy that, together with a fast evaluation mechanism of candidate
wavelet filters derived from existing literature, assures the feasibility of the
evolutionary search involved in wavelets adaptation

Original Proposal
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7.2 Overview of the Wavelet Transform

The DWT is a Multi-Resolution Analysis (MRA) tool widely used in signal processing due to
its joint time-frequency signal analysis characteristics, helping in the analysis of the frequency
content of a signal at different resolutions.

Similarly to the Fourier Transform, which decomposes a signal as a sum of sines at different
frequencies, the WT represents the signal as a superposition of different wavelets, which are
localised waves that have their energy concentrated within a variable time window. It is very
similar to the Short Time Fourier Transform (STFT), which in turn is similar to the Fourier
Transform with the subtle difference that the STFT is a multi Fourier Transform at different views
of the signal. In the STFT the signal is multiplied by a constant width window function which
is shifted along the signal computing the Fourier Transform of each sub-signal. In the case of
the WT, the signal is decomposed in scaled and dilated versions of a wavelet function, called
the mother wavelet. The main advantage of this transform is the variable width of its window
function, the wavelet, which changes for each spectral component to be computed, overcoming
the inability of the STFT of giving good time resolution and poor frequency resolution at high
frequencies and good frequency resolution but poor time resolution for low frequencies.

The DWT helps to concentrate the signal energy into fewer coefficients to increase the degree
of compression when the data is encoded. The energy of the input signal is redistributed into
a low resolution trend sub-signal (scaling coefficients) and high resolution sub-signals (wavelet
coefficients; horizontal, vertical and diagonal sub-signals for image transforms). If the wavelet
chosen for the transform is suited for the type of image being analysed, most of the information
of the signal will be kept in the trend sub-signal, while the wavelet coefficients (high frequency
details) will have a very low value. For this reason, the DWT can reduce the number of bits
required to represent the input data. For 2D input signals such as images, the DWT is computed
by applying it consecutively on each dimension. Figure 7.1 shows the result of applying a 2-level
DWT as defined by JPEG2000.

For a general introduction to wavelet based multiresolution analysis check Jawerth et al.
[1994]. Using the FWT, the wavelet representation can be computed by recursively filtering the
input data with a pair of high-pass and low-pass digital filters and downsampling the results
by a factor of two [Mallat 2008]. This scheme, known in signal processing as subband filtering,
is shown in Figure 7.2, where g and h are high-pass and low-pass FIR filters, respectively,
and d and s the wavelet and scaling coefficients. For multiresolution analysis, the scaling
coefficients resulting from the first FWT computation (sj−1) are used as input data for the
next decomposition level, yielding, again, a set of wavelet (dj−2) and scaling (sj−2) coefficients,
as shown in Figure 7.2b. Therefore, the wavelet representation of sj is given by the set of
coefficients {sj−2,dj−2,dj−1}. A widely known set of filters that build-up the standard D9/7

wavelet (used in JPEG2000 for lossy compression), gets its name because their h and g filters
have 9 and 7 coefficients respectively. There also exists a different notation for the transform
coefficients {sj−i,dj−i}; for a 2 level image decomposition it is {LL,LH,HL,HH} where L stands
for low pass (data trend) and H for high pass (data details) coefficients, respectively. The
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Figure 7.1: Example of a 2D Discrete Wavelet Transform as used in JPEG2000. The figure shows
the result of applying a 2-level DWT as defined by JPEG2000 with some contrast tweaking for displaying
purposes. Image by Randy Olson (Own work) [CC BY-SA 3.0 (http://creativecommons.org/licenses/by-sa/3.0)],
via Wikimedia Commons. https: // upload. wikimedia. org/ wikipedia/ commons/ e/ e0/ Jpeg2000_
2-level_ wavelet_ transform-lichtenstein. png.

decimation accomplished after both g and h ensures that the input to each pair of them and
the resulting decomposed d+ s sets have the same number of data.

7.2.1 Lifting scheme

The FWT algorithm was improved by the method known as Lifting Scheme (LS), introduced by
Sweldens [1996], which reduces the computational cost of the transform. The main advantages
of the LS are:

• Faster (and easier) implementation of the WT.
• Fully in-place calculation. No auxiliary memory is needed, so each sample of the original

signal can be replaced by its wavelet transform.
• Easy inverse transform, which is just a reversal of the forward transform operations order

and a simple swap of +,− signs.
• Simple extension to integer transforms.
• Simplified construction of custom wavelets adapted to specific and different types of data

for particular applications.

Besides, the LS, which does not rely on the Fourier Transform for its definition and
application, has given rise to the so called Second Generation Wavelets [Sweldens 1998]. Some of
the main advantages of these new wavelets are listed below:

• Transform signals with finite or arbitrary length without introducing artefacts at the
boundaries.

https://upload.wikimedia.org/wikipedia/commons/e/e0/Jpeg2000_2-level_wavelet_transform-lichtenstein.png.
https://upload.wikimedia.org/wikipedia/commons/e/e0/Jpeg2000_2-level_wavelet_transform-lichtenstein.png.
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(a)

(b)

Figure 7.2: Fast Wavelet Transform. (a) shows the filter bank computation scheme and (b) is an example of a
two-level wavelet based MRA.

• Transform irregularly sampled data.
• Can be used on arbitrary geometries.

The basic LS, shown in Figure 7.3, consists of three stages: Split, Predict and Update. The
main idea consists on exploiting the correlation structure of the input data to obtain a more
compact representation of the signal [Sweldens 1995]. The Split stage divides the input data
into two smaller subsets, sj−1 and dj−1, which usually correspond with the even and odd
samples. It is also called the Lazy Wavelet. To obtain a more compact representation of the
input data, the sj−1 subset is used to predict (Predict stage) the dj−1 subset, called the wavelet
subset, and which is based on the correlation of the original data. The difference between the
prediction and the actual samples is stored, also, as dj−1, overwriting its original value. If the
prediction operator P is reasonably well designed, the difference will be very close to 0, so
that the two subsets sj−1 and dj−1 produce a more compact representation of the original data
set sj. In most cases, it is interesting to maintain some properties of the original signal after
the transform, such as the mean value. For this reason, the LS proposes a third stage that not
only reuses the computations already done in the previous stages, but also defines an easily
invertible scheme. This is accomplished by updating (Update stage) the sj−1 subset with the
already computed wavelet set dj−1. The wavelet representation of sj is therefore given by the
set of coefficients {sj−2,dj−2,dj−1}. This scheme can be iterated up to n levels, as in the case of
the filter bank computation. In this case, an original input data set s0 has been replaced with
the wavelet representation {s−n,d−n, . . . ,d−1}. Algorithm 7.1 shows an algorithmic description
of the FWT-LS. The Predict and Update stages, also called lifting filters, are computed as in
Equation (7.1). Although not shown in Figure 7.3, at the end of each transform level two
normalisation factors are defined by the lifting scheme if, for example, energy conservation is
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Figure 7.3: Lifting scheme. j stands for the decomposition level.

intended [Uytterhoeven 1999].

dj−1(z) = dj(z) + P(z)sj(z)

sj−1(z) = sj(z) +U(z)dj(z)
(7.1)

Algorithm 7.1 FWT - Lifting Scheme Algorithm.

1: for j← 1,n do . j stands for the decomposition level
2: {sj,dj}← Split(sj+1)
3: dj = dj − P(sj)
4: sj = sj +U(dj)
5: end for

Daubechies et al. [1998] shows how to factor wavelet transforms into a set of lifting
steps, obtaining a new complementary pair of filters from the existing one. Besides, authors
state that several lifting steps can be applied consecutively, and assure that lifting preserves
biorthogonality (complementarity of the original filter pair is kept after factoring), what
guarantees perfect reconstruction. From the perspective of this proposal, a very important
feature of the LS is [Daubechies et al. 1998]:

“how any discrete wavelet transform or two band subband filtering with finite filters can be
decomposed into a finite sequence of simple filtering steps, which we call lifting steps but
that are also known as ladder structures.”

meaning that starting with the Lazy Wavelet any wavelet transform can be obtained applying
a finite sequence of lifting steps. This is the reason why the LS is really well suited for the
task of using an EA to encode wavelets, since any random combination of lifting filters will
encode a valid wavelet while guaranteeing perfect reconstruction. As it can be derived from
equation (7.1), it is the search for an optimum set of coefficients for the lifting filters, P and U,
the problem that needs to be solved by the EA. This idea, implemented on a resource-scarce
FPGA-based embedded system, constitutes one of the original proposals of this thesis.
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7.3 State of the Art in Evolutionary-Based

Adaptive Wavelets

Once the bases on DWT have been introduced, an analysis of the SoA in adaptive wavelets is
conducted in this section. First, a general overview to the field of adaptive wavelets is given,
which focuses the following detailed description on adaptive wavelets based on evolutionary
approaches. Both lifting-based and filter-bank-based evolutionary wavelets are covered.

7.3.1 General approach to the subject

Research on adaptive wavelets has been taking place during the last two decades. At first,
dictionary-based methods were used for the task. Coifman et al. [1992] select the best basis
from a set of predefined functions, modulated waveforms called atoms, such as wavelet packets.
Mallat and Zhang’s Matching Pursuit algorithm [Mallat et al. 1993] uses a dictionary of so-
called Gabor functions by successive scalings, translations and modulations of a Gaussian
window function. It performs a search in the dictionary in order to find the best matching
element (maximum inner product of the atom element with the signal). Afterwards, the signal
is decomposed with this atom which leaves a residual vector of the signal. This algorithm is
iteratively applied over the residual up to n elements. The Matching Pursuit algorithm is able
to decompose a signal into a fixed, predefined number of atoms with arbitrary time-frequency
windows. This allows for a higher degree of adaptation than wavelet packets. These dictionary-
based methods do not produce new wavelets, but just select the best combination of atoms to
decompose the signal. In some cases, these methods were combined with EAs for adaptive
dictionary methods [Lankhorst et al. 1995].

When the LS was proposed, new ways of constructing (adaptive) wavelets adapted to
specific types of signals arose. This is aligned with the motivation for this PhD work too. One
remarkable result is the one by Claypoole et al. [1998], which used LS to adapt the prediction
stage to minimise a data-based error criterion, so that this stage gets adapted to the signal
structure. The Update stage is not adapted, so it is still used to preserve desirable properties
of the wavelet transform. Another work, focused on making perfect reconstruction possible
without any overhead cost, was proposed by Piella et al. [2002]; it makes the update filter utilise
local gradient information to adapt itself to the signal. In this work, a very interesting survey
of the state of the art on the topic is covered.

These brief comments on the current literature proposals show the trend in the research
community, which has mainly involved the adaptation of the transform to the local properties
of the signal on-the-fly. This implies an extra computational effort to detect the singularities
of the signal and, afterwards, apply the proposed transform. Besides, a lot of work has been
published on adaptive thresholding techniques for data compression.

On the contrary, the work being reported on in this thesis deals with finding a complete new
set of filters using EC techniques to build up a new wavelet transform. Hence, instead of dealing



7.3 State of the Art in Evolutionary-Based Adaptive Wavelets 199

with the mathematical construction of new wavelets, an EA can be used to design/optimise the
constituent wavelet filters. This new wavelet transform will eventually be adapted to a specific
type of signal, which is equivalent to changing the whole wavelet transform itself. Therefore,
the general lifting framework still applies. This has the advantage of keeping the computational
complexity of the transform at a minimum (as defined by the LS), not being overloaded with
extra filtering features to adapt to these local changes in the signal (as the transform is being
performed).

Therefore, the review of the state of the art that follows is focused on bio-inspired techniques
for the automatic design of new wavelets (or even the optimisation of existing ones). This means
that the classical meaning of adaptive lifting (as mentioned above), does not apply in this work.
Adaptive, within the scope of this work, refers to the adaptivity of the system as a whole. As
a consequence, this system does not adapt at runtime to the signal being analysed, but, in
contrast, it is optimised previous to system operation, i.e., during a calibration routine or in a
post-fabrication adjustment phase.

As mentioned in the introduction to this Chapter, the inspiring idea that led to begin this
work was obtained from Grasemann et al. [2004, 2005]. In their work, the authors proposed the
original idea of combining the lifting technique with EAs for designing wavelets, due to the
inherent ability of the LS to encode valid wavelets using any random combination of lifting
steps. In the following section, a review of the state of the art in the evolutionary approach
to the design of wavelet filters is conducted. Table 7.1 shows the most remarkable and up
to date published results in the design of wavelet transforms using EC. For each reference
included, the type of EA used and the seed from which evolution started are shown in columns
2 and 3. Column 4 includes specific conditions of the transform stage such as quantisation
and thresholding. Following sections describe the works reported in the table and specify over
which works or WTs are the improvements shown in the table obtained.
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Table 7.1: Selected approaches to evolutionary wavelets design.

Ref. EA Seed Conditions Image set
Improvement

(dB)

[Grasemann et al. 2005] Coevolutionary GA Random Gaussian MRA. 16:1 Tb Fingerprints 0.75

[Moore et al. 2006] GA D4 mutations MRA (3). 64:1 Qa Photographs 0.60

[Babb et al. 2007] GA D9/7 mutations MRA (4). 16:1 T Fingerprints 0.76

[Babb et al. 2009a] CMA-ESc D9/7 mutations 64:1 Q
Satellite 1.79
Fingerprints 3.00
Photographs 2.39

[Babb et al. 2009b] CMA-ES 0.2 MRA (3). 64:1 Q Fingerprints 0.54

a Quantization b Thresholding c Covariance Matrix Adaptation-Evolution Strategy
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7.3.2 Evolution of lifting based wavelets

As shown in first row of Table 7.1, method in Grasemann et al. [2005] is based on a
coevolutionary GA that encodes wavelets as a sequence of lifting steps, as already introduced.
The EA used is based on the so-called Enforce Sub-Populations (ESP) neuroevolution, reported
by the same authors in Gomez et al. [1999]. Several populations of lifting steps, which
are evolving in parallel, are randomly combined between them to evaluate the resulting
wavelet. The lifting steps are represented as a vector of floating-point numbers representing the
coefficients for a predict or update stage. Individuals are randomly initialised from a Gaussian
distribution with mean 0 and variance 0.5. One-point crossover is performed on the coefficients
along with a mutation resulting from adding low-variance Gaussian noise to a random filter
coefficient. The chromosome also has an integer number evolving for each lifting step that
indicates the first coefficient to be used from each lifting filter. The algorithm evolved 7 parallel
sub-populations of 150 individuals each, with lifting steps of length 4. Mutation rate was 0.4
and the evolution ran for 500 generations.

The evaluation run makes combinations of one individual (encoded as a lifting step) from
each sub-population until each individual had been evaluated an average of 10 times. Fitness
for each lifting step was accumulated each time it was used. Since this is a highly time
consuming process, in order to save time in the evaluation of the resulting wavelet, only a
certain percentage of the largest coefficients is used for reconstruction, setting the rest to zero.
A compression ratio of exactly 16:1 was used, which means that 6.25% of the coefficients
are kept for reconstruction. A comparison between the idealised evaluation function and the
performance on a real transform-coder is shown in their work. Peak Signal-to-Noise Ratio
(PSNR) was the fitness figure used as a quality measure after performing the inverse transform.

The most original contributions to the State of the Art reported in this initial work
[Grasemann et al. 2005] are two. First, they used a GA to encode wavelets as a sequence of
lifting steps. Second, they proposed an idealised version of a transform coder to save time in the
complex evaluation method they used which involved computing the PSNR for one individual
that was combined a number of times with other individuals from each subpopulation. This
idealised evaluation procedure only used a certain percentage of the largest coefficients for
reconstruction, leaving all others out.

The set of 80 images used for algorithm evaluation was obtained from the first set of images
of the FVC2000 fingerprint verification competition [Maio et al. 2002; Maltoni et al. 2009].
Images were black and white, sized 300× 300 pixels. A cross validation strategy was followed,
where each image was used once as a test image and 79 times as part of the training set.
Therefore, the evaluation consisted of 80 runs, each of which took approximately 45 minutes on
a 3 GHz Xeon processor (total time 80× 45). The results obtained in this work outperformed
the considered State of the Art wavelet for fingerprint image compression, the FBI standard
based on the D9/7 wavelet, in 0.75 dB.
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7.3.3 Evolution of filter bank based wavelets

Further steps that consistently outperformed previous results were reported in Babb et al. [2005,
2007], Moore [2005] and Moore et al. [2006, 2005]. Their present works [Babb et al. 2009a,b;
Moore et al. 2008] can be considered the current state of the art in the use of EC for image
transform design. After using a GA in their first works, the authors finally proposed the use
of an ES, outperforming their previous results, but kept on encoding wavelets as filters for the
FWT, instead of the LS. The milestones followed in their research, with references to their first
published works, are summarised in the following list.

1. Evolve inverse transforms for digital photographs under conditions subject to quantisation
[Moore et al. 2005].

2. Evolve matched forward and inverse transform pairs [Babb et al. 2005].
3. Evolve coefficients for three- and four-level MRA transforms [Moore 2005].
4. Evolve a different set of coefficients for each level of MRA transforms (3 and 4 levels)

[Moore et al. 2006].

For all these experiments, the initial population was seeded with random mutated copies
of the Daubechies-4 (D4) wavelet (16 coefficients, 4 for each h/g filter), seeding independently
each level in the case of evolving a different set of coefficients for each level. Under conditions
subject to 64:1 quantisation, the best GA-evolved transform reduced the Mean Squared Error
(MSE) by an average of 0.60 dB (12.92%). The file size was kept less than or equal to the one
produced by the three-level D4.

Next step was centred on improving the performance of 9/7 wavelet-based fingerprint
compression techniques under conditions subject to thresholding. Again, initial population
was seeded with random copies of the 9/7 wavelet filter coefficients (32), following the same
4 milestones as shown above [Babb et al. 2007]. In this stage of the work, they compared with
the state of the art in fingerprint compression, the FBI standard based on the D9/7 wavelet as
previously discussed above. Transform conditions are subject to 16:1 thresholding, i.e., only the
largest 6.25% of transform values are retained. Results show that the best evolved four-level
MRA transform averaged 0.76 dB (16.01%) MSE reduction in comparison to the 9/7 when
tested against a population of 80 fingerprint images, maintaining equal compression capability.

Following step was given for satellite images, again with 9/7 wavelets, considered as the
state-of-the-art transform for image compression. In this work, after the EA used was changed
to a Differential Evolution (DE) algorithm [Moore et al. 2008], which turned to be not a good
solution, they adopted an ES as the new approach. Specifically, a CMA-ES [Hansen 2006] was
used. The results reported were not consistent enough, but the best-evolved solutions were
much better than before. Under conditions of 64:1 quantisation, the best one-level CMA-ES
evolved transform reduced the MSE in the reconstructed satellite images by 1.79 dB (33.78%).
For the 80 fingerprint images from the FBI test set the average improvement was 3.00 dB (49.88%)
and for 18 digital photographs it was 2.39 dB (42.35%). In this case, Information Entropy (IE)
achieved was 104.36% and 100.08% respectively. These results [Babb et al. 2009a,b] show an
improved quality of image reconstruction without sacrificing much compression capability in
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Table 7.2: Parameter settings and computing infrastructures in selected approaches to evolutionary
wavelets design.

Ref. EA Parameters Platform

[Grasemann et al. 2005] Coevolutionary GA Ga = 500 Mb= 150(7)c Nd= 4 + 1
e Intel Xeon 3 GHz

[Moore et al. 2006] GA G = 500 M = 2000 N = 48 ARSCf

[Babb et al. 2007] GA G = 15000 M = 800 N = 128 ARSC
[Babb et al. 2009a] CMA-ES G =?g M =? N = 16 ARSC
[Babb et al. 2009b] CMA-ES G =? M =? N = 96 ARSC

a Generations b Population size c Parallel sub-populations d Individuals length (floating point
coefficients) e Integer for filter index f Arctic Region Supercomputer Center g Unknown

a wide range of images.

Babb et al. [2009b] describe the results for MRA in satellite images. At first, one set of
coefficients for all transform levels was used, but results were not good enough, showing a 6%
maximum MSE. As stated in the paper, evolving a different set of coefficients at each MRA
level seems plausible, since the frequency content of the trend image at each level is likely to
be different. Therefore, each candidate solution is composed of a vector of 96 floating-point
coefficients (32 coefficients per level for 3 levels). Each coefficient is initialised to 0.2 and the
step size (standard deviation value) σ0 is set to 0.5. Selection is set to comma (truncation) under
conditions of 64:1 quantisation. Fitness is set to penalise transforms with greater MSE and/or
IE. Two images are used for the training set and 50 for the test set. The best result reduced
MSE by 0.44 dB (9.60%) and 0.66 dB (14.03%) for each of the training images. The average MSE
reduction on the 50 test images was 0.54 dB (11.71%), maintaining 99.47% IE. As a result, a
better MSE as well as the same compression capability compared to the 9/7 wavelet is obtained.

7.3.4 Compendium

Table 7.2 shows the parameters settings in each reported work. Authors of these works state that
in the cases of MRA the coefficients evolved for each level were different, since they obtained
better results using this scheme with the exception of work reported by Grasemann et al. [2005].
This sounds reasonable, since the wavelet can be optimised for each resolution level, where the
information contained in the signal will be somehow different from other levels. However, this
translates into an extra search effort (bigger search space) which has to be considered to decide
whether the extra time needed to explore it is worth it or not. Besides, the possibility of not
finding a solution increases as the search space becomes more complex.

This section can be concluded by stating how new wavelets can be constructed in order to
provide better efficiency for image compression, outperforming standard wavelets considered
to be the state of the art in compression techniques of photographic images. The analysis
of the state of the art reveals how EC is a really interesting technique to solve this kind
of optimisation problem; the design of wavelets optimised for specific types of images
with different morphological characteristics. However, the solutions proposed are highly
computationally intensive and are targeted for off-line computing scenarios where an optimised
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wavelet for a given application needs to be designed. Once the wavelet is found, it is statically
implemented in the final system.

The search algorithms used in the works analysed, were run in high performance computing
resources, available through the use of the Arctic Region Supercomputer Center (ARSC) in
Fairbanks, Alaska. Although the work by Grasemann et al. [2005] was done on an accessible
computer, both training times and computing resources needed to obtain a solution in
both cases, gives an idea of the complexity of these algorithms. This issue makes their
implementation as an FPGA-based self-adaptive embedded system highly unfeasible.

Since the proposal of this work is directed towards self-adaptive embedded systems, what
about the possibility to provide the (embedded) system with the capability of automatically
performing a calibration procedure to adapt its compression performance, from the point of
view of the transform stage? In other words, is it possible to integrate this kind of parametric
adaptation into an FPGA-based embedded system? Using the approaches discussed above it
is clear that it would not be easily achievable to say the least. Following sections show how
the evolvable platform proposed in this dissertation is capable of hosting such a system very
easily, in terms of functionality fulfilment. However, there are still open questions such as if the
search algorithm will be able to find an acceptable solution in a reasonable time. This search
algorithm cannot be, of course, as complex as those analysed in this section, so it has to be
down-scaled in complexity but at the same time maintain a search efficiency that let the system
adapt to the different type of images it has to deal with.
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7.4 Self-Adaptive Platform for Evolutionary

Parametric Adaptation of Hardware Processing

Cores

7.4.1 System level description

A system level overview of the proposed evolvable platform is shown in this section. The
intended system should be able to perform self-calibration prior to its operating phase. In
addition, should a change in the input data characteristics (new type of images) happen to
occur, a self-adaptation phase has to be triggered. In other words, an abstract view of the whole
idea of this work might be expressed as: let an EA find an adequate set of coefficients for the
lifting filters in order to maximise DWT performance from the compression point of view for
a very specific type of images.

As introduced in Chapter 6, the generic evolvable platform for self-adaptive embedded
systems proposed is put in practice within an adaptive DWT scenario. It features a mixed
HW/SW architecture which offers a reasonable trade-off between performance and flexibility.
Figure 7.4 shows the particularisation of the proposed evolvable platform for parametric
adaptation, in particular for adaptive DWT. The selected platform to host this system is a
Xilinx ML507 board featuring a Virtex-5 FPGA (XC5VFX70T) with an embedded PowerPC® 440

hard-IP microprocessor core. System architecture, shown in Figure 7.4, outlines the HW/SW
partitioning accomplished. The evolutionary AE runs on the embedded processor, while the
adaptable CE, a register-based-configurable adaptive hardware DWT core, is attached to it as a
peripheral (of the CoreConnect IBM PLB Bus licensed by Xilinx), along with some other HW
modules that will be described in detail in the following sections. Given that no reconfiguration
is involved in this case for parametric adaptation, the RE is dropped from the platform.

Typical implementations of evolutionary optimisation engines in FPGAs for EHW in the
last years, place the EA in an embedded IP processor core, as introduced in Chapter 5. With this
approach, some degree of performance is sacrificed to gain flexibility in the system (needed
to fine tuning the algorithm), so that modifications may be easily done to the (software)
implementation of the EA (which is, of course, much easier than changing its hardware
counterpart). In any case, performance of the AE is not usually the bottleneck in this type
of EHW systems (in general, in EC); the most time consuming task is typically the evaluation of
candidate solutions. In the case of DWTs, which is the selected application for this work, this
statement holds as will be shown in Section 7.5.

As a first approach to describe the whole system operation (which will be suitably addressed
in the corresponding sections) it might be said that it works by loading a training image from the
non-volatile memory into the CE private RAM memory. Afterwards, the EA is initialised with a
set of random candidate solutions (the initial parent population). This population goes through
the variation operators (recombination and mutation) to create the offspring population to be
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Figure 7.4: System level architecture of the evolvable platform: parametric self-adaptation.

evaluated. When a new offspring population is ready, each of its individuals is sequentially sent
to the CE, which is reconfigured accordingly to perform evaluation of the candidate solution.
This phase, evaluation, comprises a forward DWT, compression and reconstruction of the image
(inverse DWT) and computation of the fitness function. Once the whole offspring population
has been evaluated and sorted according to the ranking fitness, the new parent population
is created after applying the (survivor) selection operator. At this stage, the microprocessor
may close the evolutionary loop creating the new parent population which will go through the
variation operators to create the new offspring population.

7.4.1.1 System level model. Simulation platform

In order to find a viable hardware implementation, the whole process of evolution, has to be
down-scaled in complexity compared to the works introduced in the State of the Art analysis.
A trade-off among scalability, use of hardware resources and difficulty (complexity) of the
implementation has to be taken into account when setting system performance requirements.
As analysed in Section 7.3, the computing requirements of the works introduced, pose a
challenge for an implementation as an FPGA-based embedded system. Given the hardware
implementation of the adaptive DWT core, which will be used both for normal system operation
and during evolution for candidates evaluation, the performance of the CE is expected to be
good enough; in fact, better results than software implementations are expected, as derived
from the FPGA architecture parallelism and the hardware implementation. Mainly, it is the
AE that needs to be adapted for a suitable implementation in a resource-scarce system as this
works proposes; this contrasts, and hence constitutes one of the original proposals of this work,
with the supercomputing requirements needed for the works reported in the State of the Art.
Given the complexity associated to the required FPGA implementation, a prototype software
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implementation is accomplished first, in order to validate the proposal as a whole, and the
HW/SW partitioning strategy. Besides, this simulation platform will help in setting up some
easy experiments to evaluate the performance of the AE as it is being simplified.

With this idea in mind, and prior to the hardware implementation, modelling and simulation
of the system was accomplished using Python computing language [Rossum 2003], together
with its numerical and scientific extensions, NumPy and Scipy [Oliphant 2007], as well as the
plotting library, MatPlotlib [Hunter 2007]. The simulation platform was a laptop computer
containing an Intel Core™2 Duo processor at 2 GHz running Debian “Wheezy” GNU/Linux
64 bits operating system. As shown in Grangetto et al. [2002] and Martina et al. [2000], a 16-
bit fractional part for fixed-point binary arithmetic is enough for 8 bits per pixel (bpp) input
images (this issue will be conveniently addressed in Section 7.4.3). Fixed-point arithmetic
was modelled with integer types, defining the required quantisation/dequantisation and bit-
alignment routines to mimic hardware behaviour.

Table 7.3 shows profiling results for 500 generations for each of the main modules of
the system. Since what is being checked here is the relative amount of time each phase
takes to be completed so that design partitioning is validated as a whole, absolute values
are not of real interest (although NumPy routines are highly optimised, a C implementation
would be faster). Also, for the same reason, the specific EA chosen for the AE as well as
its parameters are not yet of real interest either, so they will be shown in Section 7.4.2.
As expected, most of the computing time in simulation (columns 3 and 4) is consumed
evaluating the individuals. Results are reported for 2-level DWTs. In each generation, 20.479

ms (= 1433.56/(500 generations × 70 individuals × 2 transforms)) are needed to compute a
single wavelet transform, whether it is a forward or an inverse one. Obtained results validate
the design partitioning proposed for the FPGA implementation (columns 5 and 6) except
for the selection operator, which is low enough to be implemented in SW. The reason to
choose a HW implementation, featuring an Insert Order Machine (IOM) as will be shown
in section 7.4.3, is that it can be applied in parallel to evaluation as results are produced by the
fitness computation module, saving extra time. In contrast, the simulation of the Python model
runs on a single processor thread. Therefore, all operators are applied sequentially. However,
in the hardware implementation some operators can be easily applied concurrently. For this
reason, and depending on the scope of the system, some other operator would probably benefit
from being implemented in hardware, as, for example, mutation. Besides, the subset of the
C-language used to program the embedded processor in the FPGA imposes restrictions that
will probably make that the percentage of time each operator takes to compute increases.

The following section features the description of the evolutionary AE proposed. Once
modelled, the results of the validation tests of the system, as well as those accomplished to fine
tune evolution parameters, will be shown in section 7.5.1.

7.4.2 Evolutionary Adaptation Engine

As explained in Section 7.4.1 the embedded PowerPC processor is responsible for running the
EA, in particular, an ES. Previous works done by other authors made use of supercomputing
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Table 7.3: Adaptive hardware DWT core system model profiling.

Operator Further actions Profiling Partitioning
(s) % HW SW

recombination — 0.14 0.009 X
mutation — 0.43 0.029 X

evaluation
forward & inverse DWTa

1433.56 97.470 X
compression 4.96 0.337 X
fitness computation 31.62 2.150 X

selection sorting population
0.04 0.003

X
parent population X

a Computation time results for both, 2-level forward and inverse DWT

resources to evolve state of the art performing wavelets. Since this implementation is targeting
embedded systems, several and severe simplifications had to be addressed as compared to those
works and to the standard, simplest ES. Hence, in order to reduce the computational power
requirements, the whole algorithm complexity was downscaled, which involves changing not
only the parameters of the evolution, but the EA itself.

According to the analysis of previous works done in Section 7.3, ESs are the chosen type
of EA in the current State of the Art results, so this decision seems reasonable to meet
the requirements. Besides, the target evolution parameters are real numbers, for which ESs
are specially recommended. However, a simpler type was chosen so that a viable hardware
implementation was possible. In any case, works using a GA and the lifting scheme to encode
wavelets also performed well. Hence, it was decided to make use of the lifting scheme in this
proposal, which is also more suitable for an embedded system implementation. The proposed
simplifications to the algorithm that were accomplished, as compared to the previously reported
State of the Art and to the simplest ES available to the best of this author’s knowledge, are
described below. Besides, a simplified evaluation phase that simulates an ideal compression
stage, is also proposed as a further step found in the State of the Art. The following 6 items
constitute a list featuring some of the original proposals of this work:

1. Single evolving population opposed to the parallel populations of the coevolutionary GA
proposed in Grasemann et al. [2005].

Evolving parallel populations, as other works in the State of Art do, would be very
expensive in terms of computing resources for a hardware implementation in an FPGA-
based embedded system if several CEs were to be used for the evaluation of the members
of each population. Another approach would be using only a single CE, but in this case
evolution would take too long. Hence, this approach was discarded.

2. Uncorrelated mutations with one step size [Beyer et al. 2002] instead of the overcomplex
CMA-ES method used in Babb et al. [2009a,b].

The CMA-ES [Hansen 2006], which is used in Babb et al. [2009a,b], uses an overcomplex
mutation strategy for a hardware implementation. However, this work proposes a
much simpler mutation operator. As proposed in Beyer et al. [2002] uncorrelated
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mutations of one endogenous strategy parameter have been used as the variation operator,
which fulfills the ideas of self-adaptation through the standard evolutionary adaptation
technique based on (temporo-) local population information. The mutation operator in
ESs is based on a normal (Gaussian) distribution, with mean ξ and standard deviation
σ. Mutations are then done by adding some ∆xi to each parameter xi encoded in
the chromosome. Besides, a particular feature of mutation in ESs is that the mutation
step sizes are also included in the chromosomes, undergoing variation and selection
themselves.

3. Uniform random distribution for mutations. Instead of using a Gaussian distribution
for the mutation of the object parameters (see Section 7.4.2.1 for a description of the
parameters), a Uniform distribution is proposed and validated for being simpler in terms
of the computing resources needed for its implementation.

4. Ideal evaluation of the transform. Since doing a complete compression would turn out
to be an unsustainable amount of computing time, the simplified and highly time saving
evaluation method detailed in Grasemann et al. [2005] was further improved in terms of
computing effort within the context of this work.

Thus, it is proposed that all wavelet coefficients dj are zeroed, keeping only the trend
level of the transform sj from the last iteration of the algorithm. This is in contrast to
previously sorting the resulting coefficients, keeping only the largest and zeroing the rest
as done in Grasemann et al. [2005], which was derived from Villasenor et al. [1995]. These
works demonstrated how compression performance improves when wavelet filters that
pack most of the information of the signal in the scaling coefficients (trend level signal)
are used in the transform stage of a compressor. This effect seems to be based on the
fact that compression algorithms finely quantise the scaling coefficients (low pass) and
coarsely quantise the details signals (high pass). It was therefore expected that evolution
could find a filter bank that did produce a decomposition leading to an image able to be
reconstructed from the low pass signal alone, as free from artefacts as possible. This is
due to the fact that most of the information of the signal should be concentrated in the
low pass signal after the forward transform.

Therefore, the evaluation of individuals in the population is accomplished through the
computation of a quality figure (PSNR in State of the Art works) after setting entire
bands of high-pass coefficients to 0 and apply an inverse transform to reconstruct the
image. For 2 levels of decomposition, only the LL coefficients (trend image) are kept
before reconstructing the image and measuring the resulting error. This is equivalent to
an idealised 16:1 compression ratio.

While being a very radical proposal, it is also very radical in saving computing time, area
and power in the FPGA, freeing up resources for other tasks, as well as coherent enough
to expect good results.

5. Mean Absolute Error (MAE) (to be defined in the following section) as fitness function
for evaluation. PSNR is the quality measure more widely used for image processing
tasks. But, as previous works in image filter design via EC show [Vasicek et al. 2007b],
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using Mean Absolute Error (MAE) gives almost identical results because the interest in
evolution lies in relative comparisons among population members and not in absolute
fitness values.

6. One single set of coefficients for all MRA levels.

If different sets of coefficients were used in each decomposition level, it is likely that
some slight performance improvement in quality would be obtained, since each new
decomposed level might have signal information distributed in a slightly different way
across the image. However, the complexity of the search space would grow significantly,
probably turning the obtained benefit as very expensive in terms of computing resources
and making the whole AE more complex than desired.

Therefore, combining the proposals from the literature analysed previously, the following
statement summarises the original proposals of this work detailed in the previous list:

This thesis originally proposes both a simplified Evolution Strategy (ES)
and its use as the Adaptation Engine (AE) of the platform for parametric
adaptation of Discrete Wavelet Transforms (DWTs) in FPGA-based self-
adaptive embedded systems. In particular, the Lifting Scheme (LS) is the
selected encoding of individuals and an ideal version of a compression stage
is used as a simplified evaluation phase that relies on Mean Absolute Error
(MAE) as the quality measure.

These simplifications produced very positive results, but constraining the algorithm to
evolve a single population of individuals and to use a simple mutation strategy could
potentially result in a high loss of performance compared to other works. Since the evaluation of
the transform performance is, by far, the most time consuming task, this is the reason to propose
the most radical simplification precisely for this task. Besides, this extreme simplification is
expected to push the algorithm faster towards a reasonable solution, which means, from a
phenotypic point of view, to practically discard individuals who do not concentrate efficiently
most of the signal energy in the LL bands (trend level signal).

7.4.2.1 Implementation of the evolution strategy

The standard representation of individuals in ESs is composed of a set of object parameters to be
optimised, and a (set of) strategy parameter(s) which determines the degree of perturbation of
the mutation operator. The encoding of each individual is of the form:

〈x1, . . . , xn,σ〉

with xi being the coefficients of the predict and update stages, i.e., the object parameters, and σ the
strategy parameter (which in this simple ES is unique for the whole population). In this thesis
work, two versions were developed for modelling purposes as described in section 7.4.1.1, one
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targeting floating point numbers and another one modelling fixed point behaviour in hardware.
The encoding of each wavelet individual is of the form:

〈P1,U1,P2,U2,P3,U3,k1, k2〉

where each Pi and Ui lifting stage is made up of 4 coefficients and both ki are single scaling
coefficients. Therefore, the total length of each chromosome is n = 26 coefficients as object
parameters. As a comparison, the standard D9/7 wavelet is defined by 〈P1,U1,P2,U2,k1,k2〉.

For real-valued search spaces, mutation in ESs is usually performed by adding a normally
(Gaussian) distributed random value to each component under variation (i.e., to each parameter
encoded in the individuals). The mutation operator is defined in this proposal as an uncorrelated
mutation with one step size, σ. The formulae for this type of mutation in standard ESs are:

σ′ = σ · expτ·N(0,1) (7.2)

x′i = xi + σ
′ ·Ni(−σ′,σ′) (7.3)

where N(0, 1) is a draw from the standard normal distribution, and Ni(−σ′,σ′) a separate
draw from the standard normal distribution for each variable i (for each object parameter). The
parameter τ resembles the so-called learning rate of neural networks, and it is proportional to
the square root of the object variable length n:

τ ∝ 1/
√
αn,α = {1, 2}

However, as introduced, a simplified ES is proposed in this work, featured, among others,
by using a Uniform distribution for the mutation operator. Therefore, mutation of object
parameters in this work is as follows:

x′i = xi + σ
′ ·Ui(−σ′,σ′) (7.4)

where Ui(−σ′,σ′) is a separate draw from the discrete Uniform distribution.

The implementation of the mutation operator has been tackled using the standard C-
based rand() and srand() functions, which yield a Uniform distribution in the range
〈0 . . .RAND_MAX〉 (RAND_MAX = 2147483647) and seed the generator, respectively. To
obtain a Normal distribution N(0, 1) two Uniform distributions U,V are needed according
to the Marsaglia Polar Method [Marsaglia 1991]:

z1 = ±
√

−2× log (R)× U
R

z2 = ±
√

−2× log (R)× V
R

(7.5)

being U,V two independent Uniform distributions U(0, 1) and R = U2 +V2. With this method
z1 and z2 are obtained so that they follow two standard Normal distributions.

Regarding the recombination process, intermediate recombination is selected, where the
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object and strategy parameters (alleles) of the selected parents are averaged. This is the preferred
method for the recombination of object parameters, as indicated in Eiben et al. [2003]. Besides,
authors suggest a global recombination scheme too; hence, selection of these ρ recombinants
is done randomly from the parent population.

As introduced previously, the fitness function used to evaluate offspring individuals is
MAE, which is defined as:

MAE =
1

RC

R−1∑
i=0

C−1∑
j=0

|I(i, j) −K(i, j)| (7.6)

where R,C are the rows and columns of the image and I,K the original and transformed images,
respectively. For comparison purposes with other works, the evaluation of the best evolved
individual against a standard image test set is reported as PSNR too, computed as:

MSE =
1

RC

R−1∑
i=0

C−1∑
j=0

|I(i, j) −K(i, j)|2 (7.7)

PSNR = 10 log
10

(
Imax

2

MSE

)
(7.8)

where MSE stands for Mean Squared Error and Imax is the maximum possible value of a pixel,
generically defined for B bpp as Imax = 2

B − 1.

For survivor selection after creating λ offspring and calculating their fitnesses, the best µ
individuals are selected deterministically for the new parent population based on their fitness
ranking. Both selection schemes, comma-selection and plus-selection will be tested so that the
influence of elitism is checked.

Table 7.4 gathers all the information related to the proposed ES. In this table, the value for
some parameters appears as Variable (within square brackets). The reason for this is to point
out those parameters that will be analysed (modified to check their influence) in order to fine
tune the algorithm to efficiently perform the search through the whole solution space. The test
strategy developed, and its results, to both validate the evolutionary adaptation engine and to
tune the parameters is shown in Section 7.5.

7.4.3 Computing Engine architecture

Since the LS was proposed, and given that JPEG2000 adopted it as the transform algorithm
for the DWT stage, several hardware implementations have been reported both for ASICs
and FPGAs [Acharya et al. 2006]. This means that a lot of works centred on exploiting LS
features to obtain fast and efficient hardware implementations have already been proposed.
Hence, this proposal does not deal with the hardware implementation of an efficient DWT
architecture; it is just the validation of the system adaptivity as a whole what is been proposed.
The LS implementation in this work is a direct mapping from its algorithmic description, so, for
instance, no optimisation at the level of data dependencies was considered. Any existing lifting
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Table 7.4: Summary of the proposed Evolution Strategy.

Parameter / Operator Value

Individual Encoding 〈P1,U1,P2,U2,P3,U3,k1,k2〉

Representation 〈x1, . . . , xn,σ〉
n = 26, floating/fixed point coefficients

Mutation
Strategy parameters: Uncorrelated mutation, one σ
Object parameters: Uniform / [Gaussian]a

Initial σ: [Variable]

Evaluation function MAE

Selection Comma / [Plus]

Recombination Intermediate, global with ρ = 5

Parent population size µ = 10 [Variable]

Offspring population size λ = 70 [Variable]

Seed for initial population Random
a Parameters in square brackets show those that were thought to significantly af-
fect the efficiency of the search process. The extent of this influence will be ana-
lysed in Section 7.5.1.

based wavelet implementations (for example any of those in Acharya et al. [2006] or any other),
could be used in this work, as long as the associated set of coefficients is made configurable by
using registers.

The following description of the implementation of the CE featuring the adaptive hardware
DWT IP core is based on Figure 7.4 and Table 7.3, where all the modules implemented in
hardware are shown.

7.4.3.1 Description of the CE modules

DWT. Performs the Discrete Wavelet Transform, which is defined as a set of lifting filter
coefficients. The module is built up by applying the sequence of P, U stages dictated by the LS.
A total of 3 Update and 3 Predict stages of 4 coefficients each can be configured (this amounts
to 26 coefficients, taking into account the 2 normalisation factors), which is complex enough to
implement the most common wavelets utilised at present.

Since both lifting filters are structurally equal, taking advantage of the LS features, the
forward and inverse transforms can be computed by just doing a sign flip and a reversal in
the order of the operations (P and U stages). Both modules, fDWT and iDWT, share hardware
resources in the FPGA. Hence, a general filtering computing stage has been designed as a direct
mapping of the lifting algorithm (Algorithm 7.1), which can be configured to perform a Predict
or an Update filter. Figure 7.5 shows the implementation of the filters, which is very similar to
the one reported in Martina et al. [2003]. The full transform is obtained by cascading several
Predict and Update stages (3 of each at a maximum as stated previously). In order for this
generic filtering stage to fulfil the lifting algorithmic description, a configuration bit sets the
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Figure 7.5: Predict/Update stage implementation.

operating mode of the transform, forward or inverse, which simply configures the last module
in each filtering stage to be an adder or a subtractor, as shown in Section 7.2.1.

The Compression module (“Comp” in Figure 7.4) is simple, since it only needs to substitute
the fDWT result by zeros for each datum that belongs to the details bands. Therefore, it works in
parallel to the fDWT sub-module. A configuration bit sets whether module execution happens
on-the-fly as results are being produced by the fDWT module, or not. In a similar manner, the
Fitness module (see below) computes the difference image as each pixel is produced by the
iDWT.

Fixed point arithmetic. For the implementation of the algorithm in an FPGA device,
special care with binary arithmetic has to be taken since floating point representation is not
very FPGA-friendly. Thanks to the LS, the Integer Wavelet Transform (IWT) [Calderbank et al.
1998] turns up as a good solution for wavelet transforms in embedded systems. But, since filter
coefficients are still represented in floating point arithmetic, a fixed point implementation is
needed.

As shown in previous works [Grangetto et al. 2002; Martina et al. 2000], for 8 bits per pixel
(bpp) integer inputs from an image, a fixed point fractional format of Q2.10 for the lifting
coefficients and a bit length in between 10 and 13 bits for a 2 to 5-level MRA transform for
the partial results is enough to keep a rate-distortion performance almost equal to what is
achieved with floating point arithmetic. This requires Multiply and Accumulate (MAC) units of
20-23 bits (10 bits for the fractional part of the coefficients + 10-13 bits for the partial transform
results). However, for validation purposes, the datapath has been over-dimensioned to 16 bits
for the fractional part and 10 bits for the integer part, for a total of 26 bits for the result of the
transform.

Fitness. Computes the fitness function using MAE figure as defined in Equation (7.6). Since
dividing by the number of pixels RC just means scaling the summation value, it has not been
implemented in HW to save resources. Hence, the actual fitness function used is the Sum of
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Absolute Errors (SAE):

SAE =

R−1∑
r=0

C−1∑
c=0

|I(r, c) −K(r, c)| (7.9)

Maximum possible fitness value is therefore 255× (256× 256) ≈ 2
8+8+8 = 2

24.

Sort. Contains the IOM that sorts the population individuals according to their fitness right
after they are evaluated. It keeps track of the particular individual each fitness value belongs
to, so that when the processor retrieves evaluation results, the values sent are composed of
the tuple 〈fitness_value, individual_id〉. Since maximum fitness value needs 24 bits for its
representation, this tuple can be packed in a single 32 bit transfer for populations of up to 256

individuals.

Memory and memory controller. Private RAM memory for the CE operation is implemented
using the BRAM blocks available in the FPGA. The two instantiated memories have been
designed to host:

• The original image (pixels are 8 bit wide integers).
• Subsequent transformation results

– The result of the DWT plus compression if configured (26-bit wide fixed point format
as explained previously).

– The reconstructed image (whose effective bit width is actually 8).

During evolution, it hosts the training image so that the highest memory bandwidth possible
is achieved. It has been over-dimensioned to host up to four 256× 256 pixels (8 bpp) images
to speed up the evaluation phase. Therefore, when evolution has finished, this extra memory
can be used to load other images from system memory. This is useful for a testing phase in
which an evolved transform is validated against an image testset to check for its generality of
application. In this phase, one of the four sub-banks is used for the actual image being tested,
and the other three are loaded with the following test images in the meantime, acting as a multi
ping-pong memory.

Ser/Des. Features a Serializer/Desearializer module. The serializer splits the 32 bits data bus
into 4 8-bit wide pixels. The opposite operation is performed by the deserializer.

Control. This is the global control module of the CE. Its description follows in the following
section.

7.4.3.2 Description of CE operation

System operation phases have been clearly defined in the CE by the different operating modes
it supports, coded as a Finite State Machine (FSM) in the control module. The configuration
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Table 7.5: Control State Machine modes.

Mode Description

IMG_RCV Processor sends image to the CE (to be stored in its internal memory)
CFG_WV CE reconfiguration to a candidate wavelet (coefficients sent from the processor)
IMG_OP DWT computation and/or compression over one of the images stored in memory
INDIV_FIT Fitness computation of the actually configured individual
POP_FIT CE sends the ordered result of population evaluation back to the processor
IMG_BACK CE sends image from internal memory back to processor (to be stored in

Compact Flash)

commands sent by the microprocessor to the peripheral are decoded and set it into a different
operating mode according to the FSM commands driven by the Control module. These modes
are compiled in Table 7.5.

A description of the FSM modes follows.

• IMG_RCV mode. An image from the Compact Flash memory is read by the
microprocessor and sent to the peripheral so that it is stored in the memory module.

• CFG_WV mode. Reconfigures the peripheral parameters (registers) to a given wavelet by
sending it the lifting coefficients and 6 extra bits to configure each of the lifting filters
to behave as a Predict or Update stage. This is the mode used to reconfigure the CE
according to a given chromosome.

• IMG_OP mode. Configures the operating mode of the CE and issues the triggering
command to start its operation. This might command the CE to compute:

– Up to n levels of a forward n-level DWT (number of levels is configurable)
– Compression
– Up to n levels of an inverse n-level DWT transform (number of levels is configurable

too)
– The three together

Hence, it can be used to evaluate one individual at once. However, it is also able to just
perform a forward or inverse transform.

• INDIV_FIT mode. Computes the fitness function of the current candidate solution,
being automatically sent afterwards to the IOM module which will sort this individual
according to the obtained fitness.

• POP_FIT mode. Commands the CE to send back the results of evaluation once the
complete offspring population has been evaluated, and, therefore, ordered. The number
of computed fitness values sent back to the processor is configurable so that no unneeded
transfers are performed.

• IMG_BACK mode. An image is read from the internal memory of the CE and sent back
to the microprocessor that will store it in the Compact Flash.

It can be observed in Figure 7.4 that there is a direct connection of each module to the PLB
Bus, which simplifies the control strategy, accomplished through a set of registers that allow
the embedded processor to efficiently command the peripheral. The set of registers defined is:
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• Control.

– Command_Reg. (w): Sets the peripheral into one of the operating modes defined.
– Status_Reg. (r): Status of the peripheral may be active if a previous command is still

being executed or idle if it is already finished.

• DWT.

– Configuration_Reg. (w): A given wavelet transform (forward and inverse) is
configured into the peripheral.

• Fitness/IOM.

– Configuration_Reg. (w): Number of sorted individuals to be read back to the processor.
– Data Reg. (r): Tuple 〈fitness_value, individual_id〉 representing the evaluation of

an individual.

• Memory.

– Data_Reg (w): Image write register (Compact Flash→ Peripheral image transfer).
– Data_Reg (r): Image read register (Peripheral→ CompactFlash image transfer).
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7.5 Results

7.5.1 System model validation

An incremental approach was chosen as the strategy to successively build the proposed system.
First of all, a complete software implementation of the AE in floating point arithmetic was
accomplished, using the system model described in section 7.4.1.1. This validated the choice
of a simple ES to design new lifting wavelet filters adapted to a specific type of signal. Since
the target deployment platform is an FPGA, fixed point arithmetic is desired, so the next step
was to test the performance of the fixed point implementation of the algorithm. The next great
simplification to the algorithm was switching from a Gaussian-based mutation operator for the
object parameters to a Uniform-based one. After that, other parameter values were checked,
such as the size of the population and the plus selection operator.

In order to find the best set of parameters, several tests for different combinations of them
have been done in order to gather statistics of the evolutionary search performance for the
training image. When changing parent population size, the offspring population size is modified
accordingly to keep the selection pressure as suggested [Eiben et al. 2003] for ESs (µ/λ ≈ 1/7).
Besides, the number of recombinants has been chosen to match approximately half of the
population size. All the tests have been programmed to evolve during 1000 generations, taking
around 40 minutes for each to complete.

The author is aware that many more tests can be performed for different settings of
the parameters. Anyway, the results included here show how the proposed algorithm is
widely validated within a reasonable number of computing hours. However, an extra test
was run to check whether or not introducing elitism was good for the evolution. It has to be
reminded here that the proposed deployment platforms are FPGA-based embedded systems,
so further tests have to be done in hardware to check for verification and repeatability in the
hardware implementation, which was shown in Section 7.4.3 and whose results are included
in Section 7.5.2. The successive simplify, test and validate steps are summarised below:

1. Begin with the SW-friendly, full precision arithmetic, simplest ES. Find a suitable initial
mutation strength. Perform several tests for different values of σ.

2. HW-friendly arithmetic implementation. Compare with the result of step 1 in fixed point
arithmetic.

3. HW-friendly mutation implementation. Compare with the result of step 2 using Uniform
mutation.

4. Repeat step 1 to check whether the same initial mutation strengths still apply after the
simplifications proposed in steps 2 and 3.

5. HW-friendly population size. Test the performance for different population sizes.
6. Test performance using plus selection operator (introduces elitism).

Tables 7.6 to 7.11 compile the information regarding the different tests mentioned above.
Please note that when the test comprises variable parameters, the number of runs shown in the
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Table 7.6: Test #1. Initial mutation step σ.

Fixed Parameters
Arithmetic Floating point
Mutation Gaussian
Population size (10/5, 70)

Variable Parameters Mutation strength σ = {0.1, . . . , 2.0}
∆σ = 0.1

Runs 10 for each parameter variation step (total 200)

Output Performance vs. σ sweep
Initial mutation strength σB for Gaussian mutation

Table 7.7: Test #2. Fixed point arithmetic validation.

Fixed Parameters

Arithmetic Fixed point, Qb bits
Mutation Gaussian
Mutation strength σB
Population size (10/5, 70)

Variable Parameters Fractional part bit length Qb = {8, 16, 20} bits

Runs 50 for each parameter variation step (total 150)

Output Fixed point validation
Performance for σB per run

Table 7.8: Test #3a. Uniform mutation validation.

Fixed Parameters

Arithmetic Fixed point, 16 bits
Mutation Uniform
Mutation strength σB
Population size (10/5, 70)

Runs 10

Output Uniform mutation validation
Performance for Uniform mutation per run

tables is done for each parameter value so that different, independent runs of the algorithm
are executed in order to have a statistical approximation to the repeatability of the results
produced.

7.5.1.1 Tests results

Results obtained for each of the tests can be found in this section. All of them are compared with
the D9/7 (JPEG2000 lossy and FBI fingerprint compression standard) and D5/3 (suitable for
integer to integer transforms, JPEG2000 lossless standard) reference wavelets implemented
in fixed and floating point arithmetic and evaluated with the proposed method. All the
experiments reported in this work have also used, as in Grasemann et al. [2005], the first
set of 80 images of the FVC2000 fingerprint verification competition. Images were black and
white, sized 300× 300 pixels resolution. For all the experiments, one random image from the set



220 Chapter 7. Parametric Self-Adaptation of Embedded Systems

Table 7.9: Test #3b. Initial mutation step σ for Uniform mutation.

Fixed Parameters
Arithmetic Fixed point, 16 bits
Mutation Uniform
Population size (10/5, 70)

Variable Parameters Mutation strength σ = {0.1, . . . , 2.0},∆σ = 0.1
σa = {0.01, . . . , 0.1},∆σ = 0.01

Runs 10 for each parameter variation step (total 200+100)

Output Performance vs. σ sweep
Initial mutation strength σB for Uniform mutation

a See results for Test #3b in section 7.5.1.1 for a justification of the extended range for σ

Table 7.10: Test #4. Effect of the population size.

Fixed Parameters
Arithmetic Fixed point, 16 bits
Mutation Uniform
Mutation strength σB

Variable Parameters Population size (10/5, 70), (5/2, 35), (15/5, 100)

Runs 10 for each parameter variation step (total 30)

Output Performance vs. population size

Table 7.11: Test #5. Plus selection operator.

Fixed Parameters
Arithmetic Fixed point, 16 bits
Mutation Uniform
Population size (10/5, 70)

Variable Parameters Mutation strength σ = {0.01, . . . , 1.1}

Runs 10 for each parameter variation step (total 200)

Output Performance for Plus selection operator vs. σ sweep

Table 7.12: Tests results figures.

Test # 1 2 3a 3b 4 5

Figure 7.6 7.7 7.8 7.9, 7.10 7.11 7.12, 7.13

was used for training and the whole set of 80 images for testing the best evolved individual in
each optimisation process. Since evolution time depends on the time spent evaluating candidate
solutions, which involves the whole chain of forward DWT + compression + inverse DWT, the
smaller the images, the lower the time to do a transform and hence achieve adaptation. For this
reason, and to fit the implementation, which deals with square images, these were resized to
256× 256, without loss of generality. Table 7.12 compiles the figures produced during the tests.
The performance for each of the standard wavelet transforms, D9/7 and D5/3, obtained with
the training image is shown in Table 7.13, as a reference. The appropriate reference values for
each test are also shown in each of the resulting figures as different horizontal lines for a visual
reference comparison.
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Table 7.13: Standard wavelets performance for the training image.

Wavelet D9/7 D5/3

Arithmetic Floating Point Fixed Pointa, Qb Floating Point Fixed Pointa, Qb
8 bits 16 bits 20 bits 8 bits 16 bits 20 bits

Performance (MAE) 6.6413 7.5625 7.4190 7.4221 7.7271 7.9882 7.9595 7.9577

a Fixed point arithmetic, Qb bits for the fractional part
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Figure 7.6: Test #1. Suitable initial mutation strength σ for full precision arithmetic.

The data collected in the boxplot figures show the statistical behaviour of the algorithm.
Besides the typical values shown in this kind of graphs, all of them, like Figure 7.6, also show
numerical annotations for the Average (top-most) and Median (bottom-most) values at the top
of the figure, a circle representing the Average value in-situ (together with the boxes) and the
reference wavelets performance.

Test #1. For the first step of the proposal, Test #1, nearly all the runs (10 runs for each of the
20 σ steps, which makes a total of 200 independent runs) of the algorithm evolve towards better
solutions than the standard wavelets. Statistical results of the test are included in Figure 7.6.
Selected output σB is 0.9 for successive tests, and the results obtained with it are included in
following figures as a reference.

Test #2. Fixed point validation is accomplished in this test. Results are shown in Figure 7.7
for Qb = {8, 16, 20} bits. 50 runs were made for each Qb value. It is clear, as expected from the
comments in Section 7.4.3.1 (fixed point arithmetic), that 8 bits for the fractional part is not
enough to achieve good performance, while the 16 and 20 bits runs have behaved as expected.
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Figure 7.7: Test #2. Fixed point arithmetic validation.

Result for the selected σB from Test #1 is also shown for comparison.

Test #3a. Test #3a tries to validate a Uniform mutation as a valid variation operator for the
EA. Good results are also obtained, as extracted from Figure 7.8. The only arguable drawback
for both tests may be the extra dispersion and a slightly higher average as compared with the
original gaussian mutation, shown in the left part of the figure.

Test #3b. When the algorithm is simplified as in Test #3b, a slightly different behaviour from
previous tests is observed. The most remarkable result is the difference in the performance
obtained for equivalent σ values which can be seen in Figure 7.9. For σ ≈ {1.0, . . . , 2.0} the
dispersion of the results is very high and, consequently, a reasonable number of individuals
are not evolving as expected. Therefore, the test was repeated for σ = {0.01, . . . , 0.1}, in steps
of 0.01. This involves doing another 100 extra runs which are shown in Figure 7.10, for a total
of 300 independent runs. This σ extended test range shows how the algorithm is again able to
find good candidate solutions.

Test #4. Results from Test #4 in Figure 7.11 show the expected behaviour after changing the
population size. Making it smaller as in the (5/2, 35) run does not help in keeping the average
good performance of the algorithm demonstrated in previous tests for a population size of
(10/5, 70). On the other hand, increasing the size to (15/5, 100) shows how the inter quartile
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Figure 7.8: Test #3a. Uniform mutation validation.
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Figure 7.10: Test #3b. Suitable initial mutation strength σ for fixed point arithmetic and Uniform
mutation. Low sigmas.

range is reduced. However, such a reduction would not justify the increase in the computational
power required to evolve a 1.5× bigger population, and thus an increased evolution time.

Test #5. The different selection mechanism chosen for Test #5 led to a slightly increased
performance of the evolutionary search compared with Test #3b, as shown in Figures 7.12

and 7.13. The latter is a zoom-in in the former, since the results for the lowest values of σ
produced very high MAE values that difficult readability. It has to be noted, as Figure 7.14

shows for the best evolved individual, that it takes more generations to obtain the solution
using plus selection mechanism. This behaviour has been observed to be the general trend in
the 50 independent evolutionary runs.

7.5.1.2 System generalisation using the best evolved individual

The whole set of results obtained for each test show that the algorithm is able to evolve good
solutions (better than the standard wavelets) for an adequate setting of the parameters. However,
these results are just for the training image, so the behaviour of the best evolved individual has
to be checked for the whole test set.

A comparison between the best evolved individual and the reference wavelets against
the whole test set is shown. Although evolution used MAE as the fitness function, in order
to maximise comparability with other works, the quality measure is given here as PSNR.
Results for Gaussian mutation in floating point arithmetic and Uniform mutation in fixed
point arithmetic, both for comma and plus selection strategies, respectively, are included. These
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Figure 7.11: Test #4. Influence of the population size.
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Figure 7.12: Test #5. Plus selection operator. σ = {0.01, . . . , 1.0}.
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Figure 7.13: Test #5. Plus selection operator. Zoom-in in Figure 7.12.

two sets of results will assist in the validation of the successive simplifications made to the
originally proposed algorithm.

Figure 7.14 shows a graph of the best evolutionary run for the whole set of tests for: floating
point arithmetic and Gaussian mutation; and for fixed point arithmetic and Uniform mutation
for both, comma and plus selection, respectively. The best individual has been chosen as the one
averaging the highest performance against the whole test set (not the one performing best for
the training image, as is shown in previous figures). Equivalently, Figures 7.15 to 7.17 show
the comparison against the whole test set for each one of the best individuals of Figure 7.14.
As a reference, for the fixed point D9/7 wavelet, an average PSNR of 28.74 dB was measured
over the set of 79 test images. In the same way, an average PSNR of 28.80 dB for the D5/3

wavelet was obtained. In the case of using floating point arithmetic, 29.59 dB and 29.09 dB were
obtained using the D9/7 and D5/3 wavelet, respectively. Figure 7.18 is a direct comparison of
a particular image of the test set showing how the best evolved individual for plus selection
behaves against a fixed point implementation of D9/7: it can be seen how the evolved wavelet
produces a cleaner image as compared to the D9/7. Error (difference) images and histograms
are included in Figure 7.19 and Figure 7.20 since direct visual inspection of the real images
is not easy and will not probably offer enough information for the human eye to make a fair
judgement, although some artefacts are clearly visible in the performance of the D9/7 wavelet
as shown in Figure 7.18b. It can be seen from these error images and histograms how after
applying a forward transform + (ideal) compression + inverse transform to an image, the result of
using the evolved wavelet generates an image which keeps a higher degree of similarity with
the original one than using the standard D9/7.
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Figure 7.14: Best evolutionary run for: (a) floating point arithmetic and Gaussian mutation; (b) fixed point
arithmetic and Uniform mutation, comma selection; (c) fixed point arithmetic and Uniform mutation, plus selection.
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Figure 7.15: Performance of the best evolved individual for floating point arithmetic and Gaussian
mutation against the whole test set: (a) comparison with D5/3 wavelet and (b) comparison with D9/7 wavelets,
respectively.
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Figure 7.16: Performance of the best evolved individual for fixed point arithmetic and Uniform mutation
(comma selection) against the whole test set: (a) comparison with D9/7 and (b) comparison with D5/3 wavelets,
respectively.
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Figure 7.17: Performance of the best evolved individual for fixed point arithmetic and Uniform mutation
(plus selection) against the whole test set: (a) comparison with D9/7 and (b) comparison with D5/3 wavelets,
respectively.
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(a)

(b)

(c)

Figure 7.18: Transform performance comparison - Real images. (a) is the original fingerprint image. A
comparison of the performance follows, being (b) the result obtained with the D9/7 fixed point implementation and
(c) the result obtained with the best evolved individual. It can be observed how the result obtained with the evolved
wavelet produces a smoother image as compared to the D9/7, which introduces some artefacts.
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(a)

(b)

Figure 7.19: Transform performance comparison - Difference images. The figure shows the error introduced
by each transform: (a) is the error image for the D9/7 wavelet and (b) for the best evolved individual.
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Figure 7.20: Transform performance comparison - Histograms. The figure shows the histograms of each image
transform, where: (a) is for D9/7 and (b) for the best evolved individual.
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7.5.1.3 Some comments on results

Section 7.5.1 featured a discussion on the design validation followed to obtain a hardware-
friendly ES by successively simplifying previous, much more complex proposals. Various
independent test runs have been performed to look for the best setting of the parameters,
beginning with a software-friendly, high-precision floating point arithmetic version which used
Gaussian mutations. After simplifying the algorithm and validating each of the steps, several
conclusions can be extracted.

Because of its usual influence in EAs, search for an adequate mutation rate (mutation
strength in ESs) has enjoyed a particularly high computing effort. It can be said, however,
that for this particular optimisation problem, the mutation strength is not critical, as long as
it belongs to a reasonable range. Outside of that range, evolution is not able to find good
candidate solutions. Table 7.14 shows the most suitable range of values found for σ, chosen as
those runs resulting in average performance values behaving better than the standard wavelets.

Table 7.14: Initial mutation strength range.

Conditions Values

Floating Point, Gaussian mutation σ = {0.1, . . . , 2.0}
Fixed Point, Uniform mutation, comma selection σ = {0.03, . . . , 0.6}
Fixed Point, Uniform mutation, plus selection σ = {0.07, . . . , 1.1}

The whole set of tests have validated the original proposal of this thesis work for the AE
and have found a reasonably good set of parameters for the problem at hand. The optimal
settings for the parameters found so far are:

• Fixed point arithmetic, Qb = 16 bits
• Population sizes: (10/5, 70)

• Selection operator with elitism: plus selection.
• Uniform mutation with an initial mutation step contained within the range shown in

Table 7.14

As it can be observed in Figure 7.14 the algorithm stagnates soon in every single run: around
generation 200 for the floating point and Gaussian mutation runs; and around generation 160

for fixed point Uniform mutation and comma selection. In the floating point case, stagnation
is not complete because it keeps on improving very slowly, but in practical terms it does not
imply a substantial improvement in the quality of the transform. Although the best individuals
keep on stagnating if elitism is introduced in the evolution, the worst ones still maintain some
degree of variation, improving the overall search performance as compared to the non-elitist
strategy.

Table 7.15 shows a comparison of the results obtained for the whole test set in average
(those corresponding to plus selection, Test #5) against previously reported works. It seems to
be clear that an ES is better suited than a GA for this task of optimizing real-valued vectors
for wavelet filters, as confirmed by the results contained herein and by previous results from
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Table 7.15: Comparison of best evolved wavelet against selected approaches to evolutionary wavelets
design.

Ref. EA Seed Improvement
over D9/7 (dB)

[Grasemann et al. 2005] Coevolutionary GA Random Gaussian 0.75

[Babb et al. 2007] GA D9/7 + mutations 0.76

[Babb et al. 2009a] CMA-ES D9/7 + mutations 3.00

This work ES Random Gaussian 1.57a

a Improvement over D9/7 fixed point arithmetic implementation

other authors as shown in section 7.3. This is an expected result since they (ESs) were originally
developed for this task; optimizing real-valued vectors. Compared with Babb et al. [2009a],
where the best evolved wavelet outperforms the reference wavelet by 3.00 dB, the performance
versus complexity trade-off in the algorithm proposed in this work achieves a good 1.57 dB
improvement, which corresponds to the 30.31 dB performance against the whole test set as
shown in Figure 7.17. Besides, it should be noted that for all the runs (140) corresponding to
the σ range shown in Table 7.14 for Test #5, the average performance obtained was 29.76 dB,
where only 4 out of the whole 140 runs were not able to improve existing wavelets.

All the results shown so far correspond to the model developed to validate the algorithm.
Several tests were accomplished to check whether the subsequent FPGA implementation was
also functionally correct. After doing them, it can be concluded that the behaviour is, as
expected, the same. This means that the result of the forward and inverse transforms are
identical, which validates the whole CE, including the adaptive DWT core functionality. In any
case, the resulting hardware implementation is analysed in the following section. Regarding the
EA running in the embedded processor, some tests were also done to check its performance, for
example, that the Uniform random distributions being generated were correct, as was the case.
Therefore, following sections deal with the results obtained using the FPGA implementation.
Mainly, an analysis of system execution performance and the results of system adaptation to
different types of input images.

7.5.2 Implementation results and analysis of system execution

performance

7.5.2.1 Implementation results

As introduced previously, the selected platform to host this system is a Xilinx ML507 board
featuring a Virtex-5 FPGA (XC5VFX70T) with an embedded PowerPC® 440 processor. Table 7.16

shows the implementation results for an over-dimensioned datapath of 32 bits, using 16 bits for
the fractional part representation. The peripheral is able to deliver one result (of the transform)
per clock cycle, with a measured latency of the DWT module of 56 clock cycles. In the next
section, main CE modules are analysed in terms of timing before checking the whole system
execution performance.
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Table 7.16: Implementation results for the main modules in the system.

Module
Resources

Frequency (MHz)
Slice LUTs Slice Registers DSP48Es BRAM (Kb)

DWT 2818 / 44800 4417 / 44800 76/128 – 112.67

Compression 43 / 44800 39 / 44800 – – 414.25

Fitness function 95 / 44800 66 / 44800 – – 341.88

IOM 3920 / 44800 2209 / 44800 – – 231.93

Original Image memory 68 / 44800 55 / 44800 – 576 / 5328 429

Transform memory 314 / 44800 120 / 44800 – 1728 / 5328 209

7.5.2.2 Timing analysis

This section features a characterisation of the whole system timing. In the case of the hardware
modules, the number of cycles it takes them to perform the required computations can be
analytically obtained studying their architecture. However, for the software tasks, a direct
measure needs to be taken, so a hardware timer has been included in the design to profile
system execution performance. This timer has also been used to check and validate the timing
analysis of the hardware tasks.

Hardware tasks timing analysis. For the size of images used for evolution, 256× 256, and
for the default number of transform levels, 2, the number of clock cycles needed to compute a
DWT, considering that the module latency is 56 clock cycles, is:

((256× 256) + 56)× 2 = 131184 clock cycles

for the first forward transform level, sj−1. Equivalently, for the second transform level sj−2,
where the smaller subset sj−1, sized 128× 128, is used as input, the number of clock cycles
needed for its computation is:

((128× 128) + 56)× 2 = 32880 clock cycles

This means that a whole 2-level forward DWT takes 131184 + 32880 = 164064 clock cycles. The
same analysis can be applied for the 2-level inverse DWT, since the computation stages are right
the same. As for the compression module, it needs to retrieve the whole image from memory to
perform its operation, which yields 256× 256 = 65536 clock cycles. The same applies for the
fitness module.

Based on this previous analysis, it can be concluded, as Table 7.17 shows, that the evaluation
of one individual would take 164064 + 65536 + 164064 + 65536 = 459200 clock cycles in case
there is no explicit concurrency among the different modules within the CE. Please note that
time due to Sorting is negligible since this module operates in parallel with the whole evaluation
phase. As soon as the fitness of one individual is computed, the IOM sorts this newly obtained
fitness value; its operation finishes just some clock cycles after the last individual evaluation.
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Table 7.17: Timing analysis of the different hardware modules used for evaluation of one individual.

Module Clock Cycles

f/iDWT 164064

Compression 65536

Fitness 65536

Sorting Negligiblea

Total 459200
a See explanation in main
text

According to Table 7.16, if system frequency is set to 100 MHz, 4.592 ms would be needed for
the evaluation of a single candidate wavelet. Let this time be defined as tHW , which stands
for that needed to evaluate one individual, i.e., all the hardware related tasks needed for its
evaluation. System is let to evolve during 1000 generations, doing 70 evaluations per generation,
which means 70 000 evaluations are done. Hence, a time teval of around 5.34 minutes would
be needed to perform all evaluations.

Software tasks timing analysis. One of the most time consuming tasks pertaining to the ES is
the mutation operator. In order to generate a new individual after recombination of its parents,
several random numbers and further computations using them need to be done. To be precise,
the following calculations have to be performed:

• One draw from the standard Normal distribution N(0, 1)

• Computation of the term ∆σ = expτ·N(0,1)

• One separate draw from the discrete Uniform distribution Ui(−1, 1) for each i (object
parameter), i.e., 26 draws

Please note that each draw from the Normal distribution involves two separate draws from the
Uniform distribution and some extra computations as dictated by Equation (7.5).

So, mutation (Equations (7.2) to (7.4)) can be rewritten as:

∆σ = expτ·N(0,1) (7.10a)

∆U = Ui(−1, 1) (7.10b)

σ′ = σ ·∆σ (7.10c)

x′i = xi + σ
′ ·∆U (7.10d)

Once implementation was done, selection, recombination and mutation operators were
profiled in-system and the results are shown in Table 7.18. Selection is performed once
while Recombination and Mutation operate 70 times per generation respectively. The total time
measured to create a new individual after the evaluation of the previous population was 154788

clock cycles (the cycles of the selection operator have been averaged by 70 to consider only the
proportional time needed for one individual). Again, if system frequency is set to 100 MHz,
the time needed to apply the genetic operations for one individual is around 1.54 ms. Let this
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Table 7.18: Profiling of the genetic operators for one individual.

Operator Further actions Clock Cycles

Selectiona — 7332

Recombination — 10191

Mutation
∆σ 81000

∆U 63400

mut_ops 92

Total 154788
a This operator is averaged by 70 (population
size) in order to compute the total cycle count

time be defined as tSW , which stands for that needed to apply the variation operators to one
individual and perform selection, i.e., all the software related tasks involved. So taking into
account that 70 000 evaluations are performed, a time tEA of 1.8 minutes would be needed to
apply all the genetic operations in the evolutionary run.

7.5.2.3 Task scheduling for maximizing system execution performance

In the previous section, an analysis of the timing associated to each task in the system, both
hardware and software, has been conducted. Besides, the time that those tasks would take in
the whole evolutionary run (population of 70 individuals evolving during 1000 generations)
was shown. However, an appropriate scheduling mechanism can help reducing total evolution
time. Such scheduling strategy is proposed below. Let evolution time be defined as:

tevo = teval + tEA

It can be decomposed as an equivalent timing of:

tevo ≡ tHW + tSW + tHW/SW

where tHW/SW stands for the HW/SW communication overhead, which was measured to take
5130 clock cycles for the complete evolutionary run composed of 70 000 evaluations, i.e., around
3.6 seconds for the selected 100 MHz system frequency.

Harware tasks scheduling. The architectural description and the initial timing analysis of
previous sections clearly show that a great amount of time could be saved if some degree of
concurrency at the level of HW tasks was introduced. The top part (grayed out) of Figure 7.21

shows the case in which the tasks needed for evaluation are scheduled in a sequential manner,
i.e., forward DWT (fDWT), compression (Comp), inverse DWT (iDWT), and fitness calculation
(Fitness). However, as soon as the first results of the details bands of the first transform level
are produced, compression may be triggered. Since compression just replaces the resulting
transform coefficients by zeros, one clock cycle after fDWT is finished, will compression be
finished too. The same analysis can be applied to the iDWT and the fitness module. In this
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Figure 7.21: Harware tasks scheduling. Comparison of HW scheduling strategies for the evaluation of one
individual. Upper (grey) scheduling corresponds to a prototype, sequential scheduling, while the lower (black)
corresponds to an optimised system implementation with HW task level concurrency.

case, after the first inverse transform level is finished (indicated as a grey-dotted box inside
f/iDWT), the fitness unit may begin its operation just some clock cycles afterwards, right when
the first final results of the inverse transform are produced. This scheduling strategy reduces
the time needed for the evaluation of the candidate wavelets, where the configuration of a new
wavelet is advanced some time as compared to the sequential scheduling alternative. Therefore,
hardware related evaluation time is tHW ≈ 164064 + 164064 = 328128 clock cycles, i.e., 3.82

minutes for the 70 000 evaluations. This means the selected scheduling strategy is able to save
1.52 minutes (from the 5.34 analysed previously), which means saving 28.5% of the time used
for evaluation as compared to a purely sequential scheduling mechanism.

Software tasks scheduling. Similarly to the strategy followed to schedule the hardware
tasks, some of the genetic operations (mutation steps) can be scheduled concurrently with
the evaluation of the λ (70) individuals in hardware instead of waiting for it to finish. This way,
when a new population has been completely evaluated, the mutation of the strategy and object
parameters can be finished. According to the decomposition of the mutation operator done in
Equation (7.10), mutation time is composed of:

tmut = tmut_steps + tmut_op

where mut_steps (equations (7.10a) and (7.10b)) can be computed concurrently with the
evaluation phase and mut_op (equations (7.10c) and (7.10d)) straight afterwards recombination
(which follows evaluation and selection) to complete the process of the mutation operator. This
situation is shown in Figure 7.22. The top part of the figure (grayed out) shows the case in
which no concurrency is applied at all, while the lower part shows the scheduling strategy
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clock cycles

Savings
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Figure 7.22: Software tasks scheduling. Comparison of SW scheduling strategies. Upper (grey) scheduling
corresponds to a prototype, sequential scheduling, while the lower (black) corresponds to an optimised implementation
were pre-calculation of the mutation steps ∆σ and ∆U is scheduled concurrently with the evaluation phase.

proposed. So in this case, the time needed for the genetic operations is reduced down to 10388

clock cycles, i.e., 0.10338 ms @ 100 MHz for a single individual. This means just 7.2 seconds
(0.12 minutes) are needed to perform all the 70 000 evaluations, so a reduction of 93% has
been achieved (from 1.8 down to 0.12 minutes) as compared to a purely sequential scheduling
mechanism.

To summarize, the total time of evolution

tevo = teval + tEA ≡ tHW + tSW + tHW/SW

should be around 4 minutes as shown in Table 7.19. It has to be noted that the last row in the
Table reports the results computed using an embedded timer to profile the different sub-times
considered for one individual, so it thus shows the total expected evolution time. However, when
the time of the evolutionary run was measured using a stopwatch, 5.8 minutes were obtained.
This difference (from 4 to 5.8 minutes) is due to some extra computations taking place in the
system, e.g. initialisation, where the original image stored in the Compact Flash memory as a
text file is binary converted and copied in the peripheral memory (around 20 seconds); random
creation of the initial population; supervision of the evolutionary run where some debugging
outputs are sent through the attached JTAG console to check system status; as well as logging
in a file different intermediate evolution results for subsequent analysis. However, this extra
time would be very close to zero in a final system implementation.

7.5.2.4 Some comments on results

Although it may still be considered as a high evolution time for an adaptive system, the
validation of the algorithm has shown how around 100 and 300 generations are enough for the
system to evolve an optimised solution. Hence, the effective evolution time could be further



7.5 Results 241

Table 7.19: Results of evolution timing performance. Results show the time needed to evolve a population of
70 individuals during 1000 generations.

Clock cycles Time

tHW 328128 3.82 minutes
tHW/SW 5130 4.36 seconds
tSW 10388 7.2 seconds

tevo ≈ 4 minutes

reduced a minimum of a 50% if a conservative 500 generation ES is used. This would yield a
total, conservative evolution time of 2 minutes for self-adaptation. It has to be noted that there is
still room for improvement, which constitutes one of the possible future research directions. For
example, multiple fitness units could be introduced or a further simplified mutation operator
developed, as well as increasing the operating frequency of the PowerPC (which is supported
in this device family) and that of the HW modules by reducing their critical paths.

7.5.3 Analysis of adaptation capabilities to different input

signals

As mentioned in section 7.5.1.3 the verification of the FPGA implementation gave identical
results compared to the software model. Using the set of parameters found to be convenient
for this particular search process, the adaptation capabilities of the platform were exercised.
Results obtained are shown in this section.

Two types of images have been used to demonstrate the adaptability of the system. The
first type, T1, are the fingerprint images introduced before, the first set of 80 images of the
FVC2000 [Maio et al. 2002] fingerprint verification competition. The second type of images,
T2, are Magnetic Resonance Images (MRI) images). At first, the system is put to evolve to find
wavelet filters adapted to the fingerprint images, comparing the results with the standard D9/7

wavelet. Next, once the system has found a solution outperforming this standard wavelet, the
input images are changed to the MRI images and the performance of the transform checked.
The results of these adaptation experiments are shown in the rest of this section.

7.5.3.1 Evolution results for a type of images, T1

One random image was used for training and the whole set of 80 images for testing the best
evolved individual in each optimisation process. Table 7.20 gathers the performance (MAE)
results of the adaptation of the system for the training images and for a couple of random
test images of the same type not “seen by the system“ during evolution to demonstrate the
generality of the result. The best evolved individual (Evo_FP) is compared with the standard
D9/7, clearly showing a performance improvement.
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Table 7.20: Results for fingerprint images.

Wavelet Training image T1 Test image T1 #1 Test image T1 #2

D9/7 6.64 6.80 7.28

Evo_FP 4.97 5.05 5.96

Table 7.21: Results for MRI images.

Wavelet Training image T2 Test image T2 #3 Test image T2 #4

D9/7 9.14 8.08 7.58

Evo_FP 8.15 7.46 6.76

Evo_MRI 7.96 6.95 6.57

7.5.3.2 Adaptation results for a different type of images, T2

Following test simulates the case of a change in the input type of images. In this case, MRI
images have been used. Table 7.21 gathers the results of applying the standard D9/7 wavelet
(first row) over this new type of images and its comparison with the performance obtained
with the wavelet transform currently configured in the system, Evo_FP, which is optimised
for fingerprints (second row). As expected, MAE increases significantly compared to previous
results in Table 7.20, showing that the wavelets evolved to deal with one type of images are
not adapted to a different type of image. Hence, transform performance could eventually be
improved if self-adaptation was triggered, which might end up adapting the CE to the new
characteristics of the input signal. Results after self-adaptation to this new type of input data
is concluded are shown in the last row of Table 7.21, Evo_MRI. As seen, MAE values decrease,
showing the improvement in transform performance. In any case, results obtained are not as
good as those obtained for fingerprint images, which suggests an extra complexity in finding an
optimised DWT for MRI images. Probably, using some more coefficients for the wavelet filters,
or even different coefficients for each transform stage, would help improving performance.
However, the goal of achieving system adaptation has been fulfilled. Figure 7.23 shows some
of the images, both for the D9/7 wavelet and the best evolved individual, that resulted from
this last experiment.

7.5.3.3 Some comments on results

A self-adaptive FPGA-based architecture for image compression in embedded systems has been
proposed and validated. The system improves existing standard wavelets like D9/7 used in
JPEG2000. Besides, it is able to get adapted to changes in the type of input data (images) being
dealt with after a self-calibration procedure. As shown, the system is able to optimise standard
compression performance. While the quality of the results depends on a particular application
domain, better than the standard wavelets are still obtained in the test cases analysed.
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 7.23: Results of evolution in the FPGA for MRI images. Rows 1 to 3: Training image, Test image #3,
Test image #4, respectively. Columns 1 to 3: Original images, results for D9/7 wavelet, results for evolved wavelet,
respectively.
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7.6 Conclusion

It has been shown how adaptive compression for embedded systems based on bio-inspired
algorithms can be looked at. For the generic vision system envisioned in the Introduction, this
work allows to combine both approximations to adaptive wavelets as mentioned in Section 7.3,
firstly defining a new set of wavelets adapted to a specific type of signals (covered by this work)
and, during system operation, using some of the proposed methods in the literature that may
help the system to further adapt to local changes in the signal. However, it can be said that if the
EA has been successful and the training data set properly chosen, there should not be a drastic
improvement for runtime morphological adaptation to the input images, since the EA should
have acquired enough knowledge of that specific type of signal. Moreover, in a hypothetical
continuously evolving system, a mechanism that looks for reductions of performance (AE kept
running on the background) can be implemented and triggered to keep on evolving the wavelet
if relevant changes happen in the input signal (some of them, probably caused by a degradation
in the sensing devices that diminish the acquired signal quality). These self-adaptation phases
would allow the system to keep on adapting through its operational life.

It would be interesting, as a future research line that helps building more robust self-
adaptation, that the system was able to face self-adaptation without interrupting its operation.
For this to come true, it is needed that at the same time the system is working normally, a
background task periodically checks system performance. Depending on the target application
and the involved deadlines the system has to observe to fulfil real-time requirements, an extra
evaluation module should be needed. In the final system implementation, some of the tasks
described regarding evolution might not be needed under certain circumstances, such as the
AE running continuously on the processor and some sub-modules within the CE. The final
system software may periodically execute a routine that, making use of an extra evaluation
module, checks transform performance (in case system throughput has to be maintained all
the time). This extra evaluation module may be present, although disabled to save power, at all
times within the final system.

However, another option would arise in case DPR was introduced, which constitutes a clear
future research direction. In case DPR was also included in the platform, an extra evaluation
module could be dynamically loaded when needed and unloaded when the performance check
was over. Following chapter shows a use case in which DPR is used for structural adaptation.

According to the results obtained and the dissemination of the work within the research
community, it can be concluded that a step forward towards more autonomous, parametric
self-adaptation of FPGA-based embedded systems has been achieved. In particular, the case
of a self-adaptive DWT system for image compression has been shown as a proof of concept.
Besides, the proposed evolvable platform, featured by an adaptable CE whose parameters are
adapted by an AE featuring an ES developed in this work, is easily reusable given the IP-based
implementation in an FPGA. Hence, it can be combined with other parametric or structure
adaptable CEs to cover a wider range of applications.



8
Structural Self-Adaptation of

Embedded Systems

8.1 Introduction and Motivation

As analysed in Chapter 5, the different adaptation needs that motivate the proposal of the type
of systems dealt with in this thesis, can be classified according to the type of changes the system
should be able to respond to [Sekanina 2012]:

• Changes in the input data characteristics
• Changes in the specification
• Changes in the hardware platform, i.e., faults

If a motivation for this part of the work has to be stated, it undoubtedly expresses the desire
of integration of data-intensive reconfigurable processing architectures into commercial FPGAs,
relying on bio-inspired algorithms for its adaptation to the variable operating conditions
mentioned above and to the functionality required at each time. This clearly focuses the work
on providing systems with the adequate self-adaptation capabilities to maintain the required
performance within changing operating scenarios.

In the long run, we envision a scenario in which a system with a set of tasks previously
implemented in software and/or hardware is operating under certain conditions. At any given
time, typically after a change in these conditions, system maintainers, or the system itself under
commands of a higher intelligence layer, may decide that having a hardware version of a
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particular software task, modifying an existing HW one or adding a new one to the initial set,
would optimise performance; however, it is usually the case that there is nor a HW counterpart
for a given SW task neither a way to let the system adapt an existing HW one or synthesise
a completely new one. In such a situation, the device could trigger a self-adaptation phase to
evolve a circuit which would eventually be able to perform and optimise that particular task. As
a consequence, if evolution succeeded, a completely new circuit would have been synthesised
autonomously by the system without human intervention. It could therefore be stated that such
a system possesses structural self-adaptation features.

One of the main concerns in the evolvable hardware community to accomplish the
implementation of these continuously adaptive systems, lies in the difficult task of supplying the
system with an objective function that guides the change. However, in the suggested scenario,
the system already has a functionally valid software task, or input-output behavioural model,
to be supplied as a goal to the EA. This may happen whether when hardware acceleration
is required by the system; or an optimised version (in terms of performance, or functionality,
etc.) of a particular circuit is needed; or in case that any failure in the device happens to occur
and a self-healing process is required. In this last situation, if there are faults that cannot be
located in order to be avoided, evolution could even succeed in designing the required circuit
given the available healthy resources. This approach can also be helpful if: new tasks (new
functionalities required due to changing requirements) are to be added to the system; or if
unknown computing behaviours are needed during system lifetime in order to cope with
environmental changes affecting, among others, the type of input signals, their integrity or the
need for the system to act according to them.

This work proposes the exploration of Dynamic Partial Reconfiguration (DPR) capabilities
of modern FPGAs as a key technology to build self-adaptive systems driven by an EA that acts
as an Adaptation Engine (AE). An enhanced DPR Reconfiguration Engine (RE) is used to adapt
the processing architecture of a Computing Engine (CE) adaptable through reconfiguration. The
result is that, without introducing area and delay overhead like VRCs do, but however having
to manage DPR, the proposed system allows evolution at functional level to be performed
directly over the substrate of reconfigurable devices such as FPGAs.

Xilinx DPR design flow allows for partial bitstreams to be dynamically loaded in the device.
If there was a library of reconfigurable processing components defined as partial bitstreams that
could be loaded in any position of the device, evolution could be performed nearer to the
reconfigurable fabric, without the need to virtualise the reconfiguration mechanism within a
VRC. This library of reconfigurable Processing Elements (PEs) can be seen as an evolution of
the traditional ASIC standard cells, but modified to allow for runtime placement and routing
in reconfigurable devices. Therefore, this thesis proposes a Reconfiguration Engine (RE) that
provides native DPR support to an adaptable Computing Engine (CE), through the use of a
library of position-independent reconfigurable Processing Elements (PEs), making an efficient
use of the available reconfigurable resources of an FPGA.

The first milestone in the research proposed the architecture of the adaptable CE for the
system, which relies in the RE developed to achieve self-adaptation. The application domain
is adaptive image filtering, which in real-world scenarios usually involves the need to deal
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with large datasets and a high degree of uncertainty. This situation makes the optimisation
of the performance of an image processing system a complex trial-and-error process which
is backed on the designer’s skills and experience. As suggested in Cagnoni et al. [2008]
an EA is expected to efficiently deal with this uncertainty coming from the diverse and
unknown types of noise that might appear in the input signal. At the same time that the
DPR methodology and tools developed within the research group were considered as a valid
low-level interface with the reconfiguration capabilities of the device, the definition and design
of the required library of reconfigurable PEs was tackled. A simulation of the image processing
matrix, composed by those reconfigurable PEs, and the EA, which is designed to minimise
the number of reconfigurations between evaluations, was accomplished. Afterwards, once the
whole system was implemented, fault tolerance tests were accomplished to check self-healing
capabilities against both transient and permanent faults; even a quite good behaviour against
cumulative faults was noticed, showing its robustness against permanent continuous circuit
degradation. Besides, tests on system self-adaptiveness were accomplished not only when
faults occur, but when input data characteristics and required functionality do change too.
For example, more restrictive input signal conditions are analysed, such as increasing noise
intensities and different and changing types of noise, as well as varying filtering/processing
behavioural requirements, such as edge detection.

VRCs typically perform computations within an array of functional blocks where data
flows in one direction. Instead, the evolvable platform originally proposed herein relies on a
CE featured by a widely known 2D systolic processing architecture greatly used in VLSI signal
processing. The architecture consists of a highly regular and parallel two dimensional mesh-
type array of PEs arranged like a systolic structure that provides intensive data processing
capabilities in a broad range of fields; this thesis demonstrates the possibilities of such a
2D systolic array architecture to enable evolvable hardware systems characterised by a high
processing throughput. After analysing the state of the art, no work studying whether or not
this traditional architecture had been exercised to check its evolvability (easiness to evolve
and adapt to different processing tasks) was found to the best of author’s knowledge. Due
to the high modularity and regularity of the architecture, together with the proposed RE, PEs
which are already configured in the device can be readback from the very same configuration
memory of the FPGA and reallocated to the desired place, reducing external memory accesses.
In addition, only those modules that have to be changed in the array will be changed, while
those common for the original and the new circuit will be unaffected. Considering typical low
mutation rates in Cartesian Genetic Programming (CGP), which is the inspirational EA used
in this work, the number of PEs to be reconfigured is also very low between the evaluations of
two candidates in this proposal.

The approach followed in this work for the selection of an appropriate adaptive processing
architecture for FPGAs, may be seen from a slightly different point of view as that offered by
most of the work published up to date in the EHW field. Instead of defining an architecture
tuned to a given EA so as to evolve some computational behaviour over it, the view of this work
is just the opposite; merging widely used and well performing data processing architectures
with an appropriately tuned EA in order to enable adaptive processing-hardware (as opposed
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to processing adaptive-hardware, which is what typical VRC-based CGP implementations do).
In this respect, it seems reasonable that those architectures with a higher probability to be
efficiently adapted using bio-inspired adaptation strategies, are precisely those with a higher
biological resemblance. For this reason, as Computing Engine (CE), this thesis proposes the use
of a highly regular, parallel, two dimensional array of locally interconnected reconfigurable
processing nodes, arranged like a systolic structure that features an inherent pipeline for high
data throughput applications. The internal connectivity among the nodes is limited to the four
closer neighbours, a structure that reminds typical biological cells layouts [Mange et al. 2000]
that has being widely used in VLSI signal processing throughout the years [Fountain 1987;
Kung 1985].

As introduced above, given the requirement for the system to be able to adapt its
computational hardware to unknown processing tasks at design time, the selection of a versatile
2D architecture like the one proposed herein is justified; it has already been successfully used for
a very diverse set of data processing applications. The functionality of the processing nodes of
the array can be changed as mentioned, so this 2D processing array is in fact featuring a kind of
template over which mapping different computational behaviours. The suitability to implement
a wide range of them depends not only on the size of the array, i.e., on the number of processing
nodes, but also on the available reconfigurable PEs in the library used to configure the nodes
and on an efficient mapping of them and of the algorithmic requirements over the template.
The library can even be upgraded after deployment by adding more PEs to it, allowing this
way to improve adaptability during system’s lifetime. So far, in order to achieve self-adaptation,
the system is only missing a mechanism that automatically creates configurations for the array,
which represent candidate computational behaviours able to solve the required task. Therefore,
an Adaptation Engine (AE) featured by an evolutionary algorithm is proposed in this thesis
as a self-adaptation mechanism that searches for candidate array configurations using the
reconfigurable PEs of the library as genes of individuals’ chromosomes.
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This thesis originally proposes an evolvable platform that integrates an Adaptation
Engine (AE), a Reconfiguration Engine (RE) and an adaptable Computing Engine
(CE), in order to give support to evolutionary structural self-adaptation of hardware
processing cores in FPGA-based embedded systems so that:

• a computational hardware template adaptable through reconfiguration and
featured by a 2D systolic array of reconfigurable processing nodes, is used as
the CE of the system

• an evolutionary algorithm that searches for candidate configurations of the array,
using a set of computational functionalities for the nodes available in a runtime
accessible library, is used as the AE of the system

• a hardware module that exploits native DPR capabilities of FPGAs and makes
an efficient use of the available reconfigurable resources of the device to change
the behaviour of the CE at runtime, is used as the RE of the system

• a library of reconfigurable PEs featured by position-independent partial
bitstreams, is used as the set of available configurations for the processing nodes
of the array

Original Proposal

This work not only proposes the mentioned evolvable platform, but also an enhanced
evaluation method which let the system evolve both its structure and the associated timing
of the processing circuit. An online, automatic, latency analysis is performed, which will
eventually allow the system to decide whether it needs to evolve towards a bigger or smaller
circuit to achieve the required performance. It is demonstrated how the system is able to
adapt to different environmental conditions which affect its inputs, as introduced above.
This kind of self-calibration feature is very important for systems which are deployed on
hazardous, unreachable and even unknown environments at design time, providing them
with adaptive signal processing and self-healing capabilities. VRCs have been for years the
preferred method for providing reconfiguration capabilities to evolvable systems. Since it is
such a different approach to DPR, various pros and cons can be observed in each method.
Therefore, a comparison between both implementation methods, i.e., DPR and VRC, for the
proposed reconfigurable processing architecture is also tackled in this work. Up to the author’s
knowledge, this is the first time this comparison has been performed, and is therefore a clear
and original contribution to the State of the Art. Lastly, an interesting filter feature discovered
by evolution is also shown; cascaded, repetitive, non-destructive filtering.

The work that led to this dissertation has been made possible thanks to previous works
developed within the research line in Reconfigurable Systems, led by Professor de la Torre,
at the Digital Embedded Systems group at Centre of Industrial Electronics (CEI), the group
the author was enrolled at when the work in this dissertation was tackled. Reconfigurable
Systems research line deals with reconfigurable computing making use of DPR using Xilinx
FPGAs, which resulted in a first PhD work by Yana Krasteva [Krasteva 2009], followed by
Andrés Otero’s [Otero 2014]. Several other works, both at Undergraduate and Master level,
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have been and are still involved in this line; those most actively contributing to this PhD were
developed by Gallego [2014] and Mora [2011, 2013] This on-going effort on Reconfigurable
Systems was complemented with the adaptive embedded systems research line opened in the
group, being this the first PhD dissertation on the subject. Therefore, the work developed by
the author does not deal with DPR itself, but with using the tools and methodologies provided
by work colleagues towards the integration of bio-inspired adaptation in embedded systems.
The tools and methodologies mentioned have been created in order to be applied to the design
and implementation of reconfigurable computing systems in general, but specific features
addressing evolvable systems have also been introduced, being part of this joined effort.
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8.2 State of the Art in Evolutionary Structural

Adaptation in FPGAs

Chapter 5 featured an introduction, classification and general analysis of the current State of
the Art in evolvable systems in FPGAs. This section briefly reviews it, makes some comments
regarding structural adaptation using EHW and further extends the survey of the state of
the art with a specific section dealing with evolutionary fault recovery. For a more in-depth
description of the State of the Art, the interested reader is redirected back to the different
sections in Chapter 5.

The brief analysis of the state of the art featured in this Chapter focuses on evolvable
digital systems in which the full system is implemented in the FPGA, including EA and fitness
calculation so no external tools are needed such as a PC running the EA. Therefore, the focus
is on internal reconfiguration, which is a must for the target adaptive embedded systems with
autonomous adaptation and self-healing characteristics. Table 8.1 gathers the main published
works in the subject from the last years, classifying them according to several categories. This
table was already introduced in Chapter 5, but it is repeated in here for readers’ convenience
and further analysis. It clearly shows how most of the design efforts have been tackled using
VRCs so far. Since this chapter deals with structural adaptation (circuit structure is changed,
so new circuits are designed by evolution), in the following, just the works dealing with circuit
structure adaptation are analysed, not those where just a set of register values is optimised.
Both native and virtual reconfiguration approaches are taken into account. Besides, as a side
effect of this adaptation capabilities, fault tolerance and self-healing capabilities are supposed
to be somehow inherent characteristics of the final system, so related work dealing with this
issues is also introduced.

Regarding adaptive image processing as a particular application of adaptive systems, which
is a highly active field of research, it has usually been addressed using more advanced (complex)
filtering techniques (such as switching filters or adaptive median filters [Astola et al. 1999;
Sonka et al. 2007]). This approach is not considered in here, since these filters are much more
complex than the filters that can be embedded into the proposed processing array. Besides, our
approach deals with the adaptation of the system as a whole, designing automatically, and
on-line, new candidate filters, as opposed to most of the techniques proposed within classical
linear and non-linear filter theory which require an on-the-fly adaptation to the local properties
of the signal as this is being filtered (for example checking for singularities to adapt to) as
was analysed in Chapter 7. Therefore, the analysis is based on bio-inspiration as a source for
adaptation, since it might be useful to address different types of unexpected changes within
the system environment.
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Table 8.1: FPGA implementations of evolvable digital systems.

Reference Application Platform EA Fitness

External reconfiguration

[Thompson 1996b] Tone discriminator XC6216 logic PC PC
[Huelsbergen et al. 1999] Oscillators XC6216 logic PC PC
[Koza et al. 1999] Sorting networks XC6216 logic PC HW
[Zhang et al. 2004] Image filters VRC @ XCV1000 HW HW
[Gordon 2005] Arithmetic circuits Virtex CLB PC PC
[Gwaltney et al. 2005] IIR filters VRC @ XCV600E DSP DSP
[Oreifej et al. 2007] FTa arith.b circuits Virtex II Pro logic PC PC

Internal reconfiguration

[Tufte et al. 2000] FIR filters Register values HW HW
[Sekanina et al. 2004] Logic circuits VRC @ XC2V3000 HW HW
[Martinek et al. 2005] Image filters VRC @ XC2V3000 HW HW
[Salomon et al. 2006] Hash functions VRC @ XC4VFX20 HW HW
[Upegui et al. 2006] RBNc/Cellular automaton Virtex II CLB & ICAP MicroBlaze MicroBlaze
[Vasicek et al. 2007b] Image filters VRC @ XC2VP50 PowerPC HW
[Glette et al. 2007] Sonar spectrum classif.d VRC @ XC2VP30 PowerPC HW
[Wang et al. 2007] Arith. circuits VRC @ XCV2000E HW 2×HW
[Vasicek et al. 2008a] CGP accelerator VRC @ XC2VP50 PowerPC HW
[Glette 2008] Face image classif. VRC @ XC2VP30 MicroBlaze HW
[Wang et al. 2008] Image filters, classif. VRC @ XCV2000E HW HW
[Vasicek et al. 2008b] Mult. Const. Coeff. Mult.e VRC @ XC2VP50 HW HW
[Glette et al. 2009] Face classifiers SRLsf @ XC2VP PowerPC/MicroBlaze HW
[Vasicek et al. 2010] CGP accelerator VRC @ XC5VFX100T PowerPC 4×HW
[Cancare et al. 2010] Small comb. circuits Virtex 4 logic & ICAP PowerPC HW
[Cancare et al. 2012] UCIg Classifiers Virtex 4 logic & ICAP PowerPC HW
[Bartolini et al. 2013] NAh SRLs-CFGLUT5

i@ Virtex 5 MicroBlaze HW
[Dobai et al. 2013a] Image filters VRC&Module-based-DPRj @ Zynq-7000 ARM Cortex-A9 HW
[Glette et al. 2014] Face/sonar classif. LUT-based-DPRk @ Virtex (ICAP) MicroBlaze HW
[Dobai et al. 2015] Image filters VRC&LUT-based-DPR (PCAP) @ Zynq-7000 ARM Cortex-A9 HW
[Mora et al. 2015] Image filters LUT-based-DPR (ICAP) @ Virtex 5 MicroBlaze HW

a Fault Tolerant b Arithmetic c Random Boolean Networks d Classifiers e Multiple Constant Coefficient Multipliers
f Shift Register LUTs (various Xilinx FPGAs) g UC Irvine Machine Learning Repository: http://archive.ics.uci.edu/ml/
h Work is focused on the architecture and approach of the holistic framework, so no new evolution is performed; it just reports resource
implementation results and performance i CFGLUT5 is a Xilinx library primitive to be used at runtime to change LUTs functionality
j Module-based-DPR refers to reconfiguration using partial bitstream describing functional modules. Xilinx module-based reconfigura-
tion methodology is required k LUT-based-DPR refers to lookup table dynamic partial reconfiguration achieved through changing LUT
configuration data by direct bitstream manipulation.

8.2.1 Structural adaptation using VRCs

Evolution of VRCs rely on CGP, which, as analysed, was created to allow the evolution of
digital circuits at the gate level as an extension of GP. It describes a digital circuit as a directed
graph, with a simple integer genotype that describes the functionality and connections of each
node of the tree. The term Cartesian resembles the spatial placement of the processing nodes
in a grid where each node can be accessed through its Cartesian coordinates. It often uses a
simple Evolutionary Strategy (ES) with small populations of 1 parent and between 4 and 10

children. Mutation at low rates is the only evolutionary operator since recombination does not
seem to affect the search in an effective manner [Miller 1999a].

Further works extended CGP to functional level [Sekanina 2004] where instead of logic gates,
CGP operates with higher level components such as adders, comparators, shifters, etc. This
proposal has been successfully applied to the evolution of image operators directly in FPGAs,
whether the EA is running on a processor embedded in the device [Vasicek et al. 2007b] or as
a complete hardware implementation [Sekanina et al. 2008a]. The mutation rate reported to
be optimal for this task is 5% of the chromosome size, for a genotype length of 384 bits (VRC
sized 8x4 functional blocks).

http://archive.ics.uci.edu/ml/
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The proposal found in Zhang et al. [2004] addresses a specific genotype-phenotype mapping
inspired by enzyme biology which makes use of an implicit context representation so evolution
of the system is independent of the position of genes within the chromosome.

8.2.2 Structural adaptation using native reconfiguration

Regarding the use of native reconfiguration in FPGAs, direct bitstream manipulation was
initially proposed by Adrian Thompson who worked with currently obsolete XC6200 Xilinx
chips where any (even randomly created) bitstreams were allowed to be used [Thompson
1996b].

The XC6200 family was later replaced by the Virtex family in which the possibilities for direct
evolution of configurations were restricted. Some attempts to implement evolvable systems
were reported using JBits (a set of Java classes which provided an easy way to read and modify
configuration bitstreams [Hollingworth et al. 2000]). JBits did not receive enough support to
become a widely accepted standard, so research using it ceased.

Later platforms utilized the Internal Configuration Access Port (ICAP) that allowed the
FPGA to be reconfigured internally. In Torresen et al. [2008], a data classification system based
on a set of FUs is proposed. Flexibility is achieved by changing the number of functional units
used in each CDM of the classifier, choosing between different pre-synthesized configurations
that differ in the number of FUs, using DPR. However, only a reduced set of experiments was
performed since system frequency was very slow to build up feasible EHW systems. This is
mainly due to the large granularity of the reconfigurable regions and the state of development
of the ICAP port and control module, without further improvements.

Upegui and Sanchez used ICAP to manipulate only the LUT contents (in one dimension)
while keeping a fixed routing to perform parametric tuning [Upegui et al. 2006]. This work is
also covered in Upegui’s PhD thesis [Upegui 2006], where another approach is also introduced:
changing some configurable modules of a neural network, to adapt the processing structure.
This approach, which also makes use of ICAP to perform reconfiguration, is mainly constrained
by its very specific purpose and the coarse granularity of the modules.

A different approach is proposed in Glette et al. [2009] which exploits the SRL behavior
of some Virtex devices LUTs to change its logic, without using the standard reconfiguration
interface, ICAP. In this case, the reconfiguration process is carried out by directly shifting
the configuration bits into the LUTs. This alternative achieves higher reconfiguration speed,
reducing the overhead compared with VRCs. However, the solution is very device dependent,
and reconfigurability is limited to adapt LUT functions. Furthermore, only 25% of the Virtex-5
LUTs has this behaviour.

More recently, Cancare, Santambrogio and Sciuto, following a direct bitstream manipulation
approach using CGP with static routing, extended that concept to two dimensions, thus
exploring the capabilities of recent Virtex 4 devices [Cancare et al. 2010]. In this case,
reconfiguration is achieved by changing the values stored in the LUTs to change its functionality,
as well as the communication channels. Although a hierarchical strategy is also introduced
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to deal with the scalability problem due to the size of the search space, however, only small
circuits such as an 8-bit parity generator or 4-bit counter were evolved.

In the last years, once this thesis work was finished, hybrid VRC-DPR methods were
proposed to overcome some of the limitations of both approaches. In these works, connectivity
among PEs still relies on VRCs; however, in Dobai et al. [2013a] PEs are reconfigured through
PCAP using partial bitstreams while in Dobai et al. [2014, 2015] DPR-based LUT reconfiguration
is used. The former approach uses PEs featured by their partial bitstreams, which are stored
in an external library and reconfigured using new Xilinx 7-series PCAP reconfiguration port
following Xilinx module-based reconfiguration flow. And the latter uses LUTs as approximate
function generators that are reconfigured by direct bitstream manipulation following Xilinx
difference-based reconfiguration flow. This DPR-based LUTs reconfiguration approach has also
been applied to the evolvable platform reported in this dissertation in order to improve its
implementation [Mora et al. 2015]. It is an on-going work that builds up on the results and
follow-ups presented in this dissertation, which will be conveniently introduced in section 8.5.

This thesis proposes a similar approach to that in Dobai et al. [2013a] but using ICAP for
Virtex 5 devices, which was the only internal reconfiguration port available to date.

8.2.3 Evolutionary-based autonomous fault recovery in FPGAs

Autonomous fault recovery is an integral part of a proper self-healing mechanism, without
which, no such healing would ever be possible. These faults can be transient or permanent,
which, at the same time, can also be cumulative. The main objective is trying to minimize
the degradation effects these faults have in the operation of the system in order to reinforce
its reliability. Therefore, the overall effect might be stated as increasing system’s lifetime. A
recent survey on autonomous fault recovery in FPGAs [Parris et al. 2011] features a very
complete analysis of the different autonomous fault recovery strategies for FPGAS. The analysis,
classification and terminology used in this dissertation is in conformity to that work.

The different fault recovery methods can be classified as manufacturer-provided or user-
provided. The former methods deal with modifications to the FPGA architecture itself to tolerate
faults from the manufacturing process or faults occurring during the life of the device, so
the user (designer) has no actual way to somehow participate in the process. However, user-
provided methods rely on the designer’s proposals and implementations. They can be further
divided into active and passive methods, based on whether the configuration of the FPGA can
change or not at runtime. Passive methods try to mask the faults at the output, by using
strategies such as TMR. By the contrary, active methods try to modify the configuration of the
FPGA to overcome the faults in order to increase system reliability and resilience by adapting
to these faults.

Figure 8.1, from Parris et al. [2011], further classifies active fault handling methods. The left
side of the figure deals with a priori allocations, a method that assigns spare resources during
design-time which are independent of the possible fault locations that may arise at runtime.
They are based on the regularity of FPGA’s architecture where redundant structures can be
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Figure 8.1: Overview of active fault-handling methods in FPGAs. Redrawn from Parris et al. [2011].

implemented. These redundancy structures can either be based on spare configurations or spare-
resources; the former method requires designers to generate alternative FPGA configurations
during design-time to account for faults that may eventually occur, while the latter implement
spare resources into the design to tolerate faults after locating them at runtime by remapping
and rerouting techniques utilizing those spare resources.

Another possibility (right branch in Figure 8.1) is the utilization of dynamic recovery processes,
which involve the online allocation of spare resources or the modification of the device
configuration at runtime, and always after detecting a fault. No doubt these approaches are far
more flexible, but some extra processing time is necessary to come up with a new configuration
or set of spare resources to overcome the fault. These fault recovery mechanisms can be
classified in offline and online methods. The difference between them resides in the system
being able to hold or not data throughput during recovery, which directly affects its availability.
Within these active techniques, just offline recovery methods are considered herein, which
means the device cannot hold data throughput while healing itself. Online techniques, such
as redundancy-based ones like TMR or some online BIST techniques are not considered here.
Therefore, the analysis of the related work is focused on the use of EAs and reconfiguration
techniques to provide the system with dynamic, offline, fault recovery capabilities, which is the
approach followed in this PhD’s work.

Although not self-healing, probably the first attempt to evolve systems inherently insensitive
to faults was done in Thompson [1995]. Similarly, Tyrrell et al. [2001] demonstrates the inherent
fault tolerance capability of EHW, able to create useful redundancy on its own.

In Keymeulen et al. [2000], two methods for achieving fault tolerance in a design previously
evolved with a GA are compared; one based on including explicit fault information on the
fitness definition, and the other based on the evolved population which uses the implicit
information accumulated during generations by the GA. Preliminary experiments for more
complex circuits were reported using ad-hoc simulators and stuck-at fault models. Evolutionary
recovery of one module in an n-voting TMR system is shown in Vigander [2001] for a 4-bit
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multiplier using a relatively simple FPGA computer simulator. Also, functional recovery at
CLB/LUT configuration bitstream level (up to 1000 bits long) of a quadrature decoder after
injection of a stuck-at-zero fault was accomplished in Lohn et al. [2003], but just preliminary
results for intrinsic evolution were shown.

Regarding the use of performance information for the EA at resource or configuration level,
a method using the configuration performance information is reported in DeMara et al. [2005].
A refinement on both these last two references is shown in Oreifej et al. [2006]. It presents a GA-
based evolution scheme using Combinatorial Group Testing [Du et al. 2000] to show the benefits
of utilising location information of the faulty resources to reduce the search space. Besides,
evolution is shown to be expedited if previous populations of partially or fully functional
individuals are used instead of beginning from scratch. Test case is a 3× 2-bit multiplier using
a simulator at CLB/LUT level. In Sekanina [2007], a 1-bit full adder and a 2-bit multiplier are
used as test circuits for the VRC case at logic function level, considering faults only in the
configuration memory. Again, a heuristically seeded EA exhibits more stable behaviour than a
randomly seeded one.

Analog circuit self-recovery for reconfigurable analog and mixed-signal circuits was
investigated in Zebulum et al. [2003], Stoica et al. [2004a] and lately in Keymeulen et al.
[2008b]. Authors report a custom SRAA with continuous temperature compensation able to
adjust system parameters as well as evolving new connections when faults occur. In Oreifej
et al. [2007], direct bitstream manipulation of a VirtexII Pro device, with a GA running on
a PC, was proved valid for full design and repair of a 4-bit adder. Garvie [2005] extended
TMR+Scrubbing (periodical refresh of the configuration memory) with Jiggling. The intention
is to repair permanent damage in one module using the two healthy ones as a healthy reference
signal for the evolutionary design of the faulty one. Autonomous self-repair for evolvable image
filtering was also investigated for VRC-based circuits in Reddy et al. [2008]. DeMara [DeMara
et al. 2010] used DPR with a PC-implemented GA to restore a configuration of 8 LUTs that
were preselected as the most important ones in an implementation of Sobel edge detector.

Contrary to all these works, this approach is to the best of author’s knowledge, the first
EHW-based autonomous, self-healing processing architecture embedded in a SoPC up to the
date this work was initially published in Salvador et al. [2011c]. Fault tolerance analysis is just
focused in the processing array, as mentioned in the introduction of this chapter to be one of
the objectives of this work, i.e., checking the evolvability of the architecture itself. Therefore,
other fault tolerance techniques are perfectly compatible with this proposal to be used for other
modules within the system, which could help achieving online recovery capabilities.
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8.3 Self-Adaptive Platform for Evolutionary

Structural Adaptation of Hardware Processing

Cores

8.3.1 System level description

The platform, Figure 8.2, which is based on an FPGA SoC architecture, contains a set of IP
cores connected through a common bus interface; one of the IPs, the Computing Engine (CE), is
adaptive. An adaptive IP core is a standard IP core with the capability of adjusting its internal
processing features as commanded by an Adaptation Engine (AE). This AE acts upon the
measured adaptive module performance, to try to fulfil the requirements within a changing
operating environment. In this proposal, the AE is, again, an EA.

Main modules are therefore the AE, the CE and a Reconfiguration Engine (RE). The CE is a
processing matrix, which is (re)configured by the RE during the adaptation process by using the
DPR features of the FPGA. The combination of self-reconfiguration by using the internal ICAP
configuration port and an EA provides the system with the required adaptation capabilities.
An embedded MicroBlaze processor runs the system software that includes the control of
the adaptive hardware core, both at run and adaptation time. Hence, this microprocessor,
among various other different tasks, runs the EA which proposes new candidate solutions of
the component and issues the required commands to evaluate the population. This process of
evaluation involves the reconfiguration of the processing matrix with the candidate solutions so
it also issues the required reconfiguration commands to configure it accordingly. A peripheral

Figure 8.2: System level architecture of the evolvable platform: structural self-adaptation. It is
implemented in an FPGA-based SoC by integrating different IP cores, mainly: a Computing Engine that provides
adaptive processing features; a Reconfiguration Engine in charge of issuing the required low-level reconfiguration
commands to manage the process of reconfiguration; and an EA running on an embedded microprocessor soft core.
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Figure 8.3: Processing architecture of the Computing Engine. Processing matrix featuring a highly regular
and parallel 2D array of PEs arranged as a systolic structure.

for HW fitness Evaluation of candidate solutions can also be observed, as well as tightly
coupled on-chip RAM memory that stores the training data to contribute to the acceleration of
candidates evaluation compared to using off-chip memories.

The CE architecture is a highly regular, parallel, 2D mesh-type array of A×B
(rows×columns) processing nodes, or Processing Elements (PEs), organised as a systolic
structure that features fixed, local, inter-node connectivity restricted to the four closest
neighbours (North, South, East, West), as shown in Figure 8.3. This is in opposition to typical
CGP-based architectures, where connectivity is not fixed, although there are some restrictions
that limit the degree of flexibility as analysed in Section 5.4.1. In particular, the evolutionary
connection strategy in CGP-based circuits makes the data front to propagate in a somehow
pseudo-2D fashion, since the actual data propagation is just from left to right; i.e., just horizontal,
and not vertical connections are allowed within a very same PE column. By the contrary, the
architecture of the CE proposed in this work is a truly 2D processing structure, where the data
front effectively propagates in a 2D fashion. Given the application is image filtering, the input
to the array is obtained as in typical image convolution, kernel-based filters; a moving square
window sized, in this case, 3 × 3 pixels. However, there is no predefined routing from the
window to the input PEs. By the contrary, each input PE has an associated 9-to-1 multiplexer
so that circuit inputs are also under evolutionary control. The output of the array is obtained
from any of the east (right-side) PEs, by using an A-input (A is the number of rows in the array)
multiplexer controlled by evolution.

Internally, each PE can be dynamically configured to have different functionality and input
mapping, so although inter-node connections are fixed, a certain flexibility in the adaptation
of the data transmission flow is allowed. This feature is essential in terms of fault tolerance,
as it will be demonstrated afterwards. Unlike VRC-based CGP architectures, fixed connections
and a single function is implemented in each PE at any given time, eliminating the area and
timing penalties of having the whole library. Each combination of functions and connections
is pre-synthesized and stored as independent modules in the PE library, defined by their
partial bitstreams. The proposed architecture is a generic evolvable processing framework, so
its suitability for different processing tasks depends on the chosen library. Once the library is
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defined, in order to achieve adaptation, the PEs have to be configured in the required positions
of the matrix as the EA dictates. This process can be seen as placing pieces in a puzzle. For each
piece (PE to reconfigure) the RE places the required element as commanded by the EA running
in the processor in the correct position of the matrix. This RE acts as an interface hiding the
reconfiguration details as much as possible to the designer.

Regarding the RE, this is the module in charge of managing the DPR process of the
CE. Reconfiguration time for adaptation is kept low because low mutation rates in the EA
produce few PEs to reconfigure, as suggested in CGP, which is the reference EA selected as a
source of inspiration for this work. Also, unlike the standard Xilinx module, this improved RE
implemented in HW allows for read-back and re-allocation to be performed, reducing this way
external memory accesses when moving/copying one PE from one position to another within
the array. Besides, the ICAP was over-clocked at up to 200 MHz and attached to an external
DDR2 memory through a fast Xilinx NPI channel to accelerate the memory access process.
Each PE from the library is loaded in a DDR2 RAM memory from a non-volatile flash memory
during system start-up, in order to accelerate the reconfiguration process.

It is worth noting how the reconfiguration tools and methodology used in this work
were conceived with a focus on device independence as much as possible, so a lesser device
dependent solution is proposed, as compared to other works previously analysed. Whether it
is true of course that this solution does depend on a particular device, it is also true that this
proposal diminishes this dependence as shown in Otero et al. [2010]. Basically, the tool used
to build each PE bitstream automatically, DREAMS tool [Otero et al. 2012], carries out, starting
from the conventional netlists generated by vendor tools, all the necessary transformations to
be utilised in the evolvable hardware platform. In case the target device changes, new partial
bitstreams can be automatically generated by just relaunching the tool. RE is further described
in Section 8.3.3.

The following sections describe each of the system modules in detail, with a special emphasis
on the architecture and design process of the CE. Regarding the architecture of the PEs, starting
from the conceptual initial proposal, the implications that a set of architectural refinements
over it have on the genotype, are analysed too.

8.3.2 Computing Engine architecture and genotype design

This section addresses the design process given towards the definition of a suitable architecture
for the processing matrix of the CE. First, a discussion on the features of the selected architecture
is held, which motivates the proposal and introduces the requirements for its implementation.
Along the discussion, differences with VRC-based CGP implementations are introduced. Once
this general overview is given, the design of the PEs is illustrated, starting from an architectural
concept inspired by VRCs. This is progressively adapted throughout the subsequent design
steps until an optimised architecture organization, from the reconfiguration and evolution points
of view, is achieved. As different optimizations to the original architecture are proposed,
consequent changes and their impact in the genetic representation of the individuals are
analysed.
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Figure 8.4: Reconfigurable array of Processing Elements. The figure depicts the proposed mesh-type array
of reconfigurable PEs. The locality of the connections is clearly shown in the figure, with just closest-neighbours
connectivity among PEs.

8.3.2.1 Processing matrix architecture

Figure 8.4 shows the proposed processing matrix, which is an A×B array of PEs connected
in a mesh-type fashion. The functionality of each PE can be selected from a predefined set
stored in an external library of PEs and reconfigured in any position of the array. This way, the
array can be seen as a blank template in which mapping different computational behaviours,
globally defined by the combined effect of the PEs configured in each of its positions. The
underlying architectural template of the array defines a fixed connectivity structure among
PEs, which is restricted to local, short interconnections with the four closest neighbours, i.e.,
those placed North, South, East and West. Despite this fixed connectivity, a true data processing
front adaptation is possible given the definition of the PEs, as will be analysed below.

The final objective is to obtain an architecture with native FPGA reconfiguration, without
the need of a redundant virtual reconfiguration layer in the form of a VRC. One of the main
advantages of a VRC is that it can be designed specifically for each application. However,
with the proposed library of partially reconfigurable and re-allocatable components it was
expected that the system would be able to cope with a similar degree of adaptation to
the application at hand as compared to using VRCs. The library is somehow application
specific, but its constituent components are widely used, generic, simple operators that
might be efficiently used in different applications, as the universality of its usage in many
processing algorithms/structures suggests. Main features provided by such an architecture,
viz., modularity, regularity, locality and parallelism, are addressed below. These are analysed
in depth in the context of dynamically scalable architectures in Otero [2014].

• Modularity. This feature refers to the capability of splitting up a complex system into
simpler, self-contained sub-systems, or modules. Therefore, if clear interfaces are defined



8.3 Self-Adaptive Platform for Evolutionary Structural Adaptation of Hardware Processing Cores 261

for the modules, a complex system can be easily built up by combining several modules
together, which can communicate with any other peer given the common interface they
all share. Overall system design effort can be reduced if a modular system is built, given
the ease of integration offered by the modules, which can be individually designed,
implemented and verified. This way, resource usage and design cost might be improved.
From the point of view of this work, considering the modules are reconfigurable PEs,
modularity enables:

– Independent design and validation of each PE.
– PE reuse in different positions of the processing array of a CE or in different CEs. This

enables a great range of possible CE functionalities only limited by the joint
computational power of the whole set of PEs available in the library.

– Reduction of the storage requirements for the configuration information. Further exploiting
PE reuse, complete configurations of the CE can be efficiently stored in the system if
needed since the computational behaviour is synthesised online from the available set
of PEs in the library. The memory footprint of the system can be reduced this way,
without affecting adaptability.

– Adaptation time reduction. In order to change the computational behaviour of the CE,
instead of reconfiguring the whole CE, only the differing PEs between two different
configurations have to be reconfigured; hence, the common ones remain unchanged
and total reconfiguration time is reduced.

• Regularity. It defines the degree of similarity among the different modules of a system.
This way, evenly arranged, symmetrical structures can be built up by conforming together
several structurally identical modules. Structural regularity is highly related to modularity,
for the former somehow easing the latter, since that (regularity) affects how an architecture
is modularised; the more regular the modules are, the easier to build up a complex
modular system from them. In the case of the proposed CE, regularity is exploited to its
maximum so a homogeneous modular architecture results from the highly regular PEs
used to build it up. The PEs stored in the library are just defined by their functionality, i.e.,
they contain no information regarding their placement in the array; this makes bitstream
sizes to be smaller too. Hence, a relocation mechanism is needed in the RE in order to
conveniently exploit PEs regularity by being able to reconfigure them in any position of
the array. As a consequence of regularity and relocation, the following advantages are
obtained:

– Increased design productivity. This is due to the resulting simple reuse strategy.
– Reduced memory footprint. If relocation is available, the RE retrieves partial bitstreams

featuring PEs from the library and conveniently instantiate them in the required
position of the array, by adding the missing configuration information to the partial
bitstreams on-the-fly.

• Locality. It is the degree of proximity to which data travels within the architecture among
the different modules what is meant by this feature. This a very important factor to be
considered in VLSI design, and is one of the reasons of the computing efficiency of spatial
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computing as introduced in Chapter 4. Without loss of generality, the longer the distance
a signal must travel in order to reach its destination, the higher the time it will take
and hence the slower the overall system will be. Besides, the energy required for such
data transfers will also be higher so more energy will be needed to perform the actual
computations. Also, the area required for long distance routing has to be considered.
Therefore, it can be concluded how a higher degree of locality that minimises global in
favour of local wiring, contributes to a more efficient architecture in terms of area, delay
and power consumption. The architecture for the CE proposed in this work features one
of the generic VLSI processing structures that most intensively exploits data locality; a
regular processing array in which connectivity is restricted to adjacent elements. However,
not only the conceptual processing architecture at a high level, i.e., at the array level,
is important, but its layout, placement and routing within the dedicated configurable
resources at low level, i.e., at PE level. Hence, the implementation architecture of each
reconfigurable module and the physical communication resources instantiated for their
interfaces, are of extreme importance. This has to be considered when designing the
system in order to minimise global wiring and excessive long-distance storage elements,
since it also shapes how an algorithm is mapped to such an architecture. The DPR
methodology followed also proposes a specific communication infrastructure for the PEs,
which have common borders to share data with their neighbour peers. Besides, less global
signals that usually travel long distances do exist in the system, which simplifies design
from the DPR point of view. In summary, locality enables:

– Reduced area cost due to routing.
– Increased energy efficiency due to reduced energy consumption.
– Increased maximum operating frequency associated to reduced signal delay.
– Simplified design in terms of DPR methodology. This is due to long signals crossing

reconfigurable regions being disfavoured, while promoting intensive data locality.

• Parallelism. This is probably one of the most salient features of spatial computing, and
one of the most explicitly known by hardware designers. It is related with the number
of functional modules able to perform computations at the same time. So it defines the
degree of simultaneous operations supported, i.e., the degree of concurrent processing
achievable by a given architecture. The higher the degree of concurrency, or parallelism,
the higher the throughput rate that might be obtained. According to the standard Flynn’s
taxonomy [Flynn 1966], the CE architecture proposed in this work can be classified as a
Multiple Instruction Stream-Multiple Data Stream (MIMD) computing system. Therefore,
what the high degree of parallelism of the array offers is:

– High processing throughput for data intensive applications. This is reinforced by the
replication capability of PEs in any position of the array, so more PEs can be
instantiated at a time and working concurrently, thus increasing throughput.

Once the architecture of the CE has been introduced, before going on with the definition
of the PEs, a short discussion on some of the architecture features is maintained in order to
emphasize main proposals of this work.
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As already analysed, the flexible connectivity scheme in VRC-based CGP circuits may
produce an overhead in area and in signal delay propagation. The area overhead might be
(this is configuration dependent) even higher than the logic itself [Mora et al. 2015]. On
the other side, long connections between distant PEs in VRC-based CGP implementations
in FPGAs might degrade propagation time, reducing overall frequency of the circuit. With
these limitations in mind, the question is if it would be possible to have sufficient flexibility
with a more restrictive underlying architecture, such as the case of systolic arrays where signals
propagate from neighbour to neighbour as already introduced, which favours lower delays and
thus higher operating frequencies Connectivity is therefore restricted in the CE proposed but,
since some PEs are devoted to simply passing signals from PE to PE, i.e., implementing an
identity function, a relative routing flexibility is obtained.

Moreover, systolic arrays have been widely used for long in a wide range of VLSI signal
processing applications [Fountain 1987; Kung 1985]. Instead of being considered as an inflexible
architecture, an efficient mapping from algorithm to hardware implementation over systolic
arrays can be obtained by defining an adequate set of PEs for its nodes and the required timing
and synchronisation. Therefore, the adaptability of the array to implement different processing
tasks depends on the set of PEs in the library and, also in this case, on the search efficiency of
the AE.

The reason to propose such a processing architecture for the CE is twofold. On the one
hand, a DPR-friendly architecture is proposed with the downside of more restrictive routing,
which is counterbalanced by the PEs themselves, but expected to incur in lower area and
delay overheads as compared to a VRC. Ideally, if the length of the connections among PEs
is short enough, which requires a highly efficient use of the reconfigurable resources needed
to implement the PEs, operating frequency should be closed to the maximum achievable by
the device. This would improve both system throughput and self-adaptation (evolution) time.
On the other hand, a widely accepted processing architecture used for VLSI data intensive
applications, whose functionality is usually fixed by design, is proposed as a 2D computing
template, featured by an array of configurable processing nodes, over which evolving different
computational behaviours online. Given a set of possible reconfigurable PEs for the nodes,
an EA will search for configurations of the array that recover from environmental changes
that disrupt processing performance. The architecture is therefore exercised to check for its
degree of adaptability in responding to diverse changes in the environment while continuing
to optimise its computing performance.

8.3.2.2 PEs definition, architecture and genotype design

Contrary to previously proposed CGP inspired architectures, as mentioned above, this 2D
vertical and horizontal connection scheme is fixed, i.e., no inter-node connectivity adaptation is
allowed, in order to constrain the search space dimensionality and to simplify the design of the
architecture from the reconfiguration point of view. Besides, it is this very specific architecture
that wants to be exercised and its adaptiveness by evolution checked; also, its potential to
achieve the maximum operating frequency possible for the device wants to be exploited with
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Figure 8.5: Processing Element. Figure shows the internal design of each PE. It shows a conceptual view of the
PE, which consists of a Functional Block (FB) and the associated routing in the input (and output), both of which
are the elements that actually provide functional and connection adaptation, and a register (R) in the output.

the minimum sacrifice in flexibility. The initial PE is composed of a Functional Block (FB), some
additional routing logic and a flip-flop as shown in Figure 8.5. Each PE is a basic computational
unit which operates on its North and West inputs to produce the East and South outputs
in one clock cycle (there is one cycle delay due to the pipeline register). The resulting PE-FB
connection mapping allows to make certain data processing front adaptation possible by letting
the inputs/outputs of each FB to be connected to any of the inputs/outputs of its associated
PE. This way, a certain evolution of the data processing flow is possible, while keeping actual
inter-node connectivity fixed within the whole array, effectively reducing the search space
dimensionality while maintaining some degree of flexibility.

In initial versions of the array, there was one Bus Macro [Xilinx Inc. 2012a] for each port
of the PE, (N,S,E,W), which worked as the anchoring point of the pieces of the puzzle. Bus-
macros are, as cited in Otero et al. [2011b], “[. . .] fixed-position communication structures that
guarantee that the same signals use the same resources of the FPGA, allowing stable connections between
reconfigurable and fixed regions on the device [. . .]”. This way, one PE can be safely replaced by
another one since all of them share common connection interfaces. Besides these bus-macros, to
allow communication with the static part of the platform, some others have also been included
in the borders of the architecture for data input to and data output from the CE. In newer
versions of this platform, Bus Macros have been eliminated, saving resources and reducing the
delay as will be shown in Section 8.5, where an improved implementation for the PEs based on
LUTs reconfiguration is also included.

Candidate circuit evaluation requires the region of the FPGA containing the processing
matrix to be reconfigured. As introduced previously, this process can be abstracted as replacing
pieces in a puzzle. For each piece to allocate (PE to reconfigure) the RE indexes the library to
retrieve the required PE as expressed by each gene in the chromosome, placing it in the correct
position of the matrix (puzzle). Getting inspiration from CGP as a valuable EA to evolve similar
VRC-based architectures, a CGP-like encoding could be defined. In any case, there exist two
possibilities to design the genotype according to its encoding:

• Binary encoding. Following the way typical VRC implementations of CGP circuits define
encoding, each PE could be encoded as a string of bits representing integer genes, which
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Table 8.2: Original set of functions proposed and used by Vasicek and Sekanina [Vasicek et al. 2007c].

# Function Description

1 255 Constant
2 x Identity
3 255 − x Inversion
4 x∨ y Bitwise OR
5 x̄∨ y Bitwise x̄ OR y
6 x∧ y Bitwise AND
7 x∧ y Bitwise NAND
8 x⊕ y Bitwise XOR
9 x� 1 Right shift by 1

10 x� 2 Right shift by 2

11 (x� 4)∨ (y� 4) Swap nibbles
12 x+ y Addition
13 x+S y Addition with saturation
14 (x+ y)� 1 Average
15 max(x,y) Maximum
16 min(x,y) Minimum

may act as connection genes or functionality genes for each PE.
• Integer encoding. Since a library of partially reconfigurable components is available, another

genotype can be defined. In this case, each gene is an integer number pointing to a specific
component of the library. Besides, connection genes exist both for the input and the output
multiplexers.

Because of its already proved usefulness, the set of 16 functions chosen to start the design
process from, is the same as the one defined in [Vasicek et al. 2007c], which is reproduced in
Table 8.2 for readers’ convenience.

It has to be noted that the architecture proposed in this work has an (initial) key difference
with the one defined by Vasicek and Sekanina, and it is the existence of the output routing
logic. Why it is tagged as ’initial key difference’ and how this extra degree of freedom is dealt
with is analysed in the following sections. The discussion hold below further elaborates on the
architecture and successively optimises it until the final proposal and set of PEs is introduced.

8.3.2.3 Elaborating on PEs architecture definition

Given the internal structure of each PE, the FB performs a basic operation with its inputs and
delivers the result to the internal pipeline register. The output of this register is connected to
the two outputs of the PE through the output routing logic, which selects whether S or E or
both S and E is/are selected as the active PE output.

As explained previously, each element is defined not only by its functionality but also by
the configuration of its connections. This means that the mapping from the inputs of the
PE (W and N) to the inputs of the FB (X and Y) is specific for each element of the library.
Therefore, if a PE was configured to the function Fi, i.e., PEFi (say, for example, addition, PE+),
four different combinations (FB plus routing logic configuration) could be defined according to
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Figure 8.6: PE-FB connection mapping. Generic internal routing of each PE and connection mapping between
its functional block and its input/output ports.

the configuration of the inputs; 〈FB1

+, FB2

+, FB3

+, FB4

+〉. Each of these four different combinations
maps directly to an element of the aforementioned library. The situation for this intermediate
architecture (as it is being optimised) is shown in Figure 8.6, which features a PE with 2-
input multiplexers and additional routing logic in the output. The following input connection
mapping applies for each (FB,PE) pair, so that the input connectivity of each FBj+ is defined as:

j = 1 =⇒ N→ Y, W → X (8.1)

j = 2 =⇒ N→ X, W → Y (8.2)

j = 3 =⇒ N→ X, N→ Y (8.3)

j = 4 =⇒ W → X, W → Y (8.4)

Therefore, for each PE configured to a specific function Fi, there exist 4 different
combinations according to the configuration of the input multiplexers. A similar analysis
can be applied for the output if Z is routed to S, E or S and E simultaneously. This means there
are another 3 options for each of the 4 input combinations which results in 12 possible different
components existing in the library for each function considered, i.e., for each Fi. This makes
a total of 192 possible components to cover the full range of the 16 possible functionalities.
Following this argument, each gene could be encoded using 8 bits so the implementation cost
of the chromosome for the whole array would be l = A× B× 8 bits. If A = 6,B = 6 (for an
array size similar to the state of the art [Vasicek et al. 2007b], which features a VRC sized 8× 4

nodes) then l = 288 bits if binary encoding was used1.

Optimizing PE/FB connection mapping. If the previous routing proposal is carefully
analysed, some inconsistencies can be observed. For example, a PE located in (row a, column b),
PE(a,b), might be evolved so thatN is mapped to Y; however, PE(a− 1,b), i.e., the PE in the row
above, might have evolved to not route the output Z of the FB to the S port of the PE, making

1Binary encoding is supposed at this stage of the dissertation in order to better illustrate (as compared to an integer
encoding) how the size of the search space is reduced after each refinement to the architecture is done. However, as
will be introduced afterwards, an integer encoding was finally chosen for being more realistic and aligned with the
very nature of the architecture, based on an index-able library of reconfigurable components. In any case, this binary
encoding analysis allows for a more direct comparison with the VRC case, as is also the objective of this work.
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Figure 8.7: PE-FB connection mapping without output multiplexer. Same situation as in Figure 8.6 but with
both outputs of the PE being the same, directly routed from the FB output eliminating the output multiplexer.
Therefore, both PE outputs, S and E, share the result and make it available to their south and east peers.

the connection with the PE below useless. To avoid this, output routing logic is eliminated,
directly connecting the FB output to both ports of the PE. This new routing architecture within
PEs is shown in Figure 8.7.

Now, for each PE configured to a specific function Fi, PEFi , there only exist 4 different
elements according to the configuration of the input multiplexer, since the output routing
has been eliminated. This makes a total of 16× 4 = 64 possible components in the library
for the 16 possible functions. In this case, each gene could be encoded with 6 bits, which
yields l = 6× 6× 6 = 216 bits to encode the whole chromosome, reducing consequently the
design (search) space. This connection optimisation eliminates the need for the output routing
logic, which besides saving resources, avoids the mentioned routing inconsistencies. However,
constraints are imposed to evolution since data flow is somehow a bit more restricted now,
although input routing logic still exists so data flow adaptation remains possible.

The final objective is being able to allocate-deallocate-reallocate, at runtime, different PEs
in the array by means of DPR. To avoid the area overhead introduced by the multiplexers at
the inputs of each FB, all of them are to be eliminated, so a different component will exist in
the library of partial bitstreams for each possible combination of input routing connections and
FB functionality, as explained previously. The granularity and variety of elements should be
defined according to the problem being handled. Although the ideal scenario would be having
an infinite library of PEs, this would turn the search space unmanageable.

Optimizing by eliminating functional redundancies. To refine the architecture further
according to the proposed idea, the set of 16 FBs can be divided in three types according
to the arity2 of each function:

• 0 operand functions
• 1 operand functions
• 2 operand functions

– Commutative

2Number of arguments or operands a function or operation accepts.
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Table 8.3: Set of components in the library. Original set of functions used by Vasicek et al. [2007c]

Code Component Description

f0 N+W N + W (adder)
f1 N << 1 N + N a

f2 W << 1 W + W a

f3 N+SW N + W with saturation
f4 N+SN N + N with saturation a

f5 W +SW W + W with saturation a

f6 (N+W) >> 1 Average
f7 255 Constant
f8 N >> 1 Right shift N by 1

f9 W >> 1 Right shift W by 1

f10 N Identity
f11 W Identity
f12 max(N,W) Maximum
f13 min(N,W) Minimum
f14 N−SW Subtraction with saturation to 0

f15 W −SN Subtraction with saturation to 0

a Improved implementation as a shifter

– Non-commutative

In the case of 2 operand functions, we can further distinguish between commutative and
non-commutative ones. Let consider again the example of the adder, PE+, which, as explained
previously, turns into 4 possible adder components in the library. However, since this is
a symmetric operation, the two adders with input configuration as in Equation (8.1) and
Equation (8.2) are just the same from a functional point of view. Therefore, they are merged
into one single adder component, with default routing configuration as in Equation (8.1),
(N → Y,W → X). Once the set of 16 functions chosen as shown in Table 8.2 was adapted
to the architecture proposed and by applying the optimizations mentioned, the resulting set
of library components raised to 29. This requires 5 bits to encode each gene, which yields
l = 6× 6× 5 = 180 bits to encode the whole chromosome.

After some initial runs of the simulator developed (see Section 8.3.5) an additional reduction
in the number of functions was done, choosing just those reported in Sekanina [2004] that
have a higher degree of utilization for this task. Simulations helped in a quick validation
of this last reduction in the number of functions proposed, which also considered choosing,
preferably, higher rather than lower-level functions, in order to overcome scalability issue as
much as possible. This step involved eliminating all bitwise logical functions, swap and right
shift by 2. The final set of reconfigurable components available in the library was set to 16,
as found in Table 8.3. With this last refinement, the chromosome length is reduced down to
l = 6× 6× 4 = 144 bits.

Finally, Figure 8.8 shows a PE from the reconfiguration point of view. There is one Bus Macro
[Xilinx Inc. 2012a] for each port of the PE (N,S,E,W), which works as the anchoring point in the
pieces of the puzzle. This way, one PE can be replaced by another one since all of them share a
common connection interface defined by these Bus Macros. Initially, each PE was designed to
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Figure 8.8: PE seen from the reconfiguration point of view The FB of each PE is composed of a unique
combination of one functional element from Table 8.3 and each possible combination of input routing connections
for that fi element.

occupy 2 CLB columns × 1 clock region for a Virtex-5 device, i.e., 40 CLBs, which is oversized
to hold the required functionalities. This increased not only the number of resources reserved
for the reconfigurable modules, but also reconfiguration time. However, it greatly simplified
the design process of the first prototype.

8.3.2.4 Input/Output data strategy

While the previous analysis refers to the PEs themselves, the input and output data strategy at
array level is analysed here. In relation to the output, there are A+B output PEs (right/bottom
borders of the array), so the decision of which is the correct one could be let to evolution or
fixed by design to any of the output PEs. As a first approach the right-most, lowest, PE could
be chosen as the matrix output since it seems to be a reasonable decision, given the natural data
flow defined by the architecture.

However, adding a multiplexer in the output, turned out to be a balanced cost-effect (quality
of results vs. cost of implementation) strategy since evolution performed better, as will be shown
in the section dealing with fault tolerance analysis. Therefore, the output of the array is obtained
from any of the east (right-side) PEs, by using an A-input multiplexer controlled by evolution.

Regarding the input, since the intended processing task is kernel-based image
processing/noise filtering, a 3× 3 window is used, to allow for a raster-scan-order processing of
the input image as is typical in this kind of applications. A new window appears at the inputs
in each clock cycle by moving one column to the right of the image. Once the right border of
the image has been reached (which means one complete row has been processed), the moving
window is brought back to the left side of the image and moved one row downwards. It is let to
evolution to decide which pixels of the window are going to be connected to each of the input
PEs (those situated in the left and upper borders). Since the window size is 3× 3, 9 input pixels
are available to enter the array in every clock cycle. This means that each input PE needs an
associated 16-input multiplexer to select one pixel out of the 9 available ones. Figure 8.9 shows
this input data strategy. For the selected array size of 6× 6 PEs, 12 input PEs exist, each of them
with an associated 16-input multiplexer able to select any of the pixels of the 3× 3 window. In
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Figure 8.9: Input/Output data interface to the matrix.

Figure 8.10: 3× 3 moving window.

order to build up the moving window, the circuit shown in Figure 8.10 was designed.

In the genotype space, this configurable input interface requires 4 bits per gene, for a total
of 12 input genes, while the output multiplexer requires 3. This makes the chromosome grow
in 51 bits, up to a total of 195 bits.

8.3.2.5 Improving adaptability and self-tuning timing

The proposed architecture has a fixed set of PEs and inter-node connectivity, which could
lead to define a static circuit latency. However, when a PE is reconfigured, the internal data-
path is modified depending on which inputs that particular PE uses. This means a change
in the internal routing occurs. Besides, the output multiplexer controlled by the EA makes it
impossible to forecast which PE will be selected as the array output (note this behaviour is
intended to provide a better adaptability). Therefore, there is no analytical way to determine
which the correct circuit latency is.

For this reason, a new architecture refinement is proposed to take into account that a
dynamically changing (unknown) circuit needs a dynamically changing latency, which is



8.3 Self-Adaptive Platform for Evolutionary Structural Adaptation of Hardware Processing Cores 271

Figure 8.11: Architecture for self-tuning timing. Several samples of the output data stream are collected at
different clock cycles so that the performance of the circuit for different latencies can be evaluated at a time. An
ordering machine selects the best adapted circuit returning the tuple {Best Fitness, Best Latency}.

adjusted online as the circuit evolves. A first approximation could be to include the latency
in the chromosome so that it might evolve along with circuit structure. However, this would
increase the search space. Therefore, since changing circuit latency means sampling the output
at a different instant, it is easy and not expensive in terms of computing resources to sample at
various, consecutive, instants, replicating the fitness computation unit for each of those latencies.
This way, a dynamic, on-line latency adaptation scheme is obtained for the circuit. Figure 8.11

shows the required architectural modifications.

The new architecture contains several evaluation modules (fitness units) and a best
candidate selector which keeps track of the best associated latency. The input to each fitness
unit (stream of filtered pixels) is sampled in a different clock cycle by the insertion of a simple
shift register. Selection of the best candidate is still done according to its fitness, but now for
each offspring individual several different circuits are tested at once. If L different latency values
are tested, λ× L versions3 of a same circuit are now evaluated in each generation. This involves
replicating the fitness unit L times, but probably valid evolved circuits which are not fitted for
the previous fixed latency may now not pass away since the behavior for different latencies
is checked for a single candidate. The performance of the architecture with and without this
dynamic latency strategy will be checked to show its effectiveness.

8.3.3 Reconfiguration Engine

As introduced previously, this work relies on an available library of reconfigurable PEs featured
by their partial reconfiguration bitstreams. Provided this library, the AE is in charge of evolving
a circuit that uses these PEs to search for a solution to the problem at hand. Therefore, as
already stated, this work does not focus on the design of the DPR infrastructure, but in turn, it
relies on a set of design tools and a low-level architecture and its associated runtime support

3As will be remainded in the following section, λ is the offspring size.
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to make a seamless use of DPR. This section describes the RE that provides the required DPR
support and briefly introduces how partial bitstreams for the reconfigurable PEs are generated.
Figure 8.12 shows the architecture of the RE, whose features are described below, along with a
discussion on their benefits for this work. Further detailed information describing the RE, the
associated set of tools generated and examples of architectures different to this systolic array,
is available in Otero [2014]. The RE is featured by:

• Ease of use and integration. If a seamless use of DPR wants to be made, a module
exposing a simple, yet powerful interface, is needed. This way, main system processor can
easily manage the reconfiguration process without requiring a low-level knowledge of the
reconfiguration mechanism from designers. The RE used provides this feature by offering
a PLB bus system peripheral and a set of drivers featuring an API to the reconfiguration
capabilities of the engine. The designer only needs to provide to the API the PE that it
wants to configure in the array and the position within it.

• Module relocation. It refers to the possibility of moving a given reconfigurable module
from one position in the device to another one; this relocation can be carried out in 1D or
2D regions. According to the CE architecture, the RE needs to be able to reconfigure any
of the available PEs in the library in any position of the array. By having this relocation
capability, there is no need to have a myriad of partial bitstreams available for each PE
of the library and for each possible position in the array. In turn, only a generic, PE
describing each of the 16 possible functionalities is needed. The missing information
regarding the specific position in the array in which it has to be reconfigured is added
on-the-fly at runtime. This feature is provided by having a raw bitstream (without any
other configuration information or command) created off-line and stored in the library,
so that the complete bitstream required for reconfiguration is dynamically composed at
runtime.

• Reconfiguration from off-chip memories. Partial bitstreams are stored in the library of
reconfigurable PEs. This library could use internal BRAM resources or external RAM
(SRAM, SDRAM) or FLASH memories. However, internal BRAM, although being faster,
is a scarce resource that needs to be shared with other modules in the system. Since the
library of PEs might be arbitrarily large so as to address a large range of functionalities,
a non-negligible amount of memory is required for the implementation of a sufficiently
scalable solution; hence, external memories are required. In particular, DDR RAM
memories are supported. They are filled at system startup from the available non-volatile
FLASH memory in the system.

• Module readback and replication. Partial bitstreams can be read-back from the
configuration memory in case they are configured in some position of the device and
have to be replicated in another position. Besides avoiding accesses to external memory to
replicate a module, other uses for this capability can be reconfiguration process debugging,
saving the context of a given reconfigurable region (or complete IP core) and the eventual
extraction of a partial bitstream not available in the library.
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• Reconfiguration throughput. In order to speed up evolution, reconfiguration time has to
be kept as low as possible, which can be ensured by increasing reconfiguration throughput
as much as possible. There are two main factors that affect this time. First, the size of
the partial bitstream file stored in the library, which is proportional to the device area it
reconfigures. Second, the maximum throughput achievable with the reconfiguration port,
which mainly depends on port data width and maximum operating frequency, i.e., on the
available reconfiguration bandwidth, and on the speed (latency) of the external memory
holding the partial bitstreams. The RE addresses the issue of increasing reconfiguration
throughput in a three-fold way. On the one hand, the ICAP port is overclocked to 200

MHz, doubling maximum manufacturer’s value. On the other hand, the RE is enabled to
perform autonomous module readback and replication, as explained above, i.e., reading
data from configuration memory regarding one PE in the array and replicating that PE in
another position of the array; this allows reconfiguring a single PE in multiple positions
without the intervention of the embedded processor. Lastly, a DMA channel is included
in the RE in order for a fast, unattended reading of the reconfiguration bitstreams stored
in external memories. The required RE-level reconfiguration commands (not to confuse
with low-level DPR management) are issued by the embedded processor through the PLB
interface.

• Fault injection by means of DPR. The RE has the ability to introduce different types of
fault models in the configuration memory, which allows to evaluate architectures from
the point of view of fault tolerance. Alternatives like simulation or radiation experiments
are either highly time consuming or expensive and difficult to control, so emulation
usually constitute a previous phase before real radiation experiments are done. In turn,
SEUs, Single Event Transients (SETs) and Multiple Event Upsets (MEUs) can be emulated
by means of bit-flipping some positions of the configuration memory as long as this
memory can be modified at will. If configuration memory is modified this way by the
RE, both logic and routing between configurable elements might be affected, as if the
device was hit by high energy particles and bits within the configuration memory flipped.
The previously described events, viz., SEUs, SETs and MEUs, are called soft events. They
remain unchanged until memory is repaired, i.e., the configuration information is written
again. This process of re-writing the configuration memory in order to repair it, is called
scrubbing, and is one of the standard techniques to provide FPGAs (RC devices in general)
with fault tolerance. In case the information of the faulty positions cannot be reverted, that
is considered to be a permanent fault; please note that this is possible since the described
types of faults can happen both in the configuration memory and in the configurable logic.
To sum up, if the RE is able to inject soft and permanent faults in controlled positions,
fault tolerance evaluation is made possible with no extra overhead in the system. The way
this is handled by this RE does not involve bit-flipping specific positions of the bitstream.
However, the fault injection mechanism requires generating faulty partial bitstreams off-
line, following the same procedure as for any other PE. This way, as well as there are
reconfigurable PEs used for normal system operation, there are also faulty PEs to emulate
fault injection by reconfiguring them in any node of the array.
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Figure 8.12: Hardware Reconfiguration Engine architecture. From Otero [2014].

• Sub-clock region reconfiguration. It refers to the possibility of doing reconfigurations with
a granularity less than the minimum reconfigurable region, which expands a whole clock
region in Xilinx FPGAs. In other words, it allows to reconfigure regions smaller than a
frame, which expands several CLBs height. Therefore, in order to achieve reconfiguration
granularities of 1 CLB that do not affect the rest of the reconfigurable resources associated
to that frame, sub-clock region reconfiguration is enabled by this RE. This also helps in
reducing the footprint of the reconfigurable PEs, i.e., of their reserved area. As introduced
previously, the initial version of the RE did not address sub-clock reconfigurations for
simplicity reasons, with the result of an extra area overhead due to an oversized reserve
of resources. However, further versions of the system, both the final one reported in this
work and all subsequent works derived from these, have greatly decreased the minimum
granularity of reconfiguration supported by the RE for a more efficient use of resources.

• Device portability. It has to do with the implementation of a flexible method that adapts
the RE to new families, in order to provide a seamless DPR methodology and set of
tools, as device independent as possible. The solution provided by the RE achieves
this by the following approach. First, the RE needs a device dependent VHDL package
that is instantiated within the system, where, among others, device specific parameters,
architecture, type and position of reconfigurable elements and the sequence of commands
to compose bitstreams are provided. Lastly, it uses Xilinx-provided HWICAP IP-core
instead of directly dealing with ICAP port at a lower level, since the reconfiguration
process itself is different among devices and families, which is managed by HWICAP.

In order to cope with the above requirements, the architecture in Figure 8.12 is proposed in
Otero [2014] and Otero et al. [2010]. Its main modules are described below:

• System interface. This constitutes the basic interface of the RE with the rest of the system.
As mentioned, the RE is a system peripheral hanging on the PLB system bus. Therefore, it
exposes a set of configuration and command registers to the embedded system processor,
which is in charge of issuing the required commands for its operation. Besides, if no DMA
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link is provided, configuration information can be sent through this interface too.

• DMA link. As in any DMA channel, its functionality allows for data (partial bitstreams
in this case) transfers mostly independent from the processor, which just initiates it by
issuing the required commands. It is a fast, low overhead, read/write FIFO-like link
that uses Xilinx Native Port Interface (NPI) to provide a direct communication channel
with the available external DDR2 RAM memory. In between both, the NPI and the RAM
memory, a Multi Port Memory Controller (MPMC) is in turn in charge of controlling
access to the RAM memory.

• Replication Logic. It is made up by three modules: a read FIFO, a write FIFO and
Replication Control logic. Read and write FIFOs are controlled by the associated control
logic in order to implement the three operating modes that give support to the main
features of the RE, viz., reconfiguration in multiple positions, readback and replication in
different positions and sub-clock region reconfiguration. Besides, FIFO buffers are used
to decouple the two clock domains needed for the RE: a system wide clock and another
for the reconfiguration process itself.

• Bitstream composition. This is the module in charge of runtime composition of the
complete partial bitstream to be used for reconfiguration. This is done by attaching the
associated header and tail commands stored in the device specific VHDL package to the
raw bitstreams loaded from the library of reconfigurable modules. This way, the position-
specific partial bitstream is generated so that the module is reconfigured in the required
position in the processing structure.

• HWICAP. This is the standard Xilinx HWICAP core, which is common for the different
ICAP versions supporting different devices and families. It includes the ICAP logic itself,
which controls reads and writes through the ICAP reconfiguration ports to actually
perform the reconfiguration process.

In order to manage the described RE, a software driver and API containing the following
set of functions are provided.

• Bitstream management. This set enables bitstream transfers between off-chip RAM
memory, system non-volatile Flash memory, system UART and RE.

• Reconfiguration through PLB interface. This set provides partial bitstream read/write
support from/to device configuration memory to/from internal RE memories using the
PLB interface. Configuration information can be stored internally in the RE so that any
partial bitstream available in the library can be replicated in multiple positions of the
device (of the CE).

• Reconfiguration through DMA interface. This set provides partial bitstream read/write
support from/to device configuration memory to/from internal RE memories using
a DMA interface. This way, bitstreams can be transferred directly from external RAM
memory to the RE, speeding up the process. Configuration information can be stored
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internally in the RE so that any partial bitstream available in the library can be replicated
in multiple positions of the device (of the CE).

• Reconfiguration operations from internal RE memories. This set is in charge of
performing the reconfiguration process, using the configuration information, i.e., the
partial bitstreams, available within the internal memories of the RE.

In relation to the fault injection procedure followed, it has already been mentioned that
no bit flipping is done in partial bitstreams. Instead, within the scope of this work, complete
faulty reconfigurable PEs are generated offline and configured at will in turn of the healthy
ones. This is done in a per-PE basis, so there is at least one faulty per functional PE in the
library. Evaluation of the criticality of the functionality of each of the computational modules
available in the library is possible with this scheme. Both stuck-at and random fault models are
considered by creating PEs delivering a fixed output or a random one, which is accomplished
by implementing random number generators instead of the associated functionality. Faults
are injected the same way for transient and permanent faults. However, in case of emulating
permanent faults, whichever the PE to be reconfigured in a faulty node is, the RE keeps track
of the faulty position under test and always reconfigures a faulty PE in it. Since no specific
modification has to be made to the system for fault emulation, both prototype and deployed
systems are the same, restricting this way possible bug sources introduced after deployment.

Lastly, as mentioned at the end of Section 8.3.1, a tool developed within the research group
was used to generate each partial bitstream featuring the reconfigurable PEs. The tool is
described in Otero [2014] and Otero et al. [2012]. Each PE was independently described in
VHDL and its complete bitstream generated by Xilinx ISE tool. Using Xilinx FPGA Editor,
low-level, manual placement of logic and routing resources was modified in order to contain
all of those used for the PE within the boundaries of the reserved reconfigurable area. This is
needed to correctly define the PE interface using Bus Macros, in order to safely plug-out/plug-
in reconfigurable modules from/to the device fabric. First versions of the tool used for this issue
tried to automate this process by using a Xilinx specific description language, XDL. It describes
low-level netlists dealing with specific logic and routing resources of the device. Once this
phase was completed, new bitstreams for this contained placement were generated. Lastly, using
the frame addressing information for the specific device [Xilinx Inc. 2012b], partial bitstreams
for each PE were extracted from the complete, FPGA-editor-modified bitstream, using C code
specifically developed for the matter.

8.3.4 Evolutionary Adaptation Engine

With respect to the evolutionary framework, the EA running on the embedded Microblaze
processor is inspired in VRC-based CGP architectures, such as those mentioned in Section 8.2.
Therefore, since the chosen representation is very similar to CGP, adaptation is also driven
within this work through a simple (1 + λ) ES with 1 parent and λ offspring, as suggested in
Miller [2011] (λ = 8 in this work). The chromosome, which encodes genes at the integer level,
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is defined by:
〈InMux1, . . . , InMuxA+B,PE00, . . . ,PEAB,OutMux〉

where each InMuxi gene is one of the input multiplexers; each PEij gene is one of the PEs,
which acts as an index pointing to the library of components; A and B are the height and
width of the processing matrix, respectively; and OutMux gene is the output multiplexer
which selects as output one of the four possible output PEs. The length l of the chromosome is
therefore l = (A+B) + (A×B) + 1 integers.

Although genes are operated at the integer level, a comparison versus a binary
representation is interesting to be shown in here. Considering each of the genes can be
encoded using 4 bits to select one of the 9 input pixels from the window for each InMuxi, 4

bits also to select one of the 16 possible components in the library for each PEij and, finally,
two bits for OutMux, chromosome lengths for different array sizes are compiled in Table 8.4.
Comparatively, the VRC used in Vasicek et al. [2007b,c], which features an 8× 4 array of CFBs,
uses a configuration bitstream directly manipulated by the EA that consists of 384 bits; 32

CFBs are used, i.e., 32 genes, which are encoded using 12 bits each (4 for each input and 4

for the functionality). If an equivalent array in terms of number of nodes is considered for
the proposal contained herein, the search space would have been considerably smaller (2178

vs. 2
384) if a bit-encoding scheme had been chosen for this work, as is the case with VRC-based

CGP implementations. However, if encoding is considered at the integer level as in most CGP
software implementations, the search space resulting from this work is, in turn, bigger (245

vs. 2
32). This issue is expected to influence EA efficiency, so further studies are needed to

stablish more informed comparisons and improve the search process. For example, how the
dimensionality of the search space is really affecting the search process could be influenced
by the number of inactive genes; hence, it should be studied if neutral search4 could also be
beneficial in this case as it seems to be for CGP in general [Miller et al. 2006; Yu et al. 2002],
or not as is demonstrated for some specific problems [Collins 2006]. Also, a fitness landscape
analysis would be of great help. However, although this is an interesting and important study,
it is out of the scope of this PhD thesis; hence, it should probably be taken into consideration
in another work following this one.

Selected EA works in such a way that from a random initial population, selection chooses
the fittest individual as parent for the next population, which consists of the selected parent and
its mutants. Elitism is enabled and if two individuals score the same best fitness, diversity of
the population is maintained by selecting the one which did not act as a parent in the previous
generation. For each mutant offspring, the mutation operator modifies k randomly selected
genes from the parent. Uniform integer distributions are used for this operator.

A conveniently defined fitness function needs to be implemented in the system so that
evolution finds its way to the required goal, which is to minimise the difference between the
filtered image and the original pattern image. According to Figure 8.2 the fitness function is
computed within the Evaluation Module using the images stored in system’s flash memory. This
set of images (datasets in general) is considered in this work as a model of the processing task

4Neutrality refers to an effect by which some genes happen to have no influence on phenotypes, and hence on
fitness. This way, neutral mutations are defined as those which do not produce a variation on fitness.
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Table 8.4: Chromosome size of the proposed Computing Engine. Table shows chromosome length for different
processing array sizes. Selected encoding is at the integer level, so the number of genes equals that of integers
comprising the whole chromosome length; a comparison is shown with the resulting size in case a binary
representation was used.

A×B Chromosome

lengtha size (bits)

3× 3 16 62

4× 4 25 98

5× 5 36 142

6× 5 42 166

6× 6 49 194

8× 4 45 178

a length refers to the num-
ber of genes in the chro-
mosome

that the EA is trying to evolve in the CE.

• InputData. This is the dataset to be processed by the CE, i.e., it is the input to the array.
• CandidateResult. This is the result of the processing task configured in the CE, i.e., it is the

output of the array.
• IdealResult. This is the expected processing result, i.e., the goal of evolution.

Therefore, the EA tries to evolve a processing task that behaves as the data transformation
represented by the dataset {InputData → IdealResult} stored in memory dictates. This is how
the system, during its lifetime, is able to autonomously synthesise new circuits that provide
it with new functionalities (processing tasks), given the set of required images (datasets) is
conveniently fed to it, i.e., the aforementioned dataset {InputData→ Ideal Result}. For example,
if InputData is a noisy image and IdealResult a noise-free version of the input, a noise-cancelling
circuit will be synthesised; however, if IdealResult is an edge-extracted, noise-free, version of
InputData, it is an edge-detector, noise-cancelling, circuit that will be obtained. In this work,
Mean Absolute Error (MAE) is selected as the fitness measure, which is defined as:

MAE =
1

RC

R−1∑
r=0

C−1∑
c=0

|I(r, c) −K(r, c)| (8.5)

where R,C are the rows and columns of the image and I,K the ideal and filtered images
respectively. Actually, the division by RC does not take place, since it does not contribute in any
way to improve search performance. Therefore, the equivalent Sum of Absolute Errors (SAE)
figure is finally used as the fitness measure:

SAE =

R−1∑
r=0

C−1∑
c=0

|I(r, c) −K(r, c)| (8.6)

To obtain the fitness value of a candidate filter, an evaluation phase has to be triggered,
which involves a 3 step process:



8.3 Self-Adaptive Platform for Evolutionary Structural Adaptation of Hardware Processing Cores 279

Figure 8.13: Evaluation module: SAE computation.

1. CE reconfiguration. The CE is reconfigured with a candidate circuit
2. CE processing. The processing task (filtering in this case) of the CE is executed
3. Fitness computation. Actual computation of the fitness function

The parallelism in the hardware implementation allows for the simultaneous computation
of steps 2 and 3, i.e., CE processing and Fitness computation. As long as the first processed pixels
from {CandidateResult} appear at the output, and they are stored in memory, the Evaluation
module begins calculating fitness with the corresponding pixels from the {IdealResult} dataset
stored in memory. Figure 8.13 shows the implementation of the Evaluation module.

8.3.5 System level model. Simulation platform.

Prior to the hardware implementation in the FPGA, a modelling and simulation stage aiming
at a preliminary validation of both the architecture and the EA was accomplished. These
simulations also helped in refining and corroborating the decision made on the final set of
reconfigurable components as shown in Table 8.3 (which was based both on the previous work
in the field by Vasicek and Sekanina, as shown in Table 8.2, and by the successive architecture
refinements analysed in Section 8.3.2).

The main reason to build a software model of the system is because of its relative easiness
of implementation compared to its hardware counterpart, which involves generating all the
required partial bitstreams and make the RE work as Section 8.3.3 introduced. This way, an
initial set of parameters, such as the size of the reconfigurable core and different EA parameters,
can be identified before the definitive hardware implementation is tackled. Once this is finished,
it can be easily validated using simulation results.

For the design of the simulation platform, Python [Rossum 2003] and C languages were
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used. This mixed approach was chosen to combine the ease of implementation and scripting
capabilities provided by Python as a high level language with the processing speed obtained
using C. Python is being extensively used in many disciplines, among which the broad scientific
computing community is one of its most active users [Oliphant 2007]. For building this
simulation platform the following tools were used:

• Python language, to create the high level model of the system and to build the
experimental set-up, which includes automated analysis of results and generation of
graphs and figures.

• C language, to increase execution performance of code that models hardware modules,
mainly of the CE, which is the most computationally intensive one.

• Cython [CythonWeb 2015], an optimising static compiler to write C extensions and expose
them to Python classes.

• SciPy [ScipyWeb 2015], “a Python-based ecosystem of open-source software for
mathematics, science, and engineering”.

• Python Imaging Library (PIL) [PILWeb 2015], which adds image processing capabilities
to Python.

The very core of the platform is a Python module called systolic_array, written in Cython
using C functions. This module defines two classes, SystolicArray and Bitmap, which define
methods for the creation and use of objects representing a systolic array and a greyscale (bitmap)
image, respectively.

This work was accomplished in collaboration with Javier Mora, an undergraduate student
by the time, whose final graduate project partly dealt with building this platform. Therefore,
the interested reader can get more detailed information on the simulation platform checking
Mora [2011], where complete code listing is available.

Next section features the results obtained in this part of the thesis work, including those for
the simulation platform.
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8.4 Results

8.4.1 Preliminary tests and system tuning with the simulation

platform

This section includes the results for the simulation platform developed using the initial system
prototype. This means no self-tuning timing is considered within the model, so latency is
fixed. The calculation of the matrix latency is tricky, as explained in Section 8.3.2.5, because the
way the data front propagates through the matrix changes with each candidate configuration.
However, an approximation to it was defined as the cycles it takes an input datum at PE00 to
propagate until PEAB which yields a reasonable expression for latency such as lat = A+B− 1.
Nevertheless, as opposed to this proposed reasonable value, initial runs seemed to offer better
results for lat = A+B− 2, so this was the value finally used for the experiments (other values
were also tested with similar bad results).

As introduced in Section 8.3.4, a (1 + 8)-ES is chosen as the reference EA. Simulations were
left running for 100 000 generations and all tests were repeated 5 times to give these initial
experiments some statistical coherence. The different evolutionary runs were done in order to
identify a suitable initial set of parameters. Tests were performed with matrix sizes ranging
from 3× 3 up to 6× 6. However, simulations of the 6× 6 matrix were extremely slow, so the
complete set of runs was not done on it. Besides, no improvements compared to smaller arrays
were initially observed in these runs, so their results are not included here (performance of
larger arrays will be discussed in section 8.5). Conversely, in the case of the 3× 3 array, whose
simulation was way faster, results are included although it was not able to evolve a good
solution. Mutation rate k (actually, number of mutated genes) was varied between 1% and 20%
of chromosome length, approximately (except for the 4× 4 case in which results from other
k = 1 experiments had already shown it was not a good setting). Table 8.5 shows the results
obtained for different systolic array sizes and different number of mutated genes per offspring
individual, k. Please note that the results contained in the table are for the initial version of
the array, which did not have the output multiplexer. All tests were repeated 5 times using the
aforementioned (1+8)-ES running during 100 000 generations.

Figure 8.14 (a)–(c) shows the result over a 256× 256-pixel version of Lena image (used for
evolution) of the best evolved circuit, which corresponds with the best array sized 5× 5 found
in row k = 3 of Table 8.5. Figure 8.14 (d)–(l) shows the result of applying that same circuit over
a test set of 4 different 256× 256-pixel images not seen during evolution to prove the generality
of the evolved circuit. These results show how the evolved circuit is robust enough to perform
adequately on images different to the one used for evolution.
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

(j) (k) (l)

(m) (n) (o)

Figure 8.14: Filtering performance of the best evolved circuit in simulation. First row shows the training
set used for evolution, featured by 256× 256-pixel Lena images; (d) through (o) show a test set used to prove the
generality of the solutions. Left column shows the original images; the centre column the corrupted images; and the
left column the result of applying the evolved circuit.
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Table 8.5: MAE for different array sizes and number of mutated genes per offspring individual. Table
collects simulation results for different array sizes, A×B (l is the chromosome length), and mutated genes per
individual, k. Results include fitness of the best individual, Best; the generation in which it was obtained, Best
Gen.; the average fitness obtained, Avg.; and the average generation in which that average fitness was obtained, Avg.
Gen.

A×B k k(%) Best Best Gen. Avg. Avg. Gen.

5× 5 2 5.71 0.811 30262 1.761 20269

(l = 35) 3 8.57 0.484 62345 1.338 57192

4 11.43 0.661 33766 0.987 40075

5 14.29 0.820 96625 1.193 72991

4× 4 2 8.33 0.859 695 1.987 18071

(l = 24) 3 12.50 0.564 32177 1.279 28974

4 16.67 0.730 99292 1.041 53675

5 20.83 0.655 56143 0.981 71256

3× 3 1 6.67 4.050 541 4.312 274

(l = 15) 2 13.33 1.417 6111 2.956 1839

3 20.00 1.085 49171 1.389 33935

4 26.67 1.102 71607 1.608 38128

8.4.2 Evaluation of system evolvability

Once the simulations of the platform showed the feasibility of the system and the validity of the
proposal, the hardware implementation was accomplished. Based on the simulation results, a
4× 4 array was chosen as the implementation reference. This is so not only because results are
slightly better in average compared to the 5× 5 array (same holds even more for the 3× 3 array),
but also because of the smaller array size. This reduced size turns into a lower use of FPGA
resources, which might in turn yield less power consumption, less evolution time and less
circuit latency. However, a smaller array could eventually lead to less powerful computational
capabilities, which could reveal more important when facing self-adaptation. But, in any case,
this behaviour exhibiting no improvement from moving to a bigger array, could also mean a
lack of efficiency in the evolutionary search given the increased search space. Therefore, this
should be taken into account, as already mentioned, for future works continuing this one that
might undertake the task of improving the EA.

It is important to compare this size with similar works in the state of the art. This is the
case for the work in Vasicek et al. [2007b,c], where the number of PEs in the array is 8× 4.
This situation in which less PEs achieve a comparable performance can be explained by the
different architecture both arrays feature; the 2D systolic array proposed herein vs. the CGP-
VRC architecture shown in Figure 5.8, which is the one used in Vasicek’s work.

Following sections present the results of an extensive set of experiments. First of all, the
initial version of the platform with a fixed latency scheme is evaluated. Afterwards, the same
set of tests is used to evaluate the platform featuring the dynamic latency strategy, i.e., with self-
tuning timing. These two initial set of experiments are done for images corrupted by increasing
intensities of Salt&Pepper noise. This type of noise is featured by random pixels appearing in
the image with one of two luminance values, 0 or 255, i.e., black or white. The following set
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Figure 8.15: 128×128-pixel cropped Lena image. {IdealResult} dataset used as goal for evolution is a 128×128-
pixel version of Lena’s image cropped from the centre of the traditional 256×256-pixel version.

of experiments repeats the same tests but considering this time impulse noise as the source of
image corruption; this type of noise is characterised by random shots featuring any luminance
value within the range [0,255]. Afterwards, a couple of experiments are carried out to prove the
robustness of the previously evolved circuits. Their generality is checked using a test set of 36

images completely different to the previous ones; again, increasing intensities of Salt&Pepper
and impulse noises are considered. At last, some other results are included to further check
system generalisation for Salt&Pepper noise, burst noise, edge detection and edge detection for
images corrupted with Salt&Pepper noise.

8.4.2.1 Evaluation of the platform with fixed latency

An extensive set of tests was performed to validate system evolvability and thus its capacity
to adapt to varying signal conditions in order to maintain optimal (or close to, at least) signal
processing, even in the presence of different intensities of unknown types of noise. Salt&Pepper
noise intensity was varied from 5% up to 40% in 5% steps. For each intensity level, one training
image corrupted with that amount of noise (images I05, I10, and so on) was used to evolve a
circuit able to filter out that noise (filters F05, F10, and so on, respectively). Afterwards, cross-
filtering experiments were performed; each of these evolved circuits was tested with all other
images featuring different noise intensities, i.e., F05, that was evolved for I05, was afterwards
tested with all other images I10, I15 and so on. 50 evolutionary runs for each noise intensity
were done in order to obtain statistically coherent results. Images used for evolution were based
on a 128×128-pixel Lena image cropped from the centre of its 256×256-pixel counterpart as the
one shown in Figure 8.14a. The ideal image used as the goal of evolution, i.e., the IdealResult
used for Evaluation module, is shown in Figure 8.15.

Figure 8.16 shows a graph compiling all these results for the best and the average of the
50 statistically independent runs. The resulting filters from evolution, i.e., those from using
I05 to evolve F05, I10 to evolve F10, and so on, are indicated in the graphs with a red circle,
tagged as “Same” in graphs legends. Performance of a standard median filter is added for
comparison purposes. Please note, as indicated by Equation (8.5), how a lower fitness denotes
a better filter. As it can be seen in Figure 8.16a, filtering performance of any filter evolved for
images containing up to 15% noise intensity is better than what is obtained with the median
filter, in average. If the graph is approached from the filters axis, it is clear that filters evolved
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using higher noise intensities in the training image, result in more general filters that also
behave well (better than the median) for other lower different noise intensities; this does not
hold for those other filters evolved for lower noise intensities. Besides, results show how the
evolved filters quality does not deteriorate as fast as the median does for increasing noise levels.
Moreover, most of the best evolved filters as shown in Figure 8.16b are way better than the
median. This statement holds for all filters except for those in the upper left part of the graph,
which were evolved for low noise training images, and therefore do not perform well with high
noise images.

Figures 8.17 and 8.18 show some of the resulting images obtained from these experiments
using the best evolved filters. For clarity, only input noisy images, results of filtering each Ixy
with its own, best evolved filter Fxy (red circles in Best graph in Figure 8.16) and results using
a median filter for each Ixy (as a standard reference comparison), are shown.

8.4.2.2 Evaluation of the platform with self-tuning timing

The same set of experiments reported in Section 8.4.2.1 was repeated for the new architecture
with the dynamic latency strategy. From now on, unless the contrary is stated, all results
refer to the architecture with self-tuning timing. Evolution and cross-filtering results are
collected in Figure 8.19. As it can be derived from them, the latency selector strategy for circuit
evaluation shows how system adaptability is improved by including a kind of self-tuning timing
adaptation. The comments on the results given for the fixed latency strategy in previous section
are valid in this case too, since graphs are structurally equal but exhibiting a slightly lower MAE
as a result of the new architecture with self-tuning timing. Since it is difficult to appreciate the
improvement obtained in the quality of the evolved filters in the graphs, a statistical analysis
is included in the following section comparing the evolution results of both, the fixed and the
dynamic latency strategies. Also, as in the previous case, Figures 8.20 and 8.21 show some of
the images obtained using the best evolved Fxy filters resulting from these experiments.

8.4.2.3 Comparison between fixed latency and self-tuning timing

Finally, in order to validate the self-tuning timing strategy proposed, obtained through the
dynamic latency selector introduced, statistical results for the 50 evolutionary runs for each
filter are shown for both cases, with and without the latency selector strategy. Figure 8.22 shows
boxplot figures comparing the results obtained in the whole set of experiments for each filter.
As it can be observed, there is less dispersion in the results in case the dynamic latency selector
is used, as well as a lower MAE in average. Table 8.6 features a compilation of MAE results for
the best, worst, and average±standard deviation for each filter (the average corresponds with the
red circles in previous Average graphs in Figures 8.16 and 8.19). In both cases, just the results
from evolution (all the samples from each experiment) are included. Data therefore refers to
the complete set of samples of the results obtained after evolution for each set of 50 runs for
each filter, i.e., no data for cross-filtering tests is included as in previous Figures 8.16 and 8.19.
On the basis of the obtained results, it can be concluded that the dynamic latency evaluation
effectively helps in improving the search process.
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Figure 8.16: Evolution and cross-filtering results for different Salt&Pepper noise intensities with fixed
latency. (a) shows the average performance of the evolved filters and (b) shows the best from the 50 independent
runs. All images used for evolution were Lena images like that shown in Figure 8.15, corrupted with different noise
intensities. Each line (data series) are the cross-filtering results, i.e., those from filtering an image corrupted by a
certain noise intensity (I05 stands for “image with 5% noise” and so on) with all the filters shown in the x-axis.
Each of these filters in the x-axis was evolved using an image containing a different amount of noise (F05 stands for
“filter evolved using a 5% image noise, i.e., using I05”). Red circles, tagged as “Same” in the legend, represent the
results of evolution, i.e., the performance obtained for the evolved filters with the image used to evolve it (F05 with
I05, and so on). Results for the median filter are included using a red dotted line for comparison purposes.
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(a) I05 (b) F05(I05) (c) Median(I05)

(d) I10 (e) F10(I10) (f) Median(I10)

(g) I15 (h) F15(I15) (i) Median(I15)

(j) I20 (k) F20(I20) (l) Median(I20)

Figure 8.17: Images showing performance results of the best filters evolved for different Salt&Pepper
noise intensities: fixed latency (I05–I20). First column shows noisy images I05, I10, and so on, used for evolution
(reference image selected as {IdealResult} for evolution is found in Figure 8.15); second column shows the result of
evolution (red circles in Best graph in Figure 8.16), i.e., results from filtering each of these noisy images with its
best evolved filter (filtering I05 with F05, and so on); third column shows the result of applying a standard median
filter, for comparison purposes.
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(a) I25 (b) F25(I25) (c) Median(I25)

(d) I30 (e) F30(I30) (f) Median(I30)

(g) I35 (h) F35(I35) (i) Median(I35)

(j) I40 (k) F40(I40) (l) Median(I40)

Figure 8.18: Images showing performance results of the best filters evolved for different Salt&Pepper
noise intensities: fixed latency (I25–I40).
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Figure 8.19: Evolution and cross-filtering results for different Salt&Pepper noise intensities with self-
tuning timing. (a) shows the average performance of the evolved filters and (b) the best, both from the 50 independent
runs. For an explanation of axis and legends labels please check Figure 8.16.
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(a) I05 (b) F05(I05) (c) Median(I05)

(d) I10 (e) F10(I10) (f) Median(I10)

(g) I15 (h) F15(I15) (i) Median(I15)

(j) I20 (k) F20(I20) (l) Median(I20)

Figure 8.20: Images showing performance results of the best filters evolved for different Salt&Pepper
noise intensities: self-tuning timing (I05–I20). First column shows noisy images I05, I10, and so on, used for
evolution (reference image selected as {IdealResult} for evolution is found in Figure 8.15); second column shows the
result of evolution (red circles in Best graph in Figure 8.19), i.e., results from filtering each of these noisy images
with its best evolved filter (filtering I05 with F05, and so on); third column shows the result of applying a standard
median filter, for comparison purposes.
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(a) I25 (b) F25(I25) (c) Median(I25)

(d) I30 (e) F30(I30) (f) Median(I30)

(g) I35 (h) F35(I35) (i) Median(I35)

(j) I40 (k) F40(I40) (l) Median(I40)

Figure 8.21: Images showing performance results of the best filters evolved for different Salt&Pepper
noise intensities: fixed latency (I25–I40).
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Figure 8.22: Statistical analysis of 50 evolutionary runs for different Salt&Pepper noise intensities. (a)
shows the results without latency selector and (b) with latency selector. Each boxplot corresponds to the “circles” in
the “Average” graphs in Figures 8.16 and 8.19, i.e., data to build each boxplot come from the resulting 50 MAE
values obtained for each evolved filter. MAE values using a median filter are included as reference.
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Table 8.6: Comparison of evolution results for 50 evolutionary runs for different Salt&Pepper noise
intensities for fixed latency and self-tuning timing. Results are included for every type of filter designed in the
experiments. Best, worst and average±standard deviation MAEs from the 50 runs of each filter, are given along with
a reference comparison with a standard 3×3 median filter. MAEs for corrupted images are also included in column
2.

Filter Training Best Worst Average ±Std.dev. Median
image filter

Fixed latency
F05 6.564 0.748 4.130 1.896 ±0.793 5.684

F10 12.855 1.693 7.036 3.312 ±1.031 5.993

F15 18.887 1.952 9.607 5.317 ±1.467 6.562

F20 25.861 3.702 11.388 7.178 ±1.583 7.265

F25 32.160 6.135 13.983 9.804 ±2.204 8.217

F30 38.316 6.437 18.915 11.290 ±2.469 9.481

F35 44.796 8.809 22.661 14.549 ±3.035 11.444

F40 51.438 9.845 27.038 16.601 ±3.875 13.328

Self-tuning timing
F05 6.564 0.586 2.488 1.472 ±0.476 5.684

F10 12.855 1.441 3.569 2.739 ±0.560 5.993

F15 18.887 2.707 5.876 4.581 ±0.842 6.562

F20 25.861 3.503 9.238 6.486 ±1.244 7.265

F25 32.160 4.953 11.776 8.363 ±1.588 8.217

F30 38.316 6.813 13.508 10.176 ±1.600 9.481

F35 44.796 8.621 20.848 12.732 ±2.686 11.444

F40 51.438 11.044 24.874 15.150 ±3.002 13.328

8.4.2.4 Evaluation of the platform for impulse noise

More tests were performed to check how the system behaves when different types of noise that
are more difficult to remove shall appear in the input. The experiment was run in the same
conditions as the previous ones. Figure 8.23 shows the results obtained in case impulse noise
is used in the training image. Again, boxplot figures showing statistical information about the
results of the experiments are shown in Figure 8.24. Also, Table 8.7 contains a compilation
of MAE results for the best, worst, and average±standard deviation for each filter (the average
corresponds with the red circles in previous Average graphs). Data therefore refers to the
complete set of samples of obtained results after evolution for each set of 50 runs for each filter,
i.e., no data for cross-filtering tests is included. Lastly, Figures 8.25 and 8.26 shows sample
images obtained using the best evolved Fxy filters resulting from these experiments.

Results show how average obtained MAE is slightly worse than in the case of Salt&Pepper
noise, as it is also the case for the median filter. This is even more evident for higher intensities
of noise, where visual quality of the resulting images is considerably worse. It is hence clear how
this type of noise is more difficult to be removed, as expected, probably due to the noise pixels
distributed in the whole luminance range, as opposed to the 0/255 pair of possible values
in Salt&Pepper noise. However, better filters compared to the median one are still evolved.
However, dispersion of MAE values obtained for the evolved filters is clearly lower for this
type of noise. In any case, results demonstrate how the system is able to conveniently filter out
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Figure 8.23: Evolution and cross-filtering results for different impulse noise intensities with self-tuning
timing. (a) shows the average performance of the evolved filters and (b) the best, both for the 50 different runs. For
an explanation of axis and legends labels please check Figure 8.16.

more difficult types of noise, outperforming standard filters up to low-to-medium intensities
of noise. But what is more important, it is able to adapt to dynamically changing conditions in
the input signal characteristics, efficiently removing different and changing types of noise.

8.4.2.5 System generalisation

The experiments performed with different types of noise and noise levels are a proof that the
architecture performs correctly. But, in order to show that the solution can be generalised to
other processing tasks, and to all types of images, a generalisation analysis was performed,
checking that the architecture is valid for other image processing algorithms and the results are
valid for images different to the training one. In order to check the generality of the evolved
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Figure 8.24: Statistical analysis of 50 evolutionary runs for different impulse noise intensities. Each
boxplot corresponds to the “circles” in the “Average” graph in Figure 8.23, i.e., data to build each boxplot come
from the resulting 50 MAE values obtained for each evolved filter. MAE values using a median filter are included
as reference.

Table 8.7: Evolution results for 50 evolutionary runs for different impulse noise intensities. Results are
included for every type of filter designed in the experiments. Best, worst and average±standard deviation MAEs
from the 50 runs of each filter, are given along with a reference comparison with a standard 3× 3 median filter.
MAEs for corrupted images are also included in column 2.

Filter Training Best Worst Average ±Std.dev. Median
image filter

F05 4.147 1.334 2.674 1.856 ±0.245 5.663

F10 7.977 2.966 4.955 3.438 ±0.372 6.184

F15 12.142 4.465 6.996 4.963 ±0.447 6.736

F20 15.773 6.380 8.652 6.861 ±0.347 7.485

F25 19.718 8.084 10.374 8.813 ±0.417 8.241

F30 23.376 10.381 12.974 11.286 ±0.482 9.520

F35 27.841 12.941 15.190 13.593 ±0.519 10.950

F40 31.294 14.946 17.305 16.130 ±0.566 12.614
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(a) I05 (b) F05(I05) (c) Median(I05)

(d) I10 (e) F10(I10) (f) Median(I10)

(g) I15 (h) F15(I15) (i) Median(I15)

(j) I20 (k) F20(I20) (l) Median(I20)

Figure 8.25: Images showing performance results of the best filters evolved for different impulse noise
intensities (I05–I20). First column shows noisy images I05, I10, and so on, used for evolution (reference image
selected as {IdealResult} for evolution is found in Figure 8.15); second column shows the result of evolution (red
circles in Best graph in Figure 8.23), i.e., results from filtering each of these noisy images with its best evolved
filter (filtering I05 with F05, and so on); third column shows the result of applying a standard median filter, for
comparison purposes.



8.4 Results 297

(a) I25 (b) F25(I25) (c) Median(I25)

(d) I30 (e) F30(I30) (f) Median(I30)

(g) I35 (h) F35(I35) (i) Median(I35)

(j) I40 (k) F40(I40) (l) Median(I40)

Figure 8.26: Images showing performance results of the best filters evolved for different impulse noise
intensities (I25–I40).
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Table 8.8: Average MAE obtained for a test set of 36 images.

Image set Best F05 Median

5% S & P noise 0.689 5.245

15% S & P noise 2.802 6.033

30% S & P noise 9.170 8.645

5% impulse noise 1.804 5.267

15% impulse noise 5.354 6.152

30% impulse noise 13.052 8.580

filters, a set of 36 test images5 was filtered using the best evolved solution F05 (evolved using
5% noise). The test set was corrupted with three different noise intensities for each type of noise
and compared with the median filter, as shown in Table 8.8. Results show how the evolved
filters consistently outperform the median filter for a wide set of images, except for those
corrupted with the highest noise levels. Note, however, how the filter under test was evolved
for low noise intensities and better performance has already been shown with filters evolved
for higher noise intensities.

Figure 8.27 shows a summary of the results for different types of noise. Horizontal lines
represent different experiments, namely Salt & Pepper noise, burst noise, edge detection and a
combination of Salt & Pepper noise and edge detection. For all of them, the EA, the array and
the PEs are identical, and only the input training image (InputData) and the reference image
(IdealResult) are changed for each experiment; this proves the adaptability of the platform,
which can serve, as predicted, for a wide range of applications. First column shows the training
image; the resulting output of the filter for the training image after evolution is shown in the
second column; and the reference image used as evolution goal appears in the third. The last
two columns show the input and the resulting outputs for images different to the one used for
training. All these results show how the system is able to evolve very different types of noise
cancelling filters and a feature extractor filter using the very same architecture and set of PEs.
Note how even a combination of a noise filter and an edge detector is obtained using the same
resources. Besides, as Table 8.8 clearly shows, the system behaves quite well when increasing
noise levels appear at the input.

It can be concluded, based on the previously analysed results, that the proposed architecture
and set of PEs, together with the adaptation and reconfiguration engines, build up a highly
flexible system able to perform a quite broad range of processing tasks. It is worth mentioning
here how the most important feature of the proposed system is its adaptability to the different
set of processing tasks under evaluation. This clearly proves the initial statement formulated
around checking the evolvability of this type of architecture.

5Sets of images used were sets 1, 4 and 5 from http://decsai.ugr.es/cvg/dbimagenes/g256.php)

http://decsai.ugr.es/cvg/dbimagenes/g256.php)
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Figure 8.27: Results of the system generalisation experiments. Rows, from 1st to 4th, contain the experiments
for different types of filters, namely Salt & Pepper noise, burst noise, edge detection and a combination of Salt
& Pepper noise and edge detection, respectively. First 3 columns show the training image, the filtered image after
evolution is complete and the reference image (evolution goal), respectively. The last two columns check the generality
of the evolved filters by showing the result (5th column) of filtering an input image not seen during evolution (4th

column).

8.4.3 Implementation results and timing analysis

8.4.3.1 Implementation results

The evolvable platform was implemented in a Virtex-5 LX110T FPGA included in Digilent’s
XUPV5 Evaluation Platform. Results are given for an array sized 4×4 PEs. Each PE needs
2×5 CLBs of reserved logic: 2 CLB columns width by ¼ (5 CLBs) of a clock region height (a
whole clock region contains 20 CLBs). Therefore, the array occupies 8 CLB columns (two per
PE), which adds up to a total of 160 CLBs. Given each CLB contains 2 slices, the whole array
needs 320 slices. According to individual synthesis results per PE (needed to extract the partial
bitstream), these just require from 7 to 10 slices, depending on the specific PE functionality.
Overhead due to routing resources is also very high, since 6 of these slices are dedicated to
bus-macro terminals. Table 8.9 shows post mapping implementation results offered by the ISE
tool.
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Table 8.9: Resource usage results for the evolvable processing architecture.

Module Slices Slice Regs Slice LUTs LUTRAM DSP BRAM

CE+RE 4803 9091 7436 558 0 38

CE 1421 3212 3212 384 0 12

Array 320 1280 1280 320 0 0

Misc. 1101 1932 1932 64 0 12

RE 3382 5879 4224 174 0 26

HWICAP 1615 2765 2344 145 0 9

MPMC 1767 3114 1880 29 0 17

Top row shows the implementation results for both the CE and the RE. No results are thus
taken into account for the AE, mainly the MicroBlaze implementation, and associated resources
needed for the whole design. Regarding the CE, Array corresponds with the evolvable 2D
systolic array of PEs, while Misc comprises all the associated logic and memory resources
needed to control the array, feed its inputs and calculate the fitness value. Resource usage
reported for the Array entry is based on the FPGA resources that need to be declared as
reconfigurable regions to hold the PEs, so that the synthesizer does not use it for other purposes;
therefore, figures do not indicate how many resources are actually needed to hold each PE
functionality, but those needed to satisfy DPR frames requirements. Finally, resource usage for
the RE is shown. These include the enhanced HWICAP and an external memory controller
implemented with a Multi-Port Memory Controller (MPMC) IP block to access the DDR2

memory containing the PE library. These resources could be reused for other purposes in the
system if needed. Section 8.5 will introduce the actual state of the system, which, among other
enhancements, greatly improves these implementation results up to, probably, the minimum
possible.

8.4.3.2 Timing analysis

Two distinct modes of operation have to be considered in order to evaluate timing performance.
One of them is the adaptation phase, when the component is evolving. Once a working circuit
has been found, evolution is stopped and the system enters into its standard mode of operation.
Within these phases, several different tasks need to be accomplished.

In each generation during evolution, the EA creates new offspring candidate solutions (task
Toffs), which are evaluated (Teval) and assigned a fitness value (Tfit) before selection (Tsel) of
the fittest individual(s) for the next generation is done. This cycle is repeated throughout a given
number of generations. In order to evaluate an individual, the array needs to be reconfigured to
this candidate filter. Therefore, Teval can be split into reconfiguration (Trec) and filtering (Tfilt).
Finally, during normal system operation, images are filtered with the selected (configured)
candidate, which corresponds with Tfilt. Taking into account the associated times for each of
these tasks (toffs for Toffs, and so on) time elapsed in each generation during evolution can
be written as:

tg ≡ λ× (toffs + trec + tfilt + tfit) + tsel (8.7)



8.4 Results 301

where λ is the population size. Therefore, if Ng is the number of generations, the total time
needed for evolution can be expressed as

tevo ≡ tg ×Ng

Following a similar approach to the analysis shown in Chapter 7 in Section 7.5.2.3,
Equation (8.7) can be simplified since the execution of some of the tasks is overlapped; (i)
the generation of new candidate configurations, i.e., Toffs, which is done by the EA running in
the microprocessor; and (ii) the evaluation of previous candidate solutions, i.e., Trec and Tfilt,
which takes longer for the selected application (usually, evaluation is the most time consuming
task in EC in general). Besides, within evaluation, fitness computation and selection are also
done in HW in parallel with the filtering/processing task as output data is being generated.
This means just some extra cycles will be needed at the end to finish fitness computation and
selection of the best candidate. In any case, this time is negligible in comparison with the whole
process. For that reason, Equation (8.7) can be rewritten as:

tg ≈ λ× (trec + tfilt) ≡ λ× teval (8.8)

where teval is the time needed to evaluate a single candidate circuit. Now, tevo becomes:

tevo ≈ λ×Ng × (trec + tfilt) ≡ NEVALS × teval (8.9)

where NEVALS is the total number of evaluations.

Due to the inherent pipeline of the matrix, the evaluation of one candidate circuit requires
R×C clock cycles after reconfiguration takes place, where R and C are the rows and columns
of the training image. Therefore, filtering time can be approximated by:

tfilt ≈ (lat+ (R×C))× 1/f (8.10)

where lat stands for the latency of the matrix, which compared to the R×C product can
be neglected.

Timing analysis of the system shows two important factors. First of all, for the selected
application, image processing, the evaluation of new candidates is expected to be the most time
consuming task. However, not only reconfiguration might take longer but it is also dependent
on the number of changed PEs (mutated genes). Timing results yield a maximum operating
frequency of 200 MHz; reconfiguration time for a single PE was measured to be 31.84µs. Given
each PE expands a ¼ of a clock region, in order to reconfigure a given node of the array, a
readback-relocation-writeback process must be accomplished so as not to alter the configuration
of the rest of nodes sitting in that clock region. Besides, from a given candidate configuration
to the next, changing k (3 for the case) PEs involves changing also some other PEs which are
needed to return to the original, common parent. In this case, for 3 mutated genes, 139.22µs

were measured to be needed, in average. Therefore, an evolutionary cycle of 100 000 generations
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(900 000 circuit evaluations for the selected (1+8)-ES) using an image sized 128× 128 has been
measured to take 178 seconds. The rest of the platform, mainly the MicroBlaze processor and
system bus, are clocked at 100 MHz.

Timing performance is further analysed in Section 8.4.4, where an analysis vs. a VRC-based
implementation is tackled.

8.4.4 Native vs. virtual reconfiguration analysis (DPR vs. VRC)

It has been mentioned previously that, in order to provide the evolvable IP core with
adaptation features, some kind of reconfiguration capability is required. This is needed since
the component needs to have a way to adjust its internal processing architecture. Not only
is this required for adaptation itself (the configuration of the new, evolved, circuit) but also
for the evolution phase, since all candidate circuits are evaluated in the reconfigurable device.
Therefore, reconfiguration time and a suitable granularity of reconfiguration are the key factors
that determine the overall performance of evolvable systems.

As already analysed, there are two methods known for reconfiguration comprising
structural changes in FPGAs; native and virtual reconfiguration. While native reconfiguration
requires FPGAs with DPR capabilities, virtual reconfiguration can be implemented in any
modern FPGA.

Regarding DPR, the platform developed herein utilizes the Internal Configuration Access
Port (ICAP) of modern Xilinx FPGAs that allows the FPGA to be reconfigured internally,
as analysed in Section 8.3.3. In the case of VRCs, reconfiguration is very fast since it only
involves writing the register featuring the configuration memory, which controls the set of
multiplexers. However, this approach suffers from a noticeable area overhead since it involves
the implementation of every possible function in every virtual reconfigurable element. Besides,
the functionality multiplexers used to select the desired functionality within each PE (i.e., one
among all FB outputs), increase circuit delay.

There is also a third reconfiguration method proposed in Glette et al. [2009], already
analysed herein; an intermediate level reconfiguration technique which consists of using the
FPGA LUTs as shift registers for reconfiguration purposes. However, this solution is very
device dependent, and reconfigurability is limited to adapt LUT functions. Moreover, only 25%
of Virtex-5 LUTs have this behaviour, which is a major drawback in terms of resource utilisation.

The advantages and disadvantages of VRCs vs. DPR seem to be clear: (i) in the case of
VRCs, extremely high virtual reconfiguration speed (just some clock cycles to write the large
configuration register) and ease of implementation at the cost of extra delay and area overhead;
(ii) in case of DPR, a higher operating frequency and resource savings at the cost of a lower
reconfiguration speed and an increased design and runtime management complexity. The
overhead in VRCs comes from the fact that every PE contains all possible functions synthesised
and from the multiplexer used to select among them all, which makes maximum frequency
lower compared to native reconfiguration.

To quantify these differences for this specific architecture, a comparison was carried out
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(a) (b)

Figure 8.28: Conceptual view and comparison of a PE seen from the VRC paradigm and from the DPR
point of view. (a) shows the abstraction of a PE in the VRC case and (b) using DPR as shown in Figure 8.8.

for both implementations. Because of the radically different approach, various pros and cons
can be observed in each method. So, what this work tries to address is a comparison between
both for a given reconfigurable processing architecture. In order to set up the work, a VRC-
based implementation of the processing array using VHDL was accomplished so that a fair
comparison in terms of performance and implementation area between both could be obtained
for modern FPGAs.

For maintaining advantages of IP-based design such as modularity and re-usability,
reconfiguration details are hidden to the designer offering a common configuration interface.
Therefore, two versions of the component’s processing matrix featuring the two reconfiguration
options mentioned previously have been created and evaluated. Figure 8.28 shows a conceptual
comparative view of a PE from the DPR and the VRC point of view.

Regarding the VRC implementation, a highly functional description was used, which
yielded moderate synthesis results6. A kind of virtual reconfiguration library is synthesised
locally into each PE as Figure 8.28a depicts. This was done by using a simple VHDL case

statement containing the 16 functions shown in Table 8.3. The VRC is configured through the
PLB bus, which involves the transfer of 98 bits (obtained in 4 simple 32-bit transfers).

Table 8.10 shows a resource usage comparison. Results for DPR shown in Table 8.9 are
repeated for reader’s convenience. The description of each table entry (Component, Array, Misc,
etc.) given in Section 8.4.3.1 holds here. It can be seen that DPR uses around 1.5 times the
resources of the VRC. Most of it is due to the RE, which includes a HWICAP and a MPMC,
as mentioned previously. Therefore, the extra resources wasted in the VRC implementation are
somehow compensated by those needed to use DPR, so no big difference is observed here in
terms of the whole system resource needs. However, the array size is clearly smaller using
DPR, which will eventually make a difference, for example, in power consumption. Besides,
the HWICAP and the MPMC can be shared with other modules of the final system, making

6Anyhow, given the simplicity of the PEs (and the relative low description level) and of the whole VRC itself,
probably no remarkable improvements could be obtained after a description refinement.
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Table 8.10: Comparison of resource usage results for the evolvable processing architecture using DPR vs.
VRC.

Module Slices Slice Regs Slice LUTs LUTRAM DSP BRAM

DPR
CE+RE 4803 9091 7436 558 0 38

CE 1421 3212 3212 384 0 12

Array 320 1280 1280 320 0 0

Misc. 1101 1932 1932 64 0 12

RE 3382 5879 4224 174 0 26

HWICAP 1615 2765 2344 145 0 9

MPMC 1767 3114 1880 29 0 17

VRC
CE 2791 4224 5472 128 0 12

Array 1096 215 2539 0 0 0

Misc. 1567 3676 2300 128 0 12

their impact in resource usage much more balanced. Also, a higher array size is in favour of
DPR, since variable size-dependent resource usage is smaller.

In relation to timing performance, significant dissimilarities are expected due to the big
differences between the reconfiguration and filtering times of each version. Filtering time will
probably differ as a result of the extra delay expected in the VRC implementation due to the
multiplexers. Table 8.11 shows the comparison of the results. Reconfiguration time does not
depend on the number of mutated genes for the VRC, since it involves writing the whole
configuration register for each reconfiguration. However, it does in the case of DPR, since each
mutated gene involves changing (reconfiguring), at least, one PE. In this case, it also depends
on the individual actually configured in the array, since the number of mutated genes refer to
the common parent each individual comes from; hence, the actual number of PEs needed to be
reconfigured for the DPR version might be higher than the number of mutated genes, yielding
a comparably higher timing overhead in reconfiguration.

Since filtering time is double in the VRC, the whole timing performance tends to compensate
under these circumstances. However, it is still significantly higher, around 40 seconds (1.34

times), using DPR. The total evolution time in Table 8.11 also includes system initialisation
procedure (mainly image loading from external FLASH memories) and logging the results of
the experiments. Although the target platform is an FPGA-based embedded system, a computer
simulation using the model described previously in Section 8.3.5 was also done, for comparison
purposes. Last column in Table 8.11 shows the total evolution time obtained with this model.
This simulation was run in a computer featuring an Intel Core i5 processor at 3.3 GHz. The
result clearly shows how any of the FPGA implementations is vastly faster as expected from a
hardware implementation.

A high number of circuit evaluations per second is achieved in both cases; 5056 and 6818 for
the DPR and VRC implementations, respectively. The operating frequency of the final circuit
is significantly higher in the DPR implementation, yielding a higher throughput for normal
system operation, i.e., when it is not under adaptation. In any case, a VRC would still be able to
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Table 8.11: Reconfiguration and filtering times for both the VRC and DPR implementations.

Task Time (µs)

DPR@200MHz VRC@100MHz SW model

Reconfig. (1 PE) 31.84
a

0.4 negligibleReconfig. (3 PE) 139.22
a

Filtering 82.12 163.84 ≈ 2 ms

Total evolution (s) 178 132 26 minutes
a Average time measured during evolution. For a given circuit,
changing k PEs involves changing also some PEs needed to re-
turn to the original, common parent.

achieve a frame rate of up to 48.23 images per second, which would be enough to hold full-HD
resolution throughput.

Compared to the implementation results of the first prototypes, published in Salvador
et al. [2012a], resource usage (reserved logic for the reconfiguration region) reported in this
dissertation for DPR (in Tables 8.9 and 8.10), has been reduced ¼ for the whole array. This is due
to the fact that in this version, PEs occupy now less than a frame (the minimum reconfigurable
unit), which was the size reserved for each PE in the first prototype. However, this size reduction
comes with a timing performance drawback, since it makes reconfiguration time per PE to
double. This is due to the fact that before overwriting the configuration memory with the new
PE within a given frame, a read must be done in order to preserve those PEs in the frame that
do not need to be reconfigured.

It can be concluded that for modern 6-input LUT devices, the area overhead of VRCs
is not as high as expected if the logic associated to the RE is taken into account. In any
case, using DPR is still advantageous in terms of area given the smaller amount of resources
needed for the array as compared to the VRC implementation (320 vs. 1096 slices). Larger
arrays would take this difference even further, stressing the more contained and efficient use
of resources of the reconfigurable version. Besides, by using DPR, size-scalable arrays are
possible in a more efficient manner, which is not the case for VRC-based implementations
without stressing the overhead even more. Regarding maximum working frequency, the VRC
is in clear disadvantage since it can only work at 100 MHz compared to 200 MHz for the
reconfigurable array. Therefore, within normal system operation the reconfigurable array is
able to achieve twice the throughput compared to the VRC. Nevertheless, deeper and further
comparisons, including power consumption, are still needed, although the less amount of
resources needed for the reconfigurable version of the array suggests lower energy requirements.
Before concluding this comparison, it is interesting to stress that further improvements in the
amount of resources needed per PE are possible. This is due to the fact that the logic reserved
form them is not 100% occupied, so there is room for improvement, which is not the case for the
VRC. Section 8.5 will introduce the actual size of the PEs, which, besides being much smaller,
completely occupy all the logic reserved.
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8.4.5 Comparison with other proposals

Given the lack of a killer application for EHW, typically, research groups focus on one
application that is exploited conveniently throughout the years. So, as shown in the analysis of
the State of the Art in Chapter 5, not so many different works addressing different problems
exist. For the specificity of the proposal in this dissertation, FPGA-based evolvable image
processing systems, comparison is done with the results found in the set of works defined in
Vasicek et al. [2007b,c], collected in his PhD’s work [Vasicek 2012]. From this work, they are
considered as a whole since they both report on the same architecture. This is due to them
being the leading group in this specific niche and having consistently been holding the best
results so far, while other authors have focused in other application domains. Improved results
have been reported by the same authors for more complex versions of their evolvable system,
but these aforementioned two are the selected sources of comparison for this work, since the
complexity is similar to the proposal contained herein. The same applies to standard filtering
techniques, such as median filter and the more complex, and therefore resource consuming,
adaptive median filter. In any case, results against this last filter are also included since Vasicek’s
evolved filters clearly beat it; hence it is also included here as a source of comparison. As will
be shown at the end of this chapter in Section 8.5, more advanced filtering techniques, both
standard and evolutionary-based by the same authors, will find their comparison with the
follow-ups to the work in this dissertation (which greatly improve it) accomplished by former
colleagues in the hosting research group.

Table 8.12 reports results for the best evolved filters, which are compared with results
obtained in Vasicek [2012] and Vasicek et al. [2007c] and with the standard median and adaptive
median filters. Figure 8.29 contains the noisy images of the test set and the result of the filtering
process. Best F05 and F10 are used as a comparison for a set of test images corrupted with both
5% and 10% Salt&Pepper noise intensity. Images used as the test set, which are different from
the image used for evolution (shown in Figure 8.15), are sized 256× 256 pixels, and can be seen
in first column of Figure 8.14. Vasicek’s approach features a VRC implementation of CGP in
a Virtex-II Pro FPGA, as analysed in Section 5.4, in which the selected size for the processing
array is 8× 4 (columns×rows) nodes.

As Table 8.12 shows, Vasicek’s evolved filters consistently outperform both best F05 and F10

filters in this work, although not a big difference in MAE is observed, as it is in fact if they are
compared with median and adaptive median filters. It has to be noted though, how the size of
the array used in his work doubles the number of processing nodes used for the systolic array
used herein (32 vs. 16 PEs). However, it is also true that not all CFBs in a CGP-based VRC are
used; in this case, 17 out of the 32 and 24 out of 32 CFBs are used for filters evolved for 5% and
10% noise intensity, respectively. It is interesting to see how F05 performs comparably well, and
sometimes even better, than F10 with images corrupted with 10% noise intensity. This situation
can be observed in Figure 8.19, where quality of this best F10 filter is slightly worse than that
of F05 with 10%-noise images. Although this situation is not maintained in the average graph
in the same figure (in this case F10 behaves better than F05), it clearly shows the certain degree
of unpredictability of evolutionary methods, which makes finding the best solution to not be
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guaranteed.

Since the difference in the number of PEs/CFBs used by filters evolved for 5% noise in each
case is just one, this suggests that, probably, the difference is not that much in the number of
PEs, but in the array structure; a 4× 4 square array in this work vs. a 8× 4 rectangular array
in Vasicek [2012] and Vasicek et al. [2007c]. Hence, the difference in performance might come
from the 8 columns of the VRC, which means it has a latency of 8 clock cycles. These extra cycles
are perhaps being used by the VRC to compute conveniently delayed intermediate results with
actual pixel values contained within the moving window (remind how CFBs in any column of
a VRC can be connected to global inputs). Therefore, even standard filters are outperformed
by the proposal in this work, rectangular versions of the systolic array should be exercised in
future works to improve their evolvability and filtering performance, as compared to State of
the Art EHW techniques. Also, the performance comparison between F05 and F10, which also
holds for the rest of the filters evolved for higher intensities of noise, suggests that a 4× 4 array
is probably a lower bound in size for noise intensities higher than 5%.

Regarding implementation results, as far as the maximum frequency achievable in
both works is concerned, the functionality and routing multiplexers typical from VRC
implementations, penalise the performance of works in Vasicek [2012] and Vasicek et al. [2007b].
Author reports 3150 evaluations per second are obtained with the VRC, for a maximum working
frequency obtained of 50 MHz. In turn, the proposal contained herein improves that up to
5056 evaluations per second, for a maximum frequency of 200 MHz. Clearly, and although
implementation technology favours this work, multiplexers in VRC implementations greatly
penalise delay, which is a drawback for normal system operation. However, VRC reconfiguration
is much faster than its DPR counterpart. This has already been introduced in this work, for
which a VRC implementation of its systolic array performs up to 6818 evaluations per second
for a maximum working frequency of 100 MHz. Therefore, an effort must be put on improving
DPR reconfiguration speed, both by improving the RE in terms of sub-clock reconfiguration
speed and by reducing the size of the partial bitstreams. Lastly, overhead in area has already
been shown in this work to be a little less of 4 times; 320 vs. 1096 for the DPR and VRC
implementations, respectively. Comparatively, Vasicek et al. [2007b] uses 4591 slices of a Virtex
II Pro for the VRC; this would for sure be less in case a Virtex 5 had been used as is the case for
this dissertation. However, as in the case of delay, a pronounced overhead would also exist due
to the virtualisation of the reconfiguration mechanism, which involves including every single
FB in every PE and a set of multiplexers to select among them plus another set of them for
routing purposes.

8.4.6 Cascaded filtering

An interesting feature was observed when analysing the evolved filters, showing that images
do not degrade when filtered. An experiment on cascading several times the same filter was
performed, to check how fitness and visual quality behave. Results show how subsequent
filtering stages keep on improving filtering result, removing more and more noise each time
without producing artefacts in the image. This situation contrasts with the increasing blurring
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(a) Airplane05 (b) Airplane10 (c) F05(Airplane05) (d) F05(Airplane10) (e) F10(Airplane10)

(f) Bird05 (g) Bird10 (h) F05(Bird05) (i) F05(Bird10) (j) F10(Bird10)

(k) Bridge05 (l) Bridge10 (m) F05(Bridge05) (n) F05(Bridge10) (o) F10(Bridge10)

(p) Camera05 (q) Camera10 (r) F05(Camera05) (s) F05(Camera10) (t) F10(Camera10)

(u) Goldhill05 (v) Goldhill10 (w) F05(Goldhill05) (x) F05(Goldhill10) (y) F10(Goldhill10)

(z) Lena05 (aa) Lena10 (ab) F05(Lena05) (ac) F05(Lena10) (ad) F10(Lena10)
Figure 8.29: Result images from the test set used as comparison with State of the Art. Columns 1 and 2
contain the ideal images corrupted with 5% and 10% Salt&Pepper noise intensity. Results of using the best evolved
filters F05 and F10 over them are included in 3rd, 4th and 5th columns, as indicated by F05(IMGxy).



8.4 Results 309

Table 8.12: Comparison of results using best evolved filters with the selected work from the State of the
Art, with a 3× 3 median filter and with an adaptive median filter. All the results are given as MAE. Figures
for comparison are obtained from Vasicek [2012] and Vasicek et al. [2007c].

Test 5% S&P noise 10% S&P noise

Image F05 Vasiceka MFb AMFc F05 F10 Vasicek MF AMF

Airplane 0.534 0.338 3.536 1.046 1.282 1.002 0.874 3.843 1.227

Bird 0.233 0.147 1.515 0.598 0.762 0.763 0.389 1.648 0.651

Bridge 0.854 0.657 7.830 2.545 1.870 2.244 1.386 8.166 2.765

Camera 0.478 0.627 4.413 1.589 1.169 1.165 0.850 4.747 1.707

Goldhill 0.591 0.451 5.870 2.053 1.403 1.507 0.962 6.135 2.191

Lena 0.434 0.367 3.578 1.209 1.105 1.209 0.863 3.894 1.437

a Vasicek [2012] and Vasicek et al. [2007c] b MF stands for median filter
c AMF stands for adaptive median filter

effect produced by the median filter. Figure 8.30a shows the results of applying the best F05
filter to the training image corrupted with various noise intensities for up to 6 iterations, and
compares these with the results of the median filter. Figure 8.30b is included to prove the
generality of the filter behaviour by doing the same test using a random image from the test
set. Although there is not such a big difference as in the case of the training image, the same
kind of behaviour is still observed.

This feature can be exploited in scenarios where a high filtering quality is needed due to
very noisy conditions. In these situations, if more complex filters such as a 5× 5 or a 6× 6

array or any other advanced traditional filter was available, a better filtering behaviour would
probably be achieved. However, if the available device does not have enough resources to cope
with those complex filters, various filtering stages might be applied consecutively to improve
overall filtering quality. On the other hand, two consecutive smaller arrays could probably fit
in the device, providing a similar behaviour. In this case, the EA would deal with a much
smaller search space, greatly speeding up the adaptation process, while keeping high filtering
quality. Besides, even two different filters could be evolved, one per filtering stage, so that a
finer degree of adaptation is achieved. In order to further improve adaptability, and, as will
be shown, self-healing capabilities too, follow-ups to this work investigated this idea of the
scalability of the architecture, both in the number of arrays and in the size of each of them. This
is introduced in Section 8.5.

Figure 8.31 shows an example of how the filtering quality of the evolved filters (in the case
of the aforementioned F05) looks like and how it compares with a median filter for various
intensities of noise. Although some noise pixels still remain in the pictures in both cases, no
blurring effect is produced by the evolved filters, as is the case with the median, and thus more
details of the original image are maintained after noise removal.
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Figure 8.30: Comparison of cascaded filtering behaviour: best F05 vs. median filter after 6 consecutive
filtering stages. (a) shows the results for the image used for evolution (Lena) and (b) for a random test image (the
bird). Continuous lines indicate results for the best F05 filter, while dotted lines indicate those for the median filter.
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Figure 8.31: Visual comparison of cascaded filtering performance: best FO5 vs. median filter after 6
consecutive filtering stages. First column contains the original images for 5%, 15%, 30% and 40% noise,
respectively; second column contains the result of the evolved filter performance (best F05); and third column
the result for the median filter.
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8.4.7 Fault tolerance and self-healing strategy

It seems obvious that if the system can autonomously adapt and reconfigure itself, it might also
be able to recover from faults since it can efficiently reorganise the available healthy resources.
This behaviour would be extremely interesting in applications such as unmanned space flight
systems and, in general, any other application that requires a high degree of autonomy. These
can also be seen as applications in which reaching the system (for maintenance or for eventual
upgrades) becomes extremely difficult and expensive. So, this was the motivation to check
how the system behaves in the presence of faults and how capable it is to recover from those
faults. The very structure of the processing architecture, together with the evolutionary force
of the AE engine, inspired the thought of the inherent functional flexibility the whole system
could have. This suspicion was reinforced after system validation tests were performed and the
evolvability of the reconfigurable architecture of the CE was checked. Therefore, this section is
devoted to study, not only the resilience of the proposed architecture, but also of the system as
a whole; since, as already demonstrated, the flexibility and adaptability features of the system
are conferred thanks to both, its processing architecture and the evolutionary force pushing for
its survival.

8.4.7.1 Initial approach

The physical array in which normal operation takes place is the same as that used for evolution.
This is an advantage since candidate solutions are generated, configured and evaluated very
fast, which makes hardware fault emulation, rather than simulation, possible. Therefore, doing
many experiments in a short time, even a systematic fault analysis, is possible. Fault injection
was performed using a modified RE, where original bitstreams prepared to reconfigure a faulty
position are replaced by another one that models the fault. As a first approach, a simple PE-level
fault model was used: a fault in any element inside a PE produces a modified result in that
PE, no matter what the function to be placed in that position is. Two simple sub-models were
considered for this PE-level fault model: to use a PE with “all-1s” at the outputs (as in a global
stuck-at-1 fault), or a random value. Results in terms of adaptability were similar but, since
the “all-1s” function is one of the 16 original functions within the library, it was decided to use
a random number generator function instead. This model will be referred to as the “PE-level
model” in all subsequent steps. Besides, configuring a faulty PE should cover any fault in the
routing structure, since it means an altered input will also appear in the neighbour PEs.

A systematic fault analysis, injecting faults in each of the 4× 4 array positions showed that
the system was able to recover from faults injected in any PE, except for the bottom right PE
if the output multiplexer was not present. The system was able to evolve unevenly, depending
on the PE where the fault was injected, but the resulting system was always able to improve
the MAE of a conventional median filter, in every experiment.

The modified architecture with the simple 4 to 1 multiplexer attached to the four outputs
on the right side was then included, letting the control of this MUX depend on evolution. This
brought an increase in genotype length of two bits, but the flexibility achieved by letting the
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Table 8.13: Fault tolerance analysis for single faults. MAE results for the fault tolerance analysis for single
faults is shown in here. The two fault models are considered and included, CLB and PE model. Besides, two set of
experiments (each counting 80 independent evolutionary runs) were tackled, one triggering the adaptation phase
beginning from the last working individual (second row, “Last individual”) and another one beginning from a
randomly seeded individual (last row, “Random”).

Fitness (MAE) Avg. #Gen
Avg. Min. Max.

Fault model CLB PE CLB PE CLB PE CLB PE
Last individual 0.89 1.58 0.58 0.58 2.87 4.75 10877 16989

Random 2.27 2.39 0.77 0.60 6.56 6.56 18784 19549

system select its own output made evolution faster. Besides, a single fault injected in the right
bottom output PE is now recoverable.

8.4.7.2 Fault tolerance experiments

Realistic faults in FPGAs, especially those affected from their use in harsh conditions are
difficult to model. The PE-level model used in the previous experiments is very simple to
implement, but it is far from being realistic, since a single fault invalidates a complete PE.
Therefore, if the system is able to recover from this pessimistic faulty situation, it is likely that
it will also recover from more realistic faults.

In order to improve the model, a CLB-level model is also proposed, since a fault in a CLB
affects only those functions that use that specific CLB. A faulty block is injected by the RE
only in case the function uses the faulty CLB position. CLB usage is determined by a function
occupation analysis performed off-line. Results hereafter show comparisons between both PE
and CLB faults models.

Single fault injection results

Single fault injection recovery tests are useful to see how the system reacts against per-
manent faults. Table 8.13 shows the results of the single fault tolerance analysis for a series of
80 independent runs, summarizing the MAE fitness values obtained (average, minimum and
maximum) as well as the number of generations until stagnation. MAE values are given for
both fault models (CLB and PE columns), and considering that evolution starts from the last
working individual or from a new random seed.

Results show that the PE fault model is more pessimistic than the CLB one, and exhibits
worse MAE values, requiring more generations to stagnate. As expected, evolution from the
last individual performs much better than from a random seed. All MAEs obtained are much
smaller than the median filter, whose MAE is 5.62.

Additionally, a systematic analysis was done to investigate how faulty PEs, block by block,
affect array performance. 10 independent runs per PE were executed, accumulating (and
averaging at the end) the fitness values obtained in each run. Figure 8.32 shows the results
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Figure 8.32: Faulty PE influence on the array performance. Results of the systematic analysis accomplished to
investigate how faulty PEs affect array performance. After 10 independent runs per PE were executed, the average
fitness values obtained in each set of runs for all the PEs in the array are shown in the graph. PE numbering scheme
in the graph considers 0 being the upper-left PE, 1 the immediate PE placed to its right, and so on, until PE number
15 which is the lower-right PE.

obtained, which demonstrate that there is no PE position which may produce unrecoverable
errors for the target filter design, although fault resistance is uneven for each PE position.
Anyhow, this was expected, since there are PEs whose position in the array make them much
more critical in terms of losing functionality in case faults occur.

Degradation analysis

Permanent faults, if accumulated, degrade the system. So, it seems reasonable to further
investigate which is the behaviour of the array with an accumulated number of faults. A sys-
tematic double-error injection analysis was done at PE level, since this implies only 120 different
experiments. Figure 8.33a shows the results as relative average fitness for faults injected in the
i-th column and the j-th row. Once these results were obtained, for each PE fault, summing
up the fitness values for all other faults from Figure 8.33a gives an indication on how well the
system responds to extra accumulated faults. Figure 8.33b shows a colourised diagram of the
array, where lighter yellow elements show better resistance than the darker red ones.

The analysis of Figure 8.33 shows that worse results are produced when faults are close one
to the other, forming a kind of barrier which makes it difficult for data streams to surround
them. For the chosen problem, horizontal barriers behave worse than vertical ones, and diagonal
barriers shaped as “�” behave better than “�” diagonals, which are the worst combination.

Nevertheless, it is important to note that even the worst case combinations of any two “hot”
PEs, yield better results than the median filter reference value. If analysis of randomly selected
faults at PE level, or random CLBs within a random PE for the CLB level fault model are
performed, the progress of evolutions with both fault models has similar behaviour than with
single fault injections. The CLB-level model yields lower fitness values than the PE-level model,
for the former not being as pessimistic as the latter.
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(a)

(b)

Figure 8.33: Fault tolerance results for double-error injection analysis. (a) shows the relative average fitness
obtained after adaptation in the case of faults injected in the i-th column and the j-th row: a bigger circle stands for a
higher MAE, which means the faults in those PEs contribute more to decrease performance. (b) is a colourised array
diagram that represents which PEs feature a higher fault-tolerance resistance (the lighter the PE colour, the more
resistant that PE is). In both analysis, what is taken into account is how much does each PE, or pair-of, contributes
to the array filtering performance.
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(a) (b)

(c) (d)

Figure 8.34: Data dependencies for various three-fault cases injection. The figure shows the data dependencies
created due to the fault injection and how those faults (denoted as diagonally-dashed PEs) are avoided by the data
stream thanks to the array configuration, which helps bypassing the fault. The tag inside each PE is an acronym for
its functionality. Values below each graph represent the MAE achieved.

Injections of three faults cannot be done systematically in a reasonable time, so 80 random
experiments were performed. It is interesting to see how data dependencies are set on the
array to avoid the faults. Figure 8.34 shows this effect for four different three-fault distributions.
Data flow is extracted from the genome, as PE unary or binary functions clearly mark this data
dependency. As it can be seen, the multiplexing scheme at the output contributed importantly
to find some of these solutions.

Figure 8.35 shows a statistical summary of all the experiments performed, using boxplots for
the 80 independent runs for 1, 2, and 3 faults, with both fault models, and triggering evolution
from both the last working individual or from a random seed. Graphs show that the system
recovers from induced faults most times, yielding better fitted circuits if evolution is seeded
with the last working chromosome. It can be derived that spare PEs available in the array can
be used to recover from multiple permanent faults by triggering evolution again. The reason
why average values for one-fault tests seem to be better than for fault-free ones is misleading.
It can be explained because the fittest individual (that active before the fault occurs) is the seed
for the next evolutionary run, the repair phase, so it contains all previous genetic information
accumulated during thousands of generations of previous evolution. Therefore, it is reasonable
that if some extra time had been given to the initial evolutionary run to keep on improving
fitness, this would have actually happened to occur, as shown for this case of fault recovery.



8.4
R

esults
3
1
7

(a) (b)

(c) (d)

Figure 8.35: Statistical summary of the results of the fault tolerance experiments. (a) and (b) show the results in case the seed for the new adaptation phase is the last
working individual, using the CLB-level and the PE-level (Block model in these graphs) fault model, respectively. In the same way, (c) and (d) show the results in case the seed for
the new adaptation phase is a random one. All tests were repeated 80 times to obtain statistically significant results.
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8.4.7.3 Self-healing strategy

Self-healing is the capability of autonomously recovering from a fault or a series of faults,
trying to minimise degradation effects. It can be achieved by native architectural features, or
by the application of specific fault recovery procedures. These procedures typically consist of
supervision tasks which are applied periodically. The system should be able to recover from
both transient or permanent and cumulative faults. Systems may self-heal with or without
precise fault diagnosis. Strictly speaking, the method we propose does not require fault
diagnosis, although we will see that, if the fault(s) is(are) known, extra advantages are obtained.

Fault detection can be accomplished by periodically triggering a calibration phase, which
must provide a known fitness value, in case the array is not damaged. Transient faults, like
SEUs do not need to trigger another evolutionary run, since they can be healed by means of
scrubbing. Therefore, the detection of a permanent fault is obtained after detecting that the fault
cannot be removed by a previous scrubbing operation. In case a permanent fault is detected, a
new adaptation phase is triggered to generate new candidate solutions which might overcome
the damaged portion of the circuit. This way, functionality of the system might be recovered. It
must be noted that most of the mechanisms needed to provide the architecture with self-healing
capabilities are already available in the system during its normal operation.

Self-Healing strategy with no fault diagnosis

The following procedure defines the self-healing strategy:

(a) Run initial evolution and select working circuit
(b) Keep track of the fitness value triggering a calibration phase periodically
(c) Run normally until next scrubbing
(d) Re-evaluate fitness (using the pattern image)
(e) If fitness (b) = fitness (d), then no error is detected. Go back to (c)
(f) If not, rewrite last reconfiguration, that is, perform scrubbing
(g) Re-evaluate fitness using the pattern image
(h) If fitness from (g) and (b) are equal, then fault was a transient one⇒ already recovered.

Go back to (c)
(i) If fitness from (g) > fitness from (b) ⇒ fault is a permanent one. Go to step (a) for

adaptation

This strategy is based on the following factors: first, the fitness evaluation against a pattern
image is used as a fault diagnosis scheme, which is combined with the scrubbing activity to
periodically recover from SEUs. If, after a reconfiguration, there is indication of a permanent
fault, another evolutionary run is executed, so that the new evolved circuit can avoid the faults
accumulated in the matrix. SEU detection is fast, since it only requires the fitness evaluation
of a pattern image. This can replace (or reinforce) typical scrubbing based on configuration
memory read-back.

The recovery from a transient fault is also fast, since it only requires an additional full matrix
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reconfiguration, which is in the order of a few hundreds of µs. Only after a new permanent
fault that affects the present circuit is discovered, adaptation (new evolutionary run) is needed.
As shown in the previous analysis and the results of Figure 8.35, starting with the previous
valid circuit as the initial individual for the new evolutionary run, produces new circuits which
recover from the new fault in a not too large number of generations. This yields a recovery
time for self-adaptation in the order of less than a minute.

Self-Healing strategy with fault diagnosis

By identifying the point where faults are produced, either by a memory read-back to detect
faults in the configuration memory, or by any other method, fault tolerance may be enhanced
due to the intrinsic spare CLB availability in the functions mapped into PEs. Function mapping
may have several placement alternatives. Hence, the method can be modified so that when
a permanent fault in a block is detected and diagnosed, the configuration associated to the
function in the corresponding PE can be replaced by another functionally-equivalent one which
does not make use of that faulty CLB. Although in the set of functions selected all of them have
similar complexity, block occupancy is uneven so there is a chance to use this fact as a spare part
availability resource. Complementary functions should then be placed in the functions library,
together with the CLB usage footprint of each function. The procedure should be modified so
that when a permanent fault is detected and diagnosed, a footprint search is done to check if
the fault can be recovered. This would be done by replacing the faulty PE by another function
which does not use the CLB in the faulty position. Afterwards, the EA should be run again in
case there is no such replacement function.

Another improvement is to consider that the genes in the genotype that correspond to
the diagnosed faulty PEs can be removed from evolution, thus reducing the search space.
Consequently, running the EA for the same number of generations as before would increase
the chance to obtain better circuits if a large enough array is still available. For instance, three
diagnosed permanent faults in the 4× 4 array mean a reduction of 3 integer values out of 26

(11.5% reduction).
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8.5 Follow up to Further Works Enabled by This

Thesis

This section is devoted to introduce the new developments and breakthroughs obtained with
the platform once the main effort of this thesis was done. Even though it is true that these
further works are beyond the main work of this author, it is also true that the work developed in
this thesis enabled these further developments. They somehow constitute part of the envisioned
future work of this thesis that has already been materialised. Same applies to the work by Otero
[2014], which also served as baseline for these additional works. They are briefly introduced
below and discussed in more detail in the following sections. It is therefore thanks to the
cooperative work accomplished as a group that these new results were obtained as a result of
Master’s thesis by Gallego [2014] and Mora [2013] and ongoing PhD thesis works.

Initial efforts were done to improve the size of partial bitstreams. With a lower
implementation footprint and hence a faster reconfiguration time, several improvements were
possible. Scalable versions of the architecture were implemented to enable en extra degree
of self-adaptation, given the resulting increase in processing power after the scaling process.
Either a size-scalable version of the systolic array or multiple instances of it active at a time in
the device, were developed. These proposals increased self-adaptability of the system, which
also implies increased self-healing capabilities. First, scalability in the number of arrays was
accomplished, so a platform with multiple evolvable arrays was developed [Gallego et al. 2013a].
Afterwards, a scalable version of a single evolvable systolic array was implemented to allow
for dynamically changing the number of PEs [Gallego et al. 2013b]. Both improvements will
also eventually enable to cope with dynamically fluctuating resources in the system, so scalable
quality and performance can be obtained. To the best of authors knowledge only one work
featuring similar scalability attributes is reported in Knieper et al. [2010]. In order to augment
classification performance of the architecture shown in Figure 5.13 (see figure for references),
a scalable and reconfigurable version is implemented to increase and decrease the number of
pattern matching elements. However, only a preliminary and restricted implementation was
provided.

Other works following this thesis [Mora et al. 2015] dedicated an explicit effort to decrease
reconfiguration time, both through improvements to the RE and through reductions in PEs
footprint. Parallel evaluations were already possible given multiple instances of the array could
be configured in the FPGA as mentioned above. Therefore, the number of evaluations per
second was improved, which also helped in achieving faster convergence of the EA. Besides, a
new parallel threaded version of the EA was developed to accommodate to the new architecture
and to try to improve search efficiency.



8.5 Follow up to Further Works Enabled by This Thesis 321

FIFO

FIFO

Reference 
Input

Image 
Input

Reference 
Output

Image 
Output

LATENCY
 COMPARATOR

Result 
Input

Result 
Output

Training 
Input

Training 
Output

Variable
Latency

Variable
Latency

Variable
Latency

PROCESSING ARRAY

Latency

Figure 8.36: Internal structure of the new CE for multi-array scalability: the ACB.

8.5.1 Multi-array scalability

This work can be found in Gallego et al. [2013a], and it is the first work derived from this
thesis. It addressed scalability at the level of number of arrays concurrently active in the system.
This first version only allows for a fixed number of arrays to be active during system lifetime,
but future developments might also cover a dynamic scalable approach that will allow for
online self-adaptation in the number and size of arrays in the system. Having multiple arrays
working concurrently allowed to think of diverse modes of operation so they could be working
independently or cooperatively towards a common goal.

A new architecture was developed to allow for a flexible interconnection scheme. Figure 8.36

shows the architecture of the Array Control Block (ACB), which is now the module of the
system that controls the evolvable systolic array, together with FIFOs, fitness unit and latency
computation, along with extra connectivity resources to assemble arrays together. Arrays are
instantiated in a vertical basis in the device, so a set of connections is provided as shown in
the figure to stack them together; the first one is connected to the static part of the design, and
each of the following ones right below their predecessor. Reserved logic for the arrays is placed
side by side with their corresponding ACBs in a horizontal manner. These allow for different
input/output schemes, so fitness computation is done accordingly in such a way that MAE can
be computed between: (i) the IdealResult and the CandidateResult, i.e., the reference and output
images as has been done in this thesis; (ii) the InputData and the CandidateResult, i.e., the input
and output images of the array; and (iii) the CandidateResult of two adjacent arrays, i.e., the
output images of two arrays.

Given the new architecture, different modes of operation and evolution are possible.
Regarding operating modes, the following four are available:

• Independent. This mode implements task level parallelism, increasing throughput. All
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Figure 8.37: Independent and parallel operating modes for multi-array scalability.

the arrays are configured to different tasks. They receive the same input and produce an
independent output. See Figure 8.37.

• Parallel. Similar to the mode above (see Figure 8.37 too), all the arrays are now configured
to the same task. This mode enables standard fault tolerance techniques such as Triple
Module Redundancy (TMR).

• Cascade. Arrays are cascaded (Figure 8.38) so the input to each of them in the chain is
obtained from a previous peer, except for the first one, which features the main input.
Three sub-modes are possible:

– Independent cascading. Each array is configured to a different task, allowing
the implementation of typical processing chains composed of, for example, noise
removal, smoothing filters and edge detection, among other tasks. They are evolved
independently as seen in this dissertation.

– Collaborative cascading. All arrays cooperate to achieve a common goal, but each
of them is evolved to process the output of its previous peer. Target processing task
can therefore be split up by evolution in different stages, so each array is optimised
to process the output of the previous one in the chain. A complex task is this
way divided in several simpler sub-tasks achievable by the cooperation of smaller
arrays; ideally, the more stages in the cascade, the higher the degree of complexity
of the common task achieved. This mode can implement an advanced version of
the cascaded (repetitive) filtering scheme addressed in this thesis, since it allows to
optimise each array to the noise type/level present in its input, which is the result
of the previous stage.

– Redundant cascading. This is the very same situation described in this work in which
a processing task is iteratively applied over the result of the previous iteration.

• Bypass. A single array in a cascade is bypassed (see Figure 8.39) to allow for its adaptation
while data throughput is maintained. This is of great help in ensuring self-healing
capabilities of the system, since it enables online recovery as analysed in Section 8.2.3, as
opposed to just offline recovery as addressed in this dissertation.

Depending on the selected operating mode and self-healing strategy, different modes are
also possible during evolution:
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Figure 8.38: Cascade operating mode for multi-array scalability.

Figure 8.39: Bypass operating mode for multi-array scalability.

• Independent evolution. This mode is the same to the one used in this work (see
Figure 8.40a). Each array is sequentially evolved using different datasets to accomplish
different processing tasks. It might be used to evolve arrays for the independent, parallel,
redundant cascading and independent cascading operating modes.

• Parallel evolution. This mode (see Figure 8.40b) allows for parallel fitness computation of
several candidate circuits, which might help to speed up evaluation of a whole population.
Besides, if an equivalent operating mode was available, which is not yet the case for the
current version of the platform, different processing tasks could be evolved in parallel
using the same InputData in case different IdealResult datasets were available.

• Cascaded evolution. This mode evolves all of the arrays using as InputData the
CandidateResult (output) of the previous peer in the chain. The arrays in the cascade can
be evolved in a sequential or interleaved manner. In the former case, known as sequential
cascaded evolution, evolution of each array is triggered when the evolutionary process of the
previous peer is terminated. Regarding the latter, known as interleaved cascaded evolution,
all of them are evolved at a time so that one generation is executed consecutively in each
array. Two different sub-modes are available as shown in Figure 8.41.

– Separate fitness units. Each array (see Figure 8.41a) is evolved based on its own
performance, i.e., on its own fitness unit, but all of them use the IdealResult dataset
as evolution goal.

– Shared fitness unit. In this case (see Figure 8.41b), the whole cascade is considered
as a unique evolvable instance, so a single fitness computation is done at the end of
the chain.

• Evolution by imitation. This mode gives support to bypass operating mode. The
bypassed array is evolved using as IdealResult the CandidateResult of a neighbouring peer,
both of which share the InputData dataset. Therefore, functional recovery of a given array
can be obtained by imitating the processing behaviour of a working neighbour. This can
be helpful to recover from permanent faults in scenarios where the IdealResult dataset
might have been erased from the system or might have being damaged due to some
fault or other source of unavailability. Hence, this mode enables module redundancy with
jiggling, as mentioned in section 8.2.3 for the work by Garvie [2005].
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Figure 8.40: Independent and parallel evolution modes for multi-array scalability.
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Figure 8.41: Separate and shared fitness evolution modes for multi-array scalability.
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Figure 8.42: Evolution-by-imitation evolution mode for multi-array scalability.
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8.5.2 Single array scalability

Another version of the platform has been developed in which the evolvable systolic array
is made size-scalable in terms of the number of PEs [Gallego et al. 2013b]. It is able to
autonomously grow or shrink in order to adapt to the given problem complexity or to cope
with variable resources fluctuation according to general system state. Inspiration is taken from
the ontogeny process in multicellular organisms that gives support to growth by means of
division and specialisation.

In this case, array size can be scaled in order to adjust processing quality. For example,
starting from small arrays, in case evolved fitness is not enough to fulfil requirements, size
might be increased. Once this happens, evolution must be restarted, which can be done from a
complete random individual or seeded from the previous smaller array.

This size scalability means variable size genotypes need to be supported, so the AE was
modified accordingly. Besides, special care has to be taken since the search space is now variable
too, so evolution time and convergence of the algorithm might get worse.

From an implementation point of view, the architecture had to be modified. Data
input/output to/from the array is done through static multiplexers configured by a simple
register-write operation in the main version reported in this thesis. Contrary to this,
reconfigurability is needed in the input multiplexers to adapt to different array sizes, since
every extra row or column would require additional control lines. New reconfigurable modules
to hold the new data-multiplexing requirements were proposed. Besides, the circuit that
implements the 3 × 3 moving window was changed too. Both modifications, which led to
the new architecture shown in Figure 8.43, were directed to reduce mux-based routing inside
the new input reconfigurable modules. A kind of hardwired multiplexer composed of different
reconfigurable PEs was developed, substituting the previous MUX logic in the input boundary
of the array. Only three input pixels are now fed to the system input hard-multiplexers; nine of
these reconfigurable multiplexers exist, each one representing one of the nine routing options
available in the original 9-to-1 multiplexer. A similar strategy is followed with the multiplexer
in the output boundary of the array. Three new reconfigurable modules are generated in this
case: (i) one to take the output of the selected PE and route it to the output of the array; (ii)
another one for the top-most right corner that routes the output of the module below to allow
for back-propagation; and (iii) a last one that routes the output of a module below to another
situated above. The back-propagation strategy also requires to include a back-path in the north
hard-multiplexers of the array.

8.5.3 Results for the scalable architectures

As could be expected from the actual state of the system, there are very interesting new results.
Just a couple of them from both scalability strategies implemented are shown herein. They are
chosen, among others that can be found in the publication record of the group, because of their
probably tightest link with some of the results shown in this thesis.
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Figure 8.43: Reconfigurable hardwired multiplexers and new scalable array architecture. (a) shows the new
input data strategy to the array and the reconfigurable modules implementing the nine routing options to compose
the 3× 3 moving window. (b) represents the new structure of the scalable processing array based on this routing
scheme.

First, cascading filtering results are included for the improved platform with scalability.
This thesis originally discovered a non-destructive effect of the evolved filters. They could be
iteratively used over the resulting image from previous iterations without distorting image
quality as standard median filters do. Figure 8.44 shows average and best evolution results
for a 3-stage cascade of 4× 4 arrays, both in case of using redundant cascading mode (tagged
as same filter in legends) and in case of collaborative cascading. Note how redundant cascading
corresponds exactly with the iterative filtering scheme analysed in this thesis. 50 evolutionary
runs of 100 000 generations were used to obtain results. As seen in the figures, using the same
configuration for the three arrays in the cascade, improves fitness just for the second stage,
while the third one produces slightly worse results; this is not completely surprising given the
non-deterministic behaviour of EAs, but, in any case, deviation is extremely small (around 1800

SAE and 0.1 MAE). However, if cascaded evolution mode is enabled so that noise-level-specific
filters are evolved for each stage, average results are improved for the three stages. Comparison
between the two different approaches for cascaded evolution, interleaved and cascaded, is also
done, with no significant difference observed. Figure 8.45 contains an example of the quality of
the filters evolved. A Lena input image corrupted with 40% Salt&Pepper noise (51.438 MAE)
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Figure 8.44: Comparison of evolution results between cascaded modes for multi-array scalability. Given
results are based on 50 evolutionary runs of 100 000 generations each. For each stage of the cascade, (a) shows the
average SAE evolution results while (b) features those obtained by the best evolved circuit.

was used. MAE after going through the 3 stages of the cascade is around 0.5 (around 8000 SAE
as seen in Figure 8.44b), which is much better compared to the 13.328 MAE obtained using a
median filter and the 11.004 MAE obtained using the best F40 filter evolved in this thesis (see
Table 8.6 and figure 8.19b).

Whether or not these results could be somehow expected, those shown in Figure 8.46

comparing the performance of multi-array scalability (using different filters adapted for each
stage, i.e., collaborative cascading mode, as shown right above) with single array scalability,
probably are not that expected. As can be seen in the figure, first stage of the cascade (all three
filters are 4× 4) and a single 4× 4 array yield the same fitness, which is expected. This expected
similarity is maintained for the second stage of the cascade and for a 5× 5 filter. However,
the trend is not held as bigger arrays are used, since as shown in figure, performance keeps
improving as arrays get larger, as opposed to results from yet another stage of the cascade, the
third, whose improvement is considerably lower. It can be concluded how for a similar number
of PEs, 49 for the 7× 7 and 48 for the accumulated three stages of the cascade, larger arrays are
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Figure 8.45: Example of a noisy image after having been filtered by the 3-stage cascade of adapted
filters. Input noisy image has a 40% level of Salt&Pepper noise.

Figure 8.46: Comparison of evolution results between multi-array collaborative cascading and a single
scalable array.

clearly preferred to cascades of smaller ones. There are some drawbacks, though. The number
of generations needed to evolve 2 arrays of the cascade (MAE results are quite similar for two
and three stages) is 2× 31000 = 62000 generations. As shown in Gallego et al. [2013b] the
best strategy used to evolve bigger search spaces like the one derived from a 7× 7 array, is a
sequential evolution scheme: evolution for a 5× 5 array is started from random and the resulting
array is used as seed to restart evolution after scaling to a 6× 6 array and afterwards repeat the
same operation to evolve a 7× 7 array. Following this strategy, 102000 generations are needed.
Hence, if adaptation time is considered, cascaded smaller arrays is the preferred option.

The demonstrated highly increased adaptability of the system, fostered new experiments
to check the expected increase in self-healing capabilities. Specifically, if the number of
accumulated faults is too high, system degradation is evident, so self-adaptation might now
come in the form of scaling system resources to confer it with extra PEs. An experiment was
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Figure 8.47: Self-healing results for accumulated permanent faults using single array scalability. Dark-
blue line shows fitness of the array as a function of time (generations). Dark green line is the initial fitness obtained
with a 4× 4 array and light green line represents a threshold based on this initial fitness. Whenever a permanent
fault happens to occur (indicated by vertical red lines) self-healing begins by triggering evolution. If fitness is not
recovered to a value under the threshold, array is scaled up (indicated by vertical light blue lines) and evolution
re-triggered until below-threshold-fitness is recovered or array reaches a size of 7× 7.

set up in which the fault type used is the PE-level model introduced in Section 8.4.7, which
produces a random value at the output of damaged PEs. Remind how this is a highly pessimistic
model that is used precisely to explore the upper bounds of system self-healing capabilities.
This conservative model is reinforced since the randomly selected PEs to be damaged, might not
even be actively involved in actual array configuration or have a minimal impact in produced
output.

Figure 8.47 shows the result of this interesting experiment. Starting from a 4× 4 array and
its associated initial fitness value, a permanent fault is injected. Hence, a new evolutionary run
is triggered to recover the system, as shown in Section 8.4.7. If the new obtained fitness is better
(lower) than a threshold based on the initial fitness, system is considered to be healed and
another permanent fault is injected. This process is repeated until the fitness obtained after the
self-healing evolutionary run is worse than the threshold (higher). Whenever this happens, the
array is scaled up in one dimension (first width, next height) and evolution is triggered again.
The process is repeated until a size of 7× 7 is reached. If fitness is not recovered, system is
considered to be unrecoverable, so self-healing is not possible any longer.

Two thresholds were considered to check the impact the threshold has on the supported
number of faulty PEs; 1.5× and 2× the initial fitness. The experiment was repeated 100 times
for each threshold. Figure 8.48 shows statistical results for the number of accumulated faults
the array can cope with, without scaling, for both threshold values. Results show, as expected,
how a more aggressive lower healing threshold (1.5×) is harder to be recovered, reducing the
number of accumulated faults the system might cope with. A number of faults as high as 42

damaged PEs in the best case can be recovered for a 7× 7 array. If the average value is taken,
self-healing is possible up to 11 damaged PEs for the 2× threshold, compared to 8 for the 1.5×
case. As a result, average lifetime of the system can be greatly extended as compared to the
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Figure 8.48: Accumulated faults supported with single array scaling for healing thresholds of 1.5× and
2× the initial fitness.

initial version developed in this thesis.

8.5.4 Faster operation and evolution through improved PE

architecture, DPR support and a more efficient parallel

EA

Regarding reconfiguration support, partial bitstreams size per PE was finally reduced down to
a total of 1 column of CLBs by 5 CLBs height (5 CLBs in total) [Gallego et al. 2013b]. However,
bus macros required two CLB columns, which meant arrays bigger than 4× 4 were not possible.
Hence, these were also eliminated at the same time by using so called Virtual Borders, which
allow to anchor certain nets through the creation of specific routes. This connections strategy
for reconfigurable modules was developed by the research the group, as defined by DREAMS
tool [Otero et al. 2012]. Besides these improvements, a breakthrough was obtained in Mora et al.
[2015], based on the work previously published in Dobai et al. [2014] that restricts mutations
to affect only one frame of the selected PEs. The rationale behind is to reduce reconfiguration
time using partial bitstreams as much as possible.

The new developments covering a new implementation architecture and an improved DPR
method for PEs and multiplexers is proposed in Mora et al. [2015]. New PEs and input/output
multiplexers implementation is done through DPR of LUTs. These are directly instantiated,
allowing to obtain PEs sized only 2 Virtex 5 CLBs; each PE uses 2 LUTs and 1 FF per bit and
dedicated carry logic, as Figure 8.49 shows. Hence, 16 LUTs and 8 flip-flops are needed to
implement each PE, which means 2 CLBs or 4 slices. PEs are carefully mapped to LUTs so
that experimentally selected LUT inputs are used in order to reduce delay and the amount of
frames needed to reconfigure each PE. A total of 3 frames are needed (1 for first stage LUT and
2 for the second as shown in the figure). The two required CLBs are vertically stacked, so up
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Figure 8.49: 1 bit fragment of the new PEs of the systolic array. Each PE is composed of 8 fragments like this,
1 per bit, to build up the 8-bit datapath.

to 10 PEs can fit in a single Virtex 5 clock region. Short routing is explicitly exploited by using
100% of the available logic slices in the region, which improves timing7.

Each input 9-to-1 multiplexer is based on its reconfigurable hardwired multiplexer as
described in Section 8.5.2, but similarly to the new PEs, 2 reconfigurable LUTs are used.
Regarding the output multiplexer, one reconfigurable LUT is used per bit per systolic array
output. This is, up to date and authors’ knowledge, the most efficient implementation using
DPR for the given PEs granularity defined in this work.

RE has been improved too and adapted to the finer grain of reconfiguration defined by the
new reconfigurable LUT approach for PEs. New RE is able to write one word per clock cycle,
but it does so now by directly writing to ICAP registers. HWICAP controller has been dropped
due to its speed of operation, limited to single word transactions on the system bus, and due
to the slow read operations from the configuration memory needed to implement the readback
capability.

Implementation results for an 8× 8 array are now of 336 slices, compared to the 320 reported
in this thesis for a much smaller array of 4× 4. 8 systolic arrays are concurrently instantiated,
which requires 2688 slices, i.e., just 16% of the available slices in the device. Achieved frequency
of operation is 400 MHz for the array, limited by surrounding logic, not the array itself. RE
keeps working at 200 MHz and the MicroBlaze processor at 100 MHz. Results for a 16× 16 array
are also reported to achieve 500 MHz, demonstrating the good scalability of the architecture,
whose timing is not affected by a larger array. In fact, authors suggest, as analysed in Chapter 5

for the work by Dobai et al. [2013a], how the bottleneck of the system seems to be in the control
logic rather than in the VRC or the systolic array.

Finally, the EA has been improved to take advantage of the new architectural developments.
Mutation has been modified similarly to the work in Dobai et al. [2014]. In this case, for 2

genes to undergo mutation for each new candidate, these are chosen so that all modifications
take place in the same column of the systolic array. This is done this way to accommodate the
column-based reconfiguration scheme of the device. Now only one column of the device needs
to be reconfigured to switch to a new candidate and hence reconfiguration time is improved.

7Comparatively, for the set of works described in Dobai et al. [2014, 2015], a XC7Z020 Xilinx Zynq-7000 AP SoC is
used to implement approximate PEs using 8 LUTs (2 slices) per PE as shown in Chapter 5. Four frames are required in
this case to reconfigure each PE; however, given 25 PEs fit in a clock region in Dobai et al. [2014, 2015], 25 PEs can be
reconfigured at a time. Clock regions in Zynq devices span 50 CLB rows, while Virtex 5 ones span through 20.
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Also, instead of using a (1 + 8) population model for the EA, 8 parallel evolutionary processes
featuring a (1 + 1) strategy are executed. The individual to become parent was maintained to
be selected from the offspring as long as it had a better or equal performance to the previous
parent. This was done in order to reduce the probability of getting stuck at far-from-optimal
local minimums, which seemed to be a problem of the previous strategy. Hence, variability was
tried to be maintained by having various instances of the simplest population model spread
through the search space. Additionally, after 2048 generations, a second selection strategy
was implemented; the worst performing population was discarded and substituted by a fork
of the best one. This model resembles island population models, featured by independently
evolving sub-populations that are allowed to mate from while to while; in this case it is not the
genetic information of individuals that is exchanged, but a whole sub-population discarded
and replaced by a fork of the best one so far.

Overall, the new system is now able to evolve even better filters than those contained in
this thesis in less than 4 seconds. This, compared to the 178 seconds reported in this thesis,
is an astonishing improvement to the results originally obtained in this thesis. Hence, over
80 000 evaluations per second (81 200 is the exact figure reported) are now obtained. This last
piece of work has so far focused on improving reconfiguration time and EA convergence speed
while trying to scape from local optima as compared to previous EA. These results show much
better the benefits of systolic arrays vs. CGP-based architectures; the compact design achieved
(2 CLBs) and the absence of multiplexer induced delays, which together increase performance,
yield such a good overall result.
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8.6 Conclusion

A proposal for structural self-adaptation of hardware processing cores in FPGA-based evolvable
systems has been shown in this chapter. A Computing Engine featured by a 2D mesh-type,
systolic processing array architecture widely used in VLSI signal processing has been exercised
to check its evolvability and degree of self-adaptation. Its feasibility as a solution for adaptive
hardware in FPGAs, i.e., as a self-adaptive processing architecture with native reconfiguration
support has been demonstrated. The proposed evolvable framework also features both an
advanced Reconfiguration Engine and evolutionary Adaptation Engine. Their merge in this
work represents a step forward in the implementation of evolvable, self-adaptive systems in
commercial FPGAs, since it makes native reconfiguration possible, overcoming traditional VRCs
drawbacks like area and delay overhead.

Particularly, it has been shown that mapping evolvable hardware architectures over systolic
arrays that can autonomously evolve straight on the reconfigurable fabric of FPGAs, using DPR,
is possible. Furthermore, the computational behaviour of systolic arrays has been demonstrated
to be runtime adaptive by a process of simulated evolution. Hence, filtering performance of
the Computing Engine can be adapted to varying intensities and types of noise, as well as to
different quality levels by cascading the same filter several times, since evolved filters do not
degrade the image. This, compared with traditional convolution filters, produces much better
results for a wide range of noise densities. Besides, the proposed system is able to evolve filters
for different tasks such as edge detection, including images corrupted with noise.

Since circuit structure changes as self-adaptation is performed, a strategy to evolve
autonomous control of timing and synchronisation has been proposed and validated too. This
has been termed as self-tuning timing, and basically considers that a dynamically changing
circuit needs a dynamically changing latency control, which is adjusted online as the circuit
evolves. Extra fitness computation modules are needed for this timing adaptation, and although
their impact on the overall use of FPGA resources is low, they can also be implemented as
reconfigurable modules. This way, they can be deallocated from the fabric when not in use,
i.e., whenever self-adaptation has been completed. The same can be said for the original fitness
module, which is also only needed during evolution and during periodic system checks.

Given VRC-based evolvable systems introduce an area an delay overhead, a comparison
has been carried out for the same evolvable architecture using both a native DPR and a VRC
approach. For modern 6-input LUT devices, like those available in Xilinx Virtex-5 FPGAs, the
area overhead of VRCs is not as high as initially expected for the array sizes managed here,
since the fixed cost for DPR support also requires dedicated HW resources. However, for the
sake of fairness, it is worth to note that those modules managing DPR can be reused for other
reconfiguration requirements the whole system might have. For larger arrays, the proposed
implementation using DPR would be further favoured. The same holds for the new smaller
PEs’ size, which stresses the difference with the VRC implementation. In terms of maximum
working frequency, the VRC is in clear disadvantage given the extra delay introduced both
by routing and functionality multiplexers; the reconfigurable array features a throughput that
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doubles that of the VRC. But anyhow, the VRC version has been demonstrated to be able to hold
full-HD throughput during normal system operation. Regarding reconfiguration time, highly
important during evolution, VRC beats DPR for the size of images used. However, evaluation
time is clearly determinant for this, so if larger training datasets were needed, VRC would
perform worse since its operating frequency is lower. Other factors needing to be considered
are also very important for a deeper and further comparison, including power consumption.

Fault tolerance analysis and self-healing capabilities have also been checked. Results show
how the adaptability of the system to varying faulty conditions, even at moderate cumulative
levels, is really good. Besides, self-healing properties that just use a simple fitness-based fault
detection strategy have been demonstrated. Therefore, not only extra resource requirements
to provide self-detection and self-healing capabilities are minimal, but also a recovery time of
less than a minute is achieved. Trying to provide the system with these features, introduced
a vital modification to the original architecture; using only a simple multiplexer controlled
by evolution at the output of the array to select amongst several possible outputs, conferred
the system this improved fault tolerance. In order to investigate this issue, two fault models
are proposed for the experiments. First, a simple PE-level model, which is very pessimistic,
has been used and has contributed to determine an upper bound in system evolvability with
respect to an increasing number of faults. Finally, a more realistic model, yet simple enough to
be implemented in hardware, has also been introduced, demonstrating that the system is able
to evolve better than with the simplest fault model. Lastly, as expected from other results in
the State of the Art, triggering the healing phase from the currently configured and working
individual before fault turned up, has been confirmed to favour a faster adaptation process.

The structure here proposed has been used in further research efforts, which continued
from the point where this work ended up. Further improvements in speed and size, along
with improved usability and robustness by means of scalability, have been obtained in these
new works. They corroborate the feasibility of the systolic array as a competitive architecture
for EHW, and foster DPR as a native circuit adaptation technique with superior performance
compared to VRCs.



Part IV

CONCLUSION





Once the work developed in this thesis has been fully dissected, this last part of the document concludes

the dissertation with Chapter 9. Main conclusions along with a summary of the major contributions

are included first, followed by the publications derived and the achievements attained in each of them.

Research projects in which the candidate was involved and co-supervised works during this period are

mentioned next. The dissertation is finally concluded giving some hints on future research possibilities

enabled by this work.





9
Conclusions and Future Lines of

Work

9.1 Conclusions and Main Contributions of the

Thesis

The work presented in this dissertation has addressed the issue of self-adaptation of FPGA-
based embedded systems using EHW. Main goal proposed as defined by the [Goal_Global ]
in section 6.3, was: “To contribute to autonomous self-adaptation of the underlying
computational hardware of embedded systems by means of Evolvable Hardware”. This way, a
step forward towards more autonomous embedded computing systems has been given.

The adaptation framework considered is that defined by AC, characterised by a set of
hierarchical features known as self-* properties, as introduced in section 2.2. Those specifically
addressed in this thesis work have been: (i) self-adaptiveness in the general level; and (ii)
self-configuring, (iii) self-optimising and (iv) self-healing as the properties of the major level
obtained. These have been conferred through the combined use of an automatic optimisation
and design technique like EC and of RC technology such as DPR of FPGAs. This merge results
in a new species of hardware known as Evolvable Hardware, which besides, and although
not specifically addressed, is able to provide the resulting system with some source of (v)
self-awareness and (vi) context-awareness capabilities too. Chapter 2 also presented a hardware
autonomy roadmap that helps to evaluate the degree of hardware autonomy shown by the
evolvable platform proposed. It is defined by 9 autonomy-increasing levels. In particular, the
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last two levels preceding the top one were addressed: “System acts” (level 6) and “System grows”
(level 7). As shown, when the system developed faces a need for adaptation, thanks to the AE,
it is able to act and trigger a self-adaptation mechanism that modifies its behaviour accordingly.
It is also able to somehow grow and synthesise new behaviours, which can be stored as a seed
to trigger future evolutionary runs to keep fulfilling adaptation requirements. Besides, the
underlying CE is provided with scalability features (both in size and number of processing
cores) that allow it to physically grow, increasing its number of PEs to face more complex
adaptation and processing requirements.

Behaviour self-adaptation has been obtained by modifying either the parameters or the
structure of the system. This approach to adaptation defined the two main lines of work
developed, parametric and structural self-adaptation of embedded systems. In turn, these
conveniently defined two associated goals, [Goal_PA] and [Goal_SA] as stated in
section 6.3, which also enunciates more specific goals for each line of work. In order to contrast
the results obtained against the specific goals of each line of work, main contributions achieved
are introduced next. No explicit mention to these specific goals is done for simplicity given they
are easily derived from the following discussion. They are classified in three categories, namely,
[Arq] standing for architectural contribution, [Met ] standing for methodological contribution and
[App ] standing for contribution addressing a specific application.

9.1.1 Contributions to parametric adaptation

The goal of parametric adaptation is faced in Chapter 7. To tackle this problem, an evolvable
platform featured by an evolutionary Adaptation Engine and an adaptable Computing Engine
is originally proposed.

Regarding the CE, it is based on a hardware IP featuring an adaptive DWT core, which is
configurable through a set of registers holding wavelet filters coefficients. The implementation
of the DWT follows the Lifting Scheme, which allows for custom, arbitrary construction of
wavelets based on a simple pair of filters, known as Predict and Update stages. To accommodate
the processing platform, both the AE and the CE, were implemented in fixed point arithmetic,
which was validated so as to check if any precision issue could affect the search performance
of the EA run by the AE.

The AE is based on a basic ES which has been simplified to allow for efficient numerical
optimisation in a reasonable amount of computing time, given the computational resource
limitations typical of embedded systems. A mutation operator based on a Uniform random
distribution is originally proposed as opposed to traditional Gaussian random mutations used
in ESs. Besides, a fast candidate evaluation method simulating an ideal compression stage is
used to speedup evolution. Compared to other evolutionary approaches in the state of the art,
a single population model is used and the same set of coefficients is used in all the transform
levels.

Resulting main contributions to this line of work are included below.

• [Arq ] Original proposal of an FPGA-based Computing Engine adaptable through
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reconfigurable registers featured by an adaptive hardware implementation of a DWT
core with evolutionary-based parametric adaptation capabilities.

• [Met ] Definition, simplification, modelling and validation of a simple EA for numerical
optimisation, which is originally made suitable to be implemented in resource constrained
embedded systems.

• [App ] Adaptive DWT IP core for online optimisation of image compression in embedded
systems.

• [App ] Tools for automatic, evolutionary construction of custom wavelet transforms.

– High-level SW model for functional validation purposes.
– HW implementation in FPGAs for acceleration purposes.

• [App ] Improvement of standard wavelet transform performance for image compression
algorithms in embedded systems.

– Evolutionary design of optimised wavelets suitable for computationally constrained
embedded systems.

– Runtime self-adaptation of transform performance to the specific deployment
environment.

9.1.2 Contributions to structural adaptation

Structural adaptation was tackled in Chapter 8. In this case, DPR capabilities of modern
FPGA devices are used to fulfil the adaptation requirements. Hence, besides an evolutionary
Adaptation Engine and an adaptable Computing Engine developed for this task, a
Reconfiguration Engine was also used to provide native reconfiguration capabilities.

The originally proposed CE, main contribution of this work, is a generic 2D systolic array
processing template based on reconfigurable processing nodes. A library of partial bitstreams
featuring reconfigurable PEs for the array nodes is defined and stored to be used online for
array adaptation. Contrary to previous solutions based on VRC-based CGP implementations,
less area and delay overhead is obtained in the final system implementation. This is due to
having in the FPGA only those functional elements required at each time, as opposed to VRCs
that instantiate all of them and select the required one through a multiplexer. Also, the local
connection scheme that characterises the architecture of the array, with connectivity restricted
to the four closest neighbours, saves resources by dropping the routing multiplexers required
for VRCs. This restricted connectivity also favours short signal paths, which in turn reduces
propagation delay and hence allows for higher maximum operating frequencies. Altogether,
the proposed CE can be operated at frequencies higher than those achievable using VRCs, both
during normal system operation and at evolution time. The lack of connectivity is absorbed
by the design of PEs that simply pass data to other neighbours. Regarding this, an analysis of
former PE libraries was originally made adapting them to the systolic array architecture, while
keeping its number equally limited to 16, in order to prevent the solution space to grow so as
not to make the search inefficient.

An AE is also proposed to be in charge of performing self-adaptation tasks of the system.



342 Chapter 9. Conclusions and Future Lines of Work

Hence, it is responsible of evolving array configurations that fulfil the given computational
behaviour required at each time. It relies on the library of reconfigurable PEs to evolve candidate
processing behaviours that are mapped on the array. Evaluation of candidate individuals is
directly performed on the array in an efficient manner thanks to the native reconfiguration
support offered by the RE used. This makes use of the reconfigurable PEs featured by their
partial bitstreams available in the library. Given that reconfiguration time is times faster than
evaluation time, evolution of completely functional array configurations is obtained in just a
few seconds. Besides, once a final solution is found, system frequency will continue to be higher
than a comparable VRC implementation, contributing to higher throughput.

Last section of Chapter 8 featured a discussion that introduced the latest advancements
achieved once the main work of this PhD was finished. The evolvable platform proposed herein
has served as a seed for these future works that have already produced interesting results as
analysed. Scalability has been introduced at the CE level, enabling both size-scalable arrays
and multi-array scalability. Considering the former, an array that can grow or shrink (increase
or decrease the number of processing nodes) to adapt to dynamic computing requirements and
available resources is proposed. This way, more complex processing tasks can be addressed
by dynamically growing the array, which might shrink back whenever lower operational
requirements can be afforded. A very promising result derived from the array scalability
is an improved fault tolerance and an optimised self-healing strategy that might decide to
grow the array in case a high number of faults have accumulated in the system; this way,
more computing resources can be dynamically instantiated and conveniently configured by
the AE to recover the funcionality. Regarding the latter, a dynamic multi-core-like strategy is
used that offers a great flexibility in terms of operation modes for all the arrays present in the
CE at a time; different independent configurations for each as well as cooperative strategies
among them towards a common goal can be implemented. For instance, a complex processing
task can be automatically subdivided by the EA proposing configurations for each array in
the lot; or one array can be used by the EA to recover the lost functionality of others due to
faults by imitating its behaviour; or typical TMR fault tolerant techniques can be dynamically
configured as needed in the system; etc. Lastly, a new implementation of the PEs has been
tackled that reduces to the minimum the amount of resources required to implement each of
them, saving space for other modules or for array scalability. A new RE has been developed
to accommodate this finer granularity, which is based on DPR of LUTs. The PEs completely
occupy their associated logic resources (16 LUTs and 8 flip-flops each), so further benefits in
terms of shorter delay paths are obtained; the maximum achievable frequency of operation for
the particular device has been obtained, 500 MHz.

Main contributions to this line of work are summarised in the following items.

• [Arq ] FPGA-based Computing Engine adaptable through native fabric reconfiguration
featured by a 2D systolic processing array of reconfigurable processing nodes with
evolutionary-based structural adaptation capabilities.

• [Arq ] Adaptive systolic array hardware processing architecture based on a library of
simple reconfigurable PEs.

– Autonomous runtime synthesis of different processing behaviours given an adequate
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training dataset is available.

• [Met ] Incorporation of improved methods of Dynamic Partial Reconfiguration with
reallocation in Evolvable Hardware systems.

• [Met ] Comparison between VRC and DPR reconfiguration techniques for EHW systems
in terms of area, delay and time of evolution.

• [Met ] Proposal of fault models at CLB and PE level compatible with the Reconfiguration
Engine.

– Systematic fault analysis for 1 fault in every PE and for 2 accumulated faults.

• [App] Dynamic, variable filtering quality system for on-demand adaptation to the
considered types of noise and available computing resources.

– Evolution of non-destructive filters suitable for scalable cascading filtering schemes.
– Evolution of size-scalable filters for dynamically changing computational filtering

requirements.

• [App] Fault tolerant, autonomous, self-healing platform that enables online functional
recovery in hazardous environments
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9.2 Results of the Thesis

This section covers the publication results derived from this work. They are all first compiled in
a list, and following, conveniently associated with the set of specific contributions addressed in
each of them. Afterwards, the research projects more directly related to this thesis are included,
as well as the different undergraduate and master student’s projects co-supervised in this
period.

9.2.1 Publications

The following lists contains the publications derived from both, parametric and structural
adaptation lines of work.

Parametric adaptation
Journals:

• EURASIP 2011
Salvador, Rubén, Félix Moreno, Teresa Riesgo and Lukas Sekanina [2011a]. ‘Evolutionary
Approach to Improve Wavelet Transforms for Image Compression in Embedded Systems’.
In: EURASIP Journal on Advances in Signal Processing 2011 [Jan. 2011], pages 1–20. issn:
1687-6172. doi: 10.1155/2011/973806

• MICPRO 2012
Salvador, Rubén, Alberto Vidal, Félix Moreno, Teresa Riesgo and Lukas Sekanina [2012b].
‘Accelerating FPGA-based evolution of wavelet transform filters by optimized task
scheduling’. In: Microprocessors and Microsystems 36.5 [July 2012]. Special Issue on Design
of Circuits and Integrated Systems, pages 427–438. issn: 0141-9331. doi: 10.1016/j.
micpro.2012.02.002

International Conferences:

• AHS 2010
Salvador, Rubén, Félix Moreno, Teresa Riesgo and Lukas Sekanina [2010a]. ‘Evolutionary
design and optimization of Wavelet Transforms for image compression in embedded
systems’. In: Proceedings of the 2010 NASA/ESA Conference on Adaptive Hardware and Systems
(AHS). IEEE, June 2010, pages 171–178. isbn: 978-1-4244-5887-5. doi: 10.1109/AHS.2010.
5546265

• DSD 2010
Salvador, Rubén, Félix Moreno, Teresa Riesgo and Lukas Sekanina [2010b]. ‘High Level
Validation of an Optimization Algorithm for the Implementation of Adaptive Wavelet
Transforms in FPGAs’. In: Proceedings of the 2010 13th Euromicro Conference on Digital
System Design: Architectures, Methods and Tools (DSD). IEEE, Sept. 2010, pages 96–103.
isbn: 978-1-4244-7839-2. doi: 10.1109/DSD.2010.96

• DCIS 2010
Salvador, Rubén, Félix Moreno, Teresa Riesgo and Lukas Sekanina [2010c]. ‘Implement-
ation of bio-inspired adaptive wavelet transforms in FPGAs. Modeling, validation and
profiling of the algorithm’. In: Proceedings of XXV Conference on Design of Circuits and
Integrated Systems, (DCIS 2010). Nov. 2010. isbn: 978-84-693-7393-4

• SPIE 2011
Salvador, Rubén, Alberto Vidal, Félix Moreno, Teresa Riesgo and Lukáš Sekanina [2011d].

http://dx.doi.org/10.1155/2011/973806
http://dx.doi.org/10.1016/j.micpro.2012.02.002
http://dx.doi.org/10.1016/j.micpro.2012.02.002
http://dx.doi.org/10.1109/AHS.2010.5546265
http://dx.doi.org/10.1109/AHS.2010.5546265
http://dx.doi.org/10.1109/DSD.2010.96
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‘Bio-inspired FPGA architecture for self-calibration of an image compression core based on
wavelet transforms in embedded systems’. In: Proc. SPIE 8067. VLSI Circuits and Systems V.
volume 8067. Proceedings of SPIE. SPIE, May 2011, 806704:0–13. isbn: 978-0-8194-8656-1.
doi: 10.1117/12.887123

Structural adaptation
Journals:

• Transactions on Computers 2013
Salvador, Rubén, Andrés Otero, Javier Mora, Eduardo de la Torre, Teresa Riesgo and
Lukas Sekanina [2013]. ‘Self-Reconfigurable Evolvable Hardware System for Adaptive
Image Processing’. In: IEEE Transactions on Computers 62.8 [Aug. 2013], pages 1481–1493.
issn: 0018-9340. doi: 10.1109/TC.2013.78

International Conferences:

• AHS 2011 (1)
Salvador, Rubén, Andrés Otero, Javier Mora, Eduardo de la Torre, Teresa Riesgo and
Lukas Sekanina [2011b]. ‘Evolvable 2D Computing Matrix Model for Intrinsic Evolution
in Commercial FPGAs with Native Reconfiguration Support’. In: Proceedings of the 2011
NASA/ESA Conference on Adaptive Hardware and Systems (AHS). IEEE, June 2011, pages 184–
191. isbn: 978-1-4577-0598-4. doi: 10.1109/AHS.2011.5963934

• AHS 2011 (2)
Otero, Andrés, Rubén Salvador, Javier Mora, Eduardo de la Torre, Teresa Riesgo and
Lukas Sekanina [2011b]. ‘A Fast Reconfigurable 2D HW Core Architecture on FPGAs
for Evolvable Self-Adaptive Systems’. In: Proceedings of the 2011 NASA/ESA Conference on
Adaptive Hardware and Systems (AHS). IEEE, June 2011, pages 336–343. isbn: 978-1-4577-
0598-4. doi: 10.1109/AHS.2011.5963956

• DCIS 2011
Otero, Andrés, Rubén Salvador, Javier Mora, Eduardo de la Torre, Teresa Riesgo and
Lukas Sekanina [2011a]. ‘2D Reconfigurable Systolic Core Architecture for Evolvable
Systems’. In: Proceedings of the XXVI Conference on Design of Circuits and Integrated Systems,
(DCIS 2011). Nov. 2011

• ReCoNFiG 2011
Salvador, Rubén, Andrés Otero, Javier Mora, Eduardo de la Torre, Lukas Sekanina and
Teresa Riesgo [2011c]. ‘Fault Tolerance Analysis and Self-Healing Strategy of Autonomous,
Evolvable Hardware Systems’. In: 2011 International Conference on Reconfigurable Computing
and FPGAs (ReConFig). IEEE, Nov. 2011, pages 164–169. isbn: 978-1-4577-1734-5. doi:
10.1109/ReConFig.2011.37

• FPL 2012
Salvador, Rubén, Andrés Otero, Javier Mora, Eduardo de la Torre, Teresa Riesgo and
Lukas Sekanina [2012a]. ‘Implementation techniques for evolvable HW systems: virtual
VS. dynamic reconfiguration’. In: 2012 22nd International Conference on Field Programmable
Logic and Applications (FPL). IEEE, Aug. 2012, pages 547–550. isbn: 978-1-4673-2257-7.
doi: 10.1109/FPL.2012.6339376

• RAW 2013
Gallego, Angel, Javier Mora, Andrés Otero, Rubén Salvador, Eduardo de la Torre and
Teresa Riesgo [2013a]. ‘A Novel FPGA-based Evolvable Hardware System Based on
Multiple Processing Arrays’. In: IEEE 27th International Parallel and Distributed Processing
Symposium Workshops & PhD Forum (IPDPSW). IEEE, May 2013, pages 182–191. doi:
10.1109/IPDPSW.2013.56

http://dx.doi.org/10.1117/12.887123
http://dx.doi.org/10.1109/TC.2013.78
http://dx.doi.org/10.1109/AHS.2011.5963934
http://dx.doi.org/10.1109/AHS.2011.5963956
http://dx.doi.org/10.1109/ReConFig.2011.37
http://dx.doi.org/10.1109/FPL.2012.6339376
http://dx.doi.org/10.1109/IPDPSW.2013.56
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9.2.2 Contributions classified according to each publication

The following list covers the main contributions regarding each publication sorted in a
chronological order.

Parametric adaptation

• AHS 2010. Modelling, simulation and validation of the EA. Simple EA (canonical
Evolution Strategy) aimed at fast convergence and ease of HW implementation.

– Single evolving population
– Use of uncorrelated mutations with one step size
– Evolution of one single set of coefficients for all MRA levels
– Combined with previous proposal from other authors of an ideal wavelet evaluation

(keeping only last transform level, the trend)
– Simulation model to validate the proposal (evolutionary wavelet design tool)

• DSD 2010. EA simplification for better FPGA/embedded processor implementation

– Simplified mutation operator: uniform mutations (use of a uniform instead of a
Gaussian random distribution)

– Fixed point arithmetic for the whole evolutionary process. Involves checking fixed
point mutations

– Simplified fitness function: MAE vs. PSNR

• DCIS 2010. Architecture proposal.

– Algorithm profiling
– HW/SW partitioning validation

• EURASIP 2011. Extensive set of tests towards the validation of the system for an
implementation as an embedded system

– Thorough statistical validation of the system and the evolutionary process
– Suitable set of parameters that assure the success in the evolutionary search

• SPIE 2011. FPGA implementation. Self-calibration of the transform stage of an image
processing system using the ideal setting of parameters found. Eases design phase for
unknown deployments.

– Self-calibration capabilities for autonomous system tuning
– FPGA-based architecture for parametric self-adaptation of embedded systems

• MICPRO 2012. Acceleration of evolution through optimised task scheduling

– Optimised system and memory architecture
– Concurrent operation of the evaluation tasks
– Improved HW/SW communication
– Precomputation of mutation steps
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Structural adaptation

• AHS 2011 (1). Modelling and validation of the 2D processing architecture and the
associated EA

– Evolvable processing architecture suitable for being mapped onto a 2D systolic
processing array

– Simulation model for the validation of the architecture evolvabality/adaptability
– Library of reconfigurable Processing Elements
– Proposed EA: genotype design and operators

• AHS 2011 (2). Efficient use of DPR in EHW

– Reconfiguration mechanism
– Library of partial bitstreams featuring the required PEs
– Validation of the correct reconfiguration of the PEs in the required area

• DCIS 2011. FPGA-based implementation of the system

– Prototype implementation of the whole platform, i.e., CE, AE and RE, in the FPGA
– Validation of the implementation with circuits evolved previously in simulation

• ReConFig 2011. Fault Tolerance analysis

– Fault recovery capabilities of the platform

* Data flow adaptation to avoid faults

* Criticality analysis of the PEs

* Recovery from cumulative permanent faults

– Output multiplexer for increased fault tolerance
– Autonomous recovery
– Self-healing strategy

• FPL 2012. Comparison between VRC and DPR implementations

– Implementation results: area overhead comparison
– Maximum operating frequency: time of evolution and array throughput

• Transactions on Computers 2013.

– Statistical analysis of architecture evolvability
– Self-tuning timing (automatic circuit latency adaptation)
– Adaptation to varying signal conditions

* Different types of noise: Salt&Pepper and Impulse noise

* Different intensities of noise (5%-40%)

* Evolution of other processing tasks: edge detection and edge detection in noisy
environments

– System generalisation for other sets of images
– Adaptation of filtering quality

* Non-destructive, cascaded filtering for improved quality

• RAW 2013. Multi-array scalability
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– Independent operation and evolution methods of the arrays
– Cooperative operation and evolution methods of the arrays

9.2.3 Research projects

Following, some of the R&D projects in which I was involved during the development of this
PhD work are included.

1. DR.SIMON. “Dynamic Reconfiguration for Scalability in Multimedia Oriented Networks”
(DR.SIMON), funded by the Spanish Ministry of Science and Innovation. 2009–2011.
(TEC2008-06846-C02-01).

2. RECINTO. “Reconfigurabilidad Interoperable” (RECINTO), partially funded by the
Government of Madrid. 2011. (CCG10-UPM/TIC-5726).

3. SMART. “Secure, Mobile visual sensor networks” (SMART), funded by FP7 ARTEMIS-JTI
(European Commission + Avanza I+D). 2009–2012 (ARTEMIS 2008-1-100032JTU).

4. TecnoCAI. “Tecnologías eficientes e inteligentes orientadas a la salud y al confort en
ambientes interiores” (TecnoCAI), funded by CENIT. 2009–2012.

9.2.4 Co-supervised works

Different works accomplished by students during the working period of this PhD have
enormously contributed to the results presented in this dissertation. They are referenced below.

1. Vidal, Alberto [2011]. ‘Diseño de Arquitectura para la Implementación de Transformadas
Wavelet Adaptativas Orientada a la Compresión de Imágenes en Sistemas Embebidos’.
Undergraduate Thesis. Madrid: ETSI Industriales, Universidad Politécnica de Madrid,
Apr. 2011

• Co-supervised with Félix Moreno.
• Main contribution of Vidal’s work was the FPGA-based implementation of the

platform for parametric adaptation, i.e., the DWT for the CE and the AE.

2. Flores, Iván [2013]. ‘Implementación de Hardware Evolutivo en un Array Sistólico
Mediante Circuitos Reconfigurables Virtualmente’. Undergraduate Thesis. Madrid: ETSI
Industriales, Universidad Politécnica de Madrid, Apr. 2013

• Co-supervised with Félix Moreno.
• Main contribution of Flores’ work was a complete VRC-based implementation of

the platform for structural adaptation, i.e., a virtually reconfigurable version of the
systolic array.

3. Mora, Javier [2011]. ‘Implementación de hardware evolutivo en un array sistólico
mediante reconfiguración parcial’. Undergraduate Thesis. Madrid: ETSI Industriales,
Universidad Politécnica de Madrid, Oct. 2011

• Co-supervised with Eduardo de la Torre. Mora’s main contributions were focused
on:
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– The simulation platform.
– First complete implementation of the platform for structural adaptation, i.e., the

CE, the AE, the integration of the RE and the generation of the partial bitstreams
featuring the reconfigurable PEs.

– Evaluation of the first prototype of the platform and fault tolerance analysis

Besides, other works supervised by other colleagues in the research group have also
contributed to this thesis work, so they are also included here and their main contributions,
from the perspective of this work, stated.

1. Mora, Javier [2013]. ‘Noise-agnostic self-adaptive evolvable hardware for real time video
filtering applications’. Master’s thesis. Madrid: ETSI Industriales, Universidad Politécnica
de Madrid, Sept. 2013. url: http://www.cei.upm.es/media/TFM/Mora_Javier_TFM_
2013.pdf [Retrieved: 28/07/2015]

• Contribution to the adaptability and generalisation experiments of the platform for
structural adaptation

• Creation of an interactive demo of the platform used to help disseminating the work

2. Gallego, Angel [2014]. ‘Dynamically Scalable Evolvable Hardware Processing Array’.
Master’s thesis. Madrid: ETSI Industriales, Universidad Politécnica de Madrid, 2014. url:
http://www.cei.upm.es/media/TFM/Gallego_Angel_TFM_2014.pdf [Retrieved:
28/07/2015]

• Scalability of the CE: both multi-array scalability and size-scalable arrays
• Improved fault-tolerance and self-healing

http://www.cei.upm.es/media/TFM/Mora_Javier_TFM_2013.pdf
http://www.cei.upm.es/media/TFM/Mora_Javier_TFM_2013.pdf
http://www.cei.upm.es/media/TFM/Gallego_Angel_TFM_2014.pdf
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9.3 Future Lines of Work

This PhD thesis has originally proposed an evolvable platform suited for parametric and
structural self-adaptation of FPGA-based embedded systems. Future research opportunities
are addressed in this last section before concluding the dissertation.

In relation to parametric self-adaptation, main future lines of work envisaged deal with
the application of the platform developed to other domains, and its augmentation with other
adaptation techniques. Evolutionary automatic design of Discrete Wavelet Transforms has been
the selected use case to exercise the proposals of this part of the work, a register-adaptable
Computing Engine and an evolutionary Adaptation Engine conceived for resource scarce
embedded systems.

The DWT is used in many applications such as signal compression, image denoising
and equalization, edge detection, feature extraction, pattern classification and digital
communications, among others. Given their generality of application to signal/image
processing systems, they are applied in fields as diverse as general biomedical, industrial and
digital communications applications, to name a few. Hence, the applicability of the proposal
would be direct to any of these other fields of applications in which wavelets are used.

Besides, the platform developed might also be applied to the optimisation of other
processing tasks dealing with fixed processing structures whose parameters might be adapted
as has been done for DWTs in this work to improve their performance. The Adaptation Engine
developed, which is featured by a simplified Evolution Strategy, is general enough to be easily
integrated in other embedded systems, so exploration of other application domains that might
benefit from runtime numerical optimisation should be done.

So far, parametric adaptation is the only possibility of this platform. However, the
type of processing structures used within the Lifting Scheme, which follows a repetitive
pattern of multipliers and adders/subtractors, are clear candidates for using Dynamic Partial
Reconfiguration. This would enable a dynamic approach to further speedup the adaptation
process by the concurrent allocation of several DWT cores for the evaluation phase, which
would be removed once adaptation had been performed. Augmenting the platform with these
DPR features towards a higher degree of parallelism, would enable its application to other
domains requiring harder real-time constraints. In the same line of including DPR support
in the platform, the possibility to also structurally adapt the DWT core, would allow to
dynamically evolve simpler or more complex wavelets to optimise the degree of transform
adaptation, performance and energy consumption.

Structural self-adaptation of FPGA-based embedded systems constitutes the other main
proposal of this thesis work. The following items describe some possible future applications
that could be addressed by conveniently improving the proposed platform.

• Given the feedback path available in the current state of the architecture, two possibilities
are open. On one side, so far, EHW has been mainly applied to processing circuits with
finite impulse responses; using this path, infinite impulse responses could be evolved.
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Investigations should be done in this direction in order to augment the applicability of
the proposal. On the other side, different array shapes can be evolved, for instance, for
control applications, substituting the typical control scheme by an EHW controller able
to consider past states of system outputs.

• DPR of LUTs in the device is already implemented in the platform so no library of partial
bitstreams is required for system adaptation. A possibility to address different levels of
granularity for the funcionality of the PEs is open by this improved RE. The level of
evolution can therefore be adjusted to finer grains down to the bit level, in order to check
the evolvability, and hence applicability, of the architecture to other application domains.

• In the same direction of addressing different PEs’ granularity, increasing it might enable
the evolution of more complex behaviours. The systolic array proposed as Computing
Engine has been exploited with very different granularities in its processing nodes, even
to the level of complete processors. Hence, the actual set of PEs could be promoted to
higher granularities with a reasonable warranty of success, at least from the processing
capabilities point of view. Adequate Adaptation Engines should be derived to efficiently
direct the evolutionary search process.

• Exploitation of the long term vision stated in the dissertation, regarding the automatic
synthesis of hardware accelerators given the required datasets for evolution are available.
Either by having a functionally valid software task able to provide a behavioural model
to imitate, or a dataset featuring expected processing results, would allow the platform
to autonomously evolve equivalent hardware accelerators that implement the required
behaviour.

• Besides, with convenient modifications either to the PE connectivity and/or to the input
data strategy, considering also the types of array scalability proposed, different computing
structures could be evolved on the architecture. For example, circuits that perform signal
transforms as the DWT used in this thesis to demonstrate parametric adaptation, could
eventually be evolved given an adequate data handling is implemented. An effort should
thus be done to identify typical data input/output strategies used in different application
domains. This work has considered kernel-based image processing, but others exist
such as that needed for the LS in the DWT, typical from Finite Impulse Response (FIR)
processing structures.

• Having a variable number of computing arrays, enabled by means of DPR.
• To further explore the limits of the ’evolution by imitation’ mode where one faulty array

is evolved using a good one as a model to mimic, in order to become available again.

Heading towards an integration of both research lines followed in this work, Dynamic
Partial Reconfiguration of LUTs, as enabled by the actual state of the system, can be explored
to integrate both structural and parametric adaptation. A redefinition of the actual set of PEs
would be needed, so that it can be expanded to include operators in which a constant is
involved, such as typical FIR filters. This way, the degree of adaptation could be extended by
first evolving a computing structure and afterwards accomplishing a parametric optimisation
process. This has already been applied with interesting results to ANNs. Eventually, this would
allow to evolve a great range of computing behaviours. Consider the case in which a DWT
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structure could be evolved as mentioned previously. Once the structure has been evolved, a
parametric adaptation phase as the one proposed in this work, could be triggered to fine tune
the transform.

Future work also needs to address in depth the issue of autonomously detecting when
adaptation is needed, besides periodical system checks; a more integral approach that includes
self/environment-awareness is required, minimising the impact it has both in consumed system
resources and performance. This involves the system being able to detect environmental
changes due to noisy transmissions, image sensor damage, or any other situation that makes
input signal characteristics to change; i.e., the system has to be able to realise when different
sources of data corruption appear in the input signal. This has been partially addressed,
demonstrating capabilities to adapt to varying types and intensities of noise, as well as to
other different processing tasks, like edge detection, using structural adaptation. If parametric
adaptation is brought to discussion, the proposed platform has also been able to adapt to
changing types of input images. However, a mechanism that autonomously detects this type of
situations in which a performance disrupting change happens, is required. For this to come true,
probably EHW alone will not be sufficient. Therefore, future lines of work could be directed
to include EHW as part of a more complex adaptation strategy, defined by self-adaptiveness
as introduced in Chapter 2. This increased self-awareness would also contribute to a better
fault tolerance and self-healing capability, that, for now, has just been superficially addressed.
Altogether, these augmented features will contribute to improve overall system robustness and
resiliency.

Regarding the adaptation framework just mentioned, which is featured by self-* properties,
a great deal of possibilities is open if EHW is formally considered as a source of adaptation
within this framework. This thesis has demonstrated that not only properties like self-optimising,
self-configuring and self-healing are effectively addressed by using the EHW paradigm, but also
that the minor level properties, viz. context-awareness and self-awareness, are indirectly handled
by evolution. Hence, an explicit effort to augment the proposed platform with those low-level
properties from this self-adaptation framework that it is missing, would undoubtedly confer
the system with more autonomous capabilities. In this regard, self-monitoring techniques
inspired by those used in modern microprocessors like Performance Monitoring Counters
(PMCs) should be investigated and counterparts for them dealing with hardware processing,
proposed. Also, energy-related considerations can be included by making use of this idea,
either by predicting future system states from the values of those PMCs combined with real
measurements of energy consumption. If strategies for both SW and HW tasks being active
in the system are considered, an extra degree of adaptation would be available given the
heterogeneity of the architecture. To sum up, EHW, combined with the architectural support
for Autonomic Computing given by MAPE-K or ODA loops, could significantly contribute to
self-adaptiveness in embedded systems, as EHW might be considered as part of the effectors
these architectures define to adapt the system. Further investigations in this line should be
addressed.

Lastly, long established issues in the field of Evolvable Hardware cannot be forgotten.
Limitations derived from the problems of scalability of representation and scalability of
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evaluation are still an open field that needs to be addressed. Some hints have been given
in the previous discussion on possible future applications of the proposals contained in
this dissertation. Besides, a great open issue remains in the field in the form of real-world
applications of Evolvable Hardware. A strong effort should be done in identifying possible
niches of application in which to exploit the capabilities of this new species of hardware. The
platform developed herein, opens interesting possibilities to address this issue, given the core
Computing Engine that defines it: a highly used and trusted 2D systolic processing array that
has been applied to a very diverse set of applications along the years.
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