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Abstract 

Agile development methodologies have risen in popularity within the industry in 

recent years due to the speed and reliability of the processes they propose. The 

DevOps philosophy and specifically the methodologies derived from it such as 

Continuous Delivery and Continuous Deployment push for a totally automated 

management of the application lifecycle, from the source code to the software running 

in production environment. Automation in this regard is used as a means to produce 

repeatable, reliable and fast processes. 

However, not all parts of the Continuous methodologies are completely automatized. 

In particular, management of runtime parameter configuration is a problem that has 

increased its impact in deployment process due to the scalability and elasticity 

provided by cloud technologies. Most deployment tools nowadays can automate the 

deployment of runtime parameter configuration, but they offer no support for 

parameter setting o configuration validation, as the range of different configuration 

options and the fact that the value of many of those parameters is based on user 

preference seems to imply that any solution to the problem will have to be tailored to 

a specific application. 

With the aim to solve this problem I propose a configuration model that can be 

inferred from existing configurations and reflect user preferences in order to ease the 

configuration process. The configuration model can be used as the base of an 

interactive configuration process capable of guiding a human operator through the 

configuration of an application for its deployment in a specific environment or to 

automatically detect configuration changes and produce valid runtime parameter 

configurations that take into account those changes. 

Additionally, the configuration model should be managed as any other software 

artefact and should be incorporated into current management practices. I also propose 

a service management model that includes the configuration information and that is 

able to describe and manage current architectural practices such as the microservices 

architecture. 

  



 
 

 

  



 
 

Resumen 

Las metodologías de desarrollo ágiles han sufrido un gran auge en entornos 

industriales durante los últimos años debido a la rapidez y fiabilidad de los procesos de 

desarrollo que proponen. La filosofía DevOps y específicamente las metodologías 

derivadas de ella como Continuous Delivery o Continuous Deployment promueven la 

gestión completamente automatizada del ciclo de vida de las aplicaciones, desde el 

código fuente a las aplicaciones ejecutándose en entornos de producción. La 

automatización se ve como un medio para producir procesos repetibles, fiables y 

rápidos. 

Sin embargo, no todas las partes de las metodologías Continuous están 

completamente automatizadas. En particular, la gestión de la configuración de los 

parámetros de ejecución es un problema que ha sido acrecentado por la elasticidad y 

escalabilidad que proporcionan las tecnologías de computación en la nube. La mayoría 

de las herramientas de despliegue actuales pueden automatizar el despliegue de la 

configuración de parámetros de ejecución, pero no ofrecen soporte a la hora de fijar 

esos parámetros o de validar los ficheros que despliegan, principalmente debido al 

gran abanico de opciones de configuración y el hecho de que el valor de muchos de 

esos parámetros es fijado en base a preferencias expresadas por el usuario. Esto hecho 

hace que pueda parecer que cualquier solución al problema debe estar ajustada a una 

aplicación específica en lugar de ofrecer una solución general. 

Con el objetivo de solucionar este problema, propongo un modelo de configuración 

que puede ser inferido a partir de instancias de configuración existentes y que puede 

reflejar las preferencias de los usuarios para ser usado para facilitar los procesos de 

configuración. El modelo de configuración puede ser usado como la base de un 

proceso de configuración interactivo capaz de guiar a un operador humano a través de 

la configuración de una aplicación para su despliegue en un entorno determinado o 

para detectar cambios de configuración automáticamente y producir una 

configuración válida que se ajuste a esos cambios. 

Además, el modelo de configuración debería ser gestionado como si se tratase de 

cualquier otro artefacto software y debería ser incorporado a las prácticas de gestión 

habituales. Por eso también propongo un modelo de gestión de servicios que incluya 

información relativa a la configuración de parámetros de ejecución y que además es 

capaz de describir y gestionar propuestas arquitectónicas actuales tales como los 

arquitecturas de microservicios. 
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1. MOTIVATION 

Enterprise cloud adoption has been growing at a steady pace during the last few years 

and forecasts predict the adoption to grow even more in the following years[1]. And it 

should be of no surprise. Cloud computing allows businesses access to a plethora of 

computing resources which would not have been available otherwise. Either by using 

public or private clouds, enterprises can optimize their IT budget by making an efficient 

use of computing resources. At the same time, the use of virtualization commodifies 

hardware, making releases less painful and reducing the cost of failures, as failing 

nodes can be replaced in a matter of minutes. 

But cloud computing has not only revolutionized operations. This technology has 

paved the way for agile methodologies which greatly benefit from the flexibility of 

cloud infrastructures, specifically, the continuous delivery approach. Continuous 

delivery is a software engineering approach whose objective is to release software as 

often as possible in an manner that is both reliable and repeatable [2]. The approach is 

based on technological and organizational solutions to automate the delivery process 

from the source code conception to the delivery of stable software to production 

environments and/or clients. 

One of those core principles on which continuous delivery is based on is to reduce the 

amount of manual configuration management. “When such configuration parameters 

are manually defined and managed, they suffer from the human propensity for making 

mistakes in repetitive tasks. A simple typo in just the wrong place can stop an 

application in its tracks. Worse than that, programming languages have syntax checks 

and perhaps unit tests to verify that there are no typos. There are rarely checks of any 

kind applied to configuration information, particularly if that configuration information 

is typed directly into some console.”[2]. Reducing the amount of manual labour 

involved in the delivery process is thus not only recommended but quasi-mandatory as 

the effects of manual configuration management increase applications time-to-

market, reduce delivery process flexibility and even increase the stress suffered by IT 

staff during application release. 

It is easy to see how cloud and continuous delivery fit together. Cloud computing 

allows deliveries to be safer, as a bad release only affects the virtual machine (VM) on 

which it has been deployed and be rolled out in case of failure with minimum impact. 

Not only that, but cloud computing has made possible using testing environments for 

quality assurance process that are as similar as possible to production environments, 

which in turn allows for larger managed applications clusters. Additionally, this 

safeness does not come at the cost of speed. Quite contrary, cloud technologies allow 
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fast deployments of new nodes in a matter of minutes in which to make the releases 

without the hassle of hardware provisioning. In Platform as a Service (PaaS) models, 

the problems are reduced further as releases are a matter of worrying just about the 

software being releases and not about other issues like deploying dependencies such 

as application servers or data bases, which are left in the hands of the cloud provider. 

Packaging applications as VMs or containers can also greatly improve delivery time by 

allowing deployment of tested whole application stacks. 

However, continuous delivery needs more than just cloud technologies to provide 

repeatable and automatic release processes. Application deployment and 

configuration in cloud environments relays on a set of tools to help automate the 

process. For example, Configuration Management Tools (CMTs) allow system 

administrators to approach system configuration as an auditable, repeatable and 

secure process reducing errors due to incompatible dependencies or human mistakes. 

Continuous Delivery servers such as Jenkins or Go.CD ease the task of designing the 

delivery process and to keep track of the software being developed. Version control 

software allows traceability of changes in all areas of the process, as even 

configuration information should be versioned by the continuous delivery principles. 

In spite of all of those tools, there are still holes in the process that are not automated 

nor have any support from existing tools[3]. One of these holes in the application 

release process that is often overlooked is parameter configuration. 

Applications are rarely deployed onto a new environment without needing some 

tuning of their parameters. For example, URLs pointing other services are parameters 

that must be configured on every new deployment in a different environment. 

Another example is high availability or high performance configuration aspects, which 

depend on the requirements of the target environment. Even a non-functional 

parameter as the default language or the log level may need some tweaking. There is a 

need for applications to adapt to their environments either by them adapting by 

themselves or by having an external agent doing it for them [4]. 

Some of those parameters can be set automatically. Specifically, service discovery 

techniques can be used to set parameters that depend on external services such as 

URLs or ports. Even so, those kinds of parameters are just a fraction of the 

configuration parameters available in any given application. And most of them are 

tuned manually. System administrators must know the applications they are deploying 

and how to translate the requirements imposed by the environment to those 

configurations.  

Needless to say, that is not always the case. Change of application providers, version 

updates or requirement changes all can lead to a substantial time investment in how 

to correctly set configuration parameters in the new scenario. In the documentation of 
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Netflix’s configuration parameter management tool Archaius[5], we can find 

descriptions of common problems and situations derived from those operations that 

require tweaking to be solved. 

There is the added problem of the delivery of the changes. Application packages can 

be modified to include the new configuration. However, that requires modifying every 

single package for every release, and changing the existing configuration of running 

applications. Even more, that is not an operation that can be made seamlessly onto a 

container or a VM. Another option is to use CMTs to modify the configuration of 

deployed applications. However, this requires either changing the configuration files or 

the CMT’s recipes by hand for every deployment that requires a change in the 

configuration parameters and manually unassisted selection of the nodes where 

changes are needed. 

And that doesn’t even take into account the problems derived from deploying legacy 

software to a cloud environment. The number of legacy software in use is for the most 

part unknown. A recent report on projects aimed to replace legacy software on public 

organizations estimates that the number of legacy software in use in the United States 

Air Force (USAF) is at least 214[6]. The report also states that most if not all of the 

projects aimed to replace those applications, not only in the USAF but in the other 

organizations studied, have failed. Although these results can hardly be extrapolated 

to other organizations, it is safe to assume that legacy software is a staple of modern 

day production environments. 

The problem is that legacy software was not designed with the cloud paradigm in mind 

and thus doesn’t behave like native cloud applications. Legacy software tends to be 

monolithic applications not designed to make use of the elasticity of the cloud and not 

suited for a multi-tenant environment where they have to share resources[7] [8]. 

Notwithstanding these problems, the applications still need to be migrated to the 

cloud. As redesign or substitution is often not a possibility, the applications are 

deployed onto VMs as if they were on physical machines, oblivious to the elastic 

capabilities of the cloud but still having to cope with numerous configuration changes 

due to changing topologies. Additionally, some legacy software has grown so big and 

complex it is usually a problem just knowing how to configure it properly. 

As a final note, please take into account that continuous delivery is an industry-driven 

movement. Although there is a significant amount of academy works on the matter, it 

mostly follows the industry and it is often ignored. In that regard, and in spite of its 

consideration as a problem, there is not a common consensus on how to manage 

configuration parameters. None of the industry configuration standards specifies 

anything regarding its management and companies, as Netflix, tend to develop their 

own solutions which tend to be tailored to their needs and can’t be applied generally. 
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1.1.  RESEARCH METHODOLOGY 

Continuous delivery on the cloud offers a lot of benefits for practitioners. Automation 

and traceability through the whole delivery chain are desirable if not mandatory to 

reach its full potential. However, some of the steps in the chain are still managed 

manually and thus prone to human failure. 

One of these steps is the parameter configuration process. This lack of tooling was 

identified over the development of the COM-L3-P1 project, also known as the 

“Autoconfonfiguración de BKS” project (2012-2015). This project aimed to reduce the 

time invested in configuring the parameters of a legacy system called BankSphere 

(BKS) used by the Santander Group. The project was developed inside the boundaries 

of the Center for Open Middleware (COM), a mixed technology centre created by the 

Santander Group and Universidad Politécnica de Madrid (UPM). 

My role in project as technical director was centred on designing a solution that would 

help lessen the system administrator burden whenever they had to configure a BKS 

platform, a quite common operation inside the group. BKS is a software platform that 

supports all manner of banking applications covering a wide range from loan processes 

to ATM management. BKS is a very complex platform with thousands of configuration 

parameters per instance. 

I concluded that the best course of action was to study how the continuous delivery 

approach solved this problem, as it is the field most centred on automating 

deployment processes. I identified several potential solutions to the problem between 

the tools usually used in continuous delivery: CMTs and cloud management standards 

and APIs. 

Although CMTs make the process more reliable, they don’t help speeding up the 

process, as the configuration effort is moved from tuning parameters in configuration 

files to tweaking them in the DSL files used by the CMT. I detected that traceability was 

also an issue, as CMTs use abstractions when deploying to the cloud that doesn’t 

correspond directly with software artefacts (i.e.: the deployed artefact could be a VM 

with some or all layers of the application stack already built-in). Regarding standards, 

they leave parameter configuration to the user while cloud management APIs often 

use a mechanism based on environment variables to set configuration parameters. 

This method presents the problem that it tends to be either too coarse-grained (i.e.: 

many applications using the same global environment variable) or too complex to 

manage (i.e.: too many environment variables that tie to specific applications and have 

to be set and tracked individually). It also presents the problem of having to adapt the 

application to this particular parameter setting method. 

Having determined that there were no available solutions in the industry, I turned my 

search to academy works. There is very little work regarding paremeter configuration 
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and most of it is centered on automating settings such as the address of an external 

service or the port it uses but no other parameter. However, there is a software 

engineering field that studies software configuration from the perspective of building 

software families, sets of applications deriving from a common pool of assets. The 

Software Product Line (SPL) field. 

One aspect of SPL called Featured Oriented Domain Analysis (FODA) is centred on 

modelling the configuration information of SPLs regarding to capabilities. Although 

FODA is usually on an abstraction level way higher than configuration parameters, in 

fact I couldn’t find any FODA or SPL related papers regarding configuration 

parameters, I observed that some of the techniques explored in the field could be 

applied to ease the problem at hand. 

Particularly, FODA studies can be split in three branches: designing a SPL from the list 

of features it must support, reverse engineering SPLs from existing software and 

solving configurations, assisting software architects when designing specific 

applications composed by selecting different features of an SPL. The techniques of 

each branch cannot be applied directly to ease the parameter problem but after 

carefully studying and characterizing configuration files, I determined that they could 

be adapted to ease the configuration process, specifically modelling the configuration 

parameters information, assisting configuration of an application and recovering 

configuration metadata from existing configurations. 

However, applications rarely live on an isolated island. They have relationships with 

other software artefacts either in the same application stack or as external services or 

the platforms they live on. These relationships can affect how parameters are set. Thus 

I established that the relationship between software artefacts is reflected upon their 

configuration parameters.  

To determine the nature of those relationships I studied application management and 

application topology standards from the perspective of the relationships between 

software artefacts and how they can they be translated to relationships between 

configuration parameters or between a configuration parameter and some runtime 

aspect of a software artefact. None of the studied models allowed for the inclusion of 

configuration information in a way that maintained traceability, however, Dr. Félix 

Cuadrado’s dissertation[9] presented a model that could be reutilized to reflect 

parameter configuration information by including certain aspects of application 

topology models and new modelling regarding parameter configuration. 

With the information completely established and modelled, the final step was to use 

all the information modelled to assist the parameter configuration process. After 

studying deployment processes, service discovery techniques and PaaS application 

managers I determined at which point of the whole process the application should be 
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configured and how to apply the metadata information gathered in the previous 

models to assist a system administrator in adapting the application to the environment 

it is being deployed onto.  

On top of that, a reference architecture was defined to ease the adoption of the 

proposed solution in an enterprise environment. The architecture reflects all the 

aspects of the proposed solution, defining a software artefact repository that can 

manage the configuration information, a tool that can use that information to adapt an 

application to an environment and another tool that can extract the configuration 

parameter model from existing applications thus reducing the cost of adoption of the 

proposed solution. 

Finally, a prototype was implemented and several validation tests were designed and 

performed. The results of these tests verified that the proposed solution is functional 

in assisting the adaptation of applications to the target where they are deployed. 

1.2.  DOCUMENT STRUCTURE 

This chapter has introduced the reader to the motivation behind this work and the 

research methodology applied. The next chapter presents a compilation of the most 

relevant technologies and methodologies to the work and will be mostly concerned 

with advances in the fields of continuous delivery, application management in the 

cloud and SPL, both industrial and academic. Chapter 3 will present the deficiencies 

found in current approaches and will present my contributions that try to solve those 

deficiencies. 

The next chapters are dedicated to explain each of those contributions in detail. 

Chapter 4 will cover the parameter configuration model and the methodology used to 

populate the model from existing configurations. Chapter 5 will present the application 

management model that covers relationships between software artefacts, platforms 

and configuration parameters. Chapter 6 will explain the process/algorithm used to 

apply the adaptation process to applications. Chapter 7 presents a reference 

architecture, while Chapter 8 presents the validation of this work. 

Finally, Chapter 9 discusses the work presented in this dissertation and defines future 

lines of work to evolve it. 
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2. STATE OF THE ART 

2.1.  SERVICE MANAGEMENT 

Services need to be managed from several points of view, including the business 

model. Insert here the multi-dimensional configuration diagram that is a staple of 

configurations. 

2.1.1.  TRADITIONAL MANAGEMENT MODELS 

Models use to represent information that help managing services[10] 

 

FIGURE 1: MANAGEMENT AXIS 

2.1.1.1. CIM 

The Distributed Management task Force (DMTF) is an industrial standardization 

organism whose main work areas are management and integration technologies for 

enterprises Internet environments. The Common Information Model (CIM)Ç is one of 

its most relevant contributions. CIM is an object-roiented model for describing overall 

management information in a networked enterprise environment. The model is 

specified as a set of UML models and complementary MOF (Managed Object Format) 

files, textual files expanding the semantics of the defined elements. The latest version 

of CIM is 2.22.0. 
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FIGURE 2: CIM CORE MODEL 

2.1.1.2. ETOM 

 

FIGURE 3: ETOM LAYER 0 

2.1.1.3. CUADRADO 

Which should be mentioned as it is a clear inspiration for many concepts of the service 

managed model. 

2.1.2.  CONFIGURATION MANAGEMENT TOOLS (CMT) 

Imperative vs declarative. These should be classified into these two groups. 

2.1.2.1. ANSIBLE 
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Ansible is a tool intended to replace the old typical scripts used by system 

administrators by something more effective and scalable. It seems to be the most 

simple of the three examples. 

The user writes roles, which contain lists of machine-independent tasks to be 

performed on one or more machines (as well as additional files and anything required 

so that those tasks may be completed). Those tasks must be specified in their correct 

execution order and allow some kinds of flow control (loops, conditionals, ignoring 

and/or reacting to particular errors…). Some checks are implicit at task definitions 

because, ideally, each task defines the state that a single resource must have at the 

end of that concrete step. 

Those roles are grouped into playbooks. Playbooks are lists of plays, where a play 

indicates that one or more roles must be executed on a node or a group or nodes on 

certain conditions. The nodes to be managed and the groups to which they belong are 

defined in the so called inventory, which may be either a static file or generated 

dynamically. 

Usually, the user may execute a playbook from its own workstation, which would act 

as the master machine. This master machine connects by SSH to managed nodes 

(defined at the inventory) defined at each play to perform the actions specified at its 

assigned roles (in order). 

It is not necessary to install anything on managed nodes except for Python and a SSH 

server. Ansible only needs this to work (some strange modules may require additional 

dependencies, but it is easy to install them with Ansible itself before using them). 

As an alternative, it is possible to install a script on managed nodes so that they pull 

and apply playbooks from a master node. 

This is the characterization of Ansible following our defined features: 

 License: GPLv3 

 Admitted OS: Server must run on Linux. Clients can run on any Unix system or 
Windows, but support of Windows is limited 

 Scalability: No data has been found regarding scalability. Even so, Ansible uses 
the SSH protocol for communications, which introduces a heavy overhead. This 
means that it probably scales worse than other solutions that do not use SSH 
for communications. 

 System language: Python 

 Plan language: YAML. Modules can be written in any language, although 
Python is preferred. 

 Data language: JSON 
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 Architecture: Centralized without agents. It can also be either push or pull, 
although pull architecture requires installing some kind of agents in the target 
machines. 

 Execution scheduling: No 

 Communication protocol: SSH 

 Community Size: Medium. A little more than 600 recipes. 

 Interface: Command line. The paid version has a Web UI. 

 Plan Hierarchy: Ansible allows the composition of recipes, but there is no 
hierarchy or heritage mechanism beyond that. 

 Auditability: Ansible gives feedback of each task on the standard output and 
can produce log files. 

 Failure management: If a failure occurs, Ansible stops the run. Although there 
is no support for rollback per se, Ansible allows performing actions if a specific 
kind of failure happens. 

 Dependency management: There is no dependency management. Task order 
has to be done manually. 

2.1.2.2. PUPPET 

The aim of Puppet is to bring all the managed systems to a desired final state, 

described by means of a declarative configuration language (defined by Puppet). 

The user writes modules describing the desired final state of certain managed nodes 

(modules are agnostic of which nodes are going to be managed). Those modules 

consist of one or more manifests, defining resource types (abstract entities like a ‘user’ 

or a ‘file’, which may have a concrete state) and classes (non-repeatable sets of 

resources that must have a concrete state). The execution order at manifests is 

defined by dependency relationships between classes, so that those classes that are 

dependencies of others are satisfied (their resources are put into the desired state) 

before the dependent classes. Besides, modules may also contain files and other things 

necessary to achieve their goals. 

Once the necessary modules are defined, the user has to fill a central manifest (site.pp) 

on the master node (the node that configures other nodes). This central manifest 

describes what modules must be applied to which nodes. 

When this is done, it is only necessary to install Puppet agents on each managed node 

and configure it to connect to the master. Each agent asks regularly (every 30 minutes 

by default, but this update process may be invoked on demand if desired) the master 

to look for changes: It sends its actual state to the master, the master compares it with 

the state defined at modules and sends back a catalog describing actions to perform so 

that the managed node achieves the desired state (if necessary). 

This is the characterization of Puppet following our defined features: 

 License: Apache v2 (version >= 2.7) or GPLv2 (version < 2.7) / commercial. 
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 Admitted OS: UNIX-like (Linux, Solaris, Mac OSX...) and Windows (on Windows, 
the available predefined resource definitions set is limited). 

 Scalability: 1000 to 10000 nodes (1) 

 System language: Ruby 

 Plan language: Specific DML, Ruby 

 Data language: YAML, JSON 

 Architecture: Pull architecture (agents request the master for changes). 
Alternatively, the master may push changes to managed nodes. 

 Execution scheduling: In addition to on-demand execution, Puppet runs can be 
scheduled (by default, the interval is 30 minutes, but it is configurable). It is also 
possible to prevent individual resources from being managed according to 
specific schedules. 

 Communication protocol: Agent communicates with the master through a 
REST-like HTTPS API. 

 Community Size: Big. There are more than 1000 modules available. 

 Interface: Command-line. Web interface for commercial version. 

 Plan Hierarchy: Classes may extend (which actually means include) other 
classes (a Puppet class is not a class as usual in object-oriented programming 
but a set of configured resources). 

 Auditability: Events are saved in logs and sent to the master. 

 Failure management: No rollback is applied. If an execution fails, it just stops at 
the failure point (on pull architecture, the run may be retried once the 
scheduling interval has gone by). 

 Dependency management: Configured resources can depend on other 
resources to have been configured. For example, the user can specify that an 
application server must be configured prior to configure an application over it. 

2.1.2.3. CHEF 

It is a configuration management tool, whose aim is to keep managed nodes in a 

desired state. It seems to be the most complex of the three analyzed examples. 

Chef defines an architecture based on three kinds of nodes: The workstation, the 

master and the clients. The clients are the managed nodes. The server is the central 

point from which clients pull their configurations and which stores all the information 

of the managed environments. The workstation is the computer from which the user 

sets up everything on the master and the nodes, helped by tools provided by Chef. 

The user develops cookbooks, which consist of one or more recipes indicating the 

desired state for certain resources on managed machines (recipes are machine-

agnostic). Recipes describe sets of resources and their desired state by means of a 

specific DSL language which is full-Ruby based (it means, recipes may contain arbitrary 

Ruby code). Cookbooks may also other useful data, like files to be distributed or other 

things needed by recipes. 

Then, from the workstation, the user uploads the cookbook to the server and 

configures the nodes to run the desired recipes (during this bootstrap process, agents 
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are installed on nodes if necessary). Once configured, clients ask regularly the server 

for changes (each 30 minutes by default, but this update process may be invoked on 

demand if desired). 

This is the characterization of Chef following our defined features: 

 License: Apache v2 / commercial. 

 Admitted OS: Agents may be installed on Unix-like systems (Linux, Solaris, Mac 
OSX...) and Windows. However, the master server can be installed only in Linux. 

 Scalability: up to 10000 nodes from a single server (2). 

 System language: The agent is written in Ruby while the master is currently 
written in Erlang. 

 Plan language: Ruby. 

 Data language: JSON. 

 Architecture: Pull architecture (agents request changes from a master node). 
The master (central point orchestrating the process) and the workstation (from 
which the user sets up everything) are separate nodes (at the enterprise 
version, the master can be even distributed). 

 Execution scheduling: In addition to on-demand execution, Chef runs can be 
scheduled (by default, the interval is 30 minutes, but it is configurable). 

 Communication protocol: Rest API. 

 Community Size: Big. There are more than 1000 cookbooks available. 

 Interface: Command-line. Web interface for the commercial version. 

 Plan Hierarchy: Recipes may be included on other recipes. 

 Auditability: It is possible for recipes to write custom logs when desired. Clients 
can be configured to only store logs of certain levels. Enterprise server allows 
using a reports plugin, which sends reports to the master for each client 
execution. 

 Failure management: No rollback is applied by the tool itself. It is possible to 
write handlers that handle failure situations. 

 Dependency management: Recipes may depend on other recipes. 
Dependencies among resource actions can also be expressed. 

2.1.2.4. SALTSTACK 

Saltstack is an open source tool that provides not only configuration management 

capabilities but also other features, like task orchestration, an event system and a 

cloud provisioner. 

On Saltstack, the user writes SLS files containing states: Definitions of which states 

must some resources are. Dependency relationships may be established among states 

to determine the execution order. SLS files are machine-agnostic. 

Those SLS files are then stored on the state trees on the master node, which comprise 

many SLS files and a top file. The top file defines which minions (managed nodes) must 

run which SLS files. The user may define one or more environments and decide which 

minions belong to which environments (a minion may belong to more than one 
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environment). Each of those environments would have its own state tree (top files are 

compiled in a single one following certain rules, to provide a unique mapping between 

minions and the SLS to be run). 

What makes Saltstack different from other solutions is that it does not only 

configuration management. For example, it implements a basic event system that 

allows third-party applications to listen to events and fire them. Another interesting 

feature is that private and public clouds can be managed directly from Saltstack. Last, 

but not least, Salt defines a basic task orchestration system called OverState, which 

defines how Salt states must be applied (in what stages and so on). 

This is the characterization of Saltstack following our defined features: 

 License: Apache v2 

 Admitted OS: Unix-like systems (Linux, Mac OS X, BSD) and Windows (with 
minor issues) 

 Scalability: (no data available) 

 System language: Python 

 Plan language: Many renderers (YAML jinja by default, many ones based on 
Python are also available). It is possible to write custom renderers. 

 Data language: YAML. 

 Architecture: Push by default (masters can pass commands to other masters so 
that they pass them to the correct minions). It is also possible to switch to a 
pull-based architecture. 

 Execution scheduling: On demand (push). Every hour, configurable in an 
advanced way (pull). 

 Communication protocol: Own protocol. 

 Community Size: salt-contrib repo on GitHub for community contributions 
(small, less than 50). 

 Interface: CLI. There is also a pre-alpha web GUI called Halite. 

 Plan Hierarchy: Some SLSs can include (inherit) other SLSs. This allows a custom 
directory layout. A top SLS file indicates what SLSs must be assigned to which 
minions (grouping them by environments) 

 Auditability: Salt logs what happens at the minions as well as at the master. 
Logs can be saved either to regular files or sent to a server. 

 Failure management: None. 

 Dependency management: States may depend on other states, establishing 
the execution order. 

2.1.2.5. CFENGINE 

CFEngine is one of the first, most complex but also most scalable configuration 

management systems. 

It defines many CFEngine components, with concrete actions: servers (it distributes 

policies and data), agents (implement policies), monitors (collect statistics…) and much 

more. Over those components, policies are defined. Policies contain bundles of 
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promises that must be kept by certain components on certain nodes (promises kept by 

components other than the agents are for CFEngine configuration purposes, while 

agents keep promises about managed nodes). A promise is the documentation or 

definition of an intention to act or behave in some manner (for example, we can 

promise that an Apache Webserver service is running) that must be implemented. 

Promises order must be specified manually (there is some dependency management 

but its use is discouraged). 

Despite of its high scalability and that it is very well known, it seems to be the less 

flexible of the analyzed tools.  

Concretely, we have not found a comfortable way to implement new promises other 

than: 

 Building a compound promise from a set of bundles of promises. 

 Using the ‘module’ promise. This allows gathering data and changing slightly 
the execution workflow. It is only encouraged to dynamically probe data and it 
is not as powerful and comfortable as writing a Puppet module, for example. 

This is the characterization of CFEngine following our defined features: 

 License: GPLv3, Commercial (there is a free complete demo which manages up 
to 25 servers). 

 Admitted OS: Clients: Unix-like and Windows. Server: Linux 64-bit. 

 Scalability: More than 10k (1). 

 System language: C. 

 Plan language: Own format (cf files). 

 Data language: Own format. 

 Architecture: Pull. 

 Execution scheduling: Defined in policy code. 

 Communication protocol: Own protocol. 

 Community Size: (We have not found a community as no custom promises can 
be easily developed). 

 Interface: Command-line. Web interface for commercial version. 

 Plan Hierarchy: Policies contain bundles, which are collections of promises, as 
well as indications on how to run them. Then, instructions on which bundles 
are to be executed must be added to the main policy. Bundles and other 
elements may be grouped into namespaces. Bundles may be invoked as 
promises of other bundles. 

 Auditability: On enterprise version, information is periodically gathered and 
stored on a database. On both, the user may print messages, it would serve as 
a rudimentary log, but it is discouraged. Enterprise version also allows defining 
alerts based on certain conditions. 

 Failure management: None. 

 Dependency management: Inside a bundle, some promises may depend on 
results of other promises and this can be specified (discouraged). Bundles 
execution order must be specified manually. 
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2.1.2.6. JUJU 

Juju uses a different approach. It is intended to directly deploy services over Ubuntu-

based nodes, providing everything necessary to do it.  

Juju defines Charms, which are descriptions of services that can be deployed 

somewhere and their respective configuration parameters. Juju also defines the 

concept of service relationship, which describes that two services are working together 

in some way (for example, a relationship between a WordPress instance and a MySQL 

instance may define that the WordPress instance is using the MySQL instance as its 

database). Each charm must define hooks to actually implement the “magic” (so that, 

whenever a parameter is changed or a relationship is established, it becomes real in 

the way defined by the concrete charm). 

This management also includes the provisioning of virtual machines where services are 

intended to be run. They can be managed over: 

 Private clouds (OpenStack…). 

 Public clouds (Amazon EC2, Windows Azure, HP Public clouds…) 

 Bare machines (by means of MaaS, which means Metal as a Service). 

 LXC (Linux Containers). 

It is also possible to provision the machines manually (then, they must be configured 

on the Juju environment explicitly).  

By default, each service is deployed to one machine and can be scaled up and down 

(by adding or removing it from other machines) in a quite smart way. It is also possible 

to deploy services to already existing machines (which are running other services) and 

to specify requirements over the machines where concrete services are going to run. 

This different approach seems to have many advantages compared to the other ones. 

However, some things should have taken into account: 

 Although a client is provided to manage the infrastructure from different 
operating systems, managed nodes may only run Ubuntu. 

 Many times, it is not desirable to have one machine per services and conflicts 
between services on the same machine are not managed at all, which can be a 
great problem. Linux containers could help with this 

 Sometimes, this kind of very high level approaches make difficult to deal with 
some low level issues. 

This is the characterization of Juju following our defined features: 

 License: GPLv3 

 Admitted OS: Managed machines and state server: Ubuntu. Manager client: 
Ubuntu, Windows, Mac OS X. 



2. State of the art 

16 
 

 Scalability: (No information available). 

 System language: Python, Go. 

 Plan language: YAML. 

 Data language: YAML. 

 Architecture: Push. 

 Execution scheduling: Push. 

 Communication protocol: SSH. 

 Community Size: Medium. There are up to 2033 Charms available. 

 Interface: Command line and a web GUI. 

 Plan Hierarchy: A charm specifies a service to be deployed somewhere, 
including its configuration parameters and possible relationships with other 
services. Bundles are sets of services with specific configurations (both 
parameters and relationships). 

 Auditability: Logs are stored on each machine. There are ways to watch all the 
logs in a comfortable. 

 Failure management: None. 

 Dependency management: Relationships between depending services may be 
established. However, there are no checks to ensure that necessary 
relationships are established. 

2.1.3.  CLOUD APPLICATION MANAGEMENT 

2.1.3.1. OASIS TOSCA 

Orchestration standard that defines a packaging model for whole services. 

2.1.3.2. OASIS CAMP 

The Cloud Application Management for Platforms (CAMP) standard aims to supply a a 

management API definition for Platform as a Service (PaaS) providers that allows easy 

migration of application between different providers, thus making PaaS offerings more 

attractive by effectively removing vendor lock-in, and lets providers focus on other 

areas that produce more significant competitive advantages. CAMP’s main goal is to 

ease application management for both PaaS customers and providers, which should 

increase PaaS adoption rate. 
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FIGURE 4: CAMP RESOURCES AS UML CLASSES[11] 

Special mention to Apache Brooklyn. 

2.1.3.3. CONTAINER MANAGEMENT 

What is a container. 

Docker compose and Swarm, Kubernetes, Marathon, Clocker, Flocker, Fleet… 

2.2.  SPL 

Software Product Lines (SPL) is an approach to the development and operation of 

several software systems as one (Bosch, 2000; Clements and Northrop, 2002; Pohl et 

al. 2005; Käkölä et Dueñas, 2006). SPL has been mainly used for industrial and end-

customer software. At its core, SPL allows for the development of several software 

products that share software components. The elements that are reused in all the 

products are called common. The parts that vary from product to product compose the 

variable part, and the process of selection and adaptation of variable parts to generate 

products is called derivation. 

Although the Software Product Lines approach tries to solve the industrial problem of 

raising the reuse level in organizations; academic research soon jumped on the arena 

and explored its technical and methodological aspects. Systematic reviews of this area 

(Chen et al, 2009) show that publications peaked at 2004, with the main topics of 

attention being: identification of commonality and variability, software architectures, 

product derivation, evolution of variability, scalability, process support, and more that 

we will discuss later. Papers about real usage of SPL in industry and its needs (tool 

support, binding time, customizability) are less common. 
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SPL has been adopted by industry because it fosters reuse of software artefacts for 

several projects or products. Creating derived products can be reduced to adapting the 

whole code base to the particular product software. SPL methodologies have been 

applied successfully to several industrial software domains, such as medical devices 

(and their embedded control software), and software for mobile phones. Most 

applications focus on direct SPL engineering, organizing a product line starting at the 

product scoping level (even before software requirements analysis is done) and 

progressing along the waterfall phases up to the running product. Some studies 

(Berger et al., 2012) revealed that a successful product line triggers changes in the 

organization by the introduction of parallel engineering processes covering the 

development of the common part (often called “platform”) and the assembly of 

product. There are also reports of a higher level of maturity in the use of SPL by 

companies, as seen by its application to formalized, automated configuration 

management practices (Bosch, 2000).  

All in all, there is plenty of literature, mature enough about the changes in the 

development organization fostered by the introduction of SPL. Most of these works 

followed the same track as enterprise architectures and take as starting point the 

business view of the organization and therefore they focus on the product scoping 

phase -related to requirements analysis (Moon et al. 2005). There are several industrial 

success cases in some domains. So nearly all industrial applications of SPL refer to 

setting up the product line from scratch or following the forward engineering phase; 

even better there are several methods (Käkölä and Dueñas, 2006) for development of 

SPL that fit to particular domains, taking into account functional and nonfunctional 

requirements and mapping them to software architectures. These methods often 

include general guidelines for handling the variability. 

There is no question about the potential advantages of using the SPL approach during 

development phases (ranging from product scoping to testing). A few works try to get 

the variation points from source code, which is an interesting approach for 

reproducing the results of the decisions that designers took about a certain software 

component in different products in the SPL (Sinnema and Deelstra, 2007). In order to 

get the common and variable parts some techniques are used, such as code similarities 

detection (for the common part), clustering and patterns identification, among others. 

Also interesting is the application of the SPL approach for testing activities: once a SPL 

has been established, two different testing tracks emerge, one for the platform 

(common part) and another for products after derivation. Organising these activities in 

synchronization with agile or iterative development processes is also an open problem. 

A key aspect for differentiating SPL approaches is the phase at which common and 

variable parts are identified; if variability is identified at the product scope or 
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requirements analysis, variants can be created to fulfill a range of requirements of the 

several products in the product line. At design time, software components must 

provide technical mechanisms to support variants and the trace of variability at design 

to variability at requirements (Thiel and Hein, 2002). The same happens for the 

construction, testing and running phases of software elements (Schmid and John, 

2004). In any case, there are two special moments in the development regarding 

variability: when it is introduced in the software artifacts, and when it is resolved by 

the derivation activities. The best situation would happen if variability were introduced 

at the requirements stage (the largest range of products could be held), and variability 

resolution was made as late as possible (thus providing flexibility to the software 

products); but this is seldom the case because of the lack of methods and formalisms 

to support traceability of variants along the lifecycle. Recent literature on SPL (Capilla 

and Bosch, 2011) focuses on dynamic software product lines, which are those that 

allow for the latest resolution (alas late binding in object-oriented programming 

languages); being these late derivation at installation and even at runtime. 

Special attention must be paid to the way commonality and variability are represented 

and handled. Usually the common part is packaged into the software platform, 

offering a management interface (either as an API, a façade or a complete domain 

specific language DSL) to the application software components. The software platform 

contains the code able to cope with all the possibilities or variants. The different 

application components conform actual software products by three possibilities: a 

certain product in the SPL is made of several components (so components may appear 

in a subset of the products in the SPL)-the component is a variant; the component 

itself may contain variants inside; each component may activate some variants in the 

platform but not others. In summary, variants represent the possibilities of choice. 

Variation points (VP) associate variants (possibilities) and allocate the decision to the 

artifacts affected by the variants (Webber and Gomaa, 2004). For example, at the 

architectural design phase a variation point represents that a certain application 

component appears or not for a product. In construction, a variation point may 

represent a class or method is included or not in the product, or a choice between two 

similar but different data types. Before a decision is made, the VP is open (not solved) 

and once the decision is taken, the VP is substituted by the chosen variant; in fact this 

is the core of the derivation process, making decisions to solve the VP and replace 

them by the results of these decisions. As VP are tightly linked to the artifacts that 

represent the variants (requirements’ sections, design models, source code, testing 

code, configuration properties, etc) there is no single, universally accepted formalism 

able to represent them. 

Apart from the techniques for identification of the common and variable parts in the 

products of a SPL, a key problem is the representation of variability. Most research 
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papers focus on variability modeling, which according to Chen et al.(2009), can be 

classified into two main streams: including variability information inside models 

currently used for development which they call “integrated variability management”; 

and representing variability in a different specific model “orthogonal variability 

management”. An example of the former is the recommendation of the Commonality 

and Variability Language submitted to OMG for standardization. Another more 

successful representative is the BigLever toolset (Krueger, 2006) that handles source 

code and variability information at once. 

The decision model puts together the decisions, their relationships, the order in which 

they can be applied, and the constraints that govern their application. In contrast to 

VPs, decision models are often represented using the Feature Oriented Domain 

Analysis (FODA, Kang et al. 1990) notation, which allows for modelling the existence of 

VP, variants, relations between variants in the same VP, concatenation of VPs and even 

relations between variants in different VPs. For this, FODA handles a tree model where 

each node holds a decision or feature on the children nodes (variants); basic decisions 

in the VP are “and”, “or”, “xor” but some works in the literature extend FODA to 

accommodate complex expressions that include comparisons for numeric values. 

Other works (Pohl et al., 2005) cover the concept of cross-VP decisions. Although FODA 

was proposed many years ago, it revealed to be one of the strongest and more useful 

mechanisms to model variability, and it has been successfully applied (Batory, 2005) to 

product scoping, requirements and design. The number of published works about 

FODA for construction, configuration and runtime derivation is lower (Chen et al., 

2009). 

Feature modeling and management has emerged as a complete discipline in its own 

stemming from SPL and adding automation and the capability to handle large feature 

models, as it is expected in this way can be adopted by industry. Benavides et al. 2010 

provide a summarized description of feature models based on FODA, and a literature 

review between 1990 and 2009 covering a large range of operations formally 

described and automated on these models. More than 16 operations on feature 

models are described, most of which are automated by the usage of propositional logic 

and solvers, constraints solving systems and description logic. Furthermore, they 

present an analysis on experimental work performed from 2004 to 2009 on realistic 

and synthesised feature models from it can be inferred that realistic feature models 

used in the literature focus on requirements (eshop 287 features, berkeleyDB 55, for 

example); they mention reports from the industry with hundreds or thousands of 

features with reflects a growing interest in the topic by the industry. However the size 

of synthetic generated models grows up to 20000 features in 2009 while the size of 

realistic (industrial) stands at 287. 
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In a later work Benavides et al. 2013, relate feature modeling analysis to product 

configuration, bridging the gap between both activities. They identify some notations 

(CVL, TVL) that bind features to configuration models, from which they conjecture that 

feature configuration problems are a subset of product configuration ones. 

Henceforth, some of the automation techniques applied to feature models can also be 

used for configuration models. What the authors miss is a catalogue of configuration 

analysis operations similar to the features analysis operations mentioned in the 

previous paper. So far the main operations described are: propagation of configuration 

decision, keeping the configuration knowledge base consistent and explaining 

decisions to the user. 

Most of the literature considers SPL engineering as a planned, guided process in which 

variability is handled explicitly along the complete development process. However, 

Berger et al. 2012, study the variability models used in practice in the operating 

systems domain for configuration activities. In this extensive work they study “real 

world languages” in particular Kconfig and CDL, two languages and processing tools for 

the configuration of operating systems (one for the Linux kernel and the second for a 

real time operating system for embedded devices) which were designed for the sake of 

solving a specific problem without a theoretical development about features and 

variability. As expected, most FODA concepts appear in practice: boolean, integer and 

string features, hierarchy, groups (selection of features in a group, “much less frequent 

than assumed in literature”) and cross-tree constraints. They also raise a set of 

concepts beyond FODA which play a relevant role: default values, visibility conditions 

and extended attributes per feature such as domain or type. In contrast to previous 

works they find these models to be bigger than the ones handled in the academic 

literature, and exhibit a high degree of relations between features (interestingly 

enough, they show a linear growth of density of dependencies in relation to model 

sizes). They show an average of 75% of features with constraints for the models they 

studied, and a branching average of 85 for Kconfig models and 33 for CDL ones.  

2.3.  CONFIGURATION FILES 

Initiation parameters. 

2.3.1.  KEY/VALUE CONFIGURATION FILES 

Windows INI files, property files, etc… 

2.3.2.  XML 

XML Format 

2.3.3.  YAML 

Superset of JSON. 
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3. OBJECTIVES 

The main objective of this thesis is to propose a solution to reduce the problem of 

runtime parameter configuration. After analysing the state of the art I concluded that 

there is no relevant research related to this topic or any model that supports storing 

information regarding runtime parameter configuration. Therefore, the main goal 

could be divided into several lesser objectives: 

 Defining a configuration model that can store runtime parameter configuration 

Before any attempt at proposing a solution for the runtime parameter configuration 

problem is made, we have to solve the generalization problem. There is no standard 

that covers runtime parameter configuration which has facilitated the existence of a 

wide range of configuration formats and parameters. If a general solution is to be 

proposed, first it will have to deal with this variety of formats and parameters to allow 

analysis of configurations. 

 Extract user preferences 

Runtime parameter configuration is often a matter of preferences. The same 

application can be very differently configured in different environments or even 

depending on who is doing the configuration. For any solution to be significant it has to 

be able to store user preferences and apply them to the creation of new 

configurations. 

 Adapt runtime parameter configurations to target environments 

Runtime parameter configuration not only depends on user preferences, as there are 

many parameters that are directly extracted from the application’s environment. They 

can be extracted from external services, the physical node where the application is 

deployed on or other software artefacts in the same node. Therefore, any solution 

must be able to explore the environment where the application is deployed to extract 

those values. 

 Ease the creation or editing of configurations 

The main goal is related to this one. Any solution should be integrated in current 

deployment and configuration processes and use the information stored in the 

configuration model to ease the burden of the operators and designers. 

 Defining a service management model 
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The configuration model should be managed as any other software artefact. If the 

model was to be unmanaged it would soon fall into oblivion. We need to manage it 

in order to be useful. 
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4. ASSISTED PARAMETER CONFIGURATION OF AN APPLICATION 

Any effort aimed to adapt a configuration process to a runtime environment is first 

faced with the problem of tweaking configuration parameters. This task implies 

knowing the meaning of each parameter, the accepted values and how those values 

relate to the requirements imposed by the target environment. Just taking into 

account getting enough data to fulfil those requirements can be a substantial time 

investment. Even more, those characteristics make any attempt at a general total 

automation of the parameter configuration process quite difficult if not impossible as 

the requirement of having to know the meaning of what is being configured together 

with the varies ways in which configuration information can be presented present a 

very complex scenario for that regard. 

This chapter presents a model which can represent the parameter configuration 

characteristics of the application being configured in a way that can be used to guide 

the configuration process and ease system administrators’ burden. First, I will establish 

the model requirements which will serve as the basis to explain how it has been 

designed overall. Then I will proceed to explain each of the components in detail. Next, 

the methodology on how to extract a model from an application will be described. 

Finally, I will explain the methodology that allows assisting configuration. 

This is the first step in adapting the configuration to runtime environments. However, 

the model is limited just to the configuration of a single application and its design does 

not focus on its use with deployment activities or relationship with external variables, 

which is something that will be explained in following chapters.  

4.1.  MODELLING REQUIREMENTS 

One of the first things that need to be acknowledged about parameter configuration is 

the sheer amount of different parameters that could be considered “configuration”. 

From URLs pointing to external services to the background colour of the graphic 

interface, what constitutes a configuration parameter is left entirely on the hands of 

the development team. In some cases, even the structure of how configuration is 

presented can be a configuration choice, as I explained in section 2.3.  

Thus, the first requirement imposed upon any model that tries to assist the 

configuration process is that it must allow representation of this diversity. The 

configuration model must be able to gather all information in a way that doesn’t 

impose itself upon the application, which might suppose a loss of information. That is, 
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the model must be easily adapted to the specific requirements imposed each 

individual application. 

At the same time, the model must present information in a way that can be generally 

processed and analysed while maintaining the adaptability previously mentioned. Such 

a diverse range of configuration information presents a level of uncertainty regarding 

what is being configured. This uncertainty cannot affect how the model is analysed for 

each individual application. If it did, it would simply transfer the cost of parameter 

configuration from the configuration process to the analysis of the model, still 

requiring a significant time investment. Therefore, although the information structure 

and data may vary, the metadata concerning how to analyse the information has to be 

common across all possible instances of the model. 

4.2.  MODEL FOUNDATION 

Of all configuration management models studied in section XX, the one most suited for 

fulfilling the requirements expressed above is a modification of the Probabilistic 

Feature Model[12] (PFM). A PFM is based on the idea of using probabilistic logic to 

define not only valid and invalid products produced by a feature model, as usual 

feature models do, but also to define the preference of certain products over others 

under given conditions. 

Basic feature models usually represent constraints in three ways: optional child 

features, horizontal XOR relationships between features with a common parent and 

cross model conjunctive relationships between one or more features. Those are 

considered hard constraints as they must be obeyed by all products in the SPL.  

PFM introduces the concept of soft constraints. These are additional constraints based 

on the use of probabilistic propositional logic imposed upon those hard constraints 

that create a subset of products that are only valid where certain conditions are met. 

For example, a XOR relationship in a basic feature model could be represented as the 

choice between using HTTP or HTTPS for an application server. The same relationship 

in a PFM would add that when we are deploying the server on Europe, 80% of the time 

the protocol used is HTTPS. That is a soft constraint imposed on top of the hard 

constraint that implies that if we are in Europe, most configurations will have a 

preference regarding the protocol. 

The benefits of using these soft constraints are that they allow a more guided 

configuration process with support for “automatic derivation of configurations by 

means of choice-propagation, auto-completion and default propagation”[12]. The 

probabilistic data is used to effectively narrow options given previous choices made 

during the configuration process. 
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Although this model was designed for a high level of abstraction, with features as the 

main building block, it can be easily translated to the problem at hand. That is, 

modelling parameter configuration as features can be enough to create an interactive 

configurator as the one depicted in the article. Each probabilistic proposition can be 

designed by the developer of the application, thus satisfying a general model where 

only how the propositions are represented is common while features are selected by 

an expert in the medium and the resulting model transported to different 

environments where system administrators can be guided when configuring the 

application. 

Nonetheless, it is not as simple. While a PFM seems a good solution to the problem, 

and in fact I will base my model on it, its methodology cannot be directly applied to 

parameter configuration. First of all, the starting point is a collection of features 

defined by an expert. While in some cases that could be possible, there are others 

where there is no access to configuration experts that can model the system. For 

example, in the case of legacy software, it may be the case that there is no expert who 

knows enough to produce a complete model. Therefore, reverse engineering the 

model from existing configuration files is needed. The original approach doesn’t offer 

tools for producing the model, only for datamining the probabilistic propositions.  

Additionally, features are a too coarse building block for this purpose. In feature 

models features are translated to cohesive chunks of code, often whole modules. In 

this case, features need to be translated to specific parameters or paths inside a file. 

All features in the model might translate to parameters in a single file or parameters 

distributed between several files or it might even contain parameters extracted from 

environment variables. In the end this means that there is a need of some kind of 

translation mechanism between the model and the actual configuration information 

that must be deployed, and that is not as simple as in traditional feature models. 

Hence, when extracting each future there must be a mechanism to indicate exactly 

how it was extracted and how it is transformed back into configuration information, 

which is something the work under consideration doesn’t have to worry about. 

There is an additional problem with modelling the configuration information. While in 

a PFM the list of configuration choices is defined and limited, a model based on 

configuration parameters doesn’t have that luxury. Certain parameters can have an 

infinite amount of values. For example, IPs or URLs, application ports, folders inside a 

machine, number of replicas, amount of memory available… Those value ranges are 

not limited, requiring special consideration when being configured. 

Even further, some of those values depend upon external resources. PFMs, and 

feature models in general, are designed as closed systems with no external influence. 

However, a model managing configuration parameters has to take into account that 
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some of those features depend upon external resources and how that dependency 

affects the rest of the configuration. 

Another concept present in parameter configuration is the existence of configuration 

aspects. A configuration aspect is a set of parameters that must be set in a concrete 

way to produce a specific effect. For example, imagine we deploy a Hadoop master 

server. There are several configuration aspects for determining the topology of the 

cluster: single node, pseudo-distributed and distributed. Each aspect requires tweaking 

several configuration parameters, including, in the case of a distributed Hadoop 

cluster, the IPs of all slave nodes. And configuration parameters are not exclusive. In 

the same way I can configure my Hadoop master node for distributed mode, I could 

apply the configuration aspect for it acting as a backup server, which implies another 

set of parameters tuned. A PFM does not support any mechanism to describe this kind 

of simultaneous relationships. 

Finally, PFMs is based on finding all possible legal Join Probabilistic Distributions (JPDs) 

for the model. The JPDs of a model is the set of probabilities for all possible 

configurations. Subsequently, the set of legal JPDs is a subset of the previous one that 

only contains the legal configurations, those that produce a valid product by complying 

with the hard constraints.  

The JPDs are defined by establishing probabilistic propositional formulas (PPFs) that 

govern the relationships between the different features. For example, that a certain 

feature “a” implies another feature “b” in 80% of the cases which is reflected as “(b|a) 

[0.8,0.8]” where the first number is the lower probability bound and the second one 

the upper one. If the existence of another feature “c” is suspected of having an impact 

on that relationship, we have to add another PPF which would be the probability of the 

“a implies b” relationship given “c” or (ba|c)[0.0,.05], which reflects the uncertainty of 

the relationship between “c” and “a” and “b” in the probability range. The feature 

model with the PPFs define a family of JPDs, what is called an underspecification of a 

JPD. The final result is a set of linear inequalities that several JPDs can comply with.  

However, to be able to use any kind of interactive configuration the family needs to be 

reduced to a unique JPD. This involves either introducing the probabilities for each 

possible configuration as additional PPFs, including the invalid ones, or using one of 

the methods mentioned in the paper. Both solutions require knowing exactly all 

possible variants, a defined model which can’t suffer any modifications. In parameter 

configuration, parameters fixed from external sources help focusing the inequalities 

into a unique JPD. However, any deviation from existing known parameters will 

effectively render the JPD void. Thus, there is need for modifications to the way 

interactive configuration is executed to solve the parameter configuration problem. 
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Finally, it is important to acknowledge that a PFM is by nature a model based on the 

study of previous occurrences. There is no working around this fact, as the extraction 

of PPFs is based precisely on calculating the probability of each possible relationship by 

comparison between several products derived from the SPL. Although those values 

could be set by a domain expert at model conception, for example to create a model 

for a new SPL, a mistake in that phase would be carried away by all products derived 

from it.  

This is a limitation in PFM’s design that is inherited by the configuration model I am 

presenting. Arguably, it even has a greater impact in the configuration model, as not 

only PPFs are extracted but the model itself is deduced by comparison of existing 

instances of an application’s configuration. The configurations analysed can 

theoretically contain more mistakes that derived products from a SPL and those 

mistakes would be carried away to the model. The upside of this however is that those 

types of mistakes can be easily detected as outliers when the number of configurations 

being initially analysed is big enough. 

4.3.  MODEL DESIGN 

4.3.1.  LANGUAGE 

As I’ve mentioned before, the base for the model design is the use of probabilistic 

propositional formulas. However, before commenting on the formulas themselves or 

the elements which compose the model, I have to define how the information gets 

reflected on the model.  

After studying configuration file formats and feature models, the conclusion is that 

XML is the most adequate language for the model. First of all, XML is a hierarchical 

model, and for that reason is often used to reflect feature models as they are by 

nature also hierarchical.  

In addition, configuration information often shows signs of following hierarchical 

structures. Even the less structured file format, property files, can be considered 

somewhat hierarchical, as often the name of the property implies the hierarchy. For 

example, one of the configuration files used in the Apache Brooklyn is the file 

“brooklyn.properties”. The naming convention used in that file follows a hierarchical 

rule. The properties “brooklyn.webconsole.security.users” and 

“brooklyn.webconsole.security.user.<user_name>.password” both refer to 

configuration related to the Apache Brooklyn webconsole. Henceforth, any of the 

easily converted to XML without losing configuration information which is something 

which cannot be assured when making the conversion between a XML file to YAML or 

key/value files due to the existence of attributes in labels. 
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Another requirement that can be met by using XML as the modelling language is that is 

easy to separate the information regarding the specific details of the application from 

the general metadata which must be analysed. By using a unique namespace for the 

metadata we can easily extract that information and generalized its management. 

Therefore, the best suited candidate to model the information is a schemaless XML. 

4.3.2.  TOP ELEMENTS 

Many of the model elements will be extracted from the configuration information of 

each application. However, I have designed the top level elements of the model to 

reflect where that information came from and in which format it was stored on. Figure 

XX shows the definition of the model using XSD syntax: 

<?xml version=”1.0”?> 

<xs:schema xmlns:mmd=http://dit.upm.es/strats/model/metadata  

 xmlns:xs=http://www.w3.org/2001/XMLSchema 

 targetNamespace="http://dit.upm.es/strats/model/base"  

 elementFormDefault=”qualified”> 

<xs:import schemaLocation="ModelMetaData.xsd"  

 namespace="http://dit.upm.es/strats/model/metadata"/> 

 

<xs:element name=”configurationSet”> 

  <xs:complexType> 

    <xs:sequence> 

      <xs:element name=“applicationId” type=“xs:string” /> 

      <xs:element name=“applicationVersion” type=“xs:string” /> 

      <xs:element name=”configurations” type=”xs:integer” /> 

      <xs:element name=”configurationSource" maxOccurs=”unbounded”> 

        <xs:complexType> 

          <xs:element name="name" type="xs:string"/> 

          <xs:element name="type"> 

            <xs:simpleType> 

              <xs:restriction base=”xs:string”> 

                <xs:enumeration value=”file:XML” /> 

                <xs:enumeration value=”file:YAML” /> 

                <xs:enumeration value=”file:JSON” /> 

                <xs:enumeration value=”file:Property” /> 

                <xs:enumeration value=”file:INI” /> 

                <xs:enumeration value=”environment” /> 

                <xs:enumeration value=”commandLine” /> 

              </xs:restriction> 

            </xs:simpleType> 

          </xs:element> 

          <xs:element name="os" maxOccur=”unbounded”/> 

            <xs:complexType> 

              <xs:sequence> 

                <xs:element name=”name” type=”xs:string” /> 

                <xs:element name=”version” type=”xs:string” /> 

                <xs:element name=”specificLocation” type=”xs:anyURI” /> 

              </xs:sequence> 

            </xs:complexType> 

          </xs:element> 

          <xs:element name=”location” type=”xs:anyURI” /> 

          <xs:element name="content"> 

http://www.w3.org/2001/XMLSchema
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            <xs:complexType> 

              <xs:sequence> 

                <xs:any /> 

              </xs:sequence> 

            </xs:complexType> 

          </xs:element> 

          <xs:element name="relationships"> 

            <xs:complexType> 

              <xs:sequence> 

                <xs:element name=”relationship” type=”mmd:relationship” maxOccurs=”unbounded” /> 

              </xs:sequence> 

            </xs:complexType> 

          </xs:element> 

          <xs:attribute name="required" type="xs:boolean" use="required"/> 

        </xs:complexType> 

      </xs:element> 

      <xs:element name="crossSourceRelationships"> 

        <xs:complexType> 

          <xs:sequence> 

            <xs:element name=”relationship” type=”mmd:relationship” maxOccurs=”unbounded” /> 

              </xs:sequence> 

            </xs:complexType> 

       </xs:element> 

       <xs:element name=”imports”> 

         <xs:complexType> 

           <xs:sequence> 

             <xs:element name=”import” type=”mmd:resource” maxOccurs=”unbounded” /> 

           </xs:sequence> 

        </xs:complexType> 

      </xs:element> 

       <xs:element name=”exports”> 

         <xs:complexType> 

           <xs:sequence> 

             <xs:element name=”export” type=”mmd:resource” maxOccurs=”unbounded” /> 

           </xs:sequence> 

        </xs:complexType> 

      </xs:element> 

  </xs:complexType> 

</xs:element> 

 

</xs:schema> 

The root element of this model is the “<configurationSet />” label. This element aims 

to contain all the information regarding the configuration parameters of an 

application. Because of that, there are two elements that every “<configurationSet />” 

must contain: “<applicationId />” and “<applicationVersion />”. These elements tie the 

model with a specific version of an application. This is not to say that the model could 

not be used for different versions of the same application, but because different 

versions could have different parameters or could interpret the same parameters in a 

different way, it is convenient to tie each model to a specific version. The 

“<configurations />” element is a simple count of the configurations the model was 

extracted from. 
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The core of the model is the “<configurationSource />” element. A 

“<configurationSource />” represents a single location from where the application 

extracts configuration parameters. To illustrate this element, I will use Docker, a Linux 

container management tool, as an example to reflect how a configuration source is 

defined. Docker deploys itself as a system service. On those systems, it can be 

configured either by modifying its service definition file, when launching it from the 

command line or by setting the environment variable “$DOCKER_OPTS”. Each one of 

them could be modelled as a “<configurationSource />”. 

A configuration source is defined using several child elements. First of all, we can 

define if the source is required or not. Following the Docker example, only the service 

definition is required, while the others are completely optional, and can even overlap.  

The next element is “<name />”. This element is used to identify each individual source 

and should be used to unify all those sources that contain the same information with 

the same format. Keeping with the Docker example, the service definition file should 

be modelled as two different sources. This is because while for all Linux distributions 

that use systemd as their configuration management tool, the file has the same 

format, and contains the same parameters, only varying where the file is located, in 

Windows systems this file is a INI file, with a different format and differences between 

the parameters. Therefore, in this case there should be two sources. One could be 

named “service_definition_Windows” and the other “service_definition_systemd”. 

The “<type />” of a configuration source reflects how the configuration information is 

stored or communicated to the application in that particular case. Docker has four 

different configuration sources as we have stated. The systemd service definition file 

would be of type “file:systemd”, the Windows service definition file would be “file:INI”, 

the environment variable would be “environmentVariable” and the command line 

arguments would be “commandLine”. Note that while environment variables and 

command line arguments can depend upon the operating system for format, as long as 

they keep the same names and configuration possibilities they should be considered as 

just a configuration source. 

I have already established that a single configuration source can be located in very 

different places depending of the operating system. The optional element “<os />” is 

used to model this occurrence. This element allows the expert to specify where a 

configuration source is located in a specific operative system. This element contains 

three child elements which determine the name of the operating system, the version 

and where the configuration source is located. The version element accepts 

expressions using the “<” or “>” operators to define version families and the location is 

specified as a URI. Note that neither the version nor the location elements are 

mandatory. 
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While there can be configuration sources that are located in different places 

depending on the operative system, other configuration sources are independent of 

this environment variable. For example, the Hadoop configuration files are usually 

located in a directory in a location relative to the installation directory. Thus, its 

location is the same across all operating systems. This behaviour can be modelled 

using the element “<location>”. This element represents the default location of the 

configuration source whenever a location for a specific operative system is no defined. 

The “<content />” element is used to model the information contained in the 

configuration source. I will explain this element in the next section. In addition, the 

“<relationships />” element, which is used to store metadata information regarding 

the “<content />” element, and the “<crossSourceRelationships />” element of 

“<configurationSet />” will also be explained later. 

Finally, the “<imports />” and “<exports />” elements are used to indicate parameters 

that must be set from an external source to the application and parameters that are 

exposed for their used by other applications respectively. For example, an application 

that needs to use a datasource will import the name of the datasource while the 

application server will export the datasources that it has been configured for. This is a 

mechanism that will allow the coupling of exported and imported parameters between 

different software artifacts. The description of the “<mmd:resource />” element can 

be access in section 4.3.4.6. 

Summing-up, this layer of the model represents the common information across 

different applications. That is, from where the application extracts its configuration, 

configuration sources, and the differences, if any, between how the application 

behaves regarding configuration across multiple operating systems. 

4.3.3.  CONFIGURATION FEATURES 

If the previous elements allowed the definition of general configuration information of 

an application, common aspects across applications, the “<content />” element of a 

configuration source has been designed to keep track of the information particular to a 

specific application. This is the part of the model element definition that must be 

adapted to the particulars of each application by modelling configuration features, 

which was another of the defined requisites. 

A configuration feature can be defined as any unique element in a configuration 

source that provides a delta of configuration information of any kind. That is, a 

configuration feature is not limited to only values, as in many configuration formats 

the document structure itself contains configuration information.  

I have opted to define a configuration feature as the minimum amount of 

configuration information any element can contain. Features defined at a high level of 
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abstraction obscure information. While that is a desirable outcome for designing a 

complete product family because the implementation details of said features are not 

that important, configuration parameters need precise and detailed management, as a 

change in just one parameter or in the information structure can lead to a completely 

different behaviour or to an invalid state.  

Another reason to define configuration features like this is to improve readability of 

the model. A configuration model created using high level abstractions needs to reflect 

how each feature is translated into the actual configuration information. In the case of 

cross-source features, those whose configuration involve tweaking parameters in 

several sources, this could lead to a certain difficulty when trying to understand what 

information is contained in each source. However, with configuration features defined 

like this, the contents of each file are always clear and cross-source features are 

defined by establishing relationships between configuration features belonging to 

different sources. 

Therefore, to model the configuration features of an application, the contents of each 

configuration source must be processed to extract the smallest configuration elements 

conveying information, and then transformed into a hierarchical XML structure. As the 

model is based on a PFM, it will require determining PPFs for at least the vertical 

hierarchy and some of the transversal relationships and to do that, the model must be 

populated with as many configuration features as possible, to cover not all possible 

configurations, but at least the known ones. 

I have already established that any of the configuration sources can be easily 

converted to a hierarchical structure. In fact, most of them already use such a 

structure. To show an example of this transformation, in an INI file each section name 

would be a configuration feature. Property names would have to be split using the “.” 

character as separator to extract the different configuration features and establishing 

a hierarchical order with the first element extracted acting as parent of the next one. 

Remember that naming conventions in property files and INI files impose this 

hierarchical structure in property names, hence the reason for this split. Finally, values 

of each property are also configuration features. The resulting tree has the “<content 

/>” element as the root of this branch of the configuration model, with the sections as 

its children. The branches formed by the extracted features from property names 

compose the body of each section and the leaves of the whole tree are the possible 

values of each property. 

Once all configuration features have been defined and structured, transformation into 

XML is straightforward. Each feature is converted into a XML element node with the 

same name as the feature. There are two exceptions to this rule. Values are not 

transformed into an element with the name of the value but to an special element of 

the form “<mmd:value />”. This element belongs to a special namespace used to 
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contain all the metadata that will allow the analysis of the model. The inclusion of this 

element is needed first to separate the value of runtime parameters from the 

structure of the source. Although both contain configuration information, they have to 

be treated differently when transforming to and from the original source for the 

conversion to be seamless.  

Another reason is that we can establish XOR relationships just by detecting an element 

with only “<mmd:value />” elements as child. As we will see in a later section, 

extracting XOR relationships is not an easy task and doing it in this way simplifies their 

inference enormously. The basis of a PFM is extracting PPF of each relationship. By 

modelling all possible values of a single configuration features together, it is easier to 

establish the PPF of that XOR relationship as determining how often each value occurs 

is a matter of comparing the number of occurrences of the parent configuration 

feature with each of the occurrences of the “<mmd:value />” features. Modelling the 

values as the other configuration features complicates this kind of discovery. 

The second exception to the rule is constituted by XML element nodes with attributes. 

This is a special case as intuition would suggest modelling each attribute and their 

value as configuration features themselves, dependent on the configuration feature 

extracted from the parent element. In fact, there are some extensions to feature 

models that include feature attributes[13], which could be compared to XML 

attributes. However, this modelling conflicts with the inference of a SPL concept called 

“atomic sets”[14]. 

An atomic set is a group of features that always have the same configuration in all 

configurations in which they appear. The intuitive idea behind an atomic set is that a 

mandatory feature will always appear in a configuration, and therefore its parent will 

also appear and both features could be managed as a single feature. The idea is not 

limited to pairs but groups formed by an undefined number of features with a direct 

relationship in the feature model, either direct relationship between a parent feature 

and its children or by sharing common ancestors. Identifying atomic sets supposes a 

great benefit as the number of features that must be analysed, to extract relationships 

or during interactive configuration, can be greatly reduced.  

That idea can be directly translated to the configuration model. That is, that there are 

groups of configuration parameters that whenever they appear, they have the same 

values under the same structure. For example, in a specific environment we may want 

all datasources to point to the same database, with the same connection parameters 

(i.e.: size of the connection pool, driver, etc…). In that case, every datasource 

configuration would be an atomic set for that specific environment.  

The concept appears naturally when exploring conjunctive relationships between 

configuration features, as members of an atomic set will always be related between 
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themselves. However, discovering these relationships implies cross-referencing all 

members of the atomic set and the other configuration features as this discovery is 

made during the conjunctive relationship inference phase. This nullifies one of the 

main benefits of knowing atomic sets: managing the members of the set as a single 

feature, thus reducing the number of ppfs to analyse. 

By modelling XML elements with their attributes and the value of their attributes as a 

unique configuration feature we can automatically discover atomic sets without cross-

referencing relationships. The idea behind this concept is that attributes in XML files 

are used to modify the behaviour of the element they are attached to, composing a 

unique configuration feature. As an example, in the Log4j configuration files, the level 

of the log traces is set as an attribute. The configuration for logs at trace level ERROR 

and at trace level WARN is different but it will typically be consistent for the same 

application across different environments inside an organization. Therefore, all 

children of the configuration features “<Root level=”error” />” and “<Root 

level=”warn” />” will be mandatory for that feature, automatically identifying the 

branches bellow those features as members of atomic sets without needing to check 

their relationships.  

However, this is done at the expense of expanding the model, that instead of 

containing a single configuration feature for an XML element and having the attributes 

and their values as children features now reflects a configuration feature for each 

combination of element, attribute and values. The problem is translated to  

On the other hand, by modelling them as dependent configuration features, we have 

an easier time understanding the range of values a specific XML element can have. 

That is which attributes are mandatory, their value range and the direct probability of 

each one of them appearing based solely on the appearance of their parents. 

Additionally, the resulting model is also more compact. However, the trade-off is an 

exponential increase in the complexity of discovering conjunctive relationships. In 

addition, this hurts readability as it is more difficult to check which combinations of 

attributes and values are more common. 

As one of the major issues regarding PFMs is how to underspecify the set of all possible 

PPFs, I have chosen to apply this design decision in spite of the disadvantages it can 

present. 

4.3.4.  METADATA 

After defining how the configuration information is transformed into the model, the 

next step is reflecting how the metadata information is modelled. I refer to metadata 

information as all information regarding configuration aspects, relationships of any 

kind, the establishment of PPFs between configuration features and the special 

configuration feature which values in the configuration sources are transformed in. 
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The reason behind the standardization of this data versus the model extracted from 

configuration sources is that for any kind of analysis on the model to be possible, this 

information must be processable. 

4.3.4.1. NAMESPACE 

This metadata must be easily analysed which also means that it must be easily 

extracted from the model. XML offers the namespace mechanism to set this kind of 

information apart. Defining a new namespace helps making sure there will not be any 

name collision with the elements, which is important to avoid confusion during 

analysis, and also improves processing, as most XML tools can extract information 

from specific namespaces quite quickly. Therefore, I have decided to include all of the 

following elements into a new namespace with the following definition 

<xs:schema xmlns:xs=http://www.w3.org/2001/XMLSchema 

targetNamespace="http://dit.upm.es/strats/model/metadata" elementFormDefault=”qualified”> 

The namespace is already used in the model schema to define the type of the 

elements inside the “<relationships />” and “<crossSourceRelationships />”. 

4.3.4.2. CONFIGURATION ASPECTS 

Configuring a product in a SPL usually conveys selecting the desired features while the 

interactive configurator eliminates or adds features based on relationships. Albeit the 

algorithm used, PFMs work in a similar fashion. Both approaches take into account 

that there can be products sharing sets of features based on a common identity and 

that kind of connection is usually reflected as a relationship between that identity, 

modelled as a feature, and several restrictions or implications. 

As an example taken from a car product line, we may want to have several models of 

cars made from the same product line, some of them sharing features like being a 

hatchback, which have a series of implications beyond just selecting a single feature. 

There can be several chassis configurations that fall into that category, all of them 

requiring a door at the back of the car. Those chassis configurations are different from 

sports cars designed from the same product line, which in addition have some more 

implications like restricting the number of seats to two. 

This kind of configuration aspects is also present when talking about parameter 

configuration. The kernels of two identical servers can be differently configured 

depending on the functionality of each one. One sever could expect a great number of 

concurrent sessions and would need to be configured to support shorter life cycles on 

sockets, increase the number of files allowed to be handled by a single process and 

other kernel configuration optimizations that would increase the performance of that 

server. On the other hand, the second identical server could be set up to be used as 

part of a Hadoop cluster which doesn’t need those specific optimizations but benefits 

from others. The same pattern can be seen in other sections of the application stack. 

http://www.w3.org/2001/XMLSchema
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For example, some databases can be configured for high replication or high availability. 

Application servers also have similar configuration aspects. 

All in all, these configuration aspects exist and constitute a high level abstraction on 

how the software needs to be configured. Even further, a single application may be set 

up to support several of these aspects. For example, an Apache Zookeeper node can 

be configured both as part of a multi-node setup and as debug to find failures while 

the server is running as part of the cluster. In this example both aspects imply different 

non-conflicting parameter configurations for the same configuration. In other cases, 

that might not be the case and the changes might conflict, increasing the difficulty of 

the configuration process which now also consist in determining which aspect must be 

prevalent. 

In addition, these configuration aspects are not general. In fact, they are completely 

determined by the application domain. The changes implied by a configuration aspect 

are also dependant on the application domain but are not totally set by it. They are 

also influenced by the target runtime environment. A “high replication” aspect for a 

database is understood by both the application domain and the target environment, 

but it is usually the target environment the one that imposes the number of replicas 

that is considered “high replication” in that case. 

Therefore, we need a flexible mechanism that can reflect this behaviour in the model. I 

have designed a new XML element to contain the information regarding aspects and a 

inheritance mechanism to reduce the information stored in the model. Figure XX 

shows the new element. 

<xs:element name=”configurationAspect” type=”configurationAspect” /> 

 

<xs:complexType name=”configurationAspect”> 

  <xs:sequence> 

    <xs:element name=”aspect” minOccurs=”0” maxOccurs=”unbounded” type=”xs:string” /> 

  </xs:sequence> 

  <xs:attribute name=”name” type=”xs:string” use=”required” /> 

</xs:complexType> 

The “<configurationAspect />” element contains information regarding the aspects of 

a configuration set to which a specific configuration feature is related. Each 

configuration feature can have one or more “<configurationAspects />” children, each 

one reflecting a configuration set in which that particular feature was used, and to 

which aspects that configuration set is associated. This doesn’t mean that a particular 

feature is attached to a specific aspect; it only implies that it has appeared in a 

configuration set related to the aspect.  

To avoid cluttering the model with an excessive number of these elements, I have 

designed an inheritance mechanism for them. If a configuration feature doesn’t have 

any “<configurationAspect />” child element, it inherits the ones from the nearest 
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ancestor with those children. Effectively this means that the root element, “<content 

/>”, will have all configuration aspects as children. If we explore the hierarchy deeper, 

we will soon have to find another element with a subset of those children, meaning 

that the branch bellow the element only appears in a subset. This way, determining if a 

branch is related to a specific aspect only requires checking if the parent appears only 

in configuration aspects with that concrete aspect.  

Finally, it should be noted that while the notion of configuration aspect does not 

appear in the SPL-related literature, it is similar to the transaction identifier (tid) 

presented in many data mining algorithms[15]. The main difference is that while a tid 

doesn’t carry more information beyond defining an identifier for a concrete 

transaction, here it is used to describe high level abstractions. 

4.3.4.3. STATISTICAL INFORMATION 

While a PFM needs to determine a subset of PPFs, the approach is not optimal for 

parameter configuration. One of the main reasons is the existence of configuration 

aspects. If relationships were to be modelled based just on absolute probabilities 

aspects wouldn’t have an effect unless the probabilities not only reflected the 

relationships between features but also how they are affected by selecting one or 

several configuration aspects. 

Henceforth, I have decided to store not the probabilities of the relationships, PPFs, but 

the number of appearances of each configuration feature. That way, probabilities can 

be calculated on the fly during the interactive configuration phase by comparing the 

number of appearances between features. That way, when configuring for a 

configuration aspect, the values can be calculated specifically, enhancing the 

assistance.  

As a consequence, every configuration feature needs to store its number of 

appearances. The mechanism selected to keep the information has been an attribute 

belonging to the metadata namespace that can be attached to any configuration 

feature. The schema for the attribute can be seen in the next Figure. 

<xs:attribute name=”frequency” type=”xs:positiveInteger” use=”required” /> 

4.3.4.4. STRUCTURAL INFORMATION 

I have already stated the need for a special element to convert configuration 

parameter values into configuration features. The element is described in the following 

Figure: 

<xs:element name=”valueContainer” type=”valueContainer” /> 

 

<xs:complexType name=”valueContainer”> 

  <xs:sequence> 

    <xs:element maxOccurs=”unbounded” type=”configurationAspect” /> 
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  </xs:sequence> 

  <xs:attribute name=”value” type=”xs:any” /> 

  <xs:attribute name=”frequency” type=”xs:positiveInteger” use=”required” /> 

  <xs:attribute name=”selected” type=”selected” use=”optional” /> 

</xs:complexType> 

The element is quite simple and only contains three attributes. One to keep the value 

of the parameter, “value”, another to reflect the number of appearances of said value, 

“frequency”, and a last one to indicate if the value was extracted from somewhere 

else. As any other configuration feature, it can contain information regarding 

configuration aspects too. 

There are two additional aspects to structural information. The first one is the 

following attribute: 

<xs:attribute name=”section” /> 

This attribute indicates that a configuration feature was a section in its original form. 

That is, it was extracted from a key-value type of configuration file and it was a section. 

The other aspect is reflected in the following attribute: 

<xs:attribute name=”multiple” /> 

This attribute reflects that the configuration feature to which is attached can appear 

multiple times in a single instance of a configuration source.  

4.3.4.5. RELATIONSHIPS 

The last important aspect that has to be reflected on the model is how configuration 

features relate to each other. Feature models usually reflect the following 

relationships[14]: 

 Mandatory: The relationship between a parent feature and its descendant is 

mandatory 

 Optional: The relationship between a parent feature and its descendant is 

optional 

 OR: The parent feature has several children and one of them can be selected 

 Select: The parent feature has several children and only one of them can be 

selected 

 Requires: Selecting a feature implies the selection of another one across the 

model 

 Excludes: Selecting a feature implies that another feature across the model 

cannot be selected 

The first four types are considered parent-child relationships as they can only happen 

between a configuration feature and one or several of its children. The last two are 
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considered cross-tree relationships, as they can only exist between elements from 

different branches of the tree.  

These relationships are present in the parameter configuration domain, but I had to 

add a new type or relationship which is not considered in the SPL related literature. 

This relationship involves the case when the value of a parameter or the name of an 

element must have been defined previously in a list of valid values in another section 

of the configuration. For example, the Apache Brooklyn configuration file contains a 

parameter called “brooklyn.webconsole.security.users” whose value is a list of all users 

with access to the web console privilege. Then, each individual user’s access is 

configured through setting properties complying with the following format 

“brooklyn.webconsole.security.user.<user>.<other_properties>”, where “<user>” is a 

name extracted from the previous list and “other_properties” are property names like 

“password” or “sha256”. I have defined these cross-tree relationships as a weak 

constraint type relationship. 

A weak constraint relationship can be defined as a configuration feature whose 

children’s names are extracted from a list defined in another section of the 

configuration either as a value list or as an attribute value. The second option 

regarding attribute value is defined to consider that in XML the list of valid values can 

be defined as a list of elements with different identifiers. 

Of all the previously mentioned relationships, mandatory and optional relationships 

are explicit to the model. A mandatory relationship can be simply defined as a parent-

children relationship where the number of appearances for both of them is the same. 

At the same time an optional relationship can be defined as a parent-children 

relationship where the number of appearances of the parent is greater than the child’s 

one. Therefore, there is no need to add an explicit identifier for these types of 

relationship.  

For the remaining parent-child relationships, the following XML element allows the 

definition of the relationship: 

<xs:element name=”pcrelationship” type=”pcrelationship” /> 

 

<xs:complexType name=”pcrelationship”> 

  <xs:sequence> 

    <xs:any /> 

    <xs:element name=”extension” type=”xs:string” /> 

  <xs:sequence /> 

  <xs:attribute name=”type” use=”required”> 

    <xs:simpleType> 

       <xs:restriction base=”xs:string” > 

         <xs:enumeration value=”or” /> 

         <xs:enumeration value=”select” /> 

       </xs:restriction> 

    </xs:simpleStype> 
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  </xs:attribute> 

</xs:complexType> 

The “<pcrelationship />” element allows the definition of parent-child relationships. 

The type of relationship is defined in the “type” attribute, selecting from the values 

“or” or “select”. As OR and Select relationships need to encompass all of the children 

of a feature, the “<pcrelationship />” element is introduced in the middle of the 

branch as a child of the parent configuration feature of the relationship and the 

collection of children belonging to the relationship are attached to the new element to 

indicate that when configuring it one of those two relationships applies. 

For cross tree relationships, except the weak constraint type, the following XML 

element allows the definition of a relationship: 

<xs:element name=”relationship” type=”relationship” /> 

 

<xs:complexType name=”relationship”> 

  <xs:sequence> 

    <xs:element name=”antecedent” type=”part”> 

    <xs:element name=”consequent” type=”part” /> 

    <xs:element name=”configurationAspects”> 

      <xs:sequence> 

        <xs:element name=”configurationAspect” type=”configurationAspect” 

          minOccurs=”1” maxOccurs=”unbounded”/> 

      </xs:sequence> 

    </xs:element> 

  <xs:sequence /> 

  <xs:attribute name=”frequency” type=”xs:decimal” use=”required” /> 

  <xs:attribute name=”confidence” type=”xs:decimal” use=”required” /> 

</xs:complexType> 

 

<xs:complexType name=”part” 

  <xs:sequence> 

    <xs:element name=”path” maxOccurs=”unbounded” type=”xs:string”> 

      <xs:attribute name=”negated” /> 

    </xs:element> 

  </xs:sequence> 

</xs:complexType> 

The element defined above is used to define Require and Exclude relationships, both 

of which are expressed as an association between a set of configuration features, 

which we will call the antecedent, whose existence implies the occurrence of another 

set of configuration features, the consequent. Each set is defined as a collection of 

paths, one per feature in the collection, that represent the configuration feature. The 

path is the XPath[16] expression that leads to the configuration feature it is 

representing, barring any metadata nodes but including all attributes and its values for 

all nodes in the path. The attributes “support” and “confidence” will be explained in 

section 4.4.4. The final component of a relationship is the list of configuration aspects 

in which the relationship appears, which will be used to establish if a relationship is 

specific for a certain aspect. 
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Note that the only difference between a Require relationship and a Exclude one is that 

in the Exclude relationship either part can contain “negated” paths, which implies that 

for any document to comply with the relationship, that path must not exist inside the 

document.  

Also notice that the element was already utilized to define the “<relationships />” and 

“<crossSourceRelationships />” elements in the base model to define relationships 

between configuration features belonging to the same configuration source and 

configuration features belonging to different configuration sources respectively. 

Finally, weak constraints can be defined with the following attributes: 

<xs:attribute name=”selectFrom” type=”xs:string” /> 

 

<xs:attribute name=”selected” type=”xs:string” /> 

 

<xs:attribute name=”imposesOn” type=”xs:string” /> 

The attribute “selectFrom” is assigned to a configuration feature to indicate that the 

identifier for its children have to be selected from a list defined somewhere else, 

indicated by the XPath expression that leads to the configuration feature or features 

which it is attached to. This way, when creating a new configuration with that 

configuration feature we can limit the choices for its children. 

The identifier of the children can be either the name of the configuration feature or a 

specific attribute. To indicate that the name or an attribute of a configuration feature 

has been selected from somewhere else, the attribute “selected” is assigned to that 

configuration feature. The value of the attribute is either “cfname”, to indicate that it 

was the configuration feature’s name the one selected, or the name of the attribute 

that was selected. 

The final attribute “imposesOn” is used to denote the source of the list. That is, the 

configuration features that produce the list of values from where the configuration has 

to choose. The value of the attribute is the relative path to the nodes with whom it has 

a weak constraint relationship. 

4.3.4.6. RESOURCE 

A resource models a specific parameter whose value is either imported from an 

external source to the application or exported for its use. It has to be modelled in a 

way that allows matching exported resources of a software artefact to imported 

resources of the application that will use them. The following element encapsulates 

the stated requirement: 

<xs:element name=”resource” type=”resource” /> 

 

<complexType name=”resource”> 

  <xs:sequence> 
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    <xs:element name=”id” type=”xs:string” /> 

    <xs:element name=”type” type=”xs:string” /> 

    <xs:element name=”scope”> 

      <xs:simpleType> 

        <xs:restriction base=”xs:string” > 

          <xs:enumeration value=”container” /> 

          <xs:enumeration value=”contained” /> 

          <xs:enumeration value=”node” /> 

          <xs:enumeration value=”external” /> 

        </xs:restriction> 

      </xs:simpleStype> 

    </xs:element> 

    <xs:element name=”path” type=”xs:string” minOccurs=”0” /> 

  <xs:sequence /> 

</complexType> 

The element is composed of four child elements. The first three, allow the 

identification of a specific parameter across multiple software artefacts. The 

element“<id />” simply indicates an identifier for the parameter. The “<type />” 

element represents the global type that identifies the domain of the parameter. Both 

elements together define a concrete configuration parameter. As an example, imagine 

a mail service that wishes to export its access data. This involves determining the IP 

and the port on which the service is given. Therefore, the mail service will export two 

resources belonging to the same domain “service.mail”: “address” and “port”. The 

values of both elements are deliberately left undefined, because both of them use 

domain specific language of each application and its dependencies. 

However, it could be the case that there are two mail services in the application’s 

environment. To identify which one of the two services to use, we have to define the 

scope in which the search must be applied. That is the meaning of the “<scope />” 

element. It indicates where to search for a parameter that complies with the “<id />” 

and “<type />” elements. There are four possible scopes. “container” indicates that the 

parameter depends upon a software artefact that contains the application. For 

example, the relationship between a web application and the application server it is 

deployed onto. The “contained” scope represents the inverse relationship. A container 

imports or exports resources from one of its contained artefacts. “node” represents 

software artefacts in the same physical node that do not comply with a direct 

container/contained relationship with the application. This is the case of libraries in 

the same node for example. The final type, “external”, is reserved for connection type 

data such as the remote access data to other services (i.e. URLs, ports, etc…). That 

doesn’t mean that the external service can’t be collocated in the same physical node. 

This resource type simply indicates access to remote external parameters the 

application is depending on. 

The final element “<path />” is used to establish the mapping between the resource 

and specific configuration features. The content of this element is an XPath expression 

that represents specific values that are exported or places where the imported 
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parameter value needs to be inserted. The reason for this element to be optional is 

that not all configuration parameters will have a representation in a configuration 

source. Specifically, the URL to access a service is not usually configured in the service 

given but it is extracted from the host. Therefore, in other to export it to other services 

it must be exported as a resource but it is not reflected on any configuration source. 

4.4.  MINING CONFIGURATION MODELS. 

The configuration model is prepared to store information based on existing 

configurations. This doesn’t mean it cannot work without existing configurations. An 

expert could create a model for her application and assign values for frequency and 

configuration aspects. Even without those values, the model could be used to assist 

the configuration process by adapting the usual feature model interactive 

configuration techniques. However, the model excels at managing configuration when 

it is extracted from the analysis of a set of configurations. The following figure shows 

the process designed to produce the final model. 

 

FIGURE 5: MINING PROCESS 

Note that the data needed for this extraction is a set of configurations, labelled with 

the configuration aspects each one is supporting. Each configuration is a set of 

configuration sources.  

4.4.1.  ADAPTATION PHASE 

The starting point for the model extraction process is reading every configuration 

source in each configuration. Each source is transformed into a XML file composed by 

configuration features. How to do the adaptation depends on the type of configuration 

source. 

4.4.1.1. PLAIN KEY-VALUE FILES 

As mentioned is section 2.3.1. these files are characterized for having a list of 

parameter names with their values, sometimes including an implicit hierarchy based 
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on parameter names and sections. The adaptation of this configuration source is based 

on the following algorithm: 

Algorithm PlainKVAdaptation 

Input: A plain key-value configuration file 

Output: An XML file with the contents of the input file adapted to the configuration model 

 

File inputFile 

XMLDocument outputFile 

XMLDocument model 

 

model.addNewConfigurationSource(inputFile) 

outputFile.addRootElement(“content”) 

for each section in inputFile, do 

 transformToXMLElement(section) 

for each property in section, do 

property.getName().split(“.|,|/”) 

for each propertySection in property, do 

 transformToXmlElement(propertySection) 

  chainAllXmlElements() 

 lastTransformedName.addChild(transformToXMLElement(property.getValue())) 

 transformedSection.addChild(firstTransformedName) 

 outputFile.getRootElement().addChild(transformedSection) 

return outputFile 

First, the file is registered in the configuration model as a configuration source. If the 

configuration source already exists, nothing is done as that means that it was 

registered in the adaptation of a previous configuration.  

The next step is to create a new root element to contain the configuration features. 

This is the “<content />” element that will be later attached to the configuration model 

file. The process involves creating a new XML element with the name “content” and 

attach to it a “frequency” attribute with a value of 1 and a “<configurationAspect /> 

node as child with the information regarding to the configuration which the 

configuration source belongs to. 

Then, each section of the file is transformed into a configuration feature. This 

transformation is essentially the same as the creation of the “<content />” element. 

The only differences are that instead of naming it “content”, the new element will be 

named as the section; and that the attribute “section” will be added to indicate that 

this is a pure structural element. If the file contains no sections, the whole file is 

considered a section and this step is skipped. 

The following step is processing each parameter inside the section. The parameter 

name is split using the common punctuation symbols to obtain the implicit hierarchy 

of the parameter. Each split of the name is then transformed following the same 

procedure as with sections. The first split is added as a child node to the section 

element and then the next split is added as a child to the previous node. The process 
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repeats until all splits are transformed into XML elements and chained one to each 

other.  

It is important to note that if there is indeed an implicit hierarchy in parameter names. 

The first splits of the name will already exist as child elements of the section element 

from previously processed parameters. In that case, that split is marked as “multiple” 

and the next split is processed until there is a node that doesn’t appear in the 

hierarchy being established, at which point the process resumes. 

Next is transforming the parameter value to a “<valueContainer />” element. The 

parameter value is stored in the “value” attribute of the XML element. The final step is 

going over the tree and sorting the child elements by name at each level. This will help 

at a later phase. 

4.4.1.2. YAML FILES 

The YAML specification[17] provides a binding to transform YAML to XML. It must be 

clear that not all supported YAML features can be transformed to XML, but a 

reasonable amount of them, enough to adapt most YAML configuration files.  

The adaptation process becomes then a matter of applying the binding and then 

traverse the resulting XML document adding the “frequency” attribute and the 

“<configurationAspect />” nodes and transforming values into “<valueContainer />” 

elements. There is an additional phase, the tree is traversed again to find siblings with 

the same name and attribute names and values. As per the definition of a 

configuration source, these are considered one configuration source. Therefore, they 

are merged together, the “multiple” attribute is added to the resulting configuration 

feature and the children of all of them are attached to it. 

4.4.1.3. XML FILES 

XML configuration file adaptation is straightforward and follows the same pattern as 

the adaptation of YAML files after they have been transformed into XML. 

4.4.1.4. COMMAND LINE AND ENVIRONMENT PARAMETERS 

There are no documents to explore in this case. Therefore, an expert must create a 

XML file corresponding to this configuration source in every configuration. The file 

name is not relevant, as the registration into the configuration model document will 

have to be modified after the configuration model has been created. However, it 

should be consistent across all configurations. 

The contents of each file must reflect the hierarchy of command line and environment 

parameters, if it exists but doesn’t need to add configuration aspect information nor 

the “frequency” attribute, as these will be added when the file is processed. 

4.4.2.  MERGE PHASE 
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During this phase, every configuration source registered in the configuration model is 

explored. For each source, all the files corresponding to that source are read and 

merged together. The following algorithm indicates how two files are merged 

together: 

Algorithm MergeXML 

Input: Two XML files 

Output: An XML file with the contents of the input files merged 

 

XMLDocument inputFile1 

XMLDocument inputFile2 

XMLDocument outputFile 

 

for each element in inputFile1, do 

 if inputFile2.contains(element) 

  element.increaseFrequencyByOne() 

  outputFile.add(element) 

  outputFile.addToElement(element, inputFile1.getConfigurationAspects()) 

  outputFile.addToElement(element, inputFile2.getConfigurationAspect()) 

 else  

  outputFile.add(element) 

  outputFile.addToElement(element, inputFile1.getConfigurationAspect()) 

for each element in inputFile2, do 

 if inputFile1.contains(element)  

  continue 

 outputFile.add(element) 

 outputFile.addToElement(element, inputFile2.getConfigurationAspect()) 

return outputFile 

The algorithm is designed to merge two XML files. It traverses the first file looking for 

elements, compares if the element exists in the second file. If it does, it increases its 

frequency by one, adds the element to the output document and adds the 

configuration aspect elements corresponding to the first and second file to the new 

element. If it doesn’t, the process is the same but there is no frequency increase and 

only the configuration aspect of the first file is attached. Then the second file is 

processed using the same merging mechanism except now coincidental files are 

ignored as they were already merged while exploring the first file. 

For this algorithm to work, it is important to understand what existence of an XML 

element means. Two XML elements are identical if there is an XML with the same 

name, attribute names and values (with the exception of metadata attributes) and in 

the same absolute XML path. The last clause is very important, because two identical 

elements regarding name and attributes can be located in different sections of the 

XML tree and therefore, they are not equal. And two identical absolute paths means 

that the list of nodes to go over to reach the node has the same names and attribute 

names and values for each ancestor, barring metadata attributes.  

During this phase, two files are selected at random and merged together. The resulting 

XML document is then merged with the next file and so forth until all files has been 
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merged in a single document. The resulting document contains a list of all 

configuration features in the search space for that particular configuration feature. 

Each feature will contain the exact number of times it has appeared in a document and 

a configuration aspect for each of them. 

4.4.3.  REDUCTION PHASE I 

Next step is locating atomic sets to reduce the amount of information present in the 

merged document. The document is traversed using a breadth-first algorithm. In each 

level, the frequency of each element is compared with its parent’s. If they are the 

same, the configuration aspects nodes attached to the child are removed as they will 

be inherited from the parent.  

The final document will still contain all the configuration features, but only the head 

nodes of each atomic set will contain configuration aspects information. Therefore, we 

could define each atomic set in this document as beginning in an XML element with 

configuration aspect children and ending where the leaves of the atomic set are either 

a leaf of the XML tree or a configuration feature with configuration aspects of its own, 

which has to be a subset of the configuration aspects of the head of the atomic set. 

This reduction will allow the calculation of relationships using only the atomic set 

heads, easily identifiable for having configuration aspects, instead of having to 

calculate relationships among all configuration features. 

4.4.4.  RELATIONSHIPS 

The next step is mining relationships, but before explaining how to mine the other 

types of relationships there are two key concepts that must be explained for its 

relevance to the mining algorithms: support and confidence[15]. 

Given a configuration source x  X, where X is the set of all existing configuration 

sources for the application, and C, the set of all available configuration sets in the 

dataset, we can define the support of the configuration source, 𝜎(𝑥), with the 

following expression: 

𝝈(𝒙) =
|𝒕(𝒙)|

|𝑪|
 ( 1 ) 

The support of x is defined as the ratio of the number of instances of that configuration 

source in our collection of configurations and the number of different configurations. 

t(x) 𝐶 is the subset of configuration sets in which the configuration source x appears, 

and |C| is the cardinality of C or the number of configuration sets available. It is 

interesting to note that the support of x is equivalent to the probability of x appearing 

in any given configuration. 



4. Assisted parameter configuration of an application 

50 
 

The concept of support allows the definition of commonality of a configuration source. 

This concept is central to the study of software product lines, as it is based on the 

study of the variability model of product families. In this case, we can define common 

configuration features, features that appear in all configurations and can be deduced 

as being a staple of the application configuration process.  

Given a configuration source 𝑥 ∈ 𝑋𝑐, where. 𝑋𝑐  𝑋 is the subset of X composed by all 

common configuration sources, x is considered common if: 

𝛔(𝐱) = 𝟏 → |𝐭(𝐱)| = |𝐂| ( 2 )  

Classifying a configuration source as common indicates that it must always be 

configured. This relationship with the application is the first that must be extracted 

and it is an indicator for the need of any configuration at all, or at least any 

configuration related to the contents in that configuration source. 

The second concept is called confidence, or 𝛾(𝑥 ⇒ 𝑓), and it indicates the probability 

of a configuration feature 𝑓 ∈ 𝐹𝑥, where 𝐹𝑥is the set of all configuration features of a 

configuration source x, appearing given the appearance of the configuration source x 

∈ 𝑋. It can be expressed as follows: 

𝜸(𝒙⟹ 𝒇) =  
𝝈(𝒙 ∩ 𝒇)

𝝈(𝒙)
 = 𝑷(𝒇|𝒙) ( 3 ) 

Note that the expression doesn’t use the total number configuration sets, but only the 

number of sets in which the configuration feature f appears at least once, 𝜎(𝑥 ∪ 𝑓), 

and the number of sets in which the configuration source appears, 𝜎(𝑥).  

The analysis of the confidence of a configuration feature allows us to determine the 

commonality of a given configuration feature. A common configuration feature can be 

defined as any configuration feature that appears in all instances of the configuration 

source it depends onto.  

𝜸(𝒙 ⇒ 𝒇) = 𝟏 → |𝒕(𝒙 ∩ 𝒇)| = |𝒕(𝒙)| ( 4 ) 

This means that a configuration feature is common if its frequency is equal to the 

number of configurations in which its configuration source appears, which can also be 

defined as the frequency of the root element of the merged XML document at this 

point of the process.  

Derived from the definition of a common configuration feature is the fact that no 

relationship analysis should include them. As a common configuration feature always 

appears, there will be no reason to discern if any relationships related to them are due 

to a real relationship or to the fact that that the non-common configuration feature.is 

tied to the configuration source itself.  
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All of the common features of a given configuration source will be contained under its 

first atomic set, whose head is the root element and it’s the one that will be discarded 

for relationship analysis. This atomic set represents a starting point to set up that 

configuration source as all of its components seem to be mandatory, at least in the 

dataset from where they were extracted. 

4.4.4.1. MANDATORY AND OPTIONAL RELATIONSHIPS 

I have said that both mandatory and optional relationships are implicit to the model 

and with the concept of confidence I can establish why. Both relationships are 

established between a configuration feature and its child features and therefore must 

be defined in those terms. Given a feature f and another feature 𝑓𝑖, child feature of f, 

their relationship is mandatory if: 

𝜸(𝒙 ⇒  𝒇) =  𝜸 (𝒙 ⟹ 𝒇𝒊)  → |𝒕(𝒙 ∩ 𝒇)| = |𝒕(𝒙 ∩ 𝒇𝒊)| ( 5 ) 

Or in other words, both configuration features have to have the same frequency. 

Conversely, an Optional relationship can be defined as follows: 

𝜸(𝒙 ⟹  𝒇) ≠  𝜸 (𝒙 ⟹ 𝒇𝒊)  → |𝒕(𝒙 ∩ 𝒇)| ≠ |𝒕(𝒙 ∩ 𝒇𝒊)| ( 6 ) 

Although due to the nature of the model, the inequality for optional relationships will 

always be that the frequency of f is greater than the frequency of 𝑓𝑖.  

This rule is sufficient but not necessary. It can’t be affirmed that any two features, 

parent and child, are in an Optional relationship just by complying with the rule, as it is 

also satisfy if the relationship is of type Select or OR. Therefore, the addendum to the 

rule to satisfy that it is indeed an Optional relationship is that it is not marked as either 

a Select or OR relationship. 

4.4.4.2. SELECT RELATIONSHIPS 

A Select relationship is a XOR logic operator. Of the given options, only one can be 

selected. I have split this kind of relationships into two groups.  

On one hand we have “<value_container />” elements, which generally maintain a 

Select type relationship with their parents. That is, you can’t select more than one 

value for any given parameter. However, there are some cases in which this does not 

hold exactly true. For example, in a XML file we could have two identical element 

structures each one with a different value as shown in the following figure: 

<dependency> 

  <groupId>com.fasterxml.jackson.core</groupId> 

  <artifactId>jackson-core</artifactId> 

  <version>2.6.3</version> 

</dependency> 

<dependency> 

  <groupId>com.fasterxml.jackson.core</groupId> 

  <artifactId>jackson-databind</artifactId> 
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  <version>2.6.3</version> 

</dependency> 

The previous excerpt is part of Log4J’s[18] Maven[19] dependency declaration. 

Although not part of a configuration file per se, it exemplifies this kind of typical XML 

structure. The adaptation of this file would produce a single tree structure with several 

values at the end for the features “<groupId />”, “<artifactId />” and “<version />”, 

which would be marked with the “multiple” attribute. For each of those parent 

features, there is a Select relationship for their list of possible values. But as the 

feature can be selected multiple times, from the point of view of the model it is not 

true that the user needs to select one and only one of those values, as several of them 

can be selected for a single instance. Therefore, for this type of Select relationship I 

have decided to acknowledge the inherent Select relationship nature of a parameter 

value with its parameter and not to formally reflect the relationship in the model to 

allow multiple value selections in a single instance. 

The second group is composed by any other configuration feature. To infer the 

relationship in the rest of the model we need to do a breadth-first search and check 

that the level complies with the next expression: 

∑ 𝜸(𝒙 ⟹ 𝒇𝒊)
𝒏
𝒊=𝟏 = 𝜸 (𝒙 ⟹  𝒇)  → ∑ |𝒕(𝒙 ∩ 𝒇𝒊)| =

𝒏
𝒊=𝟏  |𝒕(𝒙 ∩ 𝒇)| ( 7 ) 

Where f is a configuration feature and 𝑓1..𝑛 is the list of all its children, barring 

metadata nodes. The equation means that the sum of the frequencies of the child 

features must be equal to the frequency of the parent.  

This condition sets the bare minimum for a Select relationship. Once this condition has 

been made, there is another check that must be sufficed. Given 𝐴𝑖  and 𝐴𝑗, the set of 

configuration aspects associated with the sibling configuration features 𝑓𝑖  and 𝑓𝑗 

respectively, the parent feature of both of them f has a Select relationship with its 

children if: 

∀ 𝑨𝒊, 𝑨𝒋 → 𝑨𝒊 ∩ 𝑨𝒋 =  ∅ ( 8 ) 

If the relationships doesn’t satisfy the second condition, it just means that it could be 

an OR relationship or a set of Optional relationships. 

4.4.4.3. OR RELATIONSHIPS 

Determining OR relationships is a tad more difficult than the other relationships. The 

problem lies in that there is no virtual different between a parent feature with an 

Optional relationship with all its children and an OR relationship beyond at least one of 

them always being selected. Detecting this relationship is also affected if one of the 

parent-child relationships is mandatory. Such a relationship has to be excluded as its 

inclusion will always make the relationship OR even though it may very well be a case 

of all the other parent-child relationships being Optional. 
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Therefore, doing a search across the tree, in every level we have to search 

configuration features f that have at least two or more Optional children where at 

least one of them always appears and it is not a Select relationship. Formally, this 

means that for a configuration feature f to have a OR type relationship with two or 

more of its Optional children the following conditions must be met: 

{

∀ 𝒇𝒊 ∈ 𝑭𝑶 → |𝒕(𝒙 ∩ 𝒇)| ≠ |𝒕(𝒙 ∩ 𝒇𝒊)|

∃ 𝑨𝒊, 𝑨𝒋 | 𝑨𝒊 ∩ 𝑨𝒋 ≠  ∅

⋃ 𝑨𝒊
𝒏
𝟏 = 𝑨

 ( 9 ) 

Where 𝐹𝑜is the set of child features considered candidate for the OR relationship and A 

is the set of configuration aspects related to the parent feature f. Please take into 

account that there are several configuration features that can be disregarded 

immediately by having no more than one Optional child and those with a Select 

relationship already defined, which limits the search enormously although it still 

requires traversing the whole tree without the leaves. 

4.4.4.4. MINING PARENT-CHILD RELATIONSHIPS 

After defining how each different relationship between a parent and its children can 

be identified we can establish an algorithm that can infer the relevant ones, Select and 

OR, in one single pass: 

Algorithm Parent-Child Miner 

Input: The configuration model XML file 

Output: The configuration model XML file with parent-child relationships indicated 

 

XMLDocument model 

 

for each configuration_feature in model, do 

 List children = configuration_feature.getChildren() 

 if ((children.size() <= 1) ||  

  (sumFrequency(children) < configuration_feature.getFrequency()))  

  Continue 

 List optional_features 

 for each child_feature in children, do 

  if (child_feature.getFrequency() == configuration_feature.getFrequency()) 

   continue 

  else optional_features.add(child_feature) 

 if (checkConfigurationAspectsDoNotIntersect(optional_features)) 

  if (sumFrequency(optional_features) == configuration_feature.getFrequency()) 

   configuration_feature.addChild(select_relationship) 

   select_relationship.addChildren(optional_features) 

   continue 

  else  

   continue 

 if (getSetOfConfigurationAspects(optional_features) == 

  configuration_feature.getConfigurationAspects()) 

  configuration_feature.addChild(or_relationship) 

  or_relationship.addChildren(optional_features) 

  continue 

return model 
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The algorithm is a straight representation of the rules defined to mine those kinds of 

relationship. The first step checks if the feature being scrutinized has more than one 

children. This check automatically discards “<valueContainer />” elements, which can’t 

have children, and configuration features with just one Optional or Mandatory child, 

which I have already stated as relationships that do not need explicit representation. 

Notice that I have also included the condition that the sum of the frequencies of the 

children has to be greater or equal to the frequency of the parent in this step, as any 

set of children that doesn’t comply with the check can’t possibly satisfy first condition 

for Select relationships or the third one for OR relationships.  

In the next step I extract all Optional children. Although it was only a requirement for 

OR relationships since Select type relationships tend to be stricter in their definition, in 

the model we have to include this extra condition. This is due to the existence of mixed 

XML nodes, that is, nodes with children of type Text and Element. Therefore, we have 

to apply the same restriction here for both relationships. 

After the Mandatory nodes pruning, Select relationships can be extracted by 

examining the sum of frequencies and the intersection of the children’s configuration 

aspect. The first condition to be met is that the intersection of configuration aspects 

for all combinations of two children is empty. If it is, but the sum of the frequencies is 

not equal to the parent’s, it means it is just a collection of Optional relationships. The 

final step requires checking the remaining conditions for an OR relationship. 

If none of the previous conditions is met, if it safe to assume that the collection of 

children follows a pattern of several Mandatory or Optional by pair relationships 

instead of multi-node ones such as OR or Select. The worst case would be  

4.4.4.5. REQUIRE RELATIONSHIPS 

Require relationships are the first of the three defined cross-tree relationships. Mining 

this type of relationship has been extensively researched in the datamining 

community[20], although is most often defined as associative rules or conjunctive 

relationships. In the PFM definition[12], the method used for data mining these rules is 

a combination of LCM[21] and Apriori[22], both methods based on the discovery of 

frequent itemsets[15] and their relationships. I have decided to adopt only Apriori as a 

rule mining algorithm, as it was easier to modify to include several modifications based 

on the characteristic of the model to reduce the computational effort. I will describe 

both the algorithm and the differences introduced in the following paragraphs. 

A frequent itemset is a set of items with a support greater than 𝜎0, a predefined 

minimum threshold for the support. Itemsets are often refered as a k-itemset, with k 

indicating the number of items per itemset, also called the level of the itemset. For 

example, any single configuration feature is a 1-itemset, while a combination of two of 

them is a 2-itemset and so on. The set of frequent k-itemset is denoted 𝐼𝑘. Given the 
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previous definition, it can be reasoned that finding association rules is a matter of 

finding frequent itemsets with a strong relationship. That is, the confidence of a given 

itemset over another itemset is greater than 𝛾0, a minimum threshold for confidence. 

If 𝜎0 is low enough, the number of frequent itemsets can scale quite rapidly and the 

number of confidence checks to make grows exponentially with the number of 

frequent itemsets, making it computationally very costly. One of the main problems in 

association rule mining is precisely discovering all the frequent itemsets of any given 

dataset and pruning it enough to be manageable. This process of producing the list of 

frequent itemsets is often referred as candidate generation. 

The Apriori algorithm is based on a property of any 𝑖 ∈ 𝐼𝑘 to discover all frequent 

itemsets. This property consists in that the subsets of i are also frequent. Or in other 

words, that i is composed by the union of several 𝑗 ∈ 𝐼𝑘−1.  

The algorithm starts by a simple count of all possible frequent 1-itemsets by searching 

the dataset for the data with a support greater than 𝜎0, which are part of 𝐶1, a list of 

candidates for frequent 1-itemsets. This first set of candidates is equivalent to 𝐼1 as the 

only rule is that they need to have more than the minimum support. 

However, to generate 𝐶𝑘, it uses a two-part algorithm. First is the join step. All 

𝑖 ∈ 𝐼𝑘−1 are joined by comparing their items, in such a way that only itemsets that 

differ in the last item are joined by adding the differing item to i. For example, if we 

have 𝐼3 = {{A,B,C},{A,B,D},{B,D,E}}, 𝐶4 would be just {{A,B,C,D}}. Of course, for this type 

of join to happen both the itemsets themselves and 𝐼𝑘  must be sorted 

lexicographically.  

The second phase consists in pruning the list of candidates, and not only by checking 

its support. Before doing that, it must be checked that all possible subsets of the 

candidate exist as frequent itemsets in the previous level. Following the example, the 

possible subsets of our candidate are {{A,B,C},{A,B,D},{A,C,D},{B,C,D}}. Neither of the 

two last itemsets are frequent 3-itemsets and therefore there are no frequent 4-

itemsets as the only candidate has been eliminated. If there had been any candidate 

left, it would have been checked for the support threshold to qualify as frequent. 

The algorithm is one of the most efficient when producing candidates and most of the 

work on association rule mining is based on it[20]. In our case however, there are 

some modifications that can be made to speed up the computation. 

The first one is in the generation of 𝐼1. Apriori searches all the data calculating the 

support of all items in the dataset and checking if they are frequent. That is not 

necessary in our model, as only the heads of each atomic set need to be checked, for 

the reasons explained in previous sections. Therefore, the computation time is 

reduced by decreasing the amount of data to be processed. 
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The second modification is done on the join phase. Apriori joins the itemsets that are 

identical but in the last item. In this case, for the join to happen none of the items can 

have an ancestor in the itemset. That is, if the item that is going to be added has any 

ancestor in the itemset, that is not a suitable candidate. This effectively eliminates any 

frequent 2-itemset composed by a feature and any of its descendants and 

consequently reduces enormously the possibility of it happening in any other level.  

This is done for various reasons. On one hand, the relationship between a feature and 

its descendant is quite straightforward and the probability of any feature appearing 

given any of its ancestors can be easily calculated just by traversing the tree. 

Consequently, any itemset that has both of them is irrelevant as it is equivalent to the 

same relationship but only with the descendant in the itemset. If both features are in 

the same itemset, the descendant implies the inclusion of its ancestor as it can have 

the same support or less and therefore the itemset is equivalent to the (k-1)-itemset 

that only has the descendant.  

It should be noticed that this method of using a priori structures to reduce the search 

space of relationships is mentioned in the PFM paper but not implemented. 

Although not a modification per se, we have to define the lexicographical order for 

configuration features. I have decided that it should be an alphabetical sorting based 

on the absolute path of the configuration feature. That is, the XPath expression of the 

node containing all attributes and its values for all nodes in the path. That way 

knowing if a node is an ancestor is immediate, as the ancestor’s path will be a prefix of 

its descendant’s. Furthermore, this order puts the elements with a greater support 

first, which is needed for the algorithm to work properly. Remember also that this 

absolute path is unique for every configuration feature as per model design. 

The final modification is how the support of an itemset is calculated. In Apriori, every 

time a new support is needed it has to be calculated by going back to the database 

being mined and calculating the number of transactions in which the items of the 

dataset appear together. The inclusion of configuration aspects simplifies this 

calculation as the support of an itemset can be calculated with the following 

expression: 

𝝈(𝒇𝟏𝒇𝟐… 𝒇𝒏) =
|⋂ 𝒇𝒊.𝑨|

𝒏
𝒊=𝟏

|𝑪|
 ( 10 ) 

Where 𝑓𝑖 . 𝐴 is the set of configuration aspects belonging to a configuration feature fi. 

Therefore, the cardinality of the intersection of all the configuration aspect sets is 

equivalent to the number of configurations in which the features appear. As 

configuration aspects are attached to the heads of atomic sets and these are the only 

items considered, this reduces the computation time by avoiding recurrent searches. 

Overall, the algorithm can be formalized like this: 
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Algorithm Modified Apriori Candidate Generation 

Input: The Merged Model XML File 

Output: The list of all frequent itemsets 

 

XMLDocument model 

number |C| = numberOfConfigurationSets  

number 0 

List L 

List Lk-1 

List Ck 

 

for each atomic_set in model, do 

 if (atomic_set.getHead().getFrequency() > |C|*0 

  Lk-1.add(atomic_set.getHead()) 

While (!Lk-1.isEmpty())  

 for each itemset1 in Lk-1, do 

  for each itemset2 in Lk-1, do 

   if (itemset1 = itemset2) continue 

   Ck.add(join(itemset1, itemset2)) 

 Lk-1 = new List() 

 for each itemset in Ck, do 

  if (checkSubsets(itemset) && (itemset.getFrequency() > |C|*0)) 

    Lk-1.add(itemset) 

 L.add(Lk-1) 

return L 

 

function join (itemset1, itemset2)  

 if ((itemset1[1] = itemset2[1] && itemset1[2] = itemset2[2] &... & itemset1[i] >  

  itemset2[i]) & !itemset1.hasAncestor(itemset2[i]) 

  return new itemset(itemset1[1], itemset1[2],...,itemset1[i], itemset2[i]) 

return null 

 

function checkSubets (itemset) 

 for each item in itemset, do 

  List subset = itemset – item 

  if (!L.contains(subset)) 

   return false 

return true 

Now that the frequent itemsets have been discovered, the list L, the association rules 

must be mined. Apriori suggest taking advantage of the property of frequent itemsets 

that say that any subset must also be frequent by reducing association rule mining to 

the analysis of relationships inside the itemsets that are not a subset of an itemset 

with a greater level. 

The analysis for each itemset starts with the greatest subset versus the smallest 

remaining. That is, if we are talking about a k-itemset, we will start comparing all (k-1)-

itemsets with 1-itemsets. If any of the confidences is lower than the threshold, any 

other itemset containing the item that failed is automatically disregarded, as it will also 

fail by just containing the item. The relationships that did pass the check are then 

stored as strong relationships, with the support and confidence that generated them 

for future reference. The next step will compare (k-2)-itemsets with 2-itemsets that are 
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composed only by items that passed the last check. And on and on until all confidence 

checks have failed.  

Let’s see an example. If we have an itemset {A,B,C,D} we will have to check the 

relationships {𝐴, 𝐵, 𝐶} ⇒ {𝐷}, {𝐴, 𝐵, 𝐷} ⇒ {𝐶}, {𝐴, 𝐶, 𝐷} ⇒ {𝐵}  and {𝐵, 𝐶, 𝐷} ⇒ {𝐴} . If 

the relationships with the items {B} and {C} don’t have a confidence greater than the 

threshold no more relationships with those items on the left will be checked. Both 

rules with {A} and {D} are stored. Then the relationship {𝐵, 𝐶} ⇒ {𝐴, 𝐷} is checked as is 

the only valid consequent. If it had enough confidence, it would also be written as a 

valid rule, with a different confidence and support than the other two we already 

picked from this itemset. 

The Apriori rule generation algorithm has not been modified except for the inclusion of 

the maximum set of configuration aspects in which the relationship is strictly true, to 

the definition of relationship. The formalization of the algorithm is shown below for 

reference: 

Algorithm Apriori rule generation 

Input: List of frequent itemsets 

Output: List of association rules 

 

number 0 

List L 

List ruleList 

 

for each itemset in L, do 

 List temporalRuleList = new List() 

 for each item in itemset, do 

  List subset = itemset – item 

  Rule rule = new Rule (subset => item) 

  if (rule.calculateConfidence() > 0) 

   rule.addConfigurationAspects() 

   temporalRuleList.add(rule) 

 ruleList.add(temporalRuleList) 

 While (!temporalRuleList.isEmpty()) do 

  List rightParts = temporalRuleList.getAllRightParts() 

  temporalRuleList = new List() 

  for each rightPart1, rightPart2 in rightParts, do 

   List combinations = combine(rightPart1, rightPart2) 

   For each rightPart in combinations, do 

    List subset = itemset – rightPart 

    Rule rule = new Rule (subset => rightPart) 

   if (rule.calculateConfidence() > 0) 

    rule.addConfigurationAspects() 

    temporalRuleList.add(rule) 

  ruleList.add(temporalRuleList) 

return ruleList 

 

function combine (itemset1, itemset2) 

 List results = new List() 

 for each item in itemset1, do 

  if (!itemset2.contains(item))  
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   results.add(itemset2 + item) 

 for each item in itemset2, do 

  if (!itemset1.contains(item))  

   results.add(itemset1 + item) 

 results.removeDuplicates() 

return results 

 

4.4.4.6. EXCLUDE RELATIONSHIPS 

Exclude relationships are very difficult to determine. Often referred as disjunctive 

associations, rejection rules or negative association rules (NAR), these expressions 

present themselves under one of these forms: 𝐴 ⇒ ¬𝐵,¬𝐴 ⇒ 𝐵 𝑜 ¬𝐴 ⇒¬𝐵. Of 

those rules, the last one is not considered a true NAR, as it is equivalent to the 

expression 𝐵 ⇒ 𝐴, which in the case of it being an interesting relationship would have 

been mined when looking for association rules. 

As we have seen, association rule mining implies computing frequent itemsets and 

checking relationships between all of them. The problem with mining NARs is that by 

checking against the not occurrence of an itemset, the number of itemsets grows 

exponentially. The problem relies in having to cross-reference existing itemsets with 

those missing. It is a compute-intensive process which might not yield all possible 

NARs. 

The PFM design includes the use of the Blossom algorithm[23] for mining disjunctive 

associations. The algorithm tries to calculate the set of minimum OR-clauses that can 

generate the whole dataset. The algorithm is quite successful in finding the set. 

However, it requires analysing the whole dataset and making calculations for many 

itemsets, thus making the whole algorithm not very scalable. In fact, the paper 

describing Blossom indicates that for a small number of items, about 50, the time 

required to find the clauses tends to infinity. 

There are other more recent approaches that by reducing the scope of the search 

space produce results decreasing the computing time required[24] [25] [26]. The 

problem with these approaches is that they can’t guarantee producing all possible OR 

clauses, but the ones produced are all interesting. These approaches are based on 

modifications of the Apriori algorithm to produce not only the association rules, 

referred to as positive association rules (PARs), but also NARs. 

The reason why these algorithms can’t produce all OR clauses is that they use frequent 

itemsets to study association rules, as they are based on Apriori. Some OR clauses are 

be hidden in non-frequent itemsets, and thus not found by the use of these 

algorithms. In spite of that restriction, I have decided to use the algorithm defined by 

Ramasubbareddy [25] for detecting NARs. The improvement in computing time and 

the fact that is based on Apriori, and therefore is subject to the same modifications 
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already applied for PAR mining, make it suitable for the extraction of exclude 

relationships. 

The algorithm is based on the premise that NARs can be extracted from frequent 

itemsets by negating one member of the itemset. The algorithm is the same as Apriori 

but during the join phase the list of candidates for Lk will also produce the list of 

candidates to form NLk, the list of frequent k-itemsets for NARs. As the candidates are 

generated by negating one item of the itemset, each candidate 𝑐𝑘 ∈  𝐶𝑘 will generate 

three candidates 𝑛𝑐𝑘 ∈  𝑁𝐶𝑘 that will have to be evaluated by checking its support to 

see if they belong to NLk in the same way the members of 𝐶𝑘 are evaluated. This 

makes NAR discovery a by-product of PAR mining, which is what improves the 

algorithm performance considerably. 

As an example, consider the itemset {ABC}∈  𝐶3. It will generate the candidates 

{{¬𝐴𝐵𝐶}, {𝐴¬𝐵𝐶}, {𝐴𝐵¬𝐶}} ∈  𝑁𝐶3 . Then, the support of each one of them is 

checked by taking into account the following equivalences: 

{

𝝈(¬𝒇) = 𝟏 −  𝝈(𝒇)

𝝈(¬𝒇𝟏𝒇𝟐) = 𝝈(𝒇𝟐) −  𝝈(𝒇𝟏𝒇𝟐)

𝝈(𝒇𝟏¬𝒇𝟐) = 𝝈(𝒇𝟏) −  𝝈(𝒇𝟏𝒇𝟐)
 ( 11 ) 

As all of those have been calculated previously, there is no need to recalculate them, 

which is another improvement of this algorithm.  

Henceforth, find below the whole algorithm for mining both PARs and NARs. The 

modified parts with regard to the modified Apriori algorithm presented in the previous 

section have been bolded: 

Algorithm Modified Ramasubbareddy 

Input: The Merged Model XML File 

Output: A list of frequent itemsets for positive and negative association rule mining 

 

XMLDocument model 

number |C| = numberOfConfigurationSets  

number 0 

List Lk-1 

List L 

List N 

List Ck 

List NCk 

 

for each atomic_set in model, do 

 if (atomic_set.getHead().getFrequency() > |C|*0 

  Lk-1.add(atomic_set.getHead()) 

 

While (!Lk-1.isEmpty())  

 for each itemset1 in Lk-1, do 

  for each itemset2 in Lk-1, do 

   if (itemset1 = itemset2) continue 

   Ck.add(join(itemset1, itemset2)) 
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 Lk-1 = new List() 

 for each itemset in Ck, do 

  if (checkSubsets(itemset)) 

   List nars = generateNARs(itemset) 

   NCk.add(nars) 

   if (itemset.getFrequency() > |C|*0)) 

     Lk.add(itemset) 

 L.add(Lk-1) 

 For each item in NCk, do 

  if (item.getFrequency() > |C|*0)) 

   N.add(item) 

return L + N 

 

function generateNARs(itemset) 

 List nars = new List() 

 for each item in itemset, do 

  List nar = itemset – item 

  nar.add(item) 

  nars.add(nar) 

return nars 

Rule generation from the set of frequent itemsets stays the same. The only different is 

that now confidence will be calculated on relationships with negated items. Taking into 

account the equivalences specified for the support of that kind of items, the 

calculation is trivial and the number of calculations doesn’t increase in regards to the 

ones already made for normal Apriori. 

4.4.4.7. WEAK CONSTRAINTS 

Weak constraints present a very specific pattern. A value or attribute value is selected 

from a list of possible values defined somewhere else in the configuration. It is very 

difficult to detect relationships with such a pattern, as there is no apparent correlation 

between the support of the selected value and the list. In some cases, the list might 

not vary from configuration to configuration but only one value might be selected. In 

other cases, all values of the list might be represented somewhere in the 

configuration. This would show a correlation between the two items if the list is a 

single value instead of a collection of values but there is no guarantee of that 

happening.  

Therefore, we can define the problem of finding weak constraints as two smaller 

related problems: finding lists of values and finding corresponding strong associations 

with those values. The first problem is defined by how a list can be described inside a 

configuration source. I will assume these are all the possible options: 

 The whole list is defined in a parameter value. 

 The list is presented as a collection of parameter values depending on the same 

elements. 

 The list is presented as a collection of attribute values 
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It should be easy to spot that the representation of a list in a configuration source is 

influenced by the type of configuration source we are treating. For example, key-value 

configuration files will tend to define lists as a single value, as list definition is not one 

of the functionalities offered by the usual formats belonging to this type. Collections of 

values on the other hand are more suited for YAML and XML configuration sources, as 

both languages support and encourage the use and definition of lists. And finally, 

attribute value lists are limited to XML sources because that is the only format with 

attributes. Consequently, we can define three different formal definitions for what 

constitutes a list 𝑤 ∈ 𝑊𝑖, the set of all possible candidate list for a weak constraint i.  

The first one is that in a key-value type configuration source, a list is defined as any 

“<mmd:valueContainer />” element whose “value” attribute can be split into several 

items by using one of the following characters: “,”,”.” and “;”; can’t be interpreted as a 

URL; and has the same parent as other “<mmd:valueContainer />” elements that 

present the same behaviour. For the sake of simplicity, I assume lists will only appear 

with one of those three item separators. 

The second one is that in a YAML or XML type configuration source, a list is defined as 

a collection of one or more “<mmd:valueContainer />” elements belonging to the 

same configuration aspect with the same relative path defined in XPath. That is, the 

absolute path minus attributes for every element in the path except for the final 

“<mmd:valueContainer />” elements.  

The third one is that in a XML type configuration source, a list is also defined as a 

collection of one or more values of attributes with the name “id” or “name” belonging 

to a single XML element, defined by its relative path, in a single configuration aspect. I 

will assume that as collections are formed by a list of item identifiers; these will be 

defined using one of those attributes. This will limit the search scope enough to make 

the extraction possible, although some lists defined in other attributes will be lost. 

All three definitions of list have one thing in common. A list definition is enclosed to a 

single instance of the configuration source, a configuration aspect. The reason for this 

is that the candidate for a specific weak constraint will contain several lists if the list 

composition changes from a configuration to another. That is not to say that there 

won’t be identical lists in several configuration instances that can be merged together 

and annotated with several configuration aspects, but each of them must be extracted 

individually.  

It is important to notice that the only thing that is constant in this kind of relationship 

is the XML element parent of the list and the XML element parent of the receiving end 

of the relationship. Incidentally, to establish a minimum support constraint on the 

candidates, it must be specified on the parent feature and not the list themselves. 
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The result of this candidate selection is one candidate list of lists for each potential 

weak constraint Wi. The set of all possible weak constraints will be denoted WC. See 

below the algorithm to detect lists: 

Algorithm Weak Constraint Candidate Generation 

Input: The Merged Model XML File 

Output: A list of frequent candidate lists 

 

XMLDocument model 

ConfigurationSource source 

number |C| = numberOfConfigurationSets  

number 0 

Map WC 

if (source.getType() == “KeyValue”) 

for each node in model, do 

  if (node.isValueContainer()) 

   String [] list = node.getValue().split(“,|;|.”) 

   if (node.getValue().isURL()) 

    list = [node.getValue()] 

   Map W = WC.get(node.getParent().getRelativePath()) 

   for each configurationAspect in  

    node.getConfigurationAspects(), do 

    W.add(configurationAspect, node.list) 

   WC.add(W, list) 

 

else if (source.getType() == (“YAML” | “XML”)) 

for each node in model, do 

  if (node.isValueContainer() & !node.getValue().isURL()) 

   Map W = WC.get(node.getParent().getRelativePath()) 

   for each configurationAspect in node.getConfigurationAspects(), do 

    List w = W.get(configurationAspect) 

    w.add(node.getValue()); 

    W.add(configurationAspect,w) 

   WC.add(W) 

    

  else if (source.getType() == “XML”) 

   if (node.hasAttribute(“id” | “name”)) 

    Map W = WC.get(node.getRelativePath()) 

    for each configurationAspect in  

     node.getConfigurationAspects(), do 

     List w = W.get(configurationAspect) 

     w.add(node.getAttribute(“id”|”name”); 

 

for each relativePath in WC, do 

 if ((relativePath) < 0)  

  WC.remove(relativePath) 

 

return WC 

The algorithm is similar to Apriori in that is has to phases. The first one is the creation 

of the lists that compose a candidate list and the second is the pruning of the 

candidates based on the support of its relative path. The support is easy to obtain as 

the XPath expression applied to the XML document will return all configuration 

features that comply with the path, therefore its support is: 
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𝝈(𝒓𝒆𝒍𝒂𝒕𝒊𝒗𝒆𝑷𝒂𝒕𝒉) =  
∑ |𝒕({𝒇 ∈ 𝑭 | 𝒇.𝒓𝒆𝒍𝒂𝒕𝒊𝒗𝒆𝑷𝒂𝒕𝒉=𝒓𝒆𝒍𝒂𝒕𝒊𝒗𝒆𝑷𝒂𝒕𝒉})|

|𝑪|
 ( 12 ) 

Once the set of candidates has been defined, we need to check if they qualify as a 

weak constraint. Not all elements of the list must appear somewhere else in the 

configuration source whenever the list appears, but at least one member of the list 

needs to appear whenever the list does and the place where it must stay the same no 

matter what. To put it formally: 

∀𝒘 ∈ 𝑾𝒊 → ∃𝒇𝒊, 𝒇𝒋 ∈ 𝑭 |  

{
 
 

 
 

𝒇𝒊. 𝒏𝒂𝒎𝒆   𝒘
𝒇𝒊. 𝑨   𝒘. 𝑨 

⋃ 𝒇𝒊. 𝑨 = 𝑾𝒊. 𝑨
𝒏
𝒊=𝟏

∀𝒇𝒊, 𝒇𝒋  →  𝒇𝒊. 𝒓𝒆𝒍𝒂𝒕𝒊𝒗𝒆𝑷𝒂𝒕𝒉 = 𝒇𝒋. 𝒓𝒆𝒍𝒂𝒕𝒊𝒗𝒆𝑷𝒂𝒕𝒉

∄𝒇𝒌 ∈ 𝑭 | 𝒇𝒌. 𝒓𝒆𝒍𝒂𝒕𝒊𝒗𝒆𝑷𝒂𝒕𝒉 =  𝒇𝒊. 𝒓𝒆𝒍𝒂𝒕𝒊𝒗𝒆𝑷𝒂𝒕𝒉 ^𝒇𝒌. 𝒏𝒂𝒎𝒆  𝒘 

 ( 13 ) 

fi.name is either the name of a configuration feature or the “value” attribute if it is a 

“<valueContainer />” type configuration feature. fi.A is the set of configuration aspects 

to which the feature fi is attached, while w.A is the set of configuration aspects in 

which the list appears. In the same vein, Wi.A is the set of configuration aspects in 

which the candidate appears and it could also be interpreted as the union of all the 

configuration aspects of the lists of values that compose the set. 

The first and second conditions establish that for each list there must be at least one 

feature with a name, or “value”, included in the list and that it occurs in the same 

configurations as the list in which it is included. It is not a problem if a list appears in 

more configurations that the feature, as it could simply indicate that the value chosen 

from the list changes in those instances. However, if the selected configuration feature 

appears in more configurations that the list it is extracted from, it indicates that it is 

not a weak constraint. I will use the term “selected value” to refer to a configuration 

feature whose name or “value” is contained inside the list. 

The third one implies that the union of all configuration aspects belonging to those 

features is equal to the set of configuration aspects attached to the candidate. It is a 

redundant rule, as the definition of list establishes that there must be one list per 

configuration aspect. However, its inclusion assures every list has at least one value 

selected. 

The fourth condition defines the receiving end of the relationship. For the relationship 

to exist, all configuration features must have the same relative path. This condition 

imposes the “same parent” condition of lists to the values selected from them. This 

condition is a reflection of the consistent behaviour of the list through configurations. 

The value must be always chosen at the some point. 
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It should be noted that failing this third condition doesn’t disqualifies a candidate. The 

values from the lists could be selected in more than one place in a single configuration. 

Therefore, the list of possible values that match the contents of the list must be split 

into several sets, one for each common relative path. Afterwards, conditions 2 and 3 

can be checked for each individual set.  

The final fifth condition simply states that there must not be any other value 

corresponding to the relative path that is not in the list. If there is just one value that is 

not in the list, we can safely discard the candidate. The receiving end of a weak 

constraint relationship must always have a value from the list. 

The following algorithm reflects the described behaviour: 

Algorithm Weak Constraint Relationships 

Input: The list of weak constraint candidates 

Output: The XML document model with weak constraints integrated 

 

XMLDocument model 

ConfigurationSource source 

number |C| = numberOfConfigurationSets  

Map WC 

 

for each wcRelativePath in WC, do 

 Map candidates 

 List Wi = WC.get(wcRelativePath) 

 List uniqueValues = Wi.getUniqueItems() 

 for each value in uniqueValues, do 

  List results = model.search(“//” + value) 

  results += model.search(“//mmd:valueContainer[@value=’” + value + “’]”) 

  for each result in results, do 

   List nodesOfOneCandidate = 

    candidates.get(result.getParent().getRelativePath()) 

   nodesOfOneCandidate.add(result) 

  results = model.search(“//*[@name=’” + value + “’]” 

  results += model.search(“//*[@id=’” + value + “’]”) 

  for each result in results, do 

   List nodesOfOneCandidate =  

    candidates.get(result.getRelativePath()) 

   nodesOfOneCandidate.add(result) 

 for each relativePath in candidates, do 

  List fullListOfNodes = model.search(relativePath) 

  boolean isWC = true 

  for each node in fullListOfNodes, do 

   List configurationAspects = node.getConfigurationAspects() 

   for each configurationAspect in configurationAspects, do 

    List w = Wi.get(configurationAspect) 

    if (!w.contains(node.getValueToCompare())) 

     isWC = false 

     break 

   if (!isWC)  

    break 

  if (fullListOfNodes.getUniqueConfigurationAspects() != 

   Wi.getUniqueConfigurationAspects()) 

   continue 
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  if (isWC) 

   for each node in fullListOfNodes, do 

    node.addAttribute(“selected”) 

    node.getParent().addAttribute(“selectedFrom”, wcRelativePath) 

   List sourceNodes = model.search(wcRelativePath) 

   For each sourceNode in sourceNodes, do 

    sourceNode.addAttrbiute(“imposesOn”, relativePath) 

return model 

For each candidate relative path stored in the list WC, each Wi, we have to generate 

the list of possible candidates that could suffice the relationship. To avoid having to 

cross reference all nodes with each item list, we can take advantage of the search 

possibilities of XPath. By producing a list of unique values extracted from the different 

lists that compose W1 we can simply search for XML elements whose name or 

attribute values are identical to the value extracted. The search is divided into two 

parts. First, the search for element names and “<mmd:valueContainer />” elements, 

because the configuration features having the relationship will be the parents of those 

found in the search. The second search is related to attribute values. The results of this 

search are nodes that are directly affected by the relationship and hence that is the 

relative path that should be extracted. Both resulting lists of nodes are classified by the 

relative path of the node responsible for the relationship. 

Once the list of possible receivers of the relationship has been populated, we need to 

check the other relationships. Therefore, we search for all possible selected nodes in 

that relative path and we check that for each configuration instance its selected value 

appears in the corresponding list of the candidate. This will make sure that there are 

no nodes depending on that relative path that have values that do not appear in its 

corresponding list and that all values are included in the right list. Effectively, this 

operation verifies conditions 1, 2, 4 and 5. 

This leaves condition 4 to check, which now that we now that all possible selected 

nodes appear in their corresponding lists it is a simple matter of getting the list of 

unique configuration aspects for the candidate and the list of possible selected nodes 

and compare them. There are only two cases possible. Either the size is the same, 

which implies the weak constraint relationship, or the size of the candidate is larger 

than the list of possible selected nodes’ configuration aspect, which implies that no 

value from the list was selected disqualifying the relationship. 

Finally, we simply add the metadata attributes that define the weak constraint to the 

appropriate nodes. The “selected” attribute is added to the nodes containing possible 

values. The nodes responsible of the receiving end of the relationship are annotated 

with the attribute “selectFrom” and the relative path of the candidate. And the nodes 

that produce the candidate lists are annotated with the “imposesOn” attribute and the 

relative path to the nodes responsible of the receiving end of the relationship. 
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4.4.5.  CROSS-SOURCE RELATIONSHIPS 

The previous phases were executed on the files and the model corresponding to a 

single configuration source. This step however takes into account the mined models 

for every configuration source to obtain the relationships between elements in 

different configuration sources.  

It could be argued that there wasn’t a need to split the association rule mining process 

in two. However, take into account that each configuration source introduces an 

exponential number of possible associations. In most cases, it won’t be necessary to 

use any other algorithm that the one explained in section 4.4.4.3, but there can be 

some in which the algorithm is not enough. Therefore the reason why I have decided 

to split the process between intra-source relationships, the ones we have already 

extracted, and cross-source relationships is to make sure that at least all associative 

relationships inside a single configuration source are extracted. 

There are several algorithms based on Apriori that help reducing the task of mining 

large data. One the very first is the Partition algorithm[27]. The algorithm is based on 

the partition the data into several shards and the application of the Apriori candidate 

generation algorithm to each one of them. This produces a local set of frequent 

itemsets for each partition. All of the sets are merged together following the rules 

established by the algorithm and that produces the general frequent itemsets set. 

Relationships are extracted as normal from the general set. 

This algorithm presents a problem. The partition method is based on the idea that a 

large frequent set will still be large at least in one partition. This statement can’t be 

assured for all cases however, and there can be large itemsets that go missing due to 

how the data was partitioned. Therefore, the algorithm can’t assure obtaining all 

associative relationships but assures that all the ones mined are relevant. 

In spite of that disadvantage I have decided to use the Partition algorithm as an 

optional algorithm to use in this phase in addition to the one proposed for intra-source 

relationships. The benefits are that the algorithm uses Apriori, and therefore my 

modifications of the algorithm can be transposed, and allows the partition of any 

problem.  

The flexibility of the algorithm resides in the number of partitions. This number is 

chosen by the user and it will depend on the size of the search space. There is no 

inferior limit, although too small partitions will mine too many relationships or none at 

all, and no maximum limit either. Due to the uncertainty of the different sizes of 

configuration sets, from configuration composed by a single source to tens of them, I 

have decided that this quality is desirable for mining this kind of relationships and to 

use this variation as an auxiliary algorithm to mine cross-source relationships when 

needed. 
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Algorithm Modified Partition 

Input: The whole XML for the model 

Output: The “<crossSourceRelationship /> section of the model filled with cross-source 

relationships 

 

XMLDocument model 

number numberOfPartitions 

List partitions 

List partitionsFrequentSets 

List globalCandidates 

 

List configurationAspects = model.getConfigurationAspects() 

number itemsPerPartition = configurationAspects.size() / numberOfPartitions 

number itemCount = 0 

while (itemCount < configurationAspects.size()) do 

 List partition = model.getRandomConfigurationAspects(itemsPerPartition) 

 partitions.add(partition) 

for each partition in partitions, do 

 model.removeNodesWithoutConfigurationAspects(partition) 

 List frequentSets= Ramasubbareddy.generateAllCandidates.candidateSelection(model) 

 frequentSets.removeSingleSourceItemsets() 

 partionsFrequentSets.add(frequentSets) 

globalCandidates = merge(partitionsFrequentSets) 

for each candidate in globalCandidates, do 

 List rules = Apriori.mineRelationships(candidate) 

 model.add(rules) 

return model 

The algorithm shown above describes the whole process. First, partitions are assigned 

random configuration aspects. The number of configuration aspects per partition is a 

simple ratio of the number of configuration aspects in total divided by the number of 

partitions desired.  The list is used to prune the model from any node that doesn’t 

appear in one of those configuration aspects, thus producing a partition of the model. 

Then, for each partition we calculate all the frequent itemsets based on a local support 

instead of the global one using Apriori for PARs and Ramasubbareddy for NARs as 

indicated in previous sections. From this list, we have to remove all itemsets that only 

contain items from a single configuration source, as the relationships from those 

itemsets have already been mined. Those itemsets can’t be removed preventively 

during the composition of itemsets as it would eliminate any chance of getting an 

association rule between several items in a single configuration source and other items 

in others. 

When all candidates have been extracted, the algorithm merges all the candidates in 

one list following a series of rules indicated by the Partition algorithm. The end result is 

the list of global large frequent itemsets. Finally, we simply mine the relationships 

using Apriori’s rule generation.  

The resulting rules are written in the “<crossSourceRelationships />” element of the 

base model. There is one caveat however instead of a valid XPath expression the path 

written will have a specific format: “configurationSource:path” The first part of the 
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path will be the name of the configuration source in which the configuration feature is 

located. Then, separated by “:”, the absolute XPath to the configuration feature but 

only from the “<content />” element of the configuration source. That is, as if we were 

starting the path from the root element of the configuration source model file. 

The algorithm above only supports the discovery of PARs and NARs. For finding weak 

constraint the same algorithm used in a single configuration source should be applied. 

4.4.6.  REDUCTION PHASE II 

Now that the association rules and the weak constraints have been found we can 

reduce the amount of relationships registered. Specifically, there can be multiple 

association rules indicating a relationship between items involved in a weak constraint 

relationship. Therefore, in this phase the Require and Exclude relationships will be 

explored to find any that only involve configuration features in a weak constraint 

relationship and they will be removed. 

Other rules can also be pruned by following the methods implied in the PFM paper[28] 

[29] 

4.4.7.  IMPORTED/EXPORTED RESOURCES 

At the moment, there are no algorithms that can automatically detect imported or 

exported resources. The only aspect that could be automatically extracted is detecting 

features which contain only URLs and configure an imported resource with the 

identifier “address” and the path to those features, as it will usually represent a 

connection to an external service. However, without a semantic analysis it will be 

impossible to determine its type or other related parameters such as port and even in 

that case it is dubious if the resulting analysis could be accurate enough. Therefore, the 

specification of the imported and exported resources is left to an expert. 

4.4.8.  EXPERT REVIEW PHASE 

The last phase of the process is the review of the model by an expert to guarantee that 

the model extracted is correct. Specifically, mandatory relationships and associative 

with a confidence of 1 should be reviewed to check if they are truly required. This 

phase should also be used to define the imported and exported resources. 

4.5.  CONFIGURATION MODEL EVOLUTION 

It is interesting to note that the merging process works with the final model itself, 

which is no more than an adapted version of each configuration source. That is, there 

is no need to analyse the whole set of configurations, as new configurations can be 

directly merged with the configuration model and then analysed to extract 

relationships. This allows the model to evolve as more configurations are made, with 

each new configuration adding more depth to the model and new probabilistic data. 
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This capability allows the model to adapt itself to specific environments or whole 

enterprises given enough time and deployments. Suppose we have the model for an 

application’s configuration provided by its developer. The aspects provided by the 

developer may not be suited to the requirements of the company and therefore the 

configuration needs to be changed. The first configurations will be more similar to the 

one provided but the developer but as time passes and new configurations are 

created, the specifics and preferences of the domain will be preferred to the default 

choices. 

Therefore, it is recommended to update the model frequently. The update can be 

costly, specifically relationship mining which needs to be recalculated with each new 

configuration, so it should be done during a time where no new configurations are 

going to be created. One possible pattern is for example to update the model once a 

week or once a month, depending on the number of new configurations, during non-

working hours, as the process is practically automatic after the first time, where 

imported and exported resources need to be defined. 

As the model is a simple XML file, it can be stored in a version control system to track 

the evolution of the model and be able to revert changes if unwanted features or 

relationships were mined. However, use of branches is unadvised. Adaptation of the 

model to the environment where it is being used is a key part of its usefulness. 

Branching the model effectively means that there will be two models evolving. If both 

models are to be used in the same environment, there is no reason to do the branch, 

as the different uses it may support can be specified with aspects. If two models are to 

be used in different environments, the second model will introduce a bias of choices 

made in the first environment. Therefore, it would be wiser to simply use the default 

model to start evolution on that new environment instead of branching one existing 

and adapted one. 

One possible exception to that rule is when the version of an application changes. It is 

not recommended to use the same model for different versions of an application. First, 

because a new version of the application can imply changes on the configuration 

sources or on how configuration is understood by the application even if the sources 

don’t change. Therefore, it is dangerous to simply keep using the same model for a 

different version. Configuration preferences established in the previous version might 

not still be valid on the new one. However, it is unlikely that the whole configuration 

changes completely and configuration of the new version can benefit from preferences 

already established in the previous one that remain unchanged.  

In this particular case, branching the model is the right answer. It allows keeping both 

models separated for their own evolution with regards to their respective application 

version. At the same time, old preferences are moved from one version to the other 

while the sections of the configuration that change in either significance or structure 
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can be removed manually or simply wait until the new preferences are adopted by the 

model.   
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5. INTERACTIVE CONFIGURATION 

Once we have a complete model with all relationships established and their 

frequencies we can use the model in an interactive configuration process to guide the 

configuration of the application. A interactive configuration process is a step-by-step 

configuration process in which the user specifies his requirements in each step, a 

“decision”, gradually shrinking the problem space, which could be seen as a step-wise 

refinement of the constraint defining the space [30]. 

5.1.  INTERACTIVE CONFIGURATION IN A PFM 

Deeper understanding of how PFM manages interactive configuration is required 

before explaining how the process is carried on in the configuration model I have 

presented. In this section I will summarize the process for PFM as it is described by 

Czarnecki[12] and using similar examples as the ones he uses. 

  

FIGURE 6: SAMPLE FEATURE MODEL 

Consider the feature model presented in Figure 6: Sample feature modelFigure 6. It is a 

PFM because in addition to the usual hard constraints established in feature models, 

the optional and the OR relationships, there are soft constraints represented by the 

percentages that imply a certain preference (i.e.: when B is selected, a 50% of the time 

D is also selected). 

The definition of the model is based on probabilistic logic[31], an extension of 

propositional logic that includes a way to reason with uncertainty. Concretely, PFM is 

based on the use of conditional constraints[32]. Roughly, a conditional constraint is an 

interval restriction for a conditional probability. If we have two events  and  which 

can have the value true or false, and consequently   ,    and    are also 

events, a conditional constraint takes the form (|)[l,u]. [l,u] is a subinterval of the 

unit interval [0,1] and indicates that the probability of  given  lies somewhere 

between l and u. 

A

B[30%] C[60%]

D[65%] E[85%]
B => D 
[50%]
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A PFM is both the feature model and the set of probabilistic propositional formulas 

that are associated with the features. The next table shows the PPFs associated to the 

feature model presented above. 

PPFs 

Root: 
A 

Child  parent: 

B  A 

C  A 

D  C 

E  C 
OR relationship: 

C  D  E 

Parent  child: 
(B|A)[0.3,0.3] 
(C|A)[0.6,0.6] 

(D|C)[0.65,0.65] 
(E|C)[0.85,0.85] 

Additional 
(D|B)[0.5,0.5] 

TABLE 1: PPFS FOR THE SAMPLE FEATURE MODEL 

Hard constraints are expressed using propositional logic. Child features imply the 

existence of their parents. Mandatory relationships are expressed as an implication 

from the parent to the mandatory child (not present in the example). OR relationships 

follow the next expression: 

𝒑⇒ ⋁ 𝒇𝒏
𝒏
𝒊=𝟏  ( 14 ) 

And Select relationships the following one (although there is none in the example 

given above): 

𝒑⇒ ⋁ ¬𝒇𝟏 ∧ …∧ ¬𝒇𝒊−𝟏 ∧ 𝒇𝒊 ∧ ¬𝒇𝒊+𝟏
𝒏
𝒊=𝟏 ∧ …∧ ¬𝒇𝒏 ( 15 ) 

The rest of the relationships are established as conditional constraints as shown in 

Table 1. Note that hard constraints are the equivalent to a conditional constraint with 

the interval [1,1]. The set of PPFs constitutes a family of JPDs. A JPD is the probability 

distribution of all possible outcomes of the model. A fraction of the JPD for the sample 

model is shown below: 

A B C D E P(A,B,C,D,E) 

0 0 0 0 0 P1 

0 0 0 0 1 P2 

0 0 0 1 0 P3 

… 
1 1 1 1 1 P32 
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TABLE 2: JPD FOR THE SAMPLE FEATURE MODEL 

Pi is the probability of a certain configuration occurring. The set of valid combinations 

of the features, those that comply with the hard constraints established, are 

considered legal configurations. The set of combinations that do not comply with at 

least one of the hard constraints is denoted illegal configurations. In the table above, 

all configuration with A=0 are automatically illegal configurations, as A is mandatory. 

Combinations with either D=1 or E=1 and C=0 are likewise illegal as are configurations 

with C=1 and D and E equal to 0.  

Being a JPD, the sum of all probabilities must be equal to one. 

∑ 𝑷𝒊 = 𝟏
𝟑𝟐
𝒊=𝟏  ( 16 ) 

And any conditional constraint can be translated to the following inequality: 

(𝝍|𝛟)[𝒍, 𝒖] → 𝒍 ≤ 𝑷(𝝍|𝝓) ≤ 𝒖 ( 17 ) 

Therefore, we can combine (16) with the set of PPFs to determine a JPD. This is called 

the derivation of JPDs. However, the resulting JPD is not a single distribution, but a 

family of distributions as many of the probabilities will be inequalities. That is what in 

the paper is referred to as the underspecification of a JPD. There are several 

distributions that can comply with the inequalities.  

To be able to use the PFM for interactive configuration, the family of JPDs must be 

reduced to a single one consistent with the PFM. There are several methods described 

in the paper that can manage that goal and provide interactive configuration 

algorithms that can dynamically compute posterior marginal probabilities for features 

variables and groups.  

The naïve method is to assign probabilities to each legal configuration based on the 

samples from which the model was read. The problem is that there is no way of 

knowing if the sample is representative of the product family and therefore the 

probabilities can be skewed. Bayesian networks[33] can also be used, but they present 

the problem that a unbiased sample representative of the whole configuration space is 

required to build the network. The final method, using the Maximum Entropy 

principle[34] is the one that I will use for solving the configuration model and will be 

explained in the next section. 

Once the JPD has been determined, the problem can be solved by a non-monotonic 

reasoner such as nmproblog[35]. 

5.2.  THE MAXIMUM ENTROPY PRINCIPLE IN DECISION MAKING SUPPORT 

The maximum entropy principle was originally stated as follows[34]: 
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In making inferences on the basis of partial information, we must use that 

probability distribution which has maximum entropy subject to whatever is 

known. This is the only unbiased assignment we can make; to use any other 

would amount to arbitrary assumption of information, which by hypothesis 

we do not have. 

This can be translated to the following mathematical formula: 

𝒑𝒊
∗ = 𝒂𝒓𝒈𝒎𝒂𝒙𝒑𝒊 −∑ 𝒑𝒊𝒍𝒐𝒈(𝒑𝒊)

𝒏
𝒊=𝟏  ( 18 ) 

The maximum entropy principle has generated a plethora of methods for decision 

making support[36] [37] [38] [39]. There is even research of its application in JPDs for 

decision making support such as [40].  

Therefore, given that we won’t ever be sure to have covered all possible configuration 

possibilities, the use of the Maximum Entropy principle to reduce to a single JPD seems 

the most sensible option. The benefits of this approach are that it doesn’t make any 

assumption regarding the JPD, it can reason with all available information and it is not 

limited to the use of only moments and correlation and coefficients[40]. 

5.3.  ACKNOWLEDGING THE DIFFERENCES 

The previous sections explained how iterative configuration is managed in a PFM. First, 

the family of JPDs represented by the PFM is reduced to a single one beforehand any 

configuration process is carried on. With the resulting probabilities, a configurator able 

to reason over PPFs is used to guide the user. Whenever a user makes a selection, the 

configurator recalculates the remaining probabilities based on what have been 

selected. 

However, this process can’t be directly translated to the problem domain of parameter 

configuration. Some of the reasons have already been briefly depicted. On one hand, 

we have the problem of reasoning under the introduction of completely new 

configuration features by the user. This is both a problem of how the configurator 

must work, it must allow users to write new features, as to how the algorithm must 

adapt to them. Both of these problems derived from a single selection imply another 

set of problems that must be solved. 

The configurator support for introducing new features implies a new set of restrictions. 

While the model structure in a PFM is not important beyond establishing hard and soft 

constraints, in the configuration model it introduces a new set of restrictions that have 

to be checked after every selection. The user is free to introduce new features. 

However, those features must follow a pre-existing structure in order for the 

application to understand the resulting configuration. That is, the user can introduce 

new values, but new structural elements or parameter names must follow rules 
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established by the application, with the glaring exception of weak constraints as we 

have seen in previous sections, but even those follow special structural restrictions. 

Introducing new features also implies that another way of solving the JPDs conundrum 

is needed. A PFM is reduced to a single JPD beforehand. This reduction has the 

implications that there will be no new hard constraints introduced such as new 

children implying their parents. However, that is the kind of modification of the model 

that introducing new features involves. Henceforth, we need to define a new method 

to introduce the support of new features in the configurator reasoning logic also. 

Another problem specific to the configuration model is how configuration aspects and 

imported resources affect configuration. In the PFM interactive configuration process, 

only the model and selections from the user are involved. In the case of imported 

resources, we need to acknowledge the influence of external events in the process 

that depend on the environment in which the application resides. In the case of 

configuration aspects, we need to reason over how aspect selection influences the 

process, especially when producing previously unknown aspect combinations. 

There is also the issue of dealing with different formats. The result of a PFM interactive 

configuration process is a product that complies with the feature model presented. 

The result of the interactive configuration process for the configuration model is a 

collection of configuration sources, each of one can be in a different format. Even 

further, a user will expect to make selections over a source with the same format as 

the final format and not over the configuration model representation of the source. 

This dissonance between what the users have to configure and what the configurator 

is reasoning over must be also managed. 

The final difference concerns the use of the resulting product. While not a part of the 

interactive configuration process itself, it is important to notice the difference between 

the uses of a final product in a feature model and the configuration of an application. 

The product will be usually used as a template for a software application. The 

configuration needs to be deployed in order to be effective. Therefore, the interactive 

configuration process must be integrated in the lifecycle of the application. Taking the 

concept a bit further, in a cloud environment, a single configuration can be deployed 

to multiple nodes not necessarily in the same environment in a moment notice. Thus, 

some changes must be done automatically in order to adapt the configurations to the 

new environments. 

5.4.  INTERACTIVE CONFIGURATION PROCESS FOR THE CONFIGURATION 

MODEL 

5.4.1.  INTERACTIVE CONFIGURATION PROCESS WITHIN THE APPLICATION 

LIFECYCLE 
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The Continuous Delivery philosophy defines a concept called the deployment 

pipeline[41]. “A deployment pipeline is, in essence, an automated implementation of 

your application’s build, deploy, test, and release process”. Figure 7 shows the process: 

 

FIGURE 7: DEPLOYMENT PIPELINE 

The deployment pipeline substitutes part of the traditional application lifecycle to 

transform into automatic process as many parts of the cycle as possible. Therefore, 

operations such as deployment, testing or release must make use of tools that allow 

the automatization of the processes. 

However, even in this highly automatized environment, there are parts of the process 

that are still done manually. For example, there is a Manual testing phase. The design 

of the process is done also manually. And the parameter configurations deployed with 

the applications are also designed manually, although the deployment of the 

configuration itself is done using an automation tool. 

I have already established that configuration management tools, which are usually the 

orchestrators of deployment processes, take the parameter configuration problem and 

move it from the configuration files of each application to the DSL that the tool uses to 

define deployments. However, as these kind of tools are the ones that make the 

deployments, the process must be integrated with these tools, at least so they can 

deploy the configuration files produced by it. 

There are two entry points for the process. The first one is when designing the 

pipeline. There is at least one environment in the pipeline to which the configuration 

must be adapted to, the test environment in which the configuration will be deployed 

for the three testing phases. Therefore, during the pipeline design the interactive 

process can adapt the soon-to-be-deployed configuration to that specific environment. 

However, there can be parameters that can’t be known beforehand, like for example 

the IPs of external services, which in a cloud environment can only be known after the 

deployment of said services. This identifies the second entry point in which the 

configurator could be inserted. The configuration must be modified after the 

deployment of all related artefacts, but before the ones whose configuration depends 

on other artefacts are started. At this point however, most of the configuration must 

be done as automatically as possible, as fast scalability is one of the core cloud 

concepts that must be preserved. For example, when a database falls down or it is 

moved to another server and all configurations depending on it must be updated with 

the new URL. In that case, there is no room for interaction with a user beyond 

activating the configuration change. Consequently, we can determine that the 
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interactive part of the process needs to be optional at least for imported resources, 

which must be obtained from the environment, and that the starting point can be 

either creating a new configuration or modifying an existing one.  

Although both cases, completely automatically and interactive, have been defined 

based on the definition of a deployment pipeline, it is immediate to introduce the 

configuration process in the application lifecycle in similar phases. The only phase of 

the lifecycle missing from a delivery pipeline is the deployment onto a production 

environment and the operations phase. The process is the same as deploying over a 

testing environment, with operations being the only phase that introduces 

configuration changes at runtime. 

5.4.2.  GLOBAL DESIGN 

Due to the differences mentioned in the previous section, the whole interactive 

process must be redefined in order to solve the parameter configuration problem. Key 

concepts in the interactive process definition needs to be adjusted and the influence of 

external events must be acknowledged. Therefore, I have designed a new interactive 

configuration process in five phases shown below: 

 

FIGURE 8: INTERACTIVE CONFIGURATION 

The equivalent to a feature model interactive configuration process would be the 

three phases Validation, Configuration and Selection, which constitute a “step”.  

5.4.3.  PREPARATION PHASE 

The goal of the preparation step is to initialize the configuration process. For that 

initialization, two things are needed. The first one is to process the input parameters of 

the configurator. These parameters are needed to adapt the process in accordance to 

the user wishes. The second one is to prepare the initial configuration that the user 

will modify. Figure 9 shows the flux diagram for this phase. 
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FIGURE 9: PREPARATION PHASE 

The initiation of the process comes from the definition of three different parameters. 

The first one is the application that is being configured, which must include 

information regarding if the configuration is deployed or it is going to be deployed and 

the aspects it is going to be configured for. The second parameter is the target 

environment for which the application must be configured. The third parameter 

indicates if the process is going to be interactive or not. 

Implementations of this process can provide both a human-to-machine and machine-

to-machine interface for introducing those parameters. Providing both interfaces 

would allow hiding the third parameter, the automation flag, and set it depending on 

which interface was called. In any case, this parameter limits the extent of what a 

configuration process can do by itself, as it should only solve imported resources.  

The first step in this phase is to take those parameters and model them into the 

ConfigurationProcess object. Figure 10 shows the class diagram of the object. 

 

FIGURE 10: CONFIGURATIONPROCESS OBJECT 
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This object will be used along the whole process to store the current state of the 

configuration in an instance of the configuration model, the configurationSet 

parameter. This instance will not contain any metadata information besides the 

configuration aspects and will not have all configuration sources. It will only contain 

what is being selected either automatically or manually. At this point of the process, it 

will be just an empty model instance with the name and version of the application and 

the configuration aspects it is being configured for. The next two parameters of the 

object are the identifier for the target environment and the automation flag. The other 

parameters will be explained in the following sections. 

Once the ConfigurationProcess object has been created, the next step is recovering the 

existing configuration if the application is already deployed. This is done because there 

will be many configurations changes that will require just small incremental 

modifications instead of creating a new configuration from zero. Therefore, it is more 

practical recovering the configuration and allowing the user or the automated process 

to modify it. After recovering the configuration, it will be modelled into the 

configurationSet parameter following the adaptation rules defined in section 4.4.1.  

The details of the recovery are left to specialized tools in configuration management. 

Either a CMT or a CMDB could implement a configuration recovery interface, which are 

common options to automate configuration management. Cloud standards like OASIS 

TOSCA[42] also allow the definition of personalized actions to perform upon a 

deployed artefact. The purpose of this chapter is to define a general configuration 

process and therefore it will leave these implementation details out of the process 

definition. It should also be noted that identifying a concrete application inside an 

environment or its related artefacts also depends on these tools and won’t be 

commenter either. 

If the configuration was recovered and integrated, the validation phase can begin. 

However, if no configuration was available either because it couldn’t be recovered or 

because a new configuration is being created, we need to create a base configuration. 

This base configuration will speed up the configuration process by facilitating a 

skeleton which the user can modify to include what he wants to configure. The 

following algorithm shows the creation process: 

Algorithm Configuration Creation 

Input: An application’s id and version and the configuration aspects it is being configured for 

Output: A basic configuration model for that application 

 

String application 

String version 

ConfigurationAspect configurationAspect 

XMLModel modelInstance 

 

XMLModel model = recoverModelFromMetadataServer() 

for each commonSource in model, do 
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 modelInstance.addConfigurationSource(commonSource) 

for each configurationSource in modelInstance, do 

 List commonNodes = model.getCommonNodes(configurationSource) 

 modelInstance.addNodesToConfigurationSource(commonNodes, configurationSource) 

 for each leafNode in configurationSource, do 

  Node node = model.getMostProbableChildOf(leafNode, configurationAspect) 

  modelInstance.addNodeToConfigurationSource(node, configurationSource) 

 model.checkHardConstraintsWithinConfigurationSource(modelInstance) 

model.checkHardConstraintsCrossConfigurationSource(modelInstance) 

modelInstance.addImportedResources(model.getImportedResources) 

modelInstance.setAllFrequenciesToOne() 

return modelInstance 

First, the algorithm recovers the configuration model for that application version. 

Then, it extracts the common configuration sources, a concept defined in section 4.4.4. 

, and adds them to the new model instance. Then, for each configuration source it 

does the same operation but recovering common features instead of sources.  

The resulting tree is probably incomplete, as parameter values don’t tend to be 

common and there can be structural elements that are not common either due to 

different attribute values. Therefore, we need to take each leaf of the current tree and 

add the child with the highest confidence. However, the most probable child is not 

directly the one with the highest frequency. We have to take into account the aspects 

defined for the application. 

Let’s consider a node with a frequency of 6 and 3 children, A, B and C with frequencies 

4, 3 and 1 respectively. If no aspect information was given, node A would be the 

chosen one and it has the highest frequency. If an aspect is defined and it wasn’t 

registered, it would keep being the highest probability. If the aspect was known, 

meaning it appeared in a configuration aspect registered in the model, then we would 

have to calculate which one has the highest confidence on their aspect. 

𝜸(𝒂 ⇒  𝒇) =  
𝝈 (𝒂 ∩ 𝒇)

𝝈 (𝒂)
= 

|𝒕(𝒙 ∩𝒂 ∩ 𝒇)|

|𝒕(𝒙 ∩ 𝒂)|
  ( 19) 

Where a  A, is an aspect belonging to one or more configuration aspects. Therefore, 

its support is the number of configuration aspects in which the aspect a appears.  

For each aspect defined in the configuration aspect of the application, we have to 

calculate the confidence on each one and the combination of all of them, if it was 

previously known, to determine the element with the highest probability of 

appearance. This could make features B or C in the example be the ones with the 

highest confidence as either one of them could be even common for the aspects 

related to this particular configuration. 

Another rule that should be taken into account when determining the highest 

probability child is that if two elements descent from a common parent and are tied as 

the highest probability, they are both added, as that implies they always go together. 



5. Interactive Configuration 

82 
 

Unless they are “<mmd:valueContainer />” nodes, in which case only one can be 

selected. 

The process is repeated until the leaf nodes of the new model can’t have children of 

their own. The final step for the configuration source is checking hard constraints such 

as relationships with a confidence of 1 to complete the model if any feature is missing. 

The resulting tree after all those operations should be complete for each configuration 

source included in the new model. 

After all configuration sources have been filled. Cross-source hard constraints are 

checked and completed. Then imported resources are copied to the new model and all 

frequencies are set to 1, finalizing the process and allowing initiating the validation 

phase with the new configurationSet. 

5.4.4.  VALIDATION PHASE 

The goal of this phase is to make sure that the current configuration is valid in two 

regards: its structure is coherent with the one in the configuration model and the 

imported resources have valid values for the environment in which it is going to be 

configured. Figure 11 shows the process flux: 

 

FIGURE 11: VALIDATION PHASE 

First thing of notice in the diagram is that this phase has two entry points. One from 

the previous phase, preparation, and one from the selection phase. The entry point 

from the selection phase represents the interactive loop which supports the whole 

process. The configuration is validated, configured automatically and configured 

manually continually to check that the process is guided and correct.  
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The reason to include validation inside the loop instead of simply use a probabilistic 

reasoner whenever we detect a change in the configuration is that the user is not 

selecting values. The user can introduce new values and new structures, but it can’t be 

trusted. New structures could contain typos; values linking to imported resources 

could be changed to values that don’t correspond with the environment the 

application is deployed in; there could be multiple features selected in a Select 

relationship type... Even a configuration extracted from a running application could 

contain errors. In order for the process to flow seamlessly, we have to make sure that 

those changes are valid, at least inside the limited knowledge we have.  

The first step in this phase is the structural validation. In this phase hard constraints 

are checked. That is, all relationships of any kind with a probability of 1 must be 

satisfied. The process needs to access the configuration model to extract those rules. 

Checking them is immediate, as the same paths that define the relationships can be 

used to determine if the nodes exist or not in the new model. Please also note the 

importance of the expert review phase at the end of the mining process. Any 

relationship with a confidence of 1 will be considered a hard constraint that must be 

satisfied. Special care should be taken when reviewing those relationships. 

This step also checks that all structural nodes, those that are not 

“<mmd:valueContainer />” elements exist in the configuration model. These elements 

include section and parameter names in key/value type configuration sources, XML 

elements in XML files and parameter names and their relationships in YAML files. 

Attribute values are excluded, but attribute names must be preserved.  

There is one way in which the user can create new structural elements that is allowed 

by the structural validation. Selected elements of a weak constraint relationship can be 

created as long as the imposing list contains the value. The structural elements under 

the new element must comply with the structural elements under any of the other 

selected features. This type of relationship is purely structural and that is why is 

checked here. 

One way in which the mining algorithm, and consequently this step, could be improved 

is by introducing type inference like the one used in XSD mining for XMLs[43]. This 

would allow to not only check structural correctness but also type correctness. 

If any of the checks fails, it will create an objective. An objective is a representation of 

something that must be fixed either in the configuration phase or in the selection 

phase. Figure 12 shows the diagram for the object. 
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FIGURE 12: OBJECTIVE OBJECT 

An Objective is defined by a type and a path. The type indicates the kind of objective 

that has been defined. There are several types which we will cover in this section. Let’s 

explain now the ones that are relevant to structural validation: Hard constraint, 

Structural and Weak constraint. They correspond with the errors this phase is focused 

on. The path of an objective object is the absolute XPath expression to the node that is 

under offense or the rule that is not being satisfied. A Hard constraint type objective 

will contain a path to the rule that is not satisfy, a Structural objective to the node that 

is erroneous and a Weak constraint type will point to the node that has not a name 

contained in the list defined by the relationship. The confirmed attribute will be 

explained in section Selection phase. 

When creating a new objective, it could be the case that there is another objective of 

the same type already defined for that configuration feature, it is not created. This 

validation takes part on every cycle, so if could be the case that it was detected in 

previous validations. 

If any objectives have been defined for the current configuration, the value of the 

isCompleted variable is set to false to indicate that there are still objectives that have 

not been satisfied. In addition, all objectives initialize the confirmed parameter to false. 

The next step in this phase consists in checking that imported parameters contain valid 

values. That is, values that exist in the environment and correspond with resources 

exported by software artefacts associated with the application. The process will list the 

imported resources defined in the application and then check if there is any objective 

related to these resources.  

If there is not, it will ask the configuration manager for the needed configurations. For 

example, if the application being configured imports a parameter from its container, 

the process will request the container’s configuration to the configuration manager. 

Once the container has been identified and the configuration retrieved, it gets adapted 

to the configuration model by converting its sources. Then, the process can access the 

metadata repository to recover the container’s configuration model and know what 

resources it exports. Matching of resources is immediate by identifying those with the 

same id and type. Recovering the runtime value is also immediate, as the XPath 

expression can be applied to the converted configuration to directly extract the value. 
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Then, objectives for each one of the imported resources will be created. These 

objectives are an extension of the Objective object defined in the structural validation 

step, as shown in Figure 13 below. 

 

FIGURE 13: RESOURCE OBJECTIVE OBJECT 

A ResourceObjective object is an extension of the Objective object with a specific type 

“resource”. In addition, a ResourceObjective is composed by a series of artefacts, 

which is an abstraction to gather exported resources that belong to a single software 

artefact obtained in the previous query to the configurator manager. That way, for 

each imported resource in the application’s configuration model, there will be a 

ResourceObjective with the path to that resource and a list of artefacts that can satisfy 

it with all the resources they export that are relevant for the application.  

The reason for listing all resources and not only the ones that satisfy the objective is 

that it is possible that several artefacts satisfy an imported resource. It could also be 

the case that there are several related resources being imported from the same 

artefact. The problem resides in that if we have several related resources that can be 

imported from two or more different artefacts, they could be configured using values 

from several artefacts instead of choosing values belonging to a single artefact. This 

abstraction is then used to maintain consistency in the configuration and knowing the 

relationships between the imported values. 

The last step in the Validation phase is checking completeness. This means checking if 

the configuration is valid or not. In this step, the process checks if there are any 

objectives. For each objective, it checks if it is confirmed or not. If the process is 

automatic and there are no unconfirmed objectives, the current configuration is 

derived to the Deployment phase, as it is deemed ready. On the other hand, if there 

are unconfirmed objectives, it is redirected to the Configuration phase so it can be 

completed. 
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If the process is not automated, the completeness test changes a bit. The 

ConfigurationProcess parameter isCompleted is checked. If it is false, the configuration 

moves to the Configuration phase. If not and there are no unconfirmed objectives, it 

gets deployed. Otherwise the parameter is set to false and the process continues to 

the Configuration phase. 

5.4.5.  CONFIGURATION PHASE 

The goal of this phase is to set up the probabilistic propositional logic reasoner to work 

for the current configuration and, in case of dealing with an automated process, to 

make automatic changes to the configuration. Figure 14 shows the diagram of this 

phase. 
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FIGURE 14: CONFIGURATION PHASE 

The first step is determining the JPD for this particular configuration. The reason for 

having the calculation of the JPD integrated in the interactive configuration process 

instead of fixing it beforehand like in the PFM process is to integrate the effect of 

configuration aspects and to accommodate new configuration features that might 

appear due to the actions of the user. 

Let’s talk first about configuration aspects. From their definition, they are high level 

abstractions that modify how the application is configured. The intuitive way in which 

they might affect the calculation of the JPD would be not using the general frequency 

of each element for setting up the PPFs, but to use the frequencies relative to the 

configurations in which the selected aspects appear. 

That would be a valid approach, and in fact it is similar to the way those types of 

preferences are reflected on a PFM, although their representation there is as 

relationships between features. However, this is a biased approach as it doesn’t take 
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into account the uncertainty of the data mining process. We can’t affirm that the data 

gathered is representative of all configurations and thus we can’t say that the aspect-

dependent frequencies of the items are correct. They are valid within the sample they 

were extracted from, but that’s all we can assure. 

So, in order to generate the PPFs, we have to take this uncertainty into account. 

Generation of the PPFs is identical to the one described for a PFM. All relationships are 

converted using the same methodology. That is, hard constraints (i.e. mandatory, 

Select, OR relationships and Require and Exclude relationships with a confidence of 1) 

are expressed using propositional logic and all other relationships are expressed as 

conditional constraints. The boundaries for the conditional constraint of a Require or 

Exclude relationship are its confidence: 

(𝒇𝟏|𝒇𝟐)[𝒍, 𝒖] ⟶  𝒍 =  𝜸(𝒇𝟐⟹ 𝒇𝟏) ≤ 𝑷(𝒇𝟏|𝒇𝟐) ≤  𝒖 = 𝜸(𝒇𝟐⟹ 𝒇𝟏) ( 20 ) 

The boundaries for the conditional constraint of an Optional, Select or OR relationship 

must be calculated by comparing the frequency of the parent with the one of the 

children: 

(𝒇𝒊|𝒇)[𝒍, 𝒖] ⟶ 𝒍 =
|𝒕(𝒙 ∩ 𝒇𝒊)|

|𝒕(𝒙 ∩ 𝒇)|
≤ 𝑷(𝒇𝒊|𝒇) ≤ 𝒖 =

|𝒕(𝒙 ∩ 𝒇𝒊)|

|𝒕(𝒙 ∩ 𝒇)|
 ( 21 ) 

Weak constraints are mostly a structural restriction and don’t have a translation to 

probabilistic propositional logic or propositional logic. 

If the configuration aspect for the current configuration doesn’t contain any aspect, 

that would be the translation of the whole model to PPFs. If it does, then we have to 

change the calculation of both types of conditional constraints. And we can do so by 

taking advantage of the definition of a conditional constraint. 

Probabilistic logic and conditional constraints are designed to reason under 

uncertainty. In a conditional constraint, this uncertainty is represented in the 

probability interval used to define the constraint. Therefore, we can modify these 

boundaries based on the aspects present in the configuration to determine which 

range the probability of a given feature should move in between. 

In order to apply that modification, we have to understand that the confidence of an 

aspect in a feature is not an absolute probability but an indication that the probability 

of said feature for that aspect is lower or higher that the base frequency. Therefore, 

the conditional constraint of an Optional, Select or OR relationship could be defined 

like this: 

𝒎𝒊𝒏(
|𝒕(𝒙 ∩ 𝒇𝒊)|

|𝒕(𝒙 ∩ 𝒇)|
 ⋃

|𝒕(𝒂𝒋 ∩ 𝒇𝒊)|

|𝒕(𝒂𝒋 ∩ 𝒇)|

𝒎
 𝒋=𝟏 ) ≤ 𝑷(𝒇𝒊|𝒇) ≤ 𝒎𝒂𝒙(

|𝒕(𝒙 ∩ 𝒇𝒊)|

|𝒕(𝒙 ∩ 𝒇)|
 ⋃

|𝒕(𝒂𝒋 ∩ 𝒇𝒊)|

|𝒕(𝒂𝒋 ∩ 𝒇)|

𝒎
 𝒋=𝟏 ) ( 22 ) 
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Where aj are the aspects of the configuration aspect of the current configuration. The 

calculus is immediate, as we can obtain |𝑡(𝑎𝑗  ∩  𝑓𝑖)| by simply counting the number of 

configuration aspects of fi that contain the aspect aj and we can calculate |𝑡(𝑎𝑗  ∩  𝑓)| 

in a similar fashion, although we will have to search its atomic set head if f is not one.  

For Select and OR relationships the operation is basically the same, but instead of 

dealing with frequencies we have to determine the confidence on the relationship 

relative to a concrete aspect: 

𝒎𝒊𝒏 (𝜸(𝒇𝟐⟹ 𝒇𝟏)⋃ 𝜸𝒂𝒋(𝒇𝟐⟹ 𝒇𝟏)
𝒎
𝒋=𝟏 ) ≤  𝑷(𝒇𝟏|𝒇𝟐)  ≤ 𝒎𝒂𝒙 (𝜸(𝒇𝟐⟹ 𝒇𝟏)⋃ 𝜸𝒂𝒋

𝒎
𝒋=𝟏 (𝒇𝟐⟹ 𝒇𝟏)) ( 23 ) 

Where: 

𝜸𝒂𝒋(𝒇𝟐⟹ 𝒇𝟏) =  
𝝈𝒂𝒋(𝒇𝟏∩𝒇𝟐)

𝝈𝒂𝒋(𝒇𝟐)
= 

|𝒕(𝒇𝟏∩ 𝒇𝟐∩ 𝒂𝒋)|

|𝒕( 𝒇𝟐∩ 𝒂𝒋)|
= 𝑷(𝒇𝟏|𝒇𝟐𝒂𝒋) ( 24 ) 

|𝑡(𝑓1 ∩  𝑓2 ∩  𝑎𝑗)| can be immediately calculated as we know in which configuration 

aspects the relationship appears. Therefore, this term is the number of configuration 

aspects belonging to those relationships which contain the aspect aj. Calculating 

|𝑡( 𝑓2 ∩  𝑎𝑗)| requires searching the configuration model for f2 and obtaining the 

intersection. Given how the relationships were mined, f2 will always be the head of an 

atomic set and therefore no more searches are needed.  

It is important to note that while conditional constraints support and encourage this 

kind of reasoning, and reasoners based on them also support them, in PFMs it is not 

used due to how the rough equivalents of aspects are represented in the model. Its 

approach is more direct, implying strict conditional probabilities, with no probability 

range. As I have stated, this approach doesn’t take into account the bias that could be 

present in the sample data and thus could produce a misguided assistance when 

configuring a new product. 

With the PPFs defined we can derive the JPDs and reduce them to a single JPD using 

the Maximum Entropy principle just like it is done in PFMs. Derivation of the JPDs this 

way justifies including this step in the process, although it does not justifies including it 

as part of the interactive loop, unless there is a change in the aspects defined for the 

configuration. There is another reason to include it in the loop and it is related as to 

how the configuration process is perceived by the user in a manual process. 

An application can contain different configuration sources and each source contains its 

own sets of configuration features. The naïve approach to the derivation of the JPDs 

for the configuration model is taking the whole model and extract the PPFs from it, 

including cross-source relationships. However, this produces enormous JPDs, as the 

problem is exponential in nature with each new configuration feature. We would end 
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up with 2|F| probabilities for the JPD family, where |F| is the cardinality of F, the set of 

all configuration features. 

We can split the problem in two levels however by understanding that from the 

perspective of the user, he is never going to edit more than one configuration source 

at a time. It could even result confusing for a user to show the whole model. 

Therefore, we can assign a single JPD, and consequently a single reasoner, to every 

configuration source, thus reducing the size of each individual JPD and easing their 

derivation.  

This introduces two problems that must be solved. The first one is that by eliminating 

the JPD that represents the whole model, we lack a mechanism to make suggestions 

over which configuration sources should appear in the current configuration. To solve 

this problem I have designed a two-level approach to JPD derivation in the 

configuration model: the configuration-source level and the configuration feature 

level. 

This split into two levels implies the derivation of a JPD for the set of configuration 

sources and another for each one of them. That is, the first level is a JPD with the 

following variables: 

ConfigurationSour
ce1 

ConfigurationSour
ce2 

… 

ConfigurationSour
ceN 

P(CS1, CS2,..., 
CSn) 

0 0 0 P1 

… … 
1 1 1 P2^n 

TABLE 3: JPD FOR CONFIGURATION SOURCES 

The PPFs associated for this JPD can be produced by simply evaluating the root 

element of each configuration source part of the configuration model. This is 

equivalent to the support of the configuration source. The set of PPFs for configuration 

sources is straightforward as there is a single level of the tree with all configuration 

sources depending on the configuration set as shown in Figure 15 

 

FIGURE 15: THE CONFIGURATION MODEL AT THE CONFIGURATION SOURCE LEVEL 

For simplicity, I will assume that the relationships between a configuration source and 

the configuration set can only be either Mandatory or Optional. Therefore, the PPFs 

for this level are composed only by those relationships, as would have been defined in 

the case of configuration features, and cross-source relationships.  

CS1 CS2 CSN

ConfigurationSet

...
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Cross-source relationships determine Require and Exclude type relationships between 

features in different configuration sources. Therefore, they also imply relationships 

between the sources and can be equated to those relationships. Specifically, 

relationships between the root elements of configuration sources are directly 

translated to relationships between the sources themselves, while the other cross-

source relationships only suggest the possibility of the relationship existing.  

To manage this, only relationships involving only root elements are incorporated a 

priori to the set of PPFs as relationships between the configuration sources 

themselves. If we have two root elements f1  CS1 and f2  CS2 and a relationships 

between them such as (f2 f1) = 0.5 then we can establish a relationship between CS1 

and CS2 such as (CS2 CS1) = 0.5. Consequently, the same is true if the relationship is 

a negative association rule with confidence equal to 1. This conversion is possible 

because the probability of the root element appearing is the same one of the 

configuration source appearing. 

However, this equivalence does not hold true for relationships that involve nodes that 

are not root elements for a configuration source. In order to be able to apply those 

relationships to the derivation of the JPD of configuration sources, the antecedent of 

the relationship must be evaluated to true. If these relationships were to be applied 

without checking the existence of the antecedent, it would introduce a relationship 

with a probability that simply does not reflect reality. Take for example a relationship 

with this confidence (f2 f1) = 0.5, just like the previous example, but now the 

features are not root elements. This relationship cannot be directly translated into a 

relationship between configuration sources as the features themselves might not 

appear in the configuration source. The probability of the relationship between CS2 

and CS1 would be lower in this case. Even considering the probability of f2 appearing to 

recalculate the confidence of the relationship would be erroneous, as if the feature 

doesn’t exist in a configuration, there is no association at all. This is another reason 

why the JPD derivation process is part of the interactive loop, to adjust the JPD of 

configuration sources based on the existence of the antecedents of the cross-source 

relationships. 

If there are several relationships between two configuration sources, with all the 

antecedents existing in the current configuration, the conditional constraint between 

the two of them would be defined like this: 

𝒎𝒊𝒏(⋃𝜸(𝒇𝒊 ∈ 𝑪𝑺𝟐 ⇒ 𝒇𝒋 ∈ 𝑪𝑺𝟏)) ≤ 𝑷(𝑪𝑺𝟏|𝑪𝑺𝟐) ≤  𝒎𝒂𝒙(⋃𝜸(𝒇𝒊 ∈ 𝑪𝑺𝟐 ⇒ 𝒇𝒋 ∈ 𝑪𝑺𝟏)) ( 25) 

There can be also rules involving an antecedent with features belonging to several 

configuration sources and a consequent also involving several different configuration 

sources. The transformation to relationships between configuration sources is the 
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same. The merge formula (25) is only used if there are multiple rules with the same 

antecedent and consequent, regarding the configuration sources involved. 

The second level of JPDs is composed by all JPD derived from the set of PPFs of each 

configuration source. The mechanism to define the PPFs is the one described above 

but we have to take into account how imported resources and cross-source 

relationships affect this set of PPFs. 

Imported resources basically define a set of valid values for a concrete parameter. 

Therefore, the first step to integrate them with the configuration model is to remove 

any value for that parameter that is not valid. For example, if we were to be moving a 

particular application from one environment to another, it does not make sense to 

keep the old external services URLs as possible values if they are not available in the 

new environment. Therefore, all values must be substituted. As a priori we don’t know 

anything about the new values and there could be old values that are still valid, we 

need to assign a probability to them.  

Assigning those probabilities is the usual case in which the Maximum Entropy principle 

can be applied, as the set of parameter values for a certain parameter is always a 

Select type relationship and therefore the sum of their probabilities must be one. By 

taking the probability of the values we do know and calculating the probability of the 

new values that maximizes the entropy of the whole set of values we can guarantee 

that the reasoner in a posterior phase is working with all data available. If there are no 

new values, the probabilities and the values stay the same as they were extracted.  

Another aspect that must be looked into is the relationship between imported 

resources. For each new value from an imported resource, we have to add a 

relationship with a confidence of 1, a hard constraint, between that value and all other 

values for other imported resources belonging to the same artefact to make sure those 

set of values are selected together.  

Cross-source relationships on the other hand affect the probability of selecting specific 

configuration features. But as in the case of configuration sources, they only affect if 

the antecedent is evaluated to true. When calculating the set of PPFs of a 

configuration source, we need to check which cross-source relationships contain 

consequents in that configuration source and then check if the antecedent of each of 

those rules is satisfied.  

If any antecedent checks out, the probability of that configuration feature or features 

needs to change accordingly. The effect is reflected as a new PPF with the range of 

probabilities of the relationship but changing the antecedent for the root element of 

the configuration source and removing any feature that doesn’t belong to that source 

from the relationship.  
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This split is made possible by how relationships are mined. Take for example the 

associative relationship {AB  CD} where all four items belong to different 

configuration sources. We know that if that relationship has a confidence higher than 

the threshold, both {ABC  D} and {ABD  C} are also above the threshold and that 

they were found by exploring the frequent itemset {ABCD}. As a consequence, both 

itemsets {ABC} and {ABD} are also frequent because they are subsets of the previous 

one. Finally, we can also determine that {AB C} and {AB D} are relationships that 

are over the threshold too, as they have been mined from a frequent itemset and the 

antecedent and consequent are a subset of the antecedent and consequent of another 

relationship that is over the threshold. 

Thus, the only action left is defining the boundaries of the new conditional constraint. 

This process is similar to the one in configuration sources in which the boundaries are 

fixed by joining together all cross-source relationships that have the same consequent, 

after removing features from other sources. 

𝒎𝒊𝒏(⋃𝜸(𝒇𝒊 ∈ 𝑪𝑺𝟐 ⇒ 𝒇 ∈ 𝑪𝑺𝟏)) ≤ 𝑷(𝒇|𝑹𝑬𝑪𝑺𝟏) ≤  𝒎𝒂𝒙(⋃𝜸(𝒇𝒊 ∈ 𝑪𝑺𝟐 ⇒ 𝒇 ∈ 𝑪𝑺𝟏)) ( 26 ) 

Where 𝑅𝐸𝐶𝑆1 is the root element of configuration source 1. We can and should also 

apply the configuration aspect modification that I introduced above over this rule to 

get the complete expression. 

The result of the previously mentioned rules produces different sets of PPFs that can 

be used for the derivation of a JPD using the Maximum Entropy Principle and which by 

size should be more manageable than the whole configuration model. They also define 

the cases in which the set of PPFs and the derivation of the JPDs need to be 

performed: 

 When there is no set of PPFs or JPDs assigned to the current configuration 

 When there is a change in the set of aspects related to the current 

configuration 

 When the antecedent of a cross-source relationship is evaluated to true 

 When there is a change in the valid values of an imported resource 

So even though the derivation of JPDs is part of the loop, it is not performed unless 

one of those conditions is active. 

There is one issue that has not been covered yet concerning the derivation of JPDs: the 

effect of new configuration features added to the model. That is because it doesn’t 

affect the JPD. The only thing we can speculate about a new feature is its probability 

relative to that of its parent feature as it is the inverse of the frequency of the parent. 

If we were to introduce the feature in the JPD, we just add a new variable and double 

the number of possible configurations. The number of valid configurations is also 

doubled, and thus we could deduce that the probability assigned to each possible 
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result is halved. However, the reasoner over that JPD will have that new feature as 

selected, reducing to 0 the probability of the valid configurations that don’t have the 

feature and increasing the probability of the others. In other words, it doubles the 

probability. The end result is the same probability and inequalities that we had 

previous to the addition of the new feature.  

Therefore, there is no point in adding a new feature to the derivation of the JPD. The 

only thing we can do with new features is check if they respect the structural integrity 

of the model, which is done in the structural validation step of the validation phase. 

The same can be said about adding new configuration sources. 

The reasoner configuration step in this phase is in charge of creating new reasoners for 

each set of PPFs, whenever they change, and introduce the selections made since the 

last loop. A probabilistic reasoner accepts a set of PPFs as input as well as a list of 

variables that are set to 1. With that input, it calculates the marginal probabilities of 

changing a variable value to 1 for each of the remaining variables. Therefore, with the 

reasoners for each of the configuration sources and for the configuration source level 

we can guide the configuration process suggesting most probable values based on 

what the user has selected up until that moment. For this step, any of the existing 

probabilistic reasoners[44] [45] [46] [35] will suffice. However, it might be interesting 

to research if there is one that is better suited for this specific task or if there are other 

methods that produce better or faster results. 

The last step in this part of the process is automatic configuration. This step is only 

activated if the automatic configuration flag is active. As I stated, there is only two 

reasons to activate this mode. Either the application changes environment and new 

imported resource values need to be set up, or there is a change in the environment 

that impulses the same behaviour. Therefore, the automatic configuration step is quite 

simple, as it only has to pick the objectives related to imported resources and check 

that the values configured are valid. If they are not, then they can be substituted by 

new ones extracted from the target environment. 

Theoretically, it could also be possible to make other kind of automatic changes. For 

example, when moving an application to a new environment, if the application was 

configured there previously the information could be used to change other types of 

parameter values or build completely new part of the configuration that are usually set 

up in that environment, using a “most probable” approach similar to the one used 

when creating new configurations. However, this could produce unforeseen 

potentially damaging results. I decided against it as I think that those risks should 

always be accountable and therefore that kind of auto-completion is only made under 

the supervision of a human user, but it is interesting to note that it is possible to do it 

and more research into this aspect of the process could be beneficial. 
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5.4.6.  SELECTION PHASE 

The selection phase is the interactive part of the process. This phase is characterized 

by using the information gathered through previous phases to guide a human user 

while configuring the application. The interaction with human users makes this phase 

optional, as it has no place in the automatic process. 

Before defining the steps in this phase we must first clarify what constitutes a 

“selection” in this case, which is what triggers another loop of Validation, 

Configuration and User Interaction phases. In SPL interactive configuration processes, 

a “selection” is the choice of a user from a range of features. The user is shown the 

features sorted by the importance of the feature. That is, features whose selection has 

a greater impact in determining the product the user is trying to configure. Their 

position in the feature model doesn’t matter, only their impact based on choices 

already made. 

However in this process that can’t be the definition of “selection”. First of all, a single 

feature has no meaning by itself if we don’t take into account the hierarchy tree from 

where the feature hangs. Therefore, offering features with no context as to their 

placement inside the configuration model may be deemed confusing for the user. To 

avoid this issue, configuration at this level must follow the hierarchical path defined by 

the configuration sources. Although this does not modify the definition itself, it implies 

another type of selection process. 

Configuration sources are another point in which both processes differ. Not only are 

configuration features important, but also other concepts such as choosing 

configuration sources or aspects. Hence, selection can’t be limited to only 

configuration features. These concepts must also fall into their place inside the 

configuration model hierarchy, but behave differently. For example, modifying the list 

of aspects associated with the current configuration does not introduce new features, 

but requires recalculation of all probabilities. However, introducing a new 

configuration source does not affect probabilities of other configuration sources’ 

content. But removing one could, if it contained features present in the antecedent of 

a cross-source relationship. 

Probably the most important point in which both process differ in their definition of 

“selection” is the fact that the user can introduce new values. This alone by itself 

would require a new definition of “selection”, as it does not include the concept of 

adding new features to the model. And it implies heavy interface requirements, as we 

need to detect when the user has finished introducing a new feature to include it in 

the current configuration.  

All of these arguments push the definition of “selection” beyond its consideration in a 

feature model interactive configuration process. In this scenario, a “selection” can be 
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defined as a user-induced modification of the current modification over one of these 

concepts: a feature, a configuration source or an aspect. Any create, edit or remove 

operation is considered a modification. With this definition out of the way, we can now 

present the process flow for this phase: 

 

FIGURE 16: SELECTION PHASE 

The first block on this phase is detecting if this is an automated process then the entire 

phase can be safely skipped. If it is not, the first step consists in the reverse 

transformation of the current configuration, the contrary operation to the adaptation 

phase of the mining process. Up until now, the process has been reasoning over the 

configuration using the configuration model, and its internal representation is 

consistent with the model. However, that model is meaningless to a human user. The 

user needs to understand what he is configuring in the context of the application and 

thus every configuration source must be shown in its natural format and not as they 

are represented in the model. Therefore, in this step we must invert the rules that we 

used to extract the configuration source model. 

Inverting the process is straightforward. For all formats, metadata nodes must be 

removed or converted to values. Then, the particularities of each format need to be 

taken into account.  

For key value pairs, each configuration feature marked as a “section” is transform into 

an actual section. Then, all configuration features between the section and a value are 
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converted in the name of a parameter, split by the character “.”. Finally, the value is 

added to the parameter by inserting the character “=” between the parameter name 

and the value. 

XML format is a direct translation of the model tree. However, there is one thing that 

must be taken into account. If there is a “multiple”-marked configuration feature with 

several values, the elements surrounding that configuration feature also marked as 

“multiple” and that belong to the same atomic set have to be replicated once for each 

value. By definition of the atomic set, those “multiple” elements will be in direct 

contact of each other and can also have several values. For each of those new 

branches, the relationships between the values need to be reflected as a Require 

relationship to maintain the sets coherent. The following figure shows an example of 

this transformation: 

 

FIGURE 17: EXAMPLE OF A MULTIPLE FEATURE REVERSE ADAPTATION 

Note that if the “pattern” had not belonged to the same atomic set, it would not have 

been replicated. But we would have needed a relationship to indicate to which one of 

the two “levels” was attached. 

The transformation back to a YAML formatted file is a direct application of the rules 

established in its specification as mentioned before. The only aspect to take into 

[…]
<logs>
  <level mmd:multiple>
    <name mmd:multiple>
       <mmd:valueContainer value=”DEBUG” />
        <mmdvalueContainer value=”INFO”>
     </name>
     <appenders mmd:multiple>
       <file multiple>
         <mmd:valueContainer value=”${APP_HOME}/DEBUG” />
          <mmd:valueContainer value=”${APP_HOME}/INFO” />
      </file>    
      <pattern mmd:multiple>
        <mmd:valueContainer value=”%d %p %c{1.} [%t] %m%n” />
      </pattern>
    </appenders>
  </level>
</logs>
[…]
<mmd:relationships>
  <mmd:relationship>
     <mmd:antecedent>
       <mmd:path>
           \\logs\level\name\mmd:valueContainer[@value=”DEBUG”]
        </mmd:path>
     </mmd:antecedent>
     <mmd:consequent>
       <mmd:path>
         \\logs\level\appenders\file\mmd:valueContainer[@value=”${APP_HOME}/DEBUG”]
        </mmd:path>
     </mmd:consequent>
  </mmd:relationship>
   <mmd:relationship>
     <mmd:antecedent>
       <mmd:path>
           \\logs\level\name\mmd:valueContainer[@value=”INFO”]
        </mmd:path>
     </mmd:antecedent>
     <mmd:consequent>
       <mmd:path>
         \\logs\level\appenders\file\mmd:valueContainer[@value=”${APP_HOME}/INFO”]
        </mmd:path>
     </mmd:consequent>
  </mmd:relationship>
</mmd:relationships>
[…]

[…]
<logs>
  <level>
    <name>DEBUG</name>
     <appenders>
       <file>${APP_HOME}/DEBUG</file>    
       <pattern>%d %p %c{1.} [%t] %m%n</pattern>
    </appenders>
  </level>
  <level>
    <name>INFO</name>
     <appenders>
       <file>${APP_HOME}/INFO</file>    
       <pattern>%d %p %c{1.} [%t] %m%n</pattern>
    </appenders>
  </level>
</logs>
[…]                  

Reverse 
Adaptation
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account is the “multiple” issue but the same mechanism applied in the XML case can 

be applied here. 

The next step in the phase is User Interaction. The user can perform any of a set of 

defined actions, not all of them considered a “selection”: 

 Selection: 

o Modify the list of aspects associated with the configuration 

o Modify the list of configuration sources in the current configuration 

o Add or modify a new configuration feature 

o Remove a configuration feature 

o Accept a suggestion from the program 

o Complete configuration 

 Other actions: 

o Read the list of aspects associated with the configuration 

o Read the contents of a configuration source 

o Change the configuration source being configured 

o Check the list of objectives 

o Validate an objective 

The last four actions are not considered a selection because none of them involve the 

modification of the current configuration. It is obvious why none of the two read 

actions modify the current configuration, but the other two may need a deeper 

explanation. 

As we have to present the configuration information in a format that is familiar for the 

user, the natural format of the configuration sources, it should be clear that each 

configuration source must be set up independently from each other. In any given 

moment, a user can only modify the content of a single configuration source. 

Consequently, it should be possible to change what configuration source the user is 

editing without triggering the interactive loop.  

Checking objectives is just an action that allows the user to look at specific points of 

the configuration that the process considers need fixing. Some objectives have a 

suggested modification attached, like resource and relationship-related objectives 

while other, mostly the structural ones, won’t, as there can be a wide range of possible 

causes and solutions. In any case, an unconfirmed objective requires an action to 

remove the objective from the list. 

The action of validating an objective consists in an explicit validation of a change 

introduced by the user that is unknown to the model. Any modification of that type 

introduced by the user creates a new objective with the confirmed flag set to false. 

This action changes that flag to true, indicating that the user is sure of the new 
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content. This allows detecting misspellings or the introduction of structures in a 

different place from where it should be. 

I should also explain the reasoning behind some of the actions that are considered a 

“selection”. While the first two that involve the creation, modification or removal of a 

specific aspect or configuration source have been previously explained, it may not be 

clear why modifying a configuration feature is split into two different categories. The 

reason is that the result of adding new features or modifying an existing feature to 

produce a new one is the introduction of a new objective that should be validated or 

the change undone. On the other hand, removing a feature simply eliminates a 

previous choice, and in some cases also an objective.  

These two actions add a problem to any implementation of the process consisting in 

the identification of when the user has finished introducing or modifying a feature. TAs 

a rule of thumb, whenever the user changes its focus from a feature to another after 

having made a modification should be considered a change and should be checked. 

Another instance of detecting a finished feature is when the user introduces a “.” or 

“=” character in a key/value source; a new line or “:” character in a YAML file or closes 

an XML element in a XML file. 

There is however another way of adding features or removing them, which can also 

add or remove configuration sources. Based on the use of the reasoners configured in 

the previous phase, we can make suggestions taking into account what the user has 

already configured or suggestions based on existing objectives. The later was already 

explained. For the first type, in the case of configuration source, the suggestion is 

basically the probability of each configuration source that has not yet appeared.  

However, the case of configuration features is a bit more complex. Due to the 

hierarchical nature of the configuration, only suggestions for the level the user is 

modifying should be shown. In addition to those, any remaining feature with a 

marginal probability of one should be suggested independently of its location, which 

could be the same source but on a different part of the tree or a different 

configuration source. Additionally, removal operations based on marginal probabilities 

should also be validated. The reason for this is once again accountability. Automatic 

modifications without user validation could produce unnoticed potentially disrupting 

changes. 

Lastly, once the user considers that the configuration is in a state he considers 

acceptable, and there are no unconfirmed objectives, he can “complete” the 

configuration. This action indicates the process controller that the configuration is 

ready to be deployed. However, as I commented in the Validation phase, the user must 

be treated as an unreliable source of information. Therefore even if the user considers 
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the process completed, the resulting configuration must sill pass a validation to check 

that effectively there are no errors and it can be deployed safely. 

The last step in this phase is simply the extraction of the model for the modifications 

made by the user. That is, the adaptation phase of the mining algorithm. 

5.4.7.  DEPLOYMENT PHASE 

The final phase of the process consist in the deployment of the current configuration 

once it has been validated by the process, in the case of an automatic process, or by 

the process and the user in an assisted one. The structure of this phase is 

straightforward as shown in the following figure: 

 

FIGURE 18: DEPLOYMENT PHASE 

The first step consists in producing a natural configuration, in the original formats of 

each configuration source, using the techniques described in the previous section. This 

produces a configuration file or files that are passed on to the configuration manager 

for its deployment. As in the case of retrieving the configuration from the target 

platform, the details of this operation are left to the configuration manager chosen. 

Finally, a report gathering the result of the deployment operation is delivered as the 

final product of the process. 
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6. SERVICE MANAGEMENT MODEL 

In the previous chapters I have defined a model that is able to store preferences for 

application runtime parameter configuration and how to use them to create an 

interactive process that can guide a user through the configuration of an application. 

The process depends on the configuration manager in the environment to gather 

information in order to adapt the application and the process itself is part of a greater 

process of change management. 

Current tools and management models either lack the runtime management 

functionalities or a way of linking runtime artefacts with their correspondent logic 

artefacts or even with the packages being deployed. This makes impossible to stablish 

relationships between the application configuration model and the runtime elements 

and complicates tracking of software artefacts deployed in a runtime environment. In 

this chapter, I will present a holistic service management model based on the CAMP 

and TOSCA standards to integrate both aspects, the configuration model and the 

traceability of software artefacts from source code to operations. 

6.1.  MODELLING REQUIREMENTS 

The main drive behind the service management model is to integrate the configuration 

model in it. Consequently, most of the requirements imposed into this management 

model are thus derived from the application of the configuration model. 

The first requirement is that the service management model needs to be able to 

manage both the logical definition of the services and their runtime equivalents. 

Although the configuration model gathers preferences for a specific environment, it is 

a logic element as it is not tied to any specific runtime artefact. However, for it to be 

able to adapt application configurations to the target environment, it needs to access 

the runtime information of the software artefacts deployed into the environment. 

Another requirement derived from the necessity of accessing runtime information is 

that the service management model has to be able to identify different software 

artefacts based on the relationship to other artefacts. The configuration model 

specifies a resource import and export mechanic that searches for parameter values in 

different scopes. The service management must be able to offer that information. 

Otherwise, the configuration process will have to sort out all available parameters in 

the environment every time it needs to solve an imported resource. Effectively, this 

means that the service management model must be able to describe service 

topologies. 
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In addition, runtime information in cloud environment tends to be obfuscated, which 

makes more difficult knowing which artefacts have been deployed. Virtual machines 

(VMs) or containers are used to deploy services with little information of what is inside 

them. For example, deploying an Apache Tomcat container downloaded from the 

central Docker repository will allow us to deploy our JEE web applications on it, but we 

lack a lot of relevant information regarding the container itself. We may know the 

name of the application server and its version, as it is usually part of the description 

that goes with the image. However, we won’t know how the application server is 

configured, which libraries are installed or what other services are installed in it (i.e.: a 

SSH server). The only way of knowing for sure is building the images from zero. And 

VMs behave in a similar manner, as the Open Virtualization Format (OVF) 

specification[47] which is used to describe and package VMs doesn’t contain 

information regarding the software installed in the VM. 

This obfuscation not only hides what software artefacts are inside the VM or container, 

but also complicates the use of the configuration model. To match imported resources 

with exported resources first we need to know which artefacts can offer us their 

resources by accessing their configuration models. But this information is either partly 

available or completely hidden. Therefore, the service management model must be 

able to describe what inside a VM or container in terms of software inside. 

Including that information has an added benefit, not related to the application of the 

configuration model. Application runtime life cycle management is usually based on 

monitoring techniques and technologies. Although many of these techniques are 

based on resource-based monitoring such as CPU or RAM use, bandwidth occupation, 

etc.; there are specific techniques that can be used to check the state of different 

software artefacts such as the use of Java Management Extensions (JMX)[48]. These 

techniques point to specific artefacts and therefore need to know which ones are 

deployed. Additionally, this also improves the traceability of software, as knowing 

where artefacts are deployed and how they are related helps calculating the impact of 

changes and improves planning. 

Finally, the environment itself might contain configuration information. For example, a 

given application might have been configured in a specific environment before. 

Therefore, the configuration preferences for that application will be already part of the 

configuration model for that particular environment. Thus, we need to differentiate 

between a default configuration model produced by the application developer or a 

configuration model being imported from another environment and the one that 

belongs to that specific scenario. Therefore, the model needs a way to link the runtime 

parameter configuration information not only with specific artefacts but to specific 

environments too. 
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6.2.  MODEL DESIGN 

6.2.1.  MODEL INSPIRATION 

Given the requirements defined above, the service management model must cover 

both runtime and logic information regarding software artefacts. Traditionally, these 

have been two separate management planes although there are many approaches[49] 

[50] [51] that show that a unified view can bring many advantages. 

In fact, it could be argued that current approaches tentatively adopt this unified view. 

The OASIS CAMP standard makes a clear separation between runtime components 

deployed on the platform it manages and the logic components that can be deployed. 

This split is however left to undefined so application and platform owners can come to 

an agreement as to what logical artefacts, and how to define them, can be deployed 

on a specific platform. As OASIS CAMP is centred on managing services, this leads to 

the obfuscation problem described in the requirements. Services are deployed and 

described using VMs or containers and so only the top of the application stack is 

recognised by the management platform while the rest of the software included in the 

package is sidestepped. 

The same could be said about the OASIS TOSCA standard. This standard is used to 

describe application topologies composed by several interconnected services. It is an 

effort to improve the interoperability of applications by producing auto-deployable 

packages for whole distributed applications. It also differentiates between the logical 

plane, the templates, and the runtime artefacts, instances of the templates. However, 

in the end OASIS TOSCA it is a packaging standard so its runtime model is not as 

complete as the one offered by CAMP, and its logical plane is limited. Runtime 

components are merely mirrors of the logical components with no information 

regarding the environment itself, although runtime properties are exposed to 

interconnect services. The logical plane is defined by nodes which provide services. 

These nodes are defined by the deployment of the node itself, i.e. a container image or 

an OVF VM, or a collection of deployable artefacts, which do not have a 1 to 1 

correspondence with software artefacts, thus incurring in the previously mentioned 

problem. 

Other options for service management in the cloud, such as the many container-

oriented managing platforms, are aligned somewhere in between the two standards. 

Either they are too focused on runtime management producing the split between 

logical and runtime artefacts, or they are more concerned with defining relationships 

between logical artefacts, at the service abstraction level, thus limiting their runtime 

capabilities. 

On the other hand, traditional management models such as the ITIL business 

management model, CIM or eTOM are better at defining what software artefacts an 
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organization controls and the relationships between them. However, they lack the high 

level service definition abstractions and the richness of runtime operation definition 

present in cloud management models. Henceforth, even in spite of the multiple 

desirable business management information that those model contain, they are not 

suitable for this type of environments as the inexistence of both of those aspects 

hinder the application runtime lifecycle management. 

CMTs also fall into this category, specifically declarative CMTs as imperative CMTs do 

not contain business information and are little more than versioned scripting tools. A 

declarative CMT defines the state in which a node needs to be, including every single 

artefact in it. However, its definition of software artefact is also limited to the view of 

deployable artefacts.  

In order to provide a holistic model that covers all the previously mentioned 

requirements, we need to integrate aspects from all of the previously mentioned 

models. On one hand, the runtime management model offered by OASIS CAMP is 

unrivalled for its completeness, although it is limited by its scope as a PaaS 

management platform and its reduced logical management plane. OASIS TOSCA can 

extend that logical plane by providing useful high level abstractions to define 

application topology, runtime operations and a new package management plane that 

can help breaching the gap between the runtime elements, the deployable artefacts 

and the logical software artefacts. Finally, the descriptions of software artefacts 

provided by traditional models further reduce the gap and improve traceability, which 

in turn improve the business management model. 

There is one last inspiration for the service management model I will present. I have 

stated that one of the problems of OASIS CAMP is its limitation to the management of 

a single PaaS platform. However, one of the implementations of this standard, the one 

used in Apache Brooklyn[52], offers modifications that remove this problem. First, the 

tool is designed as an application manager, not a platform management interface. This 

difference is important because it allows defining applications that are deployed on 

multiple managed environments at the same time, while keeping the rich runtime 

management model defined by OASIS CAMP mostly intact. The second enhancement is 

the introduction of runtime abstractions that improve the management of applications 

such as clusters. A cluster is a representation of a group of nodes with the same 

configuration. A static cluster is simply a group with a fixed number of similar nodes, 

while a dynamic cluster includes policies that allow autonomic management of the 

cluster such as automatic scalability. These modifications are only two of the many 

included in Apache Brooklyn that I will include in this service management model and 

thus it should be stated that while it is correct to mention OASIS CAMP as one of the 

main inspirations, I will re-use elements from this version of the model as well. 

6.2.2.  MODELLING LANGUAGE 
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OASIS CAMP is designed as a management API. Therefore, it has been defined using a 

REST resource-centric model. Apache Brooklyn’s version of the standard uses YAML to 

define instances of the managed applications. OASIS TOSCA on the other hand uses a 

schemaless XML definition for the standard. Traditional management model standards 

often tend to point to object oriented models. 

There is a plethora of modelling languages involved in the different management 

models. The only requisite imposed in this regard to the service management model is 

that the language used to define it is extensible and flexible enough to allow user to 

expand it with the applications definitions and that it is a rich modelling language that 

does not impose restrictions on the abstractions that we need to define. 

As there are very little requirements for the modelling language I have decided to use 

a schemaless XML format to define the service management model. Not only is one of 

the languages used in the models that inspire this one, and the rest of them are easily 

adaptable to XML, but it is also the one I used to define the configuration model. 

Consequently, choosing XML will not only allow defining all the elements needed and 

re-use elements from other models, but it will also be more coherent with the 

configuration model. 

In spite of using XML to define the model, to ease the understanding of the model I will 

use UML diagrams to represent the relationships between the different elements that 

compose the model as it is used in the OASIS CAMP specification. Therefore, an object 

is the equivalent to a XSD complex type, composition relationships are elements 

included inside the complex type definition and the extension relationships are 

equivalent to the XSD type inheritance. 

6.2.3.  THE TWO AND A HALF MANAGEMENT PLANES 

Almost all the models presented make reference to two different management planes. 

On the one hand, we have the logical plane. It represents software artefacts that can 

be deployed. This is a simple representation of software artefacts that can be at a code 

repository, or part of a deployment pipeline but that are not deployed and running in 

any environment. This plane allows the management of a software inventory, knowing 

which applications are available for use to our organization and where to find the 

deployable artefacts that will allow us to run the software. 

That is the condition that allows jumping from the logical plane to the runtime plane, 

where we have abstractions that represent the software artefacts that are running 

somewhere in the environment and that allow managing the application runtime 

lifecycle. Although the management of said applications is mostly done at the node 

level in cloud environments, by adding or removing nodes, we need a representation 

of all other software artefacts to calculate the impact of changes, manage monitoring 

information and know which operations can be activated on each different node. 
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I have defined an additional management plane: the packaging plane. It is not a plane 

in itself, as the information it contains could be considered part of the logical plane. 

However, I have decided to describe it as different plane, as it acts as an intermediary 

between the logical and the runtime planes. The packaging plane defines information 

regarding the deployable artefacts. Any type of packaging (i.e. WAR and JAR files, VMs, 

containers…) is described in this plane and related to artefacts described in the logical 

plane.  

Given a concrete software artefact, it can be integrated into many different packages. 

All of them are valid options, with different requirements that must be satisfied at 

runtime so they can be deployed. Furthermore, in the case of VMs or containers, the 

packages behave like a runtime artefact themselves and the dependencies of the 

artefacts inside the package must be satisfied for it to be deployable.  

Additionally, any change in any of the contained artefacts produces a new version of 

the package even if what could be considered the main component of the package has 

not changed. For example, think about a web application providing a service. If we 

have a container with an Apache Tomcat and the web application and the Apache 

Tomcat version changes, even if the web application does not change at all it would 

produce a new version of the package. 

Therefore, while the packaging plane does not qualifies as a complete plane by itself, 

in this model I will treat it as an intermediate plane between the logical and the 

runtime planes to strengthen the importance of this abstraction, to ease the 

management of packages and to remove the existing gap between the logical and 

runtime planes. 

6.2.4.  BUILDING BLOCKS 

Before explaining what information constitutes each one of the different management 

planes, I will define the main building block of the model.  

OASIS CAMP and many other management models[9] [49] [53] are built on the 

concept of a resource. A resource is the base building block to define every other 

concept. That is, every abstraction presented in the model inherits from the same 

object. This allows managing complex systems easier, as although there can be many 

types of resource, they are all instantiations of the same object and therefore there 

can be common ways of managing them. 

To define the building block of the service management model I have decided to mix 

concepts from the OASIS CAMP[11] and OASIS TOSCA[42] standards and from the 

model presented by Dr. Cuadrado[51]. First of all, the base resource object from which 

all abstractions will inherit is shown below: 
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FIGURE 19: RESOURCE MODEL 

Almost anything in the service management model can be a resource, from a software 

artefact to a managed environment. And resources can be composed by other 

resources. Therefore we need a mechanism to establish a unique identity for every 

managed resource. This identification mechanism is based on the “id” field. We also 

have to differentiate between logical resources and runtime resources. The reason for 

this split is so we can establish relationships between logical resources and runtime 

resources as shown in the figure below based on the identity of the logical resources: 

 

FIGURE 20: LOGICAL AND RUNTIME RESOURCE RELATIONSHIP 

Most runtime resources are instances of logical resources. This can be deduced from 

the definition of both planes. Therefore we have to be able to establish a relationship 

between the two types of resources. This relationship is established through the “id” 

field. The “id” of a logical resource must be unique, as it identifies a concrete unique 

abstraction. The “id” of a runtime resource also has to be unique, but it has to relate to 

the logical resource which was instantiated to create it, if any. That way, we can 

establish the relationship between both and avoid duplicating common information 

and keep the traceability between of the abstraction at all levels.  

It could be argued that the relationship between “RuntimeResource”s and 

“LogicalResource”s could be managed by a database and that there is no need to 

include the “id” of the “LogicalResource” as part of the “RuntimeResource”. However, 

this does not take into account the size that an operation can get to.  
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The other fields for a resource can be classified into two groups: mandatory and 

optional fields. The mandatory “name” field is used to store a human-readable 

identifier for the resource. The optional fields “description” and “tags” are also used to 

provide human-readable information such as a brief description of the resource and a 

series of names that could be associated with it. This information can be used to 

increase the discoverability of the resources. The mandatory “type” field is used just to 

indicate the type of resource we are working with. This attribute is automatically 

instantiated by the different extensions of the “Resource” type. 

The extra field incorporated by the “RuntimeResource” type called 

“representation_skew” is used to indicate the relationship between the information 

presented in the resource and the status of the implementation artefacts that are 

represented by that resource. It can take one of the following values: 

 CREATING: The resource is in the process of being created 

 NONE: The information represented by the resource is up to date with the 

state of the artefact it represents 

 UNKNOWN: The state of the represented artefact is unkown and a user should 

look at the issue that has produced this state. 

 DESTROYING: Both the resource and the artefact are in the process of being 

destroyed. 

This field represents the essence of a runtime resource as it presents the current state 

of the represented artefacts and the degree of trust in the information presented in 

the resource. 

There are two more components of any resource which extend to a new type called 

“Property”. A “Property” is a general abstraction to allow resources to express their 

requirements and their capabilities. Depending on the resource type, these properties 

can take many forms, but in general they can be described as a combination of a 

“name”, “type” and a “value”. The “type” indicates what general category the 

capability or requirement can be included in, while the “name” specifies a specific 

property inside that category. This is a similar mechanism to the one used in the 

configuration model to define imported and exported resources. The “value” field is 

used to define when a specific value is required and not simply a capability type, and 

to reflect runtime parameter values such as the IP or port of a specific service in a 

“RuntimeResource”. 

Together, “Requirements” and “Capabilities” present a mechanism to represent 

relationships between different resources. A “Requirement” expresses something the 

resource needs to run, while a “Capability” represents a characteristic of the resource 

that can satisfy a requirement of another resource. Therefore we can establish 

relationships between resources based on expressed requirements and capabilities 



6. Service Management Model 

108 
 

that fulfil them. The representation of such a relationship is defined by the 

“Relationship” type as presented in the following figure: 

 

FIGURE 21: GENERIC RELATIONSHIP MODEL 

A “Relationship” is a special kind of “Resource” which defines a relationship between 

two resources where one of them has requirements, the source resource, that can be 

satisfied by the other one, the target resource. The “Relationship” contains all 

unidirectional relationships of that kind between two given resources. If the target 

resource has requirements that can be satisfied by the source resource, that must be 

expressed as another “Relationship”. 

This does not mean that if a resource can satisfy a requirement there must be a 

relationship between the resources. The “Relationship” abstraction must only be used 

when there is such a relationship, either at the logical or the runtime plane. For 

example, if we have a software artefact in our repository that requires a logging library 

to work, we don’t need to establish a relationship between that artefact and all 

software artefacts that provide logging capabilities. On the other hand, if we are 

defining a service which contains said artefact and one that provides logging 

capabilities, when defining the service we must also define the relationship between 

those artefacts in the context of that service. 

As happened with logical resources, “Relationships” also have their representation 

split into the two main planes, with “RuntimeRelationships” differing from 

“LogicalRelationships” in the existence of a “representation_skew” field that has the 

same meaning as in a “RuntimeResource”. 

 

FIGURE 22: LOGICAL AND RUNTIME RELATIONSHIPS RELATIONSHIP 
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As a final note, take into account that all requirements of a resource should be 

satisfied at runtime, there must be a “RuntimeRelationship” associated with each one, 

while there is no need to use all capabilities. 

6.2.5.  THE LOGICAL MANAGEMENT PLANE 

With the building blocks already defined, I will start the service management model 

description by describing the logical management plane. The intent of this plane is to 

accurately depict the base of code available in the organization to facilitate the 

creation of new services and applications. I will be using a bottom-up approach, from 

the smallest abstraction to the larger ones. 

6.2.5.1. SOFTWARE UNITS 

A “SoftwareUnit” represents the smallest piece of software that encapsulates one 

complete functionality at the least. This abstraction depicts source code that could be 

packaged as a library or application, as long as it is composed by code from a single 

source. Figure 23 shows the representation of this type: 

version: String
repository: URI

SoftwareUnit

Resource

 

FIGURE 23: SOFTWARE UNIT MODEL 

A “SoftwareUnit” is defined by two main attributes apart from the ones inherited from 

the “Resource” type. The first one is the “repository” field, which is a pointer to the 

repository where the source code for this application is kept. The “version” attribute 

indicates a specific version of the source code inside that repository. Consequently, a 

“SoftwareUnit” could be compared to a tag or release in a version control system. 

The requirements expressed at this level are usually limited to imported libraries that 

the unit will need to run or other modules that compose a service, as will be described 

in the next section, access to remote services, which will be covered in section 6.2.5.3, 

or specific versions of compilers or interpreters such a Java. There could also be 

requirements specifying minimum hardware requirements, although these will be rare 

at this level and are better defined at the service level in the next section. 

Capabilities on the other hand can be more complex. First, all software units that could 

be used as a library need to reflect themselves as capabilities so that other resources 

which require them can be satisfied. There are also two special subsets of capabilities 

that can make an appearance here which are called sensors and operations.  
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A “Sensor” is a capability that provides monitoring information of any type. Think for 

example on a software unit representing a module of the monitoring software 

CollectD[54] that allows extracting CPU use information from Linux systems. Among 

the capabilities associated to that module, there will be a “Sensor” type capability with 

the information regarding what kind of information it can deliver and how can it be 

transmitted. Figure 24 shows the model for this capability: 

 

FIGURE 24: SENSOR MODEL 

A sensor is defined by all the fields of a “Capability” type plus four new ones. The 

“sensorType” field allows defining what type of sensor is being exposed. For example, 

the previous mentioned module would be a “CPUUse” sensor type. The 

“supportedProtocols” and “supportedFormats” fields are used to define which means 

of communication are available for that sensor. Finally, the “uri” field identifies the URI 

where the sensor will expose the information. As this is the logical plane, this field will 

be relative to the IP of the node where it is deployed, while its runtime equivalent will 

specify the absolute URI. 

The inclusion of sensors in the model is inspired by their definition in the OASIS CAMP 

standard[11]. Sensors in OASIS CAMP are attached to services and allow the definition 

of policies, which are management rules that are activated when certain conditions are 

met. Those conditions are not limited to thresholds based on monitoring data, but it is 

an important part of them. The definition of policies allows the implementation of a 

user-defined autonomous system[55] to govern the application runtime lifecycle. 

Although this was not one of the requirements defined previously, I have considered 

that it is a feature that should be included so that future works on this model can 

implement a similar system. 

The other capability subset is composed by operations. An “Operation” is the definition 

of a possible management action a user can take over the software unit which are 

operations restricted to elements in the packaging plane. For example, the most 

common operations that should be able to perform over a software unit are “start”, 

“stop”, “remove” and “deploy”, although this last one behaves differently and will be 

explained in section 6.2.6. There can be other kind of operations. For example, a JEE 

application server could expose the ability to deploy wars. Figure 25 shows the model 

for this type. 

Capability

uri: URI 
sensorType: String
supportedProtocols: String[]
supportedFormats: String[]

Sensor
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FIGURE 25: OPERATION MODEL 

An “Operation” is just defined by their “operationType” and its “uri” fields, which have 

similar meanings as to the ones in a sensor. The main difference however is the 

existence of a relationship between an “Operation” and a “Resource”, usually a 

“SoftwareUnit”, although it could be another one of the resource types that will be 

defined. This relationship indicates that the operation is implemented not by the unit 

itself, but by another unit. This is the case for example of a CMT script file or a BPEL 

process definition used to deploy a software unit. Both of those artefacts have to be 

managed like a software unit as they are code that must be managed. 

The inclusion of operations as part of the model responds to the necessity of 

establishing links between software units and the pieces of code that support the 

management of those units such as the already mentioned deployment scripts. 

Additionally, the operation definition as a capability further consolidates the set of 

abstractions that are useful for the user-defined autonomic service management 

mechanism. 

6.2.5.2. SERVICE DESCRIPTION 

A service is a set of interconnected software units allocated in a single physical node 

that provide one or more functionalities and that can be encapsulated as a coherent 

system by itself. This concept of a service is partly based on the definition of service 

used in microservices architectures[56]. The main difference is that while in the 

microservices definition services are equated to nodes, in this definition that 

equivalence does not exist, although my definition of the service implies that all the 

software must be collocated and connected. A service then can be represented as an 

acyclic directed graph of software units, similar to the one shown in the next figure. 

Capability

uri: URI 
operationType: String

Operation

Resource

0..1



6. Service Management Model 

112 
 

 

FIGURE 26: SAMPLE SERVICE 

The advantages of defining services in such a way is that then they can be used as the 

main components for defining distributed applications instead of using software units 

that could produce designs quite cumbersome. Design task then can be divided into 

the design of services and the design of applications, with each task based on different 

constituents. Therefore this model can be used for cloud applications and novel 

architectures such as microservices as well as for more traditional design processes 

without losing visibility of the software pieces that compose services and applications. 

 

FIGURE 27: SERVICE MODEL 

Figure 27 shows the model for a “Service”. A service is a versioned resource as a 

software unit, as there can be different version of the design of a service, including 

different software units or capabilities. As per the definition given above, it is 

composed by a collection of software units, at least one, and the relationships 

between them. Not all relationships between software units are valid in order to 

define the graph that is a service. In fact, only two kinds of relationships are taken into 

account for defining a service: 

 Dependency: Any relationship that satisfies a requirement o type 

“dependency”, that specifies a specific software unit is called a dependency. It 

is the same concept of dependency used in building tools such as Apache 

Maven[19]. Generally, this kind of relationship must always be satisfied inside 

a service.  

 Containment: Any relationship that satisfies a requirement of type 

“contaiment” with a capability of the same type and name. This type of 

relationship represents the hierarchical structures present in software systems 

SoftwareUnit SoftwareUnit

SoftwareUnit

SoftwareUnit

SoftwareUnit
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Service
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ConfigurationModel
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such as an operating system that allows program to run on top of it or a web 

application server that does the same for web applications. Using the simple 

definition provided by [51] a containment relationship can be defined as “a 

(runtime) resource A is hosted by other (runtime) resource B if A exist only 

inside the execution context of B”. 

The definition of service is limited to those two types of relationships because they are 

the ones that best reflect software composition to create new functionalities, barring 

communication between services ala Service Oriented Architecture (SOA)[57] which 

will be covered in the next section. 

There is an addition to the model that is not reflected in the definition of service: the 

inclusion of a collection of configuration models attached to the service. As the 

configuration model is tied to a specific application, this is the point where the 

relationship is formed. A “Service” can have several “ConfigurationModel” attached. 

However, as this is the logical plane, the configuration model attached at this point 

should be the default model not attached to any specific environment. It should be the 

configuration model that the software developer includes in the packaging to help 

guide the configuration to known configurations. For example, the main Apache 

Hadoop module could include a configuration model with the “Single node”, “Pseudo-

distributed” and “Distributed” configuration aspects defined so a new configuration of 

the platform already knows some basic preferences for them. Also take into account 

that not all software units have an association with a configuration model. 

Another aspect that should be taken into account in this regard and that slightly 

modifies how the configuration model behaves is setting imported resources. 

Imported resources need to be represented as a “Requirement” and therefore should 

be attached to that “Requirement”. As the whole service management model is 

expressed in XML we can use an XPath expression to tie an imported resource with a 

“Requirement” simply by pointing to the XML element. That way, at runtime the 

imported resource can be solved simply by following the relationship that satisfies that 

requirement. The relationship between a “Capability” element and a exported 

resource is identical. This does not mean that all capabilities and requirements are 

expressed in the configuration model but it does imply that all imported and exported 

resources have to be expressed as one of those types. 

The reason why there can be more than one configuration model attached to a service 

is related to the reason why in the model definition a “Service” can be composed by 

other services. To avoid cluttering up service definitions with software units, a service 

can be built on top of the definition of other services as long as it respects the 

condition that the resulting service is composed by a single acyclic directed graph of 

software units. For example, going back to the previous example, it could be defined in 
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a single service definition, as in Figure 26, or in any of the two ways shown in the 

following figure: 

 

FIGURE 28: SAMPLE SERVICE COMPOSITION 

The service shown in Figure 28.a is defined as a composition by a service and two 

software units, while the service in Figure 28.b is composed by two services. Both 

styles have their advantages and disadvantages but that discussion is out of the scope 

of this model definition. It should be noted however that the “Service” model allows 

this kind of composition and flexibility when designing services. 

The rules that govern this service composition mechanism are straightforward. Any 

service exposes the capabilities of all its composing software units as its own 

capabilities by default, except for operations which are tied to a specific resource. It 

also exposes all unsatisfied requirements in the same manner. On top of that, it can 

define its own capabilities and requirements. Consequently, we can use the 

capabilities and requirements exposed by the service to create relationships between 

two services or between a service and a software unit. 

Take into account that although it could seem that the natural point of division 

between two services is a containment type relationship, it is not the only possible 

split. For example, if we were to split Service #1 in Figure 28.a into two services by 

making the link between a dependency type relationship, it is unlikely that both of 

those two new services could become coherent and complete systems without the 

dependency. However, it could be possible to define a service containing one of them 

and another one that builds on that definition. In the end it is both a design decision 

and an imposition by the type of relationship between the two resources. 

As services can have their own configuration model attached, a composition of 

services can declare all of them so any modification of the configuration of any of his 

components can be guided. Notwithstanding, it is just a possibility, a design choice. 
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When designing a service composed by multiple ones, the designer may decide 

imposing a specific configuration, which is reflected in a configuration model like the 

one produced by the interactive configuration process, and not expose it so it is not 

visible and thus not configurable. 

The management of parameter configuration requires the definition of two new 

operation types that are strictly linked to services: 

 RecoverConfiguration: This operation must allow the recovery of the runtime 

configuration via the service, through a sensor for example, or through the use 

of a external software unit or service. Although the current state of the 

parameter configuration could be stored, it could have been modified without 

updating the stored configuration (manually, for example). Therefore, instead 

of relying on stored copies it is better to retrieve the runtime configuration the 

service is actually using when making changes or obtaining values for imported 

resources. 

 DeployConfiguration: This operation must allow the deployment of 

configuration sources for the current service. When making changes, the 

deployment of configuration sources is necessary. As the location of each 

configuration source and the behaviour of each application is different (i.e.: 

change runtime parameter through a JMX connection or by stopping the 

application, changing the configuration files and restarting it), this operation 

must be defined on a service basis. 

The definition of these operations is not mandatory, but it is recommended due to the 

benefits they bring to the runtime management of services. 

Lastly, it is convenient for any service that can be accessed remotely to expose a 

“network” type requirement in addition to the interface it will expose to the network 

as a capability, as a requirement of type “service”. This new requirement type will be 

used to establish relationships between network services such as firewalls and load 

balancers that do not necessarily satisfy any other requirement of a service but are 

needed to describe complex application topologies.  

Regarding requirements, requirements of type “hardware” are aggregated by choosing 

the maximum value of the set of values of “hardware” type requirements of the 

software units that compose the service and share a common name. Requirements of 

type “containment” and name “operativeSystem” are also aggregated, but only if there 

is a common value for all software units. If not, the service is not valid as this 

requirement could never be fulfilled. 

6.2.5.3. APPLICATION TOPOLOGY 
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The application level is the upper level of abstraction and defines a special kind of 

service that is composed by the relationships between them. As services can be used 

to describe a wide range of different systems from monolithic applications to 

microservices, I have decided to encapsulate the concept of a distributed application 

under this abstraction. 

It could be tempting to define an application as a directed acyclic graph of services. 

However, this would be an incomplete truth. The problem lies in that there are some 

types of connections that cannot be defined using the relationship template. 

Specifically, two services with no apparent relationship between them can be part of 

the same application and have the restriction of having to be collocated. For example, 

we may want to have a monitoring service in each of the nodes of our application. 

Therefore we need to establish a new intermediate abstraction called Node. 

 

FIGURE 29: NODE MODEL 

A node is a representation of a physical node that is part of our application. It is 

composed by at least one service, although there can be more embedded in a single 

node. The relationships between them, any “dependency” or “containment” 

relationship, are defined inside the same node. In this regards, a node is no different 

from a service that encompasses all of them. However there are some differences that 

make a node different from that. 

The first one is the mandatory inclusion of a service representing the operative system 

that acts as container of all other services. It has been previously stated that resources 

can state containment type requirements regarding the operating system that has to 

host them. Although we could define services that include the operative system, it is 

better to leave the establishment of those relationships to nodes. Operative systems 

and physical nodes are very difficult to split. There are tools like Foreman and 

others[58] that can automate deployment of operative systems, but their approach is 

limited and not always applicable. Thus, we can consider the operative system tied to 

the characteristic of the physical node that is imposed on us. Even though it could be 

changed, it is not easy to do so. 
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The second difference is the inclusion of the “Connection” and “nodeType” 

parameters. Their meaning will be explained later on when other necessary concepts 

have been explained. 

As in the case of service composition, a node has to expose all “service” and “network” 

type capabilities of the services that compose it and all the “service” requirements. 

“hardware” type requirements must be aggregated following the same rule services 

use for its aggregation. “container” type requirements also follow the same rule that in 

service. There is no need to add further particularities to the “Node” definition, at least 

in the logical plane.  

At this point, we could define an application like a directed acyclic graph of nodes. 

However that definition, although it could describe an application, would not exploit 

some of the benefits of the cloud from a management perspective. Specifically, in this 

model there is nothing defined that can make use of or takes into account the 

elasticity provided by using cloud infrastructures.  

In order to take advantage of it, I have included in this model the concept of cluster of 

Apache Brooklyn[52]. A cluster is a controller for a group of identical nodes that makes 

managing the group easier by centralizing aspects of it like the number of nodes, load 

balancing between them and which allows the definition of rule-based policies that 

can automatically govern the runtime lifecycle of the nodes. Figure 30 shows the 

model for this element: 

 

FIGURE 30: CLUSTER MODEL 

A cluster is defined by two nodes. The first one is the “managed node”, which 

represents the type of node which will be replicated to form the cluster and is 

mandatory. The second one is called the “controller node”. This should be a node 

containing a load balancer. It will be in charge of distributing the load between the 

managed nodes. It also serves the function of providing metrics for controlling global 

policies for the whole cluster. However, the use of this controller is optional. There can 

be clusters where there is no need for such an element, like for example a cluster of 
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Apache Hadoop slave machines. However in those cases the cluster won’t be able to 

grow dynamically. 

A “Policy” is an element designed to allow users to define rules to manage the runtime 

behaviour of a cluster automatically. A “Policy” takes the following form: 

 

FIGURE 31: POLICY MODEL 

Policies are defined with a unique identifier and a human-readable name and a 

description to allow reusability of policies across different clusters. The rules are 

defined by setting a series of thresholds over the values gathered from sensors in the 

managed node. Therefore, a threshold is defined by the XPath expression to the sensor 

it is affecting, a mathematical operator (i.e.: “<”, “>”, “=” or any combination of those) 

and a value. The value represents the threshold itself. If the expressions formed by 

concatenating the value of the sensor, the operator and the value of the threshold is 

evaluated as true, that “Threshold” is also evaluated as true. When all “Threshold”s of 

a policy are evaluated to true, then actions take place. 

An “Action” defines a management operation that is executed when all thresholds are 

evaluated to true. That is, it is tied to an “Operation” using an XPath expression. In this 

case, this will typically be an operation belonging to the “Cluster” object. The list of 

actions is executed sequentially. 

Policies represent a powerful tool that allows automation of scalability, but can also 

allow other types of management automation depending on the operations defined 

for the cluster and the nodes inside. There are several operations that are defined by 

default for a cluster and are exclusive to them: 

 scaleUp: Tries to add a copy of the management node to the cluster. The 

operation fails if adding one more node surpasses the “maxSize” parameter or 

if the deployment operation fails. 

 scaleDown: Tries to add a copy of the management node to the cluster. The 

operation fails if removing one more node makes the size of the cluster lower 

than the “minSize” parameter or if the removal operation fails. 
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 increaseMaxSize: Increases the “maxSize” parameter by one. 

 decreaseMaxSize: Decreases the “maxSize” parameter by one. 

 increaseMinSize: Increases the “minSize” parameter by one. 

 decreaseMinSize: Decreases the “minSize” parameter by one. 

 addPolicy: Allows adding a new policy to the cluster. 

 removePolicy: Allows removing a policy from the cluster. 

Apart from those operations, a cluster also exposes typical operations like “deploy”and 

“remove”. An implementation of this model should take into account how the 

controller node needs to react to the scaleUp and scaleDown operations and an engine 

to process policies. 

The parameter “size” indicates the starting size of the cluster. It is also exposed as a 

sensor so the current size of the cluster can be checked at runtime. A cluster also 

exposes all sensors of the nodes composing it. Additionally, the cluster should expose 

sensors of aggregated values for the managed node. For example, we could have a 

node with a web application service in it. We included in the service, and consequently 

in the node, a sensor to expose the number of petitions per minute. The cluster should 

not only show this sensor, but it should show another related to it showing the 

number of petitions per minute per node, the average of the managed nodes sensor 

values.  

Finally, we can define an application as a directed acyclic graph of nodes and clusters. 

Figure 32 shows an example of a typical distributed multi-tier web application. 

 

FIGURE 32: APPLICATION TOPOLOGY EXAMPLE 

In the model above we can see that we need to define a new behaviour for nodes with 

networks services, such as load balancers, firewalls and proxies. For the model to be 

representative of real topologies, those nodes need to be act as capabilities and 

requirement nexus for nodes connected to them. In the example above, the “Firewall 

Node” between the “Web Cluster” and the database nodes needs to carry on 

requirements and capabilities from the three elements connected to it in order to 

satisfy them. 

Therefore, now the meaning of the “Connection” and “nodeType” of the “Node” 

element can be properly explained. “nodeType” is a simple attribute that is used to 

identify nodes that need to follow this particular behaviour. Those nodes are of type 
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“network”. On the other hand, a “Connection” is a type of relationship used in 

“network” type nodes to link imported capabilities and requirements of type “service”. 

This allows representing the role of this kind of nodes in a similar fashion as their 

behaviour in a real topology. 

 

FIGURE 33: CONNECTION MODEL 

Finally, we can then define the model for an application as shown in the next figure: 

 

FIGURE 34: APPLICATION MODEL 

All elements in an application have been explained and work in the same way. The only 

thing left to do is explaining composition rules for applications. By definition, two 

applications sharing common nodes are a single bigger application as they form a 

connected net of nodes and clusters. This is exactly the same limitation imposed on 

the services composing a node. Therefore, composition at this level works exactly as it 

worked on services. 

6.2.6.  THE PACKAGING MANAGEMENT PLANE 

The package management plane is in charge of reflecting the artefacts used for 

deployment operations. The importance of this management plane is that it serves as 

a bridge between the logical and runtime management planes, allowing traceability 

from a running service to the source code that implements the service.  

For example, imagine that we want to modify a software unit but we don’t what 

impact will that change have in our base of code or in the applications we are running. 
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The models explained in chapter 2 are able to track the changes of the source code up 

from the software repositories to the packages or from the packages to the deployed 

services, but there is not a single unified view of the whole process. 

6.2.6.1. PACKAGES 

A package is a representation of a single physical file that can be deployed. It can range 

from a JAR or compressed file to a Cloud Service Archive (CSAR)[42] containing a whole 

application.  

 

FIGURE 35: PACKAGE MODEL 

A package represents a single resource that can be a software unit, a service, a node or 

an application. That doesn’t mean that those resources are limited to a single package. 

As there is a hierarchical structure for these resources, it effectively means that a 

specific software unit could potentially be included in several packages. For example, a 

C software unit could be packaged as a library file, as part of an executable, as part of a 

service (i.e.: inside a tar or zip file), inside a VM or container or inside a CSAR file. 

Although all those packages have a different intention, the software units that are 

deployed with them need to be known in order to be able to calculate the impact of 

changes. 

While the other resources conform to a hierarchical structure, packages do not follow 

this rule. A package doesn’t expose the requirements or capabilities of the resource it 

represents, with the exception of “hardware” and “operativeSystem” type 

requirements. In addition to those, each package type needs to express its own 

dependencies and containment needs, such as specific or supported hypervisors, 

container managers or specific CMTs which can be used to deploy the package. 

Regarding that last one, all packages need to expose a “deploy” operation. 

The reason for such a limited range of capabilities and requirements is that packages 

should only be used to deploy software, nothing more. We still have to track how each 

runtime resource was deployed to know if modifications to those packages could 

affect how future management operations are carried out in that environment, for 

example future deployments or removals. However, there lies the only value of 
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packages. Design should be registered in the logic plane and runtime management 

should be performed over the capabilities and requirements that runtime resource 

inherit from their logic counterparts. Therefore, we can map the plane between the 

other two planes as follows: 

 

FIGURE 36: RELATIONSHIP BETWEEN THE THREE PLANES 

Effectively, this makes the packaging plane just an extension of the logical plane 

focused around a specific operation, deployments, which might be deemed 

unnecessary. However, the existence of a diverse range of possibilities for packaging 

and deploying a single resource introduces a series of questions that should be 

addressed. 

6.2.6.2. A DESIGN PROBLEM AND ITS IMPLICATIONS 

VMs, and containers to a lesser degree, bring a new design and management problem 

to configuration management that has several ramifications that must be studied. The 

problem is related to the level of pre-configured items that must be packaged in a VM. 

Take the example presented in Figure 28. If we were to encapsulate that service in a 

node and convert it to a package, such as a VM, we could package the whole node in a 

single VM. This is called a heavily baked image[59]. On the other hand, the image could 

contain only some of the necessary software and deploy the remaining software after 

being launched. This is referred to as lightly baked images. 

Both approaches have advantages and disadvantages and cases in which one of them 

is preferable to the other. It is out of the scope of this work to continue the discussion 

in this matter. However, it should be noted that this is a design problem that impacts 

deployments and runtime management in general.  

The implication of this problem is that given a node or application, its deployment can 

take several forms and can be done either in a single deployment or be split into 

smaller deployments of different packages whose deployment results in the desired 

runtime configuration. Therefore, any implementation of this model must provide a 

reasoning module that can calculate optimal deployments that take into account the 

requirements of each package, which of them can be deployed to a target 

environment, and the order in which they can take place. This goes beyond the scope 

of the thesis, but it is an interesting line to pursue in future research efforts. 
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It should be noted then that the “deployment” operations of any logical resource that 

is not a package should be taken care of by an implementation of this model, which 

has to analyse the previous mentioned problems, and that the same operation 

referred to a package must point to scripts or processes that can do the actual 

deployment. 

6.2.7.  THE RUNTIME MANAGEMENT PLANE 

The runtime management plane is a representation of the artefacts that are actually 

running inside one or more environments. It is mostly a mirror of the logical plane with 

added parameters and values extracted from the environment; however it has several 

particularities that must be explored. 

6.2.7.1. LOCATIONS 

A location is a representation of a runtime environment. It might have a direct 

connection with a physical artefact such as a cloud controller or might be an abstract 

concept, like in the case of a Bring Your Own Nodes (BYON) environment where the 

user specifies a series of fixed nodes. Any model that tries to represent that concept 

must take this aspect into account.  

 

FIGURE 37: LOCATION MODEL 

A location is defined by its type. There are several types of location depending on its 

characteristics. A location of type “BYON” has a set of fixed runtime nodes associated 

with a series of “hardware” type capabilities each one that cannot be changed easily. 

Nodes can neither be added nor removed by using management operations; they have 

to be manually controlled. This location type represents environments in which the 

number of runtime nodes and its characteristics are imposed on the user. Not 

necessarily an environment composed only by physical nodes. It could be also a cloud 

environment where the user was assigned a number of virtual nodes or a combination 

of both. The main characteristic of this type is that no new nodes can be added with 

the same ease as in a cloud environment. 

The other type is an “elastic” location. These locations are characterized by the 

location, or more accurately the platform it represents, has a pool of resources to 

distribute on demand. This includes cloud of any type, IaaS or PaaS and container-

based clouds. Locations of this type need to expose a “hardware” capability with the 
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name “elastic” and the value “container” or “vm” to indicate which kind of nodes the 

location supports. They must also expose two new operations: 

 addNode: This operation allows adding new runtime nodes to the location and 

must point to the platform’s API for deploying new nodes. The details of this 

operation depend upon the platform that supports it. 

 removeNode: This operation allows the removal of specific runtime nodes and 

must point to the platform’s API for removing nodes. The details of this 

operation depend upon the platform that supports it. 

Additionally, it should also expose platform specific operations to let a user know 

which ones are available. 

Locations also act as store for management models adapted to that specific location. 

Whenever a new service with a configuration model attached is deployed, its model is 

included into the location and updated whenever new configurations for that service 

are deployed. The reason for this is that often the location model of an environment 

will be the only stable element. There is no reason to establish a connection between 

the configuration models and the services they represents as the models have the 

information explicitly reflected. 

Defining locations like this has several non-obvious advantages. The main one is that 

we can divide single physical locations, the actual physical machines, into various 

managed locations, allowing us to define regions inside our infrastructure for different 

uses. Additionally, this also allows the separation of infrastructure management and 

application management. Infrastructure management can be defined as one “BYON” 

location composed of physical nodes containing a cloud platform (i.e.: Kubernettes or 

OpenStack). The cloud platform itself can be then defined as another location of type 

“elastic” with its own independent management. Access restrictions could be added to 

an implementation of the model to limit who can manage each location.  

Another advantage is that it also allows including external infrastructures as locations 

(i.e.: a public cloud) as long as we can perform basic operations such as adding a new 

node, which makes easier to manage our applications deployed there, or even 

deployed across multiple locations. 

6.2.7.2. MANAGEMENT PLATFORM 

Supporting deployments of a single application across multiple locations or even 

supporting managing different locations requires an additional abstraction: the 

management platform. 
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FIGURE 38: MANAGEMENT PLATFORM MODEL 

The management platform represents the current implementation of the management 

model that is used to control the physical artefacts. It serves as a way of mapping the 

runtime information. The model can be traversed not only by accessing each location 

and exploring its nodes, by but also exploring applications being managed. 

Additionally, it allows the establishment of cross-location applications. 

At this point it should be easy to explain why runtime nodes are tied directly to 

locations in addition to runtime applications. As there are environment with a fixed 

amount of nodes, they don’t need to be tied to an application to exist. The nodes can 

be used in applications deployed on the location, but they simply exist with no regards 

to the existence of an application.  

Additionally, a runtime node has to be tied both to the location and to applications 

that use it even if we are dealing with an “elastic” location to allow sharing nodes 

between applications. By removing part of the ownership of nodes from applications, 

we allow this kind of sharing. A 

All of this is also applicable to runtime clusters, as they follow the same logic as nodes. 

Both of those elements have a physical meaning in spite of belonging to one or more 

applications, which is not the case for their logical counterparts, and therefore have to 

model them as both part of applications and as their own independent entities. 

The concept of a management platform only makes sense in the runtime plane, as it is 

not something that can be managed, and contains runtime information. 

6.2.7.3. RUNTIME RESOURCES 

Resources in the logical plane are mirrored into the runtime plane. The duplication of 

logical resources into runtime resources does not produce identical copycats in all 

cases however. Not only runtime resources have to add the “representation_skew” 

parameter, but depending on the type of resource they will need to include other new 

parameters. 
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Barring the already mentioned differences between runtime and logical nodes, 

runtime resources require further modification. The operations and sensors of the 

nodes will need to change slightly. The “URI” parameter of a sensor should be changed 

to point to the URI of the artefact that provides the value (i.e.: the IP and port where 

the monitoring server publishes the data). The “value” attribute of sensors should 

show the current measurement of that sensor. Additionally, nodes in particular will 

have to publish their IP as a new sensor. 

Regarding operations, their “URI” should also be translated to point to an existing 

service inside the environment which can perform the operations if the deployed 

resource cannot do it by itself.  

Runtime services do not have a configuration model attached. The reason for this has 

been already explained previously. All other logical resources can be directly translated 

to a runtime resource in a one-to-many equivalence, including not only software units, 

services, nodes and applications but also relationships of any kind. 

6.3.  ROLE IN THE INTERACTIVE CONFIGURATION PROCESS 

With the management model completely defined, we can explain how it can be used 

to enhance the use of the configuration model. The use is quite immediate as all 

exported and imported resources have a direct correspondence with a requirement or 

capability and therefore will be solved at runtime.  

Another aspect the interactive configuration process can take advantage of is the 

access to the “RecoverConfiguration” and “DeployConfiguration” operations of services 

and runtime services. The former simplifies the recovery of runtime information from 

the service being configured as well as from related services just by following 

relationships established. This satisfies all requirements derived from the Validation 

and Configuration phases of the process. Additionally, imported and exported 

resources’ scope is directly translated to relationships of different types as indicated by 

the following table: 

Scope Relationship Type 

Container 
Contained 

Containment 

Node 
Dependency 

Services in the same node 

External Connection 
TABLE 4: EQUIVALENCE BETWEEN CONFIGURATION SCOPES AND RELATIONSHIP TYPES 

The “DeployConfiguration” operation directly applies to the Deployment phase by 

allowing a method for the distribution of the configuration sources produced by the 

process. 
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The Validation and Configuration phase also make use of the possibility of assigning 

configuration models to specific locations, which are retrieved and used for configuring 

applications in those environments in spite of a default or generic configuration model 

existing. The only operation needed is establishing a priority rule to recover that model 

instead of the generic one. 

Finally, all of the previously mentioned modifications can be applied independently of 

the package used for deploying the applications. If the service we want to configure 

was deployed inside a VM, all its relationships with external services and other services 

inside the VM are known and those connections can be exploited for configuring the 

service and adapting it to the environment where it was deployed. 
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7. REFERENCE ARCHITECTURE 

The previous chapters have presented a model that can store user preferences for the 

configuration of an application. This model can be manually defined or automatically 

extracted from a set of existing configurations. Additionally, the model can evolve over 

time with the creation of new configurations and can be used to produce them and 

guide a user during the configuration process. 

The objective of this chapter is to propose a base reference architecture for the two 

processes previously defined, the extraction of the configuration model and the 

interactive configuration process. On one hand, I present the architecture of a tool 

that can mine configuration data from XML type configuration sources, including 

relationships of any type. The second piece of software I will present constitutes a 

configuration platform that implements the interactive configuration process and 

provides assistance to the user. 

7.1.  MINING PROCESS 

There are two clearly defined parts in the mining process. On one hand there is an 

individual part in which each instance of a configuration source is adapted and merged 

and the resulting model is analysed to extract relationships. The second part consists in 

the integration of the models from the previous part to calculate cross-source 

relationships and produce the final model. With this in mind, we could define the 

general concept for a tool that implemented the process like this: 

 

FIGURE 39: HIGH LEVEL CONCEPT DESIGN 

There some notable difference between the proposed mining process and this design. 

The Adaptation and Merge phases are represented and there is a new operation called 

integration, but none of the other phases of the process are indicated. That is because 

the proposed architecture has been designed with extensibility in mind. While the 

Adaptation and Merge phases and the new integration phase present relatively simple 
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algorithms that could be stated as stable for any configuration process because they 

prepare the input files for processing, relationship mining is more complex and is 

performed over the configuration model together with other operations that can also 

be performed on it such as the reduction phases. 

Therefore, I decided that any operation that could be done over the merged 

configuration model is defined as a processor. What processors are executed in each 

run and in which order are both configuration parameters that can be defined before 

running the application. This eases iterative testing on the order of the processors, 

testing of isolated processor behaviour and allows the inclusion of new ones in the 

process. 

A processor can be defined as an idempotent function that accepts an XML document 

as input and returns another XML document as a result. Figure 40 shows the class 

diagram for the Processor interface that allows the extension point previously 

mentioned. It is easy to see how the reduction and relationship mining phases can be 

implemented as instances of this interface. However, it should be taken into account 

that while processors for the individual phase and the ones applied to the 

configuration model can be both roughly defined as processors, they differ in the type 

of input document they accept and they should be split into two categories to avoid 

confusion. IndividualProcessor’s are applied over adapted XML documents. 

ModelProcessor’s on the other hand can only be applied over a XML document 

containing an instance of the configuration model. 

 

FIGURE 40: PROCESSOR CLASS DIAGRAM 

Another detail that can be deduced from the concept design is that the main 

information model for a tool that implements this process is XML Documents which 

are manipulated continually. No other objects are needed from one phase of the 

process to another as all of the necessary data is already included in the model 

With the previous information in mind, we can define the sequence of actions that the 

proposed architecture will follow. It will also showcase the necessary classes that 

compose the architecture. 

+ process (input : XMLDocument) :  
ouput XMLDocument

<< interface >>
Processor

<< interface >>
IndividualProcessor

<< interface >>
ModelProcessor
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FIGURE 41: SEQUENCE DIAGRAM OF THE MINING PROCESS 

The Orchestrator is the main class of this architecture. It is in charge of starting the 

mining process and invoking each of the other classes when their turn to act arrives. 

The Orchestrator must receive as input a set of configuration instances. The easiest 

way of implementing this input is by pointing the Orchestrator to a directory 

containing all of them, with every subdirectory of this one representing a particular 

instance. The Orchestrator must explore each of those instances looking for files. For 

each file, it has to start the individual part of the process by looking for files with the 

same name in other instances and sending the collection of files to the Adapter. 

The Adapter is a class that implements the Adaptation phase. Apart from 

implementing the algorithm defined in chapter 4, we must define how configuration 

aspects will be extracted. A simple way of doing it is using the name of the directories 

representing instances of the configuration set. Each name should comply with the 

following format: “<aspect>_<aspect>_..._<aspect>”. The name of the configuration 

aspect is the name of the directory, while the aspects associated with that 

configuration are obtained by splitting the directory name using the underscore 

character as the marker. At the end of the execution of this class the result is a 

collection of XML documents in the format indicated by the configuration model.  

Then, the Orchestrator will call the Merger class with the collection of XML documents 

that will use the merger algorithm to join all the documents in a single one. This 

document can then be sent to whatever individual processors have been configured in 

the order they were configured. Although this part of the sequence is intentionally 

undefined to allow experimentation and the integration of new processors, Figure 42 

shows the implementations of the IndividualProcessor interface and the order in which 
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they have to be executed to reflect exactly the process defined in chapter 4, each of 

them being a direct implementation of the corresponding algorithm. 

 

FIGURE 42: INDIVIDUAL PROCESSOR IMPLEMENTATIONS AND ORDER 

Once the individual loop has been performed for all unique files, the Integrator class 

takes the resulting XML documents and integrates them to produce the configuration 

model for that application. As the name and version of the application need to be 

known and written in the configuration model, a similar naming format to the one 

defined for the Adapter needs to be specified for the parent directory of all 

configuration instances. That directory should be named using the format 

“<appId>_<version>” to allow the mining of this information. 

The final step is the execution of all model processors defined. As in the case of 

individual processors, this section of the sequence is intentionally undefined. However, 

Figure 43 shows the implementations needed to correspond with the mining process 

and their order. 

 

FIGURE 43: MODEL PROCESSOR IMPLEMENTATIONS AND ORDER 

Finally, it should be noted that there is an open source Java implementation of this 

architecture called the Metamodel Creation Tool (MCT) and that is available at the 

Center for Open Middleware’s GitHub repository1. The implementation follows this 

general architecture but there are some differences with the reference architecture 

described here. First, the process is divided into two parts. The MCT covers the 

individual part of the process but does not generate the configuration model, just the 

                                                      
1
 https://github.com/centeropenmiddleware/mct 
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merged files for each configuration file with the intra-source relationships. Cross-

source relationships are calculated using an independent module based on Apache 

Hadoop v1[60]. Also, the implemented processors are previous versions of the ones 

defined in the mining process. Finally, it should be stated that the tool is deigned to 

processes XML files only. 

7.2.  INTERACTIVE CONFIGURATION PROCESS 

Chapter 5 offers the description of the interactive configuration process including the 

data model passed from one phase to the next. That data model (i.e.: the 

ConfigurationProcess and Objective objects) can directly be translated to the reference 

architecture and won’t be repeated here. 

For the architecture of the rest of the system we have to reflect on the idea behind the 

process. The most imposing phase in the entire process regarding architecture is the 

User Interaction phase. The inclusion of this phase imposes that the system must 

operate as a Graphical User Interface (GUI). However, the process can also be 

completed in an automatic mode that doesn’t need any user interaction. Therefore, it 

is necessary to separate the GUI part from the logic of the system, effectively splitting 

the system in two. 

7.2.1.  LOGIC LAYER 

Ulysses analyzer is divided into several modules. Each module is implemented as one 

or more Maven separated projects, joined together via a parent POM (stored at 

ConfigurationAnalyzerPOM project) and the respective Maven dependencies. 

There is a main module and several auxiliary modules to perform each analysis task. 

There is also a launcher module, which calls the main module in the appropriate way 

to start an example analysis from the command line. 

At the following subsections, we are going to describe each module. 
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FIGURE 44: LOGIC LAYER CLASS DIAGRAM 

7.2.2.  GUI 

The GUI for this process should allow editing any type of configuration source, showing 

suggestions to the user and automatic writing. It should also be able to integrate with 

the logic layer. Defining the architecture for a text editor that could allow such variety 

of actions is beyond the scope of this work, as there are many existing text editors 

such as Notepad++[61] and ACE[62] that could be modified for this process and the 

architecture would depend on the editor selected.  

Instead, it is more practical to establish the views and workflow a user of the tool 

would follow. This way, implementations of this reference architecture can select any 

technology and the proposed architecture remains agnostic of it. Figure 45 shows the 

proposed workflow. 

The interface is divided into four different views. The first one is the “Reading View”. 

This view allows the user to navigate the configuration set, selecting which 

configuration source to check and showing him the content of that source. 

Additionally, it also allows viewing the suggestions for the current configuration. The 

goal of this view is simply to show information and no modification can be effected on 

it. This split simplifies detecting a “Selection” and making suggestions based on what is 

being edited at the moment.  
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The “Edit view” is the second main view as it allows edition of specific elements such as 

configuration aspects, configuration sources and configuration features. Entering this 

view means that the user chose to edit a specific element and thus it is easy to 

determine what suggestions are applicable. 

The last two views are related to suggestions. There are three possible options 

applicable to a suggestion. It can be discarded, accepted or manual edition of the 

suggested element, remember that structural errors and weak constraints are also 

converted to suggestions, is allowed, which brings the user to the “Edit view”. 

 

FIGURE 45: USER WORKFLOW 

The workflow also presents three types of input events to navigate the configuration 

set. First, mouse clicks over certain sections are denoted as a “click event”. “Button 

event”s are the result of a mouse click over a button in the interface. “Dialog box 

event”s imply a choice in a dialog box. 
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7.2.3.  REFERENCE IMPLEMENTATIONS 

As in the case of the mining process, there is an open source implementation of both 

of the systems described available.  

The logic layer implementation is called the Ulysses Analyzer 2 . It is a Java 

implementation of the reference architecture for the configuration of XML 

configuration sources. It includes extensions for using Puppet as the configuration 

manager and the reference implementation of the GUI as the presentation layer. The 

reasoner extension however is a very simple probabilistic reasoner that only takes into 

account previous choices beyond the part of the hierarchical structure over the most 

complex ones indicated in the description of the process. 

The GUI implementation is called the Orion Editor3. It is a JavaScript text editor based 

on the ACE Editor and incorporates all the views defined in the workflow and has 

support for suggestions. The only caveat is that it is limited to the edition of XML 

configuration sources. 

                                                      
2
 https://github.com/centeropenmiddleware/ulysses-analyzer 

3
 https://github.com/centeropenmiddleware/OrionEditor 



8. Validation 

136 
 

8. VALIDATION 

The purpose of this chapter is to present the experiments that have been carried out 

to validate the feasibility of the proposed configuration model, both the mining 

process and the interactive configuration process. The tests described here were 

performed using the open source implementations described in the previous chapter 

and thus do not validate the current version of both processes. However, they serve 

the purpose of validating the general approach. 

One thing that should be taken into account is that validating these contributions is a 

difficult task. Most of the weight of the configuration model is carried out by easing 

the configuration process. This easiness is difficult to measure and there was no access 

to experts and applications that could provide a more robust validation. 

Notwithstanding, the prototype implementations were developed within the 

boundaries of an industrial project and validated through the adoption of the 

proposed solutions by the industrial partner. 

8.1.  VALIDATION CONTEXT 

I stated in section 1.1. that the main objective of this work was identified over the 

development of the COM-L3-P1 project, also known as the “Autoconfonfiguración de 

BKS” project (2012-2015). This project aimed to reduce the time invested in 

configuring the parameters of a legacy system called BankSphere (BKS) used by the 

Santander Group. The validation of the proposed contributions is the application of the 

techniques described to this specific problem and thus, the problem itself should be 

described and characterized to understand the constraints imposed upon the 

validation of the work done. Additionally, it also serves as validation that it is a real 

problem that can arise in an industrial environment. As the configuration information 

of BKS can contain sensible information, the data has been anonymized. 

Banco Santander appears as the 10th largest financial bank in the world in the last 

FORBES Global 2000 list [63]. There are many factors involved in this success, but if we 

analyse the bank's history[64] we can see a clear and aggressive acquisition strategy, 

especially in recent years, which has allowed the bank to grow beyond the borders of 

its original country and expand into North and South America, Europe and Asia. The 

secret of this growth is not only the know-how of their 
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financial experts and leadership, but the information systems supporting the whole 

organization that has allowed a quick adoption of each new acquisition. In particular, 

the BKS software platform. 

The BKS software is a management platform for banking services created by the 

Spanish company ISBAN, a member of Santander Group, owner of the bank. Delivered 

in 2003 to ISBANs main customer Banco Santander, from that date on the platform has 

been the core of the IT infrastructure and services for the different banks which Grupo 

Santander operates throughout the world. 

It is a complex piece of software. One of its goals is to abstract developers from 

knowing the intricacies of invoking banking services such as accessing clients' data, 

security-related issues or managing the different communication channels which a 

client can use to perform banking operations. These functionalities are made available 

through services, the functional package of BKS, exposed by the platform. 

According to Group Santander personnel, there are more than one thousand 

applications running over a typical BKS runtime platform at any given time, which in 

itself is deployed over an IBM's WebSphere Application Server (WAS), supporting a 

wide range of operations such as loans or mortgages. Each new financial operation 

must be supported by BKS by creating new applications that can either provide the 

new functionality itself or combine existing applications following the Service Oriented 

Architecture (SOA) paradigm[57], with BKS acting as the main communication channel 

between applications.  

BKS can cover all of each individual bank's necessities. However, in spite of its 

flexibility, it is not as simple as deploying a new instance of the platform with the right 

applications. BKS must be adapted to suit the needs of each application deployed onto 

it. The services used by the application must be also configured. Even other aspects 

common to all applications deployed in that environment such as the authentication 

processes, languages supported or even the look and feel are also managed by the BKS 

platform. And there is always the risk that some applications or configuration choices 

are incompatible with each other. For example, a BKS platform configured to support 

phone banking can’t be used for internet banking as the security processes and 

communications channels are different from those used in phone banking.  

Hence the problem. Any of Santander Group's banks has several instances of the BKS 

platform running to support its services. A typical instance can contain more than sixty 

XML configuration files with a varying amount of configuration choices per file. Every 

time a new application needs to be deployed, a team of system administrators needs 

to manually edit those files and deploy the application onto the platform. These teams 

have no connection with the development team or the Quality Assurance (QA) 

engineers that test BKS applications. Hence, their knowledge regarding how to 
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configure BKS to adapt it to each specific application and environment is often quite 

low. This configuration process usually requires several e-mails between the different 

actors involved in the application life cycle to learn how to correctly configure the 

platform so that the application can work as intended or how to solve incompatibility 

problems not detected during the QA phase. Furthermore, as the task is performed 

through rough editing of XML files, there can be failures such as duplicated entries, 

wrong syntax and or the use of wrong values, due to the human factor. All in all, the 

deployment of a new application results in a high resource consuming process that can 

take a not foreseeable amount of time. 

To try to alleviate some of these problems, Group Santander created Sirius, a web 

application that can read the set of configuration files belonging to a single BKS 

deployment and allow the operator to edit its values, allowing the program to take 

care of syntax and duplicated entries, effectively removing most of the mistakes 

produced by copy-pasting from e-mails or other configurations. However, one of the 

main problems still remains: configuring a BKS deployment is complex and there is no 

help as to how to configure each parameter beyond communication between different 

groups, which can take a long time. Therefore, the Sirius development team 

approached the research group of the candidate with this problem, which can be 

stated as follows: "Configuring a new instance of the BKS platform, which is usually 

host to a set of working banking applications, is made in a pure manual way, without 

automated help or guidelines for selection of configuration parameters, thus resulting 

in an error-prone and slow process".  

After researching runtime parameter configuration, I could corroborate that there is 

no significant body of work related to this problem. This has already been reflected on 

chapter 1 and the objectives described in chapter 3. However, there are some 

restrictions to that problem statement that should be taken into account and that 

differentiate the general objectives of this thesis from the objectives of the project and 

can be directly applied to the validation of the proposed contributions.  

First of all, due to the nature of Group Santander organization and to conflicting 

schedules, I only had access to the Sirius development team and only on a monthly 

basis. This meant that knowledge regarding BKS was mostly limited to this team's 

perspective and doubts regarding the BKS platform or the configuration process could 

only be solved once a month. Obviously, this experience is very valuable, but it doesn't 

encompass the whole platform as it is limited to the configuration process and not to 

the inner workings of the BKS platform or its deployment. It was often the case that 

the Sirius team had to reach to other BKS experts to solve some questions in that 

regard. Hence, it is important to point out that I never had direct access to domain 

experts that could completely validate the configuration model mined for BKS. 



8. Validation 

139 
 

Another aspect of this issue is that I didn't have access to the BKS platform, neither 

source code nor a deployed BKS, or documentation. The only data available were 66 

sets of configuration files used by QA engineers, which I will refer to as configuration 

instances from now on, and the Sirius application, including source code and a running 

instance. This meant that although the configuration process could be directly applied 

to the creation of a configuration for the BKS platform, there was no possibility of 

checking if the configuration was accepted by the platform. 

Finally, the last limitation also concerned field testing of the proposed solution and it is 

also a consequence of enterprise security measures. Any solution provided had to be 

adopted first by the Sirius team and then deployed in QA and production 

environments. However, I had no access to those environments or any data produced 

by running tests there, and the Sirius team could not share those results either. 

As a last note, it could be argued that validation of the proposed contributions should 

have gone their own way to avoid the restrictions described above. However, that 

thinking does not take into account the difficulty of having access to a set of 

configuration instances used in a real environment. Configuration instances are a by-

product of daily operations which are usually not available to the public. Optionally, I 

could have selected an application and created configurations for it. The problem with 

that approach is that I would not be a domain expert for that application, or at least 

with not as much knowledge as a system administrator that manages the application 

on a daily basis, and therefore could not validate the configuration or model or create 

configurations like the ones used in real production environments. 

All in all, the chance offered by the available data in this project is the best course of 

action to validate the contributions, even in spite of the restrictions applied to the 

validation process. 

8.2.  INITIAL DATA 

Having explained the restrictions imposed on the validation of the proposed 

contributions, we should now characterize the data available for validation. 66 

configuration instances of BKS were received, each labelled with a name containing a 

prefix and a suffix split by an underscore character. The prefix indicates the entity to 

which the configuration belongs. That is, a bank. The suffix indicates what environment 

the configuration is tailored for. For example, a configuration labelled 

SANTADER_INTERNET indicates that it is configuring BKS to support internet banking 

for the spanish bank Banco de Santander.  

In the data, there are 25 different entities and 28 environments, averaging 2.75 

different environments per entity. It is very important to understand that the label is 

the only information received, beyond the configuration files themselves, regarding 

the use of that particular BKS instance. No data indicating what services were 
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configured or what applications were deployed onto the platform was attached to the 

configurations. 

Inside any configuration instance there is a set of XML files, which I will refer to as 

configuration files from now on. These files are classified into two directories. The first 

directory contains configuration files regarding the inner workings of the platform 

itself and manages logging configuration and some other functions. The second 

directory contains configuration files that manage the services exposed by the BKS 

platform to the applications running on top.  

Not all services need to be configured for the platform to run. In fact, only those that 

the applications will need are configured. It would be tempting to associate each 

configuration file in this second directory to a single BKS service. However, that is not 

always the case. From my meetings with the Sirius team it was obvious that some 

services can extract their configuration from several configuration files and even that 

services can share configuration parameters inside one of the files. Therefore, no 

assumption regarding which BKS services are configured can be made based on the 

existence of these files. 

There are a total of 4597 files in the dataset and the number of files per configuration 

varies from a one to another. Figure 46 shows the distribution of configurations by the 

number of files each one contains. It can be seen that the bulk of configurations 

contain 65 or 66 files, while the remaining ones vary from 64 to 80. This variance 

indicates that the existence or not of a certain configuration file is in fact a 

configuration choice. As per the definition of a configuration source, it should be 

deduced that those files are instances of different configuration sources. 

 

FIGURE 46: HISTOGRAM OF NUMBER OF CONFIGURATION PER NUMBER OF FILES PER CONFIGURATION 

The configuration files are defined using a schema-less XML format. Figure 47 shows 

an anonymized excerpt from one of the files as example.  
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FIGURE 47: EXCERPT FROM ONE OF THE BKS CONFIGURATION FILES 

In order to complete the characterization of the configuration files we should take a 

look at the complexity of the files. There are several ways of characterizing complexity 

in a XML document[65] [66], but I have decided to use the one described in [67] for its 

balance between simplicity and richness describing the documents and because it 

doesn’t involve using a XSD or DTD to calculate complexity, which are not available. 

[67] describes three measures to determine complexity. The first one is size, which is 

the size in bytes of the serialization of the document. The only data offered by this 

measure is the classification of the corpus of documents between small, medium and 

large files. Figure 48 shows the distribution of files per size. The classification described 

in [67] establishes small files with a size of less than 1KB, medium files with less than 

10KB and large files with more than 10KB. The mean size is 8.5KB with a standard 

deviation of 18550,121. As we can see in the graph, most of the files in the data are 

either medium of small sized. However, there is a significant amount of files (20.75%) 

that surpass the 10KB barrier. 

 

FIGURE 48: HISTOGRAM OF NUMBER OF FILES PER SIZE 

The second measurement is information density. It is the ratio of information 

contained in the document versus the total amount of data. Mathematically, it can be 

defined like this: 
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𝒊𝒏𝒇𝒐𝒓𝒎𝒂𝒕𝒊𝒐𝒏 𝒅𝒆𝒏𝒔𝒊𝒕𝒚 =  
∑𝒔𝒊𝒛𝒆(𝒗𝒂𝒍𝒖𝒆𝒔)+ ∑𝒔𝒊𝒛𝒆(𝒂𝒕𝒕𝒓𝒊𝒃𝒖𝒕𝒆𝒔)

𝒔𝒊𝒛𝒆(𝒅𝒐𝒄𝒖𝒎𝒆𝒏𝒕)
 ( 27 ) 

A low information density means that the document contains mainly structural 

information (i.e.: XML elements) while a high value means that the document contains 

mainly actual contents. The boundary between low information density and high 

information density is 0.33. That means that a document is considered as having a low 

information density is the actual content is less than a third of the document. The 

information density mean for the data is 0.35 and the standard deviation is 0.13. 

Figure 49 shows the distribution of files between low and high information density. 

Most of the documents, 98.67%, in the corpus have a high information density. 

 

FIGURE 49: HISTOGRAM OF NUMBER OF FILES PER INFORMATION DENSITY 

The final measurement is called structure regularity and gives information about the 

variability of the structural elements of the documents. Structure regularity is 

computed as one minus the ratio of the total number of distinct elements over the 

total number of elements in the XML document: 

𝒔𝒕𝒓𝒖𝒄𝒕𝒖𝒓𝒆 𝒓𝒆𝒈𝒖𝒍𝒂𝒓𝒊𝒕𝒚 = 𝟏 − 
|𝒅𝒐𝒄𝒖𝒎𝒆𝒏𝒕.𝒅𝒊𝒔𝒕𝒊𝒏𝒄𝒕𝑬𝒍𝒆𝒎𝒆𝒏𝒕𝒔|

|𝒅𝒐𝒄𝒖𝒎𝒆𝒏𝒕.𝒆𝒍𝒆𝒎𝒆𝒏𝒕𝒔|
 ( 28 ) 

A regular document, structure regularity greater than 0.9, indicates that the document 

is composed by mostly common structures composed by the same elements, while an 

irregular document indicates the continuous introduction of new elements to the 

document. The average structural regularity of the corpus is 0.52 with a standard 

deviation of 0.33. Figure 50 shows the distribution of files according to structure 

regularity. Most of the files, 83.35%, are quite regular. 

 

FIGURE 50: HISTOGRAM OF NUMBER OF FILES PER STRUCTURE REGULARITY 

In conclusion, the most common file can be characterized as a medium sized regular 

high information density document. 
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8.3.  MINING PROCESS VALIDATION 

I applied the MCT software described in the previous chapter to the input data in order 

to obtain the models for each configuration source and the cross-source relationships. 

This section will discuss the resulting model. 

First of all, the tool discovered 103 different configuration sources. Of those 103, 64 of 

them were defined as common. This means that most configurations are very similar 

between them at least at the level of configuration sources. Please note that this 

information doesn't mean that the configurations are identical, as the contents of 

those files can be different and even the services being configured as we stated 

previously. It is also interesting to note that 2 of the configuration instances only 

contain instances of common configuration sources. 

After taking a look at the files produced by the tool, we need to take a look at the 

contents of each specific configuration source.  
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9. CONCLUSIONS AND FUTURE WORK 

In this chapter I will resume the main contributions of this work and plan future lines 

of research based on them. 

9.1.  CONCLUSIONS 

I will resume the conclusions by comparing how the contributions support the 

objectives defined in the objectives section. 

 Defining a parameter configuration model that can contain useful metadata 

that can help 

The configuration model presented is able to store preferences based on the 

application use and use those preferences to guide the parameter configuration of the 

application, as defined by the interactive configuration process. Little or no work has 

been done in these areas. 

 Defining an application management model  

The service management model defined can manage the configuration information 

and complex distributed architectures that are deployed on cloud computing. 

 Define an algorithm/process to adapt applications to their target environments 

This objective is satisfied by the model and the process at least as well as I dare to do 

it. 

9.2.  FUTURE WORK 

There are several lines of work related with the different contributions proposed. 

 Configuration model 

Type inference should be a thing. Improving structural validation improves the model 

as a whole. Other possible areas to focus are semantical analysis of values to improve 

imported resource identification. 

 Configuration process 

Reasoners could be improved and new methods that do not need to split the data into 

several subsets could be adapted. User interface is another area of improvement. 

Automatic capabilities too, but I am not sure how to improve this aspect. 
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 Service management 

Provide a repository that works based on the model. Improve the autonomic 

capabilities of the applications. Study policies effects. Improve cross-cloud 

capabilities…
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