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Abstract

Automatic gender classification has gain popularity particularly with the increasing
amount of social platforms and social media providers. Also, recently has been noted
an increase use of CNNs to solve different classification tasks, one of which is gender
recognition. Training and testing a CNN often involves a large amount of time and the
classification results are not consistent across databases. In this work I use a pre-trained
CNN with one data set, retrain it in order to obtain similar result when classifying another
data set with much less effort involve in training. I evaluate the method using the Image
of Group data set with a CNN trained with Adience data set.
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Chapter 1

Introduction

The proverbial saying an image is worth a thousand words underlines the importance
of the visual information in our world. A multitude of tasks carried out by us involves
tremendous visual processing. The importance of understanding and replicating human
visual processing capabilities, to certain extent, has increased during the years at the
same tempo as advances in, mainly, electronics, neurophysiology, cognitive psychology
or robotics have been increased.

With the increase digital interaction between people, the computer application, online
content providers, entertainment industry have become more aware of the necessity of
extracting as much information from the user in an online manner without disturbing the
user activity. Part of this information is the gender which can be used in multiple areas.
Therefore I will focus my attention in adapting previous work and recognize gender from
unconstrained data set of images.

Gender recognition has its applicability in the area of behavioral biometrics (Sarkar,
2005), which considers the human behavior a cue for identifying humans and their physical
attributes without the direct cooperation from them, or security and surveillance where
along with human actions the gender plays an important role in estimating the aggressiveness
of future actions in a scene (Stauffer, 2000; Hu, 2004). Social media applications, search
engines, the grow of gadgets provide an endless source of information in which gender
plays an important role when providing personalized content back to the user (Rui, 1999).
Smart environments are another area of applicability where predictive and decison-making
capabilities of the system take in account the gender of the people interacting with it.
Finally, human-computer interactivity (Pentland, 2000) has an enormous gain from gender
and emotion recognition in its objective to provide better responses and better interfaces
for computer applications.
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FIGURE 1.1: Extracting biometrics for people passing through the scene
(Sarkar, 2005)

FIGURE 1.2: General image retrieval system architecture. Involves
extracting available visual attributes.(Rui,1999)
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Classical approaches to gender classification problem include feature extraction, feature
description and the classification. At first, the experiments were done on small data set
(Philips, 2000), and the classification accuracy obtain were around 93%. But considering
the controlled imagery that comprises the aforementioned data set the results are far
from surprising. Applying the same methods to another data set (Gallangher, 2009),
unconstrained imagery, has resulted in 23% drop in accuracy proving that knowledge
model transfer is rather limited by the quantity and quality of the samples in the training
data set. Furthermore the image quality has a direct impact over the set of features taken
into account by the classifier, regardless the quality of feature detector. Even so, good
results (81%) have been obtained (Ma, 2014) by using three detectors: SIFT, FAST
and MSER compensating for differences in illumination, rotation, positions, and face
alignment. We see from the multiple approaches to gender recognition that the solution
is not simple. The data quality, the feature extractor use which will give us more or
less discriminating features, the database of features that we are comparing with, all can
impact on the results in gender recognition .

More recently, with both advances in GPU technology and the emerge of large datasets
with thousands of classes and millions of images, the focus on the neuronal networks
has been intensified and the convolutional neuronal network (CNN) in particular have
receive special attention. Such networks outperform the traditional methods in object
recognition tasks (Krizhevsky, 2012) proving robust while testing with different data sets.
Due to their architecture, are able to extract multiple features at different scales. The
main disadvantage of such networks are still the elevated times in learning the multitude
of parameters and their "data-hungry" (Quab, 2014,p. 2) characteristics. Recently a CNN
was exploited for gender and age recognition (Levi,2015) with promising results: 86%
accuracy in gender recognition.

The large applicability of gender recognition, the good results obtained using CNN for
this purpose, the existence of different data sets of unconstrained images and the amount
of time in training a CNN have all contributed to my approach to gender recognition.
(Levi, 2015) have proven that a CNN can be used, with good results for this task. The
difficulty in using CNN in general is the amount of time necessary in training a CNN, or
the infrastructure needed to compensate that time. Another problem in training a CNN
is the quantity and quality of images. Training a CNN involves large amounts of images
and preferable taken in real world situation. Of course is easy to consider the option of
training your personal choice of CNN using as much amount of data as possible. Since
this approach will probably work perfectly when there are no time restrictions, it will most
surely not be a good alternative for most of us. Another good option would be transferring
the knowledge from one CNN to another of our choice.
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I will focus my attention in identifying the important aspects involving the use of a
CNN for gender classification with another data set w.r.t the one used in training. Consider
the CNN from (Levi, 2015), my objective is to use it in gender recognition considering
images from another data set (Gallangher, 2009) and obtaining similar results but with
less time involved in network training, hence using the knowledge that the network has
already learned. The images from the images of groups data set (Gallangher, 2009)
contain people in different real world context. I’ve used the Viola-Jones detector to
generate a data set only with people’s faces. With this data set i have tested several CNN
modifications observing there influence over the accuracy. All these tests were done using
caffe as train/test framework, which finally i have modified in order to obtain an increase
in accuracy.

In chapter 2 I will present an overview of different approaches that tackle the gender
classification: the shallow classical methods and the deep more recent involving CNN.
The latter are considered to be deep due to the complexity of the image representation
in this models (Chatfield, 2014). Chapter 3 will summarize the steps in modifying the
referenced CNN in order to accomplish similar results against a new data set. The last
chapter will summarize the conclusions.
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Chapter 2

Related work

2.1 Visual features, visual attributes
Along the years much effort was dedicated to image analysis and methods that improve
the results for classification, labeling or object recognition tasks. Identifying an object
or classifying it in different categories implies knowing what makes that object what it
is - what visual information is relevant and what it does not. The relevant information
summarize the visual features characteristic to the object and are related to the type of
task to be accomplished. There is no definition of what could be the best feature in
identifying an object, but there are studies which give an intuition of what a good feature
must be.

The properties of a good feature (Weinmann, 2013) are: distinctive specific to the
object, invariant to irrelevant changes in image (rotation, contrast, change of perspective,
partial occlusion), robust against the noise, emphefficient in terms of computational effort,
comparable detected in different images and relevant for the task to be accomplished.
The same author classifies the visual features in: spatial and spatial-temporal features,
the latter related with the sequence of images like motion, events, activities. The spatial
features can be grouped in related with the overall image, color intensity , shapes, texture
and local image properties.

The overall image features try to achieve a global representation of the image like
Fourier transform and descriptors(Zang, 2002) or movement invariants (Hu, 1962). In
the latter, the image can be seen as a superposition of such moments where those of
lower order will capture the low-frecuency information in the image and so the overall
structure of the image, while the high-frecuency, high order moments will capture the
details. These approaches are not suitable to be applied in object recognition having a



6 Chapter 2. Related work

holistic representation of the image. It will rather give us image aspects like: openess,
roughness, ruggedness, expansion or naturalness as is the case of the GIST descriptor
(Oliva, 2001), or will help us recognize topological places or scene categories like the
CENTRIS descriptor (Census Transform Histrogram)(Wu, 2011).

The features based on color intensity were exploited using color histograms, or capturing
the spatial correlation between the colors, the mean, the variance or the skewness of the
color distributions. In this case a simple thresholding technique is quite suitable for
detecting regions with certain colors, hence shapes. Of course, the accuracy of such
methods strongly depends on stable conditions in scenery illumination.

For shape features, generally, the techniques are based on contour detection which is
done considering its global properties like perimeter, compactness or structural properties
like polygonal approximations, boundary moments. Also convolution with different filter
mask like Sobel operator(Sobel, 1970) or Laplacian-of-Gaussian filter (Marr,1980) have
given good results and they are quite efficient computationally.

In order to address the texture features different approaches were used: statistical ones
based on the distribution of the intensity values like Tamura features (Tamura, 1978),
structural approaches given us the textural elements (texels) that repeatedly occur in an
image or model-based approaches which are seeing the image as a set of functions whose
coefficients are describing as best as they can the image, like wavelet transform (Zang,
2002).

The local features due to their characteristics are mostly used in object recognition
tasks or navigation application. A local feature much like a visual feature is considered
to be distinctive. Furthermore, needs to be repeatable, robust, local - depending only
of a small neighborhood - quantitative - the number of features should be high enough,
accurate - that is correctly localized and efficient involving as small time as possible in
extracting it.

Another type of visual features is the application-specific (Weimann, 2013). In this
category are included parts of a bigger structure like for instance: the eyes, the eyebrows,
nose or the mouth used in face recognition. Usually for each part a detector is build
and applied in cascade will determine the bigger componenent. Another category are the
visual attributes which "are properties observable in images that have a semantic meaning,
for example has clothes, furry,male, young (Bekios-Calfa et al., 2013, 1). Among these,
we find the main demographic attributes: gender, ethnicity and age which are object of
analysis in gender classification tasks.
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2.2 Shallow approaches to object and gender recognition
task

Considering all these feature types, an object recognition task will involve three steps:
extraction of such features (image extractor), encoding the features (image descriptor)
and classification based on these information (Chatfield, 2011). Usually the classification
step involves also comparing the feature to a larger database of feature and calculate a
similarity score with the one extracted.

Since my objective is not to offer a complete overview of all the feature extractor/detector
I will mention several most known. Movarec’s corner detector(Movarec, 1977) which
calculates the average change in intensity using sum of squared differences (SSD) between
patches moved in various directions with a small shift. The higher the change in intensity
the more likely is that the region denotes a contour. The problem in this case is that if
the edges are not oriented along the shifts the contour will not be detected. As alternative
is Harris Corner Detector (Harris, 1988) which considers the derivatives of the shifts
and the autocorrelation matrix to describe the gradient in the local neighborhood. The
smaller the gradient the smaller the change and therefore not a contour. Variations of
this idea, consider only the eigenvalues to create a corner definition (Shi, 1994) or the
use of the autocorrelation matrix determinant and trace (Harris, 1988; Kerr, 2008) for
distinction between corner and edge. However this detector is not scale invariant. The
Hessian detector (Tuytelaars, 2007) makes use of second order image derivatives and
the discriminant and trace of the Hessian matrix in order to detect blob-like structures in
image. This detector is only invariant to rotation. To overcome this, the previous detector
is enriched with the use of Laplacian operator (Lindeberg, 1994) to identify automatically
the correct feature scale given us the Hessian-Laplace detector (Mikolajczyk, 2001).
Furthermore it was adapted to include affine adaptation in order to obtain affine image
transformation invariance (Mikolajczyk et al., 2005). SUSAN detector or Smallest Univalue
Segment Assimilating Nucleus freed itself of gradient calculus and compares the intensities
of the pixels in a circular region with the one in the center (nucleus) of that circle. This
is based on the observation that similarity in pixels will drop drastically if we are in the
presence of a corner or edge. In order for this detector to give good results a limitation
over the maximum size of the circular region needs to be applied. In the same line, the
FAST detector (Rosten, 2010) instead of considering all the pixels in a region considers
the pixels in a Bresenham circle hence only 16 pixels. The values of these pixels are
compared with the one’s at center and a threshold is applied in order to consider a pixel
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of interest or not. Optimization of this techniques, like considering only the positive
features (the brighter pixels compared with the center pixel) or negative features (the
darker pixels) makes from this detector one of the fastest. Much like SUSAN detector, this
is not scale invariant so variations including scale and rotation invariance are proposed:
ORB (Rublee, 2011) or BRISK detector (Leutenegger, 2011). MSER Maximally Stable
Extremal Regions detector (Matas et al, 2002) is sorting the pixels by intensity and
using the union-find algorithm (Sedgewick, 1988) to maintain the list of the connected
components and their respective areas. A data structure is created, storing the area of
each component as a function of intensity. At each region is assigned the centroid and
the threshold value and so is able to derive point correspondences. SIFT Scale Invariant
Feature Transform detector (Lowe, 1999) identifies distinctive keypoints in an image. It
does this, by convolving the original image several times and calculating the DoG of each
convolved. The keypoint locations are determined compare each sample point to its eight
neighbors at the same scale and each of the 9 neighbors in the two adjacent scales.

Once a feature is extracted a data structure to sum its properties is needed. This
data structures are the feature descriptors. From the list of possible descriptors I will
mention the SURF descriptor (Bay et al, 2006; Bay et al, 2008) calculates the dominant
orientation of a keypoint via Haar wavelet responses within a circular neighborhood. The
responses are weighted by a Gaussian window centered in our keypoint. All points having
an orientation of 60 are summarized and so a dominant orientation is found. The SIFT
descriptor (figure 2.1), perhaps is the most popular one. The descriptor is calculated
in two steps. Orientation assignment is based on local image gradient directions from
the closest Gaussian smoothed image and so an orientation histogram is obtained. The
highest value in the histogram will be the dominant orientation. The second step will take
this dominant orientation will adjust the closest smoothed gradient to it and taking into
account the local area of each keypoint, it will divided it to 4x4 regions. Each contribution
of each pixel in each region will be weighted by the gradient magnitude and a Gaussian
window centered in the keypoint. The result is a normalized 128 element descriptor.

These descriptors give us the interest points in an image, a set of knowledge over the
image domain that is processed. The most common use of these descriptors is to assigned
them to a bag of visual words representations and run statistical classifiers. This strategy
has given good performance for image classification. However detecting objects using
the position of the visual words have been "unfruitful: the classifier often relies on visual
words that fall in the background and merely describe the context of the object" (Oquab
M., 2015, p. 1).

Some of these methods are successfully applied to the gender classification problem.
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FIGURE 2.1: Construction of SHIFT description. Image taken from (64).

As mentioned in section 2.1, the most important facial visual attributes are the gender,
ethnicity and age. There are several recurrent aspects that impact the accuracy in gender
recognition: condition in which the picture was taken, the alignment of faces, the correlation
between different visual demographic attributes and gender.

Early results over the FERET dataset (Philips, 2000) which contains images taken in
controlled condition with frontal faces and frontal illumination, have proved optimistically
given 93% in gender classification even if different methods were applied: SVM with
radial basis function (Moghaddam 2002), adaboost-based classifier using pair-wise pixel
value comparison obtaining small processing times (Baluja, 2007) or linear discriminant
techniques (Bekios-Calfa et al., 2011). The latter proves that with simple classifier as a
linear discriminant it can be possible to obtain comparable results as in the case of a SVM
classifier. Also, demonstrates that the results are not transferable from one dataset to
another. Using the same classifier over PAL dataset (Minear, 2004) produces a 23% drop
in accuracy. The difference is given by the demographic distribution in the two databases:
while FERET is mostly caucasian the PAL dataset contains a larger variety of age and
ethnicity. Gender classification with images in less controlled condition like Image of
Groups (Gallangher, 2009) obtained almost 70% accuracy using 7 LDA projections (one
per age range) and a K-NN classifier. This is understandable since the intra-class variability
increases when using image from an uncontrolled environment. Another important factor
is the alignment of the faces. While the FERET images have the faces aligned the Image
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of Groups doesn’t have a face alignment. In fact the data set contains images of groups
taken in different condition of illumination and with some of them with face partial
occlusion. In early studies (Mäkinen, 2008) finds that if manual face alignment may
increase classification performance the automated methods in face alignment do not offer
the same result. Further testing need to be done to see if this observation still stands
taking in account that new alignment procedures (Tassner, 2015). The last mentioned
aspect known to influence the quality of gender classification is the relation between
different demographic features and gender. For instance, consider in classification the
ethnicity would improve by 5% the gender classification for mongoloid and african faces
(Wei et al., 2009). This makes us think that perhaps this is not a correlation between
the two traits but rather a completion in feature space offering more discriminant features
for the classifier. Age also has an influence in gender classification. Gender accuracy is
increased by 10% in adult faces than in young and senior ones (Guo e al., 2009) regardless
the use of different features LBG, HOG or BIF with Gabor filters. Latter, using BIG
Han et al. (Han, 2013) has proved that the nose and the eyes are more informative in
gender estimation than other facial component. Addressing these apparent dependencies
(Bekios-Cafta et al., 2013) make use of the pose attribute obtaining an increase of 5%
in gender classification. The approach considers a face detection, pose clusters creating
step and the use of these clusters in training the classifier to simultaneously predict the
pose and gender. This reduce the intra-class variability introduced by the pose attribute
and helps correlate both feature classes. The accuracy obtain in this case on average and
on global settings is of 77.58% on Image of Group data set. A combination of feature
detectors is used in (Ma, 2014). Here SIFT, FAST and MSER detectors are used. While
MSER is intended to identify representative regions and shapes the SIFT detector will
identify the more subtle features representative for the gender. FAST is a corner detector
so it will contribute to find shape distribution between the different genders. All these
features are SIFT encoded and a dictionary of 1250 size is created using k-nn. The bag
of words model is used each image being represented by a histogram of words. Finally,
to this model SVM with linear and RBF kernel is applied. The final result being 81%
accuracy for the Image of Group data set.

Since my objective is to compared the result of the proposed method, I will take as
reference the score obtain in the last aforementioned study, 81% accuracy.
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2.3 Deep approaches to object and gender recognition
task

In the last five years new approaches have appeared and tackle the image classification
problem. The principal characteristics of these approaches is the ability to extract features
progressively for larger and larger image areas and manage to distinguish between a large
quantity of classes: 1000 (Krizhevsky, 2012). Another useful property is that they can be
trained with one dataset and the resulting knowledge can either be used to classify with
comparable results another dataset using same classes or adapted to cope with different
number of classes.

The architecture of a CNN involves different types of layers presented in a chosen
order that interact with each other using neuronal connections. Each layer receives an
input and generates an output. First layer usually named a data layer receives as input
the images and requires that all images have the same size. The following layers can be
either convolutionals, fully connected, or the loss layer. The convolutional ones act by
applying a set of filters or kernels over small patches of their corresponding input and
thus detecting features on overlapping zone (or not) and reducing the input dimension
w.r.t fully connected layer. They are responsible for extracting and representing internally
the visual features. Linking several convolutional layers will determine that features are
are extracting on different scales producing invariance to location, rotation, perspective.
The fully connected layers produce an output the same size as their input having the
purpose to compensate for extreme values while saving the most stable features. The
final layers are usually the loss layers. They are comparing their output with the desired
one and assign a cost to diminish the difference. The most frequent loss functions seen in
practice are the euclidean distance, the hinge loss and the multinomial loss of the softmax.

From (Krizhevsky, 2012) we learn that different techniques are useful in enhancing the
network performance or diminishing the timing in training it. Usually these techniques are
referring to selection of neurons or normalization of their activation values. The selection
is refers to pooling and we can use different methods of pooling: maximum, average or
stochastic pooling. The normalization is usually applied over regions of the input, acting
like lateral inhibition (Krizhevsky, 2012) where each input value is divided by:

(k +
˙α

N
,
∑

x2)β (2.1)

This type of normalization can be done across channels or over regions. This technique is
quite similar with the local contrast normalization scheme used in (Jarret, 2009).
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The neurons belonging to each layer receive several inputs from the neurons from the
previous layer according to the filter size or the connection density that exists between
the layers. Once we calculate the activation of all neurons considering the pondered sum
of the previous layer neurons’ activation, we may need to adapt these values for practical
reasons. There have been seen several functions that modulates the neuron activation:
sigmoid, tanh, absolute value etc. A standard way of modulating the output of a neuron is
using the hyperbolic tangent function. However, applying

f(x) = max(0, x) (2.2)

(Nair, 2010), has proven (Krizhevsky, 2012) to speed up the training time by reducing the
training error faster.

The learning process of a CNN may have two steps: the forward and the backward
or backpropagation. The forward step takes the input image and propagate through the
network the image intensities. This will generate the activation in each neuron up to
the final layer which will calculate the difference that we need to apply over our net in
order to adjust the weights for the desired output. This difference is propagated back
and distributed accordingly over the weights between the neurons in the backwards step.
Not all the architecture have this backward step. The ones missing this step produce
an "unsupervised" learning where the weights depend entirely on the frequency and the
consistency of the objects (Oquab M.,2015).

Sometimes these CNN can grow to over 10 layers chain which easily can give us
a very large amount of parameters to be learn. In this case a problem that needs to be
overcome is the overfitting of the network. This is naturally solved with a very large
quantity of samples or adopting some regularization techniques (Chatfield, 2014). Even
though lately have appeared large data sets the multitude of parameters of such networks
requires a large training set. In order to artificially augment the data set we can generate
supplementary images by horizontal/vertical translations over the original input, including
generating different cropping parts from the original image. A common practice is to
generate crops of certain size on the input’s center and four crops each one corresponding
to the four corners in the image. Another way to prevent the overfitting is the dropout
technique (Hinton, 2012) involving setting the activation of a neuron to 0 with certain
probability (usually 0.5). This reduces complex co-adaptation of neurons since a neuron
no longer is able to rely on the presence of another neuron. The dropout neurons do not
participate in the forward and backward step. Also it is noted that when dropout technique
is not used, the amount of time needed to converge is doubled (Krizhevsky, 2012).

The supervised networks need to correct the weights (learning) in order to minimize
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the loss function (compensate for the difference) in the backward step. There are different
policies of learning, probably the most extensive used one is the stochastic gradient
descent, SGD, (Bottou, 2012) where at each step the weights are updated taking into
account the current activation values and the gradient, both of them being weighted with
the hyper-parameters α and µ. The update equation is given by:

Vt+1 = µVt − αδL(Wt) (2.3)

Wt+1 = Wt + Vt+1 (2.4)

where Vt+1 are the new set of values to update the current weights, the δL is the negative
gradient, theWt are the current weights and the Vt the previous update values. The authors
recommends to start with α = 10−2 and dropping with a constant factor 10 and a µ = 0.9.
Another learning policy is AdaGrad (Duchi,2011) which adapts the learning rate to the
parameters calculating larger updates for infrequent parameters and smaller update for
frequent parameters taking in consideration past gradients. AdaDelta (Zeiler, 2012) is
a extension of AdaGrad trying to reduce its aggressiveness by monotonically reducing
the learning rate parameter restricting the past gradients to a fixed window. Adaptive
Moment Estimation (Adam) maintains not only the exponentially decaying average of
past squared gradients, like Adadelta, but also the exponentially decaying average of past
gradients. Using this two parameters adapts the learning rate for each parameter.

The use of CNN has been limited for some time because they are extremely hard to
train with small data sets. With big data sets emerging each day containing unconstrained
images is possible now to exploit them. Starting with (Krizhevsky, 2012) has been noted
an increase interest in the use of CNN for object detection and semantic segmentation
(Girshick, 2014) or recognition, localization and detection (Zhang et al, 2014). However,
there are barely papers on gender recognition using CNN. Levi et al (Levi et al., 2015)
provides an example of CNN inspired from (Krizhevsky,2012) however more simplified
and applied to the Adience dataset. Their network contains three convolutional layers and
fully-connected layers. I will take there network and adapt it for the use with the Image of
Groups database (Gallangher, 2009) achieving this with the smallest number of intrusions
in its structure.
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Chapter 3

Fine-tunning of CNNs

3.1 Overview, prerequisites, data preparation
CNNs have received a lot of attention which in change has proven to be fruitful - very
good results being obtained in classification of 1.2M objects in 1000 classes (Krizhevsky,
2012). However, there are scarce example in using CNN in gender classification. Since
my objective is to explore the methods which yields good results in CNN adaptation to
new inputs, I have selected the network (Levi, 2015) because:

• has enough complexity and several structural elements can be manipulated during
the adaption process

• the dataset, Adience framework (http://www.openu.ac.il/home/hassner/
Adience/data.html#agegender) used to train the network is comparable in
size with Image of Groups or IoG (Gallangher, 2009)(see figure 3.1)

• both datasets have images from the same domain: people faces.

For the following steps we are relying on http://caffe.berkeleyvision.
org/ in order to complete our test. Caffe is a framework used for training/testing

FIGURE 3.1: The number of faces in Adience and Image of Groups
datasets

http://www.openu.ac.il/home/hassner/Adience/data.html#agegender
http://www.openu.ac.il/home/hassner/Adience/data.html#agegender
http://caffe.berkeleyvision.org/
http://caffe.berkeleyvision.org/
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FIGURE 3.2: Gender distribution by each test run after eliminating images
below 64x64 resolution

neuronal networks. More details can be found on their website.

Because the dataset from Adience has, in average, a better resolution and because
(Ma, 2014) has obtained an accuracy of 81% over the Image Of Group dataset only after
eliminating all the images below 64x64, I decided to do the same. Such low resolution
images would have be contributed with very little to the high dimensional network which,
by design, is expecting images of 256x256. After eliminating low resolution images the
remaining were split randomly in near equally 5 folds with equally distribution over the
two gender classes. The exact number can be consulted in figure 3.2.

The folds were transform in lmdb files in order to be serve to caffe. For this I used
the utility that comes by default with caffe - convert_imageset that helped to shuffle the
images while they were resized to 256x256 or 128x128 and then added to lmdb files. To
know what is the base classification error only by applying the network to the new data
set I used the 256x256 resolution images. The 128x128 images were created because, as
said, the Image of Group data set is not very high in resolution and the best results (Ma,
2014) were obtained extracting and classifying images of 128x128 pixeles.
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3.2 The Convolutional Neuronal Network
Figure 3.3 summarize the schematic representation of our CNN. The network starts from
an input/data layer which will read the images from the generated lmdb files. As described
in chapter 2, each layer in a CNN receives an input and generates and output except the
layer which acts directly over the neurons activation: like ReLU (Krizhevsky, 2012). After
the data layer, we can see 3 convolutional layers. Between each one, the following three
layers are interposed: a ReLU, a max pooling taking the maximal value on 3x3 region
with 2 pixel strides, and a local response normalization layer (in this order). After the
last convolutional layer and after the last group of ReLU, max pooling and local response
normalization layer, we can find the 3 fully connected layers (fc). To the results of each
one of these layers we apply ReLU and a dropout before letting the output to be fed to
the next fully connected layer. The output of the last inner product is passed to a soft-max
layer which will indicate the probability for each class. The first convolutional layer
applies 96 filters of 3x7x7 to the input, while the second applies 256 filters of size 96x5x5
pixels to its input which now is of 96x28x28. The first convolution layer will apply the
384 filters of size 256x3x3 on the 256x14x14 input blob. The fully connected layers have
512 neurons each. All the network was trained using the aligned version of the Adience
dataset and the weights were initiallized with values from a zero mean Gaussian with
standard deviation of 0.01. Perhaps is worth mentioning that the image figure 3.3 lacks a
small detail: the labels extracted in data layer are fed to the soft-max layer with the output
of the last fully connected layer.

3.3 The adaptation process

3.3.1 Step 1
We need to remember that the objective is to adapt the network to a second dataset with
same results in classification. In order to achieve that I need to have a baseline score
for accuracy. Will be used as an indicator while performing several modification to our
CNN. So, testing directly with the IoG dataset would seem to be a good idea. With the
IoG shuffled and resized to 256x256, I have tested the CNN and the result was around
65% in accuracy. Seeing the result would seems that the network is overfitted. However
when testing the CNN with imagery online produced by the webcam is given the correct
response with the initial probability given by the authors. So the problem is not there, the
problem seems to be in our dataset. As mentioned before, the resolution of the IoG are
inferior, in average, to those of the Adience set so resizing them to 256 makes them loose
details and important features that help the CNN to correctly classify.
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FIGURE 3.3: Full CNN architecture. The image is taken from (Levi, 2015)
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FIGURE 3.4: Accuracy for 10000 iterations using: 3,4 and 4,5 as blob
learning rates for the first fc layer.

3.3.2 Step 2
The next logical step would be to train the network with the new dataset. An improvement
should be expected since the quantity of the images are comparable with the one used to
trained the network in the first place. The result is as expected, obtaining 74% in accuracy
(5 fold validation) after only 5000 iterations and a flat line afterwards, which basically
proves that the network is capable of learning but the changes in features are not diverse
enough to allow further learning.

3.3.3 Step 3
Giving the previous result, it was clear that continue training with images of 256x256
would not improve the classification rate. So I decided to lower the resolution to a more
appropriate one, for this particular image set: 128x128. Using this resolution and three
feature extractors (Ma, 2014) obtained a 81% in accuracy. But if we change the input
size, the size of blobs generated at first innerproduct layer will change. Maintaining the
same convolutional layers with the same amount of filters but reducing the image to 128
with cropping of 100 it will determine a different quantity of inputs in the first inner
product layer. Because of this the weights associated to that layer cannot longer be used.
This layer’s blob’s learning rate and the one of the bias were originally set to 1 and 2
respectively. Normally when such modification is made, one wants that the network’s
weights do not change fast due to such sudden death of one of its layers.
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FIGURE 3.5: Accuracy over 50000 iterations using 3 and 4 as blob learning
rates for the first fc layer.

In order to prevent a strong gradient moving in the network I lowered the learning
rate of the model by a factor of 10. Instead, is desirable for the new layer to learn fast.
To determine what should be the learning rate for the new layer’s blobs I tested 2 sets of
values: 3,4 and 4,5. The results in figure 3.4 indicate that the performance of the network
is quite similar in the two situations, perhaps slightly better when the learning parameters
are 3 and 4. To make sure that the network’s output is the one observed in 10000 iterations
a test was run over 50000 iteration only with the values; 3,4. As we can see in the figure
3.5 the networks’ performance does not improve in time.

3.3.4 Step 4
Because of the network’s stability is clear that we either need more samples with higher
intra-class variability or we need to change the hyperparameter to force the network out
of this stable state. The abrupt change in performance in the first 10000 iterations proves
that the fc layer is capable of learning quite fast. Also, some overlapping between the two
sets of datasets may exists (Oquab, 2014). Techniques like data augmentation or dropping
to overcome the overfitting, are already in place: the network generates 5 crops: one in the
center of the input image and four for each corner. In fc layers the neurons will drop with
a probability of 0.5%. Given the learning policy of this network (SGD, see equations 2.3
and 2.4)the options are: the learning rate or the momentum. They are strong enough to
push activation through the network. However, drastic change in learning rate will push
strong gradients through the network and make it diverge while smaller learning rates
will determine slow convergence. So, what is the optimal policy in changing the learning
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FIGURE 3.6: Triangular learning rate policy. The blue lines represent the
learning rate increasing and decreasing during a step size. Picture taken

from (Smith, 2015)

rate? (Smith, 2015) argues that the difficulty in minimizing the loss is given by saddle
points rather than the local minima. The saddle points have small gradients which in turn
will slow the learning process. They propose to monotonically increase and decrease the
learning rate between some interval during a cycle. The current policy in changing the
learning rate is that after 100000 iteration (which is a step size) the learning rate will be
dropped by a factor of 10. In this new approach, we force the learning rate during one
step size to increase from the minimum value to a maximum and during another step size
to decrease back to the initial value like in figure 3.6. An increase and decrease of the
learning rate will be made during a cycle, hence cycle learning rate policy (CLR). Despite
the predicted fluctuation in accuracy and loss, at least at the first steps, this policy has the
main advantage to determine the low activation neurons to finally have an output due to
higher input.

Since this policy is not provided in caffe’s implementation, I modified caffe following
the indication of (Smith, 2015), and run the first test with a step size of 1000 during
maximum 10000 iterations and with a lrrate ∈ [10−5, 10−4]. In the figure 3.7 we can
see the results compared with the ones obtained in the previous step. The CLR policy not
only has obtained a 5% difference from the previous results but also has confirmed that
the reason in obtaining them, was indeed a lower neuronal activation in the last layers.
The full test with all the folds is presented in the figure 3.8. A 10% grow in accuracy
compared with the initial scoring.

The triangular policy in adjusting the learning rate has proven to be effective also
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FIGURE 3.7: Accuracy using triangular policy versus the step policy over
10000 iterations.

FIGURE 3.8: Accuracy, 5 fold 1 out, using the CLR learning rate policy,
over 30000 iterations.

,
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FIGURE 3.9: Overview of all steps with their description and accuracy
score.

demonstrating less time in training with better results (Smith, 2015). A question still
remains: how to find the minimum and maximum for the learning rate? The author offers
as thumb rule, a simple test with the maximum iteration equal to a cycle (2 step sizes)
and see the relation between the loss and the accuracy. Where the loss is pretty high
accuracy drops and there is our maximal/minimal learning rate. In my case, given that
is a pre-trained network, the main concern with each modification reside in not loosing
what is already learned. So establishing large intervals for the learning rate is not an
option. Considering the learning rate from the previous step and the minimum that the
learning rate can reach (10−5) during 50000 iteration which was the original training setup
(Levi, 2015), increasing the learning rate in this small interval of values would assure that
the network does not diverge. Finally in figure 3.9 we have an overview over all the
modifications made in each step with their corresponding accuracy values.
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Conclusions

Considering a state of the art CNN for gender classification (Smith,2015), I have explored
the possibility to transfer the knowledge from that network to another dataset considering
the minimum yet significant changes in order to achieve similar results.

Simply taking the pre-trained network and using it in classification of another data set
can yield modest results even if the data set belongs to the same domain as the original
used to train the network. This demonstrates the subtle nature of the feature space in one
data set w.r.t another. Probably, further investigation is necessary in determine if large
scales data set can suffer this large drops in accuracy as the small ones and what should
be the optimal size of a data set in order for this to not happen.

Resizing the data to a smaller size, considering previous results with similar resolution,
has exhibited an improvement of only 2% in accuracy. I was expecting a higher increase
with this modification. The contrary can be explained by the overlapping between the data
sets and the fact that this modification implies loosing a fc layer which can contribute in
dropping the performance. We know that while the convolutional layers are responsible
to represent the feature space, the inner product layers are creating a certain level of
abstraction that are slowly affected from the changes in the convolutional layers. Loosing
such layer, I would argue that makes the network fail. Perhaps it would be interesting
to evaluate the impact of a lost layer over a network and how to take optimal decision
when eliminating one layer. This is important, because we have seen that the accuracy as
objective is not the only factor when adapting a network.

The spectacular gain in accuracy (10%) when using CLR policy has proven that
decreasing the learning rate only once each step size implies a very slow convergence,
especially if the network has already learned from that domain. Monotonically incremented
and decremented learning rate within a window gives the ability to the network to overcome



26 Chapter 4. Conclusions

staggerness and in general low activation in superior layers. This is specially beneficial
in the case of network adaptation. It allows the network to explore possibilities within
certain limits. Even if (Smith,2015) have provided a way for estimating the upper and
lower boundary for the learning rate, perhaps another deterministic method can be found
to estimate them, based on general characteristics of the data set.

Finally, with relatively small modification, I proved that knowledge from trained CNN
on certain data set can be transfer and put to use for another data set. This is done with
far less time in training. The result is better (85.67% accuracy) than the one obtained with
the state-of-art shallow method (81% accuracy) on the same data set.
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