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Abstract

It is estimated that, in the next decade, there will be tens of billions of interconnected
devices in the world, each one sensing, streaming and processing data. In order to
manage such huge amount of data, traditional architectures—where a fusion center
gather all the data—may not satisfy performance specifications or cost constraints (e.g.,
data privacy, resilience, scalability or communication cost). Distributed computing is
an interesting alternative that consists in moving the data processing to the devices—
which become intelligent agents—so that the fusion-center is completely avoided. This
thesis proposes and evaluates algorithms for two complementary multiagent scenarios.

First, we consider cooperative distributed algorithms, where the nodes interact
with each other to solve a social problem. Even if each agent has only access to very
few data, it can approximate the performance of a centralized architecture through
cooperation. In this context, we propose distributed component analysis methods—
including principal component analysis, factor analysis and linear discriminant analysis—
based on the consensus-averaging scheme. We also propose and analyze an off-policy
reinforcement learning algorithm, where the agents explore the state-set independently
and share some intermediate results (not the samples) with their neighbors in order to
evaluate a common target policy. Finally, we introduce a distributed implementation
of the cross-entropy method for black-box global (nonconvex) optimization, where the
objective is unknown to the agents.

The second scenario consists in dynamic potential games. This is a class of state-
based time-varying games, where the agents influence each other and compete for a
shared resource, so that they have to find an equilibrium. These kind of games can be
formalized as multiobjective optimal control problems, which are generally difficult to
solve. We extend previous analysis for these kind of games and guarantee existence of
equilibrium under mild conditions. In addition, we propose a framework for finding—or
even learning with reinforcement learning methods—an equilibrium strategy. We also
study the applicability of this kind of games with a number of examples.
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Resumen

Se ha estimado que en el mundo habrá decenas de miles de millones de dispositivos
interconectados en las próximas décadas, cada uno obteniendo datos del entorno,
procesándolos y transmitiéndolos en tiempo real. Para manejar esta ingente cantidad
de datos, las arquitecturas tradicionales, en las que existe un centro de fusión recopilando
las muestras de todos los dispositivos, podría no satisfacer requisitos de rendimiento y
coste de operación de estas redes (por ejemplo, privacidad de los datos, robustez frente
a fallos o el coste de transmitir los datos desde cada dispositivo). La computación
distribuida es una alternativa interesante que consiste en no utilizar un nodo central de
fusión de datos y en que la computación la hagan exclusivamente los nodos de la red.
Esta tesis propone y evalúa algoritmos para dos escenarios multiagente complementarios.

Primero, consideramos algoritmos distribuidos cooperativos, en los que los agentes
interaccionan para solucionar un problema común. Incluso si cada agente tiene acceso
a un pequeño conjunto de datos, al cooperar con sus vecinos puede obtener rendimiento
similar al que tendría una arquitectura centralizada. En este contexto, proponemos
métodos de análisis de componentes distribuidos—incluyendo “principal component
analysis”, “factor analysis” y “linear discriminant analysis”—basados en un esquema
del tipo “consensus-averaging”. También proponemos y analizamos un algoritmo de
“off-policy reinforcement learning”, que permite que los agentes exploren el espacio de
estados de forma independiente y compartan sus estimadores intermedios (nunca las
muestras obtenidas durante la exploración) con sus vecinos para evaluar una política
objetivo común. Finalmente, introducimos un algoritmo distribuido tipo “cross-entropy”
para optimización global (no convexa) de funciones objetivo desconocidas (“black-box”).

El segundo escenario consiste en juegos potenciales dinámicos. Se trata de una
clase de juegos en los que el estado del entorno varía con el tiempo, en función de las
acciones de los agentes, y en los que los agentes compiten por un recurso común. Este
tipo de juegos puede formalizarse como problemas de control óptimo multiobjetivo,
los cuáles son difíciles de abordar. Nuestro análisis generaliza resultados anteriores,
garantizando la existencia de un punto de equilibrio del sistema, bajo condiciones
muy generales, y proporcionando un método para encontrarlo—o incluso aprenderlo
mediante técnicas de “reinforcement learning”. También estudiamos la aplicación de
este tipo de juegos con varios ejemplos de ingeniería de comunicaciones.
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Chapter 1

Introduction

We start introducing philosophical and practical motivations for studying distributed
multiagent computing scenarios. Next, we present the problems that will be studied in
the following chapters. Then, we summarize the main contributions of this work and
enumerate the publications that resulted from the development of this thesis. Finally,
we include the outline and some notation.

1.1 Motivation

What is intelligence? The Wikipedia entry on intelligence states the following [316]:

“Intelligence has been defined in many different ways including as one’s
capacity for logic, understanding, self-awareness, learning, emotional knowl-
edge, planning, creativity and problem solving. It can be more generally
described as the ability to perceive information, and to retain it as knowledge
to be applied towards adaptive behaviors within an environment or context.”

Building intelligent systems that could help us to make better decisions and increase
our productivity promises to impact every industry and hopefully change our world for
the better [154]. However, the key underlying principles that make us intelligent are
still unknown. For instance, is there a single algorithm that causes intelligence—the
so named cortical hypothesis [118, 117, 155]? Or rather, does it emerge from the
combination of a whole suit of complex architectures? We still don’t know. Fortunately,
step by step, advances from philosophy to physics to neuroscience to computer science
are allowing us to solve small parts of the puzzle and even to embed some degree of
intelligence in multiple artificial systems that range from, e.g., self-driving cars [292] to
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recognizing forms in images from unlabeled data [158] to playing the board game Go
at the human master level [263].

One remarkable discovery in the history of neuroscience is that the nervous system
plays an important role in animal intelligence (this has not been always accepted, e.g.,
the famous Greek philosopher Aristotle believed that the heart was the center of intellect,
while the brain was a radiator for cooling the blood [17, p.5]). Although the origin of
the nervous system is still a mystery, or in words of Rita Levi-Montalcini “a problem
that will remain unsolved” [161, p. 33], at least we know that living microorganisms
populated our planet much earlier than the nervous system appeared. Hence, we can
consider the nervous system as the result of an evolutionary process, i.e., an effective
solution provided by natural evolution for better adaptation to the environment. From
this point of view, if we take the more general definition of intelligence given above,
could we see evolution as an intelligent process at the species level that embeds
adaptation capabilities in the individual organisms but that also transcends them? In
such case, where do the roots of the intelligence at the species level lie in the individual
organisms? We can distinguish two main approaches for theories that aim to respond
this kind of questions: those that see intelligence as an emergent phenomenon and
those that see it as an intrinsic property.

One example of the emergent point of view is to consider an intelligent organism
simply as a “vehicle” for its genes to adapt better to the environment. This is exposed
by Richard Dawkins with his theory of the “selfish genes”:

“It is finally time to return to the problem with which we started, to the
tension between individual organism and gene as rival candidates for the
central role in natural selection... One way of sorting this whole matter
out is to use the terms ‘replicator’ and ‘vehicle’. The fundamental units of
natural selection, the basic things that survive or fail to survive, that form
lineages of identical copies with occasional random mutations, are called
replicators. DNA molecules are replicators. They generally, for reasons that
we shall come to, gang together into large communal survival machines or
‘vehicles’.” [65]

For Dawkins, the genes are non-adaptive systems, with hard-wired rules for interacting
with their environment. Nevertheless, some of these rules allow them to organize into
intelligent systems that are able to learn and adapt their behaviors. If this is the case,
the main question is how animal intelligence can emerge from mechanistic molecules.
Marvin Minsky states:
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“How can intelligence emerge from non-intelligence? To answer that, we’ll
show that you can build a mind from many little parts, each mindless by
itself. I’ll call “Society of Mind” this scheme in which each mind is made
of many smaller processes. These we’ll call agents. Each mental agent
by itself can only do some simple thing that needs no mind or thought at
all. Yet when we join these agents in societies—in certain very special
ways—this leads to true intelligence.” [192, prologue]

The other point of view, in which intelligence is an intrinsic property of the
constituent elements of any intelligent system, is described by the physicist Freeman
Dyson as follows:

“It appears that mind, as manifested by the capacity to make choices, is to
some extent inherent in every electron.” [85] (see also [84], [61, p. 185])

Here, Dyson suggests that intelligence might lie in the roots of matter and, therefore,
everything material can enjoy some degree of intelligence. This is very different from
the emergent point of view and suppose that higher intelligence is built from the
interaction of lower intelligent elements. The physicist David Bohm also suggests that
intelligence is an intrinsic part of reality, such that matter and mind (or ultimately
consciousness) form an “unbroken wholeness”, an “undivided flowing movement” [41].
Interestingly, recent studies on meditation-and-brain research with fMRI and EEG
study the interaction between mind and brain. In particular, these studies show how
long term meditation is correlated with changes in grey matter volume [174], reduced
activity in the mind-wandering and self-referential thoughts centers of the brain [49],
enhanced connectivity between brain regions [175], and increased ability to change
brain function and activate specific brain circuitries [176]. From these results, physician
Deepak Chopra considers that the mind, being able to change the brain, should be
rooted beyond the nervous system:

“Neuroscience has already shown that the brain scans of advanced Buddhist
monks are very different from the norm. The biggest discovery was that
general activity in the prefrontal cortex was very intense–more intense, in
fact, that ever observed before–a change that came about after years of
meditation on compassion. As it happens, the prefrontal cortex is the brain
center for compassion, among other higher functions. In this case, it would
be inaccurate to say that the brain change itself. First, the monks had the
intention to be compassionate; they meditated upon it for years, and their
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brain followed suit. (...) We can’t shift in a spiritual direction unless the
brain shifts, too, and it’s our desire that alters the material landscape of
the brain, not vice versa.” [61, pp. 183–185]

In summary, while for the emergent point of view, intelligence emerges from the
interaction of non-intelligent elements; for the intrinsic point of view, higher intelligence
is expressed through the combination of less but already intelligent elements. We remark
that both (apparently very different) points of view agree in that systems that exhibit
sophisticated intelligent behavior are the result of the interaction of smaller—maybe
mindless, maybe mindful—elements.

Modern artificial neural networks with multiple hidden layers—also known as deep
learning networks—have achieved remarkable success in multiple domains (see, e.g.,
recent books [75, 106] and references therein). These deep learning networks are
composed of multiple computational units, named neurons, structured in layers, such
that the neurons in one layer perform a very simple computation of the output of the
neurons in the preceding layer. The simple computation performed by the neurons
is typically a non-linear mapping of the weighted sum of their inputs. Thus, we can
say that each individual neuron is not adaptive at all: it behaves mechanistically.
Nevertheless, the weights given by each neuron to the outputs of the previous layer
are free parameters that can be optimized. For instance, we can perform (nonlinear)
regression between the input and the output of the whole network by adjusting the
weights of all neurons, such that they minimize the prediction error. Thus, although the
individual neurons remain non-adaptive, the network is able to learn and adapt to the
training data. This is a paradigmatic example of the emergent approach to intelligence,
which, as we said, is achieving state-of-the-art results in multiple applications.

Although the emergent paradigm is scientifically appealing and we have successful
application examples of emergent systems (like the mentioned deep learning architec-
tures), and even though the intrinsic paradigm seems very speculative, the fact is that
intrinsically intelligent systems (i.e., formed by intelligent elements) are much more
quotidian, if not pervasive, in our daily life [102]. Consider the group decisions made
by, e.g., a basketball team, a group of researchers discussing a theory, or a company
developing a complex engineering project. In these cases, similar to the emergent
approach, the network of computational elements is able to yield results that no one
of the constituents could yield by itself; however, the computing elements here are
humans, which are already intelligent by themselves. Indeed, recent studies suggest
that we have a biologically-based “honest signaling” systems, evolved from ancient
primate signaling mechanisms, that reveal our attitudes toward the people we interact
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with and that is important to group decision making [223]. Other examples of familiar
intrinsic systems include swarms of foraging ants or bees, flocks of birds reducing air
friction, wolf or dolphin packs haunting, etc. In the context of our discussion, a logic
conclusion is that if there is a single key algorithm for all levels of intelligence (as the
cortical hypothesis suggests), and we have familiar animal and human societal evidence
of intelligent systems formed by intelligent parts, then such single key algorithm should
follow the intrinsic approach.

The previous discussion motivates our area of study. In particular, as opposed to
the emergent approach, we study algorithms for two multiagent scenarios: i) a network
of intelligent agents that cooperate to solve a social problem, and ii) a set of intelligent
competing agents that have to find an equilibrium between their strategies.

Apart of the philosophical motivation discussed above, distributed algorithms on
networks of cooperative agents are also attractive from an engineering point of view.
Several studies estimates that there will be tens of billions of devices connected to
the so named “Internet of things” (IoT) [87, 235, 305]. This implies a huge amount
of geographically distributed data that could be useful and valuable for innovative
applications of artificial intelligence. However, the cost of gathering such amount of
data at a single central fusion center may be prohibitive. Consider, for instance, a
wireless sensor-and-actuator network (WSAN) composed of small devices with limited
communication range and limited batteries. If the intelligence of the system is only
located at the central fusion center, every device has to route its sensing data to such
location. This implies that the nodes closer to the gateway have to forward packets
from farther nodes; but this extra communication cost can deplete their own batteries
quickly. Moreover, the centralized scheme is sensitive against link failure or attack,
since a hacker could block the whole network by compromising the critical routing
nodes. Finally, the fact that all nodes have to transmit their own data puts their privacy
at risk. On the other hand, a distributed system, consisting of a network of devices
able to sense, process and act in the environment without any central coordination,
offers a more scalable, robust and secure alternative.

Moreover, many real-life problems can be described by a set of agents competing
for a common resource (e.g., wireless users sharing the same radio channel, companies
sharing the market, routers maximizing their throughput over a common network
infrastructure, etc.). From an engineering point of view, we should be able to find
equilibrium strategies between the conflicting interests of the agents. But this is usually
challenging, especially for dynamic problems with coupled constraints on the agents’
strategies.
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1.2 Problems under study

“Somewhat strangely for a book that purports to be rigorous, we will not
give a precise definition of a multiagent system. The reason is that many
competing, mutually inconsistent answers have been offered in the past.
Indeed, even the seemingly simpler question—What is a (single) agent?—
has resisted a definitive answer.”
Y. Shoham and K. Leyton-Brown [262, p.xiii]

Before introducing the specific scenarios under study, we provide our custom
definitions for the terms multiagent networks and distributed algorithms.

We consider a multiagent network a set of multiple interconnected autonomous
agents that have learning and adaptive capabilities. The nodes in the network represent
agents and the links represent the communication allowed between them. In particular,
if two agents can exchange some information (i.e., they can share some estimate or
one agent can see other agent’s action or reward), we assume there is a link between
them. If the communication flows in both directions, we say that the link is undirected ;
otherwise we say it is directed. Moreover, from the network topology point of view, we
distinguish between:

• Fully connected: Every node is linked with with every other node in the network.

• Strongly connected: There is at least one path between every pair of nodes.

Apart of the topology, another relevant feature of the system is the attitude of the
agents. We distinguish between:

• Cooperative: All agents cooperate to solve a global (social) problem.

• Competitive: All agents are selfish and aim to solve their own problems.

• Coalitions: Each agent can cooperate with some agents and compete with others.

The term distributed algorithm has been generically used to denote a network of
processing units that perform computations over a shared or distributed set of variables
(including, e.g., training dataset, parameter vector, etc.) but it can refer to different
degrees of decentralized computation. In this thesis we use the customary convention
of distinguishing between parallel, decentralized, and distributed scenarios:

• Parallel: Each processing unit processes its own slice of information, and the
final results are gathered at the output. Performing algebraic operations [304],
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solving fixed-point equations [27] or even optimizing nonconvex problems [52]
can be done very efficiently in such architectures. Moreover, game theoretic
scenarios—like the dynamic games studied in Chapter 5—are well modeled with
this approach.

• Decentralized: Data is spatially dispersed (i.e., partially available at each node)
and some local processing is performed before the intermediate results are passed
on to a single fusion center, which produces the final result. Examples of this
master-slave architecture are given in [288] and, more recently, in [132]).

• Distributed: Data is spatially dispersed and locally processed, and emphasizes
that there is no master, or coordinator, or central fusion node, as opposed to the
decentralized case. Instead, the computing units cooperate with their neighbors
(i.e., only single-hop communication is allowed) by sharing only the intermediate
results (i.e., no data is shared). Hence, the final result is available at all the
nodes when the process stops—as opposed to the parallel case, where each node
only had one slice of the result. The algorithms presented in Chapters 2–4 are of
this kind.

In this thesis, we consider: i) distributed scenarios, where strongly-connected
networks of intelligent agents cooperate to solve a social problem; and ii) parallel
scenarios, where a fully-connected network of selfish competing agents share a common
resource. No coalitional or decentralized scenarios will be considered. We approach the
cooperative distributed scenario with consensus-diffusion algorithms (e.g., [211, 14, 138,
269, 270, 54, 249, 247, 200, 261, 76]), and we model the parallel competitive scenario
with dynamic potential games (e.g., [264, 196, 70, 181, 122, 81]).

Consensus-diffusion algorithms, have proved to be a powerful tool for building
cooperative distributed algorithms. Examples of applications include filtering [209],
detection [12], classification [91, 285], convex optimization [201, 56], nonconvex op-
timization [76], and many others. We say that consensus-diffusion algorithms are
cooperative in the sense that the agents tend to reach a consensus on some social
objective that is a combination of their individual objectives. To distinguish between
consensus and diffusion we use another customary convention. In this thesis, when we
talk about consensus, we mainly refer to average-consensus algorithms, in which the
nodes achieve consensus on the average of their datasets (this is described in Chapter
2). When we talk about diffusion, we mean a first order optimization algorithm with
an extra combination step that is similar to the average-consensus step. Again, this is
a customary convention. In the literature, we can also find the so named consensus
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first-order optimization algorithm that is slightly different from the first-order diffusion
variant. Actually, there are several variants of both diffusion and consensus first-order
algorithms, which can be expressed in a more general unifying form (see, e.g., [249, 247]
for an excellent discussion on their differences and similarities). It has been shown
in [249, 247, 291] that the dynamics of diffusion gradient descent networks leads to
enhanced stability and lower mean-square-error (MSE) than consensus counterparts.
Therefore, whenever we propose a distributed optimization algorithm, we will only
focus on diffusion strategies. The specific distributed cooperative scenarios under study
in this thesis are the following:

• In Chapter 2, we use average-consensus algorithms to propose distributed imple-
mentations of classical feature extraction methods, including principal component
analysis (PCA), factor analysis (FA) and linear discriminant analysis (LDA).

• In Chapter 3, we apply diffusion optimization to reinforcement learning, in
particular we propose a distributed algorithm for off-policy evaluation in a scenario
where the agents explore the environment with different behavior policies and
learn to predict a common target policy together. We assume that the agents
operate in similar but independent environments, so that they do not influence
each other with their actions; but still they can benefit from learning together.

• Chapter 4 proposes a diffusion-based stochastic-approximation particle-filter
algorithm, named distributed-cross-entropy where a network of agents cooperate
for optimizing an unknown nonconvex function.

The parallel competitive scenario is studied in Chapter 5. We consider a fully-
connected network of agents that compete to maximize their individual rewards in a
time-varying environment, which we assume can be characterized by a discrete-time
dynamical system equipped with a set of states and a state-transition equation. This
is formally expressed as a noncooperative dynamic game. A dynamic game starts at
an initial state. Then, the agents take some action, based on the current state of the
game, and receive some reward values. Then, the game moves to another state. This
sequence of state-transitions is repeated at every time step over a (possibly) infinite
time horizon. We consider the case in which the aim of each agent is to find the
strategy (i.e., sequence of actions) that maximizes its long term cumulative reward,
given other agents’ strategies. Thus, a game can be represented as a set of coupled
optimal-control-problems (OCPs), or equivalently as a multiobjective OCP, which is
difficult to solve in general. As opposed to Chapter 3, Chapter 5 studies the optimal
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control problem when the agents operate in the same environment and, therefore,
influence each other with their actions. We focus on a class of games, named dynamic
potential games (DPG), that appear often in applications where the agents share some
common resource (e.g., oligopolies, exploitation of natural resources, communication
channel, etc.) [264, 196, 70, 181, 122, 81].

Our goal studying the mentioned scenarios is to understand the essential aspects
of multiagent networks and distributed computation (like global vs. local datasets,
local estimators of global magnitudes, cooperative vs. non-cooperative vs. competitive
agents, solution concepts for cooperative and competitive scenarios, etc.) and to
provide concrete methods for their solution.

1.3 Summary of contributions

The specific research contributions of this thesis are:

• Development of distributed component analysis methods, using consensus-averaging
techniques, that asymptotically match the centralized performance and that can
be used for standard signal processing applications, like compression or classifica-
tion, even for large, sparse networks of agents.

• Development of a diffusion-based distributed gradient-temporal-difference (DGTD)
algorithm for off-policy reinforcement learning that extends the single-agent
gradient-temporal-difference (GTD) due to [277, 275, 178, 177] to cooperative
multi-agent networks. As a byproduct of this derivation, we show that the GTD
algorithm, motivated as a two time-scales stochastic approximation in [275], is
indeed a stochastic Arrow-Hurwicz algorithm applied to the dual problem of the
original formulation. This is a novel interesting result by itself, since it gives
insight on how the algorithm works and could lead to future extensions (after
publishing this result in Dec. 2013 with reference [297], the same saddle-point
derivation was independently rediscovered two years later in July 2016 by ref-
erence [170]). In addition, we analyze the steady-state and transient behavior
of the proposed distributed algorithm, deriving closed-form expressions that
characterize the network performance for sufficiently small constant step-sizes,
which generalize previous analysis for the single-agent GTD algorithm. We note
that the proposed DGTD introduces a novel family of distributed primal-dual
algorithms that has been later analyzed by other authors [285]. We also discuss a
number of extensions of the proposed distributed-GTD, including a cooperative
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actor-critic method for off-policy learning of the optimal policy (i.e., the control
problem).

• Development of a diffusion-based distributed-cross-entropy (DCE) algorithm that
matches (can even outperform) the performance of the original stochastic approx-
imation single-agent-cross-entropy (SACE) method [128]. Convergence analysis
of DCE that generalizes previous analysis of single-agent related frameworks
due to [128, 108, 340]. In addition to the algorithmic and theoretical contri-
butions, we discuss how diffusion-based distributed stochastic approximation
algorithms behave on non-convex problems, and establish a connection between
cross-entropy and continuation optimization schemes (like those presented ana-
lyzed in [194, 119]).

• Analysis of deterministic and stochastic dynamic-potential-games (DPGs) with
continuous state-action variables and constrained state-action sets in the general
nonreduced form. We start by an open-loop (OL) analysis of deterministic DPGs,
then we extend the OL results to stochastic DPGs and, finally, we provide a
simplified closed-loop (CL) analysis of stochastic DPGs for parametric policies.
In all cases, we introduce a related single-objective control problem and show
that the solution of this single-objective problem is a Nash equilibrium of the
game. The results generalize previous analysis due to [68–70, 122, 105, 81] and
are presented in a form that is the natural extension of the analysis for static
potential games [264, 196]. We remark the importance of dealing with constraints,
as they are required for many applications; and the relevance of including a CL
analysis, since CL policies can yield optimal performance in stochastic settings.
Another contribution is to show that the proposed framework can be applied
to multiple communication engineering problems. Finally, we show that it is
possible to approximate a CL Nash equilibrium of the game by interaction with
a simulated environment, without explicit knowledge of the problem, by using
modern deep-reinforcement learning techniques.

The publications resulting from this thesis are the following:
Chapter 2:

• [293] Valcarcel Macua, S., Belanovic, P., and Zazo, S. (2010). Consensus-based
distributed principal component analysis in wireless sensor networks. In IEEE Int.
Workshop on Signal Processing Advances in Wireless Communications (SPAWC),
pages 1–5.
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1.4 Outline

The outline of this thesis is as follows:

• Chapter 2 introduces average-consensus as a basic form of cooperation. We
show how average-consensus can be used for computing the first and second
order moments from a distributed dataset and to build a number of cooperative
component analysis methods. We finish the chapter pointing to distributed
optimization as a framework for developing more general analysis methods.

• Chapter 3 uses distributed optimization for cooperative policy evaluation. We
derive the gradient-temporal-difference (GTD) algorithm in a novel primal-dual
manner and show how to implement it in a distributed manner, even when the
agents follow different policies. We provide a detailed analysis of the algorithm.
We finish the chapter pointing to interesting extensions, like distributed off-policy
actor-critic algorithms or generalizing across similar domains.

• Chapter 4 uses distributed stochastic approximation for cooperative global search.
We provide novel results for the particle filter optimization framework and perform
numerical experiments to compare with the centralized solution.
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• Chapter 5 deals with the non-cooperative scenario. We present dynamic games
and show conditions for these games being potential. Moreover, we provide
open-loop and a preliminary closed-loop analysis of general dynamic potential
games (stochastic, described in nonreduced form and with explicit constraints).

• Chapter 6 provides some conclusions.

1.5 Notation

We indicate some general notation that is shared along chapters. More specific notation
is included when necessary, as well some additional remarks at the beginning of each
chapter.

Lower case letters are used to denote both scalar values and vectors. Matrices are
denoted by upper case letters. Boldface notation denotes random variables (e.g., s is
a realization for s). For time varying scalar variables, the time index i is expressed
between parenthesis (e.g., r(i)); while for time varying vectors or matrices, the time
index is set as a subscript (e.g., xi). Moreover, whenever a variable is specific to some
agent k we add a subscript (e.g., xk,i means the variable corresponding to agent k at
time i).

All vectors are column vectors. Superscript ·⊤ denotes transposition. The identity
matrix of size M is denoted by IM , the null matrix of size M × L is denoted by
0M×L, and 1M and 0M stand for vectors of ones and zeros of length M , respectively.
The Kronecker product operation is denoted by ⊗. The spectrum, m-th eigenvalue,
maximum eigenvalue and spectral radius of a matrix are denoted by λ(·), λm(·), λmax(·)
and ρ(·) = |λmax(·)|, respectively. The operator col{·} stacks vectors (or matrices) into
a long vector (or a tall matrix), we sometimes write:

col{x1, . . . , xN} ≜

 x1
...
xN

 = (xk)
N
k=1

Operator diag{·} creates a diagonal matrix (a block-diagonal matrix) from a given
vector (a set of square matrices). The Euclidean norm is given by ∥y∥2 ≜ y⊤y; and
the weighted Euclidean (semi)norm is given by ∥y∥2D ≜ y⊤Dy, where D is a positive
(semi)definite matrix. The expected value operator is denoted by E[·]; the expected
value operator with respect to probability distribution d is denoted by Ed[·].



Chapter 2

Distributed component analysis
methods using average consensus

2.1 Introduction

In this chapter, we illustrate the principles underlying cooperative fully distributed
algorithms. We consider a very simple strategy, known as consensus averaging, that is
used for proposing distributed implementations of a number of component analysis
(CA) methods.

Principal component analysis (PCA) is one of the most fundamental and best
known feature extraction algorithms [220, 125, 136], dating back to the 1930s. Since
then it has enjoyed tremendous success in many diverse fields, inspiring numerous
variations and extensions. We examine the processing and communications (intra- and
inter-node) aspects of performing PCA, static linear Gaussian models (SLGMs) and
linear discriminant analysis (LDA), and propose average-consensus based distributed
implementations for all of them. As we will see, SLGMs include principal component
analysis (PCA), as well as two closely related algorithms, factor analysis (FA) and
probabilistic PCA (PPCA).

At the time we performed this research, there existed various partially distributed
implementations of PCA. These earlier approaches focused on saving part of the multi-
hop communication cost by either local computations [141] or aggregation services [229,
10, 159], but they still relied on a fusion center for merging the local results. Reference
[326] presented a distributed distance matrix estimation algorithm for non-linear
manifold learning and dimensionality reduction; it built on a distributed implementation
of the power method [250], which was also based on a standard average consensus
algorithm, but it required a post-consensus flooding of intermediate results, involving
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multiple-hops to get the information to every agent in the network, which prevents
from scaling to large networks. Up to the best of our knowledge, the consensus-
based algorithms presented here were the first fully distributed component analysis
algorithms that required neither fusion center, nor flooding, and still were able to
achieve near optimal results just by local (1-hop) neighborhood communications, and
with communication cost that is independent on the network size and on the number of
data samples, being able to scale to arbitrarily large networks and large datasets. Many
other related distributed PCA have appeared after publishing the results included in
this chapter (see, e.g., [327, 24, 111, 167, 45, 89, 222, 318, 197, 166, 283]). Moreover,
some of these more modern works extend the consensus averaging approach used here,
while others present novel distributed implementations; some of them are presented in
a heuristic fashion similar to here, while others include rigorous convergence analysis.
A complete comparison with all of these more modern distributed component analysis
methods is out of the scope of this introduction, since our main purpose is to present a
number a contributions that, we hope, will gently introduce the reader to the more
sophisticated fully distributed cooperative algorithms of Chapters 3 and 4.

Our first contribution is a method for distributed estimation of the first two moments
of a multi-dimensional data set, when the agents have different number of samples.
This method is based on the well-studied average consensus algorithms.

The second contribution of this article is a direct application of the previous idea
to systematicaly develop a set of fully distributed component analysis methods. We
begin with two distributed algorithms to perform PCA. The first is a direct method,
deriving local approximations of the sample covariance matrix of the global data
set, and hence the dominant eigenvectors and the principal subspace spanned by
these. The other is an iterative method, based on an expectation maximization (EM)
procedure. Both algorithms asymptotically converge to the centralized solution given
by classical PCA. Then, we introduce distributed implementations of factor analysis
(FA) and probabilistic principal component analysis (PPCA). Finally, we present three
distributed implementations for linear discriminant analysis, namely a direct method
that follows the same idea of estimating the covariance matrix in a distributed manner
and then computing the eigenvectors locally; a distributed coordinate descent method;
and uncorrelated-LDA, which implicitly adds some regularization to the covariance
matrix to be able to operate on undersampled datasets.

The third contribution is to illustrate the behavior of these algorithms with some
experimental examples of their use over large, sparse networks with distributed datasets,
which represent the most difficult setting.
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For simplicity, we do not examine here convergence or the influence of noisy links,
time-varying topologies, and delay and quantization effects. They have been extensively
analyzed in the literature (see, e.g., [212, 46, 253, 252, 213, 139]) in generic terms, and
their influence on our algorithms is beyond the scope of this introductory chapter.

Publications. The results described in this chapter resulted in the following
publications [293, 294, 20, 299, 19, 21].

Notation. In this chapter, Y ∈ RM×T denotes the observed dataset, which is a
matrix where there are T data samples (columns) of length M each; and W is the
matrix with columns spanning the subspace obtained with each of the component
analysis methods that will be described.

2.2 Background on component analysis methods

The basic idea underlying component analysis (CA) methods (also named subspace
methods) is to project the data (or its non-linear expansion in a feature space [260])
into a lower dimensional subspace, keeping those relevant components that are optimal
for a given task (e.g. classification, estimation). In other words, CA methods are linear
and non linear methods for "manifold learning", i.e. they find a low-dimensional basis
for describing high-dimensional observed data, uncovering the intrinsic dimensionality.

CA methods have been being applied for many tasks, like data compression,
overcoming the curse of dimensionality with high-dimensional data (which usually
requires a large number of samples to build accurate models (see e.g. [38])), de-noising,
setting reasonable distance metrics (e.g. between two frames in a picture), etc.

There have been some papers seeking for a a common framework to unify CA
methods. Reference [239] showed how Principal Component Analysis (PCA), Factor
Analysis (FA) and Probabilistic Principal Component Analysis (P-PCA) can be derived
from the point of view of static linear Gaussian models. Reference [321] proposed a
unifying view of PCA, Linear Discriminant Analysis (LDA), and some other methods
using graph theory. More recently, reference [66] introduced a very general framework
of PCA, LDA and many others, as well as their weighted and kernel extensions.

2.2.1 Principal Component Analysis

PCA was first introduced by Pearson in 1901, as a methodology for linear regression,
and later, in 1933, independently derived and given its current name by Hotelling, as a
technique for the analysis of correlation between many random variables. For a detailed
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review on PCA see e.g. [136] and references therein. The two most common derivations
of PCA involve finding the lower-dimensional subspace: (a) where the variance of the
data is maximized, or (b) where the linear projection minimizes the mean square error
of the distance between the original and the projected data. Both derivations result in
similar principal components (PC), i.e. similar basis of the subspace.

Let Y ≜ (y1, . . . , yT ) be a global dataset of T independent and identically distributed
(i.i.d.) samples. Each sample is M -dimensional, such that Y ∈ RM×T . The standard
single-agent PCA requires that the agent has access to the full data set Y , so that it can
obtain the principal subspace W ∈ RM×L directly by getting the sample data covariance
matrix Σ, and then its L dominant eigenvectors, as summarized in Algorithm 2.1.

Algorithm 2.1: Single-agent PCA returns principal subspace of covariance
matrix.
1 Input: dataset Y

1: Estimate sample mean: µ← 1
T

∑T
t=1 yt

2: Center data: Y ← Y − µ1⊤

3: Estimate sample covariance: Σ← 1
T−1

Y Y
⊤

4: W ← take the L dominant eigenvectors of Σ
Return: principal subspace W

2.2.2 PCA in the context of latent variable models

References [238, 284] proposed to think of the observed data as the maximum likelihood
solution of a probabilistic latent variable model. First, introduce an explicit latent
variable x ∈ RL that corresponds to the principal component subspace (recall that
boldface notation denotes random variables). Let us define a Gaussian prior distribution
over the latent variable x ∼ N (0L, Q). The observable data is modeled by random
variable y ∈ RM . We assume that the observable data is generated by a linear
transformation of the latent variable plus some some random noise ϵ ∼ N (0M , R):

y = Wx+ ϵ (2.1)

Hence, the conditional distribution of the observable data is also Gaussian, of the form
y|x ∼ N (0M ,WQW⊤ +R) In this setting, we can think that the observable dataset is
generated by choosing a value for the latent variable and then sampling the observed
variable conditioned on this latent value. Taking the limit ϵ → 0 in (2.1), then it
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results the standard PCA model [238]:

Y = WX (2.2)

where the columns of W span the L-dimensional subspace (L ≤M) which maximizes
the variance of the projection of Y onto that space. Under this assumption, the
maximum likelihood estimate for W is the set of L dominant eigenvectors of the sample
covariance matrix of the global data set Y (see [284]). Hence, based on this probabilistic
latent variable model with zero observation noise, it is possible to find an iterative
EM like algorithm that converges to a maximum independent on the distribution of
the observed data set. By linking EM with block coordinate descent, reference [66]
uses the results from [13] to argue that there is a unique global maximum, so that
convergence to the global solution is guaranteed, up to saddle points if the data is ill
posed. In general, the EM algorithm is a two steps iterative technique for computing
maximum likelihood solutions. In the E-step, it computes sufficient statistics, while in
the M-step, the parameters of the model are estimated. For a detailed review on EM
see, e.g., [185].

The single-agent EM algorithm for PCA presented in [238, 284], that we denote
as EM-PCA, is shown in Algorithm 2.2. At each iteration, the E-step projects the
data onto a lower dimensional subspace, while the M-step seeks for an update of the
subspace which could minimize the mean square error of the distance between the
original and the projected data. Thus, the E-step is given by

X =
(
W⊤W

)−1
W⊤Y (2.3)

and the M-step is given by

W = Y X⊤ (XX⊤)−1 (2.4)

If the data is not zero mean, we have to center the samples by subtracting the mean
prior to the EM loop composed of (2.3)–(2.4).

It is worth noting that both the columns of W and the dominant L eigenvectors of
the sample covariance matrix span the same principal subspace. However, they are
not equal. In fact the columns of W are not orthogonal. In the case orthogonality is
required, reference [1] showed that adding very simple lower/upper triangularization
operators to the E/M steps, the EM loop will output directly an orthogonal basis of
the principal subspace, similar (up to rotation) to the one found in Algorithm 2.1.
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Algorithm 2.2: Single-agent EM-PCA iteratively minimizes reconstruction error.
1 Input: dataset Y

1: Initialize W ∈ RM×L with L random columns
2: Estimate sample mean: µ← 1

T

∑T
t=1 yt

3: Center data: Y ← Y − µ1⊤

4: repeat
5: Project data (E-step): X ←

(
W⊤W

)−1
W⊤Y

6: Minimize error (M-step): W ← Y X⊤ (XX⊤)−1

7: until some convergence criteria for W is met
Return: principal subspace W

Although the model (2.1) was assumed zero mean data, we have included the data
centering step in Algorithm 2.2 for completeness. We do the same in the following
subsection.

2.2.3 Static Linear Gaussian models

Roweis and Ghahramani [239] noted that the approach of a latent variable model could
be extended to many other methods, both static and dynamic, (e.g. PCA, P-PCA, FA,
Hidden Markov Models and Kalman filters, among others). In particular, they showed
that FA and P-PCA can be derived from the same generative static linear Gaussian
model described in Section 2.2.2, just by not vanishing but constraining the covariance
matrix R that controls the observation noise.

Factor Analysis

For instance, by restricting R to be diagonal, we recover a standard statistical model
known as maximum likelihood factor analysis. The unknown latent variables X are
called the factors in this context; the matrix W is called the factor loading matrix, and
the diagonal elements of R are often known as the uniqueness (for a detailed review
on FA, see, e.g., [236, 239]). The main difference between FA and PCA is that, instead
of assuming that most of the total variance of a variable is important and in common
with other observed variables, FA allows for a considerable amount of uniqueness to be
present in the data. As reference [239] shows, the learning algorithm for W and R is
exactly an EM algorithm. During the E-step of FA, the factors are obtained as the
mean, X, and covariance, Q, of the latent data distribution using parameters, W and
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R, from the latest iteration:

X = W⊤ (WW⊤ +R
)−1

Y (2.5)

Q = IL −W⊤ (WW⊤ +R
)−1

W (2.6)

During the M-step, the maximization of the updated moments yields the new parameter
values for W and R:

W = Y X⊤ (XX⊤ + TQ
)−1 (2.7)

R = diagelements

[
1

T − 1

(
Y Y ⊤ −WXY

⊤
)]

(2.8)

where we recall that T denotes the number of samples and operator diagelements[·]
outputs a diagonal matrix of the same size and with same diagonal elements as the
input (i.e., it discharges all off-diagonal entries of the input). We remark that we have
followed the model described in Section 2.2.2, which implies that the dataset is zero
mean. The steps for FA are summarized in Algorithm 2.3.

Algorithm 2.3: Single-agent FA from EM algorithm
1 Input: dataset Y

1: Initialize W ∈ RM×L with random columns
2: Initialize R ∈ RM×M as a random diagonal matrix
3: Estimate sample mean: µ← 1

T

∑T
t=1 yt

4: Center data: Y ← Y − µ1⊤

5: repeat
6: (E-step) Estimate expected likelihood
7: Γ← W⊤ (WW⊤ +R

)−1

8: X ← ΓY
9: Q← IL − ΓW

10: (M-step) Maximize likelihood
11: W ← Y X⊤ (XX⊤ + T ·Q

)−1

12: R← diagelements
[

1
T−1

(
Y Y

⊤ −WXY
⊤
)]

13: until some convergence criteria for W is met
Return: Factor loading matrix W and uniqueness R

Probabilistic PCA

As we have seen in section 2.2.2, standard PCA results from the generative model
defined by (2.1)) when taking the observation error zero. Similar to FA, if we allow the
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covariance of the observed noise to be a multiple of the identity matrix R ∼ N(0, αI),
then we now have a fully probabilistic model for PCA. This causes that the observation
noise is updated as follows:

α =
1

(T − 1)M
Tr
[
Y Y

⊤ −WXY
⊤
]

(2.9)

Reference [238, 284] introduced an iterative EM algorithm for P-PCA, which is repro-
duced in Algorithm 2.4 (we follow the formulation from [238]).

Algorithm 2.4: Single-agent P-PCA
1 Input: dataset Y

1: Initialize W ∈ RM×L with random columns
2: Initialize α as a positive random scalar
3: Estimate sample mean: µ← 1

T

∑T
t=1 yt

4: Center data: Y ← Y − µ1⊤

5: repeat
6: (E-step) Estimate expected likelihood
7: Γ← W⊤ (WW⊤ + αIM

)−1

8: X ← ΓY
9: Q← IL − ΓW

10: (M-step) Maximize likelihood
11: W ← Y X⊤ (XX⊤ + T ·Q

)−1

12: α← 1
(T−1)M

Tr
[
Y Y

⊤ −WXY
⊤
]

13: until some convergence criteria for W is met
Return: Principal subspace W and model variance α.

P-PCA offers some interesting applications. For instance, it can deal with missing
data, provided that it is missing at random, by marginalizing over the distribution of
the unobserved variables. Furthermore, we can use a Bayesian approach in order to
estimate the number of most relevant principal components [38].

2.2.4 Fisher Linear Discriminant Analysis

In classification, a discriminant is a function that takes an input vector y and assigns
it to one of D classes, denoted {B1, . . . , BD}. We assume that the classes are disjoint,
so that each input is assigned to one and only one class. Hence, the input space is
thereby divided into decision regions whose boundaries are called decision surfaces.
Moreover, we shall assume that the dimensionality of the input space is greater than
the number of classes, such that D < M .
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Suppose we take the M -dimensional input vector y and project it down to a lower
L-dimensional space (L ≤M) using

x = W⊤y (2.10)

We are interested in a special subspace where, on one hand, the separation between
the means of the projected classes is maximum, while, on the other hand, the variance
within each class is minimum, thereby minimizing the class overlap [38].

Suppose we are given a training dataset consisting of T data points lying in an
M -dimensional vector space, and their corresponding labels. We express the set of
data points as a matrix Y ≜ (yt)

T
t=1 ∈ RM×T , with columns yt ∈ RM ; and the set of

labels as an indicator matrix G ∈ RT×D, with elements gtd ∈ {0, 1}, such that gtd = 1 if
the corresponding sample yt belongs to class d, and 0 otherwise [67]. Since the classes
are disjoint, we have

∑D
d=1 gtd = 1. By slightly abusing notation, we write t ∈ Bd to

indicate that yt belongs to class d:

{t ∈ Bd} ≜ {yt, t = 1, . . . , T : gtd = 1} (2.11)

We define the within-class covariance matrix for class d as:

Ψd ≜
∑
t∈Bd

(yt − µd)(yt − µd)
⊤ (2.12)

where µd is the sample mean of the points in class Bd, and being Td the amount of
points in that class:

µd ≜
1

Td

∑
t∈Bd

yt (2.13)

The number of points in each class can be easily obtained from the diagonal of the
gram matrix of G:

(Td)
D
d=1 = diagelements

[
G⊤G

]
(2.14)

or equivalently, we write: Td =
[
G⊤G

]
dd

. The total within-class covariance matrix Σw

that we aim to minimize is given by the sum of the D within-class covariance matrices:

Σw ≜
1

T − 1

D∑
d=1

Ψd (2.15)
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We can use the average distance between the means of the classes as a measure of the
separation between classes:

Σb ≜
1

T − 1

D∑
d=1

Td (µd − µ) (µd − µ)⊤ (2.16)

where µ is the sample mean of all the points in the dataset:

µ ≜
1

T

T∑
t=1

yt (2.17)

Note that Σb is the sum of D rank 1 matrices. But, due to (2.17), it is clear that:

q ≜ rank [Σb] ≤ D − 1 (2.18)

Reference [94] showed that the optimal subspace that minimizes (2.15) and maxi-
mizes (2.16) can be found as the solution of the following problem:

maximize
W∈RM×L

Tr
[(
W⊤ΣwW

)−1
W⊤ΣbW

]
(2.19)

Maximizing (2.19) can be seen as a general eigenvalue problem (GEP) with solution
given by

W ⋆ = eigL
[
Σ−1

w Σb

]
(2.20)

where eigL[·] denotes the operator that takes the eigenvectors associated with the
L highest eigenvalues (see, e.g., [94, 66]). This result is known as Fisher’s linear
discriminant. Although strictly it is not a discriminant but rather a specific choice of
direction for projection of the data down to an embedded subspace, which is spanned
by the eigenvectors corresponding with the L highest eigenvalues. From (2.18), we
have the constraint that L ≤ q.

Interestingly, it can be shown that if we replace the within class covariance, Σw,
with the total covariance of all data points, denoted Σ and given by (2.22) below, then
we obtain another problem that is equivalent to (2.19):

maximize
W∈RM×L

Tr
[(
W⊤ΣW

)−1
W⊤ΣbW

]
(2.21)
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where

Σ ≜
1

T − 1

T∑
t=1

(yt − µ) (yt − µ)⊤ (2.22)

In other words, minimizing the total covariance is equivalent to minimizing the within-
class covariance. And the solution to (2.21) is the same as (2.20), but can be computed
in another form derived from this alternative formulation:

W ⋆ = eigL
[
Σ−1Σb

]
(2.23)

For simplicity, we will prefer this alternative formulation when deriving distributed
implementations of LDA.

Algorithm 2.5: Single-agent LDA returns principal subspace that solves (2.20).
1 Input: data points Y and labels G

1: Estimate covariance matrix Σ using (2.22)
2: Estimate between-class scatter matrix Σb using (2.16)
3: W ← take the L dominant eigenvectors of Σ−1Σb

Return: discriminant subspace W

The eigen-formulation in (2.20) reminds PCA, in the sense that it can be also
derived as the eigenvectors of the sample covariance matrix. However, while PCA
captures the directions of maximum covariance, LDA takes into account the within
classes and between classes scatter matrices. Thus, LDA allows us to separate the
classes better in the subuspace (see Figure 2.1).

Iterative LDA

Together with many other component analysis methods, LDA can also be derived in
the general framework due to [66] as the optimal solution of the following optimization
problem, which is equivalent to (2.19) and (2.21):

maximize
W∈RM×L, A∈RD×L

Jlda(W,A) ≜
∥∥∥(G⊤G

)−1/2 (
G⊤ − AW⊤Y

)∥∥∥2
F

(2.24)

where ∥X∥F ≜ Tr∥X⊤X∥2 = Tr
[
∥XX⊤∥2

]
is the squared Frobenius norm for any

matrix X, G is the label indicator matrix defined in the previous subsection, A is a
generative matrix for the column space of G, and Y denotes the centered set of training
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Figure 2.1 PCA vs LDA. PCA finds the most representative directions. LDA minimize
the within class covariance matrices, while also maximizing the mean distance between
classes preserve.

data points:

Y ≜ Y − µ1⊤ (2.25)

To show that (2.24) is equivalent to (2.21), we only have to optimize J(W,A) over
A, which can be solved in closed form by setting the gradient equal to zero:

∇AJlda(W,A) = ∇ATr
[(
G⊤G

)−1 (
G⊤ − AW⊤Y

) (
G⊤ − AW⊤Y

)⊤]
=
(
G⊤G

)−1
(
AW⊤Y Y

⊤
W −G⊤Y

⊤
W
)

= 0D×L (2.26)

Hence, we have

A = G⊤Y
⊤
W
(
W⊤Y Y

⊤
W
)−1

(2.27)

By substituting (2.27) in (2.24), we can remove the dependence on A, which yields:

Jlda(W ) ∝ Tr

[(
W⊤Y Y

⊤
W
)−1

W⊤Y G
(
G⊤G

)−1
G⊤Y

⊤
W

]
(2.28)

Note that Σ = 1
T−1

Y Y
⊤ and Σb =

1
T−1

Y G
(
G⊤G

)−1
G⊤Y

⊤. Hence, (2.28) and, thus,
(2.24), are equivalent to (2.21).
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The benefit from (2.24) is that it allows for an iterative solution through alternating
least squares (ALS), which consists in optimizing for A and W , alternatively (this is
more usually known as block coordinate descent). As we have seen, the solution can be
obtained in closed form by taking ∇AJlda(W,A) = 0D×L and ∇WJlda(W,A) = 0M×L,
which yields the following update equations:

A = G⊤Y
⊤
W
(
W⊤Y Y

⊤
W
)−1

(2.29)

W =
(
Y Y

⊤
)−1

Y G
(
G⊤G

)−1
A
(
A⊤ (G⊤G

)−1
A
)−1

(2.30)

This iterative procedure is summarized in Algorithm 2.6. As reference [66] points
out, the optimization of (2.24) “avoids the small sample size problem and can be a
numerically efficient for large amounts of high dimensional data.”

Algorithm 2.6: Single-agent iterative LDA.
1 Input: data points Y and labels G

1: Initialize W ∈ RM×L and A ∈ RD×L randomly
2: Estimate mean and center dataset using (2.25)
3: repeat
4: Update A using (2.29)
5: Update W using (2.30)
6: until some convergence criteria for W is met

Return: discriminant subspace W

Regularized LDA for undersampled data

When dealing with data sets whose dimensionality is comparable to the number of
samples, the within class and between classes scatter matrices may be singular and
solutions based on eigen-decomposition or iterative ALS can have high variance. One
way of surmounting this problem is by adding some bias to the data towards the
plausible set of parameter values, which can be seen as a form of regularization. One
interesting case of this form of regularization is Uncorrelated LDA (ULDA) (see, e.g.,
[134, 324, 325]), which solves the following objective:

maximize
W∈RM×L

Tr
[(
W⊤ΣW

)+
W⊤ΣbW

]
(2.31)

where (·)+ denotes the pseudoinverse of a matrix (see, e.g., [103, Sec. 5.5.4]). Note
that (2.31) seems actually a natural extension of (2.21) when Σ is singular.
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Let Z be a matrix that simultaneously diagonalize Σ, Σb and Σw, i.e.,

Z⊤ΣZ = ∆ (2.32)

Z⊤ΣbZ = ∆b (2.33)

Z⊤ΣwZ = ∆w (2.34)

such that ∆, ∆b and ∆w are diagonal matrices. The solution to (2.31) is given by the
first q columns of Z (see, e.g., [324]), where q is the rank of Σb, as given by (2.18). The
adjective “uncorrelated” in the name comes from the observation that the projected
covariance matrices in (2.32)–(2.34) are diagonal, meaning that the transformation
yields uncorrelated features.

In order to find Z, ULDA performs the following steps. The first step consists in
estimating the mean and centering the dataset using (2.25) to obtain Y . Then, ULDA
defines matrices H and Hb:

H ≜
1√
T
Y (2.35)

Hb ≜
1√
T

[
µ1 − µ√

T1
, . . . ,

µD − µ√
TD

]
(2.36)

such that they satisfy:

Σ = HH⊤ (2.37)

Σb = HbH
⊤
b (2.38)

Working with H saves the computation of the whole covariance matrix. Then, it
computes the reduced singular value decomposition (SVD) of H to find its eigenvalues
and left eigenvectors:

H = U∆HV
⊤ (2.39)

where U and V are orthogonal and ∆H is diagonal. These terms are then used to build:

B ≜ ∆−1
H U⊤Hb (2.40)

This matrix is again decomposed using the SVD as:

B = P ∆̃bQ
⊤ (2.41)
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where P and Q are orthogonal and ∆̃b is diagonal. Then, we have:

∆−1
H U⊤ΣbU∆H = ∆−1

H U⊤HbH
⊤
b U∆H = P ∆̃bQ

⊤Q∆̃⊤
b P

⊤ = P ∆̃2
bP

⊤ (2.42)

Now, matrix P is used to find the simultaneous diagonalization matrix:

Z = U∆−1
H P (2.43)

So that:

Z⊤ΣbZ = P⊤P ∆̃2
bP

⊤P = ∆̃2
b = ∆b (2.44)

Finally, the discriminant subspace, W , is obtained by taking the first L ≤ q columns
of Z. These steps are summarized in Algorithm 2.7.

Algorithm 2.7: Single-agent ULDA.
1 Input: data points Y and labels G

1: Estimate mean and center dataset using (2.25)
2: Build H and Hb using (2.35)–(2.36)
3: Obtain U and ∆H by performing reduced SVD on H, as in (2.39)
4: Build B using (2.40)
5: Obtain P by performing reduced SVD on F , as in (2.41)
6: Build Z using (2.43)
7: W ← first L columns of Z

Return: discriminant subspace W

2.3 Background on consensus algorithms

Many real life systems are made up of independent agents communicating and working
together towards a common goal. Examples include a football team, a group of medical
experts treating a patient, a pack of predators choosing a prey, a flock of flying birds
minimizing total air resistance, a colony of ants foraging, a swarm of robots, and a
network of agents measuring a common parameter.

One usually desired feature for such systems is the ability to reach agreement.
Ideally, the agents should be able to agree on a common value in a decentralized
fashion, i.e. without the need for a central entity which has a global view of the
system. This also implies that only local communication between the agents is required.
Other desirable properties are privacy, such that no observation data is exchanged,
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and scalability, such that the communication cost remains constant with the size of
the network—which is achieved by allowing only within-neighborhood communication,
since the cost only grows with the number of neighbors.

Average consensus algorithms [211] fulfill all the requirements above and have
hence been a focus of intense study in many disciplines of science in the last decades.
They were first studied already in the 60’s in the field of management science and
statistics [73]. The significant potential of these algorithms in distributed computing
has attracted attention from the control theory community (see e.g. [287, 131, 320,
62]) since the early 80’s. The advent of wireless sensor networks (WSN) sparked
renewed interest in consensus algorithms from the signal processing community (see
e.g. [14, 253, 252, 210, 244]), with specific modifications to suit this new setting. In last
years, much work has shifted from consensus to more general distributed optimization
methods, where an intermediate step that reminds the average-consensus is used (see,
e.g., [18, 270, 54, 249, 247, 203, 261, 76] and references therein).

In Chapters 3 and 4 of this thesis, we will consider the more general distributed
optimization framework (in particular, we will use first order diffusion optimization
methods for convex and non-convex optimization). However, in this chapter we are
only concerned on standard average-consensus for reaching agreement on the average
of some observed value.

2.3.1 The consensus problem

We consider a network of N connected agents measuring a common parameter (e.g,
a set of motes measuring the temperature), in which every agent aims to estimate
the average of the measurements of all the agents across the network, but it only has
access to its own observation. The network of forms a connected graph (i.e., there is at
least one path between every pair of agents). For simplicity, assume that the agents
take one single observation, denoted yk ∈ R, where k = 1, . . . , N stands for the agent
index. Let w⋆ denote the average that the agents aim to estimate:

w⋆ ≜
1

N

N∑
k=1

yk (2.45)

The network is modeled by a graph where the nodes are the agents, and edges
represent communication links. We say that two nodes can communicate with each
other, if and only if they are neighbors. More formally, the network is represented by a
non-negative connectivity matrix C = [clk] of size N ×N , with elements clk ≥ 0, for
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Figure 2.2 Example of cooperative networks considered in this chapter. The whole
network is displayed together with a zoom over the up-right corner. The zoomed area
displays the neighborhood of agent k.

all l, k = 1, . . . , N , such that the element clk represents the weight given by agent k to
the information coming from agent l. Each agent k is only allowed to communicate
within its own neighborhood Nk, which is defined as the set of agents that are directly
connected with agent k, including itself:

Nk ≜ {l : clk > 0}Nl=1 (2.46)

In other words, we say that agents k and l are neighbors if and only if clk > 0. See
Figure 2.2.

Let wk,i denote the estimate of the average for agent k at time i, which is initialized
with the agent’s initial measurement, i.e.,

wk,0 = yk (2.47)

The consensus algorithm consists in all agents performing the following recursion:

wk,i+1 =
∑
l∈Nk

clkwl,i (2.48)

The steps for the consensus algorithm are detailed in Algorithm 2.8.
We say that (2.48) is a fully distributed recursion for three main reasons:

• Each agent only shares information with its neighbors (i.e., only single-hop
communication);

• Data is distributed among the agents;

• and no sample data is shared, rather only intermediate estimates are exchanged,
preserving data privacy.
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Algorithm 2.8: Average consensus. This algorithm runs in parallel at every
agent k = 1, . . . , N .
1 Input: local sample yk, neighbor weights (clk)l∈Nk

)
1: Initialize local estimate wk = yk
2: repeat
3: Update wk using (2.48)
4: until some convergence criteria is met

Return: wk

The following subsection shows that distributed recursion (2.48) actually converges
to the network average.

2.3.2 Convergence of consensus algorithm

By introducing the vector of length N with entries the individual estimates of all
agents, given by

wi ≜ (wk,i)
N
k=1 =

 w1,i

...
wN,i

 ∈ RN (2.49)

we can express (2.48) as a network recursion for all agents in compact form: Suppose
that the agents perform the following recursion:

wi+1 = C⊤wi (2.50)

In order to study the evolution of the network recursion (2.50), we assume that the
combination matrix C is designed to satisfy the following conditions∑

l∈Nk

clk = 1,
∑
l∈Nk

ckl = 1 (2.51)

∃k ∈ [1, . . . , N ] : ckk > 0 (2.52)

Conditions in (2.51) imply that C is doubly stochastic and can be equivalently expressed
as:

1⊤C = 1⊤, C1 = 1 (2.53)
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Condition (2.52) means that at least one agent gives some positive weight (credit)
to its own information. More technically, it implies that the stochastic matrix C is
aperiodic (i.e., if we think in C as the state transition probability matrix of some
Markov chain, then ckk would be the probability of returning in state k). Recall that
we have assumed that the network is connected (i.e., there is at least one path between
every pair of agents), which is equivalent to say that C is irreducible. In addition, being
C a square, nonnegative and irreducible matrix, we conclude that it is also primitive
(see, e.g., [162, Prop. 1.7]). Hence, since C is doubly stochastic, we conclude that 1 is
the Perron-Frobenius eigenvalue of C, and 1 may be taken as the corresponding right
Perron-Frobenius eigenvector (see, e.g., [258, pp.118]). Finally, the Perron-Frobenius
theorem yields the following result:

lim
i→∞

Ci = lim
i→∞

(
C⊤)i = 1

N
11⊤ (2.54)

and the rate of approach to the limit is geometric (see, e.g., [124, Theorem 8.5.1], [258,
Theorem 4.2]).

Proposition 1. For a connected graph with a combination matrix C that satisfies
(2.51)–(2.52), we have

lim
i→∞

wk,i+1 = w⋆ (2.55)

Proof: Using the Perron-Frobenius theory described above, we can easily obtain
the convergence point of network recursion (2.50):

lim
i→∞

wi+1 = lim
i→∞

C⊤wi = lim
i→∞

(
C⊤)iw0 = 1

1

N

N∑
k=1

yk = 1w⋆ =

 w⋆

...
w⋆

 (2.56)

One final remark on the combination matrix C is that ensuring that conditions
(2.51)–(2.52) hold in a real distributed computing scenario is not trivial. First, it would
be desirable that the agents are able to find the weight values clk by themselves, in a
fully distributed manner (i.e., by local within-neighborhood communication and with
agents having no knowledge of the network topology beyond its own neighborhood).
Second, the agents have to surmount communications impairments (e.g., noisy links)
and keep the updates synchronized.
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It turns out that there are several works showing how to obtain valid weights in
a distributed manner (see, e.g., [246, Table 14.1]). One widely used example is the
Metropolis rule [116, 189, 320], which is described as follows:

clk =


1

max[|Nk|,|Nl|]
, if k ̸= l are neighbors

1−∑m∈Nk\{k} cmk, if k = l

0, otherwise

(2.57)

In addition, there are more sophisticated policies for building combination matrices
that aim to optimize the convergence time or minimize the estimation error (see, e.g.,
[46, Sec. IV], [246, Secs. 14.2–14.5] or [90]).

Nevertheless, when communications or synchronization among agents are not perfect,
even theoretically well designed combination matrices become nondoubly-stochastic,
resulting into biased results. In particular, left-stochasticity (i.e., C⊤1 = 1) means
that the weights given by each agent to all its neighbors add up to one. This condition
is easy to enforce even when some packets are lost, because the agent could recalculate
the weights at every iteration giving positive weight only to the packets that were
successfully received—including its own— (of course, the convergence analysis would
be more complicated, since the combination matrix would be time-varying in such case,
but the point is that the agent has all the information it needs to allocate the weights).
On the other hand, ensuring right stochasticity (i.e., C1 = 1) is more challenging
because each row depends on the whole neighborhood. It means that the weights given
by the neighbors of some agent to the information coming from that agent must add
up to one. In a real scenario (e.g., under wireless communications), this condition may
be difficult to satisfy. Consider that some agent broadcasts a packet, which is only
received by a subset of its neighbors. Those neighbors that received the packet can give
positive weight and compute (2.48). However, those that did not receive the packet
must set the corresponding weight to zero and, thus, the right stochastic condition will
not hold. Therefore, the algorithm will converge to a biased result.

Besides dealing with lossy links, another issue is how to keep synchronization among
neighbors, so they update its estimate at the same rate. Consider a simple network of
just two agents, k and l, which are performing periodic consensus iterations. Assume
the clock of k has a drift so, eventually, it will be out of synch and, although it may
receive data coming from agent l, it will not transmit any packet. In this case, agent
k has all the required information to perform the combination step. On the other
hand, agent l is still waiting for the data coming from agent k, so it can not update
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its estimate at that iteration. It means that, during the update of k, the combination
matrix C is only left stochastic, as opposed to doubly stochastic, and, again, the
asymptotic result will be biased.

There are few implementations of distributed algorithms [234, 216, 144, 145]. How-
ever, they are sensitive to asynchronous and noisy communications. In Section 2.9,
we propose a simple protocol for guaranteeing that the combination matrix is doubly-
stochastic at every iteration, independently of the amount of packet loss and the lack of
synchronization among agents. The protocol is also robust against permanent changes
in the topology (e.g., because of agent failure or after adding new agents). In addition,
in Chapters 4–3, we will propose novel distributed algorithms for which we can ensure
convergence even with left-stochastic matrices. For now, let us simply assume that
conditions (2.51)–(2.52) hold.

2.3.3 Consensus in higher dimensions

It is of course possible to extend the averaging procedure from the scalar case given
above, to a vector or a matrix at each agent.

In the vector case, each agent starts with a vector of M components, i.e., yk ∈ RM .
Let the average vector that the agents aim to estimate be given by

w⋆ ≜
1

N

N∑
k=1

yk ∈ RM (2.58)

The estimates of are now vectors of length M , i.e., wk ∈ RM , k = 1, . . . , N . For the
network estimate, we can follow (2.49) and aggregate all individual estimates in a long
vector of length NM :

wi ≜ (wk,i)
N
k=1 ∈ RNM (2.59)

where we set wk,0 = yk. Let us replicate the combination in a long block-diagonal
matrix of the form:

C ≜ C ⊗ IM (2.60)

Then, we can express the network recursion in compact form:

wi+1 = Cwi (2.61)
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Extending Proposition 1 to the vector case is trivial, so we can conclude:

lim
i→∞

wi = lim
i→∞
Ciw0 =

 w⋆

...
w⋆

 ∈ RNM (2.62)

Thus, similar to the scalar case (2.55), we have: limi→∞wk,i = w⋆, where w⋆ is now
the vector defined by (2.58).

For the matrix case, we consider that each agent starts with a matrix Yk of size
M ×Q. The average matrix that the agents aim to estimate is then given by

W ⋆ ≜
1

N

N∑
k=1

Yk ∈ RM×Q (2.63)

Let the matrix Wk,i ∈ RM×Q denote the estimate of W ⋆ at agent k at time i. In this
case, we find convenient to represent the set of local estimates as a tall network matrix
of size NM ×Q:

Wi ≜ (Wk,i)
N
k=1 =

 W1,i

...
WN,i

 ∈ RNM×Q (2.64)

Using the extended block diagonal combination matrix C given by (2.60), we obtain
the following network recursion:

Wi+1 = CWi (2.65)

Again, we use Proposition 1 to conclude that:

lim
i→∞

Wi = lim
i→∞
CiW0 =

 W ⋆

...
W ⋆

 ∈ RNM×Q (2.66)

which is equivalent to say that every agent converges to the average matrix:

lim
i→∞

Wk,i = W ⋆ (2.67)

The average consensus algorithm for vector and matrices is similar to Algorithm
2.8.
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Figure 2.3 Global matrix Y with a total of T samples, distributed unevenly over N
agents.

2.4 Distributed estimation

In this section, we present a set of simple methods for distributed estimation of the
first and second order moments of a distributed multivariate dataset.

Let Y ≜ (y1, . . . , yT ) be a global dataset of T independent and identically distributed
(i.i.d.) sample vectors of length M . The dataset is not available at any one location,
but rather is partially available at each agent. In particular, each agent k has the
knowledge of a block of Tk samples of X. The agents do not overlap samples, so that
the total number of samples is given by

T =
N∑
k=1

Tk (2.68)

Let yk,t ∈ RM denote the tth data sample at agent k. The set of data samples available
at agent k is then

Yk ≜ (yk,1, . . . , yk,Tk
) ∈ RM×Tk (2.69)

Hence, the global data set can be expressed in matrix form as

Y ≜ (Y1, . . . , YN) (2.70)

This setting is depicted in Figure 2.3.
The agents aim to estimate the sample mean and sample covariance of the global

dataset, given by

µ ≜
1

T

T∑
t=1

yt (2.71)



38 Distributed component analysis methods using average consensus

Σ ≜
1

T − 1

T∑
t=1

(yt − µ) (yt − µ)⊤ (2.72)

Here, we propose a process to approximate these moments with three consensus
algorithms.

In the first step, every agent calculates the average number of samples, that we
denote as T = T/N by running the consensus algorithm for the mean number of
samples per agent. Let T k,0 = Tk. Then, every agent performs the following iterates

T k,i+1 =
∑
l∈Nk

clkT l,i (2.73)

By using the result (2.55) from Proposition 1, we have that all agents asymptotically
converge to

T
⋆
≜

1

N

N∑
n=1

T k,0 =
1

N

N∑
n=1

Tk =
1

N
T = T (2.74)

From here, every agent can derive in isolation (i.e., without any communication) the
globally weighted local mean, which is defined as

µk ≜
1

T
⋆

Tk∑
t=1

yk,t (2.75)

The mean of the global set Y can be estimated by performing average consensus
algorithm on these weighted local means, which—again from (2.55)—converges to

µ⋆ ≜
1

N

N∑
k=1

µk =
1

N

N∑
k=1

1

T
⋆

Tk∑
t=1

yk,t =
1

T

N∑
k=1

Tk∑
t=1

yk,t = µ (2.76)

where we used the simple arithmetical fact that 1/(NT ) = 1/T . Thus, every agent k
can use (2.76) to center its local data set, denoted Y k:

Y k ≜ Yk − µ1⊤ (2.77)

The final step consists in performing average consensus on the local products Y kY
⊤
k , so

that all agents converge to an approximation of the global sample covariance matrix:

Σ⋆ ≜
1

N

N∑
k=1

Y kY
⊤
k
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=
1

N

N∑
k=1

1

T
⋆

Tk∑
t=1

(yk,t − µ) (yk,t − µ)⊤

=
1

T

N∑
k=1

Tk∑
t=1

(yk,t − µ) (yk,t − µ)⊤ (2.78)

We say that (2.78) is an approximation of the sample covariance, since (2.80) is slightly
biased due to the fact that we use the sample mean for centering the data, instead of
the actual mean of the data. This makes the denominator of the consensus result be T
instead of considering the Bessel’s correction T − 1:

Σ⋆ =
T − 1

T
Σ (2.79)

Clearly, the approximation converges to the actual sample covariance when T is large:

lim
T→∞

Σ⋆ = lim
T→∞

T − 1

T
Σ = Σ (2.80)

Hence, by performing average consensus iterations over the average number of samples
(2.74), over the locally weighted means (2.76) and over the local covariances (2.78),
every agent can estimate the first and second order moments in a fully distributed
manner, even when they have access to different number of samples.

In the following sections, we use these results systematically to propose fully
distributed implementations of the methods discussed in Section 2.2.

2.5 Distributed PCA and SLGM algorithms

In this section we consider a network of agents with a distributed dataset, as described
by equations (2.68), (2.69) and (2.70) in Section 2.4.

In a centralized implementation, a fusion center (central station) requires gathering
all the data samples, from all the agents. With this access to the full data set, the
fusion center can perform the single-agent algorithms already described. The challenge,
then, is to be able for every agent to approximate the same principal subspace that a
fusion would achieve, but without such fusion center, only by local single-hop within
neighborhood communications.

In this section, we use µ and Σ to denote the sample mean and sample covariance
of the full dataset, given by (2.71)–(2.72), respectively.

All algorithms presented in this section are proposed to run locally by each agent.



40 Distributed component analysis methods using average consensus

2.5.1 Distributed PCA from consensus in covariance matrix

To distribute the single-agent PCA method, described by Algorithm 2.1, every agent
should first obtain the global mean and use it to center its local dataset. Then,
each agent can start with its globally weighted local covariance matrix and proceed
iteratively applying consensus until asymptotically converging to the approximation of
the global sample covariance matrix of the full dataset.

Once the consensus estimate of the global covariance matrix is available, each
agent can locally obtain its own approximation to the global PCA as the subspace
spanned by the dominant eigenvectors of its estimate of the global covariance. This
subspace will be arbitrarily close, depending on the number of consensus iterations, to
that spanned by the dominant eigenvectors of the actual global covariance. This is
the base of Algorithm 2.9, denoted Consensus Based Distributed PCA (CB-DPCA)—
this algorithm was published in [293, 20]. Note that this procedure includes three
consensus loops, which may require several iterations each. In practice, we will show
with numerical simulations that relatively few consensus iterations are enough to obtain
sound results. Finally, we remark that the scaling factor T−1

T
has no influence on the

eigenvectors of Σ. Thus, the principal subspace obtained from Σ⋆ is the same as the
one from Σ.

Algorithm 2.9: Consensus based distributed PCA (CB-DPCA). This algorithm
runs in parallel at every agent k = 1, . . . , N .
1 Input: local dataset Yk with Tk samples

1: Average Consensus to approximate T ⋆ given by (2.74)
2: Compute weighted local mean µk using (2.75)
3: Average Consensus to approximate µ⋆ given by (2.76)
4: Center the local dataset Y k using (2.77)
5: Average Consensus to approximate Σ⋆ given by (2.78)
6: W ⋆ ← take the L dominant eigenvectors of the approximation of Σ⋆

Return: principal subspace W ⋆

Although W ⋆ is computed locally, it only depends on the shared variable Σ⋆, so
that we use superscript star to denote that W ⋆ will be also approximately the same
for every agent.

2.5.2 Distributed PCA as an EM algorithm

In many real applications (like ambient intelligence, with cheap sensors ubiquitously
deployed) agents will likely offer low storing and processing resources; at least compared
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with the amount of continuously collected data that they may have to manage. Hence,
an iterative algorithm to compute W will be often desirable.

It is important to note that, after centering the dataset, just as all the samples
in the local dataset, Yk, are independent of each other, but together form the global
data set Y , so are the local projections, Xk, in turn forming the global projected data
set X. In other words, X has the same block-wise structure as Y . Thus, given the
global projection matrix, W ⋆, each agent can in isolation derive its part of the global
projected data set:

Yk = W ⋆Xk (2.81)

Xk =
(
W ⋆⊤W ⋆

)−1
W ⋆⊤Yk (2.82)

Hence, in order to distribute the EM algorithm for PCA, given by equations (2.3)–(2.4),
we first note that, assuming the same estimate W ⋆ is available at all the agents at the
start of the iteration, each agent can carry out the E-step in isolation and derive its
own portion of the projections Xk using (2.82). For the M-step, we can define the local
variables

∆k ≜ YkX
⊤
k (2.83)

Γk ≜ XkX
⊤
k (2.84)

and use them as inputs into an embedded average consensus algorithm, whose results
asymptotically approach:

∆⋆ ≜
1

N

N∑
k=1

YkX
⊤
k = Y Y ⊤ (2.85)

Γ⋆ ≜
1

N

N∑
k=1

XkX
⊤
k = XX⊤ (2.86)

The agents then use these shared estimates to locally update the subspace:

W ⋆ = ∆⋆ (Γ⋆)−1

=

(
N∑
k=1

YkX
⊤
k

)(
N∑
k=1

XkX
⊤
k

)−1

= Y X⊤ (XX⊤)−1 (2.87)
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which equals that calculated by (2.4). Equations (2.84)–(2.87) are the base of the
proposed Consensus Based EM Distributed PCA (CB-EM-DPCA), as it is shown in
Algorithm 2.10, which asymptotically matches the results of both the E and M steps of
the centralized EM algorithm for PCA at every iteration—this algorithm was published
in [20].

Algorithm 2.10: Consensus based EM distributed PCA (CB-EM-DPCA). This
algorithm runs in parallel at every agent k = 1, . . . , N .
1 Input: local dataset Yk with Tk samples

1: Average Consensus to approximate T ⋆ given by (2.74)
2: Compute weighted local mean µk using (2.75)
3: Average Consensus to approximate µ⋆ given by (2.76)
4: Center the local dataset Y k using (2.77)
5: Initialize W ⋆ ∈ RM×L with L random columns
6: repeat
7: Project local data (E-step) to obtain Xk using (2.82)
8: Average Consensus to approximate ∆⋆ using (2.85)
9: Average Consensus to approximate Γ⋆ using (2.86)

10: Minimize error (M-step): W ⋆ ← ∆⋆ (Γ⋆)−1

11: until the desired convergence criterion for W ⋆ is met
Return: principal subspace W ⋆

Although CB-EM-DPCA can be computationally more tractable than CB-DPCA,
especially when M ≫ L (i.e, the input dimensionality is much larger than the output
dimensionality), since the inversion matrix is over the covariance of the (lower dimen-
sional) latent data. We remark that the main handicap of this algorithm is that there
are two average consensus algorithms embedded in the main loop (Lines 6–11). This
means that the iterative within neighborhood communication involved by consensus
for exchanging estimates has to be repeated multiple times.

2.5.3 Distributed Factor Analysis

In order to distribute the EM algorithm for FA, we follow the same approach as in
CB-EM-DPCA (Algorithm 2.10). Previous to starting the EM loop, the agents run
consensus algorithms to obtain the average number of samples, T ⋆, and the consensus
estimate of the global covariance matrix, Σ⋆.
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Assuming the same W ⋆ and R⋆ are available at all the agents at the start of every
new iteration, then the E-step given by (2.5)–(2.6) can be performed locally:

Xk = W ⋆⊤ (W ⋆W ⋆⊤ +R⋆
)−1

Yk (2.88)

Q⋆ = IL −W ⋆⊤ (W ⋆W ⋆⊤ +R⋆
)−1

W ⋆ (2.89)

where, since (2.89) only depends on consensus variables (W ⋆ and R⋆), we use superscript
star to indicate that Q⋆ will be also shared by all agents.

However, the M-step involves communications among neighbors. Again, we split
W into terms: ∆k, which is similar to (2.83), and

Γk ≜ XkX
⊤
k +Q⋆ (2.90)

Then, the agents run a couple of average consensus algorithms, one on ∆k and the
other on the covariance term of (2.90), to asymptotically obtain:

∆⋆ ≜
1

NT
⋆

N∑
k=1

YkX
⊤
k (2.91)

η⋆ ≜
1

NT
⋆

N∑
k=1

XkX
⊤
k (2.92)

With these variables, they can locally compute:

W ⋆ = ∆⋆ (η⋆ +Q⋆)−1

=
1

T

(
N∑
k=1

YkX
⊤
k

)(
1

T

N∑
k=1

XkX
⊤
k +Q⋆

)−1

=

(
N∑
k=1

YkX
⊤
k

)(
N∑
k=1

XkX
⊤
k + T ·Q⋆

)−1

= Y X
(
XX⊤ + T ·Q⋆

)−1 (2.93)

R⋆ = diagelements
[
Σ⋆ −W ⋆∆⋆⊤]

= diagelements

[
1

T

(
Y Y ⊤ −W ⋆XY ⊤)] (2.94)

where, although W ⋆ and R⋆ are locally computed, we used superscript star notation to
remark that these variables are approximately the same for all agents. Note that, apart
of the asymptotic approximation, the only difference between FA, given by (2.5)–(2.8),
and DFA, given by (2.88)–(2.94), is that (2.94) is scaled by 1/T instead of 1/(T − 1).
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In practice, this scale factor is usually negligible, especially for large T . This algorithm
was published in [20].

Algorithm 2.11: Consensus based distributed FA (CB-DFA). This algorithm
runs in parallel at every agent k = 1, . . . , N .
1 Input: local dataset Yk with Tk samples

1: Average Consensus to approximate T ⋆ given by (2.74)
2: Compute weighted local mean µk using (2.75)
3: Average Consensus to approximate µ⋆ given by (2.76)
4: Center the local dataset Y k using (2.77)
5: Initialize W ⋆ ∈ RM×L with L random columns
6: Initialize R⋆ ∈ RM×M as a random diagonal matrix
7: repeat
8: Project local data (E-step) to obtain Xk using (2.88)
9: Compute Q⋆ using (2.89)

10: Average Consensus to approximate ∆⋆ using (2.91)
11: Average Consensus to approximate η⋆ using (2.92)
12: Minimize error (M-step): W ⋆ ← ∆⋆ (η⋆ +Q⋆)−1

13: until the desired convergence criterion for W ⋆ is met
Return: principal subspace W ⋆

2.5.4 Distributed Probabilistic PCA

As we have seen in (2.9), the only difference between PPCA and FA is how to update
the observed noise. Hence, we can follow the very same approach as CB-DFA to
introduce a distributed EM algorithm to compute PPCA.

For the E-step, the only difference consists in replacing R⋆ with α⋆IM :

Xk = W ⋆⊤ (W ⋆W ⋆⊤ + α⋆IM
)−1

Yk (2.95)

Q⋆ = IL −W ⋆⊤ (W ⋆W ⋆⊤ + α⋆IM
)−1

W ⋆ (2.96)

where we assume that all agents have access to α⋆ at the start of every iteration. As
explained for the previous algorithms, although locally computed, we use superscript
star to indicate that α⋆ is shared by all agents.

Similar to FA, for the M-step, the agents compute ∆⋆ and η⋆ using (2.91)–(2.92)
and compute

W ⋆ = ∆⋆ (η⋆ +Q⋆)−1 (2.97)
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The difference lies in the update of the covariance noise:

α⋆ =
1

M
Tr
[
Σ⋆ −W∆⋆⊤]

=
1

TM
Tr
[
Y Y ⊤ −WXY ⊤] (2.98)

which is the consensus approximation of (2.9) with the difference in the scaling factor
1/(TM) instead of 1/((T − 1)M).

The steps of Consensus Based Distributed Probabilistic PCA (CB-DPPCA) are
detailed in Algorithm 2.12. This algorithm was published in [20].

Algorithm 2.12: Consensus based distributed probabilistic PCA (CB-DPPCA).
This algorithm runs in parallel at every agent k = 1, . . . , N .
1 Input: local dataset Yk with Tk samples

1: Average Consensus to approximate T ⋆ given by (2.74)
2: Compute weighted local mean µk using (2.75)
3: Average Consensus to approximate µ⋆ given by (2.76)
4: Center the local dataset Y k using (2.77)
5: Initialize W ⋆ ∈ RM×L with L random columns
6: Initialize R⋆ ∈ RM×M as a random diagonal matrix
7: repeat
8: Project local data (E-step) to obtain Xk using (2.95)
9: Compute α⋆ using (2.96)

10: Average Consensus to approximate ∆⋆ using (2.91)
11: Average Consensus to approximate η⋆ using (2.92)
12: Minimize error (M-step): W ⋆ ← ∆⋆ (η⋆ +Q⋆)−1

13: until the desired convergence criterion for W ⋆ is met
Return: principal subspace W ⋆

2.6 Distributed LDA algorithms

In this section, we consider the same model as in Section 2.2.4. But here we assume
that the dataset has been split into N local datasets, each one available at a single
agent. Let

Y ≜ (Yk)
N
k=1 ∈ RM×T (2.99)

G ≜ (Gk)
N
k=1 (2.100)
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denote the global set of data points and the corresponding global indicator matrix of
size T ×D indicating the labels for the points in Y . We recall that D is the number
of classes, where each class is denoted by Bd, d = 1, . . . , D. The local matrix of data
points available at agent k and its corresponding indicator matrix are given by:

Yk ≜ (yk,t)
Tk

t=1 ∈ RM×Tk (2.101)

Gk ≜
(
g⊤k,t
)Tk

t=1
(2.102)

where the size of Gk is Tk ×D, and gk,t is a binary vector of length D that indicates
the class of point yk,t. In other words, the nonzero position in the t-th row of Gk gives
the class of the data point in the t-th column of Yk. Let gk,t,d denote the d-th position
of vector gk,t, such that gk,t = (gk,t,d)

D
d=1. It is clear that sample yk,t belongs to class

Bd if and only if gk,t,d = 1.

2.6.1 Distributed LDA from consensus in scatter matrices

For distributing Algorithm 2.5, the agents have to estimate the total covariance and
the between class scatter matrices. Once these matrices are available, they can locally
compute the subspace.

We have seen that the average number of samples, the global mean and the global
covariance matrix—denoted T

⋆, µ⋆ and Σ⋆, respectively—can be approximated by
running consensus on the local data sets, as given by (2.74), (2.76) and (2.78).

In order to compute the mean of each class, denoted µdk, each agent has to build a
new set of data matrices Ykd, one for each class, containing all samples that belong to
class d:

Ykd ≜ (yk,t)t∈Bd
(2.103)

where, we have adapted (2.11) to the local dataset notation, such that t ∈ Bd indicates
that yk,t belongs to class d. The agents can estimate the global between-class scatter
matrix as follows. Let Tkd = |{t ∈ Bd}| denote the number of samples belonging to
class d in the k-th agent’s local dataset, such that Ykd ∈ RM×Tk,d . Every agent can run
average consensus to obtain the average number of samples per class:

T
⋆

d ≜
1

N

N∑
k=1

Tkd (2.104)
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Then, they can compute the mean of their local datasets:

µkd ≜
1

T
⋆

d

∑
t∈Bd

yk,t (2.105)

By running consensus on (2.105), they achieve the global mean for each class:

µ⋆
d ≜

1

N

N∑
k=1

1

T
⋆

d

∑
t∈Bd

yk,t (2.106)

It is apparent that (2.106) asymptotically matches the same magnitude for the global
dataset given by (2.13). Once all agents have µ⋆, T ⋆

d and µ⋆
d available, they can locally

estimate the between-class scatter matrix:

Σ⋆
b ≜

1

T
⋆

D∑
d=1

T
⋆

d (µ
⋆
d − µ⋆) (µ⋆

d − µ⋆)⊤

=
1

T
⋆

D∑
d=1

1

N

N∑
k=1

Tkd (µ
⋆
d − µ⋆) (µ⋆

d − µ⋆)⊤

=
1

T

D∑
d=1

Td (µd − µ) (µd − µ)⊤ (2.107)

where we used the fact that the total number of data points belonging to class Bd in
the global dataset, denoted Td, satisfies:

Td ≜
N∑
k=1

Tkd (2.108)

Note that the consensus estimate (2.107) approximates the actual between-class co-
variance matrx, Σb, given by (2.16), up to the already discussed T/(T − 1) scale
factor.

These steps form the Consensus Based Distributed LDA algorithm, summarized in
Algorithm 2.13, which was published in [294].

2.6.2 Distributed iterative LDA

In order to optimize (2.24) in a distributed fashion using average consensus algorithms,
we follow the same ALS approach presented in (2.29)–(2.30).
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Algorithm 2.13: Consensus based distributed LDA (CB-DLDA). This algorithm
runs in parallel at every agent k = 1, . . . , N .
1 Input: local dataset Yk and Gk with Tk samples

1: Average Consensus to approximate T ⋆ given by (2.74)
2: Compute weighted local mean µk using (2.75)
3: Average Consensus to approximate µ⋆ given by (2.76)
4: Center the local dataset Y k using (2.77)
5: Average Consensus to approximate Σ⋆ given by (2.78)
6: for each class d = 1, . . . , D
7: Average Consensus to approximate Td

⋆ given by (2.104)
8: Compute weighted local mean µkd using (2.105)
9: Average Consensus to approximate µ⋆

d given by (2.106)
10: end for
11: Compute Σ⋆

b using (2.107)
12: W ⋆ ← take the L dominant eigenvectors of (Σ⋆)−1Σ⋆

b

Return: discriminant subspace W ⋆

At every iteration, we run average consensus to obtain the following three factors:

∆⋆ ≜
1

N

N∑
k=1

Y kGk (2.109)

Γ⋆ ≜
1

N

N∑
k=1

G⊤
kGk (2.110)

Ξ⋆ ≜
1

N

N∑
k=1

Y kY
⊤
k (2.111)

Once the agents have share these variables, they can locally compute the updates:

A⋆ = ∆⋆⊤W ⋆
(
W ⋆⊤Ξ⋆W ⋆

)−1 (2.112)

W ⋆ = (Ξ⋆)−1∆⋆ (Γ⋆)−1A⋆
(
A⋆⊤ (Γ⋆)−1A⋆

)−1
(2.113)

We remark that, although (2.112)–(2.113) are computed locally, we include superscript
star to emphasize that A⋆ and W ⋆ are shared by all agents. Moreover, it is straight-
forward to see that the factors 1/N cancel out in (2.112)–(2.113), so that A⋆ and W ⋆

are asymptotically (with the number of iterations of the embedded average consensus
subroutines) equal to (2.29)–(2.30).

These steps form the Consensus Based Distributed LDA algorithm, summarized in
Algorithm 2.13, which was published in [294].
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Algorithm 2.14: Consensus based iterative distributed LDA (CB-ALS-DLDA).
This algorithm runs in parallel at every agent k = 1, . . . , N .
1 Input: local dataset Yk and Gk with Tk samples

1: Average Consensus to approximate T ⋆ given by (2.74)
2: Compute weighted local mean µk using (2.75)
3: Average Consensus to approximate µ⋆ given by (2.76)
4: Center the local dataset Y k using (2.77)
5: Initialize W ⋆ ∈ RM×L and A⋆ ∈ RD×L randomly
6: repeat each class d = 1, . . . , D
7: Average Consensus to approximate ∆⋆ given by (2.109)
8: Average Consensus to approximate Γ⋆ given by (2.110)
9: Average Consensus to approximate Ξ⋆ given by (2.111)

10: Update A⋆ using (2.112)
11: Update W ⋆ using (2.113)
12: until some convergence criteria for W ⋆ is met
Return: discriminant subspace W ⋆

2.6.3 Distributed regularized LDA for undersampled data

Implementing regularization as adding variance to the global sample covariance matrix
in a distributed fashion can be easily embedded in CB-LDA.

In order to avoid having to choose the regularization parameter (i.e., the amount of
variance added by each agent), ULDA can be implemented in a distributed manner too.
However, we note that the matrices H and Hb, given by (2.35)–(2.36), are not easily
estimated with average consensus for the agents, since they require the whole data set.
Fortunately, we can reformulate ULDA using the total covariance and between-classes
scatter matrices, Σ and Σb, which can be easily estimated, as we have seen.

Assume that Σ⋆, the consensus estimate of Σ, is available at all agents. Then, they
can diagonalize it:

Σ⋆ = U⋆Υ⋆U⋆⊤ (2.114)

where we use superscript star to emphasize that, since Σ⋆ has been estimated by all
agents, U⋆ and Υ⋆ are also shared by all agents (up to consensus estimation error due
to finite number of iterations), even when they have been computed locally. From
(2.114), each agent can build:

H⋆ = U⋆Υ⋆ 1
2 (2.115)
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such that a relationship similar to (2.37) holds. Note that U⋆ is orthogonal and Υ⋆ 1
2 is

diagonal. Moreover, the equivalence with the diagonal term of (2.39) is clear:

Υ⋆ 1
2 = ∆H (2.116)

Thus, as opposed to (2.39), it is not needed to compute the reduced SVD of H⋆ here,
since its has same left eigenvectors as Σ⋆:

U⋆⊤H⋆ = U⋆⊤U⋆Υ⋆ 1
2 = Υ⋆ 1

2 (2.117)

We repeat the process to obtain Hb from Σ⋆
b . First, the agents decompose Σ⋆

b :

Σ⋆
b = U⋆

bΥ
⋆
bU

⋆⊤
b (2.118)

and build a matrix that satisfies (2.38):

H⋆
b = U⋆

bΥ
⋆ 1
2

b (2.119)

From (2.116) and (2.117), we can build a matrix similar to (2.40), but now from
variables available at all agents:

B⋆ = Υ⋆− 1
2U⋆⊤U⋆

bΥ
⋆ 1
2

b (2.120)

Then, similar to (2.41), the agents decompose B⋆:

B⋆ = P ⋆∆̃⋆
bQ

⋆⊤ (2.121)

and use P to find the simultaneous diagonalization matrix:

Z⋆ = U⋆Υ⋆− 1
2P ⋆ (2.122)

So that:

Z⋆⊤Σ⋆
bZ

⋆ = Z⋆⊤H⋆
bH

⋆⊤
b Z⋆

= P ⋆⊤Υ⋆− 1
2U⋆⊤U⋆

bΥ
⋆ 1
2

b Υ
⋆ 1
2

b U⋆⊤
b U⋆Υ⋆− 1

2P ⋆

= P ⋆⊤B⋆B⋆⊤P ⋆

= P ⋆⊤P ⋆∆̃⋆
bQ

⋆⊤Q⋆∆̃⋆
bP

⋆⊤P ⋆

= ∆̃⋆2
b (2.123)
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Finally, the discriminant subspace, W ⋆, is obtained by taking the first L ≤ q columns
of Z⋆. These steps are summarized in Algorithm 2.15, which was published in [294].

Algorithm 2.15: Consensus based distributed Uncorrelated LDA (CB-DULDA).
This algorithm runs in parallel at every agent k = 1, . . . , N .
1 Input: local dataset Yk and Gk with Tk samples

1: Σ⋆, Σ⋆
b ← steps 1 to 11 of Algorithm 2.13 (CB-DLDA)

2: Compute reduced SVD of Σ and obtain U⋆ and Υ⋆, as in (2.114)
3: Compute reduced SVD of Σb and obtain U⋆

b and Υ⋆
b , as in (2.118)

4: Compute B⋆ using (2.120)
5: Compute SVD of B⋆ to obtain P ⋆, as in (2.121)
6: Compute Z⋆ using (2.123)
7: W ⋆ ← take the L first columns of Z⋆

Return: discriminant subspace W ⋆

2.7 Experiments

In this section we illustrate the distributed algorithms described above in two blocks
of experiments.

In the first block of experiments, we test distributed PCA on two simulated
scenarios: a simple toy problem in which we examine the inherent properties of the
proposed algorithms; and an image compression problem, in order to demonstrate their
applicability to traditional more realistic applications.

In the second block of experiments, we test distributed LDA also on two scenarios:
a toy example where we see the convergence of the locally calculated subspaces to the
global (centralized) result; and a more realistic application where distributed LDA
is used as an intermediate step to project local data onto a discriminant subspace,
before training a K nearest neighbor (KNN) classifier. Then, the effectiveness of the
consensus on the subspaces in the LDA step is shown in terms of the improvement in
the performance of the classifier.

2.7.1 Experiments with distributed PCA

In the scenarios in this subsection, we use a relatively large and sparse randomly
deployed Euclidean network of 200 agents, where each agent has a random degree—the
number of neighbors is usually known as degree in the graph-theory literature—, such
that the average degree is 5, see Figure 2.4(a). The topology aims to represent a
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Figure 2.4 Sparse network of 200 agents with average degree 5.

random wireless sensor network, where the connectivity between each pair of agents is
determined by their Euclidean distance.

Toy problem

In this example, the input data is embedded in a 2-dimensional space, i.e. M = 2,
as e.g. when every agent in a sensor network is an agent equipped with two sensors
(e.g., temperature and humidity), apart of the CPU and communication capabilities.
Meanwhile the subspace is 1-dimensional, L = 1. We repeated the experiment with
different data distributions. For each trial, a distributed data set of 400 samples is
drawn from a mixture of 4 Gaussians with random mean (over the range [(0, 0), (3, 3)])
and random covariance matrix (with variance for each dimension over the range
[0, 9]), are randomly allocated among the agents. Every agent has taken a different
and random number of samples, between one and four each, Tk ∈ {1, 2, 3, 4}. A
small number of samples in each agent allows us to highlight the performance of the
algorithm even in such a low-dimensional problem. In general, when each agent has
very many samples, they are independently able to estimate the subspace well, making
collaboration redundant. In our extremely simple toy example, we need in the order
of Tk ≈ 2 samples/agent to keep in a range where cooperation is meaningful, for
illustration purposes.

The weight matrix, C, is filled (in a fully distributed manner) using Metropolis-
Hasting weights [116, 320, 95].
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Figure 2.5 Performance of PCA in isolation and with cooperation via consensus using
CB-DPCA, showing the convergance of all agents towards the centralized solution. The
subspaces found by the agents are shown as thin continuous lines; while the subspace
found by the traditional (centralized) PCA algorithm is shown as a larger and thicker
broken line.

Figure 2.5 shows the performance of the CB-DPCA algorithm for one experiment,
with each agent functioning in isolation (a); and with cooperation, after 10 consensus
iterations (b). In both diagrams the subspace found each agent, which only has access
to its local dataset, is shown as a continuous line; while the subspace found by the
traditional (centralized) PCA algorithm, which has access to the entire data set, is
shown as a larger and thicker broken line. It can be seen clearly that the cooperation
among the agents which is built into the CB-DPCA algorithm leads not only to
significant alignment among the agents subspaces, but also to the centralized solution.

A natural performance/cost trade-off exists in every consensus based algorithm,
due to its iterative nature. The effects of this trade-off are shown in Figure 2.6. As
expected, the communication cost grows linearly with the number of iterations of the
consensus algorithm, simply because each iteration demands the exchange of a given
volume of data among all the neighbors in the network.

On the other hand, the angle between the resulting subspaces and the centralized
solution drops monotonically (in the mean) with each iteration. In Figure 2.6, we show
the mean and maximum sin of this angle for all agents in the network. We can see
that the subspaces computed by all agents in the network approximate the centralized
solution more closely with each additional consensus iteration.
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Figure 2.6 Inherent cost-performance tradeoff for CB-DPCA, cost being the volume of
information transmitted, and performance represented by the reduction of the sin of
the angle between the locally-estimated and the central (optimal) subspace

Although both examples are shown for the CB-DPCA algorithm, equivalent figures,
behavior and conclusions are also valid for CB-EM-DPCA, CB-DPPCA and CB-DFA
algorithms.

Image compression

Now, we consider one of the typical applications of PCA: image compression. We use
the Lena image at 512×512 resolution and 8 bit grayscale. The image has been divided
into 441 blocks of 24 × 24 pixels. Those blocks have been vectorized (aggregating
columns) as points lying in a 576 dimensional subspace. Thus, the vectorized blocks
are considered the samples of the dataset: Y ∈ R576×441.

Each agent randomly draws an arbitrary number of samples over the range Tk ∈
{1, . . . , 6}. We consider CB-DPCA. Hence, as explained in Algorithm 2.9, every agent
first computes its own sample covariance matrix, which is then shared iteratively with
its neighbors a given number of consensus iterations. After the iterative collaboration,
each agent will locally compute the 20 first principal components based on its resulting
estimate of the global sample covariance matrix.

Figure 2.7(a) displays the original Lena image, while 2.7(b) shows the compression
that a fusion center would achieve in a centralized manner, with access to the whole
dataset. The compressed image is obtained by projecting the dataset into the principal
subspace and then mapping the projected points back to the original base. Let Y c

denote the compressed data (obtained from the centered dataset). And let Ŷ denote
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the reconstructed dataset. Then, the projection-reconstruction process is given by:

Y c = W⊤Y (2.124)

Ŷ = WY c + µ1⊤ (2.125)

Figures 2.7(c) and 2.7(d) show the compression that two random agents, named
denoted “agent 1” and “agent 2”, could achieve in isolation, i.e. with no cooperation
with their neighbors. Let R denote the number of consensus iterations. Then in Figures
2.7(e) and 2.7(f), we show the noticeable improvement achieved when agents share
their estimates even for just R = 1 consensus round. Finally, Figures 2.7(g) and 2.7(h)
show how both agents asymptotically converge towards the same global solution after
R = 50 consensus iterations.

2.7.2 Experiments with distributed LDA

In the two scenarios in this subsection, we use an Euclidean network with connectivity
similar to Figure 2.4, with average degree 5, but with N = 100 agents. The reason for
making the network smaller is simply to obtain more illustrative results in the second
scenario. We remark that the results are qualitatively the same for larger or smaller N
though.

Toy example

The network is provided with a distributed data set of T = 600 2-dimensional samples,
i.e., M = 2 and Y ∈ R2×600. Each sample belongs to one of D = 3 classes, with all
classes being Gaussian distributed with the same covariance but different mean. Each
agent receives a random number of samples from the data set, drawn from a discrete
uniform distribution over the range Tk ∈ {1, 2, 3, 4} samples.

Figure 2.8 shows the performance of the D-LDA algorithm with each agent operating
in isolation (left); and with cooperation, after 10 consensus iterations (right). The
results are similar to those obtained for PCA in Figure 2.5. In both diagrams the
subspace found by the traditional (centralized) LDA algorithm, which has access to
the entire data set, is shown as a larger, thicker, broken line. It can be clearly seen
that the cooperation among the agents, which is built into the CB-DLDA algorithm,
leads not only to significant alignment among the agents’ subspaces, but also to the
centralized solution.



56 Distributed component analysis methods using average consensus

(a) original (b) compressed, fusion center

(c) agent 1: isolation (d) agent 2: isolation

(e) agent 1: R = 1 (f) agent 2: R = 1

(g) agent 1: R = 50 (h) agent 2: R = 50

Figure 2.7 Performance of PCA in isolation and with cooperation via consensus using
CB-DPCA. Images (c), (e), and (g) illustrate how a agent asymptotically converges to
the centralized solution given in image (b). Images (d), (f), and (h) show the same for
another agent in the network.
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data, k=2 nodes
data, k=3

Figure 2.8 Performance of LDA in isolation (left); and with cooperation via consensus
using CB-DLCA, for R = 10 iterations in each Average Consensus subroutine, showing
the convergence of all agents towards the centralized solution (right).

Again, a natural performance/cost trade-off exists in the CB-DLDA algorithm, due
to the iterative nature of the underlying average consensus algorithm. The effects of
this trade-off are shown in Figure 2.9. Similar to CB-DPCA, the communication cost
grows linearly with the number of iterations of the consensus algorithm; while the
more number of consensus iterations, the closer to the centralized solution the local
subspaces computed by all the agents network will be.

Distributed classification

In this experiment, we use the D-ULDA algorithm to train a KNN classifier. We
applied this distributed classifier to the Landsat data set [92], whose T = 4435 training
samples and 2000 test samples of M = 36-dimensional data belonging to D = 6 classes
have been distributed randomly over the same network as in the toy example.

Figure 2.10 shows the performance of the classifier when no interaction among
the agents is allowed, thus effectively restricting each agent to build the discriminant
subspace with the local data only, as well as the case when R = 10 consensus iterations
are performed for each Consensus Averaging subroutine of Algorithm 2.15 (CB-DULDA).
Once the agents have estimated the discriminant subspace (in isolation with ULDA or
through cooperation with CB-DULDA), they used the projected data to train a local
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Figure 2.9 Accuracy vs. cost trade-off for the CB-DLDA algorithm where the accuracy
is measured as the sin of the angle between local and centralized subspaces for the
results displayed in Figure 2.8.

Table 2.1 Minimum, mean and maximum success rate for all agents in the network for
single-agent ULDA (which is equivalent to CB-DULDA with R = 0) and CB-DULDA
with R ∈ {1, 2, 5, 10} consensus iterations.

R = 0 R = 1 R = 2 R = 5 R = 10 R = 100
ρmin 6.5% 28.4% 32.1% 34.7% 36.6% 38.6%
ρmean 42.2% 64.4% 67.1% 69.6% 70.4% 71.4%
ρmax 77.4% 91.7% 93.1% 94.4% 94.6% 95%

KNN classifier. The curves are shown as histograms of the proportion of the agents
performing the classification of their local samples with the given accuracy. Table The
centralized solution, which has access to the entire data set, classifies with ρcent = 85.1%

success rate. The mean success rate for the isolated agents is ρmean,R=0 = 42.2%, while
the mean success rate for the cooperative agents, after just R = 5 consensus iterations
of the embedded average consensus subroutines is ρmean,R=5 = 69.6%. Clearly, the
subspace alignment afforded by the consensus alignment for only R = 5 iterations leads
to a significant mean improvement in the performance of the KNN classifier, of more
than 27%. The results have been averaged over 100 independent experiments, each
one with different network topology and different allocation of samples to the agents.

We remark that performance saturates at about 71% and improves very little even
for large number of consensus iterations. The missing performance with respect to the
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Figure 2.10 Histogram of classification success rates for ULDA and CB-DULDA by
consensus alignment. Results averaged over 100 independent experiments. The success
rate of the centralized solution is represented as a vertical dashed line.

centralized case is given by:

ρcent − ρmean,R=10 = 85.1− 71.4 = 13.4% (2.126)

The reason for this gap is that the agents are training their local KNN classifiers with
very few samples. In other words, although CB-DULDA approximates ULDA correctly,
we have not included a distributed implementation of KNN, so that the agents train
with local classifiers that rest performance with respect to the centralized KNN.

2.8 Extension to other component analysis methods

Although all the proposed distributed methods are based on average-consensus, we
could have followed another approach. In this section we show that several component
analysis methods (including PCA, P-PCA, FA and LDA, but also many others) can be
formulated as an optimization problem. Thus, we could use distributed optimization
algorithms to solve them in a cooperative and fully distributed manner.

2.8.1 Component analysis methods as optimization problems

Recall that the LDA subspace could be obtained by solving optimization problem
(2.24). It turns out that the subspace provided by many other component analysis
methods can be also expressed as the solution of some optimization problems. In
particular, reference [66] introduced the so named least-squares weighted kernel reduced
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rank regression (LS-WKRRR) problem as a general framework that includes several
component analysis methods as particular cases, including the classical PCA, P-PCA,
FA and LDA methods discussed so far, but also their weighted and kernel extensions,
as well as canonical correlation analysis, nonlinear embedding methods (like Laplacian
eigenmaps and locality preserving projection), k-means and spectral clustering or even
nonnegative matrix factorization. This general problem is formally described as follows:

maximize
A∈RD×L, W∈RM×L

J(A,W ) ≜
∥∥Γr

(
Φ− AW⊤Υ

)
Γc

∥∥2
F

(2.127)

where Φ = ϕ(G) and Υ = φ(Y ) map the dataset to a feature space using kernel methods;
and Γr and Γc denote different weights for the features and samples, respectively. In
other words, the LS-WKRRR framework unifies and expresses all the mentioned
methods as particular instances of a common optimization problem (e.g., for LDA
(2.24), we have Γr = (G⊤G)−1/2, Γc = I, Φ = G⊤ and Υ = Y ).

2.8.2 Distributed optimization strategies

In Chapters 3 and 4 of this thesis, we will show a general approach for distributed
optimization over networks and apply it for reinforcement learning and global search.
There are several strategies that can be used for distributed optimization, such as
incremental (see, e.g., [199, 231, 205, 135, 39, 172]), diffusion (e.g, [56, 58, 248, 57,
249, 36, 246, 247]) and consensus (e.g., [289, 212, 201, 232, 270]) strategies.

In an incremental strategy, the algorithm has first to determine a cyclic trajectory
that visits all agents in the network. Then, the agents update their estimate sequentially.
If some node or link fails, a new cycle has to be computed, which is a combinatorial
problem. Both diffusion and consensus strategies surmount these problems.

Diffusion strategies combine the average-consensus update that we have seen in
previous sections with a gradient descent update (or more generally with a stochastic-
approximation) to perform distributed optimization. There are several possible variants,
one especially effective and simple is the so named adapt-then-combine (ATC) diffusion
algorithm [56, 58, 57], which consists of two-steps: the adaptation step, at which every
agent updates its own intermediate estimate independently of the other agents; and
the combination step, at which every agent combines its neighbors’ estimates. For
instance, if the objective function to be minimized is denoted J : RM → R, the ATC
updates would be as follows:

ŵk,i+1 = wk,i + µ∇wJ(wk,i) (2.128)
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wk,i+1 =
∑
l∈Nk

clk ŵl,i+1 (2.129)

These two ATC steps can be grouped in a single equation as follows:

wk,i+1 =
∑
l∈Nk

clk (wl,i + µ∇wJ(wl,i)) (2.130)

Consensus strategies also combine average-consensus and gradient descent (or
stochastic approximation), but they are intertwined them in a single step. For instance,
for the objective function J , the consensus-optimization updates would be as follows:

wk,i+1 =
∑
l∈Nk

clk wl,i + µi+1∇wJ(wk,i) (2.131)

The main difference between ATC (2.130) and consensus (2.131) is that the latter
combines local and in-neighborhood information asymmetrically (the local gradient is
not multiplied by clk).

Consensus strategies have been successfully applied to the solution of static op-
timization problems, where the objective does not drift with time They have been
studied largely under diminishing step-size conditions to ensure agreement among
cooperating agents (that is the reason why we have included the time subscript in µi+1

in (2.131)). Diffusion strategies, on the other hand, have been proved to be particularly
apt at endowing networks with continuous adaptation and learning abilities to enable
tracking of drifting conditions.

It has been shown in [291] that the dynamics of diffusion networks leads to enhanced
stability and lower mean-square-error (MSE) than consensus networks. In particular,
the analysis in [249, 247, 291] shows that the asymmetrical combination of local data
and in-neighborhood information typical of consensus networks can make the state of
consensus networks grow unbounded even when all individual agents would be mean
stable in isolation. This behavior does not happen in diffusion networks, in which local
and external information are symmetrically combined by construction, which ends up
enhancing the stability of the network. For these reasons, in the reminder of this thesis,
whenever we have to derive a cooperative distributed algorithms we will only focus on
diffusion strategies.
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2.8.3 A diffusion-based algorithm for distributed component
analysis methods

We could follow the distributed optimization approach and use ATC for minimizing
(2.127). In this case, instead of using average-consensus to approximate the terms
of the EM or ALS methods, we could use (2.128)–(2.129) to compute the gradient
in each of the variables, A and W , in a kind of distributed block-coordinate descent,
to optimize the specific instance of (2.127) corresponding to any of the particular
component analysis methods mentioned above:

Âk,i+1 = Ak,i − αA∇AJ(Ak,i,Wk,i) (2.132)

Ŵk,i+1 = Wk,i − αW∇WJ(Ak,i,Wk,i) (2.133)

Ak,i =
∑
l∈Nk

clkÂl,i (2.134)

Wk,i =
∑
l∈Nk

clkŴl,i (2.135)

where J is the objective function in (2.24), ∇A and ∇W denote the gradients with
respect to A and W , respectively, and αA and αW are step-size for each recursion.
Nevertheless, we leave this idea as future research and we will use this kind of diffusion
ATC distributed optimization for reinforcement learning and global optimization
problems.

2.9 How to implement doubly-stochastic combination
matrices

2.9.1 Basic design for tackling temporary link failures

In order to tolerate packet loss, asynchronous transmissions and other impairments of
real environments, and avoid biased results of the distributed algorithm, some sort of
coordination among neighbors becomes necessary, so they can give total unit weight to
agent k at every iteration (thus, making the combination matrix row stochastic). We
propose an efficient and easy to implement mechanism, coined Wait-For-the-Slowest
(WFS) protocol. The idea underlying WFS is simple: synchronization at the application
layer (rather than at the MAC level). In particular, every agent has a table where it
stores an iteration counter for each of its neighbors, so it waits until this table is filled
with the correct information before performing the combination step. This mechanism



2.9 How to implement doubly-stochastic combination matrices 63

Table 2.2 Neighbor table for agent k of Figure 2.2.

N· |N·| a·k using Metropolis rule (2.57)
h 3 ahk = 1/4
j 3 ajk = 1/4
l 7 alk = 1/7
k 4 akk = 1− (1/4 + 1/4 + 1/7) = 5/14

works efficiently under the assumptions that every agent knows its neighbors before
performing the consensus iterations. Indeed, WFS is composed of two main stages: an
initial setup and the operation during the consensus loop.

The setup stage is executed only once, at the beginning of the algorithm, with the
purpose of building the combination matrix. During this initial stage, every agent
broadcasts ‘discovery’ messages with some useful local information (e.g., |Nk| for the
Metropolis rule (2.57)). Let us say that agent k receives a discovery message from
agent l, then, it checks whether agent l was already in its neighbor list; if it was not,
another row is added to the table; otherwise, just the degree |N·| and the weight a·k are
updated (see Table 2.2 for an example of neighbor table). At the end of the setup stage,
every agent has stored its neighbor table, where the weight column can be thought of
as a column of the combination matrix.

Once the agents know their neighborhoods and have set the corresponding com-
bination weights, they start the consensus stage. When some event (which could be
asynchronous, such as the arrival of a new packet or the availability of a new sample,
or periodic, in synch with an internal iteration timer) triggers the combination step
(2.48), the agent has to be sure that it has the right estimates. Let us say that agent k
wants to update wk,i, then it should combine wl,i−1 for all l ∈ Nk, instead of any other
wl,t with t ̸= i− 1. If such information is not available, the agent patiently waits for a
retransmission of the missing information. Note that when one agent stops updating
its estimate (because it misses information from any of its neighbors), then the rest
of its neighbors will also wait for it. Therefore, the difference in the iteration number
between two neighbors is at most 1 (e.g., wk,i and wl,i−1). Thus, at every iteration,
every agent has to transmit two parameters, namely, the two most recent estimates
(i.e., wk,i and wk,i−1). This process is illustrated with an example in Figure 2.11.

We remark that we have successfully implemented this protocol in two different
settings:

1. A wireless sensor network, where each agent is an embedded devices (we used
commercial off-the-shelf Econotag motes, equipped with MC13224 System-on-
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Figure 2.11 Example 1. A chain of agents running WFS, where the link between
the two agents in the left end of the chain is faulty. The iteration number (i) of the
estimate (e.g., wk,i) is written inside each circle. At time t = 1, agent j cannot update
because info from agent k is missing. Similarly, although agent k has info from agent l,
it misses the estimate from agent j, so it cannot update its estimate. On the other
hand, agents l and m have all the information from their neighborhoods. Nevertheless,
at time t = 2, agent l misses wk,1 so it has to stop. agent m have both wl,1 and wm,1 so
it can compute wm,2. At time t = 3, agent m is missing wl,2 so it is forced to stop too
and, hence, the whole network has to either wait until the link between j and k works
again (some retransmission finally reaches the agent) or until a retransmission timeout,
which they understand as a permanent topology change so they safely remove each
other from their neighbor tables.

Chip, which offers an ARM7 microcontroller at 24MHz with 96 KB RAM and
an integrated 802.15.4 radio, everything controlled through the event-driven
ContikiOS operating system) and the WFS performed as expected and efficiently,
being able to complete one iteration per second in different topologies, including
a fully connected network of 10 devices (see demonstration video at [298]);

2. A datacenter, where we run a multithread-multimachine implementation of the
distributed cross-entropy algorithm described in Chapter 4, where the agents are
threads allocated in (possibly) multiple machines and we use WFS to synchronize
the agents (open source Java code available at [243]).

2.9.2 Extension for dealing with permanent topology changes

Although the mechanism explained above is robust against temporary link failures (e.g.,
due to fading, collisions...) and asynchronous communications (e.g., because of clock
drifts, different transmission rates...), two extensions are required in order to tackle
permanent changes in the topology: a link-timer that measures how long a link has
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been inactive, and a dynamic neighbor table that can be updated during the consensus
stage.

When one agent receives a packet from one of its neighbors, it resets the link-timer.
If one link fails permanently (e.g., due to agent failure), the timer of each of the
affected agents will reach a tunable timeout period, hence, they will assume that the
link will not recover anymore (at least in the short term) and remove it from their
tables. The iteration number is a form of acknowledgement that the information is
diffusing properly. Therefore, every agent keeps transmitting its relevant parameters as
described in Sec. 2.9.1. Note that if the link-failures divide the network in two or more
islands, then WFS will still work in each of the islands, but they may independently
converge to different results.

When a new agent is added to the network after the network has entered the
consensus stage, the other agents will not take it into account (they will continue giving
zero weight). Nevertheless, if the agents are able to update their neighbor tables every
time they receive a packet from an unknown neighbor, even during the consensus stage,
then the network will be able to integrate new agents on the fly. When the new agent
boots, it enters the setup-stage, in which it broadcasts discovery messages and listens
to discover its neighbors. During this stage, apart of storing its neighbors’ identity, it
also keeps their iteration number. At the end of this stage, the agent sets its iteration
number equal to the highest iteration number among its neighbors. This way, the new
agent will be included in new iterations of the consensus algorithm without biasing
earlier uncompleted iterations in its neighborhood.

Figure 2.12 shows an example of the robustness of WFS against noisy links, asyn-
chronous updates and permanent changes in the topology.

2.10 Conclusions

In this chapter we presented a method for estimation of means and covariance and
scatter matrices, when the agents have local datasets with different amount of samples,
using average consensus. We used this method to introduce two distributed algorithms
to perform PCA. Both algorithms require no fusion center and rely only on low-volume
local (1-hop) communications. This in turn makes them scalable and robust against
link failure. Moreover, the data is never exchanged, guaranteeing privacy for the
local datasets. Furthermore, we gave two extensions of the presented algorithms to
distribute two closely related techniques: FA and PPCA, as well as three distributed
implementations of LDA. The approach we followed in all cases, combining local
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Figure 2.12 Robustness of WFS. We begin with a chain of 4 agents, with values
{2, 3, 4, 5}, respectively. Then, we add up to 6 more agents, one at a time, with values
{6, 7, 8, 9, 10, 11}, respectively. Note that WFS is able to achieve the sample average of
all the available agents at each time (resulting in 6.5 when all agents are included in
this case).

computations with the distributed estimation of means and scatter matrices, is very
systematic and can be applied to other component analysis methods. We have illustrated
the performance of our algorithms on simulated toy examples as well as in more realistic
applications, like image compression and distributed classification, with a discussion
on the convergence and the inherent cost-performance trade-off.

Finally, we have presented distributed optimization and discussed a promising
approach for developing numerous component analysis methods, which consists in
applying distributed block-coordinate descent on the LS-WKRRR problem. Neverthe-
less, we leave this idea as future research. In the next chapters, we use distributed
optimization for two problems, namely reinforcement learning and black-box global
optimization.



Chapter 3

Distributed policy evaluation under
multiple behavior strategies

3.1 Introduction

In this chapter, we consider the problem in which a network of autonomous agents
collaborate to predict the response of the environment to their actions. The network
forms a connected graph, where there is at least one path between every pair of nodes.
The agents learn locally from their individual interactions with the environment and
share knowledge with their neighbors (only direct neighborhood communication is
allowed). We assume the environment can be modeled as a Markov decision process
(MDP). But the actual state of the environment is unknown for the agents. Instead,
they just have access to a feature vector that represents the state. Such feature
representation is convenient in problems with very large state dimensions, since it is
computationally more efficient to work with features of smaller dimension than the
size of the original state-space.

In the scenario under study in this chapter, every agent takes actions according
to an individual policy, which is possibly different from that of every other agent.
The objective of the agents is to assess the response of the environment to a common
hypothetical behavior, the target policy, which is the same for every agent but different
from the actual behavior policies they are following. This problem of predicting the
response to a target policy different from the behavior policy is commonly referred as
off-policy learning (see, e.g., [274, Sec. 5.6],[227, 215]). Off-policy learning has shown
useful in several scenarios:
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1. when the target policy is risky and some actions could be costly (e.g., choosing
the advertisement to show a user visiting a website [280]) or even dangerous (e.g.,
determining the medical treatment for a patient [279]), so we can estimate the
response to the target policy from more conservative behavior policies;

2. when having many different predictions in parallel from a single stream of data is
useful for extracting a feature representation of the environment [276, 71, 195];

3. if the agents have to learn from historical data (e.g., from human demonstration),
where the learned target policies are different from the policy used for obtaining
the data.

4. in hierarchically structured environments, where it is convenient to predict the
response of the environment for multiple policies (e.g., skills for achieving sub-
goals at different time-spans) from a single data stream.

The predictions by the agents are made in the form of value functions, which
account for the expected long-term accumulated reward from any given initial state and
by following some policy [228, 274, 28]. If the value function is higher for one policy
than for another, we can expect that following one policy will yield higher return than
the other in the long term. Recently, value functions have been extended to predict
other signals, different from the reward. In particular, references [276, 71, 195] showed
how value functions were able to predict robot sensory data (e.g., the sudden change
in an inertial measurement unit when the robot collides with the wall).

In this chapter we focus on learning value functions from off-policy streaming
data, where the environment data is represented with features. At the moment of
researching in this topic, there were few methods with convergence guarantees under
this setting. The gradient-temporal-difference (GTD) algorithm is one of these methods
[177]. GTD was originally proposed for the single agent scenario in [277, 275], and
derived by means of the stochastic optimization of a suitable cost function. The main
advantages of this single-agent GTD are its low complexity (so that it can work even
with large feature vectors) and its convergence guarantees (for diminishing step-sizes)
under the off-policy setting. In Section 3.3 we apply diffusion strategies to develop a
distributed GTD algorithm that extends the single-agent GTD to multi-agent networks.
As discussed in Chapter 2, there are several distributed strategies that can be used for
this purpose, such as incremental (see, e.g., [199, 231, 205, 135, 39, 172]), consensus
(e.g., [289, 212, 201, 232, 270]) and diffusion (e.g, [56, 58, 248, 57, 249, 36, 246, 247])
strategies. In a incremental strategy, the algorithm has first to determine a cyclic
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trajectory that visits all agents in the network. Then, the agents update their estimate
sequentially. If some node or link fails, a new cycle has to be computed, which is
a combinatorial problem. Both diffusion and consensus strategies surmount these
problems. Consensus strategies have been successfully applied to the solution of static
optimization problems, where the objective does not drift with time. They have been
studied largely under diminishing step-size conditions to ensure agreement among
cooperating agents. Diffusion strategies, on the other hand, have been proved to be
particularly apt at endowing networks with continuous adaptation and learning abilities
to enable tracking of drifting conditions. There are several forms of diffusion; recent
overviews appear in [248, 249, 247]. It has been shown in [291] that the dynamics of
diffusion networks leads to enhanced stability and lower mean-square-error (MSE) than
consensus networks. In particular, the analysis in [249, 247, 291] shows that consensus
networks combine local data and in-neighborhood information asymmetrically, which
can make the state of consensus networks grow unbounded even when all individual
agents are mean stable in isolation. This behavior does not happen in diffusion networks,
in which local and external information are symmetrically combined by construction,
which ends up enhancing the stability of the network. For these reasons, we focus
in the remainder of this chapter on the derivation of a diffusion strategy for GTD
over multi-agent networks. As a byproduct of this derivation, we show that the GTD
algorithm, motivated as a two time-scales stochastic approximation in [275], is indeed
a stochastic Arrow-Hurwicz algorithm applied to the dual problem of the original
formulation. This is a novel interesting result by itself, since it gives insight on how
the algorithm works and could lead to future extensions (we note that after publishing
this result in Dec. 2013 [297], the same saddle-point derivation was independently
rediscovered and published two years later in July 2016 by reference [170]).

The convergence analysis of reinforcement learning algorithms is usually challenging
even for the single-agent case, and studies are often restricted to the case of diminishing
step-sizes [277, 275, 178]. For a distributed algorithm, the analysis becomes more
demanding because the estimation process at each node is influenced by the estimates
at the other nodes, so the error propagates across the network. Another difficulty in the
distributed case is that the agents may follow different behavior policies and, thus, their
individual cost functions could have different minimizers. In Section 3.4, we will analyze
the steady-state and transient behavior of the proposed distributed algorithm, deriving
closed-form expressions that characterize the network performance for sufficiently small
constant step-sizes. We employ constant, as opposed to decaying step-sizes, because
we are interested in distributed solutions that are able to continually adapt and learn.
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The performance analysis will reveal that when the agents follow the same behavior
policy, they will be able to find an unbiased estimator for the centralized solution. On
the other hand, when the agents behave differently, they will approach, up to some
bias, the solution of a convex combination of their individual problems. This bias is
proportional to the step-size, so it becomes negligible when the step-size is sufficiently
small. One important benefit that results when the agents behave differently is that,
although the agents do not directly share their samples, the in-network experience
becomes richer in a manner that the diffusion strategy is able to exploit. In particular,
in the reinforcement learning literature (see, e.g., [274] for an intuitive introduction
to RL; [31] and [30, Vol 2, Ch. 6] for a more formal perspective; [278, 51] for reviews
of modern RL algorithms; and [314] for a survey on recent developments in the field),
it is customary to assume that the behavior policy must allow the learning agent to
visit every possible state infinitely often. We will relax this assumption and show that
the distributed algorithm is able to perform well even when the individual agents only
visit small portions of the state-space, as long as there are other agents that explore
the remaining regions. Therefore, even though none of the agents can find the optimal
estimate of the value function by itself, they can achieve it through cooperation. This
is an interesting capability that emerges from the networked solution.

In this chapter we consider a setting in which the agents can communicate and
cooperate with their neighbors, but they operate without influencing each other.
This setup is meaningful in many real applications. Consider, for example, a water
purification plant controlled and monitored by a wireless actuator-sensor network, in
which each device is attached to a different water-tank. The quality of the water (e.g.,
the amount of bacteria) in one tank will be influenced by the decisions (e.g., delivering
some amount of chlorine) made by the device controlling that tank, independently
of what other devices do. Still, since all water tanks behave similarly under similar
circumstances, the devices in the network can benefit from sharing their individual
knowledge. In Chapter 5, we will consider a complementary setting, in which the
action of one agent can influence the environment response for every other agent.

3.1.1 Related works

There are several insightful works in the literature that address issues pertaining to
distributed learning albeit under different scenarios and conditions than what is studied
in this article. For example, the work in [140] proposes a useful algorithm, named
QD-learning, which is a distributed implementation of Q-learning using consensus-based
stochastic approximation. The diffusion strategy proposed herein is different in several
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respects. QD-learning asymptotically solves the optimal control problem, learning the
policy that maximizes the long-term reward of the agents. Here, we focus on predicting
the long-term reward for a given policy, which is an important part of the control
problem. However, QD-learning is developed in [140] under the assumption of perfect-
knowledge of the state. Here, we study the case in which the agents only know a feature
representation of the state, which is used to build a parametric approximation of the
value function, allowing us to tackle large problems, for which Q-learning schemes can
diverge [11, 290]. Finally, we enforce constant step-sizes in order to enable continuous
adaptation and learning. In comparison, the analysis in [140] employs a diminishing
step-size that dies out as time progresses and, therefore, turns off adaptation and is
not able to track concept drifts in the data.

Another related work [34] analyzes the performance of cooperative distributed
asynchronous estimation of linearly approximated value functions using standard
temporal difference (TD), but it is well known that TD learning with parametric
approximation schemes can diverge when the agents learn off-policy [11, 290]. In
addition, although the algorithm in [34] is distributed, in the sense that there is no
fusion center, it requires full connectivity (i.e., every node must be able to exchange
information with every other node in the network), which is a restrictive assumption
that prevents the algorithm from large-scale deployments. In this article, we focus
on fully distributed solutions that only require the network of agents to be connected
(but not necessarily fully connected). Other related—but more heuristic—approaches
include [254, 309].

After we publish the results presented in this chapter, more recent works have
presented related algorithms and analysis. The primal-dual interpretation of the single
agent GTD was independently rediscovered and presented in reference [170] —more than
two years after our results were published. Very recently, reference [271] has extended
the analysis for time-varying graphs of a simplified version of the proposed distributed
GTD algorithm, in which all agents follow the same behavior policy. Moreover, the
diffusion-based distributed stochastic Arrow-Hurwicz algorithm presented here—which
is useful for other strongly-convex quadratic problems beyond policy evaluation—was
later generalized to more general convex problems by reference [286].

Publications. The results described in this chapter resulted in the following
publications [297, 296, 295].

Notation. The state of the environment and the action taken by an agent are
denoted by s and a, respectively. With a slight abuse of notation, s(i) and a(i) denote
the state and action variables at time i. Moreover, whenever a variable is specific to
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some agent k we add a subscript (e.g., sk(i) = s means that the environment seen by
agent k is at state s at time i). Apart from states and actions, some other relevant
magnitudes are xk,i, rk(i) and wk,i, which denote the feature vector representing the
state, the received scalar reward signal, and the estimated parameter vector by agent k
at time i, respectively. Operator vec[·] stacks the columns of a matrix, one beneath the
other, into a long vector. The expected value with respect to probability distribution d
is denoted by Ed[·]; we use multiple sub-indexes (e.g., Ed,ϕ,P [·]) when the expectation is
taken with regard to multiple distributions.

3.2 Preliminaries

We start by enumerating the variables that define a Markov decision process (MDP).
Then, in Subsection 3.2.2, we formalize the notion of prediction with value functions
that measure the expected response of the environment. Although value functions can
be computed in close form as a function of the state, when the state set is finite, in
Subsection 3.2.3, we will show that it is more convenient –especially when the state-
space of the MDP is large– to express the value function as a parametric function of
some features that represent the state. When the state set is continuous, a parametric
approximation of the value function makes the problem tractable. We consider a linear
parametric approximation of the value function and show how finding the optimal
parameter can be formulated as a saddle-point problem that arises from minimizing a
suitable cost function. In Subsection 3.2.4, we introduce a stochastic version of the
Arrow-Hurwitz algorithm to find the parameter directly from samples, without any
knowledge of the underlying statistics of the environment. For the single-agent case,
this algorithm reduces to the gradient-temporal-difference (GTD2) introduced in [275]
but is motivated here from a primal-dual perspective rather than by using a two-rate
stochastic approximation argument. This primal-dual formulation will be useful for
the study of multi-agent networks since it leads to a meaningful in-network stationary
distribution that combines the individual stationary distributions of the agents.

3.2.1 Markov decision processes (MDP)

We consider Markov decision processes (MDP) that are characterized by (see, e.g.,
[228, 28]):

• a finite set of states S of size S ≜ |S|;

• a finite set of actions A of size A ≜ |A|;
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• the kernel of transition probabilities P(s′|s, a), which gives the probability of
going from one state s to another state s′, given an action a;

• and the reward function r : S×A×S→ R that the agent aims to predict, which is
associated with every transition, such that r (s, a, s′) denotes the reward received
by a generic agent for the transition from s to s′ after taking action a.

The agents aim to predict the response of their environment when they follow some
stationary policy π, such that π(a|s) stands for the probability of an agent choosing
action a when the environment is at state s. We assume that the finite-state Markov
chain resulting from the MDP is irreducible and aperiodic under any policy of interest.
Thus, it has a unique positive stationary probability distribution of visiting each state
(see, e.g., [228, App. A] [162]) denoted by the vector

dπ ≜

 dπ(1)
...

dπ(S)

 (3.1)

where

dπ(s) ≜ lim
i→∞

P
(
s(i) = s|s(0),a(t) = a(t) ∼ π(·|s(t)

)
, ∀s(0) ∈ S, t = 0, . . . , i (3.2)

such that dπ(s) > 0, s = 1, . . . S, and
∑S

s=1 d
π(s) = 1. The state transition probabilities

of the Markov chain, from initial state s to destination s′ are given by

pπss′ ≜
∑
a∈A

P (s′|s, a)π(a|s) (3.3)

Let P π the state-transition probability matrix of size S × S that collects the pπss′ as its
(s, s′)-th entry.

3.2.2 Value function

In order to make predictions of the reward signal, we use state value functions,
v : S→ R, which provide the expected cumulative sum of the reward, weighted by an
exponentially-decaying time window [28, 195, 228, 274]. This time window spans from
i = 0 to i =∞, but it has an effective length controlled by a constant γ ∈ (0, 1), which
trades short-sighted (γ → 0) vs. long-term planning (γ → 1). The value function for
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target policy π, starting from some initial state s ∈ S at time i, is defined as:

vπ(s) ≜ Eπ,P

[
∞∑
t=1

γt−1r(i+ t)
∣∣∣ s(i) = s

]
(3.4)

where

r(i+ 1) ≜ r(s(i),a(i), s(i+ 1)) (3.5)

and the expectation is taken with regard to all possible state-transitions:

Eπ,P [r(s,a, s
′)] =

∑
a∈A

π(a|s)
∑
s′∈S

P(s′|s, a)r(s, a, s′) (3.6)

Note that a(i) is random because it is drawn from a probability distribution π, which
together with the probabilistic transition dictated by P , leads to a random future state
s(i+ 1).

Let s′ denote the destination state after transitioning from s. Introduce the
shorthand rπ(s) to denote the expected reward that can be collected over the next
transition when the agent is currently at state s:

rπ(s) ≜ Eπ,P [r(s,a, s
′)] (3.7)

where s′ is the random arriving state after transition from s. Then, some algebra will
show that we can write (3.4) as a fixed point equation, known as Bellman equation
[228, 274, 28]:

vπ(s) = Eπ,P
[
r(i+ 1) + γr(i+ 2) + γ2r(i+ 3) + . . . | s(i) = s

]
= Eπ,P [r(i+ 1) | s(i) = s] + γEπ,P [r(i+ 2) + γr(i+ 3) + . . . | s(i) = s]

= rπ(s) + γEπ,P

[
∞∑
t=1

γt−1r(i+ 1 + t) | s(i) = s

]
= rπ(s) + γEπ,P [vπ(s′) | s(i+ 1) = s′]

= rπ(s) + γ
∑
s′∈S

∑
a∈A

P (s′|s, a) π(a|s)vπ(s′)

= rπ(s) + γ
∑
s′∈S

pπss′v
π(s′) (3.8)
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Let vπ and rπ be the vectors of length S that collect the values vπ(s) and rπ(s) for
all s ∈ S, respectively:

vπ ≜

 vπ(1)
...

vπ(S)

 ∈ RS, rπ ≜

 rπ(1)
...

rπ(S)

 ∈ RS (3.9)

Then, Eq. (3.8) can be written in vector form as the linear system of equations:

(IS − γP π)vπ = rπ (3.10)

We shall refer to vπ as the value vector. There are two challenges when we aim to
obtain vπ from (3.10). The first challenge is that the size of the state-space can be very
large (e.g., the chess game has 1047 possible states, making (3.10) computationally
intractable). The second challenge arises when the agents do not know anything about
the environment, thus P π and rπ are unavailable. In the following subsections we
review how to address these two issues.

3.2.3 Approximate value function as a saddle-point problem

For the single agent scenario, references [277, 275] introduced efficient algorithms with
convergence guarantees under general conditions. The algorithms save on computations
by relying on features that span a space of much lower dimensionality than the size of
the original state space. More formally, let x : S→ RM be some mapping from states
to features, such that x(s) gives the feature vector of length M ≪ S that represents
the state s. Now, it would be efficient to approximate the original value function vπ(s)
as a parametric function of x(s), for some parameter vector w ∈ RM . When this is
done, the problem of making a prediction (i.e., estimating the value vector vπ) becomes
equivalent to seeking a parameter vector w⋆ that is optimal in a certain sense. Among
many parametrizations, a linear approximation of the form

vπ(s) ≈ x(s)⊤w (3.11)

has been extensively studied in the literature (see, e.g., [290, 251, 96, 97]) and it
is promising mainly because it leads to solutions with low computational demands.
Moreover, it is expected that if one chooses the mapping of features carefully, then
the linear approximation model will generally provide good results (see, e.g., [187, 217,
151, 328, 179, 42, 22]). Note that we can rewrite (3.11) as the linear projection onto a
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basis given by M functions zm : S→ R, m = 1, . . . ,M :

x(s)⊤w =
M∑

m=1

zm(s)wm (3.12)

such that w ≜ (wm)
M
m=1, and the feature vector for state s is given by

x(s)⊤ = [z1(s), . . . , zM(s)]⊤ ∈ RM (3.13)

By slightly abusing of notation, let the vector of the basis function for every state be
denoted by

zm =

 zm(1)
...

zm(S)

 ∈ RS (3.14)

Let X be the matrix of size S ×M formed by stacking the transposed feature vectors
x(s)⊤ on top of each other or, equivalently, having the basis function vectors zm as
columns:

X ≜

 x(1)⊤

...
x(S)⊤

 =

 z1(1) . . . zM(1)
... . . .

...
z1(S) . . . zM(S)

 ∈ RS×M (3.15)

Then, the linear approximation (3.11) can be expressed in vector form as:

vπ ≈ Xw (3.16)

By modeling the value function in the form (3.16), we solve for w by using the
approximation (3.16) in (3.10). Doing so leads to the approximate Bellman equation:

Xw = rπ + γP πXw (3.17)

We assume that the features available for the agents constitute a linearly independent
set of basis functions, which effectively represent the states. Thus, X is full column
rank by construction. However, the fixed point equation (3.17) may not have a solution
w in general because the right-hand side need not lie in the range space of X, which
we denote by X. To address this issue, one approach is to solve instead the projected
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Bellman equation [290]:

Xw = Π(rπ + γP πXw) (3.18)

where Π is a projection operator onto X. Since X is a subspace of RM , the projection
operator with respect to some metric norm ∥ · ∥D is defined as:

Πx ≜ argmin
x̄∈X
∥x− x̄∥2D (3.19)

where D is a symmetric positive-definite matrix. The matrix Π is given by

Π = X(X⊤DX)−1X⊤D (3.20)

Therefore, for different choices of D, we have different projection operators, each of
which can be used to project the right side of (3.18) onto the range space of X. However,
some choices for D will lead to simpler solutions, as we will reveal in Subsection 3.2.4.

Equation (3.18) is now an over-determined consistent linear system of equations.
To solve for w, reference [275] considered the weighted least-squares problem:

minimize
w

JPB(w) ≜ ∥Π(rπ + γP πXw)−Xw∥2D (3.21)

where the cost function JPB(w) is referred to as the projected Bellman error. Since
Xw already lies in X and D is positive definite, it can be verified that

JPB(w) = ∥Πrπ − Π(IS − γP π)Xw∥2D
= (rπ − (IS − γP π)Xw)⊤Π⊤DΠ(rπ − (IS − γP π)Xw)

=
(
X⊤Drπ −Bw

)⊤ (
X⊤DX

)−1 (
X⊤Drπ −Bw

)
(3.22)

where we have introduced:

B ≜ X⊤D(IS − γP π)X (3.23)

Using (3.22), it can also be verified that the solution w⋆ that minimizes JPB(w) satisfies
the following normal equations [245]:

B⊤(X⊤DX)−1Bw⋆ = B⊤(X⊤DX)−1X⊤Drπ (3.24)
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Since ∥P π∥∞ = 1 and γ < 1, we can bound the spectral radius of γP π by

ρ(γP π) ≤ ∥γP π∥∞ = γ < 1 (3.25)

Thus, the inverse (IS − γP π)−1 exists. In addition, since the matrices D and X have
full rank and full column rank, respectively, by assumption, we conclude that matrix
B is invertible, so the minimizer w⋆ is given by

w⋆ ≜ arg min
w∈RM

JPB =
(
X⊤D (IS − γP π)X

)−1
X⊤Drπ (3.26)

If the quantities {P π, rπ} were known, one would proceed to solve (3.26) and
determine the desired vector w⋆ and the sought-after value vector vπ from (3.16).
However, we want the agents to learn vπ without any prior knowledge of the environment.
In other words, we cannot assume P π and rπ are known. For this reason, we need
to develop an alternative solution method. In the process of doing so, first for a
single-agent, we shall arrive at the same gradient temporal difference method of [275]
albeit by using a fundamentally different approach involving a primal-dual argument.
The approach will subsequently enable us to generalize to a fully distributed solution,
involving multiple agents.

So let us continue with the single-agent case for now. Our first step relies on relating
Eq. (3.22) to the saddle-point conditions of a convex optimization problem. Indeed,
minimizing JPB(w) in (3.21) is equivalent to the following quadratic programming
problem:

minimize
ε,w

1

2
ε⊤(X⊤DX)−1ε

s.t. ε = X⊤Drπ −Bw
(3.27)

where we have introduced the splitting variable ε. Since problem (3.27) is convex
and satisfies Slater’s condition [48], strong duality holds and the primal and dual
optimal values are attained and equal and they form a saddle-point of the Lagrangian.
Specifically, the Lagrangian of (3.27) is

L(ε, w, θ)=
1

2
∥ε∥2(X⊤DX)−1 + θ⊤

(
X⊤Drπ −Bw − ε

)
(3.28)
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where θ is the Lagrange multiplier. By minimizing L(ε, w, θ) over ε and w, we obtain
that the dual function is g(θ) = −∞ unless B⊤θ = 0M , in which case we have

g(θ) = −1

2
θ⊤X⊤DXθ + θ⊤X⊤Drπ (3.29)

Therefore, the dual problem of (3.27) consists in maximizing (3.29) subject to the
constraint B⊤θ = 0M . Maximizing g(θ) is equivalent to minimizing −g(θ), so that we
can express the dual problem of (3.27) as follows:

minimize
θ

1

2
θ⊤X⊤DXθ − θ⊤X⊤Drπ

s.t. B⊤θ = 0M

(3.30)

The main reason to solve (3.30) instead of the primal problem (3.27) is that the dual
formulation removes the inverse in the weighting matrix, X⊤DX. This transformation
brings two benefits. First, in Sec. 3.2.4, we will see that it is straightforward to
optimize (3.30) from samples. Second, as it is explained in Sections 3.3 and 3.4.2,
problem (3.30) leads to a distributed algorithm in which the agents are able to combine
their individual experience to solve the problem.

Had we assumed P π and rπ to be known, problem (3.30) would be trivial, with
unique solution θ = 0M , since this is the only vector that satisfies the constraint. In
other words, the optimal dual variable of the primal problem must be θ = 0, and
this is something that we can readily infer from the constraint of the dual problem.
However, since we do not assume any prior knowledge, we are going to employ instead
a primal-dual algorithm that leads to an iterative stochastic-approximation mechanism
to learn from samples. First, we derive the Lagrangian of (3.30) as

L(θ, w) =
1

2
θ⊤X⊤DXθ − θ⊤X⊤Drπ + w⊤B⊤θ

= θ⊤X⊤D

(
1

2
Xθ + (IS − γP π)Xw − rπ

)
(3.31)

where w denotes the Lagrange multiplier. We use the same notation w to denote the
dual variable for (3.31) because it can be verified that by computing the dual of the
dual problem (3.30) we recover the original problem (3.21), which is equivalent to
(3.27). Thus, the optimal dual variable w⋆ of (3.31) is also the optimal solution to
(3.21). To find a saddle-point {θ⋆, w⋆} of the Lagrangian (3.31) we alternate between
applying gradient descent to L(θ, w) with respect to θ and gradient ascent with respect
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to w:

θi+1 = θi − µθX
⊤D (Xθi + (IS − γP π)Xwi − rπ) (3.32a)

wi+1 = wi + µwX
⊤(IS − γP π)⊤DXθi (3.32b)

where µθ and µw are positive step-sizes.
Construction (3.32a)–(3.32b) is the well-known Arrow-Hurwicz algorithm (see, e.g.,

[23], [225, Ch. 9.3.3] and [8, Ch. 10]).

3.2.4 Primal-dual stochastic optimization

As mentioned before, since the agents do not have prior knowledge of the environment,
we need to replace (3.32a)–(3.32b) by constructions that do not depend on the quantities
{P π, rπ}. In order to find the solution directly from samples, we need to convert these
gradient iterations into stochastic approximations. The selection of an appropriate
weighted norm ∥·∥D in (3.21) now becomes relevant. If we choose a weighting matrix D
that represents the probability distribution of visiting each state, then we can express
the terms that appear in (3.32a)–(3.32b) as expectations that we can substitute with
their sample estimates. We proceed to explain the details.

Recall that the state-visitation probability depends on the agent’s policy. When
sampling off-policy, an agent acts following a behavior policy ϕ that differs from the
target policy π (for which it wants to estimate the value vector) and, therefore, the
sampled stationary state-visitation probability induced by ϕ will be different from
the stationary state-visitation probability induced by π. If we assume that the state-
process induced by the behavior policy is a stationary Markov chain, then there is a
unique stationary distribution of visiting each state with all its entries being strictly
positive and, therefore, after sampling long enough, the agent will visit all possible state
transitions, albeit perhaps at a very different frequency of the stationary distribution
that would have been induced by the target policy. This is usually referred as having
the agent follow an exploratory policy. Note that this stationary assumption can be
easily satisfied when the agent follows a stochastic policy with non-zero probability of
making every action at every state (i.e., ϕ(a|s) > 0, ∀(s, a) ∈ S× A).

Let us set the weighting matrix in (3.21) equal to the state-visitation probability
induced by the behavior policy (which we emphasize with the corresponding super-
script):

D ≜ Dϕ ≜ diag{dϕ} (3.33)
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Equations (3.32a)–(3.32b) depend on P π and rπ, meaning that the agent aims to
predict the value vector along the expected trajectory that would have been induced
by the target policy π. However, the state-visitation distribution of this trajectory, dπ,
does not match the distribution of the samples actually gathered by the agent, given
by dϕ. Importance sampling [153, Ch. 9.7] is a technique for estimating properties
of a particular distribution, while only having samples generated from a different
distribution. Let us introduce importance weights that measure the dissimilarity
between the target (π) and behavior (ϕ) policies:

ξ(a, s) ≜
π(a|s)
ϕ(a|s) (3.34)

By using importance sampling, reference [178] showed that we can write the gradient
inside (3.32a) in terms of moment values of the behavior policy as follows:

X⊤Dϕ (Xθi + (IS − γP π)Xwi − rπ)

=
∑
s∈S

dϕ(s)x(s)

(
x(s)⊤θi +

(
x(s)⊤ − γ

∑
s′∈S

pπss′x(s
′)⊤

)
wi

−
∑
a∈A

∑
s′∈S

P(s′|s, a)π(a|s)r(s, a, s′)
)

=
∑
s∈S

∑
a∈A

∑
s′∈S

P(s′|s, a)π(a|s)dϕ(s)x(s)
(
x(s)⊤θi + (x(s)− γx(s′))⊤wi − r(s, a, s′)

)
=
∑
s∈S

∑
a∈A

∑
s′∈S

P(s′|s, a)ϕ(a|s)ξ(a, s)dϕ(s)

x(s)
(
x(s)⊤θi + (x(s)− γx(s′))⊤wi − r(s, a, s′)

)
= Edϕ,ϕ,P

[
x(s)

(
x(s)⊤θi + (x(s)− γx(s′))⊤wi − r(s,a, s′)

)
ξ(a, s)

]
(3.35)

Similarly, we can express the gradient inside (3.32b) as

X⊤(IS − γP π)⊤DϕXθi = Edϕ,ϕ,P
[
(x(s)− γx(s′))x(s)⊤ξ(a, s)

]
θi (3.36)

The agent does not know these expected values though. Rather, at every time-step,
the agent observes transitions of the form {xi, a(i), xi+1, r(i+ 1)}, where xi ≜ x(s(i))

denotes the feature vector observed at time i.
In addition, the agent knows both its behavior policy ϕ and the target policy π

that it wants to evaluate so it can compute the importance weight. Nevertheless, in an
actual implementation, the agent need not know the states but just features, hence, the
actual policies must be conditioned on the feature vectors. Slightly abusing notation,



82 Distributed policy evaluation under multiple behavior strategies

we introduce the importance weight that the node computes at every time step:

ξ(i) ≜
π(a(i)|xi)
ϕ(a(i)|xi)

≈ π(a(i)|s(i))
ϕ(a(i)|s(i)) ≜ ξ(a(i), s(i)) (3.37)

Since a sample of a random variable is an unbiased estimator of its expected value,
we can build a pair of stochastic approximation recursions from (3.32a)–(3.32b) and
(3.35)–(3.36):

θi+1 = θi − µθxi

(
x⊤i θi + (xi − γxi+1)

⊤wi − r(i+ 1)
)
ξ(i) (3.38a)

wi+1 = wi + µw (xi − γxi+1)x
⊤
i θiξ(i) (3.38b)

Recursions (3.38a)–(3.38b) coincide with the single-agent gradient-temporal difference
(GTD2) algorithm, which was derived in [275] using a different approach. The above
derivation from (3.27) to (3.38b) shows that GTD2 is a stochastic Arrow-Hurwicz
algorithm applied to the dual problem of (3.21). As we will see in the following
sections, the proposed primal-dual derivation —which is an interesting result by itself—
is convenient for a multi-agent formulation, since it leads to a meaningful in-network
state-visitation distribution that combines the individual stationary distributions of
the agents, thus overcoming non-exploratory individual behavior policies.

We remark that we have only considered importance sampling for the policy, but
not for the state-visitation probability distribution. The reason is that, while π(a|s)
and ϕ(a|s) are known to the agent, the state-visitation probabilities, dπ and dϕ, are
unknown a priori. As we will see in Sec. 3.4.2, this discrepancy between state-visitation
probabilities will change the problem. We might consider doing importance sampling
on estimates of these visitation probabilities, but this would imply other issues and
is left for future study. Interestingly, as explained in Sec. 3.6, we can take advantage
of the cooperative exploration of the network to compensate this discrepancy, in a
manner that is very different from the importance sampling approach.

3.3 Multi-agent learning

We now consider a network of N connected agents that operate in similar but indepen-
dent MDPs. The state-space S, action-space A, and transition probabilities P are the
same for every node, but their actions do not influence each other. Thus, the transition
probabilities seen by each agent k are only determined by its own actions, ak(i) ∈ A,
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Figure 3.1 Example of the network of collaborative agents considered in this paper.
Each agent operates in similar but independent environments, so that the agents do not
influence each other. The agents follow different behavior policies (ϕk ̸= ϕl, ∀k, l ∈ N ,
k ̸= l), which are different from the target policy π that they aim to estimate; we
assume π is the same target for all agents.

and the previous state of its environment, sk(i) ∈ S:

sk(i+ 1) ∼ P(·|sk(i), ak(i)), k = 1 . . . N (3.39)

This assumption is convenient because it makes the problem stationary without forcing
each agent to know the actions and feature vectors of every other agent in the network.
The agents aim to predict the response of their environment to a common target policy
π while they follow different behavior policies, denoted by ϕk(a|s) each. We remark
that if the stationary distributions of the behavior and target policies are very different,
or if the behavior policies are not exploratory enough, (e.g., the agents are practically
constrained to explore small regions of the state-space), then their individual estimates
may have high variance.

Motivated by recent results on network behavior in [58, 247], we note that, through
collaboration, each agent may contribute to the network with its own experience. Let
Dϕk be the diagonal matrix that represents the stationary state-visitation distribution
induced by ϕk for agent k. We then introduce the following global problem in place of
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(3.30) with D substituted by Dϕk :

minimize
θ

N∑
k=1

τk

(
1

2
θ⊤X⊤DϕkXθ − θ⊤X⊤Dϕkrπ

)

s.t.
N∑
k=1

τk
(
X⊤Dϕk(IS − γP π)X

)⊤
θ = 0

(3.40)

where

τ = [τ1, . . . , τN ]
⊤ (3.41)

is a vector of non-negative parameters, whose purpose is to weight the contribution of
each agent’s local problem to the global problem, such that:

τk ≥ 0, k = 1, . . . , N (3.42)
N∑
k=1

τk = 1 (3.43)

Since the dual problem (3.30) removes the inverse of the weighting matrices X⊤DϕkX,
we can introduce the in-network stationary distribution

Dϕ ≜
N∑
k=1

τkD
ϕk (3.44)

Note that solving the aggregated problem (3.40) is effectively solving the single-agent
problem (3.30) with D replaced by Dϕ. The Lagrangian of (3.40) can be expressed as

L(θ, w) =
N∑
k=1

τkLk(θ, w) (3.45)

where the individual Lagrangians are given by

Lk(θ, w) = θ⊤X⊤Dϕk

(
1

2
Xθ + (IS − γP π)Xw − rπ

)
(3.46)

= θ⊤Edϕk ,ϕk,P

[
x(s)

(
1

2
x(s)⊤θ + (x(s)− γx(s′))⊤w − r(s,a, s′)

)
ξ(a, s)

]
which are similar to (3.31) but with stationary distribution Dϕk .
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In order to find the global saddle-point of the aggregate Lagrangian (3.45) in a
cooperative and stochastic manner, we apply diffusion strategies [248, 249, 247]. We
choose the adapt-then-combine (ATC) diffusion variant for distributed optimization
over networks [56, 58, 57]. The algorithm consists of two-steps: the adaptation step,
at which every agent updates its own intermediate estimate independently of the
other agents; and the combination step, at which every agent combines its neighbors’
estimates. Similar to the derivation of the single-agent algorithm (3.38a)–(3.38b), we
can express the gradient of the individual Lagrangians (3.46) in terms of moment values
(i.e., replacing Dϕ by Dϕk into (3.35)–(3.36)). We then follow a primal-dual approach
and apply ATC twice:

1. We apply ATC for minimizing Lk(θ, w) in (3.46) over θ through stochastic
gradient descent:

θ̂k,i+1 = θk,i − µθxk,i
(
x⊤k,iθk,i + (xk,i − γxk,i+1)

⊤wk,i − rk(i+ 1)
)
ξk(i) (3.47a)

θk,i+1 =
∑
l∈Nk

clk θ̂l,i+1 (3.47b)

2. We apply ATC again for maximizing Lk(θ, w) in (3.46) over w through stochastic
gradient ascent:

ŵk,i+1 = wk,i + µw (xk,i − γxk,i+1)x
⊤
k,iθk,iξk(i) (3.47c)

wk,i+1 =
∑
l∈Nk

clk ŵl,i+1 (3.47d)

where rk(i + 1) is the reward obtained by agent k at time i + 1, Nk stands for the
neighborhood of agent k (i.e., the set of agents that are able to communicate with agent
k in a single hop, including k itself), θ̂ and ŵ correspond to the locally adapted estimates,
and θ and w correspond to the combined estimates for the adapt-then-combine strategy.

The combination coefficients {clk} define the weights on the links in the network
and can be chosen freely by the designer, as long as they satisfy:

clk ≥ 0,
∑
l∈Nk

clk = 1 (3.48)

clk = 0 if l /∈ Nk (3.49)

ckk > 0 for at least one agent k (3.50)
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Let C ≜ (clk)
N
l,k=1 be the combination matrix. Then, condition (3.48) implies that C

is left-stochastic, which is a relaxation of the conditions (2.51) presented in Chapter
2. Condition (3.49) relates the information combination process with the underlying
topology, so that agents can only give positive weight to the information coming from
their neighbors (i.e., only within neighborhood information is considered). Condition
(3.50) means that there is at least one agent that trusts its local measurements and is
able to perform its own adaptation step (i.e., we say that C is aperiodic/acyclic). We
also assume that the topology of the network is connected, meaning that there is at
least one path between any pair of nodes (i.e., we say that C is irreducible) and that
the combination matrix C remains fixed over time. Therefore, conditions (3.48)–(3.50)
are sufficient (not necessary) to ensure that C is a primitive matrix [258, Theorem
1.4] (i.e., there exists j > 0 such that all entries of Cj are strictly positive). It follows
from the Perron-Frobenius Theorem that C has a unique eigenvalue at one, while all
other eigenvalues are strictly inside the unit circle (see, e.g., [258, Theorem 1.1] [124,
Theorem 8.4.4]). We normalize the entries of the eigenvector that is associated with
the eigenvalue at one to add up to one and refer to it as the Perron eigenvector of C.
All its entries will be strictly positive. We we will show in Sect. 3.4.7 that the values
for {τk} turn out to be determined by this Perron eigenvector.

Iterations (3.47a)–(3.47d) constitute the proposed diffusion off-policy GTD (DGTD)
algorithm, which we remark is a fully distributed algorithm because the combination
step is taken only over Nk. DGTD is summarized in Algorithm 3.1.

Algorithm 3.1: Diffusion off-policy GTD algorithm. This procedure runs in
parallel at every agent k.
1 Inputs: Target policy π, behavior policy ϕk, neighborhood Nk, weights
{clk, l = 1, . . . , N}, and step-sizes µθ and µw.

2 Initialize estimates θk,0, wk,0.
3 for every time-step i = 1 to T do
4 Take action ak(i) ∼ ϕk(·|xk,i).
5 Observe feature vector xk,i+1 and reward rk(i+ 1).
6 Perform local adaptation steps (3.47a) and (3.47c).
7 Combine neighbors’ estimates into θk,i+1, wk,i+1 using (3.47b) and (3.47d).
8 end for
9 Return: wk,T+1

In the following section, we study the behavior of the DGTD. The analysis can be
applied to GTD, since this can be seen as a particular case of DGTD with one single
agent.
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3.4 Performance analysis

In this section we analyze the existence and uniqueness of the optimal solution to the
multi-agent learning problem (3.40). We extend the energy conservation arguments of
[53, 56, 57, 248] to perform a mean-square-error (MSE) analysis of the diffusion GTD
algorithm (3.47a)–(3.47d) and provide convergence guarantees under sufficiently small
step-sizes. We also obtain closed form expressions of the mean-square-deviation (MSD)
and analyze the bias of the algorithm. We will rely on some reasonable conditions on
the data, as explained next.

3.4.1 Data model

To begin with, we model the quantities appearing in (3.47a)–(3.47d) as instantaneous
realizations of random variables, which we denote by using boldface notation. We
aggregate the variables into vectors of length 2M each:

αk,i ≜

[
θk,i

wk,i

]
, ψk,i ≜

[
θ̂k,i

ŵk,i

]
(3.51)

gk,i+1 ≜

[
−ηxk,iξk(i)rk(i+ 1)

0M

]
(3.52)

where we are now writing µw ≜ µ and µθ ≜ ηµw, such that η > 0 is the step-size
ratio between the two adaptation steps. We further introduce the following 2M × 2M

coefficient matrix:

Gk,i+1 ≜

[
ηxk,ix

⊤
k,iξk(i) ηxk,i (xk,i − γxk,i+1)

⊤ ξk(i)

− (xk,i − γxk,i+1)x
⊤
k,iξk(i) 0M×M

]
(3.53)

Then, the diffusion algorithm (3.47a)–(3.47d) with stochastic variables can be expressed
as the following pair of stochastic equations:

ψk,i+1 = αk,i − µ (Gk,i+1αk,i + gk,i+1) (3.54a)

αk,i+1 =
∑
l∈Nk

clkψl,i+1 (3.54b)

We assume the following conditions for (3.54a)–(3.54b):
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Assumption 3.1. The state transitions {(sk(i), sk(i + 1))} visited by each agent k
are independent and identically distributed (i.i.d.) samples, with initial states {sk(i)}
drawn from the stationary distribution dϕk .

Assumption 3.2. There is some positive probability that every state is visited by at
least one agent, thus Dϕ in (3.44) is positive-definite.

Assumption 3.3. The feature matrix X and the expected reward signal rπ are bounded
from below and from above.

Assumption 3.4. The feature matrix X is full column rank.

Assumption 3.5. The combination matrix C = (clk)
N
l,k=1 is left-stochastic and primi-

tive and satisfies (3.49).

Given the sequence of states visited by each agent {sk(1), sk(2), . . . , sk(i), . . .}, the
segments that start and end at the same state are independent of one another. When the
Markov chain that defines these state transitions has short mixing time, these segments
tend to be short (see, e.g., [162]). Assumption 3.1 approximates these independent
segments with sequences of just one step. This is a customary approximation (see, e.g.,
[43, 277, 275]) that simplifies the analysis because the tuples {xk,i,ak(i),xk,i+1, rk(i)}
become i.i.d. samples, rendering Gk,i+1 and gk,i+1 independent of αk,i. Assumption
3.2 refers to a property of the network. For a single-agent algorithm, the agent should
visit every state with positive probability; otherwise it may not be able to approach the
value function. Here, we impose the milder condition that every state must be visited
by at least one agent. Assumption 3.3 holds for most practical implementations, and
will be used in the stability analysis. Assumption 3.4 means that the basis functions
{z1, . . . zM} form a basis (i.e., they are linear independent). Sufficient conditions for
Assumption 3.5 are (3.48)–(3.50).

3.4.2 Existence and uniqueness of solution

Solving the aggregated dual problem (3.40) is equivalent to finding the saddle-points
{wo, θo} of the global Lagrangian (3.45). A saddle-point of the Lagrangian must satisfy
(see, e.g., [48, Sec. 5.4]):

L(θo, wo) = min
θ

max
w

L(θ, w) = max
w

min
θ
L(θ, w) (3.55)

These conditions are equivalent to the following system of linear equations:

∇θL(θ, w) = X⊤Dϕ (Xθ − rπ + (IS − γP π)Xw) = 0M (3.56)
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∇wL(θ, w) = X⊤(IS − γP π)⊤DϕXθ = 0M (3.57)

To find the saddle-point {θo, wo}, we solve for θ in (3.57) first. Since Assumption 3.2
establishes that Dϕ is full-rank, we recall from (3.24)–(3.26) that X⊤Dϕ(γP π − IS)X
is invertible and, hence, θo = 0M . Then, substituting θo into (3.56) yields:

wo =
(
X⊤Dϕ (IS − γP π)X

)−1

X⊤Dϕrπ (3.58)

Equation (3.58) therefore illustrates one clear benefit of cooperation. If the behavior
policy of some agent prevents him from exploring the entire state-space, then some
of the entries of its corresponding dϕk will be zero and the agent may be unable to
estimate the value vector on its own. Nevertheless, as long as any other agent in
the network can visit these unexplored states, the matrix Dϕ will be positive-definite,
guaranteeing the existence and uniqueness of a solution wo.

We remark that the off-policy solution wo in (3.58) is in fact an approximation to
the on-policy solution that the agents wish to predict, which is given by (3.26) when
D ≜ Dπ:

wπ =
(
X⊤Dπ (IS − γP π)X

)−1
X⊤Dπrπ (3.59)

That is, the obtained solution (3.58) is still an approximation of (3.59) because Dϕ̄

is not necessarily the same as Dπ. However, it is interesting to realize that, by using
diffusion strategies, the agents can estimate the exact on-policy solution if the scalars
{τk} could be set to satisfy

N∑
k=1

τkd
ϕk = dπ ⇔ wo = wπ (3.60)

This idea is left for future work, as explained in Sec. 3.6.1.
In the next subsections, we analyze the conditions that allow diffusion GTD to

converge to (3.58).

3.4.3 Error recursion

We introduce the following error measures, which measure the difference between the
estimates {αk,i,ψk,i} at time i and the optimal solution αo = (θo, wo) for each agent k:

ψ̃k,i ≜ αo −ψk,i (3.61)



90 Distributed policy evaluation under multiple behavior strategies

α̃k,i ≜ αo −αk,i (3.62)

Then, subtracting both sides of (3.54a)–(3.54b) from αo, we obtain

ψ̃k,i+1 = α̃k,i + µ (Gk,i+1αk,i + gk,i+1)

= α̃k,i + µ (Gk,i+1αk,i +Gk,i+1α
o −Gk,i+1α

o + gk,i+1)

= (I2M − µGk,i+1) α̃k,i + µ (Gk,i+1α
o + gk,i+1) (3.63)

Using the fact that clk = 0 if l /∈ Nk, the error recursion for the combination step
becomes

α̃k,i =
∑
l∈Nk

clkψ̃l,i =
N∑
l=1

clkψ̃l,i (3.64)

We collect the error variables from across the network into block vectors of size 2MN :

ψ̃i ≜
(
ψ̃k,i

)N
k=1

(3.65)

α̃i ≜ (α̃k,i)
N
k=1 (3.66)

Let C and Ri be matrices of size 2MN × 2MN defined by

C ≜ C ⊗ I2M (3.67)

Ri ≜ diag{G1,i, . . . ,GN,i} (3.68)

and let Gi be the matrix of size 2MN × 2M defined by

Gi ≜ (Gk,i, )
N
k=1 (3.69)

We also introduce the vectors of length 2MN :

gi ≜ (gk,i)
N
k=1 (3.70)

ni ≜ Giα
o + gi (3.71)

Then, the individual error recursions in (3.61)–(3.62) lead to the following network
relations:

ψ̃i+1 = (I2MN − µRi+1) α̃i + µni+1 (3.72)

α̃i+1 = C⊤ψ̃i+1 (3.73)
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which can be grouped together into the following network recursion:

α̃i+1 = C⊤
(
I2MN − µRi+1

)
α̃i + µC⊤ni+1 (3.74)

This recursion shows how the error dynamics evolves over the network over time.

3.4.4 Convergence in the mean

Introduce the following expected values for each agent:

Gk ≜ E [Gk,i] =

[
ηX⊤DϕkX ηX⊤Dϕk(IS − γP π)X

−X⊤(IS − γP π)⊤DϕkX 0M×M

]
(3.75)

gk ≜ E [gk,i] =

[
−ηX⊤Dϕkrπ

0M

]
(3.76)

Since Assumption 3.1 implies that the variables Ri+1 and α̃i are independent of each
other, then by taking expectations of both sides of (3.74) we obtain

E [α̃i+1] = C⊤ (I2MN − µR)E [α̃i] + µC⊤ (Gαo + g) (3.77)

where

R ≜ E [Ri] = diag{G1, . . . , GN} (3.78)

G ≜ E [Gi] = (Gk)
N
k=1 (3.79)

g ≜ E [gi] = (gk)
N
k=1 (3.80)

Therefore, the convergence of (3.77) is guaranteed when the matrix C⊤(I2MN − µR) is
stable.

Theorem 3.1 (Mean convergence). For the data model of Section 3.4.1, there exists
small enough step-sizes, say 0 < µ < µo (for some µo > 0 given by (3.196) in Appendix
3.8), such that the matrix C⊤(I2MN − µR) is stable and, therefore, the mean-error
recursion (3.77) is stable for every agent k = 1, . . . , N and converges to the bias value
given by

α̃∞ ≜ lim
i→∞

E [α̃i] =
(
I2MN − C⊤ (I2MN − µR)

)−1
µC⊤ (Gαo + g) (3.81)

Proof: See Appendix in Section 3.8.
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As it is explained in Appendix 3.8, the value µo only depends on the inputs of the
algorithm, namely data-samples (state-features, actions and rewards), the weighted-
topology matrix C, the cost-weights {τk}, and the step-size ratio parameter η.

3.4.5 Mean-square stability

Although the error vector converges in the mean, we still need to ensure that it has
bounded fluctuations around its fixed point value. To do so, we study the evolution
and steady-state value of the variance. Note that real-vector-valued random variables
are simply measurable, real-vector-valued functions defined on the sample space, which
is a complete vector space where we can define the following norm (see, e.g., [169,
Theorem A.11]):

∥α̃i∥ ≜
(

E

[
M∑

m=1

|α̃i(m)|2
])1/2

(3.82)

where α̃i(m) denotes the m-th component of α̃i. Moreover, we can define inner
products of the form:

∥α̃i∥2 ≜ E
[
α̃⊤

i α̃i

]
(3.83)

∥α̃i∥2Σ ≜ E
[
α̃⊤

i Σα̃i

]
(3.84)

We remark that (3.83) is the error variance, which we aim to study in this section.
By computing the weighted inner product of both sides of (3.74)—using an arbitrary

positive (semi)definite weighting matrix Σ that we are free to choose—and applying
the expectation operator, we obtain the following variance relation:

∥α̃i+1∥2Σ = ∥α̃i∥2Σ′ +
∥∥µC⊤ni+1

∥∥2
Σ
+ 2E

[
µn⊤

i+1CΣC⊤ (I2MN − µRi+1) α̃i

]
= ∥α̃i∥2Σ′ + 2b⊤Σ E [α̃i] + Tr

(
µ2ΣC⊤RnC

)
(3.85)

where we have introduced the following shorthands:

Σ′ ≜ E
[(
I2MN − µR⊤

i+1

)
CΣC⊤ (I2MN − µRi+1)

]
= (I2MN − µR⊤)CΣC⊤(I2MN − µR)

+ µ2E
[
(Ri+1 −R)⊤CΣC⊤(Ri+1 −R)

]
(3.86)

bΣ ≜ µE
[(
I2MN − µR⊤

i+1

)
CΣC⊤ni+1

]
(3.87)

Rn ≜ E
[
nin

⊤
i

]
= E

[
(Giα

o + gi)(Giα
o + gi)

⊤] (3.88)
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Let us vectorize matrix Σ into a vector of length 2MN :

σ ≜ vec(Σ) (3.89)

Using the following Kronecker product property [245, Lemma B.8]:

vec(Y ΣZ) = (Z⊤ ⊗ Y )vec(Σ) (3.90)

we can vectorize Σ′ in (3.86) and find that its vector form is related to Σ via the
following linear relation:

σ′ ≜ vec(Σ′) = Fσ (3.91)

where the matrix F is given by

F ≜
((
I2MN − µR⊤) C)⊗ ((I2MN − µR⊤) C)

+ µ2E
[(
(R⊤

i+1 −R⊤)C
)
⊗
(
(R⊤

i+1 −R⊤)C
)]

(3.92)

Furthermore, using this property:

Tr(ΣY ) = (vec[Y ⊤])⊤σ (3.93)

we can rewrite (3.85) as:

∥α̃i+1∥2σ = ∥α̃i∥2Fσ + 2σ⊤UE [α̃i] + h⊤σ (3.94)

where

U ≜ µE
[ (
C⊤ni+1

)
⊗
(
C⊤ (I2MN − µRi+1)

) ]
(3.95)

h ≜ µ2vec
[
C⊤RnC

]
(3.96)

In (3.94) we are using the notation ∥x∥2σ to represent ∥x∥2Σ. Note that (3.94) is not a
true recursion because the weighting matrices corresponding to σ and Fσ are different.
Moreover, recursion (3.94) is coupled with the mean-error recursion (3.77). To study
the convergence of (3.94) we will expand it into a state-space model following [245, 3].
Let L ≜ 2MN and let p(x) denote the characteristic polynomial of the L2 ×L2 matrix
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F , given by

p(x) ≜ det(xI −F) = xL
2

+ pL2−1x
L2−1 + . . .+ p0 (3.97)

By the Cayley-Hamilton Theorem [245], we know that every matrix satisfies its
characteristic equation (i.e., p(F) = 0), so that

FL2

= −p0IL2 − p1F − . . .− pL2−1FL2−1 (3.98)

Replacing σ in (3.94) by F jσ, j = 0, . . . , L2−1, we can derive the following state-space
model:



∥α̃i+1∥2σ

∥α̃i+1∥2Fσ

...

∥α̃i+1∥2FL2−1σ


︸ ︷︷ ︸

Wi+1

=



0 1 0 · · · 0

0 0 1 · · · 0

... . . . 0

0 0 0 · · · 1

−p0−p1−p2 · · · −pL2−1


︸ ︷︷ ︸

T



∥α̃i∥2σ

∥α̃i∥2Fσ

...

∥α̃i∥2FL2−1σ


︸ ︷︷ ︸

Wi

+ 2



σ⊤U

σ⊤FU
...

σ⊤FL2−1U


︸ ︷︷ ︸

Q

E [α̃i] +



h⊤σ

h⊤Fσ
...

h⊤FL2−1σ


︸ ︷︷ ︸

Y

(3.99)

Introduce

n ≜ E [ni] = Gαo + g (3.100)

We combine (3.99) with the mean-recursion (3.77) and rewrite them more compactly
as: [

Wi+1

E [α̃i+1]

]
=

[
T 2Q
0 C⊤(I2MN − µR)

][
Wi

E [α̃i]

]
+

[
Y
C⊤n

]
(3.101)

We are ready to state conditions for mean-square stability.
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Theorem 3.2 (Mean-square stability). Assume the step-size parameter µ is sufficiently
small so that terms that depend on higher-order powers of µ can be ignored. Then, for
the data model of Section 3.4.1, there exists 0 < µo

MS ≤ µo (for µo used in Theorem
3.1 and given by (3.196) in Appendix 3.8), such that when 0 < µ < µo

MS, the variance
recursion (3.101) is mean-square stable.

Proof: Observe that the stability of the joint recursion (3.101) is equivalent to
the stability of the matrices T and C⊤(I2MN − µR), which is further equivalent to the
following conditions on their spectral radii:ρ

(
C⊤(I2MN − µR)

)
< 1

ρ (T ) < 1
(3.102)

The first condition is the same mean-stability condition that was discussed in Theorem
3.1. For the second condition, we note from (3.99) that T is in companion form, and it
is known that its eigenvalues are the roots of p(x), which are also the eigenvalues of F .
Therefore, a necessary and sufficient condition for the stability of T is the stability of
the matrix F . When the step-sizes are small enough, the last term in (3.92) can be
ignored since it depends on µ2 and we can write

F ≈
(
C⊤ (I2MN − µR)

)⊤ ⊗ (C⊤ (I2MN − µR)
)⊤ (3.103)

which is stable if C⊤ (I2MN − µR) is stable.
We remark that 0 < µo

MS ≤ µo is chosen to dismiss higher-order powers of µ,
and that µo (see Appendix 3.8) only depends on the inputs of the algorithm (i.e.,
data-samples, the weighted-topology matrix C, the weights {τk} and the parameter η).

3.4.6 Mean-square performance

Taking the limit of both sides of (3.94) we obtain:

lim
i→∞
∥α̃i+1∥2σ = lim

i→∞
∥α̃i∥2Fσ + 2σ⊤U lim

i→∞
E [α̃i] + h⊤σ (3.104)

Theorem 3.1 guarantees that

lim
i→∞

E [α̃i] = α̃∞ (3.105)
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Hence, the steady-state variance recursion in (3.104) leads to

lim
i→∞
∥α̃i∥2σ = q⊤(I −F)−1σ (3.106)

where

q ≜ h+ 2U α̃∞ (3.107)

Result (3.106) is useful because it allows us to derive several performance metrics
through the proper selection of the free weighting parameter vector σ (or, equivalently,
the parameter matrix Σ). For example, the network mean-square-deviation (MSD) is
defined as the average of the MSD of all the agents in the network:

MSDnetwork ≜ lim
i→∞

1

N

N∑
k=1

∥α̃k,i∥2

= lim
i→∞
∥α̃i∥21

N
I2MN

(3.108)

Choosing the weighting matrix in (3.106) as Σ = I2MN/N , we get:

MSDnetwork =
1

N
q⊤(I −F)−1vec(I2MN) (3.109)

We can also obtain the MSD of any particular node k, as

MSDk ≜ lim
i→∞
∥α̃i∥2Jk

(3.110)

where Jk is a block-diagonal matrix of N blocks of size 2M × 2M , such that all blocks
in the diagonal are zero except for block k which is the identity matrix. Then, we can
express

MSDk = lim
i→∞
∥α̃k∥2Jk

(3.111)

Following the same procedure as with the network MSD, we obtain the MSD for node
k:

MSDk = q⊤(I −F)−1vec(Jk) (3.112)
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3.4.7 Bias analysis

We showed in (3.58) that, under Assumption 3.2, there exists a unique solution αo

for the global optimization problem (3.40). On the other hand, the error recursion
(3.77) converges in the mean-square sense to some bias value α̃∞. Now, we examine
under which conditions α̃∞ is small when the step-size is small. The analysis of the
bias value α̃∞ in (3.81) is similar to the examination developed in [57, Theorem 3]
for multi-objective optimization. The main difference lies in the fact that we do not
assume the matrix R in (3.78) to be symmetric.

Theorem 3.3 (Bias at small step-size). Consider the data model of Section 3.4.1,
where the combination matrix C satisfies Assumption 3.5 (i.e., it is primitive left-
stochastic). Suppose the Perron eigenvector that corresponds to the eigenvalue of C at
one is equal to the vector of weights {τk} in the global problem (3.40) (i.e., τ⊤C = τ⊤

and τ⊤1N = 1). Assume further that the step-size µ is sufficiently small to ensure
mean-square stability. Then, it holds that

α̃∞ = O(µ) (3.113)

Proof: We follow an argument similar to [57, 336]. It suffices to show that
limµ→0

∥α̃∞∥
µ

= εo, where εo is a constant independent of µ. Substituting (3.153),
(3.155) and (3.165) into (3.81) yields

α̃∞ = µ (YC ⊗ I2M) (I2MN − S)−1 (Y −1
C ⊗ I2M)C⊤ (Gαo + g) (3.114)

Expanding (3.67), (3.152) and (3.158) into (3.114) leads to

α̃∞ = µ(YC ⊗ I2M)(I2MN − S)−1(JC ⊗ I2M)

[ (
p⊤ ⊗ I2M

)
(Gαo + g)(

Y l
C ⊗ I2M

)
(Gαo + g)

]
(3.115)

From now on, assume that the weights used in (3.40) in defining the global cost are
the entries of the Perron eigenvector of C, i.e.:

p ≜ τ (3.116)
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Then, the first row of the last term in (3.115) stands for the saddle-point conditions of
the Lagrangian of the global problem (3.45):

(τ⊤ ⊗ I2M)(Gαo + g) =
N∑
k=1

τk (Gkα
o + gk)

=

[
ηX⊤Dϕ(Xθo + (IS − γP π)Xwo − rπ)

−X⊤(IS − γP π)⊤DϕXθo

]
= 02M (3.117)

Therefore, expanding JC into (3.115) yields

α̃∞ = µ(YC ⊗ I2M)(I2MN − S)−1

[
02M

(J0
C ⊗ I2M)(Y l

C ⊗ I2M) (Gαo + g)

]
(3.118)

From (3.165), we know that the upper-left block of I2MN −S is given by µḠ. By using
[23, Theorem 3.6], we establish that the similar matrix Ḡ√

η in (3.187) is invertible.
Therefore, Ḡ is also invertible so we can use the following relation

[
Z11 Z12

Z21 Z22

]−1

=

[
Z−1

11 + Z−1
11 Z12UZ21Z

−1
11 −Z−1

11 Z12U

−UZ21Z
−1
11 U

]
(3.119)

where U = (Z22 − Z21Z
−1
11 Z12)

−1, to write

(I2MN − S)−1 =

[
H11 H12

H21 H22

]
(3.120)

In this way, relation (3.118) simplifies to

α̃∞ = µ (YC ⊗ I2M)

[
H12(J

0
CY

l
C ⊗ I2M)(Gαo + g)

H22(J
0
CY

l
C ⊗ I2M)(Gαo + g)

]
(3.121)

The only terms in (3.121) that depend on µ are H12 and H22. In the limit, when µ→ 0

these two terms become independent of µ:

lim
µ→0

H12 = −Ḡ−1E12(I2MN − J0
C ⊗ I2M)−1 (3.122)

lim
µ→0

H22 = (I2MN − J0
C ⊗ I2M)−1 (3.123)

Hence, we can conclude that limµ→0
∥α̃∞∥

µ
= εo.
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We remark that the bias in (3.113) comes from agents following different behavior
policies, which means that they are solving different optimization problems, with
different minimizer each. When they use diffusion strategies, the combination step
pulls them toward the global solution. Nevertheless, the adaptation step pushes each
agent towards the minimizer of its individual cost function. Note, however, that if
all agents followed the same behavior policy, their individual optimization problems
would be identical, therefore, both the adaptation and the combination steps would
pull them toward the global solution and their fixed-point estimates would be unbiased
with respect to the solution of the global optimization problem (3.40). This case is
studied in the following corollary.

Corollary 3.1 (Bias for a common behavior policy). Let Assumptions 3.1–3.3 hold.
If every agent follows the same behavior policy ϕ (i.e., ϕk = ϕ, k = 1, . . . , N), then it
holds that

α̃∞ = 0 (3.124)

Proof: Under the same behavior policy, the following magnitudes would be also
the same for every agent k = 1, . . . , N :

Gk ≜ Ḡ (3.125)

gk ≜ ḡ (3.126)

Hence, the saddle-point conditions of the Lagrangian of the global problem (3.45)
would not depend on the combination weights {τk}:

N∑
k=1

τk(Ḡα
o + ḡ) = Ḡαo + ḡ = 02M (3.127)

Therefore, if all the agents followed the same behavioral policy, then

Gαo + g = 02MN (3.128)

and, from (3.81), we would conclude that α̃∞ = 0.
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3.5 Simulations

In this section we illustrate the performance of the proposed D-GTD cooperative
algorithm on a toy example, compared to two alternative approaches:

• Noncooperative: the same set of agents running the single agent GTD algorithm.

• Centralized : a central node gathering all the samples from every agent in the
network and running the single agent GTD algorithm.

The example is as follows. Consider a group of animals foraging in a 2D-world (see
Figure 3.2). The group forms a network of N = 15 agents with arbitrarily connected
topology and neighborhood size varying between 2 and 9, i.e., |N |k ∈ {2, 3, . . . , 9}
. The weights of the communication links (i.e., the clk elements of C) are obtained
independently by each node following an averaging rule [40, 248], such that equal
weight is given to any member of the neighborhood, including itself:

clk =
1

|Nk|
, ∀l ∈ Nk (3.129)

We remark that this rule leads to a left (rather than doubly) stochastic combination
matrix C that satisfies (3.48)–(3.50). We assume that the combination matrix C—and,
hence, the network topology—remains fixed.

The world is a continuous bounded square, discretized into 20 rows and 20 columns.
which amounts to 20× 20 = 400 possible locations. The agents move in four possible
directions, namely, A = {north, south, east, west}. The probability of moving along
the direction of the action is one, unless there is a wall in the direction of the agent, in
such case, the agent remains in the same position with probability one. Apart of the
moving agents, the rest of the environment remains static.

We consider the case in which the agents are territorial and tend to settle in different
regions each. In other words, the behavior policies of the agents {ϕk} are all different
and constrain exploration to some regions of the state-space. At every time-step, each
agent is attracted to the state at the center of its territory (green circle) with 0.8

probability, and it moves in a different direction with 0.2 probability.
The reward function is the same for all agents; and the reward obtained by each

agent at every time-step only depends on its own position. At every time step, the
agents move and consume some energy (i.e., they receive some negative reward). In the
north-east corner of the world, there is food, which the agents understand as positive
reward. However, there is a large area below the food with a predator that is harmful
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to go through, so agents receive large negative reward if they visit these states. The
predator’s area is the rectangle 5 ≤ column ≤ 20, 8 ≤ row ≤ 15. The reward at every
time step is −1, except when crossing the predator’s area where it becomes −15, and
when eating the food when it rises to +20.

Since the agents do not influence each other, we can equivalently consider that
each agent is operating in its own MDP, which is equal to the MDP of every other
agent. Thus, the state space of each agent’s MDP is S = {1, . . . , 400}, S = 400, and
the state is the location of the agent. But this state is unknown. Instead, each agent
self-localizes itself in the grid by sensing a Gaussian radial basis function of its distance
to each of the 8× 8 = 64 fixed markers. These markers (depicted by a yellow star in
the picture) are equidistantly located per row and per column in the grid. The mean,
µm, of each Gaussian basis functions is the location of the marker and its standard
deviation σm = 0.005 for m = 1, . . . , 8. In other words, let ym denote the position of
marker m, and let o(sk(i)) denote the location of agent k at time i (we say the location
of an agent at state is the geometric center of the square corresponding with sk(i) in
the continuous grid). Then, the basis functions and features are given by

zm(sk(i)) = exp

(−1
σ2
m

(o(sk(i))− ym)⊤ (o(sk(i))− ym)
)

(3.130)

xk,i = (zm(sk(i)))
M
m=1 (3.131)

We consider a policy-selection problem in which the agents want to choose the
policy that maximizes their long-term expected accumulated reward. Since the agents
are getting negative reward at every time step (because of energy consumption) they
want to know how to reach the food, while losing as less energy as possible. A natural
policy, denoted π1, could be to go straight to the food with high (0.8) probability and
low (0.2) probability of going in another direction, but then the agents would face the
harmful predator and the total expected reward may be low. Thus, we say that π1 is a
myopic policy. Another more insightful policy, denoted π2, could be to take a detour
and avoid the predator’s area with very high (0.95) probability. Nevertheless, if the
detour takes too long, then the agents would consume too much energy and it may not
be worth trying. In order to evaluate which policy is better (myopic π1 or detour π2),
the agents have to learn the value vector of each candidate-policy from samples. If
the agents were learning on-policy, they would have to follow one candidate policy for
long enough so they could apply stochastic optimization over the samples, then they
would have to start again but following the other candidate policy. In other words,
on-policy learning does not allow to reuse samples while evaluating different policies.
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The benefit of the off-policy formulation is that the agents can evaluate several target
policies in parallel from a single data stream.

Since the agents only have samples of state-transitions in their respective territories,
it is difficult for them to predict the value vector for each of the target policies (π1 and
π2). However, since they sample complementary regions of the state-space, they can
collaborate, applying diffusion strategies, to learn the value vector of the two target
policies and evaluate which one is better.

Figure 3.2 Problem representation. Network of 15 randomly connected agents. States
are numbered from left to right and from down to top, so that the bottom-left corner
corresponds with s = 1, and the top-right corner with s = S = 400. The agents are
attracted towards the center of a region each (green circle) at states {395, 368, . . . , 21}.
The predator’s area is the rectangle 5 ≤ column ≤ 20, 8 ≤ row ≤ 15. The reward at
every time step is −1, except when crossing the predator’s area where it becomes −15,
and when eating the food when it rises to +20. The 64 features are obtained with 8
Gaussian basis functions per row and per column and with standard deviation 0.005,
equidistantly located at positions (yellow stars) that are computed by taking the grid
as a continuous unit-square.

Figure 3.3 shows the exact value vector and its linear approximation, where the
parameter has been obtained in closed form through (3.58), for the myopic and
detour policies under the off-policy setting. Figure 3.4 shows their approximation
with parameters found by the centralized algorithm, by a single agent (chosen at
random) running the proposed cooperative diffusion GTD algorithm, and by a single
non-cooperative agent (also chosen at random among those non-cooperatives agents that
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Figure 3.3 Value vectors for myopic (top, π1) and detour (bottom, π2) policies for each
state of the grid. The left column shows the exact value vectors computed using (3.10).
The myopic policy shows a valley because the agents have many chances of entering
into the predator’s area, so the expected reward will be negative. For the detour policy,
the agent has little chance of entering into the predator’s region, so the expected value
will be near zero in this area.

have not diverged), under the constrained-exploration off-policy multi-agent setting
explained above.

Figure 3.5 shows the learning curve of the algorithm. Since the agents have only
samples from small portions of the state-space, the non-cooperative algorithm may
diverge. On the other hand, when the agents cooperate (i.e., communicate their
estimates to their neighbors), the diffusion algorithm allows them to benefit from the
experience from other agents in the network, and they approach the same solution
as a centralized architecture (i.e., with a fusion center that gathers all the samples
from every node) would achieve but more efficiently, by communicating only within
neighborhoods.

3.6 Extensions of DGTD

In this section we discuss some preliminary ideas on how to extend the current results.
First, we remark that the single agent GTD2 algorithm approaches a solution that can
be different from the actual target, and show that DGTD could be used for making
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Figure 3.4 Value vectors for myopic (top, π1) and detour (bottom, π2) policies for each
state of the grid. The left column shows the off-policy, linear approximation achieved
by a centralized station that has gathered all samples from all agents. The middle
column shows the estimated value vector obtained with our diffusion GTD algorithm
for some agent (chosen at random, the result is very similar for all agents though)
that only uses samples from its own non-exploratory policy (i.e., moving towards its
attractive point). By including the diffusion step, every agent is able to reproduce the
main features of the surfaces (valleys, hills and flat areas). The right column shows
the same value vectors but estimated with no cooperation (for a node that did not
diverge).
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Figure 3.5 Projected Bellman error (i.e., JPB) given by Eq. (3.21) for centralized,
diffusion and non-cooperative solutions. Results are obtained with the following
parameters. We set the long-term reward to γ = 0.95, which we have found to
make vπ1 very different from vπ2 for the specific values of π1, π2 and rewards used
during the experiments. For both cooperative and non-cooperative nodes, the step-size
and step-size ratio are µ = 1 × 10−3 and η = 0.1, which adequately trade bias and
convergence-rate to illustrate the behavior of the algorithm. We assume every agent
takes one sample at every time-step. Since a central station would have N times more
samples than the rest of the agents, we set its step-size equal to µ/N . Results are
averaged over 50 independent experiments.

the finding the exact target. Second, we show that DGTD can be naturally extended
to distributed off-policy control with a diffusion-based distributed actor-critic method.
Finally, we conjecture that diffusion-based distributed algorithms should be useful for
some forms of transfer learning, like combining experience from multiple instances of a
family of problems to tackle other instances that have never seen before.

3.6.1 Approaching the actual target

As explained in Sec. 3.4.2, even when using importance weights, the primal-dual
off-policy solution, wo, is different from the on-policy solution, wπ, that the agents wish
to predict. The reason is that Dϕ̄ can be different from Dπ, as it is apparent from
(3.58)–(3.59):

wo =
(
X⊤Dϕ (IS − γP π)X

)−1

X⊤Dϕrπ (3.132)

wπ =
(
X⊤Dπ (IS − γP π)X

)−1
X⊤Dπrπ (3.133)
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This problem arises also in the original single-agent GTD algorithm. And, to the best
of our knowledge, no technique has been proposed to prevent such difference.

Interestingly, diffusion strategies allow the agents to estimate the exact on-policy
solution, such that wo = wπ, by setting the scalars {τk} to satisfy

N∑
k=1

τkd
ϕk = dπ (3.134)

In general, since the linear system of equations in (3.60) may not be consistent, we
will be interested in selecting the scalars {τk} that correspond to solving:

min
{τk}

∥∥∥∥∥dπ −
N∑
k=1

τkd
ϕ
k

∥∥∥∥∥
2

(3.135)

As indicated in Sec. 3.3, the weight vector τ corresponds with the Perron eigenvector
of the combination matrix C. Reference [336] showed that, given a network topology, it
is always possible to construct a matrix C such that it has a given Perron eigenvector
by using a procedure due to Hastings [116]. It is an interesting problem to develop an
algorithm that obtains the optimal set of weights that minimizes (3.135) in a distributed
manner. In addition, we remark that this idea could be useful for the single-agent
setting too, by understanding that instead of having multiple agents, we have a single
agent that uses DGTD for fusing trajectories obtained from multiple policies.

3.6.2 Distributed off-policy control algorithms

As we have already discussed, diffusion algorithms allow for efficient distributed imple-
mentations of first-order stochastic gradient descent algorithms, and some interesting
properties emerge that were not present in the original single-agent algorithms. This is
the case, e.g., of the enhanced robustness against local optimum presented in Chapter
4 or the possibility of approaching the online target described above in Sec. 3.6.1.

So far in this chapter, we have focused on predicting the value function for a given
policy. In this subsection, we remark that the proposed DGTD algorithm can be
extended for the control problem, i.e, for finding the optimal policy that maximizes
the expected long term reward. In particular, we show that it could be used for a
distributed implementation of the off-policy actor-critic (Off-PAC) algorithm due to
[72]. The underlying idea of actor-critic methods is to combine an actor that optimizes
the policy and a critic that evaluates the policy (see, e.g., [110, 150, 35],[278, Sec. 4.4]
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and references therein). In other words, the policy evaluation provided by the critic is
the merit figure that guides the optimization process performed by the actor.

In order to optimize the policy, actor-critic methods usually rely stochastic gradient
ascent on a set of smoothly parameterized policies. Let πu denote a parametric policy
with parameter u ∈ U ⊆ RU , where U is the length of the parameter vector, and
let Ωu ≜ {πu : u ∈ U} the set of parametric policies. For simplicity, we assume that
U = RU . Similar to the off-policy prediction problem, the off-policy control problem
distinguishes between the behavior policy ϕ and the target optimal policy πu that we
aim to learn. The single-agent Off-PAC is motivated from the following optimization
problem:

maximize
u

J(u) (3.136)

where the objective is the weighted sum of the value function induced by the parametric
policy, πu, with weights given by the stationary distribution induced by the behavior
policy, ϕ:

J(u) ≜
∑
s∈S

dϕ(s)vπu(s) (3.137)

The actor improves the policy by performing stochastic gradient ascent on J(u).
Similar to (3.16), Off-PAC assumes that the value function is linearly approximated.
Thus, after some smart manipulations, reference [72] arguments that ∇uJ(u) can be
approximated as follows:

∇uJ(u) ≈
(
ri+1 − (xi − γxi+1)

⊤wi

) ∇uπu(a(i)|s(i))
πu(a(i)|s(i))

ξ(i) (3.138)

where ξ(i) is given by (3.37). When the policy is the Gibbs distribution, we have

∇uπu(a(i)|s(i))
πu(a(i)|s(i))

= ysa −
∑
a′∈A

π(a′|s)ysa (3.139)

where ysa are state-action-features given by

y⊤sa ≜ [z′1(s, a), . . . , z
′
U(s, a)] (3.140)

for some basis functions z′m : S×A→ R, m = 1, . . . , U . The state-action-features basis
functions, {z′m}Um=1, are usually related to the state-features basis functions {zm}Mm=1

(we remark that they could be unrelated though). In particular, we usually have
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M < U , since M features are used to approximate the state and we require some extra
features to approximate the action.

The critic (i.e., policy evaluation step) consists in updating parameter wi that is
used for approximating the value function: vπu = Xwi. Since this is an off-policy
prediction problem with linear feature approximation, Off-PAC leverages gradient
temporal difference methods and perform gradient descent on the projected Bellman
error, JPB(w), given by (3.22). The single-agent Off-PAC algorithm proposed by
reference [72] uses a sophisticated variation of the GTD algorithm that includes
eligibility traces (being able to trade-off bias and variance in the Monte Carlo estimate
of the value function). Nevertheless, for the sake of simplicity, we consider the GTD
algorithm described in Sec. 3.2.4.

In summary, the (variation of the) single-agent Off-PAC considered here is given by
the following equations:

θi+1 = θi − µθxi

(
x⊤i θi + (xi − γxi+1)

⊤wi − r(i+ 1)
)
ξ(i) (3.141a)

wi+1 = wi + µw (xi − γxi+1)x
⊤
i θiξ(i) (3.141b)

ui+1 = ui + µu

(
ri+1 − (xi − γxi+1)

⊤wi

) ∇uπu(a(i)|s(i))
πu(a(i)|s(i))

ξ(i) (3.141c)

where (3.141a)–(3.141b) constitute the critic —which is exactly the primal-dual update
GTD algorithm given by (3.38a)–(3.38b)— and the actor is the stochastic gradient for
updating the policy parameter given by (3.141c).

Now, we propose some preliminary ideas for multi-agent off-policy control from
multiple behavior policies. Let ϕk denote each agent’s behavior policy, k = 1, . . . , N .
Let each agent’s individual objective, Jk : U→ R, be given by

Jk(u) ≜
∑
s∈S

dϕk(s)vπu(s) (3.142)

Introduce a a common global objective, Jglob : U→ R, that is a convex combination of
all agents’ individual objectives:

Jglob(u) ≜
N∑
k=1

τkJk(u) (3.143)
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where (τk)
N
k=1 are non-negative combination weights (similar to (3.41)) Then, we can

formulate the following cooperative optimization problem:

maximize
u

Jglob(u) (3.144)

By extending the gradient approximation (3.138) to the global objective, we have:

∇uJ
glob(u) ≈

N∑
k=1

τk

(
rk,i+1 − (xk,i − γxk,i+1)

⊤wi

) ∇uπu(ak(i)|sk(i))
πu(ak(i)|sk(i))

ξk(i) (3.145)

Then, we can propose a distributed off-policy actor-critic (D-Off-PAC) as follows: the
distributed critic performs the DGTD algorithm given by (3.47a)–(3.47d) for coopera-
tive off-policy evaluation; while the distributed actor performs ATC for cooperative
optimization of (3.144). This D-Off-PAC method is summarized with the following
equations:

θ̂k,i+1 = θk,i − µθxk,i
(
x⊤k,iθk,i + (xk,i − γxk,i+1)

⊤wk,i − rk(i+ 1)
)
ξk(i) (3.146a)

θk,i+1 =
∑
l∈Nk

clk θ̂l,i+1 (3.146b)

ŵk,i+1 = wk,i + µw (xk,i − γxk,i+1)x
⊤
k,iθk,iξk(i) (3.146c)

wk,i+1 =
∑
l∈Nk

clk ŵl,i+1 (3.146d)

ûk,i+1 = uk,i + µu

(
rk,i+1 − (xk,i − γxk,i+1)

⊤wk,i

) ∇uπu(ak(i)|sk(i))
πu(ak(i)|sk(i))

ξk(i) (3.146e)

uk,i+1 =
∑
l∈Nk

clk ûl,i+1 (3.146f)

We remark that D-Off-PAC is a preliminary result that should be further investi-
gated. In particular, convergence analysis and numerical experiments are required to
understand the benefits of the proposed cooperation scheme for the control problem.

Moreover, while DGTD was theoretically well grounded from a primal-dual per-
spective, D-Off-PAC —and actor-critic methods in general— are usually derived from
the (perhaps more engineering) approximate policy iteration approach. The problem of
deriving (distributed) actor-critic algorithms from a theoretically sound primal-dual
approach is a future line of research.

Finally, since diffusion-based distributed off-policy policy evaluation algorithms
allow to combine experience from different agents, we consider whether distributed
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off-policy control algorithms can be used for some form of transfer learning. This is
briefly discussed in the following subsection.

3.6.3 Diffusion algorithms for transfer learning

The individual objectives, Jk, given by (3.142) establish that the agents can follow
multiple behavior policies, ϕk, but that they aim to find the same optimal target
policy that maximizes a common value function, vπu . The optimal value function is
determined by the structure of the state-transition and reward functions. Therefore,
Eq. (3.142) implicitly assumes that all agents operate in the same MDP.

A generalization of (3.142) is to allow the agents to optimize multiple value functions.
More formally, consider the following individual objectives:

Jk(u) ≜
∑
s∈S

dϕk(s)vπu
k (s), k = 1, . . . , N (3.147)

where each individual value function, vπu
k , has now superscript k to indicate that it

is specific to each agent. Having multiple value functions imply that the agents can
operate in different MDPs. In order to find a (parametric) policy that simultaneously
optimize each agent’s objective, we formulate the following multiobjective problem:

maximize
u

Jvec(u) (3.148)

where Jvec : U → RN denotes the vector-valued objective that includes all agents’
individual objectives:

Jvec(u) ≜ (Jk(u))
N
k=1 (3.149)

Let us define an optimal point for multiobjective problems as a point that is simulta-
neously optimal for all subproblems. First, note that the vector-valued comparison
Jvec(u′) ≥ Jvec(u) holds for two points u′, u ∈ U if and only Jk(u

′) ≥ Jk(u) for all
k = 1, . . . , N .

Definition 3.1. A point u⋆ ∈ U is optimal, if Jvec(u⋆) ≥ Jvec(u), ∀u ∈ U, where the
comparison is component-wise, i.e. Jk(u⋆) ≥ Jk(u) for all k = 1, . . . , N .

Nevertheless, most vector optimization problems do not have such optimal points. In
this case, another (more relaxed) common solution concept is that of Pareto optimality
(or efficiency), which can be defined as follows (see, e.g., [86, pp. 24, 48]).
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Definition 3.2. A point u⋆ ∈ U is called strongly Pareto optimal if there is no other
u ∈ U such that Jvec(u) ≥ Jvec(u⋆).

Definition 3.3. A point u⋆ ∈ U is called weakly Pareto optimal if there is no other
u ∈ U such that Jvec(u) > Jvec(u⋆).

Now, similar to (3.144), we can define a global objective that is a convex combination
of all agents’ individual objectives:

Jglob(u) ≜
N∑
k=1

τkJk(u) =
N∑
k=1

τk
∑
s∈S

dϕk(s)vπu
k (s) (3.150)

and formulate the following cooperative optimization problem:

maximize
u

Jglob(u) (3.151)

Then, it can be shown that the solutions of problem (3.151) with nonnegative (positive)
weights, τk, are always weakly (strongly) Pareto optimal points of (3.148) (see, e.g.,
[48, Sec. 4.7.4], [86, Sec. 3.1]).

Problem (3.148) is very related to transfer learning. For instance, suppose that the
N individual objectives, {J1(u), . . . , JN(u)}, refer to N members of the same family
of problems (e.g., the classic mountain-car problem [274, Example 8.2] with different
high and slope parameters or different Atari 2600 games). Then, the solution to the
cooperative problem (3.148) will yield a policy that is Pareto optimal. Intuitively
speaking, this Pareto optimal policies might be used as efficient starting points when
learning a new member of the same problem family that has never been seen before. In
other words, we conjecture that the agents might be able to transfer knowledge from
one problem to another by using our diffusion-based distributed off-policy algorithm.

3.7 Conclusions

In this chapter we considered a network of agents, with an arbitrary connected topology,
cooperating to predict the response of their environment. Each prediction is expressed
as a numerical value given by the corresponding value function. Focusing on problems
with very large state-spaces–where computing the exact value function would be
infeasible–we proposed a distributed strategy based on diffusion adaptation to promote
a decentralized temporal difference solution, which is an extension of the original
single-agent GTD2 in [275], but which we have derived using a very different, novel
manner.
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The proposed diffusion GTD (DGTD) maintains the efficiency of the single-agent
GTD2 [275], with linear complexity in both computation time and memory footprint.
With diffusion GTD, the agents cooperate to improve the stability and accuracy of
their prediction. In particular, they are able to approach the optimal solution through
cooperation, even when none could do it in isolation. We remark that cooperation is
fully distributed with communications only within each agent’s neighborhood; neither
fusion-center, nor multi-hop communications are required.

We provided conditions that guarantee convergence of the proposed diffusion
GTD and derived performance bounds for sufficiently small step-sizes. These results
generalize the original asymptotic results of the single agent GTD2. Constant step-sizes
are a desirable feature for an adaptive network, since it allows the network to learn
continuously, and to track concept drifts in the data.

Finally, we included some interesting lines of research, namely estimating the exact
on-policy solution, deriving off-policy control algorithms or applying diffusion for
transfer learning.

In this chapter we have assumed that the agents can communicate and cooperate
with their neighbors, but they operate without influencing each other state-transitions
and reward. In the following chapter we tackle an alternative, complementary problem
in which a set of agents operate in a common MDP and the state-transitions and their
individual rewards depend on the policies followed by other agents and they compete
to maximize their value functions.

3.8 Appendix: Proof of Theorem 3.1

To study the spectrum of C⊤ (I2MN − µR), we express the combination coefficient
matrix in its Jordan canonical form:

C⊤ = YCJCY
−1
C (3.152)

Using the property (U ⊗ V )(Y ⊗ Z) = (UY )⊗ (V Z), we obtain

C⊤(I2MN − µR) = (YC ⊗ I2M)(JC ⊗ I2M)(
I2MN − µ(Y −1

C ⊗ I2M)R(YC ⊗ I2M)
)
(Y −1

C ⊗ I2M) (3.153)

so that, by similarity,

λ
(
C⊤ (I2MN − µR)

)
= λ ((JC ⊗ I2M) (I2MN − µE)) (3.154)
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where

E ≜ (Y −1
C ⊗ I2M)R(YC ⊗ I2M) (3.155)

As stated in Section 3.3, conditions (3.48)–(3.50) ensure that C⊤ is a primitive right-
stochastic matrix. Hence, from the Perron-Frobenius Theorem [124], the Jordan
canonical form of C can be expressed as

JC = diag
{
1, J0

C

}
(3.156)

where all the eigenvalues of J0
C are strictly inside the unit circle. Moreover, since C⊤ is

right-stochastic it has one right-eigenvector of all ones associated with its unit eigenvalue,
and its corresponding left eigenvector, p, has positive entries (i.e., pk > 0, 1 ≤ k ≤ N):

C⊤1N = 1N , p⊤C⊤ = p⊤, 1⊤
Np = 1 (3.157)

We therefore decompose

Y −1
C = col

{
p⊤, Y l

C

}
, YC = [1N Y r

C ] (3.158)

and partition E as

E =

[
Ḡ E12
E21 E22

]
(3.159)

Ḡ ≜
(
p⊤ ⊗ I2M

)
R (1N ⊗ I2M) =

N∑
k=1

pkGk (3.160)

E12 ≜
(
p⊤ ⊗ I2M

)
R (Y r

C ⊗ I2M) (3.161)

E21 ≜
(
Y l
C ⊗ I2M

)
R (1N ⊗ I2M) (3.162)

E22 ≜
(
Y l
C ⊗ I2M

)
R (Y r

C ⊗ I2M) (3.163)

Introduce the following shorthand in (3.154):

S ≜ (JC ⊗ I2M) (I2MN − µE) (3.164)

Then, expanding (3.156) and (3.159)–(3.163) into (3.164) we have

S =

[
I2M − µḠ −µE12

−µ (J0
C ⊗ I2M) E21 (J0

C ⊗ I2M) (IL − µE22)

]
(3.165)
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where

L ≜ 2M(N − 1) (3.166)

Using the same technique proposed in [338, 59], we appeal to eigenvalue perturbation
analysis to examine the spectral radius of (3.165). We introduce the N ×N diagonal
matrix

Ωϵ
N ≜ diag{ϵ, ϵ2, ϵ3, . . . , ϵN} (3.167)

with parameter ϵ > 0. Let the Jordan canonical form of Ḡ be given by:

JḠ = Y −1
Ḡ
ḠYḠ (3.168)

Introduce a similarity transformation with parameters ϵ, β, and σ:

Φ =

[
YḠΩ

ϵ
2M 02M×L

0L×2M

√
µ

σ
Ωβ

N−1 ⊗ I2M

]
(3.169)

We apply the similarity transformation (3.169) to S:

Φ−1SΦ =

[
I2M − µJ ϵ

Ḡ
−µ

√
µ

σ
S12

−σ√µ S21 J0β
C ⊗ I2M − µS22

]
(3.170)

where

S12 ≜ (Ωϵ
2M)−1Y −1

Ḡ
E12
(
Ωβ

N−1 ⊗ I2M
)

(3.171)

S21 ≜
((

(Ωβ
N−1)

−1J0
C

)
⊗ I2M

)
E21YḠΩϵ

2M (3.172)

S22 ≜
((

(Ωβ
N−1)

−1J0
C

)
⊗ I2M

)
E22
(
Ωβ

N−1 ⊗ I2M
)

(3.173)

and J ϵ
Ḡ

and J0β
C have the same form as the (upper triangular) Jordan canonical forms

JḠ and J0
C , except that the unit entries are replaced by ϵ and β, respectively. By

applying Gerschgorin theorem [124] to (3.170), we can identify the regions where the
eigenvalues of S should lie:

∣∣λ(S)− (1− µλm(Ḡ))∣∣ ≤ µϵ+
µ
√
µ

σ

L∑
q=1

∣∣∣[S12]mq

∣∣∣ (3.174)
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∣∣λ(S)− (λk+1(C)− µ [S22]mm

)∣∣ ≤ β + σ
√
µ

2M∑
q=1

∣∣∣[S21]mq

∣∣∣+ µ

L∑
q=1
q ̸=m

∣∣∣[S22]mq

∣∣∣ (3.175)

where [·]mq stands for the element at row m and column q of a matrix. Although we
use the same subscript m in both equations, note that 1 ≤ m ≤ 2M in (3.174) while
1 ≤ m ≤ L in (3.175); in addition, recall that C is an N ×N matrix, hence, we use
subscript k = ceil{m/(2M)}, where ceil{·} rounds a real number to its nearest greater
or equal integer.

We are looking for sufficient conditions that guarantee that the mean recursion
(3.77) converges for small step-size. Recall from (3.154) that (3.77) converges when
|λ(S)| < 1. Let us solve for |λ(S)| in (3.174) first. Based on the following inequality:

z| − |y| ≤ |z − y| (3.176)

we obtain:

|λ(S)| −
∣∣1− µλm(Ḡ)∣∣ ≤ ∣∣λ(S)− (1− µλm(Ḡ))

∣∣
≤ µϵ+

µ
√
µ

σ
χ(12) (3.177)

where

χ(12) ≜
L∑

q=1

∣∣∣[S12]mq

∣∣∣ (3.178)

Therefore, we have

|λ(S)| ≤ µϵ+
µ
√
µ

σ
χ(12) +

∣∣1− µλm(Ḡ)∣∣ (3.179)

Since S, Ḡ and C are not generally guaranteed to be symmetric, their eigenvalues may
be complex. Using the fact that

1− z ≤
(
1− 1

2
z

)2

, ∀z ∈ R (3.180)

we obtain: ∣∣1− µλm(Ḡ)∣∣ ≤ 1− µRe{λm(Ḡ)}+
µ2

2

∣∣λm(Ḡ)∣∣2 (3.181)
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where Re{·} denotes the real part of a complex number. Combining (3.177), (3.179)
and (3.181), the stability condition implied by (3.174) requires finding small step-sizes
µ such that

|λ(S)| ≤ µϵ+
µ
√
µ

σ
χ(12) + 1− µRe

{
λm(Ḡ)

}
+
µ2

2

∣∣λm(Ḡ)∣∣2 < 1 (3.182)

which is equivalent to requiring

µ

(
µ
|λm(Ḡ)|2

2
+
√
µ
χ(12)

σ
+ ϵ− Re{λm(Ḡ)}

)
< 0 (3.183)

Sufficient conditions on µ that satisfy (3.183) are

µ
|λm(Ḡ)|2

2
+
√
µ
χ(12)

σ
+ ϵ− Re{λm(Ḡ)} < 0 (3.184)

which leads to

0< µ <

−χ(12)

σ
+
√(χ(12)

σ

)2
+ 2|λm(Ḡ)|2(Re{λm(Ḡ)} − ϵ)
|λm(Ḡ)|2

2

(3.185)

where, in order to guarantee that the term inside the square root in the right side of
(3.185) is positive, we choose

0 < ϵ < min
1≤m≤2M

Re{λm(Ḡ)} (3.186)

We now show that Re{λm(Ḡ)} is always positive. If we transform Ḡ into a similar
matrix:

Ḡ√
η ≜

[
IM 0M×M

0M×M
√
ηIM

]
Ḡ

[
IM 0M×M

0M×M
1√
η
IM

]

=

[ √
ηX⊤DϕX X⊤Dϕ(IS − γP π)X

−X(IS − γP π)⊤DϕX⊤ 0M×M

]
(3.187)

and use [23, Theorem 3.6] on Ḡ√
η, we can establish that Re{λm(Ḡ)} > 0.
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Now, we solve for |λ(S)| from (3.175). Let us abbreviate the sums in the right side
of (3.175) as

χ(21) ≜
2M∑
q=1

|[S21]mq| , χ(22) ≜
L∑

q=1
q ̸=m

|[S22]mq| (3.188)

In a manner similar to (3.177), we have

|λ(S)| − |λk+1(C)− µ[S22]mm| ≤ β + σ
√
µχ(21) + µχ(22) (3.189)

Using (3.189) and the fact

|z − y| ≤ |z|+ |y| (3.190)

yields the following condition on µ for stability:

√
µ
(√

µ
(
χ(22) + |[S22]mm|

)
+ σχ(21)

)
< 1− |λk+1(C)| − β (3.191)

The following conditions on the step-size are jointly sufficient to satisfy (3.191):

0 <
√
µ < 1− |λk+1(C)| − β (3.192)

0 <
√
µ <

1− σχ(21)

χ(22) + |[S22]mm|
(3.193)

From the Perron-Frobenius, we know that λk+1(C) < 1, for 1 ≤ k ≤ N − 1. Moreover,
Assumption 3.3 guarantees that any element of S is bounded from below and above.
Therefore, there exist parameters 0 < β < 1 − |λk+1(C)| and 0 < σ < 1/χ(21) that
make the right side of (3.192) and (3.193) positive, respectively. Hence, we can square
both inequalities and obtain the following conditions:

0 < µ < (1− |λk+1(C)| − β)2 (3.194)

0 < µ <

(
1− σχ(21)

χ(22) + |[S22]mm|

)2

(3.195)

Let bound (3.185), (3.194) and (3.195) by

µo = min

{
(1− |λk+1(C)| − β)2 ,

(
1− σχ(21)

χ(22) + |[S22]jj|

)2

,
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−χ(12)

σ
+
√(χ(12)

σ

)2
+ 2|λm(Ḡ)|2(Re{λm(Ḡ)} − ϵ)
|λm(Ḡ)|2

2 }
(3.196)

for 1 ≤ m ≤ 2M , 1 ≤ k ≤ N − 1 and 1 ≤ j ≤ L. We conclude that if the step-size
0 < µ < µo, then diffusion GTD is mean-stable.

As a final remark, note that µo depends on the eigenvalues of Ḡ, the eigenvalues of
the weighted-topology matrix C, and the constructed matrix S in (3.165) (note that
σ, ϵ and β are similarity parameters, and the terms χ(22) and χ(22) are defined in (3.188)
simply as a short hand of sums of the elements in S). Recall that Ḡ is given by (3.160)
as the weighted sum of the individual Gk, which only depend on the data samples, the
importance weights and the step-size ratio parameter η. Finally, recall that S depends
on the Jordan canonical form of C and R, where the latter is defined in (3.78) from
the individual Gk. Thus, all the terms involved in µo are input data to the algorithm.



Chapter 4

Distributed Cross-Entropy method for
black-box global optimization

4.1 Introduction

We tackle the problem of optimizing an unknown objective function—with unknown
gradient—that can only be evaluated through point-wise observations, i.e., the objective
function is like a black-box in which we enter candidate solutions and obtain output
values. The objective has none or little structure, for instance, it can be nondifferentiable
and have multiple extrema. Thus, we consider global optimization methods that try to
escape from local maxima and converge to the global solution.

Mother nature is full of black-box global optimization problems and natural evolution
has been able to solve many of them. These problems also abound in science and
engineering applications, and researchers have developed many bio-inspired algorithms
that can solve them efficiently (e.g., genetic algorithms, particle swarm, etc.). In this
work we propose a novel algorithm that combines three features of many biological
systems: i) cooperation among multiple agents, ii) the survival of the fittest guiding
principle, and iii) a divide and conquer approach.

A network of cooperative agents can explore the solution space simultaneously,
obviously more efficiently than any agent by itself, and achieve consensus on where
the optimal solution lies. Our proposed cooperative exploration strategy brings two
important practical benefits: i) the computational load can be distributed so that the
agents solve the problem simultaneously, while keeping communication overhead per
agent independent of the network size; and ii) the result can outperform a standard
centralized architecture where the fusion center has as many computationally resources
as the whole network of cooperating agents.
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In the proposed algorithm, each agent runs a particle filter to update its belief
(distribution) of where the solution lies. At every iteration, every agent broadcasts some
statistics of its posterior distribution to its neighbors. Then, it merges its own statistics
with those coming from its neighbors. Each agent’s statistics are estimated from
samples (i.e., particles) drawn from its current belief distribution: most of the particles
will be discarded and only a small fraction of the samples that have achieved the
highest output values will survive and guide the evolution of the posterior distribution
in the next iteration.

The goal of particle filter optimization (PFO) is to find a belief distribution that
allocates all its probability density to the set of optimal solutions. In other words,
instead of directly searching the optimal set of solutions, the agents search in the
space of distributions over the solution space. More specifically, PFO aims to find
the belief distribution that maximizes the expected output value. That is, instead of
directly maximizing the objective function, PFO seeks the distribution that maximizes
the expected value of the original objective. This idea of searching in the space of
distributions (i.e., probabilistic models) is known as model-based optimization (see, e.g.,
survey [129]), and we refer to the expectation of the original objective function as the
model-based objective function. Suppose we are searching in the space of multivariate
normal distributions. Hence, the optimization of the model-based objective is over the
space of sufficient statistics. Suppose further, that the covariance matrix is given; then
we only have to find the optimal mean, which lies in the same input space as the search
of the original objective. By construction, the model-based objective as a function of
the mean is smoother than the original objective. Indeed, the larger the variance of the
normal distribution, the smoother the model-based objective. By initializing PFO with
a high variance distribution, the initial model-based objective becomes very smooth,
and the survival of the fittest heuristic should lead the belief toward its optimal set. In
practice, survival of the fittest tends to be a too greedy approach and it is required to
introduce some damping in the posterior so that the Monte Carlo noise introduced
by the particle approximation (of the actual belief distribution) can be averaged. In
any case (with or without damping), by reducing the variance of the posterior, a less
smoothed model-based objective is revealed, which is closer to the original objective.
Thus, we can see that PFO divides the original problem into a sequence of gradually
refined problems that can be solved more easily (conquered) than the original problem.
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4.1.1 Related works

The term model-based method (MBM) was coined by [344] to emphasize algorithms
in which the candidate solutions are generated from a distribution over the solution
space, as opposed to instance-based methods in which candidate solutions are generated
directly from the solution space. Examples of well known instance-based algorithms are
simulated annealing [147], genetic algorithms [101, 268], tabu search [100] or the more
modern simultaneous optimistic optimization [198]. Well known MBMs include ant-
colony optimization [80, 265], cross-entropy (CE) [240, 152], model-reference adaptive
search (MRAS) [127], annealing adaptive search [130], estimation of distribution
algorithms (EDA) [221, 335], covariance matrix adaptation evolution strategy (CMA-
ES) [115, 114], or natural evolution strategies (NES) [315]. Although they may have
been derived from different approaches, recently, reference [340] showed that some of
these MBMs (e.g., CE and MRAS) can be expressed as instances of PFO.

The idea of introducing damping in CE as a heuristic for trading-off exploration and
exploitation was originally proposed by [152]. More recently, reference [128] proposed a
well theoretically grounded stochastic approximation for introducing damping into the
model update, which has been used for designing more sophisticated MBMs, beyond
CE, e.g., [341].

CMA-ES is almost identical to CE with the main differences being that the covari-
ance update formula includes terms from previous iterations as well as a damping form
that exploits correlations between consecutive steps (the so named “evolution path”,
which reminds some form of momentum techniques from gradient descent algorithms)
[114]. NES is also very similar to CE and CMA-ES. The main difference with CMA-ES
is that the damping in NES follows gradient ascent, along the natural gradient (instead
of the “evolution path” mentioned above). The natural gradient is a second order
method that normalizes the update with respect to uncertainty, preventing oscillations,
premature convergence, and other undesired effects derive from, e.g., bad scaling in
the parametrization [315].

Interestingly, MBMs have enjoyed much popularity in the context of reinforcement
learning, where they are used to search the parametric policies that maximizes the return
(see Sections 3.6.2 and 5.6.2 regarding the use of parametric policies in reinforcement
learning). For instance, CE was successfully used for policy search in [180], and has
shown state of the art performance in difficult tasks like the Tetris game [282]. CMA-ES
has become very popular for policy search [121, 241]. Policy learning by weighting
exploration and returns (PoWER) [148] is an MBM specifically designed for policy
search. However, PoWER is a simplified version of the other MBM discussed above,
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since only the mean of the policy distribution is learned, while the covariance is a
parameter controlled by the use. PoWER also follows the natural gradient. Relative
entropy policy search (REPS) [224] is another MBM that has been designed for
reinforcement learning. Two interesting particularities of REPS are: i) the model is a
Gibbs-Boltzmann distribution, as opposed to the standard normal distribution; and ii)
it includes a sophisticated mechanism to evaluate the fitness of each candidate policy
model (which implies solving an optimization problem at every iteration). Policy-
improvement-with-path-integrals (PI2) [281] is another MBM specifically designed
for policy search, and also very related to CMA-ES. A line by line comparison of
CMA-ES and PI2 can be found in [273], which shows that, while CMA-ES is a general
black-box-optimization algorithm that is applied to reinforcement learning by taking
the total reward of each episode as objective value, PI2 is able to use reward information
obtained at every time-step of the episode.

In this paper, we propose a general distributed damped PFO framework and a
fully distributed implementation of CE as specific instance of such framework. Similar
to previous chapters, we say that the algorithm is fully distributed in the sense that
we only assume local communication between neighbors over a connected graph. No
central agent fusing information, or load balancing server or any kind of master or
coordinator agent is required. All agents have the same role and run the same algorithm
to cooperatively learn the parameters of the probabilistic model. In particular, we use
the same distributed stochastic approximation techniques that we used in Chapter 3
for extending the stochastic-approximation single-agent-CE (SACE) algorithm due to
[128] to a network of cooperative agents.

As discussed in Section 3.1 of previous chapter, there are three main strategies
for implementing distributed stochastic approximations, namely incremental (see,
e.g., [199, 231, 205, 135, 39, 172]), consensus (e.g., [289, 212, 201, 232, 270]) and
diffusion (e.g, [56, 58, 248, 57, 249, 36, 246, 247]) strategies. In a incremental strategy,
the algorithm has first to determine a cyclic trajectory that visits all agents in the
network. Then, the agents update their estimate sequentially. If some agent or link
fails, a new cycle has to be computed, which is a combinatorial problem. Both diffusion
and consensus strategies surmount these problems, but diffusion enhances stability
and performance with respect to consensus algorithms. Therefore, we only focus on
diffusion-based stochastic approximation algorithms in this paper.

DCE can be related to many other global optimization methods. A standard
heuristic for solving global optimization problems consists in running a sequence of
instances of a local optimization algorithm, the idea is to wait until an instance has
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converged and then start another instance from a different initial condition, so that
each instance explores a different region of the solution space. DCE extends this idea
to cooperative exploration, where multiple networked agents start from different initial
conditions, so that they explore multiple regions of the solution space simultaneously.

DCE can be also seen as a meta-evolutionary algorithm. Each agent draws its own
population of samples and performs some truncation-selection mechanism to guide
the model update toward the most promising samples. In addition, at another level,
the network of agents can be seen as a population of algorithms, one per agent, with
a more involved evolutionary mechanism, with the network topology influencing the
manner in which the individual algorithms are combined.

The idea of solving a sequence of problems, implicit in MBM, is very related to
continuation or graduated optimization algorithms [194, 119]. In Section 4.8, we use
this connection to discuss some insights on why the proposed DCE has enhanced
robustness against local maxima with respect to SACE.

PFO can be seen as a Monte Carlo approximation of Bayesian filter optimization
(BFO) (see Section 4.3.1), where the agents aim to find some optimal distribution
over the solution space. This is different from other Bayesian optimization (BO)
algorithms that estimate a distribution over the space of objective functions using
Gaussian processes (see, e.g., [50, 259] and references therein).

Finally, many algorithms have been proposed for distributed convex optimization
under different scenarios (like noisy links, changing topologies or asynchronous it-
erations, see, e.g., [201, 47, 56, 343, 57, 55, 337–339, 319]). Nevertheless, there are
much fewer studies on distributed nonconvex optimization. Although there are some
useful theoretical works [36, 232] analyzing the convergence of diffusion and consen-
sus first-order methods over nonconvex cost functions (indeed, we reference results
from [36] in this paper), first-order methods are not effective for optimizing black-box
multidimensional multi-extrema objectives.

4.1.2 Contributions

The main algorithmic contribution of this work is the diffusion-based distributed-
CE (DCE) algorithm, which offers four main benefits: i) networked agents increases
robustness against local maxima by reducing their local Monte Carlo noise and exploring
the solution space more efficiently, even showing superior performance than the single-
agent algorithm for the same total number of evaluated samples (see Section 4.7.2); ii)
the computation load is distributed among the agents; iii) data is never exchanged
so privacy is preserved; and iv) the algorithm scales to large networks by tying
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communication costs per agent to the neighborhood size, instead of the network size,
and with inherent stability against agent or link failure.

We also provide some relevant theoretical contributions. In particular, we relax
conditions from previous analysis of the single-agent BFO framework due to [340];
then we use this result to show convergence of the a damping generalization of BFO to
the global optimum; and, finally, we show convergence to the optimal solution for the
cooperative multi-agent BFO setting. Moreover, we prove a conjecture due to [108] and
generalize their analysis of the single-agent CE algorithm for discrete optimization to
continuous domains and for a large family of likelihood functions under mild conditions.
Finally, we extend almost sure convergence analysis of the stochastic approximation
single-agent SACE from [128] to the cooperative multiagent setting. As a byproduct,
we also extend a result on almost sure agreement from [36] to the case of left-stochastic
combination matrices, which should be useful for more general distributed stochastic
approximations.

In addition to the algorithmic and theoretical contributions, we give novel insights
on how diffusion-based distributed stochastic approximation algorithms behave on
non-convex problems, on the relationship of SACE with continuation optimization
schemes, and on the use of the proposed DCE for multiobjective optimization problems.

Publications. A publication with the results described in this chapter is currently
under review. Some preliminary results were included in [302].

Notation. We change notation with respect to Chapters 3–5. In particular, we
use π to denote importance weights (instead of policy) and ξ to denote Monte Carlo
noise (instead of importance weight). In this chapter, we use over-line notation, ·, to
emphasize that some variable is the result of the network weighted average of each
agent’s variable.

4.2 Problem Setting

Consider a network of N agents that cooperate to solve the following problem in a
fully distributed manner:

maximize
x∈RM

J(x) (4.1)

where J : RM → R is an unknown, deterministic, continuous, possibly nonconvex and
non-differentiable objective function and M is the problem dimensionality. We assume
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that J is upper bounded, i.e., there exists some scalar Jmax such that

J(x) ≤ Jmax, ∀x ∈ RM (4.2)

Let X⋆ be the set of optimal solutions to problem (4.1), i.e.,

X⋆ ≜ arg max
x∈RM

J(x) (4.3)

The search is initialized over a non-empty compact set (usually a box) X ⊂ RM , but
the agents are allowed to evaluate samples beyond this initial search set. We assume
that this initial set contains the optimal set, i.e., X⋆ ⊂ X.

Instead of directly tackling problem (4.1), we use a model-based approach, which
consists in modelling the optimal solution by a probabilistic model g(x), so that we
have to find a probabilistic distribution that assigns most of its probability density
to the set of optimal solutions of problem (4.1). This means that, although J(x) is a
deterministic output variable, we will consider x as a realization of a random variable
x, so that problem (4.1) is transformed into a new model-based problem:

maximize
g∈G

Eg[J(x)] ≜
∫
J(x)g(x)dx (4.4)

where G is the space of distributions. Let g⋆ denote an optimal distribution that solves
(4.4):

g⋆ ≜ argmax
g∈G

Eg[J(x)] (4.5)

Every optimal distribution satisfies:∫
X⋆

g⋆(x)dx = 1 (4.6)

In the case that J has a unique maximizer x⋆ ∈ RM , such that X⋆ = {x⋆}, the optimal
distribution g⋆ will be unique and given by a Dirac delta function [7, Sec. 1.11] over x⋆,
yielding Eg[J(x)] = J(x⋆). In general, there may be several (even infinite) distributions
that solve (4.5). In any case, we will not search for one particular optimal distribution,
rather, we will search for any distribution for which (4.6) holds. Note that if we draw
a sample x from some optimal distribution g⋆ that satisfies (4.6), then it holds that
P(x = x⋆ ∈ X⋆) = 1. Therefore, as long as we can find any optimal distribution g⋆ by
solving the new problem (4.4), we could find the optimal solution to (4.1) equivalently.
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Figure 4.1 Black-box optimization.

Similar to Chapters 2 and 3, the network of agents forms a connected graph (i.e.,
by connected we mean that there is at least one path between every pair of agents, and
they are not required to be connected directly in one hop). This graph is represented
by a non-negative connectivity matrix C = [clk] of size N ×N , such that the element
clk represents the weight given by agent k to the information coming from agent l.
Each agent k is only allowed to communicate within its own neighborhood Nk, which
is defined as the set of agents that are directly connected with agent k, including itself.
Since no routing or packet forwarding is allowed, we have clk = 0 if agent l /∈ Nk.
Indeed, we can formally define the neighborhood of agent k as Nk ≜ {l : clk > 0}Nl=1,
i.e., the set of all l with positive weight.

We remark that the agents know nothing of the objective beforehand (neither
its analytical form, nor its gradient). Rather, the objective function is like a “black-
box", which the agents could query its value J(x) for a particular input solution x.
At every iteration i, the information available to each agent includes a private data
source and the shared estimates from its neighbors. The private data source includes
candidate solution and output value pairs, which are never shared with others during
the estimation process.

4.3 Preliminaries

In this section, we review previous developments on single-agent particle filter opti-
mization, which will be the base for our derivation of a distributed algorithm. First,
we introduce Bayesian filter optimization to obtain a recursive rule for updating the
belief distribution, and discuss the likelihood function as a design parameter that must
be chosen such that it guides the exploration of the objective function. Second, since
drawing samples from an arbitrary belief distribution may be difficult, we introduce a
family of surrogate sampling distributions and show how to project the belief over such
family efficiently. We also introduce importance sampling so that the belief update
recursion remains the same even when using a surrogate sampling distribution. Finally,
we review a particle filter that is able to obtain a sequence of sampling distributions
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efficiently, as well as how to update a sequence of likelihood functions and how to
estimate the the importance sampling weight from samples.

4.3.1 Bayesian filter optimization (BFO)

An MBM follows the following template. At every time i, we sample a candidate
solution from our previous belief and query the objective function to obtain an output
value:

xi ∼ gi−i (4.7)

yi = J(xi), i = 0, 1, . . . (4.8)

Then, we use the observed output value to update the belief. This process is repeated
until convergence, hopefully to the optimal density g⋆ given by (4.5).

We now show that this MBM idea of updating the belief so that it approaches
the optimal density g⋆ could be expressed as a Bayesian filter [340]. Specifically, the
optimal solution is modeled as a latent random variable to be estimated, and the
output values are modeled as noisy measurements of the optimal value, where the
randomness comes from our uncertain of the true solution. More formally, consider
the following static state-space model:

x ∼ g⋆ (4.9)

yi = J(x)− νi, i = 0, 1, . . . (4.10)

where x is the latent variable that represents the optimal solution to be estimated,
which will be fixed over time; J(x) denotes the value at the optimal solution; and
νi ∼ hν is a random variable that models our uncertainty of where the solution lies.
In other words, we consider the belief gi−i to be an approximation to g⋆ and split the
queried value J(xi) into two terms: the actual optimal value, J(x), and some error, νi,
due to the belief approximation.

Let gi denote the posterior probability (i.e., our belief of x given the observed
function values by time i, y0:i ≜ {J(x0), . . . , J(xi)}, which are evaluated at the set of
previous candidate solutions, {x0, . . . , xi}:

gi(x) = p(x|y0:i) (4.11)
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Using Bayes rule, the gi(x) can be computed recursively as

gi(x) = p(x|y0:i−1, yi) =
p(yi|x)p(x|y0:i−1)

p(yi|y0:i−1)
=

p(yi|x)gi−1(x)∫
p(yi|x)gi−1(x)dx

(4.12)

We refer to this method as Bayesian-filter-optimization (BFO).
We remark that the likelihood depends on the latent (optimal) variable, rather

than on the set of observed candidate solutions, {x0, . . . , xi}. The reason is that,
once we reformulated the problem as (4.9)–(4.10), we remove completely the observed
candidate solutions from the formulation. Rather, there is only the latent variable,
x, that represents the optimal solution, with distribution g⋆. Indeed, we introduce
the uncertainty, νi, as an artifact to model the fact that the latent distribution, g⋆, is
unknown, such that: νi = J(x = x ∈ X⋆)− J(xi).

Recursion (4.12) is useful because it suggests an algorithm for iteratively updating
the belief. However, there are some major challenges. First of all, the likelihood p(yi|x)
is unknown because the analytical form of J(x) is unknown. Second, sampling from
an arbitrary belief distribution could be difficult, thus it is more convenient to sample
from a surrogate distribution that is as “close” as possible to the original belief; and
we will use importance sampling to compensate the divergence between the actual
belief and the surrogate distribution. Finally, we have to implement a recursion on the
sampling distribution that can be efficiently approximated from samples, including the
importance weights. In the rest of this subsection we address the issue of not knowing
the likelihood function, as we proceed to explain.

An interesting observation we can make is that each particular form of likelihood
function will lead to a particular stochastic process {(xi,yi)}∞i=0, where xi ∼ gi and
yi = J(xi). Now, if we take a different perspective and treat the likelihood function as
a design option, then for each choice of the likelihood function we are indeed designing
a particular algorithm of generating a stochastic process that, hopefully, could converge
to the solution. We remark that, in this case, our choice of the likelihood function
may not be the same as the ground truth likelihood. Nevertheless, we will show in Sec.
4.6 that when the chosen likelihood satisfies the property that the value of p(yi|x) at
yi = Jmax is greater than any other feasible value, i.e.,

p(yi|x) < p (Jmax|x) , ∀yi < Jmax (4.13)

then the generated sequence {(x0, y0), (x1, y1), (x2, y2), . . .} will converge to the true
solution (x⋆, Jmax). The intuition behind the formal convergence proofs provided
in Section 4.6 is that if we interpret the Bayesian filter (4.12) as a guided random
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exploration of the unknown objective function, then condition (4.13) means that our
designed likelihood function will direct the stochastic process to generate yi samples
that are closer to Jmax, which intuitively implies that the xi samples must be generated
by distributions that are closer to g⋆. Now, since we do not know where Jmax lies, one
practical way of ensuring that property (4.13) holds is to make p(yi|x) a monotonically
increasing function over the entire interval of yi. This distribution is well defined since,
according to (4.3), we have that yi ∈ (−∞, Jmax], so that p(yi|x) has upper-bounded
support and can be properly normalized. Interestingly, an increasing likelihood function
resembles the idea of survival of the fittest used in evolutionary algorithms [101].

Note that the likelihood p(yi|x) is in both the numerator and denominator of (4.12).
Thus, we can replace p(yi|x) with any non-negative and monotonically increasing
function h : (−∞, Jmax]→ R+, without taking care of the normalization factor (where
R+ denotes the set of nonnegative real numbers). Examples of monotonically increasing
likelihood functions are the proportional likelihood and the smooth indicator functions.

The proportional likelihood allocates its probability mass proportional to the output
value as follows

hpro(J(x)) ≜ J(x) (4.14)

We remark that the likelihood must be nonnegative. Hence, in order to (4.14) be a valid
distribution, we must shift J(x) with some constant value ϵpro so that J(x) + ϵpro ≥ 0,
∀x ∈ RM . The problem is that it requires J to be lower bounded and the knowledge of
such lower bound.

A second choice is the smooth indicator function [341], which is a smooth strictly
increasing version of the indicator function that gives low probability density to the
values that are below some threshold, γ, and high probability density to the values
that are above the threshold:

hsmo(J(x); γ, ϵ) ≜
1

1 + e−ϵ(J(x)−γ)
(4.15)

where ϵ≫ 0 is a parameter that determines the slope of the function. The threshold,
γ, is usually set to a high quantile of the distribution of output values, so that most of
the density of hsmo is around Jmax, which is required for fast convergence as we will see
in Section 4.5. Moreover, note that hsmo is non-negative by construction, so that it
can be used as a valid unnormalized likelihood distribution without any knowledge
of J . These two reasons—being able to allocate most density around Jmax and being
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non-negative—make the smooth indicator function our preferred choice for Bayesian
filter optimization.

ϵprop ϵprop + Jmax

J(x)

h
p
ro
p
(J

(x
))

Proportional likelihood

γ Jmax

J(x)
h
sm

o
(J

(x
))

Smooth indicator likelihood

Figure 4.2 Example of increasing likelihood functions. The left side shows the pro-
portional likelihood (4.14), which is proportional to the queried value J(x). Note
that we have considered that J(x) may be negative, so it has been shifted to ensure
ϵprop + J(x) ≥ 0. The right side shows the smooth indicator likelihood function (4.15)
for ϵ = 100 and γ = 0.6Jmax.

As we have already advanced, in Section 4.5, we show that likelihoods like (4.14)
or (4.15) guarantee asymptotic convergence of the posterior distribution towards the
global optimal. Nevertheless, computing the exact posterior at every iteration is a
challenging task in general. Hence, in order to build practical algorithms, we will rely
on a particle filter—sequential Monte Carlo—approximation of (4.12). A particle filter
requires drawing samples (i.e., particles) from the current belief at every iteration. Since
sampling from arbitrary distributions is usually difficult, in the following subsection,
we introduce a surrogate distribution that makes the sampling process easier.

4.3.2 BFO with surrogate sampling distribution

Reference [340] found that the Cross Entropy (CE) algorithm [152] can be interpreted
as a particle filter implementation of (4.12) where, instead of sampling from the belief
distribution, particles are drawn from a surrogate sampling distribution, fw. We follow
the same idea here and choose the sampling distribution to belong to a parametrized
family of distributions {fw(·)}w∈W, where w is the parameter and W is the parameter
set.

We want the sampling distribution to be as similar as possible to the belief distri-
bution. The similarity between distribution fw(x) and any distribution g(x) can be
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measured by Kullback-Leibler (KL) divergence, defined as

D(g, fw) ≜ Eg

[
log

g(x)

fw(x)

]
(4.16)

Intuitively, minimizing (4.16) could be interpreted as projecting the belief gi(x) onto
the parametrized family of distributions. More technically, the parameter w that
minimizes (4.16) is also the maximum likelihood estimate (MLE) of the values drawn
from g under model fw (see, e.g., [38, p. 57]).

We choose the surrogate sampling distribution fw to belong to the natural exponen-
tial family (NEF) of distributions (see, e.g., [153, App. D.1]), which can be expressed
as

fw(x) ≜ ew
⊤ϕ(x)−Z(w) (4.17)

where w ∈ W is called the natural parameter, ϕ(x) is known as the natural statistics
and Z(w) : W→ R ensures normalization:

Z(w) ≜ log

∫
ew

⊤ϕ(x)dx (4.18)

Note that Z(w) is strictly convex and differentiable. The natural parameter set, W, is
the open convex set given by

W ≜ {w : Z(w) <∞} (4.19)

We only consider NEF distributions for which there is a one-on-one mapping between
w and the expected value of the natural statistics:

Efw [ϕ(x)] ≜
∫
ϕ(x)fw(x)dx (4.20)

Therefore, fw can be equivalently parameterized with Efw [ϕ(x)], which is known as
mean parameter. Let Θ denote the set of mean parameters that can be obtained with
a valid natural parameter:

Θ ≜ {Efw [ϕ(x)] : w ∈ W} (4.21)
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Then, we can introduce the mapping between natural and mean parameters as F :

int(Θ)→ W, such that

w = F (Efw [ϕ(x)]) (4.22)

Indeed, it is well known that the inverted mapping F−1 is actually obtained as the
gradient of the normalization term (see, e.g., [153, App. D.1], [208]):

Efw [ϕ(x)] = F−1(w) = ∇wZ(w) (4.23)

For example, for the multivariate normal distribution with sufficient statistics given
by its mean µ and covariance Σ, the natural statistics, ϕ(x) : RM → RM+M2 , are
composed of all first and second order terms:

ϕ(x) =

[
x

xx⊤

]
(4.24)

The mean parameter corresponds to the mean vector and correlation matrix of the
Gaussian distribution:

Efw [ϕ(x)] = Efw

[
x

xx⊤

]
=

[
µ

Σ + µµ⊤

]
∈ RM+M2

(4.25)

and the mapping F that transforms the mean parameter to the natural parameter is
given by

w =

[
Σ−1µ

−1
2
Σ−1

]
∈ RM+M2

(4.26)

where both W and Θ are the Cartesian product of RM and a positive semidefinite cone.
There are two main reasons to choose the NEF: First, it is easy to sample from

many members of the NEF (e.g., the multivariate normal distribution). Second, when
projected according to (4.16), the expected value of ϕ(x) under both fw and g are the
same. To see this, let

wo ≜ argmin
w∈W

D(g, fw) (4.27)
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which requires that ∇wD(g, fw)|wo = 0. Substituting the definition of KL-divergence,
we get

∇wD(g, fw)|wo = ∇w

[
Eg

[
log g(x)− log ew

⊤ϕ(x)−Z(w)
]]

wo

= ∇w

[
Eg

[
log g(x)− (w⊤ϕ(x)− Z(w))

]]
wo

= −Eg[ϕ(x)] +∇wZ(w)|wo

= Efwo [ϕ(x)]− Eg[ϕ(x)] = 0 (4.28)

where the last step used the relationship ∇wZ(w) = Efw [ϕ(x)] from (4.23). From (4.28),
it is clear that the expectation of the sufficient statistics ϕ(x) under the distribution
g(x) is equal to the expectation of ϕ(x) under fwo(x):

Efwo [ϕ(x)] = Eg[ϕ(x)] (4.29)

Although equivalence (4.29) is promising, it does not hold for multiple iterations
of the belief update (4.12). For instance, suppose that we projected gi−1 onto the
parametric NEF family (4.17) and obtained fwo

i−1
. If we aim to use fwo

i−1
in (4.12),

then the belief update becomes:

g′i(x) =
h(J(x))fwo

i−1
(x)∫

h(J(z))fwo
i−1

(z)dz
(4.30)

which is different from (4.12), i.e., g′i ̸= gi since fwo
i−1
̸= gi−1. Thus, the projection

introduces some error that is accumulated along the iterations. Reference [340] proposed
to correct this error by considering the surrogate distribution as an importance density
in the importance sampling framework. Introduce the importance weights:

πi(x) =
gi(x)

fwo
i
(x)

(4.31)

where we assume that any x that makes gi−1(x) > 0 will lead to fwo
i−1

(x) > 0. In the
next subsection, we show that πi could be efficiently computed.

Using (4.31), we can express the actual belief gi given by (4.12) in terms of the
surrogate distribution, fwo

i−1
:

gi(x) =
h(J(x))fwo

i−1
(x)πi−1(x)∫

h(J(z))fwo
i−1

(z)πi−1(z)dz
(4.32)
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In Section 4.5, we show that (4.32) asymptotically concentrates on the optimal set
X⋆. Nevertheless, regarding a practical implementation, we still have the problem that
we do not know the exact form of h(J(x)) (recall that J is unknown, and even if it
were known, the distribution of the transformation J(x) could be hard to deduce in
general). Fortunately, once we have expressed the Bayesian filter as a function of the
parametric surrogate sampling distribution, we can derive an efficient particle filter
approximation.

4.3.3 Particle filter optimization (PFO) with projected impor-
tance re-sampling step

We first show that the projection operation (4.27) could be efficiently implemented.
Since fw(x) is in NEF and is completely characterized by its mean parameter Efw{ϕ(x)},
which is the same as Eg{ϕ(x)} when w satisfies (4.27), we could compute the projected
fwo

i
(x) by computing Egi [ϕ(x)]. Multiplying both sides of (4.32) by ϕ(x) and integrating

over the solution space, we obtain:∫
ϕ(x)gi(x)dx =

∫
h(J(x))πi−1(x)ϕ(x)fwo

i−1
(x)dx∫

h(J(z))πi−1(z)fwo
i−1

(z)dz
(4.33)

From (4.29) and (4.33), we obtain:

Efwo
i
[ϕ(x)] =

Efwo
i−1

[h(J(x))πi−1(x)ϕ(x)]

Efwo
i−1

[h(J(x))πi−1(x)]
(4.34)

Since we assume that fwo
i

belongs to the NEF, it is completely characterized by its
sufficient statistic Efwo

i
[ϕ(x)]. Once we have expressed the belief update as a recursion

on the sampling distribution, we can build a particle filter approximation of (4.34) as
follows. At every iteration i, we draw a set of Si samples {xi,s}Si

s=1 from our current
model fwo

i−1
. These samples are evaluated (in a black-box fashion) to obtain their

corresponding output values, so that we end up with a set of candidate solution and
output value pairs, denoted by Λi ≜ {xi,s, yi.s}Si

s=1. Then, we use Λi to estimate the two
expected values in the right side of (4.34) and compute the new sufficient statistics,
which determines the new sampling model fwo

i
. We repeat this process until some stop

condition is satisfied.
The exact shape of the likelihood has to be learned from samples during the

optimization process. Let hi denote the estimate of the likelihood at time i. For the
smooth indicator likelihood function, the elite-threshold γi can be estimated as the q-th
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highest output value obtained so far, which can be seen as the Monte Carlo estimate
of the true q/Si-th quantile of the distribution of output values (y = J(x)):

hsmo
i (yi,s) ∝

1

1 + e−ϵ(yi,s−γi)
(4.35)

In order to estimate the importance weight πi−1 from samples, note that it depends
on the belief distribution gi−1, which is not explicitly known. However, since the belief
has been generated recursively, we can express the importance weights in terms of the
initial distribution. Assume that the initial belief is uniformly distributed over the
initial search space, X, and zero everywhere else, i.e., g0(x) = 1/Z0, ∀x ∈ X, where
Z0 =

∫
X xdx is the normalization constant. Then, we can roll out the belief update

recursion (4.12) to obtain gi−1 as a function of g0:

gi(x) =
h(J(x))gi−1(x)∫
h(J(z))gi−1(z)dz

=
h(J(x)) h(J(x))gi−2(x)∫

h(J(u))gi−2(u)du∫
h(J(z)) h(y|z)gi−2(z)∫

h(J(u))gi−2(u)du
dz

=
h(J(x))2gi−2(x)∫
h(J(z))2gi−2(z)dz

...

=
h(J(x))ig0(x)∫
h(J(z))ig0(z)dz

=
1
Z0
h(J(x))i

1
Z0

∫
h(J(z))idz

=
h(J(x))i∫
h(J(z))idz

(4.36)

were we have introduced z, u ∈ RM in the normalization terms to see the cancellation
of factors more clearly. Hence, we can express the importance weight as

πi−1(x) =
gi−1(x)

fwo
i−1

(x)
=

h(J(x))i−1∫
h(J(z))i−1dz

fwo
i−1

(x)
=

h(J(x))i−1

fwo
i−1

(x)
∫
h(J(z))i−1dz

(4.37)

Since the importance weight πi−1 appears in both numerator and denominator of (4.32),
we can avoid the normalization term

∫
h(J(z))i−1dz in (4.37) and estimate another

term, π̂i−1, that is proportional to the actual importance weight and only depends on



136 Distributed Cross-Entropy method for black-box global optimization

known values:

π̂i−1(xi,s) ≜
h(J(xi,s))

i−1

fwo
i−1

(xi,s)
∝ πi−1(xi,s) (4.38)

We remark that we have to use a sample estimate of the likelihood parameter in (4.38),
so that the likelihood function is time varying. Thus, the proportional importance
weight should be actually defined as:

π′
i−1(xi,s) ≜

∏i−1
j=1 hj(J(xi,s))

fwo
i−1

(xi,s)
(4.39)

For the smooth indicator likelihood (4.15) with large ϵ, we have

i−1∏
j=1

hj(J(xi,s)) ≈ hsmo(J(xi,s); γmax, ϵ) (4.40)

where γmax = max[γ1, . . . , γi]. For simplicity, we will continue using πi−1(x) for the
theoretical derivations of this chapter, without worrying about how to estimate it from
samples.

Let ηi denote the Monte Carlo estimate of (4.34), such that

ηi = Efwo
i
[ϕ(x)] + ξoi (4.41)

where ξoi is some Monte Carlo noise. In theory, we could obtain ηi at every iteration
by computing the Monte Carlo estimate of (4.34) from i.i.d. samples drawn from our
current sampling model fwo

i−1
:

ηi =

∑Si

s=1 hi(J(xi,s))πi−1(xi,s)ϕ(xi,s)∑Si

s=1 hi(J(xi,s))πi−1(xi,s)
(4.42)

where hi can be replaced by (4.35). However, in practice, due to the iterative nature of
the process, the true sufficient statistics, Efwo

i−1
[ϕ(x)], are unknown and we only know

its approximation ηi−1, so that we have to draw samples from an approximate sampling
model, fwη

i−1
, with sufficient statistics given by our latest Monte Carlo estimate:

Ef
w
η
i−1

[ϕ(x)] = ηi−1 ̸= Efwo
i−1

[ϕ(x)] (4.43)

Therefore, due to Monte Carlo noise at every iteration, the particle filter produces a
sequence of sampling models, {fwη

i
}, which is different from the sequence generated
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by the Bayesian filter, {fwo
i
}. In practice, this error can make the belief density to

converge to a local maximum, instead to the desired optimal solution set. Reference
[152] proposed a simple smoothing rule for updating (4.42) in little steps, so that the
belief distribution moves in the right direction while is also able to compensate the
error in the sequence {f η

wi
}. Recently, reference [128] introduced a more principled

and efficient approach. In the following section, we introduce a fully distributed
diffusion-based implementation of CE that generalizes the single-agent SACE algorithm
proposed by [128] to a network of cooperative agents.

One final remark before moving to the distributed algorithm, object of this chapter.
Note that we are implicitly assuming that the Monte Carlo estimate in (4.43) remains
in the interior of the mean parameter set at every iteration, i.e., ηi ∈ int(Θ). In
general, this is a non-trivial condition. Fortunately, in our case, this assumption is less
restrictive than it may seem. For example, if fw is a multivariate normal distribution,
the mean set is RM (i.e., unconstrained). Moreover, the Monte Carlo approximation
provides covariance matrices in the positive semidefinite cone by construction, and
we can achieve non-singular covariance matrices (i.e., positive definite matrices in the
interior of the positive semidefinite cone) by simply increasing the sample size.

4.4 Distributed Cross-Entropy (DCE) Algorithm

In this section, we propose the distributed-cross-entropy (DCE) algorithm. In order to
derive DCE, we first introduce a distributed estimate of (4.42), cooperatively computed
by a network of agents, and show that such network estimate reduces the variance of
the local estimates that each agent would achieve without cooperation. Then, inspired
by the single-agent stochastic-approximation SACE algorithm due to [128], we propose
a distributed stochastic approximation, where each agent in the network runs its
own algorithm but cooperates with other agents to explore the solution space more
efficiently. By reducing Monte Carlo noise and improving the exploration capabilities,
the proposed DCE greatly enhances robustness against local maxima, outperforming
a SACE agent that evaluates as many samples per iteration as the entire network of
DCE agents.

Similar to the distributed algorithms presented in Chapters 2–3, the proposed
algorithm is fully distributed in the sense that cooperation among agents is achieved
through only one-hop communications with their neighbors (i.e., multi-hop transmis-
sions or packet forwarding are prohibited). Thus, the communication cost per agent
scales with the size of the neighborhood, instead of with the network size. Moreover, the
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agents only transmit their estimates of the belief distribution, not their data samples,
preserving their privacy and reducing the communication cost.

4.4.1 Distributed surrogate sampling distribution

For the introduction of the particle filter optimization framework, we have considered a
single belief distribution gi per iteration. Now, we have to consider as many distributions
as agents in the network. Let gk,i, hk,i and yk,i denote the belief, likelihood and sample
evaluation, respectively, observed at time i by every agent k = 1, . . . , N . Using these
variables in (4.12), the belief update for every agent is given by:

gk,i(x) =
hk,i(J(x))gk,i−1(x)∫
hk,i(J(x))gk,i−1(x)dz

(4.44)

Similar to the single agent algorithm, each agent will sample from a surrogate
distribution. In order to make each agent’s sampling distribution as similar as possible
to its belief distribution, we define the optimal parameters {wo

k,i}Nk=1, such that

wo
k,i ≜ argmin

w∈W
D(gk,i, fw) (4.45)

Similar to (4.29), the sufficient statistics of an agent’s closest sampling distribution
equal the statistics of its local belief:

Efwo
k,i
[ϕ(x)] = Egk,i [ϕ(x)] (4.46)

Moreover, from (4.34), we obtain each agent’s recursion for the sufficient statistics:

Efwo
k,i
[ϕ(x)] =

Efwo
k,i−1

[hk,i(J(x))πk,i−1(x)ϕ(x)]

Efwo
k,i−1

[hk,i(J(x))πk,i−1(x)]
(4.47)

where importance weight for agent k is given by

πk,i−1(x) ≜
gk,i−1(x)

fwo
k,i−1

(x)
(4.48)

Let Λk,i ≜ {xk,i,s, J(xk,i,s)}Sk,i

s=1 be the set of input (i.e., candidate solution) and
output value pairs evaluated by agent k at time i, and Sk,i denotes its number of
samples. Similar to the single-agent formulation (4.42), the term Efwo

k,i
[ϕ(x)] in (4.47)
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is approximated by:

ηk,i ≜

∑Sk,i

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s)ϕ(xk,i,s)∑Sk,i

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s)
(4.49)

It is clear that when the number of samples tends to infinity, this estimate tends to
the actual expected value:

lim
Sk,i→∞

ηk,i = Efwo
k,i
[ϕ(x)] (4.50)

Similar to the single-agent case and due to the iterative nature of the process, since
Efwo

k,i
[ϕ(x)] is unknown, every agent has to produce its new sampling model from

the instantaneous realization ηk,i. In particular, we consider each agent to produce a
sequence of sampling models, {fwη

k,i
}, such that

Ef
w
η
k,i

[ϕ(x)] = ηk,i (4.51)

Obviously, the instantaneous realization of the random noise, ξok,i, makes this sequence
different from the sequence that would have been generated by the Bayesian filter,
{fwo

k,i
}. We can expect that the smaller the Monte Carlo noise, the more similar these

sequences will be. In the following, we show that the agents can cooperate to reduce
the noise.

Instead of locally solving (4.45), we propose a collaborative projection step, in which
the agents minimize a convex combination of KL divergences across the network:

minimize
w∈W

Si(w) ≜
N∑
k=1

τkD(gk,i, fw) (4.52)

where τ ≜ (τk)
N
k=1 is the vector of weights, such that 1⊤τ = 1 and τk ≥ 0 for

k = 1, . . . , N . Introduce the optimal parameter that minimizes (4.52):

wo
i ≜ argmin

w∈W
Si(w) (4.53)

such that ∇wSi(w
o
i ) = 0. From (4.52), we have:

∇wSi(w
o
i ) = ∇w

[
N∑
k=1

τk

(
Egk,i [log gk,i(x)] + Z(wo

i )− E⊤
gk,i

[ϕ(x)]wo
i

)]
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=
N∑
k=1

τk

(
Efwo

i
[ϕ(x)]− Egk,i [ϕ(x)]

)
= Efwo

i
[ϕ(x)]−

N∑
k=1

τkEgk,i [ϕ(x)]

= 0 (4.54)

Combining (4.46) and (4.54), we have:

Efwo
i
[ϕ(x)] =

N∑
k=1

τkEgk,i [ϕ(x)] =
N∑
k=1

τkEfwo
k,i
[ϕ(x)] (4.55)

Hence, the optimal sufficient statistics of the sampling distribution that solves (4.52)
equal the weighted average of the statistics of the agents’ actual beliefs. Let ηi denote
the Monte Carlo estimate of (4.55) such that:

ηi ≜
N∑
k=1

τkηk,i (4.56)

It is clear that for large number of samples, this network estimate approximates to the
actual network expected value:

lim
Sk,i→∞

ηi = Efwo
i
[ϕ(x)] (4.57)

Thus, by solving the collaborative projection problem (4.52), the agents effectively
combine their local estimates in (4.47). In the next subsection, we introduce a distributed
stochastic approximation that enhances the exploration capabilities of the network
and enhance the robustness against local maxima with respect to the single agent
formulation.

4.4.2 Distributed stochastic approximation

In order to enhance robustness against local maxima for the single agent case, reference
[152] proposed a useful heuristic that consists in including damping in the update-rule,
such that the new sampling distribution is obtained as a convex combination of the
particle filter update and the current sampling distribution. This damping allows to
exploit the new information, while also gives chance to draw more samples from the
the latest distribution. Recently, reference [128] extended the same idea (again for the
single-agent case) and proposed to perform stochastic gradient descent to minimize
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the KL divergence (4.16), leading to a more principled smoothed update and better
numerical results. The method proposed by reference [128] can be also seen as using a
Robbins-Monro stochastic approximation of the form:

θi = θi−1 − αi (θi−1 − ηi) (4.58)

where αi denotes the (possibly) time-varying step-size. Now, the sequence of sampling
models, {fwi

}, is determined by taking θi as sufficient statistics at every iteration:

Efwi
[ϕ(x)] = θi (4.59)

We remark this is different from the non-smoothed particle filter (4.42), where the
sampling model was built from ηi, as given by (4.43). Again, we remark that we are
implicitly assuming θi ∈ int(Θ). In the stochastic approximation literature, this is
usually satisfied by projecting the iterates onto int(Θ). But, as explained above, we
can avoid the projection step in our particular case (recall that for multivariate normal
sampling distributions, the mean set is unconstrained and the sample covariance matrix
lies in the positive semidefinite cone by construction, and can be ensured to lie in the
interior of the cone by increasing the number of samples).

In this work, we extend (4.58) by proposing a diffusion-based multi-agent distributed
stochastic approximation. In particular, we use the same adapt-then-combine (ATC)
pattern discussed in Chapter 3. The proposed distributed algorithm is as follows. At
every iteration, each agent draws a set of candidate solutions from its current sampling
model, evaluates them to obtain a local dataset of candidate solution and output value
pairs, and performs the estimation update (4.58) in isolation from this local dataset.
Then, the agents share and combine their updated estimates with their neighbors. The
resulting distributed recursion is as follows:

θ̂k,i = θk,i−1 − αi (θk,i−1 − ηk,i) (4.60a)

θk,i =
∑
l∈Nk

clkθ̂l,i (4.60b)

where we recall that Nk denotes the neighborhood of agent k (i.e., the set of agents that
can share information with agent k, including itself), clk is the combination weight given
by agent k to information coming from agent l and, for simplicity, we choose the same
time-dependent step-size αi for every agent. Once each agent has performed (4.60b),
it builds a new sampling model, fwk,i

, from the weighted average of the estimated
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sufficient statistics in its neighborhood:

Efwk,i
[ϕ(x)] = θk,i (4.61)

Note that no data sample is exchanged in (4.60b), rather only the current estimates
are shared among neighbors, allowing the agents to preserve the privacy of their local
datasets. In addition, mote that, since only within neighborhood communication is
required, the communication cost for every agent scales with the size of its neighborhood,
rather than with the total number of agents in the network. Thus, the algorithm can
be efficient even in very large networks with communication cost per iteration for every
agent k in the order of O(|Nk|).

The combination weights used in (4.60b) are required to satisfy the same conditions
(3.48)–(3.50) from Chapter 3, which we recall here for convenience:

clk ≥ 0,
∑
l∈Nk

clk = 1 (4.62)

ckk > 0 for at least one agent k (4.63)

clk = 0 if l /∈ Nk (4.64)

We recall that conditions (4.62) make the combination matrix C = [clk] left stochastic,
such that

C⊤1 = 1 (4.65)

and that conditions (4.62)–(4.63), together wit the assumption that the graph is
connected (i.e., there is a path between every pair of agents) make the combination
matrix irreducible and aperiodic, so that we will be able apply Perron-Frobenius theory.
Condition (4.63) is imposed by the network topology, meaning that only single-hop
within neighborhood communication is allowed. As already discussed in previous
chapters, there are several methods to obtain valid combination matrices (see, e.g.,
[246, Ch. 14]), even in a distributed manner, with different criteria, like leading to
faster convergence speed [320] or to smaller variance of the estimates [336]. In Section
4.6.2, we will assume another rather technical condition on the combination matrix.

For a practical implementation of (4.60a)–(4.60b), we specialize the generic NEF
statistics ϕ(x) for the multivariate Normal distribution. Introduce the mean and
correlation matrix for each agent’s sampling model fwk,i

, respectively.:

µk,i = E [x] , Rk,i = E
[
xx⊤] (4.66)
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From (4.24) and (4.61), we get:

θk,i =

[
E [x]

E
[
xx⊤]

]
=

[
µk,i

Rk,i

]
(4.67)

Introduce the locally adapted intermediate estimates µ̂k,i and R̂k,i, such that

θ̂k,i =

[
µ̂k,i

R̂k,i

]
(4.68)

Introduce the components of the Monte Carlo estimate of sufficient statistics:

ηk,i(x) ≜

∑Sk,i

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s) · xk,i,s∑Sk,i

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s)
(4.69)

ηk,i(xx
⊤) ≜

∑Sk,i

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s) · xk,i,sx⊤k,i,s∑Sk,i

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s)
(4.70)

such that

ηk,i =

[
ηk,i(x)

ηk,i(xx
⊤)

]
(4.71)

From (4.60a), (4.68) and (4.69)–(4.71), we have

µ̂k,i = (1− αi)µk,i−1 + αiηk,i(x) (4.72)

R̂k,i = (1− αi)Rk,i−1 + αiηk,i(xx
⊤) (4.73)

From (4.60b), (4.67) and (4.68), we have

µk,i =
N∑

l∈Ni

clkµ̂l,i, Rk,i =
N∑

l∈Ni

clkR̂l,i (4.74)

The covariance matrix can be obtained from (4.74) as:

Σk,i = Rk,i − µk,iµ
⊤
k,i (4.75)
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From (4.72)–(4.75), every agent updates its sampling model as fwk,i
(·) = N (·|µk,i,Σk,i).

We can rearrange the equations:

µ̂k,i = µk,i−1 − αi

(
µk,i−1 −

∑Sk,i

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s) · xk,i,s∑Sk,i

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s)

)
(4.76a)

R̂k,i = (1− αi)
(
Σk,i−1 + µk,i−1µ

⊤
k,i−1

)
+αi

(∑Si

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s) · xk,i,sx⊤k,i,s∑Si

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s)

)
(4.76b)

µk,i =
∑
l∈Nk

clk µ̂l,i (4.76c)

Σk,i =
∑
l∈Nk

clkR̂l,i − µk,iµ
T
k,i (4.76d)

Equations (4.76a)–(4.76d) constitute the distributed Cross-Entropy algorithm (DCE),
whose detailed description is given in Algorithm 8.

Algorithm 4.1: Distributed Cross-Entropy (DCE) algorithm. This procedure
runs in parallel at every agent k.

1 Inputs: { Number of iterations T , initial statistics µk,0 and Σk,0, initial number
of samples S0, initial step-size α0, combination coefficients (al,k)l∈Nk

}
2 for i = 1 to T
3 Update number of samples Sk,i and step-size αi.
4 Draw set of candidate solutions from N (·;µk,i−1,Σi−1).
5 Compute likelihood values using Algorithm 9.
6 Update µk,i and Σk,i using (4.76a)–(4.76d).
7 end for
8 Return µk,i as best approximation of x⋆.

Algorithm 4.2: Compute Smooth Indicator likelihood for agent k.

1 Inputs: Set of candidate solutions Λk,i, number of elite samples q.
2 for s = 1 to Sk,i

3 Input xk,i,s into the black-box objective to obtain yk,i,s.
4 end for
5 Estimate threshold γk,i as the q-th highest output value.
6 for s = 1 to Sk,i

7 Compute likelihood values using (4.35).
8 end for
9 Return set of likelihood values {hk,i(J(xk,i,s))}Sk,i

s=1.
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4.5 Convergence Analysis for the Single Agent Case

In this section we provide novel convergence results for the single agent particle filter
optimization framework. We start analyzing the exact Bayesian filter optimization
given by (4.12) and (4.32). Then, we extend the results to a smoothed Bayesian update.
The distributed stochastic-approximation particle-filter optimization (4.60a)–(4.60b)
(which includes the DCE algorithm as a special case) will be studied in Section 4.6.

4.5.1 Convergence of single agent Bayesian filter optimization

Based on the work by [107] on genetic algorithms, reference [108] showed for combinato-
rial optimization problems that, if the candidate solutions are weighted proportionally
to their output value—which is similar to proportional likelihood given by (4.14)—,
then the CE algorithm—which can be seen as a particle filter implementation of
(4.12) with multinomial sampling distribution (as explained in Section 4.4.1, [340] and
[153])—would asymptotically find the optimal solution, and conjectured that the result
could be extended to other distributions as well. Our first contribution is that, by
using the Bayesian filtering framework, we are able to extend the result from [107, 108]
to a large family of sampling and likelihood distributions, proving that their conjecture
was correct. Moreover, our result generalizes another asymptotic convergence analysis
of the Bayesian filtering optimization framework due to [340] that required to evaluate
the filter over a monotonically increasing sequence of likelihood parameters, {γi}∞i=0,
such that γi ≥ γi−1 for all i. In particular, our analysis imposes the milder condition
that the ratio of the likelihood at any point over the likelihood at the optimal value to
be upper bounded (which translates in γi being lower-bounded for the smooth indicator
likelihood). We require the following assumptions, easily satisfied in practice.

Assumption 4.1 (Initial belief). The support of the initial belief distribution g0 contain
the set of optimal solutions X⋆, such that g(x⋆) > 0 ∀x⋆ ∈ X⋆.

Assumption 4.2 (Likelihood). The likelihood is upper-bounded by the output value of
any point in the optimal set: h(J(x)) < h(J(x⋆)), ∀x ∈ R \ X⋆, ∀x⋆ ∈ X⋆.

Assumption 4.1 holds if the initial belief contains the whole initial search set X

(recall that X⋆ ⊂ X). We can ensure that Assumption 4.2 holds by requiring h(J(x))
to be a strictly increasing function of J(x). This condition is satisfied by the smooth
indicator function (4.15).
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Theorem 4.1 (Bayesian filter). Let Assumptions 4.1 and 4.2 hold. Then, the belief
distribution gi given by the Bayesian filter recursion (4.12) asymptotically concentrates
on the set of optimal solutions X⋆:

lim
i→∞

∫
X⋆

gi(x)dx = 1 (4.77)

Proof: The proof extends the argument due to [107, Theorem 4.1], originally
proposed for multinomial distributions and for a proportional likelihood function. Note
that we can express (4.12) as

gi(x) =
gi−1(x)h(J(x))∫
gi−1(z)h(J(z))dz

=
gi−1(x)∫

gi−1(z)
h(J(z))
h(J(x))

dz
(4.78)

Rewrite (4.78) as a function of the initial distribution, g0(x). By induction, we have

g1(x) =
g0(x)h(J(x))∫
g0(z)h(J(z))dz

g2(x) =
g1(x)h(J(x))∫
g1(z)h(J(z))dz

=

g0(x)h(J(x))∫
g0(u)h(J(u))du

h(J(x))∫ g0(z)h(J(z))∫
g0(u)h(J(u))du

h(J(z))dz
=

g0(x)∫
g0(z)

(
h(J(z))
h(J(x))

)2
dz

...

gi(x) =
g0(x)∫

g0(z)
(

h(J(z))
h(J(x))

)i
dz

(4.79)

Now, we are ready to study the following limit:

lim
i→∞

∫
X⋆

gi(x)dx = lim
i→∞

∫
X⋆

g0(x)∫
g0(z)

(
h(J(z))
h(J(x))

)i
dz
dx (4.80)

We will use the bounded convergence theorem (see, e.g., [63]) to take the limit under
the integral sign. First let us study the convergence of the function inside the integral
∀x⋆ ∈ X⋆. From Assumption 4.1, we know that

∫
X⋆ g0(x)dx > 0. Then, from basic

properties of limits (e.g., [64, Sec. 2.5]), we have:

lim
i→∞

g0(x
⋆)∫

g0(z)
(

h(J(z))
h(J(x⋆))

)i
dz

=
g0(x

⋆)

limi→∞
∫
g0(z)

(
h(J(z))
h(J(x⋆))

)i
dz

(4.81)

Hence, we have to study the convergence of the function inside the integral in the
denominator for all z ∈ RM . From Assumption 4.2, we have that h(J(z))

h(J(x⋆))
< 1 ∀z ∈
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RM \ X⋆ and ∀x⋆ ∈ X⋆. Hence, we have:

lim
i→∞

g0(z)

(
h(J(z))

h(J(x⋆))

)i

=

0 if z /∈ X⋆

g0(z) if z ∈ X⋆
(4.82)

It is clear that the initial distribution g0(z) must be bounded ∀z ∈ X⋆; otherwise, there
is no reason to search the solution at all (i.e.,

∫
g0(z)dz >

∫
X⋆ g0(z)dz). Since the

function converges and it is bounded, we can use the bounded convergence theorem to
state that:

lim
i→∞

∫
g0(z)

(
h(J(z))

h(J(x⋆))

)i

dz =

∫
lim
i→∞

g0(z)

(
h(J(z))

h(J(x⋆))

)i

dz

=

∫
X⋆

g0(z)dz (4.83)

From (4.83), it follows that (4.81) also converges and it is bounded. Hence, we can use
the bounded convergence theorem once more and move the limit inside the integral
sign in (4.80) and conclude:

lim
i→∞

∫
X⋆

gi(x)dx = lim
i→∞

∫
X⋆

g0(x)∫
g0(z)

(
h(J(z))
h(J(x))

)i
dz
dx

=

∫
X⋆

g0(x)

limi→∞
∫
g0(z)

(
h(J(z))
h(J(x⋆))

)i
dz

=

∫
X⋆ g0(x)dx∫
X⋆ g0(z)dz

= 1 (4.84)

The same asymptotic convergence to the optimal belief distribution can be proved
when we replace the belief by a surrogate sampling distribution corrected by importance
sampling weights and when the likelihood function changes with time.

Corollary 4.1 (Bayesian filter with surrogate). Let Assumptions 4.1 and 4.2 hold.
Then, the belief recursion (4.32) asymptotically concentrates on X⋆.

Proof: By substituting (4.31) into (4.32), we obtain the original belief and,
therefore, the same recursion (4.79).

Consider the following assumption on a time-varying likelihood function.
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Assumption 4.3 (Time-varying likelihood). The time-varying likelihood satisfies the
following conditions ∀x ∈ R \ X⋆ and ∀x⋆ ∈ X⋆:

hi(J(x)) < hi(J(x
⋆)), i = 1, . . . ,∞ (4.85)

∃m ∈ N :
hm(J(x))

hm(J(x⋆))
≥ hi(J(x))

hi(J(x⋆))
, i = m+ 1, . . . ,∞. (4.86)

Condition (4.85) states that all likelihood functions in the sequence are upper
bounded by their value in the optimal set. Condition (4.86) states that the ratios
are upper bounded. This is the case, e.g., for the smooth indicator likelihood (4.15)
when the sequence of thresholds {γi}∞i=1 is lower-bounded, as shown by the following
proposition.

Proposition 2 (Bounded smooth indicator ratio). For the smooth indicator likelihood
(4.15), suppose there exists 0 < γlow < Jmax such that γi ≥ γlow for all i = m+1, . . . ,∞.
Then, condition (4.86) holds.

Proof: We only have to show that the ratio:

r(γ, x) ≜
hi(J(x))

hi(J(x⋆))
(4.87)

is a decreasing function of γi. Introduce shorthands:

a ≜ e−ϵJ(x) (4.88)

b ≜ e−ϵJ(x⋆) (4.89)

Then, we can rewrite

r(γ, x) =
1 + beϵγ

1 + aeϵγ
(4.90)

Since J(x⋆) > J(x), ∀x ∈ RM \ X⋆, we have a > b. Hence, taking the derivative of the
ratio with respect to γ, we obtain:

∂r(γ, x)

∂γ
= (b− a) ϵeϵγ

(1 + aeϵγ)2
< 0, ∀x ∈ RM \ X⋆ (4.91)

Having negative derivative, we conclude that the ratio is a decreasing function of γ.
Proposition 2 shows that Assumption 4.3 is easily satisfied in practice. This is an

important remark, since the previous result on BFO given by [340, Lemma 1] required
a strictly increasing threshold sequence of the form γi > γi+1, for all i = 1, . . . ,∞,
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which is a strong assumption, difficult to ensure in practice since it implies to design
an increasing schedule that converges to an unknown Jmax.

Corollary 4.2 (Time-varying likelihood). Let Assumption 4.1 hold. Suppose the
likelihood changes with time, such that hi(J(x)) satisfies Assumption 4.3. Then, the
belief distribution given by:

gi(x) =
fwo

i−1
(x)πi−1(x)hi(J(x))∫

fwo
i−1

(z)πi−1(z)hi(J(z))dz
(4.92)

asymptotically concentrates on X⋆.

Proof: Following the same argument as for Corollary 4.1, we have

g1(x) =
fwo

0
(x)π0(x)h1(J(x))∫

fwo
0
(z)π0(z)h1(J(z))dz

=
g0(x)h1(J(x))∫
g0(z)h1(J(z))dz

g2(x) =
fwo

1
(x)π1(x)h2(J(x))∫

fwo
1
(z)π1(z)h2(J(z))dz

=
g1(x)h2(J(x))∫
g1(z)h2(J(z))dz

=

g0(x)h1(J(x))∫
g0(u)h1(J(u))du

h2(J(x))∫ g0(z)h1(J(z))∫
g0(u)h1(J(u))du

h2(J(z))dz

=
g0(x)h1(J(x))h2(J(x))∫
g0(z)h1(J(z))h2(J(z))dz

=
g0(x)∫

g0(z)
h1(J(z))h2(J(z))
h1(J(x))h2(J(x))

dz

gi(x) =
g0(x)∫

g0(z)
∏i

j=1
hj(J(z))

hj(J(x))
dz

(4.93)

From Assumption 4.3, there exists some m such that:

lim
i→∞

i∏
j=1

hj(J(z))

hj(J(x))
=

m−1∏
l=1

hm(J(z))

hm(J(x))
lim
i→∞

i∏
j=m

hj(J(z))

hj(J(x))

≤
m−1∏
l=1

hl(J(z))

hl(J(x))
lim
i→∞

(
hm(J(z))

hm(J(x))

)i

(4.94)

Since the first term in the right side of (4.94) is non-negative and upper-bounded, we
conclude:

lim
i→∞

i∏
j=1

hj(J(z))

hj(J(x))
=

0 ∀z ∈ RM \ X⋆, ∀x ∈ X⋆

1 ∀z, x ∈ X⋆
(4.95)

Therefore, we can follow the same argument used in Theorem 4.1.
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Now, we study the smoothed Bayesian update:

gi(x) = (1− α)gi−1(x) + α
gi−1(x)hi(J(x))∫
gi−1(z)hi(J(z))dz

(4.96)

The following theorem establishes convergence of (4.96) to the optimal belief.

Theorem 4.2 (Smoothed belief). Let Assumptions 4.1 and 4.3 hold. Let the step-
size satisfy 0 < α < 1. Then, the belief resulting from the smoothed update (4.96)
asymptotically concentrates on X⋆.

Proof: We study the following limit:

lim
i→∞

∫
X⋆

gi(x)dx = lim
i→∞

[
(1− α)

∫
X⋆

gi−1(x)dx+ α

∫
X⋆

gi−1(x)hi(J(x))∫
gi−1(z)hi(J(z))dz

dx

]
(4.97)

Let us rewrite (4.96) as follows:

gi(x) = βi−1(x)
gi−1(x)hi(J(x))∫
gi−1(z)hi(J(z))dz

(4.98)

where

βi−1(x) = (1− α)
∫
gi−1(z)hi(J(z))dz

hi(J(x))
+ α (4.99)

Use (4.98) and apply induction to express the term inside the rightmost integral of
(4.97) as a function of g0:

gi−1(x)hi(J(x))∫
gi−1(z)hi(J(z))dz

=
βi−2(x)

gi−2(x)hi−1(J(x))∫
gi−2(u)hi−1(J(u))du

hi(J(x))∫
βi−2(z)

gi−2(z)hi−1(J(z))∫
gi−2(u)hi−1(J(u))du

hi(J(z))dz

=
βi−2(x)gi−2(x)hi−1(y|x)hi(J(x))∫
βi−2(z)gi−2(z)hi−1(y|z)hi(J(z))dz

=
βi−2(x)βi−3(x)

gi−3(x)hi−2(J(x))∫
gi−3(u)hi−2(J(u))du

hi−1(J(x))hi(J(x))∫
βi−2(z)βi−3(z)

gi−3(z)hi−1(J(z))∫
gi−3(u)hi−1(J(u))du

hi−1(J(z))hi(J(z))dz

=
βi−2(x)βi−3(x)gi−3(x)hi−2(J(x))hi−1(J(x))hi(J(x))∫
βi−2(z)βi−3(z)gi−3(z)hi−2(J(z))hi−1(J(z))hi(J(z))dz

...

=

∏i−2
j=0 βj(x)g0(x)

∏i
l=1 hl(J(x))∫ ∏i−2

j=0 βj(z)g0(z)
∏i

l=1 hl(J(z))dz
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=

∏i−2
j=0 βj(x)g0(x)∫ ∏i−2

j=0 βj(z)g0(z)
∏i

l=1
hl(J(z))
hl(J(x))

dz
(4.100)

From (4.95), (4.100) and Corollary 4.2, we can evaluate the limit of the rightmost term
of (4.97):

lim
i→∞

α

∫
X⋆

gi−1(x)hi(J(x))∫
gi−1(z)hi(J(z))dz

dx = α lim
i→∞

∫
X⋆

∏i−2
j=0 βj(x)g0(x)dx∫

X⋆

∏i−2
j=0 βj(z)g0(z)dz

= α (4.101)

Now, let us use the result from (4.101) in (4.97). By applying induction, we obtain

lim
i→∞

∫
X⋆

gi(x)dx = lim
i→∞

(1− α)
∫

X⋆

gi−1(x)dx+ α

= lim
i→∞

(1− α)
(
(1− α)

∫
X⋆

gi−2(x)dx+ α

)
+ α

= lim
i→∞

(1− α)2
∫

X⋆

gi−2(x)dx+ (1− α)α + α

= lim
i→∞

(1− α)2
(
(1− α)

∫
X⋆

gi−3(x)dx+ α

)
+ (1− α)α + α

= lim
i→∞

(1− α)3
∫

X⋆

gi−3(x)dx+ (1− α)2α + (1− α)α + α

...

= lim
i→∞

(
(1− α)i

∫
X⋆

g0(x)dx+
i−1∑
j=0

(1− α)jα
)

(4.102)

Since 0 < α < 1, we have

lim
i→∞

(1− α)i = 0, (4.103)

lim
i→∞

i−1∑
m=0

(1− α)jα =
α

1− (1− α) = 1 (4.104)

By replacing (4.103) and (4.104) in (4.102), we conclude that limi→∞
∫

X⋆ gi(x) = 1.

4.6 Convergence Analysis for a Network of Agents

The novel asymptotic results established above are appealing and show that Bayesian
filtering optimization is a promising approach. However, studying a distributed recur-
sion is more challenging because the optimization process at each agent is influenced
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by the optimization processes at other agents. In this section, we analyze asymptotic
convergence of the N coupled sequences (one per agent) of smoothed distributions, as
well as the convergence of the sequences of estimates resulting from the distributed
stochastic approximation (4.60a)–(4.60b).

4.6.1 Convergence of diffusion damping BFO

The analysis is more complicated but follows the same scheme as for the single agent
case. Introduce N coupled smoothed Bayesian updates that follow the ATC diffusion
pattern:

ĝk,i(x) = (1− α)gk,i−1(x) + α
gk,i−1(x)hk,i(J(x))∫
gk,i−1(z)hk,i(J(z))dz

(4.105)

gk,i(x) =
∑
l∈Nk

clkĝl,i(x) (4.106)

The following result states convergence of the beliefs gk,i to the optimal distribution.

Theorem 4.3 (Distributed smoothed belief). Let the initial belief gk,0 and the likelihood
hk,i at every time step i = 1, . . . ,∞ satisfy Assumptions 4.1 and 4.3, respectively, for
every agent k = 1, . . . , N . Let the step-size satisfy 0 < α < 1. Then, the belief
gk,i resulting from (4.105)–(4.106) asymptotically concentrates on X⋆ for every agent
k = 1, . . . , N .

Proof: Similar to Theorem 4.2, for the single agent case, we study the following
limit:

lim
i→∞

∫
X⋆

gk,i(x)dx = lim
i→∞

∑
l∈Nk

clk

[
(1− α)

∫
X⋆

gl,i−1(x)dx

+ α

∫
X⋆

gl,i−1(x)hl,i(J(x))∫
gl,i−1(z)hl,i(J(z))dz

dx
]

(4.107)

Let us rewrite (4.105) as follows:

ĝk,i(x) = βk,i−1(x)
gk,i−1(x)hk,i(J(x))∫
gk,i−1(z)hk,i(J(z))dz

(4.108)

where

βk,i−1(x) = (1− α)
∫
gk,i−1(z)hk,i(J(z))dz

hk,i(J(x))
+ α (4.109)
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Introduce the shorthand:

blk,i−1(x) ≜ clkβl,i−2(x)
∏

m∈Nl,m ̸=l

∫
gm,i−2(x)hm,i−1(J(x))dx (4.110)

Use (4.108) and (4.110) and apply induction to express the term inside the rightmost
integral of (4.107) as a function of the product of local likelihoods:

gk,i−1(x)hk,i(J(x))∫
gk,i−1(z)hk,i(J(z))dz

=

∑
l∈Nk

clk
βl,i−2(x)gl,i−2(x)hl,i−1(J(x))∫

gl,i−2(u)hl,i−1(J(u))du
hk,i(J(x))∫ ∑

l∈Nk
clk

βl,i−2(z)gl,i−2(z)hl,i−1(J(z))∫
gl,i−2(u)hl,i−1(J(u))du

hk,i(J(z))dz

=

∑
l∈Nk

blk,i−1(x)gl,i−2(x)hl,i−1(J(x))hk,i(J(x))∫ ∑
l∈Nk

blk,i−1(z)gl,i−2(z)hl,i−1(J(z))hk,i(J(z))dz

=

∑
l∈Nk

blk,i−1(x)
∑

m∈Nl
aml

βm,i−3(x)gm,i−3(x)hm,i−2(J(x))∫
βm,i−3(u)gm,i−3(u)hm,i−2(J(u))du

hl,i−1(J(x))hk,i(J(x))∫ ∑
l∈Nk

blk,i−1(z)
∑

m∈Nl
aml

βm,i−3(z)gm,i−3(z)hm,i−2(J(z))∫
βm,i−3(u)gm,i−3(u)hm,i−2(J(u))du

hl,i−1(J(z))hk,i(J(z))dz

=

∑
l∈Nk

blk,i−1(x)
∑

m∈Nl
bml,i−2(x)gm,i−3(x)hm,i−2(J(x))hl,i−1(J(x))hk,i(J(x))∫ ∑

l∈Nk
blk,i−1(z)

∑
m∈Nl

bml,i−2(z)gm,i−3(z)hm,i−2(J(z))hl,i−1(J(z))hk,i(J(z))dz

...

=
ψk,i−1(x)∫
ψk,i−1(z)dz

(4.111)

where we used the shorthand:

ψk,i−1(x) ≜
∑
l∈Nk

blk,i−1(x)
∑
m∈Nl

bml,i−2(x) . . .
∑
j∈Nn

bjn,1(x)

·g0(x)hj,1(J(x)) . . . hm,1−2(J(x))hl,1−1(J(x))hk,i(J(x)) (4.112)

From Corollary 4.2, we have

lim
i→∞

hj,1(J(z)) · · ·hm,i−2(J(z))hl,i−1(J(z))hk,i(J(z))

hj,1(J(x)) · · ·hm,i−2(J(x))hl,i−1(J(x))hk,i(J(x))

=

0 ∀z ∈ RM \ X⋆, ∀x ∈ X⋆

1 ∀z, x ∈ X⋆
(4.113)

From (4.111) and (4.113), we can use the bounded convergence theorem to evaluate
the limit of the rightmost term of (4.107), obtaining:

lim
i→∞

α

∫
X⋆

gl,i−1(x)hl,i(J(x))∫
gl,i−1(z)hl,i(J(z))dz

dx = α lim
i→∞

∫
X⋆

ψl,i−1(x)∫
ψl,i−1(z)dz

dx
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= α lim
i→∞

∫
X⋆ ψl,i−1(x)dx∫
X⋆ ψl,i−1(z)dz

= α (4.114)

This result extends (4.101) to a network of agents.
In order to study the first term in the right side of (4.107), we introduce the network

variable δ ∈ RMN and the network vector of local distributions Gi : RMN → RN :

δ ≜ (xk)
N
k=1 (4.115)

Gi(δ) ≜ (gk,i(xk))
N
k=1 (4.116)

Now, using (4.114), we can express (4.107) for all agents in compact form:

lim
i→∞

∫
X⋆

Gi(δ)dx = lim
i→∞

(
C⊤ ⊗ IM

)(
(1− α)

∫
X⋆

Gi−1(δ)dx+ 1α

)
(4.117)

By induction, we obtain an expression similar to (4.102):

lim
i→∞

∫
X⋆

Gi(δ)dx = lim
i→∞

(
C⊤ ⊗ IM

)(
(1− α)

∫
X⋆

Gi−1(δ)dx+ 1α

)
= lim

i→∞

(
C⊤ ⊗ IM

)(
(1− α)

(
C⊤ ⊗ IM

)(
(1− α)

∫
X⋆

Gi−2(δ)dx+ 1α

)
+ 1α

)
= lim

i→∞

(
C⊤ ⊗ IM

)2
(1− α)2

∫
X⋆

Gi−2(x)dx

+
(
C⊤ ⊗ IM

)2
1(1− α)α +

(
C⊤ ⊗ IM

)
1α

= lim
i→∞

(
C⊤ ⊗ IM

)2
(1− α)2

∫
X⋆

Gi−2(x)dx+ 1 ((1− α)α + α)

...

= lim
i→∞

(
C⊤ ⊗ IM

)i
(1− α)i

∫
X⋆

G0(x)dx+ 1
i−1∑
j=0

(1− α)jα (4.118)

where we used (4.65), so that
(
C⊤ ⊗ IM

)
1 = 1. Conditions (4.62)–(4.63) make C

primitive (see, e.g., [124, Theorem 8.5.3]). Moreover, since it is left stochastic, with
simple algebra, we can see that its power converges to a bounded matrix (see, e.g., [124,
Theorem 8.5.1]):

lim
i→∞

(
C⊤ ⊗ IM

)i
= lim

i→∞

(
C⊤)i ⊗ IM = 1τ ⊗ IM (4.119)
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where τ is the right eigenvector of C associated with its Perron eigenvalue (i.e., its
unique maximum eigenvalue of value one): Cτ = τ . Hence, we can simplify (4.118) by
using the single agent expressions (4.103)–(4.104) to obtain

lim
i→∞

∫
X⋆

Gi(δ)dx = 1 (4.120)

This is equivalent to state that limi→∞
∫

X⋆ gk,i(x)dx = 1, k = 1, . . . , N .

4.6.2 Almost sure agreement among DCE agents

It is convenient to express the estimates ηk,i in terms of the actual smoothed statistics
wk,i and Monte Carlo noise:

Efw•
k,i
[ϕ(x)] ≜

Efwk,i−1
[hk,i(J(x))πk,i−1(x)ϕ(x)]

Efwk,i−1
[hk,i(J(x))πk,i−1(x)]

(4.121)

ξ•k,i ≜ Efw•
k,i
[ϕ(x)]−

∑Sk,i

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s)ϕ(xk,i,s)∑Si

s=1 hk,i(J(xk,i,s))πk,i−1(xk,i,s)
(4.122)

so that we have:

ηk,i = Efw•
k,i
[ϕ(x)] + ξ•k,i (4.123)

Now, we can consider the quantities appearing in (4.60a)–(4.60b) as instantaneous
realizations of random variables and express the random iterates in terms of true
statistics and random noise:

θ̂k,i = θk,i−1 − αi

(
θk,i−1 − Efw•

k,i
[ϕ(x)]− ξ•k,i

)
(4.124a)

θk,i =
∑
l∈Nk

clkθ̂l,i (4.124b)

where the initial parameters θk,0 = θk,0 are given for k = 1, . . . , N . We remark that,
from (4.61), each parameter wk,i−1 is a random variable too. Therefore, parameter
w•

k,i has to be considered random too.
In this and following subsections, we study almost sure convergence of the distributed

stochastic approximation (4.124a)–(4.124b). Instead of using standard stochastic
approximation techniques, which would be difficult for a network of agents because the
equations are coupled among them, we do two steps. First, in this subsection, we show
that distributed recursion (4.124a)–(4.124b) converges to a common recursion for all
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agents. Second, in the following subsection, once we have a single common recursion,
we follow the almost sure convergence analysis for the single-agent scenario due to
[128] and prove convergence to a local maximum of (4.215).

Reference [36] proved for general distributed stochastic approximations with doubly-
stochastic combination matrices that every agent converges to the average of all agents’
recursions almost surely. We extend and simplify the arguments from [36] to the case
of left-stochastic combination matrices and show convergence to a weighted average
recursion.

In order to study the behavior of the coupled recursions (4.124a)–(4.124b) for all
agents, it is convenient to collect them into a single network recursion. Introduce the
network vectors of length MN that gather variables of every agent across the network:

ϑi ≜ (θk,i)
N
k=1 (4.125)

φi ≜
(

Efw•
k,i
[ϕ(x)]

)N
k=1

(4.126)

ζi ≜
(
ξ•k,i
)N
k=1

(4.127)

Collect (4.124a)–(4.124b) for all agents into the following network recursion:

ϑi =
(
C⊤ ⊗ IM

)
(ϑi−1 − αi (ϑi−1 −φi − ζi)) (4.128)

Introduce the weighted average estimate:

θi ≜
N∑
k=1

τkθk,i (4.129)

Introduce the following pair of complementary projectors:

P ≜ 1τ⊤ ⊗ IM (4.130)

P⊥ ≜ IMN − P = IMN − 1τ⊤ ⊗ IM (4.131)

where we recall that τ is the right eigenvector of C. Let us use these projectors to
define the agreement and disagreement network vectors:

ϑagr
i ≜ Pϑ =

(
1τ⊤ ⊗ IM

)
ϑ = (1⊗ IM)

N∑
k=1

τkθk,i = (1⊗ IM)θi (4.132)

ϑdis
i ≜ P⊥ϑi = (IMN − P )ϑi = ϑi − ϑagr

i = ϑi − (1⊗ IM)θi (4.133)
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Since projectors (4.130)–(4.131) are complementary, we can decompose the network
estimate vector as:

ϑi = ϑ
agr
i + ϑdis

i (4.134)

We aim to show that all agents converge almost surely to the agreement vector θi.
This is clearly the case when:

lim
i→∞

ϑi = lim
i→∞

ϑagr
i a.s. (4.135)

A sufficient condition for (4.135) is

lim
i→∞
∥ϑdis

i ∥2 = 0 (4.136)

in the sense that (4.136) implies that: limi→∞ ϑ
dis
i = 0 with probability one, otherwise

the Hilbert space L2 would not be complete; recall from previous chapter, equations
(3.82)–(3.83) that we are using the 2-norm given by:∥∥ϑdis

i

∥∥2 ≜ E
[
ϑdis⊤

i ϑdis
i

]
(4.137)

In order to prove (4.136), we require the following assumptions.

Assumption 4.4 (Bounded error). The approximation error is bounded for every
agent at every iteration: ∥ξk,i∥2 = E

[
ξ⊤k,iξk,i

]
<∞, k = 1, . . . , N , i = 1, . . . ,∞.

Assumption 4.5 (Step-size sequence). The sequence {αi}∞i=0 is the same for every
agent and satisfies: αi > 0, i = 1, . . . ,∞,

∑∞
i=0 αi =∞ and

∑∞
i=0 α

2
i <∞.

Assumption 4.6 (Positive sampling). It holds that Efwk,i−1
[hk,i(J(x))πk,i−1(x)] > 0,

k = 1, . . . , N , i = 1, . . . ,∞.

Assumption 4.7 (Combination matrix). In addition to conditions (4.62)–(4.64), the
combination matrix satisfies:

∥C⊤ − 1τ⊤∥ < 1 (4.138)

where τ is the right Perron eigenvector of C.

Assumptions 4.4 and and 4.5 are standard when studying convergence of stochastic
approximations. Assumption 4.6 is a very mild and rather technical condition. In
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particular, from the definition of importance weights, we have

Efwk,i−1
[hk,i(J(x))πk,i−1(x)] ∝

∫
hk,i(J(x))gk,i−1(x)dx (4.139)

Thus, we are assuming that we must give positive belief to at least one region where the
likelihood is positive. But this is precisely what the algorithm does: to shift our belief
to the regions with higher likelihood. In addition, for the smooth indicator likelihood
(4.15), this assumption is automatically satisfied since hsmo(y) > 0, ∀y ∈ (−∞, Jmax].

Assumption 4.7 is milder than the conditions used by [36] for the analysis of general
distributed stochastic approximation. In particular, if C is doubly stochastic, as
assumed by [36], then we will prove that Assumption 4.7 is automatically satisfied,
as explained by Proposition 4 below. On the other hand, if C is only left stochastic,
we have observed that the norm of the deflated combination matrix, C⊤ − 1τ⊤, is
related to the network connectivity. In particular, for dense matrices, we have seen
that the condition is very easily satisfied (when 1/N

∑N
k=1 |Nk| ≈ N/2, the assumption

held in near 100% of 106 randomly generated primitive left-stochastic matrices, with
N ∈ {20, 40}); however, for very sparse left stochastic matrices, the assumption does
not hold in general. Thus, we remark that Assumption 4.7 is more general than the
assumptions used by [36], since it always holds for doubly stochastic matrices, and we
have observed that it also holds for dense left-stochastic matrices.

Proposition 3. Let A and B be real matrices. The following facts on the induced
2-norm hold:

∥A∥ = σmax(A) (4.140)

∥A∥ ≤ ∥A∥1∥A∥∞ (4.141)

σmax(A⊗B) = σmax(A)σmax(B) (4.142)

Proposition 4. If C is primitive and doubly stochastic, then Assumption 4.7 holds.

Proof: We have the following equivalence:

P⊥
(
C⊤ ⊗ IM

)
=
(
IMN − 1τ⊤ ⊗ IM

) (
C⊤ ⊗ IM

)
=
((
IN − 1τ⊤

)
⊗ IM

) (
C⊤ ⊗ IM

)
=
(
IN − 1τ⊤

)
C⊤ ⊗ IM (4.143)



4.6 Convergence Analysis for a Network of Agents 159

From Proposition 3, we have:∥∥P⊥
(
C⊤ ⊗ IM

)∥∥ =
∥∥(IN − 1τ⊤

)
C⊤ ⊗ IM

∥∥
=
∥∥(IN − 1τ⊤

)
C⊤∥∥

=
∥∥C⊤ − 1τ⊤

∥∥ (4.144)

Now, we upper bound the one and infinity norms so that we can also upper bound
(4.144). Proposition 3. Let λn, un and vn denote the n-th eigenvalue, right and left
eigenvectors of C⊤, respectively, such that:

C⊤ = 1τ⊤ +
N∑

n=2

λnunv
⊤
n (4.145)

From conditions 4.62–4.64, we know that C is primitive. Then, the Perron-Frobenius
theorem states that all entries of τ are positive (see, e.g., [124, Theorem 8.5.1]). Since
we have assumed that C is doubly stochastic, by replacing the 2-norm with the 1-norm
in (4.144), we have:

∥∥C⊤ − 1τ⊤
∥∥
1
=

∥∥∥∥∥
N∑

n=2

λnunv
⊤
n

∥∥∥∥∥
1

<

∥∥∥∥∥1τ⊤ +
N∑

n=2

λnunv
⊤
n

∥∥∥∥∥
1

=
∥∥C⊤∥∥

1
= 1 (4.146)

For the infinity norm, we obtain exactly the same bound. Thus, we conclude that:∥∥(IN − 1τ⊤
)
C⊤∥∥ ≤ ∥∥(IN − 1τ⊤

)
C⊤∥∥

1

∥∥(IN − 1τ⊤
)
C⊤∥∥

∞ < 1 (4.147)

Proposition 5. For projector (4.131), it holds that:

P⊥
(
C⊤ ⊗ IM

)
P⊥ = P⊥

(
C⊤ ⊗ IM

)
(4.148)

Proof: We extend the result from [36, Lemma 1] to the case of left-stochastic
matrices. From the properties of the Kronecker product, we have(

τ⊤ ⊗ IM
) (
C⊤ ⊗ IM

)
=
(
τ⊤C⊤ ⊗ IM

)
=
(
τ⊤ ⊗ IM

)
(4.149)

The proof follows from standard linear algebra:

P⊥
(
C⊤ ⊗ IM

)
P⊥ =

(
IMN − 1τ⊤ ⊗ IM

)
(C⊤ ⊗ IM)

(
IMN − 1τ⊤ ⊗ IM

)
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=
(
C⊤ ⊗ IM − 1τ⊤C⊤ ⊗ IM

) (
IMN − 1τ⊤ ⊗ IM

)
=
(
C⊤ ⊗ IM − 1τ⊤ ⊗ IM

) (
IMN − 1τ⊤ ⊗ IM

)
= C⊤ ⊗ IM − 1τ⊤ ⊗ IM − C⊤1τ⊤ ⊗ IM + 1τ⊤1τ⊤ ⊗ IM
= C⊤ ⊗ IM − 1τ⊤ ⊗ IM − 1τ⊤ ⊗ IM + 1τ⊤ ⊗ IM
= C⊤ ⊗ IM − 1τ⊤ ⊗ IM
= C⊤ ⊗ IM − 1

(
τ⊤ ⊗ IM

) (
C⊤ ⊗ IM

)
=
(
IMN − 1τ⊤ ⊗ IM

)
C⊤ ⊗ IM

= P⊥
(
C⊤ ⊗ IM

)
(4.150)

Proposition 6. The following equivalence holds:

θk,i−1 − Efw•
k,i
[ϕ(x)] = −∇w log Efw [hk,i(J(x))ρk,i−1(x)]

∣∣
w=wk,i−1

(4.151)

Proof: This equivalence was already included in [128] for the single agent case
(without demonstration). We give a detailed derivation here for completeness.

For an NEF distribution fw = exp
(
w⊤ϕ(x)− Z(w)

)
, we have:

∇wZ(w) = ∇w log

∫
ew

⊤ϕ(x)dx

=

∫
ϕ(x)ew

⊤ϕ(x)dx∫
ew⊤ϕ(x)dx

=

∫
ϕ(x)ew

⊤ϕ(x)−Z(w)dx

= Efw [ϕ(x)] , (4.152)

∇wfw(x) = ∇we
w⊤ϕ(x)−Z(w)

= ew
⊤ϕ(x)−Z(w) (ϕ(x)−∇wZ(w))

= fw(x) (ϕ(x)− Efw [ϕ(x)]) (4.153)

Hence, we have

∇w log Efw [hk,i(J(x))ρk,i−1(x)] =
∇wEfw [hk,i(J(x))ρk,i−1(x)]

Efw [hk,i(J(x))ρk,i−1(x)]

=
∇w

∫
hk,i(J(x))ρk,i−1(x)f(x)dx

Efw [hk,i(J(x))ρk,i−1(x)]

=

∫
hk,i(J(x))ρk,i−1(x)∇wf(x)dx

Efw [hk,i(J(x))ρk,i−1(x)]
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=

∫
hk,i(J(x))ρk,i−1(x) (ϕ(x)− Efw [ϕ(x)]) fw(x)dx

Efw [hk,i(J(x))ρk,i−1(x)]

=
Efw [hk,i(J(x))ρk,i−1(x) (ϕ(x)− Efw [ϕ(x)])]

Efw [hk,i(J(x))ρk,i−1(x)]

=
Efw [hk,i(J(x))ρk,i−1(x)ϕ(x)]

Efw [hk,i(J(x))ρk,i−1(x)]
− Efw [ϕ(x)] (4.154)

Recall that θk,i−1 = Efwk,i−1
[ϕ(x)]. Hence, by evaluating (4.154) for w = wk,i−1, we

have

∇w log Efw [hk,i(J(x))ρk,i−1(x)]
∣∣
w=wk,i−1

=
Efwk,i−1

[hk,i(J(x))ρk,i−1(x)ϕ(x)]

Efwk,i−1
[hk,i(J(x))ρk,i−1(x)]

− Efwk,i−1
[ϕ(x)]

= Efw•
k,i
[ϕ(x)]− θk,i−1 (4.155)

Introduce the time-varying function Gi : RMN → RMN as a shorthand

Gi(ϑi−i) ≜ ϑi−1 −φi

=
(
θk,i−1 − Efw•

k,i
[ϕ(x)]

)N
k=1

=
(

Efwk,i−1
[ϕ(x)]− Efw•

k,i
[ϕ(x)]

)N
k=1

= −
(
∇w log Efw [hk,i(J(x))ρk,i−1(x)]

∣∣
w=wk,i−1

)N
k=1

= (Gk,i(θk,i−1))
N
k=1 (4.156)

with components defined as:

Gk,i(θk,i−1) ≜ θk,i−1 − Efw•
k,i
[ϕ(x)] (4.157)

We remark that Gi is time-varying because the likelihood functions hk,i are time-varying.
We show that (4.156) is bounded.

Proposition 7. Let the likelihood hk,i satisfy Assumption 4.2 for every agent k =

1, . . . , N at every iteration i = 1, . . . ,∞. Then, ∥Gi(ϑi−1)∥ <∞, ∀ϑi−1 ∈ RMN .

Proof: We show that all components Gk,i are bounded. From Proposition 6, we
have

Gk,i(θk,i−1) =
Efwk,i−1

[hk,i(J(x))ρk,i−1(x)ϕ(x)]

Efwk,i−1
[hk,i(J(x))ρk,i−1(x)]

− Efwk,i−1
[ϕ(x)] (4.158)
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Recall from (4.21) that Efwk,i−1
[ϕ(x)] <∞, ∀w ∈ W. From Assumption 4.2, we know

the likelihood is bounded by

hmax
k,i ≜ hk,i (J (x⋆)) , ∀x⋆ ∈ X⋆ (4.159)

In addition, since gk,i−1(x) > 0 implies fwk,i−1
(x) > 0, we know that the importance

weights are the ratio of two positive numbers, which must be bounded by some ρmax
k,i ∈ R.

Therefore, we have

Efwk,i−1
[hk,i(J(x))ρk,i−1(x)ϕ(x)] ≤ hmax

k,i ρ
max
k,i Efwk,i−1

[ϕ(x)] <∞ (4.160)

From Assumption 4.6, we conclude that all terms in (4.158) are bounded.
The following theorem shows that all agents converge to their weighted average.

Theorem 4.4. Under Assumptions 4.2–4.7, the estimates obtained from distributed
recursion (4.124a)–(4.124b) converge almost surely to their weighted average:

P
(
lim
i→∞

θk,i = θi

)
= 1, k = 1, . . . , N (4.161)

Proof: We show that ϑdis
i converges to zero, so that ϑi converges to ϑagr

i . Rewrite
(4.128) using (4.156):

ϑi =
(
C⊤ ⊗ IM

)
(ϑi−1 − αi (Gi(ϑi−1)− ζi)) (4.162)

Multiply both sides of (4.162) by P⊥ and use Proposition 5:

P⊥ϑi = P⊥
(
C⊤ ⊗ IM

)
(ϑi−1 − αi (Gi(ϑi−1)− ζi))

= P⊥
(
C⊤ ⊗ IM

)
P⊥ (ϑi−1 − αi (Gi(ϑi−1)− ζi)) (4.163)

Let us upper bound the norm of (4.163) as follows:∥∥ϑdis
i

∥∥ =
∥∥P⊥

(
C⊤ ⊗ IM

) (
ϑdis

i−1 − αiP⊥ (Gi(ϑi−1)− ζi)
)∥∥

≤
∥∥P⊥

(
C⊤ ⊗ IM

)∥∥ ∥∥ϑdis
i−1 − αiP⊥ (Gi(ϑi−1)− ζi)

∥∥
<
∥∥ϑdis

i−1 − αiP⊥ (Gi(ϑi−1)− ζi)
∥∥

≤
∥∥ϑdis

i−1

∥∥+ αi ∥P⊥ (Gi(ϑi−1)− ζi)∥ (4.164)

where the first inequality is due to the submutiplicative property of the norm, the
second is due to Assumption 4.7, and the third is the Minkowski’s inequality (which
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can be thought as the triangle inequality for random variables). By rearranging terms,
we get: ∥∥ϑdis

i

∥∥− ∥∥ϑdis
i−1

∥∥ < αi ∥P⊥ (Gi(ϑi−1)− ζi)∥ (4.165)

Depending on the sign of the left side of (4.165), we consider two cases. First, if∥∥ϑdis
i

∥∥ ≤ ∥∥ϑdis
i−1

∥∥, then we conclude that the sequence
{∥∥ϑdis

i

∥∥}∞
i=0

converges since it
is decreasing and bounded below by zero. Second, if

∥∥ϑdis
i

∥∥ > ∥∥ϑdis
i−1

∥∥, then we can
square both sides of (4.165) without changing the sign of the inequality:(∥∥ϑdis

i

∥∥− ∥∥ϑdis
i−1

∥∥)2 < α2
i ∥P⊥ (Gi(ϑi−1)− ζi)∥2 (4.166)

Under Assumption 4.2, Proposition 7 shows that there exists L ∈ R such that
∥Gi(ϑi−1)∥2 ≤ L. Assumption 4.4 states that there exists L′ ∈ R such that ∥ζi∥2 ≤ L′.
Hence, from Assumption 4.5, we have:

lim
i→∞

(∥∥ϑdis
i

∥∥− ∥∥ϑdis
i−1

∥∥)2 < lim
i→∞

α2
i ∥P⊥ (Gi(ϑi−1)− ζi)∥2

≤ lim
i→∞

α2
i ∥P⊥∥2

(
∥Gi(ϑi−1)∥2 + ∥ζi∥2

)
≤ lim

i→∞
α2
i (L+ L′)

= 0 (4.167)

where the second inequality is due to the submutiplicative property of the norm, and
Minkowski’s (triangle) inequality; and the third inequality uses the upper bounds
mentioned above, as well as the fact that the norm of a projector is upper bounded by
one. Since the leftmost side must be non-negative, it cannot be less than zero, so we
have achieved a contradiction. Thus, this second case will never happen. We conclude
that the sequence

{
∥ϑdis

i ∥
}∞
i=0

converges, so that we can introduce a shorthand for the
limit: ∥∥ϑdis

∞
∥∥ ≜ lim

i→∞

∥∥ϑdis
i

∥∥ = lim
i→∞

∥∥ϑdis
i−1

∥∥ (4.168)

Take the limit in both sides of (4.164):

lim
i→∞

∥∥ϑdis
i

∥∥ = lim
i→∞

∥∥P⊥
(
C⊤ ⊗ IM

) (
ϑdis

i−1 − αiP⊥ (Gi(ϑi−1)− ζi)
)∥∥

≤ lim
i→∞

∥∥P⊥
(
C⊤ ⊗ IM

)∥∥ ∥∥ϑdis
i−1 − αiP⊥ (Gi(ϑi−1)− ζi)

∥∥
≤
∥∥P⊥

(
C⊤ ⊗ IM

)∥∥( lim
i→∞

∥∥ϑdis
i−1

∥∥+ lim
i→∞

αi ∥P⊥ (Gi(ϑi−1)− ζi)∥
)

(4.169)
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where, again, the first inequality is due to the submutiplicative property of the norm,
and the second is the Minkowski’s. By rearranging terms in (4.169) and using (4.168),
we obtain:

∥ϑdis
∞ ∥
(
1−

∥∥P⊥
(
C⊤ ⊗ IM

)∥∥)
≤
∥∥P⊥

(
C⊤ ⊗ IM

)∥∥( lim
i→∞

αi ∥P⊥ (Gi(ϑi−1)− ζi)∥
)

(4.170)

Again, since ∥Gi(ϑi−1)∥ and ∥ζi∥ are bounded, from the properties of limits (see, e.g.,
[64, Theorem 3.1.4]) and Assumption 4.5, we have:

lim
i→∞

αi ∥P⊥ (Gi(ϑi−1)− ζi)∥ ≤ lim
i→∞

αi(
√
L+ L′) = 0 (4.171)

so that (4.170) becomes:

∥ϑdis
∞ ∥
(
1−

∥∥P⊥
(
C⊤ ⊗ IM

)∥∥) ≤ 0 (4.172)

From Assumption 4.7, we know that
∥∥P⊥

(
C⊤ ⊗ IM

)∥∥ < 1, so that the right factor
must be positive:

1−
∥∥P⊥

(
C⊤ ⊗ IM

)∥∥ > 0 (4.173)

Hence, the other factor must be non-positive: ∥ϑdis
∞ ∥ ≤ 0. Since the norm is non-

negative, we have the following inequality

0 ≤ ∥ϑdis
∞ ∥ ≤ 0 (4.174)

Therefore, we conclude that

∥ϑdis
∞ ∥ = 0 (4.175)

Taking the square of (4.175) and using (4.125), (4.129) and (4.132), we have:

∥ϑdis
∞ ∥2 = lim

i→∞
∥ϑi − ϑagr

i ∥2 = lim
i→∞

N∑
k=1

∥∥θk,i − θi∥∥2 = 0 (4.176)

Therefore, all terms in the right side of (4.176) must be zero. Due to the completeness
of the L2 space, we conclude that that all agents converge almost surely to their average
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vector:

lim
i→∞

θk,i = lim
i→∞

θi a.s., k = 1, . . . , N (4.177)

4.6.3 Almost sure convergence of DCE agents

Theorem 4.4 ensures almost sure convergence of the network estimate, ϑi, to the
agreement network vector, ϑagr

i . Hence, in order to study the convergence of ϑi, it is
sufficient to study the convergence of ϑagr

i .
Let us build a recursion on ϑagr

i . By multiplying both sides of (4.162) by the
agreement projector P , given by (4.130), we get

ϑagr
i = ϑagr

i−1 − αi (PGi(ϑi−i)− Pζi) (4.178)

where we used the relationship

P
(
C⊤ ⊗ IM

)
=
(
1τ⊤ ⊗ IM

) (
C⊤ ⊗ IM

)
= 1τ⊤C⊤ ⊗ IM = P (4.179)

Note that (4.178) is not a true recursion on ϑagr
i−1 because the term PGi(ϑi−i) still

depends on ϑi−i. Introduce the error term:

ri ≜ P
(
Gi

(
ϑagr

i−1

)
−G(ϑi−1)

)
(4.180)

Now, we can rewrite (4.178) as:

ϑagr
i = ϑagr

i−1 − αi

(
PGi

(
ϑagr

i−i

)
− ri + Pζi

)
(4.181)

Introduce the following shorthand:

Gi(θi−1) ≜
N∑
k=1

τkGk,i(θi−1) (4.182)

ζi ≜
N∑
k=1

τkξk,i (4.183)

ri ≜
N∑
k=1

τkri (4.184)
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where θi−1 is the weighted average estimate given by (4.129). Then, we can rewrite
(4.181) as:

(1⊗ IM)θi = (1⊗ IM)
(
θi−1 − αi

(
Gi

(
θi−i

)
− ri + ζi

))
(4.185)

Note that (4.185) has stacked multiple copies of the same equations. Thus, in order to
study convergence, we can equivalently study

θi = θi−1 − αi

(
Gi

(
θi−i

)
− ri + ζi

)
(4.186)

In order to transform (4.186) into a true recursion, we follow [36, Proposition 1] and
show that limi→∞ ∥ri∥ = 0. By using the Minkowski’s (triangle) inequality, we have

∥ri∥ =
∥∥∥∥∥

N∑
k=1

τk
(
Gk,i

(
θi−1

)
−Gk,i (θk,i−1)

)∥∥∥∥∥
≤

N∑
k=1

τk
∥∥Gk,i

(
θi−1

)
−Gk,i (θk,i−1)

∥∥ (4.187)

We need the following proposition.

Proposition 8. The functions Gk,i given by (4.155) are locally Lipschitz for every
agent k = 1, . . . , N at every iteration.

Proof: From (4.155)–(4.156), we have:

Gk,i(θk,i−1) = Efw•
k,i
[ϕ(x)]− Efwk,i−1

[ϕ(x)] (4.188)

Recall that ∇wZ(w) = Efw [ϕ(x)]. Thus, we can express

∇wZ(w
•
k,i) = Efw•

k,i
[ϕ(x)] (4.189)

∇wZ(wk,i−1) = Efwk,i−1
[ϕ(x)] (4.190)

It is well known (see, e.g., [153, App. D.1]) that Z(w) ∈ C∞ so that it can be
differentiated any number of times ∀w ∈ W. Hence, the sum of two smooth functions
is also smooth. Any smooth function is locally Lipschitz, since there is a convex
neighborhood around every θ where ∇wGk,i(θ) exists and is bounded; being the bound
on ∇wGk,i(θ) the Lipschitz constant in this neighborhood [182, p. 188].

Since Gk,i is locally Lipschitz, for each θ ∈ Θ, there is B > 0 and A > 0 such that
∥θ − θ′∥ < A implies ∥Gk,i(θ)−Gk,i(θ

′)∥ ≤ B∥θ − θ′∥, where A depends on θ′, and B
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depends on θ′ and A. From Theorem 4.4, we know that limi→∞ ∥θk,i−1 − θi−1∥ = 0.
Hence, we have

lim
i→∞

∥∥Gk,i

(
θi−1

)
−Gk,i (θk,i−1)

∥∥ ≤ B lim
i→∞
∥θk,i−1 − θi−1∥ = 0 (4.191)

It follows that limi→∞ ∥ri∥ = 0. Thus, we can simplify (4.186) and study the conver-
gence of

θi = θi−1 − αi

(
Gi

(
θi−i

)
+ ζi

)
(4.192)

Recursion (4.192) is still difficult to be studied with standard stochastic approxi-
mation techniques because Gi depends on the likelihood functions, which depend on
the sample-quantiles, which change at every iteration. The following assumptions were
used by [128, Lemma 3.1] to prove convergence of the sample-quantile to a stationary
estimate, γ∞, for the single-agent recursion. We will use them here in a similar manner
to ensure that Gi converges to some stationary function G∞.

Assumption 4.8 (Unique quantile). The quantile q ∈ (0, 1) of {J(x), x ∼ fw(x)} is
unique for each w ∈ W.

Assumption 4.9 (Number of samples). The number of samples per iteration grows
with time for every agent, such that it satisfies Sk,i ≥ iδk , for some δk > 1.

Assumption 4.8 is required to show convergence of the sample quantile to a single
value [128, Lemma 4.1] (see also [123, Lemma 1]). Assumption 4.9 states that the
number of samples per iteration grows with time. This is required as the distance
between the sample and true quantiles is inversely proportional to the number of
samples. Thus, by increasing the number of samples, we can ensure that the sample
quantile converges to the true quantile.

Lemma 4.1. Let the likelihood functions hk,i be the smooth indicator function (4.35)
with threshold γk,i estimated as the sample quantile of the set of output values {yk,i,s}Sk,i

s=1.
Then, under Assumptions 4.2–4.9, the function Gi converges to a stationary function
G∞ almost surely.

Proof: Theorem 4.4 states that all agents converge to (4.192) almost surely, so
that they will end up sampling from the same distribution fwi

, where wi = F (θi).
From [128, Lemma 4.1] (see also [123, Lemma 1] and [127, Lemma 7]), we conclude that
the sample quantile of output values will be the same for every agent and converges
to a stationary value, γ∞, almost surely. Thus, the likelihoods hk,i will converge to
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some h∞, the same for every agent, so that there exists some function G∞ such that
limi→∞Gi = G∞.

Lemma 4.1 allows us simplify (4.192) further so that we can equivalently study the
almost sure convergence of the following stationary recursion:

θi = θi−1 − αi

(
G∞

(
θi−i

)
+ ζi

)
(4.193)

In order to study (4.193), we need the following proposition.

Proposition 9. The function Gi : RM → RM given by (4.182) is continuous at every
iteration.

Proof: Similar to Proposition 8, we know that the terms Gk,i are smooth and
so continuous. Hence, from [64, Prop. 6.1.2 & Th. 5.3.3], we conclude that Gi is also
continuous.

Recall from (4.57) that the term ζi is asymptotically unbiased (when the number of
samples per iteration grows to infinity). Recall from (4.182) and Proposition 6 that G∞

can be seen as the gradient of some function. Since it is also continuous (Proposition
9), we can see θi in (4.193) as a noisy discrete approximation of the following ODE:

θ̇ = G∞(θ) (4.194)

We are ready to state the main results of this section:

Theorem 4.5 (Almost sure convergence of agreement recursion). Let Assumptions
4.3–4.8 hold. Assume that the solution set of (4.194) is composed of isolated equilibrium
points. Then, the average sequence of Monte Carlo estimates {θk,i}∞i=0 converges almost
surely to some equilibrium point, θ∞:

lim
i→∞

θk,i = θ∞ a.s., k = 1, . . . , N (4.195)

Proof: We can use the single agent result due to [128, Theorem 3.1] that states
that a single-agent equation similar to (4.193) converges almost surely to an equilibrium
point of (4.194), denoted θ∞, such that G∞(θ∞) = 0. Therefore, from Theorem 4.4,
we have:

lim
i→∞

θk,i = lim
i→∞

θi = θ∞ a.s., k = 1, . . . , N (4.196)
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4.7 Numerical Experiments

In this section, we illustrate the performance of the proposed DCE algorithm in a
difficult benchmark that consists of 10 different nonconvex problems for which we
know the global solution. The set of benchmark problems has been mainly taken from
[152, 127], and includes a collection of standard objective functions that are widely
used in the global optimization literature (see, e.g., [323, 152, 127, 322, 165, 312, 37])
and that are representative of different challenges, like severe multimodality, large
plateaus, sharp peaks and input spaces ranging from 2 to 100 dimensions.

For the single agent case, model-based methods have already been tested in difficult
benchmarks, achieving competitive or even state-of-the art performance [128, 127, 153,
341]. Thus, our purpose here is not to compare the results of DCE with other global
optimization methods (e.g., simulated annealing, ant colony optimization, genetic
algorithms, etc.). Instead, we aim to compare DCE with the single-agent SACE
presented in [128] to investigate two issues. On one hand, we aim to see whether
splitting the computational load among multiple agents penalize the performance with
respect to a single agent that has the same sample-evaluation budget as the whole
network. On the other hand, we aim to check whether having multiple agents searching
cooperatively can enhance the exploration capabilities of the network (as a whole) and
be more robust against local maxima than the single-agent SACE algorithm.

The set of benchmark problems has been mainly taken from [152, 127], and includes a
collection of standard objective functions that are widely used in the global optimization
literature (see, e.g., [323, 322, 165, 37]) and representative of different challenges, like
severe multimodality, large plateaus, sharp peaks and input spaces ranging from 2

to 100 dimensions. The description of these functions is as follows (some of them
are illustrated in Figure 4.3 for their first two dimensions), where we use parenthesis
notation to denote the elements of a vector (e.g., x(m) and bm(j) denote the m-th and
j-th components of vectors x and bm, respectively):

1. Dejong 5th function (M = 2)

J1)(x) = −
[
0.002 +

25∑
j=1

1

j +
∑2

m=1(x(m)− bm(j))6

]−1

(4.197)

where b1 = [ -32, -16, 0, 16, 32, -32, -16, 0, 16, 32, -32, -16, 0, 16, 32, -32, -16, 0,
16, 32, -32, -16, 0, 16, 32 ]⊤ and b2 = [ -32, -32, -32, -32, -32, -16, -16, -16, -16,
-16, 0, 0, 0, 0, 0, 16, 16, 16, 16, 16, 32, 32, 32, 32, 32 ]⊤. This function has 24
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local maxima and one global maximum at x⋆ = [−32,−32]⊤ and optimal value
J1)(x⋆) ≈ −0.998.

2. Shekel function (M = 4)

J2)(x) = −
5∑

j=1

1

∥x− bj∥2 + c(j)
(4.198)

where b1 = [4, 4, 4, 4]⊤, b2 = [1, 1, 1, 1]⊤, b3 = [8, 8, 8, 8]⊤, b4 = [6, 6, 6, 6]⊤,
b5 = [3, 7, 3, 7]⊤, and c = [0.1, 0.2, 0.2, 0.4, 0.4]⊤. The solution is x⋆ ≈ [4, 4, 4, 4]⊤

and J2)(x⋆) ≈ 10.153.

3. Rosenbrock function (M = 10)

J3)(x) = −
M−1∑
m=1

100
(
x(m+ 1)− x(m)2

)2
+ (x(m)− 1)2 (4.199)

This function is unimodal, and the global minimum lies in a narrow, parabolic
valley. Although finding this valley is easy, its almost flat parabolic shape makes
convergence to the global minimum challenging. The solution is x⋆ = [1, 1, 1, 1]⊤

and J3)(x⋆) = 0.

4. Rastrigin function (M ∈ {30, 100})

J4)(x) = −10M −
M∑

m=1

x(m)2 − 10 cos(2πx(m)) (4.200)

This function has several local maxima, which are regularly distributed. The
solution is x⋆ = 0M and J4)(x⋆) = 0.

5. Zakharov function (M = 50)

J5)(x) = −
(

M∑
m=1

x(m)2

)
−
(

M∑
m=1

m0.5x(m)

)2

−
(

M∑
m=1

m0.5x(m)

)4

(4.201)

This function is also unimodal but plate shaped. The solution is x⋆ = 0M and
J5)(x⋆) = 0.

6. Ackley function (M ∈ {50, 100})

J6)(x) = 20e−0.2
√

1
M

∑M
m=1 x(m)2 + e

1
M

∑M
m=1 cos(2πx(m)) − 20− e (4.202)
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where e is the Euler’s number. This function is highly multimodal but most of
the local maxima are small and located around a much larger global maximum.
The solution is x⋆ = 0M and J6)(x⋆) = 0.

7. Levy function (M = 50)

J7)(x) = − sin2 (πb1)− (bM − 1)2
(
1 + sin2 (2πbM)

)
−

M−1∑
m=1

(bm − 1)2
(
1 + 10 sin2 (πbm + 1)

)
(4.203)

where bm = 1 + (x(m) − 1)/4, m = 1, . . . ,M . This function has multiple
local maxima, with sharp canyons and valleys. The solution is x⋆ = 1M and
J7)(x⋆) = 0.

8. Trigonometric function (M = 50)

J8)(x) = −1−
M∑

m=1

8 sin2
(
7(x(m)− 0.9)2

)
− 6 sin2

(
14(x(m)− 0.9)2

)
− (x(m)− 0.9)2 (4.204)

This function has several abrupt local peaks around the global maximum. The
solution is x⋆ = [0.9, . . . , 0.9]⊤ and J8)(x⋆) = −1.

9. Griewank function (M = 50)

J9)(x) =
M∏

m=1

cos

(
x(m)√
m

)
− 1

4000

M∑
m=1

x2(m)− 1 (4.205)

This function has many widespread local minima, which are regularly distributed.
The solution is x⋆ = 0M and J9)(x⋆) = 0.

10. Pinter function (M ∈ {50, 100})

J10)(x) =
M∑

m=1

−20m sin2 (x(m− 1) sin(x(m))− x(m) + sin(x(m+ 1)))

−m log10

(
1 +m

(
x2(m− 1)− 2x(m) + 3x(m+ 1)− cos(x(m)) + 1

)2)
−mx2(m) (4.206)
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where we artificially extended the dimensionality of the input vector with the
convention that x(0) = x(M) and x(M + 1) = x(1). The solution is x⋆ = 0M

and J10)(x⋆) = 0.

4.7.1 Split computational load vs. performance

In this first experiment, we compare the performance of SACE with DCE, using
the same parameters for both every DCE agent in the network and the single agent
performing SACE, with the exception that the networked agents draw Sk,i samples per
iteration each, and the SACE agent draws Si samples per iteration, such that

Sk,i = Si/N (4.207)

Si = floor
[
max

[
S0, i

1.01
]]

(4.208)

where we recall that N is the number of agents performing DCE, S0 is the initial
number of samples and floor[·] is the round-toward-negative-infinity operator. The idea
underlying (4.207) is to compare the performance of DCE and SACE with the same
total budget of function evaluations for both settings. Thus, the main goal with this
experiment is to show that we can split the computational load among all the agents
and still achieve performance similar to the centralized algorithm. We remark that
(4.208) satisfies Assumption 4.9 so that the sample quantile converges to a stationary
quantile. Note that by using an exponent of 1.01, the increment is slow though.

The parameters used in this first experiment are summarized in Table 4.1. We
have tried to use similar parameters for all objectives, with as little tuning as possible.
Nevertheless, it is clear that the percent of discarded samples (denoted q) is critical
for the performance and should take into account the shape of the function, although
the manner to accomplish this is not clear yet. The meaning of each column of the
heading row of Table 4.1 is as follows:

• M denotes the dimensionality of the objective.

• X is the search space at the first iteration, and [−50, 50]M =
∏M

m=1[−50, 50], i.e.,
a hyper-box with same length in every dimension.

• q (%) is the percent of discarded samples, i.e., each DCE agent takes floor [qSk,i/100])

elite samples for computing ηk,i in (4.71), while the SACE agent takes floor [qSi/100]

elite samples.

• ϵ is the slope parameter of the smooth indicator function (4.15).
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Figure 4.3 Illustration of the shape of some of the test objective functions for their
first two dimensions, x(1) and x(2).
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Table 4.1 Simulation parameters for each objective function.

Objective M X q(%) ϵ ρ S0 T Stotal

Shekel 4 [−50, 50]M 90 105 10−3 400 1000 6.1 · 105
Rosenbrock 10 [−50, 50]M 99 105 10−4 400 3000 4.93 · 106
Rastrigin 30 [−50, 50]M 90 105 10−9 400 1500 1.281 · 105
Zakharov 30 [−50, 50]M 90 105 10−9 400 1500 1.281 · 105
Ackley 50 [−50, 50]M 90 105 10−9 400 1500 1.281 · 105
Levy 50 [−50, 50]M 90 105 10−3 400 1000 6.1 · 105
Trigonometric 50 [−50, 50]M 75 105 10−3 400 2000 2.224 · 106
Griewank 50 [−50, 50]M 90 105 10−9 400 1000 6.1 · 105
Pinter 50 [−50, 50]M 90 105 10−9 400 1000 6.1 · 105

• ρ is some regularization noise added for convenience to avoid singular covariance
matrices when drawing samples and improve numerical stability for the batch of
simulations. Otherwise, if the algorithm converges to a very narrow distribution
before getting to the maximum number of iterations, the routine for drawing
samples from the multivariate Normal distribution can throw an exception. This is
especially relevant for DCE, since the agents can draw fewer samples per iteration
than the dimensionality of the objective. Nevertheless, since the accuracy of the
solution can be limited by the order of the regularization noise, we have included
this noise in the centralized too for the sake of fair comparison.

• S0 is the initial number of samples for the SACE agent. For each DCE agent,
the initial number of samples is given by: Sk,0 = floor [S0/N ].

• T is the maximum number of iterations, i.e., i = 0, . . . , T .

• Stotal ≜
∑T

i=0 Si is the total number of samples evaluated for each objective
function.

In addition, the step-size sequence in this and the following experiments is given by:

αi =
2

(i+ 100)0.501
(4.209)
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The network topology used in all simulations of this subsection is a regular graph of
N = 20 agents to show that large performance gains due to parallelization are possible.
We recall that a regular graph has the property that all agents have the same number of
neighbors [188]. Since N = 20, each DCE agent draws just Sk,0 = 400/20 = 20 samples
for the first iteration and remains taking Sk,i = Sk,0 = 20 samples for i = 0, . . . , 377

iterations. At iteration i = 1000, the agents draw Sk,1000 = 53 samples each, from which
each one only takes 5 elite samples for building its Monte Carlo estimates. These are
very low sample-sizes for building reliable Monte Carlo estimates for M ∈ {4, 10, 30, 50}.
Therefore, we have a clear tradeoff between the number of agents, N , which gives the
performance gain due to parallelization; the sample rejection ratio, γ, which should be
high to detect the elite samples; and the number of samples that each agent can use per
iteration, Sk,i, which should be high enough for modeling the posterior distribution.

In addition, the number of neighbors also influence the quality of the Monte Carlo
estimates, since by combining its neighbors’ estimates, each agent can reduce the
variance of its own estimate. A regular graph has the property that all agents have
the same number of neighbors. To get an idea of the influence of the degree in the
performance, we have run DCE in a set of networks, each one being a regular graph
with N = 20 agents and degree Nk = 2, . . . , 19. We have tested the performance
after convergence for the Trigonometric and Pinter functions, for two rejection ratio
γ ∈ {0.75, 0.9} (the rest of parameters are given by Table 4.1). Figure 4.4 shows
the worst-case (dashed red), average (solid black) and best-case (dotted blue) results
averaged over 30 independent trials for each point. We can see that there is a trend
such that the higher the degree, the more accurate results. In addition, the agents
achieve near optimal performance for Nk ∈ {5, . . . , 19}, which supports the conclusion
that DCE is robust for multiple degrees of connectivity. Based on these results, we
have chosen Nk = 8 for the rest of experiments.

Now, we proceed to discuss the main result of this section, which consists in showing
that the diffusion-form of cooperation embedded in the proposed DCE algorithm is able
to combine the local estimates in an effective manner that matches the performance of
the centralized solution. Figures 4.5–4.7 show the convergence of SACE (left column)
and DCE (right column) with simulation parameters listed in Table 4.1. The graphs
display the worst (solid top), average (dashed) and best (solid down) results over all
simulations. The green area represents the area between the best and worst cases.
For both SACE and DCE, the results in the figures have been averaged over 100

independent simulations in each case. In addition, for DCE, results have been averaged
over all agents. Table 4.2 summarizes the figures with the number of experiments
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Figure 4.4 Influence of the degree on the performance of DCE. We can see worst-case
(dashed red), average (solid black) and best-case (dotted blue) over 30 independent
trials for each neighborhood size.
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Table 4.2 Simulation results for SACE and DCE with simulation parameters listed in
Table 4.1. Results are in number of experiments over 100 where the convergence error
was less than ∆.

∆ SACE (%) DCE (%)

Shekel 10−3 100 100
Rosenbrock 3 · 10−3 100 100
Zakharov 10−7 100 100
Rastrigin 10−5 98 98
Ackley 10−4 91 100
Levy 10−3 100 100
Trigonometric 10−3 100 100
Griewank 10−7 100 100
Powell 10−7 100 100
Pinter 10−7 100 100

over 100 independent trials where the convergence error was less than some threshold
(denoted ∆); the results in the DCE column were averaged over all agents. We can see
that the results are practically equal for SACE and every agent running DCE, meaning
that the proposed algorithm is able to split the computational load among the N = 20

agents with no performance loss when tested over these objective functions. The only
cost is associated to within neighborhood communication cost, which scales with the
number of neighbors, rather than with the total number of agents. For Ackley (Figure
4.6-top), it seems that DCE even outperforms SACE. But the results of this table
are not statistically significant. In Section 4.7.2, we explore this possibility (of DCE
offering enhanced exploration with respect to SACE) further.

So far, we have avoided comparing the Dejong 5th function. The reason is that
this function is more sensitive to the accuracy of the local estimators than the other
objectives. Dejong 5th is very abrupt, with multiple peaks of local maxima that are
close to the global maximum value. We have observed that a very high sample rejection
ratio of about q = 99% is required to obtain high performance consistently. Since the
agents take only one percent of elite samples, we require larger number of samples per
iteration in order to build more reliable local Monte Carlo estimates.

Table 4.4 shows simulation results for Dejong 5th function, J1), for multiple initial
number of samples, S0 ∈ {400, 600, 800, 1000} and simulation parameters listed in
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Figure 4.5 Convergence of SACE (left column) and DCE (right column) with simulation
parameters listed in Table 4.1. The graphs display the worst (solid top), average (dashed)
and best (solid down) results among all trials (and all agents for DCE). Results have
been averaged over 200 independent trials (and over all agents for DCE) in each case.
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Figure 4.6 Continues Figure 4.5.
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Figure 4.7 Continues Figure 4.6.

Table 4.3 Simulation parameters for Dejong 5th.

Objective M X q(%) ϵ ρ T

Dejong 5th 2 [−50, 50]M 99 105 10−3 300

Table 4.3, after convergence of SACE and DCE with different network topologies. The
results are displayed as the percentage of trials that converged to an error smaller
than ∆ = 10−8. First row includes results averaged over 200 independent trials for
SACE algorithm. Second row, shows average results for N = 10 agents running DCE
over 4 random Euclidean graphs with average degree 4 (i.e., 1

10

∑10
k=1Nk = 4); we have

repeated 50 independent trials for each graph, adding up to 200 trials in total. Third
row, includes results for a set of N = 20 connected with a regular graph of degree
Nk = 8 (for all k = 1, . . . , 20), averaged over 200 independent trials. For S0 = 400,
we can see that even SACE cannot achieve perfect performance. For N = 10, each
agent has Sk,0 = 40 samples, so that rejecting the 99% is not possible. In practice,
at most, each agent can only reject 97.5% (39 out of 40) samples. For N = 20 the
situation is worse, having an effective 95% rejection ratio (19 out of 20). By increasing
the number of samples per iteration, we see that the effective q grows and the DCE
agents eventually match the SACE performance. In addition, we have observed that
when the agents failed to converge to the optimal solution, the DCE algorithm took
longer to converge.
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Table 4.4 Percentage of trials that converged to an error smaller than ∆ = 10−8 for
SACE and DCE (with multiple topologies) for Dejong 5th function, J1), and for multiple
number of initial samples, S0. Results have been averaged over 200 independent trials
with simulation parameters listed in Table 4.3.

S0 = 400 S0 = 600 S0 = 800 S0 = 1000
SACE 98.5% 100% 100% 100%
DCE N = 10 68.5% 92.5% 100% 100%
DCE N = 20 1.5% 62.5% 92% 99%

4.7.2 Enhanced exploration of DCE

In Chapter 3, we have seen that a set of networked agents can use a distributed
algorithm to fuse their learning experience in a form that increased their exploratory
capabilities, even beyond the original single-agent algorithm. For instance, recall
from (3.135) that the agents were able to approximate the on-policy solution, while a
single-agent could not. Similar to previous chapter, we are interested in testing whether
the DCE agents have novel exploratory capabilities, not present in the SACE agent.

One main challenge for particle-filter algorithms, in general, is dealing with high
dimensional distributions, since the number of samples required to approximate the
distributions grow exponentially with the dimensionality (see, e.g., [149, 233, 33, 77] for
recent discussions on this problem). Fortunately, we have seen that for our optimization
setting, using a stochastic approximation to smooth the posterior update turns to be
an effective approach for surmounting this problem. Nevertheless, we assume that
there might be a limit for the effectiveness of such approach.

In this section, we test the behavior of SACE and DCE for Ackley, Rastrigin and
Pinter objective functions, when M = 100 (the rest of simulation parameters are listed
in Table 4.5). We could see in Table 4.2 that SACE was not able to achieve the desired
performance threshold in 100% of the cases for Rastrigin and Ackley functions, so that
we aim to perform more extensive tests with these two functions. In addition, we have
included the Pinter function in this experiment since it has been typically considered
one of the most difficult objectives for large M (e.g., references [127, 128, 130, 341]
only considered M equal to 20 or 50). We have chosen a regular graph of N = 80

agents with degree Nk = 25 (for all k = 1, . . . , 80).
Figure 4.8 and Table 4.6 show the results of this experiment. For Rastrigin function,

SACE performs badly, being able to achieve an error smaller than ∆ = 10−3 in just
2.5% of the trials; DCE does not perform well either, but it outperforms SACE, being
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Table 4.5 Simulation parameters for M = 100-dimensional problems.

Objective M X q(%) ϵ ρ S0 T Stotal

Rastrigin 100 [−50, 50]M 90 105 10−9 1000 1700 2.02 · 106
Ackley 100 [−50, 50]M 90 105 10−9 1000 2000 2.67 · 106
Pinter 100 [−50, 50]M 90 105 10−9 1000 1000 106

Table 4.6 Percentage of trials that converged to an error smaller than ∆ = 10−3 for
SACE and DCE for M = 100-dimensional problems. Results have been averaged over
200 independent trials with simulation parameters listed in Table 4.5.

SACE DCE Difference 95% CI
Rastrigin 2.5% 20.13% 17.63 11.67–23.59
Ackley 80% 100% 20 14.46–25.54
Pinter 100% 100% 0 –

able to achieve the desired accuracy in 20.13% of the trials. Interestingly, we have
observed that when SACE converges to the global solution, it does faster than DCE,
achieving a lower minimum error of 10−6; while DCE achieves 10−3 more consistently.
For Ackley function, although SACE performs well in 80% of the cases, it is again
outperformed by DCE, which achieves a 100% success. For Pinter function, both
algorithms are able to achieve 100% success. Again, we observe that SACE converges
to a smaller error, but in this case it seems a matter of convergence rate, being SACE
faster than DCE (it is known that centralized stochastic gradient descent converge
faster than diffusion-based gradient descent with constant step-size for strongly convex
problems [246], so we may be observing a similar effect here). Results have been
averaged over 200 independent trials and we can conclude that are statistical significant
(see, e.g., [191, Sec. 9.3]).

The results discussed in this section seem very promising and support the idea
that DCE is able to perform well even when SACE is not. We conjecture that this
improvement is due to better exploratory capabilities of DCE. We provide some
arguments supporting such idea in the following section.
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Figure 4.8 Convergence for M -dimensional Rastrigin, Ackley and Pinter functions.
Similar to Figures 4.5–4.7, the graphs display the worst (solid top), average (dashed)
and best (solid down) results among all trials (and all agents for DCE). Results have
been averaged over 200 independent trials in each case. For DCE, results have been
also averaged over all agents.
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4.8 Discussion on the robustness of DCE

In numerical experiments of Section 4.7.2, we have seen that DCE is able to outperform
SACE when the problem dimensionality grows. In particular, we have observed that
DCE is more robust against local maximum. In this section we provide some arguments
supporting the idea that this is actually the expected behavior. We approach the
comparison from two points of view: i) explaining the origin of the Monte Carlo
approximation error and ii) looking at the algorithms as performing stochastic gradient
ascent.

4.8.1 Monte Carlo approximation error

Consider a scenario where a network of N agents perform DCE and each agent evaluates
Sk,i samples at each iteration i. Consider also another scenario where a single agent
performing DCE evaluates Si =

∑N
k=1 Sk,i samples at each iteration. From Lemma

4.1, we know that the sample quantile of both the single agent and the network will
converge to the true quantile of their respective asymptotic distributions of output
values resulting from evaluating candidate solutions drawn from some asymptotic
sampling distribution. In the single agent case, the sampling distribution will follow a
single path before concentrating its density on some region. This path depends on the
initial statistics θ0 and on the Monte Carlo noise. Now consider that the network of
agents is initialized with a different θk,0 each. Then, the agents will follow different
paths each before convergence to the same asymptotic sampling distribution. Thus,
the agents will be able to sample from different regions of the solution space—think in
a multimodal distribution, as opposed to the unimodal single-agent distribution—being
more likely that they approximate the true quantile.

4.8.2 Gradient ascent on the space of distributions

The DCE algorithm offers three important features for nonconvex optimization, namely
i) sequence of subproblems with increasing difficulty, ii) swarm exploration and iii)
enhanced robustness against sample noise.

The first feature is inherited from the single-agent algorithm introduced by [128].
Note that (4.60a)–(4.60b) performs a stochastic approximation in the space of sufficient
statistics. If the sampling distribution is initialized with high variance, we are averaging
over a large portion of the search space, hence, the model-based objective, Efw [J(x)],
will be almost flat. The smaller the variance of the sampling distribution, the less
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smoothing of the objective. Hence, by assigning a small step-size αi to the filter update,
the real shape of the deterministic objective J will be slowly revealed, giving time to
the estimates to ascend through its envelope, avoiding local peaks (see Figure 4.9). In
other words, the Cross Entropy method solves a sequence of subproblems that result
from smoothing the objective with a sequence of sampling distributions. It starts from
a smooth, with very few extrema subproblem, for which it is easy to find the region
around its global maximum (under some conditions, large smoothing leads to a convex
function [171]). Then, the optimum of each subproblem is used as starting point of
the next subproblem. We find this property very related to continuation or graduated
optimization methods [119, 194].
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Figure 4.9 Original vs. model-based domain. The left side shows the Garland function
J(x), which has multiple extrema such that algorithm prone to get trapped in local
minima. The right side shows the model-based function Efw [J(x)] for a Normal
surrogate sampling distribution fw(·) = N (·;µ, σ2). Note that the bigger the variance,
the smoother the mode-based objective.

The second feature is the enhanced exploration capabilities of a swarm of agents.
Local search algorithms (e.g., SPSA [267, Ch. 7], [99] or simulated annealing [267,
Ch. 8]) usually get stuck in a local optimum when applied to nonconvex problems,
especially when their parameters are tuned for fast convergence. A common approach
to escape from a local optimum is to restart the algorithm when no improvement is
observed [183], starting every time from a different initial condition. Another approach
is to start multiple instances of the local search algorithm and allocate computational
resources (e.g., number of samples evaluated) to the instances depending on their
behavior [112, 126]. DCE proposes a novel approach, where each agent starts at a
different initial condition and run an instance of the local search algorithm, then the



186 Distributed Cross-Entropy method for black-box global optimization

multiple instances are combined at every iteration in a manner that allows them to
explore the solution space efficiently.

In order to understand this form of swarm exploration, let us think first in a single
agent maximizing the deterministic objective J with gradient ascent. Suppose J is
multi-extremal with a set of C local maxima

{
xlocc

}C
c=1

, such that

∇wJ(x
loc
c ) = 0, c = 1, . . . , C (4.210)

Introduce the attracting region of a local maximum, as the connected set that contains
such local maximum as unique critical point (it includes neither saddle points, nor any
other extrema). Let Ac be the attracting region of xlocc . Then, we have

xlocc = argmax
x∈Ac

J(x) (4.211)

Depending on the initial condition, each agent will lie in one of these attracting regions,
and will converge to the local maximum without being able to explore any point beyond
the attractive region. Indeed, this situation is equivalent to the agent maximizing an
objective, J loc

c (x), given by

J loc
c (x) =

J(x) if x ∈ Ac

−∞ otherwise
(4.212)

such that xlocc is the global maximum:

xlocc = argmax
x∈X

J loc
c (x) (4.213)

and such that J loc
c (x) = J(x) if x ∈ Ac and J loc

c (x′) < J loc(x) ∀x′ ∈ X \ Ac, ∀x ∈ Ac.
Now, consider a network of agents, each one seeking to minimize its own strongly

convex objective, with different solution each. Reference [57] showed that when the
agents run a diffusion gradient descent algorithm, under some conditions, they will find
the point that optimizes the weighted sum of their objectives, with weights given by the
left eigenvector of the combination matrix A associated with its unique unit eigenvalue.
Our case is a-priori different from the problem studied by [57], since all agents aim
to optimize a nonconvex objective. Depending on their initial conditions, the local
adaptation step (4.60a) will push each agent toward its own local maximum. Thus,
similar to (4.213), when, at time i, one agent k is attracted by some maximum, we can
think that it is maximizing its own quasiconcave objective function J loc

k,i (x) with global
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maximum xlock,i (we remark that these local objectives are actually equal to the objective
in the attractive regions where they are defined). However, the diffusion step (4.60b)
will pull each agent toward a combination of its neighbors’ ascent directions. Hence,
we can say that the network aims to solve the following multi-objective optimization
problem:

maximize
x∈X

(
J loc
1,i (x), . . . , J

loc
N,i(x)

)
(4.214)

Suppose that the locally attractive objectives, J loc
k,i (x), are strongly concave. Hence, we

can use the result from [57] to state that the agents will maximize the weighted sum of
their objectives:

maximize
x∈X

N∑
k=1

τkJ
loc
k,i (x) (4.215)

where τ = (τk)
N
k=1 is the weight vector such that C⊤τ = τ . Problem (4.215) is the

scalarization of the multi-objective problem (4.214). Therefore, the solution to (4.215)
is a Pareto optimal point for (4.214) (see, e.g., [48, Ch. 4.7]). This means that the
agents will converge to a Pareto optimal point of their local objectives, being able to
escape from their attractive local maxima. Note also that when some agent escapes
from its local maximum, it will likely enter into the attracting region of another
maximum. In other words, each agent’s attracting local maximum changes with time.
Moreover, they can find new local maxima that were not in their initial attractive
regions. Indeed, we have observed in numerical experiments (see Section 4.7) that
DCE achieves the global maximum more consistently than a (centralized) single-agent
algorithm that takes as many samples per iteration as the whole network of agents
(i.e., Scent,i =

∑N
k=1 Sk,i).

The third feature consists in being more robust against Monte Carlo noise. Even
though the agents perform the Robbins-Monro update (4.60a) locally (without ex-
changing any data), and estimates are only exchanged among neighbors during the
combination step (4.60b), the information is diffused in a manner that allows them to
learn from every other agent in the network. In particular, in Section 4.6, we show
conditions for the agents to asymptotically approximate (4.55).



188 Distributed Cross-Entropy method for black-box global optimization

4.9 Conclusion and Future Work

We have introduced a diffusion-based CE algorithm where a network of agents cooperate
for optimizing an unknown nonconvex function. We developed a detailed convergence
analysis, showing convergence of the distributed smoothed Bayesian update to the
optimal distribution, and providing conditions that ensure almost sure convergence
of DCE. Numerical experiments have shown that the diffusion-form of cooperation
embedded in the proposed DCE algorithm is usually able to combine the local estimates
in an effective manner that matches—and sometimes even improve—the performance
of the centralized solution.

We could use the DCE for policy search in the space of parametric policies. In
particular it would be interesting to seek the policy parameter from a single stream of
experience, using the distributed off-policy DGTD algorithm presented in Chapter 3.
The idea would consist in having a network of DCE agents searching the parameter in
the policy space that maximizes the value function, such that each DCE agent has to
evaluate multiple policies. Then, we could connected a network of DGTD agents to
each DCE agent, in two different layers, such that each DGTD network evaluates the
policy parameters required by its corresponding DCE agent.

We have argued that the robustness against local maximum is caused by some
enhanced exploratory capabilities of the networked solution, not present in the single-
agent case. Nevertheless, it would be desirable to guide the agents towards the most
promising regions. For a strongly connected topology and a given τ , it is possible
to build a matrix C such that C⊤τ = τ . It would be interesting to find a sequence
of meaningful weight vectors {τi}∞i=1 that effectively guide the agents to the higher
maximum.

Our analysis shows that the ideal BFO converges to a distribution that satisfies (4.6).
It turns out that there may be several (or even infinite) of such optimal distributions.
It would be interesting to study if searching for a particular solution could be beneficial.
For instance: Could searching for a high variance optimal distribution benefit the
exploration stage? Could a low variance distribution improve convergence rate? Which
regularization should be included in each case? Responding these questions could lead
to new variants of the DCE algorithm, hopefully with improved performance.

In addition, there are several techniques that improve the performance of vanilla
stochastic gradient descent, like acceleration and momentum (see, e.g., [204, 230, 44] or
adaptive step-size (see, e.g.., [83, 146]). It would be interesting to try these techniques
in our simple damping scheme.
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We believe the connection of DCE and, more generally the particle filter optimization
framework with graduated optimization is novel and should be explored further. In
particular, strong theoretical guarantees (e.g., finite time performance bounds) have
been obtained for graduated optimization methods [194, 119], and similar ideas could
be useful for Cross Entropy.

This chapter finishes our journey on cooperative algorithms.





Chapter 5

Dynamic potential games with
constraints

5.1 Introduction

Game theory is a field of mathematics that studies conflict and cooperation between
intelligent decision makers (also known as players or more generally as agents) when
the strategies followed by the agents influence each other (see, e.g., [113] and references
therein). It has become a useful tool for modeling many engineering problems. In
particular, we are interested in communication and networking problems, such as
power control and resource sharing (see, e.g.,[257]). wherein the decision made by any
individual user affect others’ performance. However, one main assumption of classic
game theory is that the users operate in a static environment, which is not influenced
by the users’ actions. This assumption is unrealistic in many communication and
networking problems. For instance, wireless devices have to maximize throughput
while facing time-varying fading channels, and mobile devices may have to control their
transmitter power while saving their battery level. These time-varying scenarios can
be better modeled by dynamic games.

In a noncooperative dynamic game, the agents compete in a time-varying environ-
ment, which we assume can be characterized by a discrete-time dynamical system
equipped with a set of states and a state-transition equation. These state-transitions
can be deterministic or stochastic. Each agent has its reward function, which depends
on the current state of the system and the agents’ current actions. Both the state
and action sets might be subject to constraints, which is an important feature, since
constraints are ubiquity in real physical systems; for instance, in wireless communica-
tions, the battery (state) must be non-negative and the maximum transmitter power
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(action) is upper-bounded. Moreover, constraints could be coupled among players;
for instance, in networking, the users aim to maximize their own throughput, but
the sum of all the data from all users that flow through a router cannot exceed the
maximum capacity allowed by such router. We consider the general case wherein
rewards, state-transition function and constraints can be nonstationary. A dynamic
game starts at an initial state. Then, the agents take some action, based on the current
state of the game, and receive some reward values. Then, the game moves to another
state. This sequence of state-transitions is repeated at every time step over a (possibly)
infinite time horizon. We consider the case in which the aim of each agent is to find the
strategy (i.e., sequence of actions that could depend on time or on the system state)
that maximizes its long term cumulative reward, given other agents’ strategies. Thus,
a game can be represented as a set of coupled optimal-control-problems (OCPs). In
other words, an infinite-horizon dynamic game can be seen as a multiobjective OCP,
which is difficult to solve in general.

Fortunately, there is a class of dynamic games, named dynamic potential games
(DPGs), that can be efficiently solved through a related OCP. Thus, the benefit of a
DPG is that solving a single OCP is generally simpler than solving a set of coupled
OCPs (see [122] for a recent survey on DPGs). In other words, the potentiality condition
of DPGs allows us to solve the multiobjective OCP through a related single-objective
OCP.

The pioneering work in the field of DPGs is that of [68], later extended by [69]
and [70]. There have been two main approaches to study DPGs: the Euler-Lagrange
equations and the Pontryagin’s maximum (or minimum) principle. Recent analysis by
[122] and [105] used the Euler-Lagrange with DPGs in its reduced form, that is when it
is possible to isolate the action from the state-transition equation, so that the action is
expressed as a function of the current and future (i.e., after transition) states. Consider,
for example, that the future state is linear in the current action; then, it is easy to
invert the state-transition function and rewrite the problem in reduced form, with the
action expressed as a linear function of the current and future states. However, in many
cases, it is not possible to find such reduced form of the game (i.e., we cannot isolate
the action) because the state-transition function is not invertible (e.g., when the state
transition function is quadratic in the action variable). The more general case of DPGs
in nonreduced form was studied with the Pontryagin’s maximum principle approach
by [69] and [81] for discrete and continuous time models, respectively. However, in all
these studies [122, 68–70, 105, 81], the games have been analyzed without explicitly
considering constraints for the state and action sets.
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Other works that consider potential games with state-dynamics include [181, 163,
164]. However, these references study the myopic problem in which the agents aim to
maximize their immediate reward. This is different from DPGs, where the agents aim
to maximize their long term reward.

OCPs are usually analyzed from two different approaches: open loop (OL) or closed
loop (CL). In the OL analysis, we seek an optimal sequence of actions that will be
executed in order without any feedback, i.e., the action is a function of time. In a
CL approach, we seek a mapping from states to actions, which we refer as feedback
policy or simply policy, and the optimal action is obtained as a function of the current
state. For deterministic systems, both OL and CL solutions can be optimal. But for
stochastic systems, any OL precomputed sequence of actions is unlikely to be optimal.
Thus, CL are usually preferred over OL solutions.

For dynamic games, the situation is more involved even for deterministic systems,
since OL and CL refer to the information available to the agents for making their
decisions (see, e.g., [15]). In an OL dynamic game, agents’ strategies depend on time
only, so that they compete with predefined action sequences to obtain an equilibrium
trajectory in the state-reward space, so that no agent has incentive to change its
action sequence unilaterally. In a CL dynamic game, agents’ strategies depend on the
current state variable, so that they have to consider how their opponents would react
to deviations from the equilibrium trajectory that they have followed so far, i.e., a CL
equilibrium can be seen as a tree of trajectories. Hence, the sets of OL and CL Nash
equilibria are generally different even for deterministic systems (see, e.g., [156, 93, 317]).
The OL analysis of dynamic games has, in general, more tractable analysis than the
CL analysis. Indeed, there are only few CL known solutions for simple games, such as
the fish war example presented in [4], oligopolistic Cournot games [78] or quadratic
games [156].

The main theoretical contribution of this chapter is to analyze deterministic and
stochastic DPGs with constrained state-action sets. We start by an OL analysis of
deterministic DPG, then we extend the OL results to stochastic DPG and, finally,
we provide a simplified CL analysis of stochastic DPG, where we assume that the
CL strategies can be expressed as smooth functions of some parameter that lies in a
finite-dimensional real vector space. Up to the best of our knowledge, this is the first
time that a practical method is proposed to approximate CL equilibrium in potential
games with continuous state-action sets. The key idea underlying these analysis is to
apply the Euler-Lagrange equation to the Lagrangian (as it is customary in the OCPs
literature [242]), rather than to the reward function (as done by earlier works [122]
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and [105]). Using the Lagrangian, we can formulate the optimality condition in the
general nonreduced form (i.e., it is not necessary to isolate the action in the transition
equation). In addition, we establish the existence of a suitable conservative vector
field as an easily verifiable condition for a dynamic game to be of the potential type.
This is an extension of the conditions established for static games by [264] and [196].
We remark the importance of dealing with constraints, as they are required for many
applications (e.g., in a network flow problem, the aggregated throughput of multiple
users is bounded by the maximum link capacity; or in cognitive radio, the aggregated
power of all secondary users is bounded by the maximum interference allowed by the
primary users). We also remark the relevance of including a CL analysis, since CL
policies can yield optimal performance in stochastic settings.

The second main contribution of this chapter is to show that the proposed framework
can be applied to several communication and networking problems in a unified manner.
We present four examples with increasing complexity level. First, we propose an
optimal network flow problem, in which there are two levels of relay nodes equipped
with finite batteries. The users aim to maximize their flow while optimizing the use
of the relay batteries. This problem illustrates that, when the reward functions have
some separable form, it is straightforward to establish that the problem is a DPG.
However, the analytical solution for this problem is unknown and we have to solve it
numerically. It turns out that, since all batteries will eventually deplete, the game will
get stuck in this depletion-state. Hence, we can approximate the infinite-horizon OCP
by an effective finite-horizon problem, which simplifies the numerical computation. The
second example is an uplink multiple access channel wherein the users’ devices are also
equipped with batteries (this example was introduced by reference [334]). Again, the
simple—but more realistic—extension of battery-usage optimization makes the game
dynamic. In this example, instead of rewriting the reward functions in a separable
form, we perform a general analysis to establish that the problem is a DPG. The third
example studies two decentralized scheduling problems: proportional fair and equal rate
scheduling, where multiple users share a time-varying channel. This example shows how
to use the proposed framework in its most general form: the problems are nonconcave
and nonstationary, with state-transition equation changing with time; and there is no
reason that justifies a finite horizon approximation of the problem, so we have to use
optimal control methods (e.g., dynamic programming) to solve it numerically.

The outline of this chapter is as follows. Sec. 5.2 introduces the problem setting
for dynamic games, its solution concept and the assumptions on which we base our
analysis. Sec. 5.3 reviews deterministic static potential games together with the
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instrumental notion of conservative vector field. Sec. 5.4 provides sufficient conditions
for a deterministic dynamic game with constrained state and action sets to be a DPG,
and shows that an OL solution of a DPG can be found through a related OCP. Sec. 5.5
extend the OL analysis to the more general case of stochastic DPGs. Sec. 5.6 extends
the methodology to the CL analysis of stochastic DPGs, when the state-dependent
policies are smooth parametric functions of a finite dimensional parameter vector.
Sections 5.7–5.9 deal with application examples, the methods for solving them, and
some illustrative simulations. Section 5.10 shows that, once we have found an equivalent
OCP, we can learn a CL Nash equilibrium from interaction with the environment,
without prior knowledge of the model, using reinforcement learning methods. Sec. 5.11
provides some conclusions.

Publications. The results of this chapter were included in [333, 303, 300].
Notation. We use similar notation to Chapter 3 to indicate states, actions, rewards

and policies, which is different from Chapter 4.

5.2 Problem setting

Let the set of agents be denoted by

N ≜ {1, . . . , N} (5.1)

In this chapter we assume that the set of states is a subset of a real vector space.
Hence, we find convenient to slightly change notation with respect to Chapter 3. In
particular, let X ⊆ RS denote the set of states of the game, where S denotes now
the dimensionality of the state set. Note that dimensionality of the state set can be
different from the number of agents (i.e., S ̸= N). Let xi denote the state-vector of
the game at every time step i, with components xi(s):

xi ≜ (xi(1), . . . , xi(S)) ∈ X (5.2)

Every agent k ∈ N can be influenced by a subset of states Xk ⊆ X only. In particular,
we assume that the partition of the state space among agents is done in the component
domain. We define Xk ⊆ {1, . . . , S} as the subset of indexes of state-vector components
that influence agent k. Then, the state-vector for agent k at time i is given by:

xk,i ≜ (xi(m))m∈Xk
∈ Xk (5.3)
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This generality allows for games in which multiple agents are affected by some common
components of the state vector (e.g., when they share a common resource), and includes
the extreme cases where they share all components and when no components are shared.
Let Sk ≜ |Xk| denote the number of components of xk,i. We also introduce x−k,i as the
vector of components that do not influence agent k, which lies in some subset X−k ⊂ X:

x−k,i ≜ (xi(l))l /∈Xk
∈ X−k (5.4)

Let Ak ⊆ RAk stand for the actions of agent k. Let A ≜
∏

k∈N Ak denote the set of
actions of all agents, such that A ⊆ RA, where A =

∑
k∈N Ak. We write ak,i ∈ Ak the

action variable of agent k at time i, with components ak,i(n):

ak,i ≜ (ak,i(1), . . . , ak,i(Ak)) ∈ Ak (5.5)

Thus, the vector that contains the actions of all agents is given by

ai ≜ (a1,i, . . . , aN,i) ∈ A (5.6)

We also define the vector of all agents’ actions except that of agent k:

a−k,i ≜ (a1,i, . . . , ak−1,i, ak+1,i, . . . , aN,i) ∈ A−k ≜
∏

j∈N , j ̸=k

Aj (5.7)

Hence, by slightly abusing notation, we can rewrite:

ai = (ak,i, a−k,i) (5.8)

The state transitions can be either deterministic or stochastic. For simplicity, we
only consider the deterministic case in this section, and we leave the stochastic case
for Sections 5.5 and 5.6. Thus, we consider that the state transitions are determined
by some function f : X× A×N→ X, such that the nonstationary dynamic equation of
the game is

xi+1 = f(xi, ai, i) (5.9)

which can be split among components:

xi+1(s) = fs(xi, ai, i), s = 1, . . . , S (5.10)
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such that

f = (fs)
S
s=1 (5.11)

Note that we are assuming that the transition to state xi+1 depends only on the
current state-action pair (xi, ai), rather than on the whole history of state-action pairs
{(x0, a0), . . . (xi, ai)}. We remark that f corresponds to a nonreduced form, so that
there may be no function φ such that

ai = φ(xi, xi+1, i) (5.12)

We include a vector of C nonstationary constraints g ≜ (gc)Cc=1, as it is required for
many applications, and define the constraint sets for i = 0:

C0 ≜ A ∩ {a0 : g(x0, a0, 0) ≤ 0} (5.13)

and for i = 1, . . . ,∞:

Ci ≜
{
{X ∩ {xi : xi = f(xi−1, ai−1, i− 1)}} × A

}
∩ {(xi, ai) : g(xi, ai, i) ≤ 0} (5.14)

Every agent k has its own nonstationary reward function rk : Xk × A × N → R,
such that, at every time i, it receives a reward value equal to: rk(xk,i, ak,i, a−k,i, i).
The aim of every agent is to find the sequence of actions {ak,0, . . . , ak,i, . . .} that
maximizes its long term cumulative reward, given the sequence of other agents’ actions
{a−k,0, . . . , a−k,i, . . .}. Note that this is an OL approach to the game. Thus, a discrete-
time infinite-horizon noncooperative nonstationary dynamic game can be represented
as a set of N coupled OCPs:

G1 : ∀k ∈ N
maximize

{ak,i}∈
∏∞

i=0 Ak

∞∑
i=0

γirk(xk,i, ak,i, a−k,i, i)

s.t. xi+1 = f(xi, ai, i), x0 given

g(xi, ai, i) ≤ 0

(5.15)

where 0 < γ < 1 is the discount factor that bounds the cumulative reward (for simplicity,
we define the same γ for every agent). We say that game (5.15) is infinite-horizon
because the reward is accumulated over infinite time steps. Note that, since the agents
can share state-vector components, the constraints may affect every agent’s feasible
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Agent 1

Environment

Agent Agent 

Figure 5.1 Open loop dynamic games. All agents operate in the same environment and
influence each other. The problem can be seen as a multiobjective optimal control
problem with coupled constraints.

region. In Section 5.5, we consider the stochastic extension of (5.15), in which both the
state transitions and rewards are random variables; but let us focus on the deterministic
case for now.

The set of N coupled OCPs described by game (5.15) can be seen as a multiobjective
variational problem, where the adjective variational refers to the fact that the strategies
that we are seeking are functions of time (in the CL analysis, the strategies will be
also functions but they depend on the system state rather than on time). As discussed
in Sec. 3.6.2, most multiobjective problems have no optimal solution and other
solution concepts are needed. The Pareto optimal solutions described in Chapter
3, Definitions 3.2–3.3, establish a tradeoff between the weight given to each agent’s
individual objective. This tradeoff implies some form of agreement or cooperation
among the agents in the sense that they have to accept that the weight given to their
objectives is less than one. However, when the agents compete among them and are
unwilling to establish any tradeoff, other solution concepts are required. In this chapter,
the solution concept of game (5.15) in which we are interested is the Nash Equilibrium
(NE) of the game.

Definition 5.1 (Open Loop Nash Equilibrium). An open-loop Nash-equilibrium (OL-
NE) of (5.15) is a sequence of actions {a⋆i }∞i=0 and its induced state trajectory {x⋆i }∞i=0

that satisfy the following condition for a given x0 ∈ X and for every agent k ∈ N :

∞∑
i=0

γirk
(
x⋆k,i, a

⋆
k,i, a

⋆
−k,i, i

)
≥

∞∑
i=0

γirk
(
xk,i, ak,i, a

⋆
−k,i, i

)
∀ak,0 ∈ Ak : (ak,0, a

⋆
−k,0) ∈ C0, ∀ak,i ∈ Ak : (xi, (ak,i, a

⋆
−k,i)) ∈ Ci (5.16)
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We consider the following assumptions:

Assumption 5.1. The reward functions rk are twice continuously differentiable in
X× A, ∀k ∈ N .

Assumption 5.2. The state and action sets, X and A, are open and convex.

Assumption 5.3. The state-transition function f and the constraints g are continu-
ously differentiable in X× A and satisfy some regularity conditions.

In general, finding an NE of game (5.15) is a difficult task because the reward
functions, dynamic equation and constraints of each individual OCP are coupled among
agents. However, when (5.15) is a DPG, we can solve it through a related OCP—as
opposed to a set of coupled OCPs. We use Assumptions 5.1 and 5.2 to obtain a verifiable
condition for problem (5.15) to be a DPG. Assumption 5.3 is required to introduce the
conditions that guarantee equivalence between the solution of the OCP and an NE of
the original DPG. In particular, since we derive the KKT optimality conditions for
both problems (namely the DPG and the OCP), some regularity conditions (such as
Slater’s, the linear independence of gradients or the Mangasarian-Fromovitz constraint
qualifications) are required to ensure that the KKT conditions hold at the optimal
points and that feasible dual variables exist (see, e.g., [26, Sec. 3.3.5], [311]). Finally,
we introduce one further assumption in Sec. 5.4 to ensure existence of a solution to
the OCP and, hence, existence of an NE of the DPG.

This connection between DPGs and single OCPs generalizes the well studied but
simpler case of static potential games [264, 196], which is reviewed in the following
section.

5.3 Overview of static potential games

Static games are a simplified version of dynamic games in the sense that there are
neither states, nor system dynamics. The aim of each agent k, given other agents’
actions a−k, is to choose an action ak ∈ Ak that maximizes its reward function:

G2 : ∀k ∈ N
maximize

ak∈Ak

rk(ak, a−k)

s.t. g(a) ≤ 0
(5.17)

where (similar to dynamic games but removing the time-dependence subscript) ak ≜
(ak(ℓ))

Ak

l=1 ∈ Ak ⊆ RAk refers to the action of agent k, and a−k ≜ (aj)j∈N :j ̸=k is the
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vector of actions of the rest of agents; such that a ≜ (ak, a−k) ∈ A denotes the vector
of all agents’ actions.

In general, finding or even characterizing the set of equilibrium points (e.g., in
terms of existence or uniqueness) of problem (5.17) is difficult. Fortunately, there are
particular cases of this problem for which the analysis is greatly simplified. Potential
games is one of these cases.

Definition 5.2. Let Assumptions 5.1–5.2 hold. Then, problem (5.17) is called an
exact (static) potential game if there is a function J : A→ R, named a potential, that
satisfies the following condition for every agent [196]:

rk(ak, a−k)− rk(a′k, a−k) = J(ak, a−k)− J(a′k, a−k)

∀ak, a′k ∈ Ak, ∀a−k ∈ A−k, ∀k ∈ N (5.18)

Definition 5.2 means that there exists some potential function, J , shared by all
players, such that if some player k changes its action unilaterally, the change in its
reward rk equals the change in J .

Under Assumptions 5.1–5.2, it can be shown (see, e.g., [196, Lemma 4.4]) that a
necessary and sufficient condition for a static game to be potential is the following:

∇akrk(a) = ∇akJ(a), ∀k ∈ N (5.19)

where ∇ is the gradient.
We can gain insight on potential games by relating (5.19) to the concept of conser-

vative vector field. The following lemma will be useful to this end.

Lemma 5.1. Let F (a) = (F1(a), . . . , FN(a)) be a vector field with continuous deriva-
tives defined over an open convex set A ⊆ RA. The following conditions on F are
equivalent:

1. There exists a scalar potential function J(a) such that F (a) = ∇J(a).

2. The partial derivatives satisfy

∂Fk(a)

∂aj
=
∂Fj(a)

∂ak
, ∀a ∈ A, k, j = 1, . . . , N (5.20)

3. Let u be a fixed point of A. For any piecewise smooth path ξ joining a with u, we
have J(a) =

∫ a

u
F (ξ) · dξ.
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A vector field satisfying these conditions is called conservative.

Proof: See, e.g., [6, Theorems 10.4, 10.5 and 10.9].
Let us define a vector field with components the partial derivatives of the agents’

reward functions:

F (a) ≜ (∇a1r1(a), . . . ,∇aN rN(a)) (5.21)

Let us rewrite (5.21) as the gradient of some function J , i.e., F (a) = ∇aJ(a), so that
Lemma 5.1.1 holds. Then, we have that

∇akrk(a) = ∇akJ(a), ∀k ∈ N (5.22)

Note that this is exactly the condition given by (5.19). It follows from Lemma 5.1.2
that a necessary, sufficient and also easily verifiable condition for game (5.17) to be a
static potential game is given by:

∂2rk(a)

∂aj∂ak
=
∂2rj(a)

∂ak∂aj
, ∀k, j ∈ N (5.23)

Finally, Lemma 5.1.3 is useful since we can find a potential function J by solving the
line integral of the field:

J(a) =

∫ 1

0

N∑
k=1

Ak∑
ℓ=1

∂rk (ξk(z), a−k))

∂ak(ℓ)

dξk(z)

dz
dz (5.24)

where ξ ≜ (ξk)k∈N is a piecewise smooth path in A that connects the initial and final
conditions, ξ(0) and ξ(1) = a, respectively.

Once we have found J , it can be seen [264] that necessary conditions for a⋆ to
be an equilibrium of the game (5.17) are also necessary conditions for the following
optimization problem:

P1 :
maximize

a∈A
J(a)

s.t. g(a) ≤ 0
(5.25)

Indeed, optimization theorems concerning existence, uniqueness and algorithmic con-
vergence can now be applied to game (5.17). In particular, reference [264] showed that
the local maxima of the potential J are a subset of the NE of the game. Furthermore,
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in the case that all agents’ reward functions are quasi-concave, the maximum is unique
and coincides with the stable equilibrium of the game.

This same approach can be extended to dynamic games. Nevertheless, instead of
obtaining an analogous optimization problem, a DPG will yield an analogous OCP.

5.4 Open loop dynamic potential games

This section introduces the main theoretical contribution of this chapter: we establish
conditions under which we can find an NE of (5.15) by solving an alternative OCP,
instead of having to solve the set of coupled OCP with coupled constraints. First, we
introduce the definition of a DPG and show conditions for (5.15) to belong to this class.
Then, we introduce a related OCP and prove that its solution is an NE of the DPG.

Definition 5.3. Game (5.15) is called a DPG if there is a function J : X×A×N→ R,
named potential, that satisfies the following condition for every agent k ∈ N :

∞∑
i=0

γi (rk(xk,i, ak,i, a−k,i, i)− rk(xk,i, uk,i, a−k,i, i))

=
∞∑
i=0

γi (J(xi, ak,i, a−k,i, i)− J(xi, uk,i, a−k,i, i))

∀xk,i ∈ Xk, ∀ak,i, uk,i ∈ Ak, ∀a−k,i ∈ A−k (5.26)

The following three lemmas give conditions under which game (5.15) is a DPG
(i.e., it satisfies Definition 5.3). It is convenient to recall that the only variables to
agent k are its local state and action vectors, xk,i and ak,i, (i.e., other agents’ actions
are considered given data), so that the gradient vector of the reward functions can be
decomposed into an infinite sequence of two vectors (i = 1, . . . ,∞):

∇xk,i
rk(xk,i, ai, i) ≜

(
∂rk(xk,i, ai, i)

∂xk,i(m)

)
m∈Xk

(5.27)

∇ak,irk(xk,i, ai, i) ≜

(
∂rk(xk,i, ai, i)

∂ak,i(ℓ)

)
ℓ=1,...,Ak

(5.28)

Lemma 5.2. Game (5.15) is a DPG if there exists some function J (xi, ai, i) that
satisfies for all k ∈ N and i = 0, . . . ,∞:

∇xk,i
rk (xk,i, ai, i) = ∇xk,i

J (xi, ai, i) (5.29)

∇ak,irk (xk,i, ai, i) = ∇ak,iJ (xi, ai, i) (5.30)
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Proof: We simply extend to dynamic games the argument for static games due
to [264, Prop. 1]. From (5.29)–(5.34) and Assumption 5.1, we have:

∇xk,i
[rk (xk,i, ai, i)− J (xi, ai, i)] = 0Sk

(5.31)

∇ak,i [rk (xk,i, ai, i)− J (xi, ai, i)] = 0Ak
(5.32)

This means that the difference between a potential and each agent’s reward depends
neither on xk,i, nor on ak,i. Thus, we can express this difference as

J (xi, ak,i, a−k,i, i)− rk (xk,i, ak,i, a−k,i, i) = Θk(x−k,i, a−k,i, i) , ∀ak,i ∈ Ak (5.33)

for some function Θk : X−k × A−k ×N→ R. Since (5.33) is satisfied for every ak,i ∈ Ak,
we can subtract two versions of (5.33) with actions ak and uk in Ak. Then, by arranging
terms and summing over all i, we obtain (5.26).

Conditions (5.29)–(5.34) are usually difficult to check in practice because we do not
know J beforehand. Fortunately, there are cases in which the agent’s reward function
have some separable structure that allows us to easily deduce that the game is a DPG,
as it is explained in the following lemma.

Lemma 5.3. Game (5.15) is a DPG if the reward function of every agent k ∈ N can
be expressed as the sum of a term that is common to all agents plus another term that
depends neither on its own action, nor on its own state-components:

rk (xk,i, ak,i, a−k,i, i) = J (xi, ak,i, a−k,i, i) + Θk(x−k,i, a−k,i, i) (5.34)

Proof: By taking the partial derivative of (5.34) we obtain (5.29)–(5.34), Hence,
we apply Lemma 5.2 (see also [264, Prop. 1]).

Sometimes, posing the reward in the separable structure (5.34) may be nonobvious.
The following lemma allows us to check whether (5.3) is a DPG in such case.

Lemma 5.4. Game (5.15) is a DPG if the agents’ reward functions satisfy the following
conditions, ∀k, j ∈ N :

∇aj,i

[
∇xk,i

rk(xk,i, ai, i)
]
= ∇ak,i

[
∇xj,i

rj(xj,i, ai, i)
]

(5.35)

∇xj,i

[
∇xk,i

rk(xk,i, ai, i)
]
= ∇xk,i

[
∇xj,i

rj(xj,i, ai, i)
]

(5.36)

∇aj,i

[
∇ak,irk(xk,i, ai, i)

]
= ∇ak,i

[
∇aj,irj(xj,i, ai, i)

]
(5.37)
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Proof: Under Assumption 5.1, we can introduce the following vector field:

F (xi, ai, i) ≜

(
∇x1,i

r1(x1,i, ai, i)
⊤, . . . ,∇xN,i

rN(xN,i, ai, i)
⊤,

∇a1,ir1(x1,i, ai, i)
⊤, . . . ,∇aN,i

rN(xN,i, ai, i)
⊤

)
(5.38)

From Lemma 5.2, we can express (5.38) as

F (xi, ai, i) = ∇(xi,ai) [J(xi, ai, i)] (5.39)

From Assumption 5.2 and Lemma 5.1.1, we know that F is conservative. Hence,
Lemma 5.1.2 establishes that the second partial derivatives must satisfy (5.35)–(5.37).

Now, introduce the following deterministic OCP:

P2 :

maximize
{ai}∈

∏∞
i=0 A

∞∑
i=0

γiJ(xi, ai, i)

s.t. xi+1 = f(xi, ai, i), x0 given

g(xi, ai, i) ≤ 0

(5.40)

Let us consider the following assumption, which is needed for establishing the connection
between a DPG and a single OCP of the form (5.40)

Assumption 5.4. The OCP (5.40) has a nonempty solution set.

Sufficient—and easily verifiable—conditions to satisfy Assumption 5.4 are given by
the following lemma, which is a standard result in optimal control theory.

Lemma 5.5. Let J : X× A× N→ [−∞,∞) be a proper continuous function. And let
any one of the following conditions hold for i = 1, . . . ,∞:

1. The constraint sets Ci are bounded.

2. J(xi, ai, i)→ −∞ as ∥(xi, ai)∥ → ∞ (coercive).

3. There exists a scalar L such that the level sets {(xi, ai, i) : J(xi, ai, i) ≥ L}∞i=0

are nonempty and bounded.

Then, ∀x0 ∈ X, there exists an optimal sequence of actions {a⋆i }∞i=0 that is solution to
the OCP (5.40). Moreover, there exists an optimal policy π⋆ : X× N→ A, which is a
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mapping from states to optimal actions, such that when applied over any state {xi}∞i=0,
it provides an optimal sequence of actions {a⋆i = π⋆(xi, i)}∞i=0.

Proof: First, we remark that being proper means (see, e.g., [29]) that J(xi, ai, i) >
−∞ for at least one (xi, ai) ∈ Ci and J(xi, ai, i) < ∞, for all (xi, ai) ∈ Ci and
i = 1, . . . ,∞ and for a0 ∈ C0 for i = 0. Thus, J has some nonempty level set. In
addition, since J is proper, its level sets are bounded. Moreover, since J is continuous,
its (bounded) level sets are compact. Now, we extend this idea to our control problem
with discounted cumulative sum. Let L define a nonempty compact level set of J .
Since J(xi, ai, i) ≥ L and γ < 1, we have

∞∑
i=0

γiJ(xi, ai, i) ≥ L

∞∑
i=0

γi =
L

1− γ (5.41)

Hence, the following level sets are also nonempty:{
(xi, ai, i) :

∞∑
i=0

γiJ(xi, ai, i) ≥
L

1− γ

}∞

i=0

(5.42)

In addition, since J is proper, there exists some scalar U , such that

∞∑
i=0

γiJ(xi, ai, i) ≤ U
∞∑
i=0

γi =
U

1− γ (5.43)

Since L ≤ U , we have that

L

1− γ ≤
U

1− γ (5.44)

Therefore, the level sets (5.42) are bounded. Finally, since J is continuous, we conclude
that these level sets are also compact. Thus, we can use [28, Prop. 3.1.7] (see, also [28,
Sec. 1.2 and 3.6]) to ensure existence of an optimal policy.

The main theoretical result of this section is that we can find an OL-NE of a DPG
by solving the OCP (5.40). This is proved in the following theorem.

Theorem 5.1. Suppose that (5.15) is a DPG (as in Definition 5.3) and, in addition,
Assumptions 5.1–5.4 hold. Then, a solution to the OCP (5.40) is also an NE for
(5.15). In particular, the function

J(xi, ai, i) =

∫ 1

0

∑
k∈N

( ∑
m∈Xk

∂rk(ηk(z), ak,i, a−k,i, i)

∂xk,i(m)

dηk,m(z)

dz
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+

Ak∑
ℓ=1

∂rk(xk,i, ξk(z), a−k,i, i)

∂ak,i(ℓ)

dξk,ℓ(z)

dz

)
dz (5.45)

is an instantaneous reward function for the OCP, where η(z) ≜ (ηk(z))k∈N and ξ(z) ≜
(ξk(z))k∈N are piecewise smooth paths in X and A, respectively, with components ηk(z) ≜
(ηk,m(z))m∈Xk

and ξk(z) ≜ (ξk,ℓ(z))
Ak

ℓ=1, such that the initial and final state-action
conditions are given by (η(0), ξ(0)) and (ηk(1) = xk,i,∀k ∈ N , ξ(1) = ai), respectively.

The usefulness of Theorem 5.1 is that, in order to find an NE of (5.15), instead
of solving several coupled control problems, we can check whether (5.15) is a DPG
(i.e., anyone of Lemmas 5.2–5.4 holds) and, if so, we can find an NE by computing a
potential function (5.45) and solving the related OCP (5.40).

Proof: The proof is structured in five steps. First, we compute the Euler-
Lagrange equations of the Lagrangian of the game and derive the KKT optimality
conditions. Assumption 5.3 is required to ensure that the KKT conditions hold at the
optimal point and that there exist feasible dual variables [26, Prop. 3.3.8]. Second, we
study when the necessary optimality conditions of the game become equal to those
of the OCP. Third, we show that having the same necessary optimality conditions
is sufficient condition for the dynamic game to be a DPG. Fourth, we show that the
solution to the OCP (whose existence is guaranteed by Assumption 5.4) is also an NE
of the DPG. Finally, we derive the per stage reward function of the OCP as a potential
function of a suitable vector field. We proceed to explain the details.

Step 1: for game (5.15), introduce each agent’s Lagrangian ∀k ∈ N :

Lk

(
x0:∞, a0:∞, λk,0:∞, µk,0:∞

)
=

∞∑
i=0

γirk (xk,i, ai, i)

+ λ⊤k,i (f (xi, ai, i)− xi+1) + µ⊤
k,i g (xi, ai, i) (5.46)

where we used subscript ·0:∞ as a shorthand to indicate the whole sequence of variables
for i = 0, . . . ,∞:

x0:∞ ≜ (xi)
∞
i=0 (5.47)

a0:∞ ≜ (ai)
∞
i=0 (5.48)

λk,0:∞ ≜ (λk,i)
∞
i=0 (5.49)

µk,0:∞ ≜ (µk,i)
∞
i=0 (5.50)
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and where λk,i ∈ RS and µk,i ∈ RC are the corresponding vectors of multipliers at
time i. It will be convenient to decompose λk,i into S components, denoted λk,s,i, that
correspond with the S state-components:

λk,i ≜ (λk,s,i)
S
s=1 (5.51)

Introduced a shorthand for the instantaneous Lagrangian of agent k:

Φk

(
xi, xi+1, ai, i, λk,i, µk,i

)
≜ γirk (xk,i, ai, i)

+ λ⊤k,i (f (xi, ai, i)− xi+1) + µ⊤
k,i g (xi, ai, i) (5.52)

The discrete time Euler-Lagrange equations and the associated transversality conditions
for each agent’s Lagrangian are given by ([242, Sec. 6.1]:

∇xk,i
[Φk (xi−1, xi, ai−1, i− 1, λk,i−1, µk,i−1) + Φk (xi, xi+1, ai, i, λk,i, µk,i)] = 0Sk

(5.53)

∇ak,i [Φk (xi−1, xi, ai−1, i− 1, λk,i−1, µk,i−1) + Φk (xi, xi+1, ai, i, λk,i, µk,i)] = 0Ak
(5.54)

lim
i→∞
∇xk,i

Φk (xi, xi+1, ai, i, λk,i, µk,i) = 0Sk
(5.55)

lim
i→∞
∇ak,iΦk (xi, xi+1, ai, i, λk,i, µk,i) = 0Ak

(5.56)

Equations (5.53)–(5.54) are the Euler-Lagrange equations in non-reduced form. They
basically state that no gain can be achieved by deviating from an optimal state-
action trajectory for one time-step (see, e.g., [137], [272, Sec. 4.5], [2, Sec. 6.5]). As
mentioned in Sec. 5.2 (see also, e.g., [242, Sec. 6.1], [122]), in the standard reduced
form, the current action can be posed as a function of the current and future states:
ai = φ(xi, xi+1, i), for some function φ : X×X×N→ A. The reason why we introduced
this general nonreduced form of the Euler-Lagrange equations is that such function
φ may not exist for an arbitrary state-transition function f . Equations (5.55)–(5.56)
are the transversality conditions and state that nothing can be gained by deviating
from the optimal path and never coming back to it (see [137]). Since (5.52) has no
dependence on ai−1, the gradient of the first term of (5.54) becomes zero. Hence, the
second transversality condition (5.56) is included in the second term of (5.54). In
economy, the state is usually considered some stock or resource and, therefore, it must
be fully spent at the end of the game (i.e., there is no reason to save something that
cannot be used, since we would not be maximizing the reward otherwise). In this case,
the transversality conditions can be slightly generalized as follows:

lim
i→∞

x⊤k,i∇xk,i
Φk (xi, xi+1, ai, i, λk,i, µk,i) = 0 (5.57)
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By substituting (5.52) into (5.53)–(5.56), and by adding the corresponding con-
straints, we obtain the KKT conditions for the game, for every agent k ∈ N and all
time steps i = 1, . . . ,∞:

∇xk,i

[
γirk (xk,i, ai, i) + λ⊤k,i f (xi, ai, i) + µ⊤

k,i g (xi, ai, i)
]
− λXk,i−1 = 0Sk

(5.58)

∇ak,i

[
γirk (xk,i, ai, i) + λ⊤k,i f (xi, ai, i) + µ⊤

k,i g (xi, ai, i)
]
= 0Ak

(5.59)

lim
i→∞
∇xk,i

[
γirk (xk,i, ai, i) + λ⊤k,i f (xi, ai, i) + µ⊤

k,i g (xi, ai, i)
]
= 0Sk

(5.60)

xi+1 = f (xi, ai, i) , g (xi, ai, i) ≤ 0C (5.61)

µk,i ≤ 0C , µ⊤
k,i g (xi, ai, i) = 0 (5.62)

where λXk,i−1 denotes the vector of multipliers related to the state of agent k:

λXk,i−1 = (λk,m,i−1)m∈Xk
(5.63)

Recall that, in general, we have to include all constraints in each agent’s Lagrangian
because there may be shared state-components among agents. In the case that there
are disjoint state-components, the corresponding partial derivatives with respect to the
variables that do not influence the agent’s transition function and/or constraint will be
zero.

Step 2: we find the KKT conditions for the OCP. To do so, we obtain the Lagrangian
of (5.40):

LOCP (x0:∞, a0:∞, β0:∞, δ0:∞) =
∞∑
i=0

γiJ (xi, ai, i)

+ β⊤
i (f (xi, ai, i)− xi+1) + δ⊤i g (xi, ai, i) (5.64)

where βi ≜ (βs,i)s ∈ RS and δi ∈ RC are the corresponding multipliers. Again, from
(5.64) we derive the Euler-Lagrange and transversality condition equations, which,
together with the corresponding constraints, yield the KKT system of optimality
conditions for k = 1, . . . , N and all time steps i = 1, . . . ,∞:

∇xk,i

[
γiJ (xi, ai, i) + β⊤

i f (xi, ai, i) + δ⊤i g (xi, ai, i)
]
− βXk,i−1 = 0Sk

(5.65)

∇ak,i

[
γiJ (xi, ai, i) + β⊤

i f (xi, ai, i) + δ⊤i g (xi, ai, i)
]
= 0Ak

(5.66)

lim
i→∞
∇xk,i

[
γiJ (xi, ai, i) + β⊤

i f (xi, ai, i) + δ⊤i g (xi, ai, i)
]
= 0Sk

(5.67)

xi+1 = f (xi, ai, i) , g (xi, ai, i) ≤ 0C (5.68)

δi ≤ 0C , δ⊤i g (xi, ai, i) = 0 (5.69)



5.4 Open loop dynamic potential games 209

where βXk,i−1 denotes the vector of multipliers related to xk,i:

βXk,i−1 = (βm,i−1)m∈Xk
(5.70)

In order for the OCP (5.40) to have the same optimality conditions as the game
(5.15), we conclude, by comparing (5.58)–(5.62) with (5.65)–(5.69), that the following
conditions must be satisfied ∀k ∈ N and i = 1, . . . ,∞:

∇xk,i
rk (xk,i, ai, i) = ∇xk,i

J (xi, ai, i) (5.71)

∇ak,irk (xk,i, ai, i) = ∇ak,iJ (xi, ai, i) (5.72)

λk,i = βi , µk,i = δi (5.73)

Step 3: when conditions (5.71)–(5.72) are satisfied, Lemma 5.2 states that (5.15)
is a DPG. This means that if condition (5.73) holds, then any DPG has the same
optimality conditions as OCP (5.40).

Step 4: note that condition (5.73) represents a feasible point of the game. The
reason is that if there exists an optimal primal variable, then the existence of dual
variables in the OCP is guaranteed by suitable regularity conditions. Since the existence
of optimal primal variables of the OCP is ensured by Assumption 5.4, the regularity
conditions established by Assumption 5.3 guarantee that there exist some βi and δi

that satisfy the KKT conditions of the OCP. Substituting these dual variables of the
OCP in place of the individual λk,i and µk,i in (5.58)–(5.62) for every k ∈ N results in
a system of equations where the only unknowns are the user strategies. This system
has exactly the same structure as the one already presented for the OCP in the primal
variables. Therefore, the OCP primal solution also satisfies the KKT conditions of the
DPG. Indeed, it is easy to see that an optimal solution of the OCP is also an NE of
the game. Let {a⋆i }∞i=0 be the OCP solution, so that it satisfies the following inequality
for a given x0 ∈ X and ∀k ∈ N :

∞∑
i=0

γiJ(x⋆i , a
⋆
k,i, a

⋆
−k,i, i) ≥

∞∑
i=0

γiJ(xi, ak,i, a
⋆
−k,i, i)

∀ak,0 ∈ Ak : (ak,0, a
⋆
−k,0) ∈ C0, ∀ak,i ∈ Ak : (xi, (ak,i, a

⋆
−k,i)) ∈ Ci (5.74)

where {x⋆i }∞i=0 is the optimal state trajectory induced by {a⋆i }∞i=0. From Definition 5.3,
we conclude that the OCP optimal solution is also an NE of game (5.15). The opposite
may not be true in general. Indeed, this solution, in which dual variables are shared
between agents, is only a subset of the possible NEs of the game.
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Step 5: although we have shown that we can find an NE of the DPG by solving a
OCP, we still need to find the objective for the OCP. In order to find J , we deduce
from (5.71), (5.72), (5.38) and (5.39) that the vector field (5.38) can be expressed as

F (xi, ai, i) ≜ ∇J (xi, ai, i) (5.75)

Lemma 5.1 establishes that F is conservative. Thus, the objective of the OCP is a
potential of the field, which can be computed through the line integral (5.45).

We remark that Theorem 5.1 proves that any policy that solves OCP (5.40) is also
an NE for DPG (5.15).

In the next section, we generalize the OL analysis of deterministic DPGs to stochastic
games.

5.5 Open loop stochastic dynamic potential games

In this section, we consider stochastic dynamic games, in which the state transitions
and instantaneous rewards are random variables, and the goal of each agent is to
maximize the expected value of its long term cumulative reward, given other agents’
action sequences. First, we introduce the problem setting for stochastic dynamic games.
Then, we extend results from Sec. 5.4, deriving sufficient conditions for a stochastic
dynamic game to be a stochastic-DPG (or SDPG for short) and showing that it can
be solved through a related OCP.

We remark that open-loop solutions are likely to be subpotimal in a practical
stochastic setting. The reason is that the agents aim to maximize the expected cumula-
tive reward over all possible state-action trajectories (as we will see in (5.80) below),
and the problem is that these trajectories could have large variance. Nevertheless, the
analysis is novel and interesting (up to the best of our knowledge no previous work
have explicitly considered constraints when studying stochastic dynamic games) and
exposes the reader to some concepts that will be useful for the CL analysis of Sec. 5.6.

5.5.1 Problem setting for open loop stochastic dynamic games

The state transitions are determined by some (possibly nonstationary) probability
distribution px over the future state, conditioned on the current state and current
action:

xi+1 ∼ px(·|xi, ai, i) (5.76)
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We remark the use of boldface notation for random variables. These transitions can be
equivalently expressed from a state dynamics function, f : X× A×Θ× N→ X, that
now depends on some random variable θi ∈ Θ, such that

xi+1 = f(xi, ai,θi, i) (5.77)

where θi ∼ pθ(·|xi, ai, i), for some time varying distribution pθ.
The instantaneous reward of each agent, rk,i, is also a random variable with

time-varying distribution prk :

rk,i ∼ pri(·|xk,i, ai, i) (5.78)

Again, by introducing some random variable σk,i ∈ Σk with time-varying distribution
pσk

, we can define the reward function rk : Xk × A×Σk ×N→ R and rewrite (5.78) as:

rk,i = rk(xk,i, ai,σk,i, i) (5.79)

where σk,i ∼ pσk
(·|xi, ai, i). We assume that θi and σk,i are independent of any earlier

variable θj and σk,j, respectively, given xi when 0 ≤ j < i.
Every agent k ∈ N aims to find the sequence of actions {ak,i}∞i=1 that maximizes

its long term expected cumulative reward, given the sequence of other agents’ actions
{a−k,i}∞i=0. Thus, the stochastic game can be expressed as a set of N coupled OCP:

G3 : ∀k ∈ N

maximize
{ak,i}∈

∏∞
i=0 Ak

E

[
∞∑
i=0

γirk(xk,i, ak,i, a−k,i,σk,i, i)

]
s.t. xi+1 = f(xi, ai,θi, i), x0 = x0 given

g(xi, ai, i) ≤ 0

θi ∼ pθ(·|xi, ai, i), σk,i ∼ pσk
(·|xi, ai, i)

(5.80)

where the expectation is taken at every time step over pθ on the state transition
equation and over pσk

on the reward function.
The OL-NE given by Definition 5.1 can be easily extended for stochastic game

(5.80) by taking the expected value over the state transition and reward distributions
at every time step.

Definition 5.4 (Expected Open Loop Nash Equilibrium). An expected-open-loop Nash-
Equilibrium (EOL-NE) of stochastic game (5.80) is a sequence of actions {a⋆i }∞i=0 that
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satisfies the following condition for a given x0 = x0 ∈ X and for every agent k ∈ N :

E

[
∞∑
i=0

γirk(x
⋆
k,i, a

⋆
k,i, a

⋆
−k,i,σk,i, i)

]
≥ E

[
∞∑
i=0

γirk(xk,i, ak,i, a
⋆
−k,i,σk,i, i)

]
∀ak,0 ∈ Ak : (ak,0, a

⋆
−k,0) ∈ C0, ∀ak,i ∈ Ak : (xi, (ak,i, a

⋆
−k,i)) ∈ Ci (5.81)

We consider similar assumptions as for the deterministic case, taking into account
that Assumptions 5.1–5.3 refer to rk(xi, ai,σi, i) and f(xi, ai,θi, i), instead of rk(xi, ai, i)
and f(xi, ai, i); and that Assumption 5.4 refers to the OCP (5.40) presented below.

5.5.2 Open Loop analysis of SDPGs

In this section we extend the analysis of Section 5.4. In particular, we give conditions
for the constrained stochastic game (5.15) to be potential, and prove that it can be
solved through a related OCP under such conditions. We start by formally introducing
SDPGs.

Definition 5.5. Game (5.80) is called a SDPG if there is a function J : X×A×Σ×N→
R that satisfies the following condition ∀k ∈ N :

∞∑
i=0

γi (rk(xk,i, ak,i, a−k,i,σk,i, i)− rk(xk,i, uk,i, a−k,i,σk,i, i))

=
∞∑
i=0

γi (J(xi, ak,i, a−k,i,σi, i)− J(xi, uk,i, a−k,i,σi, i))

∀xk,i ∈ Xk, ∀ak,i, uk,i ∈ Ak, ∀a−k,i ∈ A−k (5.82)

Introduce a stochastic OCP:

P3 :

maximize
{ai}∈

∏∞
i=0 A

E

[
∞∑
i=0

γiJ(xi, ai,σi, i)

]
s.t. xi+1 = f(xi, ai,θi, i), x0 = x0 given

g(xi, ai, i) ≤ 0

θi ∼ pθ(·|xi, ai, i), σi ∼ pσ(·|xi, ai, i)

(5.83)

where J denotes the instantaneous random reward; {σi}∞i=0 is a sequence of random
variables, such that σi is independent of σj given xi for 0 ≤ j < i; and the rest of
variables are the same as for game (5.80). Again, the expectation in (5.83) is taken at
every time step over the state transition and reward distributions.
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The following result extends Theorem 5.1 to SDPG.

Theorem 5.2. Let Assumptions 5.2–5.4 referred to problems (5.80) and (5.83) hold.
Let all agents’ reward functions satisfy the following conditions ∀k, j ∈ N :

E
[
∇aj,i

[
∇xk,i

rk(xk,i, ai,σk,i, i)
]]

= E
[
∇ak,i

[
∇xj,i

rj(xj,i, ai,σj,i, i)
]]

(5.84)

E
[
∇xj,i

[
∇xk,i

rk(xk,i, ai,σk,i, i)
]]

= E
[
∇xk,i

[
∇xj,i

rj(xj,i, ai,σj,i, i)
]]

(5.85)

E
[
∇aj,i

[
∇ak,irk(xk,i, ai,σk,i, i)

]]
= E

[
∇ak,i

[
∇aj,irj(xj,i, ai,σj,i, i)

]]
(5.86)

where the expected value is taken component-wise. Then, problem (5.80) is a SDPG
that has an EOL-NE equal to the solution of OCP (5.83). In particular, the function

J(xi, ai,σi, i) =

∫ 1

0

∑
k∈N

( ∑
m∈Xk

∂rk(ηk(z), ak,i, a−k,i,σi, i)

∂xk,i(m)

dηk,m(z)

dz

+

Ak∑
ℓ=1

∂rk(xk,i, ξk(z), a−k,i,σi, i)

∂ak,i(ℓ)

dξk,ℓ(z)

dz

)
dz (5.87)

is an instantaneous reward function for the OCP, where η(z) ≜ (ηk(z))k∈N and ξ(z) ≜
(ξk(z))k∈N are piecewise smooth paths in X and A, respectively, with components ηk(z) ≜
(ηk,m(z))m∈Xk

and ξk(z) ≜ (ξk,ℓ(z))
Ak

ℓ=1, such that the initial and final state-action
conditions are given by (η(0), ξ(0)) and (ηk(1) = xk,i,∀k ∈ N , ξ(1) = ai), respectively.

Proof: The proof is similar to Theorem 5.1. First, we derive two sets of KKT
optimality conditions. For game (5.80), each agent’s Lagrangian is given for some given
x0 and ∀k ∈ N by

Lk

(
x0:∞, a0:∞,σk,0:∞,θ0:∞,λk,0:∞,µk,0:∞

)
= E

[
∞∑
i=0

γirk (xk,i, ai,σk,i, i)

+ λ⊤
k,i (f (xi, ai,θi, i)− xi+1) + µ

⊤
k,i g (xi, ai, i)

]
(5.88)

where λk,i ∈ RS and µk,i ∈ RC are the corresponding vectors of multipliers at time
i. Note that λk,i and µk,i are random since they apply to the state transition and
constraint functions, which depend on θi and xi. Note that, although the state
transitions are random, at any given time-step, the state is already known when we
evaluate the random state transition and reward. In other words, at time i, the future
state xi+1 is a random variable but the current state xi = xi and, hence, the multiplier
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µk,i = µk,i are not. Introduced the shorthand:

Φk

(
xi,xi+1, ai,σk,i,θi, i,λk,i, µk,i

)
≜ E

[
γirk (xk,i, ai,σk,i, i)

+ λ⊤
k,i (f (xi, ai,θi, i)− xi+1) + µ⊤

k,i g (xi, ai, i)
]

(5.89)

where the expected value is taken only over the distributions of σk,i and θi (since for
any given value θi = θi, the variables xi+1 = xi+1 and λk,i = λk,i are given too). In a
manner similar to (5.53)–(5.54), we can derive the stochastic Euler-Lagrange equations
and transversality conditions for (5.89) and obtain the KKT conditions for every agent
k ∈ N and all time steps i = 1, . . . ,∞:

E
[
∇xk,i

[
γirk (xk,i, ai,σk,i, i) + λ

⊤
k,i f (xi, ai,θi, i)

] ]
+∇xk,i

[
µ⊤
k,i g (xi, ai, i)

]
− λXk,i−1 = 0Sk

(5.90)

E
[
∇ak,i

[
γirk (xk,i, ai,σk,i, i) + λ

⊤
k,i f (xi, ai,θi, i)

] ]
+∇ak,i

[
µ⊤
k,i g (xi, ai, i)

]
= 0Ak

(5.91)

lim
i→∞

E
[
∇xk,i

[
γirk (xk,i, ai,σk,i, i) + λ

⊤
k,i f (xi, ai,θi, i)

] ]
+∇xk,i

[
µ⊤
k,i g (xi, ai, i)

]
= 0Sk

(5.92)

xi+1 = f (xi, ai,θi, i) , g (xi, ai, i) ≤ 0C (5.93)

µk,i ≤ 0C , µ⊤
k,i g (xi, ai, i) = 0 (5.94)

where λXk,i−1 is given by (5.63) and known at time i, so it is a deterministic variable.
Now, we derive the Lagrangian for OCP (5.83):

LOCP
(
x0:∞, a0:∞,σk,0:∞,θ0:∞,β0:∞, δ0:∞

)
= E

[
∞∑
i=0

γiJ (xi, ai,σk,i, i)

+ β⊤
i (f (xi, ai,θi, i)− xi+1) + δ

⊤
i g (xi, ai, i)

]
(5.95)

where βi ∈ RS and δi ∈ RC are the corresponding random multipliers. Again, we can
obtain the Euler-Lagrange and transversality first-order conditions from (5.95) and
use them to derive the following KKT system of optimality conditions ∀k ∈ N and
i = 1, . . . ,∞:

E
[
∇xk,i

[
γiJ (xi, ai,σi, i) + β

⊤
i f (xi, ai,θi, i)

] ]
+∇xk,i

[
δ⊤i g (xi, ai, i)

]
− βXk,i−1 = 0Sk

(5.96)
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E
[
∇ak,i

[
γiJ (xi, ai,σi, i) + β

⊤
i f (xi, ai,θi, i)

] ]
+∇ak,i

[
δ⊤i g (xi, ai, i)

]
= 0Ak

(5.97)

lim
i→∞

E
[
∇xk,i

[
γiJ (xi, ai,σi, i) + β

⊤
i f (xi, ai,θi, i)

] ]
+∇xk,i

[
δ⊤i g (xi, ai, i)

]
= 0Sk

(5.98)

xi+1 = f (xi, ai,θi, i) , g (xi, ai, i) ≤ 0C (5.99)

δi ≤ 0C , δ⊤i g (xi, ai, i) = 0 (5.100)

where βXk,i−1 is known (at time i) and given by (5.70).
By comparing (5.90)–(5.94) and (5.96)–(5.100), we conclude that both KKT systems

are equal if the following holds ∀k ∈ N and i = 1, . . . ,∞:

E
[
∇xk,i

rk (xk,i, ai,σk,i, i)
]
= E

[
∇xk,i

J (xi, ai,σi, i)
]

(5.101)

E
[
∇ak,irk (xk,i, ai,σk,i, i)

]
= E

[
∇ak,iJ (xi, ai,σi, i)

]
(5.102)

λk,i = βi , µk,i = δi (5.103)

These are the stochastic extension of (5.71)–(5.73). Thus, we can apply the same
reasoning as for the deterministic case. We repeat the argument briefly here for
completeness. Under Assumptions 5.3–5.4, condition (5.103) ensures that the optimal
solution of the OCP also satisfies the KKT system of the game. Hence, using the same
argument as for the deterministic case, we conclude that the solution of the OCP is
also a EOL-NE of the game. In order to obtain J , introduce the vector field

F (xi, ai,σi, i) ≜ ∇(xi,ai)J (xi, ai,σi, i) (5.104)

From Lemma 5.1, we know that F is conservative, so that Conditions (5.101)–(5.102)
are equivalent to (5.84)–(5.86). Since J is the potential of F , we can calculate J
through the line integral (5.87). Moreover, it is straightforward to see that Lemma 5.3
holds, so that J satisfies a relationship similar to (5.34). Thus, we conclude that game
(5.80) is a SDPG.

In the following section, we extend these results to a CL analysis when the agents
use parametric policies.
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5.6 Closed loop stochastic dynamic potential games
with parametric policies

In this section, we consider a CL analysis of SDPGs. The solution in which we are
interested is not a predefined sequence of actions anymore but a mapping from states
to actions, which we refer as feedback policy or simply policy. In other words, an
OL policy is a function of time while a CL policy is a function of the system state.
Thus, an optimal policy provides the optimal action to be taken by the every agent
when the system is at any state. We are interested in policies that can be (perfectly)
expressed as a function of a finite-dimensional parameter vector, which we refer as
parametric policies. This constraint in the policy space makes derivations simpler,
so that we are able to extend the results from the OL analysis and prove that a CL
equilibrium for the game can be obtained by solving a related OCP. Specifically, we
show that the optimal parametric policy found for the OCP is a CL Nash equilibrium
(to be formally defined below) for the game if the agents are constrained to play
parametric policies. This parametric policy assumption has been used by a large body
of methods for approximating the solution of OCPs with large state-action sets (see,
e.g., [207, 150, 186, 35, 226, 306, 313, 315, 168, 120, 255]), so that this extension to
dynamic games should be useful too. When solving a practical problem, we remark
that the policy parametric class should be rich enough to represent the complexities of
the problem under study. Up to the best of our knowledge, there are no previous CL
analysis of continuous potential games.

Similar to the OL case, we start introducing the CL setting for general games.
Then, we show that when the games satisfy some potentiality condition, they can be
solved through a related OCP.

5.6.1 Problem setting for closed loop stochastic dynamic games

Introduce the policy as a mapping from states to actions: π : X→ A; so that the action
at time i is obtained deterministically from the policy:

ai = π(xi) (5.105)

Let πk : X→ Ak denote the policy of agent k, such that ak,i = πk(xi), and

π ≜ (πk)k∈N (5.106)
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Note that we are considering that each agent’s policy could depend on the whole state
vector. The reason is that defining Xk is a little bit more tricky now. Note that as
long as one agent’s reward depends on the policy of other agents, it will implicitly
depend on their state components. Thus, for the sake of generality, we write that πk is
a mapping from X to Ak, although in practice it can be a mapping of a subset of X

(later we will consider the special case where each agent’s policy depends on a subset
of components of the state vector and these subsets are disjoints for all agents). Let
π−k : X→ A−k denote the policy of all agents’ policies except that of agent k. Then,
by slightly abusing notation, we also write:

π = (πk, π−k) , ∀k ∈ N (5.107)

Let Ωk be the policy space for agent k and let Ω the policy space for all agents, such
that πk ∈ Ωk, π ∈ Ω and Ω ≜

∏
k∈N Ωk. Note that Ω(X) = A.

For simplicity, let us consider reward function, state transition function, constraint
functions and probability distributions stationary. Then, the general CL stochastic
dynamic game problem consists in finding the set of stationary policies that maximize
the expected discounted cumulative reward for all x0 = x0 ∈ X:

G4 : ∀k ∈ N

maximize
πk∈Ωk

E

[
∞∑
i=0

γirk (xi, πk(xi), π−k(xi),σk,i)

]
s.t. xi+1 = f(xi, π(xi),θi)

g(xi, π(xi)) ≤ 0

θi ∼ pθ(·|xi, π(xi)), σk,i ∼ pσk
(·|xi, π(xi))

(5.108)

where rk : X × Ω × Σk → R is the reward for agent k, and {σk,i}∞i=1 and {θi}∞i=1 are
sequences of i.i.d. random variables. Note that (5.108) is a multiobjective variational
problem with design space Ω and objective space RN . In other words, the goal is to
maximize a vector-valued functional, which is a mapping from a set of functions (i.e.,
feedback policies of the current state) to a real vector space (i.e., RN).

The standard approach for tackling CL dynamic games, when no explicit constrained
are considered, is as follows (see, e.g., [104]). For simplicity, consider the following CL
deterministic dynamic game:

G5 : ∀k ∈ N
maximize

πk∈Ωk

∞∑
i=0

γirk (xi, πk(xi), π−k(xi))

s.t. xi+1 = f(xi, π(xi))

(5.109)
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The first of the standard approach consists in expressing each agent’s policy in reduced
form:

πk(xi) = h(xi, xi+1, π−k(xi)) (5.110)

where we are implicitly assuming that such function h : X× X×∏j ̸=k Ωj → A exists,
which as we have argued may not be the case if the state-transition function is not
invertible. Next, πk is replaced with (5.110) in the reward:

rk (xi, πk(xi), π−k(xi)) = rk (xi, h(xi, xi+1, π−k(xi)), π−k(xi))

= r′k (xi, xi+1, π−k(xi)) (5.111)

where the apostrophe in the reduced-form reward function r′k : X×X→ R simply denotes
that this is a different function from rk. Then, an Euler equation is obtained for each
r′k. When r′k are concave for all agents and X ⊆ R+ (i.e., X = {xi : xi ≥ 0, xi ∈ RS}),
the reduced-form of the Euler and transversality equations become sufficient condition
for equilibrium, as explained by [104, Theorem 4.2]. Hence, under this concavity and
non-negative state assumptions, the standard method for finding an NE consists in
guessing policies from the space of functions Ω and check whether any of them satisfies
the Euler equations. Let us illustrate this procedure with a well known simple problem
named “the great fish war” due to [160] (we follow [104, Sec. 4.3]).

Example 5.1. Let xi be the stock of fish at time i, in some fishing area. Suppose
there are N countries obtaining reward from fish consumption. More precisely, the
countries aim to solve the following game:

G6 : ∀k ∈ N

maximize
πk∈Ωk

∞∑
i=0

γi log (πk(xi))

s.t. xi+1 =

(
xi −

∑
k∈N

πk(xi)

)α

xi ≥ 0, πk(xi) ≥ 0, i = 0, . . . ,∞

(5.112)

where x0 ≥ 0 and 0 < α < 1 are given. The action taken by any agent k can be
expressed in reduced form:

πk(xi) = xi − x1/αi+1 −
∑

j∈N :j ̸=k

πj(xi) (5.113)
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So that the reward can be also expressed in reduced form as:

r′k(xi) = log

(
xi − x1/αi+1 −

∑
j∈N :j ̸=k

πj(xi)

)
(5.114)

Thus, the Euler equations for every agent k ∈ N and all t = 0, . . . ,∞ become:

−x1/α−1
i /α

xi−1 − x1/αi −∑j∈N :j ̸=k πj(xi−1)
+ γ

1−∑j∈N :j ̸=k ∂πj(xi)/∂xi

xi − x1/αi+1 −
∑

j∈N :j ̸=k πj(xi)
= 0 (5.115)

Now, the standard method consists in trying to replace the policy with a family of
parametric functions and checking whether such parametric policy satisfies (5.115) for
some parameter vector. Let us try with policies that are linear mappings of the state,
with linear parameter vector u = (uk)k∈N :

πk(xi) = ukxi (5.116)

By replacing (5.116) in (5.115), we obtain the following set of equations:

αγ

(
1 + uk −

∑
j∈N

uj

)
= 1−

∑
j∈N

uj, ∀k ∈ N (5.117)

Hence, the parameters can be obtained as:

uk =
1− αγ

αγ +N(1− αγ) , ∀k ∈ N (5.118)

Since α < 1 and γ < 1, it is apparent that uk > 0 and the constraint πk(xi) ≥ 0 holds
for all xi ≥ 0. Moreover, since

∑
k∈N ak < 1, we have that xi+1 ≥ 0 for any x0 ≥ 0.

In addition, since xi is a resource and the actions must be positive, it follows that
limi→∞ xi = 0 (there is no reason to save some resource). Therefore, the transversality
condition for economic problems given by (5.57) holds. Since the rewards are concave,
the states are non-negative and the linear policies with these coefficients satisfy the
Euler and transversality equations, they constitute an equilibrium [104, Theorem 4.2].

We observe some handicaps in the standard approach illustrated with Example 5.1:

1. We have to be able to express the dynamics in reduced form.

2. We cannot handle constraints easily and we had to rely in an ad hoc argument.
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3. Guessing policies to check whether they satisfy the Euler and transversality
conditions is a hard problem.

4. The reward functions have to be concave for all agents in order to guarantee that
the policies that satisfy the conditions constitute an equilibrium.

In order to surmount these issues, we propose a practical method to approximate the
Nash equilibrium, which consists in constraining the set of policies to some parametric
family. Similar to previous cases, we will extend the Euler-Lagrange methodology to
check whether the game is of the potential kind and, if so, to derive a related OCP
whose solution is also an equilibrium of the game. In principle, our analysis will show
that we can find such related OCP for any parametric family. However, we remark
that when we choose a specific family to actually solve the game, it may happen
that the optimal policies of the original game could not be expressed exactly as an
instance of the parametric family of our preference. In this case, we will still find
a solution, but this solution could be far from the solution of the original game. In
other words, by imposing this parametric-policy constraint, we basically forget the
original game and focus in solving a relaxed version. Fortunately, we can always choose
a parametric family with arbitrary expressive capacity (e.g., a neural network with
enough neurons in the hidden layers, a Chebyshev polynomial with enough coefficients,
etc.) In this case, we can expect that the solution provided by the proposed relaxed
game approximates arbitrarily close the solution of the original game. We proceed to
introduce the approximate parametric game, the associated concept solution and the
required assumptions.

Let πu denote a parametric policy with parameter u ∈ U ⊆ RU , where U is the
length of the parameter vector (similar to Sec. 3.6.2). Introduce the set of parametric
policies, Ωu, as a finite-dimensional function space:

Ωu ≜ {πu : u ∈ U} (5.119)

Note that for a given parameter u ∈ U, the parametric policy is still a mapping from
states to actions: π(·, u) : X → A. Let uk ∈ Uk ⊆ RUk denote the parameter for the
k-th agent’s individual parametrized policy πuk

, which lies in the finite-dimensional
space Ωuk given by:

Ωuk ≜ {πuk
: uk ∈ Uk} (5.120)
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such that Ωu ≜
∏

k∈N Ωuk , U ≜
∏

k∈N Uk, U ≜
∑

k∈N Uk, and

u ≜ (uk)k∈N (5.121)

πu(xi) ≜ (πuk
(xi))k∈N (5.122)

Let u−k denote the parameters of all agents except that of agent k:

u−k ≜ (uj)j∈N , j ̸=k (5.123)

Although slightly abusing notation, we sometimes find convenient to write

u = (uk, u−k) (5.124)

πu(xi) =
(
πuk

(xi), πu−k
(xi)

)
, ∀xi ∈ X (5.125)

In addition, we will find useful to refer to the ℓ-th components of uk as uk(ℓ), such that

uk ≜ (uk(ℓ))
Uk

ℓ=1 (5.126)

If we constraint the individual policies of problem (5.108) to lie in the finite-
dimensional parametric set Ωuk , then game (5.108) is transformed into a multiobjective
OCP with design space U:

G5 : ∀k ∈ N

maximize
uk∈Uk

E

[
∞∑
i=0

γirk
(
xi, πuk

(xi), πu−k
(xi),σk,i

)]
s.t. xi+1 = f(xi, πu(xi),θi)

g(xi, πu(xi)) ≤ 0

θi ∼ pθ(·|xi, πu(xi)), σk,i ∼ pσk
(·|xi, πu(xi))

(5.127)

The solution concept of game (5.127) in which we are interested is the parametric
closed-loop Nash equilibrium (PCL-NE), defined as follows.

Definition 5.6 (Parametric Closed Loop Nash Equilibrium). A parametric closed-loop
Nash-Equilibrium (PCL-NE) of game (5.127) is a parameter vector u⋆ =

(
u⋆k, u

⋆
−k

)
that

satisfies the following condition for all x0 = x0 ∈ X and for every agent k ∈ N :

E

[
∞∑
i=0

γirk

(
xi, πu⋆

k
(xi), πu⋆

−k
(xi),σk,i

)]
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≥ E

[
∞∑
i=0

γirk

(
xi, πuk

(xi), πu⋆
−k
(xi),σk,i

)]
∀uk ∈ Uk :

(
xi,
(
πuk

(xi), πu⋆
−k
(xi)

))
∈ Ci (5.128)

We consider similar assumptions as for the OL stochastic case, but taking into
account that the functions depend on parameter u.

Assumption 5.5 (Replaces Assumption 5.1). The reward functions rk are twice
continuously differentiable in X× U, ∀k ∈ N .

Assumption 5.6 (Replaces Assumption 5.2). The state and parameter sets, X and U,
are open and convex.

Assumption 5.7 (Replaces Assumption 5.3). The state-transition function f and
the constraints g are continuously differentiable in X× U and satisfy some regularity
conditions.

5.6.2 Closed loop analysis of SDPGs with parametric policies

In this section we extend the OL analysis of previous sections, giving conditions for the
CL problem (5.127) to be a potential game, so that it can be solved through a related
OCP. Parametric CL stochastic-dynamic-potential-games (CL-SDPG) can be defined
very similar to the OL case (see Definition 5.5); the only difference is that we have to
consider the variation in the individual policy parameter, rather than in the individual
action sequence.

Definition 5.7. Given a policy family πu ∈ Ωu, game (5.127) is called a CL-SDPG if
there is a function J : X× U× Σ→ R that satisfies the following condition ∀k ∈ N :

∞∑
i=0

γi
(
rk(xi, πuk

(xi), πu−k
(xi),σk,i)− rk(xi, πu′

k
(xi), πu−k

(xi),σk,i)
)

=
∞∑
i=0

γi
(
J(xi, πuk

(xi), πu−k
(xi)),σi)− J(xi, πu′

k
(xi), πu−k

(xi),σi)
)

∀xi ∈ X, ∀uk, u′k ∈ Uk (5.129)
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Rewrite the single-objective OCP (5.83) in closed-loop formulation and assume the
existence of its solution (see Lemma 5.5):

P4 :

maximize
u∈U

E

[
∞∑
i=0

γiJ(xi, πu(xi),σi)

]
s.t. xi+1 = f(xi, πu(xi),θi)

g(xi, πu(xi)) ≤ 0

θi ∼ pθ(·|xi, πu(xi)), σi ∼ pσ(·|xi, πu(xi))

(5.130)

Assumption 5.8. OCP (5.130) has a nonempty solution set.

The following result extends Theorem 5.2 to CL-SDPG.

Theorem 5.3. Let Assumptions 5.5–5.8 hold. Let all agents’ reward functions satisfy
the following conditions ∀k, j ∈ N :

E
[
∇uj

[∇xi
rk(xi, πu(xi),σk,i)]

]
= E [∇uk

[∇xi
rj(xi, πu(xi),σj,i)]] (5.131)

E [∇xi
[∇xi

rk(xi, πu(xi),σk,i)]] = E [∇xi
[∇xi

rj(xi, πu(xi),σj,i)]] (5.132)

E
[
∇uj

[∇uk
rk(xi, πu(xi),σk,i)]

]
= E

[
∇uk

[
∇uj

rj(xi, πu(xi),σj,i)
]]

(5.133)

where the expected value is taken component-wise. Then, game (5.127) is a CL-SDPG
that has a PCL-NE equal to the solution of the OCP (5.130). In particular, the function

J(xi, πu(xi),σi) =

∫ 1

0

∑
k∈N

(
S∑

m=1

∂rk
(
η(z), πuk

(η(z)), πu−k
(η(z)),σk,i

)
∂xk,i(m)

dηm(z)

dz

+

Uk∑
ℓ=1

∂rk
(
xi, πξk(z)(xi), πu−k

(xi),σk,i

)
∂uk(ℓ)

dξk,ℓ(z)

dz

)
dz (5.134)

is an instantaneous reward function for the OCP, where η(z) ≜ (ηm(z))
S
m=1 and

ξ(z) ≜ (ξk(z))k∈N are piecewise smooth paths in X and U, respectively, the latter with
components ξk(z) ≜ (ξk,ℓ(z))

Uk

ℓ=1, such that the initial and final state-action conditions
are given by (η(0), ξ(0)) and (η(1) = xi, ξ(1) = u), respectively.

Proof: The proof follows the same template as Theorems 5.1 and 5.2, namely
we show that conditions (5.131)–(5.133) guarantee that that the game satisfies (5.129)
so that it is a CL-SDPG, and that any solution to the OCP (5.130) with objective
given by (5.87) is also a PCL-NE of game (5.128).
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Let us build the KKT systems for the game and the OCP with parametric policies.
For game (5.127), each agent’s Lagrangian is given ∀k ∈ N by

Lk

(
x0:∞, u,σk,0:∞,θ0:∞,λk,0:∞,µk,0:∞

)
= E

[
∞∑
i=0

γirk (xi, πu(xi),σk,i)

+ λ⊤
k,i (f (xi, πu(xi),θi)− xi+1) + µ

⊤
k,i g (xi, πu(xi))

]
(5.135)

Introduce a shorthand for the instantaneous Lagrangian at time i:

Φk

(
xi,xi+1, u,σk,i,θi,λk,i, µk,i

)
≜ E

[
γirk (xi, πu(xi),σk,i)

+ λ⊤
k,i (f (xi, πu(xi),θi)− xi+1) + µ⊤

k,i g (xi, πu(xi))
]

(5.136)

The discrete time stochastic Euler-Lagrange equations applied to each agent’s La-
grangian are slightly different from the OL case, since we only take into account the
variation with respect to the state:

E
[
∇xi

Φk (xi,xi+1, u,σk,i,θi,λk,i, µk,i)
]

+∇xi

[
Φk (xi−1, xi, u, σk,i−1, θi−1, λk,i−1, µk,i−1)

]
= 0S, i = 1, . . . ,∞ (5.137)

In addition, we have an optimality condition for the policy parameter uk:

E
[
∇uk

Φk (xi,xi+1, u,σk,i,θi,λk,i, µk,i)
]
= 0Uk

(5.138)

From these first-order optimality conditions and the corresponding transversality
condition, we obtain the KKT conditions for every agent k ∈ N and all time steps
i = 1, . . . ,∞:

E
[
∇xi

[
γirk (xi, πu(xi),σk,i) + λ

⊤
k,i f (xi, πu(xi),θi)

]]
+∇xi

[
µ⊤
k,i g (xi, πu(xi))

]
− λk,i−1 = 0S (5.139)

E
[
∇uk

[
γirk (xi, πu(xi),σk,i) + λ

⊤
k,i f (xi, πu(xi),θi)

] ]
+∇uk

[
µ⊤
k,i g (xi, πu(xi))

]
= 0Uk

(5.140)

lim
i→∞

E
[
∇xi

[
γirk (xi, πu(xi),σk,i) + λ

⊤
k,i f (xi, πu(xi),θi)

]]
+∇xi

[
µ⊤
k,i g (xi, πu(xi))

]
= 0S (5.141)

xi+1 = f (xi, πu(xi),θi) , g (xi, πu(xi)) ≤ 0C (5.142)

µk,i ≤ 0C , µ⊤
k,i g (xi, πu(xi)) = 0 (5.143)
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where λk,i−1 is known at time i.
Now, we derive the KKT system of optimality conditions for the OCP (5.130). The

Lagrangian for (5.130) is given by:

LOCP
(
x0:∞, u,σk,0:∞,θ0:∞,β0:∞, δ0:∞

)
= E

[
∞∑
i=0

γiJ (xi, πu(xi),σi)

+ β⊤
i (f (xi, πu(xi),θi)− xi+1) + δ

⊤
i g (xi, πu(xi))

]
(5.144)

where βi ∈ RS and δi ∈ RC are the corresponding multipliers, which are random
variables since they depend on xi. Again, introduce a shorthand for the instantaneous
Lagrangian:

ΦOCP
(
xi,xi+1, u,σi,θi,βi, δi

)
≜ E

[
γiJ (xi, πu(xi),σi)

+ β⊤
i (f (xi, πu(xi),θi)− xi+1) + δ⊤i g (xi, πu(xi))

]
(5.145)

Taking the discrete time stochastic Euler-Lagrange equations, the transversality condi-
tion and the optimality condition from (5.145) with respect to the policy parameter,
we obtain a KKT system of optimality conditions for i = 1, . . . ,∞:

E
[
∇xi

[
γiJ (xi, πu(xi),σi) + β

⊤
i f (xi, πu(xi),θi)

] ]
+∇xi

[
δ⊤i g (xi, πu(xi))

]
− βi−1 = 0S (5.146)

E
[
∇uk

[
γiJ (xi, πu(xi),σi) + β

⊤
i f (xi, πu(xi),θi)

] ]
+∇uk

[
δ⊤i g (xi, πu(xi))

]
= 0Uk

, ∀k ∈ N (5.147)

lim
i→∞

E
[
∇xi

[
γiJ (xi, πu(xi),σi) + β

⊤
i f (xi, πu(xi),θi)

] ]
+∇xi

[
δ⊤i g (xi, πu(xi))

]
= 0S (5.148)

xi+1 = f (xi, πu(xi),θi) , g (xi, πu(xi)) ≤ 0C (5.149)

δi ≤ 0C , δ⊤i g (xi, πu(xi)) = 0 (5.150)

where βi−1 is known at time i.
By comparing (5.139)–(5.143) and (5.146)–(5.150), we conclude that both KKT

systems are equal if the following holds ∀k ∈ N and i = 1, . . . ,∞:

E [∇xi
rk (xi, πu(xi),σk,i)] = E [∇xi

J (xi, πu(xi),σi)] (5.151)

E [∇uk
rk (xi, πu(xi),σk,i)] = E [∇uk

J (xi, πu(xi),σi)] (5.152)
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λk,i = βi , µk,i = δi (5.153)

We repeat the same argument as for the OL case. From conditions (5.151)–(5.152), we
conclude that game (5.127) is a CL-SDPG. Then, under Assumptions 5.3–5.4, we can
see that the optimal solution of the OCP is also a PCL-NE of the CL-SDPG. Now,
introduce the vector field

F (xi, u,σi) ≜ ∇(xi,u)J (xi, πu(xi),σi) (5.154)

Since F is conservative by construction (Lemma 5.1), conditions (5.151)–(5.152) are
equivalent to (5.131)–(5.133) and we can calculate the potential J through the line
integral (5.134).

Under Assumptions 5.5–5.8, Theorem 5.3 proves that any deterministic or stochastic
policy that is solution to OCP (5.130) is also a PCL-NE of game (5.127). From optimal
control theory we know that under mild conditions there exists at least one deterministic
policy that is solution to the OCP (see Lemma 5.5). We remark that there may be
other equilibrium points for the game, beyond the OCP solutions, which correspond to
the case where the dual variables are different for different agents.

In the following example, we use our approach to solve the war fish problem
introduced in Example 5.1 and compare the result with the standard approach.

Example 5.2. Consider the war fish problem described in Example 5.1. In order to
use our approach, we replace the generic policy with the specific policy mapping of our
preference. We choose the linear mapping to be able to compare the results with those
of the standard approach. Thus, we have the following problem:

G7 : ∀k ∈ N

maximize
πk∈Ωk

∞∑
i=0

γi log (ukxi)

s.t. xi+1 =

(
xi −

∑
k∈N

ukxi

)α

xi ≥ 0, πk(xi) ≥ 0, i = 0, . . . ,∞

(5.155)

Let us verify conditions (5.151)–(5.152). For all k, j ∈ N we have:

rk (xi, πu(xi)) = log (ukxi) (5.156)

∇xi
rk (xi, πu(xi)) =

1

xi
(5.157)

∇uk
rk (xi, πu(xi)) =

1

uk
(5.158)
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∇xi
∇xi

rk (xi, πu(xi)) = ∇xi
∇xi

rj (xi, πu(xi)) =
−1
x2i

(5.159)

∇uj
∇xi

rk (xi, πu(xi)) = ∇uk
∇xi

rj (xi, πu(xi)) = 0 (5.160)

∇uj
∇uk

rk (xi, πu(xi)) = ∇uk
∇uj

rj (xi, πu(xi)) = 0 (5.161)

Since conditions (5.151)–(5.152) hold, we conclude that the game is potential. By
applying the line integral (5.134), we obtain:

J(xi, ui) = log(xi) +
∑
k∈N

log (uk) (5.162)

Now, we can solve OCP (5.130) with potential function (5.162). For this particular
problem, it is easy to solve the KKT system in closed form. Introduce a shorthand:

u ≜
∑
k∈N

uk (5.163)

The Euler-Lagrange equation (5.146) for this problem becomes:

γi + βiαx
α
i (1− u)α − βi−1xi = 0 (5.164)

The optimality condition (5.147) with respect to the policy parameter becomes:

γi − βiαxαi (1− u)α−1 uk = 0 (5.165)

Let us solve for βi in (5.165):

βi =
γi

αxαi (1− u)α−1 uk
(5.166)

Replacing (5.166) and the state-transition dynamics in (5.164), we obtain the following
set of equations:

αγ (1 + uk − u) = 1− u, ∀k ∈ N (5.167)

Hence, the parameters can be obtained as:

uk =
1− αγ

αγ +N(1− αγ) , ∀k ∈ N (5.168)

This is exactly the same solution that we obtained in Example 5.1 with the standard
approach. We remark that for the standard approach, we were able to obtain the
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policy parameters since we put the correct parametric form of the policy in the Euler
equation. If we had used another parametric family without a linear term, the Euler
equations (5.115) might have no solution and we would have got stuck. In contrast,
with our approach, we could freely choose any other form of the parametric policy, and
always solve the KKT system of the approximate game. Broadly speaking, we can say
that the more expressive the parametric family, the more likely that the optimal policy
of the original game will be accurately approximated by the optimal solution of the
approximate game.

The main point of Theorem 5.3 is that, once we have the potential function, we
can formulate and solve the related OCP for any specific parametric policy family.
Thus, the main drawback with Theorem 5.3 is precisely that the potential function
given by (5.134) is obtained through a line integral that depends on the parametric
form of the policy, which could be involved (e.g., for a neural-network approximation).
Thus, it would be more convenient to have a result similar to Lemma 5.3 for CL, in
which we can find the potential function by inspection for any generic parametric
policy, as a separable term of the agents’ reward functions. To do so, we are going to
assume the particular case where each agent’s policy depends on disjoint subsets of
components of the state vector. More formally, introduce X π

k as the set of state-vector
components that influence the policy of agent k and introduce a new state vector, xπk ,
with components in X π

k :

xπk,i ≜ (xi(m))m∈Xπ
k

(5.169)

Introduce also xπ−k,i as the vector of components that do not influence the policy of
agent k:

xπ−k,i ≜ (xi(l))l /∈Xπ
k

(5.170)

In addition, introduce X r
k as the set of components of the state vector that influence

the reward of agent k directly (not indirectly through any other agent’s policy), and
define the state vectors:

xrk,i ≜ (xi(m))m∈X r
k

(5.171)

xr−k,i ≜ (xi(l))l /∈X r
k

(5.172)
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Finally, introduce the union of these two subsets: XΘ
k = X π

k ∪X r
k , and its corresponding

vectors:

xΘk,i ≜ (xi(m))m∈XΘ
k

(5.173)

xΘ−k,i ≜ (xi(m))m/∈XΘ
k

(5.174)

Let us illustrate these definitions with a simple example.

Example 5.3. Consider a game with N = 2 players, S = 4 and rewards given by

r1(xi, πu(xi)) = xi(1) + xi(2) + πu1 (xi(1), xi(2))− πu2 (xi(3)) (5.175)

r2(xi, πu(xi)) = xi(3) + xi(4) + πu2 (xi(3))− πu1 (xi(1), xi(2)) (5.176)

Then, we have

X π
1 = {1, 2}, X r

1 = {1, 2}, XΘ
1 = {1, 2} (5.177)

X π
2 = {3}, X r

2 = {3, 4}, XΘ
2 = {3, 4} (5.178)

Note that XΘ
1 ∩ XΘ

2 = ∅.

Now, we make the assumption that all agents have disjoint state-component subsets
(as in the previous example). This is convenient since it allows us to obtain the potential
function by inspection, as formally expressed by the following theorem.

Theorem 5.4. Let Assumptions 5.5–5.8 hold. Assume that the subsets of state-
components are disjoint for all players, i.e.:

XΘ
k ∩ XΘ

j = ∅, ∀(k, j) ∈ {N ×N : k ̸= j} (5.179)

Suppose that the reward function of every agent can be expressed as the sum of a
term that is common to all agents plus another term that depends neither on its own
state-components, nor on its policy parameter, i.e.:

rk
(
xrk,i, πuk

(xπk,i), πu−k
(xπ−k,i),σk,i

)
= J (xi, πu(xi),σi)

+ Θk

(
xr−k,i, πu−k

(xπ−k,i),σi

)
, ∀k ∈ N (5.180)

Hence, game (5.127) is a CL-SDPG, and the common term, J , is a potential function
equivalent to (5.134).
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Proof: We can rewrite game (5.127) by making explicit that the actions result
from the policy mapping, which yields an expression that reminds the OL problem but
with extra constraints:

G6 : ∀k ∈ N

maximize
uk∈Uk, {ak,i}∞0 ∈

∏∞
i=0 Ak

E

[
∞∑
i=0

γirk
(
xr
k,i,ak,i,a−k,i,σk,i

)]
s.t. ak,i = πuk

(xπ
k,i), a−k,i = πu−k

(xπ
−k,i)

xi+1 = f(xi,ai,θi)

g(xi,ai) ≤ 0

θi ∼ pθ(·|xi,ai), σk,i ∼ pσk
(·|xi,ai)

(5.181)

where, from (5.125), it is clear that:

ai ≜ (ak,i,a−k,i) = πu(xi) (5.182)

Rewrite also OCP (5.130) with explicit dependence on the actions:

P5 :

maximize
u∈U, {ai}∞0 ∈

∏∞
i=0 A

E

[
∞∑
i=0

γiJ(xi,ai,σi)

]
s.t. ai = πu(xi)

xi+1 = f(xi,ai,θi)

g(xi,ai) ≤ 0

θi ∼ pθ(·|xi,ai), σk,i ∼ pσk
(·|xi,ai)

(5.183)

By following the Euler-Lagrange approach described in Theorem 5.3 (and in previous
sections), we have that the KKT systems for game and OCP are equal if the dual
variables are equal (including new extra dual variables for the equality constraints that
relate the action and the policy) and the following first-order conditions hold ∀k ∈ N
and i = 1, . . . ,∞:

E
[
∇xr

k,i
rk
(
xrk,i, ak,i, a−k,i,σk,i

)]
= E

[
∇xr

k,i
J (xi, ai,σi)

]
(5.184)

E
[
∇ak,irk

(
xrk,i, ak,i, a−k,i,σk,i

)]
= E

[
∇ak,iJ (xi, ai,σi)

]
(5.185)

The benefit of this reformulation is that the gradient in (5.184) is taken with respect
to the components in X r

k only (instead of the whole set X ), at the cost of replacing
(5.152) with the sequence of conditions (5.185). Although (5.185) looks similar to the
OL case (5.102), we have to realize that ak,i is indeed a function of variables xπk,i and
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uk. In order to understand the influence of this variable change, we use the identity
ak,i = πuk

(xπk,i) and apply the chain rule to both sides of (5.185), obtaining:

E
[
∇xπ

k,i
rk

]
= E

[
∇xr

k,i
rk

]⊤
∇xπ

k,i
xrk,i + E

[
∇ak,irk

]⊤∇xπ
k,i
ak,i (5.186)

E
[
∇uk

rk

]
= E

[
∇ak,irk

]⊤∇uk
ak,i (5.187)

E
[
∇xπ

k,i
J
]
= E

[
∇xr

k,i
J
]⊤
∇xπ

k,i
xrk,i + E

[
∇ak,iJ

]⊤∇xπ
k,i
ak,i (5.188)

E [∇uk
J ] = E

[
∇ak,iJ

]⊤∇uk
ak,i (5.189)

From (5.184)–(5.185), it is clear that the right side of (5.186) and (5.188) are equal.
Similarly, from (5.185), the right side of (5.187) and (5.189) are equal, so that their
left side must be also equal. Hence, we can replace (5.185) with the two following
conditions:

E
[
∇xπ

k,i
rk
(
xrk,i, πuk

(
xπk,i
)
, a−k,i,σk,i

)]
= E

[
∇xπ

k,i
J
(
xi, πuk

(
xπk,i
)
, a−k,i,σi

)]
(5.190)

E
[
∇uk

rk
(
xrk,i, πuk

(
xπk,i
)
, a−k,i,σk,i

)]
= E

[
∇uk

J
(
xi, πuk

(
xπk,i
)
, a−k,i,σi

)]
(5.191)

Moreover, we can combine (5.184) and (5.190) in one single equation:

E
[
∇xΘ

k,i
rk
(
xrk,i, πuk

(
xπk,i
)
, a−k,i,σk,i

)]
= E

[
∇xΘ

k,i
J
(
xi, πuk

(
xπk,i
)
, a−k,i,σi

)]
(5.192)

By using the identity a−k,i = πu−k
(xπ−k,i) in (5.191)–(5.192), we have:

E
[
∇xΘ

k,i
rk
(
xrk,i, πuk

(
xπk,i
)
, πu−k

(
xπ−k,i

)
,σk,i

)]
= E

[
∇xΘ

k,i
J (xi, πu (xi) ,σi)

]
(5.193)

E
[
∇uk

rk
(
xi, πuk

(
xπk,i
)
, πu−k

(
xπ−k,i

)
,σk,i

)]
= E [∇uk

J (xi, πu (xi) ,σi)] (5.194)

Thus, by following the same argument used in Lemma 5.2, under the disjoint-state-
components assumption given by (5.179), conditions (5.193)–(5.194) are sufficient for
game (5.127) to be a CL-SDPG, with potential function J . Moreover, by following the
same conservative-vector-field argument described above, we can obtain second-order
conditions similar to (5.131)–(5.133), but where the gradients are taken with respect
to xΘk,i, instead of xi.

Now, we show that the separable common term in (5.180) is actually the objective
of the OCP. Since the sets XΘ

k are assumed disjoint (i.e., xΘk,i shares no components
with xπ−k,i or xr−k,i), we have:

E
[
∇xΘ

k,i
Θk

(
xr−k,i, πu−k

(xπ−k,i),σi

)]
= 0 (5.195)
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By taking the gradient with respect to xΘk,i and uk in both sides of (5.180), we obtain
(5.193)–(5.194).

Again, we remark that Theorem 5.4 is of practical importance, since it is usually
much simpler to find J by identifying the terms in (5.180) than by solving the line
integral (5.134), especially if the policy is an expressive nonlinear parametric mapping
of the state (e.g., a neural network). Note also that other separable cases are possible
beyond the disjoint state-components assumption. For instance, the war-fish problem
with linear policies described in Example 5.2 can be easily written in separable form,
with the peculiarity that the independent term depends on no state-component at all
but only the linear policy parameters of other agents.

From this analysis we extract another interesting conclusion. Consider two games
with the same reward functions, dynamics and constraints, and where their only
difference is that one is open-loop (i.e., the agents optimize over the set of action
sequences) and the other is closed-loop (i.e., the agents optimize over the set of
parametric policies). You could also imagine that we have an OL game and obtain
another CL game by simply replacing every action as a mapping of the state (i.e.,
ai = πu(xi)). Loosely speaking, we could say that we have the OL and CL versions of
a game. In this case, it could happen that the OL version of the game is potential,
while the (parametric) CL version is not. First, we illustrate this with a simple example.
Then, we formalize this idea with a lemma.

Example 5.4. Consider an OL game with N = 2 players and rewards given by

r1(xi, a1) = a1,ixi (5.196)

r2(xi, a2) = a2,ixi (5.197)

The game is clearly an OL-DPG, with separable functions:

J(xi, ai) = (a1,i + a2,i)xi, Θ1(a2,i) = −a2,ixi, Θ2(a1,i) = −a1,ixi (5.198)

Now, suppose that the actions are replaced by linear policies of the form: πuk
= ukxi,

so that we obtain a parametric CL version of the same game, with reward functions:

r1(xi, πu1(xi)) = u1x
2
i (5.199)

r2(xi, πu2(xi)) = u2x
2
i (5.200)
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In order to check whether the CL version of the game is potential, we take second
partial derivatives and observe that:

∇xi
∇xi

r1(xi, πu1(xi)) = 2u1 ̸= ∇xi
∇xi

r2(xi, πu2(xi)) = 2u2 (5.201)

Since condition (5.132) does not hold, we conclude that the CL version of the game is
not potential.

Lemma 5.6. Let GOL be an OL game. Let GCL be the CL game obtained by replacing
every action in GOL with a parametric policy of the state (i.e., ai = πu(xi), for all
i = 1, . . . ,∞). If GCL is an CL-SDPG, then GOL is an OL-SDPG (this is sufficient
but not necessary condition).

Proof: To prove sufficiency, note that if we replace πu(xi) with ai, for all
i = 1, . . . ,∞, in (5.151), the equality still holds and we obtain (5.84). Moreover, if
we do the same change of variables in (5.152), we obtain (5.85). Counter-example 5.4
shows that the condition is not necessary.

With this result, we have finished the theoretical contributions of this chapter. In
the following sections, we show how to apply these ideas to different practical problems.

5.7 Network flow control

Several works (see, e.g., [173, 193, 310, 60]) have considered network flow control as
an optimization problem wherein each source is characterized by a utility function
that depends on the transmission rate, and the goal is to maximize the aggregated
utility. We generalize the standard model by considering that the nodes are equipped
with batteries that are depleted proportionally to the outgoing flow. In addition we
consider several layers of relay nodes, each one being able to receive data from multiple
sources, so there are several paths between source and destination (see Figure 5.2).
When the relay batteries are completely depleted, no more transmissions are allowed
and the game is over. Hence, although we formulate the problem as an infinite horizon
dynamic game, the effective time horizon—before the batteries deplete—is finite. This
problem has no known analytical solution, but the utilities are concave. Therefore, the
finite horizon approximation is convenient because we can solve an equivalent concave
optimization problem, significantly reducing the computational load with respect to
other optimal control algorithms (e.g., dynamic programming).
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Figure 5.2 Network scenario for two users and two layers of relay nodes. agent b1 aims
to transmit to destination d1, while b2 aims to transmit to destination d2. They have
to share relay nodes n1, . . . , n4. We denote the L = 6 aggregated flows as L1, . . . , L6.

5.7.1 Network flow dynamic game and related OCP

Let ak,i(ℓ) denote the flow along path ℓ for user k at time i. Suppose there are Ak

possible paths for each user k, so that ak,i ≜ (ak,i(ℓ))
Ak

ℓ=1 denotes the k-th agent’s
action vector. Let A =

∑
k∈N Ak denote the total number of available paths, and let

ai ≜ (ak,i)k∈N be the vector of flows over all available paths.
Suppose there are S relay nodes. Let xi(s) denote the battery level of the s-th relay

node. The state of the game is given by xi ≜ (xi(s))
S
s=1, such that all agents share

all components of the state-vector (i.e., Xk = X and Xk = {1, . . . , S}, ∀k ∈ N ). The
battery level evolves with the following state-transition equation for all components
s = 1, . . . , S:

xi+1(s) = xi(s)− δ
∑
k∈N

∑
ℓ∈Fs

ak,i(ℓ), x0(s) = Bs,max (5.202)

where Fs denotes the subset of flows through relay node s (i.e., the components of the
action vector that influence the s-th component of the state vector), Bs,max is a positive
scalar that stands for the maximum battery level of node s, and δ is a proportional
depletion factor.

There is some capacity constraint of the maximum aggregated rate at every relay
and destination node. Let cmax ∈ RC denote the vector with maximum capacities,
where C is the number of relay nodes plus destination nodes. Let M = [mcℓ] denote
the matrix of size C × A that define the aggregated flows for each relay and destination
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node, such that element mcℓ = 1, if flow node ℓ is aggregated in node c, and mcℓ = 0

otherwise.
Similar to the standard static flow control problem, we assume that each agent

intends to maximize a concave function Γ : Ak → R of the sum of rates across all
available paths. This function Γ can take different forms depending on the scenario
under study, like the square root [202] or a capacity form. In addition to the transmission
rate, we include the battery levels of the relays in each agent’s utility, weighted by some
positive parameter α. The combination of these two objectives can be understood as
the agent aiming to maximize its total transmission rate, while saving the batteries of
the relays. Since multiple agents can share multiple links, the agents have to compete
for the capacity and battery of the relays, which are limited resources.

The dynamic network flow control game is given by the following set of coupled
OCP:

G7 : ∀k ∈ N

maximize
{ak,i}∈

∏∞
i=0 Ak

∞∑
i=0

γi

(
Γ

(
Ak∑
ℓ=1

ak,i(ℓ)

)
+ α

S∑
s=1

xi(s)

)
s.t. xi+1(s) = xi(s)− δ

∑
k∈N

∑
ℓ∈Fs

ak,i(ℓ)

x0(s) = Bs,max, 0 ≤ xi(s) ≤ Bs,max, s = 1, . . . , S

Mai ≤ cmax, ai ≥ 0

(5.203)

Note that each agent’s utility can be expressed in separable form:

rk(xk,iai, i) ≜ Γ

(
Ak∑
ℓ=1

ak,i(ℓ)

)
+ α

S∑
s=1

xi(s)

=
∑
k∈N

Γ

(
Ak∑
ℓ=1

ak,i(ℓ)

)
+ α

S∑
s=1

xi(s)−
∑

j∈N :j ̸=k

Γ

 Aj∑
ℓ=1

aj,i(ℓ)

(5.204)

where the first two terms are common for all users and the second term depends on
actions of all users except user k. Therefore, Lemma 5.3 establishes that problem
(5.203) is a DPG, with potential function given by:

J(xi, ai, i) =
∑
k∈N

Γ

(
Ak∑
ℓ=1

ak,i(ℓ)

)
+ α

S∑
s=1

xi(s) (5.205)

Before applying Theorem 5.1, we have to check whether Assumptions 5.1–5.4 are
satisfied. We follow [202] and choose Γ(·) ≜

√
(ϵ+ ·) (where ϵ > 0 is only added to
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avoid differentiability issues when ak,i(ℓ) = 0). Let X and Ak be open convex sets
containing the Cartesian products of intervals [0, Bs,max] and [0,∞), respectively. It
follows that Assumptions 5.1–5.2 hold. Moreover, since Γ is concave and problem
(5.203) has linear equality constraints and concave inequality constraints, Slater’s
condition holds, i.e., Assumption 5.3 is satisfied. Finally, since the constraint set in
(5.203) is compact, Lemma 5.5.1 states that Assumption 5.4 holds. Hence, Theorem
5.1 establishes that we can find an NE of (5.203) by solving the following OCP:

P6 :

maximize
{ak,i}∈

∏∞
i=0 Ak

∞∑
i=0

γi

(∑
k∈N

Γ

(
Ak∑
ℓ=1

ak,i(ℓ)

)
+ α

S∑
s=1

xi(s)

)
s.t. xi+1(s) = xi(s)− δ

∑
k∈N

∑
ℓ∈Fk

ak,i(ℓ)

x0(s) = Bs,max, 0 ≤ xi(s) ≤ Bs,max, s = 1, . . . , S

Mai ≤ cmax, ai ≥ 0

(5.206)

5.7.2 Finite horizon approximation and simulation results

We remark that there is not known closed form solution for problem (5.206). Thus, we
have to rely on numerical methods to solve the OCP. Suppose that we set the weight
parameter α in J low enough to incentivize some positive transmission. Eventually, the
nodes’ batteries will be depleted and the system will get stuck in a steady-state, with
no further state transitions. Thus, we can approximate the infinite-horizon problem
(5.206) as a finite-horizon problem, with horizon bounded by the time-step at which
all batteries have been depleted. Moreover, in our setting, we have assumed Γ to be
concave. Therefore, we can effectively solve (5.206) with convex optimization solvers
(we use the software described in [109]). The benefit of using a convex optimization
solver is that standard optimal control algorithms are computationally demanding
when the state and action spaces are subsets of vector spaces.

For our numerical experiment, we consider N = 2 agents that share a network
of S = 4 relay nodes, organized in two layers, plus 2 destination nodes (see Figure
5.2). Thus, we have L = 6 receiving points, with vector of maximum capacities
cmax = [0.5, 0.15, 0.5, 0.15, 0.4, 0.4]⊤. In this particular setting, each agent is allowed to
use four paths, A1 = A2 = 4. The connectivity matrix M ∈ RL=6×S=8 can be obtained



5.7 Network flow control 237

from Figure 5.2:

M =



1 1 0 0 0 1 1 0

0 0 1 1 0 0 1 1

1 0 1 0 0 1 1 0

0 1 0 1 1 0 0 1

1 1 1 1 0 0 0 0

0 0 0 0 1 1 1 1


(5.207)

The battery is initialized to Bs,max = Bmax = 1 for the four relay nodes (s = 1, . . . , 4).
We set depleting factor δ = 0.05, discount factor γ = 0.9, weight α = 1 and ϵ = 0.001.

We remark that the solution obtained is an NE based on an OL analysis. Figure
5.3 shows (top) the evolution of the L = 6 aggregated flows, (middle) the A = 8 paths,
and (bottom) the battery of each of the S = 4 relay nodes. Since we have included the
battery level of the relay nodes in the users’ utilities (i.e., α > 0), the users have an
extra incentive to limit their flow rate. Thus, there are two effective reasons to limit the
flow rate: satisfy the problem constraints and save battery. Let Lj , j = 1, . . . , 6, denote
the capacity through each receiving point at time i. We can see that the receiving
points with higher maximum capacity are not saturated (L1 < 0.5, L3 < 0.5, L5 < 0.4,
and L6 < 0.4). The reason is that the users have limited their individual flow rates
in order to save relays’ batteries. On the other hand, the receiving points with lower
maximum capacity are saturated (L2 = L4 = 0.15) because the capacity constraint is
more restrictive than the self-limitation incentive. When the batteries of the nodes
with higher maximum capacity (s = 1, s = 3) are depleted (around i = 70), the flows
through these nodes stop. This allows the other flows (a1,i(4), a2,i(4)) to transmit at
the maximum rate allowed by the capacity constraints (note that L2 = L4 = 0.15

remains constant). When the battery of every node is depleted, none of the users is
allowed to transmit any more and the system enters in a final steady-state with no
more state transitions.

The results shown in Figure 5.3 have been obtained with a centralized convex
optimization algorithm, meaning that it should be run off-line by the system designer,
before deploying the real system. Alternatively, we could have used the distributed
algorithms proposed by reference [88], enabling the agents to solve the finite horizon
approximation of problem (5.206) in a decentralized manner, even with the coupled
capacity constraints.
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Figure 5.3 Network flow control with N = 2 agents, S = 4 relay nodes and A1 = A2 = 4
available paths per node, so that A = A1 + A2 = 8. (Top) Aggregated flow rates at
L1, . . . , L6. (Middle) Flow for each of the A = 8 available paths. (Bottom) Battery
level in each of the S = 4 relay nodes.
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5.8 Dynamic Multiple Access Channel

In this section, we consider an uplink scenario in which every user k ∈ N independently
chooses its transmitter power, ak,i, aiming to achieve the maximum rate allowed by
the channel [334]. If multiple users transmit at the same time, they will interfere each
other, which will decrease their rate, so that they have to find an equilibrium. Let Rk,i

denote the rate achieved by user k at time i with normalized noise:

Rk,i ≜ log

(
1 +

|hk|2 ak,i
1 +

∑
j∈N :j ̸=k |hj|

2 aj,i

)
(5.208)

where hk denotes the fading channel coefficient for user k.

5.8.1 Multiple access channel DPG and related OCP

Let xk,i ∈ [0, Bk,max] ≜ Xk denote the battery level for each agent k ∈ N , which is
discharged proportionally to the transmitted power ak,i ∈ [0, Pk,max] ≜ Ak, where Pk,max

and Bk,max denote the maximum transmitter power and maximum available battery
level for node i, respectively. The state of the system is given by the vector with
all individual battery levels: xi = (xk,i)k∈N ∈ X. Thus, each agent is only affected
by its own battery, such that S = N and all state vector components are unshared,
i.e., X =

∏
k∈N Xk ⊂ RN , and Xk = {k}. Suppose the agents aim to maximize its

transmission rate, while also saving their battery. This scenario yields the following
dynamic game:

G8 : ∀k ∈ N
maximize

{ak,i}∈
∏∞

i=0 Ak

∞∑
i=0

γi (Rk,i + αxk,i)

s.t. xk,i+1 = xk,i − δak,i, xk,0 = Bk,max

0 ≤ ak,i ≤ Pk,max, 0 ≤ xk,i ≤ Bk,max

(5.209)

where α is the weight given for saving the battery and δ is the discharging factor.
Problem (5.209) is an OL dynamic infinite-horizon extension of the static problem
proposed in [256].

Instead of looking for a separable structure in the agents’ utilities, we show that
Lemma 5.4 holds:

∂2rk(xk,i, ai, i)

∂xj,i∂ak,i
=
∂2rj(xj,i, ai, i)

∂xk,i∂aj,i
= 0 (5.210)
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∂2rk(xk,i, ai, i)

∂xj,i∂xk,i
=
∂2rj(xj,i, ai, i)

∂xk,i∂xj,t
= 0 (5.211)

∂2rk(xk,i, ai, i)

∂aj,i∂ak,i
=
∂2rj(xk,i, ai, i)

∂ak,i∂aj,i
=

− |hk|2 |hj|2(
1 +

∑
k∈N |hk|

2 ak,i
)2 (5.212)

Hence, problem (5.209) is a DPG. In order to find a related OCP, let us define Xk

and Ak as open convex sets containing the closed intervals [0, Bk,max] and [0, Pk,max],
respectively, so that Assumptions 5.1–5.2 hold. Derive a potential function from (5.45):

J(xi, ai, i) = log

(
1 +

∑
k∈N

|hk|2ak,i
)

+ α
∑
k∈N

xk,i (5.213)

Since (5.213) is concave and all equality and inequality constraints in (5.209) are linear,
Assumption 5.3 is satisfied through Slater’s condition. Moreover, since the constraint
set is compact and the potential (5.213) is continuous, Lemma 5.5.1 establishes that
Assumption 5.4 holds. Therefore, Theorem (5.1) states that we can find an NE of
(5.209) by solving the following OCP:

P7 :

maximize
{ai}∈

∏∞
i=0 A

∞∑
i=0

γi

(
log

(
1 +

∑
k∈N

|hk|2ak,i
)

+ α
∑
k∈N

xk,i

)
s.t. xk,i+1 = xk,i − δak,i, xk,0 = Bk,max

0 ≤ ak,i ≤ Pk,max, 0 ≤ xk,i ≤ Bk,max, ∀k ∈ N

(5.214)

5.8.2 Simulation results

Similar to Section 5.7.2, the system reaches a steady-state when the batteries have
been depleted. Thus, we can find the solution by solving a finite horizon problem.
Moreover, since the problem is concave, we can use convex optimization software (e.g.,
[109])—alternatively, we could find the solution by solving the KKT system with an
efficient ad-hoc distributed algorithm, like in [334].

We simulated a scenario with N = 4 users. We set the maximum battery level
Bmax = Bk,max = 33, ∀k ∈ N , the maximum power allowed per user Pmax = Pk,max = 5,
∀k ∈ N , the weight battery utility factor α = 0.001, the transmitter power battery
depletion factor δ = 1, and the discount factor γ = 0.95. The simulated channel gains
are |h1|2 = 2.019, |h2|2 = 1.002, |h3|2 = 0.514 and |h4|2 = 0.308.

Figure 5.4 shows appealing results: the solution of the OCP—which is an NE of the
game—is similar to a time-division-multiple-access (TDMA) scheme. In other words,
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Figure 5.4 Dynamic multiple access scenario with N = 4 users. (Top) Evolution of
transmitter power. (Bottom) Transmission rate for every user. The equilibrium is a
schedule with order determined by each user’s channel gain.

instead of creating interference among users, they wait until the users with higher
channel-gain have depleted their batteries.

5.9 Optimal Scheduling

In this section we present the most general form of the proposed framework, and
show its applicability to two scheduling problems. Neither the related OCP can be
approximated by a finite horizon problem, nor the utilities are concave. Thus, we
cannot rely upon convex optimization software and we have to use optimal control
methods, like dynamic programming [28]. Finally, we consider a nonstationary scenario,
in which the channel coefficients evolve with time. This makes the state-transition
equations (and the utility for the equal rate problem) depend not only on the current
state, but also on time.
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5.9.1 Proportional fair and equal rate games and related OCP

Let us redefine the rate achieved by user k at time i, so that we consider time varying
channel coefficients:

Rk,i ≜ log

(
1 +

|hk,i|2 ak,i
1 +

∑
j∈N :j ̸=k |hj,i|

2 aj,i

)
(5.215)

where ak,i is the transmitter power of agent k, and |hk,i| is its time-varying channel
coefficient.

We propose two different scheduling games, namely, proportional fair and equal
rate scheduling.

Proportional fair scheduling

Proportional fair is a compromise-based scheduling algorithm. It aims to maintain a
balance between two competing interests: trying to maximize total throughput while,
at the same time, guaranteeing a minimal level of service for all users [142, 143, 342].

In order to achieve this tradeoff, we propose the following game:

G9 : ∀k ∈ N

maximize
{ak,i}∈

∏∞
i=0 Ak

∞∑
i=0

γixk,i

s.t. xk,i+1 =

(
1− 1

i

)
xk,i +

Rk,i

i

xk,0 = 0, 0 ≤ ak,i ≤ Pk,max

(5.216)

where the state of the system is the vector of all agents’ average rates xi = (xk,i)k∈N ∈ X.
Since each agent aims to maximize its own average rate, the state-components are
unshared among agents: S = N , Xk = {k} and X =

∏
k∈N Xk.

In order to show that problem (5.216) is a DPG, we evaluate Lemma 5.3 with
positive result, and obtain the potential function J from (5.34):

J(xi, ai, i) =
∑
k∈N

xk,i (5.217)

Now, we show that we can derive a related OCP. It is clear that Assumptions 5.1–5.2
hold. By taking the gradient of the constraints of (5.216) and building a matrix with
the gradients of the constraints (i.e., the gradient of each constraint is a column of this
matrix), it is straightforward to show that the matrix is full rank. Hence, the linear
independence constraint qualification holds (see, e.g., [26, Sec. 3.3.5], [311]), meaning
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that Assumption 5.3 is satisfied. Finally, since Rk,i ≥ 0 and xk,0 = 0, we conclude
that there exists some scalar M ≥ 0 for which the level set {xi :

∑
k∈N xk,i ≥ M}

is nonempty and bounded. Hence, Lemma 5.5.3 establishes that Assumption 5.4 is
satisfied. Thus, from Theorem 5.1, we can find an NE of DPG (5.216) by solving the
following OCP:

P8 :

maximize
{ai}∈

∏∞
i=0 A

∞∑
i=0

γi
∑
k∈N

xk,i

s.t. xk,i+1 =

(
1− 1

i

)
xk,i +

Rk,i

i

xk,i = 0, 0 ≤ ak,i ≤ Pk,max, ∀k ∈ N

(5.218)

Equal rate scheduling

In this problem, the aim of each user is to maximize its rate, while at the same time
keeping the users’ cumulative rates as close as possible. Let xk,i denote the cumulative
rate of user k. The state of the system is the vector of all users’ cumulative rate
xi = (xk,i)k∈N . Again S = N and Xk = {k}. This problem is modeled by the following
game:

G10 : ∀k ∈ N
maximize

{ak,i}∈
∏∞

i=0 Ak

∞∑
i=0

γi

(
(1− α)Rk,i − α

∑
j∈N :j ̸=k

(xk,i − xj,i)2
)

s.t. xk,i+1 = xk,i +Rk,i

xk,0 = 0, 0 ≤ ak,i ≤ Pk,max

(5.219)

where parameter α weights the contribution of both terms.
It is easy to verify that conditions (5.35)–(5.37) are satisfied. Hence, from Lemma

5.4, we know that problem (5.219) is a DPG. Let us define Xk and Ak as open convex
sets that contain the intervals [0,∞) and [0, Pk,max], respectively. It follows that
Assumptions 5.1–5.2 hold. Similar to the proportional fair scheduling problem (5.216),
Assumption 5.3 holds through the linear independence constraint qualification. Then,
we only have to show that Assumption 5.4 holds to state that the game is a DPG. Let
us proceed as follows. We derive a potential J by integrating (5.45), obtaining:

J(xi, ai, i) = (1− α) log
(
1 +

∑
k∈N

|hk,i|2ak,i
)
− α

N−1∑
k∈N

N∑
j=k+1

(xk,i − xj,i)2 (5.220)
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In order to study the existence of solution of the related OCP, we distinguish two
extreme cases:

1. All agents have exactly the same rate (i.e., xk,i = xj,i, ∀k, j ∈ N ).

2. Each agent’s rate is different from any other agent’s rate (i.e., xk,i ̸= xj,i, k ̸= j,
k, j ∈ N ).

When all agents have exactly the same rate, the terms (xk,i − xj,i)2 vanish for all (k, j)
pairs, and (5.220) only depends on the actions (the state becomes irrelevant). Since the
action constraint set is compact, existence of solution is guaranteed by Lemma 5.5.1.
When each agent’s rate is different from any other agent’s rate, the term −(xk,i− xj,i)2
is coercive, so that (5.220) becomes coercive too (since the constraint action set is
compact, the term depending on ak,i is bounded). Thus, existence of optimal solution
is guaranteed by Lemma 5.5.2. Finally, the case where some agent’s rate are equal and
some are different is a combination of the two cases already mentioned. so that the
equal terms vanish and the different terms make (5.220) coercive. Therefore, Theorem
5.1 states that we can find an NE of DPG (5.219) by solving the following OCP:

P9 :

maximize
{ai}∈

∏∞
i=0 A

∞∑
i=0

γi

(
(1− α) log

(
1 +

∑
k∈N

|hk,i|2ak,i
)

− α
N−1∑
k=1

N∑
j=k+1

(xk,i − xj,i)2
)

s.t. xk,i+1 = xk,i +Rk,i, xk,0 = 0

0 ≤ ak,i ≤ Pk,max, ∀k ∈ N

(5.221)

5.9.2 Solving the OCP with dynamic programming

Although Lemma 5.5 establishes existence of optimal solution to these OCPs, these
problems are nonconcave and cannot be approximated by finite horizon problems.
Thus, we cannot rely on efficient convex optimization software. We remark that we are
assuming that every problem parameter, the state transition and potential functions
are known. Hence, in order to numerically solve these problems, we can use dynamic
programming methods [28].

Standard dynamic programming methods assume that the OCP is stationary. One
standard method to cope with nonstationary OCPs is to augment the state set so
that it includes the time as an extra dimension for some time length T . Let the
augmented state-vector at time i be denoted by x̃i = (xi, i) ∈ X̃ ≜ X×{0, . . . , T}. The
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state-transition equation in the augmented state space becomes f̃ : X̃× A→ X̃. Since
we are tackling an infinite horizon problem, when augmenting the state space with the
time dimension, it is convenient to impose a periodic time variation:

f̃(x̃i, ai) ≜

[
f(xi, ai, i)

i+ 1 (if i < T ) or 0 (if i = T )

]
(5.222)

One further difficulty for solving OCPs with continuous state and action sets is
that dynamic programming methods are mainly derived for discrete state-action sets.
Two common approaches to overcome this limitation are:

1. Discretize the continuous variables, so that the value function is approximated in
a set of points (see, e.g., how we solved the problem in Section 5.9.2).

2. Use a parametric approximation of the value function (see discussion in Section
3.2.2, or the tutorial [98]).

For simplicity, we follow the discretization approach here, since the goal of this
examples are to illustrate the general approach. We remark that it may be problematic
to finely discretize the state-action spaces in high-dimensional problems though, since
the computational load increases exponentially with the number of states. Indeed,
these and other approximation techniques, usually known as approximate dynamic
programming, are still an active area of research (see, e.g., [28, Ch. 6], [226]).

Introduce the optimal value function for the time-augmented state set:

V ⋆(x̃0) ≜ max
{ai}∈

∏∞
i=0 A

∞∑
i=0

γiJ(x̃i, ai) =
∞∑
i=0

γiJ(x̃i, a
⋆
i ) (5.223)

Let π⋆ : X̃ → A be the optimal policy that provides the sequence of actions {a⋆i ≜

π⋆(x̃i)}∞i=0 that is the solution to the OCP, as explained by Lemma 5.5. Then, the
Bellman optimality equation is given by

V ⋆(x̃i) = J (x̃i, π
⋆(x̃i)) + γV ⋆

(
f̃ (x̃i, π

⋆(x̃i))
)

(5.224)

where the time dependence of J is implicit in x̃i (i.e., J (x̃i, π
⋆(x̃i)) = J (xi, π

⋆(x̃i), i)).
Let Q ≜ {x̃⋄1, . . . , x̃⋄Q} denote the discrete grid of that discretizes the state set X

into Q points. Let ⌈x̃⌉ denote a operator that returns the point in Q that is closest to
x̃ ∈ X̃. Moreover, let x̃⋄q ∈ Q denote the q-th point in Q.

Among the available dynamic programming methods, we choose value iteration (VI)
for its reduced complexity per iteration with respect to policy iteration (PI), which is
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especially relevant when the state-grid has fine resolution (i.e., large number of states).
VI is obtained by turning the Bellman optimality equation (5.224) into an update rule,
so that it generates a sequence of value function estimates, {Vt}∞t=1, that converges to
the optimal value: limt→∞ Vt = V ⋆, for arbitrary V0. In particular, at every iteration
t, we obtain the policy πt that maximizes Vt (policy improvement). Then, we update
the value function Vt+1 for the latest policy (policy evaluation). VI is summarized in
Algorithm 5.1.

Algorithm 5.1: Value Iteration for the non-stationary OCP

1 Inputs: number of states Q, threshold ε
2 Discretize the augmented space X̃ into a grid of Q states
3 Initialize ∆ =∞, t = 0 and V0(x̃⋄q) = 0 for q = 1 . . . Q

4 while ∆ > ε
5 for every state q = 1 to Q do
6 πt(x̃

⋄
q) = argmaxa∈A J(x̃⋄q, a) + γVt(⌈f̃

(
x̃⋄q, a

)
⌉)

7 Vt+1(x̃
⋄
q) = J(x̃⋄q, πt(x̃

⋄
q)) + γVt(⌈f̃

(
x̃⋄q, πt(x̃

⋄
q)⌉
)
)

8 end for
9 t = t+ 1

10 ∆ = maxq |Vt+1(x̃
⋄
q))− Vt(x̃⋄q))|

11 end while
12 Return: πt(x̃⋄q) for q = 1, . . . , Q

Note that, in order to improve the policy, we have to perform an optimization
problem (i.e., we have to maximize over the action set A). This optimization problem
is usually nonconvex, meaning that this step will be usually impractical. When using
the state discretization approach, it is common to discretize also the action set.

Note that the output of the value iteration algorithm is a policy (i.e., a function),
rather than a sequence of actions. This is mandatory when there is no reason to expect
that the game will enter in steady state after a finite number of steps.

We simulate a simple scenario with N = 2 users. The channel coefficients are
sinusoids with different frequency and different amplitude for each user (see Figure
5.5). The maximum transmitter power is P1,max = P2,max = 5, with 20 possible power
levels per user, which amounts to Q = 400 possible actions (i.e., we assume the action
set to be finite). We discretize the state-space (i.e., the users’ rates) into a grid of 30
points per user. The nonstationarity of the environment is surmounted by augmenting
the state-space with T = 20 time steps. Hence, the augmented state space has a total
of Q = 302 × 20 = 18.000 states. The discount factor is set γ = 0.9. For the equal-rate
problem, the utility function uses α = 0.9.
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Figure 5.5 Periodic time variation of the channel coefficients |hk,t|2 for N = 2 users.
All possible combination of coefficients are included in a window of T = 20 time steps.

The solution of the proportional fair game leads to an efficient scheduler (see Figure
5.6), in which both users try to minimize interference so that they approach their
respective maximum rates.

For the equal rate problem, we observe that the agents achieve much lower average
rate, but very similar between them (see Figure 5.7). The trend is that the user with a
channel with less gain (User 2, red-dashed line) tries to achieve its maximum rate, while
the user with higher gain channel (User 1, blue-continuous line) reduces its transmitter
power to match the rate of the other user. In other words, the user with poorest
channel sets a bottleneck for the other user.

Finally, note that Algorithm 5.1 is centralized, such that the results displayed
in Figures 5.6–5.7 have been obtained assuming the existence of a central unit that
knows the channel coefficients, transmission power and average rate for all users, so
that it can update the value and policy functions for all states. We remark that the
design and analysis of distributed dynamic programming algorithms when multiple
agents share state-vector components and/or have coupled constraints is a nontrivial
task. Nevertheless, when the agents share no state-vector components and they have
uncoupled constraints, there are distributed implementations of VI and PI that converge
to the optimal solution [25, 27, 133, 32]. This is indeed the case for problems (5.218) and
(5.221), where each agent k has a unique state-vector component xk,i and the constraints
are uncoupled. Thus, the agents could solve these problems in a decentralized manner,
where each agent updates the value function for its own state-variables, assuming that
it can observe the objective and value function for the complete state vector.
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Figure 5.6 Proportional fair scheduling problem for N = 2 users. (Top) Transmitter
power uk,i. (Bottom) Average rate xk,i given by (5.216). Both users achieve near
maximum average rates for their channel coefficients |hk,i|2.
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Figure 5.7 Equal rate problem for N = 2 users. (Top) Transmitter power uk,i. (Bottom)
Average rate xk,i/i (recall that xk,i given by (5.219) denotes accumulated rate). User 1
reduces its average rate to match that of User 2, regardless of having higher channel
coefficient.
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5.10 Reinforcement learning for DPG

Having established a relationship between a DPG (5.127) and an OCP (5.130) is
a significant step for finding an NE, since we can apply standard optimal control
techniques. However, there are cases in which the reward and/or the state-transition
distributions are unknown. Rather, we have access only to the real system that we
want to control or, at most, to a simulator. Thus, we have to learn the optimal policy
by interacting with the real or simulated environment. At every time step, the learning
agent observes the state of the environment—or some features that represent the
state—, takes an action, and observes the instant reward. By repeating this process,
the agent obtains a sequence of tuples {(xi, ai, ri)}Ti=0, where T is the maximum number
of samples. As we have already seen in Chapter 3, reinforcement learning (RL) is a field
that studies this kind of problems and its solution methods (see, e.g., [274, 31, 278, 51]).

Traditional RL algorithms work well in environments with finite state-action sets.
However, for DPGs (5.127), the state set and action sets are subsets of RS and R

∑Q
i=1 A

i ,
respectively. As we have seen in Section 5.9.2, discretizing state-action variables is
only acceptable for very small problems, since the number of discrete states grows
exponentially with the number of dimensions. A preferred approach for dealing with
continuous state-action sets is to map the state-action variables to a vector of features
and learn a parametric approximation of the value function and/or the policy from
these features (see, e.g., [5, 307, 186, 9] and Sections 3.2.3 and 5.6 and references
therein). However, learning parametric approximations presents also some drawbacks.
In particular, appropriate features have to be hand-crafted, automatically discovered
(see, e.g., [179, 266]) or learned end-to-end (see, e.g., [168, 255]). We remark that there
are also non-parametric approaches, which might be especially useful when standard
parametric methods are difficult to learn or cannot approximate the problem well (see,
e.g., [190, 157, 184, 206, 219, 308]).

Another issue is that standard RL algorithms do not usually consider constrained
state-action sets of the form g(xi, π(xi)) ≤ 0. Indeed, none of the referenced RL
methods have considered constrained state-actions sets explicitly. One way to deal
with constrained sets is to consider any state-action pair that violates the constraint
as a terminal state. Hence, if the agent violates a constraint, it receives some penalty
and the system restarts at the initial state (see, e.g., [237]). In order to set the penalty,
inspired by convex optimization methods (see, e.g., [16, Ch. 9]), we define a penalty
function, H : X× A→ R, that gives negative reward to solutions that fall outside the
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feasible set. A suitable penalty function is of the form:

H(xi, ai) ≜ max [0, g(xi, ai)]
ρ , ρ ≥ 1 (5.225)

This way, we transform the original problem into a new unconstrained OCP:

P10 :

maximize
u∈U

E

[
∞∑
i=0

γi
(
J (xi, πu(xi),σi))−H (xi, πu(xi))

)]
s.t. xi+1 = f(xi, πu(xi),θi)

θi ∼ pθ(·|xi, πu(xi)), σi ∼ pσ(·|xi, πu(xi))

(5.226)

In the remaining of this section, we show how by using RL algorithms it is possible
to learn a PCL-NE of a CL-SDPG. We assume that the unconstrained OCP (5.226)
related to the CL-SDPG under study is available through a simulator. In particular,
we are going to study a network flow problem similar to the one used in Section 5.7,
with some little variations.

5.10.1 Learning parametric policies for MAC problem

The closed-loop medium access channel game used for the numerical experiments in
this section is given by the following set of coupled OCP:

G11 :
∀k ∈ N

maximize
uk∈U

∞∑
i=0

γi

(
log

(
1 +

|hk,i|2 πuk
(xk,i)

1 +
∑

j∈N :j ̸=k |hj|2 πuj
(xj,i)

)
+ αxk,i

)
s.t. xk,i+1 = xk,i − δiπuk

(xk,i), xk,0 = Bk,max

0 ≤ πuk
(xk,i) ≤ Pk,max, 0 ≤ xk,i ≤ Bk,max, i = 0, . . . ,∞

(5.227)

where the only difference with G8 in (5.209) is that the channel coefficients and depletion
factor are random variables now. We choose the same setting with N = 4 agents.

The main novelty of this section is that we learn a PCL-NE of (5.227) with no
prior knowledge of the reward or state-dynamic functions, just by interaction with
a black-box that simulates the system. At every time step, we observe state-sample
xi and take ai = πu(xi), then the system returns new stochastic battery values and
reward.

First of all, note that each agent’s policy and reward depend only on its own battery,
xk,i. Therefore, we can apply Theorem 5.4 and establish that the game is potential.
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Similar to Section 5.8.2, the optimal policy will make the battery deplete in finite
time. Moreover, since δk,i ≥ 0, the episode gets into a stationary (i.e., terminal)
state once the battery has been completely depleted. Thus, we can consider a finite
time-horizon problem and solve the OCP with standard convex optimization solvers
(we use Matlab CVX [109]) and use the result as our benchmark for comparing with
RL algorithms. Nevertheless, standard convex optimization solvers do not allow to
include random variables. To surmount this issue, we have generated 100 independent
sequences of random variables hk,i and δk,i, for i = 1, . . . , 100 and k = 1, . . . , 4; and
use them as deterministic variables for solving 100 convex optimization problems. In
particular, we set |hk,i|2 = |hk|2 vk,i where |hk|2 is the deterministic value used in Sec.
5.8.2 (i.e., |h1|2 = 2.019, |h2|2 = 1.002, |h3|2 = 0.514 and |h4|2 = 0.308) and vk,i is a
uniform random variable in the interval [0.5, 1]. Similarly, we set δk,i = δwk,i, where
δ = 1 is the value used in Sec. 5.8.2 and wk,i is uniformly distributed in [0.7, 1.3].

The batteries depleted at a level xT < 10−6 in all realizations. Then, we averaged
the discounted sum of rewards over the 100 problems, so that we obtained an estimator
of the value function. This average estimate of the value function obtained with the
convex solver is V ⋆

cvx = 34.90.
We have performed experiments with two state of the art RL algorithms that have

proved to be able to handle continuous state-action sets, namely deep-deterministic-
policy-gradient (DDPG) [168] and trust-region-policy-optimization (TRPO) [255]. Both
algorithms approximate the value function and the policy with a parametric approxi-
mations. The description of these algorithm is beyond the scope of this section. We
use the implementations of both algorithms available at the RLLAB library [214] (see
[82] for the description of some implementation details). Here, we just mention the
parameters used during simulations:

• For DDPG, the policy and the value function are approximated with a multilayer
perceptron (MLP) with two and three hidden layers, respectively, of size 32

units each and “rectified linear units” (RELU); the policy network uses a “tanh”
nonlinear output, while the value network has linear output. Each iteration of
DDPG takes 1000 simulation steps (i.e., state transition, action and rewards).
The step-sizes are 0.001 for learning both the value function and the policy.

• TRPO uses a similar architecture for the policy (MLP with three hidden layers of
size 32 and RELU output), with the difference that the output of the MLP maps
each state to the mean of a Gaussian distribution, rather than to a deterministic
value; the value function is approximated empirically as the discounted sum of
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Figure 5.8 Results for the mac problem (5.227). We display the convergence of the
TRPO and DDPG algorithms as well as the result obtained with the convex optimization
solver).

the actual sample rewards, and it uses a linear function of a time-varying feature
vector (obtained from a polynomial kernel of the state and reward) as baseline
function for reducing variance of the optimization process. Each iteration of
TRPO uses a batch of size 4000 simulation steps (i.e., state transition, action
and rewards). The step-size is 0.01.

Figure 5.8 shows the results. We can see that both DDPG and TRPO achieve similar
results after convergence: about 84.6% and 92.7% of the optimal solution obtained
with the convex optimization solver, respectively. More precisely, after 400 iterations,
we obtain V ⋆

ddpg = 29.53, and V ⋆
trpo = 32.34. However, DDPG is less stable than TRPO.

We remark that the idea with this experiment is to show that RL is possible for
DPGs, rather than achieving optimal performance. Hence, we avoid the cost of tuning
the cited RL algorithms for this specific environment.

5.11 Conclusions

DPGs provide a useful framework for competitive multiagent applications under time-
varying environments, when the agents compete for a common resource. We have
considered a general problem setting with reward, state-transition and constraint
functions that can be deterministic or stochastic and even change with time (i.e.,
nonstationary scenarios). We started analyzing open-loop deterministic DPGs in
nonreduced form, with time-varying transition, reward and constrain functions and
with explicit constrained state-action sets. Then, we extended the setting to stochastic
state-transitions and rewards. Finally, we provided the closed-loop analysis of the latter
stochastic case when the policies belong to any parametric class. To the best of our
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knowledge, previous works have neither dealt with DPGs with constraints explicitly in
nonreduced form, nor provided closed-loop analysis with this generality. In all cases,
we followed the same methodology, consisting in applying the Euler equation to the
Lagrangian, so that we found conditions for finding an NE of the DPG through the
solution of a related OCP.

In addition, we have shown that it is possible to learn its solution with an RL
approach, even when the reward and state transition models are unknown. However,
this is a difficult problem for standard RL algorithms because the state and action
are continuous vector variables that lie in constrained sets. We have reviewed the
RL literature and found algorithms that can work for continuous variables. Then, we
included a penalty function when the solution does not satisfy the constraints. As an
example, we applied this framework to a network flow optimization problem, obtaining
satisfactory results.

We also introduced a range of communication and networking examples: energy
demand control in a smart-grid network, network flow with relays that have bounded
link capacity and limited battery life, multiple access communication in which users
have to optimize the use of their batteries, and two optimal scheduling games with
nonstationary channels. Although these problems have different features, the proposed
framework allowed us to analyze and solve them in a unified manner.

As future work, it would be interesting to extend the current analysis to the most
general case of stochastic policies.





Chapter 6

Conclusions

We started this thesis introducing philosophical and practical motivations for studying
multiagent scenarios.

Consider, for instance, neural networks, which are living a renaissance in the last
years. The standard approach is to consider the neurons as non-smart parts of the
system, but out of the interaction of these simple (non-intelligent) parts it emerges some
adaptive behavior at the whole network level that has yielded state of the art results in
supervised, unsupervised and reinforcement learning. This point of view makes sense
since, at the end of the day, neurons only perform a linear combination and a simple
nonlinear mapping, and the network is usually seen as a box that only interacts with
the world through the minimization of some loss function that relates its input/output
layers. However, most of the intelligent networks that we observe in our daily life
consists of elements that are already intelligent by themselves (e.g., a basketball team,
a group of students, a dolphin pack, etc.). Thus, our main philosophical motivation
has been to study networks of adaptive agents, and see whether they could exhibit
more intelligent behavior than each of the constituent elements (as it is the case of
other successful systems, like the mentioned neural networks, where the constituent
elements seem little or non intelligence at all). Our main conclusion in this regard
is that cooperative consensus and diffusion based algorithms are able to combine
the exploratory capabilities of the agents, including their input data distributions
(e.g., different regions of the space of block of a vectorized image for distributed-PCA,
or different behavior policies for distributed-GTD reinforcement learning) and their
trajectories in the parameter space (e.g., the evolution of the distributed stochastic
approximation performed by distributed-CE). This fusion of the exploratory capabilities
of the agents yields two interesting features:
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• A form of transfer learning, where the agents learn from each other and are able to
generalize to a global data distribution that each one has only observed partially.
This feature can usually be theoretically guaranteed through the convergence
analysis of each distributed algorithm.

• A form of regularization, where the agents provide their local information to
their neighbors so that they can, e.g., avoid getting trapped in local optima in
non-convex optimization. This is a promising empirical observation that deserves
further investigation.

Further research of both features seem very promising for, e.g., transfer learning of
optimal policies for families of problems in reinforcement learning, and as a novel
form of regularization for deep-learning consisting in combining multiple networks with
overlapping or distributed datasets.

In addition, recent advances in communications and sensing and computing tech-
nologies are yielding novel application domains, like cloud computing or the Internet-
of-Things, where large number of devices can gather and process huge amounts of data.
Although centralized architectures, in which a central base-station (or fusion center)
coordinates multiple devices, are useful (and even preferred) for small to mid-size
applications, they might not be appropriate for coordinating myriads of devices or
processing the huge amounts of data that they can provide. Thus, it would be desirable
to have suitable distributed algorithmic frameworks that can tackle these challenging
scenarios. We can extract two main conclusions in this regard:

• Cooperative consensus and diffusion based algorithms can be applied to many
machine learning problems while bringing multiple benefits: they are robust
against partial observability of the global dataset; they are able to distribute
the computational load, while the communication cost per node scales with the
number of neighbors, rather than with the network size); they are robust against
agent or link failure; and they preserve the privacy of local data in distributed
datasets.

• Competitive environments where the agents have to compete for a common
resource can be usually solved in a very efficient manner, even in the most
general case of dynamic environments with stochastic transitions and rewards,
with coupled constraints and with closed-loop information structure, by checking
whether they are potential and, if so, by solving a related single-objective problem.

More specifically, in this thesis we have studied the following cooperative and
competitive scenarios.
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First, in Chapter 2, we use average-consensus algorithms to propose distributed
implementations of PCA, PPCA, FA and LDA, and illustrated the performance of our
algorithms on simulated image compression and distributed classification scenarios.

In Chapter 3, we applied diffusion optimization to off-policy reinforcement learning.
In particular, we proposed a distributed algorithm, named DGTD, for policy evaluation
in a scenario where the agents explore the environment with different behavior policies
but cooperate to predict a common target policy. We provided conditions that guarantee
convergence of the proposed DGTD and derived performance bounds for sufficiently
small step-sizes. These results generalize the asymptotic results of the original single
agent algorithm, in which we inspired.

We finished our journey on cooperative algorithms in Chapter 4, where we introduced
a diffusion-based CE algorithm where a network of agents cooperate for optimizing
an unknown nonconvex function. We developed detailed convergence analysis of DCE
and showed convergence of the smoothed Bayesian recursion to the global solution.
Numerical experiments have shown that the diffusion-form of cooperation embedded
in the proposed DCE algorithm is usually able to combine the local estimates in an
effective manner that matches—and sometimes even improve—the performance of the
centralized solution.

In Chapter 5, we moved to competitive scenarios and considered a set of agents
that compete to maximize their individual rewards in a time-varying environment,
equipped with a some given state-transition equation. This is formally stated as a
dynamic game, and we focused on a specific class of games, named dynamic potential
games (DPG) that appear often in applications where the agents share some common
resource. We were able to generalize previous analysis by considering the general case
of dealing with constraints in nonreduced form and even to provide a preliminary CL
study. In the studied cases, we introduced a related single-objective control problem
and showed that the solution of this single-objective problem is a Nash equilibrium of
the game.

In addition, we included some interesting lines of future and on-going research.
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