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A B S T R A C T

The production of speech relies in a complex process to generate audi-
ble outputs for, most typically, communication purposes. Not only speech
contains a message encoded in the form of language, but also delivers infor-
mation about sex, age, condition, and diverse aspects describing the speaker
itself. Due to this fact, there exists a great interest in designing systems that
extract this non-linguistic information for automatic analysis purposes.

One interesting application -on which this thesis is centred- is in the de-
sign of automatic systems capable of characterising the presence and sever-
ity of voice disorders. This has potential applications as objective supple-
mentary tools in clinical settings. Notwithstanding, the design of auto-
matic systems poses several problems that include the intrinsic variability
of speech, the simultaneous presence of multiple phenomena characterising
vocal pathology, the existence of spurious extralinguistic information, or the
reliance on perceptual assessments which are highly subjective.

With these antecedents in mind, this thesis evaluates the influence of ex-
tralinguistic information, differing types of speech tasks, diverse decision
machines and characteristics, in the design of automatic voice quality analysis

systems whose objective is to generalise decisions about the presence and
severity of pathologies present in voices and/or speech. A novel method-
ology based on feature ranking algorithms, ordinal classification and Gaus-
sian regression is also proposed to emulate the perceptual capabilities of a
human evaluator. The regressor is used to convert the discrete perceptual
scale to a continuum, more in accordance to the nature of the evaluations.
Moreover, the robustness of the proposed systems is evaluated in several
cross-database experiments.

Results indicate that the sex of the speaker plays an important role in auto-
matic voice quality analysis systems and that hierarchical designs should be
considered. It has also been found that the most consistent set of features for
both pathology detection and assessment tasks, are two perturbation mea-
sures and a descriptor of the dispersion in modulation spectra representations:
glottal-to-noise excitation ratio, cepstral harmonics-to-noise ratio and rate of points

above linear average. The best automatic detector trained with the Saarbrücken

voice disorders database achieves an AUC of 0.88 when the information pro-
vided by the different speech tasks is fused via logistic regression. In several
cross-database scenarios, AUC varies between 0.75 to 0.94, thus demonstrat-
ing the robustness of the system. These are some of the best efficiencies
reported in literature using this database. The best assessment system in-
curs in errors that differ on average half an unit from the actual label, when
G and B are considered in cross-database settings. Moreover, the system has
been assessed clinically by an expert who certified its validity. Results for
the system clinically evaluated are of about 0.3 units for the G trait.





R E S U M E N

La producción del habla es un proceso complejo que busca producir se-
ñales audibles que son empleadas, generalmente, con fines comunicativos.
No solo el habla contiene un mensaje codificado, sino que también entrega
información acerca del sexo, la edad, la condición y aspectos que describen
al hablante. Debido a esto, existe un gran interés en diseñar sistemas que
extraigan esta información no lingüística con fines de análisis automático.

Una aplicación interesante está en el diseño de sistemas automáticos que
caracterizan la presencia y gravedad de desordenes de voz. Lo cual tiene apli-
caciones como herramientas complementarias objetivas en entornos clínicos.
No obstante, el diseño de sistemas automáticos plantea varios problemas
que incluyen la variabilidad intrínseca del habla, la presencia simultánea de
múltiples fenómenos de patología vocal, información extralingüística espu-
ria o la dependencia en evaluaciones perceptuales altamente subjetivas.

Con estos antecedentes, esta tesis evalúa la influencia de la información
extralingüística, diferentes tipos de tareas de producción de habla, diversas
máquinas de decisión y características, en el diseño de sistemas automáticos

de análisis de calidad vocal, cuyo objetivo es generalizar decisiones acerca de
la presencia y severidad de patologías presentes en la voz y/o el habla. Una
nueva metodología ha sido propuesta para emular las capacidades percep-
tuales de un evaluador humano, la cual está basada en algoritmos de selec-
ción de características, clasificación ordinal y regresión gaussiana. El regre-
sor se usa para convertir la escala de percepción discreta en una continua,
más acorde con la naturaleza de las evaluaciones. Además, la robustez de
los sistemas es evaluada en configuraciones de bases de datos cruzadas.

Los resultados indican que el sexo del hablante juega un papel importante
en los sistemas automáticos de análisis de calidad de voz y que el diseño ba-
sado en sistemas jerárquicos debe ser considerado. También se ha encontra-
do que el conjunto más consistente de características en tareas de detección
y evaluación de patologías son dos medidas de perturbación y un descriptor
basado en la dispersión de las representaciones de espectros de modulación:
glottal-to-noise excitation ratio, cepstral harmonics-to-noise ratio y rate of points

above linear average. El mejor detector automático entrenado con la base de
datos de Saarbrücken logra un AUC de 0.88 cuando la información provista
por las diferentes tareas de voz se fusiona mediante regresión logística. En
escenarios de bases de datos cruzadas, el AUC varía entre 0.75 y 0.94, lo que
demuestra la solidez del sistema. Este valor constituye una de las mejores
eficiencias reportadas usando esta partición. El mejor sistema de evaluación
incurre en errores que difieren, en promedio, en media unidad con respecto
a la etiqueta real en configuraciones de bases de datos cruzadas, usando G y
B. Su capacidad de generalizar resultados ha sido validada por un experto.
El error del sistema evaluado clínicamente es de 0.3 unidades para G.
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I N T R O D U C T I O N





1
S P E E C H & S P E E C H P R O D U C T I O N

Undoubtedly the ability to produce speech and encode meaning in the
form of language, has played an important role in the advancement of soci-
ety, allowing humans to exchange information in efficient and simple man-
ners through the use of verbal means. Despite speech is produced in ev-
eryday basis, the act of speaking involves an extremely complex process
resulting from the precise coordination of several subsystems acting in con-
junction to generate a meaningful audible output. In this respect, the subsys-
tems involved in the production of speech include the respiratory, phonatory,
articulatory, resonant and nervous systems as described next [1–5]:

The respiratory or breathing subsystem comprises the structures be-
low the larynx, including the respiratory passageway, lungs, trachea,
etc. It provides the driving force for speech production.

The phonatory or laryngeal subsystem is composed of the larynx and
is involved in the production of voiced sounds. A graphic depicting
some of the cartilaginous structures of the larynx is presented in Fig-
ure 1.1a. Two multi-layered folds of tissue within the larynx called
vocal folds or vocal chords serve as valves that permit or restrain the flux
of air coming from the lungs. They are also caused to vibrate when
the air flows through, resulting into audible vocal sounds. The space
that is formed between both vocal folds is termed glottis, glottal gap

or glottal slit. In the same manner, the pulses of air pressure resulting
from opening and closing the glottis conform a glottal volume-velocity

waveform, glottal flow or simply glottal waveform. As illustrated by Fig-
ure 1.2, the glottal waveform is mainly composed by three key phases
of vibration: closed phase (vocal folds being together), opening phase
(vocal folds parting), and closing phase (vocal folds coming together).
Frequently, the opening and closing phases are simply referred to as
open phase because this is the time during which air flows [6].

The articulatory or pharyngeal-oral subsystem is composed by artic-
ulators that alter the characteristics of the glottal airflow coming from
the lungs with structures like the tongue, lips, teeth, velum, etc.

The resonant or velopharyngeal-nasal subsystem is in charge of ad-
justing the coupling between the pharyngeal cavity (extending from
the top of trachea to the velum) and the nasal cavity (extending from
the velum to the nostrils). During speech production, the size of the
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velopharyngeal port varies depending on the nature of the speech that
is produced. For instance when the velum is lowered, there is coupling
to produce nasal sounds like /♠/, /♥/ or /♥❣/.

The nervous subsystem is in charge of controlling the phonatory, ar-
ticulatory and resonant subsystems for the production of speech. It
provides the intelligence for the fine process of speech generation.

(a) Larynx during the voicing state (b) Larynx during the unvoic-
ing state

Figure 1.1. Axial view of the human larynx during the (a) voicing state; and (b)
unvoicing state. The arrows indicate the direction of movement, and the
fuzzy lines the presence of turbulence. Graphic from [5].

Usually, the phonatory, articulatory and resonant subsystems are grouped
into a superstructure called vocal tract -beginning at the glottis and ending at
the lips- that encloses the most important mechanical structures involved in
the production of spoken sounds. A schematic of the vocal tract and some
of the subsystems involved in speech production is presented in Figure 1.3.

1.1 the source-filter model of speech production

The speech generation process can be described mathematically by means
of a simplified source-filter model, that assumes speech as the result of the
convolution between an excitation input or source (conformed by the glottal
waveform resulting from the vibration of the vocal folds) and a filter (formed
by the vocal tract). A graphic depicting this simplified source-filter model is
shown in Figure 1.4, where u[t] is the excitation source, h[t] represents the

Figure 1.2. Glottal waveform resulting from the vibration of the vocal folds. Image
extracted from [6].
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Figure 1.3. Sagittal representation of the vocal tract. Image adapted from [7].

filter (with transfer function H( f )), and s[t] is the output speech signal after
convolving source and filter:

s[t] = u[t] ∗ h[t] (1.1)

Figure 1.4. Source-filter model of speech production

Within this source-filter modelling framework two types of excitation in-
puts -corresponding to the states of the vocal folds relevant for speech pro-
duction - are considered: voicing and unvoicing [5]. On one hand, during
the voicing state, the arytenoid cartilages move towards each other as air is
expelled from the lungs, the vocal folds get close together and vibrate at a
rate defined by the fundamental frequency ( f0) in a process called phonation.
This voicing state is typical in the production of voiced sounds, like in vowels
/a/, /e/, . . .. On the other hand, during the unvoicing state, the vocal folds
get close together and tense with no vibration, allowing turbulence to be gen-
erated. This turbulence is also known as aspiration noise or simply aspiration,
and is modelled with a white-noise excitation source. The unvoicing state is
typical in the production of unvoiced sounds, like in certain consonants, e.g.
/p/, /t/, . . .. Figure 1.1 summarises the states of the arytenoid cartilages
and the vocal folds during the voicing and unvoicing states.

In order to describe the filter within the source-filter model, the resonant
properties of the vocal tract should be analysed first. To this end, the vocal
tract is often simplified by means of a loss-less tube model that considers
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the vocal apparatus as a long tube closed at the glottis and open at the lips.
Figure 1.5 illustrates the simplified model in the production of a neutral
vowel for an adult male whose vocal tract is 17.5 cm length and f0 = 340
Hz. The frequency at which the tube resonates most of its energy receives
the name of first resonant frequency or first formant ( f1), and is achieved with
a wavelength 4 times the length of the tube, i. e., 340/(4× 0.175) = 485.7 Hz.
Theoretically, infinite frequencies are produced at odd multiples of f1 such
that f2 = 3 f1, f3 = 5 f1, . . ., but only the first 4 or 5 are considered relevant
for speech perception and production [8].

Figure 1.5. Simplified loss-less tube model of the vocal tract apparatus. Image mod-
ified from [9].

Even though the tube model works well for characterizing some spoken
sounds (specially open vowels), it is an oversimplification that fails at com-
pletely representing the resonance phenomena of the vocal tract. Alterna-
tively, the resonant frequencies of the vocal tract can be studied using the
speech spectrum. The spectrum, describes the intensity (and phase) of the fre-
quency components conforming the signal, and is typically obtained using
the Short-Time Fourier Transform (sTFT) (through a Fast Fourier Transform (FFT)
implementation). In this manner, for a certain fragment of speech s[t] of
length T (e. g., a frame resulting from a windowing procedure as in Chapter
8), the sTFT is computed as [10]:

F{s[t]} := {S[k]} |K−1
k=0 =

T−1

∑
t=0

s[t] exp
−j2πtk

K
(1.2)

where F{·} stands for the Fourier transform, {S[·]} is the resulting speech
spectrum and K is the number of coefficients in the transform. Frequently,
the phase information of the previous expression is disregarded, leading to
the computation of the power spectrum |S[·]| (magnitude of the spectrum).

Another manner of describing the intensity of periodic patterns in the
magnitude spectrum is through cepstral analysis of speech. The cepstrum is
the Fourier transform of the log-power spectrum which is defined as:

C{s[t]} := F
−1{log|F{s[t]}|} (1.3)

where F−1{·} stands for the inverse Fourier transform and C{·} is the result-
ing cepstral transformation.
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An interesting property of the cepstrum is that it converts convolution in
addition. This is the so called decorrelating property of the cepstrum, and is
often employed to decompose speech into its excitation source and vocal
tract components. In this manner, Equation (1.1) can be rewritten as [11]:

C{s[t]} = C{u[t] ∗ h[t]} = C{u[t]}+ C{h[t]} (1.4)

An example of the cepstrum applied to the analysis of the resonant prop-
erties of the speech is presented in Figure 1.6, on which the spectrum of a
vowel /a/ is plotted and superimposed to the cepstrum-smoothed spectrum
that is obtained after having removed the source component. In other words,
the spectrum presents all the frequency content that results from the convo-
lution of both source and filter, whereas the cepstrum-smoothed spectrum
serves as an estimator of the spectral envelope of the speech signal when no
excitation is considered, and therefore is related to the resonant properties
of the vocal tract. Indeed, the peaks of this spectral envelope coincide with
the resonant frequencies of the vocal tract.

0 1000 2000 3000 4000 5000 6000

Frequency (Hz)

Spectrum

Cepstrum-smoothed envelope

f2

f3

f4
f5

f1

Figure 1.6. Spectrum and spectral envelope calculated using a cepstrum transfor-
mation for a register of a vowel /❛/. The peaks of the spectral envelope
coincide with the formants of the vocal tract.

1.2 information contained in speech

Despite the main objective of speech is transmitting information by means
of sounds that encode linguistic content, the inherent intricacy of the speech
production process embeds a substantial amount of non-linguistic aspects
into speech signals. Several authors have tried to categorize the information
enclosed in the speech by using different descriptors. For instance Laver
[12] -in a classic definition- states that the verbal forms of speech contain
a linguistic dimension associated to the use of phonological and grammati-
cal units. A paralinguistic dimension that is communicative, non-verbal and
non-linguistic, conveying information about the affective, attitudinal or emo-
tional state of the speaker. And an extralinguistic dimension that is not com-
municative but which comprises information about the speaker itself. Other
authors, such as Traunmuller [13, 14] have proposed a categorization using a



8 speech & speech production

phonetic or linguistic dimension which is related to the message, variations
in language, dialect, sociolect, idiolect and speech style of the speaker, and
which is reflected by means of words, sounds, prosodic patterns, etc. An
affective, expressive or paralinguistic dimension where the remaining com-
municative aspects of speech not transmitted linguistically are embodied,
informing about emotions, attitudes, etc., by means of the type of phona-
tion (modal, creaky, etc.), register, vocal effort, speech rate, etc. A personal,

organic or extralinguistic dimension which is not communicative but infor-
mative about the speaker’s identity and state, reflecting characteristics such
as age, sex, pathology, etc. And a transmittal or perspectival dimension
which tells nothing about the speaker or its message but about its physical
location. Since the Traunmuller’s definition accounts for factors that the one
presented by Laver neglects, this is preferred through the development of
this thesis. Having this in mind, Table 1.1 summarises the dimensions of
speech according to above-stated Traunmuller’s definition.

Dimension Content Manifestation

Linguistic Message, speaking
style, dialect, . . .

Words, prosodic pat-
terns, sounds, . . .

Paralinguistic Emotions, attitudes,
. . .

Type of phonation,
vocal effort, speech
rate, . . .

Extralinguistic Speaker’s state, age,
sex, . . .

Larynx size, vocal
tract, . . .

Transmittal Physical location,
orientation, . . .

Environmental con-
ditions, . . .

Table 1.1. Dimensions of speech based on the definition of [13, 14].

It is important to remark that among all the possible linguistic and non-
linguistic dimensions which exists within speech, the extralinguistic infor-

mation indicating the presence of pathologies is of great relevance for this
thesis’ purposes. The relationship of this trait with other extralinguistic fac-
tors such as age and sex is to be explored too.

1.3 normal and pathological speech

As it has been discussed previously, speech is accomplished through com-
plex articulatory movements that mould the vocal excitation source in order
to convey spoken sounds. In this process, three components can be identi-
fied: The excitation source (be it voiced, unvoiced, a mixture of both or its
absence -such as in a pause-) providing the driving force for the production
of spoken sounds, the articulation defined by the movements of the speech
articulators giving form to the production of a certain sound, and the fluency

defining the rate at which the speech is generated.
Several pathologies might alter one or various of these components, re-

sulting in an impaired production of speech. In reference to the excitation
source, it is of particular interest the study of the voiced sounds, since dis-
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orders affecting morphological structures of the vocal folds are more easily
perceived by studying their vibrational patterns. Having mentioned this, a
speech disorder can finally be defined as an impairment of the articulation of
speech sounds, fluency and/or voice [15, 16]. A succinct description of each
one of these types of disorders is presented next [16]:

Articulation disorders are characterized by the production of defective
speech sounds and sound combinations that may be distorted, omit-
ted, substituted or added as accessory sounds. These problems encom-
pass many kinds of articulatory defects stemming from faulty learning
and/or habits of misuse, or problems related to structural deviations.
Other articulation alterations arise from neuromotor disorders that af-
fect the intelligibility of the speech. The most prominent examples are
dysarthria and apraxia. The first involves an impairment in the control
and execution of speech movements due to muscle weakness, slowness,
incoordination, or altered muscle tone, whereas the latter represents an
impairment in the programming of speech movements in the absence
of the muscle impairments associated to dysarthria.

Fluency disorders, also known as stuttering or stammering, describes an
impairment in the flow of speech. It is characterized by the repetition
of sounds, syllables, words, or phrases; sound prolongations; atypical
pauses; word substitution; and use of word fillers that characterize
dysfluent behaviour.

Voice disorders are characterized by the abnormal production and/or
absence of vocal quality, pitch, loudness, resonance, and/or duration,
which is inappropriate for an individual’s age and/or sex [15].

It has to be remarked that only voice disorders are relevant for the in-

terests of this thesis, and thus fluency and articulation disorders are not
considered any further. For this reason, a deeper discussion about voice
impairments is to be presented in Section 4.

1.4 discussion

Some concepts related to speech have been presented in this section. Firstly,
a discussion about the subsystems implicated in the production of speech
has been made. Then, the source-filter model and some mathematical tools
that are often utilised in the analysis of speech signals are introduced. Next,
some considerations regarding the linguistic and non-linguistic information
that is embedded in speech are discussed. Finally, speech disorders are de-
fined in terms of articulation, fluency and voice impairments It has to be
noticed that amongst all the informative content comprised in speech, this

thesis centres its efforts in the study of the extralinguistic component of

pathology and its relationship with other non-linguistic traits. Within this
topic, only disorders affecting voice are studied.
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P R O B L E M S TAT E M E N T

By virtue of the valuable information contained in speech (both linguis-
tic and non-linguistic) and the inexpensiveness and easiness of capturing
speech signals in a non-invasive manner, a great deal of interest has arisen
in designing automatic systems capable of isolating a certain dimension (or
trait within a dimension) for detection purposes. As a matter of example, the
literature presents some systems that have focused in extracting extralinguis-
tic information to automatically determine the identity of speakers (speaker
recognition) [17], age [18] or sex [19]. In the same manner, paralinguistic
information has been extracted to identify the speaker’s emotions (emotion
recognition) [20] or level of interest [21]. Likewise, the linguistic informa-
tion has been used to recognize the accent, dialect [22] or the message itself
(speech recognition) [4]. Nonetheless, the design of the aforesaid detection
systems is challenging due to the complexity of isolating the trait of con-
cern from other overlapping non-target traits. In addition, it is possible
that within-trait (intra-trait) or between-trait variations (inter-trait) hinder
the performance of detection systems.

Within the field of automatic analysis, one application that has been gain-
ing increasing popularity during the last years is in the analysis of speakers’

condition. It has been acknowledged that systems which automatically de-
tect, identify and assess pathologies by means of speech present potential
advantages compared to traditional detection and evaluation procedures. In
particular, they provide an objective assessment of the clinical state of pa-
tients, reduce the evaluation time and the cost in diagnosis and treatment
[23]. This is important given the large incidence of voice pathologies, and
the effects of impairments in the quality of life of patients and in the produc-
tivity of the organisations where spoken language plays an important role.
In this respect, the lifetime prevalence of voice disorders occurs in almost
50% of population [24]. According to the Spanish Association of Otolaryngol-

ogy and Neck and Head surgery, the Spanish population suffers from at least
one voice disorder per year caused by cold and overuse, with a proportion
of about 5% to 7% of which require the intervention of an specialist. In the
United States, an estimate of 7.5 million individuals suffer from voice dis-
orders caused by overuse, upper respiratory infections, vocal fold lesions,
laryngeal cancer and other laryngeal pathologies [25]. Furthermore, there
are certain professions that increase the risk of suffering from voice impair-
ments, including singers, factory workers, teachers, clerical workers, sales-
persons, etc. [26]. Indeed, in the United States 25% of working population
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have jobs that require the use of voice, and 3% have occupations in which
their voice is necessary for public safety [25]. With this in mind, and due
to its relevance, the automatic detection/assessment of voice pathologies is
the topic on which the current thesis centres its efforts.

The main goal of this thesis is to design automatic systems that provide
information about the vocal quality of patients by means of the analysis
of voice or speech signals. The system should provide reliable decisions
about whether the patient has a voice pathology, and an assessment about
the severity of the disease according to a perceptual evaluation scale. Like-
wise, it should neglect the influence of other overlapping traits/dimensions
of speech such as age and sex. Multiple sets of characteristics aiming at
describing the phenomena described by pathological voice are to be tested,
intending to find the combination of features that provides the best perfor-
mance in automatic detection and assessment tasks. A discussion about the
influence of different variability factors affecting automatic systems, such as
sex, age, type of acoustic material, etc. is also performed. Techniques that
are typically employed in speaker recognition are tested as well, aiming to
compensate for all the variability factors affecting the automatic classifica-
tion systems. Moreover, the idea of hierarchical systems or tree-like structures
on which a certain non-target trait is employed to simplify the pathology
detection task is also explored. Finally, a generalist assessment system is
also designed, trying to provide ratings that resemble those given by a hu-
man evaluator, as well as evaluations that account for the continuous nature
of the assessment task. Having this in mind, the following sections discuss
aspects referent to pathology detection and assessment, trying to respond to
the following questions:

How are pathology detection/assessment systems affected by variabil-
ity factors?

What speech production tasks and which characteristics are the most
relevant for the automatic detection/assessment?

How should speech be analysed to capture the peculiarities of pathol-
ogy while disregarding other non-informative traits found in speech?

Is it possible to compensate for the variability introduced in speech
and affecting the performance of automatic classification systems?

Can hierarchical classification simplify the detection of pathologies?

Can the assessment capabilities of a human evaluator be modelled
through signal processing techniques?

Is it possible to account for the continuous nature of perceptual evalu-
ation scales through regression techniques?
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O B J E C T I V E S

hypothesis :

Voice and speech recordings contain information about the physical con-
dition of all the subsystems in charge of the production of speech. By means
of signal processing techniques it is possible to extract relevant information
about the prevalence of voice pathologies, as well as its degree of affectation.
Thus, it is possible to design a system that automatically analyses voice qual-
ity and provides decisions about the condition of patients.

general objective :

To design an automatic voice pathology detection and assessment sys-
tem using voice and/or speech recordings, that takes into account the
intrinsic variability of the speech and characterizes the mechanisms of
voice pathology, using methods based on speech technologies.

specific objectives :

To analyse the factors affecting the performance on automatic detec-
tion/assessment of voice pathologies and which are the result of the
intrinsic variability of the speech.

To study the best set of features capable of describing voice pathology
while neglecting other non-informative traits contained in speech.

To investigate the performance of classifiers that compensate for vari-
ability factors -such as those typically used in speaker recognition and
based on models of mixtures- in an automatic voice pathology detec-
tion system.

To model the perceptual capabilities of a human evaluator through the
employment of speech technologies.

To study the impact of hierarchical systems through the analysis of
other extralinguistic cues which might be employed for simplifying
the pathology detection/assessment task.

To design assessment systems capable of providing reliable decisions
about voice quality, while accounting for the non-continuous nature of
the evaluation task.





Part II

V O I C E PAT H O L O G Y & A U T O M AT I C V O I C E
Q U A L I T Y A N A LY S I S





4
V O I C E D I S O R D E R S

To address the concept of voice disorder, it is first necessary to discuss the
properties of a "normal" voice. This, however, poses numerous difficulties
since there exist several types of "normality", and the distinction from what
can be considered healthy or abnormal relies on subjective perceptual judge-
ments made by listeners or by the speaker itself [27]. Indeed, a singer who
uses a deviant voice as a trademark, might acknowledge his/her voice as
normal, but this can be perceived otherwise by some listeners. In spite of
that, there are certain common characteristics that can be regarded as nor-
mative, and thus, are to be utilised as synonyms of non-pathological vocal

condition in this thesis. Following the definition presented in [25], a normal
voice -from now on normophonic voice- is characterized by the following
properties: (i) a pleasant quality, with an absence of noise, inappropriate
breaks, perturbations or atonality; (ii) a pitch in accordance to the age and
sex of the speaker; (iii) loudness that is appropriate to the communication
event, not so weak as to be unintelligible, not so loud that it calls the atten-
tion to itself; (iv) pitch and loudness variations that are available to express
emphasis, meaning or subtleties indicating individual feelings and semantic
differences; (v) sustainability to meet social and occupational needs. By con-
trast, dysphonic voices are described by an abnormal production and/or
absence of vocal quality (including resonance), pitch, loudness, and/or vari-
ability which is inappropriate for an individual’s age and/or sex [15, 25].

Voice impairments might arise due to misuse, infections, physiological
or psychogenic causes, or due to the presence of other systematic disorders
(including neurological), vocal abuse, surgery, trauma, congenital anomalies,
irradiation, chemicals affecting vocal folds, etc. [16]. Phenomenologically,
voice pathologies are manifested in the form of irregular vibration patterns
of the vocal folds that might include paralysis, a larger or faster excursion of
one of the vocal folds, defects in glottal closure, dissimilar vibratory patterns
along one or both folds, variations in vibratory periods and amplitudes of
consecutive glottal openings, etc. [16].

The categorization of voice disorders is a challenging task, with literature
reporting diverse -and sometimes contradictory- typologies. For instance,
according to the aetiology (the hypothesis explaining the origin of the dis-
order), some authors describe impairments of organic, functional or multi-
aetiological type [25]. Other authors employ the terms organic, functional,
and neurological, to encompass factors which differ from the previous cate-
gorization [28]. This lack of consensus is troublesome, hindering the repro-
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ducibility and consistency among different investigations. Bearing this in
mind, and for the sake of clarity, the categorization preferred in this thesis
is presented in the following subsection.

4.1 categorization of voice disorders

According to their aetiology, voice disorders are classified into the follow-
ing categories [25]:

1. Organic: caused by structural or physiological disease, either a disease
of the larynx itself or by remote systemic or neurological diseases that
alter laryngeal structure or function.

2. Functional: caused by psychoneuroses, personality disorders or faulty
habits of voice use, in spite of an unaffected laryngeal anatomy and
physiology. Also known as psychogenic or non-organic

3. Multiple aetiology: vocal disorders that encompass more than one aetio-
logical group. For instance a psychogenic disorder due to voice misuse
might result in an organic disease like vocal polyps.

Another categorization focusing on kinesiological characteristics (regard-
ing the vocal fold movements) divides voice disorders according to whether
the vocal folds over-adduct (the glottis closes too tightly) or under-adduct
(incomplete glottal closure), generating the following categories [25]:

1. Hypofunctional: vocal folds are under-functioning and have inadequate
tension, so air escapes through.

2. Hyperfunctional: vocal folds are overly tense and compress too tightly
together.

Finally, other definition focusing on perceptual characteristics divides dis-
orders into [16, 29]:

1. Dysphonia: abnormal voice production according to the perceptual pa-
rameters of pitch, loudness, quality and variability.

2. Muteness: inability to produce sounds or articulating speech.

This perceptual categorization is of great importance in pathology detec-
tion tasks due to its direct relationship with acoustic indicators extracted
from the voice, and therefore is of great significance for the objectives of this
thesis. Considering that, the following section presents a deeper discussion
of voice impairments in terms of the perceptual categorization. Additionally,
further subcategories are introduced according to the aetiology following the
pathology. It is important to remark that muteness is omitted from the dis-
cussion, as it is related to the absence of voice or speech and thus cannot be
analysed by means of vocal recordings.
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4.2 perceptual categorization of voice disorders

Voice disorders might affect the perceptual parameters of pitch, loudness,
quality and variability. The following paragraphs describe the disorders in
terms of these perceptual dimensions. In addition, and when possible, some
illustrations of vocal folds pathologies are presented. In all cases, the pic-
tures are referred to organic impairments since functional disorders do not
affect larynx structures. It is also worth mentioning that some pathologies
are multidimensional, and hence might alter one or more perceptual param-
eters. For instance, a pathology such as the Reinke’s oedema influences
simultaneously the pitch, loudness and quality perceptions.

4.2.1 Disorders affecting pitch

Pitch is the perceptual correlate of f0, and is mainly determined by the
mass and elasticity of the vocal folds in relation to their length. Pitch disor-
ders are described by an inconsistently higher or lower sounding voice ac-
cording to the individual’s context, or when the sound is tremulous, bizarre
or monotonous. According to the aetiology, pitch impairments are further
divided as [16]:

1. Functional: when the voice does not correlate with what is expected of
the speaker’s physiology. For instance, in mutational falsetto an abnor-
mally high-pitched voice is produced by an adult male (not correlating
with his age and sex). Likewise, in ventricular phonation the speaker
produces an abnormally low-pitched voice through the vibration of
the false vocal folds.

2. Organic: in some conditions such as laryngeal web (a membrane-like
malformation that extends across the larynx), underdeveloped larynx or
structural asymmetry (abnormal approximation of the vocal folds) pro-
duce an unexpectedly high-pitched voice. By contrast, an atypical low-
pitched voice is particular of disorders such as Reinke’s oedema (accu-
mulation of fluid or swelling, usually in both vocal folds), virilization

(masculinization of the female voice after hormone therapy), glottaliza-

tion (low-frequency popping or ticking sound) and tremulousness (pitch
deviation). An example of a larynx affected by a disorder affecting
pitch (Reinke’s oedema) is presented in Figure 4.1.

4.2.2 Disorders affecting loudness

Loudness is the perceptual correlate of the intensity of the sound pressure
created by the release of air through the glottis. Disorders of loudness arise
when the voice is louder or softer than expected in relation to the place
and circumstances on which it is produced, or when there exist loudness
variations that are not appropriate for communication. Loudness disorders
are divided according to their aetiology into [16]:
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Figure 4.1. Reinke’s oedema, a pathology characterized by a swelling of the vocal
folds.

1. Functional: two main causes are considered. On one hand, voices that
are too loud or too soft are often an indicator of personality disorders,
e. g., overly aggressive, shy, or socially insecure behaviour. On the
other, because of environmental stress, people are required to speak
loudly in their occupations, often creating laryngeal trauma with sub-
sequent changes in the vocal organs and consequent voice disorders.

2. Organic: within this category diverse pathologies are described. For
instance, bowed vocal folds are muscular deformations stemming from
long-term heavy use of the voice, particularly in elderly patients. Other
disorder is paresis (or vocal fold paralysis) which is referred to slow-
ness, weakness, or absence of complete glottal closure due to paralysis
of one (unilateral) or both (bilateral) vocal folds. One example of a
larynx affected by paresis is illustrated in Figure 4.2.

Figure 4.2. Example of paresis and its comparison with the normal function of the
vocal folds during respiration and phonation. Image retrieved from [30]

4.2.3 Disorders affecting quality

Quality is the perceptual correlate of complexity and is described by the
pattern of vibration and resonance of the vocal folds. From the perceptual
point of view, there are four elements to consider in a pathological voice in
terms of quality [16, 25, 29]:
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1. Strain: corresponds to an excessive tension in the larynx which may
result in over adduction of vocal folds, creating disturbances in its vi-
bratory patterns. This is usually correlated to vocal problems of func-
tional origin, but organic problems such as oedematous vocal folds,
and any other structural alteration may increase strain perception.

2. Breathiness: related to turbulent air streams released during incom-
plete vocal closure. Several organic conditions modify the glottal con-
figuration to create an incomplete glottal closure associated with a
breathy voice; for instance, muscular tension dysphonia (simultaneous
contraction of laryngeal adductor and abductors), paresis, growths pro-
truding into the glottal space (nodules, polyps, etc.), or disorders that
affect glottal resistance. An example of impairments affecting the per-
ception of breathiness are presented in Figure 4.3.

3. Harshness or roughness: phenomenon expressing irregularities or vi-
bration defects caused by alterations of the ordinary, repetitive, syn-
chronous vibration of the vocal folds. Random aperiodicity may in-
clude any disease or condition in the larynx that changes the size, stiff-
ness, or surface characteristics of one or both vocal folds (laryngitis,
nodules, polyps, etc.) or that causes excessive squeezing of the folds
(e. g., pressed phonation by a patient with contact ulcers), etc. Patholo-
gies affecting the roughness perception are illustrated in Figure 4.3.

4. Resonance: the two most common resonance defects are due to too
much nasal resonance (hypernasality) or insufficient nasal resonance
(hyponasality). The first is caused by incomplete closure of the velopha-
ryngeal valve or by a fistula in the structures separating the oral and
nasal spaces, and the second is caused by blockage of the nasal pas-
sageway. One pathology affecting the resonant patterns of the vocal
tract is the cleft lip and palate, which is illustrated in Figure 4.4.

(a) Nodules. (b) Polyps.

Figure 4.3. Disorders affecting a complete closure of the vocal folds: (a) nodules
and (b) polyps.

4.2.4 Disorders affecting variability

Variability is the perceptual correlate of the variations in pitch, loudness
and quality parameters. Normophonic voice possesses adequate variability
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Figure 4.4. Cleft lip: pathology affecting the resonant patterns of the vocal tract.
Image retrieved from [31]

during contextual speech to convey subtle, intellectual and emotional mean-
ings. In voice disorders these fluctuations may be flattened, excessive or
inconsistent.

4.3 discussion

This section has introduced some of the terminology to be used during
the development of this thesis, including the concepts of normophonia and
dysphonia. Due to the sometimes contradictory categorisations that are of-
ten presented in literature, this section has introduced the taxonomy that
is preferred in this document. A great deal of interest has been put on the
perceptual categorisation of disorders regarding the correlates of pitch, loud-
ness, quality and variability. In addition, and with respect to the alterations
of vocal quality, a further discussion has been provided to address the char-
acteristics of strain, breathiness, roughness and resonance.
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The clinical evaluation of voice often relies on an instrumental examina-
tion and a perceptual analysis of the speech. In this respect, the instrumental

medical examination focuses on a primary aetiological diagnosis through
the investigation of acoustic, aerodynamic, electroglottographic, videolaryn-
gostroboscopic and/or the exploration of other types of biosignals; whereas
the perceptual examination extracts multidimensional information, that is not
quantifiable instrumentally, by means of a qualitative description of the per-
ceived degree of dysphonia that is present in the voice [32–34]. This infor-
mation might be complemented by an interview where the patient states
his/her symptoms, the examination of his/her medical records, evaluation
of other body functions and systems, and exploration of the laryngeal struc-
tures and their function. These procedures should lead the speech pathol-
ogist to a diagnosis about the condition of the patient. The diagnostic pro-
cess is differential, i. e., all possible causes of a problem are considered, and
then the available information is matched against each one of the hypothe-
sis explaining the disorder in the search for a match [35]. In some severe
pathological cases a decision about the condition of the patient is straightfor-
ward, but in others, it would probably be conditioned by subjective factors
or the observations and hypothesis made by the clinician. The increasing
need of improving the diagnosis of voice pathologies has given rise to an
emerging field of analysis called Automatic Voice Quality Analysis (AVQA),
that aims at analysing, classifying and quantifying the degree to which a
patient is affected by a voice disorder. This analysis is performed using au-
tomatic systems that provide objective measurements of the patient’s vocal
condition, exploiting the close relationship that exists between acoustic fea-
tures extracted from the speech and voice pathology [36]. This reduces the
evaluation time and the cost of diagnosis and treatment, providing extra
advantages such as the avoidance of invasive procedures thanks to the em-
ployment of speech signals which are easily recorded by inexpensive means.
Generally, AVQA systems follow a common structure on which characteris-
tics are extracted from the acoustic signal in the form of a set of parameters
to accomplish a further decision making task. A typical AVQA scheme is
presented in Figure 5.1.

It is important to remark, though, that two initial considerations -referred
to the input speech and decision blocks in the AVQA depiction- should be ad-
dressed to respond to the following questions: (i) what type of speech task
is to be used for the design of the system; (ii) what type of decision should
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Figure 5.1. Depiction of a typical AVQA system.

the system provide. The current chapter is devoted to discuss these two as-
pects of the AVQA design; whereas in the theoretical background (Part iii), a
detailed explanation about of each one of the constituting blocks of Figure
5.1 is provided.

5.1 speech production tasks

The interest of considering the acoustic material in the design of AVQA

systems arises from the fact that depending on the type of utterance, differ-
ent configurations of the speech production subsystems (articulatory, phona-
tory, respiratory, etc.) stem. In addition, some pathologies are more likely
to be identified when examining determined units of speech. In general,
two types of speech production tasks are examined for the evaluation of vocal
quality due to their relevance in dysphonic voice analysis. These tasks are:

Sustained phonation: the result of the phonation of voiced sounds due
to the vocal folds vibration, as when a vowel is uttered and maintained
during a certain amount of time. Phonation exhibits a large range of
behaviours, ranging from periodic or regular vibration, to aperiodic
(irregular) vibration or sounds with no apparent vibration at all [37].

Running or connected speech: the result of the source signal (either
voiced, unvoiced, a mixture of both or its absence) being modulated by
the articulatory subsystems, as when speech is being produced while
uttering a certain word or pronouncing sentences.

Using one type of speech production task or the other poses certain advan-
tages or disadvantages that should be considered beforehand. The following
subsections describes both type of tasks more deeply.

5.1.1 Sustained phonation:

The sustained phonation of vowels constitutes the most commonly em-
ployed material in AVQA systems. Some of its advantages include [38, 39]:

The facility to be analysed by automatic tools.

Vowels are easily produced by speakers.

Vowels are good descriptors of pathology as most of the laryngeal dis-
orders mostly affect vocal folds, and hence alter normal phonation.
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Sustained phonation is not affected by paralinguistic or extralinguistic
characteristics such as speaking rate, speaker’s dialect, intonation, and
idiosyncratic articulatory behaviour.

Vowels often generate simpler acoustic structures that might lead to
consistent and reliable perceptual judgements of voice quality.

Vowels do not depend of extra processing stages (such as voiced/un-
voiced detectors) for the design of AVQA systems.

The selection of the vowel to be uttered is also a relevant matter. For
instance, certain open vowels, such as /❛/, are produced with a relatively
open tract allowing the examination of the entire vocal tract apparatus. By
contrast vowels such as /✐/ and /✉/, may not allow this examination due
to the striking separation between the front and back cavities of the mouth
which is made in their production [40]. Besides that, the type of vowel -along
with the vocal effort and the muscle tension in the larynx- influences the
degree of vocal folds approximation, and affects the voice quality perception
[41]; and as such, should be considered when designing AVQA systems.

5.1.2 Running Speech

Despite the running speech task is not as widely popular in AVQA sys-
tems as the one based on sustained vowels, there exist strong arguments
favouring its use. One interesting property of running speech comes from
a phenomenon called coarticulation, which is related to the influence of the
preceding and succeeding speech sound on the unit that is currently uttered.
The dynamical effects introduced by coarticulation might be relevant for cer-
tain applications. Besides that, it has been stated that the impression of
certain characteristics of vocal quality are more easily perceived on vowels
generated in a voiced context, vowels after a glottal closure, or during the
production of strained vowels [24]. Some additional advantages reported in
literature in favour of analysing connected speech are the following [36, 42]:

Running speech requires switching on and off the vibration of the vocal
folds continually, or that the voicing is maintained while the supraglot-
tal apparatus changes. This might facilitate the exploration of certain
dynamic aspects in the speech production.

Speakers are less likely to compensate for their voice problems while
producing connected speech than while phonating sustaining sounds.

Running speech provides a more realistic scenario since sustained phona-
tion is more characteristic of singing rather than speaking.

Running speech contains fluctuations of vocal characteristics in rela-
tion to voice onsets, terminations and breaks, which are considered cru-
cial in voice quality evaluation. These characteristics are not fully rep-
resented in short registers of phonation such as in a sustained vowel.

In certain voice disorders (e. g.spasmodic dysphonia), the production
of sustained vowels is less symptomatic than in connected speech,
which may lead to an underestimation of the impairment.



26 automatic voice quality analysis systems

Running speech contains variations in pitch and loudness, parameters
that are important in the analysis of abnormal voice quality.

5.2 decision tasks

As it has been stated previously, the type of decision making task influ-
ences the design of the AVQA systems. In this regard, three fundamental
tasks may be considered: voice pathology detection, voice pathology identi-
fication and voice pathology assessment.

5.2.1 Voice pathology detection and identification:

Voice pathology detection is a two-classes decision making process aiming
to decide whether a given speech register is normophonic (if it is normal
in terms of quality), or pathological (if it suffers from vocal pathology or
dysphonia). On the other hand, voice pathology identification is a multi-class
decision making process on which the goal is to assign a category to the
input speech. The identification task is typically made in terms of the
actual pathology (nodules, Reinke’s oedema, etc.), the aetiology (organic,
functional, etc.) or any other categorisation that groups general aspects of
the analysed speech. From a practical point of view, identification is more
challenging than detection, because of the multiple-class scenario on which
it is defined. Nonetheless, both tasks are intricately complex due to sev-
eral factors, such as the wide range of profiles that are found for normo-
phonic voices, the documented overlap between normophonic and patho-
logical voices [43], the close relationship between disease and certain quality
factors due to normal processes such as ageing [44], the simultaneous pres-
ence of pathologies of different aetiology in the same patient, etc.

5.2.2 Voice pathology assessment

Voice pathology assessment is aimed at grading the level of pathology that is
perceived in a given speech signal. This is of great relevance since, as stated
before, it is not possible to instrumentally delimit a phonation behaviour
categorically. An useful descriptor of dysphonia is the hoarseness, which
portraits the noisy, atonal and/or odd vocal resonance patterns encountered
in voices [25]. The hoarseness is widely employed in literature, as perceptu-
ally, it is described as a superclass that contains roughness and breathiness
-the two most reliable traits describing vocal quality- [24]. The assessment
task is generally performed in concordance to a perceptual rating scale that
evaluates voice quality and provides information about the level of dyspho-
nia. While the perceptual scales have been designed to evaluate every aspect
that is relevant to voice quality, the reliability of the ratings is conditioned
by the multidimensional aspects of voice quality, the intrinsic variability of
speech, the subjectivity of perception [45], and the nonlinear relationship be-
tween pathology and measured or perceived voice quality [43]. Such aspects
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should be taken into account when designing automatic voice pathology as-
sessment systems.

Perceptual ratings are often made using scales that describe the severity
of the speech disorder. Some popular perceptual evaluation scales include
the Grade-Roughness-Breathiness-Asthenia-Strain (GRBAS), Voice Handicap Index

(VHI) and Consensus Auditory-Perceptual Evaluation of Voice (CAPE-V). Another
popular evaluation tool is the so called hoarseness diagram.

5.2.2.1 GRBAS perceptual scale

GRBAS is a simple and reliable scale for evaluating voice quality. It is com-
posed of five descriptors ranging from 0 to 3, where 0 refers to a healthy
condition, 1 to light disease, 2 to moderate impairment and 3 to grave disor-
der. The five descriptors are detailed next [33, 46]:

1. Grade ( G), a measure of global voice quality or hoarseness.

2. Roughness (R), linked to the level of perceptually audible impressions
of irregular glottal pulses, abnormal fluctuations of f0 or multiple im-
pulses perceived separately (dyplophonia or voice breaks).

3. Breathiness (B), related to the perceived loss of air due to an incomplete
glottal closure and which might include aphonic moments.

4. Asthenia (A), associated to weakness or lack of power in voice.

5. Strain (S), linked to the perceived level of vocal effort.

A simplified scale limited to G, R and B is frequently found in the litera-
ture due to the unreliability of the A and S parameters [24]. This reduced
scale resembles the Roughness-Breathiness-Hoarseness (RBH) rating scale used
in German-speaking countries [47], and encompasses the most important
information for voice quality assessment.

5.2.2.2 Consensus Auditory-Perceptual Evaluation of Voice

CAPE-V is not only regarded as a rating scale resembling GRBAS, but it is
also a protocol itself [48, 49]. In this respect, CAPE-V recommends a proce-
dure which includes the recording of the phonation of the sustained vowels
/❛/ and /✐/ three times; six predefined sentences with different phonetic
contexts; and a conversation in response to the standard question "Tell me

about your voice problem" [48]. Then, voice quality is described by means of 6
traits: overall severity, roughness, breathiness, strain, pitch and loudness, which
are rated using a 100-millimetre line resembling a visual analogue scale, to
avoid the use of discrete points [48].

5.2.2.3 Voice Handicap Index

VHI is proposed as a self-assessment tool for measuring the psycho-social
handicapping effects of voice disorders [50]. It consists of 30 items, from
which 10 correspond to a physical, 10 to an emotional, and 10 to a functional
dimension. The physical dimension represents the self-perception of laryngeal
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discomfort and voice output characteristics; the emotional dimension indicates
the patient’s affective responses to the voice disorder; whereas the functional

dimension includes statements describing the impact of the voice impairment
in their daily activities. Each question has 4 possible answers ranging from
"never" (scored as 0) to "always" (rated as 4). After a patient has been inter-
vened, 18 points ensure -with a 95% confidence- that changes in total scores
are due to the treatment and not to the VHI variability. A graphic indicating
some of the items in the VHI scale are presented in Figure 5.2.

Figure 5.2. Example of the VHI test. Graphic taken from [50].

5.2.2.4 The hoarseness diagram

The hoarseness diagram is a two-dimensional representation describing
the noise content of voice registers. The hoarseness diagram uses abscissa
to represent irregularity (perceptually correlated to roughness); whereas the
ordinate represents the additive noise content of voices (correlated to breath-
iness) [51, 52]. An example of the hoarseness diagram for a normophonic
and a pathological voice is illustrated in Figure 5.3.
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Figure 5.3. Hoarseness diagram for a normophonic and a pathological voice.
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5.3 discussion

The current section has introduced some concepts related to AVQA sys-
tems. A typical AVQA scheme has also been presented and two aspects of its
design have been discussed: the type of acoustic material, and the expected
decision outputted by the system. In this regard, the acoustic material result-
ing from the sustained phonation and running speech production tasks has
been described and discussed in terms of the advantages and disadvantages
of using one or the other. Finally, the decision making tasks outputted by the
AVQA methodology are also introduced. In particular, three decision making
tasks are defined: voice pathology detection, identification and assessment.
With respect to the latter, a list of some common assessment rating scales
has also been introduced. This thesis considers the influence of using both

types of speech tasks in AVQA systems. However, it is limited to designing
voice pathology detection and voice pathology assessment systems only.
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The variability embedded in speech has long been recognised as a major
source of errors in automatic classification systems based on speech. For
instance, several variability factors identified in the design of speaker recog-
nition systems are described in [53]. Translated to terms of AVQA systems,
these variability factors are the following:

Peculiar intra-class variability: manner of speaking, age, sex, inter-session
variability, dialectal variations, emotional condition, etc.

Forced intra-class variability: Lombard effect, external-influenced stress,
cocktail-party effect, etc.

Channel-dependent external influences: type of microphone, bandwidth
and dynamic range reduction, electrical and acoustical noise, reverber-
ation, distortion, etc.

It is worth noting that the forced intra-class variability is more common
of unsupervised recording environments rather than from controlled clini-
cal settings. That does not imply, though, that their effects should be dis-
regarded. For instance, they are of significant importance in telemedicine
scenarios where the recording conditions might vary widely. Despite that,
and for the purpose of simplicity, the forced intra-class variability is to be
omitted from further discussions, and the term intra-class variability is to be

referred to the peculiar intra-class variability only. Moreover, the intra-class and
channel-dependent factors can be further associated to the dimensions of
speech introduced in Section 1.2. In this manner, the intra-class variability is
related to the linguistic, paralinguistic and extralinguistic spheres, while the
channel effects encompass the transmittal dimension.

Having this in mind, the current chapter introduces some factors that are
of interest in the design of AVQA systems. Because some of these aspects
cannot be readily controlled, some final comments are presented at the end
of this chapter regarding which variability factors are to be investigated.

6.1 intra-class variability

One important aspect to be outlined in any speech-related system is the
effect of the intra-class or intersession variability. In a speaker recognition
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system, aiming at recognising the identity of a target speaker, the interses-
sion effect might be described by the differences arising between recordings
of the target speaker due to vocal effort, physical or emotional condition,
etc. In the AVQA field, the intersession variability might be explained by the
acoustic diversity among different pathologies, the sex or age of the speaker,
or the spurious information introduced by other linguistic, paralinguistic or
extra-linguistic effects. In this regard, several intra-class factors that might
affect the performance of voice pathology classification systems include lin-

guistic aspects such as the speech production task (already discussed in Sec-
tion 5.1), the dialect and accent of the speaker; paralinguistic events such as
the emotion or the vocal effort; or extralinguistic effects such as the sex or
age of the speaker. Bearing this in mind, this section describes some of these
intersession variability factors affecting AVQA systems.

6.1.1 Dialects and accents

Dialects are the result of systematic, internal linguistic changes that occur
within a language, reflected in the form of structural alterations in phonol-
ogy, morphology, syntax, lexicon or semantic [44]. Dialects have been iden-
tified as an important aspect when defining communication disorders. Un-
doubtedly, not accounting for dialect features may result in the misdiagno-
sis of communication disorders [44]. For instance, several key features of
African-American English phonology have been found to overlap with iden-
tifiers of speech sound delay/disorder in the phonology of general American
English, making the distinction from normal and disordered states problem-
atic in African-American speakers [54]. This phenomenon has been found
in other contexts where non-prestige social dialects are often incorrectly as-
sociated to disordered speech [44]. Accents, on the other hand, are linguistic
changes within a language that occur mainly at the phonological level. It has
been long identified as an important confounding source in speech-related
applications. For instance, accent is described as the most important source
of variability between speakers in speech recognition systems in [55]. A fur-
ther study presented in [56], confirmed that accent degrades classification
rates, with errors increasing around 40-50% in cross-accent speech recog-
nition scenarios. In general, it has been found that performance degrades
when recognizing accented from non-native speech [57].

Above facts suggest that accent and dialects should be accounted when
designing AVQA systems using running speech, as these might degrade per-
formance.

6.1.2 Vocal effort and loudness

There exist evidences indicating that loudness and vocal effort alter per-
ceptual and acoustic parameters extracted from speech, and therefore might
impact AVQA systems. Phenomenologically, variations in vocal effort affect
the shape of the glottal pulses, changing the closing velocity waveform and
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affecting the relative duration of the closed interval [58]. In voices produced
with increased vocal effort there have also been found significantly greater
values in parameters such as subglottal pressure, translaryngeal airflow, and
maximum flow declination [59]. Similarly, it has been stated that the medial
compression of the vocal folds is enhanced when vocal effort is augmented,
which results in an improved glottal closure, enlarged vocal intensity, and
increased f0 and amplitude [60]. Vocal effort also alters the duration of vow-
els, consonants, and the pausing behaviour during speech production [58].
In terms of quality, voice produced at excessive vocal effort (loudness) is per-
ceptually described as creaky [58] or strained [59]. Not surprisingly, this has
consequences on parameters extracted from speech. For instance, jitter, shim-
mer, Normalized Noise Energy (NNE) and two electroglottographic parameters
have been found to vary significantly among vowels produced at three vo-
cal effort levels (low, normal, high) [61]. Similarly, it has been reported that
jitter and shimmer significantly increased their value with decreasing voice
loudness [62], being also identified as one of the most important factors in-
fluencing the computation of these perturbation parameters, alongside with
the sex of the speaker and the type of uttered vowel [63]. Other sets of
parameters which are impacted include cepstral features, which have been
reported to differ substantially at different loudness levels [60]. This has also
been confirmed in [59], where significant differences arose in 4 aerodynamic
and 2 cepstral measures when comparing phonation at different effort levels.
Authors in [64] have investigated the effects of increased loudness in patho-
logical phonation. Results indicate that louder voicing reduces the values
of perturbation parameters in normophonic speakers or in superficial vocal
fold pathologies, while in cancer or vocal fold paralysis, louder phonation
significantly enhances the irregularity of vocal folds vibration.

The incidence of loudness and vocal effort in the computation of features
suggest that its effect might affect the performance of AVQA systems, and
should certainly be taken into account in the design process.

6.1.3 Emotion

The study of the emotional content embodied on speech has garnered a
lot of attention within the speech research community. Indeed, the term af-

fective computing has being coined to describe the automatic sensing, recogni-
tion and synthesis of human emotions from any biological modality such as
speech or facial expressions [65]. Some of the reasons for this great deal of in-
terest are on the -expected- improvement in human/machine interactions by
the incorporation of emotional synthesis and recognition systems. Emotions
are typically represented as the combination of the primary (or archetypal)

emotions of anger, disgust, fear, joy, sadness and surprise [66]. Any emotion
can also be portrayed by two subjective descriptors: its activation, referred to
the amount of energy expressing the emotion; and its valence, describing the
level of pleasantness or unpleasantness. The value of these two descriptors
conditions the emotion that is being elicited. For instance, a high activa-
tion (due to the arousal of the sympathetic system) is found in joy, anger,
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and fear, and is reflected in the form of loud and fast speech with an aug-
mented energy in the high-frequencies, and an increased average pitch with
a wider range. On contrary, low activation emotions (due to the arousal of
the parasympathetic system) such as sadness, produce speech that is slow,
low-pitched, and with a low energy content in the high-frequencies [66].

There exist some studies considering the effect of emotions in speaker
recognition systems. For instance, emotions are regarded as a factor affect-
ing automatic recognition of children’s speech in [67]. In [68], the effect of
an emotions recogniser previous to a speech classification process is investi-
gated. Authors report that affective speech downgrades the system perfor-
mance, and that a cascading scheme is highly effective in improving recogni-
tion rates. Despite these facts, little is known about the influence of emotion
in AVQA schemes, but according to the evidence found in the field of speaker
recognition, it might be hypothesized that affective speech is a confounding
factor that should be taken into consideration.

6.1.4 Sex

The variability introduced by the sex of the speaker remains as a major
concern in the design of speech-based systems. Indeed, authors in [55] re-
ported that this factor accounted for the second most prominent source of
variability -after accent- in speech recognition systems. Certainly, literature
states that the performance of speech recognition, identification or verifica-
tion systems improves by employing a-priori information about the sex of
the speaker [69]. For instance, authors in [70] obtained a 2% of accuracy im-
provement in a speaker recognition system when using sex-specific models.

The nature of the variability introduced by the sex of the speaker stands
on physiological, acoustic, and psychophysical factors [19]. Regarding phys-

iological differences, the human laryngeal anatomy differs between sexes at
a variety of levels. Particularly, males tend to have a more acute thyroid
angle; thicker vocal folds; a longer vocal tract; a larger pharyngeal-oral ap-
paratus, thyroid lamina and skull compared to that of females [3, 8]. Studies
of excised human larynges have shown that anteroposterior dimensions of
the glottis are 1.5 times larger in men than in women [71]. Besides that,
the female pharynx has been found to be shorter than of males during the
production of the three cardinal vowels. This may be a key factor in distin-
guishing between male and female voice qualities during speech production
[8]. In addition, the observation of the glottis during phonation has sug-
gested the presence of a posterior glottal opening that persists throughout a
vibratory cycle and which is common for female speakers, but occurs much
less frequently among male speakers [72]. Indeed, about 80% of females
and 20% of males have a visible posterior glottal aperture during the closed
portion of a vocal period [73]. Regarding perceptual differences, parameters
such as effort, pitch, stress, nasality, melodic patterns of intonation and coar-
ticulation are used for characterising female voices, while male voices are
judged on the basis of effort, pitch and hoarseness [74]. It is also argued
that female voices possess a "breathier" quality than male voices [73]. The
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pitch is the most known trait differentiating sexes [74], with females’ pitch
higher than of males’ by as much as an octave [75]. This pitch difference
might influence the perception of dysphonic voices since lower pitch is per-
ceived as rougher [24]. In addition to the pitch, literature reports significant
differences between male and female speakers’ formants ( f1, f2, f3, f4) [19].
This is because the vocal tract length for males is longer than that of fe-
males, producing on average formant patterns scaled upward in frequency
by about 20% [74]. There are also several important acoustic consequences
of the posterior glottal opening during the closed phase of phonation, which
is more frequent in females. A first consequence is a breathier voice qual-
ity which is the result of a larger amount of air passing through the vocal
tract [3] and that affects the relative amplitude of the first harmonic of the
speech spectrum [71, 76]. A second consequence is the widening of the f1

bandwidth, which is the result of the glottal aperture that produces energy
losses particularly at low frequencies [72, 76]. A third acoustic consequence
is the generation of turbulence in the vicinity of the glottis [76], perceived
with a high level of aspiration noise in the spectral regions corresponding
to f3, and contributing to a breathier voice quality [75]. A final consequence
is a lower spectral tilt due to the presence of aspiration noise [75], which
turns out to be a significant parameter for differentiating between male and
female speech samples [72].

In addition to the acoustic differences reported from the study of the raw
speech, there are some differences in the glottal components among sexes.
On one hand, the female glottal waveform tends to have a shorter period,
lower peaks and peak-to-peak flow amplitudes than that of males [77]. Like-
wise, the derivative of the glottal waveform does not present an abrupt dis-
continuity during the closing time due to the incomplete closure of the vocal
folds [19]. In general, it is stated that female glottal components are sym-
metric, with opening and closing portions of the waveform tending towards
equal duration [78]. Conversely, and regarding the glottal waveform of male
speakers, it is found that the open quotient is smaller and the maximum flow
declination rate is greater than of females [72]. Moreover, the closing portion
of the waveform generally occupies 20− 40% of the total period and it might
not exist an easily identifiable closed period [74]. In general, it is stated that
male glottal waveforms are asymmetrical and present a hump in the open-
ing phase. Finally, it is worth noting that sex differences are found to be age
and hormone-dependent, and thus is of great importance considering the
effect of age when studying male or female voices.

6.1.5 Age

According to the male-female coalescence model of ageing voice, hormone-
related factors cause changes in voice production systems. In this manner,
hormones during puberty are responsible for the differences between males
and females in adolescence, but these changes are counteracted to some
degree by hormone related factors associated with menopause and ageing
[8]. During males’ puberty, the thyroid cartilage develops the Adam’s ap-
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ple, the muscular and mucosal layers of the vocal folds thicken, the vocal
folds lengthen and widen, the cricothyroid membrane widens, and the cor-
responding muscle becomes more powerful [3, 79]. As a result, the fun-
damental frequency decreases an octave compared to that of a child [79].
During females’ puberty, there is little development of the thyroid cartilage
or of the cricothyroid membrane, and the vocal muscle thickens slightly but
remains supple and narrow. As a result, the female’s voice fundamental
frequency becomes one third lower than that of a child [79].

The age effects on the larynx tend to be more significant in men than in
women. In this manner, males experience an increasing of the fundamental
frequency as a result of muscle atrophy, thinning of the lamina propria, gen-
eral loss of mass and ossification and calcification of the larynx that starts
during the third decade of life [8]. In females, ossification and calcification
starts in the fourth decade of life, and in some cases never completely ossify.
However, due to menopause effects, a lowering of fundamental frequency
prior to senescence occurs [8].

6.2 channel-dependent external influences

These dimensions include all the effects that aggregate variability to speech
registers because of the mere act of recording. This is a well-known prob-
lem that has long been identified in speech and speaker recognition systems
[80]. Several aspects affect the recording process, including the instrumen-
tation (type of microphone, analogue-to-digital converter, etc.), the acous-
tic environment (office, recoding studio, etc.) and the transmission means
(land-line, cellular, etc.) [81]. Similarly, background noises, noises made by
speakers (such as lip smacks), noise in the input device itself, etc., are recog-
nised as sources that impair performance of speech recognition systems [80].
Another problem that might arise, is the variability introduced because of
the mismatch in the recording conditions, between the registers employed
for training the models and those used for testing purposes. For instance, as
when a certain microphone is used for recording the training utterances, but
the model is verified with a different equipment. Indeed, the microphone
is expected to modify the speech spectrum, and anything that modifies the
spectrum may cause difficulties in recognition tasks [81]. All these external
influences do surely affect AVQA systems, and should be taken into account
in their design.

6.3 discussion

This section has presented some variability factors that might affect the
performance of AVQA systems. The list is not exhaustive, but is composed
of some of the most important variables that -to the author’s opinion- ought
to be considered in the design of systems that detect/identify/assess voice
pathologies. Despite it would be desirable to study the influence of every
single variable described in this section, there are some effects that cannot
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be controlled within the AVQA work-flow and thus, have to be disregarded.
As a matter of example, emotions are considerably difficult to elicit natu-
rally in laboratory conditions. In fact, actors are often employed in affective
speech research. The inability to regulate or to ascertain the emotional state
of speakers obligates to discard this trait from further investigation. In the
same manner, dialects and accents require a very extensive database contain-
ing regional and dialectal differences to correctly model their effects. Unfor-
tunately, this speech material is not available. Indeed, some of the databases
employed during this thesis are limited to speakers of certain geographical
regions to avoid the introduction of this variability factor. At the end, the
variables under control are constrained to the extralinguistic traits of sex and
age, and to the linguistic trait of type of uttered speech (running speech or
sustained vowels). In the same manner, channel-dependant effects should
be regarded too, since subtleties in the recording process are expected, in-
cluding those due to varying distances from mouth to microphone, slight
variations in the recording environment or noises introduced during the ac-
quisition process.





Part III

D E S I G N O F A U T O M AT I C V O I C E Q U A L I T Y
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S TAT E O F T H E A RT

There exist in literature a wide variety of methodologies related to the
detection, identification and assessment of voice pathologies, with results
that vary depending on the application, the acoustic material, and the actual
methodology that is used. Based on the design blocks depicted in Figure 5.1,
the current section discusses each one of its constituting parts in terms of the
techniques that are followed in the literature. This includes the databases
that are commonly utilised in the design of AVQA systems, some typical
preprocessing techniques, dimensionality reduction schemes, as well as the
decision machine used for discrimination purposes.

7.1 databases

The acoustic material to be employed in the design of AVQA systems
should contain exemplar data describing the classes under study. This is of-
ten composed of corpora of speakers portraying the investigated pathologies
and normophonic cases. The data acquisition process should follow certain
guidelines not to introduce unexpected variability, including the avoidance
of external sources of noise or the maintenance of the same acoustic and
instrumental conditions during the recording process. Moreover, the corpus
should be large enough to contain all possible variations within pathologi-
cal or normophonic conditions, while trying to maintain a balance among
classes in terms of age, sex, dialect, etc. The idea by doing so, is to design
generalist models that disregard the particularities related to the speakers
themselves, and thus to identify the actual characteristic related to normo-
phonic or dysphonic conditions. The management of the corpus for the
storage and accessibility of recordings from a medical perspective should
also be taken into account, as this permits the creation of synergies towards
certain labours such as the diagnosis of the pathologies, or the assessment
from a perceptual point of view as given by different evaluators. Some con-
siderations referred to the management in a clinical setting for a large corpus
of dysphonic and dysarthric speakers are discussed in [82].

Literature reports the existence of several public and privative databases
that have been recorded for the purposes of detection, identification or as-
sessment of voice pathologies. Regarding public databases, the Massachusetts

Ear and Eye Infirmary (MEEI) corpus [83] is probably the most widely em-
ployed, being for years, the sole resource that was available for the study of
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pathological speech. MEEI contains approximately 700 registers of the vowel
/❛/ and the first sentence of "the rainbow passage" text, recorded at varying
sampling frequencies (25 kHz to 50 kHz). A subset of the database -chosen to
ensure a balance in age, sex and pathologies- has been published in [84], be-
coming a standard partition for comparisons among different works in liter-
ature. Despite its popularity, MEEI suffers from well-known problems which
might bias outcomes, like the different recording conditions of normophonic
and pathological speakers [85, 86]. Recently, another speech pathology cor-
pus has been made accessible to the research community: the Saarbrücken

Voice Disorders (SVD) dataset [87]. This partition contains more than 2000
registers of the vowels /❛/, /✐/ and /✉/ at normal, high, low, and rising-
falling pitch; and registers of the sentence "Guten Morgen, wie geht es Ihnen?",
recorded at 50 kHz. Due to its novelty, compared to MEEI, not many papers
have reported results with this corpus.

The privative databases exhibit a large variety of characteristics respecting
the acoustic conditions followed during the recording process, the instru-
mentation, the type of speech material that is elicited, the type of disorders,
etc. In this regard, most of the privative datasets contain microphone record-
ings of the phonation of the sustained vowel /❛/ [52, 88–107] or a combi-
nation of several vowels [108–112]. There are some databases with registers
of running speech for different languages, which in a text-dependent sce-
nario, employ the repetition of digits [88, 113], the reading of phrases such
as "the rainbow passage" [114–116], "the north wind and the sun" [117, 118],
"the story of Arthur the rat" [119, 120], or other texts [121–126]. In the text-
independent case they employ conversational speech or other types of elici-
tation tasks [124]. There exist some other databases that include other type
of complementary biosignals besides the acoustic material. Namely, some
are composed of Electroglotography (EGG) recordings of the vowel /✐/ [127,
128], /❛/ [92, 106]; while others complement the acoustic recordings with
questionnaire data [129, 130] or laryngoscopy [130].

7.2 pre-processing

Most of the literature employs short-time analysis of speech, as it allows
the usage of techniques relying on stationarity assumptions which other-
wise could not be used. The short-time analysis is accomplished by means
of a framing and windowing procedure, which varies the length or type
of the window depending on the applications and of the characterisation
techniques. In this regards, the windowing procedure is mostly based on
Hamming [32, 38, 39, 45, 85, 86, 89, 97, 103, 113, 120, 121, 129, 131–160] or
Hanning [51, 128, 157, 161–169] windows.

Popular preprocessing techniques are based on voice/unvoiced and end-
point detectors [45, 85, 106, 120, 162, 165], which ensure that only speech ut-
terances generated during the vibration of the vocal folds are employed; or
silence detectors [170] that eliminate utterances not containing speech. Like-
wise, and to remove the influences of the vocal tract in the speech signal,
inverse filtering is often employed [93, 109, 137, 171–175]. Other techniques
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include the use of pre-emphasis filtering to accentuate the high frequency
content of speech [113, 129, 148], although it has been reported that its use
does not improve detection results [176].

7.3 characterisation

7.3.1 Temporal and acoustical analysis

Some basic approaches are based on tracking f0 and deriving high order
statistics to track disturbances in the normal vibration patterns of the vocal
folds, while some others are based on tracking formats to characterise dis-
turbances in the vocal tract. Some relevant works using such approaches
include: [43, 99, 102, 142, 149, 163, 177–179]. These features (particularly f1

and f2) have been also employed to determine the jaw-tongue dynamics and
provide a distinction between normophonic and pathological voices in [174].
A different approach consists on measuring the vocal function through the
quantification of the level or the energy contained in the signals, i. e., the
loudness [180]. Since this quantity is dependent on the distance between
mouth and microphone, measures of sound pressure level are preferred in-
stead. These can be achieved by means of intraoral or subglottal pressure
apparatuses, or indirectly computed by using accelerometers placed on the
neck [116, 181]. Measurements of the vocal level on diverse frequency ranges,
leads to a phonetogram. This defines voice range profiles which have been
used for voice pathology detection [182, 183]. An extension to the method
relies on the characterisation of a speech range profile, that has also been
used for detection of voice pathologies [117, 184].

Finally, it is possible to extract features from the glottal signal, characteris-
ing the opening and closing phases of the glottal waveform as in [93], or via
the residue obtained after inverse filtering, with measures such as the mean

square residue or the excess coefficient (kurtosis of the magnitude distribution)
[109]. Other acoustic characteristics measure the number and degree of voice
breaks and unvoiced frames in speech [185, 186].

7.3.2 Perturbation and fluctuation analysis

Perturbation analysis is referred to the measurement of minor disturbances
in the vibration patterns of vocal folds. Two main perturbation effects are
identified, one referred to disturbances in amplitude and frequency due to
irregular vibration, also called modulation noise, and other referred to the ef-
fects of noise due to incomplete closure of the vocal folds, also called additive

noise. With respect to modulation noise, the most prominent family of pa-
rameters is related to jitter, which measures frequency perturbations among
different glottal periods; and shimmmer, which computes disturbances in am-
plitude among different glottal periods. Shimmer is one of the most classic
parameters, having being widely employed in literature as reported in [93,
125, 149, 163, 177–179, 185–191]. Similarly, jitter has been extensively used,
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with some relevant examples in [93, 94, 106, 109, 125, 149, 163, 177–179, 185–
191]. However, jitter requires of a precise f0 estimation, and thus its validity
is often questioned [192]. Some methods have been devised to calculate jit-
ter using spectral techniques, avoiding the need of a precise f0 computation,
having accomplished favourable results in pathology detection tasks [164,
166]. Another approach to derive shimmer and jitter based on autoregressive
decomposition and pole tracking has been presented in [193]. Regarding the
characterisation of additive noise, most of the features measure the relation-
ship between the harmonics and background noise contained in speech. To
this end, the Signal-to-Noise Ratio (SNR) computes the ratio between signal
and noise amplitude [122, 187, 188, 190]; the Harmonics-to-Noise Ratio (HNR)
measures the ratio between harmonics and noise [125, 149, 163, 186, 188];
Normalized Noise Energy (NNE) computes the noise-to-harmonics ratio [84,
178, 188] next to its variation adaptive-NNE [155]; and Glottal-to-Noise Exci-

tation Ratio (GNE) measures the correlation between Hilbert envelopes in
different frequency bands [157, 194].

By contrast, fluctuation analysis is referred to the study of severe distur-
bances in the dynamics of the vocal folds behaviour, reflecting the inherent
instability of the system [192]. Tremor is one prominent characteristic that
is often studied, referred to low-frequency fluctuation in amplitude and/or
frequency, related to pathologies of neurologic origin [192]. Some popular
tremor estimates include amplitude and frequency tremor [179], or the turbulent

noise index [98, 140].

7.3.3 Spectral and cepstral analysis

Many systems found in the literature employ spectral or cepstral analysis
of speech due to the simplicity they offer, and the ability to characterize both
running speech and sustained vowels. Spectral measures derived directly
from the speech spectrum include diverse Long-Time Average Spectrum (LTAS)
characteristics [38, 39, 115, 125], where the spectral tilt [39] -which indicates
the degree of energy concentrated in low- vs. high-frequency areas of the
spectrum- is a noteworthy example. Other popular sets of features are based
on Linear Prediction Coding Coefficients (LPC) [144, 195–199], which can also
be used to decompose the speech signal into its residual and vocal tract com-
ponents and hence derive parameters for characterisation [199]. Notable pa-
rameters extracted from the residual signal include the pitch amplitude [38, 39,
84], which measures the dominant peak in the auto-correlation function of
the residual signal; and the spectral flatness ratio [38, 84, 109], which measures
the residual flatness. Some variations of LPC include cepstral transformation
like the Linear Prediction Cepstral Coefficients (LPCC) [138, 197, 198], or a mel-
transformation of LPC called Mel-line spectral frequencies [170].

Other approaches rely on filter-banks to decompose signals into different
sub-bands. For instance in [88], correlation functions measure the relation-
ship between the bands of an octave filter-bank for the detection of patholo-
gies. Another example is in [134], where HNR is computed on different fre-
quency bands along with the energy at some critical bands. It is also possible
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to employ filter-banks that rely on psychoacoustic criteria to condense spec-
tral information into perceptually-relevant frequency bands. Within this cat-
egory, Mel-frequency Cepstral Coefficients (MFCC) are probably the most popu-
lar features [85, 97, 120, 132, 138, 148, 152, 159, 162, 170, 197, 200–202], being
often used in combination with its first derivative (∆) representing velocity
[121, 168, 203], and/or its second derivative (∆∆) representing acceleration
[133, 146, 147, 158, 165]. Works related to MFCC characterisation include the
study of the influence of the tapering window that is employed for the spec-
trum estimation during the MFCC processing [131], or the derivation of an
index based on MFCC and Gaussian Mixture Model (GMM)-likelihood metrics:
the pathological likelihood index [204]. Other psychoacoustic characteristics
include Perceptual Linear Prediction coefficients (PLP) [120] and its bandpass
filtered variation RASTA-PLP [197]; human factor cepstral coefficients [139], or
the band power decorrelation time obtained through the Meddis and O’Mard
filterbank model [45]. The filter-banks can also be employed to perform
time-frequency decompositions, through wavelets transformations [91, 97,
100, 140, 141, 154, 195, 205–209] -which are often accompanied by the calcu-
lation of energy and/or entropies of the sub-band decompositions- or adap-
tive time-frequency distribution [210]. A review about these time-frequency
decompositions is presented in [211].

Finally, and to characterise additive noise components, measures based on
the cepstral prominence of the harmonics are often utilised, by means of fea-
tures such as the Cepstral Peak Prominence (CPP) and its smoothed variation,
Smoothed Cepstral Peak Prominence (CPPS). A complementary feature is the
Low-to-High Frequency Spectral Energy Ratio (LHr), which measures the spec-
tral tilt of the spectrum above and below 4 kHz. Relevant works employing
these measures include [32, 42, 115, 119, 125, 187, 212]. A derived index that
incorporates the information provided by CPP, LHr, and standard deviation
of LHr is the cepstral spectral index of dysphonia [114].

7.3.4 Complexity features

Complexity is commonly measured through estimators based on nonlin-
ear dynamics. In this regard, the most popular indices compute the dimen-
sionality of the reconstructed space, for discrimination of pathological and
normophonic states, by means of the fractal dimension [112] or the Correla-

tion Dimension (D2) [96, 107, 187, 189–191]. Other measures are based on
the rate of divergence of trajectories in the phase space. It is expected that
the behaviour of normophonic voices differ from those pathological. This
has been explored with the computation of Largest Lyapunov Exponent (LLE)
[94] or the Lyapunov spectrum [213]. Measures of entropy (the rate of in-
formation gain) have also been employed in AVQA systems, by means of the
first and/or second order entropies [108, 190, 191], the relative entropy [101],
pseudo-estimators such as the Ziv-Lempel complexity [214], or Hidden Markov

Model (HMM) -based entropy metrics [201, 215]. A concept related to entropy
is the regularity, which measures the predictability of the time series. The
most popular regularity estimator used in pathological voice discrimination
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is the Approximate Entropy (ApEn) [127, 128, 167, 214]. Other ApEn-derived
metrics include the Sample Entropy (SampEn) [92], Gaussian Kernel Sample En-

tropy (GSampEn) and Fuzzy Entropy (FuzzyEn) [111, 201, 215].
Time-frequency decomposition have been employed to explore the fractal

properties of speech [216, 217] or to characterise complexity (using ApEn) on
each decomposed sub-band [206]. Other measures explore the use of nonlin-
ear prediction [110, 218]; measure the self-similarity of the voice by means
of the Detrended Fluctuations Analysis (DFA)) [37]; or characterise properties
of recurrence to compute the effects of modulation noise using Recurrence

Period Density Entropy (RPDE)[37].

7.3.5 3-dimensional representations

A popular approach that has been gathering attention lately is based on
the multidimensional representations of speech, and the employment of im-
age processing or bidimensional tools for the extraction of characteristics.
In this regard, one popular approach is based on Modulation Spectra (MS),
which characterises the modulation and frequency components of speech.
MS produces a 3-dimensional representation that has been employed for the
discrimination [136, 159] or assessment of voice pathologies [219, 220].

Following the idea of 3-dimensional representations, authors in [120] de-
fine a matrix on the basis of indices of similarity among frames, accom-
panied by morphological image processing tools for extraction of relevant
characteristics. In [221], a mel-spectrogram is characterised by means of the
recurrence texture plots and the local binary pattern operator. Matrices can also
be formed using time-frequency decomposition as in [151], where features
are extracted through the employment of a multidirectional regression, or
the usage of interlaced derivative patterns of the glottal source excitation sig-
nal [137]. Similarly, authors in [222] extracts features from co-occurrence
matrices formed after using filter-banks on the input speech.

7.3.6 Other types of features

There exist some other approaches that do not fit into the above taxon-
omy. For instance, the multidimensional acoustic voice quality index is a met-
ric based on weighted multivariate regression of 6 temporal, spectral and
cepstral characteristics that has been used for voice pathology assessment
and detection [223]. The use of variograms and the characterisation with
the signal-to-dysperiodicity ratio has been explored in [42, 133]. Likewise,
decompositions of speech based on non-negative matrix factorisation [210]
or empirical mode decomposition [224, 225] have also been reported. The
hoarseness diagram has been proposed to visualise additive and modula-
tion noise components [51, 52, 226]. The utilisation of higher order statistics
for the characterisation of dysphonic voices is discussed in [156]. In [227],
the spectral properties of centralized auto-correntropy is used to detect and
classify vocal pathologies.
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Some multidimensional approaches consider a combination of several fea-
tures of different type, having some notable examples in [38, 95, 105, 161, 169,
172, 173, 201, 228, 229]. Other multidimensional approaches consider mea-
sures derived from the MPEG-7 standard as described in [146, 230]. Another
type of characterisations are based on biomechanical models to describe the
behaviour of the glottal and mucosal waveforms [173, 228]. Finally, litera-
ture also reports the employment of MFCC features for the construction of a
phonological model of 14 features (voicing, place of articulation, turbulence,
nasality, etc.) [126].

7.4 dimensionality reduction

Dimensionality reduction is aimed to decrease the size of the feature space
in order to remove redundant or irrelevant features that might affect per-
formance. Two major types of techniques can be defined: those based on
feature extraction, which employ a transformation of the input space; or
those based on feature selection, not relying on any transformation. Feature
extraction techniques include the classical approaches of singular value decom-

position [154], Linear Discriminant Analysis (LDA) [141, 195, 205, 213, 228, 231,
232], and Principal Component Analysis (PCA) [51, 89, 97, 141, 142, 145, 173,
186, 199, 218, 228, 229, 231, 232], or extensions of PCA such as kernel-PCA

[145, 229], neural-networks PCA [145], or dynamic feature extraction using
PCA [168]. Other type of transformations include those based on HMM [89]
or clustering based feature weighting methods [154, 232].

Within feature selection, two types of methods arise. In one hand, the
wrapper feature selection ties the selection of features to the maximisation of
a performance metric obtained with a classifier/regressor. Some notable ex-
amples include the use of genetic algorithms to select the best set of features
for recognition purposes [91, 97, 130, 206, 213], binary logistic regression
analyses with stepwise variable selection [117], sequential backward and for-
ward feature selection [105, 231] or angle modulated differential evolution
[103]. On the other hand, filter feature selection employs correlation and in-
formation approaches to find the most pertaining sets of features. In this
respect, literature reports the use of the mutual information [51, 172], corre-
lation analysis [51], Fisher discrimination ratio [147, 214, 221, 228, 230, 233],
Fisher discriminant analysis [161], or the Davies-Bouldin index [206].

7.5 machine learning and decision making

The most widely employed decision machines reported in literature in-
clude the Support Vector Machines (SVM) and GMM classifier. In this respect,
SVM has been employed in [88, 91, 93, 100, 102, 103, 111, 126, 130, 133, 136,
137, 141, 153, 159, 160, 163, 168–170, 180, 186, 195, 197, 199, 206, 213, 214, 217,
221, 230, 231, 233, 234]. Similarly, the use of GMM is reported in [131, 138,
144, 147, 151, 158, 159, 168, 170, 196, 197, 200, 201], next to variations such as
Adapted Model coming from an Universal Background Model (GMM-UBM) [121,
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235], Gaussian Mixture Models - Support Vector Machine (GMM-SVM) [148, 152,
197, 235] or i-Vector Modelling (IV) [235]. Other popular decision machines
include Artificial Neural Networks (ANN) [90, 97, 108, 141, 156, 162, 186, 187,
202, 205, 207, 213, 231], random forest [103, 105, 153, 188], LDA [39, 42, 84,
140, 149, 158, 170, 179, 208, 209, 225] quadratic-LDA [37], HMM [89, 93, 111,
132, 138, 139, 158, 197, 215], k-Nearest Neighbour (KNN) [134, 169, 206] and
the Bayes classifier [168] The use of regression techniques is reported in [38,
114, 117, 125, 223].

7.6 some relevant works in automatic voice quality analysis

systems

The present section introduces some relevant works found in the state
of the art regarding detection, identification and/or assessment of voice
pathologies. For the sake of clarity, they are grouped according to the types
of features that have been employed for characterisation.

7.6.1 Temporal-Perturbation

A methodology based on 21 perturbation features, for the characterization
of the recordings of the MEEI database (53 control and 638 pathological), is
presented in [140]. To identify the glottal cycles that are necessary for the
calculation of perturbation parameters, a cross-correlation detector is used.
Classification is carried out using a LDA in a leave-one-out scheme, obtaining
a classification accuracy of 96%. In [157], a set of perturbation features is also
tested, with special emphasis on the GNE parameter. Experiments performed
in the MEEI database confirm the discriminant ability of GNE, achieving a 90%
detection accuracy with no cross-validation of the results. The performance
of a telephone-based voice pathology system is investigated in [149]. Exper-
imentation is performed in a subset of the MEEI database (573 pathological
and 58 normophonic), by means of perturbation features and a LDA classi-
fier. The recordings are distorted to simulate telephone transmission. The
achieved classification accuracy within this approach is of 74%, inferior to
the one obtained in a controlled environment (89%). When grouping disor-
ders according to some aetiological criteria, an accuracy of 87% is obtained
identifying neuromuscular disorders, 78% physical abnormalities and 61%
in a mixed pathology scenario. To determine whether a correlation exists
between the GRBAS scale and the Multidimensional Voice Program (MDVP) pa-
rameters, 37 patients reading the rainbow passage are perceptually evaluated
by means of the GRBAS scale, and acoustically analysed using the MDVP [236].
Using a multivariate regression model, a significant correlation between 3
perturbation parameters of MDVP and the components of the GRBAS scale
is identified. Authors in [38] describe a study aiming to determine the re-
lationship between acoustic measures and auditory-perceptual dimensions
of overall voice severity and pleasantness. To this end, recordings of 30
dysphonic and 6 control speakers reading the rainbow passage are employed.



7.6 some relevant works in automatic voice quality analysis systems 49

Non-trained listeners assess the degree of dysphonia according to the pleas-
antness of the uttered speech. Acoustic measures based in LTAS are used to
train a regressor, and to assess the predictive potential of the acoustic pa-
rameters in determining the perceptual severity and pleasantness. Results
indicate that the acoustic measures accounted for 48% of overall voice sever-
ity and 40% of voice pleasantness for dysphonic speakers. By fusing the
acoustic information of the features and the auditory-perceptual ratings, a
classification accuracy of 100% is obtained in distinguishing between normo-
phonic and dysphonic voices.

A method for measuring jitter, which is relatively devoid of f0 computa-
tion, is explored in [164]. The method, called spectral jitter, is tested out in
two databases: MEEI (53 normophonic and 657 pathological) and Hospital

Universitario Príncipe de Asturias (HUPA) (238 normophonic and 201 dyspho-
nic), and compared to the jitter estimates provided by two programs (MDVP

and Praat). Results suggest that the spectral jitter achieves improvements up
to 4% in absolute performance, compared to the other estimators in patho-
logical voice discrimination tasks. Spectral jitter is further tested in [166],
using a short-time analysis scheme applied to running speech and sustained
vowels of the same databases. In a cross-database experiment, the operating
point that maximizes Area Under Receiver Operating Characteristic Curve (AUC)
in MEEI is employed in posterior experiments with the other database. There-
fore, the threshold that provides an AUC= 0.95 in sustained vowels of MEEI

is employed in the HUPA partition, obtaining an AUC= 0.68, whereas in the
running speech partition of MEEI it is found that AUC= 0.88.

Finally, in [231], 22 long-time acoustic features extracted using the MDVP

are evaluated. 2 feature extraction and 4 feature selection techniques are
used to find the set of features providing the best accuracy. In the same
manner 6 classifiers, including a SVM, are employed for detection of patholo-
gies in the MEEI database. Results indicate that LDA for feature extraction and
SVM for classification, provide the best performance, with a recognition rate
of 94%. Following the same idea, authors in [233] employ the 22 parameters
of MDVP for detection and classification of voice pathologies. Experiments
are performed on three pathologies: vocal-folds cyst, unilateral vocal-fold
paralysis, and vocal-fold polyps; using recordings of the sustained phona-
tion of vowel /❛/ of MEEI, an Arabic voice pathology database and a subset
of the SVD. Using the Fisher discrimination ratio to rank the parameters and
a t-test between normophonic and pathological populations, accuracies of
99%, 88%, and 72% are obtained for SVD, MEEI, and the Arabic voice pathol-
ogy database respectively.

7.6.2 Spectral and cepstral analysis

LPC are used to calculate the vocal tract area from speech signals. Then,
the variance, skewness, and kurtosis of this area is calculated along time
and post-processed via PCA for dimensionality reduction. Tests are made in
two databases containing the sustained phonation of vowel /❛/: the MEEI

database (partition as in [84]), and a subset of the SVD database (1342 patho-
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logical and 686 normophonic speakers). Using a SVM for classification the
system achieved a 99% of accuracy in the MEEI database and 95% in the SVD

dataset. Additionally, in a one-vs.-all identification of pathologies task (con-
sidering only vocal fold cyst, paralysis and polyps), results ranged from 89%
to 94% in MEEI and from 94% to 99% in the SVD database.

MFCC features and their first and second derivatives are extracted from
a subset of the MEEI database containing 125 recordings (53 normophonic
and 82 pathological) of the sustained vowel /❛/. Using a learning vector

quantizer a performance of 96% is obtained. A refinement of the previous
system is presented in [147], replacing the former classifier by a GMM and
using the subset of patients in MEEI that is recommended in [84]. Addition-
ally, a dimensionality procedure based on the fβ and Fisher’s discriminant
ratio is employed to investigate the influence of the derivatives in the de-
tection task. The authors report an accuracy of 94% in the extended set of
the dataset, indicating that the inclusion of the second derivative provides
no further improvement to the accuracy of the system. Similarly, MFCC fea-
tures and the same MEEI partition are also employed in [85]. There, several
methodological concerns regarding the design of systems to automatically
detect pathologies are discussed. With the proposed methodology, aimed
to permit comparisons with other studies in the literature, a performance
up to 90% is obtained by means of ANN. Likewise, MFCC features are uti-
lized in [162] to characterise voiced segments extracted from text-dependent
running speech. Taking registers of the vowel /❛/ as a baseline acoustic
material and text recordings of the rainbow passage (both coming from the
MEEI database), a classification accuracy of 93.8% is attained by means of an
ANN in the sustained vowels dataset, whereas a 96.3% is obtained using the
voiced segments extracted from running speech.

In [152] MFCC and GMM-SVM are used for the discrimination of patholog-
ical and normophonic voices in the MEEI database (partition as in [84]). To
this end, an Universal Background Model (UBM) is built by concatenating the
whole database and then generating GMM-UBM models through Maximum

a-posterior (MAP) adaptation. Classification is carried out by means of lin-
ear sequential kernels, providing an accuracy of 96%, superior to the one
attained using a GMM (91%). In a similar work, GMM-SVM are employed
but using Kullback-Leibler and Bhattacharyya distances kernel [203]. Ex-
periments are performed using MFCC features and its derivatives, plus nor-
malized energy parameters, in a subset of the SVD database containing 40
female voices suffering from spasmodic dysphonia and 60 control patients
uttering the /❛/ vowel. Accuracy of 96% is attained in a scenario with no
cross-validation. Authors in [121], used running speech to detect and as-
sess the grade of pathology in a database composed of 60 dysphonic and
20 normophonic patients reading a passage. By means of GMM-UBM mod-
els adapted through MAP techniques, applied to an auxiliary UBM dataset of
normophonic speakers, a classification accuracy of 85% is obtained. In the
assessment task results are about 60% with most of the errors produced in
the intermediate classes of the grading decision.
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Working on the idea of exploiting the sex of the speaker for pathology
detection, authors in [202] employ MFCC and ANN for identification purposes.
Studies effectuated in the MEEI database (partition as in [84]) demonstrate
that voice pathology detection errors decrease (from 12% to 11% in absolute
terms) when the sex of the speaker is considered in the system.

A methodology based on wavelet packet decomposition and local discrimina-

tory bases is discussed in [208]. The aim is to analyse a subset of the MEEI

database (51 normophonic and 161 pathological) using LDA and features
extracted from the local discriminatory bases. A performance of 96% is ob-
tained in the normophonic/pathological classification task; and of 74% in a
four-group classification of male-normal, female-normal, male-pathological
and female-pathological. Similarly, features extracted from a 1-D discrete
wavelet decomposition and LPC modelling the residual signal of wavelet
sub-bands are investigated in [195]. In tests applied to a subset of the MEEI

database (53 normophonic and 240 pathological), a classification accuracy
of 97% is obtained with no cross-validation and SVM. A time-frequency
approach is presented in [209]. Features extracted from a time-frequency
decomposition of speech are employed to train a LDA classifier. Tests per-
formed in a subset of the MEEI database containing recordings of the rainbow

passage (51 normophonic and 161 pathological), report an accuracy of 93%.
In [136], MS features are employed along SVM for three discrimination

tasks: normophonic vs. pathological, classification of four voice disorders
(vocal polyps, adductor spasmodic dysphonia, keratosis, vocal nodules), and
classification of paralysis vs. the four disorders combined. Using the MEEI

database (with the partition in [84]) and a SVM, an accuracy of 94% is ob-
tained in normophonic vs. pathological detection, of 85% in paralysis vs.
non-paralysis, whereas accuracy ranged from 87% to 92% in the identifica-
tion task. In a similar way, authors in [159] perform experiments in the MEEI

database (partition as in [84]) and the HUPA database (199 normophonic and
200 pathological). The authors utilize MFCC features to train a GMM and
MS features to train a SVM. Then, fusing the scores of both classifiers, the
maximum attained accuracy in HUPA is of 84%, whereas it is of 96% in MEEI.

In [219], a system to automatically assess the G and R traits, according to
the GRBAS perceptual scale is presented. Experiments are performed on the
MEEI database after a perceptual analysis of the whole dataset given by 3
evaluators. Using a new set of features based on morphological properties
of the MS, as well as GMM for classification and PCA and LDA for dimension
reduction, an accuracy of 81% is obtained for detecting G, and 84% for de-
tecting R. In comparison, MFCC and their derivatives achieved 80% and 77%
in the detection of G and R respectively. This scheme is refined in [220],
where the features presented above are further studied and optimized to
maximize performance. Experiments are effectuated in three datasets: MEEI,
HUPA and Hospital Gregorio Marañón (GMar) databases. Classification rates up
to 90% are obtained in MEEI, 71.1% in HUPA and 72% in GMar. The severity of
dysphonia in pre and post-therapy is evaluated in [36]. 208 female patients
with muscle tension dysphonia reading the rainbow passage are assessed by
experts, judging the severity of the disease in a 100-points scale, in both pre
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and post conditions. Using CPP, some of its moments, and 2 features de-
rived from spectral analysis, the authors found that the proposed feature set
provides strong correlations with the perceived dysphonia severity rating.

Spectral moments derived from LTAS (spectral mean, standard deviation,
skewness, and kurtosis) and CPP measures are employed in [115], for assess-
ing voice quality in a subset of the MEEI database composed of 27 subjects
with voice disorders and 27 control speakers. The voice severity is assessed
using the CAPE-V scale. Results indicate that the 2 cepstral and 3 LTAS mea-
sures present moderate to strong correlations to overall voice severity and
serve to differentiate between normophonic and dysphonic speakers. An au-
ditory filter-bank approach for the calculation of LTAS features is proposed
in [45], to qualitatively identify the most useful spectral characteristics for
voice pathology detection. By using sustained vowels of the HUPA database,
and running speech and sustained vowels of the MEEI dataset, the authors
report minor differences in the power spectral envelope of normophonic
and dysphonic voices of sustained vowels. However, and according to a
new measure called decorrelation time, it is found that power in bands 2 kHz
to 6.4 kHz is significantly less stable in dysphonic voices. Using running
speech, significant differences in the power level of frequency bands above
5.3 kHz are reported between control and dysphonic voices.

7.6.3 Complexity

One of the complexity features that has been studied the most in AVQA

systems is the D2. For instance, authors in [107] use it to characterize signals
according to their typology, in a database composed of 122 pathological reg-
isters of the vowel /❛/. Results indicate that D2 reveals significant differences
among all types of signals. Posteriorly, authors in [189] combined D2 with jit-
ter and shimmer to analyse sustained vowels of normophonic and unilateral
laryngeal paralysis patients in a subset of the MEEI database (57 control and
67 pathological). Jitter and shimmer are calculated only for nearly periodic
voices, obtaining significant differences between pathological and normo-
phonic classes (AUC=0.7 for jitter and AUC=0.8 for shimmer). D2 is calculated
for all voices obtaining significant differences between normophonic and
pathological states (AUC=0.74). Authors suggest that perturbation and com-
plexity features might characterize voice signals due to their complemen-
tarity. A further investigation, including D2, jitter, shimmer signal-to-noise

ratio and second-order entropies, is presented in [190]. To analyse sustained
phonation, the vowel /❛/, and vowels extracted from the reading texts of
the MEEI database are employed. Results revealed the ability of complexity
features to discriminate between pathological and normophonic cases. On
contrary, perturbation measures performed well with sustained vowel, but
should be used with caution in the vowels extracted from running speech.

Two new complexity features are introduced in [37], for detection of voice
disorders: RPDE and DFA. Using Quadratic discriminant analysis and bootstrap
resampling for validation, a classification accuracy of 92% is obtained, using
the proposed features solely in the MEEI database. This result is higher that
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the one obtained combining other classical features, that do not exceed 81%.
New features are also proposed in [201], where two entropy measures based
on Markov models are introduced: Rényi HMM Entropy (rHMMEn) and Shan-

non HMM Entropy (sHMMEn). These new features are utilized to characterize
the MEEI database (partition as in [84]), along with other 9 complexity fea-
tures, 3 perturbation and MFCC parameters. Following a score-level classifier
fusion, that combined the perturbation and MFCC parameters with the com-
plexity analysis characteristics, an accuracy of 98% is reached using a GMM.

In [237], D2 is employed to characterize changes between pre and post-
treatment in a dataset composed of 88 female speakers suffering from mus-
cle tension dysphonia. The resulting features are correlated with the ratings
given by 10 listeners which quantify the severity of dysphonia using a 100-
points scale. Results show a significant difference between pre and post
treatment voice samples. However, the authors found that one fourth of
the dysphonic voices could not be analysed by the inability of D2 to con-
verge to a value due to the severity of the impairment. In addition, D2 is
poorly correlated with perceived dysphonia severity ratings as a measure
of pre/post-treatment changes in moderate to severe dysphonia, resulting
in weak correlations with listener-perceived severity and poor utility as an
index of treatment change. Similarly, authors in [118], used 3 complexity
measures (DFA, RPDE and D2) and 3 perturbation features (jitter, shimmer
and the inverse of HNR) to assess the severity of voices between pre and post
states. Experiments are performed in a dataset of 11 control and 17 patients
with unilateral vocal fold paralysis, assessed by means of the GRBAS scale
before and after a surgery to correct the disorder. Results indicate that only
jitter and shimmer are sensitive to the changes in voice quality after surgery.

7.6.4 Multiples sets of features

This subsection includes those works which encompass more than one set
of characteristics. For instance, authors in [169] employ 11 sets of features
to characterise spectral, perturbation and cepstral aspects of the voices for
detection of pathologies and identification of three classes (normophonic vs.
nodular vs. diffuse). The sustained phonation of the vowel /❛/ is recorded
three times from 25 healthy subjects, 25 with diffuse disorders, and 54 with
nodular impairments. Classification is carried out by means of a KNN, a
SVM, and a committee of classifiers. The best classification accuracy that is
obtained for the detection case is of 95.1%, and of 84.6% for the identifica-
tion case. Authors also found that the perturbation measures are the most
informative.

Following a different approach, a set of 87 temporal and spectral features
are extracted from the MEEI database in [161]. However, instead of using
the features for training a classifier, the degree of correlation between the
features is employed for classification purposes. The resulting correlation
matrix (of size 3741) is first preprocessed by means of feature extraction and
selection procedures. Then, a decision is taken by thresholding the most
relevant features. By using two spectral characteristics and their correla-
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tion, a correct classification rate of 94.7% for pathological voices and 89.5%
for normophonic is found. Authors in [145], extract a set of 28 perturba-
tion, spectral, acoustic features (jitter, shimmer, energy, formants, MFCC, etc.)
from a subset of the SVD database composed of 1342 speakers uttering the
/❛/, /✐/ and /✉/ vowels at high, low and normal pitch, and having 4 dis-
eases (hyperfunctional dysphonia, functional dysphonia, laryngitis and vo-
cal folds paralysis). The methodology includes a transformation based on
PCA and two variations of PCA (built on kernel and ANN methods). The anal-
ysis considers: each vowel individually at different intonations, men and
women separately for each pathology and, each vowel individually at differ-
ent pitches. The results in the distinct combination of tests per sex, disease
and vowel varies in the ranges of 86% to 100%.

Following a multi-modal approach, authors in [130], combine colour im-
ages of the vocal folds, the phonation of the sustained vowel /❛/ and ques-
tionnaire data provided by patients to detect pathologies. To characterize
images of the vocal folds, 8 feature sets are employed, whereas 14 questions
responded by patients constitutes the query dataset. In addition 12 feature
sets of different types (perturbation, spectral, cepstral, etc.) extracted from
voice are employed. A SVM classifier carries out classification tasks, whereas
the selection of the best feature sets and the optimization of the SVM param-
eters is embedded into a single process based on a genetic search. Experi-
ments are performed in a database composed of 151 patients with nodular
lesions, 64 with diffuse disorders and 25 controls. The classification accuracy
reached 90% for the image modality, 88% for voice and 85% for the query
data. However, accuracy increases to 98% when combining the different
sources of data. Continuing with the idea of fusing multi-modal informa-
tion, authors in [129] present an approach that combines features extracted
from acoustic sources and query data for the design of a pathology detector.
26 features (intensity, loudness, MFCC, f0, etc.), their deltas and moments
are extracted from a database containing 459 control and 903 pathological
speakers uttering the vowel /❛/. The authors found that the query modality
outperformed voice, but its fusion, by means of a random forest, produces
the best results with an accuracy of 95%.

7.7 discussion

The present section has introduced some of the techniques that literature
reports for the design of AVQA systems. Those were described using the
taxonomy introduced in Figure 5.1. Based on the information extracted
from literature, this thesis will consider different sets of features for char-
acterisation purposes, including some measuring the effects of perturbation,
spectral or cepstral characteristics of speech, modulation spectra and com-
plexity features. In the same manner, the classification is to be carried out
using GMM, one of the most popular classifiers found in the state of the art.
Moreover, some regression techniques and ordinal classification models are
to be employed for the purposes of voice pathology assessment. Despite
they have not been -to the author’s knowledge- employed in literature, they
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fit perfectly with the ordinal nature of the assessment task, and provide
the possibility of extending ordinal decisions to a continuous space. Due
to the documented problems of the MEEI database, it has been preferred to
employ the SVD partition (which is publicly available) and other two priva-
tive databases belonging to the research group for the majority of the tests,
whereas other datasets are used as ancillary speech material. More details
about the techniques that are used, the databases, and the methodological
stages followed are presented in the following chapters.





8
E X T R A C T I O N O F R E L E VA N T PA R A M E T E R S

As illustrated in Figure 5.1, the first compounding block of an AVQA

scheme is referred to the extraction of relevant parameters from the speech
signal, which is composed of the following stages: (i) preprocessing, where
operations to adequate the input signal are followed, through normalisation,
windowing and/or framing procedures; (ii) characterisation, where features
aiming at describing voice production phenomena are extracted; (iii) di-

mensionality reduction, where extraction or selection procedures transform,
select or rank the most relevant characteristics for the detection/identifica-
tion/assessment task. Each one of these stages is to be explained next.

8.1 preprocessing

Since speech is intrinsically non-stationary, some preprocessing procedures
are employed before the utilisation of conventional signal processing tech-
niques which often rely on stationarity requirements. One common pro-
cedure is the short-time analysis, which decomposes the input signal into a
series of equal-length chunks of speech, called frames, permitting the treat-
ment of each individual chunk as a stationary or quasi-stationary fragment.
This procedure is composed of two operations: framing, which divides the
signal into frames (typically overlapped); and windowing, which tapers the
beginning and ending of the frames, through the product with a window
function to improve their spectral properties. In this way, a speech signal
s[t] is short-time analysed by multiplying it with a sliding tapering window
function w[t] of length W, such that F frames s f [t] are obtained [238]:

{s f [t]} |Ff=1:=
∞

∑
m=−∞

s[m]w[ f − m] (8.1)

The window function w[ f − m], should be selected to provide a frequency
response with a narrow bandwidth in the main lobe and large attenuation
in the side-lobes. One popular choice fitting such requirements is the Ham-
ming window which is as follows:

w[t] =







0.54 + 0.46 cos
(

tπ
W

)

, 0 ≤ t ≤ W

1, otherwise

The selection of the window length, W, is of great importance. For appli-
cations using sustained phonation the duration of the window is typically
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set in between 20-40 ms. The upper limit ensures that frames are not that
large to make the quasi-stationarity assumption void. The lower limit is
set to make the analysis independent of the location of pitch pulses within
the segment, and to include at least two to three times pitch periods. Since
the typical range of pitch frequency is between 80 − 500 Hz, a pitch pulse
is expected every 12 − 2 ms [239]. For applications using running speech,
windows lengths are typically set in the order of 20 − 30 ms to conserve the
quasi-stationary assumptions [80], and to ensure that phonemes which are
of the order of 80 ms are correctly characterized within the processed frame.

8.2 characterisation

The characterisation stage has the goal of extracting features capable of
portraying the properties of normophonic and dysphonic conditions. The
idea is to extract from each windowed frame, a d-dimensional vector of char-
acteristics, ~x = {x[1], · · · , x[d]}, describing properties of the segments, and
which is associated to a label ℓ, indicating the membership of the segment.

A commonly utilised descriptor of vocal condition is the level of vocal ape-

riodicity, as, phenomenologically, it is related to diverse aspects of voice pro-
duction. Three types of vibrational patterns are often encountered in voice
signals, including [192]: (i) Type I voices, characterised by a nearly periodic
behaviour; (ii) Type II signals, which contain bifurcations, sub-harmonics or
modulating frequencies; and (iii) Type III voices, which are characterised by
an aperiodic behaviour. In accordance with such distinction, normophonic
voices are usually enclosed into the Type I typology, whereas pathological
voices are embodied into the Type II and III categories [39, 192]. As a matter
of example, Figure 8.1 illustrates some cases of voice signals following the
above-mentioned typology.
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Figure 8.1. Taxonomy of voice signals according to [192]. Top panel: normophonic
type I signal, characterised by a periodic behaviour; middle panel: patho-
logical type II signal having modulating frequencies; bottom panel: patho-
logical type III signal characterised by its aperiodic behaviour.
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Vocal aperiodicity is explained as the result of some very distinctive pro-
cesses occurring during the voice production process such as [42, 240, 241]:
(i) irregular dynamics of the vocal folds and involuntary transients between
dynamic regimes; (ii) modulation noise owing to extrinsic perturbations in
amplitude and frequency of the glottal cycle; and (iii) additive noise owing
to turbulent airflow. A dysphonic voice is said to posses one or more of
these aperiodicity features. Indeed, modulation noise is often associated to
the presence of the perceptual characteristics of roughness, while additive
noise is associated to breathiness, two trademarks of voice pathology [164].
By contrast, irregular dynamics are distinguishing features encountered on
very specific voice impairments such as diplophonia or biphonation, and as
such are not considered in the remaining of this thesis.

Above-mentioned facts suggest that an analysis of the level of vocal ape-
riodicity may be valuable when designing AVQA systems. Notwithstanding,
finding characteristics that effectively describe the presence of modulation
and additive noise for classification/assessment purposes is difficult, spe-
cially since some degree of aperiodicity is present even in non-pathological
states due to perturbations inherent to the phonation process [216]. As a
result, there is no single feature, in the context of screening, that perfectly
differentiates between normophonia and pathology, or that biunivocally cor-
relates acoustic measurements and voice quality [204]. A common approach
to counteract this, consists on studying different acoustic features, in the
hope of finding combinations of characteristics that complement with each
other. In this sense, the best characteristics would be those with the lowest
correlation with the others but capable to provide the best discrimination
capabilities [157]. Although multidimensional studies have reported good
performance in screening tasks, this type of analysis is usually carried out
by complex pattern recognition techniques, which makes difficult the inter-
pretation of results from the perspective of a human evaluator [157].

With respect to the type of features employed in AVQA systems, literature
reports diverse characterisation schemes which have been found to perform
differently according to the pathologies under study or the database that has
been employed. In general, some popular sets include perturbation, spectral-

cepstral, modulation spectra or complexity features. These sets of characteristics
are to be explained in the next sections.

8.2.1 Perturbations parameters

Perturbations are minor disturbances or temporary changes that deviate
from an expected behaviour [192]. Perturbation parameters have been fre-
quently used to analyse vocal aperiodicities that are produced by the effect of
modulation or additive noise. In this regard, the most popular modulation
noise quantifiers includes families of parameters based on the estimation
of jitter and shimmer. On one hand, jitter is a measure of the short-term
(cycle-to-cycle) perturbation of the vocal f0. Jitter parameters include [242]:
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Jitter relative: average absolute difference between consecutive periods,
divided by the average period.

Jitter Relative Average Perturbation (RAP): average absolute difference be-
tween a period and the average of this and its two neighbours, divided
by the average period.

Jitter Five-point Period Perturbation Quotient (PPQ5): average absolute
difference between a period and the average of this and its four closest
neighbours, divided by the average period.

On the other hand, shimmer measures short-term (cycle-to-cycle) estima-
tor of amplitude perturbations. Shimmer parameters include [242]:

Shimmer absolute: variability of the peak-to-peak amplitude in decibels.

Shimmer relative: average absolute difference between the amplitudes
of consecutive periods, divided by the average amplitude

Shimmer Three-point Amplitude Perturbation Quotient (APQ3): average
absolute difference between the amplitude of a period and the average
of the amplitudes of this and its neighbours, divided by the average
amplitude.

Despite both families of features have been of considerable utility for de-
scribing type I signals, its validity for type II and III typologies has been put
into question due to the need of an accurate identification of f0, a difficult
task in highly non-stationary dysphonic voices [37, 192, 243]. For this reason
other metrics not depending on f0 estimation are often preferred. In this
respect, the most popular perturbation measures quantifying the additive
noise content of the signal include HNR, NNE and GNE, which have being
extensively applied in the evaluation of voice quality correlating with many
speech disorders and perceptual ratings [45, 157].

8.2.1.1 Harmonics-to-Noise Ratio

HNR is a widely popular estimator of the additive noise [244]. This feature
relies on computing separately the harmonic and the noise components of
speech. The harmonic structure (ιEn) is simply quantified, for each frame, as
the average energy of the speech signal. To compute the noise component,
the input signal is divided into chunks of speech according to the pitch
period. Then, the noise (γEn), is measured as the mean energy of the differ-
ences between the energy of individual chunks and ιEn. Finally, HNR is the
log-ratio between ιEn and γEn:

HNR = 20 log
ιEn

γEn
(8.2)

Some shortcomings of the above methodology include the need of a cor-
rect identification of f0, and the assumption that the harmonic structure
of speech is maintained along time irrespective of modulation noise effects.
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With this in mind, a further improvement based on cepstral domain tech-
niques is proposed in [245], with a measure called Cepstral Harmonics-to-

Noise Ratio (CHNR). The idea of CHNR is to consider the noise component as
the energy that cannot be related to the spectrum of the original signal, and
to calculate HNR as the difference in level between the cepstral total energy
and the noise energy [194, 245]. To compute CHNR, the following steps are
followed: (i) the cepstrum of the signal is calculated; (ii) then, the harmonic
components of the signal are identified as the periodic rahmonics (equivalent
to harmonics in the cepstrum); (iii) these are removed by a liftering opera-
tion to obtain the equivalent noise energy; (iv) finally, the level difference
between the previously calculated noise energy and the total cepstral energy
defines CHNR. A graphic depicting the algorithm for the calculation of CHNR

is presented in Figure 8.2. Moreover, the speech spectrum of a normophonic
voice signal and the noise calculated using the CHNR method is introduced
in Figure 8.3. As observed, the noise component of the dysphonic voice is
larger than that of the normophonic one.

Figure 8.2. Algorithm for the calculation of the CHNR.
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Figure 8.3. Magnitude spectrum superimposed to the noise spectrum calculated us-
ing the CHNR noise estimation method for a normophonic and patholog-
ical voice. CHNR is the difference in level between both components.

8.2.1.2 Normalized Noise energy

NNE is another measure employed to quantify the level of additive noise,
and which is defined as the ratio between the energy of the noise (γEn) and
total energy of the signal, (ιEn) [246]:

NNE = 20 log
γEn

ιEn
(8.3)
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As observed, this is simply the inverse of HNR, and similarly needs of a
correct estimation of f0. Compared to HNR, NNE varies in the calculation of
the ιEn term. This is determined differently during the harmonic peaks of the
signal or the valleys in-between peaks. The procedure is illustrated in Figure
8.4, and can be summarised as follows: (i) the fundamental frequency of the
signal and the log-spectrum are computed; (ii) next, the noise energy in the
valleys is calculated directly from the spectrum, whereas the noise energy
in the harmonic peaks is estimated by interpolating the minima of adjacent
valleys; (iii) finally, NNE is calculated as the level difference between the
spectral total energy and the noise energy. A graphic depicting the speech
spectrum of a normophonic voice signal and the noise calculated using the
NNE method is presented in Figure 8.5. As observed, the noise component
of the dysphonic voice is larger than that of the normophonic.

Figure 8.4. Algorithm for the calculation of NNE.
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Figure 8.5. Magnitude and noise spectrum of a normophonic and pathological
voice. The noise spectrum is calculated directly from the valleys,
whereas the values in the harmonics part are interpolated from the val-
ues of adjacent valleys. NNE is the level difference between both spectra.

8.2.1.3 Glottal-to-noise excitation ratio

Despite NNE and CHNR have been designed to measure the level of addi-
tive noise in voices, they are sensitive to the presence of modulation noise.
Attempting to counteract this problem, GNE has been proposed to charac-
terise turbulent noise while disregarding the effects of modulation [194].
GNE assumes that glottal pulses produce a simultaneous and synchronous
excitation of different frequency channels, which is expressed by the corre-
lation between Hilbert envelopes of different frequency bands [51]. Since
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the envelopes in all channels share the same shape, a high correlation be-
tween them is expected [51, 194]. However, the presence of turbulent noise
decreases correlation, and measuring this loss of correlation becomes useful
to describe the presence of aspiration.

The algorithm to calculate the GNE is depicted in Figure 8.6 and described
next [51, 194]: (i) input speech is downsampled to 10 kHz; (ii) then, an in-
verse filtering operation is applied to obtain an estimate of the speech source;
(iii) Hilbert envelopes of different frequency bands with a fixed bandwidth
and different centre frequencies are calculated; (iv) the cross correlation is
then computed for every pair of envelopes for which the difference of their
centre frequencies is equal or greater than half the bandwidth; (v) finally, the
maximum absolute value among all correlation functions is the GNE value.
Figure 8.7 depicts the correlation matrix of a normophonic and a dysphonic
voice. As observed, there is a decrease in correlation in pathological states.

Figure 8.6. Methodology to estimate the GNE.
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Figure 8.7. Correlation matrix during the GNE computation for a normophonic and
dysphonic voice.

8.2.2 Spectral-Cepstral analysis of speech

Measures derived from the acoustic spectrum/cepstrum have been widely
used in the study of pathological phonation. Indeed, spectral and cepstral
features have demonstrated high correlation with the perceptual assessment
of dysphonia, providing large sensitivity when used in classification tasks
[32], and high reliability predicting the type and severity of dysphonia [34].
In the same manner, and from the study of breathy voices, it has been found
that the presence of turbulence noise is associated with some distinctive
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spectral properties [247]: (i) an elevated amplitude spectrum with a high
degree of inter-harmonic noise or harmonic substitution by noise; (ii) noise
regions of high intensity in the spectrum above the primary formants; (iii) an-
tiformants in the low frequency spectrum due to tracheal resonance; and
(iv) high relative intensity in the fundamental harmonic compared to ad-
jacent harmonics, global spectral energy or first formant. Aforesaid facts
suggest that spectral and cepstral features might be exploited for the analy-
sis and characterisation of pathological phonation. The analysis with spec-
tral/cepstral features also presents several advantageous properties, includ-
ing its appropriateness for analysing both sustained vowels and running
speech with no extra procedures, and the ability to characterise speech sig-
nals without depending of a f0 estimation [32, 45]. With this in mind, the
following section introduces some popular spectrum/cepstrum measures
extracted from voice.

8.2.2.1 Cepstral peak prominence

A number of studies involving hypofunctional, hyperfunctional, and mixed-
aetiology speakers have highlighted the benefits of using the CPP in clinical
settings [32]. These studies report CPP as one of the strongest correlates of
breathiness -in both sustained vowels and running speech tasks- with an
inverse relationship between the severity of perceived breathy voice quality
and the value of CPP [32, 36, 45]. CPP is a normalised measure of the cep-
stral peak amplitude, which compares the level of harmonic organisation of
the speech to the cepstral background noise resulting from aspiration [247,
248]. The rationale behind CPP calculation is that a highly periodic signal
should possess a well defined harmonic structure and, consequently, a more
prominent cepstral peak than one having a decreased periodic structure. The
prominence of the peak (the normalized cepstral peak) is preferred over a
measurement of the absolute amplitude because the cepstral peak is affected
by the global energy and the window size of the cepstrum analysis. Overall
amplitude normalisation can be achieved by fitting a linear regression line
relating quefrency (equivalent to frequency in the cepstral domain) to the
cepstral magnitude. The line is computed between 1 ms and the quefrency
range, which is typically set to 60-300 Hz [248]. The difference in amplitude
between the cepstral peak and the corresponding value on the regression
line directly below the peak (overall signal amplitude) is the CPP [247].

The estimation of the cepstral peak might be improved using a smoothed
version of the cepstrum as proposed in [248]. The resulting method is called
CPPS and can be described in the following way: (i) windowed frames of
speech are log-cepstrum transformed; (ii) a time-quefrency liftering opera-
tion is applied to smooth the log-cepstrum; (iii) the overall amplitude is then
estimated by means of a fitting procedure that calculates the first order poly-
nomial of the cepstrum in the quefrency range 60-300 Hz; (iv) the quefrency
that produces the largest peak is evaluated in the fitted polynomial; (v) the
largest peak value is then subtracted from the previously fitted polynomial
evaluation, thus obtaining the CPPS. A schematic diagram summarising the
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CPPS calculation process is shown in Figure 8.8. Additionally, a graphic de-
picting the behaviour of CPPS in a normophonic and a pathological signal is
presented in Figure 8.9.

CPPS

Figure 8.8. Depiction of the CPPS calculation process
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Figure 8.9. CPPS for a normophonic and a pathological voice.

8.2.2.2 Low-to-High frequency spectral energy ratio

Several studies have indicated that cepstral measures may be supplemented
by other acoustic quantifiers such as the LHr to account for larger degrees of
variance between perceived and acoustically predicted severity ratings [36].
LHr is simply the ratio between the average spectral energy below 4 kHz to
the average energy above 4 kHz.

8.2.2.3 Mel-frequency Cepstral Coefficients

MFCC are a popular set of features in speech-related applications, that ex-
ploit auditory principles and the decorrelating property of the cepstrum to
characterize speech signals. MFCC are based on psychoacoustic studies that
indicate a nonlinear relationship between the real frequency of a sound and
the actual frequency that is perceived. One scale measuring such relation-
ship is described in [249], and is termed mel scale. In there, authors report
experiments in which participants are initially presented with a 1 kHz tone
and are then instructed to adjust the tone so that their perceived frequency is
twice that of the initial frequency. Next, they are instructed to adjust to tone
to be perceived as ten times that of the original frequency, half of the initial
frequency and so on. The graphic that is achieved from plotting the results
of the experiments defines a mapping between the real and the perceived fre-
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quency, which is approximately linear below 1 kHz and logarithmic above
[238], and which is expressed mathematically as [250]:

Fmel =
1000

log [2]
log
[

1 +
FHz

1000

]

where Fmel is the frequency in the mel scale and FHz is the frequency in Hz.
Several reasons justify the utilisation of MFCC in speaker recognition. For

instance, calculation of MFCC do not require pitch detection. It is also robust
against some types of voice distortion, and compresses information on the
first part of the cepstrum, hence providing some dimensionality reduction
[202]. In voice pathology applications, MFCC have demonstrated an inherent
ability to model either the irregular movement of the vocal folds or its lack
of closure. Indeed, the alterations related with the vocal fold vibration (mod-
ulation noise) are reflected in the low bands of the MFCC, whereas the higher
bands model turbulence components (additive noise) [147].

MFCC can be estimated using a Discrete Time Fourier Transform (DTFT) via
a non-parametric FFT approach. Following a short-time analysis, MFCC are
calculated as the Discrete Cosine Transform (DCT) of the logarithmic energy in
several frequency bands as follows [147]:

{MFCC} |NMFCC
m=1 =

N f il

∑
r=1

log Jr cos
(

mπ(r − 0.5)
N f il

)

(8.4)

where NMFCC is the order of the MFCC coefficients; N f il is the number of mel
bands in the mel scale; and Jr is:

Jr =
NFFT

∑
j=1

wmel
r [j]|S[j]|

where wmel
r is the triangular function associated with the r-th mel band; |S[j]|

is the magnitude spectrum estimated via FFT; and NFFT is the number of FFT

components. The filters remove the harmonics of the spectrum, providing
spectral smoothing and making an estimate of the spectral envelope. The
filtering is designed to provide a high spectral resolution at lower frequency
bands, performing better than a set of regularly spaced filters. The trian-
gular filter-bank that is typically employed is depicted in Figure 8.10. In
addition, a graphic summarizing the MFCC computation is shown in Figure
8.11. Finally, Figure 8.12 introduces a representation of a normophonic and
a pathological voice, where each point in the horizontal axis of the graphic
is referred to a windowed frame of speech.

8.2.2.4 Perceptual linear predictive coefficients

PLP have been designed in accordance to a scale modelling the human au-
ditory system [251, 252]. The procedure aims at replicating the perceptual
mechanisms of hearing to model the vocal tract transfer function. To this end,
three considerations are taken. First, the Bark scale is employed to represent,
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Figure 8.10. Depiction of the mel-filterbank

Figure 8.11. Depiction of the MFCC calculation process

as in the the mel-scale case, the psycho-acoustical differences between per-
ceived pitch and the actual frequency, by simulating the cochlear response
of hearing. An approximation of the Bark frequency relating frequency in
Hz (FHz) and in Barks (FBark) is described as [80]:

FBark = 13 arctan
(

0.00076FHz
)

+ 3.5 arctan
(

FHz

7500

)2

Second, since the auditory system is more sensitive to frequencies rang-
ing from 100 Hz to 6 kHz (with the greatest sensitivity around 3-4 kHz) an
equal loudness-level curve is used to equalise the dissimilarities in perceived
loudness [11]. Third, an intensity-to-loudness conversion is applied. This is
an approximation to the power law of hearing and simulates the nonlinear
relationship between the intensity of sound and its perceived loudness [252].
The procedure for obtaining PLP coefficients is presented in Figure 8.13 and
is summarised as follows: (i) the power spectrum of windowed frames of
speech is calculated; (ii) this is filtered by means of a Bark filter-band, which
is of the form shown in Figure 8.14; (iii) a pre-emphasis operation is then
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Figure 8.12. MFCC of a normophonic and a pathological signal.
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employed to simulate the frequency sensitivity of human hearing; (iv) to ap-
proximate the nonlinear relationship between intensity and perceived loud-
ness a cubic root amplitude compression is applied; (v) finally, coefficients
are obtained by means of LPC modelling. A depiction of PLP for a normo-
phonic and dysphonic voice is presented in Figure 8.15. Each point in the
horizontal axis of the graphic corresponds to a windowed frame of speech.

Figure 8.13. Depiction of the PLP calculation process

Figure 8.14. Depiction of the Bark filterbank
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Figure 8.15. PLP of a normophonic and a pathological signal.

8.2.3 Modulation Spectra features

Despite MS is a spectral technique, it is treated differently in this thesis due
to its multi-dimensional character. MS is a three-dimensional representation,
where abscissa corresponds to the modulation frequency, ordinate axis to the
acoustic frequency, and applicate to the acoustic energy. This representation al-
lows observing different voice features simultaneously such as the harmonic
nature of the signal and the frequency modulation of f0 and harmonics [219].
To obtain MS, the input signal is filtered by means of a sTFT filter-bank (as in
Equation (1.2)). Then, a second sTFT computes the modulation frequencies
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of the sub-bands of the previous output. The result of following such proce-
dure is a matrix E(A×M), composed of A acoustic and M modulation bands.
Since E contains real and imaginary parts, the modulus of the spectrum
is represented as |E|. A value at any point can be described as E( f a, f m),
where f a is the central frequency at the acoustic band, and f m is the central
frequency of the modulation band. The computation of the matrix E using
the MS approach is presented in Figure 8.16.

Figure 8.16. Stages followed to compute the MS matrix.

After obtaining the matrix E, parameters are extracted to characterise the
properties of pathological and normophonic voices. To this end, the features
employed in [220] are described in the next paragraphs. In addition, Figure
8.17 summarises the computation procedures of these features.

Figure 8.17. Stages followed to compute the MS features.

8.2.3.1 Modulation Spectrum Homogeneity

The matrix E can be portrayed as a two dimensional image, allowing a
visual inspection of its properties. Following such approach, authors in [220]
observed that pathological voices usually contain irregular distributions, in
opposition to those of normophonic signals which seemed to be more ho-
mogeneous and posses less contrast. One example of this behaviour for a
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normophonic and dysphonic voice is presented in Figure 8.18. To quantify
the level of homogeneity in modulation spectra representations Modulation

Spectra Homogeneity (MSH) has been proposed, computing its value with a
variation of the method in [253], which is as follows:

MSH = ∑
a

∑
m

(

E( f a, f m)−E( f a, f m)Ns×Ns

)

, (8.5)

where E( f a, f m)Ns×Ns
is the average in a Ns × Ns window centred at f a, f m.
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Figure 8.18. MS modulus of a (a) normophonic and (b) dysphonic voice.

8.2.3.2 Cumulative Intersection Point and Rate of Points above Linear Average

Since MS differs in normophonic and pathological conditions, a histogram
calculated on the MS modulus is expected to reflect the effects of voice dis-
orders. In particular, authors in [220] state that pathological voices usually
have a large number of points with energy above the average value of E, and
that this represent an energy dispersion in the central modulation band (0
Hz) towards the side bands. Having this in mind, two metrics are proposed
to measure that dispersion: Cumulative Intersection Point (CIL) and Rate of

Points Above Linear Average (RALA).
CIL is the intersection that results when plotting two curves: the histogram-

increasing cumulative curve and the histogram-decreasing cumulative curve.
As a matter of illustration, the CIL metric calculated from a normophonic and
dysphonic voice is presented in Figure 8.19. It is important to remark that
the histograms are processed from the MS modulus in logarithmic units (dB).

On the other hand, RALA is defined as the number of points in the MS

modulus which are above |E| (in linear units), divided by the number of
points which are below this average, and which is defined as follows:

RALA =

∑
f a

∑
f b

Ω( f a, f m)

NT − ∑
f a

∑
f b

Ω( f a, f m)
(8.6)

where NT is the total number of points and:

Ω( f a, f m) =







1, |E( f a, f m)| ≥ |E|
0, otherwise
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Figure 8.19. CIL, calculated as the cumulative ascending and descending histograms
for a (a) normophonic and (b) dysphonic voice.

Figure 8.20 represents these points in a normophonic and a pathological
voice. It is noticeable that, as expected, the MS of dysphonic voices present
more points above the modulus average.
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Figure 8.20. Representation of points above |E| for the computation of RALA for a
(a) normophonic and (b) dysphonic voice.

8.2.3.3 Modulation Spectrum Percentile

Some statistical measurements called Modulation Spectrum Percentile (MSP)
are also calculated from the linear histograms. These are the 25, 75, and 95
percentiles extracted from the MS modulus (MSP25, MSP75 and MSP95 respec-
tively), serving as indicators of the distribution of levels at low, mid-low, and
high level ranges.

8.2.4 Complexity analysis

Complexity is a controversial term that has been classically linked to ran-
domness and mistakenly associated to information measures such the al-
gorithmic complexity [254]. However, it is more appropriately related to a
"meaningful structural richness" [255] or to fractal behaviour rather than to
randomness. Complex behaviour is typically observed in biological sys-
tems that manifest at least one of the following dynamical properties [256]:
(i) nonlinearity; (ii) nonstationarity; (iii) time irreversibility (or asymmetry);
or (iv) multiscale variability. With respect to the pathology detection/assess-
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ment task, the interest in using complexity analysis arises from the theory
of complexity loss in ageing and disease or decomplexification theory. This
theory postulates that healthy systems possess intrinsically complex vari-
ability resulting from long range correlations and nonlinear interactions, but
the level of complexity decreases with ageing and disease progression [257].
Consequently, a quantification of this complexity loss might be employed as
an indicator of disease and hence utilised for the design of AVQA systems.
With this in mind, the following section introduces some concepts related to
complexity analysis based on Nonlinear Dynamics Analysis (NDA), long-term
correlations descriptors and entropy quantifiers.

8.2.4.1 Characterization using complexity analysis

The most straightforward approach to investigate the nonlinear dynami-
cal properties of a system is through NDA. It is well known that nonlinear
phenomena arises naturally in physiological systems, and voice production
is not an exception to this regard. Indeed, supporting findings of nonlinear-
ity in phonation include nonlinear pressure-flow relations in the glottis, the
delayed feedback from mucosal wave, the nonlinear stress-strain curves of
vocal fold tissues, nonlinearities associated with vocal fold collision [258], or
asymmetries between the right and left vocal folds vibrations [259]. In ad-
dition, nonlinear dynamical behaviour of models of the vocal folds such as
period-doubling (subharmonics), bifurcations, and transitions to irregular vi-
bration have been observed in experiments with excised larynges. Likewise,
period-doubling bifurcations and chaos-like features have been observed in
signals from patients with organic and functional dysphonia [37]. Afore-
mentioned facts suggests the appropriateness of using NDA to characterise
the dynamics of voice production even in pathological scenarios, since voice
pathologies can be considered disorders of glottal dynamics [260].

The usual approximation to NDA requires of a reconstruction stage to re-
veal the system dynamics. To this end, the input time series is described us-
ing a de–dimensional space termed state space populated by de–dimensional
points called state vectors. The temporal evolution of these state vectors con-
form a trajectory that characterizes the dynamical behaviour of the system. If
on average this trajectory contracts -such as in the case of dissipative systems-
a closed subset of the state space, called attractor, is formed.

One difficulty encountered in the representation stage comes from the
impossibility of accessing to the actual system’s variables but to a time se-
ries, which is simply an observable of the system dynamics. To deal with
such situation, the time–delay embedding theorem is usually employed [261].
This ensures the reconstruction of an equivalent attractor holding the same
topological properties of the original attractor of the system, by means of a
procedure termed embedding. Thus, given a time series {s[t]}|Tt=1, the recon-
structed (or embedded) state vectors~st are obtained as follows:

~s[ti] = {s[t], s[t − τ], . . . , s[t − dw]} (8.7)

where the value dw = (de − 1)τ is the embedding window defining the span
of analysis of the current state vector within the time series; de is the embed-
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(a) Reconstruction using uniform
embedding technique. Normo-
phonic voice, de = 3, τ = 16

(b) Reconstruction using uniform
embedding. Dysphonic voice,
de = 3, τ = 24.

(c) Reconstruction using non-
uniform embedding. Normo-
phonic voice, ~ζ = {0, 14, 35, 52}

(d) Reconstruction using non-
uniform embedding. Dyspho-
nic voice, ~ζ = {0, 16, 42, 50}

Figure 8.21. Three-dimensional projection of an attractor embedded using uniform
embedding for a (a) normophonic and (b) dysphonic voice; and non-
uniform embedding for a (c) normophonic and (d) dysphonic voice.

ding dimension or the smallest number of required coordinates to represent
the state vectors without overlapping in the state space; and τ is a constant
called time lag (or time delay) influencing the shape and spreading of the
reconstructed attractor. Since τ takes a constant value, the reconstruction
procedure is also termed uniform embedding. As a matter of example, Fig-
ures 8.21a and 8.21b illustrate an uniform embedding reconstruction for a
normophonic and pathological voice respectively.

The uniform embedding technique has been widely used for reconstruct-
ing attractors, providing successful results in several pattern recognition
tasks. Nonetheless, it suffers from issues when dealing with non-stationary
biosignals with multiple periodicities. In fact, when choosing τ, a short
time lag might be optimal for high frequency components, whereas a long
lag might perform better for low frequency components and modulations.
Therefore, a compromise might be inadequate for both time-scales [262].
Bearing that in mind, it has been discussed that a non-uniform embedding ap-
proach replacing the single time delay τ with a lag vector ~ζ = [ζ1, ζ2, · · · , ζdw

]

might account for such divergences in time scale [262].
The literature presents some procedures for searching an optimum lag vec-

tor ~ζopt in a non-uniform embedding reconstruction scheme. For instance, an
early approach is based on the Minimum Description Length (MDL) principle
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[262], which relates the quality of the embedding to the quality of mod-
elling. Another approach is grounded on the False Nearest Neighbours (FNN)
criterion, using the ratio of false neighbours for increasingly adding time
delays until this ratio drops to zero [263]. Similarly, a feed-forward neural
network trained by structural learning is suggested for finding the optimal
vector in [264]. In [265], two statistics are introduced for evaluating the qual-
ity of a non-uniform embedding reconstruction. A geometrical criterion for
selecting the optimal time lag vector is also described in [266], aiming to
relate the magnitude of the attractor’s spreading in the state space to the
reconstruction quality. This approach is further improved using evolution-
ary algorithms as discussed in [267]. A final scheme is presented in [268],
by means of an objective function guiding the search of an optimal state-
space reconstruction in terms of noise amplification and minimization of the
complexity of reconstruction.

One common characteristic of all the above referred approaches is that
they do not provide a closed procedure to find the best delay vector. Besides,
they present a high computational cost, since in most cases it is necessary to
model and optimize parameters, or to employ greedy search algorithms to
find the optimal ~ζopt. Therefore, they are unsuitable for pattern recognition
tasks. To overcome these issues providing a proper non-uniform embed-
ding reconstruction within the framework of the nonlinear characterization
of biosignals, a method that attempts to simultaneously minimize the re-
dundancy and maximize the relevance of reconstructed vectors in a feature
selection-like schema is presented in [269]. To this end, a lag vector is ini-
tially set to ~ζ = [ζ1, ζ2, · · · , ζdmax

w
], with ζ1 = 1, ζ2 = ζ1 + 1, ζ3 = ζ2 + 1,

· · · , and the maximum embedding window limit set to dmax
w = (de − 1)τ.

The use of such initialization permits to consider all the possible state vec-
tors {~st} within a window dmax

w , such that an expanded embedding matrix
constituting the complete space to be reduced can be represented as follows:

M =















s[t] s[t − 1] · · · s[t − dmax
w ]

s[t − 1] s[t − 2] · · · s[t − (dmax
w + 1)]

...
...

. . .
...

s[t − (T − dmax
w )] s[t − (T − dmax

w + 1)] · · · s[t − T]















The expanded matrix rewritten in terms of its columns is as follows:

M =
[

~η 1, · · · ,~η i, · · · ,~η dmax
w

]

where each column ~η i in M is related to the element ζi in ~ζ. By using the
expanded matrix, the task of finding an optimal lag vector is transformed
into other aiming to find the most informative set of columns ~ηi in M . The
solution provided in [269] relies on following an unsupervised feature selec-
tion scheme. In order to reduce the complexity of the searching procedure,
the dimensionality of the embedding matrix is fixed in advance with the
value given by de using the FNN method under the assumption that it is ro-
bust enough to clearly distinguish the dynamics of the system. The feature



8.2 characterisation 75

selection problem is carried out following an irrelevance and redundancy
analysis, through the usage of an unsupervised heuristic algorithm termed
Unsupervised Minimal Redundancy/Maximal Relevance (UmRMR) [270]. Figures
8.21c and 8.21d illustrate the resulting non-uniform embedding reconstruc-
tions for a normophonic and dysphonic voice respectively.

Once the state space is reconstructed it is possible to extract features that
describe the dynamics of the embedded attractor. Classical NDA character-
istics include descriptors of the dimensionality of the reconstruction, such
as D2 or LLE. In the context of voice pathology analysis, another feature
called RPDE is also typically employed. However, the extraction of classi-
cal NDA features relies on the assumption that the dynamics of the system
are purely deterministic [201]. This cannot always be satisfied since ran-
domness is an inherent part of speech production. Certainly, phonation is
produced as a combination of deterministic components owing to the non-
linear movements of the vocal folds tissues and bulk of the air in the vocal
tract, plus a stochastic component due to the high frequency aeroacoustic
pressure fluctuations caused by vortex shedding at the top of the vocal folds
[37]. Additionally, stochastic effects arise in breathy voices due to aspira-
tion noise, for which it might be infeasible to completely characterize the
speech dynamics by using NDA characteristics solely, specially for severely
disordered voices with dominant stochastic components. An alternative to
quantifying the degree of complexity of a dynamical system which does not
depend on the deterministic requirement, include features intended as en-
tropy estimators of the reconstructed time series, or long-range correlation
measures extracted directly from the time series.

With respect to the entropy estimators, they rely on the computation of
the entropy of a system, which is the rate of generation of new information.
For a random variable A with alphabet A and probability function p(a) =

Pr{A = a}, a ∈ A, the Shannon entropy is defined as [255]:

H(A) = − ∑
a∈A

p(a) log p(a) (8.8)

Similarly, the Rényi entropy of order rα can be defined as follows:

Hrα(A) =
rα

1 + rα
∑
a∈A

p(a)rα (8.9)

To quantify the entropy of an embedded system the Kolmogorov-Sinai en-

tropy is usually employed. Its computation requires partitioning an attractor
into nc hypercubes of radius ǫ and content ǫde , measuring the states of the
system at infinitesimal intervals of time ∆t. For this reason, a close solu-
tion is not feasible since it will require extremely long noise-free time series
which are hardly obtainable. A family of statistics measuring regularity -
related but not intended as Kolmogorov-Sinai estimators of entropy- has
been proposed [255]. The use of such features has been explored in [201],
where in combination with perturbation and cepstral/spectral features have
improved the performance of an AVQA system. Some commonly used regu-
larity features include the ApEn, SampEn, Modified Sample Entropy (mSampEn),
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GSampEn and FuzzyEn. Other type of quantifiers which might also be em-
ployed to quantify an attractor’s entropy include Permutation Entropy (PE),
rHMMEn and sHMMEn.

There also exist some metrics which are devoted to characterise long-range
correlations of the time series, aiming to capture the multiscale or fractal prop-
erties of the systems. In this regard, a fractal is complex-like object, which
may be generated by stochastic or nonlinear deterministic mechanisms, com-
posed of subunits (and sub-subunits) that resemble the larger scale structure.
This property is known as self-similarity [257]. The idea of using long-range
correlation measures comes from indications suggesting fractal properties in
both normal and disordered speech due to the presence of turbulence [37],
as evidenced theoretically and experimentally [271]. Some common long
range quantifiers include Hurst Exponent (he) and DFA.

All the features presented in this section are to be briefly described in the
next paragraphs.

8.2.4.2 Correlation dimension

D2 quantifies the auto-similarity of an embedded attractor [272], being usu-
ally employed as an indicator to differentiate determinism from stochastic
behaviour. Systems whose dynamics are governed by stochastic processes
are said to possess an infinite value of D2 because random processes fill very
large-dimensional subsets of the system state space. By contrast, a finite
non-integer value of the dimension is considered to be an indicator of deter-
minism [273]. Despite this belief, it has been shown that stochastic processes
provide finite and predictable values for D2 [273, 274], and thus this measure
should be used with care. The Takens’ estimator, I(ǫ), is usually employed
to calculate D2, relying on the computation of the correlation sum:

cΣ(ǫ) = lim
T→∞

1
T2

T

∑
i,j=1;i 6=j

dH(~s[ti],~s[tj]; ǫ)

where ~s[·] are the reconstructed state vectors, ǫ is a threshold, and dH is a
distance function defined in terms of the Heaviside function ϑ:

dH(~s[ti],~s[tj]; ǫ) = ϑ
(

ǫ −
∥

∥~s[ti]−~s[tj]
∥

∥

)

From all the distances between state vectors, a sample of size Np is chosen,
assuming that they are independent and randomly distributed according to:

P(dH(~s[tp],~s[tq]; ǫ) |Np

p,q=1< ǫ) = cΣ(ǫ) = A.ǫD2

where A is a constant. Then, the Taken’s estimator is defined as:

I(ǫ) =

[

−1
Np − 1

Np

∑
p=1

log

(

dH(~s[ti],~s[tj]; ǫ)

ǫ

)]−1

In the limit ǫ → 0 and Np → ∞, I(·) is the estimator of D2 [275]. In practice,
the value of D2 corresponds to the fitted line inside the straight region of
the curve I(ǫ) vs. log(ǫ). An example of the the estimation of D2 for a
normophonic and dysphonic voice, and a range of embedding dimensions,
is presented in Figure 8.22.
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(b) Pathological voice

Figure 8.22. Estimation of D2 as the linear zone of the curve for a range of de, for a
normophonic and a pathological voice.

8.2.4.3 Largest Lyapunov Exponent

LLE measures the divergence of nearby orbits in state space. LLE can be
estimated as the slope of the function Q(∆t) (in a region exhibiting a robust
linear increase) within a range ∆t. The function Q(∆t) is as follows [272]:

Q(∆t) =
1
T0

T0

∑
t0=1

log





1
|U (~s[t0]; ǫ)| ∑

~s[ti ]∈U (~s[t0];ǫ)

|~s[t0 + ∆t]−~s[ti + ∆t]|




where~s[t0] is some initial condition in an appropriate embedding space and
U (~s[t0]; ǫ) is the neighbourhood of ~s[t0] enclosed by a ball of radius ǫ. If
a negative slope is found, then LLE would suggest fixed point attractors,
whereas zero values would represent limit cycles and positive values noisy
signals. A graphic illustrating the computation of LLE, as the slope between
Q(∆t) and ∆t, is presented in Figure 8.23.
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Figure 8.23. Estimation of LLE as the slope of the curve Q(∆t) vs. ∆t, for a normo-
phonic and dysphonic voice.

8.2.4.4 Recurrence Period Density Entropy

RPDE is proposed in [37], as a method to quantify the effects of modula-
tion noise in speech. It is based on the method of close returns, measuring
statistics from recurrent trajectories that converge to a certain region of state
space. RPDE is computed as follows: for a certain reference point ~s[t0], a
neighbourhood U (~s[t0], ǫ) is defined by a ball of radius ǫ centred at ~s[t0].
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The trajectory of~s[t0] is followed forward in time until it leaves the ball, and
the time it takes to first return to the ball is computed. This time difference,
called recurrence time ∆tr, is then computed for all embedded data points.
Next, a histogram of recurrence, R(∆tr), is constructed and normalized to
obtain a recurrence-time probability density such that:

p(∆tr) =
R(∆tr)

∑
Tmax
i=1 R(∆ti)

(8.10)

where Tmax is the maximum recurrence time in the attractor.
Finally, RPDE is defined as the Shannon entropy (Equation (8.8)) of p(∆tr)

normalized in the interval [0, 1] and which is as follows:

RPDE =
−∑

Tmax
i=1 p(∆ti) log p(∆ti)

log Tmax
(8.11)

A graphic illustrating the recurrence-time histograms for the computation
of RPDE is presented in Figure 8.24 for a normophonic and a dysphonic voice.
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Figure 8.24. Recurrence time histograms in a normophonic and pathological voice
for the computation of RPDE.

8.2.4.5 Hurst Exponent

he is an estimator of self-similarity, indicating the persistence of the system
to follow trends. It varies between 0 and 1, in such a manner that he= 0
indicates white noise; he< 0.5 represent antipersistent behaviour (the current
trend might change the direction of tendency in the following iteration);
he= 0.5 indicates lack of correlation between current and past values (typical
from Brownian movement); whereas he> 0.5 indicates persistent behaviour
(the current trend of the system tends to be maintained). There are several
algorithms for the computation of he, but the one employed in this thesis
is the so called absolute values of the aggregated series [276], which works as
follows. First, the time series s[t] is divided into T/L blocks of size L:

gk =
1
L

kL

∑
i=(k−1)L+1

s[i]; k = 0, 1, 2, · · ·
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Then, the sum of the absolute value of the aggregated series is computed:

gabs
k =

1
T/L

T/L

∑
k=1

|gk| (8.12)

Finally, the logarithmic gabs
k at different window sizes L is computed and

plotted. If the original time series has long-range dependence with parame-
ter he, the result should be a line with slope he-1. A graphic illustrating the
computation of he, as the line fitted to the gabs

k vs. L curve, for a normophonic
and dysphonic voice is presented in Figure 8.25.
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Figure 8.25. Estimation of he using the absolute values of the aggregated series for
a normophonic and pathological voice.

8.2.4.6 Detrended Fluctuations Analysis

DFA is an estimator of self-similarity that serves to compute the stochastic
components in speech due to aspiration noise [37]. The value of DFA gives
hints about the trends followed by the system. In this manner, if DFA< 0.5 the
signal is uncorrelated (characteristic of white noise); if DFA=0.5, the signal is
anti-correlated (negative trends); if DFA>0.5, there are positive correlations
(positive trends) [277]. The first step to estimate DFA consists on integrating
the time series to create a new stochastic process that exhibits self-similarity
over a large range of time scales as [278]:

yp =
p

∑
t=1

(s[t]− s)

where p = 1, 2, · · · , T; and s is the mean of the time series. Then, yp is
divided into windows of length L. Within each window, a line is fit using
a least square procedure. This represent the local trend of the window or yL

p .
The Root Mean Square Error (RMSE) between the integrated time series and
the local trends is:

B(L) =

√

√

√

√

1
T

T

∑
p=1

(

yp − yL
p

)2
(8.13)

For a broad range of window sizes, it expected that B(L) ∝ LDFA. Finally,
DFA is then computed after plotting B(L) vs. log(L), and finding the slope
of the resulting line [37]. A graphic illustrating the computation of DFA for
a normophonic and dysphonic voice is presented in Figure 8.26
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Figure 8.26. Estimation of DFA as the slope of B(L) vs. log L for a normophonic and
pathological signal. The slope of the graph is the estimated DFA value.

8.2.4.7 Regularity quantifiers

ApEn computes the logarithmic likelihood that in a time series of length T,
patterns of size dm + 1 are within tolerance r of each other, given that pat-
terns of size dm are already within tolerance r [274, 279, 280]. ApEn can be
extracted directly from embedded attractors or from the time series. In this
manner, and when extracted from attractors, dm equates de; otherwise, it is
simply set to a certain value (e. g., dm = 2). The ApEn statistic is defined as:

ApEn = φdm(r)− φdm+1(r) (8.14)

where:

φdm(r) =
1

T − dw

T−dw

∑
i=1

log Cdm
i (r)

Cdm
i (r) =

1
T − dw

T−dw

∑
j=1

dH(~s[ti],~s[tj]; r)

and the distance measure dH as in Equation (8.2.4.2).
Despite ApEn has been successful in biosignal characterization, several

modifications have been proposed to correct a biasing phenomenon due to
self-matches [281]. The first modified statistic is the SampEn, described as:

SampEn = − log
(

φ̊dm(r)

φ̊dm+1(r)

)

(8.15)

where φ̊dm(r) is as in Equation (8.14) but excluding self-matches.
It has been stated that ApEn and SampEn have validity and precision prob-

lems for being formulated on the non-continuous Heaviside function [282].
A first attempt to overcome this issue is proposed in [282] with the Gaussian

Kernel Approximate Entropy (GApEn) which replaces the Heaviside function in
Equation (8.14) by a Gaussian Kernel function as:

dG(~s[ti],~s[tj]; r) = exp

(

−
∥

∥~s[ti]−~s[tj]
∥

∥

2

10r2

)

The authors originally formulated GApEn in terms of ApEn, but it is possi-
ble to avoid the self-matching phenomena as in SampEn, and define GSampEn.
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A second attempt to improve the problems of the Heaviside function is
proposed in [283, 284] by means of the FuzzyEn. The authors propose to
replace the Heaviside function by a Fuzzy membership function of the form:

dF(~s[ti],~s[tj]; r) = exp

(

−
∥

∥~s[ti]− P0[ti]−~s[tj]− P0[tj]
∥

∥

θF

r

)

where θF is a parameter determining the shape of the fuzzy membership
function and P0[ti] removes the baseline of space state vectors as follows:

P0[ti] =
1

dw

dw−1

∑
j=0

~s[ti+j]

A third attempt is proposed in [285] by means the mSampEn that employs
a simplified sigmoid defined as:

dm(~s[ti],~s[tj]; r) =
1

1 + exp
(

‖~s[ti ]−P0[ti ]−~s[tj]−P0[tj]‖−0.5
r

)

As a matter of example, Figure 8.27 presents the regularity estimators as
extracted from a normophonic and a pathological voice.
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Figure 8.27. Regularity estimators for a normophonic and a pathological voice.
Each point corresponds to a windowed frame.

8.2.4.8 Permutation entropy

PE performs an entropy quantification through the use of permutation pat-
terns calculated from the input time series [286, 287]. This characteristic has
received a lot of attention in the last years thanks to its simplicity, robustness
and the low computational cost associated to its calculation. To calculate PE

the following procedure is followed [286, 287]: given a state vector ~s[ti] of
dimension de, an ordinal pattern is extracted and each one of the elements
in the state vector are sorted in ascending order. Then, a permutation pat-
tern ~sπ[t] is created with the offset of the permuted values. As a matter
of example take the state vector ~s[t0] = [3, 1, 4]. The vector is firstly sorted
in ascending order generating the sequence [1, 3, 4], which results in a per-
mutation pattern ~sπ0 = [1, 0, 2]. In case that two values are equal, they are
ordered according to their time of appearance [287], e.g, the vector of values



82 extraction of relevant parameters

[1, 4, 1], leads to the permutation ~sπ0 = [0, 2, 1]. With the permutation ~sπi
it

is possible to derive a measure of probability as:

p(~sπi
) =

f patt(~sπi
)

T − dw

where f patt(·) stands for the frequency of the pattern.
Finally considering all the possible permutations (in total, de!) the PE is

defined as the Shannon Entropy of the probability distribution:

PE =
de !

∑
i=1

p(~sπi
) log p(~sπi

) (8.16)

PE ranges from 0 for a monotonously increasing or decreasing time series
(determinism), to log de! for white noise (stochastic behaviour). A graphic
illustrating PE for the frames of a normophonic and pathological voice is
presented in Figure 8.28.
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Figure 8.28. PE entropy of a normophonic and a pathological voice. Each point
corresponds to a different windowed frame.

8.2.4.9 HMM-based entropies

Entropy estimators calculated on embedded attractors only quantify the
divergence of the trajectories of the attractor but do not take into account the
directions of divergence. To include this information, two measures based
on Markov Chains (MC) are proposed in [201, 288]. A MC is a random pro-
cess that can take a finite number of values k, at certain moments of time
(t0 < t1 < t2 < · · · ). There exist some processes that can be seen like a MC,
whose outputs are random variables generated from probability functions as-
sociated to each state. Such processes are called Hidden Markov Process (HMP),
since the states of the Markov process cannot be identified from its output,
i.e, the states are hidden. A HMP can also be understood as a Markov process
with noisy observations. Using a Discrete Hidden Markov model (DHMM) to
represent a stochastic process, the noise is modelled by means of discrete dis-
tributions, and finally, it is possible to obtain a Probability Mass Function (pmf)
for the noise in each state. Denoting the actual state of the process in time t

as St, a DHMM can be characterized by the following parameters:

σ = {σi}; i = 1, 2, · · · , nθ is the initial state distribution, where σi =

p(S0 = i) is the probability of starting at the i-th state and nθ is the
number of states in the Markov chain.
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Y = {Yij}; 1 ≤ i; j ≤ nθ , is the set of transition probabilities among
states, where Yij = p(St+1 = j | St = i), is the probability of reaching
the j-th state at time t + 1, coming from the i-th state at time t.

O = {Oij}; i = 1, 2, · · · , nθ ; j = 1, 2, · · · , nv, is the probability distribu-
tion of the observation symbol; nv is the total number of symbols; and
Oij = p(ot = vj | St = i) where ot is the output at time t and vj are the
symbols that can be associated to the output.

All parameters are subject to standard stochastic constrains. Using this
definition, an empiric entropy, Hǫ, can be defined as follows:

Hǫ = HMC +HG

where HMC is the entropy due to the Markov process and HG is the entropy
due to noise. By using the Shannon entropy (see Equation (8.8)), HE can be
rewritten as a new entropy measure called sHMMEn:

sHMMEn = −
(

nθ

∑
ij

σiYij logYij +
nθ

∑
i=1

nv

∑
j=1

Oij logOij

)

(8.17)

If a Rényi entropy is used (see Equation (8.9)), rHMMEn is defined instead:

rHMMEn =
nθ

∑
i=1

σi

1 − rα
log

nθ

∑
j=1

Yα
ij +

nθ

∑
i=1

1
1 − rα

log
nv

∑
j=1

Orα

ij (8.18)

where rα is the entropy order (rα > 0, rα 6= 1) usually set to 2.
A graphic illustrating the computation of rHMMEn and sHMMEn for a nor-

mophonic and a pathological voice is portrayed in Figure 8.29.
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Figure 8.29. Computation of rHMMEn and sHMMEn for a normophonic and dyspho-
nic voice. Each point represents a windowed frame.

8.3 dimensionality reduction

The characterisation stage is often accompanied by a dimensionality reduc-

tion procedure, specially if the feature space is too large. The objective is
to reduce the number of variables of the original space, in the search of a
decrease in the computational burden, an improvement in the accuracy of
the analyses, and the avoidance of problems such as the curse of dimension-
ality [289]. Dimensionality reduction techniques can be classified into two
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major families according to the type of procedure that is followed: feature ex-
traction and feature selection. On one hand, feature extraction transform the
original space of features to an alternative more compact set, while retain-
ing as much information as possible. One shortcoming of this method, that
makes the procedure unsuitable for the purposes of this thesis, is in the
loss of interpretability due to the transformation process that converts the
data to a new feature space where a correspondence to the original space can-
not be retrieved. By contrast, feature selection takes an alternative approach
by choosing the best characteristics within the original feature space, rather
than relying on transformations of the data [289].

Formally the feature selection problem can be described as follows: Let
X = {~x1, · · · ,~xn, · · · ,~xN} be a set of observations, where each ~xn is a vec-
tor of features extracted from a certain frame n and each ~xn is associated to
its corresponding label ℓn from a vector of labels ~ℓ = {ℓ1, · · · , ℓn, · · · , ℓN}.
It is possible to create a matrix of features NN×d by simply concatenating
the observations, so that the i-th row is associated to the corresponding i-th
element in ~ℓ. If this matrix is rewritten in terms of its columns instead of
its rows, then NN×d =

(

~η1, · · · ,~ηi, · · · ,~ηd
)

, where ~ηi represents a particular
characteristic and d is the dimensionality of the space. The goal of the se-
lection algorithms is to choose an optimised subset N̊N×d̂ such that d̂ < d,
without degrading the performance of AVQA systems. The methods that are
used to accomplish this task can be divided into three major categories [290]:
(i) Wrapper methods, characterised by using the performance of a particular
classifier or regressor for selecting the optimised space. This provides sig-
nificant advantages in generalisation, at the expense of a considerable com-
putational cost and a certain bias to the classifier that is used. (ii) Embedded

methods, that exploit the structure of the data to guide the selection process.
These methods are not as computationally expensive as the wrapper and
are less prone to overfitting, but use strict model structure assumptions. The
latter property makes them undesirable for the purposes of this thesis and

therefore are not considered any further for the sake of simplifying anal-
yses. (iii) Filter methods evaluate statistics extracted from the data, that are
independent of any particular classifier. As a result, the selected features
are generalist. They also have a reduced computational burden compared to
both embedded and wrapper techniques. Two main categories exist within
the filter methods, one that ranks variables through correlation coefficients
and other that considers subset selection [291].

For the purposes of dimensionality reduction, this thesis employs three
filter selection algorithms. Notwithstanding, some methods derived of the
filter variable ranking, through correlation coefficients, are also employed
for other analyses different to selection of features. All these techniques are
introduced in the next subsections.

8.3.1 Variable ranking through correlation coefficients

Variable ranking through correlation coefficients methods are not neces-
sarily used to build predictors, but they are often employed to discover



8.3 dimensionality reduction 85

relationships, or as principal or auxiliary selection mechanisms in feature
selection because of their simplicity, scalability, and good empirical success
[291]. The disadvantage of these methods is the inherent inability to mea-
sure relationships between sets of features, as they only quantify association
between pairs of variables. Correlation coefficients measure the strength of
the association between variables by means of correlation indexes, which of-
ten range from 0 to 1 in absolute value, and where the larger the size the
stronger the relationship [292]. The most common technique for measuring
correlation is the Pearson correlation (ρ). This parameter can be viewed as
a normalized measure of the covariance of two random variables A and B
such that:

ρ(A,B) = cov(A,B)
std(A) std(B) (8.19)

where cov(·, ·) stands for the covariance operator and std(·) for the standard
deviation operator. ρ varies in the range ρ ≤ 0 ≤ 1 and is an indicator of
the linear interdependence between variables. An absolute value close to 1
indicates total interdependence on which one variable might be expressed
as a linear combination of the other, whereas a value close to 0 indicates
independence (only in a linear sense). As shortcomings, ρ should be nor-
mally distributed for its calculation to make sense. Furthermore, only linear
dependences are measured with this statistic for which its utility is limited.

Other common techniques usually employed to measure the dependency
between variables is the Kendall rank correlation and the Spearman correlation.
On one hand, Spearman correlation makes no assumption about the dis-
tribution of variables, but only monotonic relationship between variables
might be measured. On the other hand, the Kendall coefficient provides an
average measure of the agreement between pairs of members, with a distri-
bution that has slightly better statistical properties than its counterparts, but
restricted to measuring monotonic relationships. Therefore, all the methods
mentioned are of restricted utility for being incapable of measuring nonlin-
ear relationships between variables. Several attempts have been made in the
last few years to create measures capable of detecting more complex relation-
ships, among which the maximum correlation coefficient [293], local gaussian cor-

relation [294], the Heller-Heller-Gorfine Statistic [295] or the distance correlation

(ρR) [296] are some notable examples. Despite each one of these presents
advantages on its own, this thesis uses the distance correlation due to its
ability to detect nonlinear relationships, to compare multivariate/univariate
variables and due to its simplicity in implementation.

The distance correlation, ρR, is analogous to a product-moment correla-
tion, but is based on functions of distances between sample elements rather
than sample moments as in the case of ρ [296–298]. Having two multidimen-
sional random variables A and B, such that A = {ai} |Qi=1, ai ∈ Rra and
B = {bi} |Qi=1, bi ∈ Rrb ; then ρR is characterised by the following properties:

ρR(A,B) is defined for random vectors A, B of arbitrary dimensions
(ra not necessarily equal to rb).

ρR(A,B) = 0 characterises independence of A and B.
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0 ≤ ρR(A,B) ≤ 1

It does not require assumptions about the data distribution.

Let also Ξ(Q×Q) = [eij] be a pairwise-distance matrix obtained from calcu-
lating the distances of every element of A and B. ρR can be defined as the
square root of the following expression:

ρ2
R(A,B) =







V2(A,B)√
V2(A)V2(B)

, V2(A)V2(B) > 0

0, V2(A)V2(B) = 0
(8.20)

where V2(·, ·) is a distance covariance and V2(·) are distance variances of U-
centred distance matrices Ξ̂(Q×Q) defined as:

V
2(A,B) = 1

Q(Q − 3)∑
i 6=j

Ξ̂
A
i,jΞ̂

B
i,j

And Ξ̂ is an U-centered distance matrix obtained from Ξ as follows:

Ξ̂ =











ei,j − 1
Q−2

Q

∑
l=1

ei,l − 1
Q−2

Q

∑
k=1

ek,j +
1

(Q−1)(Q−2)

Q

∑
k,l=1

ek,l , i 6= j

0, i = j

After having computed ρR, ρ or any other correlation measures, it is pos-
sible to gauge the relationship that exists between variables. For instance, a
practical application is in measuring how correlated is a certain feature to
another, serving then as estimator of relevance.

8.3.2 Filter subset selection

Filter subset methods depend on the optimisation of a certain criterion,
k, , referred as a relevance index or scoring criterion [290]. The most straight-
forward approach to measure the relevance of a certain feature is probably
by means of the computation of the mutual information between a certain
feature and its associated vector of labels ~ℓ. In this manner, the mutual
information score for a certain feature ~ηi can be written as follows:

k, MMI(~ηi) = I(~ηi,~ℓ) (8.21)

where I(·, ·) is the mutual information, which for two random variables A
with alphabet A, and B with alphabet B, is as follows:

I(A,B) = H(A)−H(A|B)

where H(A) is the Shannon entropy and H(A|B) is the conditional entropy:

H(A|B) = − ∑
a∈A

p(a) ∑
b∈B

p(a|b) log p(a|b)
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The calculation of the above scoring criterion for the whole range of fea-
tures, and its subsequent ranking according to their relevance index, consti-
tutes the so called Mutual Information Maximisation (MIM) technique. An im-
portant limitation of the method is the assumption of independence among
features, which turns out to be suboptimal when they are correlated. An
alternative approach that tries to correct such shortcoming by accounting
for the relevance and redundancy of the features is the Joint Mutual Informa-

tion (JMI), which assumes that the score for a particular ~ηi is:

k, JMI(~η
i) = ∑

p̨j∈N
I(~ηi~p̨j,~ℓ) (8.22)

where ~p̨j are characteristics from a set N that contains those features that
have already been chosen relevant in past iterations. The heuristic to select
the current feature consists on finding a candidate ~ηi that complements the
existing features and maximises the score.

A similar criterion that maximises relevance and minimises redundancy,
is the Max-Relevance Min-Redundancy (mRMR), which defines the scoring cri-
terion as:

k, mRMR(~η
i) = I(~ηi,~ℓ)− 1

d ∑
~p̨j∈N

I(~ηi,~p̨j) (8.23)

At the end, the result of filter selection is a list of features ranked from the
most to the least relevant.

8.4 discussion

The present section has introduced three stages of great importance in the
design of AVQA systems: preprocessing, characterisation and dimensionality
reduction. In the preprocessing stage, the concepts of short-time analysis
and normalisation are introduced. During the characterisation stage, some
sets of characteristics that are typically employed in voice pathology appli-
cations are described, i. e., perturbation, spectral/cepstral, complexity and
based on modulation spectra. A table introducing all the described sets of
features is presented in Table 8.1. Finally, the dimensionality reduction stage
discussed the methods followed in this thesis for diminishing the dimension
of the original space of features. Only feature selection methods are em-
ployed, and within this category, only three filter are considered: MIM, mRMR

and JMI. Variable ranking algorithms based on correlation analysis are also
described, however, they are not used for dimensionality purposes but for
gauging the strength of the relationship between features and labels.
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Table 8.1. Features described in this thesis for the characterisation stage in AVQA

systems.

Type of parametrization Features

Perturbation

Harmonics-to-Noise Ratio (HNR)
Normalized Noise Energy (NNE)
Glottal-to-Noise Excitation Ratio (GNE)

Spectral-Cepstral

Mel-frequency Cepstral Coefficients (MFCC)
Smoothed Cepstral Peak Prominence (CPPS)
Low-to-High Frequency Spectral Energy Ratio (LHr)
Perceptual Linear Prediction coefficients (PLP)

Modulation Spectra

Modulation Spectra Homogeneity (MSH)
Cumulative Intersection Point (CIL)
Rate of Points Above Linear Average (RALA)
Modulation Spectrum Percentile (MSP)

Complexity

Largest Lyapunov Exponent (LLE)
Correlation Dimension (D2)
Hurst Exponent (he)
Detrended Fluctuations Analysis (DFA)
Recurrence Period Density Entropy (RPDE)
Approximate Entropy (ApEn)
Sample Entropy (SampEn)
Modified Sample Entropy (mSampEn)
Gaussian Kernel Sample Entropy (GSampEn)
Fuzzy Entropy (FuzzyEn)
Permutation Entropy (PE)
Rényi HMM Entropy (rHMMEn)
Shannon HMM Entropy (sHMMEn)
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M A C H I N E L E A R N I N G A N D E VA L U AT I O N O F R E S U LT S

After having extracted the relevant features from the speech, the next
block in the design of AVQA systems is referred to training decision machines
capable of detecting/assessing the condition of voices. As illustrated in Fig-
ure 5.1, the stages within the block are the following: (i) Machine learning

and decision making where the extracted characteristics are employed to train
models and provide decisions about the membership of the input speech
signal. (ii) Evaluation of results, where the performance of the system is eval-
uated by means of assessment metrics.

The machine learning procedure receives different names depending on
the type of decision making task that is involved. For the purposes of this
thesis, the tasks involve vectors of features which are associated to a certain
label, i. e., given a training set of observations X = {~x1, · · · ,~xn, · · · ,~xN},
where each ~xn is associated to a label ~ℓ = {ℓ1, · · · , ℓn, · · · , ℓN}, the aim of
the procedure is to learn a mapping from the input set of observations to
the labels. This type of task is known as supervised learning; in opposition
to unsupervised learning, which is related to the discovery of structure in the
data in the absence of labels.

According to the nature of the labels, a further categorisation can be con-
sidered. In this manner, if these are categorical or nominal the learning task
is known as classification (e. g., pathological or normophonic); if these are
continuous the learning task is known as regression (e. g., the age of a pa-
tient); if on contrary these are ordinal and discrete the learning task receives
the name of ordinal classification (e. g., the order in each one of the traits in
the GRBAS scale). These three tasks are addressed in the next sections, as
well as some specific techniques that are employed in this thesis.

9.1 classification

The GMM are one of the most popular classifiers in speech based applica-
tions. Its popularity arises from the modelling capability they offer and the
probability framework on which they stand. Derived from the idea of GMM,
other classifiers have been proposed to model and compensate for inter and
intra-class variability. The current section is devoted to present the GMM and
GMM-based classifiers considered in this thesis.
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9.1.1 Gaussian Mixture Models

The GMM is a type of generative classifier that has provided excellent
results in diverse speech-related applications. The idea behind GMM is to
model a feature vector ~xn, of dimension d, as a finite mixture of G multivari-
ate Gaussian components of the form:

p (~xn|Θ) =
G

∑
g=1

λgN (~xn;~µg, Σg) (9.1)

where λg are mixture weights 0 ≤ λg ≤ 1, ∑
G
g=1 λg = 1; N (·) are Gaus-

sian density functions with d-dimensional means ~µg and d × d- dimensional
covariance matrices Σg; and Θ = {λg,~µg, Σg} |Gg=1 comprises the aforemen-
tioned set of parameters. The objective is to estimate the parameters Θ that
best model the input feature vector.

Extending above definition to a dataset X o = {~x1, · · · ,~xn, · · · ,~xNo}, of N

utterances with the superindex o indicating data with membership to the
class o, the value of Θ

o is obtained by means of a Maximum Likelihood (ML)
optimization scheme applied to the likelihood function p(X o|Θo):

arg max
Θ

o
{p(X o|Θo)} (9.2)

A closed form solution to such maximization is not possible. For this rea-
son, the Expectation-Maximization (EM) algorithm is employed to iteratively
refine the parameters in Θ

o, hence increasing the likelihood of the estimated
model for the observed X

o [299]. The resulting GMM model after the EM

estimation is of the form:

p (X o|Θo) =
No

∏
n=1

p (~xn|Θo) (9.3)

When a large training set X
o is supplied, the ML procedure provides a

good estimation of parameters in Θ
o. However, the quality of the model

is compromised when the training set is limited. It is possible to partially
circumvent that problem by employing a larger auxiliary database including
most of the speech characteristics under study, and which is modeled using
a GMM procedure. This ancilliary model is referred as UBM [299] and serves
as a well-trained initialization model, for which specific models are derived
using the provided -and scarcer- training data. In other words, the idea is to
take advantage of the well trained Θ

o parameters of the UBM models, instead
of having to learn all the parameters for the class-specific model. As a result,
the derived models are expected to provide a better parameter estimation
than by developing a GMM using the training data directly.

The outcome models are termed GMM-UBM and are typically generated
through MAP adaptation, where unlike ML, there is a term accounting for
the prior distribution of the parameters p(Θo):

arg max
Θ

o
{p(X o|Θo)p(Θo)} (9.4)
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In practice the prior distribution is set to the UBM model distribution [300],
permitting an estimation of the adapted parameters by means of the EM

algorithm. To simplify calculations even further -and is typically performed
in speech related applications- the adaptation procedure is restricted to the
means of the GMM-UBM model, setting the covariance matrix and the weights
to the values of the UBM. In this manner, the MAP adapted GMM-UBM model
is defined as:

p (X o|Θo) =
N

∏
n=1

G

∑
g=1

λu
gN (~xn; ~̂µo

g, Σ
u
g) (9.5)

where the superindex u is referred to the parameters of the UBM model and
~̂µo

g is the g-th MAP-adapted gaussian component of the mean:

~̂µo
g = αgFg + (1 − αg)~µ

u
g (9.6)

αg =
Zg

Zg + β

Zg =
No

∑
n=1

R(g|~xn)

Fg =
1
Zg

N

∑
n=1

R(g|~xn)~xn

R(g|~xn) =
λg pg(~xn)

∑
G
j=1 λj pj(~xn)

where Fg and Zg are first and zeroth-order sufficient statistics respectively,
R(g|~xn) are the responsibilities representing how probable is the g-th com-
ponent in explaining ~xn; αg is a data-dependent adaptation coefficient con-
trolling the balance between old and new estimates, and β is a fixed rel-
evance factor which in speaker recognition problems is usually set to 16
[299]. An additional simplification in the GMM and GMM-UBM modelling
paradigm is established by using diagonal covariance matrices instead of
more complicated covariance configurations. Three reasons for this are the
following [299]: (i) the modelling given by a full covariance matrices might
be equalled by using a larger order diagonal covariance matrix configura-
tion; (ii) GMM models employing diagonal matrices are more computation-
ally efficient; (iii) there is a trend on better performance given by the simpler
diagonal matrices compared to full diagonal configurations.

As a matter of example, Figure 9.1 exemplifies the derivation of GMM-UBM

models by MAP adaptation of an UBM.

9.1.2 GMM-based factorial models

Several classifiers are derived from the idea of GMM and GMM-UBM. To de-
scribe some of its variations it is first necessary to analyse the MAP adapted
GMM-UBM models in a supervector space, where the term supervector is re-
ferred to a mapping ψ : {A} → ~m; A = {~a 1, · · · ,~a i, · · ·~a G},~a i ∈ Rd, and
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Figure 9.1. GMM-UBM model after the MAP adaptation of the UBM models.

~m ∈ RG.d. In practice, supervectors are usually achieved by stacking the
mean vectors of GMM models such that [17]:

~mo = ψ
(

{~µ o
g

∣

∣

G

g=1}
)

= [~µ o
1, · · · ,~µ o

G] (9.7)

The advantage of the supervector space is the possibility of employing a
factorial analysis to decompose a supervector model into a generic all-classes

model plus a class specific offset. In this manner, and following the simplifica-
tions of speech applications regarding the utilization of mean-only adapted
parameters and diagonal covariances, a supervector model~so, derived from
a GMM-UBM is then decomposed as:

~so = ~mu +~do

where ~mu is the UBM mean supervector representing what is common to all
classes; ~do is a class-specific offset representative of class o; and ~so follows
N (0, I). Elaborating further, Equation (9.1.2) can be rewritten in terms of
the MAP adapted model:

~so = ~mu +D~z o (9.8)

where ~z o is a latent variable of dimensions Gd × 1 following N (0, I);
and DGd×Gd is a diagonal covariance matrix satisfying I = βDT

Σ
−1

D, and
where Σ is composed by block diagonal entries of the covariance matrices
Σg for each of the G components of the UBM [301].

From this point, several approaches are defined to exploit the capabilities
of factorial models to decompose the input supervector models into sim-
pler constitutive models. A first variation based on MAP adaptations is the
Eigenvoice Adaptation (EIG), which assumes that a certain supervector model
can be represented in a reduced eigenspace as a linear combination of only a
few eigenvectors called eigenvoices [302]. The eigenvoice adaptation method
assumes that there is a matrix VGd×rv

with rv ≪ Gd, such that:

~so = ~mu + V ~y o (9.9)

where ~y o is a latent variable of dimensions rv × 1, following N (0, I).
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9.1.2.1 Compensated factorial models

Following the supervector notation it is possible to elaborate more com-
plex factorial descriptions that are capable of modelling inter or intra-class
components of the input supervector. This permits to deal with some of the
undesired between and within-classes variability. In speaker recognition,
the variability is introduced due to differences in recording conditions be-
tween sessions belonging to a same speaker. In AVQA systems, the intraclass
variability might be introduced due to differences in the types of studied
pathologies, or other extralinguistics such as age or sex.

With this in mind, authors in [302] proposed the Intersession Variability

Compensation (ISC) as a further development of the MAP adaptation which
might be applied to compensate for intraclass (intersession) variability. This
technique models the variation between different recordings of a certain
class, and compensates for this variation during enrolment and testing by
excluding the sources of session variation in the generation of class specific
models. Thus, the assumption in ISC is that a particular recording n of a
class o, ~so

n, is modelled as the summation of a class-specific model ~so and
a session dependent offset ~do

n, where class-specific and session dependent
supervectors are statistically independent and normally distributed [302]:

~so
n =~so +~do

n

Assuming that within class variation is contained in a low dimensional
linear subspace of the GMM supervector, ru ≪ Gd, the session-dependent
offset can be expressed as:

~do
n = U~Xo

n

where UGd×ru
is a matrix containing the intra-class variation and ~Xo

n is a
latent vector of dimension ru × 1, following N (0, I). Furthermore, if MAP is
considered for the term~so (Equation (9.8)), the ISC model is expressed as:

~so
n = ~mu +D~z o +U~Xo

n (9.10)

A further improvement of ISC, which has been successful in numerous
speech related applications is the Joint Factor Analysis (JFA). This technique
combines the MAP and EIG adaptation, within the ISC framework. In this
manner the assumption in JFA is the same as in ISC, in which a class and
a session-dependent supervector ~so

n can be decomposed as the sum of two
supervectors, one of which depends on the class, ~so, and the other on the
recording ~do

n. Then, and for representing the class-dependant supervector,
both MAP and EIG criterions are combined so that the class-dependent super-
vector~so is represented as:

~so = ~mu +D~z o + V ~y o

In order to incorporate session effects, a model similar to the one pre-
sented in Equation (9.1.2.1) is used, yielding a JFA model of the form:

~so
n = ~mu +D~z o + V ~y o +U~Xo

n (9.11)
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From Equation (9.11) it can be observed that if V = 0 and U = 0, then
the assumption is the same as in MAP adaptation (Equation (9.8)). On the
other, if D = 0 and U = 0, the assumption is the same as in EIG (Equation
9.9) [303]. In practice the matrices V , U and D are learnt from training data
using a ML scheme, where ~Xo

n, ~y o, ~z o are learnt at enrolment time using a
MAP adaptation approach.

9.1.2.2 i-vectors

An approximation related to JFA which has provided impressive results in
speech-related applications is the identity vector or IV approach. Unlike JFA

that decomposes the input model into two separate spaces that account for
class and session information, IV defines a single variability space by means
of a total variability matrix, T . This is motivated by the evidences obtained
in speaker recognition applications, on which models that are supposed to
contain session information solely are contaminated by class information.
With this in mind, the IV decomposition is as follows [304]:

~so
n = ~mu + T ~w o

n (9.12)

where TGd×rt
is a rectangular matrix of low rank and w

o
n is a latent vector

of dimension rt × 1, called i-vector, following N (0, 1). The whole IV process
might be viewed as mapping of the input matrix of observations (of size
N × d) to a single vector of fixed-length, as illustrated in Figure 9.2.

Figure 9.2. IV as a transformation of a series of utterances to a single vector.

Since the IV scheme only models supervectors in the low dimensional total
variability space, session compensation techniques are still necessary. This
poses some advantages such as a decreased computational load due to the
smaller dimension of the i-vectors compared to standard supervectors [304].
One of the most employed compensation techniques is the Probabilistic Linear

Discriminant Analysis (PLDA). In this approach, an i-vector ~wo
n, is further

decomposed, following a simplified version of PLDA as [305]:

~w o
n = ~µ w + Φ~v o + εn (9.13)

where Φrt×rh
is an eigenvoice matrix; ~µ w is the mean i-vector across the

whole training set and all the classes; ~vo is a vector of latent factors of di-
mension rh × 1 following N (0, I); and εn contains the unexplained residual
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Method Formula Dimensions

MAP ~so = ~mu +D~z o D → Gd × Gd

~z o → Gd × 1

EIG ~so = ~mu + V ~y o V → Gd × rv

~y o → rv × 1

ISC ~so
n = ~mu +D~z o +U~Xo

n
U → Gd × ru

~Xo
n → ru × 1

JFA ~so
n = ~mu +D~z o + V ~y o +U~Xo

n

IV ~so
n = ~mu + T ~w o

n
T → Gd × rt

~w o
n → rt × 1

PLDA ~w o
n = ~µ o

w + Φ~v o + εn
Φ → rt × rh

~v o → rh × 1

Table 9.1. Summary of Factorial models

variability of the model. These parameters are typically estimated by means
of an EM scheme as in [306].

Since non-Gaussian behaviour of class and session effects in i-vector repre-
sentations are expected [306], a transformation that ensures normality of the
input i-vectors before the PLDA modelling is desirable. In this regard, the use
of a radial gaussianization process in which a linear whitening is followed
by a length normalization of i-vectors is proposed in [306]. The whitening
and normalization aims at postprocessing i-vectors so that they are evenly
distributed around a unitary hypersphere. As a result, an almost Gaussian
distribution is obtained, which resembles more the distribution assumed by
the PLDA model [305, 306]. In particular the whitening centralises and trans-
forms the covariance of an i-vector into an identity matrix as follows [307]:

~wo′
n = W (~wo

n − ~w o)

where W is the transform computed by means of a Cholesky decomposition
of the form Σ

−1
w = WW

T and Σ
−1
w is the covariance matrix calculated across

some training i-vectors. At the end, a length normalization is applied as:

~wo′′
n =

~wo′
n

‖~wo′
n ‖

(9.14)

As a manner to summarise all the factorial models discussed so far, Table
9.1 is introduced.

9.1.3 Support Vector machines

One approach aiming to combine the modelling capabilities of GMM, with
a discriminative approach such as the one given by SVM is presented by the
GMM-SVM.
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A SVM is defined as a discriminative binary classifier constructed from
sums of a kernel function K(·, ·) such that:

f (~xn) =
L

∑
l=1

ξlclK(~xn,~zl) + δ (9.15)

where cl are ideal outputs taking values −1 or 1, ξl are weights such that
∑

L
l=1 ξlcl = 0, ξl > 0; δ is a learnt constant; and~zl are the L support vectors

obtained from a training set by an optimization process. Then, by defin-
ing ~sot and ~sop as supervectors of target and non-target GMM-UBM models
respectively, a linear sequence kernel of the form is defined:

K(·, ·) =
G

∑
g=1

(√

λu
gΣ

u(−1/2)
g ~sot

)⊺ (√

λu
gΣ

u(−1/2)
g ~sop

)

(9.16)

Which is equivalent to perform a weight and covariance rescaling of the
input mean supervectors before the SVM training. Therefore the model in
Equation (9.15) might be rewritten in the form of a GMM-SVM as:

f (~xn) =

(

L

∑
l=1

ξlclψ(~zl)

)⊺

ψ(~xn) + δ (9.17)

where ψ(·) is the supervector operator.

9.1.4 Decision making

Having trained the different systems using any of the approaches pre-
sented in previous sections, the next step is to generate probabilistic outputs
between an input test utterance and a trained model. These probabilistic out-
puts are also known as scores and are employed for the actual classification.
The rationale is that the larger the score the larger the probability of the in-
put utterance of being generated by the tested model. However, the decision
about the membership is taken by means of a likelihood decision function,
Λ(·), testing the input utterance against all sets of models. Associated to the
decision function, there is a threshold value that is trained to take decisions
about the membership of the input vector.

For the simplest case of the GMM and GMM-UBM models, and having two
trained models with parameters Θ

ot for a target class ot, and Θ
op for the

non-target class op; a derived expression for deciding the membership of an
input test data ~x′ of unknown class is as follows:

Λ(~x′) = log p(~x′|Θot)− log p(~x′|Θop) (9.18)

For the ISC and JFA case, a point estimate scoring is discussed in [308],
which is as follows:

Λ(~x′) = SC(~x′, Θ
ot)− SC(~x′, Θ

op) (9.19)

and:

SC(~x′, Θ
o) = [V ~y o +D~z o]Σ−1[~F(~x′)−N (~x′)~mu −N (~x′)U~x o]
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where ~F(~x′) is a Gd × 1 vector obtained after concatenating F (first order
statistics), and N (~x′) is a diagonal matrix composed of blocks of Z (zero-th
order statistics).

Regarding the IV approach, if the system does not include the session com-
pensation stage, the log-likelihood is simply calculated as the angle between
a model i-vector, ~w o, which is the mean i-vector representing the class, and
the test i-vector, ~w ′, as:

Λ(~x′) =
〈~w ′, ~w ot〉
‖~w ′‖‖~w ot‖ − 〈~w ′, ~w op〉

‖~w ′‖‖~w op‖ (9.20)

If a PLDA scheme is considered, the decision score is rewritten as:

Λ(~x′) =
p(~w ′, ~w ot |H0)

p(~w ′|H1)p(~w ot , H1)
− p(~w ′, ~w op |H0)

p(~w ′|H1)p(~w op , H1)
(9.21)

where p(~w ′|H0) is the probability of both models coming from the same
class and p(~w ′|H1) that they come from different classes.

Finally, for the GMM-SVM approach, equation (9.17) can be rewritten in
such a manner that the decision function is simply a dot product:

Λ(~x′) = ̟⊺ψ(~x′) + δ (9.22)

where ̟ = ∑
L
l=1 ξlclψ(~zl)

9.1.5 Fusion of scores

The scores of different and heterogeneous systems can be be combined
through the employment of fusion techniques. Typically this enhances per-
formance as it allows to incorporate complementary information that might
help to improve efficiency. The most popular fusion approach is based on
logistic regression. In this manner, and for K recognisers Hk outputting a
sequence of scores, the output of a logistic regressor, H, is of the form [309]:

H =
K

∑
k=1

kHk +~ł

where k is a positive scalar and~ł is a vector of the same dimension as the
output of the recognizers. The fusion procedure consists in finding the coef-
ficient k and~ł by means of a training database.

9.2 ordinal classification

Ordinal regression or classification is a machine learning problem that aims
to predict labels which possess an ordered arrangement. As in the classifica-
tion problem there exist a features matrix N, associated to a vector of labels
~ℓ. However, the objective of ordinal regression is to find a classification rule
to predict the categories to which an observation belongs, accounting that
each label only has a finite set of values, i. e., ℓi ∈ {C1, C2, · · · , Cq · · · , CQ}
and a natural label ordering exists, i. e., C1 ≺ C2, · · · , Cq · · ·CQ, where ≺
is an order relation operator [310]. Two of the ordinal classifiers which are
employed in this thesis are presented next.
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9.2.1 Proportional Odd model

Proportional Odd Model (POM) is member of a family of models, called cu-
mulative link models, on which cumulative probabilities p(ℓn � Cq|~xn) are
estimated considering ordering, and which can be related to standard prob-
abilities as follows [310]:

p(ℓn � Cq|~xn) = p(ℓn = C1|~xn) + · · · p(ℓn = Cq|~xn)

Under the assumptions that for q = 1, p(ℓn = C1|~xn) = p(ℓn � C1|~xn); for
q = Q, p(ℓn � CQ|~xn) = 1, and for q = 2, · · · , Q:

p(ℓn = Cq|~xn) = p(ℓn � Cq|~xn)− p(ℓn � Cq−1|~xn)

POM is based on a linear transformation of the type f (~xn) = ℘T~xn, but
accounting for the ordering of the labels, which is satisfied with the model:

g−1{p(ℓn � Cq|~xn)} = bq − ℘T~xn

where g−1 is a monotonic function referred as the inverse link function and
bq is the threshold for class Cq. The set of thresholds b = {b1, b2, · · · , bQ−1}
satisfy the constraints b1 ≤ b2 ≤ · · · ≤ bQ−1, ensuring that p(ℓn � Cq|~xn)

increases with q. The standard logistic function is employed so that:

g−1{p(ℓn � Cq|~xn)} = log
p(ℓn � Cq|~xn)

p(ℓn ≻ Cq|~xn)
= bq − ℘T~xn (9.23)

9.2.2 Extreme learning machines with ordered partition.

Extreme Learning Machine with Ordered Partitions (ELMOP) rely on the idea of
Extreme Learning Machine (ELM), which are single-hidden layer feed forward
neural networks whose input weights and biases can be randomly assigned
and the output weights can be analytically determined by a simple inverse
operation [311]. A graphical depiction of an extreme learning machine is
presented in Figure 9.3.

Figure 9.3. Example of an ELM network.
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Mathematically, an ELM network with S hidden nodes and activation func-
tion κ(·) can be written as follows:

S

∑
i=1

~Wiκi(~pi~xn + bi) = Ti

where ~pi is the weight vector connecting the i-th hidden neuron and the
input neurons; ~Wi is the weight vector connecting the i-th hidden neuron
and the output neurons; bi is the threshold for the i-th neuron. This can be
compactly written as:

MW = T

And the result can be retrieved as simply:

W = M
†T

where M
† is the Moore-Penrose generalized inverse of the hidden-layer out-

put matrix M.
ELMOP extend the idea of the ELM but taking into account the ordering

of the labels. To do so, each label is coded according to a modified error
correcting output code as in before the actual training of the ELM network
[311]. The method is as follows: (i) for a certain label Cq, Q bits are employed
for the coding procedure; (ii) the positions from 1 to q are filled with 1
while the remaining are filled with −1; (iii) the result is a coded label matrix
T = [T1,T2, · · · ,TQ] which is then employed to train an ELM.

To illustrate the method, the coding procedure for a set of labels ~ℓ with
Q = 5 is shown in Table 9.2.

Table 9.2. Coding matrix following the method proposed in [311]

Label
Coding bits

1 2 3 4 5

1 1 -1 -1 -1 -1

2 1 1 -1 -1 -1

3 1 1 1 -1 -1

4 1 1 1 1 -1

5 1 1 1 1 1

9.2.3 Gaussian mixture regression

Gaussian Mixture Regression (GMR) follows the idea of GMM, but modelling
the data with a joint probability function that relates observations, X , and
output labels, ℓ. The training phase of the GMR consists then, of an unsuper-
vised learning procedure, where a GMM is fitted to the vector ~£n = [~xn, ℓn],
resulting from the concatenation of the training samples and their labels
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[312, 313]. The parameters of the GMM are adjusted using the EM, and the
result is a GMM as in Equation 9.1:

p
(

~£n|Θ
)

=
G

∑
g=1

λgN (~£n;~µg, Σg)

The parameters ~µg and Σg, can now be decomposed into input and output
components as follows:

~µg = [~µg,x;~µg,ℓ]

and:

Σg =

(

Σg,x Σg,xℓ

Σg,ℓx Σg,ℓ

)

where the subindex x or ℓ is referred to the observation ~xn and to the label
ℓn respectively. For prediction purposes and assuming an observation ~̊x, the
expected label, ℓ̊, is computed as:

ℓ̊ =
G

∑
g=1

h(~̊x)
(

~µg,ℓ + Σg,ℓxΣ
−1
g,x

(

~̊x −~µg,x

))

(9.24)

where:

h(~̊x) =
λgN (~£n;~µg, Σg)

∑
G
j=1 λjN (~£n;~µj, Σj)

9.3 evaluation of results

This section introduces some metrics which measures the ability that the
decision machines possess to distinguish between labels of different types.
Moreover, some techniques which are employed to fuse the scores of diverse
systems are described.

A common approach followed in machine learning applications to gener-
alise results and provide valid measures about the actual efficiency of the
systems consists in the use of cross-validation methodologies. The basis of
these is the decomposition of the available dataset into subsets which are
used independently for training and testing purposes. On one hand, the
training partitions are used to estimate a mapping between observations and
labels in the machine learning algorithms. On the other, the testing partitions

are employed to assess the performance of the machines. This is achieved by
comparing the labels that are predicted by the machine learning algorithms
with the actual labels.

The manner on how the dataset is decomposed is an important matter.
Two of the most popular techniques which are employed in literature, and
which are also employed in this thesis are the k-folds and leave-one-out cross-
validation. k-folds cross-validation derives k disjoint sets of size N/k, called
folds, where N represents the number of observations. A total of k itera-
tions are then performed, using in each case a different subset for testing
purposes, and the remaining k − 1 for training algorithms. The measures of
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performance are then evaluated as the mean value calculated among itera-
tions. In the limit k = N, the leave-one-out cross-validation is performed. In
this case, only one observation is used for testing and the remaining of the
database is employed for training. This same procedure is repeated N times.
Having introduced this validation approaches, it is now possible to derive
statistics that evaluate the actual performance given by the systems.

9.3.1 Metrics derived from the performance of the system

The simplest approach for evaluating performance consists on extracting
metrics that compare the predicted labels given by the decision machines,
and the actual classes. In this manner, if the actual label associated to obser-
vation is defined as target, and the remaining classes are named non-target,
four possible scenarios are plausible during this comparison:

If the instance is of the target class and the classification decision is of
the target class, there has been a correctly identified positive instance
leading to a True Positive (TP).

If the instance is of the target class and the classification decision is non-

target, there has been an incorrectly identified positive instance leading
to a False Negative (FN).

If the instance is of the non-target class and the classification decision
is of the target class, there has been an incorrectly identified negative
instance leading to a False Positive (FP).

If the instance is of the non-target class and the classification decision
is non-target, there has been a correctly identified negative instance
leading to a True Negative (TN).

It is possible to represent graphically the above-mentioned decisions using
a confusion matrix. Assuming a two-class decision, a 2 × 2 confusion matrix
is shown in 9.3.

Table 9.3. Depiction of a confusion matrix
Actual

Positive Negative

Predicted
Positive TP FP

Negative FN TN
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Some derived metrics of this confusion matrix include Sensitivity (SE) also
called recall or True positive rate (TPr), Specificity (SP), Accuracy (ACC), F-score
( fβ) and False Positive Rate (FPr) which are defined as follows:

SP =
∑ TN

∑(TN + FP)

SE =
∑ TP

∑(TP + FN)
= TPr

FPr =
∑ FP

∑(TN + FP)
= 1 − SP

ACC =
∑(TN + TP)

∑(TN + FP + TP + FN)

fβ =
2TP

2TP + FN + FP

Other metrics derived from the comparison between the predicted label
and the actual label and that account for the ordinal nature of the labels
include the Mean Absolute Error (MAE), which is defined as the average devi-
ation of the predicted class from the true class [314, 315]:

MAE =
1
J ∑

j

|O
[

~xj

]

−O∗ [~xj

]

| (9.25)

where O [·] is an operator indicating the position of the label in the ordinal
rank, i. e., if a certain label ℓn can take up values 0, 1, 2 and the predicted
label is 2, its position is 3; and the superindex ∗ is referred to the position
of the predicted label. Similarly, the AMAE is defined as the macro averaged
version of MAE [316]:

AMAE =
1
J ∑

j

MAEj (9.26)

where MAEj is the MAE calculated for instances having class j. The advantage
of AMAE compared to MAE is its robustness to cope with data imbalance
during ordinal classification. This measure is equivalent to the standard
MAE when the datasets are perfectly balanced [316].

To deal with situations where there exist continuous labels, it is possible
to modify AMAE and MAE. This is achieved by simply replacing the O [·] op-
erator, for the predicted and the actual labels. In addition, another standard
error measure that is usually employed with continuous labels is the RMSE,
which is computed as:

RMSE =

√

∑(ℓj − ℓ∗j )
2

J
(9.27)

where ℓj is the actual and ℓ∗j the predicted label.

9.3.2 Performance curves

Another manner to analyse the performance of classification systems, is
by means of Receiver Operating Characteristic (ROC) and Detection Error Trade-

off (DET) curves. ROC curves, are two-dimensional representations on which
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Figure 9.4. Typical DET curve

TPr is plotted on the y-axis and FPr is plotted on the x-axis [317]. Interestingly
the ROC curves are insensitive to changes in class distribution, hence, if the
proportion of positive to negative instances changes in a test set the ROC

curves stay the same. A second type of performance graphic is the DET

curve on which both axes represent error rates [318]. It is a variant of the
ROC curve on which the primary difference is in the use of the False Negative

Rate (FNr) in the y-axis as opposed to the TPr in ROC, and the employment
of logarithmic scales. An example of a DET curve is presented in Figure 9.4,
where it can be observed that better performance is obtained as the curve
gets closer to the point (0, 0) (the blue curve is better than the red one).

An additional measure derived from the ROC and DET curves is the AUC,
which is a value ranging between 0 and 1, that is obtained after integrating
the ROC curve. A number of reasons favour the use of this metric instead
of other classical measures such as the ACC, including: a standard error that
decreases as both AUC and the number of test samples increase; decision
threshold independence; and invariance to a-priori class probabilities [319].

9.3.3 Assessing the reliability of perceptual evaluations

The assessment of voice pathologies relies on perceptual evaluations, which
in practice are analysed according to rating scales. Since assessments are
subjective by nature, it is often necessary to compute statistics that provide
information about the reliability of the ratings offered by the evaluators. A
classical method for computing reliability is based on the classical-test theory,
which assumes that each speaker possess a true rating which is defined as
the average of a very large number of ratings carried out by raters randomly
chosen from the population, in such a manner that [320]:

actual rating = true rating + error

Given estimates of the variances, the reliability of an individual rating is
summarized by the associated reliability coefficient, which is the ratio of
variance of true scores to the variance of actual scores as:

true score variance
true score variance + error variance
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A generalisation of such notions is given by the generalisability theory (G-

theory), which stands on Analysis of Variance (ANOVA) to quantify the effects
that contribute to the difference between true and actual ratings. In this
manner, an ANOVA decomposition of the k-th true rating, rijk; where the sub-
index i is related to the speaker, and j is related to the rater, is as follows:

rijk = µ + Si + Rj + SRij + eijk

where µ is the grand-mean or the average score over the whole population
of speakers and raters, Si is the difference between the true score for speaker
i and the grand mean, Rj represents the average rating bias of rater j relative
to the average of all rates, SRij models the interaction between rater and
speaker, and eijk incorporates the remaining sources of variation. Assuming
independence of the different terms, the estimations of the variances can be
performed by means of a two-way ANOVA model of random effects model,
in such a manner that a decomposition of the variance terms is achieved as:

var(r) = var(S) + var(R) + var(SR) + var(e)

Having this term, it is possible to compute a generalizability coefficient,
which quantify the consistency among the multiple measurements on a scale
from 0 to 1, and which is defined as [321]:

℧ =
var(S)

var(S) + var(R)/N + var(SR)/N + var(e)/MN
(9.28)

where M is the number of ratings given by the same rater, and N the number
of raters.

9.4 discussion

This section has introduced some of the machine learning and evaluation
procedures to be employed in this thesis. In this respect, classification, re-
gression and ordinal classification techniques are described. Regarding clas-
sification, GMM-based models are employed due to their good performance
in speech-related applications. This include the classical GMM, GMM-UBM

and factorial models such as JFA, IV and PLDA for compensation purposes.
In addition, the GMM-SVM is also discussed. With respect to the ordinal re-
gression, two methods are described. One is a classical linear method called
POM and the other is one based on ELM called ELMOP. Likewise, one regres-
sor which relies on the idea of GMM to predict labels in a continuous fashion
is also presented: the GMR. Moreover, some metrics that often employed for
evaluation of classifier/regression performance are also discussed. Finally, a
metric to measure the consistency between ratings given by evaluators has
been included.
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E X P E R I M E N T S

The experiments that are followed throughout this thesis are presented
next. In this respect, this document considers two major groups of explo-
rations. On one hand, AVQA systems for the detection of voice pathologies are
studied. Particular attention is given to the influence of several variability
factors affecting performance, such as the type of acoustic material, the type
of features employed for characterisation or the effect of other extralinguis-
tic traits. In addition, techniques explicitly designed to combat variability
are tested out. At the end, the objective is to find the approach providing
the best performance in pathology detection. On the other hand, the design
of AVQA systems for the assessment of voice pathologies -based on perceptual
evaluations of the GRBAS scale- is also examined. Different sets of features
are investigated, aiming at discovering the characteristics that improve the
performance of an automatic grading system. Since the assessment of voice
pathologies is a continuous problem by nature, the use of perceptual scales
based on discrete labels -such as the GRBAS scale- constitutes a simplification
that might lead to inaccuracies in the characterisation of voice quality. With
this in mind, a methodology based on regression is proposed, in such a man-
ner that discrete GRBAS labels are mapped to a continuous space on which
vocal quality might be better represented.

The current chapter contains the following: (i) first, the acoustic material
that is employed for experimentation is reviewed; (ii) next, the different
tests within the pathology detection experiment are described; (iii) finally,
the tests within the assessment experiment are also presented.

10.1 acoustic material

Three databases containing normophonic and pathological recordings are
employed for the major sets of experiments: HUPA, SVD and GMar. In ad-
dition, four ancillary datasets are also utilised. The EUROM and PhoneData

corpora are composed of normophonic registers of speakers reading pas-
sages and pronouncing words. The other is the MEEI partition. The fourth is
a dataset designed for speech recognition purposes containing recordings of
sentences uttered in Spanish: the Albayzin corpus. Finally, two Spanish cor-
pora of normophonic and dysphonic registers of sustained vowels are con-
sidered for evaluation purposes in cross-database experiments: Aplicación de

las Tecnologías de la Información y Comunicaciones (ATIC) and Hospital Doctor
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Negrín (DN). Another evaluation partition is also defined by considering a
subset of the SVD database.

Since one of the objectives (to be described thoroughly later) is to model
the perceptual capabilities of a human evaluator, is of great importance to
highlight that all corpora have been evaluated by the same speech thera-

pist, a professional in voice analysis with more than 20 years of experience.

10.1.1 Hospital Universitario Príncipe de Asturias database

The HUPA database has been recorded by Universidad Politécnica de Madrid,
Madrid, and by the Príncipe de Asturias hospital in Alcalá de Henares, Madrid
[322]. It contains the sustained phonation of the vowel /❛/ of 366 adult Span-
ish speakers: 169 pathological and 197 normophonic. It has been recorded
using the Kay Computerized Speech Lab Analysis station 4300B with a sam-
pling frequency of 50 kHz and 16 bits of resolution. Pathological registers
contain a wide variety of organic pathologies including nodules, polyps,
oedemas, carcinomas, etc. A perceptual assessment is performed by a speech
pathologist using the GRBAS scale. To summarize some of the statistics of the
dataset, Figure 10.1 introduces an histogram containing the distribution per
age, sex and condition, and per G, R and B labels.

10.1.2 Saarbrücken Voice Disorders database

The SVD database holds a collection of speech registers from more than
2000 normophonic and pathological German speakers [43, 87]. It comprises
recordings of the sustained phonation of vowels /❛/, /✐/ and /✉/ uttered at
normal, high and low pitch, as well as with rising-falling pitch. In addition,
it incorporates recordings of the sentence Guten Morgen, wie geht es Ihnen?

(Good morning, how are you?). Registers have been recorded using a sampling
frequency of 50 kHz and 16 bits of resolution. A subset of the database has
been analysed by a speech therapist to remove registers with a low dynamic
range or interferences. After this process, 1538 registers of speakers aged
between 16 and 69 years are obtained (568 normophonic and 970 pathologi-
cal). These recordings are also assessed by means of the GRBAS scale. Figure
10.2 depicts the distribution of the dataset according to the speaker’s sex,
condition and age, and per G, R, B labels.

10.1.3 Hospital Gregorio Marañón database

The GMar voice disorders database contains recordings of 272 Spanish
speakers uttering the vowels /❛/, /✐/ and /✉/. The database has been
recorded using the MediVoz Captura system [23] with a sampling frequency
of 22050 Hz and 16 bits of resolution. A speech therapist has discarded those
registers contaminated by noise, and has assessed the remaining according
to the GRBAS scale. Since some of speakers had not recorded the three vow-
els, the final set of registers generated for each one of the phonated voice
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Figure 10.1. Histogram summarising some statistics of the HUPA database: (a) dis-
tribution of the labels associated to G, R and B; (b) distribution of the
database according to speaker’s sex, condition and age. The colour is
referred to the sex of the speaker, whereas the lightness (dark or light)
is associated to the condition.

material is as follows: (i) for the vowel /❛/ there are 202 audio recordings
(95 normophonic and 107 pathological); (ii) for the vowel /✐/ there are 190
(94 normophonic and 96 pathological); (iii) whereas for vowel /✉/ there are
176 (86 normophonic and 90 pathological) registers.

The partition containing the registers of the vowel /❛/ is presented in
Figure 10.3, illustrating the distribution of speakers according to their sex,
condition and age, as well as per G, R and B labels.

10.1.4 EUROM database

The EUROM corpora comprises recordings of 60 speakers in each of seven
European languages: Danish, Dutch, British English, French, German, Nor-
wegian and Swedish [82]. It has been explicitly designed to aid the phonetic
comparison of languages, with similar materials and recording protocols. In
this manner, each corpus has been recorded at 20 kHz and 16 bit of reso-
lution in an anechoic room and balancing the acoustic content among the
different languages. For this thesis purposes only the German corpus is em-
ployed, for which a partition within the corpus called Many Talker set is used.
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Figure 10.2. Histogram summarizing some statistics of the SVD database: (a) distri-
bution of the labels associated to G, R and B; (b) distribution of the
database according to speaker’s sex, condition and age. The colour is
referred to the sex of the speaker, whereas the lightness (dark or light)
is associated to the condition.

This subset is conformed by 63 speakers which are asked to perform two
tasks:

Read 100 numbers in the range of 0 to 9999 grouped in 5 blocks of 20.

Read 5 sentences coming from 40 texts.

Unlike the other databases, this does not contain a GRBAS perceptual as-
sessment of voice quality. The distribution of speakers per sex and age is
presented in Figure 10.4.

10.1.5 Albayzin database

The Albayzin database is a Spanish speakers corpora designed for speech
recognition purposes [323]. It is composed of three sets: a phonetic set,
an application set and a Lombard speech set. Despite these three corpora
are available, only the phonetic dataset is of interest for this thesis. The
phonetic corpus contains 6800 recordings uttered by 204 speakers. In total
204 phonetically balanced phrases have been employed. Registers have been
digitised using a sampling frequency of 16 kHz and 16 bits of resolution.



10.1 acoustic material 111

Breathiness Grade Roughness

76
82

130

35

54

34

65

53

27 24

119

0

1

2

3

(a) Distribution of the G, R and B scores.

10 15 20 25 30 35 40 45 50 55 60

1

11

14
13

5

7

1

9

13

18

16

10

1

10

12

9

1

7

0

2

6
7

5 5

Sex

Female

Male

Condition

Normophonic

Pathological

(b) Distribution per sex, age and condition.

Figure 10.3. Histogram summarising some statistics of the GMar database: (a) dis-
tribution of the labels associated to G, R and B; (b) distribution of the
database according to speaker’s sex, condition and age. The colour is
referred to the sex of the speaker, whereas the lightness (dark or light)
is associated to the condition.
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Figure 10.4. Histogram summarising the distribution of the EUROM database accord-
ing to speaker’s sex and age.

10.1.6 PhoneDat database

PhoneDat consists of two corpora: PhoneDat-I and PhoneDat-II. For this
thesis purposes only PhoneDat-I is employed (from now on referred simply
as PhoneDat). This corpus contains 200 phonemically balanced artificial Ger-
man sentences and two readings, namely "the North wind" fable and "a Butter

story" [324]. The database contains around 20000 files which have been ut-
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tered by 200 German speakers. All registers have been recorded data at a
sampling rate of 16 KHz with a 16 bit encoding.

10.1.7 Massachusetts Ear and Eye Infirmary database

The MEEI voice disorders database contains 710 recordings of English
speakers, phonating the vowel /❛/ and reading the first sentence of the
Rainbow passage [83]. The database has been recorded at sampling frequen-
cies ranging from 10kHz to 50 kHz. To ensure a balance in the pathologies
under study, a subset of the dataset is chosen in [39]. The resulting par-
tition comprises 226 speakers: 173 pathological and 53 normophonic. The
registers have been previously edited to remove the beginning and ending
of each utterance, and hence omitting the effects of vowel onsets and offsets.

10.1.8 Hospital Doctor Negrín database

The DN database has been recorded in Las Palmas de Gran Canarias, Spain.
It is composed of 181 registers, recorded at 22050 Hz, of Spanish speakers
phonating the vowel /❛/. Only a partition of 130 registers has been used in
this thesis, with some of the statistics of this dataset depicted in Figure 10.5.
Since no information about the age of the speakers is provided, the graphic
contains the distribution according to the sex, condition, and referred to the
distribution of G, R and B labels.
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Figure 10.5. Histogram summarizing some statistics of the DN database: (a) distri-
bution of the labels associated to G, R and B; (b) distribution of the
database according to speaker’s sex and condition.
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Figure 10.6. Histogram presenting the distribution of G, R and B labels, in the ATIC

database.

10.1.9 Aplicación de las Tecnologías de la Información y Comunicaciones database

The ATIC database contains recordings of 79 Spanish speakers (58 dyspho-
nic and 21 normophonic) phonating the vowel /❛/ [325]. Pathological voices
have been obtained from public and private Otorhinolaryngology services in
Málaga, Spain, whereas normophonic speakers are recorded from teachers
and students recruited at Málaga University. Registers have been recorded
in quiet rooms under controlled conditions, digitized at 44100 Hz and 16
bits of resolution.

The voice samples have been perceptually labelled by three judges using
the GRBAS scale, but omitting A and S. Perceptual evaluation of all the tracks
was carried out by the three judges in a session of approximately 50 minutes.
To promote consensus among evaluations two actions are performed:

A written guide defined the procedure for rating the G, B and R traits.

The quantization levels of each trait are augmented by adding decimals
between the 0-1-2-3 categories. Specifically, each interval is split into
two sub-intervals. The limits of all the resulting quantization levels
are explicitly described in the written protocol. After the completion
of the perceptual evaluation of all the voice samples, the decimals are
eliminated to provide the commonly used 0-1-2-3 score. The raters
unanimously agreed to eliminate decimals by rounding to the nearest
integer towards zero. Finally, for each sample that did not get the same
rating, a re-evaluation process was carried out in which the judges
worked together to give a final rating obtained by consensus.

Besides this rating, an independent assessment is made by the speech
therapist whom evaluated the other databases in this paper. The distribution
of the G, R and B labels obtained in her assessment are in Figure 10.6.

10.2 experiments

As discussed before, two major sets of experiments are to be examined,
one related to voice pathology detection and the other to voice pathology
assessment. In order to facilitate comparison of results the next procedures

are always considered before the actual test is performed:
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To train systems using UBM models, registers are downsampled to the
frequency of the ancillary databases with the lowest sampling rate. In
this regard and when considering sustained phonation, registers are
down-sampled to 20 kHz, whereas in trials involving running speech,
the sampling frequency is set to 16 kHz.

A max-normalisation is applied in such a manner that for a signal s[t];
its normalised version, snorm[t], is as follows:

snorm[t] =
s[t]

max{s[t]}

where max{·} represents the maximum value in the register.

Each major experiment (detection or assessment) is composed of several
sub-tests that are carried out after considering different experimental condi-
tions. At the same time, each sub-test is composed of trials. In other words,
there exists a hierarchy where the experiment is first defined, then the sub-
test and lastly the trial. For the sake of clarity, each individual trial is to
be referred by a name that describes the type of analysis that is carried out.
In this manner, the prefix D or A is employed to distinguish between the
detection or assessment experiments respectively. This letter is followed by a
number referred to the sub-test under analysis. Finally, the particularities of
the trial are explained within the sub-test by using the symbol "_" followed
by further information about the test. As a matter of example, a trial with
the name "D1_HUPA" is referred to a detection experiment, under the condi-
tions of the sub-test 1. The particularity of the trial (employment of the HUPA

database) is expressed by the "HUPA" suffix. With these considerations in
mind, the remaining of this chapter is devoted to describing all the trials
that are examined in this thesis for both detection and assessment tasks.

10.2.1 Detection experiments

Within this category are enclosed all the experiments referred to the clas-
sification of dysphonic vs. normophonic voices. The aim is to explore the
influence of different variability factors that typically affect the performance
of automatic voice pathology detection systems. Additionally, the influence
that classification techniques -of great use in the speech recognition field-
and which aim to compensate for variability factors is tested out. In total, 4
detection sub-tests are defined as presented in the next paragraphs.

10.2.1.1 Sub-test D1: effects of extralinguistic traits.

The effects of extralinguistic traits (e. g., sex, age) in the design of AVQA

systems is explored. The interest of such an approach is related to the con-
struction of hierarchical-like schemes that address the variability introduced
by other extralinguistic factors separately. As a result, the complexity of the
voice pathology detection task is decreased, simpler signal processing mod-
els are generated, and a subsequent performance improvement is expected.
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Figure 10.7 depicts a multi-stage system on which the detection problem is
handled separately for each one of the sexes. Then, a further decomposi-
tion is carried out to account for the age of the speakers. In this scenario,
the extralinguistic information is known beforehand, as it might have been
retrieved from the patient’s medical history or by any other means.

Figure 10.7. Sub-test D1: hierarchical system based on decomposing the partition of
speakers according to sex and age. At the end, several AVQA systems
are designed for each one of the subgroups resulting from the decom-
position. Note how the male and female children’s partition can be
grouped due to the acoustical similarity of both groups.

Four trials which investigate the influence of sex and age in the detection
of voice pathologies are performed. To restrict the number of analyses, only
the datasets containing recordings of the vowel /❛/ are considered. For
analysing the impact of the sex of the speakers in detection tasks, a sex-

independent and a sex-dependent system (an AVQA system for female speakers
and another for males) are designed. Similarly, and for studying the in-
fluence of the age of the speakers, an age-independent and an age-dependent

detection system are considered. It is noteworthy the significant imbalance
in the age distribution of the speakers for all databases as observed from
Figures 10.3, 10.1 and 10.2. For this reason, only the HUPA is to be utilised as
it holds the most balanced partition of speakers in terms of age. One major
difficulty that arises in the design of the age-dependent system comes from
having to set limits between age groups (e.g, children are those younger than
16, etc.). Since the major events in vocal quality are related to hormonal and
structural changes due to the ageing process, and these vary from person to
person, it is certainly impossible to set a unique limit that separates young
from older populations. For this reason, and following pragmatic reasons re-
specting the number of available speakers, the HUPA dataset is divided into
two age groups: older adults if aged over 50, and young adults if younger than
50 and older than 25. The 50 years limit is defined as to include the largest
amount of population that have experienced events such as the menopause
in females, or the laryngeal ossification and calcification processes in males.
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The 25 years inferior limit is set to avoid the impact of hormonal changes due
to puberty. A depiction of the age distribution using the proposed partition
is presented in Figure 10.8. As observed there is still some imbalance, that
is partially reduced when the aforementioned age groups are considered.
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Figure 10.8. Trial D1_HUPA_age: age distribution for the HUPA partition for patients
aged over 25, using bins of 5 years.

The trials which compose the current sub-test are the following:

Trial D1_HUPA_sex: sex-dependent and sex-independent systems trained
using the HUPA database.

Trial D1_SVD_sex: sex-dependent and sex-independent systems
trained using the SVD database.

Trial D1_GMar_sex: sex-dependent and sex-independent systems trained
using the GMar database.

Trial D1_HUPA_age: age-dependent and age-independent systems trained
using the HUPA database.

The setup followed for all the trials is presented in Figure 10.9, where the
partition block is referred to decomposing the database according to age or
sex of the speaker, and each one of the stages is described next:

1. Preprocessing: 50% overlapped Hamming windows of 40 ms length are
employed as the acoustic material is composed of sustained vowels.

2. Characterisation: MFCC features are extracted. The number of MFCC

coefficients is varied between 10 and 20 with steps of 2.

3. Classification: decision making is carried out using a GMM classifier,
varying the number of Gaussian components as {2i} : i ∈ Z; 1 ≤ i ≤ 9.

4. Evaluation of results: a k-folds procedure has been employed setting the
number of folds to k = 11 for the experiments evaluating the influence
of the sex and k = 20 to those where age is explored. The latter is
to account for the data imbalance and the reduced number of record-
ings of the database partitioned according to age. AUC is the preferred
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measure of performance evaluation. DET curves and the standard per-
formance metrics for a binary classifier (described in Section 9.3) are
also considered.

50% overlap between frames

Resaﾏpliﾐg → ヲヰ kHz
Norﾏalizatioﾐ → sぷtへ/ﾏaxふsぷtへぶ

Characterization MFCC → ヱヰ:ヲ:ヲヰ
GMM
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Diagonal Covariance Matrix
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Preprocessing

Classification

Evaluation of 

results
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Figure 10.9. Sub-test D1: hierarchical detection of voice pathologies.

10.2.1.2 Sub-test D2: variability due to the acoustic material and the type of fea-

tures.

Sub-test D2 contains the most extensive battery of trials among all exper-
iments. The interest on doing so is two-fold. On one hand, the majority of
works in literature explore either the use of sustained phonation, continuous
speech or voiced segments extracted from speech signals. However, there are
few works that directly compare different types of acoustic material in AVQA

methodologies. On the other, and since no single feature can offer enough
discrimination power to completely characterise the properties of dyspho-
nia and normophonia, it is of great interest to study which sets -and specif-
ically which characteristics- render the best results in discrimination tasks.
This might, potentially, permit the design of robust AVQA systems based on
complementary features describing distinct properties of speech production.
Likewise, the study of these characteristics with differing speech material
might provide hindsight about the consistency of the features.

The acoustic material that is going to be employed includes registers of the
vowels /❛/, /✐/ and /✉/ phonated at normal pitch, belonging to the HUPA,
SVD and GMar corpora; and recordings of the running speech sentence Guten

Morgen, wie geht es Ihnen? of the SVD database. It is important to remark that
using running speech or sustained phonation affects the type of features that
can be tested. In particular, some characteristics cannot be extracted from
running speech utterances, as they rely on conditions that cannot be always
met with such acoustic material. One example is encountered when consid-
ering noise features that depend on having a periodic glottal excitation, as-
sumption that cannot be fulfilled on unvoiced segments of speech. Another
example is found with some nonlinear features that presume stationarity
(condition that is lost during phoneme transitions) or complete determin-
ism (assumption not accomplished when considering unvoiced segments
of speech). As an alternative to directly analysing running speech, litera-
ture often reports procedures based on retrieving voiced segments of speech



118 experiments

through voiced-unvoiced algorithms [147, 190]. This however implies to dis-
regard information that might be considered informative, specially in certain
pathologies when articulation is of importance.

In the most generic case, for sustained phonation or voiced segments ex-
tracted from speech, 4 major sets of features can be computed as introduced
in Table 10.1 and as defined next:

1. The Perturbation (Pert) set encompasses NNE, CHNR and GNE.

2. The Spectral/Cepstral (SpecCeps) set contains PLP, MFCC, CPPS and LHr.

3. The Modulation Spectrum (MSs) set is composed of MSH, CIL, RALA,
MSP25, MSP75 and MSP95.

4. The fourth approach defines subsets for either the Uniform Embedding

(Ue) or Non-Uniform (NUe) sets. The subdivision is taken into account
to group characteristics measuring the same properties. Hence:

a) A first subset comprises Dynamic Invariants (DynInv) extracted
from the attractor such as the classical dimensionality estimators
D2, LLE, and another invariant characterising recurrence proper-
ties of the attractor such as the RPDE.

b) The second sub-set consists of features extracted directly from the
time series and which measure long-range correlations: the Long-

range Correlation (LongRange) set. It includes he, and DFA.

c) The third subset includes Regularity Features (Reg) which are based
on entropy-like quantifiers and that might be extracted from both
the time series or from the embedded attractor. It encompasses
ApEn, SampEn, mSampEn, GSampEn and FuzzyEn.

d) Finally, the fourth subset includes Entropy Features based on the

Reconstruction (EntAtt) such as PE, rHMMEn and sHMMEn.

Table 10.1. Sets and subsets of features employed during this thesis.

Set Subset Features

Pert - NNE CHNR GNE

SpecCeps - PLP MFCC CPPS LHr

MSs - MSH CIL RALA MSP25 MSP75 MSP95

Ue/NUe

DynInv D2 LLE RPDE

LongRange he DFA

Reg ApEn SampEn mSampEn GSampEn FuzzyEn

EntAtt rHMMEn rHMMEn FuzzyEn

By contrast, running speech can be only characterised with the SpecCeps set
described above (when no voiced/unvoiced detector is employed). Having
this into account, the trials within the current sub-test are described next:

1. Sub-test considering sustained phonation: these trials are based on the
analysis of the sustained vowels /❛/, /✐/ and /✉/, and employing the
totality of features presented in Table 10.1. The trials are as follows:
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Trial D2_HUPA-A: considers registers of the vowel /❛/ belonging
to the HUPA partition.

Trial D2_SVD-A: considers registers of the vowel /❛/ belonging
to the SVD partition.

Trial D2_GMar-A: considers registers of the vowel /❛/ belonging
to the GMar partition.

Trial D2_SVD-I: considers registers of the vowel /✐/ belonging to
the SVD partition.

Trial D2_GMar-I: considers registers of the vowel /✐/ belonging to
the GMar partition.

Trial D2_SVD-U: considers registers of the vowel /✉/ belonging
to the SVD partition.

Trial D2_GMar-U: considers registers of the vowel /✉/ belonging
to the GMar partition.

2. Sub-test considering running speech: These trials are based on the analy-
sis of the running speech recordings of the SVD database:

Trial D2_SVD-RS: Trial using the sentence of the SVD corpus and
the SpecCeps set.

Trial D2_SVD-RS-Vd: Trial using the voiced segments of the sen-
tence and the totality of features presented in Table 10.1. For the
detection of voiced segments, the Munich Automatic Segmentation

system (MAUS) software has been employed.

Each trial follows the methodological stages presented in Figure 10.10,
which are described next:

1. Preprocessing: for the trials based on sustained phonation different window
lengths are utilised depending on the type of characteristic under study.
In this manner, Hamming windows of 40 ms length are employed for
Pert and SpecCeps sets as suggested in [85]. Hamming windows of 55
ms length are used in the Ue and NUe sets as in [201]; whereas for MSs

experiments, Hamming windows of 180 ms length are utilised as in
[219, 220]. For the trials involving running speech, two scenarios are con-
sidered. First, when retrieving voiced segments, the window length is
fixed as in the case of sustained phonation. The second is when using
the running speech material directly. In this case, the window length
is varied in the range of 10 to 30 ms with 5 ms steps. These values
are selected not to violate the stationarity assumptions. In addition,
silence removal procedures are employed to avoid the characterisation
of unwanted segments which might undermine performance.

2. Characterisation: the following degrees of freedom are considered for
both running speech or sustained phonation experiments. Within the
SpecCeps set, the number of PLP and MFCC coefficients are varied in the
range of 10 to 20 with steps of 2 coefficients. Considering the MSs set,
the MS are calculated using 1024 modulation and 128 acoustic bands
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as in [220]. The Ue and NUe sets differs only on if the reconstruction
uses τ or ~ζopt respectively. Both sets requires to fix the dimension de

to allow a proper comparison of results. To make this possible, de has
been computed in a short-time analysis procedure using 55 ms Ham-
ming windows, using all the available recordings of the /❛/ vowels
in the HUPA, SVD and GMar databases. A histogram is then computed
as shown in Figure 10.11. The maximum value obtained among all
registers is de = 8, and thus, is fixed as the embedding dimension for
the remaining of the tests. Regarding the Reg subset, the tolerance r is
set to 0.35 std {s[t]} as in [201], where std(·) stands for the standard
deviation. In the same manner, to reconstruct the state vectors for the
calculation of the regularity estimators, the delay used in the recon-
struction (τ or ~ζopt) is employed, since this permits the avoidance of
autocorrelation effects that might compromise the calculation of the
features [279]. By contrast, the dimension dm can be set either to the
same value of de (thus making the regularity estimate dependent on
the embedding), or simply setting de = 2 as it is often considered in
literature [274]. For the sake of completeness both dm parameters are
to be tested, and thus the results are to be referred to either Ue–dm=2
or Ue–dm=de.With respect to the EntAtt subset, the number of states nθ

is fixed to 6 and the number of symbols nv is fixed to 32 as in [201].

3. Classification: GMM classifiers are employed since the objective of the
current experiment is not to obtain the best absolute performance but
to compare the outputs of different systems. The number of Gaussian
components is varied in the set {2i} : i ∈ Z; 1 ≤ i ≤ 9.

4. Evaluation of results: AUC is the preferred measure of performance eval-
uation. A k-folds procedure has been employed setting the number of
folds to k = 11. DET curves and the standard performance metrics for
a binary classifier described in section 9.3 are considered for each one
of the aforementioned sets of features. In addition ρ and ρR are also
obtained as to measure the degree of correlation between each charac-
teristic and their class membership (normophonic or dysphonia).

10.2.1.3 Sub-test D3: testing out the performance of GMM-based classifiers

This third sub-test investigates the performance of UBM-based classifiers in
conjunction with MFCC features, a setup that has been proven useful in sev-
eral speech recognition tasks but that has not been widely explored in AVQA

systems. It is expected that such classifiers compensate for all the sources of
variability affecting the classification task, hence improving performance. In
this experiment only the registers of the vowel /❛/ and running speech be-
longing to the SVD partition are examined. The experiment using sustained
phonation is named Trial D3_SusPho and explores three conditions that are
defined in accordance to the auxiliary databases that are used to train the
UBM and compensation models:

Condition C1: employs normophonic registers of the HUPA corpus.
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Figure 10.10. Sub-test D2: automatic detection of voice pathologies using diverse
sets of features and acoustic material.

Figure 10.11. Sub-test D2: histogram of the values of de using utterances of the sus-
tained vowel /❛/ of the SVD, HUPA and GMar databases, using short-
time analysis and windows of length 55 ms. The maximum value that
is observed is 8, thus, it is set as de for the embedding tasks.

Condition C2: uses normophonic and dysphonic recordings of HUPA,
MEEI and GMar (vowel /❛/ only) to test out the effect of increasing the
number of registers.

Condition C3: employs normophonic data of HUPA, MEEI, GMar and
voiced segments of EUROM, to compare the influence of using acous-
tic material coming from different speech tasks (running speech, sus-
tained vowels /❛/, /✐/ or /✉/). With respect to EUROM, the voiced seg-
ments are used to match as much as possible to the acoustic content of
the SVD partition. Since there is no access to the phonological transcrip-
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tion of the audio files, the voiced segments are extracted automatically
by means of the MAUS software [326].

For the trial using running speech, Trial D3_RS, diverse ancillary databases
are employed during the training of UBM and compensation models:

Condition C1: employs normophonic and dysphonic recordings of the
vowels /❛/, /✐/, /✉/ of the HUPA and GMar databases, plus normo-
phonic voiced segments of the EUROM and Albayzin corpora.

Condition C2: considers normophonic-only recordings of the vowels
/❛/, /✐/, /✉/ of the HUPA and GMar databases, plus normophonic
voiced segments of the EUROM and Albayzin corpora.

Condition C3: characterises the normophonic sentences of MEEI, EUROM
and Albayzin.

Condition C4: characterises the normophonic sentences of EUROM.

Condition C5: characterises the normophonic sentences of EUROM and
PhoneDat.

The experimental setup for the sub-test D3 is introduced graphically in
Figure 10.12, whereas each stage is described as follows:

1. Preprocessing: for the sustained phonation experiments, 40 ms Ham-
ming windows with a 50% of overlapping between consecutive frames,
are employed to ensure that each frame contains at least one pitch
period [85]. For the running speech experiments, the length of the win-
dow is defined according to the outcomes of Trial D2_SVD-RS where
this parameter has been varied in the range 10 : 5 : 30 ms.

2. Characterisation: MFCC features are extracted from each one of the frames
obtained in the preprocessing stage. The number of MFCC coefficients
is varied between 10 and 20 with steps of 2 coefficients.

3. Decision machines: GMM, GMM-UBM, IV, PLDA and GMM-SVM classifiers
are employed. The number of Gaussian components is varied in such
a manner that {2i} : i ∈ Z; 1 ≤ i ≤ 9. The MAP-adaptation parameter
αg is set to 15, a typical value in speech recognition applications. For
IV, the size of the latent factors are varied as rt = [20, 35, 50, 65, 80, 95];
whereas for PLDA the size of the latent factors are varied in the range
rh = [10, 25, 40, 55].

4. Evaluation of results: a k-folds procedure has been employed setting the
number of folds to k = 11. Due to the data imbalance, ACC might not
be the best measure of performance since it might bias results towards
the majority class. To avoid such a problem, AUC is the preferred mea-
sure of performance evaluation [327]. In addition to AUC, DET curves,
and the standard performance metrics for a binary classifier described
in section 9.3 are considered. It is worth to remark that only the best
results within conditions are to be depicted in the DET curves, as the
interest is on getting to know which acoustic material provides the best
performance.
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Figure 10.12. Sub-test D3: automatic detection of voice pathologies using UBM-based
classifiers. Recordings of the sustained vowel /❛/ belonging to the SVD

database are used as target. rh and rt are the sizes of the latent factors
in the IV and PLDA models respectively.

10.2.1.4 Sub-test D4: Combination of the best systems.

The last detection sub-test aims at designing an AVQA system built around
the lessons learnt with the first three sub-tests. Presumably it is to be of a hi-
erarchical type, if including a-priori information about other extralinguistics
traits turn out to be informative according to the results of sub-test D1. The
best features chosen in sub-test D2 are also employed. If any of the GMM-
based classifiers of sub-test D3 is also useful in improving performance, then
it will also be included. At the end, the idea is to design an AVQA system ca-
pable of generalising results using the most consistent information obtained
in all the previous sub-tests. In addition, all the acoustic material available
for a certain database is also used to provide a single decision about the
condition of speakers. To this end, each one of the AVQA systems designed
for each speech task are fused via logistic regression.

Two trials are considered in the current sub-test:

Trial D4_SVD, which provides a single decision about the condition of
patients by combining the results of the systems based on the vowels
/❛/, /✐/, /✉/ and the running speech task of the SVD database.

Trial D4_SVD_CrossDatabase, which is designed to test the capabilities
of the system presented in trial D4_SVD in a cross-database scenario.
In particular, the system is assessed using the HUPA, ATIC, DN and GMar

corpora.

The methodological stages that are followed in both trials are presented
in Figure 10.13 and are described next:
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1. Preprocessing: for the sustained phonation experiments, 40 ms Ham-
ming windows with a 50% of overlapping between consecutive frames
are employed, ensuring that each frame contains at least one pitch
period [85]. For the running speech experiments, the length of the
window is defined according to the outcomes of trial D2_SVD-RS. Fi-
nally, a hierarchical system is to be used if any of the extralinguistics
is informative, according to the results of sub-test D1.

2. Characterisation: two systems are considered. The first is designed with
characteristics providing the best results in sub-test D2. Since it is
not possible to directly combine sets of features of different type -as
windows sizes differ across sets of characteristics- a reparametrisation
is performed, modifying the overlap in such a manner that the same
number of frames are produced no matter the characteristic that is em-
ployed. This procedure is made to modify the overlapping factor but
to conserve the original window length. The resulting characteristics
are then concatenated and employed for the analysis with the feature
selection techniques presented in section 8.3; namely, MIM, JMI, mRMR.
To generalise results across databases, acoustic material and features,
a scoring procedure is now performed. In this manner and with the re-
sults of the ranking techniques and for a certain database, the scoring
procedure rewards the best features with a low score, while penalizing
the worst with a large value. These scores are then summed up across
databases and feature selection techniques. At the end, the features
with the lowest scores are regarded as the most informative and con-
sistent and are employed for further testing. A graphic summarising
the scoring procedure is introduced in Figure 10.14. In addition to this
system, another is designed with MFCC features as it is to be used for
the UBM-based classifiers. For this system, and if including extralin-
guistic improves performance according to sub-test D1, the number of
MFCC coefficients is varied between 10 and 20 with steps of 2; otherwise
the parameter rendering the best results in sub-test D2 is used.

3. Decision machines: GMM classifiers are used to train the system employ-
ing the most consistent set of features. The MFCC system utilises the
classifiers that render the highest efficiency as given by the results of
sub-test D3. The number of Gaussian components is varied in such a
manner that {2i} : i ∈ Z; 1 ≤ i ≤ 9. The MAP-adaptation parameter αg

is set to 15 as it is typically done in speech recognition applications. For
IV, the size of the latent factors are varied as rt = [20, 35, 50, 65, 80, 95];
whereas for PLDA the size of the latent factors are varied in the range
rh = [10, 25, 40, 55].

4. Fusion of results: a logistic regression is employed to fuse the system us-
ing the most consistent features and a GMM classifier, and the system
based on MFCC and UBM-based classifiers. A further fusion is consid-
ered to combine the information coming from diverse speech tasks,
and thus, to provide a single decision about the condition of speakers.
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5. Evaluation of results: a k-folds procedure has been employed setting the
number of folds to k = 11. To allow the fusion of results it has been
ensured that each partition contains the same number of recordings,
and each one of the generated folds is similar to each other. AUC, DET

curves, and the standard performance metrics for a binary classifier
described in section 9.3 are considered.

Figure 10.13. Sub-test D4: AVQA system using the best sets of features found in sub-
test D2, the best classifiers of sub-test D3 and the extralinguistic traits of
sub-test D1. A logistic regression fusion procedure is also considered.

10.2.2 Assessment experiments

Within this category are enclosed all the experiments referred to the as-
sessment of dysphonic voices. The goal is to design AVQA systems capable
of estimating the level of dysphonia according to the GRBAS scale (disregard-
ing A and S due to their lack of consistency). The assessment experiments
are performed on the partitions of the vowel /❛/ of HUPA, SVD and GMar

datasets. In addition, the ATIC and DN databases are to be used for evaluation
purposes. Four sub-tests, which are explained in the following subsections,
are considered in this experiment.

10.2.2.1 Sub-test A1: Prediction of G, R and B using different sets of features.

Sub-test A1 considers the relationship between diverse sets of features and
their G, R and B gradings. Since all databases to be investigated are of
sustained phonation, the features that are presented in Table 10.1 can be
also employed in here. Three trials are defined:
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Figure 10.14. Sub-test D4: scoring procedure for selecting the most consistent char-
acteristics among databases, feature selection techniques and acoustic
material.

Trial A1_HUPA: considers recordings of the vowel /❛/ belonging to the
HUPA dataset.

Trial A1_SVD: employs the registers of the sustained phonation /❛/ in
the SVD database.

Trial A1_GMar: uses recordings of the vowel /❛/ belonging to the GMar

dataset.

The setup followed for all the trials during sub-test A1 is presented in
Figure 10.15 and can be described as follows:

1. Preprocessing: as in the detection experiments, Hamming windows of
40 ms length are used in the study of Pert and SpecCeps, of 55 ms length
in the Ue and NUe sets, whereas windows of 180 ms length are utilised
for the MSs set. The overlap is modified as to ensure that the four
groups of features produce the same number of frames.

2. Characterisation: the same degrees of freedom considered during sub-

test D2 are followed in the current trial. Hence, PLP and MFCC coeffi-
cients are varied in the range of 10 to 20 with steps of 2 coefficients.
For the features of the MSs set, the MS is calculated using 1024 modula-
tion and 128 acoustic bands. For Ue and NUe, de has been set to 8, the
tolerance r in the Reg features is set to 0.35 std(s[t]). In the EntAtt subset,
the number of states nθ is set to 6 and the number of symbols nv to 32.

3. Classification: ordinal classification is carried out using POM and ELMOP.
The number of hidden layers in the ELMOP algorithm is varied in the
range of 5 to 95 with steps of 15.

4. Evaluation of results: multiclass performance metrics, correlation mea-
sures and descriptors accounting for the errors in the ordering are cal-
culated.



10.2 experiments 127
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Figure 10.15. Sub-test A1: methodology for predicting G, B and R, using different
sets of features.

10.2.2.2 Sub-test A2: Generalisation of results through feature selection methods.

The objective of sub-test A2 is to study deeper the results obtained during
sub-test A1. The idea is to construct a generalist system, trained using data
of the three datasets, with the aim of providing a prediction about the level
of dysphonia using the G, B and R traits. Moreover, since the GRBAS eval-
uations are provided by the same specialist, the system is expected to model

the perceptual capabilities of this speech therapist. In addition, and unlike other
automatic grading systems found in literature, it also accounts for the con-
tinuous nature of the assessment task. In this manner, and despite being
trained using discrete GRBAS ratings, the system outputs a continuous value
characterizing the grade of pathology perceived in the input voice. One sin-
gle system is designed using the data of the three databases. This is later
evaluated by means of three cross-database trials:

Trial A2_SVD: trial using a subset of the SVD database for assessing
results. At least 50 registers labelled 0, 50 labelled 1, and so on are
chosen from the whole corpus. In total 242 recordings are selected for
evaluation purposes.

Trial A2_DN: trial using the 130 recordings of the DN dataset for assess-
ing results.

Trial A2_ATIC: trial using the 79 registers of the ATIC dataset for assess-
ing results.

The setup used during the trials is presented in Figure 10.16, and details
about each one of its parts are presented next:
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Dimensionality reduction: three dimensionality reduction filter methods,
MIM, mRMR and JMI, are employed to rank features from the most to
the least relevant in the HUPA, SVD and GMar datasets. This procedure
is repeated for each one of the traits ( G, B and R).

Selection of consistent characteristics: since the objective is to design a
single system capable of generalising results, a scoring procedure is
employed to select the best global set of features amongst databases
and ranking algorithms. The same scoring procedure used in sub-test

D4, and illustrated in Figure 10.14 is employed.

Selection of most representative segments: since the reduced matrix of the
previous stage contains registers of the three databases, it might be
reasonable to select only the most representative utterances describing
a certain trait. This process resembles an "outlier removal" procedure
which is applied as to find a more compact set of utterances. Due
to the multidimensional nature of the features space, traditional out-
lier removal techniques cannot be applied. Instead, a GMM classifier
is trained with one Gaussian for modelling the multidimensional ma-
trix of features. Then, log-likelihood scores are computed for each
utterance (segment) in the supermatrix. Next, scores are analysed by
means of percentiles, removing those utterances with scores below the
median and conserving the remaining for further testing.

Machine learning and evaluation of results: POM and ELMOP ordinal clas-
sifiers are utilised, varying the number of hidden layers in the ELMOP

algorithm in the range of 5 to 95 with steps of 15. Multiclass perfor-
mance metrics, and descriptors accounting for the errors in the order-
ing are calculated for the ordinal regression classifiers. The system is
further analysed by means of a Gaussian regressor that provides con-
tinuous evaluations. These are assessed by means of error metrics such
as RMSE and MAE. The number of Gaussians in the regressor is varied
in the set {2i} : i ∈ Z; 1 ≤ i ≤ 5.

Figure 10.16. Sub-test A2: automatic grading system based on the GRBAS scale,
trained using data from HUPA, SVD and GMar databases.
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10.2.2.3 Sub-test A3: influence of sex in automatic assessment tasks.

Just as in the detection experiments, the current sub-test explores the ef-
fects of accounting for the sex of the speaker in the design of automatic
assessment systems. In this manner, the same methodology of sub-test A2

is followed to construct two systems: one trained with the evaluations of fe-
male speakers and the other with the evaluation of males. During the testing
phase, and depending of the sex of the speaker, one of the models generates
a decision about the level of dysphonia of the voice according to the G, B

and R traits. Then, the results of male and female systems are combined
to provide a unique measure indicating the performance of the hierarchi-
cal system. Similarly to sub-test A2 the sex-dependent systems are designed
with the SVD, GMar and HUPA corpora, whereas testing is performed in three
cross-database trials:

Trial A3_SVD: trial using a subset of the SVD database for assessing
results. At least 50 registers labelled 0, 50 labelled 1, and so on are
chosen from the whole corpus. In total 242 recordings are selected for
evaluation purposes.

Trial A3_DN: trial using the 130 recordings of the DN dataset for assess-
ing results.

Trial A3_ATIC: trial using the 79 registers of the ATIC dataset for assess-
ing results.

The setup used during the trials is the same presented in Figure 10.16 and
described during sub-test A2.

10.2.2.4 Sub-test A4: clinical validation of Gaussian regression systems.

This experiment is aimed at analysing the reliability of the gradings pro-
vided by the Gaussian regressors in sub-test A2, as assessed by a speech
therapist. Two assessment tasks are defined in this experiment. In the first

task, the evaluator is asked to provide a blind assessment of the registers af-
ter having re-imagined the GRBAS scale in a continuous fashion. To this end,
the registers employed in the previous stage are duplicated and randomised,
thus obtaining a total of 484 registers for the SVD and 244 recordings for the
DN dataset. By doing so, it is possible to obtain two assessments per regis-
ter, and thus analyse the consistency of the specialist. In addition, the ATIC

database has been evaluated once. An illustration of the Matlab® application
presented to the evaluator is pictured in Figure 10.17. This contains a slider
which can be moved freely in the range 0 to 3, and that includes labels in
values 0, 1, 2 and 3.

During the second task, the evaluator is inquired to supply a qualification

about the accuracy of the labels predicted by the automatic system, during
the Gaussian regression procedures of sub-test A2 (or sub-test A3 if including
information about the sex of the speaker is relevant). If any of the labels is
too far from what it can be considered acceptable, the evaluator should move
the slider to correct the evaluation. The errors between the labels provided
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Figure 10.17. Sub-test A4: Matlab® application given to the speech therapist to pro-
vide a blind assessment about voice quality.

by the evaluator and the achieved by the detector are measured by means
of RMSE and MAE. In this case the application is the same one introduced in
Figure 10.17, but having set the values of the sliders to the predicted value
of the AVQA system. This procedure is considered for the ATIC and the DN

database. In summary, the evaluator is asked to perform the first task once
using the ATIC database, and twice for the SVD and DN corpora (by using the
randomisation procedure explained previously). Moreover, the second task
is performed using the ATIC and DN partitions.

10.3 discussion

The current section has introduced all the trials to be performed in this
thesis. Two major sets of experiments are defined: one for the automatic
detection, and the other for the automatic assessment of voice pathologies.
There is a total of 4 detection and 4 assessment sub-tests, which in turn
are composed of several trials. A table summarising all the trials to be per-
formed is presented in Table 10.2. In addition, a summary of the databases
and their use is introduced in Table 10.3.
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Table 10.2. Summary of all the trials to be performed in this thesis. RS. stands for
running speech. In parenthesis the type of speech material that is used.

Experiment Sub-test Particularities Trial Dataset

Detection

1

Influence of
extralinguistics,
e. g., age and sex

D1_HUPA_sex HUPA (/❛/)

D1_SVD_sex SVD (/❛/)

D1_GMar_sex GMar (/❛/)

D1_HUPA_age HUPA (/❛/)

2

Influence of
different sets of
characteristics
and acoustic
material

D2_HUPA-A HUPA (/❛/)

D2_SVD-A SVD (/❛/)

D2_GMar-A GMar (/❛/)

D2_SVD-I SVD (/✐/)

D2_GMar-I GMar (/✐/)

D2_SVD-U SVD (/✉/)

D2_GMar-U GMar (/✉/)

D2_SVD-RS SVD (RS.)

D2_SVD-RS-Vd SVD (voiced segments RS.)

3

UBM-based
classification

D3_SusPho SVD (/❛/ in 3 conditions)

D3_RS SVD (RS. in 5 conditions)

4 Best system D4 SVD (/❛/, /✐/, /✉/, RS.)

Assessment

1

Analysis of
features and
subset of features

A1_HUPA HUPA (/❛/)

A1_SVD SVD (/❛/)

A1_GMar GMar (/❛/)

2
Design generalist
system

A2_SVD SVD (/❛/ )

A2_DN DN (/❛/)

A2_ATIC ATIC (/❛/)

2 Sex-dependent
generalist system

A2_SVD SVD (/❛/ )

A2_DN DN (/❛/)

A2_ATIC ATIC (/❛/)

4 Clinical validation A4 SVD, DN and ATIC (/❛/)

Table 10.3. Summary of all the databases employed in this thesis.

Database Speech tasks Language Use GRBAS Reference

SVD
Vowels /❛/ /✐/ /✉/
at normal pitch; run-
ning speech

German Main experiments yes 10.1.2

HUPA Vowel /❛/ Spanish Main experiments yes 10.1.1

GMar Vowels /❛/ /✐/ /✉/ Spanish Main experiments yes 10.1.3

EUROM Running speech German Ancillary database no 10.1.4

PhoneDat Running speech German Ancillary database no 10.1.6

Albayzin Running speech Spanish Ancillary database no 10.1.5

MEEI Running speech English Ancillary database no 10.1.7

ATIC Vowel /❛/ Spanish Cross-database
trials; assessment

yes 10.1.9

DN Vowel /❛/ Spanish Cross-database
trials; assessment

yes 10.1.8

Partition of SVD Vowel /❛/ German Assessment yes 10.2.2.2
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R E S U LT S O N V O I C E PAT H O L O G Y D E T E C T I O N

This chapter is devoted to evaluate the influence of distinct variability
factors on automatic voice pathology detection systems. In total 4 sub-tests
are conducted:

Sub-test D1: designed to test the effects of including extralinguistic
information, such as age and sex, in hierarchical AVQA systems. The
employed methodology has been presented in section 10.2.1.1.

Sub-test D2: designed to test the effects of the speech material in AVQA

systems, through a set of experiments involving recordings of diverse
nature. Additionally, several sets of characteristics are employed to dis-
cover the features that provide the best performance. The methodology
that has been followed is presented in section 10.2.1.2.

Sub-test D3: includes the techniques typically employed in speaker
recognition for removing variability and its effect on AVQA systems.
The SVD database is employed for testing, while different ancillary
datasets are utilised for training the auxiliary models. The method-
ology that has been followed is the one presented in section 10.2.1.3.

Sub-test D4: all the knowledge gained from the previous experiments
is employed to design an AVQA system comprising the best set of fea-
tures encountered in sub-test D2, the best classifiers from sub-test D3,
in a hierarchical scheme as in sub-test D1. In addition, scores of the dif-
ferent subsystems employing distinct acoustic material have been also
tested out. Finally, a trial in a cross-database scenario is performed to
verify the robustness of the proposed system. The methodology that is
followed has been presented in section 10.2.1.4.

11.1 sub-test d1 : effects of extralinguistic traits .

This sub-test follows the methodology presented in section 10.2.1.1. It is
devoted to analyse the influence of certain extralinguistic traits in the design
of AVQA systems, particularly sex and age. In this respect, performance
metrics are calculated for a sex-independent system trained using recordings
of both female and male speakers. In the same manner, two independent
systems are modelled using female-only and male-only data. Metrics are
also calculated for a sex-dependent system that accounts for the combined
performance of both female and male models. This same methodology is



134 results on voice pathology detection

followed but considering the effects of age, to design an age-dependent and
age-independent system.

11.1.1 Trial D1_HUPA_sex

Table 11.1 introduces the performance metrics of a sex-independent and a
sex-dependent system trained with registers of the vowel /❛/ belonging to
the HUPA corpus (see section 10.1.1). Likewise, DET curves for these systems
are depicted in Figure 11.1.

Table 11.1. Trial D1_HUPA_sex: performance of
the sex-dependent (S.D.) and sex-
independent (S.I.) system using the
HUPA database.
Fe.: Female; Ma.: Male.

Subtype ACC SP SE AUC

Fe.+Ma. 73.66 ± 4.47 0.72 0.70 0.81

Fe.: MFCC(20) 73.45 ± 5.76 0.71 0.75 0.81S.D.

Ma.: MFCC(20) 73.97 ± 7.12 0.69 0.80 0.85

S.I. MFCC(12) 69.62 ± 4.67 0.71 0.77 0.79
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Figure 11.1. Trial D1_HUPA_sex:
DET curve using the
HUPA database.

In comparison to the sex-independent system (AUC=0.79), there is a ten-
dency to a performance enhancement when the sex of the speaker is ac-
counted in the classification (AUC=0.81). This is expected since modelling
female and male systems separately leads to a larger AUC (0.85 and 0.81
respectively) compared to a sex-independent scenario (0.79).

11.1.2 Trial D1_SVD_sex

Results for a sex-independent and a sex-dependent system using registers
of the vowel /❛/ in the SVD corpus (see section 10.1.2), are presented in Table
11.2, whereas the corresponding DET curves are in Figure 11.2.

The outcomes suggest that, in comparison to a sex-independent system,
there is a certain tendency towards an efficiency improvement when the
sex is deemed in the design of AVQA systems (AUC=0.78 when the sex is
considered vs. AUC=0.77 when it is not). Unlike previous trial, the female-
only models achieve higher detection rates than the ones provided by the
male-only models (AUC=0.79 vs. AUC=0.77).

11.1.3 Trial D1_GMar_sex

Table 11.3 contains the performance metrics of a sex-independent and a
sex-dependent system using registers of the vowel /❛/ in the GMar corpus
(see section 10.1.3), while the corresponding DET curves are in Figure 11.3.
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Table 11.2. Trial D1_SVD_sex: performance of
the sex-dependent (S.D.) and sex-
independent (S.I.) system using the
SVD database.
Fe.: Female; Ma.: Male.

Type Subtype ACC SP SE AUC

Fe. + Ma. 70.74 ± 2.27 0.68 0.73 0.78

Fe.: MFCC(18) 72.17 ± 2.91 0.70 0.73 0.79S.D.

Ma.: MFCC(16) 68.68 ± 3.62 0.63 0.71 0.77

S.I. MFCC(18) 70.48 ± 2.28 0.67 0.73 0.77
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Figure 11.2. Trial D1_SVD_sex:
DET curve using
the SVD database.

Table 11.3. Trial D1_GMar_sex: performance of
the sex-dependent (S.D.) and sex-
independent (S.I.) system using the
GMar database.
Fe.: Female; Ma.: Male.

Type Subtype ACC SP SE AUC

Fe.+Ma. 70.79 ± 6.27 0.72 0.70 0.78

Fe.: MFCC(16) 70.45 ± 7.78 0.69 0.72 0.77S.D.

Ma.: MFCC(10) 71.43 ± 10.58 0.76 0.66 0.82

S.I. MFCC(20) 69.31 ± 6.36 0.69 0.69 0.77
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Figure 11.3. Trial D1_GMar_sex:
DET curve using
the GMar database.

In this case, the same tendency of the previous two trials is observed,
i. e., the model considering the sex of the speakers outperform the sex-
independent system (AUC=0.78 vs. AUC=0.77). Just as in the case of trial

D1_HUPA_sex, the results of the male-only models outperform those of the
female-only models (AUC=0.82 and AUC=0.77 respectively).

11.1.4 Trial D1_HUPA_age

This is the only trial which accounts for the age of the speaker, as the
HUPA database has the best balance in terms of age among all the available
corpora. Thus, the dataset is partitioned into two groups: young, if the
speaker is younger than 50, and elder if aged over 50 (more details about
the reasons of this partitioning have been described in section 10.2.1.1). The
performance metrics of an age-independent and an age-dependent system
using registers of the vowel /❛/ belonging to the HUPA corpus are presented
in Table 11.4, while the corresponding DET curves are in Figure 11.4.

The outcomes suggest that when the database is partitioned according to
the age of the speaker, there is a certain tendency to better results com-
pared to not using this type of information. The improvement is slight
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Table 11.4. Trial D1_HUPA_age: performance of
the age-dependent (A.D.) and age-
independent (A.I.) system using the
HUPA database.
El.: Elder adult; Yg.: Young adult.

Type Subtype ACC SP SE AUC

El.+Yg. 72.28 ± 5.37 0.64 0.79 0.81

El.: MFCC(18) 72.50 ± 9.78 0.55 0.84 0.87A.D.

Yg.: MFCC(20) 72.19 ± 6.42 0.67 0.77 0.81

A.I. MFCC(12) 70.04 ± 5.49 0.64 0.75 0.80
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Figure 11.4. Trial D1_HUPA_age:
DET curve using the
HUPA database.

(AUC=0.81 for the age-dependent vs. AUC=0.80 for the age-independent
system), not to mention that there are some zones in the DET curve where
the age-independent system provides a better performance than the age-
dependent case. Interestingly, the partition of elder adults presented an
increased performance compared to the one of younger speakers (AUC=0.87
vs AUC=0.81 respectively).

11.1.5 Discussions on sub-test D1

Despite the simplicity of the trials, some interesting observations have
arisen. On one hand, and respecting the inclusion of sex information, the
outcomes indicate that accounting for the speaker’s sex improves the ef-
ficiency in pathology detection tasks. Indeed, in the three datasets there
is an absolute performance improvement which varied between 4% (using
HUPA) to 0.3% (using SVD) compared to the sex-independent detector. It is
worth noting that, in general, the best sex-independent and the best female/-
male detection systems establish a distinct number of MFCC coefficients. Ul-
timately, this may be a symptom of having decomposed the problem accord-
ing to the speaker’s sex that induce to different "optimal" operation points,
i. e., the number of coefficients maximising performance for female models
is not necessarily the same for male ones or when both sexes are considered
in conjunction. This might be explained by the significant differences in the
vocal tract of male and female speakers, which in turn has consequences on
spectral characteristics of speech (for a discussion about this topic see sec-
tion 6.1.4). Since MFCC characterise these spectral properties, it is reasonable
to find these differing operation points for female and male models. An-
other interesting observation is that the systems trained with female voices
generally performed worse than those trained with male data; occurring in
two trials except when the SVD database was considered. This phenomenon
has long been recognised in speech-based applications, where a decreased
performance is often achieved in systems based on spectral/cesptral charac-
terisation and female speech [328]. Within the AVQA field, authors in [202],
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have also reported a reduced performance of systems based on female data.
A possible explanation of this phenomenon, might be in the presence of a
glottal gap that has been observed for normophonic voices, and which oc-
curs more frequently for female speakers. This glottal gap is often correlated
to turbulence, which in turn is employed as a descriptor of additive noise
content and breathiness. Notwithstanding, it is difficult to conclude as there
is not enough evidence supporting such behaviour and there is even a nega-
tive result about this particular.

On the other hand, and with reference to including age information, the
outcomes suggest a certain tendency of improved detection results when
age is deemed in the design of AVQA systems. However, more testing with
properly balanced acoustic material is required, as to provide more under-
standing about its impact. In any case, the trial serves to provide prelimi-
nary results reflecting the positive effect of including age into the design of
voice pathology systems. It also serves to expound the difficulties that are
encountered when using this extralinguistic trait. In particular -and as pre-
viously discussed- there exist open issues on how to define age populations,
since there might exist divergences between the chronological and the phys-
iological age of speakers. For instance, structural changes in the vocal tract
might arise due to environmental factors such as contamination, profession
or smoking, in such a manner that one patient’s larynx might resemble that
of an older or a younger speaker. Studying how to properly label the age of
speakers is certainly important and should be examined more thoroughly.

While there is a certain performance improvement in detection tasks when
the sex or age of the speakers is considered, its simultaneous inclusion
should provide more hindsight about the influence of these extralinguis-
tic traits as both are closely interrelated. Unfortunately, there is not suffi-
cient acoustic material to perform an analysis of this type due to the large
imbalance among groups. Notwithstanding, and just for the purposes of
illustrating the effects of imbalance, a short trial is performed, where the
SVD corpus (the largest at hand) is partitioned according to sex and age as
done previously. The resulting distribution of patients according to sex, age
and condition is presented in Figure 11.5a, whereas the performance metrics
for such partition are presented in Figure 11.5b. The outcomes indicate that
due to this data imbalance there are detection rates that are as high as 97%
(for the elder males) but at the cost of low or null SP precisely in the groups
with the smallest number of recordings. This imbalance largely impacts the
results and thus should be taken into account in any detection experiment.

In general, results evidence that partitioning the database according to a
criterion that simplifies the detection task, ultimately improves performance.
Outcomes also highlight the necessity of larger and better balanced corpora
that fully describe variability factors such as age and sex, as these seem to
affect AVQA systems. There is a large room for improving the systems pre-
sented in the current sub-test, including a more thorough study of other
types of features and classifiers correlating to ageing voices or to female/-
male conditions. In addition, other factors influencing performance should
also be investigated, including accents, vocal effort, etc. An additional as-
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Sex Age
Condition

Nor. Dys.

Female
Yg. 348 311

El. 18 232

Male
Yg. 195 155

El. 7 272

(a) Distribution accord-
ing to sex, age and
condition.

Sex Age ACC SP SE AUC

Female Yg: MFCC(10) 66.77 ± 3.60 0.67 0.67 0.75

Female El.: MFCC(18) 80.80 ± 4.88 0.22 0.85 0.73

Male Yg.: MFCC(18) 61.43 ± 5.10 0.56 0.68 0.69

Male El.: MFCC(20) 97.49 ± 1.84 0.00 1.00 0.86

(b) Performance metrics.

Figure 11.5. Sub-test D1: effects of considering age and sex in an AVQA system using
registers of the vowel /❛/ belonging to the SVD dataset. (a) Distribution
of the speakers according to age, sex and condition, (b) Performance
metrics using such partition. El.: Elder adult; Yg.: Young adult. Nor.:
Normophonic; Dys.: Dysphonic.

pect that might be worth to consider is in the study of methodologies that
include more effectively extralinguistic information into the system, be it in
the form of an a-priori probability or in a regression-like scheme.

11.2 sub-test d2 : variability due to the acoustic material

and the type of features .

This sub-test explores the influence of different speech tasks and diverse
sets of features in the performance of an AVQA system. The methodology
that is followed has been presented in section 10.2.1.2. A total of 9 trials are
performed: 3 using the vowel /❛/, 2 with the vowel /✐/, 2 with vowel /✉/,
1 using the voiced segments of a running speech task, and 1 with spectral/-
cepstral techniques applied to a running speech sentence.

11.2.1 Trial D2_HUPA-A

The performance metrics of all the considered sets of features for registers
of the vowel /❛/ in the HUPA database are presented in Table 11.5. The
corresponding DET curves are portrayed in Figure 11.6. For the sake of clarity,
only the best result within the Reg subset (de = m or de = 2) is depicted.
Moreover, in an attempt to study the degree of relationship between features
and their class membership, correlation metrics are introduced in Table A.1.

From the obtained outcomes it can be observed that the best results -in
terms of AUC- are provided by the Pert set (0.85), followed by the NUe–Reg

subset using de = 2 (0.84). Indeed, GNE is the feature having the highest
correlation (ρR=0.49). Notwithstanding, RALA (ρR=0.49) and in general the
whole MSs set presents the largest correlation values with their labels among
the trial. Within the complexity features, two dynamic invariants deliver
the largest correlation: LLE in the Ue set (ρR=−0.29) and RPDE in the NUe set
(ρR=−0.16). Interestingly ApEn correlates better than other regularity mea-
sures in spite of being the "simplest" estimator. On contrary, the remaining
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(a) DET curve for Pert, MSs and
SpecCeps sets.
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(b) DET curve for Ue and NUe sets.

Figure 11.6. Trial D2_HUPA-A: DET curves for different sets of features using the
HUPA database and the vowel /❛/.

Table 11.5. Trial D2_HUPA-A: performance in detection tasks for all the tested sets
of features, using the HUPA database and the vowel /❛/. The best AUC

within each set is in gray, while the best absolute value is in red.

Set Subset ACC SP SP AUC

Pert - 76.61 ± 4.30 0.77 0.77 0.85

MSs - 71.77 ± 4.57 0.74 0.70 0.79

CPPS+LHr 62.10 ± 4.93 0.60 0.64 0.69

MFCC (12) 69.62 ± 4.67 0.66 0.74 0.79SpecCeps

PLP (18) 66.94 ± 4.78 0.58 0.77 0.80

LongRange 56.18 ± 5.04 0.51 0.62 0.60

DynInv 65.59 ± 4.83 0.63 0.68 0.75

Reg (de = 2) 69.62 ± 4.67 0.65 0.74 0.78

*Reg (de = m) 69.89 ± 4.66 0.68 0.72 0.78

Ue

EntAtt 75.00 ± 4.40 0.75 0.75 0.83

DynInv 71.24 ± 4.60 0.69 0.74 0.81

*Reg (de = 2) 75.00 ± 4.40 0.72 0.79 0.84

Reg (de = m) 69.35 ± 4.68 0.59 0.81 0.82
NUe

EntAtt 70.70 ± 4.63 0.69 0.73 0.80

Reg features present a lack of correspondence with their labels as indicated
by the extremely low correlation values that range from 0.01 to 0.10. Despite
that, some of the largest AUC values in the trial are obtained when using
the NUe-Reg subset. Finally, LongRange presents some of the worst correla-
tion values, which are in line to a decreased performance compared to the
remaining subsets (AUC=0.60). In general, the NUe set outperforms the classi-
cal Ue features. Regarding the SpecCeps characteristics, MFCC and PLP achieve
an almost equivalent performance (AUC of 0.80 and 0.79 respectively). While
the correlation of CPPS (ρR=0.25) is in the same order of magnitude of PLP

and MFCC, the efficiency of this feature in combination with LHr (AUC=0.69)
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is much worse than their counterparts, suggesting that the inclusion of LHr

is seriously affecting performance.

11.2.2 Trial D2_SVD-A

The performance metrics of all the considered sets of features for registers
of the vowel /❛/ in the SVD corpus are presented in Table 11.6, whereas the
corresponding DET curves are portrayed in Figure 11.7. Moreover, correla-
tion metrics between features and their labels are introduced in Table A.2.

Table 11.6. Trial D2_SVD-A: performance in detection tasks for different sets of fea-
tures, using the SVD database and the vowel /❛/ as acoustic material.

Set Subset ACC SP SE AUC

Pert - 68.79 ± 2.32 0.68 0.69 0.78

MSs - 66.67 ± 2.35 0.60 0.70 0.73

CPPS+LHr 61.12 ± 2.44 0.61 0.61 0.68

MFCC (18) 70.48 ± 2.28 0.67 0.73 0.77SpecCeps

PLP (20) 71.07 ± 2.27 0.70 0.72 0.77

LongRange 61.31 ± 2.43 0.59 0.63 0.68

DynInv 63.78 ± 2.40 0.62 0.65 0.73

Reg (de = 2) 64.56 ± 2.39 0.58 0.68 0.71

*Reg (de = m) 67.75 ± 2.34 0.55 0.75 0.74

Ue

EntAtt 68.08 ± 2.33 0.68 0.68 0.75

DynInv 64.30 ± 2.39 0.60 0.67 0.73

*Reg (de = 2) 67.17 ± 2.35 0.64 0.69 0.74

Reg (de = m) 65.54 ± 2.38 0.60 0.69 0.74
NUe

EntAtt 65.02 ± 2.38 0.62 0.67 0.70
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(a) DET curve for Pert, MSs and
SpecCeps sets.
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(b) DET curve for Ue and NUe sets.

Figure 11.7. Trial D2_SVD-A: DET Curves for different sets of features using the SVD

database and the vowel /❛/.

As in trial D2_HUPA-A, the best efficiency is obtained with the Pert set
(AUC=0.78). This is in line with the correlation values provided by CHNR
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and GNE which are among the largest in the trial (ρR=0.35 and ρR=0.34 re-
spectively). Similarly, RALA achieves the largest correlation in the MSs set
(ρR=0.31), but with the remaining features being in the same orders of RALA.
Nonetheless, the MSs set just delivers acceptable results in terms of AUC

(0.73). The correlation of MFCC and PLP features is similar (ρR=0.25), having
achieved as well, AUC that are close to each other (0.77 and 0.76 respectively).
Regarding the complexity characteristics, RPDE offers some of the largest cor-
relations in the Ue and NUe sets. Contrary to the results of the previous trial,
he provides a large correlation value (ρR=0.26), as is the case of PE in the Ue

set (ρR=0.23). While the correlations of characteristics in the Reg set are par-
ticularly low (up to ρR=0.11), acceptable AUC values are achieved for both Ue

and NUe sets (AUC=0.74). In general, the performance of NUe and Ue is alike,
but with slight differences in the EntAtt subset which favours the use of the
uniform technique. The Ue–Reg performs well when using de = m, while
NUe–Reg performed almost equivalently when using de = 2 or de = m.

11.2.3 Trial D2_GMar-A

Table 11.7 summarises the detection results for the different sets of features
using registers of the vowel /❛/ belonging to the GMar dataset; whereas the
corresponding DET curves are in Figure 11.8. Likewise, correlation metrics
of the tested features and their labels are presented in Table A.3.
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(a) DET curve for Pert and SpecCeps

characteristics.
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(b) DET curve for complexity charac-
teristics.

Figure 11.8. Trial D2_GMar-A: DET curves for the best set of features using the GMar

database and vowel /❛/.

Unlike the two previous trials, the best outcomes are obtained by means of
the NUe–Reg subset (AUC=0.84) and Ue–EntAtt (AUC=0.83). Notwithstanding,
the performance of the remaining complexity subsets is in the same order
of magnitude. In general, NUe achieves better results than Ue. The SpecCeps,
MSs and Pert provided acceptable outcomes, with AUC ranging from 0.73 to
0.76. The correlation metrics indicate that the highest level of interrelation-
ship between labels and characteristics is provided by RPDE (ρR=0.65) and
mSampEn (ρR=0.38) in the NUe set; and RALA (ρR=0.36). In the NUe–Reg subset,
PE achieves the largest correlation (ρR=0.21) as the remaining features range
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Table 11.7. Trial D2_GMar-A: performance in detection tasks for different sets of
features, using the GMar database and the vowel /❛/.

Set Subset ACC SP SE AUC

Pert - 65.35 ± 6.56 0.65 0.65 0.77

MSs - 67.82 ± 6.44 0.65 0.70 0.76

CPPS+LHr 66.83 ± 6.49 0.67 0.66 0.73

MFCC (20) 69.31 ± 6.36 0.69 0.69 0.77SpecCeps

PLP (12) 68.81 ± 6.39 0.67 0.70 0.76

LongRange 56.18 ± 5.04 0.51 0.62 0.60

DynInv 65.59 ± 4.83 0.63 0.68 0.75

Reg (de = 2) 69.62 ± 4.67 0.65 0.74 0.78

*Reg (de = m) 69.89 ± 4.66 0.68 0.72 0.78

Ue

EntAtt 75.00 ± 4.40 0.75 0.75 0.83

DynInv 71.24 ± 4.60 0.69 0.74 0.81

*Reg (de = 2) 75.00 ± 4.40 0.72 0.79 0.84

Reg (de = m) 69.35 ± 4.68 0.59 0.81 0.82
NUe

EntAtt 70.70 ± 4.63 0.69 0.73 0.80

from 0.01 to 0.08. Despite the Ue–EntAtt has one of the largest AUC in the
trial, the individual features are not very interrelated (except for PE). This is
certainly an example of poorly correlated variables that combined altogether
achieve good performances in detection tasks.

11.2.4 Trial D2_SVD-I

The detection outcomes of having used recordings of the vowel /✐/ in the
SVD dataset are introduced in Table 11.8, while correlation metrics are pre-
sented in Table A.4. Similarly, the corresponding DET curves are portrayed
in Figure 11.9.

  10    20    40  

False Alarm probability (in %)

  10  

  20  

  40  

M
is

s
 p

ro
b
a
b
ili

ty
 (

in
 %

)

(a) DET curve for Pert and SpecCeps

characteristics.
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(b) DET curve for complexity charac-
teristics.

Figure 11.9. Trial D2_SVD-I: DET curves for the best set of features using the SVD

database and vowel /✐/.
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Table 11.8. Trial D2_SVD-I: performance in detection tasks for different sets of fea-
tures using the SVD database and the vowel /✐/.

Set Subset ACC SP SE AUC

Pert - 64.37 ± 2.39 0.64 0.65 0.72

MSs - 63.20 ± 2.41 0.64 0.63 0.70

SpecCeps CPPS+LHr 57.87 ± 2.47 0.55 0.59 0.62

MFCC (16) 68.73 ± 2.32 0.67 0.69 0.76

PLP (14) 68.21 ± 2.33 0.67 0.69 0.75

Ue LongRange 59.04 ± 2.46 0.57 0.60 0.61

DynInv 62.29 ± 2.42 0.62 0.63 0.68

Reg (de = 2) 63.39 ± 2.41 0.51 0.71 0.67

*Reg (de = m) 63.46 ± 2.41 0.62 0.65 0.69

EntAtt 61.25 ± 2.43 0.60 0.62 0.65

NUe DynInv 63.78 ± 2.40 0.58 0.67 0.67

*Reg (de = 2) 67.49 ± 2.34 0.58 0.73 0.73

Reg (de = m) 61.44 ± 2.43 0.49 0.68 0.67

EntAtt 60.47 ± 2.44 0.52 0.65 0.65

MFCC and PLP features accomplish some of the best results in the trial,
having AUC of 0.76 and 0.75 respectively. Similarly, these features provide
some of the largest correlation values in the trial (ρR=0.26). Within the
complexity sets, NUe–Reg-de = 2 achieved the best outcomes (AUC=0.73), de-
spite the extremely low correlation values of the individual features (ranging
from ρR=0.04 to ρR=0.07). As in the previous trials, Pert and MSs provided
favourable outcomes as indicated by AUC values superior to 0.70, and some
of the largest interrelationships in the trial, provided by features such as
CHNR, GNE and RALA (ρR=0.26 in the three cases).

11.2.5 Trial D2_GMar-I

The detection outcomes after having used the GMar dataset and the vowel
/✐/ are presented in Table 11.9, whereas the corresponding DET curves are in
Figure 11.10. Likewise, correlation metrics between labels and features are
presented in Table A.5.

The highest correlation in the trial is obtained using RALA (ρR=0.37), but
with remaining features in the MSs set of the same order of magnitude. This
is in line with the classification results, where the whole set accomplished
the best AUC in the trial (0.76). Within the SpecCeps set, PLP and MFCC present
the largest correlation values (ρR=0.25 and 0.20), which is translated into a
favourable performance in terms of AUC (0.65 in both cases). The Pert set
accomplishes an AUC=0.73, having some of the largest correlation values
with features such as CHNR and GNE (ρR=0.28 in both cases). Respecting the
complexity features, while the Ue–Reg set provides one of the highest AUC

(0.73), the correlation values of each one of the features do not exceed ρR of
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Table 11.9. Trial D2_GMar-I: performance in detection tasks for different sets of fea-
tures using the GMar database and the vowel /✐/.

Set Subset ACC SP SE AUC

Pert - 66.32 ± 6.72 0.65 0.68 0.73

MSs - 67.82 ± 6.44 0.65 0.70 0.76

CPPS+LHr 60.53 ± 6.95 0.62 0.59 0.67

MFCC (10) 60.53 ± 6.95 0.61 0.60 0.65SpecCeps

PLP (10) 58.42 ± 7.01 0.60 0.57 0.65

LongRange 61.05 ± 6.93 0.59 0.64 0.65

DynInv 64.74 ± 6.79 0.63 0.67 0.70

Reg (de = 2) 59.47 ± 6.98 0.48 0.71 0.65

*Reg (de = m) 61.58 ± 6.92 0.48 0.75 0.73

Ue

EntAtt 60.53 ± 6.95 0.61 0.60 0.68

DynInv 55.26 ± 7.07 0.53 0.57 0.64

*Reg (de = 2) 60.00 ± 6.97 0.60 0.60 0.68

Reg (de = m) 63.16 ± 6.86 0.64 0.62 0.68
NUe

EntAtt 54.74 ± 7.08 0.54 0.55 0.60
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(a) DET curve for Pert and SpecCeps

characteristics.
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(b) DET curve for complexity charac-
teristics.

Figure 11.10. Trial D2_GMar-I: DET curves for the best set of features using the GMar

database and vowel /✐/.

0.11. In this particular case, the performance given by the Ue set is clearly
superior than the one provided by NUe.

11.2.6 Trial D2_SVD-U

Table 11.10 summarises the detection outcomes for the SVD dataset and
vowel /✉/, whereas the corresponding DET curves are portrayed in Figure
11.11. Likewise, correlation metrics between characteristics and labels are
presented in Table A.6.

The SpecCeps set presents the best results with features such as MFCC and
PLP having an AUC of 0.71. Likewise, these two features present some of
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Table 11.10. Trial D2_SVD-U: performance in detection tasks for different sets of
features using the SVD database and the vowel /✉/.

Set Subset ACC SP SE AUC

Pert - 59.88 ± 2.45 0.59 0.60 0.66

MSs - 61.05 ± 2.44 0.53 0.66 0.67

CPPS+LHr 58.13 ± 2.47 0.55 0.60 0.63

MFCC (16) 65.41 ± 2.38 0.64 0.66 0.71SpecCeps

PLP (16) 64.69 ± 2.39 0.62 0.66 0.71

LongRange 58.06 ± 2.47 0.57 0.59 0.64

DynInv 61.51 ± 2.43 0.58 0.64 0.68

Reg (de = 2) 63.39 ± 2.41 0.40 0.77 0.65

*Reg (de = m) 63.78 ± 2.40 0.50 0.72 0.67

Ue

EntAtt 59.95 ± 2.45 0.57 0.62 0.66

DynInv 60.86 ± 2.44 0.58 0.62 0.68

*Reg (de = 2) 61.64 ± 2.43 0.54 0.66 0.66

Reg (de = m) 61.44 ± 2.43 0.55 0.65 0.65
NUe

EntAtt 55.20 ± 2.49 0.48 0.59 0.59
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(b) DET curve for complexity charac-
teristics.

Figure 11.11. Trial D2_SVD-U: DET curves for the best set of features using the SVD

database and vowel /✉/.

the largest correlation values in the trial (ρR=0.19). Within the complexity
sets, and unlike the previous trials, the best outcomes are obtained using the
DynInv subset (AUC=0.68) for both Ue and NUe. In general, the performance
of Ue and NUe is similar, except for the Ue-EntAtt subset which outperforms its
counterpart. As in previous trials some of the largest ρR are accomplished
by CHNR (0.14), GNE (0.13) and RALA (0.14); which in turn results in AUC

values in the Pert set of 0.66, and of 0.67 in MSs.



146 results on voice pathology detection

Table 11.11. Trial D2_GMar-U: performance in detection tasks for different sets of
features using the GMar database and the vowel /✉/.

Set Subset ACC SP SE AUC

Pert - 61.36 ± 7.19 0.64 0.59 0.70

MSs - 63.64 ± 7.11 0.63 0.64 0.72

CPPS+LHr 59.09 ± 7.26 0.58 0.60 0.68

MFCC (18) 62.50 ± 7.15 0.62 0.63 0.68

PLP (16) 67.05 ± 6.94 0.70 0.64 0.73SpecCeps

LongRange 61.36 ± 7.19 0.64 0.59 0.74

DynInv 58.52 ± 7.28 0.52 0.64 0.70

Reg (de = 2) 55.68 ± 7.34 0.44 0.67 0.65

*Reg (de = m) 63.07 ± 7.13 0.60 0.66 0.68
Ue

EntAtt 63.07 ± 7.13 0.67 0.59 0.73

DynInv 52.27 ± 7.38 0.49 0.56 0.57

Reg (de = 2) 54.55 ± 7.36 0.29 0.79 0.64

*Reg (de = m) 57.95 ± 7.29 0.45 0.70 0.65
NUe

EntAtt 52.84 ± 7.38 0.55 0.51 0.59

11.2.7 Trial D2_GMar-U

Table 11.11 contains the detection results using the GMar dataset and the
vowel /✉/, whereas the corresponding DET curves are presented in Figure
11.12. Similarly, the correlation analysis is introduced in Table A.6.
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(a) DET curve for Pert and SpecCeps

characteristics.
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teristics.

Figure 11.12. Trial D2_GMar-U: DET curves for the best set of features using the GMar

database and vowel /✉/.

Interestingly, the best results are obtained using the LongRange features
(AUC=0.74), which contravenes the tendency observed so far in which this
subset did not provide good efficiency. The Ue–EntAtt set achieves, next to
PLP, the second best AUC (0.73 in both cases). By contrast, the NUe–Reg subset
when considering de = m provides a better performance than de = 2, which
also contradicts the tendency obtained in all the previous trials. Its notewor-
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thy that in general terms the Ue set outperforms NUe. Finally, MSs and Pert

provides favourable results, which is in line to the tendencies observed in
previous trials. In terms of correlation, GNE, PLP and MFCC provide some
of the largest interrelationships with their labels in the trial, as indicated by
values ranging from ρR=0.19 to ρR=0.22.

11.2.8 Trial D2_SVD-RS

The current trial characterises registers containing running speech by means
of spectral and cepstral features (the SpecCeps set). Experiments are per-
formed by varying the length of the Hamming window in the range 10
to 30 ms with steps of 5 ms. Results for each one of the tested features,
using the window length providing the best performance, are presented in
Table 11.12. Likewise, the DET curves corresponding to the best-performing
operation points are pictured in Figure 11.13.

Table 11.12. Trial D2_SVD-RS: best operation
points using the sentences in the
SVD database, for the spectral/cep-
stral features.

Features Length ACC SP SE AUC

CPPS+LHr 25 ms 62.26 ± 2.46 0.60 0.64 0.67

MFCC (18) 20 ms 80.32 ± 2.02 0.74 0.84 0.86

PLP (18) 20 ms 77.90 ± 2.11 0.65 0.85 0.85
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Figure 11.13. Trial D2_SVD-RS:
DET curve of the
best results.

Both PLP and MFCC features perform almost equivalently as observed
in the DET curves, and as evidenced by the closeness in the AUC values
(0.85 for PLP and 0.86 for MFCC). When these results are compared to the
ones obtained with the acoustic material composed of sustained phonation,
there is a clear performance improvement favouring the employment of run-
ning speech. Indeed, the vowel providing the best performance in the SVD

database achieves an AUC of 0.77 using either PLP or MFCC, which contrasts
with an AUC of 0.86 and 0.85 when using running speech and PLP and MFCC

features, respectively. By contrast, the outcomes of the set CPPS+LHr are in
the same order of magnitude as when sustained phonation is utilised.

11.2.9 Trial D2_SVD-RS-Vd

The current trial evaluates the performance of a system using only the
voiced segments of a sentence belonging to the SVD database. The MAUS

software is employed for generating automatic transcriptions and identify-
ing the voiced segments of speech. Despite it would be desirable to employ
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the same characterisation stage as in the sustained phonation case, there are
some practical reasons that makes difficult this type of analysis. In particu-
lar, the window length that is employed in some sets of features is too long
to allow the extraction of characteristics. This is expected as running speech
is composed of fast transitions between silence, voiced or unvoiced sounds
and intervals of sustained phonation are not produced frequently. Indeed,
for characterisation with the MSs set it is necessary to include voiced seg-
ments with a window size of 180 ms. However, there are not vocal segments
with such length in the SVD database. This behaviour is also encountered
when analysing complexity features, where the number of segments whose
length is 55 ms is greatly restricted. With this in mind, the current trial em-
ploys only those sets which make use of windows of 40 ms, i. e., Pert and
SpecCeps to characterise voiced segments of speech. Results for the tested fea-
tures are introduced in Table 11.13, whereas the corresponding DET curves
are in Figure 11.14.

Table 11.13. Trial D2_SVD-RS-Vd:
best results using voiced
segments of the running
speech sentence of the
SVD database.

Features ACC SP SE AUC

Pert 66.69 ± 2.39 0.67 0.67 0.74

CPPS+LHr 56.15 ± 2.52 0.52 0.58 0.58

MFCC (16) 76.96 ± 2.14 0.70 0.81 0.84

PLP (18) 75.55 ± 2.18 0.67 0.80 0.82
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Figure 11.14. Trial D2_SVD-RS-
Vd: DET curve of
the best results.

The outcomes indicate that the MFCC features provide the best results,
closely followed by PLP. The performance of the CPPS+LHr pair is the worst
in the trial. Results also indicate that in comparison to the results of the pre-
vious trial (where not only voiced segments are included in the system) there
is a decreased performance when voiced segments solely are considered.

11.2.10 Discussions on sub-test D2

During the current sub-test several sets of features have been employed
for detection tasks. Experimentation has been made on several databases of
sustained vowels and running speech. By virtue of the obtained results, we
can infer that there is no single feature or set of features that always perform
better than the others. Indeed, depending on the type of acoustic material
or the particularities of the corpus, a certain set of features outperforms the
others. Despite that, there are some sets presenting tendencies of good per-
formance. For instance, Pert has proven to be useful for detection purposes
as ascertained by the large AUC values that varied from 0.66 using the vowel
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/✉/ and the SVD database, to 0.85 for the HUPA dataset (or to 0.86 if running
speech is considered). In terms of correlation, Pert also provided some of
the largest values in all trials, specially when considering CHNR and GNE.
In a similar fashion, the SpecCeps set provides large AUC values that ranged
from 0.71 for the the vowel /✉/ and the SVD database, to 0.8 for the HUPA

dataset. In most of the cases (except for the vowel /✐/ of the GMar database),
either PLP or MFCC outperformed the results of CPPS+LHr. It is noteworthy
that there are some cases where CPPS provided favourable correlations but
LHr did not. As a result, its combination did not improve performance as
reported in literature. By contrast, MFCC or PLP generally presented some of
the largest correlation values in all the trials. Regarding the MSs set, there
are some interesting observations. In general, the performance of the whole
subset remains among the highest compared to the other sets, with an AUC

that varies from 0.67 for the vowel /✉/ and the SVD database, to 0.79 using
HUPA. Moreover, there is a favourable correlation of all the features in the
set with their labels, specially for RALA, which in many cases provided the
largest correlation values among the trials. By contrast, the least correlated
characteristics in the MSs set are MSH and CIL. Finally, and respecting the
complexity features, the results indicate that the subset providing the worst
general performance is LongRange as in almost all cases (but for GMar and
vowel /✉/), it is surpassed by the remaining subsets. Regarding the com-
plexity sets, the performance of Reg and EntAtt tends to be superior to that
of DynInv. Interestingly, and regarding the Reg features, the outcomes sug-
gest the inefficacy of using the default parameters that the literature usually
employs for this type of features, i. e., τ = 1 and de = 2. Indeed, when
considering the Ue-Reg subset the best results are obtained when de = m. By
contrast the best results for NUe-Reg are when de = 2. As a consequence
the lags (be it ~ζ or τ) between both subsets also vary. Despite there is a
difference in the results and a discrepancy on the parameters that should be
chosen, the conclusion is that de and the lags are certainly important, and
that the default parameters might not be the best choice when using this
type of features. Not discussed in this thesis but equally important is the
tolerance parameter r as it will differ depending on the application and/or
the type of biosignal that is considered. Literature has reported the impor-
tance of accounting for the parameters de, r and/or τ [279, 329, 330], but
no through analysis has been made on the simultaneous optimisation of the
whole set of parameters, on considering a vector of lags, or on exploring
the relationship that exists between them. This indeed, remains an area that
is worth to study. Respecting to a direct comparison between Ue and NUe,
it is difficult to establish which set performs better. In most cases (12 occa-
sions) several of the subsets in Ue outperform the results of NUe, specially
when the vowels /✐/ and /✉/ are considered. The contrary only occurs in 5
occasions, while the outcomes are almost indistinguishable in 4 cases. The
results of the discrepancies might be related to the non-uniform algorithm
itself. Indeed, one of the biggest problems that the technique presents is
the reliance on a correct choice of de, as the optimisation process heavily de-
pends on this parameter. Additionally, the inherently large non-stationarity
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of the speech signals, as well as an optimisation process that might get stuck
into local minima might be factors confounding the outcomes. As a result of
the above-mentioned facts and due to the increased computational burden
of the non-uniform technique, this approach will not be further considered

in this chapter.
In reference to the acoustic material that is employed, some tendencies are

observed. Revisiting the results of the trials using sustained phonation, it
can be inferred that the vowel /❛/ achieves, in all cases, better results than
vowels /✐/ and /✉/, no matter the set that is analysed. When including run-
ning speech into the analysis, it is found that the spectral/cepstral features
are in general better when the sentence is employed in comparison to the
use of a sustained phonation. In particular for the Pert set, the vowel /❛/
provides a better performance than when using running speech.

In an attempt to compare speech material of different nature with the
same set of features, Figure 11.15 presents the best DET curves for all the
trials involving the SVD and GMar databases. MFCC features are depicted as
they are calculated in all tests, including those based on running speech. The
outcomes suggest that despite the difficulties of comparing results there is
a certain tendency to favour the employment of acoustic material based on
running speech. In addition, in both cases the vowel /❛/ presents a better
performance in comparison to using vowels /✐/ or /✉/.
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(a) DET curve for the SVD database.
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(b) DET curve for the GMar database.

Figure 11.15. Sub-test D2: DET curves using MFCC features and speech material of
different nature belonging to (a) SVD database; and (b) GMar database.

It is important to highlight that a a fair comparison between speech tasks
is difficult, as there are certain differences in the amount of acoustic ma-
terial that is available when speech and voice are compared. As a matter
of example and taking the SVD database, during trial D2_SVD-RS there ex-
ist 219.000 frames, whereas 36.691 voiced frames are encountered in trial

D2_SVD-RS-Vd. By contrast, any of the sustained phonation tasks contain
95.422 frames. It is worth noting that despite the increased number of frames
of trial D2_SVD-RS, there are utterances which are irrelevant for the detec-
tion of laryngeal pathologies such as unvoiced sounds, or other units related
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to articulatory movements. Interestingly and despite the reduced number of
samples in trial D2_SVD-RS-Vd, good performances are attained. In a direct
comparison of trial D2_SVD-RS-Vd and trial D2_SVD-RS better results are
obtained when no voiced detector is included. This might be simply a con-
sequence of having used an automatic system for the segmentation of the
voice recordings, as some errors might be introduced during this process,
specially when pathological voice is considered. In any case, disregarding
the use of voiced detectors comes with the added benefit of decreasing the
computational time and the complexity of the AVQA system, at expenses of
having to process irrelevant information.

11.3 sub-test d3 : testing out the performance of gmm-based

classifiers

The current sub-test explores the usefulness of GMM-based classifiers in
pathological detection tasks. The methodology that is followed is the one
introduced in section 10.2.1.3.

11.3.1 Trial D3_SusPho

Within this trial three conditions are tested out by varying the type of
acoustic material that is employed for training the UBM and the compensa-
tion models in the IV and PLDA schemes. Hence, condition C1 uses the nor-
mophonic registers of the vowel /❛/ in the HUPA database; condition C2 uses
recordings of normophonic and dysphonic speakers phonating the vowel
/❛/ in MEEI (see 10.1.7), HUPA and GMar; whereas condition C3 uses normo-
phonic registers of several partitions including MEEI, GMar, HUPA and voiced
segments of EUROM (see 10.1.4). The best results in terms of AUC, ACC cal-
culated at Equal Error Rate (EER), and related metrics are presented in Table
11.14. Likewise, the DET curve illustrating the best global results are intro-
duced in Figure 11.16.

From the obtained outcomes it can be observed that a mere MAP-adaptation
of UBM models do not provide any further improvement to the performance
of the system compared to the baseline GMM, as evidenced by the decreased
efficiency of the GMM-UBM classifier. However, when using more complex
systems that stand on the idea of UBM models some subtle improvements
are attained. In particular two considerations can be made. First, the PLDA

provides the best efficiency in terms of AUC. Second, the best results al-
most always involve the use of normophonic-only registers for training UBM

and compensation models (MEEI, GMar, HUPA and EUROM). Indeed, when the
amount of normophonic material is increased there are performance im-
provements as ascertained by comparing the results of condition C1 (which
only employs one database of normophonic recordings) to condition C3

(which employs 4 databases of normophonic registers).
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Table 11.14. Trial D3_SusPho: performance of the UBM-based classifiers in the detec-
tion of pathologies using the partition of vowel /❛/ belonging to the
SVD dataset. Results are for the three conditions according to the type
of UBM employed. Best outcomes for each type of classifier are in gray,
and best absolute result is in red. rt and rh stand for the dimensionality
of factorial models in IV and PLDA classification respectively.

UBM Type of classifier ACC SP SE AUC

- GMM: MFCC (18) 70.48 ± 2.28 0.67 0.73 0.77

GMM-UBM: MFCC(16) 69.27 ± 2.37 0.68 0.70 0.76

IV: MFCC(16) → rt = 80 67.15 ± 2.41 0.66 0.68 0.75

PLDA: MFCC(20) → rt = 65; rh = 55 71.66 ± 2.31 0.70 0.73 0.79
Condition C1

GMM-SVM: MFCC(16) 71.18 ± 2.32 0.69 0.73 0.77

GMM-UBM: MFCC(16) 69.20 ± 2.37 0.69 0.69 0.76

IV: MFCC(16) → rt = 95 68.38 ± 2.38 0.66 0.70 0.75

PLDA: MFCC(16) → rt = 35; rh = 40 72.76 ± 2.28 0.72 0.73 0.79
Condition C2

GMM-SVM: MFCC(16) 72.01 ± 2.30 0.69 0.74 0.77

GMM-UBM: MFCC(16) 68.24 ± 2.39 0.67 0.69 0.75

IV: MFCC(16) → rt = 35 70.77 ± 2.33 0.71 0.71 0.78

PLDA: MFCC(16) → rt = 50; rh = 40 71.32 ± 2.32 0.69 0.73 0.80
Condition C3

GMM-SVM: MFCC(16) 71.73 ± 2.31 0.70 0.73 0.78
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Figure 11.16. Trial D3_SusPho: DET curve of the best UBM-based classifiers. The
GMM-UBM corresponds to using normophonic registers of HUPA (con-
dition C1), while the remaining classifiers belong to the test using nor-
mophonic recordings of MEEI, GMar, HUPA and EUROM (condition C3).

11.3.2 Trial D3_RS

The current trial employs the partition based on running speech of the SVD

corpus, and different combinations of ancillary databases that define four
conditions: condition C1, based on normophonic and dysphonic recordings
of the sustained phonation of vowels /❛/, /✐/, /✉/ in the HUPA and GMar

database next to normophonic voiced segments of the EUROM and Albayzin

corpora (see 10.1.5); condition C2 which considers normophonic-only record-
ings of the vowels /❛/, /✐/ and /✉/ in the HUPA and GMar database, next
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to normophonic voiced segments in sentences of the EUROM and Albayzin

databases; condition C3 which characterises the normophonic sentences of
MEEI, EUROM and Albayzin; condition C4 which characterises the normophonic
sentences of EUROM; and condition C5 which characterises the normophonic
sentences of EUROM and Phonedat (see 10.1.6). The best results for each one
of the conditions are presented in Table 11.15. Likewise, the DET curve with
the best global results are introduced in 11.17.

Table 11.15. Trial D3_RS: performance of the UBM-based classifiers in the detection
of pathologies using the partition of running speech belonging to the
SVD dataset. Results are for the three subtest according to the type of
UBM employed. Best outcomes for each type of classifier in gray. rt

and rh stand for the dimensionality of factorial models in IV and PLDA

respectively.

UBM Type of classifier ACC SP SE AUC

- GMM: MFCC (18) 80.32 ± 2.02 0.74 0.84 0.86

GMM-UBM: MFCC(16) 76.70 ± 2.15 0.75 0.78 0.84

IV: MFCC(14) → rt = 95 71.79 ± 2.29 0.70 0.73 0.79

PLDA: MFCC(12) → rt = 65; rh = 10 74.01 ± 2.23 0.74 0.74 0.82
Condition C1

GMM-SVM: MFCC(10) 77.03 ± 2.14 0.75 0.78 0.85

GMM-UBM: MFCC(20) 78.44 ± 2.09 0.72 0.82 0.86

IV: MFCC(14) → rt = 65 73.00 ± 2.25 0.71 0.74 0.81

PLDA: MFCC(10) → rt = 65; rh = 25 75.62 ± 2.18 0.75 0.76 0.85
Condition C2

GMM-SVM: MFCC(14) 78.17 ± 2.10 0.76 0.80 0.85

GMM-UBM: MFCC(20) 78.44 ± 2.09 0.72 0.82 0.86

IV: MFCC(14) → rt = 65 73.00 ± 2.25 0.71 0.74 0.81

PLDA: MFCC(10) → rt = 65; rh = 25 75.62 ± 2.18 0.75 0.76 0.85
Condition C3

GMM-SVM: MFCC(16) 78.71 ± 2.08 0.76 0.80 0.86

GMM-UBM: MFCC(20) 76.96 ± 2.14 0.74 0.79 0.84

IV: MFCC(12) → rt = 80 72.73 ± 2.26 0.72 0.73 0.81

PLDA: MFCC(10) → rt = 65; rh = 40 75.62 ± 2.18 0.74 0.76 0.84
Condition C4

GMM-SVM: MFCC(16) 77.77 ± 2.11 0.71 0.81 0.86

GMM-UBM: MFCC(20) 78.64 ± 2.08 0.73 0.82 0.85

IV: MFCC(10) → rt = 95 70.65 ± 2.31 0.69 0.71 0.79

PLDA: MFCC(12) → rt = 65; rh = 2 76.09 ± 2.17 0.74 0.77 0.83
Condition C5

GMM-SVM: MFCC(16) 79.25 ± 2.06 0.76 0.81 0.86

Despite the best absolute results -as ascertained by the DET curves and the
AUC value- are given by the simple GMM classifier, it is worth comparing
the influence of the ancillary databases in the performance of UBM-based
classifiers. In this respect, condition C3 provides the best performance, indi-
cating that the inclusion of acoustic material based on sustained phonation
do not contribute to a performance enhancement (see condition C2). By con-
trast condition C1 attains, generally, the lowest AUC. This suggests that using
normophonic and dysphonic registers for training the UBM and compensa-
tion models has not been beneficial for increasing efficiency. Condition C4

is intended to test the behaviour of the system when the auxiliary database
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Figure 11.17. Trial D3_RS: DET curve of the best UBM-based classifiers. All the clas-
sifiers employ normophonic recordings of MEEI, EUROM and Albayzin

for training UBM and compensation models.

matches the language of the target partition, while condition C5 is similar to
condition C4 but employing two auxiliary databases. However, no further
improvements in efficiency is found in any of these cases.

11.3.3 Discussions on sub-test D3

During this sub-test several conditions have been considered to explore
the performance of systems based on UBM classifiers. In one hand, trial

D3_SusPho is built with registers relying on sustained phonation for the de-
sign of AVQA systems and of UBM and compensation models. The tested con-
ditions allow the examination of interesting scenarios: (i) one where a short
amount of normophonic data is employed (condition C1); (ii) other where the
amount of normophonic data is increased (condition C2); (iii) and another
where normophonic and dysphonic registers are utilised in conjunction (con-

dition C3). Outcomes suggest that models built up using normophonic-only
data provides the best results. In addition, and as it might have been ex-
pected, increasing the amount of available data enhanced performance. It
has also been found that using normophonic and dysphonic registers for
training UBM or compensation models do not increase efficiency.

On the other hand, trial D3_RS relies on running speech for the design of
the AVQA system, whereas the auxiliary databases revolve around the idea
of using running speech and/or sustained vowels. As in the previous case,
several scenarios are considered: (i) one where normophonic and dyspho-
nic vowels plus voiced segments extracted from speech are employed (condi-

tion C1); (ii) other where normophonic-only data of sustained phonation and
normophonic voiced segments are used (condition C2); (iii) another using nor-
mophonic-only sentences (condition C3); (iv) other using normophonic-only
sentences uttered in the same language as SVD (condition C4); (v) and a final
which is similar to the latter but increasing the amount of registers used for
training (condition C5). Interestingly, the best results are obtained when the
simple GMM classifier is employed, indicating that no further improvement
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is given by the use of UBM-based classifiers. Not even building models using
voiced segments -where supposedly is the most important information for
pathology detection- served to improve performance. Two possible explana-
tions for this behaviour include the differences between the acoustic material
of the SVD database and that of the auxiliary corpora; or the limited number
of available recordings in the ancillary partitions. In this regard, it is worth
noting that the SVD dataset is composed of a single sentence that is uttered
by German speakers, whereas Albayzin uses diverse sentences produced by
Spanish speakers and MEEI contains registers of a text uttered in English.
This mismatch might have affected the results as phonetics differs among
languages. In an attempt to examine an scenario on which both ancillary
and target databases share the same language, condition C4 and condition C5

have been included. Notwithstanding, results indicate that not even under
this setting the performance improved. In this particular case, we might
attribute the diminished performance to the mismatch between the acoustic
content of SVD, and that of EUROM and/or PhoneDat. A premise in the speaker
recognition field is that when the lexical content employed for the ancillary
databases matches with the one used for enrolment, a better performance is
generally obtained [331]. When there is a mismatch, it is often necessary to
include more data to generate more robust models that operate under a text-
independent scenario. This is the reason for which trial D3_SusPho reported
positive outcomes. During this trial, the ancillary database is composed of
sustained vowels, matching with the lexical information of the SVD partition.
Moreover, since sustained phonation is relatively unaffected by language this
effect is minimised. In any case, results indicate that a topic that is worth
to study is in the analysis of other ancillary databases matching the lexical
content of the sentences in SVD for training UBM and compensation models.

Finally, it is worth to remark that a common tendency that is observed
in both trials is that better results are often obtained when normophonic
data is used to construct models. An hypothesis explaining this, might be
related to normophonic phonation having a more compact representation
in the feature space (as there does not exist variability due to pathologies),
which in turn permits a better adjustment of the initialisation models in
the UBM systems. It is still necessary, though, to study the influence of
dysphonic recordings in the training of compensation models. Some tests
-not included in this thesis- were performed under this scenario during trial

D3_SusPho, with some negative results. However, it was not possible to
perform this type of experiments using running speech due to the lack of
available databases, for which this remains an open issue.

11.4 sub-test d4 : combination of the best systems .

The current sub-test is aimed at designing AVQA systems with the knowl-
edge obtained from the previous trials. Methodologically, it follows the
stages explained in section 10.2.1.4. The idea is to consider the hierarchi-
cal models of sub-test D1, employing the best set of features in sub-test D2
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and the UBM-based systems of sub-test D3. The acoustic material of different
sources is then fused using a logistic regression.

Firstly, a strategy based on feature selection is followed to rank the most
consistent and generalist set of features via MIM, mRMR, JMI and a scoring pro-
cedure. To this end, the HUPA, GMar and SVD databases are re-parametrised
to ensure that each set of features produces the same number of windowed
frames. Then, and for each database, the characteristics are concatenated
and the three feature selection algorithms are applied. Following a scoring
procedure as the one illustrated in Figure 10.14, decisions are generalised.

The top-10 features for each database after having used the aforemen-
tioned scoring techniques is presented in Table 11.16. Following the same
procedure but for all the databases and all the acoustic material, the result-
ing global top-10 most generalist and consistent set of characteristics is in-
troduced in Table 11.17.

Table 11.16. Sub-test D4: top-ranked features from each database after having ap-
plied the scoring procedure of Figure 10.14.

HUPA SVD GMar

GNE CHNR RALA

PE GNE GNE

RALA RALA CPPS

CHNR PE CHNR

MSP25 DFA he

LLE he LLE

CPPS MSP95 CIL

MSP95 LLE GSampEn

MSH MSH DFA

ApEn GSampEn PE

Table 11.17. Sub-test D4: top-10 most consistent and generalist features according to
the feature ranking procedure for all the databases and all the acoustic
material. From left to right, the most to the least relevant features.

Rank

GNE CHNR RALA PE CPPS LLE MSP95 DFA he CIL

By comparing results of Tables 11.17 and 11.16 it can be observed that GNE,
CHNR and RALA are the most consistent features among databases and sets
of characteristics. PE and CPPS are also proficient, but in the case of the first
it is just in the 10-th position when considering the GMar database, whereas
the latter is not even included in the ranking of the SVD corpus. As a result,
the proposed AVQA is to be designed by using GNE, CHNR and RALA for char-
acterisation and GMM classifiers to provide decision scores. In accordance to
the results in sub-test D1, the proposed systems should consider the sex of
the speakers in a hierarchical-like categorisation procedure. Finally, and to
include the information of systems based on UBM classifiers, a fusion stage,
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at the score level, is to be used to combine the information of the most consis-
tent features and the one provided by the UBM-based classifiers. Regarding
the latter, and when using sustained phonation, PLDA systems trained with
normophonic data are employed (condition C3 in trial D3_SusPho, as in sec-
tion 11.3.1). For the case of running speech, the GMM algorithm is employed
as it has been shown to provide better results than more complex schemes.
The whole procedure is summarised graphically in Figure 11.18.

Figure 11.18. Sub-test D4: resulting methodology after having considered the out-
comes of sub-test D1, sub-test D2 and sub-test D3.

11.4.1 Trial D4_SVD

The results after considering the methodology in Figure 11.18, using the
vowels /❛/, /✐/, /✉/, and the sentence in the SVD database are introduced
in Table 11.18, whereas the best DET curves are in Figure 11.19. It is worth
noting that the results for the vowels are after having fused the information
of the system based on GMM and the one based on PLDA.

Table 11.18. Trial D4_SVD: best results us-
ing all the acoustic material
in SVD. R.S.: Running speech

ACC SP SE AUC

Vowel /❛/ 75.42 ± 2.19 0.74 0.76 0.84

Vowel /✐/ 72.33 ± 2.27 0.70 0.73 0.81

Vowel /✉/ 72.20 ± 2.28 0.71 0.73 0.80

R.S. 80.66 ± 2.01 0.70 0.86 0.87

All speech 81.40 ± 1.98 0.71 0.87 0.88
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Figure 11.19. Trial D4_SVD: DET

curve for the best
results in SVD.

The outcomes indicate that the fusion of different speech material in-
creases performance, achieving in the best case scenario an AUC of 0.88 and
a DET curve that is better than the remaining in all operation points.
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11.4.2 Trial D4_SVD_CrossDatabase

The current trial is focused on training an AVQA system with data of the
SVD database and the methodology in Figure 11.18, but following a cross-
database scenario tested in other four partitions: (i) vowels /❛/, /✐/ and /✉/
of GMar; (ii) the vowel /❛/ in HUPA; (iii) registers of the vowel /❛/ in ATIC

(see 10.1.9); (iv) and recordings of the vowel /❛/ in DN (see 10.1.8). The best
results for all the tested partitions are presented in Table 11.19.

Table 11.19. Trial D4_SVD_CrossDatabase: results after using the methodology pre-
sented in trial D4_SVD in a cross-database scenario.

Database Vowel ACC SP SE AUC

GMar

/❛/ 72.00 ± 7.19 0.60 0.83 0.82

/✐/ 62.67 ± 7.74 0.47 0.77 0.75

/✉/ 72.67 ± 7.13 0.71 0.74 0.79

All 74.00 ± 7.02 0.64 0.83 0.82

HUPA /❛/ 74.46 ± 4.43 0.65 0.85 0.87

ATIC /❛/ 78.21 ± 9.16 0.90 0.74 0.93

DN /❛/ 82.87 ± 5.49 0.76 0.89 0.94

In general terms the results are acceptable, with AUC varying between 0.75
to 0.94. When the vowel /❛/ is considered AUC is always superior to 0.82.
In particular for the GMar database, no apparent performance enhancement
is obtained when all the vowels are fused.

11.4.3 Discussions on sub-test D4

The current subtest has been devoted to the design of an AVQA system
with all the knowledge that has been garnered from previous sub-tests. As
a result, two sex-independent systems are constructed. The first is based
on the most consistent set of features, i. e., GNE, CHNR, RALA and GMM classi-
fiers; whereas the second relies on MFCC and the best GMM-based classifier in
sub-test D3, i. e., PLDA for sustained phonation and GMM for running speech.
Results indicate that the best performance is encountered when the scores of
the aforementioned systems are fused. In addition, a further improvement
is accomplished when systems using vowels and running speech are fused
as well (as ascertained in the SVD database). Even though the improvement
is not large in comparison to using running speech alone, it signals a ten-
dency towards the complementarity of the sustained phonation and running
speech tasks. When the obtained results are compared to the trials in sub-

test D2 some interesting observations can be drawn. First, and in all cases,
there is a performance enhancement when the system proposed in this sub-
test is employed. The best result in trial D2_SVD-A is of AUC=0.78, which
contrasts with the outcomes in the current sub-test (AUC=0.84). Similarly
for trial D2_SVD-I, the best efficiency is of AUC=0.74 which is outperformed
by the result of trial D4_SVD (AUC=0.81); whereas for trial D2_SVD-U, the
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same tendency is observed (AUC of 0.71 vs. AUC=0.80 in the present sub-test).
By contrast, results for running speech are in the same order of magnitude
(AUC=0.86 for trial D2_SVD-RS and AUC=0.87 in trial D4_SVD).

In reference to trial D4_SVD_CrossDatabase, some acceptable results are
obtained in all cases, having AUC varying from 0.75 to 0.94. It is worth not-
ing that ACC tends to be much lower of what it might have been expected
according to the obtained AUC. This might be explained by having used the
optimal operation point of the SVD database (for the calculation of ACC) but
then testing in a different corpus. AUC is not dependent on any particular op-
eration point and is therefore a better measure of the actual performance of
the system. In general terms the results of this cross-database experiment are
not that far from the previously reported outcomes, suggesting, that to some
extent, the discrepancies between training and testing instances are compen-
sated by the employment of a more robust approach. Indeed, for the GMar

database and the vowel /❛/, the achieved results in the cross-database sce-
nario (AUC=0.82) are comparable to those of trial D1_GMar_Sex (AUC=0.78)
and to the best set of features in trial D2_GMar-A (AUC=0.84). For GMar

and vowel /✐/ the best achieved result in trial D4_SVD_CrossDatabase is of
AUC=0.75, whereas in trial D2_GMar-I an AUC of 0.76 has been reported. The
same occurs for the vowel /✉/, where the best result of the current sub-test
is of AUC=0.79 in comparison to an AUC=0.74 achieved in trial D2_GMar-U.
In reference to the HUPA database, the same tendency is also observed, i. e.,
AUC for the current trial is of 0.87 whereas in trial D2_HUPA it is of 0.85,
and in trial D1_HUPA_sex it is of 0.81. Finally, the good performance that is
observed using both ATIC and DN partitions, confirms the robustness of the
system, having achieved AUC of 0.93 and 0.94 respectively.

11.5 general discussion

An analysis about factors affecting the design of automatic voice pathol-
ogy detection systems has been presented in the current section. Extralin-
guistics such as sex and age have been studied in hierarchical-like schemes,
along with different sets of features in a variety of databases containing
speech material of diverse type. Moreover, techniques relying on the idea
of UBM classifiers have been explored, utilising acoustic material based on
sustained phonation and running speech. Results indicate that a segmenta-
tion according to the sex of the speaker improves the performance, which in
absolute terms varies between 0.3% to 4% depending on the dataset. Results
are in line with those found in literature, where the classification accuracy
of an automatic detector of pathology is lightly improved by using a man-
ual segmentation of the database according to the sex of the speakers [235].
Respecting the inclusion of the age of the speaker, care should be taken as
testing has been performed with a dataset restricted in size, and after hav-
ing taken strong assumptions regarding the limits that define the frontier
between age groups. Regardless of that, results suggest that partitioning
the database according to a certain extralinguistic criterion improves perfor-
mance, indicating the usefulness of hierarchical systems that decompose the
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voice pathology detection problem into smaller sub-problems. Indeed, it has
been found that the best operation points for female and male systems differ.
This is expected as the vocal tract between both sexes differ, which in turn
produces subsequent changes in spectral characteristics that consequently
impacts the AVQA systems. Accounting for these differences separately sim-
plifies the detection problem and provides performance enhancements.

With respect to the trials involving different sets of features, the outcomes
have demonstrated that no single measurement characterises entirely the
phenomena related to dysphonia. This suggests that multidimensional ap-
proaches should be followed when AVQA systems are designed. Results
also indicate that measures based on perturbation and modulation spectra
produce positive results in detection of pathologies. Indeed, as it has been
ascertained during sub-test D4, the most consistent features are GNE, RALA

and CHNR (along with CPPS and PE). The feasibility of these features has also
been extensively demonstrated by the individual classification they provide
and by acceptable correlation observed during experimentation. Interest-
ingly, these features come from different contexts. However, a performance
improvement is generally obtained when they work in conjunction, evidenc-
ing its complementarity.

In reference to the sub-test involving UBM-based systems, outcomes indi-
cate that this type of classification systems perform well when sustained
phonation are used along with ancillary data of normophonic sustained
phonation. By contrast, there is not a performance enhancement in any
of the tested conditions in the trial involving running speech. Therefore the
baseline GMM achieves better outcomes than when using any of the UBM-
based systems. This behaviour might be explained by differences among
the acoustic material of the databases, and the lack of representative ancil-
lary speech that resembles lexically the content of the sentences in the SVD

database. As a conclusion, further testing is needed as the ancillary data is
limited, the influence of pathological registers in the training of compensa-
tion models for running speech task should also be studied, and phenom-
ena such as the phonetic differences among languages, factors such coartic-
ulation or the lexical divergences between databases might be introducing
variability that is hindering system performance. This also highlights the
need of having more data available for the study of AVQA systems. Hence,
translating methodologies used in speaker recognition (such as those based
on UBM classifiers), should start by considering a translation of equivalent
databases to the AVQA field. Finally, it is worth noting that extra tests -not
presented in this thesis- were performed. These included variations in the
manner on how the acoustic material is employed for training the models,
e. g., training the UBM with normophonic data and the compensation mod-
els with normophonic and dysphonic data, etc. Moreover, other techniques
such as maximum likelihood linear regression, JFA, ISC, GMM-SVM with nuisance

attribute projections, z-norms and t-norms were are also tested out. However,
these results are not included in this thesis as in most of cases the computa-
tional burden boosted considerably with no further efficiency enhancement
(or even a reduction compared to the simple GMM system).
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The best global results for the SVD corpus are obtained when the infor-
mation of all the vowels and of the running speech task are fused. In this
scenario the performance metrics are as follow: AUC=0.88 and ACC=81%.
Comparing this results to other works in literature is difficult, as in most
cases there exist large differences in the partitions that are used or in the
techniques that are employed to assess results. Despite that, there exist two
papers that resemble the most the approach presented in this thesis. In the
first, [332], MFCC parameters are used along with perturbation characteris-
tics in a partition of the SVD dataset containing 1320 pathological and 650
normophonic speakers. Recordings of the vowels /❛/, /✐/, /✉/ produced at
normal, high, low and low-high-low pitch are considered for each speaker.
When employing single vowels the best AUC is of 0.74 for vowel /❛/ at nor-
mal pitch, 0.70 for vowel /✐/ at normal pitch, and 0.70 for vowel /✉/ at
normal pitch. However, when fusing the different intonations of each one of
the vowels the efficiency improves to approximately 0.79. Moreover, when
the three vowels at the four different intonations are fused, the best result is
achieved (AUC=0.88). However, care must be taken since as stated by the au-
thors, "these results are optimal in terms of fusion since the fusion parameters have

been trained on the test data". This indicates a certain bias in the logistic regres-
sor procedure which might have affected the performance reported in the
paper. In a parallel work described in [333], the same authors compared the
performance of the above-mentioned system when using a score-level and
a audio-level fusion stage. The best results are obtained in the score-level
scenario (AUC=0.89), with a relative performance improvement of 12% com-
pared to the audio-level case. However, it is important to highlight that when
training the algorithms, the whole acoustic material has been employed for
training models and then used for evaluation purposes. This implies that
results might be biased as well. A fair comparison of the outcomes pre-
sented in these two papers and the ones given by our proposed system is
not possible except for the case where the vowels /❛/, /✐/ and /✉/ at normal
pitch are considered. In this case, the system in [332] achieves AUC=0.74 for
vowel /❛/ at normal pitch, 0.70 for vowel /✐/ at normal pitch, and 0.70 for
vowel /✉/ at normal pitch. By contrast the proposed system in this thesis
achieves AUC=0.84 for vowel /❛/, 0.81 for vowel /✐/ and 0.80 for vowel /✉/.
Despite the differences in the approaches it can be observed that our system
achieves, for each individual vowel, a performance that is better than the
ones provided in [332] and a global performance (AUC=0.88) that is similar
to their best system under a more realistic -non biased- scenario.

Despite the differences in the partitions used for experimentation, other re-
lated approach is presented in [88], where a subset of the SVD database com-
posed of 266 normophonic and 263 dysphonic registers (comprising three
pathologies: cysts, paralysis and polyps) report an ACC of 91%. The features
are based on correlation and lags of filter-banks calculated after having used
a time-frequency decomposition. In a different approach, 101 pathological
recordings corresponding to three pathologies and 60 normophonic voices
of the SVD database [200] are used. This paper also employs the MEEI corpus
(113 pathological and 53 normophonic registers) and an Arabian database of
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spoken digits (78 pathological and 87 normophonic) with dysphonic record-
ings belonging to 5 distinct pathologies. By using MFCC features and GMM

classifiers, the best ACC for SVD is 80%. In a cross-database experiment the
SVD partition is used to build an AVQA system, and then results are assessed
in the MEEI and Arabian databases. For the first case ACC reaches up to 81%,
whereas for the second a 69% is obtained. Despite the positive outcomes,
the authors criticise the ability of conventional characteristics (like MFCC) to
accurately detect pathology, but no discussion is given in terms of AUC or in
how non-optimal operation points (e. g., EER optimised for the SVD database)
might be affecting the reported results. A related work using the same cor-
pora and the same criterion for partitioning the databases is followed in [137]
(although the number of recordings differ). By using interlaced derivative
patterns of the glottal excitation signal and a SVM classifier, an ACC of 93% is
obtained for SVD. In cross-database trials, an ACC of 85% is achieved when
testing is performed in MEEI, and of 88% when tested in the Arabic database.
Authors in [233] follow the same line of though (the same database and the
same pathologies are considered). However, the MDVP software is used to
extract features and a SVM to provide decisions. In this case, the best accu-
racy for the SVD database is 99% with a subset of features ranked according
to the Fisher’s discriminant ratio. In a cross-database scenario, results reach
up to 70% when tested in the MEEI database, and 71% in the Arabic corpus.
Even though it is not possible to compare our results to those of the pre-
vious works due to the differences in the employed acoustic material, they
serve to illustrate to which extent results are affected when a cross-database
approach is followed. In all cases the results reported in literature are in the
same line as the ones provided by our system. In particular, we found that in
our system AUC varied from 0.75 to 0.94 and that ACC varied between 72% to
84% depending on the tested database. These outcomes evidence the robust-
ness of the approach in providing decision systems about the presence of
vocal pathologies. Indeed, the diminished ACC (according to the AUC values
that are obtained) might be explained by having trained the threshold used
in the likelihood decision function with the SVD database, but then having
employed this value for taking decisions in GMar, HUPA, DN and ATIC.



12
R E S U LT S O N V O I C E PAT H O L O G Y A S S E S S M E N T

This chapter is devoted to the experiments investigating the automatic
assessment of voice pathologies. As previously introduced during section
10.2.2, four sub-tests are to be performed in this chapter:

Sub-test A1: is designed to test the influence of different sets of charac-
teristics in assessment tasks (see section 10.2.2.1). Since trials are car-
ried out in databases containing registers of the vowel /❛/, the same
sets of features employed for the characterisation of sustained vowels
in detection experiments are considered (see Table 10.1).

Sub-test A2: feature selection methods are used to rank the most rele-
vant features for predicting G, B and R (see section 10.2.2.2). The idea
is to choose a consistent subset that provides the best generalisation
results among all the databases. Ordinal classification is employed to
predict the traits while accounting for the ordering of the GRBAS evalu-
ations. Moreover, a Gaussian regressor is utilised to deem for the con-
tinuous nature of the assessment task. A partition of the SVD dataset,
the DN and the ATIC corpora are used for evaluation of results.

Subtest A3: the influence of sex in automatic assessment tasks is stud-
ied in this sub-test. To this end, two systems are constructed: one
trained with the evaluations of female speakers and the other with the
evaluation of males. A description of the methodologies followed is
presented in section 10.2.2.3.

Sub-test A4: developed for a clinical validation of the methodologies in
sub-test A2. To evaluate the results, a speech pathologist has provided
an assessment about the reliability of the labels supplied by the system.
Likewise, the expert is asked to provide a blind evaluation of vocal
quality, but defining the GRBAS scale in a continuous scale. Metrics of
error are computed between the assessments provided by the speech
pathologist in the evaluations and the labels given by the system. The
methodology of current sub-test is presented in section 10.2.2.4.

12.1 sub-test a1 : prediction of G , R and B using different sets

of features .

This sub-test, described in section 10.2.2.1, is composed of three trials that
examine the ability that different sets of features provide for the assessment
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of vocal pathologies. Each trial is identical except for the dataset that is
utilised. Since all databases have been assessed by the same speech therapist,
a correlation analysis between pairs of traits is firstly provided in Table 12.1.
This serves as an exploratory analysis that might indicate how closely related
certain traits are in the different datasets; or to which extent the speech
therapist tends to associate a certain trait to another.

Table 12.1. Sub-test A1: correlation between pairs of traits for the different databases.

G-B G-R B-R

ρ ρR ρ ρR ρ ρR

HUPA 0.74 0.73 0.81 0.79 0.71 0.70

SVD 0.76 0.79 0.80 0.82 0.58 0.60

GMar 0.67 0.67 0.86 0.84 0.53 0.49

As observed, there is a large correlation between G- R and G-B. This
is expected as G is often considered a superclass encompassing B and R.
However, there is a considerable correlation between B-R that might be ex-
plained, partially, by the presence of pathologies influencing these two traits
simultaneously. In any case, this value is surprisingly high, specially for the
HUPA database where ρR = 0.70 and SVD where ρR = 0.60.

12.1.1 Trial A1_HUPA

The current trial employs registers of the vowel /❛/ belonging to the HUPA

database. A correlation analysis between features and traits is reported in
Table 12.2. Additionally, Table 12.3 reports the results of an ordinal classifi-
cation that has been carried out with the aim of evaluating the performance
of several sets of features in automatic assessment tasks.

Results suggest that the Pert set has the highest interrelationship among all
features, with characteristics such as GNE presenting correlation values supe-
rior to 0.38 no matter the trait that is analysed. The Pert set also provides one
of the best efficiencies when predicting G (AMAE=0.37). Respecting the MSs

set, it is noteworthy the consistent level of correlation of all features, with val-
ues up to 0.37 when using RALA. In terms of classification performance, this
set provides some of the best outcomes when predicting G (AMAE=0.37) and
R (AMAE=0.38). Another well performing set is SpecCeps, with features such
as CPPS having correlations above 0.33 for any trait. Despite that, using CPPS

in combination with LHr decreases results in the ordinal classification proce-
dure. This might be expected due to the low correlation that LHr presents
and that in some cases does not surpass 0.05. PLP provides the best results in
classification for B, having AMAE=0.31. Finally, and regarding the complex-
ity features, it can be noticed that within the Ue set LLE provides the highest
level of correlation (above 0.29 for any trait), closely followed by PE (above
0.28 for any trait) and ApEn (above 0.22 for any trait). By contrast, the high-
est correlation in the NUe set is found when employing RPDE and ApEn. In
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Table 12.2. Trial A1_HUPA: correlation analysis of the tested features and the G, R

and B traits, using registers of the vowel /❛/ in the HUPA dataset.

G R B

Set Features ρ ρR ρ ρR ρ ρR

NNE -0.01 0.33 -0.01 0.33 -0.03 0.28

CHNR -0.52 0.48 -0.51 0.47 -0.42 0.40Pert

GNE -0.55 0.54 -0.49 0.48 -0.38 0.40

PLP - 0.27 - 0.25 - 0.23

MFCC - 0.23 - 0.22 - 0.22

CPPS -0.36 0.33 -0.37 0.32 -0.38 0.33
SpecCeps

LHr -0.03 0.11 -0.07 0.14 -0.05 0.11

MSH 0.17 0.19 0.17 0.17 0.17 0.18

CIL -0.20 0.22 -0.18 0.17 -0.21 0.20

RALA -0.36 0.37 -0.32 0.33 -0.32 0.33

MSP25 -0.23 0.25 -0.20 0.21 -0.20 0.22

MSP75 -0.20 0.21 -0.17 0.18 -0.19 0.20

MSs

MSP95 -0.21 0.21 -0.18 0.18 -0.20 0.20

he 0.02 0.08 0.03 0.06 -0.08 0.10

DFA 0.06 0.09 0.08 0.08 -0.07 0.10

D2 0.14 0.20 0.11 0.16 0.05 0.15

LLE 0.32 0.29 0.34 0.32 0.32 0.29

RPDE 0.13 0.21 0.21 0.25 0.16 0.19

ApEn -0.27 0.25 -0.22 0.22 -0.28 0.26

SampEn 0.11 0.17 0.06 0.14 0.07 0.14

mSampEn -0.08 0.13 -0.13 0.14 -0.16 0.16

GSampEn -0.03 0.07 0.03 0.08 0.03 0.06

FuzzyEn 0.08 0.13 0.07 0.13 0.09 0.12

rHMMEn 0.16 0.19 0.12 0.14 0.06 0.14

sHMMEn 0.15 0.17 0.12 0.13 0.06 0.13

Ue

PE 0.28 0.29 0.32 0.31 0.30 0.28

D2 0.12 0.12 0.09 0.12 0.09 0.09

LLE 0.10 0.10 0.11 0.11 0.11 0.10

RPDE 0.15 0.17 0.20 0.19 0.08 0.11

ApEn 0.22 0.19 0.19 0.18 0.20 0.17

SampEn 0.17 0.15 0.14 0.13 0.16 0.13

mSampEn -0.04 0.06 -0.06 0.06 -0.03 0.05

GSampEn 0.09 0.09 0.07 0.09 0.08 0.06

FuzzyEn 0.14 0.12 0.11 0.12 0.13 0.10

rHMMEn 0.20 0.19 0.12 0.12 0.13 0.14

sHMMEn 0.19 0.18 0.12 0.12 0.14 0.14

NUe

PE 0.02 0.09 0.01 0.11 0.00 0.08

general terms, it seems that the uniform technique provides better correla-
tion than its non-uniform counterpart. Notwithstanding, when considering
ordinal classification, it seems that neither Ue nor NUe excel in performance.

12.1.2 Trial A1_SVD

The current trial employs recordings of the vowel /❛/ belonging to the
SVD database. The correlation analysis between the tested features and G, R
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Table 12.3. Trial A1_HUPA: ordinal classification performance metrics of the tested
features and the G, R and B traits, using registers of the vowel /❛/ in
the HUPA dataset.

G B R

Sets Subset Classifier fβ MAE AMAE fβ MAE AMAE fβ MAE AMAE

- POM 0.63 0.39 0.37 0.66 0.41 0.34 0.57 0.47 0.43
Pert

ELMOP 0.63 0.40 0.37 0.65 0.42 0.35 0.57 0.48 0.43

- POM 0.51 0.55 0.49 0.65 0.43 0.35 0.51 0.59 0.49
CPPS+LHr

ELMOP 0.56 0.58 0.44 0.66 0.45 0.34 0.55 0.63 0.45

- POM 0.59 0.47 0.41 0.65 0.42 0.35 0.54 0.55 0.46
MFCC

ELMOP 0.59 0.46 0.41 0.68 0.40 0.32 0.56 0.53 0.44

- POM 0.61 0.45 0.39 0.67 0.41 0.33 0.53 0.54 0.47
PLP

ELMOP 0.62 0.45 0.38 0.69 0.38 0.31 0.57 0.50 0.43

- POM 0.63 0.40 0.37 0.66 0.41 0.34 0.59 0.45 0.41
MSs

ELMOP 0.63 0.41 0.37 0.67 0.40 0.33 0.62 0.45 0.38

LongRange POM 0.49 0.67 0.51 0.65 0.49 0.35 0.48 0.69 0.52

ELMOP 0.49 0.66 0.51 0.63 0.51 0.37 0.45 0.73 0.55

DynInv POM 0.57 0.51 0.43 0.67 0.43 0.33 0.55 0.53 0.45

ELMOP 0.60 0.48 0.40 0.67 0.42 0.33 0.55 0.55 0.45

Reg POM 0.52 0.54 0.48 0.62 0.48 0.38 0.49 0.61 0.51

ELMOP 0.56 0.49 0.44 0.64 0.46 0.36 0.55 0.55 0.45

EntAtt POM 0.55 0.51 0.45 0.67 0.41 0.33 0.51 0.56 0.49

Ue

ELMOP 0.60 0.45 0.40 0.64 0.44 0.36 0.59 0.48 0.41

DynInv POM 0.54 0.53 0.46 0.66 0.45 0.34 0.50 0.59 0.50

ELMOP 0.62 0.46 0.38 0.66 0.42 0.34 0.59 0.52 0.41

Reg POM 0.52 0.55 0.48 0.65 0.43 0.35 0.51 0.59 0.49

ELMOP 0.58 0.47 0.42 0.66 0.41 0.34 0.58 0.51 0.42

EntAtt POM 0.52 0.56 0.48 0.65 0.48 0.35 0.50 0.65 0.50

NUe

ELMOP 0.58 0.49 0.42 0.66 0.45 0.34 0.55 0.57 0.45

and B is presented in Table 12.4. Likewise, results for ordinal classification
are shown in Table 12.5.

Similarly to Trial A1_HUPA, the best results are achieved when using the
Pert set (with correlation values above 0.53 using CHNR and above 0.44 us-
ing GNE) and classification results that are consistently higher than in the
remaining sets (AMAE for G=0.60, B=0.74 and R=0.78). Considering the MSs

set, RALA is once again the best correlated characteristic, although, being
closely followed by the remaining (in all cases always above 0.4) but for MSH

(above 0.18). The performance of the MSs set is one of the highest among
the trial (AMAE ranges from 0.69 in G to 0.84 in R). With regards to SpecCeps,
CPPS and PLP present the highest correlation values within the set (always
superior to 0.31 for all traits), but its performance in ordinal classification
is moderate (specially for CPPS+LHr where AMAE ranges from 0.92 to 1.13).
Respecting the Ue set, it can be noticed that PE and LLE achieve levels of cor-
relation above 0.41 for all traits. By contrast, the regularity features (except
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Table 12.4. Trial A1_SVD: correlation analysis of the tested features and the G, R and
B traits, using registers of the vowel /❛/ in the SVD dataset.

G R B

Set Features ρ ρR ρ ρR ρ ρR

NNE 0.02 0.45 0.04 0.43 0.02 0.43

CHNR -0.62 0.58 -0.55 0.53 -0.58 0.55Pert

GNE -0.57 0.54 -0.46 0.44 -0.59 0.57

PLP - 0.31 - 0.31 - 0.30

MFCC - 0.28 - 0.20 - 0.25

CPPS -0.34 0.32 -0.32 0.30 -0.34 0.32
SpecCeps

LHr -0.16 0.23 -0.20 0.27 -0.20 0.26

MSH -0.24 0.23 -0.19 0.18 -0.23 0.23

CIL 0.49 0.45 0.47 0.44 0.48 0.44

RALA 0.55 0.51 0.51 0.48 0.54 0.51

MSP25 0.45 0.42 0.42 0.40 0.47 0.43

MSP75 0.48 0.44 0.45 0.43 0.48 0.44

MSs

MSP95 0.52 0.48 0.50 0.48 0.55 0.50

he 0.29 0.31 0.21 0.22 0.24 0.28

DFA 0.32 0.33 0.24 0.24 0.26 0.28

D2 0.01 0.30 0.00 0.22 0.01 0.29

LLE 0.44 0.41 0.42 0.41 0.47 0.42

RPDE 0.30 0.33 0.39 0.40 0.27 0.30

ApEn -0.18 0.17 -0.12 0.13 -0.22 0.20

SampEn 0.06 0.14 0.05 0.09 0.09 0.14

mSampEn -0.11 0.12 -0.16 0.15 -0.07 0.09

GSampEn -0.02 0.13 0.05 0.12 -0.02 0.13

FuzzyEn -0.02 0.16 0.05 0.09 0.03 0.14

rHMMEn 0.12 0.17 0.03 0.11 0.13 0.16

sHMMEn 0.14 0.17 0.08 0.13 0.15 0.17

Ue

PE 0.49 0.43 0.53 0.48 0.48 0.42

D2 0.16 0.13 0.18 0.13 0.22 0.16

LLE 0.00 0.08 -0.04 0.10 -0.02 0.09

RPDE 0.27 0.26 0.26 0.24 0.21 0.21

ApEn 0.14 0.18 0.16 0.15 0.22 0.21

SampEn 0.12 0.13 0.11 0.11 0.19 0.16

mSampEn -0.03 0.12 0.00 0.08 0.04 0.09

GSampEn 0.12 0.13 0.14 0.12 0.18 0.16

FuzzyEn 0.13 0.16 0.16 0.14 0.20 0.19

rHMMEn 0.01 0.04 -0.07 0.06 0.02 0.04

sHMMEn 0.00 0.03 -0.06 0.05 0.02 0.03

NUe

PE 0.14 0.13 0.17 0.15 0.17 0.15

ApEn where ) seems to be more modestly correlated. In terms of ordinal clas-
sification performance, EntAtt (where PE is contained) presents some of the
most competitive outcomes next to DynInv (AMAE ranging from 0.72 to 0.97
for these two sets). Respecting NUe, results are generally worse than those
obtained with the Ue set, in terms of AMAE.

12.1.3 Trial A1_GMar

The current trial employs recordings of the vowel /❛/ belonging to the
GMar database. The correlation analysis between the tested features and the
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Table 12.5. Trial A1_SVD A1: ordinal classification performance metrics of the tested
features and the G, R and B traits, using registers of the vowel /❛/ in
the SVD dataset.

G B R

Sets Subset Classifier fβ MAE AMAE fβ MAE AMAE fβ MAE AMAE

- POM 0.54 0.47 0.60 0.42 0.35 0.74 0.37 0.43 0.78
Pert

ELMOP 0.56 0.47 0.59 0.47 0.36 0.74 0.36 0.44 0.82

- POM 0.26 0.73 0.92 0.25 0.49 1.18 0.26 0.54 1.13
CPPS+LHr

ELMOP 0.30 0.79 1.03 0.34 0.51 1.19 0.26 0.57 1.27

- POM 0.37 0.64 0.80 0.35 0.45 0.95 0.34 0.51 0.95
MFCC

ELMOP 0.44 0.58 0.73 0.42 0.42 0.89 0.34 0.51 0.96

- POM 0.44 0.57 0.70 0.45 0.39 0.78 0.38 0.46 0.83
PLP

ELMOP 0.48 0.54 0.68 0.43 0.40 0.82 0.36 0.46 0.85

- POM 0.47 0.57 0.69 0.47 0.38 0.78 0.38 0.46 0.84
MSs

ELMOP 0.47 0.58 0.74 0.44 0.41 0.91 0.34 0.47 0.94

LongRange POM 0.30 0.75 1.02 0.24 0.57 1.38 0.24 0.63 1.33

ELMOP 0.33 0.74 1.04 0.28 0.55 1.31 0.25 0.61 1.29

DynInv POM 0.44 0.61 0.75 0.41 0.44 0.97 0.35 0.48 0.91

ELMOP 0.46 0.57 0.71 0.44 0.42 0.92 0.36 0.46 0.87

Reg POM 0.19 0.87 1.06 0.22 0.55 1.35 0.22 0.61 1.32

ELMOP 0.41 0.64 0.84 0.33 0.51 1.19 0.23 0.60 1.31

EntAtt POM 0.43 0.61 0.72 0.34 0.43 0.92 0.37 0.46 0.82

Ue

ELMOP 0.49 0.55 0.69 0.44 0.42 0.89 0.35 0.46 0.87

DynInv POM 0.38 0.67 0.84 0.34 0.50 1.15 0.31 0.55 1.15

ELMOP 0.44 0.61 0.74 0.41 0.44 0.97 0.33 0.49 0.97

Reg POM 0.28 0.80 0.97 0.28 0.52 1.23 0.26 0.58 1.19

ELMOP 0.45 0.63 0.80 0.39 0.47 1.05 0.29 0.54 1.11

EntAtt POM 0.18 0.93 1.19 0.20 0.57 1.43 0.22 0.61 1.34

NUe

ELMOP 0.35 0.72 1.02 0.36 0.50 1.19 0.27 0.56 1.22

G, R and B traits is presented in Table 12.6, whereas the results for the
ordinal classification are introduced in Table 12.7.

As in the previous two trials, the largest correlation values are generally
obtained with the Pert set, having ρR = 0.39 when using GNE and CHNR. This
set also achieves good performance in ordinal classification tasks, specially
for G (AMAE=0.50) and R (AMAE=0.51). Relating to the MSs set, correlation
values are amongst the largest within the trial, ranging from 0.44 with RALA

to 0.11 with MSH. In relation to the SpecCeps set, correlations are above 0.23 in
all cases, but with CPPS and LHr providing the highest values. Notwithstand-
ing, the best classification performance is obtained with the PLP features,
specially for predicting B (AMAE=0.32). With reference to the Ue set there
is a modest ordinal classification performance when examining each one of
the subsets. The results of the NUe set vary a lot. Indeed, no single feature
correlated above 0.24. Besides that, the ordinal classification performance of
all of its subsets is moderate in comparison to the outcomes of other sets.
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Table 12.6. Trial A1_GMar: correlation analysis of the tested features and the G, R

and B traits, using registers of the vowel /❛/ in the GMar dataset.

G R B

Set Features ρ ρR ρ ρR ρ ρR

NNE -0.02 0.23 0.02 0.21 -0.04 0.20

CHNR -0.47 0.45 -0.42 0.40 -0.39 0.39Pert

GNE -0.46 0.46 -0.43 0.43 -0.40 0.41

PLP - 0.32 - 0.29 - 0.29

MFCC - 0.28 - 0.25 - 0.29

CPPS -0.39 0.36 -0.25 0.23 -0.35 0.32
SpecCeps

LHr -0.29 0.35 -0.24 0.30 -0.26 0.32

MSH -0.13 0.13 -0.12 0.12 -0.11 0.12

CIL 0.34 0.31 0.27 0.24 0.32 0.30

RALA 0.44 0.44 0.41 0.42 0.38 0.39

MSP25 0.36 0.33 0.25 0.24 0.35 0.33

MSP75 0.34 0.31 0.24 0.22 0.33 0.30

MSs

MSP95 0.38 0.34 0.28 0.25 0.39 0.36

he 0.06 0.17 0.16 0.21 0.02 0.14

DFA 0.03 0.12 0.09 0.13 0.00 0.10

D2 0.06 0.20 0.07 0.20 0.05 0.18

LLE 0.31 0.27 0.28 0.25 0.36 0.31

RPDE 0.09 0.18 0.10 0.18 0.10 0.15

ApEn -0.24 0.21 -0.18 0.16 -0.25 0.22

SampEn 0.07 0.13 0.04 0.10 0.09 0.16

mSampEn -0.14 0.15 -0.09 0.10 -0.14 0.13

GSampEn -0.05 0.10 -0.03 0.08 -0.05 0.09

FuzzyEn 0.06 0.10 0.02 0.09 0.15 0.13

rHMMEn 0.08 0.18 0.07 0.17 0.08 0.16

sHMMEn 0.11 0.17 0.08 0.16 0.11 0.16

Ue

PE 0.29 0.30 0.23 0.24 0.30 0.28

D2 0.15 0.12 0.08 0.08 0.20 0.16

LLE 0.00 0.11 0.02 0.11 -0.04 0.11

RPDE -0.02 0.05 0.08 0.10 -0.05 0.06

ApEn 0.16 0.17 0.06 0.10 0.24 0.19

SampEn 0.14 0.14 0.04 0.08 0.20 0.16

mSampEn 0.00 0.07 -0.05 0.10 0.04 0.05

GSampEn 0.15 0.14 0.06 0.07 0.19 0.17

FuzzyEn 0.19 0.18 0.09 0.10 0.23 0.21

rHMMEn 0.06 0.06 0.01 0.02 0.05 0.06

sHMMEn 0.05 0.05 0.01 0.02 0.05 0.05

NUe

PE 0.12 0.12 0.09 0.10 0.17 0.15

12.1.4 Discussions on sub-test A1

The results are fairly consistent in the three databases. From the presented
outcomes it can be inferred that the Pert set provides the best correlation
among sets, as ascertained by the results of the three trials. Likewise, both
MSs and SpecCeps also present some of the largest correlation values and a
homogeneous behaviour among trials. By contrast, the complexity sets (Ue

and NUe) provide greatly fluctuating outcomes. In terms of individual char-
acteristics, a common pattern of high correlation and good performance is
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Table 12.7. Trial A1_GMar: ordinal classification performance metrics of the tested
features and the G, R and B traits, using registers of the vowel /❛/ in
the GMar dataset.

G B R

Sets Subset Classifier fβ MAE AMAE fβ MAE AMAE fβ MAE AMAE

- POM 0.48 0.66 0.52 0.65 0.49 0.36 0.46 0.65 0.55
Pert

ELMOP 0.51 0.64 0.50 0.66 0.54 0.34 0.50 0.62 0.51

- POM 0.35 0.76 0.65 0.65 0.50 0.36 0.33 0.76 0.67
CPPS+LHr

ELMOP 0.17 0.97 0.83 0.64 0.58 0.37 0.31 0.76 0.69

- POM 0.39 0.79 0.61 0.65 0.50 0.35 0.41 0.73 0.59
MFCC

ELMOP 0.51 0.68 0.50 0.65 0.47 0.35 0.39 0.79 0.62

- POM 0.42 0.72 0.59 0.66 0.46 0.34 0.41 0.73 0.60
PLP

ELMOP 0.49 0.70 0.51 0.68 0.45 0.32 0.45 0.73 0.55

- POM 0.45 0.71 0.55 0.67 0.50 0.34 0.40 0.70 0.61
MSs

ELMOP 0.35 0.79 0.66 0.66 0.53 0.34 0.35 0.71 0.66

LongRange POM 0.19 0.96 0.82 0.65 0.58 0.35 0.36 0.74 0.64

ELMOP 0.29 0.93 0.71 0.64 0.59 0.36 0.35 0.77 0.66

DynInv POM 0.34 0.82 0.66 0.67 0.51 0.33 0.41 0.70 0.60

ELMOP 0.37 0.82 0.63 0.67 0.50 0.33 0.42 0.72 0.58

Reg POM 0.33 0.83 0.67 0.66 0.53 0.34 0.37 0.72 0.64

ELMOP 0.38 0.75 0.63 0.67 0.51 0.34 0.39 0.70 0.62

EntAtt POM 0.27 0.86 0.73 0.66 0.53 0.34 0.34 0.76 0.67

Ue

ELMOP 0.46 0.66 0.55 0.67 0.49 0.34 0.45 0.65 0.55

DynInv POM 0.22 0.93 0.79 0.66 0.56 0.35 0.26 0.83 0.75

ELMOP 0.35 0.81 0.65 0.64 0.54 0.36 0.38 0.74 0.62

Reg POM 0.30 0.86 0.71 0.65 0.54 0.36 0.36 0.74 0.64

ELMOP 0.43 0.75 0.57 0.64 0.54 0.37 0.45 0.66 0.55

EntAtt POM 0.20 0.91 0.81 0.65 0.56 0.36 0.27 0.79 0.73

NUe

ELMOP 0.23 0.89 0.77 0.65 0.56 0.36 0.33 0.79 0.68

generally observed with RALA, CPPS, GNE and CHNR. Nonetheless, other
well-performing/well-correlated characteristics include LLE, ApEn and PE (in
the Ue set). An interesting observation from the sub-test is that features tend
to perform equally well no matter the trait that is analysed. This might con-
tradict the reasoning of some features correlating better with some traits as
they are expected to measure a certain phenomenon of pathological voice
production. For instance, we would expect characteristics measuring mod-
ulation noise (such as RPDE) to have a higher correspondence to the R trait,
whereas those indicating the presence of additive noise (such as perturbation
measures) to be more interrelated to B. This is because additive noise tends
to be associated to the perception of breathiness due to turbulence, whereas
modulation noise tends to be interrelated to the roughness perception. How-
ever, this is not the case, and in contrast a subset of characteristics dominate
over G, B and R. It is important to remark that features have been evaluated
individually, or grouped into subsets according to the domain they have
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been computed. Thus, an analysis that assesses the complementarity of fea-
tures -even if calculated in different domains- in the search of a combination
that most reliably characterises vocal quality, should be performed.

To provide further evidences about the performance of each tested sets of
characteristics, three filter feature selection algorithms are employed (MIM,
mRMR and JMI). The aim is to rank the features within each set from the most
to the least relevant (according to the filter algorithms). The results of the
ranking procedure for the HUPA, SVD and GMar databases are displayed in the
Appendix, in Tables B.1, B.2 and B.3 respectively. To generalise the ranking
results disregarding the effect of the database and the filter algorithm, a
scoring procedure, similar to the one followed in Figure 10.14 is performed.
In this manner the best ranked features receive a minimum score, while the
worst performing attain the maximum value. Results are then summed up
for the three feature selection techniques and for the three databases. At
the end, the features with the lowest scores are acknowledged as the most
consistent and best performing within the set. The outcomes of the scoring
procedure applied to each one of the feature sets are reported in Table 12.8.

Table 12.8. Subtest A1: best characteristics within each feature set and among all the
databases, according to the filter feature selection procedures.

Set Trait Features

Pert

G CHNR GNE NNE

B CHNR GNE NNE

R GNE CHNR NNE

SpecCeps

G CPPS MFCC LHr

B CPPS MFCC LHr

R LHr CPPS MFCC

MSs

G RALA CIL MSP95

B RALA MSP95 CIL

R RALA MSP95 CIL

Ue

G PE LLE he DFA RPDE

B PE LLE he DFA ApEn

R PE LLE DFA D2 he

NUe

G LLE ApEn he DFA PE

B LLE he PE ApEn DFA

R LLE DFA he PE RPDE

Table 12.8 confirms the good performance given by RALA, CPPS, GNE and
PE. It also permits a direct examination of the Ue and NUe sets, where features
such as LLE, PE and RPDE are well ranked in both cases (after disregarding
long-range estimators such as DFA and he as they are independent of the
reconstruction). Since both techniques are measuring the same nonlinear
properties, it is of interest to drop one of the sets in favour of the other not
to introduce redundancy in further experiments while alleviating some of
the computational load. With this in mind, the correlation results (in terms
of ρR) for the best correlated features which are common for both Ue and NUe

(LLE, PE and RPDE) are introduced in Table 12.9. The outcomes reveal that the
Ue characteristics are always better correlated than the features on the NUe
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set. Due to this reason and due to the lack of consistency of NUe during the
three trials of the current sub-set, this set has been disregarded from further
testing.

Table 12.9. Sub-test A1: ρR for the complexity sets Ue and NUe for the three tested
databases and the best performing features according to the feature se-
lection procedure.

HUPA SVD GMar
Trial Set

Ue NUe Ue NUe Ue NUe

LLE 0.29 0.10 0.41 0.08 0.27 0.11

PE 0.29 0.09 0.43 0.13 0.30 0.11G

RPDE 0.21 0.17 0.33 0.26 0.18 0.11

LLE 0.32 0.11 0.41 0.10 0.25 0.12

PE 0.31 0.11 0.48 0.15 0.24 0.10R

RPDE 0.25 0.19 0.40 0.24 0.18 0.15

LLE 0.29 0.10 0.42 0.09 0.31 0.05

PE 0.28 0.08 0.42 0.15 0.28 0.10B

RPDE 0.19 0.11 0.30 0.21 0.15 0.06

Finally, it is worth noting the good behaviour that the descriptor ρR presents,
specially with some features that otherwise would be considered irrelevant
according to the classical correlation measure ρ. One example is in NNE,
which in several cases produced a ρ below 0.1, but much more superior
when using ρR. At the end, the relevance of NNE as assessed by the feature
ranking and the ordinal classification, agrees with the values given by ρR,
and thus acknowledges its consistency. An additional advantage of such
descriptor, consists on the possibility of measuring the correlation of mul-
tidimensional characteristics such as PLP and MFCC, giving a general idea
about their performance as a whole.

12.2 sub-test a2 : generalisation of results through filter se-
lection methods .

Sub-test A2 examines the best performing and most consistent characteris-
tics for assessment tasks. The methodological stages that are followed have
been introduced in section 10.2.2.2. Contrary to the previous experiment on
which filter feature selection algorithms are applied to differentiate the most
relevant features within a set, the current trials consider all characteristics al-
together. Thus, for each database, a supermatrix is created by concatenating
all sets of features (disregarding NUe in favour of Ue as discussed previously).
Then, the same filter feature selection algorithms and scoring procedures de-
scribed in sub-test A1 are applied. The outcomes after following such process
are referred in Table 12.10.

It can be noticed that the most informative features (for all traits) are GNE,
PE, RALA and CHNR, with other features such as some PLP NNE or MSP95

performing well. For the sake of interpretability only 3 are utilised, as this
reduced set provides interesting information that might not be achieved with
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Table 12.10. Sub-test A2: top-10 ranked features, after considering the three feature
selection techniques and the scoring procedure. Results are for the G,
B and R traits.

G B R

CHNR CHNR PE

PE GNE GNE

GNE PE RALA

RALA PLP(2) CHNR

PLP(3) RALA PLP(3)

PLP(2) MSP95 NNE

MSP75 PLP(3) MSP95

NNE NNE CPPS

CPPS CPPS LLE

CIL LLE MFCC(16)

a larger feature space. For instance, limiting the analysis to just three charac-
teristics permits the construction of 3-dimensional projections that expound
the separability offered by the features.

Following this idea, and to enlighten the observation of results in the 3-
dimensional space, a per-file statistic is computed as the average value of all
the frames belonging to a recording. This concentrates all the information of
the register into a single point, thus avoiding dispersion in the feature space
that otherwise would be encountered with a per-frame approach. Addi-
tionally, and as proven later after extensive experimentation, this averaging
process has been useful for improving results in automatic assessment tasks.
As a matter of example and to illustrate the dispersion phenomenon, Figure
12.1 introduces the CPPS contour formed after plotting all the frames of two
voice recordings, one labelled G=0 (blue) and the other G=2 (red). As ob-
served, the register with label 0 presents a very consistent behaviour, with
a high CPPS value which is typical of voices not affected by the presence of
turbulence noise. By contrast, the register labelled 2 contains a widespread
distribution of points with continuous drops and rises. Indeed, in some ut-
terances the values are practically similar to those attained by the register
labelled 0. This indicates that even in pathological conditions, there exist
segments resembling normophonic behaviour.

Since the reduced supermatrix formed by three characteristics contains
data -in a per-file fashion- of the three databases, a further processing is per-
formed to remove those values that might be considered non-representative
of the analysed label and trait. This resembles an outlier-removal proce-
dure, but accounting for the multidimensional nature of the supermatrix.
To this end, and in view of the compact clusters of the group of features
(see for instance the projections in Figure 12.2), each label (1, 2 or 3) within
each trait ( G, B or R) is modelled using a GMM trained with 1 Gaussian.
Then, the log-likelihood between each data point and the model to which it
belongs is computed. The resulting score measures how likely is the data-
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Figure 12.1. Sub-test A2: contour formed after plotting the CPPS of two voices of the
HUPA dataset. The graphic in red is for a voice with G=2, whereas the
one in blue is for one having G=0.

point to be generated by the model. Boxplots of the scores are then drawn,
as they provide information about the distribution of the points. Only utter-
ances whose scores are above a certain threshold are kept for further testing,
hence providing a more compact representation of the label under study.
After some testing using different threshold values, the median or 50-th per-
centile is used due to the good results obtained. A graphic summarising
the whole process is introduced in Figure 12.2. In the same manner, Figure
12.3 presents 3-dimensional plots for each one of the traits, using the per-
file scheme and the outlier-removal-like procedure. The graphic has been
colour-coded to represent the labels. The three depicted features, in all cases,
correspond to RALA, GNE and CHNR. This is due to some intensive testing
that demonstrated good performance using this three features exclusively in
contraposition to other combinations.

CHNR RALA GNE

Figure 12.2. Sub-test A2: procedure for finding a compact representation of the fea-
ture space.

From the projections it can be inferred, that for all traits, the selected
features offer a consistent separability between the most extreme cases, as
determined by the two very differentiated clusters formed by labels 0 and 3
(specially for G and B). However, for labels 1 and 2, certain interweaving is
observed. Certainly, distinguishing between a grave disorder (3) and normo-
phonia (0) is easier than distinguishing between consecutive labels like light
(1) or moderate (2) disorder.
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(a) 3-dimensional projection of G. (b) 3-dimensional projection of B.

(c) 3-dimensional projection of R.

Figure 12.3. Sub-test A2: representation in a per-file basis of the most relevant fea-
tures according to the feature ranking procedure: GNE, CHNR and RALA.
Projection for G is in Figure 12.3a, B in 12.3b, R in 12.3c.

Since the projections only provide visual information regarding the sepa-
rability offered by the features, the next two trials are designed for assessing
their validity in automatically predicting voice quality. In order to evaluate
the performance of the system in the following trials, the confusion ma-
trices resulting from the ordinal regression procedures are to be depicted.
Moreover, and for comparing these results to a certain baseline, an artificial
confusion matrix is constructed by assuming the existence of 4 pmf for each
label. Each pmf is designed -optimistically- to ensure a large probability of
occurrence for the label itself and its neighbour labels (0.9), and low else-
where (the remaining 0.10). A graphic depicting the pmf for each one of the
labels is introduced in Figure 12.4. As a matter of example, the pmf for label
0 assumes that a sample extracted randomly will produce with a probability
of 0.7 a value labelled as 0, with a probability of 0.2 a value labelled 1 and
with a probability of 0.05 a value that would be either 2 or 3. Values of the
confusion matrices are randomly sampled from these pmf by means of an in-

verse transform sampling procedure [334]. The number of samples is the same
as the number of instances of the target label.

12.2.1 Trial A2_SVD

For assessment purposes a partition of 121 registers of the SVD dataset is
employed as described in section 10.2.2.2. POM and ELMOP ordinal classifiers
are trained for testing out the ability of the selected features in predicting
G, B and R. The outcomes of the ordinal classification procedure are in-
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Figure 12.4. Sub-test A2: pmf for the labels 0, 1, 2 or 3. These are used in the design
of the random samples generator.

troduced in Table 12.11. Similarly, the confusion matrices of the technique
rendering the best results are presented in Figure 12.5.

Table 12.11. Trial A2_SVD: best results obtained using the ordinal classification tech-
niques and the SVD testing partition.

G B R

fβ MAE AMAE fβ MAE AMAE fβ MAE AMAE

POM 0.57 0.48 0.50 0.50 0.56 0.54 0.46 0.64 0.63

ELMOP 0.53 0.59 0.58 0.47 0.60 0.58 0.45 0.67 0.68

As observed from Table 12.11, the POM algorithm achieves the best classi-
fication results in terms of AMAE for all traits. In spite of that, the outcomes
provided by both classifiers are close to each other suggesting consistency
of the selected features and of the techniques. From the confusion matrix
it can be inferred that, in general, large errors are encountered between the
label 1 and its neighbour label 0. In terms of SE, label 1 just ranges from 19%
to 36%. Similarly, the label 2 presents -for all traits- large errors, specially
due to confusions with the neighbour 3. By contrast, 0 and 3 are very well
represented. In particular, label 0 has SE values ranging from 77.8% to 90.4%,
whereas 3 ranges from 53.3% to 71.7%. Compared to the artificial matrix,
the results of the system are very much alike for G, while for the remain-
ing traits the proposed system is outperformed in some cases whereas in
others the contrary occurs. One interesting observation is that most of the
errors are distributed around the diagonal, i. e., errors arise in the neighbour-
hood of the target label. To provide more hindsight about this particular, a
weighted version of AMAE is used to measure the influence of allowing this
type of errors in the calculation of performance metrics. The measures is a
modification of the statistics extracted from the weighted confusion matrix
and discussed in [335], but adapted to the context of ordinal classification.
In this respect, the classical AMAE assumes that the weight that is usually
associated to errors around diagonal is equal to of 1. The weighted-AMAE is
a generalisation that allows this value to be varied in the range 0 -where an
error around the diagonal is regarded as accurate- to 1 -the usual case-. The
graphic that arises from plotting the weighted-AMAE for a range of weights,
and for the proposed and the artificial system, is presented in Figure 12.6.
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(a) Confusion matrix for the G trait using POM.
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(b) Confusion matrix for the B trait using POM.
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(c) Confusion matrix for the R trait using POM.

Figure 12.5. Trial A2_SVD: confusion matrices for the ordinal classification (right)
and their artificial counterparts (left) using the SVD partition. Results
for G are in Figure 12.5a, for B in 12.5b, and for R in 12.5c. The values
next to the matrix indicate the SP and SE of the system. Each cell con-
tains the number of incidences on top, and the percentage of occurrence
at the bottom.

As observed, by setting the weights to 0 and thus regarding the errors
around the diagonal as positive outcomes, AMAE is decreased drastically to
around 0.15 for G and B, and to approximately 0.20 for R. This supports the
previous observations made in the confusion matrices, where most of the
errors seemed to have occurred in the neighbourhood of the diagonal.
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Figure 12.6. Trial A2_SVD: weighted-AMAE for weights varied between 0 and 1. Re-
sults for the SVD database.

Now, and since the assessment of voice quality should consider the whole
spectrum of possible evaluations ranging from normophonia to severe dys-
phonia, the use of a discrete scale might not be optimal. Hence, and to
acknowledge for the continuous nature of the assessment task, a Gaussian
regressor is tested out. The decisions given by the regressor are then com-
pared to the original G, R, B labels to compute error metrics. Following
that approach, Table 12.12 presents the RMSE and MAE values when using
the SVD partition. In addition, raster plots and the Probability Distribution

Function (pdf) representing the deviation between predicted and target labels
are introduced in Figure 12.7. In particular, the raster plot depicts the occur-
rences of the predicted label. It is expected that the closer the predictions
to the targets, the more compact the distribution of points around it. Like-
wise, the pdf models the raster plot deviations. In systems closely following
the target label the distribution is expected to be unimodal with large peaks
centred around it but smooth elsewhere.

Table 12.12. Trial A2_SVD: error measures for the Gaussian regressor. Figure (a)
presents the global values of RMSE and MAE, whereas (b) presents the
RMSE per label within each trait.

RMSE MAE

G 0.69 0.51

B 0.72 0.57

R 0.76 0.58

(a) RMSE & MAE

per class.

0 1 2 3

G 0.96 0.61 0.57 0.61

B 0.63 0.56 0.67 0.96

R 0.95 0.62 0.58 0.87

(b) RMSE calculated for
each trait and label.

Analysing the results obtained for the G trait, it can be inferred that the
label 3 is well represented as given by the prominent peak in the pdf of the
figure, and the raster plot centred around the value 3. Even though there
are certain points that deviate, the performance in general terms is good
(RMSE=0.69). The behaviour of label 2 is acceptable, having some errors in-
between labels 0 and 1, but specially 3. By contrast, there is a larger overlap
between the distributions of labels 0 and 1 as observed from both raster and
pdf plots. When analysing B, a large overlap between 2 and 3 is noticed,
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(a) Raster plot and pdf of deviations from labels for the Gaussian regres-
sion trial considering the G trait.
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(b) Raster plot and pdf of deviations from labels for the Gaussian regres-
sion trial considering the B trait.
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(c) Raster plot and pdf of deviations from labels for the Gaussian regres-
sion trial considering the R trait.

Figure 12.7. Trial A2_SVD: raster plots and pdf modelling the differences between
the target label and the label predicted by the system. The deviations
are normalised around the target label. Results for G are in Figure 12.7a,
for B in 12.7b, and for R in 12.7c.



180 results on voice pathology assessment

while 0 and 1 are better represented. The outcomes of the trait R -just as in
B- reveal a large overlap between labels 0 and 1, and between 2 and 3.

Regarding the outcomes of Table 12.12, the G trait presents the best results
as expressed by RMSE and MAE (0.69 and 0.51 respectively). Large errors are
achieved with traits R and B (RMSE=0.76 and RMSE=0.72 respectively), which
is in line to what is observed in the pdf curves, where a significant overlap
occurs between labels 2-3. An analysis of the RMSE per label on each of the
traits, reveals a pattern of large errors in the extremes. This might be due to
the more extended support of labels 0 and 3 (3 units) compared to 1 and 2 (only
2 units), which is translated in the possibility of having larger errors that are
more negatively penalised by RMSE.

12.2.2 Trial A2_DN

130 registers of the DN corpus (see details of the database in section 10.1.8)
are employed for assessment. The results of the ordinal classification proce-
dure are in Table 12.13. Similarly, the confusion matrices of the classification
method providing the best results are presented in Figure 12.8.

Table 12.13. Trial A2_DN: best results obtained using the ordinal classification tech-
niques and the DN partition.

G B R

fβ MAE AMAE fβ MAE AMAE fβ MAE AMAE

POM 0.51 0.45 0.48 0.51 0.51 0.51 0.40 0.83 0.73

ELMOP 0.53 0.43 0.47 0.48 0.57 0.58 0.39 0.84 0.77

The outcomes indicate an acceptable performance for G and B traits, and
a decreased efficiency for R. The POM technique tends to outperform ELMOP

but in the G case. While the confusion matrices for the G trait suggest that
most of the errors occur in the neighbour label, errors are more widespread
when considering B and R. The label 1 is the one with the worst results
among trials, with SE ranging from 15.4% for R, to 18.8% for B. The label 0
is well modelled, achieving SE of 69.8% for G, of 74.6% for B and of 60% for
R. Similarly the label 3 achieves SE ranging from 77.8% for R to 100% for B.
As in trial A2_SVD, the graphic that arises from plotting the weighted-AMAE

for a range of weights is presented in Figure 12.9. In this case, outcomes
suggest that accepting errors in the diagonals decreases AMAE to about 0.05
for G, to 0.16 for B and to 0.40 R.

To provide further evidence of the performance of the system, error plots
after having modelled a Gaussian regressor are introduced in Figure 12.10.
In addition, Table 12.14 presents the RMSE and MAE values that are obtained
using the DN partition.

The outcomes of the Gaussian regressor indicate that the system predicts
successfully G and B (RMSE=0.69 in both cases). However, results for R are
not nearly as good (RMSE=0.96). As suggested by the RMSE calculated per
label, the largest errors occur with the labels 0 and 3. By contrast, label 2
has the lowest error rates among all traits. Interestingly, there are prominent
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(a) Confusion matrix for the G trait using ELMOP.
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(b) Confusion matrix for the B trait using POM.
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(c) Confusion matrix for the R trait using POM.

Figure 12.8. Trial A2_DN: confusion matrices for the ordinal classification (right)
and their simulated counterparts (left) using the DN partition. Results
for G are in Figure 12.8a, for B in 12.8b, and for R in 12.8c. The values
next to the matrix indicate the SP and SE of the system. Each cell con-
tains the number of incidences on top, and the percentage of occurrence
at the bottom.

peaks using each feature suggesting certain consistency in the predicted la-
bel, however, label 3 tended to be centred towards 2-2.5 instead of getting
closer to 3. It is worth noting that unlike the previous trial where at least 50
labels of each type (0, 1, 2, 3) are ensured, in this particular there are some
cases with no more than 9 observations. The worst performance is provided
by R where a large overlap is observed between labels 0, 1 and 2.
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Figure 12.9. Trial A2_DN: weighted-AMAE for weights varied between 0 and 1. Re-
sults for the DN database.

Table 12.14. Trial A2_DN: error measures for the Gaussian regressor. Figure (a)
presents the global values of RMSE and MAE, whereas (b) presents the
RMSE per label within each trait.

RMSE MAE

G 0.69 0.55

B 0.69 0.50

R 0.96 0.76

(a) RMSE & MAE

per class.

0 1 2 3

G 0.89 0.59 0.51 0.62

B 0.80 0.63 0.45 0.75

R 1.14 0.82 0.50 1.01

(b) RMSE calculated for
each trait and label.

12.2.3 Trial A2_ATIC

The results of the ordinal classification procedure using the ATIC dataset
(see section 10.1.9) are introduced in Table 12.15. Similarly, the confusion
matrices of the regression method providing the best results are in Figure
12.11.

Table 12.15. Trial A2_ATIC: best results obtained using the ordinal classification tech-
niques and the ATIC partition.

G B R

fβ MAE AMAE fβ MAE AMAE fβ MAE AMAE

POM 0.42 0.67 0.69 0.52 0.51 0.58 0.45 0.69 0.88

ELMOP 0.40 0.72 0.74 0.41 0.67 0.74 0.43 0.88 0.89

Results indicate that POM techniques outperform ELMOP. In general the
error rates in terms of AMAE are larger than in the two previous trials, with
B providing the best results (0.58), and R the worst (0.88). This is also
observed in the confusion matrices by means of a larger widespread of errors
than in previous cases. Despite that, most of the errors are in the immediate
neighbour and thus a certain tendency towards the diagonal is evidenced.
To provide more hindsight about this, the graphic that arises from plotting
the weighted-AMAE for a range of weights, and for the proposed and the
artificial system, is presented in Figure 12.12. As observed, by allowing
errors in the neighbourhood of the diagonal decreases AMAE to about 0.25
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(a) Raster plot and pdf of deviations from labels for the Gaussian
regression trial considering the G trait.
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(b) Raster plot and pdf of deviations from labels for the Gaussian
regression trial considering the B trait.

0

0.5

1

0

0

0.5

1

1

0

0.5

1

2

0 0.5 1 1.5 2 2.5 3

Deviation from labels

0

0.5

1

3

Raster plot of deviations from labels

0 1 2 3

Deviation from labels

0

0.2

0.4

0.6

0.8

1

D
e

v
ia

ti
o

n
 f

ro
m

 l
a

b
e

ls
 p

d
f

Pdf of deviations from labels

Labels

0

1

2

3

(c) Raster plot and pdf of deviations from labels for the Gaussian
regression trial considering the R trait.

Figure 12.10. Trial A2_DN: raster plots and pdf modelling the differences between
the target label and the label predicted by the system. The deviations
are normalised around the target label. Results for G are in Figure
12.10a, for B in 12.10b, and for R in 12.10c.

for G, to 0.20 for B and to 0.60 for R. In this case, large errors are still
encountered for R, but a good performance is obtained for G and specially
B, that even outperforms the optimistic artificial system.
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(a) Confusion matrix for the G trait using POM.
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(b) Confusion matrix for the B trait using POM.
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(c) Confusion matrix for the R trait using POM.

Figure 12.11. Trial A2_ATIC: confusion matrices for the ordinal classification (right)
and their simulated counterparts (left) using the ATIC partition. Re-
sults for G are in Figure 12.11a, for B in 12.11b, and for R in 12.11c.
The values next to the matrix indicate the SP and SE of the system. Each
cell contains the number of incidences on top, and the percentage of
occurrence at the bottom.

The raster plots and pdf after having modelled using the Gaussian regres-
sor are depicted in Figure 12.13, whereas Table 12.16 introduces the RMSE

and MAE values that are obtained using the ATIC partition.
Like in the ordinal regression case, the error rates provided by the Gaus-

sian regressor are larger than in previous trials, having RMSE values ranging
from 0.62 for B to 0.95 for R. Large errors are obtained for the label 3 in all
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Figure 12.12. Trial A2_ATIC: weighted-AMAE for weights varied between 0 and 1.
Results for the ATIC database.

Table 12.16. Trial A2_ATIC: error measures for the Gaussian regressor. Figure (a)
presents the global values of RMSE and MAE, whereas (b) presents the
RMSE per label within each trait.

RMSE MAE

G 0.72 0.58

B 0.62 0.45

R 0.95 0.70

(a) RMSE & MAE

per class.

0 1 2 3

G 0.53 0.62 0.73 1.00

B 0.37 0.42 0.76 1.02

R 0.96 0.42 0.94 1.42

(b) RMSE calculated for
each trait and label.

cases as depicted in Table 12.16. The raster plots and pdf evidence how the
label 3 is not fully represented, having a peak centred around 2.

12.2.4 Discussions on sub-test A2

The current sub-test has extended the findings of sub-test A1, by providing
an examination about the most consistent features among all tested sets and
databases. According to three filter feature selection algorithms, the best
results, for all traits, are achieved by means of CHNR, GNE and RALA. When
projecting these features in a 3-dimensional space, it can be observed that
most of the overlap occurs among labels 0, 1 and 2, which contrasts with the
good representation provided -in general- by label 3.

Trial A2_SVD constitutes a first approach to evaluate the system perfor-
mance. It has to be noted, though, that using recordings for assessment
which have also been used for modelling (although after being heavily pro-
cessed and concatenated with data of other datasets), might inject informa-
tion into the system about the experimental conditions followed during the
recording of the speech samples, and therefore might bias results. Despite
this shortcoming, it provides information about the system performance un-
der "favourable" conditions. The results of the trial indicate that the ordinal
classification works well on predicting the traits, specially G and B. Thus, G

achieves a MAE of 0.48, B of 0.56 and R of 0.64, indicating that on average
labels deviate about half a unit from the perceptual label provided by the
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(a) Raster plot and pdf of deviations from labels for the Gaussian
regression trial considering the G trait.
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(b) Raster plot and pdf of deviations from labels for the Gaussian
regression trial considering the B trait.
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(c) Raster plot and pdf of deviations from labels for the Gaussian
regression trial considering the R trait.

Figure 12.13. Trial A2_ATIC: raster plots and pdf modelling the differences between
the target label and the label predicted by the system. The deviations
are normalised around the target label. Results for G are in Figure
12.13a, for B in 12.13b, and for R in 12.13c.

evaluator. AMAE is a measure that penalises errors in the ordering, in such
a manner that the farther the predicted label from its target, the larger the
AMAE. The error rates given by AMAE are in the same order of magnitude
than those of MAE (0.50 for G, 0.54 for B and 0.63 for R), suggesting that, in
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general, errors should be located in the neighbour labels. This can be ver-
ified by examining the confusion matrices presented in Figure 12.5, where
most of the errors are concentrated around the diagonal. This is further
demonstrated in the weighted-AMAE graphics, which indicate a drastic drop
in the AMAE values when errors in the neighbourhood of the diagonals are
treated as positive instances. In particular, setting the weight to zero decre-
ments errors to values ranging from 0.15-0.20 in the SVD corpus, to 0.05-0.40
in DN, whereas in ATIC they vary in the range 0.20 to 0.60. In contrast to trial

A2_SVD; trial A2_DN and trial A2_ATIC are interesting experiment which
utilise external datasets for assessment purposes, avoiding the biasing prob-
lems and challenging the generalist capabilities of the proposed system in
a cross-database setting. Particularly for trial A2_DN, the outcomes suggest
some consistency compared to the results of trial A2_SVD. As previously, the
performance of the ordinal classifier is much better for G (AMAE=0.47) and
B (AMAE=0.51), than for R (AMAE=0.73). Similarly, the confusion matrices
indicate that most of the errors are concentrated around the diagonal, but
with more dispersion than in trial A2_SVD. Finally, trial A2_ATIC serves as
a second database that is employed for testing out the performance that the
system achieves. Outcomes follow the same line of the experiments using
the DN and SVD database, i. e., the ordinal classification achieve better results
with G and B. Notwithstanding, this trial presents the largest dispersion in
results as observed from the confusion matrices.

The Gaussian regressor agrees in most of cases to the outcomes provided
by the ordinal classifier. Particularly for trial A2_SVD, MAE achieves values
of G= 0.51, B= 0.57 and R= 0.58, which are close to the results reported
using the ordinal classifier. RMSE -which penalises large deviations from the
target- indicates an affected performance specially for the R trait. For trial

A2_DN, the behaviour of the Gaussian regressor follows the same line of the
ordinal classifier with G and B presenting better performance than R (MAE

for G of 0.55, B of 0.50 and R of 0.76). Likewise, for trial A2_ATIC, R is
reported once again as the trait with the lowest performance (MAE=0.70 and
RMSE=0.95), whereas in this case B provides the best efficiency (MAE=0.45
and RMSE=0.63). This trial present some of the largest dispersion in results
as evidenced by the pdf and raster plots. Finally, it is also worth noting, that
when analysing the distribution of errors in the Gaussian regressor (Figures
12.7 and 12.10) two major clusters are observed: one related to errors be-
tween labels 0 and 1, and another between 1 and 2. It is difficult to ascertain
the reason of this behaviour, but a hypothesis stands on the criteria followed
by the evaluator to grade each one of the traits. In her words, "the labels 0 and

2 are straightforward to assign, as the first indicates the absence of pathology, while

the latter ensures the presence of disorders. In the same manner, label 3 contains

the most extreme cases of pathology and accounts for those conditions where the

voice will unlikely get worse". This statement indicates that there is a natural
frontier between the actual existence of the disorder, and its absence or low
likelihood: label 2. Indeed, label 1 is a value in-between 0 (total absence) and
2 (confirmed pathology) which embodies those scenarios where is difficult
to provide a decision whether there exist the presence of a pathology or not.
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A common pattern of all the trials is the good performance of G and B,
compared to R. One hypothesis explaining this behaviour might be in the
use of RALA, GNE and CHNR for modelling the system, as these features
are designed to capture additive noise characteristics, and as such, should
provide more information about breathiness than roughness. The inability of
the filter algorithms to include multidimensional features (such as PLP and
MFCC), which might simultaneously add information to the system about
roughness and breathiness, might have penalised the performance of the R

trait. Another hypothesis could be in a certain bias of the evaluator towards
taking a decision regarding roughness, or the presence of pathologies that
affect the B and R perception simultaneously.

12.3 sub-test a3 : influence of sex in automatic assessment

tasks .

Sub-test A3 examines the effects of accounting for the sex of the speaker
in the design of automatic assessment systems. The methodological stages
that are followed are the same of the previous sub-test and have already
presented in section 10.2.2.2. The only difference with the previous sub-
test is in having designed two sex-dependent systems that are built using
the evaluations of female and male speakers separately. These results are
then combined, providing a single decision about performance. In a similar
fashion to sub-test A2, three trials are performed using a partition of SVD,
ATIC and the DN corpora.

12.3.1 Trial A3_SVD

A partition of 121 registers of the SVD dataset is employed for assessment
purposes as described in subsection 10.2.2.2. POM and ELMOP ordinal classi-
fiers are trained for testing out the ability of the features selected in sub-test

A2 to predict G, B and R. The combined outcomes of the sex-dependent
systems are introduced in Table 12.17.

Table 12.17. Trial A3_SVD: best results of the sex-dependent system obtained using
the ordinal classification techniques and the SVD testing partition.

G B R

fβ MAE AMAE fβ MAE AMAE fβ MAE AMAE

POM 0.53 0.58 0.58 0.45 0.67 0.64 0.42 0.72 0.71

ELMOP 0.53 0.59 0.57 0.44 0.67 0.64 0.44 0.73 0.72

The best results are obtained when using the ELMOP classifier for the G and
B traits, whereas POM performs better when using R. The outcomes indicate
the same behaviour of previous sub-tests, i. e., G presents the smallest error
rates, whereas R has the largest ones.
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12.3.2 Trial A3_DN

Table 12.18 introduces the performance metrics of the sex-dependent sys-
tems trained with the features selected in sub-test A2, POM and ELMOP ordinal
classifiers, and using registers of the DN database.

Table 12.18. Trial A3_DN: best results of the sex-dependent system obtained using
the ordinal classification techniques and the DN testing partition.

G B R

fβ MAE AMAE fβ MAE AMAE fβ MAE AMAE

POM 0.50 0.47 0.50 0.50 0.51 0.52 0.40 0.81 0.74

ELMOP 0.51 0.50 0.50 0.48 0.52 0.61 0.41 0.75 0.71

As previously, G is the system presenting the best performance whereas
R has the worst. POM outperforms ELMOP for the B trait, whereas the con-
trary occurs for R. Results are comparable for both classifiers when G is
considered.

12.3.3 Trial A3_ATIC

For assessment purposes a partition of 121 registers of the ATIC dataset
is employed as described in subsection 10.2.2.2. POM and ELMOP ordinal
classifiers are trained for testing out the ability of the features selected in sub-

test A2 to predict G, B and R. The combined outcomes of the sex-dependent
systems are introduced in Table 12.19.

Table 12.19. Trial A3_ATIC: best results of the sex-dependent system obtained using
the ordinal classification techniques and the ATIC testing partition.

G B R

fβ MAE AMAE fβ MAE AMAE fβ MAE AMAE

POM 0.48 0.61 0.64 0.54 0.48 0.55 0.47 0.67 0.85

ELMOP 0.39 0.77 0.78 0.43 0.67 0.73 0.39 0.65 0.91

In this particular case, B presents the lowest error rates, in contraposition
to the previous trials on which G had them. Despite that, R is still presenting
the worst results among traits. Results also indicate that POM is the classifier
having the best performance.

12.3.4 Discussions on sub-test A3

The current sub-test has been performed to analyse the effects of the
speaker’s sex in the design of hierarchical assessment systems. This fol-
lows the idea presented in section 10.2.1.1 where extralinguistic traits are
employed to simplify the decisions of an automatic detection system. The
methodology that has been used is similar to the one introduced in sub-

test A2 but considering a male-only and a female-only assessment systems,
which are then validated in three databases (partition of SVD, ATIC and DN)
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Table 12.20. Sub-test A3: comparison of the results of the sex-dependent (S.D.) and
sex-independent (S.I.) assessment systems in terms of AMAE.

G B R

S.I. S.D. S.I. S.D. S.I. S.D.

SVD 0.50 0.57 0.54 0.64 0.63 0.71

DN 0.47 0.50 0.51 0.52 0.73 0.71

ATIC 0.69 0.64 0.58 0.55 0.88 0.85

Results are then combined and performance metrics are extracted. For the
sake of comparison, the results -in terms of AMAE- of the sex-independent
system presented in sub-test A2, and the hierarchical sex-dependent systems
of the current sub-test are introduced in Table 12.20.

On contrary to the outcomes obtained in the detection experiments, it has
been found that in most of the cases the sex-independent system provides
better results than the sex-dependent one. Indeed, this behaviour is ob-
served in all the databases but ATIC, where the performance favours the sex-
dependent case but where the differences are not significant. The largest per-
formance divergence between approaches arises in the SVD database, where
the sex-independent system largely outperforms the sex-dependent case,
e. g., for B AMAE is of 0.54 whereas for the latter it is of 0.64. Due to this re-
sults and due to the need of a more complex design methodology, the usage
of sex-dependent systems are disregarded from further testing.

12.4 sub-test a4 : clinical validation of gaussian regression

systems .

The clinical validation of the continuous systems presented in sub-test A2

is to be performed. The methodology that is followed has been presented in
section 10.2.2.4. The speech evaluator is asked to perform two tasks. First, to
provide blind assessments to the ATIC, SVD and DN datasets, but redefining
the GRBAS scale in a continuum. Second, the results of the automatic sys-
tems in trial A2_SVD, trial A2_DN and trial A2_ATIC are given to the speech
therapist to assess the correctness of the predictions. The evaluator receives
the computer application portrayed in Figure 10.17, having the slider of each
trait set to the value predicted by the automatic system. Registers are then
re-evaluated, in such a manner that if the evaluator disagrees with any of
the labels it is asked to adjust it. After this procedure is carried out, error
metrics are computed between the predicted labels and the new evaluations
corrected by the evaluator. Results in terms of MAE and RMSE for this second
task are presented in Table 12.21, for the SVD, ATIC and DN corpora.

To provide more hindsight on the distribution of errors the deviation be-
tween predicted and corrected labels is presented in Figure 12.14 for the SVD

partition, in 12.15 for DN, and in Figure 12.16 for ATIC.
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Table 12.21. Sub-test A4: error measures between the labels predicted by the auto-
matic system and the corrections made by the speech therapist.

G B R

RMSE MAE RMSE MAE RMSE MAE

SVD 0.48 0.32 0.59 0.47 0.67 0.49

DN 0.41 0.29 0.50 0.38 0.69 0.48

ATIC 0.46 0.27 0.47 0.26 0.50 0.30
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Figure 12.14. Sub-test A4: raster plots and pdf of the deviation between the evalua-
tions predicted by the system in sub-test A2 and the corrected labels
provided by the speech therapist for the SVD database.
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Figure 12.15. Sub-test A4: raster plots and pdf of the deviation between the evalua-
tions predicted by the system in sub-test A2 and the corrected labels
provided by the speech therapist for the DN database.

12.4.1 Discussions on sub-test A4

Before the actual discussion of the results obtained in the current sub-test,
an analysis about the consistency that the speech therapist provides in the
evaluations is firstly considered. This constitutes an exploratory analysis
which indicates up to what extent it is possible to emulate the perceptual
capabilities of the expert. Indeed, if the evaluator presents a low consistency
between evaluations made on the same voice material, the system will be
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Figure 12.16. Sub-test A4: raster plots and pdf of the deviation between the evalua-
tions predicted by the system in sub-test A2 and the corrected labels
provided by the speech therapist for the ATIC database.

probably conditioned by the introduction of variability due to this lack of
coherence. To perform this analysis, all the available assessments provided
by the speech therapist in the different databases employed in this thesis
are considered. However, and as referred in Table 12.22, only those datasets
containing more than one assessment are used as it is necessary to perform
comparisons of evaluations using the same acoustic material.

Table 12.22. Databases used for evaluating the consistency of the expert. The num-
ber and type of assessments for each database is presented.

Number of evaluations

Database Discrete Continuous

SVD 1 2

DN 1 2

ATIC* 1 1

*ATIC has an extra assessment obtained in consensus by three experts as indicated in section 10.1.9.

Several tests are performed in different scenarios. First, the continuous
evaluations provided by the expert during the first task of sub-test A4, using
the SVD partition and the DN corpus, are measured by means of the general-
isability coefficient (℧) and the distance correlation (ρR). The results ot this
analysis are presented in Table 12.23.

Table 12.23. Sub-test A4: consistency between continuous assessments of the re-
duced GRBAS scale for the SVD partition and DN database.

G B R

℧ ρR ℧ ρR ℧ ρR

SVD 0.93 0.85 0.89 0.78 0.91 0.81

DN 0.94 0.87 0.94 0.87 0.85 0.73
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As observed, there is a large consistency among all traits and databases,
being specially large for G where ℧ = 0.94, but with remarkably high values
for B (℧ up to 0.94) and R (℧ up to 0.91) too. This suggests that the speech
therapist provides accurate descriptions of G, B and R, even after having con-
sidered the grading process as a continuum. To compare the consistency of
these continuous gradings with the discrete labels, three corpora are exam-
ined: the partition of SVD, DN and ATIC. The results of consistency between
the discrete and continuous evaluations are introduced in Table 12.24.

Table 12.24. Sub-test A4: consistency between assessments using the discrete and
continue gradings of the reduced GRBAS scale for the partition of SVD,
DN and ATIC. D. stands for discrete, C1. for the first continuous evalua-
tion and C2. for the second.

SVD DN ATIC

ρR ρR ρR

℧ D.-C1. D.-C2. ℧ D.-C1. D.-C2. ℧ D.-C1.

G 0.94 0.84 0.83 0.93 0.73 0.78 0.92 0.81

B 0.86 0.65 0.70 0.93 0.73 0.75 0.84 0.66

R 0.89 0.73 0.72 0.85 0.60 0.61 0.86 0.70

It might be expected that values of consistency and correlation would
decrease with respect to the previous case, due to having compared a con-
tinuous and a discrete scale that only permits a limited number of quantisa-
tion steps (4 values). This indeed, might induce subsequently larger errors
that produce a consequent decrease in consistency. Notwithstanding, for
the G trait, the generalisability coefficient is similar when the SVD dataset is
analysed. Furthermore, ρR maintains the same levels of correlations indicat-
ing a surprisingly large ability of the evaluator to ascertain evaluations for
this particular trait. When the remaining traits are analysed the expected
decrease is observed. Despite that, it can be inferred that in general the
evaluator is consistent in her assessments. So far these tests have provided
an insight about the accuracy of the evaluator but no clue about its precision

has been provided. To this end, and in an attempt to correlate the results
of the discrete evaluations provided by the speech therapist to those formed
by a consensus of three speech pathologists, the ATIC database is employed.
Results of this consistency analysis are presented in Table 12.25.

Table 12.25. Sub-test A4: consistency between the evaluations provided by the
speech therapist and three experts in consensus for the ATIC corpus.

G B R

℧ ρR ℧ ρR ℧ ρR

0.67 0.48 0.71 0.62 0.52 0.28

A remarkably low consistency between the evaluations of the speech ther-
apist and the consensus of evaluators is observed, having the largest values
in B (℧ = 0.71) and the lowest in R (℧ = 0.52). In all cases these results
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reveal a lack of agreement. In terms of ρR theses values vary between 0.28 to
0.48, being indicators of poor correlation among assessments in this scenario.
Interestingly the worst agreement -by a large amount- is in the R trait, which
is line to what is observed in the automatic system of sub-test A2. Nothing
else can be concluded from this analysis except that the criteria used by our
speech therapist and the consensus of experts differ.

Now it is possible to discuss the results of the trials presented in sub-test

A2, having confidence in the ability of the evaluator to provide consistent
and repeatable assessment results. In this respect and as indicated in Table
12.21, the errors of the automatic system tend to be small in most of the
cases. Particularly for the SVD partition, and even though the values of G,
B and R are in all cases satisfactory, the best performance is obtained using
the G trait, and the worst is observed for the R trait. Notably, RMSE varies
between 0.48 (for G) to 0.67 (for R), whereas MAE is in the range of 0.32 to
0.49. The good behaviour of G is also observed in Figure 12.14, where the
raster plot is centred around 0 and a large peak is obtained in the pdf plot.
By contrast, R and B present a flatter and more widespread pdf. Regarding
the DN partition, RMSE varies between 0.41 for G, to 0.69 for R; whereas
MAE ranges from 0.29 for B to 0.48 for R. Similarly to the previous case,
errors tend to be larger for R than for the other two traits, whereas G has the
best general performance. This behaviour is also observed in Figure 12.15,
where G presents an uni-modal peak centred around zero. In comparison,
the distribution of B and R is more widespread. It is noticeable that in the
raster plot of R, errors larger than 2 units are produced. Finally for the
ATIC database, outcomes indicate that the system tends to behave similarly
to the other datasets for G, B and R. Indeed, RMSE varies between 0.46 for
G and 0.50 for R; whereas MAE ranges from 0.26 for B to 0.30 for R. The
discrepancies between RMSE and MAE values indicate that although errors
can be considered -generally- small (labels deviate by about 0.3 units), there
are some cases where large mistakes are committed, thus increasing the
RMSE values. This can observed in the raster plot of the B trait where errors
as big as 2 units are present. Despite that, the system behaves -in general
terms- satisfactorily, as the raster plots and the pdf of deviations demonstrate
(Figure 12.16), having most of the errors centred around 0.

12.5 general discussion

The current section has presented experiments related to the automatic
assessment of voice pathologies. The goal has been to generalise results by
using several databases in conjunction to diverse sets of features, and to
train an automatic system capable of modelling the perceptual capabilities
of a human evaluator. The outcomes indicate that it is possible to design,
with a certain degree of success, systems that correctly predict the G, B and
R traits according to the perceptual criteria given by a human evaluator. It
has been found that the most informative and consistent features amongst
the trials are CHNR, GNE and RALA, for all G, B and R; hence resembling
the outcomes of sub-test D3. This is reasonable considering that there is a
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close relationship between pathological states and perceptual evaluations of
voice quality. Indeed, G might be regarded as a trait that evaluates the gen-
eral state of a certain speaker i. e., it characterises the degree of hoarseness
present in voice, being a good descriptor of pathology. The fact that the same
features are regarded informative in conjunction for G, B and R might have
been the result of particularities of the evaluations or due to the presence of
pathologies affecting the perceptions of B and R simultaneously. However it
is difficult to conclude about this particular and further testing is required.

Ordinal classification errors vary among trials, with AMAE ranging from
0.47 to 0.69 for G, from 0.51 to 0.58 for B, and from 0.63 to 0.88 for R. These
values are of the same order of magnitude as those of MAE, for which it
is possible to infer that -on average- the deviations between the predicted
and the actual label are less than one label apart from each other (or half
a label in the case of G and B). When a Gaussian regressor is considered
to account for the continuous nature of the GRBAS scale, errors have been
found to be approximately in the same orders of magnitude of the ordinal
classification. Similarly, it has been found that the largest errors are found
when R is analysed. This phenomenon might be expected as GNE and CHNR

are characteristics intended to measure additive noise that is consequence of
turbulence, i. e., they are more interrelated to perceptual variations due to
breathiness than to roughness. In a similar fashion, RALA is a parameter that
measures the dispersion of energies in the MS, and as such it would be rea-
sonable to consider it an estimator of "harmonicity", and hence, of additive
noise components. Despite all three features are intended as estimators of
turbulence, it is important to remark that phenomena such as jitter and shim-
mer (descriptors of modulation noise), also induce a loss in periodicity that
affects the harmonic components of speech. As a result, it is expected that
these three measures not only characterise additive noise but also account
indirectly for modulation components as harmonic behaviour is a central
part in their calculation.

One important consideration regarding the perceptual evaluation using
the GRBAS scale, is in the subjectivity of the evaluations. Indeed, several
factors have been known to affect assessments, including the evaluator’s ex-
perience, the perceptual rating scale that is used, the speech task, fatigue,
sensitivity of the listener to the vocal trait that is analysed, etc. [336]. Even
though the databases have been evaluated by the same evaluator, it is possi-
ble that the ratings might have affected by all these subjective factors as they
are intrinsic to the evaluation process itself. In addition, it is worth noting
that the evaluations of the SVD, HUPA and GMar databases have been made at
different moments in time -even with some years of difference among them-
for which all these above described effects might have been accentuated.
Despite these shortcomings, the evaluator has shown an impressive intra-
evaluation consistency, which demonstrates its knowledge of a well-defined
evaluation criterion that is accurate and allows repeatability among evalu-
ations. Notably, the large differences between the assessment provided by
the committee in ATIC and the evaluation of the speech therapist, highlights
the subjectivity of the assessment problem, demonstrating the difficulties
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of achieving good inter-evaluator agreements. Certainly, as discussed be-
fore, we hypothesise that one possible reason of the decreased performance
obtained with the R trait might have been attributable to the perceptual sen-
sitivity of the evaluator to this particular trait.

Outcomes of sub-test A4 suggest that redefining the GRBAS scale into a con-
tinuum has not gravely impacted the assessment task. Indeed, it has been
found a generalisability coefficient that is approximately of the same order of
magnitude, when comparing the consistency of the continuous evaluations
(Table 12.23) to the continuous and discrete gradings (Table 12.24) . In par-
ticular, and for the first case, the worst results in terms of ℧ range between
0.85 for R to 0.93 for G, whereas for the latter it ranges between 0.84 for R

to 0.85 for B. In general these values indicate that the assessments made by
the speech therapist present a large intra-evaluator agreement.

The regression procedure has been shown to be effective in providing
reliable assessments which are in the same order of magnitude to the results
given by the ordinal classifier. In addition, it has been shown to be reliable
emulating the perceptual capabilities of the evaluator as ascertained during
the clinical evaluation of results, where an agreement between the decisions
taken by the expert and the ones provided by the automatic system has been
demonstrated. Particularly, the largest errors between the predicted labels
and the relabelled system revolves, in terms of MAE, around 0.27 for G, 0.26
for B and 0.30 for R, occurring in all cases in the ATIC database. This is
specially interesting, as the ATIC database presented in trial A2_DN some of
the more disperse results when the Gaussian regression was considered.

Literature reports other types of systems where the automatic assessment
of voice pathologies has been studied. However, it is not possible to pro-
vide direct comparisons to those works as the methodologies that are fol-
lowed differ drastically in terms of the techniques that are used and of
the databases that have been considered. For instance, in [125], continuous
speech and sustained vowels have been used to construct models correlating
with overall voice quality. In [337], a system based on ANN, spectral/cepstral
and perturbation features has been used to provide assessments of laryn-
geal cancer to a series of patients evaluated according to a 7-rating scale of
severity, obtaining an efficiency of 92% in the assessment task. However, no
cross-validation of the results is employed, and as stated by the authors "...as

a result of the relatively small dataset, there were different numbers of patients in

each class. As it is desirable to have equal numbers in each class to train an ANN ad-

equately, additional frames were taken from some patients in classes with the fewest

patients". This indicates that it is possible that the frames of certain patients
are used either for training and for testing the system, for which the results
might have been biased. In [133], a system classifying between normophonic,
moderately hoarse or severely hoarse voice using signal-to-dysperiodicity ra-
tios and SVM is presented. The methodology is tested on a Dutch corpus of
connected speech for which efficiency is about 70%. In [338], MFCC are used
to predict traits in the HUPA database via learning vector quantization. The
reported ACC for this methodology is around 65% but not cross-validation
has been used to assess results. Perceptual evaluations have also been used
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as auxiliary material for systems detecting voice pathology in the form of
a-priori or complementary information injected to the system [38, 339]. An
interesting approach is introduced in [340], where 65 perturbation, spectral/-
cepstral and complexity features are used predict G in a Chinese database
evaluated according to the GRBAS scale. Feature extraction techniques, and
SVM or ELM classifiers are used for providing decision, obtaining accuracies
of around 80%. As it can be inferred all above-mentioned systems provide a
pattern recognition approach that differs to the one presented in the present
experiment, and highlight the novelty of the followed approach.

Finally, it is worth noting that the ordinal classifiers and the Gaussian
regressor techniques that have been used in this thesis have been chosen
due to their simplicity. However, other algorithms can be tested out in or-
der to improve performance. In particular, POM is a classical and reliable
linear technique that dates back to the 80’s, but which is unable to handle
nonlinearity in the feature space. Likewise, ELMOP has been found to be
affected by small database size [311] -as it might have been the case when
the per-file statistics has been used-, and which might be the reason explain-
ing why it has been outperformed by the simpler POM algorithm. With this
in mind, other types of techniques that should be considered in the future
include Gaussian processes for ordinal classification, several modifications
of the SVM algorithm to handle the ordinal classification problem, or other
ANN-based approaches.





Part V

C O N C L U S I O N S A N D F U T U R E W O R K





13
C O N C L U S I O N S A N D F U T U R E W O R K

13.1 conclusions

AVQA systems have been gaining a great interest due to their potential ap-
plications in clinical settings, where they might turn into valuable comple-
mentary tools for improving diagnosis and screening processes. In contrast
to traditional procedures, these systems provide an objective assessment of
the clinical state of patients, reducing the evaluation time and the cost of di-
agnosis and treatment. Furthermore, they avoid invasive procedures by em-
ploying signals which are easily recorded by inexpensive means. Nonethe-
less, due to the intrinsic variability of the speech and voice its performance
can be compromised. Because of the importance of the topic, the aim of
this thesis is in the design of AVQA systems based on speech technologies,
capable of generalising decisions regarding the presence or the severity of
voice pathologies. To this end, a variety of trials have been performed under
different settings, aiming at evaluating the consistency of features, classi-
fiers, methodologies and effect of the speech tasks in automatic pathology
detection and assessment labours.

Results demonstrate that including extralinguistic information respecting
the sex of the speaker enhances the performance of an automatic detector
of pathologies. Nothing can be concluded about incorporating age infor-
mation to the system as there is not enough evidence supporting its use,
mostly due to the limitations of the available databases. In any case, the
outcomes suggest that decomposing the pathology detection problem into
sub-problems according to a certain extralinguistic criterion, decreases com-
plexity and therefore improves efficiency of the systems.

It has been reported through the analysis of several sets of features and
speech material of different types, that no single parameter is capable of
completely characterising vocal pathology, and therefore multidimensional
approaches are needed to enhance classification results. The most coherent
features, as ascertained in several trials, are two estimators of perturbation
noise and one descriptor of dispersion based on MS; namely, GNE, CHNR and
RALA. Interestingly, the latter is a novel characteristic that has been recently
introduced in [219, 220]. These three parameters are consistently better than
the remaining features in both detection and assessment tasks, standing as
reliable predictors of G, B, R, and useful descriptors of dysphonic and nor-
mophonic behaviour. Even though these features are computed in different
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domains, they have shown complementarity. This is evidenced by the out-
comes that are obtained when these three features are used jointly. By con-
trast, characteristics extracted using an non-uniform embedding approach
evidence a lack of consistency. Indeed, in some cases the non-uniform em-
bedding method outperforms the classical uniform approach but there are
many cases where the contrary occurs. Due to this fact and because of the
increased computational burden of calculating lag vectors, this type of attrac-
tor reconstruction is not recommended -in its current form- for the design of
AVQA systems. In addition to that, it has been found -through the compar-
ison of regularity measures computed using the non-uniform and uniform
approaches- that the parameters providing the best results in the character-
isation of regularity are not necessarily those which are typically suggested
in literature (de=2 and τ=1). Instead, an optimisation should be followed
to find the optimal parameters capable of characterising normophonic and
dysphonic behaviour. Nonetheless, an in-depth study on this particular is
still an open issue.

In reference to the types of speech tasks that have been evaluated, it
has been discovered that methodologies based on the sustained vowel /❛/
always achieve better results compared to using other types of sustained
phonation. Notwithstanding, these results are outperformed when running
speech is considered. Outcomes indicate that using a voiced detector to
extract voicing fragments do not provide a performance enhancement com-
pared to the parametrisation of the raw speech signal when spectral and
cepstral features are used. It has also been found that when the acoustic
material of different speech tasks is fused -via logistic regression- the per-
formance of the system is enhanced even further. This fusion stage has
demonstrated its utility to combine information of heterogeneous but com-
plementary systems, into a single decision machine that behaves better than
the individual systems.

UBM-based classifiers have moderately improved results for those cases
where sustained vowels are used in conjunction with ancillary corpora based
on normophonic phonation. By contrast, nothing can be concluded regard-
ing the use of running speech and the UBM-based classifiers, as the phonetic
mismatch between target and ancillary databases has presumably affected
the resulting UBM and compensation models. Moreover, due to the unavail-
ability of datasets containing dysphonic registers of running speech, an anal-
ysis on the effects of this type of acoustic material on the training process
of compensation models remains an open issue. Despite that, it is safe to
say that the results reported in this thesis involving the usage of UBM-based
classifiers and running speech are not positive.

In general terms, it can be concluded that a methodology based in hierar-
chical detection, characterisation through a reduced set of consistent features
and fusion of different speech tasks enhances performance. Indeed, a sys-
tem trained with the SVD database and following the proposed approach
achieves an ACC of 81%, which is one of the best results reported in liter-
ature for this corpus. In a cross-database scenario the AUC of the system
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reaches values ranging from 0.75 to 0.94, demonstrating its robustness to
handle mismatches between training and testing conditions.

With respect to the generalist assessment system, the most informative
and consistent features are -as in the case of the detection system- CHNR,
GNE and RALA. These three features are equally relevant to the characterisa-
tion of G, B and R. When this three features are plotted altogether, a very
differentiated cluster is observed for the label 3 but with some interweaving
for the remaining labels. In general, it has been found that the best results
of the assessment system are, almost in all cases, provided by the G trait,
whereas the worst are yielded by R. This phenomenon has been hypothe-
sized to occur due to the use of GNE, CHNR and RALA which are estimators
of turbulence noise, an as such are more interrelated to perceptual variations
of breathiness than to roughness.

Results also indicate that the ordinal classifier has behaved satisfactorily
in all the trials involving the GRBAS scale, providing consistent results which
are in line to those provided by the Gaussian regressor. Because of that fact,
using ordinal classification is recommended for the analysis of rating scales
where the ordering of the assessment should be accounted. Similarly, it has
been found that the distance correlation, ρR, provides results which are con-
sistent to other techniques used to analyse performance (such as the ordinal
classifiers, feature ranking algorithms, etc.). Due to its consistency, simplic-
ity, and its ability to characterise nonlinear relationships between variables
(even in multidimensional scenarios), its usage is recommended in applica-
tions where the strength between variables should be gauged. Indeed, it can
either replace or supplement other more classical correlation measures such
as ρ, Spearman or Kendall’s tau.

In most of the assessment experiments involving ordinal regression the
errors occur in the immediacy of the target label. If the system is designed
to accept committing this type of errors, a drastic drop in errors is generally
obtained as ascertained by the weighted-AMAE. Outcomes also indicate that
is possible to extend the discrete GRBAS scale to a continuum, having found
evidences about the consistency that an evaluator can achieve when using
this redefined scale, and about the close relationship that the continuous la-
bels presents to the standard discrete ratings. Finally, it can be concluded
that it is possible to effectively emulate the perceptual capabilities of a hu-
man evaluator through techniques based on speech technologies. Indeed,
the proposed system achieves errors -between the discrete labels given by
the evaluator and the predictions of the systems- which are about half an
unit, on average, when the G and B traits are considered. This system has
also been proficient in generalising results as indicated by respectable MAE

values in the cross-database experiments. In addition, the clinical validation
of the system demonstrates the utility of the system in the prediction of G,
B and R. In particular for G, MAE varied in the range 0.27 to 0.32. These val-
ues are lower than the results obtained with the proposed system, indicating
that the expert considers that in most of cases the predictions given by the
proposed system are in the range of what can be considered reasonable.
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13.2 contributions

This thesis has presented a through study of diverse factors that might
influence the performance of pathology and assessment systems. As a con-
sequence of this work, the following original contributions can be listed:

An analysis about the influence of extralinguistic factors such as age
and sex has been performed, focusing on the impact in performance
of hierarchical system guided by extralinguistic information.

An analysis on the impact that several speech tasks produces in the
performance of automatic detection systems has been carried out.

A comparison on the effects of using diverse sets of features and acous-
tic material of different type for the detection of voice pathologies, has
been performed.

Classification systems based on UBM-classifiers, which are often used
in speaker recognition applications, have been translated to the context
of voice pathology detection. For experiments considering sustained
phonation and running speech, several ancillary databases have been
employed for training UBM and compensation models.

A novel approach has been proposed to emulate the perceptual capabil-
ities of a human evaluator, based on finding a reduced set of consistent
characteristics through feature ranking algorithms. The reduced set of
features is then used to build automatic systems aimed at generalis-
ing results by means of ordinal classification and Gaussian regression
techniques.

To our knowledge, this is the first time that ordinal classification has
been employed in the context of perceptual evaluations of voice quality.
These techniques have been shown to be more appropriate than clas-
sification, as they account for the ordinal character of rating scales as
GRBAS. Likewise, descriptors such as ρR which measure multidimen-
sional and nonlinear relationships are introduced to the AVQA field.

The GRBAS has been redefined through the usage of techniques based
on Gaussian regression. Results indicate that this method behaves
favourably, having outcomes that are in line to the ones obtained with
the classical discrete scale and ordinal classification.

An analysis about the consistency of an evaluator providing continu-
ous and discrete labels has been made, demonstrating the feasibility of
extending the GRBAS scale to a continuum, and the close relationship
that is obtainable when continuous and discrete ratings are considered.

A series of cross-database experiments has been performed for either
detection and assessment of voice pathologies. As a result, the perfor-
mance of the proposed systems have been tested under unfavourable
conditions of mismatch between training and testing instances.
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13.3 future work

There are a lot of open issues that should be considered for future study:

Further testing is required to extract evidences about the influence of
the speaker’s age in AVQA systems. This include an in-depth analysis
to correlate chronological to physiological age, and to establish fron-
tiers among age groups. Similarly, the study of paralinguistic informa-
tion such as mood and accent (when using running speech) remains
an open issue that should be studied. Likewise, novel approaches to
include extralinguistic (or paralinguistic) information in the form of
a-priori probabilities or in any other form should be readily explored.

Since speech is a highly informative signal, a preprocessing stage that
removes irrelevant components should be followed. This ensures that
the characterisation stage is focused on the phenomena related to vo-
cal pathology, while disregarding spurious information that might con-
found the AVQA systems. This procedure should be used with features
of different nature, and includes revisiting the complexity characteris-
tics, which are potentially -and theoretically- very informative, but as
shown in this thesis, not very consistent.

Other types of signals or representations related to the speech signal
itself should be studied. This includes EGG obtained through inverse
filtering methods, variograms, stroboscopic images, voice and speech
range profiles, etc. These signals should be analysed individually and
in multimodal scenarios that might contribute to enhance overall per-
formance of AVQA systems.

New cross-database experiments should be considered to test out the
performance of the automatic detection and assessment systems with
larger and more diverse evaluation datasets.

Classification systems based on ANN (Boltzmann machines, deep neu-
ral networks, etc.) or in variational Bayes should be studied. These
approaches have shown to excel in performance in other related fields,
for which a translation to the AVQA field seems reasonable. In addition
to that, new testing using UBM-based classifiers but in much larger
databases containing both normophonic and dysphonic registers is re-
quired. This include some testing on ancillary datasets matching the
lexical content of the target corpus.

Other types of ordinal classifiers and regressors should be studied,
such as those based on SVM, other types of ANN or Gaussian processes
for ordinal regression.

It has been shown that MS constitutes an interesting source of infor-
mation. For this reason we encourage an in-depth study of the MS

representations of normophonic and dysphonic conditions. The aim is
to propose new characteristics that provide hindsight about vocal qual-
ity using the information contained in the modulation and frequency
bands of the MS.
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An approach consisting in the decomposition of voice and speech sig-
nals into components relevant for dysphonic and normophonic speech
analysis might be of interest; in such a manner that certain proper-
ties describing pathology such as modulation noise, additive noise, or
tremor can be studied separately.

The methodologies proposed in this thesis should be extended to the
study of other types of pathologies such as those affecting speech due
to neurological disorders (Parkinson’s disease, spasmodic dysphonia,
etc.). In particular the focus should be put into studying running
speech tasks to characterise phenomena related to dysarthria, or to
extract relevant information for the characterisation of phonatory and
prosodic aspects of disordered speech.

The study of extralinguistic information should also be extended to
the assessment task, as it is reasonable to consider that the evaluator
might be biased towards certain types of vocal quality, or to certain
characteristics of the speaker itself such as its sex or age.
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Table A.1. Trial D2_HUPA-A: correlation analysis between all the tested characteris-
tics and their labels, using the HUPA database and the vowel /❛/.

ρ ρR

Pert

NNE 0.00 0.28

CHNR 0.42 0.40

GNE 0.48 0.49

SpecCeps

PLP - 0.24

MFCC - 0.20

CPPS 0.25 0.25

LHr 0.07 0.10

MSs

MSH -0.25 0.24

CIL 0.32 0.31

RALA 0.48 0.48

MSP25 0.34 0.34

MSP75 0.30 0.30

MSP95 0.33 0.32

Ue NUe

ρ ρR ρ ρR

DynInv

D2 -0.12 -0.12 -0.07 0.10

LLE -0.29 -0.29 -0.11 0.11

RPDE -0.03 -0.03 -0.16 0.16

LongRange
he -0.07 -0.07 – –

DFA -0.10 -0.10 – –

Reg

ApEn 0.22 0.22 -0.15 0.15

SampEn -0.06 -0.06 -0.11 0.10

mSampEn 0.05 0.05 0.06 0.06

GSampEn 0.01 0.01 -0.05 0.05

FuzzyEn -0.04 -0.04 -0.08 0.08

EntAtt

rHMMEn -0.17 -0.17 -0.14 0.14

sHMMEn -0.16 -0.16 -0.13 0.13

PE -0.18 -0.18 0.00 0.09
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Table A.2. Trial D2_SVD-A: correlation analysis between all the tested characteristics
and their labels using the SVD database and the vowel /❛/.

ρ ρR

NNE -0.01 0.27

CHNR 0.37 0.35Pert

GNE 0.34 0.34

PLP – 0.25

MFCC – 0.25

CPPS 0.18 0.17
SpecCeps

LHr 0.10 0.11

MSH 0.18 0.17

CIL -0.25 0.24

RALA -0.32 0.31

MSP25 -0.22 0.21

MSP75 -0.23 0.23

MSs

MSP95 -0.25 0.25

Ue NUe

ρ ρR ρ ρR

D2 0.00 0.20 -0.03 0.05

LLE -0.22 0.23 -0.04 0.04DynInv

RPDE -0.26 0.26 -0.26 0.26

he -0.27 0.26 – –
LongRange

DFA -0.14 0.19 – –

ApEn 0.07 0.08 0.00 0.10

SampEn -0.02 0.09 0.00 0.07

mSampEn 0.01 0.06 0.08 0.11

GSampEn 0.00 0.09 0.00 0.06

Reg

FuzzyEn 0.04 0.10 0.01 0.08

rHMMEn -0.10 0.12 -0.02 0.03

sHMMEn -0.10 0.11 -0.01 0.03EntAtt

PE -0.24 0.23 -0.03 0.05

Table A.3. Trial D2_GMar-A: correlation analysis between all the tested characteris-
tics and their labels using the GMar database and the vowel /❛/.

ρ ρR

Pert NNE 0.01 0.17

CHNR 0.33 0.31

GNE 0.32 0.32

SpecCeps PLP - 0.23

MFCC - 0.21

CPPS 0.23 0.23

LHr 0.20 0.24

MSs MSH 0.12 0.12

CIL -0.25 0.24

RALA -0.37 0.36

MSP25 -0.25 0.25

MSP75 -0.24 0.24

MSP95 -0.26 0.25

Ue NUe

ρ ρR ρ ρR

D2 -0.08 0.19 0.11 0.29

LLE -0.22 0.23 -0.27 0.29DynInv

RPDE -0.06 0.11 -0.64 0.65

LongRange he -0.13 0.19 – –

DFA -0.12 0.14 – –

ApEn -0.08 0.14 0.09 0.18

SampEn -0.08 0.08 0.17 0.27

mSampEn 0.02 0.08 0.36 0.38

GSampEn -0.18 0.18 0.25 0.28

Reg

FuzzyEn -0.18 0.18 0.22 0.26

rHMMEn -0.06 0.08 -0.01 0.08

sHMMEn -0.05 0.06 -0.02 0.07EntAtt

PE -0.16 0.17 0.08 0.21
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Table A.4. Trial D2_SVD-I: correlation analysis between all the tested characteristics
and their labels using the SVD database and the vowel /✐/.

ρ ρR

NNE 0.00 0.16

CHNR 0.26 0.26Pert

GNE 0.26 0.26

PLP - 0.22

MFCC - 0.22

CPPS 0.12 0.13
SpecCeps

LHr -0.07 0.07

MSH 0.19 0.20

CIL -0.18 0.18

RALA -0.25 0.26

MSP25 -0.17 0.17

MSP75 -0.17 0.16

MSs

MSP95 -0.16 0.15

Ue NUe

ρ ρR ρ ρR

D2 -0.01 0.10 -0.03 0.08

LLE 0.08 0.10 -0.06 0.07DynInv

he -0.11 0.14 -0.11 0.14

DFA -0.14 0.16 – –
LongRange

RPDE 0.00 0.06 – –

ApEn -0.12 0.15 0.00 0.07

SampEn -0.03 0.06 -0.02 0.04

mSampEn -0.04 0.09 -0.04 0.06

GSampEn 0.16 0.17 -0.04 0.07

Reg

FuzzyEn 0.00 0.05 -0.01 0.07

rHMMEn 0.05 0.05 -0.02 0.02

sHMMEn 0.06 0.07 -0.02 0.02EntAtt

PE -0.15 0.13 0.01 0.08

Table A.5. Trial D2_GMar-I: correlation analysis between all the tested characteris-
tics and their labels using the GMar database and the vowel /✐/.

ρ ρR

NNE 0.03 0.12

CHNR 0.29 0.28Pert

GNE 0.28 0.28

PLP - 0.25

MFCC - 0.20

CPP 0.19 0.18
SpecCeps

LHr 0.00 0.04

MSH 0.12 0.12

CIL -0.25 0.24

RALA -0.37 0.37

MSP25 -0.25 0.25

MSP75 -0.24 0.24

MSs

MSP95 -0.26 0.26

Ue NUe

ρ ρR ρ ρR

D2 0.00 0.20 -0.03 0.05

LLE -0.22 0.23 -0.04 0.04DynInv

RPDE -0.26 0.26 -0.26 0.26

he -0.27 0.26 – –
LongRange

DFA -0.14 0.19 – –

ApEn 0.07 0.08 0.00 0.10

SampEn -0.02 0.09 0.00 0.07

mSampEn 0.01 0.06 0.08 0.11

GSampEn 0.00 0.09 0.00 0.06

Reg

FuzzyEn 0.04 0.10 0.01 0.08

rHMMEn -0.10 0.12 -0.02 0.03

sHMMEn -0.10 0.11 -0.01 0.03EntAtt

PE -0.24 0.23 -0.03 0.05
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Table A.6. Trial D2_SVD-U: correlation analysis between all the tested characteris-
tics and their labels using the SVD database and the vowel /✉/.

ρ ρR

NNE 0.00 0.09

CHNR 0.15 0.14Pert

GNE 0.14 0.13

PLP - 0.19

MFCC - 0.19

CPPS 0.13 0.13
SpecCeps

LHr 0.03 0.04

MSH 0.09 0.08

CIL -0.04 0.05

RALA -0.14 0.14

MSP25 -0.03 0.06

MSP75 -0.08 0.07

MSs

MSP95 -0.14 0.13

Ue NUe

ρ ρR ρ ρR

D2 -0.01 0.13 -0.05 0.04

LLE -0.10 0.10 0.04 0.05DynInv

he -0.12 0.13 -0.12 0.13

DFA -0.17 0.17 – –
LongRange

RPDE 0.02 0.08 – –

ApEn -0.13 0.13 0.05 0.14

SampEn -0.03 0.04 0.03 0.06

mSampEn -0.05 0.06 0.06 0.12

GSampEn 0.12 0.13 0.00 0.06

Reg

FuzzyEn 0.01 0.05 0.02 0.08

rHMMEn -0.04 0.07 0.01 0.01

sHMMEn -0.05 0.06 0.01 0.01EntAtt

PE -0.16 0.14 -0.09 0.08

Table A.7. Trial D2_GMar-U: correlation analysis between all the tested characteris-
tics and their labels using the GMar database and the vowel /✉/.

ρ ρR

NNE 0.02 0.13

CHNR 0.13 0.12Pert

GNE 0.18 0.19

PLP - 0.22

MFCC - 0.15

CPPS 0.20 0.21
SpecCeps

LHr 0.04 0.08

MSH 0.01 0.02

CIL -0.14 0.19

RALA 0.01 0.04

MSP25 -0.15 0.16

MSP75 -0.13 0.14

MSs

MSP95 -0.14 0.15

Ue NUe

ρ ρR ρ ρR

D2 -0.03 0.10 -0.07 0.08

DynInv LLE -0.08 0.09 0.08 0.09

he -0.02 0.08 -0.02 0.08

DFA -0.02 0.05 – –
LongRange

RPDE -0.11 0.12 – –

ApEn -0.06 0.06 0.08 0.10

SampEn -0.02 0.07 0.07 0.09

mSampEn 0.18 0.17 0.02 0.05

GSampEn 0.06 0.07 -0.08 0.08

Reg

FuzzyEn -0.04 0.05 -0.07 0.08

rHMMEn 0.03 0.04 0.03 0.03

sHMMEn 0.01 0.03 0.02 0.02EntAtt

PE -0.13 0.12 -0.14 0.14
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Table B.1. Experiment A1: Best features ranked according to the feature selection
algorithms MIM, mRMR, JMI for the partition of the vowel /❛/ in HUPA

dataset, and the G, R and B traits.

G B R

MIM mRMR JMI MIM mRMR JMI MIM mRMR JMI

Pert

GNE GNE GNE NNE NNE NNE NNE NNE NNE

NNE CHNR NNE GNE GNE GNE GNE GNE GNE

CHNR NNE CHNR CHNR CHNR CHNR CHNR CHNR CHNR

SpecCeps

CPPS CPPS CPPS CPPS CPPS CPPS CPPS CPPS CPPS

PLP(2) PLP(3) PLP(3) PLP(2) PLP(3) MFCC(12) PLP(3) PLP(3) PLP(3)

PLP(3) PLP(9) PLP(2) MFCC(11) PLP(2) PLP(6) PLP(2) PLP(2) LHr

MFCC(2) LHr MFCC(1) PLP(3) MFCC(1) PLP(7) MFCC(2) MFCC(1) MFCC(5)

PLP(9) MFCC(10) MFCC(2) MFCC(12) PLP(11) LHr MFCC(11) MFCC(2) MFCC(8)

MS

RALA RALA RALA RALA RALA RALA RALA RALA RALA

MSP25 MSH CIL MSP25 CIL MSH MSP25 MSP95 MSH

CIL MSP75 MSP95 MSP95 MSP95 MSP75 MSP75 CIL MSP75

MSP95 MSP95 MSH CIL MSH MSP95 MSP95 MSH MSP95

MSP75 MSP25 MSP25 MSP75 MSP75 MSP25 CIL MSP25 MSP25

MSH CIL MSP75 MSH MSP25 CIL MSH MSP75 CIL

Ue

PE PE PE PE PE PE PE PE PE

LLE SampEn DFA LLE DFA D2 LLE DFA D2

RPDE D2 mSampEn ApEn LLE LLE RPDE LLE LLE

ApEn LLE he mSampEn he ApEn ApEn he SampEn

mSampEn sHMMEn LLE DFA mSampEn sHMMEn DFA mSampEn sHMMEn

NUe

PE PE PE LLE LLE LLE PE PE PE

LLE he DFA PE DFA he LLE DFA he

D2 rHMMEn LLE DFA ApEn rHMMEn D2 LLE rHMMEn

ApEn RPDE ApEn he PE ApEn DFA ApEn RPDE

SampEn ApEn FuzzyEn ApEn he RPDE ApEn FuzzyEn ApEn
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Table B.2. Experiment A1: Best features ranked according to the feature selection al-
gorithms MIM, mRMR, JMI for the partition of the vowel /❛/ in SVD dataset,
and the G, R and B traits.

G B R

MIM mRMR JMI MIM mRMR JMI MIM mRMR JMI

Pert

NNE NNE NNE NNE NNE NNE CHNR CHNR CHNR

CHNR GNE GNE GNE GNE GNE NNE GNE GNE

GNE CHNR CHNR CHNR CHNR CHNR GNE NNE NNE

SpecCeps

PLP(3) PLP(3) PLP(3) PLP(3) PLP(3) PLP(3) LHr LHr LHr

MFCC(2) CPPS PLP(2) PLP(2) PLP(2) LHr PLP(3) PLP(3) MFCC(2)

LHr LHr MFCC(1) LHr MFCC(1) CPPS MFCC(2) MFCC(16) CPPS

PLP(2) PLP(5) MFCC(2) MFCC(2) MFCC(2) PLP(5) PLP(2) PLP(2) PLP(5)

CPPS MFCC(16) CPPS CPPS CPPS MFCC(7) MFCC(16) MFCC(2) MFCC(8)

MS

RALA RALA RALA RALA RALA RALA MSP95 MSP95 MSP95

CIL MSH CIL MSP95 MSP95 MSH CIL RALA MSH

MSP95 MSP75 MSP95 MSP25 CIL MSP75 MSP75 CIL RALA

MSP75 MSP25 MSH CIL MSH MSP25 RALA MSH MSP25

MSP25 MSP95 MSP75 MSP75 MSP75 MSP95 MSP25 MSP75 MSP75

MSH CIL MSP25 MSH MSP25 CIL MSH MSP25 CIL

Ue

PE PE PE PE PE PE PE PE PE

LLE he he LLE he he RPDE he D2

RPDE LLE RPDE RPDE LLE LLE LLE RPDE LLE

he D2 DFA he DFA ApEn DFA LLE SampEn

DFA SampEn LLE DFA RPDE D2 he DFA RPDE

NUe

PE PE PE PE PE PE PE PE PE

he he LLE ApEn LLE he LLE LLE he

ApEn rHMMEn DFA he DFA rHMMEn RPDE DFA rHMMEn

DFA ApEn ApEn FuzzyEn ApEn ApEn DFA ApEn RPDE

LLE RPDE FuzzyEn LLE FuzzyEn RPDE he RPDE ApEn
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Table B.3. Experiment A1: Best features ranked according to the feature selection
algorithms MIM, mRMR, JMI for the partition of the vowel /❛/ in GMar

dataset, and the G, R and B traits.

G B R

MIM mRMR JMI MIM mRMR JMI MIM mRMR JMI

Pert

NNE NNE NNE GNE GNE GNE GNE GNE GNE

GNE GNE GNE NNE NNE CHNR NNE NNE CHNR

CHNR CHNR CHNR CHNR CHNR NNE CHNR CHNR NNE

SpecCeps

PLP(2) PLP(2) PLP(2) PLP(2) PLP(2) PLP(2) PLP(3) PLP(3) PLP(3)

LHr PLP(3) PLP(3) LHr PLP(3) PLP(9) PLP(2) PLP(2) CPPS

PLP(3) MFCC(19) MFCC(19) MFCC(1) MFCC(1) PLP(7) LHr MFCC(16) LHr

CPPS CPPS PLP(8) PLP(7) MFCC(5) PLP(3) MFCC(19) MFCC(19) MFCC(19)

MFCC(1) MFCC(5) MFCC(1) PLP(3) PLP(9) CPPS MFCC(16) MFCC(2) MFCC(5)

MS

RALA RALA RALA RALA RALA RALA RALA RALA RALA

CIL MSP75 CIL MSP95 CIL MSP75 MSP95 CIL MSH

MSP95 MSH MSP75 CIL MSP95 MSH CIL MSP95 MSP95

MSP75 MSP95 MSP95 MSP25 MSP75 MSP95 MSP25 MSP75 MSP25

MSP25 MSP25 MSP25 MSP75 MSP25 MSP25 MSP75 MSP25 MSP75

MSH CIL MSH MSH MSH CIL MSH MSH CIL

Ue

PE PE PE PE PE PE PE PE PE

RPDE D2 DFA LLE DFA D2 RPDE DFA D2

DFA SampEn he he mSampEn LLE DFA he SampEn

he LLE RPDE ApEn he SampEn he RPDE LLE

LLE mSampEn mSampEn DFA LLE ApEn LLE mSampEn sHMMEn

NUe

LLE LLE LLE LLE LLE LLE LLE LLE LLE

ApEn he ApEn he DFA he DFA DFA he

DFA rHMMEn DFA ApEn FuzzyEn rHMMEn he FuzzyEn rHMMEn

he ApEn FuzzyEn PE he ApEn ApEn he mSampEn

FuzzyEn RPDE he FuzzyEn ApEn RPDE FuzzyEn ApEn SampEn
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