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Resumen
Muchos son los retos que plantea el crecimiento de la población urbana y

la rápida urbanización. En este contexto, el concepto de hacer las ciudades

“inteligentes” está surgiendo como estrategia para mitigar los problemas

generados por este rápido crecimiento de la población urbana, asegurando

unas condiciones de sostenibilidad, habitabilidad y comodidad. Sustentando

el concepto de ciudades inteligentes se encuentra la tecnoloǵıa del Internet

de las Cosas (Internet of Things, IoT de ahora en adelante por sus siglas

en inglés). Sin embargo, esta tecnoloǵıa padece algunas carencias, como la

necesidad de sistemas de comunicación capaces de explotar la información

de contexto, de alto rendimiento y con capacidad de aprovechar la capacidad

de elasticidad y ofrecida por la computación en la nube (cloud computing).

E-SilboPS es un middleware de comunicación de tipo publicador/sus-

criptor basado en el contenido y consciente del contexto, que ha demostrado

las altas prestaciones que ofrećıa como consecuencia de sus innovador algo-

ritmo de escalado que le permit́ıa aprovechar los recursos “ilimitados” que

ofrece la computación en la nube. No obstante, al comienzo de este trabajo

de fin de máster, el sistema se encontraba en una fase de desarrollo que

no permit́ıa su despliegue en entornos plenamente distribuidos, no hab́ıa

sido integrado en ninguna plataforma de IoT y carećıa de un sistema que

gestionara de forma autónoma el autoescalado del mismo. Estos requisitos

se antojaban imprescindibles para la consolidación de dicho sistema en en-

tornos IoT reales, siendo estos los objetivos del presente trabajo de fin de

máster.

En primer lugar se ha diseñado he implementado una solución basada en

contenerización que permita el despliegue del sistema en un entorno comple-

tamente distribuido. Esta nueva versión ha sido evaluada mediante pruebas

de rendimiento que constatan el aumento de las prestaciones del sistema

comparado con la versión previa no distribuida.

Además, se ha utilizado la versión plenamente distribuida de E-SilboPS

como sistema de comunicación consciente del contexto para diseñar e im-

plementar un distribuidor de contexto para IoT basado en las APIs de

FIWARE-NGSI v2. La utilización de E-SilboPS como sistema de comuni-

cación ha permitido al distribuidor de contexto presentado en este trabajo

explotar la información de contexto y mejorar considerablemente en térmi-

nos de rendimiento comparado con la implementación de referencia utilizada

en la plataforma de IoT de FIWARE.

iii



Finalmente, este trabajo fin de máster ha abordado el problema de cuan-

do un sistema cloud diseñado para escalar, como es E-SilboPS, debe escalar

para poder adaptarse a los cambios en las cargas de trabajo de manera

eficiente. Más concretamente, se presenta una aproximación que permita a

los sistemas escalar en base a unas métricas de alto nivel definidas por los

usuarios, como son los acuerdos de nivel de servicio o SLA por sus siglas en

inglés. Para posibilitar esto, se ha realizado un estudio que permita traducir

las métricas de alto nivel en métricas de bajo nivel (e.g. uso de CPU) que

son manejadas por los sistema de autoescalado más comunes y ofrecidos

por los principales proveedores de entornos cloud. De esta forma, el sistema

presentado no solo abstrae a los usuarios finales la complejidad de los siste-

mas actuales de autoescalado en entornos cloud, sino que al sustentarse en

unas métricas de alto nivel y su correspondencia en métricas de bajo nivel

permite adoptar esta solución en entornos cloud heterogéneos, evitando el

compromiso con un proveedor cloud concreto.
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Abstract
There are many challenges posed by urban population growth and rapid ur-

banization. In this context, the concept of making cities “smart” is emerging

as a strategy to mitigate the problems generated by this rapid growth of the

urban population, ensuring sustainable and livable conditions. This Smart

Cities concept relies on the Internet of Things (IoT) technology. However,

there are some challenges to overcome in the IoT technologies such as the

lack of truly elastic communication systems capable of exploiting context

information and cloud computing resources to offer a good performance so-

lution capable of efficiently cope with the workload fluctuations.

E-SilboPS is a content-based context-aware publish/subscribe middle-

ware that has demonstrated the high performance it offers as a result of its

innovative scaling algorithm that allowed it to take advantage of the “unlim-

ited” resources offered by cloud computing. Nevertheless, at the beginning

of this Master’s Thesis, the system was in a development phase in which it

could not be deployed in a fully distributed environment, it had not been

integrated into any real IoT platform and it could not autonomously decide

when the system had to scale in or out. These requirements are essential in

order to consolidate E-SilboPS in the IoT environments, and therefore these

requirements are the main objectives of this Master’s Thesis.

First, a solution based on container technology was designed and im-

plemented to deploy E-SilboPS in a fully distributed environment. This

enhanced version of E-SilboPS was evaluated through performance tests

which validates the performance increase compared to the non-distributed

version.

Additionally, this fully distributed version of E-SilboPS has been used as

the underlaying communication system to develop a new Context Broker for

IoT based on the API specification of FIWARE-NGSI v2. Due to fact that

the develop Context Broker relies on the enhanced version of E-SilboPS as

the communication system, allowing the exploitation of context information

and leveraging the cloud environments for scalability, the proposed context

broker has improved the performance compared with the FIWARE context

broker reference implementation.

Finally, this Master’s Thesis addresses the problem of when system de-

signed to scale, such as E-SilboPS, should scale in order to cope with the

workload fluctuations. More specifically, this work presents an innovative

approach that allow the systems to scale based on a high level metrics (e.g.

the Service Level Agreement or SLA). In order to achieve it, a study was

conducted to map the high level metrics into low level metrics common to

the main cloud providers (e.g. CPU usage) and that are used by the ma-
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jority of the auto-scaling solutions in cloud environments. This solution,

not only facilitates to end users the configuration of the auto-scaling solu-

tion, but also it allows to adopt this solution in heterogeneous clouds and it

prevents provider lock-in.
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Chapter 1
Introduction

Computer science is no more about computers than

astronomy is about telescopes.

— Edsger Dijkstra

1.1 Motivation of the project

The urban population growth and rapid urbanization are generating enor-

mous and complex congregations of people in cities and mega-cities which

tend to become messy and disordered places [35]. As a consequence, new

problems and challenges are arising such as waste management, scarcity of

resources, air pollution, human health concerns, traffic congestions, and in-

adequate, deteriorating and aging infrastructures are among the basic tech-

nical, physical, and material problems [10]. Making a city “smart” is emerg-

ing as a strategy to mitigate those problems and challenges.

The network of interconnected nodes (things i.e. sensors and actuators)

in a dynamic and global network infrastructure that is the Internet of Things

(IoT), together with the virtually unlimited capabilities in terms of storage

and processing power that offers cloud computing, make the new CloudIoT

paradigm the perfect candidate to support the Smart Cities model.

In this new CloudIoT paradigm the large-scale nature of IoT-based ser-

vices can be effectively and efficiently facilitated and supported via utilizing

cloud computing infrastructures and platforms for providing flexible and

extensive computational power, resource virtualization and high-capacity

storage for data streams. Data brokerage [38] is a key concept for handling

such a massive amount of information and communication of IoT-based ser-
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Chapter 1 | Introduction

vices in a cloud environment. Since cloud environments are intrinsically

dynamic, the same brokerage system has to handle variability, scale out to

cope with new load, and scale in when the peak has passed in order to save

resources.

In this scenario, data brokerage can be enhanced by the provision of

information that can be used to characterize the situation of an entity (con-

text information) [33]. Context brokerage plays a main role in the next

generation of technologies, such as IoT and Smart Cities ecosystems. For

this reason, context brokerage has recently been designated by Gartner one

of the innovation triggering technologies for the next years [29].

However, the majority of the current context broker systems have some

performance limitations to efficiently cope with the skewness in large work-

loads produced by new environments such as the Smart Cities. Despite

the adoption of decentralized publish-subscribe middlewares is already es-

tablished as the underlying context broker communication systems, its inca-

pacity to exploit context information and to leverage the cloud infrastructure

to achieve proper elasticity are responsible for those performance problems

in current context broker.

On the other hand, in order to standardize how to manage the context in-

formation, OMA NGSI-9/10 (Next Generation Services Interfaces) defines a

RESTful API specification to access IoT-enabled context information which

is intended to manage the entire lifecycle of context information [23].

Taking all of this into account, this Master’s Thesis aims to offer an in-

novative Context Broker solution capable of bringing the gap between the

shortcomings and limitations of the current Context Broker solutions and

the challenges demanded by modern cities taking advantage of the benefits

of merging technologies. More specifically, this work presents an innova-

tive context broker architecture based on OMA NGSI-9/10 specification for

context management that relies on a context-aware content-based publish-

subscribe (CA-CBPS) middleware, called E-SilboPS [63]. In order to use

E-SilboPS for this purpose, some modifications have to be done to com-

pletely leverage the cloud infrastructure elasticity and to be able to exploit

its context-awareness to manage the context information according to the

OMA NGSI-9/10 specification.

1.2 Definitions of terms

This section defines some terms and concepts used through the document

that are relevant to a correct understanding of this work.
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1.2 Definitions of terms

Publish-Subscribe (Pub/Sub) message pattern

In the publish/subscribe message pattern, producers publish informa-

tion on a bus (an event manager) and consumers subscribe to the

information they want to receive from that bus. The act of deliver-

ing that information is typically denoted by the term notification [19].

The main benefit of this message pattern is the decoupling between

publishers and subscribers. This decoupling can be decomposed into

dimensions:

� Space decoupling: the users do not need to know each other.

� Time decoupling: the users do not need to be actively participat-

ing at the same time.

� Synchronization decoupling: the publishers are not blocked when

sending an message and consumers can get asynchronous notified

of the occurrence of an event.

There are two main variations of the publish subscribe pattern used

in the IoT environments:

� Topic-based publish/subscribe. Publishers publish messages in

specific topics which are identified by a keyword and subscribers

subscribe to the topics which they are interested. When a pub-

lisher sends a message to a specific topic, all the users subscribe

to this topic receive the notification. This variation is usually

extended by the use of hierarchical topics and wildcards in order

to improve the flexibility and expressiveness of subscriptions. An

example of this variant is RabbitMQ [55].

� Content-based publish/subscribe. In this variant, subscriptions

are not classified according to any external and fixed criterion

(topics), but according to the properties (content) of the mes-

sages. An example of this variant is E-SilboPS [63].

Scalability

As described in [32], scalability is a prerequisite for elasticity, but

it does not consider temporal aspects of how fast, how often and at

what granularity scaling actions can be performed. More specifically,

“scalability is the ability of the system to sustain increasing workloads

by making use of additional resources, and therefore, in contrast to

elasticity, it is not directly related to how well the actual resource

demands are matched by the provisioned resources at any point in

time.

3



Chapter 1 | Introduction

Elasticity

As defined in [32], “elasticity is the degree to which a system is able

to adapt to workload changes by provisioning and de-provisioning re-

sources in an autonomic manner, such that at each point in time the

available resources match the current demand as closely as possible”.

Cloud computing

According to the NIST definition [50], cloud computing is a model

for enabling ubiquitous, convenient, on-demand network access to a

shared pool of configurable computing resources that can be rapidly

provisioned and released with minimal management effort or service

provider interaction. The essential characteristics are (i) on-demand

self-service, (ii) broad network access, (iii) resource pooling, (iv) rapid

elasticity and (v) measured service. The type of service models are

the following:

� Software as a service (SaaS): the capability provided to the con-

sumer is to use the provider’s applications running on a cloud

infrastructure.

� Platform as a Service (PaaS): the capability provided to the con-

sumer is to deploy onto the cloud infrastructure consumer created

or acquired applications created using programming languages,

libraries, services, and tools supported by the provider.

� Infrastructure as a Service (IaaS): the capability provided to the

consumer is to provision processing, storage, networks, and other

fundamental computing resources where the consumer is able to

deploy and run arbitrary software, which can include operating

systems and applications.

According to the deployment model, clouds can be classified as:

� Private cloud: the cloud infrastructure is provisioned for exclusive

use by a single organization.

� Community cloud: the cloud infrastructure is provisioned for ex-

clusive use by a specific community of consumers from organiza-

tions that have shared concerns.

� Public cloud: the cloud infrastructure is provisioned for open use

by the general public.

� Hybrid cloud: the cloud infrastructure is a composition of two or

more distinct cloud infrastructures.
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1.2 Definitions of terms

Internet of Things (IoT)

According to [31], Internet of Things for smart environments can be

defined as the interconnection of sensing and actuating devices provid-

ing the ability to share information across platforms through a unified

framework, developing a common operating picture for enabling inno-

vative applications. This is achieved by seamless ubiquitous sensing,

data analytics and information representation with cloud computing as

the unifying framework (CloudIoT).

From a high level perspective, the components of this new paradigm

are:

� Radio Frequency Identification (RFID): permits the auto-

matic identification of anything with a microchip for wireless data

communication attached to it. The RFID tags are not battery

powered and they use the power of the reader’s interrogation sig-

nal to communicate the ID of the RFID reader.

� Wireless Sensor Networks (WSN): are composed by a large

number of intelligent sensors, enabling the collection, processing,

analysis and dissemination of valuable information, gathered in

a variety of environments.

� Addressing schemes: are the methods used to uniquely iden-

tified “things” and to control remote devices through Internet.

� Data storage and analytics. New technologies are emerging

to meet the challenge of store and process the huge amounts of

data generated by the IoT paradigm.

� Visualization. The extraction of meaningful information from

data is no trivial, and therefore visualization is critical for an IoT

application to allow the users interact with the environment.

Smart City

According to [10], making a city “smart” is emerging as a strategy to

mitigate the problems generated by the urban population growth and

rapid urbanization.

More formally, the term is defined in [11] as a well defined geographical

area, in which high technologies such as ICT (specially loud computing

and IoT), logistic, energy production, and so on, cooperate to create

benefits for citizens in terms of well being, inclusion and participation,

environmental quality, intelligent development; it is governed by a well

defined pool of subjects, able to state the rules and policy for the city

government and development.
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1.3 Objectives of the project

The main objective of the current Master’s Thesis project is the enhancing

of the current context-aware content-based publish-subscribe (CA-CBPS)

middleware, called E-SilboPS, in order to leverage the cloud infrastructure

to deal with traffic variability, scaling out to cope with new load, and scaling

in when the peak has passed in order to save resources. This middleware

will be used as the underlying communication mechanism of a cornerstone

element in an IoT platform, called Context Broker. Using E-SilboPS as the

communication publish/subscribe middleware of a Context Broker will allow

it to improve performance and enrich the context management system, due

to the context awareness capacity of E-SilboPS. Finally, an innovative ap-

proach regarding when the new system should scale in a cloud environment

is presented.

To achieve the main objective of this master’s thesis project, some minor

objectives have to be accomplished. Concretely, it has been defined the

following objectives:

� The current implementation can only be deployed in a single Java

Virtual Machine (JVM) due to some implementation restrictions, and

therefore the system can only be deployed in a single machine. Since

the architecture of the system and its scaling algorithm are intrinsi-

cally designed to be deployed in a multi-node environment (e.g. cloud

infrastructure or a cluster), the system should bridge the gap of the

current implementation restrictions in order to be deployed in a truly

distributed environment.

� There are some limitations and performance problems in the corner-

stone communication elements of IoT environments, called Context

Broker. In this way, some minor objectives are proposed:

– Study the integration of E-SilboPS in the current Context Bro-

ker architecture through a use case that shows how the context

information can be managed by E-SilboPS.

– Design and implement a new Context Broker architecture that

relies internally in E-SilboPS in order to improve elasticity, per-

formance and context information management and exploitation.

– Compare the improvement of the proposed architecture of a Con-

text Broker based on E-SilboPS with the current reference im-

plementation of a Context Broker through a use case.
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1.4 Structure of the rest of the document

� Finally, E-SilboPS currently depends on an external system to decide

when it has to scale in or out. In this regard, the system should make

this decision based on current resource usage, as well as delivered

performance. The use of metrics that measure only CPU or memory

usage is not very suitable for a cloud system because they are only

helpful for the technicians that manage the cloud. Users neither know

nor care about how much CPU or how many machines are used, they

are concerned about service quality such as Service Level Agreement

(SLA), their user experience and billing cost. For this reason, the

design of the software that decides when to scale E-SilboPS in or out

should have access to the above metrics and should possibly predict

peaks of usage with respect to the SLA. At the same time, it should

have knowledge of the performance efficiency and monetary cost of the

current configuration, which should be optimum.

1.4 Structure of the rest of the document

This document is divided into a series of chapters dealing with the different

objectives identified in section 1.3.

Chapter 2

presents the state of the art of the current distributed event-based

systems, showing the extrinsic characteristics from an architectural

and usage trends points of view and the different types that exist.

Moreover, in order to give an understanding of which is a technological

limitation and which is a design limitation the specific limitations of

each category are detailed. Additionally, this section includes a review

of technologies that have been useful for the development of the current

project. Finally, the last part of the section describes the architecture

and the scaling algorithm of E-SilboPS at the time of starting this

work.

Chapter 3

introduces the required modification to deploy E-SilboPS in a truly

distributed environment. Additionally, this section shows how this

new version of E-SilboPS can benefit from its deployment in a truly

distributed environment to improve its performance due to the possi-

bility of deploying each of the components of its architecture in differ-

ent nodes, thus achieving a truly elastic solution.

7



Chapter 1 | Introduction

Chapter 4

addresses the integration of E-SilboPS in an IoT platform. More

specifically, this section presents a use case for a Green Smart Cities,

describing how E-SilboPS can be used as the underlying communica-

tion middleware for a Context Broker. Additionally, a representative

use case in Green Smart Cities environment is presented to clarify the

proposed solution.

Chapter 5

introduces an innovative approach to decide when E-SilboPS, and

cloud computing solution in general, should scale-in/out based on the

Service Level Agreement or high level metrics. More specifically, this

section presents a novel approach to enhance the current threshold-

based auto-scaling techniques favouring heterogeneous cloud infras-

tructures, avoiding provider lock-in.

Chapter 6

highlights the findings of this research.

Chapter 7

summarizes the remaining limitations of this work and states the fu-

ture goals.

1.5 Derived publications

Some of the research results on which this thesis is based have already been

published and/or have been submitted for publication in the following tar-

gets:

Conferences

� An Innovative Approach to Improve Elasticity and Performance

of Message Brokers for Green Smart Cities. ACM Proceedings of

the International Conference on Engineering & MIS 2018

Journals

� A Context-Aware Approach to Elastic and High-Performance

CloudIoT Message Brokering for Green Smart Cities. Cluster

Computing-The Journal of Networks Software Tools and Appli-

cations, 2018 (JCR IF 2016: 2,04, Q2 - Under peer reviewing)
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Chapter 2
Related work and State of
the Art

Every new beginning comes from some other beginning’s end.

— Seneca

This section reviews the related work and the current state of the art.

More specifically, this section is divided in three subsections. First, Section

2.1 describes the most noteworthy examples of content-based publish/sub-

scribe systems (CBPS). Section 2.2 presents the involved technologies used

in this Master’s Thesis. Finally, the current state of the E-SilboPS im-

plementation at the moment of commencement of this Master’s Thesis is

described in Section 2.3.

2.1 Related work

In the context of WSN, the adoption of decentralized publish-subscribe ser-

vices is already established. These approaches are complementary to our

work and can use our system as a way to connect various IoT services. For

example, the work in [18] focuses on the internal WSN routing instead of

the message distribution between IoT services, so it could benefit from using

our solution to get connected to third party services.

Many elastic CBPS have been proposed over the last few years. How-

ever, most offer automatic scalability rather than proper elasticity. As a

matter of fact, elasticity is the degree to which a system is able to adapt

to workload changes by autonomously provisioning and de-provisioning re-

sources to assure that the available resources match the current demand as

closely as possible at any time [32]. This means that the application of the

new configuration should not affect the offered service or require a restart

of the system that always amounts to downtime.
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In the following subsections (i.e. Sections 2.1.1,2.1.2,2.1.3), the most

noteworthy examples of Content-Based Publish/Subscribe Systems are re-

viewed.

2.1.1 BlueDove

BlueDove [40] is an attribute-based publish/subscribe service that seeks to

provides a publish/subscribe service as scalable and elastic cloud service.

From an architectural point of view, the system consists of a two-tier archi-

tecture as shown in Figure 2.1. A small subset of dispatchers (dispatching

servers) are exposed to the Internet since the IPs of these dispatchers can be

publicized through the DNS, and therefore, any publisher or subscriber can

connect to them directly. They perform lightweight dispatching to send sub-

scriptions and messages to matchers (matching servers) at the “back-end”.

In order to achieve low latencies, a message only traverses one hop from

a dispatcher to a matcher, where all matching subscriptions are identified.

Then, the matcher delivers messages to subscribers.

Figure 2.1: BlueDove cloud pub/sub architecture. Image from [40].

There are two modes of message delivery to corresponding subscribers:

direct or indirect. Using the direct notification mode, a matcher can send

messages directly to matching subscribers if the subscribers can wait and

listen for incoming connections or messages. Otherwise, messages can be de-

livered using the indirect mode: after receiving a subscription from a client,

a dispatcher returns a handle to some temporary storage (e.g., a message
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queue) that the subscriber polls periodically to retrieve matching messages.

Therefore, matchers only need to deliver messages to the temporary storage.

This delivery model is suitable for subscribers that may not be able to listen

on an IP/port waiting for incoming messages, such as mobile phones.

According to [40], since BlueDove is an attribute-based publish/sub-

scribe system, it implements a multi-dimensional range query. Given k at-

tributes {L1, L2, ..., Lk}, let V i be the (ordered) set of all possible values of

attribute Li, then V = V 1 × V 2 × ...× V k is the entire attribute space. The

attribute space is a k-dimensional space, and from now on we use the terms

dimension and attribute interchangeably. A message is defined as a point

in the attribute space, m = (v1, v2, ..., vk) ∈ V. For instance, in a traffic

monitoring application, four dimensions may be used to describe a message:

longitude, latitude, speed, and timestamp. A subscription is modeled as the

logical conjunction of k range predicates, each along a different dimension,

(l1 � v1 < u1) ∧ ... ∧ (lk � vk < uk). Alternatively, a subscription can

be viewed as a k-dimensional hyper-cuboid S = S1 × ... × Sk ⊂ V, where

Si = [li, ui). By this definition, a message m matches a subscription S if

and only if m ∈ S.

The main components and contributions of BlueDove are:

Multi-dimensional Partitioning (mPartition)

To leverage the many matchers in the system, BlueDove divides the

entire subscription space among the matchers so that each matcher

only needs to search through a small number of subscriptions. In

BlueDove, subscriptions are assigned to matchers using mParition, a

multi-dimensional subscription space partitioning approach. Let N

be the total number of matchers. We pick k dimensions in subscrip-

tions as searchable dimensions, where k is an empirical value. For

each searchable dimension Li, mPartition splits V i, the set of all pos-

sible attribute values on Li, into N continuous and non-overlapping

segments {V i
j , j = 1, ..., N}. Each matcher Mj is responsible for k

such segments V i
j , one in each dimension. Figure 2.2 shows mParti-

tion through a traffic monitoring example in which each of the three

searchable dimensions (speed, longitude and latitude) are split into 6

segments and assigned to 6 matchers A through F.
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Given a subscription S = S1× ...×Sk, a dispatcher assigns S to match-

ers k times, each time along a different dimension Li. It takes the pred-

icate range Si, then finds which segment(s) {V i
j } overlap with Si, and

forwards a copy of the subscription to corresponding matcher(s). The

copy includes not only the predicate Si on dimension Li but also all

predicates of the subscription. In the example (shown in Figure 2.2),

the subscription’s range on latitude dimension [70− 74) overlaps with

segment [60, 90), which is responsible by matcher F. Thus F receives a

copy of the subscription. Note that one predicate may overlap multi-

ple segments and more than one matcher may receive the subscription

along that dimension (e.g., see dimension speed in the example).

Figure 2.2: An example of mPartition where three dimensions are each

split into 6 segments. A matcher is responsible for one segment along each

dimension; it stores subscriptions whose predicate ranges overlap with its

segments. E.g., the sample subscription’s range on latitude [70 − 74) over-

laps with segment [60, 90), so it is stored in the corresponding matcher F.

Similarly it is stored in C for longitude. In speed dimension its range [0, 25)

overlaps with two segments responsible by matchers A and B. So both store

a copy of the subscription. Image from [40].

Formally, the matcher(s) receiving a subscription along dimension Li

are M i(S) = {Mj |V i
j ∩ Si �= ∅}, those whose responsible segments

overlap with the predicate range Si. A predicate range has to overlap

with at least one segment. Thus the subscription is assigned to at least

one matcher in each dimension since all segments along each dimension

cover the whole possible value space. In total it is assigned k times
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to at least k matchers. A subscription will be assigned more than k

times, when a predicate range overlaps with more than one segment in

any dimension. Therefore, the entire set of subscriptions S = {S} is

partitioned among the N matchers k times, each time along a different

dimension.

Performance-aware Message Forwarding

As mention before, given a message m, there are k candidate match-

ers for it, CM i(m). Depending on the skewness of the subscription

distribution, the amount of subscriptions |Si(CM i)| and the workload

on CM i may vary greatly, and therefore, exists opportunity to choose

a cold spot candidate matcher to improve the performance. BlueDove

implements two policies for choosing the best candidate:

� Subscription amount based policy. The most intuitive way

of choosing a candidate is to select the one with the least number

of subscriptions on the corresponding dimension. Each matcher

stores subscriptions received along each dimension in a separate

set. A matcher has k such sets, whose sizes are communicated

to all dispatchers using a gossip protocol. When a dispatcher re-

ceives a message, it first finds the candidate for each dimension,

then it identifies which one has the smallest set of subscriptions on

its corresponding dimension. The dispatcher marks that dimen-

sion in the message and forwards it to that matcher. The matcher

matches the message against the corresponding set of subscrip-

tions only. To avoid interference, a separate queue is used to store

incoming messages on each dimension before they are matched.

This policy does not always achieve optimal performance.

� Adaptive policy. To address the deficiencies in the previous

policy, this policy proposes an adaptive approach that considers

the impact of the queue length and competing workloads among

different dimensions. This policy considers the overall processing

time, instead of using relatively static subscription amount, which

includes both the queuing time and matching time. Finally, the

message is forwarded to the candidate matcher with the shortest

processing time.
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Maintenance of Global State

BlueDove dispatchers have to maintain a global view of the contact

and segmentation information of all matchers in order to perform the

multi-dimensional subscription partitioning and message forwarding

as described above. Keeping this global view can be highly expen-

sive when there are a large number of matchers. BlueDove employs

a gossip-based protocol [3] that exchanges state information among

matchers with low overhead. Each matcher maintains a table with

the contact information (e.g., IP/port) and segment boundaries (one

pair on each dimension) of all matchers, and periodically exchanges

the table with log(N) (N is the total number of matchers) randomly

selected matchers to keep its table uptodate. Then, once a while,

each dispatcher pulls the table from a randomly chosen matcher to

get uptodate view of the global state. When a new matcher joins the

system, it randomly contacts a dispatcher. The dispatcher chooses a

heavily loaded matcher, and for each segment on that matcher splits

half of the segment to the new matcher. The old matcher then trans-

fers corresponding subscriptions to the new matcher and the segment

changes are propagated through the gossip protocol. The leaving of a

matcher incurs handing over segments and subscriptions to adjacent

matchers, which is simply the reverse of the joining process. The gos-

sip protocol provides elasticity since adding or removing matchers are

handled automatically without manual configuration. Due to the ran-

dom selection of nodes to gossip with, the protocol also tolerates node

or network failures. Finally, it involves log(N) rounds of gossiping to

propagate any state change to the whole network.

2.1.2 SEMAS

According to [46], SEMAS is an elastic and scalable event matching ser-

vice for an attribute-based publish/subscribe system in the cloud comput-

ing environment. Despite SEMAS is inspired by BlueDove, there are some

novel contributions such as an hierarchical multi-attribute space partition

technique (called HPartition) and performance-aware detection technique

(called PDetection).

From an architectural point of view, the servers participating in SEMAS

are organized into a two-layer overlay in the cloud computing environment,

inspired by BlueDove [40]. As shown in Figure 2.3, at the top layer, the dis-

patchers are the front-end servers exposed to the Internet in charge of receiv-
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Figure 2.3: SEMAS overlay infrastructure. Image from [46].

ing the subscriptions and events. Subscriptions and events are then assigned

to the appropriate matchers through a light-weight dispatching scheme, us-

ing the consistent hashing approach, ensuring that all the subscriptions and

events traverse only one hop from a dispatcher to the matcher.

Each matcher manages a cluster composed of multiple subscriptions, and

when a matcher receives an event it matches the incoming event against the

subscriptions in the cluster whose space contains the position of the event.

More specifically, the system uses a dynamic multicast tree to disseminate

events to matched subscribers.

The main contribution of SEMAS are the hierarchical multi-attribute

(HPartition) and the performance-aware detection (PDetection), described

below:

HPartition: a hierarchical multi-attribute space partition

HPartition divides in multiple disjoint hypercubes (called clusters) the

entire content space. Each cluster is mapped to a specific matcher us-

ing a consistent hash algorithm [36], as shown in Figure 2.4. When

a dispatcher receives a new subscription, it first calculates the corre-

sponding clusters and send the subscription to the matchers in charge

of these clusters. As depicted in Figure 2.5, SEMAS assigns a subscrip-

tion to the cluster whose spaces overlap with that of subscription.

PDetection: a performance-aware detection

PDetection is the mechanism responsible for detecting changes of work-

loads through periodically detecting the worst performance of match-

ers, in order to scale the system to cope the sudden change of work-
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Figure 2.4: An example of the multi-attribute space partition where each

range of the two attributes is cut into 4 segments, and the entire content

space is divided into 16 clusters. The clusterID of each cluster is the con-

catenation of the indices of all attributes. Each cluster is mapped to one

matcher using the consistent hashing. Image from [46].

loads. More specifically, the waiting time of next message is used as a

criteria of the performance of each matcher. The authors assume that

the event matching rate and the message arrival rate remain the same

between two continuous updates, and therefore the estimation is based

on linear extrapolation. Additionally, SEMAS adopts a light-weight

gossip based aggregation technique to obtain the maximum waiting

time.

SEMAS defines a maximum an minimum waiting time value, [T 0, T 1].

Each matcher reports periodically its maximum waiting time Tmax
w

to the synchronizing dispatcher Ds, and if Tmax
w > T 1

w, Ds adds new

matchers until Tmax
w falls into [T 0, T 1]. Similarly, if Tmax

w < T 0
w, Ds

will suspend a number of matchers until Tmax
w falls into [T 0, T 1]. The

adding and removing matchers algorithm work as follows:

Adding matchers (Figure 2.6):

1. Ds waits until it can obtain the mutex V

2. Ds records the addresses of new matchers after it obtains V

3. Redistributes clusters to the new matchers

4. Ds synchronizes the state of all servers
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Figure 2.5: An example of assigning a subscription where S = (30 ≤
Latitude ≤ 60) ∧ (120 ≤ Longitude ≤ 150). S is assigned to the clusters

whose spaces overlap with that of S. Image from [46].

Figure 2.6: The sequence diagram of all servers when PDetection adds

matchers. Dispatcher1 is Ds and Matcher2 is the new matcher. Image

from [46].

Removing matchers (Figure 2.7):

1. When Ds detects a failed matcher, it waits until it can obtain

the mutex V
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2. Ds detects the number of lost matchers. Since each matcher

periodically sends a heartbeat message to Ds, Ds considers a

lost matcher when the interval of two continuous heartbeat

messages of the same matcher exceeds a certain value.

3. Redistribute the lost clusters among live matchers.

4. AfterDs receives all “COMPLETE” messages from all match-

ers and itself, Ds notifies all the dispatchers including itself

to update their matcher list.

Figure 2.7: The sequence diagram of all servers when PDetection removes

matchers. Dispatcher1 is Ds and Matcher2 is the failed matcher. Image

from [46].

2.1.3 E-StreamHub

According to [6], E-StreamHub is an elastic content-based pub/sub middle-

ware that extends a scalable, but static pub/sub engine, called StreamHub

[5], with elasticity support.

From a high-level architectural point of view, E-StreamHub relies inter-

nally in StreamHub, as shown in Figure 2.8. More specifically, the system

is composed of three operators, each of them with several slices (one slice

per host). These operators are:
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Access Point (AP)

This operator is in charge of subscription partitioning by splitting the

workload of subscriptions in non-overlapping sets (one for each slice of

the next operator). Publications are broadcast by access point to all

the matchers. This introduces data parallelism and allows processing

of several incoming publications in parallel against all subscriptions.

Matcher (M)

Each matcher instance is in charge of matching the incoming publica-

tions against the set of subscriptions stored in it. Then, the matchers

send the publication and the list of subscribers that have registered a

matching subscription to the next operator layer.

Exit Point (EP)

Finally, this operator layer is in charge of the publication dispatching.

Each exit point instance collects and combines the list of subscribers

sent by each matcher for each publication and deliver it to the corre-

sponding subscribers.

Figure 2.8: Example of a STREAMHUB engine deployed on a public cloud.

Each operator is supported by 6 slices. Events flow from left to right. Image

from [6].

Authors claim that E-StreamHub elasticity is supported by migrating

operator slices across a varying number of hosts. However, the total number

of slices per operator is fixed, performing a static partitioning of the oper-

ator state. As illustrated in Figure 2.9, the slice migration relies on slice

duplication and in-memory logging/buffering of events in order to minimize

the delay introduced in the processing of incoming events.

In order to manage the system configuration and orchestrates the mi-

gration of slices, E-StreamHub implements a manager. The E-StramHub

manager also is in charge of collect probes from all participating hosts via

heartbeats, which indicate the CPU utilization, memory utilization and net-
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work usage to decide when is necessary to perform a scale-out/in action.

Moreover, since the operation of E-StreamHub requires that all hosts share

a common configuration, the E-StreamHub manager uses ZooKeeper [2] to

maintain a collection of shared objects used to reliably store the configura-

tion in a simple filesystem-like hierarchy.

Figure 2.9: The slice to migrates runs on host 1 ( 1 ). A new slice inactive

is created in hosts 2, and all incoming events are duplicated for that slice

( 2 ). Processing is stopped on host 1 and the state is copied to the new slice

( 3 ). Processing resumes on host 2, filtering obsolete events and preventing

duplicate processing ( 4 ). Finally, the originally slice on host 1 is removed

( 5 ). Image from [6].

With regard to elasticity, E-StreamHub relies in an elasticity enforcer

and elasticity policies. The elasticity enforcer decides the placement of op-

erator slices on hosts by requesting migrations to the manager. Its decisions

are based on elasticity policies and on probes from the manager, in order to

match policies requirements while minimizing the number and cost of slices

migrations. The E-StreamHub elasticity policies are divided in global and

local rules, which are evaluated with probes of all slices. Violations of global

rules cause the system to scale in or out, adding or removing hosts to the

system and the re-allocation of slices in the new configuration. Violations

of local rules cause a re-allocation of slices among existing hosts.

When a global or a local rules is violated, the elasticity enforcer executes

a two-step resolution algorithm. For example, the global rule states that

the average CPU load for existing hosts must remain in the [30% : 70%]

range and the local rule states that the average CPU usage for a given

host shall remain in the [20% : 80%] range, both rules measured over a

30 seconds period. Finally, the policy sets a target (ideal) average CPU

utilization of 50% and specifies a grace period of at least 30 seconds between

migration requests in order to reduce the probability of thrashing. Following

this example, Figure 2.10 shows two hosts with an average load of 73.5%,

violating the global rule and requiring the system to scale out. Since target
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utilization must be less than 50% for all hosts, the elasticity enforcer selects

the slices AP:1 and AP:2 for host 1 and slices EP:1 and EP:2 for host 2. All

the selected slices are migrated to the new host to not break the 50% max

utilization rule.

Figure 2.10: Example of E-StreamHub slice placement. Image from [6].

2.2 Involved technologies

2.2.1 Docker

Docker is an open platform for developing, shipping and running applications

that allows to separate the applications from the infrastructure to deliver

software quickly [13].

Figure 2.11: Three applications (AppA, AppB and AppC ) each running in

a different VM (left) or container (right).

Source: https://mjaglan.github.io/docs/why-containerize-apps.html
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Docker provides tooling and a platform to develop, deploy and run ap-

plications with containers, which are launched by running container images.

A container image is a lightweight, stand-alone, executable package of a

piece of software that includes everything needed to run it (i.e the code, a

runtime, configuration files and environment variables). Then, a container

is a runtime instance of an image (i.e. what the image becomes in memory

when executed). The use of Linux containers to deploy applications is called

containerization 1 and it is increasingly popular because containers are (i)

flexible, (ii) lightweight, (iii) interchangeable, (iv) portable, (v) scalable and

(vi) stackable.

As shown in Figure 2.11, comparing containers with virtual machines

(VM), a container runs natively on Linux as a discrete process and shares

with others containers the kernel of the host machine. By contrast, VM runs

a full-blown “guest” operating system with virtual access to host resources

through hypervisor.

Figure 2.12: Docker architecture.

Source: https://docs.docker.com/engine/docker-overview/

The docker engine uses a client-server architecture, as depicted in Figure

2.12. The Docker Engine is a client-server application with these major

components:

1Docker takes advantage of several feature of the Linux kernel such as namespaces

[42](to provide container isolation) and control groups [41](to share available hardware

resources to containers and enforce limits and constraints).
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� A server, called docker daemon, which listens for Docker API requests

and manages docker objects (e.g. images, containers, networks, etc).

� A REST API which specifies interfaces that programs can use to com-

municate to the docker daemon.

� A command line interface (CLI), which is a client that uses the Docker

REST API through scripting or commands over UNIX sockets or net-

work interface.

� Docker registries store docker images. For example, Docker Hub (used

by default) and Docker Cloud are public registries that anyone can

use.

For the sake of clarity, an example of an entire lifecycle of a container is

showed below:

1. Images can be defined using a Dockerfile [16], as showed in Listing 1.

Alternatively, images can be retrieve from a registry (DockerHub by

default), as depicted in Listing 2.

2. Listing 3 shows the CLI command to build the image defined in the

Docker file.

3. Then, the created image can be run using the CLI command showed

in Listing 4, generating a new container running the application.

1 # Use an official Python runtime as a parent image

2 FROM python:2.7-slim

3 # Set the working directory to /app

4 WORKDIR /app

5 # Copy the current directory contents into the container at /app

6 ADD . /app

7 # Install any needed packages specified in requirements.txt

8 RUN pip install --trusted-host pypi.python.org -r requirements.txt

9 # Make port 80 available to the world outside this container

10 EXPOSE 80

11 # Define environment variable

12 ENV NAME World

13 # Run app.py when the container launches

14 CMD ["python", "app.py"]

Listing 1: Example of an image definition using a Dockerfile.
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1 >$ docker pull ubuntu

Listing 2: Docker CLI command to pull a Ubuntu image from a registry.

1 >$ docker build -t friendlyhello .

Listing 3: Docker CLI command to build an image with name friendhello.

1 >$ docker run -p 4000:80 friendlyhello

Listing 4: Docker CLI command to run the image friendhello binding the

host port 4000 to the container port 80.

2.2.1.1 Docker swarm

Docker Swarm [14] consists of multiple hosts running the docker engine in

a swarm mode (called nodes) participating in a cluster. Each node can act

as a manager (to manage membership and delegation) and/or as a worker,

running swarm services, as shown in Figure 2.13. Docker services defines

its optimal state, including the number of replicas, network and storage

resources or exposed ports and Docker Swarm is in charge of maintain that

desired state.

According to [14], a service is the definition of the tasks to execute on

a node (manager or worker) and they are specified by the container and

the commands to execute inside running containers. Services offers some

advantages over standalone containers:

� Modification of a service configuration (e.g. networks and volumes)

do not need to manually restart the service.

� The number of replicas of a service can be defined and the docker

swarm manager distributes a specific number of replica task among

the nodes based upon the preferences or constraints defined by the

user. If a replica fails, docker swarm manager starts a new replica to

replace it.

� Service can be defined as global and therefore, swarm runs one task

for the service on every available node in the cluster.
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Figure 2.13: Docker swarm architecture with 2 Cluster Managers and 6

nodes.

Source:

https://blog.docker.com/2015/11/deploy-manage-cluster-docker-swarm/

Swarm DNS assigns a DNS entry to each of the services and the man-

ager uses internal load balancing to distribute requests among services

within the cluster based upon the DNS name of the services.

The following example illustrates the life cycle of a service in a cluster

using docker swarm2:

1. First, the service must be defined using a docker-compose.yml file, as

shown in Listing 5.

2. To deploy the application, the service definition must be submitted to

the manager node, as depicted in Listing 6. Then, the manager node

dispatches units of work (i.e. tasks) to the worker nodes.

3. Listing 7 shows the command to query for the deployed service and

the output obtained.

4. Finally, the application can be accessed from the IP address of either

node of the cluster. The results is shown in Figure 2.14.

2This example assumes a docker swarm cluster already configured. For more informa-

tion about the configuration of docker swarm visit [15].
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1 version: "3"

2 services:

3 web:

4 # replace username/repo:tag with your name and image details

5 image: username/repo:tag

6 deploy:

7 replicas: 5

8 restart_policy:

9 condition: on-failure

10 ports:

11 - "80:80"

12 networks:

13 - webnet

14 networks:

15 webnet:

Listing 5: Example of docker service definition limiting CPU and memory

resources and defining 5 replicas of the service.

1 >$ docker stack deploy -c docker-compose.yml getstartedlab

Listing 6: Docker swarm CLI command to deploy the service defined in the

docker-compose.yml file and call it getstartedlab.

1 >$ docker stack ps getstartedlab

2

3 ID NAME IMAGE NODE

4 jq2g3qp8nzwx getstartedlab_web.1 john/get-started:part2 myvm1

5 88wgshobzoxl getstartedlab_web.2 john/get-started:part2 myvm2

6 vbb1qbkb0o2z getstartedlab_web.3 john/get-started:part2 myvm2

7 ghii74p9budx getstartedlab_web.4 john/get-started:part2 myvm1

8 0prmarhavs87 getstartedlab_web.5 john/get-started:part2 myvm2

Listing 7: Docker swarm CLI command to query the service getstartedlab.

The output shows the five instances defined in the docker-compose.yml file.
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Figure 2.14: Swarm app in a web browser. Note that 192.168.99.101 is the

IP of one of the cluster nodes.

Source: https://docs.docker.com/get-started/part4

2.2.2 Cluster monitoring tools

Most of the experiments and evaluations performance in this Master’s Thesis

have been ran in a cluster of nodes with Docker Swarm. In order to monitor

the cluster and the services running on it some monitoring and mashup tools

were used. These tools and technologies are presented in this section.

Prometheus

Prometheus3 is an open-source systems monitoring and alerting toolkit

originally built at SoundCloud. It is now a standalone open source

project and maintained independently of any company. According to

its documentation, Prometheus’s main features are:

A multi-dimensional data model with time series data identified

by metric name and key/value pairs.

A flexible query language to leverage this dimensionality.

No reliance on distributed storage; single server nodes are au-

tonomous time series collection happens via a pull model over

HTTP.

3https://prometheus.io/
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Pushing time series is supported via an intermediary gateway.

Targets are discovered via service discovery or static configura-

tion.

Multiple modes of graphing and dashboarding support.

Figure 2.15: Prometheus architecture.

Source: https://prometheus.io/docs/introduction/overview/

As shown in Figure 2.15, Prometheus scrapes metrics from instru-

mented jobs and store them in the main Prometheus server. To in-

strument jobs, Prometheus relies on client libraries which instruments

the application code. Additionally, it runs rules over the scrapped

samples and data to aggregate and record new time series data or

generate alerts handled by Alertmanager. Finally, Prometheus is in-

tegrated with some API consumers, such as Grafana, to visualize the

collected data.

cAdvisor

Container Advisor or cAdvisor4 provides resource usage and perfor-

mance metrics of running containers (e.g. memory usage, cpu usage,

etc). It is a running daemon that collect, aggregates, processes and

4https://github.com/google/cadvisor

28



2.2 Involved technologies

exports information about running containers. Specifically, for each

container it keeps resource isolation parameters, historical resource

usage, histograms of complete historical resource usage and network

statistics. This data is exported by container and machine-wide.

Node Exporter

Node Exporter5 is a Prometheus exporter for hardware and OS metrics

exposed by *NIX kernels, such as cpu statistics, network statistics,

disk I/O operations, etc. It is written in Go with pluggable metric

collectors. In this Master’s Thesis, Node Exporter was used to export

the hardware and OS metrics of each cluster node.

Alert Manager

The Alertmanager6 handles alerts sent by client applications such as

the Prometheus server. It takes care of deduplicating, grouping, and

routing them to the correct receiver such as email. It also takes care

of silencing and inhibition of alerts.

Grafana

Grafana7 is an open source, feature rich metrics dashboard and graph

editor for time series data. Grafana supports many different storage

backends for time series data (i.e. data sources) such as Prometheus8,

Graphite9, Elasticsearch10, OpenTSDB11 and InfluxDB12. Each of

these data sources has a specific query editor that is customized for

the features and capabilities that the particular data source exposes.

Grafana allows to query, visualize, alert on and understand the met-

rics exported by the data sources by means of custom dashboards. For

example, Figure 2.16 shows part of the dashboard created to monitor

the E-SilboPS deployment in the cluster.

Putting it all together, as depicted in Figure 2.17, cAdvisor and Node

Exporter export metrics of each running container and cluster node respec-

tively. These scrapped metrics are collected by prometheus in its server.

Grafana offers customize dashboard to visualize all the metrics collected by

5https://github.com/prometheus/node_exporter
6https://prometheus.io/docs/alerting/alertmanager/
7https://grafana.com/
8https://prometheus.io/
9https://graphiteapp.org/

10https://www.elastic.co/
11http://opentsdb.net/
12https://www.influxdata.com/
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Figure 2.16: Grafana dashboard for E-SilboPS.

Prometheus in order to check the status of the whole cluster at glance. Fi-

nally, the Alert Manager will send notifications reporting the status of the

cluster if the specified conditions are met, for example if the memory usage

is too high.

Figure 2.17: Integration of all the monitoring technologies and tools to

monitor a Docker Swarm cluster.
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2.3 Previous state of E-SilboPS

This section aims to explain the current state of the E-SilboPS implemen-

tation at the moment of commencement of this Master’s Thesis 13 in order

to clarify how this work extends and improves the current system and the

objectives stated in Section 1.3.

2.3.1 Architecture

As described in [63], the system should have a global elasticity property

in order to overcome the weakness of sizing a scalable monitoring system

with an a priori deployment, namely wasting resources or underperforming

monitoring because of the changing load. In our approach, we have added

this property to all operators. In this way, we can adapt each layer to

the specific environment without worrying about providing a setup that

fits from the start. In addition, temporary deviations from the standard

usage pattern, like load spikes, can be handled without having to restart the

system. E-SilboPS is divided into four layers, as shown in Figure 3, similar

to the engine described in [5, 46, 40, 6], and each operator layer can scale

in and out independently of the others. Some orchestration between layers

is needed, however, to maintain state consistency, and it is done by creating

and removing nodes from the Distributed Coordinator (DC) in order to

fire events to the interested layers; the DC is implemented using Zookeeper

(We use ZooKeeper to ensure a reliable distributed coordination between

operator slices. [2]) These four layers are:

Access Point (AP) dispatches incoming subscriptions to the correct matcher

and broadcasts notifications to all matchers.

Matchers (M) store incoming subscriptions in the internal structure, match

notifications against subscriptions, and dispatch the local result set to

the Exit Point layer.

Exit Point (EP) collects all partial results sets coming from the Matcher

layer, which it merges in the final results set and then sends the noti-

fication to all Connection Points found in this set.

13More information about architecture, matching operation, language and scaling algo-

rithm of E-SilboPS at the time of writing this work can be found in [64, 65, 63]
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Connection Point (CP) represents the system entry and exit point; it

handles the connection with clients and sends the received notifications

to the interested subscribers; it forwards subscriber subscriptions and

publisher notifications to the Access Point.

Figure 2.18: E-SilboPS architecture for the all layers: Connection Point,

Access Point, Matcher and Exit Point. Notifications and subscriptions are

coming from the Connection Point layer to the Access Point layer in order to

be dispatched to the correct Matcher layer instance (M1. . .Mn) and then

it will be sent to a specific Exit Point instance to collect all responses and

avoid message duplication. Finally, the message will be sent to the selected

Connection Point to be delivered to clients. In this figure, the Distributed

Coordinator, since it has a direct connection to each slice of each layer, has

been omitted in order to keep the diagram clean.

To perform proper scaling [32, 39], the system must be able to match the

variable demand of workload and, at the same time, control the cost of the

deployed infrastructure. Our solution uses the Chandy–Lamport algorithm

[9], also known as the snapshot algorithm, to create a consistent cut of the

global state of the system. It then executes the algorithm that we designed

to transfer the state throughout the system, repartitioning it according to

the new available slices. One noteworthy feature of our algorithm is that

it is capable of matching notifications while restructuring its internal state

and has a very short no-matching time before switching to the new state.
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2.3.2 Algorithm

In this section we explain our scaling algorithm: there are three possible

layer reconfigurations, one for each operator except for Connection Point.

Coordination with other layers may be required depending on the layer and

operator state. For each kind of reconfiguration, we will list the operations

to be done by each layer in order to keep a consistent state.

2.3.2.1 Access Point Scaling

Access point scaling is straightforward since it is a stateless operator, and no

coordination is required because it is usually bound with a Connection Point.

This means that layer reconfiguration is limited to adding or removing target

operators and opening or closing connections to the Matcher layer.

� Access Point layer: start or stop instances according to the new

configuration.

� Matcher layer: no action.

� Exit Point layer: no action.

2.3.2.2 Matcher Scaling

As shown in Figure 2.19, the scaling of the Matcher layer requires coordi-

nation with the other two layers since Access Point will need to use a new

selector and buffer subscriptions and notifications, whereas Exit Point will

have to change their internal state to correctly collect notifications coming

from the new Matcher configuration.

The scaling process starts by sending a Start Scale-In/Out message

to all Access Points 0 ; upon receiving this message each access point starts

buffering subscriptions and forwards the same message, together with the

new selector that they have to use, to all existing matchers 1 . This ren-

ders the state of the Matcher layer temporarily unchangeable, although, at

the same time, it is still able to process notifications. Thus, this phase is

transparent for publishers, and subscribers will still receive notifications as

usual, although they will not see any updates of the subscriptions that have

changed in the meantime.

As soon as a matcher receives the first Start Scale-In/Out message, it

connects to all matchers of the new configuration and partitions its internal

state using the selector included in the received message. It then sends this

new state to the respective matchers, itself included 2 . In this way, all
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Figure 2.19: Messages exchanged during Matcher layer scale-out: solid lines

represent connections between operators used by the system to send notifi-

cations and subscriptions. Dashed lines represent Distributed Coordinator-

mediated messages used to synchronize layers, typically to unlock all oper-

ators from a layer waiting for another layer to complete its task.
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matchers know in advance from which matcher they will receive the new

state, that is, from the matchers present in the new configuration in the

event of a scale-out or from the matchers in the old configuration in the

event of a scale-in.

When a matcher has received all state information, it sends a Change-

Ready message to the Distributed Coordinator to notify the Access Point

layer 3 . This layer will be unlocked with a Change-Matcher-Ready when

all matchers have finished 4 . The Change-Matcher-Ready message signals

to the Access Point layer to enqueue notifications and to send a Change-

Matcher-On-Exit Point message to all old matchers 5 and a Change-

Matcher to all (old+new) matchers 6 so that they can swap their internal

state for the new one.

The Change-Matcher-On-Exit Point message must precede Change-

Matcher because it is forwarded upon arrival at theMatcher layer to the Exit

Point layer. This creates a consistent change of view of the Matcher layer

state from the Exit Point layer perspective without direct synchronization

between matchers. This message must be sent to all matchers in order

to prevent subsequent notifications reaching a newly added matcher and

being processed faster than the last notification sent before the state change.

Otherwise, the exit point would associate this new notification with the

wrong number of matchers, which, in the event of scale-out, would lead to

the received subset of subscribers being notified too early. This would leave

in starvation the remaining set of subscribers at the same exit point. In

the event of scale-in, the notification will never be delivered to subscribers

because the exit point will not receive all the expected sets for this purpose.

When an exit point receives the Change-Matcher-On-Exit Point mes-

sage, it reads the current number of matchers from Distributed Coordinator

and notifies its new state. The number read from the configuration will

be immediately used as the new threshold before pushing notifications to

subscribers.

Once all exit points have been updated, the Distributed Coordinator will

send an Exit Point-Matcher-Updated to Access Point layer 7 to flush

buffered notifications if scaling-out and wait for all access points to finish

the operation. It will then send a Scale-End message to the Access Point

layer 8 , which will be forwarded to the Matcher layer and will close all un-

necessary connections. On receiving the Scale-End message, each matcher

will close its connections to others but will not forward this message to the

Exit Point layer since no operation is needed for this purpose.

� Access Point layer
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– When receiving a Start Scale-In/Outmessage with a new matcher

selector:

1. Continue to broadcast notifications to all current matchers

2. Buffer subscriptions in a queue

3. Send Start Scale-In/Out message to all (old+new) match-

ers with the new matcher selector to be used

– When receiving a Change-Ready message:

1. If in the scale-out phase, the notifications are no longer sent14

2. The Change-Matcher-On-Exit Point message is sent to all

old matchers

3. The Change-Matcher-Ready is sent to all (old+new) match-

ers

4. The current selector is exchanged for the new selector re-

ceived from Access Point

5. While waiting Exit Point Matcher-Updated sends enqueued

subscriptions to matchers

– When receiving a Exit Point Matcher-Updated message:

1. If it is in scale-out phase, flush enqueued notifications

2. Resume sending notifications

3. Signal Scale-End to the Distributed Coordinator

� Matcher layer

– When the Matcher has received a Start Scale-In/Out message

with a new matcher selector from all Access Points :

1. Notifications continue to pass through the matcher using cur-

rent matching algorithm15

2. Snapshot matcher’s Subscription Map

3. Map snapshotted subscriptions set with new matcher selec-

tor and store the result in Map<Slice, Map<ConnectionID,

Set<Subscription>>>

4. Send the new mapping to each matcher and to itself

– When receiving a Add-Matcher-State message:

1. The subscription set is added to the new matcher state

14The notifications sent after change view could enter the new matcher instance, being

matched sooner than other notifications from other matchers and reaching the Exit Point

before the last notification of the previous group.
15No subscriptions can arrive because they are buffered at Access Point layer.
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2. When all Add-Matcher-State messages have been received,

the Change-Ready message is sent to Access Point through

the Distributed Coordinator

– When receiving Change-Matcher-On-Exit Point:

1. Forward it to all Exit Points

– When receiving a Change-Matcher-Ready message:

1. Swap matcher state for new one

2. Start processing notifications and subscriptions

� Exit Point layer

– When receiving a Change-Matcher-On-Exit Point message:

1. The new number of matchers is read from the DC and used

as the current limit for notifications

2. Exit Point-Changed is sent to DC

2.3.2.3 Exit Point Scaling

Exit Point layer scaling (see Figure 2.20) has to be coordinated with the

Matcher layer because a consistent cut of notification must be done. Even

though no direct mechanism of synchronization between matchers is re-

quired, each matcher has to perform a set of operations such that the added

(or removed) exit point instances will be used only after a consistent change

view.

An Exit-Point-Scaling message is first sent to access points which

they then broadcast to matchers. The matchers use this message to cre-

ate the new exit point selector and buffer notifications on an access point

basis. Once it has received the respective message from all access points,

the matcher processes all buffered notifications using the new exit point

selector and sends a message to the Distributed Coordinator to notify its

reconfiguration. After collecting all reconfiguration messages from match-

ers, the Distributed Coordinator sends a Scale-End message to the Access

Point layer to clean up connections in the same manner as for Matcher layer

scaling.
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AP1 M1 EP1

...
...

...

APn Mm EPj

...

EPk

Figure 2.20: Exit Point layer scale-out: exit points from j+1 to k are added

to the current configuration.

As shown in Figure 2.21, AP1 sends notificationsN1, N3 andN5, whereas

AP2 sends notifications N2 and N4. However, due to the independent FIFO

channels that connect access points to matchers, the order of delivery viewed

by M1 is N1, N3 and N2, as opposed to N2, N1 and N3, as viewed by Mm,

before reception of the two Exit Point-Scaling messages. Besides, Mm

receives N4 before EPS1, but it knows that this notification will be in the

Post set because it has already received EPSn from the same channel.

This proves that, even if the order of the messages received by matchers

differs, their Pre and Post sets contain the same elements, so they can

process notifications according to a consistent cut. Besides, the relative

ordering of notifications coming from each access point is preserved, so,

from a publisher ’s point of view, no out-of-order matching is performed.

� Access Point layer

– When receiving Exit Point-Scaling:

1. Forward Exit Point-Scaling to all matchers

� Matcher layer

– When receiving first Exit Point-Scaling:

1. Read from the DC the number of Access Point and Exit Point

instances

2. Create the new Exit Point selector
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AP1

{N1, N3, EPS1, N5}

M1

{N1, N3, N2, EPSn, EPS1, N5, N4}
PreM1 : {N1, N3, N2}
PostM1 : {N5, N4}

...
...

APn

{N2, EPSn, N4}

Mm

{N2, N1, N3, EPSn, N4, EPS1, N5}

PreMm : {N2, N1, N3}
PostMm : {N4, N5}

Figure 2.21: Matcher layer notifications cut: AP1 sends odd notifications

(N1 . . .N5), whereas APn sends even notifications (N2 . . .N4). EPS1 and

EPSn represent the Exit Point-Scaling messages broadcast by each access

point to all matchers.

3. Start enqueueing notifications from that Access Point slice

– When receiving subsequent Exit Point-Scaling:

1. Notifications from that Access Point slice are enqueued

– When receiving last Exit Point-Scaling:

1. The new Exit Point selector is adopted and all enqueued

notifications are flushed

2. DONE message is sent to the DC to signal the end of current

matcher reconfiguration

� Exit Point layer

– Instances are added or removed according to the new configura-

tion
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Chapter 3
Turning E-SilboPS into a
fully distributed system

A distributed system is one in which

the failure of a computer you didn’t even know existed

can render your own computer unusable..

— Leslie Lamport

This section describes how the previous version of E-SilboPS has been

adapted to run in a fully distributed environment, such as a cluster, as a

first step to be deployed in a real cloud environment. More specifically, this

section reviews the design and the architecture of the solution implemented

in order to clarify the mode of operation of scaling operations. Finally,

the performance results of the fully distributed solution are presented and

compared to the previous version of E-SilboPS.

3.1 Architecture overview

There are some important challenges to bring E-SilboPS from a non-distributed

environment to a fully distributed environment that offers truly scalability

and elasticity to the system, such as the management of the communica-

tions between nodes, the replicas management, the coordination between

operators and load balancing. Docker Swarm manage internally and trans-

parently most of these challenges offering an abstraction layer by means of

an API to create and manage services.
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ACCESS POINT 1 MATCHER1 EXIT POINT1

LOAD BALANCER ...
...

...

ACCESS POINTn MATCHERm EXIT POINTj

ORCHESTRATOR

Figure 3.1: E-SilboPS distributed architecture. Each rectangle represents

a Docker Swarm service. In this figure the ORCHESTRATOR connections

has been omitted in order to keep the diagram clean, since it communicates

with all the services

As depicted in Figure 3.1, the architecture of the system is composed by

three different types of services:

Orchestrator

There is only one instance of this service since its main purpose is to

create and coordinate the rest of services. For this reason, this service

must be deployed in one of the master nodes of the cluster, because

only the master node can create or remove other services. To coor-

dinate the services and to ensure a reliable distributed coordination

between operator slices the orchestrator uses internally ZooKeeper.

Operator

Each E-SilboPS operator instance is implemented as a separate Docker

Swarm service, for example in Figure 3.1 each Access Point, Matcher

or Exit Point instances are different services detonated by the op-

erator name and the instance number (e.g. ACCESS POINT 1 is

the service corresponding to the instance number one of the Access

Point operator). Note that the ACCESS POINT service includes the
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ACCESS POINT and CONNECTION POINT E-SilboPS operators.

There is a service for each operator instance and not a service for a

all the instances of an operator due to the Docker Swarm resolution

name operating mode. Docker Swarm offers service name resolution

translating service names into its corresponding IPs. Since the sys-

tem requires to communicate in certain cases with a specific operator

service, the operator instances must be an independent service to be

reached by its service name (which is well known by other services).

Load Balancer

This service acts as load balancer proxy (internally it uses a NGINX

proxy) receiving client connections and redirecting them to the corre-

sponding Access Point based on a load balancing algorithm specified in

the service configuration (e.g. round robin or least connection). This

service is exposed to the exterior as the unique entry point, hiding the

rest of the system to the final users, as depicted in Listing 8.

1 NAME MODE REPLICAS PORTS

2 ACCESS_POINT_0 replicated 1/1

3 EXIT_POINT_0 replicated 1/1

4 LOAD_BALANCER replicated 1/1 *:3333->3333/tcp

5 MATCHER_0 replicated 1/1

6 ORCHESTRATOR replicated 1/1

Listing 8: Information about the E-SilboPS services. In this deploy-

ment, there are one service per operator (ACCESS POINT 0, MATCHER -

0, EXIT POINT 0 ), the ORCHESTRATOR and the LOAD BALANCER

service. There is one replica for each service and only the LOAD BAL-

ANCER service exposes its port to the exterior to receive client connections.

Docker Swarm transparently allocates the services in the available nodes

of the cluster, but the placement of the services can be specified by soft re-

strictions (i.e. placement restrictions) or hard restrictions (i.e. constraints).

For example, the ORCHESTRATOR service must be deployed in the mas-

ter node of the cluster because only this node can create and remove other

services, which is part of the purpose of this service. Therefore, the OR-
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CHESTRATOR has to be deployed with a constraint such as:

--constraint=node.role==manager. This constraint force the deployment

of the service in the master node, if it is not possible the service will not be

created.

On the other hand, the placement restrictions are less restrictive. If

the placement restriction can not be accomplished, then Docker Swarm still

creates the service allocating it in other node. For this reason, this type

of restrictions are used to try to deploy the ACCESS POINT and EXIT -

POINT in the same nodes where possible in order to reduce network latency

communication, but if it is not possible the service will be created in other

node.

3.1.1 Scaling operation

Despite the scaling algorithm is the same that the non-distributed version of

E-SilboPS 1, when the ACCESS POINT operator scales (CONNECTION -

POINT operators in particular) the load balancer has to update its config-

uration to the current number of ACCESS POINTS.

The following algorithm describes how the LOAD BALANCER updates

its configuration to be constantly synchronized with the total number of

ACEESS POINT services after a scale-in/out operation:

1. When the LOAD BALANCER is deployed, it communicates with the

ORCHESTRATOR service to register a ZooKeeper watcher to be no-

tified when an ACCESS POINT service is added or removed (top left

of the Figure 3.2).

2. When a new ACCESS POINT service is added or removed from the

system, the LOAD BALANCER receives the notification and modifies

its configuration file accordingly (top right of the Figure 3.2).

3. Finally, the LOAD BALANCER restarts its service applying the new

configuration. It is important to highlight that there is no downtime

or previous connection lost when the service restarts (bottom part of

Figure 3.2).

1See Section 2.3.2
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Figure 3.2: Scaling algorithm to synchronize the LOAD BALANCER con-

figuration with the number of ACCESS POINTS after a scale-in/out of the

ACCESS POINT layer.

3.2 Evaluation

This section presents the results of a comparison between the distributed and

the non-distributed version of E-SilboPS in terms of notification through-

put2. We ran our distributed experiments on a cluster composed of three

machines with Linux 4.9, OpenJDK 1.8.0 121 and the following specifica-

tions:

� Node 1: Intel Core i7-4790K 4.00GHz and 16 GB of RAM.

� Node 2: Intel Core i7-920 2.67GHz and 3 GB of RAM.

2To obtain more information, data and graphs of the evaluation presented in this

section see Appendix 8.
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� Node 3: Intel Core i5-3550 3.30GHz and 16 GB of RAM.

The experiments of the non-distributed version were ran only on the Node

1 of the cluster.

At first, throughput performance with different configuration deploy-

ments were tested in order to find out where the processing time was dom-

inated by matching time instead of network time. For this reason, all the

experiments used a configuration 1-x-x, that is, one access point, x matcher

and x exit point with the addition of one connection point bound to the

access point and no load balancer.

Since the same experiment was conducted in [63] with the non-distributed

version of E-SilboPS, the objective of this evaluation is to compare the per-

formance and notification throughput of the two versions. In order to com-

pare the results of this evaluation with those presented in [63], the same

test bed scenario was recreated and therefore, 100 k notifications and one

million subscriptions were created before measuring performance in order to

assure that object creation time did not affect the measured throughput. In

addition, the notifications were created to match at least one subscription

in order to be able to constantly measure notification throughput. This

is a worst-case scenario setup since the system has to deliver all the no-

tifications, whereas, in a real environment, some notifications will not be

delivered because no matchings subscriptions will have been sent.

As shown in Figure 3.3 and analogously to the non-distributed version

[63], when E-SilboPS was deployed with a 1-1-1 configuration, notification

throughput started to slow down just after the system was loaded with 20

k subscriptions, meaning that the constant throughput of the left side of

the graph is due to network saturation. This limits the amount of messages

that an operator can process. Moreover, there is a decrease in notification

throughput when the number of operators, and consequently the number

of messages passing to the network layer, increases, but the workload is

unchanged.

As with the non-distributed version of E-SilboPS, the addition of more

matchers not only increase the throughput but also changes the slope of the

curve, as shown in the center of Figure 3.3 where each matcher is working.

With fewer subscriptions, the processing time is divided more equally be-

tween network time and matching time, and ideally, this division will be

such that the two are balanced leading to 100% usage of both resources.
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Additionally, minimum notification throughput is observed with the con-

figuration deployment that has the maximum number of elements (1-6-2) as

with the non-distributed version of E-SilboPS. In the same way, increasing

the number of matchers on the right side of Figure 3.3, where matching

time is dominant, improves throughput, because, on a per operator basis,

the state is smaller, and thus it takes less time to calculate the partial set of

subscribers. As mentioned in [63, 32], this is really important since it proves

that the current architecture is able to scale out, which is a prerequisite for

elasticity.
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Figure 3.3: Notification throughput of the distributed version of E-SilboPS

with different configurations: the triplet in the legend represents the number

of instances deployed for Access Point, Matcher and Exit Point.
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A comparison between the distributed version (red line with square dots)

and the non-distributed version (blue line with circle dots) is shown in Fig-

ure 3.4 for some configuration deployments. These deployments have the

maximum number of matchers, and therefore the throughput is the min-

imum compared to smallest deployments, as showed previously on Figure

3.3. However, as depicted on the right side of the graph, where matching

time is dominant, notification throughput improves in the non-distributed

version due to the increase in processing capacity of the cluster for the same

deployment configuration. This throughput improvement is clearly visible in

the 1-6-2 deployment (Figure 3.4 b) with 200 k subscriptions, where the non-

distributed throughput slows down to 2300 notifications per second and the

distributed version triples that throughput (7300 notifications per second).
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Figure 3.4: Notification throughput comparison between the distributed

(red line with square dots) and the non-distributed (blue line with circle

dots) version of E-SilboPS for 1-5-2 (a) and 1-6-2 (b) deployments respec-

tively. The vertical axis represents the notification throughput measured in

notification/sec and the horizontal axis represents the number of subscrip-

tions. The triplet in the title represents the number of instances deployed

for Access Point, Matcher and Exit Point.

48



Chapter 4
Bringing E-SilboPS to a real
IoT platform

You’re going to see this Internet of things

start demanding network performance and making

the networks much more aware of what is on top of them.

— Hans Vestberg

This section presents an innovative design of a context broker which relies

internally on the enhanced version of E-SilboPS to manage the entire life

cycle of context information across a CloudIoT platform. More specifically,

this section presents the FIWARE IoT platform used to deploy the context

broker designed based on E-SilboPS. Finally, an evaluation of the proposed

solution through a relevant use case in Green Smart Cities environments is

presented.

4.1 Motivation

Smart city initiatives are forward-looking on the environmental front. Core

to the concept of a smart city is the use of technology to increase sustain-

ability and to better manage natural resources. Of particular interest is

the protection of natural resources and the related infrastructure. Together

these factors have an impact on the sustainability and livability of a city, so

these should be taken into consideration when examining smart city initia-

tives [10, 17].

Nowadays, light pollution is a serious environmental problem: the intro-

duction by humans, directly or indirectly, of artificial light into the environ-

ment [67]. There is a wide variety of consequences of this type of pollution,

from well documented ecological consequences (disruption of biological pro-

cesses at the individual, species, community and, potentially, whole ecosys-
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tem scales [34, 43, 30]), to economic effects (lighting consumed 19% of the

electric energy produced worldwide [66]) and there are evidence of the role

of outdoor lighting in the nocturnal dynamics of chemical pollutants over

cities [61].

As described in [4], monitoring the artificial light emissions and measur-

ing their effects is a necessary step in Smart Cities for a better understanding

of this phenomenon, as well as a prerequisite for making informed decisions

on public policies concerning outdoor lighting systems. The network of in-

terconnected nodes (things, i.e. sensors and actuators) in a dynamic and

global network infrastructure that is the Internet of Things (IoT), together

with the virtually unlimited capabilities in terms of storage and processing

power that offers cloud computing, makes the new CloudIoT paradigm [7]

a solution to overcome the challenges of monitoring and making informed

decisions to reduce the effects of the light pollution.

In the new CloudIoT paradigm the large-scale nature of IoT-based ser-

vices can be effectively and efficiently facilitated and supported via utilizing

cloud computing infrastructures and platforms for providing flexible and

extensive computational power, resource virtualization and high-capacity

storage for data streams. Data brokerage [38] is a key concept for handling

such a massive amount of information and communication of IoT-based ser-

vices in a cloud environment [37]. Since cloud environments are intrinsically

dynamic, the same brokerage system has to handle variability, scale out to

cope with new load, and scale in when the peak has passed in order to save

resources.

In this scenario, data brokerage can be enhanced by the provision of

information that can be used to characterize the situation of an entity (con-

text information) [33]. Context brokerage plays a main role in the next

generation of technologies, such as IoT and Smart Cities ecosystems. For

this reason, context brokerage has recently been designated by Gartner one

of the innovation triggering technologies for the next years [29]. In order

to standardize how to manage the context information, OMA NGSI-9/10

(Next Generation Services Interfaces) defines a RESTful API specification

to access IoT-enabled context information which is intended to manage the

entire lifecycle of context information [23].
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This section presents an innovative context broker architecture based on

OMA NGSI-9/10 that relies on E-SilboPS. Due to its capacity to manage

context and its specifically designed elastic architecture, it can be used to

leverage the context management model of the FIWARE-NGSI v2 specifica-

tion [24]. Finally, the applicability of the proposed architecture to the Green

Smart City environments is shown through a use case of the FIWARE-NGSI

v2 specification to address the light pollution problem.

4.2 The FIWARE IoT platform

FIWARE [20] is an open standard platform for Smart Cities that provides

a truly open, public and royalty-free architecture and a set of open specifi-

cations that allow developers, service providers, enterprises and other stake-

holders to develop innovative products and digital services, in a number

of application domains including Smart Cities and Industry 4.0. An open-

source reference implementation platform based on FIWARE standards, and

a free experimentation environment, based on OpenStack (called FIWARE

Lab) are also made publicly available through the FIWARE Foundation [21].

In particular, FIWARE provides an enhanced multi-tenant cloudIoT en-

vironment [53] based on OpenStack plus a rich set of open standard APIs

that make it easier to connect to the Internet of Things. The FIWARE IoT

stack aims at bringing data-level interoperability to the complex plethora

of standards and protocols in the world of IoT, Open Data, Data Analytics

and other related systems today. The FIWARE IoT Stack allows to connect

devices and receive data, integrating all device protocols and connectivity

methods, and understanding and interpreting relevant information. It iso-

lates data processing and application service layers from the device and net-

work complexity, in terms of access, security and network protocols. Jointly

with the IoT Agents (which provides support for well-known IoT standards

including Ultralight2.0/HTTP, MQTT/TCP, LWM2M/CoAP and SIGFox

Cloud), the Connector Framework or the IoT Orchestrator, another key

cornerstone of the FIWARE IoT Stack is the FIWARE Publish/Subscribe

Context Broker component, which is directly related to this work.

Nowadays, thousands of startups, small and medium-sized enterprises

(SMEs) and individual developers worldwide are working out their solutions

based on FIWARE platform components at present. More over, around 90

cities from 19 countries in Europe, Latin America and Asia-Pacific have

51



Chapter 4 | Bringing E-SilboPS to a real IoT platform

signed up the Open and Agile Smart Cities (OASC) alliance [52] member-

ship meaning they intend to share and publish their smart city data by

means of FIWARE technology.

The FIWARE Catalogue of technologies includes:

� Generic Enablers (GE): a GE is a software component definition

based on an open specification. For example, the FIWARE Context

Broker is a GE specification based on the FIWARE-NGSI v2 open

specification.

� Generic Enabler Reference Implementations (GEri): a prod-

uct that has been adopted as the open source reference implementation

of a FIWARE GE is said to be its FIWARE GEri. As an example,

Orion is the product that has been adopted as the FIWARE Context

Broker GEri.

� Generic Enablers Implementations (GEi): any product that im-

plements the specifications of a given FIWARE GE is referred as a

FIWARE GE implementation (GEi). To continue the example above,

the solution presented in this work is a GEi of the FIWARE Context

Broker GE.

Connecting objects or things involves the need to overcome a set of

problems arising in the different layers of the communication model. Using

their data or acting upon them requires interaction with an ever-growing,

heterogeneous environment of devices running different protocols, due to

the lack of globally accepted standards, dispersed and accessible through

multiple wireless technologies. For this reason, approaching an IoT platform

must enable intermediation, data gathering and data publishing functions.

FIWARE IoT services enablement platform [22] offers an architecture of

components (GEs) specifically designed to face these problems by allowing

to capture data from, or act upon, IoT devices as easily as reading/changing

the value of attributes linked to context entities.

Figure 4.1 depicts the general architecture of this platform which in-

cludes:

� The FIWARE backend IoT Device Management GE, which enables

creation and configuration of IoT Agents (left part of Figure 4.1)

that connect to sensor networks (ETSI M2M, MQTT, IETF CoAP,

etc). Agents solve the issues of heterogeneous environments where

devices with different protocols approach to a common data format.
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Figure 4.1: General architecture to support large scale IoT services. IoT

sensors (left) are sending their data to the Context Broker and this one

leverages E-SilboPS to relay messages to the interested subscribers (right).

IoT Agents act as mediators or translators between the protocols that

devices use to send or receive information (HTTP Ultralight, MQTT,

OMA Lightweight M2M), and a common language and data model

across all the platform: FIWARE Next Generation Service Interfaces

(NGSI) [24].

The FIWARE Context Broker GE (center) to retrieve, maintain and

deliver context information into the IoT platform components and ex-

ternal systems. FIWARE IoT is able to expose by means of the Con-

text Broker component all IoT devices information and commands us-

ing the Data Context API, which supports standard OMA NGSI9/10

interfaces. Using these interfaces, clients can do several operations, in-

cluding registration of context producer applications, update context

information, subscribe to context information and being notified when

changes on context information take place or with a given frequency

and query context information.

Despite of the intrinsic importance of the Context Broker component

in the IoT stack, the architecture of the current FIWARE reference im-

plementation (Orion) has some performance and elasticity limitations as a

consequence of the lack of an underlying publish/subscribe communication

system that allows it to manage end-to-end context information.
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4.3 FIWARE-NGSI use case to monitor light pollution

In this section we show a use case of the FIWARE IoT platform for moni-

toring and making informed decisions to reduce the effects of light pollution.

More specifically, in this use case we leverage the FIWARE-NGSI v2 open

specification to manage the context information of a network of photome-

ter sensors deployed as part of the Stars4All project [62]. By using this

architecture, as shown in Figure 4.1, IoT devices will be represented in a

FIWARE platform as NGSI entities in the Context Broker. This means

that you can query or subscribe to changes of device parameters status by

querying or subscribing to the corresponding NGSI entity attributes at the

Context Broker. From an architectural point of view, the Context Broker

acts as a blackboard in a typical blackboard architecture. It is the core

and control piece of the platform, in charge of interacting with the other

components and agglutinate data.

FIWARE-NGSI v2 brings a simple yet powerful RESTful API enabling

access to IoT-enabled context information. It is intended to manage the

entire lifecycle of context information, including updates, queries, regis-

trations, and subscriptions. Managing this information is possible since

Context Broker keeps virtual representations of the physical devices, called

context entities. Listing 4.1 shows an example of a context entity represent-

ing a TESS (Telescope Encoder and Sky Sensor) photometer[67]. Context

entities are composed of context attributes defined by the attribute name,

type, value and associated metadata. In this case, the context attributes

represents the different magnitudes measured by the TESS sensor.

1 POST http:// localhost:1026/v2/entities

2

3 {
4 "type": "TESS",

5 "id": "stars25",

6 "height": {
7 "value": 626,

8 "type": "int",

9 "metadata": {
10 "unit": {
11 "value": "meters"

12 }
13 }
14 },
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15 "visual_magnitude": {
16 "value": 20.89,

17 "type": "double",

18 "metadata": {
19 "unit": {
20 "value": "magnitudes"

21 }
22 }
23 },
24 "nelm": {
25 "value": 6.1,

26 "type": "double"

27 },
28 "photodiode_freq": {
29 "value": 0.701,

30 "type": "double"

31 },
32 "cloud_coverage": {
33 "value": 96,

34 "type": "percentage"

35 },
36 "location": {
37 "value": "40.4246000,-3.5580900",

38 "type": "geo:point",

39 "metadata": {
40 "crs": {
41 "value": "WGS84"

42 }
43 }
44 }
45 }

Listing 4.1: Example request to create a new context entity.

Interaction with devices will happen by querying and updating the vir-

tual representations attached/corresponding to them, via RESTful requests,

as shown in Listings 4.2 and 4.3 respectively.

1 GET http:// localhost:1026/v2/entities?id=stars25

2

3 GET http:// localhost:1026/v2/entities?type=TESS

4
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5 GET http:// localhost:1026/v2/entities?georel=near

6

7 GET http:// localhost:1026/v2/entities/stars25/attrs?

attrs=height%2Cvisual_magnitude

Listing 4.2: Examples of entity queries.

1 PATCH http:// localhost:1026/v2/entities/stars25/

attrs

2 {
3 "visual_magnitude": {
4 "type": "double",

5 "value": 22.89,

6 "metadata": {
7 "unit": {
8 "type": "Text",

9 "value": "magnitudes"

10 }
11 }
12 }
13 }

Listing 4.3: Example request to update the visual magnitude value of an

entity.

Moreover, the Context Broker GE defines an operating mode based on

subscriptions and notifications. This mode of operation brings flexibility to

applications since they can subscribe to specific changes in context to per-

form the appropriate response. Listing 4.4 shows an example of subscription

that sends a notification to the specified URL when the visual magnitude

of the specified TESS photometer is under 17 magnitudes, which indicates

a strongly light-contaminated place.

1 POST http:// localhost:1026/v2/subscriptions

2 {
3 "description": "Sky brightness value too high",

4 "subject": {
5 "entities": [

6 {
7 "id": "stars25",

8 "type": "TESS"

9 }
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10 ],

11 "condition": {
12 "attrs": [

13 "visual_magnitude"

14 ],

15 "expression": {
16 "q": "visual_magnitude <17.0"

17 }
18 }
19 },
20 "notification": {
21 "http": {
22 "url": "http:// localhost:1234"

23 },
24 "attrs": [

25 "visual_magnitude",

26 "nelm"

27 ]

28 },
29 "expires": "2018-12-05T14:00:00.00Z",

30 "throttling": 5

31 }
Listing 4.4: Example subscription request to receive notifications when sky

brightness value is too high.

4.4 The architecture of the Context Broker GE based

on E-SilboPS

As shown in Figure 4.2, the proposed architecture is composed of a database

to store the context entities, an enhanced version of E-SilboPS middleware

to support the publish/subscribe model of communication and an adapter

to transform from FIWARE-NGSI to E-SilboPS message formats and vice

versa, and to ensure state consistency. For the sake of clarity, Figure 4.2

shows how the proposed context broker implements the use case previously

presented (Section 4.3):

1. First, actuators send a subscription request to subscribe to context

entities changes, such as the subscription shown in Listing 4.4.
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Figure 4.2: Architecture of the context broker GE that relies internally in

E-SilboPS.

2. The adapter receive the subscriptions and transforms them to E-SilboPS

format. Moreover, the adapter stores the notification URL and the re-

quested context attributes to be delivered when a notification matches

the subscription condition. As an example, Listing 4.5 shows the cor-

responding subscription of Listing 4.4 in E-SilboPS format.

3. Sensors send context entities updates with the new measured values

of context attributes to the context broker. The adapter receives the

request and updates the entities in the database.

4. The context entities updates are forwarded to the E-SilboPS after

being translated. Listing 4.6 shows an E-SilboPS notification corre-

sponding to Listing 4.3.

5. E-SilboPS receives the notification and process them. If there is a

match between the notification and a subscription, the generated no-

tification is sent to the adapter.

6. The adapter transforms the notifications to the FIWARE-NGSI for-

mat, retrieves the notification URL and context attributes, and deliv-

ers them to the subscribers (actuators).
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1 {
2 "id":"",

3 "constraints":{
4 "stars25#visual_magnitude:double": [{"<": 18.0}]
5 },
6 "contextFunction":{}
7 }

Listing 4.5: Example of E-SilboPS subscription.

1 {
2 "stars25#visual_magnitude:double": 20.0

3 }
Listing 4.6: Example of E-SilboPS notification.

In addition, at any time, any user (e.g. with a mobile application) can

query the system in order to retrieve information of the current subscrip-

tions, context entities or statistics.
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Chapter 5
A novel approach to improve
current auto-scaling
techniques for CloudIoT

There are two ways of constructing a software design;

one way is to make it so simple that

there are obviously no deficiencies,

and the other way is to make it so complicated that

there are no obvious deficiencies.

The first method is far more difficult.

— Tony Hoare

This chapter presents a novel approach to enhance the current threshold-

based auto-scaling techniques favouring heterogeneous cloud infrastructures.

The solution proposes a set of low-level metrics that can be monitored across

main cloud providers, avoiding provider lock-in. The results show that these

set of low-level metrics can be effectively used to define high-level metrics by

creating a mapping between high and low level metrics for a more efficient

and accurate scaling rules.

5.1 Motivation

As we said previously, cloud computing has become the ideal candidate to

support and complement IoT due to its capacities to solve or mitigate the

main drawbacks of the IoT. However, there are some challenges and open

issues in using cloud computing. For instance, as mentioned above, one of

the key characteristics of cloud computing is elasticity, which allow users to

acquire and release resources dynamically according to changing demands
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[44]. This process of adapting resources to the on-demand requirements of

an application, known as scaling process, can be very challenging because it

is not easy to decide how (i.e. the right amount of resources) and when the

scaling process should be done in order to minimize costs.

As a result, most cloud providers offer auto-scaling systems capable of

adjust resources allocated to an application based on its needs at any given

time. The majority of the auto-scaling techniques implemented by these

systems fall in this categories:

� Static, threshold-based policies.

� Reinforcement learning.

� Queueing theory.

� Control theory.

� Time-series analysis.

As shown in 5.1 and 5.2, the simplicity and intuitive nature of threshold-

based policies have fostered them to be the auto-scaling technique imple-

mented by the majority of cloud providers.

if CPUusage > 70% for 5 minutes then

add 2 small V M

do nothing for 8 minutes

(5.1)

if CPUusage < 10% for 5 minutes then

remove 1 small V M

do nothing for 3 minutes

(5.2)

On the other hand, despite the advantages of the threshold-based tech-

niques, there are some drawbacks to take into account when deciding to use

this auto-scaling technique. These drawbacks can be classified as general,

which concerns all the auto-scaling techniques such as oscillation problems,

and resource estimation problems [56], and threshold-based techniques spe-

cific problems. More specifically, the two principal shortcomings of threshold-

based techniques are the following:
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� Lack of universal low-level metrics: cloud providers offer a set of low

level metrics that can be monitored and used to define the threshold-

based auto-scaling rules. Since each cloud provider offer a different

set of these low-level metrics, the auto-scaling rules are bound to a

particular cloud provider fostering the provider lock-in against the

heterogeneous cloud. Therefore, by universal low-level metrics, we

mean resource metrics (e.g. CPU usage, memory usage, etc.) that can

be monitored across the main cloud providers.

� Other authors claim that the threshold-based auto-scaling techniques

are too close to the machine level, lacking primitives for defining

service-relevant metrics [58, 44]. According to [60]: A key prerequisite

for meeting the SLA-driven objective is to understand the relationship

between high-level SLA parameters (e.g. Throughput and Response

Time) and low-level resource metrics [...] . However, mapping SLA

parameters onto metrics that are retrieved from managed resources is

a difficult problem. Therefore, there is a gap between the low-level

metrics monitored from the cloud virtual machines and the high-level

metrics (e.g. throughput, delay, response time, etc.) used for defining

the QoS in the SLAs.

This section address the two challenges of the threshold-based auto-

scaling techniques stated above. More specifically, in section 5.2 we pro-

vide a set of low-level metrics that can be monitored across the main cloud

providers. In section 5.3 we evaluate our proposal by studying how dif-

ferent four message brokers perform at low level, monitoring some of the

universal low-level metrics proposed in the previous section. The objective

of this evaluation is to study how high-level metrics (i.e. Service Level Ob-

jectives or SLOs and Quality of Service or QoS) can be described in terms of

the universal low-level metrics previously proposed and how this approach

can improve the actual threshold-based auto-scaling techniques in order to

overcome the main cloud scaling challenges.

5.2 Universal low-level metrics

Managing cloud computing elasticity typically implies mapping performance

requirements to the underlying available resources [44]. Infrastructure as a

Service (IaaS) cloud providers usually offer a monitoring service that is in

charge of collecting all the low-level metrics (e.g. CPU usage, memory usage,

I/O operations, etc) exported by the virtual machines (hereinafter referred
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as VM) and used to define the threshold-based auto-scaling rules. Most IaaS

cloud providers offer an architecture similar to the AWS one, illustrated in

Figure 5.1. All the IaaS resources or VM (i.e. EC2 in AWS) export a set of

resource-level metrics that are frequently retrieved by a monitoring system

(i.e. CloudWatch in AWS). Then, the retrieved resource-level statistics are

processed by the monitoring system and send to actuators (e.g. AutoScaling

in AWS). In the case of auto-scaling actuators, they compare the statistics

received with the antecedent of the auto-scaling rules and when the condition

is met, trigger a predefined scaling up or scaling-down action.

Figure 5.1: Amazon Web Services CloudWatch architecture.

The main difference among IaaS cloud providers is the set of low-level

metrics exported, as showed in Table 5.1, 5.2, 5.3 and 5.4 for CPU, mem-

ory, disk and network metrics respectively. These different set of low-level

metrics bound the scaling policies based on low-level metrics to a particular

cloud provider, exacerbating the provider lock-in against the heterogeneity

cloud. For instance, a scaling policy based on cache metrics can not be

directly implemented in AWS or Google Cloud due to the lack of memory

metrics in these cloud providers.

AWS (EC2) GCP Microsoft Azure VMSphere OpenStack

CPU utilization X X X X X

Number of cores X X x

Processor time X

Privilege X X

User time X X

I/O wait time X X

Interrupt time X X

Table 5.1: CPU low level metrics
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AWS (EC2) GCP Microsoft Azure VMSphere OpenStack

Available memory X X X X X

Used memory X X X X X

Used cache X X X

Table 5.2: Memory low level metrics

AWS (EC2) GCP Microsoft Azure VMSphere OpenStack

Read ops. X X X X X

Write ops. X X X X X

Read (Bytes) X X X X X

Write (Bytes) X X X X X

Read (Bytes/s) X X X

Write (Bytes/s) X X X

Write queue length X X X

Table 5.3: Disk low level metrics

AWS (EC2) GCP Microsoft Azure VMSphere OpenStack

Received (Bytes) X X X X X

Sent (Bytes) X X X X X

Received (packets) X X X X X

Sent (packets) X X X X X

Incoming rate (Bytes/s) X X

Outgoing rate (Bytes/s) X X

Table 5.4: Network low level metrics

In order to define cloud provider independent auto-scaling rules, it is

necessary to propose a set of low-level metrics that can be monitored in

most cloud providers, namely universal low-level metrics. To accomplish

this purpose, we gather all the low-level metrics exported by the monitoring

systems of the principal IaaS cloud providers. Tables 5.1, 5.2, 5.3 and 5.4

summarized the most common low-level metrics exported by the main IaaS

cloud providers for CPU, memory, disk and network metrics; we only have

considered metrics that are explicitly exported by the monitoring system.

For example, the number of cores are not exported by some cloud providers

according to Table 5.1 because their monitoring system do not export this
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metric explicitly, but the user can obtain this metric at the moment of select

the type of instance. Moreover, a metric is considered exported by a cloud

provider when it can be directly retrieved from the monitoring system (raw-

metric) or as a function of direct metrics (composite-metrics) [54, 45].

After this analysis, we selected all the common metrics exported by main

IaaS cloud providers. This set of common low-level metrics are showed in

Table 5.5 and represent the set of universal low-level metrics that can be

monitored across the main cloud providers. Tables 5.6, 5.7, 5.8 and 5.9 show

the mapping between the universal low-level metrics and its correspondent

in each of the main Cloud Providers. This is a reduced set of low-level

metrics in comparison with the complete set of metrics exported by some

cloud providers. This limitation is compensated by the fact that this set

of metrics can be monitored in most IaaS cloud providers, avoiding any

provider lock-in in favor of heterogeneous cloud infrastructures. In addition,

this set of metrics can be extended using the custom metrics feature offered

by most of the IaaS cloud providers, however, it is outside the scope of this

work.

Universal

low-level metric Unit

CPU CPU usage %

Memory memory usage %

Disk disk read Bytes/s

disk write Bytes/s

disk read rate Bytes/s

disk write rate Bytes/s

Network network received Bytes/s

network transmitted Bytes/s

network packets in packets/s

network packets out packets/s

Table 5.5: Universal low level metrics

66



5.2 Universal low-level metrics

Universal

low-level metric Unit Metric

CPU usage % CPU utilization (%)

memory usage % Memory utilization (%)

disk read Bytes/s Read bytes (B)

disk write Bytes/s Write bytes (B)

disk read rate Bytes/s Read ops [average] (count)

disk write rate Bytes/s Write ops [average] (count)

network received Bytes/s Network in [average] (Bytes)

network transmitted Bytes/s Network out [average] (Byes)

network packets in packets/s Network packets in (packets/interval)

network packets out packets/s Network packets out (packets/interval)

Table 5.6: Universal low level metrics to Amazon Web Services EC2 metrics

mapping

Universal

low-level metric Unit Metric

CPU usage % CPU utilization (%)

memory usage % Memory utilization (%)

disk read Bytes/s Disk read bytes (B)

disk write Bytes/s Disk write bytes (B)

disk read rate Bytes/s Disk read operations (ops/interval)

disk write rate Bytes/s Disk write operations (ops/interval)

network received Bytes/s Received bytes (Bytes)

network transmitted Bytes/s Sent bytes (Bytes)

network packets in packets/s Received packets (packets/interval)

network packets out packets/s Sent packets (packets/interval)

Table 5.7: Universal low level metrics to Google Cloud Compute Engine

metrics mapping
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Universal

low-level metric Unit Metric

CPU usage % Processor time (%)

memory usage % Memory used (%)

disk read Bytes/s Read bytes per second

disk write Bytes/s Write bytes per second

disk read rate Bytes/s Read bytes per second (ops/sec)

disk write rate Bytes/s Write bytes per second (ops/sec)

network received Bytes/s Bytes Received (Bytes)

network transmitted Bytes/s Bytes Transmitted (Bytes)

network packets in packets/s Packets received (packets/interval)

network packets out packets/s Packets transmitted (packets/interval)

Table 5.8: Universal low level metrics to Microsoft Azure metrics mapping

Universal

low-level metric Unit Metric

CPU usage % usage average (%)

memory usage % memory utilization (%)

disk read Bytes/s read average (KBps)

disk write Bytes/s write average (KBps)

disk read rate Bytes/s numberReadAveraged (count)

disk write rate Bytes/s numberWriteAveraged (count)

network received Bytes/s transmitted average (KBps)

network transmitted Bytes/s received average (KBps)

network packets in packets/s packetsRxPerSec (packets/s)

network packets out packets/s packetsTxPerSec (packets/s)

Table 5.9: Universal low level metrics to VMSphere metrics mapping

5.3 Evaluation

5.3.1 Monitoring universal low-level metrics

Managing cloud computing elasticity is typically an application-specific task

and implies mapping performance requirements to the underlying available

resources [44]. The main objective of this evaluation is to (a) study how

high-level metrics (i.e. SLOs or QoS attributes) can be described in terms
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of the universal low-level metrics proposed in 5.2 and (b) to study how this

mapping of low-level metrics to high-level metrics can be used to improve

cloud elasticity by making more efficient the actual threshold-based auto-

scaling techniques.

To accomplish the first objective, we center the scope of this study in

four message brokers used in IoT environments. We ran this evaluation

under Linux 4.4-generic in an Intel i7-4790k at 4.0 GHz machine equipped

with 16 GiB of RAM. The message brokers used in this test bed scenario

are the following:

� Topic-Based Publish-Subscribe (TBPS) brokers:

– RabbitMQ [57]: is an open source messaging queue that imple-

ments the AMQP (Advanced Message Queue Protocol) written

in Erlang. It uses brokers which are middleware applications of

AMQP which can be replicated for high availability [12]. Rab-

bitMQ brokers are connected by exchanges in charge of routing

messages using the selected rule (one-to-one, headers, multicast

or publish-subscribe) and send it to queues. It is important to

highlight the fact that in this test bed scenario exchanges have

been configured to use topic-based publish-subscribe pattern.

– ActiveMQ [25] is an open source, JMS compilant, message-

oriented middleware (MOM) from Apache Software Foundation

[26] that provides high availability, performance, scalability, reli-

ability, and security.

� Content-Based Publish-Subscribe (CBPS) brokers:

– E-SilboPS [63] is a context-aware content-based publish-

subscribe (CA-CBPS) middleware [65]. SilboPS evolved from

our implementation of SIENA [8] and extends its interface by

adding context functionality. E-SilboPS is the elastic version of

SilboPS divided into four operator layers. Each operator layer

can scale in and out independently of the others.

– BE-Tree [59] is a novel dynamic tree data structure designed to

efficiently index Boolean expressions over a high-dimensional dis-

crete space. In this concrete test bed scenario, BE-Tree has been

used as a content-based publish-subscribe (CBPS) system.
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Since this is a novel approach, the implementation provided (only

the binary code) is not already finished and therefore there are

some features that are not supported, such as different message

rates.

In this evaluation we are interested in discover how the throughput (high-

level metric) can be described in terms of CPU usage and memory usage (the

subset of the universal low-level metrics which are relevant in this scenario)

to establish a mapping between these low-level metrics and the throughput.

This test bed scenario is composed of 1 message broker (RabbitMQ,

ActiveMQ, E-SilboPS or BE-Tree), 1 publisher sending messages at different

rates, n subscribers and messages with 100 Bytes as size. In the case of

RabbitMQ and ActiveMQ, 100 topics were used in all test scenarios and

for the case of E-SilboPS all the tests have been performed using a static

topology of 1 Access Point operator, 1 Matcher operator and 1 Exit Point

operator. Before measuring performance, we created 100 k notifications and

40 k subscribers for RabbitMQ and ActiveMQ, and 1 million notifications

and 1 million subscribers for E-SilboPS and BE-Tree, in order to assure

that object creation did not affect the measured throughput. In addition,

the notifications were created to match at least one subscription in order to

be able to constantly measure notification throughput. This is a worst-case

scenario setup since the system has to deliver all the notifications, whereas,

in a real environment, some notifications will not be delivered because no

matching subscriptions had been sent.

As shown in Figure 5.2, the maximum throughput was almost 50 k no-

tifications/s with a hundred of subscribers in the case of E-SilboPS. With

a maximum of 10 k subscribers, the notification throughput of E-SilboPS

matched the incoming message rate to a maximum of almost 30 k notifi-

cations/s. In the case of Be-Tree, with a maximum of 1 k subscribers the

notification throughput matched the incoming message rate to a maximum

of 60 k notifications/s. The notification throughput started to slow down af-

ter the system was loaded with 10 k subscriptions in the case of E-SilboPS,

and 1 k subscriptions in the case of BE-Tree broker. Moreover, for E-

SilboPS, Figure 5.2 clearly shows that for each number of subscribers there

is a saturation point in the throughput and even though beyond that the

throughput remained constant the incoming message rate was increased.

This saturation throughput was reached earlier when the number of sub-

scriptions increased. In the case of E-SilboPS, Figure 5.3 shows how the

CPU usage depends on the number of subscriptions and incoming message

rate. CPU usage rocketed to almost 100% with more than 100 k subscrip-
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tions at any incoming massage rate. In regard to memory usage, Figure 5.4

shows that E-SilboPS memory usage remains almost constant beyond the

saturation throughput. BE-Tree broker showed similar throughput results,

but it can not be tested with different message rates since the implementa-

tion available does not support this feature, and the default message rate

is the maximum. At CPU resource level, BE-Tree uses almost the 100%

of CPU independently of the number of subscribers and the memory usage

depends on the number of subscriptions, as in the case of E-SilboPS, but

the maximum memory usage only was 17.5% for 1 M subscribers.

On the other hand, the maximum throughput of RabbitMQ and Ac-

tiveMQ in this scenario was almost 25 k and 15 k notifications/s with 100

subscriptions and maximum incoming message rate of 30 k messages/s, re-

spectively, as shown in Figure 5.2. Moreover, the saturation throughput was

reached earlier in both Topic-Based brokers than E-SilboPS, independently

of the number of subscriptions and incoming message rate. According to

Figure 5.3, the CPU usage was proportional to the incoming message rate

if the saturation throughput was not reached (e.g. throughput with 100

subscriptions) for ActiveMQ and RabbitMQ. When RabbbitMQ and Ac-

tiveMQ reached the saturation throughput, the CPU usage stayed constant

at almost 70% and 25%, respectively, due to the I/O operations. Finally,

Figure 5.4 clearly shows how the memory usage only depends on the number

of subscriptions for both Topic-Based brokers.

Despite the fact that all of the evaluated message brokers implement the

publish-subscribe paradigm, there are some important differences between

them. First, in the case of content-based brokers (E-SilboPS and BE-Tree),

the throughput saturation point is due to the exhaustion of CPU (i.e. CPU

bound application). On the contrary, the resource that limits the throughput

in the case of topic-based brokers (RabbitMQ and ActiveMQ) is the memory

(i.e. I/O bound application). This demonstrates that systems implementing

the same paradigm or type of application can perform in a very different

way at the resource level. As a consequence, the same high-level metrics (i.e.

throughput) require different low-level metric mapping functions depending

on the application and not on the paradigm. For instance, in order to

obtain a constant throughput of notifications using a content-based publish-

subscribe broker in a CloudIoT environment, the corresponding SLO must

take into account (1) the CPU usage, (2) the number of subscriptions, (3)

the average message incoming rate and (4) the average size of messages,

whereas using a topic-based publish-subscribe broker, the CPU usage should

be replaced by the memory usage (besides the average number of topics).
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72



5.3 Evaluation

0

25

50

75

100

100 1 k 10 k 50 k 1 M
Number of subscriptions

C
P
U

u
sa
g
e
(%

)

[messages/s]
1000
5000
10000
50000
100000
500000
1000000

(a) E-SilboPS

0

20

40

60

100 1 k 10 k 50 k 1 M
Number of subscriptions

C
P
U

u
sa
g
e
(%

)
[messages/s]

1000
5000
10000
15000
20000
30000

(b) RabbitMQ

100

100 1 k 10 k 50 k 1 M
Number of subscriptions

C
P
U

u
sa
g
e
(%

)

(c) BE-Tree

0

10

20

100 1 k 10 k 50 k 1 M
Number of subscriptions

C
P
U

u
sa
g
e
(%

)

[messages/s]
1000
5000
10000
15000
20000
30000

(d) ActiveMQ

Figure 5.3: CPU usage

73



Chapter 5 | A novel approach to improve current auto-scaling
techniques for CloudIoT

0

10

20

30

40

100 1 k 10 k 50 k 1 M
Number of subscriptions

M
em

o
ry

u
sa
g
e
(%

)

Message rate
[messages/s]

1000
5000
10000
50000
100000
500000
1000000

(a) E-SilboPS

0

25

50

75

100 1 k 10 k 50 k 1 M
Number of subscriptions

M
em

o
ry

u
sa
g
e
(%

)

[messages/s]
1000
5000
10000
15000
20000
30000

(b) RabbitMQ

7.5

10.0

12.5

15.0

17.5

100 1 k 10 k 50 k 1 M
Number of subscriptions

M
em

o
ry

u
sa
g
e
(%

)

(c) BE-Tree

20

40

60

100 1 k 10 k 50 k 1 M
Number of subscriptions

M
em

o
ry

u
sa
g
e
(%

)

[messages/s]
1000
5000
10000
15000
20000
30000

(d) ActiveMQ

Figure 5.4: Memory usage

74



5.3 Evaluation

5.3.2 Mapping universal low-level metrics to service parameters

This section presents a concrete mapping example of a subset of universal

low-level metrics to a service parameter based on the evaluation results pre-

sented in the previous section. The target service parameter (i.e. high-level

metric) selected for this example is throughput. Although there are other

few service parameters, such as delay, response time, power consumption or

cost, we have selected this service parameter because throughput is a key

performance indicator of cloud applications, since it represents the rate of

operations processed per time unit (e.g. number of messages delivered per

time unit by a message broker, number of transactions committed per time

unit by a storage application or number of jobs completed per time unit by

a processing application). In addition, throughput degradation usually indi-

cates degradation in other key service parameters such as response time. For

this reason, an adequate throughput is essential to ensure all applications

run with optimal efficiency.

In the previous section, the experiment results showed that different im-

plementations of the publish-subscribe (i.e. topic-based and content-based)

performed different at resource level, whereas different applications of the

same implementation performed similarly at resource level. For this rea-

son, we conclude that the metric mappings should be per application class.

Since we evaluated two different application classes (i.e. topic-based and

content-based), we propose two different mappings of throughput in terms

of universal low-level metrics, one for topic-based message brokers 5.4 and

other for content-based message brokers 5.5 for the same service parameter

5.3.

In this scenario, we illustrate an example of SLO 5.3 which indicates

that the average throughput of the system should never be less than 10000

notifications/s. In order to achieve the SLO, the user only needs to choose

the correct predefined mapping for the throughput, this is 5.4 or 5.5 if the

application is a content-based or topic-based message broker, respectively.

SLO (service parameter) :

throughput > 10000 [notifications/s]
(5.3)
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� Content-based mapping. The previous results showed that this

type of implementations are CPU bound applications and therefore

the CPU usage is the key universal low-level metric.

if CPU usage > 75% for 2 minutes then

perform scale− out

do nothing for 8 minutes

if CPU usage < 10% for 5 minutes then

perform scale− in

do nothing for 3 minutes

(5.4)

� Topic-based mapping. On the other hand, due to this type of ap-

plications are memory bound, as showed in the previous section, the

key universal low-level metric in this case is memory usage.

if memory usage > 75% for 2 minutes then

perform scale− out

do nothing for 8 minutes

if memory usage < 10% for 5 minutes then

perform scale− in

do nothing for 3 minutes

(5.5)

In the previous mappings, throughput has been described only in terms

of the key universal low-level metrics that differentiates both implementa-

tions (i.e. CPU usage and memory usage for content-based and topic-based

respectively), for clarity. A real mapping should take into account other uni-

versal low-level metrics, for instance I/O and network metrics. Moreover,

mappings can be enhanced by the use of other application parameters, such

as number of subscriptions or incoming message rate in this case.

Notice that the actions to perform if a rule is triggered in 5.4 and 5.5

only indicates the type of action (e.g. scale in or out), because the scaling

operation depends on the application architecture. For instance, each op-

erator layer of E-SilboPS can scale in and out independently of the others.
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For clarity, the threshold-based rules proposed in 5.4 and 5.5 are the sim-

plest type of threshold-based scaling rules, since this auto-scale technique

can be improved [44] using, for example, dynamic thresholds that mitigates

oscillation problems.

As mention before, current cloud providers delegate to users the tricky

task of defining auto-scaling rules based on resource metrics. Our approach

solves this issue offering the users a predefined mapping set of target service

parameters in terms of low-level metrics based on application classes. Then,

the user only have to select the target service parameter (high-level metric)

and the predefined mapping for this parameter, based on the application

class. These set of metric mappings bridges the gap between monitored

metrics and service parameters, solving one of the main issues of threshold-

based autoscaling techniques.

Moreover, since these metric mappings are described in terms of the

universal-low level metrics, this approach solves the other main challenge

of threshold-based techniques, which is the provider lock-in. Then, when

a user selects a metric mapping for a service parameter, it can be used in

an heterogeneous cloud. Even more, using these metric mappings in only

one cloud provider offers the user the opportunity of migrate the deployed

service to other(s) cloud provider(s) without modifying anything.
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Conclusions

Reasoning draws a conclusion,

but does not make the conclusion certain,

unless the mind discovers it by the path of experience.

— Roger Bacon

6.1 About E-SilboPS

In the first part of this Master’s Thesis we have presented a proper elas-

tic and fully distributed content-based publish/subscribe middleware that

supports transparent, publisher-wise dynamic state repartitioning without

client disconnection and with minimal notification delivery interruption for

subscribers.

Unlike other proposals such as BlueDove[40] or SEMAS[46], in which

dispatchers have to known the state of all the matchers, E-SilboPS access

points are stateless, avoiding that overhead. Moreover, E-SilboPS offers a

proper scaling algorithm in comparison with E-StramHub[6] in which the

total number of operator slices are a fixed number and the operator slices

can only be migrated between nodes.

As shown in the evaluation section, the enhanced version of E-SilboPS

can be successfully used as a communication mechanism to support huge

workloads due to its proper scalability and elasticity, which allows it to cope

with variations in workload in an efficient way. Moreover, the container-

ization of the operators presented in that section becomes E-SilboPS in a

content-based publish/subscribe system that can be deployed in the main

cloud providers since all of them support containerization solution nowadays.
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6.2 About Context Brokerage and IoT

In the second part of this Master’s Thesis, a novel context broker based on

the FIWARE-NGSI v2 specification was presented. The proposed system

relies internally on the enhanced version of E-SilboPS, also described in this

document. Additionally, this work describes a use case that leverages the

FIWARE-NGSI v2 specification based on the context information provided

by a network of sensors (TESS photometers) and managed by a Context

Broker to monitor and make informed decision of light conditions, as a first

step to reduce and mitigate the effects of the light pollution.

As a conclusion, this Master’s Thesis shows how the proposed system

can be successfully used as a context broker to monitor and make informed

decisions as a first step to reduce light pollution. Nevertheless, this is just

one use case to show the overall operating mode. This solution can be

deployed as a context broker to monitor and make informed decision not

only for light pollution, but also for all the aspects of Smart Cities, such as

economy, traffic or waste management due to the flexibility and simplicity of

the FIWARE-NGSI v2 specification. Moreover, the elasticity and scalability

of the enhanced version of E-SilboPS permit the system to be deployed in

environments with low workloads with a minimum resource consumption

and to efficiently scale out to cope with huge workloads. However, there

is some work to be done in order to achieve proper autoscaling for the E-

SilboPS.

6.3 About auto-scaling

Finally, the last part of this Master’s Thesis presents a novel approach for

rapid elasticity of CloudIoT environments in heterogeneous clouds by im-

proving actual threshold-based auto-scaling techniques and avoiding actual

provider lock-in. Specifically, we proposed a set of low-level metrics that

can be monitored across principal cloud providers which are used to de-

scribed high-level metrics (i.e. SLOs or QoS attributes). This proposal was

evaluated by monitoring a subset of these universal resource-level metrics

of two cloud-oriented message brokers implementing the publish/subscribe

paradigm. As a result of this evaluation, we have presented how a high-level

metric (throughput) can be described in terms of the relevant low-level met-

rics (subset of the universal metrics previously mentioned). Moreover, the
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study conducted showed that this mapping of low-level metrics to high-level

metrics should be application specific for rapid elasticity since implemen-

tation details of the same paradigm may cause a different performance at

resource level.
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Future work

Every once in a while, a new technology,

an old problem, and a big idea turn into an innovation.

— Dean Kamen

This chapter discuss the future lines of the work presented in this Mas-

ter’s Thesis. The chapter has been divided in three sections corresponding

to the three main chapters of this thesis (i.e. Chapters 3, 4, 5), describing

the future work of each chapter.

7.1 E-SilboPS

E-SilboPS currently depends on an external system to decide when it has

to scale in or out. This system has to make this decision based on current

resource usage, as well as delivered performance. The use of metrics that

measure only CPU or memory usage is not very suitable for a cloud system

because they are only helpful for the technicians that manage the cloud.

Users neither know nor care about how much CPU or how many machines

are used, they are concerned about service quality such as Service Level

Agreement (SLA), their user experience and billing cost. This means that

the software that decides when to scale E-SilboPS in or out should have

access to the above metrics and should possibly predict peaks of usage with

respect to the SLA. At the same time, it should have knowledge of the

performance efficiency and monetary cost of the current configuration, which

should be optimum [47, 48, 49, 28, 27, 51]. Other type of metrics will also

be considered, such as those based on patterns and trends from temporal

data [1], which is one of the most common form of data in IoT, could also

have an impact on resource usage or performance, and thus give advice on

when the system has to scale in or out.
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With E-SilboPS, we were able to add elasticity to a content-based pub-

lish/subscribe system. One possible improvement of our current model is to

offer slice replacement. As a matter of fact, E-SilboPS manages slices of the

same operator as a stack. This means that, in order to remove a specific

machine, the system needs should scale in until that slice is no longer used.

On the other hand, a better approach for this kind of operation is to use

the VM migration offered by today’s hypervisors: thus, the VM containing

the slice can be moved without any system scaling.

A second improvement is to take full advantage of the availability of

network multicast: this will reduce the number of messages to be sent and

CPU usage. This is warranted thorough validation since it could perform

as well as the current implementation in a virtualized environment, where,

unlike high-end routers, there are no physical processors dedicated to each

endpoint.

Another potentially interesting feature deserving support is multilayer

scalability: the capacity to scale all three layers in and out independently

of each other within a single scaling transaction. However, this should be

weighted against the increased complexity of the algorithm. Apart from

in-field validation of the use case, we also need to check that it delivers the

expected improvements or instead merely increases software complexity.

Additionally, a feature that we think would add value to the system is

the capability to handover connections between connection points without

disconnecting clients: this feature would enable load balancing by reparti-

tioning connections looking at producer or consumer throughput.

7.2 Context Broker GE based on E-SilboPS

The Context Broker implementation presented in this Master’s Thesis on

an external system to adapt the FIWARE-NGSI v2 notification and sub-

scriptions to the E-SilboPS format. Nowadays, this system does not cover

the whole expressiveness defined by the FIWARE-NGSI specification, such

as regular expressions. However, since these types of constructions have a

high computational costs, it could be interesting to analyze the benefits and

how often these type of constructions are used in real deployments.

Different evaluations are currently being performed to compare the pro-

posed context broker and the FIWARE reference implementation of the

Context Broker specification in terms of performance, scalability and elas-

ticity. This evaluation, despite being at an early stage, is showing promising

performance and scalability results for the solution presented in this section

compared with the FIWARE reference implementation.
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Despite the fact that the service placement is a new feature in Docker

Swarm and it is changing constantly, it would be interesting to design and

develop a solution in top of this feature that allocates the services in the

nodes in the most convenient way according to some user defined policies.

For example, if the energy consumption is mandatory, the system will real-

locate the services in order to reduce energy consumption.

7.3 An innovative auto-scaling approach

Despite the advantages of the approach presented in this section, there are

several challenges and open issues.

Firstly, the evaluation presented in this section has focused in a specific

high-level metric, throughput, and the relevant low-level metrics for describe

it, because throughput is an essential service parameter in cloud-based ap-

plications. In this work, throughput represents the number of messages

delivered per time unit, since the target applications are message brokers.

However, it could be interesting studying how throughput in other appli-

cations and other service parameters (e.g. delay or response time) can be

described in terms of the universal low-level metrics. Additionally, the map-

ping of low-level metrics to high level metrics can be improved using appli-

cation parameters (e.g. number of connections or average rate of requests).

Although this approach has focused in threshold-based scaling tech-

niques because they are widely adopted by the main cloud providers, the uni-

versal low-level metrics proposed can be applied to other auto-scaling tech-

niques such as control theory or time-series auto-scaling techniques favouring

heterogeneous clouds.

On the other hand, there is a need of a framework capable of monitor

these set of universal low-level metrics in order to offer a cloud provider

abstraction layer. This framework will offer the cloud users the possibility

of define SLOs and auto-scale rules using the low-level metrics presented

in this work, avoiding provider lock-in and favouring heterogeneous cloud

systems.
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Appendix 8
Experiments’ Raw Data Sets

In God we trust. All others must bring data.

— W. Edwards Deming

In this chapter are listed the raw data files generated by the tests. The

aim is to provide the source data, from which the graphs used in this thesis

have been generated, in order to offer a more detailed understanding and

the possibility to compare these data with other systems.

8.1 Throughput tests comparing distributed and non-

distributed E-SilboPS

These data files are the results of the tests that have been run on:

� Non-distributed: Linux 4.9, OpenJDK 1.8.0 121 in an Intel i7-4790k

at 4.0 GHz machine equipped with 16 GiB of RAM

� Distributed: Docker Swarm cluster composed of

– Node 1: Linux 4.9, OpenJDK 1.8.0 121 in an Intel i7-4790k at

4.0 GHz machine equipped with 16 GiB of RAM

– Node 2: Linux 4.9, OpenJDK 1.8.0 121 in an Intel Core i7-920

2.67GHz and 3 GB of RAM.

– Node 3: Linux 4.9, OpenJDK 1.8.0 121 in an Intel Core i5-3550

3.30GHz and 16 GB of RAM.
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8.1.1 Graphs

This section shows all the notification throughput comparison between the

distributed and non-distributed version of E-SilboPS for different deploy-

ments. The title indicates the number of instances of each operator, for

example, the graph (a) from Figure 8.1 corresponds to a deploy 1-1-1, which

means 1 Access Point, 1 Matcher and 1 Exit Point. The distributed version

data is represented by the red line with square dots and the non-distributed

version is represented by the blue line with circle dots.
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Figure 8.1: Notification throughput comparison between the distributed

(red line with square dots) and the non-distributed (blue line with circle

dots) version of E-SilboPS for different deployments. The triplet in the title

represents the number of instances deployed for Access Point, Matcher and

Exit Point. These graphs have been generated using the data in Section

8.1.2.

8.1.2 Data

Listing 9: Notification throughput for 1-1-1 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 4485, 22296

3 non-distributed, 2000, 100000, 4618, 21654

4 non-distributed, 3000, 100000, 3770, 26525

5 non-distributed, 4000, 100000, 3743, 26716

6 non-distributed, 5000, 100000, 3944, 25354

7 non-distributed, 6000, 100000, 3698, 27041

8 non-distributed, 7000, 100000, 4624, 21626

9 non-distributed, 8000, 100000, 4106, 24354

10 non-distributed, 9000, 100000, 5035, 19860

11 non-distributed, 10000, 100000, 5032, 19872

12 non-distributed, 20000, 100000, 7378, 13553

13 non-distributed, 30000, 100000, 10417, 9599

14 non-distributed, 40000, 100000, 12486, 8008
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15 non-distributed, 50000, 100000, 15331, 6522

16 non-distributed, 60000, 100000, 17751, 5633

17 non-distributed, 70000, 100000, 19763, 5059

18 non-distributed, 80000, 100000, 22291, 4486

19 non-distributed, 90000, 100000, 24782, 4035

20 non-distributed, 100000, 100000, 26926, 3713

21 non-distributed, 200000, 100000, 50357, 1985

22 non-distributed, 300000, 100000, 73930, 1352

23 non-distributed, 400000, 100000, 98600, 1014

24 non-distributed, 500000, 100000, 123532, 809

25 non-distributed, 600000, 100000, 149177, 670

26 non-distributed, 700000, 100000, 176761, 565

27 non-distributed, 800000, 100000, 203374, 491

28 non-distributed, 900000, 100000, 230193, 434

29 non-distributed, 1000000, 100000, 258271, 387

30

31 distributed, 1000, 100000, 5695, 17559

32 distributed, 2000, 100000, 6071, 16471

33 distributed, 3000, 100000, 6127, 16321

34 distributed, 4000, 100000, 6245, 16012

35 distributed, 5000, 100000, 6511, 15358

36 distributed, 6000, 100000, 6298, 15878

37 distributed, 7000, 100000, 6288, 15903

38 distributed, 8000, 100000, 6095, 16406

39 distributed, 9000, 100000, 6369, 15701

40 distributed, 10000, 100000, 6429, 15554

41 distributed, 20000, 100000, 6254, 15989

42 distributed, 30000, 100000, 6863, 14570

43 distributed, 40000, 100000, 8352, 11973

44 distributed, 50000, 100000, 10270, 9737

45 distributed, 60000, 100000, 12315, 8120

46 distributed, 70000, 100000, 14234, 7025

47 distributed, 80000, 100000, 16152, 6191

48 distributed, 90000, 100000, 18199, 5494

49 distributed, 100000, 100000, 20244, 4939

50 distributed, 200000, 100000, 39849, 2509

51 distributed, 300000, 100000, 62413, 1602

52 distributed, 400000, 100000, 85331, 1171

53 distributed, 500000, 100000, 107407, 931

54 distributed, 600000, 100000, 129452, 772
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55 distributed, 700000, 100000, 152015, 657

56 distributed, 800000, 100000, 174842, 571

57 distributed, 900000, 100000, 197768, 505

58 distributed, 1000000, 100000, 222835, 448

Listing 10: Notification throughput for 1-2-1 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 5314, 18818

3 non-distributed, 2000, 100000, 5268, 18982

4 non-distributed, 3000, 100000, 4826, 20721

5 non-distributed, 4000, 100000, 5486, 18228

6 non-distributed, 5000, 100000, 5806, 17223

7 non-distributed, 6000, 100000, 5085, 19665

8 non-distributed, 7000, 100000, 5002, 19992

9 non-distributed, 8000, 100000, 5292, 18896

10 non-distributed, 9000, 100000, 5095, 19627

11 non-distributed, 10000, 100000, 5152, 19409

12 non-distributed, 20000, 100000, 6756, 14801

13 non-distributed, 30000, 100000, 8104, 12339

14 non-distributed, 40000, 100000, 9293, 10760

15 non-distributed, 50000, 100000, 10983, 9104

16 non-distributed, 60000, 100000, 12699, 7874

17 non-distributed, 70000, 100000, 13810, 7241

18 non-distributed, 80000, 100000, 15146, 6602

19 non-distributed, 90000, 100000, 16675, 5997

20 non-distributed, 100000, 100000, 18168, 5504

21 non-distributed, 200000, 100000, 30769, 3250

22 non-distributed, 300000, 100000, 43341, 2307

23 non-distributed, 400000, 100000, 56625, 1766

24 non-distributed, 500000, 100000, 70628, 1415

25 non-distributed, 600000, 100000, 83139, 1202

26 non-distributed, 700000, 100000, 97386, 1026

27 non-distributed, 800000, 100000, 110986, 901

28 non-distributed, 900000, 100000, 124906, 800

29 non-distributed, 1000000, 100000, 138874, 720

30

31 distributed, 1000, 100000, 7030, 14224
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32 distributed, 2000, 100000, 6486, 15417

33 distributed, 3000, 100000, 6475, 15444

34 distributed, 4000, 100000, 6855, 14587

35 distributed, 5000, 100000, 6829, 14643

36 distributed, 6000, 100000, 6644, 15051

37 distributed, 7000, 100000, 6722, 14876

38 distributed, 8000, 100000, 6636, 15069

39 distributed, 9000, 100000, 6834, 14632

40 distributed, 10000, 100000, 6863, 14570

41 distributed, 20000, 100000, 6592, 15169

42 distributed, 30000, 100000, 6890, 14513

43 distributed, 40000, 100000, 7183, 13921

44 distributed, 50000, 100000, 8564, 11676

45 distributed, 60000, 100000, 9547, 10474

46 distributed, 70000, 100000, 10679, 9364

47 distributed, 80000, 100000, 11831, 8452

48 distributed, 90000, 100000, 13274, 7533

49 distributed, 100000, 100000, 14140, 7072

50 distributed, 200000, 100000, 27384, 3651

51 distributed, 300000, 100000, 42870, 2332

52 distributed, 400000, 100000, 56269, 1777

53 distributed, 500000, 100000, 69927, 1430

54 distributed, 600000, 100000, 81923, 1220

55 distributed, 700000, 100000, 96963, 1031

56 distributed, 800000, 100000, 157056, 636

57 distributed, 900000, 100000, 252875, 395

58 distributed, 1000000, 100000, 362077, 276

Listing 11: Notification throughput for 1-2-2 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 5179, 19308

3 non-distributed, 2000, 100000, 4853, 20605

4 non-distributed, 3000, 100000, 5120, 19531

5 non-distributed, 4000, 100000, 5358, 18663

6 non-distributed, 5000, 100000, 5030, 19880

7 non-distributed, 6000, 100000, 5428, 18422

8 non-distributed, 7000, 100000, 5111, 19565
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9 non-distributed, 8000, 100000, 5314, 18818

10 non-distributed, 9000, 100000, 5476, 18261

11 non-distributed, 10000, 100000, 5352, 18684

12 non-distributed, 20000, 100000, 6888, 14518

13 non-distributed, 30000, 100000, 8175, 12232

14 non-distributed, 40000, 100000, 9568, 10451

15 non-distributed, 50000, 100000, 10333, 9677

16 non-distributed, 60000, 100000, 11321, 8833

17 non-distributed, 70000, 100000, 13010, 7686

18 non-distributed, 80000, 100000, 13639, 7331

19 non-distributed, 90000, 100000, 15144, 6603

20 non-distributed, 100000, 100000, 16326, 6125

21 non-distributed, 200000, 100000, 28542, 3503

22 non-distributed, 300000, 100000, 41616, 2402

23 non-distributed, 400000, 100000, 54920, 1820

24 non-distributed, 500000, 100000, 68887, 1451

25 non-distributed, 600000, 100000, 81229, 1231

26 non-distributed, 700000, 100000, 95571, 1046

27 non-distributed, 800000, 100000, 109122, 916

28 non-distributed, 900000, 100000, 123569, 809

29 non-distributed, 1000000, 100000, 138014, 724

30

31 distributed, 1000, 100000, 5742, 17415

32 distributed, 2000, 100000, 4630, 21598

33 distributed, 3000, 100000, 4644, 21533

34 distributed, 4000, 100000, 4782, 20911

35 distributed, 5000, 100000, 4577, 21848

36 distributed, 6000, 100000, 4600, 21739

37 distributed, 7000, 100000, 4499, 22227

38 distributed, 8000, 100000, 4847, 20631

39 distributed, 9000, 100000, 4606, 21710

40 distributed, 10000, 100000, 4612, 21682

41 distributed, 20000, 100000, 4945, 20222

42 distributed, 30000, 100000, 5989, 16697

43 distributed, 40000, 100000, 7777, 12858

44 distributed, 50000, 100000, 8370, 11947

45 distributed, 60000, 100000, 9641, 10372

46 distributed, 70000, 100000, 12463, 8023

47 distributed, 80000, 100000, 12375, 8080

48 distributed, 90000, 100000, 13254, 7544
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49 distributed, 100000, 100000, 15976, 6259

50 distributed, 200000, 100000, 28907, 3459

51 distributed, 300000, 100000, 44487, 2247

52 distributed, 400000, 100000, 58584, 1706

53 distributed, 500000, 100000, 70557, 1417

54 distributed, 600000, 100000, 84934, 1177

55 distributed, 700000, 100000, 99864, 1001

56 distributed, 800000, 100000, 169688, 589

57 distributed, 900000, 100000, 290916, 343

58 distributed, 1000000, 100000, 484593, 206

Listing 12: Notification throughput for 1-3-1 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 7907, 12647

3 non-distributed, 2000, 100000, 7612, 13137

4 non-distributed, 3000, 100000, 7683, 13015

5 non-distributed, 4000, 100000, 7802, 12817

6 non-distributed, 5000, 100000, 7582, 13189

7 non-distributed, 6000, 100000, 7775, 12861

8 non-distributed, 7000, 100000, 7576, 13199

9 non-distributed, 8000, 100000, 7716, 12960

10 non-distributed, 9000, 100000, 7793, 12832

11 non-distributed, 10000, 100000, 7587, 13180

12 non-distributed, 20000, 100000, 7481, 13367

13 non-distributed, 30000, 100000, 8432, 11859

14 non-distributed, 40000, 100000, 9994, 10006

15 non-distributed, 50000, 100000, 12100, 8264

16 non-distributed, 60000, 100000, 13354, 7488

17 non-distributed, 70000, 100000, 14857, 6730

18 non-distributed, 80000, 100000, 15703, 6368

19 non-distributed, 90000, 100000, 16816, 5946

20 non-distributed, 100000, 100000, 17379, 5754

21 non-distributed, 200000, 100000, 25969, 3850

22 non-distributed, 300000, 100000, 34732, 2879

23 non-distributed, 400000, 100000, 43733, 2286

24 non-distributed, 500000, 100000, 52913, 1889

25 non-distributed, 600000, 100000, 62646, 1596
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26 non-distributed, 700000, 100000, 72454, 1380

27 non-distributed, 800000, 100000, 82284, 1215

28 non-distributed, 900000, 100000, 91870, 1088

29 non-distributed, 1000000, 100000, 102658, 974

30

31 distributed, 1000, 100000, 8120, 12315

32 distributed, 2000, 100000, 7248, 13796

33 distributed, 3000, 100000, 7460, 13404

34 distributed, 4000, 100000, 7710, 12970

35 distributed, 5000, 100000, 7120, 14044

36 distributed, 6000, 100000, 7519, 13299

37 distributed, 7000, 100000, 7253, 13787

38 distributed, 8000, 100000, 7077, 14130

39 distributed, 9000, 100000, 7502, 13329

40 distributed, 10000, 100000, 7360, 13586

41 distributed, 20000, 100000, 7628, 13109

42 distributed, 30000, 100000, 7445, 13431

43 distributed, 40000, 100000, 7655, 13063

44 distributed, 50000, 100000, 7427, 13464

45 distributed, 60000, 100000, 7255, 13783

46 distributed, 70000, 100000, 7963, 12558

47 distributed, 80000, 100000, 8851, 11298

48 distributed, 90000, 100000, 9659, 10353

49 distributed, 100000, 100000, 10587, 9445

50 distributed, 200000, 100000, 19381, 5159

51 distributed, 300000, 100000, 28814, 3470

52 distributed, 400000, 100000, 38690, 2584

53 distributed, 500000, 100000, 48272, 2071

54 distributed, 600000, 100000, 59396, 1683

55 distributed, 700000, 100000, 69202, 1445

56 distributed, 800000, 100000, 77438, 1291

57 distributed, 900000, 100000, 87035, 1148

58 distributed, 1000000, 100000, 96152, 1040

Listing 13: Notification throughput for 1-3-2 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000 , 7157 , 13972
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3 non-distributed, 2000, 100000 , 6887 , 14520

4 non-distributed, 3000, 100000 , 7051 , 14182

5 non-distributed, 4000, 100000 , 7145 , 13995

6 non-distributed, 5000, 100000 , 7122 , 14040

7 non-distributed, 6000, 100000 , 7105 , 14074

8 non-distributed, 7000, 100000 , 7264 , 13766

9 non-distributed, 8000, 100000 , 7213 , 13863

10 non-distributed, 9000, 100000 , 7360 , 13586

11 non-distributed, 10000, 100000 , 7350 , 13605

12 non-distributed, 20000, 100000 , 7859 , 12724

13 non-distributed, 30000, 100000 , 8450 , 11834

14 non-distributed, 40000, 100000 , 9715 , 10293

15 non-distributed, 50000, 100000 , 10537 , 9490

16 non-distributed, 60000, 100000 , 11162 , 8958

17 non-distributed, 70000, 100000 , 11691 , 8553

18 non-distributed, 80000, 100000 , 12485 , 8009

19 non-distributed, 90000, 100000 , 13621 , 7341

20 non-distributed, 100000, 100000 , 14624 , 6838

21 non-distributed, 200000, 100000 , 22868 , 4372

22 non-distributed, 300000, 100000 , 31474 , 3177

23 non-distributed, 400000, 100000 , 40916 , 2444

24 non-distributed, 500000, 100000 , 50262 , 1989

25 non-distributed, 600000, 100000 , 59743 , 1673

26 non-distributed, 700000, 100000 , 69980 , 1428

27 non-distributed, 800000, 100000 , 80065 , 1248

28 non-distributed, 900000, 100000 , 89436 , 1118

29 non-distributed, 1000000, 100000 , 99842 , 1001

30

31 distributed, 1000, 100000, 7505, 13324

32 distributed, 2000, 100000, 6288, 15903

33 distributed, 3000, 100000, 6222, 16072

34 distributed, 4000, 100000, 6157, 16241

35 distributed, 5000, 100000, 6236, 16035

36 distributed, 6000, 100000, 6166, 16217

37 distributed, 7000, 100000, 6240, 16025

38 distributed, 8000, 100000, 6182, 16175

39 distributed, 9000, 100000, 6231, 16048

40 distributed, 10000, 100000, 6255, 15987

41 distributed, 20000, 100000, 6540, 15290

42 distributed, 30000, 100000, 6603, 15144
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43 distributed, 40000, 100000, 6769, 14773

44 distributed, 50000, 100000, 7945, 12586

45 distributed, 60000, 100000, 9245, 10816

46 distributed, 70000, 100000, 9400, 10638

47 distributed, 80000, 100000, 11558, 8652

48 distributed, 90000, 100000, 11660, 8576

49 distributed, 100000, 100000, 12257, 8158

50 distributed, 200000, 100000, 23068, 4335

51 distributed, 300000, 100000, 34578, 2892

52 distributed, 400000, 100000, 43335, 2307

53 distributed, 500000, 100000, 52293, 1912

54 distributed, 600000, 100000, 63594, 1572

55 distributed, 700000, 100000, 72737, 1374

56 distributed, 800000, 100000, 80947, 1235

57 distributed, 900000, 100000, 90894, 1100

58 distributed, 1000000, 100000, 99884, 1001

Listing 14: Notification throughput for 1-4-1 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 9878, 10123

3 non-distributed, 2000, 100000, 9627, 10387

4 non-distributed, 3000, 100000, 9864, 10137

5 non-distributed, 4000, 100000, 9960, 10040

6 non-distributed, 5000, 100000, 9809, 10194

7 non-distributed, 6000, 100000, 9982, 10018

8 non-distributed, 7000, 100000, 9975, 10025

9 non-distributed, 8000, 100000, 9901, 10099

10 non-distributed, 9000, 100000, 9986, 10014

11 non-distributed, 10000, 100000, 10018, 9982

12 non-distributed, 20000, 100000, 10115, 9886

13 non-distributed, 30000, 100000, 10712, 9335

14 non-distributed, 40000, 100000, 11454, 8730

15 non-distributed, 50000, 100000, 13017, 7682

16 non-distributed, 60000, 100000, 14844, 6736

17 non-distributed, 70000, 100000, 16540, 6045

18 non-distributed, 80000, 100000, 18308, 5462

19 non-distributed, 90000, 100000, 19373, 5161
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20 non-distributed, 100000, 100000, 20313, 4922

21 non-distributed, 200000, 100000, 27274, 3666

22 non-distributed, 300000, 100000, 33755, 2962

23 non-distributed, 400000, 100000, 40540, 2466

24 non-distributed, 500000, 100000, 47648, 2098

25 non-distributed, 600000, 100000, 55103, 1814

26 non-distributed, 700000, 100000, 62464, 1600

27 non-distributed, 800000, 100000, 69298, 1443

28 non-distributed, 900000, 100000, 76681, 1304

29 non-distributed, 1000000, 100000, 84870, 1178

30

31 distributed, 1000, 100000, 10053, 9947

32 distributed, 2000, 100000, 9722, 10285

33 distributed, 3000, 100000, 9606, 10410

34 distributed, 4000, 100000, 9528, 10495

35 distributed, 5000, 100000, 9359, 10684

36 distributed, 6000, 100000, 9595, 10422

37 distributed, 7000, 100000, 9672, 10339

38 distributed, 8000, 100000, 9802, 10201

39 distributed, 9000, 100000, 9554, 10466

40 distributed, 10000, 100000, 9571, 10448

41 distributed, 20000, 100000, 9442, 10590

42 distributed, 30000, 100000, 9529, 10494

43 distributed, 40000, 100000, 9696, 10313

44 distributed, 50000, 100000, 9570, 10449

45 distributed, 60000, 100000, 9738, 10269

46 distributed, 70000, 100000, 9862, 10139

47 distributed, 80000, 100000, 9921, 10079

48 distributed, 90000, 100000, 9982, 10018

49 distributed, 100000, 100000, 9962, 10038

50 distributed, 200000, 100000, 15184, 6585

51 distributed, 300000, 100000, 21533, 4644

52 distributed, 400000, 100000, 28854, 3465

53 distributed, 500000, 100000, 36012, 2776

54 distributed, 600000, 100000, 43999, 2272

55 distributed, 700000, 100000, 50905, 1964

56 distributed, 800000, 100000, 58711, 1703

57 distributed, 900000, 100000, 65059, 1537

58 distributed, 1000000, 100000, 71096, 1406
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Listing 15: Notification throughput for 1-4-2 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 9283, 10772

3 non-distributed, 2000, 100000, 9306, 10745

4 non-distributed, 3000, 100000, 9206, 10862

5 non-distributed, 4000, 100000, 9351, 10694

6 non-distributed, 5000, 100000, 9434, 10599

7 non-distributed, 6000, 100000, 9393, 10646

8 non-distributed, 7000, 100000, 9545, 10476

9 non-distributed, 8000, 100000, 9474, 10555

10 non-distributed, 9000, 100000, 9596, 10421

11 non-distributed, 10000, 100000, 9632, 10382

12 non-distributed, 20000, 100000, 10224, 9780

13 non-distributed, 30000, 100000, 10730, 9319

14 non-distributed, 40000, 100000, 11585, 8631

15 non-distributed, 50000, 100000, 12281, 8142

16 non-distributed, 60000, 100000, 12815, 7803

17 non-distributed, 70000, 100000, 12749, 7843

18 non-distributed, 80000, 100000, 13835, 7228

19 non-distributed, 90000, 100000, 15561, 6426

20 non-distributed, 100000, 100000, 15830, 6317

21 non-distributed, 200000, 100000, 22224, 4499

22 non-distributed, 300000, 100000, 28561, 3501

23 non-distributed, 400000, 100000, 36264, 2757

24 non-distributed, 500000, 100000, 43234, 2312

25 non-distributed, 600000, 100000, 50551, 1978

26 non-distributed, 700000, 100000, 59353, 1684

27 non-distributed, 800000, 100000, 66604, 1501

28 non-distributed, 900000, 100000, 74346, 1345

29 non-distributed, 1000000, 100000, 82161, 1217

30

31 distributed, 1000, 100000, 9016, 11091

32 distributed, 2000, 100000, 7795, 12828

33 distributed, 3000, 100000, 7718, 12956

34 distributed, 4000, 100000, 7627, 13111

35 distributed, 5000, 100000, 7917, 12631

36 distributed, 6000, 100000, 7743, 12914

37 distributed, 7000, 100000, 7578, 13196
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38 distributed, 8000, 100000, 7835, 12763

39 distributed, 9000, 100000, 7636, 13095

40 distributed, 10000, 100000, 7794, 12830

41 distributed, 20000, 100000, 7928, 12613

42 distributed, 30000, 100000, 7868, 12709

43 distributed, 40000, 100000, 7763, 12881

44 distributed, 50000, 100000, 7880, 12690

45 distributed, 60000, 100000, 7629, 13107

46 distributed, 70000, 100000, 7978, 12534

47 distributed, 80000, 100000, 8454, 11828

48 distributed, 90000, 100000, 8861, 11285

49 distributed, 100000, 100000, 9738, 10269

50 distributed, 200000, 100000, 18066, 5535

51 distributed, 300000, 100000, 26009, 3844

52 distributed, 400000, 100000, 34022, 2939

53 distributed, 500000, 100000, 40988, 2439

54 distributed, 600000, 100000, 49453, 2022

55 distributed, 700000, 100000, 56299, 1776

56 distributed, 800000, 100000, 64557, 1549

57 distributed, 900000, 100000, 71295, 1402

58 distributed, 1000000, 100000, 78102, 1280

Listing 16: Notification throughput for 1-5-1 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 11982, 8345

3 non-distributed, 2000, 100000, 11970, 8354

4 non-distributed, 3000, 100000, 11885, 8413

5 non-distributed, 4000, 100000, 12122, 8249

6 non-distributed, 5000, 100000, 12076, 8280

7 non-distributed, 6000, 100000, 12396, 8067

8 non-distributed, 7000, 100000, 12189, 8204

9 non-distributed, 8000, 100000, 12089, 8271

10 non-distributed, 9000, 100000, 12388, 8072

11 non-distributed, 10000, 100000, 12450, 8032

12 non-distributed, 20000, 100000, 12624, 7921

13 non-distributed, 30000, 100000, 12942, 7726

14 non-distributed, 40000, 100000, 13853, 7218
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15 non-distributed, 50000, 100000, 15095, 6624

16 non-distributed, 60000, 100000, 16660, 6002

17 non-distributed, 70000, 100000, 18518, 5400

18 non-distributed, 80000, 100000, 19763, 5059

19 non-distributed, 90000, 100000, 21889, 4568

20 non-distributed, 100000, 100000, 23693, 4220

21 non-distributed, 200000, 100000, 32073, 3117

22 non-distributed, 300000, 100000, 37537, 2664

23 non-distributed, 400000, 100000, 44349, 2254

24 non-distributed, 500000, 100000, 51015, 1960

25 non-distributed, 600000, 100000, 57681, 1733

26 non-distributed, 700000, 100000, 64461, 1551

27 non-distributed, 800000, 100000, 70877, 1410

28 non-distributed, 900000, 100000, 77991, 1282

29 non-distributed, 1000000, 100000, 85157, 1174

30

31 distributed, 1000, 100000, 9913, 10087

32 distributed, 2000, 100000, 9255, 10804

33 distributed, 3000, 100000, 9077, 11016

34 distributed, 4000, 100000, 9091, 10999

35 distributed, 5000, 100000, 9444, 10588

36 distributed, 6000, 100000, 9259, 10800

37 distributed, 7000, 100000, 9304, 10748

38 distributed, 8000, 100000, 9002, 11108

39 distributed, 9000, 100000, 9232, 10831

40 distributed, 10000, 100000, 9215, 10851

41 distributed, 20000, 100000, 9408, 10629

42 distributed, 30000, 100000, 9109, 10978

43 distributed, 40000, 100000, 9122, 10962

44 distributed, 50000, 100000, 9326, 10722

45 distributed, 60000, 100000, 9349, 10696

46 distributed, 70000, 100000, 9218, 10848

47 distributed, 80000, 100000, 9140, 10940

48 distributed, 90000, 100000, 9286, 10768

49 distributed, 100000, 100000, 9439, 10594

50 distributed, 200000, 100000, 14478, 6907

51 distributed, 300000, 100000, 19548, 5115

52 distributed, 400000, 100000, 24870, 4020

53 distributed, 500000, 100000, 31468, 3177

54 distributed, 600000, 100000, 37518, 2665
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55 distributed, 700000, 100000, 43570, 2295

56 distributed, 800000, 100000, 49248, 2030

57 distributed, 900000, 100000, 54542, 1833

58 distributed, 1000000, 100000, 60835, 1643

Listing 17: Notification throughput for 1-5-2 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 11823, 8458

3 non-distributed, 2000, 100000, 11748, 8512

4 non-distributed, 3000, 100000, 11721, 8531

5 non-distributed, 4000, 100000, 11714, 8536

6 non-distributed, 5000, 100000, 12028, 8313

7 non-distributed, 6000, 100000, 11908, 8397

8 non-distributed, 7000, 100000, 12030, 8312

9 non-distributed, 8000, 100000, 12228, 8177

10 non-distributed, 9000, 100000, 12268, 8151

11 non-distributed, 10000, 100000, 12184, 8207

12 non-distributed, 20000, 100000, 12890, 7757

13 non-distributed, 30000, 100000, 13788, 7252

14 non-distributed, 40000, 100000, 14293, 6996

15 non-distributed, 50000, 100000, 15231, 6565

16 non-distributed, 60000, 100000, 15443, 6475

17 non-distributed, 70000, 100000, 16249, 6154

18 non-distributed, 80000, 100000, 17107, 5845

19 non-distributed, 90000, 100000, 17692, 5652

20 non-distributed, 100000, 100000, 17920, 5580

21 non-distributed, 200000, 100000, 24937, 4010

22 non-distributed, 300000, 100000, 29777, 3358

23 non-distributed, 400000, 100000, 36428, 2745

24 non-distributed, 500000, 100000, 41834, 2390

25 non-distributed, 600000, 100000, 49115, 2036

26 non-distributed, 700000, 100000, 54722, 1827

27 non-distributed, 800000, 100000, 63364, 1578

28 non-distributed, 900000, 100000, 70127, 1425

29 non-distributed, 1000000, 100000, 76632, 1304

30

31 distributed, 1000, 100000, 10354, 9658
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32 distributed, 2000, 100000, 9715, 10293

33 distributed, 3000, 100000, 9500, 10526

34 distributed, 4000, 100000, 9338, 10708

35 distributed, 5000, 100000, 9501, 10525

36 distributed, 6000, 100000, 9524, 10499

37 distributed, 7000, 100000, 9437, 10596

38 distributed, 8000, 100000, 9297, 10756

39 distributed, 9000, 100000, 9436, 10597

40 distributed, 10000, 100000, 9228, 10836

41 distributed, 20000, 100000, 9403, 10634

42 distributed, 30000, 100000, 9368, 10674

43 distributed, 40000, 100000, 9787, 10217

44 distributed, 50000, 100000, 9880, 10121

45 distributed, 60000, 100000, 9273, 10783

46 distributed, 70000, 100000, 9213, 10854

47 distributed, 80000, 100000, 10369, 9644

48 distributed, 90000, 100000, 9464, 10566

49 distributed, 100000, 100000, 9404, 10633

50 distributed, 200000, 100000, 14376, 6956

51 distributed, 300000, 100000, 21426, 4667

52 distributed, 400000, 100000, 27961, 3576

53 distributed, 500000, 100000, 33232, 3009

54 distributed, 600000, 100000, 38692, 2584

55 distributed, 700000, 100000, 44879, 2228

56 distributed, 800000, 100000, 50021, 1999

57 distributed, 900000, 100000, 56358, 1774

58 distributed, 1000000, 100000, 62107, 1610

Listing 18: Notification throughput for 1-6-1 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 13896, 7196

3 non-distributed, 2000, 100000, 14288, 6998

4 non-distributed, 3000, 100000, 14150, 7067

5 non-distributed, 4000, 100000, 14363, 6962

6 non-distributed, 5000, 100000, 14047, 7118

7 non-distributed, 6000, 100000, 14239, 7022

8 non-distributed, 7000, 100000, 14286, 6999
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9 non-distributed, 8000, 100000, 14272, 7006

10 non-distributed, 9000, 100000, 14426, 6931

11 non-distributed, 10000, 100000, 14391, 6948

12 non-distributed, 20000, 100000, 14604, 6847

13 non-distributed, 30000, 100000, 15251, 6556

14 non-distributed, 40000, 100000, 16757, 5967

15 non-distributed, 50000, 100000, 18690, 5350

16 non-distributed, 60000, 100000, 19957, 5010

17 non-distributed, 70000, 100000, 21840, 4578

18 non-distributed, 80000, 100000, 22964, 4354

19 non-distributed, 90000, 100000, 25442, 3930

20 non-distributed, 100000, 100000, 28074, 3562

21 non-distributed, 200000, 100000, 43518, 2297

22 non-distributed, 300000, 100000, 47984, 2084

23 non-distributed, 400000, 100000, 54029, 1850

24 non-distributed, 500000, 100000, 60095, 1664

25 non-distributed, 600000, 100000, 66196, 1510

26 non-distributed, 700000, 100000, 72560, 1378

27 non-distributed, 800000, 100000, 78898, 1267

28 non-distributed, 900000, 100000, 84640, 1181

29 non-distributed, 1000000, 100000, 91013, 1098

30

31 distributed, 1000, 100000, 14350, 6968

32 distributed, 2000, 100000, 13353, 7488

33 distributed, 3000, 100000, 13228, 7559

34 distributed, 4000, 100000, 13235, 7555

35 distributed, 5000, 100000, 13253, 7545

36 distributed, 6000, 100000, 13299, 7519

37 distributed, 7000, 100000, 13306, 7515

38 distributed, 8000, 100000, 13261, 7540

39 distributed, 9000, 100000, 13209, 7570

40 distributed, 10000, 100000, 13257, 7543

41 distributed, 20000, 100000, 13305, 7515

42 distributed, 30000, 100000, 13394, 7466

43 distributed, 40000, 100000, 13392, 7467

44 distributed, 50000, 100000, 13356, 7487

45 distributed, 60000, 100000, 13366, 7481

46 distributed, 70000, 100000, 13409, 7457

47 distributed, 80000, 100000, 13617, 7343

48 distributed, 90000, 100000, 13436, 7442
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49 distributed, 100000, 100000, 13622, 7341

50 distributed, 200000, 100000, 13593, 7356

51 distributed, 300000, 100000, 17184, 5819

52 distributed, 400000, 100000, 22449, 4454

53 distributed, 500000, 100000, 27391, 3650

54 distributed, 600000, 100000, 33004, 3029

55 distributed, 700000, 100000, 37263, 2683

56 distributed, 800000, 100000, 43076, 2321

57 distributed, 900000, 100000, 46913, 2131

58 distributed, 1000000, 100000, 53118, 1882

Listing 19: Notification throughput for 1-6-2 deploy of distributed and non-

distributed versions of E-SilboPS.

1 deployment, subscriptions, notification, time, throughput

2 non-distributed, 1000, 100000, 14295, 6995

3 non-distributed, 2000, 100000, 14255, 7015

4 non-distributed, 3000, 100000, 14354, 6966

5 non-distributed, 4000, 100000, 14427, 6931

6 non-distributed, 5000, 100000, 14448, 6921

7 non-distributed, 6000, 100000, 14568, 6864

8 non-distributed, 7000, 100000, 14764, 6773

9 non-distributed, 8000, 100000, 14735, 6786

10 non-distributed, 9000, 100000, 15028, 6654

11 non-distributed, 10000, 100000, 14911, 6706

12 non-distributed, 20000, 100000, 15929, 6277

13 non-distributed, 30000, 100000, 16723, 5979

14 non-distributed, 40000, 100000, 17527, 5705

15 non-distributed, 50000, 100000, 19236, 5198

16 non-distributed, 60000, 100000, 19085, 5239

17 non-distributed, 70000, 100000, 19829, 5043

18 non-distributed, 80000, 100000, 20406, 4900

19 non-distributed, 90000, 100000, 20677, 4836

20 non-distributed, 100000, 100000, 21982, 4549

21 non-distributed, 200000, 100000, 27959, 3576

22 non-distributed, 300000, 100000, 34190, 2924

23 non-distributed, 400000, 100000, 38821, 2575

24 non-distributed, 500000, 100000, 45647, 2190

25 non-distributed, 600000, 100000, 49673, 2013

114



8.1 Throughput tests comparing distributed and non-distributed
E-SilboPS

26 non-distributed, 700000, 100000, 57521, 1738

27 non-distributed, 800000, 100000, 63128, 1584

28 non-distributed, 900000, 100000, 68919, 1450

29 non-distributed, 1000000, 100000, 75827, 1318

30

31 distributed, 1000, 100000, 10624, 9412

32 distributed, 2000, 100000, 9526, 10497

33 distributed, 3000, 100000, 9031, 11072

34 distributed, 4000, 100000, 9201, 10868

35 distributed, 5000, 100000, 9179, 10894

36 distributed, 6000, 100000, 9062, 11035

37 distributed, 7000, 100000, 10293, 9715

38 distributed, 8000, 100000, 9027, 11077

39 distributed, 9000, 100000, 9706, 10302

40 distributed, 10000, 100000, 8924, 11205

41 distributed, 20000, 100000, 8937, 11189

42 distributed, 30000, 100000, 9309, 10742

43 distributed, 40000, 100000, 9015, 11092

44 distributed, 50000, 100000, 9159, 10918

45 distributed, 60000, 100000, 9954, 10046

46 distributed, 70000, 100000, 9722, 10285

47 distributed, 80000, 100000, 10318, 9691

48 distributed, 90000, 100000, 10026, 9974

49 distributed, 100000, 100000, 9364, 10679

50 distributed, 200000, 100000, 14164, 7060

51 distributed, 300000, 100000, 20442, 4891

52 distributed, 400000, 100000, 25313, 3950

53 distributed, 500000, 100000, 30689, 3258

54 distributed, 600000, 100000, 35243, 2837

55 distributed, 700000, 100000, 42439, 2356

56 distributed, 800000, 100000, 45845, 2181

57 distributed, 900000, 100000, 50940, 1963

58 distributed, 1000000, 100000, 56469, 1770
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