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Resumen

Segmentar una imagen consiste en dividirla en un conjunto de regiones o
segmentos, generalmente dotados de alguna semántica. Es, por lo tanto,
uno de los problemas más complejos a los que se enfrenta la visión por
computador, pues en el caso más general implica comprender "qué hay en
la imagen".

En esta tesis abordamos el problema de la segmentación de imágenes
planteando una solución supervisada que se apoya en recientes algorit-
mos de clasificación multi-clase basados en Boosting. Aunque el plantea-
miento de la solución es general, nos hemos centrado en el problema de
segmentación de imágenes de microscopía electrónica (EM) del cerebro.

Frente a la mayoría de trabajos publicados que segmentan una única
estructura, nuestra propuesta parte de la idea de que el análisis simultá-
neo de varias estructuras cerebrales mejora el rendimiento de los algorit-
mos de segmentación, pues permite explotar mejor las dependencias entre
las clases de estructuras y aprender descripciones de las imágenes que pro-
porcionen mejores resultados de segmentacion, tal como se demuestra en
la tesis.

En esta tesis proponemos una técnica de segmentación de imágenes
que es el estado del arte en algoritmos basados en Boosting para segmen-
tación de dos estructuras cerebrales, sinapsis y mitocondrias, en imágenes
EM del cerebro. Para lograr este objetivo realizamos varias aportaciones
en diferentes áreas.

Primero, estudiamos los descriptores de características de imagen más
populares y compararmos su desempeño en imágenes EM, seleccionando
las que producen las mejores métricas de segmentación. Para llegar a este
resultado, hemos desarrollado un nuevo algoritmo de selección de carac-
terísticas que es capaz de seleccionar el mejor conjunto de características y
escalas para describir una pila de imágenes EM determinada.

En segundo lugar, presentamos la curva Jaccard como una herramienta
para comparar el rendimiento de dos algoritmos de segmentación inde-
pendientemente de su punto de operación. Usamos esta curva para com-
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parar el rendimiento de nuestro enfoque con los mejores algoritmos en la
literatura.

Como contribución final de la tesis, y para mejorar aún más la segmen-
tación, desarrollamos un procedimiento general para optimizar los índi-
ces de calidad típicos en segmentación de imágenes. Para este fin, usamos
resultados recientes de clasificación con costes para encontrar los costes
que optimizan el índice deseado. Los experimentos muestran que nuestro
procedimiento, utilizando un conjunto de características sencillas, puede
mejorar el índice de Jaccard en las segmentaciones de las sinapsis y las
mitocondrias, así como las de otras imágenes naturales.
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Abstract

The goal of image segmentation is to partition an image into different re-
gions, each of them usually endowed with a semantic meaning (i.e. road,
house, car, etc). Hence, it is one of the most complex problems faced by
computer vision, since in its most general case it entails understanding
"what is in the image."

In this thesis we address the image segmentation problem from a su-
pervised perspective. Our solution is supported by recent multi-class Boost-
ing algorithms. Although we approach the problem from a general view
point, our algorithms were conceived to address the problem of segment-
ing electron michrographs (EM) of brain tissue.

Most state-of-the-art-approaches for this problem segment one single
brain structure at a time. Instead, the starting point of our proposal is
that the simultaneous analysis of several brain structures improves the
performance of the segmentation. This lets the algorithm exploit the de-
pendencies among the different classes of structures and find image de-
scriptions that provide better segmentation results, as we prove in our ex-
periments.

In this thesis, we develop an image segmentation algorithm that is the
state-of-the-art Boosting scheme for segmenting two brain structures, mi-
tochondria and synapses, in EM images of the brain. To reach this goal we
make several contributions in different areas.

First, we study the most popular image feature descriptors and com-
pare their performance on EM images, selecting the ones that produce the
best segmentation metrics. To reach this result we develop a new feature
selection algorithm that is able to select the best set of features and scales
to describe a given EM image stack.

Secondly, we introduce the Jaccard Curve as a tool to compare the per-
formance of two segmentation algorithms independently of their opera-
tion point. We use this curve to compare the performance of our approach
with the best algorithms in the literature.

As a final contribution of the thesis, and to improve even further the
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segmentation, we develop a general procedure to optimize typical image
segmentation quality indices. To this end we use recent cost-sensitive clas-
sification results to learn the costs that optimize the desired index. The
experiments show that our procedure, using a pool of simple features, can
improve significantly the Jaccard index in the segmentations of synapses
and mitochondria as well as that of other natural images.
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1
Introduction

One of the traditional research areas of computer vision is the partitioning
of digital images into segments or subsets of pixels, representing differ-
ent structures of the scene or classes of objects [96]. To be more specific,
segmentation is the process of assigning a label to every pixel in an im-
age. (See figure 1.1). It is used either to find boundaries, curves, objects or
regions [4]. There are many applications of segmentation like: object de-
tection [63], extraction of homogeneous regions or superpixels [87], label
of drive and no-drive regions for autonomous cars [8], etc.

(a) Raw Image (b) Segmented image.

Figure 1.1: Example of segmentation of an image (a) from the MSRCv2 5.2.1 dataset with
the labels (b) associated to the classes like plane (red) and sky (grey).

There are many approaches to segment an image, the simplest way
could be to threshold the intensity values of the pixels of the image, this
would result in a binary segmentation. Meaning that a pixel could belong
to one of two classes (above or below the threshold). Nonetheless, there
are more refined methods to segment an image that allow the possibility
of distinguishing more than two classes and assign a pixel one or more la-
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INTRODUCTION

bels, among a set of predefined ones. There are different types of segment-
ation problems. If a pixel can take more than one label then it is called a
multi-label segmentation problem. If the pixel can only take one of several
labels, then it is called a multi-class segmentation problem. If a pixel can
only take one of two values, it is called a binary segmentation.When the
structures to segment become heterogeneous (in color, shape, texture, etc.)
and the complexity of segmentation increases, the problem becomes less
straightforward and we need to take advantage of complex features from
the images to learn a model able to identify the classes of interest. The
pixels that are assigned the label y should have a set of common features
that could be texture, color, shape, etc. The process of obtaining the most
informative features of a class is called feature extraction, and the process
of learning a model is a machine learning technique called classification.

In the main application of this work we will be focusing on one of the
most challenging problems of science nowadays, which is the analysis of
medical images to create a digital reconstruction of the brain. The goal
is to comprehend the architecture of the brain by analyzing tissue and
constructing detailed maps of neuron structures. This will help to bet-
ter understand functions and pathologies of the brain [20]. A key step
to achieving this goal is the segmentation of image stacks acquired with
automated electron microscope techniques [25, 50]. The complexity and
the large amount of images in a stack make automatic segmentation the
only feasible solution.

Figure 1.2 shows an example of one of the datasets we will be working
with. Images piled in a stack allow the construction of 3D representation
of brain structures, and two of the most analysed structures are mitochon-
dria and synapses. The neurological interest of these structures relies on
the information given by the morphology, distribution and its quantifica-
tion [10]. Mitochondria provide energy to the cell. They are responsible
for many essential cellular functions having great importance in cellular
physiology [14]. Meanwhile, synapses are in charge of the communica-
tion between neurons, which is crucial for cognition.

The performance of the segmentation is evaluated by different metrics,
which should address and important issue, the inherent asymmetry of the
segmentation process, because of the highly disproportion of samples in
classes. The background is often the class with more samples. In problems
like the one we address in this thesis the background can be more than
the 90% of the data samples. We introduce segmentation algorithms that
address this issue.

A good performance in segmentation relies on a good representation
of the features in the stack we want to segment and a good learning al-
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(a) Image stack (b) Mapped Mitochondria

Figure 1.2: Neural tissue image stack acquired from the Hippocampus of a rat using EM
Microscopy. (a) depicts 165 slices of the stack. (b) shows the map of mitochondria in (a).

gorithm. Recent works segmenting EM images use the image grey value,
Gaussian smoothing and gradient magnitude at several scales σ as basis
of feature representation [90, 74] but they lack a specific selection of scales
for each dataset, providing a fair feature space representation but not ne-
cessarily the best. Other approaches use the feature channels to extract
integral features [26] like sums of little areas or cubes in the image [22, 5,
98]. The 3D extension of this approach does not allow to get good fea-
tures in the outer part of the stack. With these approaches we are com-
pelled either to choose between getting bad classification performance in
the outer voxels of the stack or to not classify those voxels at all. In this
thesis we will address this problem by describing the image at various
local scales.

Convolutional neural networks (CNNs), graphical models like con-
ditional random fields and Boosting classifiers are the most popular al-
gorithms for neural structures segmentation. CNNs appeared only re-
cently [7] but they need powerful graphical process units (GPU) and large
amounts of training data. In this thesis we test the applicability of re-
cent multi-class Boosting classifiers to the segmentation problem. On the
other hand, Boosting algorithms, together with traditional Markov Ran-
dom Fields regularization, provides a very efficient segmentation approach
that can run in a standard CPU. Informative features of one structure
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INTRODUCTION

might not be informative or even detrimental for another structure. Thus,
using a binary Boosting classifier for separating each structure from the
background for segmentation is a practical solution, but not the best if the
main goal is to map the entire brain image stack and its structures. To
achieve a detailed construction of neuron structure maps a multi-class ap-
proach is required. In this work we introduce a multi-class segmentation
algorithm based on PIBoost [29], a multi-class classifier based in Boosting
with binary weak-learners, and BAdaCost [30] a cost-sensitive Boosting
multi-class classifier.

It should be noted that although the focus of this work is the segmenta-
tion of electron microscope images, the algorithms introduced can be used
in any other type of images. Hence, we also compare the results of our
algorithms and approaches with other image datasets.

1.1 Contributions of the thesis

The following points describe the original contributions of this thesis to
the image segmentation field:

• Feature selection algorithm. We perform a comparative study to
select, among the most popular features for image segmentation,
the ones that describe better the brain structures we want to seg-
ment. These features conveniently parametrized will be the pool
from which the classifier learns. To this end, in chapter 3 we in-
troduce a modification of the PIBoost algorithm [29] to perform the
feature selection. We experimentally show, that by selecting the ad-
equate set of features, it is possible to achieve better performance
than the state-of-the-art approaches. Our comparative study for fea-
ture selection for brain structures segmentation was presented in [16].
The scale selection with PIBoost algorithm and its experiments was
presented in [15].

• Jaccard Curve. The metrics used to evaluate the performance of clas-
sifiers are often reduced to a number or a percentage that represents
the quality of segmentation (i.e. Jaccard index, F1-Score, etc.). The
Jaccard index is a common measure for binary segmentation (see
chapter 2). In this thesis we introduce a curve that presents the Jac-
card values for all possible thresholds for a given segmentation al-
gorithm. We claim that this is the right way for comparing segment-
ation algorithms an we use it to compare different methods in EM
images of the brain. The Jaccard curve was introduced in [15].
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1.1 CONTRIBUTIONS OF THE THESIS

• Multi-class Boosting for segmentation of multiple structures. The
fundamental result in this thesis is an image segmentation algorithm
specially conceived to analyse neuronal structures in EM images of
the brain. To achieve this goal we had to:

1. Use recent multi-class Boosting classification algorithms to ad-
dress the segmentation problem from a multi-class perspective.

2. Select the most discriminant image features at the right scale.

3. Introduce a resampling scheme to address the asymmetry of the
pixel classification problem.

The resulting algorithm is the state-of-the-art Boosting segmentation
result. This algorithm was published in [15].

• Optimization of segmentation using costs. For heavily asymmet-
ric problems with very different class prior probabilities (e.g. visual
object detection problems, pixel-wise segmentation, etc.), there are
performance metrics that take into account the different number of
training samples within the classes: F1-Score, Jaccard, AUC (Area
Under the ROC curve), etc. Classifiers are usually designed to min-
imize the classification error and after training, we need to develop
an ad-hoc procedure for each family of classifiers (e.g SVM, Random
Forest, etc) in order to optimize the classifier for the segmentation
metric at hand. For example, with binary classifiers as AdaBoost or
SVM it would imply to move the threshold using a validation set.
When the problem is multi-class, changing a single threshold para-
meter is not an option and training a classifier to optimize the F1-
Score, Jaccard, etc. is difficult. In this thesis we advocate for using the
degrees of freedom provided by a cost-sensitive classifier, the cost
matrix, as a tool to optimize a given performance metric. Costs can
move all the class boundaries in order to improve the performance
in a way different to minimizing the number of errors. Moreover, a
cost sensitive Boosting classifier can select features different from the
minimum error ones, in order to improve the segmentation measure.
We show through experimentation that BAdaCost, a recently pro-
posed multi-class cost-sensitive Boosting classifier can be optimized
to significantly improve Jaccard in visual segmentation problems.
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1.2 Organization of the thesis

The reminder of this thesis is presented as follows: in Chapter 2 we present
the background information on Boosting-based supervised classification
and segmentation, along with a brief state-of-the-art in EM segmentation.
In chapter 3 we present a comparative study of the most relevant features
in the literature and an algorithm for selecting the scales of the channels
of those features. Chapter 4 addresses the problem of multi-class seg-
mentation with Boosting. We present a methodology that achieves the
best Boosting segmentation results, clearly outperforming the best binary
approaches. In Chapter 5 we present an algorithm to segment an image
optimizing image segmentation metrics, such as the Jaccard index. And
finally, the conclusions of this work are presented in Chapter 6.
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2
Background

Segmentation is the process of partitioning a image into multiple sets or
segments that can be identified as belonging to a class or classes. Since we
work with digital images those segments are sets of pixels.

Initial approaches to segmentation were region-based [78]. Consisted
of thresholding the image pixel values with the goal of assigning one of
two labels to each of them, depending on whether it belonged to the fore-
ground or background. Alternative approaches focus on finding the the
boundaries between segments, defining these segments as the regions en-
closed by those boundaries [47]. Often these intuitive and simple meth-
ods cannot solve simple real-world segmentation problems, such as for
example, segmenting vehicles in unrestricted images, since they have a
wide range of different shape, color, sizes and can be found in different
backgrounds [91].

Non-trivial segmentation problems were rapidly found in computer
vision and methods like watershed [101] and split and merge [76] were de-
veloped to attack those problems. They worked with transformations of
the pixels in order to achieve a more informative version of the original im-
age, like merging pixels and segments into larger segments starting from
a very fine initial segmentation [44, 28] or tackle the problem in pieces of
the image [44, 28].

Nevertheless, the complexity of the problems increased and now, all
modern segmentation techniques make use of machine learning algorithms.
The idea is to learn a model that is able to make predictions from data
samples.

Machine Learning techniques for segmentation can be classified into
two categories: supervised learning and unsupervised learning. Unsuper-
vised learning tries to describe the structure of data. Some examples of un-
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supervised learning are clustering with the popular algorithm k-means [62],
that aims to partition the data samples into k clusters in which each sample
belongs to the cluster with the nearest mean, or mixture of Gaussians [9],
that model the feature vectors as samples from an unknown probability
distribution and try to find the clusters of that distribution.

In this thesis we will be using supervised learning for classification.
This is the task of learning a function that maps an input to an output
based on example input-output pairs. That function is inferred from la-
belled training data composed of a set of training examples where each
example is a pair consisting of an input object and a desired output value.
A supervised learning algorithm analyses the training data and produces
an inferred function, which can be used for mapping new examples. This
requires the learning algorithm to generalize from the training data to un-
seen data samples.

2.1 Supervised learning

The goal of supervised learning is to build a model that is able to make
predictions (output) over a set of data (input). In order to do so, the model
needs to be trained to learn patterns in the data. Specifically, a supervised
learning algorithm, takes as input data samples with known responses
(predictions), and trains a model to generate reasonable predictions for
new data.

Supervised learning can fit into two categories: classification and re-
gression. The goal of regression is to predict a continuous measurement
for an observation. That is, the response variables are real numbers. The
goal of classification is to assign a class (or label) from a finite set of classes
to an observation. That is, responses are categorical variables.

For classification, let x be an observation belonging to a class y. From
Bayes Decision Theory we have the class-conditional density function P(x|y)
and the known a-priori probability P(y). Usin the Bayes rule we can change
the a-priori probability to an a-posteriori probability P(y|x)

P (y|x) =
P (y, x)

P(x)
=

P(x|y) · P (y)

P(x)
(2.1)

where P(x) can be found by the Total Probability Rule

P(x) = ∑
i

P(x|y = i) · P (y = i) . (2.2)
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The decision that yields the minimum classification error is to choose
the class with highest a-posteriori probability. Calculated with

arg max
i

P(x|y = i) · P (y = i)

P(x)
. (2.3)

On the other hand, the risk associated with incorrect decision might
be more important than the probability of error. So our decision criterion
might be modified to minimize the average risk in making an incorrect
decision. This risk minimization is done by adding cost to wrong classi-
fications with a matrix C. An element Ci,j is the cost of classifying as j a
vector of class i. And the conditional risk for classifying in a class j a given
instance x is

Rj(x) = ∑
i

Ci,j · P(y = i|x) (2.4)

and the decision of minimum risk if obtained by

arg min
j

∑
i

Ci,j · P(y = i|x). (2.5)

Interestingly, the matrix with 0’s in the diagonal and 1’s in the rest,
gives the same classification rule as in equation 2.1, a minimum error clas-
sifier. This matrix, C0−1, is the costless cost matrix. Following the frame-
work described above, having a set of N labelled instances {(xi, li)} , i =
1, . . . , N; where xi belongs to a domain X and li belongs to L = {1, 2, . . . , K}
the finite label set of the problem. P(L) will denote the power-set of labels,
i.e. the set of all possible subsets of L we proceed to describe the first suc-
cessful boosting algorithm and the boosting algorithms used in this thesis.

2.1.1 Boosting classifiers

Along this work we will be using classifiers belonging to the family of
Boosting classifiers. Boosting algorithms compute an ensemble of simple
classifiers called weak-learners because they are often just slightly better
than random guessing. A set of many weak-learners working together
make a strong-learner or a boosting classifier that can solve many classi-
fication problems.

Training a Boosting classifier is an iterative process that at each itera-
tion trains a weak-learner, tests the performance of the weak-learner and
adapts the data by giving more weight to the miss-classified samples. In
the next iteration the weak-learner can focus on learning the difficult data
(data with more weight). After enough iterations the algorithm learns the
data space giving as an output a strong classifier.

21



BACKGROUND

AdaBoost

AdaBoost [32] was introduce in 1997 by Freund and Schapire for the prob-
lem of supervised binary classification. This popular algorithm provides
a way of combining the performance of many weak-learners, G(x) : X →
L, here L = {+1,−1} to produce a strong classifier

H(x) =
M

∑
m=1

αmGm(x), (2.6)

whose prediction is sign(H(x)).

As said before, boosting is an iterative process that can be seen as an
stage-wise algorithm fitting an additive model [34, 41]. At each round m,
AdaBoost learns a direction for classification, Gm(x) = ±1, understood as
a sign on a line, and a step size, αm, understood as a measure of confidence
in the predictions of Gm.

Weak-learners Gm and constants αm are estimated in such a way that
they minimize a loss function [34, 86]

L(l, H(x)) = exp(−lH(x)) (2.7)

defined on the value of z = lH(x) known as margin [106, 1].

This is done by defining a a weight distribution over the whole train-
ing set, assigning each training sample xi a weight wi. At each iteration, m,
the best weak-learner is selected according to the weight distribution. This
weak-learner is added to the ensemble multiplied by the goodness para-
meter αm. Then, the training data xi is re-weighted with L (l, αmGm(x)).
So, the weights of samples miss-classified by Gm are multiplied by eαm ,
and are thus increased and the weights of correctly classified samples are
multiplied by e−αm and so decreased (see Algorithm 1). In this way, new
weak-learners will focus on samples located on the class boundaries. Ad-
aBoost is used to compare our proposals to the state-of-the-art Boosting
approaches for medical image segmentation in chapter 4.
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Algorithm 1 AdaBoost algorithm.
Initialize the weight vector W with uniform distribution ωi = 1/N, i =
1, ..., N.
for m = 1 to M do

Fit a classifier Gm(x) to the training data using weights W
Compute weighted error: Errm = ∑

N
i=1 ωi I (Gm (xi) 6= li)

Compute αm = (1/2) log ((1− Errm) /Errm)
Update weights ωi ← ωi · exp (−αmliGm (xi)) , i = 1, . . . , N.
Re-noramalize W.

end

Output: Final classifier sign
(

∑
M
m=1 αmGm(x)

)

PIBoost

In this work we used the Partially Informative Boosting (PIBoost [29]) al-
gorithm, a multi-class boosting classifier with binary weak-learners which
facilitates the learning over multi-class weak-learners. Each PIBoost it-
eration fits as many weak-learners as a predefined set of label groups
E ⊂ P(L) (e.g. with L = {1, 2, 3} we could have E = {S1, S2, S3} =
{{1, 2}, {1, 3}, {2, 3}}).

Let K be the number of classes in the training data. For each set S ∈ E,
s = |S| is its cardinal. The aim of each weak-learner is to separate its
associated set of labels, S, from the rest and persevere in this task itera-
tion after iteration. A weight vector WS is associated to the separator of
set S. PIBoost builds a stage-wise additive model of the form fm(x) =
fm−1(x) + βmgm(x). Then the algorithm estimates the goodness constant
β and function gm(x) for each label and iteration. gS

m is a binary clas-
sifier that outputs a margin vector, it separates the labels in S from the
rest (super-index S is omitted for ease of notation). The margin vector co-
difies the predicted label in a vectorial form. This codification was first
introduced in [56] for extending the binary SVM to the multi-class case.
Recently [106] generalizes the concept of binary margin to the multi-class
case using a related vectorial codification in which a J-vector y is said to
be a margin vector if it satisfies the sum-to-zero condition, y⊤1 = 0, where
1 denotes a vector of ones. This sum-to-zero condition reflects the implicit
nature of the response in classification problems in which each y takes one
and only one value from a set of labels.

In the PIBoost case, the margin vectors (see [29]) reflect the fact that we
are separating sets of labels from the rest. Lemma 2.1 solves the problem
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of finding the separator gm and its weight βm, at each iteration [29].

Lemma 2.1. Given an additive model fm(x) = fm−1(x) + βmgm(x) associated
to a set of labels, S ∈ E , the solution to

(βm, gm(x)) = arg min
β,g(x)

N

∑
i=1

exp

(

−y⊤i ( fm−1 (xi) + βg (xi))

K

)

(2.8)

is

• gm = arg ming(x) ∑
N
i=1 ωi · I

(

y⊤i g (xi) < 0
)

• βm = s(K − s)(K − 1) log R,

where R is the only real positive root of the polynomial

Pm(x) = ǫ1(K− s)x2(K−s)+ sǫ2xK− s (A2 − ǫ2) x(K−2s)− (K− s) (A1 − ǫ1)
(2.9)

where A1 = ∑li∈S ωi, A2 = ∑li /∈S ωi, i.e. A1 + A2 = 1, Wm−1 = {ωi}

the weight vector of iteration m-1, and ǫ1 = ∑li∈S ωi I
(

y⊤i g (xi) < 0
)

, ǫ2 =

∑li /∈S ωi I
(

y⊤i g (xi) < 0
)

The pseudo-code of the PIBoost is in Algorithm 2. In chapter 3 we in-
troduce a modification of PIBoost to perform feature selection in the con-
text of image segmentation.
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Algorithm 2 PIBoost algorithm.

Initialize weight vectors ωS
i = 1/N; with i = 1, ..., N and S ∈ E ⊂ P(L)

with s = |S|.
for m = 1 to M do

Fit binary classifier TS
m(x) over training data with respect to its corres-

ponding ωS. Translate TS
m(x) into gS

m : X → Ŷ with Ŷ = the whole set
of margin vectors.

Compute 2 types of errors associated with TS
m(x))

ǫ1S,m = ∑
li∈S

ωS
i I
(

li /∈ TS
m (xi)

)

ǫ2S,m = ∑
li /∈S

ωS
i I
(

li /∈ TS
m (xi)

) (2.10)

c) Calculate RS
m, the only real positive root of the polynomial PS

m(x)
defined according to 2.9.
Calculate βS

m = s(K − s)(K − 1) log
(

RS
m

)

Update weight vectors as follows:

• If li ∈ S then ωS
i = ωS

i ·
(

RS
m

)±(K−s)

• If li /∈ S then ωS
i = ωS

i ·
(

RS
m

)±s
,

where the sign depends on whether TS
m has a failure/success on xi

Re-normalize weight vectors.
end
Output: Final classifier C(x) = arg maxk Fk(x), where F(x) =

(F1(x), . . . , FK(x)) = ∑
M
m=1 ∑S∈G βS

mgS
m(x)

BAdaCost

Along with PIBoost we used the cost-sensitive algorithm BAdaCost, presen-
ted in [30] as base of our experiments in chapter 4.

BAdaCost algorithm is briefly described as follows: Let C be the K× K
cost matrix to use in a K classes problem. Given a training sample {(xi, li)}
with i = 1, ..., N, we minimize the empirical expected loss,

N

∑
i=1
LC (li, f (xi)) . (2.11)
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The minimization is carried out by fitting an additive model,

f(x) =
M

∑
m=1

βmgm(x) (2.12)

As in PIBoost, gm is a vectorial codification of the class output by a multi-
class weak-learner (see [30]). The weak learner selected at each iteration
m will consists of an optimal step of size βm along the direction gm of
the largest descent of the expected Cost-sensitive Multi-Class Exponential
Loss Function

LC(l, g(x)) = exp (C∗(l,−) · g(x)) (2.13)

where C∗ is a K× K-matrix defined in the following way

C∗(i, j) =

{

C(i, j) if i 6= j

−∑
K
h=1 C(j, h) if i = j

, ∀i, j ∈ L (2.14)

For our cost-sensitive classification problem each value C∗(j, j) will repres-
ent a "negative cost" associated to a correct classification, i.e. a "reward".

Lemma 2.2 shows how to compute the weak learner gm from [30].

Lemma 2.2. βm and gm are given by minimizing:

(βm, gm(x)) = arg min
β,g(·)

K

∑
j=1

(

Sj exp (βC∗(j, j)) + ∑
k 6=j

Ej,k exp (βC∗(j, k))

)

,

(2.15)
where the values of Sj = ∑{n:G(xn)=ln=j}wn, Ej,k = ∑{n:ln=j,G(xn)=k} wn and

wn = wn exp (βmC∗ (ln,−) gm (xn)). Given a known direction g, the optimal
step β(g) can be obtained as the solution to

K

∑
j=1

∑
k 6=j

Ej,kC∗(j, k)A(j, k)β = −
K

∑
j=1

SjC
∗(j, j)A(j, j)β , (2.16)

being A(j, k) = exp (C∗(j, k)) , ∀i, j. Finally, given a value of β, the optimal
descent direction g, equivalently G(·), is

arg min
G(·)

N

∑
n=1

wn

(

A (ln, ln)
β I [G (xn) = ln] + ∑

k 6=ln

A (ln, k)β I [G (xn) = k]

)

.

(2.17)
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Algorithm 3 Cost sensitive classifier BAdaCost.
Initialize weights w with w(n) = 1/N; for n = 1, ..., N
Compute matrices C∗ with equation2.14
for m = 1 to M do

Obtain Gm solving 2.17 for β = 1.
Translate Gm into gm : X → Y.
Compute Ej,k and Sj, ∀j, k; as described in Lemma 1.
Compute βm solving equation 2.15.
w(n) ← w(n)exp(βm C∗(ln,−)gm(xn)).
Re-normalize vector w

end
Output: H(x) = argminkC∗(k,−)(∑M

m=1 βmgm(x))

The BAdaCost pseudo-code is shown in Algorithm 3. At each itera-
tion, we add a new multi-class weak learner gm : X → Y to the additive
model weighted by βm, a measure of the confidence in the prediction of
gm. The optimal weak learner that minimizes (Eq. 2.17) is a cost-sensitive
multi-class classifier trained using the data weights, wi, and a modified
cost matrix, Cwl, with Cwl(i, j) = A(i, j)β , ∀i, j.

2.1.2 Unbalanced vs asymmetric classification problems

Classification data often comes with high disproportion of data instances
between classes. This is a is very common issue in real-world image seg-
mentation problems since they have a level of inherent asymmetry with
different class priors. For example, in the segmentation of roads for auto-
matic navigation of vehicles the road accounts for a small percentage of the
data in the scene against the background (sky, side-walk, etc.). Asymmet-
ric problems are different than unbalanced ones, since the latter, happen
when there is much less training data in some classes than others in spite
of all the classes having equal prior probabilities. In asymmetric prob-
lems some classes are much less probable to be found than others and
thus, there is different number of data both in training and testing. (See
figure 2.1).

In order to train a binary classifier with an imbalanced training set for
a given performance metric, there are four common approaches [46, 64]:

1. Produce accurate estimates of the probabilities of class membership
for each example and then adjust the classification threshold.

2. Use of resampling techniques in order to undersample the majority
class and/or oversample the minority class.

27



BACKGROUND

(a) EM Image (b) Synapse labels

(c) Mitochondria labels (d) Classifier output

Figure 2.1: EM image (a) with labels for structures: synapse (b) and mitochondria (c). We
can see the imbalance of data belonging to class synapse against the background. In (d)
we can see the noisy prediction of a classifier trying to segment mitochondria.

3. Optimize tractable measures aiming to find one that performs well
for the application specific performance measure after post-processing
the resulting classifier.

4. Directly optimize the application specific performance measure, which
is only possible for some linear measures (e.g. imbalanced miss-
classification costs with linear loss functions or ROC area).

By far, the most common procedure is to adjust the threshold to the out-
come of a classifier [46, 64, 57, 75]. This method will be optimal with binary
generative classifiers since we have access to the probability density func-
tions of the classes in the new feature space regions after the threshold
is changed. On the other hand, binary discriminative classifiers, like the
Boosting algorithms presented in section 2.1.1, learn only the class bound-
aries and do not get information of the probability density functions from
them.
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Among the sampling approach we can distinguish under-sampling tech-
niques like UnderBagging [3] and RUSBoost[89] that randomly under-
sample instances from the majority class in each iteration of AdaBoost.M2.
An extension of RUSBoost is EUSBoost [36] that uses the evolutionary
under-sampling algorithm from [37] instead of random under-sampling.
Some popular techniques use the synthetic minority over-sampling al-
gorithm [17], among them SMOTEBoost [18], MSMOTE [43] and SMOTE-
Bagging [104].

The problem in sampling approaches is that they ignore the asymmetry
nature of most real world problems thus having good performance in toy
and curated datasets and not the same performance otherwise. Also there
is a lack of optimal multi-class solutions since the good ratio of sampling
or the weights of each class to be classified needs to be defined and that
leads to an optimization, which is a different problem itself.

Other techniques attack the imbalance problem prioritizing difficult in-
stances by preprocessing the data [95] or by cost-sensitive approaches [100,
97, 27].

Optimization of evaluation metrics is an open research field. Accord-
ing to [68], algorithms for learning to maximize F-measures follow two
approaches: the empirical utility maximization (EUM) approach learns a
classifier having optimal performance on training data, while the decision-
theoretic approach learns a probabilistic model and then predicts labels
with maximum expected F-measure.

In chapter 5, we present an algorithm to optimize Jaccard and F-measures,
based on learning the weight of a cost-sensitive classification matrix with
BAdaCost.

2.1.3 Segmentation metrics

We now briefly describe three of the evaluation metrics that we will be
using in the rest of this thesis for comparing the results of segmentation
algorithms. These metrics are widely used in the literature and give a
better performance insight for segmentation tasks than simpler metrics
like the accuracy.

Jaccard Index

The Jaccard index or Jaccard similarity coefficient measures the similarity
between the ground truth and the result provided by the algorithm eval-
uated. It is a widely used image segmentation quality index both in the
computer vision and bio-medical literature [61, 63]. It is defined as the
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area of the intersection divided by the area of the union of segmentations
(see Figure. 2.2). In terms of classification results it can be expressed as

JAC =
TP

TP + FP + FN
, (2.18)

where TP stands for true positive, FP false positive and FN false negat-
ive. It represents a binary non-symmetric measure of coincidence of two
segmentations. It takes values between 0 (no coincidence) and 1 (total co-
incidence). In our results Jaccard indices are computed from each positive
class (e.g. mitochondria) versus the rest (e.g. background). Although this
is the most usual way to show results, other works compute the average
Jaccard index of positive and negative classes [61].

Figure 2.2: Jaccard similarity coefficient. (left) in blue the ground truth segmentation of a
mitochondrion, in red the result obtained with an automated segmentation algorithm; TP
is the intersection of red and blue regions, i.e. the correctly segmented piece of mitochon-
drion; FN is the only blue area, i.e. the part of mitochondrion segmented as background;
FP is the only red area, i.e. the background segmented as mitocondrion; TN is the rest of
the image, i.e. the correctly segmented background; (right) representation of the Jaccard
coefficient as the relation between the purple and green areas.

F1-Score

A similar metric is the F1-score also known as F-score or F-measure. It
considers both the precision and recall of the segmentation and is defined
as the harmonic mean of the precision ( TP

TP+FP ) and recall ( TP
TP+FN ),

F1score = 2 ·
precision · recall

precision + recall
, (2.19)

As in the Jaccard index, the F1-score reaches its best value at 1 (perfect
precision and recall) and worst at 0.
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In chapter 5 we talk about the nature of F-measures, the general for-
mula for any Fβ measure for a positive real β is

Fβ = (1 + β2) ·
precision · recall

(β2 · precision) + recall
. (2.20)

ROC

A receiver operating characteristic curve (ROC), or ROC Curve, is a graph-
ical representation of the the true positive rate ( TP

TP+FN ) against the false
positive rate ( FP

FP+TN with TN = true negative) to evaluate the perform-
ance of a binary classifier as its discrimination threshold is varied (See
figure 2.3).

Figure 2.3: Example of a ROC curve over artificial data from [82]. Higher values ot AUC
represents better segmentation.

The ROC Curve reaches its best value when the true positive rate is
equal to 1 in each threshold evaluated. In other words, better the classific-
ations plot higher area under the curve (AUC).

2.2 EM image segmentation

We consider the problem of segmenting mitochondria and synapse that
along with membranes are some of the most prominent neuronal struc-
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tures (see Figure 4.1). These structures are of interest to neuroscience. The
identification and quantification of distribution of synapses provides fun-
damental information for the study of the brain [24]. Mitochondria, on
the other hand, play a key role in the cell metabolism, physiology and
pathologies [14]. The accurate segmentation and restoration of neuron
membranes is requisite to address the neural circuit reconstruction prob-
lem [45].

A fundamental problem when building an EM image segmentation al-
gorithm is selecting a set of features that describe the underlying image.
This is a problem that has been thoroughly studied in the literature. In [69]
mitochondria of melanoma cells were segmented with texton-based fea-
tures obtained by convolving training images with a filter-bank to gen-
erate filter responses. More specialized features like Radon-like [53] and
Ray features [93] have shown successful results in company of other tex-
tural features since the values of the vector can not only be taken from the
raw data (grey level) but also from filters applied to the data creating sev-
eral channels from which the vector can be obtained. This "multi-channel"
extraction is a very popular approach used in almost every work in the lit-
erature. The channels from [94], Gaussian smoothed image, gradient mag-
nitude, Laplacian of Gaussian, Hessian eigenvalues and structure tensor
eigenvalues are the most popular for the segmentation of stacks like the
ones in this thesis and used in works like [5, 63, 58, 90]. Our proposal
will be to apply these generic filters at several scales obtaining a bigger
set of channels from which we extract features with more information like
texture, edges and orientation.

One of the requirements that needs to be taken into account in a learn-
ing algorithm is the capacity to manage high dimensional feature vectors.
Boosting-based classifiers can leverage with high dimensionality without
incurring in prohibitive training and execution times. In [93] the Ray fea-
tures are used to train an AdaBoost classifier outperforming the Haar-like
features and Histograms of Oriented Gradients when applied to detecting
irregularly shaped neuron nuclei and mitochondria. In [5], AdaBoost clas-
sifier is used to find context cues of synapse from a set of standard texture
descriptors such as image gradients, Laplacians of Gaussians and eigen-
values of structure tensors. The context cues approach was seen before
in works like [22]. To further exploit contextual information the result of
extracting features at different scales usually pooled in neighbourhoods
around the described voxels or in the integral channel features [26]. An ex-
tension of [5] is [58] were the context information is also used to segment
mitochondria.

The second element in an image segmentation algorithm is a pixel clas-
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sifier. Recent works show a variety of classifiers to solve medical ima-
ging segmentation being boosting-based, graph regularization and most
recently Convolutional Neural Networks (CNNs) as the most popular ap-
proaches [69]. A CNN is a deep learning technique, a sub-field of machine
learning concerned with algorithms inspired by the structure and function
of the brain called artificial neural networks. It is based on learning data
representations, as opposed to task-specific algorithms. Learning can be
supervised, semi-supervised or unsupervised and in addition to scalab-
ility, another benefit of deep learning models is their ability to perform
automatic feature extraction from raw data, also called feature learning.

The output of these classifiers is noisy (See figure 2.1). So, typically
some form of regularization is used to clean this noise. Regarding graph
regularization, graph cuts [12] and conditional random fields (CRF) [54]
are popular in smoothing the outputs of classifiers. They are often used
as a measure to refine the results because of its ability to regularize a seg-
mentation. This alleviate errors like voxel classified as background in the
interior of a structure, noisy segmentation, and rough edges. In [60], the
distances from data to support vectors of a previously trained SVM are
used as features to train a Structured Support Vector Machine (SSVM) and
CRF are used to regularize the output of the SSVM. In [61], the learned
boundary zones of mitochondria is incorporated into the pairwise poten-
tial of a graph cut. In [74] αβ-swap algorithm from [13] is used to regu-
larize multi-class segmentation of mitochondria and synapses. In [63], a
non-parametric higher-order random field is trained over the context cues
algorithm from [5] to segment mitochondria.

CNNs have the state-of-the-art results in the medical image segment-
ation field, with works like [79] where a deep convolutional neural net-
work approach is presented for automatic segmentation of mitochondria
in brain tissue. In [19] the authors use data augmentation to alleviate lim-
ited training data and present 2D and 3D CNNs with factorized convolu-
tions. And most recently [7] where the U-Net deep network is used in a
Domain Adaptation approach for segmentation of mitochondria and syn-
apses.

Although CNNs yield the highest performance in segmenting medical
imaging [79, 19], the requirement of powerful GPUs to achieve those res-
ults put the comparison of traditional methods like boosting with CNNs
in an inequitable position.
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EM images of the brain

Deciphering the architecture of the brain is a key challenge in science [24].
In the last few years, we have seen advances in the automated acquis-
ition of large series of images of brain tissue [25, 50]. The analysis of
these images enable the construction of detailed maps of neuron struc-
tures from which we will better understand the basic cognitive functions
of the brain, such as learning, memory and its pathologies [48]. There are
tools to manually analyse and segment the structures in such images [88].
However, the complexity of these images and the high number of neur-
ons in a small section of the brain, makes the automated analysis the only
practical solution.

Mitochondria and synapses are two cell structures of neurological in-
terest that are suitable for automated processing. Synapses are the funda-
mental mechanism of communication between neurons. Quantification of
synapses, and the identification of its types and their distribution is critical
to understand how the brain works [10]. Besides providing energy to the
cell, mitochondria play an important role in many essential cellular func-
tions including signalling, differentiation, growth and death. The mor-
phology and distribution of Mitochondria has great importance in cellular
physiology [14] and synaptic function [55]. Also atypical morphologies or
mitochondria distributions are indicative of abnormal cellular states or the
existence of neurodegenerative diseases [20].

Recent works have proposed algorithms for synapse [52] and mito-
chondria segmentation [61, 38] employing various discriminating features.
To extract these features some approaches use general texture operators [52],
whereas others employ specifically designed measurements [61]. In this
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chapter, we will study and compare the features used in these works for
the problem of joint segmentation of synapses and mitochondria. In Fig-
ure 3.1 we show a slice of one of the images used in our study and its
associated labels.

(a) Patch (b) Labels

Figure 3.1: A patch from the stack (a) and its labels (b), class mitochondria in grey, class
synapses in white.

3.1 Features

This section briefly describes the feature descriptors considered in this
study. It begins with the description of simple general purpose descriptors
and proceeds in order of increasing sophistication.

3.1.1 Simple Window and Histogram

A simple window based descriptor is the result of ordering and storing a
vector of the n × n neighbourhood of the pixel that we want to describe.
This naive descriptor has proved to be an excellent source of information
for texture segmentation [99].

A histogram based descriptor takes for each pixel an n× n neighbour-
hood on which a grey level histogram is computed. In [61], a histogram
and the Ray features [93] are used as elements of the feature vector for mi-
tochondria segmentation. In this chapter, we tested the histogram and the
ray features separately.

A scheme of these two characteristics is shown in Figure 3.2.
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[ ]
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Simple Window

Figure 3.2: Simple window and histogram descriptors.

3.1.2 Local Binary Patterns

The local binary patterns (LBP) [77], generate a binary code with k digits
taking into account for each pixel p a set of k neighbour points at an r
distance, where r is the radius from the central pixel p to its neighbours.
If the value of p is higher than a neighbour ki, we insert a 0 in the binary
code, or 1 if the value is lower. The feature vector is obtained from the
histogram of the LBP binary codes converted to its real values in a n× n
neighbourhood. This process is outlined in Figure 3.3.

Binary Code=[00110001]

12
22

84

100
60

70

80

15

25

Figure 3.3: Depending on the values of the neighbouring pixels, the LBP generates a
binary code that can be converted to a real value. In this case the value would be: 0×
1 + 0× 2 + 1× 4 + 1× 8 + 0× 16 + 0× 32 + 0× 64 + 1× 128 = 148.

3.1.3 GRIMS

Gaussian Rotation Invariant and Multi Scale descriptor (GRIMS) descriptors
apply to each image in the stack of a set of linear Gaussian filters at differ-
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ent scales to compute zero, first and second order derivatives. These linear
operators are:

{

Gσ∗, σ · Gσ ∗
∂

∂x
, σ · Gσ ∗

∂

∂y
, σ2 · Gσ ∗

∂2

∂x2 ,

σ2 · Gσ ∗
∂2

∂xy
, σ2 · Gσ ∗

∂2

∂y2

}

, (3.1)

where Gσ is a Gaussian filter with standard deviation σ and ∗ is the convo-
lution operator. We will call the result of applying these operators to the
image: s00, s10, s01, s20, s11 and s02, where the subscript denotes the order
of the derivatives. The feature vector calculated for each voxel in the im-
age at scale σ is

{

s00,
√

s2
10 + s2

01, λ1, λ2

}

, where
√

s2
10 + s2

01 is the gradient
magnitude and λ1 y λ2 are the first and second eigenvalues of the Hessian
matrix. To extend this 2D feature extraction of the GRIMS to 3D the set of
linear operators (zero, first and second derivatives) at scale σ,































Gσ∗, σ · Gσ ∗
∂

∂x
, σ · Gσ ∗

∂

∂y
, σ · Gσ ∗

∂

∂z
,

σ2 · Gσ ∗
∂2

∂x2 , σ2 · Gσ ∗
∂2

∂xy
, σ2 · Gσ ∗

∂2

∂xz
,

σ2 · Gσ ∗
∂2

∂y2 , σ2 · Gσ ∗
∂2

∂yz
, σ2 · Gσ ∗

∂2

∂z2































, (3.2)

is applied to the stack obtaining the responses {sijk : i + j + k ≤ 2}, where
i, j and k indicate the order of the derivatives in the X, Y and Z axes. The
partial feature vector for each voxel of the stack at a given scale is

{

s000,
√

s2
100 + s2

010 + s2
001, λ1, λ2, λ3

}

, (3.3)

where the first component is the smoothed stack in 3D, the second one is
the magnitude of the gradient and λ1, λ2 and λ3 are the eigenvalues of the
Hessian matrix





s200 s110 s101
s110 s020 s011
s101 s011 s002



 (3.4)

The complete feature vector is the concatenation of partial feature vectors
at different scales σ0, . . . , σn−1. Hence, if we use n scales σ, we would have
4n features for the 2D approach of the GRIMS and 5n for the 3D approach.
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3.1.4 Ray Descriptors

Ray features [93] are used in [61] for mitochondria segmentation. They
are good at extracting shape features in objects with strong edges, such as
mitochondria. The features of the Ray descriptors depend on the function:

c = c(I, m, θ), (3.5)

that computes the position c from the nearest edge or contour of the im-
age I to the position m in direction defined by the angle θ. See Figure 3.4.

m
θ

c = c(I, m, θ)

Figure 3.4: Function c returns the position c from the nearest edge or contour of the
image I to the position m in direction defined by the angle θ.

The feature vector is:

fRay(I, m, θ) = [ fndist, fnorm, fori], (3.6)

where

fndist(I) = ‖ c(I, m, θ)−m ‖ (3.7)
fnorm(I) = ‖ ∇I(c(I, m, θ)) ‖ (3.8)

fori(I) =
∇I(c(I, m, θ))

‖ ∇I(c(I, m, θ)) ‖
· (cos θ, sin θ)⊤ (3.9)

• fndist, is the Euclidean distance to the point c from the point m, where
c is the nearest edge pixel.

• fnorm, returns the gradient norm in point c.

• fori, take into account the orientation of the vector towards the nearest
edge pixel. When a point m is near to the centre of a closed blob is
evaluated, fori usually returns values close to 1.
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The final step is aligning the features to a canonical orientation to make
the feature vector invariant to rotations. This is important because there
may be two very similar structures but having a different orientation. This
is solved by sorting the vector starting with the feature that is aligned with
the direction of maximum variance using the edge pixels.

3.1.5 Difference of Gaussian’s

The difference of Gaussians can be utilized to increase the visibility of
edges in an image and also for blob detection. This feature subtracts one
blurred image from another blurred with a different scale. A Gaussian ker-
nel suppresses only high frequency spatial information and by subtracting
one image from the other, it discards all but a handful of spatial frequen-
cies that are present in the original grey-scale image. In our approach, we
used four subtractions of blurred images at different scales.

3.1.6 Laplacian Of Smoothed Image

Due to the elliptical shape of the structures we aim to segment, we test
a blob detector based on the Laplacian of the Gaussian smoothed image.
This is one of the first and also most common blob detectors which usu-
ally results in strong positive responses for dark blobs and strong negative
responses for bright blobs of similar size. We used different scales for this
approach because the output is strongly dependent on the relationship
between the size of the blob structures in the image domain and the size
of the Gaussian kernel used for pre-smoothing. Therefore to identify dif-
ferent unknown sizes of structures we used four scales which we describe
later on.

3.1.7 Eigenvalues of the structure tensor

The structure tensor is a matrix derived from the gradient of a function. It
represents the predominant directions of the gradient in a specified neigh-
bourhood of a point. It is often used in image processing due to the proper-
ties of its eigenvalues λ1, λ2 and eigenvectors e1, e2: If λ1 = λ2, the gradient
in the patch has no predominant direction which indicates that the patch
has rotational symmetry and if λ1 > λ2, then ±e1 is the direction that is
maximally aligned with the gradient within the patch. For a image I the
2D structure tensor is given by

(

I2
x Ix Iy

Ix Iy I2
y

)

,
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where x and y are the variables in the image and Ix and Iy are the partial
derivatives of I with respect to x and y respectively.

3.1.8 Histogram of Oriented Gradients

The histogram of oriented gradients descriptors were first described in [23]
for pedestrian detection in static images. Afterwards they were tested for
human detection in film and video, as well as to a variety of common
animals and vehicles in static imagery. The feature vector for the HOG
implementation is obtained by dividing the image into small connected
regions, called cells, and for each cell compiling a histogram of gradient
directions for the pixels within the cell. To build our HOG feature vector
we used an 18 bins histogram representing the signed directions of the
gradient, a 9 bins histogram representing the unsigned directions, 4 fea-
tures representing the sum of the gradients in each direction (up, down,
left, right) and the grey value of the pixel. This makes a vector with 32
features per cell.

3.1.9 Radon-Like features

It has been shown empirically that trying to segment the structures in con-
nectome images using only geometric or textural features is not very ef-
fective. The Radon-Like features were proposed as a remedy to this prob-
lem as they are designed to leverage both the texture and the geometric
information present in the connectome images to segment structures of
interest. As a first step, Radon-Like features use the edge map of a image
as a means to divide it into regions that are defined by the geometry of
the constituent structures. Next, for each pixel, line segments with their
end points on the closest edges are computed in all directions. Finally, for
each pixel, a scalar value is computed along each direction using the in-
formation in the original image along these line segments using a so-called
extraction function defined in [53].

3.2 Scales Selection

Properly addressing the multi-scale nature of the structures in the SBFEM
images is an important issue to achieve top segmentation performance.
Synapses appear in our images with various sizes and shapes. Similarly,
mitochondria show up as roughly elliptical structures with very different
sizes. The information provided by the features defined in the previous
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section depends on the size of the image structures and the scales of the
kernels used for filtering. For a given image stack, it is not clear what is the
most discriminative set of GRIMS scales. An important step in our meth-
odology is to establish them. The standard approach would optimize the
segmentation performance using cross-validation over the set of scales.
However, in our problem this is computationally prohibitive. To this end
we introduce a new scale selection algorithm based on a generalization
of the well-known AdaBoost-based greedy feature selection scheme [102]
to the multi-class case. For this purpose we adapt PIBoost [29] (see Al-
gorithm 4).

Each PIBoost iteration learns a group of weak-learners that partially
solve a multi-class classification problem. Each weak-learner separates a
group of classes from the rest, learned as a binary problem in which one
of the groups is treated as the positive class and the rest as negative. In
this context a separator is a classifier formed by combining the minimal set
of weak-learners that solve a multi-class problem (see Figure 3.5). Each
separator associates weights to training samples [29]. These weights focus
the learning process on a different set of samples at each iteration thereby
encouraging each weak-learner to be independent from the rest.

C1 C2

C3

S1 S2

S3

Figure 3.5: PIBoost separator in a three class problem. It is composed of three
weak-learners (S1, S2, S3) separating each class, e.g. C1:mitochondrion, C2:synapse,
C3:background, from the rest.

For feature selection we modify this scheme producing a new algorithm
(see Algorithm 4). The feature selection algorithm iterates over all GRIMS
scales training each separator with one scale using the weighted training
samples. In our case, since we consider the simultaneous segmentation of
two structures, we have two positive and one negative classes, hence, each
separator has associated three weak-learners (see Figure 3.5). We classify
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the training data with each separator (GRIMS scale) and select the one
with the smallest weighted error. Finally, with the error of the selected
feature we update the weights of the training data according to the PI-
Boost scheme [29], so that the next selected scales are independent from
those selected so far. Algorithm 4 shows this process, where the actual ex-
pression of functions trainSk(Fj), ǫj(Fj, Sk,k=1...3, Wi) and W(ǫmin) may be
found in [29],

Algorithm 4 Feature selection algorithm.
Data:
F = the set of all features at all scales.
S = the set of all separators.
W = weight vector initialized with values W0 = 1/N, N = number of data
instances.
Result: vector with selected features bFeat[i].
error = 0
for all iterations i do

// In eah iteration we selet one feature

ǫmin = ∞.
for all features j ∈ F do

for all separators k ∈ S do
// In our ase k ∈ {1, 2, 3}
train Sk(Fj) with weights Wi.

end
compute error of Fj, ǫj(Fj, Sk,k=1...3, Wi).
if ǫj < ǫmin then

bFeat[i] = Fj.
ǫmin = ǫj

end
end
update weight vector Wi+1 = W(ǫmin)

end

3.3 Experiments

We used an image stack obtained from the Somatosensory cortex of a rat,
with a resolution of 3.686µm per pixel. The thickness of each layer is 20µm.
We used 60 images of the stack for training and 10 for testing. We ran our
experiments on a 16GB RAM computer with 4 cores at 3.2GHz.
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The scale selection for the GRIMS and the descriptors that use a Gaus-
sian kernel is: σ0 = 4, σ1 = 5.65, σ2 = 8, σ3 = 11.31, σ4 = 16. In our HOG
implementation we used 4× 4 pixels per cell and 6× 6 cells per block. Due
to the block division required, we assigned the computed histogram to the
central pixel in each cell.

For the histogram and simple window descriptors, we tested with sev-
eral window and bin sizes. A 20× 20 pixel window with 10 bins for the
histogram and a 15× 15 box for the simple window had the best perform-
ance.

For the LBP we used a radius of 10 pixels with 25 sample points from
which we obtain the LBP code for each pixel. With this code, we obtain a
new image stack on which we compute a 10 bins histogram on a 20× 20
pixels window, from which we build our feature vector.

For classification purposes we used two algorithms. A Gaussian and a
Random Forest Classifier. The Gaussian (Bayesian) classifier is a generat-
ive parametric classifier that assumes Gaussian class conditional distribu-
tions, it learns the probability distribution P(yi | xi) of the label yi given
the feature vector x at voxel i. With Bayes theorem we can express this
distribution as the product

P(yi | xi) ∝ p(xi | yi)P(yi) (3.10)

where P(yi) is the a priori probability of having the label yi and p(xi | yi)
is the probability density of the feature vector for voxels with label yi that
can be model as

p(xi | yi) =
1

√

(2π)k | ∑y |
e
− 1

2 (xi−µy)T
−1
∑
y
(xi−µy)

(3.11)

where µy and ∑y are the mean vector and the covariance matrix of the
feature vectors for voxels with label y and k is the dimension of the feature
vector. We chose this classifier because of its simplicity and speed.

Random forests operate by training a multitude of decision trees and
selecting the class label that is the mode of the classes output by individual
trees. We used the scikit-learn [82] implementation of the Random Forest
classifier with 100 decision trees.

The high dimensionality of the feature vectors produced by the HOG
and Radon-Like feature descriptors, given the number of training samples,
produce degenerate Gaussian distributions with singular covariance matrices.
For this reason we do not use a Gaussian classifier with HOG and Radon-
Like features in our experiments. Similarly, we do not show the results
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Table 3.1: Learning and prediction times

Random Forest Classifier Gaussian Classifier
Descriptor Learning Prediction Learning Prediction

LBP 27 min 36 s 1.4 s 1.3 s
Simple Window 126.1 min 29.4 s 3 s 1.2 s

Histogram 12.3 min 13.29 s 3 s 0.5 s
GRIMS 35.2 min 15.54 s 1.2 s 1 s

Ray’s 53.1 min 19 s 2 s 0.4 s
HOG 54.4 min 21 s - -

Eigenvalues of
structure tensor

- - 2.1 s 0.2 s

Laplacian
of Gaussian

18.4 min 11.3 s 2.3 s 1 s

Difference
of Gaussians

18.6 min 11.9 s 2.3 s 1.1 s

of the Random Forest classifier with LBP features, given its poor perform-
ance.

In our experiments, we use the ROC curve of each class against the
rest and the Jaccard Index as comparison indices. We have performed
an extensive set of experiments involving different feature configuration.
We compared our work with the Radon-Like features [53] and the work
in [61] but testing the descriptors of their feature vector individually (i.e.
the histogram and Ray descriptors were tested separately). For brevity,
in our figures we only show the best segmentation results for the ROC
curve (Figures 3.8 and 3.9) and Jaccard Index (Figure 3.7). In these figures
GC stands for Gaussian Classifier and RF stands for Random Forest Classi-
fier. In Figure 3.6 we show sample results of the best segmentation for
some of the features studied. The results of our experiments show that
the Random Forest classifier achieves the best performance for both mito-
chondria and synapse segmentation. However, as shown in Table 3.1, the
time it takes to train and classify is roughly one order of magnitude lar-
ger than the Gaussian classifier preventing real-time interaction. On the
other hand, the Gaussian Classifier is significantly faster than the Random
Forest at expense of a marginal loss in performance. We can see this per-
formance loss in Figure 3.8, where, for example, the mitochondria ROC
Curve for the GRIMS descriptors with Random Forest is the second best
result. However, at typical false positive rates between 0.05 and 0.1, the
performance of a Gaussian classifier is slightly worse. Similarly, in the mi-
tochondria plot, the ROC curves of any feature set always achieve worse

45



CHANNEL AND SCALE SELECTION FOR EM IMAGES OF THE BRAIN

performance for the Gaussian classifier than for the Random Forest.
The GRIMS descriptors provide the best performance for mitochondria

segmentation, closely followed by the simple window. On the other hand,
for the segmentation of synapses, the GRIMS descriptor also provides the
best performance, but at false positive rates above 0.02. The Jaccard index
and the ROC curve provide similar evaluation results.

The random forest classifier also provides an importance measure that
indicates the relevance for each feature. In our experiments the most dis-
criminative feature is the grey level and we can see that the descriptors
that use the grey level and its variations are the best descriptors in this
work.

Although Ray descriptors [93] were specifically designed to describe
structures with strong edges, such as mitochondria, they achieve their best
performance when used in combination with grey value histograms [61].
Similarly, LBP’s have been extensively used for describing textures, one of
their features being their robustness against illumination changes. How-
ever, as our experiments suggest, they do not perform well in EM images
possibly because they have a very strong background noise.

We would also like to remark on the good results achieved by the
simple window descriptor. There are various reasons that justify this res-
ult. First, it is well known that texture classification using the joint dis-
tribution of intensity values over extremely compact neighbourhoods out-
performs classification using sophisticated filter banks with large support [99].
Second, both mitochondria and synapses are dark regions on a clear back-
ground. Hence, they can be well represented with such a feature. Finally,
this feature works slightly better for synapse than for mitochondria seg-
mentation. The reason for this is that in our images an average synapse
is around 10 pixels thick. So, in most cases it can be fully enclosed within
a 15× 15 window. On the other hand, mitochondria are structures much
larger. Very seldom they do fit entirely within that window. Hence, they
are more difficult to represent with a compact neighbourhood. However,
they have a well defined texture that can be described invariantly to ro-
tations with GRIMS. Also the difference in learning and predicting times
between the GRIMS with the classifiers Random Forest and Gaussian is
very significant but the difference is not as significant for performance.
Results show that GRIMS and simple window descriptors exhibit the best
performance being GRIMS marginally better at typical false positive rate
between 0.05 and 0.1.
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GRIMS RF GRIMS GC

Simple Window RF Simple Window GC

Histogram RF Histogram GC

DoG RF DoG GC

HOG RF LoG GC

Figure 3.6: Comparative segmentation results of Random Forest classifier (RF) and Gaus-
sian Classifier (GC) with tested features: GRIMS, simple window, histogram, difference
of Gaussians (DoG), Laplacian of Gaussians (LoG) and HOG.
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(a) Random Forest Classifier

(b) Gaussian Classifier

Figure 3.7: Jaccard index of synapse and mitochondria segmentation. The top figure
shows results with a random forest classifier, the bottom figure shows results with a
Gaussian classifier.
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(a) Mitochondria

Figure 3.8: ROC Curves. ROC Curves of class Mitochondria. Dotted lines are the experiments done with a Gaussian classifier (GC)
and continuous lines with a random forest classifier (RF).
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(a) Synapse

Figure 3.9: ROC Curves of class Synapse. Dotted lines are the experiments done with a Gaussian classifier (GC) and continuous lines
with a random forest classifier (RF).
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3.4 Conclusions

Nine feature descriptors with two classifiers in an EM stack for the joint
segmentation of mitochondria and synapses were tested. Results show
that GRIMS and simple window descriptors exhibit the best performance.

The GRIMS descriptors obtained the highest performance followed by
the simple window descriptor both using a Random Forest classifier. The
best Jaccard Indexes correspond to the simple window and GRIMS descriptors
with Random Forest classifier.

We obtained the worse performance with the Ray descriptors, LBP and
eigenvalues of the structure tensor descriptors. The Ray descriptors were
made to work together with a histogram, giving the feature vector for mi-
tochondria segmentation an extra tool with rotation invariance to differen-
tiate the mitochondria from other similar structures. The LBP are efficient
against illumination changes, but in our images the illumination is regu-
lated and invariant.

Although the Random Forest classifier achieves better precision, the
use of the Gaussian Classifier is suggested given the large size of the typ-
ical EM image stacks and the gains in speed provided by this classifier.
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4
Multi-class Boosting for

segmentation of multiple
structures

Understanding the structure, connectivity and functionality of the brain is
one of the challenges faced by science in the 21st century. This grand chal-
lenge is supported by the development of multiple and complementary
brain imaging modalities such as structural and functional imaging [40]
and light microscopy [105, 80]. At the finest level, recent advances in SF-
BEM also support this long term goal [25, 50, 66]. They have made it pos-
sible to automatically acquire long sequences of high resolution images of
the brain at the nanometre scale. However, the automated interpretation
of these images is still an open challenge, because of their inherent intric-
acy and its huge size (see Figure 4.1a).

Typical feature vectors have thousands of variables. For labelling these
structures ensemble classification methods, in particular Boosting and ran-
dom forests, are the most popular in EM segmentation approaches, since
they can select the best subset of features on-the-fly, while training.

Random Forest and Boosting classifiers like AdaBoost and GentleBoost
have been used for segmenting synapses [94, 5, 52], membranes [49] and
mitochondria [93, 58, 103].

Although there are some general software tools for segmenting neur-
onal structures [94, 67], the best results for synapses [5, 52] and mito-
chondria [58, 38, 61, 63] have been achieved by algorithms specifically de-
signed for each of them. In this chapter we study whether we can improve
the performance of these approaches by simultaneously segmenting more
than one structure. In particular, we will concurrently segment synapses
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(a) Image stack (b) Mapped Mitochondria

(c) First slice

Figure 4.1: Hippocampus rat neural tissue SBFEM image. (a) image stack; (b) 3D recon-
struction of mitochondria in the stack; (c) ground truth labels of mitochondria (blue) and
synapses (red) in the first slice. Membrane labels (green) have been included only for
illustrative purposes.

with mitochondria and mitochondria with membranes. Since these struc-
tures arise in SBFEM stacks with different sizes, we use the feature selec-
tion algorithm introduced in Chapter 3, section 3.2. to determine the best
scales to describe them. We compare our segmentations with those that
target a single structure. To this end we select three image stacks and the
segmentation algorithms that have reported the best performance in each
of them. To make a fair evaluation we introduce a novel quality measure
tool, the Jaccard Curve, enabling the comparison of several segmentation
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approaches independently of the selected operational point of the classi-
fier.

4.1 Image features used

We aim to use contextual information to label each voxel. To this end we
use integral channel features based on extracting the sums over rectan-
gular regions of a set of feature channels. The exploitation of contextual
information from a scene is well established in many segmentation prob-
lems [22, 26, 5, 98]. The idea is to take features from regions in the vi-
cinity of elements in a scene. This features can be the positions of the
regions [22], distance from regions to elements [98], sum of values inside
those regions [58], difference between two or more regions [26]. One of the
first works implementing this approach for medical imaging is [98] where
variant of integral channel features is used. In this thesis we used a 3D
approach of this way of extracting features consisting in the sum of the
pixels in region with cubic form.

We obtain the channels for the integral channel feature extraction by
computing a Gaussian Rotation Invariant Multi-Scale (GRIMS) descriptor
and an elliptical descriptor at different scales. The elements of the selected
channels can be seen in figure4.2. We choose GRIMS because they are an
excellent descriptor for segmenting mitochondria and synapses [16, 74] as
seen in Chapter 3. Since vesicles are a good indicator of the existence of
synapses in the vicinity (see the raw image in Figure 4.2), we also include
an elliptical descriptor that provides contextual information related to the
existence of vesicles.

The elliptical descriptor is the result of filtering the image with an el-
liptic torus-like kernel (see Figure 4.3). The shape of this kernel is con-
trolled by the radii r1, r2 and thickness w parameters. As shown in Fig-
ure 4.3, the result of convolving this kernel (left image) with a vesicle-like
structure (central image) returns low values for the inner parts of the ves-
icle.

4.1.1 Scales selection

We used the feature selection algorithm from chapter 3. Table 4.1 shows
the chosen scales for each data set. They were selected among 50 equally
distributed values between 1 and 50. These are the scales used in the ex-
periments in Section 5.2. So, our feature vectors have 20 components (4
selected scales, times 5 features per scale). Also we set the parameters of
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Raw Image Smoothed Gradient
image magnitude

First eig. Second eig. Elliptical
of Hessian of Hessian Descriptor

Figure 4.2: Raw image and four image description features used in our methodology. In
the raw image we highlight with blue and red color a synapse and three vesicles respect-
ively. We can appreciate the elongated shape of the synapse and the small circular shape
of the vesicles, next to the synapse.

=∗

Figure 4.3: Elliptical descriptor. (left) image showing the kernel as grey values, with both
radii(r1, r2) and the thickness (w) parameters over-imposed; (enter) image of a vesicle-like
structure; (right) response obtained when convolving the vesicle image with the elliptical
descriptor kernel.

the elliptical descriptor as the average radii and width of a representative
set of vesicles in the stack.
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Table 4.1: Vesicle descriptor parameters and GRIMS scales selected for each data set.

Data set GRIMS Vesicle parameters
scales r1 r2 w

Hippocampus 1.2, 1.6, 5.6,6.0 5 5 2
Somatosensory cortex 1.6, 4.4, 5.6, 6.4 3 3 1
Cerebellum 1.2, 1.6, 2.0, 4.8 4 4 2

4.1.2 Feature aggregation

Once selected the best features and scales, we aggregate local evidence by
computing the integral channel features on them. In our approach we use
cubic regions, as shown in Figure 4.4(b).

So, the feature extraction process is as follows. For each voxel in the
stack we obtain the channels by convolving it with the GRIMS and ellipt-
ical filters in a set of selected scales, σ1, . . . , σn (see Figure 4.4(a)). A fea-
ture associated to one voxel is the sum of the filter responses in a random
neighbouring cube in a randomly selected channel (see Figure 4.4(b)).

The random selection is motivated from the nature of PIBoost as a type
of ensemble learning algorithm. These algorithms, like Random Forests
and AdaBoost, work by combining the prediction of a set of base classifiers,
typically trees. A key element in the construction of these base classifiers
is selecting a random subset of feature variables [42]. The introduction of
this randomness in the training algorithm improves generalization. This
is always the case when there are many features and most of them provide
discriminatory information.

In our approach we extract 1200 features for each voxel in the stack.
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Figure 4.4: Feature extraction process. We apply a set of filters at scales σ1, ..., σn to each
stack slice. (a) two filters for one slice, s000 left, λ3 right; (b) a feature of voxel Vi is the
sum of the values of one box (in blue). The feature vector of Vi is the concatenation of
several hundreds of such features.
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4.2 Multi-class boosting with integral channel fea-
tures

We also adopt a Boosting scheme to label each voxel. Our classifier, Par-
tially Informative Boosting (PIBoost) [29], is a multi-class generalization of
AdaBoost with binary weak-learners.

At the m-th iteration and for each separator S, PIBoost builds a stage-
wise additive model

fm(x) = fm−1(x) + βS
mgS

m(x),

where fm(x) ∈ R
c is the strong learner and gS

m(x) the trained weak-learner
at iteration m for separator S, βS

m is a constant related to the accuracy of
the weak-learner, and c is the number of classes in the problem. Each
component in the vector f(x) represents to what extent x belongs to each
class. f(x) satisfies the sum-to-zero condition, f(x)⊤1 = 0, that guarantees
that each vector takes one and only one value from the set of labels [29].
Finally, sample x is assigned to the class αi associated to the maximum
component of f(x)

x ∈ αi ⇔ i = arg max
j

f(x)[j],

where f(x)[j] denotes the j-th component of vector f(x).

4.2.1 Weighted sampling for Boosting

In the context of ensemble learning algorithms, shrinkage and sub-sampling
are two ways of performing regularization in the construction of the strong
classifier [42]. In the case of shrinkage, this is achieved by scaling the con-
tribution of each base classifier by a factor 0 ≤ ν ≤ 1. In [42] it is dis-
cussed in some detail the variance-reduction mechanism of sub-sampling
followed by averaging. In Boosting algorithms, in general, and in particu-
lar in PIBoost, we exploit the same sub-sampling mechanism.

To this end, we train each weak-learner with a fraction of all training
data. Sub-sampling reduces training time and helps to generalize the clas-
sification. For the PIBoost experiments in Section 5.2 we use ν = 1 and
train each weak-learner with 10% of the data randomly sampled accord-
ing to their weights (see Algorithm 5). This gives priority to instances
that are hard to classify. But only by discarding data before training we
still deal with millions of instances, therefore the sampling we perform is
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according to the weights of the data for each separator in the boosting iter-
ations. The sampling that we used does not affect only the majority class,
hence respects the asymmetry of the problem.

Algorithm 5 Weighted Sampling algorithm.

1 Input: Training feature vector X, labels Y
2 Initialize the weight vector W with uniform distribution ωi = 1/N, i =

1, ..., N.
3 for each boosting iteration do
4 Generate xtrain by subsampling X according to W
5 Generate ytrain according to xtrain

6 Fit a classifier Gm(x) with xtrain and ytrain

7 Test Gm(x) by predicting X
8 Compute measure of confidence α from the prediction of Gm(x)
9 Regularize by shrinkage: α = α · ν

10 Update weights and re-noramalize W.

end
Output: Final strong classifier.

The sampling rate and weighted sample used in this chapter was mo-
tivated by the study of techniques used for very large and imbalanced data
sets. Most of object detection problems face the task of segmenting small
structures in a large background. The problem we are targeting in this
chapter is extremely asymmetric. This big difference between the amounts
of positive and negative data will bias the estimation of the classifier para-
meters and lead to poor generalization.

In [35] the authors present an extensive review of the state-of-the-art
on ensemble techniques in the framework of imbalanced datasets. Ex-
perimental results showed that from the boosting-based ensembles, Ran-
dom Undersampling Boosting [89] (RUSBoost) had the best performance.
RUSBoost removes instances from the majority class by random under-
sampling data in each iteration and normalize the weights of the sampled
data for training. This process promotes the diversity in training data,
which should benefit the ensemble learning. Nevertheless we tested the
RUSBoost in our experiments and obtained higher performance than RUS-
Boost by using our weighted sampling scheme. For this experiment we ex-
tracted a sample of 50 consecutive slices from the Hippocampus stack. We
used GRIMS as features and trained a PIBoost classifier with 100 iteration.
With sampling rate of 0.1 (10% of the data in each PIBoost iteration) we
achieve the Jaccard indexes from table 4.2 and we compare the result of our
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scheme against RUSBoost with similar parameters, 0.1 sampling rate and
100 iterations. We can see that, for our problem, the approach presented
above clearly outperforms other well established resampling techniques.

Table 4.2: Comparison of the sampling methods used in our experiments. Jaccard index
results from RUSBoost and Weighted sampling approaches.

Mitochondria Synapse
RUSBoost 0.28 0.13

Weighted Sampling 0.42 0.35

RUSBoost showed good performance with binary synthetic imbalanced
data with no more than 6000 class instances, but in this work we face data-
sets with more that 122 million instances of background and foreground
with no more than 7 million class instances. This is, 94% of negative in-
stances and 6% of positive instances, and since our problem is multi-class
that 6% is divided in 2 different classes which gives us classes with no
more than 500 thousand instances. This may not seem a very imbalanced
problem since RUSBoost was tested with even more imbalanced datasets
but the large amount of class instances and the random sampling makes
it difficult for the classifier to learn the whole feature space. To overcome
this problem the classifier needs larger number of samples in each iter-
ation or more iterations with smaller data samples. Both options entails
heavy processing or long learning time.

In a problem with high number of data, the random sampling of the
majority class performed by RUSBoost makes the learning of the classifier
a difficult task because it takes more learning iterations to cover the data
space properly. Our weighted sample procedure entails a more greedy
learning approach since it guides the learning of PIBoost towards the data
difficult to segment regardless if it is from the majority or the minority
class.

4.2.2 Label regularization

The output of this classification process is noisy. We filter this noise by op-
timizing the energy in a Markov Random Field (MRF) with pairwise terms
using the graph cut algorithm [11]. Since the standard graph cut approach
is only valid for binary problems, we solve our three class regularization
problem in two ways. First by setting up two one positive class-against the
rest problems. Second using the αβ-swap multi-class extension to graph
cuts [13].

We define the weights of edges in the graph as follows. Let us denote
with αy, y ∈ {mitochondrion, synapse, membrane, background} each of the

61



MULTI-CLASS BOOSTING FOR SEGMENTATION OF MULTIPLE STRUCTURES

class labels for a voxel. The unary term of voxel x for class αj, u(x, αj) is
given by the minus log of its posterior probability, u(x, αj) = − log P(αj |
f(x)). Using the multinomial logistic expression we get

− log P(αj | f(x)) = − log
ef(x)[j]

∑i ef(x)[i]
= log ∑

i

ef(x)[i] − f(x)[j]. (4.1)

Since log ∑i ef(x)[i] ≈ max{f(x)}, then, the unary term weights are given
by

u(x, αj) = max{f(x)} − f(x)[j]. (4.2)

For the pair-wise terms we train a new classifier that learns the probab-
ility that a voxel belongs to a border. Here a border is a thin strip around
the edge of mitochondria and synapses. This is done by setting up a
PIBoost-based classifier with only two classes αy, y ∈ {border, no_border}.
The weight of the edge connecting neighbouring voxels x and y, p(x, y), is
given by

p(x, y) = − log P(αborder |f(x))− log P(αborder|f(y)). (4.3)

Classification and regularization are two key stages in most segmenta-
tion algorithms. Our claim is that by considering several structures in the
segmentation we improve the overall segmentation, but specifically the
classification stage. The only way to check this is by separately analyzing
these steps.

In our experiments we provide results with and without regulariza-
tion. In [5] no regularization is done. In [63] the authors use the same
regularization that we use in this thesis. And [58] uses a regularization
different from the one we used. In our experiments, we leave the result
with our regularization. In the text we have also included the result with
their regularization. In any case, PIBoost still achieves better performance.
So, the superiority of algorithms that combine the prediction of several
structures still holds.

4.3 Results and Discussion

Here we describe the experiments performed to evaluate the image seg-
mentation method described in the previous section.
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4.3.1 Quality measure

In binary classification problems a threshold value controls how posterior
probabilities are converted into class labels. To compare the performance
of two such classifiers independently of the threshold the Machine Learn-
ing community has long agreed on the use of Precision Recall (PR) or
Receiver Operator Characteristic (ROC) curves instead of accuracy res-
ults [84]. Similarly, in image segmentation, simply comparing a Jaccard
index may be inaccurate, since, for example, the same classification al-
gorithm with a different classification threshold would exhibit different
Jaccards.

Here we introduce the Jaccard Curve (JCC) as a means of comparing
the performance of two segmentation algorithms independently of their
classification threshold. In the horizontal axis of the JCC we represent
the proportion of pixels below the positive class score threshold, i.e. the
percentage of pixels in the image labelled as background. In the vertical
one we plot the Jaccard of the segmentation obtained when labelling in the
positive class all voxels with a score higher or equal to the threshold (see
Figure 4.5). We plot the JCC by sorting all voxels according to their score
and evaluating the Jaccard of the segmentations at different thresholds.
The higher the JCC curve, the better the segmentation.

The evaluation of membrane segmentation using the Jaccard index has
been criticized because it is commonly believed that small deviations in
the detected membrane locations are acceptable, which however will cause
large errors in the estimated Jaccard index. Alternative more robust met-
rics such as the Rand F-score(Fr) and Information Theoretic F-score(Fit) have
been recently proposed [2]. For membrane segmentation we will also use
these these metrics.

4.3.2 Experiments

We use three serial section electron microscopy data sets comprising dif-
ferent labels, SBFEM acquisition technologies and levels of anisotropy (see
Table 4.3). The first two stacks, Hippocampus and Somatosensory cortex,
were acquired with FIB-SEM microscopes. The have synapses and mi-
tochondria labels manually annotated by expert neuroanatomists1. The
Hippocampus stack has perfectly isotropic voxels with very high resol-

1The Hippocampus stack was annotated at the École Polytechnique Fédérale de
Lausanne (EPFL) under the supervision of Prof. Graham Knott. The Somatosensory
stack was annotated at the Cajal Cortical Circuits laboratory, Universidad Politécnica de
Madrid (UPM), under the supervision of Prof. Javier de Felipe.
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Ground truth

θ = 20%
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θ = 40%
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Figure 4.5: Example of a Jaccard curve obtained with the results of the segmentation of
two synapses. We selected a hard-to-segment patch to see the segmentation improvement
with different thresholds. In the vertical axis we represent the Jaccard (JAC), whereas in
the horizontal the percentage of pixels segmented as background. We can see how the
higher the threshold (θ) the less elements are segmented as synapse.

ution. The rat Somatosensory Cortex one has a coarser resolution with
slightly an-isotropic voxels. Finally, the Cerebellum stack2, was acquired
with a SBF-SEM microscope. It has mitochondria and membranes labels
with the largest anisotropy factor [74].

In a preliminary experiment we want to evaluate the quality of our
PIBoost-based classifier in segmenting one specific structure. To this end
we compare the segmentation results obtained when segmenting mito-
chondria in the Cerebellum stack with those achieved by the the Cytoseg
algorithm [38]. In this case we use the evaluation metrics used in [38].
Cytoseg achieved a true positive rate (TPR) of 0.80, false positive rate
(FPR) of 0.02 and an accuracy of 0.97. Due to the lack of the Jaccard evalu-
ation metric in [38] we compare our results in the cerebellum stack follow-
ing the experimentation parameters and evaluation metrics used in [38].
For mitochondria segmentation we obtained a TPR of 0.84, FPR of 0.01

2More information online in the Cell Centered Database (http://ccdb.ucsd.edu) with
ID 8192.
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and accuracy of 0.98. So, for segmenting a single structure our approach
provides results marginally better to those achieved by Giuli et al. [38].

Table 4.3: Data sets used in the experiments. We denote the annotated labels in each data
set as synapses (Syn), mitochondria (Mit) and membranes (Mem). We select train and
test sets from consecutive slices in the stack. We use approximately half of each stack for
training and the rest for testing.

Dataset Voxel size (nm) Train (voxels) Test (voxels)
Hippocampus (Mit & Syn) 5× 5× 5 1024× 653× 165 1024× 653× 165
Somatosensory (Mit & Syn) 14.7× 14.7× 20 366× 494× 100 366× 494× 113
Cerebellum (Mit & Mem) 10× 10× 50 700× 700× 20 700× 700× 26

4.3.3 Results of basic classification algorithm.

For our analysis we select the algorithms reporting the best results for each
of the selected stacks. We compare our algorithm with the AdaBoost-
based approach of Lucci et al. for segmenting mitochondria [60], and
Becker et al. for segmenting synapses [5]. We also compare our algorithm
with the Bayesian approach of Marquez et al. [74], that segments both
structures. To this end, we use the code provided by the authors. For the
experiments with AdaBoost we trained the algorithm with 1200 decision
stumps based on context cues [5, 58]. For the Bayesian approach we trained
a classifier with Gaussian class-conditional distributions and GRIMS fea-
tures as described in [74].

Finally, for PIBoost we conducted 50 iterations training 150 decision
tree weak-learners. The input to this classifier are pooled features in cubes
of size 5× 5× 5 voxels computed on the channels extracted from GRIMS
and elliptical descriptors on the set of selected scales, as described in Sec-
tion 5.1. In all our experiments we used the first block of consecutive slices
of each stack for training, and the rest for testing (see Table 4.3).

In Figure 4.7 we show the JCC curves resulting from the segmentation
of mitochondria, synapses and membranes in each of the previously de-
scribed image stacks. Traditionally, segmentation results have been com-
pared by choosing an appropriate classification threshold for the classifier
and computing the Jaccard for the result. This is equivalent to selecting an
operation point in the JCC. This operation point for Boosting algorithms is
given by a sgn() function, i.e. a zero classification threshold [42], whereas
in the Bayesian classifier case it is a Maximum a Posteriori (MAP) rule [42].
In the first two columns of Table 4.4 we give the Jaccard index resulting
from segmenting the image at this operation point. Moreover, in each
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curve in Figure 4.7 we show with a red dot the operation point for each
classifier.

In some circumstances, such as for example when classes are very im-
balanced, the zero threshold of Boosting algorithms may be fine-tuned [102].
This threshold is an important parameter for reproducibility and should
only be estimated on a separate validation set, never in the test set. In our
analysis we do not adjust it since the JCC already provides information for
all thresholds.

Ground truth Bayesian AdaBoost PIBoost

Figure 4.6: Membrane detail.

We introduced the Jaccard curves to evaluate the performance of a seg-
mentation algorithm independently of the selected classification threshold.
From the analysis of the Jaccard curves in Figure 4.7 we can see that, in
general, the approach based on the PIBoost classification algorithm and a
set of pooled GRIMS features, achieves equal or superior performance to
all other approaches in all stacks and structures.

In the segmentation of both mitochondria and synapses context in-
formation plays a key role. For this reason the AdaBoost and PIBoost
approaches, both based on pooled channel features, achieve the best per-
formance on both structures in the perfectly isotropic Hippocampus stack
(see Figure 4.7(a) and Table 4.4). The Somatosensory and Cerebellum stacks
are increasingly anisotropic. In this case most of the close context informa-
tion across slices is lost and pooled channel features become less informat-
ive. Hence, segmentation performance degrades, specially for mitochon-
dria. However, since GRIMS channels acquired at different scales also
provide some local context information, the segmentation algorithm based
on PIBoost degrades to a lesser extent (see Table 4.4).

The segmentation of membranes on the most anisotropic stack (Cere-
bellum) (see Figure 4.7(c)) does not depend on context but on local ap-
pearance. This is due to the fact that membranes are distributed all over
the stack and have very different context. In this case, the algorithms
based on GRIMS, PIBoost and Bayesian approaches, provide the best per-
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formance in the classification stage. In Figure 4.6 we can see how Ada-
Boost misses most membranes in the centre of the image. When segment-
ing membranes, small deviations in the detected locations are acceptable,
since their purpose is to separate different neurons. This, however, would
cause cause large variations in the predicted Jaccard index. This is why
the Jaccard index is not the most appropriate measure to evaluate mem-
brane segmentation. The Jaccard curve introduced in this thesis helps, to
some extent, to improve this undesirable behaviour, since it considers all
possible thresholds of the positive class and, hence, would be more ro-
bust to small deviations in the membrane location, caused by an incorrect
classifier threshold. This is why we have also evaluated membrane seg-
mentation results using alternative metrics such as the Rand F-score(Fr)
and Information Theoretic F-score(Fit), proposed in a recent international
challenge [2].

The advantage of PIBoost when compared with the other approaches is
qualitatively quite prominent in Figure 4.6 where we zoom the the results
of figure 4.8 to better appreciate the perform of PIBoost over membrane
classification. If we look at the membrane around the central mitochon-
dria, we can see that the Bayesian approach roughly reconstruct 50% of it,
AdaBoost 70% and PIBoost 85%.

In Table 4.5 we show the membrane segmentation results in the Cere-
bellum stack using the Rand F-score(Fr) and the Information Theoretic F-
score(Fit). Here again the approach based on combining the simultaneous
segmentation of the two possible classes, PIBoost, outperforms the rest.

Its important to notice that the zero or 0.5 threshold are not necessary
the ones with the optimal performance, but it is methodologically incor-
rect to adjust a threshold to its higher performance in the test set because
this provides optimistically biased solutions. To find a good threshold it is
necessary to use the train/validation set for parameter adjustment and not
the testing dataset. In this work we don’t adjust the thresholds, instead,
we plot the JCC that provides discriminative information for all possible
thresholds. Also, in the first two columns of Table 4.4 we give the Jaccard
index of the zero operation point.

In the experiment for segmenting synapses in the Hippocampus stack
using AdaBoost we kept the original parametrization of [5]. As we show in
the next experiment, this provides an optimal segmentation in the central
part of the stack, but, as shown in Table 4.4, very poor results elsewhere.
In this stack as well as in the somatosensory one PIBoost provides the best
overall performance.

Similarly, for membrane segmentation in the extremely anisotropic Cere-
bellum stack, PIBoost and Bayesian approaches give the best performance.
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This is due both to the extremely anisotropic nature of the stack and the
fact that membranes are homogeneously distributed all over it. In both
situations the context features provide poor information.

4.3.4 Classification and regularization results.

After classifying each voxel we regularize the resulting labels with two
standard graph-cut-based algorithms. This regularization usually boost
the performance and visually improves the results for large and regular
regions such as mitochondria (see Figure 4.8). However, with thin and
elongated structures like synapses and membranes, graph-cut regulariza-
tion can be detrimental. This may be appreciated in the regularized results
for membranes in Figure 4.6.

Some approaches use a regularization scheme that has been specifically
conceived for the segmentation problem addressed. This is the case, for ex-
ample, of the regularization approach used for segmenting mitochondria
in [58].

In the case of multi-class classifiers like PIBoost and Bayesian, our pro-
posed regularization scheme uses both the multi-class αβ-swap algorithm
and, by posing it as two bi-class problems, the two-class graph-cut. The
former is similar to the regularization used in [74]. For the two-class Ad-
aBoost algorithm we use a graph-cut-based regularization. Analyzing the
segmentation results before and after regularization lets us make a fair
comparison with [5], that uses no regularization. However, as discussed
above, for mitochondria segmentation, the approach in [58] uses a dif-
ferent type of regularization. With this specially conceived regulariza-
tion scheme [58] achieves on the Hippocampus stack a Jaccard of 0.74,
slightly better than the result with our standard graph-cut-based scheme,
but still behind 0.76 achieved with PIBoost using αβ-swap (see first row in
Table 4.4).

4.3.5 Ablation analysis.

In the next experiment we further analyse the reason why our algorithm
achieves a good segmentation accuracy. To this end we select the Hippo-
campus stack, for which the AdaBoost-based approach of Lucci et al. [58]
is the state-of-the-art for mitochondria segmentation. The first row in
Table 4.8 shows the results for the AdaBoost classifier with the integral
channel features on the set of channels described in [58] with a zero-threshold
classification. Only by changing the channels to GRIMS and the elliptical
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Table 4.4: Quantitative segmentation results for mitochondria, synapses and membrane on the Hippocampus, Somatosensory Cortex
and Cerebellum stacks evaluated with the Jaccard index.

Segmentation Two-class regularization αβ-swap regularization
Mitochondria Synapses Mitochondria Synapses Mitochondria Synapses

PIBoost 0.70 0.36 0.73 0.41 0.76 0.34
AdaBoost [5, 58] 0.62 0.07 0.71 0.30 - -

Bayesian [74] 0.45 0.32 0.46 0.29 0.49 0.28
Hippocampus Stack

Mitochondria Synapses Mitochondria Synapses Mitochondria Synapses
PIBoost 0.54 0.35 0.57 0.41 0.57 0.31

AdaBoost [5, 58] 0.51 0.30 0.55 0.39 - -
Bayesian [74] 0.46 0.18 0.47 0.17 0.52 0.28

Somatosensory Cortex Stack

Mitochondria Membrane Mitochondria Membrane Mitochondria Membrane
PIBoost 0.52 0.36 0.57 0.31 0.56 0.31

AdaBoost [5, 58] 0.36 0.22 0.55 0.29 - -
Bayesian [74] 0.51 0.34 0.55 0.21 0.52 0.28

Cerebellum Stack
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Table 4.5: Quantitative segmentation results for membrane Cerebellum stack evaluated
with the Rand F-score(Fr) and Information Theoretic F-score(Fit) metrics.

Fr Fit

PIBoost 0.93 0.91
AdaBoost [5, 58] 0.81 0.84

Bayesian [74] 0.83 0.82
Cerebellum Stack

Table 4.6: Results of table 4.8 excluding voxels. The performance improved by not tak-
ing into account voxels and slices in the borders in the edges of the test stack during
evaluation.

Classifier Features Mitochondria Synapse

AdaBoost EPFL [5, 58] 0.721173 0.449711
AdaBoost GRIMS + El 0.724752 0.452947
PIBoost GRIMS + El 0.713690 0.390546

descriptor, we get a small improvement for mitochondria and an large im-
provement in synapses. This is due to the fact that the elliptical descriptor
and GRIMS features provide multi-scale information fundamental for the
estimation of synapses, specifically those near the borders of the stack. By
changing the two-class classifier for a multi-class Boosting approach we
get a new improvement in performance for both structures, as shown in
the third row of Table 4.8. The final boost in performance for our approach
comes from selecting the best GRIMS scales, as shown in the last row.

The results for synapses segmentation in the Hippocampus stack in
Table 4.8 are worse than those in [5]. Here we analyse this discrepancy.
The poor result in our experiment is caused by two factors. First and fore-
most, the fact that the zero threshold operation point is particularly harm-
ful for this problem (see Figure 4.7(a)). The reason for this is that Ada-
Boost performs poorly on highly imbalanced classification problems, such
as synapses segmentation. However, we present the results of the same
segmentations of table 4.8 but excluding the edges of the stack during the
evaluation in table 4.6. PIBoost, on the other hand, achieves better per-
formance because it was conceived to address the imbalanced situations
arising in multi-class classification [29]. Second, the information provided
by the context cues features degrades in those voxels near the borders of
the stack, since many of the cubes straddle the stack limits (Figure 4.4(b)
graphically depicts this problem). This is in part alleviated by the local in-
formation provided by the GRIMS. To evaluate the impact of these issues
on the results we peel off from the Jaccard index computation in the stack
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(a) Hippocampus Jaccard Curve

Ground Truth AdaBoost PIBoost CCBoost + GC PIBoost + GC

(b) Results of segmentation in the first slices of the stack.

Table 4.7: The result of excluding voxels and slices in evaluation. In (a) the performance
of synapse segmentation is increased over 0.15 points in Jaccard curves obtained by ex-
cluding first 10 and last 10 slices and 10 voxels from the top and bottom of the test stack.
The highest point of CCBoost Jaccard curve can be obtained by thresholding a posteri-
ori probabilities of AdaBoost output with threshold ≈ 8, which reach the performance
presented in [5]. We can compare the curves in (a) with the equivalent curves without
voxels exclusion in figure 4.7(a). A qualitative result of segmentation of 2 synapses in
one of 7th slice of the stack is depicted in (b). CCBoost output is noisy and after graph
cut (GC) regularization the classification improves. For PIBoost, the segmentation is less
noisy. This explains the high improvement in performance of the segmentation after
regularization of table 4.4 for hippocampus stack. In both PIBoost and CCBoost after
regularization a entire synapse is missing.
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Table 4.8: Hippocampus segmentation results (Jaccard) for different classifier, features
and GRIMS scales.

Classifier Features Mitochondria Synapses
AdaBoost EPFL [5, 58] 0.618911 0.071279
AdaBoost GRIMS+El 0.622995 0.282041
PIBoost GRIMS+El 0.691545 0.347415

PiBoost
GRIMS+El+

0.705145 0.364175
Scale Selection

the 10 voxels thick outer rind. In this case the Jaccard increases to 0.37.
If we further over-fit the test data and select the best operation point, the
performance goes up to 0.54, comparable with that in [5].

4.3.6 Computational cost.

Concerning the computational cost at run-time, the multi-class Boosting
approach is computationally more efficient than the AdaBoost binary solu-
tion. However, the Bayesian approach is, by a large margin, the fastest
algorithm. We have made these performance experiments on a computer
with an Intel Xeon CPU at 2.40GHz, 96GB RAM. The PIBoost solution in-
volves 3 separators, composed of 50 trees of depth 10. So, the classification
of one voxel involves 3 separators × 50 trees in each separator × 10 inner
node decisions in each tree. This is a total of 10× 50× 3 = 1500 image
measurements to classify one voxel. This classifier takes 90.4 minutes to
label the test images in the Hippocampus stack. The AdaBoost binary
solution is based on two classifiers, one for each positive class, each com-
posed of 1200 decision stumps. Hence, to classify one voxel we have to
sample 1200× 2 = 2400 image values. This means that his classifier re-
quires 128.7 minutes to label the test images in the Hippocampus stack.

The Bayesian approach trains a multi-class classifier with a feature vec-
tor of 5 features × 4 scales, 5× 4 = 20 features. It uses 2.7 minutes to label
the test images in the Hippocampus stack.
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(b) Somatosensory stack
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(c) Cerebellum stack

Figure 4.7: Mitochondria, synapses and membranes JCCs for the Hippocampus (a), So-
matosensory (b) and Cerebellum (c) SBFEM image stacks. In each curve we show with
a red dot the zero threshold operating point for Boosting classifiers and MAP point for
the Bayesian one. JCCs let us compare the segmentation performance regardless of the
operating point. The higher the curve the better the segmentation algorithm.
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Figure 4.8: Segmentation results for each stack and algorithm after regularization.
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4.4 Conclusions

In this chapter we have presented an algorithm for segmenting mitochon-
dria, synapses and membranes in SBFEM images of brain tissue. We have
shown that the segmentation accuracy in SBFEM images can be improved
by simultaneously analyzing several neuronal structures. We successfully
tackled this problem using PIBoost [29], a boosting algorithm for class-
imbalanced problems.

We have also verified that when the set of segmented structures have
different sizes, selecting a good set of scales for image description signific-
antly improves the segmentation accuracy. To this end we use the multi-
class feature selection algorithm introduced in Chapter 3, section 3.2.

Following previous results in the literature [5, 58, 74], we have also
confirmed the importance of context for segmenting neuronal structures.
Although pooled channels with standard image features [5, 58] provide
excellent performance in the central part of an isotropic stack, we have
proved that GRIMS provide better overall performance both in isotropic
and anisotropic stacks due to their capacity to represent multi-scale in-
formation.

Another key ingredient of our solution is the weighted sampling scheme
introduced in section 4.2.1. It not only reduces the time to train our model,
but also regularizes the result and addresses the inherent asymmetry of
our segmentation problem, hence improving the performance.

Considering the computational cost of the classifiers, if accuracy is the
main requirement in the segmentation process, then PIBoost should be the
selected classifier, since it provides the best accuracy at computational cost
lower than AdaBoost. However, if computational efficiency is the main
issue, then the statistical approach in [74] is, by a far margin, the fastest.

The results in this chapter are relevant to the neuroscience research
community when confronting the reconstruction of the synaptome [24].
Firstly, because the methodology introduced is general and may be ap-
plied to segment different neuronal structures, possibly using other ima-
ging modalities. Secondly, because when the number of neuronal struc-
tures to segment grows, if the segmentation problem is addressed one
structure at a time, the computational requirements also grow, at least, lin-
early. However, using a simultaneous segmentation approach, the num-
ber of required features and, hence, the computational cost, increases at a
slower pace, since many of these features may be shared by several struc-
tures. Moreover, since these features are selected to discriminate among
a large group of structures they are more general and also achieve better
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segmentation accuracy, as we have confirmed in our experiments.
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5
Optimizing segmentation using

costs

Classification with high disproportion of data instances between classes is
very common in machine learning since many real-world problems have
a level of inherent asymmetry with different class priors. This asymmetry
can be easily seen in detection [30] and segmentation [16, 7] problems
where the background data tends to be more numerous than the fore-
ground classes. Asymmetric problems are different than imbalanced prob-
lems, as the later classification problems happen when, in the training set
there is much less data in some classes than others in spite of all the classes
having equal prior probabilities. On the contrary, in asymmetric problems
some classes are much less probable to be found than others and thus,
there is different number of data in some classes, both in training and in
testing.

There are many metrics to measure how well a classifier performs [31].
Most of the metrics used to evaluate binary asymmetric or imbalanced
classification problems are non-linear performance measures based in four
possible outcomes of a classifier: True Positive (TP), True Negative (TN),
False Negative (FN) and False Positive (FP). Metrics like the F1-Score, are
used commonly in classification because it favours high and balanced val-
ues of precision and recall. This performance metric gives a more insight-
ful evaluation than the accuracy when classes are highly imbalanced and
when the cost of a false positive relative to a false negative is unknown.
Although those performance measures like Jaccard Index or F1-Score are
widely used as a performance metric the classifiers are commonly de-
signed to minimize the classification error which is a function of FN and
FP. On the other hand, the use of the classification error as a measure
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to train a classifier is unsuitable for problems with a heavily imbalanced
training dataset as a low error can be achieved just classifying everything
on the majority class [34, 32].

In binary Boosting classifiers, once the binary classifier is trained, a lin-
ear combination of weak learners builds the class boundaries that corres-
ponds to the minimum error classification rule. If we now adjust the bin-
ary classification threshold to modify class boundaries but without com-
puting the adequate weak learners for the new classification rule, the ad-
justed threshold classifier will not be optimal [65]. Moreover, we can get an
optimal cost-sensitive classifier from AdaBoost by adjusting the threshold
if we calibrate the probabilities in advance [75], which in fact corrects the
weak learners learned with the minimum error to the new classification
rule. A discriminative classifier generally does not learn the whole prob-
ability density function and in the multi-class version of this type of prob-
lem, the adjustment of class boundaries it is even more difficult to achieve
after training [33].

In this chapter we present a simple and general algorithm for the op-
timization of the non-linear measures used to validate the performance of
a classifier instead of using the classification error. We advocate to use the
minimum cost classification rule (i.e. cost-sensitive classifiers) as a tool
for modifying learned class boundaries in multi-class problems. There are
many cost-sensitive versions for popular binary classifiers (e.g. SVMs [64]
or Binary Boosting [65, 75]) but not many for multi-class classifiers.

Our procedure is similar to [73] where the learning problem is solved
as an optimization problem over the set of feasible confusion matrices. We
use a general optimization algorithm to find the cost matrix that yields
the best performance. There are approaches to optimize the F1-Score that
take advantage of the pseudo-linear nature of evaluation metrics. In [72]
the authors present an adaptive linearization scheme using point-based
stochastic updates as optimization for concave and pseudo-linear func-
tions which cover several popularly used performance measures such as
F-measure, G-mean and H-mean. A following work [70], builds on the
framework of Narasimhan et al. (2015) [72] for unconstrained classifica-
tion with complex losses, and reduces the constrained learning problem
to a sequence of cost-sensitive learning tasks.

In [57], the relationship between the best achievable F-measure and the
decision-making threshold that achieves this optimum value is derived
from any classifier that produces a real-valued output. This can benefit
other metrics like the area under the curve and Jaccard index that are also
susceptible to this optimization, like in [21, 85, 71, 21] where well known
approaches like Boosting, quadratic programming and support vector ma-
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chines are used for optimization. And as seen recently, neural networks
are also a technique that can benefit from this optimizations [6]. In [7] an
approximate of the Jaccard index is used as a differentiable loss function
for segmentation of medical imaging with U-nets.

Inspired by the ideas in [73, 81], we aim to find the optimum cost
matrix that allows the classifier to adapt the class boundaries in order to
optimize the performance metric at hand. We use BAdaCost [30], a re-
cently proposed multi-class cost-sensitive Boosting algorithm in our ex-
periments. In the experiments we show how, in a segmentation problem
of images, we can improve the results by a large margin by training a clas-
sifier that optimizes for Jaccard Index or F1-Score. We test our approach
with both metrics but in the following discussion we will be referencing to
the Jaccard index to explain our approach.

5.1 Optimizing metrics with costs

In our approach we use the costs as a tool to adapt class boundaries to
optimize the given performance metric. Thus, our goal is to find the cost-
matrix that yields higher performance of the selected metric. To do so,
we reduce the problem of F-measure maximization into a cost-sensitive
classification problem but with a more general approach than [81], as ours
can optimize any measure in multi-class problems.

Although we perform experiments optimizing both Jaccard index and
F1-Score metrics, we will continue to explain our method for the optim-
ization of Jaccard because the experiments in this chapter optimize the
Jaccard index in order to be comparable with [63].

In order to solve the optimization problem we used the Powell’s min-
imization algorithm [83] to find the minimum of a function without need-
ing the derivatives. The function that we want to minimize is the negative
harmonic mean of the of the multi-class Jaccard index.

h(M) = −

(

Jaccard−1
1 + Jaccard−1

2 +, ..., Jaccard−1
N

N

)−1

, (5.1)

where M is a multi-class confusion matrix and Jaccardi is the Jaccard index
of the class i calculated from the one-vs-rest confusion matrix obtained
from the output of a cost sensitive classifier. We used the BAdaCost [30]
classifier in our experiments.

The optimization, takes as arguments the training and test sets (xtrain, xtest)
with its training and test labels (ytrain, ytest) and a cost matrix C. The train-
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ing and test sets for optimization are obtained splitting the whole training
set that will be used in segmentation.

Powell’s minimization is an iterative optimization algorithm that starts
with an initial value C0. We make C0 = C0−1, the one corresponding to
the costless multi-class classification problem. In our case C is a K × K
matrix, where K is the number of classes in the problem. Because C is a
cost matrix, the diagonal of C is 0. This mean that successfully classified
samples has cost 0 and we have (K · K)− K parameters to optimize.

At each Powell’s minimization iteration a BAdaCost classifier is learned
with a subset of the training data and a candidate cost matrix C. The clas-
sifier is set to iterate only a few times, in our experiments we used 5 it-
erations which means 5 BAdaCost weak learners (our weak learners are
decision trees with depth = 7). The 5 weak learners BAdacost classifier is
evaluated over a validation set (different from the training samples), and
the performance measure in 5.1 is computed over the predictions (i.e. us-
ing the validation set confusion matrix).

After convergence of Powell’s algorithm, we use the optimized cost
matrix to train a strong BAdaCost classifier, that simply is a BAdaCost
with more iterations (in our experiments 100). Algorithm 6 shows the the
pseudo-code to obtain the cost matrix that minimizes 5.1.

Algorithm 6 Cost matrix optimization
Input: Cost matrix C0, (xtrain, ytrain), (xtest, ytest).
C∗ = C0, ν = ∞

while Powell has not converged do
Ĉ = next candidate parameters from Powell.
Ĥ = trainBAdaCost(xtrain, ytrain, Ĉ, 5 iterations)
ŷ = predictBAdaCost(Ĥ, xtest)
M = confusionMatrix(ŷ, ytest)
ν̂ = h(M) using 5.1.
if ν̂ < ν then

ν = ν̂
C∗ = Ĉ

end
end
H∗ = trainBAdaCost(x, y, C∗, 100 iterations)
Output: The optimum cost matrix C∗, the strong classifier H∗.

With the new cost matrix C∗ we can train a strong BAdaCost with the
complete training set. Note that in algorithm 6, we can change the equa-
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tion 5.1 for other measures. If the new measure has a local minima near
the initial parameters, the algorithm will be able to find it. The cost matrix
that optimizes the performance metric will guide BAdaCost to select the
best features for the task. In the experiments we have also tested a meas-
ure based on the F1-Score and the algorithm is able to get a classifier that
improves the segmentation.

5.2 Experiments and Discussion

In our experiments we use the Powell’s method implemented in python
(scipy.optimize.minimize). BAdaCost is implemented by us in python and
the weak learners are decision trees from scikit-learn [82]. We use trees of
depth 7 in all the experiments. And we present qualitative and quantitat-
ive results for Jaccard index optimization for MSRCv2 and Hippocampus
datasets to be comparable to [63]. Nevertheless, we also optimized for
F1-Score in both datasets but we only present the cost evolution of that
optimization in figures 5.4 and 5.2.

5.2.1 MSRCv2 dataset

The MSRCv2 dataset [92] consists of 591 images annotated with 21 classes.
The majority class has the 27.95% of all data and the minority class has the
0.87% of all data. The 591 images are split into 315 training and 276 testing
images. The annotations are incomplete and with areas marked as void
where none of the classes are valid. We ignore the pixels annotated as
void in the ground-truth from the estimation of all validation metrics as
done in [51].

For this dataset we first compute Histogram of Oriented Gradients
(HOG) texture and color features extracted with 6× 6 pixels per cell and
4× 4 cells per patch, with 9 bins for each histogram. As done in [63] we
include for each cell 4 texture descriptors and 2 color values obtaining in
this way a total of (9 + 4 + 2)× 16 = 240 features.

We ran our cost matrix optimization algorithm with a BadaCost clas-
sifier with 5 iterations, shrinkage of 0.1 y and subsampling of 0.5 as de-
scribed in section 10.12 of [42]. To accelerate the speed of convergence we
only used 1 in each 50 pixels of the data. After convergence, we apply
the cost matrix resultant to a new BAdaCost classifier with 100 iterations
and the same sampling and learning rate as before. The evolution of the
cost during optimization is depicted for Jaccard and F1-Score optimiza-
tion in figure 5.2. Figure 5.1 shows the qualitative results of segmentation
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and due to the high number of classes in this dataset we present the per-
class performance of our algorithm in table 5.1 after optimizing for Jac-
card index. We compare the results of our optimization with the work

Raw Image Groundtruth Before optimization After optimization

Figure 5.1: Qualitative results of MSRCv2 dataset segmentations before and after our
optimization.

in [63] where the authors present a novel regularization method achieving
a Jaccard index of 0.236 using a random forest classifier without regulariz-
ation that is similar to our 0.233487 Jaccard index achieved by BadaCost
before cost optimization (using a 0 − 1 cost matrix and 100 iterations).
Moreover, the results after a standard pair-wise regularization achieved
0.246 Jaccard index similar to our 0.246050 after cost matrix optimization,
this is, our results without pair-wise regularizations achieves higher per-
formances than [63] with the same features.

This dataset has a coarse and incomplete annotation of classes with sig-
nificant areas of the image marked as belonging to a class where it should
be marked as void since it does not belong to any of the classes. This areas
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Table 5.1: MSRCv2 dataset results before and after Jaccard index optimization.

Class Before optimization After optimization
background 0.353 0.355

flower 0.781 0.826
grass 0.019 0.099
sky 0.598 0.609

building 0.287 0.322
tree 0.455 0.461

water 0.349 0.359
bird 0.092 0.075
road 0.401 0.410
book 0.269 0.222
chair 0.019 0.079
cat 0.012 0.075
dog 0.094 0.075
boat 0.099 0.115
body 0.099 0.096
face 0.293 0.309
car 0.149 0.168

bicycle 0.105 0.086
cow 0.231 0.247

sheep 0.118 0.130
aeroplane 0.059 0.090

from where we obtain features can hinder the classification. To make our
results comparable with [63] we ignore the pixels annotated as void in the
ground-truth from the estimation of the Jaccard index.

From table 5.1 we can see that most of the classes with moderately
homogeneous colors like flower, grass, sky, and water are the ones that yield
highest performance and the ones with heterogeneous form and colors
like book, bird, and bicycle are the ones with precarious performances. It
appears that the classes in which the segmentation can be done at a pixel
level (without taking into account or needing the context) yield the higher
improvement after cost optimization.

From figure 5.1 we can observe that the texture described by the HOG
benefit the instances of classes with constant shape as seen in the dog and
flower row. Floor and walls are segmented properly along with the rest
of grass. The problems are found when the color is different in areas like
shadows (flowers) or textured elements (dog). This can also be seen in the
glares in the class car and parts of a building with different colors. But
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(a) Harmonic mean (b) Harmonic mean
of F1-Score of Jaccard index

Figure 5.2: Cost evolution of the MSRCv2 data set for F1-Score and Jaccard index

in cases where the areas with same color and texture like in the book row,
the optimization worsens the results because it tends to classify segments
with similar color and texture the same most probable classes with such
colors and texture when it can be part of a different class. Nonetheless, the
optimization improves the performance in 16 of the 21 classes.

5.2.2 Mitochondria and synapse segmentation

For this experiment we used the electron microscopy dataset from [59],
obtained from the rat hippocampus. This dataset has two stacks of images
with same sizes, one stack for training and one for testing. Each stack con-
sists of 165 slices with size 768 × 1024 voxels and an expert annotated in
them labels three classes. The 94.32% of the 129,761,280 voxels in the test
stack belongs to the class background, 5.30% belongs to the class mitochon-
dria and 0.36% to the class synapse. Similar proportions can be found in the
train stack.

As in Chapter 4 we compute Gaussian Rotation Invariant Multi-Scale
(GRIMS) descriptor. As features for this dataset. We used n = 4 scales (1.2,
1.6, 5.6 and 6.0) obtained with the feature selection algorithm described
in [29]. Differently to Chapter 4, we don’t use sums of GRIMS in 3D cubes
to get faster evaluation and less features tu use.

We ran our cost matrix optimization algorithm with a BadaCost clas-
sifier with 5 iterations, sampling rate of 0.1 and learning rate of 0.01. We
used 1 of each 250 voxels of the data to speed up convergence. Then we
trained a BadaCost classifier with the optimized cost matrix obtained. This
new classifier has the same sampling and learning rate as before and 100
iterations. The results of this experiments are shown in Table 5.2 where we
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improve every class with the cost matrix optimization. Figure 5.3 shows a
detail of the qualitative results. In this dataset the benefits of the optim-

Table 5.2: Results of BadaCost before and after optimization for Jaccard index.

Dataset Class
Jaccard

without cost matrix
optimization

Jaccard
with cost matrix

optimization

Hippocampus
Background 0.947154 0.963635

Mitochondria 0.450410 0.571904
Synapse 0.298567 0.369516

Raw Image Groundtruth Before optimization After optimization

Figure 5.3: Result of segmenting mitochondria (top row) and synapses (bottom row) of a
slice of Hippocampus stack before and after Jaccard index optimization.

ization are more evident than the MSRCVv2 dataset as seen in 5.2. And
although the experiment is over a multi-class segmentation we present the
qualitative results of figure 5.3 as a binary segmentation to appreciate the
results of the Jaccard optimization more easily.

In figure 5.3 for mitochondria (top row) the optimization removes in-
stances that are incorrectly classified as mitochondria and interestingly enough
for synapse (bottom row), the optimization add instances of class that were
incorrectly classified as something else. Moreover, the optimization seem
to have smoothed the classification and due to the less number of classes
and the intraclass homogeneity in texture, the convergence of the optim-
ization is reached in less iterations than in the MSRCv2 experiments (see
figure 5.4).

This experiment is not comparable with Chapter 4 or [63] since the fea-
tures used for classification are not the same. In this chapter we used a
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(a) Harmonic mean (b) Harmonic mean
of F1-Score of Jaccard index

Figure 5.4: Cost evolution of the Hippocampus data set for F1-Score and Jaccard index

straightforward feature scheme in which we take the values of pixels in
the channels of the GRIMS. In chapter 4 and [63] the context cues from [5]
are used, giving a much higher number of possible features. This demands
a higher computational requirement and time. We think that our optim-
ization algorithm will also work with context cues features or the integral
channel features that yielded better performance in Chapter 4. However,
this chapter focuses in the benefits of an algorithm that optimizes a valid-
ation metric like the Jaccard index by adjusting a cost matrix associated to
the problem.

5.3 Conclusions

In this chapter we presented a general algorithm that allows us to optim-
ize useful metrics in segmentation. It seeks to minimize through Pow-
ell’s method a function that is the negative harmonic mean of the per-class
validation metric (see equation 5.1). Our algorithm takes the cost matrix
used by our cost-sensitive classifier as variables to modify in each itera-
tion, leading us to the best cost matrix for the problem.

We used BAdaCost as our cost-sensitive classifier to test our algorithm
in the Hippocampus stack, widely used in this thesis. And we extend our
work with the MSRCv2 dataset, to test out algorithm with images outside
the medical imaging domain. They had satisfactory results, improving
performance in almost all classes.

The results show the feasibility of the approach and an interesting line
of research in segmentation with costs or in other asymmetric problems in
computer vision. In a future work we plan to use the same cost based op-
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timization with other classifiers. And we would like to apply the approach
to the features in chapters 3 and 4.
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6
Conclusions

In the last years we have witnessed the development of imaging technolo-
gies that support the study of the brain at a the structural, functional and
microscopical levels. Recent Serial Block-Face Scanning Electron Micro-
scopes (SBFEM) can automatically acquire large sequences of nanometre-
scale images of brain tissue, whose manual analysis is intractable. In this
thesis we have developed novel image segmentation techniques that im-
prove the automated analysis of these images.

We have developed an image segmentation algorithm that is the state-
of-the-art Boosting scheme for segmenting mitochondria and synapses in
EM images of the brain. To reach this goal we made several contributions
in different areas.

We studied the most popular image feature descriptors and compared
their performance for describing images produced by EM microscopes.
The Gaussian Rotation Invariant Multi-scale descriptors (GRIMS) produced
the best segmentation metrics. To reach this result we introduced a feature
selection scheme that was able to select the best set of GRIMS scales to
describe a given image stack. These results were published in [16, 39].

The comparison of different image segmentation algorithms is a chal-
lenging problem, among other reasons, because it involves matching the
results of different pixel classifiers that may be tuned to different opera-
tion points. To address this problem we introduced the Jaccard Curve, as
a tool to compare the performance of two segmentation algorithms inde-
pendently of their operation points. We used this curve to compare the
performance of our approach to the best algorithms in the literature. The
Jaccard Curve was introduced in [15].

State-of-the-art EM image segmentation approaches are based on bin-
ary classifiers that segment a single image structure at a time. This not
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only ignores multi-class dependencies, but also scales poorly if we want
to segment the multitude of structures in the brain. To build a multi-class
image segmentation scheme we use PIBoost, a recent multi-class Boost-
ing classifier. With our approach, the number of required features and,
hence, the computational cost, is smaller than in the binary case, since our
features are more general and may also be shared by different structures.

Mitochondria and specially synapses take a very small portion of the
input image. Segmenting such structures is a very asymmetric image clas-
sification problem. To address this we included in the Boosting scheme
a resampling procedure that outperforms the state-of-the-art resampling
approaches, in our EM segmentation problem.

Finally, to improve even further the quality of our results, we have also
studied the problem of building classifiers that optimize an image seg-
mentation measure, such as F1 or Jaccard indices. To this end we use BA-
daCost, a recent cost-sensitive Boosting classifier, and learn the costs that
optimize the desired quality index. Our experiments show very promising
results, with significant improvements in the segmentations of synapses
and mitochondria achieved with a pool of simple features. These results
remain yet to be published.

In the very near future we would like to extend this experimentation
with the state-of-the-art scale-optimized GRIMS features. We would also
like to evaluate our classifiers with features obtained from a deep learning
scheme and extend our analysis to other brain structures.

Semantic segmentation is one of the key problems in computer vis-
ion. In the grand scheme of things, the advances in segmentations lay
the foundations on which the complete scene understanding will be con-
structed. With the recent popularity in deep learning techniques we have
been able to see advances whose performance surpass other approaches
by a large margin. We are entering an exciting age in Artificial Intelligence
where the hardware in machines are keeping up with the pace of the ideas
of researchers. We should work in the veracity of published methods and
the accessibility of data and results to facilitate the progress in the field and
to make science fully reproducible and accessible to everyone in order to
take the leap that will take us to a brighter future.

6.1 Publications derived from the thesis

The comparative of feature descriptors in Chapter 3 was published in:

• Kendrick Cetina, Pablo Márquez-Neila, and Luis Baumela. "A com-
parative study of feature descriptors for mitochondria and synapse
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segmentation." Pattern Recognition (ICPR), 2014 22nd International
Conference on. IEEE, 2014.

and

• Apurba Gorai, Kendrick Cetina, Luis Baumela and A. Ghosh. "A
comparative study of local binary pattern descriptors and Gabor Fil-
ter for electron microscopy image segmentation." Parallel, Distrib-
uted and Grid Computing (PDGC), 2014 International Conference
on. IEEE, 2014.

The algorithm for scale selection in Chapter 3, along with the multi-
class image segmentation approach described in Chapter 4 was published
in:

• Kendrick Cetina, José M. Buenaposada, and Luis Baumela. "Multi-
class segmentation of neuronal structures in electron microscopy ima-
ges." BMC Bioinformatics 19.1 (2018): 298.

A fourth work remain yet to be published and contains the studies of
Chapter 5 with the presentation of a segmentation algorithm that optim-
izes the F1-Score and Jaccard index.
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