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ABSTRACT OF THE THESIS

Cache memories are an important component of modern computers as they re-
duce the latency gap when retrieving data from main memory. However, they
are also very susceptible to side channel attacks as an attacker who can mea-
sure the execution time of a program using the cache can obtain information
about the memory access pattern of the program.

In this thesis we address the security aspects of the cache, specifically the
cache algorithm; the logical component that organizes memory stored the ca-
che and decides which parts of the cache to empty when new data has to be
stored. We aim to obtain results that give an idea of how secure current cache
algorithms are against side channel attacks and if there is a cache algorithm (or
a class of them) that is predominantly better in terms of security. We propose
two measures of security aimed at different aspects of the security of cache al-
gorithms under three common types of cache attackers, time, trace and access-
based attackers, and obtain results on several cache algorithms.

Upper bounds on the security of cache algorithms are obtained by focusing
on the execution where the cache algorithm leaks the most information. This
analysis provides security guaranties that are independent of the execution
and therefore gives information only about the cache algorithm. However,
the use of upper bounds is not suited for comparing cache algorithms as it
does not guaranty that both algorithms are fairly compared. We obtain upper
bounds on the leakage for the three types of attackers and different classes
of cache algorithms. An interesting property of all these results is that they
are independent of the actual data a program uses, they only depend on the
amount of memory that has to be stored in the cache.

For the time and trace-based attackers we obtain upper bounds for the leak-
age for a large class of cache algorithms, automata-based cache algorithms. In-
cidentally we show that, under this analysis and for the time and trace-based
attackers, all cache algorithms leak the same amount of information.

For the access-based attacker we propose a new model that better captures
how this attacker retrieves information from the cache. The access-based at-
tacker can not see the actual content of the cache but has to probe it, that is,
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has to access data and check whether or not it is stored in the cache, thus mod-
ifying the configuration of the cache. Then, the security of the cache against
an access-based attacker is characterized by two aspects: (1) the amount of
information about the victim that can be absorbed by the cache and (2) the
amount of information that can effectively be extracted from the cache by the
attacker. We define these two notions and propose an algorithm to compute
the information extraction for any cache algorithm.

Using this model for the access-based attacker we study an smaller class of
cache algorithms, permutation-based cache algorithms. For those algorithms,
we obtain upper bounds on the leakage that vary depending on the cache al-
gorithm in question, contrary to what happened for the time and trace-based
attacker. When considering set-associative caches we show that the intuitive
idea that several cache sets should reduce the leakage is not necessarily true.

Additionally, we apply our algorithm of information extraction to improve
the security bounds of the CacheAudit static analyzer for the case of the access-
based attacker and analyze the security of several cryptographic algorithms.

Competitive analysis compares the leakage of two cache algorithms on every
possible program. This allows to quantify how different two cache algorithms
are in terms of security. However, competitive analysis always requires to com-
pare one cache algorithm with respect to another and it is not suited to analyze
the security of cache algorithms individually.

For the time-based attacker we show that the leak competitiveness rela-
tionship is symmetric in the cache algorithms for every pair of automata-ba-
sed cache algorithms. This implies that no cache algorithm dominates an-
other in terms of timing leakage, which is surprising since dominance results
do exist in the case of performance. Moreover, when restricted to cache al-
gorithms with finite control (common in hardware-based implementations)
the leak competitiveness relationship between two cache algorithms is either
asymptotically linear or constant, no other shapes are possible.

For the access-based attacker, we show examples of cache algorithms (LRU,
FIFO and PLRU) that show that, for this attacker, dominance relationships do
exist, in contrast to the time-based attacker.

vi



RESUMEN DE LA TESIS

Las memorias cachés son una componente importante de los ordenadores mo-
dernos ya que reducen la latencia al obtener datos de la memoria principal.
Sin embargo, también son muy susceptibles a los ataques de canal lateral dado
que un atacante que pueda medir el tiempo de ejecución de un programa que
utiliza la caché puede obtener información acerca del patrón de acceso del
programa a la memoria.

En esta tesis nos centramos en los aspectos de seguridad de la caché, con-
cretamente en el algoritmo de caché; la componente lógica que organiza la
memoria almacenada en la caché y decide qué partes de la caché hay que va-
ciar cuando se debe almacenar nueva información. Nuestro objetivo es obtener
resultados que den una idea de cómo de seguros son los algoritmos de caché
actuales frente a los ataques de canal lateral y si existe un algoritmo de caché
(o una clase de ellos) que sea predominantemente mejor en términos de seguri-
dad. Proponemos dos medidas de seguridad orientadas a diferentes aspectos
de la seguridad de los algoritmos de caché frente a tres tipos comunes de ata-
cantes de caché, tiempo, traza y acceso, y obtenemos resultados sobre diversos
algoritmos de caché.

Las cotas superiores de seguridad de los algoritmos de caché se obtienen al
centrarse en la ejecución en la que el algoritmo de caché filtra la mayor canti-
dad de información. Este análisis ofrece garantías de seguridad que son inde-
pendientes de la ejecuición y por tanto da información sólo sobre el algoritmo
de caché. Sin embargo, el uso de cotas superiores no es apropiado para com-
parar algoritmos de caché ya que no se puede garantizar que ambos algoritmos
sean comparados en igualdad de condiciones. Obtenemos cotas superiores de
la filtración para los tres tipos de atacantes y diferentes clases de algoritmos
de caché. Una propiedad interesante de estos resultados es que son indepen-
dientes de la porción concreta de memoria que usa un programa, únicamente
dependen de la cantidad de memoria que debe ser almacenada en la caché.

Para los atacantes de tiempo y traza obtenemos cotas superiores de fil-
tración para una clase muy amplia de algoritmos de caché, los algoritmos basa-
dos en autómata. Incidentalmente demostramos que, para este análisis y para
los atacantes de tiempo y traza, todos los algoritmos de caché filtran la misma
cantidad de información.
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Para el atacante de acceso proponemos un nuevo modelo que captura mejor
cómo este atacante obtiene información de la caché. El atacante de acceso
no puede ver el contenido de la caché y debe sondarla, esto es, debe acceder
partes de la memoria y comprobar si están o no almacenadas en la caché, con lo
que modifica la configuración de la caché. Entonces, la seguridad de la caché
frente al atacante de acceso se caracteriza por dos aspectos: (1) la cantidad
de información sobre la víctima que puede ser absorbida por la caché y (2) la
cantidad de información que puede ser en efectivamente extraída de la caché
por el atacante. Definimos estas dos nociones y proponemos un algoritmo que
calcula la extracción de información para cualquier algoritmo de caché.

Utilizando este modelo para el atacante de acceso estudiamos una clase
más pequeña de algoritmos de caché, los algoritmos de caché basados en per-
mutaciones. Para estos algoritmos, obtenemos cotas superiores de filtración
que varían dependiendo del algoritmo de caché en cuestión, contrariamente
a lo que pasaba para los atacantes de tiempo y traza. Si además consider-
amos cachés con varios conjuntos independientes, comprobamos que la idea
intuitiva de que varios conjuntos de caché deberían reducir la filtración no es
necesariamente cierta.

Aplicando nuestro algoritmo de extracción de información, mejoramos las
cotas de seguridad del analizador estático CacheAudit para el atacante de ac-
ceso y analizamos la seguridad de diversos algoritmos criptográficos.

El análisis de competitividad compara la filtración de dos algoritmos de
caché para cualquier programa posible. Esto permite cuantificar cómo de
diferentes dos algoritmos de caché son en términos de seguridad. Sin em-
bargo, el análisis de competitividad siempre requiere comparar un algoritmo
de caché con otro y no es apropiado para analizar individualmente la seguri-
dad de los algoritmos de caché.

Para el atacante de tiempo demostramos que la relación de competitividad
para filtración es simétrica en los algoritmos de caché para cualquier pareja de
algoritmos de caché basados en autómata. Esto implica que ningún algoritmo
de caché domina a otro en términos de filtración de tiempo, lo cual es sorpren-
dente dado que sí existen resultados de dominación en el caso de la eficiencia.
Además, si nos restringimos a algoritmos de caché con control finito (comunes
en implementaciones basadas en hardware) la relación de competitividad para
filtración entre dos algoritmos de caché es o bien asintóticamente lineal o bien
constante, no son posibles otros comportamientos.

Para el atacante de acceso mostramos ejemplos de algoritmos de caché (con-
cretamente LRU, FIFO y PLRU) que muestran que, para este atacante, sí exis-
ten relaciones de dominación, contrastando con el atacante de tiempo.
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CHAPTER 1

INTRODUCTION

Nowadays, everyone desires that his or her computer runs as fast as possi-
ble. Computer manufacturers design hardware and write code with the goal
of saving execution time in mind. This way, modern computers incorporate
functionalities like speculative or out of order execution, branch predictors or
cache memories to reduce to the minimum the time a processors’ core is idle.

This work focuses on cache memory, one of the most important components
of the memory hierarchy of a computer. Caches are small and fast memories
located close to the cores inside a processor whose aim is to reduce the time a
core has to wait to receive data from main memory (commonly referred to as
the latency gap). Because of the technology used in caches and their proximity
to the processor’s core, retrieving data from the cache is significantly faster
than from main memory. In some cases, “accessing cached data is up to two
orders of magnitude faster than accessing main memory” [GBK11].

However, caches are very small in comparison to the main memory and so
can only store a small fraction of the data. For this reason, caches tend to store
the data a program is currently using and the cache logic, which in this work
we refer to as the cache algorithm, is the one that decides which data is stored
in the cache. We now explain the actual behavior of the cache and some of the
terms we use in the thesis.

Caches store data as memory blocks of a fixed size, each block containing
several adjacent memory addresses. When a program asks for an address in
memory, which in terms of the cache is the block that contains it, the cache
algorithm decides whether this particular block is currently cached. If the
memory block is cached (a cache hit), it is served to the processor in a short
period of time. If, on the other hand, the memory block is not cached (a cache
miss), it has to be retrieved from main memory which takes longer. Apart
from this, the newly retrieved memory block has to be stored in the cache for
future uses. The cache algorithm selects another memory block to evict from
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CHAPTER 1. INTRODUCTION

the cache in order to make room for the new memory block.
Caches are a good improvement against the latency gap; not all memory

accesses are going to be cache hits but, with the right cache algorithm con-
trolling the cache, a good portion of them are hits which speeds up the com-
putation. The search for a good cache algorithm, in the sense of reducing
the latency gap, is a widely studied field with several approaches such as
worst-case analysis [Gru12, Wil05], benchmark analysis [AZMM04, CH01],
comparison analysis [Dor10, RG08, ST85] and the proposal of new cache algo-
rithms [MM03, QJP+07].

But there is a big downside to caches and for basically every element of
hardware or software that aims to improve execution time: the timing im-
provement is not uniform over all executions of a program but depends on the
specific input the user gives to the program. For the case of caches, if a pro-
gram uses some secret inputs (such as a cryptographic key or any other sen-
sitive data) and the way the program accesses the memory (that goes through
the cache) depends on these secret inputs, the behavior of the cache when pro-
viding these sensitive access to memory may leak information about the secret
inputs. This constitutes a side channel through the cache that has been used to
recover keys from implementations of cryptographic algorithms that use the
cache (for example AES) [AK06, ASK07, Ber05, GBK11, LYG+15, OST06, YF14]
but it also has been recently used to obtain information on the memory distri-
bution of programs [KGG+18, LSG+18, GRB+17] or simply as a very efficient
covert channel [MWS+17].

This negative aspect of cache memory is the motivation for our work. There
is no evident way of disabling this side channel, as disabling the cache would
mean increasing the latency lag to a point where the computation would be
severely affected. Several approaches aim to the best way to mitigate the leak-
age of information through the side channel. This motivates studies that aim
to give security guarantees on either the cache or the program using sensi-
tive information. In particular, we focus our attention on the cache algo-
rithm. There are other aspects to the security of the cache that are covered
by other authors such as the architecture or the distribution of data inside the
cache [LWML16, HL17, ZL14].

One way of studying how side-channels affect the security is by defining
a quantifiable measure of security related to the information an attacker may
obtain from the side-channel. The theoretical scenario we use to establish this
notion of security is the following: the victim runs a program, whose input and
execution depend on some secret value, on a platform with cache memory.
The execution of the program translates, in terms of the cache, into a trace
of memory blocks the cache has to provide. An attacker uses the cache side-
channel to obtain an observation about the behavior of the cache on the trace
of memory blocks the victim’s program used. This observation does not hold
information about the secret by itself but, if different secret inputs produce
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CHAPTER 1. INTRODUCTION

different observations, the attacker can discard some secret inputs that are
inconsistent with the obtained observation. Using this scenario and notions
of information theory, we establish security guarantees about the cache side-
channel based on the number of different observations the attacker may obtain
given the set of possible traces of memory blocks the victim may use, that is,
the leakage of the side-channel.

In the literature there exist three types of attacker depending on their ca-
pabilities of observing the cache [AK06]. (1) The time-based attacker observes
the overall execution time of the program and deduces the number of me-
mory accesses that were misses [ASK07, Ber05, BM06, TSS+03]. (2) The trace-
based attacker observes whether each individual memory access is a hit or a
miss [AK06, BZB+05, Pag02, ZW10]. (3) The access-based attacker obtains in-
formation about the final configuration of the cache after the victim finishes
his computation [GBK11, OST06].

Open questions

Using this framework for analyzing the security of side channels, focusing our
attention on caches and considering the three types of attackers we identify
the following open problems:

• What’s the worst a cache algorithm can do in terms of security? There is no
clear way to asses the overall security of a cache algorithm or if a cache
algorithm is too insecure to run programs with sensitive data. To the best
of our knowledge, the closest result of this kind is [DKMR15]. However,
in this work the security of the cache algorithm is measured with respect
to a program, it does not provide results that only depend on the cache
algorithm and that are independent of the program the victim runs.

• Can we decide if one cache algorithm is better than another? There is no clear
way to compare fairly the security of two cache algorithms so that we can
identify a best cache algorithm either within a class of cache algorithms
or in a pair of cache algorithms. By solving the previous problem, we
would have a way to analyze individually the security a cache algorithm.
However, using individual analysis to compare the leakage of two cache
algorithms may not give a good comparison as the cache algorithms may
not be analyzed on equality of opportunities.

Contributions

Our contributions to tackle these questions are the following:

Upper Bounds on Security. To address the first open question, we derive
upper bounds on the leakage of a cache algorithm. Our main contribution is
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CHAPTER 1. INTRODUCTION

obtaining upper bounds that are independent of the program that interacts
with the cache but we also obtain program dependent bounds for the access-
based attacker by improving current results. This contribution is divided into
three parts:

1. We propose a new model for the access-based attacker that captures more
realistically how this attacker obtains information from the cache.

Previous models [DKMR15] of the access-based attacker considers that
the attacker obtains information about the configuration of the cache left
by the victim simply by looking at the cache. In reality the only way an
access-based attacker can know if a memory block is cached or not is by
accessing it and observing if the access produces a cache hit or a cache
miss, we denote this process probing the cache. Probing the cache intro-
duces an extra problem for the attacker since the cache algorithm mod-
ifies the cache to hold the accessed block thus destroying information
about the configuration left by the victim and providing less accurate
information to the attacker. Our new model extends that of [DKMR15]
including the probing phase.

We address this point in Chapter 4.

2. We obtain program independent upper bounds for various cache algo-
rithms. We abstract from individual programs by considering a worst-
case scenario, i.e. a set of traces of memory blocks that contains any
possible trace with the same memory blocks the actual program uses.
Since our notion of security depends on the number of observations the
attacker may obtain from the side channel given a set of possible traces
of memory blocks the victim may use, the value of leakage that we obtain
from the worst-case scenario is an upper bound on the leakage of any set
of traces that uses those same memory blocks.

Worst-case scenario produces an upper bound on the leakage that de-
pends on the set of memory blocks under use. This means that the upper
bound is independent of individual programs but not of specific sets of
memory blocks. However, we prove that, for the cache algorithms that we
consider, two sets of memory blocks of the same size (i.e. same amount
of memory blocks) produce the same upper bound on leakage, which
means that the upper bounds we derive do not depend on the actual me-
mory blocks we use but rather how many of them we use, a value that we
refer to as the footprint.

We develop new upper bounds on the leakage of several cache algorithms
under the three types of attackers. For the time and trace-based attackers
we obtain upper bounds on leakage for a large class of cache algorithms
(automata-based cache algorithms) and incidentally conclude that, for the
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time and trace-based attacker and for the worst-case scenario analysis, all
cache algorithms present the same security guarantees. For the access-
based attacker, we obtain results on the leakage for three common ca-
che algorithms: LRU (Least Recently Used), FIFO (First In First Out) and
PLRU (Pseudo Least Recently Used). Moreover, we study how the dis-
tribution of memory blocks over independent cache sets affects security
and show that, in some cases, having several cache sets, which intuitively
should reduce the leakage, actually produces more leakage than a single
cache set.

We address this point in Chapter 5.

3. We obtain better program dependent upper bounds by incorporating our
new model for the access-based attacker into the implementation of the
CacheAudit analyzer. CacheAudit [DKMR15] is an static analyzer for
the security of cache algorithms (in particular FIFO, LRU and PLRU)
that gives an upper bound on the number of possible observations any
of the three attackers can obtain from a specific program. However, for
the access-based attacker, it assumes that the attacker can see the cache
directly rather than having to probe it. By including the probe step to
the CacheAudit implementation, we significantly improve the security
guarantees given by CacheAudit, leading to gains of up to 50 bits for
AES 256. We show that the executions of AES highly resemble the worst-
case one (where the program uses every possible trace of memory blocks)
whereas for other cryptographic algorithms, Sosemanuk and HC-128, it
significantly differs.

We address this point in Chapter 6.

Leak Competitiveness. To address the second open question, we propose a
novel approach for comparing pairs of cache algorithms, called leak competiti-
veness, based on notions of competitiveness. The original notion of competiti-
veness is used to compare the performance of online algorithms running the
same input, for examples on cache algorithms see [RG08, ST85].

The main difference between leak competitiveness and standard competi-
tiveness is that competitiveness is defined on single traces whereas leak com-
petitiveness has to be defined on sets of traces. This corresponds to the fact
that information flow is a hyperproperty [CS10].

We show that, for the time-based attacker, leak competitiveness is sym-
metric for any pair of cache algorithms. This implies that no cache algorithm
dominates another in terms of leakage. This opposes to the case of perfor-
mance where such dominances of one algorithm over the other exist [RG08].
Moreover, if we focus only on caches with finite control, which is natural in
real hardware-based implementations of the cache, the leak-competitiveness
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relationship between two cache algorithms is either asymptotically linear or
constant. No other shapes are possible.

The proofs of these results are based on three intermediate steps that are of
independent interest.

1. The first is to show that a pair of traces of memory blocks precisely char-
acterizes the leak competitiveness relationship between any two cache
algorithms.

2. The second step is to show that we can actually identify a single trace of
memory accesses for which the difference in number of misses between
both algorithms matches their leak competitiveness to within a factor of
2. This is surprising in the light that leakage is a hyperproperty, i.e., it
requires sets of traces to express.

3. The third step is to define a congruence on the cache contents of algo-
rithms with finite control – but potentially infinite data – and to show
that the resulting quotient is finite. Our characterization of leak compe-
titiveness follows from the observation that, if the trace that witnesses
the leak competitiveness is large enough, it will visit multiple congruent
cache states, i.e. contain a cycle in the quotient. We then use a pump-
ing argument to obtain a linear lower bound on the leak competitiveness
from this cycle.

For the access-based attacker, we take the worst-case results on information
extraction developed in Chapter 5 for LRU, FIFO and PLRU and show that, for
this case of attacker, there exist differences in leak-competitiveness between
cache algorithms which lead to dominance results.

We address this point in Chapter 7.

Structure of the Thesis

The thesis is structured as follows. In Chapter 2 we introduce the models we
use to represent the cache algorithms and explain the classes of cache designs
they capture. In Chapter 3 we model the victim and attacker, the attack sce-
nario and characterize our notion of security guarantees. Also we introduce
the three types of cache side-channel attackers. In Chapter 4 we refine the ac-
cess-based attacker by introducing the notions of information absorption and
extraction and propose an algorithm for computing the leakage of any cache
algorithm. In Chapter 5 we introduce the concept of worst-case analysis and
obtain upper bounds on the security of different cache algorithms under dif-
ferent types of attackers. In Chapter 6 we apply our refinement of the access-
based attacker and our algorithm the static analyzer CacheAudit and show
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how the security guarantees are improved. In Chapter 7 we introduce the con-
cept of competitiveness analysis and obtain results on the security of different
cache algorithms under different types of attackers.
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CHAPTER 2

TWO MODELS OF CACHE
ALGORITHMS

Caches are fast but small memories that store a subset of the main memory’s
contents to bridge the latency gap between the CPU and the main memory.
To profit from spatial locality and to reduce management overhead, main me-
mory is logically partitioned into a set of memory blocks B. Each memory
block contains a handful of adjacent memory addresses and it is cached as a
whole in a cache line of the same size.

When a program needs to access a memory address, the cache logic de-
termines to which memory block the address belongs to. Then it determines
whether the block is stored in the cache (“cache hit”) or not (“cache miss”). In
the case of a miss, the cache algorithm decides which memory block to evict
and replace by a new one.

To reduce the time to decide whether a block is cached or not, most caches
are divided into cache sets, each containing an equal number of cache lines, this
number is called the associativity of the cache. Similarly, each memory block
can only be cached in a subset of cache lines. Depending on how many cache
sets there are and how the blocks are distributed over the lines, different cache
architectures arise:

• If all memory blocks can be cached in all cache lines, we say the cache is
fully associative.

• If each memory block can only be cached in one line, we say the cache is
direct mapped.

• If each block can be cached in any of the lines of a single cache set, we
say the cache is set-associative.
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• If each block can be cached in several lines but these lines do not belong
to the same cache set, we say the cache is skewed associative [Sez93].

Within each cache set, the cache algorithm decides which line to evict in the
case of a miss.

We also make a couple of assumptions on our model of the cache:

• We assume that the cache algorithm never evicts a memory block if there
is still space left, that is, the cache algorithm always prioritizes on invalid
lines over valid ones. This property is satisfied by most cache algorithms
as it is desirable that the cache memory stores as much data as possible
to speed up computations.

• We assume that neither the victim or the attacker are able to evict me-
mory blocks except for when they access memory blocks that produce a
miss. This rules out situations like when the cache lines are invalidated
when switching programs but allows to consider more powerful attack-
ers and thus obtain more general security guarantees.

In this chapter we present two different approaches for modeling cache
algorithms: the automata-based model, that covers a wide range of cache ar-
chitectures, and the permutation-based model, a model used in previous work
only applicable to a subset of cache algorithms and architectures. We also
show that, if a cache algorithm can be expressed in both the automata-based
and the permutation-based model, one can translate from one model to the
other. Finally we show that a cache algorithm can also be represented as a
Mealy machine provided the set of memory blocks is finite.

2.1 The Automata-based Model

We present the automata-based model for caches and explain the types of ca-
che architectures that it captures. The intuition behind this model is making a
explicit distinction between the logical component of the cache algorithm that
organizes cache lines and keeps track of the ones that have been previously
accessed (the control states) and the actual memory blocks the cache lines hold
(the content functions).

Definition 2.1 (Automata-based model). An automata-based cache algorithm
is a tuple P = (SP, iP,ηP, trP,evictP,CP), which consists of the following compo-
nents:

• The set of control states, SP.

• The initial control state, iP ∈ SP.
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• The capacity of the cache, ηP ∈N.

• The transition function, trP : SP × {j1, . . . , jηP} → SP, that, upon a hit to one
of its ηP cache lines, determines the new control state of the cache.

• The evict function, evictP : SP × B → SP × {j1, . . . , jηP}, that, upon a miss,
determines the new control state of the cache and the cache line to evict.

• The set of content functions, CP 3 cP, cP = {j1, . . . , jηP} → B∪ {⊥}, that map
each cache line to the memory block its holds, or ⊥ if the line is invalid.
Note that the content function is injective in the lines, that is, each me-
mory block can only be cached in one line at a time.

In the following, we drop the index P when it is clear from the context.

During runtime a cache configuration consists of the cache’s control state
and of its current content. A cache configuration g = (s, c) ∈ GP = SP × CP is
updated as follows upon a memory access:

updP((s, c),b) :=

(s′, c) if ∃j : c(j) = b∧ s′ = trP(s, j),
(s′, c[j← b]) if ∀k : c(k) , b∧ (s′, j) = evictP(s,b).

(2.1)

Upon a hit, the transition function is used to obtain the new control state.
Upon a miss, the accessed block replaces one of the cached blocks, determined
by the evict function.

The above definition of cache algorithms aims to capture a wide range of
cache architectures and algorithms. We now mention some of the properties
of the model:

• The transition function does not depend on the accessed memory block
but on the lines that hold the blocks, this captures the idea that caches
behave independently of the blocks they store. The only component of
the configuration that changes in the case of a hit is the control states, this
captures the idea that the cache algorithm uses recent history of memory
accesses to decide which memory blocks to evict in the case of a miss.

• The evict function does depend on the accessed block so that we can mo-
del set-associative and skewed associative caches, where each memory
block is stored in a specific set of cache lines and the algorithm decides
which line to evict depending on the accessed memory block.

• Since the control states do not have a predefined structure, they can en-
code a wide range of deterministic replacement policies. In the next sec-
tions we will see a special case of cache algorithms, the permutation-
based cache algorithms, and we will show how this algorithms are char-
acterized with the automata-based model.
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Notation: The update function is lifted to traces of memory blocks, t ∈ B∗,
recursively as follows:

updP((s, c),ε) := (s, c),
updP((s, c),b ◦ t) := updP(updP((s, c),b), t).

The only observable behavior of the cache memory is whether a memory
access produces a cache hit or a cache miss. We represent this with the effect
function, eff : GP ×B→ {H,M}, that, given a memory block and a configuration,
returns the symbol H if the block is cached (a cache hit) and the symbol M if the
block is not cached (a cache miss).

eff ((s, c),b) =

H if ∃j : c(j) = b,
M if ∀j : c(j) , b.

(2.2)

We extend the effect function to traces of memory blocks under algorithm P

with eff ∗P by concatenating the output of each individual block on the updated
configuration:

eff ∗P(g,b ◦ t) = eff (g,b) ◦ eff ∗P(updP(g,b), t),

Each attacker uses the effect function in a different way to obtain the side
channel observation. We explain each one in particular in Section 3.2.

2.2 The Permutation-based Model

One special case of cache algorithms are the ones called permutation-based ca-
che algorithms [AR13]. This class of cache algorithms are usually modeled by
having the memory blocks of each cache set mapped to an age so that they are
ordered. In the case of a miss, the cached memory block with the highest age is
evicted. In the case of a hit, the cache algorithm reorders the ages of the blocks
following a permutation function.

In this Section we show how previous work has modeled this type of cache
algorithms for fully associative caches and set-associative caches.

2.2.1 Modeling Fully Associative Caches

In previous work [CKR17, DKMR15], the permutation-based model is defined
on a fully associative cache in the following way:

Definition 2.2 (Permutation-based Model). Given a fully associative cache, a
permutation-based cache algorithm is a tuple P = (AP, ĜP, îgP, ûpdP) with the
following components:
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• The associativity of the cache, AP, that is, the number of memory blocks
that can be cached at the same time. In this model, the associativity
coincides with the capacity ηP

• A set of configurations, ĜP. Each configuration, ĝ ∈ ĜP, is a map from the
set of memory blocks to a set of A ages:

ĝ ∈ {B→ {0, . . . ,A} | ∀b,b′ ∈ B : b , b′ ⇒ ĝ(b) , ĝ(b′)∨ ĝ(b) = ĝ(b′) = A)} .
(2.3)

Here, the youngest block has age 0 and the oldest cached block has age
A− 1. Age A means that a block is not cached; it is the only age that can
be shared by multiple blocks. The ages capture the order on which the
blocks are evicted by new memory blocks.

• An initial configuration, îg
P
.

• An update function, ûpd
P

: ĜP × B → ĜP that, for every memory access,
determines the new configuration.

In the following, we drop the index P when it is clear from the context.

The update function is defined as follows:

ûpd
P
(ĝ , b)(b′) =


ΠP (ĝ(b), ĝ(b′)) if ĝ(b′) < A∧ ĝ(b) < A,
0 if b′ = b∧ ĝ(b) = A,
ĝ(b′) + 1 if b′ , b∧ ĝ(b′) < A∧ ĝ(b) = A,
ĝ(b′) if b′ , b∧ ĝ(b′) = A.

(2.4)

• Upon a hit, the mapping from blocks to ages is rearranged to modify the
order of eviction. The rearrangement of ages is determined by a permuta-
tion function ΠP(a,a′) : {0, . . . ,A}2→ {0, . . . ,A}; it modifies the current age
a′ of a block according to a base age a. This corresponds to the first case
of (2.4).

• Upon a miss, the memory block with the oldest age is evicted, all the
blocks increase their ages by one and the new block is mapped to age
zero. This corresponds to the second and third case of (2.4).

• Independently of a hit or a miss, the blocks not cached (except for the
accessed one in the case of a miss) remain mapped to age A. This corre-
sponds to the fourth case of (2.4).

We define the effect function for configurations, êff : ĜP × B→ {H,M}, simi-
larly to the automata-based model:

êff (ĝ , b) =

H if ĝ(b) < A,
M if ĝ(b) = A.

12



CHAPTER 2. TWO MODELS OF CACHE ALGORITHMS

block

age

a b c d

01 23

a b c d

21 03

a b c d

30 12

access 'c' access 'b'

Figure 2.1: An example of two consecutive cache hits with PLRU [DKMR15].

We extend the effect function to traces of memory blocks under algorithm P

with êff
∗
P by concatenating the output of each individual block on the updated

configuration:
êff
∗
P(ĝ , b ◦ t) = êff (ĝ , b) ◦ êff

∗
P(ûpd

P
(ĝ , b), t),

We introduce the definition of three common permutation functions fol-
lowing the model developed in [AR13].

The FIFO (First In First Out) replacement policy does not change the ages
of the blocks upon cache hits. It is is thus modeled as the identity permutation.

ΠFIFO(a,a′) = a′ (2.5)

The LRU (Least Recently Used) replacement policy sets the age of an ac-
cessed block to 0 upon a cache hit, making sure that the least-recently-used
blocks get evicted upon misses. Formally, we cast this behavior as

ΠLRU(a,a′) =


0 if a′ = a
a′ + 1 if a′ < a
a′ if a′ > a

(2.6)

The PLRU (Pseudo Least Recently Used) is similar to LRU, but with a more
complex permutation function. For an associativity which is a power of two,
PLRU represents each cache set as a full binary tree storing the blocks at its
leaves, and each non-leaf stores a bit which represents an arrow pointing to
one of the children. Upon a cache miss, the block to be evicted is determined
by following the arrows starting from the root. Upon any cache access (regard-
less whether it is a hit or a miss), the arrows on the way to the accessed block
are flipped. Figure 2.1 shows an example of two consecutive cache hits in a
4-way cache. In this paper we assume that the associativity is always a power
of two.

We formally define this PLRU permutation policy ΠPLRU as
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ΠPLRU(a,a′) =


0 if a′ = a
a′ if a even∧ a′ odd
a′ + 1 if a odd∧ a′ even
2 ·ΠPLRU(ba/2c,ba′/2c) otherwise

(2.7)

2.2.2 Modeling Set-associative Caches

The previous model is only applicable to fully associative, where only the
block mapped to the oldest age is evicted, independently of the accessed me-
mory block. In the case of a set-associative cache, the lines are distributed in
m cache sets of equal associativity and each cache set stores a subset of the set
of memory blocks B. This is done with a set function that maps each block
to a cache set, set : B→ {1, . . . ,m}. We partition the set of memory blocks into
disjoint subsets, each belonging to one cache set, B = B1 ] · · · ]Bm.

In a set-associative cache of m cache sets, each configuration is made of a
set of m maps from blocks to ages, {ĝ1, . . . , ĝm}, such that, for every i ≤ m, the
mapping ĝ i on the set of memory blocks Bi behaves as a fully associative cache,
see (2.3).

We define an extension of the update function to sets of maps by ûpd
†
P

so
that only the set that holds the accessed memory block is modified:

ûpd
†
P

(
{ĝ1, . . . , ĝm},b

)
=

{
ĝ1, . . . , ûpd

P

(
ĝset(b),b

)
, . . . , ĝm

}
.

where ûpd
P

is the function defined in (2.4).

2.3 Connecting Both Models

We now show how to construct the automata-based model of a cache algorithm
given its permutation-based model and prove that both models of the cache
algorithm behave in the same way for any trace of memory blocks.

A configuration in the permutation-based model captures two things about
the cache: the memory blocks currently cached (the ones mapped to ages bel-
low A) and the order on which they are evicted by new memory blocks (the
ages of the cached blocks from older to younger). In the automata-based mo-
del, the memory blocks cached is captured by the content function. Then we
define the control states of the algorithm to represent the order on which the
memory blocks are evicted.

Fully associative caches Consider first a fully associative algorithm P given
on the permutation-based model P = (A,Ĝ, îg, ûpd). We define the analogous
automata-based model, P = (S, i,η, tr,evict,C), with the following components:
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• The capacity is equal to the associativity η = A.

• The set of control states S is a set of maps from cache lines to ages:

S = {s ∈ {j1, . . . , jη} → {0, . . . ,η − 1} | ∀j, j ′ ∈ {j1, . . . , jη} : j , j ′ ⇒ s(j) , s(j ′)}.
(2.8)

• The initial state is i = λj.j.

• The transition function modifies the mapping of lines following the per-
mutation function:

tr(s, j)(j ′) = Π (s(j), s(j ′)) . (2.9)

• The evict function evicts the line with the oldest age and modifies the
mapping of lines to put the evicted line in the youngest age.

evict(s,b) = (j, s′), (2.10)

where, j is the line mapped to the oldest age, s(j) = A− 1, and

s′(j ′) =

0 if j ′ = j,
s(j ′) + 1 if j ′ , j.

• The set of content functions is defined in the usual way, C = {j1, . . . , jη} →
B∪ {⊥}.

Set-associative caches We extend the previous automata-based model of fu-
lly associative caches to set-associative caches by considering that the lines in
the content functions are divided into m subsets of A lines each,

C = {j1,1, . . . , jA,1, . . . , j1,m, . . . , jAm} → B∪ {⊥},

and that the control states are a set of maps from lines to ages, s = {s1, . . . , sm},
where, for every i ≤ m, the mapping si on the set of cache lines, {j1,i , . . . , jA,i}
behaves as a fully associative cache, see (2.8).

We define the update function on set-associative caches, upd† as a function
that only modifies the lines determined by the function set.

upd†((s, c),b) :=

(s′, c) if ∃jk,i : c(jk,i) = b∧ s′ = tr†(s, jk,i),
(s′, c[jk,set(b)← b]) if ∀j : c(j) , b∧ (s′, jk,set(b)) = evict†(s,b),

where
tr†(s, jk,i) = {s1, . . . , tr(si , j) . . . , sm},

evict†(s,b) =
(
{s1, . . . ,evict(sset(b),b), . . . , sm}, jk,set(b)

)
.
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and tr and evict are defined as in (2.9) and (2.10) respectively.
We now show that indeed both models are equivalent in capturing the me-

mory blocks cached and how the cached blocks change when accessing new
memory blocks.

Lemma 2.3. Given a permutation-based cache algorithm P, for every configuration
in the automata-based model, g ∈ G, there exists a configuration in the permu-
tation-based model, ĝ ∈ Ĝ, and for every configuration in the permutation-based
model, ĝ ∈ Ĝ, there exists a configuration in the automata-based model, g ∈ G,
such that, for any trace of memory blocks t ∈ B∗, every memory block b is cached in
upd(g, t) if and only if it is cached in ûpd(ĝ , t).

Proof. For illustration purposes, we focus first on a fully associative cache. We
extend the proof to set-associative caches in the end of the proof.

Given a configuration in the automata-based model g = (s, c), we construct
the configuration ĝ in the permutation-based model in the following way:

ĝ(b) =

s(j) if ∃j : c(j) = b,
A if ∀j : c(j) , b.

(2.11)

Note that, since c is injective, if a memory block is cached there exists a single
line mapped to it and so the configuration in the permutation-based model is
well defined.

Given a configuration in the permutation-based model ĝ, we construct the
configuration g = (s, c) in the automata-based model in the following way:

c(jk) =

b if ∃b : ĝ(b) = k,
⊥ if ∀b : ĝ(b) , k.

s(jk) = k.

We show that, for every i, upd(g,b1 . . .bi) and ûpd(ĝ , b1 . . .bi) have the same
memory blocks cached and not cached by induction on i.

Notation. We write t = b1 . . .bn, and denote, for every i ≤ n, gi = upd(g,b1 . . .bi)
and ĝi = ûpd(ĝ , b1 . . .bi).

Induction base. For i = 0 we have that g0 = g and ĝ0 = ĝ. For any memory
block b, it is cached in g = (s, c), that is, there exists a line j such that c(j) = b,
if and only if it is cached in ĝ, that is, ĝ(b) < A. Conversely, b is not cached
in g, that is, for all lines j, c(j) , b, if and only if it is not cached in ĝ, that is,
ĝ(b) = A.
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Induction step. We know that gi = upd(g,b1 . . .bi) and ĝi = ûpd(ĝ , b1 . . .bi)
have the same memory blocks cached and not cached and we check for i + 1.

We update gi = (si , ci) with memory block bi+1, (si+1, ci+1) = upd((si , ci),bi+1).

• In the case of a hit, let ji+1 be the line such that ci(ji+1) = bi+1. The content
of the cache does not change, ci+1 = ci .

• In the case of a miss, let j̃ be the line returned by the evict function,
(si+1, j̃) = evictP(si ,bi+1). The content function is modified to cache bi+1,
that is, ci+1 = ci[j̃← bi+1].

The updated control state in both cases is:

si+1(j) =


Π (si(j), si(ji+1)) if ∃ji+1 : ci(ji+1) = bi+1,

0 if ∀j ′ : ci(j ′) , bi+1 ∧ j = j̃ ,
si(j) + 1 if ∀j ′ : ci(j ′) , bi+1 ∧ j , j̃ ,

We construct state ĝi+1 following (2.11):

ĝi+1(b) =


Π (si(j), si(ji+1)) if ∃ji+1 : ci(ji+1) = bi+1 ∧∃j : ci+1(j) = b,
0 if ∀j ′ : ci(j ′) , bi+1 ∧ j = j̃ ∧∃j : ci+1(j) = b,
si(j) + 1 if ∀j ′ : ci(j ′) , bi+1 ∧ j , j̃ ∧∃j : ci+1(j) = b,
A if ∀j : ci+1(j) , b.

We translate each case to a condition that does not depend on the content
function:

1. This case occurs in the case of a hit, ∃ji+1 : ci(ji+1) = bi+1, which is equiv-
alent to ĝi(bi+1) < A; and when b is cached, ∃j : ci+1(j) = b. Since, for hits,
the content function does not change, this last condition is equivalent to
∃j : ci(j) = b which is equivalent to ĝi(b) < A.

2. This case occurs in the case of a miss, ∀j ′ : ci(j ′) , bi+1, which is equiva-
lent to ĝi(bi+1) = A; when b is cached, ∃!j : ci+1(j) = b1; and it is cached
in the line that was evicted when bi+1 was accessed, j = j̃. These last two
conditions are equivalent to b = bi+1.

3. This case occurs in the case of a miss, ∀j ′ : ci(j ′) , bi+1, which is equiv-
alent to ĝi(b) = A; when b is cached, ∃!j : ci+1(j) = b ⇔ ĝi+1(b) < A1;
but it is cached in a line that was not evicted when bi+1 was accessed,
j , j̃⇔ b , bi+1.

1The line is unique since ci+1 is injective.
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4. This case occurs when b is not cached, which implies that b , bi+1. The
content function only changes for ji+1 (if it does) so actually, not being
cached after the access is equivalent to not being cached before and being
different to the accessed block, i.e. ∀j : ci+1(j) , b ⇔ ∀j : ci(j) , b ∧ b ,
bi+1⇔ ĝi(b) = A∧ b , bi+1.

Translating all the conditions we arrive at:

ĝi+1(b) =


Π (si(j ′), si(j)) if ĝi(bi+1) < A∧ ĝi(b) < A,
0 if ĝi(b) = A∧ b = bi+1,

si(j ′) + 1 if ĝi(bi+1) = A∧ ĝi(b) < A∧ b , bi+1,

A if ĝi(b) = A∧ b , bi+1.

Which coincides with the configuration ĝi+1 = ûpd(ĝi ,bi+1).
Therefore, reasoning like in the induction base step, a every memory block

is cached in gi+1 if and only if it is cached in ĝi+1.

Set-associative version. In the case of a set-associative cache, configuration
ĝ =

{
ĝ1, . . . , ĝm

}
in the permutation-based model is constructed from configu-

ration g =
(
{s1, . . . , sm}, c

)
in the automata-based model so that, for every i ≤ m

and every b ∈ Bi :

ĝ i(b) =

s(jk,i) if ∃k : c(jk,i) = b.
A if ∀k : c(jk,i) , b.

Conversely, configuration g =
(
{s1, . . . , sm}, c

)
in the automata-based model is

constructed from configuration ĝ =
{
ĝ1, . . . , ĝm

}
in the permutation-based mo-

del so that, for every i ≤m and every b ∈ Bi :

c(jk,i) =

b if ∃b : ĝ i(b) = ji,k ,
⊥ if ∀b : ĝ i(b) , ji,k ,

g i(jk,i) = k.

Configurations g and ĝ verify that a memory block is cached in g if and
only if it is cached in ĝ. Since the update function for set-associative caches
adapts the update function from fully associative caches, the rest of the proof
is similar to the fully associative cache.

We use the previous Lemma to show that, for a permutation-based cache
algorithm, any trace of memory blocks produces the same effect in both cache
algorithm models.
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Proposition 2.4. Given a permutation-based cache algorithm P, for every configu-
ration g = (s, c) ∈ G in the automata-based model there exists a configuration ĝ ∈ Ĝ
in the permutation-based model such that, for any trace of memory blocks t ∈ B∗,

eff ∗(g, t) = êff
∗
(ĝ , t).

Conversely, for every configuration ĝ ∈ Ĝ in the permutation-based model there
exists a configuration g = (s, c) ∈ G in the automata-based model such that, for any
trace of memory blocks t ∈ B∗,

êff
∗
(ĝ , t) = eff ∗(g, t).

Proof. Lemma 2.3 gives the construction of ĝ given g and vice versa. It also
shows that, for every trace of memory blocks t ∈ B∗, the updated configurations
upd(g, t) and ûpd(ĝ , t) have the same memory blocks cached and not cached.

Therefore, using the configurations given by the Lemma, the effect func-
tions produce the same trace of hits and misses on both configurations.

2.4 Caches as Mealy Machines

Our two models of cache algorithms resemble very much the model of a Mealy
machine, that is, an automata that, upon receiving an input symbol, a memory
block, produces an output symbol, hit or miss, and transitions to a different
state, a cache configuration. The main difference between our models and that
of a Mealy machine is the fact that a Mealy machine considers a finite set of
states whereas we assume that the number of cache configurations is infinite.
However, if we restrict ourselves to a finite set of memory blocks, for any cache
algorithm P there exists a finite set of configurations. Then, with a finite set
of memory blocks a cache algorithm P is actually a Mealy Machine, that is, a
six-tuple, MP = (Γ ,Σ,O, iγ,up,obs), with:

• A finite set of states, Γ (the set of configurations, GP).

• A finite set of input symbols, Σ (the set of memory blocks, B).

• A finite set of output symbols, O (the effects of the memory blocks on the
cache, {H,M}).

• An initial state, iγ (the initial configuration, ig).

• A transition function up : Γ ×Σ→ Γ (the update function, updP).

• An output function obs : Γ ×Σ→O (the effect function, eff ).
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The Mealy machine is defined similarly using the permutation-based model.
In Chapter 4 we formalize the model of the access-based attacker in terms

of the memory blocks the attacker inputs and the effect they produce on the
cache. Since these notions are common to all Mealy machines, we use their
terminology to emphasize the generality of our results.
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CHAPTER 3

SECURITY ANALYSIS OF CACHES

In the previous chapter we saw two ways of modeling caches. Since our objec-
tive is to study their security against side channel attacks, we next need a way
to model those attacks. To do so we take notions of information theory and
model the side channel attack as a process in which the attacker reduces the
uncertainty about the secret chosen by the victim by obtaining an observation
about the behavior of the cache.

After the information theory model is established, we introduce the three
types of attackers encountered in the literature and show how they obtain ob-
servations about the behavior of the cache.

3.1 Information Theory Model

In this section we characterize the security of the side channel using notions of
information theory. This characterization is obtained by modeling the victim’s
secret as a random variable and considering how the probability of correctly
guessing the secret varies before and after conditioning it to the observations
of the side channel. We obtain a security guarantee of the side channel in
terms of the number of different observations and attacker can obtain through
the side channel.

3.1.1 Attack Scenario as a Markov Chain

Here we model the victim’s choice of secret, the attackers observation, and
the attacker’s guess of the victim’s secret as three random variables connected
via a Markov chain. Using this Markov chain, we can obtain a bound on the
probability of the attacker successfully guessing the victim’s secret based on
the size of the range of attacker’s observations.
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We consider that the attack is in two phases:

• The victim chooses a secret x, like a cryptographic key, that he uses as
input to a program. We model the choice of the secret with the random
variable X. The victim runs a program that follows a specific execution
path determined by the secret. In terms of the cache, the execution is a
trace, t, of memory blocks from the set of possible traces, T , that make
up the program, t ∈ T ⊆ B∗. The cache has to supply the memory blocks
in trace t or retrieve them from main memory.

• The attacker obtains an observation from the effect of the trace of memory
blocks in the cache. Since the observation depends on the trace, and
consequently on the secret, it is a random variable denoted by Y . Based
on this observation, the attacker tries to guess the secret the victim used
as input to the program. We model the guess of the secret in terms of the
random variable X̂. The attacker successfully guesses the secret when
X = X̂.

We also assume that all the information the attacker can obtain about the
secret is captured in the observation of the side channel. This implies that we
can express the three random variables as elements on a Markov chain:

X
Secret

−→ Y
Observation

−→ X̂
Guess

3.1.2 Observations as a Security Guarantee

Without considering the side channel, we have an upper bound on the proba-
bility of the attacker correctly guessing the secret in one attempt given by the
probability of the most probable secret:

P
(
X = X̂

)
≤ max
x∈ran(X)

P (X = x). (3.1)

By modeling the attack as a Markov chain we obtain the following upper
bound on the probability of successfully guessing the secret when considering
the side channel observation:

Theorem 3.1 ([DKMR15]). Let X→ Y → X̂ be a Markov chain. Then:

P
(
X = X̂

)
≤ max
x∈ran(X)

P (X = x) · |ran(Y )| .

This bound is the one from (3.1) but increased by the size of the set of
possible observations the attacker obtains from the side channel. This makes
intuitive sense. If for all secrets and traces of memory blocks, the observa-
tion obtained from the side channel is the same, there is no increase on the
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probability of guessing the secret and the side channel leaks no information.
Conversely, since we assume that the attacker has full knowledge of the imple-
mentation, which essentially means knowing the complete map from secrets
to observations, if each secret produces a different observation, by knowing
the observation the attacker knows the secret immediately.

This result bounds the probability of correctly guessing the secret in one
attempt, which relates to the notion of min-entropy [Smi09]. Similar results
can be obtained for Shanon-entropy [Smi09] and g-vulnerabilities [ACPS12a].

3.2 Types of Attackers

In this section we introduce the three most common attackers known in the
literature of cache side channels. We explain how each attacker obtains the
observations through the side-channel and introduce each attacker’s observa-
tion function.

Throughout this section we always talk about an attacker that obtains the
observation after the victim has accessed the cache and finished the computa-
tions on it, specially on the access-based attacker. This does not necessarily
mean that the attacker only has one window to obtain observations. If the at-
tacker can obtain observations at specific times during the execution, knowing
precisely the current configuration of the cache and how many memory blocks
the victim has accessed after the previous attacker’s observation1, we can treat
them as individual attacks, each one taking the current configuration of the
cache as the configuration the victim starts computing with.

In practice, the attackers presented in this section require very strong as-
sumptions on the architecture of the cache and the interaction of the victim
and the attacker to obtain observations that only depend on the victim’s ac-
tions. Real attacks tend to obtain noisy observations and so, obtain less infor-
mation from the side channel than in the case of a noiseless observation. By
focusing on very powerful attackers, we over approximate the security guaran-
tees for real attacks but make sure to encompass all weaker but more realistic
versions of them.

We assume that the attacker knows the program the victim is running, that
is, the set of traces of memory blocks T from where the victim selects one based
on the secret, and the physical properties of the cache. This way, the attacker
knows how many memory accesses the program does and the time it takes for
a memory access depending on whether it is a hit or a miss, which allows him
to distinguish if a memory access is a hit or a miss.

1This is commonly known as an synchronous attacker [OST06].
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3.2.1 Time-based Attacker

Time-based attacks are the most simple type of cache attacks. They are some-
what an evolution of the original timing attacks [KQQ99, DKL+98]. Origi-
nal timing attacks exploit the fact that cryptographic applications have con-
ditional branches that depend on the secret input and lead to different execu-
tions times that reveal information about the secret input.

The same idea is applied for programs that access different memory ad-
dresses depending on the secret input. If some input produces accesses to
a set memory addresses that are close by, this translates into a few memory
blocks to be stored in the cache which implies a lot of cache hits and a short
execution time. If, on the other hand, the input produces accesses to a set of
very dispersed memory addresses, this translates into a lot of different me-
mory blocks to be stored in the cache, which leads to memory blocks being
evicted, that implies more cache misses and a longer execution time. By be-
ing able to measure the execution time, an attacker can distinguish these two
secret inputs [ASK07, Ber05, BM06, TSS+03].

The observation the attacker obtains from the side channel is the number
of misses the cache produces on the trace of memory blocks the victim uses.
That is, the time observation function of algorithm P, Ptme, is defined as:

Ptme : G ×B∗→N∪ {0}.

The time observation function of algorithm P on a trace t ∈ B∗ starting in
configuration g is determined using the effect function as follows:

Ptme(g,ε) := 0,
Ptme(g,b ◦ t) := (eff (g,b) = M ? 1 : 0) + Ptme(updP(g,b), t).

3.2.2 Trace-based Attacker

Trace-based attackers can see whether each individual access to the cache me-
mory is a hit or a miss, rather than the sum of all of them as is the case of the
time-based attacker. This is achieved by monitoring the power consumption
of the cache [BZB+05]. This provides a finer distinction between traces of me-
mory blocks and a higher information leakage [AK06, BZB+05, Pag02, ZW10].

The observation the attacker obtains from the side channel is the trace of
cache hits and misses that the cache produces on the trace of memory blocks
the victim uses. That is, the trace-observation function of algorithm P, Ptrc, is
defined as:

Ptrc : G ×B∗→ {H,M}∗.

The trace observation function of algorithm P on a trace t ∈ B∗ starting in
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configuration (g) is determined recursively as follows:

Ptrc(g),ε) := ε,
Ptrc(g),b ◦ t) := eff (b,g) ◦ Ptrc(updP(b,g), t),

3.2.3 Access-based Attacker

While time-based and trace-based attackers observe the effect of the trace of
memory blocks on the cache, whether memory accesses are hits or misses,
access-based attackers obtain information about the final configuration of the
cache after the trace of memory blocks has been input [GBK11, OST06]. This
implies a distinction in the security analysis since the length of the traces does
not solely influence the number of observations. More important is the num-
ber of different memory blocks the set of traces uses since, the larger the set of
blocks, the more different configurations that can be reached and so a larger
number of observations can be obtained.

In practice we make the distinction on what memory blocks the attacker
can access and therefore distinguish inside the cache. Considering that the
program the victim runs uses memory blocks from a finite set of victim’s me-
mory blocks, Bv ⊆ B, the set of attacker’s memory blocks, Ba ⊆ B, can be of two
types:

• The attacker can not access the victim’s blocks, Bv ∩ Ba = ∅, which is
commonly known as a disjoint memory attacker.

• The attacker can access the victim’s blocks Bv ⊆ Ba, which is commonly
known as a shared memory attacker.

In both cases, we assume that the set of attacker’s memory blocks is as big as
the capacity of the cache algorithm, |Ba| = η. When obtaining upper bounds
on the leakage for the access based attacker, Section 5.2, we will see how this
benefits the attacker and allows to obtain sound upper bounds.

One basic theoretical approach to model disjoint and shared memory at-
tackers is to consider that the attacker can observe the actual configuration of
the cache after the victim has input the trace of memory blocks, that is, the
exact control state and part of the content function depending on the type of
memory access: either the attacker sees the mapping of lines to blocks includ-
ing victim’s ones (shared memory) or only sees which lines contain a victim’s
block but not which memory blocks in particular (disjoint memory). This is
the attacker model considered in [DKMR15].

However, directly observing the state of the cache is not possible. The only
way to know if a particular block is in the cache or not is by accessing it and
observing whether that access is a hit or a miss. This presents an extra problem
for the attacker since accessing new memory blocks modifies the cache and can
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eventually lead to a configuration that has no relation to the configuration left
by the victim. We denote the process of accessing blocks to obtain information
about the configuration of the cache probing the cache.

We model an access-based attack scenario to encompass the probing pro-
cess in the following way:

1. The victim inputs any trace of memory blocks from a set T ⊆ B∗v on a
cache memory starting from configuration gv . This way, a set of traces
produces a finite set of victim’s configurations,

Gv =
{
g ′ ∈ GP | ∃t ∈ T : updP(gv , t) = g ′

}
(3.2)

2. After the victim’s computation, the attacker probes the cache by input-
ting a trace of memory blocks that modifies the configuration left by the
victim and returns a trace of hits and misses.

Then, the access-observation function of algorithm P, Pacc, is defined as:

Pacc : GP ×B∗→ {H,M}∗.

Observing a trace of hits and misses corresponds for the access-based at-
tacker to observing a subset of victim’s configurations that contains the actual
configuration left by the victim. Using the trace of accessed memory blocks
and the trace of hits and misses, the attacker restricts from the full set of
victim’s configurations to the ones that return the observed trace of hits and
misses when the trace of memory blocks is accessed.

Note that, although the type of Ptrc and Pacc is the same they do not rep-
resent the same observation. A trace-based attacker observes the effect of the
trace used by the victim on the cache while an access-based attacker observes
the effect of a trace he chooses on the configuration left after the victim’s com-
putation.

In the end, the security of the side channel for an access-based attacker is
determined by the number of different observations the attacker can obtain
but these observations depend on how many different configurations the exe-
cutions of the victim’s program may leave on the cache. Then we consider the
security against an access-based attacker with two concepts: (1) how the traces
of memory blocks used by the victim influence the configuration of the cache
(i.e. the information the cache absorbs from the program) and (2) how accu-
rately the attacker can distinguish these configurations by probing (i.e. how
much information the attacker can extract from the cache).

We develop these two concepts in detail in Chapter 4
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CHAPTER 4

INFORMATION ABSORPTION AND
EXTRACTION

As we have said before, previous work on analyzing the security of cache side
channels under an access-based attacker assumes that the attacker can see the
actual configuration of the cache [DKMR15]. In practice the attacker can not
see the cache configuration and the only way to obtain information about the
content of the cache is by accessing memory blocks and observing whether
they produce a hit or a miss in the configuration left by the victim. We call this
process probing the cache.

However, when the attacker probes the cache, the configuration is updated
with the new accessed memory blocks which may in the end destroy the origi-
nal configuration of the cache left by the victim. Therefore, when probing the
cache, it has to be done in a way that maximizes the information recovered
about the configuration left by the victim before the cache is updated “too far”
and the information about the victim is lost.

In this chapter we develop the theory that allows us to characterize how the
cache holds information about the victim’s execution (the information absorp-
tion) and how the attacker tries to recover as much information as possible
about the configuration of the cache (the information extraction). Since the set
of victim’s memory blocks Bv is finite, the set of cache configurations is also
finite. Then, the results that we obtain are not restricted to cache algorithms
but are applicable to any Mealy machine, see Section 2.4.

We also develop an algorithm to compute the information extraction on
any cache algorithm. We will use this algorithm to compute upper bounds on
information extraction, Chapter 5, and to improve the security guaranties of
CacheAudit, Chapter 6.
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4.1 Information Absorption

In this Section we characterize the set of victim’s states Γv ⊆ Γ (or the set of vic-
tim’s configurationsGv ⊆ G from (3.2) if we restrict to cache algorithms) reach-
able by a set of traces of input symbols from a given state, give the definition
of information absorption and show that computing the amount of absorbed
information is not as straightforward as counting the number of elements in
the set Γv since some of them are indistinguishable to the attacker.
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Figure 4.1: Example of a Mealy machine.

Before we give the formal definition we note that the absorbed information
depends on two things: the state of the Mealy machine before the victim’s
computation (not necessarily the initial state of the machine) and the inputs.
To see the effect of the state the victim starts of, γv ∈ Γ , consider the Mealy
machine in Figure 4.1 and assume that the victim may use any sequence of
inputs from Σ∗ = {σ1,σ2}∗. If the machine starts from the state γv = γ7 only
that one state is reachable, Γv = {γ7}; if γv ∈ {γ5,γ6} then Γv = {γ5,γ6,γ7}; if
γv ∈ {γ3,γ4} then Γv = {γ3,γ4,γ5,γ6,γ7} and finally if γv ∈ {γ1,γ2} then Γv = Γ .

However, although in the worst case, seven states of the Mealy machine are
reachable, note that the pairs of states γ1,γ2 and γ3,γ4 are indistinguishable in
the effect they produce. Recall that the only observable behavior of the cache
is through the effect function and so, two states are distinguishable if, for some
trace of input symbols, the effect function returns a different trace of output
symbols for each state. For this reason, the attacker is unable to differentiate
γ1 fromγ2 and γ3 from γ4. This corresponds to the notion of equivalent states
on a Mealy machine.

Definition 4.1 (Equivalent states). Given a Mealy machine M, we say that two
states γ,γ ′ ∈ Γ are equivalent, denoted γ ∼ γ ′, if for every trace of memory
blocks t ∈ Σ∗,

obs∗ (γ,t) = obs∗ (γ ′, t) .
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When defining the information absorption based on the set of victim’s sta-
tes, we do not focus on how “big” this set is, as if all configurations are equiva-
lent it will produce one single observation when probed, but rather how “var-
ied” these states are, that is, how many classes of equivalence of ∼ are in Γv .

Given a set of victim’s states Γv ⊆ Γ , we denote the class of equivalence
under ∼ of state γ ∈ Γv by

[γ] = {γ ′ ∈ Γv | γ ′ ∼ γ}.

With the definition of classes of equivalence we define the information absorp-
tion of a Mealy machine.

Definition 4.2 (Information absorption). We define the absorbed information of
a Mealy machine M = (Γ ,Σ,O, iγ,up,obs) with respect to a state γv and a set of
traces of input symbols T ⊆ Σ∗v as the number of classes of equivalence of ∼ in
the set of victim’s states:

Abs(M,γv ,T ) =
∣∣∣{[γ] | γ ∈ Γv}

∣∣∣ ,
where Γv = {γ ∈ Γ | ∃t ∈ T : up(t,γv) = γ}.

For a given program, existing static analysis techniques can be used to com-
pute approximations of the set of traces T and the absorption of a particular
cache algorithm, modeled by a Mealy machineM. In Chapter 6 we present the
results of a static analysis of several cryptographic implementations.

4.2 Information Extraction

In this section we characterize the information extraction for different cache
replacement policies. For this we develop a novel model that characterizes the
information an adaptive attacker can learn about the state of a Mealy machine
left by the victim via probing.

Later, we introduce an algorithm to compute the information extraction on
any cache algorithm.

4.2.1 Probing Strategies

Let M = (Γ ,Σ,O,up,obs) be a Mealy machine. A probe p of M is an alternating
sequence p = σ1o1σ2 . . .σnon of attacker’s input symbols σi ∈ Σa ⊆ Σ and effects
oi ∈O, such that M outputs o1 . . . on when the trace σ1 . . .σn is the input. We say
that a state γ ∈ ΓM is coherent with probe p if,

obs∗(γ,σ1 . . .σn) = o1 . . . on,

29



CHAPTER 4. INFORMATION ABSORPTION AND EXTRACTION

i.e., the probe does not exclude γ as a potential victim’s state of M. Note that,
if γ is coherent with probe p, then any γ ′ ∼ γ is also coherent with probe p.

Along the lines of [AS07, KB07], we define the attacker’s knowledge set K(p)
about the initial state of M as the subset of possible states that are coherent
with probe p.

K(p) = {γ ∈ Γv | γ is coherent with p}
For convenience, we also define the attacker’s final knowledge set FK(p) as the
set of states that M may be in after receiving the inputs and producing the
outputs in the probe p:

FK(p) = {up(γ,σn . . .σ1) | γ ∈ K(p)}

An attacker may be able to choose inputs based on previous observations,
that is, the probing can be adaptive. To model adaptivity we introduce probing
strategies. A probing strategy is a function from a sequence of observations to
an input symbol, att : O∗ → σa. This way, the first input to make comes from
applying the function to the empty sequence, σ1 = att(ε), the second input
is a function of the previous observation, σ2 = att(o1), and so, for any i σi =
att(o1 . . . oi−1). We say that p is a probe of att, if p may be obtained from the
probing strategy att.

We now present a toy example that we will use through the section to illus-
trate the use of probing strategies.

Example 4.3. Consider a Mealy machine where Γ = Γv = Σa = {0,1, . . . ,6}, the
observation and transition functions are:

obs(γ,σ ) =


0 if γ < σ − 1,
2 if γ ∈ [σ − 1,σ + 1],
1 if γ + 1 < σ.

up(γ,σ ) =


γ + 1 if γ < σ,
γ if γ ∈ [σ,σ + 1],
γ − 1 if σ + 1 < γ.

Consider the probing strategy given by the function att(o1 . . . on) = 0 +
∑n
i=1 oi ,

which starts by inputting 0 and determines the next input based on the pre-
vious outputs. We will later see that att is a good probing strategy in this
example.

By definition, we can apply a probing strategy indefinitely on sequences of
arbitrary length and thus probe the Mealy machine indefinitely. However, at
some point additional inputs are of no use, as the following definition charac-
terizes.

Definition 4.4. We say that a probe p = σ1o1σ2 . . .σnon of probing strategy att
is depleted w.r.t. to att, if for all probes q of att that are extensions of p, i.e.,
q = pσn+1on+1σn+2 . . .σmom, the knowledge sets are equal, i.e., K(p) = K(q). We
say a depleted probe p = σ1o1σ2 . . .σnon is of minimal length when, a probe q
made of a sub-sequence of it, q = σk1

ok1
σk2

. . .σkioki for any i < n, is not depleted.
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We next show that the knowledge sets of depleted probes of a probing strat-
egy form a partition of the states of M. That is, the knowledge sets of distinct
sequences are pairwise disjoint and their union contains all states.

Proposition 4.5. Given a probing strategy att, the set of all knowledge sets pro-
duced by depleted probes w.r.t. att

Ratt = {K(p) | probe p = att(ε)o1 . . .att(o1 . . . on−1)on ∧ p is depleted w.r.t. att},

is a partition of the set of possible states Γv .

Proof. We will first prove the following related statement: Let Ratt(i) be de-
fined as follows: Ratt(i) = {K(p) | probe p = att(ε)o1 . . .att(o1 . . . oi−1)oi}. Then
Ratt(i) is a partition of Γv for all i.

We prove this statement by induction on i.

Induction basis. For i = 0, Ratt(i) = {K(ε)}, and K(ε) = Γv . So Ratt(i) is a trivial
partition of Γv .

Induction step. For i + 1,

Ratt(i + 1) = {K(pσi+1oi+1) | probe p = att(ε)o1 . . .att(o1 . . . oi−1)oi
∧ σi+1 = att(o1 . . . oi)∧ oi+1 ∈ obs(FK(p),σi+1)}

By induction hypothesis Ratt(i) is a partition of Γv . It is easy to see that for each
probe p of length i, K(p) is partitioned by {K(pσi+1oi+1) | σi+1 = att(o1 . . . oi)∧
oi+1 ∈ obs(FK(p),σi+1)}. So Ratt(i + 1) is a refinement of Ratt(i) and thus also a
partition of Γv .

Let n be the length of the longest depleted probe of minimal length. Then
Ratt = Ratt(n) as all probes considered in Ratt(n) must be depleted, and as exten-
sions of depleted probes have the same knowledge set as their corresponding
depleted probes of minimal length.

Before starting the probing, the attacker knows that the victim’s state is
an element of the set Γv . As the attacker makes inputs and refines the knowl-
edge sets, it reduces the number of coherent states and thus learns information
about the victim’s initial state. As depleted probes correspond to unrefinable
knowledge sets, there is no point in further queries once a probe is depleted.

When constructing a strategy, the attacker needs to consider all the possi-
ble outputs that he might observe when eventually applying his strategy. Once
all the knowledge sets obtained from an attack strategy cannot be further re-
fined by additional queries, the probes are depleted and the attacker has along
the way obtained the finest partition of the set Γv under that strategy and all
possible extensions.
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0/0 1/1 0 2/2 3/3 4/4 5/5 6/6
0/0 2 1/1 2/1 3/2 1 4/3 5/4 6/5
0/1 1/2 2/1 3 3/2 4/2 5/3 2 6/4
0/1 1/2 2/2 3/3 4/2 4 5/3 6/3
0/1 1/2 2/2 3/3 4/3 5/4 6/3

Table 4.1: Partition from Example 4.6.

Example 4.6. Following Example 4.3 we apply the probing strategy to the set
of possible states and obtain the partition shown in Table 4.1. Each row shows
the knowledge sets before and after the elements are updated (left and right,
respectively). The first row shows the initial knowledge set, i.e., Γv . The bold
face 0 indicates the first input symbol, which partitions the initial knowledge
set into two knowledge sets, corresponding to the two possible outputs of the
Mealy machine on the input 0. For each resulting knowledge set, except for
the singleton ones where the probes are depleted, the figure then indicates the
next input following the probing strategy and how it partitions its knowledge
set. After at most four inputs we obtain a partition of all singleton knowledge
sets.

For every attack strategy there is a finite set of depleted probes of minimal
length. We define Yatt from Theorem 3.1 as the random variable that captures
the sequence of observations obtained when following probing strategy att un-
til obtaining a depleted probe of minimal length. So ran(Yatt) ⊆ O∗ is the set
of sequences of observations obtained from the depleted probes of minimal
length of att. Every depleted probe corresponds to a knowledge set; so we
can relate every element of ran(Yatt) to a knowledge set. Therefore, comput-
ing |ran(Yatt)| is equivalent to counting the number of knowledge sets in the
partition induced by the strategy att.

Definition 4.7. We say that a strategy att is optimal if the partition Ratt it in-
duces on a set of possible states Γv , has the maximal number of knowledge sets
among all strategies. We call this number µ the maximum information leakage.

The strategy presented in Example 4.3 is actually optimal since no partition
can be better than the one that produces singleton knowledge sets. On the
other hand, the strategy att(o1 . . . on) = 1 +

∑n
i=1 oi is not optimal since the first

input, 1, is not able to distinguish the initial states 0 and 1, which are both
updated to 1 as a result of the input, up1(0) = up1(1) = 1, and so they can not
be distinguished by this strategy.

4.2.2 An Algorithm for Information Extraction

In this section we present an algorithm for computing the maximum infor-
mation leakage µ for a given cache algorithm P. The algorithm complements
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Propositions 5.17 to 5.20 in that it can deliver µ for a specific set of configu-
rations Γv ⊆ Γ and an arbitrary cache algorithm. We use it later to compute
extraction with respect to a given memory footprint, and to replace the en-
gine for counting configurations in the CacheAudit static analyzer, leading to
tighter bounds on the leakage.

In principle, our algorithm works for all types of mealy machines. It enu-
merates all attack strategies att and computes their partitions Ratt by grouping
states in Γv according to the corresponding observations. Additionally, we use
two techniques for improving efficiency and ensuring termination:

• First, instead of maintaining the knowledge sets K(p), for every probe
p, we maintain the final knowledge set FK(p). Using the final knowl-
edge set enables us to track the number of original knowledge sets, as
required for computing leakage. At the same time it enables re-use of
the computation leading to FK(p) across different strategies.

• Second, we need to identify cycles when refining partitions in order to
ensure termination. We say that a probe q is redundant w.r.t another
probe p, if FK(pq) = FK(p). That is, the probe q does not further re-
fine the (final) knowledge set of p. The probe q represents a cycle, which
we detect by keeping track of already visited final knowledge sets.

The pseudocode is given in Algorithm 1. We next argue its correctness.

Proposition 4.8. Given a Mealy machine M = (Γ ,Σ,O, iγ,up,obs), Algorithm 1
terminates and finds the maximum information leakage µ for a set of possible states
Γv .

Proof. The algorithm recursively studies all the possible sequences of inputs.
In every call, it cycles through all the inputs (line 7) and for each output
of the observation function (line 16), partitions the set into final knowledge
sets (line 17), updates every final knowledge set (line 18) and recursively calls
again the function (line 19). Then, each execution obtains from the following
calls the best way to partition the final knowledge set for each input (line 19),
chooses the one with the maximum value (line 21), and returns it to the pre-
vious level (line 23). Our algorithm terminates if the number of knowledge
sets is equal to the size of the set of possible states (line 8), at which point the
knowledge sets cannot be further refined.

The flag sets F are used to keep track of the redundant sequences. When-
ever an input does not partition the set (i.e. there is only one observation), it is
saved (line 11). If a later call sees that the updated set Γ is equal to one saved in
F then that call has produced a redundant sequence and so it is stopped with
one final knowledge set (line 3). This procedure also guarantees that the al-
gorithm terminates. If all the inputs that only produce one observation result
in a redundant sequence, the algorithm is forced to choose one that partitions
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Algorithm 1: Partition function.

1 Partition(Γ ,obs,up,Σa,F ) Data: set of possible states Γ (initially
Γ = Γv), effect function obs, update function up, set of attacker’s
imputs Σa, flag sets F (initially F = ∅).

Result: number of knowledge sets µ in the partition.
2 begin

// Look for redundant sequences

3 if Γ ∈ F then
4 return 1;
5 end
6 µ = 1;
7 foreach σ ∈ Σa do

// If the leakage is equal to the size of the set,

finish

8 if µ = |Γ | then
9 return bmax;

10 end
// If the partition is not refined save the set

11 if |obs(Γ ,σ )| = 1 then
12 F ′ = F ∪ {Γ };

// If the partition is refined erase the saved sets

13 else
14 F ′ = ∅;
15 end
16 foreach oi ∈ obs(Γ ,σ ) do
17 Γi = {γ ∈ Γ | obs(γ,σ ) = oi}; // partition

18 Γ ′i = up(Γi ,σ ); // update

19 bi = Partition(Γ ′i ,obs,up,Σa,F ′); // recursion

20 end
// Increase the number of produced knowledge sets

21 µ = max(µ,
∑
i bi);

22 end
23 return bmax;
24 end
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the set and eventually depletes the probes. Once a probe is depleted, the algo-
rithm does not extend it anymore since every extension of a depleted probe is
redundant.
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CHAPTER 5

UPPER BOUNDS ON LEAKAGE

When analyzing the performance of an algorithm, one desirable characteristic
of the conclusions we obtain is that they are independent of any input we give
to the algorithm. Therefore, we look for results on the performance of the
algorithm that are satisfied by every possible input of the program.

One basic approach to obtain a performance result independent of the al-
gorithm is to estimate the largest value of the performance of the algorithm,
every input will produce a performance value bellow the estimated largest
value. This procedure is known as worst-case analysis. It is widely used, for
example, for hard real-time systems which need to satisfy stringent timing
constraints that depend on the systems they control [AMWH94, WEE+08].

In the case of security of side channels, a bigger set of observations means
less security guaranties for the algorithm. Then, the worst-case scenario is the
program (i.e. the set of traces of memory blocks) that produces the largest
number of observations.

One important property of all the cache algorithms studied here is that the
actual memory blocks used by the victim are irrelevant to obtain the leakage of
the worst-case scenario, the only important property about the set of memory
blocks is its size. We call this number the footprint and denote it by fp = |B|.
This terminology is loosely connected with the notion of a memory footprint
as used in the theory of locality [XDLB13]. Theory of locality defines the foot-
print as the number of distinct memory blocks accessed during a time window,
i.e. on a trace of a given length. In our cases we consider a finite set of memory
blocks so the trace is the whole execution of the program.

This property holds for a different class of cache algorithms (automata-ba-
sed or permutation-based) depending on the attacker. Throughout the chapter
we will see how it is obtained for each attacker.

For the time and trace-based attackers, we obtain the same worst-case leak-
age for any algorithm represented with the automata model.
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For the access-based attacker, we analyze three permutation-based cache
algorithms, LRU, FIFO and PLRU on fully associative caches. We obtain values
for the worst-case absorption depending on the configuration of the cache and
the footprint. We show that the information extraction for LRU and FIFO is
always bounded by a constant that depends on the associativity of the cache
and that for PLRU the upper bound grows as we increase the footprint. We
verify the upper bounds on information extraction by applying Algoritm 1.

Moreover, we analyze set-associative caches for the access-based attacker
and show that not always distributing the memory blocks over several cache
sets guaranties a reduction in leakage.

5.1 Time and Trace-based Attackers

Time and trace-based attackers monitor the effect of the trace of memory blocks
in the cache. A trace attacker observes whether each individual memory block
from the trace produces a hit or a miss whereas a time attacker observes the
total number of misses the trace of memory blocks produces, without knowing
which particular memory blocks produced the misses.

Note that, by looking at the update function in the automata-based mo-
del (2.1), one can see that the only dependance on the memory blocks lies in
whether they are cached or not:

• If a memory block is cached, regardless of which block it is or the line
where it is cached, accessing it produces a hit for any cache algorithm.

• If a memory block is not cached, regardless of which memory block it is,
accessing it produces a miss for any cache algorithm.

Then, as long as there are memory blocks cached and not cached for every
configuration, a new access to a memory block can be either a hit or a miss.

Since the sets of observations obtained for the time and trace-based attack-
ers grow with the length of the traces of memory blocks, we abstract from
programs to sets of traces of equal length and use the length of the traces to
establish a worst-case scenario analysis.

Given a set of memory blocks B and a length of the trace l, we obtain the
largest set of observations by considering the set of all possible traces of length
l using the memory blocks from B, that is, the set of traces Bl . This way, for
every cache algorithm P the number of observations that P produces on a set of
traces of length l, T ⊆ Bl , is upper bounded by the observations produced on
the whole set Bl .

However, we saw above that the effect a memory block has on the cache
does not depend on the block itself but only on whether the block is cached or
not. This allows us to abstract from the set Bl and express the leakage of the
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worst-case scenario for the time and trace-based attacker using only the length
of the traces and the size of B, that is, the footprint.

Then, given a footprint fp, a length l and a configuration g the leakage of
the worst-case scenario for the time and trace attacker is, respectively:

P
max
tme (fp, l, g) =

∣∣∣Ptme(Bl , g)
∣∣∣ , (5.1)

P
max
trc (fp, l, g) =

∣∣∣Ptrc(Bl , g)
∣∣∣ , (5.2)

where |B| = fp.
For any cache algorithm P we denote the fill function, fill : G→N∪ {0}, as

the function that, given a configuration, returns the number of lines that hold
a valid memory block:

fill((s, c)) =
∣∣∣{j ≤ η | c(j) ,⊥}∣∣∣ .

Using the fill function we get the number of observations obtained from a
configuration when using the set of traces Bl .

Theorem 5.1. For any cache algorithm P and any configuration g ∈ GP different
from the initial one, the number of observations a time and trace-based attacker
produces on the set of traces Bl is:

P
max
tme (fp, l, g) =

min(fp−fill(g), l) if fp ≤ η,
l + 1 if fp > η.

(5.3)

P
max
trc (fp, l, g) =


∑min(fp−fill(g),l)
m=0

l!
m!(l−m)! if fp ≤ η,

2l if fp > η.
(5.4)

For the initial configuration ig ∈ GP, the number of observations a time and
trace-based attacker produces on the set of traces Bl is:

P
max
tme (fp, l, g) =

min(fp− 1, l − 1) if fp ≤ η,
l if fp > η.

P
max
trc (fp, l, g) =


∑min(fp−1,l−1)
m=0

(l−1)!
m!(l−1−m)! if fp ≤ η,

2l−1 if fp > η.

Proof. For almost all configurations and sets of memory blocks, a new memory
block can produce either a hit or a miss:

• For any configuration different from the initial one (c, s) , ig, there exists
line and a memory block b such that c(j) = b, that is, the memory block b
is cached. Accessing b again produces a hit.
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• Given a configuration g = (s, c), if fp > fill(g), there exists a memory block
such that, for all j ≤ η, c(j) , b, that is, the memory block b is not cached.
Accessing b produces a miss.

Note that both cases are independent of the actual memory blocks except
for the size of the set in the second case. This allows to use the footprint,
fp = |B|, as a generalization of the size of the set.

Also, for every configuration g and memory block b, fill(upd(g,b)) = fill(g)
if b produces a hit and fill(upd(g,b)) = fill(g) + 1 if b produces a miss

First we consider a configuration g different from the initial configuration.
From this configuration, if fp ≤ η, any trace of memory blocks of length l pro-
duces between zero and min(fp−fill(g), l) misses and these misses can occur at
any point in the trace.

A time-based attacker observes the number of misses produced by the trace
which leads to

P
max
tme (fp, l, g) = min(fp−fillP(g), l).

A trace-based attacker observes the distribution of misses over the trace.
For a fixed number of misses m, the number of distinct traces of length l with
exactly m misses is

(
l
m

)
. Then

P
max
trc (fp, l, g) =

min(fp−fill(g),l)∑
m=0

l!
m!(l −m)!

,

If fp > η, any trace of memory blocks of length l produces between zero
and l misses and these misses can occur at any point in the trace. This leads to∣∣∣Ptme(Bl , g)

∣∣∣ = l + 1 for the time-based attacker and
∣∣∣Ptrc(Bl , g)

∣∣∣ = 2l for a trace-
based attacker.

Now we consider the case of the initial configuration, ig. In this case, the
first access is always a miss but the updated configuration behaves like in the
previous case. Therefore the number of observations obtained from the initial
configuration and a trace of memory blocks of length l is the same as the num-
ber of observations obtained from a configuration g with fill(g) = 1 and a trace
of memory blocks of length l − 1.

For any trace of memory blocks, each memory block produces at most two
different effects on the cache, a hit or a miss. Then the number of misses any
cache algorithm can produce on a trace of memory blocks is positive and upper
bounded by the length of the trace. Therefore, for any cache algorithm P, set
of traces T ∈ Bl and configuration g ∈ G we have that:

|Ptme(g,T )| ≤ l + 1.

|Ptrc(g,T )| ≤ 2l .
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Note that these bounds coincide with the second case of (5.3) and (5.4) respec-
tively.

Moreover, apart from the fill function and the capacity, the worst-case
number of observations obtained does not depend on the cache algorithm.
Therefore we have the following auxiliary result.

Corollary 5.2. Given two cache algorithms P,Q such that ηP = ηQ and two configu-
rations gP ∈ GP and gQ ∈ GQ such that fillP(gP) = fillQ(gQ), we have:

P
max
tme (fp, l, g) = Q

max
tme (fp, l, g),

P
max
trc (fp, l, g) = Q

max
trc (fp, l, g).

Then, if two cache algorithms have the same capacity and start updating
configurations equally filled, they will produce the same worst-case leakage.

5.2 Access-based Attacker

The access-based attacker obtains information not about the effect of the vic-
tim’s program on the cache but about the final configuration of the cache after
the victim’s program has finished. This process is not as simple as directly ob-
serving the cache but actually requires that the attacker probes the cache, that
is, accesses new memory blocks, observes the effect they have on the cache and
draws conclusions about the configuration left by the victim.

In this Section we focus on permutation-based cache algorithms and so we
will use the permutation-based model introduced in Section 2.2. We will see
that, for permutation-based cache algorithms, the information absorption can
be computed without considering classes of equivalence as in Section 4.1 and
does not depend on set of memory blocks except for its size, i.e. the footprint.
We will obtain upper bounds on the information absorption and information
extraction for LRU, FIFO and PLRU. We will also apply Algorithm 1 to these
three cache algorithms.

As we saw on Section 2.2, permutation-based cache algorithms behave in-
dependently on each cache set. For this reason, we first show how the absorp-
tion and extraction can be computed on fully associative caches, Sections 5.2.1
and 5.2.2, later on we will extend these results to set-associative caches and
we will see how, depending on the memory demand, several cache sets can be
counterproductive for the security.

5.2.1 Information Absorption

Given a cache algorithm P, a set of traces T and a configuration ĝv , the in-
formation absorption is defined based on the set of reachable configurations
obtained by updating ĝv with the traces from T , see Definition 4.2.
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Given a finite set of memory blocks B, the set of possible configurations of
algorithm P is also finite. Then the set of configurations reachable from ĝv by
a set of traces T ⊂ B∗ is contained in the set of configurations reachable by any
trace on the set B∗. Therefore, to compute the worst-case scenario information
absorption, we abstract from programs using blocks from B to the set of all
possible traces using those blocks, B∗ .

Moreover, computing the absorption when dealing with permutation-ba-
sed cache algorithms is simpler due to two properties:

1. All classes of equivalence are singleton so computing the information
absorption reduces to counting the number of reachable configurations.

2. Given a configuration ĝv and a set of victim’s memory blocks Bv , the
information absorption only depends on the blocks from Bv cached in ĝv
and the size of Bv .

In this Section we explain how these two properties work and obtain results
for the information absorption for LRU, FIFO and PLRU depending on the
configuration ĝv .

No Equivalent Configurations

As we saw in the previous chapter, the information absorption is computed
by counting the classes of equivalence of the set of reachable configurations,
Definition 4.2. However, the following lemma shows that, when considering
permutation-based cache algorithms, all classes of equivalence are singleton.

Lemma 5.3. Given a permutation-based cache algorithm P and a set of memory
blocks B larger than the associativity, |B| > A, the set of configurations Ĝ does not
have a pair of equivalent configurations.

Proof. Let ĝ ∈ Ĝ be a configuration. We show that, for any other configuration
ĝ ′ , ĝ, we have that ĝ ′ 6∼ ĝ.

Consider that ĝ and ĝ ′ do not have the same memory blocks cached, that
is, there exist b such that ĝ(b) < A but ĝ ′(b) = A. Then, we have that eff (ĝ , b) ,
eff (ĝ ′,b) and so ĝ ′ 6∼ ĝ.

Consider that both configurations have the same blocks cached, that is, for
every memory block b, ĝ(b) < A⇔ ĝ ′(b) < A. However, since the configurations
are different, the memory blocks are not mapped to the same ages in both
configurations. Consider the largest age a that has a different block for each
configuration, that is, there exist two memory block b , b′ such that ĝ(b) =
ĝ ′(b′) = a and, for any ã > a there exists a memory block b̃ such that ĝ(b̃) =
ĝ ′(b̃) = ã.

Now we access a trace of memory blocks b1 . . .bA−a to produce misses in
both configurations at the same time. These blocks always exist:
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• Memory block b1 is any of the blocks from

B \ {b′0, . . . , b
′
A−1},

where ĝ(b′i) = i. Since |B| > A, this set is non-empty.

• Memory block bi for i ≥ 2 is any of the blocks from

B \ {b′0, . . . , b
′
A−1} \ {b1, . . . , bi−1} ∪ {b′A−i+1, . . . , b

′
A−1}.

Even if |B| = A + 1, each memory block that produces a miss evicts the
same memory block from both configurations, thus providing a new
block to produce the next miss.

This trace increases, with every memory block, the ages of the blocks b and b′

until evicting them.
Then ûpd(ĝ , b1 . . .bA−a) and ûpd(ĝ ′,b1 . . .bA−a) do not have memory blocks b

and b′ respectively. Accessing any of them will produce a different effect on
the updated configurations. Then, we have that

eff (ĝ , b1 . . .bA−ab) , eff (ĝ ′,b1 . . .bA−ab),

and so ĝ ′ 6∼ ĝ.

Since we always consider that the set of attacker’s memory blocks is as big
as the capacity of the cache algorithm, this result will always hold and there-
fore we compute the information absorption simply by counting the number
of reachable configurations.

Data Independence

We now see that the actual memory blocks the cache uses are irrelevant for
computing the information absorption. This allows to compute the informa-
tion absorption taking into account only how filled the configuration is and
how many memory blocks the cache uses, that is, its footprint.

We begin by defining the two extreme cases of configuration types that are
relevant to the information absorption.

Definition 5.4. Given a permutation-based cache algorithm, P, we say that a
configuration ĝ : B→ {0, . . . ,A} is

1. empty w.r.t. B̃ ⊆ B if ĝ(B̃) = {ĝ(b) | b ∈ B̃} = {A}. That is, none of the blocks
in B̃ are cached.

2. filled with B̃ if c(B̃) = {0, . . . ,min(A,
∣∣∣B̃∣∣∣−1)}. That is, the blocks in B̃ occupy

the cache. If B̃ ⊆ B contains less blocks than cache lines, we require that
the first

∣∣∣B̃∣∣∣ lines are filled.
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The notions of empty and filled configurations are relative to a set of me-
mory blocks. We will consider empty and filled configurations relative to the
memory blocks accessed by the victim, Bv .

Consider a permutation-based cache algorithm P and a partially filled con-
figuration ĝ ∈ Ĝ, that is, where there is a trace of distinct memory blocks
b0 . . .bn with n ≤ min(A, |Bv | − 1) such that ĝ(bi) = i for i ≤ n. Then, any con-
figuration reachable from ĝ by accessing a trace t ∈ B∗v is reachable from an
empty one ĝe with the trace t′ = bn . . .b0t. Since ĝe is empty, we load the blocks
b0 . . .bn in reverse order; these access produce misses and so, after the up-
dates, ûpd(ĝe,b0 · · ·bn)(bi) = i for every i ≤ n, see (2.4). Therefore Abs(P, ĝ,B∗v) ≤
Abs(P, ĝe,B∗v). Using this argument we can see that, for the same set of memory
blocks, the value of the absorbed information is the smallest when starting on
a filled configuration and is the largest when starting on an empty configura-
tion.

The following result is central for our program-independent analysis of
permutation-based cache algorithms. It shows that absorption can be char-
acterized independently of the particular set of blocks B that the victim may
access:

Theorem 5.5. For any permutation-based cache algorithm P, whenever |B1| = |B2|,
and ĝ1 is empty (filled) w.r.t. B1 and ĝ2 empty (filled) w.r.t. B2, then

Abs(P, ĝ1,B
∗
1) = Abs(P, ĝ2,B

∗
2).

The proof of Theorem 5.5 follows from the following lemma and the obser-
vation that one can define bijections between all sets of equal cardinality.

Lemma 5.6. Given permutation-based cache algorithm P, let f : B→ B be a bijec-
tion. Then, for any configuration ĝ:

Abs(P, ĝ, B̃∗) = Abs(P, ĝ ◦ f −1, (f (B̃))∗).

With B̃ ⊆ B.

Proof. For any configuration ĝ and any memory blocks b,b′ we have

ûpd(ĝ , b)b′) = ûpd(ĝ ◦ f −1, f (b))(f (b′)).

This is because the transition functions of caches do not consider the block
itself, they only perform equality checks or compare the ages. Since f is a
bijection and ĝ ◦ f −1(f (b)) = ĝ(b) for all b, the output of the update functions
coincides. Therefore, every update from ĝ with any trace of blocks b1 . . .bn pro-
duces the same configuration as updating ĝ ◦ f −1 with the trace f (b1) . . . f (bn).
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An important consequence of Theorem 5.5 is that, given an identical sta-
tus, i.e. empty or filled, of the initial configuration, the amount of absorbed
information depends only on the number of blocks in Bv , that is, the footprint.
This motivates the specialization of the definition of the absorbed information
in terms of the footprint, namely:

Absx(P, fp) = Abs(P, ĝ, (Bv)∗) ,

where |Bv | = fp. where we use the subscript x = emp to denote that ĝ is empty
w.r.t. Bv , and x = fll to denote that ĝ is filled w.r.t. Bv .

This results are not necessarily exclusive to permutation-based cache algo-
rithms. Whenever the update function does not depend on the memory block
itself but rather on the line that holds the memory block, similar results can be
obtained. However, since in the automata-based model the evict function (2.1)
does depend on the accessed block, we can not generalize the data indepen-
dence property to all the cache algorithms represented by the automata-based
model.

Results for Filled Caches

For some permutation-based cache algorithms, when configuration ĝ is filled
and the footprint is small enough, some configurations are unreachable from
ĝ, which reduces the information absorption. The details for each algorithm
are given below. In case every configuration of the cache is reachable, we count
all the possible feasible mappings of fp blocks to the set of ages {0, . . . ,A}. Then
the absorbed information is the number of k-permutations of n of the memory
blocks, i.e., the number of different ordered arrangements of fp memory blocks
in a sequence of up to A elements.

Proposition 5.7 (Information absorption for LRU on a filled configuration).
For LRU, the absorbed information for a filled cache is:

Absfll(LRU, fp) =

fp! if fp < A,
fp!

(fp−A)! if fp ≥ A.

Proof. Every configuration is reachable, even if starting from a filled one. Since
upon a hit the accessed memory block obtains age zero, any configuration can
be reached simply accessing the target configuration’s blocks from oldest to
youngest, see (2.6). Therefore, the absorbed information is the number of k-
permutations of n of the available blocks. If fp < A, all the victim’s blocks fit
in the cache and the k-permutations of n are fp!. If fp ≥ A, we can only fit A
memory blocks in the cache, which gives the value fp!/(fp−A)!.
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Proposition 5.8 (Information absorption for FIFO on a filled configuration).
For FIFO, the absorbed information for a filled configuration is:

Absfll(FIFO, fp) =


1 if fp ≤ A,
A+ 1 if fp = A+ 1,

fp!
(fp−A)! if fp > A+ 1.

Proof. An important property of FIFO is that it does not reorder cached blocks
upon hits, see (2.5). So, for fp ≤ A and a filled configuration, all the accesses
are hits and leave the configuration in its original form.

When fp = A+1 every reachable configuration contains all but one of the fp
many blocks. For a set of blocks {b1, . . . , bA+1} assume that the cache is initially
in the following configuration:

[b1,b2, . . . , bA],

where the leftmost element of the list has age zero and the one on the right is
the oldest. An access to blocks b1, . . . , bA results in a hit and leaves the config-
uration as it is. The only way to change the configuration is by accessing bA+1
and causing a miss, which results in the following configuration:

[bA+1,b1,b2, . . . , bA−1].

Again the only way to change the configuration is by accessing bA. After that
it can only be changed by accessing bA−1, then bA−2, and so on until reaching
again the initial configuration. By doing this we are just cycling over the blocks,
always evicting them in the same order. This produces A+1 distinct reachable
configurations.

If fp ≥ A+ 1 we prove we can reach every target configuration by accessing
a specific trace of memory blocks. Now there are two blocks outside the cache
so we use one for cycling as before, having always an extra block outside. For
illustration purposes we take the initial configuration [b1,b2, . . . , bA], and the
target configuration [bA, . . . , b2,b1]. We use an algorithmic approach to reach
the target configuration from the initial one.

We proceed from oldest to youngest block of the target configuration. First
we cycle the cache until the second youngest target block, b2, is evicted, we
call this the stored block. After that we continue to cycle the cache but without
using the stored block, so it is not updated into the cache until we want to.
When the oldest target block, b1, is placed at the beginning of the cache, we
access the stored block. This way we obtain the two oldest blocks of the target
configuration in the target order b2,b1.

We cycle again until the third youngest target block, b3, is evicted and cycle
again until the second youngest b2, is at the beginning. Then we access b3 and
obtain the three oldest blocks in the target order. We proceed in the same
manner until the target configuration is reached.
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Proposition 5.9. For PLRU, the absorbed information for a filled cache is:

Absfll(PLRU, fp) =

2fp−1 if 1 ≤ fp ≤ A,
fp!

(fp−A)! if fp > A.

Proof. Recall that, conceptually, PLRU maintains a binary tree with the blocks
at the leaves and arrows on each non-leaf node pointing to one of the children,
see Section 2.2. Since the initial configuration is filled, all the victim’s blocks
are stored in some leaves of the tree.

If fp ≤ A, all the accesses are going to produce hits, and the only update
is a permutation of the ages which, in the tree representation, is the flipping
of the arrows away from the accessed block. Then, the number of reachable
configurations depends on how many of these arrows can point in more than
one direction. An arrow may point in any direction if its children both have
at least one victim’s block that can be used to flip the arrow. So we we need to
determine the number of non-leaf nodes where the two children have each at
least one block.

Following the tree from root to leaves we can view the internal nodes with
victim’s blocks at the leaves reachable from both of its children as partitions
of the set of victim’s blocks into two subsets. This way, counting nodes with
blocks in both children is equivalent to counting the number of partitions that
can be performed until we obtain all singleton subsets. The amount of times
we can partition a set of fp elements into two subsets until obtaining singleton
subsets is fp−1, independently of how the partitions are done. Therefore, there
are fp−1 arrows that may point to any direction. This produces 2fp−1 reachable
configurations.

If fp > A we prove that every configuration is reachable from an initial one
by accessing a trace of blocks. For this we consider the target configuration
as a tree with the blocks placed in specific leaves and the arrows in specific
orientations. We divide the proof in two parts, first the case where the target
blocks are already in the initial configuration and later when they are not.

If the blocks in the initial configuration are the same as in the target con-
figuration, that is, if for every subtree of the initial configuration there is a
subtree in the target configuration with the same blocks (not considering the
arrows), we have a different permutation of ages between the two. What we
need to do then is obtain the correct permutation of the ages by accessing a
trace of blocks. This can be done by using only the blocks in the configuration
as we see now. We recall that, from the case above, when fp = A, the initial
configuration has a victim block in every leaf. Therefore, there exists a trace
using only at most A blocks that reaches a configuration for every permutation
of the arrows.

If the blocks in the initial configuration are not the same as in the target
configuration, or if they are in wrong subtrees, we need to evict precise blocks
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from the tree and load them back in a different leaf in order to reach the target
configuration. Again, since by only using blocks in the cache we can obtain any
permutation of arrows, we can obtain a trace of blocks that points the arrows
to a specific block, evicts it and then modifies the arrows to load it back in
a different leaf. Once the target blocks are in their corresponding leaves, we
shift the arrows as before to obtain the target configuration.

Results for Empty Caches

The case of an empty cache is more complex to analyze. First we need to ex-
plain a special behavior of PLRU that produces extra reachable configurations
which increases its absorption with respect to the other two policies.

Example 5.10. Consider a 4-way cache that starts in a configuration consisting
of the attacker’s blocks {x0,x1,x2,x3} ⊆ Ba where we are going to access three
victim blocks in a specific order, b1,b2,b3 ∈ Bv . For any of the three replace-
ment policies the configuration becomes:

[x0,x1,x2,x3] 
a

[b1,x0,x1,x2] 
b

[b2,b1,x0,x1] 
c

[b3,b2,b1,x0],

where the leftmost element of the lists has age zero and the one on the right
is the oldest. Consider that we now access block b2 again. The configurations
transition to: [b2, c,b1,x0] for LRU, [b3,b2,b1,x0] for FIFO and [b2,b3,x0,b1] for
PLRU (note the age of the last attacker’s block x0). The configuration obtained
by PLRU is unreachable for the other two replacement policies, since they
always fill up the cache consecutively from left to right. This illustrates how
the information absorption for PLRU is larger than for the other policies.

The example is independent of the blocks being used but a consequence
of the fact that we are accessing k < A blocks. For LRU and FIFO, any trace
using k < A victim blocks will transform an initial configuration of the form
[x0,x1, . . . ,xA−1] to a configuration of the form [_, . . . ,_,x0, . . . ,xA−1−k], where vic-
tim blocks are denoted by “_”. In the case of PLRU this is not always the case,
as the previous example shows.

Following our definition of absorption, we assume that the victim may ac-
cess any trace of blocks. Then the number of reachable configurations can be
determined as follows:

1. Determine the set of reachable layouts, i.e., configurations in which the
victim’s memory blocks are not distinguished from each other, but in-
stead represented by the placeholder “_”.

2. Determine for each layout the number of concrete configurations the lay-
out represents, i.e., the number of ways the victim’s blocks may fill its
placeholders.
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This procedure can further be simplified upon by the following observation:
The number of concrete configurations that a layout represents, only depends
on its number of placeholders and the number of victim blocks to consider:
Given k placeholders and fp ≥ k victim’s memory blocks, a layout represents
exactly fp!

(fp−k)! configurations.
Let ΛP(k,A) denote the number of reachable layouts under algorithm P, as-

sociativity A, with exactly k placeholders. Accessing fp distinct memory blocks
may yield layouts with 0 to fp many placeholders. Based on this notion, we ob-
tain the following general characterization of a replacement policy’s absorp-
tion:

Proposition 5.11. For any permutation-based cache algorithm P, the absorbed in-
formation starting from an empty cache is:

Absemp(P, fp) =
min{fp,A}∑
k=0

ΛP(k,A)
fp!

(fp− k)!
.

Lemma 5.12. For LRU and FIFO, ΛP(k,A) = 1 for any number of placeholders k
and associativity A. For PLRU, ΛPLRU(k,A) is given by:

ΛPLRU(k,A) = 2 ·
min{A2 ,k−1}∑
i=max{1,k−A2 }

ΛPLRU(i, A2 ) ·ΛPLRU(k − i, A2 ), (5.5)

if 1 < k < A and ΛPLRU(k,A) = 1 if k ≤ 1 or k = A.

Proof. For LRU and FIFO, since they fill the cache placing k victim’s blocks in
the k youngest ages, there is only one possible layout for each value of k.

For PLRU we distinguish the three cases of k. If k = 1, there is only one
block which is mapped to age 0. Repetitions of the same block do not modify
the ages and so this is the only reachable layout.

If k = A, the configuration is completely filled with placeholders and so it
is the only reachable layout.

If 1 < k < A, we use the representation of PLRU caches as trees with blocks
on the leaves and arrows on the non-leaf nodes. We consider that we access
any trace of blocks that ends up with exactly k victim’s blocks in the cache and
study in which leaves these blocks can be. Note that we do not require the
trace to have exactly k different blocks but rather at least k. Extra blocks may
evict other victim’s blocks and still end up with k blocks in the cache.

We base the proof on the behavior of the root of the tree, its arrow and its
two children. We study how different traces of memory blocks s affect them
and use it to explain the elements of (5.5). Since ΛPLRU is constructed recur-
sively, applying it to a child is equivalent to considering the child as tree on its
own.
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We first prove that any reachable configuration with exactly k victim’s me-
mory blocks (and consequently placeholders) has at least 1 placeholder in each
child and at most A/2. The upper bound is trivial since it is the number of
leaves in the child. For the lower bound consider the root of the tree. In the
initial configuration the arrow points to one child. This child stores the first
block b1 of any trace of victim’s blocks, after which the arrow shifts to the other
child. After this the trace of memory blocks may have repetitions of b1, which
have no effect on the configuration, before accessing a new block b2. Therefore,
the child that does not store b1 always stores b2. This bounds can actually be
reached by the trace b1b2b1b3b1 . . .b1bk. The repetitions of b1 make the arrow
always point to the same child before accessing new blocks and so the blocks
b2,b3, . . . , bk are stored in the same child, with b1 alone in the other.

Then, the number of layouts with k placeholders depends on how many
ways we can distribute them in the two children, constrained to at least 1 per
child and at most A/2. This corresponds to the limits of the sum in (5.5); for
each distribution of placeholders, we compute ΛPLRU restricted to each child.

Finally, once a trace has stored k victim’s blocks in the configuration, the
distribution of placeholders is fixed. However, the trace may access repeti-
tions of the blocks stored in the cache, which does not modify the number of
placeholders but affects the arrow on the root, that shifts from one child to the
other. Therefore, every distribution of placeholders accounts for two layouts,
which produces the duplication in (5.5).

Comparison of Absorption

Let us compare the absorption of LRU, FIFO, and PLRU based on Proposi-
tions 5.7 to 5.11, for a cache set of associativity 4. Similar results can be ob-
tained for any associativity. The results depicted in Figure 5.1 can be obtained
both from the formulas above or by simulation of caches. We highlight the
following observations.

• For each replacement policy, the absorbed information grows monotoni-
cally with the footprint, as expected.

• The absorption for an empty initial configuration is always larger than
for a filled configuration.

• For a filled initial configuration, LRU absorbs always at least as much
information as the other replacement policies since every configuration is
always reachable. For large enough footprints, the absorption coincides
for all policies.

• For an empty initial configuration PLRU absorbs most. This is due to the
fact that PLRU may leave “holes” in the configuration, see Example 5.10.
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Figure 5.1: Information absorption of a 4-way cache set. Figure 5.1a depicts
the case of a filled initial cache, part 5.1b an empty one. In both figures, the
horizontal axis depicts the footprint, i.e., the number of memory blocks used.
The vertical axis depicts the absorbed information on a logarithmic scale, that
is, converting the number observations into bits of information. Note that in
Figure 5.1b, the line for LRU and FIFO coincides.

• For a filled initial cache, FIFO does not absorb any information, when-
ever the footprint is smaller than the associativity. This captures the in-
tuition that preloading of sensitive data can increase security, as long
as all data fits into the cache. In case it does not, the positive effect of
preloading is, however, quickly undone.

5.2.2 Information Extraction

We use two alternative approaches for the program-independent evaluation of
extraction properties cache replacement policies. The first is to rely on theoret-
ical results that give upper bounds on the information extraction. The second
is to apply the algorithm presented in Section 4.2.2 to a set of states that rep-
resent the absorbed information for a given footprint. We determine that set
for each cache replacement policy by a simple fix-point computation. This al-
gorithmic approach is more precise because it takes the absorbed information
as a baseline, but it comes at the expense of higher computational cost.

Extraction on Permutation-based Algorithms

Recall that in Section 2.2 we saw that, for permutation-based cache algorithms,
each cache set behaves independently of the rest. Therefore, when computing
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the information extraction on a set-associative cache, one can do it set by set,
treating them as fully associative caches.

Here we derive bounds on the maximum information leakage for three per-
mutation-based cache algorithms, on fully associative caches and for the two
types of memory the attacker can use, shared and disjoint. We prove bounds
for LRU and FIFO, for both shared and disjoint memory, and for PLRU for dis-
joint memory based on the associativity of the cache and prove that for PLRU
this bound depends also on the footprint and grows with it.

We assume that, before the victim accesses the cache, it is filled with me-
mory blocks only accessible to the attacker, that is, blocks from the set Ba \Bv .
This way, if the victim does not completely fill the cache, the attacker is able
to observe it which gives more general security guaranties. This is specially
useful in the case of a disjoint memory attacker.

Notation. Given a set of configurations Ĝ we use the following short-
cuts: Ĝ(b) = {ĝ(b) | ĝ ∈ Ĝ}, ûpd(Ĝ,b0 . . .bn−1) = {ûpd(ĝ , b0 . . .bn−1) | ĝ ∈ Ĝ} and
eff (Ĝ,b) = {eff (ĝ , b) | ĝ ∈ Ĝ}.

Definition 5.13. We say that a set of configurations Ĝ has n ≤ A deterministic
ages if all the configurations in Ĝ have the same n youngest blocks. That is, if
there exists a trace of blocks b0 . . .bn−1 such that Ĝ(bi) = {i} for all i ≤ n− 1.

Lemma 5.14. Let Ĝ be a set of configurations of associativityA and let p be a probe.
We have that p is depleted if and only if FK(p) has A deterministic ages.

Proof. Since p is depleted we have that |FK(p)| = 1. Then FK(p) trivially has A
deterministic ages.

If FK(p) has A deterministic ages, all the blocks are mapped to the same
age for every configuration of FK(p) (either the deterministic ages or age A).
This means that |(FK(p))| = 1 which implies that it is unrefinable and so p is
depleted.

Lemma 5.15. Consider a set of configurations Ĝ of associativity A that uses either
LRU or FIFO. Accessing a block mapped to a deterministic age has no effect on the
number of deterministic ages.

Proof. Assume that Ĝ has n deterministic ages. Then there exists a trace of
blocks b0 . . .bn−1 such that Ĝ(bi) = {i} for all i ≤ n − 1. Any access to a block
bj ∈ {b0, . . . , bn−1} results in a hit. For LRU, following (2.6), the new ages are:

ûpd(Ĝ,bj)(bi) =


{0} if i = j
{i + 1} if i < j
{i} if i > j

so the blocks a0 . . . an−1 are still mapped to the first n ages for all configura-
tions which results in n deterministic ages. For FIFO, since hits do not reorder
blocks (2.5), the conclusion is the same.
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Lemma 5.16. Consider a set of configurations Ĝ of associativity A and a trace of n
blocks b0 . . .bn−1 with bi , bj for any i , j.

If the cache uses LRU, for any i ≤ n, we have that ûpd(Ĝ,b0 . . .bn)(bi) = {n− i}.
The same result holds for FIFO if each of the accesses results in a miss, i.e.,

ûpd(Ĝ,b0 . . .bi−1)(bi) = {A} for all i ≤ n− 1.

Proof. We proceed by induction.

Induction base. When n = 0, ûpd(Ĝ,b0)(b0) = 0; LRU places the block in the
beginning for both hits (2.6) and misses (2.4) and FIFO does it for misses (2.4),
by assumption this is the case for all blocks.

Induction step. We assume the hypothesis is true for n and access bn+1. This
block is distinct from the previous ones so, by the induction hypothesis, we
have ûpd(ĝ , b0 . . .bn)(bn+1) > n for any g ∈ Ĝ, i.e. bn+1 is older than the previous.
For FIFO its age is actually ûpd(Ĝ,b0 . . .bn)(bn+1) = {A}. Then bn+1 is placed
at age zero, ûpd(Ĝ,b0 . . .bn+1)(bn+1) = {0}, and the others increase their ages by
one, ûpd(ĝ , b0 . . .bn+1)(bi) = ûpd(ĝ , b0 . . .bn)(bi) + 1 = n + 1 − i for all ĝ ∈ Ĝ and
i ≤ n.

Assume now that we have a set of configurations Ĝ and we access a trace
of memory blocksb0 . . .bk−1 with the requirements given in Lemma 5.16. Fol-
lowing this Lemma, ûpd(Ĝ,b0 . . .bk−1) has k deterministic ages with b′i = bk−1−i
from Definition 5.13. Now consider that we extend the trace of blocks with
bk . . .bm with bi ∈ {b0, . . . , bk−1} for k ≤ i ≤m, that is, with blocks already mapped
to deterministic ages. Then following Lemma 5.15 ûpd(Ĝ,b0 . . .bm) still has k
deterministic ages.

If we continue to extend the trace with new blocks (provided they produce
misses for FIFO) we will produce extra deterministic ages on the updated set
of configurations. If we extend with blocks already mapped to deterministic
ages, the number of deterministic ages is not modified.

Proposition 5.17. Consider LRU and FIFO with associativity A and a shared me-
mory attacker. The maximum information leakage on any set of configurations is
bounded by 2A for LRU and by (A+ 1)! for FIFO.

Proof. LRU. Consider any given strategy att and any probe produced by att,
p = b1o1 . . .bnon with n ≥ A and |{b1, . . . ,bn}| = A. Following Lemmas 5.15
and 5.16, since b1 . . .bn is formed with alternating sub-traces of new blocks
and repetitions of them, FK(p) = ûpd(K(p),b1 . . .bn) has A deterministic ages
which, by Lemma 5.14, means that p is depleted. Then any probe is depleted
w.r.t. att if it has A different blocks.
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We now prove that, for any probe given by att, repetitions of blocks do not
partition the knowledge sets. Given the non-depleted probe p = b1o1 . . .bnon,
for any value of n, we have that a new block b produces |eff (FK(p),b)| = 1 if
b = bi for some i ≤ n since bi is mapped to a deterministic age. For any other
block, the view function is trivially bounded by 2, |eff (FK(p),b)| ≤ 2.

Given the set of possible configurations Ĝv , the first block given by att will
produce at most two knowledge sets. For each of these knowledge sets, the
second block will partition them into two knowledge sets, making a total of
up to four knowledge sets, unless it is a repetition, in which case there is no
partition. We can partition the knowledge sets further until the probes are
depleted, which happens after A different blocks. Each not repeated block
at most doubles the amount of knowledge sets so, after A blocks the strategy
produces up to 2A knowledge sets.

FIFO. Consider any given strategy att and any probe produced by att, p =
b1o1 . . .bnon with n ≥ A and A misses. Following Lemmas 5.15 and 5.16, since
b1 . . .bn is formed with alternating sub-traces of new blocks and repetitions of
them, FK(p) has A deterministic ages which, by Lemma 5.14, means that p is
depleted. Then any probe is depleted w.r.t. att if it has A misses.

Consider a non-depleted probe p = b1o1 . . .bnon, for any value of n, that we
extend with a block b such that eff (FK(p),b) = {H}. Then FK(pbH) = FK(p), that
is, obtaining a hit for all the configurations has no effect on the partition. A
block b can return a hit for all the configurations in a final knowledge set in
two cases:

1. The probe, starting from the last miss, is one of the form

p = b1Mb2H . . .bnHbH

with b = bi for some i ≤ n.

2. The block b is mapped to a deterministic age.

We now have a characterization of how depleted probes of minimal length
look like. First, all depleted probes have A misses but may have a different
number of hits between each miss. Second, in order for the probes to be of
minimal length, their blocks do not return a hit for all the configurations in
the current final knowledge set.

Since new misses introduce new deterministic ages, the maximum number
of consecutive non-repetitive hits is reduced by one with each miss. Before
any miss, att can produce up to A hits with these restrictions, which gives up
to A + 1 different probes. After the first miss, att extends each probe with up
to A − 1 consecutive hits which makes up to (A + 1)A different probes. In the
end, any attack strategy can produce up to (A+1)! depleted probes of minimal
length and the same amount of knowledge sets.
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Proposition 5.18. Consider PLRU with associativity A ≥ 41 and a shared memory
attacker. Let µ(fp) be the maximum information leakage obtained with a given
footprint fp ≥ A. It holds that µ(fp + 1) ≥ µ(fp) + 1.

Proof. Let att be an attack strategy that obtains µ(fp) given a set of possible
configurations. We are going to prove that one empty knowledge set from Ratt
when using fp blocks is non-empty given an extra memory block i.e., when
using fp + 1 blocks.

Consider a probe where the first A− 1 observations are misses and the cor-
responding final knowledge set Ĝ1; all the configurations in this set have the
same blocks mapped to the younger ages and an unknown one in age A − 1
that we call b′. Consider the set of yet unused victim’s blocks B′v ⊂ Bv , b′ ∈ B′v ;
any access to a block from that set evicts b′ in the case of a miss. But before we
access a block from B′v we access a previously used block and update the con-
figurations so that b′ is mapped to ageA−2. We use the block in age 1 to modify
the age of b′ since ΠPLRU(1,A−1) = 2 ·ΠPLRU(0,A/2−1) = 2 · (A/2−1) = A−2, see
(2.7). In order to do this, the associativity must be at least 4 so that A− 1 > 1.

After this, a new access to a block from B′v does not evict b′ in the case
of a miss. Therefore, the block partitions Ĝ1 into a knowledge set with b′

and another knowledge set without b′ but an unknown block in age A − 1.
Repeating this process of placing the block from age A−1 in age A−2 and later
accessing a new block allows to partition the knowledge set that returned a
miss, without evicting an unknown block in the case of a miss, and therefore
maximize the number of knowledge sets.

There is an attack strategy att that follows this process in order to obtain
µ(fp). Then the knowledge set of the probe where all the observations are
misses is empty. Now suppose that we have an extra memory block. Then, the
knowledge set of the probe where all the observations are misses is not empty
as it contains configurations with the extra block in age A − 1. This way we
have increased the maximum information leakage by one.

In the case of associativity four for PLRU the maximum information leakage
is increased by eight with every new memory block, this can be seen in Figures
5.2e and 5.2f. This result also implies that the maximum information leakage
for PLRU is unbounded.

Proposition 5.19. Consider FIFO and LRU with associativity A, and a disjoint
memory attacker. The maximum information leakage on any set of configurations
is bounded by A+ 1.

Proof. We base the proof on the configuration of the cache before the victim
accesses it. There are A attacker’s blocks x0, . . . ,xA−1 such that c(xi) = i.

1Note that for associativity 2, PLRU and LRU coincide.
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Now we make use of the fact that for both, MFIFO and MLRU, for any block
b′, ĝ(b) = ûpd(ĝ , b′)(b) if ĝ(b) > ĝ(b′), see (2.5) and (2.6). This means that, when
the attacker accesses one block he does not modify the ages of older ones. This
is a way to probe the cache without evicting any blocks.

Assume the attacker accesses block x0; he gets a hit or a miss and partitions
Ĝv accordingly. The knowledge set that returned a miss has configurations
with zero attacker’s blocks, all accesses to attacker’s blocks return the same
output so it can not be partitioned further. The other knowledge set has at
least one attacker’s block and, following the property configurationd above,
the older blocks, i.e. x1,x2, etc, have not been evicted. Now the attacker ac-
cesses block x1 and partitions the set into the configurations with exactly one
attacker’s block (x0) and the ones with at least two.

Following this trace x0,x1, . . ., every memory block singles out one unrefin-
able knowledge set but does not affect future accesses. In the end the attacker
produces up to A+ 1 knowledge sets.

Proposition 5.20. Consider PLRU with associativity A, footprint fp, and a disjoint
memory attacker. The maximum information leakage is bounded by∑fp
k=0ΛPLRU(k,A) where ΛPLRU(k,A) is defined as in (5.5).

Proof. The information extraction is intuitively bounded by the number of lay-
outs of attacker’s and victim’s blocks that a disjoint-memory attacker can dis-
tinguish. For each value of k ∈ [0, fp], ΛPLRU(k,A) gives the number of possible
layouts using k victim’s blocks, leaving A − k attacker’s blocks. Therefore, by
summing all of them up to the used footprint, we obtain the total number of
layouts. Note that this bound may not be tight.

Experimental Results

We now obtain experimental values for the information extraction by apply-
ing Algorithm 1 to a worst-case set of reachable configurations obtained by
fix-point computation. In this case, we consider a single 4-way cache set. Fig-
ure 5.2 depicts our data. We highlight the following results:

• For shared-memory attackers, FIFO and LRU reach the bound on the
maximum information leakage given in Proposition 5.17, which is inde-
pendent of the footprint, see Figures 5.2a to 5.2d. In contrast, with PLRU
the number of knowledge sets increases with the footprint as predicted
by Proposition 5.18, see Figures 5.2e to 5.2f.

• For disjoint-memory attackers and a filled initial state we always obtain
zero leakage. For PLRU and a footprint of 2 or 3 some cache lines re-
main unoccupied. As before, these unoccupied lines trigger additional
observations, which explain the bump in Figure 5.2e.
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Figure 5.2: Information extraction of different replacement policies on a 4-way
cache set. Figures 5.2a, 5.2c and 5.2e depict the case of a filled initial cache,
5.2b, 5.2d and 5.2f an empty one. In all figures, the horizontal axis depicts the
footprint, i.e., the number of memory blocks used. The vertical axis depicts the
extracted information on a logarithmic scale, that is, converting the number
observations into bits of information.
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• We observe that FIFO exhibits the smallest difference between absorp-
tion and extraction among all policies, i.e. once absorbed, it is compara-
bly easy to extract information from the cache, see Figures 5.2a to 5.2b.
This is because FIFO does not reorder blocks upon hits, which makes
systematic search for the cache state easier.

5.2.3 Set-Associative Caches

In this section we extend our results for information absorption and extraction
to set-associative caches. Set-associative caches consist of several cache sets of
equal associativity, i. e. each cache set has the same number of cache lines.
Each memory block can only be cached in one cache set.

Ideally, in set-associative caches, the memory blocks are distributed equally
among the sets. This may not be the case for actual programs as we will see
later but serves as a basis to study how the leakage of the cache is affected
when not all the memory blocks compete for the same cache set.

Note that the leakage for the time and trace-based attacker is not affected
by the number of sets in the cache, as the effect function (2.2) only depends on
the accessed memory block being cached or not, not on the distribution of the
cache lines. For this reason, in this Section we only focus on the access-based
attacker.

The information absorption and extraction on a single cache set depends
on the footprint, the smaller the footprint, the smaller the absorption and sim-
ilarly the extraction. Then, intuitively we could think that, given a program
with a fixed footprint, having all the memory blocks in one cache set should
produce the biggest absorption and extraction and having each memory block
alone in a cache set should produce the smallest absorption and extraction. We
will see that this is not necessarily the case as the effect of several cache sets
sometimes increases the overall leakage even though the leakage per cache set
is reduced.

Note also that we are assuming that the cache can have any number of
cache sets. In reality this is usually not the case: caches have a number of ca-
che sets which is a power of two which facilitates implementing the set func-
tion [HP11]. Nonetheless, we can theoretically compute the leakage for any
number of cache sets.

Information Absorption

As we saw when dealing with fully associative caches, the bigger the footprint
the bigger the information absorption. Therefore, if we distribute the memory
blocks into independent sets, we reduce the footprint per set and so the ab-
sorption per set. However, the multiplicative effect of several cache sets may
counter the reduction of absorption per set.
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Figure 5.3: Information absorption of different replacement policies on a 4-
way cache with 20 memory blocks of footprint and an increasing number of
cache sets. Figure 5.3a depicts the case of a filled initial cache, part 5.3b an
empty one. In all figures, the horizontal axis depicts the number of cache sets.
The vertical axis depicts the extracted information on a logarithmic scale, that
is, converting the number observations into bits of information. Note that in
Figure 5.3b, the line for LRU and FIFO coincides.

Figure 5.3 depicts the information absorption on a cache with associativity
4, 20 memory blocks of footprint and a number of cache sets that varies from
1 to 20, that is, from one cache set where the 20 memory blocks are mapped
to, to 20 cache sets, each one with one memory blocks to store. We highlight
the following conclusions:

• Right away we see that the largest absorption value does not occur when
all the memory blocks are mapped to the same cache set but when each
cache set stores about as many memory blocks as the associativity of the
cache:

– Six or seven memory blocks for FIFO on a filled cache (three cache
sets), Figure 5.3a.

– Five memory blocks for LRU and PLRU on a filled cache (four cache
sets), Figure 5.3a.

– Five memory blocks for LRU and FIFO on an empty cache (four
cache sets), Figure 5.3b.

– Four memory blocks for PLRU on an empty cache (five cache sets),
Figure 5.3b.
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This happens because the overall absorption of the cache is obtained as
the product of the absorptions of each cache set. Although when we
increase the number of cache sets the footprint per set diminishes, at
first the multiplication makes the overall absorption grow faster than
the reduction of absorption per set. Once each cache set holds less or
about as many memory blocks as its associativity, the absorption per set
is reduced enough so that the multiplication does not increase the overall
absorption.

• Moreover, for FIFO and PLRU on a filled cache, Figure 5.3a, the special
cases when the footprint is bellow the associativity, Propositions 5.8 and
5.9, account for the sudden drop in absorption.

• In the case of a filled cache, Figure 5.3b, the absorption goes to zero as
we increase the number of cache sets. Since the footprint is fixed, as
we increase the number of cache sets, each cache set has less memory
block to store. Once there is one block per set, there is only one possible
configuration of the cache (the memory block mapped to age zero) which
translates into no leakage. For an empty cache, Figure 5.3b, when there
is one memory block per set, each cache set can have two configurations
(the block cached or not). This means one bit of leakage per set and so
twenty bits when we combine all the cache sets.

• In the case of an empty cache, Figure 5.3b, we actually have less absorp-
tion with one cache set than with twenty. This effect occurs when the
footprint is large enough and the difference actually grows as we increase
the footprint, see Figure 5.5a.

Information Extraction

Similarly as with information absorption, the bigger the footprint the bigger
the information extraction. Therefore, if we distribute the memory blocks into
independent sets, we reduce the footprint per set and so the extraction per set.
However, the multiplicative effect of several cache sets counters the reduction
of extraction per set.

Figure 5.4 depicts the information extraction for each replacement policy
alongside with the information absorption. We now mention some of the con-
clusions we obtain:

• For the shared memory attacker we see that the case of largest informa-
tion extraction occurs when having several cache sets but not too many
so that the footprint per set is too small. These maximum values more or
less coincide with the maximum values on information absorption.
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Figure 5.4: Information extraction of different replacement policies on a 4-
way cache with 20 memory blocks of footprint and an increasing number of
cache sets. Figures 5.2a, 5.2c and 5.2e depict the case of a filled initial cache,
5.2b, 5.2d and 5.2f an empty one. In all figures, the horizontal axis depicts
the number of cache sets. The vertical axis depicts the extracted information
on a logarithmic scale, that is, converting the number observations into bits of
information.
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– This is intuitively clear for LRU and FIFO as they have an upper
bound on the information extraction per set that is reached when-
ever the set of reachable configurations is large enough, Proposi-
tion 5.17. Then, as long as the absorption per set is large enough,
the extraction grows with every new set.

– For PLRU, although the extraction depends on the footprint, Propo-
sition 5.18, for associativity four it is a linear dependency, see Fig-
ures 5.2e and 5.2f. Therefore, when we increase the number of sets
and reduce the footprint, the multiplication takes over the linear
reduction of extraction per set.

– Since the information extraction is upper bounded by the informa-
tion absorption, once the absorption decreases, it takes the informa-
tion extraction with it.

• For the disjoint memory attacker we see that the information extraction
on an empty cache grows as we increase the number of sets. This is again
due to the fact that extraction on a disjoint memory attacker is upper
bounded by a constant independent of the footprint, Propositions 5.19
and 5.20, and increasing the number of sets makes the extraction grow.

• For the disjoint memory attacker on a filled cache we have zero leak-
age for FIFO and LRU, as expected since in Figures 5.2a and 5.2c the
extraction is zero for all footprints, but for PLRU the extraction grows
when having more than five cache sets. This is due to the small bump for
PLRU when the cache set has footprint two or three, Figure 5.2e. Since
the overall footprint is twenty memory blocks, when having more than
five cache sets, some of them have only two or three memory blocks to
store and so produce one bit of leakage. Because of this, as we increase
the number of sets, the extraction grows.

• For both types of memory attackers and when starting on an empty con-
figuration, the extraction when having all the memory blocks in one ca-
che set is smaller than when having one memory block per cache set.
As with the information absorption, this occurs if the footprint is large
enough and the difference grows with the footprint, see Figures 5.5b and
5.5c.
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Figure 5.5: Difference in information absorption and extraction between one
cache set and as many cache sets as memory blocks. Here we consider a 4-way
cache starting on an empty configuration. Solid lines represent the leakage of
one single cache set that stores all the memory blocks (one line per cache algo-
rithm) and the dashed line represents the absorption of as many cache sets as
memory blocks, i.e. one block per cache set (the same line for all algorithms).
In all figures, the horizontal axis depicts the footprint. The vertical axis depicts
the leakage on a logarithmic scale, that is, converting the number observations
into bits of information. Note that in Figures 5.5a and 5.5c, the line for LRU
and FIFO coincides. For small footprints, several cache sets produce less or
equal leakage than one cache set but, when the footprint is large enough, hav-
ing all the memory blocks in one cache set produces less leakage than having
each one alone in a cache set.
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CACHEAUDIT WITH
INFORMATION EXTRACTION

CacheAudit is an static analyzer that, for the cache algorithms LRU, FIFO and
PLRU computes an over approximation of the number of possible observa-
tions a time, trace or access-based attacker can obtain. Specifically for the ac-
cess-based attacker, CacheAudit computes an over approximation of the set of
reachable configurations of the cache and gives its size as a security guaranty.
This basically means that CahceAudit computes the information absorption as
a security guaranty.

We now use Algorithm 1 for computing the information that can be ex-
tracted from the cache configuration with respect to a specific program. For
this, we use as a basis the set of reachable configurations output by the Cache-
Audit static analyzer, when run on an implementation of AES 256, Sosema-
nuk [BBC+08] and HC-128 [Wu08]. In this example we use a cache consisting
of several independent cache sets of associativity 4, blocks of 64 bytes and
overall sizes of 4, 8, 16 and 32 KB. For the case of AES-256, we consider two
cases, one that starts from a filled cache and one that starts from an empty ca-
che. The implementation of Sosemanuk and HC-128 only allow for an initial
empty cache.

Since we know the amount of memory each implementation uses and the
size of the cache lines we know how many memory blocks the cache has to
store when running these three programs. Also, by having the line size, the
associativity and the size of the cache, we conclude the number of cache sets.
These are 16, 32, 64 and 128 cache sets for the cache sizes 4, 8, 16 and 32 KB
respectively. With this data we compute the corresponding upper bounds for
the information absorption and extraction. That is, we assume the memory
blocks are evenly distributed and apply the results obtained in Figure 5.4.

63



CHAPTER 6. CACHEAUDIT WITH INFORMATION EXTRACTION

However, the counting procedure of CacheAudit has some limitations and,
in some cases, it produces a set of reachable configurations larger than the
one the cache can actually reach. We first address the counting procedure of
CacheAudit and point to the situations where it over approximates the set of
reachable configurations. Later we will analyze the three cryptographic algo-
rithms and explain the differences between the upper bounds and the com-
puted values.

6.1 CacheAudit’s Over Approximations

The way CacheAudit computes the set of reachable configurations introduce
some over approximations that, in some cases, lead to large differences with
respect to how the set of reachable configurations should be. We now explain
this procedure and point to situations where the approximation is over pes-
simistic.

CacheAudit analyzes permutation-based cache algorithms, see Section 2.2.
It computes the set of reachable configurations using the map from memory
blocks to ages. When CacheAudit analyzes a program, it obtains all the pos-
sible ages each memory block can be mapped to. With that, CacheAudit com-
putes all the possible configurations where each memory block is mapped to
one of its valid ages. For example, on a 4-way cache, if one of the cache sets
has two memory blocks and both of them can be mapped to ages 0 and 4, there
exist two reachable configurations, each one having one memory block cached
in the first age and the other not cached.

This introduces invalid configurations in some cases. Consider a 4-way ca-
che using FIFO starting on a filled configuration of one cache set, and a set of
five memory blocks. By looking at the upper bounds on absorption, Proposi-
tion 5.8, we know that there are five reachable configurations. However, for
every memory block b and age a , there exists one of those five configura-
tions where block b is mapped to age a. Since CacheAudit obtains the possible
ages, it gives as reachable configurations all combinations of those five me-
mory blocks, including the empty configuration even though the cache started
filled.

A similar thing happens with PLRU when having less blocks than the asso-
ciativity, Proposition 5.9. For LRU the effect is less prominent since this cache
algorithm does not have cases where the information absorption is less than
all possible configurations. However, in the case of a filled cache, CacheAudit
gives as valid empty configurations that are not reachable from filled ones.

This effects only occur when considering an implementation that starts on
a filled configuration. Whenever the cache starts on an empty configuration,
CacheAudit correctly computes the set of reachable configurations. This is
because of the absence of special cases for information absorption when using
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an empty cache.

6.2 Upper Bounds for AES

In this Section we analyze the security of AES-256 using CacheAudit, com-
pare it to the upper bounds when using worst-case analysis and show that the
difference in leakage when using both methods does not differ too much.

Figure 6.1 depicts the upper bounds of the leakage alongside with the ones
computed by CacheAudit when analyzing AES 256 starting on both a filled
cache and an empty one. Here we highlight the following results.

• We obtain the bounds on the information absorption and extraction cor-
responding to using the CacheAudit static analyzer. The difference be-
tween the information absorption and the information extraction corre-
sponds to the precision gained by the development of the extraction Al-
gorithm 1. This gain is generally higher when sets contain several me-
mory blocks, and reaches up to 50 bits for LRU on a 4K cache with empty
initial state and a shared memory attacker, see Figure 6.1d. That is, our
extraction algorithm is a simple but powerful replacement for the model
counting algorithms in CacheAudit.

• We see that the difference from the upper bound to the computed value
differs very little for the empty cache case and a lot for some cases on a
filled cache.

– In the case of the empty cache, the difference is due to variations in
the distribution of memory blocks among the cache sets. Despite
the differences, the behavior of the leakage as we increase the size
of the cache is similar in both the upper bounds and the computed
values.

– In the case of the filled cache, the differences are too big to be a
problem of the distribution of memory blocks. The issue here is the
counting procedure of CacheAudit.
As we explained in Section 6.1, CacheAudit does not consider the
special cases of FIFO and PLRU where, although every memory
block can be mapped to any age, some configurations are still un-
reachable, Propositions 5.8 and 5.9. Instead, CacheAudit consid-
ers as reachable every configuration where the memory blocks are
mapped to valid ages, which produces big differences in absorption
and, since the set of reachable configuration is different, also in ex-
traction. This does not apply to LRU since, for this algorithm, every
configuration is reachable.

65



CHAPTER 6. CACHEAUDIT WITH INFORMATION EXTRACTION

4 8 16 32
0

50

100

(a) Filled cache using FIFO.

4 8 16 32
0

50

100

(b) Empty cache using FIFO.

4 8 16 32
0

50

100

(c) Filled cache using LRU.

4 8 16 32
0

50

100

(d) Empty cache using LRU.

4 8 16 32
0

50

100

(e) Filled cache using PLRU.

4 8 16 32
0

50

100

(f) Empty cache using PLRU.

Upper bound on Absorption Computed Absorption
Upper bound on Extraction (Shared) Computed Extraction (Shared)
Upper bound Extraction (Disjoint) Computed Extraction (Disjoint)

Figure 6.1: Information absorption and extraction (in bits) for the AES-256 ex-
ecution on a 4-way cache, for filled and empty initial cache states. Figures 6.1a,
6.1c and 6.1e depict the case of a filled initial cache, 6.1b, 6.1d and 6.1f an
empty one. The horizontal axis depicts the size of the cache in KB, the vertical
axis depicts the extracted information in logarithmic scale, that is, converting
the number observations into bits of information. Points represent the upper
bounds on the leakage, assuming an even distribution of the memory blocks
and considering the worst-case scenario. Lines represent the values computed
by CacheAudit.
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– In the case of a disjoint memory attacker with filled cache and ca-
che size of 4 KB, the upper bound for the information extraction is
zero whereas CacheAudit computes a positive value. Since all the
cache sets store at least as memory blocks as the associativity, all
the possible configurations have four victims blocks in them which
produces the upper bound of no extraction with disjoint memory.
However, for cache sets with strictly more memory blocks than the
associativity, CacheAudit also considers as reachable configurations
that are not completely filled, which allows for a non-zero informa-
tion extraction under disjoint memory.

Except for the aforementioned counting procedure of CacheAudit, the
computed values for the leakage are close to the upper bounds. This
shows that the leakage of AES does not differ too much from the leakage
obtained by worst-case scenario analysis, which implies that one can rely
on the upper bounds when considering the security of AES. In the next
Section we will see that other cryptographic algorithms have very large
differences between the upper bounds and the computed values of the
leakage and in that case, an analysis gives better security guaranties.

• We see a decreasing shape in the information absorption as we increase
the size of the cache which corresponds to the behaviors observed in Fig-
ure 5.4.

• For the information extraction with disjoint memory and a filled cache
we see that the extraction for FIFO and LRU is zero (except for the differ-
ences in counting of CacheAudit) and PLRU has non-zero leakage due to
the bump shown in Figure 6.1e.

• For the information extraction with disjoint memory and an empty cache
we see that the extraction for all cache algorithms grows with the size of
the cache (i.e. the number of cache sets) as shown in Figures 6.1b, 6.1d
and 6.1f.

• For the information extraction with shared memory we see that some
cache algorithms present a bump, Figures 6.1d and 6.1f, and others do
not, Figures 6.1a, 6.1c and 6.1b, as we increase the cache size and reduce
the footprint per set. Their presence or absence is due to the fact that the
point of maximum information extraction with shared memory occurs
for a different footprint per set depending on the cache algorithm and
whether the cache is initially filled or empty, see Figure 5.4.
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Figure 6.2: Information absorption and extraction (in bits) for the Sosemanuk
and HC-128 execution on a 4-way cache with line size of 64 bytes. Figures 6.2a,
6.2c and 6.2e depict the leakage of Sosemanuk, 6.2b, 6.2d and 6.2f depict the
leakage of HC-128. The horizontal axis depicts the size of the cache in KB,
the vertical axis depicts the extracted information in logarithmic scale, that
is, converting the number observations into bits of information. Points repre-
sent the upper bounds on the leakage, assuming an even distribution of the
memory blocks and considering the worst-case scenario. Lines represent the
values computed by CacheAudit.
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6.3 Upper Bounds for Sosemanuk and HC-128

In this Section we analyze the security of HC-128 and Sosemanuk using Cache-
Audit, compare one to the other for different configurations of the cache and
compare them to the upper bounds when using worst-case analysis, where we
see a large difference in leakage in contrast to what we saw for AES.

Figure 6.2 depicts the upper bounds of the leakage alongside with the val-
ues computed by CacheAudit when analyzing Sosemanuk and HC-128 start-
ing on an empty cache. Here we highlight the following results.

• We improve the bounds on the information leakage when computing
the information extraction on the set of reachable configurations com-
puted by CacheAudit. The difference between the information absorp-
tion and the information extraction corresponds to the precision gained
by the development of the extraction Algorithm 1. This gain is generally
higher when considering small caches, where sets contain several me-
mory blocks, and with LRU and PLRU, see Figures 6.2c, 6.2d, 6.2e and
6.2f.

• We see that, depending on the size of the cache, one cryptographic algo-
rithm is better than the other:

– For small caches (cache size of 4 KB), both algorithms have similar
values for the extraction, both shared and disjoint, although HC-128
has a larger absorption.
The difference in information absorption is due to HC-128 having a
larger footprint than that of Sosemanuk.
The similarities in information extraction are due to the theoretical
upper bounds presented in Section 5.2.2. Both cryptographic algo-
rithms use the same cache, thus the same associativity and num-
ber of cache sets. Since the information absorption per set is large
enough for both cryptographic algorithms, most of the cache sets
reach the bounds in information extraction for both cryptographic
algorithms.

– As the size of the cache grows, the absorption and extraction for HC-
128 gets smaller than that of Sosemanuk (to the point of no leakage
when the cache size is 32 KB). This was already shown in [DKMR15]
and is due to the fact that HC-128, unlike AES and Sosemanuk,
does not store a precomputed lookup table in the cache but one
that it modifies throughout the computation. Then, by continually
generating the S-boxes, HC-128 ensures that every memory block
is freshly loaded in the cache. As the cache grows enough so that
accesses to the lookup table do not conflict with each other, the ab-
sorption goes to zero.
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• When comparing the computed values of CacheAudit with the upper
bounds we see very large differences. This is because HC-128 and Sose-
manuk reach very few configurations of the possible ones computed by
the worst-case scenario analysis. Moreover, the way that HC-128 mod-
ifies its lookup tables makes its leakage for large caches closer to the
worst-case leakage of a filled cache than that of an empty cache. Oppo-
site to the case of AES, the use of CacheAudit for HC-128 and Sosemanuk
gives significantly better security guaranties for these cryptographic al-
gorithms than if we approximate them with the upper bounds obtained
by worst-case scenario analysis.
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COMPETITIVE ANALYSIS

Worst-case analysis provides results on a program that are independent of the
input of the program but has one main downside: programs are analyzed ba-
sed on one single trace of memory blocks (or set of traces in the case of security)
that may not represent the entire spectrum of executions accurately.

Consider for example two cache algorithms, P and Q such that P leaks con-
sistently more information than Q for all sets of traces of memory blocks except
for one set of traces, where both algorithms leak a similar amount of informa-
tion. When using worst-case analysis, we would conclude that both algorithms
are similar in leakage when, most of the time, Q is better than P.

Our objective in this chapter is to define a notion for comparing pairs of ca-
che algorithms that emphasizes the difference between two cache algorithms.
For that, we take inspiration from the classic notion of competitiveness [ST85],
which compares an online algorithm with the optimal offline algorithm and
gives a bound on the largest difference between them, and the notion of rela-
tive miss competitiveness [RG08] from the real-time systems community, that
adapts classic competitiveness to two online algorithms. We define a measure
for comparing the security of cache algorithms, which we call the leak ratio,
that bounds the largest difference in leakage between two cache algorithms.

When considering the time based attacker and cache algorithms repre-
sented by the automata model, we show that the leak ratio is symmetric in
the cache algorithms, that is, no cache algorithms dominates another in terms
of timing leakage. This is surprising considering that, for performance, such
differences exist [ST85]. Moreover, when restricting to cache algorithms with
finite control, which is natural for hardware based cache implementation, the
leak ratio is either constant or asymptotically linear in the length of the traces,
no other shapes are possible.

When considering the access-based attacker, we use some of the upper
bounds obtained in Chapter 5 to show that, for some cache algorithms, the
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leak competitiveness relation is symmetric as in the case of time-based at-
tacker and, for some others, there is a dominance of one cache algorithm over
the other.

These conclusions are similar to the ones obtained for the upper bounds
in Chapter 5 where we saw that all cache algorithms under the time based
attacker have the same upper bound, Corollary 5.2, but these upper bounds
differ between cache algorithms under the access-based attacker.

We now introduce the notion of relative miss competitiveness used for per-
formance evaluation and then adapt it to the different attackers.

Relative Miss Competitiveness

Relative competitiveness is a notion for comparing the worst-case performance
of two cache algorithms. Below, we reproduce a slightly simplified version of
the definition of relative competitiveness from [RG08]:

Definition 7.1. For ρ ∈ R>0, we say that a algorithm P is ρ-miss-competitive
relative to algorithm Q if there exists c ∈R>0 such that

P(t) ≤ ρ · Qtme(t) + c,

for all traces t ∈ B∗.

Example 7.2. LRU of associativity 4 is 1-miss-competitive relative to FIFO
of associativity 2. On the other hand, FIFO of associativity 2 is not ρ-miss-
competitive to LRU of associativity 4 for any ρ. Therefore, LRU of associativ-
ity 4 outperforms FIFO of associativity 2 in number of misses. See [RG08] for
details and more examples.

Notions of performance such as relative competitiveness (see Definition 7.1)
are based on trace properties, hence the point of comparison are individual
traces. In contrast, information-theoretic notions of leakage are hyperprop-
erties, which makes sets of traces the natural point of comparison. Given an
attacker, we define leak competitiveness, a concept that enables us to compare
the leakage of two cache algorithms, and that is based on lifting miss compe-
titiveness from traces to sets of traces.

7.1 Time-based Attacker

Time-based attackers monitor the effect of the trace of memory blocks in the
cache, the attacker observes the total number of misses the trace of memory
blocks produces, without knowing which particular memory blocks produced
the miss.
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In this section we define leak competitiveness for an automata-based cache
algorithm under the time-based attacker model and study the competitiveness
relationships between pairs of cache algorithms.

Since the sets of observations obtained for the time and trace-based attack-
ers grow with the length of the traces of memory blocks, we abstract from
programs to a set of traces of equal length T ⊆ Bl . The information the pro-
gram leaks through timing is captured by Ptme(T ) ⊆N, the image of T under
P, and quantified by |Ptme(T )| ∈N.

7.1.1 Leak Ratio

We next introduce a notion based on relative competitiveness that compares
the amount of information that two cache algorithms leak via their timing
behavior.

Definition 7.3. For a function ρtme : N→R≥0, we say that algorithm P is ρtme-
leak-competitive relative to algorithm Q for a time-based attacker if, for all l ∈N,

|Ptme(T )| ≤ ρtme(l) · |Qtme(T )| ,

for all set of traces of blocks T ⊆ Bl . Here we use Ptme(T ) as a shortcut for
Ptme((iP,λj.⊥),T ), i.e., the number of misses on the set of traces T when starting
in the initial configuration of the cache.

Even though the definition of leak competitiveness is based on a lifting of
miss competitiveness, there are important differences. Most importantly, leak
competitiveness of two algorithms P,Q bounds the ratio of leakage for each
l ∈ N, whereas miss competitiveness bounds the ratio of hits and misses for
all l. For traces of length l and an empty initial cache, the number of misses
any cache algorithm can produce is in {1, . . . , l}, which means that any two al-
gorithms are ρtme-leak-competitive for ρtme(l) = l. The question is hence not
whether there two algorithms are leak-competitive, but rather what shape this
relationship takes. We introduce the leak ratio to facilitate reasoning about
this shape.

Definition 7.4. Given a pair of algorithms P and Q we define the leak ratio for
a time-based attacker ρtme

P,Q as:

ρtme
P,Q (l) = min{ρtme(l) | ρtme : N→R≥0,P is ρtme-leak-competitive relative to Q}.

As we are mostly interested in the asymptotic behavior of ρtme
P,Q , the lack of

an additive slack in the definition of miss competitiveness is not essential.
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7.1.2 Characterizing the Leak Ratio

In this section we present our main result, which is a characterization of the
asymptotic behavior of the leak ratio for any pair of cache algorithms. We then
give interpretations of this behavior in terms of security. We present the proofs
of the technical results in Sections 7.1.4-7.1.6.

Non-Dominance

The key question motivating our work is whether some cache algorithms are
preferable to others in terms of their leakage via timing. This is a natural
question to ask because it is well-known that such preferences relations exist
for performance, see Example 7.2. The following theorem gives a negative
answer to the question above.

Theorem 7.5. For each pair of algorithms P,Q we have , as l grows:

O(ρtme
P,Q (l)) = O(ρtme

Q,P (l)).

Theorem 7.5 shows that cache algorithms are incomparable in the sense
that, for every l ∈N and every set of traces T that witnesses an advantage for P
over Q in terms of leakage, there is a set of traces T ′ that witnesses a comparable
advantage of Q over P. The following examples exhibits such witnesses for
P =LRU and Q =FIFO.

Example 7.6. Consider two fully-associative caches of capacity two, one with
LRU and the other with FIFO replacement, and the following sets of traces:

T =



ABACACBBB,
ABACDAAAA,
ABACBADDD,
ABACBACBB,
ABACBACBA


T ′ =


ABACBAAAA,
ABACDAAAA,
ABACABCCC,
ABACACBCA


Starting from an empty initial cache state, LRU produces 5 different observa-
tions on T , whereas FIFO produces only one. In contrast, FIFO produces 4
different observations on T ′ whereas LRU produces only one.

The root cause for this divergent behavior is that, after accessing the prefix
ABAC, the content of both caches differs: block C evicts the least recently used
block for LRU (i.e., B) but the first block to enter the cache for FIFO (i.e., A).
The suffixes of the traces are constructed in such a way that the difference
in cache content maps to different observable behavior. The full diagram of
updates of the cache when using these sets of traces is given in Figure A.1 in
the Appendix.
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The proof of Theorem 7.5 is based on a systematic way of constructing
sets of traces such as the ones in Example 7.6. Formally, the Theorem follows
from applying Theorem 7.15, introduced in Section 7.1.5, to P,Q and to Q,P.
Moreover, we will see later that these sets can be obtained from only two traces
of memory blocks and that those two traces are enough to characterize the leak
ratio.

Shapes of ρtme
P,Q

In Section 7.1.1 we have already observed that the leak ratio ρtme
P,Q between any

two algorithms P and Q is upper bounded by a linear function. The interesting
question is hence what sublinear shapes ρtme

P,Q can take. We answer this ques-
tion for cache algorithms with finite sets of control states, which encompasses
most hardware-based cache implementations. For this important class, the
following theorem shows that the leak ratio is either asymptotically constant
or linear, ruling out any nontrivial sublinear shape.

Theorem 7.7. For each pair of algorithms P,Q with finite control we have either

• ρtme
P,Q (l) ∈Θ(l), or

• ρtme
P,Q (l) ∈Θ(1).

These results are a direct consequence of Theorem 7.19, introduced in Sec-
tion 7.1.6, which shows that the leak ratio of two finite-control algorithms P,Q
is lower bounded by a linear factor if and only if there exist traces that witness
that the difference in misses between P and Q is unbounded. Whether such
traces exist determines in which of the two classes described by Theorem 7.7
the algorithms P and Q fall. If they do not exist, note that Corollary 7.14 im-
plies that ρtme

P,Q ∈ O(1).
For example, any pair of algorithms with different capacities falls into the

first class. This is because one algorithm always contains a block that the other
does not, which allows to construct a trace of unbounded difference in misses.

Together with Theorem 7.5, Theorem 7.7 leads to a stronger non-domi-
nance result for finite-control algorithms, namely that for every l ∈ N there
are sets of traces T l

P
,T l

Q
∈ Bl such that one algorithm asymptotically leaks the

largest possible amount of information whereas the other leaks almost noth-
ing. That is, Ptme(T l

P
) ∈ Θ(1) and Qtme(T l

P
) ∈ Θ(l), whereas Ptme(T l

Q
) ∈ Θ(l) and

Qtme(T l
Q
) ∈Θ(1).

The non-dominance results from Theorems 7.5 and 7.7 also show why we
cannot define leak competitiveness in the same way as miss-competitiveness,
that is, where each pair of cache algorithms has a constant leak ratio for all
lengths of traces. Except for the case where both leak ratios are in Θ(1), if
we can find, for each length, sets of traces where one cache algorithm leaks
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Figure 7.1: Example of the behavior of the leak ratios of the cache algorithms
from Example 7.8. Figure 7.1a shows two leak ratios that grow asymptotically
linearly and where the slopes can give a slight advantage of one algorithm over
the other. Figure 7.1b shows two leak ratios that eventually become constant
functions and were, for large lengths of traces, there is no advantage of one
algorithm over the other.

more and more information as we increase the length whereas the other leaks
a constant amount, no constant value of the leak ratio satisfies the leak-com-
petitiveness definition for all lengths.

We now compute the leak ratio functions for two pairs of cache algorithms
to showcase how the constants ignored in the asymptotic results in Theo-
rems 7.5 and 7.7 can mean a small advantage of one cache algorithm over
the other, provided the leak ratios are not in Θ(1).

Example 7.8. We can compute the leak ratios for small lengths of traces by
computing all traces of hits and misses of a given length and then choosing the
subset of traces that produces the largest ratio in the number of observations
in favor of each algorithm.

To compute these traces of hits and misses we simulate them by exhaus-
tively enumerating all possible traces of memory blocks Bl . We now argue the
size of the set B needed for the case of capacity two. For every pair of con-
figurations updated from the initial by the same trace of memory blocks, the
last accessed block is cached (2.1), accessing this block again produces a hit
for both configurations. The other line of the configuration may store a dif-
ferent memory block for each cache algorithm so that accessing one of them
produces a hit for one algorithm and a miss for the other and vice versa. Fi-
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nally, accessing any memory block not cached for any of the cache algorithms
produces a miss for both. Then, for cache algorithms with capacity two, four
memory blocks are enough to simulate all possible traces of hits and misses.

Consider two pairs of fully-associative caches of capacity two, one pair con-
siders replacements LRU and FIFO while the other considers LRU and a ca-
che algorithm that we denote (F)LRU that starts behaving like FIFO but, after
seven accesses to memory, behaves like LRU for the remaining of the accesses.
The leak ratios for LRU and FIFO are shown in Figure 7.1a and the ones for
LRU and (F)LRU are shown in Figure 7.1b.

We see that the leak ratios of LRU and FIFO exemplify the first case of
Theorem 7.7 and that, by looking at the slopes, that the asymptotic approach
ignores, we conclude that FIFO has a small advantage over LRU since the leak
ratio of FIFO relative to LRU grows slower than that of LRU relative to FIFO,
Figure 7.1a.

On the other hand, the leak ratios of LRU and (F)LRU exemplify the second
case of Theorem 7.7. The leak ratios for both cache algorithms start growing
at different rates but, once both algorithms behave like LRU, the leak ratios
end up coinciding and become constant functions. Although both cache algo-
rithms behave the same starting from length eight, not all pairs of configura-
tions contain the same memory blocks at this point, which still allows for both
leak ratios to grow with the length. Once all traces update the pairs of configu-
rations to having the same memory blocks for both algorithms, the leak ratios
become constant functions.

A pair of cache algorithms that are the same or eventually become the same
are the only ones that verify the second case of Theorem 7.7. This is because
the leak ratios grow when the pairs of configurations do not have the same
memory blocks cached and the access to a specific memory block produces a
hit for one algorithm and a miss for the other. If, at some point, every access to
a memory block has the same effect for both algorithms, the leak ratios do not
grow anymore.

By using a constant notion of leak competitiveness, all cache algorithms,
except for the ones in Θ(1), would be deemed incomparable. On the other
hand, by defining the leak ratios as functions of the length of the trace and
observing the growth rate as in Example 7.8, we can establish a comparison
between cache algorithms.

7.1.3 Discussion

We now discuss the implications of Theorems 7.5 and 7.7 in practice.

1. Our results are asymptotic in nature. The constants hidden behind the
O-notation can indicate a (gradual) preference between algorithms on
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finite sets of traces. E.g., the traces in Example 7.6 and the different
slopes on Example 7.8 show a slight advantage of FIFO over LRU.

2. Our results rely on the construction of sets of traces that witness advan-
tages of one cache algorithm over another, see Example 7.6. However,
the constructed traces need not correspond to a program of interest. Re-
stricting to a specific class of programs corresponds to the constraint that
witnesses be picked from a subset T ⊆ Bl instead of Bl . Under such con-
straints, it may be possible that a preference relation between cache al-
gorithms exists.

3. Our results rely on the assumptions that the caching algorithm is deter-
ministic and based on demand paging, i.e., it loads blocks only when
they are requested by the program. It is possible that randomized poli-
cies or features such as prefetching enable one to sidestep our results.
For example, for miss-competitiveness it is known that randomized poli-
cies [FKL+91] achieve better bounds than those possible for determin-
istic policies [ST85]. The study of leak competitiveness for randomized
cache algorithms is out of the scope of our work. We are aware of non-
dominance results for a similar notion of leak-competitiveness that con-
sider the RANDOM cache algorithm that, upon a miss, evicts a memory
block randomly, see [Sch18].

7.1.4 Leak Ratio from a Pair of Traces

Information leakage is a hyperproperty, i.e., a property of sets of traces. We
now show that the leak can always be expressed in terms of the difference in
observations of only two traces of memory blocks.

For an algorithm Q and l ∈N, we say that t1, t2 ∈ Bl are Q-equivalent when-
ever Qtme(t1) = Qtme(t2). We say that a set T ⊆ Bl is Q-dense if the image of
T under Q is a contiguous sequence of natural numbers, i.e. Qtme(T ) = {j, j +
1, . . . , j + k} for some j,k ∈N.

Proposition 7.9. For all pairs of algorithms P and Q, all lengths l, and all pairs of
Q-equivalent traces of memory blocks t1, t2 ∈ Bl :

Ptme(t2)− Ptme(t1) ≤ ρtme
P,Q (l)− 1. (7.1)

Moreover, there exist pairs of traces of Q-equivalent memory blocks t1, t2 ∈ Bl such
that (7.1) is an equality.

That is, every pair of traces that coincides in timing observation on one
algorithm cannot differ by more than the leak ratio on the other algorithm.
Moreover, there exists a pair of traces that matches this bound.
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The proof of the upper bound is based on constructing a set T ⊆ Bl of Q-
equivalent traces from a pair t, t′ ∈ Bl of Q-equivalent traces. The set T is P-
dense with maximum P(t′) and minimum Ptme(t). It satisfies

ρtme
P,Q (l) ≥ |Ptme(T )|

|Qtme(T )|
, (7.2)

which equals Ptme(t)− Ptme(t′) + 1 by construction.
The following lemma describes the construction of traces Q-equivalent to t

and t′ whose number of misses for P cover every value in between Ptme(t) and
Ptme(t′). The set T is composed of these traces.

Lemma 7.10. Consider two Q-equivalent traces t, t′ ∈ Bl with Ptme(t) ≤ Ptme(t′).
Then, for every Ptme(t) ≤ k ≤ Ptme(t′) there exists a trace t∗ ∈ Bl such that Ptme(t∗) =
k and that is Q-equivalent to t and t′.

Proof. We begin with a continuity argument to identify a prefix of the trace t,
which we later extend to t∗. For this, note that the difference in misses, Q − P,
between both algorithms on trace t is initially zero, i.e. Qtme(ε) − Ptme(ε) =
0, and increases or decreases by at most 1 per added block, until it reaches
Qtme(t) − Ptme(t). We first consider the case Qtme(t) ≥ Ptme(t). For any k with
0 ≤ Qtme(t) − k ≤ Qtme(t) − Ptme(t), we hence find a prefix b1 · · ·bu of t such that
the value of Q− P on the prefix is exactly Qtme(t)− k:

Qtme(b1 · · ·bu)− Ptme(b1 · · ·bu) = Qtme(t)− k. (7.3)

We create a trace t∗ with prefix b∗1 . . .b
∗
u = b1 . . .bu , which we extend by blocks

b∗u+1 . . .b
∗
v that produce misses on both P and Q until

Qtme(b∗1 . . .b
∗
v) = Qtme(t) . (7.4)

For the blocks b∗u+1 . . .b
∗
v to miss they must be uncached in both P and Q; such

blocks can be found whenever B is larger than the sum of the the capacities of
both algorithms. We further extend b∗1 . . .b

∗
v with l − v copies of b∗v to the trace

t∗ of length l. Repeatedly accessing b∗v is guaranteed to produce hits on both P

and Q.
As the blocks b∗u+1 . . .b

∗
l produce identical outputs on P and Q, the trace t∗

still satisfies (7.3), i.e.,

Qtme(t∗)− Ptme(t∗) = Qtme(t)− k .

Moreover, t∗ also still satisfies (7.4), i.e., Qtme(t∗) = Qtme(t), from which we con-
clude that t∗ is Q-equivalent to t and Ptme(t∗) = k. Note that we only handled the
case k ≤ Qtme(t). The case k > Qtme(t) proceeds in the same way but extending a
prefix of t′ instead of t and reformulating (7.3) to Ptme(b′1 · · ·b′u)−Qtme(b′1 · · ·b′u) =
k − Qtme(t′).
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Example 7.11. Note that the sets of traces introduced in Example 7.6 are ob-
tained following the construction presented in the previous proof. For exam-
ple the first set:

{ABACACBBB,ABACDAAAA,ABACBADDD,
ABACBACBB,ABACBACBA}.

Given the last trace, ABACBACBA, one can construct all the other traces except
for the first one by taking a prefix of ABACBACBA and then completing the
trace with memory blocks that produce the same output for both algorithms,
see Figure A.1 for the effect every memory block produces on the cache.

The proof of the tightness of the upper bound in Proposition 7.9 follows
from the fact that every set T that satisfies equality in (7.2) contains within it
a subset T ∗ of Q-equivalent traces that also satisfies equality in (7.2). We show
that this set T ∗ is P-dense, which means that the elements t, t′ ∈ T ∗ that produce
the maximal difference in misses under P satisfy Ptme(t)− Ptme(t′) = ρtme

P,Q − 1.
The following lemma shows how to find such a T ∗.

Lemma 7.12. Every set T ⊆ Bl that satisfies equality in (7.2) contains a P-dense
subset of Q-equivalent traces that also satisfies equality in (7.2).

Proof. We partition T = T1]· · ·]Tk , into classes of Q-equivalent traces. Without
loss of generality assume that Ptme(T1) ≥ Ptme(Tj), for j > 1. Then we have:

|Ptme(T )|
|Qtme(T )|

≤
∑k
j=1

∣∣∣Ptme(Tj)
∣∣∣∑k

j=1

∣∣∣Qtme(Tj)
∣∣∣ =

∑k
j=1

∣∣∣Ptme(Tj)
∣∣∣∑k

j=1 1

(∗)
≤ |Ptme(T1)| ,

where (∗) follows from the fact that, for any sequence of natural numbers
a1, . . . , ak,

∑k
j=1 aj ≤ kmax(a1, . . . , ak).

As a consequence, T1 also satisfies |Ptme(T1)| = ρtme
P,Q (l). Moreover, Ptme(T1) is

a contiguous set of natural numbers. If it were not, we could apply Lemma 7.10
to augment T1 by a trace that produces the missing number of observations,
contradicting that ρtme

P,Q is an upper bound.

7.1.5 Approximation of the Leak Ratio from a Single Trace

In Section 7.1.4 we have seen that the leak ratio of two cache algorithms, which
is defined as a property of arbitrary sets of traces, is fully characterized by a
pair of traces. In this section, we show that the leak ratio can be approximated
to within a factor of 2 using a single trace.

Lemma 7.13. Let t ∈ Bl be an arbitrary trace. Then, there is a trace t′ ∈ Bl with
Ptme(t′) = Qtme(t′) = Qtme(t).
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Proof. We construct the trace t′ ∈ Bl as the concatenation of two subtraces t′miss
and t′hit: t

′
miss is a trace of length Qtme(t) in which all accesses are chosen such

that they result in misses in both P and Q. This is always possible, as there are
at most ηP + ηQ blocks cached in P and Q at any time and accesses to any other
block will result in a miss. Let b ∈ B be the final access in t′miss. Independently
of the cache algorithm, b must be cached in both P and Q following t′miss. The
second subtrace t′hit then simply consists of |t|−Qtme(t) accesses to b, which will
result in hits in both P and Q.

The following Corollary of Lemma 7.13 and of Proposition 7.9 shows that
the leakage ratio is “almost” a trace property, as it can be approximated to
within a factor of two based on the number of misses of P and Q on a single
trace:

Corollary 7.14. For all pairs of cache algorithms P and Q, all lengths l, and all
traces of memory blocks t ∈ Bl :

|Ptme(t)− Qtme(t)| ≤ ρtme
P,Q (l)− 1. (7.5)

Moreover, there exists a trace t ∈ Bl such that:

ρtme
P,Q (l)− 1

2
≤ |Ptme(t)− Qtme(t)|.

Proof. Let t ∈ Bl be an arbitrary trace. By Lemma 7.13, there is a trace t′ such
that Ptme(t′) = Qtme(t′) = Qtme(t). So t and t′ are Q-equivalent. Thus, by Proposi-
tion 7.9, we have both

Ptme(t)− Ptme(t′) ≤ ρtme
P,Q (l)− 1 and Ptme(t′)− Ptme(t) ≤ ρtme

P,Q (l)− 1,

which implies that |Ptme(t)− Qtme(t)| = |Ptme(t)− Ptme(t′)| ≤ ρtme
P,Q (l)− 1.

By Proposition 7.9, there is a pair of Q-equivalent traces t1, t2 ∈ Bl such that:

Ptme(t2)− Ptme(t1) = ρtme
P,Q (l)− 1.

Let q = Qtme(t1) = Qtme(t2). Either 2 · |Ptme(t2) − q| ≥ Ptme(t2)− Ptme(t1) or 2 ·
|Ptme(t1)− q| ≥ Ptme(t2)− Ptme(t1), where equality is achieved on one of the two
inequalities if q is centered between Ptme(t1) and Ptme(t2). Assume that 2 ·
|Ptme(t2) − q| ≥ Ptme(t2)− Ptme(t1). Then |Ptme(t2) − Qtme(t2)| ≥ Ptme(t2)−Ptme(t1)

2 =
ρtme
P,Q −1

2 . Otherwise, |Ptme(t1)− Qtme(t1)| ≥ Ptme(t2)−Ptme(t1)
2 =

ρtme
P,Q −1

2 .

Theorem 7.15. For all pairs of cache algorithms P and Q and all lengths l:

ρtme
P,Q (l) ≤ 2 · ρtme

Q,P (l)− 1

Proof. By Corollary 7.14, there is a trace t ∈ Bl , such that

ρtme
Q,P (l)− 1

2
≤ |Qtme(t)− Ptme(t)| = |Ptme(t)− Qtme(t)| ≤ ρtme

P,Q (l)− 1.

Multiplying both sides by 2 and adding 1 finish the proof.
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7.1.6 A Linear Lower Bound on the Leak Ratio

In this section, we show that if the difference in misses between two cache al-
gorithms is unbounded, then there are traces on which the difference in misses
grows linearly in the length of the trace. Together with the result from the pre-
vious section, this implies that the leak ratio between two algorithms grows
linearly in the length of the trace if and only if the difference between the
two algorithms is unbounded. This result does not hold for arbitrary caches
conforming to the model introduced in Chapter 2. We need to make two addi-
tional assumptions:

1. We assume the set of control states SP of a cache algorithm to be finite.
This is naturally the case for hardware-based caches that maintain a fi-
nite set of status bits to guide future eviction decisions.

2. We assume that the evict function, evictP : SP×B→ SP×{0, . . . ,ηP−1} is inde-
pendent of its second parameter, i.e., evictP(s,b) = evictP(s,b′) for all s ∈ SP
and b,b′ ∈ B. This assumption is naturally fulfilled by fully-associative
caches, where there is no restriction on the placement of a memory block
based on its address. This assumption could be significantly weakened
at the expense of a more complicated proof.1

For the proof of the result we argue that, while there is an unbounded num-
ber of different cache configurations, even assuming an unbounded supply of
memory blocks B, there are only finitely many “non-congruent” pairs of cache
configurations, where congruent will be defined precisely below. Intuitively,
congruent pairs of cache configurations behave similarly to each other, if their
cache contents are appropriately renamed.

Such a renaming can be captured by a bijection. Let π : B→ B be a bijection
on memory blocks and let π∗ denote its extension to cache contents that maps
⊥ to ⊥:

π∗(c) = λl.

π(c(l)) : c(l) ∈ B
⊥ : c(l) =⊥

We also lift π to cache configurations with π∗(s, c) = (s,π∗(c)) and to traces with
π∗(ε) = ε and π∗(b ◦ t) = π(b) ◦π∗(t).

Let (s, c) be an arbitrary cache configuration. Observe that:

∀t ∈ B∗ : π∗(updP((s, c), t)) = updP(π∗(s, c),π∗(t)), (7.6)

i.e. renamed cache configurations behave the same on renamed accesses. Also
observe that:

Ptme(c,b, ) = Ptme(π∗(c),π(b)), (7.7)

1A weaker, yet sufficient condition would be that there is a finite partition of B, such that
evictP(s,b) = evictP(s,b′) for all s ∈ SP and b,b′ that are in the same block of the partition. This
weaker assumption is fulfilled by arbitrary set-associative caches.
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which holds because π(b) is contained in π∗(c) if and only if b is contained in
c. From these two observations, it follows that:

Ptme((s, c), t) = Ptme(π∗(s, c),π(t)). (7.8)

Definition 7.16 (Congruent cache configurations). Two pairs of cache configu-
rations (gP, gQ) and (g ′

P
, g ′

Q
) are congruent, denoted by (gP, gQ)) ≡ (g ′

P
, g ′

Q
), if there is

a bijection π : B→ B, such that g ′
P

= π∗(gP) and g ′
Q

= π∗(gQ). To indicate a bijec-
tion π that is a witness to the congruence of two pairs of cache configurations
we also write (gP, gQ) ≡π (g ′

P
, g ′

Q
).

Note that congruence is an equivalence relation. We denote the equivalence
class of a pair of cache configuration (gP, gQ) by

[gP, gQ] := {(g ′P, g
′
Q
) ∈ GP ×GQ | (g ′P, g

′
Q
) ≡ (gP, gQ)}.

While the set of pairs of cache configurations is infinite, its quotient w.r.t.
to the congruence relation is finite:

Theorem 7.17 (Index of ≡). Let P and Q be two finite-control-state cache algo-
rithms. Then, the quotient

GP ×GQ/≡ = {[gP, gQ] | (gP, gQ) ∈ GP ×GQ}

is finite.

Proof. Remember that ηP and ηQ denote the capacities of P and Q. Let BP,Q be
an arbitrary but fixed subset of B, such that |BP,Q| = ηP + ηQ.

We show below that each pair ((sP, cP), (sQ, cQ)) of cache configurations is con-
gruent to a pair of cache configurations ((sP, c′P), (sQ, c′Q)) in which only blocks
from BP,Q may occur in the cache contents c′

P
and c′

Q
. As BP,Q is finite, there are

only finitely many different cache contents c′
P

and c′
Q

containing only blocks
from BP,Q. The sets of control states SP and SQ are finite by assumption. To-
gether, this implies that the set of equivalence classes of ≡ is finite.

Below we show how to incrementally construct a bijection π : B→ B such
that the contents of c′

P
= π∗(cP) and c′

Q
= π∗(cQ) contain only blocks from BP,Q:

1. Initially, let π be the identity function on B, and let D = BP,Q.

2. For i = 0, . . . ,ηP − 1:
If cP(i) ∈ BP,Q then modify D to D =D \ {cP(i)}.

3. For j = 0, . . . ,ηQ − 1:
If cQ(j) ∈ BP,Q then modify D to D =D \ {cQ(j)}.

4. For i = 0, . . . ,ηP − 1:
If cP(i) , ⊥ and π(cP(i)) < BP,Q, then pick b ∈ D and modify π and D as
follows:
π = π[cP(i) 7→ b][b 7→ cP(i)] and D =D \ {b}.
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5. For j = 0, . . . ,ηQ − 1:
If cQ(j) , ⊥ and π(cQ(j)) < BP,Q, then pick b ∈ D and modify π and D as
follows:
π = π[cQ(j) 7→ b][b 7→ cQ(j)] and D =D \ {b}.

Note that there is always a b ∈ D available, when the above algorithm needs
one, because the operation is applied at most |BP,Q| = ηP + ηQ times. Through-
out its execution, the algorithm maintains the invariant that π is a bijection.
Further, the resulting bijection satisfies π∗(cP),π∗(cQ) ⊆ BP,Q ∪ {⊥}.

We can exploit Theorem 7.17 in a manner similar to the application of the
pumping lemma for regular languages in the proof of the following theorem.

Theorem 7.18. Let P and Q be two finite-control-state cache algorithms. Further,
let the difference in misses between P and Q be unbounded, i.e.,

∀m ∈N : ∃t ∈ B∗ : |Ptme(t)− Qtme(t)| > m.

Then, there is an f ∈R, f > 0 and an m0 ∈N, such that

∀m ∈N,m > m0 : ∃t ∈ Bm : |Ptme(t)− Qtme(t)| > f · |t|.

Proof. Notation: We use Ptme(t, t′) is a shortcut for Ptme(tt′) − Ptme(t), i.e., the
number of misses on the suffix t′.

Let P and Q be two finite-control-state cache algorithms such that the dif-
ference in misses between P and Q is unbounded. Let l = |GP ×GQ/≡|+ 1, which
must be finite due to Theorem 7.17.

As the difference in misses between P and Q is unbounded, there must be a
t ∈ B∗ such that |Ptme(t)−Qtme(t)| = l. We will assume without loss of generality2

that Ptme(t) > Qtme(t) for such traces t, and so |Ptme(t)−Qtme(t)| = Ptme(t)−Qtme(t).
Then, let t1, . . . , tl be prefixes of t, s.t. Ptme(tj)− Qtme(tj) = j for all 1 ≤ j ≤ l.

Let igP = (iP,λj.⊥) and igQ = (iQ,λj.⊥) be the initial configurations of P and
Q. Also, let pj = updP(igP, tj) and qj = updQ(igQ, tj) for all 1 ≤ j ≤ l.

Due to the pigeonhole principle, there must be at least two prefixes tj and
tk, with j < k, such that the pairs of cache configurations (pj ,qj) and (pk ,qk)
resulting from executing these prefixes are congruent. Assume that tj and tk
are two such prefixes.

As tj is a prefix of tk, we can decompose tk into tj and tj→k, such that tk = tj◦
tj→k. From Ptme(tj)−Qtme(tj) = j and Ptme(tk)−Qtme(tk) = k we can conclude that
Ptme(tj , tj→k)−Qtme(tj , tj→k) = (Ptme(tk)−Ptme(tj))− (Qtme(tk)−Qtme(tj)) = k− j ≥ 1.

2If Ptme(t) < Qtme(t) the following arguments hold with P and Q exchanged.
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We can arbitrarily extend tj using the following construction of the traces
τm and ωm:

τ0 = tj ,

τm+1 = τm ◦ωm,
ω0 = tj→k ,

ωm+1 = π∗(ωm).

Let um = updP(igP, τm) and vm = updQ(igQ, τm). For the following induction
proof, it will be helpful to express um+1 and vm+1 in terms of um and vm. We
have that um+1 = updP(igP, τm ◦ ωm) = updP(updP(igP, τm),ωm) = updP(um,ωm)
and similarly vm+1 = updQ(vm,ωm).

We show by induction that (um,vm) ≡π (um+1,vm+1):

• (Induction base) For m = 0, τ0 = tj and τ1 = τ0 ◦ω0 = tj ◦ tj→k = tk. Thus
we have that u0 = updP(igP, τ0) = updP(igP, tj) = pj and v0 = updQ(igQ, τ0) =
updQ(igQ, tj) = qj . Similarly, u1 = pk and v1 = qk, and we already know
that (pj ,qj) ≡π (pk ,qk).

• (Induction step) For m > 0, we know from the induction hypothesis that
(um−1,vm−1) ≡π (um,vm). Applying (7.6) with t = ωm−1 yields π∗(um) =
π∗(updP(um−1,ωm−1)) = updP(um,π∗(ωm−1)) = updP(um,ωm) = um+1, and
similarly π∗(vm) = vm+1. Thus (um,vm) ≡π (um+1,vm+1).

Since we have that um+1 = π(um) and vm+1 = π(vm), applying (7.8) yields
Ptme(um+1,ωm+1) = Ptme(um+1,π

∗(ωm)) = Ptme(um,ωm) and similarly we have
Ptme(vm+1,ωm+1) = Ptme(vm,ωm) for allm. In other words, the number of misses
on the subtraces ωm are always the same in both P and Q. We also know that
Ptme(u0,ω0) = Ptme(tj , tj→k) and Qtme(v0,ω0) = Qtme(tj , tj→k). Thus, we have

Ptme(τm) = Ptme(tj) +m · Ptme(tj , tj→k),

Qtme(τm) = Qtme(tj) +m · Qtme(tj , tj→k),

Ptme(τm)− Qtme(τm) = Ptme(tj)− Qtme(tj) +m · (Ptme(tj , tj→k)− Qtme(tj , tj→k)),

= Ptme(tj)− Qtme(tj) +m · (k − j).

Let f = k−j
|tj→k |+1 ≥

1
|tj→k |+1 > 0. For large enough m,

|Ptme(τm)− Qtme(τm)| = Ptme(tj)− Qtme(tj) +m · (k − j),

is greater than f · |τm| =
k−j
|tj→k |+1 · (|τ0|+m · |tj→k |), which proves the theorem.

In other words, if the difference in misses between two finite-control-state
algorithms is unbounded, then it actually grows linearly in the length of the
trace.
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Theorem 7.19. The leak ratio between two finite-control-state cache algorithms P
and Q grows linearly in the length of the trace if and only if the difference in misses
between P and Q is unbounded:

ρtme
P,Q (l),ρtme

Q,P (l) ∈Ω(l) ⇔ ∀m ∈N : ∃t ∈ B∗ : |Ptme(t)− Qtme(t)| > m.

Proof. Direction “⇒”: Assume for a contradiction that there is an mmax ∈ N,
such that for all traces t ∈ B∗: |Ptme(t)− Qtme(t)| ≤ mmax. As ρtme

P,Q (l) ∈Ω(l) there
must be an l∗, such that ρtme

P,Q (l∗) > 2 ·mmax + 1. By the second part of Corol-
lary 7.14, there is a trace t such that

mmax <
ρtme
P,Q (l∗)− 1

2
≤ |Ptme(t)− Qtme(t)|,

which contradicts our assumption.
Direction “⇐”: We will prove that ρtme

P,Q (l) ∈ Ω(l). The fact that ρtme
Q,P (l) ∈

Ω(l) follows by simply exchanging P and Q because |Ptme(t)−Qtme(t)| = |Qtme(t)−
Ptme(t)|.

To prove that ρtme
P,Q (l) ∈ Ω(l), we have to show that there is a k > 0 and an

m0 ∈N, such that ∀m ∈N,m > m0 : ρtme
P,Q (m) ≥ k ·m.

By Theorem 7.18, we can conclude that there is an f > 0 and an m′0 ∈ N,
such that ∀m ∈ N,m > m′0 : ∃t ∈ Bm : |Ptme(t) − Qtme(t)| > f · |t|. Pick k to be f
and m0 to be m′0. To prove the theorem it then remains to show that ∃t ∈ Bm :
|Ptme(t)− Qtme(t)| > f · |t| implies ρtme

P,Q (m) > f ·m.
To this end, let t ∈ Bm be a trace that satisfies |Ptme(t)−Qtme(t)| > f ·|t|. Apply-

ing the first part of Corollary 7.14 yields f · |t| < |Ptme(t)−Qtme(t)| < ρtme
P,Q (m).

7.2 Access-based Attacker

The access-based attacker obtains information not about the effect of the vic-
tim’s program on the cache but about the final configuration of the cache after
the victim’s program has finished. This process is not as simple as directly ob-
serving the cache but actually requires that the attacker probes the cache, that
is, accesses new memory blocks, observes the effect they have on the cache and
draws conclusions about the configuration left by the victim.

When considering competitiveness analysis, our objective is to compare the
leakage of two cache algorithms, not how secure they are individually. For that
reason, we focus on the final leakage the attacker obtains from the cache, that
is, the information extraction presented in Section 4.2.

As with Section 5.2, we focus on permutation-based cache algorithms, see
Section 2.2. As we did when defining information absorption for the permuta-
tion-based model, Section 5.2.1, we abstract from programs using blocks from
B to the set of all possible traces using those blocks, B∗. Moreover, since only
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the size of the set of memory blocks is relevant, we define leak-competitiveness
for an access-based attacker with a function depending on the footprint.

Definition 7.20. For a function ρacc : N→R≥0, we say that algorithm P is ρacc-
leak-competitive relative to algorithm Q for an access-based attacker if, for all
fp ∈N,

µ(P,T ) ≤ ρacc(fp) ·µ(Q,T ),

for all set of traces of blocks T ⊆ B∗ with |B| = fp where µ(P,T ) denotes the max-
imum information leakage obtained from the set of configurations reachable
from the initial configuration îg

P
by the set of traces T .

As was the case with the time-based attacker, there always exists a value
ρacc(fp) such that two cache algorithms are ρacc(fp)-leak-competitive. We then
focus on the shape the leak-competitiveness relation takes as we modify the
footprint of the set of memory blocks. For that we define the leak ratio for an
access-based attacker.

Definition 7.21. Given a pair of algorithms P and Q we define the leak ratio for
an access-based attacker ρacc

P,Q as:

ρacc
P,Q (fp) = min{ρacc(fp) | ρacc : N→R≥0,P is ρacc-leak-competitive relative to Q}.

For the competitiveness analysis we always assume that, before the victim
accesses it, the cache starts in the initial configuration, îg

P
, that is, an empty

configuration. We do not need to specify the analysis to the configuration
since we will look at the asymptotic behavior of ρacc

P,Q and the results obtained
in Section 5.2.2 are independent of the configuration of the cache prior to the
victim’s access.

We now look at the results on information extraction obtained for LRU,
FIFO and PLRU on Section 5.2.2 and interpret them in terms of the leak ratio
for an access-based attacker:

• For FIFO and LRU with shared memory, the number of observations of
an access-based attacker is bounded by a constant, Proposition 5.17. This
implies that the leak ratios of FIFO relative to LRU, and of LRU relative
to FIFO, are in O(1).

• For PLRU with shared memory and associativity bigger than two, the
number of observations grows with the footprint, Proposition 5.18, and
this growth is linear in the case of associativity four, Figures 5.2e and
5.2f. This implies that the leak ratio of PLRU with associativity bigger
than two relative to FIFO and LRU respectively, is in Ω(n), whereas the
leak ratio of FIFO and LRU relative to PLRU. This is an example of dif-
ferent competitiveness relationships.
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• For LRU, FIFO and PLRU with a disjoint memory attacker, the num-
ber of observations of an access-based attacker is bounded by a constant,
Propositions 5.19 and 5.20. This implies that the leak ratios of any pair
of cache algorithms, for a disjoint memory attacker, are in O(1).

Overall, these examples show that, unlike for time-based attackers, there are
dominance relations for the security of cache algorithms with respect to access-
based attackers. We leave a detailed investigation of this case to future work.
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RELATED WORK

Quantitative information-flow analysis

The notion of leakage we use is based on concepts from quantitative information-
flow analysis widely used in previous work. [CHM07] uses information the-
ory, particularly Shannon’s entropy, to measure interference between variables
in imperative languages. [Smi09] explores the use of vulnerability and min-
entropy as a more realistic way of characterizing side channels. [ACPS12b]
studies g-leakage, a generalization of min-entropy, that uses gain functions to
allow for more accurate quantifications of leakage for specific scenarios.

These notions of information-flow analysis have been successfully used for
detecting and quantifying side channels of program code: [HM10] analyses
several vulnerabilities in the Linux Kernel and a couple of authentication rou-
tines, [NMS09] uses channel capacity measurement to improve the results of
dynamic taint analysis, [KB07] quantifies the information that an adaptive at-
tacker can extract under different notions of entropy and [DKMR15] uses the
notion of vulnerability to give upper bounds on the security of cache side-
channel attacks.

Other works on the security of caches

Our model of the access-based attacker is a refinement of the model proposed
in [DKMR15]. This work assumes that the attacker can obtain information
about the configuration of the cache left by the victim by directly observing
it. In reality, observing the cache is not possible and the only way to obtain
information about its configuration is by accessing new memory blocks and
observing whether they produce a hit or a miss, a process we refer to as prob-
ing the cache. This refinement of the model allows to obtain better security
guarantees at the expense of having to compute an optimal probing strategy.
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When it comes to timing attacks, a simple way to reduce the vulnerability
to leak information is introducing some sort of randomness in the replace-
ment of memory blocks, this has been proposed by several authors, see [HL17,
KCQ+13, ZL14]. With deterministic cache algorithms, the observation that
the attacker obtains only depends on the victim’s accesses to memory and thus
there is no noise interfering with the attacker’s guess.

For the access-based attacker, one way to mitigate the leakage is by parti-
tioning the cache lines in disjoint subsets, one for each user [HL17, ZL14]. This
way, attacker’s memory blocks do not compete with victim’s memory blocks for
cache lines which denies the posibility of probing the cache.

Our work considers cache algorithms that neither use any randomness in
the replacement nor partition the cache between users, acknowledges that
leaking information is unavoidable for these types of cache algorithms and
explores how different cache algorithms make the leakage less dangerous.

Work related to information extraction

Our definition of a probing strategy is made with the notion that the attacker
probes the cache in an adaptive way, that is, reacting to the effect previously
accessed memory blocks have on the cache. This is related related to existing
models for adaptive probing [KB07, BP12]. There, however, the secret remains
static. The model of [KB07] and the deterministic part of [BP12] is a special
case of ours, where accesses to memory blocks do not modify the configuration
of the cache left by the victim.

Mardziel et al. [MAHC14] develop an approach to quantify information
flow for dynamic secrets, that is, secrets that evolve over time. They consider
a probabilistic system and attacks that consist of a fixed amount of steps.
Attacks finish with an exploit whose success is evaluated using gain func-
tions [ACPS12b]. Our model for information extraction differs from their mo-
del in that it is deterministic and allows to compute leakage for an undeter-
mined number of attacks steps, i.e., until the probe is depleted. We further
provide an algorithm that actually allows us to compute optimal strategies.

The problem of computing the information extraction is related to the
state-identification problem for Mealy machines, which was first introduced
by Moore in [Moo56], expanded upon by Gill in [Gil61], and analyzed from a
complexity perspective by Lee and Yannakakis [LY94]. The state-identification
problem is to determine the initial state of a Mealy machine by probing strate-
gies, just as in our case. While we are interested in the maximal number of
knowledge sets into which the uncertainty about the initial state can be par-
titioned, state-identification algorithms are only concerned with the decision
problem, that is whether or not a full identification, i.e, a partitioning into sin-
gleton knowledge sets is feasible, and if it is, by which strategy. So our problem
of finding the finest partition can be seen as a quantitative generalization of the
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state-identification problem.

Original notions of competitiveness

Leak competitiveness is inspired by work on competitive performance analy-
sis. The notion of competitive analysis was first introduced in [ST85], where
the authors bound the number of misses an online algorithm does on a trace
of memory blocks in terms of the number of misses of an optimal offline algo-
rithm [Bel66]. In contrast to performance, there is no clear candidate for an
optimal offline cache algorithm for security, because the best option would be
not to cache memory blocks and be trivially non-interferent. This is why we
base leak competitiveness on relative competitiveness [RG08]. Here, the num-
ber of misses one cache algorithm produces is compared with the number of
misses of another algorithm, none of them necessarily optimal.
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Although cache memories are a very important component of modern com-
puters since they improve the efficiency of programs, they can also be used
for malicious activities as the variations of execution time may provide infor-
mation on secret data the program uses. This thesis focuses on the security
aspects of cache side-channel attacks, specifically on the role the cache algo-
rithm governing the cache plays in the security of the cache.

We consider two classes of cache algorithms: automata-based cache algo-
rithms, that encompass a wide variety of cache algorithms, and permutation-
based cache algorithms, a subclass of the automata-based cache algorithms
that encompass common cache algorithms like Least Recently Used or First In
First Out.

As a way for quantifying the security of the cache algorithm, we use notions
of information theory and express the security guarantee of the side-channel
as an upper bound on the probability of the attacker correctly guessing a secret
chosen by the victim. This bound is incremented if the attacker has access to
side-channel observations (the information leaked through the side-channel)
and the increase depends on the number of different observations the attacker
obtains.

With the two models for the cache algorithms and the notion of security as
number of observations, we study the security of cache algorithms with respect
to three common types of attackers: time-based, that observe the total number
of misses a trace of memory blocks does, trace-based, that observe the outcome
of every individual access of a trace of memory blocks, and access-based, that
obtain partial information about the configuration of the cache left by a trace
of memory blocks.
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9.1 Contributions

Upper bounds on Leakage

We derive program dependent and independent upper bounds on the leakage
a cache algorithm may produce.

For the program dependent analysis, we improve current results by intro-
ducing a more realistic model of the access-based attacker. This model is based
on the idea that the attacker has to probe the cache in order to know its content,
thus modifying the configuration left by the victim. We introduce two notions
to analyze the security of caches against the access-based attacker: how much
information the cache absorbs from the victim’s computation and how much
information the attacker can extract from the cache.

We also introduce an algorithm that, given a cache algorithm and a set of
victim’s configurations, computes the value for the information extraction for
that cache algorithm and set of configurations.

For the program independent analysis we use worst-case analysis to derive
upper bounds on the number of observations for a cache algorithm for any set
of traces of memory blocks. This allows to obtain security guarantees that only
depend on the cache algorithm.

For the time and trace-based attackers we show that the effect a memory
block produces on the cache only depends on whether the block is in the ca-
che or not. Then, the worst-case values for leakage depend on how filled the
cache is prior to the victim’s computations, i.e. how many lines have a valid
memory block, and the number of different memory blocks the victim uses,
the footprint of the program. We conclude that all cache algorithm leak the
same amount of information in their worst-case scenario.

For the access-based attacker we show that permutation-based cache algo-
rithms are oblivious to the actual memory blocks in the cache, they update
the configurations by doing equality checks with the accessed memory block
and comparing the ages of the blocks. Then, the worst-case information ab-
sorption, and thus extraction, depend on how filled the cache is prior to the
victim’s computations, we focus on the extreme cases empty and completely
filled, and on the number of different memory blocks the victim uses, the foot-
print of the program. For three common cache algorithms, LRU, FIFO and
PLRU, we obtain results about their information extraction, either in the form
of upper bounds (LRU and FIFO) or with results that show that the informa-
tion extraction grows with the footprint (PLRU). We conclude that, for each
combination of configuration of the cache and footprint, a different cache al-
gorithm provides the lowest leakage, either because the information absorp-
tion is low (eg. FIFO with a filled cache and low footprint) or because the
information extraction is low (eg. LRU with large footprint).

When considering set-associative caches and the access-based attacker we
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show that distributing the memory blocks over several cache sets does not
necessarily mean lower leakage as the multiplicative effect of several cache
sets may take over the decrease in information absorption per cache set.

We also implement our information extraction algorithm into the Cache-
Audit static analyzer to refine the security guarantees of the access-based at-
tacker. We test our algorithm on several implementations of AES, Sosemanuk
and HC-128 and show a gain in precision of the analysis when considering
information extraction rather than absorption.

We compare the upper bounds obtained with worst-case analysis and the
computed ones returned by CacheAudit. With them we conclude that the leak-
age of AES computed by CacheAudit differs very little from the upper bounds
(except for some cases where CacheAudit over approximates the set of reach-
able configurations), due to the very diverse access pattern of AES. However,
the computed leakage for Sosemanuk and HC-128 differs significantly from
the upper bounds since these cryptographic algorithms access memory in a
less diverse way that reduces the information absorption.

Competitiveness analysis

Competitiveness analysis provides a comparison between cache algorithms
by analyzing the largest difference in leakage between two cache algorithms.
However, it is not suited to analyze the individual security of cache algorithms
as the results are given relative to another algorithm.

For the time-based attacker we show that no cache algorithm dominates
another in terms of leak ratio, that is, for each pair of cache algorithms P,Q
both leak ratios, ρtme

P,Q and ρtme
Q,P grow at the same rate. This implies that, for

any set of traces of memory blocks where cache algorithm P leaks less than Q,
there exist a set where cache algorithm Q leaks less than P and both differences
in leakage are comparable.

For the access-based attacker we use the upper bounds on leakage and
show that some pairs of cache algorithms have comparable leak ratios and
so there is no dominance of one over the other (eg. LRU and FIFO) and some
pairs of cache algorithms have leak ratios that grow at different rates and so
show a dominance of one algorithm over the other (eg. LRU dominates PLRU).

94



CHAPTER 9. CONCLUSIONS

9.2 Future Work

We now mention some possible future directions for the research developed in
the thesis.

Upper bounds on other cache algorithms

The automata-based model encompasses a wide variety of cache algorithms
and so the upper bounds obtained for the time and trace-based attacker are
quite general. However, for the case of the access-based attacker we have de-
veloped upper bounds for only three permutation-based cache algorithms. A
clear extension of these results would be to model more cache algorithms and
obtaining similar upper bounds for the information extraction. This would
require modeling the cache algorithm in a way that allows to compute a set of
victim’s configurations and then apply our probing algorithm.

Specialized probing algorithm

The probing algorithm proposed in Algorithm 1 is not a very efficient one but
is able to compute the information extraction for any cache algorithm. We
are aware of some modifications that could be made to specialize it to specific
cache algorithms that could improve the computation. For example, for LRU,
after a memory block has been used, it will always return a hit if repeated and
thus, it does not need to be considered when extending the probe (line 7 of
Algorithm 1).

Competitiveness on sets of traces

The non-dominance results for the time-based attacker that we have obtained
on competitiveness analysis assume that any possible trace of memory blocks
is possible. If we were to compare a pair of cache algorithms with respect to a
program, we would restrict from all possible traces of memory blocks to a sub-
set of traces. In that situation, dominance results for the time-based attacker
could arise.

Competitive analysis for the trace-based attacker

We did some preliminary experiments on competitive analysis for the trace-
based attacker and obtained a non-dominance result similar to Theorem 7.5
but that seemed to apply only on a specific class of automata-based cache al-
gorithms. However, we were unable to characterizing this class by the time of
writing the thesis.
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