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Abstract

The XCoLab is an open-source, domain-independent solution crowdsourc-
ing web platform created by the Center for Collective Intelligence at the
Massachusetts Institute of Technology. Its main application is the Climate
CoLab, where it is used to search for solutions to climate change.

The aim of this project is to evolve the platform from its current single-
server architecture to a container-based microservices architecture. This will
allow any implementation of the XCoLab to benefit from the advantages
of this architectural approach. First of all, microservices will be able to
scale horizontally and individually with only a few configuration changes,
by spawning new instances of the corresponding container. Aside from this,
future software developments of the platform will be sped up through the
enablement of a continuous integration development environment, avoiding
any “it works on my machine” issues and reducing the time spent in regression
tests. Finally, the implementation of new instances of the platform will be
simplified and made independent from the infrastructure, making it easier
for new users to test and deploy it.

To comply with the defined goals, several steps must be taken. First of
all, it is necessary to make a reasonable choice of technologies, by analyzing
different alternatives. After that, each of the 13 services that make up the
platform have to be decoupled from each other, containerized, and have their
functionality tested. Then, continuous integration tools must be configured
to automate building, testing and publishing steps for the container images.
Finally, work has to be done to allow for the deployment of the full container
set to be as simple as possible.
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Chapter 1

Introduction

1.1 The Center for Collective Intelligence and

the Climate CoLab project

In 2006, professor Thomas W. Malone from the Massachusetts Institute of
Technology founded a research center called “MIT Center for Collective Intel-
ligence” [1]. It is a multidisciplinary center that studies how Information and
Communication Technologies are changing the way people work together, in
order to take advantage of the enabled possibilities in many areas of business
and societey.

One year later, Thomas W. Malone and Mark Klein published an ar-
ticle called “Harnessing Collective Intelligence to Address Global Climate
Change” [2]. In this paper, they presented the concept of a web-based fo-
rum that is “a kind of Wikipedia for controversial topics, a Sims game for
the future of the planet, and an electronic democracy on steroids”. The
main idea behind it was that, even if there were successful examples of com-
plex, technology-enabled collaborative efforts to solve specific problems, cit-
ing Wikipedia or Linux as the examples, there was no such an effort directed
to solve global problems, and specifically climate change.

In spring 2009, CCI’s initial prototype for such forum, combining mod-
eling, large scale argumentation and voting began its testing. It was called
the Climate Collaboratorium, which shortly afterwards became the Climate
CoLab [3]. Its core concept is to bring together people with a broad range
of expertise around specific problems related to climate change through a
series of contests by submitting, evaluating and selecting proposals. These
proposals are reviewed by international experts who act as contest Judges,
and by a group of graduate students or young professionals called Fellows.
After going through six contest phases designed to maximize the quality of
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the resulting solutions, the winning proposal is chosen. Depending on the
contest, prizes may be given in the form of direct cash awards, opportunities
to implement the ideas via seed funding or to meetings with senior officials
and potential implementers of such ideas.

By fall 2010, the first large-scale contest was over with their winners at-
tending briefings held at the United Nations and the United States Congress
to present their proposals directly to public policies decision-makers.

In spring 2012, the first commit of a generic version of this platform called
XCoLab appeared in GitHub [4]. The idea behind building and maintaining
a generic version of the platform is that the systematic approach taken by the
Climate CoLab in harnessing collective intelligence can be applied to other
problems not necessarily related to climate change. By open-sourcing the
platform software itself under an MIT License, its development gets to be an
example of collective intelligence in a field that already benefits extensively
from this intelligence form.

More than 9,000 commits later, the platform has evolved and continues to
do so today, with implementations all around the globe such as the Crowd-
sensor initiative [5], based on Singapore; the Futures CoLab [6], a project
from Future Earth, which is a consortium announced at the UN Conference
of Sustainable Development in 2012; and, more recently, the CoLab UPM
[7].

Behind the CoLab UPM is the itdUPM, the “Innovation and Technology
for Development Centre” of the “Universidad Politécnica de Madrid”. The
goal of CoLab UPM is to make use of collective intelligence to boost transfor-
mation of cities towards a model of a sustainable, efficient and participatory
city, starting with Madrid.

1.2 Thesis structure

Chapter 2 constitutes the baseline of the project. An introduction to the tech-
nologies in use in the XCoLab is presented in the first place, going through
them by categories. Then, software containers are presented and their useful-
ness explained, also going through their history and standardization efforts.
After that, two alternative technologies for software containers, Docker and
rkt, are analyzed. Finally, the VXLAN (Virtual eXtensible Local Area Net-
work) framework is described, a core technology for containers networking
that will be used in this project.

Chapter 3 describes steps made to fulfill the goals of the project. It
begins with a description of the original monolithic architecture of the XCo-
Lab instances. Then, the design process of the new architecture is detailed,
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going through the key concepts for the evolution. After that, the result-
ing microservices architecture using software containers is presented, first for
single-server architectures and then for clustered, multi-host deployments.
Moreover, the improvements introduced to favor continuous integration for
further development of the project is detailed. Finally, the solution imple-
mented for simple and fast deployment of new instances of the XCoLab is
presented, along with the instructions for this deployment on its different
variants.

Chapter 4 summarizes the conclusions drawn from all of the results in
the thesis, and presents some guidelines for future work.
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Chapter 2

State of the art

2.1 Technologies in use in the XCoLab project

The XCoLab is, in essence, a customizable web platform. As an already ma-
ture development, it makes use of some well-known technologies, languages
and frameworks that must be understood, at least to some degree, by any
developer who wishes to successfully make changes to the project.

2.1.1 Web technologies

Spring Boot

Spring Boot is part of the Spring Framework, an application framework and
inversion of control container for Java. Spring is open source, and was orig-
inally developed by Rod Johnson from Pivotal Software. Its initial release
dates from June 2003.

Spring includes a wide range of features, but is organized in a strictly
modular fashion so that only the desired components are used, not having
to worry about the rest. It is very flexible and allows for loosely coupled
applications. However, it has grown so much that starting a new project
within this framework requires a fair amount of configuration. To sort out
this problem, Spring Boot was created.

Spring Boot is designed to get applications up and running as quickly as
possible, making extensive use of the convention-over-configuration principle.
It aims to shorten the time involved in developing an application, by using
Java annotations, sensible defaults and autoconfiguration. As explained in
[8], it takes an opinionated view of the Spring platform to get started as
quickly as possible. Among its features are:
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• Possibility to create stand-alone Spring applications, which include the
server software. This means that it is no longer necessary to separately
install and configure a server software such as Apache Tomcat and
then create a Web Application Resource (WAR) file to deploy over it.
With Spring Boot, Tomcat, Jetty or Undertow can be embedded in the
application, and run along with it.

• Provide opinionated “starter” dependencies, by realizing that most sim-
ple applications require the same packages. From there, it does not
limit Spring’s flexibility.

• Autoconfiguration, both for Spring and for third party libraries when-
ever possible.

• Some other useful production-ready features such as metrics, health
checks, logging or security, often offered through helper classes that
always aim to simplify a default implementation.

Spring Boot provides a simple way of building web services of varying
complexity. This means that it is possible to base a web architecture on
microservices built with Spring Boot. In fact, this is the idea of the most
recent releases of the XCoLab, where separation of tasks and database objects
is emphasized even if these services run on a single server. For development of
application based on Java for the cloud, Pivotal offers yet another framework
called Spring Cloud.

Spring Cloud has too a modular and decoupled design, including many
third-party modules. Of the many components that Spring Cloud offers, only
one was being used at the XCoLab at the moment this project started. It is
the Eureka Service Registry, which will be discussed in Section 3.2.4.

2.1.2 Version Control and project management tools

Apache Maven

Apache Maven is a tool that provides a standard way to build and manage
Java-based projects. It main objectives are clearly defined in [9], and they
are:

• Simplify the build process

• Standardize the build system

• Define best practices guidelines
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• Provide quality project information: changelogs, test results, depen-
dency lists, mailing lists and more can be obtained automatically using
Maven

• Allow transparent migration to new features: it uses a plugin system
that makes updating trivial

These goals seem quite general, but can be summarized to its three key
advantages: it provides uniform dependency management, a standardized
project structure and a standardized build lifecycle.

In Java, when a class is imported, its bytecode (.class files) must be in
the Java Virtual Machine’s (JVM) class path. This means that, when using
third-party Java packages, they would need to be manually downloaded to
the class path one by one. It is clear that in a large project, a tool that
automatically downloads and places them in the class path is essential, and
Maven is such a tool. Its dependency mechanism allows to define the required
versions of any library, and by default it automatically resolves transitive
dependencies, this is, it is not necessary to explicitly specify the libraries
that our own dependencies require.

Regarding the project structure, Maven dictates where to put source code
and test code for each module. It has a well-known structure that can be
automatically created by the Integrated Development Environment (IDE)
when creating a new Maven project. The basic unit of work in Maven is the
Project Object Model (POM), defined in a group of hierarchically related
pom.xml files. The POM contains every important piece of information about
the project: dependencies, plugins or goals, build profiles, project version,
description... plus a fully qualified artifact name that allows to locate and
use your project if you choose to publish it.

Respecting project builds, Maven standardizes the process for building
and distributing a project, so that only a small set of commands is required
to build any Maven project. The default lifecycle defines the following phases,
as described in [9]:

1. validate - Validate the project is correct and all necessary information
is available.

2. compile - Compile the source code of the project

3. test - Test the compiled source code using a suitable unit testing
framework. These tests should not require the code to be packaged
or deployed, as these are later phases in the build cycle.
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4. package - Take the compiled code and package it in a distributable
format, such as a Java Archive file (JAR).

5. verify - Run any checks on results of integration tests to ensure quality
criteria are met.

6. install - Install the package into the local repository, for its use as a
dependency in other projects locally.

7. deploy - Copies the final package to the remote repository for sharing
with other developers and projects.

Additionally, Maven defines the clean lifecycle, which removes any previ-
ously compiled files from all of the project modules with only one command.

Git workflow in the XCoLab

The XCoLab source code is hosted on GitHub ([4]), a well-known hosting
service for projects whose version control system is Git. This section is a
summary of the expected workflow for contributions to the project develop-
ment, documented in detail on the project’s GitHub wiki ([10]). The section
also assumes certain familiarity with Git concepts such as branches, com-
mits, merges and pull requests, all detailed in Git’s reference documentation
in [11].

Branches Development is carried out by creating a new branch from the
develop branch. Periodically, the MIT CCI development team merges
develop into the homolog branch, and deploys the application in homolog

to their test servers for integration tests. After user testing, which is done
manually, has passed, the homolog branch is merged into the master branch
and then deployed to production in the Climate CoLab. Other instances of
the CoLab should update from the master branch, which is also the base
for new deployments and for trying out the platform. Regarding naming,
feature development branches should include in their name a short descrip-
tion of their purpose, and a prefix accord to the type of change that is being
made, for instance, bugfix/, feature/ or refactoring/.

Merging After work on a development branch is complete, the developer
has to open a pull request against the develop branch. Changes are then
reviewed by the XCoLab maintainers, publicly discussed, and after everyone
agrees with the changes (potentially requiring new commits), the branch
is merged into develop. An exception to this procedure comes from the
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contributors, who explicitly declare that they sometimes make minor changes
(like code style improvements) directly in develop.

Committing As a reference, one single commit should not include too
many changes, and all of the changes made in a commit should belong to the
same issue. If the issue includes several logically distinct changes, they should
be split into distinct commits. Finally, large code changes for refactoring or
style should be separated from functional changes, in different commits or
even in different pull requests if there are many of them. Regarding commit
messages, the wiki emphasizes they must always describe the changes made,
and avoid generic messages. Some guidelines of what are considered good
commit messages can be found in [12].

The development branch for this thesis was additionally forked to a per-
sonal repository in order to further understand and try some interactions
between GitHub and tools like Travis CI or the Docker Hub that require
ownership of the GitHub repository. Changes in forked repositories can be
merged back to the original repository and branch via pull requests, handling
the aforementioned interactions carefully.

Flyway

Flyway is a database migration and version control tool. It was created and
is maintained by a company called Boxfuse, and its community edition is
open-source and free to use under an Apache v2 license [13].

The basic idea behind Flyway is the following. A project composed of
an application that connects to a relational database serves as the example.
There are many tools that manage version control for the application code,
its builds are reproducible and release processes are well defined. So for
any possible environment (development, test, production...), it is easy to
see and replicate the state of the application. However, database has not
traditionally been so controlled, and many projects rely on manually applying
SQL (Structured Query Language) scripts to replicate the database state
among the environments, sometimes lacking changes that have been made in
other environments. Flyway allows to regain control of the database state,
by allowing to:

• Have reliable information about the state of the database on any envi-
ronment by applying versioning.

• Ensure reproducible recreations of the database at any version from an
empty database.
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• Migrate forward database versions in a deterministic way.

To do its job, Flyway uses a schema history table. When a database
migration is run, the first thing it does is create that table, if it didn’t exist.
The table resides in the same schema that is going to be version controlled,
and will be empty in the first place. At this moment, Flyway will start scan-
ning the filesystem or the classpath of the application looking for migrations.
These are SQL or Java scripts that may contain Data Manipulation Lan-
guage (DML) and/or Data Definition Language (DDL) statements, and are
just the exact same scripts that one would run on the database to evolve if
a database version control tools was not used: create new tables, add new
columns, modify admin-controlled data, empty and delete old tables... These
migration files need to have a version number, so they are applied in order.
Each of the applied migrations generates a row in the schema history table,
containing the following information:

• installed rank: Installation order

• version: Using the common version dotted notation. Will determine
the installation rank.

• description

• type: SQL migration or Java-based migration, among others.

• script: Name of the applied script in the filesystem or classpath

• checksum: It is a CRC32 checksum of the contents of the migration
script to verify that it has not changed since it was applied. If there is
a mismatch for a versioned transaction, the migration will fail.

• installed by: Database user that ran the migration.

• installed on: Date of the migration.

• execution time: In milliseconds.

• success: Boolean value.

At the XCoLab, there is only one database and one schema for all of
the services, though each service uses its own tables. The view does not
directly access the database, and neither does the Eureka service. To or-
ganize database migrations, versioning is controlled independently for each
service, specifying a different schema history table for each of them, hav-
ing the migration scripts organized in different subfolders under each service
path.
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2.1.3 Continuous Integration

Continuous integration (CI) is a software engineering practice based on de-
veloping software in small increments by frequently updating it rather than
including a big list of changes and patches in the same update. The term was
coined in [14] as a method to measure productivity. Some of the advantages
of continuous integration include:

• Integration bugs are detected rapidly, and their root cause is easier to
find. Also, if the bug can’t be repaired, the portion of the code where
it was introduced can be left out without losing a key feature that took
a long time to be done.

• Prevents the “integration hell”, also called “merge hell”: when a devel-
oper spends a long time building a feature, it usually works from a copy
of the code base that does not evolve with the rest of the project. By
the time the feature is ready, the rest of the project may have changed
so much that the time spent to integrate it even exceeds the time it
took to develop the feature.

• Enhances the feeling of progress in the development: as the small im-
provements can be seen by anyone, the overall evolution of the project
is more patent. This has a positive effect in the morale of the develop-
ment team, and potentially increases the confidence of the customer as
he can be made aware of the changes.

• Productivity is easier to measure

• Reduces accumulation of bugs: the more bugs there are, the hardest
it is to remove each one of them, for two reasons: interactions, where
failures appear as a result of multiple bugs, but also psychological, in
what the book Pragmatic Programmers calls “the Broken Windows
Syndrome” [15]. The idea is that in a building with many broken
windows, one more doesn’t make a big difference, so nobody cares to
repair it. However, in a perfectly preserved building, a broken window
stands out immediately, so action to repair it will be taken rapidly.
The same thing happens with software: continuous integration (and
testing) allows to spot bugs before they get accumulated.

On the other hand, CI presents the following downsides:

• Requires to set up a build system: the code must be compiled, pack-
aged and run through the test suite with every merge. With merges
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happening frequently, this work can’t be done by a human and must
be automated, a process called build automation. Care must also be
taken to maintain this automation up to day with changes on the code
itself.

• As a result of frequent merges, it is not unusual for a partially completed
feature to be pushed and cause the tests to fail. So extra work is
required to create a mechanism to deactivate these incomplete features
until they are ready.

• Requires deep organizational changes: the developers, testers, oper-
ations teams and managers need to understand the implications of
working on a much rapidly changing product, and act accordingly. It
is essential, for example, that every programmer takes time daily to
integrate its work with the rest of the team, or that managers allows
time to be dedicated to integrate a feature with the project rather than
just being a “quick fix” (which sometimes conflict with the company’s
goals: “money first, quality later”).

• Direct costs: introducing build automation requires investing money
on tools to perform it. While there is open-source software that can be
used, its requirements in computing resources can be high depending
on the size of the project and frequency of the updates.

At MIT, the XCoLab development team is aware of the benefits of con-
tinuous integration and already took some steps forward towards it. In par-
ticular, the build system was set up using Travis CI.

Travis CI

Travis CI is an open-source continuous integration platform. It was created
by a homonym German company in 2011, which offers its use as a hosted
service, at no charge for open-source projects on GitHub.

Is is configured by including in the project a hidden file named
.travis.yml and linking the project’s GitHub repository with Travis CI.
The .travis.yml file, written in YAML (YAML Ain’t Markup Language),
specifies everything Travis should do when a build is triggered: the language
and environment it should use, additional tools that need to be installed to
perform the build, and possible scripts to run at any stage of the build pro-
cess, notification tools to use... By default, a build is triggered with every
commit pushed to the repository, although this behavior can be overridden.
It is also possible to configure different behaviors for different branches using
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a regular expression for the branch name, a useful feature to set up automatic
deployments for the staging and production branches.

At the XCoLab, prior to the development of this project, Travis was being
used to trigger the Maven test phase for the development commits, notifying
the results to the team via Slack. Aside from this, there are also three main
branches on the project: master, homolog and develop, which correspond to
the code present in production, staging and development servers, respectively.
For commits made to these branches, Travis was also configured to package
the project and copy the executables via rsync into the staging server to
get it ready for the user testing. However, the configured servers correspond
only to the MIT servers of the Climate CoLab instance. This project will
build on this idea to provide a similar functionality for other instances of the
CoLab thanks to the benefits of software containers, as is detailed in Section
3.5

Figure 2.1: Visual representation of continuous integration, continuous delivery
and continuous development or deployment

Source: Atlassian

Beyond CI

Two other common practices of software engineering are continuous delivery
and continuous deployment. Continuous delivery refers to the practice of
automatically deploying to the staging environment the small and frequent
updates that appear as a result of CI. Continuous deployment, also known as
continuous development, automates also the user testing (the staging area),
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deploying the changes directly in production if every test succeeds. Figure
2.1 shows the differences between the three paradigms.

The practice of copying the executables to MIT’s staging servers can be
seen as continuous delivery (though partial, being it only for one instance).
Continuous deployment practices were not being followed, as a different team
performs the user testing in the staging area. Automating this user testing
to implement continuous deployment, and doing so in a way that works for
every instance would be a whole new project, mainly due to aesthetics being
one of the aspects tested. It is out of scope for this thesis.

2.2 Software containers

Figure 2.2: The challenge of today’s IT environments

Source: Docker Blog

Software containers are self-contained units of software isolated at a pro-
cess level that run the same way independently of the infrastructure they
run on. The problem modern container technologies aim to solve can be
seen in Figure 2.2 and can be stated as: how to make an ever increasing set
of software stacks interact properly with an ever increasing set of hardware
environments?

This same problem can be presented in the form of a matrix, often de-
scribed as “the matrix from Hell” (Figure 2.3). For a Platform as a Service
(PaaS) provider, the matrix meant in practical terms that they had to limit
their offerings to a particular combination of rows and columns. For server
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administrators, managing this complexity means a lot of time and effort spent
working on patch installation, with potential dependencies mismatch. It also
means a lot of time wasted on communications between the development
and the operation teams, trying to spot differences between the production
and development environment and thus increasing time-to-market for the
product.

Figure 2.3: The Matrix from Hell

Source: Docker Blog

The traditional solution to this problem was the use of virtual machines,
so that each software stack runs on a virtual machine, effectively isolated
from the rest of the application. However, this approach is inefficient in
terms of resources, as per each piece of software to be run this way, it is
necessary to use resources to emulate hardware, install a full OS over this
hardware, install the required libraries and finally run the software on top of
them.

Software containers eliminate the need of an independent OS per applica-
tion, and, depending of the technology, may allow to share common libraries
among different applications. Figure 2.4 shows the difference between type
1 virtualization and containers technology.

For reference, type 1 virtualization, also known as bare-metal virtualiza-
tion, corresponds to the case where the hypervisor, the program in charge
of emulating the hardware for the guest operating systems, runs directly
over the hardware, as opposed to type 2 virtualization, where the hypervisor
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Figure 2.4: Server virtualization versus software-container infrastructure

Source: Netapp Blog

does not have direct control of the hardware but instead runs on top of an-
other operating system. Examples of type 1 hypervisors are VMWare ESXi,
Microsoft Hyper-V server and KVM (Kernal-based Virtual Machine), and
examples of type 2 hypervisors include VMWare Workstation, Oracle VM
Virtualbox and Paralells.

2.2.1 Container technologies adoption

Before migrating to any new technology, it is interesting to evaluate its us-
age in the market or, for open source technologies, its level of activity and
community support. A widely used technology will generally be more tested
and have more information available, reducing the risks involved in investing
for its adoption. This section presents a brief evaluation of today’s usage of
software container technologies.

Datadog is a company that offers monitoring solutions for infrastructure
and applications through a software as a service (SaaS)-based data analytics
platform. It is used by thousands of companies, what means they have a priv-
ileged insight regarding software trends, and already in 2015 they published
a report studying adoption of Docker, the most popular container technology
today, called “8 surprising facts about real Docker adoption” [16]. They kept
updating the report annually, so their conclusions are up-to-date to June
2018. In the report, they classify each customer that uses Docker within
three adoption segments:
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Figure 2.5: Docker adoption percentage among Datadog customers

Source: Datadog: 8 surprising facts about real Docker adoption

• Adopter: the average number of containers running during the month
was at least 50% the number of distinct hosts run, or there were at least
as many distinct containers as distinct hosts run during the month.

• Dabbler: used Docker during the month, but did not reach the “adopter”
threshold.

• Abandoner: a currently active company that used Docker in the past,
but hasn’t used it at all in the last month.

The study results show that Docker adoption is high, as by April 2018,
23.4% of Datadog customers had adopted Docker, and the adoption trend is
ever-growing as can be seen in Figure 2.5.

Moreover, by the same date, Docker ran on 20% of the hosts as shown in
Figure 2.6. This is a considerable adoption rate for a product with 5 years
of existence.

Containers are not only popular for small applications or teams, but are
also an enterprise-grade technology. In the 2018 annual Red Hat Customer
Tech Outlook [17], they interviewed more than 400 companies from 51 coun-
tries about their technology priorities for 2019, and their results show that
container usage is expected to increase by 89% in the next 2 years. They also
show that by the time of the survey, 13% of the companies ran more than
half of their workloads on containers, but 28% expect to be running more
than half of their load on containers by 2020, as can be seen in Figure 2.7.
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Figure 2.6: Percentage of hosts monitored with Datadog that run Docker

Source: Datadog: 8 surprising facts about real Docker adoption

Figure 2.7: Expected overall workloads running on containers by the end of 2018
and in a two-year range

Source: Red Hat Global Customer Tech Outlook 2019

2.2.2 History of software containers

Software containers are not a new technology. They have been around since
the early days of virtualization, but it was not until recently that they be-
came easy to use, and increasingly popular as a way to package, ship and
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run applications. An overview of the path that led to today’s container tech-
nologies is presented in this section, which is based on an excellent Linux
Academy blog entry available in [18].

1979: The “chroot” system call During the development of Unix V7,
the chroot system call was introduced. It is a command that makes it
possible to change the apparent root directory for a process and all of its
children. This made it possible to isolate system processes into they own
segregated filesystems so that they didn’t mess with other process’ files, and
represents the first step on one of the basic premises of modern containers:
process isolation.

1990s: Creating a jail to study crackers In 1991, Bill Cheswick, from
AT&T Bell Laboratories, created an isolated environment based on the “ch-
root” command to lure a cracker (i. e. someone with access to your machine
trying to exploit any vulnerability) in order to monitor his activities, trace his
location and learn his techniques. The result is a paper called “An Evening
with Berferd - In Which a Cracker is Lured, Endured and Studied” [19],
where the creation of “The Jail” is detailed. Even if its goal was to trick
an attacker, this advances the idea of isolated processes towards that of an
an isolated environment, which doesn’t look different from a regular system
from the point of view of a user or process inside of it.

2000: FreeBSD Jails On March 4, 2000, FreeBSD included the jail

command, which allows to sandbox parts of a system expanding beyond the
capabilities of “chroot”. A FreeBSD jail is characterized by: a directory
subtree, a hostname, an IP address and a command to run inside the jail.
This feature was created to allow for the shared use of a single system, but
was somewhat limited in functionality.

2004: Solaris Containers In build 51 beta of Solaris 10, Solaris Contain-
ers were released. They offer resource control and boundary separation by
zones, where each zone act as completely isolated virtual servers within a
single operating system instance.

2006: Process Containers Launched by Google in 2006, Process Con-
tainers were designed for limiting, accounting and isolating resource usage
of a collection of processes. Some time later, this feature was renamed as
Control Groups (cgroups) and was merged into the Linux kernel 2.6.24.
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2008: LXC LXC (LinuX Containers) was the first implementation of an
operating-system-level virtualization over a single Linux kernel without re-
quiring any patches. It allows multiple isolated Linux environments to run
together, each with its own process and network space. To do this, LXC
makes use of cgroups and Linux namespaces, a kernel feature that allows to
partition resources so that different sets of processes see different sets of re-
sources. Namespaces are one of the fundamental technologies behind today’s
container implementations on Linux. Since kernel 4.10, there are 7 kinds
of them: mount, process ID, network, interprocess communication, UNIX
Timesharing System (UTS), user ID, and cgroups itself.

2013: LMCTFY In 2013, Google open-sourced their container stack as
a project called “Let Me Contain That For You”. It provided the container
abstraction through a high-level API (Application Programming Interface),
but was created for specific use cases. In 2015, active deployment on LM-
CTFY was stopped as Google decide to contribute their core concepts to the
Docker project “libcontainer”, now part of “runc”, reference implementation
of the Open Container Initiative runtime specification.

2013: Docker Since the release of Docker in 2013, containers popularity
has grown more than ever. Docker used LXC in its initial stages, to later
switch to their own container manager, “libcontainer”, now “runc”. Docker
is described in detail in Section 2.2.4.

2014: rkt In 2013, the first release of CoreOS was published. It is a
lightweight operating system in which every application runs in a software
container, which is today called “Container Linux” and owned by Red Hat
since early 2018.

Initially, Container Linux used exclusively Docker containers, but in De-
cember 2014, CoreOS released and started to support rkt (initially launched
as Rocket) as an alternative to Docker. rkt’s features are presented in detail
in Section 2.2.5.

Beyond just containers: orchestration As the use of containers became
widespread, the size of the deployments in which they were used grew too.
In common design patterns, each container runs only one application and, if
designing a microservices architecture, the number of containers easily grows.
Moreover, one of the advantages of these types of patterns is the possibility
to scale horizontally, meaning that a successful service will steadily keep
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increasing the total number of containers. Adding new functionalities implies
the deployment of new container groups, further increasing this number.

As the number of containers increase, their management starts to get
harder and harder. Troubleshooting in this kind of deployments can be hard
and time consuming, and the same is true for resource provisioning and
infrastructure maintenance. Container orchestrators are tools designed pre-
cisely for this: they aim at automating container lifecycle, performing tasks
such as:

• Container deployment

• Resource allocation, for instance preventing a container from getting
too “greedy” and throttling other containers

• Scaling to adjust to the load. They can both upscale and downscale,
to optimize resource usage

• Providing high availability, allowing containers to run on different hosts
in a transparent way

• Service discovery: containers can be created, moved and destroyed at
any time, so a way to know how to access a particular service at any
time is required

• Load balancing

There are many different container orchestrator technologies, and the
choice of one or another is highly dependent on the application. Examples
of them are Docker Swarm, Kubernetes, CoreOS Fleet and Mesos’ Marathon
framework. Other orchestrators are cloud-native, such as Amazon’s ECS,
Azure Container Service (ACS) or Google Container Engine.

Nowadays Kubernetes is becoming the de facto industry standard for con-
tainer orchestration [20]. It is the most complete solution, with a very active
community, offering: scaling, service discovery, load balancing, self-repairing,
automatic deployment and rollback, resource planning, secrets management,
storage orchestration and batch job execution. A Kubernetes cluster can be
deployed on bare metal, with on-premise virtualization or with almost any
cloud provider.

However, Kubernetes is more suited for big deployments, with thousands
of containers or at a datacenter scale, so it is out of scope for the goals of this
project where a single platform composed of 13 microservices is containerized.
Docker Swarm was chosen as the orchestration engine for this project, as
detailed in Section 2.2.6.
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2.2.3 Standardization: The Cloud Native Computing
Foundation

Software containers and orchestration are two examples of the many enabling
technologies to make cloud computing ubiquitous. In an effort to boost the
adoption of open source, vendor-neutral cloud computing projects, the Cloud
Native Computing Foundation (CNCF) was created in November 2015. As
part of the Linux Foundation, it is a non-profit technology consortium whose
goals are to steward the projects, keeping them free of partisan influence;
promote their growth; make them accessible to anyone and ensure interop-
erability.

Figure 2.8: CNCF projects in April 2019

Source: Cloud Native Computing Foundation

Figure 2.8 shows both graduated and incubating projects of the CNCF
in April 2019. CNCF classifies projects into three levels of increasing ma-
turity: sandbox, incubating and graduated, representing a signal as to what
sort of enterprises should be adopting different projects. It can be seen that
“containerd”, which is Docker’s container runtime, is one of the graduated
projects (since February 2019). Though still in the incubation phase, its com-
peting contaner runtime, “rkt”, is also under the CNCF umbrella. In August
2018, Google handed over operational control of the Kubernetes project to
the CNCF community, along with $9 million in Google Cloud credits to cover
the infrastructure costs of building, testing and distributing its orchestration
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platform, so it is not surprising to find it as the CNCF star project.

Figure 2.9: CNCF platinum members in April 2019

Source: Cloud Native Computing Foundation

With projects such as the aforementioned ones, the CNCF and the com-
munity behind it play a crucial role in shaping the future of cloud computing
and specifically software container technologies. It is a consortium that en-
compasses direct competitors, with “fairness” among its Foundation Charter
principles: they are supposed to avoid undue influence or “pay-to-play” deci-
sion making. The organization’s platinum members (the ones that get direct
representatives in the Governing Board) are depicted in Figure 2.9. Some of
the most important IT companies worldwide are represented here, another
indicator of the Foundation’s influence.

2.2.4 Docker

Docker is an open platform for developing, shipping and running applica-
tions. In the Docker platform, software containers are the standard unit for
developing, distributing, testing and deploying, using a series of integrated
tools to manage the lifecycle of containers in a simple way.
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Docker is written in the Go language, and reuses many of the concepts of
software containers detailed in Section 2.2.2. It was first released in March
2013 by a San Francisco company called dotCloud, Inc., renamed that same
year in October to Docker, Inc. Its goal was to make containers easy to use,
and as presented in the Datadog report in Section 2.2.1, they achieved great
success. By 2017 the company was valued at 1.3$ billion ([21]), making it a
“unicorn company”: a term proposed by venture capitalist Aileen Lee in [22]
to define a startup worth over 1$ billion, something as rare to find as this
mythical animal.

This section constitutes an overview of the Docker platform, presenting its
most important concepts and further developing on some features specially
interesting for this project.

Docker Engine

Figure 2.10: Simplified representation of the Docker Engine

Source: Docker

At the core of the platform is the Docker daemon dockerd, a system
service that exposes the Docker API to listen for requests and manages con-
tainers lifceycle using containerd. dockerd can listen for requests via Unix
domain sockets, systemd socket activation or TCP (Transmission Control
Protocol). The API is a REST (Representational State Transfer) service
that can be accessed by any client, but most of the times it will be accessed
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through the Docker CLI, a wrapper for calls to this API that allows to man-
age the daemon from the command line. Figure 2.10 shows how the Docker
engine, composed of the aforementioned layers, is used to manage objects
such as containers, images, networks and volumes.

As mentioned in Section 2.2.3, containerd is Docker’s container runtime,
since Docker 1.11. By the time this version was being developed, the Docker
daemon was getting too big and the decision was taken to make it modular,
outsourcing among others the task of executing containers to containerd.

Containers are not a feature of the OS kernel, but rather a group of
functionalities working together, and the role of containerd is to create the
abstraction of containers, providing a low-level API that other processes can
use instead of directly making system calls. Containerd also takes care of
image push and pull, management of storage, network primitives and names-
paces. Figure 2.11 further details the components of the Docker Engine,
showing the role of containerd as a runtime while the Docker daemon does
the role identified in the figure as “container engine”.

Figure 2.11: Functional layered representation of the Docker Engine components
since 1.11

Source: Docker

The containerd abstraction allows to create a common interface for con-
tainers that works the same way in Windows, Linux, Solaris and other operat-
ing systems. Decoupling this functionality also means that other projects be-
sides Docker can use it, most notably, it is one of the container runtimes that
can be used with Kubernetes. For maximum interoperability, containerd,
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being a project of the CNCF, fully leverages the Open Container Initia-
tive (OCI) Runtime Specification (runtime-spec [23]) and Image Specification
(image-spec [24]). The OCI is an initiative promoted by the Linux Founda-
tion that brings together different companies interested in cloud computing
and software containers to define the specified open standards for container
runtimes and image formats, a sort of industry standardization organism that
works to provide a common language for the CNCF projects.

Docker basic objects

Images An image is a read-only description that serves as a template for
containers. Usually, images are defined by adding or modifying over another
image, called the base. For instance, it is common to build an image by
taking an image of the operating system as a base, like Debian, and installing
software on it to create a custom image, for example, a web server.

To build these images, a file called Dockerfile is used. It uses a specific
syntax to define what modifications to apply to transform one image into
another. Each of these modifications is a layer, defined by an ID and shared
by all of the images that have it. When a Dockerfile is modified and the
image rebuilt, only the layers that have changes are rebuilt. This is done to
make the images lightweight and keep their operation fast.

Containers Containers are runnable instances of images. They can be
started, stopped, moved, deleted, and connected to one or more networks
and storage devices. It is also possible to create an image from a given state
of the container. In Docker, a container is defined by the combination of an
image and the options specified when it is run. Containers running on the
same machine are relatively isolated from each other by using namespaces.
When a container is run, Docker creates a set of namespaces of different types
that provide this isolation: in terms of processes (pid), networking (net) and
filesystem (mnt), among others.

Docker registries

A Docker registry is where images are stored. By default, Docker uses the
Docker Hub, a public registry where anyone can publish and download im-
ages. Sending an image to a registry is an operation called push, and down-
loading images from the registry is a pull. When a container for an image
in a remote repository is run, local storage is checked first to see if the im-
age was already saved there. If it wasn’t, the image definition metadata is
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downloaded first. This metadata identifies the layers that compose the im-
age, so the next step is the download of the layers that are missing on local
storage. They are then saved locally, and a running instance of the image
(the container) is spawned.

Instead of the Docker Hub, a custom registry can be easily set up using
the “registry” Docker image, available in [25]. Also, many options for online
private registries offered as a service are available, both from Docker, Inc.
and other companies like Amazon or GitLab.

Docker images are usually identified in a human-readable format as fol-
lows:

<username>/<repository>:<tag>

Where “username” identifies the user that created the image on the reg-
istry, “repository” is a somewhat confusing term that really identifies what
does the image contain, and “tag” is an alias that points to an specific variant
of the image, often used for version control and to offer different alternatives
for base images. Some images of the Docker Hub don’t have the username
part: they correspond to the Docker Official Images, a curated set of images
for popular OS repositories of applications, backed by the developers and
reviewed by Docker. Currently, there are 139 of them ([26]), for example
mysql, debian, maven, python... The tag is also optional, and defaults to
“latest” both for pushes and pulls. Some examples of tags for images on the
Docker Hub are the following:

ubuntu:18.04

bitnami/phpmyadmin:4.8.5

httpd:latest

Docker networking

Every container in Docker must be connected to one or more networks. For
the application running inside the container, each of them can be accessed
through a different network interface as if they were physical adapters con-
nected to those networks.

Docker offers different network drivers, designed to suit a diversity of
connectivity scenarios. Besides, the networking works with a plug-in model,
so it is extensible. Docker comes with three types of built-in network drivers,
as detailed in [27]:

• Bridge: The bridge driver is the simplest one to understand, use and
troubleshoot. It creates a private, internal network on the host over
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Figure 2.12: Internal network architecture with Docker bridge driver

Source: Docker

which containers can communicate. Its model can be seen in Figure
2.12, the two containers are connected over the “mybridge” bridge.

What the Docker engine really does is create the necessary Linux inter-
nal bridges, interfaces, iptables rules and routes. An integrated IPAM
(IP Address Management) driver is responsible for assigning the IP
addresses in the private subnet to the internal interfaces.

• Overlay: The overlay network is designed to simplify some of the
challenges that appear when the application’s containers span across
multiple hosts. It provides built-in multi-host connectivity, IPAM, ser-
vice discovery, encryption and load balancing.

To be able to provide layer 2 connectivity between containers running
on different hosts, it uses the VXLAN industry standard, described in
Section 2.3.1. This framework keeps the container network (overlay)
logically separated from the underlying physical network.

Figure 2.13 shows an example of a Docker overlay network, where the
“db” and “web” containers run on different hosts but are connected to
the same network. The published port, 8000 in the example, can be
bound to a specific host, but by default is accessible through any of the
hosts on the deployment thanks to the overlay driver capabilities.
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Figure 2.13: Multi-host network architecture with Docker overlay driver

Source: Docker

• MACVLAN The MACVLAN driver is designed for containers that
need to be directly connected to a physical network. As its name sug-
gests, it assigns a virtual MAC address (Media Access Control address)
to the container interface, which can be directly bound to a host in-
terface, called the parent interface. However, this driver is most useful
when the parent interface is a 802.1Q trunk interface, which expects
the creation of subinterfaces on the server that directly generate VLAN
tagged traffic. The MACVLAN driver is designed to automatically
configure these subinterfaces, so that containers are connected to the
corresponding VLANs upon connection to the network. This configu-
ration is managed by the Docker daemon, so it will be persistent across
machine reboots as long as the daemon is enabled at boot time.

In the example shown in Figure 2.14, eth0 is a host physical inter-
face connected to a router that expects tagged 801.Q traffic. eth0.10,
eth0.20 and eth0.30 are its subinterfaces, connected to VLANs with
IDs 10, 20 and 30.

To create the Docker network for containers connected to VLAN 10,
the following command is used:

docker network create -d macvlan \

--subnet=192.168.1.0/24 \

--gateway=192.168.1.1 \

-o parent=eth0.10 macvlan10

In Figure 2.14, container1 is connected to this network.
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Figure 2.14: Network architecture for Docker MACVLAN driver

Source: Docker

Regarding IP addressing, Docker uses its built-in IPAM to assign an IP
address in the given subnet or range to the container. It is also possible
to assign it a static IP address.

MACVLAN is useful to increase network visibility and simplify trou-
bleshooting, as well as to reduce latency by having a direct traffic path.
However, it is strongly dependent on the physical infrastructure, reduc-
ing the solution’s portability.

By default, Docker connects containers to a default bridged network.
This behavior can be overridden by defining a network and connecting the
containers to it. There are some differences between these two scenarios,
even if the bridge driver is used in both cases:

• Default bridged network: This networks uses private IP addressing,
and any container whose networking is not defined at runtime will be
attached to it and assigned an IP. Containers have layer two connec-
tivity, are on the same subnet and can access each other’s ports if they
have been exposed in the defining Dockerfiles. Exposed ports can be
mapped to a host port, to make them accessible from the outside.

The default network corresponds to the traditional docker0 bridge,
which was the first form of networking introduced by Docker. In
Docker 18.09.04, used for the development of this project, this net-
work is simply called bridge. It cannot be removed. When containers
are launched using docker run, they are automatically attached to this
network.

• User-defined bridged network: They offer the following differences
with respect to default Docker networking:
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– Better isolation and interoperability between containers: They
expose all of their ports to each other and none to the outside
world. In order for a port to be reachable from the outside it is
necessary to publish it and map it to a port on the host.

– Automatic DNS (Domain Name Service) resolution: with the de-
fault network, container can only locate each other by IP ad-
dresses. User-defined networks allow for the use of the service
name to reach other container without the need to manipulate
the “/etc/hosts” files.

– Containers can be attached and detached to the network while
running: To remove a container from the default network, it was
necessary to stop it and recreate it with different network options.

– A user-defined network creates a configurable bridge: options such
as the subnet, IP range to assign to containers, gateway or MTU
can be specified for the bridge, and are applied for every container
attached to that network without the need to explicitly set them.

– Container links are not supported. Docker links are a legacy fea-
ture that allowed containers to be linked one-to-one, in order to be
accessible by an alias and share environment variables. However,
one-to-one links scale very poorly, and modern Docker network-
ing included other mechanisms such as automatic DNS to offer the
same functionality. This is why linking was not introduced in user-
defined networks, and throughout the documentation for recent
versions, links are marked as deprecated, with explicit warnings
that they will be removed in future versions.

Docker Swarm mode

Swarm is Docker’s service orchestration module, which allows to run contain-
ers over a cluster of machines running the Docker Engine called the swarm.
Prior to version 1.12, Docker Swarm was a standalone, separate module.
Since this version, however, Swarm mode is integrated into the Docker En-
gine, making the transition from single-host deployments to a clustered en-
vironment simpler.

The most important elements of a Swarm deployment are the services.
In the Docker ecosystem, a service is a group of containers that performs a
specific function. Services are defined in a declarative way, specifying the
number of container replicas that must be running (for replicated services),
which are by default load-balanced across all worker nodes. For the client, a
service appears to be a single application. It is also possible to define global
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services on the swarm, that must have one replica always running on every
node of the swarm.

Each instance of a Docker daemon that belongs to the swarm is called a
node. It is possible to run many nodes on a single server or virtual machine,
but usually nodes are distributed among different physical servers or cloud
machines. There are two types of nodes in a swarm:

• Manager node: Managers listen for requests of service definition, and
send units of work called tasks to the workers.

• Worker node: Workers execute the tasks dispatched by the managers.
Workers also notify manager about the state of the tasks so that the
manager can comply with the service definitions.

These roles are not exclusive: in fact, by default, manager nodes are also
worker nodes, though this behavior can be changed through configuration.

2.2.5 rkt

rkt, presented in December 2014, is the alternative to Docker developed by
the CoreOS developers. rkt was built to address some of Docker’s limita-
tions. In Table 2.1, extracted from the rkt documentation, the core differ-
ences between the rkt and the Docker architecture are highlighted.

Probably the main concern that lead to the development of rkt is security:
the Docker architecture is built around a central daemon that runs as root,
downloading and executing images without built-in signature verification.
This is why, upon announcement of rkt [28], they went as far as to assert
that the Docker process model is “fundamentally flawed”.

Aside from this, rkt started being developed as a response to what they
considered Docker abandoning their Docker Manifesto [29] philosophy. They
envisioned Docker to be a simple, composable piece of software that follows
the Unix principle “do one thing and do it well”. However, besides run-
ning containers, Docker integrates into a single binary utilities for building,
downloading, uploading and running images, manage networking and now
even clustered deployments. With so many features, Docker does not inte-
grate very well with the Unix process model. As an example, Figure 2.15
shows why managing containers with systemd is straightforward with rkt,
where each container process corresponds to a system service which can be
controlled with standard tools. However, with Docker, systemd controls a
client that connects to the deamon, responsible for starting the container pro-
cess directly of through containerd. This means that systemd is not really
monitoring the containers, and this responsability is delegated to Docker.
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RKT DOCKER

Runs Docker images Yes Yes

Image Signing Verifies signatures by default Client based; signature validation
not enforced in Docker daemon

Privilege Separation Fetch, verify, validate signatures
as unprivileged user

All operations conducted by
Docker daemon running as root

Composability Proper unix process model, man-
age processes with systemd, stan-
dard sysv init, runit, etc.

Requires custom in-container init
systems to manage child pro-
cesses

Pluggable Isolation Multiple stage1 isolation environ-
ments, from chroot to cgroups to
KVM - or roll your own

Isolation only in terms of docker
daemon options for network
bridge or full privileged mode

Image Creation Container build tool based on
shell scripting, leveraging familiar
unix tools

Build defined in Dockerfile, built
by Docker daemon (as root)

Container Distribu-
tion

Container images are plain
tarballs, served over common
HTTPS. DNS discovery of cus-
tom namespaces and signatures

Docker registry. Restrictive de-
fault namespace (docker.com)

Table 2.1: Comparison of rkt and Docker features

Source: rkt documentation

2.2.6 Choice of software container technologies

However, even with all of the advantages presented for rkt, the technology
of choice for the development of this project was Docker, for these reasons:

1. Widespread usage: As has been exposed, Docker is used massively.
This provides it with increased value thanks to the network effect:
troubleshooting is easier, evolutions are tested with a bigger user base,
and there is in general more documentation available.

2. Built-in integration with the Swarm orchestrator: The original archi-
tecture of the CoLab is monolithic. Scaling it up is expensive, and
container orchestration technologies are a solution to migrate it to a
distributed architecture. Docker Swarm is by far the easiest one to
integrate with a containerized deployment as it comes built-in with the
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Figure 2.15: Process model for rkt and Docker

Source: rkt documentation

Docker daemon. Both rkt and Docker are integrated into other or-
chestrators such as Kubernetes or Mesos, but the complexity added by
these tools only makes sense if the number of containers to manage is
huge. In this application, the number of containers will be less than
20, and the number of hosts grows from one, so it is small.

3. Maturity: As shown in Section 2.2.3, the CNCF considers containerd as
a graduated, mature enough project, while rkt is still in the incubating
phase.

4. Portability: rkt only runs on Linux, while Docker now has versions for
Mac and Windows. One of the ideas of continuous integration is that
new developers start being productive as fast as possible, and given
that in a project like the CoLab developers change frequently, using
Docker saves time and makes it easy for newcomers, allowing them to
develop on the computer of their choice. rkt can run Docker images,
so developers could still use Docker, but it is easier to use the same
technology for development and production usage.

2.3 Network Technologies

2.3.1 VXLAN

Virtual eXtensible Local Area Network is a framework described in the in-
formational RFC (Request For Comments) 7348 [30]. This RFC defines how
to encapsulate layer 2 packets over UDP (User Datagram Protocol) using
port 4789 as specified by IANA (Internet Assigned Numbers Authority), to
overcome three limitations for modern datacenters:
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1. Limitations of Spanning Tree Protocol (STP) and Virtual Local Area
Network (VLAN) ranges: The STP protocol works by blocking ports to
prevent layer 2 loops due to multipathing. This is regarded as a limita-
tion for the operators, that are required to pay for more ports and links
than they can effectively use. In addition, STP is incompatible with
the use of multipathing for resiliency. Regarding the use of VLANs for
layer 2 connectivity, it only allows for 4096 different VLANs. With the
rising of virtualization technologies, this upper limit is being reached
in many deployments.

2. Multi-tenant environments: Cloud computing models require on-demand,
elastic provisioning of resources without the intervention of the oper-
ator. Due to the large number of tenants that a provider of a public
cloud could service over the same infrastructure, the limit of 4096 layer
2 networks easily comes short if VLANs are used to segregate traffic.

3. Inadequate table sizes of Top-of-the-Rack (ToR) switches: In today’s
virtualized environments, switches that connect directly to the servers
must no longer learn one MAC address per link, but one per virtual
machine running on the server. In a data center in which VLANs
span several racks, MAC address table sizes are getting too big even
for modern equipment. If these tables become full, switches can no
longer learn new entries, leading to significant flooding due to unknown
destination packets.

As shown in Figure 2.16, VXLAN works by appending a header to the
original packet and then encapsulating it over UDP. Most of the informa-
tion of this header is reserved, with two exceptions: the bit marked as “I”
in the flags byte (first byte), which must be set to “1” for it to be a valid
VXLAN header, and the VXLAN Network Identifier (VNI), a 24-bit field
that is equivalent to the VLAN-ID for overlay networks: machines on dif-
ferent VXLAN networks cannot communicate with each other. One of the
limitations of 802.1Q standard of the Institute of Electrical and Electronic
Engineers (IEEE) for VLAN’s is that the VLAN identifier only has 12 bits,
allowing for a maximum of 212 = 4096 VLANs. With 24 bits, the number
of possible VXLANs grows to 224 = 16777216, which should be enough even
for the most demanding multi-tenant cloud deployments.
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Figure 2.16: Frame encapsulation using VXLAN

Source: A. Karneliuk, “DC. Part 1. EVPN/VXLAN for Data Centre with Nokia
(Alcatel-Lucent) SR OS and Cisco IOS XR”
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Chapter 3

Development

3.1 Original architecture of the XCoLab

Prior to the development of this project, the reference architecture for the
XCoLab instances was that of Figure 3.1. The diagram represents the mod-
ules that constitute the application, and the communication between them.
It corresponds to the production architecture of both the Climate CoLab and
the CoLab UPM.

Figure 3.1: Original production architecture of XCoLab instances
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It consists of a single-server architecture that runs an Apache httpd pro-
cess, a process per each Spring service with their embedded Tomcats, and
the database. Each of these processes exposes some listening TCP ports on
the host machine. The choice of port numbers is configurable, but the ones
detailed here are the defaults.

Client connections could access any of exposed ports, but a firewall is set
in place so that only incoming connections to ports 80 and 443 are allowed,
while any other incoming connection is blocked (with the exception of port 22
for SSH management, not represented in the diagram). Outgoing connections
are allowed through the firewall, because many modules use Internet services,
for instance the emails-service uses Simple Mail Transfer Protocol (SMTP)
to send mails, and the view uses Google’s reCAPTCHA to prevent access by
bots. This firewall can be of any type, as long as it blocks connections to the
database port and the Spring services ports. For instance, the CoLab UPM
uses firewalld to achieve this.

Connections to ports 80 and 443 are handled by the Apache httpd, de-
tailed in Section 3.1.1. From there, all the inter-process communication is
handled locally, accessing the exposed ports of the host. The Apache proxies
requests to the CoLab view, which is the main application that aggregates
information from the services. Communication between the view and all the
other Spring services, as well as communication among the different services
is made using HTTP (Hypertext Transfer Protocol) connections in a REST
architectural style.

The Eureka server, detailed in Section 3.2.4, also receives requests via a
REST API. It receives HTTP requests for service registration, service query-
ing and heartbeats from every service every 30 seconds (provided they are
still alive). These heartbeats perform what is known as the “renewal of the
lease” ([31]), and if they are not received for one service for 90 seconds, it is
removed from the registry.

Figure 3.2 shows the most relevant fields of one of the services instances
registered with Eureka when running the application with its original mono-
lithic architecture. It was obtained using curl to send a GET request to
http://localhost:8761/eureka/apps. It can be seen that the instan-
ceId of this service contains the IP address of the machine, in the example
192.168.1.137, and this pattern is the same for every service. However, a
packet trace on the host machine reveals that inter-process communication
is done using the loopback interface, as proved in Figure 3.3, because the
property used to query the services when using Spring Boot is the “home-
PageUrl”, which corresponds to “localhost”.
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1 {

2 "name": "XCOLAB-COMMENT-SERVICE",

3 "instance": [{

4 "instanceId": "192.168.1.137:xcolab-comment-service:18086",

5 "hostName": "localhost",

6 "app": "XCOLAB-COMMENT-SERVICE",

7 "ipAddr": "192.168.1.137",

8 "status": "UP",

9 "port": {

10 "$": 18086,

11 "@enabled": "true"

12 },

13 "homePageUrl": "http://localhost:18086/",

14 "vipAddress": "xcolab-comment-service",

15 ...

16 }]

17 }

Figure 3.2: JSON example

Figure 3.3: Packet capture for the activities services, listening on TCP port 18084
of the host on the monolithic architecture

3.1.1 Goals of the Apache HTTP Server

Regarding the Apache httpd, it is installed for three reasons. First of all, it is
responsible for handling the TLS/SSL negotiation, the protocols that encrypt
incoming and outgoing messages, standing for: Transport Layer Security and
Secure Sockets Layer, respectively. Secondly, it proxies incoming traffic to
port 443 towards the view’s service port, 18082 in the diagram, to allow for
the use of the default HTTPS (Hypertext Transfer Protocol Secure) port
in the URL. Finally, it redirects clients that try to connect to port 80 over
HTTP, so that they retry the request to port 443 over HTTPS.

To do all of this, httpd is configured with two virtual hosts, which is the
feature that allows a single server to run multiple sites, as documented in
[32]. The first virtual host corresponds to the service of port 80, and uses
the “Redirect” directive from the “mod alias” module ([33]). This directive
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maps an old URL into a new one by asking the client to refetch the resource
at the new location, in this case, the HTTPS URL of the service.

The second virtual host corresponds to port 443, and is configured with
the SSL engine, by specifying public key file, private key file and the cer-
tificate chain file; and with the directives “ProxyPassMatch” and “Proxy-
PassReverse”, from the “mod proxy” module ([34]). The ProxyPassMatch
directive configures the virtual host as a reverse proxy, which is a configu-
ration that does not require explicit setup on the client’s side. Using the
Apache JServ Protocol (AJP), described in [35], the server redirects all in-
coming connections to the CoLab view, and returns the responses on its
behalf, effectively turning into a mirror of the service on port 18082. For this
to be true, the ProxyPassReverse directive is also needed, which rewrites the
URL in the Location, Content-Location and URI headers of the HTTP
redirect responses that may be generated by the view.

3.2 Design process

3.2.1 Selection of the base image

The first decision to make to develop microservices in Docker containers is
the choice of the base image. It is present in every microservice, and, as
per Docker layered approach, shared among containers running on the same
Docker engine [36].

For the present project, the base image must meet the following require-
ments:

• License compatible with MIT License

• Includes or can include JDK (Java Development Kit) 8

• Runs on a Linux host

• Can be the same for every microservice

• Supports external tools used in the project (eg. MySQL)

• Meeting all the other requirements, the image should be as small as
possible

In [37], the author states that the technologies used to develop an applica-
tion influence the choice of the base image, as software libraries are different
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depending on the operating system. So the first step in the choice is to ob-
tain a list of the programming languages already being used in the XCoLab
project.

In this regard, GitHub offers a programming language recognition feature
that is applied for every commit of the “master” branch of every project, and
can detect all of the languages listed in [38]. Using it yields the results of
Figure 3.4, demonstrating that almost all of the XCoLab’s backend code is
written in Java. A small 0.2% of the code, recognized as “Other”, corre-
sponds to configuration and deployment files written in Shell script, XML
(eXtensible Markup Language) or YAML; or to database scripts, written in
SQL.

Figure 3.4: Code distribution by programming languages in the XCoLab master
branch, as detected by GitHub Linguist in February 2019

With this information, it makes sense to choose a Linux distribution with
Java installed as a base image. In the referenced article [37], it is mentioned
that at this point, “choice is purely based on taste”. However, it makes more
sense to go for the smallest possible image.

Why does image size matter?

The author in [39] lists two common reasons why it is thought that a Docker
container image size matters. They are:

• A smaller image takes less disk space

• A large image is difficult to upload. It takes a long time.

Along the article, he discusses both of these reasons, concluding that they
are only partially true. Its main argument is that Docker is based on reusable
layers, and thus, the only size that matters is that of the layers that are not
shared among containers running in the same host.

For this project, it will be assumed that the only containers running on
the host correspond to the application’s microservices. It is possible to run
other containers, for example monitoring tools, but it is not possible to know
which ones will be present. However, it makes sense to run many of the
microservices on the same host, so having them share their base image will
make optimal use of Docker’s layered approach.
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Debian Slim

One of the most used base images in the Docker Hub are the Debian Slim
images. They correspond to the different versions of the well-known Debian
distribution, the “slim” variant meaning that they don’t include some files
which are non-essential for the operating system. They are the following
directories:

/usr/share/doc/*

/usr/share/groff/*

/usr/share/info/*

/usr/share/linda/*

/usr/share/lintian/*

/usr/share/locale/*

/usr/share/man/*

Which are defined in the “slim-excludes” file of the docker-brew-debian
git [40]. They are mostly informational files, removed to make the image
smaller.

Debian includes many tools that are familiar to any user of this operating
system or other systems based on it such as Ubuntu. These tools can be useful
for debugging, deployment and even to build services with them, but their
presence makes the image inherently bigger.

Alpine Linux

A possible alternative to Debian as a base image is Alpine Linux. Alpine, like
Debian, is an open-source development, massively used with Docker. Since
the beginning of 2016, many official Docker Hub repositories such as Post-
greSQL [41], Apache [42] and Nginx [43], have Alpine-based images available.

Alpine Linux is a lightweight, security-oriented Linux distribution based
on musl libc and BusyBox [44]. It is lightweight to the extent that the dock-
erized version of Alpine 3.6 is less than 4 MB in size. Table 3.1 shows a
comparison between Docker containers of the most popular Linux distribu-
tions, and it can be seen that Alpine is more than 30 times smaller than
Debian Jessie.

With such a small size and endorsement through its widespread use,
Alpine seems the best option to use as a base image. However, it has a
drawback: it may lack useful tools available to other distributions.

An example of one of these tools is the Flyway CLI, described in Section
2.1.2. Flyway’s binaries for Linux are based on the Bash shell (Bourne Again
Shell), while Alpine by default uses Ash (Alquimist Shell). Ash shell’s main
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DISTRIBUTION VERSION SIZE

Debian Jessie 123MB

CentOS 7 193MB

Fedora 25 231MB

Ubuntu 16.04 118MB

Alpine 3.6 3.98MB

Table 3.1: Base image size for popular Linux distributions

Source: N. Janetakis, [45]

concern is to be lightweight, and sacrifices some of the features offered by
bash and used by Flyway.

Even if the Flyway binaries are adapted to be POSIX-compatible, at some
point executables compiled for GNU libc are called. GNU libc, or glibc is
a C library that contains the core libraries for most GNU/Linux systems.
However, Alpine uses musl as its standard C library, which is only partially
compatible with glibc. As discussed in issue 219 of Alpine’s GitHub [46], if
after trying to install some compatibility packages it still doesn’t work (which
was the case), the only solution is to migrate to a compatible distribution.

During the development of this project, this lack of support for Flyway
made it impossible to use Alpine as a base image. However, database migra-
tions were finally implemented at the Spring application startup. Therefore,
they did no longer require the use of the shell binaries as the code is run from
the JVM, so Alpine was the final choice.

Official JDK Dockerhub repositories

It would be natural to think that the most reliable source of images to run
Java applications would be the official Java repository, available on Docker-
hub ([47]). Nonetheless, its last update was from 2017, and no description
is available. According to [37], the repository has been deprecated in favor
of OpenJDK (Open Java Development Kit) repository from Docker Official
Images, available in [48].

Both OpenJDK and Oracle JDK are created and maintained by Oracle,
being different implementations of the same specification. In fact, the official
reference implementation for Java Standard Edition (SE) 8, as stated in [49],
is the open-source OpenJDK.

Taking into account all of the aforementioned considerations, the original
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choice for this project was based on OpenJDK.
However, as explained in Section 3.2.2, the only Java command that must

be run in the container is the “java” command itself, as the application
is precompiled. The manual of the command states: “The java command
starts a Java application. It does this by starting the java Runtime Envi-
ronment(JRE), loading the specified class, and calling that class’s main()
method.” This means that the development tools that come bundled with
the JDK are not necessary in the containers.

Figure 3.5: Differences between JDK, JRE and JVM

Source: https://stackoverflow.com/a/34510731

As a bare JRE image built over Alpine is available in the OpenJDK repos-
itory, during the development of this project the base image was optimized
again. The final choice for the base image was “openjdk:8u191-jre-alpine”,
with a total size of 85 MB, 20 MB less than its JDK version and 119 MB
less than its equivalent Debian Slim variant.

3.2.2 Dependency management

One of the challenges to overcome was to find a way for the dependencies of
every microservice to be available inside the container.

When running the application in its original monolithic architecture, de-
pendencies are managed by Maven, which downloads them to the local Maven
repository if they are not already present when compiling or building. How-
ever, this does not match one of the goals of containerization: microservices
should run in the same way independently of where they were built, this is,
they must be self-contained.

The following options were considered:

• Generate the base image with its own local Maven repository, and
store the dependencies there. The downside of this approach is that
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compilation must be done inside the container, requiring Maven to be
installed.

• Package every microservice with its dependencies in a single file, and
copy that file at buildtime into the container. The main disadvan-
tage of this option is that it cannot take advantage of Docker’s layered
approach to save space if containers run on the same host.

Of these two options, the second one was considered more appropriate.
While it is a waste of disk space if containers share host (which will be the case
at least in the first stages of the migration); it keeps software more organized
and follows the principles of containerization: each image is a self-contained
unit that has only what it needs to run, and nothing else.

In a Maven article created by an independent developer called Baeldung,
which can be found in [50], many options for building a single executable JAR
for a Maven project are detailed. Among them is the Spring Boot Maven
Plugin, whose pros and cons are pointed out as:

• Pros - Dependencies inside a jar file, that can be run from every ac-
cessible location, having advanced control over artifact packaging.

• Cons - Adds potentially unnecessary Spring and Spring Boot related
classes

As the project is already built with Spring Boot, this is a very adequate
solution to the problem at hand.

Spring Boot Maven Plugin: The repackage goal

A goal in a Maven plugin is a specific task (finer than a build phase) which
contributes to the building and managing of a project, and which may be
bound to zero or more build phases. The Spring Boot Maven plugin includes
a goal called “repackage”, whose description is “Repackages existing JAR
and WAR archives so that they can be executed from the command line
using java -jar.”[51]

Using this goal, the JAR files generated in the Maven packaging phase
contain all the dependencies used by a specific microservice. this JAR file
can now be copied into the container and run from the entrypoint script.

JAR file size growth as a result of including dependencies

As a result of building the application with self-contained JAR or WAR files,
different images don’t share a common layer with the dependencies. This
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means that each individual service JAR file grows considerably. To be aware
of this growth, it is presented in Table 3.2, calculated by compiling and
packaging every service with or without the Maven Plugin’s repackage goal
configured in the POM.

Microservice JAR size w/o libs JAR size including libs

activities-service-xcolab 45.2 kB 59.1 MB

admin-service-xcolab 43.5 kB 57.9 MB

comment-service-xcolab 59.0 kB 58.0 MB

content-service-xcolab 71.5 kB 58.0 MB

contest-service-xcolab 557.4 kB 60.3 MB

emails-service-xcolab 27.2 kB 58.7 MB

eureka-server-xcolab 3.3 kB 40.7 MB

members-service-xcolab 226.8 kB 58.2 MB

modeling-service-xcolab 89.2 kB 58.0 MB

moderation-service-xcolab 43.0 kB 59.1 MB

search-service-xcolab 65.0 kB 58.0 MB

tracking-service-xcolab 79.9 kB 58.0 MB

view-xcolab 74.8 MB 82.9 MB

Table 3.2: JAR file growth as a result of including dependencies

The total size of all of the JARs without dependencies is 76.08 MB,
while it goes up to 766 MB if they are included. If the dependencies were
to be in a common Docker layer and all of the services were running on
the same host, the space saved by sharing that layer would be: 766MB −
(76.08MB+AllDependenciesSize), where “AllDependenciesSize” is the sum
of sizes of any library used by any service, including it only once. For XCoLab
commit dff3fce77, last one in the master branch prior to the start of this
project, AllDependenciesSize = 75.18MB for a total of 205 libraries. It
was calculated by extracting every JAR and WAR service file and run the
following Linux pipeline to go through all the “lib” directories, get the size
for every file and sum sizes for unique files:

find . -path *lib* -type f -exec stat -c "%n %s" '{}' \; \

| awk -F '/' '{print $NF}' | sort | uniq \

| awk '{ SUM += $2} END { print SUM/1024/1024 }'
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So in the described case, 766 − (76.08 + 75.18) = 614.74MB would be
saved. While it is a non-negligible save, it is reduced as the deployments
span multiple nodes, and it is manageable. The organization and simplicity
obtained by keeping self-contained microservices executables is worth this
difference.

3.2.3 Maintaining backwards compatibility

According to W3C’s recommended design principles, available in [52], when
a new technology is not meant to completely replace an old one, “not only
does a new technology normally have to be compatible with earlier ones in
technical matters, but also in the mental models that users have of the old
technology”.

This is the case for the improvements developed in this project. In order
for the changes to be integrated into the current XCoLab instances, the ap-
plication has to be able to run in a single server using regular Java processes,
without any configuration changes.

There is however one situation that will not be supported: mixed deploy-
ments. It will be assumed that either all of the services run as containers, or
the hole application runs in the previous monolithic architecture. This de-
cision was taken because there are no practical reasons to configure such an
environment: one would think that it may correspond to migration scenar-
ios, but in these cases it is easy to replace the Java processes for containers
in the same server. This transition is fast enough not to consider a mixed
deployment as a long-lasting situation.

Using Spring profiles for backwards compatibility in the XCoLab

Spring 1.5.12 offers a feature that perfectly suits our requirement for back-
wards compatibility: profiles. As documented in [53], it is a way to segregate
parts of the application’s configuration and make it only available in certain
environments.

Besides, Spring has a cascaded approach for what is called “Proper-
tySource”, that is, sources for its configuration variables. As per [54], the
precedence order for these properties is:

1. Devtools global settings properties on your home directory
(~/.spring-boot-devtools.properties when devtools is active).

2. @TestPropertySource annotations on your tests.

3. @SpringBootTest#properties annotation attribute on your tests.
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4. Command line arguments.

5. Properties from SPRING APPLICATION JSON (inline JSON embed-
ded in an environment variable or system property)

6. ServletConfig init parameters.

7. ServletContext init parameters.

8. JNDI attributes from java:comp/env.

9. Java System properties (System.getProperties()).

10. OS environment variables.

11. A RandomValuePropertySource that only has properties in random.*.

12. Profile-specific application properties outside of your packaged jar (application-
profile.properties and YAML variants)

13. Profile-specific application properties packaged inside your jar (application-
profile.properties and YAML variants)

14. Application properties outside of your packaged jar (application.properties
and YAML variants).

15. Application properties packaged inside your jar (application.properties
and YAML variants).

16. @PropertySource annotations on your @Configuration classes.

17. Default properties (specified using SpringApplication.setDefaultProperties).

It can be seen that in any case, profile-specific properties files override val-
ues of application properties files (rules 12, 13, 14 and 15). As in the original
XCoLab project, Spring properties are defined using application properties
files (specifically, its YAML variants) for each microservice, a profile specific
to Docker deployments can be created and only set to active in such deploy-
ments. If it is not active, configuration variables will keep its original values
defined in the applications’ properties files. Such a profile was created and
called “docker”.

The only remaining question is: how to activate the profile only for certain
execution environments? The first approach was to define a configuration
variable in the main properties file (.xcolab.application.properties)
that toggles Docker configuration. However, there was a race condition: in
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order to read that file, the Java application must already be running. In this
case, using Spring debugging it could be found that the application properties
files were loaded before the application started, so even if the “docker” profile
was activated at runtime, its profile-specific properties files were ignored.

In this article [55], the different possibilities that Spring offers to activate
a profile are discussed. Among them, there is one that perfectly suits the
goals of this project, and it is probably the simplest: pass the active profile
as a parameter to the JVM. In a monolithic deployment, the user starts
the virtual machine by running the java command himself of via a helper
script. However, in a Docker environment, there are specific entrypoint.sh
files whose job is to set the appropriate environment variables and execute
the JVM. By passing the docker profile as a parameter to the JVM within
these files, there is not even the need for the user to toggle any variable: if
the application runs as Docker containers, it automatically overrides Spring
properties with those configured for the “docker” profile.

3.2.4 Service registry and discovery

To be able to scale a microservices architecture, it is necessary to allow
services to find and communicate with each other without hard-coding the
hostnames and ports. This can be done by using service discovery, by setting
up a service registry: a “phone book” known by everyone with which any
server must register at startup. When any service wants to execute a request
to any other microservice, it first queries the registry to find an available
replica and then sends the request to it.

There are many software solutions that can be used for service discovery,
such as Netflix’s OSS Eureka, Etcd, Consul or Apache Zookeeper. Spring
Clouds offers built-in integration with Eureka, Consul and Zookeeper.

Among these options, Zookeeper is a coordination service, so it favors con-
sistency over availability. In terms of the CAP theorem, also called Brewer’s
conjecture, proved in [56], Zookeeper is a CP system: consistent and new-
tork partition tolerant. Although it can be used as a service registry, it is
not its main purpose as exposed in [57]. It is preferable to have outdated
information about the state of the services than to have no information in
the event of a transient network partition, so an AP (available and partition
tolerant) solution is preferred as a service registry.

Consul is a service mesh solution that provides a full control plane for
service-oriented architectures. It is also a CP service by default, but clients
can be configured to allow for stale reads. Eureka, however, only deals with
service discovery and registration, and favors availability over consistency by
design (it is AP).
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While both of these last two solutions would have been valid choices as
server registry software for the XCoLab, in commit b69b602 from March 2017
the developers introduced Eureka as the project’s service registry, so it was
being used even to register services in the original monolithic architecture.
However, with the evolution to a container-based microservices architecture,
the full potential of Eureka can be harnessed: containers can now be running
on different machines, they can be restarted somewhere else in case of node
failures, and multiple container instances of the same service can be spawned
by just increasing the number of replicas. In this architecture, the service
registry becomes essential.

Eureka

Eureka is an open-source REST service developed and maintained by Neflix.
They have multiple use cases for it as can be read in the project’s README
[58]: fast rollback of versions in case of problems, maintenance of Cassandra
nodes, keeping the list of nodes in a memcached ring, and as part of their
mid-tier load balancing and failover.

Figure 3.6: Eureka high level architecture

Source: Netflix Eureka Wiki
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Eureka is typically deployed with the architecture of Figure 3.6: one
Eureka cluster per region, independent of the other regions. Within this
cluster, there is at least one server per zone. For the XCoLab use case, the
Eureka cluster is composed of only one service on the original architecture,
and only one container for the Docker configurations.

Services register with their configured Eureka server and renew their
leases every 30 seconds by sending heartbeats. If a service does not renew its
lease in 90 seconds, it is considered dead. Eureka clients ask for the registry
information every 30 seconds to know which are the available services and
where to find them. This information gets cached in the clients for resiliency,
so they can operate even in the event of all of the Eureka servers failing.
The described timings, along with many other parameters, are configurable,
though mostly let at their sensible defaults in the XCoLab.

Spring Cloud greatly simplifies the implementation of both the Eureka
service and the Eureka client, designed to make interactions with the service
easier by replacing the need to code the REST calls for plain Java classes
and methods. In addition, this client comes with basic round-robin load
balancing.

To configure the client Spring application to use Eureka, the @EnableDis-
coveryClient annotation is used. This activates the Eureka implementation,
causing it to register with the spring.application.name property on the
server defined on eureka.client.serviceUrl.defaultZone. When run-
ning the microservices as software containers, this property is overridden
using the Docker profile to use the service name of the Eureka container
instead of “127.0.0.1”, taking advantage of the automatic DNS resolution
offered by Docker user-defined networks.

3.2.5 Persistent data

This section presents the proposed solution to manage persistent storage
when the microservices architecture using Docker is deployed.

Regarding static content, two types can be found: the application code,
including Java bytecode that constitutes the application and the Tomcat
server, JavaScript, CSS (Cascading Style Sheets) and JSP (Java Server Pages);
and the different configuration files. The application code and configuration
files must be stored somewhere, but the solution is straightforward since they
are either bundled into the executables copied into the containers at build
time or copied into the containers at startup, so they are always accessible
because they are part of the container itself.

However, this can’t be done for dynamic content, so special consideration
must be given to it. In the XCoLab, there are two storage systems required
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for information generated out of the usage of the platform:

• A filesystem where the view microservice stores images: profile avatars,
admin-uploaded images and pictures included in contests or proposals.

• A relational database, used by the different microservices for persistent
storage.

By default, all files created inside a container are lost once the container
no longer exists. To persist them on disk, Docker offers two mount types:

1. Volumes: Maps a directory of the containers filesystem to a direc-
tory of the host filesystem that should only managed and accessed by
Docker.

2. Bind mounts: A directory of the host machine is mounted into the
container. This directory is specified by the user, and is shared with
the rest of the system: processes other than Docker can modify it.

Figure 3.7: Types of mounts available with Docker

Source: Docker Documentation

Figure 3.7 shows the difference between volumes and bind mounts. It
also includes the tmpfs mount, an option provided to mount a portion of
the host’s memory as a filesystem for the container to maximize its I/O
performance. However, tmpfs mounts don’t offer persistence, being mounted
in memory.

For this project, both for the database and the image storage filesys-
tem have been configured as bind mounts in the deployment scripts. This
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is because, even if bind mounts have less functionalities than Docker vol-
umes, they are very performant ([59]). The downside of this approach is that
mounts are dependent on the host’s filesystem, because the path that will be
mounted must be explicited. To get around this, both the path for images
in the view microservice and the data directory for the database are defined
as mandatory environment variables that the user must configure to run the
deployment scripts.

The proposed solution for persistent storage works well in single host de-
ployments, but as is discussed in Section 3.4, it sacrifices redundancy for the
services that require it in a multi-host deployment. This could be solved by
using cluster-aware volume drivers, or by setting up a shared filesystem with
NFS (Network File System) or SMB (Server Message Block); or a distributed
filesystem such as GlusterFS or Ceph. The implementation of a generic so-
lution for this issue is not trivial and is out of scope for this project, though
it constitutes an interesting line of future work.

3.2.6 Automatic database migrations

As discussed in Section 2.1.2, the XCoLab uses Flyway to manage database
migrations. The migration scripts for each service are placed under
src/main/resources/db/migration, relative to the root path of that ser-
vice (where the POM is).

An important issue to take into consideration to containerize the applica-
tion’s microservices is: when is the migration applied? Reviewing the source
code, it can be seen that it was configured to run using Maven with the
following configuration:

<plugin>

<groupId>org.flywaydb</groupId>

<artifactId>flyway-maven-plugin</artifactId>

<version>5.0.7</version>

<executions>

<execution>

<phase>generate-sources</phase>

<goals>

<goal>migrate</goal>

</goals>

</execution>

</executions>

<configuration>

<url>${db.url.base}/${db.schema}?${db.url.params}</url>
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<user>${db.username}</user>

<password>${db.password}</password>

<table>${flyway.table}</table>

<outOfOrder>true</outOfOrder>

</configuration>

</plugin>

Two important behaviors are configured here. First, the database access
parameters are delegated to the corresponding project-wide configuration
files, to be coherent with the rest of the project. Second, the Flyway “mi-
grate” goal is bound to the “generate-sources” Maven phase. As can be seen
in Maven’s Lifecycle Reference ([60]), the “generate-sources” phase is one of
the first ones, and takes place even before compilation.

In practice, this means that database migrations will be applied at com-
pilation time, as Maven goes through its phases in strict order. This is a
problem for the strategy detailed in Section 3.2.2: compilation can happen
on any machine, and only the resulting executables are copied inside the
container at build time, so database migrations would never be applied.

Several attempts were made to find strategies to solve this problem: run-
ning the FlyWay CLI from the container’s entrypoint, creating a dedicated
service whose function was to apply database migrations, even compiling at
container startup was considered. Finally, the solution to the problem was
found to have been overlooked, and was in fact the most obvious. In sec-
tion 78.5.1 of the Spring Framework 1.5.12 documentation, “Execute Flyway
database migrations on startup” [61], the following is noted: “To automati-
cally run Flyway database migrations on startup, add the
org.flywaydb:flyway-core to your classpath”. So by having FlyWay in-
cluded as a Maven dependency, the org.flywaydb:flyway-core is down-
loaded to the Maven repository. The Repackage goal then packages it into
the BOOT-INF/lib folder of each executable file, that is in the classpath, and
the net result is that the database migrations are run at each service startup.

In non-Docker deployments, if compilation is done in the production
server (to update the Maven packages cache), the FlyWay migrations will try
to run twice: when the application is compiled and when it is run. However,
this is not a problem, because FlyWay ensures that versioned migrations run
exactly once. For Docker deployments, database migrations are applied when
a container is started, affecting only the tables managed by that microservice.

Migration at compilation time seems redundant, but can’t be removed
from the project because jOOQ (j Object Oriented Querying) is used to write
the persistence interfaces. jOOQ, documented in [62], is a Java database-
mapping software that allows to write Java code as similar as possible to
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plain SQL, but adding some benefits such as syntax check, code completion
and type safety. jOOQ generates the database entities from the database
itself at compilation time, by connecting to it and reading its metadata.
This implies that compilation will fail if the database is not up-to-date with
the application, this is, if FlyWay migrations have not been applied.

3.3 Single-server architecture with Docker mi-

croservices

Once every service has been successfully integrated with Docker, and indi-
vidually tested, it is possible to directly migrate the architecture of existing
instances to that of Figure 3.8.

Figure 3.8: Single-server architecture with Docker microservices

It can be seen that the only Spring service that exposes a port on the
host is the view. All the communication between the view and the rest of
the services, the registry and the database now takes place in an internal
user-defined Docker network called “xcolab-network”.

The Apache server functionality remains exactly the same and has not
been modified because it is not part of the XCoLab project on GitHub. It is
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up to the user to choose how to implement it. However, if the user wants to
run it as a container, Section 3.6.1 details how to do it in a simple way by
using multiple Docker Compose files.

This architecture offers the following improvements respect to the original
one:

• Limits service exposure: There is no way for an external host to reach
the Eureka services, the database or any microservice except the view,
even if it is on the same subnet and behind the firewall.

• Ease of deployment of new versions: when newer versions of the images
are built and uploaded to a registry, upgrading a microservice is as easy
as pulling the new version and replacing the old one, which can be done
in a matter of seconds. Having tested it with Docker ensures that it
will run in production exactly as it ran on the development and test
environments.

This architecture is not very different from the one presented in Section
3.1. However, by using Docker standard containers and networking, it enables
the possibility to scale out using any of the many tools built over Docker for
this purpose.

It is also an intermediate step to migrate existing deployments towards
distributed architectures.

3.3.1 Internal Docker network

The “xcolab-network” is an user-defined Docker network created using the
bridge driver, described in [63]. Containers attached to a bridged network
must reside on the same host, and can communicate with each other.

In order for the view to be reachable from the outside, it must publish
its service port (in the image, port 18082 on the container is mapped to port
18082 on the host). If the default bridge network was used, containers such
as the database should publish ports to the outside world in order to be
reachable by the other containers.

Moreover, the use of a user-defined network solves another problem: it is
necessary for the services to reach both Eureka and the database (the rest
of the services can be located using the registry). To eliminate the need to
keep a fixed addressing schema, user-defined networks provide the possibility
to use automatic DNS resolution.

In the original project, there were some references to the loopback IP ad-
dress which don’t work with this setup. Automatic DNS resolution was used
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to replace them with the corresponding service name. First of all, the JDBC
is no longer configured to “localhost”, and should now be
jdbc:mysql://xcolab mysql:3306, where “xcolab mysql” is the name of
the database container. This is defined in the main configuration file,
.xcolab.application.properties, as a variable controlled by the user.
Secondly, it is necessary to tell the containers where to find the Eureka ser-
vice to register and locate the rest of the services. This is configured in the
“docker” profile detailed in Section 3.2.3, so it is totally transparent to the
user.

The described architecture requires the database to be running as a con-
tainer connected to the internal network. An alternative setup is described
in Section 3.6.2, where the database is an external element accessible from
the containers at a certain IP and port. Migration process on current deploy-
ments where the database runs in the same host requires to configure it to
be accessible at one the host’s IP addresses other than “localhost”, and con-
figure networking for this IP to be reachable from the containers. The reason
for this is that “localhost” no longer refers to the host machine’s loopback
interface, but to the containers’.

3.4 Multi-host architecture: scaling out

If the user base for any instance of the XCoLab platform keeps growing,
scaling up by adding more resources to the server may become expensive,
even requiring migrations to new hardware (for example, if the server runs
out of DIMM, Dual In-line Memory Module, slots). The possibility of scaling
out to a multi-host architecture where growth can be sustained by adding
new hosts, possibly running on commodity hardware, can be interesting in
such cases.

Usually, migrating from a centralized architecture to a distributed one
substantially increases the complexity of the system. However, though it
is true that deploying the XCoLab in a distributed fashion involves some
additional requirements and steps as is detailed in Section 3.6.1, Docker,
with its seamless integration with the Docker Swarm greatly simplifies this
process.

The resulting architecture of the platform to a Swarm deployment com-
posed of one manager and three worker nodes can be seen in Figure 3.9.
The diagram represents a full architecture, which includes the application
itself along with both the database and the Apache reverse proxy. These
last two components are optionally integrated into the stack. The compose
files for them are included in the development, so they are shown here for
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completeness.

Figure 3.9: Full multi-host XCoLab architecture on a 4-node Docker Swarm

The placement of the microservices (“tasks”, in Swarm terminology) is
chosen by Docker. If any of the workers crashes, the service tasks running
on that node will be restarted on any other node, as the Swarm works in
a declarative mode: we’ve defined the desired state of the microservices as
having one replica (one container) running.

Nevertheless, with this architecture there is still a single point of failure
in the manager node. Due to the solution proposed for persistent storage,
described in Section 3.2.5, services that require to persistently store informa-
tion are tied to the manager node, by specifying deployment constraints on
the service definitions. These services are the view, which is responsible for
storing user-uploaded images, the Apache, which reads its configuration files
from the manager filesystem, and the database services.

The “xcolab mysql” is the database itself, and the “database-starter-
xcolab” is a service that only exists on greenfield deployments, and whose
function is to populate the database with the platform’s initial configuration
parameters. After it has done its function, the database starter container
stops. By default, Swarm would schedule a new instance of this service every
time it stops, but this would make it impossible to modify the initial con-
figuration, because it would be rewriting the starting data again and again.
To prevent this, the restart policy condition for this service is set to “none”,
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effectively getting a container that only runs once. This service is also tied
to the manager because the SQL script it executes resides on the manager’s
filesystem.

3.4.1 Networking in clustered deployments

The “xcolab-network” shown in the architecture diagram uses the overlay
driver, described in Section 2.2.4. It is used by any traffic going from one
Swarm task to another. This corresponds to MySQL protocol traffic for
database access and HTTP traffic, including REST queries among the mi-
croservices and client requests proxied by Apache. The underlying network
can be of any kind, as long the connectivity requirements detailed in Section
3.6.1 are fulfilled.

Regarding access from the outside, Swarm’s mechanism for publishing
ports is called the ingress routing mesh. It is an overlay network to which
all nodes in the swarm connect when they join. The routing mesh allows
client requests to be directed to any node in the swarm for any service, even
if there are no tasks of that service running of the node.

Figure 3.10: Ingress network routing mesh for the 4-node full XCoLab architecture

Figure 3.10 shows the ingress network routing mesh for the aforemen-
tioned deployment. Any request coming to any node, to ports 80 or 443 is
redirected through the mesh to the “apache-xcolab” service, independently
of the node it runs on. As there is currently only one task of the Apache
container running at any moment, the load balancing capabilities offered by
Swarm are not really being used. However, if there was a need to scale this
service by adding more instances, it will be as easy as modifying the “Repli-
cas” property of the Compose file to the required number, and incoming
traffic would be automatically load-balanced among them.

The IP addresses that appear above the nodes in the figure represent
the external IP addresses of the nodes. The network corresponding to the
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routing mesh uses the private IP range 10.255.0.0/16 in recent versions of
Docker, though it can be changed through configuration at swarm creation.

Digging a bit deeper on how this is done under the hood, the swarm load
balancer is listening to the published ports on every node, and is connected
to the ingress routing mesh and to a bridge called “docker gwbridge”. The
“docker gwbridge” is a bridged network local to each node that provides
connectivity from the host to the containers running on it and to a special
container called the “ingress-sbox”. This “ingress-sbox” corresponds to the
Docker implementation of the load balancing and routing module. While it is
not shown when running the docker ps command, running docker inspect

ingress and docker inspect docker gwbridge in a Swarm node, it can be
seen that it is connected to both networks.

On the other hand, containers that publish ports are also connected to
the mesh, as well as to the internal XCoLab overlay network. Inspecting the
Apache, it can be seen that it is appears as connected to two networks:

"Networks": {

"ingress": {

...

"IPAddress": "10.255.64.129",

"IPPrefixLen": 16,

"MacAddress": "02:42:0a:ff:40:81",

...

},

"xcolab-network": {

...

"IPAddress": "10.0.12.27",

"IPPrefixLen": 24,

"MacAddress": "02:42:0a:00:0c:1b",

...

}

}

But if ip addr is executed inside of the container, three interfaces appear
(only the most relevant information is shown):

1214: eth1@if1215: UP

link/ether 02:42:0a:00:0c:1b

inet 10.0.12.27/24 brd 10.0.12.255 scope global eth1

1216: eth2@if1217: UP

link/ether 02:42:ac:12:00:07
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inet 172.18.0.7/16 brd 172.18.255.255 scope global eth2

1222: eth0@if1223: UP

link/ether 02:42:0a:ff:40:81

inet 10.255.64.129/16 brd 10.255.255.255 scope global eth0

With two of them corresponding to the aforementioned networks. The
third interface corresponds to the “docker gwbridge”, that again does not
appear listed when running Docker tools like inspect but is used to connect
to the container from the node it runs on.

A very detailed explanation of how Docker uses network namespaces,
iptables, Linux bridges and other kernel tools for Swarm networking, which
was very helpful for this analysis, can be found in [64].

3.5 Continuous Integration

As detailed in Section 2.1.3, CI is about developing software in small incre-
ments by pushing changes to the common repository daily. The introduction
of a microservices architecture based on Docker favors a CI environment in
three ways:

• Eliminates differences between the test, staging and production envi-
ronments. It is not unusual to find small differences between these
environments, introduced over time for instance by changes made di-
rectly to production. By using the same images in the different envi-
ronments, Docker reduces the amount of these differences. Moreover,
it makes it easier to make replicas of the services, so creating a new
test environment is very fast.

• Developers can run services locally which behave exactly like in pro-
duction, so development is faster because it takes less time to try im-
plementation options for new features. Once the feature is ready, unit
tests will be run automatically, though this step was already present
using Travis prior to the development of this project.

• Simplifies the implementation of continuous delivery for every instance
of the XCoLab.

Regarding this last improvement, modifications have been applied to the
project’s CI pipeline. Now, for Travis builds corresponding to the main
branches, all of the microservices Docker images are built, tagged and pushed
to a public Docker Hub repository. Once the images are uploaded they are
accessible and can immediately be deployed from any instance of the XCoLab,
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switching from a “push” approach where the application was sent to a single
known server to a “pull” approach where anyone interested in updating or
testing a new instance of the XCoLab will have the latest version ready at
all times. Moreover, it is now very easy to set up a version tagging schema
that would allow to choose different versions for different microservices by
just adjusting the container tag, or just getting the last version by getting
the image tagged as “latest”.

3.6 New instances deployment automation

One of the goals of this project is to make deployments of new instances of
the platform as easy as possible. To achieve this, every component has been
turned into a software container that runs the same way independently of
the environment, and automatic deployment scripts have been creating using
compose files deploy using Docker Compose of Docker Swarm Mode.

3.6.1 Steps to deploy a full architecture

This section covers the steps required to launch a new test instance of the
XCoLab, including the database and the SSL cipher.

Full deployment on a single server

Requirements:

• The server must run an OS compatible with Docker Engine from version
17.12.0+. This project testing was done with various Linux distribu-
tions using Docker 18.09.

• At least 14 GB of RAM. It will work with less memory, but the machine
will start to use disk space as swap memory and will respond slowly.

• For storage, to hold the database, user-uploaded images and logs, at
least 50 GB of disk space are recommended.

Deployment steps:

1. Install Docker. Installation process depends on the underlying OS. For
Docker CE, it is explained in [65].

2. Install Docker Compose. Compose file versions are tied to the Docker
Engine, so versioning should not be a problem. For reference, Compose
1.23.2 was used for development. Installation instructions can be found
in [66].
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3. Clone the repository, checkout to the “containers” branch, copy the
sample config file to your home directory and navigate to the “docker”
directory:

git clone https://github.com/mikirockerful/XCoLab.git

cd XCoLab

git checkout containers

cp conf/sample-application.properties ~/.xcolab.application.properties

mv docker

4. In the /.xcolab.application.properties file, set a password to
use for the database by setting db.password. Also, double-check the
following:

• db.url.base=jdbc:mysql://xcolab mysql:3306. “xcolab mysql”
is the service name for the database container and it will not be
accessible if changed.

• files.upload.dir=/var/xcolab-images/. It is where the vol-
ume for user-uploaded images will be mounted inside the view
container, and this data will no be persistent if modified.

• db.user=xcolab

• db.schema=xcolab

• db.tracking.schema=xcolab

These values are static for Docker deployments, but are kept there for
backward-compatibility with non-Docker deployments.

5. Create an environment file called .env in the “docker” directory. This
file defines parameters that vary among different deployments, will be
ignored by git, are specific to Docker deployments and automatically
used by docker-compose. It should define the following (adapt as re-
quired):

# User-uploaded contents path

FILES_UPLOAD_DIR=/home/miguel/images

# DB password for the xcolab user

MYSQL_PASSWORD=mypassword

# DB root password

MYSQL_ROOT_PASSWORD=myrootpassword
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# Database path. It must exist and be empty

DATABASE_PATH=/home/miguel/xcolab_database

The paths correspond to the host machine.

6. Create the defined directories. Following with the example:

mkdir /home/miguel/images

mkdir /home/miguel/xcolab_database

7. At this point, everything is ready for deployment. Run the following
command and go grab a coffee as its completion takes some minutes
(at least 5):

docker-compose -f docker-compose.yml -f docker-compose-full.yml up

If any required environment variable is missing, this command won’t
even start, and will give a description of what this variable does. If this
is the case, assignation can just be added to the .env file.

The command generates a lot of log in the standard output. When
it’s done, after at least 5 minutes, log will stop appearing and everything
is ready. The application can be opened accessing http://localhost or
https://localhost from a web browser. In any case, a warning will appear
stating that the site may not be secure. This is expected, as the certificate
is self-signed. To proceed, an option similar to “advanced” − > “add ex-
ception”, or “I understand the risks”, depending on the browser, must be
chosen. The certificate can be installed to automatically trust it on future
accesses.

To access the deployed services from outside the server, the public IP
address of the server must be used. However, by default, the redirection
from port 80 to port 443 is done using “localhost”, because there is no way
to know this information in advance and it is cumbersome to ask for it in
every test deployment. So to make it work, the “‘Redirect” directive defined
in “/docker/apache/httpd-vhosts.conf” must be adapted with the public IP
address or domain name of the server.

Full deployment on a cluster

This section shows how to set up a cluster and run the application on over it
using Docker Swarm, including the database and the SSL cipher. Currently,
the swarm can only have one manager node, because there is no failover for
persistent storage. Requirements:
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• A group of physical or virtual servers, with an OS supporting Docker
17.12.0+. It is not necessary that they all run the same OS, as hybrid
clusters are supported, but it using the same OS will make setup easier.

• Bidirectional connectivity among the nodes on the following ports:

– TCP port 2377. This port is used for communication between the
nodes of a Docker Swarm or cluster. It only needs to be opened
on manager nodes.

– TCP and UDP port 7946 for container network discovery.

– UDP port 4789 for overlay network traffic, as detailed in Section
2.3.1.

Additionally, TCP port 2376 is used to expose the Engine API It has to
be accessible from the client (the operator’s computer) for every node
if using Docker Machine.

• At least 12 GB of RAM available in the cluster. It is recommended
to have at least 8 GB of memory for the manager node and 4 GB for
worker nodes, as some optional Docker cluster management tools will
impose this requirement.

• For storage, to hold the database, user-uploaded images and logs, at
least 50 GB of disk space in the manager node is required.

The steps presented here correspond to the deployment of the testbed,
which was done using two Arch Linux servers running on the UPM DIT
premises, with kernel version 4.16.12. All of the installation and deployment
was made directly running commands on each of the nodes connecting via
SSH, but it is also possible to use Docker Machine, a tool that allows to
provision and manage remote hosts.

Deployment steps:

1. Install Docker on every node.

2. Initialize the swarm on the manager node by running:

docker swarm init --advertise-addr <MANAGER_IP>

Where “MANAGER IP” is the IP address of the interface used to
communicate with the rest of the cluster, and over which services will
be exposed.
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The result of this command indicates that the swarm is initialized, and
the node is a manager node. It also gives hints about how to add other
worker and managers nodes to the cluster.

3. Add every other node to the cluster. The testbed used for this project
only has one other node, which is configured as a worker, so the com-
mand used to join it was:

docker swarm join --token <WORKER_TOKEN> <MANAGER_IP>:2377

Where “WORKER TOKEN” is a string generated by the manager
upon cluster initialization, and its function is to ensure that only known
nodes can join the cluster. If the command is successful it will indicate
that the node has joined the cluster as a worker. We can now check the
list of nodes and roles by running “docker node ls”. The result should
be similar to the following:

ID HOSTNAME STATUS AVAILABILITY MANAGER STATUS ENGINE VERSION

99zlu80y1cpxikfjnxhp5o9ab * manager Ready Active Leader 18.09.4

j9hzs8jmic7fakaeik2pxg6f8 worker Ready Active 18.09.4

4. Create the .xcolab.application.properties on every node of the
swarm (the sample configuration file can be helpful). Each service will
use the file of the node it runs on.

5. Create a file to define the environment variables on the machine from
which you will be deploying the application. Unfortunately, stack de-
ploys on Docker Swarm don’t have direct support for the .env file, so
the environment variables have to be manually sourced. In the testbed,
a file called .env similar to the one used for single-server deployment
was created, but which exports the variables:

export FILES_UPLOAD_DIR=/home/miguel/images

export MYSQL_PASSWORD=mypassword

export MYSQL_ROOT_PASSWORD=myrootpassword

# Database path must exist and be empty

export DATABASE_PATH=/home/miguel/xcolab_database

Then the following command was ran:

source .env

The correct sourcing of the variables can be checked by echoing its
value:
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echo $DATABASE_PATH

6. Create the directories “FILES UPLOAD DIR” and “DATABASE PATH”
for persistent storage on the manager node, making sure they are empty.

7. Deploy the stack with the following command, and wait for at least 5
minutes until the deployment is complete:

docker stack deploy -c docker-compose.yml -c docker-stack-full.yml <STACK_NAME>

Where “STACK NAME” can be any string that represents this appli-
cation and allows to recognize it, like “xcolab-stack”.

To check startup process, logs of container can be inspected by running:

docker logs <CONTAINER_NAME>

Where the name of the container can be accessed by running docker stack

ps <STACK NAME>.
The application can now be accessed by accessing to the public IP address

of any of the nodes in the cluster, as the Swarm internal routing mesh will
take care of addressing the request to the Apache service, which in turn will
proxy it to the view. The access must be done using HTTPS (in port 443),
as the redirection from port 80 is not available in the pre-built Apache image.
Again, the certificate is self-signed, so a warning appears. It is important to
remember that in this case the certificate is generated at runtime, so if the
Apache container is restarted, the certificate will change.

3.6.2 Steps for an application-only deployment using
Docker

This section covers the steps required to launch a new test instance of the
XCoLab using Docker. In this case, only the XCoLab application is deployed,
the reverse proxy and the database are not included in the deployment.

Requirements:

• The server must run an OS compatible with Docker Engine from version
17.12.0+.

• At least 12 GB of RAM. It will work with less memory, but the machine
will start to use disk space as swap memory and will respond slowly.

• An external MySQL 5.6 or higher database, accessible from the server.
It can’t be accessed through “localhost”, as this will refer to the con-
tainer and not the host.
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Deployment steps:

1. Steps 1, 2 and 3 are exactly the same as in Section 3.6.1.

2. Adapt the database URL, user, password and schemas in the
.xcolab.application.properties

3. Define the environment variable FILES UPLOAD DIR, setting it to
the path on the host where you want to store user-uploaded files. A
.env can be created with this definition, or the variable can be directly
set in the shell by running:

export FILES_UPLOAD_DIR=/home/miguel/images

4. Create this directory

5. Run the compose. The file called “docker-compose.yml” is used by
default, as well as the “.env” file if present:

docker-compose up

After some minutes, the application will be up and running, and accessible
using HTTP on port 18082. If the database was empty, it must be populated
with starter data, following the same steps used in non-Docker deployments
and defined in the project’s wiki [10].

These steps are for deployment on a single server. It the application is
to be deployed as a stack over a swarm cluster, the steps are the same as in
Section 3.6.1, but the “docker-stack-full.yml” file must be edited to remove
the additional services (database, database starter and Apache), leaving only
the application microservices. Detail on these files is offered in Section 3.6.3.

3.6.3 Description of the developed compose files

This section details what the definition files for the full deployment, written
using the Compose 3.5 file format, are doing under the hood.

The configuration is defined using three different files:

• “docker-compose.yml”: It contains the service definition of the XCoLab
application itself, which is to be used in any Docker deployment.

• “docker-compose-full.yml”: Adds the database service and an Apache
container serving as SSL frontend and transparent proxy; as well as
the database initialization one-shot container. It is adapted to be used
with docker-compose, and intended for single-server deployments. It
complements the “docker-compose.yml” and can’t be run on its own.
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• “docker-stack-full.yml”: Equivalent to the previous one, but intended
for its use with the Swarm orchestrator, supporting cluster deploy-
ments. It also complements the “docker-compose.yml” and can’t be
run on its own.

In compose files, the basic building units are the services. They define
groups of replicated containers that perform one functionality. The following
are defined:

• view-xcolab

• eureka-server-xcolab

• activities-service-xcolab

• admin-service-xcolab

• comment-service-xcolab

• content-service-xcolab

• contest-service-xcolab

• emails-service-xcolab

• members-service-xcolab

• modeling-service-xcolab

• moderation-service-xcolab

• search-service-xcolab

• tracking-service-xcolab

• xcolab mysql

• database-starter-xcolab

• apache-xcolab

Aside from the services, the compose file defines an internal network called
“xcolab-network”, to which all of the containers are connected. Upon appli-
cation deployment, the first step is the download of the images from the
Docker Hub. As no tag is specified, the image tagged as “latest” will always
be downloaded, which is useful both for upgrades and greenfield deployments.
Then, the network is created if it was not already present.

The third step has to do with the “apache-xcolab” service. It performs
the role described in Section 3.1.1. In production, a signed certificate must
be used to prove ownership of the domain on which the CoLab is deployed.
However, when testing the project, there will be no domain involved. To

86



get around this but still offer the closest user experience to production, the
service includes a self-signed certificate. In order for this certificate to be
different for every user, it is generated at build time using OpenSSL instead
of getting a pre-built image from the repository, so the third step is precisely
building this service.

After this, the database is deployed, and an empty “xcolab” schema is
created using options from the environment variables and the configuration
files. In parallel, the Eureka service starts, as it doesn’t need a database.

The rest of the CoLab services depend on both Eureka and the database,
so they will begin startup process when these two containers are up. However,
being up doesn’t mean being ready to serve requests, as the Docker Engine
has no way to know when the services are really ready. In practice, this
means that the CoLab services containers will initialize before the database
is accessible. To get around this, they are designed to keep polling the
database every second checking its status until it is ready, and only then will
they launch the Spring servlet. Eureka is ready much before the database
is, so the applications register at the first attempt. If for some reason the
registration fails, it is retried after 30 seconds.

When each of the services starts, it performs the database migration for
its corresponding tables, as described in Section 3.2.6. Concurrent updates
are not a problem as the tables are different even if the schema is the same,
as the DDLs lock at a table level (in the worst case).

By then the view and the Apache server should be up and running. How-
ever, on a greenfield deployment the site, though accessible, will lack essential
configuration parameters and will not work properly. Providing them is the
job of the “database-starter-colab” service. It is a very simple container,
built externally from the “openjdk:8u191-jre-alpine” image, that takes the
“xcolab-data.sql” script and executes it on the database after the schema
migrations have been applied. This script already existed in the project prior
to containerization and uses “REPLACE INTO” on tables of every service to
generate user roles, configuration attributes, some translations, helper texts,
rating options and email templates, among other data. For upgrades, this
service should be removed from the Compose file to prevent the database to
return to default values, even though the use of “REPLACE” mitigates the
risk by making its execution idempotent (if a register with the same primary
key exists, it is updated rather than appended).
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Chapter 4

Conclusions and future work

4.1 Conclusions

The goal of this project was to create a solution allowing to evolve any
instance of the XCoLab from a single-server architecture to a container-based
microservices architecture.

After going through the design process detailed in Section 3.2, a combi-
nation of different technologies was judged to be the most adequate solution,
and the necessary changes of source code and configuration files were applied
to the project. Then, the proposed solution was deployed in a test environ-
ment, first keeping a single-server architecture but running microservices in
Docker containers, and then migrating to a clustered environment based on
Swarm.

Improvements on the continuous integration pipeline were also made, by
automatically building and publishing the microservices image in each inte-
gration, clearing the way for fast continuous delivery by simply pulling those
images.

Finally, the deployment of new instances of the platform has also been au-
tomated, both for single-server and clustered scenarios, and optionally includ-
ing external components that required separate setup, such as the database,
as part of the project. This is helpful for production deployments, but most
importantly makes trying the platform easier and faster than ever, drasti-
cally reducing the number of setup problems and thus giving more users the
possibility to judge if the XCoLab suits their use case.
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4.2 Future work

As stated in Section 2.1.2, this project was developed on a fork of MIT CCI’s
XCoLab repository. To ensure continuity, this fork has to be merged back
into the original repository, as otherwise it would not evolve with the rest of
the platform and lose compatibility over time.

Another line of future work is the improvement of the solution for per-
sistent storage in clustered deployments. Currently, as described in Section
3.2.5, deployment constraints are used for services that require direct access
to persistent storage. However, this means that these services will go down in
the event of the manager node crashing, meaning they cannot take advantage
of a desirable feature of a cluster: high availability.

Finally, though not directly related with the XCoLab development, an
operational task to be carried out is to undertake the migration of existing
instances, first to a single-server architecture using Docker microservices,
and then, if desired, to a clustered deployment. This is not mandatory
thanks to the design maintaining backwards compatibility, and it is up to
each corresponding organization to perform it if judged appropriate.
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Appendix A

Ethical, economical, social and
environmental impacts

A.1 Introduction

This annex constitutes a consideration of the most relevant impacts produced
as a result of this project, understanding by impact any marked effect or
influence it may have on society, environment, economy or ethics system.

The first step is to clearly identify the context of the project. The de-
velopment itself belongs to the field of Telematics, being a work on soft-
ware development centered on the infrastructure of potentially many appli-
cation deployments. On the other hand, the application being developed is a
solution-crowdsourcing platform, that can really be applied for any discipline
as a knowledge-gathering tool whose goal is to harness the power of collec-
tive intelligence: the form of intelligence that emerges from the interaction
of collaboration and competition of the individuals of a group. Collective
intelligence is an interdisciplinary subject of study, but is mostly belongs to
the fields of sociology and political science. Finally, as the XCoLab is generic
and applicable for many use cases, it may apply to other fields of study, for
instance, the Climate CoLab, whose ultimate goal is to find a solution to
climate change, belongs to Earth Science. On the other hand, the CoLab
UPM aims to boost urban transformation towards a model of sustainable,
efficient and participative cities, researching on areas such as urban mobility,
governance, economy, energy, urban design, and many more.

It is also important to understand the reason that motivated the de-
velopment of the features described in the project to contextualize it. As
can be inferred from the XCoLab’s Wiki ([10]), and as I learned during my
work stay at MIT in the XCoLab development team, there is interest in
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further modularizing the application to produce a better quality code, and
increase maintainability, by improving the CI/CD pipelines. Also, making
the platform simpler to try increases the probability of getting more people to
implement instances. The goal of this project is to address these necessities,
proposing other improvements along the way.

Regarding the project’s stakeholders, several groups can be identified.

• As an open-source development, the most important stakeholders are
the XCoLab contributors and users. The users benefit directly from
the introduction of new features, such as the Swarm support that al-
lows to try the product easily, and the contributors benefit indirectly:
by adding new features and simplifying the setup of instances, more
users can get to know and use the CoLab, giving visibility to their
contributions.

• A group of users and contributors that can be categorized as individual
stakeholders are the research groups and institutions that already run
instances of the CoLab, detailed in Section 1.1. In short, the stake-
holders behind the different CoLab instances mentioned are:

– Most notably, the MIT Center for Collective Intelligence, running
the Climate CoLab ([3]). The main developers of the XCoLab also
belong to this research group.

– The itdUPM, in particular the team behind the Living Lab Madrid
that run the Colab UPM ([7])

– The Risk Assessment and Horizon Scanning (RAHS), a Singapore
Government project behind the Crowdsensor Initiative ([5])

– The Future Earth group, an international research program work-
ing on an interdisciplinary scientific approach to sustainable de-
velopment, who run the Futures CoLab ([6]).

• Javier Andión and Juan Carlos Dueñas, as supervisor and promoter
for this project, benefiting from the teaching experience, the exchange
of research and development ideas, and the work and academic recog-
nition.

• Myself, as per the learning outcomes, recognition for the contributions
to the open source community and as a step towards obtaining the
Master’s Degree.

The last consideration is to determine where on the XCoLab project’s life
cycle does this development fit. The life cycle of a software project is the
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temporal organization of the phases and activities that constitute the project,
which inevitably becomes cyclic ([67]). For an open-source development, this
approach so tied to phases defined in time is less appropriate, as the project
evolves driven by the necessities and contributions of the community behind
it. Instead, what the Linux Foundation’s white paper “Understanding the
Open Source Development Model” ([68]) proposes is to treat each feature in
an independent life cycle, as depicted in Figure A.1.

Figure A.1: Feature life cycle in the open source development model

Source: “Understanding the Open Source Development Model” [68]

From this perspective, the project covers as a collection of features the
evolution from a monolithic architecture to a container-based microservices
architecture, through several iterations on the loop between architectural
design and implementation, and including continuous unit testing and inte-
gration via Travis CI. User testing and deployment have not been covered by
the project, to keep it free from third-party dependencies that may result in
the project not meeting its deadlines.

A.1.1 Identified impacts

The features developed in this project don’t intend to change the nature
and spirit of the XCoLab. They constitute a contribution, as part of a
collaborative effort, to an application that does have clear impacts that are
particularly worth being discussed and studied.
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It is important to notice that only impacts common to every XCoLab
instance are listed here. Every particular instance will have other specific
impacts, that depend on its goals.

Ethical impacts

• Freedom of speech and expression

• Ability to make one’s own thoughts and form one’s own opinions

• Ability to make one’s own choices

• Information privacy

• Intellectual property rights

• Supportive of knowledge

Social and economic impacts

• Access to information

• Education

• Equity

• Non-discrimination

• Citizen participation

• Data protection

• Economic growth

• Integration and social adaptation of innovation

Environmental impacts

• Energy consumption
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A.2 Description of the most relevant impacts

Intellectual property rights

There are two completely different categories of intellectual property rights
impacted by the XCoLab. First, most of the content uploaded by the user
including proposals, comments, impact assessments, reviews and votes is
public, and can be accessed by anyone without restrictions. Secondly, the
source code of the application is also published on GitHub.

Regarding user-generated content, every instance of the XCoLab sub-
jects it to a Creative Commons License, specifically the “Creative Com-
mons Attribution-NonCommercial-ShareAlike 4.0 International Public Li-
cense” ([69]). This implies that anyone is free to share the material in any
form, and to adapt and build over it under the following terms:

• Attribution: Appropriate credit must be given to the original author,
and if any modifications are done, the must be explicited.

• NonCommercial: Commercial use of the material is not allowed.

• ShareAlike: The original license must be maintained, and any mod-
ifications or additions done to the material must be published under
the same license.

The material is also provided without warranties of any kind, and no legal
restrictions or technological measures can be applied to restrict other from
doing anything the license permits.

About the application’s source code, there is an impact on intellectual
property rights for the developers, who must be aware of how their work can
be used. The code is licensed under an MIT License ([70]), a very permissive
license that allows modification, distribution, private use, and commercial
use of the software for free without restrictions of any kind. It also explicitly
declares that the software is provided “AS IS”, without warranty of any kind
for any particular purpose. Finally, it states the author cannot be liable for
any claims, damages or other liability arising from, out of, or in connection
with the software.

Citizen participation

As a tool built to boost collective intelligence, the multiple instances of the
CoLab primarily seek for citizen participation. Citizens can be involved by
submitting proposals to contests, commenting on them, and voting on their
preferred ones. The nature of the contests depends on the specific instance.
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Depending on their expertise levels on different subjects, they can also take
part by playing other roles on a contest: avisors, judges, fellows, impact
assessment fellows, catalysts... These roles are detailed in [71] for the Climate
CoLab, and in [7] for the CoLab UPM.

Citizen participation is at the base of the CoLab. It is closely related
with other rights such as freedom of speech, equity and non-discrimination.
The only requirement for participation is to have an email account. There
is, however, a risk of letting out the citizens that don’t have access to the
Internet of lack the skills for using it. There is not much that can be done
around this, except being conscious that the results obtained will have some
bias as there are groups that will not have representation on the community,
but may still be affected by decisions taken (e.g. public policies or municipal
ordinances).

Privacy and data protection

As with any website that gathers personal information and has users in
the European Union, the General Data Protection Regulation (GDPR EU
2016/679 [72]) applies. It is a European Regulation that impacts directly in
storage, processing, access, transfer and sharing of any user’s personal data,
either provided by the user or inferred.

Being the XCoLab a product initially developed in the US, one might
think that other data protection regulations may apply. However, in the
US, data protection is subject to multiple federal and state laws, and is less
restrictive than European legislation, so in the source code of the platform,
mechanisms can be found to directly comply with the GDPR for all users.
Thus, by applying the most restrictive regulation, management of compliance
is simpler.

The mechanisms used to ensure privacy of user’s data deserves further
analysis, because it one of the main concerns any organization must have if
it were to run any instance of the XCoLab.

A.3 In-depth analysis of personal data pro-

tection for the XCoLab instances

A.3.1 GDPR main concepts

General Data Protection Regulation EU 2016/679 ([72]) regulates personal
data treatment. Personal data treatment is any manual or automated opera-
tion performed over personal data: its collection or registration, organization,
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conservation, adaptation, modification, extraction, use, communication, col-
lation, limitation, suppression or destruction.

GDPR is directly applicable and binding for every state of the European
Union, and unlike Directives, it does not require to transpose it into each
state’s legislation. Its goal is to lay down rules relating to the processing of
personal data and the movement of this data to protect fundamental rights
and freedoms of natural persons. It is applicable for any case where data of
EU residents is being treated, even if this data is physically outside of the
EU territory.

There are four main roles in data protection, that must be clearly iden-
tified for any activity that involves personal data treatment:

• Data subject: The person the data refers to.

• Data controller: Decides what information is collected, from whom,
and what for.

• Data processor: Exercises the data treatment, and implements the
technical solutions if the it does it automatically.

• Third party: Entity that determines what data will be processed
and for what reason, in an organization different to the one of the
controller. The controller is liable for inadequate treatment of data by
third parties, so they must exercise vendor management and formalize
contracts to ensure GDPR compliance by third parties.

The GDPR reinforces the rights of the data subjects with respect to prior
regulations, and increases responsibility of the data controllers, with fines up
to 4% of annual turnover or 20 million euros for not compliance, and demands
proactive responsibility. It is based on a series of principles, from which a
series of rights for the data subject is derived. To guarantee them, the data
controller, processor and third parties are subject to a series of duties.

Any organization that decides to run an instance of the XCoLab turns
into a data controller, and must ensure that the applicable duties are being
fulfilled. The following sections should serve as a guide to help with GDPR
compliance, and get an insight of the data treatment possibilities that are
built-in by design in the XCoLab.

A.3.2 What personal information is collected at the
XCoLab

The most common ways to collect personal information in any XCoLab in-
stance are:
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• Registration for a member profile.

• Subscription to email newsletter, which is enabled by default.

• Voluntary participation in research studies or surveys.

• By taking place in events and webinars.

• When information or assistance is requested.

• When an application is submitted for any specific role on the platform
other than regular users.

• In Single Sign-On from social media accounts or interaction with social
media accounts such as Facebook, Twitter, Google+, LinkedIn, Insta-
gram, Youtube or Pinterest. Only the information made available from
the third-party platform is collected, most notably the account ID and
email address.

Additionally, one of the microservices of the platform is the tracking ser-
vice which gathers data from cookies, web beacons, local storage objects, log
files, pixel tags and similar technologies. Among this data is the originating
IP address of the request, the requested URL, browser, HTTP headers, and
referer.

A.3.3 What is it used for

GDPR establishes the duty for the data controller to inform about what the
collected data will be used for. The information principle is also one of the
pillars of the regulation.

Usage strongly depends on the team running each instance. In any case,
every kind of data collected must have a goal specified on the site’s pri-
vacy policy, so if a specific feature will not be used it must be disabled by
configuration on the platform. Common usage in existing CoLabs include:

• Informing the user about any events related with its account usage or
information about the platform.

• Preventing illegal activities and fraudulent use.

• Registration for events or webinars.

• Performing marketing statistical analysis and tracking usage patterns.

• Processing role applications.
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• Providing information about how to participate in contests or other
activities of the instance.

• Verifying the user account.

• Answering user direct questions.

• Informing about policies changes.

A.3.4 Storage and security of personal data

Regarding technical measures to ensure security of personal data, there are
several mechanisms enabled by default in the developed project, some of
them constituting an improvement in terms of security compared to previous
versions of the platform.

The CoLab application allows for the use of different databases. How-
ever, the developed improvements include a deployment option that auto-
matically creates and configures the database with the rest of the platform.
If this option is chosen, the user’s data is stored in a MySQL 5.7 database
secured using MySQL authentication. Passwords for the root account and
the microservices’ account are chosen during installation, and they should
not be the same. Moreover, the included configuration scripts limit root
access to the container where the database is running. Furthermore, the
use of a Docker internal network limits the number of ports exposed, and
direct access to the database from outside the host or hosts running the in-
stance is no longer possible. This does not substitute, in any case, the need
for a firewall and other security measures, particularly the use of Intrusion
Detection/Prevention Systems (IDS/IPS).

The setup of IDS/IPS is specially encouraged, as well as any other mea-
sures that allow detection of data leakages, to fulfill one of the duties of the
data controller under the GDPR: the notification of security breaches to the
data protection authorities in the first 72 hours.

For the full deployment option, another built-in measure to protect infor-
mation in transit is the addition of SSL encryption on the transparent proxy.
It is not necessary to deploy the proxy as part of the platform, but somehow
implementing HTTPS is mandatory to comply with the GDPR as per article
32: “The controller and the processor shall implement appropriate techni-
cal and organizational measures to ensure a level of security appropriate to
the risk, including inter alia as appropriate: a) the pseudonymisation and en-
cryption of personal data; b) the ability to ensure the ongoing confidentiality,
integrity, availability and resilience of processing systems and services;...”
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Finally, following best practices, user account passwords are stored hashed
using Liferay’s implementation of PBKDF2 hashing ([73]), which is a CPU
intensive algorithm designed to slow down bruteforce attacks. Inspecting
source code, it can be seen that password verification at user login also tries
SHA-1, an algorithm that is not considered secure anymore ([74]), but long-
term running instances of the CoLab may still have users whose passwords
are hashed that way.

A.3.5 For how long is personal data stored

There is no timeout mechanism in the platform to delete user information as
long as a user account is active. So, if the user does not exercise his right to
be forgotten, the information is kept.

A.3.6 Right to be forgotten

The GDPR requires that the data controllers sets in place mechanisms for
the data subject to exercise their right to have personal data erased, also
known as “right to be forgotten”. In the XCoLab, there is a built-in feature
for this.

As can be seen in Figure A.2, at the account administration page, there
are two options to delete a user account: “delete” and “anonymize”.

Figure A.2: Account actions in the CoLab UPM

Deleting the account simply sets its state to inactive in the database.
However, using the anonymize option, all the information of that user is
replaced by generic data, as can be seen in the source code:

public void anonymize() {

this.setFirstName("Member");

this.setLastName("Removed");

this.setEmailAddress("removed+userId" + this.getId() + "@climatecolab.org");

this.setScreenName("MemberRemoved" + this.getId());

this.setFacebookId(null);

this.setGoogleId(null);
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this.setOpenId(null);

this.setColabSsoId(null);

this.setClimateXSsoId(null);

this.setLoginIP(null);

this.setShortBio(null);

}

It must be noted that the “anonymize” option is only available for admin
roles, meaning that regular users can’t use it directly. Existing CoLab in-
stances explicitly indicate in their privacy policies an email address to contact
the administrators, so they can execute the anonymization upon request.

A.4 Conclusions

In this appendix the technological and strategic context of the project has
been detailed, as well as the motivation behind it, its stakeholders, and where
it fits within the broader development project of the platform. Then, the
most important ethical, social, economical and environmental impacts have
been identified, further describing the most relevant: intellectual property
rights, citizen participation, and data protection. Finally, this last impact has
been analyzed in depth under the perspective of the GDPR, offering detailed
information for any organization running an implementation of the CoLab
to be compliant and describing the technical built-in technical measures for
this purpose.

As its name implies, the CoLab was born to be an instrument for col-
laboration, to freely express ideas and discuss solutions where anyone can
participate. By doing so, the ownership of ideas is transferred from the indi-
vidual to the community, in exchange for the possibility of winning contests
for a variety of prizes. It constitutes a useful tool to tackle complex problems
that affect entire societies, and thanks to the work done on this project, is
very easy to try and set up an instance, complying with ease with the most
strict user data protection regulations.
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Appendix B

Budget analysis
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