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V 

 

 

In science, like in other moments of our lives, we find situations that make us hesitate. Hesitating on 

what we knew, even sometimes hesitating about our foundations. The progress arises in the science of 

wondering, why? or how? Sometimes we need to wonder what other says and ask ourselves “what 

if...?”, what if this outcome is not true? and if what this author wanted to say was something else? 

 

La ciencia no se debería contar según lo que uno cree, sino pensando 

en cómo los demás van a interpretar aquello que tú les cuentes. 
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RESUMEN 
 

 
Las estructuras gramaticales que los investigadores usan para expresar sus afirmaciones 

intentan transmitir diversos grados de certeza o especulación. Estudios anteriores han 

sugerido una variedad de sistemas de categorización para la certeza académica; sin 

embargo, estos no han sido validados objetivamente, particularmente con respecto a 

representar la interpretación del lector, en lugar de la intención del autor. 

En esta tesis intentamos un enfoque de categorización de certeza basado en un modelo de 

datos. Ejecutamos una serie de estudios basados en cuestionarios utilizando frases 

académicas seleccionadas manualmente, en inglés, para determinar cómo los 

investigadores clasifican varias afirmaciones académicas, utilizando tres sistemas distintos 

de clasificación de certeza. Luego intentamos definir objetivamente las categorías de 

certeza percibida entre los lectores de textos biomédicos mediante el examen del grado de 

acuerdo/consistencia en la selección de categorías de certeza, por parte de los mismos 

lectores. Posteriormente se aplican pruebas estadísticas para evaluar el grado en que el 

sistema de categorización proporcionado en cada encuesta refleja la percepción de aquellos 

a quienes se les pidió que usaran esas categorías. El sistema de categorización con la 

puntuación más alta, es decir, el que proporcionó el nivel más alto de acuerdo, se usó para 

crear manualmente un gran corpus de declaraciones anotadas con su respectivo grado de 

certeza. Esto, a su vez, se utilizó para generar un modelo de “machine-learning” capaz de 

clasificar automáticamente nuevas declaraciones entre estas categorías, con alta precisión. 

Proponemos que este modelo podría usarse dentro de los algoritmos existentes de minería 

de texto para capturar metadatos adicionales que reflejen la expresión de certeza en el texto 

original. Además, proporcionamos un ejemplo de una publicación académica “machine-

accesible", una Nanopublicación, en la que hemos incorporado estos nuevos metadatos de 

certeza contextual. 

Descubrimos que los lectores perciben tres categorías de certeza: un nivel de certeza alta y 

dos niveles de certeza más baja que están menos diferenciados, pero que muestran un grado 

significativo de acuerdo entre lectores. Mostramos que estas categorías se pueden detectar 

de manera automatizada, utilizando un modelo de “machine-learning”, con una precisión de 

“Cross-Validation” (CV) del 89,0% en relación a un "gold-standard" generado manualmente, 

y una precisión del 82,2% contra un corpus formado por las respuestas de los lectores. Este 
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hallazgo brinda la oportunidad de capturar metadatos contextuales relacionados con la 

certeza como parte de proyectos de minería de texto, que actualmente omiten estas sutiles 

claves lingüísticas. Proporcionamos como ejemplo un conjunto de nanopublicaciones 

“machine-accesible” que representan todas las declaraciones analizadas en esta tesis, donde 

la categoría de certeza asignada por nuestro modelo de aprendizaje automático está 

integrada como metadatos de manera formal con base ontológica como prueba de concepto. 
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SUMMARY 
 

 
The grammatical structures scholars use to express their assertions are intended to convey 

various degrees of certainty or speculation. Prior studies have suggested a variety of 

categorization systems for scholarly certainty; however, these have not been objectively 

tested for their validity, particularly with respect to representing the interpretation of the 

reader, rather than the intention of the author. 

In this thesis we attempt a data-driven certainty categorization approach. We execute a 

series of questionnaire-based studies using manually-curated scholarly assertions, in 

English, to determine how researchers classify various scholarly assertions, using three 

distinct certainty classification systems.  We then attempt to objectively define categories 

of perceived certainty that are shared among readers of biomedical text by examining the 

degree of consistency in certainty category selection by these readers.  Statistical tests are 

then applied to evaluate the degree to which the categorization system provided in each 

Survey reflects the perception of those asked to use those categories. The categorization 

system with the highest score - that is, the one that provided the highest level of agreement 

- was then used to manually create a large corpus of certainty-annotated statements. This, 

in turn, was used to generate a machine-learning model capable of automatically classifying 

new statements into these categories with high accuracy. We propose that this model could 

be used within existing text-mining algorithms to capture additional metadata reflecting the 

nuanced expression of certainty in the original text. Additionally, we provide an example of 

a machine-accessible scholarly publication - a NanoPublication - within which we have 

embedded this novel contextual certainty metadata. 

We found that there are three categories of certainty perceived by readers: one level of high 

certainty, and two levels of lower certainty that are somewhat less distinct, but nevertheless 

show a significant degree of inter-annotator agreement. We show that these categories can 

be detected in an automated manner, using a machine learning model, with a cross-

validation (CV) accuracy of 89,0% relative to a manually-generated “gold standard”, and 

82,2% accuracy against a publicly-annotated corpus. This finding provides an opportunity 

for contextual metadata related to certainty to be captured as a part of text-mining 

pipelines, which currently miss these subtle linguistic cues. We provide a set of exemplar 

machine-accessible Nanopublications representing all statements analyzed in this thesis, 
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where the certainty category assigned by our machine learning model is embedded as 

metadata in a formal, ontology-based manner as proof-of-concept. 
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GENERAL INTRODUCTION 

Scientific progress requires the ability to build on the knowledge of others, and extend this 

to new discoveries.  This, therefore, requires a high fidelity in two processes - the accurate 

representation of the certainty of a scholarly assertion by an author, and the accurate 

citation of that certainty by a downstream user.  If either of these fails, subsequent work 

will potentially be biased and/or non-reproducible.  The volume of articles that are 

demonstrably non-reproducible has recently been shown to be strikingly large [1], and a 

foundational study indicated that this number might exceed 50% of the published literature 

[2].  Beyond the inability to validate the results reported in the study itself, there are 

additional negative repercussions when the results of (potentially) flawed studies become 

part of the scientific literature.  Defective data and axioms from this literature become 

incorporated into databases - either by direct deposit, manual curation, or machine-

extraction - thus contaminating the knowledge and data used in follow-up research. This 

feedback-loop is resulting in a widely-acknowledged “crisis” in science (e.g. 

https://phys.org/news/2017-03-science-crisis.html). Of particular interest to us in this 

thesis is that the mere existence of this crisis reveals that another cornerstone of the 

scientific process - peer-review - must itself be experiencing a crisis of insufficiency, since 

this is intended to be the “gatekeeper” against such contamination in the scholarly archive. 

We suggest that this may be due to an insufficiency in the tooling that supports rigorous 

peer-review in an era with such a large volume of highly domain-specific literature. 

We will first provide a high-level overview of the topics and concepts that will be covered 

in this thesis, in order to better contextualize the problems and open questions that are 

addressed by this work.  We will then go deeper into the existing literature about these same 

topics, comparing and contrasting prior art in order to justify the questions we pose, the 

structure of our experiments, and the methodologies used to interpret the results, and how 

we then applied them in a practical way to address clear gaps in the existing scholarly 

knowledge infrastructure. 

 

1.1. Overview 

Citations are the means by which scholars refer to the knowledge presented in previous 

articles.  A recent study revealed an alarming anomaly in this pillar of the scholarly process 

[3], where the re-use of scholarly assertions in citations, which are intended to support 

novel hypotheses or interpretations of results, were shown to “drift” in their intensity or 

https://paperpile.com/c/hSSRP2/3kRfV
https://paperpile.com/c/hSSRP2/6gBFo
https://paperpile.com/c/hSSRP2/ZqoXB
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their meaning compared to what was originally stated in the cited material. Subjective 

interpretations when authors read an article become infused into their citations, changing 

the qualitative strength compared to the original statement (generally towards higher 

certainty). Within citation chains, this phenomenon may amplify, sometimes resulting in 

near-factual statements which, at the origin, were far more speculative.  All of this happens 

without necessitating any additional evidence supporting the original claim.  The outcome 

is a cycle of dubious scholarly assertions providing the basis for new experiments, where 

this lack of transparency is not detected by peer-review and thus leads to further 

contamination of the scholarly literature.  This happens, at least in part, due to a lack of 

resources - at all steps along the path - capable of detecting these problems. 

Researchers (by and large) use natural language as the means by which they share their 

knowledge, generally in the form of a narrative publication. Natural Language is an intricate, 

but effectual system for human communications, allowing a wide range of subtle nuances 

to be expressed through the words chosen, or the grammatical structures employed. 

Computers, on the other hand, do not succeed as well in their comprehension of human 

language. These nuances are an obstacle for computers’ accurate capture of the subtler 

meanings being conveyed in a sentence, and continue to be a problem in the field of Natural 

Language Processing (NLP) [4]. 

 

1.2. Natural Language Processing 

Scientific communication exhibits particular characteristics that differentiate it from 

normal communication, such as the syntactic structure, passive, extraposition or the use of 

hedging language[5] (discussed in more detail later). Moreover, increasingly specialized 

knowledge (and its associated language) is required to understand new specialty domains 

that arise on a regular basis.  Biomedicine is a branch of science that investigates the 

emergence of, and perturbation of, life processes, and the consequences of these. This 

domain has its own linguistic characteristics [6] that require the specialization of tools or 

workflows in order to automatically detect qualities and knowledge contained in its 

associated texts. Importantly, the number of publications in Biomedicine grows at an ever-

increasing rate; for a researcher to remain up-to-date with this literature is largely 

impossible, even in a specific sub-domain. For example, the volume of scholarly articles 

published every year, just in biomedicine, has doubled in the last two decades, from ~ 

https://paperpile.com/c/hSSRP2/PfqJl
https://paperpile.com/c/hSSRP2/uUTlk
https://paperpile.com/c/hSSRP2/FtZjf
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300,000 articles in 1996 to more than 800,000 in 20161.  As a result, it is increasingly 

necessary to provide effective, efficient, accurate and automatic means of capturing and 

distributing the contained knowledge, in its variety of forms (e.g. textual assertions, 

graphs/figures, and the text contained in them).  With this in-mind, the observation that 

scientists’ personal biases are increasingly being reflected in scholarly publications [7],[8] 

is troubling, as there is a breakdown in fidelity between the creation of a potentially biased 

scholarly assertion, the computational extraction of that assertion including its subtle bias, 

and the final consumption and interpretation of that extracted knowledge by another 

human.  In response, a wide range of initiatives related to NLP have originated in recent 

years that attempt to improve the extraction of knowledge from scholarly text, such as 

detecting textual information in images [9], recognition of reference scope [10] or 

automatic assignment of perceived certainty [11].  These latter two are of particular 

relevance to this thesis.  Recognition of the scope of reference article2 - that is, detection of 

the original span of text/media that is referred-to by a downstream citation - and sentiment 

analysis and opinion mining3 - that is, detection of the “mood”, sentiment, or strength with 

which a statement is made.  The former is important in order to examine the fidelity with 

which the subtle linguistic cues are being maintained throughout a citation chain.  The latter 

is important for determining the relevance of these subtle cues, and how they should affect 

our interpretation of the statement.  Among the most common confounders of accurate 

capture of the certainty with which a scholarly assertion is made is the widespread use of 

“hedging” in scholarly writing. 

 

1.3. Hedging 

Trainee researchers learn the rules of the expression, argumentation and scholarly writing 

through their careers. These are enforced by their mentors, as well as journals and funding 

agencies.  One of the fundamental characteristics of scholarly discourse is the use of hedging 

language.   

“Hedging may present the true state of the writers’ understanding, namely, 

the strongest claim a careful researcher can make” [12].  

 

1 https://www.nlm.nih.gov/bsd/stats/cit_added.html 
2 http://wing.comp.nus.edu.sg/~cl-scisumm2018/ 
3 http://www.conll.org/2019 

https://paperpile.com/c/hSSRP2/as2zY
https://paperpile.com/c/hSSRP2/d1P94
https://paperpile.com/c/hSSRP2/j3l9u
https://paperpile.com/c/hSSRP2/MwN2j
https://paperpile.com/c/hSSRP2/AKFw7
https://paperpile.com/c/hSSRP2/1nm3o
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“Hedging is the expression of tentativeness and possibility and it is central to 

academic writing where the need to present unproven propositions with 

caution and precision is essential.”  [13]. 

 

Since the 1970s, hedging has been studied in the domain of formal semantics [14]. Because 

we do not deeply address the formal semantics of hedging grammar in this thesis, we will 

only provide the shallowest summary of previous studies on hedging and its perspective in 

scholarly texts. 

A review of the history of hedging was undertaken by our collaborator Anita De Waard (De 

Waard, unpublished) and we briefly summarize that history here.  The first author to 

describe 'hedge' was George Lakoff [14], hedge was described as "words whose job is to 

make things fuzzier or less fuzzy".  In his work, Lakoff analyzed how words contained in a 

sentence, such as “sort of” or “mostly”, may modify the semantic meaning of propositions 

and/or the expression of an event. Skelton was one of the first authors to suggest the 

existence of different levels of certainty, namely “information that is taken for granted” (i.e. 

facts), the “merely hypothetical”, and “logical deduction” [15].  For this, he analyzed the 

content of 40 articles in the “hard” sciences and humanities, examining text related to 

hypotheses, probabilities and evaluations, since these are the portions of a scholarly 

narrative that are more likely to contain the reasoning of the claim. Myers [16] performed 

a study on 50 articles in the domain of molecular genetics, where he identified several 

distinct hedging patterns being used in scholarly writing. Salager-Meyer [12] analyzed 

various structural components of 15 medical articles (e.g. Introduction versus Results 

versus Discussion), to investigate if the communicative purpose influenced the frequency 

and category distribution of hedging language. He concluded that the Discussion/Comment 

sections included most of the hedging phrases. Subsequently, Hyland [13] analyzed the 

reasons for using hedging, concluding that in the absence of the “social context” of the 

scholarly community, and if we were simply communicating factual statements, there 

would be no need to utilize this (odd) linguistic tool; however, in scholarly writing, it is used 

as a tool of persuasion, in the absence of fact. More recent studies, Hashemi [17] compared 

the use of hedging in the discussion section for 150 applied linguistics articles (50 

qualitative, 50 quantitative, and 50 mixed methods studies). The result showed that 

quantitative applied linguistics articles more frequently employed the use of hedging and 

the most frequent categories of hedging were full verbs, auxiliaries, and adverbs. 

https://paperpile.com/c/hSSRP2/mJH3K
https://paperpile.com/c/hSSRP2/aFyZV
https://paperpile.com/c/hSSRP2/aFyZV
https://paperpile.com/c/hSSRP2/rDHop
https://paperpile.com/c/hSSRP2/peKfm
https://paperpile.com/c/hSSRP2/1nm3o
https://paperpile.com/c/hSSRP2/mJH3K
https://paperpile.com/c/hSSRP2/wy3G7
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The use of hedging language should not be perceived in any negative sense.  Good reasons 

to use hedging are: Inability to reach assurance that a hypothesis is true; to provide 

ambiguity in order to avoid possible future contradictions; and to be objective, avoiding the 

injection of personal opinions [12].  Using hedging, the researcher presents their 

interpretation of the significance of the main outcomes from the study, helping the reader 

understand the fundamental elements of the information offered, while protecting 

themselves (and the reader) from over-extension of the interpretation or application of that 

discovered knowledge [13].  

Most research is grounded in the data, evidence, interpretation and knowledge of prior 

studies.  New investigations utilize citations of older investigations to show that their 

hypotheses are properly grounded and well-researched4; to give credibility to their 

research; and to show the motivation and certainty about the claims under which it was 

consolidated. This is where the use of hedging language may lead to a loss of fidelity in the 

transmission of scholarly knowledge.  Subjectivity in the interpretation of the words used 

to express the knowledge in previous studies may, consciously or unconsciously, bias our 

interpretation of prior statements (generally “in our favour”) even to the point of modifying 

the idea expressed in the original statement [18][19].  The question then arises:  can this 

phenomenon be detected - preferably in an automated way?  To do so would require the 

ability to assess the “truth value” of a proposition.  Such evaluations would utilize epistemic 

modifiers - words that modify the judgment/assessment of a statement, giving value to, for 

example, the degree of confidence being expressed. Hedging is the linguistic pattern that 

specifically utilizes such epistemic modifiers to qualify the certainty of the claim being 

made.  A simple example would be: 

 

Gene X could be induced by gene Y. 

 

This hedging statement uses epistemic modifiers to modulate the degree of certainty about 

the assertion of regulation between X and Y.  Other examples of commonly used epistemic 

modifiers are: suggest, show, implicate, hypothesize or demonstrate.  For example: 

 

4 https://libguides.mit.edu/citing 

https://paperpile.com/c/hSSRP2/1nm3o
https://paperpile.com/c/hSSRP2/mJH3K
https://paperpile.com/c/hSSRP2/Lzusp
https://paperpile.com/c/hSSRP2/PBjEE
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“These results suggest that the APC is constitutively associated with the 

cyclin D1/CDK4 complex and are consistent with a model in which the APC 

is responsible for cyclin D1 proteolysis in response to IR...” [20]. 

 

The variety of ways of expressing approximately the same idea lead to a high variability in 

grammatical structures that relay the confidence or certainty of the statement.  This leads 

to key questions:  Does the reader perceive these differences, and if so, with what granularity?  

Do all readers perceive these statements in the same way, or does hedging result in a 

breakdown in the fidelity of knowledge-transmission?   

 

1.4. Certainty 

Certainty could be defined in many ways. At its most extreme, it would be expressed as “is 

in no doubt”5.  Certainty, in relation with scholarly articles and research fields, in this thesis 

is described as: “the perception of the reader regarding the certainty intended to be conveyed 

by the author”.  Note that this definition does not attempt to measure the intent of the 

author; rather, only the perception of the reader.  The reasons for this are multifold, 

including:  The relative scarcity of authors relative to readers is relevant to the statistical 

significance that can be derived from a study; the relative difficulty in finding/recruiting 

authors vs. readers; their likely inability to remember their intent at the time-of-writing; 

and the inability to ask an author questions about their intent in the absence of a certainty-

categorization system (i.e. in the absence of a standard metric, the only possible answer to 

a question about what “level of certainty” they meant to convey, would be “I intended to say 

exactly what I said”). 

Without doubt, the phraseology used by an author implicitly indicates the author’s intent; 

i.e. “[e]ach [sentence] fragment conveys a degree of certainty about the validity of the 

assertion it makes” [21].   

 

 

5 https://dictionary.cambridge.org/es/diccionario/ingles/certainty 

https://paperpile.com/c/hSSRP2/jXIiM
https://paperpile.com/c/hSSRP2/aKmic
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1.5. Related Work and Prior Art 

A number of prior studies have attempted to categorize and capture the expression of 

scholarly certainty. These, and other certainty categorization studies, are summarized, 

compared and contrasted in Table 1, where the columns represent relevant study features 

that distinguish these various investigations, and affect the interpretation of their 

outcomes. For example, the use of linguistic experts versus biomedical domain experts will 

likely affect the quality of the annotations, while using explicit rule-matching/guidelines 

will result in strict, predetermined categorizations. Similarly, the use of abstracts consisting 

of concise reporting language, versus full text which contains more exploratory narratives, 

will affect the kinds of statements in the corpus [22], and their degree of certainty. 

 

Table 1: Comparison of corpora and approaches used in prior investigations into scholarly certainty 

Citation 
Nº of 

annotators 

Annotator 

expertise 
Text provenance 

Discourse 

segment source 

Approach to 

automated 

detection 

Number of 

certainty 

classification 

classes 

Corpus Size 
Meta knowledge 

examined 

[24] 4 

following 

annotation 

guidelines 

Medline Abstract SVM 3 
2,093 

statements 
certainty 

[25] 3 

following 

annotation 

guidelines 

Medline Abstract 
Maximum 

Entropy 
4 350 abstracts certainty 

[26] 7+2 biomedical 
GENIA-MK, 

BioNLP-ST 

Abstract, 

Text Event 

Random Forest 

classifier 

+ 

Rule Induction 

2/5 652 passages certainty 

[3] 2 publishing 
2 articles 

[27], [28] 
Full text N/A 4 812 clauses 

certainty, 

basis, 

source 

[29] 3 physics 

Columbia 

Presbyterian 

Medical Database 

Free text 

Natural 

Language 

Processor 

4 
230 

 reports 

certainty, 

degree, 

change, 

status, 

quantity, 

descriptor 

[21] 3+9 

Expertise 

,following 

annotation 

guidelines 

Ten research 

articles published 

in 2005 

Full text N/A 4 101 sentences 

focus, polarity, 

certainty, 

evidence, and 

directionality 

[30] 3 linguistics 

Clinical, 

FlyBase, 

BMC Bioinfo. 

Free Text, 

Full Text, 

Abstract 

N/A 2 
20,924 

statements 

certainty, 

negation 

[31] 2 

following 

annotation 

guidelines 

Medline Abstract N/A 3 
36,858 

events 

manner, 

source, 

polarity, 

certainty, 

knowledge type 

This Thesis 375 Biomedicine TAC 2014 Full Text Neural Network 3 45 statements Certainty, basis 

 

https://paperpile.com/c/hSSRP2/biMx4
https://paperpile.com/c/hSSRP2/C22dI
https://paperpile.com/c/hSSRP2/ExH3U
https://paperpile.com/c/hSSRP2/vsU9J
https://paperpile.com/c/hSSRP2/ZqoXB
https://paperpile.com/c/hSSRP2/xkXe3
https://paperpile.com/c/hSSRP2/rKXtS
https://paperpile.com/c/hSSRP2/qzc14
https://paperpile.com/c/hSSRP2/aKmic
https://paperpile.com/c/hSSRP2/pmK2d
https://paperpile.com/c/hSSRP2/9GRrG
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According to Wilbur et al., and as noted above “each [statement] fragment conveys a degree 

of certainty about the validity of the assertion it makes” [21]. While intuitively correct, it is 

not clear if certainty can be measured/quantified, if these quantities can be categorized or 

if they are more continuous, and moreover, if the perception of the degree of certainty is 

shared between readers. Most studies in this domain assume that certainty can be 

measured and categorized, though they differ in the number of degrees or categories that 

are believed to exist, and thus there is no generally-accepted standard for 

certainty/confidence levels in biomedical text [23]. 

The study of “certainty” - also referred-to as epistemic modality - is a specific domain within 

the larger study of linguistics, focusing on the confidence of a phrase’s commitment to its 

topic. [32] [33]. One of the first authors to describe different levels of certainty was J. Holmes 

[34]. Who explains the epistemic modality as a judgment of the author about the veracity of 

an action, which he classified into three levels: Certain, probable and possible, in order of 

decreasing certainty respectively. 

Additionally, Skelton [15] described three types of certainty that exist in scholarly inquiry: 

facts (absolute certainty), the merely hypothetical (used in an exploratory discussion) and 

logical deduction (a posteriori certainty associated with experimental results). More recent 

authors suggest a more granular partition. Wilbur et al suggested a four-category 

classification: complete uncertainty, low certainty, high likelihood, and complete 

certainty/proven fact. Similarly, Friedman et al. [29] suggests that there are four categories 

of certainty: no certainty, low, moderate, and high certainty, with an additional “cannot 

evaluate” category. Thompson [35] also selected four levels of certainty, introducing the 

idea of predicting levels of certainty based on the presence of some lexical items and 

contextual information. De Waard and Schneider [36], aligning with three of these latter 

studies, also encoded four categories of certainty into their Ontology of Reasoning, 

Certainty, and Attribution (ORCA) as follows: Lack of knowledge, Hypothetical (low 

certainty), Dubitative (higher, but short of full certainty), Doxastic (complete certainty, 

accepted knowledge or fact).  Specific examples of these four categories were proposed, as 

follows: 

Doxastic: “We have previously demonstrated that accumulation of AβPP 

epitopes precedes other abnormalities in IBM muscle fibers” [37] 

 

Dubitative: “Overexpression of Aβ precursor protein (AβPP) into mature 

cultured human muscle fibers induces in them several aspects of the IBM 

https://paperpile.com/c/hSSRP2/aKmic
https://paperpile.com/c/hSSRP2/2oSp8
https://paperpile.com/c/hSSRP2/rDHop
https://paperpile.com/c/hSSRP2/qzc14
https://paperpile.com/c/hSSRP2/R8Nqo
https://paperpile.com/c/hSSRP2/YODoa
https://paperpile.com/c/hSSRP2/vBWpe
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phenotype (6-8), strongly suggesting that AβPP, and its toxic proteolytic 

product Aβ, play an upstream role in the s-IBM pathogenic cascade.” [38] 

 

Hypothetical: “These miRNAs neutralize p53- mediated CDK inhibition, 

possibly through direct inhibition of the expression of the tumor suppressor 

LATS2.” [39] 

 

Lack of Knowledge: “The stimulus for excessive Aβ production in IBM is 

unknown, and whether this precedes inflammation, or vice versa, remains 

to be determined [10].” [40] 

 

These four statements exemplify the “gradient” - from highest to lowest certainty - 

proposed by De Waard and Schneider. The first, Doxastic, presents a fact with absolute 

certainty.  A Dubitative statement might use the adverb “strongly” to strengthen the 

speculation “suggests”.  A Hypothetical statement theorizes about the possibility of an 

event, lacking assuredness. Finally, when information is unknown, it may be clearly stated 

as Lack of Knowledge. 

Other studies have suggested fewer or more certainty categories, and differ in the manner 

in which these categories are applied to statements: 

BioScope [30] is a manually-curated corpus, containing 20,924 speculative and negative 

statements from three sources (clinical free-texts, five articles from FlyBase and four 

articles from BMC Bioinformatics) and three different types of text (Clinical reports, Full 

text articles and abstracts). Two independent annotators and a chief linguistic annotator 

classified text spans as being ‘speculative’ or ‘negative’; other kinds of assertions were 

disregarded. Thus, the study splits certainty into two categories - speculative, or not 

Thompson et al. [31] apply five meta-knowledge features - manner, source, polarity, 

certainty, and knowledge type - to the GENIA event corpus [41]. This corpus is composed of 

Medline abstracts split into individual sentences. For certainty annotations, the corpus 

utilizes a classification system of three certainty levels - certain, probable (some degree of 

speculation), and doubtful (currently under investigation). Annotation was carried out by 

two linguistic specialists specifically trained in the meta-knowledge scheme. 

Light et al. [24] investigate speculative language in biomedical abstracts. Using Medline 

abstracts they attempt to distinguish high and low degrees of speculation. Four annotators 

https://paperpile.com/c/hSSRP2/MSOoa
https://paperpile.com/c/hSSRP2/AfnRH
https://paperpile.com/c/hSSRP2/vTRbC
https://www.powerthesaurus.org/assuredness/synonyms
https://paperpile.com/c/hSSRP2/pmK2d
https://paperpile.com/c/hSSRP2/9GRrG
https://paperpile.com/c/hSSRP2/CNnHO
https://paperpile.com/c/hSSRP2/C22dI
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used rule-matching to classify statements. Using this annotated corpus, they trained a 

model based on Support Vector Machines (SVM) to generate an automatic classifier. This 

automatic classifier, therefore, is specifically tasked for speculative statements, and 

categorizes them in a manner resembling their predefined rule-sets. 

Malhotra et al. [25] classify hypotheses (speculative statements) in scholarly text. Three 

annotators classified speculative statements in Medline abstracts related to Alzheimer's 

disease using a four-class categorization, with predefined pattern-matching rules for 

sorting statements into three speculative patterns (strong, moderate, weak) and a fourth 

category representing definitive statements. Additionally, they explore several automated 

methods to distinguish speculative from non-speculative statements. 

Zerva et al. [26] use a combination of the BioNLP-ST and GENIA-MK corpora - both of which 

consist of statements manually-annotated with respect to their certain/uncertain 

classification (degrees of uncertainty, when available, were merged resulting in a two-

category corpus). They applied rule induction combined with a Random Forest classifier to 

create an automated binary classification model. This model was run on 260 novel 

statements, and the output classification was provided to seven annotators who were asked 

for simple agree/disagree validation of each automated classification. The degree of 

disagreement between annotators was in some cases surprisingly high, leading the authors 

to note that “the perception of (un)certainty can vary among users”. In a separate 

experiment, two annotators ranked the certainty of 100 statements on a scale of 1-5. They 

noted low absolute annotator agreement (only 43% at the statement-level), but high 

relative agreement (only 8% of statements were separated by more than one point on the 

five-point scale). Comparing again to the automated annotations, they found high 

correlation at the extremes (scored by the annotators as one or five) but much less 

correlation for statements rated at an intermediate level, leading them to conclude 

“...looking into finer-grained quantification of (un)certainty would be a worthwhile goal for 

future work”. 

These previous works share important distinctions relevant to the current investigation. 

First, in every case, the number of certainty categories were predetermined, and in many 

cases, categorization rules were manually created. Second, in most cases, the work involved 

a small number of annotators with a knowledge of linguistics, or specifically trained on the 

annotation system, rather than experts in the knowledge domain being represented by the 

statements, but untrained as annotators. Third, in all cases where automated approaches 

were introduced, the automated task was to distinguish “speculation” from “non-

https://paperpile.com/c/hSSRP2/ExH3U
https://paperpile.com/c/hSSRP2/vsU9J
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speculation”, rather than categorize degrees of certainty. Notably, there was little 

agreement on the number of categories, nor the labels for these categories, among these 

studies. Moreover, the categories themselves were generally not validated against the 

interpretation of an (untrained) domain-expert reader. As such, it is difficult to know which, 

if any, of these approaches could be generalized to annotation of certainty within the 

broader scholarly literature, in a manner that reflects how domain experts interpret these 

texts. 

To achieve this would require several steps: 1) determine if there are clearly delimited 

categories of certainty that are perceived by readers of scholarly assertions; 2) if so, 

determine how many such categories exist; and 3) determine the fidelity of the 

transmission of certainty among independent readers (i.e. agreement). If these are 

determined robustly, it should then be possible to apply machine-learning to the problem 

of automatically assigning certainty annotations to scholarly statements that would match 

the perceptions of human readers. 

The linguistic expression of certainty may have a wide range of detectable features which, 

when combined with other contextual information (e.g., type of speech segment, content 

summary, embedded words, etc.) might help in developing a classification tool. In fact, in 

addition to the value of epistematic statements, other authors attribute the foundation or 

basis of the statement (e.g., based on reasoning, based on data or direct evidence), as an 

important, quantifiable trait (De Waard et al., 2012). 

 

1.6. Basis 

We use the term “basis” to describe the foundation (implicit or explicit) upon which an 

author made a scholarly statement.  Although NLP tools have achieved a breakthrough in 

data processing, they still do not capture or classify nuances only perceptible to expert 

reviewers. These nuances (certainty or basis) help to understand the text; as such, so long 

as we cannot correctly identify them and the relationships between them, we will not be 

able to produce accurate NLP tools. The evidence or basis on which a statement is founded 

might be indicated by the modality [42] [35] or in our case epistemic modality (author's 

degree of certainty about a statement). According to Wiess [43] the degree of certainty 

associated with individual objects depends on the type of basis and approach employed. 

Therefore, in order to correctly interpret the statements, the accurate identification of 

modal information is fundamental [35]. 

https://paperpile.com/c/hSSRP2/CKSJ7
https://paperpile.com/c/hSSRP2/R8Nqo
https://paperpile.com/c/hSSRP2/1ilAQ
https://paperpile.com/c/hSSRP2/R8Nqo
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Teufel built an annotation scheme for scientific articles, with one category as “basis”. In 

basis, a primary distinction of the evidence "statement from own work" was made: YES 

(there is evidence) or NO (no evidence) [44]. Palmer classified the evidence of the 

statements in four categories: reported (citation), sensory (about sensation or speculation), 

direct and indirect evidence (reasoning) [45]. Wilbur performed a four-way progressive 

classification scheme: "no evidence", "no verifying information", "citation" and direct 

"evidence provided" in the paper [21]. Thompson’s modality scheme encompasses other 

components in addition to the evidence. "Knowledge type", encompasses whether a 

statement is speculative or based on evidence. "Point of view", encompasses whether the 

statement is based on the author's own work or refers to an external author (citation) and 

"level of certainty" that does not include any type of evidence [35]. Finally, De Waard and 

Pander proposed a model with three concepts. "Value" (referencing the level of certainty), 

"source" of the knowledge and "basis" where a clear distinction is made between 

"reasoning" (argumentation or speculation), "data" (direct reference to the results) and 

"implicit" or absent (unclear attribution) [3]. 

Our classification model for basis / evidence contains four differentiated classes: 

• Direct Evidence: Empirical evidence from an experiment, without 

necessary reasoning. e.g., The screen of my computer is black when switched 

off - I know this because I switched it off and it became black. 

• Indirect Evidence / Reasoning: When the result comes from secondary 

experiments or is reasoning from a direct result or prior knowledge. e.g., I 

measured the temperature of the screen, and it was cold. Screens are warm 

when they are switched on, so my screen must be off. Therefore it must also 

be black. 

• Speculation: There is no substantiated evidence or it is not based on the 

data. e.g., I propose that the screen may be black. 

• Citation: Attribution to other authors, can be direct, absent or self-citation. 

e.g., Mario's computer screen is black [Prieto et al. 2014]. 

Recognizing the basis/evidence of a statement gives us a greater understanding of the text 

we are reading. In addition, a recognition of the basis most likely influences in subsequent 

citations and references by other authors. 

 

 

https://paperpile.com/c/hSSRP2/LYjaX
https://paperpile.com/c/hSSRP2/GvFcv
https://paperpile.com/c/hSSRP2/aKmic
https://paperpile.com/c/hSSRP2/R8Nqo
https://paperpile.com/c/hSSRP2/ZqoXB
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1.7. Citations & References 

“Rhetoric”, in the context of scientific argumentation, relates to the varying ways of 

expressing acquired or discovered ideas and knowledge that influence the reader to believe 

that what they read is the truth. It is intended to convince the scientific community, with 

hypotheses, arguments, and the results obtained through good scientific method, that the 

work presented follows the canon of best practice6. This leads to the reasoning and 

argumentation structure that appears almost ubiquitously in the typical discourse of 

scholarly publications: Introduction, Materials and Methods, Results, Discussion, 

Conclusion. 

Indeed, convincing others of a work’s conclusion is the main purpose of the scientific article 

[46]. Beyond basic academic disclosure, the rhetorical structure of the scientific publication 

- a model that aims to convince - has a primary role in the dissemination of knowledge. This 

structure has remained largely unchanged for hundreds of years, despite the more 

contemporary Machine Learning and Linked Data approaches to complement the capture 

and publication of scientific knowledge in a manner amenable to direct utilization by a 

machine [47].  The rhetorical structure of a scholarly paper mirrors, and supports, the flow 

of scholarly discourse shown in Figure 1. 

 

 

 

6 http://www.rhetinfo.com/uploads/7/0/4/3/7043482/philosophy_and_rhetoric_of_science.pdf#page=11 

https://paperpile.com/c/hSSRP2/AZf2S
https://paperpile.com/c/hSSRP2/62XMY
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Figure 1: The Flow of Scholarly Discourse. A hypothesis is the base of the introduction section, 

which use citations to support the validity of the hypothesis. The hypothesis is demonstrated by 

results. Results are used to support discussion and the conclusions, which validate the primary 

hypothesis. Results, discussion and conclusions feed citations in new articles.  

 

Within this argumentative structure there are two components that are particularly 

interesting for this thesis.  Those are: statements supported via citations (to prior 

literature); and statements (conclusions) that are supported by new data [48].  We highlight 

these (red arrows) because they represent the two cases where the level of expressed 

certainty about a given claim, over a citation chain, might be expected to change.  First, the 

change in certainty may indicate the existence of new data supporting (or refuting) the 

claim. Thus, for a researcher looking for the core evidence backing a claim, or for an 

automated data collection/mining workflow, the ability to detect these kinds of “certainty 

inflection-points” would be of high utility, as they would be indicative of the presence of 

associated relevant datasets.  This is an entirely valid reason for the level of certainty to 

change through a citation chain.  An invalid reason, however, is termed “hedging erosion”. 

 

1.8. Hedging Erosion 

With hedging erosion, the change in certainty is caused by the misinterpretation or 

misrepresentation of a prior statement (knowingly or otherwise). De Waard [3] has 

recently shown, through manual reconstruction of a citation chain (Figure 2), that this 

phenomenon does in fact occur, and most importantly, occurs in the absence of any 

additional evidence [49]. Greenberg [19] also demonstrated a process called “Citation 

transmutation” where, through references, a claim is transformed from hypothesis into a 

fact.  

Looking closely at Figure 2, it is clear that the transformation from low-certainty to higher 

certainty, or even to fact, may be incremental and difficult to perceive from one step to 

another.  This leads to recognition of the importance of another problem, identified by 

Gilbert [54], which is the tendency not to cite the original source of a claim, but rather to 

cite only the most recent citation of that claim.  This, ultimately, generates unfounded 

authority [19]. The more recent statements, generally harboring greater certainty, will 

often be used to establish new hypotheses, or experiments. This would be a useful scenario 

to be able to detect during, for example, the process of peer review or hypothesis generation 

as a means of validating an experimental design. Peer-review is intended to protect against 

https://paperpile.com/c/hSSRP2/Taamn
https://paperpile.com/c/hSSRP2/ZqoXB
https://paperpile.com/c/hSSRP2/XokwX
https://paperpile.com/c/hSSRP2/PBjEE
https://paperpile.com/c/hSSRP2/WuN7Y
https://paperpile.com/c/hSSRP2/PBjEE
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"hedging-erosion", however, peer-review is tedious and increasingly specialized work, and 

there is little tooling to support peer-reviewers.  Moreover, over-specialization (of both 

researchers and their peer-reviewers) may result in the reviewer lacking the specific 

domain knowledge related to the legacy of a certain scholarly claim.  Even if they were to 

check the citation, if that citation is not to the original source, the “erosion” in the claim may 

not be perceptible to them.  This same problem is worsened in the context of text mining 

algorithms that will generally be unable to capture the nuances of scholarly assertions when 

extracting the entity-relationships that make up the claims. 

 

How a claim becomes a fact 

“These miRNAs neutralize p53- mediated CDK inhibition, possibly through direct inhibition of the expression 

of the tumor suppressor LATS2.” [39] 

“In a genetic screen, miR-372 and miR-373 were found to allow proliferation of primary human cells that 

express oncogenic RAS and active p53, possibly by inhibiting the tumor suppressor LATS2 (Voorhoeve et al., 

2006).” [50] 

“[On the other hand,] two miRNAs, miRNA-372 and-373, function as potential novel oncogenes in testicular 

germ cell tumors by inhibition of LATS2 expression, which suggests that Lats2 is an important tumor 

suppressor (Voorhoeve et al., 2006).” [51] 

“Two oncogenic miRNAs, miR-372 and miR-373, directly inhibit the expression of Lats2, thereby allowing 

tumorigenic growth in the presence of p53 (Voorhoeve et al., 2006).” [52] 

Figure 2: How a claim becomes a fact. These sentences represent a series of scholarly assertions 

about the same biological phenomenon, revealing that the core assertion transforms from a hedging 

sentence into statements resembling fact through several steps, but without additional evidence [53]. 

 

1.9. Text Mining 

As mentioned above, given that the volume of literature published grows by approximately 

a 3.5% per year [55], text mining is becoming an increasingly important way to capture new 

knowledge in a searchable and machine-accessible way. 

Text mining is a productive task to extract and analyze texts, in order to gain information 

[56].  

“The goal of biomedical text mining is... to allow researchers to identify needed 

information more efficiently, uncover relationships obscured by the sheer 

https://paperpile.com/c/hSSRP2/AfnRH
https://paperpile.com/c/hSSRP2/aJPSR
https://paperpile.com/c/hSSRP2/hM36g
https://paperpile.com/c/hSSRP2/269dD
https://paperpile.com/c/hSSRP2/JBJWc
https://paperpile.com/c/hSSRP2/9dQog
https://paperpile.com/c/hSSRP2/GvjBW
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volume of available information, and in general shift the burden of information 

overload from the researcher to the computer by applying algorithmic, 

statistical and data management methods to the vast amount of biomedical 

knowledge that exists in the literature as well as the free text fields of 

biomedical databases.”[57]. 

Clearly, given the discussion of certainty, hedging, and hedging erosion discussed above, 

accurate, automated knowledge capture necessarily requires accurate capture of the 

certainty with which the claim is being expressed, and the ability to qualitatively or 

quantitatively compare it to similar statements, possibly over a citation chain. Equally 

importantly, there is increasing pressure to publish knowledge, ab initio, explicitly for 

machines, in particular with the widespread adoption of the FAIR Data Principles for 

scholarly publishing [58], and with several machine-accessible knowledge publication 

formats having recently been suggested, including NanoPublications[59], and 

Micropublications[60]. In order to capture the intent of the author in these ab initio 

machine-readable publications, it will be necessary for them to include formal machine-

readable annotations of the degree of certainty behind that claim. 

 

1.10. Micropublications and Nanopublications  

Micropublication: a framework for publishing scholarly discourse in a manner that is 

accessible to mechanized exploration.  A micropublication may contain data, or a narrative 

statement of any kind [60]. 

The minimal components of a micropublication are the statement and its attribution. In 

addition, metadata (in the form of narrative text) could/may be included to support the 

argument, and its association-type specified (e.g. “supports” or “refutes”). 

Micropublications are generally represented using the World Wide Web Consortium’s 

Resource Description Framework (RDF) - a formal framework for data and knowledge 

representation.  

Nanopublication: “[a] Nanopublication is the smallest unit of publishable information: an 

assertion about anything that can be uniquely identified and attributed to its author.” [61].   

Nanopublications have three essential elements: 

• Assertion: The smallest unit of information that is sufficient to convey a 

piece of knowledge, encoded in RDF (as opposed to natural language, as in 

https://paperpile.com/c/hSSRP2/kLLhB
https://paperpile.com/c/hSSRP2/d5f3V
https://paperpile.com/c/hSSRP2/ZussX
https://paperpile.com/c/hSSRP2/TEBMu
https://paperpile.com/c/hSSRP2/TEBMu
https://paperpile.com/c/hSSRP2/75Zb6
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Micropublications).  This may be a single subject/predicate/object “triple” 

(Mosquitoes Transmit Malaria), or it may need to be further contextualized 

in order to be complete (Mosquitoes Harbor Plasmodium; Plasmodium 

Causes Malaria). 

• Provenance: Any kind of metadata about the assertion. This includes, for 

example, its supporting DOIs, its authorship, the date the assertion was 

made, etc. 

• Publication Info: Any kind of metadata about the nanopublication itself. 

As with micropublications, Nanopublications are represented using RDF and ontologies, 

allowing universal interoperability [61]. Nanopublications are one of the formats 

commonly selected for representing data according to the FAIR Data Principles.  

 

1.11. The emerging requirement for FAIR Data 

Open science is becoming a core philosophy of agencies and publishers globally.  Both the 

EC and the G7 Nations [62] explicitly prioritized the reusability of scholarly data in 2016, 

and in the same year, the FAIR Data Principles were published [58]. These Principles - 

speaking to the Findability, Accessibility, Interoperability, and Reusability of scholarly 

digital objects - have rapidly become the hallmark for open science worldwide, being 

adopted by the USA-based Big Data to Knowledge (BD2K) of the National Institutes of 

Health[63], Science Europe[64], and the G20[65].  

“FAIRness” is specifically aimed at improving the automated discovery and appropriate 

reuse of data by machines.  As such, machine-first formats such as NanoPublications, and 

the rich structured metadata they are capable of carrying related to scholarly claims, will 

increasingly become de facto requirements.  In parallel, therefore, the requirement to 

capture scholarly hedging in a formal, machine-readable way, will also become a 

requirement.  There is, therefore, an urgent need to formally determine what scholarly 

certainty “is”, how it is perceived, if it can be detected, if it can be categorized, and how it can 

be represented in a machine-accessible way.  

Machine-accessible data is the focus of FAIR because it is only through enabling machines 

to find and accurately process data autonomously that we will achieve the deeper goals of 

a world increasingly turning to Artificial Intelligence and machine-learning to solve critical 

problems in all fields.  Beyond its use in the life and health sciences, there have been calls 

https://paperpile.com/c/hSSRP2/75Zb6
https://paperpile.com/c/hSSRP2/NfQ95
https://paperpile.com/c/hSSRP2/d5f3V
https://paperpile.com/c/hSSRP2/9M6Ze
https://paperpile.com/c/hSSRP2/BRHbf
https://paperpile.com/c/hSSRP2/1DPw7
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for ab initio machine-readable data even from the domain of Securities where AI/Machine 

Learning approaches are being used, for example, for rapid detection of fraud:  

“The success of today’s new technology depends on the machine readability 

of decision-relevant information. And I don’t mean just for numerical data, 

but for all types of information. This includes narrative disclosures and 

analyses found in the written word. It also includes contextual information 

about the information, or data about the data, often referred to as 

“metadata.” Today’s advanced machine learning methods are able to draw 

incredibly valuable insights from these types of information, but only when it 

is made available in formats that allow for large-scale ingestion in a timely 

and efficient manner.”[66] 

 

1.12. Machine Learning (ML)  

“Machine learning (ML) is the study of computer algorithms capable of 

learning to improve their performance of a task on the basis of their own 

previous experience” [67]. 

Automated recognition of certainty in scholarly articles has gained importance in recent 

years [25] and together with other ML tasks is becoming an essential component in science. 

Process automation is one of the basic elements of ML, it reduces the time used to perform 

difficult tasks and minimizes the margin of error, removing "human bias". In addition, 

through statistical inference it helps to discover and address problems that had passed 

unnoticed in existing data. [68]. Artificial intelligence algorithms can be classified according 

to their purpose. 

Supervised: Algorithms that need a training set and a label manually curated by humans. 

Subsequently, the model created finds patterns in the data, makes a prediction and adds 

that label to new data. There are two types of supervised learning.  

• Regression: The predicted result is a continuous value. It is usually used 

to identify a linear relationship between variables. Such as, Linear 

Regression (e.g. level of certainty for a statement and the level of similarity 

between the responses of two participants.) 

https://paperpile.com/c/hSSRP2/pWjx6
https://paperpile.com/c/hSSRP2/NYR2c
https://paperpile.com/c/hSSRP2/ExH3U
https://paperpile.com/c/hSSRP2/dl9pZ
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• Classification:  The predicted result is a category, a discrete label. Such as, 

Long Short-Term Memory, an artificial neural network architecture (e.g. 

assign a level of certainty to new statements)7. 

Unsupervised: Algorithms that do not require labelled data. An unsupervised algorithm 

searches for "features" or patterns in the data, then clusters them according to those 

characteristics. Since the data does not need to be pre-classified, this is particularly 

appropriate for cases where the starting hypothesis is not known8. 

Numerous machine learning algorithms have been described in the literature. Thus, we will 

only present those that were employed in this work for the detection of certainty and its 

basis.  These are: Principal Component Analysis (PCA), Hierarchical Clustering Analysis 

(HCA), and Neural Networks (NN). 

 

Principal Component Analysis 

Many datasets have high dimensionality - that is, they contain many distinct observations 

or variables. It is common, however, to find that multiple variables are distinct reflections 

of the same underlying cause, simply reflecting the same parameter in a different way.  It is 

therefore useful to reduce the number of variables, but to do so without losing the genuine 

variability in the data. PCA is an unsupervised machine learning algorithm that reduces the 

number of initial variables (d) by creating uncorrelated and linear combinations between 

them. These are ordered from higher to lower variability, resulting in final variables p < d 

[69]. 

It can be simplified to six steps: 

1. Compute the mean for every variable (d). 

2. Compute the covariance, the result would be a 𝑐𝑜𝑣 = (𝑑𝑥𝑑) dimensional matrix. 

3. Compute the eigenvectors and eigenvalues of the covariance matrix. 

4. Sort the eigenvectors from the highest to lowest eigenvalues. 

5. Adjusting to new data. Here we apply the formula:  

𝐹𝑖𝑛𝑎𝑙𝑑𝑎𝑡𝑎 = 𝑅𝑜𝑤𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝑉𝑒𝑐𝑡𝑜𝑟𝑥𝑅𝑜𝑤𝐷𝑎𝑡𝑎𝐴𝑑𝑗𝑢𝑠𝑡.  

 

“where Row Feature Vector is the matrix with the eigenvectors in the columns 

transposed so that the eigenvectors are now in the rows, with the most significant 

 

7 https://www.analyticslane.com/2018/11/26/diferencias-entre-regresion-y-clasificacion-en-aprendizaje-automatico/ 
8 https://medium.com/@juanzambrano/aprendizaje-supervisado-o-no-supervisado-39ccf1fd6e7b 

https://paperpile.com/c/hSSRP2/TpBJ2
https://www.analyticslane.com/2018/11/26/diferencias-entre-regresion-y-clasificacion-en-aprendizaje-automatico/
https://medium.com/@juanzambrano/aprendizaje-supervisado-o-no-supervisado-39ccf1fd6e7b
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eigenvector at the top, and Row Data Adjust  is the mean-adjusted data transposed” 

[70]. 

 

Hierarchical Clustering Analysis (HCA) 

Sometimes it is necessary to know how different variables of independent groups or 

populations are related and the distance or hierarchy between them. HCA (agglomerative 

clustering) is an unsupervised machine learning algorithm that attempt to build a cluster 

hierarchy. Each sample starts in its own cluster and consecutively they are combined with 

other samples creating larger clusters. It is normally represented by a tree where leaves are 

the samples and the root is a single cluster gathering all samples inside9. In this thesis, to 

measure the distance between clusters, we employed the method ‘average’, where distance 

is calculated as the average of all the points in a cluster to all points in the other cluster [71]. 

 

10 

 

Neural Networks (NNs) 

Neural networks are supervised machine learning algorithms that try to analyze, model and 

predict complex data. The classificatory capacity of neural networks is one of the greatest 

utilities, being superior to classical statistical techniques and eliminating the need for 

compliance with theoretical assumptions [72]. 

NNs have high versatility. Simple NNs follow a model of a single layer with interconnected 

nodes. Additionally we can find different numbers of layers, each one with diverse 

connection characteristics and number of nodes that iteratively extract complex features of 

deeper levels and perform multiple non-linear transformations to the raw data [73] [74]. 

 

9 https://scikit-learn.org/stable/modules/clustering.html#hierarchical-clustering 
10 https://docs.scipy.org/doc/scipy/reference/generated/scipy.cluster.hierarchy.linkage.html 

https://paperpile.com/c/hSSRP2/NlOg6
https://paperpile.com/c/hSSRP2/LRQyh
https://paperpile.com/c/hSSRP2/Kopz4
https://paperpile.com/c/hSSRP2/IxksG
https://paperpile.com/c/hSSRP2/bIp5m
https://scikit-learn.org/stable/modules/clustering.html#hierarchical-clustering
https://docs.scipy.org/doc/scipy/reference/generated/scipy.cluster.hierarchy.linkage.html
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This thesis employed Long Short-Term Memory (LSTM). LSTM is a Recurrent Neural 

Network (RNN) - a kind of NN which uses feed-forward loops to reuse the information, 

producing temporality in the data sequence [75]. 

“The LSTM contains special units called memory blocks in the recurrent 

hidden layer. The memory blocks contain memory cells with self-connections 

storing the temporal state of the network in addition to special multiplicative 

units called gates to control the flow of information. Each memory block in 

the original architecture contained an input gate and an output gate. The 

input gate controls the flow of input activations into the memory cell. The 

output gate controls the output flow of cell activations into the rest of the 

network. Later, the forget gate was added to the memory block” [75] 

All of these clustering and Machine Learning technologies were employed for the purpose 

of optimally identifying, and then intelligently reusing classes of statements that have been 

formally represented in the form of an Ontology. 

 

1.13. Ontologies 

Until now, most of the knowledge generated by scholarly activity is contained in the form 

of narrative text or in databases. Text is largely unstructured and non-machine-accessible.  

Databases, although they are ordered, do not (usually) have a formal definition of types, 

properties and relationships between the elements that compose them. Recently, there has 

been a movement in Data Science to utilize computable structures called Ontologies as a 

means to provide highly structured data and knowledge in a form that can be accessed and 

“interpreted” (i.e. correctly processed) by machines.   

 

"In computer science and information science, an ontology formally 

represents knowledge as a set of concepts within a domain, and the 

relationships among those concepts... Ontologies are the structural 

frameworks for organizing information and are used in artificial 

intelligence, the Semantic Web, systems engineering, software engineering, 

biomedical informatics ... "[76] 

 

https://paperpile.com/c/hSSRP2/izdHI
https://paperpile.com/c/cdzCa1/5jCb
https://paperpile.com/c/cdzCa1/5jCb
https://paperpile.com/c/cdzCa1/5jCb
https://paperpile.com/c/cdzCa1/5jCb
https://paperpile.com/c/hSSRP2/evCMC
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Formalizing certainty as an ontology would help to better represent the knowledge claim 

when isolated from its context, as is often the case with text-mining outputs. Previous works 

have begun to address this objective. The lightweight ontology ORCA (Ontology of 

Reasoning, Certainty and Attribution) created by De Waard and Schneider - to our 

knowledge, the only attempt to formalize certainty categories into an ontological 

framework - model their four proposed levels of certainty (doxastic, dubitative, 

hypothetical and lack of knowledge); however, these four levels are only speculative, and 

have not been validated against reader-perceptions, nor are they associated with formal 

definitions that would enable automated classification.  Our work, therefore, will need to 

determine if a modification or extension of the ORCA ontology is warranted, or if our 

conclusions warrant synthesis of an entirely novel ontology to represent certainty. 

 

1.14. Identifying Reference Spans 

In the scientific literature, it's a common practice to use citations to other articles and 

authors to ground your ideas, projects, experiments and to highlight certain 

contributions of the referenced paper. It is a common method of demonstrating your 

knowledge in a specialist domain, or the innovation of your research with respect to what 

has already been published.  

Unfortunately, citing texts are often inaccurate or not sufficiently informative [77].  

Moreover, they almost invariably cite an entire article, making it difficult to clarify which 

portion of the article (sentence, image, table, etc.) is being referred to [78] [79].  

Therefore, being able to identify these article fragments - called ‘reference spans’ - would 

help clarify the purpose and accuracy of a citation.  Many projects are involved in the 

creation of text mining tools that help recover reference spans, with approaches such as: 

TF - IDF: Term Frequency - Inverse Document Frequency. TF-IDF is a weight measure 

commonly used in knowledge retrieval and text mining. This measurement highlights the 

importance of a word in a document taking into account its context within a collection of 

documents or other type of corpus. Words become proportionally more important the more 

times they appear in a document but are offset by their prevalence (total number of 

documents where that word appears) in the corpus.  

Word2Vec: Word2Vec is a machine learning algorithm that creates a vector representation 

of words. These words can be represented in a multidimensional space, where similar or 

related words are closer. Therefore, captures a large quantity of precise syntactic and 

https://paperpile.com/c/hSSRP2/4XD79
https://paperpile.com/c/hSSRP2/bbnk5
https://paperpile.com/c/hSSRP2/X3eW9


 

 

 25 

semantic information, since similar words (e.g. words like “lion”, “tiger” and “panther”) fall 

into the same multidimensional area. Normally, it must be trained on a large corpus in order 

to generate high-quality word vectors, preserving internal similarity on the meaning(s) of 

words.  A word may also have various “types” of similarity, termed its “context”. 

 
Figure 3: Neural Network structure. 

The algorithm is trained as a neural network with a single hidden layer. Two different 

models are available - CBOW and Skip-gram. The representation of the vector will be 

formed by the weights from the active node as input to the hidden nodes. The network, 

although it begins with random weights, is trained to adjust them to the word input, to 

predict how well that word will fit in a particular context. The ultimate goal of this model is, 

given an input word, predict which words fall within the “window” of the number of words 

examined around the input word. 

Recently, it has been shown that the use of unsupervised Neural Networks encoded as 

word-embedding, such as Word2Vec (vector representations of words) is capable of 

recognizing latent knowledge and capturing complex concepts in the material science 

domain [80]. 

TF - IDF Embedding Vectorizer: A mixture of Word2Vec and TF - IDF. “if a word was never 

seen - it must be at least as infrequent as any of the known words - so the default idf is the max 

of known idf's”11.  

Doc2Vec: A Machine Learning algorithm based on the idea of Word2Vec. Rather than 

creating a vector representation of a word, like Word2Vec, it creates a vector representation 

 

11 http://nadbordrozd.github.io/blog/2016/05/20/text-classification-with-word2vec/ 

https://paperpile.com/c/hSSRP2/aimpE
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of a document (regardless of its length). As such, “document” may mean a sentence, 

paragraph or a whole document. Scientific articles are separable into smaller components, 

such as sections, paragraphs or sentences. This, therefore, is a useful way to approach the 

analysis of a document, since these fragments may address different topics, or represent 

them in varying linguistic ways, thus allowing more targeted inspection.  
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2. DESCRIPTION OF THE RESEARCH 

PROBLEM 
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Description of the Research Problem 

As discussed previously in the “Related Work” section, several metrics have been developed 

to analyze scholarly certainty. These metrics seek to explore, classify and qualify the 

characteristics of natural language, such as axiomatic facts versus hypothetical statements. 

The language used in narrative text is strongly associated with the specialist domain 

represented in that text.  For example, in the sciences the structure and format of the 

language, despite being free-form, follows a large but common set of general patterns and, 

in fact, these patterns are often taught to young researchers by their peers or mentors.  One 

common example is the use of the “passive voice” (e.g. “this was seen”) versus the “active 

voice” (e.g. “we saw”); however, there are many such examples within the specialist 

domains of observational and experimental sciences, some of which are shown in Table 2. 

 

Table 2: Passive voice versus active voice examples in experimental sciences. 

“We know from the rb analysis above that cis-eQTLs are almost perfectly correlated in different 

brain regions” [81] 

“These data suggest that there might be an interaction between the high-salt intake and the 

mineralocorticoid-induced loss of potassium” [82] 

“We speculate that these spectral changes are associated with a complicated, and as yet unknown, 

interaction between the surface luminescence centers and hydrogen(H) content.” [83] 

 

 

Prior studies have assumed that, as a result of these linguistic patterns (or perhaps, in spite 

of them) communication related to the certainty of a given scholarly assertion is happening 

in an effective manner.  However, in none of these prior studies has that assumption been 

tested; moreover, the details of this assumption, such as the number of certainty categories, 

was not shared in-common between these prior works.  Several questions, therefore, are 

largely open: To what extent are we successfully communicating “certainty” with respect to 

a shared interpretation of the readers; and to what resolution are we capable of 

communicating certainty, given the vast array of grammatical constructs used? 

To begin such a study, we must start with the information receiver, and determine if all 

recipients of information are perceiving it the same way.  If not, then we would be forced to 

https://paperpile.com/c/hSSRP2/OsreR
https://paperpile.com/c/hSSRP2/TnaAX
https://paperpile.com/c/hSSRP2/GIBEu
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conclude that the scholarly narratives are extremely inefficient at communicating scientific 

results!  However, the progress of science indicates otherwise.  Therefore, we must first 

establish two core facets of knowledge:  1) How many ‘categories’ of certainty can be 

transmitted with high-fidelity (that is, where the perception of most readers agree), and 2) 

what are the defining features of those categories.  Once this is determined, we propose that 

this meta-knowledge could be formalized, and thereby become amenable to automated 

knowledge capture/sharing/exploration. 

The use of “perception” with respect to the first facet immediately indicates that this issue 

will have to address the difficult problem of the subjectivity of each reader.  Subjective 

studies are commonly accomplished through the application of a questionnaire, asking the 

participant’s opinion about some issue.  We will apply this approach over a set of 

participants who are not trained in certainty/linguistics, but are trained in the knowledge 

domain being expressed in the scholarly assertions.  Questionnaires will use a variety of 

certainty scales as we attempt to dissect the number and types of certainty categories that 

our participants are reproducibly detecting, using inter-annotator agreement to assess the 

quality of the proposed categorization system represented by each questionnaire. 

Once a categorization system has been identified, we will formalize it into a Description 

Logic, with formal classes being backed by a machine learning model, which will then enable 

reliable and automated sharing and reuse by machines.  This formalization will be executed 

either by publishing a Certainty Ontology de novo, or by extending/expanding an existing 

Certainty Ontology, such as the ORCA ontology of De Waard (De Waard, et al., 2012).  This 

also accomplishes the goal of bringing our research outputs in-line with many of the 

requirements of the FAIR Data Principles, and moreover, enables the use of these categories 

within other FAIR data structures such as Nanopublications. 
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3. RESEARCH OBJECTIVES 
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Research Objectives 

The main objective of this thesis is to move towards a deeper understanding of the concept 

of scholarly certainty, and explore ways that the creation of certainty metrics might be 

applied to addressing aspects of the ‘crisis’ in science.  For example, we wish to clarify the 

degree to which scholars experience certainty around scientific statements, and how do 

they express this understanding linguistically.  Further, we wish to establish means to 

recapture these impressions from the narrative literature, and create a framework for 

transparency and reusability of these impressions, improving the contextual metadata 

related to citations/references, and the automated capture of scholarly attributions 

through, for example, natural language processing. This translates into three specific lines 

of research activity.  

Research line one: certainty/confidence determination. This relates to the ability of 

researchers to discern the different levels of certainty that exist in the scientific literature. 

Certainty level determination will be the first step toward creating a transparent, 

unambiguous, and harmonized approach to simplifying the complexity and subjectivity of 

scientific discourse. 

Research line two: certainty assignment.  This refers to the creation of machine learning 

models to automatically undertake the categorization of statements they encounter, with 

regard to the levels of certainty identified in research line one. The need for automated 

certainty assignment follows directly from, and depends on, our success in Research line 

one, where that work provides the categories used to train the classifier, which in turn is 

able to assign metadata related to a new statement’s confidence. This will enable the 

creation of automated tools capable of, for example, comparing citations to the text they 

reference and determining how accurately the citation matches the confidence expressed 

in the reference, which until now has not been possible other than through tedious and 

subjective manual curation.  In addition, this can then be used as a filter or a flag to capture 

this important qualitative metadata when scholarly assertions are ingested into databases 

through text-mining. Certainty assignment, therefore, is crucial to automate the process of 

capturing and disseminating this key piece of metadata about a scholarly assertion. 

Research line three: certainty logics and its evaluation.  This follows directly from the 

previous two research lines, and is a requirement for the dissemination and reuse of the 

knowledge gained from them. After defining categories, these must them be formalized in a 

manner that allows them to be assigned to statements in a machine-readable way, and 

shared between computational agents on the Internet in a manner that preserves their 
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interpretation, and where possible, follows the emergent requirements for adherence to the 

FAIR Principles. This will involve several steps:  formally capturing the certainty categories 

in a logical format; defining how to utilize those categories in a formal, machine-accessible 

syntax; and objectively demonstrating that these formal representations are, in fact, 

machine-accessible according to FAIR.  

Certainty logics will help all stakeholders – in particular, computational agents - share a 

common understanding of the degree of “hedging” associated with scholarly statements, 

and moreover, compare these expressions of certainty along a citation chain.  

The next section introduces our main hypotheses, breakdown of the distinct steps taken. 

3.1. Research Hypotheses 

Overarching Hypothesis: Certainty/Confidence is a measurable quality of a scholarly 

statement, communicated (expressed and perceived) by scientists in a relatively consistent 

manner, that can be automatically detected and assigned. 

Our hypothesis can be split into three sub-parts, which focus on the pillars of: certainty 

determination, certainty assignment, and formal expression of certainty using description 

logics.  We formally state these Hypotheses as follows:   

 

H1: Scholarly certainty can be quantified, and detected in a reproducible 

manner, across linguistic groups.   

H1.1: Certainty is not a continuum, but rather, can be represented as 

discrete categories, perceived uniformly by the readers of scholarly 

literature. 

H2: Artificial intelligence models can be designed that accurately assign 

certainty levels to novel scholarly statements. 

 H2.1: Application of certainty categories to citation chains will 

reveal “inflexion points”, where the certainty level changes (increases 

or decreases). 

H3: We can formalize the capture and exchange of these certainty 

assignments through using semantic technologies such as Resource 

Description Framework and Web Ontology Language, and formal 
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knowledge-publication frameworks such as Nanopublications, in a manner 

that follows the FAIR Principles. 

A summary representation of these hypotheses and how they are connected with certainty 

determination, assignment and logics is presented in Table 3. 

 
Table 3: Hypothesis and their corresponding certainty research areas. 

Hypothesis 
Certainty Research 

Area 

H1: Certainty/Confidence is a measurable facet of a scholarly 
statement, perceived by scientists in a uniform way 

Determination, 
Assignment, Logics 

H1.1: It is possible to understand and discern different levels 
of certainty, observe their distribution, create a quantitative 
metric that encompasses its entire dimension and catalogue its 
range of use 

Determination 

H2: The creation of artificial intelligence models that assign the 
different levels previously extracted to new statements help 
automate a comparative process.  

Assignment, Logics 

H2.1: Using these levels we can detect the historical certainty 
of assertions along a citation chain and identify where 
inflection points could arise. 

Determination, 
Assignment 

H3: Designing and testing a machine-interpretable 
representation, such as nanopublications, which utilizes a 
formal ontological framework for representation of the 
certainty categories, grounded in (and output from) the 
machine-learned models. 

Logics 
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4. MATERIALS AND METHODS 
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4.1. Broad overview 

Using the TAC Biomedical Summarization Corpus [84], we extracted 45 manually curated 

scholarly assertions (selection process described below). Using this corpus, a total of 375 

researchers in the biomedical domain, in comparable research institutes and organizations, 

were presented with a series of assertions and asked to categorize the strength of those 

assertions into four, three, or two certainty categories over three independently-executed 

questionnaires. To determine the degree of agreement between annotators, G Index [85] 

coefficient analysis was applied. This allowed us to evaluate the power of each 

categorization system - that is, to test the discriminatory effectiveness of the categories 

themselves, versus the quality of the annotations or annotators. We extracted the essential 

features of inter-rater agreement from the questionnaire data using Principal Component 

Analysis (PCA) to guide our interpretation of the way annotators were responding to the 

categories presented. The essential number of components identified by PCA were 

extracted using Horn’s parallel analysis, with three categories appearing to be the optimal. 

We then clustered our collection of statements into these three categories using a k-means 

algorithm [86] [87]. Based on our examination of the contents of these categories, we then 

manually generated a corpus of statements annotated using these three categories, and 

applied deep-learning techniques over this corpus to generate an automated classifier 

model. Cross-Validation (CV) was used to evaluate accuracy.  We then used this classifier to 

reveal changes in expressed certainty over statements in several sequential papers and/or 

over citation chains in the biomedical literature, and demonstrating that it was successful 

in detecting known trends towards higher levels of certainty over time.  To aid in this 

activity, we made preliminary attempts to automate the identification of citation chains via 

the detection of reference spans. Finally, we show, and formally evaluate, how certainty 

metadata could be represented in a popular machine-readable publication format called a 

NanoPublication, showing how it could be useful to enhance text-mining platforms. 

 

4.2. Survey statement selection 

The first step in designing the certainty Survey was to select a corpus of scholarly 

statements that had been richly curated by experts to ensure that they represented real 

scholarly assertions, of varying types, rather than simple narrative or conversational 

statements. For this we used the Text Analysis Conference (TAC) scientific summarization 

Corpus 2014 [84].  This workshop is a regular event that focuses on evaluating the ability 

of computational tools to automatically recognize the "reference spans" for different 

https://paperpile.com/c/hSSRP2/mCJR2
https://paperpile.com/c/hSSRP2/Rgtkv
https://paperpile.com/c/hSSRP2/CjoLz
https://paperpile.com/c/hSSRP2/GgnBE
https://paperpile.com/c/hSSRP2/mCJR2
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citations that contain the citing articles and the identification of the discourse segment type 

to which it belongs. All of these “gold standard” annotations were generated by a group of 

four biomedical domain experts, thus, this represents a high-quality manual curated corpus. 

The 45 text blocks used in the three Surveys were extracted from published articles related 

to genetic and molecular issues, and were selected from the “Citation Text” and “Reference 

text” portions of the TAC 2014 Biomedical Summarization Track. Each text block contained 

a sentence or sentence fragment representing a single scholarly assertion that we 

highlighted and asked the respondents to evaluate, with the remainder of the text being 

provided for additional context. The 45 assertions were selected using different epistemic 

modifiers, such as modal verbs (can, could, may, might, shall, should, will, would), qualifying 

adjectives and adverbs (interestingly, strongly, clearly, possibly, likely, slightly, unknown), 

reporting verbs (consider, imply, suppose, demonstrate, agree, confirm, suggest), which are 

believed to be grammatical indicators of “value of truth” statements [3]. Given that they are 

intended to be used for a human Survey, with the aim of avoiding annotator fatigue, these 

were further filtered based on the length of the statement to give preference to shorter ones.  

De Waard [3] identified epistemic modifiers that she believed were indicative of various 

degrees of certainty (Lack of knowledge; Hypothetical or low certainty; Dubitative or higher 

likelihood; Doxastic or complete certainty). In order to ensure that our statement-set was 

representative of a wide range of certainty levels, and in the absence of other proposed 

linguistic indicators of certainty, we utilized these epistemic modifiers as a filter in our 

statement selection in an attempt to capture the full range of certainty possibilities.  A 

subset of 45 statements were then selected arbitrarily ensuring representation of all 

“levels” suggested by De Waard.  This provided our final corpus [88] that was used for the 

remainder of the studies.  

 

4.2.1. Statements used 

The 45 statements selected from the TAC 2014 Biomedical Summarization Track12 are as 

follows: 

1- Today, although aerobic metabolism and the corresponding generation of ROS remain 

the most widely accepted cause of aging, substantial gaps and unknowns persist. Although 

it is commonly assumed that an increase in oxygen consumption produces an increase in 

 

12 TAC 2014 Biomedical Summarization Track. de Waard, A., Vanderwende, L. https://tac.nist.gov/2014/BiomedSumm/ 

https://paperpile.com/c/hSSRP2/ZqoXB
https://paperpile.com/c/hSSRP2/ZqoXB
https://paperpile.com/c/hSSRP2/mdEj4
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ROS production, we would argue that this positive correlation is only true if the increase in 

oxygen consumption was secondary to a higher tissue pO2 or an increase in the number of 

sites. 

2- There is now compelling evidence that particular components of this regulatory 

machinery act as tumor suppressors or protooncogenes, whose mutations occur so 

frequently as to prompt speculation that disabling “the RB pathway” may be essential for 

the formation of cancer cells (Sherr, 1996, Sellers and Kaelin, 1997, Nevins, 2001, Hahn and 

Weinberg, 2002 and Ortega et al., 2002). 

3- Interestingly, the inhibition of p53, alone or in combination with pRb, was sufficient to 

overcome the RASV12-induced arrest to an extent similar as LT. In conclusion, our results 

indicate that loss of p53 is sufficient to overcome RAS-induced oncogenic stress in primary 

cells. However, this was not sufficient for full blown transformation of primary human cells, 

which also required the collaborative inhibition of pRb, together with the expression of 

hTERT, RASV12. 

4- Hence, the extent to which miRNAs were capable of specifically regulating metastasis has 

remained unresolved. 

5- Therefore, it is unlikely that the localization of Aurora-A in the nucleus as determined by 

these two antibodies is a result of cross-reaction of anti-Aurora-A antibodies. 

6- However, the possibility seems unlikely because we have also observed that the human 

lung cancer cell line, H460, displays similar growth inhibition when it is transduced by 

MIGR1-Lats2 retrovirus (data not shown), while expression of Lats1 in H460 resulted in a 

G2/M block and induced apoptosis (Xia et al., 2002). 

7- The expression of Oct4 in various forms of human cancer [8], [9] and a recently described 

role for Oct4 in adult stem cells [10] and the expansion of epithelial progenitor cells [7] 

supports the theory that cancer is a disease of stem cells. This theory postulates that cancers 

arise in stem cells or early committed progenitors [58] due to their inability to differentiate 

in a regulated fashion. Oct4 directly regulates the transcription of genes such as Trp53, 

Brca1, Parp1, and Bmi1 which play a central role in a cell's proclivity to undergo 

transformation, apoptosis, senescence, and now differentiation. 

8- When these 56 tumors were stratified based on clinical progression, we found that miR-

31 expression was diminished in primary tumors that subsequently metastasized, when 

compared to normal breast tissue and primary tumors that did not recur; moreover, low 
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miR-31 levels correlated strongly with reduced distant disease-free survival relative to 

tumors with high miR-31. Thus, miR-31 may represent a marker for metastasis in a variety 

of breast cancer subtypes; however, its utility as a prognostic indicator will depend on 

extension of these initial observations. 

9- These worms also were shown recently to exhibit increased levels of nuclear DNA 

damage (Hartman et al., 2004), arguing that mitochondrial oxidants might be an important 

source of overall genomic instability. This conjecture is also supported by observations in 

mice that are heterozygous for mitochondrial superoxide dismutase (Sod2+/−). 

10- Since these 32 genes are also required for zVAD.fmk-induced necroptosis, we 

hypothesize that these 32 genes represent potential core components of the necroptotic 

pathway. 

11- Although the exact mechanism responsible for this effect is still unclear, we suggest that 

suppression of LATS2 is an important factor. 

12- Finally, we have identified 26 direct Oct4 transcriptional targets which may represent 

candidate regulatory nodes by which cell fate decisions could be directed to facilitate the 

use of hESCs in therapeutic and regenerative medicine. 

13- Each of these physiologic changes—novel capabilities acquired during tumor 

development—represents the successful breaching of an anticancer defense mechanism 

hardwired into cells and tissues. We propose that these six capabilities are shared in 

common by most and perhaps all types of human tumors. 

14- We therefore hypothesized that conserved regions in mRNAs may serve as docking 

platforms for modulators of miRNA activity. 

15- While the remainder have invented a way of activating a mechanism, termed ALT, which 

appears to maintain telomeres through recombination-based interchromosomal exchanges 

of sequence information (Bryan et al. 1995). The role of telomerase in immortalizing cells 

can be demonstrated directly by ectopically expressing the enzyme in cells, where it can 

convey unlimited replicative potential onto a variety of normal early passage, presenescent 

cells in vitro. 

16- Whether miRNAs act mainly as tumor suppressors (suppressor-miRs), promotors of 

tumorigenesis (onco-miRs) or both is still widely elusive, but the global decrease in miRNA 

expression in human cancers suggests that most miRNAs may act as direct suppressor-miRs 

or post-transcriptional repressors of known oncogenes. 
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17- The two major sites for ROS generation are believed to be at sites I and III where large 

changes in the potential energy of the electrons, relative to the reduction of oxygen, occur. 

Experimental manipulations that increase the redox potential of site I (Kushnareva et al., 

2002) or site III (Chen et al., 2003) generally increase the rate of ROS generation, supporting 

the notion that the redox potential of these reactive sites is important in free radical 

formation. 

18- In light of the recent report that Drosha is responsible for the nuclear processing of 

miRNA primary transcripts (23), our results can be explained by the idea that elements 

needed for Drosha recognition reside within the sequences that flank the miR-223 

predicted hairpin. 

19- The observation that the differentiation of myeloid and other lymphoid cell types was 

not totally blocked when the B-lymphoid lineage increased suggests that miR-181, at least 

when considered singly rather than in combination with other miRNAs, appears to function 

more as a lineage modulator than as a switch. 

20- Indeed, 22.6% of breast cancers exhibit evidence of deletion (one homozygous deletion 

of 15.0 Mb) at the PTPN12 locus, though the deletions exhibit a median size of 22.9 Mb, 

suggesting that multiple driver mutations may exist in this region. These data suggest that 

PTPN12 is inactivated, in part, via deletion in a wide range of cancers and support the 

hypothesis that PTPN12 is a frequently inactivated tumor suppressor. 

21- The conclusion is that tumor cells generate many of their own growth signals, thereby 

reducing their dependence on stimulation from their normal tissue microenvironment. This 

liberation from dependence on exogenously derived signals disrupts a critically important 

homeostatic mechanism that normally operates to ensure a proper behavior of the various 

cell types within a tissue. We suspect that growth signaling pathways suffer deregulation in 

all human tumors. Although this point is hard to prove rigorously at present, the clues are 

abundant (Hunter 1997). 

22- By using viral and mutant human genes, as well as homologous recombination, it 

became apparent that the pRb and p53 pathways are involved in this process. [Hahn et al. 

1999 and Wei et al. 2003]. 

23- It is probable that mouse Lats2 also regulates the G1/S transition through down-

regulation of Cyclin E/Cdk2 kinase activity in NIH3T3 cells (Li et al. 2003). 
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24- Thus, although we agree that increased levels of p53 cause activation of a rapid and 

massive apoptotic response in EC cells, we believe that the trigger for this response is the 

persistence of DNA damage in cells that can poorly repair it. In this context, while the 

development of TGCTs would be allowed by a partial functional inactivation of p53, such 

mechanism would be insufficient to counteract the proapoptotic function of p53 induced by 

a persistent damage, causing a rapid cell death. 

25- Here we present evidence that INPP4B functions as a tumor suppressor. Knocking down 

the expression of this enzyme in HMEC cells results in anchorage-independent growth and 

enhanced motility, similar to changes induced in response to knockdown of the PTEN tumor 

suppressor gene. 

26- miRNAs are regulatory, non-coding RNAs about 21-23 nucleotides in length and are 

expressed at specific stages of tissue development or cell differentiation, and have large-

scale effects on the expression of a variety of genes at the post-transcriptional level. 

Although their biological functions remain largely unknown, recent studies suggest that 

miRNAs contribute to the development of various cancers [19] and might function as an 

important component of the cell's natural defense against viral infection [20] [22]. It has 

been proposed that an unique miRNA expression profile for a particular cancer would be a 

useful biomarker for cancer diagnosis [23] and prognosis [24]. 

27- We confirmed the consistency of miRNA expression driven by miR-Vec by cloning eight 

miR-Vec plasmids expressing randomly chosen miRNAs. With one exception, all constructs 

yielded high expression levels of mature miRNAs. 

28- We show that high level expression of oncogenic RAS induces deregulated growth and 

loss of differentiation in cultured rat thyroid cells, whereas low levels of the same protein 

elicit only deregulated growth without interference with differentiation. In accordance with 

these observations, our data show the requirement of high RAS oncoproteins 

overexpression to achieve the loss of the differentiated phenotype, at least 10-fold over the 

endogenous wild-type RAS. 

29- A strong link between miRNA dysregulation and human cancer has been established 

[14]. Consequently miRNAs have been demonstrated to act either as oncogenes (e.g., miR-

155, miR-17−5p and miR-21) [15,16] or tumor suppressors (e.g., miR-34, miR-15a, miR-

16−1 and let-7) [17–20]. However, the precise regulatory features that tip the balance 

towards a cancer phenotype with respect to tumor suppressor versus oncogenic miRNA 

expression are poorly understood. 
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30- Recently, it has been recognized that animal and plant genomes contain an abundance 

of small regulatory RNAs of approximately 22 nucleotides (nts) in length [11], [12], [13], 

[14], [15], [16] and [17]. One class of small RNAs called microRNAs (miRNAs) has a variety 

of functions and is involved in the regulation of gene expression [18], [19], [20], [21], [22], 

[23], [24], [25] and [26]. 

31- Since activating mutations are found in several members of the MAPK and PI3K 

pathways in many human cancers, we reasoned that the coactivation of these two pathways 

might replace H-RASV12 in transformation. To test this hypothesis, we manipulated the 

MAPK and PI3K pathways in HA1E cells. 

32- Our observations raise the important prediction that many malignancies considered to 

be non-TK driven because of the absence of a dominant TK mutation may indeed be 

dependent on TK signaling. It is likely that in different cell types, different PTPs may play 

roles similar to PTPN12 in suppressing tumorigenesis, possibly by antagonizing different 

combinations of TKs. 

33- We were able to confirm that the cancer tissues had reduced expression of miR-126 and 

miR-424, and increased expression of miR-15b, miR-16, miR-146a, miR-155, and miR-223, 

after individual miRNA level in each sample was quantified and normalized to U6 

expression. Another study suggested that overexpression of miR-17-5p, miR-20a, miR-21, 

miR-92, miR-106a, and miR-155 could be considered an miRNA signature of solid cancer 

[59]. 

34- To address this question, synthetic miR-143 and miR-145 precursors were transiently 

transfected into HeLa cells and the effect of overexpression of their mature miRNAs on HeLa 

cell growth was evaluated by cell counting. Both miR-143 and miR-145 were found 

suppressive (p<0.005 for miR-143 and p<0.008 of miR-145, t-test) to HeLa cell growth. Data 

suggest that both miR-143 and miR-145 probably need to be downregulated in cervical cells 

for tumor progression. 

35- In a third experiment, we tested the ability of cells to form tumors in athymic nude mice. 

We injected 2 million cells subcutaneously and monitored tumor growth after 4 weeks. Both 

the LT overexpression and the concerted inhibition of pRb and p53 in BJ-ET/st/RAS 

allowed for highly efficient tumor formation in mice. Inactivation of only p53 gave rise to 

inefficient tumor growth in some of the mice (2 out of 6), most likely due to increased 

genomic instability in the absence of p53 while propagating the cells before the injections. 

Lastly, mice injected with BJ-ET/st/RAS cells, in which only pRb expression was inhibited, 
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developed no tumors. In conclusion, our results indicate that loss of p53 is sufficient to 

overcome RAS-induced oncogenic stress in primary cells. 

36- Interestingly, knockdown of Bmf blocked necroptosis induced by zVAD.fmk and TNF, 

but not apoptosis of TNF/CHX-treated NIH 3T3 cells. Although Bmf has been implicated as 

a proapoptotic molecule, this result suggests that, at least in the death receptor signaling 

pathway, Bmf is primarily involved in mediating necroptosis, but not apoptosis. It is 

possible that the activation of Bmf may induce either apoptosis or necroptosis in a stimulus 

and cellular context-dependent manner. 

37- Although these observations do not eliminate the possibility that other genes within 

this 1q32 amplicon may cooperate with IKBKE to induce transformation, these findings 

suggest that IKBKE is a key target of the 1q32 amplification in breast cancer cell lines and 

tumors. 

38- 1299 probesets (1155 unique transcripts) were found to be correlated to Oct4. Seventy-

five probesets (69 transcripts) were negatively correlated, while 1224 probesets (1086 

transcripts) were positively correlated. The validity of this method for the identification of 

genes related to stem cell identity is assured by the presence of genes which have previously 

defined roles in ESCs such as Utf1, Fgf4, Nanog, and Sox2 which were correlated to Oct4 in 

100%, 99%, 97% and 49% of the trials respectively. 

39- Our work adds to this list a set of hematopoietic-specific miRNAs that presumably act 

by pairing to the mRNAs of their target genes to direct gene silencing processes critical for 

hematopoiesis. 

40- The two major sites for ROS generation are believed to be at sites I and III where large 

changes in the potential energy of the electrons, relative to the reduction of oxygen, occur . 

Experimental manipulations that increase the redox potential of site I (Kushnareva et al., 

2002) or site III (Chen et al., 2003) generally increase the rate of ROS generation, supporting 

the notion that the redox potential of these reactive sites is important in free radical 

formation. 

41- Here, we identify IKBKE as a human breast cancer oncogene. IKBKE is amplified and 

overexpressed in a significant percentage of human breast tumors. In addition, IKBKE 

expression leads to cell transformation when overexpressed in immortalized human cells 

at levels found in breast cancer specimens, and cancer cell lines that exhibit IKBKE copy-

number gain or amplification require IKK expression for viability. Together, these 

observations strongly support the conclusion that amplifications of IKBKE play an 
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important role in the pathogenesis of a subset of breast tumors and identify IKK as 

promising cancer target. 

42- Although some studies have shown nuclear localization of LATS2,15,23 most studies 

clearly demonstrate centrosomal localization of both LATS1 and LATS2 during interphase 

14,22,27,29-33 and association with the mitotic apparatus in mitotic cells. 

43- The emerging role of miRNAs in the regulation of fundamental set of cellular 

mechanisms such as proliferation, apoptosis, development, differentiation and metabolism 

[9]–[16] clearly suggests that any aberration in miRNA biogenesis pathway or its activity 

contributes to the human disease pathogenesis including cancer [17]. 

44- We suggest that the critical importance of pairing to segment 2-8 for target 

identification in silico reflects its importance for target recognition in vivo and speculate 

that this segment nucleates pairing between miRNAs and mRNAs. 

45- Therefore, in our human model system, it is unlikely that p14ARF has a essential 

protective role against RAS-inducec oncogenic transformation, in contrast to what has been 

found in mice. 

Each fragment contains one statement highlighted in blue with the remainder of the text 

being provided for additional context.  The blue statement is the portion we asked our 

Survey participants to evaluate for the level of certainty perceived.  

 

4.3. Survey design 

We executed three Surveys - S1, S2 and S3 - where respondents were asked to assign 

certainty based on a number of certainty categories - four, two, and three respectively. All 

Surveys used the same corpus of 45 scholarly assertions. To minimize the bias of prior 

exposure to the corpus, the Surveys were deployed over three comparable but distinct 

groups of researchers, all of whom have sufficient biomedical expertise to understand the 

statements in the corpus.  Recruitment for the Surveys was primarily achieved through 

personal contact with department leads or heads of five institutions with a focus on 

biomedical and biotechnology research.  Participation was anonymous. Structural and 

statistical information about each Survey is as follows: 
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SURVEY #1 (S1) 

 

Date: 12/16 

Target audience: Centro de Biotecnología y Genómica de Plantas. 

Method of recruitment: Participation in the Surveys was primarily 

achieved through personal contact with department leads/heads and 

internal email distribution. 

Platform: Survey Gizmo 

Participants:  101 

% To Completion: 74.2% 

Certainty Categories Tested: High, Medium High, Medium Low, Low. 

SURVEY #2 (S2) 

 

Date: 11/17 

Target audience: Leiden University Medical Center. 

Method of recruitment: Participation in the Surveys was primarily 

achieved through personal contact with department leads/heads and 

internal email distribution. 

Platform: Qualtrics 

Participants:  215 

% To Completion: 69.8% 

Certainty Categories Tested: Relatively High, Relatively Low. 

SURVEY #3 (S3) 

Date: 11/18 

Target audience: University Medical Center Utrecht, Cell Press, and the 

Agronomical Faculty of Universidad Politécnica of Madrid. 

Method of recruitment: Participation in the Surveys was primarily 

achieved through personal contact with department leads/heads and 

internal email distribution. 

Platform: Qualtrics 

Participants:  57 

% To Completion: 84.2% 

Certainty Categories Tested: 1, 2 and 3. 
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The first Survey (S1) was performed in December 2016, using an online platform 

specializing in delivery of questionnaires, called "Survey Gizmo". The majority of 

participants came from the Centro de Biotecnologia y Genomica de Plantas (UPM-INIA), 

Spain. Each participant was presented with an introductory page about the main goal of the 

Survey, what ‘certainty’ means within the context of our study, and a concise explanation 

regarding the purpose of the questionnaire, and what they are expected to do (Figure 4).   

 

 

 

Figure 4: Example of the Survey 1 questionnaire introduction. A brief introduction to what 
certainty is and intent of the questionnaire. 
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Each participant was then presented with 15 statements, randomly selected from the 

corpus of 45.  For each clause, they were asked to evaluate the level of certainty they 

believed was being expressed by the statement highlighted in blue. The possible answers 

were: High, Medium High, Medium Low, Low. 

 

 

Figure 5: Example of the Survey 1 questionnaire interface. Question 1.1. A scholarly assertion 

is highlighted in blue, in its original context.  Participants were asked to characterize the blue 

assertion, using one of four levels of certainty (High, Medium High, Medium Low or Low). 

 

Below that question, and for the same statement, the participant was asked to indicate their 

opinion regarding the basis upon which the author made the statement. For this, the 

possible answers are: Direct Evidence, Indirect Evidence / Reasoning, Speculation, Citation 

and I don’t know. 
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Figure 6: Example of the Survey 1 questionnaire interface. Question 1.2. A scholarly assertion 

is highlighted in blue, in its original context (In Question 1.1).  Participants were then asked about 

the basis of the given statement, using one of five options (Direct, Evidence, Indirect 

Evidence/Reasoning, Speculation, Citation and I don't know). 

 

Finally, after all 15 statements were evaluated, participants were presented with a final 

challenge.  Five assertions (i.e. only the blue portion) from the corpus of 45, were presented 

and the respondent was asked to rank those in order from highest to lowest level of 

certainty (from one to five, with one being the highest and five the lowest). These assertions 

had been previously grouped into sets of five, where one of the nine possible sets was 

presented to the respondent.  The respondent may or may not have seen any of these 

statements in the 15 prior Survey Question 1 statements. 
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Figure 7:  Example of the Survey 1 questionnaire interface’s final question. Only the blue 

segment of five scholarly assertions were presented.  Participants were asked to drag and drop each 

statement from high to low certainty. 

 

In Survey #2 (S2), the same set of 45 statements was reused to ensure cross-comparisons 

between questionnaires were valid. S2 was distributed among all the departments of the 

Leiden University Medical Center (LUMC), using Center's internal mail between November 

and December 2017. The Qualtrics questionnaire platform was utilized, primarily due to its 

lower cost; the Qualtrics platform is essentially the same as Survey Gizmo with respect to 

its one-at-a-time presentation of the questions and the Web buttons respondents use to 

answer them, with the primary difference between the platforms being aesthetic (color, 

font, branding).  In S2, only two levels of certainty are offered: Relatively High and Relatively 

Low.  

Participants were first presented with the introductory page, which is identical to that of 

S1, but for some small edits related to having only two levels of certainty. Subsequently 20 

statements were presented to each participant, randomly selected from the set of 45, and 

they were asked about the level of certainty of the statement highlighted in blue.  The 

increase in number (from 15 to 20) was to increase the coverage of responses to each 

statement.  As with S1, a second question appeared below the ranking question, asking 

about the basis for the assertion, maintaining the same options, Direct Evidence, Indirect 

Evidence / Reasoning, Speculation, Citation and I do not know. 
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At the end of the Survey a final question, again, asked the respondents to rank a set of five 

statements. In this case, however, the statements were randomly selected from the 45 

“blue” statements (versus being pre-grouped, as in S1). This question is intended to be used 

as an internal control (see Discussion section 5.3).  

Survey 3 (S3) was executed in December 2018. A link to the online questionnaire was sent 

through personal contacts with principal investigators and department heads of the Utrecht 

University Medical Center (UMC Utrecht), Cell Press and the Agronomical Faculty of 

Universidad Politécnica of Madrid.  After the introductory page, 20 randomly-selected 

statements (from the same corpus of 45 statements) were presented to each participant.  In 

this case, they were offered to choose from three levels of certainty, labelled 1, 2 and 3.  

Beneath these questions, as before, participants were asked about the basis of the assertion 

maintaining the same options, Direct Evidence, Indirect Evidence / Reasoning, Specification, 

Citation and I do not know.  Finally, as with the previous two Surveys, participants were 

asked to do a final ranking of five randomly selected statements. 

 

4.4. Ranking study  

To determine if raters were responding randomly or in some other way inconsistently, we 

normalized the statements from each questionnaire to a common scale (from -1 to +1) to 

allow us to compare between surveys (e.g., Question 1 of S1 vs. Question 1 of S2) and 

between questions (e.g. Question 1 of S1 vs. Question 2 of S1). For this we employed a 

variation of Relative importance Index (RII) [89] as follows:  

 

Question 2, Survey 2. Statement’s rank five levels = 
(𝐿1𝑥1)+(𝐿2𝑥0.5)+(𝐿3𝑥0)+(𝐿4𝑥−0.5)+(𝐿5𝑥−1)

𝐴𝑥𝑁
 

Question 1, Survey 3. Statement’s score three levels = 
(𝐿1𝑥1)+(𝐿2𝑥0)+(𝐿3𝑥−1)

𝐴𝑥𝑁
 

 

Each level of certainty represented in each Survey was assigned a value, with the highest 

level of certainty always assigned the value 1 and the most negative level the value -1.  Other 

levels (one or two, depending on the Survey) are distributed evenly between 1 and -1. This 

formula is applied to each statement, for all responses.  The result is a ranked order of 

statements in a range 1 to -1 (from most certain to least certain).  In parallel, the final 

https://paperpile.com/c/hSSRP2/tYYju
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question of the Survey presented five statements to be sorted according to their perceived 

level of certainty.  This provides a set of five possible “scores” for each statement - L1 

represents the number of times a statement (e.g. statement #34) was selected in position 1, 

L2 is the number of times St.#34 was selected in position 2, and so on. This number is 

multiplied by a specific weight for each position. This weight is the result of dividing 2 

(range between 1, -1) between (Number of categories - 1). I.e. S1 with four levels of certainty 

would be (2 / (4-1)) = 0.66. Therefore 𝑤 for L1 is 1, for L2 = 1 - 0.66 = 0.33; for L3 = 0.33 - 

0.666 = -0.33; and L4 = -0.33 - 0.66 = 0.99 ~ (-1). Finally, it is divided by the total number of 

responses for each statement (N) and the highest weight (A), which in our case is always 

one to provide a relative score for each statement 

 

4.5. Statistical Analysis of Survey Responses 

We evaluated each Survey by quantifying the degree of agreement between participants 

who were presented the same assertion.  This was done by comparing the level of certainty 

they indicated was expressed in each statement, given the categories provided in that 

Survey.  

Agreement between participants was assessed by Holley and Guilford's G Index of 

agreement [85], which is a variant of Cohen’s Weighted Kappa (Kw; [90]. Ideally G measures 

the agreement between participants. It was performed based on the following formula:  

𝐺 =
𝑃𝑟𝑜𝑏𝑎𝑏𝑖𝑙𝑖𝑡𝑦 𝑂𝑏𝑠𝑒𝑟𝑣𝑒𝑑(𝑃𝑜) − 𝑃𝑟𝑜𝑏𝑎𝑏𝑖𝑙𝑖𝑡𝑦 𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑏𝑦 𝐶ℎ𝑎𝑛𝑐𝑒(𝑃𝑐)

1 − 𝑃𝑟𝑜𝑏𝑎𝑏𝑖𝑙𝑖𝑡𝑦 𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑏𝑦 𝐶ℎ𝑎𝑛𝑐𝑒(𝑃𝑐)
 

𝐺 =
𝑃𝑂 − 𝑃𝑐

1 − 𝑃𝑐
 

 

The key difference between Kw and G is in how chance agreement (Pc) is estimated. 

According to [91], "G appears to have the most balanced profile, leading us to endorse its 

use as an index of overall interrater agreement in clinical research". G is defined a priori, 

being homogeneously distributed among categories as the inverse of the number of 

response categories [91], thus making G=0.25 for S1; G=0.50 for S2; and G= 0.33 for S3. The 

accepted threshold for measuring agreement and its interpretation has been suggested by 

Landis & Koch, 1977 [92,93] as follows: ≤ 0.2 = Poor; 0.21 - 0.4 = Fair; 0.41 - 0.60 = 

Moderate; 0.61 - 0.80 = Substantial; 0.81 - 1.00 = Almost Perfect. Anything other than the 

https://paperpile.com/c/hSSRP2/Rgtkv
https://paperpile.com/c/hSSRP2/BnPQC
https://paperpile.com/c/hSSRP2/L4dnf
https://paperpile.com/c/hSSRP2/L4dnf
https://paperpile.com/c/hSSRP2/1AygZ+fVwnO
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‘Poor’ category is considered in other studies to represent an acceptable level of agreement. 

[94],[95]. 

 

4.6. Clustering 

We investigated the ideal number of clusters into which statements group based on the 

profile of the annotator’s responses, as a means of identifying the correct number of 

certainty categories. To estimate this, Hierarchical Clustering analysis (HCA) and the 

Spearman correlation test were performed to determine certainty category association 

between questionnaires (Fig.12), using the shared classified statements in that category as 

the metric [96] [97], [98], [99].  Although these represent conceptually distinct analyses, we 

represent them in the same chart because the outputs are mutually supportive. HCA finds 

clusters of similar elements, while Spearman correlation coefficient considers the weight 

and direction of the relationship between two variables. It is worth emphasizing the 

importance of the rank-based nature of Spearman’s correlation. Spearman’s formula rank 

the variables in order, then measures and records the difference in rank for each 

statement/variable. Thus, “...if the data are correlated, [the] sum of the square of the 

difference between ranks will be small” [100], which should be considered when interpreting 

the results. Interpretation of Spearman correlation was as follows: Very Low ≤ 0.2; Low ≤ 

0.5; Moderate ≤ 0.7; High ≤ 0.9 and Very High > 0.9 [87] [101]. All Spearman interactions 

are based on hypothesis testing. To determine the importance of the results, p-values were 

generated as an indicator of the existence of correlation between certainty categories. HCA 

and Spearman values were generated using the python libraries seaborn and pandas. 

Normalization allows the comparison of two nominal variables on different scales. Prior to 

Principal Component Analysis (PCA) and cluster analyses, we first normalized for the 

different number of annotators for each statement, and centered, using the scale function 

from R and the Python package scikit-learn. PCA is a widely used method for attribute 

extraction to help interpret results. We used PCA to extract the essential features of inter-

rater agreement from the questionnaire data [97] [99]. We applied PCA using scikit-learn to 

the result-sets, and utilized K-means from the same python package to identify cluster 

patterns within the PCA data. These cluster patterns reflect groups of similar “human 

behaviors” in response to individual questions under all three Survey conditions. The input 

to both statistical functions was the results of the questionnaire in the form of a contingency 

table, where each statement is represented by the profile of annotations it received from all 

annotators. The optimal number of components was selected using Horn's parallel analysis, 

https://paperpile.com/c/hSSRP2/pbC11
https://paperpile.com/c/hSSRP2/Gy4Nr
https://paperpile.com/c/hSSRP2/17U8x
https://paperpile.com/c/hSSRP2/CUg3L
https://paperpile.com/c/hSSRP2/c0BTv
https://paperpile.com/c/hSSRP2/eBrHP
https://paperpile.com/c/hSSRP2/oqfzf
https://paperpile.com/c/hSSRP2/GgnBE
https://paperpile.com/c/hSSRP2/Xwkh4
https://paperpile.com/c/hSSRP2/CUg3L
https://paperpile.com/c/hSSRP2/eBrHP
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applied to certainty categories on the three different Surveys. Detailed output is provided 

in Figure 25, 26 and 27 of supplementary information; our decision to choose three 

components as the most robust number to capture relevant features of our data is justified 

in the Results section. To determine the optimal K (cohesion of the clusters), several indices 

were analyzed using the R package NbClust [102]. NbClust provides 30 different indices 

(e.g., Gap statistic or Silhouette coefficient) for determining the optimal number of clusters 

based on a “majority rules” approach [103]. Membership in these clusters was evaluated via 

Jaccard similarity index comparing, pairwise, all three clusters from each of the three 

Surveys to determine which clusters were most alike (Table 9). This provides additional 

information regarding the behavior of annotators between the three Surveys; i.e., the 

homogeneity of the three identified categories between the three distinct Surveys. The 

Princomp and paran functions in R were utilized to execute PCA (Table 10) and Horn’s 

parallel analysis, respectively. The PCA and K-Means functions from scikit-learn were 

employed to create the visualizations in Fig. 17 [104].  

Additionally, to be able to compare questionnaires with different certainty categories, we 

applied the Relative Importance Index (RII) in the three Surveys (previously described in 

the Ranking study section), obtaining a score for each statement. Subsequently, we 

conducted a comparison both between questionnaires and between each question within 

each questionnaire, using Wilcoxon rank-sum test (two samples) and Kruskal-Wallis test (> 

two samples) to determine if there were significant differences between the test subject 

groups, given that each questionnaire was carried out using a distinct set of respondents.  

Finally, we also executed an internal-control validation using the RII score from Q2 from 

each Survey to measure the degree to which respondents were behaving inconsistently or 

answering randomly and an independence test between Q2 of S2 and S3 using raw data to 

confirm the significant similarity between the responses of both questionnaires. 

 

4.7. Identifying Reference Spans 

We executed numerous attempts and approaches to accurately capturing the reference 

spans of a citation, with the desire to automate the creation of citation chains.  These were 

intended to be used in the latter portions of the thesis, as the input to the detection of 

“inflection points” (i.e., where certainty changes) along a citation chain. To achieve this, we 

used four different approaches: TF-IDF, Word2Vec, TF-IDF Embedding Vectorizer and 

Doc2vec. 

https://paperpile.com/c/hSSRP2/TSDP5
https://paperpile.com/c/hSSRP2/IyAa7
https://paperpile.com/c/hSSRP2/GfmCv
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By way of preprocessing, several methods were applied to training set and test set in order 

to facilitate the capture of information. All of them were applied both jointly and separately. 

•  Stemming: Method to reduce a word to its root. (Playing -> Play) 

• Lemmanization: Process similar to stemming but it makes sure that the 

resulting word belongs to the language. (Ran -> Run). 

• Stopwords: set of words that are omitted or removed from the sentence, 

since they are considered meaningless. 

• Removing references. 

Word2Vec, Doc2Vec dictionaries were obtained taking as input the TREC Genomics 

collections, 2004 and 2006 [114]. Both consist of a corpus of 1.45 billion tokens 

specialized to the biomedical domain [115]. 

 

4.8. Certainty Assignment of a New, Larger Corpus 

To this point, the focus of the work has been in determining the number of certainty 

categories, and to some degree, their nature.  This was achieved through a series of 

manually-executed Surveys.  While this is informative, it is of little utility; certainty 

annotation on a new corpus would need to be undertaken manually by individuals who had 

extensively studied our experimental results, and this is clearly impractical.  

This section describes the algorithms that we have used to experimentally compare several 

machine learning systems with the goal of automating certainty assignments to new 

statements. We investigate several aspects, including whether an artificial intelligence 

algorithm can distinguish certainty categories, and if so, which algorithm can do so most 

efficiently. 

Training a machine learning algorithm requires considerable sample data. According to 

Jason Brownlee13, "No one can tell you how much data you need for your predictive modeling 

problem". The amount of data required depends on several factors, such as the complexity 

of the underlying connection between the input variable and the variable that we want to 

obtain or the complexity of the learning algorithm to inferentially learn the existing links 

between variables from specific patterns. 

 

13 https://machinelearningmastery.com/much-training-data-required-machine-learning/ 
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It is clear that our sample set of 45 publicly-categorized statements is insufficiently large to 

be used as a training dataset.  Thus, it is necessary to create a larger set of new classified 

sentences; however, it is impractical to use the Survey approach to annotate these.  As such, 

it was necessary to use our own experience in studying these statements and their three-

category classification to manually annotate, based on this experience, a new larger corpus, 

followed by a validation of our annotations compared to those generated by the public 

survey process. 

We started with statements from the MedScan corpus [105]. MedScan is natural language 

processing software that manage sentences from MEDLINE abstracts oriented to 

biomedical domain. We obtained 23,000 statements/clauses from this corpus. We then 

applied two filtering steps to retain only those sentences that are similar to those in the 45-

statement corpus. 

• Hedging: is the grammatical expression that encompasses hesitation. According 

to [3], it usually follows a specific structure like "This may indicate that". 

Therefore, we use the word "that" as our first filter, to enrich for statements that 

include hedging. "That" is a non-informative and very common word14. It is used 

as a relative and demonstrative pronoun; it is also used as a determiner. Most 

importantly, it is used as a conjunction, connecting names, verbs or adjectives 

with the following clause: e.g., "This result suggests that..." "We report that..." or 

even referring to other articles "It is thought that..." 

• Paragraph length: Since MedScan parses abstracts, we filtered for paragraphs 

with a length of less than 350 words, in order to enrich our new corpus with 

assertions that are brief, as per our original corpus. 

From these filtering steps, we arrived at a corpus of 3271 novel statements.  These 

statements were then manually annotated by us, using the certainty categories from our 

surveys, based on our familiarity with the majority-rules classification of the 45 statements 

in each survey.   

We then undertook several validations to ensure that this self-executed classification was 

comparable to the public classification of the original corpus.  In particular, we self-

classified the original 45 statements using the categories obtained from majority-rule in all 

 

14 https://dictionary.cambridge.org/es/gramatica/gramatica-britanica/pronouns/that 

https://paperpile.com/c/hSSRP2/pZQBk
https://paperpile.com/c/hSSRP2/ZqoXB
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three Surveys, and compared our classification to that of the public annotations obtained in 

the Surveys.  To measure the difference between our responses and participant responses, 

we employed cosine similarity (scikit-learn15). Cosine similarity measures the cosine angle 

between two vectors. When both vectors point in the same direction, the angle is 0 and 

result cosine 1 (Figure 8). When the two features are in opposition to one another the result 

is -1. The results of these control tests are shown in Figure 22. 

 

 

Figure 8:  Cosine Similarity explanation16 

 

We tested three approaches to machine learning, using identical sets of training and testing 

corpora (a subset of 250 statements from the 3271 selected above): XGBoost [106], Random 

Forest [107] and Neural Networks [108].  

• XGBoost: “Extreme Gradient Boosting”, is a machine learning implementation of 

gradient boosted tree algorithms designed for speed and performance [109]. The 

parameters used to learn the classification follows the guidelines proposed by 

Brownlee [110] [111].  The specific parameters used were: 

 

▪ Objective: ‘binary:logistic’ - “Specify the learning task and the 

corresponding learning objective” 

▪ Learning_rate: 0.25 - “Boosting learning rate” 

▪ n_estimator: 300 - “Number of boosted trees to fit.” 

▪ max_depth: 50 - “Maximum tree depth for base learners.” 

 

15 http://scikit-learn.org/stable/modules/generated/sklearn.metrics.pairwise.cosine_similarity.html 
16 http://blog.christianperone.com/wp-content/uploads/2013/09/cosinesimilarityfq1.png 

https://paperpile.com/c/hSSRP2/idbqS
https://paperpile.com/c/hSSRP2/97cIK
https://paperpile.com/c/hSSRP2/DQGKL
https://paperpile.com/c/hSSRP2/u5rrX
https://paperpile.com/c/hSSRP2/3SHql
https://paperpile.com/c/hSSRP2/H72TJ
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▪ min_child_weight: 1 - “Minimum sum of instance weight(hessian) 

needed in a child.” 

▪ subsample: 0.5 - “Subsample ratio of the training instance” 

▪ colsample_bytree: 0.8 - “Subsample ratio of columns when 

constructing” each tree. 

▪ scale_pos_weight: 1 - “Balancing of positive and negative weights.” 

▪ seed: 27 - “Random number seed.” 

 

• Random Forest: The parameters used to obtain the classification follow the 

guidelines from Koehrsen [112]. The specific parameters used were: 

▪ n_estimators: 1000 - “Number of trees in the forest” 

▪ Criterion: mse - Mean Squared Error. “Function to measure the quality 

of a split”. 

▪ Min_samples_split:  2 - “The minimum number of samples required to 

split an internal node” 

▪ Random_state : 42 - “seed used by the random number generator” 

▪ Min_samples_leaf: 1 - “minimum number of samples required to be at 

a leaf node” 

 

• Neural Network: As we described in the Machine Learning section. Neural 

networks is a machine learning algorithm where information is connected 

through nodes. It is intended to analyze and predict complex data. The specific 

parameters used were: 

▪ Activation: relu, sigmoid- functions that define the state of a node and 

its output for the next layer. “relu”: Rectified Linear Units, is the 

simplest non-linear function that loses the effect of backpropagation 

errors from other functions. “sigmoid”: a function that falls the values 

of the nodes between 0 and 117. 

▪ Dense: 40, 20, 10, 2 - Number of nodes/neurons of each layer 

▪ loss: 'binary_crossentropy' - Compute the error among the output and 

the predicted output. 

 

17 http://www.machineintellegence.com/different-types-of-activation-functions-in-keras/ 

https://paperpile.com/c/hSSRP2/iVArV
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▪ optimizer: 'rmsprop' - Function to change the weights of the 

connections18. 

▪ metrics: 'accuracy’ - Function to evaluate the performance of the 

model. 

The outcome of this exploratory study showed that Neural Networks had an initial 65% 

accuracy, compared to 40% for Random Forest and 60% for XGBoost.  As such, we decided 

to focus on Neural Networks, and improve on that score by tuning the hyperparameters, 

leading to a more accurate model.  This model was used for the classification we will now 

describe. 

 

4.9. Certainty Classification and Machine Learning Model 

We addressed the creation of a machine-learning model by considering this task to be 

similar to a sentiment analysis problem, where algorithms such as Recurrent Neural 

Network (RNN) with Long Short Term Memory (LSTM) have been applied [113] [114] 

[115]. The training set data was the 3271 statements extracted from Medscan, as described 

earlier. A 6-layer neural network architecture was employed to train and validate model 

performance. 

 

Table 4: Final machine learning model parameters.  

Layer  Shape/Nodes 

Word2Vec Embedding Words 200 

Dense - Dropout - L1 regularizer 300 - 0.25 - 0.000001 

Dense - Dropout - L1 regularizer 200 - 0.25 - 0.000001 

Dense - L1 regularizer 100 - 0.000001 

LSTM - Dropout - Recurrent dropout 50 - 0.1 - 0.1 

Dense - Activation  3 - Sigmoid 

Loss - Optimizer* Binary crossentropy - rmsprop 

*Loss and Optimizer are required parameters to compile the model. 

 

 

 

18 https://medium.com/data-science-group-iitr/loss-functions-and-optimization-algorithms-demystified-bb92daff331c 

https://paperpile.com/c/hSSRP2/f893n
https://paperpile.com/c/hSSRP2/nxL1Z
https://paperpile.com/c/hSSRP2/obYL7
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The following points explain the parameters used in our model: 

• Embedding: Word2Vec dictionary - Words are represented by single vectors of 

200 length and set the weights for the embedding matrix. This dictionary was 

obtained taking as input the TREC Genomics collections, 2004 and 2006 [116]. 

Both consist of a corpus of 1.45 billion tokens specialized to the biomedical 

domain [117]. 

We used the Gensim python package; specifically, the class 

gensim.models.Word2Vec.  The parameters used to obtain the vectorization of the 

words follows the guidelines from [118]. 

▪ Size: 200 → Word vector’s dimension. 

▪ Alpha: 0.05 → Initial learning rate. 

▪ Window: 2 → Maximum distance between input word and context. 

▪ Min_count: 5 → Minimal prevalence of words. 

▪ Sample: 1e-4 → Threshold for aleatory down-sampling words with high 

frequency. 

▪ Sg: 1 → Skip - gram model. 

▪ Negative: 10 → “negative sampling will be used, the int for negative specifies 

how many “noise words” should be drawn"19. 

▪ Iter: 20 → Number of Iterations. 

▪ Dropout: Technique to regularize weights and reduce overfitting. 

▪ kernel_regularizer: “Regularizers allow to apply penalties on layer 

parameters or layer activity during optimization”20. 

▪ LSTM: “The core of the model consists of an LSTM cell that processes one word 

at a time and computes probabilities of the possible values for the next word in 

the sentence”21. 

 

Validation was executed using 20-fold CV scheme, which is considered adequate for a 

corpus of this size [119], [120], [121]. To design the neural network model, the Python 

library Keras [122] was utilized, with TensorFlow[123] as the backend. Precision, recall and 

overall accuracy were calculated as additional supporting evidence for classifier 

 

19 https://radimrehurek.com/gensim/models/word2vec.html 
20 https://keras.io/regularizers/ 
21 https://www.tensorflow.org/tutorials/sequences/recurrent 

https://paperpile.com/c/hSSRP2/H56gs
https://paperpile.com/c/hSSRP2/DNCF3
https://paperpile.com/c/hSSRP2/fNjWK
https://paperpile.com/c/hSSRP2/t2Sg3
https://paperpile.com/c/hSSRP2/oHofr
https://paperpile.com/c/hSSRP2/67rGC
https://paperpile.com/c/hSSRP2/Pemn2
https://paperpile.com/c/hSSRP2/u3YiJ
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performance from a confusion matrix [24], [25], [26], comprised of the following terms and 

formulas: True Positive (TP); True Negative (TN); False Positive (FP); False Negative (FN). 

Precision measures how accurately a model predicts a value or a class. 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃+𝐹𝑃
  

 

Recall measures the percentage of samples of a class that belong to that class. [124] 

Recall = 
𝑇𝑃

𝑇𝑃+𝐹𝑁
  

 

F-score is the harmonic mean (average) of the precision and recall for a specific class. 

𝐹 − 𝑆𝑐𝑜𝑟𝑒 =
𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 𝑥 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 𝑥 2

𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 + 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛
 

 

Accuracy is the total percentage of the sample correctly classified. [125] 

𝑂𝑣𝑒𝑟𝑎𝑙𝑙𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝐹𝑃 + 𝐹𝑁 + 𝑇𝑁
 

 

Finally, we also employed Kappa as a commonly-used statistic to compare automated and 

manual adjudication [126]. Kappa was calculated using the pycm python package. 

All raw data and libraries used are available in the project GitHub, together with Jupyter 

Notebooks (both R and Python 2.7 kernels) showing the analytical code and workflows used 

to generate the graphs presented in this manuscript and the Supplementary Information 

[127]. 

 

 

 

 

https://paperpile.com/c/hSSRP2/C22dI
https://paperpile.com/c/hSSRP2/ExH3U
https://paperpile.com/c/hSSRP2/vsU9J
https://paperpile.com/c/hSSRP2/TVGl4
https://paperpile.com/c/hSSRP2/G7EMV
https://paperpile.com/c/hSSRP2/p2qJL
https://paperpile.com/c/hSSRP2/c9VAC
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5. RESULTS 
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5.1. Certainty Surveys 

Survey 1: Survey 1 was started by 125 participants, of whom 75 completed 100% of the 

Survey (average of 13 responses per participant). 26 raters completed the Survey partially. 

23 did not answer any questions and one answered Low for all statements. These latter 24 

participants were removed from all subsequent analyses. All statements, except statement 

#13 (2.2% of total as Poor), scored at or above the minimum agreement (G = 0.21; “Fair” 

degree of agreement on the [93] scoring system). In addition, seven of 45 statements 

(15.5%; represented by items 7, 23, 24, 31, 32, 41, 43) obtained agreement in two certainty 

categories simultaneously. Table 5 and Figure 9 show the distribution of sentences among 

certainty categories and agreement levels.  

• 11 of 45 sentences (24.4%) were classified as High certainty.  

▪ 4/11 (8.9% of total) obtained Fair agreement [0.21 - 0.40] 

▪ 3/11 (6.6% of total) showed Moderate agreement [0.41 - 0.60] 

▪ 3/11 (6.6% of total) obtained Substantial agreement [0.61 - 0.80] 

▪ Only 1 of 13 (2.2% of total) reached Almost Perfect agreement [0.81 - 1.00]. 

• 14 of the 45 (31.1%) sentences obtained agreement for the level of certainty Medium 

High.  

▪ 8/14 (17.7% of total) achieved Fair agreement. 

▪ 5/14 (11.11%) obtained Moderate agreement 

▪ One statement (2.2% of total) achieved Substantial agreement.  

• Medium Low is represented by 12 of 45 statements (26.6%).  

▪ 9 of 12 statements obtained Fair agreement (20% of total). 

▪ Finally, three statements (6.6%) obtained Moderate agreement. 

• There was no agreement for any statement at the Low certainty level.  

 

Table 5: Categorization Consistency of Statements (by Statement number) for Survey S1  

Agreement 

Level High 

% of 

Corpus Medium High 

% of 

Corpus Medium Low 

% of 

Corpus Low 

% of 

Corpus 

Almost 

Perfect 

[0.81-1.00]  29 2.2% 0 0% 0 0% 0 0% 

Substantial 

[0.61-0.8] 

 25, 

27, 30 6.6% 5 2.2% 0 0% 0 0% 

Moderate 

[0.41-0.6] 

 4, 28, 

42 6.6% 

19, 35, 37, 40, 

45 11.11% 21, 36, 44 6.6% 0 0% 

Fair 

[0.21-0.4] 

 3, 15, 

22, 38 8.9% 

 2, 8, 9, 16, 17, 

20, 34, 39 17.7% 

1, 6, 10, 11, 

12, 14, 18, 26, 

33 20% 0 0% 

Poor [≤0.2]  13 2.2%       

Double 

Classified  41, 43 4.4% 

7, 23, 24, 31, 32, 

41, 43 15.5% 

7, 23, 24, 31, 

32,  11.11%   

https://paperpile.com/c/hSSRP2/fVwnO
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Figure 9: Distribution of the statements classified and G index agreement in S1. The orange 

line in the lower panel of the figure represents the minimum agreement necessary to consider. 
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Survey 2: Survey 2 had 246 raters, with 150 completing the Survey (average of 16 

responses per participant). 65 partial responses and 31 unanswered. Participants who 

provided no answers were excluded from the analysis. Again, participation was anonymous, 

and no demographic information was collected. Disposition of Certainty categories and 

agreement levels are shown in Table 6 and Figure 10. Seven of the totals of 45 statements 

(15.5%; items 2, 7, 8, 17, 20, 26, 35) did not reach significant agreement for any 

Confidence/Certainty level. 

 

• Relatively High was selected for 19 of 45 statements (42.2%). 

▪ three of 19 obtained Fair agreement (6.6% of total). 

▪ Moderate agreement was observed for three statements (6.6% of total). 

▪ Seven statements (16% of total) acquired Substantial agreement.  

▪ Agreement for Almost Perfect (13% of total) was achieved by six statements 

• The remaining statements (42.2% of total) were selected as Relatively Low.  

▪ 10/19 (22.22 % of total) reached Fair agreement.  

▪ 7/19 statements (15.5 % of the total) obtained Moderate agreement.  

▪ Two statements achieved Almost Perfect agreement (2/19, 4.4% of total). 

 

 

Table 6: Categorization Consistency of Statements (by Statement number) for 

Survey S2 

Agreement 

Level Relatively High 

% of 

Corpus Relatively Low 

% of 

Corpus 

Almost 

Perfect [0.81-

1.00] 

 25, 27, 28, 29, 30, 

41 13.32% 36, 44 4.4% 

Substantial 

[0.61-0.8] 

 3, 15, 22, 38, 40, 

42, 43 15.5% 0 0% 

Moderate 

[0.41-0.6]  5, 6, 9,  6.6% 

10, 11, 14, 18, 31, 33, 

39 15.5% 

Fair 

[0.21-0.4]  4, 37, 45 6.6% 

1, 12, 13, 16, 19, 21, 23, 

24, 32, 34 22.2% 

Poor [≤0.2] 

 2, 7, 8, 17, 20, 26, 

35 15.5%   

Double 

Classified  0 0%   
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Figure 10: Distribution of the statements classified and G index agreement in S2. The orange 

line in the lower panel of the figure represents the minimum agreement necessary to consider. 
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Survey 3: Table 7 and Figure 11 summarize the levels of agreement and certainty 

classifications observed in Survey 3. 48 of 78 evaluators finished the entirety of Survey 3 

(average of 18 responses per participant). 21 submissions had no answer and nine 

completed S3 partially. Evaluators who provided no responses were excluded from the 

study.  Categories were labelled numerically with the category “1” representing the highest 

level of certainty, “2” representing some intermediate certainty, and “3” the lowest level of 

certainty.  Minimum agreement (G = 0.21) or superior was observed in 41 of 45 statements 

(91.1%) with no doubly-classified statements, indicating little to no annotator perception 

of overlap between the presented categories. Four of 45 statements (8.8%) did not obtain 

agreement for any certainty category. 

 

• Category 1 was selected for 13 of 45 statements that compose the Survey. 

▪ Fair agreement is represented by one of 13 statements (2.2% of the total). 

▪ 5/13, (~11% of total), achieved Moderate agreement. 

▪ 5/13 (~11% of total) obtained Substantial agreement.  

▪ Finally, 2/13 (~4% of total) were Almost Perfect agreement.  

• 24 of 45 (53.3% of total) were selected with Category 2. 

▪ Fair agreement was obtained for 14/24 (31.1% of total). 

▪ Moderate agreement for 10/24 (22.2% of total). 

• Category 3 was selected for four out of 45 sentences (8.8% of total). 

▪ All with Fair agreement. 

 

Table 7: Categorization Consistency of Statements (by Statement number) for Survey S3 

Agreement 

Level Category 1 

% of 

Corpus Category 2 

% of 

Corpus Category 3 

% of 

Corpus 

Almost Perfect 

[0.81-1.00]  3, 15, 27 4.4% 0 0% 0 0% 

Substantial 

[0.61-0.8] 

 28, 29, 38, 

42 11.11% 0 0% 0 0% 

Moderate 

[0.41-0.6] 

 4, 25, 30, 41, 

43 11.11% 

2, 16, 17, 23, 

26, 33, 34, 35, 

37, 40 22.22% 0 0% 

Fair 

[0.21-0.4]  22 2.2% 

1, 6, 8, 9, 10, 

11, 12, 13, 18, 

19, 20, 31, 32, 

45 31.11% 21, 24, 36, 44 8.8% 

Poor [≤0.2]  5, 7, 14, 39 8.8%     

Double 

Classified  0 0%     
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Figure 11: Distribution of the statements classified and G index agreement in S3. The orange 

line in the lower panel of the figure represents the minimum agreement necessary to consider. 
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5.2. Clustering of Statements by Survey Results 

The Spearman correlation coefficient considers the weight and direction of the relationship 

between two variables, while Hierarchical clustering analysis (HCA) discovers clusters of 

similar elements.  

Table 8:  Interpretation of Spearman correlation [87,101]. 

Very Low Low  Moderate  High  Very High 

≤ 0.2 ≤ 0.5 ≤ 0.7 ≤ 0.9  > 0.9 

 

As shown in Fig.12, HCA and Spearman correlation rank revealed three primary clusters. 

• The first branch of the HCA, left-top side of Fig.12 clustered S3-1, S1-High and S2-

Relatively High indicating these categories show significant Spearman 

correlation (r = 0.81, p-value = 2.3e-11 S1-High/S2-Relatively High; r = 0.72, p-

value = 3.2e-8 S1-High/S3-1; r = 0.79, p-value = 1.3e-10 S2-Relatively High/S3-

1).   

• The Second branch of the hierarchical tree is split again into two main sub-trees, 

including the center and right sides of the Figure.  

▪ The central cluster in Fig.12, differentiated by excellent Spearman 

correlation, contains S1-Medium Low, S2-Relatively Low and S3-3 

categories (r = 0.78, p-value = 2.5e-10 S1-Medium Low/S3-3; r = 0.81, p-

value = 1.3e-11 S2-Relatively Low/S3-3; r = 0.83, p-value = 1.5e-12 S1-

Medium Low/S2-Relatively Low).  

▪ Finally, the smaller cluster on the right side of Fig.12 comprises S1-

Medium High and S3-2 with moderate Spearman correlation (r = 0.55, p-

value = 7.8e-5), confirming that a third certainty category has sufficiently 

strong support.  

 

https://paperpile.com/c/hSSRP2/GgnBE+Xwkh4
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Figure 12: Spearman Rank Correlation, hierarchically-clustered heatmap (A) and their 

respective p-values (B) comparing the statements assigned to the Certainty Categories 

among all three questionnaires. The clustering tree and heatmap are based on participant’s 

responses from questionnaires S1, S2 and S3. 
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Supporting previous cluster testing, according to the majority rule, NbClust results 

(Fig.13) indicate that:  

• 16 indices proposed three as the best number of clusters for the results of S1 (Fig.13.A) 

• 11 indices proposed two as the best number of clusters for the results of S2 (Fig.13.B) 

• 6 indices proposed  three as the best number of clusters for the results of S2 (Fig.13.B) 

• 14 indices proposed three as the best number of clusters for the results of S3 (Fig.13.C) 

 

 
Figure 13 shows the optimal number of clusters for each Survey.  Note that, surprisingly, 

the second-most optimal number of clusters for Survey 2 was three (Fig. 13.B), despite S2 

having only two possible responses.  This will be examined further in the Discussion section. 

 

Figure 13: Majority rule output for deciding the optimal number of clusters (k) in the three 

Surveys. (A) Majority rule indicates three clusters for Survey 1.  (B) Majority rule indicates two 

clusters for Survey 2, though there is notable support for three clusters. (C) Majority rule indicates 

three clusters for Survey 3, with notable support for two clusters. 
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Table 9: Jaccard Similarity clusters resulting from K-Means applied to questionnaire results. 

Jaccard similarity index on k-means results from scaled questionnaire responses. The score is the result 

from statements’ labels pairwise comparison. A dash indicates that it is not possible to compare due to 

differing cluster size. 

 S1-S2 S1-S3 S2-S3 

Cluster 1-1 0,923 0,923 0,786 

Cluster 1-2 - - - 

Cluster 1-3 0 0 - 

Cluster 2-1 - - - 

Cluster 2-2 0,474 0,737 0,833 

Cluster 2-3 - - - 

Cluster 3-1 0 0 - 

Cluster 3-2 - - - 

Cluster 3-3 0,846 0,692 0,684 

 

 

The Jaccard similarity index showed measures, in terms of statement composition, that 

exceed 0.68 when comparing the same cluster between surveys S1, S2 and S3, with the 

exception of cluster 2 between S1 and S2, that shows a Jaccard similarity index of 0.47. 

 

 

 

 

 

 



 

 

 

77 

 

Figure 14: Clustering analysis of k-means results for S1 using Elbow, Silhouette and GAP 

statistic method. Dotted lines represent the optimal cluster chosen by each method. 

Figure 15: Clustering analysis of k-means results for S2 using Elbow, Silhouette and GAP 

statistic method. Dotted lines represent the optimal cluster chosen by each method. 

 

Figure 16: Clustering analysis of k-means results for S3 using Elbow, Silhouette and GAP 

statistic method. Dotted lines represent the optimal cluster chosen by each method.  

More in-depth analysis based on the study of k-means results, shows that the optimal 

number of clusters is three.  Using the Elbow method (identifying the point at which there 
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is a maximal change in the rate of decrease – the “elbow”), Figures 14, 15 and 16 (Survey 1, 

2 and 3 respectively) present the values of the number of optimal clusters for k-means as k 

= 3.  In addition, according to the GAP Statistics criteria, the most suitable number of clusters 

is three (Figure 14 and 16, Survey 1 and 3), since in choosing the optimal K, we by necessity 

must take the highest value of the GAP rate. Finally, Silhouette criteria is a widely used 

method for selecting the optimal number of clusters. It is a more conservative method that 

measures how well each sample fits into the k-means clusters. In the three cases, the 

Silhouette criterion obtained a value of k = 2. 

 

 

Figure 17. Principal component analysis of responses to Question 1.1 in the three Surveys. 

Bi-plot of certainty level distribution over results from k-means clustering (colors) for: Survey 1 

(A), Survey 2 with three clusters (B), Survey 2 with two clusters (C) and Survey 3 (D). Each dot 

represents a statement. Red lines are the eigenvectors for each component 
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Table 10: Analysis of Principal Components of Question 1.1 for S1 
Statement Classifications 
Principal Components: Comp.1 Comp.2 Comp.3 Comp.4 

High  0.620 -0.235 0.185 0.725 

Medium High  -0.210 0.795 0.473 0.317 

Medium Low  -0.618 -0.121 -0.480 0.611 

Low  -0.436 -0.546 0.716 0.013 

Component variances  2.238 1.275 0.382 0.105 

Standard deviation  1.496 1.129 0.618 0.324 

Proportion of Variance  0.560 0.319 0.095 0.026 

Cumulative Proportion  0.560 0.878 0.974 1.000 

 

 

Standard Deviation (row 1), Proportion of Variance (row 2) and Cumulative Proportion 

(row 3) are summarized in Table 10 for S1, for each principal component. Table 10 

additionally supplies the information to explain each component and its relative weighting, 

requisite to understanding all components. The first three components explain 97% of the 

variance of the data. Fig. 17A shows the graph resulting from a principal component analysis 

(PCA) of Q1 responses to statements from S1, clustered by K-Means (colored dots). Red lines 

represent the eigenvectors of each variable (here the certainty categories) for PC1 against 

PC2. A coefficient close to 1 or -1 indicates that variable strongly influences that component. 

Thus, the High category has a strong influence on PC1 (0.62), Medium High primarily 

influences PC2 (0.79), and Medium Low and Low have a notably strong negative 

relationship with PC1 (-0.62 and -0.44, respectively). Additionally, Low influences PC2 in a 

negative relationship (-0.54). The same approach was followed for S2 and S3, with the 

results shown in Fig. 17B, C, and D (tabular data for PCA of S2 and S3 not shown).  For Survey 

S2, we show the K-Means clustering results for both a three-cluster solution (Fig. 17B), and 

a two-cluster solution (Fig. 17C). 

5.3. Comparison Between Surveys 

Considering now the second part of the Survey - that is, the statement-ranking question 

(Question 2) - the objective was to provide a second, distinct way of capturing perceived 

certainty in order to compare it to the results of Question 1 as a form of internal control, but 
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also to ensure that comparison between the three Surveys is valid. By presenting statements 

using a different approach to statement evaluation (ranking) and a different interface (drag-

and-drop), that is shared among all three Surveys, Question 2 can corroborate that 

participants answer consistently; effectively, if respondents are answering consistently, 

then a statement categorized as high certainty should consistently appear “above” a low 

certainty statement in a ranking test, and this should be true over all three Surveys. We had 

concerns about the design of Question 2 (Q2) for Survey 1 given its task of being an internal 

control.  The error lies in our pre-selection of groups of five statements to be presented to 

the respondent for the ordering task, which would almost certainly introduce bias, and 

would fail to test all-against-all (v.v. statements) as is necessary for an adequate internal 

control. As such, while this pre-grouping was necessitated by the limitations of the 

questionnaire platform used in that Survey, all data from Q2 of S1 will be ignored for the 

purpose of analysis. Nevertheless, as they remain somewhat informative, the data from S1 

Q2 will be included in some of the visualizations and tables shown below. 

To determine if there were significant differences in the responses obtained between the 

different Surveys (and different respondent populations), a Wilcoxon and/or Kruskal-

Wallis (K-W) test was performed to compare between two groups, or three groups, 

respectively.  

• 𝐻0 = Population response distribution is the same for S2 and S3. Same 

population. 

• 𝐻1 = Population responses distribution are NOT the same for S2 and S3. Different 

populations. 

Table 11: Analysis of differences between groups using Kruskal-Wallis (> 2 groups) and U-Mann 

Whitney test (2 groups) 

Question 1 of Surveys: 𝜒2// W Degrees of Freedom P-value 

S1-S2 1189 - 0.1544 

S1-S3 1249 - 0.0563 

S2 - S3 957.5 - 0.6572 

S1 - S2 - S3 3.7343 2 0.1546 

 

Question 2 of Surveys: 𝜒2// W Degrees of Freedom P-value 

S2 - S3 1004 - 0.9453 
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The result of the Wilcoxon test for Question 1 between S1 and S2 is p = 0.154, for S1 and S3 

is p = 0.056 and for S2 and S3 is p = 0.657.  Likewise, the result for Question 2 between S2 

and S3 is p = 0.945.  The result of the Kruskal-Wallis test when we compared Question 1 of 

the three Surveys is p = 0.154.  As all p-values are higher than 0.05, there is insufficient 

evidence to reject the null hypothesis. Therefore, we accept 𝐻0that all three Surveys are 

being answered as if from the same population.  Specifically, the results of the tests for 

Question 1 show that the different respondent populations follow the same tendency when 

classifying each statement, despite being offered a different number of levels of certainty in 

each Survey. Moreover, when each group responded to an identical question (Question 2 - 

rank five statements), the difference in the response tendency among all populations 

becomes smaller (p-value > 0.9), indicating a very close match in response behaviors 

throughout all three Surveys. 

As a post-hoc test to corroborate these results, and to avoid any kind of bias from using the 

result of the Relative Importance Index score in the KW and Wilcoxon test, we performed an 

Independence test for Question 2 between Surveys 2 and 3. 

Table 12: Independence Test 

Question 2 of Surveys: maxT Degrees of Freedom P-value 

S2-S3 15.297 - < 2.2e-16 

 

• 𝐻0 or "Null hypothesis" = The responses to the questionnaires are 

independent. 

• 𝐻1 or "Alternative hypothesis" = The answers to the questionnaires are not 

independent. 

The result of the independence test is a p-value much less than 0.05, and therefore the null 

hypothesis is rejected. That is, the answers from S2 and S3 are not independent, and 

therefore the respondents are behaving nearly identically.  This is consistent with the 

previous result and confirms that the statistical analysis performed using RII score did not 

bias the obtained result. 
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5.4. Comparison Between Questions 

Table 13: Analysis of differences between question 1 and question 2 using U-Mann Whitney test (2 groups) 

Question 1 vs. 

Question 2 
𝜒2 Degrees of Freedom P-value 

S1 1344 1 0.0074 

S2 1096.5 1 0.4979 

S3 1148 1 0.2741 

 

The null hypothesis in this case is that the median of the populations, when comparing Q1 

against Q2, are the same. Since the p-value is > 0.05 for both S2 and S3 we do not reject the 

null hypothesis and conclude that the average distribution of answers to both questions are 

the same in S2 and S3 (we also note that the p-value from S1 supports our belief that we 

introduced significant bias into S1 Q2 by pre-grouping the sets of five statements, and 

therefore supports our exclusion of this data from the analysis). We can also conclude that 

the answers to both Question 1 and Question 2 were not selected randomly by the Survey 

respondents. 

Our findings demonstrated that results from S2 and S3 are statistically comparable 

responses. Following this, we decided to merge S2 and S3 results to simplify analysis. We 

then applied Relative Importance Index and arranged them from highest to lowest certainty 

(column S2-S3 of Figure 18).  Figure 18 shows the most suitable correlation between 

statements and certainty category. It revealed that the set of statements that are at the top 

of column S2-S3, have a high correlation with the categories of "high" certainty (High, 

Category 1, Relatively High). While those statements located in the lower range of column 

S2-S3, have high correlation with the categories of "low" certainty 

The results show that participants did appear to be acting consistently, since a similar 

distribution is obtained from the three questionnaires when comparing Q1 (certainty 

classification) with Q2 (ordering by certainty). 
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5.5. Evaluating the respondents indication of ‘basis’ 

Question 1.2 asked the readers to indicate what they felt was the ‘basis’ for each of the 

statements.  For example, was it speculation, or was it supported by direct evidence?  

Though this, we wished to examine the connection between perception of certainty, and the 

perceived basis of argumentation the reader felt they were being exposed to. 

With respect to Question 1.2, we first need to determine the degree of agreement between 

annotators.  In this case, unlike the certainty portion of the Survey, we set-forth that the 

categories were to be one of: Direct Evidence, Indirect Evidence/Reasoning, Speculation, 

Citation, or Unknown. 

 

Survey 1: All statements obtained the minimum agreement (G = 0.21), except for 

statements #35 and #45 (4.4% as Poor). Nine of 45 statements (20%) obtained inter-

annotator agreement in Direct Evidence. Seven of 45 (15.5%) were classified as Indirect 

Evidence/Reasoning; 11 of 45 statements (24.4%) were categorized as Speculation and 10 

(22.2%) as Citation. Additionally, six of 45 (13.3%) revealed inter-annotator agreement in 

two categories simultaneously. Basis distributions are shown in Table 14. 

 

Table 14: Responses to the question of “Basis” in S1 

Agreement 

Level 

 Direct 

Evidence 

% of 

Corpus 

Indirect 

Evidence 

or 

Reasoning 

% of 

Corpus Speculation 

% of 

Corpus Citation 

% of 

Corpus 

I 

don’t 

know 

Almost 

Perfect [0.81-

1.00]  27, 28 4.4% 0 0% 44 2.2% 30 2.2% 0 

Substantial   

[0.61-0.8]  25 2.2% 0 0% 14, 24, 36, 39 8.88% 29,33 4.4% 0 

Moderate 

[0.41-0.6] 

 3, 15, 37, 

38 8.8% 16,34 4.4% 

1,10,11, 13, 

21 11.11% 

23, 26, 

40, 43 8.8% 0 

Fair 

[0.21-0.4]  4,5 4.4% 

6, 9, 18, 19, 

20 11.11% 12 2.2% 2, 7, 17 6.6% 0 

Poor [≤ 0.2]  35,45 4.4%        

Double 

Classified 

 8, 22, 41, 

42 8.8% 

8, 31, 32, 

41 8.8% 31, 32 4.4% 22, 42 4.4%  
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Survey 2: Table 15 summarize basis classification observed in S2. Six of the 45 statements 

achieved inter-annotator agreement in two categories simultaneously (13.3%). Direct 

Evidence was selected in six of the 45 statements (13.3%). We found agreement for 11 of 

45 statements (24.4%) in Indirect Evidence / Reasoning. 10/45 (22.2%) were chosen as 

Speculation. Citation was selected for 10 of 45 statements (22.2%). The two residual 

statements (4.4%) did not achieve any level of agreement. 

 

Table 15: Responses to the question of “Basis” in S2 

Agreement 

Level 

 Direct 

Evidence 

% of 

Corpus 

Indirect 

Evidence/ 

Reasoning 

% of 

Corpus Speculation 

% of 

Corpus Citation 

% of 

Corpus 

I 

don’t 

know 

Almost 

Perfect [0.81-

1.00]  27,28 4.4% 0 0% 44 2.2% 0 0% 0 

Substantial   

[0.61-0.8]  3, 25 4.4% 0 0% 36 2.2% 

29, 30, 

33 6.6% 0 

Moderate 

[0.41-0.6]  15 2.2% 16,20, 34 6.6% 

1, 11, 13, 14, 

21, 24, 39 15.55% 

22, 26, 

40, 42 8.8% 0 

Fair 

[0.21-0.4]  38 2.2% 

5, 6, 8, 9, 

17, 19, 37, 

45 17.77% 35 2.2% 2, 7, 23 6.6% 0 

Poor [≤ 0.2]  4, 12 4.4%        

Double 

Classified  41 2.2% 

10, 18, 31, 

32, 41, 43 13.33% 

 10, 18, 31, 

32 8.8% 43 2.2%  
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Survey 3: Minimum agreement (G = 0.21) or superior was observed in 34 of 45 statements 

(75.5%) with six doubly-classified statements (13.3%), indicating annotator perception of 

overlap between the submitted categories. Seven of 45 statements (15.5%) achieved 

agreement for Direct Evidence category. Indirect Evidence / Reasoning was selected for 

eight of 45 statements (17.7%). Seven of the totals of 45 (15.5%) were chosen using the 

Speculation Category. Finally, Citation was selected for eleven out of 45 sentences (24.4%). 

Agreement and basis disposition are shown in Table 16. 

 

Table 16: Responses to the question of “Basis” in S3. 

Agreement 

Level 

 Direct 

Evidence 

% of 

Corpus 

Indirect 

Evidence/ 

Reasoning 

% of 

Corpus Speculation 

% of 

Corpus Citation 

% of 

Corpus 

I 

don’t 

know 

Almost 

Perfect [0.81-

1.00]  3 2.2% 0 0% 36,44 4.4% 33 2.2% 0 

Substantial   

[0.61-0.8] 

 15, 25, 

27, 28 8.8% 16 2.2% 13, 21, 24 6.6% 

7, 26, 29, 

30, 40, 

42 13.33% 0 

Moderate 

[0.41-0.6]  38 2.2% 

8, 18, 19, 

20 8.8% 1,11 4.4% 

22, 23, 

43 6.6% 0 

Fair 

[0.21-0.4]  5 2.2% 32, 34, 45 6.6%  0 0% 2 2.2% 0 

Poor [≤ 0.2] 

 4, 6, 12, 

17, 35 11.11%        

Double 

Classified  37, 41 2.2% 

10, 14, 31, 

37, 39, 41 13.33% 10, 14, 31, 39 8.8%    

 

 

5.6. Basis and Certainty Correlation 

We now attempt to identify relationships, using spearman correlation, between the results 

from the “certainty classification” question, and the “basis of certainty” question. Figure 19, 

20 and 21 show, below the diagonal, a scatter plot (lower-left half of the diagram), with 

“basis” represented in the X axis, and level of certainty on the Y axis. The red line represents 

a LOESS curve - a method for fitting a smooth curve between the two variables22. The 

histograms on the diagonal represent the frequency of the variable, with the variable 

included in that row/column being indicated in the text above that histogram.  The X axis is 

 

22 https://www.statsdirect.com/help/nonparametric_methods/loess.htm 
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divided automatically by ranges and bar length indicates the numbers of statements that fit 

inside that range. Spearman correlation value is represented above the diagonal (top-right) 

following the “SPLOM” visualization paradigm23.  To simplify visual inspection, a “good” 

correlation is indicated by an ascending red line in one of the lower-left scatter plot 

diagrams, and the Spearman Correlation value of that correlation is indicated in the top-

right, with the notable values highlighted. Analysis of certainty and basis correlation of 

Survey 1, 2 and 3, shown in Figure 19, 20 and 21 respectively, reveals moderate correlation 

(S1: r = 0.65, S2: r = 0.78 and S3: r = 0.65) between statements that exhibit High certainty 

(High, Relatively High and Category 1) and having a basis in “Direct Evidence”. We also 

found moderate and high correlation between the statements that have “low” certainty and 

the basis of “Speculation” ([Medium Low = 0.77; Low = 0.64] for S1, Relatively Low = 0.87 

for S2 and Category 3 = 0.9 in S3). In the four previous correlations between “low” certainty 

and “Speculation” a clear positive trend can be observed in their respective dot chart. 

Finally, there is also a positive tendency between Medium High (S1) and Indirect Evidence 

/ Reasoning (r = 0.55). Additionally, although it does not reach minimum levels of 

correlation, there is also a positive correlation between Category 2 (S3) and Indirect 

Evidence / Reasoning (r = 0.39).  

 

 

 

 

 

 

 

 

 

 

 

23 https://www.rdocumentation.org/packages/psych/versions/1.8.12/topics/pairs.panels 
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Figure 19: Basis and certainty correlation for S1. 

 

Analysis of certainty and basis correlation for Survey 1 shows (Figure 19) moderate 

correlation (S1: r = 0.65) between High certainty and “Direct Evidence”. We also found a 

moderate correlation between the statements that have “low” certainty and the basis of 

“Speculation” (Medium Low = 0.77; Low = 0.64). In the correlations between Medium-Low-

Certainty/“Speculation” and Low-Certainty/“Speculation”, a clear positive trend can be 

observed in their respective scatter plot chart (Figure 19). Finally, there is also a positive 

tendency between Medium High (S1) and Indirect Evidence/Reasoning (r = 0.55).  
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Figure 20: Basis and certainty correlation for S2. 

 

Analysis correlation between basis and certainty of Survey 2, shown in Figure 20, displays 

moderate correlation (S2: r = 0.78) between Relatively High “Direct Evidence”. Moderate 

correlation is found between Relatively Low and “Speculation” basis (r = 0.87). 
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Figure 21: Basis and certainty correlation for S3. 

 

Finally, for S3 shown in Figure 21, the analysis of certainty and basis correlation reveals 

moderate correlation (r = 0.65) between the statements of Category 1 and “Direct 

Evidence”. Category 3 reveals high correlation, having a basis in “Speculation” with 

Spearman r of 0.9. Additionally, although it does not reach minimum levels of correlation, 

there is also a positive correlation between Category 2 (S3) and Indirect Evidence / 

Reasoning (r = 0.39).  
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5.7. Identifying Reference Spans 

Considerable effort – nearly one third of the duration of this thesis - was invested in an 

attempt to identify reference spans.  Unfortunately, the results obtained were never 

satisfactory. All algorithms used: TF-IDF, Word2Vec, TF-IDF Embedding Vectorizer and 

Doc2vec, obtained an accuracy lower than 30%. Document preprocessing slightly improved 

the accuracy but our scores still remained below 30%. These levels of accuracy are similar 

to those obtained by other authors in previous and ongoing studies [128] [84].  After due 

consideration, we concluded that we were unlikely to make any significant advances in this 

domain, and moreover, that other groups were already well-along in their own 

investigations, and would likely always be ahead of our own efforts.  As such, we terminated 

this aspect of the project.   

Given that the main objective of this line of investigation was to automatically generate 

citation chains which could then be analyzed for “hedging erosion” by our machine learning 

model, we decided that it would be sufficient for our needs to identify a few such chains 

through manual investigation of the literature.  As such, though the effort was extensive, we 

will not discuss the results any further here. 

 

5.8. Machine Learning Model 

As a first step toward creating a machine-learning model, we generated a manually-

classified corpus of about 3000 statements following a methodology described in the 

Materials and Methods section.  We validated that this self-annotated corpus was reflective 

of the results from the best publicly-classified corpus (Survey 3) in several ways, to ensure 

that the final machine-learning model would be reflective of those public annotations.  In 

particular, we self-annotated the 45 statements presented in the three Surveys, and 

executed a variety of statistical comparisons to determine if our annotations were reflective 

of the general population. 

 

https://paperpile.com/c/hSSRP2/a8gDX
https://paperpile.com/c/hSSRP2/mCJR2
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Figure 22: Comparison of the participants' responses against our manual classification for S1 

(A), S2 (B) and S3 (C). The X axis shows the similarity measured using cosine similarity. Y axis shows 

the average of the Relative Importance Index score of all statements answered by a participant. Any 

dot in the top-right quadrant is indicative of commonality between our classification and the public 

classification. The regression line drawn in blue shows the trend in the level of certainty of the 

participants’ answers increasing as the certainty level of our manual classification increases, 

indicating that agreement increases for more highly certain statements. 

 

Figure 22A shows that, for S1, 89.1% of the participants classified an average of 70% of their 

responses in accordance with our annotations using the same categorization system. Figure 

22B shows for S2 an average coincidence of 62,6% in the responses with 86,5% of the 

participants and in S3 an average of 64.4% of coincidence with the 94% of the participants 

(Figure 22C). In addition, the linear regression of the three Surveys shows that the higher 

the level of certainty of the statements, the greater the degree of coincidence with our 

classification, consistent with our suggestion that the high certainty category is much more 

distinct and uniformly-perceived than the lower categories.  Table 17, 18 and 19 show the 

results of precision, recall, F-score and Overall Accuracy for S1, S2 and S3 comparing our 

classification performance against the median of the population. The result is an accuracy 

of 80% for S1, 66.7% for S2 and 85.1% for S3. Our manual classification yielded F-scores of 

63.1% for S1, 66.4% for S2 and 74.8% in Survey 3. 
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Table 17: Performance of our manual classification for S1 vs. the 

publicly-annotated 45 statements  

 Recall Precision F-Score 

Overall 

accuracy 

High 
0,750 0,923 0,827 0,889 

Medium 

High 0,563 0,529 0,545 0,667 

Medium 

Low 0,750 0,400 0,521 0,756 

Low 0,000 - - 0,889 

Mean 0,516  0,617  0,631  0,800  

 

Table 18: Performance of our manual classification for S2 vs. the 

publicly-annotated 45 statements 

 Recall Precision F-Score 

Overall 

accuracy 

Relatively 

High 0,722 0,565 0,634  0,667 

Relatively 

Low 0,630 0,773 0,694  0,667 

Mean  0,676 0,669 0,664 0,667 

 

Table 19: Performance of our manual classification for S3 vs. the 

publicly-annotated 45 statements  

 Precision Recall F-Score 

Overall 

accuracy 

Category 1 0,857 0,923 0,889  0,933 

Category 2 0,692 0,947 0,800  0,800 

Category 3 1,000 0,385 0,556  0,822 

Average 0,849 0,751 0,748 0,851 

Kappa  0,649 
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Our answers in the three questionnaires appear to not be significantly biased, since there 

is a substantial group of participants (> 80%) that correspond to our manual 

classification.  This suggests that the ~3000-statement training set we created to build 

the machine learning model closely reflects the perceptions of the general population. As 

such, it is appropriate to use it as input to create a machine learning model intended to 

reflect the public perception of certainty. 

The machine-learning model was generated as described in the Materials and Methods 

section.  This model was validated using a 20-fold CV due to the size of the dataset, with 

the result indicating 89% ± 1,43% accuracy.  None of the cross-validation folds shows 

overfitting by exceeding a difference greater than 0.1 between Loss and Validation Loss. 

A test of its performance relative to the Survey 3 majority rule classification of the 

original publicly-annotated 45 statements showed 82.2% accuracy (see Table 21). A 

further test was done to validate the author-categorized corpus, compared to this same 

Survey 3 dataset (see Table 19). Majority rule vs. the author’s classification gave a kappa 

value of 0,649 (substantial), while comparison with the model’s classification gave a 

kappa of 0,512 (moderate). 

 

Table 20:  20-fold cross-validation results from the machine learning model. 
Folds Accuracy Accuracy of the 

validation 

Loss Loss of the 

validation 

1 0.901 0.900 0.246 0.271 

2 0.896 0.892 0.259 0.269 

3 0.894 0.875 0.273 0.312 

4 0.899 0.873 0.256 0.314 

5 0.900 0.881 0.256 0.292 

6 0.900 0.900 0.256 0.262 

7 0.899 0.903 0.254 0.256 

8 0.899 0.890 0.260 0.269 

9 0.896 0.892 0.255 0.273 

10 0.900 0.894 0.258 0.268 

11 0.891 0.900 0.277 0.269 

12 0.891 0.898 0.273 0.237 

13 0.900 0.915 0.255 0.214 

14 0.903 0.904 0.248 0.273 

15 0.903 0.863 0.246 0.337 

16 0.898 0.888 0.262 0.276 

17 0.905 0.885 0.248 0.315 

18 0.898 0.879 0.262 0.302 

19 0.894 0.888 0.259 0.327 

20 0.895 0.854 0.261 0.340 
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Table 21: Performance of the neural network model on the original 

publicly-annotated 45 statements 

 Precision Recall F-Score Overall accuracy 

Category 1 0,786 0,786 0,786  0,867 

Category 2 0,778 0,808 0,793  0,756 

Category 3 0,250 0,200 0,222  0,844 

Average 0,604 0,598 0,600 0,822 

Kappa 0,512 

 

5.9. Capturing Certainty in Formal Logics and Data Structures 

To be used in FAIR data publications, it is necessary to formally encode our 

categorization system into an ontological framework, and publish it using a globally 

unique and persistent ID.  Our assessment of the ORCA ontology of De Waard [129] 

suggested that it would be reasonable to extend this to include the certainty categories 

identified in this work as being the most accurate - that is, the three un-labelled 

categories identified in Survey 3.  We did so, by publishing an ontology (“orca-x”) that 

inherits from ORCA.  

Because we are unable to identify appropriate labels for our three categories, we define 

a set of classes called CategoryA, CategoryB, and CategoryC that inherit from the ORCA 

“ConfidenceLevel” class, and indicate with a label that these classes share similarities 

with Doxastic, Dubitative, and Hypothetical knowledge, respectively.  We then published 

this ontology in GitHub, and utilized the W3ID redirection system to provide these new 

ontological categories with globally unique and persistent URLs, as per the FAIR 

requirements. An example of the use of these ontology classes can be seen in the example 

NanoPublication in Figure 23, which is the output from our machine-learning annotation 

software (described below). 

 

 

 

 

 

https://paperpile.com/c/hSSRP2/H6yBt
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@prefix this: <http://linkeddata.systems/nanopubs_mario/CertID_1> . 

@prefix sub: <http://linkeddata.systems/nanopubs_mario/CertID_1#> . 

@prefix void: <http://rdfs.org/ns/void#> . 

@prefix dcterms: <http://purl.org/dc/terms/> . 

@prefix dcelem: <http://purl.org/dc/elements/1.1/> . 

@prefix np: <http://www.nanopub.org/nschema#> . 

@prefix pav: <http://purl.org/pav/2.3/> . 

@prefix foaf: <http://xmlns.com/foaf/0.1/> . 

@prefix prov: <http://www.w3.org/ns/prov#> . 

@prefix xsd: <http://www.w3.org/2001/XMLSchema#> . 

@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> . 

@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>. 

@prefix dcat: <http://www.w3.org/ns/dcat#> . 

@prefix schema: <https://schema.org/> . 

@prefix certainty: <http://w3id.org/orca-x#> . 

@prefix thispub:  <https://dx.doi.org/10.1083/jcb.200404108> . 

 

sub:Head { 

    this: np:hasAssertion sub:assertion ; 

    np:hasProvenance sub:provenance ; 

    np:hasPublicationInfo sub:pubinfo ; 

    a np:Nanopublication . 

} 

sub:assertion { 

    certainty: asserts-1 rdf:singletonPropertyOf certainty:asserts . 

    thispub:   certainty:asserts-1 'These results demonstrate that the Shank3 protein forms a specific complex with  

                                                              the Ret9 isoform through a novel Ret9 PDZ-binding motif.' . 

    thispub:   certainty:hasConfidenceLevel certainty:CategoryA . 

} 

sub:provenance {    

    sub:assertion dcterms:author "Certainty Classifier" ; 

    dcterms:title "Automated Certainty Classification of Statement from https:dx.doi.org/10.1083/jcb.200404108" ; 

    dcterms:license <https://creativecommons.org/publicdomain/zero/1.0/> ; 

    schema:identifier this: ; 

    dcat:distribution sub:_1 . 

 

    sub:_1   dcelem:format "application/pdf" ; 

    a void:Dataset , dcat:Distribution ; 

    dcat:downloadURL <https://dx.doi.org/10.1083/jcb.200404108> . 

 

} 

sub:pubinfo { 

    this: dcterms:created '2019-03-15'^^xsd:date ; 

    foaf:primaryTopic sub:assertion ; 

    dcterms:rights <https://creativecommons.org/publicdomain/zero/1.0> ; 

    dcterms:rightsHolder <https://orcid.org/0000-0002-9416-6743> ; 

    pav:authoredBy "Mario Prieto" , <https://orcid.org/0000-0002-9416-6743> ; 

    pav:versionNumber "1" ; 

    prov:wasGeneratedBy "Mario Prieto's Certainty Classifier" . 

} 

Figure 23: An exemplar prototype NanoPublication including certainty annotations. The 

Figure shows how certainty classifications could be used as additional, and important metadata 

when added to text-mining pipelines.   
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In this NanoPublication (representing statement #29 in this study) the concept being 

asserted (the creation of a Shank3/Ret9 complex) is captured using ontologically-based 

concepts in the “assertion” block of the NanoPublication.  We wish to attach the certainty 

annotation to the assertion, and this is done using singletonProperties[130], a design choice 

that allows us to efficiently and in a self-contained way, annotate individual triples when 

Named Graphs are already being utilized for another purpose (as in the case of NanoPubs, 

where the Assertion triples are already in a Named Graph as part of the structural 

requirements of a NanoPublication).  In this case, the assertion triples are annotated to 

belong to CategoryA from the orca-x ontology (red text).  Such annotations could be used, 

in particular by machines, to filter a large number of assertions (for example, in a database 

query) based on their degree of certainty. The “provenance” block then carries a variety of 

information about the original text – that is, who originally generated the publication that 

is being annotated by our software.  The final block, PubInfo, contains authorship, license, 

and citation information for the NanoPublication itself, expressing the terms of usage of this 

metadata, and who to cite. In this case, the PubInfo block contains the citation information 

for our Machine-learning/NanoPub generating software, as the source of this 

NanoPublication.  This entire structure can be interpreted by automated agents, and fully 

complies with the FAIR Data Principles, as demonstrated below. 

We have created a repository of nanopublications representing the ~3000 statements used 

in this thesis (https://github.com/Guindillator/thesis/tree/master/Nanopublications). 

In parallel with the creation of these NanoPublications, a software library was created that 

was capable of automatically interacting with the recently published FAIR Evaluator 

framework [131] (with whom we collaborated during this thesis).  The FAIR Evaluator 

consumes a metadata record, and executes up to 22 distinct tests on the content of that 

record, determining which aspects of the FAIR Principles can be detected by a machine 

within that record.  Using our Evaluator interaction library, an objective FAIRness 

evaluation was executed on these NanoPublications.  The result shows that they achieve a 

score of between 19 or 20 “passes” out of 22 tests (the result is stochastic – 19 or 20 – based 

on which triples from the nanopublication are selected by the Evaluator to be tested, which 

occurs randomly).  Of the ~400 FAIR Evaluations executed so far by the public – spanning 

several dozen high-profile data repositories including Zenodo, Figshare, Dryad, and major 

biomedical databases such as EBI - the NanoPublications generated by our system have the 

highest “FAIRness” score obtained to-date.  As such, we believe that this facet of the thesis 

has also been achieved at an objectively quantifiable high level of quality relative to other 

international efforts. 

https://paperpile.com/c/hSSRP2/ZMM7e
https://paperpile.com/c/hSSRP2/Wr6E
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5.10. Applying Automated Certainty Annotations 

A straightforward python package called biocertainty has been developed. It incorporates 

the machine learning model on certainty described earlier (see Results section 4.8). The 

function biocertainty.Certainty() provides the level of confidence assigned to one statement.  

It has two additional functions that transform the statement into a formal publication in the 

form of either a Nanopublication (described in detail above) or a Micropublication. 

Biocertainty has been added to the repository of software for the Python programming 

language, Python Package Index (PyPI). It is currently available as open source software. 

Figure 24 shows the result of using the package to categorize statements in a series of 

citation chains. Early statements (those lower in the Figure panels) were found to have a 

low level of certainty; however, along successive steps in the citation chain, the certainty 

levels increase. Figure 24, discussed earlier, is the output from the 

biocertainty.Nanopublication() function, assigning a level of certainty to the input and 

creating a machine-readable  nanopublication containing that novel metadata. 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

99 

 

A “We have previously demonstrated that accumulation of AβPP epitopes precedes other 

abnormalities in IBM muscle fibers” [37] 

“βAPP accumulation is considered to play a major role in the pathogenesis of IBM and AD and 

is thought to precede other changes in both diseases”[132] 

“Those muscle fibers, widely prevalent in our one case of hereditary IBM, may represent early 

changes of IBM and therefore be analogous to the finding in AD brains where PAP 

accumulations in the "diffuse" Congored-negative plaques seem to represent early changes” 

[133] 

 

B “We have previously demonstrated that accumulation of AβPP epitopes precedes other 

abnormalities in IBM muscle fibers” [37] 

“Increased βAPP-mRNA and increased accumulation of βAPP epitopes appear to precede other 

abnormalities in IBM muscle fiber”  [134] 

“One possibility is that one protein is accumulated first, due to excessive synthesis, e.g., 

excessive transcription of mRNA in the IBMs is known for beta APP”[135] 

 

C Recently it was reported that s-IBM vacuolated muscle fibers, and those in some other 

vacuolar myopathies, contain a marker of autophagosomes, but only in s-IBM is it 

colocalized with AβPP[18]. [136] 

Overexpression of amyloid precursor protein (APP) and subsequent accumulation of cleaved 

fragments including β-amyloid in vacuolated muscle fibers is considered a central mechanism 

in the pathogenesis of s-IBM.[2] [137] 

it is now established that Aβ/AβPP is also abnormally accumulated in muscle fibers of s-IBM 

patients, where they are considered to play an important pathogenetic role[4,5,6,7] [138] 

A possibility that excessive accumulation of AβPP/Aβ induces inflammation has been 

proposed by us and by others.[1-3,7,10] [139] 

Deposition of the Aβ fragment of the amyloid precursor protein is a feature of affected muscle 

in IBM (see below) and it has been shown that muscle cells can secrete Aβ.[10] Interaction of 

Aβ with muscle cells in turn can stimulate IL-6 production by these cells [19]… [40] 

However, in some abnormal muscle fibers in IBM, the accumulation of βAPP appears to 

extend outside the muscle fiber boundary. This may have been attributable to a fragility of 

the fiber’s surface membrane, which could have been transiently broken.[25] [140] 

 

 

https://paperpile.com/c/hSSRP2/vBWpe
https://paperpile.com/c/hSSRP2/almT6
https://paperpile.com/c/hSSRP2/XIG1u
https://paperpile.com/c/hSSRP2/vBWpe
https://paperpile.com/c/hSSRP2/RVSPs
https://paperpile.com/c/hSSRP2/t3iUI
https://paperpile.com/c/hSSRP2/y4w0M
https://paperpile.com/c/hSSRP2/fWY70
https://paperpile.com/c/hSSRP2/nA1A3
https://paperpile.com/c/hSSRP2/k8BN3
https://paperpile.com/c/hSSRP2/vTRbC
https://paperpile.com/c/hSSRP2/cvahp
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Figure 24: Automated classification of scholarly assertions related to the accumulation 

of beta-APP protein in muscle fibers. Statements are color-coded as green (Category A - 

highest certainty), orange (Category B - medium certainty) and red (Category C - lowest 

certainty).  (A and B) Two citation chains showing that the degree of certainty expressed in 

the most recent statement is higher than that in the cited text.  (C) A selection of statements 

identified by Greenberg, 2009, as being potentially indicative of ‘citation distortion’.  In that 

panel, there is a general trend to higher certainty over time, with the exception of an early 

high-certainty statement by Mastaglia in 2003 (second row from the bottom). 
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6. DISCUSSION 
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6.1. Evidence to support three levels of certainty in scholarly statements 

In S1, we began with a four-category classification system, since this is the highest number 

presumed in earlier studies (Zerva et al. used a five point numerical scale, but we do not 

believe they were proposing this as a categorization system). In the absence of any agreed-

upon set of labels between these prior studies, and to enable untrained annotators to 

categorize scholarly statements, we labelled these categories Low, Medium Low, Medium 

High and High. This Survey revealed a statistically significant categorization agreement for 

37 of the 45 statements (82.2% of total), with seven statements being doubly-classified and 

one statement showing poor inter-annotator agreement, for a total of eight ‘ambiguous’ 

classifications. The G index (Holley & Guilford, 1964) with only four categories is small, and 

the statistical probability of chance-agreement in the case of ambiguity is therefore high, 

which may account for the high proportion of doubly-classified statements. Interestingly, 

the category Low was almost never selected by the readers. We will discuss that observation 

in isolation later in this discussion; nevertheless, for the remainder of this discussion we 

will assume that this category does not exist in our corpus of statements, and will justify this 

in these later, more detailed arguments. 

With respect to the categories themselves, the category of High had robust support using 

the G index statistic, indicating that it represents a valid category of certainty based on 

agreement between the annotators on the use of that labelled category. Support for the 

other two, medium-level, categories was less robust. This could be interpreted in two ways 

- one possibility is that these two categories are not distinct from one another, and that 

readers are selecting one or the other “arbitrarily” with statistical significance, because 

there were only two choices. This would suggest that there are only two certainty categories 

used in scholarly writing. The other option is that the labels assigned to these two non-high 

categories do not accurately reflect the perception of the reader, and thus that the 

categorizations themselves are flawed, leading to annotator confusion. 

In Survey 2, with only two categories (Relatively High and Relatively Low), statistical 

support for these two categories was evident, but deeper examination of the results 

suggests that these categories may still not accurately reflect the reader’s perception. For 

example, seven of the 45 statements (15.5%) showed no inter-annotator agreement. Of the 

remainder, Table 6 and Figure 10 show a clear pattern of association between the strength 

of certainty perceived by the reader, and the degree to which the readers agreed with one 

another. Effectively, there was greater agreement on the categorization of high-certainty 

statements, than low-certainty statements. This mirrors the observations from Survey 1, 

where the category High generated the highest levels of agreement among annotators. Since 
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this binary categorization system lacks an intermediate category, the G index in this Survey 

is 0.5, meaning that agreement by chance is high. It appears that statements that would have 

been categorized into one of the middle classes from Survey 1 became distributed between 

the two Survey 2 categories, rather than being categorized uniformly into the lower 

category. This would indicate that the two-category explanation for Survey 1 is not well-

supported, and possibly, that the labelling of the categories themselves in both Survey 1 and 

Survey 2 confounds the analysis and does not reflect the perception of the reader. In other 

words, the category High/Relatively High seems to match a perception that exists in the 

minds of the readers, but the categories labelled Medium High (S1), Medium Low (S1) and 

Relatively Low (S2) might not correspond to the perception of the readers as they interpret 

and attempt to classify lower certainty statements, which is why they are less consistent in 

the selection of these categories. 

To reveal patterns that may clarify what defines these lower categories, we utilized a variety 

of clustering approaches (Figures 12 and 13). That there are three, rather than two, 

categories is supported by the hierarchical clustering of all three Surveys, shown in Fig.12 

(see clusters along the top edge) which reveals three primary clusters in the data, where 

high is strongly differentiated from non-high categories. The output from NbClust’s 

“majority rule” approach to selecting the optimal number of clusters was executed on 

individual Surveys. The results for S1 and S2 are shown in Fig. 13A and Fig. 13B. The 

majority rule indicates that there were three discernable clusters in S1. Survey 2 was 

assessed by the 30 NbClust indices [102] (Fig.13B). Surprisingly, we found that, while 11 

indices recommended only two clusters, which was expected from a survey with only two 

options, six indices suggested that there were three clusters.  Since in this analysis a cluster 

represents a pattern of “categorization-behavior” among all evaluators, we take these 

results as further indication that there are three discernable annotator responses when 

faced with a certainty categorization task. 

To further explore the meaning of these clusters, we executed a feature reduction analysis 

using Principal Components. The PCA of Survey 1 revealed three primary components 

accounting for ~97% of the variability. The main component, accounting for more than half 

(~56%) of the variation, is characterized by a strong positive influence from the category 

labelled High, and a strong negative influence from the categories labelled Medium Low and 

Low. This lends support to our earlier interpretation that there is little ambiguity among 

annotators about what statements are classified as highly certain, and moreover, when 

faced with a high-certainty statement annotators will almost never select one of the low 

categories. The second and third components (accounting for ~32% and ~10% 

https://paperpile.com/c/hSSRP2/TSDP5
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respectively) are more difficult to interpret. Component 2 is characterized by a strong 

positive influence from the category Medium High, and a strong negative influence from the 

category Low; Component 3’s “signature” is distinguished through a positive influence from 

the category Low, though as stated earlier, this category was rarely selected, and showed no 

significant agreement among annotators, making this difficult to interpret. The lack of 

clarity regarding the interpretation of these second and third components may reflect 

ambiguity arising from the labelling of the non-high certainty categories in the 

questionnaire; effectively, the words used for the labels may be confusing the readers, 

and/or not aligning with their impressions of the statements. 

In an attempt to gain additional evidence for a three-category classification system, we 

undertook a third Survey (S3) in which the reader was offered three categories, ordered 

from higher to lower, but with numerical labels (1, 2, or 3). The rationale for this was 

twofold. First, we could not think of three suitable labels that would not inherently bias the 

results (for example, ‘high’, ‘medium’, and ‘low’ would not be suitable because we have 

already determined that the category ‘low’ is almost never selected). In addition, we wished 

to know if category labels were a potential source of bias, and therefore more semantically 

neutral labels might lead to a stronger correspondence between the annotators. Indeed, 

Survey 3 generated the most consistent agreement of the three questionnaires, where only 

four of the 45 statements did not meet the cutoff level for annotator agreement, and none 

were doubly-classified. It is not possible to disambiguate if this enhanced agreement is due 

to the annotators being presented with a “correct” number of categories, or if it supports 

the suggestion that the presentation of meaningful (but non-representative) category labels 

caused annotators to behave inconsistently in S1 and S2, or perhaps a combination of both. 

As with S1, NbClust’s “majority rule” proposes three clusters for S3 (Fig.13C). 

In Fig.12 we present the correlation matrix to show how the categories relate to one another 

between the three Surveys, using a Spearman Correlation. High (S1) is clearly correlated 

with Relatively High (S2) and Category 1 (S3). Medium Low (S1), Relatively Low (S2) and 

Category 3 (S3), are also highly correlated. Low (S1) only has moderate correlation with 

Relatively Low (S2) and Category 3 (S3). The intermediate values Medium High (S1) and 

Category 2 (S3), are found on the negative side of Principal Component 1 (Fig.17A & 

Fig.17D), which supports the interpretation that a High certainty category is strongly 

supported, and strongly distinct from other categories. The non-high categories appear as 

distinct blocks within the correlation matrix, but with more ambiguity or inconsistency, 

though the Jaccard similarity index was sufficient to support the existence of two distinct 
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lower-certainty categories. Additionally, the clusters identified by the Spearman analysis 

(three clusters) are supported by the results of the HCA analysis (three branches). 

One general source of inconsistency we noted in the data could be described as a “tendency 

towards the middle”.  When a category is removed, statements from that category tend to 

distribute to adjacent categories. We presume this reflects some form of “central tendency 

bias”, a behavioral phenomenon earmarked as a preference for selecting a middle 

option.[141], [142], [143]. Nevertheless, this did not appear to be sufficiently strong in this 

investigation to mask the detection of distinct clusters of categorization behavior. 

In summary, these results suggest that there are three categories of certainty in the minds 

of the readers of scholarly assertions. One category is clearly distinguished as representing 

high-certainty statements. The other two categories, representing non-high certainty 

statements, are distinct from one another in the minds of the annotators, however, seem to 

not be reflected well by the labels “moderately/relatively + high/low”. Nevertheless, they 

do appear to represent a higher-to-lower spectrum, since the replacement of textual labels 

with a numerical range resulted in stronger annotator agreement about these two lower 

categories. 

 

6.2. The absence of a Low certainty category 

Several studies that preceded this one [21], [29], [36] suggested four categories of certainty, 

with one of those being a category that would represent the lowest certainty.  In this study, 

we identify only three.  The category that seems to be absent from our data is this lowest 

category - generally described as “no knowledge” in these three precedent studies.  We 

examined our corpus and, given the grammatical cues suggested by De Waard (De Waard & 

Pander Maat, 2012) we identified two statements in our corpus that, by those metrics, 

should have scored in the Low category. Those are Statement 3, “However, this was not 

sufficient for full blown transformation of primary human cells, which also required the 

collaborative inhibition of pRb, together with the expression of hTERT, RASV12.”, and 

Statement 4, “Hence, the extent to which miRNAs were capable of specifically regulating 

metastasis has remained unresolved.”  

Looking at the results in Table 5, 6 and 7, these two statements were annotated with 

considerable agreement as high-certainty statements - the opposite of what would have 

been predicted. One explanation for this is that the statements are making a negative claim, 

with high certainty, and thus are being categorized as high-certainty assertions by our 

https://paperpile.com/c/hSSRP2/eBQr4
https://paperpile.com/c/hSSRP2/bH98z
https://paperpile.com/c/hSSRP2/a7WSQ
https://paperpile.com/c/hSSRP2/aKmic+qzc14+YODoa
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annotators. If that is the case, then the category of “no knowledge” may not be a category 

that lies anywhere on the spectrum of certainty, and may reflect a distinct feature of 

scholarly communication discourse, or (more likely) a combination of the meta-knowledge 

facets of “certainty” and “polarity” (in essence, “certainly not”) 

 

6.3. Comparison between Questions and Surveys 

The results of the certainty classification question, when comparing the Wilcoxon and 

Kruskal-Wallis test for S1-S2, S1-S3, S2-S3 and S1-S2-S3, show that despite their having 

been carried out in different countries over several years, there is no significant difference 

between them for the 45 statements (Table 11. All p-values > 0.05). Therefore, we might 

conclude that the results of the three Surveys are, effectively, extracted from the same 

population, regardless of the native language or the country where the questionnaires were 

conducted.  Certainty appears to be perceived consistently and with the same number of 

discernable categories, everywhere (at least, in the biomedical community). 

The results obtained when comparing Question 2 between S2 and S3, which both use the 

same methodology (5 possible positions/ranking for each statement) and the Independence 

test that was carried out by comparing the raw results of Question 2 between S2 and S3 also, 

further confirms that they are extracted from the same population. Moreover, the 

Independence test reassures us that applying the score obtained from Relative Importance 

Index to each statement does not distort the sample.   Therefore, when we compare Question 

1 with Question 2 for the three questionnaires we found that except for S1 (due to bias 

error) S2 and S3 show a p-value higher than 0.05, and we can conclude that the answers 

obtained in the questionnaires for both question 1 and question 2 have not been answered 

randomly.  

This assures us that the overall analysis conducted in this thesis – where we examine three 

distinct surveys from three linguistically and geographically separate communities – is a 

valid analysis.  All three surveys can legitimately be compared to one another, and the 

results treated as a uniform corpus. 
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6.4. Basis and Certainty Correlation 

The results obtained from Question 1.2 regarding the bases of the statements (Table 14, 15 

and 16) show that there was poor agreement in ~6,6% of the statements and ~13,3% had 

been doubly classified. This low agreement suggests one of two things – that our defined 

classification system for “basis” was incorrect, or that there is genuinely disagreement 

between annotators regarding the basis of certain scholarly statements.  Speculatively, this 

might indicate a difference in the level of trust assigned to published scholarly statements, 

where “trusting” individuals assign a more concrete basis to an ambiguously-sourced 

statement than “non-trusting” individuals.  If this were true, it is possible that inclusion of 

demographic information (e.g. the seniority of the researcher) might reveal the source of 

these differences in perception. 

In Figure 19, 20 and 21 (S1, S2 and S3, respectively) we provide a correlation matrix to show 

how Basis relates to certainty categories in the three surveys using Spearman correlation. 

Direct Evidence clearly shows a relationship with “high” certainty categories (S1-High, S2-

Relatively High and S3-Category 1). Speculation show also very important correlation with 

“Low” certainty categories (S1-Medium Low, S1-Low, S2-Relatively Low and S3-Category 

3). Indirect Evidence/Reasoning has moderate correlation with Medium High (S1) and 

Category 2 although the result was not significant enough to consider valid. 

6.5. Machine learning 

When we compare our manual classification with the participants' responses, Figure 22A, 

B and C reveal that the largest group of participants (89, 1% for S1, 86, 5% for S2 and 86.5%) 

are in the upper right area of the graph. This means that most raters have at least 50% of 

their responses in-common with our manual annotations. They also responded to medium 

statements with medium or high certainty (average score for the statements answered >0, 

Y axis). The regression line suggests that the higher the level of certainty, the greater the 

similarity between the participants' responses and ours, demonstrating decreasing 

ambiguity/disagreement with increasing certainty. 

Other than the results of S2, when comparing our manual classification with the median of 

participants for each statement for S1 and S3, we obtain an Overall Accuracy score greater 

than 80%.  This supports the proposition that our manual classification resembles the 

population trend, and is therefore reasonable to use as the input to a machine-learning 

model. 
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The result of the Cross-Validation (Table 20) shows that there is no overfitting in any of the 

folds and that our learning never stops gain information. Thus, it confirms the performance 

of the model, and its validity when predicting new data. 

 

6.6. Application of this categorization system 

As indicated in the Introduction, a primary motivation for this study is its application to the 

automated capture of metadata related to the certainty being expressed, particularly in text-

mined scholarly assertions, or to identify or monitor ‘hedging erosion’ within identified 

citation chains. To demonstrate how the outcomes of this study can be applied, we have 

used the data described here to generate, by machine-learning, an automated certainty 

classifier capable of assigning new scholarly statements into one of the three certainty 

categories [127]. Two exemplar outputs from this classification system are shown in Figs. 

23 and 24. Figure 24 shows three sets of statements, color-coded by the category of 

certainty detected by our classifier - green (Category A, associated with High certainty), 

orange (Category B, non-high/moderate), and red, (Category C non-high/low). Two citation 

chains relate to the accumulation of beta-APP in muscle fibers of Alzheimer’s Disease 

patients (Fig.24A and 24B), while Fig.24C shows a longer citation chain identified by 

Greenberg as being problematic with respect to ‘citation-distortion’[19]. The panels reveal 

that the degree of certainty can change through citation, becoming higher (Fig.24A and 

24B). Fig.24C reveals a similar trend toward increasing certainty, with the exception of one 

author who used a clearly high-certainty assertion four years before others in the 

community expressed the same idea with certainty.   

 

6.7. Tools for researchers, authors, reviewers, and data miners 

As discussed in the introduction, researchers may lack the knowledge required to assess the 

legitimacy of claims that are not directly in their domain, or may be unaware of the history 

of a claim if they have not followed a citation chain to its roots. Similarly, when acting as 

peer reviewers, there is little tooling to assist them in evaluating the validity of assertions 

in the submitted manuscript or funding proposal. In parallel with research into automated 

identification of reference-spans [10], the availability of a certainty classifier would make it 

possible to automate the creation of annotated citation chains such as shown in Fig.24. 

Reviewers could then use these to determine if a claim was being made with unusually high 

https://paperpile.com/c/hSSRP2/c9VAC
https://paperpile.com/c/hSSRP2/PBjEE
https://paperpile.com/c/hSSRP2/MwN2j
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(or low) certainty - like the Magstalia statement from 2003, shown in Fig.24C - and thus 

enhance the confidence of their reviews.   

Though considerable effort was spent in this thesis attempting to improve the state-of-the-

art in the identification of reference spans, we concluded that we were not achieving any 

more success than our peer laboratories, and as a result, we focused on questions for which 

we had a unique opportunity to make a novel contribution.  However, our contribution, 

while already significant, will become more significant as these peer researchers become 

increasingly able to automate the process of citation-chain detection. 

Tools derived from our work could become an important part of the scholarly planning 

process. During the preparation of a paper or proposal, researchers could be made aware 

of dubious assertions, and avoid relying on these as the basis for their hypothesis. In the 

context of automated data mining, assuming that incremental steps towards certainty 

should be associated with the existence of supporting data, the automated detection of 

“certainty inflection points” could be used by data mining algorithms to identify the specific 

dataset containing data supporting (or refuting) a given claim. Together with the use of 

certainty classification in the context of text-mining discussed above, the use of such a 

classification system may become an important part of the scholarly publishing lifecycle. 

Based on this, a set of Python libraries were generated, and released in the Open Source, 

that facilitate the application of our machine learning classifier to new statements.  

Moreover, these libraries also enable the output from this machine learning model to be 

published in one of two FAIR, machine-accessible formats – NanoPublications, and 

Micropublications.  From this library, we have generated >3000 annotated scholarly 

statements, also published in the Open Source, that may be used by other researchers for, 

e.g., linguistic evaluations of various certainty classifications. 

Additional tools derived, in whole or in part, from this thesis work were used to validate our 

machine-readable outputs with respect to their “FAIRness”.  These include our participation 

in the development of an objective evaluation system for FAIR – called the Evaluator – which 

executes a series of publicly-generated tests for certain “behaviors” within a (meta)data 

record that are compliant with the FAIR Principles.  In addition to our core efforts on the 

Evaluator, we also generated Python libraries that facilitate automated, high-throughput 

interaction with the Evaluator.  Since it is not scholarly to simply declare that a research 

output is “FAIR” without evidence, these libraries were used to test the quality of the 

NanoPublications generated by our machine-learning outputs.  The results of this quality-

assessment demonstrate that, to date, the NanoPublications generated in this thesis are the 
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“most FAIR” digital objects ever evaluated, since the emergence of automated FAIR 

evaluations. 

Finally, we should consider what has been learned from these studies at a much higher level, 

as it has implications for the future of scholarly publishing.  In particular, it is noteworthy 

that these studies imply that narrative scholarly communication is both wasteful and 

unnecessarily opaque.  Ideas are encoded into a myriad of hedging structures that are 

difficult to interpret by the reader, difficult to interpret by a machine, and yet appear to 

encode only one of three possible ideas (at least, with respect to certainty, which is the 

primary purpose of hedging language).  They are effectively “grammatical sugar” – of little 

benefit to healthy scholarly communication, while at the same time making scholarly output 

seemingly more pleasant to consume.  There is clearly a need, and a move toward, ab initio 

publication for mechanized consumption – that is, a move away from narrative publications 

to machine-first publications.  It is reassuring, therefore, that there are so few categories of 

certainty that need to be distinguished/represented in these machine-readable resources, 

which will simplify the creation of, and fidelity of, these novel scholarly publication 

frameworks. 

 

6.8. Future investigations to elucidate perceptions of certainty 

A variety of future studies could provide additional insight into how researchers 

communicate and perceive certainty.  First, it is noteworthy that all of these analyses were 

undertaken without any attempt to “cleanse” the data.  That is, while overall there was no 

indication of annotators behaving inconsistently, we did not test if individual annotators 

were behaving inconsistently.  This was because, at the outset, we felt that we could not 

definitively determine what “inconsistent” meant (beyond providing the same answer to 

every question, which we of course filtered-out as being invalid responses).  As a result, the 

survey data was treated as raw data throughout this investigation.  We have no doubt that, 

after determining what certainty categories exist, we could return to the raw data to identify 

annotators who consistently respond outside of the consensus.  Removal of these oddly-

behaving annotators would almost certainly improve the overall statistics of the study, and 

would likely also improve the statistics of the machine learning algorithm’s accuracy. 

The results presented here seem to suggest that words like “medium” and “low” do not align 

well with the perception held by researchers as they read statements that fall into non-high 

certainty categories. Future studies could extract additional information in the 
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questionnaire, such as questions related to the basis upon which an assertion was made 

(e.g. speculation, direct or indirect observation, etc.), as it may be that the distinction 

between the two lower certainty categories is being made based on other kinds of implicit 

information, rather than being specifically “medium” or “low” expressions of certainty. 

Using the data, we have made openly available, professional Linguists could undertake a 

deeper analysis of the grammatical structure of the members of our three categories, and 

would likely be able to create even more accurate automated classification tools (and we 

would encourage a data cleansing step, noted above, before this analysis is done).  Finally, 

it would also be interesting to capture demographic information, to determine if perception 

of certainty changes as a researcher becomes more experienced, if it differs between 

different linguistic groups, or if it is associated with other demographic variables. 
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7. CONCLUSIONS 

 

• Certainty is not a continuum, but rather, can be thought of as a set of 

distinguishable categories that are uniformly perceived by readers of 

scholarly literature in the bio-sciences. 

 

• There are three categories of certainty, though these can be expressed in a 

myriad of different grammatical structures through the use of hedging.  

 

• Artificial intelligence models can detect these certainty levels, and thus can 

assign certainty annotations to novel scholarly statements.  

 

• Application of certainty annotation to citation chains reveal “inflexion 

points”, where the certainty level changes. 

 

• It is possible to formalize the capture and exchange of these certainty 

assignments through semantic technologies such as Resource Description 

Framework and Web Ontology Language, and formal knowledge-publication 

frameworks such as Nanopublications. 

• Such NanoPublications represent among the most FAIR-compliant digital 

objects created to-date. 
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9. SUPPLEMENTAL 
INFORMATION 
 

Horn’s Parallel Analysis 
 

The optimal number of principal components was selected using Horn’s parallel analysis to the 

certainty categories of the 3 questionnaires. Analysis was carried out using paran function of the R 

package paran. Details of the function are specified in a Jupyter Notebooks on Github. Fig. 25, 26 

and 27 show the result of the Horn’s parallel analysis. 

 
Figure 25. Supplemental Information. Horn’s parallel analysis result for S1 
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Figure 26. Supplemental Information. Horn’s parallel analysis result for S2 
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Figure 27. Supplemental Information. Horn’s parallel analysis result for S3 
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Figure 26. Supplemental Information. Horn’s parallel analysis result for S2. 

Figure 27. Supplemental Information. Horn’s parallel analysis result for S3. 
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