
CHAPTER4
General Discussion, Conclusions and Future

Research

This chapter provides a general discussion of the work in this thesis, including an

overview of the solutions proposed, an analysis of the results, conclusions, and future

lines of research.
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4.1 Overview

In Section 1.1 we introduced four areas for improvement in sentiment analysis, as well as

the advantages of each of them (Figure 1.1). We also identified a series of challenges in each

area. The ultimate goal of this thesis was to help sentiment analysis grow in those areas

by tackling these challenges. Overall, the main contributions are: 1) Onyx, a vocabulary

for emotions, models of emotions; 2) vocabulary and schemas for language resources and

sentiment analysis services; 3) an architecture for sentiment analysis services and its reference

implementation; and 4) a model of social context (i.e., context of content and users in a

social network). Figure 4.1 shows how each these and other contributions fit into the areas

of improvement, and the remaining of the section discusses how these contributions tackle

the initial challenges.
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Figure 4.1: Summary of contributions, grouped by type of analysis.
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The challenges we identified were the following: 1) lack of interoperability, i.e., hetero-

geneity of formats and schemas; 2) underrepresentation of emotion analysis; 3) difficulty

to integrate with other types of analysis (multimodality); and 4) disregard for contextual

information.

To bring interoperability, we proposed a set of vocabularies and schemas for sentiment

analysis services and language resources. We also designed a generic architecture for senti-

ment analysis services (Senpy), and developed a reference implementation. The architecture

is described in the paper “Senpy: A Pragmatic Linked Sentiment Analysis Frame-

work” (Section 3.2.4) , and the reference implementation in “Senpy: A framework for

semantic sentiment and emotion analysis services” (Section 3.2.1) . On the language

resources side, this made it possible to create a multilingual portal for language resources,

which could be automatically converted and enriched using linked data sources. On the

services side, it has enabled the creation of multitude of new services, and the introduction

of novel features such as automated evaluation and pipelining of results.

To foster research on emotion analysis, we published a vocabulary for emotions and emo-

tion analysis, and we adapted several emotion models from other projects (i.e., EmotionML

and WordNet-Affect) to be used together with the main vocabulary. This has enabled the

creation of semantic emotion analysis services, and it paved the way for multi-modal anal-

ysis. The result is described in “Onyx: Describing Emotions on the Web of Data”

(Section 3.1.1) and “Onyx: A Linked Data Approach to Emotion Representation”

(Section 3.1.2) .

Regarding multimodality, analyses in different modalities can now use the same URIs

for their content, which allows for multimodal fusion. This is achieved by using a new URI

scheme that can be used to unify URIs. Moreover, since different modalities tend to use

different emotion models, we leveraged Onyx to perform automatic model conversion. The

approach is summarized in “Multimodal Multimodel Emotion Analysis as Linked

Data” (Section 3.2.2) .

To help develop new interoperable services, we also provided an architecture for advanced

sentiment and emotion analysis services in “Senpy: A Pragmatic Linked Sentiment

Analysis Framework” (Section 3.2.4) . The architecture takes into account features such

as automatic evaluation of different services. All these features have been integrated in

the reference implementation of the architecture, described in “Senpy: A framework for

semantic sentiment and emotion analysis services” (Section 3.2.1) .

Lastly, we helped unify the terminology and ease the creation of new models that exploit

social context for sentiment and emotion analysis. We did so by providing a formal definition
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of Social Context, as well as a methodology to compare different approaches. We also used

this methodology to summarize and compare the state of the art in the field. The results

are published in “Social context in sentiment analysis: Formal definition, overview

of current trends and framework for comparison” (Section 3.3.1) .

To conclude, a different way to analyze these contributions is through the fields of knowl-

edge to which they belong. If we do so, we find three main fields that are thematically

different, yet interconnected: 1) definition of linked data vocabularies; 2) development and

use of linked data technologies; and 3) exploitation of social context. For the purposes of

this thesis, those fields are focused on three types of results: 1) language resources; 2) sen-

timent analysis services; 3) analysis models. This is all illustrated in Figure 4.2, where each

contribution is linked to those fields of knowledge, types of results and existing technologies

or approaches. This view is particularly interesting because it shows how interconnected the

contributions are. For instance, the It also shows the fact that certain contributions belong

to more than one field. For instance, the Senpy vocabulary is very tied to the definition and

implementation of analysis services.
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Figure 4.2: Summary of contributions in each field, and their relation to the existing body

of knowledge.

4.2 Scientific results

This section discusses the scientific results and their relationship to the initial objectives.

Each subsection contains a list of publications that contributed in some way to achieving

one of the objectives. For the sake of brevity, the table only contains titles, impact (if
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available) and summary of contributions. More details for each publication can be found on

the referenced page, including abstract and full text.

4.2.1 Objective 1: Definition of a vocabulary for emotions

The first work in this thesis was to extend the Marl vocabulary (Westerski, Carlos A. Iglesias,

and Tapia, 2011). Marl is a vocabulary for opinions in the web of data. Its original focus

was on the opinion, with sentiment analysis as one of its use cases. It did not cover the

concept of a sentiment analysis activity, or the relationship between the analysis and the

results. Both of those ideas are very important when modelling sentiment analysis services

and their output. To the best of knowledge, there were no vocabularies that modeled a

sentiment analysis process. The relationship between processes and their output had been

thoroughly modeled by the provenance ontology (PROV-O).

Instead of creating an independent vocabulary with the new classes, it was decided to

extend Marl and leverage its popularity in the sentiment analysis community. Hence, the

concept of Sentiment Analysis was introduced, as a PROV-O activity, and Marl’s Opinion

also subclassed PROV-O Entity. With this extension, Marl was aligned with the PROV-O

ontology. The change to the ontology was minimal, but it laid the foundation to what later

became a community group recommendation. The result is available online 1. The extension

of Marl has been key in the development of the Objective-3 and Objective-4.

Once the modification to Marl was successful, we addressed the lack of a widespread

vocabulary for emotions. The goal was to allow for the same level of expressiveness for both

sentiment and emotion analysis. When compared to sentiment analysis, emotion analysis

suffers from two main drawbacks. First of all, it is not as popular. Second of all, there

are several competing models of emotions in psychology. Some of these models are more

popular than others, but there is no real consensus in the community. In our search for a

vocabulary, we evaluated different alternatives. The most popular of these alternatives is

Emotion-ML, a mark-up language for emotions. However, Emotion-ML does not provide

a semantic vocabulary, so it could not be used in linked data applications. Based on the

experience with the extension of Marl, we decided to create a new vocabulary for emotions,

just as Marl did for opinions. This new vocabulary, which we named Onyx, was also aligned

with PROV-O. It can be used to annotate any entity with emotion, although the main

targets are the results from emotion analysis services and all the types of language resources

involved (e.g. corpora and lexicons). This vocabulary can connect results from different

providers and applications, even when different models of emotions are used. At its core,

1https://www.gsi.upm.es/ontologies/marl
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the ontology has three main classes: Emotion, EmotionAnalysis and EmotionSet. In a

standard emotion analysis, these three classes are related as follows: an EmotionAnalysis is

run on a source (generally text, e.g. a status update), the result is represented as one or more

EmotionSet instances that contain one or more Emotion instances each. To remedy the lack

of consensus on what model of emotions to use, Onyx follows a similar approach to Emotion-

ML: it provides a meta-model for emotions, and different models can be defined separately.

The election of existing emotion models, or the creation of new ones, is left to the user.

In Emotion-ML these independent models are called vocabularies (not to be confused with

semantic vocabularies such as Onyx or Marl), and the Emotion-ML group has provided the

definition of the most commonly used models. To make Onyx more usable, and to encourage

model re-use, we also adapted these existing vocabularies from Emotion-ML, and created

equivalent Onyx EmotionModel instances with the appropriate classes and/or dimensional

properties. We also converted WordNet-Affect’s a-labels (affective labels for concepts) to an

Onyx emotion model, and a taxonomy of emotions, using the SKOS ontology. The models

based on Emotion-ML vocabularies and on WordNet-Affect have been published online.

Following the best practices in the semantic web, new users are encouraged to use these

models intead of defining their own. The adaptation of Emotion-ML vocabularies

and WordNet-Affect labels to Onyx was included in the Onyx publication. Onyx was

originally published as a conference paper, “Onyx: Describing Emotions on the Web

of Data” (Section 3.1.1) , and later on it was published as an journal article in Information

& Management: “Onyx: A Linked Data Approach to Emotion Representation”

(Section 3.1.2) . The creation of Onyx and its vocabularies fulfilled the first objective in the

thesis, Objective-1.

Furthermore, Onyx and Marl have since been used to annotate lexica and other lan-

guage resources with sentiment and emotion. e.g., the paper “Generating Linked-Data

based Domain-Specific Sentiment Lexicons from Legacy Language and Semantic

Resources” (Section 3.1.8) . It has also been used extensively in the Senpy framework, in

emotion analysis services compatible with Senpy (especially as part of EuroSentiment and

MixedEmotions), and in the creation of semantically annotated language resources.

Table 4.1: Publications related to Objective 1

Page Title Impact Contribution

91 Linguistic Linked Data for Sentiment

Analysis

First use of Marl in language resources, and introduction of

Onyx.
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Table 4.1: Publications related to Objective 1

30 Onyx: Describing Emotions on the

Web of Data

A first version of Onyx, the model for Emotion representation,

and examples of how it could be used to annotate language

resources, a brief comparison with EmotionML notation, and

a proof of concept of service that uses the model. (Objective-

1)

43 Onyx: A Linked Data Approach to

Emotion Representation

Q1

(2.391)

A complete version of Onyx (the emotion vocabulary), with

examples of use in both language resources and emotion anal-

ysis services. It also exemplifies novel applications enabled by

representing emotions using semantic technologies: emotion

mapping using SPIN. (Objective-1)

- Linked Data Models for Sentiment and

Emotion Analysis in Social Networks

Book

chapter

It consolidates and promotes concepts from our earlier publi-

cations.

4.2.2 Objective 2: Definition of a model to annotate language resources and

to be used in analysis services

Once the appropriate models for sentiment and emotion existed, the third task was to define

a model for language resources, and a base API for sentiment and emotion analysis services.

In particular, we consider two kinds of resources: lexicons, which are roughly dictionaries

that map lexical elements (e.g., word) to emotions or sentiment, and corpora, or collections

of annotated entries (e.g., tweets). The nature of corpora makes their annotation very similar

to service results. Hence, we focused on modelling lexicons first. The API would include

both the schema and representation for input and output, as well as the set of endpoints,

HTTP verbs and arguments to accept. The former belongs to the vocabularies side of this

thesis, whereas the second is in the services side.

The model for lexicons would need to integrate already existing and popular vocabularies.

In particular, we decided to base our model on lemon McCrae, Spohr, and Cimiano, 2011a,

a model for modeling lexicon and machine-readable dictionaries and linked to the Semantic

Web and the Linked Data cloud. Lemon supports the linking of a computational lexical

resource with the semantic information defined in an ontology Lemon defines a set of basic

aspects of lexical entries, including its morpho-syntactic variants and normalizations. Lexical

entries can be linked to semantic information through lexical sense objects. In addition,

lemon has a number of modules that allow for modeling different aspects of a lexicon. The list

of currently defined modules includes: linguistic description, phrase structure, morphology,

syntax and mapping, and variation. To create a sentiment or emotion lexicon, or to add

sentiment and emotion annotations to an existing lexicon, the only requisite is that each

lemon lexical entry in the resource needs to include a sentiment (marl:hasOpinion) or
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emotion (onyx:hasEmotionSet) annotation. Listing 4.1 shows the combination of lemon

and Onyx can be used to annotate lexical resources with emotion. The case of opinions is

similar, yet simpler, since the model of opinions is less complex than that of emotions.

Listing 4.1: Example of a sentiment lexicon entry

:susto a lemon:Lexicalentry ;

lemon:canonicalForm [ lemon:writtenRep "susto"@es ] ;

lemon:sense [ lemon:reference wn:synset-fear-noun-1 ;

onyx:usesEmotionModel emoml:pad ;

onyx:hasEmotionSet [

onyx:hasEmotion [

emoml:pad_dominance 4.12 ;

emoml:pad_arousal 5.77 ;

emoml:pad_pleasure 3.19 ;

]

] ;

lexinfo:partOfSpeech lexinfo:noun .

To choose a model for sentiment services and corpora, we examined the state of the art

and the most popular services for sentiment analysis. At that time, NIF (the NLP Inter-

change Format), was the most suitable alternative for NLP services. NIF is a combination

of a vocabulary for NLP analysis responses, and an API for such services. Not only was

NIF the best alternative, but it also aligned very well with our needs and vision at the

time. Unfortunately, NIF had two shortcomings for its adoption in sentiment and emotion

analysis.

First of all, neither the vocabulary nor the API take into consideration sentiment and

emotion analysis. On the vocabulary side, it would be necessary to decide and document how

to combine NIF with vocabularies such as Onyx and Marl. We documented this process, and

generated a set of examples to be followed in different scenarios. For instance, Listing 4.2

shows an excerpt of an emotion-annotated corpus. Emotion analysis services would produce

very similar outputs, as illustrated in Listing 4.3.

Listing 4.2: Example of emotion annotations in a corpus

<http://semeval2014.org/myrestaurant#char=0,80>

rdf:type nif:RDF5147String , nif:Context;

nif:beginIndex "0";

nif:endIndex "80";

nif:sourceURL <http://tripadvisor.com/myrestaurant.txt>;

nif:isString "I loved their fajitas and their pico de gallo is not bad and the

service is correct.";

onyx:hasEmotionSet <http:///semeval2014.org/myrestaurant/emotion/1>.

<http://semeval2014.org/myrestaurant/emotion/1>
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rdf:type onyx:EmotionSet;

prov:generated <http://mixedemotions.eu/analysis/2>;

onyx:describesObject dbp:Restaurant;

onyx:describesFeature dbp:Food;

onyx:hasEmotion [:Emo1, :Emo2].

:Emo1 a onyx:Emotion;

onyx:hasEmotionCategory emoml:happiness;

onyx:hasEmotionIntensity 0.7.

:Emo2 a onyx: Emotion;

onyx:hasEmotionCategory emoml:disgust;

onyx:hasEmotionIntensity 0.1.

<http://mixedemotions.eu/analysis/2>

rdf:type onyx:EmotionAnalysis;

onyx:usesEmotionModel emoml:big6;

onyx:algorithm "dictionary-based";

prov:used le:restaurant_en;

prov:wasAssociatedWith <http://dbpedia.org/resource/UPM>.
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Listing 4.3: Example of an emotion service output

# Service Call: curl --data-urlencode input="My iPad is an awesome device"

# -d informat=text -prefix="http://mixedemotions.eu/example/ipad\#"

# -emodel="wna" "http://www.gsi.dit.upm.es/sa-nif-ws.py"

Service Output:

<http://mixedemotions.eu/example/ipad#char=0,28>

rdf:type nif:RDF5147String ;

nif:beginIndex "0" ;

nif:endIndex "28" ;

nif:sourceURL < http://mixedemotions.eu/example/ipad>;

onyx:hasEmotionSet :emotionSet1.

:customAnalysis

a onyx:EmotionAnalysis;

onyx:algorithm "SVM";

onyx:usesEmotionModel wna:WNAModel.

:emotionSet1

a onyx:EmotionSet;

prov:wasGenerated :customAnalysis;

sioc:has_creator [

sioc:UserAccount <http://www.gsi.dit.upm.es/jfernando>. ];

onyx:hasEmotion [ :emotion1; emotion2 ]

onyx:emotionText: "My iPad is an awesome device".

:emotion1

a onyx:Emotion

onyx:hasEmotionCategory wna:dislike;

onyx:hasEmotionIntensity 0.7.

:emotion2

a onyx:Emotion

onyx:hasEmotionCategory wna:despair;

onyx:hasEmotionIntensity 0.1.

<http://mixedemotions.eu/example/ipad#3,6>

nif:anchorOf "iPad";

itsrdf:taIdentRef: <http://dbpedia.org/iPad>.

On the services side, we would need to extend the API to take the specific needs of

sentiment and emotion analysis services into account. We did so, with an extended API

that takes emotion and emotion conversion into account (Table 4.2).

Furthermore, NIF is a semantic model, and at the time we evaluated it, it only took tra-

ditional semantic representation formats into account. i.e., n-triples, XML RDF, etc. This

can be a high entrance barrier for developers and users without experience with semantic

technologies. We wanted the format for semantic services to also be familiar for these devel-
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Table 4.2: The extended emotion analysis service API includes parameters to control emo-

tion conversion.

parameter description

input(i) serialized data (i.e. the text or other formats, depends on informat)

informat (f) format in which the input is provided: turtle, text (default) or json-ld

outformat (o) format in which the output is serialized: turtle (default), text or

json-ld

prefix (p) prefix used to create and parse URIs

minpolarity (min) minimum polarity value of the sentiment analysis

maxpolarity

(max)

maximum polarity value of the sentiment analysis

language (l) language of the sentiment or emotion analysis

domain (d) domain of the sentiment or emotion analysis

algorithm (a) plugin that should be used for this analysis

emotionModel

(emodel, e)

emotion model in which the output is serialized (e.g. WordNet-

Affect, PAD, etc.)

conversionType type of emotion conversion. Currently accepted values: 1) full, re-

sults contain both the converted emotions and the original emotions,

alongside; 2) nested, converted emotions should appear at the top

level, and link to the original ones; 3) filtered, results should only

contain the converted emotions.
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opers, without sacrificing the advantages of semantic technologies. This was the motivation

behind the creation of JSON-LD, a subset of JSON with semantics. JSON-LD bridges the

gap between pragmatism and semantic correctness. It is a representation format that is

familiar to most developers, but fully integrated in the RDF ecosystem. NIF listed JSON-

LD as a possible future adition to its formats, but it was not yet included. Nevertheless,

we developed a model that resulted in a user-friendly JSON-LD schema in the responses,

and we included JSON-LD as the default option in the API, to foster its use by the general

public.

Moreover, we meant to cover multi-modal sentiment and emotion analysis. This requires

yet another extension to the NIF-based model, to include URI schemes that are compat-

ible with multimedia. Our proposed representation format was published as a conference

paper, “A Linked Data Model for Multimodal Sentiment and Emotion Analysis”

(Section 3.1.4) . We collaborated with partners that have expertise in sentiment analysis in

audio and video, and worked on the fusion of different modalities. This resulted in a fur-

ther extension to the model that includes representation for emotion conversion, and fusion

of different modalities, as shown in “Multimodal Multimodel Emotion Analysis as

Linked Data” (Section 3.2.2) . These two publications cover Objective-2.

Table 4.3: Publications related to Objective 2

Page Title Impact Contribution

86 EUROSENTIMENT: Linked Data

Sentiment Analysis

Complete vocabulary for language resources and services,

based on MARL and ONYX (Objective-2)

113 Generating Linked-Data based

Domain-Specific Sentiment Lexi-

cons from Legacy Language and

Semantic Resources

Application of the vocabulary for sentiment in language re-

sources to convert legacy resources, which showcases the power

of the Linked Data approach.

76 A Linked Data Model for Multimodal

Sentiment and Emotion Analysis

The introduction of new URI schemes that allow NIF contexts

to link to multimedia fragments.

- Linked Data Models for Sentiment and

Emotion Analysis in Social Networks

Book

chapter

It consolidates and promotes concepts from our earlier publi-

cations.

68 Towards a Common Linked Data

Model for Sentiment and Emotion

Analysis

First joint publication of the W3C Community Group.

100 A Linked Data Approach to Sentiment

and Emotion Analysis of Twitter in the

Financial Domain

Application of the proposed vocabularies and services in a use

case.
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4.2.3 Objective 3: Definition of a reference architecture for sentiment and

emotion analysis services

At this point, we had defined a NIF-based API for services, and a model for both resources

and services that combined NIF, Marl, Onyx and the PROV-O ontology, as well as a specific

model to represent results from a service. However, our evaluation of the alternatives to

develop new services revealed that most researchers would not share their models as a

service, and those who did were developing their own solutions from scratch. A third group

of researchers were sharing their classifiers not as services, but as extensions to tools such

as GATE. The heterogeneity of solutions, and the barrier imposed by having to develop a

custom solution, are very detrimental to research in the field, especially for newcomers and

for the comparison of different models. This led us to the the definition of a framework

for semantic sentiment analysis services (senpy), and its reference implementation. The

main motivation behind this framework was to help standardize the APIs and tools used

in the sentiment and emotion analysis community, which would foster the creation of more

services, especially public ones. The framework presents a modular view of a service, which

contains the basic modules in a complete service analysis (e.g., parameter validation), and

a series of modules that are necessary to leverage the potential of semantic technologies

(Figure 4.3). It also uses the API and models previously defined, which are vital to the

interoperability of different services, and to enable most of the features that differentiate

semantic services from the rest. e.g., automatic transformations such as emotion model

conversion, and service-agnostic evaluation. The architecture was published as a conference

paper “Senpy: A Pragmatic Linked Sentiment Analysis Framework” (Section 3.2.4)

(Objective-3), and used later on in the reference implementation.

Table 4.4: Publications related to Objective 3

Page Title Impact Contribution

86 EUROSENTIMENT: Linked Data

Sentiment Analysis

Complete vocabulary for language resources and services,

based on MARL and ONYX (Objective-2)

145 Senpy: A Pragmatic Linked Sentiment

Analysis Framework

Definition of the architecture for sentiment and emotion anal-

ysis services (Objective-3)

125 Multimodal Multimodel Emotion

Analysis as Linked Data

Automatic model conversion and proof of concept of multi-

modal fusion.

132 MixedEmotions: An Open-Source

Toolbox for Multi-Modal Emotion

Analysis

Q1

(4.292)

Summary of MixedEmotions’s results, including the common

API and several analysis services in different modalities (au-

dio, video and text) that are interoperable because of it.
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Table 4.4: Publications related to Objective 3

118 Senpy: A framework for semantic sen-

timent and emotion analysis services

Q1

(5.101)

Reference implementation of the architecture, which includes

advanced features such as automatic evaluation on a selection

of datasets and automatic model conversion (Objective-4)

4.2.4 Objective 4: Development of a reference implementation of the archi-

tecture

To illustrate the capabilities and feasibility of the framework, we developed a reference im-

plementation. This implementation was targeted to both NLP researchers that developed

new classifiers, as well as for consumers of such classifiers, either locally or through web ser-

vices. Hence, we developed it using a modular architecture, based on plugins, which could

host several classifiers (i.e., plugins), and that abstracted away the details of semantics and

vocabularies from developers as much as possible. The reference implementation also in-

cludes adapters for external services (e.g., meaning cloud and sentiment140) and well known

tools (e.g., Vader). Figure 4.4 shows the plugin-based architecture of the reference imple-

mentation. The reference implementation was published in the Original Software track of

Knowledge-Based Systems “Senpy: A framework for semantic sentiment and emo-

tion analysis services” (Section 3.2.1) , thus fulfilling Objective-4. Senpy2 has since

been used in two European projects (EuroSentiment and MixedEmotions) and in more than

7 bachelor and master theses.

Table 4.5: Publications related to Objective 4

Page Title Impact Contribution

145 Senpy: A Pragmatic Linked Sentiment

Analysis Framework

Definition of the architecture for sentiment and emotion anal-

ysis services (Objective-3)

125 Multimodal Multimodel Emotion

Analysis as Linked Data

Automatic model conversion and proof of concept of multi-

modal fusion.

132 MixedEmotions: An Open-Source

Toolbox for Multi-Modal Emotion

Analysis

Q1

(4.292)

Summary of MixedEmotions’s results, including the common

API and several analysis services in different modalities (au-

dio, video and text) that are interoperable because of it.

118 Senpy: A framework for semantic sen-

timent and emotion analysis services

Q1

(5.101)

Reference implementation of the architecture, which includes

advanced features such as automatic evaluation on a selection

of datasets and automatic model conversion (Objective-4)

2https://github.com/gsi-upm/senpy

242

https://github.com/gsi-upm/senpy


Figure 4.3: Generic architecture for sentiment and emotion analysis services.

Figure 4.4: Architecture of Senpy’s reference implementation.
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4.2.5 Objective 5: Modelling the types of contextual information and social

theories

The last part of the thesis was dedicated to studying the role of contextual information

in sentiment and emotion analysis. After surveying the works in the area, it was evident

that there was no consensus on terminology or methodology for this type of approach. This

made it very hard to evaluate different works. Hence, we first proposed a formal definition

of this type of contextual information, which we call social context. The definition includes

the main entities (users and content), as well as the links between them (relations and

interactions), and it can be modelled as a graph with different types of nodes and edges.

The formal definition of context provides a common language to describe the information

used in each work, which makes it easier to describe and understand the information used

in each approach. There was still the issue that there are countless ways to gather and

combine elements in social context. To address that, and to be able to characterize and

compare different approaches, we proposed a methodology for comparison and a taxonomy

of approaches based on the elements of social context used. The methodology includes

different elements that may differ in each approach, and the taxonomy includes four main

categories inspired the social sciences and economics: contextless, micro, meso and macro.

The formal definition, methodology and comparison of different approaches was published as

a journal paper “Social context in sentiment analysis: Formal definition, overview

of current trends and framework for comparison” (Section 3.3.1) , thus meeting

Objective-5.

At a high level, the definition of social context is the following:

SocialContext = 〈C,U,R, I〉 (4.1)

Where: U is the set of content generated; C is the set of users; I is the set of interactions

between users, and of users with content; R is the set of relations between users, between

pieces of content, and between users and content. Users may interact (i) with other users

(Iu), or with content (Ic). Relations (R) can link any two elements: two users (Ru), a user

with content (Ruc), or two pieces of content (Rc).

This definition is illustrated in Figure 4.5, which provides a graphical representation of

the possible links between entities of the two available types.

One of the novel aspects of the methodology for comparison of approaches is the intro-

duction of different levels of analysis, based on the complexity or scope of their context. Our

proposal is inspired by the micro, meso and macro levels of analysis typically used in social
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Iu Iuc

RcRucRu

User Content

Figure 4.5: Model of Social Context, including: content (C), users (U), relations (Rc, Ru

and Ruc), and interactions (Iu and Iuc).

sciences Bolíbar, 2016. The two differences are: 1) a level of analysis is added to account for

analysis without social context, and 2) the meso level is further divided into three sub-levels

(mesor, mesoi, and mesoe), to better capture the nuances at the meso level. The result is

shown in Fig. 4.6. The specific levels are the following:

Social Context Analysis

Micro Meso MacroContextless

Mesor Mesoi Mesoe
Figure 4.6: Taxonomy of approaches, and the elements of Social Context involved.

• Contextless: The approaches in this category do not use social context, and they rely

solely on textual features.

• Micro: These approaches exploit the relation of content to its author(s), and may

include other content by the same author. For instance, they may use the sentiment of

previous posts (Aisopos et al., 2012) or other personal information such as gender and

age to use a language model that better fits the user (Volkova, Wilson, and Yarowsky,
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2013).

• Meso-relations (Mesor): In this category, the elements from the micro category are

used together with relations between users. This new information can be used to

create a network of users. The slow-changing nature of relations makes the network

very stable. The network can be used in two ways. First, to calculate user and

content metrics, which can later be used as features in a classifier. e.g., a useful

metric could be the ratio of positive neighboring users (Aisopos et al., 2012). Second,

the network can be actively used in the classification, with approaches such as label

propagation (Speriosu et al., 2011).

• Meso-interactions (Mesoi): This category also models and utilizes interactions. In-

teractions can be used in conjunction with relations to create a single network or be

treated individually to obtain several independent networks. The resulting network

is much richer than the previous category, but also subject to change. In contrast to

relations, interactions are more varied and numerous. To prevent interactions from

becoming noisy, they are typically filtered. For instance, two users may only be con-

nected only when there have been a certain number of interactions between them.

• Meso-enriched (Mesoe): A natural step further from Mesoi, this category uses addi-

tional information inferred from the social network. A common technique in this area

is community detection. Community partitions may inform a classifier, influence the

features used for each instance (Tommasel and Godoy, 2018), or be used to process

groups of users differently (Deitrick and W. Hu, 2013). Other examples would be

metrics such as modularity and betweenness, which can be thought of as proxies for

importance or influence. Some works have successfully explored the relationship be-

tween these metrics and user behavior, in order to model users. However, these results

are seldom used in classification tasks.

• Macro: At this level, information from other sources outside the social network is in-

corporated. For instance, Li et al., 2012 use public opposition of political candidates

in combination with social theories to improve sentiment classification. Another ex-

ample of external information is facts such as the population of a country, or current

government, which can be combined with geo-location information in social media

content. A more complex example would be events in the real world or in other types

of media, such as television, which can be analyzed in combination with social media

activity (Heo et al., 2016).

The six levels of approaches are listed in increasing order of detail, measured as the
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number of elements social context may include.

In order to investigate the effect of social theories in social context, and to test different

classification algorithms, we developed an agent-based social simulator (Soil3), described in

“Soil: An Agent-Based Social Simulator in Python for Modelling and Simulation

of Social Networks” (Section 3.3.4) . We also developed several agent models for the

simulator, including different propagation behaviors. The simulator has been used in several

works “Modeling Social Influence in Social Networks with SOIL, a Python Agent-

Based Social Simulator” (Section 3.3.3) , in diverse topics such as radicalization (Méndez

et al., 2018; Méndez et al., 2019). It should also be very useful in future research on social

context, either in the generation of synthetic datasets, or in the evaluation of new models.

Table 4.6: Publications related to Objective 5

Page Title Impact Contribution

154 Social context in sentiment analysis:

Formal definition, overview of current

trends and framework for comparison

Q1

(10.716)

Formalism for the study of Social Context, including a defi-

nition of Social Context, a methodology to compare different

approaches, and a survey of the state of the art using that

methodology. (Objective-5)

216 Soil: An Agent-Based Social Simulator

in Python for Modelling and Simula-

tion of Social Networks

CORE-

C

An agent-based social simulator that can be used to study the

application of social theories (e.g., emotion contagion) on sen-

timent analysis. Several agent behaviors have been included,

such as the SISa propagation model.

210 Modeling Social Influence in Social

Networks with SOIL, a Python Agent-

Based Social Simulator

A demo of Soil in a specific scenario.

193 A Model of Radicalization Growth us-

ing Agent-based Social Simulation

CORE-

B

Application of Soil to study the outcome of different conditions

on radical behavior. New agent behaviors for radicalists and

radicalist cells were introduced.

- Analyzing Radicalism Spread Using

Agent-Based Social Simulation

Book

chapter

An extended version of the previous paper, in the form of a

book chapter.

4.2.6 Other

Lastly, there have been several contributions that are also aligned with the main lines of

the thesis, although they do not directly contribute to the main objectives. These pub-

lications are in their majority focused on new sentiment or emotion classifiers, where we

have collaborated with other researchers to evaluate the combination of deep learning with

shallow (traditional) learning. We have also worked on a modular architecture to extract,

analyze and visualizate information from social media and big data sources. The main

3https://github.com/gsi-upm/soil
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part of the architecture is a visualization toolkit that can display information from semantic

(SPARQL, JSON-LD) and non-semantic sources (elasticsearch). The toolkit includes several

components to browse content annotated with sentiment and emotion. Lastly, we have also

collaborated to integrate emotion annotation and emotion analysis with a task automation

service, geared towards making smart offices emotion-aware and more pleasant.

Table 4.7: Publications not directly related to the main objectives

Page Title Impact Contribution

298 An Emotion Aware Task Automation

Architecture Based on Semantic Tech-

nologies for Smart Offices

Q1

(3.031)

The use of Onyx in a task automation architecture to model

the emotions of workers in a smart office.

319 Enhancing Deep Learning Sentiment

Analysis with Ensemble Techniques in

Social Applications

Q1

(2.981)

Taxonomy of “shallow” and deep learning approaches, and dif-

ferent combinations through ensemble techniques

339 Aspect based Sentiment Analysis of

Spanish Tweets

Detection of sentiments on specific aspects, using traditional

techniques.

332 Applying Recurrent Neural Networks

to Sentiment Analysis of Spanish

Tweets

Application of deep learning for sentiment analysis in Spanish.

279 A Big Linked Data Toolkit for So-

cial Media Analysis and Visualization

based on W3C Web Components

A modular architecture with a visualization toolkit, which has

been used extensively to extract information, analyze it with

Senpy services and show the results.

355 EuroLoveMap: Confronting feelings

from News

Visualization of the sentiment of European news sources on

different topics, per country.

4.3 Applications

This thesis has contributed to the field of sentiment analysis in notable ways that are not

covered by the scientific results in the previous section. The list of contributions includes

the application of the scientific results in both industry and academia, the promotion of

concepts through academic activities, and the development of open source tools that can be

of value to the community.

• The Linked Data Models for Sentiment and Emotion Analysis W3C Com-

munity group. According to its website, the Sentiment Analysis Community Group4

is a forum to promote sentiment analysis research. It addresses the following topics:

– Definition of a Linked Data based vocabulary for emotion and sentiment analysis.

4https://www.w3.org/community/sentiment/

248

https://www.w3.org/community/sentiment/


– Requirements beyond text-based analysis, i.e. emotion/sentiment analysis from

images, video, social network analysis, etc.

– Clarifying requirements and the need for consensus as e.g. systems currently use

widely varying features for describing polarity values (1-5, -2/-1/0/1/2, posi-

tive/neutral/negative, good/very good etc.).

– Marl and Onyx are vocabularies for emotion and sentiment analysis that can be

taken as a starting point for discussion in the CG.

As any other community group, the group cannot publish specifications, but it is

expected to publish recommendations and reports on the activity of the group. It was

created by several partners of the EuroSentiment project, who identified the need for

the standardizaitton of vocabularies, tools and practices in the field.

As co-chair of the group, I collaborated in planning the meetings, gathering infor-

mation for the community group, coordinating the publication of a conference pa-

per, “Towards a Common Linked Data Model for Sentiment and Emotion

Analysis” (Section 3.1.3) , and publishing a recommendation. This recommendation,

entitled “Guidelines for developing Linked Data Emotion and Sentiment Analysis ser-

vices”5, heavily uses the model defined in this thesis. More specifically, it uses the

same schema, and the vocabularies Marl and Onyx to represent sentiment and emo-

tion, respectively.

• Workshop on Emotion and Sentiment Analysis. The W3C Community Group

was also involved in hosting the 2016 edition of the Emotion and Sentiment Anal-

ysis workshop, co-located with the LREC conference in Portoroz, Slovenia. As its

predecessors, the aim of this workshop was to connect the related fields around sen-

timent, emotion and social signals, exploring the state of the art in applications and

resources. All this, with a special interest on multidisciplinarity, multilingualism and

multimodality. The organizing committee comprised several members of the group:

– J. Fernando Sánchez-Rada - UPM, Spain

– Carlos A. Iglesias - UPM, Spain

– Björn Schuller - Imperial College London, UK

– Gabriela Vulcu - Insight Centre for Data Analytics, NUIG, Ireland

– Paul Buitelaar - Insight Centre for Data Analytics, NUIG, Ireland

– Laurence Devillers - LIMSI, France

5https://www.gsi.upm.es/otros/ldmesa/
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The workshop was an opportunity to promote the results from this thesis, as well as

the work in the Community Group.

• The EuroSentiment project aimed to develop a large shared data pool for language

resources meant to be used by sentiment analysis systems, in order to bundle together

scattered resources. One goal was to extend the WordNet Domain to sentiment anal-

ysis. The project specified a schema for sentiment analysis and normalise the metrics

used for sentiment strength. This schema for language resources was a direct result

of this thesis (Objective-2), and it included Onyx as the vocabulary for emotions

(Objective-1). The sharing of resources would be supported by a self-sustainable

and profitable framework based on a community governance model, offering contribu-

tors the possibility of exploiting commercially the resources they provide.

• MixedEmotions project (Grant Agreement no: 141111) aimed to develop innova-

tive multilingual multi-modal Big Data analytics applications that will analyze a more

complete emotional profile of user behavior using data from mixed input channels: mul-

tilingual text data sources, A/V signal input (multilingual speech, audio, video), social

media (social network, comments), and structured data. Its commercial applications

(implemented as pilot projects) would be in Social TV, Brand Reputation Manage-

ment and Call Centre Operations. Making sense of accumulated user interaction from

different data sources, modalities and languages is challenging and has not yet been

explored in fullness in an industrial context. In other words, EuroSentiment focused

on creating and sharing multi-lingual resources for sentiment and emotion analysis,

and MixedEmotions built on that expertise to develop a multi-lingual multi-modal

platform with different analysis services that can be used and combined in different

scenarios. MixedEmotions made extensive use of the API and vocabularies defined for

Senpy (including Onyx), as well as its reference implementation. Namely, all the NLP

services in the platform used the common API, and several services were developed

using the reference implementation, either natively (python code) or in the form of a

wrapper (plugin that interacts with an external service).

• In addition to EUROSENTIMENT and MixedEmotions, Senpy has been used in more

than 5 projects at European and national level. The list includes:

– TRIVALENT. TRIVALENT is an EU funded project which aims to a better un-

derstanding of root causes of the phenomenon of violent radicalisation in Europe

in order to develop appropriate countermeasures, ranging from early detection

methodologies to techniques of counter-narrative. Several ad-hoc services to de-

tect radicalism in text were produced, which were integrated with the existing
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emotion analysis services, thanks to the common API.

– EMOSPACES. EmoSpaces’ goal is the development of an IoT platform that

determines context awareness with a focus on sentiment and emotion recognition

and ambient adaptation. In this platform, Onyx is integrated with EWE, the

Evented WEb ontology Coronado, Carlos A Iglesias, and Serrano, 2015. This

combination effectively achieves emotion-aware task automation. In other words,

different aspects of the environment can be automated depending on the emotion

of the occupants. Moreover, several senpy plugins for emotion analysis were used

for sentiment and emotion analysis in text.

– SoMeDi. SOMEDI tries to solve the challenge of efficiently generating and

utilising social media and digital interaction data enabled intelligence. To do so,

several NLP and machine learning services were used, on large datasets of content

from social media. The Senpy API was used in the NLP services of this Big Data

architecture to achieve service interoperability, and the reference implementation

was used to adapt services from different partners (TAIGER, HI Iberia).

– SEMOLA. The SEMOLA project aims to research on models, techniques and

tools for the development of the empathetic personal agents endowed with a

model of emotions. This facilitates the management of users’ relations with an

intelligent social environment consisting of sensors and ambient intelligence. To

this end, the project aims to: i) investigate recognition techniques and spread

models for sentiments and emotions in social networks and smart environments

(for that purpose, semantic web and linked data technologies, natural language

processing, and social simulation will be employed) ; ii) research on customiza-

tion services based on the context given by ambient intelligence devices in smart

environments; and iii) research on agents models capable of generating emotions

with a conversational interface, and to serve as a decision support system to as-

sist users of an intelligent environment in their daily lives. The SEMOLA project

exploits results from the three main areas of the thesis: it uses Onyx for emotion

representation, Senpy for sentiment analysis in text, and the study of the impact

of social theories in emotion-related phenomena in social media such as emotion

propagation.

– Financial Twitter Tracker The main objective of Financial Twitter Tracker

(FTT) is to enrich financial content with information from Online Social media

such as Twitter. FTT used Senpy for sentiment analysis of financial-related

tweets.

• Use by industry and community. Senpy has been used by industry partners such
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as: HI Iberia, Expert System, Paradigma Tecnológico, Taiger, and emotion-research.

The main reason these companies have used Senpy to enable service interoperability in

environments with several providers, or to publish their own services to third parties.

In addition to that, Senpy is popular in the open source community. As of this writing,

its GitHub repository6 has 19 forks and 63 stars, the main docker image on Docker

Hub has been downloaded over 5 thousand times, and the PyPI repository averages

more than 200 downloads per month.

• Creation of Open Source plugins for commercial applications7.

– MeaningCloud8 (Sentiment). MeaningCloud market-leading solutions for text

mining and voice of the customer. The meaningcloud plugin provides a wrapper

over their commercial service that exposes the Senpy API. The plugin has been

used several times to compare novel approaches to the state of the art.

– Sentiment140 (Go, Bhayani, and Huang, 2009) (Sentiment). Sentiment140 is a

public service for sentiment analysis in Twitter. The original work the service is

based on has been citepd over 2 thousand times, and the service has been used

as baseline in multiple works.

– TAIGER (Sentiment). This is a wrapper for two different commercial sentiment

analysis services in the company.

– Vader (Sentiment). A sentiment analysis service based on Vader (Hutto and

Gilbert, 2014), a rule-based model for sentiment analysis of social media text.

– DepecheMood (Emotion). DepecheMood is a lexicon for emotion analysis based

on crowd-sourced annotations of news (Staiano and Guerini, 2014). This plugin

analyses emotions using that lexicon.

– WordNet-Affect (Emotion). WordNet-Affect (Strapparava, Valitutti, et al., 2004)

is an extension of WordNet Domains, including a subset of synsets suitable to

represent affective concepts correlated with affective words. This plugin maps

sentences to WordNet synsets, and then uses WordNet-Affect to compute the

global emotion of the text.

– ANEW (Emotion). ANEW (Bradley and Lang, 1999) provides a set of normative

emotional ratings for a large number of words in the English language. This plugin

uses ANEW in an emotion classifier that detects six possible emotions: anger,

fear, disgust, joy, sadness and a neutral emotion.

6https://github.com/gsi-upm/senpy
7https://github.com/gsi-upm/senpy-plugins-community
8https://www.meaningcloud.com/
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– Emotion-Research (Emotion in Video). Emotion Research9 provides emotion

analysis of video. This plugin is a wrapper over that service.

4.4 Conclusions

In our first group of contributions, we provided a common set of vocabularies and schemata

for both services and languages resources. Our rationale was that these vocabularies would

allow these communities to cooperate, and eventually provide hybrid solutions. A major

barrier to the creation of a vocabulary of emotions has been the lack of a consensus on what

models of emotion to use. We addressed this issue by providing a vocabulary with a meta-

model for emotions, where users can define their own specific models, and by separately

providing a wide variety of models from which to choose. The combination of this emo-

tion vocabulary with other vocabularies such as lemon has allowed us to successfully model

language resources and services alike. This has been supported by our experiences on two

European projects, several bachelor and master theses, and other uses that we have detected

in the community. In particular, the EuroSentiment language resource pool was the main

goal of the project and it was made possible thanks to the model for language resources. The

portal is covered in “EUROSENTIMENT: Linked Data Sentiment Analysis” (Sec-

tion 3.1.5) . The use of a semantic model in that are has proven to be very advantageous. For

instance, the work on automatic domain-specific lexicons from lexical resources exemplifies

the benefits of semantically generated resources, as covered in “Generating Linked-Data

based Domain-Specific Sentiment Lexicons from Legacy Language and Semantic

Resources” (Section 3.1.8) . This automatic resource translation and adaptation would not

be possible without the semantic model and its connection to the WordNet ecosystem.

Our second group of contributions is on linked data for sentiment analysis services. Ex-

tending NIF to include affects and creating a schema for service results has yielded very

positive results. The schema has been used extensively by different external partners since

its inception, and the reference implementation has been used both internally (bachelor,

master, PhD theses and other use cases), as well as by third parties (e.g., MixedEmotions

project). Choosing to default to a more user-friendly format (JSON-LD) has also been a

success. It has empowered developers and researchers from different fields to contribute

their own services and consume those of others. They could do so without prior exposure to

semantic technologies. At the same time, the interoperability of services and several of the

features advertised by the reference implementation, such as automatic model conversion,

were powered by semantic technologies. On a related note, our collaboration on multi-modal

9https://emotionresearchlab.com/
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fusion has been particularly encouraging, as it combines four advantages of the semantic def-

inition of resources and services. Firstly, several semantically annotated languages resources

were used in text classification. Secondly, different services were consumed using the same

APIs. Thirdly, the combination of the results from each modality was achieved thanks to

semantic interoperability. Lastly, once the results were combined, the fusion was achieved

through automatic model conversion.

The creation of the W3C Community Group on Linked Data Models for Sentiment and

Emotion Analysis has been highly positive for the promotion of linked data and semantic

values in the NLP community. Among other things, it has led to several online and offline

activities to discuss the use of linked data technologies in the area. The group has also gath-

ered their knowledge on tools, resources and projects that are relevant for other researchers.

The result can be seen in both the website of the group, and in the joint publication that

served as a declaration of intentions of the group.

The reference implementation has been integrated with popular libraries such as scikit-

learn. The integration is bidirectional: converting a scikit-learn classifier into a Senpy

service is straightforward, as is using a senpy plugin as a scikit-learn classifier. This is

very convenient for developers, especially in combination with the automatic evaluation of

plugins.

Lastly, social context seems like a natural step further in sentiment and emotion analysis

research. Our analysis of the state of the art from the past decade confirmed that new

approaches that exploit social context outperform contextless baselines. The same analyses

revealed a lack of unified terminology in the field. This was expected, as is both a new

field and an interdisciplinary one. To remedy that, we provided a formal definition of social

context that could be applied to all the works in our analysis, as well as a methodology

to compare all their approaches. We hope that our proposal helps to clarify the different

approaches available both now and in the future, and that it will contribute to foster research

in the area. Unfortunately, there are other barriers other than terminology that is impeding

research on social context. The main one is that the use of social context requires more

information to be available to the researcher, such as a link between the piece of content

and its author, and the connection of that author to other members of the network. This

information is very seldom available in public datasets. In some situations it can be gathered

a posteriori, provided the piece of content is uniquely identified and searchable (i.e., there

is a user ID). But most datasets contain solely the piece of text and its labels, so there is

no way to gather the context. Sometimes, IDs are not present because the datasets were

created for pure text classification and the use of social context had not been anticipated.
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Some other times, the creators of a dataset knowingly omit IDs or other traceable features

to avoid legal and ethical problems. Further discussion is necessary to circumvent these

types of issues and obtain more complete datasets.

In conclusion, all our hypotheses have been supported:

Hypothesis-1 “A Linked Data approach would increase interoperability between ser-

vices and enable advanced capabilities such as automatic evaluation” has been supported

overall by the overall results of the MixedEmotions project, which relied heavily on interop-

erability between services. The results of that project are described in “MixedEmotions:

An Open-Source Toolbox for Multi-Modal Emotion Analysis” (Section 3.2.3) . It

is also supported by the fact that different types of developers, both researchers and non-

researchers, and with different types of backgrounds, have successfully used the reference

implementation of Senpy, and some of those uses were done in the context of international

publications, whose main contribution was unrelated to Senpy.

Hypothesis-2 “A semantic vocabulary for emotions would ease multi-modal analysis

and enable using different emotion models” has been supported by our collaborations on

multi-modal analysis, multi-modal fusion, and the implementation of automatic model con-

version, which has been used by different partners. This is illustrated in “A Linked Data

Model for Multimodal Sentiment and Emotion Analysis” (Section 3.1.4) and “Mul-

timodal Multimodel Emotion Analysis as Linked Data” (Section 3.2.2) .

Hypothesis-3 “Sentiment of social media text can be predicted using additional contex-

tual information (e.g., previous history and relations between users)” has been supported by

our analysis of the state of the art in the field in the paper “Social context in sentiment

analysis: Formal definition, overview of current trends and framework for com-

parison” (Section 3.3.1) , which showed an improvement in context-based approaches, as

opposed to contextless approaches, albeit with higher variability. Our further investigation

in the matter (yet to be published) also supports the idea that models that use commu-

nity detection (a form of SNA) perform better than both contextless and other types of

context-based approaches (i.e., micro and meso).

4.5 Future Research

Research is an ongoing task. During the course of this thesis, we identified several ways in

which our research could be either expanded or continued in different directions.

First of all, the model for emotion conversion in Onyx has shown potential for interop-

erability and multi-modal fusion, but it has not been fully exploited. Currently, there are
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only two types of bi-directional conversions: Ekman’s to VAD and Ekman’s to FSRE. Both

of these conversions rely on the same implementation of a centroid-based conversion. The

centroids are calculated using well known lexicons for VAD, and WordNet-Affect labels for

the same words. The application of this conversion with multi-modal ensemble has shown

good results, but more conversion strategies should be implemented and properly evaluated.

Perhaps a conversion from WordNet-Affect A-labels to VAD would be a good candidate to

start. The fact that WordNet-Affect labels form a taxonomy could also be exploited. The

conversion could be parameterized to choose the desired level of the WordNet-Affect taxon-

omy. That would allow end users to control the level of emotion granularity. The level may

be automatically selected depending on the confidence of the algorithm in the conversion.

On the modelling of language resources and services, there are several ways to continue

improving. The recommendation by the W3C Community Group has been a great step

towards a common model in the community, but it is still far from being a community

standard. Whether there is a need in the community for an actual standard at this point

remains to be seen. In the meantime, we should continue working on capturing the use cases

for linked data for sentiment analysis, and exploiting the capabilities of semantics.

Regarding the use of linked data in sentiment and emotion analysis services, the Senpy

architecture is very complete, and there are several aspects that are not fully utilized in

the current implementation. For instance, the evaluation layer provides limited reporting

capabilities, which are mostly limited to accuracy and F-1 score evaluation (and cross-

evaluation) metrics. Although some results are cached, the metrics are provided on demand.

It would be interesting to expose these results and the set of gold standards as linked data

to other instances.

Another point for consideration is to extend the architecture, which was initially envi-

sioned as a monolith for relatively light and isolated services. As more and more plugins

were developed for the reference implementation, keeping all the independent versions up to

date became rather tedious. Releasing a new version of the core requires re-launching each

server. In some cases, the server needs to either train a classifier or load data into mem-

ory. Re-training can be avoided by several mechanisms we provide to persist and load data.

However, the start-up time of several services is still long. A more ambitious extension of

the architecture could account for distributed analysis systems, where different parts of the

architecture are provided by different servers. In such an architecture, the modules respon-

sible for the analysis could be lightweight microservices that implement a remote interface

and communicate with a central module that provides the main features. The central mod-

ule could allow for automatic registration of analysis modules, with optional authentication.
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This would be transparent to a user of the service, but it would allow us to decouple the

development of services from the .

One of the main obstacles to social context research is the lack of available datasets.

More datasets would enable the creation of more precise models, and further evaluation of

existing approaches. The lack can be partially compensated in some scenarios with more

quality synthetic datasets. These datasets could be generated using agent-based social

simulation, with tools such as Soil.

There is an interesting trend in deep learning that consists in capturing a representation

of part of the social context information into fixed-length vectors. Those vectors are later

used as features in a neural network. This technique is known as embedding, and it is

very common for text features (e.g., Word2Vec, GloVe). The rationale behind embedding

is that the vectors summarize latent semantic relations between words. The same principle

could apply to social context features, including the graph of relations or interactions. In

fact, some works are already working on producing network embeddings. It would be very

interesting to combine the insights gathered from our study of social context with the power

of both type of embeddings. One limitation of such an approach is once again the lack of

datasets that either contain or can be extended with social context features. Embedding

relies on high volumes of data in order to converge to quality vectors.
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APPENDIXA
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publications (e.g., book chapters).
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A.2 Publications indirectly related to the thesis

A.2.1 A Big Linked Data Toolkit for Social Media Analysis and Visualization

based on W3C Web Components

Title A Big Linked Data Toolkit for Social Media Analysis and Visualization based on W3C Web Com-

ponents

Authors Sánchez-Rada, J. Fernando and Pascual-Saavedra, Alberto and Conde-Sánchez, Enrique and Igle-

sias, Carlos A.

Proceedings On the Move to Meaningful Internet Systems. OTM 2018 Conferences. Part II

ISBN 978-3-030-02671-4

Volume 11230

Year 2018

Keywords big data, linked data, sefarad, soneti, web components

Pages 498–515

Abstract Social media generates a massive amount of data at a very fast pace. Objective information such as

news, and subjective content such as opinions and emotions are intertwined and readily available.

This data is very appealing from both a research and a commercial point of view, for applications

such as public polling or marketing purposes. A complete understanding requires a combined view of

information from different sources which are usually enriched (e.g .sentiment analysis) and visualized

in a dashboard. In this work, we present a toolkit that tackles these issues on different levels: 1)

to extract heterogeneous information, it provides independent data extractors and web scrapers; 2)

data processing is done with independent semantic analysis services that are easily deployed; 3) a

configurable Big Data orchestrator controls the execution of extraction and processing tasks; 4) the

end result is presented in a sensible and interactive format with a modular visualization framework

based on Web Components that connects to different sources such as SPARQL and ElasticSearch

endpoints. Data workflows can be defined by connecting different extractors and analysis services.

The different elements of this toolkit interoperate through a linked data principled approach and

a set of common ontologies. To illustrate the usefulness of this toolkit, this work describes several

use cases in which the toolkit has been successfully applied.
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Abstract. Social media generates a massive amount of data at a very
fast pace. Objective information such as news, and subjective content
such as opinions and emotions are intertwined and readily available. This
data is very appealing from both a research and a commercial point of
view, for applications such as public polling or marketing purposes. A
complete understanding requires a combined view of information from
different sources which are usually enriched (e.g .sentiment analysis) and
visualized in a dashboard.
In this work, we present a toolkit that tackles these issues on different
levels: 1) to extract heterogeneous information, it provides independent
data extractors and web scrapers; 2) data processing is done with in-
dependent semantic analysis services that are easily deployed; 3) a con-
figurable Big Data orchestrator controls the execution of extraction and
processing tasks; 4) the end result is presented in a sensible and inter-
active format with a modular visualization framework based on Web
Components that connects to different sources such as SPARQL and
ElasticSearch endpoints. Data workflows can be defined by connecting
different extractors and analysis services. The different elements of this
toolkit interoperate through a linked data principled approach and a set
of common ontologies. To illustrate the usefulness of this toolkit, this
work describes several use cases in which the toolkit has been success-
fully applied.

Keywords: Linked Data · Web Components · Visualization · Social
Media · Big Data .

1 Introduction

We are used to the never-ending stream of data coming at us from social media.
Social media has become a way to get informed about the latest facts, faster
than traditional media. It is also an outlet for our complaints, celebrations and
feelings, in general. This mix of factual and subjective information has drawn the
interest of research and business alike. The former, because social media could
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be used as a proxy to public opinion, a probe for the sentiment of the people.
The latter, because knowing the interests and experience of potential users is
the holy grail of marketing and advertisement.

However, making sense of such a big stream of data is costly in several ways.
The main areas that need to be covered are: extraction, analysis, storage, visual-
ization and orchestration. All these aspects are further influenced by the typical
attributes of Big Data such as large volume, large throughput and heterogeneity.
We will cover each of them in more detail.

First of all, in order to analyze this data, it needs to be extracted. The
volume of data and metadata available in today’s media can be overwhelming.
For instance, a simple tweet, which in principle consists of roughly 140 characters,
contains dozens of metadata fields such as creation date, number of retweets,
links to users mentioned in the text, geolocation, plus tens of fields about the
original poster. Some of this data is very useful, whereas some information (e.g.
the background color of the author’s profile) are seldom used. Furthermore,
Twitter is one of the best case scenarios, because it provides a well documented
API. Other media require collecting unstructured information, or using more
cumbersome techniques.

The extracted data needs to be stored and made available for analysis and
visualization. Since the volume of data is potentially very large, the data store
needs to keep up with this pace, and provide means to quickly query parts
of the data. Modern databases such as ElasticSearch or Cassandra have been
designed for such types of loads. However, analysis requires using data from dif-
ferent sources. For the sake of interoperability and simplicity, data from different
sources should be structured and queried using the same formats. Hence, using
vocabularies and semantic technologies such as RDF and SPARQL would be
highly beneficial.

The next area is data analysis. The analysis serves different purposes, such as
enriching the data (e.g. sentiment analysis), transforming it (e.g. normalization
and filtering) or calculating higher order metrics (e.g. aggregation of results).
Unfortunately, different analysis processes usually require different tooling, for-
matting and APIs, which further complicates matters.

Finally, there is visualization, where the results of the analysis are finally pre-
sented to users, in a way that allows them to explore the data. This visualization
needs to be adaptable to different applications, integrated with other analysis
tools, and performance. In practice, visualization is either done with highly spe-
cialized tools such as Kibana [13], with little integration with other products, or
custom-tailored to each specific application, which hinders reusability.

And, lastly, all these steps need to be repeated for every application. This is,
once again, typically done on an ad-hoc basis, and every step in the process is
manually programmed or configured via specialized tools.

This work presents a toolkit that that deals with these issues on different
levels: 1) to extract heterogeneous information, it provides independent data ex-
tractors and web scrapers; 2) data processing is done with independent semantic
analysis services that are easily deployed; 3) a configurable Big Data orchestra-
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tor controls the execution of extraction and processing tasks; 4) the end result
is presented in a sensible and interactive format with a modular visualization
framework based on Web Components that connects to different sources such as
SPARQL and ElasticSearch endpoints. Data workflows can be defined by con-
necting different extractors and analysis services. The different elements of this
toolkit interoperate through a Linked Data principled approach and a set of
common ontologies. The combination of Linked Data principles and Big Data is
often referred to as Big Linked Data. The toolkit has been successfully used in
several use cases, in different domains, which indicates that it is useful in real
scenarios.

The remaining sections are structured as follows: Section 2 presents technolo-
gies and concepts that this work is based on; Section 3 explains the architecture
of the toolkit, and its different modules; Section 4 illustrates the use of this toolkit
in different use cases; Lastly, Section 5 presents our conclusions and future lines
of work.

2 Enabling Technologies

2.1 W3C Web Components

W3C Web components are a set of web platform APIs that allow the creation
of new custom, reusable, encapsulated HTML tags to use in web pages and web
apps. This Web Components idea comes from the union of four main standards:
custom HTML elements, HTML imports, templates and shadow DOMs.

– Custom Elements: Custom Elements [47] let the user define his own element
types with custom tag names. JavaScript code is associated with the custom
tags and uses them as an standard tag. Custom elements specification is
being incorporated into the W3C HTML specification and will be supported
natively in HTML5.3

– HTML imports: HTML Imports [26] let users include and reuse HTML
documents in other HTML documents, as ’script’ tags let include external
JavaScript in pages.

– Templates: Templates [9] define a new ’template’ element which describes
a standard DOM-based approach for client-side template. Templates allow
developers to declare fragments of markup which are parsed as HTML.

– Shadow DOM: Shadow DOM [17] is a new DOM feature that helps users
build components. Shadow DOMs can be seen as a scoped sub-tree inside
your element.

In order to make compatible these W3C Web components with modern
browsers, a number frameworks have emerged to foster their use.

Polymer is one of these emerging frameworks for constructing Web Compo-
nents that was developed by Google1. Polymer simplifies building customized

1 https://www.polymer-project.org/
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and reusable HTML components. In addition, Polymer has been designed to be
flexible, fast and close. It uses the best specifications of the web platform in a
direct way to simply custom elements creation.

2.2 Emotion and Sentiment Models and Vocabularies

Linked Data and open vocabularies play a key role in this work. The semantic
model used enables both the use of interchangeable services and the integration
of results from different services. It focuses on Natural Language Processing
(NLP) service definition, the result of such services, sentiments and emotions.
Following a Linked Data approach, the model used is based on the following
existing vocabularies:

– NLP Interchange Format (NIF) 2.0 [15] defines a semantic format for im-
proving interoperability among natural language processing services. To this
end, texts are converted to RDF literals and an URI is generated so that
annotations can be defined for that text in a linked data way. NIF offers dif-
ferent URI Schemes to identify text fragments inside a string, e.g. a scheme
based on RFC5147 [49], and a custom scheme based on context.

– Marl [46], a vocabulary designed to annotate and describe subjective opinions
expressed on the web or in information systems.

– Onyx [31], which is built on the same principles as Marl to annotate and
describe emotions, and provides interoperability with Emotion Markup Lan-
guage (EmotionML) [37].

– Schema.org [12] provides entities and relationships for the elements that are
outside the realm of the social media itself. For instance, it can be used to
annotate product reviews.

– FOAF [11] provides the description of relationships and interactions between
people.

– SIOC [4] is used to annotate blog posts, online forums and similar media.
– PROV-O [24] provides provenance information, linking the final results that

can be visualized with the original data extracted, the processes that trans-
formed the data, and the agents that took part in the transformation.

Additionally, NIF [15] provides an API for NLP services. This API has been
extended for multimodal emotion analysis in previous works [33, 34] . This ex-
tension also enables the automatic conversion between different emotion models.

2.3 Senpy

Senpy [32] is a framework for sentiment and emotion analysis services. Services
built with Senpy are interchangeable and easy to use because they share a com-
mon API and Examples. It also simplifies service development.

All services built using Senpy share a common interface, based on the NIF
API [14] and public ontologies. This allows users to use them (almost) inter-
changeably. Senpy takes care of:
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– Interfacing with the user: parameter validation, error handling.
– Formatting: JSON-LD [39], Turtle/n-triples input and output, or simple text

input
– Linked Data: Senpy results are semantically annotated, using a series of well

established vocabularies.
– User interface: a web UI where users can explore your service and test dif-

ferent settings
– A client to interact with the service. Currently only available in Python.

Senpy services are made up of individual modules (plugins) that perform a
specific type of analysis (e.g. sentiment analysis). Plugins are developed indepen-
dently. Senpy ships with a plugin auto-discovery mechanism to detect plugins
locally. There are a number of plugins for different types of analysis (sentiment,
emotion, etc.), as well as plugins that wrap external services such as Senti-
ment140, MeaningCloud and IBM Watson2.

3 Architecture

This work presents a modular toolkit for processing Big Linked Data encouraging
scalability and reusability. The high level architecture of this toolkit, which we
call Soneti, is depicted in Figure 1. It integrates existing open source tools with
other built specifically for the toolkit. The main modules are orchestration, data
ingestion, processing and analysis, storage and visualization and management,
which are described below.

Orchestration. The orchestration module (Sect. 3.1) is responsible of manag-
ing the interaction of the rest modules by automating complex data pipelines
and handling failures. This module enables reusability at thedata pipeline level,
In addition, it enables scalability, since every task of the workflow can be exe-
cuted in a Big Data platform, such as a Hadoop job [48], a Spark job [50] or
a Hive query [43], to name a few. Finally, this module helps to recover from
failures gracefully and rerun only the uncompleted task dependencies in the case
of a failure.

The Data Ingestion module (Sect. 3.2) involves obtaining data from the struc-
tured and unstructured data sources and transforming these data into linked data
formats, using scraping techniques and APIs, respectively. The use of linked data
enables reusability of ingestion modules as well as interoperabilty and provides a
uniform schema for processing data.

The Processing and Analysis module (Sect. 3.3) collects the different anal-
ysis tasks that enrich the incoming data, such as entity detection and linking,
sentiment analysis or personality classification. Analysis is based on the NIF
recommendation, which has been extended for multimodal data sources. Each

2 Sentiment140, MeaningCloud and IBM Watson are online sentiment analysis ser-
vices available at http://www.sentiment140.com/, https://www.meaningcloud.com/
and https://www.ibm.com/watson/services/natural-language-understanding/, re-
spectively.
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Fig. 1: High-level architecture.

analysis task has been modelled as a plugin of Senpy, presented in Sect. 2.3. In
this way, analysis modules can be easily reused.

The Storage module (Sect 3.4) is responsible for storing data in a nonSQL
database. We have selected ElasticSearch [10], since it provides scalability, text
search as well as a RESTful server based on a Query DSL language. For our pur-
poses, JSON-LD [39] is used, with the aim of preserving linked data expressivity
in a format compatible with the Elasticsearch ecosystem.

The Visualization and Querying module (Sect. 3.5) enables building dash-
boards as well as executing semantic queries. Visualisation is based on W3C Web
Components. A library of interconnected Web Component based widgets have
been developed to enable faceted search. In addition, one widget has been devel-
oped for providing semantic SPARQL queries to a SPARQL endpoint Apache
Fuseki [19]. Fuseki is provisioned by the data pipeline.

Figure 2 provides a more detailed view of the architecture, focused on the
Visualization and Querying module, to explain its connection to the rest of the
modules. The following subsections describe each module in more detail.

3.1 Orchestration

Workflow management systems are usually required for managing the complex
and demanding pipelines in Big Data environments. There are a number of
open source tools for workflow management, such as Knime [45], Luigi [40],
SciLuigi [23], Styx [41], Pinterest’s pinball [29] or Airbnb’s Airflow [20]. The
interested reader can find a detailed comparison in [30, 23].

We have selected as workflow orchestrator the open source software Luigi [40],
developed by Spotify. It allows the definition and execution of complex depen-
dency graphs of tasks and handles possible errors during execution. In addition,
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Fig. 2: Detailed architecture of the visualization components.

Luigi provides a web interface to check pipeline dependencies as well as a visual
overview of tasks execution.

Luigi is released as a Python module, which provides an homogeneous lan-
guage since machine learning and natural language processing tasks are also
developed in this language.

A pipeline is a series of interdependent tasks that are executed in order. Each
task is defined by its input (its dependencies), its computation, and its output.

Some examples of the most common pipelines we have reused in a number
of projects are shown in Figure 3:

– Extract and Store: this workflow extracts data from a number of sources and
store them in a JSON-LD format, as shown in Fiure 3a.

– Extract and Store in a noSQL database and an LD-Server: this worflow
extends the previous worflow by storing in parallel in a noSQL database and
a SPARQL endpoint the extracted triples, as depicted in Figure 3b.

– Extract, Analyze and Store workflow: this workflow analyze the data before
storing it, as shown in Figure 3c. The analysis consists in a data pipeline
where each analyzer adds semantic metadata, being the analyzers Senpy plu-
gins. Some examples of these analyzers are sentiment and emotion detection
as well as entity recognition and linking.

The processed data in most workflows is stored in one or multiple datastores
and formats. Figure 4 illustrates the type of semantic annotations that would
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(a) Extract and Store

(b) Extract and Store in a NoSQL database and an LD-Serve

(c) Extract, Analyze and Store

Fig. 3: Examples of different Luigi Workflows.
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be generated by a combinatio of three different services (Sentiment Analysis,
Emotion Analysis and Named Entity Recognition Analysis).

SentimentAnalysis

EmotionAnalysis

NERServiceORCHESTRATOR

TASK <http://example.com/status/1234#char=0,15>    
   a  nif:Context ; 
   nif:isString   "Big Data is fun" ; 

   marl:hasOpinion [ 
         prov:wasGeneratedBy endpoint:SentimentAnalysis ; 
         marl:hasPolarity           marl:Positive 
   ]  ; 

  onyx:hasEmotionSet [ 
        prov:wasGeneratedBy endpoint:EmotionAnalysis ; 
            onyx:hasEmotion  [ 
            onyx:hasEmotionCategory   big6:happiness . 
        ] 
   ]  . 

<http://example.com/status/1234#char=0,8>  
    a nif:Context; nif:referenceContext 
                    <http://example.com/status/1234#char=0,15> ;   
                                   
   nif:annotationUnit [ 

        itsrdf:taIdentRef dbp:Big_Data ;   

         nif:taIdentConf "0.6"^^xsd:decimal ; 

         prov:wasGeneratedBy endpoint:NERService .

 ] .

Fig. 4: Enrichment Pipeline results in turtle format. The annotations generated
by three independent services have been combined thanks to the Linked Data
principles and NIF URI schemes.

3.2 Data Ingestion

The objective of this module is extracting the information from external sources,
map it to linked data formats for process and storage.

A tool, so called GSICrawler 3 has been developed to extract information
for structured and unstructured sources. The architecture of this tool consists
of a set of modules providing a uniform API, which enables its orchestration.
GSICrawler contains scraping modules that are based on Scrapy [21], and other
modules that connect to external APIs. At the time of writing, there are modules
for extracting data from Twitter, Facebook, Reddit, TripAdvisor, Amazon, RSS
Feeds, and a number of specific places, including some journals in PDF format.
The tool is Open Source and publicly available 4.

Table 1 describes the method available in the GSICrawler API, whereas Ta-
ble 2 contains the basic parameters for the /tasks endpoint. More parameters
are available, depending on the type of analysis performed.

3 GSICrawler’s documentation: https://gsicrawler.readthedocs.io
4 https://github.com/gsi-upm/gsicrawler
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Table 1: API endpoints to access tasks and jobs in GSICrawler
endpoint description

GET /tasks/ Get a list of available tasks in JSON-LD format.
GET /jobs/ Get a list of jobs. It can be limited to pending/running jobs by spec-

ifying ?pending=True

POST /jobs/ Start a new job, from an available task and a set of parameters

Table 2: Basic parameters for a new job. Other parameters may be needed or
available, depending on the task.
parameter description

task id Identifier of the task. Example: pdf-crawl.
output Where to store the results. Available options: none, file,

elasticsearch.
retries If the task fails, retry at most this many times. Optional.
delay If specified, the job will be run in delay seconds instead of immedi-

ately. Optional.
timeout Time in seconds to wait for the results. If the timeout is reached,

consider the task failed. Optional.

3.3 Data Processing and Analysis

There is an array of processing tasks that are relevant for social media analy-
sis. The most common are text-based processes such as sentiment and emotion
analysis, named entity recognition, or spam detection. These types of processes
are covered both from an API point of view (Section 2.3) and from a modelling
point of view (Section 2.2), with NIF and its extensions.

Having a common API for analysis services, as covered in Section 2.3, avoids
coupling other parts of the system to the idiosyncrasies of the specific services
used. As a result, services that provide equivalent types of annotation (e.g. two
sentiment services) are interchangeable as far as the rest of the system is con-
cerned. The obvious downside is that, in order to reach this level of decoupling,
external services need to be adapted either natively or through the use of addi-
tional layers such as proxies and wrappers. Fortunately, the number of services
is much lower than the number of applications using them, which makes adapt-
ing services much more efficient than having to adapt systems to include other
services.

Using a common semantic model for results and annotations means that other
modules in the system, especially the visualization module, do not need to rely on
specific schemata or formats for every service or type of service. They can focus
only on representing the information itself. Semantic standards such as RDF
also ensure that applications can be agnostic of the specific serialization format
used (e.g. JSON or XML). This independence is exploited in other modules
of the toolkit. For example, more than one type of datastore can be used as
storage modules, each of them with their own formats. An ElasticSearch database
(JSON-based) may co-exist with a Fuseki (RDF-based) datastore, provided the
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annotations are correct and the appropriate conversion mechanisms (e.g. framing
in the case of JSON-LD) are in place.

All services that are compatible with Senpy’s API and format can be used
with the toolkit proposed in this paper. An updated list is available at Senpy’s
documentation and, it includes services for sentiment analysis, emotion analysis,
NER, age and gender detection, radicalization detection, spam detection, etc.

3.4 Storage

Our toolkit takes two types of storage into consideration: SPARQL endpoints
and traditional datastores with a REST API. In practice, we have employed
Fuseki’s SPARQL endpoint [19], and ElasticSearch’s REST API [10].

One of the main reasons to support other datastores is the need for Big Data
analysis. In particular, we focused on ElasticSearch. Elasticsearch is a search
server based on Lucene. It provides a distributed, full-text search engine with an
HTTP web interface and schema-free JSON documents. ElasticSearch has been
widely used in Big Data applications due to its performance and scalability.
ElasticSearch nodes can be distributed, it divides indices into shards, each of
which can have zero or more replicas. Each node hosts one or more shards, and
acts as a coordinator to delegate operations to the correct shard(s).

To retain semantics, we use a subset (or dialect) of JSON, JSON-LD [39],
which adds semantic annotation to plain JSON objects.

3.5 Visualization and Querying

One of the main goals of the toolkit is to provide a component-based UI frame-
work that can be used to quickly develop custom data visualizations that lead
to insights.

Re-usability and composability were two of our main requirements for the
framework. For this reason, we chose to base the visualization module on W3C
Web Components. Web Components is an increasingly popular set of standards
that enable the development of reusable components. Using Web Components
adds a layer of complexity, especially when it is combined with the usual visu-
alization libraries (e.g. D3.js 5). Fortunately, the additional effort is outweighed
by the growing community behind Web Components and the increasing number
of compatible libraries.

Nevertheless, several aspects were not fully covered by the current standard.
In particular, we wanted to provide faceted search combined with text search and
web component communication. To do so, componenents need to communicate
with each other, which requires a set of conventions on top of Web Components.

There are several alternatives for web component communication [42], such
as custom events between components and publish-subscribe pattern [22]. Af-
ter considering these alternatives, we chose to follow a Model-View-Controller

5 https://d3js.org/
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(MVC) architecture (Figure 2). In MVC, a single element is in charge of connect-
ing to the data sources, filtering the results, and exposing it to other components,
which can them present it.

Since this visualization should also be interactive, visualization components
also contain their own set of filters. When interacting with these components, a
user may modify the filters, and the component will communicate the change of
filters back to the filtering component. This allows storing which elements have
been selected and thus making more complex queries to data sources (e.g. Elastic-
Search). The communication between components is achieved through observers
and computed properties, which allow changes to be seamlessly propagated to
all components.

The result of combining Web Components with these conventions to organize
data is Sefarad 6, an Open Source code 7 framework which is the core of the
visualization module in the toolkit. Visualizations in Sefarad are composed of
individual dashboards, which are web pages oriented to display all groups of
related information (e.g. visualization of the activity of a brand in social media).
In turn, these dashboards are further divided into widgets (e.g. charts and lists),
which are connected to present a coherent and interactive view.

Dashboards serve the purpose of integrating a collection of widgets and con-
necting them to the data sources (e.g. Fuseki). Hence, dashboards are custom-
tailored to specific applications, and are not as reusable as widgets. There are
two main types of dashboards. On one hand, there are dashboards that provide a
simple interface with interactive widgets, filters and textual search. This type of
dashboards is aimed towards inexperienced users. Hence, their actions are guided
with pre-defined queries and suggestions. On the other hand, we find dashboards
that cater to more advanced users, who can explore the dataset through more
complex queries using a SPARQL editor. These results can be viewed in raw
format, using pivot tables, and through compatible widgets.

As shown in Figure 5, Serafad is also capable of retrieving semantic data
from external sources, such as Elasticsearch, Fuseki or DBPedia. Data retrieving
is done by an client (e.g. Elasticsearch) located at the dashboard. This client
stores data and it is shared with all the widgets within that dashboard.

At the time of writing, this is a categorized list of popular widgets in the
toolkit:

– Data statistics widgets: These widgets are used to visualize data statis-
tics from an Elasticsearch index at a glance. We include inside this cate-
gory Google-chart-elasticsearch, number-chart, spider-chart, Liquid-fluid-d3,
wordcloud...

– Sentiment widgets: These widgets are used to visualize sentiment informa-
tion. We include inside this category chernoff-faces, field-chart, tweet-chart,
wheel-chart, youtube-sentiment...

6 Sefarad’s documentation: http://sefarad.readthedocs.io/
7 https://github.com/gsi-upm/sefarad
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Fig. 5: Architecture of the Visualization module

– NER widgets: These widgets are used to visualize recognized entities from
an Elasicsearch index. We include inside this category entities-chart, people-
chart, aspect-chart, wheel-chart...

– Location widgets: This group of widgets visualize data geolocated in dif-
ferent maps. Spain-chart, happymap and leaflet-maps are some examples of
this kind of widgets.

– Document widgets: Inside this group we can find tweet-chart and news-
chart. These widgets are used to visualize all documents within an Elastic-
search index.

– Query widgets: This widgets add more functionalities to Sefarad frame-
work, they are used to modify or ask queries to different endpoints. We
include inside this category material-search, YASGUI-polymer, date-slider...

4 Case Studies

The platform has been used in a number of national and European R&D projects,
such as Financial Twitter Tracker [3, 35], FP7 SmartOpenData [36, 7], H2020
Trivalent [2], and ITEA Somedi. In addition, the platform has been applied in
several master thesis in sentiment and emotion detection in Twitter, Facebook
and web sites in different domains, such as football [28, 25, 27], song lyrics [18], ge-
olocated media [8], political parties [1], financial news [44, 6] and e-commerce [5].
It has also been applied for detection of insomnia [38] and radicalism [16] in Twit-
ter [38]. For illustration purposes, we will describe three cases were the platform
has been used.

Figure 6a shows the Trivalent dashboard. In this case, the purpose of the
dashboard is to analyze radicalization sources, including Twitter, news papers

292



(a) Screenshot from the Trivalent
Dashboard

(b) Brand monitoring for the SoMeDi
project.

(c) Example of analysis of insommia in Twitter.

Fig. 6: Case studies
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(CNN, New York Times and Aljazeera) and radicalist magazines (Dabiq and
Rumiyah). The crawler collects all the information and processes in different
ways. In particular, the current version includes entity recognition and linking,
topic identification and sentiment and emotion analysis. Future versions will also
include narrative detection.

The second case is brand monitoring and analysis of competitors, within
the SoMeDi project. The goal was to compare the social media activity related
to a given brand with that of the competition. To this end, the GSICrawler
service fetches data about the brand and its competition from social networks
(Twitter, Facebook and Tripadvisor). Secondly, this data is enriched using sen-
timent analysis and named entity recognition. Figure 6b shows a partial view of
the dashboard. In this case, it was important to present the results in different
points in time, to filter out specific campaigns and to compare the evolution of
the activity for each entity.

Another example is shown in Figure 6c. In this case, the system analyzes the
timeline of Twitter users for determining if they suffer from insommia and the
underlying reasons. In this case, the data ingestion comes from Twitter and a
Senpy plugin carries out the classifications. The development of Senpy plugins
is straight forward, since Scikit-learn classifiers can be easily exposed as Senpy
plugins, by defining the mapping to linked data properties.

5 Conclusions

The motivation of this work was to leverage Linked Data to enable the analysis
of social media, and later visualization of the results, with reusable components
and configurable workflows. The result is a toolkit that relies on a set of vo-
cabularies and semantic APIs for interoperability. The toolkit’s architecture is
highly composable, with modularity and loose coupling as driving principles. In
particular, the visualization elements are based on web components, which in-
troduce new development paradigms such as the shadow DOM and templates.
Adapting to this new paradigm takes some time, but results in highly reusable
code. On the processing side, using a semantic approach with a combination of
ontologies and the NIF API has made it possible to seamlessly combine different
analysis services. The fact that analysis results are semantically annotated has
made using components easy.

The toolkit is under an Open Source license, and its modules are publicly
available on GitHub8. Several demonstrations also showcase the usefulness of
the visualization in each use case.

To further expand this toolkit, we are already working on integrating the
visualization components with React 9, the JavaScript library by Facebook. Once
the integration is complete, the full ecosystem of UI elements in React will be
available in widgets and dashboards. On the other hand, the options for data
processing are not limited to text. If information such as user relevance or content

8 Soneti’s documentation: https://soneti.readthedocs.io/
9 https://reactjs.org/
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diffusion are important for an application, other techniques like social network
analysis are needed. These types of analysis are not covered by any generic
specification that we know of. For this reason, we are also working on defining
the types of analysis of online social networks, in order to provide a vocabulary
and an API just like NIF did for NLP.
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Abstract: The evolution of the Internet of Things leads to new opportunities for the contemporary

notion of smart offices, where employees can benefit from automation to maximize their productivity

and performance. However, although extensive research has been dedicated to analyze the impact of

workers’ emotions on their job performance, there is still a lack of pervasive environments that take

into account emotional behaviour. In addition, integrating new components in smart environments

is not straightforward. To face these challenges, this article proposes an architecture for emotion

aware automation platforms based on semantic event-driven rules to automate the adaptation of

the workplace to the employee’s needs. The main contributions of this paper are: (i) the design of

an emotion aware automation platform architecture for smart offices; (ii) the semantic modelling of

the system; and (iii) the implementation and evaluation of the proposed architecture in a real scenario.

Keywords: ambient intelligence; smart office; emotion regulation; task automation; semantic technologies

1. Introduction

The emergence of Internet of Things (IoT) opens endless possibilities for the Information and

Communication Technologies (ICT) sector, allowing new services and applications to leverage the

interconnection of physical and virtual realms [1]. One of these opportunities is the application

of Ambient Intelligence (AmI) principles to the workplace, which results in the notion of smart

offices. Smart offices can be defined as “workplaces that proactively, but sensibly, support people in their

daily work” [2].

A large body of research has been carried out on the impact that emotions have on decision

making [3], health [4], emergencies [5] and working life [6]. This states the importance of recognizing

and processing the emotions of people in intelligent environments. Particularly in the workplace,

emotions play a key role, since the emotional state of workers directly affects other workers [7] and,

consequently, company business. The application of emotion aware technologies to IoT environments

entails a quantitative improvement in the workers’ quality of life, since it allows the environment to

be adaptive to these emotions and, therefore, to human needs [8]. In addition, this improvement in

worker quality of life directly affects company performance and productivity [9].

Emotion Aware AmI (AmE) extends the notion of intelligent environments to detect, process and

adapt intelligent environments to users’ emotional state, exploiting theories from psychology and

social sciences for the analysis of human emotional context. Considering emotions in the user context

can improve customization of services in AmI scenarios and help users to improve their emotional

intelligence [10]. However, emotion technologies are rarely addressed within AmI systems and have

been frequently ignored [10,11].

A popular approach to interconnect and personalize both IoT and Internet services is the use of

Event-Condition-Action (ECA) rules, also known as trigger–action rules [12]. Several now prominent

Sensors 2018, 18, 1499; doi:10.3390/s18051499 www.mdpi.com/journal/sensors
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websites, mobile and desktop applications feature this rule-based task automation model, such as

IFTTT (https://ifttt.com/) or Zapier (https://zapier.com/). These systems, so-called Task Automation

Services (TASs) [13], are typically web platforms or smartphone applications, which provide an

intuitive visual programming environment where inexperienced users seamlessly create and manage

their own automations. Although some of these works have been applied to smart environments [14,15],

these systems have not been applied yet for regulating users’ emotions in emotion aware environments.

This work proposes a solution that consists in an emotion aware automation platform that

enables the automated adaption of smart office environments to the employee’s needs. This platform

allows workers to easily create and configure their own automation rules, resulting in a significant

improvement of their productivity and performance. A semantic model for the emotion aware TASs

based on the Evented WEb (EWE) [13] ontology is also proposed, which enables data interoperability

and automation portability, and facilitates the integration between tools in large environments.

Moreover, several sensors and actuators have been integrated in the system as a source of ambient data

or as action performers which interact with the environment. In this way, the design of an emotion

aware automation platform architecture for smart offices is the main contribution of this paper, as well

as the semantic modelling of the system and its implementation and validation in a real scenario.

The rest of this paper is organized as follows. Firstly, an overview about the related work in smart

offices, emotion regulation and semantic technologies is given in Section 2. Section 3 presents the

semantic modelling of the system, describing different ontologies and vocabularies which have been

used and the relationships between them. Then, Section 4 describes the reference architecture of the

proposed emotional aware automation platform, describing the main components and modules as

well as its implementation. Section 5 describes the evaluation of the system in a real scenario. Finally,

the conclusions drawn from this work are described in Section 6.

2. Background

This section describes the background and related work for the architecture proposed in this

paper. First, an overview of related work in AmE and specifically in smart offices is given in

Sections 2.1 and 2.2, respectively. Then, the main technologies involved in emotion recognition and

regulation are described in Sections 2.3 and 2.4. Finally, Section 2.5 gives an overview of the state of art

regarding to semantic technologies.

2.1. Emotion Aware AmI (AmE)

The term AmE was coined by Zhou et al. [16]. AmE is “a kind of AmI environment facilitating human

emotion experiences by providing people with proper emotion services instantly”. This notion aims at fostering

the development of emotion-aware services in pervasive AmI environments.

AmE are usually structured in three building blocks [10,17]: emotion sensing, emotion analysis

and emotion services or applications.

Emotion sensing is the process of gathering affective data using sensors or auto-reporting

techniques. There exists many potential sensor sources, including speech, video, mobile data [18],

textual and physiological and biological signals. An interesting research for multimodal sensing

in real-time is described in [19]. Then, the Emotion analysis module applies emotion recognition

techniques (Section 2.4) to classify emotions according to emotion models, being the most popular the

categorical and dimensional ones and optionally express the result in an emotion expression language

(Section 2.5). Emotion services or applications exploit the identified emotions in order to improve

user’s life. The main applications are [17] emotion awareness and sharing to improve health and

mental well-being to encourage social change [20], mental health tracking [21], behaviour change

support [22], urban affective sensing to understand the affective relationships of people towards

specific places [23] and emotion regulation [24] (Section 2.4).

The adaptation of AmI frameworks to AmE presents a number of challenges because of

the multimodal nature of potential emotion sensors and the need for reducing ambiguity of
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emotion multimodal sources using fusion techniques. In addition, different emotion models are

usually used depending on the nature of the emotion sources and the intended application.

According to [25], most existing pervasive systems do not consider a multi-modal emotion-aware

approach. As previously mentioned, despite the mushrooming of IoT, there are only few experiences

in the development of AmE environments that take into account emotional behaviour, and most of

them describe prototypes or proofs of concept [10,11,25–29].

From these works, emotion sensing has been addressed using emotion sources such as

speech [25,26,29], text [10], video facial and body expression recognition [24] and physiological

signals [24]. Few works have addressed the problem of emotion fusion in AmI [24] where a neural

multimodal fusion mechanism is proposed. With regard to regulation techniques, fuzzy [24,29] and

neurofuzzy controllers [11] have been proposed. Finally, the fields of application have been smart

health [24], intelligent classroom [29] and agent-based group decision making [28].

Even though some of the works mention a semantic modelling approach [10], the reviewed

approaches propose or use a semantic schema for modelling emotions. Moreover, the lack of semantic

modelling of the AmI platform is challenging for integrating new sensors and adapt them to new

scenarios. In addition, these works follow a model of full and transparent automation which could

leave users feeling out of control [30], without supporting personalization.

2.2. Smart Offices

Although several definitions for smart offices are given in different works [2,31,32], all of them

agree in considering a smart office as an environment that supports workers on their daily tasks.

These systems use the information collected by different sensors to reason about the environment,

and trigger actions which adapt the environment to users’ needs by mean of actuators.

Smart offices should be aligned to the business objectives of the enterprise, and should

enable a productive environment that maximizes employee satisfaction and company performance.

Thus, smart offices should manage efficiently and proactively the IoT infrastructure deployed in the

workplace as well as the enterprise systems. Moreover, smart offices should be able to interact with

smartphones and help employees to conciliate their personal and professional communications [33].

Focusing on existing solutions whose main goal is the improvement of workers’ comfort at

the office, Shigeta et al. [34] proposed a smart office system that uses a variety of input devices

(such as camera and blood flow sensor) in order to recognize workers’ mental and physiological

states, and adapts the environment by mean of output devices (such as variable colour light, speaker or

aroma generator) for improving workers’ comfort. In addition, HealthyOffice [35] deals with a novel

mood recognition framework that is able to identify five intensity levels for eight different types of

moods, using Silmee TM device to capture physiological and accelerometer data. Li [36] proposed the

design of a smart office system that involves the control of heating, illuminating, lighting, ventilating

and reconfiguration of the multi-office and the meeting room. With regard to activity recognition,

Jalal et al. [37] proposed a depth-based life logging human activity recognition system designed to

recognize the daily activities of elderly people, turning these environments into an intelligent space.

These works are clear examples of using smart office solutions for improving quality of life, and they

propose systems able to perform environment adaption based on users’ mental state.

Kumar et al. [38] proposed a semantic policy adaptation technique and its applications in the

context of smart building setups. It allows users of an application to share and reuse semantic policies

amongst them-selves, based on the concept of context interdependency. Alirezaie et al. [39] presented

a framework for smart homes able to perform context activity recognition, and proposed also a

semantic model for smart homes. With regard to the use of semantic technologies in the smart office

context, Coronato et al. [40] proposed a semantic context service that exploits semantic technologies

to support smart offices. This service relies on ontologies and rules to classify several typologies of

entities present in a smart office (such as services, devices and users) and to infer higher-level context

301



Sensors 2018, 18, 1499 4 of 20

information from low-level information coming from positioning systems and sensors in the physical

environments (such as lighting and sound level).

One of the first mentions of emotion sensor was in the form of affective wearables,

by Picard et al. [41]. As for semantic emotion sensors, there is an initial work proposed by

Gyrard et al. [42]. However, to the extent of our knowledge, there is no work in the literature that

properly addresses the topics of emotion sensors and semantic modelling in a unified smart automation

platform. This paper aims to fill this gap, proposing a semantic automation platform that also takes

into account users’ emotion.

2.3. Emotion Recognition

Over the last years, emotion detection represents a significant challenge that is gaining the

attention of a great number of researchers. The main goal is the use of different inputs for carrying out

the detection and identification of the emotional state of a subject. Emotion recognition opens endless

possibilities as it has wide applications in several fields such as health, emergencies, working life,

or commercial sector. The traditional approach of detecting emotions through questionnaires answered

by the participants does not yield very efficient methods. That is the reason for focusing on automatic

emotion detection using multimodal approaches (i.e., facial recognition, speech analysis and biometric

data), as well as ensemble of different information sources from the same mode [43].

Algorithms to predict emotions based on facial expressions are mature and considered accurate.

Currently, there are two main techniques to realize facial expression recognition depending on its way

of extracting feature data: appearance-based features, or geometry-based features [44]. Both techniques

have in common the extraction of some features from the images which are fed into a classification

system, and differ mainly in the features extracted from the video images and the classification

algorithm used [45]. Geometric based techniques find specific features such as the corners of the

mouth, eyebrows, etc. and extracts emotional data from them. Otherwise, appearance based extraction

techniques describe the texture of the face caused by expressions, and extract emotional data from

skin changes [46].

Emotion recognition from speech analysis is an area that is gaining momentum in recent years [47].

Speech features are divided into for main categories: continuous features (pitch, energy, and formants),

qualitative features (voice quality, harsh, and breathy), spectral features (Linear Predictive Coefficients

(LPC) and Mel Frequency Cepstral Coefficients (MFCC)), and Teager energy operator-based features

(TEO-FM-Var and TEO-Auto-Env) [48].

Physiological signals are another data source for recognizing people’s emotions [49]. The idea of

wearables that detect the wearer’s affective state dates back to the early days of affective computing [41].

For example, skin conductance changes if the skin is sweaty, which is related to stress situations and

other affects. Skin conductance is used as an indicator of arousal, to which it is correlated [50]. A low

level of skin conductivity suggests low arousal level. Heart rate is also a physiological signal connected

with emotions, as its variability increases with arousal. Generally, heart rate is higher for pleasant and

low arousal stimuli compared to unpleasant and high arousal stimuli [50].

2.4. Emotion Regulation

Emotion regulation consists in the modification of processes involved in the generation or

manifestation of emotion [51], and results an essential component of psychological well-being and

successful social functioning. A popular approach to regulate emotions is the use of colour, music or

controlled breathing [52,53].

Xin et al. [54,55] demonstrated that colour characteristics such as chroma, hue or lightness produce

an impact on emotions. Based on these studies and on the assumption of the power of colour to change

mood, Sokolova et al. [52] proposed the use of colour to regulate affect. Participants of this study

indicated that pink, red, orange and yellow maximized their feeling of joy, while sadness correlates

with dark brown and gray. Ortiz-García-Cervigón et al. [56] proposed an emotion regulation system

302



Sensors 2018, 18, 1499 5 of 20

at home, using RGB LED strips that are adjustable in colour and intensity to control the ambience.

This study reveals that warm colours are rated as more tensed, hot, and less preferable for lighting,

while cold colours are rated as more pleasant.

With regard to music, several studies [57,58] show that listening to music influences mood and

arousal. Van der Zwaag [59] found that listening to preferred music significantly improved performance

on high cognitive demand tasks, suggesting that music increases efficiency for cognitive tasks.

Therefore, it has been demonstrated that listening to music can influence regulation abilities, arousing

certain feelings or helping to cope negative emotions [60]. In addition, it has been demonstrated that

different types of music may have different demands on attention [61].

The commented studies show that the adaptation of ambient light colour and music are

considerable solutions for regulating emotions in a smart office environment, as this adaptation

may improve workers’ mood and increase their productivity and efficiency.

2.5. Semantic Modelling

Semantic representation considerably improves interoperability and scalability of the system, as it

provides a rich machine-readable format that can be understood, reasoned about, and reused.

To exchange information between independent systems, a set of common rules need to be

established, such as expected formats, schemas and expected behaviour. These rules usually take

the form of an API (application programming interface). In other words, systems need not only to

define what they are exchanging (concepts and their relationship), but also how they represent this

information (representation formats and models). Moreover, although these two aspects need to be in

synchrony, they are not unambiguously coupled: knowing how data are encoded does not suffice to

know what real concepts the refer to, and vice versa.

The semantic approach addresses this issue by replacing application-centric ad-hoc models and

representation formats with a formal definition of the concepts and relationships. These definitions

are known as ontologies or vocabularies. Each ontology typically represents one domain in detail,

and they borrow concepts from one another whenever necessary [62]. Systems then use parts of

several ontologies together to represent the whole breadth of their knowledge. Moreover, each concept

and instance (entity) is unambiguously identified. Lastly, the protocols, languages, formats and

conventions used to model, publish and exchange semantic information are standardized and well

known (SPARQL, RDF, JSON-LD, etc.) [63–65].

This work merges two domains: rule-based systems and emotions. We will explore the different

options for semantic representation in each domain.

There are plenty of options for modelling and implementing rule-based knowledge, such

as RuleML [66], Semantic Web Rule Language (SWRL) [67], Rule Interchange Format (RIF) [68],

SPARQL Inferencing Notation (SPIN) [69] and Notation 3 (N3) Logic [70].

EWE [13] is a vocabulary designed to model, in a descriptive approach, the most significant

aspects of Task Automation Service (TAS). It has been designed after analyzing some of the most

relevant TASs [71] (such as Ifttt, Zapier, Onx, etc.) and provides a common model to define and

describe them. Based on a number of identified perspectives (privacy, input/output, configurability,

communication, discovery and integration), the main elements of the ontology have been defined,

and formalized in an ontology. Moreover, extensive experiments have been developed to transform

the automation of these systems into the proposed ontology. Regarding inferences, EWE is based

on OWL2 classes and there are implementations of EWE using a SPIN Engine (TopBraid (https:

//www.w3.org/2001/sw/wiki/TopBraid)) and N3 Logic (EYE (http://eulersharp.sourceforge.net/)).

Four major classes make up the core of EWE: Channel, Event, Action and Rule. The class

Channel defines individuals that either generate Events, provide Actions, or both. In the smart office

context, sensors and actuators such as an emotion detector or a smart light are described as channels,

which produce events or provide actions. The class Event defines a particular occurrence of a process,

and allows users to describe under which conditions should rules be triggered. These conditions

303



Sensors 2018, 18, 1499 6 of 20

are the configuration parameters, and are modelled as input parameters. Event individuals are

generated by a certain channel, and usually provide additional details. These additional details are

modelled as output parameters, and can be used within rules to customize actions. The recognition of

sadness generated by the emotion detector sensor is an example of entity that belongs to this class.

The class Action defines an operation provided by a channel that is triggered under some conditions.

Actions provides effects whose nature depends on itself, and can be configured to react according to

the data collected from an event by means of input parameters. Following the smart office context

mentioned above, to change the light colour is an example of action generated by the smart light

channel. Finally, the class Rule defines an ECA, triggered by an event that produces the execution of

an action. An example of rule is: “If sadness is detected, then change the light colour”.

There are also different options for emotion representation. EmotionML [72] is one of the

most notable general-purpose emotion annotation and representation languages that offers twelve

vocabularies for categories, appraisals, dimensions and action tendencies. However, as shown in

previous works [73], the options for semantic representation are limited to a few options, among which

we highlight the Human Emotion Ontology (HEO) [74], and Onyx [73], a publicly available ontology

for emotion representation. Among these two options, we chose Onyx for several reasons: it is

compatible with EmotionML; it tightly integrates with the Provenance Ontology [75], which gives us

the ability to reason about the origin of data annotations; and it provides a meta-model for emotions,

which enables anyone to publish a new emotion model of their own while remaining semantically

valid, thus enabling the separation of representation and psychological models. The latter is of great

importance, given the lack of a standard model for emotions. In EmotionML, emotion models are also

separated from the language definition. A set of commonly used models is included as part of the

vocabularies for EmotionML [76], all of which are included in Onyx.

Moreover, the Onyx model provides a model for emotion conversion, and a set of existing

conversions between well known models. Including conversion as part of the model enables the

integration of data using different models. Two examples of this would be working with emotion

readings from different providers, or fusing information from different modalities (e.g., text and

audio), which typically use different models. It also eases a potential migration to a different model

in the future.

In addition, Onyx has been extended to cover multimodal annotations [77,78]. Lastly, the Onyx

model has been embraced by several projects and promoted by members of the Linked Data Models

for Emotion and Sentiment Analysis W3C Community Group [79].

There are three main concepts in the Onyx ontology that are worth explaining, as they are used in

the examples in following sections. They are: Emotion, EmotionAnalysis and EmotionSet. They relate to

each other in the following way: an EmotionAnalysis process annotates a given entity (e.g., a piece

of text or a video segment) with an EmotionSet, and an EmotionSet is in turn comprised of one or

more Emotions. Due to the provenance information, it is possible to track the EmotionAnalysis that

generated the annotation.

3. Semantic Modelling for the Smart Office Environment

With the purpose of applying a semantic layer to the emotion aware automation system, several

vocabularies and relationships between ontologies have been designed. This enables the semantic

modelling of all entities in the smart office environment. Figure 1 shows the relationships between the

used ontologies described above.
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Figure 1. Main classes of the ontologies involved in the semantic modelling.

Automation rules (ewe:Rule) are modelled using EWE ontology [13], which presents them in

event-condition-action form. Events (ewe:Event) and actions (ewe:Action) are generated by certain

channels. In the proposed architecture, there are different channels that either generate events, provide

actions, or both. The class ewe:Channel has been subclassed to provide an emotional channel class

(emo:Channel), which is responsible for generating events and actions related to the emotion recognition

and regulation. From this class, the channels emo:EmotionSensor and emo:EmotionRegulator have been

defined. The former is responsible for generating events related to the emotion detection, while the

later is responsible for providing certain actions that have the purpose of regulating the emotion.

These two classes group all sensors and actuators able to detect or regulate emotions, but should be

subclassed by classes representing each device concretely. In addition, events and actions may have

parameters. The emo:EmotionDetected event has as Parameter the detected emotion. Emotions are

modelled using Onyx [73], as described in Section 2.5, so the parameter must subclass onyx:Emotion.

The emo:EmotionRegulator channel can be subclassed for defining a SmartSpeaker or

a SmartLight, able to provide actions to regulate the emotion such as emo:PlayRelaxingMusic or

emo:ChangeAmbientColor, respectively. The action of playing relaxing music has as parameter

(ewe:Parameter) the song to be played, while the action of change ambient colour has as parameter the

colour to which the light must change. In addition, all these actions are also represented as therapies

using Human Stress Ontology (HSO) ontology [80], so hso:Therapy has been subclassed. To give a better

idea of how specific Channels, Events and Actions have been modelled; Table 1 shows the commented

example written in Notation3, describing all its actions with their corresponding parameters.

An example of event and action instances with grounded parameters, which are based on the

concepts defined in the listing given above, is presented in Table 2. This table describes the definition

of sadness and the actions of playing music and changing ambient colour.

Similarly, automation rules are described using the punning mechanism to attach classes to

properties of Rule instances. In the example shown in Table 3, the rule instance describes a rule that

is triggered by the event of sad emotion detection and produces the action of changing ambient colour to

green (both defined in Table 2).
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Table 1. Semantic representation of Emotion Regulator channel written in Notation3.

emo:SmartSpeaker a owl:Class ;

rdfs:label ‘‘Smart Speaker ’’ ;

rdfs:comment ‘‘This channel represents a smart speaker.’’ ;

rdfs:subClassOf emo:EmotionRegulator .

emo:PlayRelaxingMusic a owl:Class ;

rdfs:label ‘‘Play relaxing music’’ ;

rdfs:comment ‘‘This action will play relaxing music.’’ ;

rdfs:subclassOf ewe:Action ;

rdfs:subclassOf hso:Therapy ;

rdfs:domain emo:SmartSpeaker .

emo:SmartLight a owl:Class ;

rdfs:label ‘‘Smart Light’’ ;

rdfs:comment ‘‘This channel represents a smart light.’’ ;

rdfs:subClassOf emo:EmotionRegulator .

emo:ChangeAmbientColor a owl:Class ;

rdfs:label ‘‘Change ambient color’’ ;

rdfs:comment ‘‘This action will change ambient color.’’ ;

rdfs:subclassOf ewe:Action ;

rdfs:subclassOf hso:Therapy ;

rdfs:domain emo:SmartLight .

Table 2. Event and action instances.

:sad -emotion -detected a emo:EmotionDetected ;

ewe:hasEmotion onyx:sadness .

:play -music a emo:PlayRelaxingMusic ;

ewe:hasSong ‘‘the title of the song to be played’’ .

:change -ambient -color -green a emo:ChangeAmbientColor ;

ewe:hasColor dbpedia:Green .

Table 3. Rule instance.

:regulate -stress a ewe:Rule ;

dcterms:title ‘‘Stress regulation rule’’^xsd:string ;

ewe:triggeredByEvent :sad -emotion -detected ;

ewe:firesAction :change -ambient -color -greenr .

4. Emotion Aware Task Automation Platform Architecture

The proposed architecture was designed based on the reference architecture for TAS [81],which

was extended to enable emotion awareness. The system is divided into two main blocks: emotional

context recognizer and emotion aware task automation server, as shown in Figure 2. Emotional

context recognizer aims to detect and recognize users’ emotions and information related to context

or Internet services and send them to the automation platform to trigger the corresponding actions.
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The automation system that receives these data is a semantic event-driven platform that receives events

from several sources and performs the corresponding actions. In addition, it provides several functions

for automating tasks by means of semantic rules and integrates different devices and services.

Figure 2. Emotion Aware Automation Platform Architecture.

4.1. Emotional Context Recognizer

The emotional context recognizer block is responsible for detecting users’ emotions and contextual

events, encoding emotions and events using semantic technologies, and sending these data to

the automation platform, where they are evaluated. The block consists of three main modules:

input analyzer, recognizer and semantic modelling. In addition, each module is composed of multiple

independent and interchangeable sub-modules that provide the required functions, with the purpose

of making the system easy to handle.

The input analyzer receives data from sensors involved in emotion and context recognition

(such as camera, microphone, wearables or Internet services) and its pre-processing. With this purpose,

the input analyzer is connected with the mentioned sensors, and the received data are sent to the

recognizer module. The recognizer module receives data captured by the input analyzer. It consists in

a pipeline with several submodules that perform different analysis depending on the source of the

information. In the proposed architecture, there are three sub-modules: emotion recognizer, context

recognizer and web recognizer. The emotion recognizer module provides functions for extracting

emotions by means of real time recognition of facial expression, speech and text analysis, and biometric

data monitoring; the context recognizer provides functions for extracting context data from sensors

(e.g., temperature amd humidity); and the web recognizer provides functions for extracting information

from Internet services. Once data have been extracted, they are sent to the semantic modelling module.

The main role of semantic modelling is the application of a semantic layer (as described in Section 3),

generating the semantic events and sending them to the automation platform.
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4.2. Emotion Aware Task Automation Server

The automation block consists in an intelligent automation platform based on semantic ECA

rules. The main goal is to enable semantic rule automation in a smart environment, allowing the

user to configure custom automation rules or to import rules created by other users in an easy way.

In addition, it provides integration with several devices and services such as a smart TV, Twitter,

Github, etc., as well as an easy way for carrying out new integrations.

The platform handles events coming from different sources and triggers accordingly the

corresponding actions generated by the rule engine. In addition, it includes all the functions for

managing automation rules and the repositories where rules are stored, as well as functions for

creating and editing channels. With this purpose, the developed platform is able to connect with

several channels for receiving events, evaluating them together with stored rules and performing the

corresponding actions.

To enable the configuration and management of automation rules, the platform provides

a graphical user interface (GUI) where users can easily create, remove or edit rules. The GUI connects

with the rule administration module, which is responsible for handling the corresponding changes in

the repositories. There are two repositories in the platform: rule repository, where information about

rules and channels is stored; and emotion regulation policies repository. The policies are sets of rules

which aim to regulate the emotion intensity in different contexts. In the smart office context proposed,

they are intended to regulate negative emotions to maximize productivity. The rules may be aimed

towards automating aspects such as: ambient conditionsto improve the workers’ comfort; work related

tasks to improve efficiency; or the rules could adjust work conditions to improve productivity. Some

examples of these rules are presented below:

(a) If stress level of a worker is too high, then reduce his/her task number. When a very high stress level in

a worker has been detected, this rule proposes reducing his/her workload to achieve that his/her

stress level falls and his/her productivity rises.
(b) If temperature rises above 30 ◦C, then turn on the air conditioning. To work at high level of

temperatures may result in workers’ stress, so this rule proposes to automatically control this

temperature in order to prevent high levels of stress.
(c) If average stress level of workers is too high, then play relaxing music. If most workers have a high

stress value, the company productivity will significantly fall. Thus, this rule proposes to play

relaxing music in order to reduce the stress level of workers.

In addition, the company human resources department may implement their own emotion

regulation policies to adjust the system to their own context. The system adapts rules based on channel

description. Rule adaptation is based on identifying if the smart environment includes the channels

used by a certain rule. The system detects available channels of the same channel class used by the rule

and request confirmation from the user to included the “adapted rule”. This enables the adaptation of

rules to different channel providers, which can be physical sensors (i.e., different beacons) or internet

services (i.e., Gmail and Hotmail). The EWE ontology allows us this adaptation by mean of OWL2

punning mechanism for attaching properties to channels [13].

With regards to event reception, these are captured by the events manager module, which sends

them to the rule engine to be evaluated along with the stored rules. The rule engine module is

a semantic engine reasoner [82] based on an ontology model. It is responsible for the reception of

events from the events manager and the load of rules that are stored in the repository. When a new

event is captured and the available rules are loaded, the reasoner runs the ontology model inferences

and the actions based on the incoming events and the automation rules are drawn. These actions are

sent to the action trigger, which connects to the corresponding channels to perform the actions.

The semantic integration of sensors and services is done based on the notion of adapters [83,84],

which interact with both sensors and internet services, providing a semantic output. Adapters, as well

as mobile clients, are connected to the rule engine through Crossbar.io (https://crossbar.io/), and IoT
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Middleware that provides both REST-through Web Application Messaging Protocol (WAMP)- and

Message Queuing Telemetry Transport (MQTT) interfaces.

Finally, the implementation of this architecture, called EWETasker, was made using PHP for the

server, HTML/JavaScript for the web client (including the GUI), and Android SDK for a mobile client.

The implementation was based on N3 technology and EYE reasoning engine (http://n3.restdesc.org/).

Several sensors and services have already been integrated into EWETasker suitable for the smart office

use case. In particular, EWETasker supports indoor and temperature sensors (Estimote bluetooth

beacons (https://estimote.com)), smart object sensor (Estimote bluetooth stickers), electronic door

control based on Arduino, video emotion sensors (based on Emotion Research Lab), social network

emotion sensor (Twitter), and mobile-phone sensors (Bluetooth, location, wifi, etc.). With regards to

corporate services, several services oriented to software consultancy firms have been integrated for

collaboration (Twitter, GMail, Google Calendar, and Telegram) and software development (Restyaboard

Scrum board (http://www.restya.com), GitHub (https://github.com) and Slack (https://slack.com)).

5. Experimentation

As already stated, the main experimental contribution of this work was the design and

implementation of an emotion aware automation platform for smart offices. In this way, we raised

four hypotheses regarding the effectiveness of the proposed system:

• H1: The use of the proposed platform regulates the emotional state of a user that is under

stressful conditions.
• H2: The actions taken by the proposed platform do not disturb the workflow of the user.
• H3: The use of the proposed system improves user performance.
• H4: The use of the system increases user satisfaction.

To evaluate the proposed system with respect to these hypotheses, an experiment with real

users was performed. For this experiment, a prototype of the proposed system was deployed, which

includes the following components. The emotion of the participants was detected from a webcam feed,

which feeds a video-based emotion recognizer. As for the semantic layers of the system, the events

manager, rule engine and action trigger were fully deployed. Finally, the actuators implemented

both hearing and visual signals using a variety of devices. Detailed information on materials is given

in Section 5.2. This section covers the design, results and conclusions drawn from the experiment,

focusing on its scope.

5.1. Participants

The experiment included 28 participants. Their ages ranged from 18 to 28 years, all of them

university students with technical background, of both genders. All of them were unaware of this work,

and no information regarding the nature of the experiment was given to the participants beforehand.

Since the proposed system is primarily oriented to technical work positions, this selection is oriented

to validate the system with participants that are currently working in technical environments, or will

in the future.

5.2. Materials

The material used for this experiment is varied, as the proposed automation system needs several

devices to properly function. Regarding the deployment of the automation system, the TAS ran

in a commodity desktop computer, with sufficient CPU and memory for its execution. The same

environment was prepared for the emotion recognizer system. For the sensors and actuators,

the following were used:

• Emotion Research software (https://emotionresearchlab.com/). This module provides facial

mood detection and emotional metrics that are fed to the automation system. This module is
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an implementation that performs emotion classification in two main steps: (i) it makes use of

Histogram of Oriented Gradients (HOG) features that are used to train with a SVM classifier in

order to localize face position in the image; and (ii) the second step consists in a normalization

process of the face image, followed by a Multilayer Perceptron that implements the emotion

classification. Emotion Research reports 98% accuracy in emotion recognition tasks.
• A camera (Gucee HD92) feeds the video to the emotion recognizer submodule.
• Room lighting (WS2812B LED strip controlled by WeMos ESP8266 board) is used as an actuator

on the light level of the room, with the possibility of using several lighting patterns.
• Google Chromecast [85] transmits content in a local computer network.
• LG TV 49UJ651V is used for displaying images.
• Google Home is used for communicating with the user. In this experiment, the system can

formulate recommendations to the user.

Participants accessed the web HTML-based interface using a desktop computer with the Firefox

browser (https://www.mozilla.org/en-US/firefox/desktop/).

5.3. Procedure

During the experiment, each participant performed a task intended to keep the participant busy

for approximately 10 min. This task consisted in answering a series of basic math related questions

that were presented to the participant via a web interface (e.g., “Solve 24 · 60 · 60”). We used a set of

20 questions of similar difficulty that have been designed so that any participant can answer them

within 30 s. The use of a web-based interface allowed us to programmatically perform the session, and

to record metrics associated with the experiment.

The workflow of the experiment is as follows. Each participant’s session is divided into two parts.

In each part of the session half of the task questions are sequentially prompted to the participant by

the examiner system. Simultaneously, the automation system is fed with the information provided by

the different sensors that are continually monitoring the participant emotional state. The experiment

finishes when all the questions have been answered. In addition, a questionnaire is given to the

participants just after the sessions concludes. These questions are oriented to offer the participant’s

view of the system. The raised questions are summarized in Table 4. Questions Q2, Q3, Q4 and Q5 are

asked twice, once in regard to the no automation part, and the other time in relation to the part with

the automation enabled. Questions Q1 and Q2 are designed so that a check of internal consistency is

possible; as, if results from these two questions were to disagree, the experiment would be invalid [86].

Table 4. Questions raised to the participants at the end of the session.

No. Hypothesis Question Formulation

Q1 H1, H2 In which section have you been more relaxed?
Q2 H1, H2 What is your comfort level towards the environment?
Q3 H3 Do you think the environment’s state has been of help during the completion of

the task?
Q4 H4 Would you consider beneficial to work in this environment?
Q5 H4 What is your overall satisfaction with relation to the environment?

The workflow of the system in the context of the experiment is as follows. While the participant

is performing the task, the emotion sensor is continuously monitoring the participant’s emotional

state. The emotion sensor uses the camera as information input, while the Google Home is used when

the user communicates with the system. This emotion-aware data are sent to the TAS, which allows

the system the have continuous reports. The TAS receives, processes, and forwards these events to

the N3 rule engine. Programmed rules are configured to detect changes in the participant emotional

state, acting accordingly. As an example, a shift of emotion, such as the change from happy to sad,
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is detected by the rule engine which triggers the relaxation actions. If a certain emotion regulation rule

is activated, the corresponding action is then triggered through the communication to the action trigger

module, which causes the related actuators to start its functioning. The configured actions are aimed

at relaxing and regulating the emotion of the participant, so that the performance in the experiment

task is improved, as well as the user satisfaction. The actions configured for this experiment are:

(i) relaxation recommendations done by the Google Home, such as a recommendation to take a brief

walk for two minutes; (ii) lighting patterns using coloured lights that slowly change its intensity and

colour; and (iii) relaxing imagery and music that are shown to the user via the TV. A diagram of this

deployment is shown in Figure 3.

:emotion-detected a emo:EmotionDetected ;

     ewe:hasEmotion :anger .

Emotion Aware TAS

Actions
Triggered

Event
received

N3 Rule
Engine

Emotion Actuators

Emotion Sensors

:play-music a emo : PlayRelaxingMusic ;

      ewe:hasSong "Relaxing Sounds" .

:change-ambient-color a emo:ChangeAmbientColor ;

     ewe:hasColor green .

User

Figure 3. Deployment for the experiment.

While the participants are performing the proposed task, the actions of the automation system are

controlled. During half of each session, the automation is deactivated, while, during the other half,

the action module is enabled. With this, we can control the environmental changes performed by the

automation system, allowing its adaptation at will.

Another interesting aspect that could be included is the integration of learning policies based on

employee’s emotional state. A related work that models learning policies and their integration with

Enterprise Linked Data is detailed in [87].

5.4. Design

The experiment was a within-subject design. As previously stated, the controlled factor is the

use of the automation system, which has two levels, activated and not activated. The automation use

factor is counterbalanced using a Latin square so that the participants are divided into two groups.

One group performs the first half of the session without the automation system, while, for the second

half of the session, the system is used. The other group performs the task inversely.

5.5. Results and Discussion

To tackle Hypothesis 1 and Hypothesis 2, Questions 1 and 2 were analyzed. Regarding Question 1,

18 respondents declared that the section with the adaptation system enabled was the most relaxing

for them. In contrast, seven users claimed that for them the most relaxing section of the experiment

was that without the adaptation system. The results from Question 1 suggest that users prefer to

use the adaptation system, although it seems that this is not the case for all the users. Regarding the

Question 2, results show that the average in the adaptation part (3.5) is higher than with no adaptation

whatsoever (2.5), as shown in Figure 4. An ANOVA analysis shows that this difference is statistically

significant (p = 0.015 < 0.05). These results support H1 and H2, concluding that users feel more

inclined to use the adaptation system rather than performing the task without adaptation.

Following, Question 3 addressed Hypothesis 3. The analysis of the results of this question reveals

that users point higher the usefulness of the environment adaptation for the completion of the task,

as shown in Figure 4. While the average for the adaptation section is 3.93, it is 2.07 for the no adaptation
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part. Through ANOVA, we see that this difference is considerably significant (p = 2.96 × 10−6 < 0.05).

As expected, Hypothesis 3 receives experimental support, indicating that the use of the automation

system can improve the performance of the user in a certain task, as perceived by the users.

Adaptation No adaptation0

1

2

3

4

Sa
tis

fa
ct

io
n

Q2

Adaptation No adaptation0

1

2

3

4

Sa
tis

fa
ct

io
n

Q3

Figure 4. Results for Q2 and Q3.

In relation to Hypothesis 4, both Questions 4 and 5 are aimed to check its validity. As can be seen

in Figure 5, users consider more beneficial to work with the adaptation system enabled. The average

measure for the adaptation is 3.78, while the no adaptation environment is considered lower on

average, with 2.21. Once again, the ANOVA test outputs a significant difference between the two

types of environment (p = 0.0002 < 0.05). With regard to Question 5, the average for the satisfaction

with the adapted environment is 3.83; in contrast, the satisfaction with the no adaptation environment

is 2.17, as shown in Figure 5. After performing an ANOVA test, we see that this difference is greatly

significant (p = 1.02 × 10−10 < 0.05). Attending to this, users seem to consider the adaptation system

for their personal workspace, and at the same time, they exhibit a higher satisfaction with an adapted

work environment. These data indicate that Hypothesis 4 is true, and that users positively consider

the use of the adaptation system.
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Figure 5. Results for Q4 and Q5.
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6. Conclusions and Outlook

This paper presents the architecture of an emotion aware automation platform based on semantic

event-driven rules, to enable the automated adaption of the workplaces to the need of the employees.

The proposed architecture allows users to configure their own automation rules based on their emotions

to regulate these emotions and improve their wellbeing and productivity. In addition, the architecture

is based on semantic event-driven rules, so this article also describes the modelling of all components

of the system, thus enabling data interoperability and portability of automations. Finally, the system

was implemented and evaluated in a real scenario.

Through the experimentation, we verified a set of hypotheses. In summary: (i) using the proposed

automation system helps to regulate the emotional state of users; (ii) adaptations of the automation

system do not interrupt the workflow of users; (iii) the proposed system improves user performance

in a work environment; and, finally, (iv) the system increases user satisfaction. These results encourage

the use and improvement of this kind of automation systems, as they seem to provide users with a

number of advantages, such as regulation of stress and emotions, and personalized work spaces.

As future work, there are many lines that can be followed. One of these lines is the application of

the proposed system to other scenarios different from smart offices. The high scalability offered by

the developed system facilitates the extension of both the architecture and the developed tools with

the purpose of giving a more solid solution to a wider range of scenarios. Currently, we are working

on its application to e-learning and e-commerce scenarios. In addition, another line of future work is

the recognition of the activity, as it is useful to know the activity related to the detected emotion of

the user.

Furthermore, we also plan to develop a social simulator system based on emotional agents to

simplify the test environment. This system will enable testing different configurations and automations

of the smart environment before implementing them in a real scenario, resulting in an important

reduction of costs and efforts in the implementation.
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a b s t r a c t 

Deep learning techniques for Sentiment Analysis have become very popular. They provide automatic fea- 

ture extraction and both richer representation capabilities and better performance than traditional feature 

based techniques (i.e., surface methods). Traditional surface approaches are based on complex manually 

extracted features, and this extraction process is a fundamental question in feature driven methods. These 

long-established approaches can yield strong baselines, and their predictive capabilities can be used in 

conjunction with the arising deep learning methods. In this paper we seek to improve the performance 

of deep learning techniques integrating them with traditional surface approaches based on manually ex- 

tracted features. The contributions of this paper are sixfold. First, we develop a deep learning based sen- 

timent classifier using a word embeddings model and a linear machine learning algorithm. This classifier 

serves as a baseline to compare to subsequent results. Second, we propose two ensemble techniques 

which aggregate our baseline classifier with other surface classifiers widely used in Sentiment Analysis. 

Third, we also propose two models for combining both surface and deep features to merge information 

from several sources. Fourth, we introduce a taxonomy for classifying the different models found in the 

literature, as well as the ones we propose. Fifth, we conduct several experiments to compare the perfor- 

mance of these models with the deep learning baseline. For this, we use seven public datasets that were 

extracted from the microblogging and movie reviews domain. Finally, as a result, a statistical study con- 

firms that the performance of these proposed models surpasses that of our original baseline on F1-Score. 

© 2017 The Authors. Published by Elsevier Ltd. 

This is an open access article under the CC BY-NC-ND license. 

( http://creativecommons.org/licenses/by-nc-nd/4.0/ ) 

1. Introduction 

The growth of user-generated content in web sites and social 

networks, such as Twitter, Amazon, and Trip Advisor, has led to an 

increasing power of social networks for expressing opinions about 

services, products or events, among others. This tendency, com- 

bined with the fast spreading nature of content online, has turned 

online opinions into a very valuable asset. In this context, many 

Natural Language Processing (NLP) tasks are being used in order to 

analyze this massive information. In particular, Sentiment Analysis 

(SA) is an increasingly growing task ( Liu, 2015 ), whose goal is the 

classification of opinions and sentiments expressed in text, gener- 

ated by a human party. 

∗ Corresponding author. 

E-mail addresses: o.araque@upm.es (O. Araque), ignacio.cplatas@alumnos.upm.es 

(I. Corcuera-Platas), jfernando@dit.upm.es (J.F. Sánchez-Rada), cif@gsi.dit.upm.es 

(C.A. Iglesias). 

The dominant approaches in sentiment analysis are based on 

machine learning techniques ( Pang, Lee, & Vaithyanathan, 2002; 

Read, 2005; Wang & Manning, 2012 ). Traditional approaches fre- 

quently use the Bag Of Words (BOW) model, where a document is 

mapped to a feature vector, and then classified by machine learn- 

ing techniques. Although the BOW approach is simple and quite 

efficient, a great deal of the information from the original natural 

language is lost ( Xia & Zong, 2010 ), e.g., word order is disrupted 

and syntactic structures are broken. Therefore, various types of fea- 

tures have been exploited, such as higher order n -grams ( Pak & 

Paroubek, 2010 ). Another kind of feature that can be used is Part 

Of Speech (POS) tagging, which is commonly used during a syn- 

tactic analysis process, as described in Gimpel et al. (2011) . Some 

authors refer to this kind of features as surface forms, as they con- 

sist in lexical and syntactical information that relies on the pattern 

of the text, rather than on its semantic aspect. 

Some prior information about sentiment can also be used in the 

analysis. For instance, by adding individual word polarity to the 

previously described features ( Pablos, Cuadros, & Rigau, 2016 ). This 

http://dx.doi.org/10.1016/j.eswa.2017.02.002 
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prior knowledge usually takes the form of sentiment lexicons , which 

have to be gathered. Sentiment lexicons are used as a source of 

subjective sentiment knowledge, where this knowledge is added to 

the previously described features ( Cambria, 2016; Kiritchenko, Zhu, 

& Mohammad, 2014; Melville, Gryc, & Lawrence, 2009; Nasukawa 

& Yi, 2003 ). 

The use of lexicon-based techniques has a number of advan- 

tages ( Taboada, Brooke, Tofiloski, Voll, & Stede, 2011 ). First, the 

linguistic content can be taken into account through mechanisms 

such as sentiment valence shifting ( Polanyi & Zaenen, 2006 ) con- 

sidering both intensifiers (e.g. very bad) and negations (e.g. not 

happy). In addition, sentiment orientation of lexical entities can be 

differentiated based on their characteristics. Moreover, language- 

dependent characteristics can be included in these approaches. 

Nevertheless, lexicon-based approaches have several drawbacks: 

the need of a lexicon that is consistent and reliable ( Taboada et al., 

2011 ), as well as the variability of opinion words across domains 

( Turney, 2002 ), contexts ( Ding, Liu, & Yu, 2008 ) and languages 

( Perez-Rosas, Banea, & Mihalcea, 2012 ). These dependencies make 

it hard to maintain domain independent lexicons ( Qiu, Liu, Bu, & 

Chen, 2009 ). 

In general, extracting complex features from text, figuring out 

which features are relevant, and selecting a classification algorithm 

are fundamental questions in the machine learning driven meth- 

ods ( Agarwal, Xie, Vovsha, Rambow, & Passonneau, 2011; Sharma 

& Dey, 2012; Wilson, Wiebe, & Hoffmann, 2009 ). Traditional ap- 

proaches rely on manual feature engineering, which is time con- 

suming. 

On the other hand, deep learning is a promising alternative to 

traditional methods. It has shown excellent performance in NLP 

tasks, including Sentiment Analysis ( Collobert et al., 2011 ). The 

main idea of deep learning techniques is to learn complex features 

extracted from data with minimum external contribution ( Bengio, 

2009 ) using deep neural networks ( Alpaydin, 2014 ). These algo- 

rithms do not need to be passed manually crafted features: they 

automatically learn new complex features. Nevertheless, a char- 

acteristic feature of deep learning approaches is that they need 

large amounts of data to perform well ( Mikolov, Chen, Corrado, & 

Dean, 2013 ). Both automatic feature extraction and availability of 

resources are very important when comparing the traditional ma- 

chine learning approach and deep learning techniques. 

However, it is not clear whether the domain specialization ca- 

pacity of traditional approaches can be surpassed with the gener- 

alization capacity of deep learning based models in all NLP tasks, 

or if it is possible to successfully combine these two techniques in 

a wide range of applications. 

In this paper, we propose a combination of these two main 

sentiment analysis approaches through several ensemble models 

in which the information provided by many kinds of features 

is aggregated. In particular, this work considers an ensemble of 

classifiers, where several sentiment classifiers trained with differ- 

ent kinds of features are combined, and an ensemble of features, 

where the combination is made at the feature level. In order to 

study the complementarity of the proposed models, we use six 

public test datasets from two different domains: Twitter and movie 

reviews. Moreover, we performed a statistical study on the results 

of these ensemble models in comparison to a deep learning base- 

line we have also developed. We also present the complexity of the 

proposed ensemble models. Besides, we present a taxonomy that 

classifies the models found in the literature and the ones proposed 

in this work. 

With our proposal we seek answers to the following questions, 

using the empirical results we have obtained as basis: 

1. Is there a framework for characterizing existing approaches 

in relation to the ensemble of deep and traditional tech- 

niques in sentiment analysis? 

2. Can deep learning approaches benefit from their ensemble 

with surface approaches? 

3. How do different deep and surface ensembles compare in 

terms of performance? 

The rest of the paper is organized as follows. Section 2 shows 

previous work on both ensemble techniques and deep learning 

approaches. Section 3 describes the proposed taxonomy for clas- 

sifying ensemble methods that merge surface and deep features, 

whereas Section 4 addresses the proposed classifier and ensemble 

models. In Section 5 , we describe the designed experimental setup. 

Experimental results are presented and analyzed in Section 6 . Fi- 

nally, Section 7 draws conclusions from previous results and out- 

lines the future work. 

2. Related work 

In this section we offer a brief summary of the previous work 

in the context of ensemble methods and deep learning algorithms 

for Sentiment Analysis. 

2.1. Ensemble methods for sentiment analysis 

In the field of ensemble methods, the main idea is to combine 

a set of models (base classifiers) in order to obtain a more accu- 

rate and reliable model in comparison with what a single model 

can achieve. The methods used for building upon an ensemble 

approach are many, and a categorization is presented in Rokach 

(2005) . This classification is based on two main dimensions: how 

predictions are combined (rule based and meta learning), and how 

the learning process is done (concurrent and sequential). 

Regarding the first dimension, on the one hand, in rule based 

approaches predictions from the base classifiers are treated by a 

rule, with the aim of averaging their predictive performance. Ex- 

amples of rule based ensembles are the majority voting, where 

the output prediction per sample is the most common class; and 

the weighted combination, which linearly aggregates the base clas- 

sifiers predictions. On the other hand, meta learning techniques 

use predictions from component classifiers as features for a meta- 

learning model. 

As explained in Xia, Zong, and Li (2011) , weighted combinations 

of feature sets can be quite effective in the task of sentiment clas- 

sification, since the weights of the ensemble represent the rele- 

vance of the different feature sets (e.g. n-grams, POS, etc.) to sen- 

timent classification, instead of assigning relevance to each fea- 

ture individually. The benefits of rule based ensembles were shown 

also in Fersini, Messina, and Pozzi (2014) , where several variants 

of voting rules are exhaustively studied in a variety of datasets, 

with an emphasis on the complexity that results from the use of 

these approaches. In a different work, Fersini, Messina, and Pozzi 

(2016) have compared the majority voting rule with other ap- 

proaches, using three types of subjective signals: adjectives, emoti- 

cons, emphatic expressions and expressive elongations. They re- 

port that adjectives are more impacting that the other considered 

signals, and that the average rule is able to ensure better perfor- 

mance than other types of rules. Also, in Xia et al. (2011) a meta- 

classifier ensemble model is evaluated, obtaining performance im- 

provements as well. An adaptive meta-learning model is described 

in Aue and Gamon (2005) , which offers a relatively low adaptation 

effort to new domains. Besides, both rule based and meta-learning 

ensemble models can be enriched with extra knowledge, as illus- 

trated in Xia and Zong (2011) . These authors propose the use of 

a number of rule based ensemble models, namely a sum rule and 

two weighted combination approaches trained with different loss 

functions. The base classifiers are trained with n-grams and POS 

features. These models obtain significant results for cross-domain 

sentiment classification. 
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As for the second dimension, concurrent models divide the orig- 

inal dataset into several subsets from which multiple classifiers 

learn in a parallel fashion, creating a classifier composite. The most 

popular technique that processes the sample concurrently is bag- 

ging ( Rokach, 2005 ). Bagging intends to improve the classification 

by combining the predictions of classifiers built on random subsets 

of the original data. On the contrary, sequential approaches do not 

divide the dataset but there is an interaction between the learn- 

ing steps, taking advantage from previous iterations of the learning 

process to improve the quality of the global classifier. An interest- 

ing sequential approach is boosting, which consists in repeatedly 

training low-performance classifiers on different training data. The 

classifiers trained in this manner are then combined into a single 

classifier that can achieve better performance than the component 

classifiers. 

An example of bagging performance in the sentiment analy- 

sis task can be found in Sehgal and Song (2007) , where bag- 

ging and other classification algorithms are used to show that 

the sentiment evolution and the stock value trend are closely re- 

lated. Fersini et al. (2014) also show several experimental results 

in relation to the bagging techniques, attending also to the associ- 

ated model complexity. Moreover, some authors have shown that 

bagging techniques are fairly robust to noisy data, while boost- 

ing techniques are quite sensitive ( Maclin & Opitz, 1997; Melville, 

Shah, Mihalkova, & Mooney, 2004; Prusa, Khoshgoftaar, & Dittman, 

2015 ). The suitability of bagging and boosting ensembles is also 

experimentally confirmed by Wang, Sun, Ma, Xu, and Gu (2014) . 

This work also includes the study of a different ensemble tech- 

nique, random subspace, that consists in modifying the training 

dataset in the feature space, rather than on the instance space. The 

authors stand out the better performance of random subspace in 

comparison with similar approaches, such as bagging and boost- 

ing. Another study ( Whitehead & Yaeger, 2010 ) shows a compar- 

ison between bagging and boosting on a standard opinion min- 

ing task. Besides, Lin, Wang, Li, and Zhou (2015) proposes a three 

phase framework of multiple classifiers, where an optimal subset 

of classifiers is automatically chosen and trained. This framework 

is tested in several real-world datasets for sentiment classification. 

Nevertheless, these works also show that ensemble techniques 

not always improve the performance in the sentiment analysis 

task, and that there is not a global criteria to select a certain en- 

semble technique. 

2.2. Deep learning approaches 

In the realm of Natural Language Processing much of the work 

in deep learning has been oriented towards methods involving 

learning word vector representations using neural language mod- 

els ( Kim, 2014 ). Continuous representations of words as vectors 

has proven to be an effective technique in many NLP tasks, includ- 

ing sentiment analysis ( Tang, Wei, Yang et al., 2014 ). In this sense, 

word2vec is one of the most popular approaches that allows mod- 

eling words as vectors ( Mikolov, Chen et al., 2013 ). Word2vec is 

based on the Skip-gram and CBOW models to perform the com- 

putation of the distributed representations. While CBOW aims to 

predict a word given its context, Skip-gram predicts the context 

given a word. Word2vec computes continuous vector representa- 

tions of words form very large datasets. The computed word vec- 

tors retain a huge amount of syntactic and semantic regularities 

present in the language ( Mikolov, Yih, & Zweig, 2013 ), expressed 

as relation offsets in the resulting vector space. These word-level 

embeddings are encoded by column vectors in an embedding ma- 

trix W ∈ IR d × | V | , where | V | is the size of the vocabulary. Each col- 

umn W i ∈ IR d corresponds to the word embeddings vector of the 

i -th word in the vocabulary. The transformation of a word w into 

its word embedding vector r w is made by using the matrix-vector 

product: 

r w = W v w 

where v w is an one-hot vector of size | V | which has value index at 

w and zero in the rest. The matrix W components are parameters 

to be learned, and the dimension of the word vectors d is a hyper- 

parameter to be chosen. The vector representations computed by 

these techniques can result very effective when used with a tradi- 

tional classifier (e.g. logistic regression) for sentiment classification, 

as shown by Zhang, Xu, Su, and Xu (2015) . An approach based in 

word2vec is doc2vec ( Le & Mikolov, 2014 ), that models entire sen- 

tences or documents as vectors. An additional method in repre- 

sentation learning is the auto-encoder, which is a type of artificial 

neural network applied to unsupervised learning. Auto-encoders 

have been used for learning new representations on a wide range 

of machine learning tasks, such as learning representations from 

distorted data, as illustrated in Chen, Weinberger, Sha, and Bengio 

(2014) . 

In deep learning for SA, an interesting approach is to augment 

the knowledge contained in the embedding vectors with other 

sources of information. This added information can be sentiment 

specific word embedding as in Tang, Wei, Yang et al. (2014) , or as 

in a similar work, a concatenation of manually crafted features and 

these sentiment specific word embeddings ( Tang, Wei, Qin, Liu, & 

Zhou, 2014 ). In the work presented by Zhang and He (2015) the 

feature set extracted from word embeddings is enriched with la- 

tent topic features, combining them in an ensemble scheme. They 

also experimentally demonstrate that these enriched representa- 

tions are effective for improving the performance of polarity clas- 

sification. Another approach that incorporates new information to 

the embeddings is described in Su, Xu, Zhang, and Xu (2014) , in 

which deep learning is used to extract sentiment features in con- 

junction with semantic features. Severyn and Moschitti (2015) de- 

scribe an approach where distant supervised data is used to refine 

the parameters of the neural network from the unsupervised neu- 

ral language model. Also, a collaborative filtering algorithm can be 

used, as is detailed in Kim et al. (2013) , where the authors add sen- 

timent information from a small fraction of the data. In the line of 

adding sentiment information, in Li et al. (2015) is portrayed how a 

sentiment Recursive Neural Network (RNN) can be used in parallel 

to another neural network architecture. In general, there is a grow- 

ing tendency which tries to incorporate additional information to 

the word embeddings created by deep learning networks. An in- 

teresting work is the one described in Vo and Zhang (2015) , where 

both sentiment-driven and standard embeddings are used in con- 

junction with a variety of pooling functions, in order to extract the 

target-oriented sentiment of Twitter comments. Enriching the in- 

formation contained in word embeddings is not the only trend in 

deep learning for SA. The study of the compositionality in the sen- 

timent classification task has proven to be relevant, as shown by 

Socher et al. (2013) . This work proposes the Recursive Neural Ten- 

sor Network (RNTN) model, and it also illustrates that RNTN out- 

performs previous models on both binary and fine-grained senti- 

ment analysis. The RNTN model represents a phrase using word 

vectors and a parse tree, computing vectors for higher nodes in the 

tree using a tensor-based composition function. In relation to the 

ensemble schemes showed in Section 2.1 , some authors ( Mesnil, 

Mikolov, Ranzato, & Bengio, 2014 ) have used a geometric mean 

rule to combine three sentiment models: a language model ap- 

proach, continuous representations of sentences and a weighted 

BOW. That ensemble exhibits a high performance on sentiment es- 

timation of movie reviews, and better performance that its compo- 

nent classifiers. 

To the best of our knowledge, a hybrid approach in which deep 

learning algorithms, classic feature engineering and ensemble tech- 
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Table 1 

Proposed taxonomy for ensemble of surface and Deep features. S represents surface features, G and A stand for generic word vectors and affect word vectors, respectively. 

The combination of the features and/or word vectors is indicated with ‘+’. We consider the combination No ensemble / S+G+A not possible since it requires different types of 

features. Proposed approaches are marked with ‘ ∗ ’. 

S S + G G G + A A S + A S + G+A 

No 

ensemble 

Pang et al. (2002) ; 

Read (2005) 

Su et al. (2014) , 

Kim et al. (2013) 

M G 
∗ , 

Shirani-Mehr (2012) , 

Collobert et al. (2011) 

Severyn and Moschitti 

(2015) 

Tang, Wei, Yang 

et al. (2014) , 

Socher et al. (2013) 

–

Pak and Paroubek 

(2010) ; Wang and 

Manning (2012) 

Gimpel et al. (2011) ; 

Kouloumpis, Wilson, 

and Moore (2011) 

Nasukawa and Yi 

(2003) ; Taboada et al. 

(2011) 

Melville et al. (2009) ; 

Qiu et al. (2009) 

Kiritchenko et al. 

(2014) 

Classifier 

ensemble 

Xia and Zong (2011) ; 

Xia et al. (2011) , 

CEM SG 
∗ , 

Zhang and He (2015) 

Mesnil et al. (2014) 

CEM SGA 
∗

Aue and Gamon 

(2005) ; Fersini et al. 

(2016) , 

Rokach (2005) ; Sehgal 

and Song (2007) , 

Prusa et al. (2015) ; 

Whitehead and Yaeger 

(2010) 

Fersini et al. (2014) ; Lin 

et al. (2015) 

Wang et al. (2014) 

Feature 

ensemble 

Agarwal et al. (2011) ; 

Wilson et al. (2009) 

M SG 
∗ M GA 

∗ , Li et al. (2015) , 

Vo and Zhang (2015) 

Tang, Wei, Qin 

et al. (2014) 

M SGA 
∗

Xia and Zong (2010) 

niques for sentiment analysis are used has not been thoroughly 

studied. 

3. Ensemble taxonomyy 

This section presents the proposed taxonomy for ensemble 

techniques applied to Sentiment Analysis in both surface and deep 

domains. This classification intends to summarize the work found 

in the literature as well as to compare these models with the ones 

we propose. Also, with this, we address the first question raised in 

Section 1 regarding how combination techniques can be classified. 

The taxonomy can be expressed as combination of two different 

dimensions. Each dimension represents a characteristic of the stud- 

ied approaches. On the one hand, one dimension considers which 

features are used in the model. Those features can be either sur- 

face features (which stands for S ), generic automatic word vectors 

( G ), or affect word vectors specifically trained for the sentiment 

analysis task ( A ). On the other hand, the other dimension attends 

to how the different model resources are combined. These combi- 

nations can be: using no ensemble method at all, through a en- 

semble of classifiers, or taking advantage of a feature ensemble. 

Table 1 shows a representation of this taxonomy, where the two 

dimensions appear as rows for the first dimension, and columns 

for the second dimension. We have classified all the reviewed work 

in this paper using the proposed taxonomy, obtaining a visual lay- 

out of the techniques that are used in each approach in relation 

with both ensemble methods and the combination of surface and 

deep features. 

Regarding the dimension that tackles the ensemble techniques, 

in the No ensemble category we find the classifiers that do not 

make use of an ensemble technique. Under the Classifier ensemble 

category we classify the approaches that are based on ensemble 

techniques ( Section 2.1 ), such as the voting rule or a meta-learning 

technique, to name a few. In the same manner, the Feature en- 

semble category contains the approaches that make use of feature 

combination techniques. The feature ensemble consists in combin- 

ing different set of features into an unified set that is then fed to 

a learning algorithm. 

As for the dimension that represents which features are used, 

several possibilities are represented: only surface features, generic 

or affect words vectors ( S, G and A respectively), where only one 

type of feature is used. Besides, this dimension also takes into ac- 

count the combination of different types of features: S + G (surface 

features combined with generic word vectors), G + A (generics word 

vectors with affect embeddings), S + A (surface features combined 

with affect word embeddings), and S + G + A (all three types of fea- 

tures combined in the same model). 

These two dimensions are combined, creating a grid where the 

different approaches can be classified. The blank spaces in the tax- 

onomy represent techniques that, to the extent of our knowledge, 

have not been studied. As such, they represent work that can be 

addressed in the future. 

In conclusion, the introduced taxonomy provides a framework 

for characterizing and comparing ensemble approaches in senti- 

ment analysis. This framework provides us with the opportunity 

to characterize and compare existing research works in sentiment 

analysis using ensemble techniques. Moreover, the framework can 

help us to provide guidelines to choose the most efficient and ap- 

propriate ensemble method for a specific application. 

4. Sentiment analysis models 

This section presents the sentiment analysis models proposed 

in our work. These models have been validated in the Twitter and 
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Fig. 1. Schematic representation of the baseline model, M G . The word vectors are 

combined into a fixed dimension vector, and then fed to a logistic regressor, which 

determines the polarity of the document. 

movie reviews domains ( Section 5 ). First we describe the devel- 

oped deep learning based analyzer used as baseline for the rest of 

the paper, and after this we detail the proposed ensemble mod- 

els. These models are: ensemble of classifiers and ensemble of fea- 

tures. Regarding the ensemble of classifiers, we tackle two main 

approaches in further experiments: fixed rule and meta-learning 

models. 

4.1. Deep learning classifier (M G ) 

Generic word vectors, also denoted as pre-trained word vectors, 

can be captured by word embeddings techniques such as word2vec 

( Mikolov, Chen et al., 2013 ) and GloVe ( Pennington, Socher, & Man- 

ning, 2014 ). Generic vectors are extracted in an unsupervised man- 

ner i.e., they are not trained for a specific task. These word vectors 

contain semantic and syntactic information, but do not enclose 

any specific sentiment information. Nevertheless, with the inten- 

tion of exploiting the information contained in these generic word 

vectors, we have developed a sentiment analyzer model based on 

deep word embedding techniques for feature extraction, in order 

to compare it to other approaches in the task of Sentiment Analy- 

sis. The computed word vectors are combined into a unique vector 

of fixed dimension that represents the whole message. Then, this 

vector is fed to a logistic regression algorithm. The computation 

of the combined vector can be made using a set of convolutional 

functions, or using a embedding that transforms documents into 

a vector. In this way, the proposed baseline model codification is 

input dependent, as can be seen in Section 5 . In this paper, we 

propose the use of word2vec for short texts, where the word vec- 

tors of the text are combined with convolutional functions; and 

doc2vec for long ones, representing each document with a vec- 

tor. The combination of word vectors from short texts are obtained 

through the min, average and max convolutional functions. These 

functions may be combined through the concatenation of its re- 

sulting vectors. The combination of n of these functions produces 

a vector of nd dimensions, where d is the original dimension of the 

word vectors. 

A diagram of this model is shown in Fig. 1 . We refer to this 

model as M G , with the G standing for generic word vectors. 

4.2. Ensemble of classifiers (CEM) 

Our objective is to combine the information from surface and 

deep features. The most straightforward method is to combine 

them at the classification level. In this way, we propose an en- 

semble model which combines classifiers trained with deep and 

surface features. Thus, knowledge from the two sets of features 

is combined, and this composition has more information than its 

base components. This model combines several base classifiers 

which make predictions from the same input data. These predic- 

tions can be subsequently used as new data for extracting a sin- 

gle prediction of sentiment polarity. This ensemble model aims to 

improve the sentiment classification performance that each base 

classifier can achieve individually, obtaining better performance. 

There are many possibilities for the combination of the base clas- 

sifiers predictions that outputs a final sentiment polarity (e.g. a 

fixed rule or a meta learning technique). Also, any number of base 

classifiers can be combined into this ensemble model. A schematic 

diagram of this proposal is illustrated in Fig. 2 . We denote this 

model as CEM , which stands for Classifier Ensemble Model. The 

subscript indicates the types of features its base classifiers have 

been trained with, like in CEM SG , where the ensemble combines 

classifiers trained with surface features and generic word vectors. 

Next, the two ensemble techniques used in this ensemble 

model in the experimentation section are further described. 

4.2.1. Fixed rule model 

This model seeks to combine the predictions from different 

classifiers using a simple fixed rule. Consequently, this ensemble 

does not need to learn from examples. The rules used in this ap- 

proach can be any fixed rule used in ensemble models. In this 

work the rule used for the ensemble is the voting rule by major- 

ity. This rule counts the predictions of component classifiers and 

assigns the input to the class with most component predictions. In 

case of a match, a fixed class can be selected as the predicted by 

the model. 

4.2.2. Meta classifier model 

In the meta-classifier technique, the outputs of the component 

classifiers are treated as features for a meta-learning model. One 

advantage of this approach is that it can learn, i.e. adapt to differ- 

ent situations. As for the selection of the learning algorithm of this 

approach, there is no indication as of which one should be used. 

In this work, we select the Random Forest algorithm, as it can 

achieve high performance metrics in sentiment analysis ( da Silva, 

Hruschka, & Hruschka, 2014; Zhang et al., 2011 ). 

4.3. Ensemble of features (M SG and M GA ) 

This model is proposed with the aim of combining several types 

of features into a unified feature set and, consequently, combine 

the information these features give. In this way, a learning model 

that learns from this unified set could achieve better performance 

scores that one that learns from a feature subset. 

In this sense, we can distinguish two main types of ensembles 

of features. The first type is the ensemble of features that combines 

both surface and deep learning features. We address to this first 

model type as M SG , as it combines surface features and generic 

word vectors. The second type consists on an ensemble of features 

that were completely extracted using deep learning techniques. 

This second type is referred as M GA , combining both generic and 

affect word vectors. We refer to affect vectors as the result from 

training a set of pre-trained word vectors for a specific task, which 

in this case it would be SA. 

Additionally, we also propose a third feature ensemble model, 

where all the three types of features are combined. This model, 

where surface features, generic word vectors and affect word vec- 

tors are combined is denoted by M SGA . A diagram representing two 

instances of the model is shown in Fig. 2 . 

5. Experimental study 

This section describes the experiments conducted in order to 

answer the questions formulated in the introduction ( Section 1 ). 
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Fig. 2. Diagram of how the different classifiers and features are combined in the CEM SG (Classifier Ensemble Model combining surface features and generic word vectors), 

M SG and M GA models. 

Table 2 

Statistics of the SemEval2014/2014, Vader, STS-Gold and Sentiment140 

datasets. 

Dataset Positive Negative Total Average #words 

SemEval2013 2315 861 3176 23 

SemEval2014 2509 932 3441 22 

Vader 2901 1299 4200 16 

STS-Gold 632 1402 2034 16 

Sentiment140 80 0,0 0 0 80 0,0 0 0 1,60 0,0 0 0 15 

IMDB 25,0 0 0 25,0 0 0 50,0 0 0 255 

PL04 10 0 0 10 0 0 20 0 0 723 

Each performance experiment is made with six different datasets, 

widely used by the community of Sentiment Analysis. The metric 

used in this work is the macro averaged F1-Score. Accuracy, Preci- 

sion and Recall are also computed for all the experiments, and the 

interested reader can find these results in the web 1 . We also pub- 

lish the computed vectors that have been used in the deep models. 

These experiments ( Section 6.2 ) are aimed to compare the per- 

formance between the deep learning baseline we have developed 

(M G ) and the proposed ensemble models. Also, some experiments 

( Section 6.1 ) are also aimed to characterize the sentiment analysis 

performance for each individual classifier of the CEM models. For 

the last purpose, we have collected several sentiment analyzers for 

composing a classifier ensemble. 

As for the sentiment analysis of natural language, it is con- 

ducted at the message level, so it is not necessary to split the input 

data into sentences. The classifiers label each comment as either 

positive or negative. 

5.1. Datasets 

The datasets used for testing are SemEval 2013, SemEval 

2014 ( Rosenthal, 2014 ), Vader ( Hutto, 2015 ), STS-Gold ( Saif, Fernan- 

dez, He, & Alani, 2013 ), IMDB ( Mass et al., 2011 ) and PL04 ( Pang 

et al., 2002 ). Also, we use the Sentiment 140 ( Go, Bhayani, & Huang, 

2009 ) and IMDB datasets for training and developing our deep 

learning baseline, M G . These datasets are described next, and some 

statistics are summarized in Table 2 . 

The SemEval 2013 test corpus is composed of English comments 

extracted from Twitter on a range of topics: several entities, prod- 

1 http://gsi.dit.upm.es/ ∼oaraque/enhancing-dl . 

ucts and events. Similarly, we have also use the SemEval 2014 test 

dataset. In both SemEval datasets, the data is not public but must 

be downloaded from the source first. As some users have already 

deleted their comments online, we have not been able to recover 

the original datasets, but subsets of it. Besides, since the develop- 

ment dataset contains only binary targets (positive and negative), 

we have made an alignment processing of the SemEval datasets, 

filtering other polarity values. The obtained sizes are detailed in 

Table 2 . 

The Vader dataset contains 4200 tweet-like messages, originally 

inspired by real Twitter comments. A subset of these messages 

is specifically designed to test some syntactical and grammatical 

features that appear in the natural language. The STS-Gold dataset 

for Twitter, which has been collected as a complement for Twitter 

sentiment analysis evaluations processes ( Saif et al., 2013 ). 

As for the training data of our Twitter baseline model, 

the selected dataset is the Sentiment 140 dataset, containing 

1,60 0,0 0 0 Twitter messages extracted using a distant supervision 

approach ( Go et al., 2009 ). The abundance of data in this dataset 

is very beneficial to our deep learning approach, as it requires large 

quantities of data to extract a fairly good model, as pointed out by 

Mikolov, Chen et al. (2013) . 

Regarding the movie reviews domain, IMDB contains 50,0 0 0 po- 

larized messages, using the score of each review as a guide for 

the polarity value. Besides, this dataset contains 50,0 0 0 unlabeled 

messages that have been used for training the movie reviews base- 

line model. We use this dataset for the training of the movie re- 

views baseline model. The PL04 dataset is a well-known dataset in 

this domain. For the results in this dataset, we report the 10-fold 

cross validation metrics using the authors’ public folds, in order to 

make our results comparable with the ones found in the literature. 

5.2. Baseline training 

Due to the different characteristics of the two studied domains 

(Twitter and movie reviews), the vector computing process for the 

baseline model has been made differently. In the Twitter domain, 

the word vectors computed by word2vec are combined using con- 

volutional functions. For the movie reviews domain, doc2vec is 

used for the combination of the word vectors. For the implemen- 

tation of this model, we use the gensim library ( ̌Reh ̊u ̌rek & Sojka, 

2010 ). 

We found that the use of the convolutional functions in large 

text documents does not yield better performance than doc2vec 
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Table 3 

Effectiveness of the convolutional functions on the 

Sentiment140 development dataset. 

Convolutional function F-Score 

max 74 .82 

avg 77 .53 

min 74 .99 

max + avg 77 .63 

max + min 76 .7 

avg + min 77 .70 

max + avg + min 77 .73 

combinations. Hence, we performed an evaluation of these two 

approaches on the two development datasets. While the convolu- 

tional combinations yield a F1 score of 77.53% in the Sentiment140 

dataset, they also achieve 73.66& in the IMDB dataset. When using 

doc2vec the F1 scores are 75.00% and 89.45% in the Sentiment140 

and IMDB datasets respectively. Considering the average number of 

words presented in Table 2 and the difference on the performance 

of each approach, we use the convolutional functions for the twit- 

ter domain, where short texts are analyzed and the doc2vec tech- 

nique for the movie reviews domain, which contains large docu- 

ments. 

Regarding the training process for the short text word embed- 

dings, we empirically fixed the dimension of the word vectors gen- 

erated to 500. We use 1,280,0 0 0 tweets randomly selected from 

the Sentiment 140 dataset. Once this model is extracted, we feed a 

logistic regression model (implementation from scikit-learn) with 

the vectors of each tweet and the labels from the original dataset. 

The movie reviews baseline has been similarly trained, with the 

50,0 0 0 unsupervised documents of the IMDB dataset, setting the 

dimension of the document vectors to 100. The same linear model 

is use for the classification of the document vectors. All the per- 

formance metrics have been obtained using K-fold cross validation, 

with folds of 10. 

With respect to the convolutional functions, we have conducted 

an effectiveness test of the max, average and min functions on the 

Sentiment140 development set. The results are shown in Table 3 . 

As can be seen, the avg function is very close to the performance 

of the complete set of functions max, avg and min . Consequently, 

we select the avg function as the one used for further experiments, 

as it provides very good results compared to the rest, and it also 

reduces the computational complexity of the experimentation. No 

pooling functions are used in the movie reviews, as there is no 

need to combine different word vectors. 

Lastly, the preprocessing of natural language, we tokenized the 

input data and removed punctuation, excepting the most common 

(‘.,!?’). We also transformed URLs, numbers and usernames (@user- 

name) into especial characters to normalize the data. The prepro- 

cessing is applied to all the texts before generating the word vec- 

tors. 

5.3. Ensemble of classifiers 

In order to improve the performance of the deep learning base- 

line, we have built an ensemble composed of this analyzer and six 

different sentiment classifiers. Following, a list and a brief descrip- 

tion of each of these classifiers is shown: 

• sentiment140 ( Go et al., 2009 ). It uses Naive Bayes, Maximum 

Entropy and Support Vector Machines trained with unigrams, 

bigrams and POS features. 
• Stanford CoreNLP ( Manning et al., 2014 ) is the RNTN approach 

shown in Section 2.2 , proposed by Socher et al. (2013) . 

Fig. 3. Cross validation of the number of estimators on the Random Forest algo- 

rithm used for the meta-learning ensemble. 

• Sentiment WSD ( Kathuria, 2015 ), which uses SentiWordNet 

( Esuli & Sebastiani, 2006 ), performing the sentiment estimation 

based on the polarities of each word. 
• Vivekn ( Narayanan, Arora, & Bhatia, 2013 ). It is based in a Naive 

Bayes classifier trained with word n-grams and using several 

techniques, such as negation handling, feature selection and 

laplacian smoothing. 
• pattern.en ( De Smedt & Daelemans, 2012 ) uses a Support Vec- 

tor Machines algorithm fed with polarity and subjectivity val- 

ues for each word, WordNet vocabulary information and POS 

annotation. 
• TextBlob Sentiment Classifier ( Loria, 2016 ), a modular approach 

which as default configuration uses a Naive Bayes classifier 

trained with unigram features. 

We have built ensemble classifiers using two combining tech- 

niques in the CEM model: a rule based method and a meta learn- 

ing approach, both using the predictions of the classifiers com- 

posing the ensemble as features for the next step. For the meta- 

learning approach, we use the implementation of scikit-learn of 

the Random Forest algorithm. For this algorithm we have used 100 

as the default number of estimators. As is shown in Fig. 3 , the 

value of this parameter does not affect to the classification per- 

formance in the range from 50 to 10 0 0. 

Additionally, two versions of the CEM model have been im- 

plemented for the experiments. While the CEM SG combines the 

six aforementioned classifiers and the M G model; the CEM SGA 

version combines the base classifiers from CEM SG with the M SG , 

M SG+bigrams and M GA models. 

5.4. Ensemble of features 

Based on the work by Mohammad, Kiritchenko, and Zhu (2013) , 

we have selected the following surface features: SentiWordnet 

( Esuli & Sebastiani, 2006 ) lexicon values for each word, as well 

as total number of positive, neutral and negative words extracted 

with this lexicon; number of exclamation, interrogation and hash- 

tags marks ‘!?#’; number of words that are all in caps and number 

of words that have been elongated ‘gooooood’. This feature set has 

been cross validated on the development sets, with the objective of 

obtaining the smaller surface feature set that yields the best clas- 

sification performance. 

With the aim of complementing the surface features, we have 

also explored the role of n-grams. More specifically, bigrams are 

used, as the introduction of unigrams and trigrams did not improve 

the classification performance. The ensemble of features model 

that includes generic word vectors, the described surface features 

and bigrams is represented as M SG+bigrams . 

As for the M GA model, we use the word vectors obtained by 

Tang, Wei, Yang et al. (2014) . More specifically, we use the vectors 

extracted using the SSWE r neural model. These vectors have been 
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Table 4 

Macro averaged F-Score of all the base sentiment classifiers. TB represents the 

TextBlob classifier. 

Dataset sent140 CoreNLP WSD vivekn pattern TB 

SemEval2013 78 .92 46 .95 76 .18 72 .14 82 .50 82 .51 

SemEval2014 60 .67 42 .95 75 .35 59 .97 71 .86 71 .92 

Vader 78 .76 60 .19 77 .75 63 .54 85 .98 85 .71 

STS-Gold 75 .07 59 .68 75 .35 69 .61 82 .86 68 .27 

IMDB 72 .91 88 .56 87 .41 87 .45 75 .43 75 .47 

PL04 71 .66 86 .09 79 .03 86 .22 70 .64 70 .82 

extracted for learning sentiment-specific word vectors but not gen- 

eral semantic information, so we use them as affect word vectors. 

Also, for the composition of a tweet vector, we have used the aver- 

age function on the word vectors, as the combination of the other 

convolutional functions did not improve the results of the model. 

6. Results 

The conducted experiments show the sentiment classification 

performance of each base classifier separately (including our deep 

learning baseline) on each of the six test datasets, as well as the 

metrics for the ensemble of classifiers and ensembles of features. 

In this section, the experimental results are shown and discussed. 

The experimental results for the proposed models are gathered in 

Table 5 . 

6.1. Base classifiers performance 

As it can be seen in Table 4 , the better F-score performance 

is achieved by TextBlob in SemEval2013, by the WSD classifier 

with an important difference over TextBlob in SemEval2014; while 

pattern.en has a slightly better performance than the rest in the 

Vader dataset and has also the better performance in the STS- 

Gold dataset by far. The classifier with the lower performance is 

CoreNLP in all Twitter test sets. In contrast, in the IMDB and PL04 

datasets (movie reviews), CoreNLP achieves the better performance 

in IMDB and the second best in PL04. 

As expected, the nature of the domains has a strong impact 

on the performance of the base classifiers, since they have been 

trained in a specific domain. Some classifiers (e.g. WSD, pattern 

and TextBlob) are more suitable to the Twitter domain, while oth- 

ers (e.g. CoreNLP and vivekn) are better adapted to the review do- 

main. In general, none of the base classifiers exhibits a high per- 

formance in all the baseline datasets. 

Finally, the average F1 score performance for the base classifiers 

is 73.02, 63.79, 75.32, 71.81, 81.20 and 77.41% in the SemEval2013, 

SemEval2014, Vader, STS-Gold, IMDB and PL04 datasets respec- 

tively. 

6.2. Classifiers and features classifiers performance 

CEM models gather the predictions from M G baseline and the 

other six base classifiers whose classification performance has 

been analyzed. The voting and meta-learning techniques are used 

as ensemble techniques. It can be seen in the Table 5 that nearly 

all the ensemble models surpass the baseline, as well as all the 

other base classifiers. In fact, the best performance is achieved in 

4 out of 6 datasets by these CEM classifiers. 

As for the feature ensemble models, they also push the per- 

formance further than the baseline. The M SG+bigrams ensemble is 

very close to the best metrics in almost all the test datasets. Also, 

it seems that M SGA+bigrams is suffering overfitting, as the combina- 

tion of all three types of features decreases the performance when 

comparing to M SG+bigrams model. This could be due to the increase 

in the number of features used to train the model. 

Moreover, as an additional observation, it can be seen that the 

better improvements are achieved by CEM Vo 
SGA and CEM MeL 

SG models, 

with 3.65 and 2.53% of performance gain in STS-Gold and SemeE- 

val2013 datasets respectively, and by CEM MeL 
SGA model in the IMDB 

and PL04 datasets, with improvements of 1.48% and 5.77% respec- 

tively. 

Although the biggest improvements have been achieved with 

CEM models, the feature ensemble models also improve the base- 

line, sometimes by a large margin. Considering this type of models, 

the better results are achieved by the M SG+bigrams model. This fact 

could be explained attending to fact that bigrams can successfully 

capture modified verbs and nouns ( Wang & Manning, 2012 ), such 

as the negation. 

Also, the M SG model results are comparable, generally, to the 

best performances in the Twitter domain. Nevertheless, this model 

does not yield such results in the movie reviews domain. This re- 

sult indicates that combining word vectors through convolutional 

functions in long texts does not lead to high sentiment classifi- 

cation performances. We can conclude that the transformation of 

the convolutional functions on the sentiment signals that are con- 

tained in the affect word vectors is retained when applied to short 

texts, but lost in long texts. 

Attending to the difference of performance between the 

M SGA+bigrams and the CEM Vo 
SGA and CEM MeL 

SGA models, we see that the 

same types of features do not yield the same result. We make 

the assumption that dividing the features into smaller sets, as it 

is done in the ensemble models, benefits the classification per- 

formance. The division is made at the classifier level, since these 

ensemble models combine the predictions of classifiers trained 

with features (e.g. surface, generic and affect). Considering that the 

whole set SGA (including bigrams)is a complex collection of fea- 

tures, and based on the experimental results, the assumption is 

that this division of features prevents overfitting. These results are 

in line with those by Alpaydin (2014) and Xia et al. (2011) . This 

shows that when dividing a complex set of features into simpler 

subsets, an ensemble can yield better performance. 

6.3. Statistical analysis 

In order to compare the different proposed models in this work, 

a statistical test has been applied on the experimental results. Con- 

cretely, the Friedman test with the corresponding Bonferroni-Dun 

Table 5 

Macro averaged F-Score of the proposed sentiment classifiers. The last row shows the Friedman rank. In bold the best 

classifier for each dataset, and in the last row the best classifier attending to the Bonferroni-Dunn test. 

Dataset M G CEM Vo SG CEM MeL 
SG M SG M SG+bigrams M GA M SGA+bigrams CEM Vo SGA CEM MeL 

SGA 

SemEval2013 85 .34 87 .78 87 .87 86 .36 86 .53 87 .54 86 .26 86 .26 86 .97 

SemEval2014 86 .16 84 .16 87 .63 87 .03 88 .19 88 .05 86 .94 85 .90 88 .07 

Vader 87 .71 87 .92 88 .85 88 .07 88 .93 88 .89 88 .89 89 .52 89 .48 

STS-Gold 83 .43 83 .52 84 .56 84 .73 89 .24 85 .27 85 .26 87 .08 85 .59 

IMDB 89 .45 84 .06 89 .68 89 .58 90 .41 89 .50 90 .41 89 .92 90 .93 

PL04 88 .72 86 .48 93 .65 88 .39 94 .33 88 .67 86 .76 93 .87 94 .49 

Friedman rank 7 .83 7 .5 4 .5 6 .17 2 .67 4 .33 5 .58 4 .25 2 .17 
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post-hoc test, that are described by Demšar (2006) . These tests are 

specially oriented to the comparison of several classifiers on mul- 

tiple data sets. 

Friedman’s test is based on the rank of each algorithm in each 

dataset, where the best performing algorithm gets the rank of 1, 

the second best gets rank 2, etc. Ties are resolved by averaging 

their ranks. r i 
j 
is the rank of the j th of the k algorithms and on the 

i -th of N datasets. Friedman test uses the comparison of average 

ranks R j = 
1 
N 

∑ 

i r 
j 
i 
, and states that under the null-hypothesis (all 

the algorithms are equal so their ranks R j are equal) the Friedman 

statistic, with k − 1 degrees of freedom, is: 

χ2 
F = 

12 N 

k (k + 1) 

( 

∑ 

j 

R 2 j −
k (k + 1) 2 

4 

) 

Nevertheless, Demšar (2006) shows that there is a better statis- 

tic that is distributed according to the F-distribution, and has k − 1 

and (k − 1)(N − 1) degrees of freedom: 

F F = 
(N − 1) χ2 

F 

N(k − 1) − χ2 
F 

If the null-hypothesis of the Friedman test is rejected, post-hoc 

tests can be conducted. In this work we employ the Bonferroni- 

Dunn test, as it allows to compare the results of several algorithms 

to a baseline. In this case, all the proposed models are compared 

against M G . This test can be computed through comparing the 

critical difference (CD) with a series of critical values ( q α), which 

Demšar (2006) summarizes. The critical difference can be com- 

puted as: 

CD = q α

√ 

k (k + 1) 

6 N 

For the computation of both tests, the ranks have been ob- 

tained. The average ranks ( R j ) are showed in Table 5 . The α val- 

ues is set to 0.05 for the following calculations. With those av- 

erages, χ2 
F = 24 . 56 , F F = 5 . 24 , and the critical value F (k − 1 , (k −

1)(N − 1)) = 2 . 18 . As F F > F (8, 40), the null-hypothesis is rejected 

and the post-hoc test can be conducted. According with this, the 

critical difference is 4.31. Following, the difference between the av- 

erage ranks of the baseline and the j th model is compared to the 

CD and, if greater, we can conclude that the j th algorithm performs 

significantly better than the baseline. 

Friedman’s test has pointed the CEM MeL 
SGA and the M SG+bigrams 

models as the two best classification models, followed by the 

CEM Vo 
SGA and M GA models. Besides, the Bonferroni-Dunn test points 

out that CEM MeL 
SGA and M SG+bigrams models perform significantly bet- 

ter that the baseline. These results indicate that the hypothesis 

suggested in question 2 is supported, since the combination of dif- 

ferent sources of information improves the performance of senti- 

ment analysis. As for the rest of the models, it is not possible to 

reach a conclusion with the current data. 

On top of this, an interesting result of these experiments is that 

the performance of the meta learning approach is higher than that 

of the fixed rule scheme. While the meta learning ensemble with 

all types of features (SGA + bigrams) is significantly better than 

the baseline, the voting model is not. This could be caused by the 

learning capabilities of the meta-classifier technique, feature that 

the fixed ensemble methods like voting rule do not have. 

6.4. Computational complexity 

One possible drawback of ensemble approaches is their higher 

cost in terms of computational resources. With the aim of analyz- 

ing the efficiency of the proposed models, the computational cost 

is presented. The results for this cost analysis are studied at train 

time, since the costs in the test phase do not result relevant for 

Table 6 

Computational complexity of the word embeddings ap- 

proaches, in both model training and vector computation. 

Word Embeddings approach Sentiment140 IMDB 

word2vec Train model 109.7 s 96.1 s 

Compute vectors 152.9 s 80.4 s 

doc2vec Train model 7 h 2 h 

Compute vectors 8.5 s 6.4 s 

SSWE Train model – 25 d 

Compute vectors 87.5 s 179.2 s 

Table 7 

Computational complexity of the proposed 

models in training time. 

Model Sentiment140 IMDB 

M G 12 .7 s 0 .9 s 

M SG 13 .7 s 0 .9 s 

M SG+bigrams 977 .5 s 37 .2 s 

M GA 12 .9 s 1 s 

M SGA+bigrams 977 .8 s 37 .4 s 

this analysis. All these measurements were made in a Intel Xeon 

with 12 cores available and a memory friendly environment. 

In relation to the training and computation of the word embed- 

dings approaches, Table 6 presents the associated computational 

cost. It can be seen that word2vec is the lighter model at train time 

by a large margin. Also, the implementation of SSWE largely in- 

creases the computational complexity. We believe that implement- 

ing this model for a GPU environment can have a great impact 

on the time performance of the SSWE training. Please note that 

the SSWE trained model for Twitter is available for research, and 

so the training using the Sentiment140 dataset has not been per- 

formed. Besides, we can see that computing the pooling functions 

on the word vectors increases the complexity, as can be seen by 

comparing with the doc2vec approach. 

Combining different sets of features increases the computa- 

tional complexity, as Table 7 shows. The largest increment can be 

found in the M SG+bigrams and M SGA+bigrams models, which use bi- 

grams in the learning process. In this way, it can be seen that us- 

ing feature ensemble with bigrams and other sets of features leads 

to the addition of complexity to the model. The difference of train- 

ing times between the Sentiment140 and IMDB datasets is due to 

their number of instances, being larger in the first. 

Finally, the CEM models do not introduce a relevant complexity 

to the model at training time. The ensemble of classifiers based on 

the voting scheme do hardly introduce a cost to the computation, 

as there is no learning process in this case. For the meta-learning 

scheme, the maximum time taken in the meta learning process is 

1.5 s, with no significant difference between the training data. 

7. Conclusions and future work 

This paper proposes several models where classic hand-crafted 

features are combined with automatically extracted embedding 

features, as well as the ensemble of analyzers that learn from these 

varied features. In order to classify these different approaches, we 

propose a taxonomy of ensembles of classifiers and features that is 

based on two dimensions. Furthermore, with the aim of evaluat- 

ing the proposed models, a deep learning baseline is defined, and 

the classification performances of several ensembles are compared 

to the performance of the baseline. With the intention of conduct- 

ing a comparative experimental study, six public datasets are used 

for the evaluation of all the models, as well as six public senti- 

ment classifiers. Finally, we conduct an statistical analysis in order 

to empirically verify that combining information from varied fea- 
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tures and/or analyzers is an adequate way to surpass the sentiment 

classification performance. 

There were three main research questions that drove this work. 

The first question was whether there is a framework to charac- 

terize existing approaches in relation to the ensemble of tradi- 

tional and deep techniques in sentiment analysis. To the best of 

our knowledge, our proposal of a taxonomy and the resulting im- 

plementations is the first work to tackle this problem for senti- 

ment analysis. 

The second question was whether the sentiment analysis per- 

formance of a deep classifier can be leveraged when using the 

proposed ensemble of classifiers and features models. Observing 

the scores table and the Friedman ranks ( Table 5 ), we see that the 

proposed models generally improve the performance of the base- 

line. This indicates that the combination of information from di- 

verse sources such as surface features, generic and affect word vec- 

tors effectively improves the classifier’s results in sentiment analy- 

sis tasks. 

Lastly, we raised the concern of which of the proposed mod- 

els stand out in the improvement of the deep sentiment anal- 

ysis performance. In this regard, the statistical results point out 

the CEM MeL 
SGA and M SG+bigrams models as the best performing al- 

ternatives. As expected, these models effectively combine differ- 

ent sources of sentiment information, resulting in a significant im- 

provement with respect to the baseline. We remark the M SG+bigrams 

model, as it does not involve an ensemble of many classifiers, but 

only a classifier that is trained with an ensemble of deep and sur- 

face features. 

To summarize, this work takes advantage of the ensemble of 

existing traditional sentiment classifiers, as well as the combina- 

tion of generic, sentiment-trained word embeddings and manually 

crafted features. Nevertheless, Considering the results of this work, 

we believe that a possible line of work would be applying these 

models to the task of aspect based sentiment analysis, with the 

hope of improving the classification performance. Furthermore, we 

intend to extend the domain of the proposed models to other lan- 

guages and even paradigms, like Emotion analysis. 
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A.2.4 A modular architecture for intelligent agents in the evented web

Title A modular architecture for intelligent agents in the evented web

Authors Sánchez-Rada, J. Fernando and Iglesias, Carlos A. and Coronado, Miguel
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Publisher

Volume 15

Year 2017

Keywords agent architecture, evented web, events, jason, web hooks

Pages 19–33

Online http://content.iospress.com/articles/web-intelligence/web350

Abstract The growing popularity of public APIs and technologies such as web hooks is changing online

services drastically. It is easier now than ever to interconnect services and access them as a third

party. The next logical step is to use intelligent agents to provide a better user experience across

services, connecting services with smart automatic behaviors or actions. In other words, it is

time to start using agents in the so-called Evented Web. For this to happen, agent platforms

need to seamlessly integrate external sources such as web services. As a solution, this paper

introduces an event-based architecture for agent systems. This architecture has been designed in

accordance with the new tendencies in web programming and with a Linked Data approach. The

use of Linked Data and a specific vocabulary for events allows a smarter and more complex use

of events. Two use cases have been implemented to illustrate the validity and usefulness of the

architecture.
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Title Applying Recurrent Neural Networks to Sentiment Analysis of Spanish Tweets

Authors Araque, Oscar and Barbado, Rodrigo and Sánchez-Rada, J. Fernando and Iglesias, Carlos A.

Proceedings TASS 2017: Workshop on Semantic Analysis at SEPLN
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Volume 1896
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Keywords deep learning, natural language processing, recurrent neural networks, sentiment analysis
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Abstract This article presents the participation of the Intelligent Systems Group (GSI) at Universidad Politéc-

nica de Madrid (UPM) in the Sentiment Analysis work- shop focused in Spanish tweets, TASS2017.

We have worked on Task 1, aiming to classify sentiment polarity of Spanish tweets. For this task we

propose a Recurrent Neural Network (RNN) architecture composed of Long Short-Term Memory

(LSTM) cells followed by a feedforward network. The architecture makes use of two different types

of features: word embeddings and sentiment lexicon values. The recurrent ar- chitecture allows us

to process text sequences of different lengths, while the lexicon inserts directly into the system sen-

timent information. The results indicate that this feature combination leads to enhanced sentiment

analysis performances.
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Oscar Araque, Rodrigo Barbado, J. Fernando Sánchez-Rada y
Carlos A. Iglesias

Intelligent Systems Group, Universidad Politécnica de Madrid
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Abstract: This article presents the participation of the Intelligent Systems Group
(GSI) at Universidad Politécnica de Madrid (UPM) in the Sentiment Analysis work-
shop focused in Spanish tweets, TASS2017. We have worked on Task 1, aiming to
classify sentiment polarity of Spanish tweets. For this task we propose a Recurrent
Neural Network (RNN) architecture composed of Long Short-TermMemory (LSTM)
cells followed by a feedforward network. The architecture makes use of two different
types of features: word embeddings and sentiment lexicon values. The recurrent ar-
chitecture allows us to process text sequences of different lengths, while the lexicon
inserts directly into the system sentiment information. The results indicate that this
feature combination leads to enhanced sentiment analysis performances.
Keywords: Deep Learning, Natural Language Processing, Sentiment Analysis, Re-
current Neural Network, TensorFlow

Resumen: En este art́ıculo se presenta la participación del Grupo de Sistemas
Inteligentes (GSI) de la Universidad Politécnica de Madrid (UPM) en el taller de
Análisis de Sentimientos centrado en tweets en Español: el TASS2017. Hemos traba-
jado en la Tarea 1, tratando de predecir correctamente la polaridad del sentimiento
de tweets en español. Para esta tarea hemos propuesto una arquitectura consistente
en una Red Neuronal Recurrente (RNN) compuesta de celdas Long Short-Term
Memory (LSTM) seguida por una red neuronal prealimentada. La arquitectura
hace uso de dos tipos distintos de caracteŕısticas: word embeddings y los valores de
un diccionario de sentimientos. La recurrencia de la arquitectura permite procesar
secuencias de texto de distintas longitudes, mientras que el diccionario inserta infor-
mación de sentimiento directamente en el sistema. Los resultados obtenidos indican
que esta combinación de caracteŕısticas lleva a mejorar los resultados en análisis de
sentimientos.
Palabras clave: Aprendizaje Profundo, Procesamiento de Lenguaje Natural,
Análisis de Sentimientos, Red Neuronal Recurrente, TensorFlow

1 Introduction

Recent developments in the area of deep
learning are strongly impacting sentiment
analysis techniques. While traditional meth-
ods based on feature engineering are still
prevalent, new deep learning approaches are
succeeding and reduce the need of labeled
corpus and feature definition. Moreover,
traditional and deep learning approaches
can be combined obtaining improved re-

sults (Araque et al., 2017).

This paper describes our participation in
TASS 2017 (Mart́ınez-Cámara et al., 2017).
Taller de Análisis de Sentimientos en la SE-
PLN (TASS) is a workshop that fosters the
research of sentiment analysis in Spanish for
short text such as tweets. The first task of
this challenge, Task 1, consists in determin-
ing the global polarity at a message level.
The dataset for the evaluation of this task

TASS 2017: Workshop on Semantic Analysis at SEPLN, septiembre 2017, págs. 71-76

ISSN 1613-0073 Copyright © 2017 by the paper's authors. Copying permitted for private and academic purposes.

333



considers annotated tweets with 4 polarity la-
bels (P, N, NEU, NONE). P stands for pos-
itive, while N means negative and NEU is
neutral. It is considered that NONE means
absence of sentiment polarity. This task pro-
vides a corpus, which contains a total of 1514
tweets written in Spanish, describing a diver-
sity of subjects.

We have faced this challenge as an oppor-
tunity to evaluate how these techniques could
be applied in the TASS domain, and their
results compared with the traditional tech-
niques we used in a previous participation in
this challenge (Araque et al., 2015).

The reminder of this paper is organized
as follows. Sect. 2 introduces related work.
Then Sect.3 describes the proposed polarity
classification model and its implementation,
which is evaluated in Sect. 4. Finally, conclu-
sions are drawn in Sect. 6.

2 Related work

Many works in the last years involve the use
of neural architectures to learn text classi-
fication problems and, more specifically, to
perform Sentiment Analysis. A relevant ex-
ample of this are Recursive Neural Tensor
Networks (Socher et al., 2013). This archi-
tecture makes use of the structure of parse
trees to effectively capture the negation phe-
nomena and its scope. A similar work (Tai,
Socher, and Manning, 2015) introduces the
use of LSTM in tree structures, leveraging
both the information contained in these trees
and the representation capabilities of gated
units. Although parse trees can result very
useful in sentiment analysis, many works do
not make use of them, as they introduce an
additional computation overhead. In (Wang
et al., 2015) a data-driven approach is de-
scribed that learns from noisy annotated data
also making use of LSTM units and a er-
ror signal processing to avoid the problem
of vanishing gradient. Another useful tech-
nique is attention (Bahdanau, Cho, and Ben-
gio, 2014), that enables weighting the impor-
tance of the different words in a given piece of
text. Attention has been used in Sentiment
Analysis successfully in a recurrent architec-
ture, as presented in (Wang et al., 2016).

In the context of the TASS challenge, it
has not been the first time that neural archi-
tectures have been proposed for solving the
different tasks. In (Vilares et al., 2015), the
authors propose a LSTM architecture that is

compared to linear classifiers. Also, word em-
beddings have been leveraged in previous ver-
sions, as shown in (Martınez-Cámara et al.,
2015). Nevertheless, neural networks have
not been thoroughly studied in TASS, and
many potentially interesting techniques re-
main unused.

3 Sentiment analysis Task

3.1 Model architecture

The approach followed for the Sentiment
Analysis at Tweet level Task consists in a
RNN composed of LSTM cells that parse the
input into a fixed-size vector representation.
The representation of the text is used to per-
form the sentiment classification. Two vari-
ations of this architecture are used: (i) a
LSTM that iterates over the input word vec-
tors or (ii) over a combination of the input
word vectors and polarity values from a sen-
timent lexicon.

The general architecture of the model
takes as inputs the words vectors and the
lexicon values for each word from an input
tweet. Then, the inputs are passed through
a one-layer LSTM with a tunnable number
of hidden units. The generated representa-
tion is then used to determine the polarity of
the input text using a feedforward layer with
softmax activation as output function. The
output of this last layer encodes the probabil-
ity that the input text belongs to each class.
Fig. 2 shows this architecture, which is fur-
ther described as follows:

1. The input vector is the word embed-
ding of each word in a given tweet. It
contains word-level information or senti-
ment word-level information. Each spe-
cific case will be described in more detail
afterwards.

2. The RNN number of units is chosen dur-
ing training for optimization purposes.
In this work we use a one-layer LSTM
to avoid overfitting of the network to the
training data.

3. The weight matrix has as input dimen-
sion the RNN size, and the number of
classes as output dimension. This means
that, taking as inputs the last LSTM
output, we obtain a vector whose length
is the number of classes. This matrix is
also optimized during the training pro-
cess.
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Figure 1: Recurrent Neural Network (RNN) architecture

4. The final probability vector is obtained
by passing the result of the previous
matrix multiplication through a softmax
function, which converts the values of
the components of this result vector into
probabilities representation. Finally, the
predicted label for the tweet is the com-
ponent of the output vector with the
highest probability.

Following, the two types of inputs used are
described thoroughly.

3.2 Word-level RNN

For this input, the tweet text is tokenized into
word tokens, which are then expressed in a
one-hot representation. That is, each token is
represented as a IR|V|×1 vector with all 0s and
and one 1 at the index of that token in the
sorted token vocabulary. For example, the
representations for the tokens a, antes and
zebra would appear as:

wa =
[

1 0 0 · · · 0
]

, wantes =
[

0 1 0 · · · 0
]

wzebra =
[

0 0 0 · · · 1
]

We limit the number of words to a certain
vocabulary size in order to limit the computa-
tional cost of this preprocessing step. Before
feeding this data to the network, each tweet
is presented by the one-hot representation of
all the tokens in the tweet.

3.3 Sentiment word-level RNN

Additionally, we include different sentiment
information into the word representations by
means of a sentiment lexicon. In this case,
a similar approach as the word-level RNN

is followed, but instead of using information
about the different words contained on each
tweet, information about the sentiment of
each word is used. In this case, the prepro-
cessing process is modified:

1. First, each tweet is split into tokens.

2. Secondly, a sentiment dictionary is used
to map words with sentiment polarity
values. In this way, each word is mapped
into a positive, neutral or negative value.

3. Finally, the representation of a word
consists in its word vector concatenated
with its sentiment polarity label.

3.4 Regularization

Given the reduced number of training exam-
ples that is available for this task (Sec. 4) a
number of regularization techniques has been
used in the experiments. Regularization is
used in machine learning to control the com-
plexity of a learning model so it does not
overfit to the training data and generalized
better to the test data.

It is known that Recurrent Neural Net-
work tend to heavily overfit to the training
set (Zaremba, Sutskever, and Vinyals, 2014).
For this, we employ two regularization tech-
niques to prevent this:

1. L2 regularization (Ng, 2004). This tech-
nique is applied on the weights of the
feedforward layer of the network. Being
WMLP the weights of this layer, this reg-
ularization adds to the cost function the
following value:

λ‖W T
MLPWMLP ‖
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where λ is a parameter that represents
the importance that is assigned to this
regularization in the overall cost func-
tion.

2. Dropout (Srivastava et al., 2014; Gal
and Ghahramani, 2016b). This strategy
consists in randomly setting a fraction
of units to 0 at each step of the training
process to prevent overfitting. During
test time, the outputs are averaged by
this fraction. Dropout has been recently
found to be theoretically similar to ap-
plying a bayesian prior to the network
weigths (Gal and Ghahramani, 2016a).

3.5 TensorFlow implementation

TensorFlow is an interface for expressing ma-
chine learning algorithms, and an implemen-
tation for executing such algorithms (Abadi,
Agarwal, and et al., 2015). For implement-
ing the model previously described, first we
had to define a computation graph composed
by the RNN architecture, matrices and op-
erations needed. Once the graph is defined,
the training process consists in iteratively ad-
justing numerical values in order to reach the
best results. This task was done following
those ideas:

• The values to optimize are the internal
parameters and matrices that form the
network. Those are: the word embed-
ding representations, the LSTM internal
weights and the feedforward weight ma-
trix used as last layer. At the beginning
of training, those values are initialized
in a random way using a normal distri-
bution ∼ N (µ, σ), with µ = 0, and are
considered variables to be optimized at
each training step by TensorFlow.

• Having those variables defined, the
training process iteratively modifies
them in order to reach the better re-
sults. In order to obtain a error signal
that can be used to modify the learning
parameters we use a cost function which
has to be minimized. That minimiza-
tion problem is solved by applying the
gradient descent method via backpropa-
gation (LeCun et al., 2012). In this work
we employ the Adam algorithm (Kingma
and Ba, 2014).

• In each iteration of the training process,
which are known as epochs, data from

the training set flows through all the
computation graph yielding to a predic-
tion result. The cost metric is computed
by comparing the obtained result with
the true training labels. When the back-
propagation is finished, the variable val-
ues are updated and the following itera-
tion proceeds.

• In order to enhance performance, we use
early stopping on the accuracy on the de-
velopment set. That is, for each epoch
we monitor the performance of the net-
work in the development set. If it has
not improved for a number of epochs (in
this work, 3 epochs) the training pro-
cess is stopped and the model weights
are freezed.

• The number of iterations can be chosen
as well as other parameters such as the
RNN size. For testing new examples, we
use as input the test data, passing all
the tweets through our model having as
a result the vector of probabilities of the
class each tweet belongs to, choosing the
class with a higher probability value for
each tweet.

4 Experimental setup

For the development of Task 1 a training
and development dataset is made public, con-
taining 1,514 labeled tweets which belong
to the InterTASS corpus. Additionally, we
use the TASS2015 edition training dataset
that was extracted from the general cor-
pus (Garćıa Cumbreras et al., 2016). We
train the system with the InterTASS and the
TASS General Corpus training datasets, and
adjust the hyper-parameters with the Inter-
TASS development set. For the lexicon, we
used ElhPolar dictionary (Urizar and Roncal,
2013), as it has been previously used in TASS
competitions.

There are three test datasets, one belong-
ing to the InterTASS corpus and two belong-
ing to the General Corpus of TASS: the full
version, with all the 60,798 tweets; and the
1k version, that contains a subset of 1,000
tweets.

In order to enhance the classification per-
formance several hyper-parameters have been
explored, and the values that yield better
performance are selected to be used in the
testing phase. The vocabulary size is set to
20,000, with a batch size of 256 and the num-
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Model Corpus Accuracy Macro-F1

LSTM + MLP InterTASS 53.70 37.1
LSTM + MLP TASS (1k) 60.1 45.6
LSTM + MLP TASS (Full) 63.1 50.9

LSTM + MLP + Lexicon InterTASS 56.2 38.7
LSTM + MLP + Lexicon TASS (1k) 63.6 46.8
LSTM + MLP + Lexicon TASS (Full) 63.1 49.7

Table 1: Results in TASS 2017

ber of epochs being 20. With this value, the
early stopping mechanism stopped the train-
ing before its completion. Regarding the size
of the layers, the number of dimensions of the
word embeddings is set to 16, as well as it is
done with the number of units in the LSTM
layer. The dimensionality of the feedforward
layer is given by the output of the LSTM,
which is 16, and the number of classes of the
classification task (in this case, 4). Note that
these values are smaller than in the usual
neural architectures in order to further pre-
vent overfitting. Also, we select the λ param-
eter to 0.05, and the dropout rate to 0.7.

5 Experimental Results

Table 1 shows the results of the two variations
of the proposed model: LSTM+MLP stack
with or without lexicon values. In light of this
results it is possible to affirm that the used ar-
chitecture shows promising performances in
the task of sentiment analysis of tweets. Al-
though, the achieved performances are below
the best in this year challenge. This indicates
that further work should be done in order to
improve the results.

The experimental results confirm the idea
that the introduction of a sentiment lexicon
into the word presentations results, in gen-
eral, beneficial for the final performance. We
see this improvement in the InterTASS and
1k corpora. Nevertheless, when attending to
the Full corpus, a performance decrease in
the Marco-F1 is observed.

6 Conclusions and Future Work

In this paper we have described the participa-
tion of the GSI in the TASS 2017 challenge.
Our proposal relies on a Recurrent Neural
Network architecture for Sentiment Analysis
with Long Short-Term Memory cells. This
network can be fed with both word vectors
and sentiment lexicon values. This approach
is able to represent a arbitrarily long se-

quence of text due to the dynamic recurrent
structure of the architecture. Also, several
techniques have been used for avoiding over-
fitting. From the experiments, it is seen that
adding a sentiment lexicon can enhance the
classification performance.

However, the proposed model does not
compare with the best results in the TASS
competition. This can be due to a number
of reasons, but the training process suggests
that overfitting is a relevant issue. Although
benefit comes from the use of regularization
techniques, the network is not able to largely
generalize. To address this, we think that fu-
ture work in this direction should include the
expansion of the training set.

Other possible improvement for future
work is doing a better preprocessing of in-
put texts at word level. In addition, Convo-
lutional Neural Networks could be used for
feature extraction in combination with the
Recurrent Neural Network architecture. This
could lead to the computation of most com-
plex features, which could also yield better
results.
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R. Munoz-Guillena. 2015. Ensemble clas-
sifier for twitter sentiment analysis. In
R. Izquierdo, editor, Proceedings of the
Workshop on NLP Applications: complet-
ing the puzzle, number 1386 in CEUR
Workshop Proceedings, Aachen.

Ng, A. Y. 2004. Feature selection, l 1 vs.
l 2 regularization, and rotational invari-
ance. In Proceedings of the twenty-first in-
ternational conference on Machine learn-
ing, page 78. ACM.

Socher, R., A. Perelygin, J. Y. Wu,
J. Chuang, C. D. Manning, A. Y. Ng,
C. Potts, et al. 2013. Recursive deep mod-
els for semantic compositionality over a
sentiment treebank. In Proceedings of the
conference on empirical methods in natu-
ral language processing (EMNLP), volume
1631, page 1642.

Srivastava, N., G. E. Hinton, A. Krizhevsky,
I. Sutskever, and R. Salakhutdinov. 2014.
Dropout: a simple way to prevent neu-
ral networks from overfitting. Journal of
Machine Learning Research, 15(1):1929–
1958.

Tai, K. S., R. Socher, and C. D. Man-
ning. 2015. Improved semantic represen-
tations from tree-structured long short-
term memory networks. arXiv preprint
arXiv:1503.00075.

Urizar, X. S. and I. S. V. Roncal. 2013. El-
huyar at tass 2013. In Proceedings of the
Workshop on Sentiment Analysis at SE-
PLN (TASS 2013), pages 143–150.

Vilares, D., Y. Doval, M. A. Alonso, and
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A.2.6 Aspect based Sentiment Analysis of Spanish Tweets
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Abstract This article presents the participation of the Intelligent Systems Group (GSI) at Universidad Politéc-

nica de Madrid (UPM) in the Sentiment Analysis workshop focused in Spanish tweets, TASS2015.

This year two challenges have been proposed, which we have addressed with the design and devel-

opment of a modular system that is adaptable to different contexts. This system employs Natural

Language Processing (NLP) and machine-learning technologies, relying also in previously devel-

oped technologies in our research group. In particular, we have used a wide number of features

and polarity lexicons for sentiment detection. With regards to aspect detection, we have relied

on a graph-based algorithm. Once the challenge has come to an end, the experimental results are

promising.
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Oscar Araque, Ignacio Corcuera, Constantino Román,
Carlos A. Iglesias y J. Fernando Sánchez-Rada

Grupo de Sistemas Inteligentes, Departamento de Ingenieŕıa de Sistemas Telemáticos,
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Resumen: En este art́ıculo se presenta la participación del Grupo de Sistemas
Inteligentes (GSI) de la Universidad Politécnica de Madrid (UPM) en el taller de
Análisis de Sentimientos centrado en tweets en Español: el TASS2015. Este año
se han propuesto dos tareas que hemos abordado con el diseño y desarrollo de un
sistema modular adaptable a distintos contextos. Este sistema emplea tecnoloǵıas
de Procesado de Lenguaje Natural (NLP) aśı como de aprendizaje automático, de-
pendiento además de tecnoloǵıas desarrolladas previamente en nuestro grupo de in-
vestigación. En particular, hemos combinado un amplio número de rasgos y léxicos
de polaridad para la detección de sentimento, junto con un algoritmo basado en
grafos para la detección de contextos. Los resultados experimentales obtenidos tras
la consecución del concurso resultan prometedores.
Palabras clave: Aprendizaje automático, Procesado de lenguaje natural, Análisis
de sentimientos, Detección de aspectos

Abstract: This article presents the participation of the Intelligent Systems Group
(GSI) at Universidad Politécnica de Madrid (UPM) in the Sentiment Analysis work-
shop focused in Spanish tweets, TASS2015. This year two challenges have been
proposed, which we have addressed with the design and development of a modu-
lar system that is adaptable to different contexts. This system employs Natural
Language Processing (NLP) and machine-learning technologies, relying also in pre-
viously developed technologies in our research group. In particular, we have used a
wide number of features and polarity lexicons for sentiment detection. With regards
to aspect detection, we have relied on a graph-based algorithm. Once the challenge
has come to an end, the experimental results are promising.
Keywords: Machine learning, Natural Language Processing, Sentiment analysis,
Aspect detection

1 Introduction

In this article we present our participation
for the TASS2015 challenge (Villena-Román
et al., 2015a). This work deals with two dif-
ferent tasks, that are described next.

The first task of this challenge, Task
1 (Villena-Román et al., 2015b), consists of
determining the global polarity at a message
level. Inside this task, there are two eval-
uations: one in which 6 polarity labels are
considered (P+, P, NEU, N, N+, None), and
another one with 4 polarity labels considered
(P, N, NEU, NONE). P stands for positive,
while N means negative and NEU is neu-
tral. The “+” symbol is used for intensifi-
cation of the polarity. It is considered that

NONE means absence of sentiment polarity.
This task provides a corpus (Villena-Román
et al., 2015b), which contains a total of 68.000
tweets written in Spanish, describing a diver-
sity of subjects.

The second and last task, Task 2 (Villena-
Román et al., 2015b), is aimed to detect
the sentiment polarity at an aspect level us-
ing three labels (P, N and NEU). Within
this task, two corpora (Villena-Román et al.,
2015b) are provided: SocialTV and STOM-
POL corpus. We have restricted ourselves
to the SocialTV corpus in this edition. This
corpus contains 2.773 tweets captured during
the celebration of the 2014 Final of Copa del
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rey championship1. Along with the corpus
a set of aspects which appear in the tweets
is given. This list is essentially composed by
football players, coaches, teams, referees, and
other football-related concepts such as crowd,
authorities, match and broadcast.

The complexity presented by the challenge
has taken us to develop a modular system, in
which each component can work separately.
We have developed and experimented with
each module independently, and later com-
bine them depending on the Task (1 or 2) we
want to solve.

The rest of the paper is organized as fol-
lows. First, Section 2 is a review of the
research involving sentiment analysis in the
Twitter domain. After this, Section 3 briefly
describes the general architecture of the de-
veloped system. Following that, Section 4
describes the module developed in order to
confront the Task 1 of this challenge. After
this, Section 5 explains the other modules
necessaries to address the Task 2. Finally,
Section 6 concludes the paper and presents
some conclusions regarding our participation
in this challenge, as well as future works.

2 Related Work

Centering the attention in the scope of TASS,
many researches have experimented, through
the TASS corpora, with different approaches
to evaluate the performance of these systems.
Vilares et al. (2014) present a system re-
lying in machine learning classification for
the tasks of sentiment analysis, and a heuris-
tics based approach for aspect-based senti-
ment analysis. Another example of classifi-
cation through machine learning is the work
of Hurtado and Pla (2014), in which they
utilize Support Vector Machine (SVM) with
remarkable results. It is common to in-
corporate linguistic knowledge to this sys-
tems, as proposed by Urizar and Roncal
(2013), who also employ lexicons in its work.
Balahur and Perea-Ortega (2013) deal with
this problem using dictionaries and trans-
lated data from English to Spanish, as well
as machine-learning techniques. An inter-
esting procedure is performed by Vilares,
Alonso, and Gómez-Rodŕıguez (2013): us-
ing semantic information added to psycho-
logical knowledge extracted from dictionar-
ies, they combine these features to train a

1www.en.wikipedia.org/wiki/2014 Copa del Rey Final

machine learning algorithm. Fernández et al.
(2013) employ a ranking algorithm using bi-
grams and added to this a skipgrams scorer,
which allow them to create sentiment lexi-
cons that are able to retain the context of the
terms. A different approach is by means of
the Word2Vec model, used by Montejo-Ráez,
Garćıa-Cumbreras, and Dı́az-Galiano (2104),
in which each word is considered in a 200-
dimensional space, without using any lexical
or syntactical analysis: this allows them to
develop a fairly simple system with reason-
able results.

3 System architecture

One of ours main goals is to design and de-
velop an adaptable system which can func-
tion in a variety of situations. As we have al-
ready mentioned, this has taken us to a sys-
tem composed of several modules that can
work separately. Since the challenge pro-
poses two different tasks (Villena-Román et
al., 2015b), we will utilize each module when
necessary.

Our system is divided into three modules:

• Named Entity Recognizer (NER)
module. The NER module detects the
entities within a text, and classifies them
as one of the possibles entities. In the
Section 5 a more detailed description of
this module and the set of entities given
is presented, as it is used in the Task 2.

• Aspect and Context detection mod-
ule. This module is in charge of detect-
ing the remaining aspects -aspects that
are not entities and therefore can not be
detected as such- and the contexts of all
aspects. In the Section 5 this module is
described in greater detail since it is only
used for tackling the Task 2.

• Sentiment Analysis module. As the
name suggests, the goal of this module
is to classify the given texts using sen-
timent polarity labels. This module is
based on combining NLP and machine
learning techniques and is used in both
Task 1 and 2. It is explained in more
detail next.

3.1 Sentiment Analysis module

The sentiment analysis module relies in a
SVM machine-learning model that is trained
with data composed of features extracted
from the TASS dataset: General corpus for
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the Task 1 and SocialTV corpus for Task
2 (Villena-Román et al., 2015b).

3.1.1 Feature Extraction

We have used different approaches to design
the feature extraction. The reference docu-
ment taken in the development of the fea-
tures extraction was made by Mohammad,
Kiritchenko, and Zhu (2013). With this in
mind, the features extracted from each tweet
to form a feature vector are:

• N-grams, combination of contiguous se-
quences of one, two and three tokens
consisting on words, lemmas and stem
words. As this information can be dif-
ficult to handle due to the huge volume
of N-grams that can be formed, we set a
minimum frequency of three occurrences
to consider the N-gram.

• All-caps, the number of words with all
characters in upper cases that appears
in the tweets.

• POS information, the frequency of each
part-of-speech tag.

• Hashtags, the number of hashtags terms.

• Punctuation marks, these marks are fre-
quently used to increase the sentiment
of a sentence, specially on the Twitter
domain. The presence or absence of
these marks (?!) are extracted as a new
feature, as well as its relative position
within the document.

• Elongated words, the number of words
that has one character repeated more
than two times.

• Emoticons, the system uses a Emoticons
Sentiment Lexicon, which has been de-
veloped by Hogenboom et al. (2013).

• Lexicon Resources, for each token w, we
used the sentiment score score(w) to de-
termine:

1. Number of words that have a
score(w) 6= 0.

2. Polarity of each word that has a
score(w) 6= 0.

3. Total score of all the polarities of
the words that have a score(w) 6= 0.

The best way to increase the coverage
range with respect to the detection of

words with polarity is to combine sev-
eral resources lexicon. The lexicons used
are: Elhuyar Polar Lexicon (Urizar and
Roncal, 2013), ISOL (Mart́ınez-Cámara
et al., 2013), Sentiment Spanish Lexi-
con (SSL) (Veronica Perez Rosas, 2012),
SOCAL (Taboada et al., 2011) and ML-
SentiCON (Cruz et al., 2014).

• Intensifiers, a intensifier dictio-
nary (Cruz et al., 2014) has been
used for calculating the polarity of a
word, increasing or decreasing its value.

• Negation, explained in 3.1.2.

• Global Polarity, this score is the sum
of the punctuations from the emoticon
analysis and the lexicon resources.

3.1.2 Negation

An important feature that has been used to
develop the classifier is the treatment of the
negations. This approach takes into account
the role of the negation words or phrases, as
they can alter the polarity value of the words
or phrases they precede.

The polarity of a word changes if it is
included in a negated context. For detect-
ing a negated context we have utilized a
set of negated words, which has been man-
ually composed by us. Besides, detecting the
context requires deciding how many tokens
are affected by the negation. For this, we
have followed the proposal by Pang, Lee, and
Vaithyanathan (2002).

Once the negated context is defined there
are two features affected by this: N-grams
and lexicon. The negation feature is added
to these features, implying that its negated
(e.g. positive becomes negative, +1 becomes
-1). This approximation is based on the work
by Sauŕı and Pustejovsky (2012).

4 Task 1: Sentiment analysis at

global level

4.1 Experiment and results

In this competition it is allowed for submis-
sion up to three experiments for each corpus.
With this in mind, three experiments have
been developed in this task attending to the
lexicons that adjust better to the corpus:

• RUN-1, there is one lexicon that is
adapted well to the corpus, the ElhPolar
lexicon. It has been decided to use only
this dictionary in the first run.
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• RUN-2, in this run the two lexicons that
have the best results in the experiments
have been combined, the ElhPolar and
the ISOL.

• RUN-3, the last run is a mix of all the
lexicon used on the experiments.

Experiment Accuracy F1-Score

6labels 61.8 50.0
6labels-1k 48.7 44.6
4labels 69.0 55.0
4labels-1k 65.8 53.1

Table 1: Results of RUN-1 in the Task 1

Experiment Accuracy F1-Score

6labels 61.0 49.5
6labels-1k 48.0 44.0
4labels 67.9 54.6
4labels-1k 64.6 53.1

Table 2: Results of RUN-2 in the Task 1

Experiment Accuracy F1-Score

6labels 60.8 49.3
6labels-1k 47.9 43.7
4labels 67.8 54.5
4labels-1k 64.6 48.7

Table 3: Results of RUN-3 in the Task 1

5 Task 2: Aspect-based sentiment

analysis

This task is an extension of the Task 1 in
which sentiment analysis is made at the as-
pect level. The goal in this task is to detect
the different aspects that can be in a tweet
and afterwards analyze the sentiment associ-
ated with each aspect.

For this, we used a pipeline that takes the
provided corpus as input and produces the
sentiment annotated corpus as output. This
pipeline can be divided into three major mod-
ules that work in a sequential manner: first
the NER, second the Aspect and Context de-
tection, and third the Sentiment Analysis as
described below.

5.1 NER

The goal of this module is to detect the words
that represent a certain entity from the set
of entities that can be identified as a per-
son (players and coaches) or an organization
(teams).

For this module we used the Stanford CRF
NER (Finkel, Grenager, and Manning, 2005).
It includes a Spanish model trained on news
data. To adapt the model, we trained it
instead with the training dataset (Villena-
Román et al., 2015b) and a gazette. The
model is trained with two labels: Per-
son (PER) and Organization (ORG). The
gazette entries were collected from the train-
ing dataset, resulting in a list of all the ways
the entities (players, teams or coaches) were
named. We verified the performance of the
Stanford NER by means of cross-validation
on the training data. With this, we obtained
an average F1-Score of 91.05%.

As the goal of the NER module is to detect
the words that represent a specific entity, we
used a list of all the ways these entities were
named. In this way, once the Stanford NER
detect the general entity our improved NER
module search in this list and decides the par-
ticular entity by matching the pattern of the
entity words.

5.2 Aspect and Context detection

This module aims to detect the aspects that
are not entities, and thus have not been
detected by the NER module. To achieve
this, we have composed a dictionary using
the training dataset (Villena-Román et al.,
2015b) which contains all the manners that
all the aspects -including the entities for-
merly detected- are named. Using this dic-
tionary, this module can detect words that
are related to a specific aspect. Although
the NER module already detects entities as
players, coaches or teams, this module can
detect them too: it treats these detected en-
tities as more relevant than its own recogni-
tions, combining in this way the capacity of
aspect/entity detection of the NER module
and this module.

As for the context detection, we have im-
plemented a graph based algorithm (Mukher-
jee and Bhattacharyya, 2012) that allows us
to extract sets of words related to an aspect
from a sentence, even if this sentence has dif-
ferent aspects and mixed emotions. The con-
text of an aspect is the set of words related
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to that aspect. Besides, we have extended
this algorithm in such a way that allow us to
configure the scope of this context detection.

Combining this two approaches -aspect
and context detection- this module is able to
detect the word or words which identify an
aspect, and extract the context of this aspect.
This context allows us to isolate the senti-
ment meaning of the aspect, fact that will be
very interesting for the sentiment analysis at
an aspect level.

We have obtained an accuracy of 93.21%
in this second step of the pipeline with
the training dataset (Villena-Román et al.,
2015b). As for the test dataset (Villena-
Román et al., 2015b) we obtained an accu-
racy of 89.27%2.

5.3 Sentiment analysis

The sentiment analysis module is the end of
the processing pipeline. This module is in
charge of classifying the detected aspects in
polarity values through the contexts of each
aspect. We have used the same model used
in Task 1 to analyse every detected aspect in
Task 2, given that the detected aspect con-
texts in Task 2 are similar to the texts anal-
ysed in Task 1.

Nevertheless, though using the same
model, it is needed to train this model with
the proper data. For this, we extracted the
aspects and contexts from the train dataset,
process the corresponding features (explained
in Section 3), and then train the model with
these. In this way, the trained machine is fed
contexts of aspects that will classify in one
of the three labels (as mentioned: positive,
negative and neutral).

5.4 Results

By means of connecting these three modules
together, we obtain a system that is able to
recognize entities and aspects, detect the con-
text in which they are enclosed, and classify
them at an aspect level. The performance of
this system is showed in the Table 4. The dif-
ferent RUNs represent separate adjustments
of the same experiment, in which several pa-
rameters are controlled in order to obtain the
better performance.

As can be seen in Table 4, the global per-
formance obtained is fairly positive, as our

2We calculated this metric using the out-
put granted by the TASS uploading page
www.daedalus.es/TASS2015/private/evaluate.php.

Experiment Accuracy F1-Score

RUN-1 63.5 60.6
RUN-2 62.1 58.4
RUN-3 55.7 55.8

Table 4: Results of each run in the Task 2

system ranked first in F1-Score and second
in Accuracy.

6 Conclusions and future work

In this paper we have described the partici-
pation of the GSI in the TASS 2015 challenge
(Villena-Román et al., 2015a). Our proposal
relies in both NLP and machine-learning
techniques, applying them jointly to obtain
a satisfactory result in the rankings of the
challenge. We have designed and developed
a modular system that relies in previous tech-
nologies developed in our group (Sánchez-
Rada, Iglesias, and Gil, 2015). These charac-
teristics make this system adaptable to dif-
ferent conditions and contexts, feature that
results very useful in this competition given
the diversity of tasks (Villena-Román et al.,
2015b).

As future work, our aim is to improve as-
pect detection by including semantic similar-
ity based on the available lexical resources in
the Linguistic Linked Open Data Cloud. To
this aim, we will integrate also vocabularies
such as Marl (Westerski, Iglesias, and Tapia,
2011). In addition, we are working on im-
proving the sentiment detection based on the
social context of users within the MixedEmo-
tions project.
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itors. 2015a. Proc. of TASS 2015: Work-
shop on Sentiment Analysis at SEPLN,
number 1397 in CEUR Workshop Proc.,
Aachen.

Villena-Román, Julio, Janine Garćıa-Morera,
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rience across services, connecting services with smart automatic
behaviours or actions. However, agent platforms are not prepared
to easily add external sources such as web services, which hinders
the usage of agents in the so-called Evented or Live Web. As a
solution, this paper introduces an event-based architecture for
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programming. In particular, it is focused on personal agents
that interact with several web services. With this architecture,
called MAIA, connecting to new web services does not involve
any modification in the platform.

Keywords—Agent architecture, evented web, events, web hooks,
jason

I. INTRODUCTION

Agent architectures provide a valuable general guideline for
designing and implementing agent applications [1] and have
been a very active research topic in the agent community. In
the 1990s, research interest was focused on the investigation of
architectural issues raised by three influential threads of agent
research (i.e. reactive agents, deliberative agents and interact-
ing agents), as collects the excellent survey by Müller [2].

Software agent platforms are usually specialized in a
particular agent architecture.For instance, most platforms for
deliberative agents have adopted the Belief-Desire-Intention
(BDI) model, as Jadex [3], Jack [4] or Jason [5], while the
most popular agent platform for interacting agents, Jade [6],
is based on FIPA [7]. Some of these platforms provide facilities
to combine reasoning and interacting features, such as Jadex
or Jason, which can be integrated with Jade.

The BDI architecture defined by Rao and Georgeff [8]
is based on the original model proposed by Bratman for
modelling human reasoning [9]. The BDI abstract architecture
models human-like reasoning by capturing the mentalistic
notions of belief, desire and intention, which are processed
according to a generic interpreter. This interpreter assumes that
events are atomic and recognized after they have occurred.

Traditionally, both messages and percepts have been man-
aged in the same interpretation cycle, since both are considered
forms of external events. As a result, most agent implementa-
tions mix reasoning processes with the communication logic

and make them hard to reuse, debug and develop. Recently,
several works such as ACRE [10] and Alfonso et al. [11]
have proposed to delegate conversation management in a
specific module external to the agent reasoning process. The
interaction between these two modules is done through actions
and perceptions. The reasoning module can reason about the
outcomes of every conversation through a set of predefined
perceptions, and then execute several actions to manage the
status of those conversations (e.g. cancelling, forgetting or
retrying a conversation).

Furthermore, agent platforms do not provide standardised
mechanisms to integrate sensory information. This integration
of sensors and actuators typically requires extending the basic
agent architecture and a deep understanding of its implemen-
tation.

On the other hand, gathering information from external
sources is a key aspect of any agent system. Lately, we are
relying more and more on web services to store, share and
generate new information.

Several works have proposed different mechanisms for
integrating agents and web services, as surveyed in [12]. The
existing solutions provide mappings between addressing and
messaging schemes in web services and agent systems, and
are implemented using a gateway that publishes web service
descriptions into FIPA’s directory facilitator and vice-versa.
Nevertheless, there are application domains such as personal
agents where the FIPA platform infrastructure is not needed but
there is still the need to invoke services as a standard action.

A new trend in web service development is relying on event
based interaction to allow services to interact. So much so
that it is leading to a new generation of the web, called real
time web or evented web [13]. This new wave of web services
is characterised by its capability to process incoming events
originated by a wide range of sources, such as social networks,
service notifications or sensors.

Our proposal consists in overcoming the typical limitations
in agent architectures while keeping them up to the current
scenario. We do so by providing an event-based perspective to
the internal composition of agent modules. This paper also
explains how this architecture, called event-based Modular
Architecture for Intelligent Agents (MAIA), can be used in
applications that interact with a variable and increasing number
of services, as well as its inner workings and implementation
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challenges. To illustrate this, we also present an implementa-
tion of a personal cloud agent using MAIA.

This paper is structured as follows: Section III presents an
overview of the architecture and describes its components in
detail; Section IV covers the format and purpose of events;
Section V shows how to use MAIA to build a personal agent;
Section VI goes through related work; and in Section VII we
present our conclusions and future work.

II. EVENT-BASED PROGRAMMING

Event-based programming [14], also called Event-Driven
Architecture (EDA) is an architectural style in which one or
more components in a software system execute in response to
receiving one or more notifications. Event based programming
differs from traditional web synchronous request-response
interactions, since the main concepts are the events. Then,
instead of speaking of clients and services, we refer to event
producers and consumers. One of the main advantages of this
architecture is that event producers and consumers can be
decoupled, which improves its scalability and fault-tolerance
capabilities. There are three main interaction styles in event
programming [14]:

• Push event distribution: event producers emit an event
and usually do not expect any specific action by event
producers

• Channel event distributions: event producers send
events to an event channel which acts as a broker,
redirecting the event to event consumers subscribed
to that particular event. This model is usually imple-
mented using Message-oriented Middleware (MOM).

• Pull event distribution: event consumers follow the
traditional request-response pattern to request an event
from an event producers or from an event channel.

Event-based programming has been traditionally popular
for programming user interfaces (e.g., Swing or JavaScript)
as well as for integration architectures based on a Enterprise
Service Bus. Given the requirements of the Live Web, event-
based programming has given a step forward and is one of
the cornerstones of highly interactive applications. We review
in the following subsections Node.js, one of the most popular
server-side programming environments, which is an example
of the event oriented paradigm. Node.js applications are written
in JavaScript and thus rely heavily on events.

III. MAIA ARCHITECTURE

An agent that does not interact with its environment (other
software components, sensors, actuators, etc.) is of little prac-
tical use. For that reason, it is common practice to modify or
extend agent platforms to include external sources. However,
as previously explained, agent architectures tend to be mono-
lithic. Connecting to external components is often a tedious and
ad-hoc process. Regardless of the specific implementation, the
resulting modifications are very heterogeneous and bound to
the agent platform they were made for.

In an attempt to adapt generic BDI multi agent systems to
seamlessly interact with different sources, we propose a new
architecture, called MAIA.

The architecture has been designed to allow easy hot-
plugging of new components that expand the capabilities of
the system (e.g. new sensors). It consists of independent
modules that perform different tasks (e.g. BDI reasoning, User
Interface), which are connected using a common interface to
a core platform that controls the flow of information between
them.

Figure 1 shows an overview of the main modules in the
architecture. At its core there is a bus for the modules that
are closely related to a typical agent (BDI platform, sensors,
actuators, etc.), another bus for the modules that connect to
the Evented Web, and a central piece that connects both buses
and provides additional services.

This section briefly presents these modules, focusing on
the relationship between them. The following sections will de-
scribe each module separately in greater detail. The underlying
communication mechanism is covered in Section IV.

First of all, the architecture includes a BDI Platform
module which encapsulates all BDI functions and logic. This
platform can be used to develop and run BDI agents that will
communicate with the rest of the modules in the architecture.

An Adapter (labelled BDI Adapter) makes this communi-
cation possible by interfacing between the agent platform and
the rest of the modules. Part of this adaptation is translating
MAIA events to a format the platform understands, and vice
versa. It will also make all the high level services from the rest
of the modules available to the agents within the platform.

We use Jason as the reference BDI Platform in this paper,
but any other platform such as Jade or Jadex would be suitable.
The design of the BDI Adapter depends on the platform
chosen.

The BDI Adapter is directly connected to the Agent Bus.
The role of this bus is to connect the different high level
modules of the agent, in contrast with the connectors to web
services and other sources, which connect to the Evented Web
Bus. This separation serves two main purposes: protecting the
agent modules from an overload of events from the web, and
providing additional capabilities to the modules connected to
the Agent Bus (see Section III-B).

The Event Manager mediates between both buses, pro-
viding extra services to the Agent Bus as described in Sec-
tion III-C. These services will have an important role in the
development of BDI agents. Section III-A2 contains several
plans and goals in Agent Speak that make use of these services.

A. Adapters

To be able to connect to any of the MAIA buses a module
must communicate via events that are MAIA compliant (see
Section IV) and use one of the protocols that its bus imple-
ments. Unfortunately, not all systems are natively evented.
Even when they are, they do not always follow the MAIA
events format or use the same protocol as the bus.

An Adapter is a piece of software that mediates between
such systems and the rest of the modules. In the best case
scenario, which is that of software that is already event
oriented, the adaptation process is as simple as translating
event formats on the fly and dealing with protocol differences.
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Fig. 1. High level representation of the MAIA architecture.

In the worst case scenario, deeper changes in the software itself
might be needed.

We group the adapters in two categories according to the
level of integration they provide: basic adapters and Agent
Adapters. Basic adapters make the features of an external
service or module available to the rest of the modules. Agent
Adapters also make the advanced services provided by the
Event Manager available to the module in question.

In essence, basic adapters simply add sources of informa-
tion or interaction with external services, whereas an Agent
Adapter connects to a module with more complex logic.

1) Basic Adapters: These adapters take care of: connecting
with the Event Manager; translating event formats, back and
forth; generating MAIA events and storing events for later
consumption. Every adapter that connects to the Evented Web
Bus is a basic adapter.

2) Agent Adapter: Agent Adapters are the interface be-
tween an agent system, typically an Agent Platform, and the
Agent Bus. The role of these agent systems is to implement
the logic of the final application, adding intelligence to the
system and communicating to the different modules. The Event
Manager provides several services to make it easier to perform
certain common actions or simply delegate tasks that would
otherwise be done by the agent. Thus, an Agent Adapter should
integrate these services in the agent platform.

The design and features of the Agent Adapter highly
depend on the target Agent Platform, its internals and the
programming interface it offers. Hence, we will focus on the
development of an adapter for Jason. Nevertheless, most of the

Fig. 2. Adding perceptions to agents in Jason

concepts herein are general and can be used in other Agent
Platforms.

We identified three main challenges in the adaptation
process. The first one consisted in communicating with the
platform itself, and its individual agents. The second one was
translating MAIA events to Jason beliefs. Lastly, there needs
to be a way to use the extra services provided by the Event
Manager from within any Jason agent. This section covers the
first two, whereas Section V contains excerpts of Agent Speak
code to deal with the most common MAIA services.

Every agent within Jason has its own knowledge database,
which is populated by data from the different sources. To be
able to actually modify the perceptions of the agents, a custom
Jason Environment is needed, along with an ad-hoc model for
this scenario. By modifying the basic Jason Environment we
are able to control not only the sources through which new
information is added, but the life cycle of such information.

More precisely, the custom model follows the data inbox
concept, the same as regular mailboxes. All information re-
ceived by the agent is volatile, and will be discarded after it
is fetched. Should the agent find the information interesting
or necessary for the future, it will save it as beliefs in its
permanent knowledge database.

Using these data boxes it is rather easy to integrate our Java
code and our agents in AgentSpeak. A special function allows
any Java method to send information to any certain agent, and
any Java function can be wrapped and made available to the
agents in the platform. Figure 2 shows the custom elements
created for the adapter.

Apart from the modifications explained above, events them-
selves need to be converted to beliefs internally. For this
purpose, we created the libraries to translate a a subset of
the JSON notation to beliefs and vice versa. Unfortunately,
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the limited syntax of beliefs makes it impossible to perform a
complete mapping.

Lastly, it is important to note that every agent should sub-
scribe only to those events that are relevant to its functioning,
and to avoid permanently storing them. Otherwise, we risk
overloading the agents with too many facts, which hinders the
reasoning process and might lead to undesired behaviours.

B. The Agent Bus and the Evented Web Bus

The role of the Evented Web Bus is to gather information
from different web services and other non-web sensors, and to
send information to those services when needed.

In addition to plain message passing, the bus has the
following features: event filtering, event subscription and store
and forward. Event Filtering provides the ability to select only
the relevant events in each situation and for each module. By
using Event Subscription modules can indicate their interest
in certain kind of event which they wish to receive. Store
and Forward means that modules can receive the events they
subscribed to and that were sent while they were disconnected.
It also means that events will be saved until they can be
forwarded to a module. Without it, an overloaded module
would not be able to consume all the events sent to it, which
might then be discarded.

The Agent Bus connects the different modules that are
directly related to the agents. The Agent Platform, the User-
Interface and the Communication Manager are the most im-
portant examples of such modules.

In essence the Agent Bus works similarly to the Evented
Web Bus. However, the modules connected are in charge of
some of the highest level functions of the agent architecture.
Thence they require some capabilities from the bus that were
not necessary for the evented web. These capabilities are ex-
posed to the agents in the form of services that highly ease the
development of systems that take advantage of web services.
Most of these services are focused on the development of
personal agents that interact with social networks.

These services will be transparently provided to the mod-
ules in the Agent Bus by the Event Manager, covered in the
following section.

It is important to note that the existence of these buses
makes it possible to spread the modules that connect to it into
several machines. Nonetheless, a simpler local configuration is
possible.

C. Event Manager

The Event Manager is the core of the MAIA architecture.
It is the bridge between the two buses. One of its roles
is to exchange events between them, making Evented Web
and sensory information available to agents and forwarding
requests from agents to services. However, such information
is usually verbose and frequent. Most of the times it is re-
dundant or not critical. In contrast, the communication among
agents or between agents and the user interface are usually
more critical and sensitive to delays. As a consequence, the
exchange between both buses obeys specific rules within the
Event Manager. Such rules make the existence of two buses

transparent to the clients of both while avoiding unnecessary
forwarding between them.

Besides controlling the flow of events between the different
modules, it complements the Agent Bus by providing higher
level functions that are not present in it. The Event Manager
provides several useful services for the development of per-
sonal agents.

Namely, these services are: Identity, Event Based Task Au-
tomation, Location, Semantic Information, Social Networks,
Calendar and Transactions.

The Identity Service allows agents to define virtual identi-
ties. These identities can be linked to the rest of the services.
For instance, an identity can be linked to several calendars and
social networks. These identities are defined via FOAF [15].
Each identity has a unique ID that can be used to subscribe to
the events from the sources linked to it. The Event Based Task
Automation offers the option for agents to delegate actions to
the Event Manager. These actions will be fired by a certain
event, and their result will be another event.

The Social Network service homogenises the connection
and interaction with different social networks. Social networks
are an important part of the average user’s everyday activity.
By integrating them in a personal agent, we can gather relevant
information about the user and improve the user’s experience.
Each social network profile can be linked to several identities.
As we saw before, this means the events from different profiles
will share a common namespace, making it easy to subscribe
to all of them.

The Location service makes it possible to set locations to
each identity. Events are sent every time there is a location
change, or when a module queries the location of an identity.

The Calendar Service is a common interface to deal with
calendars from different sources within Maia. It is especially
meant as an abstraction for online calendar services.

The Information Service offers a simple unified interface
for agents to query information from external information
sources. As of this writing, the Information service supports
SPARQL, being able to send queries to multiple endpoints
(DBpedia, data.gov, etc.).

The Transaction service makes it easier for agents to
handle operations with online services that follow a known
pattern. For instance, the processes between booking a flight
and arriving safe to the destination accommodation are quite
similar regardless of the flight company, shuttle bus operator,
etc. Given that, the Transaction service identifies different
events as steps in such processes and acts accordingly to offer
extra information to the agents.

IV. MAIA EVENTS

The communication paradigm in MAIA purposely mimics
that of the evented web [13]: all modules communicate through
atomic messages called events. This paradigm follows the
channel event distribution style.

The communication based on events is what confers loose
coupling to the architecture. However, it also means that the
structure and format of these events must cover a wide range
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of scenarios. Furthermore, it is desirable to make events as
compatible with the evented web as possible so that the inter-
action is seamless. This compatibility that must be achieved
both in a conceptual level and in the format level.

The conceptual level deals with questions such as: what
type of information does an event carry?, how do events
relate to each other?, how are modules/services and events
related? Most of these questions have already been answered
in the previous sections, especially those related to the purpose
and usage of events. The Live Web [13] introduces a very
generic schema for events. However, a formal definition of the
information within events is still missing.

The Evented Web Ontology (EWE) by Coronado et al. [16]
formalises the idea of events on the web in the form of an
ontology. The ontology itself was created after studying several
task automation portals such as IFTTT. These portals either
actively access services (web requests) or receive notification
from them (web hooks). Either way, any new information from
a services is modelled as an event. Users can choose what
actions should be triggered when an event is detected (e.g.
upload a picture to an image hosting site whenever there is
new email with attachments). Interestingly, this scenario can
be seen as a particular case of the evented web. The EWE
vocabulary allows for such generalisation, which turns it into a
consistent semantic model for representation of events. Hence,
it provides the formal definition necessary for conceptual
compatibility.

Describing EWE in depth is out of the scope of this paper.
However, we will describe the concepts that are necessary
to understand its use in this work and how it had to be
expanded. Among other things, EWE defines Channels, Events
and Actions. A Channel is a source of information, such as an
e-mail inbox. Channels generate Events whenever there is new
information, like whenever there is new mail. Each Channel
also has a list of available Actions, like deleting an email.

In MAIA every new module is a Channel. For adapters,
this Channel actually represents the source they are adapting.
Additionally, an event can be either informative or a request,
in the sense that it may inform of an action performed or of
an intention to trigger an action in a remote entity. In other
words, a module emits an event when there is new information
to share, or when it expects another module to perform an
action.

On the other hand, there are several possible formats
to serialise semantic information. To simplify the task of
developing new adapters to the evented web, MAIA events
use the JSON-LD [17] format in its compact form. This
approach has multiple advantages: it is a lightweight human-
readable format; there are libraries to efficiently process JSON
in almost every programming language and JSON-LD libraries
have been made for most of them; semantic and non-semantic
information can coexist in the same JSON object; and plain
JSON information from the evented web might be converted
to semantic JSON-LD by adding an appropriate context.

In summary, MAIA events are messages in JSON-LD
format that are modelled using the EWE ontology. Events have
the following fields:

• id (@id) Unique identifier of the sent event for the

specified entity (source).

• timestamp (dcterms:created) Time of the original
emission. This makes time reasoning possible and
prevents the side effects of asynchronous communi-
cations.

• source (ewe:source) Unique identifier of the sending
entity.

• name (dcterms:title) Which describes the event, and
is the only required field. Ideally, it will not only
consist of a basic string, but of a complete namespace.
This allows for a complex processing of the events
and an advanced filtering for triggers. We will get into
details later in this section.

• parameters (ewe:hasParameter) For any kind of
non-trivial event, we will need more information about
the entities involved in the event, or the parameters if
it is a request. This field is a list of ewe:Parameter
objects, with description, title and value.

• expiration Used to announce other entities that after
this time the success or error callbacks will not be
called, to prevent them from replying to or acknowl-
edging the event.

{

"@context": {

"ewe": "http://www.gsi.dit.upm.es/ontologies

/ewe/ns",

"dcterms": "http://purl.org/dc/terms",

"id": "@id",

"@type": "ewe:Event",

"source": "ewe:source",

"timestamp": {

"@id": "dcterms:created",

},

"name": "dcterms:title",

"parameters": {

"@id": "ewe:hasParameter",

"@container": "@list",

"@type": "ewe:Parameter"

},

"description": "dcterms:description",

"title": "dcterms:title",

"value": "dcterms:value",

},

"id": "http://demos.gsi.dit.upm.es/maia#

MailChannel_"

"source": "http://demos.gsi.dit.upm.es/maia#

MailChannel_ev_1389937684001

"timestamp": 1389937684,

"name": "MailChannel::email::new",

"parameters": [

{

"title": "subject",

"value": "Testing Maia",

"description": "Subject of the email"

}

],

"expiration": 1389937694

}

Listing 1. Example of an event in MAIA that represents a MailChannel.

In addition to these fields, the complete JSON-LD object
also includes a context to provide the semantic metadata of
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each field. A complete example of an event can be seen in
Listing 1

All events are named following a simple convention,
the names are strings separated by double colons, the first
string being the name of the module that sent it, for ex-
ample: MailChannel::email::new. Modules use these names
to subscribe to events from other sources. For instance, in
our previous example a module would need to subscribe to
MailChannel::email::new to receive the new email events from
MailChannel.

What is interesting about MAIA events is that they may
contain wildcards * or double wildcards **. Using wildcards,
a module can subscribe to a wide range of events. If the name
of the event and the name used in the subscription match, the
event will be forwarded. A single wildcard replaces/matches
any string between double colons (e.g. a::b::c and a::*::c
match). A double wildcard replaces/matches zero or more slots
(e.g. a::b::c and **::c match, and also a::b::c::**). Wildcards
can be used either in the subscription name or in the event
name, the comparison is applied symmetrically.

In order to efficiently process these matches and allow
a high throughput of events, MAIA buses use an optimised
subscription handling algorithm based on subscription trees.

Although one of the aims of the events system is
to achieve asynchronous, it is worth noting that names-
paces and the expiration information allow some sort of
remote method invocation. To reply to an event, another
event with the name <source>::success::<id> or
<source>::error::<id> can be sent before Expiration,
where ¡source¿ is the identifier of the sender and ¡id¿ is the
ID of the original event. These events are currently not being
forwarded to the rest of the modules.

As a last comment about the format of events, we have
developed adapters for SPARQL and Spotlight endpoints. A
W3C recommendation [18] can be used to include the results
from SPARQL queries in events.

V. CASE STUDY: BUILDING A PERSONAL AGENT

To clarify some of the concepts explained before and put
them in context, we will go through an example implementa-
tion of a personal agent in the travelling domain.

The aim of this personal agent is to assist users with their
trips. This assistance includes: following the process between
booking a ticket and arriving to the destination, alerting of
any irregularity such as delays, cancellations or forecast alerts;
informing users about flight deals during their free days;
checking the activity on social networks about topics related
to the trip; and handling emails and social activity on behalf
of the users when they are away.

For all this to work, the agent will need to connect to: a
flight search service; a forecast service; an email server; and
a social network. The interaction between the user and the
personal agent will be via text messages. The natural language
processing of the messages from the user to an external REST
Natural Language Understanding (NLU) Service. Each of the
external services has an associated adapter module, as seen in
Figure 3.

Fig. 3. Architecture of the Prototype.

The logic of the personal agent is provided by a single
Jason agent, the travel agent. This section shows excerpts of
code and simplified examples that demonstrate how to interact
with the Event Manager to make use of its services. More
specifically, it contains AgentSpeak plans to: get the semantic
information of the country of the flight destination, which can
later be used to fetch more information; alert the user via
email when the user has confirmed a flight and the forecast
information in the city of origin or destination is negative;
subscribe to activity in all the subscribed microblogging sites
about the country or city of destination two weeks before the
flight, and alert the user about suspicious activity.

It is possible to simplify the syntax to emit frequent events,
as seen in Listing 2

1 email(To,From,Subject,Body) :- parameters((

name("to"),value(To)),(name("from"),value

(From)),(name("subject"),value(Subject))

,(name("body"),value("body"))).

2 sendEmail(To,From,Subject,Body) :- event(["

action","email","send"],email(To,From,

Subject,Body)).

Listing 2. Definitions for email handling.

Listing 3 contains a plan to process forecast information
during or close to a day of a scheduled flight. To receive such
forecast information, the agent must have already subscribed
to forecast alerts or any event from the information service.

Listing 4 exemplifies how an agent can query a SPARQL
endpoint to get more information. In particular, it fetches the
capitals of the capitals in Europe if a new flight is booked but

9292

352



the country of the destination city is not known. The query is
limited to European cities to use a simple query to a public
endpoint (DBpedia).

1 +info("forecast",data(Date,City,Temperature,

Forecast,Chances))

2 : flight(Dept,City,From,To)[id(Identity)] |

flight(City,Arriv,From,To)[id(Identity

)] ((Temperature < 20 | Forecast ==
"rain" ) Chances > 0.3 )

3 <-!suggest_deals(Identity,Dept,Arriv,From,

To);

4 sendEmail(email_address(Identity),null,"

Bad weather for your trip",(Date,

Temperature,Meteo,Chances)).

Listing 3. Process forecast information when a flight has been scheduled.

1 +flight(_,City,_,_)

2 : ˜country(City,_)

3 <-query_sparql("

4 SELECT distinct ?country ?capital (SAMPLE

(?caplat) AS ?caplat) (SAMPLE(?

caplong) AS ?caplong)

5 WHERE {

6 ?country rdf:type dbpedia-owl:Country .

7 ?country dcterms:subject <http://dbpedia

.org/resource/Category:

Countries_in_Europe> .

8 ?country dbpedia-owl:capital ?capital .

9 OPTIONAL {

10 ?capital geo:lat ?caplat ;

11 geo:long ?caplong .

12 }

13 }

14 ORDER BY ?country

15 ",country(1,2),location(2,3,4,_)).

Listing 4. Demonstrates how to use a SPARQL query to gather new
information.

Lastly, Listing 5 presents a simple example which makes
use of the social service. More specifically, the agent sub-
scribes to microblogging events up to fifteen days before a
flight is scheduled to depart. The social service will then send
alerts about activity when there are enough microblogging
posts related to the destination city or country. It is easy
to imagine that this feature is helpful to detect noteworthy
happenings in the destination country (riots, strikes, concerts,
etc.)

1 +flight(_,City,Dept(YY,MM,DD,_,_,_),_)[id(

UserID)]:

2 : ((DD > 15 .date(YY,MM,DD-15)) |
(.date(YY,MM-1,DD+15)))
country(City,Country)

3 <-social(event(["id",UserID,"social","

ublogging","**","stream","peak"), [

Country,City], ["alert","activity","

ublogging","away"]).

4
5 +event(["alert", "activity", "ublogging", _],

data(Volume, Posts))[id(Identity)]

6 : Volume > 10

7 <-ui_alert(Identity, "Relevant info from

the social networks about your

destination:", Posts).

Listing 5. Subscribe to notifications about peaks in activity about the
destination of a trip and warn the user via the UI upon alert.

The interaction with the user can be done via a Web client
(a Google Chrome extension that connects to the Agent Bus),
or an Android application. Both clients also send the location
of the user, so they are both UIs and sensors.

Fig. 4. User Interface as a Chrome Extension

VI. RELATED WORK

Several authors have addressed the definition of an event
based agent architecture. Munteanu [19] proposes an event-
based middleware for Cloud Governance based on multiagent
system. Their work is focused on identifying the agent roles
for cloud governance and does not deal with engineering an
event-based agent system. Thus, our solution can complement
their proposal since it provides a suitable architecture for event-
based processing.

In the first prototypes of this system, different multi agent
system platforms were evaluated. The most promising of
them being SPADE (Smart Python multi-Agent Development
Environment) [20], as it includes the XMPP protocol in its core
and many of its communication features and its advantages:
publish-subscribe mechanism to allow push updates, form-
data to manage work-flow between user, libraries for many
programming languages and platforms, etc..

So far, we referred to communication between modules in
the general sense. The elements mentioned make it possible
to exchange information between different parties. However,
agent communication is a more sophisticated process that has
been treated broadly in other texts [10], which describe com-
plex agent communication solutions. Although MAIA focuses
on a different problem, it was designed so that these solutions
are compatible with and can be implemented on top of it. To
make this possible, two possible additions might be needed:
one in the agent level, adding the communication logic and
protocols; and another one on the platform level, which allows
agents to announce or subscribe their services, share protocol
definitions or that acts as a mediator in disputes. The first
addition would be made on top or within the MAIA adapter,
if it is not already contemplated in the agent platform. The
second one is labelled as Communication Manager module in
the MAIA architecture. This paper will not cover this specific
module, but it is important to note that the architecture was
created with it in mind.
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VII. CONCLUSIONS AND FUTURE WORK

The architecture presented in this paper proves that it is
possible to achieve modern systems that combine the potential
of intelligent agent systems and the interconnection and ever-
growing applications of the modern web.

The resulting application goes beyond the state of the art,
putting together already existing solutions from different fields.
It thus shows that we can make good use of the existing
technologies to implement innovative ideas.

It is important to note that the most important shift is in the
way we understand agents and agent communication. Adapting
existing systems and frameworks to MAIA also requires work,
especially in the case of Multi Agent Systems. However, such
adaptation only needs to be done once, and it allows its
connection to a wide range of modules.

There are several aspects in which MAIA can be extended
or improved. It also opens the discussion about the integration
of the evented programming paradigm and the design of BDI
agents.

One of the main aspects to improve from a pragmatic point
of view is the security of the information being exchanged
and the scope in which it is visible. Currently MAIA allows
username/password authentication and mechanisms to control
event subscription on a per-module basis.

Another field for future research is to further expand
the definition of events to include other concepts such as
propagation of events. This might lead to delegation and
collective planning, but it also poses challenges related to agent
communication.
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Abstract

Opinion mining is a natural language analysis task aimed at obtaining the overall sentiment regarding a particular topic. This paper

presents a prototype that presents the overall sentiment of a topic based on the geographical distribution of the sources on this topic. The

prototype was developed in a single day during the hackathon organised by the OpeNER project in Amsterdam last year. The OpeNER

infrastructure was used to process a large set of news articles in four different languages. Using these tools, an overall sentiment analysis

was obtained for a set of topics mentioned in the news articles and presented on an interactive worldmap.

Keywords: Opinion Mining, Visualisation, Hackathon

1. Introduction

Different topics are often presented in news from different

perspectives. These perspectives may differ between coun-

tries and cultures, and are brought to the fore through differ-

ent communication outlets. We aim to detect these opinions

from news articles from different languages to compare the

polarity profiles in different countries with respect to a par-

ticular topic. Within NLP research, there is a fair body

of work on opinion and sentiment analysis (Pang and Lee,

2008; Liu, 2012). Several toolkits have been developed for

the detection of polarity in text, but full multilingual opin-

ion detection which includes the holder of the opinion and

the target is still lagging. The OpeNER project plans to

deliver an opinion detection tool that is trained on an anno-

tated corpus of political news and aims at a sentence-based

detection of opinion expressions with their holders and tar-

gets. For this demo, however, we use the rule-based opinion

tagger that was available in June 2013.

This paper presents a prototype developed in a single day

during the June 2013 hackathon organised by the OpeNER

project (Agerri et al., 2013)1 in Amsterdam.2 OpeNER

aims to detect and disambiguate entity mentions and per-

form sentiment analysis and opinion detection on the texts

for six different languages (Maks et al., 2014). Team

NAPOLEON used the OpeNER infrastructure3 and web ser-

vices4 to obtain sentiment analyses for news articles in four

different languages which were then aggregated into topics

per country and presented visually on a map.

In the remainder of this contribution, we detail our system

in Section 2., and present some examples in Section 3. We

conclude with future work in Section 4.

2. Mining feelings from news using OpeNER

During the hackathon, we processed around 22,000 news

articles in four different languages obtained from the RSS

service of the European Media Monitor.5 The content as

1http://www.opener-project.org
2http://opener-fp7project.rhcloud.com/

2013/07/18/opener-hackathon-in-amsterdam/
3http://opener-project.github.io/
4http://opener.olery.com/
5http://emm.newsbrief.eu/overview.html

well as some metadata of the newspaper articles was ob-

tained before the hackathon. For this prototype, we decided

to focus on English, Spanish, Italian and Dutch. For in-

stance, the topic gay marriage was manually translated to

the four languages and news articles relevant to this topic

were collected and processed. An overall sentiment score

was also obtained per language for each topic. Finally, the

aggregated score for every topic-language pair was used for

colouring a world map.

During the hackathon, we developed some software mod-

ules to process each news article through the OpeNER web

services. In the remainder of this section, we detail the dif-

ferent steps in the workflow.

The OpeNER architecture consists of several Natural Lan-

guage Processing (NLP) components. Each component is

configured to take the information it requires to perform

a specific analysis. KAF (Bosma et al., 2009) is used

as linguistic representation. Each of the NLP processing

pipelines is deployed as a Cloud Computing service using

Amazon Elastic Computing Cloud6 (Amazon EC2). Fig-

ure 1 presents an overview of the OpeNER components de-

ployed as web services.

At the end of the different natural language processing

pipelines, the extracted information is combined to obtain

polarity clusters for the different topics selected.

Language Identifier: This component is responsible for

detecting the language of an input news article and delivers

it to the correct pipeline.

Tokenizer: This component is responsible for tokenising

the text on two levels; 1) sentence level and 2) word level.

This component is crucial for the rest of NLP components

and is the first component in each language processing

pipeline.

Part of Speech Tagger: This component is responsible for

assigning to each token its morphological label, it also in-

cludes the lemmatisation of words. Combining the lemma

and morphological label, later modules will consult a senti-

ment lexicon in order to assign polarity values to the words

appearing in the news being processed.

Named Entity Recognition: This module provides Named

Entity Recognition (NER) for the six languages covered by

6http://aws.amazon.com/ec2
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Figure 1: Overview of the components of the OpeNER pipeline

OpeNER and tries to recognize four types of named enti-

ties: persons, locations, organisations and names of mis-

cellaneous entities that do not belong to the previous three

groups.

Named Entity Linking: Once the named entities are

recognised they can be identified or disambiguated with re-

spect to an existing catalogue. This is required because the

“surface form” of a Named Entity can actually refer to sev-

eral different things in the world. Wikipedia has become the

de facto standard as named entity catalogue. In OpeNER

the NED component is based on the DBpedia Spotlight7

which uses the DBpedia8 as the resource for disambigua-

tion entities.

Sentiment Analysis: The Opinion tagger we used is a rule

and dictionary based tagger. It detects positive and nega-

tive polarity words (such as ‘nice’ and ‘awful’), as well as

intensifiers or weakeners (such as ‘very’ and ‘hardly’) and

polarity shifters (such as ‘not’). In addition, the module in-

cludes some simple rules that detect the holders and targets

of the opinions related to the positive and negative polarity

words.

Finally, the processed news in KAF format are stored and

indexed using Solr9 to easily query and retrieve the news

articles about a selected topic. A web service was deployed

to obtain json results grouping the scores detected by topic

and language. The json results are then presented to the

user in a world map.

3. Topics on EuroLoveMap

In order to test the prototype we manually selected a small

number of topics in English, which were manually trans-

lated to Spanish, Italian and Dutch.10 Table 1 presents the

English topics and the corresponding translations in Span-

ish, Italian and Dutch used in the prototype11.

Figure 2 presents a screenshot of the EuroLoveMap demo

showing the extracted opinions on “gay marriage”.

7http://github.com/dbpedia-spotlight/

dbpedia-spotlight/wiki
8http://dbpedia.org
9https://lucene.apache.org/solr/

10To scope the prototype, we decided to focus only on four out

of the six project languages.
11The resulting demo can be found at http:

//eurolovemap.herokuapp.com/.

4. Future Work

As this is only a very first prototype built in a few hours

during the previous OpeNER hackathon, there are several

different avenues of research as well as engineering issues

that spring from it.

To make the prototype more informative and useful for

users interested in analysing trending opitions, possible ex-

tension to the prototype could be a trend line or the option

to look at different snapshots of the EuroLoveMap. This

could provide insights into how the opinions on the differ-

ent topics evolve in different countries.

For selecting the news sources, we currently use language

identification, but one preferably uses the publisher infor-

mation as there may be news sources aimed at expats in

languages different from the country’s main language. This

would not only be more precise, but also give us access to

a host of background information about these sources that

can be mined in order to obtain more fine-grained informa-

tion. Different publishers can for example be classified as

more left or right leaning. Having this information enables

us to present a more fine-grained analysis of the different

perspectives within a country. Information about the pub-

lisher or authors of the articles could be further mined to

create authority and trust profiles using PROV-O(Moreau

et al., 2012). Being able to bring up the actual text of

the mined articles would make the EuroLoveMap a useful

tool to for example communication scientists or anthropol-

ogists.

For this prototype, we manually selected the topics and

translated them. Ideally, a system picks up on trending

topics, for example by plugging into the European Media

Monitor or Twitter trends and detecting which topics would

be interesting to analyse. To translate these topics automat-

ically one could imagine using DBpedia or a similar re-

source.

As processing the articles via the NLP pipelines is a time-

consuming process, we are currently working with a static

dump of processed articles. Research in for example the

NewsReader12 architecture is underway to optimise NLP

pipelines further, but until then the most viable option for

updating the demo would be with daily batches that are pro-

cessed overnight.

12http://www.newsreader-project.eu

357



English Spanish Italian Dutch

Berlusconi Berlusconi Berlusconi Berlusconi

Boston Boston Boston Boston

North Korea Corea del Norte Corea del Nord Noord-Korea

Obama Obama Obama Obama

Putin Putin Putin Poetin

CIA CIA CIA CIA

Snowden Snowden Snowden Snowden

Spain España Spagna Spanje

United States, US Estados Unidos, E.E.U.U. Stati Uniti Verenigde Staten van Amerika, VS

Netherlands Holanda Olanda Nederland, Holland

Italy Italia Italia Italië

Germany Alemania Germania Duitsland

Gay marriage, homosexual marriage matrimonio homosexual,

matrimonio gay

matrimonio gay homohuwelijk

Table 1: Topics and translations

Figure 2: Screenshot of the EuroLoveMap demo showing the extracted opinions on “gay marriage”
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