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SUMMARY 

Nowadays, social networks are one of the principal focus of attention of millions of people all around 

the world. Companies are aware of this and try to extract from them valuable information to be 

applied in the design of a good marketing strategy. 

The objective of this thesis consists in developing a logo detector that is able to determine the location 

of any brand logo in an image or video. The main purpose is to determine the media impact of any 

company in the social media, although it could be useful for other applications such as copyright 

infraction detection. The developed system will be based on a deep learning strategy focused on 
object detection that will be combined with CutMix, a state-of-the-art training strategy that improves 

the learning process. The input of the object detector would be an image or frame from a video and 

the output, the location of every potential logo inside the image. The develop logo detection system 

will be tested to check the accuracy as a function of the size and distortion of the images. 

Finally, it is remarkable that most of the existing logo datasets are excessively small. And the few 

large ones contain weakly labelled and noisy images that are not suitable. Therefore, a carefully 

selection and potentially aggregation of databases would be also required. 

KEYWORDS 

Logo detector, YOLO, QMUL-OpenLogo, CutMix, Computer Vision, object detection, Artificial 

Neural Networks, Convolutional Neural Networks, Deep Learning. 
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RESUMEN 

A día de hoy, las redes sociales son uno de los principales focos de atención de millones de personas 

por todo el mundo. Las empresas, conscientes de ello, tratan de extraer de dichas redes información 

valiosa para el diseño de buenas estrategias de marketing. 

El objetivo de este Trabajo de Fin de Máster consiste en desarrollar un detector de logos capaz de 

determinar la posición de los logos de diferentes marcas en imágenes o vídeos incrustados en redes 

sociales. El principal propósito es hallar el impacto mediático de cualquier empresa en las redes 

sociales, aunque podría ser útil para otras aplicaciones como la detección de infracciones de derechos 
de autor. El sistema desarrollado estará basado en una estrategia de Aprendizaje Profundo centrada en 

detección de objetos y combinada con CutMix, una estrategia de entrenamiento del estado del arte que 

mejora dicho proceso. Los valores de entrada del detector serán imágenes (independientes o parte de 
un vídeo) y los valores a la salida, la localización de cada posible logo en la imagen. El desarrollo del 

sistema de detección será probado para comprobar su precisión en función del tamaño y la distorsión 

de las imágenes. 

Finalmente, es remarcable el hecho de que la mayoría de las bases de datos de logos existentes son 
excesivamente pequeñas. Y las pocas de gran tamaño contienen logos pobremente anotados e 

imágenes muy ruidosas que no son adecuadas. Por tanto, una cuidadosa selección y posible 

agregación de bases de datos será requerida. 

PALABRAS CLAVE 

Detector de logos, YOLO, QMUL-OpenLogo, CutMix, Visión Artificial, detección de objetos, Redes 

Neuronales Artificiales, Redes Neuronales Convolucionales, Aprendizaje Profundo.  
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1. INTRODUCTION AND OBJECTIVES 
 

1.1. INTRODUCTION 

The arrival of Internet to our society and the appearance of different Artificial Intelligence algorithms 

has revolutionized the concept of marketing. Nowadays, millions of people use Internet and, more 

specially, the social networks almost every day. Many companies, aware of this, have taken the 

opportunity to update the concept of marketing, now naming it as Digital Marketing Analytics. As it 

is defined by the SAS Institute [1], Marketing Analytics is the gathering of data from across all the 

marketing channels and its consolidation into a common marketing view from which it is possible to 

extract analytical results that can provide invaluable assistance in driving the marketing efforts. 

Applying this concept to the social media environment, it can be concluded that any information 

extracted from the users and its preferences might be very valuable among all the companies. 

In this thesis, it is proposed a system that is able to determine the media impact of any enterprise in 

any social network (Twitter, Instagram, Facebook, etc.) by detecting the proportion of images with 

their brand logo on that social networks. Thus, they can find out if their brand is popular or not, if 

consumers prefer to buy their products instead of the products of other companies, etc. 

The proposed system will perform logo detection based on YOLO [2] (You Only Look Once). YOLO 

is today one of the principal object detectors and it is characterized by its high-speed computation. 

More concretely, it will be used the third version of YOLO [3], that is faster and more accurate than 

its previous versions. Additionally, a new training strategy known as CutMix [4] will be applied to 

improve the performance of the detector. 

In order to use YOLO as a logo detector, it is required to perform a training with a dataset of labelled 

images that contain logos. At the present time, there are very few datasets of logos with enough 

images to perform a good training. QMUL-OpenLogo [5] is one of the largest datasets with labelled 

data, containing 27,083 images from 309 logo classes. There are other datasets like WebLogo-2M [6], 

that is even bigger than QMUL-OpenLogo, but its data is weakly labelled and its images are very 

noisy. 

YOLO also requests that the dataset is labelled with bounding boxes for every logo of every image. 

Although QMUL-OpenLogo is labelled in such manner, in this thesis it is proposed a system that only 

requires one single annotation point to detect the logos. The reason is that labelling bounding boxes 

requires at least two points per object, while the single-point detection only needs one point. Manual 

labelling is a hard task due to the large number of images that are needed for correctly training the 

detection system. Therefore, avoiding the labelling of half of the points will simplify the process, 

saving time and money. 

 

1.2. OBJECTIVES 

The main goal of this project is the development of a system that is able to detect and recognize logos 

in images for different applications, such as determining the media impact of a company on social 

networks. However, this is not the only usage that can be given to this system. European Union has 

recently proposed new laws holding that technology companies will be responsible for any material 

posted without the proper copyright permission [7]. The ability to identify logos in the posted content 

is crucial in order to comply with the copyright laws and protections. 
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Fulfilling the previous tasks will require to accomplish the following objectives: 

• Use of the YOLO architecture as the base for the logo detector due to its good accuracy and 

its incredible high speed compared to other state of art detectors. 
 

• Adaptation of the third version of YOLO so that it works without bounding boxes, only with 

one single point per object. As it was mentioned before, labelling bounding boxes is a hard 

task. Single point detection should be enough to correctly determine the position and the class 

of the logos. A comparison between the results of the system with and without bounding 

boxes will be provided to sustain this affirmation. 
 

• Analysis of the QMUL-OpenLogo database to extract information that will be useful in the 

training and testing process. 
 

• Training, test, and validation of the logo detector. There is a large variety of hyperparameters 

that can be combined in many different ways, achieving different results. Finding a trade-off 

that optimize the performance of the system is not a trivial task. 
 

• Use of the CutMix training strategy to improve the results of the training process. A 

comparison of the system with and without this technique will also be provided. 

 

1.3. STRUCTURE 

This document will be structured in four main sections. Section 2 reviews the state of art of the 

principal object detectors in Computer Vision. A brief analysis of existing logo detectors will also be 

included. In Section 3, a wide explanation of the proposed logo detection system is described: how it 

works, how it is structured, what methodologies have been used to create a model that detects the 

brand logos, etc. Section 4 presents the results and used metrics. Finally, Section 5 draws conclusions 

from this thesis and future lines of research that can be followed. 
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2. STATE OF THE ART 

 

2.1. INTRODUCTION 

Computer Vision is one of the main topics among the Artificial Intelligence researchers. A wide range 

of applications can be developed with machines that are able to recognize objects from images. From 

medical assistance to security improvements, the possibilities are almost unlimited. The best progress 

in Computer Vision has been achieved with Artificial Neural Networks and, more specifically, with 

Convolutional Neural Networks (CNNs). 

CNNs are ideal when working with images because several convolutional filters are applied to the 

input image, obtaining feature maps. This feature maps include representational data from the original 

image that is easier to analyze by a set of classification layers. This classification layers are usually 

composed of dense or fully connected layers, that perform linear operations with the input 

information; and activation functions that add non-linear properties so that the network is capable of 

learning more complex models. The output of the classification layers should indicate the class 

probabilities of each entity appearing on the image. CNN-based systems are subject to a training 

procedure to efficiently tune the model parameter (the set of all layer parameters) for rendering 

accurate predictions. This involves measuring the errors between predicted classes and ground-truth 

ones, which are then backpropagated through the network to fine-tuning all layer parameters, 

obtaining in every iteration better feature maps and more effective predictions for the next images. 

These are the basic concepts of the CNNs, but there are many different possibilities while building a 

system based on these networks. 

Since the creation of the first CNN, back in 1980, there has been a great amount of research in this 

area. Many object detection systems have been developed and are still being developed today. This 

section will discuss the main current object detection systems and detail the reasons for the choice of 

YOLO as the base system for the creation of the proposed logo detection system. In addition, some 

existing logo detectors and their main differences with YOLO will be exposed. Finally, an analysis of 

the principal logo datasets will be developed in order to justify the choice of QMUL-OpenLogo. 

 

2.2. CURRENT OBJECT DETECTORS 

As commented before, current object detectors are mostly based on CNNs, but these can be built in 

many ways, obtaining very different results. The main difference among all the object detection 

architectures is the trade-off between accuracy and speed. A larger number of convolutional filters 

and layers implies a greater computational load, but also a higher precision in detecting objects. 

However, including larger and larger quantities of layers can also bring overfitting problems, 

decreasing the detection performance. This is a usual problem in the Deep Learning that implies 

adjusting the weights of the network in a way that it mainly fits with samples of the training dataset, 

but it fails with new unseen samples. Therefore, a tradeoff among computational cost, overfitting, and 

detection accuracy must be found. 

Coming back to the speed and accuracy tradeoff, systems usually treat this problem according to its 

final application. Systems that work on real-time applications (usually being able to process around 25 

frames per second) will prefer high speed over accuracy, and vice versa. Taking into account this 

tradeoff, the state-of-art algorithms can be divided in two groups: two-stage detectors and one-stage 

detectors, which will be described in the following sections. 
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2.2.1. TWO-STAGE DETECTORS 
 

This type of detectors has a structure composed by two stages: Proposal of ROI’s (Regions of 

Interest) and Classification in each region (see Figure 1). There are many detectors based on this 

technique but the most representative is R-CNN (Region Convolutional Neural Network) [8] and its 

later versions Fast R-CNN [9], Faster R-CNN [10] and R-FCN (Region Fully Connected Network) 

[11]. 

 

Figure 1: General structure of the two-stage detectors 

R-CNN was created in a context were very few detection methods achieved a competitive accuracy in 

their predictions. R-CNN is similar to the OverFeat [12] detector, whose main idea is to apply image 

classification on different parts of the image as a sliding window algorithm. Sliding window implies 

an exhaustive search of all the possible locations of the image at different scales. R-CNN instead,  

applies the Selective Search method [13]. This algorithm proposes a set of candidate regions through 

image segmentation, grouping clusters of pixels with similar color, size and texture. An example of 

how Selective Search works can be appreciated on Figure 2. R-CNN is not a fast method because 

many candidates have to be analyzed in the classification step, but it has the advantage of high recall, 

meaning that among all the proposed regions, it is very probable that at least one of them contains the 

object. Therefore, it reaches acceptable accuracy but low speed. Girshick et al, authors of R-CNN, 

ensure in [8] that they outperform OverFeat in terms of accuracy with a mAP (mean Average 

Precision) of 31.4% on the ILSVRC2013 dataset versus a mAP of 24.3% reached by OverFeat. 

However, OverFeat is faster than R-CNN because it only needs 2 seconds to process an image, while 

R-CNN takes 13 seconds, both using a GPU. 

 

Figure 2: Example of Selective Search algorithm (right) with image segmentation (left) 
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Fast R-CNN was created with the objective of improving R-CNN in both terms of speed and 

accuracy. It is composed of one convolutional network that first processes the whole image to obtain a 

feature map. From that feature map, the system extracts the ROIs with Selective Search and process 

them with a pooling layer, obtaining a fixed-length feature vector. The pooling layer acts as a 

sampling operation, typically extracting the maximum value (maxpooling) or the average value 

(average pooling). Each feature vector is taken as input for a set of fully connected layers and the 

result is fed into two smaller classification networks: one that predicts the class of the object and 

another that predicts the coordinates of the bounding box. A scheme of this is exposed in the Figure 3. 

Fast R-CNN accomplishes its objective because it processes images in 0.3 seconds (excluding object 

proposal time), while achieving an accuracy on PASCAL VOC 2012 dataset of 66% of mAP (against 

a 62% for R-CNN) as it is claimed in [9].  

 

Figure 3: Structure of Fast R-CNN 

Although better than any previous two-stage algorithm type, Fast R-CNN still had limitations with the 

speed: it cannot perform well in real-time applications. To this purpose, Faster R-CNN is developed. 

The great novelty of this method is the use of a Region Proposal Network (RPN). This sub-network 

takes feature maps extracted from convolutional layers and operates on them in a sliding-window 

fashion, applying anchor boxes of different sizes and aspect ratios to every window. These anchor 

boxes will improve the quality of the bounding boxes because the system will be adapted to different 

aspect ratios. For every anchor applied in every sliding-window location, a feature map is generated. 

The set of feature maps will be the region proposals used as input for the ROI pooling layer and the 

two smaller networks used in Fast R-CNN (one for the class of the object and another for the 

coordinates of the bounding box). Figure 4 graphically represents the structure of Faster R-CNN. 

Faster R-CNN improves Fast R-CNN in accuracy and speed as it is proved in [10]. It is said that 

Faster R-CNN is 2.6% more accurate than Fast R-CNN on COCO dataset and that substituting the 

Selective Search algorithm of Fast R-CNN with the RPN, the framerate is 10 times better. Faster R-

CNN also has the advantage of being one single network. Previous algorithms were multi-stage 

pipelines because their ROI proposals were independent from the classification networks. This means 

that Faster R-CNN can be trained all at once, while detectors like OverFeat, R-CNN or Fast R-CNN 

have to be trained first on their ROI proposal step and then on their image classification step. 
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Figure 4: Structure of Faster R-CNN 

In order to make two-stage detectors much more attractive, R-FCN was created. This method uses the 

same RPN of Faster R-CNN for proposing ROIs, but it substituted the following layers with a score 

map voting algorithm. It consists in dividing the ROIs in sub-regions and pooling them. The result of 

all the pooling operations for each ROI will be analyzed and, if most of them indicate that there might 

be an object in that region, the object is detected. This system is much simpler than Faster R-CNN 

because it does not need two smaller network that output the class of the object and the coordinates of 

the bounding box. In fact, as it is explained in [11], R-FCN is 0.25 seconds per image faster than 

Faster R-CNN, while maintaining a similar accuracy. 

In any case, one-stage detectors like YOLO are much faster than Faster R-CNN and variants, although 

not so accurate. 

 

2.2.2. ONE-STAGE DETECTORS 
 

One-stage detectors are usually simpler than those of two stages. Generally, a backbone or base 

network is used for generating the feature maps from the images, and these maps are used for 

predicting the locations and the classes of the objects, as it can be seen in the Figure 5. They are called 

one-stage because the backbone and the prediction layers are generally joined in one single network 

that can be trained all at once, contrary to two stage detectors where it is more difficult to jointly train 

all the system. The principal one-stage detectors are SSD (Single Shot MultiBox Detector) [14], 

RetinaNet [15] and YOLO [2] and with its later versions YOLOv2 [16] and YOLOv3 [3]. 
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Figure 5: General structure of the two-stage detectors 

The main problem of the two-stage detectors is the slowness in the process of proposing regions. In 

order to perform real-time detections, SSD is proposed as a solution. The network of the SSD system 

is composed of three parts. First, the VGG-16 [17] backbone is in charge of extracting the feature 

maps from the input image. Then, multi-scale feature maps are obtained using some convolutional 

layers of progressively decreasing size. This special feature maps will make the system more robust 

against objects of different scales. Finally, an anchor box prediction similar to that used in Faster R-

CNN is used to predict the position of the bounding box and the class of the object However, the 

anchors are applied to each cell of the feature map in SSD, which acts like a grid. The Figure 6 

represents the structure of the network used in SSD. 

 

Figure 6: Structure of the network used in SSD 

The experiments made in [14] showed that SSD outperforms Faster R-CNN in both accuracy and 

speed. For an input image of size of 300x300 pixels, SSD achieved 0.9% mAP and 39 FPS more, 

respectively, than Faster R-CNN. And, for an input image of size of 512x512, it gets 3.6% mAP and 

12 FPS, respectively, more. SSD outperforms YOLO in both terms of speed and accuracy. Although 

the fast version of YOLO, Fast YOLO, can run at 109FPS (more than SSD with input image of 

300x300), it has 21.6% mAP less. Therefore, it can be concluded that SSD has a good trade-off 

between accuracy and speed, compared to other algorithms that tend to prioritize one of them. 

YOLO originally had the same objective of SSD. In fact, both systems perform similarly because both 

of them start using a backbone for the feature maps (in the case of YOLO, the backbone is composed 

of 24 convolutional layers), and both of them also apply anchor boxes to improve the detection for 

objects of different aspect ratios. The main difference between them is that YOLO does not 

incorporate the multi-scale layers. This explains why SSD acquired higher accuracy than YOLO.  
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Compared to other state of the art algorithms like Fast R-CNN, YOLO [2] is claimed to have only 

6.1% less of mAP, mostly due to localization errors. However, YOLO is faster than both Fast R-CNN 

and Faster R-CNN. Regarding the fast version of YOLO, Fast YOLO, it contains 15 convolutional 

layers less. This causes a diminution of 10.7% in mAP but achieving 110 FPS. 

The second version of YOLO, called YOLOv2 or YOLO9000, tries to enlarge the number of classes 

that one model can learn with hierarchical classification. This classification consists in substituting the 

typical softmax activation function, outputting the mutually excluding probability of each class, with 

sigmoid activation functions, whose probabilities are not mutually excluding. This substitution allows 

a multi-label model where a single object may have more than one class. YOLOv2 also tried to 

improve the performance of YOLO, with special attention on the localization errors. For those 

purposes, a new backbone is proposed, called DarkNet-19. It is composed of 19 convolutional layers 

and 5 maxpooling layers, obtaining better results than the previous backbone and being easier to train 

due to the smaller number of layers. To reduce the localization errors, YOLOv2 bounds the location 

of the bounding boxes using logistic activation as constrains, avoiding them to be predicted far from 

the grid location. In addition, a passthrough layer that brings features from an earlier layer with higher 

resolution is implemented with the objective of improving the detections of small objects. The final 

result is an object detector that can learn 9000 categories in one model, and can work at more than 90 

FPS with an accuracy almost as good as Fast R-CNN, as it is claimed in [16]. 

The later version of YOLO, called YOLOv3, not only improves its predecessors, but also manages to 

outperform most of the other object detection algorithms. The backbone DarkNet-19 is substituted by 

DarkNet-53, which is a hybrid between DarkNet-19 and a residual network. Residual networks insert 

an alternative path between a set of convolutional layers to favor the backpropagation of the error to 

all the layers, as it is observable in the Figure 7. The set of convolutional layers that are parallel to the 

alternative path will not learn the distribution “H(x)”. Instead, the difference between that distribution 

and the input value “x” is learnt. That difference is known as Residual (“R(x)” in the Figure 7), and it 

has been proven [18] that it is more simpler and effective for the network to be learnt. 

 

Figure 7: Example of a Residual Network 

The concept of the Residuals is what boosts DarkNet-53, allowing it to achieve 3.1% more accuracy 

than DarkNet-19, although not so fast because of the number of layers. However, the backbone is not 
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the only part that YOLOv3 improves regarding YOLOv2. In the past, YOLO struggled with small 

objects because the size of the generated feature maps was very small compared to the size of the 

original image, loosing information from small objects that have a very low representation in the 

computed feature maps. The remedy proposed in YOLOv3 was multi-scale predictions. Small objects 

are characterized by having few information on the image. When the image is processed along the 

network, its size is usually reduced, making that the small objects have even less information. Instead, 

YOLOv3 executes the detection on previous layers, where the image has not been reduced as much as 

on the last layers. This solution triples the average precision on small objects with respect to 

YOLOv2, as it is exposed in [3]. 

Another relevant state-of-the-art detection algorithm is RetinaNet. This one-stage method proposed a 

new loss function, the Focal Loss represented in Figure 8, which solves the problem of class 

imbalance. Contrary to two-stage detectors that filter the number of object proposals, one-stage 

algorithms must process a much larger set of candidate object locations. Only a few of the candidates 

will contain objects, so the rest of them will be easy negatives that contribute to no useful signal. 

Thus, the training will be very inefficient because the easy negatives will overwhelm the training, 

leading to degenerate models. This is the class imbalance problem. The Focal Loss function adds a 

modulating parameter to the typical Cross Entropy function to avoid that the well-classified sampled 

increase the losses, which means that the model will learn to detect them much better. 

 

Figure 8: Focal Loss function 

To test the Focal Loss Function, RetinaNet detector was implemented. A Feature Pyramid Network 

acts as a backbone performing multi-scale predictions similarly to YOLOv3, and then two 

subnetworks are used for classification and bounding box regression, as Faster R-CNN does. 

In their work [15], RetinaNet is claimed to achieve 5.9 and 2.3, respectively, more accuracy than each 

of the closest competitors of one-stage and two-stage detectors: SSD and Faster R-CNN, while being 

faster. However, as YOLOv3 exposes in the graph of the Figure 9, it can perform faster than any other 

detection algorithm while keeping a competitive accuracy. They also tested Focal Loss, but it dropped 

the mAP by 2 points, because YOLOv3 already has separate object presence and conditional class 

predictions. This supports the argument for choosing YOLOv3 as detection algorithm. 
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Figure 9: Inference time against Mean Average Precision of the state-of-the-art detectors 

 

2.3. CURRENT LOGO DETECTORS 

At the present time, there are many logo detection systems. Logo detection is an extremely 

challenging task because they can appear in many different scenarios, with different scales, 

occlusions, rotations, deformations, color or illumination changes, noise, etc. Also, one brand may 

have different logos, even some of them can have variations: only one image, only one text, or the 

combination of both. 

Some researchers have opted for a low-level detection in terms of feature extraction. Works such as 

[19], [20] or [21] apply the SIFT (Scale-Invariant Feature Transform) algorithm, because it is robust 

against the previous mentioned problems, offering relatively good accuracy. This algorithm is based 

on finding key points of the logo undergoing an homography (see Figure 10), which allows a fair 

comparison between the transformed logo and an image of the logo saved in a database. The 

disadvantage of this method is the extremely poor speed, because it has to compute several operations 

to extract the SIFT features before comparing all the logos in the database. 

 

Figure 10: Example of homography based on the detected key points 

Other researchers, instead, have decided to implement their own CNN to extract the features of the 

images in a much more efficient manner. Algorithms like [22] or [23] are good examples of this, 
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achieving good results. However, they still make use of some hand-crafted characteristics, such as the 

Histogram of Oriented Gradients (HOG), or classification methods, like Supported Vector Machines 

(SVM). These strategies prevent the end-to-end training of the system, causing not optimal results and 

negatively impacting in the speed performance. 

Finally, there is another group of works that implement the state-of-the-art object detectors, obtaining 

more interesting results. Fast R-CNN was the most popular method due to the high accuracy that it 

can offer, and works such as [24], [25] and [26] make use of it, while others like [27] apply an 

algorithm that is very similar. The main problem here is the lack of large databases that can help to 

properly build a model trained and tested with enough samples to consider it as valid. Only [25] has a 

dataset with sufficient samples. The dataset used is called Logo-Net and contains 130,000 images, 

while the rest do not even reach 10,000. There is another work [28], that proposes a more efficient 

algorithm like Faster R-CNN, but has the same problem of lack of samples. 

One last article [29] proposed an algorithm using YOLOv2 and the dataset MSR 1k, with 120,000 

images. Although it solves the problem of small databases, it could be improved with the last update 

of YOLO, YOLOv3, because. as it was explained previously, it solves some of the problems of 

YOLOv2. In the case of the system proposed for this thesis, the QMUL-OpenLogo dataset and the 

YOLOv3 object detector will be used. YOLOv3 improves most of the other logo detection systems 

exposed before, and QMUL-OpenLogo, although smaller than Logo-Net or MSR 1k, can be enough 

to learn a good model. But additionally, in this thesis additional strategies are proposed to improve the 

YOLOv3 model and the training procedure. 

 

2.4. LOGO DATASETS 

Currently, the number of publicly available logo datasets is very small, and some of the most popular 

ones, such as Logo-Net or MSR 1k, are private. Table 1 illustrates the principal publicly available 

logo datasets. It can be seen that WebLogo-2M [6] is by far the largest database, composed by images 

taken from different social networks. However, it suffers from low data quality: images are noisy, 

blurred, and with low-resolution. In addition, no bounding boxes are included in the labelling process 

because they propose a semi-supervised learning process from weakly labelled data. Logo-In-The-

Wild is a dataset containing a large amount of different logo classes (871), but the small number of 

images (11,054) determines that the average number of images per logo is not enough. It is true that 

this dataset is mainly based on images with more than one logo per picture, but its small size is still a 

problem. Therefore, the best alternative is QMUL-OpenLogo. The quality of its data is excellent 

compared to that of other datasets, like WebLogo-2M, and although it is not so large, 27,083 samples 

is still a good quantity to train the proposed detector. 
 

Dataset Number of images Number of classes of logos Bounding boxes 

FlickrLogos-27 810 27 1,261 

FlickrLogos-32 2,240 32 3,404 

Logo 32 Plus 7,830 32 12,300 

BelgaLogos 10,000 37 9,842 

TopLogo10 700 10 863 

WebLogo-2M 2,190,757 194 0 

Logo-In-The-Wild 11,054 871 32,850 

QMUL-OpenLogo 27,083 309 51,207 

 

Table 1: Principal open logo datasets  
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3. DESCRIPTION OF THE SYSTEM  

 

3.1. SYSTEM 

The proposed system is divided in two different phases (see Figure 11): the training phase and the 

detection phase. The training phase consists in a learning process were many images from the 

database are presented to the neural network. Iteratively, the neural network will analyze the images 

and try to predict the positions of the possible logos, if any is present. The labels of each image will 

tell the neural network if the predictions are correct or not, in which case the network will learn from 

its errors and improve its predictions in the next iteration. This iterative process will result in the 

creation of a model that allows the system to recognize the logos. Therefore, the trained model, 

composed by the weights of all the layers of the network, is used in the detection phase to detect logos 

in images that have never been seen by the system. 

 

Figure 11: Scheme of the system 

Going into more detail, the Figure 11 also exposes a resize of the images in both training and 

detection phases. Large images take more time to be processed and have many redundant information 

in areas with low spatial frequency, which appear in most of the natural pictures. The system should 

perform in real time, meaning that long-time processing images must be avoided. Thus, as it will be 

explained in the section 4, images will be resized to 256x256 pixels. 

Concerning CutMix, this is a training strategy to improve the estimation of the model. It takes as input 

two images of the dataset and their corresponding labels and mix them in a manner that improves the 

performance of the training phase. Regarding the own model, an architecture based on the state-of-

the-art object detector YOLO has been chosen as reference, modifying it to accept point-based 

database annotations, instead of bounding boxes ones. This contribution eases the deployment of the 

system, since the database creation, one of the bottlenecks of this kind of learning-based systems, is 

speeded up. Both YOLO neural network and CutMix will be explained in the following sections. 
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3.2. YOLO NEURAL NETWORK ARCHITECTURE 

The YOLO neural network is a combination of the backbone DarkNet-53 [3] and a set of three 

classification layers. As its names indicates, DarkNet-53 is composed of 53 layers, where 52 of them 

correspond to convolutional layers and the remaining one is the input layer. The convolutional layers 

apply filters to the data to extract important semantic information that helps the output layers to 

differentiate the objects from the background and from other objects of other classes. DarkNet-53 

makes use of residual layers (described in the State-of-the-art section) to improve the learning phase. 

The structure of DarkNet-53 is shown in Figure 12, which is composed by five residual blocks, 

interlaced one to each other with a convolutional layer with a stride value of two. The stride 

determines the size of the steps given by the filters while applying the convolution. A stride of two 

indicates that the filter is applied over one out of two pixels, meaning that the size of the output data is 

reduced to a half on each dimension. The progressive reduction of the size of the data along the 

network has an important significance, related to solve one of the main problems of previous versions 

of YOLO regarding its difficulty in detecting small objects. It has been explained that YOLOv3 

solves this issue executing a multi-scale prediction (See State of the art section). The meaning of the 

progressive reduction of the data is related to this. The last three residual blocks output feature maps 

of size 32x32, 16x16, and 8x8, respectively. Each of these feature maps are passed to a classification 

layer that is in charge of predicting the small, medium, and large objects, in that order. 

The convolutional filters have a spatial size of 3x3. The first convolutional layer presents only 32 

filters, but this number is increased on each convolutional layer before a residual block, meaning that 

the number of feature maps will always increase. On the other hand, the stride value of two reduces 

the size of the feature maps. Therefore, the intention with the progressive increase of the number of 

filters over the network is to keep a balance on the amount of information. As for the convolutional 

layers with filters of 1x1, they have the objective of reducing the dimensionality of the feature maps. 

For instance, if no filter of 1x1 were applied in the first residual block, the network would have to 

calculate the result of applying 64 filters of 3x3 over 64 feature maps of 128x128. It can be a bit 

exhaustive work for the network, so the 32 filters of 1x1 are used to transform the 64 feature maps 

into only 32. 

Finally, it is important to mention that the convolutional layers are followed by two additional layers. 

The first one is the Batch Normalization, consisting in a normalization of the feature maps to speed up 

and facilitate the learning of the network. If no normalization were applied, the network would have 

to learn from inconsistent data with different ranges of values. This could lead to a slow convergence 

of the learning process because of the phenomenon of exploding and vanishing gradients [30]. 

Additionally, it can cause potential overfitting, because the network would learn to interpret the data 

from the range of values of the train samples, and if the test samples have different ranges, the 

predictions would fail. 
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Figure 12: Structure of the backbone DarkNet-53 

The other layer applied after the convolutional layers is the activation function, which in this case is 

the Leaky ReLU (Rectified Linear Unit) function [31]. The activation functions add non-linear 

properties to the output data of the convolutional layers to increase the complexity of the model. 

Without these functions, the network could only learn linear regression models, whose predictive 

power is much more limited. The Leaky ReLU is an evolution of the ReLU function. This last one is 
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represented as 𝑓(𝑥) = max(𝑥, 0), meaning that it will set to zero any negative value. The problem 

with ReLU is that its derivative is zero for the negative values, meaning that the gradient descent 

method used to stimulate the learning of the network will not make any effect over some networks. 

This problem is called “dying ReLU” and propitiates that the affected neurons will remain inactive. 

To solve this problem, the Leaky ReLU function (see Figure 13) proposes a value of “k”, typically 

very small, to prevent the derivative of the function being zero, hence encouraging the neurons to 

learn from the gradient descend optimization. 

 
Figure 13: Leaky ReLU function 

The classification layers are composed of two fully connected layers that receive the feature maps and 

generate a tensor that encodes in a grid the logo bounding boxes and their classes. The Figure 14 

describes the tensor, which is divided in three main parts, each of one corresponding to the multi-scale 

feature maps used to classify small, medium, and large objects. The first dimension of the tensor 

indicates the batch size (how many image samples are processed in parallel) related to the training 

process, in which a set of input database images are used to approximate the gradient that minimizes 

the corresponding loss function using a stochastic gradient descent technique. Thus, the more samples 

are added to a batch, the less noisy each step of the gradient descent will be, and therefore the better 

the weights of the neural network will be fitted. On the other hand, the size of the batch is limited by 

the memory of the hardware processing unit. The next term of the output tensor is its spatial shape, 

which is different for each of the feature maps of the multi-scale prediction. In fact, it can be 

appreciated that the following term has a dimension of 3, one per scale.  The system uses a grid as 

relative reference of the location of the centroid of the predicted bounding box, instead of directly 

predicting the absolute coordinates. Regarding the bounding box size, YOLO uses the concept of 

anchor boxes because it is much more efficient to make a regression using the relative values of the 

given prior anchors rather than using absolute ones. Figure 15 illustrates the relationship between the 

predicted relative bounding box values and the final absolute ones. The predicted coordinates of the 

center of the box are relative to every grid cell and pass through a sigmoid function to enforce that are 

in a range from 0 to 1. The predicted width and height parameters are relative to the anchor 

dimensions. Specifically, the system uses 9 anchors, assigning three of them to each multi-scale 

prediction. The last dimension of the tensor, ( 5 × 𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑐𝑙𝑎𝑠𝑠𝑒𝑠 ) corresponds to the 

coordinates of the center of the bounding box (𝑡𝑥 , 𝑡𝑦), the  width and height (𝑡𝑤 , 𝑡ℎ), the objectness 

(that is, if there is an object on the grid cell or not), and the multilabel prediction. It is very common to 
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use a SoftMax function to output the probability of an object belonging to each of the class, making 

that the sum of those probabilities was 1. However, this approach assumes that classes are mutually 

exclusive. The multilabel prediction instead, uses logistic regression on each class and outputs the 

classes with a value higher than a given threshold. In this thesis, multilabel prediction could be 

relevant in the cases of brands with more than one logo or logos that are composed of a text and a 

logo.  

𝐵𝑎𝑡𝑐ℎ𝑠𝑖𝑧𝑒𝑥32𝑥32𝑥3𝑥(5 + 𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑐𝑙𝑎𝑠𝑠𝑒𝑠) 

𝐵𝑎𝑡𝑐ℎ𝑠𝑖𝑧𝑒𝑥16𝑥16𝑥3𝑥(5 + 𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑐𝑙𝑎𝑠𝑠𝑒𝑠) 

𝐵𝑎𝑡𝑐ℎ𝑠𝑖𝑧𝑒𝑥8𝑥8𝑥3𝑥(5 + 𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑐𝑙𝑎𝑠𝑠𝑒𝑠) 

 

Figure 14: Structure of the tensor processed by the system 

 

Figure 15: Predictions of the system and its transformation into bounding box coordinates 

Another important element of the neural network is the design of the loss function, which quantifies 

how good or bad the system is performing during the training. The objective of the training process is 

to try to minimize this function as much as possible by modifying the weights of the previous neural 

network. As it shown in the Figure 16, the loss function is divided in four parts: 

• Losses in the predictions of the center of the bounding boxes: it is computed as the binary 

cross-entropy (BCE) between the prediction and the ground truth values of the center of each 

bounding box on each cell of the grid. It is common to use the BCE for classification instead 

of regression, which is the case, but it has to be taken into account that the centroid is 

referenced as a number from 0 to 1 relative to the top-left corner of the current cell of the 
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grid (as shown in Figure 15). Thus, the prediction of the centroid can be seen as a 

classification task, although it is in fact a regression. The term 𝐿𝑖𝑗
𝑜𝑏𝑗

 represents the objectness: 

0 if no object is present on j-th the bounding box of the i-th cell and 1 otherwise. Hence, this 

term only penalizes the wrong predictions of the center of the boxes. 
 

• Losses in the predictions of the width and height of the bounding box: this loss is the 

mean squared error (MSE) of the squared root of the predicted and the real width and height 

of the boxes, multiplied by the objectness term. The MSE is used because it is ideal for 

regression problems, but what is unusual is the square root operation. The explanation is that 

errors of the width and the height in large bounding boxes are not as problematic as in small 

boxes, so the square root ensures that the errors on small boxes have a higher penalization. 
 

• Losses in the predictions of the class: it is calculated as the BCE of the probability that 

each class is on each cell and the corresponding ground truth, again weighted by the 

objectness. 
 

• Losses in the predictions of the confidence: this loss can be divided in two parts: one to 

penalize the false negatives (no object is predicted but there is actually one) and the other to 

penalize the false positives (object is predicted but actually there is not). 

 

 

    

Figure 16: Loss function 

 

3.3. PROPOSED POINT BASED VARIATION OF YOLO 

ARCHITECTURE 

As it was exposed in previous sections, manual labelling bounding boxes of a database is a costly 

task. Even with semi-automatic labelling programs, the process of indicating the position, width, and 

height of the objects is still tough and takes a great amount of time. In order to decrease the load of 
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work and speeding up the system deployment, it is proposed a single-point detection system that 

reduces to a half the number of points required to indicate the positions of the objects. This system 

performs the same as the system with bounding box detections, but instead of detecting boxes, it will 

only detect a point where the centroid of the object should be located. This implies to change and 

redefine the following elements in the network architecture: 

• The labels have only information about the centroid of the object, but not about its width and 

height. Hence, the concept of anchor does not make sense anymore. The implications of this 

go far beyond because the tensor that the system uses for the predictions contains information 

about the height and width of the object and about the used anchors. The Figure 17 shows 

how the new output tensor has lost one dimension (corresponding to the anchors) and how the 

last dimension is reduced to 3 + Number of classes, while the rest remains the same. 

𝐵𝑎𝑡𝑐ℎ𝑠𝑖𝑧𝑒𝑥32𝑥32𝑥(3 + 𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑐𝑙𝑎𝑠𝑠𝑒𝑠) 

𝐵𝑎𝑡𝑐ℎ𝑠𝑖𝑧𝑒𝑥16𝑥16𝑥(3 + 𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑐𝑙𝑎𝑠𝑠𝑒𝑠) 

𝐵𝑎𝑡𝑐ℎ𝑠𝑖𝑧𝑒𝑥8𝑥8𝑥(3 + 𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑐𝑙𝑎𝑠𝑠𝑒𝑠) 

 

Figure 17: Structure of the tensor processed by the system with single-point detection 

• The loss function of the point-based model does not take into account the terms relative to 

width and height predictions because they are no longer required. Figure 18 exposes the new 

loss function. 

 

Figure 18: Loss function with single-point detection 

• The NMS method should use distances between the points indicating the positions of the 

logos, instead of are overlapping. 
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3.4. MODEL TRAINING 

The neural network model is estimated via a training procedure that iteratively adjusts the weights 

(parameters) of the layers of the neural network in order to reduce a loss function that evaluates the 

disagreement between the predictions and database ground truth data (i.e. the database annotation that 

contains the true information about the logos). It mainly depends on the architecture of the network, 

the loss function, the dataset (number of samples per class) and hyperparameters such as the batch 

size, the optimizer, the image size, the data augmentation technique (CutMix in this case, explained in 

the section below), etc. 

It has to be taken into account that the decisions of what dataset use to train and use CutMix or not, 

will also determine the model to be learnt. CutMix will influence adding extra information that makes 

the learning process much more efficient, hence the final model will have higher detection abilities. 

And regarding the dataset, it mostly depends on the number and the variability of the samples. It is 

difficult that few samples provide the enough information for the model to learn how to detect other 

similar samples, so the larger the dataset is, the better. In addition, samples that have always the same 

size, perspective, illumination, noise…will create a model that struggles with any sample that has any 

different characteristic at the test time. Therefore, to find an optimal detection model, the dataset 

should always be as larger as possible and contain samples with many different features. 

The hyperparameters can be defined as the parameters that can be tuned during the train or test phase 

to improve the general performance of the system. The most relevant parameter is the input image 

size determined in a previous section and fixed to a value of 256x256. The image size is directly 

related to another parameter like it is the batch size. It was explained before that the batch size 

indicates the number of images processed at a time while training. It is only limited by the memory 

capabilities of the computer used, or, more concretely, by the memory capabilities of the GPU 

(Graphical Processing Unit) used to speed up the training phase. So, as it is logical, the higher it is the 

size of the image, the smaller the maximum size of the batch will be. The training process is 

composed of two subprocess, one where all the layers are kept frozen (which means that their weights 

are not modified and, thus, they cannot learn) except the classification layers, and another where all 

the layers are unfrozen (which means that their weights are can be modified and, thus, they can learn). 

This is done because transfer learning has been applied, which consists in setting the initial weights of 

the network to those obtained for YOLOv3. Freezing the rest of the layers in the first stage allows the 

network to be initially centered on optimizing its classification layers and then, the rest of them. 

Hence, the first part of the train is not as computationally expensive as the second part and that is 

why, using a GPU Nvidia TITAN Xp, the batch of the first part is fixed to a value of 128 and the 

batch of the second part, to a value of 64. 

Related to the training phase, it is important to speak about the optimizer function. An optimizer is a 

local minimum search algorithm in a cost function. Although there are many optimizers, for this 

system the chosen one is Adam [32]. Adam is suitable for systems with a lot of input information, 

such as images. Computationally it is very efficient and does not require high computer memory. It is 

also capable of adaptively modifying the learning rate. The learning rate is another hyperparameter 

that defines the size of the update step applied to the weights of the cost function to reduce it as much 

as possible. A very large learning rate can miss the local or global minimums of the function, while a 

very small rate can lead to a slow convergence. For the trainings, they had started with rates of 10-3 

and 10-4, for each of the stages, and Adam has been allowed to iteratively optimize it. 

The number of epochs is the number of times all the samples are processed during the training phase. 

Using a high number of epochs implies defining better the cost function, which will allow the system 
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to find easily the minimum value. In the original CutMix paper [4] it was determined that a great 

amount of  epochs (between 200 and 300) are required to take a good advantage of this strategy. 

However, taking into account the current number of samples, trainings with such number of epochs 

could endure one or two months. Due to time limitations, it is proposed to train until a large plateau is 

reached (more than 10 epochs without a considerable minimization of the cost function). The results 

of the different trainings performed can be contemplated in the Figure 19. It can be seen that the first 

part of the train endures 15 epochs and it reports higher losses because most of the layers are frozen. 

The rest of the epochs correspond to the second part of the train. 

 
Epochs 

Figure 19: Cost functions of all the training processes 

The parameters related to CutMix are also relevant in the performance of the system. Both careful and 

negligent methods will be compared with different overlapping percentages. Specifically, the 

percentages used will be 20% and 30%. In addition, a percentage of 0% will be applied to the careful 

method, which amounts to use a normal data augmentation technique, instead of CutMix.  

The last parameters to take into account are the thresholds for the confidence and the IoU. They are 

used to balance the recall and the precision metrics. They will be fixed to the common values of 0.3 

and 0.5, respectively. For the case of point-based detections, this IoU threshold is substituted by a 

distance threshold. The type of distance metric will be the Euclidean distance because it is a simple 

and effective algorithm. The values to be tested for this threshold will be 0.125 (corresponding to a 

distance of 32 pixels for images of 256x256) and 0.0625 (corresponding to a distance of 16 pixels for 

images of 256x256). 

 

3.5. CUTMIX 

CutMix is a state-of-the-art data augmentation and regularization technique that consists in replacing 

some random region of each training image with a patch from another image. The ground truth labels 

are also mixed proportionally to the number of pixels of the combined images. An example can be 

seen in the Figure 20. 
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Figure 20: Example of the performance of CutMix 

The objective of this technique is to improve the performance of the typical regional dropout 

procedure. Regional dropout discards part of the information to reduce the overfitting, a common 

problem in neural networks that appears when a model is excessively fitted to the training set, failing 

in predicting the possible testing samples. The idea of CutMix is to increase the effectiveness of the 

training process, substituting the discarded information with data from other images.  

Unfortunately, this training strategy is only applicable on image classification, and the proposed 

system is focused on object detection. Therefore, an adaptation of CutMix for object detection has 

been required. In this case, instead of randomly choosing a region of the original image, the area 

corresponding to a logo bounding box is intersected with another logo bounding box from another 

image. The intersection level is specified by a percentage that simulates the overlapping of the areas 

of both logo bounding boxes. 

 

Figure 21: Example of insertion of a logo with CutMix procedure without caring of the other possible 

existing logos (negligent method) 

In some cases, more than one bounding box appear in the principal image. If we only choose one of 

these bounding boxes and apply the intersection with a logo from another image with the specified 

overlapping percentage, the embedded logo could also be drastically overlapped other bounding 
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boxes, causing their partially or completely occlusion from the image (see Figure 21). As a 

consequence, the training would undergo a quality loss since the label data indicate the presence of 

some logos that could be in fact absence (totally or greatly occluded). For solving this problem, a 

mask indicating the image regions where the inserted logo would not cause an excessive occlusion 

with the existing logos is proposed (see Figure 22). This way, the crop could be inserted in any place 

of the image where the following conditions are accomplished: 

• The crop must fit perfectly on the image. Therefore, crops that do not fit entirely on the image 

or are bigger than the image will not be allowed. 

• The crop must be overlapped with one of the bounding boxes of the original image. The 

percentage of overlapping can be freely selected, but a value higher than the 50 % is not 

recommended because the overlapped bounding box could lose meaningful information. 

• The crop must not be inserted in such a way that drastically overlaps other bounding boxes. It 

could be overlapped with them, but always with a level of overlapping equal or lower than the 

established percentage. 

 

(a)          (b)    (c) 

Figure 22: (a) Image with one bounding box (b) Mask indicating in yellow where the new logo can 

be inserted (c) Insertion applied with a 20% of overlapping 

The disadvantage of this mask procedure is for some situations the inserted logo will not fit in any 

place of the image. Therefore, there is a trade-off between avoiding excessive overlapping with other 

bounding boxes and the amount of inserted logo crops. These techniques will be called from now on, 

the careful method and the negligent method, respectively. The decision of which technique works 

better depends on the characteristic of the used logo database. On the one hand, if one dataset contains 

a great number of large bounding boxes or a huge proportion of bounding boxes per image, it will be 

difficult to insert any crop with the careful method. On the other hand, if the dataset contains images 

with few and not excessively large bounding boxes, the careful procedure will be useful in almost all 

the cases, while the negligent method could propitiate the loss of important information. 

Additionally, it is proposed another option consisting in using the careful method, but setting the 

percentage of intersection to zero. In this specific case, the crop could be inserted in any part of the 

image but without overlapping any bounding box from that image. As no overlapping is present, the 

system is only applying data augmentation, because CutMix is not really being used, but more 

bounding boxes are automatically inserted. Comparing Figure 22 and Figure 23, it can be appreciated 

that there are more possible positions because there are less constraints. In the Results section, this 

option will be tested along with the careful and negligent methods. 



  23 
 

   

(a)    (b) 

Figure 23: (a) Original image (b) Mask with zero overlapping percentage. The yellow parts indicate 

where the crop can be located 

Finally, it is remarkable the fact that applying CutMix to single-point detections is not trivial because 

it requires making estimations of the width and height of the logos and, therefore, controlling the 

overlapping percentage is not direct. 

 

3.6. DETECTIONS 

The detection phase of the system is performed loading the best weights obtained in the training 

phase. The system receives an image, resizes it (for practical memory limitations) and the image goes 

through the neural network to obtain a feature map that is finally used by the classification layers to 

predict the positions of the possible objects (logos, in this case). The coordinates of the predictions are 

resized to the original size of the image to get a full resolution output image with the logos marked 

with a bounding box and its corresponding class, as illustrated in Figure 24. 

 

Figure 24: Example of the performance of the system 

In some occasions, more than one bounding box could refer to the same logo. These duplicates are a 

consequence of the great number of candidate regions that the one-stage detectors must process. The 

solution to this problem is the NMS (Non-Maxima Suppression) method. NMS consists in pruning 

away all the bounding boxes that are more overlapped than a given threshold. The box with higher 

confidence score is considered as the correct detection and all the boxes overlapping it more than the 

threshold are erased. The threshold takes an important role here. It would be preferred that the 

threshold was as lower as possible to delete all the possible duplicates from the image, but there 

would be a problem if two logos were located very close one to each other because only one could be 

detected. Thus, this trade-off should be considered before using the system to make predictions. 
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4. RESULTS 

 

4.1. DATABASE 

The database used in this master’s thesis is QMUL-OpenLogo. As it was reviewed in a previous 

section, this dataset contains 27,083 images, 309 classes of logos, and 51,207 bounding boxes. In the 

practice, those 309 classes are actually 352 due to the fact that some brands have more than one logo, 

and some brands sometimes use their logo or just its name. Examples of this can be found in the 

Figure 25. 

   

    a)                 b) 

Figure 25: a) Example of a brand whose logo and text appear independently b) Example of a brand 

that has two different logos 

In the last section, it was explained that the logo detection system resizes the images due to memory 

limitations. The problem here is that the average area of all the images is 744,520 pixels, while the 

average area of all the bounding boxes is 25,457 pixels. This means that, on average, the images are 

approximately 29 times larger than the bounding boxes. Thus, a great resize of the images could make 

some bounding boxes disappear or have so few pixels that the system would be unable to detect them. 

Therefore, an adaptive preprocessing is necessary to downsample the image without sacrificing logo 

resolution. This is conclusion has been drawn from the set of experiments and analytics performed on 

the database samples, which can be found in Appendix C: Data Analysis. More specifically, the 

following analysis were conducted: 

• Average area per class of the bounding boxes of the dataset. 

• Standard deviation of the areas of the bounding boxes per class. 

• Number of bounding boxes per class. 

• Average area per class of the bounding boxes applying an image size of 256 x 256 and 

ignoring classes with less than 15 bounding boxes. 

The goal of the adaptive database preprocessing is to find the optimal size of the image taking into 

account the trade-off between image downsampling and the disappearance of small logos. From the 

previous database analysis, the area of the bounding boxes per class oscillates between 300 and 

300,000 pixels, which is equivalent to bounding boxes from 17 x 17 to 548 x 548 pixels, assuming 
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they have a square shape. The standard deviation per class proves that is very high. Therefore, 

bounding boxes of 17 x 17 pixels on average with great standard deviation means that any small 

resize of the images will impede the system from detecting some logos. However, it is important to 

consider the class imbalance of the dataset. The minimal and maximal number of bounding boxes, 10 

and 2000, respectively, prove that this dataset has a problem of class imbalance: classes with many 

bounding boxes will have enough examples at the training phase and the model will learn to easily 

detect them, while classes with few bounding boxes will have lack of examples and the model will not 

learn to properly detect them. The best solution to this problem is to add more instances of those 

classes with few examples, but for this master’s thesis it will just be assumed that these classes will be 

difficult to be detected. In order to find the optimal image size, classes with less than 15 bounding 

boxes will be ignored, because, if those logos had large bounding boxes, they will not have problems 

with the reduction of the size of the image, and if those logos had small bounding boxes, they will 

have problems with the class imbalance anyway. Setting this threshold means that, instead of 352 

classes, only 342 will be considered, ignoring 10 classes: Airness, American Express, AT&T, 

Athalon, EC, Maxwell House, Planters, Reeses, Twitter, and US President. As consequence, images 

are resized to 256 x 256 pixels. On the other hand, the class with smallest average area is Opel, with 

only 21 pixels, equivalent to square bounding boxes of 5 x 5 pixels. This may be excessively small for 

the system, but the fact is only 9 out of 342 logos are over 100 pixels of area. The equivalent would be 

saying that 333 logos have bounding boxes larger than 10 x 10 pixels, which is not the best size for 

the system, but it is acceptable. 

In conclusion, resizing the images to 256 x 256 is important to avoid overloading the system and 

improve its speed of computation, but it implies that a few logos will almost be impossible to be 

detected. This, along with the class imbalance, represents a limitation of the used database that could 

be solved adding more pictures with bigger logos. 

Once the database has been preprocessed, the data is divided in three subsets: 

• Training set: this set of samples is used in the training phase to adjust the weights of the 

neural network, that is, to create a model that has learnt to detect logos in images. While 

explaining the structure of the system, it was commented that the training phase is the most 

determinant phase and requires a great number of samples with a lot of differences between 

them (differences in perspective, illumination, noise, occlusions, size, background,…) in 

order to create a model that generalizes well the appearance of logos. Therefore, from the 

total of 27,083 samples that the dataset contains, 16,877 (approximately a 63% of the 

samples) are assigned for the task of training. 
 

• Validation set: the problem of overfitting, explained in previous sections, can create a great 

mistrust on the training loss value, because achieving a good minimization of that function 

does not ensure that the system will work well with new samples not belonging to the training 

set. The validation set is useful to avoid this problem. The loss function of the training set is 

exclusively used to check if the model is learning or not, while the loss function value of the 

validation set is used to check if the estimated model generalizes well. In the case of QMUL-

OpenLogo, the samples are incredibly different between them, so overfitting is less probable 

to happen. That is why only 1,875 samples (approximately a 7% of the samples) are included 

in the validation set. 
 

• Test set: the test samples are used to assess the performance of the model, using a set of 

metrics described in next section, trained with the train and validation sets. The remaining 

8,331 samples (approximately a 30% from the total) constitute the test set. 



  26 
 

4.2. METRICS 

The metrics will be used to measure the performance of the system over the test samples. For each 

image, the following metrics will be computed: 

• True Positives (TP): predict that there is a logo where there is actually a logo. 

• False Positives (FP): predict that there is a logo where there are no logos. 

• False Negatives (FN): predict that there is no logo where there is a logo. 

Usually, the predicted coordinates of the bounding box are not exactly the same as those of the ground 

truth, but expectedly they are very close to them. To solve this problem, the Intersection over Union 

(IoU) metric is used. The IoU is computed as the division between the intersection of predicted and 

ground-truth areas, and the union of them. Figure 26 illustrates the concept. It takes values from 0 to 

1, so the threshold to accept that a prediction is correct will be included in this range, and is 

commonly set to 0.5. However, the IoU is not only used to evaluate the system, but also to determine 

the anchor box that bests fits the predicted box. For the case of point-based detections, the IoU cannot 

be applied and, instead, the Euclidean distance between the centroids are used. Also, the threshold in 

the range of [0, 1] regarding the relative image size is used, which means that a value of 1 would refer 

to a length equal to size of the image, a value of 0.5 would refer to the half image size, and so on. 

 

Figure 26: Intersection over Union metric 

After estimating TP, FP, and FN, the following metrics can be defined: 

• Precision: the precision is calculated as the number of true predictions over the total number 

of predictions, so it measures the effectiveness of the system at predicting correct logos. If the 

precision is high, it is very probable that each time a logo is predicted, it is correct. Its value is 

in the range [0, 1]. 
 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

 

• Recall: the recall is calculated as the number of good predictions over the total amount of 

logos, so it measures the ability of the system to detect all the logos. A high recall value 

means that the system is very likely to notice all the logos. Its value is also in the range [0, 1].  
 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

 

 

There is an important relationship between the IoU threshold (or the Euclidean distance for the case of 

the point-based detections), and the precision and the recall. A low IoU threshold implies that many 
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possible logos are identified as logos, which means that the number of TP and FP augment. One-stage 

detectors usually generate a great number of candidate regions, most of them not containing any 

object. Hence, the number of FP will be larger than the number of TP, and therefore the precision 

decreases while the recall increases. The opposite occurs when the IoU threshold is raised up, because 

the precision and the recall are inversely proportional. For the confidence threshold, which filters 

those predictions that the system is not really confidence, it performs similarly. With this information, 

the Precision x Recall curve can be defined as the graph that indicates the efficiency of the system 

when the confidence score decreases. It is calculated ordering the predictions according to their 

confidence score, and calculating the precision and the recall for each confidence value. An example 

can be seen in the Figure 27. Ideally, the Precision x Recall curve should look as in the left graph, 

meaning that the system would have a value of 1 for both the precision and the recall independently of 

the confidence score. However, in real applications this behavior is very difficult to achieve, so a 

common Precision x Recall curve would look like the one in the right side. 

 

Figure 27: Example of an ideal (left) and a real (right) Precision x Recall curve 

The area located below the Precision x Recall curve is called Area Under the Curve (AUC) or 

Average Precision (AP), and it measures the balance between the precision and the recall. The 

average value of AP across all the classes of logos can be also calculated, called mean Average 

Precision (mAP), which is used as a metric of the global performance of the system. As before, both 

AP and mAP values belong to the range [0, 1], although they are usually expressed as a percentage. 

 

4.3. QUALITATIVE RESULTS 

The system has been exhaustively tested with the following characteristics and parameters: 

• Test 1: not using CutMix but including bounding box detections. 

• Test 2: using the careful method of CutMix with an overlapping percentage of 0% 

(equivalent to not using CutMix but adding more bounding boxes as a normal data 

augmentation technique would do). 

• Test 3: using the careful method of CutMix with an overlapping percentage of 20%. 

• Test 4: using the careful method of CutMix with an overlapping percentage of 30%.  

• Test 5: using the negligent method of CutMix with an overlapping percentage of 20%.  

• Test 6: using the negligent method of CutMix with an overlapping percentage of 30%. 

• Test 7: using single-point detections. 
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The Figure 28 shows the performance of each of the system for each of the tests. It seems that most of 

them detect the logo of Kia without any problems. obtaining high confidence values except from two 

of them. One is the Test 4 that apart from detecting the logo of Kia, it produces a false positive 

detecting the class Chimay. Observing the last image of the Figure 28, it can be confirmed that in fact, 

the classes Kia and Chimay resemble each other: letter font of and color. In this case, NMS is not 

applied because the predictions are from different classes and it would impede two different logos 

from being close (something very common when a logo and its correspondent text are assigned as two 

different classes). Test 6 is the other no so perfect detection because the bounding box is not totally 

well fitted to the logo, but it contains a great part of the logo and thus, it can be considered as a good 

detection. 

  
a) Example of the performance of the Test 1 b) Example of the performance of the Test 2 

  
c) Example of the performance of the Test 3 d) Example of the performance of the Test 4 

  
e) Example of the performance of the Test 5 f) Example of the performance of the Test 6 
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g) Example of the performance of the Test 7    h) Example of the Chimay class   

Figure 28: Example of the performance of the different tests 

In general, all the tested logo samples share the same problems. One of the most commons is the 

detection of small objects. As it can be observed in the Figure 29, the logo of Burger King is detected 

in two places of the image. These logos are not very large, which is positive because it means that the 

system can handle them, but looking closer to the slide, it can be seen that there are two other logos 

that have not been detected. Therefore, the system has a limitation with very small logos. Nonetheless, 

it is a common problem of all detectors, which even applied to humans. 

 

Figure 29: Example of small logos not being detected 

The Figure 30 proves that the system does not have problems with different colors or backgrounds 

because it has a good ability of generalization. However, the background can affect the detection. For 

example, Figure 31 shows how the logo of Heineken is usually located close to a red star, although 

the ground truth does not consider it. And therefore, the system has learnt to detect this logo if any 



  30 
 

white text appears below a red star, causing two false positive on the upper part of the bottles and two 

false negatives on the Heineken text located over the red stars on the center of the bottles. 

  

Figure 30: Example of detections of logos with different colors and backgrounds 

 

Figure 31: Example of detections proving the relevance of the background. Red boxes indicate the 

ground truth 

Also notice that in the last figure two of the true positives were very occluded logos. The detection on 

the right shows a confidence score considerably inferior to that of the central detection (0.79 against 

0.96). Although it is still a good detection, in other cases, occlusions can be harmful against the 

system. In Figure 32, it can be seen that small occlusions, such as that on the Huawei logo, does not 

influence much on the performance. But great occlusions like that of the Huawei text makes it 

impossible for the system. 
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Figure 32: Example of detections with occlusions 

Finally, one last problem that affects the system is the confusion with other classes. Figure 33 shows a 

logo of Honda being confused with a logo of Chanel. Many aspects can influence in this kind of 

errors, but in this case, it seems that Chanel logos are usually very luminous. The first image of Honda 

does not contain a logo as bright as that of the second one. Also, Honda and Chanel logos contain 

structural similarities that encourage the confusion. This is a habitual error of neural networks that 

cannot be so trained as required with a great number of samples, as it will be explained in the next 

section. 

  
            Honda logo     Chanel logo 
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Honda logo confused with a Chanel logo 

Figure 33: Example of a class of logo being confused with another class 

 

4.4. QUANTITATIVE RESULTS 

The set of tests (from Test 1 up to 7) mentioned in the last section have been used to obtain the 

corresponding mAP. The results are shown in Table 2. Test 1, corresponding to use bounding box 

detections without CutMix, is the worst with the least mAP. This proves that CutMix, used in the 

other tests, is actually helping the system to improve the predictions. Comparing the careful (Tests 3 

and 4) and the negligent (Tests 5 and 6) methods, it is observed that both of them perform similar. The 

negligent method gets 0.5% more mAP than the careful. The answer to this phenomenon is the size of 

the logos. In general, the images in the dataset, and also in social networks, tend to contain small 

logos, which means that the negligent method will not destroy many important information because it 

is unlikely that a cropped logo is inserted over another existing logo. Regarding the overlapping 

percentage, using a 30% is a better option than a 20%, as reflected by the mAP results. However, a 

high intersection is not recommended to avoid losing relevant data. 

Test 1 2 3 4 5 6 7 

mAP 13.53 % 21.82 % 16.89 % 18.31 % 16.97 % 18.81 % 19.60 % 

Table 2: Resulting mAP of all the tests, where Test 1 = No CutMix, Test 2 = CutMix 0%, Test 3 = 

CutMix careful 20%, Test 4 = CutMix careful 30%, Test 5 = CutMix negligent 20%, Test 6 = CutMix 

negligent 30% and Test 7 = Single-point 

The tests that obtain highest mAP values are the 7th and the 2nd. On the one hand, it is noticeable that 

the test 7 uses point-based detections. Comparing tests 1 and 7, both without using CutMix, it can be 

claimed that the point-based detection system (Test 7) works significantly better than the one based on 

bounding boxes (Test 1), even it is comparable with the others that are boosted by the CutMix 

technique. Even though CutMix seems to improve the mAP, the few numbers of boxes per logo and 
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the small area of those boxes represent a drawback. CutMix improves the training efficiency, but it 

also requires to lose a fraction of the few information available from the small logos. Therefore, the 

test 2 obtains the highest result because it increases the number of samples without losing any data. 

Because many classes of logos have few numbers of samples or bounding boxes with small areas, it is 

proposed to filter out those logos and check the performance of the system in a much more 

appropriate environment. The Table 3 summarizes the results obtained with three different filters: 

• Filter 1: contains a threshold of 50 boxes with an area higher than 100. 

• Filter 2: contains a threshold of 100 boxes with an area higher than 200. 

• Filter 3: contains a threshold of 200 boxes with an area higher than 300. 

mAP Test 1 Test 2 Test 3 Test 4 Test 5 Test 6 Test 7 

B=50 

A=100 
26.42 % 35.54 % 31.06 % 32.40 % 31.09 % 34.16 % 31.06 % 

B=100 

A=200 
31.09 % 39.81 % 35.60 % 37.44 % 35.62 % 38.44 % 35.01 % 

B=200 

A=300 
33.36 % 41.08 % 37.19 % 38.42 % 37.22 % 38.8 % 37.85 % 

Table 3: Resulting mAP using different filters, with A = Threshold for the area of the boxes and B = 

Threshold for the number of boxes 

The higher the thresholds, the better results are obtained, as expected. Hence, Table 3 proves that the 

amount of data in the dataset (reflected in the number of boxes and the area of those boxes) is very 

important for the performance of the system. As before, the best result is achieved by the test 2, with a 

mAP of 41.08% for the third filter. Although not excessively high, it must be taken into account that 

object detection is not an easy task yet. In fact, Figure 9 shows the mAP of most of the state-of-the-art 

detectors on COCO [33] database, being YOLOv3 the one at the top with only 57.9%. COCO 

database is an object detection challenge containing 123,287 images, 886,284 instances and 80 

classes. Compared to QMUL-OpenLogo, COCO dataset is less exigent because it contains much more 

samples and less classes. Therefore, taking into account the complexity of the challenge proposed by 

QMUL-OpenLogo, it can be concluded that the proposed system performs very correctly and 

improves considerably the performance of YOLOv3 with the different methods of CutMix and with 

point-based detection, which is ideal to create new datasets in a much more simple and efficient way. 
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5. CONCLUSIONS AND FUTURE RESEARCH 
 

5.1. CONCLUSIONS 

In this master’s thesis, it has been presented the development of a logo detection system using 

different Deep Learning techniques that could be useful for applications such as determining the 

impact of a company among the social networks or detecting copyright infractions on websites. It has 

been proved the effectiveness of the training strategy CutMix on object detection challenges. A new 

object detection method, the point-based detection, has also been developed, allowing an easier and 

less tedious way of labelling image datasets. 

After different training and testing processes, a set of results for the different selected configurations 

have been obtained. The analysis of the results gives enough proofs to claim a good performance of 

the proposed system. The configuration that has reported better results is the one that applies CutMix 

during the training process with an overlapping percentage of 0%, but it should be taken into account 

that the number of samples of the dataset is somewhat scarce, and therefore different and better results 

could be obtained by extending significantly the database. Anyway, object detection, and more 

specifically, logo detection, is a complex task that at the present is reporting good results, and it is 

expected to improve even more along the future. 

 

5.2. FUTURE RESEARCH 

A set of future lines is proposed in this master’s thesis. One of them would be to increase the benefits 

of the database QMUL-OpenLogo. Very few logo datasets compensate quality and size as well as 

QMUL-OpenLogo does, but it has been proved that it still lacks samples. More samples should be 

added avoiding ideally class imbalance, and these samples should be as varied as possible: containing 

samples of different sizes, with different illuminations, from many perspectives, with and without 

occlusions, etc. 

CutMix has been tested with two overlapping percentages (20% and 30%). Trying other more specific 

percentages could lead to an increase on the mAP metric. Also, related to CutMix, another paradigm 

is proposed for this training strategy. As it requires the coordinates of the boxes to perform correctly, 

it cannot be applied for point-based detection. However, using estimations of the width and the height 

of the logos could lead to a good performance of CutMix over point-based detection. 

Another possible research line is related to its possible application. Using the developed system to 

analyze media impact of companies is a possible option, but it only reports if users are talking or not 

about the company, not if they speak positively or negatively. Therefore, combining logo detection 

with emotion recognition in the accompanying text (usually attached to the pictures) could be a good 

option to enhance the media impact analysis.   

Finally, a new update of YOLO has been published very recently (few weeks ago). YOLOv4 [34] 

achieves better accuracy and computation time than the rest of the state-of-the-art object detection. A 

model based on YOLOv4 instead of YOLOv3 could be better for getting higher results. 
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APPENDIX A: ETHICAL, ECONOMIC, LEGAL, 

SOCIAL AND ENVIRONMENTAL ASPECTS 
 

A.1 INTRODUCTION 

At the present, the development of autonomous systems that solve complex or repetitive tasks for 

humans is more and more frequent. These systems aim to improve the life quality of people, facilitate 

the work carried out by employees or lower the costs of companies. Therefore, it can be affirmed that 

their social and economic impact is notorious. This Master’s Thesis follows the aforementioned 

dynamics, since it is focused on the development of an automatic logo detection system for several 

applications, such as determining the impact of a company among the social networks or avoiding 

copyright infractions on websites. This annex will discuss the ethical, economic, legal, social, and 

environmental impacts that this system can have. 

 

A.2 DESCRIPTION OF THE RELEVANT IMPACTS RELATED 

TO THE PROJECT 

The most evident and immediate impact that this system can cause is the decision of some companies 

of lowering their production costs. The implementation cost of this system, as explained in the Annex 

B, requires an initial investment, but in the long run it can be cheaper and take less time than using 

one or more employees to do the job manually. However, far from being a disadvantage for the 

workers, this could mean good news for them because the tedious part of the job (searching logos in 

images to analyze the media impact or avoid copyright infractions) can be done by a machine. 

Therefore, the employees will only have to supervise it, analyzing the results and taking actions in 

consequence, which is also an important part that is not so easy to delegate to a machine. It can be 

stated that artificial intelligences cannot cause a real problem of job loss, meaning that this system 

will be positive in both social and ethical aspects. 

Regarding the legal field, every company that makes use of the system must comply with the data 

protection law in their respective country. The data collection must be downloaded from public 

websites or from private ones with the consent of the owner. If instead of downloading, it is preferred 

to collect the samples by recording or photographing them, the data protection law still applies 

anyway. 

Finally, the environmental impact will not have negative effects since the developed system does not 

generate polluting elements nor does it imply the destruction of nature. 

 

A.3 DETAILED ANALYSIS OF THE MAIN IMPACT: THE 

ECONOMIC IMPACT 

The system can generate many economic benefits for organizations that adopt it. On the one hand, it 

requires a small investment on a computer that runs the logo detection model. On the other hand, the 

workers will have information obtained in an efficient and automatic way, so they will be able to 

carry out their work quickly and effectively. Therefore, the implementation of this system can be very 

beneficial in the economic field in the long run. 
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A.4 CONCLUSIONS 

As mentioned before in this annex, the system proposed in this master’s thesis does not have any 

relevant type of negative impact, that is, it does not generate collateral damage in the legal, 

environmental, ethical, social, or economic fields. In addition, it has been proven that the system can 

generate great benefits in the economic aspect. Therefore, it can be concluded that this system will be 

beneficial for society. 
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APPENDIX B: ECONOMIC BUDGET 
 

COST OF LABOR (Direct costs) Hours Price/hour Total 

Engineer expert on Deep Learning 500 25 € 12.500 € 
     

COST OF MATERIAL RESOURCES (Direct costs) Price Usage (months) Amortization (years) Total 

Computer with a powerful GPU (Nvidia TITAN Xp) 2.000,00 € 12 5 400,00 € 

Software (IntelliJ IDEA) 500,00 € 12 1 500,00 € 
     

TOTAL COST OF MATERIAL RESOURCES 900,00 € 

    
 

GENERAL EXPENSES (Indirect costs) 15% Over the direct costs 2.010,00 € 

INDUSTRIAL BENEFITS 6% Over the direct and indirect costs 924,60 € 
     

SUBTOTAL BUDGET 16.334,60 € 

VAT 21% 3.430,27 € 
     

TOTAL BUDGET 19.764,87 € 
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APPENDIX C: DATA ANALYSIS 
 

C.1 AVERAGE AREA PER CLASS OF THE BOUNDING BOXES OF THE DATASET 
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C.2 STANDARD DEVIATION OF THE AREAS OF THE BOUNDING BOXES PER CLASS 
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C.3 NUMBER OF BOUNDING BOXES PER CLASS 
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C.4 AVERAGE AREA PER CLASS OF THE BOUNDING BOXES APPLYING AN IMAGE SIZE OF 

256 X 256 AND IGNORING CLASSES WITH LESS THAN 15 BOUNDING BOXES 
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