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Resumen

En los últimos años, las redes neuronales profundas han llegado a ser una importante herramienta en 
las tecnologías de la voz, consiguiendo notables avances en los campos del reconocimiento de voz y 
locutores y de la síntesis del habla. En este proyecto se propone un diseño de red neuronal profunda 
para la mejora de señales de voz, que es capaz de reducir el nivel de ruido en grabaciones realizadas 
en escenarios reales tales como un transporte público o una cafeteria. El diseño propuesto busca 
reducir los altos requisitos de potencia computacional de los modelos que forman el estado del arte 
en procesado de la señal de audio con redes neuronales. Adicionalmente, se introduce una función 
de coste basada en una medida altamente correlacionada con la calidad percibida en la señal de voz, 
y se analiza el efecto de aplicar la misma en el entrenamiento del modelo. La capacidad del modelo 
para mejorar la señal de entrada es evaluada utilizando medidas objetivas de la calidad de voz.

 
Summary

In the last  years,  deep neural  networks have become an important  tool  in speech technologies, 
yielding notable advances in the fields of speaker and speech recognition and speech synthesis. In 
this project a design is proposed for a deep neural network for speech enhancement, that is capable 
of reducing the level of noise in speech recordings taken in real world scenarios such as a public 
transportation or a cafeteria. The proposed design is intended to reduce the high requirements of 
computing power of other models that make up the state-of-the-art in audio processing with deep 
neural networks, as well as the complexity of their architectures. In addition, a loss function is 
introduced that is based on a measure highly correlated to the perceived quality of speech, and the 
effect of using it  during training is analyzed. The performance of the model is evaluated using 
objective measures of speech quality.

Palabras clave
aprendizaje  automático,  aprendizaje  profundo,  procesamiento  de  voz,  procesamiento  digital  de 
audio, procesamiento digital de la señal, reducción de ruido
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processing, dsp, noise reduction, speech enhancement  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1. Introduction

Through  the  last  ten  years,  deep  neural  networks  have  become  an  important  tool  for  signal 
processing in many fields of science and engineering, with applications as varied as pulsar detection 
(Morello, 2014) or machine health monitoring (Zhao, 2019). 

Some problems that have been for decades been tackled almost exclusively with machine learning 
techniques are those of speech recognition, speaker recognition and speech synthesis. In the last 
years,  there  have  been  many  significant  efforts  to  apply  deep  neural  networks  to  speech 
technologies. Most notably, deep learning models seem to conform the new state of the art for text-
to-speech (TTS) systems, and some of the most relevant advancements in the application of deep 
learning to audio were initially proposed for these systems. 

However, it seems to be taking longer for it to be widely applied to other audio problems. These 
may  be  due  to  the  difficulties  of  processing  audio  with  neural  networks  using  the  techniques 
commonly applied in other disciplines such as image recognition, the difficulty of obtaining large 
scale audio data or simply the novelty of the technique.

1. 2. Objectives

The aim of this project is to explore the use of deep neural networks to process high resolution 
audio signals, developing a deep learning model for speech enhancement. 

An overview of the state-of-the-art is presented, introducing different approaches to audio signal 
processing with neural networks. WaveNet, which is one of the most notable deep learning models 
for audio processing, serves as the main conceptual inspiration for the proposed model.

Currently, the state-of-art deep learning algorithms for the processing of raw audio are remarkably 
complex  to  implement  and  train,  and  so  a  special  focus  is  put  on  achieving  a  design  that  is 
affordable to train with technical constraints (smaller datasets and moderate computation capacity).

The proposed model is implemented and an experimental setup is built to train it and evaluate its 
performance.  The speech quality of  the processed audios is  evaluated with objective measures, 
which allows for a fair comparison with the unprocessed audios and between different models. A 
perceptual evaluation is carried out as a complement, and the findings are documented. 

Additionally, an objective measure of speech quality is adapted for its use as a loss function in the 
training of deep neural networks. The impact in the achieved speech quality of using this adapted 
measure rather than a more common metric is analysed.



1. 3. Document structure

The following chapter introduces the state-of-the-art, including the WaveNet model. In Chapter 3 
the proposed model is presented, including an explanation of all of its building blocks and giving 
for each layer of the network the specifications used in the experimental setup (i.e. input size). 
 
Chapter 4 describes the training method, and introduces a custom loss function used based on a 
objective  speech quality  measure.  Chapter  5  describes  the  evaluation process,  that  is  based on 
objective  metrics  and perceptual  analysis.  The  results  of  it  are  then  collected  and commented, 
reaching the conclusion in Chapter 6. 

Throughout  Chapters  3  and 6,  implementation details  are  given.  A basic  documentation of  the 
developed code can be found in Appendix I. Appendix II shows the spectrograms of several audios 
before and after being processed by the model, and Appendix III extends the evaluation results.



2. State of the Art

Speech enhancement is a broad term for the processing of speech signals aimed at improving their 
quality.  In  most  cases,  this  means removing from a speech recording intrusive signals  such as 
background noise or excessive reverberation. 

Algorithms for speech enhancement find application in many systems ultimately oriented to the 
reproduction of a speech signal to a listener, such as telephony or VoIP; but also in others where the 
listener can be considered to be the system itself, like the automatic speech and speaker recognizers 
that are used for transcription or authentication purposes. 

The meaning of quality of the speech signal can be different in each case. A telephony user may 
desire  increased  intelligibility,  while  for  a  speaker  recognition  system  would  only  require  the 
amplification of the features of the speech that allow to discriminate between speakers.

2. 1. Enhancement of speech features

Speech enhancement algorithms based in deep learning usually take as input features extracted from 
the audio, rather than the audio signal itself (Feng, 2014; Han, 2015; Araki, 2015). In many cases 
these are spectral features of common use in ASR systems, such as MFCC, that are processed to 
maximize their discriminative properties.

Many  of  the  deep  learning  models  proposed  in  the  last  decade  for  this  purpose  apply  two-
dimensional  convolutional  layers  to  process  the  spectrum or  cepstrum of  speech signals,  using 
techniques derived from the computer vision literature, and sometimes directly applying network 
architectures first designed for computer vision tasks (Yong, 2014). 

Similar  approaches can also be seen applied to other audio tasks,  such as source separation of 
speech  signals  (Chadna,  2017;  Huang,  2014).  In  the  case  of  speech  recognition  and  synthesis 
(Graves, 2013; Zen, 2015), the use of recurrent and long short-term memory neural networks (RNN, 
LSTM) is specially notable.

2. 2. WaveNet

Even though WaveNet (van der Oord, 2016) was first introduced as a model for speech synthesis, it 
has become an important reference in the application to many audio problems, including speech 
enhancement (Rethage, 2017). In addition to the audio quality that this model is able to achieve, is 
particularly interesting that it’s architecture is not based on computed vision models. Instead of 
processing a spectral representation of the signal, the raw waveform is processed sequentially. The 
model outputs one sample at a time, that is conditioned on the samples at all previous time-steps, 
making it autoregressive.



Its architecture, reproduced in Figure 1, is based on a stack of so-called dilated blocks. In these, a 
dilated causal convolution is performed: causal as only past samples are used to compute the value 
of the actual sample, and dilated as the output received from a certain number of cells is skipped.

Each block expands on the receptive field of the previous, as seen in Figure 2. The dilation rate 
grows exponentially in each block, causing an exponential grow of the receptive field.

A gated  activation  unit  as  defined  in  PixelCNN  (van  den  Oord,  2016)  follows  the  dilated 
convolution. Residual connections (He et al., 2015) are used to connect the output and input of the 
stacked blocks. The output of the blocks is summed using skip connections, until finally a SoftMax 
activation is applied to generate the value of the audio sample. It should be noted that SoftMax 
outputs a vector of probabilities, in this case the probability of each quantization step. To reduce the 
number  of  possible  values,  a  companding  transformation  is  applied  to  the  data  leaving  256 
quantization steps.

To create sentences, a second input giving information about the text is used to condition the model.

Figure 2. Visualization of a stack of dilated causal convolutional layers, reproduced from (van der 
Oord, 2016)

Figure 1. Overview of the WaveNet architecture, reproduced from (van der Oord, 2016).



3. Speech Enhancer

Figure 3 shows the general diagram of the proposed speech enhancer model, an auto-encoder whose 
latent representation is processed to reduce the level of noise.

Next is a technical overview of each of these blocks - the layers they contain, and the specifications 
of those layers - and the reasoning behind this architecture. This is followed by implementation 
details.

Figure 3. Block diagram of the proposed deep learning model for speech enhancement.



3. 1. Encoding and decoding blocks

The encoder block should learn to create a representation of the incoming audio signal from which 
the signal can be recovered, and that makes possible the isolation of the speech signal from the 
noise. The decoder should learn to recover the signal from this representation.

The  encoding  block  consists  of  two  one-dimensional  convolutional  layers.  The  first  of  these 
comprises 90 filters of 48 samples of length, and uses L2 kernel regularization. The second layer 
comprises 90 filters of 24 samples of length.

The decoding block consists of two one-dimensional convolutional layers. The first comprises 90 
filters of 24 samples of length, the second comprises 90 filters of 48 samples of length. None of 
them use regularization. The process carried by the convolutional layers of these blocks may be 
understood as a wavelet transform of sorts.

The output layer one-dimensional convolutional layer of a single filter and a single sample of length 
with hyperbolic tangent activation is used to output an audio wave that is posteriorly quantized with 
16 bit resolution.

Figure 5. Diagram of the decoder block of the proposed model.

Figure 4. Diagram of the encoder block of the proposed model.



Number and length of the filters

The number of filters was chosen to be large enough to capture all the variability in the signals, 
though it may be possible to reduce it to a certain degree. 

The length of the filters is relatively short,  considering the high sampling rate of the processed 
signals (44 Hz). A 48-sample filter amounts to 1 ms of audio. 

The most noticeable effect of increasing the filter length is the slow down of the training, due to the 
increase in the number of parameters. The first layer, with 160 filters of 48 samples of length, has 
7.680 parameters. If the filter length is increased to 128, the parameters of the layer amount to 
20.480. If we chose a filter length more akin to a typical DFT window length, like 1.024 samples, 
we would have 163.840 parameters in the first layer only.

Absence of strides

It  should be noticed that,  using a stride of 1 sample,  is  not possible in any way to achieve an 
encoding of the digital signal that reduces its size. In a common use of an auto-encoder, strides are 
used to create a ‘bottleneck’ in middle of the network. An encoder reduces the input to a series of 
features in which some undesired aspects of the signal are not represented (i.e. noise), a decoder 
then recovers the signal free of those undesired aspects. A higher number of strides also means a 
significant reduction of the parameters in the network.

However, when working with raw audio signals like in this case, a classic audio problem surfaces if 
this approach is applied - aliasing. Using strides in the convolutional layers of the encoders can 
have an effect similar to performing downsampling on the signal, which means that the recovered 
signal is losing high frequency content.  This seems to be accentuated in this case as observed in 
initial experiments. As speech signals are focused mainly on lower frequencies, the network may 
not  be forced to  learn to  encode-decode those signals  preserving the higher  frequencies  unless 
specific restrictions are applied to the loss function. 

In this case, because there are no specific limitations to the computational power accessible by the 
network, a stride of 1 - no downsampling - is used, to achieve the best possible performance of the 
auto-encoder part of the network.



3. 2. Latent representation processing

It is assumed that the network is able to learn a representation from which noise can be identified in 
specific ‘positions’ of this matrix, and removed. The representation is only modified through the 
application of a mask. 

The mask is computed by a chain of dilated blocks, similar to those defined and used in WaveNet. 
In this case, the causal dilated convolutions have 90 filters of dimensions 90x2. The filters act on the 
two-dimensional latent representation obtained by the encoder, considering the activation of each 
filter at two moments in time. The distance between these two moments is defined by the dilation 
rate. 

If the process carried out by the encoder can be seen as representing the input signal as a series of 
components, the one carried out by the masker layers can be understood as analyzing the evolution 
of the chosen components over time, to ultimately attenuate the presence of the components that are 
identified as noise.

A sigmoid function is applied to the sum of the skip outputs of the dilated blocks to limit its range 
to between 0 and 1. Because of this, the only transformation applied to the latent representation is 
an attenuation of components. The mask is applied with a product operation, followed by a ReLu 
activation before the decoding.

Figure 6. Diagram of the dilated blocks of the proposed model.



Receptive field

A total of 13 dilated blocks are stacked in the model, with dilation rates growing exponentially from 
1,  2,  4,  …  to  4096.  This  yields  a  cumulative  receptive  field  of  8.192  samples  of  the  latent 
representation.  Measured  on  the  input  audio,  the  equivalent  receptive  field  would  be  of  8.228 
samples, as the length of the filters in the encoder layers should be considered (half the length of 
each filter should be added).

3. 4. Implementation details

The network is implemented using Keras (Chollet, 2015), using stock functions from the library. 

The model is made of the concatenation of three different networks, defined separately: a encoder, a 
masker and a decoder. The masker comprises the logic to apply the computed mask to the encoded 
signal, in addition to the dilated blocks that compute it.

The input length of the model is 24.000 samples, half a second of a 48Hz audio recording. To 
process signals of greater length, the model is wrapped in a TimeDistributed layer. A function is 
provided to segment signals with overlapping windows and convert them to 3-D tensors, that can be 
fed to the time distributed model. The output of the time distributed model is then put together by a 
different function to recover a one dimensional signal. 

As  the  network  was  chosen  to  use  padding  in  all  convolutional  layers,  the  ‘true’ cumulative 
receptive field of the causal dilated convolutions carried out to produce the first samples of the 
output signal will be lowered due to the zero padding being considered in the computation. For this 
reason, when the processed signal is joined, a certain number of samples at the beginning of each 
output segment is omitted. Omitting 9.000 samples from the beginning is enough in this case, as it’s 
a  value greater  than the receptive field.  This  is  important  not  only because those first  samples 
weren’t processed considering as many previous samples as possible, but also to prevent clicks 
from appearing when joining the processed segments.



4. Training

This section describes the process followed to train the proposed network for speech enhancement. 
The most relevant aspect is that two loss functions have been considered: the mean absolute error 
(MAE)  and  the  segmental  frequency-weighted  noise  power  (fwNP);  therefore  two  models  of 
identical architecture but different weights will be evaluated.

4. 1. Loss functions

Mean Absolute Error

The mean absolute error is computed directly from the differences between the clean reference 
signal and the signal recovered by the network. When training with this function the network will 
try to learn to exactly replicate the value of every sample in the reference signal. 

� [1]

Frequency-weighted noise power

As an alternative to losses computed directly on sample values such as the mean absolute error, a 
loss  based  on  weighted  noise  power  is  proposed.  This  metric  is  derived  from the  frequency-
weighted segmental SNR or fwSNRseg, an objective measure used to evaluate speech enhancement 
algorithms, and it is used to test the effect of training the network using a metric that is highly 
correlated to the perceived quality of speech.

The loss is defined as

� [2]

where the weighting matrix is

� [3]

and �  and �  are the spectrums of the reference clean signal and the enhanced signal, 
respectively.

This loss reflects the effect of noise on the frequency bands where the speech energy is focused. 
High frequency content is almost irrelevant to the loss, which is also unaffected by the presence of 
noise on time intervals when there is no speech, including pauses between words. To illustrate this 

MAE =
∑n

i=1 |xi − ̂xi |

n

fwNPseg =
10
M

×
M−1

∑
m=0

∑K
j=1 W( j, m)log10( |X( j, m) | − | X̂( j, m) | )2

∑K
j=1 W( j, m)

W( j, m) = |X( j, m) |0.2

X( j, m) X̂( j, m)



behavior, Figure 7 shows the spectrogram of a clean speech recording and the weighting matrix 
derived from it.

4. 2. Training data

The  audio  dataset  used  to  train  and  evaluate  the  network  was  compiled  by  the  University  of 
Edinburgh (Valentini-Botinhao, 2017). The network is trained using audios from 28 speakers - 14 
male and 14 female. Around 400 recordings of individual sentences are available from each speaker.

The audios show 10 different types of noise:

- Artificial speech-shaped noise, created by passing white noise through a filter whose frequency 
response matches that of the long term speech level of a male speaker.

- Artificial babble, created adding speech from 6 speakers not used for training or testing.
- Domestic noise, recorded in a kitchen.
- Office noise, recorded in a meeting room.
- Three public space noises, recorded in a cafeteria, a restaurant and a subway station.
- Two transportation noises, from inside a car and a metro.
- Street noise, from a busy traffic intersection.

These noises appear in different levels, yielding four signal-to-noise conditions: 15 dB, 10 dB, 5 dB 
and 0 dB. In total, there are 40 different noise conditions - ten noises, each of them in four SNRs. 
Around ten different sentences in each condition are available from each speaker. 

All audios have a sampling rate of 48 kHz and a bit depth of 16 bits, and are single-channel.

Figure 7. Spectrogram of a clean speech recording and the weighting matrix derived from it.



4. 3. Training process

A database of 48kHz audio recordings, even if their length is only of a few seconds, is too large to 
be loaded in the memory of most systems. A handler was implemented to iterate through the audios 
of the database, returning the training batches. In each iteration, the network weights are updated 
according to the returned batch.
 
Rather  than training the  time distributed model  using complete  audios  split  into  segments,  the 
network is trained on isolated segments of 24.000 samples randomly extracted from the audio. The 
batches yielded by the dataset handler contain 4 segments, each of them from a different audio.

This is done for several reasons. Considering that, in the processing of an input, the time distributed 
model does not consider the previous inputs, there is no clear necessity of training on complete 
audios,  and the time distributed model  was found to be slower when training.  Also,  if  built-in 
methods of the library are used, due to memory constraints the batch size should be reduced to a 
single audio if training the time distributed model. This is hardly beneficial as noise conditions vary 
greatly between recordings. Training on single segments, it is possible for the network to consider 
several noise conditions in each update of the weights.

The fwNP loss was implemented in Keras using the STFT function from TensorFlow. The spectrum 
of both the output signal and the reference are computed within the loss logic. A wrapper for the 
fwNP and MAE loss functions is implemented that omits from their computation a certain number 
of samples at the beginning of the output signal, for the same reason that was introduced in last 
section. Again, discarding 9.000 samples from the beginning is enough. The chosen optimizer was 
Adam, with a starting learning rate of �  and a decay of � .

The audios are not processed in any way prior to their use in the training, no normalization is 
performed. This is omitted to avoid causing a mismatch in the speech signals of the noisy and 
reference audios, as their energy should be equal.

It is observed that the model is able to attenuate the noise signal after just a couple of epochs. The 
model starts by being able to recover only the low frequency content of speech, and as training 
progresses it becomes capable of recovering higher frequencies of the signal. It takes around 40 
epochs to reach converge. Values of the loss function are not reported as the chosen metrics barely 
hold any meaning in this case.

1e−4 1e−3



5. Evaluation

A series of objective measures taken from (Loizou, 2008) are used to evaluate the model. Each of 
them represent ing different qualities of the audio signal, such as speech distortion or noise level. 
The importance of objective measures lies in the possibility to compare the two systems without 
subjectivity. 

Listening is also key to the evaluation of a speech enhancement system, and so these qualities are 
then assessed perceptually to confirm the analysis that is extracted from the objective measures. In 
this case a group testing wasn’t carried out, performing instead a critical listening of the processed 
audios.

In this section, the objective measures are introduced and the process to obtain them is described. 
Then, their computed values are reported and analyzed, to finally describe what can perceived in the 
processed audios and how it relates to the metrics.

5. 1. Objective measures

Segmental SNR 
 
As a general measure of the presence of noise, the Segmental SNR is computed. The noisy and 
reference signals are split into segments, and for each pair of clean and noisy segments the SNR is 
computed, to then obtain the metric as the average of all the values. To better reflect the impact of 
noise in the perception of speech, any pair of segments in which speech is not detected by a VAD* 
is omitted from the computation. According to (Loizou, 2008). this metric is barely correlated with 
the overall perceived quality of speech and the speech signal distortion. However, it is moderately 
correlated to  the presence of distortion in the background noise.  

Frequency Weighted Segmental SNR  
 
This variation of the segmental SNR is based on the application of spectral weighting to the signals 
prior to the computation of the segments’ SNRs. This weighting is applied by a filter bank that 
lessens  the  energy from frequency bands  that  aren’t  crucial  to  the  intelligibility  and perceived 
quality of speech. By doing this, it reaches a higher correlation to overall quality of speech and 
speech distortion.  On the other  hand,  background noise  distortion is  poorly  represented by the 
metric.

Composite measures  
 
The composite measures defined in and denominated SIG, BAK and OVL are obtained performing 
linear  regression on the  values  of  other  objective  measures:  Itakura-Saito  distance (IS),  PESQ, 
Cepstrum distance (CEP), Log-likelihood ratio (LLR) and Weighted Spectral Slope (WSS). These 
measures  are  combined  with  different  regression  coefficients  to  form  the  three  measures, 



maximizing the correlation of each of them with a different quality of the signal. SIG represents the 
speech signal distortion, BAK represents the intrusiveness of the background noise and OVL the 
overall quality of the audio. These measures range from 1 to 5, a higher value indicating better 
quality.

  
5. 2. Evaluation data

The evaluation audios come from the same dataset used for training. The network is evaluated using 
audios from two speakers - one male, one female - not present in the training set.

Five noise types are considered, none of which were used in the training set:  

- Domestic noise, recorded in a living room.
- Office noise, recorded in the office space.
- Transportation noise, from inside a bus.
- Two street noises, from an open area cafeteria and a public square. 

The SNR values considered are 17.5 dB, 12.5 dB, 7.5 dB and 2.5 dB; there are 20 noise conditions, 
with 20 sentences in each condition from each speaker. The noise was also added following the 
ITU-T P.56 method.

5. 3. Evaluation process

In this case, the time distributed model is used to process the whole audios. The dataset handler is 
used to segment the noisy audios which are processed by the model. The output is then written to 
WAV files for posterior processing. The model isn’t able to properly process the first 8000 samples, 
as there is no previous data to be considered by the convolutional layers, so these are omitted from 
the clean, noisy and processed audios in the calculation of the objective measures.

For the computation of segmental SNR the VOICEBOX (Brookes, 1997) toolkit for Matlab is used. 
For the rest of the metrics, the pySEPM library was used instead. pySEPM implements all metrics 
described in (Loizou, 2007), and it is matched against the Matlab code provided with the original 
publication. The objective measures were computed on all audios and then averaged across noise 
types and speakers to report a single value for each original SNR. Appendix I shows the values for 
each noise type and speaker.

Table 1. Estimated correlation coefficients of objective measures with overall quality, signal distortion and 
background noise distortion, reproduced from (Loizou, 2007).

Objective Measure Overall quality Signal distortion Background distortion

SegSNR 0.36 0.22 0.56

fwSNRseg 0.85 0.87 0.59

Composite Measures 0.91 0.89 0.82



Metrics for the fwNP-trained model were also computed with a previous signal alignment based in 
cross-correlation. While the alignment algorithm detected small delays between the processed and 
reference signals (of less than 10 samples in all cases), correcting them didn’t affect the results 
positively and so signal alignment wasn’t used to compute the reported results. This is most likely 
because  of  a  non-linear  phase  response  of  the  model,  accentuated  by  the  omission  of  phase 
information  in  the  computation  of  the  loss.  The  algorithm didn’t  find any delay  in  the  audios 
processed by the MAE-trained model.

5. 4. Evaluation based on objective measures

Table 1 shows the changes on segmental SNR after processing. The MAE-trained model shows a 
important increase in SNR for low and medium SNR inputs, and seems to worsen the quality of 
high SNR inputs. The fwNP-trained model shows a different performance in terms of segmental 
SNR. SNR of low noise inputs is worsened more noticeably, and the improvement of high noise 
inputs is not as remarkable. 

The reasons why high SNR inputs are affected negatively by the processing can be several. The 
models distort the signals as the encoding-decoding processing is performed, or lower their level. 
Some background signals present in the clean audio, such as reverberation, may be lost and affect 
the SNR.

One of the reasons why the performance of the fwNP-trained model seems to be worse can be phase 
distortion. This should be more prone to occur in the fwNP-trained model, as it is trained on noise 
level only and this level is computed from magnitude spectrograms. The MAE-trained model, as it 
was forced to learn to replicate every peak of the original signal, may be less prone to introduce 
phase anomalies. 

Another  reason  may  be  a  distortion  of  the  background  noise.  As  the  fwNP loss  gives  greater 
importance to the frequencies in which speech is present, the model may not have learnt to lessen 
the effect of noise outside those frequencies.

Table 2. Segmental SNR computed on test set, averaged across noise conditions and speakers, and its 
standard deviation.

17.5 dB 12.5 dB 7.5 dB 2.5 dB

Noisy 14.08 (2.66) 9.02 (2.59) 4.16 (3.04) -1.39 (3.3)

Processed 
(MAE loss)

12.81 (1.93) 11.74 (1.9) 9.99 (2.45) 7.21 (3.03)

Processed 
(weighted loss)

4.95 (1.05) 4.61 (1.0) 4.0 (1.42) 2.68 (2.1)



Table 5 shows the changes on fwSNRseg. While the improvements made by both models are seen 
to be much subtler, it is noticeable how the fwNP-trained model no longer shows a degradation like 
the one on the SNRseg measurements. This can be indicative that the cause of those values was in 
background distortion.  

With the exception of high SNR inputs, it can be said that the fwSNRseg values are at least retained 
after the processing. Considering the higher correlation of fwSNRseg with speech quality, a similar 
fwSNRseg value in the model output means that the quality of speech is preserved, if not improved. 
Pairing  this  with  a  reduction  of  SNRseg,  that  reflects  noise  components  outside  the  frequency 
ranges of speech, we should expect the processed audios to have a significant decrease in noise 
energy in VHF and LHF bands, and to keep more noise energy in frequencies covered by the speech 
signal.

The values of the composite measures SIG, BAK and OVL in Tables 4, 5 and 6 further show this 
behavior. The quality is consistent for all input SNRs, with a small decrease for higher SNR inputs 
and a slight increase for lower SNR ones. 

The fwSNR-trained model seems to perform better than the MAE-trained one in terms of quality of 
the speech signal and overall audio quality, but the MAE-trained model is better at treating the noise 
signal itself.

Table 3. Frequency-weighted Segmental SNR (fwSNRseg) computed on test set, averaged across noise 
conditions and speakers, and its standard deviation.

17.5 dB 12.5 dB 7.5 dB 2.5 dB

Noisy 19.1 (4.08) 15.23 (3.64) 11.62 (3.48) 8.09 (2.87)

Processed 
(MAE loss)

14.42 (1.83) 13.52 (2.15) 11.99 (2.6) 9.34 (2.94)

Processed 
(weighted loss)

15.25 (2.07) 14.18 (2.43) 12.58 (2.95) 9.83 (3.28)



Table 6. Composite measure OVL computed on test set, averaged across noise conditions and speakers, 
and its standard deviation.

17.5 dB 12.5 dB 7.5 dB 2.5 dB

Noisy 3.62 (0.73) 3.1 (0.73) 2.63 (0.75) 2.07 (0.64)

Processed 
(MAE loss)

3.09 (0.35) 2.88 (0.39) 2.61 (0.52) 2.21 (0.53)

Processed 
(weighted loss)

3.28 (0.35) 3.05 (0.43) 2.76 (0.56) 2.34 (0.58)

Table 4. Composite measure SIG computed on test set, averaged across noise conditions and speakers, and 
its standard deviation.

17.5 dB 12.5 dB 7.5 dB 2.5 dB

Noisy 4.26 (0.66) 3.82 (0.73) 3.3 (0.82) 2.69 (0.77)

Processed 
(MAE loss)

3.6 (0.32) 3.41 (0.37) 3.14 (0.53) 2.76 (0.58)

Processed 
(weighted loss)

3.74 (0.31) 3.55 (0.38) 3.28 (0.52) 2.9 (0.57)

Table 5. Composite measure BAK computed on test set, averaged across noise conditions and speakers, 
and its standard deviation.

17.5 dB 12.5 dB 7.5 dB 2.5 dB

Noisy 3.56 (0.5) 3.0 (0.46) 2.53 (0.47) 2.01 (0.37)

Processed 
(MAE loss)

3.38 (0.29) 3.19 (0.31) 2.95 (0.41) 2.54 (0.45)

Processed 
(weighted loss)

2.89 (0.23) 2.73 (0.28) 2.54 (0.37) 2.22 (0.4)



5. 5. Evaluation based on perceptual analysis

What follows is a perceptual analysis of the audios processed by the model is carried out, describing 
what can be heard in comparison to the reference recordings and how this relates to the objective 
measures.

For visualization, Appendix II shows the spectrograms of clean, noisy and de-noised versions of 
three audios from the testing dataset, with babble noise from a public square added at three different 
levels (low, medium, high), as well as details of the waveform.

Low SNR input

In the audios processed by both the MAE-trained and the fwNP-trained model, the background 
noise is  still  present  but  it’s  level  seems to be lower and it  sounds duller,  as its  high and low 
frequency components seem to be more attenuated. A moderate distortion of the background signal 
is perceived as a crackling and hissing. 

In cases were the noise is not particularly prominent in the frequency range of the speakers voice, 
there  is  no noticeable  distortion of  the  speech signal.  However,  in  the  opposite  case  (i.e.  loud 
cafeteria noise including other voices) the speakers voice is also muffled and shows some crackling, 
even though to a lesser extent than the background noise.

Although only noticeable in detailed listens, audios processed by the fwNP-trained model sound a 
bit smoother than the one processed by the MAE-trained model. This is because the later seems to 
remove noise more aggressively on pauses between words, and then allows some noise to leak 
when the speech signal comes in. This is perceived as a kind of ‘stutter’ effect, as the noise appears 
to come in and out.  Because of  this,  noise is  perceived as  slightly more present  in  the audios 
processed by the fwNP-trained model, but the audios are more ‘pleasant’ to listen to.

Medium SNR input

After processing, noise is barely noticeable, and in many cases can’t be perceived. Some distortion 
of the background can be heard in some audios, but only scarcely.

Distortion in the speech signal is less apparent,  though high frequency components seem to be 
attenuated as well. 

Sometimes the fwNP-trained model leaks a very small level of noise when the speech signal is 
active, which isn’t noticeable the MAE-trained model. The in-and-out effect caused by the MAE-
trained model is hardly noticeable now.



High SNR input

Voice sounds a bit duller, having lost some higher frequency components. It is also noticeable how 
the processed signals sound drier, even if the clean audios were recorded in a treated studio room. 
This may be because of a small reverberation present in the original audios which is removed by the 
models, or because of the models ‘stripping’ some of the last samples of a speech utterance as if 
they were noise.

Relation to the objective measures

The perceived qualities of the audios are in line with what is reflected by the objective measures. 
The level of background noise is lowered at the expense of adding distortions to the speech signal, 
and some level fluctuations and distortions affect the noise signal.

The general impression is that the model improves speech recordings with a very low SNR in which 
the noise is very intrusive. In this case, distortions of the speech signal are acceptable as the original 
is completely overtaken by noise, and so intelligibility is improved along with the overall quality 
perceived by a listener.

This  improvement  is  more  relative  in  audios  with  moderate  or  low noise  levels,  or  where  the 
spectral distribution of the noise prevents it from masking the speech signal. While in these cases 
the model  is  remarkably successful  in removing the noise signal,  and the speech signal  is  less 
distorted than in the previous case, it’s hard to notice an increased quality. As the intelligibility of 
the noisy audios is  already high prior  to  the processing,  and the noise isn’t  as  prominent,  any 
distortion to the speech stands out more than before.



6. Conclusions

A deep  learning  model  for  speech  de-noising  was  presented.  The  model  processes  raw  audio 
waveforms  through  a  one-dimensional  convolutional  auto-encoder,  that  achieves  a  latent 
representation from which noise components can be removed. This latent representation is modified 
applying to it a mask computed by a series of convolutional blocks inspired by those of WaveNet. 

As shown through objective measures and confirmed through critical listening, the model is able to 
significantly reduce the noise level in audios with a low SNR with acceptable distortion of the noise 
signal. For higher input SNRs, noise is also reduced although speech distortion is more apparent.

The effect of using a loss function correlated with speech quality, in this case frequency weighted 
noise power, is evaluated. A model trained with this loss was shown to outperform a model of 
identical architecture trained with mean absolute error as loss, in terms of perceived quality of the 
processed audios.

The main contribution of this work is the combination of causal dilated convolutions, as used in the 
state of the art of audio signal processing with neural networks, with a simplified architecture that 
allows for less computational requirements. The results show how this model is still able to process 
raw audio to tackle a complex signal processing problem, without relying in a remarkably large 
number of layers or any prior transformations of the input signal.  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Appendix I. Code documentation

A GitHub repository is  available  with the implementation code and the weights of the trained 1

model. and scripts to execute the training and evaluation described in this document. This section is 
meant  to  serve  as  a  brief  documentation  for  the  code,  considering  only  the  basic  classes  and 
functions used to create the model, train it and evaluate its performance. As a complement, the code 
used to load a pre-trained model and process a single audio is reproduced. For more information, 
please refer to the comments in the code and the code itself. 

class SpeechDenoising.DeNoiser

  Object to handle a denoiser model.

model_config 
Dictionary  object  containing  the  model  layers  specifications.  If  None,  the  specifications 
introduced in this document will be used.

buffer_config 
Dictionary object containing the buffer specifications, which determine the input shape of the 
model and the amount samples considered in the loss computation. If None, the specifications 
introduced in this document will be used.

preset
If ‘mae’ or ‘fwsnr’, a de-noiser model will be created following the document specifications, pre-
trained using the MAE or the fwNP as loss function. If None, the provided configuration will be 
used to create the model, with randomly initialized weights.

denoise(audio)
Removes background noise from a speech signal.

Parameters:   audio – Audio signal as a list-like object.
Returns: Processed signal as a 1-D array

class SpeechDenoising.DatasetHandler
Object to handle the speech datasets used for training.

clean_dir_path
noisy_dir_path
Paths of the directories where the clean and noisy audios are stored. Filenames of the clean and 
noisy versions of the same audio should be identical.

 https://github.com/danielmmrr/MSTC_TFM_SpeechDenoising1

https://github.com/danielmmrr/MSTC_TFM_SpeechDenoising


audio_config
Dictionary  object  containing  specifications  for  audio  processing  to  be  carried  out,  such  as 
resampling. 

buffer_config
Dictionary object containing the buffer specifications, which determine the input shape of the 
model and the amount samples considered in the loss computation. If None, the specifications 
introduced in this document will be used.

epoch_batches(batch_size, random_buffer_snaps)
Iterator that returns batches of noisy and clean audio segments.

Parameters:
batch_size (int) - Number of audios from which segments are included in each batch. 

Defaults to 1.
random_buffer_snaps (int) - Number of segments to be taken from each audio of the batch. 

These are taken from random positions. If its value is zero, the whole audio 
signals are returned in segments.

Returns:  Batch index, an array with the noisy segments, an array with the clean segments 
and the filenames of the audios from which these were taken.

SpeechDenoising.sp_dn_loss(fw_n_pow_weight, fw_n_pow_weight_coef, 
mae_weight, buffer_config )

Function to create a custom Keras loss, as the weighted sum of the frequency-weighted noise 
power and the mean absolute error.

Parameters:   
fw_n_pow_weight - Weight of the frequency-weighted noise power term of the loss. Defaults 

to zero.
fw_n_pow_weight_coef - Coefficient used to perform frequency weighting. Defaults to 0.2.
mae_weight - Weight of the mean absolute error term of the loss. Defaults to 1.
buffer_config - Dictionary object containing the buffer specifications, which determine the 

input shape of the model and the amount samples considered in the loss 
computation. If None, the specifications introduced in this document will be 
used.

Returns: A Keras loss function.



Basic Usage

Processing an audio with a pre-trained model

from SpeechDenoising import DeNoiser 
import librosa 

# Create a DeNoiser 
denoiser = DeNoiser(preset=‘fwsnr’) 

# Load a noisy audio 
noisy_signal, sr = librosa.core.load(‘noisy_signal.wav’) 

# Process the loaded signal 
processed_signal = denoiser.denoise(noisy_signal) 

# Write the denoised audio to a WAV file 
librosa.output.write_wav(‘processed_signal.wav’, processed_signal, 
sr) 



Appendix II. Spectrograms of processed audios

Figure 8. Spectrograms of the clean, noisy (2.5 dB SNR) and processed versions of a test audio.



Figure 9. Spectrograms of the clean, noisy (7.5 dB SNR) and processed versions of a test audio.



Figure 10. Spectrograms of the clean, noisy (12.5 dB SNR) and processed versions of a test audio.



Appendix III. Evaluation results at each noise condition

Table 7. Segmental SNR computed on test set, averaged across speakers, and its standard deviation.

Noise type 17.5 dB 12.5 dB 7.5 dB 2.5 dB

Bus Noisy 14.72 (2.98) 9.27 (2.21) 4.34 (2.7) -1.25 (2.73)

Processed 
(MAE loss)

12.99 (1.94) 12.02 (1.66) 11.1 (2.35) 9.08 (1.85)

Processed 
(weighted 
loss)

4.97 (1.01) 4.66 (0.81) 4.42 (1.39) 3.6 (1.26)

Cafeteria Noisy 13.28 (2.69) 8.19 (2.55) 3.66 (2.66) -1.77 (2.63)

Processed 
(MAE loss)

12.56 (1.74) 10.75 (1.71) 8.72 (2.06) 4.78 (2.6)

Processed 
(weighted 
loss)

4.97 (1.01) 4.66 (0.81) 4.42 (1.39) 3.6 (1.26)

Living Noisy 13.17 (2.43) 8.14 (2.52) 2.64 (2.51) -2.28 (2.5)

Processed 
(MAE loss)

12.57 (1.67) 11.1 (2.06) 8.31 (2.26) 5.0 (2.14)

Processed 
(weighted 
loss)

4.97 (1.01) 4.66 (0.81) 4.42 (1.39) 3.6 (1.26)

Office Noisy 14.8 (2.36) 9.53 (2.39) 5.77 (3.78) -0.42 (5.05)

Processed 
(MAE loss)

13.04 (2.18) 12.34 (1.77) 11.84 (1.76) 9.83 (2.61)

Processed 
(weighted 
loss)

5.05 (1.06) 4.75 (1.08) 4.84 (0.97) 4.01 (2.35)

Public Square Noisy 14.39 (2.45) 9.99 (2.83) 4.43 (2.59) -1.15 (2.85)

Processed 
(MAE loss)

12.89 (2.11) 12.5 (1.67) 9.99 (1.81) 7.47 (1.89)

Processed 
(weighted 
loss)

5.02 (1.14) 4.98 (0.85) 4.03 (1.18) 2.78 (1.72)



Table 8. Frequency weighted segmental SNR computed on test set, averaged across speakers, and its 
standard deviation.

17.5 dB 12.5 dB 7.5 dB 2.5 dB

Bus Noisy 22.16 (3.09) 17.74 (2.48) 14.16 (2.37) 10.28 (2.2)

Processed 
(MAE loss)

15.13 (1.4) 14.38 (1.43) 13.69 (1.99) 10.98 (2.08)

Processed 
(weighted 
loss)

16.21 (1.63) 15.28 (1.67) 14.72 (2.16) 11.89 (2.3)

Cafeteria Noisy 15.53 (2.99) 11.76 (2.82) 8.49 (2.62) 5.23 (1.91)

Processed 
(MAE loss)

13.55 (1.64) 11.95 (2.24) 10.02 (2.17) 6.7 (2.1)

Processed 
(weighted 
loss)

14.09 (1.81) 12.3 (2.39) 10.08 (2.45) 6.65 (2.36)

Living Noisy 16.78 (2.88) 12.99 (2.77) 9.71 (2.24) 6.55 (1.31)

Processed 
(MAE loss)

13.98 (1.65) 12.71 (2.16) 10.83 (2.23) 7.97 (1.56)

Processed 
(weighted 
loss)

14.63 (1.81) 13.19 (2.41) 11.32 (2.35) 8.36 (1.62)

Office Noisy 22.5 (2.73) 18.45 (1.95) 14.98 (2.52) 10.99 (1.91)

Processed 
(MAE loss)

15.18 (1.6) 14.82 (1.63) 13.89 (1.96) 12.01 (3.1)

Processed 
(weighted 
loss)

16.27 (1.75) 15.75 (1.85) 14.86 (2.06) 12.93 (3.11)

Public Square Noisy 18.58 (3.23) 15.17 (2.71) 10.73 (2.36) 7.55 (1.86)

Processed 
(MAE loss)

14.29 (2.22) 13.73 (1.87) 11.5 (2.23) 9.15 (2.09)

Processed 
(weighted 
loss)

15.07 (2.4) 14.35 (2.0) 11.92 (2.37) 9.44 (2.25)



Table 9. Composite measure SIG computed on test set, averaged across speakers, and its standard 
deviation.

17.5 dB 12.5 dB 7.5 dB 2.5 dB

Bus Noisy 4.73 (0.4) 4.46 (0.52) 4.08 (0.63) 3.39 (0.7)

Processed 
(MAE loss)

3.79 (0.29) 3.63 (0.3) 3.51 (0.32) 3.15 (0.46)

Processed 
(weighted 
loss)

3.94 (0.29) 3.79 (0.28) 3.69 (0.31) 3.3 (0.42)

Cafeteria Noisy 3.73 (0.46) 3.14 (0.44) 2.62 (0.46) 1.96 (0.45)

Processed 
(MAE loss)

3.49 (0.25) 3.18 (0.32) 2.8 (0.34) 2.27 (0.45)

Processed 
(weighted 
loss)

3.59 (0.25) 3.29 (0.3) 2.94 (0.33) 2.42 (0.38)

Living Noisy 3.64 (0.6) 3.19 (0.52) 2.59 (0.6) 2.09 (0.4)

Processed 
(MAE loss)

3.35 (0.39) 3.19 (0.38) 2.73 (0.64) 2.38 (0.42)

Processed 
(weighted 
loss)

3.57 (0.33) 3.35 (0.36) 2.88 (0.58) 2.47 (0.37)

Office Noisy 4.85 (0.24) 4.44 (0.35) 4.03 (0.38) 3.32 (0.45)

Processed 
(MAE loss)

3.72 (0.22) 3.58 (0.27) 3.54 (0.27) 3.2 (0.45)

Processed 
(weighted 
loss)

3.89 (0.24) 3.82 (0.27) 3.74 (0.27) 3.48 (0.38)

Public Square Noisy 4.36 (0.43) 3.84 (0.41) 3.19 (0.36) 2.71 (0.37)

Processed 
(MAE loss)

3.65 (0.25) 3.49 (0.28) 3.1 (0.35) 2.8 (0.38)

Processed 
(weighted 
loss)

3.71 (0.25) 3.51 (0.32) 3.16 (0.29) 2.84 (0.37)



Table 10. Composite measure BAK computed on test set, averaged across speakers, and its standard 
deviation.

17.5 dB 12.5 dB 7.5 dB 2.5 dB

Bus Noisy 3.91 (0.46) 3.33 (0.4) 2.89 (0.42) 2.27 (0.38)

Processed 
(MAE loss)

3.5 (0.29) 3.32 (0.27) 3.23 (0.32) 2.87 (0.31)

Processed 
(weighted 
loss)

3.02 (0.23) 2.91 (0.23) 2.85 (0.27) 2.54 (0.29)

Cafeteria Noisy 3.17 (0.37) 2.62 (0.27) 2.19 (0.27) 1.74 (0.19)

Processed 
(MAE loss)

3.28 (0.26) 2.99 (0.27) 2.64 (0.3) 2.15 (0.28)

Processed 
(weighted 
loss)

2.75 (0.19) 2.52 (0.2) 2.25 (0.25) 1.87 (0.23)

Living Noisy 3.22 (0.31) 2.68 (0.33) 2.22 (0.28) 1.77 (0.15)

Processed 
(MAE loss)

3.26 (0.28) 3.03 (0.31) 2.68 (0.34) 2.21 (0.23)

Processed 
(weighted 
loss)

2.8 (0.19) 2.57 (0.26) 2.28 (0.29) 1.92 (0.2)

Office Noisy 3.98 (0.34) 3.41 (0.28) 2.97 (0.41) 2.36 (0.33)

Processed 
(MAE loss)

3.46 (0.28) 3.34 (0.26) 3.3 (0.26) 2.99 (0.35)

Processed 
(weighted 
loss)

3.0 (0.21) 2.92 (0.19) 2.87 (0.2) 2.63 (0.3)

Public Square Noisy 3.53 (0.36) 2.95 (0.35) 2.39 (0.27) 1.91 (0.24)

Processed 
(MAE loss)

3.39 (0.29) 3.25 (0.27) 2.89 (0.3) 2.51 (0.29)

Processed 
(weighted 
loss)

2.89 (0.21) 2.73 (0.25) 2.44 (0.24) 2.14 (0.26)



Table 11. Composite measure OVL computed on test set, averaged across speakers, and its standard 
deviation.

17.5 dB 12.5 dB 7.5 dB 2.5 dB

Bus Noisy 4.21 (0.59) 3.75 (0.6) 3.36 (0.64) 2.67 (0.64)

Processed 
(MAE loss)

3.28 (0.34) 3.09 (0.34) 2.99 (0.35) 2.61 (0.43)

Processed 
(weighted 
loss)

3.49 (0.35) 3.33 (0.32) 3.24 (0.37) 2.79 (0.44)

Cafeteria Noisy 2.98 (0.46) 2.43 (0.36) 1.99 (0.37) 1.5 (0.28)

Processed 
(MAE loss)

2.96 (0.3) 2.62 (0.33) 2.23 (0.35) 1.74 (0.33)

Processed 
(weighted 
loss)

3.08 (0.29) 2.73 (0.32) 2.34 (0.35) 1.84 (0.31)

Living Noisy 3.0 (0.52) 2.53 (0.47) 2.04 (0.45) 1.59 (0.23)

Processed 
(MAE loss)

2.87 (0.39) 2.67 (0.39) 2.24 (0.52) 1.86 (0.3)

Processed 
(weighted 
loss)

3.1 (0.33) 2.81 (0.39) 2.36 (0.51) 1.91 (0.29)

Office Noisy 4.28 (0.35) 3.75 (0.37) 3.33 (0.42) 2.66 (0.43)

Processed 
(MAE loss)

3.2 (0.28) 3.06 (0.31) 3.04 (0.29) 2.69 (0.43)

Processed 
(weighted 
loss)

3.45 (0.29) 3.34 (0.3) 3.26 (0.3) 2.94 (0.42)

Public Square Noisy 3.6 (0.43) 3.03 (0.42) 2.43 (0.31) 1.97 (0.3)

Processed 
(MAE loss)

3.13 (0.3) 2.95 (0.31) 2.54 (0.36) 2.19 (0.38)

Processed 
(weighted 
loss)

3.26 (0.29) 3.02 (0.38) 2.62 (0.33) 2.24 (0.37)


