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Abstract

Outlier detection is an important problem occurring in a wide range of areas. Outliers

are the outcome of fraudulent behaviour, mechanical faults, human error, or simply

natural deviations. Many data mining applications perform outlier detection, often

as a preliminary step in order to filter out outliers and build more representative

models. In this paper, we propose an outlier detection method based on a clustering

process. The aim behind the proposal outlined in this paper is to overcome the spec-

ificity of many existing outlier detection techniques that fail to take into account the

inherent dispersion of domain objects. The outlier detection method is based on four

criteria designed to represent how human beings (experts in each domain) visually

identify outliers within a set of objects after analysing the clusters. This has an advan-

tage over other clustering‐based outlier detection techniques that are founded on a

purely numerical analysis of clusters. Our proposal has been evaluated, with satisfac-

tory results, on data (particularly time series) from two different domains:

stabilometry, a branch of medicine studying balance‐related functions in human

beings and electroencephalography (EEG), a neurological exploration used to diag-

nose nervous system disorders. To validate the proposed method, we studied method

outlier detection and efficiency in terms of runtime. The results of regression analyses

confirm that our proposal is useful for detecting outlier data in different domains,

with a false positive rate of less than 2% and a reliability greater than 99%.
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1 | INTRODUCTION

The analysis of large data volumes to discover new knowledge is a major challenge in the field of computer science. The discovery of useful,

implicit, and previously unknown knowledge from large volumes of data is a process referred to as knowledge discovery in databases (KDD).

The KDD process ranges from data comprehension and preparation to results interpretation and use. Data mining is a stage within the KDD pro-

cess examining the data and applying a set of techniques and tools to discover useful hidden information (Fayyad, Piatetsky‐Shapiro, & Smyth,

1996). There is currently a wide variety of data mining techniques for solving different problem types, for example, classification, clustering,

regression, or association rule search.

Before applying data mining techniques, it is important to check data quality in order to assure that the resulting models are representative. At

this stage, outlier location and filtering is regarded as a fundamental data processing task, as failure to remove outliers could undermine the

resulting models (Tan, Steinbach, & Kumar, 2006).
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Any object in a set is considered to be an outlier if it can be classed as having features that are significantly different from the other objects

within the set (Tan et al., 2006). The main outlier detection issue is to determine what these features are and decide when they are significantly

different from the characteristics of the other objects. Another important issue is the possibility of objects that are not really outliers being labelled

as such (false positives). Figure 1 illustrates two examples of outliers. The first example shows the average score achieved by a series of basketball

players depending on their respective years of experience. It shows that one outlier is outside the normality ranges established for this domain. On

the other hand, the second example represents temperature measurement inside an electronic system over a period of time, where, towards the

end of the series, there are two outliers with a clearly higher score than the others.

There are many domains where the focus is on outliers rather than nonoutliers. Fraud detection at companies offering credit card–related ser-

vices is a very clear example, where the identification of outliers is perhaps the most important data analysis issue. Outlier identification is also

used in wide‐ranging domains, for example, for detecting computer network attacks, outbreaks of epidemics, unidentified objects in space,

tumours, or abnormalities in mammograms.

The literature abounds with papers on outlier detection in object populations (Breunig, Kriegel, Ng, & Sander, 2000; Chakraborty, Narayanan, &

Ghosh, 2019; Knorr & Ng, 1999; Ramaswamy, Rastogi, & Shim, 2000; Torgo, 2007). They have all undeniably led to an advance in the field and

separately contribute a number of positive points. However, they also have limitations: they fail to account for there being different dataset den-

sities; they require the specification of a value for the number of clusters on which the analysis will be based or of the number of neighbours that

will be used to calculate the object outlier score.
1.1 | Contribution

This article aims to propose a visual method based on expert criteria for detecting outliers within a dataset. The proposed method aims to serve as

a data processing tool within the KDD process in order to prevent outliers from distorting the resulting models.

The aim behind the proposal outlined in this paper is to overcome the specificity of many existing outlier detection techniques that do not take

into account the inherent dispersion of domain objects or that will not work properly without the definition of rather a lot of parameters. Our

proposal aims to do away with this limitation and propose an automated mechanism for detecting population outliers, defined taking into account

expert knowledge. To do this, first, we apply a method of agglomerative hierarchical clustering that uses the object similarity matrix to build clus-

ters as input for the outlier identification phase. Data segmentation is a fairly common practice, put forward some time ago by Agrawal, Gehrke,

Gunopulos, and Raghavan (1998), for achieving a better understanding of the data and facilitating other data mining tasks. Second, we propose an

outlier detection technique that aims to account for human (expert) reasoning with respect to the identification of outliers within a set. This

expert‐based reasoning could be summarized as follows:

a. Objects that are more isolated, that is, have fewer neighbouring objects, are more likely to be outliers.

b. Objects that are less like the majority of objects are more likely to be outliers.

c. Objects that are not really outliers could be considered as such in some domains where objects are highly dispersed, making outlier detection a

tricky issue.

To validate this proposal, we carried out thorough experiments with time series data from two medical domains: stabilometry and electroen-

cephalography (EEG). In this research, the objects under analysis were represented by time series, although the proposed method is applicable to

other data representations. The stabilometry dataset was composed of 6480 times series containing 4000 timestamps, whereas the EEG dataset

was composed of 200 time series with 1000 timestamps. We conducted studies in both domains to detect the false positive and false negative
FIGURE 1 specifies the outlier detection method.
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rates and an ANCOVA to study the asymptotic behaviour of the method. We also conducted method efficiency studies analysing its computa-

tional complexity and runtimes.
1.2 | Outline

This paper is structured as follows. Section 2 gives an overview of the major outlier detection techniques, especially techniques that include a pre-

liminary clustering process. Section 3 describes the proposed outlier detection technique run on input from a preliminary hierarchical clustering

process. Section 4 presents the results of applying the proposed method on data from the stabilometry domain, a branch of medicine studying

human balance, and EEG, which is a neurological exploration used to diagnose nervous system disorders. We discuss the results below in Section

0. Finally, Section 0 outlines the conclusions and future work concerning the proposal.
2 | RELATED WORK

A large number of outlier detection techniques have been developed over the last few decades (Agrawal & Agrawal, 2015; Chakraborty et al.,

2019; Domingues, Filippone, Michiardi, & Zouaoui, 2018; Ernst & Haesbroeck, 2017; Hodge & Austin, 2004). Many outlier detection techniques

are based on the idea of finding objects that are too far removed from (or, in other words, not very like) the majority (Knorr & Ng, 1998; Knorr &

Ng, 1999).

There are criticisms of this type of approaches. For example, Aggarwal and Yu (2001) suggest that they might not work properly for dispersed

high‐dimensional data. It is true that many domains contain a lot of different clusters of objects, some of which may be unlike each other and,

nonetheless, not be outliers, consider a rugby team, for instance. A rugby team includes many, quite different clusters of players (a cluster of cor-

pulent and ungainly players, other very athletic and nimble individuals, etc.). Each group is very different from the others, but, even so, neither

should be considered as outliers. For this reason, some researchers propose outlier detection techniques based on first clustering the objects

and then analysing the clusters to find outliers inside the clusters. Like our proposal, these techniques usually include some semantics based on

expert knowledge, necessary, in our view, to correctly identify outliers especially in domains where data are usually disperse.

Outlier detection techniques are usually divided into four major groups as discussed below.
2.1 | Proximity‐based outlier detection

There are a great many proximity‐based approaches. From the proximity viewpoint, an object is considered an outlier if it is not close to the other

objects (Kollios, Gunopulos, Koudas, & Berchtold, 2003; Ren, Rahal, & Perrizo, 2004).

This is a relatively easy approach to apply, as it is easy to determine a proximity measure. One of the most commonly adopted measures is k‐

nearest neighbours, that is, the score of an object is defined as the distance of its k‐nearest neighbours. Ramaswamy et al. (2000) proposed an

outlier detection method based on a neighbourhood measure, listing the objects based on this measure and identifying t objects that are at the

top of that list as outliers, where t is a parameter entered by the user.

Techniques like these are highly dependent on the value of k. If a very high value of k is defined, a small set of neighbouring objects could be

regarded as a set of outliers if the other sets are very large and not near to the smaller set.

Although very simple to apply, the algorithms implementing this approach are computationally very costly due to the large number of proximity

calculations required (Hodge & Austin, 2004). Additionally, the value of k can be hard to select, especially if the data are not well‐known. Neither

would these techniques be suitable for wide‐ranging datasets with different data densities, as there is a risk of objects being identified as outliers

even if they are not.

Therefore, the main weaknesses of the above proposals are their high computational cost and the need to define the size of the

neighbourhood to be taken into account in the detection process. The method that we propose aims to solve both these issues.

Another type of technique applies an equivalent approach based on the distance of each object from the others instead of the strict

neighbourhood concept. One such approach was proposed by Agrawal et al. (1998), where an optimized outlier detection algorithm is used to

detect outliers in disc‐resident high‐dimensional databases. Angiulli, Basta, and Pizzuti (2006) describe another similar proposal putting forward

a mechanism for predicting outliers based on the creation of a model composed of a subset of the original data known as outlier detection solving

set. This proposal achieved good results in terms of precision and performance (runtime).

To some extent, the first steps of our proposal are similar to proximity‐ or distance‐based techniques, as the algorithm runs on a pairwise sim-

ilarity matrix between objects. We consider the use of the proximity/distance idea to be quite intuitive for detecting outliers. Therefore, we

decided to include this idea in our proposal in order to improve the existing approaches and achieve an efficient method so that users do not have

to define a domain‐specific value for k.
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2.2 | Clustering‐based outlier detection

Clustering‐based outlier detection techniques first cluster the objects. They then analyse the clusters and, on their basis, possibly determine out-

liers. Data segmentation is an important source of information that can be very useful for different tasks. In particular, knowledge of the object

groups is very useful for detecting outliers as they tend to be in separate groups (Jiang, Tseng, & Su, 2001).

There are many proposals that use this approach. The technique proposed by Loureiro, Torgo, and Soares (Loureiro, Torgo, & Soares, 2004;

Torgo, 2007; Torgo, Pereira, & Soares, 2009) is, like our proposal, based on the analysis of clusters output after applying a bottom‐up hierarchical

clustering process. In fact, this technique considers any objects that are found in clusters of a size less than t to be outliers, where t is a threshold

value entered by the user. As far as we are concerned, this point is not enough to determine whether an object is an outlier, as, in many domains,

dispersed and even isolated data are not necessarily outliers. Additionally, the end user is asked to enter the parameters, such as, the number of

clusters. With a view to the application of this proposal to real domains, it is inconceivable that an expert (e.g a doctor) will be able to provide

these values. To circumvent this problem, our proposal reduces the number of parameters to be entered by the user for the purpose of (semi‐)

automation. Our proposal also considers the inherent data dispersion in each domain to prevent, wherever possible, the detection of false posi-

tives (nonoutliers identified as outliers).

Wang and Chiang (2008) propose the use of support vector clustering (SVC) to detect outliers. This parameterless algorithm, which automat-

ically determines the number of clusters, has grown in importance over recent years because it is fast and robust to noise. In this algorithm, the

points are transformed to a larger‐sized system, using polynomial, Gaussian, or sigmoidal functions. The idea is to search for the smallest sphere

containing the images of the original points. The contours of these spheres are interpreted as the cluster boundaries. The boundaries of the

delimited clusters are then analysed to detect outliers, as they, if any, are usually located on the edges of the clusters.

Yang and Huang (2008) propose a spectral clustering method for outlier detection. Based on the similarity matrix between each pair of objects,

this proposal builds a new matrix using the number of near neighbours of each object. They propose an algorithm that applies the k‐means algo-

rithm to the above matrix to cluster a number of clusters k. The resulting clusters are then divided into small and large clusters according to spec-

ified thresholds. An outlier coefficient is then calculated for each object depending on whether it belongs to a small or large cluster. Finally, the

objects whose outlier coefficient is greater than an established threshold are selected as outliers.

There are some other proposals, such as the method proposed by Yoon, Kwon, and Bae (2007), setting out supervised outlier detection

methods based on the k‐means clustering algorithm. They divide the outliers into two groups: external outliers and internal outliers. To detect

outliers, they propose the use of the cubic clustering criterion (CCC) (Sarle, 1987) to automatically select k and run the k‐means algorithm. The

domain expert uses the output clusters to determine which objects are outliers. The outliers are then removed from the set of objects. This pro-

cess is repeated as many times as it takes to remove all outliers.

Finally, Stefatos and Hamza (2007) propose an outlier detection method within complex datasets, using the concepts of hierarchical clustering

and principal component analysis (PCA) (Jolliffe, 1986). In this case, the PCA technique is used to transform the initial observations (many) to a

(much smaller) set of new uncorrelated observations. To do this, an eigenvector matrix is built by selecting the first principal components. Finally,

the outliers are detected based on a clustering process, which, after dimensionality reduction, is much more straightforward.

Like the described methods, our proposal is based on a clustering process as this is useful for establishing groups of objects based on which it is

possible to run a detailed analysis in search of outliers. However, clustering‐based techniques require the establishment of a parameter k (number

of clusters). Our proposal can determine the above value of k without user intervention, which is one of the key advantages of our method with

respect to the clustering proposals in the literature. Additionally, our proposal does not need to establish the cluster size thresholds in order to

label the outlier groups, as we use the concept of the normal distribution to automate this process.
2.3 | Density‐based outlier detection

Another type of outlier detection methods are based on the density concept. In this case, an object is considered as an outlier when it is found in

areas where the object density is low; that is, it is isolated, and there are not many surrounding objects. Objects are labelled as outliers by calcu-

lating the inverse of the surrounding density. The technique is very similar to proximity‐based outlier detection. The key difference is the manner

in which the density of a point is established, as density is generally calculated from the proximity of one object to the other objects. For example,

the DBSCAN algorithm (Ester, Kriegel, Sander, & Xu, 1996) regards the density surrounding an object as equal to the objects that are within a

specified radius of the object.

The major challenge facing algorithms that use this approach is to determine the proximity radius. If a very low value is selected, then the den-

sity of many nonoutlier objects (on the edges of a dense region) will be low, and they will therefore score high as outliers. On the other hand, if the

radius value is very high, then many objects will not be considered as outliers as they have a very similar density to that of the nonoutliers.

The main proposal within this group of techniques, known as local outlier factor (LOF), was reported by Breunig et al. (2000), establishing the

use of the relative density concept. The above proposal addresses the calculation of an outlier factor for each object. This factor is calculated
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based on the relative density of an object with respect to its neighbours, such that an object that has a substantially lower density than its neigh-

bours will have a higher outlier factor.

Figure 2 shows three objects A, B, and C. Even though it is in a region with low object density, object A should not be considered as an outlier,

as the density of its neighbour is very similar. However, object B, which is in a higher density region, should be considered as an outlier, as the

density of its neighbours is clearly higher. Finally, object C is identified as an outlier as it is completely isolated.

Despite the improvements introduced by Breunig et al. (2000), we believe that, just like proximity‐based techniques, density‐based techniques

have the drawback of not being able to correctly detect outlier objects if the data are represented by a lot of sets with different densities. This is in

fact one of the major handicaps of density‐based techniques, which also require users to define parameters like the radius to be taken into account

to calculate the density. As mentioned in the preceding text, the users of our proposal do not have to define this type of parameters, which are

often outside their field of expertise.
2.4 | Outlier detection based on statistical approaches

Outlier detection techniques based on statistical approaches are founded on the use of previously created data‐based statistical models that are

then used to evaluate the probability of an object fitting the respective model. If the above probability is very low, the object is considered an

outlier.

The probability distribution model is built from data subject to the definition of a number of parameters. For example, if a Gaussian distribution

is adopted, it will be necessary to define the mean and standard deviation in order to calculate the probability of an object being in the distribution.

Other possible examples are the Poisson or the binomial data distributions. Figure 3 shows an example of a data distribution for a single attribute

whose mean is 0 and standard deviation is 1. In this case, it is necessary to establish the limits (distance of the attribute to the centre of the dis-

tribution) based on which an object is considered an outlier. For example, if the minimum probability value is defined as 4.55%, then values of x

less than –2 and greater than 2 will be considered outliers.

For outlier detection, it is of vital importance to establish which distribution best represents the data, as if the selected model is not suitable, an

object may be wrongly identified as an outlier (false positive) or not be identified as an outlier when it really is (false negative). This type of sta-

tistical approach is very effective when the data are fairly well‐known. The major limitation of this type of proposals is that, although many tech-

niques are available for evaluating a single attribute, there are not many options for assessing multiple attributes.

Despite the abovementioned difficulties, particularly the fact that statistical models (which can be highly dependent on the data domain) have

to be established a priori, we believe that the use of concepts related to statistical distributions has advantages for identifying outliers. In partic-

ular, the use of the Gaussian‐based normality concept is, in our view, a useful and applicable idea that has likewise been adopted in our proposal.
FIGURE 2 Examples of outliers



FIGURE 3 Outlier factor of three points (A,
B, and C) based on the concept of relative
density
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3 | THE PROPOSED SOLUTION: A CLUSTER ANALYSIS–BASED OUTLIER DETECTION
METHOD

Outlier detection in a dataset D = {Oj, 1≤j≤n} involves identifying any objects Oj that have very different features from the other objects in the set.

Section 2 reviewed the most representative state‐of‐the‐art proposals, which contribute important and useful problem‐solving ideas. However,

they also have several weaknesses and shortcomings, for example, the need for end users to establish parameter values or the fact that they

are not generalizable to domains with different characteristics (natural dispersion, dimensionality, size, etc.).

As also explained in Section 2, existing outlier detection techniques are based on wide‐ranging concepts. Many of these techniques require

objects to be clustered beforehand. After clustering, the clusters are analysed to identify the outliers. The proposal reported here adopts this

approach, which it combines with concepts borrowed from other outlier detection techniques, taking into account graphical and visual expert

knowledge to define the inherent data dispersion in each domain. For the clustering phase, we used an agglomerative hierarchical clustering algo-

rithm adapted to our needs. This clustering algorithm is based on the object similarity matrix. Similarity values are within the interval [0, 1], where

one indicates that the two objects are identical and zero means that they are completely different. The proposed outlier detection method

designed to locate the outliers in a domain expert‐like way is then applied to the output clusters.
3.1 | Hierarchical clustering

Agglomerative (bottom‐up) hierarchical clustering methods initially partition objects so that each object forms a single cluster. These clusters are

then agglomerated stepwise so that the two clusters that are most alike are merged in each step. This process is repeated until there is a single

cluster containing all the elements. This process is usually represented as a binary tree diagram, called dendrogram, where the leaf nodes represent

the initial partition and the root node represents the final cluster containing all the objects. After building the tree, we have to determine at which

level to cut off the dendrogram in order to output the clusters (elements that are underneath each branch on the cut‐off line will be in the same

cluster).

The procedure of agglomerative hierarchical clustering method used is shown in 1 (the first four steps show the general dendrogram construc-

tion process and the last two steps, a proposed division of the dendrogram into clusters).

Algorithm 1 Hierarchical clustering

‐ Input: Set of objects D = {Oj, 1≤j≤n}; similarity matrix S = (sij) 1≤i≤n, 1≤j≤n, sij∈[0, 1]

‐ Output: Set of clusters C

- Steps:

1. Assign each object in D (Om) to a cluster (Cm ∈ C).

2. Locate the most similar pair of clusters (Cp and Cq) and merge into a single cluster (Cpq).

3. Calculate the similarity between the new cluster and the other clusters.

4. Repeat Steps 2 and 3 until all the objects are in a single cluster of size n, outputting the final dendrogram D.
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5. Determine the threshold T that will be the baseline for the division of the dendrogram D.

Fragment the dendrogram D to output clusters in C.

In Step 1, we assign each object to a cluster to form n clusters, each containing an object. The similarities between the clusters will be the same

as the similarities between the objects in each cluster. In Step 2, we locate the most similar pair of clusters. They are then merged into a single

cluster, outputting one less cluster. In Step 3, we calculate the similarity between the new cluster and the other clusters. The similarity between

two clusters Ci and Cj will be the minimum similarity value between any object of Ci and any object of Cj, as indicated in Equation (1). This value is

stored in the respective dendrogram node.

Sim Ci;Cj

� � ¼ min Sim Ok;Olð Þð Þ; ∀Ok ∈ Ci; ∀Ol ∈ Cj (1)

We opted to use the minimum value between cluster similarity (known as single linkage), but there are other alternatives, such as the maximum

similarity value or the mean similarity value. The advantage of using the minimum similarity value is that it gives an idea of the greatest difference

between the elements of a cluster.

Later, we repeat Steps 2 and 3 until all the objects are in a single cluster of size n. Step 4 of the algorithm outputs the dendrogram, where any

dendrogram node stores the minimum similarity value between any pair of objects underneath that node. Therefore, the similarity stored in the

top nodes will always be less than the similarity in the bottom nodes. In Step 5, we determine the threshold T (cut‐off level) that will be the base-

line for outputting the clusters from the dendrogram. This threshold represents the minimum similarity value that there should be between two

objects if they are to be considered members of the same cluster. In fact, theT value represents a horizontal line. This line divides the dendrogram

such that all the nodes that have a greater similarity value thanT are below that line, and all the objects that hang from each branch on the cut‐off

line will be grouped in the same cluster. According toYang and Huang (2008), the threshold should be located within the interval (μ ‐ σ, μ), where μ

and σ are the mean and standard deviation of the similarities in the matrix S. If T = μ ‐ σ, then very few clusters are likely to be output. If T = μ, the

number of clusters will be greater. After running a number of tests, we decided to make T equal to the interval midpoint, as shown in Equation (2).

T ¼ 2μ − σ
2

(2)

Finally, in Step 6, we fragment the dendrogram using the similarity threshold T determined in Step 5 and output the clusters. This guarantees

that the similarity between any pair of objects belonging to the same cluster is equal to or greater than T.

Figure 4 shows an example of a dendrogram built from 30 objects whose root stores the value 0.23. This means that the minimum similarity

value between any pair of objects is 0.23. The value of 0.35 in the left‐hand subtree means that the minimum similarity value between any couple

of objects underneath this value (specifically objects 18–30) is 0.35. The value of 0.28 in the right‐hand subtree means that the similarity value

between any pair of objects underneath this value (specifically objects 1–17) is 0.28. For the dendrogram in this example, the cut‐off level was

set at T = 0.45, outputting four clusters, one for each of the branches cut by the line specified by threshold T.
FIGURE 4 Gaussian probability distribution
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The advantage of this clustering algorithm is that it is semi‐automatic; that is, no user intervention is required to determine the number of clus-

ters, which is done automatically.
3.2 | Outlier detection

Many outlier detection techniques are based on a previous clustering process. After clustering, the clusters are analysed to determine which clus-

ter elements can be considered outliers. Most of these techniques require user intervention to assign a value to the parameters used in the outlier

detection process. Often, outlier detection is a small part of a much broader process, and the user may not be qualified to assign the correct values

to these parameters.

The second problem with existing techniques is that they are usually based on purely numerical cluster analysis and do not account for how a

human domain expert would detect outliers in the above clusters.

With the technique proposed in this paper, we aim to overcome these two weaknesses. On the one hand, the technique should assure that the

user does not have to oversee or supervise the clustering process, and on the other hand, it should reflect how an expert would analyse the clus-

ters to identify outliers. This analysis is based on the following criteria, designed to account for how, by visually observing the clusters, experts

would determine outliers:

a. There could be a cluster representing most (over 50%) of the objects. In this case, the objects in this cluster are not outliers, whereas the

objects in the other clusters could be outliers.

b. The objects in the more isolated clusters (without neighbouring clusters) could be outliers. Cluster isolation can be measured as the average

distance to the other clusters.

c. The smaller the percentage of objects in a cluster (with respect to all the elements), the greater the likelihood of the objects in this cluster being

outliers.

d. Despite this, there may be domains where the objects tend to be very dispersed without necessarily being outliers. In such domains, the outlier

detection process should be very permissive, as only objects that are extremely isolated and far removed from the others will be real outliers.

The above, originally visual and informally presented, criteria constitute an algorithm that calculates an outlier factor for each object by trans-

lating the above criteria into specific algorithmic procedures. The outlier factor accounts for outlier detection criteria (a), (b), and (c). Finally, all the

factors are analysed and the outliers are determined. In this respect, the proposed method uses the concept of outlier factor set out by Yang and

Huang (2008). Our proposal differs from Yang and Huang's as to how the outlier factor is calculated based on the above criteria.

To account for criterion (d), the outlier detection algorithm includes a parameter d ∈ [0, 1], called inherent dispersion factor, whose value is set by

the domain expert. This parameter represents the intrinsic dispersion of the domain in question. If the value of this factor is 0, it means that the

objects are not expected to be very widely spread, and therefore, any elements that are located at a distance from the majority should be consid-

ered outliers. If, on the other hand, the value is closer to 1, it means that inherent domain dispersion is expected to be high and, therefore, the

objects should be treated more permissively even if they are isolated and far removed from the others.

Our method is designed for use by highly expert users in their particular application domain. According to research in our reference domains,

inherent dispersion is a known concept and, therefore, easy for experts to establish. On the other hand, note that the concept of inherent data

dispersion is different to the data density concept. Inherent domain dispersion represents the expected variation in the domain data. This inherent

dispersion is associated with the domain in question and not with a particular data sample of the above domain. Besides, density is a concept

linked to particular data instances and could represent a specific data scatter. Therefore, there would be no equivalent in our proposal to the prob-

lem of variable densities described in density‐based techniques, as inherent dispersion is a generic concept that depends on the domain and not on

the specific data under analysis.

Algorithm 2 Outlier detection

‐ Input: D = {Oj, 1≤j≤n}, the set of n objects; C = {Ci, 1≤i≤k}, the set of clusters (k is the number of clusters con-

taining n objects); d, the inherent dispersion factor

‐ Output: set of outliers OUTL

- Steps:

1. Calculate the outlier factor OF for each object in D belonging to cluster Ci.

2. Calculate the mean (μOF) and standard deviation (σOF) of the OFs.

3. Set the outlier threshold OT using value d.

4. Return outliers OUTL.
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In Step 1, we calculate the outlier factor OF ∈ (0, 1) for each object Oj belonging to cluster Ci, according to Equation (3).

OF Oj

� � ¼ OF #NEIGB Oj

� �þOFLOC Oj

� �
2

(3)

OF (Oj) is calculated as the arithmetic mean of the other two factors, OF#NEIGB(Oj)andOFLOC(Oj), which are calculated according to Equations (4)

and (5), respectively.

OF #NEIGB Oj

� � ¼ 1–
Cij j
Dj j (4)

TheOF#NEIGB(Oj) factor will increase as the number of objects in the cluster drops. This factor accounts for outlier detection criterion (c).

OFLOC Oj

� � ¼
1 − Sim Oj;Cr

� �
si∃Cr

1 −
∑Sim Oj;Ci

� �
k − 1

otherwise

8>>><
>>>:

9>>>=
>>>;

(5)

OFLOC(Oj) accounts for outlier detection criteria (a) and (b). If there is a representative cluster of a huge majority of objects, OFLOC(Oj) is cal-

culated as the similarity of object Oj to the representative cluster Cr. If the object is a member of the representative cluster, the factor value is 0. If,

on the other hand, there is no cluster representing the majority, the factor is calculated as the mean of the similarities of the object to all the clus-

ters, except the cluster of which it is a member. In this case, the similarity of an object Oj to a cluster Ci (Oj ∉ Ci) can be considered to be the max-

imum similarity value of object Oj to any object in Ci. Note that the greater the value of these factors, the more likely the object is to be an outlier.

In Step 2, we calculate the mean (μOF) and standard deviation (σOF) of the OFs. Then, in Step 3, we set the outlier threshold OT according to

Equation (6), which will be discussed later.

OT ¼ μOF þ 1þ 2d2
� �

σOF (6)

Finally, Step 4 returns as outliers any objects whose OF is greater than OT as shown in Equation (7).

OUTL ¼ Oj ∈ DjOF Oj

� �
> OT;1 ≤ j ≤ n

� �
(7)

Note that Steps 2, 3, and 4 should account for outlier detection criterion (d). If the value of d is 0, then OT = μOF + σOF, and according to the

Gaussian probability distribution tables, there will be a relatively high likelihood of finding an object with an OF value greater than OT. As the value

of d increases, the likelihood of finding outliers decreases. The extreme case is when the value of d is 1. In this case, OT = μOF + 3σOF, and con-

sequently, the likelihood of finding outliers is almost 0. Figure 5, which shows the normal or Gaussian distribution curve, illustrates this point.
4 | VALIDATION OF THE PROPOSED METHOD

To validate the proposed method, we ran a number of tests using data from two different domains: stabilometry, a branch of medicine studying

human balance, and EEG, a neurological exploration used to study the electric activity generated by the brain and the nervous system.

Note that, apart from the above domains, our method is applicable to any domain where it is possible to establish a similarity measure (or dis-

tance) between each pair of objects. In the particular case of the stabilometry and EEG domains, each object or individual is represented by a time

series that records the balance and neurological activity, respectively, of the individual in question.

Our proposal is evaluated according to a similarity matrix between each pair of time series of each individual. To build the above matrix, we

used a time series comparison method reported elsewhere (Lara, 2011; Lara, Lizcano, Pérez, & Valente, 2014) and explained in Section 4.1.

The data used to validate our proposal in the stabilometry and EEG domains are described in Sections 4.2 and 4.3, respectively. The results are

reported in Section 4.4.

4.1 | Method used to build similarity matrices

The comparison of two time series is one of the major time series analysis problems. If a similarity measure between time series is available, it is

possible to output different patterns in a set of time series, search a time series for a specified pattern, simplify a set of time series by finding sim-

ilar time series, detect outlier time series, and so for. In the field of economics, for example, similarity measures are applied to compare interest or

inflation rates in different geographical regions or to compare time series of stock exchange values with known patterns for categorization. Most
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existing techniques compare one whole series with another whole series (Agrawal, Faloutsos, & Swami, 1993; Chan & Fu, 1999). However, there

are many problems focusing on certain regions of interest, known as events, rather than analysing the whole time series (Povinelli, 1999). This

applies to areas where it is interesting to analyse short‐lived events. One example is seismography, where the points of interest occur when

the time series shows an earthquake, volcanic activity leading up to the earthquake, or replicas. Other examples of this type of domains with time

series that contain events are stabilometry and EEG, our reference domains.

To determine the similarity between each pair of time series, the comparison method used identifies the events that both series have in com-

mon. The greater the number of events that two series have in common, the closer similarity will be to 1. If the series do not have any event in

common, similarity will be equal to 0. The method used for this purpose was originally proposed elsewhere (Lara et al., 2014). It is outlined here

less formally, using the original notation.

To determine whether an event in one time series appears in another, the event has to be characterized by the means of a set of attributes and

compared with the other events of the other series. To speed up this process, all the events present in the two time series are clustered. There-

fore, if two events belong to the same cluster, they are similar. The goal is to find events that are members of the same cluster and belong to dif-

ferent time series.

Therefore, the algorithm used for extracting events common to two time series SA and SB is as follows:

function Similarity (SA,SB)

cluster all events Em of both time series

{events that appear in SA or in SB}

for every cluster extracted from Step 2 do

while there are events of SA and SB in the cluster do

create all the possible event pairs (EAi and EBj)

where EAi ∈ SA and EBj ∈ SB

select the event pair that

minimizes distance (EAi,EBj)

{Equation (12) describes the distance to be used.

This extracts the two most alike events that are

common to both series because they are in the

same cluster, belong to different time series, and

minimize distance to each other}

delete events EAiand EBj from the cluster.

return the pair (EAi,EBj)

{(EAi,EBj) is an event common to both series}
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end while

end for

return the similarity between SA and SB.

{similarity is calculated according to Equation(2)}

end function

Algorithm Step 7 extracts the events that are common to the two series, outputting a set of event pairs such that (EAi and EBj) indicates that

event i of series SA is equal to (or similar enough to be considered the same as) event j of series SB. Based on the above common event pairs, the

similarity value between the time series is determined using Equation (8), where Em denotes each of the identified events in both series.

SIM SA; SBð Þ ¼
∑
i; j
length pair EAi; EBj

� �� �

∑
m
length Emð Þ (8)

In Equation (2), length_pair is the duration of pair (EAi and EBj), which is determined by Equation (9).

length pair EAi; EBj
� �� � ¼ length EAið Þ þ length EBj

� �
(9)

Besides, length is the duration of a particular event Em, which, as specified in Equation (10), is the absolute difference between the time at

which the event ends and the time at which it starts.

length Emð Þ ¼ final timestamp Emð Þ − initial timestamp Emð Þj j (10)

Equation (8) should reflect the following idea: the aim is to compare the number of time series that are common to the two times series

(numerator) with respect to the total number of useful time series, that is, with respect to the total length of the events (denominator). The more

events there are in common, the greater the numerator will be, and the similarity value will, therefore, be higher. If there is no event in common,

both the numerator and the similarity value will be 0. If all the extracted events are common, the similarity value will be 1. The denominator of this

equation could exceptionally be 0. This would occur when there are no events for analysis. In this case, the value 1 will be assigned to similarity.

Equation (8), which is used to calculate the similarity between time series, does, in fact, have the same underlying idea as the Jaccard similarity

coefficient. This coefficient, formulated as shown in Equation (11), measures the similarity between two sets of elements A and B, defined as the

intersection between two sets (common elements, A ∩ B) divided by the union of the same two sets (all the elements of the two sets, A ∪ B)

(Jaccard, 1908).

SIM Jaccard A; Bð Þ ¼ A∩Bj j
A∪Bj j (11)

We looked at other measures of similarity when we proposed this method, including Sorensen's similarity index (Sorensen, 1957). However,

we opted for a similarity formula based on the Jaccard index, as it is especially suited for quantitative data, is a normalized similarity measure,

and adopts the same idea as set out by our comparison method for identifying common elements.

We should also explain some aspects of the event clustering process (Step 2). To cluster events, it is necessary to calculate the distance between

each pair of events explained under algorithm Step 2. The distance between events is also used in Step 7. In both cases, we opted for the city‐block

distance (Black, 2006). This distance calculates the sum of the absolute differences between each of the coordinates of two vectors.

dij ¼ ∑
p

k¼1
xik − xjk
�� �� (12)

In Equation (12), i and j are the vectors to be compared, and p is the number of coordinates (dimension). Again, we considered other distance

measures. However, we finally chose the city‐block distance, because it uses the mean distance per attribute during the clustering process to

determine whether two elements are members of the same cluster. This mean distance per attribute is calculated straightforwardly by dividing

the total distance dij by the number of attributes p. Thus, the city‐block distance saves time, because it obviates additional transformations that

would make the clustering process more complex to develop and more computationally intensive.

Bottom‐up hierarchical clustering techniques were used.

4.2 | EEG

An electroencephalogram machine is a device used to create a picture of the electrical activity of the brain. It has been used for both medical diag-

nosis and neurobiological research, especially to study the neuronal correlates of mental activity. The essential components of an EEG machine
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include electrodes, amplifiers, a computer control module, and a display device. EEG machines are used for a variety of purposes. In medicine, they

are used to diagnose such things as seizure disorders, head injuries, and brain tumours.

Decision‐making based on EEGs, which are time series of signals, often requires information regarding the signal characteristics (Barry, Clarke,

& Johnstone, 2003; Hassan & Subasi, 2017; Kovalerchuk, Vityaev, & Ruiz, 2000; Salma et al., 2018; Tzallas, Tsipouras, & Fotiadis, 2007; Wolpaw

et al., 2000). Electroencephalogram analysis is a very useful technique for investigating the activity of the central nervous system. It provides infor-

mation related to brain activity based on measurements of electrical recordings taken on a subject's scalp. The information output by EEGs can be

analysed to make inferences and conduct studies with respect to patient health and the effective treatment of many diseases. EEG analysis has

often been used to help medical doctors with their diagnostic procedures using information technology, especially whenever there are problems of

differential disease diagnosis. Intelligent system methods provide the opportunity to formalize medical knowledge and standardize diagnostic pro-

cedures in specific domains of medicine for storage in computer systems.

All EEG signals considered in this research were recorded with the same 128‐channel amplifier system, using an average common reference.

The data were digitized at 173.61 samples per second using 12‐bit resolution. Bandpass filter settings were 0.53–40 Hz (12 dB/oct). Typical EEGs

are illustrated in Figure 6.

In our research, we have used the publicly available data described by Andrzejak et al. (2001), comparing the dynamic properties of brain elec-

trical activity from different recording regions and from different physiological and pathological brain states. Using the nonlinear prediction error

and an estimate of an effective correlation dimension in combination with the method of iterative amplitude adjusted surrogate data, they analyse

sets of electroencephalographic EEG time series.

The complete dataset consists of five sets (denoted A–E), each containing 100 single‐channel EEG segments. These segments were selected

and cut out from continuous multichannel EEG recordings after visual inspection for artefacts, for example, due to muscle activity or eye move-

ments. Sets A and B consisted of segments taken from surface EEG recordings that were carried out on five healthy volunteers. Volunteers were

relaxed in an awake state with eyes open (A) and eyes closed (B), respectively. Sets C, D, and E were taken from the presurgical diagnosis EEG

archive. Figure 7 shows examples of five different sets of EEG signals for different subjects.
4.3 | Stabilometry

Stabilometry is a set of techniques for analysing human postural control (Barigant, Merlet, Orfait, & Tetar, 1972; Boniver, 1994; Takada, 2019;

Yamamoto et al., 2018). It is also referred to as posturography, statokinesimetry, and posturometry. To gather information on postural control,

stabilometry uses dynamometric platforms, which are sensitive to the horizontal and vertical forces. These platforms are connected to computer

systems that are capable of displaying the centre of gravity. Figure 8 shows a patient performing a test on a stabilometry platform.

Stabilometry dates back to around 1850, when Romberg (1853) conducted a number of studies to check the postural sway of individuals with

their eyes open and closed, and Barany (awarded the Nobel Prize in Physiology and Medicine) described postural instability and explored the

vestibulospinal function in patients with vestibular injuries (Stockwell, 1981). A series of postural control techniques were developed from the
FIGURE 6 Normal distribution plot



FIGURE 7 Ten to twenty international system of electrode placement [taken from https://en.wikipedia.org/wiki/10%E2%80%9320_system_
(EEG)]

FIGURE 8 Example of five different sets of EEG signals taken from different subjects [Andrzejak et al., 2001]
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inception of stabilometry to the end of the 19th century. However, they were very painful and invasive for the patient. A second research trend

then emerged that aimed to record sway by analysing the pressure exercised by the subject on a platform. This research trend led to Baron (1964),

a posturographical system that was composed of four electromagnetic pressure sensors and was used widely. Baron's statokinesiometer can be

considered the forerunner of current stabilometric systems.

Postural control is a key element for understanding how able a person is to perform everyday activities. The aim of postural control is to main-

tain the balance and equilibrium of the body either at rest (static balance) or in motion or subject to different stimuli (dynamic balance). It has two

major objectives:

▪. Stability, keeping the projected centre of mass within the supporting base.

▪. Orientation, that is, the ability to maintain an adequate relationship between the different parts of the body and between these and the sur-

rounding environment.

To measure postural control, the patient performs a series of tests. The different tests are designed to isolate the principal sensory, motor, and

biomechanical components that contribute to balance with the aim of being able to evaluate the individual's ability to use these components sep-

arately or together (Sanz, 2000).

https://en.wikipedia.org/wiki/10%E2%80%9320_system_
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Although, in principle, stabilometry was designed merely as a postural control and balance assessment technique, it is currently regarded as a

useful tool for patient diagnosis (Rama & Pérez, 2003; Ronda, Galvañ, Monerris, & Ballester, 2002) and for the treatment of balance‐related dis-

orders (Barona, 2003). Some examples of its use are:

▪. Analysis of the influence of age and sex on postural control, especially the study of imbalance in the elderly and people with motor disorders

(Lázaro et al., 2005; Nguyen, Pongchaiyakul, Center, Eisman, & Nguyen, 2005; Raiva, Wannasetta, & Gulsatitporn, 2005; Sinaki, Brey, Hughes,

Larson, & Kaufman, 2005).

▪. Analysis of stability in patients with neurological diseases (Martín & Barona, 2007; Ronda et al., 2002).

▪. Study of the effect of diverse drugs on stability (Song, Chung, Wong, & Yogendran, 2002).

There are two fundamental divisions with modern posturography:

a. Static. Static posturography uses fixed platforms to measure patient sway through the pressure exerted by their feet on the platform.

b. Dynamic. Dynamic posturography is based on the use of a platform placed on a support capable of moving horizontally, inclining forward or

backward and rotating around an axis that is collinear with the ankles. One of the main dynamic posturography systems was developed by

Nashner (Bowman & Mangham, 1989) and later studied by Black and Nashner (1984, 1985).

In our research, we used a modern static posturography device: Balance Master commercialized by NeuroCom® International (2004). This

device is composed of a metal platform that is placed on the floor and divided into two lengthwise platforms connected with each other. The metal

platform is surrounded by a wooden platform whose sole mission is to stop patients tripping and falling. The patient has to stand on the metal

platform to perform a number of tests. UNI, LOS, and RWS are the tests that provide experts with most information (Lara, 2011).

To evaluate the method proposed in this research, we used time series for a total of 120 patients, 60 of whom had Ménière's disease, a disease

that affects the inner ear and is primarily characterized by vertigo [International Statistical Classification of Diseases and Related Health Problems

(ICD) H81.0], and the other 60 constituting a control group of healthy patients with the same characteristics. Vertigo‐related diseases are some of

the disorders most commonly studied in the field of stabilometry.

All 120 patients performed the UNI, LOS, and RWS stabilometric tests to measure balance. These tests were then run under different condi-

tions and several times according to the medical protocol. The number of time series for validation was 6480, a reasonable number taking into

account that it is hard to get access to this type of private information and stabilometric tests are highly complex (provide a great deal of infor-

mation but are at the same time costly to perform in terms of time and resources).
4.4 | Results

This section reports the results of running the experiments on the above datasets. Section 4.4.1 describes the results of evaluating method quality,

and Section 4.4.2 compares our method with similar proposals. Finally, Section 4.4.3 studies the complexity and efficiency of our method.
4.4.1 | RQ1: Method quality

To evaluate the quality of the outlier detection method, we used the above sets of time series for both the EEG and stabilometry domains. Table 1

summarizes the above time series, including the name of the set, the number of timestamps in the series, and the number of time series in each set.

As part of the evaluation, an expert in each domain was asked to visualize the time series in question and determine which should be consid-

ered outliers. Likewise, experts were asked to establish the inherent data dispersion parameter, whose value was 0.4 for electroencephalographic

data and 0.2 for stabilometric data. Our system immediately identified the outliers, which were compared with the expert decisions, as summa-

rized in Table 2. Table 2 contains the names of the datasets, the series identifiers, the number of samples in each set, the number of outliers
TABLE 1 Data used in experiments

Name of set #Time series timestamps Number of samples

EEG_Epileptic 1000 100

EEG_Healthy 1000 100

STAB_Ménière 4000 3240

STAB_Healthy 4000 3240



TABLE 2 Overall results of experimentation

Set Time series_Id #Samples EO SO FP FN

EEG_Epileptic EEG_E1..EEG_E100 100 5 5 0 (0%) 0 (0%)

EEG_Healthy EEG_H1..EEG_H100 100 8 8 0 (0%) 0 (0%)

STAB_Ménière STB_M1..STB_M3240 3240 108 109 2 (1.85%) 1 (0.93%)

STAB_Healthy STB_H1..STB_H3240 3240 167 169 3 (1.8%) 1 (0.6%)

LARA ET AL. 15 of 23
identified by the expert (EO – expert outliers), the number of outliers located by the system (SO – system outliers), the number of false positives

(FP), and false negatives (FN) output by the system.

For the statistical study of the results, we decided to divide outcomes into subsets of time series to provide more points for building a more

reliable regression model reflecting the evolution of the rate of false positives depending on the number of outliers detected by the system. The

first two sets were not divided as they were relatively small. The stabilometric sets were divided taking into account the stabilometric test to

which each series belongs, UNI, LOS, or RWS. Table 3 shows the results for the separated data.

The data shown in Tables 2 and 3 were used to conduct a regression analysis of the false positive variable depending on the descriptive var-

iables of each dataset. We analysed covariance to, on one hand, check the degree of dependency of this result on each of the inherent dataset

characteristics and, on the other hand, find a regression model that can interrelate the analysed variable with the other variables. Thus, we first

validated the analysed sample for bias, and we were then able to describe how the analysed variable evolves when the other dimensions are mod-

ified (data size, number of data outliers, etc.). The results of this study are shown in Table 4.

As the data volumes are constant, it is not necessary to conduct Tukey HSD or Levene tests to check for biases or possible explanations of

changes of sample mean or variance.

Because the factor most correlated with the percentage of false positives is the outlier volume, the next step was to build a regression model

for the false positive variable with respect to this explanatory variable. To build this model, we tested three types of adjustments: a simple linear

adjustment and two parametric nonlinear adjustments based on exponential and logarithmic approximations. Table 5 shows how good each

adjustment is.

In view of the adjustment data, the regression model that best describes the result for the false positive variable is the logarithmic model (R2

and adjusted R2 closest to 1), as shown in the regression plots for each adjustment, illustrated in Figure 9.

According to the above model, the percentage of false positives can be calculated using the equation Y= 0,74*Ln(X) – 1.22.

After conducting this overall analysis of the quality of the proposed method, we ran a detailed analysis of the results for each domain. The

precision of the method was analysed in depth using electroencephalographic data, as there were fewer and more manageable data in this domain,

whereas effectiveness was studied in detail considering the stabilometric data, as there were a large number of samples.

With respect to the electroencephalographic data, the method determined that there were three clusters within epileptic patients, as shown in

Table 6. Table 6 shows the clusters, the number of objects in each cluster, the detected outliers, and the mean and standard deviation values for

the outlier factor OF. It is clear that the value for this factor is highest for cluster C3, which makes sense considering the isolation of the elements

of this cluster. The value of the outlier threshold calculated using Equation 6 was 0.624, suggesting that the elements of C3 are outliers according

to the system, which is entirely consistent with the expert stipulations.

For healthy patients, the method determined that there are five clusters, as shown inTable 7, structured as above. In this case, the outlier fac-

tor was rated as 0.5777, which indicates that the elements of clusters C2, C4, and C5 are outliers. The result for healthy patients also matched the

expert verdict.
TABLE 3 Results of the experimentation divided into subsets

Set Number of samples Expert outliers System outliers False positives False negatives

EEG_Epileptic 100 5 5 0 (0%) 0 (0%)

EEG_Health 100 8 8 0 (0%) 0 (0%)

STAB_Ménière_UNI 720 4 4 0 (0%) 0 (0%)

STAB_Healthy_UNI 720 6 6 0 (0%) 0 (0%)

STAB_Ménière_LOS 1440 49 49 1 (2.04%) 1 (2.13%)

STAB_Healty_LOS 1440 105 107 2 (1.9%) 0 (0%)

STAB_Ménière_RWS 1080 55 56 1 (1.82%) 0 (0%)

STAB_Healthy_RWS 1080 56 56 1 (1.79%) 1 (1.89%)



TABLE 4 Regression study of the false positive variable

Adjustment coefficients:

R (correlation coefficient) 0.987

R2 (coefficient of determination) 0.999

Adjusted R2 (adjusted coefficient of determination) 0.999

Explained Sum of Squares (ESS) 0.001

Evaluation of the value of the information from the variables (H0 = Y = Moy(Y)):

Source DoF Sum of squares Mean square Fisher's F Pr > F

Model 6 7.163 1.194 17624.999 0.006

Residuals 1 0.000 0.000

Total 7 7.163

Model parameters

Parameter Value Standard deviation Student's t Pr > t Lower bound 95 %

Intersection ‐0.187 0.009 ‐20.544 0.031 ‐0.303

Number of samples 0.003 0.000 102.813 0.006 0.002

Expert outliers ‐0.018 0.000 ‐48.036 0.535 ‐0.023

Set‐EEG_Epileptic 0.000 ‐ ‐ ‐ ‐

Set‐EEG_Healthy 0.055 0.012 4.636 0.013 ‐0.096

Set‐STAB_Ménière_UNI ‐1.747 0.017 ‐102.243 0.006 ‐1.964

Set‐STAB_Healthy_UNI ‐1.710 0.016 ‐103.953 0.006 ‐1.920

Set‐STAB_Ménière_LOS ‐0.888 0.019 ‐47.549 0.013 ‐1.126

Set‐STAB_Healthy_LOS 0.000 ‐ ‐ ‐ ‐

Set‐STAB_Ménière_RWS 0.000 ‐ ‐ ‐ ‐

Set‐STAB_Healthy_RWS 0.000 ‐ ‐ ‐ ‐

TABLE 5 Goodness of the different regression adjustment types

Linear regression Exponential regression Logarithmic regression

R (correlation coefficient) 0.881 0.750 0.971

R2 (coefficient of determination) 0.775 0.562 0.943

Adjusted R2 (adjusted coefficient of determination) 0.738 3.301 0.407

SCR 1.609 0.750 0.971

FIGURE 9 Patient performing a test on a stabilometric platform
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4.4.2 | RQ2: Comparison with other proposals

Section 2 discussed the existing outlier detection proposals, outlining the drawbacks of each technique type, such as the following:



TABLE 6 Detailed analysis of results for the EEG_Epileptic set

Inherent dispersion = 0.4 (determined by the expert)

Cluster_Id Number of objects Detected outliers μOF σOF

C1 62 0 0.241 0.197

C2 34 0 0.573 0.193

C3 5 5 0.928 0.147

TOTAL 100 5 0.372 0.191

OF threshold = 0.624

TABLE 7 Detailed analysis of results for the EEG_Healthy set

Inherent dispersion = 0.4 (determined by the expert)

Cluster_Id Number of objects Detected outliers μOF σOF

C1 47 0 0.326 0.181

C2 2 2 0.923 0.112

C3 45 0 0.335 0.178

C4 4 4 0.912 0.135

C5 2 2 0.931 0.098

TOTAL 100 8 0.363 0.162

OF threshold = 0.577
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a. Specification of a number of neighbours to calculate the proximity of an object.

b. Specification of a number of clusters for later analysis.

c. High computational cost.

d. Existence of different dataset densities.

e. Difficulty establishing statistical models that are representative of data.

Despite the above drawbacks, the existing techniques also have major advantages and strengths. They have been adopted in our proposal with

a view to improving the above techniques and providing a general purpose and semi‐automatic mechanism for identifying outliers.

Of the existing proposals, the one that is most like our proposal was reported by Torgo et al. (2009). This proposal reports a clustering mech-

anism that requires the user to specify the value of k (number of clusters). Our proposal takes the onus off the user in this respect by automatically

determining the number of clusters. On the other hand, the output clusters (Torgo et al., 2009) are subject to a cluster analysis that merely takes

into account their size such that outliers are identified based on the threshold parameter t indicating the maximum size of a cluster whose mem-

bers are considered outliers. Our proposal aims to go a step further, conducting a broader analysis of the clusters considering not only their size

but also their distance with respect to the other clusters and the inherent data dispersion of each domain, both of which are issues overlooked by

Torgo et al. (2009). To check out the benefits of including the above two factors, we delved deeper into the analysis described in Section 4.4.1 and

summarized in Tables 6 and 7, and we compared the outcomes of our method and Torgo et al.' s proposal. Focusing on the clusters of epileptic

individuals (Table 6), we find that the technique described by Torgo et al. (2009) works correctly with an assignment of values greater than 5 to t.

However, the Torgo method would not detect the five outliers for values of t equal to or less than 5, where there are thus five false negatives.

Looking now at healthy individuals (Table 7), the method reported by Torgo et al. (2009) would work correctly when t is greater than 4, as it would

correctly detect outliers. However, for values of less than 4, the method would not work, as it would not identify outlier individuals as outliers.

There would be 4 and 5 false negatives with values of t less than 4. In both cases, our method is found to work at least as well as the most similar

method. With the data used, our method works better as the false negative rate is much lower.

4.4.3 | RQ3: Performance

With respect to the efficiency of the proposed method, we carried out a study to measure the execution time with respect to the number of sam-

ples. The datasets used are not large enough to be able to carry out a proper efficiency study. Therefore, we have taken the stabilometric data of

healthy and epileptic patients, and we have randomly created aggregate sets of input data that were fed into the algorithm. The size of these test
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datasets ranged from 0 to 1000000 data, a large enough size to measure method complexity and test its scalability with large input datasets. The

experiments were conducted on a machine with an Intel Core i3 2.4‐GHz processor with 4GB of RAM, running Ubuntu v16.04. The evolution of

runtime depending on the number of input data is shown in Figure 10.

Figure 10 shows the clustering time and clustering‐based outlier detection time separately and globally. Most of the time (with values ranging

from 84% to 91%) is consumed by clustering, whereas only a small part (from 9% to 16%) is used for outlier detection. For example, the clustering

time for 200000 records was 209 s, whereas the outlier detection time was 39 s. More computational details are provided below.

Looking at the different points of the graph in Figure 10, we also conclude that the complexity of our method is quadratic, as expected. On the

one hand, the complexity of the bottom‐up hierarchical clustering algorithm is O(N2), whereas the cluster‐based outlier identification process is, at

worst, O(N). The worst case will occur when there are the same number of clusters and objects. The overall complexity of the method is, therefore,

the most restrictive of the above two, that is, O(N2). Proposals like ours, such as the one described by Torgo et al. (2009), are similarly complex, as

they are based on a bottom‐up hierarchical clustering process with similar characteristics to ours in terms of efficiency.
5 | DISCUSSION

As shown in the preceding text, thorough experiments have been conducted to test the quality of the proposed outlier detection method, using a

rather large set of quite complex real data.

The system validation focused on the rate of false positives detected by our system (Table 2), as this is considered to be the key estimator of

the quality of outlier identification methods. Only five false positives were detected in all of the experiments conducted. This is a false positive

rate of less than 2%. As far as false negatives are concerned, the method also proved to perform excellently, as, of the four conducted experi-

ments, only two detected a false negative, which is equivalent to an error rate of less than 1%. Rates lower than 10% are considered to be accept-

able in this type of approaches.

Note that both the false negative and the false positive rates in the set of electroencephalographic data were 0. Therefore, the method cor-

rectly identified the exact number of events detected by experts. It is true that the number of outliers was much smaller in the electroencepha-

lographic case study. This point would appear to suggest that the method works especially well in sensitive domains where there are few outliers.

Outlier detection in such domains is even more crucial, because, as there very few outliers, any error will drive up the overall percentage error

enormously.

In the stabilometric domain, where there are more outliers, we conducted a detailed analysis by exercise type and found that the errors were

more or less uniformly distributed by exercise type. This, again, is a positive sign, suggesting that the method performs well in different domains

(Table 3).
FIGURE 10 Regression plots for the analysed models
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On the other hand, the analysis of covariance (ANCOVA) that we conducted (Table 4) indicates that, for a 95% confidence interval, the false

positives variable has a 98.7% correlation with the set of qualitative and quantitative variables under study, namely, sample size, analysed medical

domain, and number of outliers identified by the expert. This means that the ANCOVA model can predict the percentage of false positives for

each set of study variables with a reliability of 99.9% (value indicated by R2). This suggests first and foremost that the proposed model performs

predictably and deterministically. Fisher's F is also very high for the number of degrees of freedom, which means that the result of outlier detec-

tion will be predictable and depend on the analysed domain and the outliers identified by the expert. This assures that the system behaves like an

expert in terms of outlier detection. The probabilities Pr > t suggest that the factor that most affects the percentage of false positives is the num-

ber of outliers identified by the expert (this is the highest‐scoring factor at 0.535). Accordingly, we can state that statistically, the data sample is

not biased and the model is, in principle, independent of the analysed domain. This is a desirable feature for any outlier detection mechanism.

We also conducted a regression analysis (Figure 10) to check the method's asymptotic performance when certain parameters were changed.

The resulting regression equation suggests that the percentage error will not be much affected, even if the number of identified outliers increases.

In fact, it lies below 10% in the vast majority of cases, and this is an acceptable threshold for this type of methods. Only in samples where the

number of outliers is greater than 3.8 million (e15.1621) is the proposed method likely to fail, producing more than 10% false positives.

Finally, we carried out an introspective study of the analysed objects (Tables 6 and 7). We analysed the discrepancies between our method and

reality and reached the conclusion that they were due, in all cases, to the assigned outlier factor value being very close to the threshold. This sug-

gests that the wrongly identified individuals were misclassified by a very close margin. The studies carried out suggest that the weight assigned to

the OFLOC measure in the equation for calculating the outlier factor could be too large, as the results improved if the weight of this factor was

reduced. Despite the few false positives, we are considering conducting a study on how to optimize the weight adjustment process for each cri-

terion used to identify outliers for future research.

To compare our method with other techniques, we also conducted a more qualitative study, described in Section 4.4.2. This small‐scale study

aims to illustrate the drawback of having to establish the correct parameter values in order to identify outliers, especially when they are outside

the expertise and beyond the control of the domain experts. A correct initialization of the above parameters can lead, as we have seen, to poor

quality outlier detection. Therefore, our method was designed with the aim of minimizing the use of the above parameters. In fact, only one

parameter – inherent data dispersion – has to be entered. This is a parameter with which domain experts are acquainted and find easy to establish.

On the other hand, based on the data from the experiments measuring method efficiency (Figure 10), we find that the clustering process will

determine method scalability, although it is true, as mentioned later, that this is a process that is used routinely by businesses and institutions

worldwide despite its cost. Additionally, the method performed acceptably even a number (1 million) of objects that is much larger than usually

occurs in typical domains (i.e. a rather theoretical value) within an acceptable time period of less than 1 hr (57 min). Perhaps, other more efficient

proposals would be recommendable in critical real‐time domains of this or similar size.

One last issue worth considering within this section is the representativeness of the studies reported here and the applicability of the method

in other academic, industrial, and commercial spheres. In this respect, note that we believe that the two analysed domains are sufficient to show

that the proposed method is useful and efficient. Although we examine two branches of medicine, both the characteristics of the data (size, dimen-

sionality, and natural dispersion) and the experts involved in the experiments are very different. They are, in actual fact, completely unconnected

branches of medicine (one related to balance and the other to neurology).

Obviously, it would be very interesting to extend the studies carried out with data from other areas both inside and outside medicine. For

example, the method described here could be applied to locate outliers in radiodiagnostic images in order to detect tumours. Outside of the med-

ical domain, it could be used to identify outlier credit card transaction sequences to reveal possible card theft fraud. The first example uses image

data, whereas the second could be fed by transactional time series.

As already mentioned, the only condition for method application in real environments is basically that a distance measure can be defined

between each pair of objects. Distance measure definition is possible provided objects can be characterized (identifying a series of features). This

would appear to be practicable in any domain that generates data. The only drawback for scaling the method to real commercial environments (e.g.

a hospital or a bank) is the computational complexity of the clustering process. However, as mentioned above, companies around the world are

systematically using segmentation techniques, on which ground this drawback should not pose an obstacle to method use.

The above examples show that the proposed method can be applied whenever it is possible to define a distance measure between objects for

clustering purposes, irrespective of the data domain and type. Therefore, method use is not confined to time series. Another point worth mentioning

is the role played by experts: theymust define the natural dispersion of the domain objects beforehand, which is not always a straightforwardmatter.

6 | CONCLUSIONS AND FUTURE WORKS

Within the KDD process, outlier detection is regarded as a key data processing task that is able to output more representative and better quality

models. Outside the KDD field, outlier detection is, in itself, a task that is very useful for spotting fraud, diagnosing diseases, etc.

In this paper,we propose an outlier detectionmethodbased on an initial clustering process. The aim behind the proposal outlined in this paper is to

overcome the specificity of many of the existing outlier detection techniques that fail to take into account the inherent dispersion of domain objects.
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The outlier detection method is based on four criteria that aim to account for how human beings identify outliers within a set of objects after

visually analysing the clusters containing those objects. This has an advantage over other clustering‐based outlier detection techniques that are

founded on a purely numerical analysis of clusters.

The method described in this paper has been satisfactorily tested on data (time series) from the stabilometry domain, a branch of medicine that

studies human balance and postural control, and EEG, which is a neurological exploration used to diagnose nervous system disorders. To validate

this proposal, we ran a series of tests comparing the results determined by a physician and domain expert with the outcomes of applying the out-

lier detection method. There was a good match between the two sets of results. In particular, the observed false positive rate was not greater than

2% in any case, and the false positives trend was found to be asymptotically positive and close to total precision with larger samples.

The experiments conducted also revealed that the proposed method outperformed other proposals, as, the results, using a more or less auto-

mated process, were as good as, or in some cases even better than, other techniques that require the definition of rather a lot of domain‐specific

parameters.

We also carried out a method efficiency study showing that its only limitation is the computational complexity of the clustering processes,

which, even though they are costly, are widely used in KDD within academia and industry.

The outlier detection method uses a number of criteria to generate an outlier factor for each population member. The above factors were

translated to a particular specification within the method using a series of equations that account for each factor. Despite the good results,

one future line of research is to conduct an in‐depth study of the influence of each of the above factors on the outcomes, possibly establishing

a new factor weighting within the proposed method depending on their influence on the outcomes.

Another important future line to be addressed in the next stage would be to apply the proposed method in other domains where time series

are also representative data, for example, the financial world, and particularly the stock market. It would, of course, be interesting to apply the

proposed method to other data types, for example, spatial data, multimedia data (images), and document texts. As already mentioned, we would

merely have to define a distance metric between objects as a basis for the clustering process, and the remainder of the method would work with

the definition of object dispersion for the specific application domain (medicine, finance, etc.).

Finally, we are considering the possibility of implementing the method described here in a broader expert system, for example, in the field of

medical diagnosis. In this case, the proposed method would be applied as a preliminary preprocessing step for filtering out outliers and then build-

ing more precise reference models of different groups (healthy/ill) for disease diagnosis. It goes without saying that the objects to be filtered and

used to build such models must contain data (time series or others) that represent the characteristics of the disease to be diagnosed.
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