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Abstract

We are experiencing a new digital revolution in which data are becoming a key pillar for business and industry. Promoting data
sharing, without compromising data sovereignty and traceability, is fundamental since it provides a heterogeneous ecosystem with
the potential to enrich the variety of applications and services that take part in this digital revolution. In this scope, the use of
secure and trusted platforms for sharing and processing personal and industrial data is crucial for the creation of a data market
and a data economy. Protecting data goes beyond restricting who can access what resource (covered by identity and access control
respectively): it becomes necessary to control how data are treated, which is known as data usage control. Data usage control
provides a common and trustful security framework to guarantee the sovereignty and the responsible use of organizations’ data
by third-party entities, easing and ensuring data sharing in ecosystems such as industry or smart cities. In this article, we present
an architecture proposal for achieving access and usage control in shared data ecosystems among multiple organizations. The
proposed architecture is based on the UCON (Usage Control) model and an extended XACML (eXtensible Access Control Markup
Language) Reference Architecture, relying on key aspects of the IDS (International Data Spaces) Reference Architecture Model.
Its modular design and technology-agnostic nature provide an integral solution while maintaining flexibility of implementation.
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1. Introduction

The recent digitization of production processes and the proliferation of the Industrial Internet of Things [9] bring a
new digital paradigm to the scope of the industry and are part of the key elements behind Industry 4.0. Sensor-enabled
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manufacturing equipment allows real-time communication, smart diagnosis and autonomous decision-making based
on previously collected data.

In this scope, the use of secure and trusted platforms for sharing and processing personal and industrial data is cru-
cial for the creation of a data market and a data economy. Security is a cross-sectional concept that affects all the com-
ponents present in a data sharing and processing architecture. The notion of security transcends traditional concepts
such as authentication, authorization, access control, encryption, confidentiality, privacy, etc. However, when talking
about data and the new ways of managing and exchanging them, new difficulties arise in ensuring data sovereignty.

Regarding data sharing and in terms of security, not only is it important to control who can access what resource
(covered by identity and access control respectively), but also how data is allowed to be used. This is of special
relevance in publish/subscribe scenarios in which data are sent in real-time to data consumers. In such cases, after
providing the data, providers have no knowledge or control over how data are treated. Access Control seems to be
insufficient to protect data traffic in this new scenario: it needs to be extended to more complete models, such as usage
control, in order to meet these new requirements, guaranteeing that the data consumer makes appropriate use of data.
A key concept in data sharing environments is trust. Trust management concerns guaranteeing privacy and securing
the exchange of data between participants in the e-business paradigm. Consequently, ensuring and standardizing trust
systems, which not only preserve the sovereignty of business data but also enable secured transactions in the market-
place, takes on special relevance. The International Data Spaces (IDS) Reference Architecture Model establishes a
trust model to fulfill these requirements in the scope of Industry 4.0 [16].

Regarding data usage control, the UCON (Usage Control) model defined by Shandu and Park [20] was presented as
the next generation access control model for performing both data control at the time of access and during or after the
usage. The inclusion of the new features provided by UCON derives in several attempts to implement usage control.
However, the development of a complete framework of data usage control applied to Shared Data Spaces is still an
open issue.

In this article, we present a proposal of an architecture based on UCON, an extended-XACML (eXtensible Access
Control Markup Language) reference architecture [15], and the International Data Spaces (IDS) Reference Architec-
ture Model [16] for providing access and usage control to shared data between multiple organizations. Its modular
design and technology-agnostic nature provide an integral solution while maintaining flexibility of implementation.
This paper is structured as follows. In the next section, related work on data usage control is reviewed. In section three,
we present our proposed solution describing each component in the architecture as well as the roles and the interac-
tions between them. Finally, section four presents the conclusions and provides some highlights of future research.

2. Related Work

In regard to data usage control, most proposals in literature take the UCON model [20] as a starting point. However,
depending on the field of application, these overtures take different approaches. For instance, Russello and Dulay
presented xDUCON [19], a cross-domain usage control framework for coordinating and enforcing usage control
policies across different collaborating organizations. In said framework, a cross-domain data space instance is shared
among the organizations in order to be used as a local enforcement point of the control policies. As a result of that, the
coordination of the enforcement policies is easier to specify since it is not necessary to include details of the receiving
organization structure. A subsequent article was presented by the same authors [18]: as a complementary part of the
xDUCON framework, they defined cross-domain policies, which are capable of dealing with the mutability issues
of the UCON model and providing a fine-grained decision mechanism that can be captured by the defined policies.
xDUCON provides a general perspective for providing capabilities of policy enforcement and specification. However,
no prior works have provided an architecture that covers not only the enforcement and definition mechanisms for
access and usage control but also a full description of the whole process that data usage control involves.

Similarly, Lazouski [11] proposed a usage control system focused on applications in cloud systems. The conducted
research is based on the UCON model and the OASIS XACML standard to regulate the usage of cloud resources.
The principles applied to this proposal were presented by Jiao [10], including the core components and the interaction
mechanisms between them. These concepts allow to develop an implementation of the authorization system integrated
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Álvaro Alonso, Joaquı́n Salvachúa, Gabriel Huecas
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manufacturing equipment allows real-time communication, smart diagnosis and autonomous decision-making based
on previously collected data.

In this scope, the use of secure and trusted platforms for sharing and processing personal and industrial data is cru-
cial for the creation of a data market and a data economy. Security is a cross-sectional concept that affects all the com-
ponents present in a data sharing and processing architecture. The notion of security transcends traditional concepts
such as authentication, authorization, access control, encryption, confidentiality, privacy, etc. However, when talking
about data and the new ways of managing and exchanging them, new difficulties arise in ensuring data sovereignty.

Regarding data sharing and in terms of security, not only is it important to control who can access what resource
(covered by identity and access control respectively), but also how data is allowed to be used. This is of special
relevance in publish/subscribe scenarios in which data are sent in real-time to data consumers. In such cases, after
providing the data, providers have no knowledge or control over how data are treated. Access Control seems to be
insufficient to protect data traffic in this new scenario: it needs to be extended to more complete models, such as usage
control, in order to meet these new requirements, guaranteeing that the data consumer makes appropriate use of data.
A key concept in data sharing environments is trust. Trust management concerns guaranteeing privacy and securing
the exchange of data between participants in the e-business paradigm. Consequently, ensuring and standardizing trust
systems, which not only preserve the sovereignty of business data but also enable secured transactions in the market-
place, takes on special relevance. The International Data Spaces (IDS) Reference Architecture Model establishes a
trust model to fulfill these requirements in the scope of Industry 4.0 [16].

Regarding data usage control, the UCON (Usage Control) model defined by Shandu and Park [20] was presented as
the next generation access control model for performing both data control at the time of access and during or after the
usage. The inclusion of the new features provided by UCON derives in several attempts to implement usage control.
However, the development of a complete framework of data usage control applied to Shared Data Spaces is still an
open issue.

In this article, we present a proposal of an architecture based on UCON, an extended-XACML (eXtensible Access
Control Markup Language) reference architecture [15], and the International Data Spaces (IDS) Reference Architec-
ture Model [16] for providing access and usage control to shared data between multiple organizations. Its modular
design and technology-agnostic nature provide an integral solution while maintaining flexibility of implementation.
This paper is structured as follows. In the next section, related work on data usage control is reviewed. In section three,
we present our proposed solution describing each component in the architecture as well as the roles and the interac-
tions between them. Finally, section four presents the conclusions and provides some highlights of future research.

2. Related Work

In regard to data usage control, most proposals in literature take the UCON model [20] as a starting point. However,
depending on the field of application, these overtures take different approaches. For instance, Russello and Dulay
presented xDUCON [19], a cross-domain usage control framework for coordinating and enforcing usage control
policies across different collaborating organizations. In said framework, a cross-domain data space instance is shared
among the organizations in order to be used as a local enforcement point of the control policies. As a result of that, the
coordination of the enforcement policies is easier to specify since it is not necessary to include details of the receiving
organization structure. A subsequent article was presented by the same authors [18]: as a complementary part of the
xDUCON framework, they defined cross-domain policies, which are capable of dealing with the mutability issues
of the UCON model and providing a fine-grained decision mechanism that can be captured by the defined policies.
xDUCON provides a general perspective for providing capabilities of policy enforcement and specification. However,
no prior works have provided an architecture that covers not only the enforcement and definition mechanisms for
access and usage control but also a full description of the whole process that data usage control involves.

Similarly, Lazouski [11] proposed a usage control system focused on applications in cloud systems. The conducted
research is based on the UCON model and the OASIS XACML standard to regulate the usage of cloud resources.
The principles applied to this proposal were presented by Jiao [10], including the core components and the interaction
mechanisms between them. These concepts allow to develop an implementation of the authorization system integrated
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with OpenNebula1 that serve as a validation mechanism for that proposal. A similar approach was presented by
Marra [12], consisting of a framework for distributed usage control for the Internet of Things (IoT), using the UCON
model and the XACML reference architecture as a base and implementing a Java application capable of running a
usage control system over the IoT devices. They deployed a case study in which they took metrics for evaluating the
performance of the devices and determining the feasibility through implementation on real devices and performance
experiments. Nevertheless, these proposals provide usage control capabilities in some isolated and specific scenarios
(IoT, Cloud, etc), these overtures do not cover their application in data ecosystems where mixed environments are
presented. Due to this fact, the necessity of generating a more flexible framework, capable of being adapted to these
data ecosystems, is identified.

On the other hand, in order to avoid the security risks and keep the data under control of their owner, Di Cerbo [5]
proposed a framework for securing data sharing across the cloud and mobile engines, relying the enforcing mechanism
and rules definition on policy languages like XACML and an extended version of PPL (PrimeLife Policy Language)
[4]. However, said research is only presented as a first effort towards the implementation of access and usage control
functionalities, and some additional work is needed to provide a complete reference architecture.

Building on prior research, this paper proposes a comprehensive architecture for providing access and data usage
control in data sharing ecosystems based on UCON and an extended XACML Reference Architecture, and relying
on key aspects of the IDS Reference Architecture Model. The topics of secure data sharing, anonymization and log
analysis techniques are considered for the development of this proposal and based on prior research such as [16, 1].
Nonetheless, further detail on these topics is out of the scope of this paper. Moreover, the proposed architecture is in-
tegrated into a complete identity and access control solution with support to application-scoped security management
[2, 7].

3. Proposed Solution

In this section, we present the principles that we have taken into account for designing our access and data usage
control solution. Then, we describe the proposed architecture and the workflow to understand the details and the
responsibilities of each component.

3.1. Design Principles

• Trust. It is the basis for all the relations between different organizations. Thus, being part of trusted environments
is a key part of every operation, including data exchange. Data usage control is achieved thanks to this principle,
which is made possible, among other reasons, thanks to the use of IDS Connectors with a level 1 or level
2 Security Profile [16]. Accordingly, Data Providers can be sure that their data are treated according to the
specified usage policies by the IDS Connector on the Data Consumer’s side.
• Interoperability. Components of the data usage control architecture should be connected in such a way they

can guarantee that the policy creation, verification, and the enforcement mechanism can be applied in a trust-
worthy manner. Moreover, in order to ensure interoperability of all the agents involved, the communication
between them should follow a common This approach provides a way of achieving usage control in distributed
ecosystems with standard that allows sharing data, and manage identity and access and usage control.
• Sovereignty. Regarding data, the concept of sovereignty deals with reaching a balance between the need to

protect someone’s data and sharing these data with a third party. Consequently, in data sharing ecosystems, data
sovereignty is one of the core aspects to be preserved. Data usage control must provide methods for respecting
and protecting the data of all parties involved. Data providers must have access to monitoring and configuration
tools that allow them to control what happens to their data.
• Performance and flexibility. In real-time scenarios, in which data are processed in streaming, the mechanisms

designed to ensure data sovereignty have to meet some performance requisites. Usage policies have to be
checked in time windows that allow a rapid reaction in case they are not complied with by data consumers.

1 OpenNebula: https://opennebula.org
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On the other hand, the designed solution needs to be extremely flexible in order to conform to the variety of
requirements present in e-business, industry, and smart city scenarios, among others.

3.2. Architecture

The IDS Reference Architecture presented by Fraunhofer and the International Data Spaces Association [16] shows
that, in a cross-company data exchange, four actors are involved: Data Owner, Data Provider, Data Consumer and Data
User. However, it is usual for the Data Owner to automatically assume the role of Data Provider as well, although
there are some exceptions in cases when strict segmentation is needed. The same behavior takes place between the
Data Consumer and the Data User, which are frequently represented by the same organization. On this basis, in the
data usage control context, it is possible to define a simplified actor model with only two actors: the Data Provider and
the Data Consumer. In this model, the Data Provider is the user or organization that owns the data and is in charge of
deciding which information is shared, and also of defining the access and usage control policies applicable to the data
that will be used by the Data Consumer. On the other hand, the Data Consumer is the legal entity that has the legal
right to use the data of a Data Provider as is specified by its usage policy.

Nevertheless, the Data Privacy Directive 95/46/EC [17], now superseded by the General Data Protection Regu-
lation (GDPR) [21], defines an additional component named Data Controller: ”The controller is responsible for the
lawfulness of the processing, for the protection of the data, and respecting the rights of the data subject. The controller
is also the entity that receives requests from data subjects to exercise their rights” [6]. According to the definition
of the Data Controller and Data Provider, a fusion between this two actors is feasible leading to the definition of a
two-actor model (Data Provider and Data Consumer) that covers not only the IDS reference architecture but also the
one proposed by the GDPR.

Additionally, the IDS Reference Architecture presents another important actor that should be taken into considera-
tion: the Identity Provider (IdP). It is in charge of checking the authenticity of all the actors involved in the architecture
and provides all the features related to identity management. These include actor registration, authentication, pass-
word management and typically the possibility of grouping actors in organizations to manage them under the same
conditions.

In regard to data usage control, we extend traditional access control in order to include additional specification,
management, enforcement, decision and control mechanisms. As a result, the enforcement and control can be achieved
with the inclusion of XACML components such as PXP (Policy Execution Point), PDP (Policy Decision Point), and
PAP (Policy Administration Point).

On the basis of these considerations and the principles explained in the previous section, we have designed a
comprehensive architecture reference model for achieving access and usage control in data processing scenarios. Fig.
1 shows the proposed architecture in which the following actors are involved: the Data Consumer, the Data Provider,
and the Identity Provider. Below, we also detail the interaction between the described components for providing access
and usage control.

3.2.1. Identity Provider
The Identity Provider is in charge of storing data consumers’ and providers’ information in the data usage control

architecture. It should support delegated authentication and authorization protocols such as OAuth 2.0 or OpenID
Connect [14], so that data providers and consumers can be easily authenticated and verified by third-party applications.
Additionally, the IdP should be centralized and user-centric, focusing on consent to access data.

The identity and access control mechanisms of the proposed architecture are based on the IAACaaS (IoT
Application-Scoped Access Control as a Service) model [2, 7], which also relies on the XACML reference archi-
tecture. IAACaaS allows for the flexible management of permissions in order to enable scoped access control where
Data Consumers can play different roles depending on the Shared Data Space where they are consuming data. This is
possible thanks to an OAuth 2.0-based IdP that also features the possibility of grouping Data Consumers in organiza-
tions for managing access control jointly.

Data Consumer. The infrastructure on the Data Consumer’s side consists of a data processing engine and, option-
ally, a storage system.

Processing Engine. The processing engine is a software system in charge of performing operations on data. It
usually consists of a series of computing nodes that implement some clustering technology for parallelizing operations
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protect someone’s data and sharing these data with a third party. Consequently, in data sharing ecosystems, data
sovereignty is one of the core aspects to be preserved. Data usage control must provide methods for respecting
and protecting the data of all parties involved. Data providers must have access to monitoring and configuration
tools that allow them to control what happens to their data.
• Performance and flexibility. In real-time scenarios, in which data are processed in streaming, the mechanisms

designed to ensure data sovereignty have to meet some performance requisites. Usage policies have to be
checked in time windows that allow a rapid reaction in case they are not complied with by data consumers.

1 OpenNebula: https://opennebula.org
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On the other hand, the designed solution needs to be extremely flexible in order to conform to the variety of
requirements present in e-business, industry, and smart city scenarios, among others.

3.2. Architecture

The IDS Reference Architecture presented by Fraunhofer and the International Data Spaces Association [16] shows
that, in a cross-company data exchange, four actors are involved: Data Owner, Data Provider, Data Consumer and Data
User. However, it is usual for the Data Owner to automatically assume the role of Data Provider as well, although
there are some exceptions in cases when strict segmentation is needed. The same behavior takes place between the
Data Consumer and the Data User, which are frequently represented by the same organization. On this basis, in the
data usage control context, it is possible to define a simplified actor model with only two actors: the Data Provider and
the Data Consumer. In this model, the Data Provider is the user or organization that owns the data and is in charge of
deciding which information is shared, and also of defining the access and usage control policies applicable to the data
that will be used by the Data Consumer. On the other hand, the Data Consumer is the legal entity that has the legal
right to use the data of a Data Provider as is specified by its usage policy.

Nevertheless, the Data Privacy Directive 95/46/EC [17], now superseded by the General Data Protection Regu-
lation (GDPR) [21], defines an additional component named Data Controller: ”The controller is responsible for the
lawfulness of the processing, for the protection of the data, and respecting the rights of the data subject. The controller
is also the entity that receives requests from data subjects to exercise their rights” [6]. According to the definition
of the Data Controller and Data Provider, a fusion between this two actors is feasible leading to the definition of a
two-actor model (Data Provider and Data Consumer) that covers not only the IDS reference architecture but also the
one proposed by the GDPR.

Additionally, the IDS Reference Architecture presents another important actor that should be taken into considera-
tion: the Identity Provider (IdP). It is in charge of checking the authenticity of all the actors involved in the architecture
and provides all the features related to identity management. These include actor registration, authentication, pass-
word management and typically the possibility of grouping actors in organizations to manage them under the same
conditions.

In regard to data usage control, we extend traditional access control in order to include additional specification,
management, enforcement, decision and control mechanisms. As a result, the enforcement and control can be achieved
with the inclusion of XACML components such as PXP (Policy Execution Point), PDP (Policy Decision Point), and
PAP (Policy Administration Point).

On the basis of these considerations and the principles explained in the previous section, we have designed a
comprehensive architecture reference model for achieving access and usage control in data processing scenarios. Fig.
1 shows the proposed architecture in which the following actors are involved: the Data Consumer, the Data Provider,
and the Identity Provider. Below, we also detail the interaction between the described components for providing access
and usage control.

3.2.1. Identity Provider
The Identity Provider is in charge of storing data consumers’ and providers’ information in the data usage control

architecture. It should support delegated authentication and authorization protocols such as OAuth 2.0 or OpenID
Connect [14], so that data providers and consumers can be easily authenticated and verified by third-party applications.
Additionally, the IdP should be centralized and user-centric, focusing on consent to access data.

The identity and access control mechanisms of the proposed architecture are based on the IAACaaS (IoT
Application-Scoped Access Control as a Service) model [2, 7], which also relies on the XACML reference archi-
tecture. IAACaaS allows for the flexible management of permissions in order to enable scoped access control where
Data Consumers can play different roles depending on the Shared Data Space where they are consuming data. This is
possible thanks to an OAuth 2.0-based IdP that also features the possibility of grouping Data Consumers in organiza-
tions for managing access control jointly.

Data Consumer. The infrastructure on the Data Consumer’s side consists of a data processing engine and, option-
ally, a storage system.

Processing Engine. The processing engine is a software system in charge of performing operations on data. It
usually consists of a series of computing nodes that implement some clustering technology for parallelizing operations
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in order to process data at a large scale. Some of the most well-known technologies for this purpose are Apache
Spark2 and Apache Flink3. These technologies include a programming interface that facilitates the task of performing
transformations on data. The data may be ingested directly from the Data Provider or read from the Data Consumer’s
storage system if it has been saved beforehand. All the operations performed on data are logged and sent to the Data
Provider, so the data usage that is being reported can be analyzed and verified for policy compliance.

Storage System. The Data Consumer may optionally need a storage system in which the data received from the
Data Provider are saved for later use, which can be a database or a file system. Also, the results of processing data can
be saved in the storage system as well.

Data Provider. The infrastructure on the Data Provider’s side has two differentiated blocks: the Data Infrastructure
component and the Access/Usage Control component.

Data Infrastructure. The Data Infrastructure component is where data are stored prior to being shared either
in batch mode or real-time. It provides a communication interface with the Shared Data Space to which both Data
Consumer and Data Provider have access.

Access/Usage Control. The Data Access/Usage component is in charge of checking and enforcing provider-
defined policies.

• Policy Enforcement Point (PEP). The PEP intercepts incoming requests from the Data Consumer towards the
Data Provider’s infrastructure in order to enforce access control on resources. All requests must include autho-
rization parameters, such as OAuth 2.0 tokens [8], retrieved at authentication time from the IdP. By using these
parameters, the PEP is able to validate actors’ identity from an IdP and wait for a decision from the access Pol-
icy Decision Point (aPDP) component based on the attributes received, the requested resource, and the access
policies that apply to said resource. The same process takes place for usage control, in which data processing
traces including authorization parameters are redirected to the uPDP once the validity of said parameters is
verified by the IdP. This verification ensures that the Processing Engine that is sending the traces is the one for
whom the usage policies at the uPDP apply.
• Policy Administration Point (PAP). The PAP component in the data usage control architecture provides an

interface through which both access and usage control policies can be created and stored in a database. Access
policies are directly consulted by the aPDP at the PAP database every time the Data Consumer requests access

2 Apache Spark: https://spark.apache.org
3 Apache Flink: https://flink.apache.org

6 Andres Munoz-Arcentales et al. / Procedia Computer Science 00 (2019) 000–000

to a resource. In the case of usage policies, when these are updated, the PAP sends them to the Policy Translation
Point (PTP) using a Policy Specification Language. We propose to use an extension of the Open Digital Rights
Language (ODRL) defined by the W3C (World Wide Web Consortium) [13]. ODRL is a policy expression
language that provides a flexible and interoperable information model, vocabulary, and encoding mechanisms
for representing statements about the usage of content and services. However, the architecture we propose is
agnostic of the Policy Specification Language so it will be defined in future works.
• Access Policy Decision Point (aPDP). The aPDP is in charge of deciding whether or not to grant access to

a requested resource. It makes a decision by checking the policies created through the PAP interface and the
information embedded in the data request intercepted by the PEP.
• Policy Translation Point (PTP). The PTP is in charge of converting the policies received from the PAP, which

are defined by using a Policy Specification Language, to a program that runs on the uPDP. A new program is
generated and deployed each time the policies are updated at the PAP.
• Usage Policy Decision Point (uPDP). The main objective of the uPDP is to verify that the Data Consumer

complies with the data usage policies defined by the Data Provider. The uPDP runs an ad-hoc program built
by the PTP on the basis of the policies created through the PAP. This program receives the traces generated by
the processing engines on the Data Consumer’s side, previously intercepted by the PEP, as a stream of events,
and attempts to detect patterns in data that would lead to conclude that the operations performed on data do not
comply with the policies. In case of non-compliance, the PXP is notified.
• Policy Execution Point (PXP). The PXP is in charge of enforcing punishments on the Data Consumer. It receives

a notification from the uPDP in case of policy non-compliance. As a result, the PXP executes the corresponding
punishment for the specific policy violation, which may range from revoking access to data to stopping the data
processing program on the Data Consumer’s side.

3.3. Workflow

In the proposed architecture, there are two main workflows: (1) the Data Provider specifies the access and usage
policies that apply to data, and (2) the Data Consumer makes use of the data subject to the specified policies.

The first scenario is represented in Fig. 2. The Data Provider makes use of the interface delivered by the PAP in
order to create a series of policies for data access and usage, which are represented by means of a Policy Specification
Language. Access policies are made available to be later consulted by the aPDP. Usage policies are sent to the PTP,
which converts them into a program which is deployed at the uPDP. The data stored at the data infrastructure is made
available for the Data Consumer to use through a Shared Data Space.

The second scenario is represented in Fig. 3. The Data Consumer first needs to authenticate against the IdP in order
to retrieve the necessary authorization parameters, which need to be included in all the messages from the Data Con-
sumer to the Data Provider. These messages are intercepted by the PEP, which checks the validity of the authorization
pare meters with the IdP. For the sake of simplicity, the IdP is not included in the figure. After authenticating, the Data
Consumer can request a specific data resource stored at the Data Providers infrastructure. The PEP intercepts the data
request and, if the provided authorization parameters are valid, it consults the aPDP to ensure that the Data Consumer
has the right to access that specific resource (provisions). The Data Consumer gains access to the resource through
the Shared Data Space and begins performing operations on them. All the operations are logged in the Processing
Engines traces and sent to the uPDP. The PEP intercepts these traces and, if the authorization parameters are correct,
it redirects them to the uPDP. The uPDP continuously checks these traces in order to verify policy compliance. In case
of non-compliance, the uPDP notifies the PXP, which is in charge of enforcing the corresponding punishment (obli-
gations). Since the log generation takes place outside the scope of the Data Provider, one noted concern is that these
logs could be easily manipulated. However, as it has been mentioned before, this architecture relies on the assumption
that both the Data Consumer and the Data Provider share a trusted environment.

4. Conclusions and Future Work

The architecture presented in this paper offers a complete solution for achieving access and usage control in data
sharing ecosystems. It is based on UCON, XACML, and the IDS reference architecture, in which two actors are
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in order to process data at a large scale. Some of the most well-known technologies for this purpose are Apache
Spark2 and Apache Flink3. These technologies include a programming interface that facilitates the task of performing
transformations on data. The data may be ingested directly from the Data Provider or read from the Data Consumer’s
storage system if it has been saved beforehand. All the operations performed on data are logged and sent to the Data
Provider, so the data usage that is being reported can be analyzed and verified for policy compliance.

Storage System. The Data Consumer may optionally need a storage system in which the data received from the
Data Provider are saved for later use, which can be a database or a file system. Also, the results of processing data can
be saved in the storage system as well.

Data Provider. The infrastructure on the Data Provider’s side has two differentiated blocks: the Data Infrastructure
component and the Access/Usage Control component.

Data Infrastructure. The Data Infrastructure component is where data are stored prior to being shared either
in batch mode or real-time. It provides a communication interface with the Shared Data Space to which both Data
Consumer and Data Provider have access.

Access/Usage Control. The Data Access/Usage component is in charge of checking and enforcing provider-
defined policies.

• Policy Enforcement Point (PEP). The PEP intercepts incoming requests from the Data Consumer towards the
Data Provider’s infrastructure in order to enforce access control on resources. All requests must include autho-
rization parameters, such as OAuth 2.0 tokens [8], retrieved at authentication time from the IdP. By using these
parameters, the PEP is able to validate actors’ identity from an IdP and wait for a decision from the access Pol-
icy Decision Point (aPDP) component based on the attributes received, the requested resource, and the access
policies that apply to said resource. The same process takes place for usage control, in which data processing
traces including authorization parameters are redirected to the uPDP once the validity of said parameters is
verified by the IdP. This verification ensures that the Processing Engine that is sending the traces is the one for
whom the usage policies at the uPDP apply.
• Policy Administration Point (PAP). The PAP component in the data usage control architecture provides an

interface through which both access and usage control policies can be created and stored in a database. Access
policies are directly consulted by the aPDP at the PAP database every time the Data Consumer requests access

2 Apache Spark: https://spark.apache.org
3 Apache Flink: https://flink.apache.org
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to a resource. In the case of usage policies, when these are updated, the PAP sends them to the Policy Translation
Point (PTP) using a Policy Specification Language. We propose to use an extension of the Open Digital Rights
Language (ODRL) defined by the W3C (World Wide Web Consortium) [13]. ODRL is a policy expression
language that provides a flexible and interoperable information model, vocabulary, and encoding mechanisms
for representing statements about the usage of content and services. However, the architecture we propose is
agnostic of the Policy Specification Language so it will be defined in future works.
• Access Policy Decision Point (aPDP). The aPDP is in charge of deciding whether or not to grant access to

a requested resource. It makes a decision by checking the policies created through the PAP interface and the
information embedded in the data request intercepted by the PEP.
• Policy Translation Point (PTP). The PTP is in charge of converting the policies received from the PAP, which

are defined by using a Policy Specification Language, to a program that runs on the uPDP. A new program is
generated and deployed each time the policies are updated at the PAP.
• Usage Policy Decision Point (uPDP). The main objective of the uPDP is to verify that the Data Consumer

complies with the data usage policies defined by the Data Provider. The uPDP runs an ad-hoc program built
by the PTP on the basis of the policies created through the PAP. This program receives the traces generated by
the processing engines on the Data Consumer’s side, previously intercepted by the PEP, as a stream of events,
and attempts to detect patterns in data that would lead to conclude that the operations performed on data do not
comply with the policies. In case of non-compliance, the PXP is notified.
• Policy Execution Point (PXP). The PXP is in charge of enforcing punishments on the Data Consumer. It receives

a notification from the uPDP in case of policy non-compliance. As a result, the PXP executes the corresponding
punishment for the specific policy violation, which may range from revoking access to data to stopping the data
processing program on the Data Consumer’s side.

3.3. Workflow

In the proposed architecture, there are two main workflows: (1) the Data Provider specifies the access and usage
policies that apply to data, and (2) the Data Consumer makes use of the data subject to the specified policies.

The first scenario is represented in Fig. 2. The Data Provider makes use of the interface delivered by the PAP in
order to create a series of policies for data access and usage, which are represented by means of a Policy Specification
Language. Access policies are made available to be later consulted by the aPDP. Usage policies are sent to the PTP,
which converts them into a program which is deployed at the uPDP. The data stored at the data infrastructure is made
available for the Data Consumer to use through a Shared Data Space.

The second scenario is represented in Fig. 3. The Data Consumer first needs to authenticate against the IdP in order
to retrieve the necessary authorization parameters, which need to be included in all the messages from the Data Con-
sumer to the Data Provider. These messages are intercepted by the PEP, which checks the validity of the authorization
pare meters with the IdP. For the sake of simplicity, the IdP is not included in the figure. After authenticating, the Data
Consumer can request a specific data resource stored at the Data Providers infrastructure. The PEP intercepts the data
request and, if the provided authorization parameters are valid, it consults the aPDP to ensure that the Data Consumer
has the right to access that specific resource (provisions). The Data Consumer gains access to the resource through
the Shared Data Space and begins performing operations on them. All the operations are logged in the Processing
Engines traces and sent to the uPDP. The PEP intercepts these traces and, if the authorization parameters are correct,
it redirects them to the uPDP. The uPDP continuously checks these traces in order to verify policy compliance. In case
of non-compliance, the uPDP notifies the PXP, which is in charge of enforcing the corresponding punishment (obli-
gations). Since the log generation takes place outside the scope of the Data Provider, one noted concern is that these
logs could be easily manipulated. However, as it has been mentioned before, this architecture relies on the assumption
that both the Data Consumer and the Data Provider share a trusted environment.

4. Conclusions and Future Work

The architecture presented in this paper offers a complete solution for achieving access and usage control in data
sharing ecosystems. It is based on UCON, XACML, and the IDS reference architecture, in which two actors are
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Fig. 2. Workflow for the Data Provider

Fig. 3. Workflow for the Data Consumer

considered: Data Provider and Data Consumer. It defines a series of building blocks for deploying the proposed
architecture, as well as a detailed workflow for both actors. The proposed solution is technology-agnostic, which
makes it suitable for a wide range of different scenarios. Moreover, it requires minimum intervention on the part of
the third-parties involved in the data exchange, guaranteeing that the data usage control is performed transparently to
the end user.

As a result of this research, the necessity of defining a usage control policy specification language is identified,
which would allow formalizing the provisions, obligations, controllability and observability that the UCON model
introduces. Moreover, the need for a common vocabulary that allows to identify and standardize the system events
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and system traces becomes apparent. We will focus our future efforts on the Policy Specification Language definition,
conceived as an extension of ODRL, as well as the definition of the aforementioned vocabulary. Further work is
required in order to create an implementation of the proposed architecture. In this regard, the FIWARE European
open-source framework4 is seen as a suitable option for this endeavor, since it provides a series of technological
components for storing and processing data. As a matter of fact, the International Data Spaces initiative has previously
established liaisons with other open-source initiatives, among which is the FIWARE platform. This liaison led to the
development of a first implementation approach of the IDS architecture using the FIWARE components as building
blocks, as described in [3]. Lastly, a complete use case will be developed in order to validate the architecture and its
implementation in a real-world scenario.
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required in order to create an implementation of the proposed architecture. In this regard, the FIWARE European
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components for storing and processing data. As a matter of fact, the International Data Spaces initiative has previously
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