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RESUMEN 

La conducción autónoma es un campo que está ganando importancia en los últimos años. Son muchas 

las marcas de coches que están invirtiendo grandes cantidades de dinero en desarrollar modelos que 

sean completamente autónomos. Es una carrera sin descanso en la que el ganador conseguirá una 

mejor posición en el mercado que su competencia.  

En este Trabajo Fin de Máster se va a realizar una presentación de los fundamentos de la conducción 

autónoma, como funciona y que sensores se utilizan para obtener la información necesaria para que la 

conducción se pueda realizar de forma segura. Posteriormente se va a realizar un estudio del arte de 

las bases de datos que se utilizan para desarrollar soluciones de conducción autónoma y de los 

algoritmos de detección de objetos que se pueden usar para trabajar con esas bases de datos.  

Tras realizar este estudio se va a intentar implementar, desarrollar y evaluar un entorno de conducción 

autónoma capaz de detectar diversos tipos de objetos que suelen encontrarse durante la conducción y 

además en el caso de las señales de tráfico ser capaz de identificar a que tipo pertenece esa señal de 

tráfico detectada. 

Para ello se va a construir un coche robótico que posea como unidad de procesamiento una Raspberry 

Pi y a la que se le proporcionará una ayuda para el procesado de la información mediante GPU de 

conexión por puerto USB llamada Movidius Neural Compute Stick. 

Posteriormente para la detección de objetos se van a utilizar dos algoritmos diferentes, el YOLOv3 y 

su versión Tiny con la finalidad de comparar los resultados tanto de precisión como de tiempo de 

procesamiento. Con estos algoritmos se obtiene el “Bounding Box” que delimita el lugar donde se 

encuentra el objeto detectado y a que clase pertenece este objeto. Para esta tarea se ha utilizado la base 

de datos BDD100K la cual contiene una gran cantidad de imágenes etiquetadas.  

Tras realizar la detección se procede en caso de que el objeto detectado sea una señal de tráfico a la 

identificación de esta. Para ello se va a implementar una red neuronal convolucional capaz de 

clasificar el “Bounding Box” que delimita la señal de tráfico. Para esta tarea se ha utilizado la base de 

datos German Traffic Sign Recognition Benchmark la cual contiene imágenes de distintos tipos de 

señales de tráfico aunque para este proyecto no se van a utilizar todos ellos. 

Por último se van a introducir ambos modelos en el coche robótico construido de tal forma que pueda 

procesar la información que recibe y en función de la señal de tráfico identificada en este proceso ser 

capaz de realizar la acción de la conducción que corresponde a esa señal de tráfico. 
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SUMMARY 

Autonomous driving is a field that is taking on increasing importance in recent years. Many car 

brands are investing large amounts of money in developing models that will be completely 

autonomous. It is a non-stop race in which the winner will get a better position in the market than his 

competition. 

In this Master's Thesis, a presentation will be made of the fundamentals of autonomous driving, how 

it works, and which sensors are used to obtain the necessary information for safe driving. Afterwards, 

a study of the art of the databases used to develop autonomous driving solutions and the object 

detection algorithms that can be used to work with these databases will be carried out. 

After carrying out this study it will be attempted to implement, develop and evaluate an autonomous 

driving environment capable of detecting various types of objects that are usually found while driving 

and also in the case of traffic signs to be able to identify what type of traffic sign belongs to the one 

detected. 

For this purpose, a robotic car will be built with a Raspberry Pi as a processing unit, which will be 

provided with an assistance for the processing of the information by means of a GPU connection 

through a USB port called Movidius Neural Compute Stick. 

Subsequently, two different algorithms will be used for object detection, the YOLOv3 and its Tiny 

version, to compare the results in terms of both accuracy and processing time. With these algorithms 

we obtain the "Bounding Box" that delimits the place where the detected object is located and to 

which class this object belongs. For this task, the BDD100K database has been used, which contains 

many images labelled. 

After the detection, if the object detected is a traffic sign, it will be identified. For this purpose, a 

convolutional neural network will be implemented, capable of classifying the "Bounding Box" that 

delimits the traffic sign. For this task, the German Traffic Sign Recognition Benchmark database has 

been used, which contains images of different types of traffic signs, although not all of them will be 

used for this project. 

Finally, both models will be introduced in the robotic car built in order to process the information it 

receives and, depending on the traffic sign identified in this process, be able to perform the driving 

action that corresponds to that traffic sign. 

KEYWORDS 

Autonomous driving, object detection, machine learning, artificial intelligence, deep learning, 

classification, convolutional neural network, traffic sign, car, YOLO, Tiny YOLO, image processing, 

Movidius, Python. 
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1. INTRODUCTION AND OBJETIVES 

1.1. INTRODUCTION 

Artificial intelligence is known as the attempt to imitate human intelligence in elements that, because 

of their physiognomy, cannot have that intelligence on their own. In other words, artificial intelligence 

is intended to enable machines to reason, learn and make decisions in the same way that a human 

being would. 

The field of artificial intelligence is very broad, which is why it is divided into four main types. [1] 

Among these types are reactive machines, which do not make decisions based on experience but only 

on the current situation. An example of this type of artificial intelligence is Deep Blue designed to 

play chess or AlphaGo in which case it is designed to play the game of Go.  

Another type of artificial intelligence is limited memory. In this case, the decision making is made 

considering the experience, but this experience is a close one. The machine is not able to remember 

what happened a long time ago. To all this knowledge of what has been observed is added the pre-

programmed knowledge when this type of machine is created. The most representative example of 

this type of learning is the autonomous cars. 

One more type of artificial intelligence is the theory of mind. This type of artificial intelligence 

contains the machines that are able to understand how human feelings and people work and be able to 

interact with the environment in the same way that humans do. This type of artificial intelligence has 

not yet been developed, the systems developed closest to this objective are the Kimset or Sophia 

robots, which possess the emotional part although they do not have the capacity to interact with other 

people. 

The last type of artificial intelligence is known as self-awareness. It consists of these machines having 

consciousness of themselves in the same way that humans do. In other words, the machine is capable 

of differentiating itself as an independent being with the ability to make decisions on its own. These 

machines have feelings and thoughts in the same way that human beings have them. It is the artificial 

intelligence that most closely resembles a human being and is even thought to be able to surpass 

humans. Machines with this type of intelligence have not yet been developed and have only been seen 

in books or movies such as "Terminator. 

The idea of incorporating human intelligence into objects that do not have it is not new. Myths and 

legends have been written for thousands of years, such as "Pygmalion and Galatea" where a statue is 

turned into a person. Closer to the present day is Mery Shelly's famous book, "Frankenstein" in which 

a human being was created from inert parts. 

All these examples were just ideas. But these ideas began to become reality not many years ago. 

Perhaps the most talked about revolution came in the 1990s, Deep Blue. This machine was designed 

to play chess and it managed to beat the best players in the world. Another example, this one from 4 

years ago, is AlphaGo which played the game of Go better than the great champions.  

All of this has only been the beginning. Currently, artificial intelligence is present in a diversity of 

applications such as recommendation systems, diagnosis of diseases, systems that help to make 

investments or autonomous driving. This last application will be developed further below. 
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1.1.1. AUTONOMOUS DRIVING 

As already mentioned, autonomous driving is situated within the type of artificial intelligence called 

the theory of mind. Autonomous driving is a type of driving in which the vehicle is driven without the 

need for the action of a human being. The vehicle is able to perceive the environment and make 

decisions by itself in the same way that a human would, imitating the way human beings drive. 

Achieving a fully autonomous car is a very complicated task to achieve, which is why autonomous 

driving has been defined by levels. [2]  

 

Figure 1: Levels of Driving Automation [3] 

The zero level would correspond to driving that has been done for a long time, in which the total 

control of the vehicle is in the hands of a human driver. 

The next level is level 1, which is called driver assistance. In vehicles of this level, the responsibility 

for driving is in the hands of the human driver, although he or she may be assisted by certain aids such 

as the Lane Departure Control System. 

A level closer to full automation of driving is level 2, known as partial automation. At this level, the 

vehicle takes on a certain amount of autonomy when carrying out driving tasks simultaneously but 

always under the driver's supervision. These autonomous moments of the car do not last long and the 

driver must quickly take the full control of the driving. At this level is the system that allows the 

vehicle to be centered in the lane or the driving system in traffic jams. 

The next level is level 3 or conditioned automation. In this level the vehicles are able under certain 

conditions to drive by themselves without the need of the driver's action. However, the driver must be 

prepared to take full control of the vehicle as soon as the driving conditions are not the same as those 

taught to the vehicle. This level of autonomous driving includes motorway driving systems with 

certain conditions. 

Level 4 or high automation refers to those vehicles that can perform driving autonomously but not for 

any situation but only for some defined situations. The driver will only have to indicate the direction 

to be taken and the vehicle, through interaction with the environment, will take the passengers to their 

destination. Despite the fact that it is the vehicle that has the control at all times, the driver has the 

steering wheel and the pedals at his disposal in case it is necessary to take control of the vehicle due to 

an error or an unwanted situation. No solution of this level is yet available on the market, although 

tests are being carried out to make these vehicles a reality in a short time. 
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Finally, the highest level of autonomous driving is level 5. This level is known as full automation. At 

this level, the vehicles are driven completely autonomously and in any situation. The only contact 

with the human being is the indications to know where to go. At this level the role of the driver as it is 

known today disappears, as in these vehicles the steering wheel and the pedals disappear. These 

vehicles do not yet exist, and it seems that they will take some time, as experts estimate that it will not 

be until 2030 that solutions of this type will begin to appear on the market.  

Many car brands and technology brands are making a big investment in getting the first level 4 or 5 

autonomous car on the market. Among them are Google, Tesla, Apple or Toyota. They are all 

working tirelessly to make this jump that would set them apart from the rest of the competitors, but 

what are the advantages and disadvantages of this type of driving? [4] 

 

Figure 2: Pros and cons autonomous driving [5] 

Among the advantages of autonomous driving is safety. Autonomous vehicles have a great advantage 

over humans in that they never lose their concentration. In driving performed by humans there are 

many accidents due to driver distraction. If this factor were to disappear, the number of road accidents 

would be considerably reduced.  

Another great advantage that this type of driving would bring is the reduction of something very 

common in society such as traffic jams. Traffic jams are usually caused by vehicle braking or 

accidents. Because of the above advantage, traffic jams due to accidents would be reduced, as they 

would occur to a lower extent. With regard to traffic jams due to heavy braking, autonomous vehicles 

in a congested traffic area would behave in a way that they would all increase and reduce speed 

simultaneously, thus reducing these traffic jams. 

Autonomous driving will also greatly improve people's lives in two main ways. The first aspect is the 

time to find a parking space. With this type of driving the vehicle would leave the passengers in the 

indicated destination and then he would go and park the car in the closest place he has detected thus 

becoming more energy efficient vehicles. The second aspect that autonomous driving would affect 

people's lives is time. As the driver does not have to be aware of driving, he or she will be able to 

dedicate the time spent on journeys to other tasks. 



   4 

 

A final advantage of autonomous driving is the possibility of having a transport vehicle for people 

who currently do not have access to it. This group of people are older people and people with some 

disabilities. As they do not need these vehicles from a driver with certain qualities, these people who 

are not currently able to drive could access this transport with the same conditions as the rest of 

society. 

But not everything is an advantage with this technology, there are also disadvantages. One of these 

disadvantages is the price of this type of vehicle. These vehicles use the latest technology and this 

technology usually has a very high cost. Therefore, the price of this type of vehicle is not available to 

everyone at the moment. 

Another disadvantage of this type of vehicle is that, as with any technological system, unexpected 

failures may occur or updates to the systems used may not be carried out successfully, thus giving rise 

to possible dangerous situations for the vehicle's passengers and for the vehicles and people around it. 

Related to this disadvantage is the fact that the response of the vehicle will not be the same in adverse 

weather conditions such as poor visibility or heavy snowfall. 

On the other hand, as with everything related to artificial intelligence, the problem arises that this 

technology will cause different jobs to disappear. This is the case for transporters, public transport 

drivers or taxi drivers. Because of this, strategies will be needed from institutions to deal with possible 

increases in unemployment.  

Moreover, as every technological system which communicates with the Internet can be hacked. This 

hacking can mean two things, the first one is that these cars have information of the owner of the 

vehicle being able to obtain this way great quantity of personal information. The other thing that a 

hacking can suppose is to use the car as a weapon to provoke attempts against the life of the people or 

to kidnap the passengers inside the vehicle. 

However, there are not only disadvantages in the technological field but also in other areas such as the 

legal field. Because it is a new technology, there are still no laws in the countries' legislation that 

cover events that occur with autonomous driving. For example, there are legal loopholes about whose 

responsibility it would be in case of an accident, if the passenger of the vehicle although he has no 

control over it or the autonomous vehicle itself. Similarly, it has not yet been contemplated how 

insurance companies should act with regard to self-employed vehicles and what type of damages are 

covered by this type of insurance. 

After exposing the existing types of autonomous circulation and the advantages and disadvantages of 

this type of technology, it is necessary to know how these autonomous vehicles work.  

As mentioned above, the autonomous vehicle has contact with the surrounding environment, captures 

information from it, processes it and, depending on the results obtained and what has been learned 

during its design, performs one action or another. In a much more graphic way, the process of 

autonomous driving follows the following pattern: 
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Figure 3: Autonomous vehicle operation [6] 

First, the vehicle needs to know what is in front of it. To do this, different cameras and sensors are 

available that act in the same way as the human senses of vision and hearing. With the cameras, the 

vehicle can detect objects, people or other vehicles around it but unfortunately it cannot know how 

fast they are moving or how far away they are. It is therefore necessary to use other types of devices, 

sensors, which are capable of collecting all that information that cannot be captured by cameras.  

Because the sensors are not capable of capturing all the information surrounding the autonomous 

vehicle, it is necessary to combine different types of sensors to ensure that the vehicle has all the 

information in order to make the right decision at all times. This process of capturing information is 

carried out very frequently in order that the vehicle can know its environment at every moment and 

how it is the evolution of this one. 

However, it is not only necessary to know what surrounds the vehicle, but it is also necessary to know 

where the vehicle is located in that environment. The way in which this location is done is through 

reference points located on the streets and through a very exact triangulation of the vehicle's position. 

Knowing the exact position of a vehicle is a very important factor in reducing possible traffic 

accidents. 

Once all the information has been collected, the most critical moment in autonomous driving comes. 

This is the moment to make decisions within the planned route. For this purpose, all the information 

captured by the sensors and cameras is processed in a processing unit by means of different 

algorithms that determine the action to be taken by the vehicle at each moment on its way to the 

planned destination. This situation imitates the functioning of the human brain. 

Finally, the decision taken must be passed on to the elements of the vehicle that must act. In this way, 

for example, if the car has to accelerate or brake, they must be informed of how much has to be done 

and for how long. The same happens with changes of direction, the car must inform the wheels in 

which direction to turn and how much. 

In this way the car can make the drive as safe as possible for both the passengers in the vehicle and 

the other people outside the vehicle.  

The following are the different types of sensors used in an autonomous vehicle to be able to capture 

all the necessary information. 
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1.1.2. SENSORS IN AN AUTONOMOUS VEHICLE 

A system that uses artificial intelligence is worthless if it has no data to process and learn from. In the 

case of autonomous driving, the vehicles collect all this information through different types of 

sensors, as can be seen in the following figure. [7] 

 

Figure 4: Sensors autonomous vehicle 

Each of the sensors is explained in more detail below. [8] 

Image sensors or cameras. There are already some solutions on the market which use cameras, for 

example vehicles with a rear-view camera. But in the case of autonomous cars these are usually 

placed at the top of the front windscreen, more or less at the height where a human driver's head 

would be. These cameras are used to detect and recognize objects in front of the vehicle. This is why 

these images are often used as input to object detection and classification algorithms. As a 

disadvantage, it is suggested that when the visibility is not ideal, they often lose performance and also 

these video sequences are much more expensive to process in real time so they should not be abused. 

 

Figure 5: Image sensor [9] 

Radar sensors. They are also available in some current solutions as driver assistance systems. These 

sensors collect information about how far away an object is and if it is moving, at what speed it is 

moving. To get the information, the sensor emits a wave at a known speed and calculates the time it 

takes to return. It is usually placed at the front and back of the vehicle at bumper height. They are 

usually used to detect if there is another vehicle in front or behind and at what speed it is moving. 
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Figure 6: Radar sensor [10] 

Ultrasonic sensors. They are available in some of the solutions currently on the market for example as 

an assistance when parking. They are similar to radar sensors but have a shorter range, so they are 

better for situations where speed is lower. They are usually located in the rear area of the vehicle at 

about the height of the rear wheel. 

 

Figure 7: Ultrasonic sensor [11] 

LIDAR (Light Detection and Ranging). It does not exist in today's cars, the use of this type of sensor 

began with the development of level 4 and 5 autonomous vehicles. This sensor allows a 360º 3D 

vision of the environment surrounding the vehicle. The way this sensor works is that an infinite 

number of laser beams are emitted in all directions. In this way the beams bounce off the objects 

returning to a photo detector. In this way, a 360º 3D image of the vehicle's surroundings is achieved. 

It is usually placed above the roof of the vehicle to have a better view of the environment. 

 

Figure 8: LIDAR [12] 

But this information alone is worthless, it is necessary to know what it means. That is why this data 

must be analysed in order to make the best decision at any given time. For this purpose, processors are 

used, the main types of which are set out below. 
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1.1.3. PROCESSORS 

Processors are those systems that are in charge of processing the data to extract information from it. In 

autonomous driving the amount of data that is processed is very big, therefore the processors in 

charge of working with these data must be powerful and fast since it is necessary the processing in 

real time. A second delay on the road can be fatal and even fatal. Processors can be grouped into three 

main groups: CPU, GPU and TPU.  

The central processing unit or CPU is the most important part of a computer. It is responsible for 

carrying out all the instructions it receives from both software and hardware in a general way. The 

design of this processor is focused on the processing of the data in series, so it has very big cores but 

in a reduced number.    

On the other hand, the graphics processing unit or GPU is in charge of a more specialized processing. 

It has many cores which allows the performance of parallel tasks. Compared to the CPU, the GPU 

contains more cores but is smaller in size. Because of its ability to work in parallel, the GPU can 

achieve much higher performance than the CPU on specialized tasks, up to 100 times faster. [13] 

On the other hand, there are the tensioner processing units or TPU. It was designed by Google to 

speed up the machine learning processes carried out on Tensorflow. While the GPU and CPU are for 

simpler models, the TPU is for models that take a long time, weeks or months, to run. With this type 

of processor, the time used will be significantly reduced. [14] 

Everything that has been said up to now refers to the hardware part of autonomous driving. But for all 

these systems to make sense there must be software that links the function of each data capture system 

and that runs on the available processor. But before having software that is capable of operating an 

autonomous vehicle, it is necessary to train and test it to know for sure that it works as it should.  

For this it is necessary to have training and test data which are in existing datasets. In the following 

section some of the existing datasets for the area of autonomous driving will be presented. 

 

1.2. OBJETIVES 

The goal of this master's thesis is to create an autonomous driving system that simulates a real driving 

environment. To this end, a robotic car will be built, equipped with a tool that must be capable of 

capturing and processing in real time all the information it obtains from the objects present on a road 

and its surroundings, more specifically traffic signs, identifying which traffic sign it is in order to 

carry out the corresponding action. The project can be summarized in the following three steps: 

 

 

Figure 9: Project overview 

The first step is to assemble a small robotic car. As the intention is to simulate a real driving 

environment, the robotic car includes controllable speed motors and servos for front wheel drive.  
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Another fundamental element to be implemented in the robotic car is a camera. This camera has a 5 

MP optical sensor resolution, supports 1080p @ 30 fps video resolution and the fixed image 

resolution is 2592 x 1944. Since the car is intended to simulate an autonomous driving environment, it 

has no driver, so this camera has the same function as the driver's eyes in a traditional vehicle. In this 

way, the car obtains images in real time. 

These images contain the information necessary for the robotic car to act in the right way at each 

moment. To obtain this information in an automated way, it is necessary to have a support on which 

to do it. The idea of the project is that it should be an economic hardware, so we have chosen low-cost 

microcomputers such as the Raspberry Pi. 

In addition to these components, the robotic car will be connected different types of sensors that 

provide complete information about the vehicle and its environment, more specifically three: an 

accelerometer, a gyroscope and a magnetometer. These sensors have been chosen because they 

provide data in a very simple way and do not require complex installation. These data provide 

information that the camera is not capable of providing, such as information on the distance of the 

objects displayed by the camera. Another reason why this type of sensor has been chosen is because 

they are very functional and economical. 

Therefore, the robotic car that will be used for this project has the following form: 

 

Figure 10: Robotic car 

In these images it is possible to find different types of objects such as people, traffic lights, traffic 

signs and other types of vehicles such as cars or trucks. To obtain this information the Raspberry Pi 

will be used. When using the most advanced algorithms in the field of Deep Learning there is a 

serious limitation due to the use of microcomputers. To achieve the objective that all actions are 

carried out in real time using this type of algorithms, the Movidius Neural Compute Stick module will 

be used to carry out these complex tasks in this type of hardware systems. 

After the assembly and configuration phase of the robotic car, comes the object detection phase. For 

this phase, the objective is to detect the different objects that are in the image captured by the camera 

of the robotic car.  
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Figure 11: Object detection 

As can be seen, the images captured by the camera contain different objects. This detection tries to 

identify them to know what kind of object it is and where it is located in the image. The object 

detection algorithm chosen for this task is called You Only Look Once (YOLO) and its variation 

called Tiny YOLO. 

After this phase of object detection, a result will be obtained as in the previous image. As can be seen, 

it highlights the position of the object in the image and also what type of object it is.  

With this result the project moves on to the third and final phase of the project, the action phase. For 

this phase, for all objects detected in the object detection phase, only the traffic signs will be used. 

The goal of this phase is to identify what type of traffic sign is detected in order to send the robotic car 

the action corresponding to this traffic sign. 

 

Figure 12: Traffic sign identification 

To achieve this objective, a convolutional neural network will be used to classify images from object 

detection. Six different types of traffic signs have been chosen for this project, assigning them a 

response that is a basic driving movement such as accelerating, braking or changing the driving 

direction. 

Once the type of traffic sign contained in the image has been identified, the last step is to give the 

necessary instructions to the vehicle. This process would simulate in traditional driving the response 

that the driver of the vehicle gives when a certain traffic sign is seen. These instructions are sent to the 

robotic car's motors and wheel servos so that they act accordingly to the traffic sign seen.   
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2. STATE OF ART 

This section collects both existing data sets and algorithms that can be used to perform the tasks on 

which this project focuses. 

  

2.1. DATASETS 

There is a great diversity of data sets for learning the tasks of autonomous driving. Some of the best 

datasets in this discipline are shown below.  

The first is the Berkeley Deep Drive BDD100K. [15] This dataset is the largest public dataset in 

computer vision research available at this time. It consists of 100,000 videos averaging 40 seconds 

each, for a total of 1,100 hours of driving through four different U.S. cities, including New York, 

Berkeley, San Francisco and Bay Arena. There are also videos available both during the day and at 

night in very different atmospheric situations such as sunny, rainy and snowy. The videos also contain 

GPS and IMU information. 

From these videos, the necessary images are obtained to train a machine learning algorithm, which are 

labeled at various levels such as: image labeling, road object bounding boxes, manageable areas, lane 

markings and segmentation of full frame instances. The following are some examples of how the 

images are available in this data set. 

 

Figure 13: Berkeley Deep Drive 100K 

In the detection of objects on the road, this dataset allows the detection of different classes of objects, 

in total 10. These classes are bus, traffic light, traffic sign, person, bicycle, truck, motorbike, car, train 

and rider. 

As far as the lane markings are concerned, this data set has a road line labeling in which the lines in 

the direction of driving are marked in red and the lines where the vehicles should stop in the lanes are 

marked in blue. 

For drivable areas, the images are labeled in a way that marks in red the area of the road where the 

vehicle has priority and in blue marks the area where the vehicle could go but where other vehicles 

have priority. The area of the road that does not have either of these colors is a prohibited area for the 

vehicle. 
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Finally, in the images labelled for segmentation, each object in the image has its silhouette colored 

with a different color from the rest of the adjacent objects. 

Another dataset that can be used to train an autonomous driving system is the Laboratory for 

Intelligent & Safe Automobiles, UC San Diego Datasets (LISA). [16] This dataset is divided into four 

parts which allow working with traffic signs, vehicle detection, traffic lights and trajectory patterns.  

For the detection of vehicles, video sequences are available for both urban and highway situations 

with high or low traffic for different times of day. For the movement patterns it has images of the 

position of the driver's hands and how he reacts to different situations. For this purpose, 19 hand 

positions are defined and a total of 7,500 images are available, both in color and from a depth camera. 

There are 6,610 images, both colored and grayed out, for working with traffic signs, with a total of 47 

different types of traffic signs from the United States. Each traffic sign has information about type, 

position, size, if it is partially covered or not, and if it is on the side of the road or not. For the traffic 

light part, there are 23 minutes of videos available on the streets of San Diego (United States). 

Another widely used dataset for automatic driving is the Mapillary Vistas Dataset. [17] This data set 

has 25,000 high-resolution images in which 100 different object classes can be found. The images 

have been captured on all five continents, from roads, sidewalks or even off-road in different weather 

conditions and times of day. With this dataset it is possible to perform image recognition. 

 

Figure 14: Mapillary Vistas Dataset 

Another well-known data set is the Waymo Open Dataset. [18] This data set consists of 1,950 20-

second videos that have been captured by Waymo's automatic car sensors in different weather 

conditions and at different times of the day. This data set is used to predict the behavior of other users 

in different situations. The images label 4 types of users: vehicles, traffic signs, pedestrians and 

cyclists.  

There are 3D and 2D labels depending on the image, since each sensor provides images of different 

dimensions as described in previous sections. If both types of tags are put together, the total number 

of tags available in this data set is more than 24 million. 



   13 

 

 

Figure 15: Waymo Open Dataset 

Another data set presented is nuScenes. [19] This dataset is used for object detection and tracking. It 

consists of 1,000 20-second videos of driving situations in the cities of Boston and Singapore. All the 

video sequences have been captured by the different sensors of an autonomous vehicle. In total it has 

1.4 million boundary boxes from 23 different object categories. All these boundary boxes are in 3D.  

 

Figure 16: NuScenes dataset 

The last data set is the KITTI data set. [20] This data set is one of the most popular and most complete 

data sets available at the moment. The data set is divided into different subsets depending on the 

objective to be achieved. 

To obtain all the data contained in this dataset, the Karlsruhe Institute of Technology uses a car with 

different sensors and cameras installed in it. The captured images are of the city of Karlsruhe, rural 

areas and highways. Among the technology installed in the car is a GPS system (OXTS RT 3003), a 

Lidar sensor (Velodyne HDL-64E), two grayscale cameras (Point Grey Flea 2 (FL2-14S3M-C)), two 

color cameras (Point Grey Flea 2 (FL2-14S3C-C)) and four varifocal lenses (Edmund Optics NT59-

917). The distribution of these elements on the car is shown in the following image. 

 

Figure 17: KITTI car 
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As mentioned above, this data set can be used for different purposes. The purposes for which these 

data can be used are for stereo vision with 200 training videos and 200 for testing, optical flow with 

the same number of videos as in the previous case, odometry which consists of estimating the position 

of other vehicles while driving with a total of 22 sequences (11 training and 11 testing), object 

detection with 80. 256 objects distributed in 7,481 training images and 7,518 test images and the 

tracking of objects for which there are 50 sequences, 21 for training and 29 for testing. 

In addition to these purposes, this data set includes more than 93 thousand depth maps, 579 images 

divided into 289 training and 290 testing images to achieve proper detection of the road and rail and 

400 images to achieve image segmentation with 200 images both training and testing. 

For object detection, it is worth mentioning that this can be done in two dimensions or three 

dimensions. In addition, this detection can be done with bird's eye view images that are a type of 

images that do not contain the rest of the data sets presented above. 

In this data set, in addition to finding the video sequences or images, it is also possible to find 

reference points for each of the objectives to be achieved as well as a metric for the evaluation of the 

results. 

 

Figure 18: KITTI dataset 

All these data sets allow the creation of algorithms for object detection or user tracking. The following 

section explains the main algorithms used in object detection. 

 

2.2. OBJECT DETECTION ALGORITHMS 

Object detection is a tool for image processing, which consists of locating different objects within a 

given image. There are different ways to refer to the area in which the objects are located, the most 

common being the bounding box. This box must contain the object located in the most adjusted way 

possible. 

In deep learning, object recognition is linked to object detection. In this way, objects are not only 

located, but also the type of object is identified among a set of categories defined beforehand. 

There are different algorithms to carry out this task. Throughout history, new solutions have appeared 

that improved on the previous ones. Thus, in recent years the following algorithms have emerged. 

[21]  
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Figure 19: Object detection algorithms 

Region Convolutional Neural Network or RCNN algorithm. It was proposed by Ross Girshick in 

2012 and with which he participated in the PASCAL Visual Object Classes Challenge 2012 

(VOC2012). This algorithm combines selective search, convolutional neural networks (CNN) and the 

Support Vector Machine (SVM). [22] 

The process performed during this algorithm is as follows:  

 

Figure 20: RCNN algorithm 

For a given image, a selective search is applied which obtains about 2,000 candidate regions to have 

an object. A hierarchical grouping algorithm is applied to these regions in which different similar 

regions are grouped into a single region.  

These obtained regions are the input of the neural network in which the type of object that contains 

this region will be classified. These regions must be converted into a 227x227 RGB image in order to 

be introduced into the convolutional neural network.  

This network is in charge of extracting the features of each region introduced to the network. Once 

these features have been extracted, the regions are classified using different binary Support Vector 

Machines. There will be a classifier for each type of object to be detected. The obtained region can 

contain completely the object to be detected so it will clearly classify it as that type, it cannot contain 

the object so it will classify it as not of that type, but also the region and the object can partially 

overlap. For the latter case, an overlap threshold is defined below which the region will not be 

classified with the class of that partially overlapping object. 

Finally, depending on the result of the classification of the different regions under study, a new 

bounding box is predicted by means of a class-specific bounding-box regressor.  

This algorithm has the disadvantage that it is very expensive, around 53 seconds per image, and 

requires the training of three different models. 

Later, the You Only Look Once (YOLO) algorithm appeared. It was Joseph Redmon who developed 

this algorithm with other collaborators. This algorithm works in a way that the image is divided into a 
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grid of cells and each one of them predicts a certain number of limit boxes. This way there is a total of 

N*number of bounding box cells. Each bounding box has an associated uncertainty level.  

Each bounding cell has an associated confidence level, which refers to both the classification of the 

object and its location. Of all the predicted bounding boxes, those with a low confidence level are 

eliminated, thus reducing the number of bounding boxes. YOLO can detect duplicate objects. To 

eliminate this problem, non-maximum suppression is applied, thus eliminating the duplicates. [23] At 

a high level the procedure of this algorithm is as follows.  

 

Figure 21: YOLO 

This entire procedure is performed using a convolutional neural network of 24 convolutional layers 

followed by two completely connected layers.  

 

Figure 22: YOLO CNN 

There is another faster but less accurate version of YOLO called Fast YOLO. 

Later, Ross Girshick published an improvement to the RCNN algorithm called Fast RCNN. This new 

algorithm is similar to RCNN but with some modification so that it can be faster.  

The difference between both algorithms is that in the Fast RCNN instead of introducing the selected 

image regions to the convolutional neural network, the whole image is introduced. At the output of 

the convolutional neural network a feature map is obtained. 
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For each proposed region, the corresponding part of the characteristics map is extracted through a 

selective search. Each feature map of each proposed region is sized to a fixed size using a Region of 

Interest (RoI) grouping layer. 

The feature map becomes a feature vector which becomes the input for the last two layers of the 

architecture. The first one is the softmax classification layer, where it is decided what kind of object 

we find. The second is the bounding box regressor, which returns the coordinates of the bounding 

box. [24] 

 

Figure 23: Fast RCNN 

A new evolution of this idea gave rise to the Faster RCNN algorithm. The big difference between this 

algorithm and the two previous ones is that the selective search is removed, which makes the 

algorithm much faster. 

Compared to the Fast RCNN where it used the selective search in the feature map to obtain the 

proposed regions, the Faster RCNN uses a neural network to obtain them. The procedure for the rest 

of the process is similar to the Fast RCNN. [25] 

 

Figure 24: Faster RCNN 

This algorithm also serves as the basis for an algorithm that allows the segmentation of images at the 

pixel level as is the case with the Mask RCNN algorithm. This algorithm uses the same architecture as 

the Faster RCNN and adds one more branch. This branch is a convolutional network which has as 

input the feature map obtained as output an array of ones and zeros. In this matrix a 1 means that the 

pixel belongs to the object and a 0 that does not belong. [26] 



   18 

 

 

 

Figure 25: Mask RCNN 

Another more powerful algorithm is the single shot multibox detector (SSD). This algorithm 

preserves the accuracy of the Faster RCNN but gets the results much faster. This allows it to be used 

for real time applications. The idea behind this speed increase is the unification of the entire process 

performed by the Faster RCNN algorithm into a single network, thus eliminating the region proposal 

network. In this way its architecture in the following way: [27] 

 

Figure 26: SSD 

As you can see in the picture, SSD uses VGG-16 which is a pre-trained convolutional network for the 

purpose of obtaining feature maps. Following this VGG-16 architecture, there are 6 convolutional 

layers which are in charge of object detection.  

SSD performs a large number of predictions compared to other algorithms. But not all the predictions 

made contain some object. That is why these predictions are removed. In addition, another technique 

is applied before giving the final result. This technique is known as non-maximum suppression and it 

removes those predictions that are duplicated. It is based on the confidence it has in each prediction.  

 

2.2.1. EVOLUTION OF THE OBJECT DETECTION IN THE LAST 20 

YEARS 

These three families of algorithms have been and are the most popular, but they are not the only ones 

that exist. Object detection is a technique that began to have relevance in the 1990s. In the beginning, 

object detection was understood as a measure of similarity between the components, shapes and edges 

of objects. It was not until 1991 that the first results were obtained with a statistical model. It was M. 

Turk who achieved this with a solution capable of detecting faces in real time. 

The use of statistical models was a predominant technique in the field of object detection until 1998, 

when wavelet feature representations started to be used. This technique consists of transforming an 
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image into wavelet coefficients. Among the different types of representations, the Haar wavelet stands 

out. This technique remained the option chosen by researchers until 2005, when gradient-based 

representations began to be used. 

One of the main problems in the field of object detection is the multi-scale detection of objects with 

different sizes and aspect ratios. During the last few years several solutions have been used to solve 

this problem. The following image shows this evolution. [28] 

 

Figure 27: Evolution of Multi-scale Detection 

Until 2014 the feature pyramid plus sliding window was used. During these years several detectors 

such as the JP, HOG, DPM or Overfeat were created which were able to detect objects with the 

construction of a feature pyramid and a sliding window. But these detected objects had to have the 

same aspect ratio. 

Since these detectors only detected objects with the same aspect ratio, detection with object proposals 

emerged in 2010. This type of detection consists of a set of candidate boxes that probably contain 

some object. The algorithms for this type of detection must have a high recovery rate, high location 

accuracy and must improve precision and reduce processing time. RCNN, Fast RCNN and Faster 

RCNN are algorithms of this type. This type of detection stayed as the best option for object detection 

until one-stage detectors and deep regression appeared as far back as 2013.  

Deep regression started to be used when GPUs increased their power. This technique consists of 

predicting the coordinates of the bounding box through deep learning. One algorithm that uses this 

type of regression is YOLO. Deep regression is very easy to implement but on the other hand when 

small objects must be detected, the location of these may not be very precise. 

This problem was solved in 2015 with the appearance of multi- reference detection. This technique 

predicts multiple reference boundary boxes of different sizes and aspect ratios and then defines the 

final boundary box based on these. An example of an algorithm that uses this type of detection is the 

YOLOv2. 

Another technique commonly used in recent years is the detection of multiple resolutions. This 

detection is done in such a way that each layer of a convolutional neural network detects objects of 

different sizes. SSD uses this type of detection. 

On the other hand, with regard to the regression of the bounding box, it was only in 2008 when it 

started to be used. This regression used between the years 2008 and 2013 consisted of an extra block 
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that took care only of this function. It was with the appearance of the Faster RCNN when it stopped 

being an extra block to be included inside the detector. 

Another very important aspect to consider in object detection is the context in which the object is 

located. In recent years three ways of working with the context of objects have been used. At the 

beginning of the 2000's it was discovered that using the part that was attached to the object, better 

results were obtained in object detection. This is what is known as the local context. It was not until 

2015 when two new ways of dealing with the context of the object appeared. The first one is called 

global context and consists of using all the information in the image to obtain additional information 

about the object. The second is called iterative context and refers to the fact that the objects in a 

picture can have a degree of dependency on each other. This last form is the one that is being 

investigated most thoroughly as it is believed that it can improve the performance of modern 

detectors.  

One group of techniques that has evolved greatly in recent years is non-maximum suppression 

(NMS). This technique consists of removing replicated bounding boxes to obtain the final bounding 

box. At the beginning of the 21st century it was not widely used because it was not very well known 

how to perform object detection in an optimal way either. This technique has been carried out in 

different ways in recent years, the first and most popular although still with a great margin of 

improvement is greedy selection. The idea of this form is to choose as the final bounding box the one 

that has the highest score and then eliminate those bounding boxes that do not reach a previously 

fixed percentage of overlap with the chosen box. The problem with greedy selection is that nearby 

objects may not be detected, or the highest scoring bounding box may not be the correct one. This is 

why the BB aggregation was created later. This technique groups the different bounding boxes into 

one, considering the relationship between the objects and their distribution in the image. The most 

recent technique for non-maximum suppression is called learning to NMS and consists of training the 

NMS as part of a network. Compared to previous techniques, the results of this technique are much 

better. 

Another aspect of object detection that is of great concern is the unbalanced data, i.e. there is much 

more background than objects in the images. To deal with this problem, hard negative mining (HNM) 

was created. Bootstrap is a technique used to do this, where training starts with a few background 

samples and then adds new unclassified background samples during training. This technique is used in 

the DPM and HOG detectors. But hard negative mining can also be used in detectors based on deep 

learning. They use algorithms such as Faster RCNN and YOLO and simply look for a balance of 

weights between backgrounds and objects. 

During these years, the objective of accelerating the processes of object detection has been followed. 

These techniques can be divided into three levels: speed up the detection process, speed up the 

detection engine and speed up the numerical calculation. 

 

Figure 28: Acceleration techniques 
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At the top of the pyramid, there is a speed up of the detection process. To achieve this there are the 

following techniques: 

• Feature map shared computation.  Feature extraction in a detector is often a very expensive 

process. Therefore, to achieve a reduction of this cost, a reduction of the computational 

redundancy is needed, both spatial and scale. 

• Speed up of classifiers. Sliding window-based detectors use linear sorters as they are simpler. 

Since non-linear are more expensive especially the larger the training data set. So, to reduce 

the cost it is usual to take a part of the data set and approximate the results to the total data 

set.  

• Cascade detection. This consists of applying simpler calculations to simple windows and 

more complex calculations to those that are more difficult to evaluate. This reduces the 

processing time. 

At the intermediate level is speeding up of the detection engine and in the same way can be achieved 

in different ways: 

• Network pruning and quantification. Pruning is intended to reduce the size of the network and 

quantification is intended to reduce calculations and storage by converting the activations to 

binary values. 

• Lightweight network design. It consists of creating a model that is lighter than normal 

networks. It is a very complicated form, but some forms have been discovered that allow to 

achieve it like convolution factorization, group convolution, separable convolution in depth, 

bottleneck design and neuronal architecture search. 

Finally, at the base of the pyramid there is a speed up of numerical calculation. To achieve this speed 

up there are very common methods such as: using the integral image, working in the frequency 

domain, vector quantification and reduced range approximation. 

 

2.2.2. PROGRESS IN THE LAST THREE YEARS 

In the last three years, work has been done to improve object detection. One of the improvements 

obtained was with the motors used. New networks have been discovered for the extraction of features 

that improve the accuracy of the detector. Among these engines are: AlexNet, VGG, GoogLeNet, 

ResNet, DenseNet or SENet. 

Another factor on which much work has been done is to improve the quality of the features extracted 

from the image. For this purpose, among other methods, the fusion of characteristics is used. 

Work has also been done on making detectors that are not based on sliding windows. These new 

methods are the search for sub-regions, which consists of setting a route from small levels to the 

desired final bounding box or the location of key points. 

Progress has also been made in location by refining the bounding box and improving loss functions. 

It has been found that segmentation improves object detection because it helps to recognize the 

different categories, to precise the location and because it can provide information about the context 

of the object. The reason why segmentation improves object detection is because of the feature 

extraction and loss functions used for segmentation. 

Finally, work is being done on the detection of weakly supervised objects (WSOD). In order to train a 

modern object detector, a large amount of properly labelled data is required, and this labelling process 
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is very expensive. The detection of weakly supervised objects aims to solve this problem by training a 

detector with only image level annotations instead of bounding boxes.  

 

2.2.3. FUTURE OF OBJECT DETECTION 

As we have seen, there has been a lot of improvement in recent years in terms of object detection. But 

there is still a long way to go. Among the objectives to be achieved in the next years is to speed up 

detection algorithms to be able to use them on mobile devices without processing limitations. 

In addition, the intention is to create detection models automatically and without the need of human 

intervention. All this is expected to be achieved by the neuronal architecture search. 

Although work is already in progress, the detection of weakly supervised objects is one of the 

objectives to end the long processes of data labelling. 

Detecting small objects within large images is a challenge for the next few years. Achieving this 

would allow populations to be counted or used in military purposes. In addition, the detection of 

objects in videos is also desired, since up to now it has been done in images. 

Finally, a very useful objective would be to create detectors capable of receiving information from 

different sources. A clear example is autonomous driving in which information is received from many 

sensors and cameras simultaneously.  

 

2.3. PROCESSORS 

As we have seen above, the types of processors used today are different. Here are some of the ones 

that can be used today. 

Processor Name Price 

CPU Intel Core i5-9600K 203,99 € 

CPU AMD Ryzen 7 2700 226,93 € 

GPU GEFORCE RTX 3080 719 € 

GPU 
Movidius Neural Compute 

Stick 2 
110 € 

GPU MSI GeForce GTX 1060 235,99 € 

TPU Cloud Google 
Price per hour 

between 4-8 € 

Table 1: Processors 

As can be seen there is a diversity of prices. Movidius Neural Compute Stick seems to be a good 

option because of its quality/price ratio for projects where there is no large budget and no need to 

process large amounts of data in a short time.  
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3. DEVELOPMENT 

This section will describe all the tasks that have been developed during this project. Firstly, we will 

comment the structure of the project, the different phases of which it is composed and the route plan 

that has been followed to carry it out. 

Then the tasks related to the assembly of the robotic car, the connection of the sensors used, and the 

additional hardware used for the appropriate performance of the project will be explained. 

Finally, all the Deep Learning algorithms used to obtain the marked goals are developed together with 

the databases that have been used in this project. 

 

3.1. STRUCTURE OF A MACHINE LEARNING PROJECT 

The realization of any project is not an easy trip in any area of life. It was not going to be less for the 

artificial intelligence field. The field of artificial intelligence involves many aspects of life, such as 

medicine, independent driving and industry. Since these projects are going to be used in people's daily 

lives, it is necessary that all projects carried out with this technology have a methodology that allows 

them to function as desired and in this way not cause any type of inconvenience to the user. 

These projects have a very clear methodology which allows to obtain clarifying results, both to see if 

the project can give the expected results and to see if it is necessary to approach the problem in a 

different way.  

In the following figure it is possible to observe in a visual way the methodology followed by a 

machine learning project.  

 

Figure 29: Methodology of a machine learning project [29] 

The first step of all is the preprocessing of the data and it is also the most important one. For these 

projects it is necessary to have data and the more data the better. Many times getting this data is a very 
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complicated task because it is difficult or expensive to acquire or because the owner of the data is not 

disposed to give it up for various reasons, the most common is the privacy. 

This data can be in a table of rows and columns where for each data there are different features. These 

features can contain numerical, textual or categorical values. But not only exists data in this way, it is 

also possible to work with images, videos, audio fragments of both music and voice and text 

fragments. 

Features can be obtained directly by means of e.g. data sensors or they can be obtained by more 

sophisticated methods. 

But usually when the data is collected, it is raw data and not ready to be worked with directly. For 

example, in table data there may be invalid, empty or even duplicate data. In images or videos, it can 

happen that they are so blurred that nothing can be recognized, or that the elements of interest are 

hidden and do not provide any kind of information. For audios it may be that the noise invalidates the 

sample. Therefore, first of all it is necessary to clean the data, that is to say to eliminate all those data 

that are not valid for the analysis that is wanted to be made. 

Once the data are clean, it is sometimes necessary to normalize the data values to obtain better results 

or to change the format so that the data can be better processed by the model. In addition, the data 

have different features. It should be checked if some of them are related to each other and therefore 

the information is redundant. For this reason, a reduction in dimensionality is also carried out, in order 

to keep those features that are more relevant to the model to be developed. 

A very important part of the preprocessing is the labeling of the data. It is a very expensive process 

because although the data can be collected in an automated way, the label is usually placed manually. 

In addition, it is very important that the label is placed correctly, otherwise the results will not be the 

ones desired. 

Finally, as part of the preprocessing, the data are divided into two sets of data, training set and test set. 

These sets will illustrate the quality of the implemented model. The proportion of data inserted into 

each set varies according to the data or the quantity, although a very common proportion is 80% of the 

data for the training set and 20% for the test set. 

This whole process is sometimes more expensive and sometimes less. There are databases on the 

internet which allow to save an important amount of time especially in the collection of data. Many 

times, even if you take a ready-made database, the cleaning of the data is necessary and the features 

selection, since depending on the application to be carried out, some features will be more relevant 

than others.  

Once the data are ready for manipulation, the next step is the development of the machine learning 

model. There is a wide variety of different types of algorithms, so it is important to understand the 

type of problem to be solved. 

Then the second phase begins, learning. If the problem to be solved is not well understood, it is likely 

that the machine learning algorithm to be used is wrongly selected. There are mainly three machine 

learning problems, classification, regression and clustering. Depending on what type of problem you 

want to solve there are some algorithms that are better than others. 

There are very simple machine learning algorithms such as logistic regression or very complicated 

ones such as neural networks. For a good functioning of the model created as mentioned above the 

main thing is the data. Without a good amount of data, it is very difficult to get a model that allows 

generalizing the solution for other data. 
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But time must also be considered. The chosen algorithm will take more or less time to be carried out 

depending on the number of data available and the features extracted for each data. Therefore, when 

selecting the machine learning algorithm, this aspect must be considered, although it must be 

emphasized that the simplest is not always better. It is better to have a lot of data than to make the 

machine learning algorithm more complex.  

In order to know if a chosen model has good or bad results, it is necessary to choose a metric to 

measure those results. Depending on the type of problem, one type of metric is usually chosen. For 

example, for classification problems it is often used the accuracy, which is the proportion of data that 

is correctly classified. On the other hand, for regression problems, the mean square error (MSE) is 

usually used, which is the difference between the real values and the estimated values. These are just 

two examples, there are many more metrics to measure the behavior of a model. 

In this second phase of the process of creating a machine learning project only the training data set is 

used, the test data set is reserved for the subsequent evaluation of the model.   

t should be noted that one or more models can be designed to solve a problem. The most commonly 

used model assembly techniques are bagging, boosting and stacking. Bagging consists of using 

several models in parallel resulting in the one obtained in most of the models. Boosting consists of 

using one model per class to classify, so each model will be a specialist in one class. Stacking consists 

of placing the models in series, so that the output of one model is the input of the next. 

One way to check that the model can be generalized to other data in the future is to use what is known 

as cross validation. This consists of dividing the training data into as many fragments as iterations are 

required and taking one of these fragments as a test set. In this way, a metric is obtained for each 

fragment and with the average of all the metrics the global metric of the model is obtained. This 

process can be seen in a more visual way in the following figure.  

 

Figure 30: Cross-Validation [29] 

Once it is certain that the model behaves in a valid way, the next phase begins, the evaluation of the 

model. In this phase the test data set is used, which has not been seen by the model before. This data 

is then introduced into the final model obtained from the previous phase, thus checking if the model 

works correctly with new data.  

At this point it is therefore checked if the learning obtained during the training is correct or if on the 

other hand what is known as overfitting has occurred. This situation occurs when for the training data 

set a very high accuracy is obtained but with the test set the result is much lower. This indicates that 

the model is not generalizable. 

It is very difficult to avoid overfitting, there are techniques that can help such as cross validation but 

not by applying them can ensure that overfitting can disappear.  
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In this way, once it has been verified that there is no overfitting and that the metrics obtained are valid 

and sufficient for the application to be developed, the model is finished and the last phase begins, 

which is the prediction. This phase consists of taking more data than those used in the previous 

phases, that is, that they are completely new and applying them to the model. If the training has been 

done correctly, it is to be expected that the predictions made by the model will be made with a similar 

accuracy to the one obtained with the test data set.  

Once the model is able to work as expected with the new data, it can be concluded that the developed 

model is ready to be introduced as part of a real application. 

 

 

3.2. STRCUTURE OF THIS PROJECT 

The project to be carried out is included in the field of artificial intelligence, more specifically in its 

branch of Deep Learning. Therefore, as this involves, some Deep Learning algorithms will be 

developed within it. Although the part of this field is going to have a very important weight in the 

development of the project, it is not going to be the only task that is going to be carried out. In this 

way, the structure of this project can be defined as follows: 

 

Figure 31: Structure of this project 

Therefore, according to the image above, the first stage in this project consists of the construction of 

the robotic car that will be used to simulate a real driving environment. When the robotic car is 

acquired, it comes with all the parts separately. Therefore, in this stage of the project, all these parts 

that make up the vehicle are joined together.  

Among these parts are the wheels, the bodywork and the most important part so that the robotic car 

can then make the decisions that are wanted such as the motors, the servo of the wheels and the 

microcomputer to be able to control all this. All these parts must be assembled in the right way so that 

everything goes as expected when the following stages of the project are carried out. 

In the first stage, only the essential parts for the robotic car to function have been physically 

connected, using wires and screws. In the second stage, sensors will be positioned to capture 

information and check that everything is working correctly. When the robotic car is acquired, it not 

only includes the parts for its assembly but also a code to know that all the wires have been connected 

in the corresponding places. This code is a simple test to know that the motors are capable of 

increasing and decreasing speed when indicated or that the front wheels are capable of turning to the 

side marked. 

The sensors are also installed and checked for correct operation at this stage. To do this, first the 

physical connections are made, and the sensors are fixed in the areas of the car chosen for this 

purpose. In this case, the place chosen is the front of the car and the sensors selected are 

accelerometer, gyroscope and magnetometer.  
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Once all the connections have been made, in the same way as before for the motors and front wheel 

servos, there is a code given by the manufacturer to check that the sensors are collecting data 

correctly.  

Once all the necessary connections have been made and it has been verified that the car is capable of 

performing the operations required for the project, it can move on to the third phase. In this third 

phase, the installation of the additional software is carried out so that everything is configured in such 

a way that the Deep Learning algorithms can be applied. 

Due to the processing limitations with these chosen Deep Learning algorithms, it is necessary to use a 

processing support device. This is the case with the Movidius Neural Compute Stick. To connect this 

device to the robot car, simply insert it into the USB port of the microcomputer. 

Once connected, it must be configured to work. To achieve this, it is necessary to install a set of tools 

called OpenVINO (Open Visual Inference & Neural Network Optimization). To do this, all that is 

needed is to follow the steps indicated by the manufacturer and, as in the previous cases, there are 

methods for checking that everything is working correctly. It should be noted that to use this tool it is 

necessary to start it every time you want to use the robotic car. 

In this way everything is in place to move on to the final phase of the project. In this phase is where 

all the Deep Learning algorithms are developed to meet the objectives set. This stage is the longest in 

the project and follows the same structure presented in the previous section. 

Following the same structure presented in the previous section, the first step would be to preprocess 

the data. For this project it has not been necessary to make a data collection since two public 

databases available on the Internet have been used. The first database is Berkeley Deep Drive BDD 

100K which contains video clips of driving through some streets in the United States and the second 

database is German Traffic Sign Recognition Benchmark which contains images of 43 different types 

of traffic signs. 

The content of the database will not be modified, i.e. no technique will be applied to the content. It 

should also be noted that there is no need to worry about what proportion of the training set will be 

and how many will be the testing set, since the databases have them defined. 

In the second phase, the learning phase, the stacking technique is carried out. With this technique two 

models will be developed in series so that the input to the second one is part of the output of the first 

model. 

Thus, the first model to be developed will be the YOLO object detection algorithm, with the Berkeley 

Deep Drive BDD 100K database. This model returns a set of bounding boxes with the different 

objects detected and with what kind of object it is. In this way, the part of the image that contains a 

bounding box of the traffic sign class will be cut out, which will be the input for the second model. 

The second model consists of a convolutional neural network which will allow the classification of 

traffic signs according to their type. To train this model, the German Traffic Sign Recognition 

Benchmark database is used, but instead of selecting the 43 types of traffic signs, it has been chosen 

only 6.  

Both models are trained and tested with the respective training and testing sets. Once the results are as 

desired, more data is collected from driving situations where the traffic signs under study are present 

and it is checked that everything works as expected with this new data.  

When the performance is as desired, these models can be introduced in a real application. This 

application will be a robotic car which will have to make driving decisions based on the traffic signs 

that are in its way. The architecture of this car will be explained in the following section. 
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3.3. ROBOTIC CAR ARQUITECTURE 

As mentioned above, it is necessary to have a hardware on which to run the software. For this project, 

a robotic car is going to be used, more specifically the model PiCar-V (Smart Video Car V2.0 for 

Raspberry Pi). This model is an update of version V1.0 and like its predecessor is suitable for 

Raspberry Pi model B+, 2 model B and 3 module B. 

The PiCar-V is equipped with a wide-angle USB webcam, three completely new circuit boards with 

simpler wiring, some acrylic boards with a tight structure, and a new code suitable for almost all 

platforms to control the car. 

The car is not obtained with all its parts assembled and ready for perfect operation, but it is the user 

who is in charge of building it and making everything work in the right way. The car is equipped with 

the new PCA9685 PWM driver, a smaller and better performing TB6612 DC motor driver, a Robot 

Hat with power and integrated interface.  

The beginning of the assembly of the components begins with the motors which are of the DC Gear 

Motor type. The total number of motors is two, one that takes care of the front wheels and one that 

takes care of the rear wheels. 

 

Figure 32: Car motors 

The car needs power to run. This power is provided by batteries, because if it were by wire, the car 

would not be able to have total freedom of movement. Therefore, it is necessary that in the assembly 

of the components there is a part for the placement of the batteries.  

 

Figure 33: Battery Holder 

The rear wheels and the Printed Circuit Board (PCB) are then placed. For the PCB, the Raspberry Pi, 

the Robot Hat, the PCA9685 PWM Driver and the TB6612 Motor Driver have to be assembled. These 

components are placed as follows. 
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The Robot Hat is a specially designed hat for a 40-pin Raspberry Pi and can work with Raspberry Pi 

model B+, 2 model B, and 3 model B. It supplies power to the Raspberry Pi from the GPIO ports. 

Thanks to the design of the ideal diode based on the rules of the hats, it can power the Raspberry Pi 

both through the USB cable and the DC port. 

The PCA9685 16-channel 12-bit I2C Bus PWM driver supports independent PWM output power and 

is an easy-to-use 4-wire I2C port for parallel connection, distinguished 3-colour ports for PWM 

output. 

The TB6612 motor controller module is a low heat generation motor and small motor drive package. 

 

Figure 34: Printed Circuit Board 

This PCB is composed of a large number of connections in each of its components. For the operation 

of all the parts it is necessary that the connection between the parts is done in a correct way. The way 

the connections are made is the following: 

 

Figure 35: Circuits Building 
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As can be seen in the picture the connections allow the control of the motors, the PWM, the TB6612 

and the servos. In this way the back of the car is already built. In the front part is where the servos 

have their function, in the movement of the wheels so that the car can change its direction. 

To do this, the front wheels are assembled and then the servo that allows the movement of these. The 

last element to be placed is the camera. This can be placed with a servo so that it can see a greater 

angle or placed in a fixed position. In this case it was decided to place the camera without any type of 

servo.  

The servo used in this car is the SunFounder SF0180 servo. This servo is a digital servo with three 

wires at 180 degrees. It uses a 60Hz PWM signal and has no physical limit, only internal software 

control at 180 degrees maximum. The final result of the car assembly is shown in the following 

picture: 

 

Figure 36: Complete car 

This is the basic assembly of the robotic car although other extra components such as sensors can be 

installed. These sensors allow to obtain information about the environment surrounding the robotic 

car. There are numerous types of sensors that collect a wide variety of data. In the assembly of this 

robotic car have been used in particular three types of sensors, the accelerometer, gyroscope and 

magnetometer. 

An accelerometer is an electromechanical instrument used to detect acceleration forces. These forces 

can be either static, as is the case with gravity, or dynamic, as are the forces caused by movement.  

Normally, accelerometers are formed by capacitive plates. These plates due to the acceleration forces 

acting on the accelerometer move, changing the capacitance that exists between them. Thanks to these 

changes in capacitance is possible to detect the acceleration suffered. 

In accelerometers, acceleration can be measured on one, two or three axes.  The three axis are more 

common, in fact in the robotic car has been introduced an accelerometer of this type. In this way, it is 

possible to measure the acceleration to which the sensor is subjected in X, Y and Z independently, 

allowing to know the magnitude and direction of the measured acceleration. 

A gyroscope is a device that allows measuring angular velocity, that is, the speed of rotation. In the 

same way as for accelerometers, there are one, two and three axis gyroscopes, the latter being the 

most popular. For this project has been connected in the robot car a three-axis gyroscope.  

When the gyroscope is rotated, a small mass moves as the angular speed changes. This movement is 

converted into very low current electrical signals that can be amplified and read by a microcontroller. 
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A magnetometer is a device that measures the strength and direction of the magnetic field to which 

they are subjected. They can be divided into two groups, scalar and vectoral. The first only measure 

the force of the magnetic field, while the second, in addition to the magnetic field force, can also 

measure its direction.  

A magnetometer not only reports how certain magnetic materials in particular affect magnetic flow 

but can also measure the force of magnetic fields. This information can be used to discern the 

direction, rotation and angle of magnetic fields, as well as the location of specific objects within them. 

Finally, after the installation of these sensors the appearance of the car is as follows. 

 

Figure 37: Robotic car with sensors 

 

 

3.4. MOVIDIUS NEURAL COMPUTE STICK 

The robotic car described above is programmable. It is possible to program different simple actions 

such as increasing or decreasing speed, or a certain angle set in advance for the turning of the wheels. 

It can even be used as a radio control car through a game console control.  

But the purpose of this project is not to make these simple programs, but to go one step further. In 

fact, the code to perform some of these simple operations is provided with the purchase of the robotic 

car in order to make tests to know if the assembly of the parts has been done correctly. 

The problem that arises when wanting to go one step further and perform more complicated actions is 

the processing capacity. This project looks to find an automatic solution for one of the most common 

driving situations such as the viewing of traffic signs. These situations require quick action since any 
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delay can mean a fatal end. The processing capacity of the Raspberry Pi incorporated in the robotic 

car presented above is not high enough to carry out solutions of this type on it.  

The solutions to be implemented will contain models of deep learning and, therefore, with a not 

insignificant processing time. That is why an auxiliary processor is needed to reduce that processing 

time and, consequently, the reaction time of the robotic car. This auxiliary processor is the Movidius 

Neural Compute Stick. 

The idea of working with deep learning systems and artificial intelligence led Intel to create the 

Movidius Neural Compute Stick. This is a device that contains a chip, the Myriad Vision Processing 

Unit (VPU), which facilitates vision computing based on convolutional neural networks to be 

performed more quickly but maintaining a low power consumption and processing cost. 

This vision processing unit has 4 Gbits of LPDDR memory and facilitates these functionalities thanks 

to the fact that it contains image and vision accelerators, as well as 12 VLIW vector processors called 

SHAVE processors (Streaming Hybrid Architecture Vector Engine). These processors are the ones 

that produce an acceleration of the neural networks and they do it with a system of parallel neural 

networks that facilitates its execution by parts of these networks. 

A USB connection allows this device to be connected to a host machine. In this way, applications 

running on the host machine can communicate with the SOC VPU via the Neural Computing API 

(NCAPI). In this way, neural network graphics files and instructions for running inferences can reach 

the device. 

The reception via USB connection of both the graphic file and the images for inference is coordinated 

by a LEON processor. In addition, this processor allows the analysis of the graphic file and the 

programming of the cores that are used by the motors of the SHAVE neural computation accelerator. 

The results of the neural network and the statistics of these return to the host machine through the 

USB connection and the host application receives them through NCAPI. [30] 

 

Figure 38: Movidius Architecture 
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This is the way the Movidius Neural Compute Stick works internally, but as you can see this device is 

not used to train the models but simply to run them. It is for them that before arriving at this point a 

series of steps must be followed.  

First the model has to be trained. This is done in a structure with a lot of processing power. Powerful 

GPUs are often used to perform this process. Once the results obtained from the training are the 

desired ones, the next step is the compilation of the model made so that it can be used in Movidius. 

Finally, once the model has been optimized the model is loaded in the Neural Compute Stick ready to 

make inferences. [31] 

 

Figure 39: Movidius steps 

In order to carry out the complete process, Intel has developed a set of tools that make it possible to 

create and implement deep learning models. This set of tools is called OpenVINO (Open Visual 

Inference & Neural Network Optimization). 

OpenVINO is a set of tools, designed and conceived to design computer vision solutions that allow 

better performance and with the shortest possible development time. It makes it easy to access the full 

set of Intel hardware options and thus achieves improved performance, reduced power consumption 

and maximized hardware utilization.  

The set of optimization capabilities and runtime engine that OpenVINO provides, allows a model to 

run in the architecture that best adapts to its needs of the type FPGA, efficient VPU or other option.  

In this state of development, Intel is gradually modifying the OpenVINO Toolkit to become a unified 

platform for model optimization and inference. Within this set of tools there are some to generate an 

intermediate representation (IR) from the TensorFlow, Caffe and Apache MXNet models since a 

requirement of it is to have the models in certain formats to be able to execute them through 

OpenVINO. [32] 

 

Figure 40: OpenVINO Toolkit 
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Once the hardware on which the project will be carried out has been explained, the following sections 

will explain the project software. The following sections include the models, algorithms and databases 

used. 

 

 

3.5. DATABASES USED 

As mentioned in previous sections, two cascade models are necessary in order to achieve the objective 

that the constructed robotic car visualizes traffic signs, detects them and in addition be able to know 

what type of traffic sign it is. 

But in order for these models to work properly, they need to be properly trained and for carrying out 

this training, the more data available, the better. Since it is impossible to obtain a large amount of data 

on your own, e.g. by using a vehicle equipped with cameras that can take pictures of driving moments 

in the first person, it was decided to use already existing databases prepared with their respective 

labels for their use.  

As two models are necessary, two different databases are required to carry out this project. The first 

one is a database to carry out the detection of objects and the second one is a database to identify the 

different traffic signs detected. 

 

3.5.1. DATABASE FOR OBJECT DETECTION 

As autonomous driving is a very delicate activity, everything has to work out correctly, because one 

mistake can cause a lot of damage, both material and personal. As to achieve adequate results, it is 

necessary to have a large amount of data, to carry out object detection the database chosen is the 

BDD100K created by a group from the University of Berkeley, in California, United States. Below it 

is possible to visualize the comparison of several aspects of this database with other databases used to 

implement autonomous driving functions. [15] 

 

Figure 41: Comparative between databases 

With respect to the number of sequences, as can be seen, the BDD100K database has a much higher 

number of sequences than the rest of the compared databases, which means that the number of images 

that make up the database is much higher than the rest. In conclusion, in terms of the amount of data, 

the database chosen for this project is almost a thousand times larger than the second largest.  
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In addition to the amount of data, the BDD100K database has other advantages over most other 

databases compared. The first aspect to highlight is that the database chosen for the project contains 

information from different cities. These cities are New York, Berkeley, Bay Arena and San Francisco, 

all of them in the United States. This aspect helps the model made with this database to be 

extrapolated to another city in the world, or at least in the United States. If only one city's driving data 

is available, it may not be generalizable to other cities simply because, for example, traffic signs are 

not placed in that way in that city and are therefore not recognizable. 

Another highlight of the BDD100K database is that it contains sequences in different weather 

conditions. This is a very important aspect when implementing an autonomous car since the driving is 

not the same with some weather conditions or others. The BDD100K database has sunny, foggy and 

rainy sequences, among others. Different types of weather conditions make driving very different, for 

example the braking distance on a rainy day is not the same as on a sunny day. Furthermore, visibility 

is not the same and therefore it is important that the car has been trained in situations where traffic 

signs or road lanes are not perfectly visible. Below is the distribution of the sequences according to 

weather, the sum of them does not reach the total number of sequences in the database because some 

of them are not labelled. [33] 

 

Figure 42: Sequences by weather 

In addition to different weather conditions, the BDD100K database has sequences at different times of 

the day such as day, dawn, dusk and night. In the same way as in the previous case, driving during the 

day and at night is very different. During the day everything is clear, but at night there are several 

factors that can make driving difficult. Among these factors, it should be noted that there are more 

lights in the surroundings of the car, which can cause them to be confused with traffic lights, or that 

pedestrians are not as visible in the dark of night as they are during the day. Below is the distribution 

of the sequences according to the moment of the day. They do not add up to the total number of 

sequences as some of them are not labelled. 

 

Figure 43: Sequences by hours 

Finally, another feature of the BDD100K database is that it contains different types of scenes in its 

sequences. This is a plus because the vehicles do not always move in the same environment, but they 

do move through the city, road, parkings or even gas stations. Therefore, by having different types of 

scenes, it is possible to achieve a more generalizable model than working always with the same type 
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of scene. Below is the distribution of the sequences according to the type of scene. They do not add up 

to the total number of sequences because some of them are not labelled. 

 

Figure 44: Sequence by scene 

All these aspects make the BDD100K database different from other databases used for autonomous 

driving. According to the image presented above comparing five databases, the BDD100K database is 

much more complete in all the aspects mentioned than the KITTI, Cityscapes and ApolloScape 

databases. With respect to the other database, the Mapillary, both databases are very complete as both 

have all the aspects mentioned above. The only difference between them is the number of images they 

contain, the number of images in the BDD100K being four thousand eight hundred times greater than 

the number of images in the Mapillary. 

These are the reasons why the BDD100K database, sponsored by Berkeley DeepDrive Industry 

Consortium, was chosen for this project.  

With the sequences contained in this database it is possible to study driving trajectories and patterns. 

This is possible because the videos contain GPS information and the speed and orientation of the car 

from which the images are taken via an Inertial Measurement Unit (IMU). In addition to this data 

from the videos, the database also contains key frame annotations for each video, more specifically in 

the second ten of each video, which is equivalent to a total of one hundred thousand annotated images. 

These annotations are obtained through a system developed by the University of Berkeley.  

n the annotations there is different information, firstly certain fields of the image are labelled, and 

then different values are found on bounding boxes of road objects, driving areas, lanes markings and 

segmentation of instances. This structure of image labelling will be presented later in this document. 

Before looking at the format in which the different annotations are presented, it will be shown what 

these annotations look like, in other words, that parts of the image are of great importance when it 

comes to carrying out autonomous driving projects.  

Bounding boxes are used to label the objects in the picture. With them it is possible to know what 

type of objects are in the image and what is the location of these objects within the image. Below 

there is a picture of what these bounding boxes look like.  

 

Figure 45: Bounding boxes 
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As can be seen, there is not only one object per image but a multitude of them. The BDD100K 

database in particular has ten kinds of objects in its images: bus, traffic lights, traffic sign, person, 

bike, truck, motor, car, train and ride. The number of objects of each class in the whole database is as 

follows. 

 

Figure 46: Object distribution by class 

These notes are useful for many driving functions such as avoiding collisions, running over people or, 

as in the case of this project, knowing which traffic sign is on the road to carry out the corresponding 

action. 

Other annotations that are extracted from the images in the BDD100K database are the lanes 

markings. These markings are very important when driving as they make it possible to know if the 

vehicle is positioned correctly on the road or not. To do this, the location of these marks is noted as 

follows. 

 

Figure 47: Lane markings 

As can be seen, the annotations can be divided into two types of markings, those in red and those in 

blue. The red ones are those in the direction of the driving and are called vertical in the annotations. 

The blue marks are those where the vehicle being driven must stop. The blue notes are called parallel 

notes. 

In addition to parallel or vertical markings, the markings can be of different types (crosswalk, double 

other, double white, double yellow, road curb, single other, single white or single yellow) and can also 

be discontinuous or solid. The distributions of each of these values are shown below. 

 

Figure 48: Lane markings distribution 
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The information in the annotations does not stay here, it is also labelled in which areas of the image 

can be driven and which cannot. This is done by segmentation as shown below. 

 

Figure 49: Drivable areas 

The parts that are red or blue are those through which the vehicle can drive. The areas which are red 

are those where the vehicle has priority and are known as direct drivable areas. The blue areas are 

those where the vehicle can also drive, but where the priority is given to the vehicles driving through 

them. These areas are called alternative drivable areas. 

In the image presented above, the road is one-way and therefore the whole part of the road is drivable. 

If, on the other hand, the road has both directions, the part corresponding to the opposite direction will 

not appear in red or blue because it would only be drivable by a vehicle travelling in the opposite 

direction. 

 

Figure 50: Two-way road driving area 

The last annotations contained in this database are related to image segmentation. These annotations 

are only in ten thousand images in the database and can be used for object detection or dense 

prediction applications. 

 

Figure 51: Segmentation 
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These are the annotations provided in this database and they facilitate the work with it. However, in 

order to work satisfactorily, it is necessary to know the format in which these notes are presented.  

By accessing the database there is also access to two JSON files, one for training and one for 

validation. These two files contain all the annotations previously presented and both have the same 

appearance. [34] 

All the groupings are ordered by images and have a repeating pattern. For all images it starts with 

general image information. This information contains the name of the image, the timestamp (ms) of 

the video to which the image corresponds, as always is the second ten this value is ten thousand, and 

then a set of attributes. These attributes are: 

• weather. It indicates which are the weather conditions in the image. It is a categorical attribute 

and can only take one of the following values: rainy, snowy, clear, overcast, partly cloudy, 

foggy or undefined. 

• scene. Indicates the location in which the image was captured. This is a categorical attribute 

and can only take one of the following values: tunnel, residential, car park, city street, gas 

stations, highway or undefined. 

• timeofday. This indicates the time of day at which the image was captured. This is a 

categorical attribute and can only take one of the following values: daytime, night, dawn/dusk 

or undefined. 

Following this set of annotations is a block called " labels " and which contains a large amount of 

information. Within this block there is an id to identify the object or area from which information is 

given. In addition, there is a variable called "category" which determines which annotations will exist 

about that object or zone.  

In the case of objects, the "category" field can take any of these values: bike, bus, car, engine, person, 

rider, traffic light, traffic sign, train or truck. The other annotations which allow the objects to be 

detected are as follows: 

• attributes. This block displays information about the object. The following three attributes are 

included in this field: 

o occluded. It has as possible values true or false. It indicates if the object is displayed 

in full in the image or if there is something in front of it that partially covers it. 

o truncated. It has as possible values true or false. Indicates if the displayed object is 

complete in the image or if on the contrary it is truncated. 

o “trafficLightColor”. This is an attribute that only makes sense when the "category" is 

"traffic light". It indicates the color of the traffic light in the image. It can take the 

values red, yellow, green or none in case the object is not a traffic light. 

• “manualShape”. It has as possible values true or false. Indicates if the way to get the 

bounding box for the object is manual or created. 

• “manualAttributes”. Has as possible values true or false. It indicates if the value of the label is 

created or modified manually. 

• box2d. This block contains the coordinates of the four vertices of the bounding box that 

contains the object. 

It should be mentioned that a tool was used to obtain the bounding boxes, with which the user can 

manually draw the bounding box and choose the category for each object. Due to the use of this 

application most of the values in "manualShape" and "manualAttributes" are true. When performing 

these operations, the information is added to a file. The name of the tool is bounding box labeling 

tool. 
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Figure 52: Bounding box labeling tool 

These are the annotations with regard to the objects in the image. For the drivable areas, the 

annotations are different. Firstly, in order to know that it is a drivable area, the variable "category" 

takes the value "drivable area". The other annotations which allow you to define the drivable areas are 

as follows: 

• attributes. This block shows information about the drivable area. In this case there is only one 

attribute: 

o “areaType”. It can take two values, direct or alternative. It indicates in which areas of 

the road the vehicle has priority and in which areas other vehicles have priority. 

• “manualShape”. It has as possible values true or false. Indicates if the way to obtain the 

drivable area is manual or created. 

• “manualAttributes”. Has as possible values true or false. It indicates if the value of the label is 

created or modified manually. 

• poly2d. Is a block which contains different pairs of numbers. These numbers correspond to 

the coordinates of the points that delimit the drivable area. Besides these vertices, the block 

contains two more variables: 

o types. It is a string of letters that can be L or C. There are as many letters as there are 

coordinates in "poly2d". A value of L means that the point is a vertex and if on the 

contrary the value is C it means that it is a control point in a curve. 

o closed. It has as possible values true or false. If it is true it means that it is a closed 

area and if on the contrary it is false it means that it is a path. 

It should be noted that there is a drivable area for each of the lanes. Just as there was a tool for making 

the bounding boxes manually, there is something similar for the drivable areas. In this case the user 

chooses points so that the selected zone covers the desired area. 

 

Figure 53: Drivable areas using clicks 
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Finally, the other value that the variable "category" can take is "lane". These blocks contain the 

necessary annotations to define the lane markings. The other annotations that allow the definition of 

lane markings are: 

• attributes. This block shows information about the lane markings. Within this field the 

following three attributes are included: 

o “laneDirection”. It can take the parallel value or the vertical value. The vertical value 

means that the lane mark has the direction of driving while the parallel value means 

that it is a mark at which the vehicle must stop. 

o “laneStyle”. It can take two values, dashed or solid. It indicates if the mark is 

continuous or if on the contrary it is discontinuous. 

o “laneType”. Indicates the type of mark. It can take any of the following values: 

crosswalk, double other, double white, double yellow, road curb, single other, single 

white or single yellow. 

• “manualShape”. It has as possible values true or false. It indicates if the way to obtain the lane 

markings is manual or created. 

• “manualAttributes”. It has as possible values true or false. Indicates if the value of the label is 

created or modified manually. 

• poly2d. It is a block which contains different pairs of numbers, usually two but can be more. 

These numbers correspond to the coordinates of the points that define the lane markings. In 

addition to these vertexes, the block contains two more variables: 

o types. It is a chain of letters that can be L or C. There are as many letters as 

coordinates in "poly2d". A value of L means that the point is a vertex or if there are 

two points it will be the beginning and end of a mark and if on the contrary the value 

is C it means that it is a control point on a curve. 

o closed. It has as possible values true or false. If it is true it indicates that it is a closed 

area and if on the contrary it is false it indicates that it is a road. 

The way to obtain these marks is similar to the case of the drivable areas but in this case, they are 

lines instead of areas. In this case the vertexes represent an equation of type y = mx + p (or a higher 

degree). 

For this project, as the objective is to detect traffic signs and then identify them, the annotations that 

are necessary are those that have an object as a category. These annotations will serve as input for the 

chosen detection algorithm which will be explained later in this document. 

 

3.5.2. DATABASE FOR THE TRAFFIC SIGN IDENTIFICATION 

For the model in charge of identifying the traffic signs visualized, the database chosen must have a 

large number of images of traffic signs of different types. This is the case of the German Traffic Sign 

Recognition Benchmark (GTSRB). 

The reason why this database has been chosen is because it is very complete, as it contains a large 

number of different traffic signs. Moreover, as it is a database made in Germany, the appearance of 

the traffic signs in that country is very similar to that of the traffic signs in Spain. 

This database has been created by the Institute of Neurocomputing at the University of Ulm in 

Germany. A total of ten hours of driving on German roads were recorded to capture the images that 

make up the database. The recordings were made with a Prosilica GC 1380CH camera at 25 fps. All 

driving hours were recorded during the day and in both spring and autumn.  
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Before continuing, it is necessary to define some terms that allow a better understanding of the 

information collected in the following paragraphs. The first term is "traffic sign instance" and refers to 

the set of images that are captured and in which the traffic sign can be seen when passing with the car. 

The second important term is track. A track refers to the set of images that are generated in a traffic 

sign instance. Each track contains a traffic sign, and this is unique. 

During the hours of recording that have been made to create this database, 133 thousand images of 

traffic signs tagged from 2416 different instances have been collected. This is because while 

recording, the traffic signs are not only seen in one frame of the recording but in several of them in a 

row. The different traffic signs captured during the recording are grouped into 70 classes.  

A set of criteria was applied to improve the functioning of the database. In this way, some images that 

were not considered useful according to these criteria would be removed. These criteria are the 

following: 

• Tracks with less than thirty images should be discarded. 

• Those classes with a total of less than nine tracks must also be discarded. 

• Tracks with more than thirty images should be sampled equidistantly so that only thirty 

images remain. 

This last criterion must be carried out for two main reasons. The first is that the tracks where the car 

capturing the traffic signs has a lower speed are larger than those where the car has a higher speed. In 

addition, the images of the tracks where the car is going slowly will not have much difference 

between them and therefore do not allow for diversity in the data. In this way, with this sampling, the 

number of images per track is balanced.  

Secondly, although it may seem a contradiction of the previous reason, traffic signs vary in visual 

appearance over time. The lighting of the traffic sign may vary, or the perspective of the traffic sign 

may be different as we approach it. In addition, from a distance, traffic signs can be seen in low 

resolution and from close up they can be blurred due to the movement of the car from which they are 

recorded. That is why by sampling the tracks you can obtain very diverse images and therefore make 

the database have data with a great diversity. [35] 

The application of all these criteria mentioned finally left the number of images at about fifty 

thousand with a total of forty-three classes. These classes can be seen in the following image:  

 

Figure 54: GTSRB classes 

These images have different sizes ranging from 15x15 to 250x250 although not all are square images. 

In addition, all of them contain a margin of 10% around the traffic sign so that edge detectors can be 

made.  

All these classes do not have the same number of images each, logically there are traffic signs that are 

more common than others and having captured the data by driving, there are traffic signs that have 
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been captured more than others. The distribution of the data according to the class to which it belongs 

is as follows. [36] 

 

Figure 55: Number of samples per class 

One of the main problems with this database, apart from the fact that the images are of low resolution 

as can be seen in figure 46, is that the number of images of each class is very different. In fact, 

between the class that contains more images and the class that contains fewer images there is an order 

of magnitude.  

After seeing how the content of this database is, it is time to see how this content is distributed in 

order to work and arrive at valid results using this database. When the database is downloaded, there 

are three directories and three csv files with the annotations of the different images contained in the 

database. The structure of the database can be seen more visually in the following image. 

 

Figure 56: GTSRB database 

As can be seen from the names of the directories and the csv files, there is an annotated file for each 

of the directories. The percentage of data used for training and testing is 75% for training and 25% for 

testing. 

The "Meta" directory contains forty-three images that are the sample images to know the different 

classes that make up the database. They are not real images but computer-made images. The contents 

of this directory can be seen in figure 46. 
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The "Train" directory contains forty-three directories, one for each class. Each one has a value from 0 

to 42. Within each of these directories there are images of the same type of traffic sign. 

The "Test" directory contains a total of 12631 images. These images are from any of the forty-three 

classes that make up the German Traffic Sign Recognition Benchmark database. 

As for the csv files, they contain the annotations. The "Meta.csv" file contains the following 

annotations: 

• Path. Contains the image path. 

• ClassId. Indicates which class the image belongs to.  

• ShapeId. Indicates the shape of the traffic sign included in the image. It can take the value 0 if 

it is a triangle, 1 if it is a circle, 2 if it is a rhombus, 3 if it is a hexagon or 4 if it is a reverse 

triangle.  

• ColorId. Indicates the colour of the traffic sign included in the image.  It can take the value 0 

if it is red, 1 if it is blue, 2 if it is yellow or 3 if it is white. 

• SignId. It is a value that is set according to Ukrainian traffic rules. 

The other two files, "Train.csv" and "Test.csv" contain different annotations to the previous file. The 

annotations in these files are as follows: 

• Width. Indicates the width of the image. 

• Height. Indicates the height of the image. 

• Roi.x1. Refers to the X-coordinate in the upper left corner of the traffic sign bounding box. 

• Roi.y1. Refers to the Y-coordinate in the upper left corner of the traffic sign bounding box. 

• Roi.x2. Refers to the X-coordinate in the lower right-hand corner of the traffic sign bounding 

box. 

• Roi.y2. Refers to the Y-coordinate in the lower right-hand corner of the traffic sign bounding 

box. 

• ClassId. Indicates which class the image belongs to. 

• Path. Contains the image path, 

The coordinates of the region of interest (ROI) form the bounding box for the traffic sign. In a more 

visual and clearer way than the previous text the bounding box is defined as follows. [37] 

 

Figure 57: Bounding box of the traffic sign 

The whole database will not be used for this project. Only six classes have been chosen from the 

forty-three, which are: 30 km/h speed limit, 120 km/h speed limit, stop, caution, mandatory right turn 

and mandatory left turn. Visually these traffic signs are as follows. 
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Figure 58: Classes used in the project 

The consequence of reducing the database to only six classes is that those that do not belong to any of 

the chosen classes have to be removed from all image directories. Subsequently the same must be 

done with the annotations of the csv files. In addition, the ids of each class are changed so that they 

have values from 0 to 5. This action must be done both in the name of the images in the directories 

and in the csv files that contain the annotations. 

Finally, it is worth indicating the actions to be taken by the vehicle when it identifies any of these 

traffic signs. All the actions can be summarized in the following table. 

  

Traffic sign Name Action 

 

30 km/h speed limit 
The robotic car sets its speed at 

a value of 30.  

 

120 km/h speed limit 

The robot car sets its speed at a 

value of 100, the maximum 

speed reached by the robot car. 

 

Stop The robotic car stops. 

 

General caution 
The robot car sets the speed at 

50. 
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Mandatory right turn 

The robot car turns the servo of 

the front wheels to the right for 

a predefined time before putting 

them back on straight. 

 

Mandatory left turn 

The robot car turns the servo of 

the front wheels to the left for a 

predefined time before putting 

them back on straight. 

Table 2: Types of traffic signs used and their action 

 

3.6. ALGORITHMS USED 

Once the structure of the project has been presented, the hardware and software to be used and the 

data to be used to train the system, it is the turn of defining which algorithms have been used to 

achieve the objective of simulating a real driving environment. 

As already mentioned during this document, two different algorithms are needed to carry out this 

objective, one for object detection and the other for image classification.  

This section will present the reasons for the choice of these algorithms and a technical explanation of 

their operation. 

 

3.6.1. ALGORITHM USED IN OBJECT DETECTION 

For the object detection task, the algorithm chosen is the You Only Look Once (YOLO) more 

precisely its version three. In addition, a variant of this algorithm called Tiny YOLO will be used for 

later performance comparison. 

Despite the fact that version four of this algorithm has recently been released, version three will be 

used because at the time this project began, version four of YOLO had not yet been released. 

The process followed by this algorithm can be expressed in the following way. [38] 

 

Figure 59: YOLOv3 block diagram 

Schematically, it can be described as an image being inserted into a feature extractor through which 

feature maps of different scales are obtained. These feature maps are then introduced into the detector 
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to obtain the bounding boxes and their classes at their output. All of this will be explained in more 

detail below. 

As the name suggests, YOLO is a one-time image "viewing" algorithm. This fact makes it a very fast 

algorithm compared to the rest of the object detection algorithms although it sacrifices some precision 

as a consequence. The reason why this algorithm has been selected to perform the object detection in 

this project is because due to its speed it allows the detection of objects in real time, a very important 

factor in an autonomous driving system. 

YOLOv3 is the third version of YOLO. This version is a set of improvements to the first version, 

which was explained in the state of the art of this document. At this point it is explained that the 

network used by the YOLO was a 24-layer convolutional network with two additional layers 

completely connected. In the third version, this network has been upgraded. The network used in this 

version is a mix between the network used in version two, the Darknet-19 and the residual network. 

This new network is called Darknet-53, which contains 53 convolutional layers. 

This network contains mainly 3x3 and 1x1 convolutional layers and also contains some missing 

connections and is considerably larger in size. Despite this, its performance is similar to other 

networks with similar uses, as can be seen below. [39] 

 

Figure 60: Backbones comparation 

The table above shows the following data: accuracy, billions of operations, billions of floating-point 

operations per second, and FPS. As can be seen, the accuracy of the network used by YOLOv3 is 

similar to that of other last generation networks but with fewer floating-point operations and higher 

speed. 

Compared to the ResNet-101, the Darknet-53 is more accurate and about 1.5 times faster. Compared 

to the ResNet-152 the accuracy is similar, but the speed is two times higher. 

Of all the networks compared, the Darknet-53 has the highest number of floating-point operations. 

This means that it makes more efficient use of the GPU. This, among other factors, is due to the fact 

that ResNet networks have many layers. 

The Darknet-53 network has missing connections, which it copied from ResNet. This omission allows 

activations to propagate through deeper layers without decreasing the gradient. The network 

architecture is as follows: 
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Figure 61: Darknet 53 

Each of the rectangles in the image above is a residual block. Therefore, the network follows a pattern 

in which there are residual blocks and between these blocks layers that reduce the size of the image 

can be found. Each block is formed by two convolutional layers in a row, the first one of 1x1 and the 

second one of 3x3 followed by a jump connection. 

As any other object detection algorithm, YOLOv3 is intended to locate an object inside an image and 

also to indicate what type of object it is. In short, the algorithm must give the output bounding boxes 

and classes.  

To achieve these bounding boxes, feature maps are extracted at different scales from different areas of 

the deep network, more specifically from the last three residual blocks. It should be noted that 

YOLOv3 works for any input size, although the most common value is 416x416. With this entry the 

extracted feature maps will be 13x13, 26x26 and 52x52 as can be seen in the following image.  

 

Figure 62: Feature maps 



   49 

 

The way in which these feature maps are extracted is as follows. The image enters into the deep 

network and passes through the different convolutional layers and the residual blocks. As it passes 

through the different layers, in some of them the image is reduced by a factor of two due to the 

characteristics of the layers. In this way, in the last residual block, a features map is obtained with step 

32, in other words, with a size of 13x13. Features maps with step 16 and 8 are obtained in the same 

way but in the penultimate and antepenultimate residual block, respectively. The way in which these 

feature maps are extracted is similar to that used by pyramid-shaped feature networks (FPN). 

Once the feature maps are available, it is time to insert them into the detector, which looks like this. 

 

Figure 63: YOLOV3 detector 

In the first one, it works with the 13x13 features map extracted from the last residual block. This map 

goes through a set of 1x1 and 3x3 convolution layers. Before reaching the last layer, which offers the 

final result of the detection, the features map is extracted, a factor two upsampling is performed and 

concatenated with the features map of step 16. The result is passed through the 1x1 and 3x3 

convolution layers to obtain the final detection. Performing the same procedure, the detection of the 

step 8 features map is obtained. This multi-scale detection allows to improve the performance with 

small objects. 

As mentioned above, the end result is a set of bounding boxes and classes. These bounding boxes are 

given by five variables and one vector. To understand this output format, it is first necessary to know 

the number of predicted bounding boxes obtained at the output of the detector. 

This prediction is made in the last layer of the detector which performs 1x1 convolutions. In this way 

the final feature map has the same size as the one entering the detector. For the prediction of the 

bounding boxes, the features map is divided into a grid with as many cells as the size of the features 

map. In other words, if the features map is 13x13, the grid will have 13x13 cells.  

Then for each cell, in YOLOv3 three bounding boxes are predicted, obtaining a total of (13x13 + 

26x26 + 52x52) * 3 bounding boxes. As said before, each bounding box is defined by five attributes 

that describe the central coordinates, the dimensions and the objectivity score and a vector with the 

probabilities that this detection is from one of the possible classes worked with. 

 

Figure 64: Attributes of a bounding box 
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But these coordinates obtained from the network are not the coordinates of the final bounding box, 

because this could mean unstable gradients during training. To avoid this, the detector predicts offsets 

to predetermined boundary boxes called anchors. These anchors are an a priori bounding box and are 

usually obtained using the k-means algorithm. To obtain the predictions of the bounding boxes the 

output of the network is transformed as follows. 

 

Figure 65: Transformation of the bounding box 

In the previous transformation, bx, by, bw and bh refer to the center, width and height of the prediction 

made; tx, ty, tw and th are the values obtained from the deep network; cx and cy refer to the coordinates 

given at the top left of the cell and finally pw and ph are the width and height of the a priori bounding 

box. 

As can be seen, the prediction of the center of the bounding box is made by means of a sigmoid 

function. This implies that the value is between 0 and 1. This is because no absolute coordinates are 

predicted but rather relative to the upper left corner of the grid cell. In addition, this value is 

normalized. On the other hand, the dimensions of the bounding box are predicted by applying a log 

transformation of two of the output parameters of the deep network and then multiplying by an 

anchor. All this transformation can be seen in a more visual way in the following image.  

 

Figure 66: Bounding boxes with priors dimensions and prediction location 

Once the predictions of the bounding boxes are available, it remains to be discovered how the label is 

predicted for each bounding box. All bounding boxes have a variable called the probability of 

objectivity that determines the probability of an object being in the bounding box. As this variable is a 

probability, its value must be between 0 and 1. 

In addition to this probability that there is an object or not within the bounding box, it must also be 

indicated to which class the object belongs. These probabilities are indicated as shown before by a 

vector. This vector contains as many elements as classes can be detected. To achieve these 

probabilities, binary cross entropy is also used since there may be classes that are not exclusive and 
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the “softmax” function that was used in previous versions of YOLO assumes that the classes are 

exclusive. A score is then calculated in the way that can be seen in the image and the highest score 

indicates the class of the object included in the bounding box. [40] 

 

Figure 67: Class prediction 

Once we know how the predictions are obtained, the problem appears in that YOLOv3 predicts a 

large number of bounding boxes, but the final result must be one box for each object in the image. 

This is done after detection in what is known as post-processing. 

The procedure used to carry out this post-processing is non-maximum suppression (NMS). Before 

applying this method, a first selection of bounding boxes is made by screening those that have an 

objectivity probability lower than a defined threshold. 

Once this filtering has been carried out, the non-maximum suppression is applied. This procedure 

consists first of selecting the bounding box with the highest confidence. Then its overlap with all other 

bounding boxes is calculated and those that exceed a previously marked threshold are removed. To 

calculate the overlap the intersection over union (IOU) is calculated. 

 

Figure 68: Intersection over union 

The above steps are repeated until only one bounding box remains for each object to be detected. In 

this way the detection of objects is achieved through the YOLOv3. 

The choice of this algorithm over others is for its speed, but it does not lose excessive precision, as we 

want the implemented autonomous driving system to act in real time. If it is compared with Faster R-

CNN, this algorithm uses 9 anchors for the 3 that YOLOv3 uses, which slows down the predictions 

because more operations have to be done. If we compare it with SSD, YOLOv3 makes the detection 

in three scales while SDD makes it in six, increasing the processing time but with more precision.  

It should also be noted that the Darknet-53 network is simpler than similar networks and also uses 

stride convolution which is faster than standard convolution. In this convolution it is controlled how 
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the filter performs the convolution around the input volume. The amount of movement between 

applications of the filter to the input image is called the stride and is usually symmetrical when it 

moves both wide and high. A stride convolution two can be seen below. [41] 

 

Figure 69: Stride convolution 

All this can be seen in a more visual way with the following graph. It shows a comparison of different 

neural networks and we can see that YOLOv3 stands out for its speed as well as its precision. To 

obtain these results, an intersection over union of 50% is set. 

 

Figure 70: Networks comparation 

In addition to YOLOv3, its variation called YOLOv3-tiny will also be used in this project. This 

variation allows to increase the speed of execution but sacrificing precision. This is achieved through 

a less deep network than the Darknet-53 used in YOLOv3.  
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Figure 71: YOLOv3 tiny architecture 

As can be seen, the main differences with YOLOv3 are that the YOLOv3-tiny version uses the 

pooling layers thus reducing the role of the convolutional layers. Moreover, unlike YOLOv3 which 

made predictions in three different scales (13x13, 26x26 and 52x52), the YOLOv3-tiny version 

predicts the bounding boxes in two scales (13x13 and 26x26).  

On the other hand, as expected the rest of the algorithm is very similar to YOLOv3. YOLOv3-tiny 

also divides the image into cells and returns a three-dimensional tensor containing the probability of 

objectivity, the bounding box and class predictions. 

In the following image the difference between the tiny and the normal version can be seen in each of 

the YOLO versions. [42] 

 

Figure 72: Comparation between YOLO y YOLO-Tiny 
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As it can be seen the difference between both algorithms is that the network of the Tiny is much 

smaller than the network of the YOLO. Consequently, the speed of the Tiny is higher but the 

precision is much lower than the one of the YOLO. 

These are the two algorithms used in this project for object detection. The reason of using these two 

algorithms is to be able to compare the performances of both of them and in that way to obtain valid 

conclusions. 

 

3.6.2. ALGORITHM USED IN IMAGE CLASSIFICATION 

For the final task of identifying what type of traffic sign has been displayed by the robotic car, a 

convolutional neural network (CNN) has been chosen that is capable of classifying images into 

different classes.  

The convolutional neural network designed for this part of the project has a fixed input of 32x32. 

These dimensions have been set in this way because the images in the database used to train the 

network are all 32x32. 

The complete architecture of the network that allows the identification of traffic signs used in this 

project can be seen in the following image. 

 

Figure 73: CNN architecture 

The first thing to indicate is that this network works in a sequential way. The structure can be defined 

in four sets of layers. The first one consists of a convolution layer in which 5x5 convolutions are 

applied, an activation layer, a normalization layer and a pooling layer. 
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Following this set are two that are exactly the same. Each of these contains a convolution layer which 

performs 3x3 convolutions, an activation layer and a normalization layer. These three layers are 

repeated twice before reaching a pooling layer. 

Finally, in the last block there are two fully connected layers in which a dropout is introduced to 

prevent overfitting. In this last set of layers there is also the layer that is in charge of carrying out the 

classification.   

The activation function used in this network is the rectified linear unit (ReLU). This function 

eliminates the negative values leaving the positive ones as they come in. It is very common in 

convolutional neural networks and works very well with images. 

 

Figure 74: ReLU function 

In the pooling layer, the function of reducing the amount of information resulting from the 

convolution takes place. Reducing the amount of information reduces the dimensions of the image. 

The action performed in this layer is a sampling, a sample of pixels is taken from the input and either 

the highest value is left, or an average is made of all the pixels in that sample. In this way, the 

predominant features remain, while the less relevant ones disappear. In this case the maximum 

pooling is used. 

 

Figure 75: Maximum pooling 

In the design of the network, two functions must be chosen, the optimization function and the loss 

function.  

The optimization function has the objective of reducing the result of the loss function as much as 

possible. For the network used in this project, the optimization function called Adaptive Moment 

Estimation (ADAM) was used since it is a function that works very well with the type of architecture 

used. This function updates the weights of the network using the first and second moment of the 

gradient. It is a combination of the adaptive gradient algorithm (AdaGrad) and the root mean square 

propagation (RMSProp).  

Finally, the loss function aims to show the quality of the neural network. For this network, categorical 

cross entropy has been chosen, which is widely used for classification problems with multiple classes. 

It follows the following expression. 
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Where 𝑦0  ̂ is the y0-th scalar value in the model output, y0 is the corresponding output target value and 

output size is the number of scalar values in the model output. 

The decision about the number and type of layers that compose the network is a complicated task 

since there is no solution or predefined steps for it. Each neural network designed is made according 

to the data available and the problem to be solved.  

In this project, the task of designing the convolutional neural network was a very long one, as it 

involved the application of a trial and error method in order to maximize the probability of success.  

This method consists of performing repeated and varied attempts until the objective is achieved or 

until the designer gets tired of trying. It can be done in two different ways: [43] 

• Forward approach: This approach starts by selecting a small number of layers or hidden 

neurons. The complexity of the network is increased until the result is improved. 

• Backward approach: This approach is the opposite of the forward approach. In this approach 

we start with a large number of hidden layers or neurons. The complexity of the network is 

reduced until the result is improved. 

In this project, the forward approach has been followed. For the number of convolutional layers, a 

simple structure has been used at the beginning and new layers have been added with the goal of 

maximizing the precision of the network. For the layout of the layers, the general scheme used by this 

type of network has been followed (convolution-activation-batch-pool).  

After this set of layers, following the structure of a basic convolutional network, fully connected 

layers have been added. In order to define the number of neurons in these layers, the trial and error 

method has been applied in the same way as with the number of convolutional layers, with a forward 

approach.  It started with a small number of neurons and then increased the number until the results 

were maximized but always taking into account that this number should be smaller than the size of the 

input data (in this case 4x4x32=512). 

By applying this iterative process, it was possible to achieve the objective of creating a network with 

promising results and very robust.  

This is the way to obtain the type of traffic sign that has been displayed with the robotic car. The 

following section of this document will show the results obtained after the implementation of these 

algorithms. 
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4. RESULTS 

This section presents the results obtained in each of the algorithms used to carry out the project, the 

YOLOv3 and its Tiny version for object detection and the convolutional neural network for the traffic 

signs identification.  

For each of the algorithms performed, in addition to showing the results, they will also be explained 

and the parameters that define the form of training will be explained. In addition, it will be 

commented if aspects related to the learning have happened, such as overfitting or underfitting. 

As two algorithms have been used for object detection, not only the results of both will be presented 

but also a comparison will be made to see the differences and extract conclusions from them. 

It should also be noted that after displaying the training results, the results obtained by using 

additional images which have not been seen by the models obtained so far will also be presented. 

Finally, the results of the implemented autonomous driving system will be shown. 

 

4.1. RESULTS OF THE OBJECT DETECTION ALGORITHMS 

As it has been said before, two algorithms have been used for the object detection task, the YOLO in 

its version number 3 and its Tiny variation. The training of both algorithms is done independently but 

even if they are done separately there are things that they have in common. Below are the parameters 

that must be configured when carrying out the training and which are common to both algorithms. 

4.1.1. TRAINING PARAMETERS 

For training implementation, having a large amount of data is a plus for achieving good results. But 

although it is important, it is not the only one. There is a set of parameters that need to be defined and 

that can determine if the training carried out is optimal or not. For both the YOLOv3 and its Tiny 

version the following parameters have been set: 

First there is a set of general network parameters such as: 

• batch. Which refers to the number of samples contained in each batch in which the data is 

passed through the network. At the end of each batch, the network weights are updated. 

• subdivisions. It refers to the number of mini batches contained in a batch. The size of the mini 

batch is therefore the ratio between the size of the batch and the number of subdivisions. This 

parameter is defined according to the GPU available for training.  

• width. It refers to the width of the image at the input of the network. It must be a multiple of 

32. 

• height. It refers to the height of the image at the input of the network. It must be a multiple of 

32. 

• channels. Refers to the number of channels the image has at the input of the network.  

Then there is a set of parameters used to the data augmentation such as: 

• angle. Allows the images to be randomly rotated during training to an indicated angle to both 

the positive and the negative angle. 

• saturation. Allows to modify the saturation of the images in a random way during the training. 

• exposure. Allows to modify the exposure (brightness) of the images in a random way during 

the training. 
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• hue. Allows to modify the hue (color) of the images in a random way during the training. 

Finally, there are some parameters that refer to the optimizer: 

• momentum. As mentioned above, at the end of each iteration, the weights of the network are 

modified. As this update is done with a small set of images and not with all of them, these 

weights can vary quite a lot. This parameter is the one that allows penalizing the great 

variations in the weights of the network. 

• decay. It controls the penalty to be carried out for a large variation in the weights of the 

network. This parameter is intended to prevent overfitting.  

• “learning_rate”. It refers to the initial learning rate of the network. This indicates how quickly 

the network learns. As no information is available at the beginning of the training, this 

learning rate must be high. 

• policy. It refers to the policy for varying the learning rate. It can take the values constant, 

sgdr, steps, step, sig, exp, poly or random.  

• steps. This parameter is only valid if the chosen policy is "steps". It refers to the iteration from 

which the learning rate is multiplied by a scale factor. 

• scales. This parameter is only valid if the chosen policy is "steps". It allows to calculate the 

current learning rate according to the iteration in which the training is. If steps = 

5000,6000,8000, scales=0.1, 0.1, 0.1 and the current iteration number is 7000 then 

current_learning_rate = learning_rate * scales[0] * scales[1]. 

• “burn_in”. Indicates the number of iterations for warm-up. Although it has been said before 

that at the beginning of the training one should have a high learning rate, it has been shown 

that the training speed increases if during an initial period of time called warm-up a lower 

learning rate is used. Current_learning rate = learning_rate * pow (iterations / burn_in, power) 

where power is equal to four by default. 

• “max_batches”. Indicates the number of iterations that must be executed to complete the 

training.  

Once the parameters that must be configured to carry out the training of the object detection 

algorithms used are presented, the values that have been taken in each of the algorithms and the 

results that were obtained after the training will be presented. 

  

4.1.2. YOLOV3 

The following parameters have been chosen for the training of this algorithm: 

• batch: 64 

• subdivisions: 32  

• width: 608 

• height: 608 

• channels: 3, because the images are RGB. 

• angle: 0 

• saturation: 1.5 

• exposure: 1.5 

• hue: 0.1 

• momentum: 0.9 

• decay: 0.005 

• “learning_rate”: 0.001 

• policy: “steps” 

• steps: 160000, 180000 
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• scales: 0.1, 0.1 

• “burn_in”: 1000 

• “max_batches”: 200000 

It should be noted that this algorithm does not have a clear end, that is, there is no value for which the 

training is said to have been completed. This is why the value of the parameter "max_batches" has 

such a high value. It is up to the user to decide when to stop the training based on the results 

displayed. 

After training with this configuration, the evolution of the loss function of the YOLOv3 looks as 

follows. 

 

Figure 76: YOLOv3 loss 

In the graph on the left it can be seen that the value of losses starts at a very high value. This is 

because in the beginning there is no information, the weights of the network are initialized randomly 

and therefore the results of the network are very wrong and it is not until some iteration accounts later 

when the losses decrease. In the graph on the right you can see how, although it seems that the losses 

do not follow a very pronounced downward trend, the values of these continue to decrease.  

The training was stopped in iteration 23000 with an average loss around 5.5 but according to the tests 

performed and the results that will be shown below it seems sufficient to perform the detection that 

this project requires. It should be noted that due to the value of the batch, the total of images used in 

the training after this number of iterations is 23000 x 64 = 1472000.  

During the training the following data are obtained: the current iteration number in the training, the 

loss of that iteration, the average loss of all the training, the learning rate that is being used, the time 

that has taken the training of that lot and the number of images that have been trained until this 

iteration. 

For the last iteration carried out in the training, the values obtained were: 

• Current Iteration: 23000 

• Loss of iteration: 4.817046 

• Average loss: 5.338208 

• Learning rate: 0.001 

• Batch training time: 8.281399 

• Number of images trained: 1472000 
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All these results indicate that the training seems to have been performed satisfactorily. To check this 

assumption the following pictures are shown with their respective assumptions. 

First, the results of two images that are contained in the test set of the database used for object 

detection are shown. Each result contains the image with the bounding box and the output provided by 

the detection. This output contains the class of the object that contains the bounding box, the 

probability that determines that object is of that class and the coordinates that define the bounding 

box. 

The results were as follows: 

 

Figure 77: YOLOv3 detection with test image 1 

 

Figure 78: YOLOv3 detection with test image 2 
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As can be seen in the first image, the detection has been made successfully because it detects a truck 

and a traffic sign with a high level of security. In the second image the same happens with more 

objects detected. All the bounding boxes obtained have a probability of more than 50%. If their 

probability is lower, they are not detected. 

But as these images are from the test set and therefore have been seen by the network during the 

training, the detections have also been obtained with images from the validation set which have not 

been seen by the network during the training.  

 

Figure 79: YOLOv3 detection with validation image 1 

 

Figure 80: YOLOv3 detection with validation image 2 
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As it is possible to see with these new images, very good results are still obtained. Most of the objects 

in the image are detected and the bounding boxes adapt quite well to the detected object. 

But this does not always happen. Object detection is a very complex field and perfection is something 

very difficult to achieve. Object scale, orientation, or lighting can cause objects that are the same as 

others in the same image not to be detected. 

 

Figure 81: YOLOv3 detection with validation image 3 

In this image as it can be seen there is a van that is not detected, it does not have a clear vision and are 

occluded by other objects and the detector is not able to detect them. Also, small objects in the 

background of the image have not been detected. 

 

Figure 82: YOLOv3 detection with validation image 4 

In this image it can be seen how the objects in the foreground are correctly detected even if there are 

two objects very close to each other. However, the background part of the image is not detected 

properly. In addition, there are two posters considered as traffic signs. This is because their position 

and color are very similar to that of traffic signs. 
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In addition, since the validation images are similar to the test images, images were collected from the 

Internet that had similar content, although it was difficult because they are not made from a vehicle 

driving on the road. The images searched contain the types of traffic signs that were used to train the 

traffic sign identification model. The results obtained with these images are quite interesting. 

 

Figure 83: YOLOv3 detection with a new image 1 

As it can be seen the detection is done in a very satisfactory way. But this does not always happen. A 

sample of this is the following image. 

 

Figure 84: YOLOv3 detection with a new image 2 

This image is made from a different angle than the previous ones, it is taken from outside the road. In 

spite of this circumstance, the algorithm is able to detect the objects, although it causes certain errors 

to occur in the background of the image.  

An important aspect to emphasize is that the database used in the training contains images of cities in 

the United States. The signals from this country are very different from the European ones since the 

ones from the United States are almost all square shaped and with white background. Here in Europe 

there are different shapes, most of them round or triangular, and that can lead to difficulties in 

detecting European signals.  
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In addition to the results obtained from the training and from performing the detection on some 

images, there are also some results that show the behavior of the model over the validation set of the 

database used. The results obtained are as follows: 

 

Figure 85: YOLOv3 summary 

The image shows the probability of success for the different classes of objects to be detected. Among 

the data, it is important to highlight the good precision with which cars are detected. This is because 

the number of cars in the database is very high. Then it is also necessary to highlight the good 

precision obtained with the traffic signs, an object that has great importance in this project. On the 

other hand, there is the case of the trains. As there are only 170 in the entire database, it has not been 

possible to test them since the validation set does not contain any objects of this type.  The value of 

the overlap the intersection over union (IOU) obtained is 55.64, which is quite satisfactory. 

 

4.1.3. YOLOV3-TINY 

The following parameters have been chosen for the training of this algorithm. 

• batch: 64 

• subdivisions: 8 

• width: 608 

• height: 608 

• channels: 3, because the images are RGB. 

• angle: 0 

• saturation: 1.5 

• exposure: 1.5 

• hue: 0.1 

• momentum: 0.9 

• decay: 0.005 

• “learning_rate”: 0.001 

• policy: “steps” 

• steps: 180000, 190000 

• scales: 0.1, 0.1 

• “burn_in”: 1000 

• “max_batches”: 200000 

It should be noted that this algorithm does not have a clear end, that is, there is no value for which the 

training is said to have been completed. This is why the value of the parameter "max_batches" has 
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such a high value. It is up to the user to decide when to stop the training based on the results 

displayed. 

After training with this configuration, the evolution of the loss function of the YOLOv3 looks as 

follows. 

 

Figure 86: YOLOv3 Tiny loss 

In the graph on the left it can be seen that the value of loss starts at a very high value. This is because 

in the beginning there is no information, the weights of the network are initialized randomly and 

therefore the results of the network are very wrong and it is not until some iterations later when the 

loss decrease. In the graph on the right it can be seen that although it seems that the loss does not 

follow a very pronounced downward trend, the values of this continue to decrease. 

The training was stopped in the 30000 iteration with an average loss around 6.5 but according to the 

tests performed and the results that will be shown below it seems sufficient to perform the detection 

that this project requires. It should be noted that due to the value of the batch, the total of images used 

in the training after this number of iterations is 30000 x 64 = 1920000. 

During the training the following data are obtained: the current iteration number in the training, the 

loss of that iteration, the average loss of all the training, the learning rate that is being used, the time 

that has taken the training of that lot and the number of images that have been trained until this 

iteration. 

For the last iteration carried out in the training, the values obtained were: 

• Current Iteration: 30000 

• Loss of iteration: 6.803685 

• Average loss: 6.183814 

• Learning rate: 0.001 

• Batch training time:  

• Number of images trained: 1920000 

All these results indicate that the training seems to have been carried out satisfactorily. To verify this 

assumption, the following pictures are shown with their respective interpretations. 

Firstly, the result of two images that are contained in the test set of the database used for object 

detection are shown. Each result contains the image with the bounding box and the output provided by 

the detection. This output contains the class of the object that contains the bounding box, the 

probability that determines that object is of that class and the coordinates that define the bounding 

box. 
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 The results were as follows: 

 

Figure 87: YOLOv3 Tiny detection with test image 1 

In this simple image the detection is done correctly since both objects are detected in a positive way. 

Although it is done correctly, the probability with which the model gives the results is not too high 

although it is enough for the detection to be done.  

Next, the second image is also of the test set of the database used but with a higher number of objects 

to detect, the result obtained with YOLOv3 Tiny is the following. 

 

Figure 88: YOLOv3 Tiny detection with test image 2 
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With this more complicated image the model performs a worse detection. It has a problem separating 

two objects that are together and it is not able to detect small objects in the background. But the 

objects that it is able to detect are done correctly.  

But as these images are from the test set and therefore have been seen by the network during the 

training, the detections have also been obtained with images from the validation set which have not 

been seen by the network during the training. 

 

Figure 89: YOLOv3 Tiny detection with validation image 1 

With these new images, as with the previous ones, the model loses precision with objects that are not 

in the first plane. As the objects are in the background, detection is lost, but the objects in the first 

plane are detected correctly and with a high probability. 

Here is another example of an image of the validation set of the database used. 

 

Figure 90: YOLOv3 Tiny detection with validation image 2 
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In this new image the same errors are repeated, the more in the background of the image the worse the 

prediction and even some understandable error can be made such as the detection of a bicycle as a 

person since in the image the bicycle is occluded by another object.  

In general, if these situations are removed, the detection is quite acceptable. Although there are certain 

situations in which the detection is not performed correctly. 

 

Figure 91: YOLOv3 Tiny detection with validation image 3 

In this image as it is possible to see there is a car and a van that are not detected, both objects do not 

have a clear vision and are occluded by other objects and the detector is not able to detect them. 

Likewise, there are two traffic lights that are not detected either possibly because their position is not 

similar to the rest of the traffic lights in the image, they are not on the edge of a cylinder. 

 

Figure 92: YOLOv3 Tiny detection with validation image 4 

In this image it can be seen that only the vehicles going in the direction of driving are detected, or 

those going in the opposite direction but that are far away and seem to have the same shape as a car 

seen from the back. Those in the opposite direction that are very close are not detected. This may be 

because in the database used mostly the cars are seen from the back. In addition, because there are 

many posters similar to the shape of traffic signs, there is an error in detecting a poster that should not 

have been detected. 

Also, since the validation images are similar to the test images, images were collected from the 

Internet that had similar content, although it was difficult because they are not made from a vehicle 
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driving on the road. These collected images contain the types of traffic signs that were used to train 

the model that allows the identification of the traffic sign. The results obtained with these images are 

quite interesting. 

 

Figure 93: YOLOv3 Tiny detection with new image 1 

As can be seen, the detection is done in a very satisfactory way. Only an object that is not clearly 

visualized is not detected. This is a situation that can occur in driving as sometimes there are signals 

that are hidden behind a tree that has grown so much.  But this good detection does not always 

happen. This is shown in the following image. 

 

Figure 94: YOLOv3 Tiny detection with new image 2 

This image is made from a different angle than the previous ones, it is taken from outside the road. 

This fact may mean that traffic signs are not detected correctly. In addition, the car that being in 

motion and blurred causes that the model is not able to detect it.  

An important aspect to emphasize is that the database used in the training contains images of cities in 

the United States. The traffic signs of this country are very different from the European ones since 

those of the United States are almost all square and white background. Here in Europe there are 

different shapes, most of them round or triangular, and that can lead to difficulties in detecting 

European signals. 
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In addition to the results obtained from the training and from performing the detection on some 

images, there are also some results that show the behavior of the model over the validation set of the 

database used. The results obtained are as follows: 

 

Figure 95: YOLOv3 Tiny summary 

The image shows the probability of success for the different classes of objects you wanted to detect. 

Among the data, it is important to highlight the good precision with which the cars are detected. This 

is because the number of cars in the database is very high. Then it is also necessary to highlight the 

good precision obtained with the traffic signs, an object that has great importance in this project. On 

the other hand, there is the case of the trains. As there are only 179 in the whole database, it has not 

been possible to test them since the validation set does not contain any objects of this type. It should 

be noted that for the case of the YOLOv3 Tiny, the accuracy is a little below the YOLOv3 case. The 

value of the overlap the intersection over union (IOU) obtained is 46.81, lower than the one obtained 

in the YOLOv3 but equally satisfactory for the YOLOv3 Tiny. 

 

4.1.4. YOLOV3 AND YOLOV3-TINY COMPARATION 

After obtaining and analyzing the results of the two models used for object detection it is possible to 

make a comparison between the two. First of all, it should be noted that although both models are 

capable of detecting many objects, the probability with which YOLOv3 does it is higher than that of 

YOLOv3 Tiny. 

As for the number of detections, YOLOv3 is able to detect more objects than its Tiny version. This is 

because it has a deeper network and performs the detection at three different scales while YOLOv3 

Tiny has a less deep network and the detection is performed only at two scales.  

As for the processing time, it is lower in the case of YOLOv3 Tiny. For the training of the data and 

the tests carried out, a computer with a GeForce RTX™ 2080 has been used. With this GPU, the 

processing speed is 53 fps for YOLOv3 Tiny and 30 fps for YOLOv3.  

As for the processing in the robotic car by Raspberry Pi and Movidius the processing time for 

YOLOv3 Tiny is 2 fps while for YOLOv3 it is only 0.48 fps. This low rate is acceptable due to the 

fact that the speed reached by the robotic car is not high.  

Finally, there is a widely used metric to evaluate the results obtained in object detection. This metric 

is called Mean Average Precision (mAP) and to calculate it is enough to make the arithmetic mean of 

the average precision of each class that is possible to detect. The result obtained for YOLOv3 was 

44.02%. This value is very good because with the COCO database has been obtained a maximum of 

57.8%. In the YOLOv3 Tiny a value of 30.83% has been obtained, a value very close to the maximum 

obtained with the COCO database, which is 33.2%. 
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4.2. RESULTS OF THE CONVOLUTIONAL NEURAL NETWORK 

FOR THE TRAFFIC SIGN IDENTIFICATION 

As mentioned above, a convolutional neural network has been used for this task. The architecture of 

this network has been explained in the section corresponding to the algorithms used, although with 

respect to the training it is necessary to highlight certain aspects which must be chosen by the user.  

The first aspect to review is the number of training epochs that the network will perform. An epoch 

refers to each time that the totality of the training data crosses the neural network. With the succession 

of epochs, the network achieves better results, but an excessive number of epochs can cause the 

network to learn the training data and the model cannot be generalized, this is known as overfitting. In 

the same way, a low number of epochs can cause the network to fail to obtain complete learning and 

therefore the model does not have the desired performance, this is known as underfitting. The number 

of epochs is usually chosen by trial and error in order to avoid the mentioned above. For this network 

it has been decided that the number of epochs should be 15. 

Another aspect to comment on, probably the most important of all, is the learning rate. This parameter 

reflects how fast the neural network learns. A very high learning rate will not allow any learning, 

since after a slight decrease of the losses, these grow exponentially to values very far from the 

objective. A high learning rate will cause the network to learn very quickly until it converges at a 

point where the error will be of a considerable magnitude. Finally, a small learning rate will cause the 

learning to take place very slowly and may not even finish the total learning. [44] There is no pre-

defined value for this rate, but it varies depending on the network used. Therefore, it is usually a value 

that is chosen according to the user's experience with other networks or by trial and error. For this 

network in this project has been chosen a learning rate of 0.001. 

 

Figure 96: Learning rate 

The last aspect chosen when training the neural network is the batch size. This parameter refers to the 

size of the packet in which the data is passed through the network. It is usually used when the size of 

the data available is very high. A power value of two is usually chosen and its value depends on the 

processing capacity available to train the network. In this case the value chosen was 64. 

After all these notes, the results obtained after training the neural network with this configuration are 

as follows: 
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Figure 97: Loss and accuracy of the network 

As can be seen in the image, it seems that the training is carried out correctly, since the precision 

increases as the epochs increase and on the other hand the losses decrease in value. The test also 

reaches values similar to those of the training so it seems to indicate that there is neither underfitting 

nor overfitting since the aspect of the graph is far from the form that the following one takes in the 

zones corresponding to these two phenomena. [45] 

 

Figure 98: Underfitting and overfitting 

At the end of the training, very promising results are found since the accuracy of the model with the 

database used reaches values very close to 100% and the value of losses is very close to zero. In a 

more detailed way, the results for each class and the total are summarized in the following table. 

 PRECISION RECALL F1-SCORE 

SPEED LIMIT (30KM/H) 0.98 1 0.99 

SPEED LIMIT (120KM/H) 1 0.98 0.99 

STOP 1 1 1 

GENERAL CAUTION 1 0.97 0.99 
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TURN RIGHT AHEAD 1 1 1 

TURN LEFT AHEAD 1 1 1 

ACCURACY = 99% 

Table 3: Results of the traffic sign identification 

As you can see the accuracy of the network is 99%, a very high value. The table shows in more detail 

the accuracy for each class of traffic sign which corresponds to the ratio of the data belonging to that 

class which has been correctly classified between the total data classified as that class.  It represents 

the quality of the model. The precision values obtained are very close to 1. 

The second column refers to the recall which means the percentage of data of each class that has been 

correctly classified. As with precision, the results are very high.  

The last column refers to the f1-score whose value is a combination of the two previous values. 

In a more graphic way, it is possible to check the training results by extracting the results from the test 

set. 

 

Figure 99: Test set results 

As can be seen, the model classifies each of the classes correctly. This happens in most cases but as 

the accuracy is not 100% you will make some mistakes.  

Later, to check the good generalization of the model, pictures have been collected manually from 

Google Maps so that the model can try with images never seen before. The results obtained were the 

following.  

 

Figure 100: New images results 

As can be seen in the images above the model is able to generalize the results for new images that 

have not been used in the training of the network.  

Only in very rare cases is the "speed limit (120 km/h)" traffic sign confused with the "speed limit (30 

km/h)" traffic sign. This is due to the fact that both traffic signs are very similar and that the database 

has a problem in that the speed limit (120 km/h) traffic signs are much darker than the speed limit (30 

km/h) traffic signs. This data problem means that depending on the lighting of the traffic sign 

introduced into the network, this error can occur. However, as mentioned above, this happens in very 

rare cases and the traffic signs are usually correctly identified.  
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Figure 101: Comparation between traffic signs 

 

4.3. RESULTS OF THE COMPLETE SYSTEM 

After obtaining correct results for the two tasks required to achieve the robotic car's autonomous 

reaction to certain situations, the last step was to test both models in a chain inside the robotic car. The 

Raspberry Pi together with the help of the Movidius is in charge of processing the images through the 

models.  

The way the robot car works is that the vehicle starts to move forward at a predefined speed and while 

it is running it processes different images that have been stored in the Raspberry Pi. Therefore, the 

system created uses those images to detect the different objects that are in them and in case of 

detecting a traffic sign it identifies which traffic sign is involved. Depending on the identified traffic 

sign, the robotic car responds as follows: 

TRAFFIC SIGN ACTION 

SPEED LIMIT (30 KM/H) 
The robotic car reduces its speed to a level 

of 30 over 100. 

SPEED LIMIT (120 KM/H) 
The robotic car increases its speed to a level 

of 100 over 100. 

STOP The robotic car stops. 

GENERAL CAUTION 
The robot car sets its speed at a level of 50 

over 100. 

MANDATORY RIGH TURN 

The robot car turns the wheels to the right 

for a certain time before straightening them 

again. The robot car does not vary its speed. 

MANDATORY LEFT TURN 

The robot car turns the wheels to the left for 

a certain time before straightening them 

again. The robot car does not vary its speed. 

Table 4: Traffic sign and respective action 
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4.4. ADAPTATION TO LABORATORY ENVIRONMENTS 

After checking that the system behaves correctly with real images, the next step is to try to create a 

laboratory environment that simulates a real driving circuit in order to carry out tests. Due to the 

characteristics of this environment, the algorithms will have to be adapted to work in this type of 

environment.  

A test has been made to know if the system created is capable of detecting some non-real object in 

this type of environment. The results obtained were the following: 

 

Figure 102: Detection in laboratory environments 

In the image it is possible to see how the system is able to detect things similar to real traffic signs 

such as toy traffic signs. 

Therefore, it seems that the idea of building a laboratory environment can be carried out with the 

appropriate modifications of the models.  
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5. CONCLUSIONS AND FUTURE LINES 

5.1. CONCLUSIONS 

Based on the results obtained after carrying out this project and the subsequent analysis of them, it has 

been possible to find some conclusions which are set out below. 

First of all, the importance of a good database that allows to train the deep learning models in a 

satisfactory way. The chosen databases are very complete and are a great help to achieve the 

objectives set in this project. There are only some details that sometimes, very few, affect the output 

of the system. The first detail occurs in the detection when the objects are partially occluded because 

the detection in some cases is not done properly. In addition, the detection needs the image is taken by 

vehicle driving on the road. Also, the difference between U.S. and European traffic signs can be an 

inconvenience when making the detection. As for the identification of the signal, the lighting is a very 

important aspect for the correct identification. 

With regard to object detection, two different algorithms have been used, the YOLOv3 and its Tiny 

version. Due to the fact that the network of the YOLOv3 is deeper than that of its Tiny version, the 

time needed for its training is much higher but in return the precision obtained is greater. The training 

of YOLOv3 Tiny took less than a day while the training of YOLOv3 was finished after four days. In 

terms of precision YOLOv3 obtains a Mean Average Precision (mAP) of 44.02% while the Tiny 

version only reaches 30.83%. In addition, the YOLOv3 needs more time to detect objects than the 

Tiny version. Tiny version needs 0.5 seconds to detect objects while YOLOv3 needs 2.1 seconds 

Therefore, it is necessary to make a trade-off between precision and processing time to decide for one 

or the other. Although in the case of autonomous driving it is necessary both speed to be able to act in 

real time and precision to carry out the right action at every moment. For this project, these algorithms 

were chosen according to the processing capacity available with the Raspberry Pi and Movidius, but 

in recent months new solutions have emerged that allow an increase in processing capacity, such as 

the Nvidia Jetson Nano, which allows a computer vision and high performance calculations with low 

consumption. In addition, its price is very similar to that of the Raspberry Pi and the Movidius (130 

€). Solutions of this type can allow the use of more complex algorithms in real time, which allows to 

solve the small defects found in this project. 

For the identification of the traffic signal, the designed neuronal network has allowed to obtain very 

good results, a 99% of accuracy which means a great performance when identifying the traffic signal, 

which is a very important factor in autonomous driving.  

Finally, after the implementation of the project, the union of all parts and the tests performed with the 

robotic car can be concluded that the project's objective of creating an autonomous driving system 

capable of responding to the situation of detecting objects on the road and around and the subsequent 

identification of traffic signs detected has been achieved successfully.  

 

5.2. FUTURE LINES 

Finally, we will comment on some future lines that can be followed to improve the performance of 

this developed system. The first of these involves the identification of the traffic sign detected. The 

number of traffic signs identified by the system can be increased. In this project only six traffic signs 

have been used out of the more than forty-three different traffic signs included in the German Traffic 

Sign Recognition Benchmark (GTSRB) database. The intention is that the robotic car will be able to 

perform more typical driving actions and will be able to know all the traffic signs that can be found 

during real driving.  
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In this project the detection of objects is performed on images. It is possible to know if there is a car, a 

traffic light, a traffic sign among other objects but it is not possible to know how far the object is from 

the robotic car. Therefore, another possible future line of work would be to use the sensors that the car 

has or to include a depth camera to be able to detect how far away the traffic signs are, since the 

action must be taken when the car is next to the traffic sign and not when it is displayed for the first 

time. 

Furthermore, the system only performs actions when the detected object is a traffic sign. Another 

possible improvement that can be implemented in this system is based on the previous idea of depth to 

perform actions when other vehicles detected, or people are close to the robotic car.  

This system works with images, but does not work with video since the treatment of this type of data 

is more complicated since the objects are visualized in several consecutive frames and it is necessary 

to decide jointly with depth measurements at which moment the action will be carried out by the 

robotic car in each situation. Therefore, a future line is to develop this system with video instead of 

images.  

Finally, and in relation to the previous point, after achieving the correct operation of the system with 

the videos, the use of the camera installed in the robotic car can be included. This would consist of 

creating a laboratory environment that simulates a real driving circuit to work in which the robotic car 

will be able to act correctly in that physical environment.  
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ANEXO A: ETHICAL, ECONOMIC, SOCIAL AND 

ENVIRONMENTAL ASPECTS 

A.1 INTRODUCTION 

This report attempts to develop a system that simulates a real driving environment in order to be able 

to develop techniques that allow autonomous driving of vehicles. The objective of this system is the 

application of information and communication technologies for industrial transformation, called 

industry 4.0, avoiding human action when driving vehicles. 

The purpose of this system is to enable anyone to have access to transport in their own vehicle, 

regardless of their physical or psychological condition, and without the need to have any title 

authorizing them to drive vehicles on public roads. In the same way, it is intended to reduce the 

number of road accident victims.  

The following are the most relevant impacts identified with the implementation of this autonomous 

driving system.  

 

A.2 DESCRIPTION OF RELEVANT IMPACTS RELATED TO 

THE PROJECT 

Every innovation and development of new functions in people's lives is subject to both positive and 

negative aspects. These aspects affect different fields such as ethical, social, economic or 

environmental. 

 

A.2.1 ETHICAL IMPACT 

The field of artificial intelligence is always surrounded by the word ethics. In any project of this type, 

questions of ethics appear.  

First, with regard to the type of data to be processed. The system created has a camera which captures 

the surroundings of the vehicle. This camera will not only capture objects and traffic signs, which is 

what this project hopes to identify, but will also detect people or other cars with their respective 

number plates. This implies that the use of this personal data must be regulated in accordance with the 

data protection law, which establishes as its objective to guarantee and protect, with regard to the 

processing of personal data, the public liberties and fundamental rights of individuals, and especially 

their honor and personal and family privacy (Organic Law 15/1999, of 13 December, on the 

Protection of Personal Data, "BOE" no. 298, of 14 December 1999). 

Another important ethical aspect is that when the vehicle used for transport becomes a set of 

electronic devices, these can be hacked and used for malicious purposes such as terrorist attacks. 

Another more ambiguous concept is that of the influence of this driving system in relation to the 

principles established by the European Parliament for the design, production and use of robots such 

as: 

• Protecting humans from possible damage caused by robots. 

• Protect human freedom from robots and the risk of manipulation especially in certain groups 

such as the elderly, children and dependents. 
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A.2.2 SOCIAL IMPACT 

The impact that this system of autonomous driving can have on the social aspect is that any person 

can have their own vehicle and can use it regardless of their physical or psychological abilities. Being 

able to use a vehicle that responds autonomously and without the intervention of a driver will mean 

that people with physical disabilities who previously had to move around on public transport or in a 

car driven by another person can now move around independently in their own vehicle without the 

need for third persons, 

Furthermore, the main objective of autonomous driving is to reduce road accidents and therefore also 

to reduce road mortality. With autonomous driving systems, accidents caused by driver distraction are 

reduced. The autonomous vehicle would therefore represent an advance in safety for users. 

 

A.2.3 ECONOMIC IMPACT 

In the same way that autonomous driving would give the possibility of use to any person, also 

depending on the final price of the vehicle it could cause that not any person could have access to this 

type of solutions. The high amount of money being invested in this type of system and the type of 

technology included in it may mean that the purchase price of this type of vehicle will only be 

accessible to a few. 

On the other hand, insurance companies will have to think about the possibility of renewing their 

insurance offer and study if they cover the technological material included in the cars or if they will 

keep what they have offered until now. At the same time, manufacturers will analyze the revision of 

their after-sales service offer including the maintenance of the systems and devices of the autonomous 

driving system.  

 

A.2.4 ENVIRONMENTAL IMPACT 

As far as the environment is concerned, the only impact that these solutions can have, if the cars 

remain both petrol and electric, is the way in which the electronic devices are treated when they are 

replaced. These components must be treated in the right way in order not to pollute and to be safe for 

the environment. 

 

A.3 CONCLUSIONS 

In conclusion, these systems have both negative and positive impacts. As for the negative impacts, the 

approval of new legislation can lead to greater control over all these areas, such as hacking or the 

price of final solutions. This is still a very new field and therefore it still has a lot of work to do both 

in the field of science and in the field of legislation.  

Nevertheless, if this type of vehicle is used correctly, it can give a great positive impulse to society. 
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ANEXO B: ECONOMIC BUDGET 
 

COST OF LABOR (direct cost) Hours Cost/hour Total 

 300 18,5 € 5.550 € 
     

COST OF MATERIAL RESOURCES (direct cost) Buy price 
Months 
of use 

Amortization 
(years) Total 

Personal computer (Software included) 1.500,00 € 6 5 150,00 € 

Robotic car 100,00 € 6 2 25,00 € 

Raspberry Pi 50,00 € 6 2 12,50 € 

Neural Compute Stick 110, 00 € 6 2 27,50 € 

Computer with GPU (GeForce RTX 2080) 2.600,00 € 6 5 260,00 € 

Sensores y cables adicionales 50,00 € 6 2 12,50 € 
     
COST OF MATERIAL RESOURCES 487,50 € 

     
GENERAL EXPENSES (indirect cost) 15% over CD 905,63 € 

INDUSTRIAL BENEFITS 6% over CD+CI 416,59 € 
     
     
     
SUBTOTAL BUDGET 7.359,72 € 

IVA APLICABLE 21% 1.545,54 € 
     
TOTAL BUDGET 8.905,26 € 

 

 


