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Video sequence # Cloud condition Recall ( %)
1 Cloudy 87.34
2 Dusk 67.16
3 Night 32.96
4 Clear 76.30

Avg recall ( %) 65.94

Table 4.1: Visual detection performance using TIR images.

Figure 4.8: Automatic aircraft detections in a frame sequence captured with
the ground-based prototype under extreme illumination conditions (dawn
with front sunlight).
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4.2. On-board detection system

Figure 4.7: Automatic aircraft detections in a video sequence captured on
board. When the hot concrete surfaces cover a large portion of the scene,
the camera automatically adjusts to optimize contrast in those areas while
decreasing the contrast of objects whose thermal radiation signal is low,
such as far aircraft.
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Table 4.2: Largest ranges from visual detections, estimated using ADS-B
data.

Callsign Estimated distance (Km)
4301 3.03

UPS2859 5.09
AAL1388 4.64
UPS2257 4.32
AAL2380 4.51

Figure 4.9: Automatic aircraft detections under different lighting and ther-
mal radiation settings.

Enhancing detection range

As previously mentioned, all cameras were configured in full auto mo-
de when collecting the data used for developing the proposed algorithms.
However, it was observed that with the stationary system, images could be
enhanced to improve the detection range by adjusting the image contrast
and brightness in manual mode. This is an interesting alternative way of
evaluating the detection range capabilities of the camera.

Using manual camera settings, which are only valid while thermal radia-
tion conditions of the scene remain approximately constant, the automatic
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4.2. On-board detection system

Figure 4.10: Automatic long-range detection (10.17Km) by using manual
thermal camera settings.

detection range was extended as far as 10.17Km, as shown in Fig. 4.10. Sky
segmentation using these manual settings becomes simpler, as the intensity
differences between ground and sky become enhanced. However, sky regions
closer to the horizon line become hard to distinguish from the ground region
itself, blocking detections in this part of the sky.

4.2.4. Conclusions and future work

A lightweight, low-power aircraft detection system for small UAVs, de-
monstrating on board aircraft detection capabilities by combining a TIR
camera and an ADS-B receiver has been proposed, developed and evalua-
ted using collected data. To the author’s knowledge, this is the first time
aircraft are visually detected from a UAV which can simultaneously receive
ADS-B data. A database, including more than 5000 image pairs of VIS and
TIR synchronized images of fly-by aircraft scenes, together with the ADS-B
messages captured during the footage, were collected for system evaluation.
Algorithms for horizon line detection and contrast feature detection were
discussed and tested using the logged data.

TIR imaging has been proven a useful technology for the visual detec-
tion of aircraft under extreme illumination conditions such as direct sun
exposure or during the night, at real-time frame rates. Experimental re-
sults indicated a detection accuracy of 100 % with an average recall rate
of 65.94 %, acquiring images and processing them at 30Hz, with detection
ranges between 3 and 5 Km. The performance has great dependence on the
horizon line detector, since elevated temperatures under the horizon would
trigger the detection of many false positives. The results of this prototype
development are based on a small dataset which should be properly augmen-
ted to be used in a real application. However, there are some limitations of
this technology that have come to light with these experiments: large expo-

94



Chapter 4. Aircraft detection in the thermal infrared spectrum

sure times in microbolometers may produce blur in highly-dynamic scenes
and FFC, which provides uniformity in the detector, is not compatible with
continuous operation and causes the camera to periodically freeze.

The proposed system can be operated day and night, as well as under
challenging lighting conditions in contrast to other VIS-based systems in
the literature. Additionally, it allows for long-range detections of ADS-B-
equipped aircraft. While our research shows recall rate drops during ex-
periments at nighttime, still it proves that is possible to detect aircraft in
the absence of natural light, unlike with VIS image sensors. Only systems
relying on aircraft on-board illumination could be potentially used for this
purpose.

The main limitations of the proposed system could be the difficulty to
detect non-ADS-B-equipped aircraft under foggy or dense cloud meteorolo-
gical conditions, where TIR cameras usually have a weak performance. This
should be experimentally tested in order to evaluate the system’s limitations
to specific weather and/or visibility conditions.

As for future work, a TIR camera will be integrated on a gyro stabilized
camera mount for reducing the blur caused by sudden camera movements.
Also a method for the online adjustment of contrast and brightness para-
meters will be designed in order to enhance signals coming from aircraft
and increase the detection range.

This work has been originally published in Carrio et al., 2017.

4.3. Additional methods for sky segmenta-

tion

As concluded from the previous experiments with the on-board detection
system using thermal images, the detection of the horizon line that allows
to segment the sky area is critical to avoid high false positive rates. In this
section, two alternative and more powerful methods for attitude estimation
are proposed. Attitude estimation is an analogue problem to that of horizon
detection and its solutions can directly provide horizon line estimations. The
first method uses a novel approach to estimate the line which best fits the
horizon in a thermal image. The slope and intercept of this line are used
to estimate pitch and roll angles following the horizon model presented in
Dusha et al., 2007. In the second method, a novel Convolutional Neural
Network (CNN) architecture is trained to predict attitude angles directly
from thermal images. Using the same methodology, angles can be easily
transformed into the corresponding horizon line. Both methods have been
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evaluated and compared with other approaches reported in the literature
both in terms of angular error and speed. To the authors’ best knowledge,
this is the first time that thermal infrared imaging is proposed for attitude
estimation.

4.3.1. Infinite horizon method

The proposed infinite horizon method is derived from the one presented
earlier in this chapter and is based on extracting horizon line points and
estimating of the parameters of the line that best fits those points. Since
attitude angles have been used for the evaluation the pitch and roll angles
are estimated from the horizon line using the method proposed in Dumble
and Gibbens, 2012, which itself is an extension of the method proposed in
Dusha et al., 2007 for a pin-hole camera model.

The estimation of the parameters a and b of the line defined by v = au+b
which best fits the horizon line is computed as follows. Firstly, radial and
tangential distortion is removed from the images using the parameters ob-
tained from the camera calibration. Then, a bilateral filtering operation is
applied in order to remove noise while preserving edges and the image is
equalized in order to enhance contrast. The obtained image is then sampled
into non-overlapping columns of constant width. For each of these subima-
ges, an estimation of the row corresponding to the position of the horizon
will be obtained. For this, the average intensity value for each row in the
subimage is computed. The first order derivative of the average intensity
values along the vertical direction is obtained using a Sobel operator. These
derivatives are accumulated along the vertical direction, from the top to the
bottom of the image. Whenever the accumulated derivative exceeds a th-
reshold value, that row is assigned as the one corresponding to the horizon.
The threshold value was set to 0.5, which empirically provided best results.

Computing the horizon row in each of these subimages provides the (x, y)
coordinates of a point in the image plane, where x corresponds to the first
column of each sample and y is the row corresponding to the horizon in each
subimage. A line is fitted to these points by minimizing

∑
i ρ(ri), where ri is

the distance between the i-th point and the line, and ρi is given by Eq. 4.2,
where C = 1,3998. Out of the multiple line fitting methods and the various
values of C tested, this combination provided best results. Examples of the
points extracted for each subimage and the estimated line are shown to the
right in Fig. 4.11.

ρ(r) = C2
[ r
C
− log

(
1 +

r

C

)]
(4.2)
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Figure 4.11: To the left, input frames and to the right, frames showing the
detected horizon line using the infinite horizon method. The top detection
shows a correct estimation. The bottom detection shows how the estimation
can fail due to a slow response of pixel detectors.
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Once a and b are known, the pitch and roll angles, here noted as θ and
φ respectively, can be obtained using Eq. 4.3 and 4.4, where (fx, fy) are
the focal lengths expressed in pixels and (cx, cy) are the coordinates of the
principal point, all obtained from camera calibration.

φ = −arctan
(
fx
fy
a

)
(4.3)

θ = arctan

(
(b− cy) cosφ

fy
− cxsinφ

fx

)
(4.4)

Since this method samples the horizon line at multiple points, it is ex-
pected to be somewhat robust to partial occlusions of the horizon. However,
large occlusions, caused for example by large clouds or fog, could noticeably
affect the performance of both of the methods presented. Sparse fog or
heavy rain could prevent good detection performance with a TIR camera,
but still performance would be much better in those scenarios than with a
VIS camera.

4.3.2. ConvNet-based method

As an alternative to the infinite horizon method, we propose to approach
the attitude estimation problem as a regression learning problem. Given a
thermal image of the horizon, a Convolutional Neural Network (ConvNet)
model trained with images and their corresponding camera attitude angles,
obtained with a reference IMU/INS sensor, can be used to predict the co-
rresponding pitch and roll camera angles for unseen images. The trained
model is not expected to perform better than the IMU/INS sensor used
to acquire the data. However, a model could be trained using a high end
IMU/INS, replicated and used in multiple UAVs at a fraction of the cost.
These vision-based measurements could also be fused with those coming
from a low-cost IMU to achieve much more accurate measurements than
using the IMU alone.

In the proposed setup, different sets of parameters have been learned for
estimating pitch and roll, but the same model architecture is used for both
angles. We propose to use different sets of parameters to totally decouple
both estimations. While it seems reasonable that some of the image features
extracted to estimate pitch could also be used to estimate roll and viceversa,
keeping a model for pitch and another for roll makes the model and the
task learned simpler and also allows to run them in parallel and achieving
a higher inference speed. In our implementation, images are downsampled
to a resolution of 128×128 pixels and distortion is removed before they are
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Layer Size
Number of
parameters

Input 128 × 128 -
2D Convolution

(5x5 kernel)
48 × 124 × 124 1248

Max Pooling 48 × 62 × 62 -
Dropout 48 × 62 × 62 -
Flatten 184152 -

Fully connected 64 11808832
Fully connected 1 65

Table 4.3: CNN model architecture proposed. The model takes a 128× 128
pixel image as an input and predicts the pitch or roll angle of the camera
in degrees based on the horizon.

fed to the model. The model has been designed empirically, trying to keep
a low number of parameters in order to achieve short inference times and
requiring a relatively low number of images for successful generalization. The
proposed model has almost 12M trainable parameters and its architecture
is summarized in Table 4.3.

4.3.3. Data acquisition

Sensors

A Thermoteknix MicroCAM 384 analog thermal camera has been used
in the experiments. This camera weights around 80 grams and features a
7.5mm lens. The camera provides analog images of 384x288 at 60 fps. An
A/D video converter has been used, providing a 640x480 digital image with
black padding, which is cropped to obtain a 620x476 image. These images
are acquired at 20 fps using the Robot Operating System (ROS).

A high-end SBG Ellipse2-N-G4A2-B1 Inertial Navigation System (INS)
with integrated GNSS has been used for measuring attitude. The system is
able to estimate roll and pitch angles with an RMS accuracy of 0.1 degrees.
The sensor is 46 × 45 × 24 mm and weights 47 grams.

Expected errors

Errors inherent to the sensors, as well as inaccuracies when using mat-
hematical models, emerge while operating in real world scenarios. In the
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following paragraphs we summarize the most relevant errors relevant to the
proposed approach for attitude estimation/horizon detection.

INS sensor errors:
Even though attitude measurements from an IMU or INS sensor are valid

for many applications, they still contain inaccuracies. The main sources of
errors in an INS sensor are:

Sensor bias : For a given physical input, the measurements provided
by the IMU can be offset by an specific value, known as the bias.

Sensor noise: When the IMU measures a constant signal, a random
noise is always present in the measurement. Due to this random noise
error, the integration of these signals will make errors grow unbounded
causing drift.

Scale factor : Scale factor is a relation between the input to the IMU
and its corresponding output. For a given input, the IMU provides an
output proportional to the input but scaled.

Poor filtering : Bad performance in filtering can happen mainly when
the modeled system is highly non-linear or due to a poor covariance
estimation.

Image-derived errors:
Analogously, errors in the image-based attitude estimations may have

different causes, which are enumerated next:

Camera model : Errors coming from the assumption of a pinhole ca-
mera model and from the camera calibration process.

Horizon line extraction: Errors coming from the assumption of lack of
a terrain profile in the horizon (flat horizon) and from image noise.

Infinite horizon model : Using a mathematical model such as the infi-
nite horizon model (vanishing line of the ground plane) is an appro-
ximation which implies errors.

Video-Inertial Dataset

The INS sensor and the thermal camera were mounted on a platform
fixing their relative positions and orientations. A video-inertial dataset was
acquired using this platform in order to train and evaluate the proposed
algorithms. These images were obtained by manually rotating the platform
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from a rooftop, situated about 40 meters above the ground. Three different
video-inertial sequences with rotations in both pitch and roll axes were
acquired. The first sequence was captured at dusk and was used for training
the ConvNet model (927 frames). The other two sequences were used for
testing each of the methods proposed: one captured during the day (1025
frames) and the other one at night (1050 frames).

The scenes observed during the acquisition of the sequences used for
training the ConvNet model and those seen for evaluation of the algorithms
are different as it can be observed in Fig. 4.12. This was done in order
to ensure that the ConvNet model was generalizing properly and that the
method can be successfully applied on scenes different from the one used
for training.

4.3.4. Evaluation methodology

Regarding the evaluation methodology, the INS data has been conside-
red as ground-truth reference, comparing it with the image-based attitude
estimations from both proposed methods. It is assumed that the aforemen-
tioned INS errors will be present.

We compare the attitude measurements for the pitch and roll angles
using RMS error as expressed in Eq. 4.5, where ximgi and xIMU

i are syn-
chronized measurements. ximgi is the pitch/roll measurement obtained from
frame i and xIMU

i is the pitch/roll measurement obtained from the INS. n
is the total number of frames in the video sequence.

RMS =

√∑n
i=1

(
ximgi − xIMU

i

)2
n

(4.5)

When using the infinite horizon method, since the pitch/roll axes in the
camera and INS sensor are not perfectly aligned, this misalignment will
produce a constant error between measurements from both sensors. These
errors do not appear in the ConvNet-based method as the model is trained
to follow the INS measurements. We propose to correct this misalignment
in the infinite horizon method by extracting the median of the first 70 INS
measurements while the system is stationary and using it as an offset value
to correct the pitch and roll estimations.

ConvNet training

The Convolutional Neural Network model proposed was trained using
the Keras API with Theano as the tensor manipulation backend. Each model
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Figure 4.12: Examples of VIS (left) and TIR images (right) from the three
video sequences captured observing different scenes. The top images were
captured during dusk and the TIR images from this sequence were used
for training the model. The images in the middle were captured with a lot
more light during the day. The bottom images were captured at night. Only
TIR images were used in the experiments. RGB images are shown here as
a reference of the differences in lighting conditions between the scenes.
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RMS train
error [deg]

RMS validation
error [deg]

Pitch 0.30 0.60
Roll 0.19 0.69

Table 4.4: Train and validation errors obtained during the training process
of the ConvNet models.

was trained for a maximum of 2000 epochs with a mini-batch of size 32 with
the Adam optimizer and using the mean square error as loss function. Early
stopping was used to avoid overfitting, using 30 % of the training images for
validation. Training took about 15 minutes for both models (pitch and roll)
using a desktop computer equipped with an Nvidia Geforce GTX 970 GPU.
The training and validation errors are summarized in Table 4.4.

4.3.5. Experiments and results

The average processing time for the infinite horizon method corrected is
302ms (∼3 Hz) and 21ms (∼47 Hz) for the ConvNet method, both tested in
an Intel Core i7 quad-core CPU running at 2.4Ghz. No code optimizations
were implemented.

Pitch and roll angles measured by the INS and estimated by both image-
based methods are shown in Fig. 4.13. In general, image-based estimations
follow the INS measurements accurately, with some exceptions. With res-
pect to the roll angle, the infinite horizon method seems to over-estimate
roll angles greater that ± 20 degrees. Another effect observed is the bias
observed in the pitch angle estimation in the test sequences by the ConvNet.
These effects could be caused by image artifacts coming from the continuous
gain corrections.

RMS errors are shown in Table 4.5. We can see how errors are higher
in roll than in pitch. This can be explained by the fact that pitch angles
reached during the tests were smaller. It can also be seen how the infinite
horizon method slightly outperforms the ConvNet-based method in terms
of accuracy in the test sets. However, the input resolution of the images
in both methods is very different, as the infinite horizon method takes a
620×476 pixel image as input while the ConvNet-method uses 128 × 128
pixel images, with 18 times less pixels. This explains the differences both in
speed and accuracy.

These results are compared to some relevant state of the art methods in
Table 4.6. Only references explicitly reporting attitude errors, image reso-
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RMS pitch
error [deg]

RMS roll
error [deg]

Infinite horizon
method raw

0.66 / 0.84 / 1.43 2.86 / 2.47 / 3.14

Infinite horizon
method corrected

0.54 / 0.51 / 0.52 1.64 / 1.13 / 1.23

ConvNet-based
method

0.23 / 1.40 / 1.65 0.50 / 0.69 / 1.55

Table 4.5: RMS pitch and roll errors on the three sequences
(dusk/day/night) obtained with the infinite horizon method before and af-
ter the median-based correction, and using the ConvNet-based method.

Reference
Image

resolution [pix]
RMS pitch
error [deg]

RMS roll
error [deg]

Processing
time [s]

Requires a
terrain model

Dumble and Gibbens, 2012 1024 × 768 0.01 0.28 0.024 No
Dumble and Gibbens, 2015 1024 × 768 0.07 0.02 0.053 Yes

Dusha et al., 2007
Dusha et al., 2011

1024 × 768 2.07 0.38 0.112 No

Ettinger, 2001 245 × 192 5.12 2.08 0.050 No

Grelsson et al., 2013
5616 × 3744
3248×4872

0.25 0.25 13-25 Yes

Gupta and Brennan, 2008 720 × 480 0.14 0.01 0.033 Yes
Hwangbo and Kanade, 2011 320 × 240 0.61 0.49 0.200 No

Moore et al., 2011a
Moore et al., 2011b

80 × 40 1.49 1.49 0.002 No

Tehrani et al., 2016 200 × 200 1.83 1.62 0.008 No
Infinite horizon method 620 × 476 0.52 1.18 0.302 No
ConvNet-based method 128 × 128 1.53 1.12 0.021 No

Table 4.6: Comparison of vision-based attitude estimation methods. Results
for the proposed methods are computed on the test sets only (day and night
sequences).

lution and processing time have been included. While the infinite horizon
method outperforms only some of the proposed methods, the ConvNet-
based method outperforms all other methods using similar input image sizes
either in terms of accuracy (Ettinger, 2001,Tehrani et al., 2016) or speed
(Hwangbo and Kanade, 2011).

Furthermore, the vision-based measurements obtained with the propo-
sed methods were not filtered for simplicity of the solution, in contrast to
some of the methods surveyed. Filtering techniques could definitely impro-
ve the accuracy of the proposed methods. More importantly, the presented
approaches are based on thermal images, therefore capable of providing at-
titude estimations across a much broader set of illumination conditions than
any of the other methods surveyed.
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Figure 4.13: Attitude estimations for roll and pitch angles are respectively
shown in the top and bottom rows. Subfigures (a) and (b) correspond to the
sequence captured at dusk and used for training the ConvNet. Subfigures
(c) and (d) correspond to the sequence captured during the day. Subfigures
(e) and (f) correspond to the sequence captured during the night.
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4.3.6. Conclusions

In this section, two attitude estimation algorithms based on observation
of the horizon in thermal images have been proposed. The first method is
based on the estimation of the line that best fits the horizon, which is used
to obtain the pitch and roll angles using an infinite horizon line model.
The second method uses a Convolutional Neural Network (CNN) trained
with INS measurements to perform regression using raw pixel intensities.
The CNN model could be trained using a high end INS, replicated and
used in multiple UAVs at a fraction of the cost. Also, these vision-based
measurements could also be fused for redundancy with those coming from
a low-cost IMU in order to achieve much more accurate measurements than
using an IMU alone.

The proposed methods have been compared to current existing approa-
ches in terms of accuracy and speed, and taking into account image size and
the need for terrain models for the attitude estimation. For the methods pu-
blished with similar input image sizes, our CNN method outperforms state
of the art methods, either in terms of accuracy or speed. Furthermore, as
our approach does not rely on visible spectrum images, it could potentially
be used under a much broader set of illumination conditions than the ap-
proaches in the literature, including during the night.

Among the two methods proposed, higher accuracy is obtained with
the infinite horizon method. However, this method takes as input an image
of greater resolution and requires longer processing time. Both methods
are proven to be valid for redundant attitude estimation, providing RMS
errors below 1.7 degrees and running at up to 48 Hz, depending on the
chosen method, the input image resolution and the available computational
resources.

As for future works, we plan to filter the vision-based measurements in
order to improve accuracy by exploiting temporal information. We will also
evaluate in detail the impact of partial occlusions of the horizon and test
the system on board a UAV in flight.

This work has been published in Carrio et al., 2018a.

4.4. Conclusions

In this chapter, the use of thermal imaging for aircraft detection has
been explored in two applications: an on-board detection system, relying
on a horizon line detector for sky segmentation and a hot high-contrast
point detector and two additional horizon line detection methods, which
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have been compared with similar methods in the literature.
The on-board detection system developed, equipped with TIR and VIS

cameras and an ADS-B receiver, has been proven useful for the detection
of distant aircraft. One of the main challenges faced is the filtering of false
positives coming from points in the region of the image corresponding to
the ground. For this purpose, a novel fast horizon detection algorithm has
been proposed, which is used to filter out all the points under the detected
horizon line.

In the second part of the chapter, two novel attitude estimation algo-
rithms have been proposed, which can be used directly to infer the location
of the horizon line in a thermal image. The proposed methods are compa-
red other state-of-art methods, with one of them resulting faster or more
accurate than the other methods proposed which use similar inputs.

As compared to VIS image sensors, TIR cameras in general lack shar-
pness and capture noisier images. Integration time may cause blur in highly
dynamic scenes and FFC will cause periodic freezing of the captured ima-
ges. Also when compared to VIS sensors their lower resolution drives to a
shorter detection range and their cost is higher. The main advantage of TIR
cameras relies on their immunity to illumination changes and meterological
conditions. For this reason, this sensing technology is usually integrated in
stationary, ground-based anti-UAV systems, providing them with reasona-
ble detection ranges and full-time operability.
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Chapter 5
Aircraft detection using depth
maps

5.1. Introduction

Depth maps are alternative representations of 3D point clouds in which
the viewpoint has been fixed. These depth maps are images of fixed dimen-
sions in which each pixel stores the distance, measured along an optical
axis, from the viewpoint to a 3D point in the scene. Flying objects typically
appear as blobs in depth maps because, unlike other objects, their physical
connection to the ground is not visible. Unless the structure holding the
object is hidden behind the object itself, whatever keeps the object in place
should be visible in the depth map. Considering this, a flying object (e.g.
a small UAV) will have no objects with a similar depth around it while it
is flying, unless it is very close to them. This “discontinuity” in the depth
map can be exploited as a distinct visual feature for aircraft detection. This
concept is depicted in Fig. 5.1.

Given the availability of new low-cost, small and lightweight devices
for capturing 3D information, this chapter studies the use of depth maps
for aircraft detection, particularly of small UAVs, and the possibilities for
integration of such detection systems on board small UAVs. This provides
a novel approach to the problem of short to mid-range aircraft detection,
with potential applications in anti-UAV systems and also in UAV swarms,
for UAV-to-UAV detection. An added value of the use of depth maps is that,
while data from other visual sensing technologies can generally provide only
relative elevation and azimuth of the detections, depth maps can provide full
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Figure 5.1: The above images, visible (left) and depth map (right), captured
simultaneously, intuitively illustrate how the concept of depth contrast can
be helpful for UAV detection. Based on this concept, we propose a novel
approach for UAV detection using depth maps.

3D relative localization of the detected objects. This is particularly useful
in obstacle avoidance for UAVs, since the 3D position of the UAV can be
used to perform effective collision-free path planning.

A methodology, which combines the use of an object detection model
with depth images to provide 3D localization of the detected objects, has
led to the development of various detection frameworks, whose implemen-
tations, described in this chapter, have been validated with experiments
and led to impact publications. Specifically, two approaches for developing
UAV detection models in depth maps captured using LIDAR and depth
cameras have been proposed, implemented and validated. Detection from
LIDAR-based depth maps has been evaluated using various learning-based
object detection algorithms on depth maps generated in simulation. Depth
maps obtained from simulated stereoscopic cameras have also been used for
training a learning-based detection model, but in this case, the model has
been additionally evaluated with images from actual UAV flights. In the last
section, some improvements are proposed both in the method for obtaining
the depth maps from simulation and in the detection model itself, and in
this case, the evaluation has been done not only in terms of detection per-
formance of the model but also by measuring its 3D localization accuracy
in various flight settings with the help of a motion capture system. To the
best of the authors’ knowledge, this work is the first one proposing the use
of depth maps for UAV detection and localization.

5.2. Depth maps using stereoscopic vision

In order to develop a system that could be integrated on board any kind
of UAV and particularly small ones, the advantages of stereoscopic cameras
have been considered. These include a good trade-off in terms of depth

110



Chapter 5. Aircraft detection using depth maps

range, FOV, low weight and small size. In this section, we propose a novel
approach for UAV detection using deep neural networks, which relies on
depth maps, providing 3D localization of the detected UAV. The detection
model is trained using a dataset of synthetic, annotated depth maps. The
proposed detection method has been evaluated in a series of real experiments
in which different types of UAVs fly towards a stereoscopic camera.

5.2.1. Detection and localization method

The proposed method for UAV detection and 3D localization relies only
on depth maps. Given a depth map, first, a trained deep neural network
is used to predict the bounding boxes containing a UAV and a confidence
value for each bounding box. Because the bounding box may also contain
background pixels, 3D localization is based on the reprojection of a 2D
point in the bounding box which actually corresponds to the UAV. The
actual position of the UAV relative to the camera is estimated with this
reprojection.

Detection model

The real-time detection model YOLOv2 (Redmon and Farhadi, 2016)
has been chosen for the detection of UAVs in depth maps. This model is the
continuation of the original YOLO model (Redmon et al., 2016), a detection
architecture named after the fact that a single forward pass through its
convolutional neural network (CNN) is enough for object detection. This
architecture has gained a lot of popularity both in the industry and in
academia because of its high accuracy and speed. The model has obtained
one of the highest performances in both speed and precision reported in the
VOC 2007 challenge (see Fig.5.2). It is also a very versatile model, as the
input image size can be modified even after the model has been trained,
allowing for an easy trade-off between speed and precision. In YOLOv2,
a single convolutional neural network (CNN) predicts bounding boxes and
class probabilities directly from input images in a single forward pass. This
model has already been proposed for UAV detection in visible spectrum
images (Aker and Kalkan, 2017).

2D position of the UAV in the depth image

The bounding boxes predicted by the model do not always accurately
indicate the actual position of the UAV in the depth image. In the case of
stereoscopic vision, this happens mainly due to noise or errors in the stereo
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Figure 5.2: Accuracy and speed of different object detection models on the
VOC 2007 challenge. The blue dots correspond to arbitrary input image
sizes at which the YOLOv2 model can operate, even after being trained
with a different input image size. By allowing for multiple input image sizes,
the model provides a customizable trade-off between speed and accuracy.

matching process. We propose the following method in order to to handle
these potential inaccuracies.

Let P = {P1, P2, ...Pn} be the set of 2D points within the bounding
box and Z = {Z1, Z2, ...Zn} a set with their associated depths. We wish to
choose a point Pi ∈ P in the depth map which best indicates the position
of the UAV. We do this by choosing Pi such that i = argmin(|Zi − Zref |).
Let Q1 be the first quartile of Z.

Three different methods for choosing Zref are proposed:

Method 1 simply consists of choosing the 2D point with the minimum
depth within the bounding box, or equivalently:

Zref = min(Zi) (5.1)

Method 2 picks the 2D point with the closest depth to the mean of
the 25 % smallest depths within the bounding box.

Zref = mean(Zi)∀Zi < Q1 (5.2)

Method 3 picks the 2D point with the closest depth to the median of
the 25 % smallest depths within the bounding box.

Zref = median(Zi)∀Zi < Q1 (5.3)
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In these methods, points that are further away are discarded, as the
object to be detected should be closer to the camera than the background.
Method 1 is the simplest, but also the most sensitive to spurious depth
measurements as it relies on a single measurement. Methods 2 and 3 are
robustified versions of method 1.

3D localization

In the case of a stereo camera, it is possible to estimate the 3D coordina-
tes corresponding to the previously designated point Pi(u, v) with disparity
d using Eq. 5.4.

XY
Z

 =
T

clx − crx − d

u− clxv − cly
f l

 (5.4)

where C l(clx, c
l
y) is the principal point and f l is the focal length of the

left camera and Cr(crx, c
r
y) is the principal point of the right camera.

5.2.2. Dataset

In order to train and evaluate the detection model for successful UAV
detection, a synthetic dataset of depth and segmentation maps for several
sample UAV platforms has been created. The dataset is publicly available at:
https://www.kaggle.com/adriancarrio/drone-detection-in-depth-images-dataset.
The UAV simulator Microsoft AirSim (Shah et al., 2017) has been chosen
to construct simulated environments inside which UAVs are instantiated.
Microsoft AirSim is a recently released simulator for UAVs which runs as
a plugin for Unreal Engine, a popular game engine routinely used for vi-
deogame development. Unreal Engine makes it possible to render photorea-
listic environments, while providing features such as high-resolution textu-
res, photometric lighting, dynamic soft shadows and screenspace reflections.
Using these features, environments can be modeled in Unreal Engine to clo-
sely simulate real life scenes, which makes it a good choice for computer
vision related applications. On top of Unreal Engine’s base features, AirSim
provides the capabilities to create and instantiate multiple UAV models, si-
mulate their physics, allow for basic flight control and also create and access
onboard camera streams. These features make the combination of AirSim
and Unreal Engine a particularly good choice for this application.

To create our synthetic dataset, we enhance the current functionality
of AirSim by adding multiple models of UAVs. AirSim provides a base
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Figure 5.3: Three UAV models used for building the training dataset. (a)
Quadrotor, resembling a Parrot AR Drone. (b) Quadrotor, resembling a
3DR Solo. (c) Hexrotor, resembling a DJI S800.

Figure 5.4: Environments created within Unreal Engine simulate an urban
outdoor environment (left) and an indoor environment (right), within which
multiple UAVs are instantiated and depth maps are captured as training
samples.

model for a quadrotor which resembles a Parrot AR Drone. For a more
diverse representation of the appearance of UAVs, two additional models
have been created: one, a hexrotor platform resembling the DJI S800 and
another quadrotor platform resembling a 3DR Solo. In Fig 5.3, images of
the three models used in AirSim that are included in the released dataset
are shown. AirSim contains an internal camera model, which we replicate to
create stereo camera functionality for the UAVs. Through this functionality,
we have generated more than 6k images of the three aforementioned types
of UAVs, in various types of environments. For this purpose, custom envi-
ronments within Unreal Engine have been built. In particular, the dataset
includes three different environments: an indoor office space environment,
and outdoor environment with trees, buildings, etc. and a simple environ-
ment containing only a table with two chairs. In all the scenes, one of the
UAVs is considered to be the ‘host’, from which depth maps are captured:
and the other UAV(s) that are visible in the depth maps are considered ‘tar-
get’ UAVs, which are observed by the ‘host’ UAV. Fig. 5.4 shows pictures
of the indoor and outdoor environments used.

In the dataset, at least two types of images per sample have been in-

114



Chapter 5. Aircraft detection using depth maps

Figure 5.5: Sample images from the depth dataset. In (a), the visible spec-
trum image seen from the ‘host’ UAV’s perspective is shown for reference. In
this case, the ‘host’ sees a ‘target’ hexrotor UAV. The corresponding depth
map is shown in (b), and (c) shows the segmentation map that highlights
only the ‘target’ UAV.

cluded: disparity images and segmentation maps. First, the disparity image
obtained from the UAV’s viewpoint as per the preset baseline and resolu-
tion is rendered and recorded. Secondly, the segmentation map in which the
UAV(s) being observed is the only highligthed object is recorded. As Unreal
Engine has the ability to keep track of all object meshes and materials pre-
sent in the scene, it can easily generate ground-truth segmentation maps,
which were here used to obtain pixel-wise segmentation maps of the UAV
by removing all other objects from the segmentation maps. The segmen-
tation map is used afterwards to obtain the bounding boxes of the target
UAVs, which are subsequently used as ground truth for training the deep
neural network. These bounding boxes are obtained straightforwardly by
extracting the minimum area rectangles enclosing the UAV blobs in the
segmentation map. For the indoor and the outdoor environments we have
also added the visible spectrum images to the dataset, although they are
not used. We record these images of the target UAV from various distan-
ces, viewpoints and angles in three dimensions, attempting to simulate the
observation of a UAV hovering, as well as in motion. In Fig. 5.5, we show
sample depth and segmentation maps generated from AirSim for the hexro-
tor model in an outdoor environment, along with the corresponding visible
spectrum image for reference.

5.2.3. Experimental setup

Once the deep neural network has been trained with images the synthetic
depth map in the dataset, experiments were aimed at using this model
to detect real UAVs, considering the deployment on board a small UAV.
Hardware for the experiments was selected trying to minimize size, weight
and power demands, considering the limitations on board small UAVs.

The StereoLabs ZED stereo camera Stereolabs Inc., 2010 was selected
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as the imaging sensor due to its excellent features: wide FOV (110◦ diago-
nal), small size and low weight (175 x 30 x 33 mm, 159g) and acquisition
speed (HD1080 images at 16 fps). HD1080 video mode is quite large for a
stereoscopic vision system and was chosen at the expense of a higher speed
in order to attempt the detection of smaller/more distant objects. A Nvi-
dia Jetson TX2 module (85 grams) was used for the image acquisition and
model inference.

For compatibility reasons with the ZED stereo camera API, Darkflow
(Trieu, 2018), a python implementation of YOLO based in the Tensorflow
library, was used. By doing this, images can be acquired with the ZED
camera and passed directly to the model for inference.

A variation of the YOLOv2 model called YOLOv2-tiny, with a smaller
number of parameters, was chosen to obtain faster performance at the ex-
pense of precision. This model was reported to have 57.1 % mean average
precision (mAP) in the VOC 2007 dataset running at 207 fps in a Nvidia
Titan X GPU. The model runs at 20 fps in a Jetson TX2 embedded compu-
ter. In our implementation, we modify the model configuration to detect a
single object class and increase the input image size from its original value
of 416x416 to 672x672, in other to improve the detection of smaller or more
distant objects.

Input depth maps were codified as 8-bit, 3-channel images. For this, we
downsample the resolution of the single-channel depth maps provided by
the camera from 32-bit to 8-bit and store the same information in each of
the three channels. This was done for simplicity of the implementation, as
the objective was to explore the feasibility of UAV detection with depth
maps.

5.2.4. Experiments and Results

Training results

From the aforementioned dataset, a subset of 3263 images containing
depth maps corresponding only to the Parrot AR Drone model were used for
training. This was done in a effort to evaluate the generalization capability
of the model, which would later be evaluated on depth maps containing
different UAVs.

The YOLOv2-tiny model was trained on these images using a desktop
computer equipped with an NVIDIA GTX 1080Ti. 80 % of the images were
used for training and 20 % for validation. After 420k iterations (about 4-5
days) the model achieved a validation IoU of 86.41 % and a recall rate of
99.85 %.
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Table 5.1: Precision and recall in online detection

Video
sequence

No. of
frames

Drone
model

Precision
( %)

Recall
( %)

1 77 AR Drone 96.6 74.0
2 48 AR Drone 95.3 85.4
3 39 AR Drone 100.0 66.6
4 33 AR Drone 100.0 66.6
5 27 AR Drone 100.0 77.7
6 64 DJI Matrice 100.0 67.1
7 35 DJI Matrice 100.0 77.1

Averaged precision and recall 98.7 74.7

Precision and recall

In order to obtain live measurements of the precision and recall of the
model detecting real flying UAVs, a Parrot AR Drone and a DJI Matrice
100 were flown in an indoor space. The UAVs were manually flown at up to
2 m/s towards the camera, which was kept stationary. The live video stream
obtained from the ZED camera was processed using a Jetson TX2 develop-
ment board. The average processing time measured was of approximately
200 ms per frame. The low frame rate is caused by the GPU being simul-
taneously used by the ZED camera for stereo matching and for inference of
the detection model.

Precision and recall were used as evaluation metrics for the detector.
Precision here indicates the number of frames with correct UAV detections
with respect to the number of frames for which the model predicted a UAV,
while recall here indicates the number of frames with correct detections with
respect to the number of frames containing UAVs.

The detection results using a threshold of 0.7 for the detection confidence
are shown in Table 5.1. The model successfully generalizes from AR Drone
depth maps, on which it was trained, to depth maps generated by other
types of UAVs. When processing a live stream of depth maps, it achieves
an average precision of 98.7 % and an average recall of 74.7 %.

Depth range

For assessing the depth range and its reliability, frames were acquired
with the camera placed in a stationary position while a Parrot AR Drone
hovered at various distances, ranging from 1.5 to almost 10 m. Ten image
detections were registered at intermediate distances, and the depth of the
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Table 5.2: Comparison of depth estimation methods

Averaged depth RMS error (mm)
Hovering

distance (mm)
Method 1 Method 2 Method 3

1555 56 101 89
2303 235 315 171
2750 149 213 184
3265 30 1436 1356
4513 151 118 126
5022 401 230 239
5990 69 823 616
7618 292 147 139
8113 108 760 610
9510 254 937 1042

Average per method 175 508 457

UAV was measured using a laser ranger with ±3 mm accuracy, which was
used as ground truth reference. The averaged depth error for those detec-
tions was computed using each of the 3 methods proposed in Section 5.2.1.
While the proposed method has been proven valid to detect the UAV whi-
le flying at up to 2 m/s, here it hovered in order to make accurate depth
measurements. The results are shown in Table 5.2.

The best method is the one that assigns to the UAV the 2D point with
the minimum depth in the bounding box (i.e. Method 1). It appears to be
robust enough for the application, with a maximum error of 401 mm at
5000 mm, approximately an 8 % error. The failure of other methods can be
explained by the fact that in many cases, the points belonging to the UAV
are less than 25 % of the points with depth values inside the bounding box.

Accurate UAV detections at a maximum distance of 9510 mm have
been achieved using this method. At this record distance, depth measu-
rements using the minimum distance method had a minimum error of 143
mm (1.5 %) and a maximum error of 388 mm (4 %). This depth range greatly
exceeds the one reported for collision avoidance on board small UAVs using
point clouds (Lopez and How, 2017). In their work, a max indoor range of
4000 mm was obtained using the Intel R©RealSenseTM R200 RGB-D sensor.
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5.2.5. Conclusions and future work

In this section, a novel approach for UAV detection using depth maps
from a stereoscopic camera has been successfully validated. A rich dataset
of 6k synthetic depth maps using 3 different UAV models has been gene-
rated using AirSim and released to the public, in order to enable further
exploration of this approach.

A subset of these depth maps, generated only using a model resembling
an AR Drone UAV, were used to train YOLOv2, a deep learning model for
real-time object detection. Experiments detecting real flying UAVs show
that the model achieves high precision and recall not only when detecting
with depth maps of a real Parrot AR Drone, but also of a DJI Matrice 100.
In other words, the model is able to generalize for different types of UAVs.

An advantage of depth sensing versus other detection methods is that
a depth map is able to provide 3D relative localization of the detected
objects. This is particularly useful for collision avoidance on board UAVs,
as the localization of the UAV can be useful for effective collision-free path
planning. The quality of this localization method has been assessed through
a series of depth measurements with a Parrot AR Drone hovering at different
positions while it was being detected. A maximum depth range of 9510 mm
has been achieved, with an average error of 254 mm. To the best of the
author’s knowledge, this is the first time that depth maps are proposed for
UAV detection and subsequent localization.

As for future work, a C++ implementation of the model will be explored
in order to increase the execution speed. Additionally, a multi-object trac-
king approach using joint probabilistic data association will be implemented
to improve speed and continuity of the detections.

This work has been originally published in Carrio et al., 2018b.

5.3. Depth maps using LIDAR

LIDARs are active optical sensors capable of measuring the geometry
of a scene by illuminating it with a laser and measuring the time of flight
to figure out the distance covered by the laser. Data is typically captured
in the form of 3D pointclouds, which can be alternatively represented as
depth maps. In this section, the use of depth maps obtained with a LIDAR
sensor for UAV detection will be explored. While LIDAR sensors typically
have smaller angular resolution that stereoscopic or structured light came-
ras, which is detrimental to their detection range, the quality of the depth
maps in LIDAR is higher and depth measurements are more accurate in
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general. While their relatively large weight and power consumption has
kept LIDARs out of consideration for use on board small UAVs for many
years, recent advancements in miniaturized solid-state electronics have allo-
wed the arrival to the market of very lightweight LIDARs with reasonable
power consumptions. For instance, the company Ouster manufactures a 3D
LIDAR with a 120 meter range, a weight of 445 g and a maximum power
consumption of 20W (Ouster, 2018).

While deep learning approaches currently exist which are able to detect
objects directly in pointclouds, such as Voxelnet (Zhou and Tuzel, 2018),
using a depth map representation efficiently reduces the dimensionality of
the data, allowing for real-time or near real-time detection in small compu-
ting devices.

This section will study the suitability of LIDAR depth maps for UAV de-
tection, comparing the performance of various detection models and analy-
zing the influence of the vertical resolution of the LIDAR sensor, a standard
parameter in these sensors.

5.3.1. Dataset generation

Gazebo simulator (Koenig and Howard, 2004) has been chosen to si-
mulate an environment in which two UAVs -one of them equipped with a
LIDAR- fly near a large shelving and a building with a pole-like structure,
introduced to increase the complexity of the scenario.

In this simulation, a configurable LIDAR is mounter on board one of the
UAVs and captures pointclouds of the scene, including the other UAV and
the other objects present in the scene. In order to evaluate the influence of
the size and shape of the drone, six different UAV models have been used to
simulate the ‘target’ drone: Parrot ARdrone, Firefly, Hummingbird, Neo11
and AscTec Pelican. The models are depicted in Fig. 5.7. The flight of both
UAVs is controlled using the Rotors UAV simulator (Furrer et al., 2016).

A Gazebo plugin that simulates a LIDAR sensor has been modified in
terms of range, angular resolution and noise levels in order to best fit the
specifications of the commercial models Velodyne HDL-32E and HDL-64E.
These are quite standard LIDAR sensors in market. The main difference
between them is the vertical angular resolution for the same FOV of 60
degrees: 17 mrad for the HDL-32E and 34 mrad for the HDL-64E. The
higher vertical resolution in the HDL-64E is due to the higher number of
sampling planes, 64, versus the 32 planes in the HDL-32E. The simulated
sensor has been rigidly mounted on board the ‘host’ UAV and moves with
it.
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In order to obtain depth maps, 3D pointclouds were acquired and pro-
cessed according to Eq. 5.5 and 5.6. This equation projects the 3D points
into the depth image. Let Xi, Yi, Zi be the coordinates of point Pi in the
pointcloud, the point will be projected with intensity d in a single-channel,
8-bit resolution image of dimensions w × h onto the pixel with coordinates
(u, v).

When generating the depth maps, a problem related to the simulation
with Gazebo was observed. Each UAV has a visible model (the models
shown in Fig. 5.7) and a collision model. The collision models of common
simulation objects are not designed to be used together with LIDAR sensors,
so their collision models are simplified by default to speed up simulations.
Using simple primitives as collision models these models will still respond to
collisions in a realistic way, but the LIDAR reflections will reveal a collision
model that is not realistic (Fig. 5.8). For this reason, the collision models
of the UAVs had to be modified to incorporate the actual UAV geometry.

In order to obtain automatic annotations of the depth maps, since the
position and size of the UAV are known in advance, the 3D points falling
inside a parallelepiped with the same dimensions as the UAV can be filtered.
These points are then projected into the depth map and the rectangle of
minimum area enclosing them was used as ground-truth bounding rectangle.

To obtain a representative dataset, both UAVs were moved to random
positions in the scenario and depth maps were captured. In total, 2400 depth
maps were generated: 200 images per scenario for each of the two LIDAR
models and each of the six UAV models. 100 of these images were discar-
ded as the UAV was not fully contained in the image, while the remaining
2300 images were split into 1840 (80 %) positive samples for training all the
models and 460 (20 %) positive samples for testing purposes. All models
have been trained with exactly the same images, except for the cascaded
classifier, which besides the images with UAVs (positive samples) requires
images which do not show a UAV (negative samples). For this purpose, an
additional set of 10000 negative images has been generated. From this set,
460 negative samples and the 460 positive samples for testing have been
used as test set. In this way, the test sets contains a balanced number of po-
sitive and negative samples. The resulting dataset has been made publicly
available 1.

1https://www.kaggle.com/adriancarrio/drone-detection-in-lidar-depth-maps
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(a) (b) (c)

Figure 5.6: Image (a) shows the simulation scenario, (b) a captured point-
cloud and (c) the corresponding depth map. The black curved patterns in
the depth map are created by the reflections on the UAV carrying the LI-
DAR.
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(5.8)

d = 255− 255(Zi − Zmin)

Zmax − Zmin
(5.9)

5.3.2. Detection models

Three state of the art detection algorithms were chosen to evaluate the
feasibility of UAV detection in depth maps obtained from LIDAR sensors:
a cascade of Haar-like features, YOLOv3, YOLOv3-tiny and SSD with In-
ception v2 configuration.
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Figure 5.7: Models used as target UAVs in the simulation, including four
quadcopters and two hexacopters with various sizes and shapes.

(a) (b) (c)

Figure 5.8: The default collision models, as the one shown in (a), corres-
ponding to the Neo11 UAV should be modified so that depth maps can
capture the actual geometry of the UAV. A depth map obtained with a
proper collision model is depicted in (c).
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Figure 5.9: SSD model.

Haar Cascade is a learning-based object detection algorithm used to
identify objects in images or video and inspired in Viola and Jones, 2001.
This algorithm is based on four stages: Haar feature selection, integral image
creation, learning with Adaboost and finally detection using a cascaded
classifier. This object detection algorithm is well-known for its application
to the problem of face detection.

As opposed to R-CNN, Fast R-CNN, Faster R-CNN and R-FCN, which
use regions to localize an object inside an image, YOLO does not observe
parts of the image that may contain the object searched, but the whole ima-
ge. In YOLO, a single convolutional neural network predicts bounding boxes
and class probabilities for those bounding boxes. The operation of YOLO
consists in taking an image and dividing it into an S × S grid. Inside this
gris, m bounding boxes are predicted. For each bounding box, the network
generates a series of class probabilities and offsets for the bounding box.
Those bounding boxes which have a class probability above the threshold
value are selected and used for localizing the object in the image. YOLO is
various orders of magnitude faster that other object detection algorithms.
In these experiments, the versions YOLOv3 and YOLOv3-tiny, a similar
model but lighter and faster, have been used.

An SSD approach based on the Inception v2 network pretrained on the
COCO dataset for feature extraction has also been used. The model is
depicted in Fig. 5.9. This family of models is described in Huang et al.,
2017. The model provides a relatively good trade-off between performance
and speed.
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5.3.3. Evaluation methodology

In order to gather a better understanding about the potential use of
LIDAR for near or mid-range UAV detection, various experiments were
performed. The following aspects have been specifically investigated:

General accuracy of each detection model, measured as AP at 0.5 IoU
using the 11-point method.

Influence of the UAV model in the performance of each detection
model.

Influence of the vertical resolution of the LIDAR (32/64 planes) in the
performance of each detection model.

Influence of the distance in the accuracy of each detection model. Due
to the limited amount of images in which the UAV was visible beyond
4 meters, only smaller distances were considered.

Influence of the type of LIDAR and UAV model in the maximum
detection range.

Speed of each model.

From the 2400 samples generated, 80 % were used for training and the
remaining 20 % for evaluation.

5.3.4. Experiments and Results

The performance of each of the models in the test set is depicted in
Fig. 5.11. These curves basically indicate that using a proper detection
methodology it is possible to obtain a very good detection performance. The
SSD-Inception-v2 model provides the best detection results with an mAP
of 97.82 %, followed by YOLOv3-tiny and YOLOv3, with mAPs of 97,30 %
and 93.83 %, respectively. It is important to remark that while YOLOv3
should be more accurate than YOLOv3-tiny, in this case YOLOv3 might
be overfitting the training data, probably due to the limited variability in
the backgrounds used in training. The cascaded classifier offers the poorest
detection results with an mAP of 14.50 %. This poor performance might
be due to the fact that this specific model needs many more images to
generalize correctly.

Intuitively, the angular resolution of the LIDAR should have a relevant
effect in the detection performance: there are more reflected points on the

125



5.3. Depth maps using LIDAR

UAV, which facilitates its detection. The results in Table 5.3 confirm this
hypothesis. Results are consistent with the general detection of the model:
SSD-Inception-v2 obtains the best performance and the cascaded classifier
obtains the worst one. In terms of improvement, SSD-Inception-v2 impro-
ves AP by 1.2 %, YOLOv3 improves by 2.8 % and YOLOv3-tiny and the
cascaded classifier both improve by 2.0 %. The relative improvement is best
for YOLOv3 and worse for the SSD-Inception-v2 model.

The results of measuring the detection range for the two types of LIDAR
sensors proposed, with 32 and 64 planes, are summarized in Table 5.6.
Two types of results, theoretical and experimental have been computed.
Theoretical distance has been calculated following Eq. 5.10. Since vertical
angular resolutions α (32 mrad for HDL-32 E and 16 mrad for HDL-64E) are
worse than horizontal (30 mrad for HDL-32E and 19 mrad for HDL-64E),
the height of the UAV, hUAV , is used to estimate the theoretical detection
range r.

r =
hUAV

2 tan(α/2)
(5.10)

With respect to the influence of the type of UAV, the results are sum-
marized in Table 5.4. The SSD-Inception-v2 model offers very stable per-
formance across the different UAV models. The influence is higher in the
YOLO models. In general, the largest Neo11 obtains the best results and the
Ardrone, one of the smallest UAVs appears harder to detect. The influence
is more evident with the cascaded classifier, which again detects better the
larger Neo11 while provides minimum performance for the Iris, one of the
smallest UAVs in the training set. Again, these results confirm the intuition
that larger UAVs will be easier to detect.

The results of assessing the influence of the distance (or UAV size in the
image) in the performance of each of the models are shown in Table 5.5. SSD-
Inception-v2 and YOLOv3-tiny have similar results, being very accurate
and robust across the various UAV distances, with little deviation from
their global average precision result. The YOLOv3 model seems to be the
least robust model to changes in scale. The results support the intuition
that closer UAVs are detected more accurately, with the exception of the
cascaded classifier, which may be biased towards the detection at specific
distances because of its limited generalization capacity.

For evaluating the performance of each of the detection algorithms, it is
important to also consider the speed of each of the approaches. Table 5.7
summarizes the inference times of the different models in two computing
devices: a laptop computer equipped with a Nvidia GTX 1050 GPU and
a Nvidia Jetson TX2 embedded computer. The cascaded classifier, despite
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(a) (b)

(c) (d)

Figure 5.10: LIDAR detection examples, including some of the most com-
mon problems observed in the detection: double detections and detections
of structures close to the borders of the image.

not exploiting the use of GPU, is the fastest algorithm on average, closely
followed by YOLOv3-tiny and SSD-Inception-v2 the slowest one. YOLOv3-
tiny seems to provide the best trade-off between accuracy and speed, as
long as GPU resources are available.

Some common detection problems have been identified, which should be
taken care of for the application of this technique for UAV detection. While
most detections are performed correctly, as in Fig. 5.10(a), some examples
of bad detections are shown here for reference. In Fig. 5.10(b), the UAV
has a very sparse appearance in the depth map, which causes the cascaded
classifier to trigger two detections instead of one. Again, a larger number of
training samples should reduce these double detections. In Fig. 5.10(c), a
structure close to the borders of the image has been detected as a UAV. This
may happen because the support of this structure is not visible in the image,
or is behind it. This problem could be fixed by generating similar images
and incorporating them in the training set. Finally, Fig. 5.10(c) shows a
common problem of YOLO which, like the cascaded classifier, generates a
double detection of a single UAV. This is caused by the inherent operation
of YOLO, which predicts a certain number of bounding boxes per grid cell
and does not consider cell results jointly.

5.3.5. Conclusions and future work

This pioneering work has studied the potential use of depth maps ob-
tained with LIDAR sensors for UAV detection. Results confirm this ap-
proach provides promising capabilities for near or mid-range detection. In
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Figure 5.11: Precision-recall curves for each of the four models tested.

Table 5.3: mAP as a function of the type of LIDAR.

Model HDL-32E HDL-64E
Cascaded classifier 0.1389 0.1593

YOLOv3 0.9242 0.9524
YOLOv3-tiny 0.9631 0.9831

SSD-Inception-v2 0.9711 0.9836

Table 5.4: mAP as a function of the type of the type of UAV.

Model Ardrone Firefly Hummingbird Iris Neo11 Pelican
Cascaded classifier 0.0754 0.1693 0.1736 0.0679 0.3105 0.1088

YOLOv3 0.8156 0.9170 0.9397 0.9373 0.9844 0.9857
YOLOv3-tiny 0.9374 0.9560 0.9905 0.9892 0.9852 0.9806

SSD-Inception-v2 0.9828 0.9698 0.9840 0.9700 0.9737 0.9944
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Table 5.5: mAP as a function of the distance.

Model 0-1 m 1-2 m 2-3 m 3-4 m µ± σ
Cascaded classifier 0.2398 0.1552 0.1711 0.2207 0.1967±0.0346

YOLOv3 0.9831 0.9660 0.9338 0.8275 0.9276±0.0604
YOLOv3-tiny 0.9993 0.9811 0.9732 0.9293 0.9707±0.0257

SSD-Inception-v2 0.9979 0.9850 0.9795 0.9253 0.9719±0.0277

Table 5.6: Detection range using LIDAR (all dimensions in meters).

HDL-32E HDL-64E

UAV
UAV section

(W×H)
Theoretical Experimental Theoretical Experimental

Ardrone 0.42×0.08 2.35 2.2 4.7 4.6
FireFly 0.6×0.16 4.7 2.9 9.4 5.9

Hummingbird 0.45×0.09 2.65 2.5 5.3 4.8
Iris 0.55×0.11 3.23 3.2 6.47 6.4

Neo11 0.8×0.28 8.23 7.2 16.47 13.2
Pelican 0.6×0.18 5.29 4.2 10.58 7.1

Table 5.7: Inference time of the tested models (seconds).

Model Nvidia GTX 1050 Nvidia Jetson TX2
Cascaded classifier 6.443 ± 5.439 13.961 ± 6.922

YOLOv3 54.867 ± 1.093 173.103 ± 3.408
YOLOv3-tiny 7.476 ± 0.426 20.277 ± 0.454

SSD-Inception-v2 158.472 ± 11.977 531.854 ± 38.251
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this study, some of its advantages and limitations have been highlighted.
Being an active sensing technique, LIDAR is a very reliable technology,

which with reasonable size, weight and power consumption can be used
for UAV detection with high accuracy levels. Although real experiments are
needed to confirm its viability for this application, modern LIDARs seem to
provide good performance both indoors and outdoors, which would make
them a great alternative to passive vision technologies which are highly
dependent on the illumination conditions.

The great accuracy and reliability of the measurements contrasts with its
limited range for small UAV detection. However, as technology continues to
evolve, LIDARs with finer angular resolutions are expected to be available,
effectively increasing the detection range from a few meters to tens of meters
or more.

Some specific problems of this technique, such as the detection near the
borders of the depth map, should be tackled in order to improve current
results. Since the horizontal field of view is generally of 360 degrees, this
problem could be easily solved by generating another depth map with a
horizontal angular shift, which could be used for confirmation purposes.

As a preliminary work, these results seem promising and encourage furt-
her exploration of this approach. For future work, a much larger dataset will
be generated incorporating a higher variability of scenarios. Additionally,
the performance across multiple frames in a video sequence, closer to a real
application scenario, will be analyzed.

5.4. On-board detection and localization

In this section, the author proposes to go beyond detection from a
ground-based, stationary stereoscopic camera by integrating it on board a
small UAV, running the detection model on-line and measuring the error of
the localized UAVs using a motion capture system. In order to achieve this,
several improvements with respect to the approach presented in Section 5.2.

5.4.1. Proposed approach

A software system has been designed to efficiently perform various tasks:
depth image acquisition, detection using a state-of-the-art real-time object
detection model and 3D localization of the target UAV. The system is de-
picted in Fig 5.12.

In the approach described in Section 5.2, it was observed that the depth
maps generated by Microsoft AirSim were too perfect and not too realistic
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when compared with real depth maps captured with a stereoscopic camera.
In this case, instead of using directly the depth maps generated by AirSim,
visible spectrum image pairs from a simulated stereo camera were acquired
instead. These image pairs were processed using a stereo matching algorithm
in order to obtain depth maps with a closer appearance to real ones. The
segmentation maps corresponding to the images from the left camera were
also acquired and used to train a modified version of a state-of-the-art real-
time object detection model.

During operation, depth maps are acquired from a Stereolabs ZED Ste-
reo camera and copied to a shared memory block from which they are fed to
the trained model. This allows to share the data directly between both pro-
cesses (image acquisition and inference) in an efficient way. Once the model
is trained, it outputs bounding boxes and confidence values for the detected
UAVs. In order to filter out possible outliers corresponding to background
points that fall within the bounding box, the centroid of all 3D points whose
depth is within 500mm of the minimum depth in the bounding box is here
used as a robust estimate of the relative 3D position of the detected UAV.

UAV detection model

The aforementioned dataset is used to train a modified version of the
YOLOv2 object detection model (Redmon and Farhadi, 2016), using an
implementation in C and CUDA. The most relevant details and particularly,
the modifications to adapt this model for UAV detection in depth maps will
be presented next.

In terms of architecture, we rely on the model depicted in Fig. 5.13,
with an input image size of 672×672, featuring 9 convolutional layers with
batch normalization and leaky rectified linear units, plus 6 intermediate
max-pooling layers.

Our model incorporates the following improvements from YOLOv2:

3-stage training: the model is trained initially as a classifier using
224×224 pictures from ImageNet 1000 class classification dataset Kriz-
hevsky et al., 2012. Secondly, the classifier is retuned with 448×448
pictures using much fewer epochs. Finally, the fully connected layers
are removed and a convolutional layer is added to obtain the final
architecture, which is retrained end-to-end for object detection. This
procedure provides the classifier with greater spatial resolution, help-
ful for detecting small or distant UAVs.

Bounding box priors: if the model predicts bounding boxes, the
initial training steps are susceptible to unstable gradients due to the
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Figure 5.12: Detection system overview. Synthetic visual spectrum image
pairs of a flying UAV and segmentation maps are generated using Microsoft
AirSim in order to train the object detection model. During operation, depth
maps are acquired from the Stereolabs ZED Stereo camera and fed to the
trained model. The model outputs bounding boxes and confidence values
for detected UAVs. The minimum depth in each of the bounding boxes is
extracted and used to obtain a robust estimate of the 3D position of the
detected UAV.
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Figure 5.13: CNN architecture for UAV detection used within the YO-
LO framework. The model has been customized taking into account the
hardware constrains on board a small UAV in order to achieve real-time
performance.
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fact that the predictions might work very well for some objects and
very bad for others, causing steep gradient changes. However, the
strategy followed here consists of predicting offsets to bounding box
priors, also known as anchors, as opposed to predicting bounding bo-
xes. When the training is performed by using a limited number of
diverse guesses that are common for real-life objects, each prediction
focuses on a specific shape, leading to a much more stable training.
This makes even more sense when training the detector for a single
object, a UAV in our case. Following the methodology proposed in
Redmon and Farhadi, 2016, a k-means clustering algorithm is run
using intersection over union as distance metric, in order to find the 5
bounding boxes that best fit the UAV bounding boxes in the training
set.

Fine-grained features: in order to improve the detection of smaller
objects (i.e. small and/or distant UAVs), feature maps are rearran-
ged by concatenating layers with different feature map sizes during
inference. Adjacent high resolution and low resolution features in the
last layers are stacked together into different channels, allowing the
detector to have accesses to both types of features.

Multi-scale training and inference: in order to improve the per-
formance across different input image sizes, the model is randomly
scaled every 10 batches during training, forcing the network to ge-
neralize across a variety of input dimensions. Since the model only
uses convolutional and pooling layers, this is a straightforward pro-
cess, which also provides the model with a lot of flexibility to balance
accuracy and speed.

The last layer corresponds to a 1×1 convolution, leading to a final tensor
size of 21×21×30. The first two values come from the division of the image
in a 21×21 grid. The value of 30 comes from the fact that each cell in the
grid makes a prediction using each prior box, in our case 5 predictions, each
with 6 values: 4 offset values for the prior box, a value of confidence score
(objectness) and a value for the class probability, in our case, the probability
that the object is a UAV given that there is an object in the bounding box.
All the proposed predictions are filtered using non-maxima suppression and
thresholded by their confidence values in order to remove false positives.

Many publicly available implementations of YOLO perform multi-frame
detection averaging in order to make video predictions visually smoother.
However, this produces mismatches between the input depth maps and their
corresponding bounding box predictions, which become specially noticeable
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when detected objects move fast. For this reason, we remove this feature
in our implementation to ensure correct mapping of the predicted boxes to
their corresponding depth maps.

Synthetic datasets and training methodology

In order to effectively generate large datasets for training the previously
discussed model, we opted to use synthetic images. As in the work presented
in Section 5.2, the high-fidelity UAV simulator Microsoft AirSim has been
utilized for this purpose. In order to generate a synthetic dataset, AirSim
and Unreal Engine were used with a few enhancements. In Unreal Engine,
a custom outdoor urban environment has been created and the quadrotor
model provided by AirSim resembling a Parrot AR.Drone was used. In the
simulation, the UAV was equipped with two cameras so as to simulate
a stereoscopic vision system. The parameters for the cameras, including
baseline of the stereo rig and the field of view were configured to match the
specifications of the ZED camera, as that was the sensor of choice.

Within the environment, two UAVs were simulated: the host UAV, which
carries the stereo camera and the target UAV. At every instant, both left
and right views of the on board stereoscopic camera rig were recorded, along
with a segmentation map indicating the pixels corresponding to the target
UAV, used to obtain the ground truth bounding boxes. In this way, images
of the target UAV were recorded from various distances, viewpoints and
angles in 3D space, attempting to simulate the observation of the host UAV
hovering as well as in motion. The dataset contains images where the host
UAV is in motion as well as while it is stationary whereas the target UAV
always moves. The dataset used in the work presented in Section 5.2 con-
tained images of multiple sizes and simpler environments. For this work,
images with a single size of 1920×1080 pixels have been generated and the
left and right camera images have been captured to perform stereo mat-
ching independently, instead of using the depth maps provided by AirSim.
While AirSim provides depth maps along with visible spectrum images and
segmentation maps, these depth maps do not have a realistic appearance,
as they are obtained directly from rendering the scene meshes, without any
imperfections. In order to closely match real life stereo matching and allow
for correspondence errors, the left and right RGB images are fed to a block
matching algorithm to compute correspondences. The OpenCV implemen-
tation of the stereo block matching algorithm to generate disparity images
has been used. A weighted least squares (WLS) approach is used to smooth
the depth maps preserving edges and improving their quality before using
them for training. Bounding boxes for the target UAVs were easily extrac-

134



Chapter 5. Aircraft detection using depth maps

Figure 5.14: Sample images from the dataset. In (a), the RGB image from
the host UAV’s perspective is shown for reference, where it observes a ‘tar-
get’ quadrotor UAV. The corresponding depth map is shown in (b), and (c)
shows the segmentation image that highlights only the target UAV.

ted from the corresponding segmentation images by finding the minimum
area rectangles enclosing the target UAVs.

The synthetic dataset used for training the detection model used in
the experiments contained 470 depth maps, from which 80 % of the images
were used for training and the rest for validation. As it will be mentioned
later on, data augmentation provides an actual number of training images
which is several orders of magnitude higher. The model was trained for 380k
iterations, following an early stopping strategy.

Target UAV localization

The more information available about the obstacle (e.g. speed, relati-
ve position, detection uncertainty), the higher the likelihood of successful
planning and executing collision avoidance maneuvers (Jenie et al., 2014).
This makes the proposed solution advantageous with respect to detection
methods based on monocular vision. In order to estimate the 3D relative
position of the UAV, first its depth is estimated. Given a ROI with cer-
tainty of containing a UAV above a given threshold, the minimum depth in
the ROI, min(Zi,j), is computed. Given a depth margin for the UAV, δ, its
depth estimation will be given by Eq. 5.11.

Zest = Zi,j | Zi,j ∈ [min(Zi,j),min(Zi,j) + δ] (5.11)

If u, v are the pixel coordinates of the pixel with minimum depth in
the bounding rectangle, X and Y coordinates are estimated through 3D
point reprojection using intrinsic camera parameters (fx, fy, cx, cy) and Zest,
assuming a pinhole camera model.
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Figure 5.15: UAV platform used as host in the experiments. It is equipped
with a ZED camera, a Jetson TX2, used for perception, and a Snapdragon
Flight board, used for control.

Xest =Zest
u− cx
fx

Yest =Zest
v − cy
fy

(5.12)

5.4.2. Hardware setup

Aerial platforms

The UAV shown in Fig. 5.15 has been used as the host UAV in the
experiments. It is equipped with a Nvidia Jetson TX2 embedded computer,
a ZED camera and a Snapdragon Flight board, with a takeoff weight under
one kilogram.

In order to show the generalization capability of our detection algo-
rithm, and its ability to detect and localize multiple UAVs, three different
target UAVs have been used, shown in Fig. 5.16. One of them is the Parrot
AR.Drone, while the other two ones are custom-built UAVs: a medium-
sized one, and a small one. The sizes of these UAVs, including batteries, are
shown in Table 5.8.

The small UAV is used to test the generalization capabilities of the
proposed algorithm when the size is much smaller compared to the AR
Drone used for training the model, while the medium UAV is used to test
the algorithm when the shape (closer to a spherical one) is different from
the one of the AR Drone.
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Table 5.8: Dimensions of the target UAVs used in the experiments.

Width (mm) Length (mm) Height (mm)
Parrot AR.Drone 517 517 95

Small UAV 350 285 115
Medium UAV 430 430 205

Figure 5.16: Three UAVs were used as target UAVs in the experiments
in order to evaluate the generalization capability of the model to different
UAV shapes and sizes.
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Depth sensor

A ZED Stereolabs camera has been used for the experiments. This stereo
camera based on two 4MP sensors features a 120 mm baseline. Although
it is capable of computing 4416×1242 depth maps at 15Hz, it allows for
different sensing modes and resolutions which allows for various trade-offs
between speed and depth map quality.

Onboard processing unit

The perception and detection algorithm runs on board on a Jetson TX2,
while a Snapdragon Flight is used for state estimation and control. Both
devices run independently, with no connection between them. The on-board
state estimation has been performed by fusing IMU measurements with an
external motion capture system. A cascaded control architecture has been
used to generate the control commands: an outer loop controller receives
the desired trajectory and the estimated position and velocity, and sends
the desired orientation and angular rates to an inner loop controller. This
controller compares them with the estimated attitudes and rates, and ge-
nerates the commands that are sent to the motors. More details about the
state estimation and the control of the UAV can be found in Lopez, 2016.
A joystick controlled manually by an operator was used to generate the
desired trajectories for the experiments.

An external motion capture system has been used for obtaining the
ground truth relative position between the camera and the target UAV. This
position was recorded using a ground station computer. All three computing
devices: Jetson TX2, Snapdragon Flight and the ground station computer
had synchronized clocks, allowing to compare position estimations based on
detections, computed on the TX2, with position estimations based on the
motion capture system and recorded on the ground station computer.

5.4.3. Evaluation methodology

As it has been mentioned earlier, the proposed system performs first
a UAV detection in the image plane and then uses the information from
this detection to perform localization of the target UAV in the scene. For
this reason the quantitative evaluation is two-fold, assessing both the target
UAV detection in the image and the 3D relative localization of the target
UAV.

Accuracy of the UAV detection has been assessed measuring the average
IoU and the mean average precision. As seen in Section 3.4.2, this metric
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(a) Head-on encounter, in which the
host and the target UAV fly towards
each other (experiments 3-5).

(b) Tail-chase encounter, in which
the target UAV flies away from the
host UAV, but the latter flies faster,
therefore generating a collision risk
(experiment 6).

(c) The host UAV moves forward
while the target UAV moves verti-
cally (experiment 7).

(d) The target UAV crosses the FOV
limits of the camera onboard the
host UAV (experiment 8).

Figure 5.17: Graphical explanation of the performed experiments.
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corresponds to the area under the precision-recall curve which summarizes
it. In order to compute it, precision and recall have been computed for
various threshold values.

The accuracy of the target UAV localization has been measured in the
experiments using a Vicon motion capture system. In this way, the times-
tamped, relative ground-truth positions reported by the system have been
compared to those reported by the on-board system and RMS errors have
been computed. Additionally, the largest depth reported by the system has
been considered as an indicator of the detection range of the system.

Computation speed has also be assessed, as it is a critical metric for
algorithms running in embedded systems and particularly on board small
UAVs. Eq. 5.13 describes the total time it takes the system to detect and
localize a UAV, which can be measured as the sum of the durations of each
of the processes involved: ∆tacq (acquisition), ∆tdm (depth map generation),
∆ti (inference) and ∆trepr (reprojection).

∆ttotal = ∆tacq + ∆tdm + ∆ti + ∆trepr (5.13)

While the duration of the acquisition process depends mainly on the
sensor and the CPU resources available, the depth map generation and the
inference of the detection model run on GPU. Both processes compete for
GPU resources, but since the depth estimation algorithm in the ZED camera
is proprietary, it is not possible to access the source code to try to optimize
the execution of both processes and the only way to balance the use of GPU
resources is by choosing an adequate depth sensing mode (depth map size)
for the ZED camera. Higher quality depth sensing modes will produce depth
maps with higher resolution at the cost of a slower detection model inference
and viceversa. As for the reprojection process, it runs fully on CPU.

5.4.4. Experiments

Eight flight experiments have been run in order to quantitatively assess
the reliability and robustness of the system in different scenarios. An out-
door experiment (experiment 1) was run in an open field in College Station,
Texas. This experiment was conceived to evaluate the impact of outdoor
illumination conditions and distant image backgrounds which may affect
the appearance of the generated depth maps. The remaining experiments,
2 to 8, were run indoors, in the Aerospace Controls Laboratory at MIT.

In experiments 1 and 2, as no motion capture system is available, only
the detection stage was quantitatively evaluated. For experiment 1, a 3D
Robotics Solo quadrotor acted as target UAV, while the detecting camera
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Figure 5.18: Results for experiment 3, a head-on encounter at low speed.
Dashed lines indicate the FOV of the host UAV.

was moved manually for simplicity. In experiment 2, both the host and
the target UAV, a Parrot AR.Drone, were flying. Because there was no
GPU available on board the host UAV in these experiments, the depth
maps obtained were stored in order to be manually labeled for the posterior
evaluation.

Finally, target UAV localization has been evaluated in experiments 3 to
8 by capturing ground truth data from both host and target UAVs using
a motion capture system. In these experiments, summarized in Fig. 5.17, a
Parrot AR.Drone was used as target UAV. Experiments 3 to 5 correspond
to head-on encounters, in which the host and the target UAV fly towards
each other. The purpose of these experiments is to evaluate the performance
of the system when UAVs in near-collision course approach each other at
different speeds. Three relative speeds were chosen for the evaluation: low
(max relative speed of 1.1 m/s), medium (max relative speed of 1.7 m/s)
and high (max relative speed of 2.3 m/s). Experiment 6 corresponds to
another common potential collision scenario: a tail-chase encounter. Here,
the target UAV flies away from the host UAV, but the latter flies faster,
therefore generating a collision risk.

In experiments 3 to 6, both UAVs, host and target, fly at relatively
similar altitudes. In experiment 7, we allow for altitude variations of the
target UAV while keeping the host UAV at a constant altitude to evaluate
the potential impact of relative vertical speed between the UAVs in collision
course. Finally, in experiment 8, the target UAV crosses the FOV limits of
the stereoscopic camera on board the host UAV. This allows to assess the
actual detection FOV of the system.

Besides these experiments for quantitatively assessing the performance
of the system, more flights were performed for qualitative evaluation using
all three different UAVs shown in Fig. 5.16. In these additional flight expe-
riments the on-board system successfully detects up to three three target
UAVs simultaneously.
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Figure 5.19: Results for experiment 4, a head-on encounter at medium
speed. Dashed lines indicate the FOV of the host UAV.

Figure 5.20: Results for experiment 5, a head-on encounter at high speed.
Dashed lines indicate the FOV of the host UAV.

Figure 5.21: Results for experiment 6, a tail-chase encounter. Dashed lines
indicate the FOV of the host UAV.

Figure 5.22: Results for experiment 7, a head-on encounter with relative
altitude changes. Dashed lines indicate the FOV of the host UAV.

Figure 5.23: Results for experiment 8, an encounter while flying in and out
of the field of view. Dashed lines indicate the FOV of the host UAV.
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Figure 5.24: Precision-recall curve of the UAV detection model for the
indoor and outdoor experiments.

5.4.5. Results

Two types of quantitative results have been obtained UAV detection and
target UAV localization results. Additionally, a video showing some qualita-
tive results from the indoor environment with up to three flying target UAV
can be found online 2. While the video shows how the system is capable of
detecting multiple UAVs, localizing more than one UAV simultaneously re-
quires a visual tracker which can deal with the data association problem,
which is left for future work.

Drone detection performance

The trained model achieved an average IoU of 84.86 % and a recall rate
of 100 %. The results are good despite the limited amount of training images
as we benefit from YoLo’s implementation which incorporates data augmen-
tation, enabling the generation of an unlimited number of samples through
variation of image color saturation and brightness, random cropping and
resizing.

The performance of the model for image classification is summarized in

2https://vimeo.com/277984275
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Fig. 5.24. From this curve, the resulting mAPs were 0.7487 and 0.6564, for
experiments 1 and 2, respectively. The gap in precision can be explained by
the different complexity of the environments: while the indoor environment
is cluttered with objects which may be considered false positives, the out-
door experiment is run in an open field with the camera facing the sky and
no ground objects in the background for most of the frames.

The model is able to detect UAVs in depth images, with no relevant
impact of motion blur or changes in illumination in the performance of the
model. Furthermore, the model is able to generalize correctly to different
UAV shapes and sizes, despite being trained with a low number of images
with a single type of UAV model.

Target UAV localization accuracy

Localization results show the implemented system is able to localize
UAVs robustly, even at high speeds, as shown in Figs. 5.18 to 5.23. In ex-
periments 3 to 5, the target UAV is localized at distances of up to 8 meters
with a maximum error below 10 % of the distance. Localization errors are
consistent over all the experiments and up to 2.3 m/s, we find the locali-
zation accuracy to be consistent over all experiments and up to velocities
of 2.3 m/s. Localization was also found to be independent of the relative
speeds and the angle from which the target was captured (for example, vie-
wing it from the front versus the back). Similarly, changes in altitude do
not produce noticeable effects and the 3D trajectory of the target UAV is
accurately estimated.

With respect to experiment 8, Fig. 5.23 shows how the effective FOV of
the system, i.e. the FOV at which detections happen, is smaller (60 degrees)
than the FOV of the camera (90 degrees). This might have been caused by
the fact that images were only labeled when the UAV was fully contained
in the image.

Computation speed

As mentioned earlier, the various processes involved in the detection and
localization of UAVs share the CPU and GPU resources on board. Choosing
a resolution of 1080p, both the image acquisition and depth map compu-
tation from the ZED stereo camera can simultaneously reach 30 Hz. The
model inference, when fed with pre-recorded depth maps, runs at 20 Hz.
However, as mentioned earlier, obtaining live depth maps and running the
model in parallel reduces the performance of each algorithm individually.
Best results were obtained when choosing to acquire 1920×1080 pixel depth
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Table 5.9: Execution times

Acquisition and
depth map generation

Drone
detection

3D reprojection

Time [ms] 45.2 ± 8.3 9.4 ± 1.4 7.1 ± 0.6

maps, with the sensing mode providing the highest depth map quality. With
this configuration, the system acquires images, computes depth maps, de-
tects UAVs and localizes them at 16 Hz. Table 5.9 indicates the average
execution time and its standard deviation over 600 frames for each of the
sub-processes.

5.4.6. Conclusions and future work

Obstacle avoidance for UAVs is currently an active field of research as
it is a desired capability for safe UAV navigation. While many commercial
UAVs already incorporate obstacle avoidance systems, they are designed
mainly for avoiding structures and not specifically for avoiding dynamic
obstacles, such as UAVs.

The integration of such capabilities in small UAVs with constrained
payloads is extremely challenging, due to the efficient perception, planning
and control capabilities required. Perception-wise, obstacle detection sys-
tems should be capable of running in real-time, with sufficient field-of-view
and detection range, and ideally being capable of providing relative position
estimates of detected obstacles.

In this section, a high-performance solution for small UAVs has been
developed based on the original approach described in Section 5.2. Here, we
propose an improved approach to perform UAV detection and localization
using depth maps which has been adapted to run at 16 Hz onboard a small
UAV using a stereoscopic camera. Experiments successfully demonstrate
that the system can simultaneously detect and localize UAVs of different
sizes and shapes at a maximum distance of 8 meters, with a maximum error
of 10 % of the distance and at relative speeds up to 2.3 m/s. This can be
considered a remarkable achievement, given the payload limitations of the
small platform used in the experiments.

A relevant aspect of this research is the ability of the object detection
model to generalize from simulated to real images. While the results of the
proposed solution indicate this generalization is possible, further research
should be conducted to provide exhaustive information about how each
of the simulation variables (i.e. lighting, background type, etc.) affect the
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detection performance of the model.
Other future works include the integration of our system with planning

and navigation algorithms, such as reciprocal velocity obstacles (RVO) or
dynamic potential fields. Also the use of filtering and prediction techniques
will be considered, to both minimize false positives and to provide smoot-
hed velocities of the obstacles, which can be very informative for planning
algorithms. A strategy combining detection and tracking will also be consi-
dered to provide continuity of the detections and simultaneous localization
of multiple UAVs.

This work is based on the work published on Carrio et al., 2020.

5.5. Conclusions

In this chapter, various novel approaches for aircraft detection and parti-
cularly for UAV detection have been proposed and discussed. Sensors capa-
ble of capturing rich 3D information are becoming more and more common
in robotic systems. These sensors have suitable properties to be used on
board UAVs and particularly small ones, mainly small size, weight and po-
wer consumption. The availability of depth information is specially advan-
tageous in UAV swarm applications, as it can be used to estimate relative
position information, very useful for UAV-to-UAV collision avoidance in a
swarm.

3D information can be efficiently encoded in depth maps, as an alternati-
ve to pointclouds, enabling faster processing of the data. This is particularly
interesting for real-time object detection applications, and is exemplified
here in the UAV detection problem. Two different types of sensing techno-
logies have been considered for UAV detection in this chapter: stereoscopic
cameras and LIDAR sensors. While both types of sensors can capture 3D
information, there are substantial differences between them. As opposed to
LIDAR, depth maps obtained from stereoscopic cameras can usually provi-
de a finer angular resolution at the cost of a narrower FOV. Additionally,
depth measurements are less reliable in stereoscopic cameras, which have
great dependence on scene illumination and texture.

In the proposed approach for UAV detection with stereoscopic cameras,
simulated images have been generated and used to train a real-time ob-
ject detection algorithm. Preliminary results with real flying UAVs indicate
maximum detection ranges close to 10 meters, with reasonable detection
accuracy.

Due to their higher accuracy and reliability, detection based on depth
maps captured from 3D LIDAR sensors has also been analyzed in simula-
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tion. Results indicate that detection is more accurate and range can reach
slightly higher values, reaching 13 meters. However, these results should be
validated with real experiments.

In the last section, the development and evaluation of a highly-efficient
detection system integrated on board a small UAV and based on depth maps
captured from a stereoscopic camera is discussed. The systems provides
effective detection of flying UAVs, moving at speeds up to 2.3 m/s and with
a maximum detection range of approximately 8 meters. This is a promising
step for the development of UAV swarms with higher levels of autonomy.
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Conclusions and future work

6.1. Conclusions

Vision-based aircraft detection is a broad problem with various applica-
tions including collision avoidance, anti-UAV and surveillance systems. The
requirements for these applications are quite heterogeneous and in some
cases hard to define, making the choice of the most suitable sensing tech-
nologies a challenging endeavor. In the case of collision avoidance systems
alone, there are relevant differences between the needs of detect and avoid
(DAA) systems, which allow UAVs to safely navigate and share their airs-
pace with other aircraft, and UAV swarms, with applications in security,
search and rescue, and surveillance, among others. The main differences
between them rely on the operating scenarios, the distance camera-aircraft
and the size of the aircraft that have to be detected. Visual detection of
aircraft follows a fundamentally different approach in the case of anti-UAV
systems, aimed at detecting UAVs from the ground, which allows for a much
greater range of applicable technologies, and also in the case of surveillance
systems, which rely on satellite imagery for aircraft detection at hundreds
of kilometers of distance and where detections are not required to trigger
real-time decisions.

Although no general solution is likely to be found due to the high varia-
bility of operational factors involved, the best general technological solution
for DAA systems according to the literature appears to be the combination
of radar, aided with visible spectrum cameras, which complement radar
systems providing a better angular resolution. While ad hoc developments
may be useful in specific scenarios to obtain a better understanding of the
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general problem, a more general solution to such diversity of operational
scenarios requires a general glance by the research community. In the same
way the autonomous driving problem has been faced jointly by researches
and systems manufacturers, so should vision-based developments for DAA
systems be promoted by aviation agencies and industrial companies in the
sector. Part of the solution comes from establishing common benchmarks
which will allow for a fair comparison across systems and provide tools for
their validation and certification. This involves not only standardizing sce-
narios (e.g. UAS classes, meteorological, etc.) and coming up with the right
sensing technologies for each of them, but also promoting diverse, and there-
fore large, common multi-sensor datasets for each of those scenarios. Even if
sensing systems were standardized, collecting enough data from real flights
would be expensive and time-consuming. Computer-generated imagery and
high definition simulators, which have gathered great momentum in the last
years, offer a cheap way of obtaining fully synthetic or hybrid imagery, use-
ful to validate systems specifications, as well as to obtain relevant data to
learn from. Of course, simulators often oversee or completely neglect many
real situations, so they should be used to adapt or augment real datasets.
In this Thesis, a technique for blending real and synthetic images is provi-
ded as a middle ground solution for the data generation problem. The main
advantage comes from the fact that corner cases that are observed in real
datasets, such as the detection of specific types of aircraft in specific tra-
jectories under specific illumination conditions, can be easily incorporated
into the test set.

This Thesis also tries to throw light into the dilemma of choosing bet-
ween “classical” Computer Vision methods and learning-based approaches
in the aircraft detection problem. It can be inferred from the results that
learning from data, and particularly using deep learning techniques are defi-
nitely a good choice when dealing with high complexity problems. However,
whenever there is a certainty about some aspects of the detection problem
(e.g. speed of threatening aircraft in the image plane) or computational
restrictions apply (e.g. need for integration on board small UAVs) classical
methods can provide competitive solutions. Also, as in the case of the sky
segmentation algorithm developed for visible spectrum images, a combina-
tion of both learning-based and classical methods, based on an adequate
choice of feature extractors and lightweight machine learning models, can
drive to successful approaches.

With respect to solutions based on thermal infrared images captured on
board UAVs, the experiments in this Thesis show that detection of nearby
aircraft using an on-board thermal camera is feasible but hard to contri-
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bute, by itself alone, to the development of reliable systems mainly due to
the relatively high exposure times of thermal cameras, the need for flat-
field corrections and also from the false positives from elevated structures
when flying at low altitudes. Due to the high false positive rates, good per-
formance is subject to the use of proper horizon detection algorithms, for
which a properly designed “classical” Computer Vision algorithm can deliver
good enough performance. Comparable results can be obtained using deep
learning as long as GPU resources are available. Having explored various
approaches for vision-based aircraft detection, a lesson learned from the ex-
ploitation of sky segmentation is that a “divide and conquer” approach is
generally good for tackling complex problems. From the experiments it was
also concluded that a vision-based system can be used together with an
ADS-B receiver on board a small UAV to seamlessly detect equipped air-
craft. Given the challenges of dealing with highly dynamic scenes in thermal
imaging, it makes sense that their use is mostly oriented towards aircraft
detection in anti-UAV systems, which typically imply stationary pan/tilt
cameras. Being ground-based, these systems allow for a wider range of sen-
sing technologies and therefore they usually rely on a combination of radar
systems and both thermal and visible spectrum cameras.

Additionally, a novel approach that relies on depth maps for aircraft de-
tection and is applicable to short-range UAV-to-UAV detections in swarms
has been proposed and successfully evaluated. Although further research is
required to see these detectors integrated in fully-functional collision avoi-
dance pipelines, having proved that it is possible to perform UAV-to-UAV
detections while providing relative localization of the detected UAV using
only on board visual sensing represents a significant milestone in autonomy
for small UAVs.

As a final conclusion of this thesis, it can be underlined that vision re-
presents a powerful sensing technique, with suitable properties (low cost,
size, weight, power and ease of integration) for UAVs and particularly for
small ones, whose payload limitations are tighter. However, its use comes at
the cost of important challenges: dealing with meteorological conditions and
the high variability of outdoor, uncontrolled scenarios and its high compu-
tational demand.

6.2. Future work

Besides specific improvements in the developments presented in this The-
sis, future work will be aimed at other more general goals. One of them will
be the assessment of modern high-fidelity simulators, such as Microsoft Air-

151



6.2. Future work

Sim (Shah et al., 2017), which can render not only aircraft but also generate
highly-realistic background imagery and generate useful data from multiple
sensors. This data can be extremely useful for tackling the problem of lack
of imagery and coming up with standardized datasets for DAA systems.

A promising solution to the problem of the high computational cost
of image processing, particularly for on-board solutions, are 5G networks.
While still under deployment in many countries, communication systems
based on 5G will enable high bandwidth data transmissions with very low
latencies (∼10 ms). Future work will consist on transmitting to the ground
live images from multiple cameras on board a UAV, shifting the compu-
tational cost from the on-board systems to a ground station, which can be
equipped with vast amounts of computing power. In this way, more cameras
could be used on board to increase magnification and/or FOV, and more
powerful algorithms could be used in order to process the acquired images.

Another relevant direction of research is the use of deep learning to infer
depth from monocular images (Saxena et al., 2006, Godard et al., 2019).
Using a model trained on stereoscopic images of scenes with UAVs, depth
maps could be obtained directly from monocular cameras providing relative
position of the detected UAVs, bringing a potential solution to UAV-to-UAV
detection in UAV swarms. The computational cost of these algorithms is not
as high as one would expect and even implementations have been proposed
that run fully on CPU (Poggi et al., 2018).

152



Appendix A
Scientific Dissemination

A.1. Publications

A.1.1. Journals

2020

Carrio, A., Tordesillas, J., Vemprala, S., Saripalli, S., Campoy, P.,
& How, J. P. (2020). Onboard Detection and Localization of Drones
Using Depth Maps. IEEE Access, 8, 30480-30490.

2019

Sampedro, C., Rodriguez-Vazquez, J., Rodriguez-Ramos, A., Carrio,
A., & Campoy, P. (2019). Deep Learning-Based System for Automa-
tic Recognition and Diagnosis of Electrical Insulator Strings. IEEE
Access, 7, 101283-101308.

Sampedro, C., Rodriguez-Ramos, A., Bavle, H., Carrio, A., de la
Puente, P., & Campoy, P. (2019). A fully-autonomous aerial robot for
search and rescue applications in indoor environments using learning-
based techniques. Journal of Intelligent & Robotic Systems, 95(2),
601-627.

2018

Carrio, A., Bavle, H., & Campoy, P. (2018). Attitude estimation
using horizon detection in thermal images. International Journal of
Micro Air Vehicles, 10(4), 352-361.

153



A.1. Publications

2017

Carrio, A., Sampedro, C., Rodriguez-Ramos, A., & Campoy, P. (2017).
A review of deep learning methods and applications for unmanned ae-
rial vehicles. Journal of Sensors, 2017.

Carrio, A., Lin, Y., Saripalli, S., & Campoy, P. (2017). Obstacle
detection system for small UAVs using ADS-B and thermal imaging.
Journal of Intelligent & Robotic Systems, 88(2-4), 583-595.

2016

Carrio, A., Fu, C., Collumeau, J. F., & Campoy, P. (2016). SIGS:
Synthetic imagery generating software for the development and eva-
luation of vision-based sense-and-avoid systems. Journal of Intelligent
& Robotic Systems, 84(1-4), 559-574.

Pestana, J., Sanchez-Lopez, J. L., De La Puente, P., Carrio, A., &
Campoy, P. (2016). A vision-based quadrotor multi-robot solution for
the indoor autonomy challenge of the 2013 international micro air
vehicle competition. Journal of Intelligent & Robotic Systems, 84(1-
4), 601-620.

Rejado, C. C., Hernández, L. G., Carmona, A. S., Carrio, A., López,
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A.2. Research stays / exchange

Arizona State University (ASU), School of Earth and Space Ex-
ploration (SESE), Autonomous System Technologies Research & In-
tegration Laboratory (ASTRIL), January-June 2015,
Tempe, Arizona, USA.

International Computer Vision Summer School (ICVSS),
July 2016, Sampieri, Sicily, Italy.

Massachusetts Institute of Technology (MIT), Department of
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A.3. Technology transfer projects

DAR System. (Airbus Defence & Space). Participated as project lea-
der in the development of an autonomous UAV for aircraft inspection,
contributing both to the development of a navigation solution based
on LIDAR odometry and the automatic visual detection of defects.
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MESOANTEN: Security Improvement in UAV Operations in Naval
Aplications (Unmanned Solutions S.L.). Participated as project leader
in the development of a vision-based navigation system enabling the
autonomous recovery of a fixed-wing UAV in a net on board a ship.
April 2014 - December 2016
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cise Landing of UAVs (Unmanned Solutions S.L.) Participated as pro-
ject leader and developed a vision-based autonomous landing system
for fixed-wing UAVs.
December 2014 - May 2016

E-Vision II: Detección y Evasión basada en Visión Artificial para
UAVs (Unmanned Solutions S.L.) Participated as project leader and
contributed to the design, implementation and integration of a pro-
totype vision-based DAA system.
March 2013 - December 2014
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