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Resumen 
 

El presente documento se trata del proyecto final para la asignatura 
Trabajo Fin de Máster (TFM) del Máster Universitario de Ingeniería Informática 
de la Universidad Politécnica de Madrid (UPM), y el proyecto final para la 
asignatura Proyecto de Investigación (Research Project) del Máster en 
Tecnología y Gestión de la Información del Instituto Tecnológico de Illinois (IIT). 
Ha sido realizado por el alumno Alejandro Susillo Ridao y el profesor Yong Zheng 
del departamento School Applied Technology del IIT y como tutor interno de la 
UPM, Arminda Moreno Diaz. 

 

Dadas las tecnologías que se van a emplear en este proyecto, podríamos 
englobar el mismo bajo el campo de la Inteligencia Artificial (IA) que se dedica 
al estudio de cómo los ordenadores pueden obtener información de imágenes o 
vídeos, es decir, Computer Vision o Visión Artificial en español. En otras 
palabras, podríamos definir la Visión Artificial como la emulación de la visión 
de los seres humanos por parte de los ordenadores. El resultado de aplicar 
métodos provenientes de este campo de la ciencia sería, en nuestro caso, la 
detección de caras en vídeos, o como se conoce esto de forma general, la 
detección de objetos. Una vez se detectan dichas caras en los vídeos, 
utilizaremos técnicas de otra rama de la IA, el Machine Learning o Aprendizaje 
Automático, para detectar las emociones que estas caras están expresando. Se 
usarán desde algoritmos de clasificación hasta redes neuronales 
convolucionales. De esta manera, con las caras detectadas y las emociones 
identificadas por cada cara, el algoritmo propuesto devolverá una serie de 
estadísticas descriptivas que serán usadas para un estudio de correlaciones 
entre estas y otros campos que se definirán a lo largo del proyecto por 
considerarse interesantes para conseguir el objetivo final del presente proyecto. 

 

La idea principal (u objetivo final) tras este proyecto, es dar una solución 
a aquellos alumnos que, durante una clase, en la que se pueden llegar a abordar 
varios temas o conceptos importantes, se pierden o desconectan de esta debido 
a que no entienden un punto clave o un conocimiento en el que se basa un 
futuro conocimiento. Esto puede provocar varios efectos negativos en el alumno. 
Uno de ellos es que el alumno pierda interés en la clase al ver que no comprende 
ningún tema. Otro posible efecto puede ser que el alumno crea que entiende los 
conceptos cuando en realidad no es así. Esta situación es bien conocida 
independientemente de que nos encontremos en una clase de colegio, instituto 
o universidad. Desde este proyecto entendemos que los profesores están 
exigidos a dar un temario definido en cada curso y con un tiempo limitado, lo 
cual no permite a los profesores realizar una educación personalizada para cada 
alumno, propiciando estas circunstancias, así que, buscamos en este proyecto 
dar una solución a estas situaciones con la ayuda de la informática.  

 

Tras un proceso de investigación, se tomó la decisión de acudir a las 
emociones por ser un buen método de extracción de información de nuestros 
videos. Al disponer de videos como datos de entrada, teníamos que encontrar 
algún método que nos permitiera de alguna manera extraer información sobre 
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los alumnos mientras estaban en clase, y así poder saber cuáles son los 
conceptos que los alumnos no están entendiendo y proporcionarles material 
extra para reforzar conocimientos. De esta manera, era necesario primero saber 
si existe una relación entre las emociones que los alumnos expresan en clase y 
su rendimiento posterior en los exámenes. Así pues, pasamos a investigar sobre 
qué modelos o algoritmos podían ayudarnos a, en primer lugar, identificar las 
caras de los alumnos y, a continuación, identificar las emociones que se 
expresan en ellas. Se decidió usar modelos ya entrenados por otras personas 
(estilo de trabajo llamado Transfer Learning) debido a que estos modelos 
necesitan unos recursos que en la normalidad una persona no dispone, como 
por ejemplo, varios núcleos de potencia en un ordenador o una GPU. En el caso 
de los modelos que identifican las emociones, buscamos aquellos que devolvían 
el porcentaje de emoción de cada una de las emociones básicas. Se hablará más 
sobre los modelos investigados, el elegido y los resultados que nos devuelve en 
futuros apartados. 

 

Finalmente, se llevó a cabo una comparación de los métodos usados para 
la detección facial y emocional. Además, una vez aplicados estos modelos sobre 
nuestros datos, que en nuestro caso serán videos grabados por el tutor de este 
proyecto, el profesor Yong Zheng, y recopilados los resultados devueltos por el 
algoritmo implementado en un fichero (un conjunto de siete estadísticas 
descriptivas), pasamos a realizar un análisis de correlaciones entre estas 
estadísticas y una serie de variables nominales que en futuros apartados se 
detallarán de qué se tratan. Como resultado del análisis de correlación, se 
obtuvo que existe una relación entre las estadísticas descriptivas y el ratio de 
error de los alumnos por sesión, mientras que el resto de análisis de correlacione 
daban independencia entre las variables. Habría gustado disponer de un mayor 
número de datos pero debido a la pandemia que en el momento de la realización 
del presente proyecto estaba azotando el mundo, no se pudo recoger más datos. 
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Abstract 

 

This document is the final project for the course Trabajo Final de Master 
(TFM) of the Master's Degree in Computer Engineering of the Universidad 
Politécnica de Madrid (UPM), and the final project for the course Research 
Project of the Master's Degree in Information Technology and Management of 
the Illinois Institute of Technology (IIT). It has been carried out by the student 
Alejandro Susillo Ridao and Professor Yong Zheng from the School Applied 
Technology department of the IIT and as internal tutor of the UPM, Arminda 
Moreno Diaz. 
 

Given the technologies to be used in this project, we could include it 
under the field of Artificial Intelligence (AI) which is dedicated to the study of 
how computers can obtain information from images or videos, that is, Computer 
Vision. In other words, we could define Artificial Vision as the emulation of 
human vision by computers. The result of applying methods from this field of 
science would be, in our case, face detection in videos, which is generally known 
as object detection. Once these faces are detected in the videos, we will use 
techniques from another branch of AI, Machine Learning, to detect the emotions 
that these faces are expressing. We will use everything from classification 
algorithms to convolutional neural networks. In this way, with the faces 
detected and the emotions identified by each face, the proposed algorithm will 
return a series of descriptive statistics that will be used for a study of 
correlations between these and other fields that will be defined throughout the 
project as being of interest for achieving the final objective of this project. 

 

The main idea (or final objective) behind this project is to give a solution 
to those students who, during a class, in which several important topics or 
concepts can be addressed, get lost or disconnected from it because they do not 
understand a key point or a knowledge on which a future knowledge is based. 
This can have several negative effects on the student. One of them is that the 
student loses interest in the class when he or she sees that he or she does not 
understand any topic. Another possible effect may be that the student believes 
that he or she understands the concepts when in fact they do not. This situation 
is well known regardless of whether we are in a school, high school or university 
class. From this project we understand that teachers are required to give a 
defined agenda in each course and with a limited time, which does not allow 
teachers to make a personalized education for  each student, promoting these 
circumstances, so, we seek in this project to give a solution to these situations 
with the help of computers.  

 

After a process of investigation, the decision was made to turn to 
emotions as a good method of extracting information from our videos. Since we 
had videos as input data, we had to find some method that would allow us to 
somehow extract information about the students while they were in class, so we 
could know which concepts the students were not understanding and provide 
them with extra material to reinforce their knowledge. In this way, it was first 



 

iv 

necessary to know if there is a relationship between the emotions that the 
students express in class and their subsequent performance in exams. So we 
went on to investigate which models or algorithms could help us first to identify 
the students' faces and then to identify the emotions expressed in them. It was 
decided to use models already trained by other people (a style of work called 
Transfer Learning) because these models require resources that normally a 
person does not have, such as several power cores in a computer or a GPU. In 
the case of the models that identify the emotions, we looked for those that 
returned the percentage of emotion of each one of the basic emotions. More 
about the models researched, the one chosen and the results returned will be 
discussed in future sections. 

 

Finally, a comparison of methods used for facial and emotional detection 
was carried out. Furthermore, once these models were applied to our data, 
which in our case will be videos recorded by the tutor of this project, Professor 
Yong Zheng, and the results returned by the algorithm implemented in a file (a 
set of seven descriptive statistics), we went on to perform a correlation analysis 
between these statistics and a series of nominal variables that in future sections 
will detail what they are about. As a result of the correlation analysis, we 
obtained that there is a relationship between the descriptive statistics and the 
error rate of the students per session, while the rest of the correlation analysis 
gave independence between the variables. We would have liked to have had 
more data, but due to the pandemic that was sweeping the world at the time of 
this project, no more data could be collected. 
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1 Introduction 
 
 

Computer Vision is a multidisciplinary field of study that seeks to gain high-
level understanding of digital images or videos. In other words, it is the study of 
helping computers see what humans see. It could be broadly called a subfield 
of artificial intelligence and machine learning. Although the task of recognizing 
objects in images is an innate task for humans, it is a very tough one for 
computers due to different factors. One reason is that we don’t know yet how 
the human vision works completely. The human vision requires the help of the 
brain, and, at least nowadays, it is said by researchers and scientists that we 
know very little of how the brain works. Another problem is the inherent 
complexity of the visual world. Objects can have different orientation, can be in 
different places with different light conditions, etc. Therefore, after decades of 
research on Computer Vision, the main goal of it remains unsolved. Despite not 
meeting 100% of the final goal, it is obvious that great advances have been made 
in this field of artificial intelligence. These advances have been made thanks to 
both the increase amount of data available right now and also the improvements 
in software and hardware. Finally, the applications of Computer Vision are 
numerous. From self-driving cars to facial recognition or healthcare.  
 

The main idea of this project is to apply several Computer Vision algorithms 
to detect whether a student has or has not understand a particular topic from 
a lecture. For this purpose, at first a research was done to identify methods to 
recognize faces from students. Then, when faces are gathered, a model capable 
of detecting the emotions expressed on these faces is applied. Several methods 
for both tasks, face detection and emotion detection, will be discussed in further 
sections. Additionally, in this project we will be focusing just in those models 
that retrieved a score vector for each face, that is, the likelihood of each emotion. 
So, if we have [0.3, 0.3, 0.4] and each element of the vector corresponds to 
[“happy”, “sad”, “neutral”], the emotion with more probabilities to be the selected 
one is “neutral”. The vector values are normalized which implies that these 
values are in the range of 0 to 1.  

 
From those predictions, some new variables were defined as it was thought 

to be helpful for the goal of this research. In short, 6 nominal emotions will tell 
us the most important emotions for each part in which the session videos are 
split, 2 nominal labels (Err1, if there were mistakes made by students in the 
assignments related to the session videos, and Err2, to classify these number 
of errors among Low, Medium, High or No), 7 numerical emotions (7 descriptive 
statistics that include minimum, maximum, average, first quantile, second 
quantile, third quantile and standard deviation) and 1 numerical label which 
will be the percentage of the errors made. 

 
As the final step, a correlation analysis was performed to see the 

relationship among these variables presented above. If the results show that it 
exits a relationship, it means that we could say that the performance of students 
is predictable according to the emotions these students are expressing at class, 
and we can help those students by sending them extra material about the 
concepts they don’t understand. 
 

This has been a summary of what it has been done in the project, but there 
has been much more work to eventually achieve our goal of identifying those 
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knowledges a student does not understand about a lecture. In order to present 
this work, the project has been divided into different sections. First of all, the 
Analysis section will address the specific goals of this project and the tasks 
required to meet them all. At the moment, it has been talked about the general 
goal, but to reach it, some other objectives must have been accomplished. 
Second off, the Research section in which will be about the research carried out 
to find response to our problems. These problems will be presented in this 
section too. Thirdly, the whole development process will be tackled, where files 
had to be created to store important data and, later, use it to make analysis. 
Moreover, we will deepen into the model implemented to detect faces and 
emotions. The results retrieved by this model will be explained in the next 
section called Results. To end up, a section Conclusions that will be about the 
final conclusions that can be reached with our results, previous and required 
knowledge to develop this project and future improvements. A Bibliography 
section has been added too to gather all the sources used in this project. 
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2 Analysis 
 

In this section we will cover the project goals and the tasks in order to 
achieve them. A task breakdown will allow us to see all the tasks for this project, 
how long each one of them took, and those responsible for doing them. 

2.1 Goals 
 

Listed below are the goals of this project: 

 Research previous studies  

This goal seeks to look for previous studies which could provide us with 
information about how other researchers tackle the problem of 
identifying misunderstanding emotion, as well as identifying the concepts 
of a video class.  

 Study methods for face detection 

Look for previous studies to find methods to detect faces on videos.  

 Study methods for emotion detection 

Look for previous studies to find methods to detect emotions on videos. 
The found methods must return a score vector, where each element of 
the vector is a score of the emotion expressed. 

 Implementation of model to detect faces and emotions 

Once the face detection and emotion detection methods are tested, one 
of them for each purpose has to be selected. Then, a system has to be 
built to detect faces and, at the same time, detect the emotions on those 
faces. 

 Analysis of correlations 

The retrieved results will be a set of descriptive statistics, minimum, 
maximum, average, q1, q2, q3, and standard deviation. An analysis has 
to be performed to see the possible existing relationships between 
different fields of the final dataset. 

 Write final documentation 

A final documentation has to be written to reflect the process of the entire 
project from the beginning to the end, so that any future researcher, once 
read it, knew exactly which decisions have been taken and why. This will 
facilitate further improvements of the project.  
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2.2 Task Breakdown 
 

This will be a deeper analysis of the tasks performed in this project.  

 Research about previous studies (120 hours) 
o Studies about what emotions to detect 
o Studies about what methods to detect faces 
o Studies about what methods to detect emotions 
o Studies about how to detect gaps on the knowledge/concepts of 

students 
 Methods to detect faces on students (150 hours) 

o Research 
 Haar Cascade Classifier (HCC) 
 Histogram of Orientated Gradients (HoG) 
 Convolutional Neural Networks (CNN) 
 Multi-Task Convolutional Neural Networks (MTCNN) 

o Implementation 
 HCC with OpenCV 
 HoG with Dlib 
 CNN with Dlib 
 MTCNN with mtcnn 

o Tests 
 Methods to detect emotions (120 hours) 

o Research and implementation 
 Xception 
 Landmarks with Classifier 

o Tests 
 Implementation of algorithm to detect faces and emotions (120 hours) 
 Dataset preparation and compilation of results (140 hours) 

o Dataset 
 Class recording 
 Split of class videos into sessions 
 Notation of errors made in each session according to 

assignments  
o Compilation of results 

 Note of descriptive statistics for each emotion 
 Descriptive analysis and correlation between emotions and knowledges 

(80 hours) 
o Calculation of descriptive measures 
o Correlation between descriptive measures and several fields form 

the dataset. 
 Write final documentation (80 hours) 
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3 Research 
 

This section will deal with all the research done during this project. Two 
main branches of research were carried out in this project. Firstly, it was 
necessary to give an answer to the question, how are we going to detect faces 
from a video? And second off, how are we going to recognize emotions in those 
faces? I will present the research done to answer those questions. 

 

As an important fact for this section, all measures were taken with my 
personal computer which I show its specifications. Therefore, all times 
presented in this section will depend on it. There may be differed from others 
depending on the computer specifications.  
 

Model MacBook Air (13-inch, Mid 2012) 

Operating 
System 

macOS Catalina version 10.15.4 

Processor 1,8 GHz Dual-Core Intel Core i5 

Memory 4GB 1600 MHz DDR3 

Graphics Intel HD Graphics 4000 1536 MB 
Table 1 Computer Specifications for this Project 

 

3.1 Face Detection 
 

As mentioned in the introduction, face detection task is complex for 
computers, due to the variability of real world. Human faces can have different 
poses, be in different light conditions, have facial hair or the presence of 
accessories like glasses or hats. 

 

Therefore, a research to find a suitable method to detect faces on our 
recorded videos was done. Following are the proposed methods, with the 
drawbacks, advantages and an explanation of each one of them. 

 

3.1.1 Haar Cascade Classifier 
 

Visual object detection using Haar feature-based cascade classifiers is an 
effective object detection method capable of processing images extremely rapidly 
and achieving high detection rates proposed by Paul Viola and Michael Jones 
in their paper, “Rapid Object Detection using a Boosted of Simple Features” in 
2001 [1]. This work uses as data a dataset of positive images (images of faces) 
and negative images (images without faces). Furthermore, in this study authors 
used a set of features which are reminiscent of Haar Basis functions. It is 
different from others by three key contributions. 
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The first key is the way features are computed. They introduce a new 
image representation called “Integral Image” which makes it possible to 
calculate features very quickly. The integral image can be computed from an 
image using a few operations per pixel, at any scale and with a constant time. 
Each feature is a single value, previously, these values were obtained by 
subtracting sum of pixels under the white rectangle from sum of pixels under 
the black rectangle. With this new technique, regardless of how large your image 
is, values for each pixel are computed involving just four pixels. Below is an 
example of two features and what it is being said with white and black rectangles 
[2]. 

 

 
Figure 1 Face image with features. Extracted from [1] 

 

The second key of this study was the way features are selected. In an 
image subwindow the total number of Haar-like features is very large, far larger 
than the number of pixels. Therefore, instead of spending time using features 
that are irrelevant for a particular subwindow, this paper proposed a learning 
process to ensure fast classification. In this learning process, a large majority 
of the available features will be excluded and a focus on a small set of critical 
features will be selected. This feature selection was achieved through a simple 
modification of the AdaBoost procedure. So, for each feature, a weak classifier 
will classify the image between positive or negative. Obviously, there will be 
errors or misclassifications, but just those features with a minimum error rate 
will be selected, which means we will take just those features that classify 
correctly images between face and non-face images. 
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Figure 2 Selection of the best features. 

 

Finally, the third key contribution was about focusing attention on 
promising regions of the image. So, having multiple subwindows of the image, 
it would be a great idea if you had a method that simply checks if a window is 
or is not a face region. In the case it is not, we will discard that image and will 
not process it again. The idea behind this technique was called Cascade of 
Classifiers. More complex processing is reserved only for these promising 
regions where there is a possible face.  

 

 
Figure 3 Cascade workflow. Extracted from [1] 

 

Using the image above, each of the circles represent a stage. Features 
previously selected are grouped in stages and each one is applied one by one to 
the images.  

 

This first solution to detect faces uses also OpenCV. This is a real-time 
computer vision library that was built to provide a common infrastructure for 
computer vision applications and to spread the use of computer perception in 
the commercial products [3]. It has more than 2500 algorithms among which 
are a set of both classic and state-of-the-art computer vision algorithms and 
machine learning algorithms. The use cases of this algorithms are broad, they 
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can range from detection of faces and extract 3D models of objects to track 
moving objects or removed red eyes from imagen when using flash. It has more 
than 47 thousand people of user community and an estimated number of 
downloads close to 18 million. These number reveal that this library is 
extensively use in companies, research groups and government bodies, enough 
reason to use it in conjunction with the Haar Cascade. 

 

Summing up, in our case this algorithm performs pretty fast but with 
errors. There are some faces that are not recognized, for instance, the student 
with a hat and the student sat in front of the class wearing glasses. Lightning 
conditions and set up of the camera are not the ones you would find in a 
photographic studio, this is a real class and, this time, the video was recorded 
with natural light. Also, people wear accessories that might make the task of 
detecting faces difficult, like a hat or glasses. See the image below to see the 
results. 

 

 
Figure 4 Cascade Classifier 

 

 

3.1.2 Histogram of Orientated Gradients 
 

The Histogram of Orientated Gradients is another computer vision 
method for image processing for the purpose of object detection. It is a feature 
descriptor which gain popularity after Navneet Dalal and Bill Triggs published 
a paper called “Histograms of Orientated Gradients for Human Detection” in 
2005 [4]. Originally, it was implemented to detect pedestrians. They show that 
locally normalized histogram in a dense overlapping grid gives very good results, 
reducing the number of false positive. They also introduced a new and more 
challenging database of pedestrian images. 
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First of all, what is a feature descriptor? A feature descriptor is a 
representation of an image that extracts the useful information of it discarding 
what it is not important. Then, it is necessary to define what a useful feature is, 
for instance, if we want to classify faces, the useful information would be that 
which makes it possible to distinguish a face among other things. Therefore, 
our useful feature must have discriminative power, being able to tell the 
difference between a human face from a cat face, and also, it is essential to get 
rid of irrelevant information. Following this example, to detect faces we may do 
not need color as a useful information for our images, so it would be a good idea 
to transform images with 3 channels to images with just one channel [5] (black 
and white) which is what it has been done in this project to make faster 
preditions. Finally, a feature descriptor converts an image size of width x height 
x 3 (channels corresponding to colors) to a feature vector or array of length N.  

 

In this context, a gradient is the change of color in an image. There are 
different shades in each pixel of the image. Stepping from a darker pixel to a 
lighter pixel is called positive gradient (negative gradient the other way around). 
So, if we have the image below, we will have two different gradients. One of them, 
would be the horizontal gradient and the next one would be the vertical gradient. 

 

 
Figure 5 Different Gradients. Image inspired in [6] 
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Once we get the gradients, we can find the magnitude and direction of 
gradient using the following formula. 
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The magnitude of gradient fires wherever there is a sharp change in 
intensity, allowing us to discard smooth regions. The angle or direction of the 
gradient will indicate the direction where there is a bigger change in pixels 
intensity. 

 

 
Figure 6 Image extracted from [5] 

 

As it can be seen from figure 6, the image is now divided into an 8x8 
image. This is a scale proposed in this paper [4] because it was proven that it 
gave a good performance to detect pedestrians. Notice in the image of the center 
how the direction of the arrows point to the direction of change in intensity and 
the magnitude shows how big this change is (values of these angles and 
magnitude can be seen in the right tables). 

 

The next step is to store the gradient magnitude and direction of the 8x8 
cell into a histogram. This histogram will have 9 bills, from 0 to 160 degrees, 
depending on the direction value of each pixel, the corresponding magnitude 
value will be store within a bill or another. 180 will be considered as 0 degrees, 
200 as 20 degrees, etc., and there will not be negative degrees. So, we will have 
something like this: 

 

Angles 0 20 40 60 80 100 120 140 160 

Magnitudes 

11 4 39       

8 59 150       

5 120 …       

… …        
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Maybe for some angles there will be more magnitude values meaning that 
most of the gradients are pointing to that direction. 

 

An important note is that gradients of an image are sensitive to overall 
lighting. To avoid this situation, histograms are normalized. Then, all 
normalized histograms vectors are concatenate, resulting on the vector with the 
useful information we wanted at the beginning.  

 

I have made some modifications to the algorithm so that it draws a 
rectangle to each face it detects and to allow it to accept a video as input, just 
like it has been done before, getting this as a result (see fig. 7). 

 

 
Figure 7 HoG 

 

This algorithm is quite accurate and fast. It does not detect the student 
in front of the class, maybe because of the light conditions. As we can observe, 
the light coming from outside is reflected in his glasses, making it impossible 
for the algorithm to detect eyes there. Additionally, he is in profile, adding 
difficulty to the facial recognition task. 

 

3.1.3 Convolutional Neural Networks 
 

Convolutional Neural Networks also called ConvNets or CNNs, are a deep 
learning algorithm and is widely used for object detection, recognition of faces, 
image classification, etc. CNNs are able to differentiate one image from another 
by assigning importance (learnable weights and biases). The pre-processing 
needed for CNNs is much lower than other classification algorithm, and also, 
they have the ability to learn filters/characteristics from images without being 
trained. 
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A general CNN architecture would be like the following. 

 

 
Figure 8 Common CNN architecture 

 

A CNN is able to successfully capture the relevant features of an image 
through the application of important filters. By reducing the number of 
parameters involved and reusability of computed weights, the architecture is 
able to perform a better fitting to the image dataset, and this is one of the key 
points in CNNs, reduce the images into a form which is easier to process, 
without losing features that are critical for getting a good prediction [7]. As 
mentioned earlier, the importance of this comes when we are to design not just 
an architecture only good at learning features, but also is scalable to predict 
from massive datasets. 

 

The first layer in the CNN architecture is the Convolution layer. This layer 
extracts features from an input image preserving the relationship between pixels 
by learning image features using small squares of input data. It is a 
mathematical operation that uses a filter (kernel) and an image matrix. These 
are some common filters (see fig. 9). 
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Figure 9 Common filters in CNNs [8] 

 

These filters are applied to an image using a mathematical operation, for 
instance, a multiplication, resulting in an image like the above (see fig. 9) under 
the column “Convolved images”. 

 

 
Figure 10 Applying filter to an image [8] 
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This filter must be applied to all the input image and for that CNNs have 
what is called strides. A stride is the number of pixels a filter has to move over 
the input image. So, if the stride is 1, the filter will move one pixel to the right, 
then another, and when it reaches the last column, it will then move one row 
down. Like this until the last row and column of the input image. 

 

Sometimes, filters do not fit perfectly on the input image. If we have an 
input image of 2x2 and we have a filter of 3x3, there is one column and one row 
out of the image. In these cases, we have Paddings. There are two options: One 
of them is to add a pad full of zeros to the picture so that the filter finally fits. 
The other option drops the part of the image where the filter did not fit. This last 
option is called “valid padding”.  

 

The last layer of the feature learning process is the Pooling layer. It would 
reduce the number of parameters when the images are too large. In the case of 
spatial pooling, it would reduce the dimensionality of each map without losing 
important information. There are three types: Max Pooling, Sum Pooling and 
Average Pooling. Max pooling takes the largest value from the rectified feature 
map and a special quality of Max Pooling is that it discards the noisy activations 
along with the dimensionality reduction, reason why most of the times this is 
the chosen technique. For the average, the average values and for the sum, the 
sum of the values.  After Pooling is applied, there is an important step to apply 
for CNNs, the Rectified Linear Units (ReLU). Wherever there is a negative 
number, it would be swap out for a 0. This avoids the CNN from getting stuck 
near 0 or blowing up toward infinity. 

 

 
Figure 11 Max Polling [8] 

 

Finally, the classification task. For the classification, CNNs use Fully 
Connected Neural Networks (FC). FC layer or layers (we can stack several FC) 
take the high-level filtered images and translate them into votes. The above 
matrix will be flattened into a vector, and each value will get its own vote 
whether the image is a face or not (in our particular case). Some values are 
much better at predicting when there is an image of a face, and some will be 
better for detecting when there is no. These get larger votes than other, and we 
called them weights [9]. 
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There is one more final and important step, backpropagation. It will be 
applied to every iteration of training using a set of labeled images that we have 
to provide to the untrained CNN. The error computed at the end of the 
classification will tell us how good our features and weights are. The features 
and weights can be then adjusted to make the error less. Values are increase or 
decrease, and if the new values make the error less, these values are kept. It is 
important to provide a good dataset to the CNN so that the neural network 
learns patterns about images. 

 

There are various architectures of CNNs available such as LeNet, AlexNet, 
GoogLeNet, VGGNet [7], etc. The chosen one for this project will be VGGNet but 
that will be discuss in coming sections. 

 

This is a very complex algorithm and therefore it performs really well but 
it’s time consuming. At first, it presented the same results as applying HoG, but 
it finally detected even the student at front of the class. Very accurate but too 
slow. 

 

 
Figure 12 CNN Result 

 

 

3.1.4 Multi-Task Cascaded Convolutional Neural Networks 
 

Multi-Task Cascaded Convolutional Neural Network (MTCNN) is an 
algorithm consisting in 3 stages, which detects the bounding boxes of faces in 
an image along with their 5 Point Face Landmarks [10]. Each stage gradually 
improves the detection results by passing its inputs through a CNN, which 
returns candidate bounding boxes with their scores, followed by non max 
suppression. This new approach of cascaded CNN architecture joint face 
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detection and alignment, and carefully design lightweight CNN architecture for 
real time performance. 

 

Typically, face detection and face alignment were seen as different 
methods with no correlation. Several existing works [11] [12] have tried to unify 
these two methods, but the performance decreased.  

 

As mention in the first paragraph, this new framework would have three 
stages. In the first stage, the input data for the stage will be created. It will be 
an image pyramid, which is just different copies of the same image in different 
sizes (see fig. 13). Once that is done, it will be then pass to the first neural 
network, P-Net. P-Net will be responsible of deleting bounding boxes using Non-
Maximum Suppression (NMS). NMS will first sort bounding boxes by score or 
confidence. Then, those boxes that overlaps other boxes with higher score will 
be removed. Finally, NMs will return a list of the surviving bounding boxes. 

 

In the second stage, MTCNN will apply padding to those boxes that are 
out of the image size and will resize them to 24x24. This will feed the second 
network, R-Net, which will apply once more NMS to erase the necessary 
bounding boxes. The last stage will resize images to 48x48 and apply NMS as 
well, with the exception that in this stage 5 face landmarks will be computed for 
each bounding box.  

 

 
Figure 13 MTCNN stages [10] 
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For this project, we will use an implementation provided by Iván de Paz 
Centeno that can be found here [13]. 

 

 
Figure 14 MTCNN Results 

 

 

3.1.5 Summary 
 

This section seeks to summarize the methods that will be used, what 
requirements need to be met, how they are affected depending on the quality of 
the videos used, and a first approach to how they perform with the real videos 
will use in this project. 
 

Face Recognition 

Method Language Requirements 

Haar Cascade 
Classifier  Python  Python  

 OpenCV (opencv-python) 

Histogram of 
Orientated 
Gradients 
(HoG) 

Python 

 Python 
 OpenCV (opencv-python) 
 dlib 
 imutils 

Convolutional 
Neural 
Networks 

Python 
 Python 
 OpenCV 
 dlib 
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Unfortunately, it is not suitable for real 
time video. It is meant to be executed on 
a GPU. To get the same speed as the HoG 
based detector you might need to run on 
a powerful Nvidia GPU. 

Multi-Task 
Convolutional 
Neural 
Network 

Python 

 Python 
 matplotlib 
 mtcnn  

Table 2 Requirements for Face Recognition Algorithms 

 

In order to see how important the quality of videos for face detection in 
terms of accuracy and time is, the following table summarizes them: 

 

Comparison time and accuracy in images extracted from videos 

         Videos 
 
 
Method 

High Definition (1020p) Low Definition (420p) 

525 527 S_ILR S_SD 

Time 
(s) Acc. Time 

(s) Acc. Time 
(s) Acc. Time 

(s) Acc. 

Cascade 0.52  86% 0.58  85% 0.24 33% 0.43 44% 

HoG 1.82  85% 1.77 85% 0.49 33% 1.40 18% 

CNN 117.56 90% 94.5 85% 19.38 11% 80.85 18% 

MTCNN 3.01  55% 2.32 50% 1.53 33% 2.07 11% 

Table 3 Time and Accuracy on images 

 

From the table above we can certify that the quality with which the videos 
are recorded is an important factor to take into consideration when detecting 
faces. Those videos recorded in high resolution have better results in the 
accuracy, understanding accuracy here as the number of faces detected divided 
by the total number of actual faces that there were in the videos. Another 
interesting issue is time. The higher is the quality of videos, the more time 
algorithms will take to detect faces. We will see in future sections if these results 
are persistent when, instead of images, we analyze videos.  

 

Then, we will see their performance in real videos. These 4 algorithms were 
tested with 4 videos:  

 525: This is a video extracted from the course 525. It was recorded with 
a high quality (1020p), it has a duration of 14 seconds (337 frames) and 
there are 8 faces in it. 
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 527: This is a video extracted from the course 527. It was recorded with 
a high quality (1020p), it has a duration of 9 seconds (218 frames) and 
there are 7 faces in it. 

 S_ILR: This was a session from the course 527. This video was recorded 
with a low resolution (420p), it has a duration of 9 seconds (270 frames), 
and there are 6 faces in it.  

 S_RP: This was a session from the course 525. This video was recorded 
with a low resolution (420p), it has a duration of 9 seconds (269 frames), 
and there are 11 faces in it. It has two additional difficulties: One of them 
is the light conditions, this class has windows to the exterior. Another 
one is that it is stained, making a portion of the camera lens blurry. 

 

Method Course Execution 
time (s) 

% Faces detected per 
frame (number faces) 

Cascade 

525 (1020p) 291.10 83% (6.64) 

527 (1020p) 115.74 79.25% (6.34) 

S_ILR (527, 
420p) 35 29.66% (1.78) 

S_RP (525, 
420p) 40.88 22% (2.42) 

CNN 

525 (1020p) +9 hours 87.5% (7) 

527 (1020p) +9 hours 85.71% (6) 

S_ILR (527, 
420p) +1 hour 0% 

S_RP (525, 
420p) +1 hour 0 % 

HoG 

525 (1020p) 1186.29 79.25% (6.34) 

527 (1020p) 760.75 74.14% (5.19) 

S_ILR (527, 
420p) 139.08 14.33% (0.86) 

S_RP (525, 
420p) 150.40 5.1% (0.57) 

MTCNN 

525 (1020p) 913.35 65.25% (5.22) 

527 (1020p) 572.48 55.14% (3.86) 

S_ILR (527, 
420p) 127.23 38.33% (2.3) 

S_RP (525, 
420p) 125.09 27.27% (3) 

Table 4 Time and Accuracy on videos 
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Several conclusions can be reached according to these results: 

 With videos in high resolution, Cascade seems to be the best method in 
terms of time and faces detected. HoG follows this method, but it is slower 
and it does not detect as many faces as Cascade. 

 In case of videos with low resolution, MTCNN looks like a good option. 
However, once again, Cascade follows this method closely. Cascade is 
faster but detects less faces, whereas MTCNN takes more time to get more 
faces detected. 

 This implementation of CNN using Dlib library is too slow although it has 
the highest rates of faces detected per frame. The reason for its slowness 
is because this algorithm is made to be performed in a GPU.  

 As for HoG, it is not the slowest, but it is not the most accurate. It is 
beaten by Cascade when there are videos in high resolution and beaten 
by MTCNN when there are videos in low resolution. 
 
 

3.2 Emotion Detection 
 

Emotions are a good ally at the moment of identifying what another person 
is thinking or feeling. Recapping, our goal is to identify possible correlation or 
dependency so that we can predict students’ performance and detect knowledge 
gaps from their in-class emotions. Therefore, having emotions as a good 
indicator about what a person (a student in our case) is feeling, and the student 
performance, we could conduct a study to see if a relationship exists between 
emotions and student performance and knowledge gaps. The field of study that 
links emotions with performance is still under study, without solid affirmations, 
but there are some projects that indeed show there may be a relationship 
between them. While researching on this topic, some studies about what are 
known basic emotions were found, denomination first encountered on a 
recompilation of Chinese texts called Book of Rites (also known as Liji) that 
talked about social topics, administration and ceremonial rites. In the 20th 
century, Paul Ekman identified 6 emotions (angry, disgust, fear, happy, sad and 
surprise), later, Robert Plutchik in turn identified 8 pair group emotions (joy-
sad, etc.). Some of the studies pointed that a combination of these basic 
emotions can result in more complex ones, so in this project we come up with 
the idea of using a combination of these basic emotions to detect those emotions 
related with knowledge gaps. It is also important to point out that other studies 
noted this cannot be considered as a rule, we cannot get all the complex 
emotions we desire from basic emotions. All papers found that discussed this 
topic about emotions and performance were grouped in a document where, in a 
nutshell, talks about them (section 8 - Emotions Paper Summary). 

 

The process of detecting these emotions from the students’ faces is called 
emotion detection. If face detection task was complex, this is even more complex 
due to the innate nature of human emotions. Humans beings can feel different 
emotion than those they are expressing. Maybe a person is smiling, but actually 
that person is sad. In this case, an automated computer system would label the 
emotion as sadness, but a real human would try to get more information by 
using other ways like verbal communication (audio) or non-verbal 
communication such as facial expression, gesture, body language and tone of 
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voice or textual communication (text). Getting truly what other person is feeling 
is still far from being achieve by computers. Currently, there are three main 
approaches for emotion detection systems: Knowledge-based techniques, 
statistical methods and hybrid. 

 

For this project, it was set as a condition to find just those methods that 
provide a vector with the probabilities of all the emotions as the output. This 
section will be about the two main methods found and tested and how they work. 

 

3.2.1 Xception 
 

Xception was an implementation of a Convolutional Neural Network 
proposed in this paper [14] in 2017. The proposed model was evaluated on a 
standard benchmark set called FER-2013. It reached an accuracy of 66% for 
emotion detection, achieving almost state-of-art performance of classifying 
emotions on this dataset [15]. It has images of faces for 7 different emotions: 
angry, disgust, fear, happy, sad, surprise and neutral. 

 

CNNs seem to be the state-of-art for image classification and object 
detection. These tasks require CNN architecture with millions of parameters, 
which makes it difficult to use them for real-time predictions. This new 
architecture seeks to fix that problem along with features that can be validated. 
Typically, learned features remain hidden making it hard to establish a balance 
between their classification accuracy and unnecessary parameters. It has been 
seen before that the most common CNN architectures use fully connected layers 
at the end, which is where most of these features resides.  

 

Their first model relied on the idea of eliminating completely the fully 
connected layers, and by doing so, removing at the same time features. They 
used Global Average, that is, having in the last convolutional layer the same 
number of features maps as the number of classes, and applying a softmax 
function to each reduced map. 

 

Their second model is inspired by the Xception architecture, which 
combined this deletion with the inclusion of the combined depth-wise separable 
convolutions and residual modules. 

 

The below image explains their final architecture which they call mini-
Xception. A fully-connected neural network that contains 4 residual depth-wise 
separable convolutions where each convolution is followed by a batch 
normalization operation and a ReLu activation function. The last layer applies 
a global average pooling and a softmax activation function to produce prediction. 
This architecture reduces the number of parameters needed up to 60,000 as 
stated by the paper [14], key to use this network for real-time purposes. 
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Figure 15 CNN architecture extracted from [14] 

 

Some of the terms mentioned in the previous paragraph may sound 
unfamiliar, Depth-Wise separabale convolutions, Batch Normalization, Global 
Average Pooling and Softmax function. This is a brief explanation about what 
these operations are about: 

 

 Depth-Wise Separable Convolutions 
 

It is another way to perform the standard convolution. It is split 
into two steps: Depthwise Convolution and Pointwise Convolution. 
Depthwise Convolution applies convolution to a single channel at a time 
whereas standard convolution applies convolution to all the channels at 
the same time. Then, Pointwise Convolution will be sum of all those linear 
operations. It is proven that this strategy speeds up the convolution 
operation as less multiplication operations are needed. 
 

 Batch Normalization (BN) 
 

This technique seeks to reduce the instability within the layers of 
neural networks caused by high differences among weights. Batch 
Normalization is applied to those layers you specified to be applied to. 
The first thing BN does is to normalize the output (values between 0 and 
1) from the activation function before passing this to the next layer. Then, 
the normalized output will be multiplied by a random parameter and the 
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resulting value, add to another arbitrary parameter. These two arbitrary 
parameters along with the mean and standard deviation computed to 
normalize the data, are trainable parameters meaning that there can be 
optimized during the training phase. This operation increases the speed 
in the training process and avoids large weights, which prevents the CNN 
architecture from instabilities caused by large differences among weights, 
as mentioned at the beginning of this paragraph. 
 

 Global Average Pooling 
 
This technique is used to minimize overfitting in the training set by 
reducing the number of parameters. Similar to max pooling layers 
explained before, this technique reduces the spatial dimensions of the 
three-dimensional vector, where the tensor vector has a size of h x w x d 
and after applying this technique, it will be of size 1 x 1 x d. This is 
achieved by taking the average value of all hw values. 
 

 
Figure 16 Global Pooling [16] 

 
 

 Softmax function 
 

This is the activation function this architecture will use to activate 
the neurons. The formula is as follows: 
 

 

 
This function will make the sum of all values from the different 

classes add up to 1. 
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3.2.2 Facial Landmarks with Dlib and Classification Algorithm 
 

Facial landmarks are a way to extract features from facial images. Facial 
landmarks are points that describe the structure of a face. In other words, 
extracting features from images means getting little pieces of information from 
images. One of the main challenges faced with feature extraction is the one that 
concerns the way these features are extracted, looking to improve the way they 
are collected and describe the original data. Additionally, these features must 
have a differentiating power in order to be able to classify images in different 
groups. To get those landmarks, we will use dlib library.  

 

Afterwards, classifications algorithms will get as input the features 
extracted by the facial landmarks and classify the facial images into the 
corresponding emotion depending on them. In this project, Random Forest and 
Logistic Regression were chosen according to the results obtained in this paper 
[16]. 

 

3.2.3 Summary 
 

Method Emotions Language Requirements 
Xception (CNN) Angry, Disgust, Scared, 

Happy, Sad, Surprised, 
Neutral 

Python 
 Numpy 
 Keras 
 OpenCV 

Facial 
Landmarks 
(Dlib)  

+ Classifier 

Angry, Disgust, Scared, 
Happy, Sad, Surprised, 
Neutral Python 

 OpenCV 
 Dlib 
 Math 
 Joblib 

Table 5 Summary for Emotion Detection Algorithms 

 

These methods have been tested using the FER 2013 dataset of facial emotions. 
With regard to classifiers, the initial idea was to apply SVM with a linear kernel and 
a Logistic Regression algorithm because they seem to have the highest accuracy for 
emotion detection as stated in this paper [16]: 

 Cross-validation with 5 folds and a distribution of 80:20. 80 for training set 
and 20 for test set. 

 The Logistic Regression algorithm has been tuned by modifying its available 
hyperparameters due to the large number of images in the dataset and the 
number of features extracted from each image with Landmarks. Solver 
(solver) parameter was set to ‘sag’ and maximum iterations (max_iter) to 
20,000. 
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Method Accuracy Execution Time 
Xception 66% [14] 1095.71 s 

Landmarks + 
Random Forest 31.19% 5 hours 

Landmarks + 
Logistic Regression 42.40% 8 hours 

Table 6 Accuracy and Time with FER 2013 

As can be seen, Xception has the highest accuracy and the fastest executions. 

 

Taking into consideration the previous results from section 3.1. about which 
methods were best to detect faces depending on the input videos, for videos 525 
and 527, Cascade method was used whereas MTCNN was used for videos S_ILR and 
S_RP, which have a lower resolution. 

  

Method Course Execution 
time (s) 

Xception 

525 (1020p) 281.29 

527 (1020p) 263.29 

S_ILR (527, 
420p) 170.94 

S_RP (525, 
420p) 147.07 

Landmarks + 
Classifier 

Random 
Forest 

525 (1020p) 351.04 

527 (1020p) 192.67 

S_ILR (527, 
420p) 153.76 

S_RP (525, 
420p) 174.17 

Logistic 
Regression 

525 (1020p) 316.41 

527 (1020p) 136.45 

S_ILR (527, 
420p) 177.50 

S_RP (525, 
420p) 139.87 

Table 7 Execution Times on videos 
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4 Development 
 

This section will be about the process of development that accomplish the 
former goals mentioned in this project. The process of development can be 
divided into two main parts. Fist of all, we will discuss the evolution of the 
dataset, how form a couple of raw videos we got a dataset used to apply to this 
algorithm. Then, we will talk about the proposed algorithm, the workflow it 
follows and how it works. 

 

4.1 Dataset Preparation 
 

Throughout the project the initial dataset has been transformed to get the 
final dataset as an input to perform the correlation analysis. Our initial data 
were a series of videos of students at class while they were receiving a lecture. 
These videos were recorded by professor Yong and with the consent of the 
students that appeared on them. This is an example of how the initial videos 
were split into sessions. 

 

File Name Start 
time 

End 
time Knowledge Points # of students in 

video 
 

ITMD 
525_02.MOV 

 
 
  

36,54 37,20 Hierarchical 
clustering 17 

37,25 38,41 Solutions for 
Clustering 17 

38,49 55,40 K-Means 17 
Table 8 Dataset 1 

 

As we can see, videos were split depending on the knowledge/concept it 
was being discussed in the video. The start and end times were written down, 
as well as the knowledge/concepts and the number of students at class within 
those times. 

 

Then, with the help of teacher assistants, which are responsible of 
grading assignments, for each session (or knowledge) we could know how many 
of the students got a wrong answer for a question about one of the knowledges 
on their assignments. 
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File 
Name 

Start  
time 

End  
time 

Knowledge  
Points 

# of  
students  
in video 

HW 

# of 
students  

with 
wrong 

answers 

# of 
serious 
wrong 

answers 

# of  
minor  
wrong 

answers 

ITMD 
525_02.

MOV 
  

36,54 37,20 
Hierarchical 
clustering 17 Hw4 8  8 

37,25 38,41 

Solutions 
for 
Clustering 17     

38,49 55,40 K-Means 17 Hw4    
Table 9 Dataset 2 

 

 As we can appreciate, some knowledge points weren’t tested, just as you 
can’t test in an exam all the topics of a course. 

 

 Moving on, we combined both datasets from above (Table 8 and 9) and 
got the following one. Here is a brief explanation of what some of the fields 
means: 

 

 Duration (seconds) 
 
Duration of the video in seconds. It is computed subtracting the EndTime 
to the StartTime for each session video. 

 

 Errors1 (Yes or No) 
 
Using the second dataset from above, this field will be “Yes” if there were 
errors in that session or “No” for the contrary. 

 

 Errors2 (Numerical Percentage) 
 
This will be the division of errors made by the number of students in that 
session. 

 

So this is the dataset obtained: 

 

SessionID, Class, VideoFile, Assignments, StartTime, EndTime,Duration (seconds), # of 
faces, EmoBegin, EmoAvg, EmoDom, EmoEnd, Errors1 (Yes or No), Errors2 (Low, 
Medium, High), Errors2 (Numerical Percentage) 
S_HC, Hierarchical clustering, ITMD525_02.MOV, HW4, 36.54, 37.20, 26, 11, - , - , - , - , Yes, 
- , 47% 

S_KM, K-Means, ITMD525_02.MOV, HW4, 38.48, 55.40, 411, 11, - , - , - , - , No, - , 0% 
Table 10 Dataset 3 
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Some fields have a “-“ value. This is because at the time this dataset was 
created, we didn’t have the required data. 

 

Next, for each session, as explained earlier, the algorithm will retrieve 
several statistics measures. This is an example of how they would look like for 
session S_H: 

 

S_H  Avg_Begin Neutral:51 Avg_Dom Neutral:65 Avg_End Neutral:48 
Begin 

 Min Max  Avg Q1 Q2 Q3 STD 
Angry 0.0255 0.3012 0.1188 0.0638 0.0895 0.1657 0.0716 

Disgust 0 0.0401 0.0080 0.0007 0.0035 0.0168 0.0092 
Scared 0.0487 0.2927 0.1322 0.0844 0.1166 0.1465 0.063 

Happy 0.0004 0.3782 0.0932 0.0083 0.0340 0.1238 0.1144 

Sad 0.0135 0.2220 0.0783 0.0610 0.0736 0.1045 0.0367 

Surprised 0.0079 0.4170 0.0551 0.0156 0.0253 0.0471 0.0861 
Neutral 0.3045 0.8367 0.5140 0.3954 0.4397 0.6685 0.1574 

End 

 Min Max  Avg Q1 Q2 Q3 STD 
Angry 0.0287 0.2029 0.0777 0.0532 0.0751 0.0911 0.0362 
Disgust 0.1457 0.0005 0.0146 0.0017 0.0049 0.0148 0.0236 

Scared 0.0605 0.0605 0.1301 0.1048 0.1253 0.1544 0.0347 

Happy 0.0029 0.2194 0.0379 0.0049 0.0217 0.0666 0.0347 

Sad 0.0140 0.0969 0.0480 0.0352 0.0490 0.0620 0.0171 
Surprised 0.0126 0.1446 0.0396 0.0288 0.0363 0.0465 0.0161 

Neutral 0.4530 0.7783 0.6518 0.5940 0.6390 0.7294 0.0785 

Dom 

 Min Max  Avg Q1 Q2 Q3 STD 
Angry 0.0016 0.7136 0.1277 0.0637 0.1050 0.1702 0.0854 

Disgust 0 0.4037 0.011 0.0012 0.0040 0.0137 0.0203 

Scared 0.0048 0.7307 0.1485 0.0960 0.1348 0.1881 0.0724 

Happy 0.0002 0.9 0.1 0.0131 0.0458 0.1458 0.1241 
Sad 0.0053 0.4485 0.0809 0.0485 0.0716 0.1009 0.0453 

Surprised 0.0009 0.5405 0.0465 0.0174 0.0316 0.0580 0.0465 

Neutral 0.0401 0.9503 0.4842 0.3517 0.4807 0.6171 0.1672 
Table 11 Dataset 4 - Descriptive Statistics 

  

Avg_Begin, Avg_Dom and Avg_End will be the emotion with the highest 
average value. It has been highlighted in green for a better understanding. 
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 Finally, the final dataset will look like the following. Point out that some 
of the fields were removed due to the large number of them in the dataset, 
making it impossible to display it correctly in this document. In case the reader 
wants to see the whole dataset, see the section Annexes under the name of Final 
Dataset. 

 

… 

# of 
faces 

faces 
detected 
per 
frame 

face 
percentage EmoBegin EmoEnd EmoDom 

EmoAvg_ 
Begin_ 
raw 

EmoAvg_ 
End_ 
raw 

EmoAvg_ 
Dom_ 
raw 

… 7 5.77 0.82 Neutral Neutral Neutral Neutral:51.4 Neutral:65.18 Neutral:48.42 
… 6 5.34 0.89 Neutral Neutral Neutral Neutral:46.77 Neutral:50.04 Neutral:50.86 
… 11 4.1 0.37 Happy Happy Happy Happy:35.61 Happy:42.53 Happy:37.04 

Table 12 Final Dataset - Part 1 

 

Let’s explain the final dataset in parts. For this first part, all the above 
variables have been previously discussed, just highlight those three final ones, 
which are those accounted in the dataset just before this one. 

 

EmoAvg_ 
Begin 

EmoAvg_ 
End 

EmoAvg_ 
Dom 

Errors1 
(Yes or No) 

Errors2  
(Low or 
Medium or 
High) 

Errors3 
(Numerical 
Percentage) 

angry_ 
min_ 
begin 

angry_ 
max_ 
begin 

angry_ 
avg_ 
begin 

angry_ 
q1_ 
begin 

Neutral:H Neutral:H Neutral:H Yes Medium 40 0.0255 0.3012 0.3012 0.3012 

Neutral:H Neutral:H Neutral:H Yes High 46.6 0.0077 0.4508 0.1058 0.0604 

Happy:M Happy:H Happy:M Yes High 47 0.0334 0.2615 0.1017 0.0661 
Table 13 Final Dataset - Part 2 

 

This second part of the final dataset consist of some manually computed 
fields like the EmoAvg_X fields. These were obtained from the EmoAvgX_raw 
fields, swapping the numerical value by a nominal label, High (H), Medium (M) 
or Low (L). If the numerical value is lower than the first quantine (q1), then we’ll 
have a L value. If it is between the q1 and q2, Medium. Finally, greater than q2, 
High. 
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4.2 Proposed Algorithm 
 

 

 
Figure 17 Project Workflow 

 

In the above diagram we are able to see the workflow of this project. Some 
tasks will be done manually but others will be performed by the algorithm 
implemented. Following are the sequential tasks that have to be done: 

 

1. Split videos into sessions 
 
There will be raw videos, that is, videos of courses recorded. For this 
project, there will be 3 videos per course, having 2 courses, we will have 
in total 6 videos. 
 

 ITMD_525_01.MOV 
 ITMD_525_02.MOV 
 ITMD_525_03.MOV 
 ITMD_527_01.MOV 
 ITMD_527_02.MOV 
 ITMD_527_03_Part1.MOV 
 ITMD_527_03_Part2.MOV 

 

ITMD_527_03.MOV was decided to split because it was too large. 

 

These “raw” videos were split into sessions (or knowledges), so if in video 
ITMD_525_01.MOV, they are talking about Hierarchical Clustering, there 
will be a session called S_HC (Session_HierarchicalClustering) with the 
beginning and end times where that knowledge was discussed. 

 

Note: This task has to be done manually. 
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2. Face Detection System  
 
These session videos are passed to the face detection algorithm, 
responsible of detecting faces. Formerly, it was already suggested Haar 
Cascade and MTCNN to be the best methods for us. The first one for high 
quality videos and the second one for low resolution videos. This will be 
the first part of the proposed algorithm. 

 

3. Emotion Detection System 
 
The emotion detection system will detect emotions in each one of the 
faces detected, and for each face, it will retrieve a score vector in which 
each element of the vector will be a score of how likely it is to be a 
particular emotion. So, for instance, if we have a vector, [0.0, 0.3, 0.2, 
0.5] being the first element the score for Happiness, the second one 
Sadness, the third one Surprise and the final one Scared, we have that 
Scared is the emotion with more probability of being expressed in the face 
of the student. At the same time emotions are detected, the algorithm will 
split the session videos into Begin, Dom and End, being Begin the first 
second of the video, End the last second of the video and Dom the 
remaining seconds. This will be the second part of the proposed algorithm. 

 

4. Gathering of Descriptive Statistics 
 
The algorithm will return a set of descriptive statistics: minimum, 
maximum, average, first quantile, second quantile, third quantile and 
standard deviation, for each of the groups each video is split, that is, 
Begin, Dom and End. These statistics are stored in a file. 

 

Note: This task has to be done manually. 

 

5. Correlation Analysis (Insights) 
 
A correlation analysis will be performed with the descriptive statistics 
stored. We will be using Jupyter to perform this correlation analysis. This 
task will be discussed with more detail in section 5.  
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5 Results 
 

This section is about the results obtained in the project. For this section, it was 
used Jupyter Notebook with Python 3.7 with Pandas, Numpy, Scipy and 
Matplotlib libraries. Refer to section 8 Anexos, to see the complete correlation 
notebook. 

 

5.1 Correlation Analysis 
 

The correlation analysis has been done by using part of the data in order 
to just select those records or instances from the original data that met a 
particular condition. Just those instances or sessions in which 2 or more than 
2 faces were detected are going to be considered for the analysis, otherwise, we 
could face unreliable results from the analysis.  

 

Data will be divided into 4 groups: Nominal Labels, Nominal Emotions, 
Numerical Emotions and Numerical Labels. Each one of them consists of the 
following data: 

 

 Nominal Emotions 
 
This group has 6 columns called: EmoBegin, EmoEnd, EmoDom, 
EmoAvg_Begin, EmoAvg_End and EmoAvg_Dom. All of them are going to 
have nominal values, and as values we will have emotions. So, for the 
column EmoBegin we may have “Angry”, “Happy”, etc.  
 

 Nominal Labels 
 
There will be 2 columns: Err1 (Yes or No) and Err2 (Low, Medium, High 
and No). 

 

 Numerical Emotions 
 

For each emotion in each one of the groups in which sessions are split, 
we will have the 7 descriptive metrics computed: minimum, maximum, 
average, first quantile, second quantile, third quantile and standard 
deviation.  

 

 Numerical Label 
 
One unique column: Err3 which will contain the emotion rate in 
percentage.  
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With these groups, four correlation analysis has been performed, as it is 
explained below: 

 

 Nominal Emotions vs Nominal Labels 
 

Pearson’s Chi-Square and Cramer’s V method will be used for the 
analysis of correlations in this case. 

 

Chi-square 

 
It is a test useful when the distribution follows a chi-square distribution 
under the null hypothesis. It is used to determine if there is a statistically 
difference between the observed and the expected values in one or more 
categories of a contingency table. 

 

The null hypothesis of the Chi-Square method states that there is no 
relationship between the categorical variables in the population. If p-
value resulting from computing Chi-Square is higher than 0.05 (it has a 
confidence larger than 95%), we accept the null hypothesis and therefore, 
the two values are independent. 

 

Cramer’s V 

 
It is a measure of association between 0 and 1 that indicates how strongly 
two nominal values are associated. A p-value close to 0 means our 
variables are unlikely to be unassociated, which doesn’t mean that our 
variables are associated.  

 

 Nominal Emotions vs Numerical Labels 
 
Kruskal-Wallis H 
 
It is a non-parametric method, which means it does not assume data is 
normally distributed. It is used to check if a group of data comes from 
the same population, in fact, the null hypothesis of this method assumes 
that or, in other words, they have the same mean. It is used as well when 
the one-way parametric ANOVA requirements are not met but keeping in 
mind that this method is not as powerful as ANOVA. Additionally, the 
samples are randomly selected and independent.  
 
We will set an independence level of 0.05. 

 

 Numerical Emotions vs Nominal Labels 
 
Kruskal-Wallis H test 
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 Numerical Emotions vs Numerical Labels 
 
Pearson and Spearman correlation. 
 
Pearson Correlation 

 

It is the most widely used method to measure correlation between linearly 
related variables, which will be assessed with a scatterplot, seeing if the 
plot yields a relatively straight line. It also assumes that the variables are 
independent and that have homoscedasticity. As a result, it gives both 
the strength of the relationship between the variables as well as the 
direction of the relationship.  

   

 Spearman Correlation 

 

It is a non-parametric test method used to measure the degree of 
correlation between two variables and it doesn’t carry any assumption 
about the distribution of the data. 

 

As a summary, a table is presented with the most important information for 
each method which will be used to analyze the correlations. 

 

Method Variables 
compared Initial Assumption Conclusions 

Chi-Square Both 
nominal 

No relationship 
between the 

categorical variables; 
they are independent. 

p-value 
> 0.05 

Accept the null 
hypothesis, they are 

independent. 

p-value 
< 0.05 

Reject the null 
hypothesis, they are 

dependent. 

Cramer’s V Both 
nominal - 

value = 
0 

Association between the 
variables 

value = 
1 No association 

Kruskal-
Wallis H 

Nominal 
VS 

Numerical 

The samples (groups) 
are from the same 
populations, same 

mean, and are 
randomly selected 
and independent. 

p-value 
> 0.05  

Accept the null 
hypothesis, they are 

from the same 
distribution, same group 

mean, they are 
independent. 

p-value 
< 0.05  

Reject the null 
hypothesis, they are NOT 

from the same 
distribution, different 
mean groups, they are 
dependent as we can 
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predict one variable from 
another. 

Pearson 
Correlation 

Numerical 
VS 

Numerical 

Cases should be 
independent to each 

other, variables 
should be linearly 

related to each other 
and variables should 

present 
homoscedasticity*. 

value = 
+1 

Perfect positive 
correlation. 

value = 
-1 

Perfect negative 
correlation. 

value = 
0 No association at all. 

Spearman 
Correlation 

Numerical 
VS 

Numerical 

No assumption about 
the distribution of the 
data. Data must be at 
least ordinal and the 

scores on one 
variable must be 

monotonically related 
to the other variable. 

value 
between 

0.10 
and 
0.29 

Small association. 

0.30 < 
value < 

0.49 
Medium association. 

value > 
0.50 Large association. 

 

*Homoscedasticity: Describes a situation in which the error maintains the 
balanced across all the values of the independent variables. 

 

After seeing the groups in which the dataset will be divided and the correlation 
that will be performed, let’s dive in into more detail about the results obtained. 

 

5.1.1 Nominal Emotions vs Nominal Labels 
 

Note: In all the tables presented in this subsection, “D” means dependent (reject 
the H0) and “I” means independent (fail to reject the H0). 

 

For variable Err1 (Yes or No) with partial data, we have the below table. 

 

Nominal 
Label EmoBegin EmoDom EmoEnd EmoAvg_Begin EmoAvg_Dom EmoAvg_End 

Method 

Chi-
Square 

(p-value) 

I 

(0.784) 

I 

(0.729) 

I 

(1.0) 

I 

(0.308) 

I 

(0.753) 

I 

(0.308) 

Cramer’s 
V 0.0 0.0 0.0 0.2 0.0 0.2 
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 From the table above, all Chi-Square p-values are higher than 0.05, 
which means that all these variables, EmoBegin, EmoDom, etc., are 
independent from Err1 variable.  

 

For variable Err2 (Low/Medium/High) with partial data, we have the below table. 

 
 

Nominal 
Label EmoBegin EmoDom EmoEnd EmoAvg_Begin EmoAvg_Dom EmoAvg_End 

Method 

Chi-
Square 

(p-value) 

I 

(0.599) 

I 

(0.753) 

I 

(0.446) 

I 

(0.301) 

I 

(0.350) 

I 

(0.572) 

Cramer’s 
V 0.0 0.0 0.0 0.18 0.08 0.0 

 
 

5.1.2 Nominal Emotions vs Numerical Labels 
 

As a reminder, for Kruskal-Wallis test, we have set the significance level 
to 0.05, which means that in order to reject the null hypothesis (samples are 
dependent) the p-value must be lower than 0.05. If samples are from the same 
distribution/population, it means that they have the same groups mean, so we 
cannot use one to predict another. 

 
Nominal Emotion Value Kruskal-Wallis 

EmoBegin 
Neutral p-value = 0.442 

Same distributions (fail to reject H0) Happy 

EmoEnd 
Neutral p-value = 0.526 

Same distributions (fail to reject H0) Happy 

EmoDom 
Neutral p-value = 0.359 

Same distributions (fail to reject H0) Happy 

EmoAvg_Begin 

Neutral:H 

p-value = 0.495 

Same distributions (fail to reject H0) 

Happy:M 

Happy:H 

Neutral:M 

Happy:L 

EmoAvg_End 

Neutral:H 

p-value = 0.828 

Same distributions (fail to reject H0) 

Happy:H 

Happy:M 

Neutral:L 

Happy:L 

EmoAvg_Dom Neutral:H p-value = 0.299 
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Happy:M Same distributions (fail to reject H0) 

Happy:H 

HappyL 

 

 

As it can be seen from the table above, all the p-values from Kruskal-Wallis are 
greater than 0.05, which means it exists no dependency between them. 

 

5.1.3 Numerical Emotions vs Nominal Labels 
 

Formerly, it has already been discussed that we have 2 Nominal Labels, 
Err1 and Err2. The first one can take 2 different values, while the second one 
can take 3 different values. On the other hand, we will have 7 descriptive 
statistics per emotion, if we have 7 basic emotions, that make a total number of 
49 statistics. Additionally, each video is divided into 3 groups, Begin, Dom and 
End, so those 49 statistics are computed for each group respectively, making a 
total of 147 statistics to be analyzed.  

 

Let’s start with Err1 variable. 

 

ERR1 (YES OR NO) 
 

 

Nominal Label Numerical Emotion Kruskal-Wallis 

Err1 (Yes or No) 

angry_min_begin 

0.443 

angry_max_begin 

angry_avg_begin 

angry_q1_begin 

angry_q2_begin 

angry_q3_begin 

angry_std_begin 

angry_min_end 

angry_max_end 

angry_avg_end 

angry_q1_end 

angry_q2_end 
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angry_q3_end 

angry_std_end 

angry_min_dom 0.658 

angry_max_dom 

0.443 

angry_avg_dom 

angry_q1_dom 

angry_q2_dom 

angry_q3_dom 

angry_std_dom 0.658 

disgust_min_begin 0.275 

disgust_max_begin 

0.357 disgust_avg_begin 

disgust_q1_begin 

disgust_q2_begin 0.257 

disgust_q3_begin 0.443 

disgust_std_begin 0.564 

disgust_min_end 0.658 

disgust_max_end 0.443 

disgust_avg_end 0.658 

disgust_q1_end 0.357 

disgust_q2_end 0.564 

disgust_q3_end 0.564 

disgus_std_end 0.443 

disgust_min_dom 0.195 

disgust_max_dom 0.443 

disgust_avg_dom 0.564 

disgust_q1_dom 0.471 

disgust_q2_dom 0.471 

disgust_q3_dom 0.5646 

disgust_std_dom 0.443 

scared_min_begin 0.443 
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scared_max_begin 

scared_avg_begin 

scared_q1_begin 

scared_q2_begin 

scared_q3_begin 

scared_std_begin 

scared_min_end 0.658 

scared_max_end 

0.443 

scared_avg_end 

scared_q1_end 

scared_q2_end 

scared_q3_end 

scared_std_end 

scared_min_dom 0.658 

scared_max_dom 

0.443 

scared_avg_dom 

scared_q1_dom 

scared_q2_dom 

scared_q3_dom 

scared_std_dom 

happy_min_begin 

0.443 

happy_max_begin 

happy_avg_begin 

happy_q1_begin 

happy_q2_begin 

happy_q3_begin 

happy_std_begin 

happy_min_end 

0.443 
happy_max_end 

happy_avg_end 

happy_q1_end 
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happy_q2_end 

happy_q3_end 

happy_std_end 

happy_min_dom 

0.443 

happy_max_dom 

happy_avg_dom 

happy_q1_dom 

happy_q2_dom 

happy_q3_dom 

happy_std_dom 

sad_min_begin 0.658 

sad_max_begin 

0.443 

sad_avg_begin 

sad_q1_begin 

sad_q2_begin 

sad_q3_begin 

sad_std_begin 

sad_min_end 0.357 

sad_max_end 

0.443 

sad_avg_end 

sad_q1_end 

sad_q2_end 

sad_q3_end 

sad_std_end 0.678 

sad_min_dom 0.855 

sad_max_dom 0.443 

sad_avg_dom 0.357 

sad_q1_dom 0.443 

sad_q2_dom 0.658 

sad_q3_dom 0.443 

sad_std_dom 0.443 
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surprised_min_begin 0.275 

surprised_max_begin 

0.443 surprised_avg_begin 

surprised_q1_begin 

surprised_q2_begin 0.658 

surprised_q3_begin 0.443 

surprised_std_begin 0.443 

surprised_min_end 0.658 

surprised_max_end 0.443 

surprised_avg_end 0.357 

surprised_q1_end 
0.443 

surprised_q2_end 

surprised_q3_end 0.357 

surprised_std_end 

0.443 

surprised_min_dom 

surprised_max_dom 

surprised_avg_dom 

surprised_q1_dom 

surprised_q2_dom 0.357 

surprised_q3_dom 
0.443 

surprised_std_dom 

neutral_min_begin 

0.443 

neutral_max_begin 

neutral_avg_begin 

neutral_q1_begin 

neutral_q2_begin 

neutral_q3_begin 

neutral_std_begin 

neutral_min_end 

0.443 neutral_max_end 

neutral_avg_end 
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neutral_q1_end 

neutral_q2_end 

neutral_q3_end 

neutral_std_end 

neutral_min_dom 

0.443 neutral_max_dom 

neutral_avg_dom 

neutral_q1_dom 0.658 

neutral_q2_dom 

0.443 neutral_q3_dom 

neutral_std_dom 

 

 

All p-values from Kruskal-Wallis are greater than 0.05, our significance 
level, which means that we cannot reject the null hypothesis. Both, Nominal 
Emotions and the Numerical Label come from the same population, so they have 
the same group means meaning that we cannot use one to predict another, they 
are independent. 

 

ERR2 (LOW/MEDIUM/HIGH) 

 

Moving on to the next nominal column, Err2, there will be now four different 
values: Low, Medium, High and No.  

 
 

Nominal Label Numerical Emotion Kruskal-Wallis 

Err2 
(Low/Medium/High) 

angry_min_begin 

0.443 

angry_max_begin 

angry_avg_begin 

angry_q1_begin 

angry_q2_begin 

angry_q3_begin 

angry_std_begin 

angry_min_end 
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angry_max_end 

angry_avg_end 

angry_q1_end 

angry_q2_end 

angry_q3_end 

angry_std_end 

angry_min_dom 0.665 

angry_max_dom 

0.443 

angry_avg_dom 

angry_q1_dom 

angry_q2_dom 

angry_q3_dom 

angry_std_dom 0.665 

disgust_min_begin 0.392 

disgust_max_begin 0.485 

disgust_avg_begin 
0.387 

disgust_q1_begin 

disgust_q2_begin 0.395 

disgust_q3_begin 0.443 

disgust_std_begin 0.330 

disgust_min_end 0.665 

disgust_max_end 0.443 

disgust_avg_end 0.485 

disgust_q1_end 0.387 

disgust_q2_end 0.425 

disgust_q3_end 0.392 

disgus_std_end 0.443 

disgust_min_dom 0.093 

disgust_max_dom 0.443 

disgust_avg_dom 0.611 

disgust_q1_dom 0.428 
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disgust_q2_dom 0.525 

disgust_q3_dom 0.395 

disgust_std_dom 0.443 

scared_min_begin 

0.443 

scared_max_begin 

scared_avg_begin 

scared_q1_begin 

scared_q2_begin 

scared_q3_begin 

scared_std_begin 

scared_min_end 0.387 

scared_max_end 

0.443 

scared_avg_end 

scared_q1_end 

scared_q2_end 

scared_q3_end 

scared_std_end 

scared_min_dom 0.387 

scared_max_dom 

0.443 

scared_avg_dom 

scared_q1_dom 

scared_q2_dom 

scared_q3_dom 

scared_std_dom 

happy_min_begin 

0.443 

happy_max_begin 

happy_avg_begin 

happy_q1_begin 

happy_q2_begin 

happy_q3_begin 

happy_std_begin 



 

Alejandro Susillo Ridao   

45 Results 

happy_min_end 

0.443 

happy_max_end 

happy_avg_end 

happy_q1_end 

happy_q2_end 

happy_q3_end 

happy_std_end 

happy_min_dom 

0.443 

happy_max_dom 

happy_avg_dom 

happy_q1_dom 

happy_q2_dom 

happy_q3_dom 

happy_std_dom 

sad_min_begin 0.665 

sad_max_begin 

0.443 

sad_avg_begin 

sad_q1_begin 

sad_q2_begin 

sad_q3_begin 

sad_std_begin 

sad_min_end 0.387 

sad_max_end 

0.443 

sad_avg_end 

sad_q1_end 

sad_q2_end 

sad_q3_end 

sad_std_end 0.311 

sad_min_dom 0.584 

sad_max_dom 0.443 

sad_avg_dom 0.357 
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sad_q1_dom 0.443 

sad_q2_dom 0.485 

sad_q3_dom 0.443 

sad_std_dom 0.443 

surprised_min_begin 0.330 

surprised_max_begin 

0.443 surprised_avg_begin 

surprised_q1_begin 

surprised_q2_begin 0.665 

surprised_q3_begin 0.443 

surprised_std_begin 0.443 

surprised_min_end 0.485 

surprised_max_end 0.443 

surprised_avg_end 0.387 

surprised_q1_end 
0.443 

surprised_q2_end 

surprised_q3_end 0.485 

surprised_std_end 

0.443 

surprised_min_dom 

surprised_max_dom 

surprised_avg_dom 

surprised_q1_dom 

surprised_q2_dom 0.485 

surprised_q3_dom 
0.443 

surprised_std_dom 

neutral_min_begin 

0.443 

neutral_max_begin 

neutral_avg_begin 

neutral_q1_begin 

neutral_q2_begin 

neutral_q3_begin 
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neutral_std_begin 

neutral_min_end 

0.443 

neutral_max_end 

neutral_avg_end 

neutral_q1_end 

neutral_q2_end 

neutral_q3_end 

neutral_std_end 

neutral_min_dom 

0.443 neutral_max_dom 

neutral_avg_dom 

neutral_q1_dom 0.485 

neutral_q2_dom 

0.443 neutral_q3_dom 

neutral_std_dom 

 

The same happens with Err2 and the results retrieved by Kruskal-Wallis.  

 

5.1.4 Numerical Emotions vs Numerical Labels 
 

First of all, we have to look at the distribution of the data because both 
methods depend on it. While Pearson correlation test assumes the data is 
normally distributed, Spearman correlation test doesn't make any assumption 
about the distribution of the data. 
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As we can see from the histogram, the Error3 (Numerical Label) data is not 
normally distributed. 

 

 
 

Neither the angry_min_begin (Numerical Emotion) data is normally distributed. 

 

Furthermore, Pearson test also captures the linear relationship between 
variables, whereas Spearman detects the non-linear relationships, so let's see if 
it exists a linear relationship between angry_min_begin and Error3. 

 

 
 

There seems not to be a linear relationship between these two variables, 
so the Pearson assumptions are not met for them. Anyway, the Pearson and 
Spearman correlation are computed to see the behavior of both operations.  
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Numerical Label Numerical Emotion Pearson Spearman 

Err3 

Angry_avg_begin -0.097 -0.486 

Angry_avg_end 0.389 0.577 

Happy_std_begin 0.719 0.764 

Sad_q3_dom 0.397 0.475 

Sad_std_dom 0.455 0.489 

Surprised_avg_begin 0.375 0.736 

Neutral_q3_begin 0.436 0.500 

Neutral_std_begin 0.583 0.546 

Neutral_std_end 0.524 0.553 

Neutral_avg_dom 0.432 0.482 

Neutral_q2_dom 0.441 0.482 

Neutral_q3_dom 0.435 0.496 

Neutral_std_dom 0.436 0.486 

 
These are the statistics (Numerical Emotions) that have a relationship 

with the variable Err3. As can be observed, all of them have a positive 
relationship excepting angry_avg_begin. It has a particular behavior because 
besides it is the only statistic that has a negative relationship, it also differs with 
the equivalent value computed with Pearson correlation test.  
 

 

5.2 Summary 
 

 

To end up, these are some conclusions we may reach with the results above: 

 

 Nominal Labels Err1 (Yes or No) and Err2 (L/M/H) are independent from 
Nominal Emotions, so there is no relationship between the errors made 
and the emotions identified in each group in which the session videos are 
divided into.  

 Nominal Emotions and Numerical Label present an independent 
relationship, therefore, there are no relationship between the emotions 
Angry, Happy, etc., and the error rate per student. 

 Same behavior for the analysis of Numerical Emotions and both Nominal 
Labels Err1 and Err2. They are independent from each other. 

 Numerical Emotions and Numerical Label present in some cases a 
relationship. More precisely, for angry_avg_begin, angry_avg_end, 
happy_std_begin, sad_q3_dom, sad_std_dom, surprised_svg_begin, 
neutral_q3_begin, neutral_std_begin, neutral_std_end, neutral_avg_dom, 
neutral_q2_dom, neutral_q3_dom and neutral_std_dom.  
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6 Conclusions 
 

6.1 Prior and Acquired Skills 
 

Prior skills 

 Python 
 
On a personal basis, I had a good background in python programming 
language, which has made it easier to work in this project. 
 

 Computer Vision 
 
I had previous experience in working with some Computer Vision 
libraries like OpenCV and algorithms to implement object detection 
projects.  

 

Acquired skills 

 Computer Vision 
 
Although I worked with libraries and in projects related with Computer 
Vision, this project was more focused on face and emotion detection. Two 
really complex tasks nowadays computationally talking and also in terms 
of concepts. Models to achieve this kind of goals are based in difficult 
structures and mathematical models, so I learned some new libraries like 
Dlib, several Computer Vision algorithms like CNNs and the limitations 
of personal computers to perform this kind of tasks.  
 

 The importance of emotions 
 
Related to the previous point, the importance of emotions to get useful 
information, in this case, to detect knowledge gaps in a lecture. 

 

6.2 Future Improvements 
 

Several improvements can be done to this project: 

 

1. Improve performance of algorithm by using more data. Due to the Covid-
19 it was impossible to record more videos and, therefore, get more data 
to be analyzed. The algorithm performance depends directly on the 
quality of the data gathered. 

2. Make further analysis about the correlation between variables. 
3. Research more methods to detect when a student is understanding a 

concept of not. Maybe using gestures and corporal movements.  
4. Record videos with more quality, as it has been shown that the resolution 

of videos is essential to get better results with the algorithm.  
5. Automate process to allow the algorithm to get the most updated data 

from the files where the data is stored. 
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