
CHAPTER4
General Discussion, Conclusions and Future

Research

In the end, research is oriented to obtain rigorous conclusions on which we are able

to keep searching. De�ning the right questions, and giving an answer to them is part

of the process. This chapter discusses the whole thesis, raising conclusions from the

obtained results, as well as outlining some future work lines.
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4.1 Overview

Previously, Chapter 1 has introduced the main areas to which this thesis has made con-

tributions, as well as its objectives. In this regard, Figure 4.1 illustrates how the work

developed in this thesis distributed along with the di�erent objectives, showing our di�erent

contributions.

Aspect-based Sentiment
Analysis in Twitter via a

context propagation
algorithm (TASS 2015)

(Araque, Corcuera-Platas,
et al., 2015)

Ensemble of Shallow and
Deep features for
document-based

Sentiment Analysis
(Araque, Corcuera-Platas,

et al., 2017)

Aspect-based Sentiment
Analysis with an ensemble

of Deep and Shallow
Features

(Araque, Ganggao Zhu,
García-Amado, et al., 2016)

Linked data Sentiment
and Emotion Analysis

framework architecture
(Sánchez-Rada, Iglesias,

et al., 2016)

Linked data Sentiment
and Emotion Analysis

reference implementation
(Sánchez-Rada, Araque,

et al., 2020)

Domain adaptation of
Sentiment Lexicons via

a backpropagation-based
Approach

(Araque, Guerini,
et al., 2017)

Recurrent Neural Networks
applied to Sentiment

Analysis (TASS 2017)
(Araque, Barbado,

et al., 2017)

SIMON:
Similarity-based
Perspective on

Sentiment Lexicons
(Araque, Ganggao Zhu,

and Iglesias, 2019)

Insomnia detection in
Twitter

(Suarez et al., 2018)

DepecheMood++:
Generation of Bilingual

Emotion Lexicons
(Araque, Gatti, Staiano,

et al., 2019)

Radicalization detection
in social networks and

online publications
(Araque and

Iglesias, 2020)

Moral Foundations 
estimation in social

Networks
(Araque, Gatti, and

Kalimeri, 2019)

Hate Speech detection
in social networks

(Benito et al., 2019)
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Figure 4.1: Summary of the contributions of this thesis, organized by objectives.

In a general perspective, the main contributions can be categorized according to the

four objectives we have declared (Sect. 1.4): (1) de�nition of a framework that combines

surface and deep features for Sentiment Analysis; (2) applying statistical information to

generate sentiment and emotion lexicons; (3) application of distributed representations and

lexicons for Sentiment Analysis; (4) transference of the output from the previous objective

to other domains. One of the most relevant contributions of this thesis is SIMilarity-based

sentiment projectiON (SIMON). This feature extraction model that exploits both a word

embedding model and a domain-oriented lexicon to compute text representations that can

be used to train posterior machine learning models. While the SIMON model has been

108



initially proposed in the context of Sentiment Analysis, it has been later adapted to be used

in a variety of di�erent domains.

As outlined in Section 1.1, several contributions fall into the Sentiment and Emotion

analysis �elds. In the context of aspect-based Sentiment Analysis, we have implemented an

aspect context propagation algorithm that extracts the aspect-related words. This work is

presented in �Aspect Based Sentiment Analysis of Spanish Tweets� (Section A.2.9).

While the mentioned work improves how the aspects are extracted from text, we have also

made e�orts toward improving both the classi�cation and the sentiment that can be asso-

ciated with said aspects. That last work is described in �Mining the Opinionated Web:

Classi�cation and Detection of Aspect Contexts for Aspect Based Sentiment

Analysis� (Section A.2.7).

To improve and deepen into document-based Sentiment Analysis, we �rstly have done

a thorough study of the state-of-the-art approaches that tackle deep learning. Also, we

have proposed a taxonomy to classify such models. Following such a classi�cation, we have

designed several ensemble models that combine surface, deep, and lexicon features. The pub-

lication �Enhancing deep learning sentiment analysis with ensemble techniques in

social applications� (Section 3.2.5) presents this work. Continuing with the work on deep

learning applied to Sentiment Analysis, broad experimentation over the RNN architecture is

done in �Applying Recurrent Neural Networks to Sentiment Analysis of Spanish

Tweets� (Section A.2.6).

As the center of this thesis, another contribution is made in the context of document-level

Sentiment Analysis, where the SIMilarity-based sentiment projectiON (SIMON) model is

proposed. As mentioned, the SIMON model o�ers a similarity-based perspective on domain

lexicons. Indeed, it allows exploiting both a word embedding model and a domain lexicon,

extracting useful features that can be later used to train a learning algorithm. SIMON

is described in the publication �A semantic similarity-based perspective of a�ect

lexicons for sentiment analysis� (Section 3.2.3).

Regarding sentiment and emotion lexicons, generating such important resources is an

open research problem that can signi�cantly a�ect the performance of posterior Sentiment

and Emotion Analysis systems. This thesis has contributed to this �eld by proposing a

generic model that uses the neural network strategy of backpropagation to generate the

annotations of a sentiment lexicon. Such work is presented in �Neural domain adapta-

tion of sentiment lexicons� (Section A.2.5). Additionally, this thesis deepens into the

study of compositional semantics to generate emotion lexicons for several languages is done

in �DepecheMood++: a Bilingual Emotion Lexicon Built Through Simple Yet
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Powerful Techniques� (Section 3.2.4). In this last work, a thorough analysis of the lexicon

generation is performed, including the e�ect of word embeddings to enhance the lexicon's

performance.

As described, the developments made in the �eld of Sentiment Analysis have partly

motivated the redirection of e�orts toward other NLP-related domains. In this sense, a

contribution of this thesis revolves around the detection of terrorist radicalization in texts,

which is described in �An Approach for Radicalization Detection Based on Emotion

Signals and Semantic Similarity� (Section 3.2.1). This work adapts the SIMON model

to the radicalization analysis domain and deepens the e�ect of Emotion Analysis in this

task. This work constitutes an example of how a contribution in Sentiment and Emotion

Analysis drives the advancement in another domain.

On a similar note, this thesis contributes to the computational application of the Moral

Foundations Theory. Applying and designing computational approaches to extract moral

values from texts is a novel �eld, and can largely bene�t from NLP advancements. In

this regard, a moral lexicon has been created by means of crowdsourcing, and in order to

exploit it e�ectively, the SIMON model is used and compared against ad-hoc solutions. This

work is presented in �MoralStrength: Exploiting a moral lexicon and embedding

similarity for moral foundations prediction� (Section 3.2.2).

4.2 Scienti�c results

In this section, we discuss the scienti�c results of this thesis, as well as their relation to

the objectives presented in Section 1.4. We include a list of the publications that have

contributed to each objective. For the full details on each publication, both the abstract

and the full text can be found in the referenced pages.

4.2.1 Objective 1: Surface and Deep methods framework

Table 4.1: Publications related to Objective 1

Page Title Impact Contribution

95 Enhancing deep learning sentiment

analysis with ensemble techniques in

social applications

JCR

2018

Q1

(4.292)

De�nition of a taxonomy of surface and deep features

with ensemble techniques in Sentiment Analysis. Pro-

posal of models that combine di�erent types of fea-

tures and methods. Thorough evaluation of methods,

obtaining positive results in relation to the e�ective-

ness of said methods.
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230 Aspect Based Sentiment Analysis of

Spanish Tweets

Study of surface features for aspect-based Sentiment

Analysis using a context extraction algorithm. Partic-

ipation in the international competition TASS 2015.

212 Mining the Opinionated Web: Clas-

si�cation and Detection of Aspect

Contexts for Aspect Based Sentiment

Analysis

Adaptation of ensemble models of both methods and

features to the domain of aspect-based Sentiment

Analysis. Proposal of a novel approach for classifying

aspects, used in conjunction to the Sentiment Analysis

system.

205 Applying Recurrent Neural Networks

to Sentiment Analysis of Spanish

Tweets

Study of the e�ectiveness of RNN networks to Senti-

ment Analysis. Participation in the international com-

petition TASS 2017.

As the core result related to the �rst objective, we addressed an in-depth analysis of both

surface and deep features. As Section 1.1 introduces, the combination of these two types of

features is still an open challenge in Sentiment Analysis, in terms of both its e�ects on the

system performance and the combination strategy. Also, in the last years, advancements

in distributional representations have motivated a large body of researchers to explore such

popular models as word embeddings, inserting these techniques into all �elds of NLP. In

this context, a result of this thesis is the proposal of a taxonomy that classi�es both fea-

ture extraction and ensemble approaches. This taxonomy organizes the literature into two

dimensions. In one dimension, the di�erent possibilities for feature extraction are outlined:

surface features, generic word vectors, and a�ect word vectors. On the other dimension,

the taxonomy describes how the ensemble could be done in terms of combining classi�ers,

or at the feature level. In some works, these possibilities are denoted late and early fusion,

respectively (Poria, Cambria, et al., 2017).

The de�nition of a taxonomy constitutes a result in itself since it can be used to system-

atically organize scienti�c works, distributing them along dimensions that consider common

characteristics. Nevertheless, the Sentiment Analysis community, and more broadly, the

NLP �eld, are experimental. Thus, as part of these e�orts, we de�ne an evaluation method-

ology that can be used to evaluate Sentiment Analysis models according to the proposed

taxonomy quantitatively. In this sense, we have determined the practices outlined in Chap-

ter 2: general considerations regarding machine learning experimentation (Section 2.2); the

metrics used for the computation of the results, highlighting the F1-Score (Section 2.3); and

the use of the Friedman statistical test (Section 2.4) to obtain a statistical framework with

which compare di�erent models.

The models designed are oriented to combine di�erent types of features and models,

thus exploiting the resulting ensemble. In this sense, this work de�nes a straightforward

nomenclature to models, depending on the ensemble strategy and features used. Base types
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of models are M (no ensemble whatsoever), and CEM, which are models that implement

ensemble of classi�ers. In relation to the type of features used, we de�ne three categories:

surface (S), generic word vectors (G), and a�ect word vectors (A). Features are expressed

in the subscript. Finally, the superscript in CEM models expresses whether the ensemble

has been done by a voting strategy (Vo) or a meta-learning approach (MeL). We de�ne

the following models: MG, MSG, MSG + bigrams, MGA, CEMVo
SG, CEM

MeL
SG , MSGA + bigrams,

CEMVo
SGA, and CEMMeL

SGA.

On an important note, a fundamental step lies in the selection of the evaluation data.

The criteria used to select and manage the used datasets for the evaluation conditions the

outcomes of the evaluation process. So, for this work, a broad selection of datasets has

been made, representing two of the most frequently used domains in Sentiment Analysis

evaluation: movie reviews and Twitter. In total, we have selected seven distinct datasets,

each with di�erent properties in terms of annotation, label distribution, and textual content.

After performing the evaluation, the results indicate that using an ensemble with a

wide variety of information sources tends to improve the overall performance of a learning

system. In particular, the �nal performance of a meta-learning approach (which implements

a learning algorithm at the ensemble phase) improves over a �xed ensemble scheme. In light

of the results, we can also see that the model MSG achieves the best performances in the

Twitter domain, but does not in the movie review texts. This result indicates that combining

word vectors through convolutional functions in long texts does not lead to high sentiment

classi�cation performances. In comparison, attending to the di�erence in the performance of

the MSGA + bigrams, CEMVo
SGA, and CEMMeL

SGA models, we draw the conclusion that dividing

the features into smaller sets, as it is done in the ensemble models, bene�ts the classi�cation

performance.

The work that includes the proposal of the taxonomy, as well as the evaluation methodol-

ogy, the selection of datasets, and the implementation of the evaluation process, is presented

in the journal publication �Enhancing deep learning sentiment analysis with ensem-

ble techniques in social applications� (Section 3.2.5).

Given the positive results obtained with the evaluation of surface and deep features in an

ensemble con�guration, we worked on adapting said models to the domain of aspect-based

Sentiment Analysis. This poses an interesting challenge since the conditions for the learning

models largely vary between types of Sentiment Analysis, frequently causing the system's

performance to drop drastically. Thus, the feature combination and ensemble models have

been used in this new setting, incorporating two new elements to the system. Firstly,

the mentioned context extraction algorithm is inserted into this system. As described, the
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context of an aspect is extracted by this algorithm, providing the sentiment module with the

text to analyze. A novel aspect classi�cation module is developed as a second addition: it

exploits the representation capabilities of both word embeddings andWordNet (G. Zhu et al.,

2017; Miller, 1995). These representations are then used by an Support Vector Machines

(SVM) that is trained to predict the category of the aspect. This system was trained

and evaluated with data we extracted from the Yelp platform 1, on the restaurant reviews

domain. As development and testing data (Section 2.2), a dataset from the international

competition SemEval 2016 (Pontiki et al., 2016), that also contains restaurant reviews.

This work is presented as a conference publication in �Mining the Opinionated Web:

Classi�cation and Detection of Aspect Contexts for Aspect Based Sentiment

Analysis� (Section A.2.7).

International competitions are frequent in the �eld of Sentiment Analysis. In this line

of work, this thesis contributed with the implementation of a context extraction algo-

rithm (Mukherjee et al., 2012). This algorithm is able to extract the set of words that

relates to a target aspect by means of exploiting the dependency parsing tree. Through

data-driven validation, the set of dependency relations is pruned, retaining the most infor-

mative relations. Later, this context can be inserted into a machine learning model that is

trained to predict the sentiment that corresponds to each aspect and its context. Regarding

the learning approach taken in this work, a large number of surface features are used, with

the aim of improving the overall performance of the system: n-grams, capitalization mark-

ers, PoS, number of hashtags, punctuation marks, number of elongated words, emoticon use,

scores from a sentiment lexicon, intensi�er words, and negation handling. The whole model

was trained to predict sentiment from Spanish tweets. With this system, we participated in

the international challenge of TASS 2015 (Villena-Román et al., 2015).

As a result, the presented system quali�ed for the 2nd position in the category of aspect-

based Sentiment Analysis. This work was presented as conference proceedings in the publi-

cation �Aspect Based Sentiment Analysis of Spanish Tweets� (Section A.2.9). Con-

cerning Objective 1, this work was an initial study on surface feature extraction for Sentiment

Analysis, as we explore a large number of di�erent feature types, evaluating their e�ective-

ness in a learning model, including the inclusion of information from a sentiment lexicon.

Still, this work does not tackle deep features.

Finally, in relation to Objective 1, an additional contribution is made in the context of

the international challenge TASS 2017. As introduced in Section 1.2, the fast development

of deep neural architectures has boosted the research on their application to NLP, as well

1https://www.yelp.com
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as the performance on learning systems. Consequently, within the scope of experimenting

with `deep learning features', we have designed a RNN-based end-to-end system trained to

predict the sentiment in the context of Twitter. Following previous experimental procedures,

in this work, a combination with the information from a sentiment lexicon is done. That

is, the lexicon's values are appended to word representations the network is learning during

training. These representations are fed to the RNN network, which computes a �xed vector,

that aims to represent the whole text. Finally, this �nal representation is inserted into a

Multi-Layer Perceptron (MLP) network, that outputs the sentiment prediction. This work

is presented as a conference paper in the TASS 2017 proceedings �Applying Recurrent

Neural Networks to Sentiment Analysis of Spanish Tweets� (Section A.2.6).

4.2.2 Objective 2: De�nition of a lexicon generation methodology

Table 4.2: Publications related to Objective 2

Page Title Impact Contribution

198 Neural domain adaptation of senti-

ment lexicons

Proposal of a novel lexicon generation method that ex-

ploits the backpropagation algorithm to compute sen-

timent annotations. Evaluation with a comparison to

previous methods.

82 DepecheMood++: a Bilingual Emo-

tion Lexicon Built Through Simple Yet

Powerful Techniques

JCR

2018

Q1

(6.288)

An improvement over a previous technique for the gen-

eration of English emotion lexicon, introduction to the

Italian language. Expansion of said lexicons via word

embeddings, to both a more extensive vocabulary and

to the French language. Evaluation with thorough

experimentation, including numerous previous words

and state-of-the-art techniques.

In previous sections, we have developed on the importance of lexicons for both Sentiment

and Emotion Analysis, highlighting that these represent a subjective source of information

that an algorithm can not acquire automatically. Of course, as mentioned, the domain where

the analysis is done is of the most considerable signi�cance. One has to take into account

that in di�erent domains, the sentiment polarity for a word can modify its intensity, and

even shift its sign (Peter D Turney, 2002). That is why a system oriented to perform an

analysis on one speci�c domain should use a lexicon that is adapted to such domain in order

to boost the system's performance.

In addition, advancements in the application and development of novel neural architec-

tures in NLP is remarkable. During the last years, a large number of works have appeared

that use of develops neural networks for Sentiment Analysis (Young et al., 2018). While
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many previous works tackle the issue of domain adaptation in Sentiment Analysis, a neural

network has not been used before to generate a sentiment lexicon. Under this perspective,

and having obtained the results above (Section 4.2.1), we have contributed with a method-

ology that can generate a sentiment lexicon from annotated texts.

topic2

topic1 topic3

d1

d2

d3

Figure 4.2: Graphical schema of how domain centrality is computed.

Our �rst step in automatically generating a domain-adapted lexicon begins by charac-

terizing the concept of domain. Understanding how we can model what a domain is in the

context of Sentiment Analysis results on bene�t for domain adaptation applications. In this

context, accurately characterizing a domain can substantiate the lexicon adaptation process.

As previous knowledge, we would like to know some characteristics of the data before initiat-

ing any process, so we can have a measure of how well the method is going to perform. This

thesis tackles this problem by proposing a data-driven metric that aims to characterize a set

of documents D. The proposed metric aims to estimate the semantic centrality of D. That

is, how speci�c to a certain set of topics T the dataset is. As an example, we can consider

a dataset that describes some products of the electronics domain. If most of the text in

that dataset refers to certain recurrent topics (phones, batteries, screens, computers), it is

possibly a centered domain. On the contrary, a dataset that includes a large set of topics

would have a lower centrality.

Following this, we propose a metricm that measures the centrality of D using a semantic

structure: a word embedding model. As described in Section 1.2, word embedding models

retain a semantic structure that can be exploited in a variety of applications (Mikolov

et al., 2013). The proposed method aims to leverage the information embedded in this

representation for domain characterization. The idea is to measure the distances between
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a set of selected words W from D. These measures retain information on how dispersed

W is on the vector space, and thus the extent of the centrality of D. Figure 4.2 shows a

graphical representation of the measures in relation to a set of topics. The presented metric

is de�ned as the average distance of the set of words W to each other. As a note, the set W

is formed by selecting a number of most common words from the dataset and �ltered with

the stopwords set from Porter et al. (Porter et al., 1980).

After characterizing what a domain is, and how to compute the centrality of a domain,

we then propose the domain lexicon generation or adaptation. The method proposed in

this thesis can either compute a domain-adapted lexicon from a previous lexicon (adapting

the sentiment values of the words) or generate a new lexicon from scratch. In this way, we

consider the situation where we have access to distantly labeled textual data. We refer to

distantly labeled data as the one that is not manually nor automatically annotated but has

some meta-data associated that can be used as sentiment label. In this case, we consider

product reviews that have a meta-data value belonging to a 5-score system. From this score

value, we extract a sentiment signal with which we train the proposed model.

The proposed approach consists of a feedforward neural network (also called Multi-Layer

Perceptron). Such a network is trained from representations of a set of documents that have

associated distant labels. That is, if we consider a set of k words, the values from a particular

sentiment lexicon are extracted and used as a representation for the network. Regarding

the initialization of the sentiment lexicon values, as mentioned, the network uses an existing

generic lexicon from which starts modifying or initiates the lexicon values randomly. The

network is trained by using distant labels with a cross-entropy loss function on the task of

classifying the sentiment using the lexicon values. The key idea is that, at training time, the

backpropagation algorithm can be used to let the sentiment error signal �ow to the lexicon

values. In this way, by training the network to di�erentiate the sentiment of the documents,

it is also modifying the lexicon values, which are a continuous range of numeric values.

When training is �nished, the modi�ed values are extracted, forming a new domain-

adapted sentiment lexicon. Nevertheless, the resulting lexicon does not normally have the

expected distribution of a human-readable lexicon. That is, we would expect a sentiment

lexicon to be bounded in a range such as [-1, 1]; and that positive number should represent

positive orientations, and the contrary for negative sentiment orientations. The modi�ca-

tion of the lexicon values relies on the backpropagation algorithm, and this method has no

inherent constraints on the distribution of a certain set of parameters. In order to transform

the modi�ed lexicon to one that exhibits a �human-readable� distribution, we de�ne a trans-

formation operation. More formally, let a be the vector that contains the lexicon values so
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that the value ai represents the lexicon value for the word i of the vocabulary. We de�ne

the transformation operation as g((w ∗ a) + b), ∗ being the element-wise product and g the

element-wise function g(x) = (x−a)d−cb−a + c that transforms the values from one range [a, b]

to another [c, d]. Figure 4.3 illustrates how the transformation process operates.

(a) (b)

Figure 4.3: Graphical representation of polarity distribution of the modi�ed lexicon (a)

before the transformation process, and (b) after the transformation.

We call the presented domain lexicon generation model SEntiment adapted to the Do-

main Lexicon (SEDLex). This method has been trained on a dataset extracted from the

Amazon Product Dataset (McAuley et al., 2015; He et al., 2016), which contain millions of

product reviews extracted from Amazon. The test dataset is the Multi Domain Sentiment

Dataset v2 (Blitzer et al., 2007) that contains a set of product reviews already annotated.

In the evaluation, we compare the presented method against other lexicon generation ap-

proaches (Staiano et al., 2014), as well as a known sentiment lexicon (Gatti et al., 2016).

In conclusion, the experiments have shown that this model e�ectively adapts a sentiment

lexicon to a speci�c domain, outperforming the performance of a linear classi�er trained

with only the lexicon as features with respect to a generic sentiment lexicon. Furthermore,

the generated lexicons show a strong correlation between their values and the sentiment

labels of the test set. This allows us to use the generated lexicons for simple sentiment

classi�cation without the need for any learning process.

Also, interestingly enough, additional evaluation results indicate that there is a relation

between the value of the proposed centrality metric and the performance improvement of

the generated sentiment lexicons. This last observation suggests that using the centrality

measure, before performing any costly training process, can serve as an indication of the �nal

performance of the SEDLex method. This work, including the centrality measure and the

lexicon generation method, has been published in the conference paper �Neural domain

adaptation of sentiment lexicons� (Section A.2.5).

Continuing with the work on lexicon generation, this thesis has continued on the work

of automatically generating lexical resources that can be used subsequently in a Sentiment

or Emotion Analysis system. In fact, as a contribution that is motivated by the positive

results in the generation of a sentiment lexicon, we have made e�orts in the line of generating
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an emotion lexicon. This work has continued that described in Staiano et al., 2014. In

this thesis, we present an extension of an existing and widely used emotion lexicon for

English, as well as a novel version of the lexicon targeting Italian. For this, the technique

of compositional semantics is used.

Consistently with (Staiano et al., 2014), the lexica creation is based on a distributional

assumption for which the emotions evoked by a word are the emotions that are associated

with the documents in which such words appear more often. This also means that we can

`project' the emotions of a document to its words. This technique consists on the following

steps: (i) a document-by-emotion matrix (MDE) is produced, containing the vectors that

match each document and its emotion annotation; (ii) a word-by-document matrix (MWD)

is computed, which contains the number of occurrences of words in a given document,

divided by the total number of words in that document, as recommended in (Staiano et

al., 2014); (iii) matrix multiplication is performed between the document-by-emotion and

the document-by-word matrices (MDE · MWD) to obtain a raw word-by-emotion matrix

(MWE). This method allows us to `merge' words with emotions by summing the products

of the weight of a word with the weight of the emotions in each document. Finally, a

transformation is done overMWE by �rst applying normalization column-wise (to eliminate

the over-representation for happiness as discussed previously) and then scaling the data row-

wise, summing up to one. For training this method, we have collected a wide collection of

online news from the sources rappler.com and corriere.it. These matrices that we

call DepecheMood++ represent our emotion lexica for English and Italian, and are freely

available for research purposes.

Furthermore, we have performed an extensive evaluation of the generated resources. We

show how simple techniques can be used, both in supervised and unsupervised experimental

settings, to boost performance on datasets and tasks of varying degrees of domain-speci�city.

For this, we have used seven di�erent datasets, whose domains are news, blog posts, and

twitter messages. In terms of the di�erent tasks, we evaluate DepecheMood++ in the

task of unsupervised regression, supervised regression, supervised classi�cation, comparison

to other lexica, and cross-validation with comparisons to the state-of-the-art. In these

experiments, we report an extensive comparative analysis against other available emotion

lexica and state-of-the-art supervised approaches, showing that DepecheMood++ emerges

as the best-performing non-domain-speci�c lexicon in unsupervised settings. We also observe

that simple learning models on top of DM++ can provide more challenging baselines.

Additionally, we �nally introduce embedding-based methodologies to perform a) vocab-

ulary expansion to address data scarcity and b) vocabulary porting to new languages in case
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training data is not available.

In order to expand lexica vocabulary using a word embedding model, we propose a

technique we call embedding expansion: the idea is to map words that do not initially

appear in a speci�c lexicon to a word that is contained in the lexicon mentioned above.

Hence, given an out-of-vocabulary (OOV) word, we search in the embedding space for the

closest word that is included in the lexicon so that the distance to the OOV word is minimal,

in terms of the cosine distance in the embedding model. Finally, the emotion scores from

the lexicon word are assigned to the OOV word.

An important limitation of the proposed lexicon generation method lies in the limited

availability of emotion annotated corpora. In light of this, and to delve into cross-lingual

settings with the generated lexicon, we have performed a projection of the DM++ resource

to the French language. In order to derive a French version from the original English lexicon,

using the DM++ token-based version and the ground-truth bilingual dictionaries released

within the Facebook MUSE library (Conneau et al., 2017), we performed the following steps:

(i) eliminate cross-lingual homographs (optional), i.e., tokens that are present in both source

and target languages, but may mean di�erent things; (ii) aggregate synonyms by averaging

the emotional values of the source tokens they map. For instance the French injusti�é maps

to the English unwarranted, unjusti�ed, wrongful.

The described work on generating a bilingual emotion lexicon, its evaluation, and expan-

sion methodologies is presented in the paper �DepecheMood++: a Bilingual Emotion

Lexicon Built Through Simple Yet Powerful Techniques� (Section 3.2.4).

4.2.3 Objective 3: De�nition of a similarity-based model over distributed

representations

Table 4.3: Publications related to Objective 3

Page Title Impact Contribution

67 A semantic similarity-based perspec-

tive of a�ect lexicons for sentiment

analysis

JCR

2018

Q1

(5.101)

Proposal, implementation, and experimental evalu-

ation of the SIMilarity-based sentiment projectiON

(SIMON) model. Study of di�erent characteristics of

the method, such as the selection of lexicon words.

As presented, lexical resources are widely popular in the �eld of Sentiment Analysis, as

they represent a resource that directly encodes subjective sentimental knowledge. Usually,

sentiment lexicons are used for polarity estimation through the matching of words contained

in a text and their associated lexicon sentiment polarities. Nevertheless, such resources have
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limitations in vocabulary coverage and domain adaptation. Besides, many recent techniques

exploit the concept of distributed semantics, normally through word embeddings. In this

thesis, we computed a semantic similarity metric between text words and lexica vocabulary.

With the use of this metric, this paper proposes a sentiment classi�cation model that uses

the semantic similarity measure in combination with embedding representations. We call

such a model SIMilarity-based sentiment projectiON (SIMON). This work is described in

the journal publication �A semantic similarity-based perspective of a�ect lexicons

for sentiment analysis� (Section 3.2.3).

As stated, in general, word embeddings contain semantic and syntactic information.

Arguably, it is accepted that pre-trained word vectors do not enclose speci�c sentiment in-

formation, as no sentiment-related signal has been included in the training process. In order

to include subjective sentiment information into the proposed model, additional information

sources must be included in the feature extraction process. In this way, semantic similarity

features exploit the mentioned word embeddings regularities using a selection of sentiment

words, namely, a sentiment lexicon vocabulary. This work proposes the representation of a

particular word, that may be outside of the lexicon vocabulary, by a projection to a set of

sentiment words extracted from a sentiment lexicon. Such projection is computed using the

semantic similarity between words, which can be computed by means of a word embedding

model or a word taxonomy. In this way, a certain word is represented by its similarities to

the selection of lexicon words.

 similarity to good

excellent

horrible

cat

mat

 s
im

ila
ri

ty
 t

o
 b
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d

Figure 4.4: Conceptual diagram of word projection over a lexicon formed only by the set of

words {good, bad}.
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To illustrate the concept of projection, Figure 4.4 shows a conceptual case where only

two words (good and bad) are selected from a sentiment lexicon; it can be seen that several

words are projected in then in a two-dimensional space. As described, the values of that

space correspond to the semantic similarity of each word (e.g., horrible, cat, mat, excellent)

to the lexicon words.

The main idea of the SIMON method is that given a domain lexicon, the input text

is measured against it, computing a vector that encodes the similarity between the input

text and the lexicon. Such a vector encodes the similarity, as given by the word embedding

model, of each of the words of the analyzed text to the lexicon words. Thus, a matrix that

contains the similarities between the text and lexicon word is composed. Such a matrix is

then reduced to a vector using a pooling function (e.g., the maximum). An illustration of

how the similarity scores are computed and passed through the pooling function is shown in

Figure 4.5. It can be seen that the pooling function transforms the dimension of the matrix

(that is dependent on the number of words of the input text) to a �xed-dimension vector,

de�ned by the number of selected lexicon words.
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Figure 4.5: SIMON similarity computation: similarities are computed against a selection of

lexicon words (in green and red), and a max function is applied column-wise, obtaining a

feature vector.

Since this model represents a key contribution of this thesis, we explain it in detail. That

is, more formally, let

W (i) = {w(i)
1 , w

(i)
2 , . . . , w

(i)
i , . . . , w

(i)
I } (4.1)

be the set of length I, formed by input tokens that constitute the text to be analyzed. This

text can be a sentence, a paragraph or a whole document. Also, we consider that a lexicon
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is formed by tuples of sentiment word and polarity value: (w(s)
j , sj). In this way, we de�ne

the selection of target sentiment words,

W (s) = {w(s)
1 , w

(s)
2 , . . . , w

(s)
i , . . . , w

(s)
L } (4.2)

which is extracted from a sentiment lexicon. Similarly, the vector l = [l1, l2, . . . lL] comprises

the numerical sentiment values of the word in W (s), as given by a sentiment lexicon. The

selection process that generates the set of wordsW (s) is done in two steps, following di�erent

criteria: (i) frequency of appearance in the training data, and (ii) informativeness of each

word towards the training annotation.

The process to generate the features is as follows. For each word w(i)
i ∈ W (i) and for

each sentiment word w(s)
j ∈W (s), a similarity value is computed so that

Si,j = sim(w
(i)
i , w

(s)
j ), (4.3)

with Si,j ∈ [0, 1]. This value represents that w(i)
i and w

(s)
j are no similar at all if the

result is 0, and completely similar if the result is exactly 1. After iterating over all the

input words W (i) and all sentiment words W (s), a matrix S ∈ IRI×L can be constructed,

containing all similarity values.

Following, a pooling function (maximum) is applied column-wise over S, obtaining the

semantic similarity feature vector p of L-length:

pj = maxS:,j = max sim(w
(i)
k , w

(s)
j ) for k ∈ {1, 2, ..., I} (4.4)

As seen in the results, the best results are obtained when using the embedding-based

similarity measure. In this sense, a previously trained word embedding model is used.

Nevertheless, similarity measures can be computed using any word embedding model and are

not dependent on the embedding dimension either. The embedding similarity is implemented

using the dot product between an input word wi and a sentiment word lj :

sim(w
(i)
i , w

(s)
j ) = ET

w
(i)
i

E
w

(s)
j

(4.5)

where E ∈ IR|V |×d is the embedding matrix, and E
w

(i)
i

∈ IRd and E
w

(s)
j

∈ IRd are the

word vectors associated with words wi and lj respectively.

In such a way, the model can exploit the knowledge in word embeddings and the domain

information that the lexicon o�ers. As an additional remark, this method does not need

large corpora to be trained and thus can be used in problems where annotated data is scarce.
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cat on the mat

Semantic Similarity
Word/Document

embeddings

Polarity value

Sentiment
LexiconWord embeddings model

input text

good
great

nice
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lousy

awfuldreadful

cat

Scat,great

Scat,nice

Scat,good

Scat,terrific

Scat,awful

Scat,bad

Scat,dreaful

Scat,lousy

Figure 4.6: SIMON system architecture diagram, when combined with embedding text

representations.

123



The proposed model uses an embedding-based textual representation that transforms

the input text into a �xed-length feature vector. As previously studied �Enhancing deep

learning sentiment analysis with ensemble techniques in social applications� (Sec-

tion 3.2.5), the number of words in a text directly a�ects the e�ectiveness of embedding-based

representations. Accordingly, this work makes use of two variations of the same feature ex-

traction method. The �rst one is aimed at short texts, as the ones found in the Twitter

platform. In this variation, word vectors are extracted for each word in the input text.

Following our previous study, the average pooling operation is performed on all word vec-

tors, resulting in a vector of the same dimension as the original word vectors that are then

fed to a logistic regressor. As for the second variation, the representation of a text uses

Paragraph Vector (Le et al., 2014), and it is used in long texts. This distinction between

short texts (typical of online sources) and long texts (more commonly found in review sites)

has shown an improvement in the performance of the presented Sentiment Analysis models.

Figure 4.6 shows how SIMON can be used in combination with these embedding-based text

representations.

In order to assess the e�ectiveness of this model, we have performed an extensive evalua-

tion. For this, we have used eight di�erent Sentiment Analysis datasets, and four sentiment

lexicons from the state-of-the-art, in order to properly assess the e�ectiveness of the SIMON

model. As part of this evaluation, we have shown that not all words in the lexicon have

the same importance when estimating sentiment polarity. In fact, the SIMON model con-

templates a mechanism to select lexicon words in order to exploit this characteristic. Also,

experimental results show that the proposed feature extraction method yields fairly good

performances when used with a simple classi�er. We consider this result a promising one

since more complex learning architectures can probably boost the overall performance. At

the same time, when compared against the keyword matching approach (Section 1.1), the

experiments indicate that the use of semantic distance method can extract subjective senti-

ment information from a lexicon better.

Following, in this work, we raised the concern of how the lexicon characteristics a�ect the

proposed feature extraction process. This question is oriented to predict the performance of

the model when confronted with a new dataset. For this, several similarity metrics between

vocabularies have been de�ned, determining the correlation between these metrics and the

performance di�erence in cross-dataset and cross-lexicon experiments. In this regard, the

experiments indicate that the lexicon words largely determines the resulting Sentiment Anal-

ysis performance. That is, similar lexicon word selections yield similar Sentiment Analysis

performances.
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4.2.4 Objective 4: Transference of a similarity-based model that exploits

lexicons to other domains

Table 4.4: Publications related to Objective 4

Page Title Impact Contribution

38 An Approach for Radicalization Detec-

tion Based on Emotion Signals and Se-

mantic Similarity

JCR

2018

Q1

(4.098)

Adaptation of the SIMON method and proposal of a

new emotion-based feature extraction method applied

to radicalization detection. Introduction of a novel

dataset for the domain.

55 MoralStrength: Exploiting a moral

lexicon and embedding similarity for

moral foundations prediction

JCR

2018

Q1

(5.101)

Introduction of a novel lexicon for the domain. Adap-

tation of the SIMON method and proposal of two new

feature extraction methods applied to moral value es-

timation.

Section 1.1 has motivated how, in light of the positive results obtained with the ful�llment

of Objective 3, this thesis expanded its work in order to adapt the developed methods to

newer Natural Language Processing domains and tasks. Many �elds can largely bene�t from

the introduction of NLP. In this sense, we aim to apply, adapt, and develop the models

that previous objectives have outputted, highlighting the case of the SIMON model. In

this thesis, the work revolves around two domains: radicalization detection and moral value

estimation.

Attending to the contributions to radicalization detection, we propose a machine learning

model that exploits two kinds of information sources: (i) emotion and (ii) embedding-based

semantic similarity features (through the SIMON model). Figure 4.7 shows the model

architecture. The �rst approach has been designed to take advantage of an existing emotion

dictionary in order to generate features that can be used for radicalization detection. Such

an approach generates simple but useful features by computing a statistical summary of the

emotion valence of the words in the text. It uses the emotion annotations of an emotion

lexicon, aggregates them, and computes several pooling functions in order to summarize the

information.

In this manner, this work proposes the use of an emotion lexicon in order to extract

emotion-driven features that are, as explained, fed to a machine learning algorithm. With

this, we intend to investigate whether this kind of information is relevant for the task of

radicalization detection and to which extent. So, an emotion lexicon-based representation

is proposed that makes use of statistical measures to encode the emotion of the text. For

simplicity, we denote this method as EmoFeat (Emotion Features).
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In the context of EmoFeat, consider an emotion lexicon composed by a vocabularyW (l) =

{w(l)
1 , . . . , w

(l)
i , . . . , w

(l)
P } and a vector of numeric annotations L = [l1, . . . li, . . . lP ]. Note that

such lexicon has an annotation li for each word wi, with a total of P (wi, li) pairs. Note also

that li is a vector expressing the intensity of each emotion for word w(l)
i in the lexicon. An

emotion vector has dimensionality li ∈ IRm, and thus the emotion lexicon annotation matrix

is L ∈ IRP×m, where m is the number of emotions considered in the lexicon. Following, let

W (i) = {w(i)
1 , . . . , w

(i)
j , . . . , w

(i)
I } be the set of length I composed by the input words.

For each word wk of the intersection W (l) ∩W (i), the associated emotion vector is ex-

tracted from L. This process outputs a matrix that contains the emotion annotation for all

the input words that appear in the lexicon. Next, several statistical measures are taken in

order to represent such a matrix as a feature vector. The proposed measures are average,

maximum, and median. Please note that these measures can be used independently: for

example, only average and median could be used, removing maximum. As a result, a fea-

ture vector is obtained with dimension n ·m, where n is the number of statistical measures

selected.

Algorithm 1 EmoFeat

Require: Emotion lexicon composed by a vocabulary W (l) and annotations L

Ensure: v ∈ IRn·m, the �nal feature vector

1: for all wk ∈W (l) ∩W (i) do

2: Ek,: ← emotionAnnotation(wk,L)

3: end for

4: for i← 1, n do

5: for j ∈ 1,m do

6: index ← i+ n(j − 1)

7: vindex ← statMeasure(i,E:,j)

8: end for

9: end for

The proposed feature extraction method can be expressed as an algorithm, as shown

in Algorithm 1. The function emotionAnnotation extracts the emotion annotation vector

corresponding to word wk from matrix L. Also, the function statMeasure computes the

corresponding statistical measure from the column j of matrix E. The index i indicates

which statistical measure is applied (e.g., average if i = 1, maximum if i = 2, etc.).

As seen in the experiments, these emotion-based features can yield interestingly high

scores, reaching an F-Score of 92.41% in a known dataset. It is reasonable to assume that

these emotional features can be useful when performing radicalization detection. We have
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also performed a cross-dataset evaluation in order to further assess the e�ectiveness of this

feature extraction method. Results from the cross-dataset experiments indicate that the

proposed combination can help with generalization issues. That is, combining the emotion

features in a cross-dataset setting can improve the �nal performance, resulting in a more

robust system.

input text

Radical
Lexicon

Emotion
Lexicon

Similarity-based

feature extraction

(SIMON)(EmoFeat)

Emotion-word 

feature extraction

Prediction

Figure 4.7: Architecture of the radicalization detection model, that combines a novel emotion

representation with the SIMON adapted to this domain.

As for the second approach, the SIMON model has been adapted to extract radicaliza-

tion oriented features. As stated, the application of SIMON towards this domain is achieved

by composing domain-oriented lexicons. The generation of domain adapted lexicons is a

challenge in itself; please see �Neural domain adaptation of sentiment lexicons� (Sec-

tion A.2.5). However, in this work, we proposed a simple method for the generation of a

domain-speci�c lexicon. Please note that numeric annotations are not needed for the use of

a lexicon made by the SIMON method. Thus, a collection of words is generated through �l-

tering by the frequency of appearance in the training data. This selection of words is used as

a lexicon for the SIMON method. Such a selection method is oriented to represent a simple

baseline to capture the vocabulary of a speci�c domain. We refer to this frequency-based

selection as FreqSelect. Given the experimental results, it is clear that this kind of feature

can accurately represent the analyzed text, allowing simple classi�ers to obtain high classi-

�cations metrics: 99.11%, 86.22%, and 94.02% for the three datasets used in the evaluation.

Thus, given these promising results, we conclude that the application of this method could

be further studied.
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Moreover, we have evaluated the use of the vocabulary obtained with FreqSelect, compar-

ing it with similar selections. Seeing the results, we believe that such an approach performs

positively. Also, as an additional contribution, the Magazines dataset is presented, which

expands the scope of this and future research.

This work that contributes to the �eld of radicalization detection is presented in the

journal publication �An Approach for Radicalization Detection Based on Emotion

Signals and Semantic Similarity� (Section 3.2.1).

Another research work that tackles the challenge of radicalization detection is presented

in �Radical Text Detection based on Stylometry� (Section A.2.1), where style features

are used to aid a machine learning system to detect radical content. Such features, when

used in combination with bigram representations, improve the classi�cation results.

As mentioned, this thesis has also contributed to the �eld of moral values estimation. We

do so by operating in reference to the Moral Foundations Theory (MFT) (see Section 1.2).

In this work, we have presented MoralStrength, a lexicon of approximately 1,000 lemmas,

obtained as an extension of the Moral Foundations Dictionary (MFD), based on WordNet

synsets. For this, we started from the original Moral Foundations Dictionary (MFD), ex-

panding the vocabulary employing WordNet synsets. After this, manual �ltering was done

in order to remove forms that arose but are not related to moral values. Moreover, for each

lemma Moralstrength provides with a crowdsourced numeric assessment of Moral Valence,

indicating the strength with which a lemma is expressing the speci�c value. The presented

resource includes the moral value annotations using a Likert scale, ranging from 1 to 9.

Still, for computational purposes, this scale can be transformed without losing information.

Figure 4.8 shows how this lexicon is constructed and how it can be used for posterior moral

value estimation.

Moral Trait Predictor

WordNet expansion
& human ratings

MFT dictionary (tokens and stems)

Vice Virtue

Expanded MFT dictionary (lemmas)

Vice Virtue

Tweet

Predicted 
moral trait 

of tweet

Moral Freq

Moral Stats

SIMON

Logistic 
Regressor

Figure 4.8: Overview of the process, from dictionary expansion to moral value prediction.
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For the generated moral lexicon, we propose the following feature extraction approaches,

which can be divided into those that solely exploit the semantic information of each word,

and those who exploit the moral valence associated to the word. More speci�cally, we propose

three lexicon utilization approaches: (i) frequency counts, (ii) statistical summary, and (iii)

word embedding similarity-based representations using the SIMON model. The two �rst

approaches use both the words and their moral values, while the third one makes use solely

of the selection of words, ignoring the associated numeric moral values. Figure 4.9 illustrates

these approaches. These three methods described above are used as feature extractors. In

the next experiments, we feed these features to a logistic regression classi�er. Such a simple

learning algorithm is used to evaluate the performance of the proposed features, without

exploiting more complex learning methods.
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Figure 4.9: Diagram of the proposed feature extraction approaches that utilize the presented

MoralStrength lexicon.

The two �rst methods (i and ii), are called Moral Freq. and Moral Stats, respectively.

Moral Freq. consists of counting the number of words that express a speci�c moral di-

mension in a binary way. To decide if a speci�c word expresses a moral, we apply a simple

rule: if the word has its moral value lower than a certain threshold, it does not convey that

moral; if higher, the word does express that moral. Given the properties of the generated

moral lexicon, the threshold is set at 5. We represent a given text with a 10-dimensional
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vector, which contains the corresponding normalized frequency counts, each for each moral

extremity. For instance, care/harm are represented by two dimensions, one for care and

other for harm. As for Moral Stats., given a speci�c text, we generate a statistical sum-

mary of the moral valence distribution of the contained words in the text. In the statistical

summary, we included (i) the average, (ii) the standard deviation, (iii) the median, and

(iv) the maximum value. As a result, the text is represented by a 20-dimensional vector

consisting of the statistical values obtained from the lexicon annotations. In relation to

how we use the SIMON method, we project the analyzed text over the selection of words

from MoralStrength, resulting in a vector representation that encodes the similarity of the

document to the speci�c moral dimension. That is, for each moral trait, the words extracted

from the proposed moral lexicon have been used as the set of selected words for the SIMON

method.

In order to evaluate the proposed methods, an extensive evaluation has been carried out.

We have used six distinct datasets, extracted from a recent repository known as the Moral

Foundations Twitter Corpus (Joseph Hoover et al., 2019). We also compare against previous

state-of-the-art models and a unigram baseline. Thus, we have evaluated moral-wise all our

models, and combinations of those (e.g., SIMON + Moral Freq., unigrams + SIMON +

Moral Stats), using both over-sampling and under-sampling. For enforcing our conclusions,

we have included a Friedman test (see Section 2.4). Interestingly, all our models improve the

prediction performance with respect to the current state-of-the-art for all moral dimensions.

The most prominent approaches - as indicated by the Friedman ranking - combine pure

textual (e.g., unigrams) with lexicon-based representations (e.g., the Moral Freq, the Moral

Stats, and SIMON). Hence, we argue that moral lexicons can be successfully employed for

moral values classi�cation from a given text since when this information is considered, the

models yield higher performance.

The work that advances on moral value estimation, including the lexicon and model

proposal and their evaluation, are presented in the journal publication �MoralStrength:

Exploiting a moral lexicon and embedding similarity for moral foundations pre-

diction� (Section 3.2.2).

4.2.5 Other

Table 4.5: Publications not directly related to the core of this thesis.

Page Title Impact Contribution

221 Senpy: A Pragmatic Linked Sentiment

Analysis Framework

De�nition of a linked data framework for Sentiment

and Emotion Analysis.
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Table 4.5: Publications not directly related to the core of this thesis.

176 Senpy: A framework for semantic sen-

timent and emotion analysis services

Q1

(5.101)

Reference implementation of a linked data framework

for Sentiment and Emotion Analysis.

180 GSI-UPM at SemEval-2019 Task 5:

Semantic Similarity and Word Em-

beddings for Multilingual Detection of

Hate Speech Against Immigrants and

Women on Twitter

Adaptation of the SIMON model to Hate Speech de-

tection, also exploiting the vocabulary selection and

its characteristics. Participation in the international

competition SemEval 2019. This work quali�ed for

the 5th position globally.

189 How Well Do Spaniards Sleep? Analy-

sis of Sleep Disorders Based on Twitter

Mining

Application of the SIMON methodology to insomnia

detection in Twitter. Exploitation of similarity-based

feature extraction and vocabulary selection.

Finally, there are additional contributions that are aligned with the lines of this thesis, but

do not directly advance the main objectives. Two of these publications address the de�nition

and implementation of a framework for Sentiment and Emotion Analysis online, based on

linked-open data techniques. These are �Senpy: A Pragmatic Linked Sentiment Anal-

ysis Framework� (Section A.2.8) and �Senpy: A framework for semantic sentiment

and emotion analysis services� (Section A.2.2). We have also contributed with two ad-

ditional publications that apply or exploit the SIMON method to di�erent domains, in line

with Objective 4. These are �GSI-UPM at SemEval-2019 Task 5: Semantic Simi-

larity and Word Embeddings for Multilingual Detection of Hate Speech Against

Immigrants and Women on Twitter� (Section A.2.3) and �How Well Do Spaniards

Sleep? Analysis of Sleep Disorders Based on Twitter Mining� (Section A.2.4).

4.3 Software Publication

Nowadays, software tools that accompany scienti�c publications are valued since they allow

researchers to replicate the work, as well as advance into the topic. This thesis has, as

additional results, software tools that implement the proposed models, as well as evaluation

implementations. We detail a list of the software tools this thesis has produced, which is

detailed in Table 4.6:

• A collection of Sentiment Analysis resources (4.3.1) to perform the analysis out of the

box.

• The gsitk library (4.3.2), that gathers the following implementations:

� Surface feature extraction methods.

� Deep feature extraction methods.
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� Lexicon feature extraction methods.

� Word embedding based methods.

� The SIMilarity-based sentiment projectiON (SIMON) implementation

• The SEntiment adapted to the Domain Lexicon (SEDLex) implementation (4.3.3), for

generating domain-speci�c lexicons.

• The DepecheMood++ resource (4.3.4), and evaluation code.

• The MoralStrength (4.3.5) resource, with evaluation and code examples. Also, a

graphical interface is available (4.3.6).

Ref. Name URL

4.3.1 Sentiment Analysis Resources https://github.com/oaraque/sentiment-analysis

4.3.2 gsitk library https://github.com/gsi-upm/gsitk

4.3.3 SEDLex implementation https://lab.gsi.upm.es/oaraque/sedlex

4.3.4 DepecheMood++ resource and code https://github.com/marcoguerini/DepecheMood

4.3.5 MoralStrength resource and code https://github.com/oaraque/moral-foundations

4.3.6 MoralStrength GUI https://github.com/oaraque/moral-foundations-gui

Table 4.6: Overview of code, resources, and utilities of this thesis.

4.4 Conclusions

Sentiment and Emotion Analysis, which we aggregate as A�ect Analysis, represent promi-

nent research domains in the �eld of Natural Language Processing. A�ect Analysis has

many applications, such as marketing, reputation management, customer support, competi-

tor management, etc., and daily we can �nd new ones. One of the most exciting aspects

of A�ect Analysis is that the methods, techniques, and scienti�c advancements that occur

can be applied to a plethora of other domains and �elds. Such a characteristic makes A�ect

Analysis a �eld with scienti�c interest. This thesis is an example of this aspect of scienti�c

advancement. In this way, we have made a number of relevant contributions in the context of

both Sentiment and Emotion Analysis. After conducting thorough evaluations and studies

of the designed models, we have then investigated the application and adaptation of some

of these techniques in more recent �elds.
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In the �rst set of contributions, we can �nd the works on Sentiment Analysis. We have

studied the e�ectiveness of surface features with classical machine learning models. With

this kind of system, we have participated in an international competition (TASS 2015).

Following, this thesis has contributed with a taxonomy that organizes the body of literature

on Sentiment Analysis, identifying the types of features and combinations that can be done.

In short, we de�ne two main types of features: surface and deep features. We also study and

evaluate the e�ectiveness of these features, combining them at di�erent levels: at the feature

and model level. The idea of implementing model ensembles is very e�ective, and we have

experimentally veri�ed that it can reach high overall performance. This study represents a

relevant asset to the thesis since it establishes an experimental framework that is followed

during the development of the thesis. As a note, the article where this work is presented,

�Enhancing deep learning sentiment analysis with ensemble techniques in social

applications� (Section 3.2.5), has received 224 cites (as reported by Google Scholar; Scopus

indicates 152, and Web of Science 103, all visited on 2nd September 2020).

Next, we have applied these advancements to aspect-based Sentiment Analysis, a more

granular study, with positive results. Such a study establishes that the presented learning

models are, in fact, adaptable to di�erent applications within Sentiment Analysis. Another

observation that emerges is that neural networks are a central method in both A�ect Analysis

and, in general, Natural Language Processing. This is to be expected since, in the last years,

the use of Deep Learning has dramatically increased.

In the previous contributions, lexicon resources have been studied in combination with

other types of features. Nevertheless, sentiment and emotion lexicons are a key element in

the vast majority of learning systems. These resources encode subjective a�ect information,

making explicit this a�ect signals to the model. As the second bag of contributions, this

thesis advances into the process of both sentiment and emotion lexicon generation. One

of the models that this thesis proposes and explores exploits the training mechanism of

classic and modern neural networks: backpropagation. We exploit this method to generation

sentiment annotations to a given vocabulary, by training a neural network that generates

the numerical annotations, but is not used for classi�cation later. It is interesting how this

method works, since it uses a known mechanism of neural networks, but does not makes use

of an extensive architecture, nor requires enormous computing power. In the study of this

sentiment lexicon generation, we assess its e�ectiveness in comparison to previous lexicons,

observing that its performance is superior even when the domain is shifted. In a similar line

of work, another contribution of this thesis consists of an application of a computational

technique, Compositional Semantics, to generate bilingual emotion lexicons. We call these

resources DepecheMood++. Apart from the resources, in this work, this thesis contributed
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with an extensive evaluation that utilizes a wide range of tasks, datasets, and comparison

against state-of-the-art models. All these experiments o�er an interesting insight into the

capacities of the resources and can establish a framework for future scienti�c work.

It has been already established the e�ectiveness of neural network approaches in NLP.

Following this trend, the thesis has addressed the research area of distributional semantics.

In this way, we have advanced into the use of such techniques, with the proposal and

implementation of a novel model that e�ectively exploits the capacities of distributional

semantics methods; that is, word embedding models. As discussed, the center of this process

is the SIMilarity-based sentiment projectiON (SIMON) model and its adaptability to any

domain. We believe that a relevant aspect of the SIMON model is the knowledge sources

it uses (a word embedding model and a domain lexicon), as well as its adaptability to

any domain. SIMON exploits the similarity measure that can be computed in a word

embedding model word-wise, as well as the domain information contained in a lexicon.

These two elements are very prevalent in both Sentiment and Emotion Analysis but are

also widely used in other domains. In fact, one of the most common approaches to model

domain knowledge consists in generating a lexicon that expresses that information. We have

experimentally observed the e�ectiveness of the SIMON model in a variety of datasets when

using di�erent lexicons. A battery of statistical tests has supported these results. One of

the relevant observations in relation to SIMON is that we have seen that using a lexicon

through a word embedding model, even if it is a generic model, increases the performance

in comparison to word-matching methods (Section 1.1). This could serve as a reference

for future utilization. Another aspect of this study is the comparison between embedding

and taxonomy-based semantic similarity. In this way, we have evaluated the performance

of both WordNet and embedding based features, observing that embedding features yield

better results. We argue that this di�erence is due to the di�erence in vocabulary coverage,

which is intimately related to the WordNet's generation process and embedding models

resources. While WordNet is a manually-generated lexical resource, thus it is limited in

coverage; embedding models are automatically inferred, which leads to more coverage in

terms of vocabulary.

Additionally, this work has allowed the analysis of the characteristics of the lexicons we

use, experimenting how varying the conditions of the lexicons a�ects the performance of

the method. As indicated, we conclude that the selection of lexicon, with a focus on the

word selection, greatly a�ects the performance of the �nal learning system. This relation is

relevant to the point that we have been able to correlate between the di�erences in lexicon

words and �nal performance.
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This thesis tackles the adaptation of the SIMON model to other research areas. We

have already discussed how the design of SIMON allows us to exploit it in diverse scenarios

with positive results. In this way, we have adapted our method to radicalization detection.

This work is interesting since not all NLP techniques are used in this research area, and

transferring them can result bene�cial. We have observed that the SIMON model performs

e�ectively in this domain, achieving high-performance metrics. In addition, this thesis does

not only transfer the SIMONmodel to radicalization detection but also some techniques from

Emotion Analysis. This follows previous studies in the literature that highlight the role of

emotions in the radicalization process. We have developed a method for extracting emotion

information from text using an emotion lexicon, aggregating it to SIMON features, and

training basic learning models to detect radicalization. This is an interesting addition, and

to the extent of our knowledge, the e�ect of the emotions present in the text over a learning

system has not been thoroughly studied in the task of radicalization detection. These

proposals achieve high scores in three distinct datasets (one of those we have compiled),

which we believe represents an exciting advancement, and hope that this will foster research

in this area.

Another example of how the computation methods can be applied to another domain

is the work we have done in moral value estimation. We have proposed a novel lexicon for

the domain, that encodes moral values for words, using crowdsourcing. Attending to the

results we have obtained in both Sentiment Analysis and radicalization detection, this work

delves into the application of the SIMON model. In this way, this work utilizes SIMON

to e�ciently exploit the generated lexicon to perform moral value estimation on a large

number of domain-speci�c datasets. We also have proposed two additional methods from

utilizing said lexicon, based on keyword matching. The experimental results indicate that,

in this domain, SIMON emerges as an e�ective method for moral value estimation, and that

combining its features with unigrams achieves the best results. In fact, this work achieves

state-of-the-art results in some datasets. Thus, we have observed that the SIMON model

can o�er high performance in a domain so di�erent such as moral value estimation. This

represents an interesting insight, indicating that the developed models are e�ective and that

this line of research represents a fruitful path indeed.

The adaptability of the SIMON model is further evaluated in another two subsequent

works that are not central to this thesis. Those works tackle (i) Hate Speech and (ii)

Insomnia detection. In these works, we have observed this same trend: properly adapting

the SIMON model yields high performances in a wide variety of NLP areas. The broad

diversity of domains where our approach has been evaluated serves as indicative of the

method's validity. We hope that this will aid future research.
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We believe that incorporating computational approaches into research areas that do

not normally bene�t from them can result highly bene�cial. There are a number of social

science challenges and questions that can be addressed with computational approaches.

The capacity to collect and analyze massive amounts of data has transformed �elds such as

biology and physics. We believe that the same can happen to social science. In fact, a new

research �eld is emerging, called computational social science (Lazer et al., 2009). Even if

it is slow, the number of publications that �t these criteria is increasing, and we expect a

larger growth.

In conclusion, interdisciplinary studies represent one of the most attractive and innova-

tive forms of research. We expect that with this thesis, we have contributed, at least slightly,

to foster research in this direction.

Lastly, with this thesis, the proposed hypotheses have been validated:

Hypothesis 1. The combination of deep and surface textual features, including a�ect lexi-

cons, enhances �nal Sentiment Analysis performance.

It has been supported mainly by the results of our work on the combination of features and

models for SA, where the experimental validation shows that results can be greatly improved

in these cases. This work is detailed in �Enhancing deep learning sentiment analysis

with ensemble techniques in social applications� (Section 3.2.5). It is also supported

by posterior works that apply these techniques, generally reporting positive results.

Hypothesis 2. A method that exploits both distributional representations and a�ect lexicons

through semantic similarity can be leveraged for Sentiment Analysis e�ectively.

Such a hypothesis has been validated with our proposed method SIMilarity-based sentiment

projectiON (SIMON). Indeed, this method exploits the mentioned information sources and

has shown positive results in Sentiment Analysis when used in an extensive evaluation. This

work is described in �A semantic similarity-based perspective of a�ect lexicons for

sentiment analysis� (Section 3.2.3).

Hypothesis 3. A model implementing a semantic similarity-based exploitation of a lexicon

for Sentiment Analysis can be transferred to other Natural Language Processing areas that

show domain-speci�c traits (e.g., radicalization detection, moral value estimation).

This hypothesis has been validated by our publications �An Approach for Radicaliza-

tion Detection Based on Emotion Signals and Semantic Similarity� (Section 3.2.1)

and �MoralStrength: Exploiting a moral lexicon and embedding similarity for

moral foundations prediction� (Section 3.2.2), which illustrate how our SIMON model

can be adapted to di�erent domains, such as radicalization detection and moral value esti-
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mation. These work both obtained positive results. In the case of radicalization detection,

our methods have achieved high-performance metrics. In contrast, in the case of moral

value estimation, our work has surpassed the performance of the previous state-of-the-art

approach.

4.5 Future Research

During this thesis, we have visited several research areas and have been able to identify a

variety of paths that can enhance existing research. This section discusses them, o�ering a

summary of the directions that future research could take.

This thesis has shown how surface and deep features, when combined, can o�er the best

performance in Sentiment Analysis. One of the types of features that is included in deep

features are sentiment oriented embeddings. That is, word vectors that have been gener-

ated by a model that considers both generic word embedding information and sentiment

orientation (Section 1.2.2). Still, new models that exploit sentiment lexicons, incorporating

this information into word embeddings, could be very interesting. Since it is di�cult to

combine word embeddings and lexicon features, this combination at the stage of embedding

training could enhance the capacity of regular embeddings. Another improvement could lie

in embedding surface features, that also o�er useful information, normalizing in this way

the dimensionality and characteristics of the feature vectors used for later classi�cation. In

fact, one could understand traditional word embedding models as the result of applying the

embedding framework to unigram features. This thesis has shown that combining features

and models can greatly enhance the overall performance in Sentiment Analysis. Follow-

ing the previous ideas, performing these combinations through operations inside a neural

network could improve said combination, allowing for the learning algorithm to adapt this

combination automatically.

In other lines of this thesis, we have discussed how the presented SEntiment adapted

to the Domain Lexicon (SEDLex) model allows us to generate a domain-adapted lexicon in

Sentiment Analysis. SEDLex implements this by exploiting the backpropagation algorithm,

generating sentiment annotations of a unique dimension. In order to model emotion anno-

tations, our method would require to do this in several dimensions. It is not clear if this

methodology would work when considering an arbitrary number of dimensions or if the ob-

tained results could be comprehensible by humans. Research in this line can be interesting,

considering that the SEDLex method can be easily adapted to other research areas, as we

have done in this thesis. In this way, our method could allow us to generate radicalization

or moral value lexicons with the resources we currently have.
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We believe it is also interesting that the SEDLex approach has higher complexity in

comparison to the proposal based on compositional semantics (from which we have ob-

tained DepecheMood++). Future research should explore under what circumstances these

two approaches improves, taking into account parameters such as obtained performance,

complexity, and required data. In this way, we could obtain further insight into the applica-

bility of each model. Future work could even explore the combination of the two approaches,

maybe through using the compositional semantics approach to initialize the SEDLex method.

On the improvement of the SIMON model, there is a straightforward approach that could

be taken. It has been explained how SIMON generates a matrix of similarities that is later

reduced to a vector by means of a pooling function. Instead of using such a simple technique,

future work could reduce the dimensionality using a Convolutional Neural Network (CNN)

or Recurrent Neural Networks (RNN) neural network. This, of course, would increment the

complexity of the method, but could also improve its performance. That is, implementing

this kind of operation would allow the network to select from a high number of reductions,

training it with annotated data. On another line of work, this thesis has shown how the

vocabulary selection of a lexicon greatly a�ects the classi�cation performance. Consequently,

improving the selection methods could potentially improve said performance. For this,

future research could explore new information sources to include in the vocabulary selection,

including frequency in the dataset (e.g., TF-IDF) or importance as given by a classi�er.

Joining several metrics that indicate the importance of a set of words could improve the

selection mechanism.

Regarding our work in radicalization detection, many lines of research could be ad-

dressed. As seen, with the current methods we have developed for generating lexicons, we

could generate a lexicon for radicalization detection. This resource could be used for im-

proved learning models, but also for obtaining further insights into the radical language,

answering questions such as �Which words denote a more radical tone?�. Additionally, ob-

taining domain-oriented word vectors could largely improve the text representations, leading

to an improvement in classi�cation performance. As in the case of Sentiment Analysis, these

word embeddings would incorporate generic semantic information, as well as radicalization

speci�c knowledge. In a similar way that before, this resource could also o�er researchers

information regarding radical language use. In more exploratory work, studying the e�ect

of temporal e�ects on the radical narratives can be interesting, since the use of the language

is prone to change as time progresses.

In the �eld of moral value estimation, this thesis introduces a lexicon, MoralStrength,

that directly encodes moral values. In this thesis, we have worked into expanding lexicons
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through word embeddings, thus incorporating new words and transferring the lexicon's an-

notations. Of course, this same process can be adapted to this area, enhancing the lexicon

we have produced. Also, similarly to the previous future work, it would be interesting to

explore how speci�c knowledge could be encoded in domain-oriented word vectors, allowing

for the development of complex learning methods. Moreover, the word embedding represen-

tation based on moral similarity could be enhanced with the obtained assessments of moral

valence, or even combined with sentiment features from the analyzed text. As for the social

sciences, there are numerous issues where detecting the morals narrative can signi�cantly

improve our understanding of the peoples' dispositions in, for instance, controversial social

phenomena as well as the evolution of opinions over time.

In a general note, this thesis has proved that techniques that are developed in �elds such

as Sentiment and Emotion Analysis can be adapted to a wide variety of research areas. This

adaptation process opens a door for future research in an array of domains. We believe

that the modeling techniques presented (machine learning models, word embeddings, lexical

resources) can be directly applied to many areas, allowing researchers to implement learning

capabilities as needed. We hope that with our contribution, and those of many others, future

research will bene�t from computer science, opening to new promising new avenues.
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