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Summary 

In this Final Master Project, a Machine Learning algorithm for clustering named 

CluStream was applied in a data streaming context. Additionally, for the data stream 

processing, a distributed Apache Spark platform for massive processing also was 

applied. The purpose of this project was to apply the CluStream Algorithm to classify 

data and distribute the processing close to the data generation using Spark. This project 

was divided in two phases. The first phase aimed to take some simulated data, create a 

DataStream, publish the DataStream in a Kafka streaming bus and let Spark Streaming 

to subscribe the data and apply a clustering algorithm using Spark MLlib. The simulated 

data was stored in a database and queried frequently in order to simulate the sending 

data coming from real in-field sensors. Because the clustering algorithm is a non-

supervised algorithm, the Dataset used was a synthetic Dataset where the group 

classification is well-known. The second phase of this project aimed to present the 

clustered data in a graphical representation. Additionally, this second part intended to 

publish the clustered data again in the Kafka bus under another Topic Name and 

subscribe an additional Database in order to store that clustered data. Then, a NodeJS 

application was created in order to listen to any data change in the Database and 

represent that data graphically. The idea in this second part was to present a friendly on-

line representation of that data that is being consumed and processed by the clustering 

algorithm.  

Key words: Clustering, Distributed Edge Processing, Data Streaming, Kafka.  
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1.1. General Aspects 

After finishing all the subjects within the Master in Internet of Things dictated by the UPM 

(Universidad Politécnica de Madrid), all the concepts and knowledge were considered to 

be part of this Master Final Project. The intention is to demonstrate some key-area 

knowledge gained during the Master and apply them in this Master Final Project. Some 

of the knowledge went deeper and farther than the one acquired during this Master 

leading to a true challenge due to the short time given to learn and finish this project.  

This project is based on an algorithm specially design to work with streaming data but 

also capable to apply machine learning algorithms and within the tools to make a 

distribution computation. In order to make this distribution computation, the Apache 

Spark framework will be applied, specially the part of the framework oriented to data 

streaming and machine learning algorithms. It is important to highlight that the knowledge 

about spark during the Master was related to the Core of the Spark Framework and not 

related to the Spark Streaming or Spark MLlib (Machine Learning Library).  

Regarding the Streaming algorithm, this project implements the CluStream algorithm. 

Basically, this algorithm is capable to process data streams in an order and efficient way. 

Additionally, this project considers the K-means algorithm as the Machine Learning 

algorithm for data classification and clustering. The main idea of two algorithms is to 

capture the data stream during time windows and apply a clustering algorithm capable 

to group data accordingly.  

This Master Final Project was divided in two main phases: 

 Phase #1 – The Back-End: This part of the project is focused on 

developing the logic and implement the algorithms capable to capture data in streaming, 

apply the CluStream algorithm and classify the data according the K-Means Machine 

Learning algorithm.  

 Phase #2 – Front-End: This part of the project is focused on developing 

and application capable to represent the data already classified in a graphic where all 

the clusters were well-represented. 

In further chapters, a detailed structure and the design details will be explained including 

the two developing phases included in this project. 
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The program languages used to develop the Back-End and the Front-End were Java 

and JavaScript respectively. Basically, the reason why these algorithms were chosen is 

because the libraries and modules already developed and ready-to-use for each phase 

working purpose.  All the additional tools and frameworks used for this project 

development, will be explained in further chapters. 

Regarding the data used, an organic dataset was implemented due to the previous group 

classification and data form. This kind of data is very helpful when and non-supervised 

algorithm as K-means is implemented. 

1.2. Motivation and Justification 

There are some motivations that guide me to develop this Master Final Project. One of 

the motivations is related to the manage streaming data. In IoT, it might be very 

interesting to analyze the data meanwhile the data is arriving to an Edge Node. Normally, 

the End Devices are designed almost only to carry-on and transmit the data to another 

upper-layer node. Indeed, the End Devices has very low computation power and 

normally don’t have enough power independence to make complex computation. 

However, the Edge Node are thought to make more complex computations but normally 

not as complex as handle streaming data and applied machine learning algorithms.  

Nevertheless, this project was thought to let the Edge Nodes the capabilities to handle 

streaming data as well as apply Machine Learning algorithm and provide interesting 

information very fast according the data arriving. 

Another motivation is related to the Machine Learning field. Years ago, this field turns 

very interesting due to the decision making power it provides. Actually, a lot of new 

techniques are being developing and testing and others have achieved a very important 

professional demand level. Additionally, in conjunction with data streaming, this field 

could turn in even more interesting field, especially for IoT. Normally, the Machine 

Learning algorithms are applied to dataset already stored and the result could be related 

to past events. But IoT, sometimes require to provide very fast and accurate information 

in order to take decision accordingly. It might be very interesting whether the IoT devices 

could compute data and provide interesting information meanwhile the data is being 

received. This could provide a variety of possible new opportunities to provide new IoT 

services based on data streaming, Machine Learning algorithms and distribution 

computation. 
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Another important motivation is regarding the Spark tool for the Machine Learning 

algorithm implementation. Spark is a tool oriented to make distribution computing and 

which I don’t have almost any previous experience. The only experience with Spark was 

related to the Spark Core (the main core module of spark) which was part of a subject of 

this Master. Thus, experience with Spark Streaming and Spark MLlib was non-existent. 

However, this project represented an opportunity to improve my knowledge regarding 

Machine Learning, data streaming and specially with Spark.          

1.3. Objectives 

In the following points, there will be explained the main objective and the specific 

objectives of this Master Final Project.  

1.3.1. Main Objective 

To develop an environment capable to classify streaming data using a Machine Learning 

algorithm for clustering and distribute the processing close to the data generation using 

Spark. 

1.3.2. Specific Objectives 

 To develop a module capable to simulate a real sensor data generation 

using a database and an on-line streaming platform. 

 To develop a module capable to apply a Clustering Machine Learning 

algorithm with the on-line data coming from the on-line streaming module and distribute 

the processing close to the data generation using Spark. 

 To test the modules in a virtual scenario using a public dataset. 

 To develop a graphical environment capable to present the cluster data. 

 



 

 

State of the Art 
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2.1. Clustering Approaches 

Following the conventional clustering algorithms taxonomy, stream clustering algorithms 

can be categorized into: partitioning methods, density-based, grid-based and model-

based methods.  

 Partitioning algorithms: partition the data into k clusters, where k is 

specified by the user. The partitioning is based on some criterion optimization like Sum 

of Square Errors. In general, these algorithms produce spherical clusters and do not 

handle outliers. Related data stream clustering algorithms are Stream Framework 

algorithms, Clustream, SWClustering and StreamKM++. 

 Density-based algorithms: consider clusters as high density regions 

which are well separated by low density regions. They can discover clusters of arbitrary 

shapes and identify outliers. The number of clusters is not required as input, the input 

parameters concern the definition of the object’s neighborhood and its density. Related 

data stream clustering algorithms are DenStream, rDenStream, C-DenStream, 

SDStream, HDDStream, MuDi-Stream and HDenStream.  

 Grid-based algorithms: are a special category of density-based 

algorithms, where the regions consist of the grid cells. In particular, the data space is 

partitioned into a finite number of cells that form a grid structure on which clustering is 

performed. Related data stream clustering algorithms are D-Stream, DDStream, MR-

Stream, DENGRIS and PKS-Stream. 

 Model-based algorithms: try to fit a model to the data, assuming that 

data are generated from k probability distributions (typically Gaussian). In this category 

belongs SWEM. 

2.2. Algorithms considered 

This chapter is focused on making a basic analysis of some of the most important 

algorithms for data streaming. The basic idea is to provide a simple concept of some of 

the algorithms described in the chapter above. 

 DenStream: It is a density-based algorithm focused on evolving data 

streams. The “dense” micro-cluster (named core-micro-cluster) is introduced to 

summarize the clusters with arbitrary shape, while the potential core-micro-cluster and 
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outlier micro-cluster structures are proposed to maintain and distinguish the potential 

clusters and outliers. The main features are: 

 The core-micro-cluster synopsis is designed to summarize the 

clusters with arbitrary shape in data streams. 

 It includes a novel pruning strategy, which provides opportunity for 

the growth of new clusters while promptly getting rid of the outliers. Thus, 

the memory is limited with the guarantee of the precision of micro-

clusters. 

 An outlier-buffer is introducing to separate the processing of the 

potential core-micro-clusters and outlier-micro-clusters, which improves 

the efficiency of DenStream. 

 Due to its adaptability to the change of clusters and the ability to 

handle outliers in data streams, DenStream achieves consistently high 

clustering quality. 

  D-Stream: It is a clustering framework based on the data stream density. 

D-Stream assume a discreet model of time passing where the time stamp are integer 

numbers. It has an On-line and Off-line component. For a data stream, within a period of 

time, the On-line component reads a new data continuously. Then, it places the data 

within the corresponding discreet partition in the data multi-dimensional space and 

updates the feature vector. This component adjusts dynamically the clusters in each time 

space. After the first space, the algorithm generates an initial cluster. Finally, these types 

of algorithms have some issues when they are intended to work with data streams: 

 It might be a problem when a data stream is considered as large 

statistics data sequence. This will attempt to the time evolution property 

of the data streams.  

 Due to the big data stream sizes, it is impossible to maintain the 

density information of all the data registers. Thus, the data space is 

divided in a discreet grid and the data registers all placed in the 

corresponding partition. However, for data with high value of dimensions, 

this approach is not efficient because the high number of partitions to 

maintain.   
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 CluStream: The available streaming clustering algorithms are generally 

blind to the evolution of the data. This results in poor clustering when data streams evolve 

over time. If we consider streaming K-means it is sensitive to the order in which data 

arrives. CluStream propose a fundamentally different approach to the problem, divide 

the clustering process into two components: Online micro-clustering and Offline macro-

clustering. This two-phased approach offers flexibility to users to explore the nature of 

the evolution of the clusters over different time periods. 

2.3. CluStream General Introduction 

For this Master Final Project, the algorithm selected to capture and manage the stream 

data is the CluStream Algorithm [1]. This algorithm considers the data stream as a 

changing process during the time. Additionally, this algorithm was selected because [1]: 

 CluStream derives higher quality clusters than traditional stream 

clustering algorithms, especially when the cluster distribution contains dramatic changes. 

It can answer many kinds of queries through its micro-cluster maintenance, macro-

cluster creation, and change analysis over evolved data streams. 

  The pyramidal time frame and micro-clustering concepts adopted here 

assures that CluStream has much better clustering accuracy while maintaining high 

efficiency. 

  CluStream has very good scalability in terms of stream size, 

dimensionality, and the number of clusters 

The execution of this algorithm is based on two phases. These two phases are the on-

line phase and the off-line phase. The On-line component is in charge of saving detailed 

statistics summaries periodically.  It would handle the data stream itself gathering only 

statistically relevant information. The Off-line component is in charge of using the detail 

statistic summaries and process the results of the former to produce the actual clusters 

wanted. Additionally, the Off-line component uses a variety of entry data like time horizon 

and clusters number that will be explained further in this document.  

An Algorithm like this, normally present issues as a consequence of the approach 

implementation. These issues normally are: 

 Both of the phases of the algorithm must to be implemented separately 

and must be executed efficiently and independent between each other.  
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 The statistic summaries must provide enough temporal and space 

information for the Off-line component. 

 Make a balance between the storage needs of a periodic process and 

carry out the clustering in a determine time horizon in a desire approximation level. 

 Use the statistic summaries in order to provide a clustering perception and 

their evolution over the time horizon specified. 

In order to solve these issues, the algorithm propose two basic concepts that allows to 

manage the stream data collection. These are the two concepts: 

 Microclusters: It is a structure capable to maintain the statistic 

information regarding the data location. The Microclusters are defined as a temporal 

extension of a cluster feature vector.  

 Pyramidal Time Frame: The Microclusters are stored as temporal 

snapshots that follows a Pyramidal pattern. This pattern provides an intermediate 

solution between the storage requirements and the possibility to recover the statistic 

summaries of different time horizons. The Microcluster information is used by the Off-

line component. This component is configurable and it has a wide variety of entry data 

but the most important are the time horizon and the cluster granularity.  

Finally, separate the clustering process provides the following advantages: 

 By saving only statistical data, rather than the original content, it is 

possible to save physical storage space (e.g. hard drive space) and therefore reducing 

costs and allowing a wider range in time to be clustered.  

 The method also allows the analysis of the evolution of the data, as the 

necessary information for that is contained in the stored statistical information.  

 Because the two parts operate independently it allows the user to select 

a time horizon, or even a time window, to perform the Off-line clustering part using the 

stored statistical information. 

2.4. CluStream Description 

This chapter is focused on provide a more detailed explanation of how the CluStream 

Algorithm works. The following information is related on a detailed vision of the algorithm, 
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the different steps followed by the algorithm and the based fundamentals. First, this 

chapter will define some key concepts previously mentioned in this document: 

Microclusters and Pyramidal Time Frame. Then, a detailed explanation of the On-line 

and Off-line components will be provided. 

2.4.1. Microcluters 

Before to explain the Microclusters, the data stream concept needs to be explained. A 

data stream is defined as a multi-dimension registers 1X … kX , that arrive at the 

moments 1T  … kT . Each lX is a multi-dimensional register of d dimensions that could 

be expressed as )...( 1 d
iil xxX   [1]. 

A Microcluster is a combination of points ini XX ...1 , with timestamps ini TT ...1 , and is 

defined as the tuple  of  32 +d  elements: 

 n,CF,CF,FC,FC ttxx 1212  (1) 

 xCF2 , for each dimension, stores the square sum of the data values. 

Thus, xCF2 contains d values. The p-th entry of xCF2  is equal to 


n

j

p
ijx

1

2)( . 

 CF 1x , for each dimension, stores the sum of the data values. Thus, 

CF 1x contains d values. The p-th entry of xCF1 is equal to


n

j

p
ijx

1

)( . 

 tCF2 stores the square sum of the time stamp values. 

 tCF1 Store the sum of the time stamp values. 

 n Stores the number data points. 

For a combination of C points, it is refer to the Microcluster as  CCFT . This summary 

information can be expressed in an additive way over the different data points. This 

makes it a natural choice for use in data stream algorithms. At a given moment in time, 

the statistical information about the dominant Microclusters in the data stream is 

maintained by the algorithm.  
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The nature of the maintenance process (explained in the following chapter) ensures that 

a very large number of micro-clusters can be efficiently maintained. The high granularity 

of the on-line updating process ensures that it is able to provide clusters of much better 

quality in an evolving data stream. 

2.4.2. Pyramidal Time Frame 

The Microclusters are store in particular moments of the streams called snapshots. Lest 

consider the current moment ct and the time duration in which the user want to make the 

analysis. The Macroclustering algorithm (that will be analyzed later as well) use the 

subtractive properties of the Microclusters stored in the snapshots ct and  htc   to find 

the higher level clusters in a history or time horizon of length h . Because it is not possible 

to store snapshots related to all the stream moments, it is need to choose particular 

moments to ensure clusters in any user specified time horizon  cc th,t  . 

In order to achieve this, it is prosed the Pyramidal Time Frame [1]. This technique is 

based on snapshots saving in different granularity level depending on how recent they 

are. The Snapshots are classified in different orders from 1 to  Tlog , where T is the 

past time since the stream starting. The order to define the granularity level in time at 

which the snapshots are maintained. The snapshots of different order are maintained as 

follows: 

 The Snapshots of i-th order occur at time intervals of iα , where α is an 

integer and 1 . Specifically ,each snapshot of the i-th order is taken at a moment in 

time when the clock value from the beginning of the stream is exactly divisible by iα . 

 At any given moment in time, only the last 1+α  snapshots of order i  are 

stored. 

Taking in consideration all these characteristics, the following observation can be 

highlighted: 

 For a data stream, the maximum order of any stored snapshot in a 

moment T from the beginning of the stream is  Tαlog . 

 For a data stream, the maximum stored number of snapshots in a moment 

T from the beginning of the stream is    T+α αlog1  . 
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 For any time windowh specified by the user, at least one stored snapshot 

can be found within h2  units of the current time. 

For this reason, it can found one snapshot within a 2 factor of any time window specified 

by the user. However, it is possible to improve the precision of the time horizon 

approximation with small additional cost. Thus, it is needed to store 1+α l  snapshots of 

order r  for 1>l . In this case, the storage requirements are    T+α α
l log1   but the 

precision of the time horizon approximation gets better substantially. In this case, any 

time horizon can be approximated to a factor of  11/1 lα+ .  

Using the easiest method, a data stream working for 100 years with a 2=α , it would 

store     95∼606024365100log12 2 +  snapshots, which is a very modest 

number for storing. In the second case, with a 2=α and 2=l it would be needed to 

store    606024365100log12 2
10 + which still is a very good result to be stored 

in memory. 

In the following picture, it can be seen an example of snapshots saving [1]. 

 

Figure 1 Snapshots saving example 

In the last figure, with a 2=α and 2=l ,  122 +  snapshots are stored. Then, at a clock 

time of 55, snapshots at the clock times illustrated in Figure 1 are stored. We note that a 

large number of snapshots are common among different orders. From an implementation 

point of view, the states of the Microclusters at times of 16, 24, 32, 36, 40, 44, 46, 48, 

50, 51, 52, 53, 54, and 55 are stored.  It is easy to see that for more recent clock times, 

there is less distance between successive snapshots (better granularity). We also note 

that the storage requirements estimated in this section do not take this redundancy into 

account. We note that in the example illustrated in the figure above, all the snapshots of 
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order 0 occurring at odd moments (not divisible by 2) need to be retained, since these 

are non-redundant. Once these snapshots have been retained and others discarded, all 

the snapshots of order 1 which occur at times that are not divisible by 4 are non-

redundant. In general, all the snapshots of order l  which are not divisible by 12 +l  are 

non-redundant. This snapshot generation rule also applies to the general case, whenα  

is different from 2. We also note that whenever a new snapshot of a particular order is 

stored, the oldest snapshot of that order needs to be deleted. 

2.4.3. On-line Component: Microcluster Maintenance 

The Microcluster phase is in charge of maintain statistic data in a high level of granularity 

for Off-line algorithm component [1].  

The algorithm maintain a total of q  Microcluster any time. The Microclusters. The 

Microcluster are denoted by qMM ...1 . Each Microcluster has an associated unique id. 

The number of Microclusters q  normally is being determined by the amount of memory 

available in order to store the Microclusters. Therefore, typical values of q  are 

significantly larger than the natural number of clusters in the data but are also 

significantly smaller than the number of data points arriving in a long period of time for a 

massive data stream. 

First, it is made the initialization of q  clusters. This is done by the on-line process at the 

beginning of the stream. At this beginning, it is stored InitNumber points on disk and use 

a standard k-means clustering algorithm to create q  initial clusters. InitNumber chosen 

depends on the complexity of q  clusters creation process. 

Then, the on-line process to update the clusters begins. Every time a new point 
kl

X

arrives, the Microclusters are updated. The points can be absorbed by existent cluster 

or can trigger the creation of a new cluster. The absorb option has preference and 

involves the minor distance calculation between the data point and the Microclusters 

centroids. The distance value between a data point and the centroid of a Microcluster 

jM is denoted by  
klj X,Mdist . This calculation is easy because the centroid is 

available in the feature vector of each Microcluster. 

Although it is found the closest Microcluster pM , the data point might not belong to that 

cluster. These cases are as follows: 
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 The data point 
kl

X is an outlier. 

 The data point 
kl

X correspond to the a new cluster initialization because 

the data stream evolution.  

In order to differentiate the two cases, more data points are needed to arrive. However, 

when a new data point arrives, it can be known whether it belongs or not to an existent 

Microcluster. For that purpose, it is used the feature vector pM  and it is decided whether 

the new data point is inside the maximum boundary of it. The maximum limit is defined 

and the t  factor of the RMSD (root-mean-square deviation) of the Microclusters points 

in pM from the centroid. In order to make this calculation, the Microcluster must have 

more than one point or be defined by a heuristic.  

If the new data point is inside the maximum boundary factor, the new point is added to 

the Microcluster taking advantage of the feature vector’s adding property. Whereas, the 

new data point is not inside the maximum boundary factor, a new Microcluster is created 

contained the data point 
kl

X .  To do that, the number of other clusters must be reduced 

by one in order to create memory space. This can be achieved by either deleting an old 

cluster or joining two of the old clusters. The maintenance algorithm first determines 

whether it is safe to delete any of the current micro-clusters as outliers. If not, then a 

merge of two Microclusters is initiated. 

With n  as the number of points in a Microcluster M y m the number of the latest data 

chosen to study, is known as relevance stamp as the calculation of the  nm 2/ -th 

percentile of the points in M  assuming that the time-stamps are normally distributed. To 

do that, it is used the information located in the feature vector of the Microcluster M , 

where also could be found the media and the standard deviation of the timestamps. With 

this calculation the recent Microcluster activity in the recent stream activity can be 

estimated. When the relevance stamp exceed that threshold δ  defined by the user, the 

Microcluster could be deleted and creates a new Microcluster with an unique id for the 

data point 
kl

X . 

When any Microcluster exceeds a threshold, the cluster unification process is initiated. 

The Microcluters that are closest between each other are chosen to form a new 

Microcluster. This new Microcluster is identified with an idlist. The idlist is the unification 



 DISTRIBUTED DATA STREAM PROCESSING FOR CLUSTERING NEAR-THE-EDGE 

22 
 

of the individuals Microclusters. Therefore, the resulting Microcluster can be unique 

identified. 

Meanwhile all the updating process already explained is being accomplish, every time a 

new point arrives, another process is executed each moment in which the time is divisible 

by iα , with i  as a natural number.  At each such time, it is store away the current set of 

Microclusters together with their id list, and indexed by their time of storage. It is also 

deleted the least recent snapshot of order i  ,if  1+α l snapshots of such order had 

already been stored on disk, and if the clock time for this snapshot is not divisible by 

1+iα . 

2.4.4. Off-line Component: Macrocluster creation 

This component allows the user to study the clusters using different time horizons. The 

Microclusters generated in the On-line component are used as an intermediate statistic 

representation, easy to maintain even for a big amount of data. On the other hand, the 

macro-clustering process does not use the (voluminous) data stream, but the compactly 

stored summary statistics of the Microclusters [1]. 

For this component, there are needed two entry data that are defined by the user: 

 The Time Horizon h  determines the amount of history which is used to 

create the clusters. 

 The Number of Clusters k  determines the numbers of clusters to be 

created.  

The Microclusters store data stream information from the beginning of their creation. The 

creation of a Microcluster could be even at the beginning of the data stream. However, 

when the Time Horizon h  is used, it is needed to use Microclusters that belongs to same 

specific time range. Thus, the algorithm uses two main properties: 

 Property 1 – Addition: Let 1C and 2C two set of points. Then, the cluster 

feature vector  21 CCCTF  is given by the sum of  1CCTF  and  2CCTF . 

 Property 2 – Subtraction:  Let 1C and 2C two set of points and 21 CC  . 

Then, the cluster feature vector  21 CCCTF  is given by    21 CCTFCCTF  . 
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Let’s consider the current moment ct and h as the time horizon specified by the user. 

Thanks to the pyramidal time frame, a snapshot close to the moment htc  can be found 

(it is always possible to find a snapshot at h'tc   where h'  is within a pre-specified 

tolerance of the user-specified time horizon). It can be denoted the Microclusters set at 

the moment htc   as  h'tS c   and a set of Microclusters at the moment ct as  ctS . 

For each Microcluster of  ctS an id list is obtained. For each id list, it search the 

corresponding Microclusters in  h'tS c   and the feature vector is subtracted. The 

Microclusters set obtained from this subtraction process are denoted as  h',tN c . These 

Microclusters are then subjected to the high level cluster process to create a smaller 

number of Microclusters which can be more easily understood by the user.  

To determine the clusters, a modification of the K-Means algorithm is used. The 

Microclusters  h',tN c  are treated as pseudo-points which are re-clustered in order to 

determine higher level clusters. 

The K-Means algorithm takes k  random points as seeds and then iteratively assign 

database points to each of these seeds  in order to create a new cluster partition. For 

each iteration, the old set of seeds are replaced by the centroid of each partition. When 

the Microclusters are used as pseudo-points some modification to the K-Means algorithm 

are made: 

 At the initialization stage, the seeds are no longer picked randomly, but 

are sampled with probability proportional to the number of points in a given micro-cluster. 

The corresponding seed is the centroid of that Microcluster. 

 At the partitioning stage, the distance of a seed from a given pseudo-point 

(or Microcluster) is equal to the distance of the seed from the centroid of the 

corresponding Microcluster. 

 At the seed adjustment stage, the new seed for a given partition is defined 

as the weighted centroid of the Microclusters in that partition. 

2.5. Apache Spark 

Apache Spark is a set of fast computational platforms designed for the big voluminous 

data sets [2]. Apace Spark has the following characteristics: 
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 It is fast: Spark implements the popular model MapReduce in order to 

support a greater type of computations efficiently, including stream processing. The 

velocity is very important when processing big amount of data might mean exploring data 

in an iterative way or having to wait minutes or even hours to obtain a result. One of the 

main reasons way Spark can be executed very fast is due to the capacity to make 

computation in memory. Thus, Spark is more efficient than MapReduce for complex 

applications. 

 General: Spark is designed to cover a wide range of work load that 

requires a separate distributed system, including batch applications, iterative algorithms, 

iterative queries and streaming. In order to support these workloads in the same 

machine, Spark combines different types of easy and affordable ways of processing, 

which is very useful when data analysis pipelines are intended to be built.  

The Spark ecosystem has multiple components closely-integrated. As a core, Spark has 

computational engine in charge of planning, distribute and monitor applications in a 

consistent way regarding a lot of computation tasks running in a set of workers machines 

or in a computation cluster. Due to the Spark engine is very fast and had been designed 

with general purpose, promote multiple high level components specialized for a variety 

of working loads, like SQL or Machine Learning. These components are designed to 

inter-operate closely between each other, allowing the combination of then in software 

project like they were just libraries. 

A closely integration philosophy has a lot of benefits. First, all the libraries and higher 

level components of the ecosystem are beneficiary of the lower layer’s improvements. 

For example, when the Spark main engine add an optimization, the Machine Learning 

libraries automatically are optimized as well. Second, the associated costs of execute 

the ecosystem are minimized, because instead of executing five or ten software systems 

independently, it only needed to execute one. These cost involves implementation, 

maintenance, testing, among others. Also when a new component is added to the Spark 

ecosystem, it will available when everybody that want to use the system. Thus, this 

simplifies the resultant changes of testing a new data analysis type, it downloads, the 

implementation and learning to just updating Spark. 

Finally, one of the best advantages of having a closely integration is the ability of build 

applications that combine different processing models. For example, in Spark it can be 

built an application that use Machine Learning to classify data in real time like it is within 

the streaming sources. Simultaneously, the result can be consulted and query in real 



 DISTRIBUTED DATA STREAM PROCESSING FOR CLUSTERING NEAR-THE-EDGE 

25 
 

time using SQL. Additionally, the data can data can be consulted using a Python Shell 

for the ad hoc analysis. Meanwhile, the IT team is in charge to maintain only one system. 

The Spark architecture is based on a MapReduce model. MapReduce is a programming 

model that allows the processing and generation of big amounts of data [3]. The process 

receives and set of key-value entry data and produce another set of key-value pairs as 

an output. MapReduce implements the calculation process with two functions: 

 Map function: this function takes an entry pair and produce an 

intermediate set of key-value pairs. MapReduce group all this intermediate values 

associated with the same key and pass them to the Reduce function. 

 Reduce function: this function takes and intermediate key and a set of 

values for this key. The function unifies these values, forming a set of values of possibly 

smaller size. Normally, a Reduce invocation return one or zero output values. 

A lot of daily task can be expressed with this model. The programs that follows this 

functional style are automatically parallelized and executed in big set of machines. In 

real time, the system is in charge of divide the data entry, planning the program execution 

over a set of machines, manage the possible failures, and handle the 

intercommunication. This behavior allows the programmers with a few experience in 

parallel and distributed systems to easy used a system resources with this characteristic. 

2.6. Spark Core 

Spark Core contains a basic functionality of Spark, including the components in charge 

of tasks like planning, memory management, failures recovery, storage system 

interactions, and more [2]. Spark Core also contains the API that defines the RDDs 

(Resilient Distributed Datasets), which are the main Spark program abstraction. The 

RDDs represents a collection of distributed objects among a lot of computational nodes 

that can be manipulated in parallel.  Spark Core provides a lot of APIs in order to build 

and manipulate these collections. The RDD offers two types of operations:  

 Transformations: they build a new RDD from a previous RDD. For 

example, a common transformation is to filter data that complies a determine predicated. 

 Actions: they calculate the result based on an RDD and it is taking back 

to the program driver or it is saved in an external system storage. An example of action, 

is the function  first that returns the first element of an RDD. 
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2.7. Spark Streaming 

Spark Streaming is Spark component that allows the processing of that streams in real 

time [2]. Data streams examples are log files generated by web servers or message 

queues that contains states updating published by the users in a web service. Spark 

Streaming provides an API in order to manipulate the data streams that is closely unify 

to the Spark Core RDDs API, getting easer the project knowledge and the switching 

between applications that handles data stored in memory, disk or data in real time. Under 

the API, Spark Streaming has been designed in order to provide the same failure 

tolerance level, performance and scalability of Spark Core. 

The same way Spark works based in RDDs, Spark Streaming provides an abstraction 

named DStreams or discretized streams. A DStream is a data sequence that arrives 

during the time. Internally, each DStream is represented as RDDs sequence that arrives 

in each time period. The DStream can be created from a variety of source entries, like 

Flume, Kafka, or HDFS. Once they are created, they offer two types of operations that 

writes data in an external system. The DStreams provides almost the same operations 

provided by the RDDs.  

Spark Streaming is based in a Micro-batches architecture, where the stream execution 

is treated as a continuous serial batch execution of little batch of data. Spark Streaming 

receives data form a variety entry sources and it is grouped in little batches. The new 

batches are created in regular time intervals. At the beginning of each time interval a 

new batch is created and any data that arrives during this interval, it is added to the 

batch. The length of the time interval is determine by a parameter called valbatchinter . 

2.8. MLLIB 

MLlib is Spark library containing Machine Learning functions [2]. It is designed to be 

executed in different clusters in a parallel form. It contains a variety of learning algorithms 

and it can be implemented using any of the programming languages supported by Spark 

(Scala, Java, Python). The MLlib philosophy and design is very simple: the library allows 

to invoke a variety of algorithms over a distributed dataset, representing the data as 

RDDs. Introduce some data specific types used by the algorithms, like points and 

vectors. 

A very important point to be consider is that MLlib only contains distributed algorithms 

that work properly in clusters. Some classic Machine Learning algorithms are not 
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implemented in this library because they were not designed to be used in parallel 

platforms. However, MLlib contains a lot of algorithms recently developed for clusters, 

like distributed random forest and K-Means. 

Therefore, MLlib was though to execute each algorithm in big datasets. If, whereas, it is 

planned to use several small data sets where different learning models algorithm and 

planned to train, it is better to use a single node library. 

2.9. Spark SQL 

Spark SQL in an interface ready to work with structured and semi-structured data [2]. 

When this kind of data is used, Spark SQL make the load and query easy tasks. Spark 

SQL support three main characteristics: 

 It can load data from a big variety of structured sources (JSON, Hive, 

Parquet, etc.) 

 It allows to query data using SQL, internally in the Spark program an also 

using external tools that can be connected with Spark SQL through database standard 

connectors (JDBC/ODBC), and also using business intelligence tools.  

 It allows a strong integration between SQL and Java/Scala/Python code, 

including the ability of join RDDs and SQL tables, expose SQL personalized functions 

and more. 

Spark SQL provides a special RDD type called SchemaRDD. Each SchemaRDD is an 

RDD formed by Row objects, representing each one in a register. The SchemaRDD 

contains the field register data. Internally, it stores the data in more efficient way than the 

RDD through the schema. Additionally, it supports new operations that are not available 

for the RDDs like SQL queries.  

2.10. Apache Kafka 

Apache Kafka is distributed streaming platform [4]. Normally, the streaming platforms 

have the following main characteristics: 

 They allow to publish and subscribe stream registers. In this case, the 

stream is similar to message queue. 

 They allow to store streams and capable to handle failures. 
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 They allow to process streams as soon as they appear. 

Kafka can be launch in a cluster machine or either in only one machine. Kafka stores the 

stream registers in categories named topics. Each stored register is composed by a key, 

a value and a time-stamp. 

A topic is a category where the registers and publish.  The topic in Kafka are multi-

subscriber. Thus, the topic can have zero o several consumers attached to it. Per each 

topic, the Kafka cluster stores a log and they can have partitions. 

The partitions are ordered data sequences in which every data has an identification 

named offset. Per each register consumed in a topic, the offset of the last register 

consumed is stored. This partitions could be distributed among the cluster servers, and 

each partition is duplicated in order to achieve failure tolerance. Each partition has a 

leader which is in charge of manage the writings and readings. Also the partitions have 

zero or more followers in charge of copy the leader.  

Kafka provides basically 3 interfaces: 

 Producer API: It allows to publish stream registers. 

 Consumer API:  It allows to subscribe to one or more topics and process 

the stream. 

 Connector API: It allows to create and execute producers and 

consumers that connect Kafka topics with applications of database systems. 

2.11. Apache Cassandra 

Cassandra is open source database project originally created by Facebook in 2007 in 

order to solve the searching issues, where big data needs to be manipulated.  

Cassandra has the following characteristics: 

 Distributed: It is a distributed database capable to be executed in 

multiple machines. 

 Decentralized:  There is no Master node. Implements a P2P protocol and 

maintain an active node list. 
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 High availability and failure tolerance: It allows to replace failed nodes 

in the cluster immediately. Additionally, the data can be replicated among several data 

centers. 

 Adaptable consistency: It allows to decide the required consistency 

level having a balance with the availability.  

 Oriented to rows: It is not rational. Represents the data structures in 

multidimensional hash tables. 

 High performance: It was designed specifically to take advantage of the 

machines multi-processing and to be executed in several machines. 



 

 

Description 
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3.1. Architecture 

The following software architecture is closely related to the Spark Framework. As it was 

previously mentioned, Spark is a set of computational fast tool capable to process big 

data. The Spark architecture is based on the MapReduce model, which is a functional 

programming model design to process big data allowing data parallel computation 

automatically and the execution on different groups of machines. 

The architecture developed for this Master Final Project is divided in three phases and 

is completely compose by 5 software components: 

 Phase 1 – Back-End: The first phase aims to take some simulated data, 

publish the data in a Kafka Bus, converts the data to DStreams and let Spark Streaming 

to subscribe that data and apply clustering algorithms using Spark MLlib. The simulated 

data will be stored in a database and will be query periodically in order to simulate the 

sending data coming from real in-field sensors. The software components involved in 

this phase are: 

 DataStreamSim: This module is in charge of taking the data from 

Cassandra database periodically and insert them in Kafka topic named 

“DataStreamSim”. Basically, this module will create a data stream that 

will be used for other modules. 

 CluStreamCore: This is one of the main components of the 

system. It is in charge of subscribe on the topic “DataStreamSim”, 

analyze the data stream and apply the Machine Learning algorithm in 

order to build a clustering Centroids. These resultant centroids are send 

them back to Kafka under the topic “ClusterData”.  

 Phase 2 – Front-End: The second phase of this Master Final project aims 

to present the clustered data in a graphical representation. Therefore, this second part 

publish the clustered data again in Kafka under the topic “ClusterData” in order to store 

it. The idea in this second part is to present a friendly on-line representation of the data 

that is being consumed and processed by the clustering algorithm. The software 

components involved in this phase are: 

 CluStreamDataGraph: This component is in charge of query the 

information stored in the Database and use the clustering Centroids 
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created in the Back-End. Once each data point has an associated cluster, 

this information is send it back to Kafka under the topic “PointsData”.  

 PointsAppConsumer: this software component is in charge of taking the 

data points and the associated clusters from the topic “PointsData”. For 

every data point it takes, it stores this information in the RethinkDB. 

 ClusterAppConsumer: this software component is in charge of taking 

the centroids from the topic “ClusterData” and store them in the 

RethinkDB. 

For every point is stored in the RethinkDB, a web socket is used in order 

to update the information in a two-dimension graph identifying each point 

cluster belonging by a different color.  

It is very important to mention that the second phase of this project (less 

than the ClusterAppCOnsumer) was only built for demonstration 

purposes and it does not form a part of a real on-line streaming 

environment since all the points are continuously being updating and 

changing and unable to be represented in graph for a real on-line 

environment. However, this second phase was made in order to 

demonstrate that the Centroids created in the first phase are truly working.  

The following figure shows the system architecture for this Master Final 

Project.   

 

THIS FIGURE IS PLACED IN THE FOLLOWING PAGE 

Figure 2 System Architecture 
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3.2. System Modeling 

The following figure shows the system model structure developed. The model is 

composed by seven main parts. 

  

Figure 3 System Model Structure 

It is important to notice that every part of this model is focused on a detailed purpose. 

The purpose of each part is explained in the following chapters. 

3.2.1. Entry Parameters 

The system has been developed with a high level of flexibility. Thus, the system can be 

needs to be configured with some entry configuration data. Modifying the entry 

configuration data, the system execution can be parametrized. The main configuration 

parameters are divided as follows: 

 Kafka Parameters: The following configuration parameters allow the 

Kafka server configuration: 

 Host: Machine where the Kafka server is located. 

 Port: Port where the Kafka server is located. Normally this port is the 

9092. 

 Topic: Kafka registers queue where the system consume data. 

 Consumer Group: Identify the consumer group. This parameter is 

needed when the system runs in a machine cluster. 
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 Auto Offset Reset: It defines the policy when the offset is lost. 

 Enable Auto Reset: Active or deactivate whether the offset is received 

every period of time. 

 Spark Parameters: These parameters configure the Spark context that 

is generated when an application is executed. The configuration parameters for the 

Spark Streaming context configuration are the following: 

 Master: Defines the URL for the connection. The local execution uses as 

much as concurrent process as cores are available by the host processor. 

 App Name: Defines the Spark application name. 

 Freq: Defines the frequency interval in microseconds in which the 

application processes the entry data. 

 Back Up Dir: It is the direction where the checkpoints are saved. 

 CluStream Parameters: the following parameters configure the 

clustering CluStream algorithm and are compose by on-line and off-line components 

parameters:  

 Number of Microclusters: Maximum number of Microclusters to be 

created after the data entry analysis.  

 Cluster Number: Number if cluster created by the off-line component 

after the Microclusters processing. 

 Alpha: Main parameter for Microclusters snapshot saving. This 

parameter is considered in the pyramidal time frame. 

 Window horizon: Defines the time interval in seconds where the clusters 

are process taking in consideration the Microclusters. 

 Number of Dimensions: Defines the entry data dimension. 

 PrecIndex: parameter also used for Microclusters snapshots saves which 

improves the snapshots approximation. 
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 Microclusters Saving Directory: Defines the directory used to store the 

Microclusters. 

 Macroclusters Saving Directory: Defines the directory used to store the 

Macroclusters. 

3.2.2. Data serialization 

This part is in charge of taking the information from Kafka and adapt it to be analyzed by 

the application. In order to take the information from Kafka, the system needs to be 

subscribed to the Kafka topic and make a query. This data will be used by the On-line 

component in order to create the Microclusters. 

3.2.3. On-line Processing 

This part is in charge of the CluStream On-line component execution. Once the data 

arrives to the system, the processing is executed in real time. For the implementation of 

this part, a Spark function package named CluStream is used. Because Spark Streaming 

works with data batches, the data processing is executed when all the data arrived in the 

time interval. 

Every time interval, the on-line processing saves the Microcluster status in a directory 

given by the user. This process also is in charge of maintain the necessary snapshots 

taking in consideration the pyramidal time frame.  

3.2.4. Off-line Processing 

This part is in charge of the CluStream Off-line component execution. This process, 

unlike the On-line process, it is not executed constantly and neither process the data in 

the moment they are available. In this case, this process is executed every certain period 

of time specified by the time horizon set by the user.  

As the On-line Processing part, this part is implemented using the CluStream package. 

Additionally, this part is in charge of send back the calculated clusters back to Kafka 

under a different topic.   
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3.2.5. Output Processing 

This system has two data outputs: The On-line processing output and the Off-line 

processing output. The first one is represented by the Microclusters snapshots and the 

second by the clusters. The Microclusters snapshots and the clusters will be stores in a 

local directory specified by the user. 

3.2.6. DataGraph Processing 

This part is in charge of calculate the cluster per data point using the clustering model 

created in the Output process. Basically, it queries the data points and use the modeling 

to calculate the cluster per each data point. Then, it takes this information and send it 

back to Kafka in order to be used to be placed in a graph. 

3.2.7. Points and Clusters Consumers 

This part is in charge of taking the centroids and clustered data points information from 

the corresponding Kafka topic, build a JSON object and store the it a RethinkDB.  

3.2.8. Data Visualization 

Per each data stored in the RethinkDB, the data visualization part will take this data and 

draw it in a graph. The centroids will be drowning under a single black color and the 

points are drowning with a different color according the cluster.  

3.3. Implementation 

This chapter aims to explain how the system components have been implemented.  

3.3.1. Common Implementations 

First, let’s explain how the system components have been implemented. The common 

structures and the strategies applied are explained as follows. 

Per each configurable part in the system, it is constants package where all the 

configurable parameters and correspondent values are defined. Inside the program, 

there are some beans structures that are configured to access to the configuration 
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parameters. Per each bean structure there is a DataManager class in charge of creation 

and loading the data from the constant package to the bean structure. 

3.3.2. Data-Stream-Sim 

The functionality of this component is based on the periodic launching of threads that in 

charge of take data from Cassandra and send them to Kafka in order to have a data 

stream simulation. In order to do that, a Java class named 

ScheduledThreadPoolExecutor is used. This class provides a thread pool and the 

capacity to execute each thread on every period of time. In this case, the period of time 

used is 1 second.  

The tasks of every thread is defined by the class TaskManager. This is the main class of 

this component. The functionality of this component also is distributed between the 

classes DataFromCassandra and DataToKafka.  

The DataFromCassandra class is in charge of collect the data from Cassandra and treat 

it. For the Cassandra connection, the CassandraCx class is used. This class make a 

connection to the Cassandra database and creates an instance of the CassandraDB 

class in order to execute queries to the database. The DataFromCassandra uses the 

CassandraDB to make queries to the Cassandra database.  

In each task, the data is query according an id range. This id range is set according the 

amount of data at the moment of the component initiation and the last id of the data 

taken. The last id of the data taken is known thanks to the tasks counter. Later, the data 

are taken are transformed in registers easy to send to Kafka. To do that, each Cassandra 

data is concatenated with separation character.  

The DataToKafka is in charge to send the collected data from the DataFromCassandra 

to Kafka. Additionally, the class Nodetask has a semaphore which initially is closed. 

When a task does not recover data, it is considered to the end of the data stream. When 

this happens, the semaphore opens, the main thread close all the connections and the 

program ends. 

3.3.3. CluStreamCore 

As already mentioned before, this is the main component of the system. This component 

implements the CluStream algorithm in order to process big amount of data streaming 

allowing the parallel processing using Spark framework. 
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As the first step of the components and the first step of any Spark implementation is to 

create the Spark context. In this case, because this system handles data streams, the 

context is created for Spark Streaming. In order to configure the context, the application 

has a constant package where all the needed configuration parameters are defined. The 

main configuration parameters are: Application Name, the Master URL, the batch size, 

among others. 

In order con make the Kafka connection and take the data, the KafkaReader class is 

used. Because this is a Spark project, in order to take the data from Kafka, it is needed 

to use Kafka API for Spark streaming. This API is in charge of take the Kafka data taking 

in consideration the micro-batches processing made by Spark Streaming. Thus, the 

CreateDirectStream() method is used in order to take information from Kafka. Besides 

taking data from Kafka, this component also is in charge of transforming the data to be 

processed by the Machine Learning Algorithm. In order to do that transformation, the 

KafkaParsing class is used. This class converts the Kafka registers into vectors, which 

is the entry data format needed for the algorithm. Additionally, the configuration 

properties for the Kafka connection are also placed in the constants package. 

The CluStream algorithm is defined in the JavaCluStream class. In order to implement 

the algorithm, the JavaCluStream use the Spark Package “CluStream” which contains 

an implementation of the CluStream algorithm. JavaCluStream mainly support two 

classes to implement the algorithm functionality: CluStream and the 

CluSteramScheduler. Thus, the implementation of the algorithm is as follows: 

 The Microclusters updating on-line process is implemented using the 

StartOnline() method of the class CluStream. This method receives the resultant vectors 

of the Kafka data transformation process. This method is executed periodically for each 

data batch. 

 The Clusters and snapshot creation processes are controlled by the 

CluStreamScheduler class.  In order to manage each process, CluStreamScheduler 

uses the Spark class named RecurringTimer. This class allows the execution of function 

periodically specifying the time intervals between these executions. Therefore, 

meanwhile the Microclusters updating process in being executed continuously, another 

processes can be also executed every time interval. The processes are the following: 

 Snapshots creation: this process is in charge of creating Microclusters 

snapshots and save them in a local directory. The class in charge of 
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implement this process is SnapshotWriter. The method SnapshotToDisk() 

of the class CluStream is used in order to create the local directory and 

save the Microclusters. The process is configured to be executed every 

second.  

 Cluster creation: this process is in charge of the clusters creation from the 

Microclusters analysis. This is part of the algorithm off-line component. 

The class in charge of this process implementation is OffLineClustering. 

The methods getMCsFromSnapshots() and fakeKmeans() are used in 

order to take the Microclusters and execute the Kmeans algorithm 

respectively. The Kmeans algorithm is in charge of calculate the clusters 

from the Microclusters analysis. The time period between this task 

execution is defined by the time horizon configuration. 

The application has a constants package where all the configuration 

parameters are set like the time horizon or alpha.  

In order to start the Spark Streaming application, the context is initiated 

using the method start(). This application will be executing constantly until 

the user force the stops. Finally, this component uses the 

DataBackToKafka in order to send back the centroids information to Kafka 

under a particular topic name. This class basically created a single 

producer using the Kafka client libraries. Besides the topic name, all the 

configuration parameters for the Kafka connection are set in the constant 

package as well.  

3.3.4. CluStreamDataGraph 

The purpose of this component is to take the data points from Cassandra database, 

evaluate them using the clustering model calculated in CluStreamCore component and 

finally send the result back to Kafka under a particular topic.  

In order to achieve this purpose, this component first set the Spark context according all 

the configuration parameters specified in the constant package.  Once the Spark context 

is set, the method predict() contained in the PredictionManager class is executed. This 

method in turn, use a KmeansModel class and the method load() form the Spark library 

in order to load the KMeans model built the CluStreamCore Component. Additionally, it 

uses CassandraDB class in order to make a connection to the Cassandra database and 
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make a data query. After that, the query response is converted to a vector (the format 

needed for MLlib) through the class RowToVector. Finally, the method of the predict() of 

the KmeansModel class is executed considering the data points vector queried from 

Cassandra. The result are the data points with the cluster information attached to each 

point.  

Finally, this component uses the DataBackToKafka in order to send back the points and 

the cluster information to Kafka under a particular topic name. This class basically 

created a single producer using the Kafka client libraries. Besides the topic name, all the 

configuration parameters for the Kafka connection are set in the constant package as 

well. 

3.3.5. ClusterAppConsumer and PointsAppConsumer 

These are the simplest component of the complete system. The ClusterAppConsumer 

and the PointsAppConsumer classes are in charge of subscribe to the topics used for 

publishing the cluster centroids and the point & clusters information respectively. In order 

to that, the NotificationConsumerGroup class in charge of the threads execution. Also, 

this class relies on the NotificationConsumerThread class which is responsible to build 

a consumer a subscribe to the respective topic. 

3.4. Application Design 

In this section, all the applications details will be explained. 

3.4.1. Functions 

As it was explained in previous chapters, this application aims to present in a friendly 

way the information regarding the clustering result process. The main idea is to present 

a graph where the centroids, points and cluster can be presented in order to evaluate 

the system results.  

The App consumers are in charge to store the clustering information in the RethinkDB. 

RethinkDB is a free and open-source, distributed document-oriented database originally 

created by the company of the same name. The database stores JSON documents with 

dynamic schemas, and is designed to facilitate pushing real-time updates for query 

results to applications [6]. 
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 For every data stored in RethinkDB, the application takes that value and placed it in 

graph. To do that, the application first make a connection to the RethinkDB and then 

subscribes to any change made to a specific table. Then, when any data is store into 

that specific table, the back-end of the application takes the value and notify the front-

end of the application using web sockets. Therefore, the front-end is no need to be 

refreshed every time a new data is stored in the database and intended to be shown in 

the graph. 

3.4.2. Database and tables 

For this project, only one database is created. This database is named “CluStreamApp” 

and contains the following two different tables:  

 Clusters: It contains all the centroids generated by the system. 

 Points: It contains all the points and the clusters generated by the system. 

3.4.3. Views Design 

In the following figure, the views contained in the Web Application are presented. 

 

 

Figure 4 Application View Design 

As it can be seen in the figure above, the Web Application was designed with three main 

views: 
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 Home Page: Contains information and logos that identifies the 

application. 

 About: Present information regarding the purpose of the application. 

 Graph: This view contains the chart where information regarding the 

clustering process is presented. 

3.5. Tools and Libraries 

In the last chapter, it is explained how the different system components had been 

developed and some libraries are mentioned. These libraries allow to add functionalities 

to the components without to develop them from the beginning. Additionally, the external 

libraries usage provides a lot of confidence since are tested and optimized for the 

massive utilization. Some of these libraries are developed enough to provide already-

built connector between some components elements (i.e. for example, between Kafka 

and Cassandra.    

In this chapter the tools are libraries for the phase 1 and the phase 2 are explained in 

the following chapter separately.  

3.5.1. Tools and Libraries for the Back-End 

The following are the tools and libraries used for the Back-End development. 

 Maven: This tool is to control and manage the software project. Basically, 

it is used for dependencies control. Each of the applications implemented in the whole 

system have a POM file. This file is created automatically when the Maven Project is 

created. Inside the POM are all the external libraries dependencies. Without this tool, 

every time the software wants to be executed, it would be necessary to first download all 

the libraries dependencies.  

 Shade Plugin: Allows to create a project with all the dependencies. This 

Plugin is used for the Spark projects (CluStreamCore and CluStreamDataGraph). By 

using this Plugin, the external libraries can be included automatically and they can be 

used when the Spark application is executed. 
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 Logs Libraries: Log4J and Log4J2 are used in order to create the log 

files. In the log files it can be found information related to all the events during the system 

components execution.  

 Kafka Drivers: In order to use Kafka, the APIs implemented by the 

system are the Kafka-Client and the Spark-Streaming-Kafka.  The first API is in charge 

of the Kafka information communication for the producers and consumers. The second 

API allows a direct communication between Kafka and Spark through the method 

createDirectStream().  

 Cassandra Drivers: In order to communicate with Cassandra, the APIs 

implemented by the system are the Cassandra-datastax and the Spark-Cassandra-

connector. The first one is the API developed by Cassandra and it allows to make a 

connection to Cassandra and make queries to the database. The second API is an 

adaptation of Spark in order to work directly with Cassandra. Basically, this API allows 

to access the data stored in Cassandra. 

 Backhoff-CluStream: This library contains an implementation of the 

CluStream library. Basically, this class contains the class CluStream. This class is part 

of the function core of the system [7]. 

3.5.2. Tools and Libraries for the Front-End 

In order to develop the application, the following tools, packages and frameworks 

were used. 

 Tools and toolkits 

 Node JS: It is a JavaScript runtime used to develop the front-end and 

back-end of the Web Application. In order to know how to download, 

install and get started with NodeJS please consult the official Web Site 

[8]. 

 Visual Studio Code: It is the source-code editor used to write the 

JavaScript code for the Web Application. In order to know how to 

download, install and get started with Visual Studio Code please consult 

the official Web Site [9]. 
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 Bootstrap: It is open source toolkit for developing with HTML, CSS and 

JS. For this project, the different types of components were used (i.e. 

Alerts, Carousel, Cards, Navbars, Jumbotrons, and Containers). In order 

to know how to download, install and get started with Bootstrap please 

consult the official Web Site [10]. 

 CSS UI Gradient: It is tool that contains different types of background 

gradient colors and can provide CSS code for corresponding gradients. 

In order to know how to get started with UI Gradients please consult the 

official Web Site [11]. 

 ChartsJS: It is a tools that contains pre-defined charts in JavaScript ready 

to use. This tool has been used in the Web Application project for create 

the Temperature and Humidity Charts. In order to know how to get started 

with ChartsJS please consult the official Web Site [12]. 

 Libraries 

 JQuery: It is a JavaScript Library to simplify the HTML DOM tree traversal 

and manipulation, as well as event handling. Mostly, this library was 

applied for a good operation of the Bootstrap toolkit. In order to know how 

to download, install and get started with JQuery please consult the official 

Web Site [13]. 

 Modules 

 Path: It is a NodeJS module capable to search paths. Internally, it has 

some methods like join which is capable to merge two different sources 

and create a path. 

 Express-handlebars: It contains the template engine for handlebars. 

Basically, it will be used in the Web Application development for reuse 

part of the main html code (i.e. headers, footers, css styles, etc.) in the 

rest of the project handlebars views and layouts. In order to know how to 

download, install and get started with Handlebars please consult the 

official Web Site [14]. 

 Framework 
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 Express: It is a web application framework for NodeJS released as a free 

open-source software. Indeed, it was used as the framework for creating 

the Web Application for this project [15].  

3.6. Set Up 

This chapter aims to explain the configuration needed in order that the system can work 

properly. Additionally, the environment specification will be detailed. 

3.6.1. Computation Environment 

It is important to mention that; a single machine was used for the system implementation. 

The characteristics of the machines are: 

 Ubuntu 16.04 

 64 bit operating system 

 Intel Core i7-4700HQ 2.4GHz 

 16 GB RAM 

Additionally, it is important to mention that not all the software environment was installed 

and configured within the single machine as a host operating system. Only Kafka was 

implement in the host operating system of the single machine because it was already 

installed, but Kafka and Spark were installed in two separate Virtual Machines: 

 Virtual Machine 1 – SparkT: This virtual machine was used in order to 

install and configure Spark. It has a two core processor, 4 GB of RAM, 40 GB of storage 

and Ubuntu 18 as the operating system. 

 Virtual Machine 2 – Cassandra: This virtual machine was used in order 

to install and configure Cassandra. It has a one core processor, 4 GB of RAM, 15 GB of 

storage and Debian as the operating system. 

As a summary, the following figure shows the computation environment and the network 

specifications used to implement the system. 
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Figure 5 Computation Environment 

As it can be seen in the figure above, the single machine (the host machine) and the two 

virtual machines are configured to work in the network 192.168.56.0/24. It is important 

to mention that all the configuration parameters of Spark, Cassandra and Kafka were set 

according this network design. 

Finally, the virtualization software used to build and configure the Virtual Machines is 

VirtualBox. [16]  

3.6.2. Databases Configuration 

The first step is to download and install the Cassandra database. To know how to 

download and install Cassandra please check the instructions in the official web [17]. 

Once the download is done, it is needed to decompress the file and to run the database. 

Before to run the database, it is very important to configure the Cassandra configuration 

file named Cassandra.yaml. Once the configuration file is ready, the next step is to 

configure the Path and run the Cassandra database. 

Once Cassandra database is working, the next step is to configure the keyspace and the 

table name, and insert the data. The easiest way to do that is using the of database 

client. Therefore, a database client named Dbeaver had installed [18]. 

The next step is to connect Dbeaver to the Cassandra database. In order to do that, the 

IP of the host that has Cassandra installed and the port need to be provided. In this case, 
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the IP used for this connection is the 192.168.56.106 and the port is the default port 

9042.  

Once the Dbeaver is connected to Cassandra, the next step is to create keyspace for 

the dataset. In order to do that, it is needed to open the Dbeaver SQL editor and type 

the following command structure. 

CREATE KEYSPACE KeyspaceName 

The next step is to create the table where the database will be stored. In order to do that, 

it is needed to type the following command structure in the Dbeaver SQL structure. 

CREATE TABLE tableName ( 

id int PRIMARY KEY, 

firstColumn type, 

secondColumn type ); 

For this project implementation and taking in consideration the dataset used (it will be 

explained if following chapters), the keyspaceName is set as “streamdata” and the table 

name is set as “s1”. Additionally, because the dataset only has two dimensions, the 

firstColumn and the sencondColumn were set as floats type variables and named “x” 

and “y” respectively.  

3.7. Kafka Configuration 

This chapter aims to explain the step needed to follow in order to configure the Kafka 

streaming server.  

The first step is to download and install the Kafka streaming server. To know how to 

download and install Kafka please check the instructions in the official web [4]. Once 

Kafka downloaded, it is recommended to configure the path. Then, the Zookeeper server 

needs to be initiated. The following command structure can be used in order to initialize 

the Zookeeper. 

zookeeper-sever-start ZookeeperProperties 

The ZookeeperProperties can be found on the config/zookeeper.properties.  
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Once the Zookeeper is initializing, it is needed to also initialize the Kafka server with the 

execution of the following command structure. 

kafka-sever-start KafkaProperties 

The KafkaProperties can be found on the config/server.properties. 

Know the Kafka server is activated and the next step is to configure the topics with the 

execution of the following command structure. 

Kafka-topics -create -zookeeper IP:ZookeeperPort -replication-factor factorReplication -

partitions ParitionsNumber -topic TopicName 

For this project, the IP and the ZookeeperPort had set to 192.168.56.1 and 2181 

respectively. Also, the no replicas and no partitions were considered for this project. 

Thus, both factorReplication and ParitionsNumber were set to 1. Finally, three topics 

were configured for this project: DataStreamSim, ClusterData and PointsData. 

3.7.1. Spark Configuration 

This chapter aims to explain the step needed to follow in order to configure Spark.  

The first step is to download and install the Spark. To know how to download and install 

Spark please check the instructions in the official web [18]. Then, the configuration file 

config/spark.config needs to be configured according to the IP address of the network.  

Finally, in order to execute the CluStreamCore and CluStreamDataGraph it is needed to 

execute a Spark application. In order to do that the following command structure can be 

executed. 

Spark-submit NameJar 

The NameJar are the names of the CluStreamCore and CluStreamDataGraph after 

compile the Java code. This process can be done executing the following Maven 

compilation command placed on the directory where the Java code is placed. 

mvn clean install 

3.7.2. Versions 

The following table shows the version of the main software environments: 
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Software Environment Version 

Kafka 2.11 

Cassandra 2.1.1 

Spark 1.6.3 

Table 1 Software environment versions 

3.7.3. Dataset 

The dataset used for this project is a synthetic dataset [19]. This dataset has two 

dimension 5000 registers. This registers have 15 clusters and are distributed as follows: 

 

 

 

 

 

 

 

 

 

Figure 6 Synthetic dataset  
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4.1. Experiments 

In order to make a test with the synthetic dataset, the following main configuration 

parameters were used: 

 Microclusters Number: 150 

 Clusters Number: 15 

 Windows Horizon: 150 

 Alpha: 2 

According to the synthetic dataset, naturally the number of Microclusters 

are 15 and that is why the Cluster Number parameter is configured at 15 

as well. Additionally, it is also very important to notice that the Windows 

Horizon is set at 150. This means that every 150 seconds the Off-line 

component will be activated.  

Within all the configuration, the following experiments were made: 

 Off-line Component activation: the purpose of this experiments is to 

demonstrate the Time Horizon application. The time window set for data collection needs 

to be applied according the Windows Horizon. After the system execution, the Time 

Horizon starting and ending will be checked in the screen shots and they will be 

compared to the Windows Horizon. 

 Snapshots order: This experiment aims to demonstrate the snapshots 

order saving according the Pyramidal Time Frame. During the system execution, the 

process will be manually stopped at 60 seconds approximately and the Microcluster 

directory will be checked. The Snapshots stored in the directory must comply with the 

Pyramidal Time Frame principle.  

 Centroids graph representation: This experiment aims to demonstrate 

the correct operation of the graph application by showing the centroids represented in 

the graph. The centroids quantity needs to be exactly the same number as the Cluster 

Number configured parameter.  

 Cluster graph representation: This experiment aims to decorate the 

correct cluster assignment for each data point presented in the synthetic dataset by 
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showing the graph application. Each cluster must have at least one or more points 

assigned to it. 

4.2. Results 

This chapter aims to explain in detail the results of test the whole system with the 

implementation of the synthetic dataset. In this chapter, concepts like window horizon, 

snapshots and clustering will be demonstrated using the synthetic dataset.  

4.2.1. Off-line component activation 

The following figures show the moment where the time horizon begins and ends. 

 

Figure 7 Time Horizon Start 

 

Figure 8 Time Horizon Stops 

 

As you can see in the above figures, the moment when the Time Horizon begins is at 

19:12:30 and the the moment when the Time Horizon ends is 19.15.00 coinciding with 

the 150 seconds configured for the Window Horizon set for this experiment. 
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4.2.2. Snapshots order 

After the system execution for about 61 seconds, the system executed was stopped and 

the Microcluster directory contained the following information: 

 

Figure 9 Microclusters Directory 

As it can be seen in the figure above, the states of Microclusters at times 8, 16, 24, 28, 

32, 36, 40, 44, 46, 48, 50, 52, 53, 54, 55, 56, 57, 58, 59, 60 and 61 are stored. It is easy 

to see that for more recent clock times, there is less distance between successive 

snapshots.  

In order to probe the correct Microclusters storing, the Pyramidal Time Frame was 

manually calculated as it can be seen in the following table. 
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Order Snapshots 

0 53     55     57     59     61 

1 46     50     54     58     44 

2 60     52     44     36     28 

3 56     40     24     8 

4 48     32     16 

Table 2 Snapshots Orders 

The figure above demonstrates that the snapshots are stored according the moment and 

the quantity needed in order to comply with the Pyramidal Time Frame principal. It is 

important to mention that this method also controls the snapshots duplication within the 

order levels. 

4.2.3. Centroids graph representation  

The following figure shows the centroids calculated in the On-line CluStream component 

and are represented with a black point. 

 

Figure 10 First Centroids Graph representation 

As it can be seen in the figure above, there are 15 points representing the 15 Clusters 

and they are spread according the points clouds placed in the synthetic dataset. It is 

important to mention that the Window Horizon was set to 150. This means that, every 
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150 seconds the Off-line component starts and the Centroids are produced taking in 

consideration the newest data arrived to the system. After 300 seconds, a new 15 

Clusters were created. 

  

Figure 11 Second Centroids Graph representation 

In following chapters, the positioning of the centroids will be discussed.   

4.2.4. Clusters graph representation 

Whenever the points arrive to the Graph application, it will draw each point in the chart 

with a color depending on the cluster where it belongs. The following figure shows the 

clusters assignment to each data point of the complete dataset.  

Figure 12 Clusters Graph representation 
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As it can be seen in the figure above, every data point of the synthetic dataset is placed 

in a cluster represented by a different color. In total, there are 15 different clusters that 

are represented by a point and a group of point attached to a cluster. 

Additionally, it is easily to see that not every cluster has been formed according the 

nature point grouping. Indeed, there are some cluster where the centroid is placed at the 

middle of two groups of points, and there are some groups that have two different 

centroids forming two different clusters. These behavior is totally normal since the 

system is based on a non-supervised clustering algorithm as K-means and the centroids 

are placed randomly and adjusted according the dataset.  

 



 

 

Conclusions 
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5.1. General Conclusions 

This Final Master Project implementation has been elaborated with the intention to build 

a streaming End-to-End system focused in the on-line data generation, the data 

streaming processing and the data graphical representation in order to take decisions in 

real time. Taking this in consideration, the following conclusions were reached: 

 A System environment like this could be implemented in real IoT 

scenarios where the data is generated directly from sensors, where the streaming data 

and on-line data analysis is requested, the edge nodes can have some computational 

power and the distributed computation is also needed. These scenarios could include 

(not restricted): fraud detection, ride-share data analysis, call record detail analysis, 

automatic clustering of IT alerts, among a lot of others possibilities.  

 The main advantage of having a streaming data analysis system like 

CluStream, is the power to analyze and present on-line result of a current phenomenon. 

This can guide to the user to take accurate and on-time decisions oriented to solve a 

problem quickly. This type of systems could change the decision making approach in IoT 

solutions where the data are analyzed within the events occurrence.  

 It is important to have in mind that not all the IoT scenarios are suitable 

for this kind of streaming data streaming analysis systems. Some systems need to collect 

a lot of data during a long time period in order to make an analysis and make a decision 

accordingly. However, for those systems that requires to make a quick decision, a 

system like this might be attractive. 

 The Window Horizon parameter needs to be set according to the scenario 

characteristics. It should be considered the time needed to collect sufficient and 

conclusive data to make an accurate clustering. Sometimes, this time expended to 

collect the data might be too long because the scenario characteristics it-self. In that 

case, it might be considered to handle data in batch instead of having a data streaming 

analysis system. Additionally, the data stream might have a recursive behavior (cycles). 

That means, when a data is being collected, the moments where the cycles ends should 

be well-known. Otherwise, the data streaming collected might have not enough 

conclusive information and the clustering result might not be useful for decision making.  

 By using a synthetic dataset, the number of clusters were well-known. 

However, this is not a characteristic of the data streaming systems. There is an 
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uncertainty that characterize a non-supervised algorithm like k-Means. Because of that, 

a previous analysis need to be done in order to have some intuition regarding the cluster 

numbers needed for an accurate analysis. Additionally, it is recommended for the user 

to have a previous knowledge regarding clustering algorithms in order to understand the 

clustering information and reach appropriated conclusions. 

5.2. Personal Conclusions 

In the personal field, the following conclusions were achieved. 

 I had the opportunity to dig deeply in Spark, especially for those Spark 

components I did not have any experience. Spark is a great tool for distribute 

computation and I think is a tool that I might use in the future.  

 Kafka also is a very interesting tool specially for data streaming and for 

systems information interchange. I also think that I will keep using this tool in the future 

projects. 

 Regarding the CluStream algorithm, I had the opportunity to understand 

deeply the algorithm and to realize how to make a data analysis using data streaming. 

My previous knowledge was oriented to the batch data analysis and I did not have 

knowledge about how to make similar analysis for streaming data.  

 In general, this Final Master Project helped me to understand my 

knowledge regarding all the field treated during the project. It was a very helpful tool to 

deeply understand Spark, Kafka, CluStream and data streaming analysis. 

 

5.3. Future Work 

The following future work is proposed starting from this Master Final Project. 

 Implement a real dataset related to IoT. Instead of applying the synthetic 

dataset to the system, it might be interesting to implement this system with a real dataset 

related to an IoT scenario. 
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 Implement the system within a machine cluster. It might be interesting if 

we can apply the system proposed in this Master Final Project to Edge nodes with 

enough computational power. 

 Adapt the Graphical Application to the IoT scenario in order to provide 

accurate information specially related to the scenario. 
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6.1. Budget proposed  

Because this Master Final Project doesn´t have any Hardware component and the 

Software components used are open source and does not requires any License, the final 

cost is mainly associated with the implementation of this project is only related to working 

development hours. The following table shows the budget needed to the implementation 

of this Master Final Project. 

Item Total Hours € /Hour Total 

Back-End 

Development 

320 150 48000 

Front-End 

Development 

160 150 24000 

Graphical App 

Development 

50 150 7500 

Total Budget 79500 

Table 3 Dubget Project 
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