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Common Objective To have fun while creating structures and
landscapes together

Individual Objectives Not specified. Users may distribute the work while
playing

Number of Users Unlimited
Location of the
Collaboration Mainly local

Involved Devices Computer, HoloLens and iOS devices

Collaboration Model

Unconstrained model, users will have to agree the
actions. This is done to mimic the operation
model of the original Minecraft. Turn-based model
also makes sense in this context

Temporality Real time

Interaction Capabilities
All users have the same capabilities: selection
of the tool to be used and selection of a point
in the voxel world to apply the tool action

AR Content Alignment The content alignment is done through 2D,
physical marks

Table 5.3: Features of the voxel-world game prototype

be presented in more detail.

1. Communication service configuration: The first step consists of launch-
ing the artifact that represents the Communication Service. In this case it
consists of a Node.js application that has to run on a computer. This is one
of the artifacts that have already been generated when designing SARA and
therefore do not require implementation.

2. Implementing the main logic of the application: The second step is to
create the application logic which, as has been said earlier, will be a voxel-
based creative game. At this point, it is also possible to reuse an application
already implemented, in order to adapt it to collaborative AR. All this logic
will be grouped within a SARA Client, which also incorporates the Session
Manager component used for establishing the communication. To implement
this point, the first step is to import the SARA library, which has already
been generated and do not require intervention. Once done that, it is the
turn to set some basic information within the SARA adaptor instance, such
as the IP of the Communication Service, the Session to connect to as well as
the format to be used for the session updates. When the application runs, the
SARA instance will generate the required events to connect this client to the
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Figure 5.15: Overview of the five steps in which the process of developing with
SARA is divided

selected session. At this point, this client, the provider is able to send events
to the CS. It is labeled as provider because it will inject the AR content to the
session. Once launched, it will make a general scan of all the elements within
the Unity Scene, in this case the voxel world. From there, the updates of the
session nodes would be generated when some element in the scene changes.
Additions and removals of cubes in the world will also generate update events,
so all participants will receive the new state of the world. Figure 5.16 shows a
screenshot of the Unity application with a small terrain already generated.

3. Creating the SARA Clients and enabling user interaction: For the
third step it is required to create the clients that will be used by the other
participants, the consumers. To simplify, in this case we are going to stick to
only two devices; a HoloLens device and an iOS one. Through these clients,
users can see the session representation by means of AR. The implementation
of this point is similar to that of the previous one. On either platform (Unity
for the HoloLens and ARKit for the iOS one), the first step for generating the
application is to import the SARA artifact. After setting the required param-
eters, the application is ready to receive the update events and to generate
the proper AR representation. In both cases it is necessary to establish some
way to detect user interaction with AR elements. One possibility is to detect
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Figure 5.16: Screenshot of the Unity implementation

user gestures (hand gestures in HoloLens and touches on the screen in the
iOS client) at any time and if she is pointing to an AR element, then gener-
ating an Interaction Event. Another possibility is to add listeners to the AR
elements themselves (GameObjects in Unity and SCNNodes in ARKit) with
only the elements having these listeners generating those events. Finally, the
functionality described up to this point is common to all SARA clients, i.e. it
is independent of the application and could be used for any context.

4. Adding specific logic to SARA Clients: The fourth step is to implement
the specific logic of the application for the users’ clients. This point will be
completely dependent on the application. In the example of voxel-based game,
it is necessary to offer the users an interface from which they can select tools to
use them. For example, in the case of the iOS client, a toolbar can be exposed
to the users from where the action to be used is selected. After that, a cube
is added at the point of the world that the user has touched. In the HoloLens
case, the choice of the tool must be adapted to the form of interaction of that
platform (e.g. voice commands, 3D tool palettes or 2D overlays may be used).
Figure 5.17 shows a screenshot of the iOS client. From the tools in the bottom-
left corner of the figure the user may select the tool to be used. Figure 5.18
on the other hand, shows a capture taken from the HoloLens, which in this
case only receives the status of the session and has no interaction capabilities.
Thus, the HoloLens participant can only inspect the AR content.

5. Selecting and applying the Collaboration Model: The fifth and final
step is to establish the Collaboration Model that the session will present. In
the voxels example, several possibilities are viable. For example, it is possible
to use a Turn-based model, which will only allow the user who has the turn
to make changes on the world. Another possibility is to limit the interaction
capabilities of the users, allowing only one user to add cubes and another one
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Figure 5.17: Capture of the voxel-based prototype taken from the iOS client

Figure 5.18: Capture of the voxel-based prototype taken from the HoloLens client

to only delete them. But it is also possible to set aside any rule by choosing
the Unconstrained model. In that case, all participants may add and remove
cubes from the world at their will, in a manner similar to the original version
of the game where no control was performed.

In summary, in step 1 we launch the Communication Service which will allow
the rest of the system to work. In step 2 we implement the application logic and
prepare the connection with the SARA platform. With step 3, users’ clients are
generated, through which they will be able to see the AR content that represents
the session status. In step 4, if required, the specific logic of the users’ clients is
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Figure 5.19: Overlay of a collaborative session between three clients: a Unity client
on PC and two iOS clients

implemented, which will depend on the scope of the application. Finally, in step
5 we select a Collaboration Model for the session that will make the appropriate
regulation of the events of the session.

To conclude with the presentation of the voxel-based prototype, Figure 5.20
shows a sequence diagram in which the functionality of the prototype has been
represented as in Section 5.4.4.

5.7. Summary
This chapter has been centered on SARA: An Architecture for Shared-Augmented

Reality experiences and Applications. As the name suggests, SARA aims to facili-
tate the development and deployment of multi-user collaborative applications based
on Mixed and Augmented Reality. Thus, SARA allows multiple users to connect
to collaborative AR sessions and to inspect and interact with AR elements. SARA
has been built based on the microservices philosophy, which gives it great flexibility
in terms of deployment and when adding new features. In this thesis SARA has
been faced from an academic point of view, prioritizing the clarity of the presented
components rather than the efficiency. Even so, SARA has proven useful in speeding
up the development of several prototypes on it.

First, thanks to the artifacts generated during the implementation, SARA not
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only speeds up the development of new applications, but she also allows to adapt
non AR-based applications and without collaborative capabilities and giving them
these functionalities. This can be done by selecting those applications in step 3 of
Section 5.

Second, SARA easily integrates multiple Augmented Reality platforms into col-
laboration, such as HMDs, Hand-held devices or conventional computers. Likewise,
we have seek to make it independent of the framework and development platform
used. Thus, that choice relies in the hands of the developer.

Third, SARA facilitates the orchestration of collaboration between multiple users
by means of Collaboration Models. These models are defined by a series of rules that
manage both the visualization and the interaction with AR elements. This thesis
presents an initial set models obtained after the analysis of the related literature. By
implementing new applications with SARA, these models can be directly selected
and imported in the collaboration Session. In this line we hope that over time new
models of collaboration will develop, creating more possibilities.

Fourth, In order to manage the exchange of information between all the compo-
nents, SARA relies on Events. Broadly speaking, three types of events have been
identified: i) Information events, which are used to update the status of the ses-
sions, ii) Interaction events, which create an abstract layer of user actions with the
Augmented Reality elements and iii) events used for appliqueing the Collaboration
Models.

Facing the future, the transmission of these events can be optimized, for example,
by changing the format from a verbose one such as the used JSON, to binary one,
which is more concise. The encryption of the content included in these events should
also be considered, in case they contain sensitive information.

Regarding the process of development of applications, we have designed a pipeline
based on 5 large blocks, three of which are common for all applications: i) the Com-
munication Service, ii) the client application template that already contains the
basic functionality of connection with SARA and iii) the selection of the Collabora-
tion Model. If SARA is not used, the development of multiple applications would be
a completely independent process between them, with many redundant components.
Thus, Figure 5.21 compares the development based on SARA and without using it.

As can be seen in Figure 5.21, steps such as the creation of the service and the
communication protocol are already integrated as standard in SARA. This, for those
developers not specialised in the creation of multi-user AR applications, makes a big
difference. Let us provide an example in which SARA may be used for the creation
of a teaching application. Thus, the teacher could generate the 3D AR content using
the program or environment that best manages. Then, by using SARA, that same
content could be easily shared with students, both in a classroom and remotely. In
this situation, students could be asked to interact with the AR elements. It would
also be possible to save all the changes made in the state a Session, as a tutorial,
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which later another student could access on demand.
As a second example, SARA could be adapted to the most used 3D editing

programs today, such as Blender. In this way, the creation process could become
improved by seeing the progress in real 3D. But the possibilities do not stop there.
By using SARA, a collaborative factor could also be added to the process of creating
3D content. This context could be applied to BIM (Building information modeling)
processes or interior decoration among others. As a third and more hypothetical ex-
ample of the possibilities of SARA, we would like to suggest the e-sports. Nowadays,
entertainment venues based on e-sport broadcasting are booming. Let us imagine
that in addition to the video transmission on the traditional screens, users could see
on the table a 3D representation of the game terrain. On that representation, the
position of the characters in play and more advanced information (e.g. statistics)
would be displayed. Let us also imagine that users could select those characters
and watch detailed information on demand. As can be seen, the possibilities and
potential of SARA are enormous.

Facing the production stage of future versions of SARA, it is vital to introduce
some kind of lag compensation mechanism. This functionality is nowadays widely
used in online systems and it has been extensively studied, so their functionality can
be easily introduced in the SARA mechanisms.
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Figure 5.20: Sequence diagram that illustrates the voxel-based world prototype

128



5.7 – Summary

Figure 5.21: Comparison of the development of collaborative applications AR with
and without SARA
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Chapter 6

ENHANCING INTERACTION
WITH AUGMENTED REALITY
THROUGH MID-AIR HAPTIC
FEEDBACK: ARCHITECTURE
DESIGN AND VALIDATION
WITH USERS

Swish and flick

Professor Filius Flitwick

6.1. Context and Motivation
Augmented Reality (AR) has become a mature technology in recent years. In its

most basics, AR consists of combining digital information overimposed in the real
world. This technology has been incorporated in specific Head-Mounted-Displays as
well as more popular and generic devices such as smartphones. Thus, the interaction
with AR content has been adapted to the device in use. For example, the usual
interaction method in hand-held context is touch-based while in wearable devices
such as HMDs is gesture and voice based. In fact, although HMD devices allow for a
more natural exploration of Augmented Reality content disposed on the real world,
there are still some open fronts.
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In the context of human-computer interaction, the term natural interaction nor-
mally encompasses three objectives: offering a smooth interaction, which is easy
and evident for the users. This concept of natural interaction has been extensively
studied in the literature for general purposes (Chu and Begole, 2010) and for Aug-
mented Reality in particular (Aliprantis et al., 2019). From these works, it can
be stated that natural interaction is a subjective concept given that different users
have different backgrounds, experiences and expectations. Two main currents for
AR interaction has been proposed in the literature: gaze-based and based on direct
manipulation.

On the one hand, gaze has been used for managing the visibility of the AR
elements (Nilsson, 2007) and creating AR annotations (McNamara and Kabeerdoss,
2016). (Lee and Hui, 2018) presented a detailed survey about interaction method for
HMD, which emphasizes touch and touch-less based interaction. On the other hand,
direct manipulation entails actions like touching and moving. With this objective,
the use of hand gestures has been widely proposed and its usefulness has been highly
proven (Billinghurst et al., 2009; Lee et al., 2010). Likewise, the preference towards
certain gestures by users has also been addressed in previous works (Piumsomboon
et al., 2013).

Despite these previous studies, interaction with AR content is still not completely
natural, and this is mainly due to a key component that has not been systematically
integrated into the interaction process: tactile feedback. Thus, the concept of haptic
feedback promises to tear down the boundaries between the virtual world and the
real one. Regarding this concept, the combination of haptic feedback and haptic
feedback can be positioned as a middle ground between precision and comfort and
its advantages have already been addressed in the literature (Morris et al., 2007)

The aim of this Chapter is mainly to study the degree of enhancement of the
interaction with AR elements through haptic feedback, emphasizing mid-air haptic
devices. Thereby, first we will introduce the concept of haptic representation of
AR elements and we will introduce the concept of Harptics, which combines AR
and haptic feedback. Next, we will present our HARP architecture, which has been
raised to facilitate the development and deployment of harptic experiences. Next,
our user study will be presented, which has been based on two use cases, i.e. two
prototypes developed with the HARP architecture.

6.2. Harptics: haptic representation of an
Augmented Reality element

Ideally the haptic representation of an AR element should coincide with the
“physical” features of that element. Some examples of these features may be the
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size and volume of the element, the textures that are visible by the user or the weight.
However, in real world this kind of representation is limited by the technology in
use. This feature representation really suits for those haptic devices that provides
the haptic feedback on the user hand, like gloves or mid-air, since users have a pretty
clear idea of how to explore items with their hands. However, other haptic devices
like wristbands or those devices that are based on the emission of vibration sequences
have a slightly more abstract interpretation. Nowadays everyone has had vibration
activated on smartphones and has perceived on messages income. Nevertheless, how
could we convey the physical characteristics of an AR element using only vibration?

To begin, let us take as a starting point those devices that are based on the
representation of haptic information located in the real world: mid-air devices and
haptic gloves. In general, mid-air devices use haptic points located over the device
to deliver the feedback. Both, ultrasonic-based (e.g. Ultrahaptics) and air-vortex-
ring based devices use that same representation. The final objective is then to
combine several of these haptic points to generate the haptic representation of the AR
element. However, there is an issue regarding the precision of that haptic feedback.
In general, the haptic points will not be perceived by the users as sharp points.
Instead, they may be perceived as halo centered on the point position with an
unknown radius. Figure 6.1 illustrates this problem. On the left of the Figure, the
sharp point as would be ideally perceived. On the right of the Figure appears a
similar situation to the real world one. Both the intensity of the feedback associated
with the point and its limits would not be well defined.

Figure 6.1: Illustrating the halo problem when representing haptic points with mid-
air technology

In devices such as haptic gloves, it is normal to generate the haptic representation
of the element in question when the user’s hand comes into contact with its surface.
That feedback is generally more precise and focused than in the case of mid-air
devices. The objective may be translated to the following one: to combine several
fuzzy, haptic points to mimic the physical characteristics of an Augmented Reality
object. We have labelled this combination of AR and haptics as harptics.

We have made the assumption that any 3D Augmented Reality element can be
represented as a 3D model. Thus, they will be represented by grouping vertices and
faces among them. Taking into account the objective of the haptic representation
and the haptic experience to be given due to the final service goal, several possibilities
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are viable for generating the haptic feedback. Thus, we make a division into two
large levels: high-fidelity representation and feature based representation.

On one hand, the main objective of the high-fidelity representation is to provide
a haptic representation as accurate as possible to the physical features of the AR
asset to be augmented. In particular, we have contemplated its most basic fea-
tures: volume, size and shape. More advanced ones such as textures or weight have
been set aside due to technology limitations. Thus, volume, size and shape will be
represented by means of the vertices and the faces of the 3D model. This kind of
representation really suits in those situations in which is expected for the user to
explore a haptically augmented AR object either to just perceive its characteristics
or to alter it in some way (e.g. to resize it). We present three different strategies to
generate this representation, according to the amount of haptic information added
to the augmentation process:

Vertex-based: In this representation only the vertices of the digital element are
taken into account for the representation. Thus, the user may perceive their
position, but no information is provided between them.

Edge-based: In addition to representing the vertices of the 3D model, in this
case also the limits of the model’s faces will be haptically represented.

Volume-based: Finally, in this case the vertices and faces are represented, but
also the surface of the faces and even the interior of the figure.

On the other hand, feature-based representation aims at approximating the 3D
model to one or several haptic points, setting aside fidelity. Thus, this kind of
representation is especially appropriate for those 3D models that are small enough
and which details may go unnoticed for the user. Hence, instead of representing all
the vertices, and faces of the 3D model, they are translated to a single point which
may be calculated using the centroid of all its vertices.

Figure 6.2 shows a comparison between both representations. On the left side
(a) of the Figure, the high-fidelity representation is illustrated. Thus, a cube and an
icosphere are represented using their face information while the haptic vertices are
represented as the small spheres. On the right side (b) of the Figure, the feature-
based representations is illustrated. In this case, a 3D cube has been represented with
different sizes. The sphere at the center of each points represents the haptic point
to which the whole figure has been translated, which in this case is the centroid. As
can be seen in the Figure, the smallest cube is almost filled with the haptic point
(represented as the sphere), while the others two are not. Thus, the smaller the 3D
model is, the better this representation fits the 3D model.
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(a) (b)

Figure 6.2: High-fidelity and feature-based haptic representations of a model: (a)
High-fidelity representation; (b) feature-based representation.

With the aim of illustrating both representation possibilities in practice, two
prototypes will be presented in Section 6.4. The first prototype, which is called
Haptic Inspector make use of the high-fidelity representation. In that application,
users can explore harptic elements and hence it is desired to give them as much
details as possible. The second prototype, the Simon game uses the feature-based
representation. This is done because haptic feedback is used here to represent the
location of four AR buttons and advice the user when those buttons are being
pressed. Thus, the details of the buttons’ geometries stay aside, since they are not
so important.

In summary, this kind of haptic representation can be directly used for mid-
air devices as well as haptic gloves, since they have a similar interpretation of the
haptic feedback. Besides that, this way of understanding haptic representation is
also applicable to those devices that provide the haptic feedback by means of physical
elements. One example of this kind of systems is the Materiable System (Nakagaki
et al., 2016), which uses vertical, physical bars that a user can touch with her hand.
But apart from these, this kind of representation can be also used for those devices
that do not give haptic feedback located in space. Let us take as an example a
haptic wristband that is being worn by a user, who is using her hand to explore an
AR element shown by a Head Mounted Display. This system may detect where the
tip of the user’s finger is, and it collides with the AR representation to then vibrate.
More details about how these representations would be generated are presented in
Section 6.3.2.2.
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6.3. HARP: An architecture for
Haptically-Enhanced AR Experiences

6.3.1. Data model, SARA integration and architecture
overview

The HARP architecture has been designed on the SARA one exposed in Chapter
5 with some modifications. In summary, the haptic management is controlled by
a SARA Client, which can be seamlessly integrated into that architecture. Thus,
the only important component of SARA for the HARP architecture is the Commu-
nication Service. The remaining services can be set aside for the moment. Figure
6.3 shows a block diagram of the combination of a HARP Client (which is the
adaptation of the SARA Client) and the Communication Service.

Figure 6.3: Minimum combination of a SARA client with haptic support and the
Communication Service

Since the system that supports the clients and their communication is the same
as SARA, the data model in this case is exactly the same. That means that the 3D
Augmented Reality content to be haptically enhanced is stored within a Session. In
this case we leave aside the collaborative nuance that these sessions had in Chapter
5, given that in this case they are only used for the exchange of information.

As can be seen in Figure 6.3, most of client’s components remains exactly as
they were used for the collaboration. The only two additions to the Harp Client are
the Haptic Connector and the Haptic Device.

The Haptic Connector represents the intermediary role between the Interaction
Manager and the haptic device itself. It is in charge of generating the right haptic
representation of the digital assets. Hence, in this component the logic of that
generation process would be integrated. Once done that representation, the Haptic
Connector ask for the Haptic Device to actually perform the haptic emission. It
is also possible for the Haptic Connector to receive information from the Haptic
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Device, such as the user’s palm position. This information may later be integrated
to the application’s own logic.

Let us take as an example the Simon harptic game that will be presented in
detail in Section 6.4. Briefly, this prototype is an adaptation of the original Simon
game. In that game the system generates a sequence of colors, sequence that the
player will have to remember and then repeat in order. In our prototype, two users
will be involved, since both will have to collaborate in order to hit the sequence.
One of them will make use of an AR iOS based (iOS client from now on) application
while the other participant will use a combination of HoloLens and Ultrahaptics de-
vice (which we will refer to as the HoloLens client). Figure 6.4 illustrates the three
involved client applications as a block diagram. As can be seen in the Figure, the
three clients are variations of the one exposed in Figure 6.3. For example, the App
Logic Manager only appears in the HoloLens Client, since it is where all the logic
of the game was implemented. Thus, the information of the pushed buttons will be
received in that component, and faced against the right answer.

Figure 6.4: Combination of three Haptic Clients to perform a haptically enhanced
AR collaboration. One participant would use the combination of the HoloLens and
Haptic Clients while the other participant would use the iOS one, with no haptic
feedback

The Haptic Connector within the Haptic Client is in charge of generating the
haptic representation of the AR element, which is in this case is the aggregation of
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the four colored buttons. That representation is then translated to the right model
used by the Haptic Device and represented. In this case the result may be a set
of points located over the Ultrahaptics space where haptic points will be presented.
When the Haptic Connector detects that the user’s palm is on one of the buttons
an Interaction event is generated and send towards the HoloLens Client, where the
cycle get closed.

6.3.2. Practical Issues on Haptic Representation
When facing the implementation of a haptic-responsive Augmented Reality-

based system, there are some specific issues that requires attention. In this Section
these issues are exposed as well as the solutions adopted when implementing for the
Ultrahaptics scenario in mind. Although the presented solutions are technology-
specific, they may be inspiring for similar situations with alternative technologies.

The two main issues found are the alignment of the Augmented Reality content
and the haptic feedback, as well as the own representation of AR elements with the
Ultrahaptics device. Next, each issue will be exposed in detail.

6.3.2.1. Alignment method between the physical and the virtual world

The issue is here hoe to precisely align the digital, AR content with the haptic
feedback provided by the Ultrahaptics. From the point of view of the implemen-
tation, this challenge can be translated to how to establish a common coordinate
system shared between the digital, AR world and the real one. The solutions pro-
posed below are tailored for the combination of Ultrahaptics and HoloLens, as well as
iOS devices. However, these solutions may be adopted too for instrumental system
based on physical and vertical feedback for example.

We propose two different strategies for dealing with the alignment, a manual one
and an automatic one.

In the Manual strategy, the user is asked for manually specify the coordinate
system. To help her during this process, we have equipped the Ultrahaptics board
with three stickers on three of its corners, as Figure 6.5 illustrates.

Once the user has been equipped with the HoloLens, the first task to do is
the alignment process. To do so, she has to move three digital AR cubes by using
gestures and to position them on top of the three stickers. Once this is accomplished,
a local coordinate system is positioned over the Ultrahaptics and both, the haptic
device and the HoloLens can deal with it. In the AR device, the coordinate system is
then used to position a digital representation of the Ultrahaptics itself, which can be
seen in Figure 6.5 as a slightly gray shadow over the device. Next, digital elements
may be attached to that representation. Two main problems arise with this strategy.
First, it implies that the user needs to manipulate the three cubes, a task that may
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Figure 6.5: The Ultrahaptics device with three stickers on three of its corners, which
are used for helping the user to set the coordinate system manually

not be easy for her. Second, the user may make mistakes when positioning the cube
anchors. The more accurate the alignment is, the more precisely the haptic feedback
will match the AR content. In Figure 6.5 the user has some alignment errors, since
some cubes are on the stickers and others are inside them.

For its part, the Automatic Strategy relegates the establishment of the coor-
dinate system to the process of detecting a physical mark. Thus, a QR code or an
image is placed next to the Ultrahaptics with a specific relation between them. The
Ultrahaptics device and the marker will always be situated at the same distance and
rotation to the mark. By knowing the logical relation between them, transforma-
tions are trivial. When implementing this strategy, the Vuforia for Unity Software
Development Kit was used. The main benefit of using this technique is that it will
usually be more accurate than the manual, since it does not depend on the user or
her expertise for placing the cubes. However, under certain circumstances such as
low illumination or the lack of space near the physical device, mark detection may
not be possible.

In both strategies, the user is informed that she may physically move the Ul-
trahaptics to make small adjustments to the alignment if required. If there is not
so much deviation, it will usually be easier to move the physical device than to
reestablish the coordinate system. However, this possibility may not be viable in
other situations in which, for example, the haptic device is fixed in one spot.

6.3.2.2. Addressing the haptic representation of a 3D model in mid-air
haptic scenario

Once the alignment issue has been solved, the next important issue is related
with the generation of the haptic representation of a digital, AR asset. In Section
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6.2 two different strategies to perform the representation was presented: high-fidelity
and feature-based. The difference between both of them is the degree of fidelity of
the haptic representation to the original AR object. Next, we present how both
approaches has been implemented with the Ultrahaptics scenario in mind. As a
starting point, this device generates the feedback as haptic points located on it.
Thus, any haptic representation will be based on the combination of several of these
haptic points distributed according to certain criteria.

In general, the whole process can be divided into the following phases: (a) data
model decoding, (b) volume checking and resizing if required, (c) vertices and faces
extraction, (d) duplicated vertices removal, and (e) the final haptic representation.

Figure 6.6: Overview of the process of generating the haptic representation of a 3D
model

First, the 3D model to be represented is extracted from the Session info in (a).
Second, it is checked if the real scale model fits within the space on the device in (b).
If this is not true, it may be possible to resize it in a way that would fit, and then
move on. Once the 3D model presents the right size, the third step (c) is to extract
the information of its vertices and faces. This step is straightforward, since the 3D
model itself gives access to that data. In (d), those vertices that occupy the same
position are eliminated. This is done because the different 3D model formats encode
vertices and faces differently. Some of them duplicate the vertices or the faces to
facilitate the parsing process while others do not, with the objective of saving space.
The last step (e) is to perform the haptic representation itself.

Feature-based representation is the straightest and easiest one to implement.
Thus, only a few haptic points are required, with one being enough. For example,
it is possible to calculate the centroid of the vertices of the model with the aim of
representing it. As was stated earlier, this operation mode is really appropriate for
very small elements. Another example may be to offer a haptic annotation on a 3D
AR model that the user may touch with her finger (like simulating a button). The
position of that annotation may or may not be directly related with the position of
the vertices.

On its behalf, High-fidelity representation may be implemented in a different
mode depending on whether it is vertex-based, edge-based or volume-based. From
these three, the easiest one to implement is the vertex-based one. As vertices has
been already extracted from step (c), they are ready to be haptically represented.
Moving on, edge-based and volume-based can be implemented in the same way. The
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objective here then, is to represent the edges and the whole volume of the 3D shape
by combining several haptic points, which will be represented by the Ultrahaptics
device. A possible action is to discretize the 3D space over the Ultrahaptics into
small units, which we call cells. That 3D space can then be modelled by using a 3D
matrix. Whenever a point has to be represented in that space, the associated matrix
cell will contain a true. Then, when representing the haptic points, it is enough to
cycle through all the cells of that matrix, and if it has a true value, then represent
the haptic feedback in the associated position. It must be taken into account that
the vertex-based representation can also be implemented by using this way. Next,
all that remains is to populate that 3D matrix with the relevant information, either
the edges or the whole volume. For the first group, the edges, for each triangle of the
figure, it will be necessary to take two of the vertices and mark with a true all the
cells of the matrix that go from one of the another. Then, this process is repeated
for the other two vertices pairs. By doing this for all the triangles (i.e. the three
edges associated with them), the edge-based representation can be achieved. The
last representation, volume-based can be performed in a similar way. In this case,
instead of working with lines, it is necessary to represent the whole triangles of the
3D model into the matrix. The first thing to do for each triangle is to check between
which two layers of the matrix is comprised, the upper and the lower. It is enough
to check which vertex has the biggest and the lowest vertical coordinate. Then, for
each layer of the matrix (from top to bottom) and for each triangle, if the triangle if
the lower vertex is below the plane or the highest one is above the slice position in
the vertical axis, a collision will happen. The last step is to perform the calculations
of two colliding planes, the horizontal one at a certain height, associated to a certain
layer of the 3D matrix, and the plane one. Finally, the intersection point is marked
with a true value in the matrix, which will then be represented. This procedure can
suffer in terms of performance if the number of triangles in the model is very large.
Figure 6.7 shows a schematic vision of how this process work. In the left side of
the Figure, a Cube and its triangles are depicted. On the right side of Figure 6.7 a
3D representation of the resulting matrix can be seen. For each cell on the matrix
that has to be represented, a small pink sphere is added. As the figure shows, the
matrix contains the information of the vertices of the model as well as the edges
ones. Then, the haptic representation in this case would be edge-based.

The Ultrahaptics device used for the development (UHDK5) presents a limitation
with respect to the number of haptic points that can be presented at the same time.
According to the manufacturer, this limitation is set to four. Thus, at every execu-
tion step, only four points can be felt by the user. To overcome this inconvenience,
only the matrix layer in which the user’s hand is positioned will be represented.
And, to represent that layer, we introduce a padding. Instead of drawing all the
vertices in each execution step, we only present a subset of them in stages. Given
the speed with which each execution step occurs, this will give the feeling that every
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Figure 6.7: Creating the edge-based haptic representation of a cube, visual repre-
sentation of the matrix

point on the layer is being represented.
We would like to highlight an issue that have arisen while developing with the

Ultrahaptics device (UHDK5, 1.1.0 firmware) with respect to the point representa-
tion step. This device represents haptic points over it that the user can inspect with
the hand. To do so, ultrasound waves are used and the point at which those waves
collide the haptic point get represented. Ghost points appeared when displaying
points not centered on the device. Those points were perceived by the user, but
they did not represent real, useful information. Those points should be ignored by
the users and in principle, there is no solution to eradicate these ghost spots by
software means. However, during the user validation, we have observed that users
were able to easily ignore these ghost points as long as they have Augmented Reality,
visual support. This observation seems to indicate that AR itself helps during the
process of interpreting (or ignoring) haptic feedback.

6.4. Developing over HARP, overview of the
process and use cases

With the aim of validate the HARP architecture, two prototypes have been de-
veloped based on it. The first one is the Haptic inspector. This application allows
the user to select a 3D model between a set of possible and to inspect it by the com-
bination of Augmented Reality and haptics. More in detail, this prototype serves
to analyze the expressivity and complementarity of the mid-air, haptic represen-
tation with AR support. In summary, it has been functionally built to reproduce
3D models and hence it does not incorporate interaction. The second prototype is
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the haptic version of the Simon game, as previously advanced. Unlike the previous
prototype, this one does include interaction with the harptic content as well as the
exchange of bidirectional information between two HARP clients: a HoloLens one
and an Ultrahaptics one.

Both prototypes also serve to illustrate two different strategies for haptically
representing AR content. Thus, the Haptic inspector uses the high-fidelity approach
to help the user inspect and understand the 3D model. On its side, the Simon
prototype uses the feature-based representation since the buttons’ geometry is not
so important in this case; it is the interaction with the harptic content which will
be deeper analyzed. Before finishing with this introduction, both prototypes have
been the subject of a validation study with users. The details of this validation will
be presented in Section 6.5. Next, we proceed to explain the general development
process on the HARP architecture and after that we will see how both prototypes
have been created in detail.

As can be seen in Figure 6.8, the process can be divided into three high-level
blocks: (a) creating and launching the Communication Service, (b) creating the
clients and finally (c) the deployment and launching of the system. Under each
block, a task list is shown with the main elements to be implemented. Every task
on the HARP client is directly related with each one of the components explained
in Section 6.3.1.

Figure 6.8: Overview of the process of creating a HARP based application

Two tasks have been underlined in the diagram, Implementing the Communica-
tion Service and the Session Manager. The reason of this difference is that both
components have already been programmed and can be directly used. The Session
Manager component is integrated into the application skeleton that is offered to
the developer as a starting point. Thus, the developer only has to worry about
developing the other components indicated.
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Next, starting from the diagram of Figure 6.8, the implementation of both pro-
totypes will be highlighted.

6.4.1. Designing and implementing the Haptic Inspector
prototype

First, let us expose the details of this prototype. By using it, a user equipped
with HoloLens can select and haptically inspect a 3D model. In this case haptic
feedback is provided by the Ultrahaptics device. However, what does exactly “in-
spect” implies? For us, it is to visualize the digital, 3D AR content positioned over
the Ultrahaptics and to perceive it on the hand. Thus, since it is desired the haptic
feedback to be as accurate as possible to the AR content, the high-fidelity strategy
representation is used for the haptic generation. Figure 6.9 shows the adaptation of
the development process to the creation of this prototype.

Figure 6.9: Overview of creation process of the Haptic Inspector prototype

The first step on the way for implementing the prototype is to (a) Create and
launch the Communication Service. As this artifact has been already programmed,
it does not require any implementation. Only the setting of the basic communication
parameters is needed. Thus, once launched, we can move to the next step.

The next step is to (b) create all the clients involved in the application. As said
earlier, the client skeleton already provides the Session Manager component. Hence,
no attention is required by the developer except for setting the basic communication
parameters (e.g. IP and port of the Communication Service).
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The HoloLens client will act as one of the Providers explained in Chapter 5,
Section 5.3.2, since the 3D model will be selected on it and injected into the session.
The whole client has been implemented with Unity and the Mixed Reality Toolkit
(MRTK) software development kit (mrt, 2017). This process of importing the skele-
ton of a client is as simple as importing a Unity prefab and adding it to the Unity
Scene. Thereby, all the required communication functionalities are easy to import.
The details of the implementation of the HoloLens Client are as follows. Apart from
the Session Manager, it requires the following components: the AR view manager,
a world center manager, and the App logic and the interaction managers. Two of
these components, the AR view and the Interaction managers are transparent to
the programmer. This is so because the MRTK SDK automatically handles the AR
view functionality (only 3D elements added to the scene will be shown as an AR
element) and in this case, interaction is not required (since the user will not interact
by means of the Augmented Reality with the digital assets, but only haptically.

At this point, only two components remain: the World Center manager and
the App logic. As said earlier, there are different available strategies to perform
the alignment of the AR content and its haptic representation. Automatic one has
been already implemented into the SARA prefab and hence it does not require any
implementation. It is only required for the developer to specify the target image
that will be looked for, as well as its physical measures. From there, the HoloLens
Client will look for that image and once found, the AR 3D world will be centered
on that point.

To conclude with the HoloLens Client, the last steps consists of implementing the
App Logic component. This piece of the client depends entirely on the purpose of
the application in which it will be incorporated. Within the Haptic Inspector there
are three basic tasks. (1) To show a menu with possible figures to be inspected,
(2) to allow the user to select one of these figures and (3) adding a copy of the
selected 3D model to the AR representation on the Ultrahaptics. From there, the
Session Manager will automatically update the session status and will redirect it to
the Communication Service after that.

Those three tasks should be replaced with the right ones in other implementa-
tions. In summary, any 3D element added to the AR representation of the Ultra-
haptics will be haptically represented with the Ultrahaptics.

Regarding the Haptic Client, three components require the attention of the de-
veloper: (1) the haptic connector, (2) the Haptic Device management component
and (3) the Interaction Manager one.

The session status will be received by the Session Manager component on this
client. After that, for the 3D elements attached to the status, the haptic connector
will generate the haptic representation. In Section 6.3.2.2 multiple options were
presented. One of them has to be selected to be used. In this case, the high-fidelity
representation was the chosen one, because it seeks to offer the user as many haptic
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details of the 3D model as possible. However, it is perfectly possible to set aside
the predefined strategies and code in this component a different way of generating
the haptic feedback. Once the representation has been generated (which in this
case is a matrix created following the steps exposed in Section 6.3.2.2), the Haptic
Connector starts demanding the Haptic Device management component to represent
whichever haptic elements the later may need. The device in use for this prototype
is the Ultrahaptics one, which represents haptic points. Thus, the haptic connector
will specify at any moment what haptic points have to be represented.

The last component left in the Haptic Client is the Interaction Manager. The
implementation in this case is pretty straightforward. The Interaction Manager
component passes at every moment the position of the user’s palm to the Haptic
Connector. The later then checks if it coincides with any 3D element and how the
reaction should be. Finally, if the palm gets to arrive to the pushed position of the
button, an Interaction Event is generated and propagated to the Communication
Service.

Once both clients have been generated, the last step is launching them. Finally,
the collaboration may start.

6.4.2. Notes on the implementation of the Simon
prototype

First, the Communication Service has to be configured exactly the same as in
the previous prototype. Once done that, the next step consists of creating three
clients: (1) the HoloLens, (2) the haptic client and the (3) iOS one.

In this prototype, HoloLens plays a similar role to the one they had in the Haptic
Inspector prototype. Again, it will hold the logic of the application and it will allow
the user to view the AR content. The World Center Manager can be exactly as it
was, with no changes required. With respect to the Application Logic, in this case
it is completely different. In this case a sequence of colors has to be maintained, as
well as the current color that the user has to push. Once that information has been
received, the pushed color is faced to the sequence. If it is a success, the application
must continue waiting for the user to press more buttons until finally completing
the sequence. At that time, a new one will be generated with a greater length. On
the other hand, if the user fails the color, a new sequence will be generated with
different colors and the same length, as a penalty.

Additionally, the App Logic component on the HoloLens Client is also in charge
of showing the color sequence to the HoloLens users. But not only that. It also is
in charge of reporting the failures successes, and color sequences to the iOS client,
so that both have a consistent information. And how is this implemented? The
solution is extending the Interaction Event model in order to add a new arbitrary
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information field. This new event type may be as simple as only a string in which
the information may be encoded using the URL encoding format (key-value pairs
associated with the “=” char and separated from other pairs with the “&” char)
or any other one. This step also illustrates the flexibility of HARP and SARA
architectures.

Finally, the last component that requires attention within the HoloLens client
is the Interaction Manager one. In this case, colored buttons have an associated
interaction which may be triggered from the HoloLens by using gestures, from the
Haptic Client as the result of the user’s palm being at a certain position as well as
from the iOS client. The details of the implementation of this point can be consulted
in Chapter, 5 Section 5.5.2.

Regarding the Haptic Client, the only component that differs from the Haptic
Inspector prototype is the Interaction Manager. In this case it is required to trigger
a certain logic when the user has pushed one of the buttons. To do so, the position
of the user’s palm is tracked at any time. Once it has been positioned on the space
associated with one of the buttons, that button is set to be pressed. The user can
then move her hand down and when it reaches the pushed position (i.e. the palm
has gone down a certain distance), the Interaction Event is generated. Additionally,
the strength of the haptic feedback is updated to simulate the physic feedback of
a real button. To do so, the more the palm gets closer to the pushed position, the
stronger the haptic feedback will be.

The last client to be implemented is the iOS one. In this case, the AR View
manager and the World Center have the same functionalities as before. The first
receives the session status and it generates the AR elements to be shown. The
second one detects the 2D physical marl and uses that point to position the ·D
coordinate system origin. Finally, the Interaction Manager acts exactly the same
as its counterpart in the HoloLens client- Whenever the user touches a 3D element
on the screen, an Interaction Event is generated and propagated. The key concept
is that the unique id of the node associated to that 3D element is included in that
event.
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6.5. Validation With Users
In this Section we present the results of the validation with users. A preliminary

version of these was presented as a poster at the MUM 2019 congress (Vaquero-
Melchor and Bernardos, 2019a). Apart from this publication, a comprehensive
analysis of the results was presented as a journal article (Vaquero-Melchor and
Bernardos, 2019b).

6.5.1. User Study Objectives
Here the trials carried out on the two prototypes presented in the previous Section

are presented. The purpose of the validation is twofold.
On the one hand, it is sought to technically validate both prototypes devel-

oped with the HARP architecture. To do so, real users are faced with harptics to
demonstrate that the architecture enables the delivery of haptically augmented AR
applications. Thus, harptics helps increase the perception (as shown with the Hap-
tic Inspector prototype) and also improve the interaction ( as the Simon prototype
proves).

On the other hand, it is sought to better understand the contribution of haptics
to AR-based tasks, both in functional and acceptance terms. To do so, we first
explore the perception of the contribution provided by haptic feedback and AR in
the context of inspection tasks. Second, the expressiveness of Ultrahaptics-based
haptics for shape identification is explored. Third, the usefulness of haptic aids
for AR resizing tasks is targeted. In fourth place, we explore the adaptation of
interaction metaphors to mid-air haptics scenario. Fifth and finally, we study the
degree of acceptance of Augmented Reality enhanced with mid-air haptics when
compared to a mobile, standard baseline. Next, we proceed to present the details of
the user study. Then, in Section 6.6 we will present the conclusions of the validation.

6.5.2. Participants and Apparatus
The study was carried out in July 2019 with a total of 9 independent volunteers

recruited at the university (PhD students, professors and master students). None of
them had any previous knowledge about the project or the technology in use. The
ages of the participants range between 23 and 57 years (µ: 32.62, σ: 12.17); all of
them males. 8 of them were right-handed while the remaining one was left-handed.

When asked about the frequency of use of AR applications in smartphones, re-
sults were as follows. 4 participants have no frequency of use at all. One participant
uses it once per month and the 4 others use it sporadically.

A total of 6 participants had previously used AR applications using the HoloLens,
and the 3 others had never used the HoloLens.
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Users were also asked about the frequency of use of video games. One of the
participants never play video games and other 3 play them occasionally. 4 partici-
pants stated that they play video games several times during the week and the last
1 several times during the day.

The test took an average time of 62 minutes (σ: 10.48) per user. The apparatus
in use for the validation are the two prototypes presented in Section 6.4: the Haptic
Inspector and the Simon game prototypes. However, a small modification has been
introduced within the Haptic Inspector. The objective of that modification is pre-
venting the user to select the 3D model to be haptically inspected. In its place, the
system will automatically select the 3D asset by following a predefined sequence as
will be explained in the next Section.

6.5.3. Procedure, Tasks and Experimental Design
Before starting, each user was asked to fill in an informed consent as well as

a small survey about their personal data and their previous experience with Aug-
mented Reality. To guarantee that every participant would receive the same infor-
mation, a written script was used by the facilitator to guide the test.

The study has been divided into five tasks, labelled from T1 to T5. On the one
side, Tasks 1 to 3 use the Haptic Inspector prototype. On the other side, Task 4
and Task 5 are based on the Simon prototype.

To reduce as much as possible the learning effect due to the specific use of
the Ultrahaptics device, each user experienced with a small application example.
The application chosen for this end was the Moving bubbles one, provided by the
Ultrahaptics demo suite. In this short demo participants had to put their hand
over the device. Them, a set of moving haptic points was created to simulate
bubbles. This prototype serves to show the user what the haptic feedback is as well
as giving an intuition of the available interaction range of the device. Once that first
contact has finished and before each task, the facilitator was in charge of aligning
the Ultrahaptics and the AR content by using the automatic mode explained in
Section 6.3.2.1.

Next, we present the purpose of each individual task as well as their global
workflow.

Task 1. On the perception of the contribution of haptic feedback
over AR visualization for inspection tasks. The purpose of this task
is to offer the participant a first contact with harptics and to analyze her
perception. First, the details of the task is presented to the user: the system
will select 3D figure that can be seen by means of the HoloLens headset and
will perform its haptic aligned representation with the Ultrahaptics device.
Hence, the participant will be able to inspect the 3D harptic figure. However,
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it is no indicated how to explore the figures. The objective is to analyze their
own interpretation of that concept. The exploration time for each figure is
stored to be later analyzed. The 3D models to be presented are divided into
three groups. The first one is composed of basic geometries (pyramid, cone,
sphere, hemisphere, cube and cylinder). The second group included more
complex figures ( octahedron and torus). Finally, the third group is formed by
compounded figures, thought to simulate complex objects (house and arrow).
Figure 6.10 shows how the figures was presented to the users.

Figure 6.10: List of the 3D figures used within the Haptic Inspector prototype as
presented to the users.

The set of figures is the same used in Task 2 and the order is randomized
for each user. In addition of storing the exploration time, participants were
asked to rate between 1 (very difficult) and 5 (very easy) to which extend the
figure would be easily interpretable. Additionally, the users were asked for the
easiest and hardest figures to interpret in their opinion. Finally, they were
asked to rate between 1 (not enough at all) and 5 (completely enough) if they
thought the haptic feedback by its own (i.e. with no visual AR support) would
be enough to guess the figures.
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Task 2. On the study of Ultrahaptics-based expressiveness for shape
identification tasks.
The aim of this task is to study how useful haptic feedback is by itself (i.e.
with no visual clues) in a guessing task. In Task 1, participants were asked
if, in their opinion, it was possible to guess the figures based only on haptics.
Now, with this task, it is checked if they were right. To do so, the system offers
the participant the haptic representation of one of the shapes shown in Figure
6.10. That same Figure is physically shown to the users to let them now the
possible options to choose from. Then, the participant may start the guessing
process, whose time is stored. Once she thinks she has the right answer, the
exploration time is over, and the chosen shape annotated. Then, the next
shape is presented, and this process is repeated for all the shapes on the list,
with no repetitions or eliminations, and the order randomized for each user.
The number of right answers is not revealed to the user until the entire task is
over. This is done so because after ending with all the figures, a questionnaire
regarding their perceptions of the tasks is administered.
Opinion was requested about the ease of use and the intuitiveness of the pro-
cess. Again, the question about whether haptic feedback is sufficient to identify
figures is repeated. Finally, the participants are asked for three easiest and
most complicated figures to recognize. Figure 6.11 shows two participants dur-
ing the guessing process. The captures have been taken using the HoloLens
client and they show the AR 3D model positioned over the Ultrahaptics.

Figure 6.11: Two participants trying to guess a figure from haptic feedback only in
Task 2

Task 3. On the usefulness of haptic aids for AR resizing tasks. The
objective of this task is to explore how useful the haptic feedback is when
involved in a complex task. To do so, visual and haptic representations are
again combined. In this task a certain 3D figure is presented to the user by
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means of Augmented Reality. This figure has a predefined height and its base
is positioned at 17 centimeters from the surface of the Ultrahaptics device.
Then, the user is asked to use her hand to resize the figure in such a way
that the top part of the Figure is located at that position. Thus, the height
of the figure gets constrained between the palm and the fixed base (at 17
centimeters). This information was provided to the users. For each shape, a
target height in centimeters is given to the participants that they must achieve.
In this case the haptic feedback is not constant as in the previous task, but it
serves to give haptic annotations related to the AR visual information. To help
in this task, a haptic clue is given at the target height. Once the participant
decides that the target height has been reached, the final height of the model
is stored as well as the process time. This process is repeated for a set of 5
figures (octahedron, cylinder, pyramid, cube and sphere).
Once the process for the five figures has been completed, a questionnaire is
passed to the participants. First, they are asked about the intuitiveness and
easiness of the whole resizing process and whether the usefulness of haptic
clues. Then, they are asked about the accuracy of the haptic feedback and
whether if they would prefer to dismiss the haptic clues and only to relay on
visual estimations.

Task 4. On the imitation of real-life interaction metaphors for AR
enhanced with mid-air haptic feedback.
The aim of this task is to study how real-life interaction metaphors can be
simulated through haptics. To do so, both, this Task and Task 5 are based on
the Simon prototype. In this case, the user wearing the HoloLens will see four
colored, AR buttons located over the Ultrahaptics.
During the Task, the participant will have to push the buttons with her hand
with the objective of repeating a color sequence. User were told this basic
information. However, they were not told how to actually push the buttons.
This task has a predefined length of 2.5 minutes, in which the participant
has to achieve as many right sequences as possible. Whenever a sequence is
successfully completed, the system generates a new one with one more color.
Otherwise, if a sequence is failed, the system generates a new one with the
same length. From all this process, the number of correct sequences as well
as relation between failures are saved. Once the task is finished, the user is
asked for the easiness and intuitiveness of the process of pushing the haptic
buttons. It is also asked whether the system was accurate enough for other
environments and the strengths and weaknesses of the system.
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Task 5. On the acceptance of mid-air haptically enhanced AR with
respect to a standard mobile baseline.
This task if focused on analyzing the degree of acceptance of mid-air, ultra-
sound based harptics with respect to a more common baseline: smartphones
or tablets. As well as in the previous task, this one uses the Simon prototype
but this time with a twist. At this time of the test, the user is familiar with the
system. Thereby, this task is divided in two rounds in which the participant
plays with the facilitator in a cooperative manner. During first round, the
subject will use the combination of HoloLens and Ultrahaptics device while
the facilitator will use an AR based, mobile version of the game. In the second
round, those roles are swapped, and the participant will use the tablet version.
The main objective is the same as in Task 4. Within 2.5 minutes, both players
should achieve as many right sequences as possible. However, they have to
take turns to push the buttons. First, the user who is wearing the HoloLens
has to start by pushing the right color. Once pushed, it is the turn of the
other participant and so on. Both users (the participant and the facilitator)
receive the sequence at the same time, each one in their own device. At any
time, it is possible to ask for help or hits to the other player. After finishing
the task, the participant is asked about the easiness and intuitiveness of the
collaboration process. After that, she is asked to choose the easiest and the
most intuitive version (either the harptic one or the tablet one) as well as her
preference. As for Task 4, in Task 5 both the number of successful sequences
and the errors entered are stored (relationship between the color that should
have been pressed and the one finally entered). However, this information is
gathered for both platforms, the tablet and the HoloLens.

As a summary, Figure 6.12 depicts the workflow of the test and the questionnaires
to be filled in each stage. Three considerations have to be taken into account.
First, at the end of Task 3, an UEQ questionnaire is passed concerning the Haptic
Inspector. Second, after Task 4, a fatigue questionnaire has to be filled. Third and
finally, after Task 5, the user is asked to answer another UEQ questionnaire, this
time with respect to the Simon prototype.

The experiment was designed as a within-subject one, with the following factors
depending on the Task. For Task 1 and 2, factors were the availability of Augmented
Reality clues (two conditions: yes/no) and the list of 3D figures (10 candidates). The
experiment had a total of 180 trials (10 figures x 9 users x 2 AR support condition
values (on/off)), with Task 1 including AR support and Task 2 only relying on
haptic feedback. As dependent variables, the execution time, number of hits and
interpretability values for each figure were measured. With respect to Task 3, the
factors are the target height for each 3D figure (5 conditions). Thus, a total of 45
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Figure 6.12: Overview of the tasks of the HARP user validation

trials have been gathered (9 users x 5 figures/target heights). Distance to target
height and required time are the dependent variables of Task 3. Regarding Task 4
(with haptic availability as factor, two conditions: on/off) and Task 5 (factor; tech-
nology in use, two conditions: mobile iOS/HoloLens+Ultrahaptics), the dependent
variables gathered are the number of right sequences by user and the number of
failures, as well as the technology preference.

6.6. Experimental Results
In the following subsections, the results of the validation with users are sum-

marized. First, the performance and errors experienced by the users in each task
will be explored. Next, the user experience and the fatigue experimented during the
validation will be presented.

6.6.1. Performance and errors
Let us begin with the results of Task 1, in which the contribution of haptic

feedback with AR visualization on an inspection task is studied. In this case, it
was said to the participants that they may inspect the harptic figure with their
hand. However, no more details were given on how to actually do that process.
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Thus, it is possible to analyze the personal interpretation of each user. Starting
from that premise, two groups of users can be isolated according to the exploration
movements they did. Within the first group, formed by 5 users, the exploration
was done by moving the hand above and below, by interpreting the slices generated
in the palm of the hand. Thereby, this group coincides with the design hypothesis
and the implementation described in Section 6.4. The second group is formed by 4
users who tended to explore the figures by following their faces with the hand. For
example, a participant tried to explore a sphere by moving the hand over its entire
surface. This procedure conflicts with the operation mode of the Ultrahaptics. This
device generates haptic fields located over it by using ultrasonic sound waves. If the
user hand is located between the haptic point to be represented and the ultrasonic
array, the haptic point would not be properly perceived. Hence, it is not possible to
inspect the bottom side of the figures with the palm looking up. A similar situation
happens when putting the hand perpendicular to the device.

The participants were asked if they thought that haptic feedback (high-fidelity,
volume-based representation) was sufficient by its own to identify the figures. Ag-
gregated results reveal an average rating of 2.11 over 5 (σ: 1.19), being 1 completely
insufficient and 5 being completely sufficient.

Figure 6.13 shows a box plot of the interpretability values given by the users to
each figure for Task 1. Average values are presented in the Figure as circles. As can
be seen, the hemisphere and the cone present a greater disparity of values. On the
contrary, the pyramid and the cone are the ones in which the users have most agree.

On its behalf, Figure 6.14 gathers the exploring time by user for each shape in
Task 1. This time was measured from the moment the participant starts exploring
the figure, until they form an opinion about it. The average times are presented by
a light blue line.

As can be seen in Figure 6.14 , Task 1 times range between 5 and 65 seconds.
As revealed by one-way ANOVA test, there is a statistically difference between
inspection times among users (F(8.81) = 5.627, p <<). A Tukey post hoc test
indicates that the inspection time was significantly lower for U1, U2 and U6 when
compared to U7 and U8.

To conclude with Task 1 results, users were asked if haptic feedback by itself
would be enough to identify 3D shapes. They were asked to rate between 1 (not
enough at all) and 5 (it is enough). Results indicate that in general, participants
thought that haptic feedback would not be enough (3 participants rated 1/5 and 4
participants rated 2/5). Only one participant rated with a 5/5.

Next, the results of task 2 are presented. As a summary, in Task 2 users were
asked to identify 3D shapes relying only on their haptic representations. For each
figure they may explore it, to later choose an answer from a list of possible. Figure
6.15 shows the times spent by the users to provide an answer. A Wilconxon Soigned-
Rank test indicates that the difference between inspection (Task 1) and guessing
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Figure 6.13: Box plot of the interpretability values given for Task 1 to each figure

Figure 6.14: Times used by the participants to inspect each shape during Task 1
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times (Task 2) is not statistically significant (Z = -1.630, p=0.103).

Figure 6.15: Times used by the participants to inspect identify the 3D figures during
Task 2

Let us remind that the results were not provided to the participants until they
complete the questionnaire. In this questionnaire, users were first asked about the
difficulty of the guessing process. 4 participants stated that it was very difficult and
another 4 that it was difficult. Only one user stated that it was easy. Then, they
were asked about the intuitiveness of the process. Here, there is some discrepancy.
2 users said it was very unintuitive, 3 that it was unintuitive, and 3 others said
normal. Only 2 users stated that the process was intuitive.

Again, the question about the haptic feedback by itself being enough to identify
figures was repeated. A vast majority of 6 users stated that it would be not enough
at all (1/5) and the remaining 3 that would not be enough (2/5). Thus, the general
opinion is that no information may be extracted from haptic, mid-air feedback that
could be used to identify 3D figures. However, this statement clashes with the results
measured as will be later presented.

Figure 6.16 presents the confusion matrix between the correct answers and the
participant’s guesses in the form of a heat map for Task 2. The figures presented to
the participants appear in the vertical axis while the user’s guesses are represented
in the horizontal axis. Thus, the diagonal of the matrix represents the right answers
for each figure. In the heat map, the more color a cell has, the more users properly
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guessed that shape. For each cell of the matrix, it is also indicated the number of
guesses.

Figure 6.16: Heat map of the relation between the 3D figures provided to the users
(vertical axis) and their guesses (horizontal axis)

As depicted in Figure 6.16, the cone has been properly guessed 5 times out of
nine (55.5%) while the torus has the most hits with 7 over 9 (77%). The house on
its side has been properly guessed by 6 users (66.6%).

In general, although users have indicated that haptic feedback would not be
enough to identify figures, results indicate that in fact it is possible. Most partic-
ipants indicated that they recognized the torus not by its shape, but of it having
the lowest height of all the figures. They also said that the central hole of the torus
was not easy to distinguish. This issue was caused by the lack of accuracy of the
Ultrahaptics device as exposed in Section 6.3.2.2.

Within Task 2, users were asked to indicate the easiest and hardest figures ac-
cording to their perception of the task results. This question was unconstrained,
and each user could indicate for each category as many figures as desired. Figure
6.17 relates the hits and failures for each user and each figure. Again, for each user,
the figures presented to them are depicted in the vertical axis while their guessing

158



6.6 – Experimental Results

are represented in the horizontal one. Hits are represented with the upper-right tri-
angle of a cell being green. Failures on their behalf, are represented with the same
upper-right triangle being red. Those shapes found as the hardest, are indicated
with a lower-left triangle being black. Finally, those figures that was indicated to
be the easiest one to identify are represented with the lower-left triangle in blue.
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Figure 6.17: Relationship between the perception of users about the difficulty of the figures and their result when
guessing. The result of the divination of each figure is represented for each user (Task 2). Each attempt generates
a rectangle divided into two triangles. The upper triangle shows if the user was right (green) or failed (red) in their
attempt to guess. In the lower triangle appears the user’s perception about the difficulty of haptically identifying
the figure (Task 1), especially difficult (black color) or easy (blue color)
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As can be seen in Figure 6.17, there is not a direct relation between the perception
of the users and their final perform. For example, user U8 said that the arrow, the
cube and the cylinder were the easiest figures to identify and in fact he succeeded.
However, he also labeled the hemisphere as one of the hardest, but he also guessed
it properly. As another example, participant U2 has the most hits and he guessed
properly two of the figures he identified to be among the hardest ones. However,
it seems that there is a group of figures that are the most successful in general
(cone, torus and house). Two groups of users have been created by taking into
consideration the number of hits (G1:>= 5 hits, G2: < 5 hits). A Saphiro test has
been carried out over the hit frequency and the test cannot reject the null hypothesis
of normality for the distribution (W = 0.94, p = 0.61). Then, a Welch Two Sample
test for unequal variance cannot state a real difference of performance between these
two groups.

To generate the haptic representation, the process described in Section 6.3.2.2
was used, in particular the high-fidelity, edge-based representation. At the end, it
has been observed that users looked for relevant characteristics that, more than
helping them to identify the shapes, would help them to differentiate those figures
from others. As a note, we would like to argue that it may be possible to improve
the guessing process by emphasizing key features and by removing irrelevant info
from the representation.

Now, it is the turn to presents the results of Task 3. As a reminder, in this task
it was asked to resize a 3D figure to a target height by using the hand. In order
to help in this process, the system presented haptic feedback on the target position
when the hand had reached it. The list of possible figures has been limited to 5 in
this case: cylinder, cube, sphere, pyramid, octahedron.

Participants have been asked to label between 1 (very difficult) and 5 (very easy)
the difficulty of the manipulation process. Users have stated a 3.57 on average (σ:
1.04) It has been also asked about the intuitiveness of this process. Participants
have manifested a 3.71 on average (σ: 1.03), being 1 not intuitive at all and 5 being
very intuitive.

When rating whether the haptic feedback being helpful during the manipulation
process, a discrepancy appears. Users rated an average of 2.12 (1 being not useful
at all and 5 being very useful) (σ: 1.45). This is mainly due to the fact that
some users ignored or forgot the task statement when they were told the operation
mode: that the system would use the haptic feedback as the indicator. Thus, when
they were asked if they would discard the haptic feedback to only rely on visual,
AR estimations, the results are as follows. 4 users would get rid of haptic feedback
since they did not find it useful. On the contrary, 3 participants would keep it, as it
was a key clue during the process. Finally, remaining 2 users did not have it clear.
Among some reasons in favor of keeping the haptic feedback are that “it is easy and
intuitive” and that although they were able to estimate by only using AR clues,
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haptic feedback was necessary to achieve a greater precision.
A suggestion was made by one of the participants: instead of setting the haptic

feedback at the final. fixed position over to Ultrahaptics, it may be better to generate
different haptic intensities on the hand depending on the height. Thus, the closer
the hand gets to the right position, the greater the intensity would become.

Table 6.1 shows the difference between the target heights and the final values
that the participants produced, measured in centimeters.

Error in cms
F1 F2 F3 F4 F5 Avg Std. Dev.

U1 3 3 1 1 1 1.8 1.09
U2 0 2 0 0 0 0.4 0.89
U3 0 0 1 1 0 0.4 0.54
U4 −1 1 2 3 5 2 2.23
U5 −1 0 0 0 0 −0.2 0.44
U6 1 1 0 1 0 0.6 0.54
U7 3 6 2 5 4 4 1.58
U8 0 1 1 0 0 0.4 0.54
U9 −1 2 1 −1 0 0.4 1.30

Table 6.1: Offset in centimeters between the required size and the one entered by
the user. The order of the figures is random.

As can be seen in Table 6.1, participant U5 had the best result (µ: 0.2cm) while
U4 (µ: 2cm) and U7 (µ: 4cm) had the worst. Both users, U4 and U7 are part of the
group that ignored the haptic feedback. In fact, a one way ANOVA test shows that
there is a statistically significant difference with respect to the accuracy achieved
among the participants (F (8,36) = 6.366, p«) and a Tukey post hoc reveals that
U1, U4 and U7 conform to an homogeneous group with a lower performance.

The same experiment applied to Task 3 completion times does not show a statis-
tically significant difference between groups (F (8,36) = 0.656, p = 0.725). Therefore,
in a relatively complex task such as estimating height based on AR, the introduction
of haptic feedback has allowed most users to perform more than acceptable, with
minimal errors.

Let us move to the results of Task 4 and 5. As a brief reminder, in both tasks the
participant is asked to interact with the Simon prototype. In this game, the user has
to push four colored harptic buttons positioned over the Ultrahaptics device. These
buttons can be seen by means of the HoloLens and they can be pushed with the
hand. Each one of these buttons have a haptic representation associated, positioned
in the same position as their AR representation. In this case, the representation is
based on the feature-based representation, using the centroid of all the vertices of the
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3D model. Once the user has positioned her hand on the position of the button, the
haptic feedback starts. However, at that moment, the button is yet to be pressed.
For this to happen, the user has to move her hand below a certain distance. This is
done to simulate the pressing of a physical button. Only when the hand reaches the
pushed position, it counts as pressed and a musical note sounds. Figure 6.18 shows
the results for Tasks 4 and 5 for each user.

Figure 6.18: Results for Task 4 and Task 5 using the Simon prototype by user

As can be seen in Figure 6.18, different users had different performance during
the tasks. For example, user U1 was not able to complete any sequence neither in
Task 4 nor Task 5 using the HoloLens. However, when he used the iPad AR version
(while the facilitator was using the combination of HoloLens and the Ultrahaptics
device), he was able to complete five color sequences. In general, there are more
errors for Task 4 than completed sequences, which indicates that users had issues
with the task.

After finishing Task 4, users were asked if they found the process of pushing
a button to be complicate. 6 over 9 users rated found it very complicated (1/5),
2 others found it complicated (2/5) and the last participant found it neither easy
nor complicate (5/5). The situation is similar when they were asked about the
intuitiveness of pushing a button. 3 participants said that it was very unintuitive
(1/5) and 3 others that it was unintuitive (2/5). However, two users stated that it
was intuitive (4/5) and the last one neither one thing nor the other (3/5). These
results indicate that in general, users had some troubles when interacting with the
harptic buttons.

When asked if they found haptic feedback to be useful when pressing the buttons,
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the results are as follows. 5 of the participants stated that it was useful (4/5). Three
other participants rated (1/5), as they found the haptic feedback to be not useful
at all. The last participant rated (3/5). These results indicate that there is a
polarization in the opinions. Those users who tended to do better during Task
4, are those who had marked the haptic feedback as useful. However, those users
who did worse, are those who have said that it is not useful at all. Users liked the
most, among other, that it was a funny game and that it was innovative. However,
most users have expressed difficulties while operating with the harptic buttons. One
of the participants indicated that, when his hand was positioned on the button’s
position, he began to receive haptic feedback and then he thought that the button
was pressed. Almost halfway through the Task, he discovered that he had to push
a little more than he found intuitive. Although it was no mentioned by the other
participants, that same behavior has been observed. As soon as the haptic feedback
was perceived, they thought that the button was pushed.

A large part of the problems associated with the system is related with the
following. Most of the participants tended to push the buttons quickly and forcefully,
with the hand getting close to the Ultrahaptics device. In that situation, hand
tracking process was not accurate, since the hand itself was lost outside the operation
range of the haptic device. In particular, that causes problem with the integrated
Leap Motion, which is not able to properly interpret the position of the hand when
it moves so fast or it leaves the working range. Those users who had better results,
are those who started to do it slowly. To conclude with Task 4, another issue was
identified. Whenever the completion time for a sequence was too high (e.g. if the
hand was not properly detected or the user had problems), users tend to forget the
sequence of colors and they ended up pressing any random color.

The last results to be presented in this Section are those of Task 5. Briefly, in
this Task the user is faced to use both implementations of the Simon system in
a collaborative manner. First, participants use the combination of HoloLens and
Ultrahaptics while the facilitator use the iOS AR implementation. In the second
stage, those roles are swapped, and the iOS version was given to the participants.
This is done to measure the acceptance of AR delivered with mid-air haptics with
respect to a standard mobile baseline. After finishing the Task, users were asked
about the difficulty of the collaboration process. 5 users stated that it was easy
(4/5) and 2 others that it was very easy (5/5). Last 2 participants labeled the
collaboration difficulty with (3/5). Then, it was asked about the intuitiveness of
the collaboration process. Here it seems to be a consensus. 4 participants labeled
the collaboration as very intuitive (5/5) and 4 others as intuitive (4/5). Only one of
the participants rated the collaboration as unintuitive (2/5). Next, users were asked
about the process of pushing the AR buttons while using the iOS version. 2 users
said that the process was very easy (5/5) and two others that it was easy (4/5). One
of the users stated that it was very complicated (1/5) and last 3 that it was neither
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one thing nor the other (2/3). As can be seen, there is some disparity in terms of
difficulty. However, when asked about the intuitiveness of pushing those AR buttons
with the iOS implementation, results are more grouped. 2 of the participants found
the process very intuitive (5/5) and 5 participants found it easy (4/5). Only two
participants rated a (3/5), without having any marked opinion. Thus, it seems that
for the users is very intuitive to push AR buttons on a screen, rather than pressing
them using the combination of AR and haptic. This may be due to the greater
familiarity that users have with mobile technology. Then, a series of questions
comparing both versions were presented to the participants. First, they were asked
about which version did they find more intuitive. 6 participants chose the iOS
version, while the remaining 3 selected the haptic version. However, there is an
absolute agreement when they were asked about the ease of use: 9 over 9 users
indicated that the mobile version was easier for them to use. This same agreement
happens when asked about the efficiency. Again, 9 over 9 users selected the iOS
version to be more precise. Finally, a last question was asked to them: which of
the two versions did they prefer. Given the preferences already expressed towards
the iOS version, it was expected that most users would prefer this version. Results
indicate that 7 of them did so. However, the remaining 2 participants preferred the
haptic version. Supporters of the haptic versions stated that this version was funnier
than the iOS one and that it was more innovative. Also, one of the users indicated
that it was “easier to remember positions [on the space] than colors [on the screen]”

6.6.2. User experience and Fatigue during the validation
In this Section the results of the User Experience Questionnaire (also known

as UEQ) (Schrepp et al., 2017) as well as the results of the fatigue survey will be
presented. Two different systems have been analyzed in an independent way: the
Haptic Inspector on the one hand and the Simon prototype in the other hand. Thus,
the associated UEQ for the Haptic Inspector was provided to the users after they
completed Tasks 1 to 3. The results for Simon prototype, on the other hand, were
collected for each user at the end of the Task 4 and Task 5 block. It is important to
emphasize the fact that both systems have been studied independently, and there
is no direct comparison between them. This questionnaire offer a set of 26 pairs
of contrary adjectives, each one associated to one of the following six scales: At-
tractiveness, Efficiency, Dependability, Novelty, Perspicuity and Stimulation. Thus,
users assign a value in the range [1,7] to each pair of adjectives. The analysis of the
gathered data has been done through the provided tool available online (ueq, 2020)
and the results are as follows.

First, the analysis tool maps the values from [1,7] range to [-3, 3] range. Then,
by combining the answers of all the adjective pairs associated with each scale, the
scale mean values per person can be presented. These values for the Haptic Inspector
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system and the Simon prototype can be found in Table 6.2.

Haptic Inspector Simon Prototype
Attr Pers Effi Depe Stim Nove Attra Pers Effi Depe Stim Nove

U1 0.5 0.5 0.25 0.5 1 -0.25 1.17 1.25 -0.75 -0.67 1.25 1.5
U2 1 1 0.25 0.5 1.25 1 1.67 2.25 1.75 1.67 1.5 1.25
U3 0.5 1 0.25 0.5 1.25 1 1.83 2 1.25 -0.33 1.5 1
U4 0 0.25 0.25 0.5 0.75 0.75 1.17 1.25 1.25 1 1.5 2.25
U5 0.33 1.75 0 0.25 0 0.75 0.83 0.75 0.5 0.33 0.5 1.25
U6 0.17 0 0.25 0 1 0 -0.67 -1 -0.25 -1 -0.25 1
U7 -1 -1 0 -0.75 -0.5 -0.75 0.67 0.25 -0.25 0 -0.25 -0.25
U8 0 0.25 -0.25 0.5 0.5 -0.5 0.67 1.5 -1 0.33 0.25 0.25
U9 -0.67 0.25 -0.5 0.5 0.5 0 1.67 1.75 1.25 0.33 1.75 0.5
µ 0.092 0.444 0.055 0.277 0.638 0.222 1.001 1.111 0.416 0.184 0.861 0.972
σ 0.613 0.768 0.273 0.422 0.587 0.666 0.764 1.000 1.007 0.819 0.801 0.733

Table 6.2: UEQ Scale means per participant, as collected for the Haptic Inspector
prototype. Values are constrained in range [-3, 3]. Attractiveness (Attr), Perspicuity
(Pers), Efficiency (Effi), Dependency (Depe), Stimulation (Stim), Novelty (Nove)

As Table 6.2 shows, the average values for the majority of scales are located
between 0 and 1. This indicates that neither system has excelled at any of the
scales observed. The user U7, for example, has given generally negative values to
the Haptic inspector system. This user matched 4 of the 10 figures in the divination
task (Task 2), and on average, he was the one who made the most mistakes during
the task of setting the heights (Task 3). The user U9, is the one who has given the
best overall ratings to the Simon prototype (except on the Dependency scale), and
in general he performed homogeneously across Task 4 and Task 5.

More details are provided in Table 6.3, which shows the average values and the
standard deviation for each adjective pairs presented on the UEQ survey.
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Haptic Simon
Inspector Prototype

Item Left Right Scale µ σ. µ σ.
1 Annoying Enjoyable Attr 0.4 1.4 1.6 1.0
2 Not understandable Understandable Pers 0.6 1.2 1.8 1.3
3 Creative Dull Nove 0.9 1.2 1.1 1.5
4 Easy to learn Difficult to learn Pers 1.3 1.4 1.8 1.3
5 Valuable Inferior Stim 0.4 0.9 0.6 1.0
6 Boring Exciting Stim 0.6 0.9 1.2 0.8
7 Not interesting Interesting Stim 0.9 0.6 1.1 0.8
8 Unpredictable Predictable Depe 0.7 1.0 0.3 0.9
9 Fast Slow Effi 0.3 1.6 0.3 0.9
10 Inventive Conventional Nove 1.6 1.0 1.1 0.8
11 Obstructive Supportive Depe -0.1 1.2 0.1 0.9
12 Good Bad Attr 0.9 0.8 1.0 0.9
13 Complicated Easy Pers -0.4 1.7 -0.2 1.2
14 Unlikable Pleasing Attr 0.0 1.0 0.7 1.0
15 Usual Leading edge Nove 1.0 0.7 0.6 1.1
16 Unpleasant Pleasant Attr 0.0 0.7 0.7 0.9
17 Secure Not secure Depe 0.2 1.0
18 Motivating Demotivating Stim 0.7 1.0 0.6 1.1
19 Meets expectations Does not meet Depe 0.3 1.1 0.1 1.1

expectations
20 Inefficient Efficient Effi -0.1 0.9 -0.1 1.2
21 Clear Confusing Pers 0.3 1.0 1.1 1.1
22 Impractical Practical Effi -1.1 0.6 -0.2 1.9
23 Organized Cluttered Effi 1.1 0.6 1.7 1.2
24 Attractive Unattractive Attr 0.6 1.0 1.1 1.4
25 Friendly Unfriendly Attr -1.3 0.7 1.0 1.2
26 Conservative Innovative Nove -2.6 0.7 1.1 0.8

Table 6.3: Mean and standard deviation values for each pair of adjectives and their
related scale as observed by the UEQ for each of the two analyzed systems: the
Haptic Inspector and the Simon prototype.

Finally, the analysis tool provides a visual representation of the performance of
the system according to the six previously mentioned scales. Figure 6.19 shows this
visual representation for the Haptic Inspector system and Figure 6.20 does the same
for the Simon prototype.

As can be seen in Figures 6.19 and Figure 6.20, both prototypes fall within the
yellow range, indicating that they are among the average of the systems that were
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Figure 6.19: Mean values and deviation
for each UEQ category for the Haptic In-
spector

Figure 6.20: Mean values and deviation
for each UEQ category for the Simon pro-
totype

used for the development of the UEQ survey.

6.7. Summary
In this Chapter we have presented an approach for enhancing interaction with

Augmented Reality content by means of haptic feedback. Thus, we have presented
the concept of harptics, which consists of the combination of AR assets and their
haptic representation.

First, we have analyzed what that haptic representation is and what does it
entails. In order to generate that representation we have identify two possibili-
ties: either generating a high-fidelity haptic representation of the AR element or
highlighting some features of the AR element by means of haptic clues as in the
feature-based representation. On the one hand and starting from the assumption
that any AR asset can be represented by a 3D model, we have shown three different
strategies for generating the high-fidelity representation: vertex-based, edge-based
and volume-based. On the other hand, the feature-based representation can be gen-
erated by creating a schematic representation of the 3D asset. Both strategies have
been incorporated in the use cased involved in the user validation.

Next, we have presented our HARP architecture, which can be used for speeding-
up the development of harptic experiences. Additionally, the HARP architecture has
been based on the SARA one presented in Chapter 5, which provides its advantages
in a seamless way.

Once the architecture has been presented, we have exposed two practical issues
found during the development stage. In particular, the first issue has been the
alignment between the AR representation and the generated haptic one. The second
presented issue was related with the generation of the haptic representation focused
on the mid-air haptics scenario.
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Next, we have presented the validation of the architecture, which has been based
in two use cases: the Haptic Inspector prototype and the harptic implementation
of the Simon game. Thereby, prior to presenting the details of both use cases, the
general process for creating applications based on the HARP architecture has been
presented. With both use cases as the apparatus, a validation with users has been
carried out. The aim of this validation has two different fronts. On the one hand,
we seek to technically validate the created prototypes. On the other hand, it was
sought to better understand the contribution of haptics to AR based tasks. With
the contributions exposed along this Chapter and the results of the user validation,
the following conclusions can be drawn.

First, there are many different possibilities for generating the haptic representa-
tion of a 3D, AR element. According to the characteristics of the AR assets, it is
possible to present either a high-detailed representation or a schematic one. At the
same time, the generated haptic representation would have different sense when tar-
geting different haptic devices. For example, the representation generated by using
the specifications presented in Section 6.3.2.2 has been tailored for 3D haptics for
the user to explore with the hand. However, in case that the haptic device would
be a smartphone or an armband, that same representation would have a different
cognitive load facing the final user.

Second, given that the HARP architecture has been raised on top of the SARA
one presented in Chapter 5, HARP presents some inherited features. Among the
most important ones, there is the ability to use any AR framework and AR de-
vice, since it can be decoupled from the haptic implementation. At the same time,
multi user harptic experiences can be easily created, as the Simon prototype has
demonstrated.

Third and regarding the performance results of the user validation. In Task 1,
users where asked to inspect a set of harptic figures and scoring the interpretability
of each one. Additionally, they were asked if haptic feedback would be enough by
itself to identify 3D shapes. In general, users stated that it would be insufficient.
However, this contrasts with the results of Task 2. We found a set of 3D shapes that
presented a high degree of success. Thereby, those shapes could be used to transmit
distinguishable, haptic-only based information to the users.

Fourth, when exploring the harptic figures, two main strategies have been used
by the participants. On the one hand, some users have explored the figures by
intersecting them with their hand. Thus, they could interpret the slices, which
coincides with the design hypothesis. On the other hand, some users tried to follow
the surface of the harptic elements with their palms. Due to the function mode of
the haptic device used, this type of exploration was not accurate. In conclusion, it is
advisable for future developments to indicate the users the expected way to explore
the harptic elements, instead of leaving it to their interpretation.

Fifth, the addition of haptic aids for AR-based tasks has proved to be useful
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in particular for resizing tasks. In particular, these aids helped to reduce the error
margin.

As a summary, haptic feedback has proven useful for enhancing the interaction
with Augmented Reality elements. Facing the future there are three main research
lines that are being considered at the moment. First, we believe that it would
be interesting to carry out a comparative study between different types of haptic
devices (e.g. armbands vs mid-air). Second, the combination of multiple haptic
devices offers the possibility to design deeper and more complex harptic experiences.
One example of this would be the combination of mid-air haptics to provide that
haptic representation of an AR asset while a wristband is used to provide more
specialized information (e.g. if the hand is being properly detected). Third and
finally, the creation of collaborative harptic experiences has been presented as a use
case in this Chapter. However, we believe that this collaborative scenario offers
more possibilities to explore. In particular, we believe these can shine in remote
collaboration scenarios such as support scenarios. An example of this can be the
use of haptic feedback generated by one user and transmitted to another.
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Chapter 7

CONCLUSIONS AND FUTURE
RESEARCH DIRECTIONS

The truth is... I am Iron Man

Tony Stark

The aim of this Chapter is to compile in one place all the conclusions obtained
from the individual contributions of this thesis. In addition, we will highlight the
relationships between them and how they approach the final objective of this thesis:
assessing technologies and concepts for enhancing interaction and enabling collabo-
ration in the context of Augmented and Mixed Reality.

With that finish line in mind, in Chapter 3 we presented our study about inter-
action with Augmented Reality content. In particular, we did that based on a use
case: a tool for defining drone flight missions. Thus, two different implementations
of the mission editor were presented, one based on a traditional, 2D web interface
and another one based on wearable Augmented Reality. The comparative user study
performed using both implementations served us to analyze the User Experience of
AR applications adapted from conventional platforms. Aside from that, we could
understand the strengths and weaknesses of each type of implementation. In sum-
mary, we have come across a general preference towards the Augmented Reality
implementation. Thereby, even though it took users more time to complete the re-
quested tasks in that version, its novelty and as well as its high visual power decided
the preference. However, the web version obtained more accurate results than the
AR version. In the authors’ opinion, facing the near future, the ideal strategy would
be to mix both types of interaction, standard and AR/MR specialized. In that case,
the visual factor of Augmented reality could be exploited at the same time as the
introduction of data is facilitated. For example, that could be done using physical
devices such as tablets or smartphones.
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Chapter 6 delves further into how to improve interaction with AR elements,
in this case using haptic devices. These types of devices generate a physical feed-
back that the user can feel. In particular, the study has focused on mid-air haptic
devices, which generate feedback through pressure points that the user can touch
with her hand. From the mixture of both components, AR visualization and hap-
tic interaction, the concept of harptics arises. Our HARP architecture thus arises
with the aim of generating the haptic representation of Augmented Reality assets.
Thus, this architecture facilitates the implementation by abstracting each compo-
nent (visualization and haptic feedback) in its own layer. To better understand both
components, the group of participants faced a series of tasks, from the analysis of
which we can obtain two main conclusions. First of all, not all users interacted
with haptic content in the same way. Facing future developments, this difference
should be taken into account either by modifying the implementation of the system
or by guiding the user in a more direct way instead of leaving it to themselves. Sec-
ondly, the haptic feedback itself has proven useful in tasks that required precision.
Thus, harptics has helped reduce the error margin. Taking into account that one of
the drawbacks found in the comparison in Chapter 3 is that the conventional web
version presented more accurate results than the AR implementation, perhaps the
integration of haptic feedback can alleviate this difference. This integration would
be feasible thanks to the fact that the HARP architecture is based on the other one
presented in this thesis: SARA.

SARA, whose names comes from ”an architecture for Shared-Augmented Reality
experiences and Applications” has been introduced in Chapter 5. Its objective arises
from facilitating the creation and deployment of collaborative multi-user experiences
based on Augmented and Mixed Reality. Thus, SARA incorporates the principles of
the theoretical analysis of collaboration in this type of systems presented in Chapter
4. In summary, SARA provides a common layer for the communication of the devices
involved in the collaboration, which can be of different types. Other than that, it
allows component reuse between independent developments, streamlining the whole
process. in addition, it not only allows the creation of new AR experiences, but also
applications not intended for collaborative AR can be integrated into the SARA
ecosystem and endow them with these capabilities. Thanks to the integration of
the collaboration models, the architecture allows to manage the organization of the
participants in the collaboration. In this thesis we have proposed a set of models (e.g.
based on turns or layers) inspired by the literature. However, facing the future, many
others may be integrated into SARA. Furthermore, once a collaboration model and
the rules that constitute it have been defined, this model could be reused in other
collaborative sessions. Being based on the microservices paradigm and a flexible
data model, it is easy to add new functionalities to SARA. The HARP architecture
in Chapter 6 is a good example of this ability. Looking ahead to future iterations
of the architecture, we would like to highlight two main improvements. The first is
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related to the performance of SARA, since it is necessary to integrate elements such
as lag compensation and optimize the coding of the events used for the exchange of
information. Regarding the second improvement, the extension of the data model
is suggested, so that it offers more advanced features similar to those proposed by
the main 3D development tools.

Before concluding the chapter, we would like to take a moment to think about the
future and what we think will happen (or we would like it to happen). In the coming
years we will experience the rise of Augmented Reality, as the price of devices and
their size decrease. In addition, they will surely cease to be single-purpose devices
and become common accessories for personal computers or perhaps even become
the substitute for smartphones so common today. Perhaps even if the technology
advances enough, we could see the AR content directly on our retinas thanks to
sophisticated contact lenses. Perhaps those same lenses can create an AR substitute
for traditional 2D displays, which would mean having any number of arbitrary-sized
digital displays available. Perhaps some type of new device allows us to receive
audio directly without the need for speakers and another allows us to receive haptic
feedback on the skin without having to stick to a limited device. Or maybe none
of those things will ever happen. In any case, we can only know it in one way: let
time pass and take the long way round.
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Appendix A

Representation of Inspections On
a Map and its related calculations

The aim of this appendix is to illustrate the process and calculations performed
to represent Inspections as presented in Chapter 3. The methodology presented
here is the one used for both versions of the tool: the web-based application and the
Mixed Reality-based one.

As a brief reminder, an Inspection is an entity composed by a geometrical shape
and a set of measurement processes. Each Inspection also has an associated func-
tional objective, as they were thought to be combined in order to inspect real-world
elements. Figure A.1 shows a class diagram of the main elements related with the
Inspections.

As can be seen in Figure A.1, the representation of the Inspections is divided into
two pieces. On the one hand, the abstract class InspectionRepresentation represents
a common interface to represent any kind of inspection. As can be seen in the Figure,
it defines a group of methods that any subclass must implement. The details of these
methods will be presented shortly. On the other hand, the InspectionData abstract
class manages the information of the inspection, such as the unique id and the
minimum and maximum distance that the drone should keep between the outside
limits of the geometry and itself. Each InspectionRepresentation keeps a reference
to the associated InspectionData. For example, the CircleRepresentation, which is
associated to a Circle Inspection, maintains a reference to a CircleInspectionData.

Each InspectionData on their behalf, will have a different set of measurement
processes. Line Inspection, for example, only requires a list of those Measurement-
Process which is associated to the whole segment. However, the Cylinder Inspection
defines three different lists of measurement processes: one to indicate how to measure
the edge of both circles, another for their edges, and a final measurement process
to indicate how to measure the area between the two circles. Only three different
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Figure A.1: Class diagram of the Inspection datamodel

inspections have been depicted in the Figure. However, the remaining ones would
be defined in a similar way.

Once defined how the Inspections are handled by the system, the next step is to
represent them on a map.

When designing the original web implementation of the tool, it was decided to
maintain two different views on the mission editor. First, a 3D view would allow
the user to inspect the Inspection in a 3D context and would allow her to interact
with them. Thus, a flat image with a map image would act as floor, with all the 3D
Inspections shown over it. Second, an embedded, standard Google map view would
allow them to manipulate the map. Both views would be synchronized in such a
way that, if the center of the Google map moved, the flat image of the 3D view
would get updated to represent the same portion of terrain.
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The Google Maps library is founded on the following assumptions. First, any
point of the world would be referenced by a pair of coordinates (Latitude and Longi-
tude). That pair of coordinates is referenced by the World Geodetic System (WGS)
on its latest version (WGS 84). In summary, this geodetic system treats the Earth
as an 3D ellipsoid. Thus, Latitude and Longitude values reference a surface point
of that ellipsoid. In order to convert those 3D points to a 2D map, a projection is
required. One of the most widespread projections on the world wide web and mobile
applications is the Mercator projection, which is used by google. This projection is
named cylindrical, because it projects the Earth (which is approximated to a sphere
instead of an ellipsoid on a cylinder. Then, the curved surface between the base and
top circles is flattened.

As has been presented, a pair of latitude-longitude values references a point
on the world uniquely

These pair of coordinates are translated to world coordinates, which references
a point on the map uniquely

Different zoom levels are defined, with level 0 representing the whole Earth

For each zoom level, the 2D map is composed by a set of square-shaped tiles
arranged in a form of a 2D matrix

Each tile has an image associated, which will be presented to the user

Each level of zoom presents four times more resolution than the preceding level

There are 20 zoom levels, from level 0 (the whole earth) to level 19.

By knowing that information, when the Google Maps view represents a map
with a certain zoom level, it shows a group of square tiles around the center of the
map. Whenever the zoom level is changed, the associated tiles with the new zoom
value will be shown instead of the others.

To represent any information of the map, located on a (lat, lon) position, the first
step is to translate these coordinates to world coordinates. As the developer says,
“World coordinates in Google Maps are measured from the Mercator projection’s
origin (the northwest corner of the map at 180 degrees longitude and approximately
85 degrees latitude) and increase in the x direction towards the east (right) and in-
crease in the y direction towards the south (down)”. Additionally, the basic Mercator
Google Maps tile (at zoom level 0) has 256 x 256 pixels, which lets a usable world
coordinate of 0 to 256 pixels by each axis.

The next step is to translate that world coordinates to pixel coordinates, which
will let us identify the exact pixel for that location, by taking into account the current
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zoom level. Thus, the calculations from world coordinates to pixel coordinates are
provided by the following calculation:

pixelCoordinate = worldCoordinatezoomLevel

As an example, at level 0 the map would have one tile of 256x256 pixels. Hence,
the pixel space would go from 0 to 255 in both axes. At level 1, there would be 4
tiles, each of 256x256 pixels. In that case, the pixel space would go from 0 to 512 in
both axis. Finally, with a zoom level of 19 (the greatest zoom level provided), each
pixel x and y can be referred with a value between 0 and 256 ∗ 219.

Now, two operations are required: to convert from (lat,lon) coordinates to Mer-
cator points (in the 2D projection) and the opposite step. Both operations are
well-known and can be easily found in the literature. Next, we present both meth-
ods, written in Javascript syntax.

1 var MERCATOR_RANGE = 256; // The size in pixels of the
basic tile

2
3 function bound(value , opt_min , opt_max ) {
4 if ( opt_min != null) value = Math.max(value , opt_min );
5 if ( opt_max != null) value = Math.min(value , opt_max );
6 return value;
7 }
8
9 function degreesToRadians (deg) {

10 return deg * (Math.PI / 180);
11 }
12
13
14 function radiansToDegrees (rad) {
15 return rad / (Math.PI / 180);
16 }
17
18
19 /* The google .maps.Point class has been used here to

maintain the integration with the Google Maps API.
However , it is just an object with lat and lon
properties . */

20
21
22 function MercatorProjection () {
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23 this. pixelOrigin_ = new
google .maps.Point( MERCATOR_RANGE / 2,
MERCATOR_RANGE / 2);

24 this. pixelsPerLonDegree_ = MERCATOR_RANGE / 360;
25 this. pixelsPerLonRadian_ = MERCATOR_RANGE / (2 *

Math.PI);
26 };
27
28 MercatorProjection . prototype . fromLatLngToPoint =

function (latLng , opt_point , zoom) {
29 var me = this;
30 var point = opt_point || new google .maps.Point (0, 0);
31 var origin = me. pixelOrigin_ ;
32
33 point.x = origin .x + latLng .lng () *

me. pixelsPerLonDegree_ ;
34
35 // Truncating to 0.9999 effectively limits latitude to

89.189. This is
36 // about a third of a tile past the edge of the world

tile.
37 var siny =

bound(Math.sin( degreesToRadians ( latLng .lat ())),
-0.9999 , 0.9999) ;

38 point.y = origin .y + 0.5 * Math.log ((1 + siny) / (1 -
siny)) *

39 -me. pixelsPerLonRadian_ ;
40 var tiles_no = 1 << zoom;
41 point.x *= tiles_no ;
42 point.y *= tiles_no ;
43 return point;
44 };
45
46
47 MercatorProjection . prototype . fromPointToLatLng =

function (point , zoom) {
48 var me = this;
49 var origin = me. pixelOrigin_ ;
50 var tiles_no = 1 << zoom;
51 point.x /= tiles_no ;
52 point.y /= tiles_no ;
53 var lng = (point.x - origin .x) /

me. pixelsPerLonDegree_ ;
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54 var latRadians = (point.y - origin .y) /
-me. pixelsPerLonRadian_ ;

55 var lat = radiansToDegrees (2 *
Math.atan(Math.exp( latRadians )) - Math.PI / 2);

56 return new google .maps. LatLng (lat , lng);
57 };

Listing A.1: Converting from latitude-longitude coordinates to Mercator Points and
vice versa

Now, all the required pieces for the representation are ready. As a recapitulation,
we will represent in 3D a flat image of a map, whose center coordinates will coincide
with the center coordinates shown on the Google map. That flat image, will be
represented by a plane, with square shape and a well-known side length W. To
obtain the image to show, we use a service provided by Google, staticmaps, which
offers provides maps images of a certain size, centered on a coordinate and with a
certain zoom level. In this case, when defining the size of the image powers of 2 are
used, so we can set that value to 512.

The next step consists of obtaining the Mercator positions associated to the
four corners of that image/plane. The reason for using the Mercator coordinates
instead of the geographic ones will be clear in brief, when it is shown what the corner
information is used for. The calculations are presented in Listing A.2:

1
2 /* center is the object that contains the lat -lon coordinate

pair
3 zoom holds the zoom level of the map , which will coincide

with the one actually shown by the Google map view
4 mapWidth and mapHeight are the size of the received image in

pixels and the plane side , which has been predefined as
512 */

5 function getMercatorPointCorners (center , zoom , mapWidth ,
mapHeight ) {

6
7 var scale = Math.pow (2, zoom);
8 // The mercator point of the center is calculated from

the lat -lon tuple
9 var centerPoint = mercator . fromLatLngToPoint ( center );

10
11 // Each one of the cardinal corners are calculated here
12 var SWPoint = {
13 x: ( centerPoint .x - ( mapWidth / 2) / scale),
14 y: ( centerPoint .y + ( mapHeight / 2) / scale)
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15 };
16 var NEPoint = {
17 x: ( centerPoint .x + ( mapWidth / 2) / scale),
18 y: ( centerPoint .y - ( mapHeight / 2) / scale)
19 };
20 var NWPoint = {
21 x: ( centerPoint .x - ( mapWidth / 2) / scale),
22 y: ( centerPoint .y - ( mapHeight / 2) / scale)
23 };
24 var SEPoint = {
25 x: ( centerPoint .x + ( mapWidth / 2) / scale),
26 y: ( centerPoint .y + ( mapHeight / 2) / scale)
27 };
28 // The result is an object with the four mercator

coordinates associated to the four cardinal corners .
29 return {"nw":NWPoint , "ne":NEPoint , "se":SEPoint ,

"sw": SWPoint };
30 }

Listing A.2: Obtaining the Mercator coordinates of the four corners of the image

Each corner of the image is mapped to one of the corners of the plane, as shown in
Figure A.2. Then, to represent any coordinate on that plane, a linear interpolation
can be done in the right direction.

Listing A.3 shows the method that returns the (x,y) coordinates on the plane,
for a certain Mercator Point (which can be obtained from a lat-lon pair as presented
before).

1 /* mercpoint holds the mercator point , which has x and Y
coordinates */

2 function getXYForMercator ( mercpoint ){
3
4 var corners = getMercatorPointCorners (map. getCenter (),

map. getZoom (), 512, 512);
5
6 var nw = corners .nw; var ne = corners .ne;
7 var sw = corners .sw; var se = corners .se;
8
9 //pl here is the ‘‘physical ’’ size of the image plane

side
10 var x = (-pl / 2) + (( mercpoint .x - nw.x) * (pl) / (ne.x

- nw.x));
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Figure A.2: Locating the corners of the map

11 var y = (-pl / 2) + (( mercpoint .y - nw.y) * (pl) / (sw.y
- nw.y));

12 return { x: x, y: y};
13 }

Listing A.3: Obtaining the x,y coordinates on the map plane

At this point, we are ready to represent geographic coordinates into the 2D plane.
The last crucial step is then, to represent the height coordinate. To do so and as a
simplification, the altitude of a position is defined by some meters above the ground.
We need to know the distance from the ground to which the point should be raised.
The procedure for doing this is to calculate how many meters are represented by
one of the pixels of the image. Listing A.4 shows the function that calculates that
value, taking into account the latitude of the position and the zoom level of the map
(met (2020)).

1 function getMetersPerPixel (lat ,zoom){
2
3 var mpp = 156543.03392 * Math.cos(lat * Math.PI / 180.0)

/ Math.pow (2, zoom);
4 return mpp;
5 }
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Listing A.4: Calculating the scale (number of meters by pixel) in Google Maps
Javascript API

Some considerations have to be taken into account with the presented method.
Given that the projection used for the whole method is the Mercator one, distortion
will appear on the latitude axis. That calculation assumes that earth’s radius is
6378137m. However, Earth is not an ideal sphere, but a spheroid flattened at the
poles and bulges at the Equator. Aside from that, the more zoom the map has, the
more accurate the 3D representation will be, because the deviation between the axis
of latitude and that of longitude will be more similar.

Finally, Listing A.5 shows the method that provides the 3D point over the map
image, located on a certain coordinate with a certain altitude.

1 function getWorldPointForLatLngAlt (lat , lng , alt){
2 var latlng = new google .maps. LatLng (lat , lng);
3
4 var mercPoint = mercator . fromLatLngToPoint ( latlng );
5
6 var point = getXYForMercator ( mercPoint );
7
8 var mpp = getMetersPerPixel ( latlng .lat (), latlng .lng (),

map. getZoom () -1);
9

10 var height = alt / mpp;
11
12 var result = {x:point.x, y:height , z:point.y};
13 return result ;
14 }

Listing A.5: Calculating the x, y and z coordinates over the map from geographic
coordinates
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Appendix B

Ground Microservice: Height map
generation from Digital Surface
Model (DSM) information. Main
Operations and characteristics

The aim of this appendix is to present the details of the Ground Microservice or
GSM for short. This microservice wraps up a set of operations for the generation
of height maps and for providing access to them. The rest of this Appendix is
structured as follows. First, a brief explanation about the types and data sources
involved in the process will be offered. Second, an overview of the components and
functionality of the microservice will be presented. Second, the process of consuming
height maps will be presented. Next, the details on the generation of the height maps
will be exposed, as well as the whole process from the request to the result.

In few words, the objective of the Ground Microservice is to provide a height
map associated with a certain portion of land under request. A height map can
be represented a 2D image associated to a certain portion of terrain in which the
pixels of the image encode the altitudes of the terrain, being these encoded with
a color scale. Thus, usually a white color represents the higher zones with greater
altitudes while the black color represents the lower areas. Figure B.1 shows a real
height map, associated to the same terrain as Figure B.2. Additionally to the 2D
image, at least two more data pieces are needed to make sense of this information.
On the one hand, it is necessary to indicate the minimum altitude represented by
the height map, usually measured in meters. From now on, we will assume that
this minimum height will be represented with the black color, whose RGB value is
(0,0,0). On the other hand, the maximum represented height is also required. By
following the same procedure as before, that max height will be represented with the
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white color, with an associate RGB value of (255,255,255). The reason for keeping
three RGB color channels instead of only 1 will be exposed later. With these two
pieces of information it is very easy to calculate the equivalent altitude for any given
pixel. In order to do this, the first step is taking out the RGB value of the pixel
(which will range from 0 to 255) and normalizing it from that range to the range of
[minimumHeight, maximumHeight] as follows:

altitude = 255 x − minHeight

maxHeight − minHeight

Figure B.1: Height map image tile, with
the heights encoded from black to white

Figure B.2: RGB image, with the color
information extracted from the LAS files

Besides the pixels of the 2D image and the minimum and maximum height
encoded in the map, there are still some missing parts. Thus, for each corner of the
image ( i.e. corner pixel) we need to know their associated geographic coordinates.
By knowing that, we can exactly infer which portion of terrain it represents. There
are two main possibilities for encoding the coordinates, either using latitude and
longitude or using some projected values such as Mercator coordinates ( arranged
as X,Y values). Later, more details on this subject will be provided. Briefly, at this
point we have present how to consume the height maps that the GSM will provide.
As a last comment on this, this kind of encoding height maps is well-known and
extended. Thus, some formats are used for packaging the mentioned information,
such as GeoTiff.

The next movement is then, to explain how the height maps are generated on
the GSM. In order to do so, the following assumptions will be done. First, as a
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proof of concept the surface on which the service will provide height maps will be
limited to the community of Madrid. However, the same procedure explained in
this Appendix can be extended to offer other territories. Second, the data used for
the generation has been obtained from the Spanish National Geographic Institute,
Instituto Geográfico Nacional (IGN) ign (2020). Third, the service will generate the
heights map on demand, so that it will receive a list of geographical coordinates and
the associated heights map will be generated for the bounds of the smallest area
that contains them all.

The IGN provides several data sources that could be integrated in the microser-
vice. However, for the current implementation of the microservice we are left with
one of them: Digital Elevation Models, or DEM. This type of model includes al-
timetric information that represents the relief of the territory. From here, there
are two possibilities. On the one hand, data models are offered that only include
the details of the terrain, and that are usually represented by a matrix of heights.
On the other hand, the use of Lidar systems allows to generate a 3D map of the
elements that are over the ground, that is, buildings, bridges and other structures.
This second option is the one chosen to integrate into the microservice. However,
as will be detailed below, it is perfectly possible to combine several data sources
so that the same philosophy could be applied to terrain data. Lidar’s name stands
for light detection and ranging and it is a technique that uses laser light to sample
the surface of a certain element (in this case the Earth) and that produces a set of
X,Y,Z accurate measurements. The data provided by the IGN has been obtained
by taking the LIDAR lectures from the air. Figure B.3 shows a visualization of the
LIDAR data as provided by the IGN. As can be seen in the Figure, for a certain X,
Y position on the plane, there is only one Z value for the altitude. This can easily be
seen on the facades of the buildings, in which it seems that the roof is flying, having
no information on the vertical walls. In Figure B.3 example, each X,Y,Z point has
been also colored with RGB information,

LIDAR files, in its most basics and as provided by the IGN, are binary files that
encodes a list of X,Y,Z points in an unordered way. These files also cover a 2km x
2km surface of terrain (with some exceptions of 1x1) that form a 2D matrix over the
surface of the Earth. Each file also includes information regarding the limits (X,Y
coordinates Universal Transverse Mercator (UTM) coordinate system). The issue is
then, how to translate the provided 3D point cloud to a 2D image.

The method chosen for the implementation of the ground service is as follows.
First, the desired size N of the target image is predefined. The bigger the image is,
the more detail it will provide. However, this has a counterpart. If a very large image
size is defined, there may be few or no points for an area of the image. These areas
would not have associated information and how should the system act in that case?
The solution proposed in the Ground microservice is to use the three RGB channels
of the image (not just one as indicated above) and to associate a special color to
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Figure B.3: Visualization of the content of a LAS file, as a colored point cloud

those areas for which there is no information. In particular, it has been decided that
these types of areas have a pure green color (RGB: 0,255,0). An example of this can
be seen in the upper side of Figure B.1. The best results for the image size N have
been obtained with 512x512 pixels, size with which there is an acceptable density of
lost areas. The next step is then to download all the required Lidar files from the
IGN, for later processing them.

Then, the following procedure is repeated for each Lidar file (LAS) of the desired
area.

First, the file is opened and parsed, and its reading is complete. This type of file
has associated the X and Y UTM limits to which it refers and also the maximum
and minimum height limits. However, when working with these files it has been
observed that these provided values do not always coincide with the real minimum
and maximum values given by the points. Hence, the first step to process each file
is to make a complete reading, point to point, and thus corroborate (or correct as
appropriate) the height values.

With the right information at hand, the second step is to create a two-dimensional
empty matrix, being its size the one defined before (N). Then, each and every point
in the LAS file is attached to the right cell of the matrix, with an associated row
and column. Thus, each cell in the matrix will contain 0, 1 or several “readings”.
Once this process is finished, there will be cells with no associated points (i.e. they
will not have associated information) and there are probably cells that have several
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associated points.
In step three, we collapse these cells with multiple readings into only one. This

is possible given that we have maintained a list of the readings associated to each
cell. Thus, there are multiple possibilities. For example, for each cell it would be
possible to only keep the lowest or the highest height value. However, for the current
implementation of the GMS, each cell is represented by the average height.

The fourth step consists of filling-in the gaps in the matrix. In other words, those
cells for which no points were projected will be addressed. Below we will explain
the implemented approach, but before moving on, let us remind that the selected
LAS files are arranged in the form of a non-overlapping 2D matrix over the terrain
surface. Thus, the filling process is performed as follows. A certain radius in pixels
R is defined. Then, a convolution operation is applied throughout the image in such
a way that for any empty given pixel, its new value is assigned as the average value
of the neighboring R heights in all directions. Thus, the smaller that radius gets,
the more accuracy is achieved. However, for big empty areas, this approach may
not perform well.

If this process is applied only at image / LAS file level, the empty pixels of the
image border would remain empty (if a gap size of R were kept on the image border
when performing the convolution). Hence, there are two possibilities. Either starting
from the corner pixel leaving no gap within the convolution or using the adjacent
terrain tiles for filling the gaps. In the second case, the process would remain the
same with just one adjust. Two adjacent terrain tiles may represent different min
and max heights and, in that case, the same RGB color would represent different
altitudes. Thus, a homogenization of the heights would be required. Figure B.4
summarizes all the steps of the process by taking a target image size N of 6.

Figure B.4: General view of the process of generating the information matrix from
LAS files.

Once the filling process has finish, the final step is saving the resulting images
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into disk. For the current implementation of the GMS, it was decided to store for
each input LAS file three elements: i) the black and white height map, ii) the RGB
formed image (which was created at the same time by using the LAS information
and looks like an aerial photograph) and ii) a JSON file that encodes the min and
max height as well as the UTM coordinates for each axis. Those three elements
share the same name, which facilitates the later searing process.

This concludes the process of generating height maps. We will now explain the
process by which the GMS generates the height map for a query set of geographic
coordinates.

First and as a prerequisite, the GMS requires to know the 2D distribution of
the terrain tiles. Thereby, starting from the minimum X position, each 2Km by
2Km tile represents a cell of a 2D matrix. It is possible for the same tiles/cells to
be empty, given that the original data source has not a perfect rectangular shape.
Figure B.5 shows a schema of this matrix. The black cells of the matrix represent
missing tiles.

Figure B.5: Example of the surface covered by the Ground Microservice. Darker
tiles represent those portions of lands for which no data has been integrated

The second step takes as input the received request, which contains a list of co-
ordinates. In order to maintain the GMS as simple as possible, the input coordinate
list will be used as latitude-longitude points. Those values are internally translated
to UTM coordinates, which will be used for the remaining steps.

Next, the minimum and maximum latitude-longitude / UTM coordinates are
calculated. Thus, the resulting height map will be the minimum bounding box that
encapsulates all the requested coordinates. Figure B.6 shows a diagram of the four
corner UTM coordinates of the height map.

Third, the proper cell of the matrix (i.e. tile) is calculated for each of those
four coordinates. This step is as simple as selecting the row and column in which
the X and Y coordinates are comprised. Once the right tile has been selected, we
extract the exact pixel that corresponds to the corner coordinate by interpolating
the values. For the moment, only the row and column positions are required.

Now, three special cases may appear, depending on how many different tiles the
four coordinates fall into: a) monotile, in which all the corners belong to the same
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Figure B.6: An example of how the generated map represents the minimum area
that encompasses all the requested coordinates (represented with the yellow dots)

tile, b) duotile, in which they belong to two consecutive tiles (either vertically or
horizontally) and c) multitile, in which the coordinates are spread from four to more
tiles. Figure B.7 shows a scheme of each option.

Figure B.7: Different scenarios that can occur when generating a height map. This
distinction is made based on the number of tiles through which the requested surface
extends

In Figure B.7, the yellow circles represent the corner coordinates of the area to be
processed, while the white squares represent the terrain tiles. The gray area defined
by the yellow corners represents the generated height map, that will be returned by
the GMS.
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Next, a 2D empty matrix has to be created. Each cell on this matrix will repre-
sent one pixel of the height map, whose are coincides with the gray area represented
in Figure B.7. However, prior to creating it, it is required to know its final size
(height and width) and here we use the cases previously defined. Recall that we
have previously defined tile size as N. Below we will analyze each case and how we
can calculate the final size of the height map.

In the monotile case, the width in pixels of the matrix would be calculated as
the column associated with the requested X max coordinate minus the column
associated with the X min coordinate. Regarding the height of the image, the
procedure would be the same but using the Y min and Y max coordinates.
Figure B.8 represents this situation.

Figure B.8: Example of a Monotile scenario, in which all the corner coordinates
belong to the same tile

In the duotile scenario, there are two possibilities, as depicted in Figure B.7.
Either both tiles are arranged vertically or they are arranged horizontally.
Thus, to calculate the final size of the image, it is only required to add the
individual contribution of each tile. Similar to what is done in the monotile
case, the final height map size can be calculated as follows, taking into account
the relative arrangement of both tiles:

a) Horizontally arranged:

width = (N − Xmincol) + Xmaxcol

height = Y maxrow − Y minrow

b) Vertically arranged:

width = Xmaxcol − Xmincol

height = Y maxrow + (N − Y minrow)
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In the presented equations, Xmincol and Xmaxcol refers to the column in
the tile associated to the minimum and maximum requested X coordinate.
Yminrow and Ymaxrow on their behalf represent the row of the minimum and
maximum Y requested coordinates.

The multitile scenario is the most complex of all. In Figure B.7, multiple
possibilities can be seen. However, all these scenarios can be simplified as
follows. We can define three tile types: a) corner, b) edge and c) complete.
Figure B.9 shows a scheme of each tile type.

Figure B.9: Different types of tiles that have to be considered in the multitile case

Thus, each type is defined by taking into account which pixels from the height
map image have to be used.

In the simplest multitile scenario, each of the four corner belongs to a
different tile, and the type of each tile would be corner. This is the case
of the left most side of Figure B.9. Then, the contribution in terms of
width and height facing the resulting matrix (i.e. the final image) for the
example of Figure B.9 would be calculated as:

width = (N − Xmincol)
height = Y maxrow

The remaining three corner tiles can be analyzed by following the same
procedure. Then, in order to calculate the final width and height of the
matrix, we can add the individual components.
Whenever the four corner coordinates are spread across multiple rows or
columns, edge tiles appears. In such tiles, a full vertical or horizontal
stripe of the image will be taken into account for the final height map.
For the horizontal stripe tiles, the width of the tile is equivalent to the
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original height map image size N. The same occurs for the vertical stripes,
but in that case the height is the one equivalent to N.
If the minimum Y coordinate of the used tile is lower than the minimum
Y of the coordinate list, and if the tile is a horizontal one, the consumed
stripe occupies the bottom side of the tile. regarding vertical stripes,
the procedure would be the same but using the X component of the
coordinates. Figure B.10 shows a schema of each corner case.

Figure B.10: Relation between the min and max coordinates of the tiles and the
corner coordinates for the edge type

Finally, those tiles that are completely comprised between the four corner
coordinates will be treated as complete tiles, given that they will be fully
integrated into the final height map. Thus, any tile would be identified as
complete whenever:

(Xmintile ≥ Xmincoords and Xmaxtile < Xmaxcoords) and

(Y mintile ≥ Y mincoords and Y maxtile < Y maxcoords) (B.1)

Once all the possible types have been presented and we have identified their
contributions in terms of width and height to the final height map, the last step is
straightforward. Given that we can calculate the final size of the 2D matrix (i.e.
the resulting height map image), the matrix can be initialized. Each cell of that 2D
matrix can contain several fields, such as the height value or the RGB pixel value.
Next, for each involved tile we can extract the relevant information from the original
height maps, which is extracted as presented before, and we can inject them into
the matrix.
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Finally, once all the patches have been integrated into the 2D matrix, we can
translate it into one or several images. This can be done by escalating the height
from black to white color as presented earlier on this chapter. Then, the 2D image
is combined with the bounding info of the height map (i.e. minimum and maximum
X and Y coordinates) and returned. This concludes the explanation of the process
by which the GMS receives a list of coordinates and generates a height map tailored
to their bounds.

The approach presented in this Appendix presents some limitations and advan-
tages. Regarding one of the limitations, the whole covered surface has been defined
with the same level. For small patches of terrain, this procedure has proven to be
useful and accurate as much as possible. However, when the query coordinates cover
long areas, the size of the provided height map grows rapidly. Depending on the
utility that is given to it, this issue may become a problem. Let us put as an example
the generation of 3D terrain meshes from the height map data. This procedure has
been successfully integrated into the Holo-MIS system presented in Chapter 3 and
Figure B.11 shows an example in action.

Figure B.11: An example of a generated 3D terrain that includes color information

Thus, the bigger the requested area is, the more vertices and faces the 3D mesh
will have. Depending on the power of the device, a performance issue may appear.
One possible solution would be to define zoom levels in a similar way to what the
main map services do (refer Appendix A for more details on this). Thus, for example,
a 2x2 km terrain unit would represent the most detailed zoom level (e.g. 1). A unit
on level 2 would represent an area of 4x4 km and so on. This zoom parameter could
be integrated into the original request or calculated into the GMS itself.

If those different zoom levels were generated before by adapting the procedure
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presented earlier in this Appendix, it would be possible to differentiate the images
to be used for creating the final height map based on it.

Regarding the advantages of this implementation, we would like to highlight three
of them. First, when generating the original height maps/images from the IGN data,
we have indicated that the projected 2D map (in black and white) and the boundings
for each tile were stored. Additionally, a second RGB image is generated from the
LAS files, which is similar to an aerial photograph. Both images can be combined
as shown in Figure B.11 to generate, for example, a colored 3D element. Whenever
the GMS receives a request, it returns both images at the same time. By following
this same process, more images could be generated on demand. An example of this
could be the use of machine learning techniques to label sections of the image (e.g.
buildings or vegetation).

The second advantage of this implementation concerns the scalability and ex-
tensibility. As a proof of concept, the exploited area has been limited to the region
of Madrid. However, any other region could be easily integrated into the database.
However, this raises an issue. As the data from the IGN is provided, each au-
tonomous community is treated independently. Thereby, those areas on the border
between communities will present a repeated tile for each one. In other words, it
may be the case that for a certain geographic coordinate, multiple tiles may appear.
Our suggestion is to combine all the possible height maps into one, in order to jeep
the solution as simple as possible. However, any other possibility could be used.

In general, this same procedure could be extended to the whole Earth (it could
even be used for other celestial bodies). This is so, that any digital surface model
format could be translated into the height map images. As the GMS keeps track of
the handled surface, it can easily detect if, for a certain request, any data is present
or not. Thereby, not only LAS files could be integrated into the GMS, but any other
file format could be.

Finally, external 3D models could be attached to positions into the tiles, in such
a way that when the GMS receives the request for a certain surface, a list with those
additional 3D models could be provided. This functionality would be very useful
to show those elements that have low resolution (e.g. fountains, monuments and so
on)
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Appendix C

Detecting changes in nodes of the
SARA architecture

Until now, when the propagation of incremental update events of the session
state has been mentioned, the moment in which these types of events are generated
has been ignored. In reality, these events have to be created and propagated when
there has been a change in some property of a node (e.g. in its position, in its
rotation or in more advanced properties such as mesh or material). Let us illustrate
this process with the following example. There is only one provider client and the
session status contains a single SARANode associated with an element of the 3D
framework. In particular, let us suppose that the 3D development platform is Unity,
and that the SARANode is then associated to a GameObject of this platform.

This GameObject (GO for short) has a certain Unity Transform, which is in-
terpreted by SARA as a SARATransform. The objective is then, to somehow link
the properties of that GameObject to those of the associated SARANode, so that if
they undergo any change (e.g. due to the logic of the application), the SARANode
will be notified and updated, and also generated the relevant incremental update
event.

If these changes were accessed through a listener, event, or similar functionality,
it would be enough to redirect them to the SARAManager instance, which would
create the necessary SARAEvent and propagate it. However, in the real world many
development frameworks do not offer this type of functionality by default, or it is
extremely difficult to achieve. Unity is one of these examples. The first possibility
to solve this issue is to wrap the main class, the GameObject in this case, with a
wrapper class. The goal of doing this is to create getters and setters in the wrapper
class, so that they intercept the changes received in the object’s properties. From
there, the wrapper class should be used instead of the original. However, here
two problems arise. The first and in the case of following this procedure, all old
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classes (the GOs) should be replaced by the wrapper class in the code. But one of
the objectives of SARA is to facilitate the development and adaptation of existing
applications to the collaborative AR context. So, having to change all the imported
code to replace with the wrapper class is not ideal. The second problem is that
wrapper classes had to be created for the entire class structure managed by the 3D
framework. For example, it would also be necessary to create a wrapper class for
the Mesh, another for the materials and so on. Thus, the issue grows in size.

The second possibility is to maintain the existing class structure in the 3D frame-
work or platform, while adding the change detection functionality externally. Cur-
rently, this option is the one implemented in SARA. Thus, SARA defines a series of
listeners or helpers associated with the properties of the AR elements. For example,
there is a SARATransformHelper (associated with the Transform of the GameOb-
ject) or a SARAMaterialHelper (associated with the Material). These helpers are
added as components to the gameobjects (i.e. they are attached), so that when the
GOs are introduced into the Unity scene, they already have those helpers associ-
ated. These components will then run independently of the GO in question and
will periodically look for changes. To illustrate the entire process, let us give the
example of the SARATransformHelper, as defined in Unity:

1 public class SARATransformHelper : MonoBehaviour
2 {
3 // This variable will hold a reference to the own

Transform of the GameObject
4 // which in Unity is a reference to the GO itself
5 private Transform target ;
6
7 // Here we will store the last values of the observed

properties
8 private Vector3 oldPosition ;
9 private Quaternion oldRotation ;

10 private Vector3 oldScale ;
11
12 //A reference to the SARAChangeListener instance is

required .
13 // More details about this class will be provided later.
14 private SARAChangeListener cl;
15
16 // Start is called before the first frame update
17 void Start ()
18 {
19 // All the variables are initialized
20 target = transform ;
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21
22 // The variables are filled with the GO properties as

they begin
23 oldPosition = target . localPosition ;
24 oldRotation = target . rotation ;
25 oldScale = target . lossyScale ;
26
27 // Find a reference to the ChangeListener Singleton
28 cl = GameObject .Find(" SARAManager ")
29 . GetComponent < SARAChangeListener >();
30 }
31
32 // Update is periodically called once per frame
33 void Update ()
34 {
35
36 /* TestIfPositionHasChanged will return True if there
37 is any change on the X, Y or Z coordinate .
38 Otherwise it will return False */
39 if ( TestIfPositionHasChanged ())
40 {
41 OnPositionChanged (); //If there has been any

change , call the OnPositionChanged method ...
42 oldPosition = transform . localPosition ;// and then

override the old position with the new one
43 }
44
45 if ( TestIfRotationHasChanged ())
46 {
47 OnRotationChanged ();
48 oldRotation = transform . rotation ;
49 }
50 /* ... The procedure would be the same for the Scale */
51 }
52
53 // This method returns true if target . position has

changes in any axis.
54 bool TestIfPositionHasChanged ()
55 {
56 if( oldPosition .x == transform . localPosition .x &&
57 oldPosition .y == transform . localPosition .y &&
58 oldPosition .z == transform . localPosition .z)
59 {
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60 return false; //If all the coordinates are
the same as before , there is no change

61 }
62 // Otherwhise , there has been a change , return true.
63 return true;
64 }
65
66 /* There will be methods similar to

TestIfPositionHasChanged to
67 look for changes in scale and rotation .*/
68
69 /* The OnPositionChanged method will create an event and

fill it with the updated information */
70 void OnPositionChanged ()
71 {
72 //Here , we ask for an event to the

ChangeListenerInstance , which will already have
some information filled

73 SARAEvent_IncrementalUpdate e =
cl. ProvideFillEventToPopulate ();

74
75 //Next , we assign the basic information of the event

with the name and ID of the Gameobject
76 // (later this information will be changed to the

SARA name and ID)
77 e. target_name = transform .name;
78 e. target_id = transform .name;
79
80 //Here , the property path is specified to the

transform . position ...
81 e. property_path = " transform . position ";
82
83 // and the new value is stored .
84 e. new_value = "{\"x\":"+ transform . localPosition .x +

", \"y\":" + transform . localPosition .y + ",
\"z\":" + transform . localPosition .z+"}";

85
86 // Finally , ChangeListener is asked to queue the

event.
87 cl. QueueEvent (target , e, IncrementalType . position );
88 }
89 /* There will be methods similar to OnPositionChanged to
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90 generate events for the rotation and scale , setting
the right property_path .*/

91 }

Listing C.1: SARATransformHelper

The SARAChangeListener class references a component associated to the main
SARAManager component. This class looks similar to the following:

1 /* This class will be used as a holder for the update events
2 associaded to a certain node */
3 public class ChangeHolder
4 {
5 public SARAEvent_IncrementalUpdate scaleE ;
6 public SARAEvent_IncrementalUpdate rotationE ;
7 public SARAEvent_IncrementalUpdate positionE ;
8 public SARAEvent_SetNodeMaterial materialsE ;
9 public SARAEvent_MeshChanged meshchangedE ;

10 }
11
12 /* An enumeration with the different incremental update
13 events currently handled by SARA
14 */
15 public enum IncrementalType
16 {
17 rotation ,
18 position ,
19 scale ,
20 material ,
21 mesh
22 }
23
24 public class SARAChangeListener : MonoBehaviour
25 {
26
27 private float repeatPeriod = 0.1f;
28 private float timeAcum = 0.0f;
29
30
31 //A separate list is maintained for each type of update

events
32 private List < SARAEvent_IncrementalUpdate >

incrementalevents ;
33 private List < SARAEvent_SetNodeMaterial > materialevents ;
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34 private List < SARAEvent_MeshChanged > meshchangedevents ;
35
36 //A reference to the SARAManager main instance is

required
37 private SARAManager reftoSara ;
38
39 /* This dictionary is used to associate a ChangeHolder

instance to a
40 certain Transform (i.e. a GameObject ). In this way , we

can keep the
41 last update of each type at a certain time */
42 private Dictionary <Transform , ChangeHolder >

evenstDictionary ;
43
44
45 // Start is called before the first frame update
46 void Start ()
47 {
48 /* All the arrays are initialized and the reference to
49 the SARAManager instance is obtained */
50 reftoSara = transform . GetComponent < SARAManager >();
51 incrementalevents = new

List < SARAEvent_IncrementalUpdate >();
52 materialevents = new

List < SARAEvent_SetNodeMaterial >();
53 meshchangedevents = new

List < SARAEvent_MeshChanged >();
54 evenstDictionary = new Dictionary <Transform ,

ChangeHolder >();
55 }
56
57 // Update is periodically called once per frame
58 void Update ()
59 {
60 //We measure the time passed from the previous frame
61 timeAcum += Time. deltaTime ;
62
63 //If enough time has passed
64 if( timeAcum >= repeatPeriod )
65 {
66 timeAcum = 0; // The acumulator is reset ...
67 // ... and changes are sent to the Communication

Service
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68 SendUpdatesToCommunicationService ();
69 }
70 }
71
72 public void SendUpdatesToCommunicationService () {
73
74 //Now , we fill the events array with the events from

the dictionary
75 if( evenstDictionary != null) //A basic check
76 {
77 List <Transform > keyList = new

List <Transform >( evenstDictionary .Keys);
78
79 foreach ( Transform t in keyList ) // For each

transform
80 {
81 ChangeHolder ch = evenstDictionary [t];
82 if (ch. positionE != null) {
83 incrementalevents .Add(ch. positionE );
84 ch. positionE = null;
85 }
86 if (ch. rotationE != null) {
87 incrementalevents .Add(ch. rotationE );
88 ch. rotationE = null;
89 }
90 if (ch. scaleE != null) {
91 incrementalevents .Add(ch. scaleE );
92 ch. scaleE = null;
93 }
94 if (ch. materialsE != null) {
95 materialevents .Add(ch. materialsE );
96 ch. materialsE = null;
97 }
98 if(ch. meshchangedE != null) {
99 meshchangedevents .Add(ch. meshchangedE );

100 ch. meshchangedE = null;
101 }
102 }
103
104 //If there are any event to send (there may not

be any if no change has occurred )
105 if ( incrementalevents .Count > 0)
106 {
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107
108 // All the incremental events are sent by

using the reference to the SARAManager
109 for (int i = 0; i < incrementalevents .Count;

i++)
110 {
111 SARAEvent_IncrementalUpdate e =

incrementalevents [i];
112 reftoSara . SendIncrementalUpdateEvent (e);
113 }
114
115 incrementalevents = null;
116 incrementalevents = new

List < SARAEvent_IncrementalUpdate >();
117 }
118
119 // The same process is done for the material

events and mesh changed
120 if ( materialevents .Count > 0)
121 {
122 for (int i = 0; i < materialevents .Count;

i++)
123 {
124 SARAEvent_SetNodeMaterial e =

materialevents [i];
125 reftoSara . SendMaterialUpdateEvent (e);
126 }
127 materialevents = null;
128 materialevents = new

List < SARAEvent_SetNodeMaterial >();
129 }
130
131 if ( meshchangedevents .Count > 0)
132 {
133 for (int i = 0; i < meshchangedevents .Count;

i++)
134 {
135 SARAEvent_MeshChanged e =

meshchangedevents [i];
136 reftoSara . SendMeshUpdateEvent (e);
137 }
138 meshchangedevents = null;
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139 meshchangedevents = new
List < SARAEvent_MeshChanged >();

140 }
141 }
142 }
143
144 public void QueueEvent ( Transform trans ,

SARAEvent_IncrementalUpdate e, IncrementalType type)
145 {
146 ChangeHolder ch = null;
147
148 string temp = e. target_name ;
149 e. target_name = reftoSara . GetSARANameForGOName (temp);
150 e. target_id = reftoSara . GetSARAIDForGOName (temp);
151
152 if (! evenstDictionary . ContainsKey (trans)) {
153 ch = new ChangeHolder ();
154 evenstDictionary [trans] = ch;
155 }else{
156 ch = evenstDictionary [trans ];
157 }
158
159 if(type == IncrementalType . position ) {
160 ch. positionE = e;
161 }else if (type == IncrementalType . rotation ) {
162 ch. rotationE = e;
163 } else if (type == IncrementalType .scale) {
164 ch. scaleE = e;
165 } else {
166 /* Incremental type not implemented .*/
167 }
168
169 }
170
171
172 public SARAEvent_IncrementalUpdate

ProvideFillEventToPopulate ()
173 {
174 SARAEvent_IncrementalUpdate e = new

SARAEvent_IncrementalUpdate ();
175 e. target_session_id = reftoSara . sessionID ;
176 e. sender_user = reftoSara . clientID ;
177
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178 return e;
179 }
180 }

Listing C.2: SARATransformHelper class

This basic process may be adapted to more complex features such as the material
or the mesh of a node, by just creating more helpers. The presented approach is not
the most efficient in terms of performance. However, if offers a flexible approach to
perform the change detection process that can be adapted to any 3D platform and
framework. this approach also does not interfere with the structure of the already
developed application classes, which facilitates the work of importing existing ap-
plications. Finally, by using this technique, a fine-grain control can be established,
and the detection can be stopped for a set of nodes. For example, let us suppose a
game level, which is defined by walls and floors, being each one of these elements a
different GameObject. If those walls will remain always static, there is no need to
listen for the changes constantly, so it would not be necessary to attach a helper.

As a last comment on this topic, it is also possible to set aside the helpers
structure and let the developer to have full control over the updating process. This,
for example, has been done within the voxel-based prototype of Section 5.6.2. In that
case, there is only one GameObject whose associated mesh represents the terrain.
That mesh would be manipulated by the users, who will add or remove blocks to it.
In that situation, interaction is handled within the provider client, which alters the
mesh. At that point, instead of being at all times looking for changes, the update
events are manually generated. This is possible since the execution point where the
mesh is to be modified is completely identified. If, for example, some functionality of
the application modifies the terrain (and therefore the mesh) independently from the
users, it would be necessary to identify that point in the code and then to generate
the required events. Thus, for more complex applications, the helpers structure may
be more comfortable to use.
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vautz, M., and Purgathofer, W. The studierstube augmented reality project.
Presence: Teleoperators & Virtual Environments, 11(1):33–54, 2002.

Schrepp, M., Hinderks, A., and Thomaschewski, J. Construction of a benchmark
for the user experience questionnaire (ueq). IJIMAI, 4(4):40–44, 2017.

Shotton, J., Fitzgibbon, A. W., Cook, M., Sharp, T., Finocchio, M., Moore, R.,
Kipman, A., and Blake, A. Real-time human pose recognition in parts from
single depth images. In Cvpr, volume 2, page 3, 2011.

Shtarbanov, A. and Bove Jr., V. M. Free-Space Haptic Feedback for 3D Displays
via Air-Vortex Rings. Extended Abstracts of the 2018 CHI Conference on Hu-
man Factors in Computing Systems - CHI ’18, pages 1–6, 2018. ISSN 08954356.
doi: 10.1145/3170427.3188622. URL http://dl.acm.org/citation.cfm?doid=
3170427.3188622.

215

https://www.blender.org/
http://dl.acm.org/citation.cfm?doid=3170427.3188622
http://dl.acm.org/citation.cfm?doid=3170427.3188622


REFERENCES

Sodhi, R., Poupyrev, I., Glisson, M., and Israr, A. Aireal: interactive tactile expe-
riences in free air. ACM Transactions on Graphics (TOG), 32(4):134, 2013.

Song, P., Goh, W. B., Hutama, W., Fu, C.-W., and Liu, X. A handle bar metaphor
for virtual object manipulation with mid-air interaction. page 1297, 2012. doi:
10.1145/2207676.2208585.

Speicher, M., Hall, B. D., Yu, A., Zhang, B., Zhang, H., Nebeling, J., and Nebeling,
M. Xd-ar: challenges and opportunities in cross-device augmented reality appli-
cation development. Proceedings of the ACM on Human-Computer Interaction, 2
(EICS):7, 2018.

Sutherland, I. E. The ultimate display. Multimedia: From Wagner to virtual reality,
1, 1965.
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