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Abstract 

The main thrust of time-series forecasting models in recent years has gone in 
the direction of pattern-based learning, in which the input variable for the 
models is a vector of past observations of the variable itself to predict. The most 
used models based on this traditional pattern-based approach are the auto-
regressive integrated moving average model (ARIMA) and long short-term 
memory neural networks (LSTM). The main drawback of the mentioned 
approaches is their inability to react when the underlying relationships in the 
data change resulting in a degrading predictive performance of the models. In 
order to solve this problem, various studies seek to incorporate external factors 
into the models treating the system as a black box using a machine learning 
approach which generates complex models that require a large amount of data 
for their training and have little interpretability. 
In this thesis, three different algorithms have been proposed to incorporate 
additional external factors into these pattern-based models, obtaining a good 
balance between forecast accuracy and model interpretability. 
After applying these algorithms in a study case of Ethereum price time-series 
forecasting, it is shown that the prediction error can be efficiently reduced by 
taking into account these influential external factors compared to traditional 
approaches while maintaining full interpretability of the model. 
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Sammanfattning 

Huvudinstrumentet för prognosmodeller för tidsserier de senaste åren har gått 
i riktning mot mönsterbaserat lärande, där ingångsvariablerna för modellerna 
är en vektor av tidigare observationer för variabeln som ska förutsägas. De mest 
använda modellerna baserade på detta traditionella mönsterbaserade 
tillvägagångssätt är auto-regressiv integrerad rörlig genomsnittsmodell 
(ARIMA) och långa kortvariga neurala nätverk (LSTM). Den huvudsakliga 
nackdelen med de nämnda tillvägagångssätten är att de inte kan reagera när de 
underliggande förhållandena i data förändras vilket resulterar i en försämrad 
prediktiv prestanda för modellerna. För att lösa detta problem försöker olika 
studier integrera externa faktorer i modellerna som behandlar systemet som en 
svart låda med en maskininlärningsmetod som genererar komplexa modeller 
som kräver en stor mängd data för deras inlärning och har liten förklarande 
kapacitet. 
I denna uppsatsen har tre olika algoritmer föreslagits för att införliva ytterligare 
externa faktorer i dessa mönsterbaserade modeller, vilket ger en bra balans 
mellan prognosnoggrannhet och modelltolkbarhet. 
Efter att ha använt dessa algoritmer i ett studiefall av prognoser för Ethereums 
pristidsserier, visas det att förutsägelsefelet effektivt kan minskas genom att ta 
hänsyn till dessa inflytelserika externa faktorer jämfört med traditionella 
tillvägagångssätt med bibehållen full tolkbarhet av modellen. 
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1 Introduction  

In this chapter, we will give an introduction to the main general topic of this 
work: time-series forecasting. Later, we will discuss in detail the topics of this 
specific thesis: background, problem, purpose, goal, methodology, and 
delimitations. Finally, in Section 1.8 we will explain how this work is structured. 

1.1 Time-Series Forecasting 
 
Time-series forecasting is a technique for the prediction of events through a 
sequence of time. The technique is used across many fields of study: weather 
forecasting, earthquake prediction, astronomy, statistics, econometrics, signal 
processing, etc. Due to a large number of totally different fields in which getting 
an accurate prediction is a fundamental piece, time-series data prediction has 
been a hot topic of interest both in the industry and in academia from its origins, 
and especially with the emergence of computer technologies with which a large 
amount of data can be processed. 
 
Nowadays all modern time-series forecasting applications use computer 
technologies applying different models: ARIMA, artificial neural networks, 
support vector machines, hidden Markov models, etc. The common 
characteristic of all these different time-series forecasting models is that they 
work under the assumption that future trends will hold similar to historical 
trends. In other words, they use past data to predict future data. For this reason, 
they are commonly known as pattern-based time-series forecasting models. 
 
Pattern-based time-series forecasting models give excellent results if the 
assumption that future data will be similar to past data is true, which is the case 
for many applications (especially in long timeframes prediction environments) 
but there are other time-series data applications in which the assumption is no 
longer true. In these latter cases, the underlying structure of the data changes 
and pattern-based models degrade their predictive performance.  
 
For these applications, some studies have explored the idea of using external 
factors1 as features in the model instead of using the traditional pattern-based 
models. In this work, we continue to explore this idea of taking into account 
these external factors in the model but maintaining pattern-based models as 
the basis. We believe that we can achieve a good balance between model 
interpretability and forecasting accuracy with this approach. For the 
development of our work, we apply this idea to a particular problem in the 
econometrics field: Ethereum price forecasting.  
 
 

 
 
 
 
1 By external factors we mean the explanatory factors that affect the variable to 
be predicted. 



 

1.2 Background 
 
The theoretical developments in time-series analysis started early with 
stochastic processes. The first application of autoregressive models appears in 
the work of G. U Yule and J. Walker in the 1920s and 1930s [1]. 
 
In 1937 Herman Wold introduced ARMA (Autoregressive Moving Average) 
models for stationary series [2] but was unable to derive a likelihood function 
to enable maximum likelihood estimation of the parameters. It took until 1970 
before this was accomplished with the work of G. E. P Box and G. M. Jenkins 
and the creation of ARIMA [3], containing the full modeling procedure for 
individual series: specification, estimation, diagnostics, and forecasting. 
Nowadays, the so-called Box-Jenkins models are perhaps the most commonly 
used, and many techniques used for seasonal adjustment and forecasting can 
be traced back to these models.  
 
Another line of research in time-series, originating from Box-Jenkins models, 
is the non-linear generalizations, mainly ARCH (Autoregressive Conditional 
Heteroscedasticity) and GARCH (G=Generalized) models [4]. These models, 
which allow parameterization and prediction of non-constant variance, have 
been proved very useful for financial time-series. In essence, these models can 
extract more complex patterns from the data (learning from periods of swings 
interspersed with periods of relative calm) compared to the more basic ARIMA 
or ARMA models.  
 
Twenty-seven years after the first appearance of the ARIMA model, a new type 
of recurrent neural network called LSTM (Long-short term memory) was 
invented by Sepp Hochreiter and Jürgen Schmidhuber [7]. The initial goal of 
these LSTM models was not related to the prediction of time-series data but due 
to the “memory unit” (see Figure 1) concept incorporated in the structure of 
LSTMs soon, they were used as an application in this domain  [6]. This method 
has gained great popularity in recent years thanks to the substantial 
improvement in the prediction of time-series data in different applications: 
from house price prediction [5] to forecasting avian influenza outbreaks [8]. 
 

 
Figure 1: Graphical representation of an LSTM unit. 

 
 



 

1.3 Problem 
 
The aforementioned time-series forecasting models both those based on pure 
statistics such as ARMA, ARIMA, or ARCH and those based on neural networks 
(LSTM) have a different theoretical functioning (the detailed theoretical 
formulas will be explained in detail in Chapter 2). However, both approaches 
have a very important common characteristic: they use past observations in the 
training/creation phase of the model, which means that they are based on the 
assumption that future data (data to be predicted) will have a behavior or 
pattern similar to past data used in the training phase [3]. For many 
applications, this is a correct assumption since clear patterns can be observed 
in the data (trend, short-term seasonality, long-term seasonality) that are 
repeated in different periods of time over and over again. However, there is a 
set of time-series data applications that do not have a defined pattern in the 
data, and/or the assumption that future data has a similar form to past data is 
no longer fulfilled. In these cases, the underlying structure and relationship of 
the data changes, and this can result in poor and degrading predictive 
performance in predictive models that assume a static relationship between 
input and output variables.  
 
This is very common in the econometrics field. In these types of applications, 
there are obvious limitations of plain pattern-based models since past 
observations are not good predictors for unseen future data [9]. 
 
Apart from the similar results shown in [9], we present a detailed case study 
(see Appendix A) where we show the fundamental limitations that ARIMA and 
LSTM pattern-based models have for some applications. In Figure 2 we can see 
the final results of this study. As expected, ARIMA is able to extract the pattern 
in the data (both seasonality and trend) and the prediction of the model is a 
continuation of the past observations. However, the actual data did not 
continue the pattern and the prediction was not very accurate. 
 

 



 

 
Figure 2: ARIMA prediction vs real data. 

 
 

In summary, since these methods only take into account past observations of 
the variable itself to predict they cannot adapt in cases where there is a variation 
in the underlying structure of the data, especially if the variable changes 
abruptly in a relatively short period of time as it happened in our analysis. This 
is very common in the Econometrics field. 
 
In order to address this problem, different studies have researched the idea of 
using external factors in time-series data prediction models [54] [55] [56] [57] 
[59]. In these studies, they use a Machine Learning approach, this is, they use 
all external factors as input features of the model and the variable to predict as 
the target variable. Although they achieve a very high forecasting accuracy, they 
have different drawbacks: they need a large amount of data for correct training 
of the model and they lack the interpretability of the model (black-box system). 
Black box AI systems for automated decision making, often based on machine 
learning over big data, map a user’s features into a class predicting the outcome 
without exposing the reasons why [12]. This is problematic not only for lack of 
transparency but also for possible biases inherited by the algorithms from 
human prejudices and collection artifacts hidden in the training data, which 
may lead to unfair or wrong decisions [13]. 
 
In this work, we will continue exploring the idea of incorporating external 
factors into the models but in our case instead of focusing on optimizing 
forecasting accuracy, we will seek a good balance between forecasting accuracy 
and interpretability of the model. 
 
 
 
 
 
 



 

1.4 Purpose 
 
The purpose of the thesis is to get better time-series forecasting predictions 
after incorporating external factors into traditional pattern-based models 
without treating the system as a black-box. This means that all the final models 
presented in this thesis have full interpretability avoiding the problems 
mentioned in the previous section that black-box systems have. This can be 
formalized with one research question which will be answered in this thesis: 
 
Can time-series forecasting be improved in terms of accuracy if external factors 
are incorporated into traditional pattern-based models while maintaining a 
high degree of interpretability of the model? 

1.5 Goal 
 
The long-term goal is that the algorithms proposed in this work be used in time-
series data forecasting applications (both in industry and academia) that meet 
the following characteristics: applications where pattern-based models such as 
ARIMA or LSTM do not have good performance and applications that require 
interpretability of the model. For example, these characteristics are common in 
datasets related to Economics. 

1.5.1 Benefits, Ethics and Sustainability 
 
As we have already mentioned in Chapter 1, time-series forecasting is used in a 
wide variety of fields and applications: weather forecasting, earthquake 
prediction, astronomy, statistics, econometrics, signal processing, etc. That is 
why we believe that studying new lines of research in order to improve the 
accuracy of time-series predictions is essential for the continuous optimization 
of all these processes which have a big impact on the quality of life of society. 
 
In the present thesis, we focus on trying to improve the accuracy of time-series 
forecasting where we cannot assume that future data will behave similarly to 
past data. This is especially common in the econometrics field, so we believe 
that the results presented in this work will be useful for this specific application 
domain. 
 
Related to ethics, all these models that include variations of the Machine 
Learning field may cause the risk of automating a large number of jobs, 
especially human data collectors or data analysts whose work can be completely 
performed by a machine. We believe that —as long as we do not reach a human-
level artificial intelligence— these analysts can coexist with the machine by 
using their professional field experience in the development process of the 
algorithms. 
 
In addition, we think that improving the time-series forecasting accuracy will 
help at making the world more sustainable. For example, predicting accurately 
energy consumption in a particular building, country, etc. is an important task 
to properly manage energy efficiency. Although this work is focused on the 



 

econometrics field, it can be generalized to other datasets and fields as we will 
explain during this thesis.  
 
Finally, an important aspect to discuss is related to personal integrity/sensitive 
data. All the data used in this thesis is open data that does not have sensitive or 
personal information. 

1.6 Methodology 
 
In order to answer the research question, we will follow an experimental 
procedure that consists of data collection, development of a framework, data 
modeling and choice of the results comparison metric.  The reasons why we 
have chosen this option, as well as the application of this methodology, will be 
explained in detail in Chapter 3. 

1.7 Delimitations 
 
These are the aspects of the research question that will not be considered or will 
only be partially considered: 
 

 When we refer to incorporating external factors, in this work we will only 
incorporate a subset of all external factors that affect the variable to be 
predicted. 

 
 We will only use two traditional pattern-based models in the 

development of this work. As we have seen in Section 1.2, there are many 
plain pattern-based models that have appeared over the years. In this 
work, we will only focus on the best known: ARIMA and LSTM. 
 

 To answer the first part of the research question, we will need to know if 
we improve the time-series forecasting accuracy if we incorporate 
external factors into the models.  However, the final results and 
conclusions derived in this work are from our specific study case of 
Ethereum price forecasting, so in order to answer the research question 
in a general way, we would need to test the models proposed in other 
different applications with different datasets. 
 

 To answer the second part of the research question, we will only explain 
the degree of interpretability of the models we propose, we will not 
compare the degree of interpretability of the proposed models with other 
well-known machine learning models. 

 
 
 
 
 
 
 
 



 

1.8 Outline 
 
In Chapter 2 we will present a detailed description of the theoretical 
background of the degree project together with related work. In that chapter, 
we will also explain what prior work will be used in our thesis. 
 
In Chapter 3 we will discuss the research methodology and the methods that 
are used in this particular degree project. In that chapter, we will also present 
the dataset used during the development of this work as well as the data 
processing and data modeling techniques used in order to reproduce the whole 
work presented in this thesis. 
 
In Chapter 4 we will show and explain an artifact we developed in order to be 
able to answer the research question. 
 
In Chapter 5 we will present the final results obtained making a rigorous and 
fair comparison between the different algorithms proposed. 
 
Finally, in Chapter 6 we will present the final conclusions of our work and we 
will discuss a valid line of research to continue with the idea of this thesis. 
 
 



 

2 Theoretical background 

In this chapter, we will present the relevant theoretical background of our 
research.  First of all, since the first goal of the thesis is to improve the accuracy 
of a subset of time-series prediction models, we need to understand first the 
basic concepts of time-series forecasting and then understand the theory of the 
traditional pattern-based approaches that are widely used. Once we understand 
the theory behind these models, we will give the reasons why we will pick only 
ARIMA as the statistical model and LSTM as the neural network model as the 
baseline of our modified proposed models. Finally, we will examine different 
studies that have explored the idea of incorporating external factors for time-
series forecasting. 

2.1 Time-Series Forecasting basic concepts 
 
In the next subsections, we will explain the basic concepts of time-series and we 
will give an introduction to time-series analysis. 

2.1.1 Definition of a Time-Series 
 
A time-series is a sequential set of data points, measured typically over 
successive times. It is mathematically defined as a set of vectors ( ) = 0,1,2, … 
where  represents the time elapsed [19]. The variable ( )  is treated as a 
random variable. The measurements taken during an event in a time-series are 
arranged in proper chronological order. A time-series can be continuous or 
discrete. In a continuous time-series, observations are measured at every 
instance of time, whereas a discrete time-series contains observations 
measured at discrete points of time. For example, temperature readings, the 
flow of a river, concentration of a chemical process, etc. can be recorded as a 
continuous time-series. On the other hand, the population of a particular city, 
production of a company, exchange rates between two different currencies may 
represent discrete time-series. Usually, in a discrete time-series, the 
consecutive observations are recorded at equally spaced time intervals such as 
hourly, daily, weekly, monthly, or yearly time separations. 

2.1.2 Components of a Time-Series 
 
A time-series, in general, is supposed to be affected by four main components, 
which can be separated from the observed data. These components are trend, 
seasonal, cyclical and irregular components.  A brief description of these four 
components is given below.  
 

 The trend is a long-term movement in a time-series. For example, series 
relating to population growth, the number of houses in a city, etc. show 
an upward trend, whereas a downward trend can be observed in series 
relating to mortality rates, epidemics, etc. 
 

 Seasonal variations in a time-series are fluctuations within a year during 
the season. The important factors causing seasonal variations are 
climate and weather conditions, customs, traditional habits, etc. For 



 

example, sales of ice-cream increase in summer, sales of woollen clothes 
increase in winter. 

 
 The cyclical variation in a time-series describes the medium-term 

changes in the series, caused by circumstances, which repeat in cycles. 
The duration of a cycle extends over a longer period of time, usually two 
or more years. Most of the economic and financial time-series show 
some kind of cyclical variation. 

 
 Irregular or random variations in a time-series are caused by 

unpredictable influences, which are not regular and also do not repeat in 
a particular pattern. 

2.2 Stochastic Models for Time-Series Forecasting 
 
In the previous chapter, we have discussed the fundamentals of time-series 
modeling and forecasting. In this chapter, we will discuss one of the two main 
research branches that have been used to model time-series data. 

2.2.1 Introduction 
 
A time-series model is said to be linear or non-linear depending on whether the 
current value of the series is a linear or non-linear function of past observations. 
 
In general, models for time-series data can have many forms and represent 
different stochastic processes. There are two widely used linear time-series 
models in the literature, viz. Autoregressive (AR) and Moving Average (MA) 
models [3]. Combining these two, the Autoregressive Moving Average (ARMA) 
and Autoregressive Integrated Moving Average (ARIMA) [10] models have 
been proposed in the literature. 

2.2.2 Autoregressive Moving Average Models (ARMA) 
 
An ARMA(p, q) model is a combination of AR(p) and MA(q) models and is 
suitable for univariate time-series modeling. In an AR(p) model the future value 
of a variable is assumed to be a linear combination of p past observations and a 
random error together with a constant term. Mathematically the AR(p) model 
can be expressed as [3]: 
 

= +  +  = + + +  ⋯+ +   

 
Here  and  are respectively the actual value and random error at time period 
t. ( = 1, 2, … , )  are model parameters and  is a constant. The integer 
constant  is known as the order of the model. 
 
Just as an ( )  model regress against part values of the series, an ( ) 
model uses past errors as the explanatory variables. The ( ) model is given 
by [3]. 



 

= +  +  = +  + + ⋯+  +   

 
Here  is the mean of the series,  ( = 1,2, … , ) are the model parameters and 

 is the order of the model. The random shocks are assumed to be a white noise 
process (a random sequence of independent and identically distributed random 
variables with zero mean and a constant variance . Conceptually, a moving 
average model is a linear regression of the current observation of the time-
series against the random shocks of one or more prior observations. 
 
Autoregressive (AR) and moving average (MA) models can be effectively 
combined together to form a general and useful class of time-series models, 
known as the ARMA models. Mathematically an ( , )  model is 
represented as [3]: 
 

= +  +  +   

 
Here, the model orders ,  refers to  autoregressive and  moving average 
terms. 
 
 

2.2.3 Autoregressive Integrated Moving Average (ARIMA) Model 
 
The ARMA models, described above can only be used for stationary time-series 
data. However, in practice many time-series such as those related to socio-
economic [21] and business show non-stationary behavior. Time-series, which 
contain trend and seasonal patterns, are also non-stationary in nature [22]. 
Thus, from an application point of view, ARMA models are inadequate to 
properly describe non-stationary time-series, which are frequently encountered 
in practice. For this reason, the ARIMA model [3] is proposed, which is a 
generalization of an ARMA model to include the case of non-stationarity as 
well. 
 
In ARIMA models a non-stationary time-series is made stationary by applying 
finite differencing of the data points. The mathematical formulation of the 

( , , ) model is given below: 
 
 

( )(1 − ) =  ( )  
 

1 −  (1 − ) = 1 +    

 
 
 



 

Here: 
 

  is the lag operator,  are the parameters of the autoregressive part of 
the model,  are the parameters of the moving average part and  are 
error terms. 

 
 , ,  are integers greater than or equal to zero and refer to the order of 

the autoregressive, integrated, and moving average parts of the model 
respectively. 
 

 The integer  controls the level of differencing. Generally, = 1  is 
enough in most cases. When = 0, then it reduces to an  ( , ) 
model. 
 

 An ( , 0,0)  is essentially the ( )  model and (0,0, )  is 
the ( ) model. 
 

 (0,1,0) which mathematically is =  +  is a special one 
and known as the Random Walk model. It is widely used for non-
stationary data, like economic and stock price series. 

2.2.4 Box-Jenkins Methodology 
 
After describing various time-series models, the next issue to our concern is 
how to select an appropriate model that can produce an accurate forecast based 
on a description of a historical pattern in the data and how to determine the 
optimal model orders. Statisticians George Box and Gwilym Jenkins [10] 
developed a practical approach to build the ARIMA model, which best fits a 
given time-series and also satisfies the parsimony principle. Their concept has 
a fundamental importance in the area of time-series analysis and forecasting 
[20]. 
 
The Box-Jenkins methodology does not assume any particular pattern in the 
historical data of the series to be forecasted. Rather, it uses a three-step iterative 
approach of model identification, parameter estimation, and diagnostic 
checking to determine the best parsimonious model from a general class of 
ARIMA models. This three-step process is repeated several times until a 
satisfactory model is finally selected. Then this model can be used for 
forecasting future values of the time-series. 
The Box-Jenkins forecast method is schematically shown in Figure 3. 
 



 

 
Figure 3: The Box-Jenkins methodology for optimal model selection. 

 

2.3 Artificial Neural Networks for Time-Series Forecasting 
 
In the previous chapter, we have discussed the important stochastic methods 
for time-series modeling and forecasting. Artificial neural networks (ANNs) 
approach has been suggested as an alternative technique to time-series 
forecasting and it gained immense popularity in the last few years [23].  
 
ANNs try to recognize regularities and patterns in the input data, learn from 
experience, and then provide generalized results based on their known previous 
knowledge. Although the development of ANNs was mainly biologically 
motivated, afterward they have been applied in many different areas, especially 
for forecasting and classification purposes [24]. Below we will mention the 
salient features of ANNs, which make them quite a favorite for time-series 
analysis and forecasting. 
 
First, ANNs are data-driven and self-adaptive in nature [41]. There is no need 
to specify a particular model form or to make any a priori assumption about the 
statistical distribution of the data; the desired model is adaptively formed based 
on the features presented from the data. This approach is quite useful for many 
practical situations, where no theoretical guidance is available for an 
appropriate data generation process. 
 
Second, ANNs are inherently non-linear, which makes them more practical and 
accurate in modeling complex data patterns, as opposed to various traditional 
linear approaches, such as ARIMA methods. There are many instances, which 
suggest that ANNs made quite better analysis and forecasting than various 
linear models [25]. 
 



 

Finally, as suggested by Hornik and Stinchcombe [27], ANNs are universal 
functional approximators that use parallel processing of the information from 
the data to approximate a large class of functions with a high degree of accuracy. 
Further, they can deal with the situation, where the input data are erroneous, 
incomplete, or fuzzy [24]. 

 

 
Figure 4: Example of a three-layer ANN architecture 

 
 
The final output of the model is computed using the following mathematical 
expression: 
 

=  +  + +    ∀  

 
Here ( = 1,2, … , ) are the  inputs and  is the output. The integers ,  
are the number of input and hidden nodes respectively. ( = 0,1,2, … , ) and 

 ( = 0,1,2, … , ; = 0,1,2, … , )  are the connection weights and is the 
random shock;  and  are the bias terms.  
 
In the next subsection, we will explain in detail the most popular artificial 
neural network model used for time-series forecasting due to particular 
characteristics that only these models have. 
 
 
 
 



 

2.3.1 Long Short-Term Memory Neural Networks 
 
LSTM is one of the most popular models of recurrent neural networks. These 
networks are widely applicable for various aspects of sequential data problems, 
such as sentimental analysis, speech analysis, voice recognition, and financial 
analysis owing to their particular characteristics. These characteristics can 
prevent the loss of important features and whole sequences using long-term 
memory while retaining short-term memory (as with simple recurrent neural 
networks). 
 
One unit of LSTM is shown in Figure 5, and the simple forms of the equations 
are: 
 
 

=  ( +  ℎ +  ) 
=  ( + ℎ +  ) 
=  ( +  ℎ +  ) 

=  ⊙ +  ⨀  ( +  ℎ + ) ℎ =  ⊙ ( ) 
 
 
where  is a forget gate,  is an input gate,  is an output gate,  is a cell state, ℎ  is a hidden state,  is an activation function and the operator ⨀ denotes the 
Hadamard product. 
 

 
Figure 5: An example of a unit of LSTM [7] 

 
In recent years, different studies have been conducted using LSTM for time-
series data prediction using the common approach that involves using old data 
of the variable to predict as the input layer. In [16] the authors used LSTM 
networks to predict the movements of the S&P 500 from 1992 to 2015. This 
LSTM model outperformed memory-free classification methods like random 
forest classifiers, MLP, and logistic regression classifiers. Furthermore, in [17] 
the price of crude oil is being predicted using an LSTM network as well. Each of 
these papers proposes a neural network architecture that varies slightly in some 
aspects (different number of layers, different activation functions, etc.) from 
one to another but the essence is the same: use a series of LSTM layers at the 
beginning, then use at least one dense layer and finally the final neuron that will 
be the prediction output. 
 



 

2.4 Incorporating external factors in time-series forecasting 
 
The idea of incorporating external factors in order to improve forecasting 
accuracy has been covered specifically in datasets related to economics due to 
the recurrent variations of the underlying structure of the data present in this 
field. For instance, Biau and D’Elia [29] employ a Random Forest algorithm to 
forecast euro area GDP and find that some versions of this machine learning 
based approach are able to outperform benchmark forecasts produced by a 
standard pattern-based AR model. Tiffin [30] tries the Elastic Net and Random 
Forest algorithms to nowcast GDP growth in Lebanon. Tkacz and Hu [31] 
introduce an approach to forecasting GDP growth using Artificial Neural 
Networks obtaining 15 to 19 percent more accurate forecasts than 
corresponding linear benchmark models. Chuku, Oduor, and Simpasa [32] 
similarly employ artificial Neural Networks to forecast economic time-series in 
African countries and find that these perform at least somewhat better than 
traditional, structural econometric and ARIMA models. Finally, Jung, Patnam, 
and Ter-Martirosyan [33] use a variety of machine learning algorithms – 
specifically, the Elastic Net, Recurrent Neural Network and SuperLearner for 
GDP growth forecasts for 7 countries, achieving an accuracy improvement from 
ML to range between 49%-82% (depending on the country) for quarterly 
forecasts and between 4%-38% for annual forecasts. 
 
The main differences between these mentioned studies and the idea that we are 
going to explore are: 
 

 These aforementioned studies treat the system as a black-box. They use 
as many external factors as possible and leave the machine learning 
algorithm to minimize the cost function without worrying about the 
interpretability of the model. This has the advantage that the machine 
learning process will maximize the forecasting accuracy at the cost of not 
being able to understand which variations in those factors have caused 
the new model predictions. In our work, we are going to propose simpler 
models where the relationships of external factors are explicit in the 
models, achieving this interpretability, despite probably reducing the 
forecast accuracy. 

 
 These studies use purely supervised machine learning techniques, 

completely forgetting about pattern-based models. They use external 
factors from past observations as features and the final value of the 
prediction as the target value in the model training phase. In our work, 
we are going to explore the idea of keeping pattern-based models as the 
basis of the model and we will incorporate external factors into these. 
The reason we want to explore this idea is that we base ourselves on the 
hypothesis that in periods where there is stability, traditional models 
that have already been widely studied in academia such as ARIMA or 
LSTM will give the best results. Consequently, we think that the added 
external factors will only vary the prediction when variations in the 
underlying structure of the data appear. 

 
 



 

3 Methodology 

This chapter will be divided into two well-differentiated sections. 
 
In Section 3.1, we will give the reasons for our choice of research method and 
we will explain the steps that we have to take to answer the research question. 
 
Finally, in section 3.2 we will apply this research method to our specific case 
study. 

3.1 Choice of research method 
 
In principle, we must consider the two possibilities of how to solve our research 
question, the theoretical form or the empirical form.  
 
We will now give the reasons why our research question cannot be solved 
theoretically. To solve the research question, we first need to create models that 
incorporate external factors and then compare them with traditional models. 
The key point is that these models can only be created using observations 
collected in a dataset. In other words, we cannot create a theoretical formula 
that represents the final models without first training those models using some 
observations. 
 
That is why the whole process requires an experimental process that is divided 
into the following steps: 
 

1. Data collection. To carry out the necessary experiments we need to start 
from a series of datasets with specific characteristics that we will explain 
in detail in the following section. We need a time-series dataset of the 
variable to predict and time-series datasets of the external factors that 
we are going to add to the base model. 
 

2. Once we have the base data, we are in a situation where there are infinite 
possibilities of incorporating these external factors into the traditional 
models. Therefore, we believe it is necessary to create an artifact to 
systematize this process. This artifact, which we will call “framework”, 
consists of a series of specific steps that unify the way to incorporate 
these external factors. The first steps deal with pre-processing and 
parameter settings of the external factors and the last step consists of the 
final definition of the models to be trained.  

 
3. In this last step of the framework where we define the models that 

incorporate the external factors, we will have to define the final 
algorithms including their parameter settings. In order to fulfill the 
second part of the research question, all the proposed models will have 
a high degree of interpretability. 

 
4. Finally, we need to compare the results obtained with these proposed 

models with respect to the traditional models. To do this we need to 
choose a metric that is convenient in time-series data to obtain a rigorous 



 

and fair comparison between the different models. In order to evaluate 
the model interpretability part of the research question, we will consider 
that a model is fully interpretable if we can explicitly know how and to 
what extent an external factor affects the final prediction. 

3.2 Application of research method 
 
In this section, we will apply each of the steps explained in the previous section 
to our specific case study. 

3.2.1 Data collection 
 
A particular characteristic of our thesis is that we have to select a not common 
time-series dataset where the assumption of “future observations will behave 
similarly to past observations” cannot be assumed as true. In addition, we 
should choose a field where we have access to field expertise in order to also 
obtain a dataset with the external factors that we will use in our models. 
 
Due to the above reasons, we have decided to choose a new exotic asset in the 
financial field, which is the price of the Ether asset [28]. The characteristics of 
this dataset are perfect for the research we want to do: there are no clear 
patterns in the data due to the due to the novelty of the data and it is an 
application in the financial field where the patterns of the data are not always 
present. In addition, we can also obtain the time-series data for the external 
factors that we will use in our study.  
 
Moreover, all the data used in this project is completely open and free. This will 
allow any interested reader to get the exact same results following the 
procedure that we present in this thesis. 

3.2.2 The Framework 
 
Since the framework we developed is really a result and is not strictly part of 
the methodology, we have decided to create a specific chapter to explain it. In 
chapter 4 we will explain this framework in detail. 

3.2.3 Data modeling 
 
The next step is to define a series of models that incorporate external factors 
into the traditional ARIMA and LSTM models. Below, we explain each of the 
three models proposed in this work. 
 
Pattern-based models correction with weighted external 
parameters 
 
The idea behind this model is that in the absence of variation of external factors 
plain pattern-based models such as ARIMA or LSTM are the ones that will give 
the base of the prediction. Only when there is a non-zero component of at least 
one of the external factors, the prediction should be corrected. The strength of 
the correction can be implemented in several ways. The simplest one is to give 



 

weights depending on the correlation factor with each variable but some 
manual tweaking can be performed to adjust each factor based on what the 
experts in the field consider. By default, we deal with a linear model but non-
linear models giving quadratic weight to some variables could be included. This 
process can be done by applying a grid search2 until the optimal parameters are 
found. This consists of a brute-force search until the best parameters are found. 
 
The general formulas for the model can be described as follows: 
 

( ) = ( )
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where: 
 

 Y(i) is the predicted value for the corrected model. 
 

 ARIMA(i) is the predicted value using the ARIMA model. 
 

 LSTM(i) is the predicted value using the LSTM model. 
 

  is the I external factor that affects the variable to predict. 
 

  is the weight parameter. For linear correlation ρ (Pearson’s 
correlation coefficient) can be used. 

 
  is the lag value 

 
 
LSTM with multi-dimensional external factors as the input layer 
 
In the present thesis, we will propose an architecture very similar to the one 
found in [17] that we already mentioned in Chapter 2. The reason for choosing 
this particular architecture is due to the similarities of the time-series data 
(both the oil and our financial instrument are relatively volatile assets). This 
architecture is shown in Figure 6 below. 
 

 
 
 
 
2  Grid-searching is the process of scanning the data to configure optimal 
parameters for a given model. 



 

 
Figure 6: Proposed LSTM architecture 

 
 

This architecture is formed by: 
 

 4 LSTM layers: the neurons of these layers have the structure of Figure 
6. 
 

 3 dense layers: in dense layers, a linear operation is performed in which 
every input is connected to every output by a weight in a dense way. 
Neural networks that have dense layers in their architecture are also 
known as stacked LSTM. 

 
 Output layer: also called activation layer.  Since we are solving a 

regression problem, the last layer should give the linear combination of 
the activations of the previous layer with the weight vectors. Therefore, 
this activation will be a linear one. Alternatively, it could be passed as a 
parameter to the previous Dense layers. It consists of one neuron that 
gives the final prediction. 

 
In reality, the specific LSTM architecture that we use does not matter that much 
since we are going to compare the same architecture as the baseline, the only 



 

difference is that our proposed modified model we will use as input layer the 
past data of the variable (traditional approach) and the external factors all 
combined in one feature vector. 
 
Ensemble method: Corrected model with weighted external 
parameters + LSTM with multi-dimensional factors average. 
 
Ensemble methods is a machine learning technique that combines several base 
models in order to produce one optimal predictive model. More technically, an 
ensemble of classifiers is a set of classifiers whose individual decisions are 
combined in some way typically by weighted or unweighted voting to classify 
new examples. The main discovery according to [15] is that ensembles are often 
much more accurate than the individual classifiers. 
 
The idea is to combine the two previous models and use the average in order to 
see if the combination improves the accuracy of the predictions. 
 

 
Figure 7: Ensemble learning diagram. Average of different predictors [15]. 

 

3.2.4 Metrics 
 
There are different valid metrics we can use for comparing the performance of 
different time-series forecasting models but, in this project, we will use the Root 
Mean Square Error (RMSE). This is not the de-facto measure for all times series 
problems but it is a good choice for our specific application since we will have a 
numerical final target value for our forecasts. 
 

=  
∑ ( − )

 

 
RMSE is the square root of the average of squared errors. The effect of each 
error on RMSE is proportional to the size of the squared error, consequently, 



 

larger errors have a disproportionately large effect on RMSE. This means that 
RMSE is very sensitive to outliers. 
 
RMSE is always non-negative, and a value of = 0  would indicate a 
perfect fit to the data. In general, a lower RMSE is better than a higher one. 
 
It is also important to note that this measure is dependent on the scale of the 
numbers used. This means that we could not compare two different time-series 
data using the RMSE metric but we will not have this problem since we will only 
have one time-series data, so the scale is the same. 
 
Once the model gives the different predictions, we will calculate the RMSE and 
compare between the five different approaches:  the three modified proposed 
models and the traditional pattern-based model ARIMA and LSTM. This will 
be done in Chapter 4. 

3.2.5 Quality Assurance 
 
The last section we will discuss under Methodology is quality assurance. We 
need to discuss a few aspects: 
 

 Reliability: All the comparisons we will present in this thesis are fair and 
rigorous. This is, we will compare the three different models proposed 
using the exact same dataset with an identical pre-processing. On the 
other hand, as we stated in Section 1.7 it is important to note that the 
final results are only compared in one application and one specific 
dataset, so in order to derive strong conclusions from these results, we 
would need to test these models in different applications with different 
datasets. 
 

 Validity: Our dataset represents a real value application and it can be 
obtained from different sources. 

 
 Replicability: This study is fully replicable by the other researchers since 

we have discussed every aspect of the project, from data collection with 
a particular dataset to every processing technique used to obtain the final 
results. 

 
 Ethics: All data included in this project does not violate any privacy issue 

and cannot be misused for that matter. 
 
 
 
 
 
 
 
 
 



 

4 The Framework. Theory and application. 

In this chapter, we will describe our proposed theoretical framework with the 
necessary steps to incorporate external factors into plain pattern-based models. 
Later, we will apply this framework to our specific study case. 

4.1 Theoretical framework 
 
The framework consists of 4 steps: Field expertise, external factors correlation 
study, optimal timeframe and lag discovery and algorithm application. Each of 
these steps will be explained below. 

4.1.1 Field expertise 
 
The first step is that a group of experts in a particular field propose different 
external factors that cause the variable to predict. 
 
The variable to predict is caused by a series of factors that in turn can be caused 
by another series of factors in a structure of different layers (See example in 
Figure 8). We will seek to incorporate the external factors that directly explain 
the variable to predict if possible. This step can be easily understood with the 
following generic example. 
 
Imagine we want to predict the average temperature of a city. Pattern-based 
models such as ARIMA or LSTM will be able to detect the trend and seasonality 
of the temperature variable. These models will give higher average 
temperatures in summer and lower temperatures in winter without adding any 
complexity to the model. Climate experts determine that there are other factors 
that cause global warming that directly affect the variable to be predicted 
(temperature in this case). Examples of these factors are: increment in burning 
coal, oil and gas activities, deforestation, increment in livestock farming, use of 
fertilizers containing nitrogen, fluorinated gas emissions, etc. 
 
Once we know the name of the factors that will affect the variable to predict, we 
will look for the direct external factors. Continuing with the previous example, 
the direct external factor is the quantity and chemical concentration emission 
of greenhouse gases (carbon dioxide, methane, nitrous oxide, fluorinated 
gases). 
 
The model is expected to give the best accurate forecasts if we use the direct 
external factors (represented as blue circles in Figure 8). In the event that we 
do not have access to this data, it will be necessary to make an estimate based 
on the generic factors (represented with green circles). For example, we can 
estimate greenhouse gas emissions due to the "Fertilisers use" factor if we know 
the agricultural activity of the city in which we want to make the temperature 
prediction. 
 



 

 
Figure 8: External factors layer diagram for a Temperature prediction model. 

 

4.1.2 External factors correlation study 
 
Once we have the factors that explain the variable, we must carry out a 
correlation study using the original data in a combination of different time 
frames and delay parameters in order to find the optimal correlation between 
the external factors and the variable to predict. Most of the time there will be a 
linear relationship between these two components. In this case, a Pearson 
correlation coefficient study is a good tool to use. 
 
The Pearson's correlation coefficient (PCC) is a measure of the linear 
correlation between two variables X and Y. It has a value between +1 and −1, 
where 1 is a total positive linear correlation, 0 is no linear correlation, and −1 is 
total negative linear correlation. 
 
Pearson's correlation coefficient is the covariance of the two variables divided 
by the product of their standard deviations. 
 



 

, =  
( , )

 
where: 
 

 ( , ) is a pair of random variables. 
  is the covariance. 
  is the standard deviation of X. 
  is the standard deviation of Y. 

 
A simple way to perform the correlation study of variables with different 
temporal properties is to make a table with the following structure: 
 

Temporal properties Variables 

Timeframe Lag Variable 1 Variable 2 Variable 3 Variable 4 

Daily 1 , ( , 1) , ( , 1) , ( , 1) , ( , 1) 
Daily 2 , ( , 2) , ( , 2) , ( , 2) , ( , 2) 

Weekly 1 , ( , 1) , ( , 1) , ( , 1) , ( , 1) 
Weekly 2 , ( , 2) , ( , 2) , ( , 2) , ( , 2) 

Monthly 1 , ( , 1) , ( , 1) , ( , 1) , ( , 1) 
Table 1: Summary of external factors correlation study. 

 
The notation , ( , 1) refers to Pearson’s correlation coefficient of the first 
variable  and a timeframe daily (D) and lag 1. The rest of the table follows the 
same pattern with different timeframes and lag values. 
The idea is to discover the optimal timeframe and lag temporal properties that 
give the maximum correlation of the variable to predict. These properties are 
explained below: 
 

 Time-frame: It is the time interval at which the different sets of 
observations are taken. For example, a daily timeframe means that there 
is one observation every day. 

 
 Lag: The lag (also known as backshift) property is the number of shifts 

(or offsets) applied to a time-series such that the “lagged” values are 
aligned with the actual time-series. The lags can be shifted to any 
number of units, which simply controls the length of the backshift. For 
example, a lag of 1 means that the variable to predict is back shifted 1 
observation with respect to the observations of the external factors. 

 
The reason why performing a correlation study with different temporal 
properties is important is because different applications time-series data may 
behave completely differently. For example, in some applications (as in the 
aforementioned prediction of the average temperature of a city) a monthly 
timeframe may be the most appropriate with a lag that can reach the order of 



 

tens while other applications such as financial time-series data use a daily or 
weekly timeframe with a lag of one or two units maximum. 

4.1.3 Optimal timeframe and lag discovery 
 
Once we have summarized the different correlation coefficients for the different 
time properties it is time to select the one that best explains our data. 
 
This can be done with a mix of field expertise and the best average of the 
correlation coefficients obtained in the previous step. 

4.1.4 Model comparison and final selection 
 
Once we have selected the optimal timeframe and lag discovery the next step is 
to incorporate the external factors into our data. There are numerous ways to 
incorporate these factors but we will propose three different models that have 
high level of interpretability. 
 
The last step of our framework looks too obvious but it is still important to use 
it: we have to compare the results obtained by the different models and then 
choose the one that gets the best accuracy for our particular application. 

4.2 Implementation of the framework 
 
In this section, we will apply the proposed framework described in the previous 
section to a financial time-series data set with the final goal of predicting the 
price of the Ether cryptocurrency taking into account external factors. A 
comparison between these models and plain ARIMA and LSTM methods will 
be performed afterward in Chapter 5. 

4.2.1 Field Expertise 
 
For our specific application, we directly have the direct external factors that we 
will take into account during the development of this work. We can see the 
diagram below: 
 



 

 
Figure 9: External factors layer diagram for our application: Ether price prediction. 

 
 
 
A short explanation of these variables is given below: 
 

 Address count: It represents the number of Ethereum unique 
addresses. It is expected that the more unique addresses there are, the 
more people are using the Ethereum blockchain technology and 
therefore the price of the underlying asset will be higher. 
 

 Ether supply: It represents the total amount of Ether in circulation on 
a specific date. By the law of supply and demand, it is expected that 
periods with a high supply rate would cause a lower price. 
 

 Network hash rate: The estimated number of tera hashes per second 
(trillions of hashes per second) the Ethereum network is performing. A 
higher hash rate means more competition for the Ether reward (which 
usually means a higher price of the underlying asset). 
 

 Network utilization: It measures in percentage terms the use of the 
Ethereum Network. 0% means that there are no transactions on the 
network and 100% means that there are more transactions than can be 
processed. It is expected that the higher the utilization, the higher the 
price. 

 
In Figure 10 we represent the observations for these external factors from 
January 2017 to August 2019. 



 

 
Figure 10: External factors absolute values from January 2017 to August 2019. 

 

4.2.2 External factors correlation study 
 
Since all variables are continuous and it is expected a linear correlation between 
the external factors and the Ether price, the Pearson correlation coefficient 
(PCC) is going to be used. 
 
The table with the PCC between the absolute external factors and the variable 
to predict using different temporal properties is shown in Table 2. 
 
 

Temporal 
properties External variables Result 

Timeframe Lag Address 
Count 

Ether 
Supply 

Network 
Hash 

Network 
Utilization Average ρ 

Daily 1 -0.011 0.052 0.505 0.534 0.27 
Daily 2 -0.014 0.050 0.499 0.533 0.267 
Daily 3 -0.017 0.048 0.492 0.532 0.264 
Daily 4 -0.021 0.046 0.531 0.531 0.260 
Daily 5 -0.024 0.043 0.478 0.53 0.257 

Weekly 1 -0.024 0.048 0.475 0.529 0.257 
Weekly 2 -0.048 0.032 0.43 0.5139 0.232 



 

Weekly 3 -0.073 0.016 0.385 0.486 0.204 
Monthly 1 -0.089 0.018 0.37 0.451 0.188 

Table 2: Summary of the PCC using absolute external variables. 
 
 
Based on the results shown in the table, we can see that the best average of the 
PCC is given with the first configuration: daily timeframe and lag 1. This means 
that if we use absolute values for both the external factors and the variable to 
predict, the variable to predict for one day is the most correlated with the 
external factors for the day before. The problem is that the PCC for the first two 
variables (Address Count and Ether Supply) is close to 0, which means that 
there is close to no correlation and therefore these two variables will not 
improve the accuracy if we consider them in the modified proposed models. 
 
In some applications, especially in the financial field, the absolute value of the 
variables is not as interesting as the relative value. Many similar studies use the 
variation of the variables instead of the absolute value for some or for every 
feature while training the model [55, 56]. That is why we will perform the same 
analysis using relative variations: 
 

Temporal 
properties External variables Result 

Timeframe Lag Address 
Count 

Ether 
Supply 

Network 
Hash 

Network 
Utilization Average ρ 

Daily 1 0.087 0.103 0.018 0.019 0.056 

Daily 2 0.126 0.144 0.067 0.049 0.097 

Daily 3 0.154 0.170 0.068 0.035 0.107 

Daily 4 0.177 0.191 0.068 0.052 0.122 

Daily 5 0.191 0.212 0.048 0.032 0.121 

Weekly 1 0.242 0.273 0.145 0.174 0.208 

Weekly 2 0.224 0.245 0.119 0.152 0.185 

Weekly 3 0.192 0.210 0.095 0.115 0.153 

Monthly 1 0.049 0.492 0.492 0.304 0.292 

Table 3: Summary of the PCC using relative variations in external variables. 
 



 

4.2.3 Optimal timeframe and lag discovery 
 
Attending to the study conducted in the previous section we can see that the 
best PCC average is given after using a monthly timeframe and a lag of 1. The 
problem with this long-range timeframe is that we do not have enough data to 
be a reliable indicator. Our dataset consists of daily observations of the Ether 
price from January 1, 2017 to August 1, 2019, so we would only have 32 monthly 
observations, which is not enough data to train our models. For this reason, we 
would use the second-best average, which is a weekly timeframe and lag 1. In 
this case, we will have 128 observations in total, which is an acceptable amount 
to train our models. 
 
The final dataset to which we will apply the proposed models in the next section 
is shown in Figure 11. 

 

 
Figure 11: External factors relative values from January 2017 to August 2019. 

 
Once we have discovered the optimal timeframe and lag for our data, we will 
apply the proposed models. 

4.2.4 Application of the proposed models 
 
1. Pattern-based models correction with weighted external 
parameters 
 
As we discussed in Chapter 3 the idea is to fit a pattern-based model that will 
be the basis of the prediction and correct it with the weight of different factors. 
 



 

We will start fitting a plain ARIMA model to our data. We will again follow the 
Box-Jenkins methodology explained in Chapter 1. First, we plot the 
autocorrelation plot in order to find the autoregression parameter. 

 

 
Figure 12: Autocorrelation plot for Ether price time-series data. 

 
We can see from the above plot that the only significantly non-zero 
autocorrelation values are the first ones. Consequently, we will fit an ARIMA(1, 
1, 0) model which sets the lag value to 1 for autoregression, uses a difference 
order of 1 to make the series stationary, and uses a moving average model of 0. 
 
First, we get a line plot of the residual errors (Figure 13), suggesting that all the 
information is captured by the model due to the lack of trend in this plot. 
 
Next, we get a density plot of the residual error values (Figure 14). We can see 
that the errors are Gaussian and centered on zero, which indicates that there is 
no bias in the prediction. 
 

 



 

Figure 13: Errors of ARIMA(1, 1, 0) model. 
 

 
 

Figure 14:Errors density of ARIMA(1,1,0) model. 
 
We can deduce that an ARIMA(1, 1, 0) will be a good model for our data. In 
Figure 15 we will show the real data and the prediction. 
 

 

 
Figure 15: ARIMA(1,1,0) forecasting. 



 

 
The RMSE for ARIMA(1, 1, 0) model is 0.136. This measure will serve as a 
comparison with the modified models with added external factors that are 
described below. 
 
The particular equation for our ARIMA modified model is: 
 
 

( ) = (1,1,0)( ) +  ∙ ( − 1) +  ∙ ( − 1) 
+ ∙ ( − 1)  +   ∙ ( − 1)  

 
where: 
 

 ( ) is the predicted value for the corrected model. 
 

  is the weighted parameter for the Address count relative variation 
variable  
 

  is the weighted parameter for the Ether supply relative variation 
variable  
 

  is the weighted parameter for the Network hash rate relative 
variation variable  
 

  is the weighted parameter for the Network utilization relative 
variation variable  
 

Now we have to find the best β parameters for our model. 
 
One quick approach would be to give β = 1 for every parameter which means 
that we consider that every parameter both has to correct the final prediction 
with the same weight and without scaling. This can be done in models where 
every external factor is on the same scale (this is another advantage of using 
relative terms instead of absolute values). 
 
An expected better approach would be to give to every β a proportional 
correlation weight. For our specific example, the Pearson's correlation 
coefficient is 0.2420, 0.2730, 0.145, 0.174 for X1, X2, X3, X4 respectively.  This 
means that if we make the β’s adds 1 and maintain the weight we would have: 
β1 = 0.29, β2 = 0.327, β3 = 0.173, β4 = 0.21. 
 
Finally, if we want the best prediction, we can perform a grid-search in order to 
find the optimal parameters for our specific dataset. We have to be careful to 
not overfit the model. Therefore, we will use a cross-validation set to find the 
best β parameters and then make predictions in a test dataset in order to 
calculate the RMSE. 
 
The final results of all these variants will be shown in Chapter 5 in both tabular 
and graphical modes. 
 



 

2. LSTM with multi-dimensional external factors as the input layer. 
 
Our next model consists of adding the external parameters together with past 
data from the variable to predict and give them to the input layer of a 
multivariate LSTM.  As explained in Chapter 3, we will use an architecture that 
has performed well with similar data in the past: a stacked LSTM. This LSTM 
network consists of a combination of LSTM layers and dense layers as it was 
shown in Figure 6. 
 
First, we will train a simple LSTM in the traditional way in order to make a 
comparison. In this case, the input layer is 7-days lagged data from the variable 
to predict (relative price in Euros in our specific example). A similar model but 
this time with a stacked LSTM will be trained as well. The given predictions and 
RMSE of this model are summarized in Table 4. 
 
Now we will incorporate the external factors into the same network structure. 
In this case, since we are using 4 features apart from the variable to predict (5 
features in total) and we found the optimal lag parameter for our series is one 
week (7 days of recent past observations), each record given to the neural 
network will have 35 values. The same will be done to the stacked LSTM 
network structure. The results are given in Table 4. 
 
3. Ensemble model. 
 
The last model we proposed is an Ensemble model formed by the two best 
models obtained in each of the previous sections. Therefore, we will use the 
average of a total of four models for obtaining the final prediction. 
 
The results of this model are shown in Table 5. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 

5 Results 

In this section we will show the final results obtained after applying each of the 
three proposed models explained in Subsection 4.2.4. 
 
1. Pattern-based models correction with weighted external 
parameters 
 
We have performed the three different variations described in Subsection 4.2.4 
for this specific model. The results are shown below. 
 

Real Data ARIMA(1,1,0) 
(Base model) β = 1 PCC 

weighted 
Optimal β 

parameters 

-0.006 0.008 -0.041 -0.001 0.007 

0.056 0.006 -0.008 0.006 0.006 

0.152 0.029 0.107 0.047 0.037 

-0.011 0.112 0.136 0.119 0.113 

0.058 0.059 -0.044 0.037 0.057 
-0.102 0.029 0.109 0.045 0.030 
0.075 -0.034 -0.028 -0.032 -0.034 

0.025 -0.001 0.004 0.001 -0.001 

0.419 0.048 0.089 0.100 0.153 

0.019 0.251 0.362 0.274 0.253 

0.071 0.201 0.379 0.236 0.020 

-0.067 0.049 -0.044 0.033 0.047 

0.057 -0.006 0.076 0.010 -0.005 

0.122 0.002 -0.024 -0.002 0.001 
0.045 0.094 0.086 0.095 0.094 
-0.069 0.080 0.031 -0.01 -0.015 

-0.043 -0.02 0.129 0.01 -0.017 

-0.197 -0.056 -0.138 -0.072 -0.057 

-0.006 -0.131 -0.065 -0.119 -0.130 

-0.011 -0.092 -0.11 -0.094 -0.092 
RMSE 0.136 0.157 0.128 0.116 

Table 4: Comparison between different corrected models using different β values. 
 
In the previous table, we show the predictions given by each model and the total 
RMSE in order to compare them. 
 



 

 
Figure 16: Comparison between different corrected models. 

 
We can see in Figure 16 that plain ARIMA prediction is delayed with respect to 
real data. This is the expected result since, as it has commented on several 
occasions, it only gives predictions based on past data. Modified models with 
added external factors respond better to strong variations. As it is also expected, 
a higher  produces a less delayed prediction but it performs worse when the 
data is more static. The optimal parameters give a good balance between both 
cases and reduce the RMSE by 0.2 points compared to the plain ARIMA model. 
 
If we instead use LSTM as the basis model instead of ARIMA, we obtain almost 
the same results since the basis of the prediction is corrected with the same 
strength to both directions, so our next proposed model will try to improve the 
predictions given by these corrected models presented in this section. 
 
 
 
 
 
 
 
 
 
 
 
 



 

2. LSTM with multi-dimensional external factors as the input layer. 
 
Below, we show the results obtained with the two different proposed variations 
compared to the base traditional LSTM models. 
 

Real Data 
LSTM 
simple 

(Base model) 

LSTM 
stacked 

(Base model) 

LSTM 
simple w/ 

e.f. 

LSTM 
stacked w/ 

e.f. 

-0.006 -0.005 -0.009 0.025 0.003 
0.056 0.011 0.011 0.072 0.064 
0.152 0.060 0.079 0.171 0.160 
-0.011 0.031 0.069 0.025 0.019 
0.058 0.048 0.021 0.072 0.066 
-0.102 -0.028 -0.032 -0.075 -0.090 
0.075 0.008 -0.005 0.083 0.081 
0.025 0.025 0.050 0.047 0.032 
0.419 0.150 0.148 0.217 0.251 
0.019 0.094 0.114 0.037 0.028 
0.071 0.162 0.227 0.110 0.083 

-0.067 -0.012 -0.007 -0.078 -0.059 
0.057 0.01 -0.010 0.069 0.065 
0.122 0.048 0.073 0.141 0.127 
0.045 0.043 0.080 0.061 0.054 
-0.069 0.002 -0.023 -0.082 -0.059 
-0.043 -0.027 -0.042 -0.074 -0.036 
-0.197 -0.040 -0.027 -0.315 -0.245 
-0.006 -0.026 -0.009 -0.010 -0.001 
-0.011 0.002 0.001 -0.027 -0.005 
RMSE 0.0866 0.0939 0.0563 0.041 

Table 4: Comparison between different LSTM multi-dimensional models. 
 
We will also plot the predictions of the 4 models to better see the differences 
(Figure 17). 



 

 
Figure 17: Comparison between different LSTM multi-dimensional models. 

 
From the above results, it is clear that the neural networks with incorporated 
external factors react faster to larger variations in the variable to predict and 
give a more accurate prediction. These obtained results indicate that when we 
use only past data of the variable to predict as an input layer (without external 
factors), we get a slightly better prediction by using a simple LSTM rather than 
using a stacked LSTM. But this result changes when we add the external factors 
to the network. In this case, we reduce the RMSE by 35% in the case of simple 
LSTM and 56.3% in the case of a stacked LSTM. This can happen for two 
reasons: 
 

 Since we have 35 times more input observations when adding external 
parameters, the more complex model is able to get the best weights 
parameters for each neuron and consequently give a prediction with less 
error. 
 

 The more complex model may be overfitting the model. The RMSE 
results are obtained for predictions in a test set and we have performed 
the correct division of the dataset in training, cross-validation, and test 
set but still, the neural network may have overfitted the model for this 
specific dataset and application. One solution that we can use in future 
studies is running k-fold cross-validation to try to reduce this overfitting 
problem. 
 

In conclusion, it seems that adding external parameters directly to the multi-
dimensional neural network improves substantially the model but we have to 
be careful to derive strong conclusions and the model should be tested with new 
incoming data for the next months in order to certify these results. 



 

3. Ensemble model. 
 
In the table below, we show the results of the best two variations of each of the 
first two proposed models and the result of the ensemble method 
corresponding to the last column. 
 

Real 
Data 

Corrected 
1 

Corrected 
2 LSTM 1 LSTM 2 Average 

-0.006 -0.001 0.007 0.025 0.003 0.009 
0.056 0.006 0.006 0.072 0.064 0.037 
0.152 0.047 0.037 0.171 0.160 0.104 
-0.011 0.119 0.113 0.025 0.019 0.069 
0.058 0.037 0.057 0.072 0.066 0.058 
-0.102 0.045 0.030 -0.075 -0.09 -0.023 
0.075 -0.032 -0.034 0.083 0.081 0.025 
0.025 0.001 -0.001 0.047 0.032 0.020 
0.419 0.100 0.153 0.217 0.251 0.180 
0.019 0.274 0.253 0.037 0.028 0.148 
0.071 0.236 0.020 0.11 0.083 0.112 

-0.067 0.033 0.047 -0.078 -0.059 -0.014 
0.057 0.010 -0.005 0.069 0.065 0.035 
0.122 -0.002 0.001 0.1410 0.127 0.067 
0.045 0.095 0.094 0.061 0.054 0.076 
-0.069 -0.010 -0.015 -0.082 -0.059 -0.042 
-0.043 0.01 -0.017 -0.074 -0.036 -0.029 
-0.197 -0.072 -0.057 -0.315 -0.245 -0.172 
-0.006 -0.119 -0.130 -0.01 -0.001 -0.065 
-0.011 -0.094 -0.092 -0.027 -0.005 -0.055 
RMSE 0.128 0.116 0.0563 0.041 0.073 

Table 5: Ensemble method: Average of the best models 
 
 
The models referenced in the table are the following: 
 

 Corrected 1: Pearson Correlation Coefficient weighted ARIMA corrected. 
 

 Corrected 2:  Optimal βparameters weighted ARIMA corrected. 
 

 LSTM 1: LSTM simple with external factors. 
 

 LSTM 2: LSTM stacked with external factors. 
 
As we can see, the ensemble method performs in between the corrected models 
and the multi-dimension LSTM. The reason is that the errors of every model 



 

have the same sign for each observation so we cannot get an advantage in terms 
of finding the lowest absolute RMSE value after averaging all the predictions. 
One proposition for future study is to use weighted averages instead of plain 
averages to see if we can have better accuracy. However, we have to remember 
that LSTM models may be overfitting the model, therefore, we should not 
discard this model directly. 
 

5.1 Discussion 
 
In this section, we will discuss the results obtained and give a summary of the 
strengths and weaknesses of each proposed model. 
 

 Pattern-based corrected models improve slightly the accuracy of the 
prediction compared to the same models without correction. We have 
seen that using the Pearson's correlation coefficient for the weights of 
the external factors works decently for a quick approximation. If we want 
the best accuracy, we need to perform a grid search for obtaining the  
optimal weights, where  is the number of features. The great advantage 
of this method is that it does not take a lot of computing capacity to train 
the model since the base of the prediction is either the ARIMA statistical 
method or a simple LSTM. The great disadvantage is that the model does 
not react well to abrupt variations of the variable to predict (tendency to 
underfitting). 
 

 LSTM with multi-dimensional external factors as input layer gives 
excellent results but they may overfit the model. Stacked LSTM performs 
very well when there is a lot of data available (this is the case when the 
external factors are included). The main drawback is related to training 
complex neural networks: the need for high computing capacity, an 
intensive search for hyperparameters, and the aforementioned tendency 
to overfit. 
 

 Ensemble models are expected to be the best models as we discussed in 
Chapter 2 but in this case, due to the specific characteristics of the errors 
of the models in our dataset they are not able to improve LSTM with 
multi-dimensional external factors. In any case, we should not discard 
this model directly and we should continue testing it with new data 
periodically. 
 

 Regarding the interpretability part of the research question, every model 
mentioned above is fully interpretable since this was an imposed 
restriction that we took into account when designing the final models. 

 
 
 
 
 
 
 



 

6 Concluding remarks 

In this last chapter, we will discuss the conclusions and finally, we will briefly 
talk about future lines of research to continue this work. 

6.1 Conclusions 
 
The main objective of this thesis was to obtain better accuracy in time-series 
forecasting data for our Ethereum price dataset where traditional pattern-
based models do not get a good result in their predictions (when the assumption 
that future data will be similar to past data is no longer true) as well as achieving 
the greatest degree of interpretability in our proposed models. The key idea to 
achieve this objective was to incorporate external factors that partially explain 
the variable to predict in a fully interpretable way. 
 
In this work, a framework similar to the Box-Jenkins methodology has been 
proposed in order to incorporate systematically external factors into our 
models. In addition, three different models have been proposed: a pattern-
based corrected model, a multi-dimensional LSTM, and an ensemble model. All 
these proposed models have a high level of interpretability where we can exactly 
know how the external factors affect the final prediction. 
 
The three proposed models improve the prediction of plain-ARIMA or plain-
LSTM with different degrees of improvement although we certainly should not 
draw strong conclusions from this technique and models since it has only been 
tested with a specific dataset of a specific application. Among all the proposed 
models, multi-dimensional LSTM gives the best accuracy but again, it will be 
necessary to check the performance of this model in different time-series data 
to certify their proper functioning. 
 

6.2 Future work 
 
As we have seen during the development of the thesis, the proposed models 
require human intervention to determine the different parameters in the 
models. The idea of the new approach presented here as a new research line for 
the future is to create a full autonomous learning machine system that does not 
require human intervention in the learning phase of the model. The idea is to 
use a full reinforcement learning machine system in order to learn from 
external factors by itself and give the best predictions. 
 
 



 

In order to apply this theoretical knowledge about Reinforcement Learning3 
systems to our particular application, we will show a diagram that has all these 
concepts incorporated (See Figure 18).  
 

 
Figure 18: Global scheme of the end-to-end Learning Machine system for Crypto trading. 

 
 
It is obvious that many of these subsystems are complex entities that would 
require great researchers for their design and implementation [18].  The 
objective of this section was to indicate the first steps needed in the direction of 
solving a problem of great magnitude using the ideas of Learning Machine 
systems. 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
3 Reinforcement learning is an area of machine learning concerned with how 
software agents ought to take actions in an environment in order to maximize 
the notion of cumulative reward. 
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Appendix A 

Case study: Limitations of pattern-based prediction models. 
 
In this section, we follow the Box-Jenkins methodology [11] to fit an ARIMA 
model. After the exhaustive process of fitting the model, we will see that the 
prediction results are not accurate since the variable to predict drastically 
changed. Both ARIMA and LSTM approaches do not perform well in this 
situation since they do not take into account the fundamental factors that cause 
variations in the variable to predict. 
 
Time-series basic description 
 
The first step in the ARIMA method is to plot the series in order to examine the 
main characteristics of the time-series and determine if the data is stationary 
or not (Figure 19). The data correspond to the number of housing approvals in 
Spain for a period of approximately 20 years [14]. 
 
 

 
Figure 19: New housing approvals in Spain from 1990 to 2009. 

 
 
It is clear that an upward trend exists since there is a long-term increase in the 
data. There is also seasonality since there is a regularly repeating pattern of 
highs and lows related to the month. For instance, by analysing the data August 
is usually the month with the least housing approvals each year. Similar 
patterns are found for the rest of the months. We can also see that the amplitude 
of values changes over the years (this is the same as saying that the variance 
depends on the time at which the series is observed). Therefore, we can 



 

conclude that this series is non-stationary since its mean and variance are not 
constant over time. 
 
Decomposition of the series 
 
Now we will perform a decomposition of the series, which is a pre-processing 
technique performed before fitting an ARIMA model. As its name indicates, a 
decomposition method decomposes the series in the trend, seasonal and 
irregular (reminder) factors. 
 
In order to know if an additive decomposition or a multiplicative one is the most 
suitable for our time-series, we can plot the logarithmic series and examine if it 
shows a more constant variance than the original one. 
 

 
Figure 20: Original data and transformed data (logarithmic scaled) 

 
After examining the logarithmic series, we can see that the variance seems 
constant over time while, as previously commented, the variance of the original 
series increases. Therefore, a multiplicative decomposition is the best choice for 
this series. 
 
We will decompose the time-series using local polynomial regression fitting 
(LOESS) which is a smoothing procedure that is based on weighted robust 
regression. The logarithmic time-series in addition to the three factors are 
plotted in Figure 21 below: 
 



 

 
Figure 21: Time-series decomposition: transformed data, seasonal component, trend, and 

remainder. 
 
The seasonal factor only shows the seasonal pattern without taking into account 
the existent trend in the series. Conversely, the trend factor only takes into 
account the trend without considering the seasonal effect. With this plot, we 
can reaffirm the presence of both a seasonal effect and a trend effect that was 
already discussed in the basic description section. 
 
The last thing we have to examine is the remainder factor (see Figure 22). We 
want the remainder factor to be white noise which would mean that there is no 
information left in the remainder part and therefore the forecasts would have a 
better performance. 
 
We know that white noise is a group of independent, identically distributed 
variables, with zero mean and constant variance. The mean of the remainder is 
around zero and the variance seems more or less constant over time (without 
taking into account the observation that looks like an outlier associated with 
September 2006). With respect to the independence property, at first glance, 
there may not be an apparent pattern among the observations but it is possible 
that the data has memory and is related to previous observations. For this 
purpose, the correlogram plots are more appropriate to examine. 
 



 

 
Figure 22: Remainder analysis. ACF and PACF diagrams. 

 
Attending to the correlograms, the ideal ACF for residuals would be that all 
auto-correlations coefficients are 0 which means that the value of an 
observation is totally unrelated to the previous observations (completely 
randomness). We can observe that this is not the case since there are 5 
coefficients in the ACF plot and 6 coefficients in the PACF plot (considering the 
36 first lags) that are greater than the significant limits for correlation. 
Therefore, we can say that the residuals are not independent. 
 
 
Apart from the graphical analysis, we can perform the Box-Pierce or Ljung-Box 
test for examining the null hypothesis of independence in a given time-series 
(in this case, the time-series will be the remainder part). These mentioned tests 
are a type of statistical test of whether any of a group of auto-correlations of a 
time-series are different from zero. 
 
After performing these tests, we get a p-value of 0.0003253 in the Ljung-Box 
test and a p-value of 0.0005861 in the Box-Pierce. Since these values are less 
than 0.05 the data is not independently distributed; they exhibit serial 
correlation. 
 
 
Finally, we will forecast future values based on the above model. We can clearly 
observe the seasonal pattern for this forecast but it seems that the model is not 
able to capture the trend factor (in this case, upward trend). 
 



 

 
Figure 23: Seasonal and Trend decomposition using Loess and Random walk forecast. 

 
Fitting an ARIMA model following the Box-Jenkins Methodology 
 
We will fit an ARIMA model following the steps in the Box-Jenkins 
Methodology [11]. 
 
This methodology will not be explained in depth in this work since this is not 
the goal of the thesis, but the basic steps are described in Figure 24 below. 
 
 

 
Figure 24: Box-Jenkins methodology steps. 

 
 
 
 
 
 



 

1. Identification of the ARIMA Model 
 
First, we have to decide if we will use the original series or the logarithmic 
transformed one. In the previous section, we plotted the original time-series 
and the logarithmic time-series and already demonstrated that after 
performing the logarithmic transformation the variance stabilizes so we will 
work with the log transformation. 
 
 
The second decision is whether we will consider a seasonal component or not. 
We already noticed a seasonal component in our time-series after performing 
the analysis explained in the previous sections but we can also use some extra 
plots that can help us in reaffirming ourselves in this election. We will start 
plotting the correlograms plot (Figure 25). 
 

 
Figure 25: ACF and PACF diagrams for the logarithmically transformed data. 

 
It is noticeable how in the multiples of 12 this auto-correlation coefficient value 
spikes and also slowly decreases as the multiple increases (which means non-
stationarity with seasonality). This spike is especially prominent at lag 12 of the 
partial auto-correlation coefficient (which measures the correlation in 
observations differenced by 12-time units -months in our case- partially taking 
out the correlation effect produced by the intermediate values). 
 
 
We can also explore the seasonal (Figure 26) and monthly (Figure 27) plots to 
confirm the seasonal component in our series. 
 



 

 
Figure 26: Seasonal analysis for the logarithmically transformed data. 

 
 
We can clearly see from the first plot that each different colored line 
(representing the data for a different year) has a similar pattern over the whole 
year. We can get similar conclusions from seasonal patterns in the second plot. 
For example, attending to the August month, it is clearly visible that usually, 
this month has the minimum number of new housing approvals while July 
usually has the maximum. 
 
 
Taking into account the previous conclusions, we will consider a seasonal 
component with period s = 12. 
 



 

 
Figure 27: Monthly plot analysis for the logarithmically transformed data. 

 
 
The next step is to decide the correct order of differencing (both regular 
differencing d and seasonal differencing D) to make the series stationary. 
Normally, the correct amount of differencing is the lowest order of differencing 
that yields a time-series which fluctuates around a well-defined mean value and 
whose autocorrelation function (ACF) plot decays fairly rapidly to zero, either 
from above or below. Therefore, first, we will try to make the series stationary 
by applying first a seasonal differencing followed by a regular differencing. If 
after applying the first-order of differencing, the series still exhibits a long-term 
trend, lacks a tendency to return to its mean value or if its autocorrelations are 
positive out to a high number of lags then it needs a higher order of differencing. 
 
The standard deviation of this new first-order differentiated series is 0.158. 
 
Attending to the ACF plots (Figure 25) we can see that the autocorrelation 
coefficients fall quickly after lag 1 while the partial autocorrelation coefficients 
seem to have a structure of a dumping sine. No more than 3 observations exceed 
the interval limits. 
 
In order to validate the property of stationary from a statistical point of view, 
we will perform the Augmented Dickey-Fuller Test and the KPSS Test. The 
former test the null hypothesis that a unit root is present in a time-series sample 
(which means no stationarity) and the alternative hypothesis is stationarity or 
trend-stationarity. The latter is the same but exchanging the null hypothesis for 
the alternative one. 
 



 

We get a p-value (the probability of obtaining test results at least as extreme as 
the results actually observed during the test, assuming that the null hypothesis 
is correct.) of 0.01 in the first one (accepting the alternative hypothesis of 
stationarity) and a p-value of 0.1 in the second one (not rejecting the null 
hypothesis of stationarity). So, both statistical tests give us the same conclusion 
of stationarity of this double differentiated (d=1 and D=1) series. 
 

 

 
Figure 28: First-order seasonal differentiation followed by a regular differentiation. 

 
 
Just in case there are better ways of differencing the series that we missed, we 
have compared different combinations summarized in the following table: 
 
 
 
 
 
 
 
 



 

Combination S. D. Stationarity 
(ADF test) 

Stationarity 
(KPSS test) 

First-order regular 
differencing 0.267 Yes Yes 

Second-order regular 
differencing 0.459 Yes Yes 

First-order seasonal 
differencing 0.267 No Yes 

Seasonal differencing + two 
regular differencing 0.264 Yes Yes 

Table 6: Different differencing combinations. 
 
Some comments about each combination performed: 
 

 After a first-order or second order regular differencing, we got in the ACF 
plots that some auto-correlation coefficients exceed the confidence 
limits. In concrete at lag 1 and at lags multiples of the period s = 12. This 
means that we have partially eliminated the memory from previous 
values but the seasonal component is still there and we need to get rid of 
it. 

 
 After a first-order seasonal differencing, ACF and PACF plots followed a 

dumping sine in both cases with a slowly decreasing pattern in the ACF 
plot and exponential decay in the PACF plot. These patterns indicate 
non-stationarity, the same result we obtain with the ADF test. 
 

 After a seasonal followed by two regular differencing, the series is 
stationary but the standard deviation is worse than the case with just one 
differencing of each type. 
 

 The automatic tools that search for optimal parameters also give a 1 in 
normal differentiation and 0 in seasonal differentiation. We cannot 
blindly trust the results of these tools but it is a good way for comparison 
after the detailed analysis done before. 

 
 
 
As stated before, the correct amount of differencing is the lowest order of 
differencing that yields a time-series which fluctuates around a well-defined 
mean value and whose autocorrelation function (ACF) plot decays fairly rapidly 
to zero. In Figure 25 we can see that this happens. Therefore, we will select a 
first-order seasonal followed by a regular differentiation: an 

( , 1, )( , 1, ). The next step is to identify the values p and q for the 
regular part and P and Q for the seasonal part. 



 

2. Estimation of parameters and residuals 
 
We can take a look at the last correlograms plot in order to find a pattern that 
fits with some known signature and start fitting our ARIMA model from there.  
As we commented, the autocorrelation coefficients are significantly close to 
zero after lag 1 and the partial autocorrelation coefficients die more gradually 
in a sinusoidal way. In addition, it is negatively autocorrelated at lag 1. A MA 
signature shares all these properties; therefore, we will start with an 

(0,1,1)(0,1,1). This is a common seasonal ARIMA model which is similar 
to Holt-Winter’s model in estimating a time-varying trend and a time-varying 
seasonal pattern. 
 
We will fit this model first and compare it to others based on the AIC parameter 
and the analysis of the residuals. The Akaike information criterion (AIC) is an 
estimator of out-of-sample prediction error and thereby the relative quality of 
statistical models for a given set of data. Given a collection of models for the 
data, AIC estimates the quality of each model, relative to each of the other 
models (the lower the value of the AIC parameter, the better).  The AIC obtained 
for this model is -212.37. 
 
We can check the residuals of this model: 
 

 
Figure 29: Residuals analysis for ARIMA(0,1,1)(0,1,1) model. 

Visually it seems that the residuals follow a normal distribution centered 
slightly above 0. Attending to the ACF diagram, there are four observations that 
slightly exceed the limits of being significantly equal to zero. Since it is difficult 
to derive a conclusion just from a graphical analysis, we will perform the 
Jarque-Bera test for normality and the Box-Pierce test for independence of the 



 

residuals. In both, we get a p-value less than 0.05 which means non-normality 
and non-independence. Even after deleting the higher observation, we reject 
the null hypothesis of normality in the Jarque-Bera test. 
Therefore, we will fit different models changing one value at a time with respect 
to the previous one and compare the results. 
 
3. Validation of the model 
 
In this step we decide from the residual analysis if our model successfully 
captures the dependence structure in the data, or said in other words, the 
residuals look random. We have to check that there is no dependence on the 
residuals and the absolute value of the correlations between the coefficients of 
the model are not higher than 0.8 (if that is the case, they may cause instability 
in the estimation of the coefficients). 
 
The (0,1,1)(0,1,1)  model we fitted so far does not check those 
assumptions, therefore, we need to fit different models and compare them to 
obtain the best one. 
 
The next table gives a summary of the different ARIMA models we have fitted 
in regards to the AIC coefficient and the statistical tests for normality and 
independence. 
 

ARIMA Model AIC Normality Independence 

( , , )( , , ) -212.37 No No 

( , , )( , , ) -190.83 Yes Yes 

( , , )( , , ) -189.12 Yes Yes 

( , , )( , , ) -210.41 No Yes 

( , , )( , , ) -187.42 Yes Yes 

( , , )( , , ) NA No Yes 

( , , )( , , ) -218.88 No Yes 

( , , )( , , ) -217.79 No Yes 
Table 7: ARIMA model comparisons. 

 
With these results, we will only keep the ARIMA models that pass both the 
normality and independence of the residuals tests (indicated in bold in the 
previous table). We compared different aspects of these three models and here 
are the conclusions: 
 
 

 We plotted the residuals for these three models and they were very 
similar. Therefore, we could not eliminate any model from the graphical 
analysis nor statistical analysis of the residuals. 

 
 We have examined the correlation between the coefficients of the last 

two models (we omit the first since it only has one coefficient) and we 



 

got high values (-0.768 in (1,1,1)(0,1,0) and -0.98 and 0.96 in the 
(1,1,2)(0,1,0)) which may cause instability in the estimation of 

the coefficients. 
 

 The best AIC (the lowest one) is obtained in the model 
(0,1,1)(0,1,0) although the difference is not substantial among 

them. 
 
Considering those characteristics, the best model is (0,1,1)(0,1,0) which 
is also the simplest among the three (when having models with similar 
characteristics we will always keep the one with the smaller number of 
parameters). In addition, the highly correlated coefficients in the other two 
models make our final choice easier. 
 
The residuals of our final selected model are shown in Figure 30 below. 
 

 
Figure 30: Residuals analysis for ARIMA(0,1,1)(0,1,0) model. 

 
In this case, only two residuals exceed the significant limits and the 
distribution, which seems more normal than the first fitted model we showed 
before. 
 
We can perform a Jarque-Bera test which is a statistical test of whether sample 
data have the skewness and kurtosis matching a normal distribution. Basically, 
it is performed to know if sample data follows a normal distribution. 



 

We also must perform a Box-Pierce test which is a statistical test of whether any 
of a group of autocorrelations of a time-series are different from zero. This test 
gives us information about the independence of the residuals. 
The p-value for the Jarque-Bera test is 0.087 and the p-value for the Box-Pierce 
test is 0.7078, which means the normality and independence of the residuals, 
as stated before. 
 
Finally, we will use an automatic tool that tries to find the best ARIMA models 
for the specific data in order to compare it with our manually found one. This 
tool suggests an ARIMA(3,1,2)(2,0,0) model. After performing a similar 
analysis of the residuals, we get that they are independent but do not follow a 
normal distribution. The normality of the residuals is an important property to 
meet since only then we can trust the confidence intervals when making 
predictions. In addition, there are some parameters of this complex model that 
are highly correlated. It is true that this auto-generated model is better if we 
only consider the AIC parameter but after performing the residual analysis, we 
can discard this model and keep our carefully selected one. 
 
4. Forecast new values 
 
The last step is predicting new values with this (0,1,1)(0,1,0)  fitted 
model. 
 

 
Figure 31: Forecast for the final ARIMA model. 



 

 
Figure 32: Real data after logarithmic transformation. 

 
If we compare this forecasting with the one using the decomposition method, 
we can say that this ARIMA model behaves better in predicting the time-series 
(based on our intuition and the data we already have). It is clearly noticeable 
the seasonal part and a weak upward trend. 
 
Regardless of which peculiarity of the ARIMA model we use (and this could be 
generalized to any model based only on previous data patterns such as LSTM) 
they would have failed in their predictions since in 2007 the real estate bubble 
exploded causing a drastic reduction in construction and therefore in the 
number of new housing approvals (Figure 32). Of course, we must identify the 
problem in the failure of this prediction: It was only based on what we already 
knew and the trend of this data. Basically, those models cannot adapt to 
situations where an external factor changes (one example of this particular 
case: the incorporation of different economics measurements) which by taking 
them into account, the model could have improved the final prediction. 
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