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Figure 9.11: Nodes and topics in the ROS implementation. In blue, the topics that are
accessed by all the nodes; in green, the nodes and topics relative to agent i, which is the
real quadcopter. In orange, the nodes and topics relative to agent j, which is simulated
using Model C. The quadcopter received by Wifi the commands and sends the GNSS
information back to the bebop_autonomy ROS package.

[Lx, Ly] Na Vn Rf fA NB2 Mean E Fitness
[m] [-] [m/s] [m] [-] [-] Exp. Sim. ∆E Exp. Sim. ∆f

S1 [140, 70] 1 2.5 7 0.50 11 0.475 0.462 0.013 0.419 0.393 0.027
S2 [212, 212] 1 7.5 15 1.0 11 0.433 0.410 0.023 0.344 0.361 -0.017
S3 [140, 70] 5 2.5 7 0.50 23 0.452 0.460 -0.009 0.335 0.349 -0.014
S4 [212, 212] 5 2.5 15 1.0 15 0.445 0.452 -0.008 0.357 0.367 -0.010
S5 [212, 212] 5 7.5 7 1.0 16 0.266 0.263 0.002 0.236 0.227 0.009

Table 9.6: Results of the outdoor search tests in 5 scenarios. It has been written the
scenario definition (left hand side), and the mean efficiency and fitness measured during
the experiments and their corresponding values in simulations.

the right hand side of the table, the efficiency and fitness of the experiments have
been written, alongside with the simulated results. The difference between both has
been calculated as well, and colored as it has been done in the previous analysis.
First, note that the number of tests is quite small compared with the indoor tests; as
it has been already mentioned, the outdoor tests are more time and effort consuming,
and therefore the number of tests is modest. Anyway for the 5 scenarios tested,
both experiments and simulations match with a great accuracy, being the highest
deviation under 7%. It can be argued that, given that 4 of the agents are simulated,
this reality gap is expected; however, even when only one agent was tested (S1 and
S2), the simulation results are very similar to the experimental data.

In the indoor tests, the Parrot Mambo were also tested in order to assess
whether there is a dependency of the algorithm outcome on the type of quadcopter.
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(b) t=0 s
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(c) t=118 s
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(d) t=236 s
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(e) t=354 s

-70.0 -60.0 -50.0 -40.0 -30.0 -20.0 -10.0 0.0 10.0 20.0 30.0 40.0 50.0 60.0 70.0
x [m]

35.0

25.0

15.0

5.0

-5.0

-15.0

-25.0

-35.0

y
 [

m
]

1

-70.0 -60.0 -50.0 -40.0 -30.0 -20.0 -10.0 0.0 10.0 20.0 30.0 40.0 50.0 60.0 70.0
x [m]

0.0

15.0

z 
[m

]

0

1

2

3

4

5

6

7

8

9

10

(f) t=472 s

Figure 9.12: Different stages during one of the search trials in the outdoor scenario S1.
The red square indicates the take-off and landing position. The duration of the search
was 473.8 s, reaching an efficiency of 0.537.
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(b) t=75 s

-106.0 -84.8 -63.6 -42.4 -21.2 0.0 21.2 42.4 63.6 84.8 106.0
x [m]

106.0

84.8

63.6

42.4

21.2

0.0

-21.2

-42.4

-63.6

-84.8

-106.0

y
 [

m
]

1

2

3

4

5

-106.0 -84.8 -63.6 -42.4 -21.2 0.0 21.2 42.4 63.6 84.8 106.0
x [m]

0.0

15.0

z 
[m

]

0

1

2

3

4

5

6

7

8

9

10

(c) t=150 s
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(d) t=225 s

Figure 9.13: Different stages during one of the search trials in the outdoor scenario S4.
The red square indicates the take-off and landing position. The duration of the search
was 226.6 s, reaching an efficiency of 0.481.
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Doing this outdoor is not feasible with the second type of quadcopter since they
are not equipped with GNSS.

9.3.4 BB-SvA results

An example of surveillance mission has been represented in Figures 9.14. The
scenario of the test is the S2 (see Table 9.7 for details), the different pictures of
the monitoring screen correspond to different instants during the test, and the
colors in the background represents the age of the information associated with each
discretization cell. As already explained, only of the agents is a real quadcopter
(agent with ID 1), whereas the others are simulated agents using Model C.

In Figure 9.15a, the efficiency over time during the experiments has been
represented for the 3 scenarios considered. The solid line is the average across the
trials for each scenario, whereas the shadowed area indicates the interval between
the maximum and minimum values found. At the right side in Figure 9.15b, the
same data but obtained with simulations has been plotted for comparison.

The first thing to notice is that, as it happened with the simulations and the tests
indoor, the variability between trials is low. Comparing the test results with the
simulations, at a first side they are very similar. The efficiency corresponding to S1
falls from the initial efficiency of 0.6 until t = 200 s and then remains approximately
constant during the rest of the mission. S2 behaver similarly, but in the case of
the experiments it suffers a final drop from 400 s on; actually, the simulations
forecast that the final efficiency of S2 remains over S1, which does not happen in
experiments due to this final drop. Anyways both efficiencies of S1 and S2 remain
similar to the simulations. Regarding S3, the experiment results are very similar to
the simulations; after an initial drop, there is a tipping point at 150 s after which it
starts slowly increasing until reaching a final efficiency close to 0.6.

As done for the outdoor experiments, in Table 9.7 it has been written the
definition of the scenarios and the mean efficiency and the maximum and minimum
interval at different moments during the surveillance. Staring with the S3, in the
first stages of the mission there are observable but small differences in the range of
efficiencies between experiments and simulations, which almost disappear after 400
s; the mean values in simulations are very accurate during the whole surveillance.
On the other hand, for S1 and S2 the situation is slightly different. Although
the mean values are very similar between experiments and simulations during the
mission, at the end of it (t = 600 s) the difference reaches in both cases a 6% of
deviation. This value is the bigger during found during the experiments, but it
is still acceptable. The difference in the ranges of expected values are also bigger
than in S3, although they are always under a 10% of deviation.
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(c) t=433 s
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(d) t=650 s

Figure 9.14: Different stages during one of the surveillance trials in the outdoor scenario
S2. The red square indicates the take-off and landing position. The duration of the
surveillance was 650 s, reaching an efficiency of 0.535.
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Figure 9.15: Efficiency over time during the surveillance tests in the outdoor scenario.

S1 S2 S3

[Lx, Ly] [m] [140, 70] [212, 212] [212, 212]
Na [-] 5 5 5
Vn [m/s] 2.5 2.5 2.5
Rf [m] 7.0 7.0 15.0
NB2 [m] 4 3 4

t = 100 s Sim. 0.56 [0.55, 0.58] 0.59 [0.58, 0.59] 0.58 [0.57, 0.59]
Exp. 0.56 [0.52, 0.59] 0.57 [0.57, 0.58] 0.56 [0.53, 0.58]

t = 200 s Sim. 0.54 [0.53, 0.55] 0.57 [0.56, 0.58] 0.56 [0.53, 0.59]
Exp. 0.54 [0.52, 0.57] 0.56 [0.54, 0.57] 0.57 [0.53, 0.61]

t = 300 s Sim. 0.53 [0.52, 0.54] 0.56 [0.55, 0.57] 0.58 [0.55, 0.61]
Exp. 0.53 [0.53, 0.54] 0.55 [0.53, 0.56] 0.58 [0.52, 0.63]

t = 400 s Sim. 0.53 [0.51, 0.55] 0.55 [0.54, 0.56] 0.59 [0.57, 0.61]
Exp. 0.54 [0.53, 0.55] 0.55 [0.53, 0.56] 0.58 [0.55, 0.62]

t = 500 s Sim. 0.52 [0.50, 0.55] 0.55 [0.54, 0.56] 0.60 [0.58, 0.61]
Exp. 0.54 [0.53, 0.55] 0.54 [0.53, 0.55] 0.59 [0.56, 0.61]

t = 600 s Sim. 0.52 [0.50, 0.56] 0.55 [0.54, 0.55] 0.60 [0.59, 0.61]
Exp. 0.55 [0.54, 0.55] 0.52 [0.50, 0.54] 0.60 [0.57, 0.61]

Table 9.7: Comparison of the efficiencies registered in simulations and outdoor
experiments, obtained from Figures 9.15a and 9.15b. Sim. indicates simulation and
Exp. experiment. The values outside the brackets are the mean values, whereas the values
inside them are the interval of maximum and minimum efficiencies found.
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(a) Raspberry Pi (b) nRF24L01 module

Figure 9.16: Pictures of the Raspberry Pi 3b+ and the nRF24L01 module, used for the
tests.

9.4 Tests on a microcomputer
So far during this chapter the algorithm has been executed within the ROS
framework, which simulates a truly distributed architecture. Each of the agents
runs in their own threads, and communicate with the others and with the supervisor
using ROS topics. All these nodes however have been run in a personal computer,
and in reality each agent’s intelligence should be run independently in the computers
boarded on the corresponding quadcopter; then, using a communications system
(and more realistically RF communications), they would communicate between
them, broadcasting the needed information. A boarded computer is expected to
have considerable less computational power than a personal computer, and we may
wonder if it would be powerful enough to run ROS and the algorithm properly.

To test this, a Raspberry Pi 3b+ has been used, shown in Figure 9.16a. This
low-cost microcomputer is widely used for several different purposes, in which
robotics are included. Its CPU is a quad-core 1.4GHz ARM A53, it has 1GB of
RAM memory, an average consumption of 5W, weights around 50gr, and it is
capable of running a light Ubuntu distribution and ROS.

In Figure 9.17, a schematic view of the arrangement of the tests has been
represented. Firs, a laptop runs 10 simulated agents, the agents’ intelligences for
the drones i = 2, ..., 10, and the supervisor, everything integrated under ROS and
using a TCP/IP network on a router. The Raspberry Pi is connected to that router
with an Ethernet cable, and runs the agent’s intelligence for the agent number
1 (also under ROS). Different scenarios sizes have been tested with the BB-ScA,
which is the most demanding algorithm of the two (recall that it has three layers of
pheromones), measuring the CPU load and the pace of execution of the algorithm,
set to a goal value of 0.05. This means that the control loop is executed at 20Hz,
although the update of the layers of pheromones is set to the maximum value
possible so that the numerical scheme is stable, see Equation 12.10.
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Figure 9.17: Schematic arrangement of the experiments to demonstrate the viability of
using a Raspberry Pi 3b+ to run the algorithm.

During the tests, the Rasperry Pi could handle successfully up to maps of 150×150
cells, which corresponds to areas of 300×300 m. Bigger maps could be considered by:

• Using more powerful microcomputers, such as the Raspberry Pi 4, which has
approximately 3 times more computational power than its previous version.

• Increasing the size of the discretization cells, which also allows bigger time
steps in the calculation of the diffusion equations.

• Separating the calculation of the diffusion equation in a single ROS node,
which would be then executed in a separated thread, increasing the execution
speed.

9.5 Communications with the module nRF24L01
The last experiment carried out for this dissertation regards with the communications
between the agents, and the agents and the supervisor. Those messages are two: the
broadcast messages with the needed information, defined in Section 5.5, received
by all the agents and the supervisor to update the internal knowledge, and the
commands sent by the supervisor, which are seldom sent (take-off, start the mission,
return to base, etc.). In all the past experiments, these communications have been
done using ROS topics, which run over a TCP/IP network. This communication
system, although if fact is a distributed architecture, would be very difficult to
have in most of the real world applications.

To explore the viability of the algorithm using a more realistic communication
system, some simple experiments are carried out using the RF module nRF24L01
(Figure 9.16b). This 2.4GHz transceiver is capable of sending up to 250 Kb/s with a
range of 1000 m, its maximum consumption is 0.037 W, cost less than 2e per unit,
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and can be easily controlled using a Raspberry Pi using its SPI interface. To use it,
the powerful RF24 library was used, which allows to easily control it, and even create
networks, meshes, broadcast music streams, among other capabilities. This library
was developed in C++, although the author also published a Python-wrapped
version, which is the one used in these experiments.

In Figure 9.18a, and schematic view of the arrangement of the different elements
in the experiments has been shown. Firs, a laptop runs three simulated quadcopters
and the supervisor, everything integrated under ROS. The laptop in connected
to a router, which holds the TPC/IP network. A Raspberry Pi is connected by
cable to the router, and it works as a bridge between the supervisor and one of the
nRF24 modules; when the supervisor sends a command through its corresponding
ROS topic, the bridge node (which implements the RF24 library) receives it and
sends it by RF. Similarly, when the bridge receives a broadcast message from a
quadcopter, it forwards it to the supervisor through a ROS topic. There are three
more Raspberry Pis that run one drone’s intelligence each (that is, the BB-ScA);
each of these Raspberry Pis has its own nRF24 module, and uses it to send the
broadcast message and receives the commands from the supervisor, via the bridge.
These Raspberry Pis need the position and velocity that they would receive directly
from the real quadcopter if they were actually boarded on them; this information
is received by Wifi from the router though a ROS topic.

There is still one issue left that must be address. The nR24 modules are only
able either send data or receive, not both at the same time. Therefore, a protocol
has to be implemented to organize the sending of the messages. That simplistic
protocol has been shown in Figure 9.18b. The idea is to coordinate all the agents
so that while one of them is sending information, the others are listening. To do
this, first the period of broadcast has to be divided into Na + 1 intervals (recall
that this frequency was set to 2 Hz). At the beginning of each epoch j, with
a duration of Tb = 1/2 = 0.5 s, the supervisor sends a PING message, or if it
is needed, a command. This message is used by the agent to synchronize their
broadcast/listening instants. After having received the PING at time tPj , the first
agent to send its broadcast message is the number 1 (each agent has assigned an
identification number from the beginning), and it does at at time:

t
1
j = tPj +

Tb
Na + 1 (9.3)

The rest of the agents and the supervisor will be then listening to this message
and will receive and process it. The agent number i will send its broadcast
message of epoch j at:

t
i
j = tPj + i ⋅

Tb
Na + 1 (9.4)

When the last agent Na sends finally its message, the process starts over. Note
that if some messages are lost, the process is not altered because each agent knows

https://tmrh20.github.io/RF24/
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Figure 9.18: Schematic view of the experiment setup to test the communications using
the nRF24L01 module and the protocol used to coordinate the sending/listening periods.
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Figure 9.19: Xbee 3 Pro module

when to send its message; even if it is the PING message the one lost, the agents
estimate when it should have arrived, and continue the process with that estimation.
This is a very simplistic coordination protocol which is useful in situations with
not very time-accurate requirements, although more complex protocols could be
implemented [61]. The maximum payload of this module is only 32 bytes of data,
and therefore the information must be separated 3 packages and sent one after
the other, as shown in Figure 9.18b.

This solution works well for this number of agents. However, some issues were
observed during the tests. First, the wrapped version of the RF24 library was slow,
and it needed some elapsed time between sending consecutive packages. Additional
pauses of time had to be added between finishing the sending of the message and
coming back to the receiving-information state. All these delays leaded to an
effective time of sending messages of Te ≃ 0.110 s, and therefore, 3 is the maximum
number of agents that would be possible to have working with the communication
system. This system could be improved by using the C++ version of the library,
working further compressing the information sent to reduce the number of packages
needed, and even with higher quality modules.

Another possibility with these type of modules would be to limit the emitting
power so that the range is reduced, and broadcast the information without any
coordination in random moments, but with a mean period of Tb. This would lead
to loosing some messages (either because some agents are out of range or because
without the coordination more than one modules could emit at the same time), but
it would eliminate the limitation of number of agents due to Te. Moreover with this
approach, modules with higher bandwidth could be used, since the range is now
restricted (even WiFi modules have been used is some works [157]).

In the market there are other different options which could be used. For
instance, the company Digi commercializes the XBee Series 3 Pro modules (see
Figure 9.19), which can transmit 250 kbits per second with a range of 3.2 km, with

https://www.digi.com/products/embedded-systems/digi-xbee/rf-modules/2-4-ghz-modules/xbee3-zigbee-3
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a maximum consumption of 0.45 W, and with a price around 30e per unit. With
these devices can trasmit a maximum payload of 80 bytes, which would allow to
send a unique packet with all the information. This specific device implements
the Zigbee 3 high-level communication protocol, which allows to create complex
communication meshes with up to 65000 nodes, although it requires a coordinator
module, making the network vulnerable.

These modules also support the DigiMesh technology, which can implement a
true distributed mesh with all the nodes. When sending a broadcast message, all
the devices repeat it 4 times to ensure that it reaches the whole mesh. Knowing this,
we can make some calculations; let us imagine an agent sends a message, whose
payload is 80 bytes. Given that it is repeated 4 times, and the broadcast frequency
is 2 Hz, the maximum number of nodes talking would be:

250 ⋅ 103bit/s
8bit/byte ⋅

1
2Hz ⋅

1
4 ⋅ 80 ≃ 48

This last result is indeed optimistic, since the transmission requires some time,
and it is necessary to give enough time to process the information and leave some
time elapse for safety reasons. Anyway the number possible nodes is fair large, and
it could be increased by setting the number of repetitions to only 1.

Another factor to consider is that the communications robustness increases as the
sensor footprint does, and decreases when the velocity increases. This would imply
that in cases where the relationship Rf/Vn is higher, the frequency of broadcast
can be reduced safely, as it was discussed in Section 7.6.1.

All this discussion and experiments done do not completely ensure that with
these simple and cheap modules the communications requirements are covered, and
further analysis should be conducted. Besides, it is important to recall that the
algorithm has already shown robustness against messages loss, and the broadcast
frequency could be decreased. Other measures to mitigate the low broadcast
frequency could be considered, such as the reconstruction of the path followed by an
agent if some information is missing, or sending various messages at the same time to
reduce the number of packages transiting through the network from different agents.
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Summary

The analysis and tests of the BB-S&SA have been based in simple
situations where the tasks were just search in a given area or sweep
it continuously. These are actually simplifications, and missions
in real life may need some adaptations in the algorithm to better
fulfill some specific requirements. In this chapter, the algorithm is
used in two realistic situations. On the one hand, the algorithm
will be used in the so-called SwarmCity, a simulated city in which
the aerial swarm will be used to continuously collect data from
it and represent it. On the other hand, a mission where the a
area is under surveillance in considered. In this area, there are
intruders that have to be detected and recognized as friends or
enemies. This last case study was carried out with real robots in
the indoor testbed.
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10.1 Swarmcity
Future cities will be more extensive and populated. According to United Nations
reports [180], the population of urban areas will increase from the current 54% to 66%
in 2050. The growth of cities can improve the efficiency in the management of some
resources, for instance distribution of goods, transportation or energy consumption.
At the same time, it may create new challenges (e.g. traffic, insecurity, pollution,
noise and garbage). Anyway, this phenomenon makes the activities related to
monitoring cities relevant, such as data collection and processing, information
discovery and visualization, events prediction or emergencies detection.

A recent approach to address the above mentioned issues is the concept of Smart
Cities [181]. The basic idea is using information and communication technologies to
ensure a sustainable development, optimization of resources management, improve-
ment of the life quality of citizens and promoting the civic participation. Some
projects of Smart Cities analyzed in [182] have been developed in Tampere, San
Sebastian, Geneva, Seoul, Vienna, London, Washington, New York, Hong Kong
and Melbourne. Most of the proposals of Smart Cities are based on the Internet of
Things (IoT) [183], which consists of a set of sensors distributed throughout the
city used to collect the data of interest and upload it to the cloud. Those sensors
are usually located in fixed spots and therefore, they take measurements in specific
locations. This leads to two issues: the introduction of biases in the data and
the generation of blind zones if a sensor stops working. Another approach is to
place the sensors in mobile platforms, such as the public transportation, although
their locations are still not controllable.

There has been in the past some works analyzing the possible use of aerial
robots for different monitoring purposes in the cities. For instance [184] proposes
using a group of heterogeneous UAVs for rapid disaster detection and report,
suspects tracking and delivery of first-aid items in emergency events. The system
would use some public infrastructures and public transportation to support the
communications and battery charge of drones. Moreover [185] proposes a system for
video surveillance of highway traffic with multiple aircraft. Some tests were carried
out with a simplified system, checking the feasibility of communications and video
streaming. Also for traffic monitoring, in [186] routes between nodes are analyzed
and a policy for UAVs is presented, so that they travel along them improving the
so-called monitoring satisfaction. A wider approach for monitoring cities with
drones can be found in [187], whose developments take into account the concept of
swarm and include applications of both environment and traffic monitoring.

In this case study, an adaptation of the BB-SvA is proposed to use a team
of 10 robots to monitor and collect data from the cities during long periods of
time, even continuously. On the one hand, having controllable robots allows to
select the locations from which to collect the data, depending on the interest
at the different stages of the mission. This represents a remarkable advantage
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over other solutions such as using fixed sensors or sensor installed over public
transportation systems. On the other hand, the fact that these robots are aircraft
has the advantage of not having an impact on the public space of the cities, and
the disadvantage of potentially provoking personal and material damages in an
accident occurs. Swarmcity1 was born as a simulated city testbed to explore the
use of aerial swarms for different proposes:

• Monitor accurately the state of the traffic in the city.

• Monitor the agglomerations of pedestrians in public events, such as concerts
and demonstration.

• Monitor temperatures and pollution in the city.

• Retrieving other types of information from the city, such as the wear of the
infrastructures, garbage accumulated on the streets, or state of the vegetation.

• Represent all this information to a user, working for the city hall, so that the
authorities can take appropriate actions.

As result of these investigations, three papers were published presenting the
results of these investigations. In [3], the simulated city (Swarmcity) was first
presented, alongside with the modified algorithm to obtain information about the
state of the traffic in the city. The work was extended in [4], where a more complex
data processing method was presented to better model the traffic. In [6], an adaptive
and immersive interface to represent the data collected by the swarm to the user
was presented. In this section, a brief explanation of these works will be summarized
to give the reader a general overview of what SwarmCity is.

10.1.1 The simulated city: SwarmCity

SwarmCity is a simulation of a small city (800x800 meters) that includes models
of traffic, pedestrians, climate and pollution. This city has been developed with
the Unity game engine, taking advantage of some assets already available: City
Adventure (buildings), Road & Traffic System (traffic) and Population Engine
(pedestrians). As shown in Figure 10.1a, this city has a central district, two
residential neighborhoods, an industrial state, a park and some public facilities,
such as the airport, train station and stadium. Additionally, this simulator includes
models of traffic, population, climate and pollution with realistic behaviors. For
instance, the temperature and humidity depend on the date and time, the levels of
pollution are higher in industrial areas than in residential neighborhoods, and there
are agglomerations of people in work places in weekdays and in leisure places during
the weekends. At the beginning of the simulations, 150 cars are spawn in the city
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(a) Top view map (b) Perspective view of the city

Figure 10.1: Top view map showing the different areas of the city, with their own
characteristics, and a perspective view of one of the streets.

and start moving along the roads, respecting the traffic rules and taking decisions at
each intersection. In Figure 10.1b, a perspective view of the city has been presented.

The simulations on SwarmCity are performed by using two computers: one that
runs the city as a Unity executable (including not only the time, weather, traffic
and population, but also the dynamics of drones) and another that runs the swarm
intelligence as a Matlab script. As shown in Figure 10.2, both systems are connected
via Robot Operating System (ROS), specifically using the rosbridge_suite package
[188]. The swarm intelligence computes the desired movements of the drones and
sends the target positions to the city. The city moves then the drones and returns
their actual poses and sensor readings back to the swarm intelligence module.

As it has been considered during this dissertation, the flying robots considered
are quadcopters, which are are equipped with a laser scanner, multiple sensors for
environmental monitoring, and a downward camera. This last sensor can be used
to detect cars, people and other objects in a certain area below the quadcopter.
The radius of the sensor footprint considered is equal to 10 meters and the flying
altitude is 20 meters over the ground, see in Figure 10.3. Therefore, the cars within
this area are detected and their information about type, color and ID is collected,
as well as the pedestrians and other possible item of interest (such as garbage).
The quadcopters have a limited amount of energy available in their batteries, and
whenever they are close to run out of them, they must recharge them. For this
purpose, there are 5 bases located throughout the city, where the agents can return
to; after 60 seconds, it is considered that the battery has been exchanged with a
charged one and they continue with their mission.

1Visit the SwarmCity project website for more information.

http://www.swarmcityproject.com/
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Figure 10.2: Architecture for simulations in SwarmCity. The city itself has been
developed in Unity and runs in a computer with Windows. The intelligence on the
other hand is written in Matlab and run in ROS in another computer with Linux. Both
computers are connected using the rosbridge package.

.

Figure 10.3: Sensor footprint when robot flies at 20 m.
.

10.1.2 Adaptation of the BB-SvA
All the tasks propose to be addressed in this case study are actually surveillance
missions. The agents must fly around the city collecting frequently information,
and whenever they run out of battery, the return to the closest base to exchange
it, and afterwards continue the mission. Therefore, the base algorithm used is
the surveillance algorithm BB-SvA, but it must be adapted for the three different
cases considered: the monitoring of traffic, pedestrians and environmental variables
(temperature and pollution). As it happened between the search and surveillance
algorithm, only 1 of the 6 behaviors is modified to better fulfill the requirements of
the specific task. The search/surveillance behavior is adapted whereas the others
remain the same across the different tasks.
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Traffic

For the traffic monitoring task, it can be assumed that the cars will only drive
along the roads, whose disposition in the city is previously known. Therefore, the
quadcopters can be driven to fly mainly over these areas (roads). The areas with
more density of traffic should be visited more frequently, although these locations
with higher traffic are not known beforehand and the algorithm must adapt itself
on-line. In order to do this, the surveillance behavior is replaced by a traffic
behavior, composed by 2 new layers of pheromones:

• Layer L1: there are two types of cells in this layer, ones that coincide with roads
and others that do not. Each type of cell has its own source of pheromones S
and diffusion coefficient D. When an agent flies over an area, the amount of
pheromones is reduced as it was done with the former BB-SvA.

• Layer L2: it creates a source of pheromones wherever a quadcopter detects
a car, which is added to the closest discretization cell, as well as to the
eight surrounding ones. If afterwards another car is detected is the same
location, new sources of pheromones are added. In order to avoid an excessive
accumulation of sources, if a car is detected and a source is added, during
the next ∆tcars seconds no source of pheromones will be added in a circular
area of Rcars meters. Similarly to layer L1, there is a reduction of δL2 in the
pheromone concentration when a quadcopter flies over a location.

In Figures 10.4a and 10.4b it has been represented an example of both layers
in two different moments during a surveillance mission. Note that at L1 the roads
produce higher levels of pheromones, leading the quadcopters to fly along the roads.
The more detected cars in specific spots where the traffic is more dense, the higher
pheromone production in those spots, as it can be seen in L2.

Pedestrian

As it happens with the traffic, the objective here is to revisit frequently the areas
with higher concentration of items to observe, in this case, pedestrians. Therefore,
two layers are again used: one layer L1 to lead the quadcopter to visit areas where
the pedestrians may be, and a second layer L2 that creates pheromones as the
pedestrians are observed, similarly to the layer L2 of the traffic behavior.
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(a) Layer L1   (b) Layer L2

Figure 10.4: Examples of pheromone layers during the traffic monitoring. The
quadcopter are represented by circles with different colors; the charging bases by cyan
squares; the simulated cars by white points.

Environmental variables

For this task, a uniform sampling of the temperatures and pollution from the city is
required and therefore, it is no needed to prioritize any areas over others. Therefore,
the behavior used is the same as the former BB-SvA.

Having then defined the three algorithms, the parameters are optimized as done
for the former algorithm, that is, using a GA with a similar configuration (see
Section 6.6.2). Given that the simulation of the complete city in Unity is heavy
computationally and runs in real-time, a simplified simulated city was developed
for fast simulations. Once the algorithms are optimized, three configurations with
high performance, as much different as possible, are evaluated in the Unity city.
The best configuration is then selected.

10.1.3 Results
Once the algorithm has been optimized, the user can assign any number of agents
for any of the three missions: traffic, pedestrian, or environmental monitoring. The
following sections, an overview of the results for each task is presented.

Traffic monitoring

In the case of traffic monitoring, the performance of the system is measured by the
efficiency E, which is defined as the percentage of the cars in the city that have been
observed in a time window of 30. This metric of performance was selected considering
that the traffic would be fully monitored if every car could be located without
interruptions. Given that the whole area of the city is much bigger that the total
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Figure 10.5: Qualitative traffic measurement after one hour of monitoring. The warm
colors correspond to high traffic measurements, whereas the cold ones correspond to low
vehicles movements observed.

.

sensor footprint of the drones, and considering that traffic does not change in short
periods of time (typically the fastest changes would be due to the traffic lights), it
can be assumed that if all the cars are located within this time window (30 seconds),
the traffic is fully monitored. Therefore, if every car is spotted at least once in every
time window, we consider we can accurately represent traffic state in the city.

Doing a simple study about what is the expected efficiency to be reached, the
maximum performance estimated is equal to 0.21. However, after running the
simulations in the Unity city, the maximum efficiency measured is 0.28, which is
higher than the theoretical maximum one. This is possible because the cars are not
located uniformly along the roads, but concentrate in specific spots because of the
probability distribution function (which simulates traffic jams). This fact would
not have an effect on the efficiency reached by the monitoring system on average, if
it was not because the layer L2 is designed to detect the traffic jams and lead the
quadcopters to them. Then, the drones visit more often these specific areas and
the efficiency of the fleet improves. We can then say that the algorithm actually
learn from the city, identifying the areas with higher density of cars.

The sources of pheromones at L2 can be used to create a qualitative map of
the traffic level in SwarmCity. Recall that those sources are created where the cars
are observed, so that the agents are more attracted to these spots. The higher the
pheromone concentration in specific points is, the higher the traffic is expected
to be. Figure 10.5 shows the pheromone concentration printed over the SC map.
In this figure, the areas with higher concentration are shown in warm colors and
qualitatively reveal high traffic places.
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Figure 10.6: Real and measured maps of pedestrians and temperatures during one of
the simulations.

Pedestrian and environmental monitoring

The case of pedestrians is very similar to the traffic monitoring, above studied. The
efficiency is therefore measured in the same way, although for these case the final
value reached was 0.11. For the temperatures and pollution the performance metric
in different, since they are continuous variables that must be measured along the
complete city. For this last case and due to its similarities, the efficiency is measured
with the information age, as done with the former BB-SvA using Equations (4.9)
and (4.10). For the environmental monitoring, as it happened with the surveillance
algorithm, the efficiency is much higher, reaching a final value of 0.48 after one
hour of mission. In Figure 10.6 the measured maps of pedestrians and temperatures
have been plotted, alongside with the groundtruth.



10. Case studies 263

10.1.4 Data fusion and representation
The final contribution made so far within the SwarmCity project is the representation
of the data collected with the aerial swarm with an an adaptive and immersive
interface implemented with Virtual Reality (VR)2. To do this, as VR interface the
HTC Vive HMD is used to visualize the virtual city with the relevant information,
and to manage the interface voice control. It consists of a head mounted display
with two screens and headphones, two base stations that allow to determine its
position and orientation in the room, and two controllers that can be used for
interacting in the VR environment. Moreover, the Leap Motion is a small gadget
formed by two cameras and three LEDs, which can detect and render both hands
in VR environments. This device allows the operators to use their own hands
instead of the HTC Vive controllers, which gives way to a much more natural
and intuitive interaction.

In Figure 10.7a, a picture of the Leap Motion installed in the front side of the
HTC Vive glasses is shown. On the right side, in Figure 10.7b, a screeshot of what
would see the user has been presented; in the upper part of the screen, the menu
with the different representation options is visible (temperatures, traffic, maximum
values, pedestrians, and pollution). Finally, in Figure 10.7c, picture showing the
user using the immersive interface has been presented, together with what he is
seeing in that moment. As it can be seen, the Leap Motion system detects both
hands, used to move around the city. On the ground, the interface plots the available
information with a heat map (the measured pollution in the example shown). The
position of the agents are also represented with yellow circles.

10.2 Surveillance and detection of intruders
Let us suppose we are in charge of controlling a certain area of a sea close to
our coast. In that portion of water, there may be different ships passing through
it; some of them will be considered as friendly (such as fishing ships or pleasure
boats), and others as enemies (for example, drug trafficking boats). Our mission
is continuously controlling the area, flying over it at certain altitude with drones
equipped with cameras. When an object is detected, to determine whether it is
friend or enemy, the agent reduces the altitude to better observe it. After some
needed time, if the object is categorized as friend, the agent recovers its nominal
altitude and keeps on with the surveillance mission. If an enemy is recognized,
the agent communicates it to the coast guards and tracks it until they intercept
it. In this last case, the agent will remain a longer time following the enemy ship,
until a manned boat arrives to arrest it.

This is actually a quite standard mission, and similar ones can be proposed. For
example, if are monitoring an area close to a sensitive area (for example, a nuclear

2A video showing the interface capabilities is available on-line.

https://youtu.be/rJosK3X5UC0
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(a) Hardware used (b) Visualization menu

(c) User using the interface

Figure 10.7: In the first Figure 10.7a, the a photography of the hardware used in shown.
In the next Figure 10.7b, it can be seen a screeshot of what the user would see, and the
menu with the different display options. Finally, in Figure 10.7c, a photography of a user
using the interface, together with what he is actually seeing, has been presented.

power plant) and one of the quadcopters detect an item that may be an intruder,
the agent may fly closer to identify or dismiss it. If it is recognized as a potential
risk, it may alert the security authority and track the intruder until it is intercepted.

Inspired by the above situations, a case study is proposed. It will be carried
out in the testbed area used for the indoor experiments (see Section 9.2) with the
Parrot Mambo Minidrones. It is defined as follows:

• 4 quadcopters continuously fly over the area (6.4×4 m2), looking for possible
intruders. The flying speed is 0.10 m/s or 0.15 m/s.
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• 3 ground robots (see Figure 10.8a), representing intruders, move continuously
on the ground with nominal speeds between 0 and 0.10 m/s. Each ground
robot generates a random point, to which they move avoiding collisions
between them. When a robot reaches its destination point, it generates a new
one, and moves towards it again.

• Each ground robot belongs to one of two types: friend or enemy. Each ground
robot generates its type every 60 seconds with the same probability of being
friend or enemy.

• When a quadcopter detects one of the robots, it reduces its altitude from 1.5
to 0.5 m to observe it. The quadcopter has the ability of discerning whether
the robot is friend or enemy in 30 s. If the robot is friend, the quadcopters
flies back to the nominal altitude and keeps on with the surveillance. If it is
declared as enemy, the quadcopter tracks it for another 30 s.

• While an intruder is being observed, it does not change its type. When it is
not being observed anymore, after 30 s, it generates another type.

For each quadcopter and robot speeds considered, 5 missions are tested, tracking
the surveillance efficiency and counting how many times the intruder types have
been detected, recording the total number of intruder types that have been during
the mission. In Figure 10.8a and 10.8b, an instant of the mission has been presented.
Each agent is identified by a number, written in both figures. The intruders (yellow
ground robots) are colored in the right figure with black if they are friendly, and in
red if they are enemies. As it can be seen, the quadcopter number 2 is observing in
that moment one of the intruders, recognized as enemy, while the others keep on
with the surveillance task. A video of one of the experiments is available on-line3.

In Table 10.1, an overview of the results of the case study considered has been
shown. For each of the scenarios, defined by the nominal speed of the quadcopter
(Vn) and the intruders (Vnr), the final efficiency, calculated over the 5 tests, has
been presented. Additionally, it has been indicated the percentage of the intruders
detected during all the tests, discerning between friends and enemies. These same
scenarios were also tested without intruders in Section 9.2.7; in that experiments,
the scenarios parameters were labeled as S1, Vn = 0.10 m/s, and S4, Vn = 0.15 m/s,
and the final efficiency reached was 0.63 and 0.61 respectively. The corresponding
scenarios in this case study are from S1 to S4 to the first scenario, and from the S5
to S7 to the second. As it can be seen, the efficiency stays close to nominal values,
while around 35% of the intruders are detected. Note that it is expected inevitably
a drop in the efficiency, since when an agents flies down to observe an intruder, it
stops contributing wit the surveillance and with reducing the age of the information.

3In this video, from minute 2:20 on.

https://youtu.be/zUetTkswOkE
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(a) Snapshot of the arena

  

(b) Screenshot of the mission

Figure 10.8: Surveillance case study with intruders at a certain instant. In Figure
10.8a, a snapshot of the arena. In Figure 10.8b, in the upper graph, the position of each
quadcopter and ground robots in the xy plane has been represented. In the background,
the age of the cells. Each of the 4 agents has been labeled with its ID. The position on
the camera has been indicated with a yellow trapezoid. In the lower graph, the position in
the xz plane. Friendly intruders have been plotted in black; enemy intruders in red. Note
that agent number 2 is observing (flying at a low altitude) one of the enemy intruders.

Scenario number S1 S2 S3 S4 S5 S6 S7
Vn [m/s] 0.1 0.1 0.1 0.1 0.15 0.15 0.15
Vnr [m/s] 0.00 0.03 0.05 0.08 0.03 0.06 0.1
Ē [-] 0.54 0.54 0.55 0.53 0.53 0.50 0.52

Detected friendly 36% 20% 19% 43% 37% 44% 26%
Detected enemy 27% 32% 28% 33% 38% 31% 35%

Table 10.1: Overview of the case study results, considering 7 different scenarios. Vn is
the nominal speed of the quadcopter; Vnr , the speed of the ground robots; Ē the mean
efficiency for each scenario over 5 tests; Detected friendly, the percentage of friendly
intruders that have been detected; Detected enemy, the percentage of enemies detected.
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Summary

In the last chapter of this dissertation the conclusions and the future
work is presented. First, the main characteristics of the algorithm
will be discussed, based on all the analysis and experiments done
in the past chapters. Then, it will be reviewed the objectives set at
the beginning of this work, checking which ones have been achieved
and which ones not. The main contributions to the state of art
will be summarized and finally, the most promising and necessary
research direction to further improve this work will be proposed.
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11.1 Introduction
At the beginning of this dissertation, a necessity has been identified that can
be covered using groups of UAVs. Rather than a necessity, aerial multi-robot
systems could be used in benefit of society and environment in many different fields.
Specifically, they could be used in a wide variety of tasks which may be included into
two simple missions: search and surveillance. Scalability, robustness, and flexibility
are properties of these systems that are often required, or at least desired. Swarm
robotics principles fit like a glove in the proposed situations, although simplicity at
individual level seems to lose sense in aerial robots. Intermediate solutions between
multi-robot and swarm systems try to achieve properties that may fulfill better the
requirements of the assigned mission and the hardware reality.

Having defined the objectives to be fulfilled, and the hypothesis or assumptions
that simplifies the problem, a state of art regarding robotic swarms and aerial
multi-robot systems has be reviewed, highlighting that the task addressed in both
cases, as well as the hardware and methods used, are remarkably different. Specific
details of the scenario and the search and surveillance problems have been specified,
defining metrics to objectively measure the performance.

Before presenting the search and surveillance algorithm, a detailed state of art of
both tasks carried out with multi-UAVs systems in analyzed, remarking the major
flaws and strengths of the up-today works. The proposed algorithm is made up by 6
behaviors, which act together to decide at agent level where to go next, taking into
account the possible collisions between agents, the communication requirements,
and the inclusion of obstacles and prior information about where the targets may
be found with higher probability. The algorithm depends on a group of parameters
that must be tuned; those optimal values must adapt to the particularities of
the scenario. A method based on the optimization for specific scenarios and its
posterior interpolation is proposed, to finally obtain a fully configurable algorithm
for a wide range of scenarios.

Both search and surveillance algorithms are analyzed in detail, assessing their
robustness and flexibility characteristics (key properties marked as objectives of
this work) and studying the actual weight of each of the 6 behaviors in each
decision. Additionally, the search algorithm is exhaustively compared with 6
different search patterns. Experimental results of both task in indoor as well as in
outdoor environments are presented, demonstrating that simulations are accurate
to represent real world missions. Finally, 2 case studies are proposed, in which
the algorithm is implemented in realistic missions.

In this final chapter of this dissertation, the overall conclusions drawn will be
collected and discussed. Although different conclusions have been discussed during
the document, in this chapter a summarized global overview will be exposed. The
main characteristics of this algorithm
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11.2 Characteristics of the algorithm
In this section, the main characteristics of the algorithm will be exposed, discussing
the type of control and its architecture, the design method, and main advantages
and drawbacks. Besides of this general description, in separate section it is reviewed
the main conclusions drawn individually for the search and the surveillance versions
of the algorithm, mainly based on Chapters 7 and 8.

11.2.1 General characteristics
The algorithm proposed in this dissertation is a network composed by behaviors
that act together when a decision is taken. This happens when the agent reaches
the center of the so-called search cells; the behaviors give a punctuation of each
of the 8 surrounding cells, and a final decision module sums them up applying
specified weights, and the cell with the highest punctuation is the next goal cell
to fly to. The control presents therefore a behavior-based architecture, with an
almost vertical decomposition, since all the behaviors receive the sensed data in
parallel and their outputs a fed directly into the final decision module. It can
not be considered fully vertical because actually that final decision module should
be also considered as an additional behavior.

Regarding the characterization of its type, this control is clearly reactive,
since every decision taken is based on the present information, and there is
not any planning considering future states. However, virtual pheromones have
certain "deliberative taste" because in an indirect way, when reacting against their
concentration gradients, allow to follow paths very similar to some created by
planning algorithms. To show this, take as an example a scenario with obstacles,
of which we have already an accurate map, and in which there is a robot that has
to reach a certain point using the shortest possible path. Among the many path
planning methods we could consider, let us consider the fast marching and the
Dijkstra’s algorithm. The both start from one of the points and propagates the
distance traveled through the map, until reaching the destination point; following
then minimum distance gradient, we can find the shortest path between the two
points. This problem has been solved in different ways, also using the heat equation
[189], which is actually the same as the diffusion equation, used to model the
pheromones. We could then simulate the creation of pheromones from the destination
point and make a fast simulation to propagate it throughout the scenario, until
reaching the robot, which would just follow the gradient until reaching the goal.
As it can be seen, pheromones can act indeed as a planning mechanism.

Regarding the design method, this proposal is semi-automatic. On the one
hand, all the behaviors have been designed by hand inspired in past works, or
created from zero keeping in mind the particular characteristics of the missions to
be addressed. On the other, the algorithm in tuned using a optimization method,
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a GA, with the goal of maximizing the fitness function. Moreover, those optimal
values adapt to the scenarios, which is actually a novelty not found in the state
of art (to the best of the author’s knowledge).

The algorithm is fully distributed, since each agent takes its own decisions based
on it internal knowledge about the environment. There is a supervisor which is
able to monitor the state of each agent and the development of the mission, and it
is in charge of sending seldom high level orders. However, if the communications
are lost with the supervisor, the robots can continue with the mission without
any problem. The agents broadcast messages, which is received by the others to
update their internal knowledge. It has been experimented the viability of using
simple RF modules for these communications, and explored more sophisticated
solutions (such as the Xbee modules). However, further investigations are needed
to reliably show that the communication requirements are fulfilled for high number
of agents. At the same time, mitigating measures can be implemented to reduce
these requirements. For instance, when some messages are lost, a simple algorithm
to interpolate the last know position and just-received one can be used to predict
a possible path, reconstructing it.

The main advantages of this algorithm are that, as it has been demonstrated, it
is robust against communication failures, loss of available agents, and positioning
errors, and it is flexible and adaptable to different scenario types, either using the
scenario parameters to select the most adequate configuration, or showing a good
adaptability to those scenario characteristics not collected in the parameters’ tuple Υ,
such as the presence of obstacles. It is also included a collision avoidance mechanism,
that on the one hand prevents collisions reactively by means of virtual forces, and
on the other establishes a set of rules to exchange the goal cells in order to facilitate
and speed up the resolution of the situations where a collision may take place.

Prior probability maps can be used easily, being included in the search/surveillance
behavior without needing specific optimizations for a particular map or mission.
Another characteristic, which was not pursued from the beginning of this work,
is that the movements of the quadcopter are stochastic, that ir, they are not
predictable beforehand. This may be useful in surveillance missions, where a certain
sensible area may be attacked, and the unpredictability of the movements of the
quadcopter is an additional security layer.

Scalability is partially ensured since the processing of the information coming
from other agents is extremely fast, lower than 5 ms per agent with the period
of update in 1 s, which implies an upper bound of 200 agents. When taking the
decision of to which cell fly next, position and velocities of the other agents have
to be processed, but this is also a fast calculation and has to be processes with
low periodicity. The only issue open regarding the scalability is communications,
as already discussed. Saturation of the bandwidth or limitation of the frequency
of messages broadcast are the two main concerns, although different alternatives
have been proposed in Section 9.5 to mitigate both. Ensure scalability, or checking
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scalability limits, can be only truly done by testing with realistic hardware (for
instance, tens of Raspberry Pis with RF modules) and it is definitely a future
work to be considered.

In contrast to the above explained advantages or good properties achieve, the
algorithm presents two main drawbacks. First, finding optimal values for any
scenario is not a trivial task, and its implementation is complex. The optimization
process takes days to be completed, which can be unacceptable for some people.
This issue is partially solved because in the last years it has been released in the
market user CPUs with higher number of cores and threads, which would reduce
remarkably the computational time1. Also, it could be considered the possibility of
using remote computational services, either that belongs to the research centers, or
cloud computing services (such as Amazon Web Services or Azure). Secondly, in its
present form, requires that all the agents have the same sensor footprint. This is
related to the search cells, which are fixed at the beginning of the mission and are
used to organize the movements of the agents. As it was explored in the Section
5.7.3, this second drawback could be solved by eliminating those search cells.

Experiments have demonstrated that the simulation results are accurate and
can be safely used to design and test the algorithms. However, it is important that
a more complex and non-noisy-free model of quadcopter (such as Model Bn or C)
is used; otherwise simulations may differ importantly from reality. The viability
of implementing the algorithm in a microcomputer has been also demonstrated
by running it in a Raspberry Pi inside the ROS framework. Two realistic case
studies have been proposed, showing that particularizations of the algorithm can
be done to better fulfill specific characteristics of the mission.

Finally, it would be interesting to try to localize this algorithm between the
two poles swarm robotic - multi-robot system (recall Figure 2.7). This algorithm
requires some sensing capabilities that are not considered in the most traditional
swarm robotics. It also requires broadcasting messages using RF means, which it
is as well not seen in that field. On the other hand, the algorithm is completely
distributed, and special care of robustness and flexibility has been taken. Scalability
may be an issue due to communication requirements, but it seems reasonable
to think that it could be solved even using low-cost RF modules. On the other
hand, the performance per agent is high: the algorithm shows good performances
for low number of quadcopters, even with only 1, characteristic not observed in
pure swarm robotics. Individual robot simplicity is partially achieved, since it
does not require additional components or hardware complexity rather than the
needed for the mission itself. Having all this said, this algorithm is definitely at
half way between both fields; it is left to the reader to identify with more accuracy
to which of the two worlds is closer.

1At the time of writing this dissertation, the AMD Ryzen 9 3950X, with 32 threads, costs
around 800e. This theoretically would divide the computational time by 4.
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11.2.2 Search algorithm: BB-ScA
In this section, the particular conclusions of the BB-ScA will be presented, mainly
based on Chapter 7 and grouped in categories of characteristics.

Efficiency and fitness

The first analysis performed with the BB-ScA was its comparison in terms of
fitness against 6 search patterns in Section 7.4. The BB-ScA turned out to beat
all the search pattern in the 4 types of scenarios considered, and at the same
time, it can be used for surveillance missions (and potentially for other similar
tasks, such as exploration).

After having carried out a large number of experiments, both in an indoor arena
and outdoors, it has been shown that in the majority of the situations, the reality
gap between the efficiency and fitness measured in simulations and the experimental
results is small, normally under 10%, and in many cases under a 5%.

Flexibility

The efficiency benefits from scenarios in which each agent has to fly longer distances
to finally fulfill the mission (larger areas per agent and sensor footprint size), and
scenarios with lower number of agents (although this last relationship is much
weaker). Contrary, the fitness suffers a drop in larger scenarios and with more
agents, since the number of possible initial conditions increases and therefore, the
variability of the outcome (which penalized the fitness). The velocity and sensor
footprint have both a minor impact on the performance.

The algorithm has shown capacity to adapt well to areas with obstacles and
irregular shapes in most of the scenarios considered in terms of efficiency, although
the fitness suffers more due to the variability of the initial conditions. The inclusion
of a common central point from which all the quadcopters take off (base) may have
a big impact in both efficiency and fitness, although in some cases the performance
is benefited (some improvements up to a 20% have been observed in some scenarios).
If required, the optimization can be carried out considering a base, in which case
the penalization should be mitigated.

Robustness

Regarding the robustness, the BB-ScA has demonstrated that losing up to the 50%
of the messages, in all circumstances the efficiency and the fitnesses remain above
the 70% of the nominal performance. This implies that the broadcast frequency
could be reduced to 1 Hz loosing only a 30% of the performance (situation that
could be improved with interpolation methods). Larger relationships Rf/Vn would
make the algorithm win more robustness. Considering acceptable positioning
errors (around only 2 m), the performance of the search would only loss a 5% of
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performance. Finally, the algorithm has shown that it can keep a high performance
if some of the agents stop working, in part due to the increase in the efficiency
because of the reduction of number of agents. For instance, if the group of robots
looses half of the search capacity, the remaining system would keep on average
a 65% of the performance.

11.2.3 Surveillance algorithm: BB-SvA
Similarly to the previous section, the conclusion drawn for the surveillance algorithm
will be here collected, principally obtained from Chapter 8.

Efficiency

We have first studied the efficiency of the surveillance algorithm, which accounts
the mean age of the information across the entire area, normalized with the ideal
age expected in that scenario, āmin. It has been necessary to make an initial guess
of the final efficiency in order to initialize the age of the information; this initial
guess has been set to 0.6. After about 5 times the minimum age of information,
āmin, the efficiency settles down and remains stable for the rest of the mission. The
initial conditions do not have any remarkable impact on the long term missions
and therefore, speaking of fitness, as it was defined for the search algorithm,
has no sense anymore.

It has been also studied another type of metric: the maximum age of the
information. Depending on the mission type, this way of measuring the efficiency
can be easily used instead. It has been shown that although the algorithm
has been optimized to minimize the mean age, the maximum value stabilizes
after 800 s to amax ≃ 8 ⋅ āmin. This metric could be used for the optimization,
reaching better results.

Regarding the experiments, both indoor and outdoor tests show very simi-
lar results to simulations, not only in the final efficiency, but also its develop-
ment over time.

Flexibility

Regarding the flexibility of the algorithm, as it happens with the BB-ScA, the
efficiency increases as the total ideal distance traveled ( As

Na2Rf
) increases, and

it decreases as the number of agents decreases. However, the most important
relationship found is with a new scenario parameter, Vn/Rf , which represents
approximately the angular velocity when turning to head to anther cell. As this
parameter increases, the efficiency decreases importantly due to inertia of the
quadcopter, which provokes that it slips off the expected path.

If obstacles and irregular external shapes are considered, the efficiency suffers a
21.6% drop on average, higher than the search algorithm. This could be mitigated
by including them during the optimization process.
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Robustness

The BB-SvA shows higher robustness than the search version. Considering the loss
of broadcast messages, even when loosing the 80% of them, the efficiency remains
over the 90% of the nominal value in all the scenarios tested. Only when loosing
the 95% there is a clear drop of efficiency in a large number of scenarios. Also
when positioning errors are taken into account, the robustness of the surveillance
algorithm is higher; with errors of 10 m (which are unrealistic with moderns GNSS),
the efficiency remains over the 80% of the nominal value (with no positioning errors).
Finally, if half of the agents fail during the mission, it has been demonstrated that
the performance is reduced only by around a 43% (expecting a reduction of 50%),
which is a slightly worst result than the one obtained with the BB-ScA.

11.3 Objectives fulfilled
At the beginning of this dissertation, a total of 9 objectives were established. It
is time to review whether they were achieved or not:

1 - Develop an algorithm to be implemented in a group of aerial au-
tonomous aircraft to carry out search and surveillance missions. The
UAVs will be equipped with cameras to detect objects of interest.

This objective has been fulfilled, since the the BB-S&SA addresses both tasks.

2 - The UAVs must be able to fly safely, avoiding any collision.

A collision avoidance mechanism has been included, which has been intensively
used in very dense environments (indoor tests) with success. Therefore, this
objective has been fulfilled.

3 - The named algorithm will be scalable with the number of agents,
that is, it will be possible to carry out the task up to tens of agents.

Scalability has been partially ensured, although further investigations and tests must
be carried out to demonstrate communication capabilities with simple RF devices.

4 - It will show robustness against communication restrictions, that
is, the system will be able to continue the mission even though the
communications between the agents, or between the agents and a control
base, are unavailable.

This objective has been fulfilled, as demonstrated in Sections 7.6.1 and 8.4.1.
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5 - It will show robustness against changes in the conditions of the
mission not forecast beforehand, such as unforeseen changes in the
number of UAVs.

Robustness against unforeseen changes in number of agents and positioning errors
has been demonstrated in Sections 7.6.2, 7.6.3, 8.4.2 and 8.4.3. This objective
has been therefore fulfilled.

6 - It will show adaptability to the conditions of the scenario, that is, its
configuration will change for different scenarios in order to achieve the
highest possible performance.

The algorithm adapts to the scenario parameters Υ, selecting the best possible
configuration. Moreover, scenarios with obstacles and different initial positions
(including the special case of a central base) have been considered. Then, this
objective has been fulfilled

7 - It will include a mechanism to take into account that there may be
zones with more priority than others. These zones should be observed
first in search missions, and more frequently in surveillance tasks.

Prior knowledge information can be included, as shown in Section 5.7.2. This
objective has been therefore fulfilled.

8 - The feasibility of its implementation and performance will be tested
in real UAVs.

Several different tests have been carried out, either in indoor and outdoor spaces.
However, due to legal limitations, in outdoor tests the number of real quadcopter
have been limited to 1. Also, more communication tests should be carried out. It
can be then considered that this objective has been partially fulfilled.

9 - The performance of the algorithm will be assessed using objective
metrics.

This objective has been fulfilled.
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11.4 Main contributions of this dissertation

Once it has been reviewed the main characteristics and advantages of this proposal,
and having reviewed the state of art about this particular research field, the main
contributions of this work are the following:

• To the best of the author’s knowledge, this has been the first work that
proposes an S&S algorithm that adapts its configuration to the scenario
parameters. The combination of a GA and a GP to model the optimal values
is a novel approach with clear advantages.

• The same base algorithm can be used for both search and surveillance missions,
and can be potentially used in others, such as exploration or patrolling.

• Prior probability maps are naturally used without needing ad-hoc optimiza-
tions for specific missions. Although other approaches may include this
information, most of them are optimal/centralized methods.

• A well-funded method to measure the efficiency of the S&S missions has been
proposed. Similar metrics were not found in the state of art.

• The algorithm shows robustness against robot losses, positioning errors, and
communication failures, which has been analyzed throughly. To the best of
the author’s knowledge, no other work has analyzed it with so much detail.

• Scalability has been analyzed, showing that the approach may be potentially
implemented in tens of robots. Most of the works do not address this potential
issue, or have clear limitations in scaling up the number of agents.

11.5 Going further

In the last section of this dissertation, it will be analyzed the aspects of the algorithm
that could be improved in the future, either relaxing some of the assumptions made
at the beginning (hypothesis), or proposing new ideas that came up during the
development of this work. These ideas have been subdivided into two groups:
ideas related to making the scenarios more realistic and to dealing with these new
complexities to making improvements on the algorithm. It has been tried to organize
the list descend order, beginning with the most urgent/important changes.



278 11.5. Going further

11.5.1 More realistic scenarios

One of the assumptions made in the first chapter was that the scenario where
the swarm would be used was basically an flat area. That is of course far to be
realistic in most of the situations; actually it can only be true if the mission is
carried out on high seas. Also, it was assumed that the probability of observing an
object inside the sensor footprint is always equal to 1, which is unrealistic as well
because there are several factors that may provoke that an object is not recognized
(for instance, its occlusion by vegetation). These and other issues regarding more
realistic scenarios are analyzed in this section.

Changes of altitude

The first hypothesis assumed at the beginning of this dissertation was that the
observed area was always flat, which allows to easily translate the camera charac-
teristics and the flying height into a sensor footprint radius. When a quadcopter is
observing a flat area, it records the surface that it is observing in a matrix with
the position of the discretization cells, which is later used for example to update
the pheromones, or to account which cells have been visited or not. This surface
is simply a circumference of radius Rf centered in the position of the quadcopter.
However, this is not the case if the area is not flat. In Figure 11.1a, a schematic
view of a quadcopter observing a non-flat area has been represented. When the
area is no longer flat, and this fact is not taken into account, there is a discrepancy
between what the algorithm records, what is actually being observed. In the figure,
the quadcopter is actually observing the dashed red line. Its projection to the
flat surface is actually what is should be recorded as discretization cells observed,
Ao. However, if the slope of the terrain is not considered, the surface recoded as
observed will be Ao and Ae, although actually the surface on the terrain marked
with a yellow dashed line has not been observed at all. This discrepancy depends
on the slope of the terrain, the sensor footprint and the flying height; of course as
the slope tends to be zero, the discrepancy tends to disappear.

This issue may be addressed by maintaining a height from the perpendicular of
the terrain, and tilting the camera towards it. However, this approach present two
main difficulties. First, it is not easy to detect the surface of the terrain and its
perpendicular direction. Secondly, the observed area should have to be projected
into a flat area and there will be a difference between what is being observed and the
position of the agent. This las issue would have a direct impact on the algorithm,
since the decisions taken are based on what the quadcopter wants to observed, and
to do that in this new situation, new trajectory planning must be included.
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Probability of detection

Another simplification to be addressed in the future is the probability of detection,
which has been set to 1. This implies that independently from the conditions of
the terrain, the object to be observed, and the sensor, the agents will be always
able to detect them. In Figure 11.1b, a simplification of a situation in which this
assumption may not be true has been represented. Let us imagine that the mission
searching for a lost person in a natural environment. If the terrain does not have
vegetation, a simple camera would probably be able to detect the person with a
high probability. On the contrary, if there is vegetation that partially or completely
occludes it, the probability of detecting may drop even to zero.

One approach to deal with this would be first to have a model to represent
the forecast or probability of detection depending on some measurable features
of the terrain, for instance, the density of vegetation. This way, when observing
the terrain, we could know how probable is to detect the object in that specific
zone. Secondly, instead of recording the observed/non-observed cells, a matrix
with the probabilities of finding an object may be used. This probably would lead
to the need of observing more than once the same areas in order to progressively
reduce the uncertainty. In the surveillance case

Including the probability of detection creates the possibility of a richer, more
realistic, and more powerful algorithms. For example, we could free the altitude and
consider it as a variable during the mission. Reducing it may reduce the uncertainty,
and at the same time, the area observed, so that a balance between the two may be
searched (for example, increase the height when the uncertainty is very low in order
to cover more area). Something similar may happen with the velocity: flying slower
implies longer data collected, which may reduce the uncertainty. Freeing the flying
height would have a very important consequence: the search cells could not be longer
used because the sensor footprint radius depends on the distance to the terrain.
Approaches such as the explored in Section 5.7.3 may need to be further investigated.

Communications limited due to orography

In Chapters 7 and 8 it has been analyzed the impact on the performance of the
algorithm if broadcast messages are lost, with a simple probability Pl. Although
this analysis is useful and gives important insights about the robustness against
losing information from other agents, it is again somewhat unrealistic. The reality
is that the loss of information would be more due to the the distance to the emitter,
or the presence of obstacles between the line of sight. Then, it would be interesting
to include a more realistic model of communications depending on the relative
position of the agents and the orography. Also it is important to note that in this
dissertation a simple broadcast method has been considered, although there are
already available low cost RF communication systems to create a mesh between
thousands of nodes that are able to forward the information in order to distribute it.
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(a) Non-flat area (b) Area with occlusions

Figure 11.1: Non-flat scenarios and with occlusions.

Realistic navigation

Another simplification made in the scenarios is that the only obstacles present
are casted into map representation as occupied search cells. The agents then
avoid selecting those occupied cells, avoiding then the obstacles. In reality, the
obstacles are much complicated and can include trees, cliffs, electric poles, buildings,
etc. The quadcopters then should include first reliable sensors to detect them
and navigate safely.

More case studies

Two case studies have been presented in the previous chapter, where two missions
applied to real world necessities have been analyzed. There are a large number
of this missions that could be also investigated, including as well a more realistic
navigation necessities and capabilities. For example, in case of constant wildfires
surveillance, the team of UAVs would have to frequently return to the base to
change their batteries to provide an interrupted service. Another case study to be
explored could be a mission with very large areas to be covered, with several bases
spread out (for instance, the surveillance of the frontiers of a country). For these
long-term and large-size missions, the use of fix-wing UAVs (airplanes) could be
also investigated, given their longer range and endurance capabilities.

11.5.2 Improvements of the algorithm
In this second part of future works to be considered, a list of improvement of
the algorithm will be presented.
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Communications improvement

One of the objectives set in this dissertation was the scalability of the system, which
is actually a hard requirement for robotic swarms and a characteristic usually claimed
in works closer to the multi-robot field. Although algorithmically the method is
indeed scalable, as it has been shown, communications may be a bottleneck that
may limit the number of agents that can be used at the same time. Therefore,
probably the most urgent investigation to show that the system can be reliably used
in a real world situation is the communications test. Such tests should be carried
out using simple and inexpensive RF modules, such as the nRF24L01, although
other solutions may be explored. The problematic with the communications have
been already discussed in Section 9.5, and some possible solutions have been also
there proposed. They all shall be addressed in future investigations.

Adaptation to very big scenarios and exploration

As mentioned in different occasions during this document, the most computationally
expensive calculation of the algorithm is the update of the pheromones’ map, which
more relevant in the search mission, since the corresponding behaviors has not one,
but three layers. The time to update and store this matrices increase rapidly with
the number of elements, and having fixed the size of each discretization cell, with
the size of the area. This can be mitigated by increasing the size of those cells, or
reducing the valid range of the diffusion coefficient, which increases the step time
to update the map through Equation (12.10). However these two shortcuts have
limitations and more complex solutions must be explored in the future.

One possibility would be to develop an algorithm that only keeps with precision
the information close to the agent, and the rest of the map is kept only roughly.
Note that as the size of the area increases, it becomes less likely that one agent
reaches in short periods of time part of the map that are very far away. As the
agent moves to different part of the map, the algorithm reconfigures itself to create
thinner grids centered in the new its position. The algorithm could be complemented
by sharing information punctually agent-to-agent if one of them has more detail
information about determined zones of the map.

Exploratory search

Exploration is a task close related to search, since its main goal is to observe an
area only once, distributing the task so that collectively it is carried out faster. The
main difference between search and exploration is that in the first it is known from
the beginning the size of the are where the objects may be located, whereas in the
second those limits are not known. Actually exploration is usually implemented
for indoor environments, for example in buildings, where doors, rooms, aisles,
etc. must be discovered.
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(a) Partial information (b) Exploration

Figure 11.2: In Figure 11.2a, in case of very large mission area, the agents keep detail
information of close-by zones. In exploratory search, Figure 11.2b, the matrices with the
information grow as the agents discover new areas.

Exploration with UAVs is very interesting not for indoor environments, but
combined with search in outdoor spaces. Let us suppose that there is a wreck in
high seas, and the Coast Guard arrives to the las known point of the ship, which is
maybe the most sensible point to start the search with the team of UAVs. We do
not know exactly beforehand how far the survivor can be, so the search, as it has
been defined in this dissertation, is not valid anymore, given that we can not define
fixed search area. We could of course define a huge one, just to be sure that we
find all the survivors, but it may not be the best solution. We also know that it
may be more likely that the survivors are close to the wreck than far away, so we
may prioritize areas close to it rather to explore other places. This information can
be also combined with prior probability maps, as discussed in Section 5.7.2.

Exploratory search may be an approach to deal with these situations. The idea
would be to use the algorithm in a certain area, and as the agents approach to its
limits, the algorithm reconfigures itself to expand the boundaries (see Figure 11.2b).
Those boundaries should somehow act as attractors to the agents, so that they are
naturally guided to them, increasing the search area. The implementation on the
here-proposed algorithm pose some questions that are not straight forward to answer.
When the map is expanded, is it done in every direction equally, or only in the part
of it that it is being discovered? How is this implemented? In the new areas of the
map, which are the pheromones’ values? How is it combined with prior probability
maps efficiently? How this can be combined with the issues exposed in the previous
section (large scenarios)? As it can be seen, there are several open issues to address
this exploratory search, although the author opines that the effort is definitely worth.
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Richer and more robust behavioral networks

At the beginning of this dissertation, in Section 2.4, it was analyzed the behavior-
based architectures used in multi-agent systems. In past works, finite-state machines
have been used widely, and new and more complex types of behavioral networks
have been proposed, such as the iB2C. The behavior network in this dissertation
has an almost-vertical decomposition, in which each behavior barely interacts with
the others. Therefore, more advance configurations may be explored in the future.

One possibility could be the manual creation of iB2C networks, in which
the behaviors explicitly interact between them passing information, inhibiting or
activating each other. One possibility could be giving each behavior the possibility of
inhibiting the others, mechanism which would depend on a new group of parameters
to be optimized. New optimization methods may be need to be explored, or at
least refined, for this new algorithm.

Automatic design is showing promising results in robotic swarms. As a reminder,
this method not only optimize the parameters of a given behavioral network, but
tries to find combination of behaviors as well inside finite-state machines. Automatic
design could be combined with iB2C, although in this last architecture the modules
and their relationship are much complex than the finite-state machines, so it may
not be a feasible approach.

Robustness against unforeseen changes in the conditions of the mission may
be also improved. For instance, if the number of agents change, the values of the
parameters in the algorithm may be reconfigured for the new size of the swarm.
Also, if it is detected that some messages are missing, the trajectories may be
reconstructed using interpolation methods.

Finally, some new variables and parameters may be include in the algorithm. As
it has been mentioned, changes in the altitude may be beneficial if the probability
of detection is not always 1. Then, the final decision of the algorithm could also
output the desired flying height, balancing then the size of the area observed
and the uncertainty of the information collected. Also, the battery capacity
may be also included as scenario parameter; depending on it, the algorithm may
adapt to prioritize speed in finishing the mission, or saving energy for longer
endurance services.

Comparison with more algorithms

The last proposed future work is to create a library with some different methods to
have a yard-stick to compare with. This idea has partially been implemented in
Chapter 7, but the methods there implemented were simple, and it would be more
fair to compare the results with more modern and advanced method. For example,
a method that looks for optimal paths off-line could be developed to have an upper
bound level of efficiency (even if it takes hours to compute), instead of using the
ideal time ti of Equation (4.7), which is unreachable. Moreover, the achieved level
of robustness and flexibility could be described with more solid foundations.
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12.1 Tools and methods
During the development of this dissertation, some tools and methods have been
used as support. The two main programming languages used to code the algorithm
are exposed, as well as the third-party libraries implemented. For the experiments,
the algorithm was implemented in the Robot Operating System, whereas a ad-hoc
simulator was created for fast and parallel simulations. One of the behaviors of
the algorithm is based on the presence of pheromones, whose dynamics follow the
diffusion or heat equation, whose resolution is also summarized.

12.1.1 Programming languages and libraries
In the first section of this chapter, the programming languages to be used to
implement the algorithms of this dissertation will be presented, discussing their
main advantages and drawbacks. Associated to each programming languages, it
will be also discussed the already-developed libraries and utilities available for each
language, and that are used as tools for the algorithms.

Two main programming languages have been used during the development of this
dissertation: Matlab and Python. These two languages are widely used among the
engineering and investigation community, have an enormous amount of libraries and
scripts already developed and open to the users, and there is a lot of information in
form of forums, tutorials and blogs available on-line. Besides them, some programs
have been also developed in C++ and C#, although in a wide minor quantity.

Matlab

More than a programming language, Matlab (MatrixLaboratory) in an environment
specially developed to manipulate and operate matrices, plotting and representing
functions, and with a big set of tools to ease the development and implementation
of scripts self programmed. The first version of Matlab came out 1984 and it
is developed by the company MatWorks, from Natick, Massachusetts, USA. The
main advantages for which Matlab was selected to developed partially the needed
code in this dissertation are:

• It is a scripted language, which makes it easy to write, it does not need to
be compiled, and most importantly, it is extremely powerful when debugging
programs (in the opinion of the author, Matlab is actually the most powerful
and comfortable language for debugging).

• Matlab was primary born as a tool to manipulate matrices, and historically, it
has been very flexible and fast working with them. As it will be shown
afterwards in this chapter, the most computationally heavy part of the
algorithm of this dissertation in the manipulation of arrays, which makes
Matlab a very suitable option. The built-in functions are written in C and
wrapped in Matlab functions; they are very optimized and fast.
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• Its function parfor allows to use several cores of a cpu in parallel in an easy
and straight-forward way.

• Saving and loading variables from the hard disk is flexible and easy.

• It is an object-oriented language.

• It is available in Windows and Linux.

• As already mentioned, Matlab is a powerful language to be debugged, which is
key when developing software from zero and it is based on a complex research
background.

• Plotting and representing data is easy. For this dissertation, the movement of
the agents and the state of the search, as well as some variables regarding the
algorithm, must be represented not only for debugging purposes, but also for
monitoring the task.

• The author of this dissertation had previously a deep knowledge and expertise
about Matlab.

• The support given by MatWorks is great. If a user has any problem and
contacts them, they will answer withing a week.

• It is available for students of the UPM, where this dissertation was developed.

On the other hand, Matlab also presents some drawbacks:

• The other side of being a scripted language is that the functions that are not
implicitly programmed by Matworks (the built-in functions), turn out to be
slower than functions implemented in compiled programs, such as C++.

• The programs developed in Matlab usually need to be executed within the
Matlab environment. Porting the programs to separate executables to be run
in separated computers may be problematic and the final size of them turns
out to be big.

• The biggest problem of Matlab, regarding this dissertation, is its very limited
compatibility with ROS (see next section). Executing various nodes inter-
connected with topics it is basically impossible: the performance falls down
immediately and its usability is basically null. This problem was reported
to the support service of MatWorks, but they did not have any immediate
solution (probably its usability will be improved in futures versions).
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During the first two years of the dissertation, Matlab was used ot implement,
test, and optimize the search algorithm, as well as for comparing it with search
patterns. However, the last point of the list of the drawbacks was the reason why
Python was used during the rest of the work. When it was tried to implement
the algorithm in ROS, it was impossible to run the algorithm properly, and the
decision to move the code to Python was taken.

Besides the code developed specifically for the algorithm, some libraries and
tools available in the Matlab ecosystem have been used:

• System Identification App: this tool allows to identify models of a dynamic
system from a dataset using a visual interface. This app is used in Section
12.2.4 to identify the model of the quadcopter Parrot Bebop2.

• Bayesian Liner Regression Model: this linear regression model has a
Bayesian approach, and it is implemented using the Matlab class bayeslm.
This approach will be explained in Section 6.5.1.

• Gaussian Process Regression Model: the Matlab class fitrgp a Gaussian
Process model in created. It is used to model the optimal configurations of
the algorithm as a function of the scenario parameters. This is explained with
detail in Section 6.5.2.

• Bayesian Optimization: one of the two optimization methods studied
in detail during this dissertation is the Bayesian Optimization, which was
implemented using the Matlab class bayesopt. This method is studied in
Section 6.6.3.

Python

Python is a high-level, object-oriented, and interpreted language. It was created
by Guido van Rossum and the first version was released in 1991. Currently the
last stable realease in the 3.8, although in many occasions the version 2.7 is still
used (for instance in ROS), which has been just discontinued in January 2020. This
multi-paradigm programming languages has been gained increasing interest by the
research community (specially for machine learning and general artificial intelligence)
because it is very simple to program, readable, and many C and C++ libraries
are already wrapped to be used in Python (for instance, the core of Tensorflow,
probably the most widely used library for neural networks, is programmed in C++
and CUDA, but many people used its Python wrapper). Actually according to
the Stack Overflows Developer Survey of the last years, Python has been during
the last years in the top 5 of most popular languages.

The main advantages of using Python in this dissertation are:
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• As it happen with Matlab, it is an interpreted language, which makes it easier
to debug (not as good as Matlab, but it is closer than other languages such
as C++). Developing scripts in Python is easy, fast, and the structures result
in clear and understandable programs.

• It is open source and there are available several IDEs free to use.

• The tasks can be parallelized using different cores of the cpu.

• The code is light and can be ported to small computers, such as the Raspberry
Pi (see Section 9.4).

• There is a large community behind it, which provides support and useful
libraries.

• There are different scientific and high-quality libraries free available, such as
NumPy or SciPy.

• Probably, the most relevant characteristic is that is fully supported by ROS.
However, only the last version of ROS (Noetic, released in May 2020) officially
supports Python 3, which in some situations may be problematic.

As it happens with Matlab, Python has also some drawbacks:

• The other side of the coin of being interpreted is that the code turns out to
be slower. However, using carefully the libraries that have been written in a
compiled language and wrapped in Python, the problem may be mitigated.

• The plotting libraries are not as flexible and powerful as the Matlab ones.

Python was the default language used during the second half of the development
of this dissertation, and as mentioned above, the change from Matlab to Python
was due to the limit usability of ROS in Matlab.

Regarding the external libraries used, besides the standard library, the list on
the main used ones is the following:

• NumPy: it is a library to operate large and multi-dimensional arrays and
matrices. Its use is very similar to Matlab, and when operating using
vectorization (trying to avoid going along the arrays using loops), it is very
efficient. This is due to the overload of basic operations such a summation and
multiplication, under which there are very efficient and optimized functions.
NumPy has also several useful tools to operate with arrays that have been
also used, such as looking for specific values in arrays or creating arrays of
objects.
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• Matplotlib: it is a plotting library whose main advantages are its ease of use
the similarity with the plotting tools of Matlab. This library has been used
to represents results and to create a visualization environment to monitor the
task during the search and surveillance missions.

• GPy and GPyOpt: both libraries have been developed by the Sheffield
University and are based on Gaussian Process (GP) models. The first one is
devoted to create GP regressions, and the second one is a optimization tool
using the Bayesian Optimization method.

• Scikit-learn: it is a machine learning library, which was used for analyzing
the results using the Bayesian Linear Regression models.

12.1.2 ROS: Robot Operating System
ROS, or Robot Operating System, is a middleware framework designed for writing
robot software, which simplifies the creation of complex controllers for robots and
ease its portability and sharing with the community. ROS allows to implement
the robot software in the-so-called nodes, which are execution units that run
independently, and communicate between them using topics. The main advantage
of using ROS is that it has a modular design, which allows to use already designed
packages (that is, set of nodes, topics, messages, etc. that are modular and
can be ported independently) for specific purposes. ROS is actually the "de
facto" environment used for building robot software in any research institution
around the world.

To explain in more detail the general components of ROS, in Figure 12.1 its
main elements have been depicted. Firs, there is a the plumbing part, which the set
of tools (topics, nodes, services, etc.) that allows to interconnect the different parts
of the software and make them work together. ROS also provides with a set of
Tools to ease the analysis of what is going on with the robot, representing any type
of variable on the fly, and record variables for their posterior analysis and replay.
Given its high modularity, during the last decade a high amount of researcher
has developed packages for specific task, which any other user can just use and
integrate in his/her robot; for example, if we are developing a ground robot that
needs a obstacle recognition using a camera, but we are not interested whatsoever in
developing it because it is not our expertise area, we can easily use a package for this
purpose already available. Finally, there is a huge ecosystem around ROS, consisting
of a package management system, standardization, forums, blogs, tutorials, etc.

In this dissertation, an intensive use of fast and numerous simulations has
been needed, as it will be seen in the consecutive chapters. This is actually a
requirement that would be hardly fulfilled by implementing the software within
ROS. Actually ROS is meant to be used in real robots, or in realistic simulations,
not for parallelized and fast simulations running during days. Therefore, ROS
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Figure 12.1: Different elements of ROS.
.

has been used only in the last stages of this work, when the algorithm, already
optimized, has been implemented to be tested in real robots, either in an indoor
arena or in a open-space environment.

Besides the packages developed integrating the code of this dissertation, two
more have been used additionally:

• bebop_autonomy: developed by the Autonomy Laboratory of the Simon
Fraser University (Burnaby, Canada), integrates the SDK released by the
French company Parrot. This SDK allows to communicate and control the
quadcopters with external software, or in other words, using this library any
user can develop software that can fully control the Parrot drones. The
package bebop_autonomy integrates this SDK into a ROS package, creating a
set of topics and services to control directly the quadcopter. This package
has been used as intermediate control for the tests with the Parrot Bebop2
(see Section 9.2.2 for details).

• control_minidrone: this package is similar the previous one, but developed
to control the Parrot Mambo Minidrones, which is the second type of
quadcopter used in this dissertation. This package was developed by the
grade student Sara Íñigo Sánchez during hers studies, and the author of this
dissertation collaborated with her.

12.1.3 Simulators

It has been already mentioned that an intensive used of simulations has been
required during the development of this dissertation. In those simulations, the
main part to be simulated is the movement of the quadcopters, which are the
robots to be used for the missions here considered (search and surveillance). We
may then wonder how to simulate their movement: is there already any simulator
already available which fulfill the requirements of this dissertation, or is it necessary
to program an ad-hoc simulator?

To answer this question, we first have to make a sketch of the basic requirements
that will be needed:
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(a) ARGos simulator (b) Sphinx simulator

Figure 12.2: Quadcopters used for the tests. Bebop 2 was used in an indoor arena and
in the open field, whereas the Parrot Mambo was only used indoors.

• One of the hypothesis formulated in the first chapter is that a simple kinematic
model suffices for the purpose of this work. Then, there is no need of using
any simulator that uses a accurate dynamic model of the quadcopter (which
would be needed, for instance, if a low level control was to be developed.)

• In regard with the above point, the model of the quadcopter is actually quite
easy to implement starting from zero.

• A large number of simulations are to be run. Running different simulations in
parallel, using the available cpu cores, saves a lot of computational time.

• The programming language selected from the beginning of this work was
Matlab, and therefore, the simulator should have a simple interface to control
the robots using this language. It would be also positive if other languages as
supported as well.

Reviewing the past works regarding swarm robotic systems, many of them have
used ad-hoc simulators, developed specifically to fulfill the concrete requirements of
the project at hand. There is however a remarkable simulator developed specifically
to simulate large quantities of robots, and that also can be run very fast and it is
even prepared to be executed in supercomputers in parallel cpu cores: ARGos. This
simulator was developed for the Swarmanoid project1 and it is currently used by
many research institutions and universities around the earth. However, it is mainly
used for ground robots (see Figure 12.2a), and more specifically the robots used in
that project and some other similar ones, such as the e-puck. Other simulators, such
as V-REP or Gazebo were dismissed because they are great tools to simulate in detail
complex robots, but they are resource-hungry, slow, and complex to parallelize.

Having all the above said in mind, it was decided to develop a simple simulation
for this dissertation. This simulator is basically a world where the agents are

1http://www.swarmanoid.org/

http://www.swarmanoid.org/
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modeled (these models are presented in Section 4.3), getting the velocity commands
from the agent’s intelligence and returning as result the current position, velocity,
and acceleration of the agents. This simulator also includes some other information,
such as the presence of targets and their detection, but at the end it turns out to
be a quite simple program. The simulator was first developed in Matlab, and when
the code was translated into Python, it was rewritten in this language as well.

Besides this simulator, another one was used during this work. Its name is
Sphinx, it is based on Gazebo, and has been developed by the Parrot company.
Sphinx is a simulator that was developed so that any user creating new programs
to control a Parrot quadcopter could test it first in a simulator. It is a great tool
because the interface with the simulated quadcopter is 100% equal to the interface
with the real one. For example, the connection with the real Bebop2 is made by
Wifi (the quadcopter creates a network), and the simulator actually captures the
Wifi antenna of the computer so that a user can connect to it, as it was a real
quadcopter. The commands are sent and the data is received as they were real.
Sphinx can simulate both quadcopters used in this work: the Bebop2 and the
Mambo Minidrone. Then, this simulation has been used as an intermediate step
between using the ad-hoc simulation and the real quadcopters, being able to test
all the commands sent and data received before carrying out the real experiments.

12.1.4 Diffusion equation: numerical schemes
One of the main components of the algorithm presented in this dissertation is based
on the presence of virtual pheromones in the area of interest. The pheromones are
actually chemicals deposited by some animals (such as ants, as it was explained in
Section 2.5.1) and suffer some physical phenomena, such as the evaporation and
dispersion due to the air movement. Its virtual counterpart has been extensively
used in the past, and these phenomenas have been translated in different ways to
simulations. Some researches have not consider any evaporation nor dispersion, and
others have implemented the physical behaviors by simple equations.

In this dissertation, the dynamics of the pheromones are modeled using the 2-D
gas diffusion or heat equation. The different zones of the area of interest create
pheromones (they are sources), and spread out following that equation. This allows
the high concentration of pheromones expand and move through all the area and
attract the agents to the zones that are producing it. The area has a diffusion
coefficient, which regulates how permeable the area is to the diffusion of pheromones.
If there are obstacles present in the area, they act as barriers so that the pheromones
do not diffuse through them (its diffusion coefficient is actually 0).

The 2-D gas diffusion equation is the following:

∂φ(r, t)
∂t

= −∇F + S (12.1a)

F = −D(r, t)∇φ(r, t) (12.1b)
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Figure 12.3: Detail of the discretization cells for the pheromones dynamics. At each
control volume CDi,j there are associated 4 pheromone fluxes with the adjacent cells.

.

where φ is the concentration of the virtual pheromones, ∇ is the divergence operator,
F is the pheromone flux, D is the diffusion coefficient and represents how well
the pheromones are transported. S is the source of pheromones, i.e., the creation
of pheromones at point in the area. The area considered is a rectangle with
a size of Lx × Ly m.

To numerically solve the above equations, a discretization grid is used. This grid,
as it will be shown in next Chapter 4, is made up by the so-called discretization
cells. The search space is then divided in nx × ny control volumes, with fluxes
of pheromone through their boundaries, see Figure 12.3. Using the divergence
theorem on Equations (12.1), we get:

∂

∂t
∬

CDi,j

φ dV = −∯
CDi,j

F ⋅ n dS +∬
CDi,j

S dV (12.2)

where CDi,j are the discretization cells, and i and j are their indexes the x and y
directions, and dV and dS are their differential volumes and surfaces. The above
equation is nothing but the concentration law in its integral form. We define new
variables for each control volume as:

φi,j =
1

∆l2
∬

CDi,j

φ dV (12.3a)

Si,j =
1

∆l2
∬

CDi,j

S dV (12.3b)

which are basically an average of the original variables inside the control volume.
Moreover, the flux of pheromones through the control volume frontiers can be
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calculated assuming again average variables on each one:

∯
CDi,j

F ⋅ n dS = ∆l (Fi+1/2,j − Fi−1/2,j + Fi,j+1/2 − Fi,j−1/2) (12.4)

where, for instance, Fi+1/2,j, is the average flux from cell (i, j) to (i + 1, j), and
would be calculated as:

Fi+1/2,j =
1

∆l ∫
yj+1/2

yj−1/2
F(xi+1/2, y) ⋅ (1, 0) dy (12.5)

Gathering Equations (12.2), (12.3) and (12.4), we get:

dφi,j

dt
= −

(Fi+1/2,j − Fi−1/2,j + Fi,j+1/2 − Fi,j−1/2)
∆l + Si,j (12.6)

To solve Equation (12.6), an explicit scheme, forward in time and centered
in space (FTCS), is proposed. The discretization in time will be marked with
the superscript k. The time derivative term is approximated with a first order
forward scheme:

∂φi,j

∂t
=
φ
k+1
i,j − φki,j

∆t + O(∆t) (12.7)

On the other hand, the fluxes through the cells boundaries can be discretized
with a first order and centered scheme. Taking into account Equation (12.1b),
for instance F k

i+1/2,j is calculated as:

F
k
i+1/2,j = −D(xi+1/2, yj, tk) (

φ
k
i+1,j − φ

k
i−1,j

∆l + O(l2)) (12.8)

where D(xi+1/2, yj, tk) is the diffusion coefficient between both adjacent cells (xi+1, yj)
and (xi−1, yj) at time tk. Similarly to a thermal diffusion coefficients, it can be
assumed to be equal to:

D(xi+1/2, yj, tk) =
2D(xi+1, yj, tk)D(xi−1, yj, tk)
D(xi+1, yj, tk) +D(xi−1, yj, tk)

=
2Dk

i+1,j D
k
i−1,j

Dk
i+1,j +D

k
i−1,j

(12.9)

This numerical scheme can be easily implemented either in Matlab or in Python
using NumPy by vectorizing the calculation, exploiting therefore the optimized
functions implemented in the libraries. If we consider a constant diffusion coefficient
D and no source of pheromones, S = 0, to ensure the stability of the proposed
numerical scheme, the time step must satisfy:

∆t ≤ ∆l2

4D (12.10)
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This condition might not be enough to ensure the stability of the scheme,
since the diffusion coefficient is not constant and there exists discrete sources of
pheromones, as we will soon see. However, this approximation has been shown to
be valid for a high number of cases, so that as a first approximation, the upper
boundary of ∆t is taken so. If during a simulation this time step is not low enough
and instabilities show up because a specific configuration, it would be reduced
until those instabilities disappear.

The initial and the boundary conditions are:

φ(x, y, t = 0) = φ0(x, y) (12.11a)
φx(0, y, t) = φx(Lx, y, t) = 0 (12.11b)
φy(x, 0, t) = φy(x, Ly, t) = 0 (12.11c)

The first equation represents the initial concentration of pheromones over the search
space, whereas the next four are von Neumann conditions, which states that the
pheromone’s flux though the boundaries must be 0.

It is important to remark that the calculation of the dynamics of the pheromones
is clearly the heaviest cost computationally speaking when executing the algorithm.
Therefore, given the instability of the numerical scheme, and having fixed a minimum
assumable time and the size of the discretization cell (which is set to 2 m, as it will
be explained in next chapter), the diffusion coefficient will be then limited as
per Equation (12.10):

D ≤
∆l2

4∆t (12.12)

Besides the numerical scheme FTCS, the Crank–Nicolson method was also
implemented and tested. This method has the characteristic that is unconditionally
stable, independently from the time step chosen. This would allow to simulate
the diffusion of the pheromones with any time step, and theoretically make less
calculations per simulated time. However, even combining it with the Alternate
Direction Implicit (ADI) method, it requires to solve nx + ny linear equations per
time step, which makes it a much slower approach to simulate the diffusion of
the pheromones.

12.2 Models of agent

As it was introduced in Section 4.3, 4 different models have been used during
the development of this dissertation. In this section of the appendix, it will be
explained each of those models throughly.
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12.2.1 Model A: generic quadcopter
This is the first of the three models considered in this dissertation. It was the
first one used at the beginning of this work and it is not based on any specific
quadcopter. It was designed to capture the velocity response of a high level control
in an holonomic robot, and a possible energy consumption depending on the distance
traveled and the magnitude of change in the flying direction.

In this model, the high level control generates a commanded velocity in the
{x, y} plane, defined by two variables, a nominal velocity vn and its heading ψc.

vc(t) = vn(sin(ψc(t)), cos(ψc(t))) (12.13)

where the nominal velocity is previously set and it does not change during the
mission. The actual velocity of the agent in that plane is considered to be:

v(t) = v(t) vc(t)
∣vc(t)∣

(12.14)

where v is the velocity vector and v is its norm, which is assumed to be dependent
on the change of its flying direction:

v = { vn (1 + ∣∆ψ∣
2π ⋅ (cos (2π t−td

tv
) − 1)) if t − td ≤ tv

vn if t − td > tv
(12.15)

where td is the time instant in which the agent changes its direction, tv is the
characteristic time for the velocity reduction due to the change in the flying direction.
This model implies that when the quadcopter changes its flying direction, there is
a reduction of speed to ease the redirection of the agent to the new heading, and
that reduction is proportional to the change in the heading. Withing tv seconds,
the nominal speed is again reached.

Additionally, a energy consumption model is proposed and it consists of two
terms. The first one is proportional to the flown distance:

Ed = αEdd (12.16)

where Ed is the dimensionless energy needed to fly a distance d and αEd is a coefficient.
The second term is due to the extra energy needed to change the flying direction:

E∆ψ = α∆ψ
∣∆ψ∣
π (12.17)

where EDeltaψ is the dimensionless energy needed to change the flying direction in
∆ψ radians and α∆ψ is a coefficient. The remaining energy in each quadcopter
will be then calculated as:

Ea = Emax − Ed − E∆ψ (12.18)

being Emax the maximum energy in the quadcopter’s batteries. This value has been
chosen so that the typical endurance of the quadcopter is around 20 minutes, a
sensible value for this type of aircraft. In the Table 12.1 the chosen values for the
parameters that define the model of the agents have been presented.
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Parameter Description Equation Value
tv Velocity reduction time due to ∆ψ (12.15) 5 s
αEd Energy-distance coefficient (12.16) 0.1 m−1

α∆ψ Energy-change-of-heading coefficient (12.17) 0.3 (-)
Emax Max available energy (12.18) 180 (-)

Table 12.1: Model A: list of parameters set that define the model of the agents.

12.2.2 Model B: Parrot Bebop
The tests with real quadcopters were carried out during the last year of this work
during a research stay at Matsuno Lab, Kyoto University, Kyoto, Japan. For that
reason, an additional model was considered based on the available quadcotpers
at that institution: the Parrot Bebop 2.

As proposed in [190], the Bebop quadrotor has been identified in the past as
a first-order time-delay system:

v̇
b
x = Cx ⋅ v

b
x − g ⋅ tan (θ(t − Td)) (12.19a)

v̇
b
y = Cy ⋅ v

b
y + g ⋅ tan (φ(t − Td)) (12.19b)

where v
b
i is the velocity of the quadcopter in the body frame along its axis

i, θ is the pitch angle and φ the roll angle, and Td is the time delay. In the
case of the Bebop, controlled by using the SDK provided by Parrot (with the
ROS package bebop_autonomy), the pitch and the roll angles are set using the
longitudinal and lateral commands:

θ(t − Td) = −αmax ⋅ cmdx(t − Td) (12.20a)
φ(t − Td) = −αmax ⋅ cmdy(t − Td) (12.20b)

where αmax is the maximum allowed attitude angle, and cmdx and cmdy the
commands in each body direction. Both commands have a range of [-1, 1], and
when multiplied by αmax result in the desired pitch and roll angle. Inputs ux and
uy are then the projection factor of the propellers force into the x and y directions.
The input of the system will be then transform to:

ux = − tan (θ) = tan (αmax ⋅ cmdx) (12.21a)
uy = tan (φ) = − tan (αmax ⋅ cmdy) (12.21b)

Transforming both equations into the Laplace space, and rearranging the terms:

v
b
x

ux
= −

bx ⋅ e
−Td⋅s

s + cx
= −

bx/cx ⋅ e−Td⋅s

1/cx ⋅ s + 1
= −

kpx ⋅ e
−Td⋅s

Tpx ⋅ s + 1 (12.22a)

v
b
y

uy
= −

by ⋅ e
−Td⋅s

s + cy
= −

by/cy ⋅ e−Td⋅s

1/cy ⋅ s + 1
= −

kpy ⋅ e
−Td⋅s

Tpy ⋅ s + 1 (12.22b)
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bi [m/s2] cx [s−1] cy [s−1] kx [m/s] ky [m/s] Tpx [s] Tpy [s] Td [s]
9.81 0.576 0.585 17.03 16.77 1.736 1.709 0.262

Table 12.2: Model B: list of parameters set that define the model of the bebop. The
left block correspond to the model proposed in past works; on the left, the corresponding
parameters of a generic first-order transfer function with delay.

where finally vbx and vby are the velocities in the body frame in x and y directions.
This last form of the transfer functions is more common, being Tp the so called
time constant and kp the steady state gain. In the Table 12.2 the values of the
model has been presented.

12.2.3 Model B noisy: Parrot Bebop with noisy parame-
ters

The previous Model B has the characteristic that its parameters were completely
defined by the authors without specifying any range of uncertainty. After having
run several test with the real Bebop 2, it was clear that Model B could not represent
the noise in the outcome of the algorithm (this results will be analyzed in detail in
Section 9.2.5). It was decided to add a variability of ±5% to the model to each of
the parameters of Table 12.2 (all but Td). During each simulation, the parameters
are randomly set using this variability. As it will be shown, this model turns out
to be much better representing the reality than Model B.

12.2.4 Model C: Parrot Bebop 2 at low velocities
This final model was developed because these three reasons:

• The actual quadcopter to be used for the test was the Bebop 2. The Model B
was proposed for the previous model of the Bebop (Bebop 1 instead of Bebop
2).

• In the Model B, it was not specified confident intervals of the parameters.

• It was not specified the velocities of the test, which is important since the
velocities in the test bed would be low.

For these reasons, the Bebop 2 was analyzed to extract a model based on a similar
one shown in Equations (12.22). To do this, a dataset was generated by sending
cyclic commands (open loop), so that the drone flies in a 8-shaped trajectory, see
Figure 12.4a. The data has been recorded at 50Hz during 60 seconds approximately.
The tests were carried out in a indoor testbed (see Chapter 9 for further details).

To identify the model, the Matlab’s "System Identification App" has been
used following these steps:
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Figure 12.4: In Figures 12.4a and 12.4b, the dataset used to identify the Bebop 2
model. In Figure 12.4c a validation test following a 8-shaped trajectory. In Figure 12.4d
a validation test following waypoints.

1. Identify a probable time delay with a range of polynomial models (orders 1 to
10).

2. Once a probable time delay has been set, the model is identified with a transfer
model with 1 pole and 0 zeros for both axis x and y.

3. The models are compared with a validation dataset.

The Matlab’s algorithm estimates the parameters of the transfer function using
the "Instrumental Variables Method". The fitting statistics have been shown in
Table 12.3. The Normalized Root Mean Squared Error (NRMSE) is calculated as:

NRMSEi = (1 − ∣vi − v̂i∣
∣vi − v̄i∣

) ⋅ 100 (12.23)

where v̂i is the predicted velocity in the body axis i, and v̄i is the mean value of
the dataset. Two datasets have been considered to validate the model; first, a
similar test sending cyclic commands trying to generate a 8-shaped trajectory, see
Figure 12.4c. Moreover, trying to mimic a trajectory and commands similar to
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Dataset Validation 1 Validation 2
v̂x v̂y v̂x v̂y v̂x v̂y

FIT 86.7% 70.11% 80.71% 66.32% 84.37% 67.47%(1-NRMSE)
MSE 8.50⋅10−4 1.72⋅10−3 7.97⋅10−4 1.07⋅10−3 2.26⋅10−3 1.10⋅10−3

Table 12.3: Model C: fitting statistics of the Bebop 2 model (transfer function).
Normalized Root Mean Squared Error (NRMSE) and Mean Squared Error (MSE).

bx [m/s2] by [m/s2] cx [s−1] cy [s−1]
8.447 ± 0.3696 7.336 ± 0.2356 0.2829 ± 0.01947 0.2617 ± 0.0209

kx [m/s] ky [m/s] Tpx [s] Tpy [s] Td [s]
[26.71, 33.47] [25.125, 31.44] [3.307, 3.796] [3.539, 4.153] 0.25

Table 12.4: Model C: list of parameters set that define the model of the Bebop 2. The
left block correspond to the model proposed in past works; on the left, the corresponding
parameters of a generic first-order transfer function with delay.

a real search task, a second validation dataset is generated following waypoints
in the arena, see Figure 12.4d.

The values of the model’s parameter have been presented in Table 12.4, indicating
as well the confidence interval. Each time a new simulation starts, the values on
the table are withdrawn from a Gaussian distribution considering the %95 error
intervals shown in the table.

12.3 Low level control
In this section of the appendix, it will be described in detail the velocity control
implemented for the quadcopters. In the one hand, the control counts with a
PID module to reach the commanded velocities. On the other, since the search
and surveillance algorithm is designed to guide the agents from one point to
anther, it also requires a path tracking algorithm. The overall working scheme
has been represented in Figure 12.5.

12.3.1 PID velocity control

A Proportional Integral Derivative controller (PID) is one of the most used control
mechanism in a wide variety of systems. In this case, given a desired reference
speed vri along the body axis i, the related command is calculated as:



302 12.3. Low level control

Algorithm
Path

following
PID Quadcopter

Observer
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Figure 12.5: Simplified control scheme. The algorithm generates waypoints to which
the quadcopter must fly. The Path Following control generates velocity commands in
m/s, which are transformed by the PID controller into quadcopter commands.

Axis KP KI KD iclamp

x 0.4 0.3 0.05 0.01
y 0.4 0.3 0.05 0.01
z 0.6 0 0 0
φ 0.6 0 0 0

Table 12.5: Values of the parameters of the PID control for the x, y and z directions in
the body frame, and for the yaw angle φ.

cmdi = KP ⋅ (vri − vi) +KI ⋅ ∫
t

0
(vri − vi)dt +KD ⋅ (0 − v̇i) (12.24)

where vi is the measured velocity in that i direction, and KP , KI , and KD are the
proportional, integral and derivative constants to be set. To prevent the integral
term to become too large (and provoke a overshoot), the integral is reseted when the
error is big enough. Moreover, a clamping mechanism has been also implemented.

The values of the parameters have been set manually studying the values used
in similar controllers and tests with the Bebop 2 drones in the indoor arena. In
Table 12.5 those values have been presented.

12.3.2 Path tracking control
The idea behind this part of the control is to ensure that a agent going from
one point to another stays as close as possible to the line connecting those two
points. For this purpose, a very simple mechanism similar to the widely used
carrot-chasing (see [191]) will be implemented.
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Let us suppose that an agent is traveling to a waypoint 1, whose position is in
the xy plane is represented by W1, and once it is reached, it has to further fly to
the next waypoint 2, W2, see Figure 12.6. The most simple way of reaching that
next point would be to generate a velocity command in the direction of the vector:

r̃a =
W2 − pA
∣W2 − pA∣

(12.25)

where r̃a is the normalized vector from the agent to the second waypoint, and pA is
the position vector of the agent. The velocity command would be then:

Vc = Vn ⋅ r̃a (12.26)

being Vn the nominal speed required. However, if the agent has to turn aggressively,
it is likely that it drifts away from the path connecting both waypoints, line w with
a unit vector r̃w. We would like to correct the trajectory so that the quadcopter
stays on the line w. For that purpose, we can modify Vcw to make the agent get
closer to the path adding a term pointing to it. A vector rt perpendicular to the
line w and pointing to it can be calculated as:

r̃a = rw + rt ⇒ rt = r̃a − rw (12.27a)
rw = r̃w ⋅ (r̃w ⋅ r̃a) (12.27b)

rt = r̃a − r̃w ⋅ (r̃w ⋅ r̃a) (12.27c)

The corrected velocity command is finally calculated as:

Vc = Vn ⋅
r̃a + αt ⋅ rt
∣r̃a + αt ⋅ rt∣

(12.28)

where αt is a parameter to be set to control how fast the agent approaches to the
path between the waypoints, and after a tuning process, it has been chosen αt = 2
m−1. Note that the magnitude of rt decreases as the angle between r̃a and r̃w gets
lower, that is, as the agent gets closer to the path w and therefore:

∣rt∣ → 0 ⇒ Vc → Vn ⋅ r̃a (12.29)

This becomes then a natural way of damping the movement and prevents ex-
cessive oscillations.

12.4 Collision avoidance mechanism
As it was explained in Section 5.4, the overall collision avoidance mechanism in
made up by 3 different modules: a collision forecast method, a virtual force to
maintain safety distances, and a mechanism to exchange goal cell if it solves
the dangerous situation.
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Figure 12.6: Schematics of the path following control. The velocity command Vc is
directed towards the line connecting both waypoints instead of just towards the next
waypoint W2.

12.4.1 Detecting and forecasting collisions
Before considering taken any action to avoid a possible future collision, it must
be first detected. As already stated, each agent will broadcast a message at a
certain pace (which for now, it is considered as a sufficiently fast), making the
other agents know about its position, velocity and the next cell to visit. With
this information, each agent can try to forecast if there is going to be a collision
with any of the surrounding agents.

With the most updated information, each agent continuously considers every
agent inside a resolution radius Rr, see Figure 12.7a. The value for this distance
is a function of the nominal velocity, the frequency of the broadcast messages,
and the safety radius:

Rr = 2.5Vn
Tb

+Rs (12.30)

In that figure, agent A considers agent B as a possible risk. In order to forecast
an early collision, agent A carries out two consecutive calculations: minimum
distance and time to collision

Minimum distance calculation

In order to calculate the minimum future distance between two agents (with the
information available at that moment), the relative velocity of agent A respect
to agent B is considered:

VB
A = V0

A −V0
B (12.31)

where subscript refers to the agent and the superscript to the reference frame. The
reference frame attached to B has been defined centered on it and with axes parallel
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to the inertial frame, named O. The point, PD, which is the point in which the
distance between both agents is minimum, is calculated as:

rAPD = (rAB ⋅
VB
A

∣VB
A
∣
) ⋅ VB

A

∣VB
A
∣

(12.32)

The minimum distance is easily calculated in this new reference frame as:

dmin = ∣rAPD − rAB∣ (12.33)

If the distance dmin turns out to be lower than the safety radius Rs, there
may be a collision. However, this could occur in such a long time, any of the
two agent could reach their goal cells and change its course. This is why the
time to collision must be also calculated.

Time to collision

Once that it has been determined that the minimum distance would be lower than
the safety radius, the time to the actual collision. Consider point PC as the future
position of A so that it would collide with agent B, see Figure 12.7c.

The distance between points PC and PD is calculated as:

dPDPC =

√
R2
s − d

2
min (12.34)

Having calculated this distance, the distance to the point PC if finally obtained:

rPDPC = −dPDPC ⋅
VB
A

∣VB
A
∣

(12.35a)

dAPD = ∣rAPD − rPDPC ∣ (12.35b)

12.4.2 First mechanism: virtual force
Based on past works, a virtual force as a collision avoidance mechanism is proposed.
It is meant to keep a safety distance between the agents while they head to their
respective goal cells, trying to interfere as less as possible and not to provoke
unwanted deadlocks.

Each time a agent detects a conflict with another agents as explained in Section
12.4.1, it activates the potential field mechanism. In Figure 12.8, agent A detects a
conflict with agent B. Having calculated the relative velocity VB

A as per Equation
(12.31), a virtual force FB

A is created, which has two normal components:

F
B
A = Vn ⋅ αc ⋅ (1 −

∣rAB∣
ρ )

µc

(12.36a)

FB
A = −F

B
A ⋅ (nBA + tBA) (12.36b)
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Figure 12.7: Collision forecast process. Only agents within Rr are considered. First,
the minimum distance dmin to each agent inside a resolution radius Rr is calculated. If
the minimum distance is lower than the safety distance Rs, the time to the collision is
calculated.

where Vn is the nominal velocity of the agents, αc is a correction factor, ρ is a
characteristic distance, and µc is a parameter that control how fast increases the
force as the agents get closer. The characteristic distance is chosen depending
on the safety radius:

ρ0 = ρ̃0 ⋅Rs (12.37)

having chose ρ̃0 = 2, and µc = 2. The normal and tangential vectors, nBA and
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Figure 12.8: Calculation of the repulsion force between two agents, A and B.
.

tBA, are calculated by:

nBA =
rBA
∣rB
A
∣

(12.38a)

tBA = −sign (VB
A ⋅ [−rBAy, rBAx]) ⋅

[−rBAy, rBAx]
∣rB
A
∣

(12.38b)

Note that in the case shown in Figure 12.8, the virtual force over agent B is
exactly equal to the force over agent A, but with contrary direction, FB

A = −FA
B.

If more agents are involved in the conflict, the total force is simply calculated
as the summation of the virtual forces:

FA =

N

∑
n=1

Fn
A (12.39)

where Fn
A is the virtual collision force caused from the presence of agent n to agent A.

12.4.3 Second mechanism: exchange of goal cells

Given that, in principle, all agents are equal at any moment during the mission, two
close-enough agents that may collide in an early future, could exchange their goal
cells if in that way the collision can be avoided, without harming the development
of the task. Take for instance the situations shown in Figures 5.10a and 5.10b; in
both cases, an exchange of goal cells between both agents would solve the collision.

In order to make an effective exchange of cells, some requirements must be ful-
filled:

• The mechanism must be reliable and simple.
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• Communications between agents must remain simple. Bidirectional communi-
cation shall be avoided.

• Cells exchange should not affect the other surrounding agents.

• It must be stable, that is, it must not lead to a repetitive cell exchange.

Having the above-state requirements in mind, a rule-based protocol is proposed
to effectively exchange the goal cells between two agents. The protocol has two
separated mechanisms: capture other agent’s goal cell and resolver coincident goal
cells. Both mechanism have been developed and fine tuned based on the observation
of the movements on the agent while searching.

Capture other agent’s cell

The first mechanism decides whether a agent will capture a cell to which another
agent is heading to, leaving free the previous cell before reaching it, when a conflict
between them has been detected. In Figure 12.9, the flowchart of this mechanism
has been presented. The procedure is continuously executed and it is as follows:

1. Consider capturing other agent’s cell only if the current goal cell is further
than 3

4Rf (recall that Rf is the radius of the sensor footprint).

2. List all the agents within Rr.

3. Assess whether there are any conflict with any of those listed agents following
the procedure depicted in Section 12.4.1, process indicated in the chart as A.

4. Update the list of agents with which the cells can be exchanged. The agents
listed are:

• Agents with which the goal cells have not been already exchanged.

• Agents with which an exchange will imply a reduction of total traveled
distance, that is, the flown distance by both agents would be shorter.

• Remove agents whose goal cells are not adjacent to the current position
of the agent.

5. From the list of candidates of agents, check if any of the possible exchanges
would solve the conflicts. To evaluate this, it is consider that the exchange
would be immediate and the velocities of the agents would point to the new
goal cells immediately.

6. From the last list of cell candidates, select one as new goal cell.

7. When a goal cell is reached, the list of candidates is restarted.
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Each agent will continuously broadcast, along its position and velocity, the
following information:

next_cell : index of the current goal cell to which the agent is heading to.

exchanged_next_cell : when an alternative cell is captured, the index of the
previous goal cell is sent in this field. If there has not been captured any goal
cell, this field is filled with an invalid index, i.e. [-1, -1].

Each agent broadcasts the next cell to which it heading to using the first field.
When an agent decides to capture another agent’s cell, it copies the next cell
indexes into the second field, exchanged_next_cell, and updates the first field
with the new (captured) cell.

Resolve coincident goal cell

Given that the decision of capturing another agent’s goal cell is an unilateral decision,
and that the frequency of message broadcasting is expected to be low, it can happen
that the agent, whose cell has been captured, does not come automatically to the
conclusion that it must exchange the cell with that agent.

In other words, let us suppose two agents, A and B are in conflict, and A comes
first to the conclusion that exchanging the goal cells would be beneficial for both,
since the collision would be avoided. Agent A unilaterally decides to capture agent
B’s goal cell before B reaches the same conclusion. It could happen that when B
evaluates the conflict with agent A, this agent has already acted, and B cannot
capture the alternative cells because it is already its one.

If this situation happens, agent B would receive a broadcast message from
agent A, which would have in its field next_cell the same cell to which B is
heading to. In order to solve this goal cell coincidence, a protocol is proposed. In
Figure 12.10 the flowchart of the mechanism to resolve coincident cells has been
presented, whose procedure is as follows:

1. When a new broadcast message is received, it is check if the goal cell of the
sender agent is the same as the goal cell of the agent.

2. If another agent has the same goal cell, it is verified whether that agent is in
the list of exchanged cells.

3. If it is not in the list, confirm that the other agent has captured the cell by
checking the exchange_cell field in the message. If it is valid, take that cell
as the new goal cell. It exchange_cell has not a valid value (i.e. the other
agent has not actually captured the cell), evaluate next point.

4. If all the agents heading to the goal cell are in the list, check if they have
higher identification number (id). If it is so, do not nothing.
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Figure 12.10: Flowchart of resolve coincident goal cell mechanism.
.

5. For each of the agents that have lower id, track the time since the conflict
was detected, tc(ID).

6. Check if any tc(ID) >= Tc. If it is so, reevaluate surrounding cells and select
a new cell to go to.

7. Each time a goal cell is reached, the list of exchanged agents is cleared.
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