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The efficiency of a production line is based on the reliability and correct func-
tioning of the machinery that compose it. However, breakdowns can occur for
various reasons and a single machine failure can cause severe production delays
and related economic losses. Therefore, the ability to predict a possible fault and
correct the cause in time is of paramount importance. This fault management
approach is called predictive maintenance and aims to optimise the maintenance
schedule and reduce the frequency of failures.

The objective of this research, conducted in collaboration with Neste Oyj, is to
create an automated anomaly detection system, capable of predicting failures of
centrifugal pumps operating in an industrial environment.

The limited availability of data has required the use of an approach based on
a time series forecasting model, capable of predicting the normal behaviour of
the machine. The anomalies are then detected calculating the prediction error
between the forecasted and the actual values of various sensors. Several machine
learning-based solutions were tested to fulfil this purpose, a Multilayer Perceptron
(MLP), a Long Short-Term Memory (LSTM) and a Long Short-Term Memory
Autoencoder. These models were compared with a statistical approach, a Vector
autoregression (VAR), used as a baseline.

All proposed machine learning solutions outperformed the statistical model. The
LSTM autoencoder proved to be the best model, achieving an F1 score of 0.986
on the test data.

Furthermore, this research investigated the possibility of using a generalised
model capable of identifying faults on different pumps. The experimental re-
sults confirmed this hypothesis, allowing to reduce the necessary resources by not
requiring a specific model for each pump.

Keywords: Deep Learning, Machine Learning, Predictive maintenance,
Anomaly detection, Long Short Term Memory, Autoencoder

Language: English
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Abbreviations and Acronyms

FFNN Feed Forward Neural Network
IoT Internet of Things
LSTM Long Short-Term Memory
MLP Multilayer Perceptron
MSE Mean Squared Error
PdM Predictive Maintenance
PvM Preventive Maintenance
R2F Run-to-Failure
RNN Recurrent Neural Network
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Chapter 1

Introduction

To date, most of the production processes are still controlled and managed
by specialised human operators, who, however, are not always able to inter-
vene promptly in the event of possible breakdowns. The advent of machine
learning and IoT has paved the way for the creation of automated solutions.
These technologies allow to monitor production processes and implement a
predictive maintenance system, which could reduce the frequency of mainte-
nance and failures.

This thesis studies a case of anomaly detection in a refinery owned by
Neste, exploiting measurements collected from different centrifugal pumps,
in the form of multivariate time series data. Neste is the largest producer
of renewable diesel and renewable jet fuel in the world, with refineries in
Porvoo, Rotterdam and Singapore. Porvoo refinery has four production lines
and more than 40 production units, the refining capacity of crude oil is
approximately 10.5 million tons per year and the most important products
are traffic fuels (diesel, gasoline), marine fuels and base oil. This research
will focus on three pumps located in Porvoo, which play a fundamental role
in the refinement process and whose proper functioning is critical.

Detection of anomalies is a challenging task due to the inherent complex-
ity of the data and the high accuracy required. Indeed, the data available for
this type of application are often limited, highly unbalanced and irregular.
Different approaches have been proposed over the years, all of which can be
traced back to three main macro categories.

The first class are rules-based approaches. The rules are mainly defined by
exploiting a priori knowledge and statistical analysis. However, the limits im-
posed by the data and the need for specific knowledge make these approaches
not generalisable and inflexible to new types of failures. The second group
of techniques is based on machine learning classification models, which are
more easily generalisable and flexible compared to rule-based approaches.
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However, the percentage of anomalous behaviour in anomaly detection data
is often very limited and classifiers perform poorly on imbalanced datasets.
The third approach is based on a time series forecasting model, capable of
predicting the normal behaviour of the machine. The training process of
this model benefits from the large availability of non-anomalous data and
the error, calculated between the expected and actual values, will be used
to detect anomalies. The methodology implemented in this thesis belongs to
the last category described, called forecasting approach. Different prediction
models have been compared, analysing which one is capable of identifying
failures with greater accuracy. A Vector Autoregression model was chosen as
baseline, while a Multilayer Perceptron, a Long Short Term Memory and a
Long Short Term Memory Autoencoder networks were selected from different
literature implementations to be compared.

1.1 Objectives of the thesis and research ques-

tions

This research will focus on finding the best method to detect real-time failures
of centrifugal pumps in industrial environments. The primary objectives of
the thesis are:

• To identify faults as accurately as possible.

• To understand if the low amount of data will undermine the reliability
of the model.

• To understand the feasibility of a generalised model, able to work for
different pumps.

Research questions can therefore be defined as follows:

RQ1. Which model is capable of identifying faults with greater accuracy?

RQ2. Is the data available enough to build a reliable model?

RQ3. Is it possible to train a generalised model capable of identifying failures
on different machines?
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1.2 Thesis structure

This thesis is divided into seven different chapters: Introduction, Back-
ground, Methods, Experiments, Results, Discussion and Conclusions.

The Background chapter focuses on the technical knowledge needed to
understand the problem and the different possible solutions. First, the major
accidents related to a centrifugal pump are described. Subsequently, the
topic of predictive maintenance and the various solutions proposed by the
literature are presented. Finally, the topic of time series forecasting is briefly
introduced.

The Methods chapter illustrates the different forecasting models selected
for this research, explaining their structure and the hyperparameters to be
optimised. In addition, the studies that inspired the implemented solutions
are presented.

The Experiments chapter explains the methods used for data collection,
analysis and preprocessing. It provides a detailed description of the experi-
ments performed and the methodology applied. It also presents the evalua-
tion metrics exploited during the optimisation process.

The Results chapter illustrates the findings obtained during the model op-
timisation phase, highlighting the best parameters, architectures and strate-
gies. It also shows the performance of the different models on the test set,
drawing some considerations. Finally, it describes briefly the final model
deployment.

The Discussion chapter focuses on the interpretation of the results ob-
tained by answering the research questions presented in the Introduction
section.

The Conclusions chapter summarises the results obtained during this re-
search and draws several conclusions. Furthermore, the limitations of this
study and possible future research directions are described.



Chapter 2

Background

This chapter focuses on the technical knowledge needed to understand the
problem and the different possible solutions. First, the major accidents re-
lated to a centrifugal pump are described. Subsequently, the topic of pre-
dictive maintenance and the various solutions proposed by the literature are
presented. Finally, the topic of time series prediction is briefly introduced.

2.1 Centrifugal pumps failures

Centrifugal pumps are hydraulic operating machines which increase the speed
and pressure of fluids by transferring rotational energy from driven rotors,
called impellers. In Figure 2.1 is shown a graphical representation of the
internal structure of a pump. Due to their technical characteristics and
capabilities, centrifugal pumps are mainly used with low viscosity fluids such
as water, oils and solvents.

Figure 2.1: Scheme of a centrifugal pump. [28]

This type of pump is usually used in an industrial context, where high ef-

10



CHAPTER 2. BACKGROUND 11

ficiency is required. Therefore, machines must work at full capacity and con-
sequently, despite the safety protocols, some malfunctions can occur. Cen-
trifugal pumps can be affected by different types of faults, which can be
mainly divided into hydraulic failures and mechanical failures.

Hydraulic failures, such as cavitation, pressure pulsations, radial thrust,
axial thrust, suction and discharge recirculation, result from pressure changes
in the pump due to variations in temperature, speed or flow volume.

Mechanical failures, such as bearing failures, seal failures, lubrication,
vibration and overstressing, can result from malfunctions related to critical
pump components.

Some failure modes do not fall into the previous categories. These types
of failures, such as erosion, corrosion and excessive energy consumption, are
sometimes structural or the result of a combination of several factors. [27]

This study focuses on centrifugal pump failures in refineries, where the
most common faults are related to mechanical seal leaks and bearing failures,
described below.

• Bearing Failure: Bearing failures generally have two causes, contam-
ination of bearing oil and overheating. Bearing oil can be contaminated
with water or steam through the vent or grease seal area due to mechan-
ical seal leaks.Overheating is instead due to incorrect bearing lubrica-
tion. The causes can be multiple, such as an oil level that is too low
or too high, too much grease inside the bearing, or the aforementioned
oil contamination by water or other external materials.

• Seal Failure: Dry running of the pump is the main cause of damage
to the mechanical seals. Therefore, if the lubrication is not optimal,
there is a risk that the lapped faces will open or that one of the seal
components will be damaged.

2.2 Predictive maintenance

Predictive Maintenance (PdM) is a maintenance paradigm aimed at predict-
ing the operating status of a machine, based on the analysis of monitoring
sensors. Approaches to maintenance can be divided into three main macro-
groups [33], namely Run-to-Failure (R2F), Preventive Maintenance (PvM)
and Predictive Maintenance (PdM).

• Run-to-Failure: is undoubtedly the most simple method and consists
of performing maintenance only when a failure occurs. However, ap-
plying this approach, the downtime and repair costs of the machine are
higher, making this method the least effective.
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• Preventive Maintenance: This method consists of carrying out
maintenance regularly, following a precise schedule. This approach sig-
nificantly reduces the chances of failure; however, it is still very ineffi-
cient in terms of cost and time because of the unnecessary maintenance
performed.

• Predictive Maintenance: This approach consists of performing main-
tenance dynamically, depending on the health status of the machine.
Health is calculated using environmental sensors, historical data and
forecast models. This method is the most effective and efficient to apply
from both a resource and a time point of view.

As mentioned above, data is a key point for predictive maintenance.
However, by their nature, these data carry inherent challenges:

– Low availability of faults: Since the monitored machines are usu-
ally reliable, accident data is extremely rare. Therefore, the choice
of the right prediction model is very challenging.

– Sensor selection not optimal: For reasons related to cost and scal-
ability, no specific sensors are normally installed, but pre-existing
devices are used. This means that the data to be used are not
optimised for the PdM.

– Reliability of the data: IoT data collection often presents chal-
lenges, mainly related to sensors, data transfer and storage. This
leads to missing or incorrect data, which is unusable for training
a model.

The data issues presented above, represent a significant obstacle and
therefore must be taken into consideration when choosing the model and
the appropriated method. There are three main approaches commonly used
to implement a predictive maintenance solution, described below. [20]

Rule-based approach

This method is based on a discrimination system characterised by rules. The
rules are mainly defined by exploiting statistical analysis, a priori knowl-
edge and experience. Many researches applied this approach to the field of
anomaly detection: Wong et al.[35] implemented a WSARE algorithm for de-
tecting disease outbreaks, Li et al.[25] proposed a motif-based framework for
detecting abnormal moving objects and Duffield et al. [15] presented a real
time anomalies detection in internet protocol flow, using a set of predefined
rules.
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Classification approach

The second group of techniques is based on machine learning classification
models, which are more easily generalisable and flexible compared to the
rule-based approaches. Most of these models leverage the ability of machine
learning to recognise patterns in data. The implementation of this approach
in the literature has been based on the use of different machine learning
models. For example, Steinwart et al. [32] proposed a classification frame-
work for anomaly detection, based on a support vector machine model while
Primartha et al. [29] implemented an intrusion detection systems (IDS) ex-
ploiting a random forest algorithm.

Forecasting approach

This approach is based on a time series forecasting model, capable of pre-
dicting the normal behaviour of the machine. Therefore, the model will be
trained solely on normal data and the anomalies will be detected by calcu-
lating the prediction error between the expected and actual behaviour. The
advantages of this approach lie in the possibility of benefiting from the large
availability of non-anomalous data during the training process and of needing
anomalies only in the testing phase. Recent studies have proposed promising
implementations of this approach: Hsieh et al. [20] studied a use case of
anomaly detection in smart manufacturing, proposing an algorithm based
on an LSTM autoencoder and achieving almost 90% accuracy. Similarly,
other researchers tested an LSTM autoencoder architecture on signals and
rare sound events datasets [30], on power demand, space shuttle, and ECG
datasets [26] and on two car hacking dataset for both in-vehicle and external
communications [11]. As seen from the anomaly detection examples above,
the use of LSTM autoencoder is prominent with the forecasting approach.

2.3 Time series forecasting models

The prediction of time series, defined as a set of time-ordered observations,
is a very broad field of research. The different systems implemented are
divided according to the type of input and output data required; the series
can be univariate or multivariate and the predictions can be single-step or
multiple-step.

An univariate time series represent a single variable varying over time
while a multivariate time series is a system consisting of more than one time-
dependent and inter-dependent variables.
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The single-step and multi-step forecasts refer instead to the number of
future observations that the model will predict.



Chapter 3

Methods

The selection of the candidate models was based on literature research about
the most adopted solutions for time series prediction. In the following sec-
tions are described four different models designed for multivariate time series,
able to perform both single and multi-step predictions. Moreover, the studies
that inspired the models implemented in this thesis are presented.

3.1 Vector Autoregression model

The Vector Autoregression (VAR) is a generalization of the univariate au-
toregressive model, allowing it to be used with multivariate time series. Mul-
tivariate time series is defined as a system consisting of more than one time-
dependent variable where each of these variables is dependent on the others.
In a VAR (p) model, the first p lags of each variable in the system are used
as regression predictors for each variable. Therefore, each time series is rep-
resented as a linear function composed by the lags of all the time series in the
system, plus a constant value. A two-dimensional VAR(1) can be defined as

y1,t = c1 + φ11,1y1,t−1 + φ12,1y2,t−1 + e1,t (3.1)

y2,t = c2 + φ21,1y1,t−1 + φ22,1y2,t−1 + e2,t, (3.2)

where e1,t and e2,t are white noise processes, the coefficient φii,� captures
the influence of the �th lag of variable yi on itself, while the coefficient φij,�

captures the influence of the �th lag of variable yi on yi. [21]
The VAR model is characterised by its simplicity (easy to estimate) and

good forecasting capabilities. In literature is widely used as baseline model
for the prediction of multivariate time series [18, 20].

15
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3.2 Multilayer perceptron

A neural network is a machine learning algorithm based on interconnected
nodes, called neurons. A multilayer perceptron represents the most basic
type of neural network, whose neurons are called perceptrons. A perceptron
has a simple structure, with a fixed number of inputs and one output. The
input values are multiplied by a specific weight and then added together.
Finally, the weighted sum is passed through an activation function which
defines the output value (Figure 3.1). The activation function, which varies
depending on the use of the network, maps the output between two specific
values.

Figure 3.1: Perceptron representation.

A multilayer perceptron, as said previously, is a combination of intercon-
nected perceptrons, structured as shown in Figure 3.2; this configuration is
also called feed-forward neural network (FFNN). The training process con-
sists of feeding the network with labeled examples and modifying the weights
to make the prediction error minimal. The weight optimisation process is
achieved exploiting a cost function and backpropagation. The cost function
(or loss function) is a mathematical expression that represents the prediction
error. Backpropagation is an algorithm that calculates the gradient of the
loss function with respect to the weights and updates them in order to de-
crease the error. The model weights are updated through backpropagation
each iteration and the number of examples supplied to the network at each
iteration are defined by the batch size. This optimisation process ends when
the loss function cannot be minimised further.
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Figure 3.2: Multilayer perceptron representation.

Multiple researches have demonstrated the effectiveness of solutions based
on MLP models, particularly appreciated for their low computational com-
plexity (compared with other machine learning solutions). Furthermore,
these networks are particularly versatile and could outperform both simple
[34] and more complex solutions [10], as shown by the following examples.

• Widiasari et al. [34] proposes a flood prediction system based on an
MLP solution. The study compared the performance of a Multiple Lin-
ear Regression and a Multi-Layer Perceptron model in the prediction
of time series data. The algorithms were tested in different context
exploiting the mean absolute percentage error (MAPE) as a compari-
son metric. The results show that the MLP outperformed the Multiple
linear regression model, achieving an MAPE three times lower (3.64%
vs 10.55%).

• The research of Almuammar & Fasli [10] aimed at creating a system
capable of predicting the availability of parking spaces in real time,
exploiting time series data from various sensors. Two different solutions
were implemented, a Gated Recurrent Units (GRUs) and a shallow
MLP (two layers). The results, compared using three different metrics
(MSE, MAE and RMSE), show how the GRU models achieve the same
or lower performance than the MLP model.

3.3 Long short-term memory

Recurrent neural networks were invented to obviate the inability of feed for-
ward networks to have memory of past events. A recurrent neural network,
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as shown in Figure 3.3, has loops, which allow it to pass information from one
step to the next. This feature makes RNNs very suitable for working with
sequential data. However, RNNs find it difficult to manage ”long-term de-
pendencies”, they are able to connect only information acquired over a short
period of time. To overcome this problem, LSTM networks were designed.

Figure 3.3: Recurrent neural network structure. [9]

Long Short Term Memory networks, introduced by Hochreiter & Schmid-
huber [19], are a special type of RNN capable of learning and storing long-
term dependencies. As in the RNN, the structure is based on a chain of
interconnected neural network modules. The difference lies in the internal
structure of the individual modules: instead of containing a single tanh layer,
there is a more complex structure, as shown in the Figure 3.4.

The core idea of LSTM is based on the ability to remove or add informa-
tion to the state of cells. This state is governed by three main structures: a
forget layer, an input layer and an output layer.

Forget gate layer

The forget gate, considering the inputs from ht−1 and xt, decides whether to
keep or forget the information coming from the previous state Ct−1, exploiting
a sigmoid function. The output ft is define as follows:

ft = σ(Wf · [ht−1, xt] + bf ) (3.3)

Input gate layer

In this phase, divided into two parts, it is decided which information to
incorporate in the new state. First, through a sigmoid layer, it is decided
which value to update (it). Subsequently, using a tanh layer, the candidate
values are selected to be added to state C̃t.

it = σ(Wi · [ht−1, xt] + bi) (3.4)

C̃t = tanh(WC · [ht−1, xt] + bC) (3.5)

Finally, using the output of the forget layer (ft) and the input layer (it ∗ C̃t

), the state of the cell (Ct) is updated.

Ct = ft ∗ Ct−1 + it ∗ C̃t (3.6)
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Output gate layer

The output ht is a filtered version of the new state Ct. The Ct state is mapped
between -1 and 1 (through a tanh layer) and then filtered by multiplying it
by the sigmoid gate output ot.

ot = σ(Wo · [ht−1, xt] + bo) (3.7)

ht = ot ∗ tanh(Ct) (3.8)

Figure 3.4: Long short-term memory internal structure. [9]

An LSTM network that has more than one hidden layer is called Stacked
LSTM. The depth of the network adds layers of abstraction to the observa-
tions over time.

LSTMs represent a good solution for multivariate time series prediction,
given the ability to store temporal relationships. They are used in differ-
ent fields, such as finance [13], industrial environment [31], healthcare [22],
environmental analysis [9] and anomaly detection [16].

3.4 Long short-term memory autoencoder

An LSTM autoencoder is an LSTM network that adopts a special architec-
ture, called autoencoder.

An autoencoder consists of three components, the encoder, the latent
space (code) and the decoder. The encoder compresses the input creating
a lower dimensional version, called code. The decoder instead reconstructs
the input starting from the latent space. A graphical representation of the
architecture is shown in Figure 3.5

Autoencoders are compression algorithms with some important proper-
ties:
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• Data-specific: autoencoders are able to effectively compress and recon-
struct only the data they have been trained with.

• Lossy: the output of the autoencoder will be a degraded version of the
input, some information will be lost.

• Self-supervised: the autoencoder training process does not require la-
beled data, as the labels are automatically extracted from the input
data.

Figure 3.5: Autoencoder architecture.

The operating structure of an LSTM autoencoder is shown in Figure 3.6.
The latent space is defined by the output of the last cell of the encoding
layer, while the decoding layer reconstructs the inputs starting from the
code. Similarly to what was stated about LSTMs in the previous section,
the encoder and decoder can also be composed of multiple stacked LSTM
layers to increase the level of abstraction.
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Figure 3.6: LSTM Autoencoder architecture.

Many researches have highlighted the potential of the LSTM autoecoder.
It has been exploited for various applications, such as solar power forecasting
[17], extreme event prediction [24] and financial time series analysis [12]. Fur-
thermore, this architecture is widely used in the field of anomaly detection,
as explained in section 2.2 through some examples [11, 20, 26, 30], which this
thesis focuses on.

3.5 Models implementation and optimisation

Time series forecasting problems can be divided into four main types: uni-
variate inputs and univariate outputs, univariate inputs and multivariate
outputs, multivariate inputs and univariate outputs, multivariate inputs and
multivariate outputs. Moreover, each of these problems can be broken down
into two other subcategories: single-step and multi-step predictions.

The models proposed in this research focus on multivariate inputs and
multivariate outputs, with single-step prediction (with the exception of the
LSTM autoencoder, discussed below). This means that each model will
receive as input a sequence of M timesteps, each of which will contain a
vector of N features. Assuming that the sequence of input time steps goes
from time t0 to time tM , the expected output from the network will be the
prediction at time tM+1 of the N features. Therefore, the dataset used to
train the networks was designed as follows (Table 3.1), exploiting a sliding
windows of width equal to M and sliding step equal to one.
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Input Output

t0 ... tM tM+1

t1 ... tM+1 tM+2

... ...

Table 3.1: Input and output data used to train the models.

Loss function

The loss function chosen to optimise the models is the Mean Squared Error
(MSE). This metric is the most commonly used loss function for regression
problems and its sensitivity to outliers is particularly useful to detect anoma-
lies. It represent the average of the squared differences between the predicted
and actual values. The formula is described in the Equation 3.9, where n rep-
resents the number of data points, Yi the observed values and Ŷi the predicted
values.

MSE =
1

n

n∑

i=1

(Yi − Ŷi)
2 (3.9)

VAR (baseline model)

Although the VARmodel optimisation process involves many parameters, the
final result is mainly influenced by the model order (or lag order, it represents
the number of past observations to exploit). The choice of a higher number
of lags can lead to better performances but also to a much more complex
system. To select the optimal number of lags, different time windows have
been tested on the validation set.

MLP

The Network structure takes inspiration from the solution implemented in
different literature solutions [10, 14, 23, 34], all based on a multivariate single-
step prediction paradigm. The input layer of the network is characterised by
a number of neurons equal to the number of features (N) multiplied by the
number of past observation used (M), while the output layer has N neurons.
A visual representation of the structure is shown in Figure 3.7. The data,
therefore, needs to be reshaped in order to train the neural network, which
expects a two-dimensional vector as input (batch size, features·time steps).
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The activation function for each MLP layer is ReLU, the optimiser is Adam
and the loss function is the MSE.

Figure 3.7: Input and output structure of the MLP network.

LSTM

Similarly to what was explained for the MLP implementation, the network
structure was inspired by studies found in the literature [9]. In Figure 3.8 is
shown the structure of the network. LSTM nodes requires a specific input
structure, therefore the data needs to be reshaped in a three dimensional
vector (batch size, time steps, features). The activation function for each
LSTM layer is ReLU, the optimiser is Adam and the loss function is the
MSE.

Figure 3.8: Input and output structure of the LSTM network.

LSTM autoencoder

LSTM autoencoder, as previously mentioned, has a different output format,
due to the intrinsic functioning structure of the autoencoder. The encoder
compresses the input in a lower dimensional space (code) while the decoder
reconstruct the input starting from the latent space. Therefore, the model
proposes a multivariate solution with multi-step prediction, as shown in Fig-
ure 3.9 and the train dataset was designed as follows (Table 3.2).
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Input Output

t0 ... tM t0 ... tM
t1 ... tM+1 t1 ... tM+1

... ...

Table 3.2: Input and output data used to train the LSTM autoencoder.

The output needs to be transformed into a single step prediction, to be
compared with the other solutions. Therefore, it was decided implement an
adaptation of the solution proposed by Hsieh et al. [20] which consists of
calculating the average of each predicted value. Assuming a time windows of
M time steps, each value is predicted M times during M different iterations.
Thus, the final value will be the mean value of the M predictions.

The data need to be reshaped into the same structure illustrated for
the previous LSTM network. The activation function for each LSTM layer
present in the encoder and decoder is ReLU while the optimiser is Adam and
the loss function is the MSE.

Figure 3.9: Input and output structure of the LSTM autoencoder network.

Hyperparameter tuning

For each model architecture have been tested different parameters, starting
from the numbers of layers. For MLP and LSTM models have been tested
a number of layer between one and five, while, for the autoencoder, have
been tested a number of layer between one and four, for both encoder and
decoder. The next parameter analysed is the number of neurons per layer:
different combinations of layers with 64, 32, 16 and 8 neurons were tested
for each model. Subsequently, various values of learning rates were tested
(ranging from 1 · 10−4 to 1 · 10−2), aimed at optimising the training process.
Furthermore, some regularisation methods were tested by introducing some
dropout layers, with a probability between 5% and 15%. During the training
phase was also applied Gaussian noise to the data, with a noise rage between
1% to 5%. Finally, the batch size was optimised, tested in a range from 2
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to 20 and the training epochs have been dynamically set exploiting the early
stopping.



Chapter 4

Experiments

This chapter explains the methods used for data collection, analysis and pre-
processing. It provides a detailed description of the experiments performed
and the methodology applied. It also presents the evaluation metrics ex-
ploited during the optimisation process.

4.1 Data

The machines analysed are three centrifugal pumps present in a refinery,
named pump A, B and C. The operation of the pumps is symbiotic: two
pumps are always running, while one is set as a backup. Data is collected
by 83 different sensors (described in Table 4.3) located at strategic points of
the pumps under consideration. Each sensor sends the measurement to the
data collection endpoint with different time intervals.

Information about faults have been obtained from maintenance history,
refinery diary and technical analysis of the measurements performed in col-
laboration with specialised engineers. The limited amount of data available
has reduced the number of usable incidents to three mechanical seal leakages,
shown in Table 4.1.

Description Start time End time

fault 1 (pump C) 2019-10-11 19:00 2019-10-13 20:00
fault 2 (pump A) 2019-12-25 18:00 2019-12-27 10:00
fault 3 (pump A) 2019-12-30 02:00 2020-01-01 05:00

Table 4.1: Faults occurred during the period under analysis.
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Data challenges

The data presents some inherent challenges related to data collection. The
following list contains the main peculiarities of the data which influenced the
choice of the process described in the Experiment section.

• Missing data: some data is missing due to connection issues of the
sensors or storage disservices.

• Dimension of the dataset: the time interval available is limited.

• Different sampling frequency: every sensor has a different sampling
frequency and they are not consistent over time.

• Availability of faults: the low number of faults present in the dataset
made it highly unbalanced.

• Difficulty in identifying faults: The signals relating to an incident
are difficult to identify by human operators and for this reason faults
are often detected with hours of delay. Consequently, it was necessary
to make use of specialist advice in order to identify the precise moment
when the failure occurred.

4.2 Experiment

Considering the intrinsic characteristics of the available data, mainly the
low number of failures, the solution presented in this thesis is inspired by
the methods implemented by Malhotra et al. [26] and Hsieh et al. [20].
The scarce availability of anomalous data makes it difficult to create a clas-
sification model capable of discriminating between normal and anomalous
sequences. Therefore, the proposed solution will be focused on the develop-
ment of a model able to predict the normal behaviour of the pumps. This
model can be then used to calculate the error between the predicted and the
actual data. If the error exceeds a certain threshold, it is possible to detect
an abnormal behaviour, which could lead to a pump fault.

The experiment consists of training different models using normal data
sequences. Each model has been optimised by minimising the prediction er-
ror of normal pump behaviour. Subsequently, each model was tested using
anomalous data sequences, those related to failures. The resulting predic-
tions were used to define the best threshold capable of discriminating between
normal and anomalous sequences and to compare the fault detection capa-
bilities of the models. For each model were tested 20 different thresholds and
the best was selected analysing the F1 score.
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Four different models were compared: a statistical model and three ma-
chine learning models. The Vector Autoregression was chosen as baseline
model, due to its ability to predict multivariate time series and the simplic-
ity of implementation. Machine learning models were chosen by analysing
the literature. The state of the art for this type of application is represented
by the LSTM autoencoder, however it is interesting to compare other mod-
els with lower complexity and equally used. Therefore, it was also chosen to
implement two basic solutions, respectively an MLP and an LSTM networks.

After optimising the hyperparameters of each model, the impact of two
critical factors was analysed: the optimal size of the historical data window
and the feasibility of a generalised model suitable for any centrifugal pump.

• Optimal data window: The implemented methods require a win-
dow of historical values to make a prediction and the number of previ-
ous observations considered can significantly influence the final result.
Therefore, different windows sizes were tested for each model.

• Generalised model: Building a single model for each machine should
help to achieve optimal results. However, a model capable of detecting
anomalies in different pumps would improve the scalability of the sys-
tem. Since the set of sensors available (and therefore also the features)
are common to the 3 pumps analysed, it is possible to create a gener-
alised model. Therefore, one approach was focused on creating three
different models, each of which was trained and tested with normal /
abnormal samples belonging to a single machine. Contrariwise, in the
second approach, the model was trained using the normal behaviours
data of all pumps, allowing to test the model using faults belonging to
different machines.

4.3 Evaluation metrics

F1 score

The metric chosen to evaluate the classification capabilities of the models is
the F1 score, which represent the harmonic mean of the precision and recall.
Precision is defined as the fraction of relevant instances among all retrieved
instances. Recall is the fraction of retrieved instances among all relevant
instances and a high value ensures a low probability of false negative. The
formula for precision, recall and F1 score are described in Equations 4.1, 4.2
and 4.3, where TP is the number of true positives, FP is the number of false
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positives, FN is the number of false negatives and TN is the number of true
negatives.

predicted values
anomaly (1) normal (0)

actual
values

anomaly (1) TP FN
normal (0) FP TN

Table 4.2: Confusion matrix.

Precision =
TP

TP + FP
(4.1)

Recall =
TP

TP + FN
(4.2)

F1 = 2 · Precision ·Recall

Precision+Recall
(4.3)

ROC curve and AUC

The Receiver Operating Characteristic curve (ROC curve) represents the
performance of a classification model at different classification thresholds.
The parameters on which this graph is based are the True Positive Rate
(TPR) and the False Positive Rate (FPR), defined in Equations 4.4 and 4.5.

TPR =
TP

TP + FN
(4.4)

FPR =
FP

FP + TN
(4.5)

A ROC curve plots TPR as a function of FPR at different classification
thresholds (Figure 4.1a) and it could help selecting the optimal threshold
for a model. Moreover, the ROC curve provides another useful indicator,
called AUC. The Area Under the ROC curve (AUC), showed in Figure 4.1b
measures the area underneath the curve (coloured in gray) and it represent
a threshold-invariant performance metric of a model. The AUC is a value
between zero and one, where zero represents 100% wrong predictions and
one represents 100% right predictions. [1]
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(a) (b)

Figure 4.1: ROC curve (a) and AUC (b) representation. [1]

4.4 Feature selection and preprocessing

Each tag represent a specific measurement of a specific machine. The features
selection was based on data availability (some measurements contained a
high number of missing values) and on the importance of measurements
(determined by specialized engineers). The 11 features selected are shown in
Table 4.3.

Name Unit Description

1 pump chamber temperature C◦ internal temperature of the pump
2 pump inlet temperature C◦ temperature of inlet flow
3 pump outlet flow tons/h outlet flow
4 pump outlet flow valve % opening percentage of the outlet valve
5 seal oil pressure kPA current pressure of the sealing oil system
6 seal oil tank surface fill % filling percentage of the sealing oil tank
7 seal oil temperature in C◦ temperature of sealing oil before the pump
8 seal oil temperature out C◦ temperature of sealing oil after the pump
9 total flow tons/h circulation fluid from the bottom to the top of the reactor
10 ventilation line temperature C◦ temperature of the sealing oil system ventilation line
11 pressure dif median kPA difference of pressure of seal oil between two points

Table 4.3: Description of the features selected.

Raw data must be reorganised and reprocessed to allow and optimise the
training of a model. Since the different measurements are recorded in differ-
ent time intervals and the historical data are saved with an hourly frequency,
the data set was downsampled to match that frequency. In addition, the data
was reshaped into the following structure, required for training a model.
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Timestep feature 1 feature 2 .. feature n machine id

All data relating to periods of time when a machine was under mainte-
nance has been removed. The outliers within the data have also been re-
moved and the missing values have been filled via linear interpolation (only
gaps smaller than five hours). In Figure 4.2 are shown the preprocessed data
of the three pumps.

(a) pump A (b) pump B (c) pump C

Figure 4.2: Preprocessed raw data.

Before proceeding to the training phase, one last transformation needs
to be applied, which will help the models converge better and faster. This
normalisation technique is called quantile transformation. A quantile trans-
formation is a non-linear and non-parametric transformation which map each
feature to an uniform distribution with values between 0 and 1 [5]. An in-
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verse quantile transformation needs to be applied at the output data of the
networks, to bring the values back to the original scales.

Definition of training, validation and test sets

As defined in the Experiment section, the development set is composed by
the totality of the data, excluding the periods of time when faults occurred
(that are part of the test set). The 80% of the development set is assigned
to the training set and the remaining 20% to the validation set. The test set
consists of the three available faults. For each breakdown, a two days interval
of normal behaviour data before and after the incident is also extracted. This
additional time interval allows to analyse the behaviour of the model when
the pump switches from a normal to an abnormal phase.

Prediction models are trained using unsupervised machine learning tech-
niques. However, to select the threshold that discriminates between normal
and anomalous data and to be able to compare the results of the different
models, it is necessary to create a labeled dataset. Therefore, an additional
dataset was created, based on the test set. A binary value, representing the
status of the pump, has been manually assigned to each time step, exploit-
ing the maintenance information and an analysis performed by specialised
technicians. The dataset is composed by 2 columns: the timestamp and the
binary value representing the state of the pump (0 – normal behaviour, 1 –
fault).



Chapter 5

Results

This chapter illustrates the findings obtained during the model optimisation
phase, highlighting the best parameters, architectures and strategies. It also
shows the performance of the different models on the test set, drawing some
considerations. Finally, it describes briefly the final model deployment.

5.1 Hyperparameters and models architecture

Windows length

Different window sizes have been tested for each model. The metric chosen
to select the best time window was the F1 score, as shown in Figure 5.1. The
graphs reveal common results for every model, indicating five hours as the
best window size.

Models architecture

The optimisation process led to the selection of the best parameters for each
model. The best architecture for MLP is made up of three layers, composed
of 64, 32 and 16 neurons respectively (Figure 5.2a). The best architecture for
LSTM consists of three layers, consisting of 32, 32 and 16 neurons respectively
(Figure 5.2b). Finally, the best architecture for the autoencoder LSTM is
based on a mirrored structure of encoders and decoders, with three layers
each and a number of neurons equal to 32, 16, 8, 8, 16, 32 respectively
(Figure 5.3).

A learning rate of 5 · 10−3 turned out to be optimal for the MLP and
LSTM models while, for the autoencoder, the optimal value is 1 · 10−3. Two
values were found to be common for all models: a batch size equal to five and
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a noise value of 5% for Gaussian noise. The dropout layer proved ineffective
with all models, therefore it was not used.

(a) VAR (b) MLP

(c) LSTM (d) LSTM autoencoder

Figure 5.1: Window sizes comparison.

(a) (b)

Figure 5.2: MLP (a) and LSTM (b) final architectures.
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Figure 5.3: LSTM autoencoder final architecture.

Training and validation loss

In Figure 5.4 are shown the training and validation losses of the different
models. The models are able to achieve a validation loss of approximately
0.05 after a number of epochs between 10 and 17 (due to the early stopping
criteria). None of the graphs shows signs of overfitting or underfitting.
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(a) MLP (b) LSTM

(c) LSTM autoencoder

Figure 5.4: Training and validation loss of the different models.

5.2 Prediction of the sensors

The chart below shows a comparative example of forecasted and actual values
(Figure 5.5). The prediction was performed by the LSTM autoencoder and
the feature represented is the filling percentage of the sealing oil tank.

(a) Normal behavior data prediction. (b) Fault data prediction.

Figure 5.5: Examples of prediction.
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The graph in Figure 5.5a shows a period of time without faults while the
graph in Figure 5.5b represent the period of time when fault 1 happened. It
is possible to notice how the prediction error is more marked in the graph on
the right.

For each sensor is calculated the MSE between the predicted and the real
values and it will be exploited to detect anomalies. A graphical example of
the resulting MSE is presented in Section 5.4.

5.3 Error thresholding

To discriminate between normal and abnormal MSE values, 20 different
thresholds were tested on the test dataset for each model. By comparing
the classifications produced by the different thresholds with the labelled test
dataset, the optimal threshold was found. The metrics used for the com-
parison is the F1-score. Figure 5.6 shows the ROC Curves relating to the
thresholds. Table 5.1 contains the best threshold value for each model.

(a) VAR (b) MLP

(c) LSTM (d) LSTM autoencoder

Figure 5.6: ROC curve of each model.
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Model Best threshold

VAR 10.84
MLP 1.41
LSTM 1.02

LSTM autoencoder 3.85

Table 5.1: Best threshold for each model.

5.4 Outcomes comparison

In the following graphs are shown the predictions results on the test set
achieved by the different models. In Figure 5.7, Figure 5.8, Figure 5.9 are
shown respectively the prediction of each model for fault 1, fault 2, fault 3.
The MSE is shown on the y axis while the time is on the x axis.

The data representation was coded as follows:

• the two vertical lines represent respectively the beginning and the end
of the fault

• the horizontal line (cyan colour) indicates the model specific threshold,
as described in Table 5.1

• the gray line draws the MSE error of the prediction compared to the
actual values

• the green dots represent the the timestaps identified by the model (ex-
ploiting the threshold) as normal behaviour

• the red dots represent the the timestaps identified by the model (ex-
ploiting the threshold) as abnormal behaviour (fault)

An optimal model would have all the red points inside the two vertical lines
and the green points outside.
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(a) VAR (b) MLP

(c) LSTM (d) LSTM autoencoder

Figure 5.7: Predictions of fault 1.

(a) VAR (b) MLP

(c) LSTM (d) LSTM autoencoder

Figure 5.8: Predictions of fault 2.
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(a) VAR (b) MLP

(c) LSTM (d) LSTM autoencoder

Figure 5.9: Predictions of fault 3.

Model AUC F1-score Accuracy Precision Recall

VAR 0.952 0.821 0.909 0.945 0.725
MLP 0.971 0.953 0.972 0.910 1.000
LSTM 0.961 0.915 0.949 0.882 0.951

LSTM autoencoder 0.994 0.986 0.992 0.973 1.000

Table 5.2: Metrics comparison of each model.

In Table 5.2 are summarised the principal metrics relative to each model.
The results show that all machine learning-based models achieve an F1 score
above baseline. Both MLP and LSTM achieve good results despite the lower
complexity, however the LSTM Autoencoder outperforms all models in every
metric.

An interesting observation can be extrapolated from the representations
in Figure 5.7, Figure 5.8 and Figure 5.9. The LSTM Autoencoder is able to
discriminate between anomalies and normal behaviour with a much greater
margin than the other models. For example, by analysing incident number
two (Figure 5.8), all models were able to identify the fault correctly. However,
in Figure 5.8d, the mean MSE of the anomaly datapoints is three times higher
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than the mean MSE of the normal behaviour datapoints. In contrast, for
the other models, this difference is much more subtle. Therefore, it can be
assumed that the LSTM autoencoder has greater confidence in identifying
faults.

Single models vs general model

One of the research questions were focused on the generalisation capability of
the model. The hypothesis of using a single model for the prediction of faults
on different pumps would bring advantages in terms of necessary resources
and scalability. Therefore, two different approaches were tested:

• Build a specific model for each pump: each model was trained and
tested using only data from a specific centrifugal pump

• Build a generic model: the model was trained and tested with an ag-
gregation of all available data

The experimental results of the two approaches, shown in Table 5.3, sup-
port the hypothesis of a single generalised model, given the comparable per-
formances.

Model Specific models General model

VAR 0.842 0.821
MLP 0.960 0.953
LSTM 0.921 0.915

LSTM autoencoder 0.991 0.986

Table 5.3: Performance comparison between specific and generic models,
based on the F1 score.

5.5 Technologies used and deployment

The project has been developed in Python, exploiting Tensorflow [8] and
scikit-learn [7] for the models. The data preprocessing has been performed
using pandas [4] and NumPy [3] libraries.

The final model has been deployed on SAP Data Intelligence [6]. The
system consist of the following three pipelines:

• A preprocessing pipeline which deal with data collection, aggregation
and preprocessing.
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• A training pipeline focused on the training, validation and test of the
models.

• An inference pipeline which produce real-time predictions of possible
failures, exploiting the previously trained model. This service is acces-
sible via API.

The predictions are updated automatically every hour with real-time data
and a visualisation dashboard is accessible to specialised personnel through
a PowerBI [2] interface.



Chapter 6

Discussion

This chapter focuses on the interpretation of the results obtained by answer-
ing the research questions presented in the Introduction section.

RQ1. Which model is capable of identifying faults with greater ac-
curacy?

As shown in the previous chapter, the model that achieves the best
performance is clearly the LSTM autencoder. The solution is unques-
tionably more complex than the others presented in this research, how-
ever precision and recall are essential for this type of application. As
stated above, precision is defined as the fraction of relevant instances
among all retrieved instances while recall is the fraction of retrieved
instances among all relevant instances and a high value ensures a low
probability of false negative. High precision ensures a low probability
of false positives and a high recall ensures a low probability of false
negative. Both metrics are equally important: a high false-positive
rate could lead to unwanted checks on a perfectly functioning pump,
with consequent waste of time for specialist technicians. Likewise, a
high false-negative rate means a possible late detection of faults, which
could lead to a critical economic loss. In addition, as explained in sec-
tion 5.4, the LSTM autoencoder appears to have more confidence in
identifying faults.

RQ2. Is the data available enough to build a reliable model?

The model presented in this thesis shows promising results, with high
levels of precision and accuracy. However, the scarcity of faults makes
difficult to assess the reliability of the model. A test phase is, therefore,
necessary over the next few years, combining the proposed system with
the traditional techniques implemented for identifying faults.
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RQ3. Is it possible to train a generalised model capable of identify-
ing failures on different machines?

As demonstrated by the results, it is possible to create a generalised
model that maintains high levels of performance. The difference be-
tween the two methodologies, in terms of F1 score, is negligible com-
pared to the advantage related to generalisation. However, the results
obtained are limited by two non-negligible factors:

1. The low availability of data and faults: the results were obtained
on a limited sample of data, requiring a future verification of the
results.

2. The machines considered are part of the same production line: the
similar environmental conditions of the machines could reduce the
differences between the generalised model and the specific ones.
Further analyses are needed to assess the feasibility of a gener-
alised model valid for each pump in the plant. However, being
able to create only one model for each production line would still
be an advantage for the company.



Chapter 7

Conclusions

This chapter summarises the results obtained during this research and draws
several conclusions. Furthermore, the limitations of this study and possible
future research directions are described.

7.1 Research summary

A predictive maintenance solution based on machine learning has been pre-
sented. Several researches and implementations were analysed to find the
solution that best fits the data. Given the scarcity of accidents that occurred
in the time period under consideration, it was decided to create a model
capable of predicting the normal behaviour of the pumps and identifying
possible anomalies by exploiting the forecasting error. Four different forecast
models were compared, a Vector Autoregression, a Multilayer Perceptron, a
Long Short Term Memory and a Long Short Term Memory Autoencoder.
Although all models performed well, the LSTM autoencoder achieved the
best results. Furthermore, the possibility to create a generalised model has
been proved, allowing to identify anomalies on different centrifugal pumps
with a single solution. However, due to the limited availability of data, an
extensive reliability testing of the model on future failures is advisable.

7.2 Limitations of the study

As stated in the previous section, the greatest limitation of this research is
related to the low availability of faults data. However, this is an intrinsic
problem in the research field, working with machines that have a very low
probability of failure. Thus, several years are needed to collect enough data
to allow the development of a reliable and robust model.
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7.3 Suggestions for further research

As more data and fault become available, the following improvements can be
evaluated and implemented:

• Faults classification: The model could be improved by adding the
ability to classify the type of incident identified, reducing the time
required to correct the problem.

• Dynamic time windows: given the different nature of each accident,
for each type of fault should be found an optimal time window.

• Generalised model for several pumps: as stated in the third re-
search question, further analysis and tests should be performed to eval-
uate the feasibility of a generalised model.

• Data augmentation: possible solutions to increase test data (such as
GANs or simulators) should be researched.
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