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April 16, 2021

This work is licensed under a Creative Commons

Attribution-NonCommercial-ShareAlike 4.0 International License:

http://creativecommons.org/licenses/by-nc-sa/4.0/.

http://creativecommons.org/licenses/by-nc-sa/4.0/


To Gema, Pablo, Samuel,
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The purpose of this work is to show artificial neural networks in such a way it helps
the reader to understand and use this machine learning discipline. To this end, the
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mainly relied on numerical calculus and algebra. The most remarkable milestones
that ease the understanding of further models are reviewed, starting from the most
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Chapter 1

Introduction

Specialists in the human brain, from neurologists to psychologists, and philosophers
have all examined the concept of intelligence in depth. One of the many possible
definitions of intelligence is a system’s ability to adapt its behavior to achieve goals
in different environments [Fog05]. This definition covers some important aspects or
features of intelligence. First of all, it is a system’s ability, a very general capabil-
ity of the mind or other, maybe, artificial systems. To adapt its behavior involves
not a single mental process but rather a combination of many mental processes like
learning, planning, reasoning, or thinking. To achieve goals means that mental or in-
telligence processes are directed toward an end, i.e., solving problems or overcoming
obstacles. Finally, the term in different environments considers that intelligence is
not narrow, regarding a specific task or problem, but wide to the effective adaptation
to the environment.

Scientific progress generally assumes that intelligence is a product of the brain’s
mental capacities. This approach to intelligence means that there exists a ”hard-
ware”, a biological process, that produces intelligence. Therefore, it will be possible
in the future to build a wide-intelligence machine by constructing an artificial brain.
Then, intelligent machines might develop intelligence, which would rapidly overcome
humans abilities, referred to as singularity. However, it is still not known precisely
what mechanisms govern thought processes. There is still neither definitive an-
swer to questions like how intelligence emerges from mental processes, or just how
memory works.

Since we do not know what intelligence is, there is a lack of definition for ar-
tificial intelligence, although there are some brave attempts. Moreover, we do not
know if there are some kinds of intelligence that we do not know yet, but a ma-
chine would be able to exhibit. At the moment, the best we can do is to recognize
intelligence using, for example, the Turing test originally called the imitation game
[Tur50]. Its general purpose is to check whether or not we can distinguish be-
tween intelligent behavior coming from a machine or a person. Therefore, instead
of using AI to stand for artificial intelligence, we might use A?. We can only say
that artificial intelligence is a subfield of computer science that focuses on how ma-
chines can imitate intelligence. This affirmation rephrases what Merriam-Webster
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CHAPTER 1. INTRODUCTION Artificial neural networks

(https://www.merriam-webster.com) defines as artificial intelligence: 1. A branch
of computer science dealing with the simulation of intelligent behavior in computers;
and 2. The capability of a machine to imitate intelligent human behavior. From
this point of view, artificial intelligence studies how machines can be human-like
rather than becoming human. This definition has been evolving from 1956 when
John McCarthy first coined it. He invited a group of researchers to a summer work-
shop called the Dartmouth Summer Research Project on Artificial Intelligence to
clarify and develop the concepts around “thinking machines”. This term included
fields related to cybernetics, automata theory, and complex information process-
ing. The proposal for the conference said: “The study is to proceed on the basis
of the conjecture that every aspect of learning or any other feature of intelligence
can in principle be so precisely described that a machine can be made to simulate
it...”[Kli11; Mar18].

During this short history, this discipline has branched out into several quite dif-
ferent domains. Of all of these, this work focuses on artificial neural networks, under
the more general discipline of machine learning. Arthur Lee Samuel coined the term
machine learning as a field of study within artificial intelligence that provides com-
puters the ability to learn without being explicitly programmed [Sam59]. Machine
learning is well suited for problems for which existing solutions require a lot of hand-
tuning or long lists of rules, complex problems for which there is no right solution
at all using a traditional approach, fluctuating environments that need to adapt to
new data, or discovering patterns or knowledge about complex problems and large
amounts of data [Gér19].

Machine learning systems learn from data representing the experience to per-
form a specific task. Therefore, learning is their central process, which consists of
setting up, tuning, or finding out a configuration for modifiable components that
are responsible for the intelligent system success or failure. The aim of the learning
process is not only to fit the available data but also to apply what has been learned
to predict future events accurately, referred to as generalization.

An artificial neural network is a graph-like bio-inspired machine learning system
composed of a set of processing elements, units, or (artificial) neurons intercon-
nected by weighted connections. Figure 1.1 shows an example. The set of synaptic
weights of the connections between neurons or parameters corresponds to the set of
modifiable components in a machine learning system that set up its behavior. The
learning process performs, from a training dataset, changes in the weights to adapt
the responses of the neurons and achieve the expected network behavior gradually:
to fit the dataset. The final set of parameters is a solution to the problem, which
goal is to achieve the generalization of the neural network, i.e., to provide correct
answers to unseen data, not included in the training dataset.

1.1 Types of learning

Learning algorithms are often divided into four main categories according to the
amount and type of supervision they get during training: supervised, unsupervised,
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CHAPTER 1. INTRODUCTION Artificial neural networks

Figure 1.1: An artificial neural network as a set of interconnected units.

semi-supervised, and reinforcement learning.

• Supervised learning means that the training dataset fed to the algorithm in-
cludes the desired or target outputs. This way, the learning algorithm can
compare its (computed) output with the target to calculate an error measure
and adjust the components of the model accordingly. The learning algorithm
produces an inferred function to make predictions about the output values for
any new input after sufficient training. Typical examples are classification or
regression tasks.

In classification, the target outputs correspond to labels representing cate-
gories. For example, the Iris flower dataset [DG17] is a very well-known dataset
containing 150 instances labeled with three different classes of Iris plants. Each
instance comprises four input variables or attributes to predict the type of
plant. A supervised machine learning algorithm can use this dataset to learn
how to classify iris plants from their attributes.

In regression, the target outputs are numerical values. For example, the Cal-
ifornia housing prices dataset [PB97; Gér17] contains about 20,000 instances
corresponding to California districts. Each instance includes nine attributes
regarding some summary stats about the houses of the district, and the nu-
merical target value corresponds to the median house value of the district.
A regression problem that a supervised machine learning algorithm can solve
consists of calculating the median house value given the input attributes for a
district.

• Unsupervised learning involves a training dataset that does not include the
target output. The data is neither classified nor labeled previously. Instead,
unsupervised learning finds out patterns or hidden relationships between the
data. For example, a cloud photo storage may use unsupervised machine
learning to infer whether or not two images are similar, e.g., correspond to
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CHAPTER 1. INTRODUCTION Artificial neural networks

the same person, to classify them in the same or different categories (albums),
respectively.

• Semi-supervised learning usually deals with a large amount of unlabeled data
and a little bit of labeled. It executes a combination of unsupervised and
supervised learning algorithms. The unsupervised part of the algorithm clas-
sifies or discovers data patterns while the supervised part requires external
and skilled resources. Going back to the example of the cloud photo stor-
age, once the pictures have been classified in an unsupervised way, typically
a large amount of them, the system asks the user to label each class, which
corresponds to the little bit of labeled data for the supervised part involv-
ing external resources. This way of operation improves the accuracy of the
intelligent system considerably.

• Reinforcement learning simulates one of the learning processes that some an-
imals can accomplish. The software agent receives information from the envi-
ronment, select, and perform actions. If the action selected is positive to solve
the task or gets closer to the solution, then the agent gets rewards in return.
Otherwise, the agent receives penalties (negative rewards). Therefore, the trial
and error search is one of the most relevant characteristics of reinforcement
learning. The agent must learn by itself the best policy to select such action in
any scenario that maximizes the rewards over time. Typical examples where
reinforcement learning fits well is in videogames. A machine can learn how
to play; let us say, Pong, by discovering the rewards or penalties taken from
the actions performed on the game. At the beginning of the game, the agent
surely selects actions at random, most of them unsuccessfully. However, if the
agent gets a positive reward as the result of an action, then the agent will learn
to take the same action in a similar situation. After a while, the system will
select again, likely at random, the right action again for a different scenario.
This new situation-action-reward relationship will also be learned, and so on.
After some time playing Pong, the agent will be able to play the game per-
fectly. OpenAI shows an example of the application of reinforcement learning
techniques to train a human-like robotic hand to manipulate the Rubik’s cube
(https://openai.com/blog/solving-rubiks-cube/).

1.2 Overview of the history of neural networks

These lecture notes overview the history of artificial neural networks, depicted in Fig-
ure 1.2, considered as an evolutionary process, from the first mathematical models
of cells to the current techniques involved in deep learning. This approach permits
learning the most basic models from which real-world problem solvers rely on. The
evolutionary story about neural networks presented in these notes starts in 1943
with McCulloch & Pitts’ cells [MP43]. These artificial neurons represent the first
mathematical model of a neuron, still present in some current designs. Neverthe-
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CHAPTER 1. INTRODUCTION Artificial neural networks

less, they neither include a learning algorithm nor can be aggregated to constitute
a network.

Rosenblatt designed the Perceptron [Ros58] in 1958. A perceptron is a machine
with adaptive behavior capable of recognizing patterns. It is so reliable that it is
still used today in its original form or with just a few changes. The perceptron has
a learning rule called self-association, where the stimulus and the response unit are
associated with the action of the inputs. Widrow and Hoff worked on physical cell
models to develop learning paradigms and, in 1959, developed ADALINE (ADAp-
tive LInear NEuron) [Wid59; WH60]. ADALINE is an adaptive system capable of
learning very quickly and extremely accurate. This system uses a straightforward
and elegant supervised learning mechanism that does not stop until the error is 0.
The ADALINE learning algorithm is called the Delta rule or least mean squares
(LMS). The generalization of this rule led to the development of the error gradi-
ent backpropagation learning algorithm, which can be used to train artificial neural
networks with intermediate layers of neurons and is currently the central learning
algorithm in deep learning [Sch15]. ADALINE was the first neural network to be
applied to a real-world problem, as they were used as adaptive filters to eliminate
echo and noise in commercial telephone lines [Wid59].

This first era covers up to 1969 when Minsky and Papert published their book
Perceptrons [MP69]. Then, research into artificial neural networks went into a steep
decline and stagnated for almost 20 years. This publication demonstrated the recog-
nition learning limitations of perceptrons: they can not solve non-linear classification
problems, being the binary exclusive-OR gate (XOR) one the most simple examples.
Minsky and Papert analyzed multilayer neural systems and demonstrated that they
would be much more compelling than the perceptrons. They failed, however, to find
a learning algorithm for these systems, because they could not fathom out how to
control the model in the intermediate layers. The shortage of learning algorithms,
underlying theories, new ideas, and adequate hardware, led to a severe slump in ar-
tificial neural networks research. The scientific community threw its weight behind
symbolic artificial intelligence, especially knowledge representation and heuristics,
which was achieving a lot of promising results at the time.

The revival of artificial neural networks came about mostly thanks to the work
of Rumelhart and McClelland, who joined forces to set up the PDP (Parallel Dis-
tributed Systems) group. Their work culminated in the publication of the famous
two-volume book Parallel Distributed Processing: Explorations in the Microstructure
of Cognition in 1986 [RMG86]. This book presented neural networks from several
viewpoints and also proposed an interactive activation model. The chapter titled
Learning Representations by Backpropagating Errors proposed the application of the
error gradient backpropagation learning algorithm [Lin70; Lin76; Gri12], or gener-
alized delta rule, on artificial neural networks. This algorithm solved the problem of
training neural networks with any number of hidden layers, which was a substantial
incentive for the field of connectionist artificial intelligence, as these networks could
now solve more complex problems.

This second era of artificial neural networks extends into the late 1990s. The
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Figure 1.2: Summary of the history of artificial neural networks. From artificial cells
to deep learning.

lack of computational resources and digitized data solely permit the solution of toy
problems that require small datasets and shallow neural networks. These facts and
various overly-optimistic individuals who exaggerated the immediate potential of Ar-
tificial Intelligence broke expectations and angered investors. Again, the scientific
community loses interest in such machine learning techniques, referred to as sub-
symbolic, in favor of the symbolic knowledge representation. The term subsymbolic,
in contrast to symbolic, reveals the main disadvantage of artificial neural networks:
they are not capable of explaining the reasoning or inference process followed to
achieve a result.

At the beginning of the 21st century, computers became faster at processing data,
and graphic processing units (GPU) were employed for vector computation besides
image processing. Computational power sped up by 1000 times over ten years.
Companies and public administration were also digitizing their data: documents,
music, pictures, movies. Therefore, large datasets became available. Besides these
advances, what triggers the end of the second gap in the history of artificial neural
networks is the publication in 2006 and 2007 of learning improvements for many-
layered feedforward neural networks [HOT06; Ben+07; Ran+07]. These large neural
networks are nowadays referred to as deep artificial neural networks, as opposed to
shallow nets, and deep learning as comprising machine learning models composed
of multiple processing layers that can learn representations of large datasets with
multiple abstraction layers [LBH15].

Throughout this summary of artificial neural networks, one can devise two main
fields in artificial intelligence that alternate in importance like a swinging pendulum:
symbolic and subsymbolic intelligent systems. Symbolic intelligent systems base on
formal languages to represent knowledge explicitly, e.g., rules. For each knowledge
representation language, there exist inference engines that perform a reasoning pro-
cess from the inputs provided to achieve a result that can be explainable in terms of
the formal language employed. In turn, subsymbolic intelligent systems like artificial
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neural networks do not represent knowledge explicitly but encode it into numeri-
cal parameters. These intelligent systems are usually bio-inspired and learn from
numerical examples by adjusting the parameters using numerical algorithms that
minimize an error function.

Symbolic intelligent systems reason while subsymbolic usually solve problems
that are intuitive for humans like navigation, classification, or recognition. Nobel
Memorial Prize in Economic Sciences laureate psychologist Daniel Kahneman states
that the human mind includes two systems: one intuitive and fast, which barely
consumes energy, and another one who is rational, analytic, and consumes energy,
therefore, lazy [Kah11]. The intuitive system solves problems accurately and fast
when we are experts on the problem domain — for example, recognizing relatives,
driving for those used to, diagnosing specific types of diseases for specialized doctors,
and so on. The rational system is slow but can perform reasoning processes to solve
complex problems or unusual situations. For example, after playing many chess
games, one can make the initial movements intuitively, but after several turns, we
need to make some reasoning processes before making up a choice.

There might be a parallelism between the two types of artificial intelligent sys-
tems, i.e., symbolic and subsymbolic, and the human mind, i.e., rational and intu-
itive, respectively. In the same way, as rational and intuitive systems in mind coop-
erate to solve a wide variety of problems, coupling the usually separated symbolic
and subsymbolic intelligent systems may develop the future of artificial intelligence
to achieve a wide artificial intelligence.
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Chapter 2

Foundations of artificial neural
networks

Artificial neural networks process the input data to get an expected response. The
data processing procedure depends on a range of structural and functional network
characteristics. Many different neural networks follow very different philosophies on
design, topology, learning rules, and response building functions. The first division
can be made depending on the direction in which the data flow around the network
into feedforward neural networks and recurrent networks.

Feedforward neural networks are the topology under study in these lecture notes.
They compute the responses starting from the inputs by moving the data in one
direction only: forward. These networks are organized into layers. Each layer groups
a set of neurons that receive data from the neurons of the previous layer and send
outputs to the neurons in the next layer. There are no connections between neurons
in the same layer. Feedforward networks have at least one input layer composed of
neurons that receive the network input signals and one output layer, composed of
one or more neurons that send the network response to the outside. There may be
optionally one or more intermediate layers between the input and the output layers,
referred to as hidden layers [SRS09]. Information can only move in one direction in
networks with this structure: from the input neurons to the output neurons, passing
through each one of the hidden layers just once.

Figure 1.1 shows an example of a feedforward neural network with three neurons
in the input layer (yellow), four neurons in each of the two hidden layers (blue and
green), and one neuron in the output layer (pink). The notation for this neural
architecture is [3− 4− 4− 1].

These networks process information within a time slice that is equal for all the
possible input signal configurations. Because there are no connections between neu-
rons in the same layer, there is no wait while the neurons interact with each other.
These networks, once trained, are fast at making calculations so that they can be
easily embedded in mobile devices.

Feedforward neural networks with a single hidden layer are universal approxi-
mators under some smooth conditions [Hor91], although there is empirical evidence
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CHAPTER 2. FOUNDATIONS Artificial neural networks

(a) A recurrent neural network with just one
neuron.

(b) A general recurrent neural network.

Figure 2.1: Recurrent neural networks.

suggesting that neural networks with several hidden layers are better adapted to
learn functions [BDM18].

Deep feedforward neural networks have long casual chains (paths)of connections
throughout neurons, each of which transforms the aggregate activation of the net-
work. It is generally assumed that feedforward neural networks with at least three
hidden layers are deep. On the contrary, shallow or wide feedforward neural net-
works have short such paths, i.e., less than three hidden layers.

Recurrent neural networks more closely mimic the structure of the brain, where
neurons are not grouped in layers. In turn, each neuron can connect to any other, as
shown in Figure 2.1. Figure 2.1a presents a recurrent neural network with just one
neuron and a more general structure in Figure 2.1b. Neurons receiving a signal from
the outside may initially take on particular activation states, from which sending
a response to other neurons. The outputs of these neurons may then influence the
previous ones, forcing them to adopt a different activation state. This process is
enacted successively until all the neurons reach a stable state. A stable state is one
in which there are no changes in the output of any neuron. Therefore, when the
neural network receives input data, each neuron will calculate and likely recalculate
its state several times. The main drawback of this kind of neural networks is that
there is no way of knowing how long it will take to reach a stable state. Since
the length of the path from the input to the output is infinite in recurrent neural
networks, they are all deep.

2.1 Components of feedforward neural networks

The artificial neuron, also called node, unit, processing element, or just neuron, is an
element i that receives data from multiple inputs X, processes the data received, and
sends out a single output or response yi that is transmitted identically to multiple
neurons. yi can take discrete values, for example, yi = {0, 1} for binary classification,
or can also take a continuous interval of values, like yi = [0, 1], for regression.
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Figure 2.2: The artificial neuron.

Figure 2.2 shows the general scheme of a neuron i receiving an input data vector
X of dimension nx, X

T = (x1, x2, ..., xj, ..., xnx), and sending the response yi. xj
represents the jth input coming from the neuron j in the previous layer.

Figure 2.3: Two connections: from the neuron j in the previous layer `−1 to neuron
i in the current layer `, and from the neuron i to neuron k in the next layer `+ 1.

The synapse between two neurons is a directed connection from neuron j in the
previous layer `− 1 to another neuron i in the current layer `. Neuron j transmits
information to neuron i; never the other way around. There may also exist the
connection between the neuron i in the current layer ` and the neuron k in the
following layer `+ 1. Figure 2.3 shows this connection scheme. Note that indices j,
i, and k correspond to neurons in layers `− 1, `, and `+ 1, respectively.

The synaptic weight or just weight is a crucial concept. Weights are numerical
values used to weight the signals communicated through the connection. A large
weight, either positive or negative, means that the data communicated through the
connection makes a significant contribution to the new state of the receptor neuron,
and, conversely, a weight close to zero means that the data communicated to the
receptor neuron has no influence. The synaptic weight of a connection between
neuron j and neuron i is denoted wij, where neuron i receives the information that
neuron j sends from the previous layer. Figure 2.4 shows on the left the weight
wij of the connection between the neurons j and i. This figure also presents on the
right the set of nx weights {wi1, wi2, ..., wij, ..., winx} of the connections between an
nx-dimension input layer and neuron i.

The set of weights of a neural network are the parameters of the machine learning
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system that the learning process adjusts to exhibit the expected or desired behavior:
to fit the dataset. The set of weights between two adjacent layers ` − 1 and ` is a
vector if there is just one neuron in `, as shown in Figure 2.4, or a matrix if there is
more than one neuron. In any case, it is called kernel and is denoted as W [`].

Figure 2.4: On the left: a synaptic weight wij between neurons j and i. On the
right: the set of weights from the input layer to neuron i.

The total net input or just net of a neuron i denoted as neti is the total input
received by the neuron i multiplied by its weights:

neti =
nx∑
j=1

wijxj,

where nx is the number of neurons in the preceding layer or the dimension of the
input vector, and xj represents the output of each neuron j in the previous layer
`− 1. The expression

∑nx

j=1wijxj = 0 is the equation of a straight (or a hyperplane)
that passes through the origin of coordinates. Therefore, it is necessary to add a
bias or offset to move the straight beyond this point, resulting:

neti =
nx∑
j=1

wijxj + bi. (2.1)

The bias is a weight between an added neuron 0 that always outputs 1 in the
preceding layer ` − 1, and the neuron i in the current layer ` noted as bi or, more
generally, wi0. The bias belongs to the set of neural network parameters that the
learning process also adjusts. Only the hidden and output neurons have a bias since
the input neurons do not perform any calculus. They only feed the following layer,
either the first hidden layer or the output layer, with the input vector X.

The calculus of neti can include the bias explicitly, as in (2.1), or represented as
the weight wi0:

neti =
nx∑
j=0

wijxj. (2.2)
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Figure 2.5: neti and bias.

In this case, j starts from 0, being x0 the added neuron that always outputs 1, and
therefore x0 = 1.

Figure 2.5 summarizes the calculus of neti for a neuron i considering the bias bi
explicitly. (2.1) and (2.2) also have a vector form, neti = W [`]X + bi and neti =
W [`]X, respectively. The latter suggests that W [`] includes bi or wi0. X is the output
vector coming from the neurons in the previous layer `− 1 or the input vector.

The activation is the neuron level of excitation, calculated by an activation func-
tion f applied on the net of that neuron neti. The neuron activation is usually the
output yi that the neuron i in layer ` sends to the neurons in the following layer
`+ 1. Therefore:

yi = f(neti); yi = f(
nx∑
j=1

wijxj + bi). (2.3)

The activation function is the same for all neurons in the same layer `, but it may
be different for neurons in different layers. Figure 2.6 shows a neural network with
two hidden layers. It contains three kernels: W [1] is a 3x2 matrix, W [2] a 2x3 matrix,
and W [3] is a row vector of dimension 2 or a matrix of dimension 1x2. There are also
three different activation functions for each of the two hidden layers and the output
layer: f [1], f [2], and f [3]. This figure also shows the input vector XT = (x1, x2) and
the output y. Note that the input neurons are not represented as green circles to
highlight the fact that they do not make any calculus but passing the input vector
on the first hidden layer.

2.2 Neural network dynamics

Given a neural network with a set of weights grouped in kernels already trained
by a learning algorithm, each time the network receives an input vector XT =
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Figure 2.6: Kernels and activation functions of a [2−3−2−1] full connected neural
network.

(x1, x2, ..., xj, ..., xnx), it calculates the output Y T = (y1, y2, ..., yi, ..., yny) without
adjusting any weight. The calculations involved in this process, referred to as neu-
ral network dynamics, is the regular operation of a neural network in production.
The procedure of calculating the output from an input does not require extensive
computing power. Neurons in the layer next to the input calculate their outputs
by the sum of the inputs X multiplied by the weights of the connections to obtain
the net and then apply the activation function f . Once these neurons have finished
these calculations, they send the outputs to the neurons in the following layer, which
take them as inputs to calculate their new outputs. This process is repeated until
the output layer is reached, whose neuron outputs correspond to the neural network
output vector Y .

It is noteworthy that neurons in the same layer can work in parallel since they
do not depend on each other to calculate the outputs. However, they have to wait
for all the outputs to be ready from the previous layer.

Let us suppose the neural network of figure 2.6 as an example to calculate the
output Y , in this case, the scalar y since there is just one output, from an input
vector XT = (x1, x2).

First, the three neurons of the first hidden layer, noted as neurons 1, 2, and 3,
starting from the top, can calculate their outputs y

[1]
1 , y

[1]
2 , and y

[1]
3 , respectively,

following (2.3) as:

y
[1]
1 = f [1](w

[1]
1,x1

x1 + w
[1]
1,x2

x2 + w
[1]
1,0),

y
[1]
2 = f [1](w

[1]
2,x1

x1 + w
[1]
2,x2

x2 + w
[1]
2,0),

y
[1]
3 = f [1](w

[1]
3,x1

x1 + w
[1]
3,x2

x2 + w
[1]
3,0).

(2.4)

f [1] is the activation function of the first hidden layer, w
[1]
i,xj

denotes the weights of
the connections from the inputs x1 and x2 to each of the three hidden neurons, and
w

[1]
i,0 represents the biases b

[1]
1 , b

[1]
2 , and b

[1]
3 . Figures 2.7a, 2.7b, and 2.7c represent

these operations graphically.
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(a) Output of neuron 1. (b) Output of neuron 2.

(c) Output of neuron 3. (d) Output of neuron 4.

(e) Output of neuron 5. (f) Output of neuron 6, y.

Figure 2.7: Neural network dynamics.
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Once y
[1]
1 , y

[1]
2 , and y

[1]
3 are calculated, the neurons of the second hidden layer,

noted as 4 and 5, receive these values as their inputs to calculate the outputs y
[2]
4

and y
[2]
5 . Again, applying (2.3):

y
[2]
4 = f [2](w

[2]
4,1y

[1]
1 + w

[2]
4,2y

[1]
2 + w

[2]
4,3y

[1]
3 + w

[2]
4,0),

y
[2]
5 = f [2](w

[2]
5,1y

[1]
1 + w

[2]
4,2y

[1]
2 + w

[2]
5,3y

[1]
3 + w

[2]
5,0).

(2.5)

Finally, the last neuron, noted as 6, can calculate the output of the neural
network y as:

y = f [3](w
[3]
6,4y

[2]
4 + w

[3]
6,5y

[2]
5 + w

[3]
6,0). (2.6)

Note that the super-indices [`] in the equations above are for the sake of clarity.
Still, they can be omitted since the sub-indices represent both the neuron and the
layer undoubtedly: neurons 1, 2, and 3 belong to the first hidden layer [1], neurons
4 and 5 are in the second hidden layer [2], and neuron 6 is the output [3]. Figure 2.7
represents these operations graphically without the super-indices. It is also common
to consecutively number the neurons for each layer independently, starting from the
neuron one on top or from left to right in a vertical representation of the model
where the input neurons are at the bottom. In this case, there may be doubts about
the location of the neurons. Then, using the super-indices [`] is mandatory.

2.3 Preparing and cleaning the dataset

One of the primary features of artificial neural networks is learning to perform a
specific task from a set of examples. Therefore, a dataset composed of inputs and
target outputs for supervised training must be available. Having a large and general
dataset to cover all possible scenarios is crucial for neural network training success.

Today, there are a lot of public repositories from which it is possible to download
a dataset to work with machine learning systems in general and artificial neural
networks in particular, such as the UCI Machine Learning repository (https://
archive.ics.uci.edu/ml/index.php, Kaggle (https://www.kaggle.com), which
also offers machine learning competitions, and OpenAI Gym (https://gym.openai.
com), more specialized in video games, to name a few.

The data from the dataset file downloaded from a public or private repository
is not usually ready to feed a neural network. This dataset is often referred to as a
raw dataset, which needs a preparing and cleaning procedure to become the dataset
that the neural network must fit. Some of the usual actions to undertake on a raw
dataset may be the following.

To check and solve missing values. Some of the raw dataset variables may have
missing values, not-available (na), or not-a-number (nan) entries in some of the
instances. A neural network cannot process such missing data when reaching the
input neurons. An easy solution is to drop out those instances with missing values
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when there are enough data available. Alternatively, it is possible to try interpolation
or induction techniques to fill the gaps.

If there are not enough examples for a specific class or qualitative value of a
variable, a neural network cannot generalize. For example, classifying input feature
vectors into cars or trucks needs many instances describing both cars and trucks. A
solution might be applying data augmentation techniques.

To encode discrete qualitative data. A neural network cannot take input values
that are not numbers but linguistic terms. Therefore, these terms must be translated
into numbers. The one-hot-encoding method is a technique employed to codify the
output categories in a classification problem.

To shuffle the dataset so that it is not ordered under any criteria. This action
prevents the training process from biasing. During this process, beware not to alter
the input-output matching.

2.3.1 Re-scaling inputs

Re-scaling the input variables or attributes within similar ranges is a good decision
that helps the training process. Different features usually come in different scales.
For example, if the neural network task is to estimate house prices from its age and
number of bedrooms, the first variable might take values in [0, 100], while the second
in [1, 6]. This scale difference makes the inputs to be unbalanced, which hinders
the training process. The solution is to re-scale each attribute individually for the
entire dataset. There are two main approaches: min-max scaling and normalization
or standardization.

Min-max scaling re-scales each attribute values within a range so that the min-
imum value corresponds to the lower bound of the range, and the maximum value
matches the upper bound. Typical ranges are [−1, 1] and [0, 1]. For an [a, b] range,

the formula to re-scale the pth exemplar v
(p)
i of the ith input variable vi is the fol-

lowing:

x
(p)
i = a+

(v
(p)
i − vimin)(b− a)

vimax − vimin
,

where vimax and vimin are the maximum and minimum values, respectively, that the
input variable vi takes in the dataset.

The primary advantage of using this approach is that ∀i, p, x
(p)
i ∈ [a, b]; all

values x
(p)
i are within the range [a, b]. However, it is very sensitive to outliers. If

the maximum is too far from the mean, then the re-scaled values move toward the
lower bound of the scaled range. Conversely, if the minimum is too low regarding
the mean, then the re-scaled values are accumulated in the right-hand side of the
scaled interval.

The normalization approach deals with the outliers present in the dataset, but
it does not assure that the scaled values are within a fixed range. It moves each
variable vi until it has zero mean and normalizes the variance to one. It comprises
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two steps: first, it calculates the mean value for each attribute µi and subtracts the
mean to each value v

(p)
i to get a zero-mean distribution. For a P -sized dataset:

x
′(p)
i = v

(p)
i − µi,

where

µi =
1

P

P∑
p=1

v
(p)
i .

Then, it calculates the variance σ2
i on x′i to get the final re-scaled values:

x
(p)
i =

v
(p)
i − µi
σ2
i

,

where

σ2
i =

1

P

P∑
p=1

(x
′(p)
i )2.

Note that the formula above does not substract the mean because it is zero.

2.3.2 Splitting the dataset

By the late 1990s, the end of the second era of artificial neural networks, it was
common practice to split the dataset approximately 70% for training purposes and
30% to test the trained neural model. The purpose of the training dataset is to
adjust the parameters (weights and biases) during the training process, while the test
dataset allows checking whether the neural network can generalize, i.e., it provides
accurate results to unseen data or data not present in the training process.

It is also possible to break down the dataset into three partitions: training,
development or validation, and final test sets. The development test set, or simply
the dev set, is not involved in the training process and has a double goal. First,
it validates the neural network against unseen data. Second, it is also employed to
tune the network hyperparameters as the number of layers, or neurons per layer,
to name two of the already known. The final test set is never presented until the
neural model is tuned to predict how it would fit the problem when putting it into
a production environment. Having available 100, 1,000, or even 10,000 exemplars,
a partition of 60%, 20%, and 20% for training, dev, and final test sets, respectively
(60/20/20% for short) were good choices in the 90s.

Constructing a neural network involves many hyperparameter decisions, making
it impossible to set all of them in the first attempt correctly. Therefore, achieving a
good neural network to solve a problem is an iterative process on the training and
dev test sets to adjust the parameters and tune the hyperparameters, respectively.
It starts from an initial configuration and, based on the results achieved in either
training or dev, refine the hyperparameters or change the algorithms involved to find
a better neural network until reaching the final model. Then, the final test set checks
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the network reliability with exemplars never previously seen in the construction
process.

One of the milestones that ease the arrival of deep learning is the availability of
large datasets, which permit neural networks to solve complex real-world problems.
Now, a dataset may comprise a million examples or more. Still, partitioning the
dataset into the three subsets is commonly considered the best practice to deal with
such large datasets. However, the trend is to have the dev, and final test sets much
smaller in percentage. If the dataset size is one million, then it should be enough
to have 10,000 instances to decide which algorithm performs better and another
10,000 to get an unbiased confidence estimate of how well the model will perform
in production. Therefore, a partition 98/1/1% is suitable for such a large dataset.
It is not unusual either to have more than a million examples, so a division of
99.5/0.25/0.25% might also be appropriate to tune and check the model reliability.
Finally, it is noteworthy to mention that the dev and final test sets must come from
the same distribution. For example, if the neural network is dealing with images,
then using high-quality images for development but blurry low res images for the
final test will make the neural model construction progresses slower or biased.
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Chapter 3

Early models

This chapter starts the history of artificial neural networks by the earliest neuron
and network models that still influence the most up-to-date neural networks. This
first era covers from 1943 with McCulloch & Pitts’ cells [MP43] as the first artificial
neurons that calculate the net input and apply an activation function to obtain the
output. Then, the Rosenblatt’s Perceptron [Ros58], a well-known artificial neural
network with a learning rule in 1958. Later on, the ADALINE [Wid59; WH60], an
artificial neural network with a linear activation function, still applied to regression
problems, and a learning rule referred to as Least Mean Square (LMS) or Delta rule
based on the gradient descent of the error function. This first era finished in 1969
when Minsky and Papert published their book Perceptrons [MP69], giving way to
the first gap in neural networks research when investigating this topic stagnated.

3.1 McCullloch & Pitts’ cells

McCulloch and Pitts proposed the first artificial neural model in 1943 in their article
titled A Logical Calculus of the Ideas Immanent in Nervous Activity [MP43]. This
neuron model receives an input vector XT = (x1, ..., xj, ..., xnx) to calculate a binary
output y. There are nx connections between the inputs and the neuron with an
associated weight each, W T = (w1, ..., wj, ..., wnx). The neuron then calculates the
net input as the weighted sum of the inputs. If the net is greater than or equal to
a threshold θ, then the unit outputs value 1. Otherwise, the output value is 0. The
expression to calculate the output y is the following:

y =

{
1 ⇐⇒

∑
j wjxj ≥ θ

0, otherwise.
(3.1)

Figure 3.1a shows a diagram of the McCulloch-Pitts neuron, where
∑

represents
the weighted sum of inputs to calculate the net input. Note that this very first model
of an artificial neuron already devises three essential concepts of current artificial
neurons:

1. The net input is the weighted sum of the inputs.
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(a) Neuron scheme. (b) Binary step activation function.

Figure 3.1: McCulloch-Pitts cells.

2. The bias is the threshold θ. Actually, (3.1) can be overwritten as:

y =

{
1 ⇐⇒

∑
j wjxj − θ ≥ 0

0, otherwise.

3. The activation function f . It is a binary step activation function with the
transition located on the parameter θ, as shown in Figure 3.1b.

McCulloch-Pitts cells neither can interconnect to each other to form networks
nor have a learning algorithm to adjust the weights {w1, ..., wj, ..., wnx}. Instead, the
designer must manually adjust the weights of the connections to solve a problem.
The binary step activation function involved means that this type of neurons classify
the input vectors into two categories, labeled as 0 and 1. Since the net input is similar
to (2.1), McCulloch-Pitts cells can only solve classification problems where the input
vectors are linearly separable by the straight

∑
j wjxj − θ = 0. The area above the

straight corresponds to class 1, and 0 below it.
Figure 3.2 shows two McCulloch-Pitts cells that solve the binary AND logic gate

in 3.2a and the NOT logic gate in 3.2b. In the case of the AND gate, both weights
w1 and w2 equal 1 and the threshold θ = 2. Under these conditions, the output is
1 only when both inputs x1 and x2 are equal to 1 since this is the only case when
the net input reaches θ: 1 · 1 + 1 · 1 = 2. The only change to make to this neuron to
solve the binary OR logic gate is to set θ = 1. In this case, when either x1 = 1 or
x2 = 1, the net input is 1, and the output is 1. If both are 1, then the net input is
2 ≥ θ, and, therefore, the output is also 1. The output is 0 otherwise.

The NOT logic gate in Figure 3.2b receives one input, x1 = 1 or x1 = 0, and
the output must be the complement. The only weight w1 is set to −1, and θ = 0.
When x1 = 1, then the net input is -1. Since it does not reach the threshold, the
output is 0. On the other hand, when x1 = 0, the net input is 0, which is equal to
θ, and, therefore, the output is 1.
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(a) Binary AND logic gate.
(b) Binary NOT logic gate.

Figure 3.2: Binary AND and NOT logic gates.

3.2 The Perceptron

The Perceptron is a pattern recognition device designed by Frank Rosenblatt in
1958 [Ros58]. After Turing’s B-type neural network [Tur50; CP00; Teu04], the
Perceptron is one of the first and most popular artificial neural network, whose name
is still employed to refer to multilayer feedforward neural networks as multilayer
Perceptrons (MLP). This neural network is capable of learning by an algorithm
called the Perceptron learning rule.

The Perceptron comprises a retina of sensory units on which an image is pro-
jected, a layer of associative units, and a layer of binary response units. The connec-
tions between the sensory and associative units are constant and remain unchanged
during the training period. On the contrary, the weights of the connections between
the associative and response units are modifiable according to the learning rule.

Using the current nomenclature, the Perceptron is a feedforward neural network
with an input layer receiving input vectors of real numbers that feed an output
layer that computes a binary output. Since the input layer does not make any
calculations, it is not truly a layer, and, therefore, the Perceptron is considered a
single-layered neural network.

Figure 3.3 shows a Perceptron with nx input neurons and one binary output,
which is the usual case. Each input vector XT = (x1, x2, ..., xj, ..., xnx) produces its
respective output value y ∈ {0, 1}:

y = f

(
nx∑
j=1

wjxj + θ

)
,

where f is the binary step activation function (the Heaviside step function), similar
to the one in Figure 3.1b, but with the edge located at net = 0 since the threshold
θ is added to the net input. wj is the weight that connects the input neuron j to
the output.

Considering that θ is the bias b or the weight w0 that connects the output with
an added neuron 0 that always outputs 1, x0 = 1, like shown in Figure 3.3, we get
the following expression to calculate the Perceptron output:
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Figure 3.3: The Perceptron.

y = f

(
nx∑
j=0

wjxj

)
.

The most general expression for the Perceptron output is using the following
equivalent piecewise function:

y =

{
1 ⇐⇒

∑nx

j=0wjxj ≥ 0,

0 ⇐⇒
∑nx

j=0wjxj < 0.
(3.2)

Or, in vector form:

y =

{
1 ⇐⇒ W TX ≥ 0,

0, otherwise,

where W T = (wo, w1, ..., wj, ..., wnx).
It follows from (3.2) that the output provided by the Perceptron classifies the

input vectors into two categories: those for which the output is 0, class C0, and
those for which the output is 1, class C1. The vector form of (3.2) clearly states that
the classification criterion is linear. The hyperplane W TX = 0 separates C0 and C1

linearly:

W TX ≥ 0→ X ∈ C1,

W TX < 0→ X ∈ C0.

The Perceptron learning rule consists of managing to correctly classify all the
training input vectors into one of the two classes C0 or C1. It is an iterative deter-
ministic method described in Algorithm 1. Its inputs are the set of training vectors

Daniel Manrique Page 22



CHAPTER 3. EARLY MODELS Artificial neural networks

and the learning rate or step α > 0. This proportionality factor is a hyperparameter
that controls how much the weights change. If it is close to zero, then the weights
will vary very little, and, therefore, the algorithm will need more iterations to solve
the problem. Conversely, if the learning rate is too high, then the variations of
the weights will be higher, and the algorithm may overshoot the proper values to
solve the problem. Note that the initialization of weights must include the bias or
threshold, noted as w0 in (3.2), and that each input vector X includes the com-
ponent x0 = 1. The Perceptron convergence theorem claims that the learning rule
of Algorithm 1 converges in a finite number of iterations provided that a solution
existed.

Algorithm 1: Perceptron learning rule.

Data: Input vectors are of the form XT = (1, x1, x2, ..., xj, ..., xnx).
Data: The vector of weights is W T = (w0, w1, w2, ..., wj, ..., wnx).
Data: Training dataset and learning rate α.

Initialize the weights randomly with values close to zero.
for all X in the training dataset do

Feed in X and use (3.2) to compute the output y.
if X ∈ C1 and y = 0 then

W t+1 = W + αX
else

if X ∈ C0 and y = 1 then
W t+1 = W − αX

else
W t+1 = W // X is correctly classified

end

end

end

if if any X in the training dataset was misclassified then
Go back to the for statement to feed the training dataset again.

else
The learning algorithm stops.

end

3.2.1 Example

The example consists of applying the learning rule of the Perceptron with α = 1 to
learn the binary logic gate AND with two inputs, x1 and x2, as shown in Table 3.1
and Figure 3.4.
The problem consists of classifying the points (0, 0), (0, 1), and (1, 0) as 0, in red
color in Figure 3.4, and the point (1, 1) as 1, in black. Adding the input x0 = 0,
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Table 3.1: True table of logic gate AND with two inputs.

x1, x2 y
0 , 0 0
0 , 1 0
1 , 0 0
1 , 1 1

Figure 3.4: The binary logic AND gate graphically.

the sets to classify are C0 = {(1, 0, 0)T , (1, 0, 1)T , (1, 1, 0)T} and C1 = {(1, 1, 1)T}.
Note that all the input vectors now start with 1, corresponding to the added input
that multiplies the bias w0. The input vectors X(1), X(2), and X(3) belonging to C0

should provide the activation function with a net strictly less than 0 to output 0,
and the example X(4), member of C1, a net greater than or equal to 0 to output 1.

Firstly, following Algorithm 1, the weights are initialized at zero. Then, the
for statement feeds in the input vectors of the dataset to the Perceptron. The
computed output y is compared to the target or desired output for each of them,
and the weights are adjusted accordingly.

• First iteration.

First input vector, X(1):

W TX(1) = (0, 0, 0)

1
0
0

 = 0.

As X(1) ∈ C0 and, from (3.2), y = 1, the Perceptron does not correctly classify
the input vector, so the learning algorithm adjusts the weights accordingly,
W t+1 = W − αX:
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W 2 =

0
0
0

− α
1

0
0

 =

0
0
0

−
1

0
0

 =

−1
0
0

 .

Second input vector, X(2):

W TX(2) = (−1, 0, 0)

1
0
1

 = −1.

Then, y = 0. Since X(2) ∈ C0, the input vector is correctly classified and the
algorithm does not update the weights.

Third input vector, X(3):

W TX(3) = (−1, 0, 0)

1
1
0

 = −1.

Again, y = 0 and X(3) ∈ C0. Therefore the input vector is correctly classified.

Fourth input vector, X(4):

W TX(4) = (−1, 0, 0)

1
1
1

 = −1.

y = 0, but X(4) ∈ C1. Therefore, the learning algorithm adjusts the weights
as W t+1 = W + αX:

W 3 =

−1
0
0

+ α

1
1
1

 =

−1
0
0

+

1
1
1

 =

0
1
1

 .

Since there have been changes in the weights during the last iteration, the
learning rule executes a new one.

• Second iteration.

First input vector, X(1):

W TX(1) = (0, 1, 1)

1
0
0

 = 0.

As y = 1 and X(1) ∈ C0, then W t+1 = W − αX:
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W 4 =

0
1
1

− α
1

0
0

 =

0
1
1

−
1

0
0

 =

−1
1
1

 .

Second input vector, X(2):

W TX(2) = (−1, 1, 1)

1
0
1

 = 0.

Again, y = 1 and X(1) ∈ C0, then W t+1 = W − αX:

W 5 =

−1
1
1

− α
1

0
1

 =

−1
1
1

−
1

0
1

 =

−2
1
0

 .

Third input vector, X(3):

W TX(3) = (−2, 1, 0)

1
1
0

 = −1.

Therefore y = 0, which is the right output. Therefore, the weights remain
unchanged.

Fourth input vector, X(4):

W TX(4) = (−2, 1, 0)

1
1
1

 = −1.

Since y = 0 and X(4) ∈ C1, then W t+1 = W + αX:

W 6 =

−2
1
0

+ α

1
1
1

 =

−2
1
0

+

1
1
1

 =

−1
2
1

 .

• Third iteration.

First input vector, X(1):

W TX(1) = (−1, 2, 1)

1
0
0

 = −1.
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y = 0, which is the right output.

Second input vector, X(2):

W TX(2) = (−1, 2, 1)

1
0
1

 = 0.

y = 1, which is wrong since X(2) ∈ C0. Therefore, W t+1 = W − αX:

W 7 =

−1
2
1

− α
1

0
1

 =

−1
2
1

−
1

0
1

 =

−2
2
0

 .

Third input vector, X(3):

W TX(3) = (−2, 2, 0)

1
1
0

 = 0.

y = 1, which is wrong since X(3) ∈ C0. Therefore, W t+1 = W − αX:

W 8 =

−2
2
0

− α
1

1
0

 =

−2
2
0

−
1

1
0

 =

−3
1
0

 .

Fourth input vector, X(4):

W TX(4) = (−3, 1, 0)

1
1
1

 = −2.

y = 0, which is wrong since X(4) ∈ C1. Therefore, W t+1 = W + αX:

W 9 =

−3
1
0

+ α

1
1
1

 =

−3
1
0

+

1
1
1

 =

−2
2
1

 .

• Fourth iteration.

First input vector, X(1):

W TX(1) = (−2, 2, 1)

1
0
0

 = −2.
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y = 0, right.

Second input vector, X(2):

W TX(2) = (−2, 2, 1)

1
0
1

 = −1.

y = 0, right.

Third input vector, X(3):

W TX(3) = (−2, 2, 1)

1
1
0

 = 0.

Now the output is y = 1, which is wrong since X(3) ∈ C0. Therefore, W t+1 =
W − αX:

W 10 =

−2
2
1

− α
1

1
0

 =

−2
2
1

−
1

1
0

 =

−3
1
1

 .

Fourth input vector, X(4):

W TX(4) = (−3, 1, 1)

1
1
1

 = −1.

y = 0, which is wrong since X(4) ∈ C1. Therefore, W t+1 = W + αX:

W 11 =

−3
1
1

+ α

1
1
1

 =

−3
1
1

+

1
1
1

 =

−2
2
2

 .

• Fifth iteration.

First input vector, X(1):

W TX(1) = (−2, 2, 2)

1
0
0

 = −2.

y = 0, right.

Second input vector, X(2):

W TX(2) = (−2, 2, 2)

1
0
1

 = 0.
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Now the output is y = 1, which is wrong since X(2) ∈ C0. Therefore, W t+1 =
W − αX:

W 12 =

−2
2
2

− α
1

0
1

 =

−2
2
2

−
1

0
1

 =

−3
2
1

 .

Third input vector, X(3):

W TX(3) = (−3, 2, 1)

1
1
0

 = −1.

y = 0, right.

Fourth input vector, X(4):

W TX(4) = (−3, 2, 1)

1
1
1

 = 0.

y = 1, right.

Since the weights changed for X(2), the algorithm executes a new learning
iteration.

• Sixth iteration.

First input vector, X(1):

W TX(1) = (−3, 2, 1)

1
0
0

 = −3.

y = 0, right.

Second input vector, X(2):

W TX(2) = (−3, 2, 1)

1
0
1

 = −2.

y = 0, right.

Third input vector, X(3):

W TX(3) = (−3, 2, 1)

1
1
0

 = −1.
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y = 0, right.

Fourth input vector, X(4):

W TX(4) = (−3, 2, 1)

1
1
1

 = 0.

y = 1, right.

Since the Perceptron now correctly classifies the four training input vectors, the
learning algorithm stops. The solution is W T = (−3, 2, 1) or, equivalently, w0 = −3,
w1 = 2, and w2 = 1. The dividing line between the two sets of input vectors, C0

and C1, is 2x1 + x2 − 3 = 0. Since the classification problem defined by the binary
logic gate AND is linearly separable, the Perceptron convergence theorem assures
that the algorithm stops in a finite number of iterations. However, the number of
iterations to converge and the final solution depend on the initial weights and the
learning rate chosen. On the contrary, for a fixed learning rate and an initial set of
weights, the number of iterations to converge and the final solution are always the
same, so the Perceptron learning rule is a deterministic algorithm.

Figure 3.5 shows the dividing line defined by the weights of the connections
each time the learning rule changes them. Figure 3.5a shows the hyperplane at the
beginning of the learning process. Then, each time the weights are adjusted, Figures
3.5b to 3.5k, and the final solution in Figure 3.5l. Red dots represent the class C0,
when the AND gate outputs 0, and the black dot, located at (1, 1), belongs to the
class C1, when the output is 1. In blue color, the dividing line passes through the
nearest dots except for Figures 3.5e and 3.5h. However, it has been biased to clearly
show which points fall at each side of the hyperplane. Points on the dividing line
satisfy the equation that defines it and, therefore, the first term of (3.2). So they
belong to the class C1.

3.3 ADALINE

Professor Bernard Widrow and his graduate student Ted Hoff developed ADALINE
(adaptive linear neuron) at Standford University in 1960 [Wid60]. It is a Perceptron-
like single-layered neural network with an analog and a binary output (see Figure
3.6). The binary output is identical to that of a threshold neuron with a binary step
activation function, as shown in Figure 3.1b, whose output is defined as in (3.2). The
analog output is equal to the net, i.e., the sum of its inputs multiplied by the weights
of the connections between the inputs and the output. The activation function is,
therefore, the identity, f(x) = x, referred to as a linear activation function. Given
an input vector XT = (x0, x1, ..., xnx), being x0 = 1 the added neuron 0 that always
outputs 1, and the weights W T = (w0, w1, ..., wnx), where w0 is the bias, the analog
output y is calculated as:
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(a) W 1. Initial weights. (b) W 2. (c) W 3.

(d) W 4. (e) W 5. (f) W 6.

(g) W 7. (h) W 88. (i) W 9.

(j) W 10. (k) W 11. (l) W 12. Final solution

Figure 3.5: The evolution of the dividing hyperplane that separates the sets C0 and
C1 through the iterations of the Perceptron learning process. The horizontal axis
corresponds to the input x1, while the vertical axis corresponds to the input x2. The
hyperplane is biased by ε = 0.3 to show clearly how the hyperplane separates both
sets of points.
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Figure 3.6: ADALINE.

y =
nx∑
j=0

wjxj, (3.3)

or in vector form:

y = W TX.

ADALINE includes a learning algorithm named LMS, which stands for Least
Mean Squares, or Delta Rule to adjust the weights of the connections from the
outputs given by the linear unit. The Delta rule also works in ADALINE with
more than one output. The expression to calculate the network error (loss) for a
particular input example X(p) in an ADALINE with ny outputs is the following:

L(p)(W ) = E(p)(W ) =
1

2

ny∑
i=1

(
t
(p)
i − y

(p)
i

)2
, (3.4)

where W is, in this case, the matrix of weights of the connections between the
input and output neurons, also called the kernel, t

(p)
i is the target output for the ith

output node taken from the training dataset, and y
(p)
i is the output computed by the

network for the ith neuron. This quadratic error expression is a loss function that
compares, for each input example, X(p), the target t(p), and the computed output
y(p). Then, it is a local error. There is also a global error that involves the whole
dataset of size P , measured by a cost function, for example, the mean square error
(MSE), defined as:
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J(W ) = MSE(W ) =
1

P

P∑
p=1

E(p)(W ). (3.5)

The learning problem consists of calculating the weights that minimize the loss
function for each example in the training dataset. Applying the gradient descent
optimizer to the loss function (3.4), the weights would be adjusted as follows:

∆(p)wij = −α∂E
(p)(W )

∂wij
,

where α is the learning rate hyperparameter that controls how much the weight
varies. This learning rate has a similar effect on the learning process as that for
Perceptrons. The bigger the learning parameter, the faster the learning process,
but also the more likely to overshoot the minimum. On the contrary, the smaller
the learning rate, the slower the learning procedure and more likely to fall in local
optima. Therefore, an adequate learning rate must be found out.
Applying the chain rule to calculate the derivative of the error function, we obtain
the following expression:

∂E(p)(W )

∂wij
=
∂E(p)(W )

∂y
(p)
i

· ∂y
(p)
i (W )

∂wij

According to the error function (3.4):

∂E(p)(W )

∂y
(p)
i

= −(t
(p)
i − y

(p)
i ).

Since the activation function is linear, y
(p)
i = f(net

(p)
i ) = net

(p)
i , and net

(p)
i =∑nx

j=0wij · x
(p)
j , then:

∂y
(p)
i (W )

∂wij
= x

(p)
j .

Therefore, the weight adjustment for each training example (X(p), t(p)) is:

∆(p)wij = α(t
(p)
i − y

(p)
i )x

(p)
j , (3.6)

or, in matrix form:

∆(p)W = α(t(p) − y(p))X(p). (3.7)

The Delta rule is a step forward in training neural networks since it is capable
of operating with linear activation functions. However, the question of how to solve
problems where there is no linear correspondence between the inputs and outputs
remained. The computational power or accuracy of a neural model does not increase
by sandwiching in linear intermediate layers. A neural network with any number of
hidden layers using the linear activation function f(x) = x is equivalent to one linear
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layer network with a connection matrix (kernel) W . Therefore, a linear approach
cannot solve a non-linear problem.

To demonstrate this statement, let us consider the general case to compute the
output of a neural network with l linear layers: y[l ] = W [l ] · y[l−1]. Starting from the
first hidden layer:

y[1] = W [1] ·X
y[2] = W [2] · y[1] = W [2] ·W [1] ·X
. . .

y[l ] = W [l ] · y[l−1] = W [l ] ·W [l−1] . . .W [2] ·W [1] ·X.

Since W [l ] · W [l−1] . . .W [2] · W [1] = W , y[l ] = W · X, which means that a neural
network with l linear layers is equivalent to another neural network with just one
input and one linear output, without any hidden layers. Therefore, including linear
hidden layers to an ADALINE does not increase either the computational power
or accuracy of the neural network; thus, the problem of fitting non-linear datasets
remains.

Research into artificial neural networks went into a steep decline and stagnated
for almost 20 years as of the publication of Minsky and Papert’s book Perceptrons
in 1969 [MP69]. Perceptrons demonstrated the recognition learning limitations of
perceptrons, evidenced by the impossibility of solving a theoretically simple prob-
lem: the binary exclusive-or gate (XOR). Minsky and Papert analyzed multilayer
neural systems and demonstrated that they were much more potent than the original
systems. They failed, however, to find a learning algorithm for these systems.

Minsky and Papert also concluded that neural networks could only learn what-
ever was encoded in the network structure. This conclusion is essential since it
means that one cannot learn enough by just doing the learning; one also has to un-
derstand the nature of what is learned. This moral is not only applicable explicitly
to Perceptrons but also to machine learning in general: no machine can learn to
recognize anything unless it has, at least potentially, some system for representing
that something.

Another critical event discredited artificial intelligence in 1973, the Lighthill
report [Lig73]. It stated that artificial intelligence techniques might work within
the scope of small problem domains, but the techniques would not scale up well.
Researchers had failed to address the issue of combinatorial explosion when solving
real-world problems.

These events, together with the shortage of learning algorithms, underlying the-
ories, new ideas, and adequate hardware, led to a severe slump in neural networks
research. Then, the scientific community put their efforts into symbolic artificial in-
telligence, especially knowledge representation and heuristics, which have achieved
excellent results at the time.
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Error gradient backpropagation
learning algorithm

The first gap in the progress of artificial neural networks finishes nearly twenty years
after the publication of Perceptrons [MP69], when Rumelhart, McClelland, and the
Parallel Distributed Systems Research Group publish the error-gradient backpropa-
gation (BP or backprop) learning algorithm [RMG86]. It is the generalization of the
Delta rule employed in ADALINE, extended to neural networks with hidden layers
and non-linear activation functions to solve non-linear problems.

Although there are some limitations of the backpropagation learning algorithm,
it is still one of the most commonly used algorithms today. The advantages and
effectiveness it has demonstrated over other algorithms in numerous applications
have made the field of deep learning considers the backpropagation as the central
learning algorithm [Lil+20].

4.1 Classic activation functions

The only constraint to apply the algorithm is that the activation function must
be non-decreasing and derivable. Logistic sigmoid and hyperbolic tangent (tanh)
functions are the classic choices because they possess three essential features for
the 1980s and 1990s. First, they come from statistical logistic regression. Second,
they are biologically plausible since their shape is similar to the potential changes in
the natural neurons. Finally, and yet crucial at the time, they are computationally
cheap as the function itself is involved in its derivative.

The following is the expression for the sigmoid activation function:

y =
1

1 + e−x
, (4.1)

where x may be the net, and its derivative is:

y′ = y(1− y). (4.2)
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(a) The sigmoid activation function. (b) The derivative of the sigmoid.

Figure 4.1: The Sigmoid activation function and its derivative.

(a) The tanh activation function. (b) The derivative of the tanh.

Figure 4.2: The hyperbolic tangent activation function and its derivative.

Figure 4.1 shows the sigmoid activation function on the left in blue color and its
derivative on the right in red.

The tanh activation function is:

y =
ex − e−x

ex + e−x
, (4.3)

being its derivative:

y′ = 1− y2. (4.4)

Figure 4.2 shows the hyperbolic tangent activation function on the left in blue
color and its derivative on the right in red. Note that both sigmoid and tahn have
the same shape, although the former outputs values in the range [0, 1], while the
range of the latter is [−1, 1].
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Figure 4.3: General scheme of a one-hidden layer neural network.

4.2 Multilayer perceptrons

Feedforward neural networks with hidden layers and non-linear activation functions
are also called multi-layer perceptrons (MLP). Backpropagation is, at the time, one
of the most suitable learning algorithms to train this type of neural network. Figure
4.3 shows the simplest neural model, with one hidden layer, that can approximate
non-linear functions. The dataset includes P input vectors (X(1), X(2), . . . , X(p), . . . ,
X(P )) of dimension nx.

The first layer consists of the matrix of weights W [1], the vector of biases b[1],
and the non-linear activation function f [1], i.e., sigmoid or tanh. For each input
vector, the network f [1](W [1]X(p) + b[1]) to obtain a(p), the output of the first layer.
This intermediate result feeds the next layer, but it is not observable outside the
network, and hence this layer is known as hidden.

The second layer (output) consists of the kernel W [2], the vector of biases b[2],
and the activation function f [2]. In the case of the output layer, the activation
function may be either linear (typically for regression problems) or non-linear, e.g.,
for classification. This second layer calculates the vector net(p) as W [2] · a(p) + b[2],
and then, applies the activation function f [2](net(p)) to provide the output vector of
the network y(p). The components of the vector net(p) are usually called logits in
the case of classification problems. Note that the neurons in each layer l have the
same activation function f [l ].

4.3 The backpropagation learning algorithm

Since the backpropagation learning algorithm is supervised, it is mandatory that
for each input vector X(p), the dataset also includes the target output vector t(p)

of dimension ny. Then, the loss function compares the target output with the
computed output y(p). For example, a quadratic error function, like the one used in
ADALINE:

L(p)(W ) = E(p)(W ) =
1

2

ny∑
i=1

(
t
(p)
i − y

(p)
i

)2
. (4.5)

Again, for the training dataset of size P , there is also a global error or cost
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function. The mean square error (MSE) is an example usually associated to the
quadratic loss function, defined as:

J(W ) = MSE(W ) =
1

P

P∑
p=1

E(p)(W ). (4.6)

The goal of backprop is to minimize the cost and loss functions by adjusting the
weights of the connections (parameters) from the application of the gradient descent
method:

∆(p)wij = −α∂E
(p)(W )

∂wij
, (4.7)

where α is the learning rate. Applying the chain rule to calculate the derivative of
the error function, we obtain the following expression:

−∂E
(p)(W )

∂wij
= −∂E

(p)(W )

∂net
(p)
i

· ∂net
(p)
i (W )

∂wij
.

Since net
(p)
i =

∑
j wijx

(p)
j ,

∂net
(p)
i (W )

∂wij
= x

(p)
j . (4.8)

Let us define:

δ
(p)
i = −∂E

(p)(W )

∂net
(p)
i

.

The problem now is to calculate δ
(p)
i . Again, applying the chain rule to the above

formula, we arrive at:

δ
(p)
i = −∂E

(p)(W )

∂y
(p)
i

· d y
(p)
i (W )

d net
(p)
i

. (4.9)

Since y
(p)
i = f(net

(p)
i ),

d y
(p)
i (W )

d net
(p)
i

= f ′(net
(p)
i ), (4.10)

which involves the derivative of the activation function chosen in a layer. If the
activation function is linear in the output layer, then f ′(net

(p)
i ) = 1, ∀i, p. In the

case of the classic activation functions, (4.2) and (4.4) are the derivatives of sigmoid
and tanh, respectively. To calculate the term

∂E(p)(W )

∂y
(p)
i

,
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for the particular case of the output neurons and from (4.5), it holds that:

∂E(p)(W )

∂y
(p)
i

= −
(
t
(p)
i − y

(p)
i

)
.

From (4.9), (4.10), and the formula above, we get the following expression to calcu-

late δ
(p)
i when the ith neuron is located at the output layer:

δ
(p)
i =

(
t
(p)
i − y

(p)
i

)
f ′(net

(p)
i ). (4.11)

Then, the expression to calculate the adjustments for the weights of the connections
with neurons i in the output layer is the following:

∆(p)wij = α · δ(p)i x
(p)
j . (4.12)

Note that this is the same expression as that used for ADALINE (3.6), but gener-
alized for any activation function f .

For nodes in the earlier layers and applying the chain rule, we get:

∂E(p)(W )

∂y
(p)
i

=
∑
k

∂E(p)(W )

∂net
(p)
k

· ∂net
(p)
k

∂y
(p)
i

,

where k follows the numbering of the nodes in the following layer with which the ith

neuron has been connected. The first term corresponds to −δ(p)k :

δ
(p)
k = −∂E

(p)(W )

∂net
(p)
k

,

while the second one is:

∂net
(p)
k

∂y
(p)
i

= wki.

Therefore:

∂E(p)(W )

∂y
(p)
i

= −
∑
k

δ
(p)
k wki.

As of (4.11) and the formula above, we arrive at the following recursive expression

to calculate δ
(p)
i when the ith neuron belongs to a hidden layer:

δ
(p)
i = f ′(net

(p)
i )
∑
k

δ
(p)
k wki. (4.13)

Note that (4.12) still holds for hidden neurons, but applying the above formula

to calculate the term δ
(p)
i , for which it is necessary to distinguish whether the ith

neuron is in the output or is in a hidden intermediate layer.
The backpropagation learning algorithm executes several iterations of the fol-

lowing three steps to minimize the error function:
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1. The feedforward step calculates the output y(p) from an input training example
X(p). The feedforward step feeds a particular input training example X(p) to
the network input and move forward to calculate all neuron nets and outputs,
as described in Figure 4.3. Figure 2.7 illustrates this process for the particular
case of a full-connected neural network with two inputs, three neurons in the
first hidden layer, two inputs in the second hidden layer, and one output.
2− 3− 2− 1 is the usual notation for this neural architecture.

2. The error gradient backpropagation step firstly calculates δ
(p)
i for all output

neurons after comparing the target output t(p) with the computed output y(p)

using (4.11). Then, the algorithm recursively back-propagates δ
(p)
i to the pre-

viously hidden layer using (4.13) until the first hidden layer is reached. Figure
4.4 illustrates this step: Figure 4.4a corresponds to the case of δ calculation for
the output neuron, and Figures 4.4b to 4.4f show the case of hidden neurons.

3. Weights update. This step involves the calculation of the increments of the
connections making up the neural network. Once the previous step calculated
δ
(p)
i for all neurons in the network, (4.12) calculates the increments to min-

imize the error function. There are three different strategies to update the
parameters of the neural network:

• Online or stochastic update. This strategy, illustrated in Figure 4.5,
updates the weights for every single X(p) randomly chosen: wij(t+ 1) =
wij(t)+∆(p)wij(t), where wij(t) is the current value for the parameter wij
and wij(t+ 1) is the new value. This strategy makes the learning process
erratic or unstable since the weights adjustments only depend on one
single training example. Therefore, it may be harder for this approach to
converge. It needs a very small learning rate to avoid overshooting the
minimum.

• Batch update. This approach accumulates the single weight increments
for the whole training dataset. Then, it computes the update: wij(t+1) =

wij(t)+
∑P

p=1 ∆(p)wij(t), where P is the number of exemplars in the train-
ing dataset. This strategy is much slower than the stochastic approach
but fits the training dataset and generalizes better. The learning curve is
smooth and always decreasing. Otherwise, it reveals that implementation
errors may be occurring.

• Mini-batch update is a trade-off between the two previous approaches.
It accumulates the weight increments for a size Pm subset of the training
dataset and then computes the update: wij(t+1) = wij(t)+

∑
Pm

∆(p)wij(t).
It is faster than the batch update, and the learning curve is also less erratic
than the stochastic approach. It needs the learning rate to be smaller as
the training process converges. Figures 4.6a and 4.6b show two typical
learning curves of a 9 − 1000 − 3 neural network with the same fixed
learning rate α, a training dataset of 16,000 examples and mini-batch
sizes of 200 and 2,000, respectively. Although the learning process is
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(a) δ calculation for the output of neuron. (b) δ for the 1st hidden neuron in layer 2.

(c) δ for the 2nd hidden neuron in layer 2
(d) δ for the 1st hidden neuron in layer 1.

(e) δ for the 2nd hidden neuron in layer 1. (f) δ for the 3rd hidden neuron in layer 1.

Figure 4.4: The error gradient backpropagation step.

faster for Pm = 200 than for Pm = 2, 000, the learning curve for the
latter is smoother than for the former. As a result, Pm = 2, 000 may end
up walking around a bit closer to the minimum than Pm = 200. There-
fore, the mini-batch size Pm is a hyperparameter that must be carefully
adjusted to speed up the learning process but also to converge adequately.

These steps involve massive vector and matrix computation, especially in the er-
ror gradient backpropagation step, which needs twice more memory and three times
more computational resources than the feedforward step. Therefore, using graphics
processing units (GPU) or tensor processing units (TPU) is highly recommended
to train a multilayer neural network. Moreover, mobile devices can calculate the
output of an already trained neural network from the input, but they do not have
computational power enough to train it. In turn, this process is usually accom-
plished in powerful computers. The newly trained network is then delivered as an
an update of the app in which the neural network is embedded.

The first iteration of the backpropagation learning algorithm starts from a ran-
dom weights initialization. Since the initialization influences the overall learning
process, it is crucial to choose a good approach. A simple method that also pro-
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(a) Weights updates for input connections
to 1st neuron in hidden layer 1.

(b) Weights updates for input connections to
2nd neuron in hidden layer 1.

(c) Weights updates for input connections to
3rd neuron in hidden layer 1

(d) Weights updates for input connections to
1st neuron in hidden layer 2.

(e) Weights updates for input connections to
2nd neuron in hidden layer 2.

(f) Weights updates for input connections to
output neuron.

Figure 4.5: Stochastic weights update.
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(a) Mini-batch size of Pm = 200. Execution
time: 1:30

(b) Mini-batch size of Pm = 2, 000. Execu-
tion time: 10:00.

Figure 4.6: Learning curves for a 9 − 1000 − 3 neural network trained with 16,000
examples and 20,000 iterations of the the mini-batch backpropagation learning al-
gorithm executed on a TPU.

vides fairly good results is to initialize the biases to zero and the connection weights
following a Gaussian distribution of mean zero and variance one. Beware not to
set the connection weights to zero, or the learning process may not progress if the
derivative of the activation function in zero is zero because the net input to the
neurons will be zero. One initialized the neural network parameters, the three steps
of the algorithm execute until reaching a stop condition or criteria. Some of them
are the following:

1. The cost function is lower than a threshold for the training set.

2. The training cost function does not improve after some epochs or iterations.
While an iteration involves updating the weights by either of the three strate-
gies, an epoch means presenting the network the entire training dataset. For
example, in the case of the stochastic weight update, an epoch consists of P
iterations, and an iteration equals an epoch in the case of batch update.

3. The learning algorithm executes a specific number of epochs.

4. Early stopping to avoid overfitting. The larger the neural network, the more
computational power to fit a dataset it has. If the network is too large for a
dataset, it will achieve a very low error for the training dataset, but it will not
generalize. The error for the development test set will be high. This effect is
known as overfitting. A possible solution is to reduce the network size, but it
might not be easy when dealing with deep neural networks. Another solution
is to apply an early stopping, consisting of plotting both the training error
and the development test error evolution and stopping the algorithm when
the development test error starts to increase to avoid overfitting. Figure 4.7 il-
lustrates this scenario. The main downside of early stopping is that it couples
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Figure 4.7: Training cost and accuracy plotted against the development test set cost
and accuracy to detect overfitting and the early stopping condition.

two different tasks: optimizing the training set error function and avoiding
overfitting. Instead, it is easier to treat these two problems orthogonally, a
machine learning principle that aims to separate different tasks to focus on
each of them exclusively. First, optimize the training error and then think
about reducing the dev test set error to increase the neural model generaliza-
tion abilities. Today, it is very widespread to work this way, especially in deep
learning, where there are various optimizers to find the set of network param-
eters that minimize the training set error, and several independent techniques
to reduce the overfitting.

Once the neural network has been trained and the error calculated for the train-
ing and development test sets, the question arises whether the current model re-
ally achieves good results we can rely on. The terms bias, variance, and optimal,
Bayesian, or base error describe the different scenarios to face depending on the
training and development test errors. Do not confuse the term bias employed here-
with to that involved in the computation of the net input to a neuron. The optimal
error corresponds to the error achieved by a human or the best up-to-date machine
learning system performing the task.

Let us suppose the task of classifying images containing cars. It can be assumed
a human error of 0%. Under this condition, there are the following three scenarios.

1. If, for example, the training set error is 1% and the dev error is 13%, the
network is performing very well on the training set, there is a low bias, but
the error dramatically increases on the dev test set (high variance). This is
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the scenario described in the first training stop criteria: the network overfits
the training data and does not generalize well.

2. The worst scenario might be a training set error of 16%; the network is not
performing well on the training set (it underfits the training set), there is a
high bias. Besides, the dev error is 35%, so it is classifying even worse for the
dev test set, being the variance also high.

3. Supposing a training set error of 1% and 1.5% in the dev test set means that
the classifier has low bias and low variance, so this is an excellent neural model
to solve the problem.

If the task to perform consists of estimating house market prices, which is a more
challenging task for either a human or a machine learning system, and the optimal
error is 15%, then a training set error of 16% and dev error of 17% is perfectly
reasonable since the neural model has low bias and variance.

The conclusion is that by observing the training set error and the base error, it
is possible to know how well the model fits the training data and whether there is
a bias problem. In contrast, by observing how much the error increases from the
training to the dev test set, it is possible to estimate how bad is the variance problem.
Therefore, the designer must put the efforts into making the model generalize better
from the training to the dev test set.

4.4 Drawbacks of the backpropagation

Although simple to use and effective in many cases, the backpropagation algorithm,
depending on the problem, can come up against serious difficulties:

• As the search takes place in the direction of the decreasing error function
values, if the algorithm ever reaches a point (W ) that is very close to a local
minimum, then there will be no or a tiny weight adjustment since the derivative
of the error function is close to zero in that point. Therefore, the learning
algorithm can get trapped in that local optimum.

• The choice of the learning rate α affects the slow convergence phenomenon.
An overly small value for this parameter can draw out the learning time un-
necessarily, and trapping in local minima is also more likely. However, when
this parameter is too large, the algorithm can overshoot the minimum in each
iteration, leading to oscillations.

• Another drawback of applying this learning algorithm is the random choice of
a single starting point W from which starts the search for the optimum error
function. This choice conditions the problem. Training will take more or less
time depending on the set of starting weights, and the algorithm may or may
not get trapped in a local optimum.
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• If, for either reason, the desired training is not achieved, the solution is to start
again. However, this can happen after a considerable length of learning time,
during which there is no sign of failure. Additionally, if the training starts
again from a different set of weights, it is equally likely to fail. Therefore,
there is no guarantee of optimal algorithm convergence.

4.5 The Softmax activation function

The activation functions in the output layer determine the type of problem that
the neural network can solve. One output neuron with a linear activation function
is usually the right choice to predict continuous variables, while logistic activation
functions such as sigmoid or tanh can fit binary classification problems. The gener-
alization of this type of problems is called softmax regression, consisting of having
multiple possible classes in which the classification problem consists of matching
every input exemplar X(p) from a dataset {X(1), X(2), . . . , X(p), . . . X(P )} with one
out of ny classes C = {c1, c2, . . . , ci, . . . , cny}.

A neural architecture with one output neuron with a logistic activation function
could afford this general classification problem. In this case, each class ci is asso-
ciated with a specific value ti within the range of the activation function. These
values should be equally distant to prevent offsets of some classes over the others.
However, this approach reduces the classification accuracy as the number of classes
increases because the distances between any of two ti and ti+1 become very small.

Another better option is to have as many output neurons as the number of
classes, noted as ny, with a sigmoid or linear activation function. Each output neuron
represents a class in this architecture. The output vector for an input X(p) is y(p) =
(y

(p)
1 , y

(p)
2 , . . . , y

(p)
ny ). Then, the maximum value of the output vector corresponds with

the class whose input belongs: Sup{y(p)1 , y
(p)
2 , . . . , y

(p)
nx } = y

(p)
i −→ X(p) ∈ ci. The

function argmax on the output vector y(p) provides the computed class number i:

argmax : Rny −→ {1, 2, . . . , ny},
argmax(y(p)) = i,↔ sup{y(p)1 , y

(p)
2 , . . . , y(p)ny

} = y
(p)
i .

(4.14)

Following this second idea, the Softmax activation function fits better a softmax
regression problem by calculating a vector of probabilities of belonging the input
vector to each of the classes. Given as many output neurons as the number of
classes, ny, the Softmax activation function to calculate the ith output is defined
as:

Softmax : R −→ [0, 1],

Softmax(net
(p)
i ) =

enet
(p)
i∑

j 6=i e
net

(p)
j

,
(4.15)
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Figure 4.8: An artificial neural network with nx inputs and an a 3-neuron output
layer with Softmax activation function. The one-hot-encoded target output reveals
that the input vector belongs to class c3, which is the output calculated by the
network.

where j follows the numbering of the nodes in the output layer, and net
(p)
i is the net

input to the ith output neuron calculated from an input vector X(p). The net inputs
to the output neurons are also called logits.

Solving classification problems using Softmax with the same number of output
neurons and classes requires encoding the classes so that the learning algorithm can
compare the computed output y(p) from an input X(p) with a target output t(p) to
calculate the error to minimize. The so-called one-hot-encoding technique encodes
the class ci as a vector of zeros except for a 1 in the ith position. For example,
(0, 0, 1) would encode the class c3 in C = {c1, c2, c3}.

Let us consider, as an example, the problem of classifying input vectors into three
different classes c1, c2, and c3. Let us suppose that for an input training vector X(p) ∈
c3, the vector of logits computed by the network is net(p) = (0.5, 1.0, 2.0). Then,
the Softmax activation function applied on each component provides the following
output vector y(p) = (0.14, 0.23, 0.63), representing a probability of 0.63 that X(p)

belongs to c3. Since the one-hot-encoded target output for X(p) is t(p) = (0, 0, 1)
and argmax(y(p)) = argmax(t(p)), the neural network classifies the input vector
correctly.

Note that the Softmax activation function does not keep the proportions of
the logits in the computed output. Instead, it assigns a very high probability to
the largest logit while keeping low probabilities for the smaller. In the example
above, although 2.0 is double 1.0, the corresponding probabilities are not, 0.63 and
0.23, respectively, assigning a very high probability to 2.0 compared to 1.0. On
the contrary, 1.0 is also double 0.5, but in this case, the probabilities calculated by
Softmax do not even reach the double value. Figure 4.8 illustrates this example.

The name softmax comes from contrasting it to the hardmax function, which
takes the logits vector and puts a one in the y(p) location corresponding to the
highest element of net(p), and zeroes everywhere else. In the example above where
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net(p) = (0.5, 1.0, 2.0), the computed output by the hardmax function is y(p) =
(0, 0, 1), whereas the softmax activation function makes a more gentle mapping
from the logits to the output probabilities.

Applying the quadratic error function (4.5) to measure the loss in classification
problems may result in unfairness. In the example above, where the neural network
correctly classifies the input vector, the quadratic error penalizes that y

(p)
3 is not

precisely t
(p)
3 and that y

(p)
1 and y

(p)
1 are not precisely zero. Conversely, let us suppose

that the computed output in the same example is y(p) = (0.04, 0.95, 0.01), i.e., the
neural network misclassifies the input vector, stating a probability of 0.95 that it
belongs to class c2, while the ground truth is that it belongs to c3. In this case, the
quadratic error function reveals an unfair low error measure of 0.9421:

E =
1

2
[(0− 0.04)2 + (0− 0.95)2 + (1− 0.01)2] = 0.9421.

The usual quadratic loss function compares each computed output with its corre-
sponding target output, which suits regression problems. However, in classification
problems, where the winner takes all, it does not matter the exact value of the out-
put but whether the maximum computed output corresponds with the right class or
not. The cross-entropy loss or log-loss fits better this scenario to measure the error:

L(p)(W ) = E(p)(W ) = −
ny∑
i=1

t
(p)
i · log(y

(p)
i ). (4.16)

If t
(p)
i = 0, then the input vector X(p) /∈ ci and the error calculated for the ith

output is also 0, no matter the correctly computed value. On the other hand, if
t
(p)
i = 1, then the input vector X(p) ∈ ci and the error is −log(y

(p)
i ). Therefore,

the sum defined in the log loss function only may contain one non-zero term: that
corresponding to the target class. This term depends on the logarithmic function
applied to the computed output y

(p)
i , which is the result of the Softmax activation

function and, therefore, yi(p) ∈ [0, 1]. Since the logarithmic function, shown in
Figure 4.9, provides negative numbers for values between 0 and 1, the log loss
function always outputs positive values. Besides, the closer to zero the computed
output is for the right class, the higher the error.

Taking the example above, where t(p) = (0, 0, 1) and y(p) = (0.04, 0.95, 0.01) for

an input vector X(p) ∈ c3, y
(p)
1 and y

(p)
2 do not contribute to increasing the error

since t
(p)
1 and t

(p)
2 are both 0. Therefore, the log loss is, in this case, −log(y

(p)
3 ) =

−log(0.01) = 2, more than double higher than the error provided by the quadratic
loss.

Similarly to the quadratic loss function, the cross-entropy also has an associated
cost function to measure the error globally, defined as a mean:

J(W ) =
1

P

P∑
p=1

L(p)(W ). (4.17)
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Figure 4.9: The logarithmic function.

Note that, in this case, the backpropagation learning algorithm must consider
the derivative of the log loss function instead of the quadratic error to calculate the
adjustments of the network parameters.
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Chapter 5

Deep artificial neural networks

The backpropagation learning algorithm is an essential step forward to solve complex
non-linear problems. This milestone reignites the study, research, and application of
artificial neural networks during the 80s and 90s. One-hidden layer neural networks
can approximate functions with an arbitrarily low error [BDM18]. They are uni-
versal approximators under some smooth conditions [Hor91], but empirical evidence
suggests that neural networks with several hidden layers are better adapted to learn
functions [Nie15].

However, in the late 1990s, another crisis hit this technology due to the lack of
large datasets and computational power to train large neural networks to solve com-
plex real-world problems. The Lighthill report [Lig73] still held for neural networks:
this technique suited small problems, but it did not scale up well for significant
problems.

In 2006 the term deep learning was coined [HOT06] as a set of techniques com-
prising machine learning models composed of multiple processing layers that can
learn representations of large datasets with multiple levels of abstraction [LBH15].
Under this scope, deep neural networks involve long casual chains (paths) of con-
nections throughout neurons, each of which transforms the aggregate activation of
the network [Sch15]. Therefore, all recurrent neural networks are deep, and the con-
vention for the case of feedforward is that they must include at least three hidden
layers. Conversely, shallow neural networks refer to classical models having short
such paths, i.e., the neural networks employed until the 1990s.

As computers became more powerful and cheap, and publicly-available large
dataset showed up, deep learning techniques developed to solve real-world problems
during the 2000s and 2010s. Nowadays, deep learning is the cutting-edge discipline
within machine learning with impressive results in different areas. For example,
computer vision often uses convolutional neural networks [Val20]. Deep feedfor-
ward neural networks can solve challenging classification problems [Gér19]. Natural
language processing involves long-short term memories [HS97]. Now, generative
adversarial networks perform image generation [Goo+14], to name a few.

Although deep learning considers the backpropagation algorithm as the central
learning algorithm, deep learning is not specifically about how a machine learning
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system learns but its structure. Deep learning systems have multiple layers of data
processing (or abstraction). Therefore, Boltzmann machines are an example of deep
learning systems, although they do not use backprop [AHS85]. Similarly, feedfor-
ward neural networks with multiple hidden layers that adjust their parameters using,
let us say, evolutionary algorithms [Bar+03], are also deep learning systems.

Working with deep neural networks is not always successful. Instead, some
challenges arise:

1. Deep feedforward neural networks trained with the backpropagation learning
algorithm suffer from the vanishing or exploding gradients problem. Cumula-
tive back-propagated errors either shrink rapidly in the top layers or grow out
of bounds [Hoc98].

2. Training of the largest deep neural networks requires intensive vector and
matrix computation, not affordable for the modern CPUs.

3. Deep neural networks tend to overfit the dataset in the training process [Sri+14].

4. Backpropagation may converge early to sub-optima since it is a determinis-
tic first-order optimization algorithm that follows the error-function gradient
descent (derivative).

5. Training such enormous neural networks can make the training process con-
verge very slowly.

6. Classical neural networks have several hyperparameters to tweak, such as lay-
ers, neurons per layer, activation functions, or the backpropagation learning
rate. Deep learning techniques add their own, which makes the neural model
very flexible, but, in turn, the number of hyperparameters to tune is so high
that it becomes a hard task.

Deep learning comes into play as a set of techniques to solve or alleviate these
difficulties when dealing with deep neural networks.

5.1 The vanishing gradients problem

The vanishing gradients problem is one of the fundamental deep learning problems.
It appears when trying to train a deep feedforward artificial neural network with
the backpropagation learning algorithm. Cumulative back-propagated error signals
shrink rapidly. They decay exponentially in the number of layers. The result is that
different layers learn at different speeds, guiding the learning process to converge to
a poor local optimum.

From the backpropagation learning algorithm, (4.12) calculates the adjustments
for the parameters wij with a learning rate of α given the pth training input vector
from a dataset
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∆(p)wij = α · δ(p)i x
(p)
j ,

where δ
(p)
i is either (4.11)

δ
(p)
i =

(
t
(p)
i − y

(p)
i

)
f ′(net

(p)
i )

or (4.13)

δ
(p)
i = f ′(net

(p)
i )
∑
k

δ
(p)
k wki

depending on whether the ith neuron is in the output or in a hidden layer, respec-
tively.

Let us start by analyzing the output layer: δ
(p)
i depends on the term f ′(net

(p)
i ),

which is the derivative of the activation function on the net input for neuron i,
calculated as:

net
(p)
i =

∑
j

wijx
(p)
j .

The number of neurons in the preceding layer to the output is usually very high
in a deep neural network. Therefore, the net input to the output neuron i is likely
a very high absolute value. Using the classical activation functions like sigmoid or
hyperbolic tangent and observing Figures 4.1b and 4.2b, it is only necessary that the
net input is higher than approximately eight, which is not so high, for the derivative
to be close to zero:

lim
net

(p)
i →±∞

f ′(net
(p)
i ) = 0.

If f ′(net
(p)
i )→ 0, then δ

(p)
i → 0 and, therefore, ∆(p)wij → 0.

Considering δ
(p)
1 → 0, · · · , δ(p)k → 0, · · · , δn(p)

y → 0 for the output layer, the
learning algorithm now back-propagates these values to the preceding hidden layer
to calculate δ

(p)
1 as in (4.13).

Supposing the usual case again in a deep artificial neural network that the neuron
i of the last hidden layer connects to a high number of neurons in the previous
one, we get that f ′(net

(p)
i ) → 0. Besides, this term multiplies the sum of δ

(p)
k by

wki for all neurons k in the output layer, with δ
(p)
k → 0. Therefore, δ

(p)
i is likely

less than any of the δ
(p)
k . The conclusion is that ∆(p)wij gets closer to zero as

the backpropagation step approaches the input layer. Another consequence of this
scenario is that different layers learn at different speeds because the algorithm may
slightly adjust the weights at the top layers (near the output). However, no changes
occur on the lower layers.

Figure 5.1 shows the accuracy and mean log loss through epochs in training and
validation of a neural network with three hidden layers and 10,000 neurons each
employing tanh as activation function. Note that the backpropagation learning
algorithm does not improves as the number of epochs progresses.

Daniel Manrique Page 52



CHAPTER 5. DEEP ANN Artificial neural networks

Figure 5.1: An example of the vanishing gradients problem. The learning process
of a neural network with three hidden layers with 10,000 neurons each and tanh as
the activation function does not improve as the number of epochs progresses.

5.1.1 Activation functions that do not saturate

The key reason the vanishing gradients effect occurs is that the activation function
saturates, and so its derivative, for high input values. Therefore, the solution is to
employ activation functions that do not saturate. A typical activation function fre-
quently used in deep learning is the rectified linear unit activation function, referred
to as ReLU, defined as:

ReLU(neti) = max(0, neti). (5.1)

This activation function is linear for positive values of the net input and returns
zero otherwise. It is very fast to compute both the function itself for the forward
propagation and its derivative for the backpropagation step, 1 for positive values
of the net input, and zero otherwise. Figure 5.2 shows its shape. It is noteworthy
that this relatively small tweak in the neural architecture performs a substantially
positive impact, which is a general rule in deep learning.

ReLU requests the learning rate α to be close to zero. Otherwise, about half of
the neurons die on average because if neti < 0, then the output is zero. Then, the
neuron is unlikely to come back to life since the gradient of the ReLU function is 0
when its input is negative [Khu19]. Some variants of the ReLU activation function
overcome this difficulty, as the so-called leaky ReLU, defined as:

leakyReLUs(neti) = max(s · neti, neti), (5.2)

where s is the function slope for negative net input values, typically s = 0.01. Leaky
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Figure 5.2: The ReLU activation function.

(a) The leaky ReLU with s = 0.01. (b) The ELU with β = 1.

Figure 5.3: Leaky ReLU and ELU activation functions.

ReLU usually outperforms strict ReLU.
The exponential linear unit (ELU) is another variant of ReLU that usually re-

duces the training time and performs better than ReLU and leaky ReLU [Hu18],
defined as a piecewise function where β usually equals 1:

ELUβ(neti) =

{
β(eneti − 1), if neti < 0;

neti, otherwise.
(5.3)

Figure 5.3 shows both leaky ReLU on the left and ELU on the right.

5.1.2 Initialization strategies

Using ReLU and its variants activation functions avoid the vanishing gradients prob-
lem but, in turn, may have the opposite effect, the exploding gradients problem. In
this case, the gradients get so high that the learning algorithm does not converge
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either. Let us suppose a deep neural network with the ReLU activation function
on the hidden layers. This activation function is linear on its positive side, and
therefore, the output vector Y [`] that feeds the subsequent layer is the net input
vector net[`] when net[`] > 0. Again, the output Y [`+1] in the following layer `+ 1 is
W [`+1]Y [`], which may be higher than Y [`], ending with a very high or out-of-bounds
value at the top layers. The derivative of the ReLU activation function in its positive
side for a high value is also a very high value since it is linear, making the parameter
variations to be very high although the learning rate α is small. This effect prevents
the gradient descent from converging because it overshoots the optimum value, sim-
ilar to setting a high learning rate. Both the vanishing and exploding gradients
problem are some of the reasons why deep neural networks were abandoned [Gér19].

Using non-saturating activation functions avoids the vanishing gradients prob-
lem. Min-max scaling the input features or normalizing them to a zero-mean dis-
tribution and variance one (See Section 2.3.1) mitigates the exploding gradients
problem since the inputs are small values. Still, it does not overcome it completely
when the neural network is very deep.

Another approach to diminish this problem is to initialize the biases to zero and
the connection weights following a normal distribution of mean zero and variance
one. Xavier Glorot and Yoshua Bengio studied these phenomena [GB10], concluding
that the variance of each layer outputs must be equal to the variance of its inputs
and that the gradients must also have equal variance before and after a layer when
going back to the lower layers. Unless the layer has the same number of inputs
and outputs connections, both variance constraints cannot be assessed. However,
they encounter a good compromise by initializing the connection weights following
a normal distribution with mean 0 and standard deviation σ or uniform distribution
in [−r, r], calculated as:

σ = ρ

√
2

n[`−1] + n[`]
; r = ρ

√
6

n[`−1] + n[`]
,

where n[`−1] and n[`] are the numbers of input and output connections, respectively,
for the layer ` whose weights W [`] are being initialized. ρ depends on the acti-
vation function employed in the layer. In the case of using the logistic activation
function, ρ = 1. This initialization approach is called Xavier, or less often Glorot,
initialization.

For the hyperbolic tangent activation function, ρ = 4. It is noteworthy to men-
tion the initialization strategy when using either the ReLU activation function or
its variants like ELU since they are often involved in deep neural networks. In this
case, ρ =

√
2, referred to as He initialization [He+15].

5.1.3 Batch normalization

He initialization can reduce the vanishing or exploding gradients, but primarily
at the beginning of the learning process, so that it may arise after some epochs.
Besides, normalizing the input features speeds up the learning process, but it only
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affects the input layer and the first parameters kernel. This technique should also be
convenient for the remaining layers in a deep neural network. Batch normalization
takes this idea to address the vanishing or exploding gradients problem during the
training process, originated by the distribution of each layer inputs changes during
training [IS15].

Batch normalization, or batch norm for short, normalizes the net input vector
(individually for each component) net(p)[`] to ease the the following layer ` + 1 pa-
rameters training. It would also be also acceptable to normalize the output Y (p)[`]

instead of the net input, but it is less often. This technique works on mini-batches B
of size Pm instances (hence the name batch normalization). Then, it first normalizes
the net input vector net(p)[`] of the current mini-batch around zero for each layer `.
Since all calculations are referred to the layer `, the super-index [`] is omitted.

The normalization operation on a layer ` needs to calculate the mean µB and
variance σ2

B; both evaluated over the mini-batch B:

net
(p)
N =

net(p) − µB√
σ2
B + ε

,

where ε is a term to avoid division by zero, typically ε = 10−3,

µB =
1

Pm

Pm∑
p=1

net(p),

and

σ2
B =

1

Pm

Pm∑
p=1

(net(p) − µB)2.

Note that all operations are element-wise since each component of the vectors is
calculated individually.

After the normalization step, all net
(p)
N have mean zero and variance one, but

these values might not be appropriate for the hidden layers. For example, net
(p)
N

values should not be around zero when using a sigmoid activation function because
the neural network would always be using the central portion of the function, which
is linear, not taking advantage of the non-linearity tails. Thus, the batch norm scales
and shifts net

(p)
N for what it employs the parameters γ and β, respectively:

ñet
(p)

= γnet
(p)
N + β,

being γ and β, the scale and offset, respectively, learnable parameters that the
learning algorithm must adjust as if they were weights. Note also that γ and β are
vectors of the same dimension as net(p).

Let us suppose a neural network with L layers that applies batch normalization
in the training process. From an input training vector X(p) in a mini-batch B of size
Pm and omitting the indices B and (p) indicating that all calculations correspond
to the pth training input vector in the current mini-batch, the neural model first
calculates the net input vector for the first hidden layer net[1]. Then, it applies the
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batch norm using γ[1] and β[1] to calculate ñet
[1]

and Y [1] = f [1](ñet
[1]

). The same
operations for any hidden layer `:

net[`] = W [`]Y [`−1],

ñet
[`]

= γ[`]net[`] + β[`],

Y [`] = f [`](ñet
[`]

),

(5.4)

being not only W [1], W [2], ..., W [`], ..., W [L] the parameters to train but also γ[1],
β[1], γ[2], β2, ..., γ[`], β[`], ..., γ[L], β[L]. Note that using batch norm does not requires
learning the biases b[1], zeroing them whatever the layer ` because the learnable
offset β[1] replaces b[1]. Therefore, after applying the forward prop step of the gra-

dient descent, replacing net[`] by ñet
[`]

for the given mini-batch, the back prop step
calculates ∂E

∂W [`] ,
∂E
∂γ[`]

, and ∂E
∂β[`] , getting rid of b[1]. Finally, the third step updates

the parameters with the learning rate α:

W [`](t+ 1) = W [`](t)− α ∂E

∂W [`]
,

γ[`](t+ 1) = γ[`](t)− α ∂E

∂γ[`]
,

β[`](t+ 1) = β[`](t)− α ∂E

∂β[`]
.

Batch norm applies these operations on each layer for each mini-batch, adding
extra complexity to the model to calculate µ[`] (mean) and σ[`]2 (variance) and learn
γ[`] (scale) and β[`] (offset). However, instead of the standard backpropagation, we
can also use optimizers such as momentum or RMSProp.

Batch norm works on each training mini-batch to calculate µ
[`]
B and σ

[`]2

B , but
there are no such mini-batches at development test time. Instead, the neural network
processes one exemplar at a time, and there is a need to come up with µ[`] and σ[`]2

to calculate ñet
[`](p)

and then the neural network output. One option to calculate the
output for the development test examples is to calculate µ[`] and σ[`]2 from the entire
training dataset [Gér19]. However, typical implementations overcome this issue by
calculating an exponentially weighted average (5.5) of the mean and variance per
layer as the mini-batches feed the network during training.

At training time, for the first mini-batch B = 1 at any hidden layer `, the batch

norm calculates µ
[`]
1 , σ

[`]2

1 , and, from (5.5), a rough estimation µ̃[`] and σ̃[`]2 of µ[`] and
σ[`]2 , respectively (not confuse the batch norm offset β with β′, the moving average
hyperparameter, which usually has the value 0.9):

µ̃[`](1) = β′µ̃[`](0) + (1− β′)µ[`]
1 ,

σ̃[`]2(1) = β′σ̃[`]2(0) + (1− β′)σ[`]2

1 ,
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where both µ̃[`](0) and σ̃[`]2(0) equal zero.
Then, it is possible to calculate the network outputs for the development test

set after training the model with the first mini-batch using µ̃[`](1) and σ̃[`]2(1). In
general, for the (t+ 1)th mini-batch:

µ̃[`](t+ 1) = β′µ̃[`](t) + (1− β′)µ[`]
t+1,

σ̃[`]2(t+ 1) = β′σ̃[`]2(t) + (1− β′)σ[`]2

t+1.

The neural network also makes slower predictions because batch normalization
also applies at runtime, adding, therefore, a penalty. However, batch norm works
very well and dramatically speeds up learning because the outputs provided by each
layer are more stable, making the neural network more robust to hyperparameters
and slightly changing inputs, improving its generalization capability. Moreover,
the batch norm has a slight unintended regularization side-effect that helps avoid
overfitting. However, the neural network still might need to apply regularization
techniques such as `1, `2, or dropout together with the batch norm.

5.2 Powerful computational resources

One of the drawbacks of deep learning is its computational needs, requiring high-
performance computational resources and long training times [Ste19].

The backpropagation learning algorithm and its variations require intensive vec-
tor and matrix computation, especially in the error gradient backpropagation step.
It needs three times more computational resources than the feedforward step. As a
matter of example, a not so big neural network with three hidden layers of 10,000
neurons has more than 300 million parameters to adjust.

Today’s computers have just a component that works well with this type of
data structure: the graphics processing unit (GPU). This hardware component is
specially designed to work with images; namely, matrices. It exploits pipelines of
operations performing parallel computation on multiple data. When the same set
of operations must be performed on a massive flow of data (vector or matrix), it is
much faster to divide the entire set into simple operations than compute the overall
process on each input data.

The GPU, or the dedicated hardware component, configures a pipeline with as
many segments as the number of single operations to compute. The input data
feeds the pipeline so that it is possible to compute a single operation in a segment
while all previous segments are working on different input data parallelly. The
pipeline provides the first final result after all segments have accomplished their
computations, which takes the sum of the time to perform each operation plus the
synchronization tasks and data transfers. Therefore, it seems to take more time
than performing the entire operations set on each input data. However, once the
first result is achieved, the pipe is full, each of the following results only takes the
slowest segment time.
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Figure 5.4: Pipeline with a multiplier segment and an adder segment to compute
the three input data flows A, B, and C.

It is essential to divide the pipeline into segments that perform simple operations
taking approximately the same short time. This way, the more segments the pipeline
includes, the more time the first result takes, but also, the faster the results will be
once the pipeline is full. The limit is the granularity of the operations to perform. It
is also essential to consider that the larger the input data flow, the more performance
the pipeline achieves. The pipeline processing approach is not suitable for a small
input data set since the first result takes more time than a single whole processing
approach.

Let us consider the example of processing three input flows of data, represented
by the vectors A = (a1, a2, ..., an), B = (b1, b2, ..., bn), and C = (c1, c2, ..., cn). The
computation consists on calculating the vector R = (a1b1+c1, a2b2+c2, ..., anbn+cn).
Instead of waiting for the multiplication and add to be performed on each ith data of
the input vectors to process the following data, the two operations can be performed
separately in a pipeline with two segments: one for the multiplication and other for
the sum as depicted in figure 5.4.

Figure 5.5 shows the pipeline in different states. In the first state S1, the mul-
tiplier segment has computed a1b1. Then, the adder segment receives the multipli-
cation result and c1 from the C data flow and computes the sum. In the second
state, S2, the pipeline is full and provides the first result: a1b1 + c1. Considering
that the first segment takes T1 and the second T2 time units (t.u.) to perform their
operations, the pipeline has taken T1 + T2 plus ε t.u. corresponding to the syn-
chronization tasks and data transfers. Although ε is small in comparison to T1 or
T2, at this point, the pipeline computation time, T1 + T2 + ε t.u., is more extensive
than performing the operations as a whole task by a CPU, approximately T1 + T2.
However, from now on, each subsequent result only takes T = max{T1, T2} (plus
the correspondent synchronization and data transfers, approximately ε/2). There-
fore, for the pipeline to perform better than the atomic computation, the input data
flows must be large enough, n, to fill the pipeline and provide a sufficient amount
of results so that n(T1 + T2) > (T1 + T2) + ε+ (n− 2) ε

2
T .

The GPU types vary in Colab over time to share the resources among users and
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Figure 5.5: Multiplier-adder pipeline in different states.
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keep the service free. Some GPU employed include Nvidia T4, P4, and P100, al-
though there is no way to choose them (https://research.google.com/colaboratory/
faq.html#resource-limits). Therefore, this computation model is not suitable for
checking, measuring, or comparing performance purposes. Instead, an edge comput-
ing approach with a dedicated GPU or a cloud-computing payment service is more
reliable.

Tensor processing units (TPU) are more specialized dedicated processors than
GPU, providing the highest training throughput. While GPU show better flexibility
and perform better for irregular structures and small batches, TPU are highly opti-
mized for large batches. Each Colab TPU packs up to 180 teraflops of floating-point
performance and 64 GB of high-bandwidth memory onto a single TensoFlow graph
(https://colab.research.google.com/github/zaidalyafeai/Notebooks/blob/
master/GPUvsTPU.ipynb).

A growing amount of data available leads to larger neural networks and increasing
processing requirements and computational resources. To meet such processing
demand, intelligent processing units (IPU) [Sto18] are now being developed as even
more specialized processors for machine learning than GPU.

In 1965, Gordon Moore, an Intel co-founder, predicted that computing would
dramatically increase in power and decrease relative cost exponentially. Moore’s
law stated that the number of transistors on a CPU doubles around every two
years [LGu11]. The number of transistors rose from 2,300 in 1971 with the Intel
4004 (www.intel.com) to 23.6 billion in 2018 with the Colossus GC2 Intelligent
Processing Unit (www.techspark.co). To illustrate this growth, Apple’s A13 Bionic
chip, embedded in a mobile phone, includes 8.5 billion transistors [Mal19].

This technological prediction is one of the most significant of the last century,
positively influencing the economy. Notwithstanding, it must have a limit and maybe
now coming to an end [Rot20]. Indeed it is, although it is more a gradual decline
than a sudden stop. In July 2015, Intel CEO Brian Krzanich said, “the exponential
advances in semiconductor manufacturing that enable faster and cheaper computing
and storage every two years are now going to come closer to a rate of every two and
half years.”

There is also a growing concern about energy consumption that demands such
high computation requirements. Scaling down energy with only modestly decreased
outcome quality (e.g., prediction accuracy) is becoming an increasingly important
task. These considerations are related to a new field called approximate computing,
which trades off quality with the effort expended [BM19; Ste19].

“The human brain uses much less energy than a computer, yet it is infinitely more
complex and intricate.” [Rod16]. Therefore, another approach to making energy-
efficient computing is mimicking the human brain. The conference proceeding to
the IEEE in 1990, Neuromorphic Electronic Systems [Mea90], introduces the term
neuromorphic computing as a new approach to achieving the energetic efficiency.
The proceedings state that at the power dissipation of 1W (instead of 20W for
simplicity), the brain does each operation only 10−16 J rather than 10−9 J in general-
purpose computing. Under this line of research, one of the latest efforts is IBM’s
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TrueNorth [Hsu14; Mod14]. The TrueNorth consumes about 10−13 J per operation.
However, as for the human brain, we still have three orders of magnitude to reach
those incredible 10−16!.

5.3 Overfitting

Deep neural networks with so many parameters tend to overfit the training dataset.
They have very high freedom to fit a great variety of situations and exceptions in the
dataset, including the noise. Overfitting causes a lack of generalization: prediction
fails when unseen data feed the network, which achieves a high variance. The early
stopping might be a solution: interrupt training when the error on the validation
set starts increasing. However, this approach tries to optimize the training and dev
set errors simultaneously. To deal with this problem orthogonally, first reducing the
bias and then, the variance, it is very common to apply specific overfitting-avoidance
techniques.

Figure 5.6 shows the learning process of a neural network that overfits the train-
ing dataset. Note how, for the training set, the mean log loss (the cost function)
in blue decreases, and the accuracy (in orange) improves, both with a high steep
as the learning epochs progress. On the contrary, the cost for the dev test set (in
green) decreases until reaching about epoch 100, then it stabilizes, but finally, it
increases from epoch 300 approximately. The dev test set accuracy (in red) has a
similar evolution line during training, although less pronounced. The evolution lines
zigzag due to the use of a mini-batch update approach.

The ideal scenario to avoid overfitting would be to find out the neural topology
approximate size that learns patterns in the training dataset without losing gener-
alization capabilities, so the patterns learned permit to make correct predictions on
new input data. Like those derived from evolutionary algorithms [BDM18], some
approaches can help find the adequate neural topology given a dataset. However,
given the flaws of such neural architecture search approaches and the low computa-
tional resources costs, the usual procedure is building first a vast neural network to
reduce the bias with today’s massive data. Then, apply regularization techniques to
limit the neural network computation power and therefore, to reduce the variance.

Let us suppose it is easy and cheap to build a powerful vehicle engine. Let us
also assume that it is hard to calculate the power needed to reach the speed limit
of 120 Km/h (the neural network that generalizes the training dataset). One can
think of building a mighty engine (a deep neural network), and then, add extra
weight (regularization) to prevent the vehicle from exceeding the limit at full power
(overfit). Some of the most common regularization techniques are `1 and `2, dropout,
and data augmentation.

5.3.1 `1 and `2 regularization

`1 and `2 regularization techniques constrain connection weights, but not the biases.
Both add a regularization term to the cost function (for example, see eq. 4.6 or
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Figure 5.6: The learning process of a neural network that overfits the training
dataset: while the loss (in blue) decreases as the training epochs progress, the
validation loss (in green) increases from epoch 300.

4.17) to not only fit the data but also keep the weights as small as possible [Gér19].
Therefore, they reduce the freedom of the network to avoid overfitting. `1 and `2
refer to the norms of the weights employed as regularization terms. Least absolute
shrinkage and selection operator regression (or simply Lasso Regression), noted as
`1, has the following cost function from any previously defined J(W ) as the mean
squared error (4.6) or mean log-loss (4.17):

J`1(W ) = J(W ) + λ
∑
`

∑
i,j 6=0

|w[`]
ij |,

where ` represents the layer number. The regularization hyperparameter λ config-
ures how much the model is regularized. α = 0 means no regularization at all. On
the contrary, high α-values limit the neural network computation power very much
as its weights end up close to zero. This scenario results in a much more simplified
model than the original because the neurons have much less effect on the final result,
as if the neural network were smaller, which is less prone to overfitting.

Let us suppose using the tanh or sigmoid activation function. A sufficiently
high regularization parameter λ makes the weights close to zero and, therefore, the
neurons’ net input. These two activation functions use the linear regime when the
input is around zero (See Figure 4.2a). Consequently, it is like the neural network
uses relatively linear activation functions in all its layers, which means that it is
roughly equivalent to a linear model with just one input and output layer. Even a
deep neural network under these conditions will be computing a function not too
far from linear, so it will not be able to fit exceptions, noise, or a highly complex
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Figure 5.7: Deep neural architecture on the left and the diminished model after
dropping units with p = 0.5 on the right.

decision boundary, preventing the model from overfitting.
`2 stands for ridge regression or Tikhonov regularization. It adds the weights

to the square to the cost function J(W ). This approach usually achieves better
outcomes than `1 because weights greater than one or less than -1 significantly
penalizes the error function, so the gradient descent algorithm tends to reduce them
fast. In contrast, weights greater than -1 but less than one decrease the error, so
the training algorithm keeps the weights in that range.

J`2(W ) = J(W ) + λ
∑
`

∑
i,j 6=0

(w
[`]
ij )2.

Note that both expressions above exclude i = 0 and j = 0 not to regularize the
biases. It is also noteworthy that λ significantly affects the training process and
the outcomes in terms of the variance. Therefore, it is essential to pay attention to
adequately tuning this hyperparameter during the construction process of a deep
neural network.

Either regularization term is only added to the cost function during training.
Instead, the model performance evaluation uses the unregularized measure function.
The cost function and the performance measure used for testing are usually different.
The training cost function must be easy to derive, while the performance function
for testing should be close to the problem objective. For example, a classification
problem may use the mean log-loss as the cost function but evaluated by a precision
or recall function among others.

5.3.2 Dropout

In addition to `2, dropout [Hin+12] is another powerful regularization technique,
being recently one of the most popular due to its reasonably simple concept. The key
idea is to randomly drop units along with their connections from the neural network
during training. Therefore, the network gets very much diminished, significantly
reducing overfitting and providing significant improvements over other regularization
methods [Sri+14; Li+16].
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Figure 5.7 shows how this approach limits the degrees of freedom of a neural net-
work to avoid overfitting by temporarily ignoring every neuron and its connections
with a probability p (typically 0.5), which can be different for each layer, at every
training step. Then, the neurons and their connections are restored and dropped
out again before the new training step executes. This dropping out may affect all
neurons, including the input (unusual) but excluding the output neurons.

The training process with dropout, where some neurons are shut off or zeroed
out, requires an adjustment in each layer outputs during the feedforward step. If
a hidden layer ` has a p[`] dropout parameter, then it is expected that the output
vector Y [`] that feeds the layer `+1 is reduced by 1−p[`] compared to the output that
the layer would provide with all its neurons active. Note that the expression 1−p[`] is
the probability of keeping each neuron in layer `. Since net[`+1] = W [`+1]Y [`] + b[`+1],
net[`+1] also reduces its expected value by roughly 1−p[`]. There are two alternatives
not to diminish the net[`+1] expected value: to divide Y [`] by 1 − p[`] during the
training process, referred to as inverted dropout, or multiply each neuron input
connection weights by its corresponding 1− p[`] after training [Gér19].

The inverted dropout technique is the most commonly adopted, which corrects
or bumps net[`+1] back up by 1

1−p[`] for each iteration of the backpropagation learning

algorithm not to change the expected value of Y [`]. Therefore, during the feedforward
step of the backpropagation learning algorithm with dropout, the output vector Y [`]

corresponding to the neurons in layer ` must be corrected by 1
1−p[`] . Hence, the net

input for the following layer `+ 1 is:

net[`+1] = W [`+1]Y [`]
corr + b[`+1],

Y [`]
corr =

1

1− p[`]
Y [`].

After the training process, the neural network does not ignore any neuron any
more during dev or final testing, when weights do not change.

Although dropout hyperparameter p is typically 0.5, it should be increased if the
model is overfitting. Increasing the dropout rate for large layers also helps the model
improve. For example, if the neural architecture is 4−10−10−7−5−3−1, where
the first layer has 40 parameters, excluding the biases (they are not knocked out),
the second layer has 100 parameters, 70, 35, 15, and 3, it is more likely for the first
three layers to overfit than for the rest. Thus, a dropout rate configuration for this
architecture considering the number of parameters in each layer would be p[1] = 0,
p[2] = 0.8, p[3] = 0.7, p[4] = 0.4, p[5] = 0.2, and p[6] = 0. This configuration provides
more probability of dropping out neurons for those layers with a high number of
parameters, which are more prone to overfit than for the smallest kernels. p[1] = 0
and p[6] = 0 mean that no neurons will be zeroed out during the training process
for the input, which is the joint adoption, and the last hidden layer, which only has
three weights. The downside of this approach is that there are more parameters to
tune. This is why developers often use a dropout rate of p = 0.5 for all layers except
for the input; or even the input when dealing with images in computer vision since
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Figure 5.8: 7x7-pixels real smiling face image.

the number of inputs is so high that some may not influence the output so much.
Another downside is that the dropout technique slows down the learning process, but
it is well worth it since the variance usually improves (decreases) without degrading
the bias too much.

5.3.3 Data augmentation

Finally, data augmentation artificially or synthetically generates new instances for
the dataset from existing ones. Since overfitting means that the neural network is
too big compared to the dataset or the data set is too small for such a big neural
network, data augmentation is considered a regularization technique.

For example, if a model learns to classify smiling faces of 7x7 pixels like shown
in Figure 5.8, shifting, rotating, adding noise, and resizing original images aim to
increase the dataset size. These transformations also permit the neural network
to learn different orientations, positions sizes of smiling faces, and be less prone to
errors when working with noisy images. If the images to classify are symmetrical,
it is also possible to flip the images horizontally or vertically, depending on the
symmetry. Different lighting conditions in case of color or gray-scale images also
help increase the size of the dataset.

Different image functions are available in Python to augment data on the fly
rather than prepossessing the dataset and waste storage or bandwidth resources.
Generative adversarial neural networks [Goo+14] are also an alternative to aug-
ment data [Kar+20]. This kind of neural architectures uses two feedforward neural
networks, pitting a generative model against a discriminator to generate new, syn-
thetic instances of data to pass for real data. The discriminative model learns to
determine whether a sample comes from the generative model distribution or the
real data distribution. The generator learns to fool the discriminator, ending up
with generating data indistinguishable from the dataset.

Figure 5.9 shows some examples of fake smiling faces produced by a 3-32-64-7x7
generator model against a 7x7-32-16-1 discriminative model, both using ReLU in
the hidden layers, sigmoid in the output, and the backpropagation algorithm with
a learning rate of 0.1 and a batch size of 4 during 300 epochs.
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Figure 5.9: Fake smiling face images.

5.4 Early convergence

Although backpropagation is a deterministic algorithm, the result of the learning
process depends, among other things, on the hyperparameters and the starting point,
namely, the initial parameters set. Different initial weight values may lead the
algorithm to converge early or, using the same hyperparameters, to the success of
the learning process.

The classical technique of weight initialization is the random initialization fol-
lowing a normal distribution with a zero mean and a standard deviation of one.
However, besides this initialization technique does not completely overcome the ex-
ploding gradients problem with ReLU and its variants; it leaves to chance of falling
or not in local optima of the error function. Xavier or He initialization strategies
provide better results since they increase the probability of success.

Another technique to avoid early convergence of the learning process is using the
pretrained lower layers of a neural network that accomplish a similar task. Then,
the learning process starts from that parameter configuration. This approach, called
transfer learning, not only gets the initial weights close to the solution, reducing the
likelihood of falling in local optima considerably, but also speeds up training.

If a neural network can solve a problem similar to the one to tackle, this model is
a good starting point to consider, instead of building a completely new model from
scratch. Tweaking or tuning some of its hyperparameters and starting the learning
process from its current set of weights not only speeds up training but also limits
falling y local minima. Model zoos, or gardens, are trained neural model reposito-
ries for solving a variety of tasks. Tensorflow (https://github.com/tensorflow/
models) and Caffe (https://github.com/BVLC/caffe/wiki/Model-Zoo) are two
examples of model zoos, primarily for computer vision tasks, including some of the
well-known neural architectures like VGG16 or OxfordNet (https://github.com/
1297rohit/VGG16-In-Keras) [SZ15], GoogLeNet [Sze+15], or AlexNet [KSH17],
trained on several datasets such as ImageNet (http://www.image-net.org), Places
Database (http://places.csail.mit.edu), or CIFAR10 and CIFAR100 (https:
//www.cs.toronto.edu/~kriz/cifar.html).

Unsupervised pretraining is a technique presented by Hinton in 2006, which led
to the revival of neural networks and the success of deep learning after the second
gap in neural networks history due to the lack of data and powerful computational
resources. Using an unsupervised feature detector algorithm, initially Restricted
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Boltzmann Machines [HOT06], this technique trains the neural model layer by layer,
from the bottom to the top. The layer to be trained employs the previously trained
layers output, and the rest are frozen. Once the process has finished, then the whole
neural model can be fine-tuned using backpropagation.

Until 2010, when advances in deep learning alleviated the vanishing gradients
problem, deep neural networks were successfully trained this way. Nowadays, it is
more often to directly use backpropagation with non-saturating activation functions
and recent deep learning advances. However, unsupervised pretraining is still an
option, using autoencoders [Bad19] rather than restricted Boltzmann machines, to
avoid the early convergence. Since this strategy involves a tedious and somewhat
prolix process, the techniques mentioned above turn out to be more suitable, except
when plenty of unlabeled data is available.

5.4.1 Local optima

A function E(W ) has local optima at the points {W1,W2, ...,Wn} when ∀i =

1...n, ∂E(Wi)
∂W

= 0 and ∃j 6= i, E(Wj) < E(Wi) in the case of a minimization problem.
During the second era of artificial neural networks, local optima in the error (cost)
function was a big concern because the backpropagation learning algorithm may get
stuck in such bad points, leading the learning process to converge early. Therefore,
local optima may prevent the gradient descent from reaching the optimum zero error
or, at least, to approach a low error value.

Local optima presence is more likely when W has a low dimension, such as
shallow neural networks. It is easy to figure out a one-variable function with local
optima, as shown in Figure 5.10. The gradient descent algorithm applied to this
function fall in local optima if the starting point is W = 6 and the learning rate is
not high enough to overshoot the two minima on the right, or with success, if the
algorithm starts from W = −8.

As the neural network becomes deep, the dimension of W increases significantly.
Under this condition, it is unlikely that zero gradient points in E(W ) are local
optima. Instead, they are saddle points. If the gradient is zero in a high dimensional
space function, the curve can be either convex or concave in each direction, shaping
a saddle surface. It is highly improbable that all directions are absolutely plain.

Therefore, local optima are not a problem when dealing with deep neural net-
works but plateaus. A plateau is a vast region where the derivative is close to zero,
which slows down learning. The gradient descent algorithm can take a long time to
find the way off the plateau and reach a steep slope to the optimum. Algorithms like
momentum and Adam, presented in the next Section, help the learning algorithm
gets off these plateaus quickly.

5.5 Slow convergence

Training a large deep artificial neural network is a slow process. The already de-
scribed deep learning techniques may improve neural networks in different ways. In
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Figure 5.10: Function with local optima: E(W ) = W · cos (W ).

fact, five of them also speed up the learning process: using a good initialization
strategy for the weights of the connections like He’s, batch normalization by per-
mitting to use of much larger learning rates, transfer learning by requiring much
less data, using an adequate activation function like ReLU by requiting very few
computations for calculating both the function and its derivative outputs, and using
GPU or TPU to perform vector and matrix calculations.

Note that adjusting the learning rate α (4.12) might be a solution to speed
up training but, it is not easy. Low values make the weight increments very small,
taking more iterations to reach the optimum. On the contrary, high values can over-
shoot the minimum, not reaching the minimum or delaying it too much. Therefore,
an adaptive learning rate might be a solution, specially when adopting a mini-batch
weights update strategy: starting with a high learning rate to rapidly approximate to
the optimum and then reduce it to prevent the algorithm from overshooting. Learn-
ing schedules is the name given for the different strategies to reduce the learning
rate during training.

1. Constant reduction. This technique is the simplest since it reduces the learning
rate at predefined steps and epochs (or iterations). For example, starting from
α = 0.2, reduce the learning rate by 10−1 every 100 epochs. This strategy may
work, but it needs to figure out an adequate frequency and step.

2. Reduce by validation performance. It periodically checks whether the error in
validation gets stuck. If so, reduce the learning rate by a constant factor.

3. Exponential reduction. The learning rate is calculated as a function of the
iteration (or epoch) number t: α(t) = α010t/r. α0 is the initial learning rate
and r a reduction hyperparameter, meaning that the learning rate drops by
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a factor of 10 every r steps. Note that this strategy needs to tune the hy-
perparameters α0 and r. For the learning rate to drop slower, it is better to
use α(t) = α0(1 + t/r)−c, which needs to tune the hyperparameter c, although
c = 1 typically.

There are, however, specific deep learning techniques to speed up the direct
backpropagation learning algorithm. Instead of using the regular gradient descent
optimizer as explained in Section 4.3, we can apply other faster optimizers like
Momentum, Nesterov Accelerated Gradient, AdaGrad, RMSProp, and Adam opti-
mization, which combines some ideas from the other approaches and is the fastest
in general.

5.5.1 Momentum optimizer

The inclusion of a momentum in the weights updates, either stochastic, mini-batch,
or batch (see 4.12 for the case of the stochastic weights update) speeds up training,
makes the gradient descent less likely to get trapped in local optima in shallow neural
networks, and permits to escape faster from plateaus in the case of deep models.

The basic idea of the gradient descent with momentum or simply momentum
algorithm [Pol64] is to compute an exponentially weighted moving average of the
gradients and use them to update the neural network parameters. The general
expression to calculate the exponentially weighted moving average is the following:

m(t) = βm(t− 1) + (1− β)θ(t), (5.5)

where m(t) is the exponentially weighted moving average at a time t starting from
m(0) = 0, θ(t) is the actual observation value (the ground truth) at a time t, and
β ∈ [0, 1] is the smoothing factor representing the degree of weighing decrease. The
closer β to one, the more past observations are considered, being the plot of m(t)
over time smoother but also more delayed regarding the actual observations θ(t).
A high β provides a lot of weight to the previous value m(t− 1) and much smaller
importance to the current observation θ(t). m(t) approximately averages over 1

1−β
past observations. For example, if β = 0.9, then m(t) is averaging over the last ten
observations. Figure 5.11 shows, in blue color, the exponentially weighted moving
averages of a noisy cosine function (the ground truth), in orange, with β = 0.5
(Figure 5.11a) and β = 0.9 (Figure 5.11a). Note that the result for β = 0.9 is
smoother and more delayed regarding the ground truth than β = 0.9.

The mini-batch gradient descent approach is the standard strategy when training
deep neural networks because it speeds up the process. Recall that the learning curve
zig-zags with an amplitude inversely proportional to the mini-batch size. These
oscillations prevent the algorithm from descending straightforward to the optimum
and from using large learning rates that would make learning faster. A large learning
rate together with a mini-batch weights update strategy tends to overshoot the
minimum, needing, in the end, more iterations to converge.

The gradient descent with momentum applies an exponentially weighted moving
average of the gradients during an iteration t on the current mini-batch to smooth
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(a) β = 0.5. (b) β = 0.9.

Figure 5.11: Exponentially weighted moving averages with β = 0.5 and β = 0.9.

out the zig-zagging learning curve, making it more straightforward to the optimum,
which speeds up the learning process:

m(t) = βm(t− 1) + (1− β)
∂E(W )

∂W
,with m(0) = 0. (5.6)

Note that the term ∂E(W )
∂W

is part of the expression to calculate the weights
increments on the current mini-batch in the standard gradient descent algorithm
(4.7). Then, the algorithm calculates the parameters increment using a learning
rate α as:

∆W (t) = −αm(t). (5.7)

Figure 5.11 illustrates the effect of applying the momentum algorithm with
β = 0.5 and β = 0.9. The orange line might represent the zig-zagging gradi-
ents of the error over the learning iterations ∂E(W )

∂W
. The blue line would be the

smoothed gradient m(t) to calculate the weights increment, which will result in a
more straightforward cost curve to the optimum.

It is pretty often to omit the term (1− β) in (5.6) so that

m(t) = βm(t− 1) +
∂E(W )

∂W
.

This second version re-scales m(t) since the second term stands divided by 1−β.
Both versions work fine, but using the latter needs to tune the learning rate α once
β is adjusted to include the effect of the missing (1− β).

Omitting the term (1 − β) makes the momentum algorithm less intuitive since
it hides that the above expression comes from the exponentially weighted moving
average. However, in practice, it results to be adequate. Let us suppose that β = 0.9,
which is an expected value for the momentum hyperparameter, then (1 − β) =
0.1. The momentum algorithm allows a higher learning rate than using the regular
gradient descent, so it speeds up the learning process. A learning rate of 0.9 might
be the right choice. Since α in (5.7) involves the learning rate times (1 − β), then
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Figure 5.12: Graphical representation of the momentum optimizer.

α = 0.09, nearly 0.1, which might be an adequate learning rate for the standard
gradient descent. In practice, when switching from a standard gradient descent
approach to the momentum algorithm following (5.7), the only hyperparameter to
adjust is β, with a typical value of 0.9, because the learning rate implicitly increases
without modifying α.

The gradient descent with momentum adds a momentum term βm(t− 1) to the

current gradients ∂E(W )
∂W

. If both terms have the same sign, then the absolute value
of the current weight increment, ∆W (t), is higher than the previous one. Therefore,
as the error approaches the minimum (drops), the learning process converges faster
in each update. On the contrary, if they have a different sign, then the new weight
update absolute value is smaller than in the previous iteration. The weight update
will get smaller and smaller while the error moves away from the minimum (rises).
This scenario keeps until both signs coincide again, and the gradient descent starts
to speed up again towards the minimum. Figure 5.12 shows graphically how the
momentum optimizer behaves in different situations.

An intuition of how this classical technique works comes from the concept of
inertia in Physics. Suppose that a body slides across a surface with a downward
slope. The body goes faster and faster as the slope keeps downward. If the body
finds a hollow (local minimum) and has enough inertia, it will surpass it. If the slope
changes upward because it has overshot the minimum, the body gradually stops until
it returns to the minimum again. Then, the body will continue oscillating over the
minimum until, in the limit, it stops just on it.

5.5.2 Nesterov accelerated gradient

Nesterov accelerated gradient [Nes83] is a variation of momentum optimization that
usually converges faster and reduce oscillations. This technique measures the gra-
dient of the error function not at the local position W but ahead in the direction of
the momentum W + βm(t− 1):
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∆W (t) = −αm(t),

m(t) = βm(t− 1) + (1− β)
∂E(W + βm(t− 1))

∂W
,

or, alternatively, omitting the term (1− β).
The Nesterov accelerated gradient performs the same calculations as the gradient

descent with momentum but measures the gradient at W + βm(t− 1) instead of at
W .

5.5.3 RMSProp

RMSProp stands for root mean square prop [TH12; DHS11], and it is another
gradient descent accelerator that speeds up deep neural networks training. This
algorithm also bases on the concept of the exponentially weighted average (5.5) to
smooth out the oscillations in the path towards the optimum. On each iteration t,
it computes the following operation on the current mini-batch:

s(t) = βs(t− 1) + (1− β)
∂2E(W )

∂W
, (5.8)

which is an exponentially weighted average on the element-wise square of the deriva-
tive. Thus:

∂2E(W )

∂W
=
∂E(W )

∂W
× ∂E(W )

∂W
,

where × represents the element-wise product. Then, RMSProp updates the param-
eters as follows:

∆W (t) = −α∂E(W )

∂W
�
√
s(t) + ε, (5.9)

where � represents the element-wise division and ε is usually 10−8 to avoid the
division by zero.

The vector ∂E(W )
∂W

takes high values in those components where the error function
has steep slopes as in the oscillating dimensions. Moreover, the error function deriva-
tive to the square (element-wise) makes these values even higher while reduces the
non-oscillating components. Therefore, s(t) is a vector with high positive values for
the oscillating components and positive values close to zero otherwise. Since (5.9) di-
vides the parameters increment taken from the regular gradient descent (4.7) by the
squared root of s(t), the algorithm dumps out the oscillations. The resulting param-
eters increment vector ∆W (t) adjusts much more those non-oscillating parameters
towards the optimum than the others, which guides the algorithm straightforward
to the minimum. The primary effect of this parameter adjusting is that it is possible
to use a large learning rate α without diverging in those oscillating dimensions.
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5.5.4 Adam optimization

Adam stands for adaptive moment estimation [KB15]. It provides outstanding re-
sults in convergence speed and accuracy, driving the training process to parameters
that make the error function close to the optimum. This accelerator combines ideas
from momentum optimization and RMSProp. Weight updates consider an exponen-
tially decaying average of past gradients and squared gradients.

The weight increment of the Adam optimization algorithm is the following during
an iteration t on the current mini-batch:

∆W (t) = −αmcorr(t)�
√
scorr(t) + ε, (5.10)

where

mcorr(t) =
m(t)

1− βt1
,

scorr(t) =
s(t)

1− βt2
,

m(t) = β1m(t− 1) + (1− β1)
∂E(W )

∂W
,

s(t) = β2s(t) + (1− β2)
∂2E(W )

∂W
.

It is easy to observe the similarity of Adam to both momentum optimization and
RMSProp. m(t) calculation comes from the momentum algorithm (5.6), while s(t)
is the same as RMSProp (5.8). β1 and β2 are the momentum and RMSProp hyper-
parameters, respectively. Note that both m(t) and s(t) are corrected, mcorr(t) and
scorr(t), dividing them by (1− βt1)) and (1− βt2)), respectively. It is also possible to
adjust m(t) in the momentum algorithm, although it is not necessary for general.
These corrections make the exponentially weighted moving averages approximate
the observations already in the first iterations, so the algorithm takes the proper
gradients module and direction from the beginning.

Two new hyperparameters arise in this approach: the momentum or first moment
decay hyperparameter β1 and the scaling or second moment decay β2. However,
typical values β1 = 0.9 and β2 = 0.999 work very well [Rue20]. Recalling that
ε = 10−8 avoids dividing by zero, there are no more hyperparameters left to tune to
apply this accelerator except for the learning rate.

5.6 Tuning the hyperparameters

A consequence of deep learning techniques, besides the design and train of artificial
neural networks, is the set of hyperparameters involved. They provide flexibility and
permit to adapt the neural models to specific problems, yet the significant amount
of them to tweak becomes a challenge.

The number of layers, neurons per layer, the activation function in each layer,
the chosen optimization technique hyperparameters like the learning rate, and the
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weight initialization are some of the hyperparameters to adjust. There are also
specific techniques for deep neural networks that must be chosen along with their
hyperparameters, such as the learning accelerator method and the regularization
technique. Batch normalization makes the hyperparameters search problem easier
because it makes the neural network more robust, allowing to choose a broader range
of values that work well.

There are some guidelines to organize the hyperparameters tuning process. First,
there is an order in importance. Tuning the learning rate α is essential. Then, the
momentum term β, starting from a value of 0.9, the mini-batch size Pm is also in
this second order of importance to ensure that the learning algorithm runs efficiently
and the number of hidden units. The third set of hyperparameters would be the
number of hidden layers and the learning schedule. It is not usually necessary to
tune β1, β2, and ε when using the Adam optimizer since their default values 0.9,
0.999, and 10−8, respectively, work properly [Ng17]:

1. The learning rate α.

2. β = 0.9, mini-batch size Pm, and the number of hidden units.

3. The number of hidden layers and the learning schedule.

4. β1 = 0.9, β2 = 0.999, and ε = 10−8.

Choosing the right hyperparameters for a specific problem is hard since training
each deep neural model on large datasets takes much time. Some alternatives apply
random search as a base-line strategy to compare with [BB12], training partially
each neural configuration [Váz19], neural architecture search techniques [EMH19]
like evolutionary algorithms [BDM18], restrict the values to reasonable ranges to
make the search space smaller, and a combination of the previous.

A random search of hyperparameters involves randomly choosing several values
and trying them out using a coarse to fine sampling scheme. In the coarse sample
phase, we pick values at random in an adequate domain for each hyperparameter.
After trying them out, we know which value or region of values do best on the
training or development test set (the goal). Then, the fine sample phase zooms in
the promising area to explore more density within.

The random search of hyperparameters needs to sample values for each of them
in either the coarse or fine sample phase. Besides, they must be in a range of
permitted values, so it is also essential to choose an adequate scale to explore them.
For example, sampling uniformly at random is suitable for hyperparameters such
as the number of hidden units or layers, but not for the learning rate. Supposing
that α ∈ (0, 1] are appropriate values for the learning rate, it is much more likely to
pick values greater than 0.1 by following a uniform distribution instead of focusing
the search on the lowest values, which are the most promising. In this case, it is
more appropriate to use a log scale, taking uniformly at random reduction rates
r ∈ [−5, 0] and α = 10−r. In general, to explore the values for a hyperparameter
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h within the range [min,max] logarithmically, take a = log(min), b = log(max),
sample r-values uniformly at random in [a, b], and try out h = 10−r.

Tuning hyperparameters involves high computational costs since the training
algorithm must be launched every time a new set of hyperparameters is tried out.
There are two main approaches we can adopt depending on the availability of the
computational resources. When you can only afford to train one model at a time,
start the training/development process using an initial set of parameters and nudge
a hyperparameter value up or down to watch whether the performance improves.
In that case, one can study values for other hyperparameters and so on. When the
changes spoil the performance, then we must go back to the previous model.

Opposite to this one-model approach is to train multiple models parallelly when
there is enough computational power available. It consists of having several hyper-
parameter setups, let them run, and plot metrics such as the train/development
error against the training epochs or mini-batches to track them. In the end, we can
pick the model that performs best.
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