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Abstract

Facial landmark recognition is a relevant supervised problem in computer vision,
used as the foundation to solve a multitude of tasks such as pose recognition, video
surveillance or biometrics. Most of the current solutions struggle with faces in profile
positions, occlusions or certain types of lighting. This project aims to test multiple
ways to improve an existing facial landmark prediction model.

In the first approach we introduce a self-supervised multi-tasking training scheme.
Two versions of the same image with different rotation and translations are used. The
prediction of the landmarks should be on the same spot of the face regardless of the
transformation, so the predictions for each images are checked against each other.
This should improve the consistency of results, forcing the network to learn to be
indifferent to these transformations, and can used without labelled data as it works
with the predictions. The results of these experiments show how this proposed loss
can improve the predictions of the networks.

The second one will be to use a GAN to change the attributes of an existing image. In
theory, some attribute changes wouldn’t have to change the shape of the face. There-
fore, augmentations in this way can be performed to labelled images while keeping the
position of the landmarks. We develop a pipeline that allows the usage of StyleFlow
for data augmentation, which can be adapted to work with other StyleGAN-based
works. However, we demonstrate how it’s impractical to use current state-of-the-art
GANs for this purpose, as they are too slow and produce unsatisfactory results.
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Chapter 1

Introduction

Face recognition has special relevance for humans. For newborns, this is one of
the first abilities developed, much faster than the recognition of any other kind of
object [12]. As social creatures, faces are some of the images we encounter most
frequently, being able to instantly recognize features like expression, posture, age,
gender and non-verbal cues. This is why a large effort in the field of computer vision
is put into the analysis of facial pictures or videos, with infinite applications like
video surveillance, biometrics, real-time 3D filters on Instagram or automatic tagging
of persons on Facebook.

Facial landmark detection is often the intermediate step between in-the-wild images
and the output that makes these applications possible, notably improving the re-
sults. This task consists in detecting a certain number of points of interest within a
single image that unequivocally define the shape and position of facial features. For
example, it has been used for applications like face recognition [45], facial expression
recognition [18] or video editing [60]. While landmark localization was considered
a solved problem, the creation of new in-the-wild datasets with extreme poses, ex-
pressions or occlusions [35, 56, 68] have caused a recent surge of interest. For
a computer, it’s difficult to recognise faces when the variance of features and the
possible positions of them are so different among us. We have to also account for
image-specific differences such as lighting, colour or rotation, which could be easily
ignored by a human but not by a machine.

Figure 1.1: Facial landmarks from different datasets. Each dataset has its own
number of landmarks and distinct locations. (a) 300W (b) COFW (c) WFLW [11,
Fig. 3].
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Artificial neural networks and deep learning (DL) algorithms have recently seen ground-
breaking advances in the field of artificial intelligence. However, DL usually requires
a huge amount of labelled data to bring great results [39], which might be an impedi-
ment for the task of landmark detection and tracking. Manually labelling landmarks
is a hard, demanding task: numerous landmarks have to be found in each image,
pixel-wise labelling can be ambiguous for humans and fatigue caused by the process
can lead to imprecise labels. Therefore, labelled datasets are scarce, with the cost of
making new ones relatively high.

This project aims to improve an existing DL model that solves the facial landmark
recognition task, using a difficult dataset and without introducing new data. The first
method will attempt to improve the consistency of the predicted landmarks by com-
paring the predictions between two transformed images. If for example we present
the same image to the network twice, but we rotate one 45º to the right, we expect,
for example, the landmark of the nose to be on the nose in both images. A network
will see two images that are simply rotated as completely different, so this method
will attempt to create indifference to these kinds of simple transformations. More-
over, we can use this with images without labelled landmarks, as it only checks the
consistency of predictions.

A second method that will attempt to improve the solution will be through the use of
data augmentation (DA). DA consists in artificially increasing the number of training
data by altering existing data or generating new data. With images, this is usu-
ally done with geometric transformations and filters, which are easy to apply and
won’t change the label for the classification. These transformations are a well-suited
method for most applications, but the method that will be shown here consists in
using a DL method in the form of generative adversarial networks (GANs) to syn-
thetically edit existing images. Specifically, we realistically change the lighting of the
faces, with the hope that an increase of different lighting configurations causes a
greater indifference to lighting conditions in the network.

In our experiments we show that with the first approach we can improve the perfor-
mance of our landmark estimation model, specially on harder images. However, we
got no improvement with the generation of synthetic images.

In chapter 2 we will revise the background knowledge and related works. We explain
artificial neural networks and DL, we do a revision of training techniques without
labels in section 2.1, and in section 2.2 we go into detail about how GANs work and
how they can be used for DA.

Chapter 3 contains the development process for the new implementations. We de-
tail the dataset and model used as a base in sections 3.1 and 3.2 respectively. We
expound the two methods attempted in sections 3.3 and 3.4 respectively.

The experiments and results created to test the performance of the methods devel-
oped are contained in chapter 4. Lastly, chapter 5 provides a summary of the work
done and results, while giving some ideas on how this done could be improved and
where the research could go next.
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Chapter 2

Background and related work

Facial landmark recognition has been a field of study since the ’90s. Earlier models
rely heavily on the constraint of the relative location of the landmarks, e.g. all points
around the eyes are always arranged similarly, and using local shape features around
the points [55]. However, due to rigid (scale, rotation, and translation) and non-rigid
(such as facial expression) face deformation, this problem is hard to deal with by
old mathematical models. By today’s standards, these models are slow and don’t
generalize well without a controlled environment.

Most modern models are regression-based and use neural networks [26]. Neural
networks are composed of layers of nodes that simulate how neurons work in the
brain. These nodes are interconnected between layers and perform mathematical
operations on the input, generating an output that resolves the given problem. The
most important part is that these networks use training data to adjust the parameters
of each node, dictating the output. DL focus on artificial networks with an increased
number of layers, improving computing power and creating better performing models.

Convolutional neural networks (CNNs) are especially relevant in the field of computer
vision. These special kinds of deep neural networks apply convolution operations on
matrices to drastically reduce the number of parameters in a network, making them
ideal on images, which are huge tridimensional (height, width, RGB colour) matrices.
This makes training faster, on top of being catered to the local relevance of pixels on
an image.

Figure 2.1: Example of a heatmap output for the landmark marked in red. Hotter
colors indicates the models believes it is more likely for the landmark to be in that
position. A heatmap is produced per landmark. Modified from [62, Fig. 1].
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Modern DL-based facial landmark detection approaches rely on a face detection algo-
rithm that precedes them. These will extract a bounding box containing the position
of the face inside the image. Facial landmark localization algorithms usually out-
put the (x, y) coordinates of each landmark, or a heatmap for each landmark which
indicates the probability of the landmark being in each heatmap position (see Fig.
2.1). These networks are trained on supervised datasets that have images with faces,
bounding boxes for each face and the coordinates for the landmarks. Usually, the L2
loss function is used, which is calculated as

L2 =
n∑

i=1

(li − l′i)
2 (2.1)

where n is the number of landmarks and li and l′i are the ground truth coordinates
of the landmark i and the predicted coordinates respectively. When using heatmaps
insead of coordinates, a possible solution is to take the top-k approach. It takes
the coordinates for the point from the k most probable pixels in the heatmap, and
calculates the L2 loss using the closest point to the ground truth.

DL models for this task vary greatly depending on the structure of the network. With
deeper models, the weights will increase exponentially if their derivative is large. This
is known as the exploding gradient problem. Conversely, when these derivatives are
too small, the value for the weights will be reduced to almost 0, which is known as the
vanishing gradient problem. Residual networks [19] include shortcut connections,
where the outputs of a layer are combined with the outputs of a latter layer to reduce
the vanishing/exploding gradient problem (see Fig. 3.3).

Besides changes in network structure, novel approaches include normalising images
from different datasets to alleviate their differences in style [9], using an intermediate
network to look for boundary heatmaps for the landmarks [59] or other alternatives
to the L2 loss like the Wing loss [13], as the L2 loss is very sensitive to outliers. This
loss includes a non-linear part for landmarks closer to the ground-truth and a linear
loss to account for outliers.

A common technique used for estimating landmarks is making rough initial estima-
tions, and iteratively improve the results with successive regression models. This
method is called cascaded regression [5, 30, 33, 52], and most of these models
present robust facial alignment estimation without compromising speed.

We focus on the method developed by Valle et al. [52], where they use a cascaded
encoder-decoder network. This work is an evolution of previous works, where regres-
sion trees were used instead on neural networks [50, 51, 53]. An encoder-decoder
is a CNN where an decoder reduces the dimension of the input to learn the repre-
sentation of the image, and the decoder does the opposite with the representation;
this structure helps the network to keep only the relevant information of the images.
This network also skips connections from the encoder to the decoder, to solve the
problem of information disappearing due to the length of the structure. The full cas-
caded model concatenates two of these encoder-decoder structures, each generating
heatmaps for every landmark, with some heatmaps dropped between the networks
to improve the generalization capabilities of the second encoder-decoder. The general
objective with this structure is for the second encoder-decoder structure to refine the
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Background and related work

predictions from the first, especially for ambiguous or occluded landmarks. We can
see a representation of the full structure in Fig. 2.2.

Figure 2.2: The Cascaded Encoder-Decoder model proposed has two encoder-decoder
structures to refine the heatmaps, with some being dropped for regularization pur-
poses. A final layer includes a regression to calculate the final coordinates [52, Fig. 1].

With the purpose of improving this model, we explore self-supervised learning (SSL)
techniques in section 2.1. These techniques use the inherent information contained
in the data to perform training, as opposed to traditional supervised classification,
where we have to provide labels along with the data. In section 2.2 image generation
techniques and modification using GANs are explained, to use them to create more
data from the existing one.

2.1 Self-supervised learning

SSL is a recent field of investigation in artificial intelligence. With DL, a large amount
of data is needed to obtain great results. In some fields (e.g. the medical field where
scan images are difficult to obtain), DL could benefit from training with images with-
out manually labelling. SSL is deemed closer to how an animal might learn, as no
additional information is given other than the one perceived by the senses. It is
also cheaper, more scalable, and less susceptible to noise than traditional super-
vised learning, which makes it an attractive option. We can divide this into two great
categories: SSL as a pretext task for representation learning and SSL for applicable
tasks.

Classic SSL is used as a pretext task for representation learning. With this method-
ology we use a pretext task, which is an unsupervised one, to learn the features
and representation of a problem. This knowledge is then transferred to improve the
performance of a downstream task [57].

The first approach to SSL is done by Dosovitskiy et al. in 2014 [10]. Based on the
common task of image classification, this method aims to create a class for each
image. It applies multiple different transformations such as rotation and contrast
changes to every image, forming a class with differently perturbed images for every
sample. The pretext classification task consists in identifying which image is the
original one for each perturbed image. For transfer learning, it shows how learning
this invariance to modifications improves the performance of the final task compared
to random initialization.

Multiple pretext tasks have been studied to perform efficient transfer learning for
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2.1. Self-supervised learning

images. Choosing a good pretext task is key, as the features learned are different
for each task, and different downstream tasks may benefit more from specific pretext
tasks closer to its domain.

Pretext tasks based on jigsaw puzzles are common to learn high-level features from
images. In [7] 9 patches are taken from an image and randomly shuffled. The clas-
sifier must learn high-level features of the image to find the relative position of these
patches among each other (see Fig. 2.3). In later work a similar idea is used [40].
These 9 patches are shuffled, and it does a classification based on which permutation
has been done to the patches among a number of possible ones.

Figure 2.3: An example of a self-supervised pretext tast. The model predicts the
relative position of two adjacent parts of an image (including diagonals). This results
in a classification problem with 8 classes, with no manual labels needed [7, Fig. 1].

A simple classification task is proposed by Komodakis et al. [27]. It can rotate the
image in 4 possible ways (0º, 90º, 180º and 270º), and a model is trained to predict
which of these rotations has been applied. It discusses how this simple task learns
robust features as it must learn when the image subject is upright and leaves no
possibility for the model to cheat.

Another way to learn useful features from images without supervision is by learning
how to create them. Image inpainting [41] takes patches out of images and uses
a context encoder to recreate them. Similarly, in the image colourization task [65]
colour is taken from the samples, leaving only the luminosity. The encoder attempts
to hallucinate plausible colours. While this can be considered a useful task to solve
on its own, the features learnt by the encoder can be useful for transfer learning.

Most recent approaches to pretext tasks try to learn a representation for the data.
This method aims to obtain a similar representation for different transformations of
the same image. However, a common problem is the collapse of these networks, where
the model finds trivial way of solving this problem: if it gives every image the same
representation, all the transformed images will have the same representation as the
original. For example, if we represent every image as a vector of ones, transformations
of the image of a dog will have the same representation. However, a different image
of a cat will also have this same representation. This is usually solved by introducing
a large number of negative samples, encouraging pairs of mismatched images to
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Background and related work

have different representations [37]. The work of Zbontar et al. [63] reduces the
number of negative samples by trying to keep the correlation matrix between the
representation of two positive samples close to the identity. Intuitively, this produces
diversity for each element of the representation of an image, and therefore prevents
falling to a collapsed representation with fewer negative samples. The network known
as BYOL [17] removes completely the need for negative samples by using two different
networks, the “target” and “online” networks. It updates the parameters of the “target”
network as an exponential moving average of the parameters of the “online” network,
eliminating the backpropagation.

Self-supervision has also been combined with other learning methods to improve its
performance. The multitask paradigm uses the same model trunk to learn different
tasks, with the premise of applying knowledge learnt from a different task in others
and improving generalization. While this is usually done with supervised tasks, it’s
proven how combining different pretext tasks improves the performance of down-
stream tasks compared to using a single pretext task [8]. Semi-supervision usually
combines labelled and unlabelled data to improve the performance of models. [64]
poses a question: why leave labelled data unused for SSL if it exists? It uses the ro-
tation SSL task [27] for the loss function with both labelled and unlabelled data while
using the regular supervised loss only with labelled samples. This semi-supervised
methodology improves performance over using exclusively unsupervised learning.

Along with the image-based methods previously discussed, the strong temporal con-
straint between frames in videos is a good self-supervision source too. A classification
of the correct temporal order between multiple frames [31, 38] (see Fig. 2.4) or the
movement of a camera in a vehicle [3] are used as self-supervision for representa-
tion learning. The relationship between audio and video is also commonly used to
discriminate between synchronized and out of sync video [28, 4] .

Figure 2.4: This work uses the temporal nature of videos as a source of self-
supervision. It creates out of order videos as negative samples and correct sequences
as positive ones, and the model must learn to differentiate between them [38, Fig. 1].

Video has led to breakthrough new applications for self-supervision. [29] uses the
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2.1. Self-supervised learning

aforementioned temporal order SSL [38] along with optical flow and “region of inter-
est” methods to accurately track objects in a video on a pixel-wise basis, without any
label in training and using a single mask on the first frame in validation. The syn-
chronization between audio and video is also used to solve diverse problems such as
audio-visual objects, multi-speaker source separation and active speaker detection
[2].

2.1.1 Self-supervised learning for landmarks

We can use any self-supervised task to pretrain a network for facial landmark detec-
tion, by transferring the parameters learnt from the self-supervised task and training
on a labelled dataset. This method improves performance over random initialization.

Self-supervised methods have been proven to aid facial landmark tracking in [61]. A
classifier attempts to distinguish shuffled and correct video sequences. After that, it
does supervised training on inverted, disturbed and regular video sequences. It uses
the consistency between these video sequences to train with unlabeled data too. This
achieves better results than other semi-supervised and fully supervised methods, and
is more useful as manually labelling landmarks on videos is a demanding task. FAb-
Net [58] also uses self-supervision on videos to learn facial features. The method used
is an encoder-decoder structure that learns to generate a frame of the video from one
or multiple previous frames. This pretraning is used for multiple downstream tasks,
including facial landmark recognition.

Figure 2.5: An example of landmarks learned without any supervision. While these
landmarks are consistent among themselves, they have little meaning for us and are
harder to use for a downstream task. [48, Fig. 1].

In contrast, there are several methods that attempt to directly learn recognizable
landmarks from images without any manual supervision [21, 34, 48, 49, 66]. How-
ever, we can argue the landmarks learnt in a completely unsupervised fashion lack
human interpretability (see Fig. 2.5). Therefore, we still prefer supervised landmark
annotations, even without an established common method to select the number or
location of these landmarks.

We pay special attention to the work of Honari et al. [20], where what’s called se-
quential multitasking is used (Fig. 2.6). With it, landmarks are the only source of
information used to predict a secondary supervised task such as image classifica-
tion. The most interesting take from this work is the use of the so-called equivariant
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Background and related work

Figure 2.6: The three different sources of gradients used in the work of Honari et al.
S represents the regular supervised loss, where it compares predicted landmarks to
the ground truth coordinates using an L2 loss. M is the sequential multitasking loss,
where it inputs the predicted landmarks to a fully connected network to predict a
secondary task. N is the equivariant landmark transformation (ELT) loss. It predicts
the landmarks of two images I and I ′ = TI, where T is an arbitrary transformation. It
applies a L2 loss between the predicted landmarks for I, which are applied the same
transformation as I ′, and the predicted landmarks for I ′ [20, Fig. 1].

landmark transformation (ELT) loss, a semi-supervised loss that uses two copies of
the same image with different geometric transformations. Then, the predicted land-
marks on one image can be transformed similarly to the point they would be on the
other one, and then it uses the distance from those transformed landmarks to the
predicted on the second one as a loss metric. This loss can be used with unlabeled
data, as it works with landmarks predictions instead of the ground truths.

2.2 Generative adversarial networks

GANs are a widely used model to generate synthetic data. Designed in 2014 by
Goodfellow [16], GANs for image generation feature two distinct components:

• The generator network usually has a noise vector as an input, and outputs a
synthetic image.

• The discriminator attempts to distinguish the origin of images, whether they are
real or they have been generated synthetically.

The adversarial part of the name comes from the way the generator and the discrimi-
nator are pitted against each other. The discriminator has to improve its classification
abilities as synthetic images keep getting more realistic, while the generator has to
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2.2. Generative adversarial networks

Figure 2.7: A diagram representing the usual structure of a GAN for images. Real
images and synthetic images generated by the generator are randomly inputted into
the discriminator, which tries to differentiate between them. The generator loss wants
to make the discriminator believe its images are real, while the discriminator loss
relies in correctly distinguishing images.

keep generating better images as the generator gets harder to fool, creating an envi-
ronment of constant improvement. The general structure of a GAN is depicted in Fig.
2.7.

While GANs can generate data closely resembling the training dataset, one of the
main disadvantages of GANs is the inability to choose the characteristics of the out-
put: There is no way to control with the input noise vector the attributes of the output
data. A common way to introduce some control is by using conditional GANs [36],
where selected attributes of the images are fed into the generator and discriminator
networks. The discriminator can use this additional data to easily discriminate im-
ages lacking these attributes, forcing the generator to learn how to generate images
containing them. It mantains the noise input for the generator, allowing it to generate
diverse images with the same attributes.

Karras et. al takes a different approach while creating the well-known StyleGAN
[24], trying to disentangle the latent space of the model instead of training with the
attributes, i.e. an unconditional GAN. The StyleGAN uses the progressive GAN as
the base model [23] (see Fig. 2.8). This GAN progressively grows the resolution of
the images in the generator and discriminator, allowing it to generate high-quality
images, stabilizing the training and increasing the level of detail in the process.

StyleGAN focuses on improving the generator while leaving the discriminator intact
(see Fig. 2.8. It maps the input noise vector z ∈ R512 to an intermediate latent
space w through a fully connected neural network. w is then added to each generator
resolution layer through adaptive instance normalization operation (AdaIN), which
performs the usual batch normalization on every image individually. Furthermore,
StyleGAN introduces noise in every step of the generation, controlling lower-level
stochastic variations like the placement of individual hairs. These changes, especially
the fully connected network, allows a certain level of disentanglement of the image’s
attributes.

Further work on StyleGAN reveals the appearance of artefacts in generated images.
This is solved by the StyleGAN2 model [25]. The AdaIN operation is substituted for a
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Background and related work

Figure 2.8: On the left is a representation of the progressiveGAN, where from a latent
space z the image is upsampled to create high quality images. On the right, the
StyleGAN architecture. It maps latent space z to a secondary latent space w through
a fully connected network. Then, it adds the latent space w to the generator on every
dimension, which also receives a noise vector controlling low-level detail. [24, Fig. 1]

normalization followed by a modulation, and a skip connection is also introduced be-
tween the different image sizes. The quality and diversity of the images is moderately
improved with these changes.

A last improvement on StyleGAN is made with StyleFlow1 [1]. This work focuses on
further disentanglement of each attribute of the image. The input vector z is trans-
formed into the latent space w using continuous normalizing flows (CNF) instead of
a neural network. These are bijective transformations between distributions, which
means the w space can be transformed back into z. These CNF blocks are condi-
tioned by image attributes a encoded in a vector, including age, beard, pose (pitch
and yaw rotations of the face), gender, whether it has glasses, baldness and light-
ing harmonics that define the illumination of the face. It is argued that using CNFs
further disentangle features, and conditions the output image to its attributes.

As the transformation between z and w and can be inverted (see Fig. 2.9). This
allows the possibility of turning an image with its latent space back to the input of
the network, changing the attribute vector a and projecting it to w again, producing
the same image with the desired attributes changed. For training, they extracts facial
attributes using the Microsoft faces API and lighting conditions using a DPR model
[67]. While StyleGAN has trouble disentangling features, e.g. changing involuntarily

1https://github.com/RameenAbdal/StyleFlow
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2.2. Generative adversarial networks

the gender of the person when trying to change the expression, StyleFlow promises to
maintain all defined features, including the identity and recognizable facial features
of the person. Moreover, StyleFlow allows precise sequential editing, e.g. changing
the expression after changing the gender.

Figure 2.9: This diagram shows how the bijective property of conditional normalizing
flows is used to edit images. First, in the JRE step the initial latent space z0 is
obtained from the original image’s attributes and the secondary latent space w. Then,
in the CFE step, we can edit the attributes we want to change the behaviour of the
CNF blocks and create a new w′ latent space, which generates the edited image.

2.2.1 Data augmentation with GANs

Data augmentation consists in increasing artificially the amount of training data by
applying modifications to the existing data or generating synthetic new ones. Neural
networks see this slightly modified images as completely different new ones, and aid
these algorithms where it isn’t as easy to find the large amount of data required.
GANs have been proven useful as a data augmentation technique [42], especially in
the medical field where the training examples are scarce [14, 43]. Adding synthetic
data to the training set following the same distribution as real data improves the
precision on validation. With landmarks, where as it has been discussed datasets
are scarce, this takes a special relevance.

A problem arises when the target data distribution differs from the one in training.
With images, this can be due to multiple factors such as the different sources of the
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Background and related work

images (e.g. images taken from the internet or images from a phone camera) or bias
selecting images for the training dataset. Most importantly, data augmentation with
synthetic images could make the model learn particular characteristics unique to
these samples that don’t translate well to real data. Domain adaptation techniques
attempt to alleviate the shift in distribution between the training and validation set.
We refer to the survey by Wang et al. [54] for a complete review of domain adaptation
methods for images. Three main types of methods are highlighted in this review:

• Discrepancy-based: the weights of the model are adjusted training with addi-
tional data from the target distribution. This is the simplest method, as long as
this data is available.

• Adversarial-based: similar to GANs, a discriminator is used to discern synthetic
and real data in training. Trying to increase the loss of the discriminator leads
the model to learn useful features common to all data.

• Reconstruction-based: Using an autoencoder or similar models, a representa-
tion of the image is created, being invariant to the original distribution.

We focus on the adversarial-based model proposed by Ganin et al. [15], where a
domain classifier is introduced via a gradient reversal layer. The domain classifier

attempts to classify the source domain of the data. The objective is to maximize the
loss of the domain classifier, which would mean the classifier is unable to distinguish
the source of the image with the learnt features. However, most methods to train
these networks rely on backpropagation, which minimizes the loss function. That’s
why the gradient reversal layer is introduced, which multiply weights by a negative
constant. With this, the loss of the domain classifier can be maximized while the
loss of the actual classifier is minimized, both using any existing backpropagation
method.
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Chapter 3

Development

In this chapter we describe both the technology used and the process developed. First
of all, we describe the dataset that we will use through all of this work in section 3.1.
Then, in section 3.2, we describe the model used, along with which parts are modified
to make the implementations.

We simultaneously develop two distinct parts for this project. The first one in section
3.3 is the semi-supervised multi-task implementation inspired by self-supervision
techniques and the work of Honari et al. [20], with special emphasis on the types
of transformations used. The second one in section 3.4 is the implementation of a
pipeline to work with GAN generated data augmentation, specifically lighting changes
implemented in StyleFlow [1].

3.1 Dataset

The Wider Facial Landmarks in-the-wild (WFLW) dataset [56] is used for every experi-
ment mentioned in this work. It is composed by 6550 images containing 10000 faces,
7500 for training and 2500 for testing. All of them are accompanied by 98 manually-
annotated facial landmarks, and a bounding-box indicating the position of the face
in the image. The faces on this dataset have a wide range of variations of pose, ex-
pression and face-occlusion, making it one of the hardest available benchmarks for
facial landmark recognition.

In addition to the landmark annotations, WFLW offers a categorization of its images
in different subsets. These are, as shown in Fig. 3.1, large poses such as profile
pictures, exaggerated expressions, extreme illumination, make-up, occlusions and
blurred images. Analyzing the results on these subsets allows a better understanding
of the performance of the landmark detection under harsher conditions. Note that a
single face may be included in multiple subset, e.g., a profile picture of a man wearing
makeup.

3.2 Model

The project used as a base for development has been developed by the investigation
group in computer vision and air robotics from the Universidad Politécnica de Madrid
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Figure 3.1: Samples from the WFLW dataset, 3 for each subset. Every face has 98
manually-annotated landmarks.

[52]. This project, implemented in PyTorch1, is highly modular and customizable,
allowing the user to choose from multiple datasets, models and configuration to train
for multiple tasks, mainly facial landmark detection and pose prediction.

The specific model used is based on an two-phase cascaded encoder-decoder archi-
tecture, where each phase is an identical encoder-decoder structure that refines the
location of landmarks, outputting a heatmap of the landmarks in each phase of the
cascade.

This model incorporates the inverted residual block described in MobileNetV2 [44]
(see Fig. 3.3), focused on being faster and more memory-efficient compared to a
regular residual block. This inverted residual block introduces a bottleneck of infor-
mation, with a narrow wide narrow structure in terms of number of channels. The
first layer has a 1x1 convolution, then a depth-wise 3x3 to decrease the number of
computations, and a 1x1 convolution reducing the number of channels. Then, as
in regular residual blocks, the output layer is added to the initial one to reduce the
problem of the vanishing gradient.

The encoder layer has a 2x2 stride to reduce the dimensions followed by an inverted
residual block. The decoder has a 2x2 deconvolution layer increasing resolution, a
concatenation of the residual output of the encoders, a 1x1 convolution and finally,
an inverted residual layer. With the encoder-decoder structure, we reduce the image
to 8x8x256 and bring it up again to 128x128. With an input image of 128x128 and
3 channels (RGB) (see Fig. 3.2). The number of inverted residual layers increases
towards the bottleneck of the model.

The final part of the network is the heads. These are configurable parts of the network

1https://pytorch.org/
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Figure 3.2: The model used. It is a cascaded model, composed by two encoder-
decoder structures with skip-connections, and a final 1x1 convolutional layer to cal-
culate the heatmaps for the landmarks. Above each layer, we indicate the number of
filters, with the height and width noted below.

that create outputs for different tasks. The main task is on the landmark head, which
predicts the location of the landmarks and applies a supervised loss that relies on
the distance to the real landmarks. This layer contains a 98 channel convolutional
layer with a 1x1 kernel and a softmax function only on inference. The 98 layers are
producing heatmaps, one for each landmark in the WFLW dataset. We use a top-1
function, where the coordinates for the best most probable pixel are kept. While other
heads could be added, such as ones for predicting the pose or landmark visibility, we
only use this one for this project.

In this project, we introduce a new loss, using the coordinate outputs from the land-
mark’s head. On next section, we describe the process to implement this.

3.3 Equivariant Landmark Transformation

Inspired by self-supervision methods and based on the work of Honari et al. [20],
we improve the landmark localization using a semi-supervised loss. ELT consists in
using two variations of the same image, differentiated by a transformation which can
be undone (see Fig. 2.6). A prediction on one image should be in the same spot of the
face in the second one. However, from the network’s perspective it’s different, where

17



3.3. Equivariant Landmark Transformation

Figure 3.3: This figure shows the difference between a common residual block and
the inverted residual block used in MobileNetV2, where the thickness of the layers
represents the relative numbers of channels. In the inverted residual block, the skip
connection is between layers with few channels [44, Fig. 3].

a slight change completely changes the perspective on the landmarks. The objective
in implementing this is to learn indifference towards these transformation, making
it easier to find the correct landmarks when the face is on different positions of the
image.

Towards the implementation of this, the first step must be changing the way images
are loaded onto the model. To use the described method, we must load two differently
transformed versions of the same image.

3.3.1 Data loading

As mentioned, the model was implemented using PyTorch. To implement the semi-
supervised method, we have to load two versions of the same face. This input loading
in PyTorch is performed by a class called the DataLoader, which also applies any
necessary preprocessing to the data.

We have to treat images from the WFLW before inputting them to the network. More-
over, we apply a set of traditional data augmentations on every image. All of this
is done using a set of augmentors. While the name would imply we exclusively use
these to perform data augmentation, some include necessary preprocessing such as
cropping and resizing the image to show the face in the middle. By default, we apply
augmentors in the following order:

• Flip: We horizontally flip the image randomly. By default, we apply this effect to
50% of the images.

• Translation: The bounding box of an image defines a rectangle depicting the
exact position of the face in the image. With this augmentor, we move this
bounding box a certain number of pixels using the following formula:

Δx = U(−rw, rw);Δy = U(−rh, rh) (3.1)

where Δx and Δy are the movement in the x and y coordinates respectively, h
and w are the height and width of the image, r is a movement factor and U(a, b)
is the uniform distribution between a and b. The value for r chosen for the
experiments is 0.05 unless otherwise specified. This bounding box change will
cause the face to move away from the center of the detection box.
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• Rotation and scaling: We rotate the image a certain number of degrees to the
right or left, while applying an scaling factor. We do this by applying the following
affinity matrix to the image and bounding box:

R =

[
s cos(α) −s sin(α) x0(1− s cos(α)) + y0s sin(α)
s sin(α) s cos(α) −x0s sin(α) + y0(1− s cos(α))

]
(3.2)

where (x0, y0) denotes the central point of the image, s is the scaling factor and
α is the rotation angle in radians. By default, we sample the rotation angle from
U(−π/4, π/4) and the scaling factor from U(−0.15, 0.15).

• Occlusion: We place a randomly coloured rectangle in front of the face to hide
some landmarks. We calculate the height and width of the rectangle randomly
by sampling from the uniform distributions U(h∗rmin, h∗rmax) and U(w ∗rmin, w ∗
rmax) respectively, where h is the height of the image, w is the width, and rmin

and rmax are the parameters controlling the size of the rectangles. The default
value for rmin and rmax are 0.1 and 0.4 respectively

• Lighting: We transform the image from the default RGB to the HSV colour space
[32]. Then, we modify the H, S, and V values of the image taking the original
value of the pixel and multiplying it by kH , kS and kV respectively, each being
different samples from an uniform distribution. The values for the pixels are
limited to a minimum of 0 and a maximum 255, for obvious reasons, except for
the H value where the maximum is 179 instead. We use the uniform distribution
U(0.5, 1.5) by default to calculate kH , kS and kV . Finally, we convert the image
back to the RGB colour space.

• Blur: We apply a Gaussian filter to the image, simulating an out of focus pho-
tograph. We randomly choose the size of the kernel shape, which is an square
matrix. The deviation for the filter is automatically computed given the kernel
size by the openCV library2.

• Crop: This is necessary to create a square image with the correct size and
centering it around the face. We take the point (x, y) as the left upper corner of
the bounding box, and w, h as the width and height of the image. We define a
target distance td to the face, td = 1.6 for the experiments. We take s = max(w, h)td
and calculate the center of the enlarged bounding box as (x0, y0), where

x0 = x+
w

2
, y0 = x+

h

2
(3.3)

As the image will be transformed to a target width or height w′ and h′, the new
image center will be

x′0 = w′/2, y′0 = h′/2 (3.4)

Finally, we choose the homothethy factor so that the new horizontal dimension
will coincide with the new size, taking

2https://docs.opencv.org/master/d4/d86/group__imgproc__filter.html#gac05a120c1ae92a6060dd
0db190a61afa
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3.3. Equivariant Landmark Transformation

μx = w′/s μy = h′/s (3.5)

With all these values, the affine transformation that will perform the crop is
defined as

C =

[
μx 0 x′

0
− μxx0

0 μy y′
0
− μyy0

]
(3.6)

The target width and height for the experiments is w′ = h′ = 128, producing
128x128 images with space around the face, as shown on Fig. 3.5.

This DataLoader may load images on batches. Instead of training with the whole
dataset, which would take too much memory, the model updates its weights after a
group (batch) of images. This also makes training faster than updating after every
sample and reduces the noise in the gradient descent, at the cost of more memory to
be able to store the multiple samples at the same time. We define an hyperparameter
called batch size, which is the number of images that the network goes through before
updating weights.

The DataLoader must be able to create multiple versions of the same image, to allow
the proposed problem to be solved while allowing future implementations to use ver-
sions of the same images with different augmentations. With this in mind, we give
the user the ability to choose a number of different steps. In each step, we perform
a different set of data augmentations to every image with different configuration pa-
rameters. We apply the first set of augmentations to the original image I, creating the
augmented image I1. Then, we copy the image I1 to create I2, and apply the second
set of augmentors to both images, generating different results since we apply some
randomness to all operators. If we wanted to apply a third step of augmentors, we
copy the image I2 to create I3, and then we apply the third set of augmentors to the
three images.

As an example, let’s say we want to apply 3 set of augmentors to create 3 versions
of the same image. The first set S1 will apply a lighting change. The second S2 will
apply a random rotation, and the last S3 will perform a random translation. With
this configuration, we apply a lighting change to the original image to create I1. We
copy this image to I2, and then we perform the rotation of the second step on both
I1 and I2, creating images with two completely different rotations. For the third step,
we copy the image I2 to I3 with the same rotation, and apply a different translation
to each image. The end result is three images with the same colour and lighting,
completely different rotation, and only I2 and I3 having the same rotation (see Fig.
3.4). Endless possibilities arise from the combination of the number of steps and
augmentations.

With this new DataLoader, the main training algorithm has to join the batches of the
same images with diferent rotations, creating a batch double the size of the training
batch specified. For example, if we want to train with 6 images in a batch, the final
batch will have 12 images: 2 versions of every one of the 6 images. This means the
memory requirement during training will increase using the same batch size, as 2
versions of the same images have to be loaded. The ELT loss described below will be
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Figure 3.4: Illustration for the example of the 3-step DataLoader. S1 is augmenting
lighting, S2 performs a rotation and S3 a translation, resulting in 3 images with the
same colors, 2 with different rotations, and a different translation each.

able to split this final batch in two to compare the differently-rotated versions of the
pictures.

3.3.2 Adding rotations

To perform this initial version of the semi-supervision, we need two images with dif-
ferent rotations. For this purpose, we use a two step DataLoader: the first set of
augmentors are the flip, occlusion, lighting, blur, translation and scaling; the second
one has the rotation and crop. We create two images with the same augmentations
except the rotation, as seen in Fig. 3.5. The DataLoader returns two batches, com-
posed by the same images in the same order with the rotations changed.

The classical, supervised learning for facial landmark prediction uses the manually
annotated labels from the dataset. We denote with Lgti the loss associated with the
prediction of landmark i. The model outputs a heatmap hi of size a × b, where each
pixel hi(pa, pb) is a random variable representing the probability that landmark i lies
at position (pa, pb). Lgti is the cross-entropy of the vectorization of hi with a vector
encoding the correct location probabilities of landmark i. Lgts is the average loss of
all landmarks.

Lgts =

∑
98

i=1
LgtiMi∑

98

i=1
Mi

(3.7)

This loss only takes into account landmarks without occlusions and that aren’t out-
side the image, using a simple mask of visibilities Mi ∈ {0, 1}∀i ∈ {1, . . . , 98}. 98 is the
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3.3. Equivariant Landmark Transformation

(a) Original (b) Augmented (c) Rotated

Figure 3.5: (a) Original image (b) Image after performing a random flip, occlusion,
lighting, blur, translation and scaling augmentation (c) Image after performing two
random rotations followed by a crop on (b).

number of landmarks on this specific dataset.

We introduce a new loss function. This one aims to measure the difference between
the predicted landmarks for the second batch of images, and those of the first batch
if they had undergone the same rotation. Intuitively, if the image is the same, the
landmarks will always stay on the same pixel of the face regardless of rotation, e.g.
the pupil landmark will always be in the center of the eye disregarding where the eye
is in the image.

To do this, we have to rotate the first batch in the same way as the second. We save
the information on the rotation angle for each image while performing the augmenta-
tion, denoting the angle of the ith image of the first batch as αi, and βi for the second
batch. Undoing the rotation of the first batch and performing the rotation of the sec-
ond will yield the same image. As both rotations share the same center, this can be
done in a single step using as a rotation angle:

γi = βi − αi (3.8)

Using the angle γi and a scaling factor of 1, the images in the first batch can be rotated
with equation 3.2. Specifically, we do this taking the landmarks, a 98x2 matrix
L, transforming them to homogenous coordinates to get a 98x3 matrix, and finally
getting the transformed landmarks as L′ = (RLT )T . It can be seen how this operation
can be easily vectorized for faster computation, applying it to every image in a batch
at the same time. However, to rotate the landmarks we need their coordinates, but
the model outputs heatmaps. To get a point for each landmark, the row and column
of the most likely pixel is obtained.

To calculate the loss, we take the predicted landmarks from the second batch as
pseudo ground-truths. Then, the same supervised loss L2 used to get Lgt is em-
ployed, with the pseudo ground-truth and the rotated landmarks from the first batch
using the method described above. This loss will be referred to as Lelt. If the model
predictions are consistent, Lelt will approach 0. This process is show in Fig. 3.6.
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Figure 3.6: The model predicts the landmarks for images with different rotations I1
and I2. We rotate the landmarks from I1 like I2. Finally, we take the L2 loss between
the rotated landmarks from I1 and those predicted from I2.

Having these two losses, the final loss will be written as:

Loss = Lgt + λeltLelt (3.9)

We note that Lelt is only used during training, using only Lgt for validation and testing.
We discuss the values for λelt in section 4.1.

3.3.3 Adding translations

The promising results shown for the rotations inspired the addition of translations.
The intuition is that having the face move away from the center of the image will
improve the landmark recognition capabilities of the model for situations in which the
detector does not locate the face in the center of the bounding box. The methodology
will be very similar. We use a two step DataLoader: the first set of augmentors are the
flip, occlusion, lighting, blur and scaling; the second one the rotation, translation and
crop. The only difference is that we do the translation on the second step instead of
the first. This means two images are generated with the same augmentations except
for the rotation and translation.

The problem of undoing a relative rotation and translation is more involved than a
simple rotation. While only performing a different rotation on the images, the center
of the rotation remains the same, thus being able to simply perform the rotation
knowing the angle. However, the way we do the crop, we shift the bounding box of
the image, and do the crop ito match a certain distance to the bounding box.

To reconstruct the image, we have to store more information during the augmentation
process. Specifically, we store the affinity matrix for the crop in equation 3.6 along
the augmented image. Intuitively, we reconstruct the image by un-cropping the first
image, undoing its rotation, undoing its translation, performing the second image’s
translation, performing its rotation and finally cropping it like the second image. Fig.
3.7 shows this process.

To undo the cropping, we have to apply the inverse transformation. We can obtain
the inverse of the affinity matrix by splitting the C matrix as C = [A|b], where A is a
2x2 matrix and b is 2x1 matrix. We obtain the inverse transformation as:
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3.3. Equivariant Landmark Transformation

Figure 3.7: Process to undo a relative rotation and translation between images I1
and I2. Landmarks are shown in green, the bounding box in red, and the center in
blue. Starting with I1, we have to undo the crop to get the rotated image. Then, we
rotate the image is rotated back using the center marked in blue from the original
image. Finally, we move the bounding box to get the original image again. To get to
I2, we do the inverse process according to the parameters for this image: we move the
bounding box, rotate and crop the image. We can directly transform the landmarks
from the rotated images as the center of the rotations is the same, skipping the step
of moving the bounding box.

C−1 = [A−1|(−A−1b)T ] (3.10)

We undo the cropping from the landmarks in homogeneous coordinates L by applying
(CLT )T . Then, we do a simplification, thanks to the way we have implemented the
translation. Before the translation, we take the center of the bounding box for the
original image, which is the point used as the center for the rotation (see Fig. 3.7).
Therefore, this translation doesn’t have to be undone, as the rotation will be the same
whether the bounding box of the face is moved or not.

With this information, we can perform the rotation using the same method as in
3.3.2. Then, we use the affinity matrix used in the second image C ′ to do the same
cropping, taking the homogenous coordinates of the landmarks after undoing the
crop and the rotation and applying (C ′LT )T . With this, the predicted landmark coor-
dinates in the first image can be transformed to their equivalent point in the second
image, with a different rotation and translation. Moreover, this method is a general-
ization of the one in 3.3.2, with the addition of the possibility of adding a translation.
In the same way, this operations can be vectorized for quick computation on the
whole batch of images.
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As a side note, the reconstruction of the point may not be perfect. These transforma-
tions cause the reconstructed points to shift a bit from their real location, as the crop
is producing a change in image resolution.

We show the results after adding translations in section 4.1. While the results are
good, the metrics on the lighting subset of WFLW can be improved. This is one of the
reasons why the next step in this work consists in performing a data augmentation
based on an unconditional GAN, where the lighting of images will be change in an
attempt to improve performance on this subset. In the next section, this process will
be detailed.

3.4 Synthetic data augmentation

The first step toward data augmentation using GANs consists in making StyleFlow
work. The decision of using StyleFlow has two main motives:

• We want to modify existing images rather than creating new ones. This is be-
cause being able to modify attributes like the beard or the gender of a person
shouldn’t affect the position of the landmarks, being able to use it as super-
vised training. StyleFlow promises the ability to change attributes of an image
without affecting others, and being able to chain changes. We note that im-
ages created from a GAN can still aid in training while lacking labels, by using
auto-supervised methods or by using only the semi-supervised losses proposed
in 3.3,

• As a paper published in 2021 [1], StyleFlow is a state-of-the-art model for image-
editing and generation using unconditional GANs. Furthermore, a release of
their code has been made public3, with an UI for editing the images.

The first problem appears as the UI is only prepared to work with monitors with a
2K resolution. Having solved this by editing the code for the interface, we observe
another complicating factor. The UI allows the user to change some handpicked
images embedded in the latent space of StyleGAN2, but it’s impossible for the user to
insert its own images.

After altering the code to inspect other images from the encoded latent-space, we
question the promised abilities of StyleFlow. Some of the observed problems while
editing images are:

• The network doesn’t work well transforming people to really old or young age.
This is speculated to be due to an imbalanced training dataset where people of
middle age are more common than children or elders.

• Changing baldness, beard, sex and age sometimes causes a change to facial
features that might alter the subject’s identity.

• Changing the pose (pitch and yaw) works well, but extreme values also causes
problems such as unnatural gaze.

• The changes in lighting work well too, as long as they aren’t too extreme.

3https://github.com/RameenAbdal/StyleFlow
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3.4. Synthetic data augmentation

• The disentanglement of the features is far from perfect. For example, changing
the age of a women might also cause a beard to appear.

Figure 3.8: These examples show some problems observed while editing images. On
the left, the original encoded images. On the right, the images with a single at-
tribute edited. Obvious deformities often appear when changing these attributes.
Furthermore, it can’t disentangle attributes completely, as in the example changing
the gender has also put a beard.

These problems are further accentuated later when we test with custom images (see
Fig. 3.8). While the original purpose would have been to add different augmentation
such as the beard or the gender to generate a more diverse dataset, this is deemed
impossible as the position of its landmarks would change and the results can’t be ex-
pected to be good, especially in the images from the hard WFLW dataset. Therefore,
we took the path pf changing the illumination exclusively. This decision is also sup-
ported by some results of the ELT shown in section 4.1, where it is speculated that
adding more shifts in illumination would improve results on the illumination subset
of WFLW.

3.4.1 Generation of relighted images

The first step, before being able to change the illumination, consist in allowing the
addition of user generated images to StyleFlow. An image needs three separate things
to be edited with StyleFlow:

• A latent space representation, which consists of 18 vectors with 512 values each.
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This is not a direct conversion of the image, but an approximation where some
details from the original image are lost.

• Attributes of the images, which were originally obtained using Microsoft Faces
API4. These include the pose of the face (pitch and yaw), gender, age, baldness,
beard.

• The spherical harmonics (SH) of the lighting, estimated using the deep single-
image portrait relighting project5 [67]. While this project aims to change the
lighting of a portrait using target SH and the predicted normals and SH of an
image in-the-wild, the authors of StyleFlow just use their implementation of
SfSNet [46] to predict the SH of the image.

We can’t obtain any of these aspects anywhere within StyleFlow’s code. Therefore,
we have to make an implementation of all of them to test the framework with custom
images.

The first step is encoding the images into the latent state of StyleGAN2. For this, we
employ the same project the authors used.

Stylegan2encoder6 is a direct implementation of the projection method described in
the original StyleGAN2 paper [25], adapted to create images from the FFHQ dataset.
This dataset is composed by high-quality, 1024x1024 facial images with a frontal
pose.

First, we need to align the image resembling the structure of FFHQ images. To do
this, we do the same preprocessing done for the FFHQ dataset here. We show this in
Fig. 3.9:

1. The aligner first detects faces on the image using the landmark detector from
the dlib. The reason for this are both simplicity, as this is already implemented,
and the fact that if dlib’s landmark detector can’t find a face, the face would be
impossible to recreate for the projector. That is, faces with heavy occlusions or
extreme poses.

2. The image is cropped around the detected landmarks, leaving some empty space
around.

3. A quadrilateral transform is applied to rotate the image and adjust it to a
1024x1024 canvas. This transformation consists in mapping a square area
inside the crop to the 1024 x 1024 canvas.

4. Finally, a padding is done if the face was too close to the edge of the original
image. This is done by extending the pixels in the borders and blurring them.

To be able to reconstruct the images later, we store information about how this align-
ment process was done. This includes two points defining the cropped area inside
the original image, four points that define the rectangle for the quadrilateral trans-
formation, and a 4-position vector that stores how many pixels had to be padded in
each side of the image.

4https://azure.microsoft.com/en-us/services/cognitive-services/face/
5https://github.com/zhhoper/DPR
6https://github.com/rolux/stylegan2encoder
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(a) Original (b) Aligned image (c) Projected image

Figure 3.9: (a) The red square indicates the area cropped for the alignment, while the
dashed green line indicates the area which will be mapped to (b), slightly rotated. (b)

The aligned image after the quadrilateral transformation. (c) The resulting image after
projecting (b) into StyleGAN2’s latent space. Some details are lost in this process,
such as the earrings and the letters on the background.

We compare these resulting images against the training dataset from WFLW. We only
keep detected faces that overlap with a bounding box in the dataset (i.e. faces that are
labeled in the dataset). Furthermore, we discard images with less than 22500 pixels
(i.e. with a resolution of at least 150x150 pixels). The reason behind this is that as
StyleGAN2 has been trained on high-quality images, the results after encoding small
or blurry faces is poor. These two restrictions reduce the number of faces from 6500
on the training dataset to 2226, where the majority of images where rejected for its
small dimensions.

Subsequently, the aligned images have to be projected onto StyleGAN2’s latent space.
It is an iterative process that attempts to predict the noise layers that generate that
image. This slow process is ran during 1000 iterations, taking an average of 6 min-
utes running on an Intel i5-6500K 3.2 GHz processor, 16Gb RAM computer with a
6VRAM Nvidia RTX 2600 GPU. Both the latent space representation vectors and the
final generated images are stored.

To speed up generation, we immediately discard images that don’t reach a certain
generous loss threshold on its 100th iteration, as we are unlikely to obtain good
results when the loss is too high initially. Doing this further reduces the image count
from 2226 to 1007.

Afterwards, we start a slow, excruciating manual comparison process. We compare
aligned images to their pair generated from the latent spaces. If they don’t reach a
quality deemed sufficient, they are eliminated. Most of the images generated have low
resemblance to the originals, with important details missing, reducing the number of
images to a final 276. This set will be the ones used for the data augmentation. Fig.
3.9 shows an example with good projection results, while Fig. 3.10 displays examples
of rejected images. The main reasons an images aren’t well encoded are:
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Figure 3.10: On the left, the original images. On the right, the failed encoding of
the images. We have rejected all of these images. As you can see, occlusions, weird
expressions and generally non-usual images generate bad images when run through
the latent space. Others simply differ too much from the training dataset, so its
features can’t be adequately encoded to generate a decent result.

• The dataset isn’t prepared for occlusions, so any object in front of the face is
treated as a part of it. As an example, a hand in front of the face will be elimi-
nated and fused with the face.

• Smaller or blurry images end up in a blurry projected image with hard to distin-
guish features.
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• The model tends to eliminate ears from the image. We think this is because the
FFHQ is biased toward frontal images where the ears are not visible.

• It alters some facial features relevant to the landmark positions. Most promi-
nently it changes the gaze, shape of the lips, eyebrows or eyes from the original.
While it has some trouble generating good looking teeth, these are not relevant
for the landmark localization and we only discard these images if the problem
with them is too pronounced.

• Some images are simply too different from the ones seen in training with the
FFHQ dataset, and it can’t find a proper encoding in the latent space.

Then we have to obtain the attributes for the image, including the yaw and pitch,
age, gender, baldness, amount of beard the person has and whether it has glasses or
not. We do this using the free subscription to Microsoft’s Faces API in Azure, as up
to 10000 calls per month are allowed and only 276 would be needed to identify every
image. We send the generated images to this API. Every single one is successfully
identified by the API, which is a testament to the fidelity of these images, and we link
the attributes to the latents that generate the image.

The last step before augmenting the images consists in obtaining the SH of the light-
ing with the DPR repository. We use a modified version of the code to get the har-
monics, which are again linked with their corresponding latents.

StyleFlow’s repository only contains code for the interface, to generate random images
from a seed, and to mix the styles of multiple images. Therefore, to change desired
attributes, we have to make a custom implementation. With it in mind, we create
code that is able to programmatically generate images with changed lighting. In this
implementation, we can use a simplification of the SH with 6 lighting positions to
specify the target illumination. These lighting positions are left to right, right to left,
up to down, down to up, no lighting and frontal lighting. The generated images are
controlled with 3 hyperparameters: we can choose how many relighted faces are
generated for each image, how many lights are changed out of these 6 positions,
chosen randomly, and how much is the minimum and maximum amount of change,
also chosen randomly between these values.

For the experiments, we generate 3 relighted images from each one (see Fig. 3.11),
changing 3 lights with the amount of change chosen experimentally, in order to get
a noticeable change without forming artifacts. Having generated executed this code,
we generate 276∗3 = 828 relighted images. Each image takes 750ms of execution time
on average.

3.4.2 Integrating relighted images with the dataset

A problem remains before using the newly generated pictures: the cropping method
the augmentor uses is different to the crop needed by StyleGAN2, which is much
closer to the face (as can be seen comparing Fig. 3.5 for the augmentor crop to
Fig. 3.9 for the StyleGAN2 crop). To train, we need the same cropping for every
image: if synthetic images were different to real pictures, the network would have a
harder time locating landmarks, and differentiating synthetic from real images would
become trivial.

As StyleFlow’s images can’t be zoomed back to include the background, we have to
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Figure 3.11: On the left, the original generated image. On the right, 3 relightings.
We can appreciate the difference in lighting direction and shadows in each face, es-
pecially on the hair.

use other options. While doing the opposite would be easy (i.e. cropping the loaded
images with the StyleGAN2 style), this would alter previous experiments with the
network and may cause undesired behaviour.

The option we take is to paste the changed image into the full real picture. To do this
we use the cropping, quadrilateral and padding transformation stored in the aligning
process. To undo the quadrilateral transformation we must define an homographic
transformation using 4 points from the relighted images, pn = (xn, yn); 0 < n ≤ 4,
and the corresponding 4 points in the desired quadrilateral transformation which
had been previously saved, p′n = (x′n, y

′

n); 0 < n ≤ 4. We define the corresponding 3x3
homography matrix H that maps pn to p′n as p′n = Hpn. It has eight degrees of freedom,
meaning we can solve the following equation:
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to get the homography matrix H, formulated as

H =

⎡
⎣h11 h12 h13
h21 h22 h23
h31 h32 h33

⎤
⎦ (3.12)

Then, we paste this transformed image into the left upper point of the crop, moving
it in the opposite position of the padding done for each axis.

Encoding in StyleFlow will most likely do some changes to the background, further
accentuated if we attempt a change in lighting. Therefore, pasting the image on
top will cause a very noticeable border between the real part of the picture and the
augmented face, as seen in Fig. 3.14. The ideal solution to deal with this problem
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3.4. Synthetic data augmentation

would be to paste the face area exclusively, leaving the background part of the image
the same.

To do this, we have to do a segmentation of the image, leaving two areas, the face and
the rest. Simply taking the area around the facial landmarks would have sufficed,
but we opted to use a more complex method to achieve better results. We use a facial
segmentation model based on the Image Segmentation On Faces7 repository. This
implements a fully convolutional network in the Keras library that takes a 224x224
RGB image and produces a binary mask, effectively segmenting the face. The struc-
ture of the segmentation network is based on VGG-16 [47], and the architecture is
portrayed in Fig. 3.12.

Figure 3.12: Adaptation of VGG-16 model for image segmentation.

This project does not come with pretrained weights, so we have to train before using
the model. While the author pretrains the network, we did not do this due to time
constraints, as the code for this is not provided and it would take too long. We train
the network on the LFW part labels dataset [22]. This dataset is composed by 2927
images with labels for the face, hair and background, as Fig. 3.13 shows.

The preprocessing we do to this dataset consists simply in creating ground truth
grayscale images from the labels, with a white value for the face and black for the hair
and background. We train for 15 epochs on a batch size of 1, using an SGD optimizer
with momentum, step-decay and Nesterov. This model achieves 89% accuracy on the
testing dataset. The author reports achieving a 92% accuracy with the pretraining, a
batch size of 1 and 10 epochs of training.

7https://github.com/aaronphilip/Image-Segmentation-On-Faces/
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Figure 3.13: An image from the part labels dataset. Image on the left is the original.
On the center is an automatic segmentation of superpixels, which are groups of pixels
that share similar visual properties. On the right, the segmentation for face (green),
hair (red) and background (blue), done manually over the superpixels.

We resize the cropped version around the face of the original image to 224x224 and
we send it into the segmentation model in order to get the area of the face of each
individual. This creates a binary segmentation mask which we will use to paste to
this region of the image. To make the pasted image even more seamless, we apply a
Gaussian filter to the mask, creating a grayscale image that serves as the alpha layer
for the paste. To clarify, a pixel value of 255 for the mask means the relighted image
is fully visible, while a 0 value means the original image is visible. Values in between
will merge the RGB values from both images. An example of a result is shown in Fig.
3.14.

(a) (b) (c)

Figure 3.14: (a) Original image with the lighting edited crop pasted in the correct
position (b) The mask for the face, extracted using the image segmentation model
and with a blur applied (c) Original image with the lighting edited crop pasted in the
correct position, using the mask from (b).

We consider multiple options to add the lighting change to training:

• Performing the full augmentation process during training. This would include
the alignment, encoding, attribute extraction, relighting and pasting of the face.
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3.4. Synthetic data augmentation

This methodology is quickly discarded, as the encoding alone takes 5 minutes,
and the training process would be extremely inefficient. Furthermore, it would
be pointless to repeat every step up to the relighting each time.

• Preprocessing every image and storing its alignment, latents and attributes, do-
ing only the relighting and pasting on training time. This option is discouraged
as well, as the relighting in StyleFlow takes a non-negligible amount of time,
which would slow down training almost to a halt.

• Storing and using the relighted images. If the image is already pasted, it’s usage
is immediate as any other picture in the dataset.

We choose the last option as it’s the only viable one. However, this method has a
big disadvantage: the lighting augmentations won’t change from epoch to epoch. For
the experiments, we add three light changes to the dataset for each final image, as
discussed above. This results in 828 “new” faces in the dataset, also maintaining the
original ones. As a result, the dataset has four copies of the same faces with different
lighting each. We discuss the problems that arise from this in section 4.2.
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Chapter 4

Experiments and results

In this section, the experiments done to evaluate the procedures introduced are de-
tailed and analysed. These experiments are mostly done in a 12 Gb Nvidia GTX 1080
GPU, except the image alignment, encoding, relighting and paste process, which are
done on a local machine with a 6Gb Nvidia RTX 2060 GPU.

For benchmarking purposes, every training is done one the WFLW data described on
section 3.1, with the same training configuration. The selected training hyperparam-
eters are:

• The size of the input images is 128x128.

• A batch size of 6. This has been tested against other batch sizes, and the results
and speed obtained with 6 are optimal.

• The Adam optimizer is used, with an initial learning rate of 0.001, decaying by
a factor of 0.1 when the best validation error remains still during 30 epochs.

• The training is stopped when the learning rate is 0.00001 and the best validation
error remains still during 30 epochs, or the training reaches 1000 epochs.

• The loss function used is the one described in 3.9 for every experiment. The
value for λelt will specified in each experiment.

• The augmentations used are the ones stated on section 3.3.1, unless said oth-
erwise.

The metric used to evaluate the models is the normalized mean error (NME). Specifi-
cally, the L2 loss between the real position of the landmarks and the predicted ones
(see eq. 2.1), which is then divided by the distance between the pupils in the picture
to normalize. These NME will also be calculated for the worst ranking images for each
subset, and will be denominated as NME X. For example, the mean NME for the 5%
worst results for a subset will be called NME 95, and so on. These metrics will be
used to evaluate on the testing dataset of WFLW which will be denoted as “Full”, and
each of the “difficult” subsests, which are pose, expression, illumination, makeup,
occlusion and blur. In section 4.1, the results for the ELT loss with both translation
and/or rotation are detailed. The results for the StyleFlow data augmentation are
discussed in section 4.2.

35



Full Pose Expression Illumination Makeup Occlusion Blur

λelt = 0 baseline 4.681 8.171 4.927 4.655 4.574 5.808 5.369
λelt = 0 4.715 8.452 4.920 4.806 4.580 5.877 5.385
λelt = 0.50, r1 = 0.05, r2 = 0 4.773 8.439 5.180 4.798 4.674 5.855 5.357
λelt = 0.10, r1 = 0.05, r2 = 0 4.670 8.169 4.925 4.639 4.580 5.748 5.391
λelt = 0.20, r1 = 0.05, r2 = 0 4.667 8.054 5.081 4.615 4.584 5.813 5.246
λelt = 0.25, r1 = 0.05, r2 = 0 4.774 8.650 5.044 4.910 4.541 5.907 5.404
λelt = 0.20, r1 = 0, r2 = 0.05 4.625 8.152 4.855 4.673 4.480 5.694 5.252
λelt = 0.25, r1 = 0, r2 = 0.05 4.615 8.014 4.906 4.620 4.457 5.686 5.228

λelt = 0.25, r1 = 0, r2 = 0.10 4.722 8.327 5.024 4.746 4.676 5.843 5.425
λelt = 0.30, r1 = 0, r2 = 0.05 4.654 8.129 4.928 4.657 4.570 5.691 5.299

Table 4.1: NME for the models including the ELT loss.

Full Pose Expression Illumination Makeup Occlusion Blur

λelt = 0 baseline 16.313 29.193 17.107 17.473 13.333 24.437 17.580
λelt = 0 15.733 33.359 11.836 20.915 12.712 24.912 18.514
λelt = 0.50, r1 = 0.05, r2 = 0 15.756 28.691 19.034 15.594 14.945 22.873 18.735
λelt = 0.10, r1 = 0.05, r2 = 0 15.367 34.393 15.698 14.014 13.391 18.660 18.508
λelt = 0.20, r1 = 0.05, r2 = 0 14.738 31.095 15.974 17.236 13.676 23.891 15.234

λelt = 0.25, r1 = 0.05, r2 = 0 15.587 37.291 15.918 20.775 14.824 25.806 16.303
λelt = 0.20, r1 = 0, r2 = 0.05 15.417 30.651 15.158 17.946 15.652 20.213 17.002
λelt = 0.25, r1 = 0, r2 = 0.05 14.518 28.310 19.374 15.222 12.049 23.146 16.741
λelt = 0.25, r1 = 0, r2 = 0.10 16.413 31.730 20.524 18.375 17.320 23.291 18.738
λelt = 0.30, r1 = 0, r2 = 0.05 15.036 28.692 13.904 19.025 14.966 21.040 18.142

Table 4.2: NME 99 for the models including the ELT loss.

Full Pose Expression Illumination Makeup Occlusion Blur

λelt = 0 baseline 9.722 16.442 10.021 8.724 10.074 12.305 10.584
λelt = 0 9.893 15.897 9.997 9.489 10.330 11.798 10.329
λelt = 0.50, r1 = 0.05, r2 = 0 9.886 16.322 9.926 8.972 10.983 12.305 10.636
λelt = 0.10, r1 = 0.05, r2 = 0 9.588 15.373 9.525 9.214 10.132 12.350 10.456
λelt = 0.20, r1 = 0.05, r2 = 0 9.461 14.161 9.686 9.149 9.923 12.314 10.058
λelt = 0.25, r1 = 0.05, r2 = 0 9.658 15.361 9.949 9.208 9.674 12.467 10.157
λelt = 0.20, r1 = 0, r2 = 0.05 9.598 15.538 9.617 9.207 10.175 11.911 10.122
λelt = 0.25, r1 = 0, r2 = 0.05 9.382 14.002 9.062 9.161 9.253 12.042 9.592

λelt = 0.25, r1 = 0, r2 = 0.10 9.628 16.252 9.038 9.683 9.718 12.077 10.332
λelt = 0.30, r1 = 0, r2 = 0.05 9.821 14.706 9.391 9.044 10.168 11.792 10.150

Table 4.3: NME 95 for the models including the ELT loss.

Full Pose Expression Illumination Makeup Occlusion Blur

λelt = 0 baseline 7.733 12.199 8.046 7.403 8.016 9.727 8.465
λelt = 0 7.730 11.897 7.745 7.320 7.869 9.911 8.493
λelt = 0.50, r1 = 0.05, r2 = 0 7.973 12.311 8.006 7.371 8.426 10.014 8.603
λelt = 0.10, r1 = 0.05, r2 = 0 7.756 12.257 7.748 7.376 8.122 9.837 8.326
λelt = 0.20, r1 = 0.05, r2 = 0 7.830 11.915 7.955 7.374 8.282 9.662 8.333
λelt = 0.25, r1 = 0.05, r2 = 0 7.946 12.112 8.144 7.603 7.635 9.814 8.486
λelt = 0.20, r1 = 0, r2 = 0.05 7.570 11.691 7.408 7.267 7.236 9.754 8.214
λelt = 0.25, r1 = 0, r2 = 0.05 7.564 12.203 7.843 7.238 8.115 9.543 8.238
λelt = 0.25, r1 = 0, r2 = 0.10 7.899 12.149 7.782 7.703 8.074 9.751 8.442
λelt = 0.30, r1 = 0, r2 = 0.05 7.647 12.016 7.762 7.434 7.660 9.890 8.041

Table 4.4: NME 90 for the models including the ELT loss.
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Experiments and results

4.1 Equivariant Landmark Transformation

Multiple experiments are done to test the effectiveness of the semi-supervised mul-
titasking method, varying the weight of the ELT loss λelt. For the translation, we’ll
define two movements factors r1 and r2 (see section 3.3.1). r1 will be the one applied
in the first step of the augmentation, and r2 the one in the second. In other words,
r1 is the random translation that will be equally applied to both images, while r2 is a
random translation applied differently to each one.

Table 4.1 shows the NME of the executions with different parameters. Tables 4.2, 4.3
and 4.4 show the NME 99, 95 and 90 respectively.

In the first row of these tables, “baseline” indicates the model previous to any modi-
fication, as to get the base NME metrics for the model without any modification. The
second line, is the same model with the 2-step DataLoader. The weight from the ELT
loss is 0, but 2 versions of the same image with different rotations in the same batch
is introduced for the regular supervised loss. Comparing the results between these
two configurations, we can be certain it isn’t just the addition to a duplicate of the
image with different transformations in the same batch that is causing an improve-
ment in the metrics. In fact, introducing multiple images worsen the results, as the
normalization process might be affected when introducing two very similar images on
the same batch. As a side note, adding more images makes the model converge on
an earlier epoch, as basically the number of steps the supervised loss goes through
is doubled each epoch. We also note that the exceptionally good result obtained on
the NME 99 on the expression subset for the model with λelt = 0 is due to having little
images on on the worst 1%, which means coincidentally performing well on those im-
ages will drastically improve results. This is why all NME metrics should be analysed
together.

The following 4 lines depict experiments with the semi-supervised method with only
rotations. These rotations are limited to a maximum of 45º to either side. The dif-
ference is the relevance given to the ELT loss, λelt = 0.1 to λelt = 0.5. A big value for
λelt will give as much importance to this loss than the supervised one. The model
would attempt to fall towards the trivial solution, which is placing every landmark in
the center of the image, as it wouldn’t be affected by the rotation and would make
Lelt = 0. With λelt = 0.5 too much focus is given to the ELT loss, obtaining a worse
NME on the full testing set.

In table 4.1, it can be seen how with a low enough λelt, the overall NME is improved
with respect to the baseline model. Other aspects are improved, such as working
with harder poses, expression, makeup and blur, including the hardest images as
show with the NME 99, 95 and 90. However, the other subsets didn’t show a relevant
improvement. With a slight improvement over the baseline model, the motivation for
testing with translation was set.

The last 4 entries in each table show the trainings with different rotations and trans-
lations between images. The optimal value for λelt is still being tested, and the amount
of translation is also investigated. It is show how the addition of translation further
improves the models over only adding the rotation. The best model with λelt = 025,
r2 = 0.05 reaches an NME of 4.615, improving the 4.67 reachable with only rotations
and the 4.681 of the baseline. Moreover, the NME is improved over every subset,
paying special attention into the pose of the hardest images, which is some of the
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4.2. Synthetic data augmentation

Full Pose Expression Illumination Makeup Occlusion Blur

Baseline 4.681 8.171 4.927 4.655 4.574 5.808 5.369
Baseline with lighting 4.708 8.416 4.928 4.762 4.596 5.786 5.440
ELT 4.615 8.014 4.906 4.620 4.457 5.686 5.228

ELT with lighting 4.643 8.028 4.894 4.616 4.583 5.698 5.237

Table 4.5: NME for models trained with the lighting augmentations.

Full Pose Expression Illumination Makeup Occlusion Blur

Baseline 16.313 29.193 17.107 17.473 13.333 24.437 17.580
Baseline w/ lighting 16.152 27.634 15.391 21.564 14.677 25.582 19.432
ELT 14.518 28.310 19.374 15.222 12.049 23.146 16.741

ELT w/ lighting 15.201 25.108 14.563 20.471 15.031 22.331 17.593

Table 4.6: NME 99 for models trained with the lighting augmentations.

most demanding images on WFLW. It’s also shown with the model where r2 = 0.10
that displacing the face too far away from the center is counterproductive, distracting
the model from it’s objective of finding the location of the landmarks.

Focusing the attention on the illumination subset, the illumination subset has not
improved as much as the other, being worse than the baseline in certain cases. To
solve this, the selected attribute to augment using StyleFlow was the lighting, at-
tempting to improve these metrics.

4.2 Synthetic data augmentation

The lighting-augmented dataset is composed by the same 7500 faces for training plus
the 828 relighted faces, with a total of 7328 faces to train on. However, this makes
for an unbalanced dataset where 11.2% of the images are different augmentations of
the originals.

Two experiments are done. First, the baseline model is used with the lighting aug-
mented images. That is, the only loss used is the supervised one, but the full dataset
of 7328 images is used.

The second experiment consists in combining the lighting-based augmentation with
the model using ELT. Following the same notation, the best model found is used,
with λelt = 0.25, r1 = 0 and r2 = 0.05.

The NME, NME 99, NME 95 and NME 90 results for these experiments are show
on tables 4.5, 4.6, 4.7 and 4.8 respectively. Looking at table 4.5, it’s seen how the
results are worse when lighting is augmented using this method. This can be seen
with the full dataset, and it’s worse on almost every subset.

Moreover, the illumination subset isn’t improved, which was the original objective
of these experiments. Especially in table 4.6 and 4.7, with the hardest images the
results are vastly worse in illumination.

The alignment and encoding process are biased towards good frontal poses and im-
ages with good quality, as StyleFlow had been trained with the FFHQ dataset. There-
fore, it is conjectured that the illumination might not be improved because it’s only
augmenting image with frontal poses.

To better align the testing dataset to the augmented images and further test this
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Full Pose Expression Illumination Makeup Occlusion Blur

Baseline 9.722 16.442 10.021 8.724 10.074 12.305 10.584
Baseline w/ lighting 9.661 16.301 9.558 9.055 10.181 12.617 10.491
ELT 9.382 14.002 9.062 9.161 9.253 12.042 9.592

ELT w/ lighting 9.533 15.818 9.533 9.242 9.777 12.249 10.062

Table 4.7: NME 95 for models trained with the lighting augmentations.

Full Pose Expression Illumination Makeup Occlusion Blur

Baseline 7.733 12.199 8.046 7.403 8.016 9.727 8.465
Baseline w/ lighting 7.779 13.259 7.527 7.468 8.625 9.483 8.438
ELT 7.564 12.203 7.843 7.238 8.115 9.543 8.238

ELT w/ lighting 7.823 12.199 7.808 7.455 7.872 9.605 8.282

Table 4.8: NME 90 for models trained with the lighting augmentations.

method, new subsets in the WFLW dataset are created. First, the “frontal” subset
that, in an opposite way to the pose subset, only contains frontal looking images,
which in theory are easier for the landmark recognition task. The second one is the
frontal illumination subset, which is an intersection of the images in the illumination
and the frontal subsets. In other words, the frontal illumination subset will contain
images with harsh illumination that have a very frontal pose.

To create this frontal subset, the pose of each image is predicted with the POSIT
algorithm [6], taking into account the relative positioning of the landmarks, which
must remain the same regardless of pose. Every image has its yaw, pitch and roll
predicted, where if the values for all of them is 0 the face is looking completely frontal
at the camera. Every image with all the absolute values for yaw, pitch and roll less
than 12.5º are introduced in the frontal subset. 1042 out of the 2500 testing faces
comply with this condition and are introduced in this subset.

To get the frontal illumination subset the frontal subset and the illumination are
intersected, getting a total of 323 images. The NME of these new subsets are show in
table 4.9. The results don’t show any improvement with the addition of the 828 faces
with the lighting augmented, even with images with a similar pose. This table also
shows how an easy frontal pose improves the NME by a wide margin.

Possible reasons why the addition of these images don’t result in an improvement in
the measured metrics are:

• The number of images isn’t enough to make a change. Only a single fraction of
the dataset is able to be altered with these method, about 4.2%.

• Too many duplicates of the same image will make the network give too much
emphasis in the characteristics of the selected images.

• The limited amount of change in the lighting is not enough to be useful with the
detection of landmarks in images of the lighting subset. While the amount of
change can be controlled, too much causes artifacts to appear in the generated
images.

• It may happen that, although at first sight the relighted faces seem correct, there
is some numerical difference, not apparent visually, that makes the network
generalize poorly to real changes in illumination.

39



Figure 4.1: Example output landmark predictions. On the left, the ground truth
landmarks in blue. On the center, the predicted outputs from the baseline with
λelt = 0 overlapping the ground truths. On the right, the predicted outputs from the
model with λelt = 0, r1 = 0, r2 = 0.05 overlapping the ground truths. Predictions are
better on difficult images, specially with extreme poses.

Frontal Frontal illumination

Baseline 3.588 3.705

Baseline w/ lighting 3.616 3.807
ELT 3.596 3.763
ELT w/ lighting 3.630 3.791

Table 4.9: NME for models trained with the lighting augmentations on the frontal
subsets.



Chapter 5

Conclusions and Future Work

In this work, we have used two different methods to attempt to improve results on the
facial landmark recognition task, using the WFLW dataset. The first one is a semi-
supervised task that attempts to increase prediction’s consistency by comparing two
different transformations of the same image. The second one is an style-changing
GAN that modifies the lighting in existing images.

We show how the equivariant landmark transformations in the semi-supervised task
increases accuracy. The transformations we attempt are rotations and translations.
While both increase metrics compared to a model without this task, we show how
translations are better at improving the model’s consistency. We have tested this on
the WFLW dataset, one of the hardest benchmarks in facial landmark recognition,
and it improves top-1 NME by up to 0.066. Furthermore, results on the NME 90,
95 and 99 show how this loss improves the quality of predictions on difficult images
with extreme poses, complicated expressions or occlusions. Specifically, we improve
NME 95 0.34 and NME 99 by 2.331, showing how difficult images is where we find
the most improvement.

On the other hand, the image relighting method using StyleFlow isn’t successful.
This is a time-consuming process, where a pipeline is designed in which every face
is aligned, cropped, projected into the latent space, has it’s lighting and attributes
predicted, is altered in StyleFlow and is pasted back into the original image. The pro-
jection into StyleGAN2’s is imperfect, and we can’t successfully project most WFLW’s
images into the latent space, as they vary too much from the dataset used to train
it. We augment 276 faces from WFLW with 3 different lighting each, and we train in-
cluding these images, but the results show this method doesn’t work for this dataset
specifically.

5.1 Future work

The results of this work have inspired some future lines of work:

• We have only tested planar translations and rotations for the ELT loss. More
augmentations can be tested to increase the consistency between images, such
as colour change between them or an occlusion.
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5.1. Future work

• We have only tested the consistency between two images. Three or more could
be used, and the landmark consistency could be tested against each one.

• The results of the lighting augmentation with StyleFlow are disappointing on the
WFLW dataset. This is expected as this dataset includes occlusions, hard poses.
This method could be tested with other easier facial landmarks dataset where
frontal poses are more common.

• We could use other attribute changes instead of the lighting for the augmenta-
tions. For example, faces could have beards added, although StyleFlow fails to
provide consistent results for some attribute changes.

• The images generated with the GAN can be used for other tasks. For example,
the pitch or yaw of images can be altered to simulate face movement. This
way, the movement of the landmarks could be estimated to keep performing
supervised learning with existing images, or the sequence of images could be
used to train self-supervised learning methods such as the one in [38]. Images
generated could be used to pretrain the network with any image-based method
of self-supervision described in section 2.1.

• Domain adaptation methods can be introduced to ensure characteristics learnt
from the synthetic images are useful for real images. Specifically, the adversarial-
based technique by Ganin et al. [15] could be a simple addition to the model
that would help learn the useful features from every image.

• The GAN technology might not be as mature as initially expected: edition of
images is far from perfect, and not every image can be introduced. To solve this,
other type of architectures can be used to attempt to improve the quality of the
generated images, and the capacity of augment existing images.
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Annex

Figure 1: On the left, the original images. On the right, 3 relightings of that image.
These changes in lighting are subtle as large changes might cause deformities in
the image. Some projections lose detail in the background, hair or color, but facial
features remain the same.
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