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CHAPTER 1: INTRODUCTION 

1 Electronic Structure 

In this section, we introduce the main character of this thesis, the electron density, 

along with the theoretical and experimental methods to obtain it, and its properties 

and relationships with different methodological approaches. 

1.1 Wave-Function methods 

Molecular systems are made of particles under the rules of quantum mechanics1,2 

(QM). This means i) that their components have a dual wave-particle behavior; ii) 

that only some states are energetically allowed; iii) that there is an intrinsic 

uncertainty in the simultaneous measurement of some properties, e.g., moment and 

position. The motion of the components of molecular systems under a time-constant 

potential is addressed by the time-independent Schrödinger equation3. 

𝐻𝐻Ψ = 𝐸𝐸Ψ (1.1) 

where 𝐻𝐻  is the Hamiltonian operator, Ψ  the wave-function of the molecular 

components, and 𝐸𝐸  the energy of the system. H consists itself of the sum of two 

operators: the kinetic energy Laplacian ∇2  operator and the potential energy 1/𝒓𝒓 

operator. For the electrons and nuclei of the molecular system, these terms are: 

𝑇𝑇 = �−
1
2
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 (1.3) 

The wave-function is a mathematical object that depends on the position of all the 

components of a molecular system: electrons and nuclei. However, nuclei are at least 

four orders of magnitude heavier than electrons, so their motions lie in different 

scales. Therefore, it is convenient to neglect the explicit treatment of nuclei by 

writing the wave-function as a parametric function of nuclei coordinates R (Born-

Oppenheimer approximation). Focusing only on the motion of electrons (electronic 

structure) is an approximation that works even for the smallest molecules, especially 
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if the study deals with electronic ground states. The Schrödinger equation can then 

be written as 

𝐻𝐻𝛹𝛹𝑛𝑛(𝑹𝑹) = 𝐸𝐸𝛹𝛹𝑛𝑛(𝑹𝑹) (1.4) 

The solution of this equation is fundamental to derive any theoretical property of a 

molecule, including the electron density (central object of this thesis). However, 

exact analytic solutions for the Schrödinger equation are only available for two body 

systems (atomic hydrogen and hydrogen-like ions). For all the other systems, only 

approximated solutions can be found, associated with a trade-off between accuracy 

and computational cost. 

Solving multi-electronic motions shares similarities with solving classical many body 

problems: there are not closed analytical solutions so they can only be addressed by 

approximate computational means. A reasonable approach is to solve a many body 

problem as a pseudo-two body problem, where the effects of many body interactions 

are included as a single averaged interaction. The most well-known quantum 

implementation of this approach is the Hartree-Fock approximation4–7, which sets the 

foundations of computational chemistry. It can provide up to 99% of the energy of an 

electronic structure. The remaining 1% not amenable to such an averaged treatment 

is the correlation energy. This small part of the energy is key to describing chemistry, 

but its calculation requires additional efforts.  

The averaging of the interactions between electrons is introduced in the Hamiltonian 

by replacing the two-body operator of electron-interactions by an average potential 

(𝑣𝑣𝐻𝐻𝐻𝐻) of such interactions. This modified Hamiltonian is denominated Fock operator. 

𝐹𝐹 = −
1
2
𝛻𝛻2 + �

𝑍𝑍𝐴𝐴
|𝒓𝒓 − 𝒓𝒓𝐴𝐴|

A

+ 𝑣𝑣𝐻𝐻𝐻𝐻 (1.5) 

The 𝑣𝑣𝐻𝐻𝐻𝐻  term of the Fock operator includes two kinds of effects: Coulomb 

interactions, due to classical repulsion between electron charges; and exchange 

interactions, which do not have a classical counterpart. From now on, we shall refer 

to the Schrödinger equation that includes this Fock operator as Hartree-Fock 

equation: 

FΨ = 𝐸𝐸Ψ (1.6) 

But besides the electronic many-body problem, electronic structure calculations 

must deal with additional complexities derived from the quantum nature of the 

particles. The electron wave-function depends on the three space coordinates of 
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each electron plus a dimension with no classical-counterpart: spin. Electrons are 

fermions, particles with a constrained set of possible spin states characterized by half 

odd integer quantum numbers (in electrons, ½ and -½) and that obey the Pauli 

Exclusion principle: the sign of their wave-function must change upon electron 

exchange (antisymmetry).  

𝛹𝛹(𝑒𝑒1, 𝑒𝑒2, … ) =  −𝛹𝛹(𝑒𝑒2, 𝑒𝑒1, … ) (1.7) 

Fermionic wave-functions are properly described by determinants8 (Slater 

determinants) of molecular orbitals, which are functions of the space coordinates and 

spin of each electron (𝜙𝜙): 

Ψ = 1
√𝑁𝑁!

�

𝜙𝜙1(1) 𝜙𝜙2(1) … 𝜙𝜙𝑁𝑁(1)
𝜙𝜙1(2) 𝜙𝜙2(2) … 𝜙𝜙𝑁𝑁(2)
⋮ ⋮ ⋮

𝜙𝜙1(𝑁𝑁) 𝜙𝜙2(𝑁𝑁) 𝜙𝜙𝑁𝑁(𝑁𝑁)

� (1.8)

  

where each row represents a molecular orbital, and each column an electron.  

The practical implementation of the HF method is based upon the variational 

principle. This principle proves that for a normalized trial wave-function, the energy 

is lower bounded by the exact wave-function energy. Therefore, the HF solving 

process consists of modifying the parameters needed to build the Slater determinant 

in the energy minimization, but regarding the electronic structure constraints. This is 

achieved by means of the Lagrange method of undetermined multipliers, which leads 

to formulate the minimization problem as an eigenvalue problem (eq. 1.9). The 

molecular orbitals (𝜙𝜙𝑖𝑖 ) are the eigenvectors of the matrix constructed with the 

elements of the terms in the Fock operator and energies (𝜖𝜖𝑖𝑖) of each molecular orbital 

𝑖𝑖 are the corresponding eigenvalues, that is: 

𝐹𝐹𝜙𝜙𝑖𝑖 = 𝜖𝜖𝑖𝑖𝜙𝜙𝑖𝑖 (1.9) 

The specific analytic form of the molecular orbitals is undetermined, so in principle 

any choice that would fulfill the quantum requirements of a valid solution of the wave-

function could be used. However, the computational implementation of any method 

to obtain such a valid solution requires an approximation where calculations remain 

feasible and where the physical behavior of that solution is properly described. The 

general approach is to build molecular orbitals as a linear combination of atomic 

orbitals9 (LCAO): 
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𝜙𝜙 = � 𝑐𝑐𝑖𝑖 𝜒𝜒𝑖𝑖 

𝑏𝑏𝑏𝑏𝑏𝑏𝑖𝑖𝑏𝑏

𝑖𝑖

(1.10) 

The ensemble of atomic orbitals (𝜒𝜒) constitutes the Basis set of functions. Those are 

generally atom-centred functions with distance-vanishing behavior. Exponential 

functions10–12 (Slater functions) were the first approximation employed given that they 

are present in the exact solution for the hydrogen atom, but Gaussian functions are 

the most common functions nowadays due to their computational convenience in the 

calculation of the integrals arising from any Hamiltonian1,13–15. The exact wave-

function would require to be expressed on an infinite basis set, which cannot be 

implemented in practice. Larger basis sets can approach the exact HF wave-function 

(without correlation), but they also imply a larger computational expense. Thus, 

errors in the Hartree-Fock method are not only due to the neglect of correlation but 

also to the use of a more or less limited basis set. 

Solving the coefficients of the molecular orbitals 

implies solving the Fock operator eigenvalue 

problem. However, the Fock operator includes an 

averaged field ( 𝑣𝑣𝐻𝐻𝐻𝐻 ) dependent on all the other 

electrons, so it is impossible to solve the eigenvalue 

problem linearly. The most common solution relies on 

an iterative self-consistent field calculation5,6,15 (Figure 

1): starting from a wave-function guess, the matrix of 

energy terms arising from the Fock operator is 

calculated, then this matrix is diagonalized to obtain a 

new wave-function solution, and this solution is used in 

a new cycle until results converge to a stationary point. 

This approach has proven to be a powerful 

optimization technique for this problem and it is the 

standard procedure in most electronic structure 

codes. However, it displays a large computational cost 

associated with the calculation of the Fock averaged 

interactions. For a basis of size M, the computational 

cost of a native HF implementation scales in principle 

as M4. 

Figure 1. Self-consistent field 

diagram 
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The Hartree-Fock procedure is the foundation method of virtually all the 

computational quantum chemistry. Despite its rigorous approach, its hallmark (the 

idea that an electron moves in the averaged field of the remaining electrons) neglects 

correlation between electrons and its computational cost grows at power 4 with the 

size of the system or the basis set. Therefore, quantum chemistry required methods 

that either improve its accuracy or its scaling. 

Methods that include correlation by adding corrections on top of the HF solution are 

grouped under the umbrella term of post-Hartree-Fock methods. Solving the 

Schrödinger equation with a single Slater determinant allowed us to obtain energies 

treating each electron in the averaged field of other electrons. To recover the 

correlation energy, a wave-function composed of a linear combination of Slater 

determinants must be used: 

Ψ = 𝑎𝑎0Ψ𝐻𝐻𝐻𝐻 + �𝑎𝑎𝑖𝑖Ψ𝑖𝑖
i

(1.11) 

Post-Hartree-Fock methods differ in the way of defining those additional 

determinants and coefficients. There are at least three post-Hartree-Fock methods 

worth mentioning. 

• Configuration interaction (CISD, CISDQ): It introduces determinants 

corresponding to excited electronic states. The number of such excitations 

grow factorially, so they must be truncated at some order. This method is 

expensive, and it generates size-consistency errors, so it is not popular 

nowadays. 

• Moller-Plesset methods (MP2, MP3, MP4): Based on the many-body 

perturbation theory, it applies a perturbation on the Hamiltonian that allows it 

to retrieve most of correlation using an unexpensive set of additional 

calculations. It represents a balanced choice between accuracy and cost.   

• Coupled-Cluster methods (CCD, CCSD, CCSD(T)): They employ a cluster 

operator that allows to include all the possible excitations. They are able to 

get accuracies around 1 kcal/mol (the so-called “chemical accuracy” in 

computational chemistry), so they can be considered the golden standard of 

quantum chemistry. Yet, their computational cost is elevated. 

In any case, scaling of these methods prevent its broad application in big molecules, 

even after the large growth of the computational power during the last decades. 
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··· 

Since the scaling of single-determinant electronic structure methods depends 

essentially on the number of integrals required to solve each calculation step, semi-

empirical methods16 were introduced to target nearly linear scaling by reducing the 

number of integrals of the Hartree-Fock method. The underlying idea is that smart 

approximations could still lead to qualitatively correct predictions. 

 To reduce the number of integrals, semi-empirical methods incur into radical 

assumptions. For instance: 

• The zero differential overlap approximation: assuming that all functions 

centred at different nuclei have a zero product  

• Replacing calculations of the remaining integrals by values or functions 

parametrized to reproduce some theoretical or experimental properties. 

• Using a minimal basis set.  

Despite these huge simplifications, semi-empirical methods still can describe some 

molecular phenomena with reasonable accuracy at the same time that they can target 

much larger systems than those amenable to HF calculations with a fraction of the 

computational effort. 

However, semi-empirical methods are limited by their dependence on 

parametrization, either from atomic experimental data or from fitting the resulting 

energies in large groups of molecules. This implies that performance depends on 

how close the studied system is to the reference set, and the relationship between 

the properties being derived and those for which the method was built for. Some of 

the most popular semi-empirical methods are the Austin Model 1 (AM1); the 

Parametric Model series PM3, PM6, and PM7; the DFT-related Density Functional 

Theory Tight-Binding (DFTB); and the GFN methods. 

As we have briefly reviewed along this section, there is generally a clear trade-off 

between accuracy and scaling in electronic structure methods based on the wave-

function. 

1.2 Density Functional Theory 

Density Functional Theory (DFT) represents a different avenue to the quantum study 

of molecular systems. In contrast to wave-function-based approaches reviewed in the 

preceding section, DFT methods are grounded on the electron density and use 
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functionals of the density to compute energies. Density functionals bury the 

complexity of electron-correlation calculation by using a somewhat empirical 

approach. DFT calculations play a major role in current computational chemistry with 

around 30 thousand devoted publications per year17. 

In the quantum formalism based on the Schrödinger equation presented above, the 

wave-function for an N-electron system is a complex valued 4N dimensional object 

with no physical interpretation in the real world and its nature has been therefore the 

subject of discussion from the dawn of quantum mechanics. Today, the probabilistic 

interpretation formerly proposed by Born remains as the most widely shared vision. 

According to this view, the square of the electron wave-function (more properly, the 

wave-function multiplied by its complex conjugate) generates the probability of 

finding an electron in a region of space. More precisely, summing over all spins and 

integrating the square of the wave-function over the N-1 electron spatial coordinates 

results in a real function that gives the probability of finding one electron (no matter 

which one) in a region of space. Multiplication of this probability by the number of 

electrons N in the system gives the total probability of finding electronic charge. The 

corresponding probability per unit volume is called the electron density, usually 

represented as ρ(r).  

ρ(r) is the main object of this thesis, and its properties will be introduced in more 

detail in section Chapter 1:1.3 of this chapter. By now, it is enough to understand that 

this function is a continuous positive definite function of 3D space with a norm equal 

to the number of electrons of the system, as stated in the preceding paragraph. 

Deriving it from a theoretical single determinant solution of electronic structure 

results in the following product of basis set functions: 

𝜌𝜌(𝐫𝐫) = � � 𝑑𝑑𝑗𝑗𝑗𝑗𝜒𝜒𝑗𝑗(𝐫𝐫) 𝜒𝜒𝑗𝑗(𝐫𝐫)
𝑏𝑏𝑏𝑏𝑏𝑏𝑖𝑖𝑏𝑏

𝑗𝑗

basis

j

(1.12) 

where χ represents basis set functions, and 𝑑𝑑𝑗𝑗𝑗𝑗  represents elements of the density 

matrix that accounts for the contributions of each product of 𝑗𝑗 and 𝑘𝑘 functions. Density 

matrix values are obtained as: 

𝑑𝑑𝑗𝑗𝑗𝑗 = �𝑛𝑛𝑖𝑖 � � 𝑐𝑐𝑖𝑖𝑗𝑗𝑐𝑐𝑖𝑖𝑗𝑗

𝑏𝑏𝑏𝑏𝑏𝑏𝑖𝑖𝑏𝑏

𝑗𝑗

𝑏𝑏𝑏𝑏𝑏𝑏𝑖𝑖𝑏𝑏

𝑗𝑗

𝑚𝑚𝑚𝑚

𝑖𝑖

(1.13) 

where 𝑛𝑛𝑖𝑖  represents the occupation number of each orbital 𝑖𝑖 , and 𝑐𝑐𝑖𝑖𝑗𝑗𝑐𝑐𝑖𝑖𝑗𝑗  are the 

coefficients of the LCAO for each basis set function 𝑗𝑗 or 𝑘𝑘 of the molecular orbital 𝑖𝑖.  
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··· 

In the dawn of quantum chemistry, pioneer physicists Fermi, Thomas and Dirac 

developed a homogeneous electron gas model using for the first time functionals of 

the electron density to compute energies of an electron system. A functional is a map 

𝐹𝐹[𝑓𝑓(𝑥𝑥)]  whose input is a space of functions 𝑓𝑓(𝑥𝑥)  which depend themselves on 

variables (x). For example, the nuclear-electron functional of the electron density 

(sometimes called external potential, 𝑉𝑉𝑛𝑛𝑒𝑒𝑒𝑒) is defined as: 

𝑉𝑉𝑛𝑛𝑒𝑒𝑒𝑒[𝜌𝜌] = −�𝑍𝑍𝐴𝐴 �
𝜌𝜌(𝐫𝐫)

|𝐫𝐫 − 𝐫𝐫𝐴𝐴|𝑑𝑑𝐫𝐫
A

= �𝜌𝜌(𝐫𝐫)𝑣𝑣𝑛𝑛𝑒𝑒𝑒𝑒(𝐫𝐫)𝑑𝑑𝐫𝐫 (1.14) 

where r is an ℝ3 variable, ρ(r) a function of that variable, and 𝑉𝑉𝑛𝑛𝑒𝑒𝑒𝑒[𝜌𝜌] a functional of 

that function. The expressions developed then by these physicists were the Thomas-

Fermi kinetic energy 𝑇𝑇𝑇𝑇𝐻𝐻[𝜌𝜌] and the Dirac exchange energy 𝐾𝐾𝐷𝐷[𝜌𝜌]: 

𝑇𝑇𝑇𝑇𝐻𝐻[𝜌𝜌] = 𝑐𝑐𝐻𝐻 �𝜌𝜌
5
3(𝒓𝒓)𝑑𝑑𝒓𝒓 (1.15) 

𝐾𝐾𝐷𝐷[𝜌𝜌] =  −𝑐𝑐𝑒𝑒 �𝜌𝜌
4
3(𝒓𝒓)𝑑𝑑𝒓𝒓 (1.16) 

However, these early approaches were approximate pre-quantum models and their 

pioneering nature was not revisited in quantum chemistry until the publication of the 

Hohenberg-Kohn theorems18 in the sixties. Before presenting these theorems, it is 

convenient to realize that the solutions of the electronic Schrödinger equations from 

section 1.1 were obtained from a Hamiltonian with purely electronic operators 

together with a nuclear-electron potential, the external potential 𝑣𝑣𝑛𝑛𝑒𝑒𝑒𝑒(𝐫𝐫) that arises 

from nuclei attraction on electrons. 

There are two Hohenberg-Kohn (HK) theorems that state the following: 

1. There is a one-to-one map between the electron density and the external 

potential (𝑣𝑣𝑛𝑛𝑒𝑒𝑒𝑒(𝒓𝒓) → 𝜌𝜌(𝒓𝒓)). One must consider that the external potential fixes 

the Hamiltonian so that the number of electrons N and 𝑣𝑣𝑛𝑛𝑒𝑒𝑒𝑒(𝐫𝐫) determine the 

properties of the ground state.  According to this first HK theorem, the ground 

state energy 𝐸𝐸0 is determined by the electron density in a functional form as: 

𝐸𝐸0[𝜌𝜌(𝒓𝒓)] = �𝜌𝜌(𝐫𝐫)𝑣𝑣𝑛𝑛𝑒𝑒𝑒𝑒(𝐫𝐫)𝑑𝑑𝐫𝐫 + 𝐹𝐹𝐻𝐻𝐻𝐻[𝜌𝜌(𝐫𝐫)] (1.17) 

where 𝐹𝐹𝐻𝐻𝐻𝐻  is a functional of 𝜌𝜌(𝐫𝐫) for the energy terms that depend on the 

density alone. 
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2. For a trial density 𝜌𝜌� positive definite that integrates to the total number of 

electrons N, the exact ground state energy is 𝐸𝐸0 ≤ 𝐸𝐸[𝜌𝜌�], where this functional 

has the form given by the first theorem. This second HK theorem settles the 

basis for the variational principle in DFT methods. 

These theorems opened a door to an interesting avenue: solving the motion of 

electrons in the three-dimensional space instead of the 4N dimensional space of 

wave-function methods using for that goal a real function (ρ) instead of a complex 

function (Ψ).  

However, the direct application of these theorems (Orbital-Free Density Functional 

Theory) misses the exact functionals of electron density, which remain unknown. This 

affects specially to the kinetic energy term, for which the OF-DFT is generally 

inaccurate. The Thomas-Fermi kinetic energy operator accounts for around 90% of 

the kinetic energy, but it does not allow the description of chemical phenomena like 

bonding. Gradient-based approximations can improve this result but in general its 

performance lags behind that of wave-function methods1,19. 

The working alternative to OF-DFT was based on the reintroduction by Kohn and 

Sham of the orbital formalism to derive the kinetic energy term20. The Kohn-Sham 

DFT considers electron systems as a collection of non-interacting particles subdued 

to an effective potential that accounts for nuclear attraction and electron repulsion 

effects. Kinetic energy is obtained from the kinetic Laplacian operator on each 

molecular orbital, while the effective potential is given by functionals of the electron 

density 𝑉𝑉[𝜌𝜌]. The system is solved as an eigenvalue problem (eqs. 1.18) through a 

self-consistent field approach 

�−
𝛻𝛻2

2
+ 𝑉𝑉[𝜌𝜌]�𝜙𝜙𝑖𝑖 = 𝜖𝜖𝑖𝑖𝜙𝜙𝑖𝑖 (1.18) 

The 𝑉𝑉  functional is itself composed of different functionals: the nuclear-electron 

functional ( 𝑉𝑉𝑛𝑛𝑛𝑛 ), the Coulombic functional ( 𝐽𝐽 ), and the exchange-correlation 

functional (𝑉𝑉𝑒𝑒𝑛𝑛): 

𝑉𝑉[𝜌𝜌] = 𝑉𝑉𝑛𝑛𝑛𝑛[𝜌𝜌] + 𝐽𝐽[𝜌𝜌] + 𝑉𝑉𝑒𝑒𝑛𝑛[𝜌𝜌] (1.19) 

𝐽𝐽[𝜌𝜌] = ��
𝜌𝜌(𝐫𝐫)𝜌𝜌(𝐫𝐫′)

|𝒓𝒓 − 𝒓𝒓′|
𝑑𝑑𝒓𝒓 (1.20) 



   10 

This 𝑉𝑉𝑒𝑒𝑛𝑛 functional is the reason for the success of KS-DFT despite the reintroduction 

of molecular-orbitals: it allows the prediction of electron correlation just by providing 

an approximated functional of the electron density. 

As in the case of kinetic energy, there is not a closed analytical formula for the 

exchange-correlation energy. However, simple solutions like the Dirac exchange 

functional (eq. 1.16) already allow reasonable results. The computational chemistry 

community has intensively worked on developing improved exchange-

correlation17,21 functionals. Some of them use information not only from density but 

also from the density gradient or the density Laplacian. The lack of a mathematical 

framework to develop functionals has led researchers to empirically develop hybrid 

functionals that mix information from wave-function features (e.g., HF exchange 

energy) with electron density information. Some shortcomings of DFT concern 

specific details like the self-interaction error introduced by the Coulombic functional, 

or the lack of dispersion interactions. Different solutions have been introduced to 

deal specifically with these problems such as the Grimme D/D2/D3 dispersion22 

corrections or the range-separated density functionals17. 

Density functional theory remains the most widely applied computational technique 

in the study of semiconductors, alloys, catalysis, enzymes, etc. This is probably due 

to the good trade-off between accuracy and scaling. However, the existence of the 

myriads of specific functionals makes that DFT application usually requires careful 

selection of the specific functional for a given system — and sometimes this may 

become “more art than science”. 

1.3 The electron density function 

In the previous two sections we have presented the main quantum mechanics 

avenues to study molecular systems. Section Chapter 1:1.2 presented a short 

introduction to the electron density function. In what follows, this introduction is 

extended to cover the main features of this function. 

One of the most important aspects of quantum theory is the impossibility of observing 

quantum states directly: the wave-function is formally a complex-valued highly 

dimensional mathematical object from which we can only guess from theoretical 

means or by making indirect experimental measurements. Electron density 

(sometimes called “charge density”) is a real magnitude with a practical meaning: it 

represents the probability of finding an electron in a region of space.  
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Both wave-function and electron density are intrinsically related: as introduced in 

Chapter 1:1.2, wave-function squared amplitudes provide a probability measure of 

finding particles in a given region. Considering that electrons are indistinguishable, 

we can write the probability of finding an electron in a region of space integrating all 

but one of the electron positions: 

𝜌𝜌(𝒓𝒓) = 𝑁𝑁𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛 �𝛹𝛹∗(𝐫𝐫1, 𝐫𝐫𝟐𝟐, … )𝛹𝛹(𝐫𝐫1, 𝐫𝐫𝟐𝟐, … )𝑑𝑑𝐫𝐫2 … (1.21) 

Multiplication of this integral by the number of electrons 𝑁𝑁𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛 in the system gives the 

total probability of finding electronic charge. The corresponding probability per unit 

volume is the electron density 𝜌𝜌(𝒓𝒓), which we will measure during this thesis in 

electrons per cubic Bohr (𝑒𝑒 𝑎𝑎0−3). 

Given that electron density behaves as a probability distribution, it fulfils some 

necessary conditions. The first of all is the normalization: the space integral of 

electron density must be equal to the number of electrons in a system (𝑁𝑁𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛 =

∫𝜌𝜌(𝒓𝒓)𝑑𝑑𝒓𝒓). Also, given that as stated above the square of Ψ is the product of the wave-

function and its complex conjugate, it remains positively definite (𝜌𝜌 > 0) in ℝ3. This 

is also consistent with the interpretation of 𝜌𝜌(𝒓𝒓) behaving as a probability density 

function.  

Other features of electron density are more specific. Kato’s theorem proves that 

electron density is a function containing “cusps”: function maxima with derivative 

discontinuity at nuclei positions, which satisfy: 

𝑍𝑍𝐴𝐴 = −
𝑎𝑎0

2 𝜌𝜌(𝐫𝐫)
𝑑𝑑𝜌𝜌
𝑑𝑑𝐫𝐫

|𝐫𝐫−𝐫𝐫𝐴𝐴 (1.22) 

where 𝑍𝑍𝐴𝐴 is the atomic number and 𝐫𝐫A the spatial position of nucleus A. The cusps in 

the electron density thus define the position of nuclei in a molecular system and the 

heights of those cusps define the associated nuclear charges. 

A complementary theorem (Hoffmann-Ostenhof and Morgan23) proves that electron 

density has a long range behavior that relates its exponential decay rate with the first 

ionization energy 𝜖𝜖 (energy of the last occupied orbital) as: 

𝜌𝜌(𝑟𝑟) →𝑒𝑒𝑥𝑥𝑒𝑒 �−𝑟𝑟√2𝜖𝜖� (1.23) 

Therefore, the right function to model electron density behavior at long-distances are 

exponential functions (that is, Slater basis functions), although as it was mentioned in 
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section 1.1, most quantum mechanics calculations depend on Gaussian basis sets for 

efficiency reasons. 

1.3.1 Electrostatic potential 

Electrons are negatively charged particles that create an electrostatic potential 

around them. Given that electrons are continuously distributed as described by the 

electron density, the electrostatic potential created by the electrons is given by the 

3D space integral of the distance operator 1/𝒓𝒓 acting on 𝜌𝜌(𝒓𝒓) 

𝑉𝑉𝑛𝑛(𝐫𝐫) = −�
𝜌𝜌(𝐫𝐫′)

|𝐫𝐫 − 𝐫𝐫′|
𝑑𝑑𝐫𝐫′ (1.24) 

The electrostatic potential created at point 𝒓𝒓 of space by the electronic distribution 

described by 𝜌𝜌(𝒓𝒓) is defined as the attraction energy felt by a unit charge +1 located 

at 𝒓𝒓. In the case of molecular systems, both electrons and nuclei must be accounted 

for, so the complete definition of electrostatic potential is: 

𝑉𝑉(𝐫𝐫) = �
𝑍𝑍𝐴𝐴

|𝒓𝒓 − 𝐫𝐫𝐴𝐴|

𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑖𝑖

𝐴𝐴

− �
𝜌𝜌(𝐫𝐫′)

|𝐫𝐫 − 𝐫𝐫′|
𝑑𝑑𝐫𝐫′ (1.25) 

where the first term gives the repulsion energy felt by the unit charge at 𝒓𝒓 arising 

from the positive nuclear charges 𝑍𝑍𝐴𝐴 located at 𝐫𝐫𝐴𝐴. An alternative formal definition of 

the electrostatic potential relies on its Taylor decomposition, which leads to define it 

as an expansion of moments of the electron density multiplied by the corresponding 

moment operator 𝒯𝒯24. 

𝑉𝑉(𝐫𝐫) = � � 𝑀𝑀𝑖𝑖𝑗𝑗𝒯𝒯𝑖𝑖𝑗𝑗(𝐫𝐫)
2𝑖𝑖+1

𝑗𝑗

𝑖𝑖

𝑖𝑖

(1.26) 

𝒯𝒯𝑖𝑖𝑗𝑗 =
1

|𝐫𝐫 − 𝐫𝐫′|
∂𝑖𝑖

𝜕𝜕𝑗𝑗𝑖𝑖
(1.27) 

where 𝐫𝐫′ is the application point of the moment. Moments are obtained by applying 

different spherical harmonics to the electron density. 

𝑀𝑀𝑖𝑖𝑗𝑗 = �𝜌𝜌(𝒓𝒓) Yi
𝑗𝑗(𝐫𝐫)𝑑𝑑𝒓𝒓 (1.28) 

If the expansion is truncated at first order, the electron density potential is then 

replaced by a point charge. Increasing the number and order of moments would 

improve the result by including more refined interactions due to dipoles, 

quadrupoles... However, it is more common to divide the moments of electron 
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density in atomic contributions, which allows to account for higher order effects using 

a lower order rank truncation. This approach has a theoretical justification that is 

presented in the next subsection: the existence of “atoms in molecules”.  

1.3.2 Atoms in Molecules 

Electron density includes all the quantum information of a molecular system. Thus, 

understanding each system is just a matter of extracting the right information from 

the electron density. The first example of this is the visualization of the 𝜌𝜌(𝒓𝒓) itself: we 

can understand the shape of a molecule from representing density isosurfaces 

because different values of 𝜌𝜌(𝒓𝒓) trace out the spatial shapes of the molecule seen at 

different depth levels (Figure 2). In fact, higher value isosurfaces correspond to 

deeper regions in the molecule (closer to nuclei and bonds) whereas isosurfaces 

corresponding to lower 𝜌𝜌(𝒓𝒓) values depict outer regions and provide information on 

bulk shapes. 

 

Figure 2. A) Stick diagram of ibuprofen molecular structure. B) Ibuprofen electron density 

calculated at MP2/6-311++G(d,p) level. Each surface has the same electron density value in all 

its points. 

From a strict quantum point of view, usual chemical concepts such as “bonding”, 

“aromaticity”, etc. are not present in the conceptual framework of quantum 

mechanics. Atoms in Molecules theory (AIM) elaborated by Bader and collaborators 

uses just the electron density as central object to define these otherwise ill-defined 

chemical concepts25,26.  

AIM theory studies the topology of the gradient field of the electron density, and 

proves the existence of specific points (“critical points”) and regions (“basins”) 

which can be associated with the common chemical concepts of “atoms”, “bonds”, 

etc. For instance, atoms are basins of gradient paths that converge in a common 
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nucleus (which shows a gradient discontinuity according to Kato’s theorem). But the 

AIM partition of the electron density in atoms is not just an empirical partition scheme 

but it is grounded on a solid theoretical basis. In fact, the virial theorem in AIM theory 

proves that the virial conditions (potential energy being equal to minus two times the 

kinetic energy, 𝑉𝑉 = −2𝑇𝑇) are fulfilled by the electrons residing in each atomic basin. 

In this way, atoms exist inside molecules, not only from a topological point of view, 

but also from an energetic one. 

AIM theory involves many other useful descriptions, and its concepts have proven 

very helpful to understand chemistry. However, it is also an expensive theory. It 

requires careful numerical integration of the electron density gradient paths to 

generate atomic basins and inter-atomic surfaces. Figure 3 depicts some examples 

of AIM applications. 

 

Figure 3. A) AIM analysis of methyl-imidazole. Upper panel shows the critical points of the 

density: red: ring critical point; green: bond critical points. Lower panel shows the interatomic 

surfaces. B) Critical points and 3D diagram of the Laplacian of the electron density at the plane 

containing all atoms in the formamide (left molecule)-formic acid (right molecule) complex 

bound by a double hydrogen bond. Panel a: equilibrium geometry, panel b: the complex at a 

larger intermolecular separation, and panel c: the complex after just breaking one of the two 

hydrogen bonds. Along the H- bond breaking process there are topological changes such as the 

demise of critical points (crosses and triangles). The landscape of the Laplacian of the density 

also suffers significant changes. 
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A field related with AIM theory is the application of Information Theory on electron 

density. For the sake of brevity, we will skip the introduction of its concepts, which 

are introduced in a relevant WIREs review27. 

1.3.3 Population analysis and electron density 

Electron density distribution can also be directly studied through closely related 

concepts such as for instance, the electrostatic moments in a multipole expansion: 

〈𝑀𝑀〉 = �𝑀𝑀(𝐫𝐫)𝜌𝜌(𝒓𝒓)𝑑𝑑𝒓𝒓 (1.32) 

where 𝑀𝑀 denotes the operator for the different order of the moment: monopoles (i.e., 

charges, zeroth-order), dipoles (first-order), quadrupoles (second-order) etc. 

Another way of analyzing the electron density is to estimate the electron charge on 

each atom in a molecule to obtain a (partial) atomic charge, which in quantum 

calculations is known as population analysis. As the concept of atomic charge is not 

included in the theoretical framework of quantum mechanics (and neither is the 

concept of “atom” within a molecule), there are different schemes to compute atomic 

charges. The validity of the different population analyses ultimately depends on the 

interpretation possibilities that they provide for different phenomena. For methods 

that directly use the electron density, there are only two general ways: by integrating 

an electron density partitioned in different space regions 𝑤𝑤(𝐫𝐫): 

𝑞𝑞𝑖𝑖 = �𝜌𝜌(𝐫𝐫)𝑤𝑤𝑖𝑖(𝐫𝐫)𝑑𝑑𝐫𝐫 (1.33) 

and by electrostatic fitting, which is addressed below. 

A first example of partitioning the electron density was mentioned in the AIM section 

above, in which case the 𝑤𝑤𝑖𝑖(𝒓𝒓) function in (1.33) would be that defining the regions 

lying inside a basin and zero elsewhere. However, in the practice of quantum 

chemistry AIM charges are not usually employed because they frequently provide 

counterintuitive values (according to what is considered “usual” in chemistry), and 

also because they are computationally expensive to obtain. 

A cheaper method to define 𝑤𝑤𝑖𝑖(𝐫𝐫) in an appropriate way for population analyses 

consists of predefining regions for generating the 3D space partition. For instance, 

the Voronoi scheme partitions the 3D space in polyhedra defined by planes 

perpendicular to points between atoms using simply geometric distances. A slightly 

more advanced scheme is the Hirshfeld scheme, in which frontiers of basin 



   16 

integration are softened by a coefficient obtained upon dividing a reference pro-

atomic electron density (that must be pre-calculated) by the reference promolecule 

electron density (the superposition of atomic densities located at the nuclear 

positions): 

𝑤𝑤𝑖𝑖(𝐫𝐫) =
𝜌𝜌𝑖𝑖𝑏𝑏𝑒𝑒(𝐫𝐫)
𝜌𝜌𝑚𝑚𝑚𝑚𝑛𝑛(𝐫𝐫) =

𝜌𝜌𝑖𝑖𝑏𝑏𝑒𝑒(𝐫𝐫)
∑ 𝜌𝜌𝑗𝑗𝑏𝑏𝑒𝑒(𝐫𝐫)𝑗𝑗

(1.34) 

Stockholder methods are an extension of this approach where the promolecule 

density is optimized iteratively to reproduce some features, such as for example 

minimizing some information-theory criteria (information loss) between pro-atomic 

and molecular densities28. 

The second approach for performing population analyses is electrostatic fitted 

charges, which adjust point atomic charges to reproduce the electrostatic potential 

obtained in a quantum calculation (𝑉𝑉𝑟𝑟𝑛𝑛𝑟𝑟) by means of the approximate electrostatic 

potential computed with the atomic charges (𝑉𝑉𝑏𝑏𝑎𝑎𝑎𝑎) in a given set of N points in space.  

𝐿𝐿 = �(𝑉𝑉𝑟𝑟𝑛𝑛𝑟𝑟(𝐫𝐫)− 𝑉𝑉𝑏𝑏𝑎𝑎𝑎𝑎(𝐫𝐫))2𝑑𝑑𝐫𝐫 = �(𝑣𝑣𝑖𝑖
𝑟𝑟𝑛𝑛𝑟𝑟 − 𝑣𝑣𝑖𝑖

𝑏𝑏𝑎𝑎𝑎𝑎)2
𝑁𝑁

𝑖𝑖

(1.35) 

The sets of space points are selected according to different heuristics. Although the 

problem is simply a squared-fitting procedure, it is common to encounter multiplicity 

of solutions in medium to large systems. Some methods, like RESP, correct this 

tendency by adding a set of hyperbolic restraints on charge coefficients29. 

1.3.4 Experimental Determination of Molecular Structures 

Electron density is an important source of experimental information for structure 

determination. As mentioned in section Chapter 1:1.3, the electron density is a 

function with exponential behavior centered at nuclear positions, and its isodensity 

contours can be used to represent the shape of a molecule. X-rays interact with core 

electrons generating measurable scatterings. For molecules in the liquid or gas 

phase, these signals are intrinsically noisy, and they cannot be analyzed. But in the 

case of crystals, the scattering produce constructive interferences whose patterns 

can be detected, quantified, and analyzed. 

The diffraction results of the interaction of X-rays with crystals produce a pattern of 

signals (diffraction spots) that are coded by means of mathematical functions called 

“structure factors” defined in the reciprocal space of the crystal. The Fourier 

transform of structure factors is the electron density ρ(r), a function in the real space 
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of the crystal with which one can compute density maps in any desired set of points 

r. However, signal detection gathers only the highest values, which correspond to 

the inner electron shells around the nuclei. Therefore, the electron density map is 

more similar to a description of nuclear positions than a description of true electron 

densities in a quantum sense as being discussed along this part of the Introduction. 

Moreover, thermal motion of atoms in crystals is an important source of uncertainty 

when analyzing electron densities obtained from X-ray diffraction (even considering 

that most experiments are conducted at liquid nitrogen temperatures). Therefore, the 

electron density map behaves as a Boltzmann energy-averaged electron density 

distribution for inner electron shells in atoms. 

X-ray diffraction has been for a long time the largest source of structure information 

for molecules and solid state. However, in the case of molecules, it requires a 

crystallization process (disposal of the molecules in a periodic lattice) which usually 

depends on a number of heuristic/empirical approaches, and which not always 

yields results. This is especially relevant in the context of biopolymers like proteins, 

where crystallization may be a process too costly in terms of time and money: the 

average cost of crystallizing a protein is around 100k $30.  

An alternative source of structural information related with electron density is cryo-

electron microscopy (cryo-EM). Cryo-EM replaces the X-ray beam by an electron 

beam. While X-rays photons do not have charge, electron negative charges directly 

interact with the  electrostatic potential generated by molecules31. Positive regions 

usually peak at the nuclei while negative regions peak in the valence regions. 

Besides using a different physical source to probe the molecule components, cryo-

EM also depends on a different experimental scheme: it replaces the crystallization 

process with a cryonization process that removes thermal motion from the sample. 

By using an averaged visualization of many molecules at the same time, powerful 

algorithms are able to infer the 3D map of the electrostatic potential (cryo-EM map) 

that is later used to fit molecule structures. CryoEM is currently being used to study 

very large biological macromolecular assemblies that were not accessible for 

crystallization. 

To summarize, these sections have highlighted three important aspects of the 

electron density: it is a fundamental quantum property of molecular systems that 

plays a paramount role in quantum mechanics calculations; it is a stream of 
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information from which many properties of molecular systems can be derived; and it 

can be studied using experimental techniques. 

2 Machine Learning 

Machine Learning is a branch of artificial intelligence which attempts to make 

computers learn from experience by finding patterns in data. Its development has 

gone into great improvements in the last decade thanks to the outstanding evolution 

of Neural Networks (Deep Learning).  

2.1 Task, performance, experience 

Machine Learning (ML) algorithms aim to learn a task from experience with a given 

performance32,33. An example is a rain forecasting algorithm that learns from the last 

10 years’ weather forecasts. The method will use the conditions (season, wind, 

pressure, ...), to provide a probability of tomorrow rain. The forecast may be right or 

wrong, but we can measure how many times it does good and bad and improve our 

algorithm. 

The ML field can be considered as a branch of applied statistics. However, it 

emphasizes prediction rather than formal aspects such as hypothesis rejection. Some 

similarities can be also drawn with regular science disciplines like physics. Yet, ML 

disregards causality and focuses on correlation instead. Its goal in the case of physics 

or chemistry applications is not to find laws governing the behavior of a physical or 

chemical system, but to give computers the ability to predict phenomena from data 

concerning that system. 

Coming back to the Task/Performance/Experience trinity, the task is what we want 

the algorithm to do. We can consider any task with a workable mathematical 

representation. The two most common kinds of task are: 

• Classification tasks: the goal is to associate an example with a discrete label. 

• Regression tasks: the goal is to associate an example with a number. 

For each task, there must be a goal. Performance is the quantitative assessment of 

how good or bad was the execution in terms of that goal. In classification problems, 

performance measures result from the ratio between success and failure. In 

regression problems, performance measures are some quantitative evaluation of 
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how results diverge from reference. A common example is a least-squares metric 

used in linear regression. 

The experience is the collection of examples from which an ML method must learn to 

perform the task. Each example is a set of features that serve the ML method as input. 

Machine Learning is generally conditioned by the amount of experience data 

available as well as by their quality. If data are biased, Machine Learning application 

will be so. If data are scarce, the application scope of Machine Learning will be 

narrow. 

The nature of data can lead to two kinds of ML: 

• Supervised learning: Each data point has an associated label/target. For 

instance, weather history may have values of rain per square meter. 

• Unsupervised learning: Data points have no label/targets. The ML method 

must learn to relate examples with no external information. For instance, 

grouping days according only to their weather attributes. Due to the nature of 

the problem addressed in this thesis, we will focus on supervised learning. 

2.2 The learning quest 

This section introduces some of the most important aspects of ML in a general fashion. 

We will avoid a generalized review of Machine Learning methods, given that we will 

only deal with neural networks (section 2.3). Readers with a special interest in ML 

methods are referred to the essential  book on Machine Learning by Murphy34. 

Let us consider a general ML method with three components: i) a function; ii) a loss 

functional; iii) and an optimization algorithm. The function is a map ℱ(𝑥𝑥) → 𝑦𝑦 that 

takes as input the features of an example (𝑥𝑥) and produces a prediction (𝑦𝑦). In the 

rain-forecasting example, meteorological conditions are the features, and a 

likelihood of rain is the prediction. The loss functional ℓ allows us to measure the 

performance of the map. A familiar example for prediction of real numbers (e.g., 

millimeters of rain per square meter) of regression problems is the squared 

difference loss functional: 

ℓ[ℱ] = � (ℱ(𝑥𝑥𝑖𝑖) − 𝑦𝑦𝑖𝑖)2
𝑛𝑛𝑒𝑒𝑏𝑏𝑚𝑚𝑎𝑎𝑛𝑛𝑛𝑛𝑏𝑏

𝑖𝑖

  (1.36) 



   20 

In the case of using a binary target (like rain/not rain), other functionals are more 

convenient. The third component is an optimization algorithm that improves the 

results of the map ℱ on the loss functional. 

From a theoretical perspective, the map ℱ could have any form. An ideal algorithm 

would look for the right function for each piece of data. Yet, this is infeasible. A 

workable alternative is to make the map ℱ a function of the examples. For each new 

example, the map ℱ would look up the closest example and replicate its label or 

value. This approximation becomes easily unmanageable, and it creates no model. 

A mathematical model allows us to study a system in a simpler way than dealing with 

the system itself. In ML, we use flexible models to approach a hypothetical data 

generating process (DGP). Such a process relates the features of the examples to their 

associated labels/values even though in most cases it remains unknown. In other 

instances, the process is known but its calculation remains too expensive.  

Most models are parametric: they depend on values (𝜃𝜃) that condition their behavior. 

Learning is the optimization of a given map ℱ  together with its parameters to 

approach the data generation process. We can consider many different model-

dependent approaches yet, for our specific purposes, we will consider that at least 

some part of it is gradient-descent based. This means that parameters will move 

iteratively in the direction of the loss functional gradient, that is: 

𝜃𝜃𝑒𝑒+1 = 𝜃𝜃𝑒𝑒 ±
𝜕𝜕ℓ
𝜕𝜕𝜃𝜃𝑒𝑒

(1.37) 

This way, the method must preserve the derivability of the loss functional and its 

parameters. 

From a practical perspective, Machine Learning can be regarded as a tool to make 

predictions from data when we ignore or we are not interested in the underlying data 

generation process. This means that predictions must prove themselves trustable 

after the learning process. Error outside the learning process is what we call the 

generalization error. Good learning should obviously make this error as low as 

possible so that we could speak properly of generalization. 

The best way to ensure generalization would be to target a function behaving 

similarly to the true (but unknown) DGP. We can consider that each function has a 

given complexity, which translates to how difficult is to target its behavior. A 

concerning example is the family of polynomials functions. We will use them both as 

noiseless-DGP and ML maps to illustrate some concepts: 
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ℱ(𝑥𝑥|θ,𝑛𝑛) = �𝜃𝜃𝑖𝑖𝑥𝑥𝑖𝑖
𝑛𝑛

𝑖𝑖=0

(1.38) 

where 𝑛𝑛 is the degree of the polynomial. In the case of these functions, we can easily 

grasp the concept of complexity. Larger degree polynomials can reproduce 

behaviors with more wiggles, minima, maxima, etc. Consequently, we need more 

points to model them than to model lower degree polynomials.  

A second relevant concept regarding maps is the capacity: the space of functions 

that can be targeted by a generalized map ℱ. In the case of polynomials, every 𝑛𝑛-

degree polynomial can reproduce exactly all the 𝑛𝑛-1-degree ones plus the specific 

functions of the 𝑛𝑛 -degree polynomials, so each 𝑛𝑛 -degree polynomial has more 

capacity than all the previous degrees functions (Figure 4). 

 

Figure 4. Polynomials trying to fit points coming from a 4th-degree polynomial data generating 

function. The 4th degree polynomial fits perfectly the points. The 2nd degree polynomial is unable 

to reproduce the wiggles and the values of the sampling points.  The 8th-degree polynomial 

reproduces the sampling values, but describes more wiggles than necessary. 

 

If the experience from which to learn a given map were infinite, then larger or infinite 

capacity models would allow solving exactly the data generation process. However, 

this is never possible: experience is necessarily a limited collection of examples. This 

has a direct impact on the choice of functions: on one hand, large capacity guesses 

can lead to making function guesses that are way more complex than the true 

generating function, even when they fit the experience. On the other hand, low-

capacity guesses could not even guess the model that at least explains the 
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experience. The first scenario is what we know as over-fitting, and the second one is 

known as under-fitting. The former one is especially relevant when the collection of 

examples is limited. Therefore, capacity must be controlled by the complexity of the 

true underlying function, and by the amounts of available data. 

··· 

Although there are some examples of learning just based on optimizing the family of 

functions regardless of the parameters35, most learning algorithms are based on 

trying different guess functions and optimizing the parameters of such guesses. For 

this, it is convenient to understand the learning process from a Bayesian perspective: 

understanding how evidence modifies our beliefs about the world. The Bayes 

theorem states the relationship between beliefs and evidence as: 

𝑃𝑃(𝑥𝑥|𝜃𝜃) ∝ 𝑃𝑃(𝜃𝜃|𝑥𝑥)𝑃𝑃(𝜃𝜃) (1.39) 

where 𝑃𝑃(𝜃𝜃) represents the prior distribution of the evidence, 𝑃𝑃(𝑥𝑥|𝜃𝜃) the conditional 

distribution (belief), and 𝑃𝑃(𝜃𝜃|𝑥𝑥) is the posterior distribution. An example would be 

the probability of rain (𝑥𝑥) after finding that the temperature today is 23ºC (θ). The 

prior would be the probability of having a 23ºC temperature, and the posterior would 

represent the probability of having 23ºC upon rain. In this case, we considered 𝜃𝜃 as 

an information input, but it can also represent a model parameter. 

The prior represents our idea about some variable, and the posterior, how that idea 

influences the outcome. For instance, in our rain forecasting example, we know that 

temperature is a real value. Moreover, we know that highest and lowest temperatures 

on Earth are around 55ºC and -70ºC. We can encode our belief of wind distribution 

related with temperature in a probability function that fulfils criteria imposed by 

those extreme values as boundaries (e.g. a bounded uniform distribution). 

A Bayesian learning process consists of modifying our priors about parameters of the 

model as long as we include more evidence (new examples). Even if the original 

priors are wrong, by updating them we could recover either the true value of the 

parameters or at least the right distribution of them. For instance, it is quite likely that 

after observing yearly temperatures in any city, we realize that the prior distribution 

we considered was too wide for it. The updating process could be driven by the 

maximum-likelihood principle: modify parameters to maximize the likelihood of the 

known examples.  

𝜃𝜃 = arg max𝑃𝑃(𝑥𝑥|𝜃𝜃) = arg max�log�𝑃𝑃(𝑥𝑥|𝜃𝜃)�� (1.40) 
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However, direct optimization through the Bayes theorem is intractable for all but the 

simplest models. A handier alternative consists of setting some fixed prior 

distributions for model parameters and modifying parameters not only to optimize 

the loss functional but to comply with their prior distributions (Maximum A Priori; 

MAP). This prior could be a simple distribution choice like a Gaussian distribution of 

standard mean and variance. When this function is included in the MAP formalism, 

we recover a loss functional such as: 

ℒ[𝑓𝑓, θ, 𝜆𝜆] = ℓ[ℱ] + 𝜆𝜆θ𝑇𝑇θ (1.41) 

where the second term acts as a penalty on the size of the parameters. Parameters 

according to this metric will have to find a trade-off between behaving as Gaussian 

distributions and performing accurate predictions. Large values will be discouraged 

and small values around zero will be preferred by the solution. We name this 

restriction of the parameter space as weight-decay. 

 

Figure 5. Regularization through weight decay on polynomial fitting.  A 4th-degree polynomial 

targets a 2nd-degree polynomial (same colors as in Figure 4) including a weight decay term on the 

loss functional. 

 

This is an example of how to restrict the space of solutions of a given family, and 

therefore its capacity. Weight decay belongs to the family of regularization 

techniques whose goal is to adjust the capacity of models to improve generalization. 

There are many different approaches, and not all of them are well understood. Some 

examples are including noise on parameters, or prune prediction functions. 
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Regularization is a key aspect of Machine Learning that is revisited later in this thesis 

in its neural-network context (section Chapter 1:2.3). 

··· 

The reader may have noticed the introduction of a variable λ in equation 1.41 which 

was not introduced before. λ is a value that gives a larger or lower role to 

regularization during learning. If 𝜆𝜆 → ∞ , the learning process will simply drive 

parameters to fulfil their prior distributions, regardless of the prediction accuracy. If 

𝜆𝜆 → 0, the learning process will not be regularized, and the function may overfit. This 

was illustrated in Figure 5. 

λ is a hyper-parameter, an algorithmic value that remains outside of parameter 

optimization. There are two possible reasons for letting some variables of the method 

become as hyper-parameters: i) that the optimization algorithm cannot actually do 

the optimization (e.g. categorical parameters without derivatives); ii) that the goal of 

the hyper-parameter is to regulate capacity. In the previous case, if λ was optimized 

it would always turn to zero in order to optimize the loss functional, so there would 

not be regularization. 

While parameters are usually optimized by following some specific algorithm (for 

instance, gradient-based algorithms), hyper-parameters must be tuned to find the 

optimum capacity intended to avoid both underfitting and overfitting. Therefore, 

learning happens to be a loop of optimization and tuning that requires estimation of 

underfitting and overfitting. To this end, the pool of available examples is usually split 

into three non-overlapping datasets: 

• Training set. It is used to optimize the model parameters.  

• Validation set. It is used to tune model hyper-parameters. The performance gap 

between this dataset and the training set indicates the generalization error, and 

so model overfitting. Hyper-parameters can be modified consequently. 

• Test set. It is used to measure the final performance of the model. Given that no 

parameters are modified to improve the performance in this dataset, the resulting 

values should be realistic expectations of the performance of the model. 

Thorough testing of models is desirable, so the test set may include targets that 

are more difficult to predict than the mean training/validation sets. 

··· 
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If we only focus on the mathematical aspects of ML, then we may become 

discouraged. Learning from examples means that we need a wide sample of the 

feature space. As long as we deal with high dimensionality spaces, we would need 

larger and larger collections of data to learn the right mapping on all space. 

Moreover, ML tries to approximate very challenging data generation processes. The 

mathematical expressions of such processes are out of our imagination, so it seems 

unlikely that we can match any of them using handy models. 

The reason why ML is interesting for real-world applications is that most of the real-

world data lie in latent dense low-dimensional neighborhoods called manifolds36 

(Figure 6). An example is words: while we could arrange random sequences of 

characters (like those in the books from the infinite Babel Library of Jorge Luis 

Borges), it is quite unlikely that those arrangements make regularly words whereas 

it is much more likely that only a tiny fraction of the huge dimensional space of 

random arrangements is actual words. And those arrangements are usually related 

to each other. If data are relevant around just some values of the features space, then 

we can expect that methods might only need to learn from a finite fraction of such a 

space. 

 

Figure 6. Figurative example of a manifold. Although real-world entities like a cat, a lion, a 

pelican, and a Gynko, are extremely difficult to be fully represented, they can be easily 

distinguished. Moreover, we can consider that some of these entities are related among them, 

like the cat and the lion, and we could consider the possibility of an intermediate entity (cat-lion) 

that would be harder to distinguish. However, we will find an extremely low probability to find an 
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entity between the cat/lion neighborhood and the pelican or the Gynko neighborhood. Therefore, 

we can conclude that these hypothetical neighborhoods are isolated and dense. 

 

Humans are naturally good at finding those manifolds. ML tries to emulate this 

capacity by modifying the raw feature space to bring it closer to the manifold space. 

Traditional Machine Learning relied on the manual elaboration of feature 

engineering that could take complex representations to linearly separable 

representations. However, this approach was costly and limited by human 

prejudices. Modern neural network-based Machine Learning (deep learning) 

overcomes the limitation of feature engineering by making implicit data-driven 

feature engineering — the right representation is learnt from data37. 

2.3 Neural networks 

Neural networks (NN or NNs) were born in the 1940s as a neurological model for 

learning. The mainstream interest towards them has moved in boom and bust 

dynamics. Since 200638, interest in neural networks re-emerged under the name of 

Deep Learning. Right now, they represent the most widely developed ML technique, 

beating the state of the art for many artificial intelligence challenges. 

Machine Learning is based on the use of generalized functions that can approximate 

arbitrary families of functions. One way to generate those is the composition of 

functions, which means that functions become inputs of other functions. 

ℱ(𝑥𝑥) = 𝑓𝑓1(𝑧𝑧) ∘ 𝑓𝑓2(𝑦𝑦) ∘ 𝑓𝑓3(𝑥𝑥) = 𝑓𝑓1 �𝑓𝑓2�𝑓𝑓3(𝑥𝑥)�� (1.42) 

In the case that those functions are linear (e.g., 𝑓𝑓𝑖𝑖 = 𝑊𝑊𝑖𝑖𝑥𝑥), then the resulting function 

is just another linear function (𝑓𝑓1 ∘ 𝑓𝑓2 = 𝑊𝑊1𝑊𝑊2𝑥𝑥 = 𝑊𝑊12𝑥𝑥 ). However, if each of the 

functions is non-linear, the resulting function will show emergent non-linear 

properties. 

In the 1940s, neuroscientists designed a model of how neurons work in the nervous 

system: the perceptron39. Perceptron followed some of the then known insights about 

neurons: 

• Neurons work only in one way: information in the form of electric signals 

goes from an input region (dendrites) to an output region (the axon). Never 

backwards. 
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• Neurons are connected among them: the axon of a neuron can be connected 

to dendrites of different neurons. 

• Neuron connections can either promote activation or deactivation: they 

depend on the release of chemical signals (neurotransmitters) that change the 

electric state of the following neuron. 

• The activation of neurons is non-linear: Chemical signals need to overcome 

a threshold to activate a neuron.  

These mechanisms were functionally modelled by implementing them in the form of 

products by some weights W that represent the activation/deactivation promoted by 

each signal; a bias vector b, which represents the neuron readiness to activation; and 

a non-linear sigma function, that represents the activation: 

𝑓𝑓(x|W, b) = 𝜎𝜎(Wx + b) (1.43) 

𝜎𝜎(𝑧𝑧) �𝑧𝑧 ≫ 0;𝜎𝜎(𝑧𝑧) → 1
𝑧𝑧 ≪ 0;𝜎𝜎(𝑧𝑧) → 0 (1.44) 

These equations show large similarities with linear regression and, especially, with 

a modification of linear regression (logistic regression) aimed at linearly separable 

classification problems. Given that the output of a perceptron is non-linear, several 

perceptrons can be stacked to compose more complex functions. The stacking of 

perceptron units (layers) builds a neural network that can be represented as 

𝑓𝑓𝑖𝑖 ∘ 𝑓𝑓𝑗𝑗 ∘ 𝑓𝑓𝑗𝑗 = 𝜎𝜎�W𝑖𝑖𝑓𝑓𝑗𝑗(x) + b𝑖𝑖� = 𝜎𝜎�W𝑖𝑖 𝜎𝜎�W𝑗𝑗𝑓𝑓𝑗𝑗(x) + b𝑗𝑗� + b𝑖𝑖� = ⋯ (1.45) 

A classical neural network is composed of an input layer where information is 

introduced; a few hidden layers through which information is processed, and an 

output layer that converts information into a valid output. For instance, in a 

classification problem, the output layer will convert the previous layer output in label 

probabilities. While the input and output layers are usually imposed by the task, the 

hidden layers can have a variable size in both widths of each layer and the number 

of layers (depth). Those values are hyper-parameters of the model that must be tuned 

to regulate capacity. 

Besides the choice of the width and depth of a neural network, the non-linear 

functions of each layer also allow different choices. In the dawn of neural network 

development, it was generally thought that learning required soft and bounded 

activation functions (Table 1). Later work40 showed that simple ReLU units (Table 1) 

produced nice results and allowed to increase the number of stacked layers. Given 
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their simplicity and effectiveness, most modern neural networks are based on ReLUs 

or some of their variants: leaky ReLUs, CeLUs, SeLUs, etc. 

Table 1. Some of the activation functions used in deep learning 

Age Name Expression 

Classical activation 

functions 

Sigmoid 𝜎𝜎(𝑧𝑧) =
1

1 + 𝑒𝑒−𝑧𝑧
 

Tanh 𝜎𝜎(𝑧𝑧) =
𝑒𝑒𝑧𝑧 − 𝑒𝑒−𝑧𝑧

𝑒𝑒𝑧𝑧 + 𝑒𝑒−𝑧𝑧
 

Modern activation functions 

Rectified Linear Unit (ReLU) 
𝑧𝑧 < 0 → 𝜎𝜎(𝑧𝑧) = 0 

𝑧𝑧 > 0 → 𝜎𝜎(𝑧𝑧) = 𝑧𝑧 

Leaky Rectified Linear Unit 
𝑧𝑧 < 0 → 𝜎𝜎(𝑧𝑧) = 𝛼𝛼𝑧𝑧 

𝑧𝑧 > 0 → 𝜎𝜎(𝑧𝑧) = 𝑧𝑧 

Continuously-Differentiable 

Exponential Unit (CELU) 
𝑧𝑧 < 0 → 𝜎𝜎(𝑧𝑧) = 𝛼𝛼(𝑒𝑒

𝑒𝑒
𝛼𝛼 − 1) 

𝑧𝑧 > 0 → 𝜎𝜎(𝑧𝑧) = 𝑧𝑧 

 

Given that perceptrons are differentiable, we can compute the gradient of each of the 

model parameters through the chain rule: 

𝑓𝑓(𝑥𝑥) = 𝑓𝑓1(𝑧𝑧) ∘ 𝑓𝑓2(𝑥𝑥) →
𝑑𝑑𝑓𝑓
𝑑𝑑𝑥𝑥

=
𝑑𝑑𝑓𝑓
𝑑𝑑𝑧𝑧

·
𝑑𝑑𝑧𝑧
𝑑𝑑𝑥𝑥

=
𝑑𝑑𝑓𝑓1
𝑑𝑑𝑓𝑓2

·
𝑑𝑑𝑓𝑓2
𝑑𝑑𝑥𝑥

(1.46) 

The application of the chain rule in neural networks gives place to the 

backpropagation algorithm. Given that each layer derivative requires the previous 

layer derivatives, it is possible to store those values in each layer optimization, so 

gradient calculations are only carried out once for each parameter.  

If it is possible to calculate a gradient of the loss functional ℒ concerning parameters, 

then we can optimize model parameters by gradient descent (equation 1.37). 

However, in practice, neural network optimization is a non-convex problem where 

the reduction of the loss through gradient does not lead to a minimum. Considering 

that neural networks can have up to millions of variables, it is unlikely to find a value 

that is a minimum in all directions. Thus, neural network optimization is not about 

taking parameters to a minimum, but about decreasing the loss functional value. 

Moreover, this is usually carried out as stochastic gradient descent (and 

modifications41). This means that the gradient is not calculated for the whole dataset 

but estimated from a random collection of examples from the training dataset at each 

iteration. Although it could be argued that this is a poor way of calculating the 
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gradient, in practice, it allows the generalized learning of huge datasets with a linear 

cost42.  

··· 

The universal approximation theorem43 showed that neural networks with the right 

number of layers and the right layer widths can target any function. Since learning 

algorithms are far from perfect, this theorem is just a theoretical justification for the 

application of neural networks. However, it is important to consider it, because it 

outlines one of the key aspects of neural networks: they can learn anything — even 

the dataset! — Regularization is a must-do for neural networks to prevent over-fitting. 

The first mechanism to regularize a neural network is the one we saw earlier: weight 

decay. By assuming that parameters belong to a given prior distribution, we limit the 

search space of the learning process to those regions that fulfil prior conditions. In 

the case of using Gaussian priors, we recover the weight decay (also known as L2 

norm), that is present in the MAP loss formalisms as: 

ℒ𝑚𝑚𝑏𝑏𝑎𝑎[𝑓𝑓, θ, 𝜆𝜆] = ℓ[𝑓𝑓] + 𝜆𝜆θ𝑇𝑇θ (1.47) 

Weight decay norm helps the gradient descent algorithm to move in the space 

directions that contribute to reducing the value of the functional. Another useful prior 

distribution is the Laplace distribution, which translates in the L1 norm: 

ℒ[𝑓𝑓, θ, 𝜆𝜆] = ℓ[𝑓𝑓] + 𝜆𝜆�|θ|� (1.48) 

The effect of the L1 norm is to keep parameters sparse: only those with a valuable 

contribution will have a non-zero value.  

Other regularization techniques can affect other aspects of neural network training. 

For instance, it is well known that neural network training is prone to overfitting in 

the long run. A cheap and simple way to prevent overfitting is interrupting the 

training process when the generalization error starts increasing. This technique, 

called early stopping, is the most popular technique due to its simplicity. Adding 

noise to either the parameters or the labels of the dataset are also common to help 

models becoming robust and generalizable. But maybe the two best approaches to 

avoid overfitting are just: “use the simplest neural network you can” and “use as 

much data as you can”. 

··· 
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The neural networks presented here have connections between all neurons of 

contiguous layers, and they let information flow along with all their layers. These 

fully-connected neural networks have great capacity, but their training is generally 

difficult for complex tasks like image recognition or speech recognition. The reasons 

are mainly two: 

• The number of parameters of a fully connected neural network is generally 

huge. This means that millions of parameters may require gradient calculation 

and heavy regularization to adjust the capacity of the model. After all, we can 

conceive of the idea of a neural network that interpolates datasets if it learns 

from fewer examples than its number of parameters. 

• The information flow along many layers can lead to vanishing/exploding 

gradients. This known pathology of neural networks is due to the large chains 

of derivatives that a composite function can generate. If any of the derivatives 

in the middle is zero, then the gradient of the lower derivatives is zero, and 

the corresponding parameters will not be optimized. Similarly, if a few 

gradients are very large, it is possible to recover an infinity derivative at some 

point. Excessive depth is detrimental to neural network learning. 

Therefore, it is convenient to make smart choices that keep the learning ability while 

keeping training simple. One of the most successful approaches is the use of 

convolutions44. Tasks like image recognition have spatial structure, so the 

understanding of a given pixel requires understanding the pixels around it. Besides, 

objects on image recognition show translational invariance: moving an object from 

one region of a picture to another region should not affect the task. In convolutional 

neural networks, a collection of filters moves like a sliding window around the image, 

finding patterns and submitting those to upper layers. Given that each convolution 

filter analyzes a whole image using the same parameters, the resulting network has 

a large reduction in the number of parameters (even after using many different 

filters).  

Other tasks show time-structure instead of spatial-structure. Recurrent neural 

networks45 work out time structure by making networks interact with their previous 

outputs along a sequence. The problem with this approach is that the resulting 

function becomes too deep for training, and gradient backpropagation either 

vanishes or explodes. The most important strategies to avoid this are gating units to 

control the flow of information along with the network: the gated recurrent unit (GRU), 
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and the Long-Short Term Memory (LSTM) unit. Just recently, attention mechanisms46 

have burst in time-structure tasks beating the state of the art on speech recognition. 

The third source of structure that can be leveraged by neural networks are graphs47: 

nodes representing some entity and related among them through edges. Examples 

are widespread: from social-networks to molecular graphs. This kind of networks will 

be revisited in the section 3.2, given its relevance in chemistry. 

The advent of neural networks and the so-called deep-learning field is related mostly 

to four points: 

• The linear scaling of the learning process. Information technologies have 

generated large collections of data shared across the internet that can be used to 

develop Machine Learning methods. This means that models need to learn easily 

and fast on those large pools of examples. Neural networks trained using 

stochastic gradient descent are excellent in that sense. 

• The massive parallelization of neural networks: neural network major 

operation is matrix multiplication, which can run in parallel. The implementation 

of neural network algorithms in either graphical processing units (GPUs) or 

specialized hardware (TPU, tensor processing units) has improved the training 

times of neural networks on at least one order of magnitude. 

• The development of libraries that remain accessible for medium-level 

programmers, like PyTorch48 or TensorFlow49. The use of tools like automatic 

gradient calculation has allowed software developers and scientists to avoid 

dealing with low-level technical aspects of neural networks, and to focus more on 

higher-level aspects, like the architecture of the network, or adapting the network 

to the task structure. 

• Implicit feature engineering. While in previous traditional ML, engineers had 

to hand-design specific features that could deal with unstructured information, 

deep neural networks can learn the right features from data, without any human 

prejudice. 

Despite all the benefits of deep learning, there are still some aspects that need further 

development: 

• The computational power expense of Deep-Learning is huge. Neural 

networks are the most important development on recent artificial intelligence, 

pairing with human perception at some tasks. However, Deep-Learning 
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consumes increasing loads of computational power50,51, so their 

performance/power-consumption ratio is far inferior to human perception. 

• The learning process of a neural network differs from the human brain 

process. There is no evidence that backpropagation could take place in human 

brains, given that it would require derivative information to travel backwards52. 

Some attempts are being formulated in terms of training neural networks without 

backpropagation in order to find a valid mechanism that could also work on the 

human brain53. 

• Deep learning requires huge amounts of data. Given the large capacity of 

neural networks, they can only avoid overfitting after learning from lots of data 

Some advances, like Bayesian neural networks54 or transfer learning37 can help 

in that direction. But in a data scarcity scenario, it may be better to come back to 

traditional Machine Learning techniques. 

• Deep learning works like a black box: It is difficult to understand how neural 

networks work inside. This is especially sensitive in some areas, where it may be 

necessary to explain decisions. The best example is unaudited modern Machine 

Learning methods accused of promoting discrimination toward minorities55–58. 

3 Learning electronic structure 

This section focuses on the application of ML to problems treated with quantum 

mechanics (QM) in chemistry, as the description of energy hyper-surfaces, and the 

obtention of molecular properties. Both problems can be addressed by the 

prediction of electron density, the central topic of this thesis. 

3.1 The dawn of a revolution 

As explained in section 1, QM methods are fundamental tools for the study of 

molecular systems as they describe the essential electronic behavior of such systems 

without requiring external data. Yet, they are also associated with a vast 

computational burden and poor scaling. Its application in massive systems may 

stagnate until the next breakthrough in computing power.  

The alternative of using classical molecular mechanics (MM) approximations omits 

explicit treatment of electrons accounting for their effects through the use of simpler 

empirical laws. But such approximation comes at a cost. On one side, force fields 

results are often only qualitative. On the other side, their application scope only 
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covers phenomena with no relevant electronic reorganization. For instance, most of 

them cannot target chemical reactions. 

Hopefully, this thesis writing happened at the dawn of a revolution: the application of 

Machine Learning in chemistry59. Beyond the learning of QM formalisms among the 

most remarkable examples, those applications also range from the prediction of 

pharmacological properties to the computational generation of relevant molecules. 

ML related publications are currently flooding the editorial stream and it is growing 

into the third framework of computational chemistry illustrated in Figure 7. . For the 

sake of concision, we will just focus on the applications of ML regarding QM 

modelling.  

 

Figure 7. Computational chemistry frameworks represented in a triangle. Each method has some 

strengths (those on its edges) but also some limitation (the opposite edge). Quantum mechanics 

methods are accountable, and they can produce the most accurate results but they cannot be 

applied in large systems due to the associated computational cost. Classical mechanics methods 

are easily scalable to systems containing millions of atoms and they are based on some 

conceptually easy formalisms; however, their results are often only qualitative. The new 

Machine Learning tools have shown accuracy and scalability (although only behind classical 

mechanics methods). However, some efforts are still necessary to improve their generalization 

and their accountability.  
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3.2 Representing chemistry 

Machine Learning success depends on data representation. Representations that 

make classification/regression problems easy to address are successful; those which 

make them difficult are not. Chemistry tasks must fulfill some important physical 

constraints, like symmetries: changes in the coordinates that do not imply a change 

in the molecular system attributes (e.g., the energy). Among common symmetries, 

we find roto-translation invariance as the most important one. But there may be 

others. Moreover, no physic laws are affected by the ordering of the positions of the 

atoms. Therefore, good representations should be invariant to the ordering and to 

the choice of Cartesian basis. Including these principles by construction avoids ML 

methods to learn them — thus, they make ML problems easier. 

Molecular representations belong to one of two kinds: global or local 

representations.  

Global representations aim to represent the whole molecular system. An example is 

Coulomb matrices, that employ the effective repulsion of nuclei to generate a roto-

translation invariant representation: 

{𝑍𝑍𝑖𝑖, 𝐫𝐫𝑖𝑖} → �
0.5 𝑍𝑍𝑖𝑖2.4        𝑖𝑖𝑓𝑓 𝑖𝑖 = 𝑗𝑗
𝑍𝑍𝑖𝑖𝑍𝑍𝑗𝑗

�𝐫𝐫𝑖𝑖 − 𝐫𝐫𝑗𝑗�
      𝑖𝑖𝑓𝑓 𝑖𝑖 ≠ 𝑗𝑗 (1.49) 

This representation is not ordering invariant. Fortunately, the eigenvalues of this 

matrix are both ordering and roto-translationally invariant, so they are fit to be 

employed as global representation60. 

Local representations link each atom to its molecular environment: the position of the 

atoms around it. The results of any prediction 𝑓𝑓(𝑥𝑥𝑖𝑖) is limited to the concerning atom, 

and the molecule-level prediction would require an aggregation scheme. The sum 

over the environment of predictions is a common approach. 

𝑦𝑦𝑚𝑚𝑚𝑚𝑛𝑛 = � 𝑓𝑓(𝑥𝑥𝑖𝑖)
𝑏𝑏𝑒𝑒𝑚𝑚𝑚𝑚𝑏𝑏

𝑖𝑖

(1.50) 

Describing local environments requires that the representation keeps smooth upon 

environment changes. A common way to address that is using soft cutoff functions that 

enclose local descriptions in spheres. Such functions should prevent changes outside 

those spheres to affect the local representation, and they should ensure features like 
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continuity and derivability upon changes on the local environment (e.g., atoms 

getting in and out of the sphere). The most commonly employed cutoff function is: 

𝑓𝑓𝑛𝑛(𝑟𝑟) = �
0.5 cos �𝜋𝜋

𝑟𝑟
𝑟𝑟𝑛𝑛
� + 1  𝑖𝑖𝑓𝑓 𝑟𝑟 < 𝑟𝑟𝑛𝑛

0                              𝑖𝑖𝑓𝑓 𝑟𝑟 > 𝑟𝑟𝑛𝑛
(1.51) 

where rc is the cutoff radius. 

Atom Centered Symmetry Functions61,62 describe local atomic environments. For 

that, they use different functional forms that account for many body relationships 

within a cutoff sphere. Such many-body relationships are calculated on all the atoms 

lying in the cutoff sphere, and then summed to create a vector of atomic 

environments. Those vectors can be concatenated to create vectors composed of 

different symmetry functions. The final result is a fixed-length vector that can feed an 

ML method to produce atomic predictions. Symmetry-functions based algorithms use 

many stacks of symmetry functions for each element. This turns symmetry-function 

representation into element-dependent representations. 

The most common choices for symmetry functions are the following radial and 

angular symmetry functions63. 

𝐺𝐺𝑖𝑖𝑟𝑟𝑏𝑏𝑟𝑟 = �𝑓𝑓𝑛𝑛�𝑟𝑟𝑖𝑖𝑗𝑗� exp �−𝜂𝜂�𝑟𝑟𝑖𝑖𝑗𝑗 − 𝑟𝑟𝑏𝑏�
2�

𝑗𝑗

(1.52𝑎𝑎) 

𝐺𝐺𝑖𝑖
𝑏𝑏𝑛𝑛𝑎𝑎 = 21−𝜉𝜉��1 + 𝜆𝜆 cos�𝜃𝜃𝑖𝑖𝑗𝑗𝑗𝑗��

𝜉𝜉 exp �−𝜂𝜂�𝑟𝑟𝑖𝑖𝑗𝑗2 + 𝑟𝑟𝑖𝑖𝑗𝑗2 + 𝑟𝑟𝑗𝑗𝑗𝑗2 ��  𝑓𝑓𝑛𝑛�𝑟𝑟𝑖𝑖𝑗𝑗�𝑓𝑓𝑛𝑛(𝑟𝑟𝑖𝑖𝑗𝑗)𝑓𝑓𝑛𝑛�𝑟𝑟𝑗𝑗𝑗𝑗�
𝑗𝑗,𝑗𝑗

(1.52𝑏𝑏) 

where 𝑟𝑟𝑖𝑖𝑗𝑗 j represents the distance between atoms 𝑖𝑖 and 𝑗𝑗; 𝜃𝜃𝑖𝑖𝑗𝑗𝑗𝑗is the angle between 𝑖𝑖𝑗𝑗 

and 𝑖𝑖𝑘𝑘 ; 𝑓𝑓𝑛𝑛  is again the soft-cutoff function, and the symbols 𝑟𝑟𝑏𝑏 , 𝜂𝜂 , 𝜆𝜆 , and 𝜉𝜉denote 

parameters of the representations. Choosing a set of values for such parameters 

allows building highly dimensional atomic environments. However, those 

parameters are chosen a priori, what results in redundant and biased 

representations. Therefore, a natural step forward would be to learning of the 

representation from data. 

··· 

Deep tensors64 build arbitrary representations for each atom that account for its 

element and the molecular environment around it. First, each atom receives an 

element-specific representation ℎ𝑖𝑖0 . During a given number of cycles, that 

representation is updated according to the atoms around it. After those cycles, the 
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final representation should allow the prediction of atomic properties or its 

combination to predict molecular properties. 

𝑍𝑍𝑖𝑖 → ℎ𝑖𝑖0 (1.53) 

h𝑖𝑖𝑒𝑒+1 = h𝑖𝑖𝑒𝑒 + �u𝑖𝑖𝑗𝑗𝑒𝑒

𝑗𝑗

(1.54) 

The mechanism to update the atomic representation relies on learnable 

transformations of the atomic representations around an atom into useful updates. 

Such transformations must acknowledge the distance between atoms, which is 

possible by expanding representations with Gaussian activation (𝐺𝐺𝑖𝑖𝑗𝑗) functions of the 

interatomic distance (𝑟𝑟𝑖𝑖𝑗𝑗) . And they should also include information on the updating 

atom. Therefore, a vector built from the atom 𝑖𝑖 representation concatenated with the 

expanded representations of atoms 𝑗𝑗 generates an input that a neural network ℱ will 

process to generate the update 𝑢𝑢𝑖𝑖𝑗𝑗: 

u𝑖𝑖𝑗𝑗 = ℱ�h𝑖𝑖||G𝑖𝑖𝑗𝑗 ·  h𝑗𝑗� (1.55) 

where (𝑎𝑎||𝑏𝑏) represents the concatenation of a and b.  

··· 

Besides these representations that account for atomic coordinates, other 

representations focus on molecular graphs, where nodes are the atoms, and edges 

the bonds between those atoms. Graph fingerprints were developed to ease the 

comparison between molecules. They depend on the propagation of information 

between adjacent nodes, mapped to a given dimensional space through a hash 

function. Given that they build unique fixed-length representations for each 

molecule, they can feed ML methods. But, again, the resulting representations are 

built a priori, and so they may suffer from redundancy and bias. Graph ML methods 

aim to learn useful representations taking advantage of the graph structure. 

Message-passing neural networks represent the most important approach in that 

direction. They are based on an algorithm with three operations: 

1. Message passing: building a message for each of the nodes that include 

aggregated information from all its neighbors. 

2. Node update: modifying the information of each node according to the 

message received. 



   37 

3. Readout: after some rounds of message passing and node update, the 

information is read out from the graph using some aggregation scheme. 

It is important to notice that electronic structure does not depend on graphs but on 

the coordinates of the atoms that build a molecule. Thus, the extrapolation of graph 

representations to solve electronic structure problems can only be partial. 

3.3 Bypassing QM 

As explained in section 1, the Born-Oppenheimer approximation enables to obtain 

the ground energy of a molecular system as a parametric function of the nuclear 

positions and the potential they generate. This means that we can consider a map that 

joins coordinates to energies as a multidimensional surface (energy hypersurface, 

EH). 

{𝑍𝑍𝑖𝑖, 𝐫𝐫𝑖𝑖}
𝐸𝐸𝐻𝐻
�� 𝐸𝐸 (1.56) 

Chemistry, from a theoretical point of view, depends mostly on understanding 

changes in the energy hypersurface and its responses upon perturbations1.  

Obtaining point estimates of the map function and its derivatives is possible using 

QM or molecular mechanics (MM) classical methods. Some examples of practical 

applications of those estimations are the prediction of molecular vibrational modes 

or the time-solution of trajectories through molecular dynamics. However, both QM 

and MM show the limitations mentioned in section 3.1. Therefore, improving its 

description through ML has become one of the hottest research topics in the last 

decade. 

One may consider that a rational approach to explain how ML predicts the EH would 

be to explore the bibliographical references one by one. Yet, the literature stream is 

flowing blazingly. Thus, we shall follow the approach taken in the excellent review of 

Jörg Behler65. Instead of getting in the details of each of these methods, we shall 

remark their similarities. 

Let us begin by considering what are the desired inputs and outputs of any ML 

method focused on the reproduction of the EH: the input should be the atomic 

numbers and coordinates of the atoms of a molecular system, as it is in QM 

calculations. And the output should be a value that allows us to rebuild the EH: either 

the energy or a given order derivative: 
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ℱ({𝑍𝑍𝑖𝑖 , 𝐫𝐫𝑖𝑖}) =
𝑑𝑑𝑛𝑛

𝑑𝑑𝐫𝐫𝑖𝑖𝑛𝑛
𝐸𝐸({𝑍𝑍𝑖𝑖 , 𝐫𝐫𝑖𝑖}) (1.57) 

where 𝑛𝑛 is typically either zero or one. 

Prior to any decision on how to build an ML algorithm, we must figure out from where 

to learn. After all, data are the fundamental requirement of ML. Given that the 

conformational energy cannot be experimentally observed (at least in a direct way), 

the most prominent solution is to use data from reference QM calculations. This 

means that most methods attempt to learn the implicit function that relates 

coordinates to energy in a QM calculation, and which is solved by the intricate 

methods described in section 1. Reference calculations are run in batches of 

molecules that are interesting for the specific goal of the method. But given that most 

efforts on the description of the EH are devoted to organic molecules, it is quite 

common that the research community employs common datasets containing 

thousands of calculations in large collections of small organic molecules. The most 

famous datasets in that sense are the GDB7, GDB8 and GDB9 that include information 

about coordinates, atom numbers and quantum derived properties (including 

energy and some others, like formation heat or HOMO-LUMO energies)66,67. These 

datasets only contain a single optimized structure for each molecule, so they are not 

helpful to train EH predictors. But conformers can be obtained through different 

sampling techniques, like normal mode sampling68, molecular dynamics, or 

enhanced molecular dynamics69.  

After obtaining a collection of QM calculations on conformers, one can start building 

the ML algorithm. Choosing the molecular representation is a fundamental step. The 

input should not be the raw atomic numbers/coordinates of the molecule ({𝑍𝑍𝑖𝑖, 𝐫𝐫𝑖𝑖}), but 

it could be one of the above-presented representation methods, that transforms the 

coordinates into either a molecule descriptor (𝑥𝑥) or a collection of atomic descriptors 

({𝑥𝑥𝑖𝑖}).  

ℱ𝑚𝑚𝑚𝑚𝑛𝑛: {𝑍𝑍𝑖𝑖 , 𝐫𝐫𝑖𝑖} → 𝑥𝑥 (1.58𝑎𝑎) 

ℱ𝑏𝑏𝑒𝑒𝑚𝑚𝑚𝑚: {𝑍𝑍, 𝐫𝐫𝑖𝑖} → {𝑥𝑥𝑖𝑖} (1.58𝑏𝑏) 

In the following equations, we will consider atomic mappings, although they should 

be exchangeable with molecular mappings. After the choice of a representation 

comes the choice of the ML ansatz. In most scenarios, it will be necessary to derive 

forces from the energy. Therefore, the ML function must be differentiable with regard 

to its inputs. Kernel ridge regression, Gaussian process regression, and neural 
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networks (NNs) are the most common choices. The use of each of those depends on 

some implementation criteria and the goals of the users. In general lines, KRR and 

GPR methods are commonly used with Coulomb matrices and soft-overlaps of atomic 

positions (local representation methods that we skipped in section 3.2), generating 

accurate predictors that learn efficiently but only from a small dataset. NNs show a 

much lower efficiency learning, so they require up to millions of training points, but 

they can become accurate70. Deciding which method is best is a controversial topic 

that will be left out of this Introduction.  

After choosing a given function, then it is necessary to train it. The dataset should be 

properly split into training/validation/test sets, and then used to train and check the 

performance of the method. An important training aspect is the selection of the loss 

functional. A direct choice for that functional would be the reproduction of the energy 

hypersurface at the chosen points. 

ℓ[𝑓𝑓] = � (ℱ({𝑥𝑥𝑖𝑖}𝐴𝐴)− 𝐸𝐸𝐴𝐴)2
𝑛𝑛𝑒𝑒𝑏𝑏𝑚𝑚𝑎𝑎𝑛𝑛𝑛𝑛

𝐴𝐴

(1.59) 

Nonetheless, this simple functional can become too greedy in information terms. 

Including derivative information helps drawing the hypersurface with a lower 

number of points71. 

ℓ[𝑓𝑓] = � 𝑎𝑎𝑛𝑛ℓ𝑛𝑛[𝑓𝑓]
𝑚𝑚𝑟𝑟𝑟𝑟𝑛𝑛𝑟𝑟

𝑛𝑛

(1.60𝑎𝑎) 

ℓ𝑛𝑛[𝑓𝑓] = � �
𝜕𝜕𝑛𝑛

𝜕𝜕�𝒓𝒓𝑖𝑖𝑛𝑛�
ℱ({𝑥𝑥𝑖𝑖}𝐴𝐴)−

𝜕𝜕𝑛𝑛

𝜕𝜕�𝐫𝐫𝑖𝑖𝑛𝑛�
𝐸𝐸({𝐫𝐫𝑖𝑖}𝐴𝐴)�

2𝑛𝑛𝑒𝑒𝑏𝑏𝑚𝑚𝑎𝑎𝑛𝑛𝑛𝑛

𝐴𝐴

(1.60𝑏𝑏) 

But this approach also requires more calculation efforts, especially with higher-order 

derivatives. 

Once trained and validated, the ML method should be able to reproduce the EH of 

molecules with different conformations. It is important to keep in mind that accuracy 

is never guaranteed, even after passing careful validation. For instance, molecules 

may visits regions of conformational space absent in the training set. In general lines, 

we can assume that extrapolating predictions placed far away from the training 

dataset will give place to errors. Thus, it is convenient that methods inform for such 

situations. For instance, all methods based on Bayesian modelling of parameter 

distributions (Gaussian Process Regression, Bayesian Neural Networks) can provide 
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not only a point estimate of the energy or the forces but also an estimate of the 

uncertainty of those predictions. Other methods produce estimates from many 

different predictors, trained in different subsets of data72. Thus, we can assume the 

measure of the variance of their estimates also as an estimate of uncertainty (Figure 

8). 

 

Figure 8. Example of predictions out of the training regions of conformational space. In this case, 

we have two predictors (lines in different colours) that have learned two different functions from 

similar data in the sampled region. In this known region, their performance is accurate and they 

behave similarly. However, out of that region, they follow different mathematical behaviors. 

Therefore, comparing the divergence between them may indicate that the method was poorly 

trained in that region. 

 

Another aspect that must be considered is the data employed to train the model. Most 

datasets have employed DFT approaches combined with small basis sets to compute 

properties in huge stacks of molecular conformations. Although, as explained in 

section 1.2 DFT includes correlation, its degree of accuracy depends on the 

relationship between the system and the selected functional. It also suffers from some 

chronic conditions, like the lack of an adequate treatment of dispersion interactions. 

And small basis sets provide upper-bound results (Variational principle, chapter 1 

section 1.1). Therefore, it is important to consider that ML errors will be added to the 

errors of the reference. The most obvious way to solve this problem should be 

resorting to higher-level calculations such as CCSD(T). However, in data greedy ML 

methods, this implies making a large number of unaffordable expensive calculations. 

Some developments, like learning transfer, have allowed leveraging knowledge 

from lower levels of theory to learn higher levels of theory73. 
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Besides using a pure approach to model energy or forces, ML methods may include 

physical laws in their predictions to improve their accuracy. The use of roto-

translational invariant representations is a starting example of how to include 

symmetries. The sGDML method goes beyond and it learns not only the forces of the 

system regarding its values but also to be invariant under special symmetries and to 

conserve the energy of the system74,75. Right now, sGDML may still hold the most 

accurate predictions on organic molecules containing around 30 atoms76. Some other 

approaches chose to mix ML models with classical MM models. TensorMol-0169 

employs a neural network to target energies (ML) and charges/Van der Waals 

parameters (MM). The energy is built as a sum of ML predictions for close interactions 

(intramolecular) and MM predictions for long interactions (intermolecular). This way, 

the model generates by construction reliable intermolecular interactions with the 

right asymptotic behavior. 

A clear disadvantage for standard ML methods is that they do not carry implicit multi-

task predictions. In a QM method, we may find relevant information not only in the 

energy prediction, but also in the change of dipoles, atomic charges, etc. And we 

may include new effects in the system by just re-formulating the Hamiltonian (e.g., 

including an external electric field). In an ML context, we can find two alternatives: 

either we create a predictor for each of these tasks, or we predict an object that allows 

the derivation of all other properties (one magnitude to rule them all). We consider 

three alternatives here: 

• Δ-learning: its goal is to include ML predictions within QM formalisms to 

improve their results. We can include here methods that use the QM 

formalisms as inputs to predict correlation energies, or ML methods that work 

like density functionals. In any case, the QM component grants physical 

motivation and the ML just makes a correction (e.g., predict correlation)77–82. 

• Prediction of the wave function. Here we can include approaches aiming to 

predict the interactions between basis set functions, and methods aiming to 

directly predict the wave-function. The first ones are based on adaptations of 

EH-ML architectures that provide cheap and accurate integrals, so 

calculations get rid from their largest burden83,84. The second type use new 

anti-symmetric neural networks to perform Monte-Carlo sampling of the 

interactions between electrons85,86. 
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• Prediction of the electron density. We will dive into this pathway in the 

following subsection. 

3.4 Learning electron density 

The relevance of electron density as a hub that connects different aspects of 

molecular systems and its paramount role in the quantum study of molecular systems 

were highlighted in Section 1. Predicting electron density can therefore provide 

important physical insights to ML in chemistry. In this section, we focus on some of 

the most remarkable approaches to electron density learning. 

A first way to approach electron density prediction would be to apply a pure 

regression approach in which a generalized ML function targets directly the electron 

density function, conditioned by the molecular attributes (e.g. atomic numbers and 

coordinates of nuclei, or charges). 

𝜌𝜌(𝐫𝐫) = ℱ(𝐫𝐫, {𝑥𝑥𝑖𝑖}) (1.61) 

where 𝑥𝑥𝑖𝑖 represents molecule attributes. An example of numerical electron density 

was that of Pande and Sinitskiy87, which may also considered a Δ-learning method 

(see section 3.3). Its goal was to improve estimates from inexpensive HF calculations 

to provide both correlated energies and electron densities. To do that, they consider 

a 3D convolutional neural network, which learns the structure of electron density from 

a 3D electron density grid ({𝜌𝜌}𝑛𝑛). Its results are i) a correction on the energy value, 

and ii) a 3D grid that corrects the values of the electron density. Both estimations are 

related through some latent variables on the 3D grid space ({𝜉𝜉}𝑛𝑛). So, in some sense, 

it learns a map between electron density corrections and energy.  

𝜉𝜉 = ℱ𝑛𝑛𝑏𝑏(𝜌𝜌) (1.62𝑎𝑎) 

Δ𝜌𝜌 = ℱ𝑟𝑟𝑛𝑛𝑛𝑛𝑏𝑏(𝜉𝜉) (1.62𝑏𝑏) 

Δ𝐸𝐸 = ℱ𝑛𝑛𝑛𝑛𝑛𝑛({𝜉𝜉}𝑛𝑛) (1.62𝑐𝑐) 

However, the authors did not elaborate further about the nature of such a map.  

Another example of numerical electron density is that of Crystal Graph Convolution 

Neural Network88 and DeepDFT89. The starting point of both architectures is the use 

of graphs describing the molecular environment. In that graph, information is 

exchanged between nodes during rounds of message exchange. The electron 

density is read from a special node corresponding to an imaginary atom at the 

desired coordinates. Such an imaginary atom receives information from the other 
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nodes, but it does not contribute to any message. DeepDFT reaches a 𝜀𝜀𝜌𝜌 = 0.003 

relative error in GDB9 molecular systems. We will dig in this metric and its meaning 

in Methods and Results & Discussion chapters. 

The main advantage of the numerical approaches is their freedom to choose functions 

that match the electron density. However, this is also a drawback, because they are 

more prone to overfitting, and their asymptotic behavior gets undetermined unless 

they are very heavily trained. Another limitation is the integration of those functions. 

Functions derived from the electron density, like the electrostatic potential or the 

norm, would require heavy numerical integration for each point, which would make 

them unmanageable. 

In the analytical approaches, the electron density is decomposed into an expansion 

of functions (𝜒𝜒).  

𝜌𝜌(𝑟𝑟) = � 𝑐𝑐𝑗𝑗({𝑥𝑥})𝜒𝜒𝑗𝑗(𝑟𝑟)
𝑏𝑏𝑏𝑏𝑏𝑏𝑖𝑖𝑏𝑏

𝑗𝑗

 (1.63) 

This approach is similar to that widely employed by electronic structure methods. 

Using an expansion in terms of basis functions limits the flexibility of the learned 

function, but it also restricts it to those ansatzes tightly related to electron density. 

Moreover, if those functions are simple enough, deriving other functions (moments, 

potentials, derivatives, etc) from them becomes easy. There are at least two major 

lines of work here: the development of electron density functions built on external 

potentials, and the regression of basis set coefficients.  

The first approach is based on the Hohenberg-Kohn (HK) theorems presented in 

section 1.2. ML-HK methods90 use a softened external potential 𝑣𝑣𝑛𝑛𝑒𝑒𝑒𝑒 to create a map 

𝑣𝑣𝑛𝑛𝑒𝑒𝑒𝑒 → 𝜌𝜌 that assigns a coefficient value 𝑐𝑐𝑗𝑗(𝑣𝑣) for each function. 

𝑣𝑣(𝐫𝐫) = �𝑍𝑍𝑖𝑖𝑒𝑒−𝛼𝛼|𝐫𝐫−𝐫𝐫𝑖𝑖|2

𝑖𝑖

(1.64) 

𝜌𝜌(𝒓𝒓) = �𝑐𝑐𝑗𝑗(𝑣𝑣)𝜒𝜒𝑗𝑗(𝐫𝐫)
𝑗𝑗

= ���𝛽𝛽𝑗𝑗𝑘𝑘�𝑣𝑣, 𝑣𝑣𝑗𝑗�
𝑗𝑗

�𝜒𝜒𝑗𝑗(𝐫𝐫)
𝑗𝑗

(1.65) 

The goal of this approach was originally the description of the kinetic energy term in 

Orbital Free DFT, given that energy can be easily learnt from the resulting electron 

density decomposition terms. In later work, the authors have combined this approach 

with Kohn Sham DFT to bring it closer to CCSD(T) chemical accuracy91. 
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The second kind of approach tries to build a map {𝑍𝑍𝑖𝑖, 𝐫𝐫𝑖𝑖, 𝑞𝑞} → 𝑐𝑐 that joins molecular 

features to coefficients of the density expansion. For that, the ML function generates 

coefficients from a molecular representation, in an analogous way to the energy 

prediction. The symmetry adapted Gaussian process regression (SA-GPR) predicts 

Gaussian density basis coefficients from coordinates, disregarding the orientation of 

the molecule92: 

𝜌𝜌(𝑟𝑟) = � �𝑐𝑐𝑛𝑛𝑛𝑛𝑚𝑚𝑖𝑖 𝑅𝑅𝑛𝑛(𝐫𝐫)𝑌𝑌𝑛𝑛𝑚𝑚(𝐫𝐫)
𝑛𝑛𝑛𝑛𝑚𝑚

𝑏𝑏𝑒𝑒𝑚𝑚𝑚𝑚

𝑖𝑖

(1.66) 

where 𝑅𝑅𝑛𝑛(𝐫𝐫) represents a radial Gaussian, and 𝑌𝑌𝑛𝑛𝑚𝑚(𝐫𝐫) spherical harmonics. In later 

work, the authors of SA-GPR extended their method to work with Coulombic density 

fitting basis, a density decomposition technique employed to reduce the scaling of 

QM calculations93. With such an approach, they get to produce highly accurate 

predictions of the electron density in challenging non-covalent dimers. 

Just recently, some authors proposed the Quantum Deep Field94. The goal of such a 

model is the prediction of the energy from an expansion of basis set functions. 

Although that is directly possible, the authors found that the resulting electron 

densities were meaningless. In other words, the model had provided the right results 

using the wrong function. Thus, they propose the learning of the map 𝜌𝜌(𝑟𝑟) → 𝑣𝑣𝑛𝑛𝑒𝑒𝑒𝑒(𝑟𝑟) 

as a method of regularization. The result was the energy prediction joined with a 

qualitative description of the electron density. Besides, they proved that the learned 

function was especially good at extrapolation; learning from a minimal set of the 

simplest dataset molecules allowed the accurate prediction of the most complex 

ones. Therefore, the Quantum Deep Field may be the best example of physical 

motivation on ML using electron density.  

4 Objectives 

New data-driven methodologies summarized in section 2 are being applied to 

computational chemistry along the lines presented in this section 3 to face the 

challenges posed by the study of increasingly larger molecular systems while 

retaining the essential treatment of electron behavior provided by the theoretical 

methods presented in section 1. The development of such data-driven approaches 

may require deeper physical motivation. 
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In this context, the main goal of this thesis is the development of a Machine 

Learning methodology that addresses the electron density of large 

biomolecules.  

Such methodology should allow the easy calculation of relevant properties of large 

systems. Therefore, we need a number of features in that methodology that can be 

presented as the following particular objectives: 

i. a simple but useful representation of electron density 

ii. formulas to derive properties from such representation 

iii. a working architecture able to predict densities 

iv. a learning algorithm for electron densities 

v. a set of electron densities to train-test our methodology  

vi. a method allowing the methodology application in extremely large 

systems 

The reasons why this thesis is aimed to biomolecules and not to other challenging 

systems (e.g., solid state systems) is that proteins are our more important subject of 

study. Thus, we know the systems, and the requirements and pitfalls of the 

methodologies applied on them. Specifically, we missed the application of cheap and 

simple methods that provide a continuous distribution of electrons. In the end, we 

hope to bring the methodological gap between large molecules and small molecules 

methodologies smaller. 
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CHAPTER 2: METHODS 

1 Linear Analytical model of electron density 

1.1 The starting point: the AMD model 

The Analytically Modelled Density (AMD)95 is a model of electron density designed 

to reproduce the Hartree-Fock limit (i.e., infinite basis) electron density of isolated 

atoms in their ground electronic states. This analytical model consisted of a sum of 

exponential functions: 

𝜌𝜌(𝑟𝑟) = �𝐴𝐴𝑖𝑖 exp(−𝐵𝐵𝑖𝑖𝑟𝑟)
𝑀𝑀

𝑖𝑖

(2.1) 

Its parametrization targeted not the reproduction of the electron density itself but the 

HF-limit values of potential energies, alongside some specific electron density 

properties (cusp condition, radial moments, ...together with normalization). The 

resulting electron densities not only reproduced accurately the HF-limit 𝜌𝜌(𝑟𝑟) but they 

also enabled reliable calculation of a variety of 

energies and functions96–101. And they did so just by 

employing sets of only two to four functions. Table 1 

displays the parameters of such functions for atoms 

relevant in biomolecules. 

Those results suggested that working in molecules 

with such a simple description of electron density 

should be more than desirable. Nonetheless, the 

molecular electron density is much more intricate to 

describe and although just a superposition of 

spherical electron density functions would be a 

rough starting point (promolecule density) bonding 

must be introduced. A model of electron density for 

molecules should describe how electrons 

concentrate along different directions of space and 

around nuclei in order to account for bonding effects. 

In other words, if an analytical model of electron 

density based upon the AMD basis is going to be 

Element A B 

H 0.316 2.000 

C 128.049 11.850 

-2.535 3.508 

2.042 2.010 

N 207.763 13.835 

-5.366 4.656 

3.738 2.453 

O 316.284 15.835 

-9.789 6.4387 

5.479 2.7010 

S 2559.082            34.870 

151.958 5.780 

-53.474 4.278 

4.201 2.072 

Table 1. AMD parameters. Each 

row corresponds to a distinct 

exponential function in eq. (2.1).  
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constructed, it must contain an isotropic part (promolecule density) and an 

anisotropic part (bonding). 

1.2 Least squares decomposition 

Electron density is a real-valued function 𝜌𝜌(𝒓𝒓)  of ℝ3  space. The success of its 

regression depends on us restricting our priors to a family of relevant functions. Such 

functions must not only follow the behavior of electron density but also fulfil some 

mathematical criteria, like normalization. We propose its description in terms of a 

linear combination of non-linear functions (χ = (𝜒𝜒1,𝜒𝜒2, … )).  

𝜌𝜌′(𝑐𝑐) = �𝑐𝑐𝑖𝑖𝜒𝜒𝑖𝑖
𝑖𝑖

= cTχ (2.2) 

Although this could include any function of 3D space, the employed functions should 

preserve density mathematical properties by construction. By replacing the 3D 

space with those functions, we make the regression approach easier. 

The QM electron density expression can be represented as a linear combination too. 

However, since it comes from the squared of a wave-function calculated on a basis 

set (section 1.1 in Chapter 1), its terms grow at a square power. Besides, each of those 

functions is the result of multiplying two basis functions -most of them, with different 

centers.  

𝜌𝜌 = �D𝑖𝑖𝑗𝑗𝜒𝜒𝑖𝑖𝑗𝑗
𝑖𝑖𝑗𝑗

= �D𝑖𝑖𝑗𝑗�𝜙𝜙𝑖𝑖𝜙𝜙𝑗𝑗∗�
𝑖𝑖𝑗𝑗

(2.3) 

Due to these complexities, it may be desirable to regress the electron density just as 

a linear combination of atom centered functions. Given that the functions of this linear 

expansion and the QM density are different, we can consider its fitting as a 

decomposition of the QM function in terms of a simpler set of functions. 

In a standard regression approach, the goal is to reduce the square loss functional 

between examples and predictions of those examples. In the regression of electron 

density, we must account for the normalization of 𝜌𝜌(𝒓𝒓) . This is still tractable by 

applying Lagrange multipliers that ensure that the sum of the integrals is equal to the 

molecular charge (normalization condition): 

ℒ(𝑐𝑐, 𝜆𝜆) = �ρ − cTχ�2 − 𝜆𝜆�cTχ� − 𝑞𝑞� (2.4) 

where χ� represents the 3D space integral of all density functions: 
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𝜒𝜒𝚤𝚤� = � 𝜒𝜒𝑖𝑖(𝐫𝐫)𝑑𝑑𝐫𝐫
ℝ3

(2.5) 

By finding the saddle point of ℒ regarding c (minimum) and λ (maximum), we find an 

optimum value for the decomposed electron density that fulfils the normalization 

requirement. 

∇ℒ(c,𝜆𝜆) = 0 (2.6) 

Given that both c and λ are linear parameters of the loss functional, the gradient 

results in systems of linear equations with straightforward solutions. 

From an arbitrary choice of functions, some of them may be redundant. In that case, 

the system will not have a single solution. And even if they are not equal but just 

similar, the solving process may become numerically unstable. A practical solution 

for this problem is to include a coefficient-squared penalty term in the loss function. 

ℒ(𝑐𝑐, 𝜆𝜆) = �ρ − cTχ�2 − 𝜆𝜆�cTχ� − 𝑞𝑞� + 𝛾𝛾c𝑇𝑇c (2.7) 

We have already introduced this penalty term in the introduction. Besides preserving 

numerical stability, it keeps coefficients around a prior normal probability 

distribution with zero mean. In qualitative terms, it forces the method to stay around 

conservative hypothesis rather than radical hypothesis. 

1.3 Sampling protocols 

In the equations from the previous subsection, we have just considered the square 

difference between functions. Given that these are ℝ3 valued functions, then their 

square difference should be evaluated through all the space. 

��𝜌𝜌(𝐫𝐫) − cTχ(𝐫𝐫)�
2
𝑑𝑑𝐫𝐫 (2.8𝑎𝑎) 

It can be easily guessed that such an operation is difficult in analytical terms — 

especially when dealing with exponential functions. A more common alternative is to 

fit our electron density model to just an ensemble of points. 

��𝜌𝜌(𝐫𝐫𝑖𝑖) − cTχ(𝐫𝐫𝑖𝑖)�
2
𝑤𝑤𝑖𝑖

𝑖𝑖

(2.8𝑏𝑏) 

For this numerical approach, we need a strategy to determine those points and their 

associated weights 𝑤𝑤𝑖𝑖. Along the work presented in this thesis, we have developed 

three sampling methodologies. 
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• The first one was the random choosing of points in a given volume box around 

the molecule. Although this strategy is the simplest one to implement, it 

generates unbalanced references that affect the decomposition. Therefore, it 

only had a role during the early stages of the research. 

• The second alternative was the calculation of 3D points that belonged to 

isodensity surfaces. Their goal was to sample only in the valence regions. The 

strategy to find those isosurfaces was the numerical solution of vectors in 

different directions starting from each nucleus. 

𝜌𝜌(𝐫𝐫0 + 𝐯𝐯𝑟𝑟) = 𝜌𝜌∗ (2.9) 

We implemented a Newton-Raphson algorithm relying on numerical 

derivatives of the electron density. Although this is not an efficient way to find 

these calculations, we optimized the algorithm code to increase its speed. This 

sampling algorithm had a role in the intermediate stages of the research. 

• The third alternative is the use of numerical grids for electron density 

integration. An integration grid consists of a collection of coordinates {𝐫𝐫𝑗𝑗} and 

weights {𝑤𝑤𝑗𝑗}. Those weights must fulfil a normalization condition, so their sum 

is equal to one. The nuclei cusps dominating electron density difficult its 

Cartesian grid integration. Spherical coordinates around each nucleus show 

a clear advantage, but its implementation in polyatomic molecules requires a 

strategy to deal with the overlapping of spherical grids102.  

We implemented numerical grids using Lebedev-Chebysev grids for the 

points and weights, and a softened Voronoi scheme for tessellation and re-

weighting. Lebedev integration grids allow the accurate integration of 

polynomials projected in the unit sphere. The number of points of each grid 

depends on the maximal degree of the polynomial that a Lebedev integration 

solves exactly. Chebyshev grids allow accurate integration of the radial 

component. While other approaches require solving linear systems of 

equations for the weights of each point of their grid, Chebyshev weights have 

a closed mathematical definition that makes them easier to implement. 

Using these two schemes, a collection of points {𝐫𝐫𝑖𝑖,𝑗𝑗,𝑗𝑗} around a given nucleus 

{𝐫𝐫𝑖𝑖} can be obtained as: 

𝐫𝐫𝑖𝑖,𝑗𝑗,𝑗𝑗 = 𝐫𝐫𝑖𝑖 + 𝑟𝑟𝑚𝑚
�1 + 𝑥𝑥𝑗𝑗�
�1 − 𝑥𝑥𝑗𝑗�

𝐫𝐫𝑗𝑗𝑛𝑛𝑛𝑛𝑏𝑏 (2.10) 
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𝑤𝑤𝑗𝑗,𝑗𝑗 = 𝑤𝑤𝑗𝑗𝑛𝑛ℎ𝑛𝑛𝑏𝑏𝑤𝑤𝑗𝑗𝑛𝑛𝑛𝑛𝑏𝑏 (2.11) 

In these expressions, 𝑥𝑥𝑗𝑗 is the Gauss-Chebysev i grid value, 𝐫𝐫𝑗𝑗𝑛𝑛𝑛𝑛𝑏𝑏 a unit vector 

of the Lebedev grid, and 𝑟𝑟𝑚𝑚 the integration distance midpoint. This should be 

close to the atomic radii of each atom.  

Polyatomic molecules integrations require dealing with overlapping spheres 

to keep normalization of the weights. The Becke tessellation scheme102 relies 

on the use of polynomial terms of the inter-atomic elliptical distance to create 

fuzzy Voronoi polyhedra. 

𝜇𝜇𝑗𝑗𝑛𝑛(𝑟𝑟) =
|𝑟𝑟𝑗𝑗 − 𝑟𝑟| − |𝑟𝑟𝑛𝑛 − 𝑟𝑟|

|𝑟𝑟𝑗𝑗 − 𝑟𝑟𝑛𝑛|
(2.12) 

𝑠𝑠𝑛𝑛�𝜇𝜇𝑗𝑗𝑛𝑛(𝑟𝑟)� =
1
2
�1 − 𝑓𝑓𝑛𝑛�𝜇𝜇𝑗𝑗𝑛𝑛(𝑟𝑟)�� (2.13) 

𝑃𝑃𝑗𝑗(𝑟𝑟) = �𝑠𝑠𝑛𝑛�𝜇𝜇𝑗𝑗𝑛𝑛(𝑟𝑟)�
𝑖𝑖≠𝑗𝑗

(2.14) 

𝑤𝑤𝑖𝑖,𝑗𝑗,𝑗𝑗 = 𝑤𝑤𝑖𝑖𝑛𝑛ℎ𝑛𝑛𝑏𝑏𝑤𝑤𝑗𝑗𝑛𝑛𝑛𝑛𝑏𝑏
𝑃𝑃𝑗𝑗�𝑟𝑟𝑖𝑖,𝑗𝑗,𝑗𝑗�
∑  𝑃𝑃𝑛𝑛 �𝑟𝑟𝑖𝑖,𝑗𝑗,𝑗𝑗�

(2.15) 

where 𝑓𝑓𝑛𝑛(𝑥𝑥) is the composition 𝑓𝑓 ∘ 𝑓𝑓 ∘ … of the polynomial 𝑓𝑓(𝑥𝑥) = 3
2
𝑥𝑥 − 1

2
𝑥𝑥3  n 

times. In the original article102 and this thesis implementation, n is equal to 

three. Figure 9 illustrates the tessellation process explained above. 

 

Figure 9. Illustration of the tessellation process. Overlapping spherical grids have overlapping 

regions, so they become over-represented in the integral. Moreover, their weights are not 

normalized. Space is tessellated into non-overlapping cells according to the distance between 

centres. Those cells are defined in terms of soft functions, so each cell penetrates adjacent cells 

partially. Then, weights are redistributed to normalize functions and avoid over-representation 

of some regions. 



   52 

1.4 Density set 

As mentioned in section Chapter 2:1.1, the original AMD functions were considered 

as a starting point to construct an analytical model of molecular electron densities in 

this thesis. But AMD atomic functions are spherical and cannot then describe the 

different concentration of density in different regions of space (anisotropy). 

Therefore, we need to modify at least some of the functions that describe 𝜌𝜌(𝒓𝒓) to 

include anisotropy. Many approaches are valid; yet, space integrals should be 

manageable. Along the development of our methodology, a number of possibilities 

were considered. A previous condition for introducing anisotropy is the separation 

of the analytical model on functions of distance and functions of orientation (Ω). 

𝜒𝜒(𝑟𝑟,Ω) = 𝜒𝜒(𝑟𝑟)𝜒𝜒(Ω) (2.16) 

Or even: 

𝜒𝜒(𝑟𝑟,𝜃𝜃,𝜙𝜙) = 𝜒𝜒(𝑟𝑟)𝜒𝜒(𝜃𝜃)𝜒𝜒(𝜙𝜙) (2.17) 

where 𝜃𝜃 and 𝜙𝜙 are the polar and azimuthal angles in polar terms. 

During the research conducted in this thesis, we have experimented with different 

choices for these anisotropic terms. The first one was the use of Fourier terms on the 

𝜃𝜃 angle. 

𝜒𝜒𝑛𝑛(𝜃𝜃) = cos(𝑛𝑛𝜃𝜃) (2.18𝑎𝑎) 

Or  

𝜒𝜒𝑛𝑛(𝜃𝜃) = sin(𝑛𝑛𝜃𝜃) (2.18𝑏𝑏) 

where 𝑛𝑛 is an integer parameter of the function. This kind of anisotropy produced 

blunt density artefacts, so we only used it in the initial steps of the research. The 

second type of anisotropy correction we tried was the application of Gaussian 

functions of theta. 

𝜒𝜒𝑛𝑛(𝜃𝜃) = exp(−𝛼𝛼𝜃𝜃2) (2.19) 

The main advantage of this choice is that it allows modelling the extent of an 

anisotropic deformation in terms of a real-valued parameter, 𝛼𝛼 . Yet, Gaussian 

integrals in the domain 𝜃𝜃 ∈ (0,𝜋𝜋) are cumbersome. The mathematical difficulties that 

they induced made them prone to replacement after the intermediate stages of the 

research. 
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In the last stages of the research, we adopted spherical harmonics anisotropy, as 

basis sets in electronic structure calculations. 

𝜒𝜒(𝜃𝜃) = 𝑌𝑌𝑛𝑛𝑚𝑚=0(𝜃𝜃) (2.20) 

Spherical harmonics (in this case, with m=0) have some interesting advantages: they 

allow rotation of the coordinate system around the z-axis; their space integrals are 

equal to zero, and each l term introduces an increasingly complex deformation term. 

Figure 10 shows the radial behavior of these three functions, and 2D representations 

of these functions, after associating them to a unit exponential to generate a radial 

decay. 

 

Figure 10. Anisotropic functions studied. A) Angular behavior of these functions for different 

parameter values. B) Behavior of these functions in the 2D space, associated in this case with a 

unit exponential.  The cosine series plot represents cos(3θ). The Gaussian plot represents the 

exp(-3θ2) function. The spherical harmonic plot represents the Y3 harmonic. 

 

1.5 Final implementation 

The final linear model of electron density that we considered consists of the 

summation of functions showing different spatial behaviors. 
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𝜌𝜌′(𝐫𝐫) = � �𝑐𝑐𝑖𝑖𝑗𝑗𝜒𝜒𝑗𝑗

𝑏𝑏𝑛𝑛𝑒𝑒

𝑗𝑗

𝑏𝑏𝑒𝑒𝑚𝑚𝑚𝑚

𝑖𝑖

(2.21) 

We include both isotropic and anisotropic functions inside the functions set: 

𝜒𝜒𝑗𝑗𝑖𝑖𝑏𝑏𝑚𝑚(𝐫𝐫, 𝐫𝐫𝑖𝑖) = 𝐴𝐴𝑗𝑗|𝐫𝐫 − 𝐫𝐫𝑖𝑖|𝑛𝑛𝑘𝑘𝑒𝑒−𝐵𝐵𝑘𝑘|𝐫𝐫−𝐫𝐫𝑖𝑖| (2.22) 

𝜒𝜒𝑗𝑗𝑏𝑏𝑛𝑛𝑖𝑖(𝐫𝐫, 𝐫𝐫𝑖𝑖, 𝐯𝐯) = 𝐴𝐴𝑗𝑗  |𝐫𝐫 − 𝐫𝐫𝑖𝑖|𝑛𝑛𝑘𝑘𝑒𝑒−𝐵𝐵𝑘𝑘|𝐫𝐫−𝐫𝐫𝑖𝑖|𝜒𝜒𝑗𝑗
𝑏𝑏𝑛𝑛𝑎𝑎�𝜃𝜃(𝐫𝐫, 𝐫𝐫𝑖𝑖,𝐯𝐯)� (2.23) 

The function 𝜒𝜒𝑗𝑗
𝑏𝑏𝑛𝑛𝑎𝑎(𝜃𝜃) is one of those presented in section Chapter 2:1.4; and the 𝜃𝜃𝑖𝑖(𝐫𝐫) 

the term represents the calculation of the angle of the space vector 𝒓𝒓 with the nuclear 

position vector 𝐫𝐫𝑖𝑖 and a vector 𝐯𝐯𝑖𝑖 specific of each function: 

𝜃𝜃(𝐫𝐫, 𝐫𝐫𝑖𝑖, 𝐯𝐯) = cos−1 �
𝐫𝐫 − 𝐫𝐫𝑖𝑖

|𝐫𝐫 − 𝐫𝐫𝑖𝑖|
· 𝐯𝐯� (2.24) 

The coefficients can be optimized using the constrained least-squares method 

introduced in section Chapter 2:1.2. But before fitting anything, it is necessary to 

make some choices about how and where to place the functions. The most obvious 

choice is that all functions, either isotropic or anisotropic, should be centered in 

nuclei positions. So, every nucleus receives a given number of functions according 

to the size of the function set.  

Regarding the anisotropy, the strongest anisotropy direction is generally that of 

bonding. Therefore, the first approaches attempted here were to place deformation 

vectors {𝐯𝐯} = {𝐯𝐯𝑖𝑖𝑗𝑗} to match interatomic vectors. 

𝐯𝐯𝑖𝑖𝑗𝑗 =
𝐫𝐫𝑗𝑗 − 𝐫𝐫𝑖𝑖
�𝐫𝐫𝑗𝑗 − 𝐫𝐫𝑖𝑖�

 (2.25) 

Given that not all atoms are bonded to each other, we can restrict the number of 

anisotropic functions to those meaningful. A naive but effective choice is the use of a 

predefined molecular graph 𝒢𝒢 = (𝒱𝒱,ℰ) , where ℰ  represents a list of the edges 

between atoms. In later stages of the research, we tried to avoid such graphs due to 

their arbitrariness. 

Therefore, the set of functions is determined in terms of the atom of the molecule and 

the bonds between them. Besides that, there are some specific details on the 

implementation to improve or ease the fittings. 

• Grouping by symmetry: relations of symmetry on the positions of the nuclei 

should translate into relations of symmetry in the electron density. Using 
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descriptors of atomic environments, we can group equivalent atoms, and then 

collapse the parameters of their corresponding function in common 

parameters. This helps to regularize the model by reducing the number of 

parameters and makes it less sensible to sampling noise. 

• Frozen core: Electron density corresponding to electrons lying in very low 

energy levels (core regions) is not usually affected by bonding or 

polarization. Therefore, it is convenient that functions representing those 

regions remain unchanged. 

• Normalization flavors: The restrain on the charge 𝑞𝑞 of the molecule can be 

addressed by equation 2.4 in Section 1.2. However, we may also divide that 

charge in atomic contributions provided by some population analysis that 

give atomic charges 𝑞𝑞𝑖𝑖 , so 𝑞𝑞 = ∑ 𝑞𝑞𝑖𝑖𝑖𝑖 . Therefore, we can split the charge 

restraint into many different charge restraints: 

� 𝜆𝜆𝑖𝑖�c𝑖𝑖𝑇𝑇χ�𝑖𝑖 − 𝑞𝑞𝑖𝑖�
𝑏𝑏𝑒𝑒𝑚𝑚𝑚𝑚𝑏𝑏

𝑖𝑖

(2.26) 

where the sub-index 𝑖𝑖 indicates belonging to the atom 𝑖𝑖. The choice of the 

population analysis is arbitrary, given that the definition of charges on 

standard population analysis methods differs from the model of density here 

studied. 

• Use of weights: In the case of standard integration grids, we have well-

defined weights that can be included in the loss function: 

ℒ(c, 𝜆𝜆) = �ρ − cTχ�𝑇𝑇 w �ρ − cTχ� +⋯ (2.27) 

This way the loss functional is equivalent to the analytical one. However, on 

the other approaches, the creation of weights was not so well established. 

Different choices have been tested during the early and intermediate stages 

of the research presented here. 

• Conformational regularization: It consists in using different densities 

belonging to different conformations of a given molecule. Unless that 

molecule goes through topological changes (i.e. those affecting connectivity), 

density remains mostly attached to their moving nuclei. It can be considered 

some way of data augmentation that makes the method focus on the constant 

region of the electron density. 
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2 Neural network approaches to electron density 

The linear decomposition of electron density may not be very useful if it requires a 

previous QM calculation. Thus, we have implemented neural network-based 

algorithms to predict the coefficients of electron density models. 

2.1 Symmetry-based approach – A2MDnet 

This architecture which we call A2MDnet (anisotropic-analytical model of electron 

density neural network) aims to build a map ℱ  that joins local environments 

descriptors with atomic coefficients. 

{𝑥𝑥𝑖𝑖}
ℱ
→ {c𝑖𝑖} (2.28) 

Those coefficients can be themselves plugged in a density model. We implemented 

this map using a neural network inspired by that of Torch-ANI103. The neural network 

architecture can be split into different modules: 

• Symmetry features: they convert a set of species-coordinates ({𝑍𝑍𝑖𝑖, 𝐫𝐫𝑖𝑖}) pairs 

in fixed-length vectors accounting for atomic environments ( {𝑥𝑥𝑖𝑖} ). We 

employed the same parameters as ANI-1, so only carbon, hydrogen, oxygen 

and nitrogen are considered by the representation. The resulting vectors 

were 384 floating numbers long. 

{𝑍𝑍𝑖𝑖, 𝐫𝐫𝑖𝑖}
ℱ𝑠𝑠𝑠𝑠
�� {x𝑖𝑖} (2.29) 

• Common branch: it reduces the dimensionality of the symmetry features for 

the next modules. Following the implementation of Torch-ANI, each element 

has its separate network (ℱ𝑛𝑛𝑚𝑚𝑚𝑚(𝑍𝑍𝑖𝑖)). 

{𝑍𝑍𝑖𝑖 , x𝑖𝑖}
ℱ𝑐𝑐𝑐𝑐𝑐𝑐(𝑍𝑍𝑖𝑖)�⎯⎯⎯⎯⎯� {𝑦𝑦𝑖𝑖} (2.30) 

• Isotropic branch: it maps the atomic descriptors {y𝑖𝑖}  to a vector of not 

normalized coefficients describing the isotropic electron density. 

{𝑍𝑍𝑖𝑖, y𝑖𝑖}
ℱ𝑖𝑖𝑠𝑠𝑐𝑐(𝑍𝑍𝑖𝑖)�⎯⎯⎯⎯� �c�𝑖𝑖𝑖𝑖𝑏𝑏𝑚𝑚� (2.31) 

• Anisotropic branch: it first concatenates descriptors using the molecular 

graph. Then, it uses such concatenated descriptor to map the anisotropic 

coefficients in the direction of the bonding.  

{𝑍𝑍𝑖𝑖, y𝑖𝑖}
𝒢𝒢
→ �𝑍𝑍𝑖𝑖 ,𝑍𝑍𝑗𝑗, �y𝑖𝑖||y𝑗𝑗�� (2.32) 
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�𝑍𝑍𝑖𝑖,𝑍𝑍𝑗𝑗 , �y𝑖𝑖||y𝑗𝑗��
ℱ𝑎𝑎𝑎𝑎𝑖𝑖�𝑍𝑍𝑖𝑖,𝑍𝑍𝑗𝑗�
�⎯⎯⎯⎯⎯⎯⎯� �c�𝑖𝑖𝑗𝑗𝑏𝑏𝑛𝑛𝑖𝑖� (2.33) 

In this expression, �y𝑖𝑖||y𝑗𝑗� represents the concatenation of vectors belonging 

to atom i and atom j. In this case, the map depends on the atomic number of 

both ends of each bond, so we have many possible neural networks. However, 

most of them remain untrained given that bonding between some species are 

not permitted by “organic chemistry rules”. 

• Normalization layer: the coefficients predicted by both the isotropic and the 

anisotropic branches are associated with their integrals and molecular charge 

to produce a normalized output. This is done by solving the linear system 

associated with a restrained least-squares problem. 

ℓ(𝑐𝑐) = (c − c�)2 − 𝜆𝜆�cTχ� − 𝑞𝑞� (2.34𝑎𝑎) 

∇ℓ(𝑐𝑐) = 0 (2.34𝑏𝑏) 

The result should be a set of coefficients c that is the closest solution to the 

predictions lying in the normalization hyperplane cTχ� − 𝑞𝑞 = 0. This problem 

can be solved as a linear system of equations, and still allows the 

backpropagation of gradients. 

• Electron Density Layer: the electron density can be computed on a set of 

points {𝐫𝐫𝑗𝑗} using the coefficients provided by the normalization layer. The 

results are also fit for back-propagation.  

𝜌𝜌({𝐫𝐫𝑗𝑗}) = �𝑐𝑐𝑖𝑖𝜒𝜒𝑖𝑖({𝐫𝐫𝑗𝑗})
𝑀𝑀

𝑖𝑖

(2.35) 

Our first ML efforts employed this network to predict coefficients obtained from 

previous density decomposition. Later, we re-implemented it and we tried to use it 

to learn electron density directly. The employed maps are displayed in Table 2. 

Table 2. Architecture of the maps employed in A2MDnet. 

Map  Architecture 

𝓕𝓕𝒔𝒔𝒔𝒔𝒔𝒔  Symmetry Features for (C, H, N, O, S): 560 

dimensions 

𝓕𝓕𝒄𝒄𝒄𝒄𝒔𝒔(𝒁𝒁𝒊𝒊)  [560:256] -> SeLU -> [256:128]-> SeLU -> 

[128:64] 

𝓕𝓕𝒊𝒊𝒔𝒔𝒄𝒄(𝒁𝒁𝒊𝒊)  [64:32] -> Tanh -> [32:8] 

𝓕𝓕𝒂𝒂𝒂𝒂𝒊𝒊(𝒁𝒁𝒊𝒊)  [128:64] -> Tanh -> [64:6] 
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2.2 Message-passing based approach – A3MDnet 

In the previous approach, we considered a set of anisotropic deformations based on 

the information of a graph (𝒢𝒢). But electronic structure does not depend on such 

graphs, only on the coordinates and atomic numbers. Therefore, the next step is to 

make predictions that only depend on coordinates and species. 

Message-passing neural networks104 were combined with some principles from 

deep-tensor neural networks64. The resulting architecture uses the distance matrix 

and the atomic representations to learn both atomic representations and a weighted 

graph of anisotropic deformations that is used to describe electron density.  

The modules of this architecture are described as follows: 

• Initial embedding. It maps each atom to a given initial representation vector 

according to its atomic number 𝑍𝑍𝑖𝑖. 

𝑍𝑍𝑖𝑖
ℱ𝑒𝑒𝑐𝑐𝑒𝑒�⎯⎯� h𝑖𝑖0 (2.36) 

• Message passing. Interatomic distances are expanded in terms of some 

Gaussians with different centers (g𝑖𝑖𝑗𝑗 = {𝑔𝑔𝑖𝑖𝑗𝑗𝑗𝑗 }).  

𝑔𝑔𝑖𝑖𝑗𝑗𝑗𝑗 = exp(−𝜂𝜂 ���𝐫𝐫𝑗𝑗 − 𝐫𝐫𝑖𝑖� − 𝜇𝜇𝑗𝑗�
2� · 𝑓𝑓𝑛𝑛(�𝐫𝐫𝑖𝑖 − 𝐫𝐫𝑗𝑗�) (2.37) 

The parameters of this function are given in Table 3. Function 𝑓𝑓𝑛𝑛  was 

introduced in chapter 1, section Chapter 1:3.2 3.2, equation 1.51). The cutoff 

is placed at 8𝑎𝑎0. 

Table 3. Parameters of the Gaussian Activation Functions (𝒈𝒈𝒊𝒊𝒊𝒊𝒌𝒌 ) in equation 2.37 

 

 

 

 

Atomic embeddings are expanded and aggregated around each node and 

then combined to its representation. The result is processed by a neural 

network. 

�h𝑖𝑖𝑒𝑒, g𝑖𝑖𝑗𝑗�
ℳ
→ �m𝑖𝑖

𝑒𝑒� (2.38) 

k 𝝁𝝁𝒌𝒌(𝒂𝒂𝟎𝟎) 𝜼𝜼𝒌𝒌(𝒂𝒂𝟎𝟎−𝟐𝟐) 

1 1.692 1.88 

2 3.384 1.88 

3 5.076 1.88 

4 6.768 1.88 
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m𝑖𝑖
𝑒𝑒 = ℱ𝑚𝑚 �h𝑖𝑖𝑒𝑒||� g𝑖𝑖𝑗𝑗  h𝑗𝑗𝑒𝑒

𝑗𝑗

� (2.39) 

The term ∑ g𝑖𝑖𝑗𝑗  h𝑗𝑗𝑒𝑒𝑗𝑗  generates a vector of weighted representation sums for 

each of the Gaussians. 

• Node update. The messages are added to the atomic states. A decaying term 

ensures convergence of the representations along with successive update 

rounds. 

�h𝑖𝑖𝑒𝑒, m𝑖𝑖
𝑒𝑒�

𝒰𝒰
→ �h𝑖𝑖𝑒𝑒+1� (2.40) 

h𝑖𝑖𝑒𝑒+1 = h𝑖𝑖𝑒𝑒 + 𝛼𝛼𝑒𝑒m𝑖𝑖
𝑒𝑒 (2.41) 

The message passing and node update operations are repeated a T number 

of cycles. 

• Node readout. Predicts the un-normalized isotropic coefficients of each atom 

using a standard neural network. 

• Edge readout. Predicts the deformations of the electron density, defined in 

terms of stacks of deformations. A model may contain zero, one, or many 

stacks of deformations.  

The first step consists of reading the anisotropic terms: 

c𝑖𝑖𝑗𝑗𝑏𝑏𝑛𝑛𝑖𝑖 = ℱ𝑏𝑏𝑛𝑛𝑖𝑖((h𝑖𝑖𝑒𝑒=𝑇𝑇|�h𝑗𝑗𝑒𝑒=𝑇𝑇� · 𝑓𝑓𝑛𝑛��𝐫𝐫𝑖𝑖 − 𝐫𝐫𝑗𝑗��) (2.42) 

where 𝑓𝑓𝑛𝑛  is the cutoff function introduced in section 3.2 of Chapter 1. After 

predicting the coefficients between atoms, the coefficients are multiplied by 

the normalized distance vectors between atoms. 

𝐜𝐜𝑖𝑖𝑗𝑗𝑏𝑏𝑛𝑛𝑖𝑖 = c𝑖𝑖𝑗𝑗𝑏𝑏𝑛𝑛𝑖𝑖
�𝐫𝐫𝑗𝑗 − 𝐫𝐫𝑖𝑖�
�𝐫𝐫𝑗𝑗 − 𝐫𝐫𝑖𝑖�

(2.43) 

This produces a deformation from each atom into all other atoms. Although the 

expressiveness of such model would be high, it would also be its 

computational cost. Therefore, we need to aggregate these data to produce a 

lower number of deformations. This has been done in two ways: 

1. Aggregation by sum: Just sum all the 𝐜𝐜𝑖𝑖𝑗𝑗𝑏𝑏𝑛𝑛𝑖𝑖 of each atom i to produce a 

single deformation 𝐜𝐜𝑖𝑖𝑏𝑏𝑛𝑛𝑖𝑖. 
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𝐜𝐜𝑖𝑖𝑏𝑏𝑛𝑛𝑖𝑖 = �𝐜𝐜𝑖𝑖𝑗𝑗𝑏𝑏𝑛𝑛𝑖𝑖

𝑗𝑗

(2.44) 

2. Top selection: It consists of ranking the deformations according to 

some criteria, and then using the k top-ranked ones. Two ranking 

mechanisms were considered: a distance cutoff function-based, and 

an attention-based mechanism. 

𝑎𝑎𝑖𝑖𝑗𝑗 =
ℱ𝑏𝑏𝑒𝑒𝑒𝑒(h𝑖𝑖||h𝑗𝑗𝑓𝑓𝑛𝑛��𝐫𝐫𝑖𝑖 − 𝐫𝐫𝑗𝑗��) 

∑ ℱ𝑏𝑏𝑒𝑒𝑒𝑒(h𝑖𝑖||h𝑗𝑗𝑓𝑓𝑛𝑛(|𝐫𝐫𝑖𝑖 − 𝐫𝐫𝑗𝑗|))𝑗𝑗
(2.45) 

In this expression, ℱ𝑏𝑏𝑒𝑒𝑒𝑒 is a neural network. 

• Normalization layer. Performs same operation as in Section Chapter 2:2.1. 

• Electron density layer. Performs same operation as in Section Chapter 2:2.1. 

Besides this architecture, some other variations were tested: 

• Canonical message passing. Using a sum of processed messages. 

m𝑖𝑖
𝑒𝑒 = �ℱ𝑚𝑚(h𝑖𝑖𝑒𝑒||g𝑖𝑖𝑗𝑗𝑒𝑒 h𝑗𝑗𝑒𝑒)

𝑗𝑗

(2.46) 

• Canonical node update. The stacking of many rounds of message-passing 

leads to vanishing/exploding gradient problems. The use of a Gated 

Recurrent Unit may solve these problems by adding logical doors that allow 

filtering which information passes to the upper layers. 

h𝑖𝑖𝑒𝑒+1 = 𝐺𝐺𝑅𝑅𝐺𝐺�h𝑖𝑖𝑒𝑒 , mi
t� (2.47) 

We call the resulting architecture explained in this section A3MDnet, just to indicate 

it is a later development than that of A2MDnet. Table 4 lists the layers, nodes and 

activation layers of each of the neural networks. Figure 11 shows diagrams of the two 

architectures. 

Table 4. Architecture of the maps employed in A3MDnet 

Map Architecture 

𝓕𝓕𝒆𝒆𝒔𝒔𝒆𝒆 [128] 

𝓕𝓕𝒔𝒔 [640:256]->Tanh->[256:128] 

𝓕𝓕𝒊𝒊𝒔𝒔𝒄𝒄 [128: 64]->Tanh->[ 64:  8] 

𝓕𝓕𝒂𝒂𝒂𝒂𝒊𝒊 [256:128]->Tanh->[128: 64]->Tanh->[ 64:  9] 

𝓕𝓕𝒂𝒂𝒂𝒂𝒂𝒂 [256:128]->Tanh->[128:1] 
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Figure 11. Diagrams of the architectures A2MDnet (left) and A3MDnet (right) presented in this 

thesis 

 

3 Learning electron density 

We consider two electron density learning modalities: learning from electron density 

decompositions and learning from density itself. 

3.1 Learning from electron density decomposition 

Electron density sampling is complex, and its calculation costly. Therefore, Machine 

Learning attempts to learn it may face some computational issues. A cheaper 

alternative is to target its decomposition instead. By fitting 𝜌𝜌(𝐫𝐫) models to reference 

calculations, we obtain coefficients examples for later learning. 
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For this goal, it is necessary: 

1. to obtain a library of molecules 

2. perform QM calculations on those molecules and keep information about the 

corresponding wave-functions 

3. decompose the QM electron density in terms of coefficients.  

This last step requires the sampling of 𝜌𝜌(𝐫𝐫), which we performed through surface 

sampling. 

The resulting loss functional was simply: 

ℒ[ℱ] = � � �𝑐𝑐𝑖𝑖𝐴𝐴 − ℱ(𝒜𝒜)�
2

𝑏𝑏𝑏𝑏𝑏𝑏𝑖𝑖𝑏𝑏𝐴𝐴

𝑖𝑖

𝑛𝑛𝑒𝑒𝑏𝑏𝑚𝑚𝑎𝑎𝑛𝑛𝑛𝑛𝑏𝑏

𝐴𝐴

(2.48) 

where 𝒜𝒜  represents the attributes of molecule A (coordinates, atomic numbers, 

topology, etc). 

3.2 Learning from electron density 

Learning from a reference electron density ( 𝜌𝜌𝑟𝑟𝑛𝑛𝑟𝑟(𝐫𝐫) ) requires solving several 

technical computational issues, like time-consuming loading/calculation of 𝜌𝜌𝑟𝑟𝑛𝑛𝑟𝑟(𝐫𝐫). 

In our first approach, we compiled 𝜌𝜌𝑟𝑟𝑛𝑛𝑟𝑟(𝐫𝐫) samples and stored them in disk. At each 

training iteration, data had to be read and loaded into memory. This slowed training, 

required large storage capacities, and limited the sampling to some predefined 

points. 

A later approach relied on integration grid sampling and the calculation of 𝜌𝜌(𝐫𝐫) 

within the ML framework. Besides, wave-function compression in HDF5 format eased 

its handling and loading into memory. The learning from density employs the loss 

functional used in the density decomposition (section Chapter 2:1.2). 

ℒ[ℱ] = � ��𝜌𝜌𝐴𝐴
𝑟𝑟𝑛𝑛𝑟𝑟(𝐫𝐫) − ℱ(𝒜𝒜)Tχ(𝐫𝐫,𝒜𝒜)�

2
𝑑𝑑𝐫𝐫

𝑛𝑛𝑒𝑒𝑏𝑏𝑚𝑚𝑎𝑎𝑛𝑛𝑛𝑛𝑏𝑏

A

(2.49𝑎𝑎) 

where 𝒜𝒜  represents all the attributes of molecule 𝐴𝐴. We used numerical grids to 

integrate the functional: 

ℒ[ℱ] = � � �𝜌𝜌𝐴𝐴
𝑟𝑟𝑛𝑛𝑟𝑟(𝐫𝐫𝑗𝑗)− ℱ(𝒜𝒜)Tχ(𝐫𝐫𝑗𝑗,𝒜𝒜)�

2
𝑤𝑤𝑗𝑗

𝑎𝑎𝑟𝑟𝑖𝑖𝑟𝑟 𝐴𝐴

𝑗𝑗

𝑛𝑛𝑒𝑒𝑏𝑏𝑚𝑚𝑎𝑎𝑛𝑛𝑛𝑛𝑏𝑏

A

(2.49𝑏𝑏) 
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The direct learning from 𝜌𝜌(𝐫𝐫) is improved by making predictions over a reference 

electron density. The promolecule, resulting from the superposition of isolated 

atomic electron densities, removes the constitutive part of 𝜌𝜌(𝐫𝐫). The electron density 

left is the deformation density (𝛿𝛿𝜌𝜌), whose learning is faster and more effective. 

𝜌𝜌(𝑟𝑟) = 𝛿𝛿𝜌𝜌(𝐫𝐫) + 𝜌𝜌𝑎𝑎𝑟𝑟𝑚𝑚(𝐫𝐫) (2.50) 

ℒ[ℱ] = � � �𝜌𝜌𝐴𝐴
𝑟𝑟𝑛𝑛𝑟𝑟(𝐫𝐫𝑗𝑗)− 𝜌𝜌𝐴𝐴

𝑎𝑎𝑟𝑟𝑚𝑚(𝐫𝐫𝑗𝑗)− ℱ(𝒜𝒜)Tχ(𝐫𝐫𝑗𝑗,𝒜𝒜)�
2
𝑤𝑤𝑗𝑗

𝑎𝑎𝑟𝑟𝑖𝑖𝑟𝑟 𝐴𝐴

𝑗𝑗

𝑛𝑛𝑒𝑒𝑏𝑏𝑚𝑚𝑎𝑎𝑛𝑛𝑛𝑛𝑏𝑏

A

(2.51) 

The atomic densities 𝜌𝜌𝑖𝑖
𝑎𝑎𝑟𝑟𝑚𝑚 in this expression are directly obtained using the AMD 

original model mentioned at the beginning of this chapter. 

3.3 Error quantification 

We use as error estimator the absolute difference between electron densities. Given 

that this property is extensive, we need to divide it by the number of electrons 𝑁𝑁𝑛𝑛. 

Otherwise, errors would grow with the size of the molecule. 

𝜀𝜀𝜌𝜌 =
1
𝑁𝑁𝑛𝑛

��𝜌𝜌𝑟𝑟𝑛𝑛𝑟𝑟(𝐫𝐫) − 𝜌𝜌(𝐫𝐫)� 𝑑𝑑𝐫𝐫  (2.52) 

This functional has been applied in different concerning articles89,92,93. Its application 

allows the comparison of the performance of each of the methods. In some of these 

articles, it is multiplied by 100 to display it as a percentage. We did not use this 

transformation to avoid some misconceptions that may arise about this metric.  

4 Deriving properties from electron density 

The electron density is a hub of well-known molecular properties. In this section, we 

briefly describe how to calculate some of those properties within our methodological 

approach. 

4.1 Electrostatic potential and electron potential energies 

The derivation of the electrostatic potential presented in subsection 1.3.1 of Chapter 

1 requires the integration of 𝜌𝜌(𝐫𝐫) divided by the distance operator in the whole 3D 

space. This potential can be decomposed in the sum of potentials arising from each 

of the density set functions: 

𝑣𝑣(𝐫𝐫) = −�
𝜌𝜌(𝐫𝐫′)

|𝐫𝐫′ − 𝐫𝐫|𝑑𝑑𝐫𝐫
′ = −�𝑐𝑐𝑖𝑖 �

𝜒𝜒𝑖𝑖(𝐫𝐫′)
|𝐫𝐫′ − 𝐫𝐫|𝑑𝑑𝐫𝐫

′

𝑖𝑖

(2.53) 
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Therefore, we only need to obtain the analytical expression for the electrostatic 

potential of each of the 𝜒𝜒𝑖𝑖 functions. We addressed this goal by replacing the distance 

operator with the Laplace expansion: 

1
|𝑟𝑟 − 𝑟𝑟′|

= �𝑃𝑃𝑛𝑛 � (−1)𝑚𝑚
𝑟𝑟𝑏𝑏𝑛𝑛

𝑟𝑟𝑏𝑏𝑛𝑛+1
𝑌𝑌𝑛𝑛−𝑚𝑚(𝜃𝜃,𝜙𝜙)𝑌𝑌𝑛𝑛𝑚𝑚(𝜃𝜃′,𝜙𝜙′)

𝑛𝑛

𝑚𝑚=−𝑛𝑛

∞

𝑛𝑛=0

(2.54𝑎𝑎) 

𝑟𝑟𝑏𝑏 = min(𝑟𝑟, 𝑟𝑟′) ; 𝑟𝑟𝑏𝑏 = max(𝑟𝑟, 𝑟𝑟′) (2.54𝑏𝑏) 

For the isotropic functions, the integral involving this Laplace expansion has no 

angular dependencies, so the solution only involves the radial terms at l=0. The 

Laplace expansion shows two integration intervals: the first for shorter distances and 

the second for longer distances. The splitting point of those intervals is the distance 

to the query point (𝐫𝐫). Therefore, any potential of an isotropic function depends only 

on two integrals. 

The derivation of the anisotropic potentials is more intricate. All the anisotropic 

functions show a deformation in the direction of a given arbitrary vector. By aligning 

that vector with the z-axis, we can easily address the integral in spherical 

coordinates. The integrals of the angular Gaussians provide burdensome 

expressions that only converge at high l values. In contrast, the integrals of the 

spherical harmonics are zero for all terms except their l value, thanks to the 

orthogonality of spherical harmonics. 

The potential can be directly studied, visualized, or applied in other calculations. One 

example is the calculation of nuclear electron attraction that we find in the 

Hamiltonian operator. 

𝑉𝑉𝑛𝑛𝑛𝑛 =  − � 𝑍𝑍𝑖𝑖 �
𝜌𝜌(𝐫𝐫)

|𝐫𝐫′ − 𝐫𝐫𝑖𝑖|
𝑑𝑑𝐫𝐫

𝑏𝑏𝑒𝑒𝑚𝑚𝑚𝑚𝑏𝑏

𝑖𝑖

= � 𝑍𝑍𝑖𝑖𝑣𝑣(𝐫𝐫𝑖𝑖)
𝑏𝑏𝑒𝑒𝑚𝑚𝑚𝑚𝑏𝑏

𝑖𝑖

 (2.55) 

Besides, it is also possible to calculate the electron-electron repulsion, although the 

calculation through a density definition usually includes self-interaction error 

(electrons repulsed by their own density). 

𝑉𝑉𝑛𝑛𝑛𝑛 = ��
𝜌𝜌(𝐫𝐫)𝜌𝜌(𝐫𝐫′)

|𝐫𝐫 − 𝐫𝐫′|
𝑑𝑑𝐫𝐫 = −�𝜌𝜌(𝐫𝐫) 𝑣𝑣(𝐫𝐫) 𝑑𝑑𝐫𝐫 (2.56) 

The integral of the latter part can be done numerically, although it is prone to 

extensive errors. 
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4.2 Numerical integration of properties 

Our integration framework allows the evaluation of electron density functionals like 

those presented in Introduction, section 1.2 (equations 1.15 and 1.16).  The evaluation 

of many functionals (von Wieizsacker kinetic functional, GGA and meta-GGA 

functionals exchange-correlation functionals) would require the implementation of 

analytic gradients and Laplacians of the electron density. Although their 

implementation in our model is feasible, it is not for the QM density. For now, we have 

just remain attached to the simplest functionals. 

The integration of electron density can also lead to analyze partitions of 𝜌𝜌(𝐫𝐫) in terms 

of atomic charges. The Hirshfeld scheme for electronic population analysis 

(Introduction, section 1.3.3, equation 1.34) was implemented by employing the 

original AMD model (section 1.1 from this chapter) as promolecule reference.  

Molecular volume can be analyzed in terms of the space volume enclosed by some 

density isosurface value 𝜖𝜖 as: 

𝑉𝑉𝑉𝑉𝑉𝑉[𝜌𝜌] = �Θ�𝜖𝜖 − 𝜌𝜌(𝐫𝐫)�𝑑𝑑𝐫𝐫 (2.57) 

where Θ�𝜖𝜖 − 𝜌𝜌(𝑟𝑟)� is a step function with a value of 0 when 𝜌𝜌(𝐫𝐫) is larger than the 

threshold 𝜖𝜖, and 1 otherwise. 

4.3 Intermolecular energies 

According to a conventional approach to partition energies of intermolecular 

interactions customarily used in quantum chemistry105, the calculation of 

intermolecular energies can be split into four terms: electrostatic, overlap, induction 

and dispersion. Previous articles106 have shown the applicability of models based 

upon the electron density to calculate these terms. We implemented a similar 

approach to that reported in Ref106 but replacing some of the analytical integrals in 

that method with numerical integrals. This partition scheme for 𝐸𝐸𝐴𝐴𝐵𝐵 (energy of 

interaction between molecules A and B), and the expressions for the corresponding 

terms are the following: 

𝐸𝐸𝐴𝐴𝐵𝐵 = 𝐸𝐸𝐴𝐴𝐵𝐵𝑛𝑛𝑛𝑛𝑛𝑛 + 𝐸𝐸𝐴𝐴𝐵𝐵𝑚𝑚𝑜𝑜𝑛𝑛𝑟𝑟 + 𝐸𝐸𝐴𝐴𝐵𝐵𝑖𝑖𝑛𝑛𝑟𝑟 + 𝐸𝐸𝐴𝐴𝐵𝐵
𝑟𝑟𝑖𝑖𝑏𝑏𝑎𝑎 (2.58𝑎𝑎) 

𝐸𝐸𝐴𝐴𝐵𝐵𝑛𝑛𝑛𝑛𝑛𝑛 = ��
𝑍𝑍𝑖𝑖𝑍𝑍𝑗𝑗

�𝐫𝐫𝑖𝑖 − 𝐫𝐫𝑗𝑗�

𝐵𝐵

𝑗𝑗

𝐴𝐴

𝑖𝑖

+ �𝑣𝑣𝐵𝐵(𝐫𝐫𝑖𝑖)𝑍𝑍𝑖𝑖

𝐴𝐴

𝑖𝑖

+ �𝑣𝑣𝐴𝐴�𝐫𝐫𝑗𝑗�𝑍𝑍𝑗𝑗

𝐵𝐵

𝑗𝑗

− �𝑣𝑣𝐴𝐴(𝐫𝐫)𝜌𝜌𝐵𝐵(𝐫𝐫)𝑑𝑑𝐫𝐫 (2.58𝑏𝑏) 
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𝐸𝐸𝐴𝐴𝐵𝐵𝑚𝑚𝑜𝑜𝑛𝑛𝑟𝑟 = �𝜌𝜌𝐴𝐴(𝐫𝐫)𝜌𝜌𝐵𝐵(𝐫𝐫)𝑑𝑑𝑟𝑟~��𝑆𝑆�𝐫𝐫𝑖𝑖, 𝐫𝐫𝑗𝑗, … �
𝐵𝐵

𝑗𝑗

𝐴𝐴

𝑖𝑖

(2.58𝑐𝑐) 

𝐸𝐸𝐴𝐴𝐵𝐵
𝑟𝑟𝑖𝑖𝑏𝑏𝑎𝑎 = −��𝑓𝑓𝑟𝑟6�𝑥𝑥𝑖𝑖𝑗𝑗�

𝐶𝐶6
𝑖𝑖𝑗𝑗

�𝐫𝐫𝑖𝑖 − 𝐫𝐫𝑗𝑗�

𝐵𝐵

𝑗𝑗

𝐴𝐴

𝑖𝑖

−��𝑓𝑓𝑟𝑟8�𝑥𝑥𝑖𝑖𝑗𝑗�
𝐶𝐶8
𝑖𝑖𝑗𝑗

�𝐫𝐫𝑖𝑖 − 𝐫𝐫𝑗𝑗�

𝐵𝐵

𝑗𝑗

𝐴𝐴

𝑖𝑖

(2.58𝑑𝑑) 

𝐸𝐸𝐴𝐴𝐵𝐵𝑖𝑖𝑛𝑛𝑟𝑟 ∝ 𝐸𝐸𝐴𝐴𝐵𝐵𝑚𝑚𝑜𝑜𝑛𝑛𝑟𝑟 (2.58𝑒𝑒) 

The calculation of overlap energies showed numerical instability, so it was replaced 

with the numerical formulas of isotropic overlap (S) obtained from a previous 

article106 whereas the overlap of the anisotropic parts was neglected. The coefficients 

of the dispersion formula (2.57d) were obtained using the method from Tkatchenko 

and Scheffler107. Damping functions 𝑓𝑓𝑟𝑟𝑛𝑛(𝑥𝑥) in 2.57d are defined as: 

𝑓𝑓𝑟𝑟𝑛𝑛(𝑥𝑥) = 1 − ��
𝑥𝑥𝑗𝑗

𝑘𝑘!

𝑛𝑛

𝑗𝑗

� exp(−𝑥𝑥) (2.59𝑎𝑎) 

𝑥𝑥𝑖𝑖𝑗𝑗 =
2�𝐫𝐫𝑖𝑖 − 𝐫𝐫𝑗𝑗�
𝜎𝜎𝑖𝑖 + 𝜎𝜎𝑗𝑗

(2.59𝑏𝑏) 

where 𝜎𝜎𝑖𝑖 represents the Van-der Waals radius of the atom. 

 

4.4 Depiction 

The electron density, along with any scalar 3D function, can be represented for visual 

inspection. We have chosen the dx format, very frequently employed in structural 

biology for handling volume data, as the preferred format to represent values of 

molecular properties and the 𝜌𝜌(𝐫𝐫) itself. Isotropic grids are calculated depending on 

the size of the molecule and a distance margin. Electron density is calculated on those 

points and then displayed using Chimera108, a visualization software widely used in 

structural chemistry and biology. 
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5 QM calculations and Code 

We employed two different codes for our QM calculations: Gaussian09109 and 

ORCA110. The first one has been (and still is) a widespread resource for quantum 

calculations in chemistry but has a slightly poor computational performance with 

some post-HF methods.  ORCA offers access to more modern features and 

calculations (e.g. recent DFT functionals), and also has better parallelization 

capabilities. However, obtaining certain outputs, like the WFN files from a post-HF 

calculation are more difficult in ORCA. Therefore, we have employed Gaussian09 for 

calculations in large batches of small molecules, and ORCA for small batches of large 

molecules. 

Most of the computational processing, analyses and calculations addressed in this 

thesis have been implemented in Python, except in some cases in which speed and 

performance were limiting that were coded in C. Given that a large part of the code 

runs in GPU through the PyTorch ML framework48, most of the operations here 

presented need to be adapted to run in a tensor formalism.  

The code is freely available at  

• github.com/brunocuevas/a2md  

• github.com/brunocuevas/a3md 
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CHAPTER 3: RESULTS & DISCUSSION 

1 Electron Density Decomposition 

Decomposing the electron density into a linear set of functions is a key topic in 

computational methodology, with many remarkable contributions. Yet, most 

approaches to accomplish that decomposition are either difficult to implement or 

require expensive operations. Thus, we seek for a simpler approach. We already 

explained the fitting procedure in chapter 2 (section 1), so we will focus here on some 

of our experiments and what we learn from them. 

1.1 Error measurement 

The similarity of electron density fits was measured using two different formulas: the 

absolute error on density (𝜀𝜀𝜌𝜌, chapter 2, section 3.3, equation 2.52), and the root mean 

squared error (RMSE). The first one comes from some previous ML work for electron 

density prediction. The second metric will be employed later to quantify the learning 

pace of our Machine Learning methods. Unless otherwise indicated, the formula 

adopted was to describe density errors with the non-dimensional metric (𝜀𝜀𝜌𝜌). In the 

following computational experiments, we will benchmark the density decomposition 

in a set of 9 small molecules with representative chemical groups (Figure 12). 

 

Figure 12. Molecules included in the electron density benchmark employed in this section. 

1.2 Electron Density Decomposition Functions 

Including anisotropy is the next necessary step towards building an electron density 

model in molecules. We have employed different kinds of anisotropic functions 
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during our research (chapter 2, section 1.4).  Figure 13A shows electron density fits 

using Gaussian anisotropy and spherical harmonic anisotropy in the ibuprofen 

molecule. The figure also shows the QM reference for this fit, calculated at the MP2/6-

311++G(d,p) level of theory. Densities are almost identical for the outer density 

isosurface (𝜌𝜌 = 0.10 𝑒𝑒 𝑎𝑎0−3) although the models show larger differences in the inner 

isosurface ( 𝜌𝜌 = 0.25 𝑒𝑒 𝑎𝑎0−3 ). For instance, the methyl groups in the spherical-

harmonic-modelled ibuprofen (upper atoms in the figure) show no continuity along 

the bond direction.  

 

Figure 13. A) Depiction of isosurfaces for QM reference (MP2/6-311++G(d,p)) and two linear 

models of electron density including Gaussian and spherical harmonic kinds of anisotropy. B) 

Error in the density benchmark of molecules shown in Figure 12 for isotropic (“iso”) and the two 

anisotropic models: Gaussian (“gau”) and spherical harmonic (“sph”). 

 

Figure 13B shows the error of the fits using the tweaked function sets. Both the 

Gaussian and the spherical harmonic based models give equivalent results. 

However, spherical harmonic anisotropy is much easier to handle. From now on, we 

will refer to this anisotropy unless otherwise indicated.  

1.3 Function set parametrization 

During this thesis development, we have considered at least three procedures to fit 

the electron density function set:  

• non-linear optimization of exponents 
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• parameter tweaking  

• empirical generative functions  

Non-Linear optimization results were negative: our gradient and gradient-less 

optimizations of exponents did not lead to improved function sets. The second 

approach depended on some rational choices about values on the exponents after 

many rounds of experimentation. In general, this methodology lags in terms of 

results/effort ratio.  And it is also biased by the user’s criteria. Nonetheless, it allowed 

us to develop our first models. For instance, the densities depicted in Figure 13 

depended on these basis sets. Thus, we consider them as results.  

The third approach exploited the relationships between exponents and atomic 

numbers in the original AMD parameters (chapter 2, section 1.1, Table  1). Some 

relevant proportionalities depending on the periodic table row are noticed in those 

isotropic atomic parameters. For instance, the first-row elements display twice the 

atomic number of internal exponents and one third the atomic number of external 

exponents. We used these proportionalities to parametrize the following generative 

function for exponents:  

𝐵𝐵𝑖𝑖 = 2 𝑍𝑍 exp(−𝑏𝑏𝑖𝑖) (3.1) 

𝑏𝑏 =
log(6)
𝑖𝑖′

(3.2) 

In the latter expression, 𝑖𝑖′ is the function term that we want to match with the external 

exponential. The density functions carrying the exponents resulting from these 

formulas span all regions of space and still match those exponents. Eqs. (3.1) and 

(3.2) seemed thus useful to generate exponentials that span all the space but whose 

exponents decrease fast. Other functions, like simpler linear functions, provide a list 

of exponents that only match the inner regions of the density. The question, 

considering this formula to parametrize exponents, is how many functions we need 

to include. 

Figure 14 shows the error drop provided by the addition of functions in both an 

isotropic set, and in a spherical-harmonic anisotropy set. The latter one includes 

three anisotropic sets of functions (counting with the first three spherical harmonics 

l=0,1,2). Those anisotropic functions use the same external exponents as the isotropic 

set: that means the three smallest exponents. 
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Figure 14. Error response to variable-sized function sets obtained with the generative formulas 

(3.1) and (3.2). 

 

This generative approach may either provide the right exponents or increase the 

flexibility of the model. The former aspect may explain why the isotropic error 

increases from 4 functions set to 5 functions in the set. With 7 terms, the error seems 

to saturate. However, these sets lack anisotropy, which is a key aspect in modelling 

electron density in molecular systems. The errors of anisotropic sets decrease 

monotonically towards a lower 0.03 error. 

1.4 Grid Independent Sampling 

Accurate sampling can be obtained using integration grids in spherical coordinates 

(chapter 2, section 1.3). Yet, for our ML purposes, it may be more convenient to find 

simpler and cheaper methods. We experimented with random sampling and 

isosurface sampling. The first one provided meaningful results but a slow 

convergence (Figure 15). The error response of models fitted with different size 

random samples indicate that increasing 100 times the sample size only gave place 

to a marginal improvement. The second method did not show relevant improvements 

upon increasing the size of the sampling in angular terms. Doing it in radial terms 

would be equivalent to grid integration, and thus inconvenient. 



   73 

 

Figure 15. Density error on models fit with random sampling respect of the size of the random 

sample. 

Using random sampling, we let a large part of the behavior of the reference function 

unexplored. As explained in chapter 1 (section 2.2), this can lead to overfitting. 

Therefore, we need to balance the lack of reference data with a restriction of the 

hypothesis space. A direct way to do it is by applying a squared penalty on the 

coefficients that promotes conservative choices (chapter 2, section 1.2, equation 2.7). 

The role of this penalty on the final fit depends on a tunable hyper-parameter γ that 

adjust its weight on the loss functional. Figure 16A displays the behavior of error 

regarding γ for two sampling sizes. We recover the typical U-shaped response of this 

hyper-parameter in most cases: too low values and too large values lead to increased 

error. Yet, the differences between the curves are marked. The scarce sampling 

curve requires stronger regularization than its rich sampling counterpart. The 500-

points sample finds its minimum around 10-4 while the 5000-points sample finds its 

minimum two orders of magnitude bellow.  
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Figure 16. A) Error of models fit with random sampling respect of the applied regularization 

constant for two levels of sampling. B) Error of models fit with surface sampling respect of the 

applied regularization constant. 

 

In Figure 16B we observe a similar plot but involving a single curve from surface 

sampling in three different isosurfaces (0.25, 0.1, 0.01 𝑒𝑒 𝑎𝑎0−3 ). In this case, a more 

pronounced U-shaped curve is recovered, with a clearer minimum around 𝛾𝛾 = 10−4. 

A worth remarking detail is that despite the surface sampling complexity (chapter 2, 

section 1.3), the error of the random sampling seems still lower. 

Thus, grid-less incomplete sampling can be combined with regularization techniques 

to improve the resulting models. Yet, the results obtained do not allow the accuracy 

that we aim to achieve. And they do not allow accurate integration of density 

properties either. Therefore, we will focus on the use of spherical grids to sample 

electron density. 

1.5 Grid parametrization 

3D integration in spherical coordinates (chapter 2, section 1.3) overcomes the other 

two studied methods (surface and random sampling). Such grids depend on some 

choices of the radial/angular components of each of the spheres. In Figure 17 we test 

different numerical grids to fit models using a function set from Figure 15 associated 

with the lowest error (the eight exponents anisotropic set). The reference, in this 

case, is an integral containing a 266 points angular grid and a 30 points radial grid. 
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Figure 17. Error response to the number of points of different sampling grids. Each line represents 

an algorithm using a different angular integration grid. 

 

The results show that for the angular grids tested, the accuracy depends on the 

number of radial sampling rather than on the angular sampling. Using a minimal 50-

points sphere with 10-20 radial points gives the same performance level than a 266-

points sphere with 15-radial points. Therefore, it is advisable to put more effort on 

the radial sampling than on the angular sampling. Table 1 gives the values of Figure 

17. 
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Table 1. Density integration grids and accuracy of the models fit with those samplings, evaluated 

in a finer grid. 

angular radial points Mean(ερ) SD(ερ) 

50 

 

5 250 0.128 0.031 

10 500 0.045 0.013 

15 750 0.039 0.009 

20 1000 0.036 0.010 

110 

 

5 550 0.121 0.030 

10 1100 0.044 0.013 

15 1650 0.039 0.009 

266 

 

5 1330 0.120 0.029 

10 2660 0.044 0.013 

15 3990 0.039 0.009 

 

1.6 Conformations 

Electron density in a molecule is attached to the atomic coordinates, so when they 

change, electron density changes too. Therefore, any approach towards electron 

density modelling should consider how to deal with conformational variability. In our 

case, we wanted to quantify the impact of conformation on the absolute errors of the 

model. We performed short ML-molecular dynamics using the TorchANI-1x72 

potential on hydroxiamphetamine (Figure 18) as a test molecule. We also sampled 

the dihedrals in an alanine dipeptide model using FragBuilder111. The first system 

allowed us to obtain geometries around equilibrium, while the second one aimed to 

provide a wider picture of conformational variability. For both molecules, we fitted 

the electron density of each conformation by separate, and then we transferred the 

fit parameters to other conformations. We found (Figure 18) that coordinates carry 

with them most of the electron density. Fitting errors are placed around 𝜀𝜀𝜌𝜌 = 0.03, 

while predictions after transference only rise up to  𝜀𝜀𝜌𝜌 = 0.035 . The molecular 

dynamics sampling shows scattered results while the dihedral sampling gave place 

to larger and clustered differences. These are expected given that the dihedral 

sampling generated larger conformational changes. 
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Figure 18. Error of models fitted on each of the hydroxiamphetamine (A) and alanine dipeptide 

(B) conformations on the electron density of each of the conformers.  

 

This result may not be extrapolated to larger geometry changes including 

topological changes in 𝜌𝜌(𝐫𝐫). Yet, we find relevant that errors in this conformation-

dependent case raise only around 0.01, meaning that electron density is dragged 

along with the nuclei coordinates. This is especially significant in our model of 𝜌𝜌(𝐫𝐫) 

because anisotropic deformations are determined in the direction of interatomic 

vectors. So, if two bonded atoms move respect to each other, electron density 

changes with them. 
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1.7 Electrostatic potential 

The electrostatic potential in the outer regions of the molecule depends on a delicate 

balance between nuclear and electronic potentials. Thus, its reproduction is 

challenging and requires high accuracy on the modelled electron density. 

Figure 19A shows the results of an electrostatic potential benchmark composed of the 

9 molecules shown in Figure 12 against their QM reference. These molecules were 

fitted employing an integration grid on DFT densities (wB97X/6-311++G(d,p)). The 

function set was the same as that employed in Figure 15. We can observe that the fits 

are correlated, so that regions with negative reference potential correspond to 

negative predicted potentials, and vice versa. The degree of correlation decreases 

in the points accounting for larger potentials but for most of the points left, we can 

claim that the predictions are accurate. 

Figure 19. A) Electrostatic potential of the fitted models against the reference QM potential in the 

𝝆𝝆 = 𝟎𝟎.𝟎𝟎𝟎𝟎𝟎𝟎  electron density isosurface.B) Electrostatic potential computed with our electron 

density model and the QM reference at two different outer electron density isosurfaces in 

formamide 

 

Figure 19B compares the electrostatic potential computed with our model density 

and the QM reference at two different electron density isosurfaces for formamide 

molecule. Both model and reference show the same qualitative coloring used to 
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quantify the electrostatic potential. However, this is an easy case, given that 

formamide shows a marked polarity. For other molecules with more subtle balances 

between charges, like benzene for instance, the description of the electron density 

becomes less accurate.  

Besides fitting to electron density, we considered the possibility to directly fit the 

electrostatic potential instead of 𝜌𝜌(𝐫𝐫) . However, we found it too complex to 

implement that option in our ML framework and therefore our final implementation 

just relies on making accurate enough predictions of  𝜌𝜌(𝐫𝐫)  to generate useful 

predictions of electrostatic potential. 

2 Building Electron Density Benchmarks 

2.1 QM Theory Level 

Before performing large batches of QM calculations, it is convenient to assess which 

is the most convenient theory level to run those calculations in order to obtain 

reference electron densities. We computed the electron density of the benchmark of 

molecules presented in Figure 12 with different QM levels and compared it against a 

CCD/aug-cc-pVTZ reference (Figure 20).   

 

Figure 20. Density error of different theory levels against a coupled cluster CCD/aug-cc-pVTZ 

reference. 
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We can notice that the basis set prevails in terms of error over the quantum method.  

It is also worth noting that MP2 and wB97X perform similarly in terms of density 

errors, which are only slightly better than those of uncorrelated HF calculations. The 

differences between electron densities regarding the reference (between a 0.01-0.02 

error) highlight that even the QM results show discrepancies among them. Density 

prediction methods should aim to find their accuracies at least among those ranges. 

2.2 External sources of molecular information 

The Machine Learning community is used to sharing benchmarks and datasets to 

either train or test their methods. We have used different datasets focused on organic 

molecules to generate our training/testing electron densities.  

Table  2 shows the origin of each of these datasets, along with the original goal of 

such database, the molecules it contains, and the reference publication. 

Table 2. Datasets employed as sources of molecular structures. 

Dataset 

name 

Purpose Molecules 

GDB760,112 Energy, spectroscopic and 

thermodynamic properties 

Generated Data Base, up to seven heavy 

atoms containing C, N, O and S 

GDB967 Energy, spectroscopic and 

thermodynamic properties 

Generated Data Base, up to nine heavy atoms 

containing C, N, O, and F 

ANI-168 Conformational energies Generated Data Base, containing up to 8 

heavy atoms containing C, N, O. Normal mode 

samplings. 

S66x8113 Interaction energies Biologically relevant dimers, optimized at 

different interaction distances 

NCIA-

hb1x114 

Interaction energies Hydrogen bonds in organic molecules, 

optimized at different interaction distances 

 

 

2.3 Library of peptide electron densities 

Besides using pre-existent datasets of molecular geometries, we have also 

developed our own dataset focused on amino-acids — the building blocks of 

proteins. We have used FragBuilder111 to create capped aminoacids including methyl 

groups at their N and C ends. This tool integrates accurate probability distributions 
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about the dihedral angles of each kind of residue. We performed random 2k samples 

of each of the 20 types of residues in proteins, which should span all the torsional-

conformation space. 

In Figure 21A we represent the dihedrals of alanine dipeptide as a Ramachandran 

plot, where it can be observed that regions corresponding to common secondary 

structures (α-helix, parallel and antiparallel β-sheets) are enriched over all the other 

regions.   

2.4 Small FDA-approved molecules 

Testing the models requires computational experiments in relevant molecules. We 

downloaded from ZINC15115, a dataset of drugs approved by the Food and Drug 

Administration (FDA) of the USA. Such dataset includes a broad and heterogeneous 

representation of organic chemistry. Yet, a large part of such molecules is 

unmanageable from a QM perspective due to their size. We filtered them to remove 

all compounds containing halogens, sulphurs and phosphorus; and we removed all 

the compounds containing less than 10 and more than 14 heavy atoms. The resulting 

molecules (62 molecules) were optimized using ML potential TorchANI-1x72. Figure 

21B shows 20 of those 62 molecules. 

2.5 Small proteins 

Proteins are a remarkable real-world example where to test our methodology 

intended for application in large molecules, given their interest and their challenges. 

We used the query tool in the Protein Data Bank (PDB) main web site to look up for 

proteins fulfilling the following criteria: small, monomeric, and without disulfide 

bridges. We gathered twelve proteins that fulfilled that criteria. However, given that 

our starting point for their structures is a set of non-optimized experimental 

coordinates, it was expected that some of them would cause non-convergence 

problems in QM calculations. In fact, calculations on four of the twelve initial proteins 

failed. Figure 21C shows ribbon representations of the remaining eight proteins. In 

all cases, the molecules were prepared using the PDB2PQR script116 , which adds 

hydrogens and elucidates the protonation state of each residue 
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Figure 21. A) Ramachandram plot of alanine dipeptide conformations included in the dataset. 

Molecules are sampled from the relevant regions of conformational space (α-helix, parallel β-

sheet, antiparallel β-sheet) B) Examples of the molecules filtered to build the validation set based 

on FDA-approved drugs. C) Proteins whose electron densities were successfully calculated at 

DFT level with ORCA.  

 

2.6 QM calculations 

QM calculations were carried out following three different protocols: 

1. MP2/6-311++G(d,p). Our aim with this protocol was to provide very accurate 

densities using correlated methods and a triple zeta basis set containing both 

polarization and diffuse functions. Together with these calculations, we 

included the calculation of Natural Population Analysis charges. These 

calculations were carried out using Gaussian09109 in subsets of the GDB9, the 

FDA-approved dataset, and a subset of ANI-1 conformers. Our later studies of 

the density quality (shown in Figure 20) showed that our fitting error is much 

larger than the error rate between MP2 and cheaper DFT methods, so for our 

later data gathering efforts, we attached to DFT calculations. 

2. wB97X/6-31+G(d). This level of theory generates larger errors on the density 

but allows to run many more calculations. Moreover, smaller basis sets ease 
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the calculation of electron density on training time, an important aspect of our 

latest methodological contributions. We ran these calculations in the GDB7, 8-

heavy atoms subset of the GDB9, the peptide dataset, the FDA-approved drug 

dataset, and the conformational dataset of s66x8 dimers. All of those except 

the FDA-approved drug dataset were compiled in a common dataset we 

called BDB (Biological-relevant DataBase). The composition of this dataset is 

explained in Table 3. 

Table 3. BDB dataset composition. 

 

 

 

 

 

 

 

3. wB97X/6-31G. This level of theory was only used for the calculations on 

proteins. Their large size and their conformational inconsistencies turn 

calculations convergence unstable. Removing the diffuse functions from the 

basis set improved convergence: 8 out of 12 calculations finished their self-

consistent cycles. We used ORCA110 instead of Gaussian09 for these 

calculations, because of its parallelization capabilities.  

We used two computational resources to run these calculations: 

• Our own workstation equipped with two 20-core Intel Xeon processors. 

• The Kairos CBGP high-performance computing cluster. We used eight 

calculation nodes with 2 Xeon Gold 6230 processors, each of them containing 

20 cores. 

2.7 Wave-function compilation 

We used the WFN/WFX file formats to recover the wave-function from QM 

calculations. That output is not available in all QM codes, and in some of them 

obtaining post-HF wave-functions in those file formats is not straightforward. WFN 

files use fixed format text to store data written by the QM program. These data are: 

Source Description Number of molecules 

GDB7 Organic molecules containing C, H, N, O 

and S. 

7189 

GDB9 Subset of molecules containing 8 heavy 

atoms and no fluorine atoms 

7594 

Capped 

amino 

acids 

50 conformations per amino acid. 1000 

s66x8 Dimer conformations obtained by 

molecular dynamics (TorchANI-1x72) 

1320 
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atomic numbers, coordinates, exponents of basis set functions, spherical harmonic 

numbers, coded type of basis function, atomic centers, molecular orbital 

occupancies, and molecular orbital coefficients.  WFX files are a flexible format 

update of conventional WFN files.  

To speed up our learning process, we have created a representation of the electron 

density that replaces molecular orbitals coefficients by density matrix elements to 

obtain 𝜌𝜌(𝐫𝐫). This way, the calculations do not require to compute it again after loading 

a wave-function. Besides, we replaced the formatted text output by an HDF5 file. This 

kind of file stores information in binary format, so it is more efficient in terms of 

input/output and compression. The HDF5 format is an open standard to store 

information, with libraries available in different languages. Therefore, our WFN-

HDF5 file format keeps accessible even without using our specific code. Table  4 

shows the differences in disk-size between WFN files and WFN-HDF5: 

Table 4. Efficiency in terms of storage of HDF5 compression of WFN files. Wave-function of 

tryptophan-cage protein (PDB code 1L2Y) was obtained in WFX format because WFN files in large 

molecules have overflow problems. 

Data Number of 

molecules 

WFN size 

(MBytes) 

WFN-HDF5 (M 

Bytes) 

GDB7 7189 817.6 363.4 

NCIA-hb1 

(monomers) 

7500 3051.7 2309.2 

1L2Y (WFX) 1 46.3 215 

 

The change on the compression ratio between the GDB7 (around 2.5x) to the small 

tryptophan-cage protein 1L2Y (0.2x) is related with the quadratic growth of the 

density matrix. Larger molecules will be stored less efficiently than smaller 

molecules using this format. In return, loading times and calculations run faster and 

easier. 

3 Learning electron density 

3.1 Learning from density decomposition 

Our first approach towards learning of electron density consisted on learning the 

coefficients of density decompositions117. We built a neural network (A2MDnet) 

described in chapter 2 (section 2.1). To train that architecture, we previously fitted 
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models with a tweaked set of Gaussian-anisotropies on GDB9 molecules. Charges 

were restricted to reproduce NPA values instead of molecular charge (chapter 2, 

section 1.5). Later experimentation showed us that surface sampling is not effective 

(see section 1.4 above). Hence, we will focus on the coefficient prediction abilities 

rather than on the density prediction. In the following section 3.2 we will introduce a 

re-implementation of A2MDnet tailored to learn from electron density.  

Figure 22 represents the learning process of the isotropic coefficients for different 

architectures. Before training, the mean and standard variation of each coefficient 

was included in the neural network to normalize predictions. Therefore, the networks 

are supposed to learn only the variations due to the molecular environment. All 

networks are able to improve their accuracy on the test set, but they stack around 

0.05 squared error units. Table  5 includes the differences between each of these 

networks. 

Figure 22. Coefficient-prediction learning curves for A2MDnet models. We performed 100 epochs 

training for different architectures. 

 

 

Table 5. Architecture of the common and isotropic maps shown in Figure 22. 

Name Architecture 

Shallow [384:128]:CeLU:[128:112]:CeLU:[112:96]:[96:48]:CeLU:[

48:2] 

Deep [384:128]:CeLU:[128:112]:CeLU:[112:96]:CeLU:[96:48]:C

eLU:[48:24]:CeLU:[24:2] 

Broad Linear [384:128]:CeLU:[128:112]:CeLU:[112:96]:CeLU:[96:48]:C

eLU:[48:2] 

Narrow Linear [384:128]:CeLU:[128:112]:CeLU:[112:48]:CeLU:[48:2] 
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The anisotropic error is twice larger. We could expect this, given that the architecture 

for such transformation is more intricate. In any case, we also see a drop in the error 

after the first few epochs. Then the linear layers stall their learning, while the deep 

and shallow architectures increase their accuracy to decrease it later — a common 

sign of overfitting. 

These networks were trained to reproduce coefficients restricted to reproduce NPA 

atomic charges. Thus, we can aggregate the values of the coefficients, multiplied by 

their integrals, to recover atomic charge predictions. The results (Figure 23) show 

that in general they are tightly correlated with the NPA charges derived from QM 

calculations. 

 

Figure 23. Natural population analysis-derived atomic charges vs A2MDnet predictions. 

 

3.2 Retraining on density from density decomposition 

Previously to the study of direct learning from electron density, we made an 

experiment with the coefficient-trained A2MDnet architecture. In that experiment, we 

loaded sets of electron density samples and re-trained the A2MDnet neural networks 

using a squared metric loss. Histograms in Figure 24 show a clear improvement on 

the density predicted from A2MDnet coefficients training. This indicates not only that 

backpropagating the density error is effective, but also that these networks are not 

accurate in their density prediction. 
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Figure 24. Density error histograms of coefficient-based architectures, and re-training of that 

architecture using electron density as target.   

 

3.3 Learning electron density 

Learning from electron density was our next approach, given its computational 

implementation complexities. Since we aimed to predict electron density of relevant 

biomolecules, we employed the composed dataset BDB introduced in section 2.6 

from this chapter. This dataset includes information about small organic molecules 

spanning almost all chemical groups relevant in biomolecules, information about 

dimers, and information about peptides.  

Our current code calculates 3D Gauss-Chebysev integration grids, tessellates the 

space using softened Voronoi tessellation102 (chapter 2, section 1.3), and computes 

the QM electron density on those points. Then, we learned using the loss function 

introduced in chapter 2, section 3.2. The update of the neural network weights uses 

an Adam optimizer118, and the learning rate is scheduled to halve on plateau. Other 

training details are summarized in Table 6. 
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Table 6. Learning hyperparameters. The same hyperparameters were used for all models. The 

meanings of learning rate, weight decay, batch size, and grid sizes were explained in chapter 2, 

section 2.2. Patience and Learning decay are parameters of the learning rate scheduler.  

Hyper-parameter Value 

Initial Learning Rate 0.001 to 0.000001 

Weight Decay 0.00001 

Patience 10 

Learning Rate Decay Factor 0.5 

Max Training Epochs 100 

Batch Size 16 

Angular Grid 50 points 

Radial Grid 15 points 

 

We have tested six different architectures at this point. The details concerning their 

mechanisms are explained in chapter 2, section 2.2: 

• Isotropic density Deformation Neural Networks (IDNN): use the message-

passing algorithm to predict only isotropic functions. 

• Density Deformation Neural Networks (DDNN): use the message-passing 

algorithm to predict anisotropic deformation vectors. Then, they aggregate 

those deformation vectors to produce a single stack of deformations. 

• Top-K density Deformation Neural Networks (TDNN): use the message-

passing algorithm to predict anisotropic deformation vectors. Then, they rank 

those deformations according to the distances between atoms, and they keep 

only a given number of them. We have only tested networks choosing the top 

4 deformations. 

• Attention Deformation Neural Networks (ADNN): similar to TDNN, but their 

ranking of interatomic interactions depends on a neural network instead. 

• Symmetry Deformation Neural Networks (SDNN): a re-implementation of 

the A2MDnet network from section 3.1. They require a molecular topology to 

perform its anisotropic predictions and use Gaussian anisotropy instead of 

spherical harmonics.  

We attempted to keep model sizes equal to compare their learning abilities. The 

message passing algorithm depends on some message exchange rounds, which is 

independent of the number of parameters of the model. Thus, we studied the 
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differences between no-message exchange and some (3) message exchange rounds. 

Figure 25 shows the training process of these models. In previous experiments, we 

had observed that although the process is stochastic, training replicates do not 

display much variation. Thus, we represent only one replica. We employed a 

scheduled learning rate, which halves when the loss-functional stacks for several 

iterations. The models without message passing have no more sources of information 

than the atomic embeddings and the distance between atoms. Thus, the learning 

stacks easily, and the learning rate drops three times during training. The TDNN and 

ADNN models show a much lower loss functional value due to their higher degree of 

anisotropy. When we include message passing, we increase the amount of 

information and the model capacity. Hence, the learning rate keeps steady during 

almost all training and the gap between the DDNN and the other two models is 

reduced. 

 

Figure 25. A) Validation error shown as density RMSE for different architectures. The isotropic 

model IDNN is discarded from the figure because its error does not fit in the plot. B) Halving of 

the learning rate during the 100 training epochs. 

 

Figure 26 shows the results of our predictors trained on 100 epochs of the BDB dataset 

(values in this figure are listed in Table 7). Promolecular density (this is, no 
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prediction) leads to a 0.11 error (not shown). Since that value is much higher than 

those depicted here, we removed it from the plot. We can easily observe a “stairway” 

structure in this plot: isotropic predictions make around a 0.075 error, which is in line 

with Figure 25. Thus, we consider that the accuracy of these predictions depends on 

the functions set. Adding one stack of anisotropic deformations (DDNN) improves 

density prediction in 0.015 yet the best performance improvement comes after 

introducing message exchange between atoms. Combined with a deformation stack, 

it takes predictions to 0.03 error units. The next step is the use of more than one stack 

of deformations. Both Top-distance (TDNN) and Attention ranking (ADNN) 

anisotropies can lead the predictions to around 0.025. This error level is even lower 

than the level of error reached in Figure 25 for anisotropic basis sets.   

 

Figure 26. Errors of different architectures tested on the FDA-approved benchmark. Also included 

is the SDNN model, which is an equivalent implementation to that of A2MDnet not trained on 

coefficients but trained on density instead. 

 

We also included in Figure 26 the results from our previous architecture (A2MDnet, 

chapter 2, section 2.1), based in feed-forward neural networks and symmetry 

functions (bar “SDNN”). This model achieves almost the same accuracy than 

ADNN/TDNN. Yet, direct comparison is unfair, given that it is based in a different 

architecture, uses a different function set (including Gaussian anisotropy), and 

different inputs (it requires topology besides coordinates/charge/atomic numbers). 
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This model was not evaluated in other tests because the implementation of angular-

Gaussian electrostatic potentials was too arduous. 

 

 

 

Table 7. Values displayed in Figure 26. 

Architecture family Model Message 

Passing 

Rounds 

Mean(ερ) SD(ερ) 

Message Passing 

IDNN 
0 0.077 0.004 

3 0.073 0.005 

DNN 
0 0.059 0.005 

3 0.037 0.004 

TDNN 
0 0.032 0.005 

3 0.025 0.003 

ADNN 
0 0.032 0.005 

3 0.024 0.004 

HDNN SDNN - 0.028 0.004 

 

Figure 27 compares the reference DFT (wB97X/6-31+G(d)) electron density and our 

predictions for our predictors trained on three rounds of message passing 

(referenced bellow as xxNN3, x being a generic character). The isotropic model 

neglects anisotropy, so its results are the worst ones by far and its errors are not only 

located at nuclei positions but also in the bonding directions. The symmetry-based 

model SDNN also shows some errors outside the atomic inner regions and so, its 

errors do not necessarily correlate with high-density. The DDNN3 model shows no 

large errors outside core regions, but the number and size of the isosurfaces may 

indicate the lack of accuracy of the model. Finally, the TDNN3 and ADNN3 models 

generate almost identical error profiles, only placed around the inner regions and 

the heavier nitrogen and oxygen atoms. 
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Figure 27. Electron density isosurfaces and electron density error isosurface (𝜹𝜹𝝆𝝆 = 𝝆𝝆𝒓𝒓𝒆𝒆𝒓𝒓 − 𝝆𝝆) for 

our different prediction models. Only models that include message-passing (except for SDNN) 

are depicted.  

 

Besides studying relative differences and displaying density profiles, we studied the 

atomic charges resulting from partitioning the electron density. We used the 

Hirshfeld scheme, which makes soft splits of space according to the overlap of atomic 

densities. Figure 28 shows a clear correlation between Hirshfeld charges obtained in 

QM calculations and the predicted values. The resulting plot shows errors that seem 

larger than 2% of relative error of density prediction. However, one can consider that 

this is due to the difference between measuring relative errors and measuring 

absolute errors: relative errors in high density regions may lead to larger absolute 

errors. 



   93 

 

Figure 28. Hirshfield charges obtained in QM calculations vs values calculated using our ML 

model of the electron density. 

 

Values of atomic charges depend heavily on the concentration of electron density in 

the innermost space regions in atoms. On the contrary, molecular volume defined in 

eq. 2.57 in chapter 2 and that we computed taking a 𝜖𝜖 threshold value 𝜌𝜌 = 0.001 𝑒𝑒 𝑎𝑎0−3, 

depends heavily on the electron density decay with distance. Thus, its calculation 

indicates us how accurate is our prediction of electron density at outer atomic 

regions. Figure 29 shows the volume prediction errors. 

 

Figure 29. Absolute Relative Error in volume predictions.  
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A similar trend to that displayed in Figure 26 is recovered here: the anisotropy, 

together with the learning of molecular environments, improves the accuracy of the 

predictions for this molecular feature too. However, the errors in the volume 

prediction are remarkably high. We consider this an effect of the squared difference 

fit, which gives more importance to core regions than to valence regions.  

··· 

These results show some important aspects. First, that the expressiveness of the 

function set is the limiting factor in these models. The DDNN and TDNN models share 

the same underlying architecture, yet their performances are different. The 

(A2MDnet) SDNN uses a less sophisticated ML algorithm than A3MDnet models. 

However, it reaches the same level of accuracy than its counterparts because it uses 

a function set with an almost equal size. Hence, increasing the accuracy of the 

predictions depends at this level mostly on increasing the size of the function set. 

Optimizing its parameters (e.g. its exponents) may also be a way to improve it. 

A second aspect is the effect of the molecular environment on density prediction. 

Models lacking environment description (no-message passing) were able to improve 

their density predictions over those of the pro-molecule. We assume that they learn 

a naive picture of inter-atomic interactions, useful (but not enough) to model electron 

density. General rules, like oxygen atoms borrowing charge from surrounding 

atoms, can be learnt by these environment-independent networks. 

The message-passing algorithm allows each atom to notice those around it. The 

question is how far it must go to get a useful notion. Although we have not addressed 

this aspect exhaustively, we were unable to improve the performance of the networks 

by increasing the number of message-passing rounds. Our algorithm uses Gaussian 

activations spanning different regions around each atom, so even one round-of 

message passing can give a large amount of radial information. The following 

message rounds should add implicit angular information of the atomic environment. 

In any case, only a few rounds seem to give a complete picture of the local 

environment. Going further may give each atom a more global picture of the 

molecule around it. Message-Passing Neural Networks aiming the prediction of 

global molecular properties depend on many rounds of message passing104,119. 

However, electron density is described all around the molecule, so we can consider 

that most of it depends on local environments. At the aimed levels of accuracy, a 

global description seems unnecessary. 
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One indirect proof of this locality is the weighted-graph aspect of the electron density 

built by the models. The output of the A3MDnet is a collection of isotropic coefficients 

for each atom, and a deformation vector for each pair of atoms. Such vector contains 

a space direction and a magnitude. Given that we calculate them for each pair, the 

molecule will then contain squared the number atoms deformations. Since this is 

impractical, we looked for aggregation mechanisms that prune the interactions. The 

rightness of the resulting models shows that most of the electron density can be 

obtained just from nearby interactions. 

Our top results approach a 0.02 error. This already helps making some useful 

predictions like the ones shown until here, or those shown below. But two important 

questions must be considered now. The first one is whether this error level is 

comparable with that of other electron density ML predictors. And the second one, 

whether this error level is enough to make quantum chemistry.  

The answers to both questions must consider that the ML evolution pace is 

outstanding. In just ten years we have moved from theoretical chemists ignoring what 

Machine Learning means to a publication flooding in most theoretical chemistry 

journals. In this context, some methodologies have reported better accuracies than 

ours, especially that of Symetry-Adapted Gaussian Process Regression92,93 (SA-GPR) 

and that of DeepDFT89 (both of them introduced in chapter 1, section 3.4). Yet, they 

do so by using different approaches. For instance, the SA-GPR employs the 

Resolution Identity to match linear electron density models with their QM reference. 

This means that where our networks learn from numerical integration of a naive 

squared-difference loss functional, SA-GPR decomposes the analytically constructed 

QM density. DeepDFT employs a similar network to ours, but instead of expressing 

density in terms of a set of functions, they use the neural network to output density 

directly. This approach implies an impaired capacity, because it replaces our priors 

about electron density by a much more general family of functions. However, such 

numerical approach may not share some limitations with analytical models. 

Summarizing, these methods employ different approaches that might be adopted in 

future developments of all this methodology. 

The answer to the second question also requires understanding the limitations of QM 

methodologies. The harsh reality of QM calculations is that most phenomena 

interesting in chemistry can only be addressed at spectroscopic-level accuracy using 

highly expensive methodology. For instance, Density Functional Theory, which 

currently is the most widely employed QM methodology, usually fails in many 
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interesting targets like the study of dispersion effects or the prediction of rotational 

barriers. In this context, we can consider that our methodology is making progress 

towards replacing QM methodologies for some targets, but it is not getting DFT 

accuracy yet, thus it is far from reaching chemical accuracy. Future efforts should 

therefore aim at improving in that direction. Some of these possible future efforts are 

discussed in section 4 below. 

3.4 Scaling up 

ML predictions of electron density are fast, especially if compared with standard QM 

methods. However, their memory consumption may turn limiting. With the current 

implementation, we need to consider workarounds to perform large calculations 

without depleting memory.  

We considered a divide-and-conquer approach which is well suited for proteins and 

other biopolymers. The idea is to neglect the interactions between monomers (amino 

acid residues in the case of proteins) not linked by covalent bonds and then just split 

monomers (residues) in overlapping sets of covalent trimers, convert such fragments 

into features, and then predict the density of the central residue. 

We applied this scheme to calculate the electron density of the eight proteins 

presented in section 2.5. Figure 30 and Table 8 show the errors of the predictions on 

those proteins using a TDNN3 network. Given that these are comparable to the errors 

made in the previous section, we can consider that this approach is valid for a level 

of accuracy adequate to such large molecules. 

Table 8. Electron density errors of the proteins tested with our divide and conquer approach. 

PDB code Number of 

atoms 

Number of 

residues 

𝜺𝜺𝝆𝝆 

1l2y 304 20 0.026 

2pya 775 52 0.031 

3e21 609 39 0.029 

3msi 1012 66 0.030 

3myc 1030 76 0.028 

3pmt 892 54 0.029 

3v1a 756 48 0.032 

5zgd 111 8 0.029 
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Figure 30 displays an illustrative example of structure and electron density profiles 

for the triptophane cage (TrpCage) protein. Figure 30A shows that TrpCage is a small 

protein composed of only 20 amino acids but still has secondary structure elements 

and a stable folding. Figure 30B shows the 3D structure of TrpCage protein. Figure 

30 C and D show electron density profiles from the reference QM calculation (D) and 

from our ML prediction (C) for two isosurfaces. From visual inspection we can 

conclude that both of them have very similar profiles. However, we are more 

interested in differences than in similarities, so we subtracted the electron densities, 

like in Figure 27. In Figure 30E we can observe again that large absolute differences 

are located only around nitrogen and oxygen positions. Thus, we get an equivalent 

result to that introduced in Figure 27, even disregarding non-covalent interactions.   

Therefore, our methodology allows the prediction of density in large molecules by 

only sacrificing charge transfer and (some) non-covalent polarization. This might be 

the most relevant result in the sense that it fulfils our goal of representing electron 

density in biomacromolecules. And it does at apparently with no loss of accuracy. It 

must be here stressed that 6 out of the 8 proteins listed in Table 8 have more than 600 

atoms and 2 proteins even have more than 1,000. Nonetheless, non-covalent 

interactions generate very subtle effects that only the most accurate QM methods are 

able to predict. Attempts to include polarization and charge transfer effects in 

proteins are key aspects that the methodology should target in the future.  
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Figure 30. A) Ribbon diagram of tryptophan cage protein, B) Stick diagram of the same protein, 

C) QM electron density for two different isosurfaces, D) TDNN3 model electron density for the 

same 𝝆𝝆(𝐫𝐫) isovalues, E) Two error isosurfaces for the TDNN3 model electron density. 
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3.5 Atomic representations 

The Message-Passing architecture transforms element-specific embeddings in 

atomic representations of the local or global molecular environment. Motivated by 

some of the concepts about Machine Learning and underlying functions, we wonder 

how these embeddings might reflect similar relationships between atoms. Because 

of their high dimensionality, tools to map high dimensional spaces into viewable low 

dimensional spaces are needed. We used the t-SNE120 (t-distributed stochastic 

neighbor embedding) method for such a purpose. A K-means clustering tool divided 

the embedded points into clusters. We then visualize to which one of the atoms 

belongs to check their similarity in qualitative terms. 

A large number of clusters shown in Figure 31A were found within our FDA approved 

benchmark. We therefore focused on the three upper clusters (Figure 31B) that 

belong to carbon atoms. After inspecting a few molecules, we found that the red 

cluster was associated only with aromatic carbons, the blue cluster mostly with 

methyl groups, and the green cluster mostly with carbons interacting with oxygen 

groups (in either ether or hydroxyl groups). Some atoms not clearly belonging to 

these classes were found, e.g. the atom marked as “outlier” in Figure 31D. But this 

exception may find its origins in some artefacts of the TDNN representation, the 

manifold conversion, or the clustering algorithm. Finally, we would like to remark 

that the method was sensitive enough to distinguish non-aromatic rings from aromatic 

rings (Figure 31D, lower right corner). 

Machine Learning depends mostly on data and on representations. Representations 

that make problems easy succeed over those that do not. In this case, we see that 

message passing is at least able to relate similar atoms between them. If the 

representation is able to find this, the mapping between the type of atom and its 

contribution to density should be easier than the other way around. In that other case, 

the mapping between representations and density should rely on a highly non-linear 

map that joins topologically discontinuous regions. The success chances of such map 

would be small. 

 



   100 

 

Figure 31. A) Bidimensional t-SNE representation of the TDNN3 atomic representations on the 

FDA-approved benchmark. Colors were assigned by K-means clustering. B) Clusters studied. C) 

Molecules of the FDA-approved benchmark. D) Atoms colored according to the cluster they 

belong. 

 

The representation shown in Figure 31 is learnt — that is, the map processing the 

messages for each atom is optimized along training. But it is possible that we could 

recover also meaningful representations by freezing those maps. It has been shown 

that convolutional neural networks introduced in chapter 2 (section 2.3) are able to 

learn classifying images even if their convolutional filters remain untrained121. The 

physical motivation behind convolutions (translational invariance) is already enough 

to let the algorithm learn. In this case, physical motivation is included in the message-

passing algorithm, so it is possible that the outcome of an untrained representation is 

also a meaningful one. 
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3.6 Electron density for intermolecular energy 

Intermolecular energies are among the most difficult targets in computational 

chemistry because of their subtle value and their dependence on correlation. We 

tried to approach the prediction of intermolecular energy using our electron density 

prediction model, together with some formulas extracted from previous and related 

contributions106.  

During the first attempts of prediction, we found that the numerical integrals generate 

extensive errors. Therefore, we removed the larger molecules from our test dataset, 

and we replaced the terms that showed worse numerical convergence by analytical 

terms based on our isotropic estimates.  

We tested our methodology in the hydrogen-bond subset of the Non-Covalent 

Interaction Atlas (NCIA)114, where we fitted the coefficients of the different energy 

contributions using a linear regression. Figure 32A shows the errors in kcal/mol for 

the different subsets of non-covalent interactions included in this dataset. Results 

show no clear trends: models exhibit better or worse performance depending on the 

molecule group. We found no clear explanation for this beyond the effects of sample 

size. For instance, the DDNN3 generates lower errors in OH-H, NH-O, CH-O, and CH-

N hydrogen bonds. Yet, it generates much higher errors and variance in non-

hydrogen bonds. This may be related with a higher sensitivity of DDNN3 to some 

outliers on this dataset.  

Figure 32B and 32C show the interaction curves for two different dimers of the first 

group (OH-H). While most curves display a good fit between the high-level QM 

reference and our empirical model, there are many others that show an important 

proportionality error. This notwithstanding, most of them they still manage to 

reproduce the qualitative shape of the interaction curves. 
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Figure 32. A) Interaction energy errors for different subsets of the NCIA-hb dataset for different 

electron density models; B, C) Interaction curves for two molecules of the OH-H subset of the 

NCIA-hb dataset. 

 

3.7 Orbital-free DFT energies 

As explained in chapter 1 (section 1.2), the main basis of DFT is that electron density 

can be mapped to energy values through density functionals. We compared the 

energy outcomes from three simple functionals: the Dirac exchange energy 

functional (chapter 1, section 1.2, Equation 1.16), the Thomas-Fermi kinetic energy 

functional (chapter 1, section 1.2, Equation 1.15), and the nuclear-electron 

Coulombic attraction potential (chapter 1, section 1.2, Equation 1.14. 𝑉𝑉𝑛𝑛𝑛𝑛 is equivalent 

to 𝑉𝑉𝑛𝑛𝑒𝑒𝑒𝑒) Although 𝑉𝑉𝑛𝑛𝑛𝑛 is properly not a functional in the conceptual framework of DFT, 

this potential depends on 𝜌𝜌(𝐫𝐫) in a functional-like way. We evaluated the Dirac and 
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Thomas-Fermi functionals by integrating the electron density while the nuclear-

electron potential energy was obtained from the Gaussian09 output. Figure 33 shows 

our predictions for these quantities against the FDA-approved drug benchmark.  

 

Figure 33. Relative errors for different density functional energies, evaluated on the FDA-

approved benchmark. 

 

The impact of anisotropy seems clear from the gap between IDNN and DDNN models 

although these results are not consistent with those from electron density 

reproduction: DDNN overcomes TDNN and ADNN models in both nuclear-electron 

and exchange energies. Moreover, the ADNN model, which had performed at a 

similar level than the TDNN, shows a larger kinetic energy error. Another interesting 

trend of this plot is the effect of the message-passing rounds: instead of decreasing 

the error, it increases it in most models and energies. We consider that the reason 

for these deviations is the lack of physical motivation in the squared difference loss 

functional applied to learn densities. Still, most models produced less than a 1% error 

in terms of global energy. 
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4 Future Steps 

The methodology developed in this thesis is able to provide accurate electron 

densities with a marginal cost if compared with QM methods. Yet, to replace QM 

methods, it needs to go beyond. In molecular systems, only the variations of 1% of 

the total energy are relevant for chemistry. In the same way, tiny variations of 

electron density raise consequences on the molecular system. Thus, a mandatory 

next step is to go at least one order of magnitude more accurate. 

But future steps should not only aim to improve the model but also to apply it to real-

world problems. The field of ML in QM has shown a steeped growth rate, and many 

current models can nail the main targets of computational chemistry. Thus, newer 

approaches like ours need to find side goals or niches to prove themselves useful. 

4.1 Physically motivated Density-Learning functionals 

Using squared difference loss functional is a rational first approximation for 

regression problems. But electron density prediction is not a usual regression 

problem. We find at least three problems with this functional: 

• Lack of accuracy: which may be related to flattening gradients. We 

acknowledge that the function set is partially responsible for this.  

• Disregard of low-density tails: the electron density decays exponentially 

with distance. Core regions have very high density and all the other regions 

very low density. The squared difference gives only relevance to the core 

regions, and all the others get ignored. 

• Physically meaningless: One of our aims was to make physically motivated 

ML. The squared of the electron density means nothing. This explains at least 

partially the results from Orbital-Free DFT energies (Figure 33). 

We consider three possible alternatives that may replace our squared loss functional 

within these protocols: 

• Information theory functionals. For instance, the Kullback-Leibler (KL) 

divergence defined as:  

𝐷𝐷𝑗𝑗𝑛𝑛(𝑒𝑒𝑒𝑒 ,𝑞𝑞𝑒𝑒) = �𝑒𝑒𝑒𝑒 log �
𝑒𝑒𝑒𝑒
𝑞𝑞𝑒𝑒
�𝑑𝑑𝑥𝑥 (3.3) 
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where 𝑒𝑒𝑒𝑒  and 𝑞𝑞𝑒𝑒  are probability distributions of x. Such metric is key in 

statistics and Machine Learning to compare probability distributions. Electron 

density is a probability distribution multiplied by the total number of 

electrons. Thus, we can apply the KL divergence to compare our models to 

QM references, converting our regression-like framework into a Maximum 

Likelihood Estimation of density parameters. The main advantage of KL 

divergence over squared loss is that it gives relevance to low-density regions. 

Its main inconvenience is numerical instability. Linear models of electron 

density can produce minus sign density in some space regions. Careful 

training is usually enough to avoid such negative values in core regions. In 

outer space regions, we can filter out negative density with little impact. KL 

divergence training would require filtering densities on training. But in that 

case, the functional will decrease by reducing the total amount of positive 

density. Thus, this approach needs additional constraints that ensure the 

normalization and the definition of density as a positive function. 

• Density Functionals. As said before, electron density can be related to 

energy through functionals of 𝜌𝜌(𝐫𝐫). Although the formula of the exact map 

between density and exchange-correlation energy is still unknown, some of 

the initial, less sophisticated (by current standards) functionals can be used to 

compare distinct approaches within DFT. Some fundamental examples of such 

functionals arising from early developments in electron density-based 

quantum approaches as alternatives to wave-funcion-approaches are the 

Thomas-Fermi kinetic and Dirac exchange functionals addressed in section 

3.7 above. More advanced functionals in later developments in DFT require 

the efficient implementation of first and even second-order derivatives. 

Density functionals requiring density non-integer powers of logarithms incur 

the same problem as the KL divergence. 

• Electrostatic fitting. Instead of fitting electron density, we can fit the 

electrostatic potential it produces. SA-GPR reached a 0.003 accuracy —one 

order of magnitude lower than ours— using the Resolution Identity 

technique122. This decomposition technique is employed in QM methodology 

to map wave-function electrostatic potential into a linear electron density 

model potential, so that four center integrals can be replaced by cheaper 

three-center integrals. Thus, it seems reasonable to pursue a similar 

approach. However, the main inconvenience here is the calculation of 
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electrostatic potentials from the wave-function, which is hard to implement 

inside our ML framework. 

4.2 From Slater functions to Gaussians. From tailored anisotropy to 

spherical harmonics 

We decided to start building our models by repurposing a model of atomic electron 

densities based on exponentials (chapter 2, section 1.1). We added deformations in 

terms of spherical harmonics or angular-Gaussians to turn atom-centered models 

anisotropic. Although these functions allow the calculation of many properties, they 

are still difficult to introduce in many calculations involving integrals. In that sense, 

standard QM basis sets based on Gaussians and spherical harmonics are much 

handier. 

We consider the possibility of moving from our Slater-based description of electron 

density to a description in more conventional terms (Gaussians + Spherical 

Harmonics). An advantage would be the ease of some calculations that we mentioned 

above. We can also employ some sets optimized to describe electron density from 

Gaussian basis set density fitting. As the main disadvantage, we would need to adapt 

our architectures to describe roto-translationally invariant electron densities. 

Besides, other recent algorithms have already employed similar approaches to 

describe wave-functions through graph neural networks83. 

4.3 Electrostatic embeddings 

Multiscale modelling is a recurrent topic in computational chemistry. Most chemical 

phenomena require calculations that are unaffordable for the system's size. 

Therefore, it is common to use different physics for different regions of the system 

according to the nature of the different effects relevant in the system. Regions 

involving electron reorganization may require high-level QM calculations while the 

outer regions may work just using molecular mechanics. 

In this context, it is important to allow the interfacing between regions123–126. Our 

model can help to bring regions with no explicit electrons in contact with QM regions 

by providing an electrostatic embedding that can be included in the Hamiltonian. 

𝐻𝐻 = (𝑇𝑇 + 𝑉𝑉 + 𝑣𝑣𝑛𝑛𝑚𝑚𝑏𝑏) 

There, it could easily replace semi-empirical methods in layered QM/MM 

calculations. We can also spot its application in sub-system DFT127, a methodology 
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aiming to reduce the scaling of DFT calculations through a divide-and-conquer-like 

strategy. Our method can replace the frozen external density imposed on each of the 

calculations with an accurate ML density. Consequently, it may help to reduce the 

scaling. 

4.4 Cryo-EM 

The prediction of electron densities on large molecules helps to reconstruct 

molecular coordinates from noisy experiments.  While X-ray crystallography signals 

only account for high electron density core regions, cryo-EM reports the electrostatic 

potential. Thus, cryo-EM is more sensitive to charge changes31. And our model is 

good at predicting charge.  

Some related approaches employ only a sum of Gaussians per atom, empirically 

parameterized128. Our model could improve those naive density predictions 

replacing them by an accurate QM-like electrostatic potential. Yet, at the current 

resolution levels of cryo-EM, it is unclear whether a more accurate model of electron 

density or potentials may be worth it. 

4.5 Protein-ligand interactions 

Scalability and accuracy are positive features to describe interactions between 

proteins and small molecules. This kind of systems has a capital pharmacological 

interest. Our electron density description brings an almost complete characterization 

of intermolecular interactions. The only missing element would be the lack of 

polarization, but it can be addressed by either relaxing densities or by direct ML 

modelling. 

The model could be either applied in improved protein-ligand molecular dynamics, 

docking protocols, or direct measurement of affinities. Sadly, the last application 

requires challenging entropy estimations that depend on some other algorithm. 

4.6 Unsupervised learning 

The Machine Learning explosion is related to the increase in data collections. In the 

specific case of QM-related ML, most data came from massive amounts of QM 

calculations. That means we are using computers to predict properties given by 

computers. This contrasts with most common applications, where ML aims the 

prediction from experimental or real-world data. In the case of experimental data, 

collections are usually small because of experimental costs. Therefore, ML becomes 
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more challenging (see section 3 from chapter 1). A way to circumvent that is through 

transfer learning — using the knowledge from one task in another task. Humans are 

good at this: we do not need to learn from scratch every task.  

In Figure 31, we showed that each atom found a representation that reflects its 

chemical environment. Most ML methods are focused on molecule-level properties. 

For instance, many energy prediction methods aggregate the atomic contributions 

to energy in a single final scalar. In our models, each atom's representation is learnt 

to describe the electron density around itself. Thus, we may repurpose those atomic 

representations to predict other properties requiring atomic mappings (e.g. 

comparing molecular groups). 

4.7 Orbital-free DFT 

Hohenberg-Kohn theorems prove that the ground energy can be obtained as a 

functional of the electron density. Orbital-free DFT aims to find the energy by 

optimizing electron densities that minimize such functional. However, the main 

problem for Orbital-free DFT is that the exact functional of kinetic energy is still 

unknown. 

Machine Learning offers us two ways to addressing orbital-free DFT: i) by providing 

functionals of electron density, and ii) by providing electron densities placed near 

the minimum of the functional. There are many remarkable approximations towards 

OF-DFT in those two senses. The ML Hohenberg-Kohn90 maps may be the best 

example, given that they map external potentials to density and density to energy. 

Later contributions like the Quantum Deep Field94 also provided interesting insights 

about maps joining density and energy from a different perspective. Our electron 

density method has the potential to become an energy model by integration 

functionals of the output density. Although we cannot implement the exact kinetic 

energy, we can employ ML techniques similar to those of other approaches. 

However, many late developments have crowded the ML energy prediction field 

from a myriad of perspectives. Thus, the challenges in the future of ML for QM might 

not be about development but about their application to compelling problems. 
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CHAPTER 4: CONCLUSIONS 

Large biomolecules have remained out of reach for general QM methodologies due 

to scalability reasons. The main objective of this thesis was to develop a method to 

calculate electronic properties of biomolecules based upon a model of the electron 

density. Given on one side the known computational limits of those general QM 

methodologies and on the other side, the recent advances in the new field of Machine 

Learning, our research focused the application of ML resources to fulfill that 

objective. 

The conclusions drawn from our research are the following. 

1. The methodology developed and presented in this thesis can make 

reliable predictions of the electron density in organic molecules. That 

methodology is not intended to replace QM calculations, but their results 

already allow retrieving some relevant molecular properties with 

sufficient reliability. 

In reaching this conclusion, it was necessary to study first how to build models of 

electron density amenable to further ML treatment. In this regard, we can mention 

the two next conclusions.  

2. QM electron density decomposition in terms of a linear combination 

of Slater functions ensures simplicity and scalability of the fitting and 

calculation of the model electron density. 

3. Electron density fitting can depend upon heuristic sampling 

procedures, but those tested in this thesis failed to overtake accurate 

integration grids. 

All Machine Learning efforts require collections of examples. The electron density is 

a challenging target which required to prepare, calculate, and compile our own 

datasets that are made publicly available. Related with this part of the research 

presented, the next conclusion can be mentioned 

4. By combining different previous datasets and strategies, we obtained 

a range of analytical electron density datasets, spanning a large 

region of chemical space relevant to biomolecules. 
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After obtaining the data needed to put to work our ML methodology, we attempted to 

learn electron density by following two approaches. The first one was the learning on 

previous decompositions of the electron density. This approach proved to be easy to 

implement, but it was unsuccessful in density modelling. This led to the next 

conclusion. 

5. The indirect learning of electron density from previous electron 

density decompositions while easy to implement was not accurate 

enough to reliably predict electron density. 

The second approach was learning on the density, a more logical approach than the 

first one seen from an outer perspective. However, it also requires more engineering 

efforts to code efficient grid tessellations and electron density calculations on training 

time (the resulting methodological framework is also publicly available). This led to 

the next two conclusions. 

6. The QM-ML framework developed in this thesis allows direct 

learning on the electron density, regardless of the ML method 

chosen.  

7. The direct learning of electron density through gradient-descent and 

backpropagation of a squared difference is an effective approach 

(even though it is an expensive one). 

From the ML perspective, our results suggest that the most important factor to make 

accurate electron density predictions was the size of the function set used to 

represent the electron density. Models including more deformation stacks produce 

better density predictions, even if the underlying ML method had lower capacity. 

Summarizing: 

8. The main limiting factor in the accuracy of the electron density 

predictions was not the ML algorithm employed but the size of the 

function set used to represent the electron density. 

The results obtained from the learning experiments led to the following conclusions. 

9. Electron density atomic contributions depend on local environment 

descriptors. This is in line with some other related local density prediction 

methods very recently reported.  

10. ML electron density prediction allows implicit multi-task prediction 

of chemical properties. Here, we tested the calculation of atomic 
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charges, molecular volumes, OF-DFT energies, and intermolecular 

energies. 

11. Our ML framework combined with a divide-and-conquer strategy 

allows the description of electron densities in large biomolecules 

(proteins) without observable loss of accuracy. 

Some of the deficiencies observed in our methodology can be pointed out in the next 

final conclusion. 

12. The learning process based on a squared difference lacks physical 

motivation, thus it should be replaced by a more advanced loss 

functional. 

Summarizing: in this thesis, we have explored, implemented and tested a new 

ML methodology based on an analytical representation of the electron density 

to predict electronic properties of large molecules  

In line with this summary, we consider that the future of the methodology presented 

in this thesis is full of potential.
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