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Director:           Ricardo Jimenez-Péris 

            Doctor en Informática 
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Resumen 

Hoy en día las empresas manejan gran cantidad de datos provenientes de diversas 

fuentes de datos como por ejemplo la página web de la empresa, las distintas redes 

sociales o los propios sistemas de información de la empresa. En la actualidad, no hay 

un sistema de gestión de datos que sea capaz de almacenar y procesar los distintos 

tipos de datos que estas fuentes generan. Esto hace que, por ejemplo, una entidad 

bancaria, emplee una base de datos relacional para almacenar los datos de las cuentas 

de sus clientes con el fin de garantizar transaccionalidad y coherencia de los datos. 

Esta organización también puede tener la necesidad de usar una base de datos NoSQL 

para almacenar  y procesar la información sobre opiniones u otros hechos relevantes 

para la empresa que se producen en redes tipo Twitter. Las bases de datos o gestores 

de datos NoSQL permiten almacenar información con modelos más flexibles que el 

relacional y además suelen escalar más que las bases de datos relacionales. Estas 

propiedades se obtienen a costa de sacrificar la transaccionalidad en el acceso a los 

datos. 

Desde hace varios años ha habido una explosión de distintos tipos de gestores de 

datos NoSQL (clave-valor, orientado a documentos, grafos…), los cuales no disponen 

de un lenguaje de consulta estándar como las bases de datos relacionales, sino que 

cada gestor tiene su propio lenguaje de consulta. Este hecho, añadido a la gran 

cantidad de datos que se genera cada día, hace que el procesamiento de datos en las 

empresas se cada vez más complejo. 

La persistencia políglota surge como solución a este problema proporcionando un 

motor de consultas capaz de interaccionar con distintos tipos de gestores de datos, 

permitiendo incluso combinar los resultados de consultas entre los distintos tipos de 

gestores de datos, por ejemplo, permitiendo la realización de operaciones tipo join. El 

lenguaje ofrecido por el motor de consultas políglota debería: (i) preservar la 

expresividad nativa del lenguaje de consulta de cada gestor de datos con el fin de 

mantener la expresividad del mismo  (ii) Aprovechar el paralelismo inherente a la 

disponibilidad de varios gestores de datos para realizar el procesamiento en paralelo 



 

 

de las consultas y de esta forma ser capaz de trabajar con grandes cantidades de 

información.  

Los objetivos principales de esta tesis se centran en ambos puntos desarrollando un 

gestor de datos políglota que proporciona el lenguaje de consultas CloudMdsQL para 

expresar consultas nativas combinando con instrucciones SQL. El gestor políglota se ha 

implementado en el motor de consultas distribuido de LeanXcale, una base de datos 

relacional altamente escalable. El gestor políglota paraleliza las consultas teniendo en 

cuenta que cada gestor de datos puede ser, a su vez, un gestor de datos distribuido. 

Además, el gestor políglota implementa técnicas de optimización, como por ejemplo el 

bind join, que puede mejorar el rendimiento de las operaciones de unión (join) 

selectivas. El  rendimiento del motor de consultas poliglota ha sido evaluado emplean 

do  benchmarks industriales (TPC-H) en una variedad de escenarios. 

Otro de los objetivos de esta tesis ha sido el diseño de una arquitectura novedosa que 

permita realizar analíticas  tanto sobre datos históricos como sobre datos obtenidos en  

tiempo real sin tener que esperar a realizar procesos tipo ETL. La arquitectura 

presentada en esta tesis permite procesar consultas federadas en un conjunto de 

datos actual e histórico manteniendo la coherencia de los datos incluso mientras que 

se mueven los datos  al gestor de datos para el procesamiento analítico.  

 

 

  



 

 

Summary 

Modern enterprises today handle a large amount of data coming from various data 

sources such as the company's website, different social networks or the company's 

own information systems. Currently, there is no data management system that is 

capable of storing and processing these different types of data that those sources can 

generate. This means that, for instance, a finance institution uses a relational database 

to store the data of its clients' accounts in order to guarantee transactional semantics 

and consistency of the data. This organization may also have the need to use a NoSQL 

database to store and process information on opinions or other relevant events for the 

company that occur on Twitter-like networks. NoSQL data management systems allow 

this information to be stored with more flexible models than the relational ones and 

also tend to scale more effectively than relational databases. These properties are 

obtained at the cost of sacrificing transactional semantics in order to access to data. 

For several years there has been an explosion of different types of NoSQL data 

management systems (key-value, document-oriented, graphs etc.), which do not have 

a standard query language such as relational databases, but each datastore provides 

its own query language. This fact, added to the large amount of data that is generated 

every day, makes the data processing in modern enterprises increasingly complex.  

Polyglot query processing arises as a solution to this problem by providing a query 

engine capable of interacting with different types of data managers, even allowing the 

combination of the results of queries between the different types of data managers, as 

for instance, allowing the performance of join operations. The language offered by the 

polyglot query engine should: (i) preserve the native expressiveness of the query 

language of each of the data management systems in order to maintain its 

expressiveness, (ii) take advantage of the level of parallelism offered by the underlying 

data management systems in order to perform both parallel data retrieval and query 

processing and thus be able to work with large amounts of information.  

The main objectives of this thesis focus on both points by developing a polyglot data 

manager that provides the CloudMdsQL query language to express native queries 

combined with SQL statements. The polyglot analytical query engine has been 



 

 

implemented by extending LeanXcale's distributed query engine, which is a highly 

scalable relational database. The polyglot analytical query engine parallelizes the 

queries taking into account that each data manager can, in turn, be a distributed data 

manager. In addition, the polyglot analytical query engine implements optimization 

techniques, such as the bind join, which can improve the performance of selective join 

operations. The performance of the polyglot query engine has been evaluated using 

industry benchmarks (TPC-H) in a variety of scenarios.  

Another objective of this thesis has been the design of a novel architecture that allows 

analytics both on historical data and on data obtained in real time without having to 

wait to carry out ETL-type processes. The architecture presented in this thesis allows 

federated queries to be processed on a current and historical dataset, while 

maintaining data consistency, even while the data is being moved to the data 

warehouse responsible for the analytical processing. 

 

  



 

 

Table of Contents 

Chapter 1. Introduction ........................................................................................................... 1 

1.1. Contribution of this Thesis .................................................................................................... 8 

1.2. Structure ................................................................................................................................ 8 

Chapter 2. Motivation and related work ............................................................................... 11 

2.1 Related work ....................................................................................................................... 12 

2.2 CoherentPaaS ...................................................................................................................... 19 

2.3 Motivation of this thesis and problem statement .............................................................. 25 

Chapter 3. Polyglot Query Language CloudMdsQL ............................................................... 31 

3.1 Core Language ..................................................................................................................... 33 

3.2 MFR Extensions ................................................................................................................... 38 

3.3 Compiler for CloudMdsQL ................................................................................................... 39 

Chapter 4. LeanXcale database .............................................................................................. 45 

4.1 Internal architecture ........................................................................................................... 46 

4.2 OLAP Queries ....................................................................................................................... 53 

4.2.1 General Architecture .................................................................................................... 54 

4.2.2 Bind Joins ..................................................................................................................... 57 

4.2.3 MFR Rewrite rules ........................................................................................................ 59 

Chapter 5. Polyglot Query Engine .......................................................................................... 61 

5.1 Overview .............................................................................................................................. 61 

5.2 Architecture integration with LeanXcale ............................................................................ 66 

5.3 Parallel polyglot query processing across data stores ........................................................ 75 

5.3.1 DataLake API ................................................................................................................ 79 

5.3.2 Implementation for MongoDB ..................................................................................... 82 

5.3.3 Implementation for HDFS Files .................................................................................... 86 



 

 

5.3.4 Implementation for Apache Spark ............................................................................... 87 

Chapter 6. Performance Evaluation ....................................................................................... 93 

6.1 General Scalability ............................................................................................................... 95 

6.2 Expressivity and scalability .................................................................................................. 98 

6.3 Bind Joins ........................................................................................................................... 101 

6.4 Comparison against Spark ................................................................................................. 104 

Chapter 7. Real-Time Data Warehouse ............................................................................... 107 

7.1 Motivation ......................................................................................................................... 108 

7.2 Approach ........................................................................................................................... 112 

7.3 The Query Federator ......................................................................................................... 115 

7.4 Ensuring data consistency while concurrently moving data across the datastores ......... 119 

Chapter 8. Conclusions ........................................................................................................ 125 

Chapter 9. Literature............................................................................................................ 129 

 

 

  



 

 

List of Figures 

Figure 1: Application combining data from various sources ...................................................... 3 

Figure 2: Application using a polystore to combine data from various sources ........................ 5 

Figure 3: CoherentPaaS architectural view .............................................................................. 21 

Figure 4: Architectural layer of LeanXcale Database ................................................................ 46 

Figure 5: Transaction Phases .................................................................................................... 49 

Figure 6: LeanXcale Transaction Manager ............................................................................... 51 

Figure 7: DQE Distributed Architecture .................................................................................... 55 

Figure 8: Query processing in parallel mode ............................................................................ 57 

Figure 9: RDBWrapper class diagram ....................................................................................... 67 

Figure 10: Generic architecture extension for parallel accessing external data stores ........... 80 

Figure 11: Parallel join between sharded datasets: LeanXcale table (in KVDS) and 

MongoDB collection (in Mongo Shards) ................................................................................... 85 

Figure 12: Parallel join between LeanXcale and HDFS tables .................................................. 87 

Figure 13: Parallel join between LeanXcale and Spark ............................................................. 89 

Figure 14: Architecture of distributed Spark wrapper ............................................................. 90 

Figure 15: Execution times (in seconds) of Q1 queries on TPC-H data with different 

scales of data (60, 120, and 240 GB) and different levels of parallelism (32, 64, 128, 

256, and 512 workers) .............................................................................................................. 97 

Figure 16: Execution times (in seconds) of Q2 queries on more sophisticated JavaScript 

MongoDB subqueries with scales of data from 60 to 240 GB and levels of parallelism 

from 32 to 512 workers ............................................................................................................ 99 

Figure 17: Execution times (in seconds) of Q2 queries on complex MFR/Scala queries to 

Spark with scales of data from 60 to 240 GB and levels of parallelism from 32 to 512 

workers ................................................................................................................................... 101 

Figure 18: Execution times (in seconds) of Q3 queries joining an expressive JavaScript 

MongoDB subquery on a 600 GB document collection with a 1 TB click logs dataset. ......... 104 

Figure 19: Execution times (in seconds) of Q4 queries joining the result of Q3 queries 

with an MFR/Scala/Spark subquery against 240 GB HDFS file ............................................... 106 

Figure 20: Lambda Architecture ............................................................................................. 110 

Figure 21: Current-Historical Data Splitting Architectural Pattern ........................................ 111 



 

 

Figure 22: Simple full scan ...................................................................................................... 120 

Figure 23: Moving data from LeanXcale to the data warehouse ........................................... 121 

Figure 24: Second read transaction while data has been copied .......................................... 122 

Figure 25: First read operation finishes .................................................................................. 123 

Figure 26: Dropping the data slice .......................................................................................... 124 

 

  



 

 

MOTOR CONSULTAS ANALÍTICAS POLÍGLOTA 

 

Page  1 

Chapter 1. Introduction  

A major trend in data management is the understanding that there is no “one size fits 

all” solution [1]. For this reason, there has been a blooming of different NoSQL data 

management systems, data lakes (e.g. Hadoop Distributed File System – HDFS [41]), and 

big data processing frameworks (e.g. Hadoop MapReduce [42], Apache Spark [43], or 

Apache Flink [44]), specialized for different kinds of data and tasks and able to scale and 

perform orders of magnitude better than traditional relational database management 

systems (DBMS). This has resulted in a rich offering of services that can be used to build 

data-intensive applications that can scale and exhibit high performance. However, this 

has also led to a wide diversification of DBMS interfaces and the loss of a common data 

model and query language, which makes it very hard for a user to efficiently integrate 

and analyse his or her data sitting on different data stores. 

For example, let us consider a banking institution that keeps its operational data in a 

SQL database. The operational data can typical contain the customers of the bank 

institution along with details such as their current location, information related with 

their bank accounts or any other finance products they might have. As this information 

is structural, a relational operational datastore is often chosen to store such 

information. However, the bank institution might also need to store other type of 

information in a document database, because each record typically does not follow a 

common schema, so this makes use of the semi-structured nature of documents. The 

need for such an additional type of a database arises as banking institutions nowadays 

tend to use a variety of external data sources in order to provide customer-centric 

services and cover prominent processes related with the finance sector such as KYC 

(Know Your Costumer) / KYB (Know Your Business). As a result, document databases are 

often used to periodically store semi-structured data from data feeds coming from 

social media or semantically analysed articles coming from traditional media.  This 



 

 

MOTOR CONSULTAS ANALÍTICAS POLÍGLOTA 

 

Page  2 

means that soon the banking institution will eventually have to deal with big volumes of 

data, and as a result, both databases are partitioned into multiple nodes in a cluster. 

Moreover, the banking institution needs to store information about the finance 

transactions of its customers or their interactions with the institution’s web application. 

This data is produced in very high rates and can never be updated. Due to this, storage 

mediums that allows for read and insert-once operations in such rates are preferable. 

This is typically achieved by storing such data to big log files, stored in HDFS. In this 

context, advanced analytical queries needed by machine learning algorithms in order to 

support advanced business intelligence, would need to combine data stored in different 

data tables from various sources. An example of such a query might be the average 

money spending of the people interested in a specific topic per a country’s geographical 

area, in order for the banking institution to provide the required customer-centric 

product recommendations. The information about the average money spending must 

be retrieved from the finance transactions stored in the log files in HDFS, the 

information about the people’s interest must be retrieved from the data coming from 

the social media and stored in the document database, while the information about the 

geographic distribution of the customers must be retrieved from the operational 

database of the banking institution. Correlating data from different sources or data 

tables requires the logic of a join operation. 

The join operation is part of the relational algebra and is used when there is the need to 

combine data stored in various tables, which are considered as the operands of this 

operation. The difference from the union algebraic operation is that the operands of the 

join, which are the involved data tables, have different schema and different columns. 

The result is the combination of the columns of these data tables based on a related 

column that is common in both operands. In the aforementioned example, the common 

column will be the unique identifier of the customers that is present in all sources. The 

record regarding the customer stored in the SQL database has its identifier and 

additional information regarding its location, the finance transaction is stored with the 

identifier of the customer that produced this transaction and the information related 
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with the customer’s activity in the social media also contains this identifier. As the 

implementation of the logic needed for the join operation is complex and requires data 

retrieval from the data tables, it is better for the data management layer to provide 

such functionality, rather than the application layer, in order for the operation to be 

executed efficiently. 

It is evident that modern finance institutions that need the execution of such complex 

analytical queries would require the involvedness of datasets coming from the SQL and 

the document databases and the HDFS file. Figure 1 illustrates this scenario. 

 

 

Figure 1: Application combining data from various sources 

 

This type of applications, when combining such data using a join operation, they would 

face three major challenges. First, in order to execute efficiently, the query needs to be 

processed in parallel, taking advantage of parallel join algorithms. Second, in order to 

do this, the query engine must be able to both retrieve and process in parallel the 
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partitions from the underlying data stores and data processing frameworks (such as 

Spark). When it comes with vast amount of data in the involved databases, a sequential 

implementation of the join operation will be very inefficient. The reason for this is 

twofold: at one hand, the join requires the scan of a data table, and as the bigger the 

table, the longer the data would take to be retrieved. On the other hand, when 

processing the data items coming from the different operands of the join operator in 

order to combine them, a sequential implementation would require a nested loop over 

the two tables, which again its computational complexity is polynomial and it is affected 

by the size of the dataset, which in our example is very big. As a result, it is important to 

maximize the parallelism in all phases of the query processing, from retrieving the data 

in parallel to process the query in parallel.  Finally, a third major challenge is that the 

query needs to be expressive enough, to access SQL data, access a document-store via a 

proprietary API , and access unstructured data what requires typically a chain of 

transformations on the unstructured data from the HDFS log before being able to 

correlate it with the data from the other sources. All these challenges are very difficult 

to be solved in the application level, whose main focus should be the implementation of 

the business logic of the integrated solution and the execution of analytical algorithms. 

Applications should not get involved in activities related with the data management 

layer. 

Polystore solutions were proposed to deal with this kind of problems and add an 

intermediate layer between the application and the underlying datastores. Polystores 

can be considered as a logical database that encapsulates the details of both data 

retrieval from the external data sources and data query processing. Figure 2 illustrates 

this scenario. 
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Figure 2: Application using a polystore to combine data from various sources 

Polystores provide SQL mappings to underlying data objects (document collections, raw 

files, etc.). However, this leads to limitations of important querying capabilities, as the 

underlying schema may be very far from relational and data transformations need to 

take place before being involved in relational operations. Therefore, we address the 

problem of leveraging the underlying data stores native query language in combination 

with parallel data retrieval and enabling to correlate the data across the different data 

sources by means of relational joins. We also address the efficiency of the joins across 

different data sources with efficient solutions when the data on the two sides of the 

join is quite asymmetric in size via the use of bind joins. 
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A number of polystores that have been recently proposed in the literature partially 

address the aforementioned problem. In general, they provide integrated access to 

multiple, heterogeneous data stores through a single query engine. Loosely-coupled 

polystores [2][3][4][5][6][7] typically respect the autonomy of the underlying data 

stores and rely on a mediator/wrapper approach to provide mappings between a 

common data model with a query language and each particular data store’s data model. 

CloudMdsQL [8][9] provides an innovative solution to the polystore problem by 

combining the ease of use of SQL with the power of the native query languages/APIs 

and underneath data models. Basically, it enables to use the underlying query language 

or application programming interface (API) to get all the power to query a particular 

data source, but at the same time it exhibits the resultsets as relational temporary 

tables that enables to join the data just using simple SQL. In this way, the solution is 

very powerful and the integration extremely easy thanks to the correlation by means of 

SQL joins. Additionally, CloudMdSQL also provides a powerful mechanism to deal with 

unstructured data, that typically needs to be transformed before being able to be 

queried it, with its MFR (map/filter/reduce) extensions [10].  

Another main issue with existing polystores is that when they access parallel data 

stores, loosely-coupled polystores typically do centralized access, and thus cannot 

exploit parallelism for performance. Another family of polystore systems 

[11][12][13][14][15] uses a tightly-coupled approach in order to trade data store 

autonomy and query expressivity for performance. In particular, much attention is 

being paid on the integration of unstructured big data (e.g. produced by web 

applications), typically stored in HDFS, with relational data, e.g., in a (parallel) data 

warehouse. Thus, tightly-coupled systems take advantage of massive parallelism by 

bringing in parallel shards from HDFS tables to the SQL database nodes and doing 

parallel joins. But they are limited to accessing only specific data stores, usually with 

SQL mappings of the data stores’ query interfaces. However, according to a recent 

benchmarking [16], using native queries directly at the data store yields a significant 

performance improvement compared to mapping native datasets and functions to 
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relational tables and operators. Therefore, the main objective of this thesis is to provide 

a hybrid system that combines high expressivity (through the use of native queries) with 

massive parallelism and optimizability. 

In this thesis, we present a polyglot parallel query engine that addresses the 

aforementioned challenges of parallel multistore query processing. To preserve the 

expressivity of the underlying data stores’ query/scripting languages, the polyglot 

approach provided by the CloudMdsQL query language is used, which also enables the 

use of bind joins [17] to optimize the execution of selective queries. And to enable the 

parallel query processing, the polyglot approach has been incorporated within the 

LeanXcale [45] query engine, which provides a query engine with intra-query and intra-

operator parallelism that operates over standard SQL. The validation of the concept will 

be presented with various join queries on four diverse data stores. Additionally, the 

support of distributed processing platforms such as Apache Spark is addressed by 

enabling the ad-hoc usage of user defined map/filter/reduce (MFR) operators as 

subqueries, yet allowing for pushing down predicates (e.g. for bind join conditions) and 

parallel retrieval of intermediate results.  

Another contribution of this thesis is that the polyglot query engine has been extended 

with real-time data warehousing capabilities that enables to combine efficiently the 

management of current data (e.g., last year) in an operational database, in this case, 

LeanXcale, with historical data kept in a data warehouse or a data lake. In this way, 

applications can access both current and historical way in a seamless manner as stored 

on a single logical database, while actually is stored on two different databases. The 

advantage of this approach is that it avoids to create complex architectures such as 

lambda architectures that requires a lot of ad hoc duplicated code to deal with both the 

current and the historical data and its combination. 
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1.1. Contribution of this Thesis 

The main contribution of this thesis is the design and implementation of a parallel 

polyglot query engine that can exploit the native query language and/or API and data 

model of the underlying datastores, efficiently by exploiting the level of parallelism that 

they can provide, and apply query processing optimization techniques in order to 

execute polyglot query statements that integrate and join datasets from a diverse set of 

heterogeneous datastores in an efficient manner. This polyglot query engine that will be 

presented in this thesis has been implemented at LeanXcale with the joint supervision 

of the CEO of the company and the director of the distributed systems laboratory of the 

technical university of Madrid (UPM). It has also been used in the following research 

projects: BigDataStack: High-performance data-centric stack for big data applications 

and operations (H2020-779747), CYBELE: Fostering precision agriculture and livestock 

farming through secure access to large-scale HPC-enabled virtual industrial 

experimentation environment empowering scalable big data analytics (H2020-825355), 

INFINITECH: Tailored IoT & BigData sandboxes and testbeds for smart, autonomous and 

personalized services in the European finance and insurance services ecosystem 

(H2020-856632), PolicyCLOUD: Policy management through technologies across the 

complete data lifecycle on cloud environments (H2020-870675), iHELP: Personalised 

health monitoring and decision support based on artificial intelligence and holistic 

health records (H2020-101017441). 

1.2. Structure 

This document has been structured as follows: This section introduces the thesis, 

describing the current landscape, identifying gaps and states how the work that has 

been carried out under the scope of this thesis can contribute to overcome the existing 

technological barriers. Section 2 includes an extensive analysis of the state-of-the-art 
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technologies and related work in the area of polystore management systems, 

categorizing them in loosely-coupled, tightly-coupled and hybrid systems. After 

analysing the benefits and drawbacks or constraints of each of these categories, it gives 

the motivation behind the work of this thesis and what gaps tends to solve. Chapter 2 

also contains a brief description of the CoherentPaaS platform that had been one of the 

first approaches to solve in a holistic way the inherit challenges of polystore 

management systems and were the first steps for the work being performed in this 

thesis.  In CoherentPaaS two important outcomes were produced: the CloudMdsQL 

query language and a novel distributed relational database management system that 

would be later lead to the LeanXcale database. Chapters 3 and 4 provide deep detail on 

both these technologies, as they are the fundamental pillars on top of which this thesis 

was built. Chapter 3 provides the general overview of the CloudMdsQL query language 

that extends the standard SQL in order to provide polyglot support. It describes its basic 

principles, its core language itself along with the extensions added for 

map/filter/reduce functionality over distributed processing frameworks like HDFS, and 

finally it gives details about its compiler. Then, Chapter 4 gives details about the 

LeanXcale database. After providing an overview, it describes its overall architecture. As 

the polyglot query engine that has been developed under the scope of this thesis was 

based and extended the distributed query engine of LeanXcale, this is the most relevant 

part for this document and therefore, Chapter 4 additionally goes deeper and gives 

analytical description of its internal OLAP engine that enables parallel query processing, 

the implementation of the support for bind joins and the rules for re-writing 

map/filter/reduce commands. Having both elements described and having given 

information on the extensions on the core of the OLAP engine, Chapter 5 gives details 

about the implementation of the polyglot query engine itself. As it has been built upon 

the mediator/wrapper architectural design paradigm, firstly details about the general 

design of the generic wrapper is being given. Then, chapter 5 contains information on 

how the wrapper has been extended in order to provide support for parallel execution 

of query, thus allowing for intra-operator parallelism from the polyglot query engine 
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level. Chapter 5 concludes with the concrete implementation of the wrappers for 3 

different datastores: MongoDB [46], HDFS file systems and Spark processing framework. 

After describing the design and implementation of the polyglot query engine developed 

in this thesis, Chapter 6 provides the evaluation of this work by 4 test cases: it evaluates 

the scalability level of the implementation that validates that it can process in parallel 

effectively, it evaluates the parallelism that can be achieved by exploiting the 

expressivity of the polyglot query language, it validates the use of bind joins and it 

compares with the execution of equivalent  query statements against the Spark 

processing framework. The latter had been already identified as the one to be used for 

this comparison. Chapter 7 goes one step beyond and presents the on-going and future 

work: the real-time data warehousing. This is built using the polyglot query engine that 

was presented in chapter 5 and evaluated in chapter 6, and allows for query processing 

over a dataset that has been split between the operational datastore of LeanXcale and a 

data warehouse. Finally, chapter 8 concludes the document. 
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Chapter 2. Motivation and 

related work  

This section provides a state-of-the-art analysis about relevant polystore technologies 

that drove the motivation of the work that has been conducted under the scope of this 

thesis, after identifying the gaps in the current landscape. Firstly, an extensive analysis 

of preliminary solutions that aimed at solving the problem of accessing heterogeneous 

data sources will be given. Such polystores can be generally categorized as either 

loosely-coupled or tightly-coupled. Loosely-coupled polystores rely on a common data 

model provided by the implementation of each specific polystore, thus allowing for a 

common interface a query language for the data users to execute their polyglot queries. 

This comes with the disadvantage that they cannot exploit the unique characteristics of 

each of the external datastore, thus being inefficient for queries that could benefit from 

these features. Tightly-coupled polystores on the other hand, trade the data autonomy 

for performance, by taking advantage of massive parallelism that is provided by the 

external datastores. During the recent years, hybrid approaches have been introduced 

that can preserve both the data source autonomy as in loosely-coupled, and exploit the 

unique characteristics of the involved datastores which can lead to an optimized 

subquery processing, as the tightly-coupled polystores does. However, they still lack 

optimization techniques that can improve further the overall performance of the 

execution of a polyglot query, such as the bind join technique or the support for native 

query processing that this thesis implements. 

After a survey of the related work on the domain of polystores, we will briefly describe 

the work performed in the CoherentPaaS platform [47] that set the first steps of this 

PhD to tackle with the problem of polystores in a holistic manner: from federated 
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transactional persistence over a set of heterogeneous datastores to the polyglot query 

processing. It provides the rationale behind the need for polystores and some details 

about how the problem was treated by this project. Although its polyglot query engine 

did not manage to overcome the common problems that can be observed in most of 

the proposed solutions in the literature, such as the parallel execution of query 

operators, it provided two important technological outcomes that were used as the 

basis for polyglot query engine that was implemented in this thesis: the CloudMdsQL 

query language and the LeanXcale database. The polyglot query engine described in this 

thesis implements CloudMdsQL as query language and extend the LeanXcale’s query 

engine with polyglot capabilities. 

Finally, the motivation behind this thesis is given, along with the problem statement, 

defining the target objectives of the thesis and how it will contribute to the landscape of 

polystores. 

 

2.1  Related work 

The problem of accessing heterogeneous data sources has long been studied in the 

context of multidatabase and data integration systems [19][20]. The traditional solution 

lies in providing a common data model and query language to transparently access data 

sources through a mediator, thus hiding data source heterogeneity and distribution. 

More recently, with the advent of big data processing frameworks, multidatabase 

solutions have evolved towards polystore systems that provide integrated access to a 

number of relational DBMS, NoSQL, NewSQL, and HDFS data stores through a common 

query engine. Polystore systems can be divided between loosely-coupled, tightly-

coupled, and hybrid [21], which we discuss briefly later in this section. Since loosely- 

and tightly-coupled systems address only partially our problem, we will focus in more 

detail on hybrid systems as the state-of-the-art category where our work fits in. We also 
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add a fourth category of the recent parallel workflow management systems, which 

provide polystore support. 

With respect to combining SQL and map/reduce operators, a number of SQL-like query 

languages have been introduced. HiveQL is the query language of the data warehousing 

solution Hive, built on top of Hadoop MapReduce [22]. Hive gives a relational view of 

HDFS stored unstructured data. HiveQL queries are decomposed into relational 

operators, which are then compiled into MapReduce jobs to be executed on Hadoop. In 

addition, HiveQL allows custom scripts, defining MapReduce jobs, to be referred in 

queries and used in combination with relational operators. SCOPE [23] is a declarative 

language from Microsoft designed to specify the processing of large sequential files 

stored in Cosmos, a distributed computing platform. SCOPE provides selection, join and 

aggregation operators and allows the users to implement their own operators and user-

defined functions. SCOPE expressions and predicates are translated into C#. In addition, 

it allows implementing custom extractors, processors and reducers and combining 

operators for manipulating rowsets. SCOPE has been extended to combine SQL and 

MapReduce operators in a single language [24]. These systems are used over a single 

distributed storage system and therefore do not address the problem of integrating a 

number of diverse data stores 

Loosely-coupled polystores are reminiscent of multidatabase systems in that they can 

deal with autonomous data stores, which can then be accessed through the polystore 

common interface as well as separately through their local API. Most loosely-coupled 

systems support only read-only queries. Loosely-coupled polystores follow the 

mediator/wrapper architecture with several data stores (e.g. NoSQL and RDBMS). 

BigIntegrator [5] integrates data from cloud-based NoSQL big data stores, such as 

Google’s Bigtable, and relational databases. The system relies on mapping a limited set 

of relational operators to native queries expressed in GQL (Google Bigtable query 

language). With GQL, the task is achievable because it represents a subset of SQL. 

However, it only works for Bigtable-like systems and cannot integrate data from HDFS. 

QoX [7] integrates data from RDBMS and HDFS data stores through an XML common 
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data model. It produces SQL statements for relational data stores, and Pig/Hive code for 

interfacing Hadoop to access HDFS data. The QoX optimizer uses a dataflow approach 

for optimizing queries over data stores, with a black box approach for cost modelling. 

SQL++ [6] mediates SQL and NoSQL data sources through a semi-structured common 

data model. The data model supports relational operators and to handle efficiently 

nested data, it also provides a flatten operator. The common query engine translates 

subqueries to native queries to be executed against data stores with or without schema. 

All these approaches mediate heterogeneous data stores through a single common data 

model. The polystore BigDAWG [3][4] goes one step further by defining “islands of 

information”, where each island corresponds to a specific data model and its language 

and provides transparent access to a subset of the underlying data stores through the 

island’s data model. The system enables cross-island queries (across different data 

models) by moving intermediate datasets between islands in an optimized way. In 

addition to typical loosely-coupled systems, some polystore solutions [2][25][26] 

consider the problem of optimal data placement and/or selection of data source, mostly 

driven by application requirements. Estocada [2] is a self-tuning polystore platform for 

providing access to datasets in native format while automatically placing fragments of 

the datasets across heterogeneous stores. For query optimization, Estocada combines 

both cost-based and rule-based approaches. Estocada has been recently extended with 

a novel approach for efficient cross-model query processing, using queries as 

materialized views and performing view-based query rewriting [27]. 

Tightly-coupled polystores have been introduced with the goal of integrating Hadoop or 

Spark for big data analysis with traditional (parallel) RDBMSs. Tightly-coupled polystores 

trade autonomy for performance, typically operating in a shared-nothing cluster, taking 

advantage of massive parallelism. Odyssey [13] enables storing and querying data 

within HDFS and RDBMS, using opportunistic materialized views. MISO [14] is a method 

for tuning the physical design of a multistore system (Hive/HDFS and RDBMS), i.e., 

deciding in which data store the data should reside in order to improve the 

performance of big data query processing. The intermediate results of query execution 
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are treated as opportunistic materialized views, which can then be placed in the 

underlying stores to optimize the evaluation of subsequent queries. JEN [15] allows 

joining data from two data stores, HDFS and RDBMS, with parallel join algorithms, in 

particular, an efficient zigzag join algorithm, and techniques to minimize data 

movement. As the data size grows, executing the join on the HDFS side appears to be 

more efficient. Polybase [12] is a feature of Microsoft SQL Server Parallel Data 

Warehouse to access HDFS data using SQL. It allows HDFS data to be referenced 

through external PDW tables and joined with native PDW tables using SQL queries. 

HadoopDB [11] provides Hadoop MapReduce/ HDFS access to multiple single-node 

relational DBMS servers (e.g., PostgreSQL [48] or MySQL [49]) deployed across a cluster, 

as in a shared-nothing parallel DBMS. It interfaces MapReduce with RDBMS through 

database connectors that execute SQL queries to return key-value pairs. 

Hybrid polystore systems support data source autonomy as in loosely-coupled systems, 

and preserve parallelism by exploiting the local data source interface as in tightly-

coupled systems. They usually serve as parallel query engines with parallel connectors 

to external sources. As our work fits in this category, we will briefly discuss some of the 

existing solutions, focusing on their capabilities to integrate with MongoDB as a 

representative example of a non-relational data store. 

Spark SQL [28] is a parallel SQL engine built on top of Apache Spark and designed to 

provide tight integration between relational and procedural processing through a 

declarative API that integrates relational operators with procedural Spark code, taking 

advantage of massive parallelism. Spark SQL provides a DataFrame API that can map to 

relations arbitrary object collections and thus enables relational operations across 

Spark’s RDDs and external data sources. Spark SQL can access a MongoDB cluster 

through its MongoDB connector that maps a sharded document collection to a 

DataFrame, partitioned as per the collection’s sharding setup. Schema can be either 

inferred by document samples, or explicitly declared. 
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Presto [29]  is a distributed SQL query engine, running on a shared-nothing cluster of 

machines, and designed to process interactive analytic queries against data sources of 

any size. Presto follows the classical distributed DBMS architecture, which, similarly to 

LeanXcale, consists of a coordinator, multiple workers and connectors (storage plugins 

that interface external data stores and provide metadata to the coordinator and data to 

workers). To access a MongoDB cluster, Presto uses a connector that allows the parallel 

retrieval of sharded collections, which is typically configured with a list of MongoDB 

servers. Document collections are exposed as tables to Presto, keeping schema 

mappings in a special MongoDB collection. 

Apache Drill [30] is a distributed query engine for large-scale datasets, designed to scale 

to thousands of nodes and query at low latency petabytes of data from various data 

sources through storage plugins. The architecture runs a so called “drillbit” service at 

each node. The drillbit that receives the query from a client or application becomes the 

foreman for the query and compiles the query into an optimized execution plan, further 

parallelized in a way that maximizes data locality. The MongoDB storage allows running 

Drill and MongoDB together in distributed mode, by assigning shards to different 

drillbits to exploit parallelism. Since MongoDB collections are used directly in the FROM 

clause as tables, the storage plugin translates relational operators to native MongoDB 

queries. 

Myria [31] is another recent polystore, built on a shared-nothing parallel architecture, 

that efficiently federates data across diverse data models and query languages. Its 

extended relational model and the imperative-declarative hybrid language MyriaL span 

well all the underlying data models, where rewrite rules apply to transform expressions 

into specific API calls, queries, etc. for each of the data stores. Non-relational systems, 

such as MongoDB, are supported by defining relational semantics for their operations 

and adding rules to translate them properly into the relational algebra, used by Myria’s 

relational algebra compiler RACO. 
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Impala [32] is an open-source distributed SQL engine operating over Hadoop data 

processing environment. As opposed to typical batch processing frameworks for 

Hadoop, Impala provides low latency and high concurrency for analytical queries. 

Impala can access MongoDB collections through a MongoDB connector for Hadoop, 

designed to provide the ability to read MongoDB data into Hadoop MapReduce jobs.  

Parallel workflow management systems are a recent category of solutions for big data 

processing that aims to decouple applications from underlying data processing 

platforms. They typically facilitate applications by choosing the best platform to execute 

a particular workflow or task from a set of available platforms (e.g., Hadoop, Spark, 

Giraph, etc.). Musketeer [33] achieves this through a model that breaks the execution of 

a data processing workflow in three layers: first, the workflow is specified using a front-

end framework of user’s choice, e.g. SQL-like query or vertex-centric graphic 

abstraction; then, the specification is transformed into an internal representation in the 

form of a data-flow DAG; and finally, code is generated to execute the workflow against 

the target platform. This saves the tedious work of manually porting workflows across 

platforms in case some platform is found to be better suited for a particular workflow. 

More recently, RHEEM [34] enhanced the concept by allowing a particular subtask of 

the workflow to be assigned to a specific platform, in order to minimize the overall cost. 

It also introduces a novel cost-based cross-platform optimizer [35] that finds the most 

efficient platform for a task and an executor that orchestrates tasks over different 

platforms with intermediate data movement. Thus, RHEEM can integrate data from 

different data stores (hence act as a polystore) by assigning different operators from 

the query plan to different engines, e.g., perform selections on base tables and 

associated joins at the RDBMS to exploit indexes, then ship intermediate data and 

perform other joins at Spark to exploit parallelism. Teradata IntelliSphere [36] addresses 

the problem of accessing multiple data stores (called “remote systems”) that may be 

heterogeneous, but must have an SQL-like interface. Each remote system, however, can 

be a polystore by itself. Teradata is responsible for building an SQL query plan and 

deciding where each SQL operator (e.g., join or aggregation) will execute on one of the 
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IntelliSphere’s systems (either Teradata or a remote system). An important problem the 

system focuses on is the cost estimation of SQL operators over remote systems. 

Machine learning techniques are leveraged to train neural networks to approximate the 

execution time of an operator based on characteristics of its input relation(s). 

Comparative analysis: In order to summarize the functionality of polystore systems that 

enable parallel processing across diverse DBMS clusters, loosely-coupled systems are 

firstly excluded, as they do not provide parallel data integration. Workflow managers 

dispatch the execution of a query/workflow plan to underlying data processing 

platforms, hence can access MongoDB through the platforms, e.g., Spark using the 

Spark MongoDB connector. Tightly-coupled systems can perform parallel joins, but 

since they are focused only on the tight integration between RDBMS and Hadoop 

stores, cannot be extended to support NoSQL stores. Hybrid systems on the other hand 

usually access document data stores through extended relational mappings, with the 

added support of flattening operators (UNNEST) to express queries over nested 

documents. With respect to semi joins across data stores, only a few of the systems are 

capable. JEN and LeanXcale are applying semi-joins as an optimization technique—JEN 

with its efficient zigzag join that exchanges bloom filters between the HDFS and 

relational DBMS datasets and LeanXcale through bind joins. With other systems, semi-

joins may be supported, but must be explicitly programmed which reduces their high 

adaptability on various types of datastores, and usually are limited to the relational 

ecosystem.  

 

Concluding remarks: Although these systems enable parallel integration with data 

clusters (like MongoDB), none of them supports the combination of massive parallelism 

with native queries and the optimization of bind joins, which is addressed in this PhD. In 

particular, the parallel query processing with bind joins through SQL queries is not 

supported by any of the hybrid systems. For example, with Spark SQL it is possible to do 

a bind join, but this must be defined programmatically by a developer. This, however, 
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limits the use cases, since a data analyst cannot easily take advantage of this feature 

through an SQL query. With the solution described in this thesis, once the named tables 

(the relational view of the resultsets of the subqueries to data stores) are defined by the 

system developer or administrator, they can be easily used and involved in joins 

(including bind joins) through the SQL interface. Moreover, enabling native queries and 

scripts allows the full exploitation of the power of the underlying data stores, as 

opposed to using static mappings to a common data model. 

 

2.2  CoherentPaaS 

The CoherentPaaS platform was one of the first initiatives to address the problem of 

query processing over federated and heterogeneous datastores, being the one of the 

first polystores. The project started in 2013 and was funded by the European 

Commission under the FP7 framework. At that time, there had been already noticed a 

blooming of new types of data stores that were addressing the newly emerged 

challenges in data management of all structured, semi-structured and unstructured 

data over the last years. For instance, in the semi-structured segment, many different 

kinds of NoSQL data stores had started to be emerged proposing new data models and 

associated query languages and/or APIs appropriate for them, such as document-

oriented data stores, key-value data stores and graph databases. On the other hand, 

regarding the structured data world, new technologies were emerged such as NewSQL, 

columnar data warehouses or in-memory databases. This adoption of new data stores 

store led to a proliferation of data stores at organizations raising interesting challenges. 

Modern enterprises started to use a variety of different datastores to solve different 

types of problems, while having multiple datastores in integrated solutions that require 

the use of polyglot capabilities, which in fact creates two problems that the 

CoherentPaaS platform tried to solve. The first is related with ensuring holistic database 
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transactions across the different datastores, which happens when a business action 

requires the updating data that might resign in multiple datastores. As there is no 

holistic management of transactions that involve write operations on multiple 

datastores, there is a loss in consistency when conflicting accesses happen or failure 

occurs at one or more datastores. The second problem that CoherentPaaS tried to solve 

and is relevant with the work that has been conducted under the scope of this thesis is 

that exploiting the data in a polyglot environment is an extremely hard task, which can 

be considered unreachable to be solved for most organizations in the application level. 

The reason is that different data stores provide different and heterogeneous query 

languages or APIs. This forces to program a query engine at the application level that is 

obviously not feasible for most organizations or to move all the data to a data 

warehouse forcing to put a relational schema to data that is schema-less such as the 

one stored on NoSQL data stores. It turns out that the motivation to introduce data 

stores is precisely to prevent to put under a relational schema data not suited for such 

model and requiring the flexibility of other data models such as documents, key-value 

or graphs 

The CoherentPaaS platform aimed to solve those problems. On one hand, it tried to 

solve the pains related to updates across different data sores by providing a holistic 

transactional manager that enriches NoSQL and other transaction-less data stores with 

transactional semantics without affecting their scalability and to execute holistic or 

global transactions across any subset of data stores integrated into the CoherentPaaS 

platform. On the other hand that is mostly relevant for the scope of this thesis, it tried 

to solve the problem related to queries in polyglot persistence environments by 

enabling the combination of SQL with the native query languages and naive APIs to 

make queries across data stores with arbitrary data models and their query processing 

framework. 

Figure 3 presents the architecture of CoherentPaaS. The data stores integrated in 

CoherentPaaS framework are shown in the centre of the figure; other major innovative 
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components such as the transaction management, the performance monitor and the 

cloud deployment are also shown, as well as use cases built on top of CoherentPaaS. 

 

 

Figure 3: CoherentPaaS architectural view 

 

CoherentPaaS aimed to provide holistic transactional semantics and polyglot query 

processing over a variety of diverse and heterogeneous datastores. Regarding the 

NoSQL ecosystem, it included document-oriented data stores, key-value data stores and 

graph databases. Document data stores enable to store rows with a very high degree of 

diversity and in a semi-structured format such as JSON or XML documents. MongoDB is 

one of such document-oriented data stores that was integrated in the platform. Key-

value data stores are schema-less and enable to associate arbitrary values, i.e. arbitrary 

sets of columns, to a key to store them in a row. Examples of key-value data stores are 
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HBase [50] and Eutropia developed in the context of CoherentPaaS. Graph databases 

propose a graph data model and associated query language or API that enables to 

traverse a graph to solve some particular problem. In this way, queries that would 

require in a relational database an extremely large number of exchanges between the 

application and the database are solved locally within the graph database resulting in 

efficiency orders of magnitude better than relational databases. Sparksee graph 

database [51] was used in CoherentPaaS.  

On the structured data world, new technologies started to get emerged at that era such 

as NewSQL, columnar data warehouses or in-memory databases. NewSQL is the term to 

name new approaches to relational databases with SQL as query language solving 

traditional issues in the traditional SQL databases. A novel database management 

system, which was being implemented at that time, was used as an example of the 

NewSQL group of databases. Columnar data warehouses store data in columns as 

opposed to traditional databases that stored data in rows. By using columnar storage it 

becomes possible to only move the data stored in the relevant columns resulting in 

orders of magnitude more efficient handling of analytical queries. An example of 

columnar data warehouse that was integrated in CoherentPaaS was MonetDB [52]. 

Finally, in-memory databases have emerged to be able to solve some data management 

problems with much lower latencies by avoiding the latencies introduced by persistent 

memory devices such as hard disks. An example of such an in-memory database used in 

the platform was ActivePivot [53], a MOLAP in-memory data warehouse with active 

database capabilities. Finally, the CoherentPaaS provided also support for Complex 

Event Processing (CEP), as another data management paradigm that was emerged in 

that decade. 

The most important technological achievements of CoherentPaaS was firstly the newly 

defined common query language, the CloudMdsQL, which is a SQL-based scripting 

language that allows the definition of subquery statements targeting different types of 

datastores and their interpretation and used under a holistic query. The subquery 

statements can be written either in standard SQL, where the translation to the 
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underlying data model was the responsibility of the corresponding implementation of a 

wrapper of the common query engine of the platform, while CloudMdsQL also allowed 

native query statements that could exploit the unique characteristics of each of the 

underlying datastore. Secondly, under the process of CoherentPaaS, a novel relational 

datastore was developed that allows for hybrid transactional and analytical processing. 

This novel datastore was able to scale out horizontally its transactional engine that 

enforces ACID properties (atomicity/consistency/isolation/durability), while it provided 

a distributed query engine that could offer intra-query and intra-operation parallelism, 

thus allowing for parallel execution of the query operations. This novel database was 

the embryo of LeanXcale database. Both of these important outcomes of CoherentPaaS, 

the CloudMdsQL query language and the LeanXcale database are the fundamental parts 

that the work conducted in this thesis has been relied on. 

From what concerns the objectives of this thesis, the CoherentPaaS seemed a promising 

initiative. As it can be depicted in Figure 3, a central component was its common query 

engine that allows for polyglot query processing over a diverse variety of 

heterogeneous datastores. This common query engine was based on the open source 

Apache Derby database. It accepts CloudMdsQL queries and transforms the 

corresponding execution plan into Derby [54] SQL operations. We developed the query 

planner and the query execution controller and linked them to the Derby core. Derby 

allows extending the set of SQL operations by means of table functions. This type of 

statements creates an alias, with an optional set of parameters, to invoke a specific Java 

component as part of an execution plan. Thus, for each named table expression in a 

query, a table function can be created dynamically, which invokes the corresponding 

wrapper as a Java class. Thus, Derby handles global execution, delegating local 

optimization and execution to the underlying data stores. As a second step, the query 

engine evaluates which named expressions are queried more than once and must be 

cached into the temporary table storage, which will be always queried and updated 

from the specified Java functions to reduce the query execution time. Finally, the last 

step consists of translating all operation nodes that appear in the execution plan into a 
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Derby specific SQL execution plan. However, the common query engine had two 

inherent technology obstacles that did not allow for an effective execution of a polyglot 

query processing. Firstly, it did not provide intra-operation parallelism for the table 

functions that were created dynamically to allow for the data retrieval from the 

external datastores. This means that even if the target datastore, for instance 

MongoDB, could be deployed in a distributed manner and data retrieval was possible to 

be done in parallel, its corresponding wrapper invoked by the relevant table function 

allowed only for a sequential execution of the subquery statement. As a result, the 

common query engine of CoherentPaaS was designed as a loosely-coupled polystore, 

and as it was mentioned in the previous subsection, this comes with the drawback of 

not being able to exploit the parallelism that might be provided by the underlying 

datastores. A second technology obstacle of the common query engine was also related 

to its lack for intra-operator parallelism. Complex and expensive query operators like 

join tables could not be executed in parallel fashion. This made the overall execution of 

a polyglot query quite inefficient, especially when it involved big data datasets stored in 

a variety of different datastores like a distributed document-based datastore and a 

HDFS data lake. For both reasons, it was decided to design and implement a novel 

polyglot query engine under the scope of this thesis, which can exploit both parallel 

data retrieval from the underlying datastores and parallel execution of the query 

operations. Due to this, the work was based on the parallel OLAP engine of the 

LeanXcale that was available at the time when this thesis started. 
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2.3  Motivation of this thesis and problem 

statement 

Existing parallel polystore query engines [28][29][30][31][32] address the problem of 

accessing in parallel partitions from tables, document collections, or arbitrary 

distributed datasets, exploiting the parallel capabilities of a diverse set of underlying 

distributed data stores and performing parallel joins on top. These proposed solutions 

however, although they offer a parallel integration with underling datastores or data 

clusters, thus enabling massive query parallelism for data retrieval, they lack of the 

combination of such massive parallelism with native queries that can boost the 

acceleration of the query processing even more and improve the overall performance. 

This is due to the lack of a query language with high expressivity along with the support 

for execution of such native queries. Moreover, they lack of optimization techniques 

when they need to join data coming from different external datastores. 

This lack of high expressivity of the query language of the existing parallel polystores 

along with their lack of optimization techniques mainly motivated the work that has 

been conducted under the scope of this thesis. Firstly, existing polystores either provide 

their own programming model, thus making it impossible to fully exploit the unique 

characteristics of the underlying datastore, or when they do support native statements, 

their model lacks of the level of expressivity that could be exploited by optimization 

techniques, especially when combining data from different stores. This combination 

requires the execution of a join operation, which needs for the data stored into the two 

involved datastores to be transmitted to the polystore, so that the latter can execute 

the algorithm of the join operation. This data transmission is very expensive, and this 

thesis introduces the use of the bind join which can accelerate the overall execution, as 

it minimizes the amount of data that need to be transmitted among the underlying 

datastores and the polystore. However, the implementation of the bind join requires 
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from the query language of the polystore to be expressive enough and allow 

parameters to be passed from one datastore to the other. This thesis will rely on a 

query programming language with high expressivity in order to implement the 

optimization techniques that allows for the execution of complex operations for 

combining datasets from different underlying datastores. 

As it has been already mentioned, the work that has been conducted in this thesis was 

based on two important background technologies: the CloudMdsQL query language and 

the LeanXcale database. The CloudMdsQL query language is SQL-based with rich 

capabilities for using embedding subqueries that can be defined in native query scripts. 

This allows for high level of expressivity that can be used to exploit the unique 

characteristics of each external datastore and improve the performance of query 

processing, as the latter can be executed more efficiently. The LeanXcale database is a 

distributed relational operational datastore, that can scale out horizontally and provides 

intra-query and intra-operator parallelism via its parallel engine for OLAP (online 

analytical processing). Therefore, complex SQL operations like joining tables residing in 

different datastores can be executed in parallel via the LeanXcale’s query engine, while 

other operators can be further pushed down to the external datastores and be 

executed also in a parallel fashion. Those two technologies, the CloudMdsQL query 

language and the LeanXcale database, provided the fundamental pillars for the work 

that has been carried out under this thesis.  

As the main objective of this thesis is to implement a polyglot query engine that can 

overcome the limitations of all the aforementioned existing parallel polystore engines, 

we relied on the CloudMdsQL query language  to be able to define the 

corresponding queries in such a way they can exploit the unique characteristics of each 

of the particular database management systems we are interested in this work: the 

relational database of LeanXcale, document-based datasets stored in datastores such as 

MongoDB and data stored in a distributed HDFS file system. Then, the polyglot query 

engine was designed, implemented and further incorporated into LeanXcale. At a 

second phase, the polyglot engine was extended to enable the distributed execution of 
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the operators targeting the external datastores. That way, it can exploit the intra-

operator parallelism provided by LeanXcale that allows the parallel execution of 

operators related with the data retrieval from external distributed datastores. This is 

typically done by making a number of query engine workers connect independently to 

data store shards. As an example, a primary work that has been conducted in this thesis 

was to firstly address the scenario of joining a sharded document collection residing in a 

MongoDB cluster, with a partitioned table from a distributed relational database or a 

distributed HDFS dataset. This has been elaborated in [18]. This setup works well only 

when the underlying datasets can be logically mapped to relations, so that joins can 

efficiently take place exploiting the parallelism provided by the query engine itself. Even 

if the MongoDB data has to undergo transformations, expressed through user-defined 

JavaScript functions, this can still be handled in parallel by making each worker initiate 

the execution of the custom JavaScript code against the MongoDB shard assigned to it 

and collect its partition of the intermediate data. In other cases, complex 

transformations may need to be applied to a distributed dataset (e.g., through specific 

map-reduce blocks that have no analogue in relational algebra terms), before the data 

can be processed by means of relational operators. This problem was initially addressed 

in [10] by allowing distributed data processing frameworks (in particular Apache Spark) 

to be accessed as data stores and queried through the semi-declarative MFR notation. 

To achieve this, the query engine needs to create a session at the Spark driver, then to 

translate the MFR subquery to code (in Scala or Python for Spark), to delegate this code 

to Spark for execution, and finally to collect the intermediate data through the same 

Spark driver session. 

Even if the result of these works goes towards the direction of the objectives of this 

thesis, there were still more required improvements, as the collection of this 

intermediate result set is still centralized, since the Spark driver simply merges the data 

from all the partitions of the final RDD into a single non-partitioned result set. Thus, 

even a distributed query engine such the one of the LeanXcale datastore cannot exploit 

parallelism in retrieving a Spark RDD, since only one worker will collect the entire RDD 
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through the Spark driver. This limitation has been overcome in [55], which extends what 

had been initially proposed in [18]. 

This limitation comes from the fact that the query engine, like in most, if not all, parallel 

polystores, is designed so that each of the involved parallel workers initiates connection 

to a node of the underlying data management system and pulls its partition of a 

dataset. However, in the case of Spark, there is no way to directly access the data of an 

RDD partition. Therefore, the query engine would be forced to use a single worker to 

retrieve the entire RDD through the Spark driver, serially. This problem was addressed 

by introducing an architecture, where each RDD partition (more precisely, the Spark 

worker that processes the partition) is instructed through generated code to find and 

connect to a query engine worker and to push the partition data. Doing this in parallel 

and uniformly across Spark and query engine workers is the major challenge of the 

second part of the work conducted in this thesis. 

We can now summarize the objectives of our work as the following requirements to our 

polyglot distributed query engine (DQE): 

 Parallel data processing: DQE parallelizes the execution of every relational operator. 

This is a fundamental requirement which lead to make use of the DQE of LeanXcale 

database, as the background technology which provides intra-operation parallelism 

 Parallel retrieval from data stores: DQE workers access independently data store 

shards to retrieve partitioned data in parallel. This concerns the implementation of the 

specific operators that is part of the work carried in this thesis to enable the 

parallelization of the data retrieval from the underlying datastores. 

 Autonomy of data stores: DQE does not rely on full control over the data stores; they 

can be used independently by other applications. 

 Highly expressive queries: adopt the polyglot approach of the CloudMdsQL query 

language to allow data store native queries or scripts to be expressed as inline 

subqueries. 
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 Optimizability: incorporate optimization techniques, such as bind join and MFR rewrite 

rules to boost the performance of selective queries. 

 Extensibility: allow for other parallel data stores to be added by implementing 

adapters through a flexible programming interface (DataLake API). 

 Parallel data push model: data store shards can connect to DQE workers 

independently to push partitioned data in parallel. This allows for distributed data 

processing frameworks, such as Spark, to be supported by the DQE. 

As it has been already mentioned, while some of these requirements have already been 

addressed by other systems in the literature, this thesis emphasizes on the combination 

of all of them. 

To choose competitor systems to experimentally compare with the polyglot query 

engine developed in this thesis, the criteria determined by the evaluation queries were 

followed, i.e., parallel joins between a sharded document collection and the partitioned 

result of a workflow query to a distributed data processing platform. In particular, the 

objective was to stress on the full parallelism to access the underlying datasets, in 

particular a MongoDB collection and a Spark RDD, in the context of expressive 

subqueries. Considering the comparative analysis of the previous subsection, tightly-

coupled systems were excluded since they do not support document stores. Among 

hybrid systems, although Presto and Drill support well parallel query processing across 

SQL and NoSQL stores, the only one that provides parallel support of distributed data 

platforms is Spark SQL, as it uses Spark natively. As for workflow managers, although 

they can orchestrate efficiently relational operators across platforms, they do not 

provide query execution themselves; for example, a parallel join between MongoDB 

and Spark would be dispatched for execution at Spark by both Musketeer and RHEEM, 

so we would consider this comparison as equivalent to comparing with Spark. 

Therefore, the target polystore framework to be used for comparison was Spark SQL as 

the only relevant system to evaluate the contributions of this thesis against.  
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Chapter 3. Polyglot Query 

Language CloudMdsQL 

The polyglot query language CloudMdsQL [9] is the first of the two important 

technological outcomes of the CoherentPaaS platform that has been used in this thesis. 

This chapter gives an overview of the CloudMdsQL query language, detailing about its 

core language, how the latter has been extended in order to include map/filter/reduce 

support and provides information about its compiler. 

CloudMdsQL is an SQL-based language with a key requirement to enable the query 

processing among different and heterogeneous databases that can contain structural, 

semi-structural or completely non-structural data. The language defines a common data 

model and queries can contain a list of nested sub-queries, each one of those targeting 

a specific database. CloudMdsQL is based on the mediator/wrapper architectural 

paradigm that consists of a global mediated schema and a list of wrappers. The 

wrappers provide database specific implementation as they are responsible to 

transform the source data and schema to the common one defined by the language. 

This hides the complexity from the mediator point of view, as it provides transparent 

access to the external datastores. Upon the execution of a query statement, the 

mediator integrates the intermediate results of each wrapper that have been already 

translated to the common model. 

The common data model of the CloudMdsQL is the relational data model, as the latter 

provides a set of characteristics that are of great value to the polyglot query language. 

First, as relational data model provides natively support for all relational SQL databases. 

Secondly, the data representation is intuitive enough and the majority of application 

developers and data analysts are already familiar with it. Thirdly, it provides a set of 
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operators taken from the relational algebra, such as joins and unions, which are 

important for a polyglot query language, as they allow the integration of the 

intermediate results coming from the target datastores. CloudMdsQL is schema-less in 

order to be adaptive to a variety of datastores that provide from structural to even non-

structural data. It also supports all popular relational operators, such as projections, 

selections, joins, unions, aggregations etc. Moreover, it supports extensibility as it 

provides the ability to not only rely on those traditional operations of the relational 

algebra, but additionally allows for embedding native statements to a specific 

datastore, thus giving the ability to exploit the unique characteristics of each database 

that might not be feasible via standard SQL. 

A central notion in CloudMdsQL is the named table or table expression, which enables 

to see as a relational table the resultset of the execution of a subquery that is part of 

the overall polyglot query. It can be seen as a virtual table that can further participate as 

the input to other relational algebraic operations for further processing of the 

intermediate results (i.e., via the application of a projection) or for integrating these 

results with the results of the execution of other subqueries that targets other 

datastores (i.e., via the application of a join or union operation). The named tables can 

be considered either as SQL table expressions, where the definition of the result of the 

contained data is given via standard SQL statements, native table expressions, where 

the definition of the result of the contained data is given via native query language of 

the corresponding datastore, or using map/filter/reduce (MFR) operators as subqueries 

to request data processing in an underlying big data processing framework. Named 

tables are defined giving a specific name and the signature of the table, so that it can be 

later processed in the overall query execution. Having the signature and the name 

defined, its use can be considered as the result of a selection (i.e., via the FROM clause 

in SQL) of a relational data table. Taking into account that an SQL query can be 

considered as a tree of relational algebraic operations, and that CloudMdsQL is an SQL-

based query language, the named tables resembles the select operations in the tree, 
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targeting a specific datastore, whose results will be retrieved by the execution the 

corresponding query that defined the table. 

An additional important requirement for the CloudMdsQL query language is the ability 

to support nested queries from heterogeneous data sources. This is very important for 

the polyglot query engine that has been developed under the scope of this thesis, as it 

can allow for optimization techniques when having to combine data coming from 

different sources. Nested queries can benefit from the usage of the bind-join operator, 

which uses the data retrieved from one data source as an input to a query to another 

data source. 

 

3.1  Core Language 

The CloudMdsQL language [9] is an SQL-based language with the extended capabilities 

for embedding subqueries expressed in terms of each data store’s native query 

interface. The common data model respectively is relational or table-based, with 

support of rich datatypes that can capture a wide range of the underlying data stores’ 

datatypes, such as arrays and JSON objects, in order to handle non-flat and nested data, 

with basic operators over such composite datatypes. The reason for such an approach is 

that it provides a simple and intuitive data representation, while it also allows the ease 

of integration of different intermediate datasets that can be considered as the result of 

subqueries, via the use of binary relational algebraic operations such as joins and 

unions. Moreover, SQL, as the popular relational scripting language is widely used and 

adopted so data analysts and application developer can be easily familiarized with the 

CloudMdsQL. Moreover, the data model of the latter is schema-less. The reason for this 

is twofold: first, its objective is to provide support to a variety of diverse and 

heterogeneous datastores, including those coming from the NoSQL world that can 

contain semi-structured or totally non-structured data that cannot be transformed into 



 

 

MOTOR CONSULTAS ANALÍTICAS POLÍGLOTA 

 

Page  34 

a common data model. Moreover, having a global schema that each subquery should be 

mapped to, it would impose the known constraints of the loose-coupled polystore 

engines that have been presented in section Chapter 2, thus it would not allow the 

exploitation of the unique characteristics of each individual datastore, such as the 

parallelization of the query execution. 

As CloudMdsQL common data model is the relational one, it allows the application of all 

commonly used relational algebraic operations over the tables. These can be 

projections, selections, different types of join operations such as inner joins, outer joins, 

full outer joins, semi joins and bind joins, aggregations with or without group by clauses, 

sorting, and set operations such us unions, intersections and set differences. Moreover 

it supports a minimal set of data types that can capture the majority of the types that 

are supported by the most of the datastores. The supported data types are scalar data 

types, such as integers, floats, strings, binaries and timestamps, composite data types 

via the use of arrays or dictionaries and null values. Moreover, it allows for standard 

operations over these data types such as arithmetic operations for the numeric data 

types, concatenations and substring for string data types, as well as operations for 

addressing elements of composite types (e.g. array [index] and dictionary [‘key’]).  

CloudMdsQL is an SQL scripting query language with extended capabilities that allows 

the data user to define table expressions or use embedded programming language, thus 

being able to exploit the unique capabilities of the individual datastores. By 

generalizing, every expression in CloudMdsQL is a table expression that returns a table 

or relation, according to the data model.  As a result, a query that joins two tables 

retrieved from two different datastores should make use of two table expressions to 

define the table or relation that represents the data coming from those two tables. The 

table expressions can be either SQL table expressions that contain standard SQL 

statements, they can have embedded blocks of programming language statements that 

produce relations or they can be using the datastore native query language. In this 

example where there is the need to join data coming from two different datastores, two 

table expressions will be defined and each one of those will also have a name and a 
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signature in order to be further used by the join operator. As a result, they can be 

considered as virtual or temporary tables, which mean tables that exist only at query 

level and represent nested queries. By having a signature that defines the names and 

data types of the columns that will be contained in the returned relation, each 

CloudMdsQL query can be executed in the context of an ad-hoc schema, formed by all 

named table expressions within the query and it allows the query compiler to perform 

semantic analysis of the polyglot query.  

As CloudMdsQL is an extended SQL scripting query language for read operations, it will 

have a query with a SELECT clause and a FROM clause. The named table expressions for 

retrieving data from the individual datastores are precedent to the SELECT clause, and 

are instantiated in the FROM clause. They can be written in either of the following form, 

depending if they will make use of standard SQL or the native query language of the 

target datastore: 

<table-name>(<attrname> <attrtype>, …)[@<data-store>] = ( <table-expr> ) 

<table-name>(<attrname> <attrtype>, …)@<data-store> = {* <table-expr> *} 

 

Firstly, in both cases the table-name must be defined, which will be the name of the 

given named table that will be the result of the execution of the SQL or native 

expression. After the name of the table has been defined, the definition of its signature 

follows. This contains a comma separated list with the name of the column or attribute 

and its data type. Then, the name of the target data store should follow. There, it is 

irrelevant from the query compiler what will be the name there, however this is 

important for the query executor as it will need to instantiate the corresponding 

wrapper that will take the responsibility to execute the nested query and return the 

table defined in the named expression. As a result, the data user should be informed 

what could be the allowed names of the datastores that she or he must use. Finally, the 

named table expression follows that can be either a standard SQL statement or a 

statement expressed in the datastore native language. If we make use of the brackets 

followed by a star, then an expression in the datastore native language will follow, 
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otherwise, the data user must put a standard SQL statement. In the latter case, the 

query compiler might decide to take some actions and further re-write the query, 

applying some optimization techniques.  

After the definition of the named expressions, the CloudMdsQL allows the data user to 

define query statements to retrieve data, which is done via the use of a SELECT clause. 

Its purpose is to retrieve data from the various datastores that have been mentioned in 

the named expressions and integrate the intermediate results from these virtual or 

temporary tables in order to produce the final result. As a result, a CloudMdsQL query 

statement can be depicted in this code snippet.  

[<named-table-expr> ...] 

SELECT <target_list> 

[<from_clause>] 

[<where_clause>] 

[<group_clause>] 

[<having_clause>] 

[<order_clause>] 

[<limit_clause>] 

 

It can be considered as a standard SQL statement that has been supplemented with a 

header that contains the definitions of the named tables. The from_clause is a regular 

SQL FROM clause containing references to named tables. The FROM clause can contain 

JOIN expressions, specifying explicit join order and conditions. Regarding the 

where_clause there can be specified a filter predicate expression. The query compiler 

will transform it to normal conjunctive form, thus determining the exact selection 

operations to be performed as part of the execution plan. The optimizer will then find 

the most appropriate place of each selection operation and push it down as much as 

possible in the execution plan tree. This optimization can finally result in rewriting sub-

queries to data stores by adding WHERE clause conditions, if the optimizer finds an 

opportunity to increase the selectivity of the sub-query. However, only sub-queries 

defined with SQL named table expressions can benefit from such an optimization. For 

all other clauses their semantics are the same as in standard SQL scripting language. 
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Before giving a concrete example of the use of the CloudMdsQL, it is important to 

highlight that the design of the query language is based on the assumption that the 

programmer has deep expertise and knowledge about the specifics of the underlying 

data stores, as well as awareness about how data are organized across them. Queries 

that integrate data from several data stores usually consist of native subqueries and an 

integration SELECT statement. A subquery is defined as a named table expression, i.e., 

an expression that returns a table and has a name and signature. The signature defines 

the names and types of the columns of the returned relation. A named table expression 

can be defined by means of either an SQL SELECT statement (that the query compiler is 

able to analyze and possibly rewrite) or a native expression (that the query engine 

considers as a black box and delegates its processing directly to the data store). In this 

example, there is a simple CloudMdsQL query that contains two subqueries, defined by 

the named table expressions T1 and T2, and addressed respectively against the data 

stores rdb (an SQL database) and mongo (a MongoDB database): 

T1(x int, y int)@rdb = (SELECT x, y FROM A) 

T2(x int, z array)@mongo = {* 

  return db.A.find( {x: {$lt: 10}}, {x:1, z:1} ); 

*} 

SELECT T1.x, T2.z FROM T1, T2 

WHERE T1.x = T2.x AND T1.y <= 3 

 

The two subqueries are sent independently for execution against their data stores in 

order the retrieved relations to be joined at query engine level. The SQL table 

expression T1 is defined by an SQL subquery, while T2 is a native expression (identified 

by the special bracket symbols {* *}) expressed as a native MongoDB API call or 

JavaScript code. The subquery of expression T1 is subject to rewriting by pushing into it 

the filter condition y < = 3, to increase efficiency. 

CloudMdsQL also provides a CREATE NAMED EXPRESSION command that allows an 

expression to be defined and stored in a global catalog in order to be referenced in 

several queries, similarly to SQL views and stored procedures/functions. This can 
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facilitate the work of data analysts who just need to run SQL queries on predefined 

views over the underlying data stores, without the need to deeply understand the 

specifics of the data technologies and data organization. 

 

3.2  MFR Extensions 

To address distributed processing frameworks (such as Apache Spark) as data stores, 

CloudMdsQL introduces a formal notation that enables the ad-hoc usage of user-

defined map/filter/reduce (MFR) operators as subqueries to request data processing in 

an underlying big data processing framework [10]. An MFR statement represents a 

sequence of MFR operations on datasets. In terms of Apache Spark, a dataset 

corresponds to an RDD (Resilient Distributed Dataset – the basic programming unit of 

Spark). Each of the three major MFR operations (MAP, FILTER and REDUCE) takes as 

input a dataset and produces another dataset by performing the corresponding 

transformation. Therefore, for each operation there should be specified the 

transformation that needs to be applied on tuples from the input dataset to produce 

the output tuples. Normally, a transformation is expressed with an SQL-like expression 

that involves special variables; however, more specific transformations may be defined 

through the use of lambda functions. Let us consider the following simple example 

inspired by the popular MapReduce tutorial application “word count”. We assume that 

the input dataset for the MFR statement is a text file containing a list of words. To count 

the words that contain the string ‘cloud’, we write the following composition of MFR 

operations: 

 

T4(word string, count int)@spark = {* 

   SCAN(TEXT, 'words.txt') 

  .MAP(KEY, 1) 

  .REDUCE(SUM) 
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  .FILTER( KEY LIKE '%cloud%' ) 

*} 

 

For defining map and filter expressions, the special variable TUPLE can be used, which 

refers to the entire tuple. The variables KEY and VALUE are thus simply aliases to 

TUPLE[0] and TUPLE[1] respectively. 

To optimize this MFR subquery, the sequence is a subject to rewriting according to rules 

based on the algebraic properties of the MFR operators [10]. In the example above, 

since the FILTER predicate involves only the KEY, it can be swapped with the REDUCE, 

thus allowing the filter to be applied earlier in order to avoid unnecessary and 

expensive computation. The same rules apply for any pushed down predicates, 

including bind join conditions. 

 

3.3  Compiler for CloudMdsQL 

The role of the compiler of CloudMdsQL is to receive a query written in this language, 

parse it, validate that is compliant with the syntax and semantics of CloudMdsQL, and 

finally transform it to a data structure that can be processed programmatically by other 

components. This data structure that is the output of the compiler is the query 

execution plan that will be considered as candidate for execution by the polyglot query 

engine. It is based on the Spirit Parser framework that is suitable for parsing context-

free grammars following a recursive descent approach. In order to perform the 

necessary semantic analysis of the polyglot query, the compiler relies on the signatures 

of the named table expressions where the name and the data types of the columns 

involved in the result table are defined. After producing the data structure of the query 

execution plan, which is in a JSON format, the plan is delivered to the query processor 

of the polyglot query engine. 
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The first phase of the compiler is the query decomposition. This is the phase where the 

first query execution plan is being built, without taking into consideration any possible 

optimization that may result in a more efficient query processing. The data structure 

that represents the query execution plan is a tree structure, where each of its nodes 

represents a query operation of the relational algebra. The leaf nodes of the tree 

represent references to named tables that have been defined in the header of the 

CloudMdsQL query, and whose results will be retrieved by the execution of the named 

expressions against the corresponding datastores. Regarding the nodes of the tree of 

the query plan, as relational algebraic operation, their results will be also a virtual or 

temporary table. However, since CloudMdsQL allows for the definition of named table 

expressions that can be used as operands to several operations, it might be the case 

that an virtual or temporary table can be the input for more than one relational 

operator, which will lead the query tree to have the data structure of a directed acyclic 

graph. While building the query execution plan, it must be highlighted that there are 

two different subsets of the global polyglot execution plan: a forest of sub-trees within 

the query plan that are associated with a certain datastore, and the common query plan 

that needs to be executed by the polyglot query engine, where the leaf nodes retrieves 

the relations by using the corresponding wrapper of the target database to execute the 

corresponding sub-tree. During the query decomposition there is a distinction between 

the forest of sub-trees to be executed locally to the individual data store and the 

common query plan. Later, during the optimization phase, it might be decided to push 

down some operations of the common query plan to the sub tree in order to improve 

the overall efficiency of the query execution. 

During the optimization phase, the query engine estimates the cost of execution of a 

candidate query plan and tries to find alternative but equivalent query plans with less 

cost. It contains a list of query transformation rules that are being applied to the 

candidate plan and produces a forest of alternative query trees, whose cost of 

execution needs to be estimated. Then, the optimizer decides if a less expensive query 

plan has been found and continues this process until it finds a local optimal. However, 
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this process requires the estimation of the cost that is being done via the use of 

database statistics. In a polyglot query engine, this is very difficult to be achieved, as 

most database vendors cannot expose such type of information via a programming 

interface so that the engine could consume such information and there is no global 

statistics that can be available in a polystore. Moreover, using native subqueries are 

considered as black boxes by the compiler whose cost cannot be analysed. Due to these 

reasons, there are limited capabilities for the compiler to extend optimizations to the 

initial query plan. In fact, during the optimization phase, the compiler might take one of 

the following decisions to re-write the query execution plan: i) push down selections 

that will result in pushing filter conditions from the common query plan down to sub-

trees, ii) make use of the merge join implementation of the join algebraic operator, 

which will add a sorting operation to the subqueries, as merge join can be applied only 

in sorted datasets and iii) use of bind join implementation of the join algebraic operator. 

The latter will require the addition of filter conditions to the subqueries and is 

considered as important in terms of cost reduction. 

The bind join technique is used in order to reduce the cost of communication between 

the involved datastores and the polyglot query engine. By communication cost is meant 

the amount of data that needs to be transmitted over the network. A bind join is an 

implementation of the join relational algebraic operation, which requires 2 operands to 

be applied. Those operands consume relations or named tables that have been 

retrieved by the different datastores. The process happens as follows: firstly, the left 

side relation is retrieved from the corresponding datastore and the tuples are stored in 

an intermediate storage element, while the distinct values of the columns that are 

involved in the join are kept in a list. This list is being passed then to the right side as an 

in clause in a filter condition. To better understand this technique, let us consider the 

following statement that contains a join operation over two tables: 

SELECT a.x, b.y FROM b JOIN (BIND) a ON b.id = a.id 
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First, the relation B will be retrieved, as B is the left side operand of the join operation. 

The table B will be a named table defined as a subquery, and the data will be retrieved 

from the corresponding datastore using its individual query mechanism. When data 

from relation B is retrieved, then the distinct values of the id column will be stored in 

list that will be passed to the relation A to retrieve its corresponding data. Assuming 

that the distinct values of B.id are b1 … bn, the query to retrieve the right-hand side 

relation of the bind join uses the following SQL approach:  

SELECT a.id, a.x FROM a WHERE a.id IN (b1, …, bn) 

 

Thus, only the rows from A that match the join criteria are retrieved. In order to 

perform this operation, the final sub-query to retrieve relation A must be composed by 

the query engine during runtime. Therefore, for each right-hand side of a bind join, the 

query compiler prepares an “almost ready” native query sentence, with placeholders 

for including the bind join condition, which will be added later by the query engine 

during runtime. 

Finally, after the optimization phase, the compiler will produce the result in a JSON 

format that will contain the tree data structure of the query execution plan. Assuming 

that there is the following subquery that defines to retrieve data from data table tbl1 

applying a filter criterion on the column named key:  

SELECT * FROM tbl1 WHERE key BETWEEN 10 AND 20 

 

Then the query plan produced by the compiler will be the following: 

{ 

  "op": "SELECT", 

  "tableref": "tbl", 

  "filter": { 

    "func": "AND", 

    "lhs": { "comp": ">=", 

             "lhs": {"colref": "key"}, 

             "rhs": "10" }, 

    "rhs": { "comp": "<=", 
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             "lhs": {"colref": "key"}, 

             "rhs": "20" } 

  } 

} 

 

This defines that there will be a relational algebraic operation of selection that requires 

one operand. The operand is the relation that will be selected, and in this example, this 

will retrieved by a tableref. This is a leaf node that accesses the data table. Additionally, 

it will be sent a filter condition that consists of an AND function with two operands that 

are both arithmetic operations over the column named key. 
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Chapter 4. LeanXcale 

database 

This chapter gives an overview of the second important outcome from the 

CoherentPaaS project, its novel distributed relational database management system, 

which is currently known as the LeanXcale database. It first provides details of the 

internal architecture of the LeanXcale, and then it focuses on its distributed query 

engine and the support for parallel online analytical processing. Towards this, it details 

on the general architecture of the distributed query engine, and then it focuses on two 

important aspects: how it supports the execution of bind joins and how it allows to re-

write map/filter/reduce expressions for efficient execution. 

As it has been mentioned, the work that has been carried out under the scope of this 

thesis, the polyglot query engine, is also based upon the LeanXcale database 

management system. The latter provides a set of innovative capabilities that allows for 

efficient query processing over data that can be considered live. This means that it can 

ensure data consistency in terms of operational database transactions and execute 

analytical queries over operational data. The polyglot query engine that has been 

implemented in this thesis has been integrated with the LeanXcale database and can 

now be considered an integral part of the overall solution. In this chapter, details about 

the design and the implementation of this engine will be given, but before this, some 

information about the overall architecture of LeanXcale, its relational query engine and 

the enablers for efficient analytical query processing will be provided (i.e. its internal 

OLAP engine and the implementation of bind joins and MFR re-write rules). The first 

subsections contain such information, while the design and the implementation of the 

polyglot query engine will follow. 
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4.1  Internal architecture 

LeanXcale is a scalable distributed SQL database management system with OLTP and 

OLAP support and full ACID capabilities. The overall architecture of this database 

solution is depicted in Figure 4 can be considered as having three main subsystems: the 

relational query engine, the transactional manager, and the storage engine which 

provides multiversioning, all three distributed and can be highly scalable independently 

(i.e., to hundreds of nodes). 

 

Figure 4: Architectural layer of LeanXcale Database 

 The system applies the principles of Hybrid Transactional and Analytical Processing 

(HTAP) and addresses the hard problem of scaling out transactions in mixed operational 

and analytical workloads over big data, possibly coming from different data stores 

(HDFS, SQL, NoSQL, etc.). LeanXcale solves this problem through its patented 

technology for scalable transaction processing [37]. The transactional engine provides 

snapshot isolation by scaling out its components, the ensemble of which guarantees all 

ACID properties: local transaction managers (atomicity), conflict managers (isolation of 

writes), snapshot servers (isolation of reads), and transaction loggers (durability). 
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Let’s first focus on the transactional engine of LeanXcale. This ensures online 

transactional processing (OLTP) and enforces database transactions, but being able to 

scale out efficiently to hundreds of nodes. The main differentiator that allows this 

component to scale horizontally is a novel distributed algorithm for transactional 

processing. Scaling out database transactions is a problem that has been more than 

three decades without being solved. The reason for this is that traditional relational 

database management systems often rely on the two-phase commit protocol (2PL) to 

ensure transactions. This protocol requires the use of shared and exclusive locks on data 

items according to the selected granularity. This means that locks can be put on a data 

table level, on a leaf node of the index tree or to the data items itself. Read operations 

places shared locks on the data items that are trying to access, while data modification 

operations places exclusive locks on their corresponding accessed data rows. Using 

shared and exclusive locks, the transactional engine can ensure the desired level of 

isolation, the ‘I’ property of the ACID. For instance, putting shared locks forbids the 

concurrent modification of the value of a data item that has been previously accessed 

by a read operation, and therefore, removes the anomaly of non-repeatable reads. At 

the same time, putting exclusive locks, the transactional engine forbids a read operation 

to access a data item whose value has been recently modified, but the transaction that 

modified this value has not yet been committed. This removes the anomaly of dirty 

reads.  

The adaptation of the two-phase commit paradigm enables the transactional engines of 

traditional relational datastores to ensure ACID properties as it guarantees the desired 

levels of isolation. However, this comes with two important drawbacks: The 

implementation requires a specific process or component to manage the distribution 

and the acquirement of such locks. This process or component must be centralized by 

design and therefore, it is very hard to efficiently scale horizontally the corresponding 

transactional managers. Most implementations allows only for vertical scalability, which 

requires very powerful and thus expensive computer mainframes that also have a 

specific limitation and not endless computational power. The latter is required in 
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modern ecosystems where most application components have been moved to the 

cloud.  

Another drawback of the two-phase commit paradigm is that read locks, being placed 

by analytical queries, will block exclusive locks that are being placed by operational 

workloads and vice versa. In fact, those two different types of workloads are 

competitive and the one blocks the other. An analytical query will most likely involve a 

full scan operation over a data table, which would have placed shared locks over the 

whole dataset, thus blocking all other data modification operations on that table until 

the analytical query finished. To make things worse, data modification operations from 

on-going concurrent transactions would have already placed exclusive locks over this 

data table, thus blocking the execution of the analytical query. As result, OLTP and OLAP 

workloads are very difficult to be supported at the same time, and modern integrated 

data management systems tend to use traditional operational datastores for OLTP 

processing and periodically migrate data to analytical data warehouses or data lakes 

that will provide OLAP support. The drawback of such solutions is that the data users 

will perform their analysis over obsolete and outdated data. 

On the other hand, the transactional engine of the LeanXcale database is based on a 

different approach: it implements the snapshot isolation paradigm which removes the 

need for placing shared and exclusive locks over data items and instead, relies on the 

use of versioned data items. Using this approach, a concurrent transaction that includes 

data modification operators, adds newer versions of data item using monotonically 

incremented timestamps. On-going read operations on the other hand will access the 

last committed version of data items, before the time that the corresponding 

transactions began. As a result, read and write operations cannot block each other now, 

as each one access different versions of data items and Hybrid Transactional and 

Analytical Processing (HTAP) can be supported. This is crucial as it enables analytical 

query processing over real data, as being concurrently modified in the operational data 

store and removes the constraint of migrating data to external data warehouses where 

the analytical processing would have been applied over obsolete and outdated data. 
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A consequence of the fact that the transaction protocol of LeanXcale does not rely on a 

central component to manage the shared and exclusive locks is that the lifecycle of the 

transaction can be split in various phases, as it can be depicted from Figure 5. When a 

transaction starts, it receives the current timestamp in order to read the most recent 

versions of the data items. While committing, it sends a request to the transaction 

manager, and the latter stores the updates in its persistent logs, so that updates can be 

recovered in case of failures, thus enforcing the durability property of the transactions. 

When the durability is being confirmed, the transaction finally finishes, while in parallel, 

the transaction manager of LeanXcale increments the value of the timestamps so that 

the forthcoming transactions can now have the visibility of the newly modified data 

items. It is important to be mentioned that each of these phases is being resolved by 

different components, which allows to decouple them and instead of having a 

centralized mechanism for managing transactions, the distributed approach allows for 

the components to be scaled out independently.  

 

 

Figure 5: Transaction Phases 

The transactional engine of the LeanXcale database has been designed in such a manner 

that can be horizontally scalable. The differentiator of other approaches is that the 

enforcement of the ACID properties has been split into independent components that 

are responsible for them. For instance, the responsibility to ensure atomicity, the A 

property, has being moved to the client level, and therefore, it can be scaled out as 

much as the client application does. The durability, the D property has been 

implemented by the corresponding loggers that can be scale horizontally, while the 

enforcement of the consistency, the C property, has been moved to the storage layer 

and the relational query engine. Finally, the isolation, the I property, is being 
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implemented by the following components: the snapshot server that is responsible to 

distribute the corresponding timestamps to be used by the read operations, the conflict 

managers that checks for write-write conflicts by concurrent transactions that contain 

data modification operations, and the commit sequencer that is responsible to advance 

and distribute new timestamps during the commit phase. Both the snapshot server and 

the conflict managers are solving problems that can be solved in a distributed manner, 

while the commit sequencer is the only component that must be centralized. However, 

the amount of work that requires is very low as it only need to periodically increment a 

counter, and as such, it cannot be a bottleneck even in a vast amount of millions of 

concurrent transactions. As a result, the whole transactional engine can scale out to 

hundreds of node, while allowing on the same time for hybrid transactional and 

analytical processing. 

The architecture of the transactional manager of LeanXcale can be depicted in Figure 6. 

Each instantiation of the query engine creates its own instance of the local transaction 

manager, whose role is to ensure the atomicity and communicates with the transaction 

manager. It is evident that the local transaction manager can scale out to as many 

instances of the query engine are necessary. The transaction manager also contains the 

conflict manager whose role is to ensure that there is no write-write conflicts while two 

concurrent transactions try to update the same data item. As it keeps only the list of 

data identifiers that are being currently accessed, it can be distributed. Both the local 

transaction and conflict managers make use of loggers which can be also distributed. 

The only components that must be centralized, are the ones that are included in the 

Mastermind. However, the unit of work that need to execute is minimum as they hold 

information about the configuration of the current deployment, they increment a 

counter or they periodically distribute the current timestamp. Therefore, the 

Mastermind cannot be considered as a bottleneck. 
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Figure 6: LeanXcale Transaction Manager 

The second important architectural component of the LeanXcale database is its internal 

storage engine, which is called KiVi. KiVi can be considered as a standalone relational 

key-value store that provides an additional set of innovative features. It manages all 

operations that are related with the storage level, like persistently store data items to 

the storage medium, provide data access, and make use of data structures for indexing 

that allows for efficient query processing. KiVi is a distributed datastore, and consists of 

a data meta-server node and a list of data server nodes. It allows for splitting data 

tables in various data regions, move these data regions to other data nodes and finally 

merge the data regions. The split, move and merge operations over data regions can be 

executed in real-time, under heavy operational processing. This allows for the elastic 

scalability of the storage engine itself. Under heavy workloads, KiVi allows the 

deployment of additional data nodes. Once the new nodes are available, a load 
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balancing algorithm solves the resource allocation problem and decides how to 

redistribute the data regions across the data nodes, by splitting and moving these 

regions if necessary. This can happen in real time, ensuring database transactions as 

these actions take place. As a result, this removes the two important obstacles when 

scaling out a database that can be found by traditional solutions: NoSQL solutions can 

scale out in real time, but they lack of database transactions, while SQL solutions cannot 

scale online, and they have to suffer from a period of downtime during the data 

movement required by the scalability action. On the contrary, the storage engine of 

LeanXcale provides the benefits of the two worlds. 

As it has been already mentioned, KiVi is a relational key-value datastore that provides a 

rich interface, which supports all relational algebra operations but join. It allows for the 

definition of a schema that supports all SQL data types, and in fact, the values of the 

data items can have multiple columns. It allows for scan operations, with or without 

filters, projections, ordering operations over indexed columns and aggregation 

operations. This allows for the third important component of the LeanXcale database, 

its relational query engine, to interact with the storage engine using its native interface 

and push down query operations down to the storage level. As a result, the query 

processing can be executed more efficiently as it does not have to access and transmit 

the whole data items to the level of the query engine. By doing the filtering on the 

storage level, pushing down projections and even aggregations, it minimizes the overall 

size of the data that need to be transmitted and processed in the upper level. What is 

more, the distributed nature of the KiVi also allows for a parallel processing of queries, 

allowing for the intra-operator parallelism, which will be explained in the following 

section. As it has been mentioned, data tables can be split to a number of data regions, 

and the scan operator can be executed in parallel. Moreover, aggregation operators can 

be also supported by KiVi and implemented in a distributed manner: for instance, 

having the count operator as an example, each data region calculates its local count and 

the final result that will be sent to the relational query engine will be the summary of all 

local counts. The minimum, maximum and summary operators can be also 
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implemented in a distributed manner, while the average operator is transformed to the 

overall summary divided by the overall count, and both of those can be executed in 

parallel. 

Finally, the LeanXcale database consists of a third component that is its relational query 

engine that provides support for analytical processing. The query engine has derived its 

OLAP query engine from Apache Calcite [38], a Java-based open-source framework for 

SQL query processing and optimization. LeanXcale’s distributed query engine (DQE) is 

designed to process OLAP workloads over the operational data, exploiting the 

capabilities of its transactional engine, so that analytical queries are answered over real-

time data. This enables to avoid ETL processes to migrate data from operational 

databases to data warehouses by providing both functionalities in a single database 

manager. The parallel implementation of the query engine for OLAP queries follows the 

single-program multiple data (SPMD) approach [39], where multiple symmetric workers 

(threads) on different query instances execute the same query/operator, but each of 

them deals with different portions of the data. In the next section a brief overview of 

the query engine distributed architecture will be provided. 

4.2  OLAP Queries  

In this subsection, additional information will be given regarding the background 

technology that this work was based upon, the parallel query engine of the LeanXcale’s 

database that allows for the parallel execution of analytical queries over real 

operational data. Firstly, the details of the general architecture of the query engine will 

be given, and then, additional information regarding two important enablers that have 

been developed and will be exploited by the polyglot query engine that was the focus of 

the work that is being described in this thesis. These enablers are on one hand the bind 

join implementation that allows for efficient query processing when having to apply the 

join operator that involves two data tables, one of those can be relatively small, while 
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the other uses an indexing over the columns involve in the equities of the join. On the 

other hand, MFR re-write rules allow the query engine to transform the MFR scripts for 

the efficient execution of such queries. All those concepts, the parallel OLAP engine, the 

implementation of the bind joins and the MFR re-write rules will be exploited by the 

polyglot query engine, whose details will be given in the next section. 

 

4.2.1 General Architecture  

Figure 7  illustrates the architecture of LeanXcale’s Distributed Query Engine (DQE). 

Applications connect to one of the multiple DQE instances running, which exposes a 

typical JDBC interface to the applications, with support for SQL and transactions. The 

DQE executes the applications’ requests, handling transaction control, and updating 

data, if necessary. The data itself are stored on a proprietary relational key-value store, 

KiVi, which allows for efficient horizontal partitioning of LeanXcale tables and indexes, 

based on the primary key or index key. Each table partition corresponds to a range of 

the primary/index key and it is the unit of distribution. Each table is stored as a KiVi 

table, where the key corresponds to the primary key of the LeanXcale table and all the 

columns are stored as they are into KiVi columns. Indexes are also stored as KiVi tables, 

where the index keys are mapped to the corresponding primary keys. This model 

enables high scalability of the storage layer by partitioning tables and indexes across 

KiVi Data Servers (KVDS). KiVi is relational in the sense that it has a relational schema 

and implements all relational operators but join, so any relational operator below a join 

can be pushed down to KiVi. 
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Figure 7: DQE Distributed Architecture 

This architecture scales by allowing analytical queries to execute in parallel, based on 

the master-worker model using intra-query and intra-operator parallelism. For parallel 

query execution, the initial connection (which creates the master worker) will start 

additional connections (workers), all of which will cooperate on the execution of the 

queries received by the master. 

When a parallel connection is started, the master worker starts by determining the 

available DQE instances, and it decides how many workers will be created on each 

instance. For each additional worker needed, the master then creates a thread, which 

initiates a transmission control protocol (TCP) connection to the worker. Each TCP 

connection is initialized as a worker, creating a communication endpoint for an overlay 

network to be used for intra-query synchronization and data exchange. After the 

initialization of all workers the overlay network is connected. After this point, the 

master is ready to accept queries to process. 

The master includes a state-of-the-art [19] query optimizer that transforms a query into 

a parallel execution plan. The transformation made by the optimizer involves replacing 

table scans with parallel table scans, and adding shuffle operators to make sure that, in 
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stateful operators (such as Group By, or Join), related rows are handled by the same 

worker. Parallel table scans will divide the rows from the base tables among all workers, 

i.e., each worker will retrieve a disjoint subset of the rows during table scans. This is 

done by scheduling the obtained subsets to the different DQE instances. This scheduling 

is handled by a component in the master worker, named DQE scheduler. The generated 

parallel execution plan is broadcast to be processed by all workers. Each worker then 

processes the rows obtained from subsets scheduled to its DQE instance, exchanging 

rows with other workers as determined by the shuffle operators added to the query 

plan. 

Let us consider the query Q1 below, which we will use as a running example throughout 

the paper to illustrate the different query processing modes. The query assumes a TPC-

H [40] schema. 

Q1: SELECT count(*) 

    FROM LINEITEM L, ORDERS O 

    WHERE L_ORDERKEY = O_ORDERKEY 

    AND L_QUANTITY = 5 

 

This query is transformed into a query execution plan, where leaf nodes correspond to 

tables or index scans. The master worker then broadcasts to all workers the generated 

query plan, with the additional shuffle operators (Figure 8a). Then, the DQE scheduler 

assigns evenly all database shards across all workers. To handle the leaf nodes of the 

query plan, each worker will do table/index scans only at the assigned shards. Let us 

assume for simplicity that the DQE launches the same number of workers as KVDS 

servers, so each worker connects to exactly one KVDS server and reads the partition of 

each table that is located in that KVDS server. Then, workers execute in parallel the 

same copy of the query plan, exchanging rows across each other at the shuffle 

operators (marked with an S box). 

To process joins, the query engine may use different strategies. First, to exchange data 

across workers, shuffle or broadcast methods can be used. The shuffle method is 
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efficient when both sides of a join are quite big; however, if one of the sides is relatively 

small, the optimizer may decide to use the broadcast approach, so that each worker has 

a full copy of the small table, which is to be joined with the local partition of the other 

table, thus avoiding the shuffling of rows from the large table (Figure 8b). Apart from 

the data exchange operators, the DQE supports various join methods (hash, nested 

loop, etc.), performed locally at each worker after the data exchange takes place. 

 

Figure 8: Query processing in parallel mode 

 

4.2.2 Bind Joins 

Bind join is a join method, in which the intermediate results of the outer relation (more 

precisely, the values of the join key) are passed to the subquery of the inner side, which 

uses these results to filter the data it returns. If the intermediate results are small and 

index is available on the join key at the inner side, bindings can significantly reduce the 

work done by the data store [17]. 
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To provide bind join as an efficient method for performing semi-joins across 

heterogeneous data stores, CloudMdsQL uses subquery rewriting to push the join 

conditions. For example, the list of distinct values of the join attribute(s), retrieved from 

the left-hand side subquery (outer relation), is passed as a filter to the right-hand side 

(inner) subquery. To illustrate it, let us consider the following CloudMdsQL query: 

A(id int, x int)@DB1 = (SELECT a.id, a.x FROM a) 

B(id int, y int)@DB2 = (SELECT b.id, b.y FROM b) 

SELECT a.x, b.y FROM b JOIN a on b.id = a.id 

 

First, the relation B is retrieved from the corresponding data store using its query 

mechanism. Then, the distinct values of B.id are used as a filter condition in the query 

that retrieves the relation A from its data store. Assuming that the distinct values of B.id 

are b1 … bn, the query to retrieve the right-hand side relation of the bind join uses the 

following SQL approach (or its equivalent according to the data store’s query language), 

thus retrieving from A only the rows that match the join criteria: 

SELECT a.id, a.x FROM a WHERE a.id IN (b1, … bn) 

 

The way to do the bind join counterpart for native queries is through the use of a 

JOINED ON clause in the named table signature, like in the named table A below, 

defined as a MongoDB script. 

 

 

A(id int, x int JOINED ON id  

    REFERENCING OUTER AS b_keys)@mongo =  

{* return db.A.find( {id: {$in: b_keyes}} ); *} 

 

Thus, when A.id participates in an equi-join, the values b1,…,bn are provided to the 

script code through the iterator/list object b_keys (in this context, we refer to the table 

B as the “outer” table, and b_keys as the outer keys). 
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Using bind join can be subject to planning decisions. To estimate the expected 

performance gain of a bind join, the query optimizer takes into account the overhead a 

bind join may produce. First, when using bind join, the query engine must wait for the 

left-hand side B to be fully retrieved before initiating the execution of the right-hand 

side A. Second, if the number of distinct values of the join attribute is large, using a bind 

join may slower the performance as it requires data to be pushed into the subquery A. 

To take this decision, the optimizer needs at least to estimate the cardinality of the join 

keys of B, which can be easily solved if the data store exposes a cost model. However, if 

B is a native query or no cost information is available, the decision can still be taken, but 

at runtime: bind join is attempted and the retrieval of B initiated; then, if at some point 

the number of join keys exceeds a threshold, the execution falls back to an ordinary 

hash join. Nevertheless, the usage of bind join can be also explicitly requested by the 

user through the keyword BIND (e.g. FROM b BIND JOIN a). 

 

 

4.2.3 MFR Rewrite rules  

MFR rewrite rules are used to optimize an MFR subquery after a selection pushdown 

takes place. The goal in general is to make filters take place as early as possible in the 

MFR sequence. 

Rule #1 (name substitution): upon selection pushdown, an MFR FILTER is appended to 

the MFR sequence and the filter predicate expression is rewritten by substituting 

column names with references to dataset fields as per the mapping defined through the 

MFR expression. After this initial inclusion, other rules apply to determine whether it 

can be moved even farther. Example: 

T1(a int, b int)@db1 = {* … *} 

SELECT a, b FROM T1 WHERE a > b 
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is rewritten to 

T1(a int, b int)@db1 = {* … .FILTER(KEY > VALUE} *} 

SELECT a, b FROM T1 

 

Rule #2: REDUCE(< transformation >).FILTER(< predicate >) is equivalent to FILTER(< 

predicate >).REDUCE(< transformation >), if predicate condition is a function only of the 

KEY, because thus, applying the FILTER before the REDUCE will preserve the values 

associated to those keys that satisfy the filter condition as they would be if the FILTER 

was applied after the REDUCE. 

Rule #3: MAP(< expr_list >).FILTER(< predicate1 >) is equivalent to FILTER(< predicate2 

>).MAP(< expr_list >), where predicate1 is rewritten to predicate2 by substituting KEY 

and VALUE as per the mapping defined in expr_list. Example: 

MAP(VALUE[0], KEY).FILTER(KEY > VALUE) -> 

FILTER(VALUE[0] > KEY).MAP(VALUE[0], KEY) 

 

Since planning a filter as early as possible always increases the efficiency, the planner 

always takes advantage of moving a filter by applying rules #2 and #3 whenever they 

are applicable. The greatest advantage of these rules can be observed when Rule #2 is 

applicable, as it enables early filtering of the input to expensive REDUCE operators. MFR 

rewrites can be combined with bind join in the sense that when a bind join condition is 

pushed down the MFR subquery, it will be applied as early as possible, in many cases 

reducing significantly the work done by REDUCE operators on the way. 
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Chapter 5.  Polyglot Query 

Engine  

This chapter gives details about the design and implementation of the polyglot query 

engine that has been developed under the scope of this thesis and is the core of the 

polystore. It first gives a general overview of the design that follows the 

mediator/wrapper design paradigm. Then, it details how the polyglot query engine has 

been integrated with the distributed query engine of the LeanXcale database and how it 

allows for the parallel query execution. Finally, the general application programming 

interface is explained along with the implementations for three target data 

management systems: the MongoDB document-based datastore, the HDFS files and the 

Apache Spark framework. 

 

5.1  Overview 

As it was mentioned in our analysis regarding the related work in the area of polystore 

systems, most of the proposed solutions tend to make use of the mediator/wrapper 

paradigm in cases there is the need to access data from external data sources that can 

be both diverse and heterogeneous. The heterogeneity derives from two factors: first, 

different data sources usually support different query scripting languages that should be 

used for query processing. Secondly, each data source provides its own mean and 

protocol for data connectivity, offering different type of APIs and different client drivers 

that the application developer or data analyst need to use to establish a database 

connection with the source. Another problem that can be caused due to this 
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heterogeneity is the fact that each of the data store may use its own data model both 

for storing data internally and for returning results. Others, such traditional relational 

database management systems, make use of a relational model, while others, such as 

document-based datastores, tend to store data using JSON schemas. According to the 

datastore, data can be structured, semi-structured, or completely unstructured and in 

fact, it is very complex to implement a unique way to execute query statements and 

access integrated data spanned among different stores. 

To overcome all those issues derived from the heterogeneity of the different target data 

sources, the work presented in this thesis is based on the introduction of the 

mediator/wrapper paradigm that will facilitate the implementation of the polyglot 

query engine, as it hides the implementation details regarding data connectivity and 

data access to the external datastores. This paradigm allows for the provision of generic 

interfaces that can be later used by the query engine of LeanXcale, making the overall 

polyglot query transparent, regardless the target datastore. This approach requires a 

central building block that is responsible for the orchestration of the execution of the 

query to the external datastore, and it is called the mediator. The mediator makes use 

of different wrappers, which are specific implementations of the wrapper interface for 

each target datastore that the polyglot engine is compatible with. Each wrapper hides 

the complexity and internal details for data connectivity with the specific type of 

external datastore, and for retrieving the intermediate results related with this 

datastore. We can consider each wrapper as a single operation in the overall polyglot 

query execution tree, responsible to handle a specific type of a datastore. This means 

that for each target datastore that can be compatible with the polyglot query engine, a 

new implementation of the wrapper interface should be provided. That way, the query 

engine itself can be extensible to support any type of different database. 

In the mediator/wrapper architectural design, the mediator, as the central building 

block, orchestrates the query execution of the integrated statement, using its available 

wrappers. Its input is this integrated statement defined using the CloudMdsQL query 

language that can be consisted of one or more subqueries. Each of these subqueries is 
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related with a specific external datastore. Internally, it contains the CloudMdsQL 

compiler that was described in the previous chapter. The compiler transforms the input 

script into a structure that can be processed programmatically and is better known as 

the query plan. Having the query plan in a structured way, this can be later parsed by 

the query planner. The latter explores equivalent query plans by applying a set of 

transformation rules. The list of alternative query plans is being evaluating then by the 

query optimizer, whose role is to find an optimal equivalent plan for execution based on 

the cost estimation of each of the plans. For instance, filter operations usually are 

decided to be pushed down to the lower nodes of the query tree in order to reduce the 

amount of data rows that are being passed to the upper layer of the query tree. 

Projection operations are also a valid example of how we can benefit from deciding an 

alternative query plan, as by pushing down the projections, lesser amount of data will 

be retrieved and transmitted from the target source.  The query optimizer is part of the 

relational query engine of LeanXcale and it works as follows: it first calculate the overall 

cost for executing the input statement. Then, it applies the list of transformation rules. 

The result is a first list of alternative equivalent query plans. Then it estimates the cost 

for executing each of these alternatives and finds the minimum one. If the minimum 

cost is lesser than the cost of the original input statement, it replaces the latter with the 

former and continues to apply the list of transformation rules until it cannot find an 

alternative whose cost is lesser than the current original input statement. After this 

preparation phase, the query plan to be executed has been decided may consist of a list 

of subqueries that need to be sent to the external datastores. It is the mediator that will 

orchestrate their execution by making use of the corresponding wrapper 

implementation for the specific type of external datastore. It is important to highlight at 

this point that each wrapper implements a common interface so that the mediator can 

execute transparently subqueries targeting different types of data management 

systems. The common interface allows for submitting a compatible query and retrieving 

the results in the predefined data model, thus hiding all the complexities regarding data 

connectivity and data access that can be hidden in the level of the wrapper. The data 
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model that is being used is the relational data model, and as a result, the result of the 

wrapper is a named expression or a virtual table. The wrapper interface also extends 

the operator interface of the LeanXcale query engine, and as such, the result of the 

wrapper can be combined with intermediate results from other wrappers, while the 

overall result returned by the mediator, can be later processed in the upper nodes of 

the overall polyglot query tree, by the relation query engine of LeanXcale database. 

As have been mentioned, each wrapper is responsible to handle a specific type of a 

datastore. The polystore supports as many different types of external datastores as 

much as the wrapper implementations for those datastores are available and supported 

by the former. The wrapper provides the following functionalities: Firstly, it allows for 

the submission of a subquery in a predefined format that can be either a standard SQL 

statement or a native query. In case of a standard SQL, it must be able to translate this 

input to a query that is compatible and equivalent to what the target database 

supports, thus translating the SQL statement to the database specific dialect. After 

receiving the query, it must establish a connection with the target database. Internally 

this means that it should make use of the specific data connector that makes use of the 

database specific driver that is responsible to open, maintain and close a connection, 

send query statements and receive results over the connection according to the 

protocol of the target datastore. As the internal details are irrelevant from the mediator 

point of view, the wrapper can implement these mechanisms in whatever way it might 

be best for the target datastore, thus using a pool of connections instead of opening 

and closing connections for each invocation. It can also do other performance 

optimizations that might be considered necessary. The wrapper interface extends the 

LeanXcale’s operators interface, which in fact extends the Java’s Iterator. As a result, 

there is a method called next that needs to be implemented and is being used by the 

mediator to retrieve the results by iterating over the returned dataset. As the result 

must be a named expression or a virtual table that the next method is iterating over it, 

it is the responsibility of the wrapper to transform the data retrieved from the target 

datastore into the common relational data model. An optional requirement for the 
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wrapper is to provide statistics that could feed the cost estimation model of the 

LeanXcale’s query optimizer. That could be exploited in cases when the target datastore 

can expose statistics like the types of indexes it makes use, the number of rows per data 

table or other information about the histogram of the tuples over the indexes, number 

of hits, etc.. For instance, MongoDB can return the indexes that have been defined and 

the number of rows that a table contains. As a result, the wrapper interface can be 

further extended with additional methods that can return such type of information and 

encapsulate the datastore specific details on how to retrieve it. As a result, this 

information could be provided via the mediator to the query optimizer, if the 

corresponding wrapper implements those methods, and the query optimized can 

decide to a better query plan in terms of cost estimation of its overall processing. 

However, this is not in the scope of this thesis and can be considered as a future 

improvement. 

Having seen the implementation details of the mediator and its corresponding wrappers 

of the polyglot query engine, let’s see how everything works together now. The data 

scientist or application developer submits a polyglot query using the CloudMdsQL 

scripting language in LeanXcale database for execution. Taking into account that 

LeanXcale provides a standard JDBC mechanism for data connectivity, this is being done 

in a seamless way. The polyglot query is being analysed by the query compiler of 

LeanXcale and after the preparation phase, the query engine has calculated cost for 

alternative and equivalent query plans and has decided for the one to be finally 

executed. The overall query tree is being sent to the query executor that instantiates 

each of the corresponding operators of the tree and interconnects them together, thus 

formulating a query execution data pipeline. A separate thread is responsible for the 

execution of each of the operators, taking advantage of the inter-operator parallelism 

offered by the OLAP query engine of LeanXcale. One of these operators is related with 

the polyglot subquery and an instantiation of the mediator has taken place during this 

process. The mediator receives as an input the CloudMdsQL statement and using its 

internal query compiler, it transforms it to a structure that can be now processed 
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programmatically. It identifies the different types of external datastores that are being 

involved in the statement and makes use of the corresponding wrappers to push down 

the execution of the partial subqueries defined in the input statement. As the wrappers 

implement the common interface, their execution is being done transparently. The 

mediator continuously calls the next method of each of the involved wrappers, retrieve 

the intermediate results and merge them according to what statement that has been 

provided with. At the end, as the mediator is a LeanXcale operator, it also implements 

the next method, so that its results can be also retrieved by the query executor of 

LeanXcale. The data items retrieved by the polyglot result have been now transformed 

into data items of a virtual table, and by using the next method of the mediator, the 

operators in the upper nodes of the overall query tree can retrieved these data items 

via the formulated data pipeline of the operators.  

 

5.2  Architecture integration with 

LeanXcale  

Now it is time to give more details of the implementation of the polyglot query engine, 

giving some more details on the level of how the code is organized, along with code 

examples on how each wrapper has been implemented. The focus of this subsection is 

to give details about the integration of the polyglot query engine with the LeanXcale 

relational database management system. For that, a class diagram is provided regarding 

how the code of the wrapper has been organized, giving analytical details of the 

functionalities provided by the code, followed with a more detailed explanation with 

the use of a pseudo code. The purpose of using a pseudo code is not deep into the 

details of each separate implementation that is specific to the target datastore, rather 

than give the overall picture of how all these wrappers have been built. 
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In order to be able to implement wrappers for the corresponding external datastores, 

various interfaces have been defined that can be used by the mediator component, 

which will be used by the query executor of the LeanXcale database. As already 

explained, having generic interfaces makes possible for the mediator to handle all 

different types of external datastores, in a unified manner. To demonstrate the design, 

a wrapper will be used as a proof-of-concept, assuming that it can be used to establish 

connections and access data in a traditional SQL-compatible relational datastore. The 

wrapper will be compatible to a relational datastore called rdb. The class diagram is 

depicted in Figure 9. In the later subsections will give more details about specific 

implementations for the target datastores. 

 

Figure 9: RDBWrapper class diagram 

From the figure, it can be seen that each wrapper must implement the 

AutoLoadTableFunction. As it has been already mentioned, a subquery is being 

submitted either in declarative language, or via a scripting expression, and it formulates 
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the table function. For the implementation of the rdm wrapper, the RDMTableFunction 

class implements this interface. Upon initialization of the query engine of LeanXcale, 

this class is loaded via Java Reflection. It implements two methods: getFunctionName 

which returns the name of the wrapper, which in this case will be ‘rdb’, and the eval 

which returns a ScannableTable object, which implements the business logic that the 

wrapper is actually doing. To make things clearer, let’s assume there is the following 

definition of a named table in the CloudMdsQL: 

A(id int, x int)@RDB = (SELECT a.id, a.x FROM a) 

 

This illustrates a subquery that will be executed in the @RDB wrapper. In that case, the 

query engine holds a map with all the wrappers, along with their names, so this code 

will be passed to the RDMTableFunction to be executed. The eval method expects two 

string arguments: the subquery to be executed and the signature of the result. In this 

example, the query will be the (SELECT a.id, a.x FROM a) statement, and the signature 

the (id int, x int). 

The query engine invokes the eval method to get the results, and the latter returns an 

implementation of the ScannableTable. The latter extends the Table interface, and it 

will be used by the query engine as it consists of the polyglot operation that is part of 

the data pipeline established by connecting the various operations needed for the 

retrieve data according to the tree of the query plan. It defines various methods that 

are relevant to the query engine itself for creating the list of equivalent query trees and 

for providing information to the query optimizer, along with information needed for the 

real-time execution of the operator. The main method to give focus is the scan. This is 

used by the query engine to retrieve the Enumerable object that will return the row 

data transformed to the common model, as retrieved by the external datastore.  

The Enumerable object returns an implementation of the Enumerator interface, which 

implements the methods that actually access data in the external datastore. As an 

enumerator, it defines methods for closing the object, which will imply to close the 
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connection to the external database, check if there are more data to be returned, reset 

the pointer to the first tuple of the retrieved data, and actually return the tuple, via the 

current tuple. In this implementation, the RDMEnumerator implements this logic. 

Now, the main interfaces that the developer of a wrapper should provide to the 

polyglot query engine in order to grant access to an external datastore are the 

following: 

 AutoLoadTableFunction 

 RDMEnumerator 

All other interfaces are being provided by the core of the query engine of LeanXcale and 

its polyglot extensions that have been developed under the scope of this thesis. 

Regarding the AutoLoadTableFunction, this interface defines two methods. The first one 

returns the name of the wrapper so that the query engine can be informed that there is 

an additional polyglot operator to be taken into account and might be addressed by a 

subquery of an integrated statement. Thus, the following code illustrates its 

implementation. 

public static String getFunctionName(){ 

 return "rdb"; 

} 

 

The wrapper that is demonstrated in this section as a proof-of-concept will be called 

rdb, in the sense that it is targeting an external relational database management 

system, therefore, this term will be used in the integrated statement in order to drive 

the component to use this implementation when addressing subqueries with the @rdb 

indicator. 

Moreover, the eval method returns an implementation of the ScallableTable interface, 

which finally extends the Iterator interface that is necessary from the query engine to 

manipulate these types of objects. A pseudo code snippet for implementing this 

method can be the following: 
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public ScannableTable eval(final String query, final String schemaDefinition) {  

  //parse the schemaDefinition to grab the field names and types 

 String [] fieldNames = getFieldNamesFromSignature(schemaDefinition); 

 SqlTypeName [] fieldTypes = getFieldTypesFromSignature(schemaDefinition); 

   

  return new ScannableTable() { 

   @Override 

   public Enumerable<Object[]> scan(DataContext dc) { 

    return new AbstractEnumerable<Object[]>() { 

    @Override 

    public Enumerator<Object[]> enumerator() { 

     return new RDMEnumerator(query, fieldNames, fieldTypes); 

    } 

   }; 

   } 

 

   @Override 

   public RelDataType getRowType(RelDataTypeFactory relDataTypeFactory) { 

    return getRowType(relDataTypeFactory, fieldTypes); 

   } 

 

   @Override 

   public Statistic getStatistic() { 

    return Statistics.UNKNOWN; 

   } 

 

   @Override 

   public Schema.TableType getJdbcTableType() { 

    return Schema.TableType.TABLE; 

   } 

 

   @Override 

   public boolean isRolledUp(String string) { 

    return false; 

   } 

 

   @Override 

   public boolean rolledUpColumnValidInsideAgg(String string, SqlCall sc, SqlNode 

sn, CalciteConnectionConfig ccc) { 

    return false; 

   }    
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  }; 

 } 

 

In this pseudo code, it is depicted that a new instance of the ScallableTable interface is 

being created and its methods are overridden by the implantation needed by this 

specific wrapper. It illustrates that at the beginning, the String containing the schema 

definition is being parsed because this information will be needed during the scanning 

phase, in order to transform the data to the common model that has been defined by 

the integrated statement. Then, the scan method creates a new Enumerator object, 

which is the RDMEnumerator which has been provided for this wrapper. It is important 

to be highlighted at that point that custom enumerator defines a constructor whose 

arguments must be the column names and types of the signature. By doing that, the 

instantiation object of this class will have all this information available in order to 

proceed for the proper transformation of the retrieved data. 

Regarding the RDMEnumerator class itself, there are several methods that need to be 

implemented by the interface. It has been introduced an additional one with private 

visibility which manages to open and establish a connection with the target datastore. 

private void init() { 

 if(it is already opened) { 

  return; 

 } 

  

 try { 

  this.connection = createConnection(connection arguments) 

  this.stametement = this.connection.createStatement(); 

  this.resulSet = this.stametement.executeQuery(query); 

 } catch(SQLException | SAFFederatorException | CQEException ex) { 

  throw new RuntimeException(ex); 

 }  

  

 setAlreadyOpen(); 

} 
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This method checks if the connection to the external datastore is already open, and if 

not, it establishes a connection, creates the statement object according to the JDBC 

standard, and executes the query, storing the result set that needs to be parsed later in 

order to retrieve and transform the data. It is worth to be mentioned that this is pseudo 

code illustrating a very basic implementation of a relational wrapper which executes the 

query and waits for the result. The execution of the query might be a blocking operation 

or not, depending on the type of the query and the implementation of the JDBC driver 

of the specific datastore. A more sophisticated approach would be to open a new 

thread that will be responsible to execute this query in parallel with the preparation of 

the query engine to settle the data pipeline and begin to request data. This thread could 

retrieve the data in parallel and feed the result in a blockingqueue that could be used as 

the pipeline of this thread and the thread opened by the query engine to execute these 

lines of code. As a result, the data will be available when the query engine will start 

fetching them, as the corresponding method would pick them from this blockingqueue 

that would have been already started to be filled with row data from the external 

datastore.  

Regarding the moveNext method, it has to check whether or not there are more data to 

be retrieved from the external datastore. A code snippet could be the following: 

@Override 

public boolean moveNext() { 

 init(); 

 return this.iterator.moveNext(); 

} 

 

It firstly checks if the connection is already opened, and if not, it establishes the 

connectivity. As a result, the very first time that this method will be invoked, the 

wrapper will open the connection to the external datastore and will execute the query. 

As we are mocking a traditional relational database management system that provides 

a JDBC interface, this code relies on its implementation to check this. In the more 

sophisticated approach with data being retrieved in a parallel thread, this code will have 
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to fetch data from the blockingqueue until a END_FLAG is received, that will signal the 

end of the dataset, and the code will be unblocked and return false. 

The current method returns the current tuple of the retrieved data. A pseudo code 

could be the following: 

 

@Override 

public Object[] current() { 

 return this.iterator.current(); 

} 

 

As the RDMEnumerator mocks a JDBC compliant datastore, this code relies on its 

implementation to return the current data. It is important to be mentioned here that as 

both stores, the external one and the polyglot, are relational data stores, there is no 

need for data transformation. However, in cases of a document-based datastore or a 

Hadoop Data lake, the code snippet would have to transform the raw data into the 

corresponding format, before sending back the array of objects to the query engine and 

the mediator. 

The reset method has to set the pointer in the first row of the retrieved dataset. In the 

case of the relational datastore, this operation is not supported by the JDBC standard, 

so the code snippet must not allow this, and indeed, it throws a runtime exception as 

follows: 

@Override 

public void reset() { 

 throw new UnsupportedOperationException("Reset operation is not supported by the " + 

this.getClass().getSimpleName() + ".");  

} 

 

Finally, when all data has been retrieved by the query engine, the latter closes the 

enumerator. The implementation of the corresponding method must close all open 
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connections and release all resources that have been reserved for the execution of this 

subquery. 

 

 

 

@Override 

public void close() { 

 try { 

  if((this.resultSet!=null)&&(!this. resultSet.isClosed())) { 

   this. resultSet.close(); 

  } 

 } catch(IOException ex) { 

  Log.warn("Could not close iterator {}. {}", this. 

resultSet.getClass().getSimpleName(), ex); 

 }  

 try { 

  if((this.statement!=null) && (!this.statement.isClosed())) { 

   this.statement.close(); 

  } 

 } catch(SQLException ex) { 

  Log.warn("Could not close statement for retrieving tuple. {}", ex); 

 }  

 try { 

  if((this.connection!=null) && (!this. connection.isClosed())) { 

   this. connection.close(); 

  } 

 } catch(SQLException ex) { 

  Log.warn("Could not close connection to datastore. {}", ex); 

 } 

} 
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5.3  Parallel polyglot query processing 

across data stores  

Due to the mediator/wrapper architecture design pattern that was previously 

described, the LeanXcale DQE is designed to integrate with arbitrary data management 

clusters, where data resides in its natural format and can be retrieved (in parallel) by 

running specific scripts or declarative queries. These data management clusters can 

range from distributed raw data files, through parallel SQL databases, to sharded NoSQL 

databases (such as MongoDB, where queries can be expressed as JavaScript programs) 

and parallel data processing frameworks (such as Apache Spark, where data retrieval 

and/or transformation can be requested by means of Python or Scala scripting). This 

turns LeanXcale DQE into a powerful “big data lake” polyglot query engine that can 

process data from its original format, taking full advantage of both expressive scripting 

and massive parallelism. Moreover, joins across any native datasets, including 

LeanXcale tables, can be applied, exploiting efficient parallel join algorithms. Here, we 

specifically focus on parallel joins across a relational table, the result of a JavaScript 

subquery to MongoDB, and the result of an MFR/Scala subquery to Apache Spark, but 

the concept relies on an API that allows its generalization to other script engines and 

data stores as well, as has been previously described. To enable ad-hoc querying of an 

arbitrary data set, using its scripting mechanism, and then joining the retrieved result 

set at DQE level, DQE processes queries in the CloudMdsQL query language, where 

scripts are wrapped as native subqueries. 

To better illustrate the necessity of enabling user-defined scripts to MongoDB as 

subqueries, rather than defining SQL mappings to document collections, let us consider 

the following MongoDB collection orders that has a highly non-relational structure: 

{order_id: 1, customer: "ACME", status: "O", 

 items: [ 

  {type: "book", title: "Book1", author: "A.Z.", 
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          keywords: ["data", "query", "cloud"]}, 

  {type: "phone", brand: "Samsung", os: "Android"} 

] }, ... 

 

This JSON depicts a data item stored in MongoDB that has an identifier called order_id, 

the customer name, its status and a list of items. It can be seen that each record 

contains an array of item objects whose properties differ depending on the item type. A 

query that needs to return a table listing the title and author of all books filtered by a 

given customer, would be defined by means of a flatMap operator in JavaScript, 

following a MongoDB find() operator. The example below wraps such a subquery as a 

CloudMdsQL named table: 

BookOrders(title string, author string,  

           keywords string[])@mongo = 

{* 

  return db.orders.find({customer: "ACME"}) 

  .flatMap( function(v) { 

    var r = []; 

    v.items.forEach( function(i){ 

      if (i.type == "book") 

        r.push({title:i.title, author:i.author, 

                keywords:i.keywords}); 

    } ); 

    return r; }); 

*} 

 

This query in CloudMdsQL defines a virtual table that is called BookOrders, and it 

defines the signature of this virtual table. In our example, there will be three columns: 

the title and the author which both are type String and an additional column called 

keywords that is a list of Strings. The statement will need to be executed in the 

@mongo external datastore, and the polyglot query engine will send a native script 

directly to the corresponding implementation of the wrapper related with the @mongo. 

The native scriptindicated by {* … *} brackets. We place the flatMap operator in 

JavaScript as the filter parameter of the MongoDB find() operator. 
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Now we need to join the result of this native query, expressed in the BookOrders virtual 

table, with a LeanXcale table named authors. This can be expressed directly in the main 

SELECT statement of the CloudMdsQL query: 

SELECT B.title, B.author, A.nationality 

FROM BookOrders B, Authors A 

WHERE B.author = A.name 

 

Furthermore, we aim at processing this join in the most efficient way, i.e., in parallel, by 

allowing parallel handling of the MongoDB subquery and parallel retrieval of its result 

set. 

In another example, a more sophisticated data transformation logic (such as a chain of 

user-defined transformations over Apache Spark RDDs) needs to be applied to 

unstructured data before processing by means of relational operators [10]. Let us 

consider the task of analyzing the logs of a scientific forum in order to identify the top 

experts for particular keywords, assuming that the most influencing user for a given 

keyword is the one who mentions the keyword most frequently in their posts. We 

assume that the forum application keeps log data about its posts in the non-tabular 

structure that is depicted below, namely in text files where a single record corresponds 

to one post and contains a fixed number of fields about the post itself (timestamp, link 

to the post, and username in the example) followed by a variable number of fields 

storing the keywords mentioned in the post.  

2014-12-13, http://..., alice, storage, cloud 

2014-12-22, http://..., bob, cloud, virtual, app 

2014-12-24, http://..., alice, cloud 

 

This unstructured log data needs to be transformed into the tabular dataset below, 

containing for each keyword the expert who mentioned it most frequently. 

KW        expert   frequency 

cloud     alice    2 

storage   alice    1 

virtual   bob      1 
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app       bob      1 

 

Such transformation requires the use of programming techniques like chaining 

map/reduce operations that should take place before the data is involved in relational 

operators. This can be expressed with the following MFR subquery, with embedded 

Scala lambda functions to define custom transformation logic: 

Experts(kw string, expert string)@spark = {* 

  SCAN( TEXT, 'posts.txt', ',' ) 

  .MAP( tup=> (tup(2), tup.slice(3, tup.length)) ) 

  .FLAT_MAP( tup=> tup._2.map((_, tup._1)) ) 

  .MAP( TUPLE, 1 ) 

  .REDUCE( SUM ) 

  .MAP( KEY[0], (KEY[1], VALUE) ) 

  .REDUCE( (a, b) => if (b._2 > a._2) b else a ) 

  .MAP( KEY, VALUE[0] ) 

*} 

 

In this sequence of operations, the first MAP takes a tuple (corresponding to a row from 

the input file) as an array of string values (tup) and maps the username (tup(2)) to the 

keywords subarray (tup.slice(…)). Then, the FLAT_MAP emits (keyword, user) pairs for 

each keyword. The following MAP and REDUCE count the frequencies of each such pair. 

Then, after grouping by keyword, the last REDUCE selects, for each keyword, the (user, 

frequency) pair that has the greatest value of frequency. The final MAP selects the 

keyword and username for the final projection of the returned relation. 

Now, the named table Experts can be joined to BookOrders that was retrieved earlier by 

the executing the aforementioned statement in MongoDB, for example the following 

way: 

SELECT B.title, B.author, E.kw, E.expert 

FROM BookOrders B, Experts E 

WHERE E.kw IN B.keywords 
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For optimal execution of this query, both bind join and MFR rewrites play their roles. 

The bind join condition (which involves only the kw column) can be pushed down the 

MFR sequence as a FILTER operator, in this case FILTER(KEY IN (< set_of_B_keywords 

>)). As per the MFR rewrite rules, this would take place immediately after the 

FLAT_MAP operator, significantly reducing at early stage the amount of data to be 

processed by the expensive REDUCE operators that follow. To build the bind join 

condition, the query engine flattens B.keywords and identifies the list of distinct values. 

 

5.3.1 DataLake API  

By processing such queries, the LeanXcale DQE takes advantage of the expressivity of 

each local query language or API, yet allowing for results of subqueries to be handled in 

parallel by DQE and involved in operators that utilize the intra-query parallelism. The 

query engine architecture is therefore extended to access in parallel shards of the 

external data store through the use of DataLake distributed wrappers that hide the 

complexity of the underlying data stores’ query/scripting languages and encapsulate 

their interfaces under a common DataLake API that has been interfaced by the query 

engine. Towards the design of a distributed wrapper architecture and its programming 

interface, we extended the definition that was detailed previously and in particular, we 

pay attention to the following additional desired capabilities: 

 A DataLake wrapper must have multiple instances, each linked to a DQE worker. 

 A wrapper instance must be able to execute a native subquery or script against a 

particular shard of the underlying data store cluster. 

 The DQE scheduler must be able to retrieve (through one of the wrapper instances) a 

list of “shard entries”, i.e., specifications of the available shards for an underlying 

dataset. These specifications must be opaque, as the DQE scheduler is agnostic to the 

specifics of the data store cluster. 
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 The scheduler must be able to assign shards to DQE workers and hence to the 

corresponding DataLake wrapper instances. 

 

These requirements make the concept generic in the sense that our parallel polyglot 

query engine can be easily extended to support any data management cluster as long as 

it provides means to connect directly to database shards and retrieve in parallel dataset 

partitions. In the subsequent subsections, we give details on how the process of parallel 

retrieval from MongoDB and HDFS datasets is mapped to the methods of the generic 

DataLake API. We also show that the same methods abstract well enough even the 

more sophisticated parallel data push model, necessary to support the parallel 

integration with Apache Spark. 

For a particular data store, each DQE worker creates an instance of the DataLake 

wrapper that is generally used for querying and retrieval of shards of data. Each 

wrapper typically uses the client API of the corresponding data management cluster. 

The DQE distributed architecture that was shown in Figure 8 is now extended to 

support the DataLake wrappers and can be now depicted in Figure 10. 

 

Figure 10: Generic architecture extension for parallel accessing external data stores 



 

 

MOTOR CONSULTAS ANALÍTICAS POLÍGLOTA 

 

Page  81 

As opposed to the single thread implementation that was previously described, the 

parallel wrappers now need to implement the following DataLake API methods that will 

be invoked by the query engine in order to provide parallel retrieval of shards. 

The method init(ScriptContext) requests the execution of a script to retrieve data from 

the data store. It provides connection details to address the data store and the script as 

text. It may also provide parameter values, if the corresponding named table is 

parameterized. Normally, the wrapper does not initiate the execution of the script 

before a shard is assigned by the setShard method (see below). 

After the initialization, the DQE selects one of the wrapper instances (the one created 

by the master worker) as a master wrapper instance. The method Object[] listShards() is 

invoked by the DQE only to the master wrapper to provide a list of shards where the 

result set should be retrieved from. Each of the returned objects encapsulates 

information about a single shard, which is implementation-specific, therefore opaque 

for the query engine. Such an entry may contain, for example, the network address of 

the database shard, and possibly a range of values of the partition key handled by this 

shard. Since the query engine is unaware of the structure of these objects, the wrapper 

provides additional methods for serializing and deserializing shard entries, so that DQE 

can exchange them across workers. 

Having obtained all the available shards, the DQE schedules the shard assignment 

across workers and invokes the method setShard(Object shard) to assign a shard to a 

particular wrapper instance. Normally, this is the point where the connection to the 

data store shard takes place, and the script execution is initiated. This method might be 

invoked multiple times to a single wrapper instance, in case there are more shards than 

workers. In such scenario, each instantiated wrapper instance will retrieve data from a 

specific shard, but as the number of shards is greater than the number of overall 

wrapper instances, some of those shards will not be accessed. The DQE, which 

orchestrates the whole execution and schedules the shard assignments, will assign the 

remaining shards to the wrappers once they finish their execution. This will be done by 
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re-invoking the setShard(Object shard) method to the already instantiated wrapper that 

will now execute the script to the newly assigned shard. 

As the parallel wrappers common interface extends the one simple wrapper that was 

described previously, that finally extends a Java Iterator, using the method next, the 

query engine can still iterate through a partition of the result set, which is retrieved 

from the assigned shard. When this iteration is over, the DQE may assign another shard 

to the wrapper instance, as explained above in the case that there are more shards than 

workers. 

By interfacing wrappers through the DataLake API, the DQE has the possibility to 

retrieve in parallel disjoint subsets of the result set, much like it does with LeanXcale 

tables. A typical wrapper implementation should use a scripting engine and/or a client 

library to execute scripts (client- or server-side) against the data store. 

In the next subsection, more information will be given regarding the specific 

implementations of the generic DataLake API for the involved database management 

systems that will be examined: MongoDB, HDFS datasets and Apache Spark. 

 

5.3.2 Implementation for MongoDB 

In this section, the design of the distributed MongoDB wrapper will be introduced. The 

concept of parallel querying against a MongoDB cluster is built on the assumption that 

each DQE worker can access directly a MongoDB shard, bypassing the MongoDB router 

in order to sustain parallelism. This, however, forces the DQE to define certain 

constraints for parallel processing of document collection subqueries, in order to 

guarantee consistent results, which is normally guaranteed by the MongoDB router. The 

full scripting functionality of MongoDB JavaScript library is still provided, but in case 

parallel execution constraints fail, the execution falls back to a sequential one. First, the 

wrapper verifies that the MongoDB balancer is not running in background, because 
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otherwise it may be moving chunks of data across MongoDB shards at the same time 

the query is being executed, which may result in inconsistent reads. Second, the 

subquery should use only stateless operators (Op) on document collections, as they are 

distributive over the union operator. In other words, for any disjoint subsets (shards) S1 

and S2 of a document collection C, Op(S1) ∪ Op(S2) = Op(S1 ∪ S2) must hold, so that 

the operator execution can be parallelized over the shards of a document collection 

while preserving the consistency of the resulting dataset. In this work, we specifically 

focus on enabling the parallel execution of filtering, projection (map), and flattening 

operators, by means of user-defined JavaScript functions transformations. 

The distributed wrapper for MongoDB comprises a number of instances of a Java class 

that implements the DataLake API, each of which embeds a JavaScript scripting engine 

that uses MongoDB’s JavaScript client library. To support parallel data retrieval, we 

further enhance the client library with JavaScript primitives that wrap standard 

MongoCursor objects (usually returned by a MongoDB JavaScript query and are similar 

to the Iterator objects that the DQE and the DataLake implementations are using) in 

ShardedCursor objects, which are aware of the sharding of the underlying dataset. In 

fact, ShardedCursor implements all DataLake API methods and hence serves as a proxy 

of the API into the JavaScript MongoDB client library. The client library is therefore 

extended with the following document collection methods that return ShardedCursor 

and provide the targeted operators (find, map, and flat map) in user scripts. 

The findSharded() method accepts the same arguments as the native MongoDB find() 

operator, in order to provide the native flexible querying functionality, complemented 

with the ability to handle parallel iteration on the sharded resultset. Note that, as 

opposed to the behaviour of the original find() method, a call to findSharded() does not 

immediately initiate the MongoDB subquery execution, but only memorizes the filter 

condition (the method argument), if any, in the returned ShardedCursor object. This 

delayed iteration approach allows the DQE to internally manipulate the cursor object 

before the actual iteration takes place, e.g., to redirect the subquery execution to a 
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specific MongoDB shard. And since an instance of ShardedCursor is created at every 

worker, this allows for the parallel assignment of different shards.  

In order to make a document result set fit the relational schema required by a 

CloudMdsQL query, the user script can further take advantage of the map() and 

flatMap() operators. Each of them accepts as argument a JavaScript mapper function 

that performs a transformation on each document of the result set and returns another 

document (map) or a list of documents (flatMap). Thus, a composition of findSharded 

and map/flatMap (such as in the BookOrders example above) makes a user script 

expressive enough, so as to request a specific MongoDB dataset, retrieve the result set 

in parallel, and transform it in order to fit the named table signature and further be 

consumed by relational operators at the DQE level. 

Let us consider the following modification Q1-ML of query Q1 that was illustrated in 

Chapter 4, which assumes that the LINEITEM table resides as a sharded document 

collection in a MongoDB cluster and the selection on it is expressed by means of the 

findSharded() JavaScript method, while ORDERS is still a LeanXcale table, the partitions 

of which are stored in the KiVi storage layer that was described in the subsection 

related with the overall architecture of LeanXcale. 

Q1-ML:   LINEITEM(L_ORDERKEY int)@mongo = {* 

            return db.lineitem.findSharded( 

               {l_quantity: {$lt: 5}} ); 

         *} 

 

         SELECT count(*) 

         FROM LINEITEM L, ORDERS ORDERS 

         WHERE L_ORDERKEY = 0_ORDERKEY 

 

Let us also assume for simplicity the same number of DQE workers, KVDS servers (the 

data server nodes of the KiVi storage layer), and MongoDB shards, so each worker gets 

exactly one partition of both tables by connecting to one MongoDB shard (through a 

wrapper instance) and one KVDS, as depicted in Figure 11. 
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Figure 11: Parallel join between sharded datasets: LeanXcale table (in KVDS) and MongoDB collection (in 

Mongo Shards) 

 

The DQE initiates the subquery request by passing the script code to each wrapper 

instance through a call to its init() method. At this point, the ShardedCursor object does 

not yet initiate the query execution, but only memorizes the query filter object. 

Assuming that W1 is the master worker, it calls the listShards() method of its wrapper 

instance WR1 to query the MongoDB router for a list of MongoDB shards (database 

instances identified by host address and port), where partitions of the LINEITEM 

collection are stored. The list of shards is then reported to the DQE scheduler, which 

assigns one MongoDB shard to each of the workers by calling the setShard() method. 

Each worker then connects to the assigned shard and invokes the find() method to a 

partition of the LINEITEM collection using the memorized query condition, thus 

retrieving a partition of the resulting dataset (if a flatMap or map follows, it is processed 

for each document of that partition locally at the wrapper). The dataset partition is then 

converted to a partition of an intermediate relation, according to the signature of the 
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LINEITEM named table expression. At this point, the DQE is ready to involve the 

partitioned intermediate relation LINEITEM in the execution of a parallel join with the 

native LeanXcale partitioned table ORDERS. 

 

5.3.3 Implementation for HDFS Files 

The distributed HDFS wrapper is designed to access in parallel tables stored as HDFS 

files, thus providing the typical functionality of a tightly-coupled polystore, but through 

the use of the DataLake API. We assume that each accessed HDFS file is registered as 

table in a Hive metastore. Therefore, a wrapper instance can use the Hive metastore 

API to get schema and partitioning information for the sub-queried HDFS table and 

hence to enable iteration on a particular split (shard) of the table. Note that Hive is 

interfaced only for getting metadata, while the data rows are read directly from HDFS. 

To better illustrate the flow, let us consider another modification Q1-HL of query Q1, 

which assumes that the LINEITEM table is stored as file in a Hadoop cluster. 

Q1-HL:   SELECT count(*) 

         FROM LINEITEM@hdfs L, ORDERS O 

         WHERE L_ORDERKEY = O_ORDERKEY 

 

To schedule parallel retrieval of the LINEITEM table, the DQE redirects the subquery to 

the HDFS wrapper, preliminarily configured to associate the @hdfs alias with the URI of 

the Hive metastore, which specifies how the file is parsed and split. This information is 

used by the master wrapper, which reports the list of file splits (instances of Hive API’s 

InputSplit class) to the DQE scheduler upon a call to the listShards() method. Then, the 

scheduler assigns a split to each of the workers, which creates a record reader on it in 

order to iterate through the split’s rows, as depicted in Figure 12. 
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Figure 12: Parallel join between LeanXcale and HDFS tables 

 

5.3.4 Implementation for Apache Spark  

The major challenge of supporting Apache Spark as an underlying data management 

cluster is to enable parallel data movement from Spark workers to DataLake wrappers. 

Since this necessitates that Spark workers find and connect to DataLake wrapper 

instances, it results in a different, more complex architecture of the distributed Spark 

wrapper. A discovery service is introduced through the special component Spark Agent 

Registry that keeps information about available Spark wrapper instances and dispatches 

them to the requesting Spark workers so that parallelism is fully exploited in moving 

data from a Spark RDD to the DQE. In order to make the wrapper instances collect in 

parallel partitions of the resulting RDD, the master wrapper ships an additional code 

together with the user defined script that makes each RDD partition push its data 

directly to the assigned by the registry wrapper instance. This approach, explained in 
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detail hereafter, differs from the typical retrieval of sharded data, where partitions of 

the underlying dataset can be directly accessed and pulled by wrapper instances. 

As the wrapper processes MFR expressions wrapped in native subqueries, it implements 

a subquery processor. It parses and interprets a subquery written in MFR notation; 

then, uses an MFR planner to find optimization opportunities; and finally translates the 

resulting sequence of MFR operations to a sequence of Spark methods to be executed, 

expressed as Scala or Python script. The MFR planner decides where to position the 

pushed down filter operations to apply them as early as possible, using rules for 

reordering MFR operators that take into account their algebraic properties (see Sect. 

4.2.3). This pre-processing takes place at the master wrapper instance. 

To enable remote submission of the generated Scala script for Spark by the master 

wrapper, our setup relies on Apache Livy, which provides a REST service for easy 

submission of Spark jobs and Spark context management. Figure 13 gives a high-level 

illustration of the processing of the query Q1-SL, assuming a simple MFR subquery that 

reads the LINEITEM table as a text file from the Hadoop cluster, but this time through 

Spark. 
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Figure 13: Parallel join between LeanXcale and Spark 

 

The Q1-SL query is illustrated at the following code snippet: 

Q1-SL:   LINEITEM(L_ORDERKEY int)@spark = {* 

            SCAN(TEXT, 'linetitem.tbl', ',') 

         *} 

 

         SELECT count(*) 

         FROM LINEITEM L, ORDERS ORDERS 

         WHERE L_ORDERKEY = 0_ORDERKEY 

 

Figure 14 shows in detail the flow of operations for processing an MFR subquery by the 

distributed Spark wrapper. 
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Figure 14: Architecture of distributed Spark wrapper 

Each wrapper instance is composed of PrepareScript and SparkAgent components. 

PrepareScript is responsible for preparing the Scala script to be submitted as a Spark job 

and is active only at the master wrapper for a particular query. SparkAgent is the 

component, which accepts TCP connections from Spark executors to push RDD partition 

data. To initiate the subquery processing, the DQE sends the user MFR expression to the 

master wrapper through a call to the init() method. Then, the PrepareScript component 

of the master wrapper generates the Scala code that corresponds to the MFR query, to 

initialize a variable named rdd: 

val rdd = sc.textFile( "lineitem.tbl" ) 

          .map(_split(",") ) 

 

Next, the DQE calls the listShards() method of the master wrapper, which returns the 

number of expected partitions of the result RDD. To figure out this number, 
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PrepareScript opens a Livy session, initializes the rdd variable using the above Scala 

statement, and then calls rdd.getNumPartitions().      

At this moment, the execution of the prepared Spark job gets initiated by calling 

through the same Livy session the following foreachPartition action function that makes 

each partition connect to an available wrapper instance and send its data:  

rdd.foreachPartition{ part => 

   val sock = connectSparkAgent() 

   part.foreach( tup => sock.write(serialize(tup)) ) 

   sock.close() 

} 

 

In this code, connectSparkAgent is a function that the master wrapper preliminarily 

generates and defines in the Livy session. It requests from a common component, 

named AgentRegistry, the address of an available SparkAgent (waiting for such 

availability, if necessary) and makes a socket connection to it. serialize is another 

function that serializes each entry of the RDD partition to a byte array in a format that 

SparkAgent can interpret, which is then sent to the SparkAgent through the socket. This 

function is also generated by the master wrapper, once the type of the RDD entries is 

reported back through Livy after initialization of the rdd variable.    

Upon a subsequent call of setShard() to a wrapper instance, the corresponding 

SparkAgent reports to the AgentRegistry its availability to receive partition data for this 

particular query. On the other hand, as described above, when processing a partition, 

each Spark executor finds and sends to an available Spark agent all tuples of the 

partition. When tuples are received and deserialized, SparkAgent buffers them to a 

queue, from where they are pulled by the query engine through calls of the next() 

method of the wrapper instance. 
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Chapter 6. Performance 

Evaluation 

In the previous chapter, details about the polyglot query engine were provided, that has 

been developed under the scope of this thesis. This included the integration of the 

engine itself with the LeanXcale DQE, information on how it can be extended to support 

additional external datastores by implementing their corresponding wrappers, and 

finally how the wrappers were extended to enable the parallel query processing over 

datastores that can distributed their datasets among different shards. The main 

purpose is to allow the DQE to exploit its OLAP engine and use the polyglot query 

engine to push down queries that can be processed in a parallel manner by the target 

external datastores. 

In this chapter, experimentation results will be provided in order to evaluate the 

performance of the overall integrated solution. The goal of this experimental validation 

is to assess the scalability of the query engine when processing integration (join) queries 

across diverse data sources, as the major objective is to be able to fully exploit both the 

massive parallelism and high expressivity, provided by the underlying data management 

technologies and their scripting frameworks. It will be evaluated the scalability of 

processing a particular query by varying the volume of queried data and the level of 

parallelism and analysing the corresponding execution times. In particular, the goal is to 

strive to retain similar execution times of a particular query when keeping the level of 

parallelism (in number of data shards and workers) proportional to the scale of data. 

The experimental evaluation was performed on a cluster of the GRID5000 platform. 

Each node in the cluster runs on two Xeon E5-2630 v3 CPUs at 2.4 GHz, 8 physical cores 

per CPU (i.e., 16 per node), 128 GB main memory, and a network bandwidth of 10 Gbps. 
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The highest level of parallelism is determined by the total number of cores in the 

cluster. We performed the experiments varying the number of nodes from 2 to 32 and 

the number of workers from 32 to 512 (several workers per node). All the three data 

stores and the query engine are evenly distributed across all the nodes, i.e., shards of 

each data store and Spark workers are collocated at each node. The coordinating 

components for the Spark subsystem, Livy and AgentRegistry, are running on one of the 

nodes. For each experiment, the level of parallelism determines the number of data 

shards, as well as the highest number of workers, in accordance with the total number 

of cores in the cluster. 

The experiments have been performed in three general groups of test cases, each 

having a distinct objective. The first group evaluates the scalability of the system in the 

context of straightforward SQL mappings with the underlying data stores. The second 

group adds higher expressivity to the subqueries, which cannot be easily achieved 

through trivial SQL mappings, while still assessing the scalability. The third group 

evaluates the benefit of performing bind join in the context of large-scale data and the 

same highly expressive subqueries. All the queries were run on a cluster of LeanXcale 

DQE instances, running the distributed wrappers for MongoDB, Hive, and Spark. 

Finally, for comparison with the state of the art, the large-scale test case queries were 

also performed on a Spark SQL cluster, where the MongoDB Spark connector was used 

to access MongoDB shards in parallel. The choice of Spark SQL for a state-of-the-art 

representative to compare our work with is justified by the fact that it supports most of 

the features our approach targets and hereby evaluates, namely: (a) parallel MongoDB 

subqueries through the use of the MongoDB connector that also supports native 

MongoDB operators (e.g., aggregation pipelines), beyond the trivial SQL mappings; (b) 

parallel map/filter/reduce subqueries, done natively through Spark RDD 

transformations; (c) parallel joins and scalability. What Spark SQL is not capable of is 

bind join through SQL queries; to perform a bind join, one has to write a Spark program, 

which limits the use cases. Therefore, we stress on our advantage of supporting this 

powerful optimization technique. 
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6.1  General Scalability 

The first group of test cases aims at generic evaluation of the performance and 

scalability of joins across any pair of the four involved data stores: LeanXcale relational 

database, MongoDB, HDFS files and Apache Spark. The data that was used was based 

on the TPC-H benchmark schema [40], particularly for the tables LINEITEM, ORDERS, 

and CUSTOMER. All the generated datasets were loaded in LeanXcale as relational 

tables; loaded in MongoDB as document collections; copied to the HDFS cluster as raw 

CSV files, to be accessed through Hive as tables and through Spark by means of scans 

expressed as simple MFR/Scala statements. To perform the tests on different volumes 

of data, the datasets were generated with three different scale factors, according to the 

definition of the TPC-H benchmark: 60 GB, 120 GB, and 240 GB. Note that in this 

subsection, the focus was given only on the evaluation of joins; therefore, the 

submitted queries involved only joins over full scans of the datasets, without any filters. 

The six queries used for this evaluation are variants of the following, which was also 

referred in the previous section when details of the different implementations of the 

DataLake API were given for the three different datastores: 

 

Q1: SELECT count(*) 

    FROM LINEITEM L, ORDERS O 

    WHERE L_ORDERKEY = O_ORDERKEY 

 

We will refer to them with the notation Q1 XY, where X is the first letter of the data 

store, from which LINEITEM is retrieved, while Y refers to the location of ORDERS. For 

example, Q1 ML joins LINEITEM from MongoDB with ORDERS from the LeanXcale 

relational database. Subqueries to MongoDB are expressed natively in JavaScript. MFR 

subqueries to Spark are defined as single SCAN operators, translated to Scala 
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commands. Intermediate result sets from MongoDB, HDFS, and Spark are retrieved in 

parallel, as described in the previous chapter. 

Figure 15 shows the performance measurements on queries of the first test case, 

executing joins between LINEITEM and ORDERS tables in any configuration of pairs 

between the three data stores. 

In general, the execution speed is determined by the performance of processing the 

LINEITEM side of the join, as this table is much larger than ORDERS. In fact, according to 

the TPC-H specification the LINEITEM data table is 4 times larger than the ORDERS. 

Taking into consideration that the Q1 requires a full scan in both tables, as there is no 

filter condition applied, then datastore that needs to perform the scan operation to 

provide data for the left part of the join operation, will have to access 4 times more 

data items that the datastore that needs to perform its corresponding scan operation 

for the right part of this join. As a result, scanning the LINEITEM table is 4 times more 

costly than scanning the ORDERS table. This has the consequence that when LINEITEM 

resides at LeanXcale, the performance is highest, as the query engine processes it 

natively. For HDFS tables, some overhead is added, due to data conversions, 

communication with the Hive meta-store, and possibly accessing HDFS splits through 

the network. For Spark result sets, this overhead is a bit higher, because of the 

additional serialization/deserialization that takes place between Spark executors and 

SparkAgent instances. MongoDB subqueries show the lowest performance as data 

retrieval passes through the embedded JavaScript interpreter at each worker. 

It should be highlighted at this point that in all the graphs a reasonable speedup is 

shown with increase of the parallelism level. Moreover, the correspondence between 

scale of data and parallelism level is quite stable. For example, quite similar execution 

times are observed for 60 GB with 64 workers, 120 GB with 128 workers, and 240 GB 

with 256 workers. This means that, as the volume of data grows, performance can be 

maintained by simply adding a proportional number of workers and data shards. This 

validates that the implementation of the polyglot query engine can scale horizontally 
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very effectively, and being integrated with the distributed relational query engine of the 

LeanXcale datastore, which provides parallel OLAP capabilities, there is no observation 

of a significant overhead when putting additional nodes to handle a correspondent 

increase of the data load. 

 

Figure 15: Execution times (in seconds) of Q1 queries on TPC-H data with different scales of data (60, 120, 

and 240 GB) and different levels of parallelism (32, 64, 128, 256, and 512 workers) 
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6.2  Expressivity and scalability 

The second group of test cases aims at the evaluation of highly expressive JavaScript 

and MFR subqueries, such as the BookOrders and Experts examples from the section 

5.3. The goal is to show that even with more sophisticated subqueries, scalability is not 

compromised. 

To evaluate BookOrders, we created a MongoDB nested document collection named 

Orders_Items, where we combined the ORDERS and LINEITEM datasets as follows. For 

each ORDERS row we created a document that contains an additional array field items, 

where the corresponding LINEITEM rows were added as subdocuments. Each of the 

item subdocuments was assigned a type field, the value of which was randomly chosen 

between “book” and “phone”. Then, “title” and “author” fields were added for the 

“book” items and “brand” and “os”—for the “phone” items, all filled with randomly 

generated string values. Thus, the following BookOrders named table was used in the 

test queries: 

BookOrders(custkey int, orderdate date, title string, author string, keywords 

string[])@mongo = 

{* 

  return db.orders_items.findSharded() 

  .flatMap( function(doc) { 

    var r = []; 

    doc.items.forEach( function(i){ 

      if (i.type == "book") 

        r.push({custkey: doc.custkey, orderdate.doc.orderdate, 

                title:i.title, author:i.author, keywords:i.keywords}); 

    } ); 

    return r; }); 

*} 

 

We ran two queries under the same variety of conditions—three different scale factors 

for the volume of data and varying the level of parallelism from 32 to 512. The following 

Query Q2-M evaluates just the parallel execution of the BookOrders script in MongoDB, 
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while Q2-ML involves a join between MongoDB and the CUSTOMER table from the 

LeanXcale data store. 

Q2-M:  SELECT count(*) FROM BookOrders 

 

Q2-ML: SELECT count(*) 

       FROM BookOrders O, CUSTOMER C 

       WHERE O.CUSTKEY = C.C_CUSTKEY  

 

Figure 16 shows the performance measurements of Q2 queries that stress on the 

evaluation of the parallel processing of highly expressive JavaScript queries, with and 

without join with the CUSTOMER table that is located in the LeanXcale relational 

database. Similar conclusions on performance and scalability can be done, like for the 

Q1 queries. 

 

Figure 16: Execution times (in seconds) of Q2 queries on more sophisticated JavaScript MongoDB 

subqueries with scales of data from 60 to 240 GB and levels of parallelism from 32 to 512 workers 
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To evaluate the Experts subquery, a log file was generated for posts with the structure 

suggested in section 5.3. The first and the second fields of each tuple are a timestamp 

and a URL; they do not have impact on the experimental results. The third field contains 

the author of the post as a string value. The remainder of the tuple line contains 1 to 10 

keyword string values, randomly chosen out of a set of 15,000 distinct keywords. Data 

have been generated in three scale factors: 60 GB (400 million tuples), 120 GB (800 

million tuples), and 240 GB (1.6 billion tuples). The intermediate datasets at the first 

shuffle, where (keyword, user) pairs are emitted, are about the same size respectively. 

Similarly, to the previous test case of this subsection, we ran two queries varying the 

level of parallelism from 32 to 512. Query Q2-S evaluates just the parallel execution of 

the Experts MFR query on Spark, while Q2-SL involves a join with the CUSTOMER table 

from the LeanXcale data store:  

Q2-S:  SELECT count(*) FROM Experts 

 

Q2-SL: SELECT count(*) 

       FROM Experts E, CUSTOMER C 

       WHERE E.expert = C.C_NAME 

 

Figure 17 shows the performance measurements of Q2 queries that stress on the 

evaluation of the parallel processing of MFR/Scala queries against Spark, with and 

without join with a LeanXcale table. In general, the execution of these queries is much 

slower, as, at the Spark level, it involves shuffles of significant amounts of intermediate 

data. The results however show good scalability and speedup with increase of the 

parallelism level, like for the Q1 queries. 
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Figure 17: Execution times (in seconds) of Q2 queries on complex MFR/Scala queries to Spark with scales 

of data from 60 to 240 GB and levels of parallelism from 32 to 512 workers 

 

6.3  Bind Joins 

The third group of test cases evaluates the parallel polyglot query processing in the 

context of much larger data. Q3 performs a join between a 600 GB version of the 

MongoDB collection Orders_Items (containing ~770 million documents and ~3 billion 

order items) and a generated table CLICKS of size 1 TB, containing ~6 billion click log 

records. To make the CLICKS dataset accessible by both Spark and LeanXcale, it is 

generated as an HDFS file. The query can be seen in the following code snippet: 

Q3: SELECT O.CUSTKEY, O.TITLE, C.URL, O.ORDERDATE 

    FROM CLICKS C, BookOrders O 

    WHERE C.UID = O.CUSTKEY 

      AND C.CLICKDATE = O.ORDERDATE 

      AND C.IPADDR BETWEEN a AND b 
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The query assumes a use case that aims to find orders of books made on the same day 

by the customers visited the website. The predicate C.IPADDR BETWEEN a AND b filters 

a range of source IP addresses for the web clicks, which results in selecting click data for 

a particular subset of user IDs. This selectivity makes significant the impact of using bind 

join within the native table BookOrders. The definition of the named table is hence 

slightly modified, to allow for the bind join to apply early filtering in order to reduce 

significantly the amount of data processed by the MongoDB JavaScript subquery, as this 

can be depicted in the following code snippet: 

BookOrders(custkey int, orderdate date, title string,  

                        author string, keywords string[], 

JOINED ON custkey REFERENCING OUTER AS uids int[])@mongo = 

{* 

  return db.orders_items.findSharded( {custkey: { $in: uids}} ) 

  .flatMap( function(doc) { 

    var r = []; 

    doc.items.forEach( function(i){ 

      if (i.type == "book") 

        r.push({custkey: doc.custkey, orderdate.doc.orderdate, 

                title:i.title, author:i.author, keywords:i.keywords}); 

    } ); 

    return r; }); 

*} 

 

The difference between the code snippet we used for MongoDB in the previous 

subsection and the one that was depicted above, is that for the latter we define a list of 

integers, called uids, that will be used as the input parameter in the named table. This is 

defined by the referencing keyword, where the code indicates to the polyglot query 

engine to use this when it will execute the join operation defined in the Q3 query 

statement. Then, special attention needs to be given on the implementation of this 

named table that will guide the corresponding implementation of the wrapper to 

execute the statement and retrieve data that is stored externally to MongoDB. The code 

is the same as the one we used in the previous subsection, with the only difference to 

be the use of a filter condition when performing the scan operation. The findSharded 
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method is the one that scans the MongoDB collection, which is the MongoDB 

equivalent of a data table in the relational world, and in this case is the Orders_ITEMS. 

In the previous subsection, the wrapper was instructed to do a full scan on this 

collection, as the method had no arguments. In the code we used to demonstrate the 

bind join, we instead add a filter criterion, which is an IN operation over the custkey 

column, using a list of integers. This was necessary, as the implementation of the bind 

join requires for the table of the right part of the join to perform an IN operation to 

retrieve data instead of using other techniques, in order to accelerate the efficiency of 

the overall processing.   

Regarding the overall execution of the Q3 statement, the query executes by first 

applying the filter and retrieving intermediate data from the CLICKS table, where a full 

scan takes place. The intermediate data are then cached at the workers and a list of 

distinct values for the UID column is pushed to the MongoDB wrapper instances, to 

form the bind join condition, using the updated code that can accept a list of such 

distinct values and execute the IN operation in the MongoDB side. We use the 

parameters a and b to control the selectivity on the large table, hence also the 

selectivity of the bind join. We ran experiments varying the selectivity factor SF 

between 0.02, 0.2, and 2%. 
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6.4  Comparison against Spark 

To run an analogue of the BookOrders subquery through the MongoDB connector for 

Spark SQL, we used the MongoDB aggregation framework against the same sharded 

collection in our MongoDB cluster as follows: 

db.orders_items.aggregate([{$unwind: "$items"}, 

                           {$match: {"items.type": "BOOK"}}, 

         ....]) 

 

Figure 18 shows the execution times (in seconds) of Q3 queries joining an expressive 

JavaScript MongoDB subquery on a 600 GB document collection with a 1 TB click logs 

dataset. The level of parallelism was set to 512, which is 512 MongoDB shards, 512 

LeanXcale DQE instances, and 512 Spark executors. To assess the bind join, the 

selectivity factor SF, controlled by the use of the a and b parameters that filters the data 

to be retrieved from the CLICKS table, varied between 0.02, 0.2, and 2%. 

 

Figure 18: Execution times (in seconds) of Q3 queries joining an expressive JavaScript MongoDB subquery 

on a 600 GB document collection with a 1 TB click logs dataset. 
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As it is depicted, there have been measured the times for processing Q3 queries first 

with Spark SQL using the code snippet that relies on the use of MongoDB aggregations, 

then with LeanXcale without using bind join, and with LeanXcale using bind join. The 

level of parallelism for both storing and querying data is 512. Without bind join, Spark 

SQL shows a slight advantage compared to LeanXcale DQE, which is explainable by the 

overhead of the JavaScript interpreting that takes place at DQE wrappers for MongoDB. 

Predicate selectivity does not affect significantly the query execution time, as full scans 

take place on both datasets anyway. Performance benefits are noticeable when using 

LeanXcale with bind join, where smaller values of the selectivity factor SF result in 

shorter lists of outer keys for the bind join condition and hence faster execution of the 

BookOrders subquery. 

The last performance evaluation test case extends the Q3 query by adding another join 

with the result of the Experts MFR subquery to Spark against the 240 GB version of the 

generated posts log file. The Q4 is depicted in the following code snippet: 

Q4: SELECT O.CUSTKEY, O.TITLE, C.URL, O.ORDERDATE, E.kw, E.expert 

    FROM CLICKS C 

       JOIN BookOrders O ON C.UID = O.CUSTKEY 

       JOIN Experts E ON E.kw IN O.keywords 

    WHERE C.CLICKDATE = O.ORDERDATE 

      AND C.IPADDR BETWEEN a AND b 

 

Using bind join, the query executes as follows: first, the join between CLICKS at HDFS 

and BookOrders at MongoDB takes place, as in Q3; then, after flattening O.keywords 

and identifying the list of distinct keywords, another bind join condition is pushed to the 

Experts subquery to Spark, as described in section 5.3, to reduce the amount of data 

processed by Spark transformations. To use the same mechanism for controlling the 

selectivity of the second join, the keywords for each book item in the Orders_Items 

MongoDB collection are generated in a way that a selectivity factor SF on the first join 

results in about the same SF on the second join. 
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Figure 19: Execution times (in seconds) of Q4 queries joining the result of Q3 queries with an 

MFR/Scala/Spark subquery against 240 GB HDFS file 

 

Figure 19 shows the execution times (in s) of Q4 queries joining the result of Q3 queries 

(1 TB LeanXcale table joining 600 GB MongoDB collection) with an MFR/Scala/Spark 

subquery against 240 GB HDFS file. The level of parallelism was set to 512, which 

corresponds to 512 MongoDB shards, 512 LeanXcale DQE instances, and 512 Spark 

executors. To assess bind join, SF varied between 0.02, 0.2, and 2%; this is applied at 

both joins. 

As it is depicted, there have been measured the times for processing Q4 queries, 

involving 2 joins: with Spark SQL, with LeanXcale without using bind join, and with 

LeanXcale using bind join. Similarly, to the previous test case, the performance 

evaluation shows that the ability for applying bind join that cannot be handled with 

Spark SQL gives our approach a significant advantage for selective queries. This is very 

useful in a wide range of industrial scenarios.  
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Chapter 7. Real-Time Data 

Warehouse 

In this chapter, it will be discussed an part of the work that has been carried out under 

the scope of this thesis that is currently on-going, while there will be suggested further 

potential extensions that can be considered as future work. This work is planned to be 

developed after this thesis, and proposes a novel architecture that is called real-time 

data warehouse. This can be used to solve inherit technological barriers of modern 

approaches when having to deal with a vast amount of data that becomes obsolete 

after a certain period of time and are widely characterized as historical. Typically, such 

type of data needs to be moved to a data warehouse to offload the operational 

datastores that have different types of query processing capabilities and whose focus is 

mainly to ensure database transactions. Instead, the implementation of the proposed 

architecture is based on the polyglot query engine that has been described in this thesis 

and more precisely on the sequential implementation of the wrapper, presented in 

section 5.2. In this section, firstly the motivation behind the proposed solution will be 

given, along with the description of the basic principles, requirements and architectural 

components. At the end, there will be described the two major elements of the overall 

solution: the algorithms behind the query processing and how data consistency in terms 

of database transactions is ensured when data is being moved from the operational 

datastore of LeanXcale to the target data warehouse. 
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7.1  Motivation 

The motivation behind the proposed future work that will be described in this section 

was born through the experimentation of the polyglot query engine while participating 

in European research projects of BigDataStack (H2020-779747), PolicyCLOUD (H2020-

870675) and INFINITECH (H2020-856632). Through the participation in such integrated 

projects with different and diverse use case scenarios, it became evident that as 

modern enterprises in finance, insurance or e-commerce sectors currently have to deal 

with a vast amount of data, the majority of this information eventually becomes 

obsolete. The result is that data kept by these enterprises can be categorized as current 

and historical.  The data management systems are continuously being ingested with 

fresh data coming from various sources. Examples can be found in various domains. For 

instance, IoT sensors installed in a vehicle are continuously feeding with such 

information an insurance company, which can be the purposes of scenarios related with 

personalized insurance products based on IoT information coming from these 

connected vehicles. Moreover, finance currencies are being ingested in a-per second 

frequency to the management system of finance companies that consult about risk 

assessment for banking investments. What is more, online finance transactions are 

being stored, so that can be later used in order to detect anti-money laundering 

activities and to avoid financial crime. Finally, an online e-commerce enterprise relies on 

a relational database management system for the online application, and tracks the 

overall activities of its customers. Even if these activities are historical, they are valuable 

input to algorithms of artificial intelligence that can predict customer behaviour or can 

feed a recommendation engine to further advice customers for future purchases. 

In all these scenarios, there is the need to deal with current data that are useful for real 

time processing, where the need of forcing transactional semantics is crucial, but they 

also require to effectively manage the vast amount of the data that has become 

obsolete and can be considered as historical after a given point in time. The importance 
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of keeping historical data is evident, as they feed machine learning algorithms that can 

be combined with current data. In order to cope with both current and historical data, 

two common design patterns are widely used nowadays. 

The first pattern is commonly referred as lambda architecture, which combines 

techniques from batch processing with data streaming to be able to process data in a 

real-time manner. The lambda architecture is motivated by the lack of scalability of 

operational SQL databases, which are used to store current data. The architecture 

consists of three layers: 

 Batch layer: It is based on append only storage, typically a data lake, such as the ones 

based on HDFS. Then, it relies on MapReduce for processing new batches of data in 

the forms of files. This batch layer provides a view in a read-only database. Depending 

on the problem being solved, the output might need to fully re-compute all the data 

to be accurate. After each iteration, a new view of the current data is provided. This 

approach is quite inefficient but solves a scalability problem that used to have no 

solution, the processing of tweets in Twitter. 

 Speed layer: This layer is based on data streaming. In the original system at Twitter, it 

was accomplished by the Storm data streaming engine. It basically processes new data 

to complement the batch view with the most recent data. This layer does not aim 

accuracy, but to provide more recent data to the global view achieved with the 

architecture. 

 Serving layer: The serving layer processes the queries over the views provided by both 

the batch and speed layers. Batch views are indexed to be able to answer queries with 

low response times and combines them with the real-time view to provide the answer 

to the query, combining both real-time data and historical data. This layer typically 

uses some key-value data store to implement the indexes over the batch views. 
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Figure 20: Lambda Architecture 

The main shortcoming of the lambda architecture is its complexity and the need to have 

totally different code bases for each layer that have to be coordinated to be fully in 

sync. Maintenance of the platform is very hard since debugging implies understanding 

the different layers with totally different natures, technologies and approaches. 

Other more traditional architectures are based on combining an operational database 

with a data warehouse. The operational database deals with more recent data while the 

data warehouse deals with historical data. In this architecture, queries can only see 

either the recent data or historical data, but not a combination of both as it was done in 

the lambda architecture. In this architecture there is a periodic process that copies data 

from the operational database into the data warehouse. This periodic process has to be 

performed very carefully since it can hamper the quality of service of the operational 

database. This periodic process is most of the time achieved by ETL tools. This process is 

typically performed over the weekends in businesses where their main workload comes 

during weekdays. 
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Figure 21: Current-Historical Data Splitting Architectural Pattern 

 

Another problem with this architecture is that the data warehouse typically cannot be 

queried while it is being loaded, at least the tables that are being loaded. This forces to 

split the time of the data warehouse into loading and processing. When the loading 

process is daily, finally the day is split into loading and processing. The processing time 

consumes a fraction of hours of the day that depends on the analytical queries that 

have to be answered daily. It leaves a window of time for loading data that is the 

remaining hours of the day. At some point, data warehouses cannot ingest more data 

because the loading window is exhausted. We call this architectural pattern current-

historical data splitting. 

In this pattern, data is split between an operational database and a data warehouse or a 

data lake. The current data is kept on the operational database and historic data in the 

data warehouse or data lake. However, queries across all the data are not supported 

with this architectural pattern. With the achievements of the work that has been 

carried out in this thesis, a new pattern, called Real-Time Data Warehousing, can be 

used to solve this problem. This pattern will be solved by leveraging the capabilities of 

the LeanXcale operational database itself along with the capabilities that have been 



 

 

MOTOR CONSULTAS ANALÍTICAS POLÍGLOTA 

 

Page  112 

brought through the implementation of the polyglot query engine that was described in 

the previous chapters. By exploiting the architectural design of the polyglot query 

engine, a new innovation can be now introduced, namely, the ability to split analytical 

queries over the operational datastore and an external data warehouse. Basically, it will 

copy older fragments of data into the data warehouse periodically. In LeanXcale 

operational database we will keep the recent data and some of the more recent 

historical data. The data warehouse will keep only historical data. Queries over recent 

data will be solved by LeanXcale, and queries over historical data will be solved by the 

data warehouse. Queries across both kinds of data will be solved using a federated 

query approach leveraging the polyglot capabilities to query across different databases 

and innovative techniques for join optimization. In this way, the bulk of the historical 

data query is performed by the data warehouse, while the rest of the query is 

performed by LeanXcale. This approach enables to deliver real-time queries over both 

recent and historical, data giving a 360° view of the data. 

 

 

 

7.2  Approach 

The proposed solution for real-time data warehousing has been designed to allow 

datasets to be split over the operational datastore of LeanXcale and a data warehouse, 

over a specific column or a group of columns. This means that there can enabled to split 

on or more data tables that are part of the target datasets, using a column (or a group 

of columns) that belong to these specific data tables. An important requirement is that 

the column (or the group of columns) must contain values that are monotonically 

increasing. Such an example is columns containing auto-incremented values that are 

part of a primary key, timestamps, etc. This requirement might be seen as an important 
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constraint, but in reality, this covers the majority (if not all) of the use cases. It must be 

highlighted at this point that the focus is given in splitting a dataset that is becoming 

historical, leaving the current part in the operational datastore, while moving the 

historical part to the data warehouse. A dataset becomes historical over the time, and 

as a result, it will always contain a field that keeps the current timestamp at the time 

when the data row was added, or a field that is part of the primary key of the data 

datable that the row has been added. Getting back to the use case that have been used 

as examples behind the motivation of the proposed solution, all information in such 

scenarios contain a timestamp field: from the IoT datum coming from the deployed 

sensor, which provides information at a specific point in time, to the finance currency or 

finance transaction that takes place in a specific point in time and to the placement of 

an order for a specific product issued by a customer of an online e-shop.  

Another requirement is that the historical dataset should not allow updates or other 

data modification operations. However, this is the same requirement and constraint as 

the other architecture designs: when moving data to a data warehouse, data are being 

dropped from the operational datastore and will be moved to the data lake or 

warehouse. In those data management systems, updates are not feasible. Data that can 

be modified are being kept in the operational datastore of LeanXcale, and after a point 

in time data can be moved when they can be considered as obsolete. The difference 

between this approach and the current-historical data splitting is that by using the 

Real-Time Data Warehousing, query processing can be done live, getting into 

consideration both its current and historical part, while data are being moved and 

migrated from one data store to the other, ensuring database transactions and data 

consistency on the same time. This is due to the transactional engine of the LeanXcale 

itself and more information will be given in the next subsections. 

The overall architectural design consists of the following main architectural pillars:  

 The LeanXcale database: This is the operational datastore of the proposed solution. It 

can be continuously ingested with data at very high rates, exploiting its scalable 
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transactional engine while allowing for hybrid transactional and analytical processing 

(HTAP). It can hold the current part if the target dataset and provides efficient query 

processing via its parallel OLAP engine that has been described previously. What is 

also important to be mentioned is that by exploiting the HTAP capabilities, it is now 

feasible to move data (which will imply the execution of an analytical query that 

involves a scan of a data table) while leaving the support for operational workload 

unaffected. This means, that data can be moved without any downtime, which is the 

technological main constraint of the current-historical data splitting architecture. 

 The data warehouse: This is the data management system that will store the historical 

part of the dataset. Any kind of a data warehouse or data lake can be used as this part 

of this integrated solution. The only constraint at this point is for the data warehouse 

to expose a JDBC interface or being able to allow query processing using the Spark 

framework. This can allow that type of data connectivity from the polyglot engine 

implemented in this thesis. In case that other types of data connections are 

supported, then the polyglot engine needs to be extended by implemented the 

corresponding wrapper, as explained in more detail in section 5.2.  

 The data mover: This component is responsible for moving data from LeanXcale to the 

data warehouse. As has been already mentioned, a data table is split according to a 

column. Let’s take the example of a timestamp. The data mover, periodically and 

according to the configuration put by the database administrator, it requests a data 

slice from the overall dataset kept in LeanXcale to be moved and eventually stored to 

the data warehouse. It executes an analytical query to the LeanXcale, on the specific 

timestamp, and when it retrieves the data, it stores it to the data warehouse. The 

transactional engine of LeanXcale ensures that the result of a query execution to the 

integrated solution will always be equivalent as the dataset is stored in a single 

datastore, even if the data is being moved concurrently. In case of failures during the 

data migration process, a re-do pattern will be applied that ensures that data will be 

eventually moved, stored in the data warehouse and dropped in the LeanXcale 

database. 



 

 

MOTOR CONSULTAS ANALÍTICAS POLÍGLOTA 

 

Page  115 

 The query federator: This component is responsible to execute a query over a dataset 

that has been split between the two datastores, returning an equivalent result as the 

datastore was kept in a single data management system, a logical database, ensuring 

data consistency on the same time while data is being concurrently moved. It uses the 

polyglot engine that has been developed under the scope of this thesis. As the 

polyglot engine in an integral part of the relational query engine of LeanXcale itself, 

federated queries targeting datasets split between the two datastores can be 

submitted via a standard JDBC interface. The query federator implements the logic for 

receiving the two parts of the dataset, taken into account that they have been split 

over a column (or group of columns). 

In the following subsections, more detailed information will be given on how the query 

federator executes the common SQL operators, and how the proposed solution ensures 

data consistency in terms of database transactions while data are being moved from the 

operational datastore of LeanXcale to the data warehouse. 

7.3  The Query Federator 

As it has been mentioned in the previous subsection, this component is responsible for 

executing a submitted query over a dataset that has been split between two different 

datastores. There is the requirement that the data tables have been split over a column 

that contains a monotonically increasing timestamp.  

The query federator supports all standard SQL operations. Details about the 

implementation of the operations will be given in this section. It is important to 

mention that the query federator makes use of the polyglot engine and in fact, it 

consists of a specific implementation of a wrapper, following the mediator-wrapper 

paradigm introduced and explained in chapter 5.2, based on the code examples that 

were presented there. 
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Full scan 

In case of full scans, the query federator opens two data connections to both LeanXcale 

and the target data warehouse. By firstly retrieving the current value of the timestamp 

that has been split, and making use of the compiler of the CloudMdSQL that has been 

mentioned in chapter Chapter 3, it translates the query to a scan with a filter condition 

over the timestamp, with the value of the current timestamp that has been just 

retrieved. As a result, it will only retrieve the logical dataset that is part of the historical 

from the data warehouse, and the logical dataset of the current from LeanXcale, no 

matter if the physical data co-exists due to a data movement process that is being 

performed at the same time. Data are being returned back to the upper layers of the 

query tree, as they are being received from the two datastores, unordered as the 

underlying executions is happening in parallel. 

 

Scan with conditions 

In case of conditions, the query federator still opens two data connections to both 

LeanXcale and the target data warehouse and executes the same algorithm as the case 

of a full scan. The difference is that the timestamp condition is being added as an 

additional AND condition over the original one. Data also are being returned back to the 

upper layers of the query tree, as they are being received from the two datastores, 

unordered as the underlying executions is happening in parallel. 

 

Projections 

In case of projections, they are being pushed down to the two datastores, so that the 

amount of data that is being sent from both to the query federator can be minimized. 

 

Order by 
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In case that such an operator is enforced by the query federator (this implies that it has 

been pushed down for execution to this layer), then the latter still opens two data 

connections to both LeanXcale and the target data warehouse and executes the same 

algorithm. The difference is that data are not being returned concurrently, rather than 

the two iterators are checking which value is greater (or smaller) and return back 

accordingly. It is evident that pushing down to the query federator such an operator 

makes sense only when the ordering is over an index. 

 

Limit 

Whatever the overall submitted query, the query federator executes the corresponding 

algorithm, but keeps internally a counter to keep track of the number of rows that have 

been returned. When the counter reaches the value of the limit operation, it stops. 

 

Aggregations 

Firstly, it is important to highlight that the aggregation operators are the following: min, 

max, sum, count and avg. When an operation of this group is received for execution by 

the query federator, the latter pushes down such operations to both datastores and 

merges the intermediate results.  This is feasible as all these operators can be executed 

in a distributed manner: The min of the overall dataset is the minimum of the two 

intermediate minimums of the two splits of the dataset. The max is the overall max of 

the two intermediate maximums, the sum is the overall sum of the two intermediate 

summaries, while the overall count is the sum of the two intermediate count of the 

historical and current datasets. The only tricky point here is the avg, as the overall avg is 

not the avg of the two intermediates, so this operator cannot be executed that way. 

However, the overall avg is the result of the overall sum divided by the overall count. 

Those two operators can be executed in a distributed manner however, and as a result, 

the query federator transforms internally the avg to such the sum / count. 
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Group by 

The group by operation is used when there are corresponding aggregations. As a result, 

the query federator executes such operations as above. The difference is that instead of 

returning the overall result, it keeps in an internal cache the intermediate results: the 

key of the cache is the byte concatenation of the columns involved in the group by 

clause, and the value is the intermediate values. When both intermediate values that 

are associated with a specific key have been retrieved, the query federator calculates 

the overall value for that key and returns the result. When both iterators related with 

the two database connections finish, then it returns all the remaining values, as it might 

have been the case that a concatenate key exists only in one of the two logical datasets. 

 

Joins 

Here, the general case will be taken when both of the tables involved in a join operation 

have been split between the LeanXcale datastore and the data warehouse. Then, the 

overall join is the union of four intermediate ones: one that data from both data tables 

are stored in the LeanXcale database, one that data from both data tables are stored 

into the data warehouse, and two additional ones that the data exists in both. As a 

result, the overall join is the algebraic production of those four, which are not 

overlapping and can be executed in parallel. For the local joins, they are being pushed 

down to the corresponding datastores. For the other two, the query federator firstly 

executes a scan on LeanXcale, to grab the data that participates in the join, and then it 

retrieves the list of values that are involved in the equity of the join operation. Having 

that list, it transforms the operation into an in clause that is being sent to the data 

warehouse. In that case, the latter executes its part locally. Then, the query federator 

receives this data and merges them with the one that has been already received from 

the LeanXcale database. This technique has been also used to accelerate the execution 
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of the query processing and explained in the previous chapters, and is widely known as 

bind join. Its advantage is that only the minimum amount of data that is required for the 

execution of the join will be transferred. In order for the bind join to be executed 

effectively, one of the two involved tables much be significantly smaller than the other. 

This is the case in the real-time data warehousing, as the data that is considered as 

current and stored in LeanXcale is lots of magnitude smaller than the historical data 

being kept in the data warehouse. 

 

7.4  Ensuring data consistency while 

concurrently moving data across the 

datastores 

In this subsection, proof will be given about how the proposed implementation can 

ensure data consistency in terms of data base transactions: this means that the result of 

the execution of concurrent transactions while data is being moved from one store to 

the other, is equivalent with the result of the execution of the same query of over the 

same logical dataset that is being stored physically in a single datastore.  

Let’s assume there is a data table, split between the LeanXcale operational datastore 

and a data warehouse. There is also the assumption that the split has been done over a 

timestamp column, whose current value is T1. Without losing the general applicability 

of the overall implementation, the last assumption is that a full scan over this data table 

will be performed as depicted in Figure 22.  
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Figure 22: Simple full scan 

In this figure, we can see that the overall data table has been split between LeanXcale 

and the data warehouse. Data whose timestamp is greater or equal to T1 is stored in 

LeanXcale, while data whose timestamp is lower, is kept in the data warehouse. The 

data user submits a query for a full scan, opening a read transaction Trans_T1. As it has 

been described in the previous subsection, the query federator opens data connections 

to both the datastores, transforms the query by adding a filter condition with the T1 

value over the timestamp column and then it executes the scan operation in both 

tables. With the green line we can see the part of the data set that is being accessed in 

both datastores. No matter if the scan operation is being processed using a filter 

criteria, the query federator will union the results from both stores and as it can be 

depicted in the figure, the union of the two scans is equivalent with a full scan of the 

logical dataset, if the latter was stored in a single database. 

 

Now, let’s assume the data mover component decides to move a data slice from 

LeanXcale to the data warehouse. The data slice will contain data whose timestamp is 

between T1 and T2. While data is being moved, there is the on-going execution of the 

read transaction Trans_T1 that can be depicted in Figure 23. 
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Figure 23: Moving data from LeanXcale to the data warehouse 

The split point now is still T1, while the corresponding data slice that is being migrated 

is shown in the figure with orange. At this point, it is important to be highlighted that 

the data remains in LeanXcale, as it being copied to the data warehouse. This means 

that the data records of the logical data table now can co-exist in both stores while the 

on-going read transaction accesses data. However, this is irrelevant from the 

transaction point of view, as the corresponding read operations that have been pushed 

down to each of the stores are processing the scan taken into account the filter 

condition over the timestamp. This means that they will only read the part of the data 

that should be visible to each of the stores when the transaction started, indicated by 

the corresponding the split point, whose value for transaction Trans_T1 is T1. As it can 

be depicted from the figure, Trans_T1 will still read the data slice T1T2 from 

LeanXcale, as this data has not been dropped yet. Moreover, as these data records can 

co-exist in the data warehouse, as these two actions are being executed concurrently, 

their timestamp will be greater than T1, and therefore, they will not be accessed from 

the Trans_T1 in the data warehouse. It is important to be noted that the split point 

remains T1 until the data has been eventually copied to the data warehouse. This 

means that other transactions that might start while this process takes place will still 

receive T1 as the split point and their execution will be performed in a similar way as of 

Trans_T1. 
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Now, let’s make this scenario even more interesting. Eventually data has finished to be 

copied to the data warehouse, so the new split point will be T2. Trans_T1 has not yet 

finished, while in addition, a new read transaction, Trans_T2 has just started, as 

depicted in Figure 24 with the orange colour. At this point, all data records of data slice 

T1T2 co-exist in both stores. However, the new Trans_T2 has received the current 

value of the split point at the time it started, which has been progressed now to T2. The 

query federator executes the full scan in a similar way, opening two connections to 

LeanXcale and the data warehouse, and will add the filter condition on the timestamp 

with the current value of T2. In Figure 24, it can be depicted which part of the dataset 

will be accessed by the two transactions. In LeanXcale, the new Trans_T2 will now 

access only the part of the dataset whose timestamp is greater than T2, while on 

contrary with Trans_T1, it will access the whole dataset stored in the data warehouse. 

Again, the union of the two partial datasets is equivalent with the execution of a full 

scan over the logical data table, if the latter was stored in a single datastore. So, the 

results of both Trans_T1 and Trans_T2 are equivalent, even if each of these transactions 

is accessing different data items in each of the datastore.  

 

 

Figure 24: Second read transaction while data has been copied 
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Eventually, Trans_T1 finishes and there is no other pending transaction with a split 

point whose value is lesser then T2. At this point, the data slice T1T2 still co-exists in 

both datastores; however, all on-going read transactions have split point with value T2. 

This can be depicted in Figure 25. 

 

Figure 25: First read operation finishes 

 

At this point, the query federator identifies that there is no pending transaction that 

requires access to the data slice T1T2 that is kept in the LeanXcale datastore. As the 

current split point is T2, there will be never a future transaction with such a need. 

Therefore, the data slice can be now safely dropped from LeanXcale, without affecting 

any other on-going transaction. This can be depicted in Figure 26, where Trans_T2 is still 

being executed, however it accesses the data slice T1T2 in the data warehouse side. 
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Figure 26: Dropping the data slice 

 

In this scenario, the ACID isolation property is ensured by the transactional engine of 

the LeanXcale database itself. The timestamps are being kept internally by the query 

federator and are being distributed to both the read transactions and the process that is 

responsible for moving data. While this process starts, the federator keeps distributing 

the current value of the split point, so on-going transactions will not be affected by the 

data migration process. Moreover, when the process finishes, it informs the query 

federator. At this point that data co-exist, it is irrelevant when the query federator will 

increment the split point, as on-going transactions that might start will still have the 

proper visibility of the data items stored in both the datastores. When it will eventually 

increment the split point, future transactions will be distributed with the new 

timestamp. Writing (for incrementing) and reading (for distributing) the split point is 

being by opening a corresponding database transaction using the transactional engine 

of LeanXcale. Therefore, this ensures the isolation level for all concurrent transactions.  
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Chapter 8. Conclusions 

The scope of this thesis is the design and implementation of a modern polystore that 

can break through the current technological barriers and thus be able on one hand to 

preserve the expressivity of the underlying data store native query or scripting language 

in order to exploit the unique characteristics of the target datastore, and on the other 

hand, to leverage a distributed architecture that provides both inter and  intra-

operation parallelism, thus allowing for the parallel execution of both the data retrieval 

from the underlying datastores and the query processing in the polystore level. The 

latter is of significant importance when having to combine datasets that are being 

retrieved from different and heterogeneous datastores using join operations. 

Towards this direction, firstly a state-of-the-art analysis has been made on the topic of 

polystore management systems. This revealed the fact that there are two major 

categories of polystore systems: loosely-coupled and tightly-coupled ones, each one of 

those focusing either on the autonomy of the external datastores, or on efficient 

performance when processing data into a common model, using massive parallelism 

processing. Apart from those, nowadays a hybrid approach has been used widely 

recently which combines the benefits from both approach. It became obvious that the 

parallel polyglot query engine that this thesis has designed and developed would make 

use of the mediator/wrapper architectural paradigm, widely used by the majority of the 

examined solutions, while it will need to provide even greater expressivity in order not 

to ignore the unique characteristics of the target databases, as most of the proposed 

solutions do. 

A first initiative to address the aforementioned problems of the polystores was the 

CoherentPaaS platform. Even if it did not manage to solve those issues adequately, it 

provided two important outcomes of major significance that has been exploited in this 

thesis: the CloudMdsQL common query language and a novel relational datastore, 
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LeanXcale, with its new distributed query engine. The basic principles of the 

CloudMdsQL query language is that it makes use of SQL language, but additionally gives 

the possibility to write native queries compatible with the target datastores, in a 

declarative way or via scripting expressions. As a result, an integrated statement written 

in the CloudMdsQL language consists of several subqueries that are targeting 

heterogeneous datastores. The common language abstracts this heterogeneity, while 

also giving the ability to exploit the datastore unique characteristics. Moreover, it 

provides MFR extensions that can be used to access Hadoop datalakes. 

The second major technological pillar, that the work that has been carried out under 

the scope of this thesis relied on, is the LeanXcale datastore with its distributed query 

engine. The LeanXcale datastore is a relational operational database that has the ability 

to scale horizontally all its main architectural building blocks: its storage engine, its 

transactional management processing and its query engine. The latter has been design 

to support parallel OLAP processing, thus providing both inter and intra-query 

parallelism. The former is responsible with the ability of the query engine to accept, 

process and execute queries in parallel and not in a sequential order. The latter allows 

the query itself to be executed in a parallel fashion. This has been implemented by 

allowing both inter and intra-operation parallelism. Regarding the operations, the 

former is responsible for allowing the execution of different operators of the query 

execution tree in parallel, like the retrieving of data coming from two data tables that 

are involved as the two operands of a join operator. The intra-operation parallelism 

however allows for the execution of the operation itself to be executed in parallel, like 

data retrieval from a table, or the query processing that is being executed by the join 

operation. The provision of intra-operation parallelism by the LeanXcale distributed 

query engine allowed for the polyglot query engine that has been implemented under 

the scope of this thesis to be able to parallelize the execution of the polyglot query by 

both parallelizing the data retrieval from the underlying datastores, thus exploiting the 

level of parallelism that can be natively achieved, and the query processing in the level 

of the polystore.  
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As the basis for the polyglot query engine implemented in this thesis has been defined, 

the general architecture design of this component has been presented. The component 

diagram highlighted how polyglot extensions are being designed in order to be 

incorporated with the LeanXcale database, following the mediator wrapper paradigm. 

After having the overall design of our polystore, we progressed with the 

implementation of a wrapper that can be used as the first polyglot extension that 

access data from an external relational database management system. More technical 

details has been provided in order to give the system developers the overview of the 

design with a class diagram, along with the code snippets to highlight what will need to 

be further implemented for the remaining of the wrappers. This can be used as a 

guideline for further development. At a second phase, we extended our initial design in 

order to support parallel execution of query statements, and we provided the details of 

the DataLake API, a general purpose application programming interface that can be 

used as the basis for other implements. As the purpose of this thesis is to evaluate the 

query processing over heterogeneous datasets that can be stored in a relational 

operational database, a document-based datastore and a HDFS files, while also prove its 

efficiency through experimentation with Apache Spark, three implementations of the 

DataLake API has been provided: one for the MongoDB, one for HFDS file system and 

one for Apache Spark. 

With the work that has been carried out under the scope of this thesis, we contributed 

by adding polyglot capabilities to the distributed data integration engine that can now 

take advantage of the parallel processing capabilities of underlying data stores. By 

relying on the CloudMdsQL query language, we introduced architectural extensions that 

enable specific native scripts to be handled in parallel at data store shards, so that 

efficient and scalable parallel joins take place at query engine level. The concept relies 

on an API that allows its generalization to multiple script engines and data stores. In our 

work, we focused on parallel joins across a partitioned relational table, the result of a 

parallel JavaScript subquery to MongoDB, and the result of a Spark/Scala script against 

an HDFS file. 
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Our experimental validation demonstrated the scalability of the polyglot query engine 

by measuring the performance of various join queries. In particular, even in the context 

of sophisticated subqueries expressed as JavaScript or Scala code, parallel join 

processing shows good speedup with increase of the parallelism level. This means that, 

as the volume of data grows, performance can be maintained by simply extending the 

parallelism to a proportional number of workers and data shards. This evaluation 

illustrates the benefits of combining the massive parallelism of the underlying data 

management technologies with the high expressivity of their scripting frameworks and 

optimizability through the use of bind join, which is the major strength of our work. 

Finally and based on the implementation of the polyglot query engine, we proposed a 

novel architectural approach for dealing with vast amount of data that can be 

considered as historical after some time and are being usually moved periodically to a 

data warehouse that can be used for analytical query processing. We name our 

approach as real time data warehousing, and its purpose is to provide a unified and 

seamless framework for data analytics over a logical dataset that has been physical split 

between an operational datastore and a data warehouse. The main differentiator with 

the already proposed architectures that deal with such problems is that they only allow 

for the data users to perform queries over an outdated snapshot of the logical dataset. 

This has the effect that the query processing does not take into account current or 

fresher data that are of great importance for modern enterprises that need to deliver 

real time business intelligence. Our proposed solution uses the polyglot query engine in 

order to combine intermediate results from both the operational database and the 

analytical data warehouse, while data can be moved transparently from the former to 

the latter, ensuring on the same time database transactions and consistency of the 

results by leveraging the transactional processing management of the LeanXcale 

database. 
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