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Abstract
This thesis addresses on-road vehicle detection and tracking with a monocular vision
system. This problem has attracted the attention of the automotive industry and the
research community as it is the first step for driver assistance and collision avoidance
systems and for eventual autonomous driving. Although many effort has been devoted
to address it in recent years, no satisfactory solution has yet been devised and thus it
is an active research issue. The main challenges for vision-based vehicle detection and
tracking are the high variability among vehicles, the dynamically changing background
due to camera motion and the real-time processing requirement.
In this thesis, a unified approach using statistical methods is presented for vehicle
detection and tracking that tackles these issues. The approach is divided into three
primary tasks, i.e., vehicle hypothesis generation, hypothesis verification, and vehicle
tracking, which are performed sequentially. Nevertheless, the exchange of information
between processing blocks is fostered so that the maximum degree of adaptation to
changes in the environment can be achieved and the computational cost is alleviated.
Two complementary strategies are proposed to address the first task, i.e., hypothesis
generation, based respectively on appearance and geometry analysis. To this end, the
use of a rectified domain in which the perspective is removed from the original image
is especially interesting, as it allows for fast image scanning and coarse hypothesis
generation. The final vehicle candidates are produced using a collaborative framework
between the original and the rectified domains.
A supervised classification strategy is adopted for the verification of the hypothesized
vehicle locations. In particular, state-of-the-art methods for feature extraction are
evaluated and new descriptors are proposed by exploiting the knowledge on vehicle
appearance. Due to the lack of appropriate public databases, a new database is gen-
erated and the classification performance of the descriptors is extensively tested on it.
Finally, a methodology for the fusion of the different classifiers is presented and the
best combinations are discussed.
The core of the proposed approach is a Bayesian tracking framework using particle
filters. Contributions are made on its three key elements: the inference algorithm,
the dynamic model and the observation model. In particular, the use of a Markov
chain Monte Carlo method is proposed for sampling, which circumvents the exponen-
tial complexity increase of traditional particle filters thus making joint multiple vehicle
tracking affordable. On the other hand, the aforementioned rectified domain allows
for the definition of a constant-velocity dynamic model since it preserves the smooth
motion of vehicles in highways. Finally, a multiple-cue observation model is proposed
that not only accounts for vehicle appearance but also integrates the available informa-
tion from the analysis in the previous blocks. The proposed approach is proven to run
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near real-time in a general purpose PC and to deliver outstanding results compared to
traditional methods.
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Resumen
En esta tesis se aborda la detección y el seguimiento automático de vehículos mediante
técnicas de visión artificial con una cámara monocular embarcada. Este problema ha
suscitado un gran interés por parte de la industria automovilística y de la comunidad
científica ya que supone el primer paso en aras de la ayuda a la conducción, la pre-
vención de accidentes y, en última instancia, la conducción automática. A pesar de
que se le ha dedicado mucho esfuerzo en los últimos años, de momento no se ha en-
contrado ninguna solución completamente satisfactoria y por lo tanto continúa siendo
un tema de investigación abierto. Los principales problemas que plantean la detección
y seguimiento mediante visión artificial son la gran variabilidad entre vehículos, un
fondo que cambia dinámicamente debido al movimiento de la cámara, y la necesidad
de operar en tiempo real.
En este contexto, esta tesis propone un marco unificado para la detección y seguimiento
de vehículos que afronta los problemas descritos mediante un enfoque estadístico. El
marco se compone de tres grandes bloques, i.e., generación de hipótesis, verificación
de hipótesis, y seguimiento de vehículos, que se llevan a cabo de manera secuencial.
No obstante, se potencia el intercambio de información entre los diferentes bloques con
objeto de obtener el máximo grado posible de adaptación a cambios en el entorno y
de reducir el coste computacional. Para abordar la primera tarea de generación de
hipótesis, se proponen dos métodos complementarios basados respectivamente en el
análisis de la apariencia y la geometría de la escena. Para ello resulta especialmente
interesante el uso de un dominio transformado en el que se elimina la perspectiva de
la imagen original, puesto que este dominio permite una búsqueda rápida dentro de la
imagen y por tanto una generación eficiente de hipótesis de localización de los vehículos.
Los candidatos finales se obtienen por medio de un marco colaborativo entre el dominio
original y el dominio transformado.
Para la verificación de hipótesis se adopta un método de aprendizaje supervisado. Así,
se evalúan algunos de los métodos de extracción de características más populares y
se proponen nuevos descriptores con arreglo al conocimiento de la apariencia de los
vehículos. Para evaluar la efectividad en la tarea de clasificación de estos descriptores,
y dado que no existen bases de datos públicas que se adapten al problema descrito, se
ha generado una nueva base de datos sobre la que se han realizado pruebas masivas.
Finalmente, se presenta una metodología para la fusión de los diferentes clasificadores
y se plantea una discusión sobre las combinaciones que ofrecen los mejores resultados.
El núcleo del marco propuesto está constituido por un método Bayesiano de seguimiento
basado en filtros de partículas. Se plantean contribuciones en los tres elementos fun-
damentales de estos filtros: el algoritmo de inferencia, el modelo dinámico y el modelo
de observación. En concreto, se propone el uso de un método de muestreo basado
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en MCMC que evita el elevado coste computacional de los filtros de partículas tradi-
cionales y por consiguiente permite que el modelado conjunto de múltiples vehículos
sea computacionalmente viable. Por otra parte, el dominio transformado mencionado
anteriormente permite la definición de un modelo dinámico de velocidad constante ya
que se preserva el movimiento suave de los vehículos en autopistas. Por último, se pro-
pone un modelo de observación que integra diferentes características. En particular,
además de la apariencia de los vehículos, el modelo tiene en cuenta también toda la
información recibida de los bloques de procesamiento previos. El método propuesto
se ejecuta en tiempo real en un ordenador de propósito general y da unos resultados
sobresalientes en comparación con los métodos tradicionales.
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1. Introduction

The awareness and effort devoted to addressing traffic-related problems, such as mobil-
ity, safety and efficient energy consumption, has significantly increased in recent years.
In this context, Intelligent Transportation Systems (ITS) arise as a synergistic frame-
work involving drivers, vehicles and road infrastructure in the achievement of these
objectives. In the long term, the ITS research community envisions a cooperative map
in which in-vehicle systems are able to recognize their environment and the threats
around them, and they can communicate with each other through a smart road infras-
tructure, which in turn also performs traffic data collection and road traffic monitoring
over wide areas.

Among in-vehicle systems, vehicle detection is of paramount importance as it paves
the way for pre-crash sensing, collision avoidance and ultimately autonomous driving.
Indeed, according to statistics, on average at least one person dies every minute in a
vehicle crash, and around 10 million people each year are injured. They also reveal that
other vehicles constitute the major threat to driving. Consequently, car manufacturers,
suppliers and universities, among others, have devoted much effort to research on
vehicle detection.

In this context, approaches based on passive sensors, i.e., video-cameras, play an out-
standing role. Active sensors such as lasers, LIDAR or millimeter-wave radars involve a
number of drawbacks. Most importantly, the interference between sensors pose a seri-
ous problem for the deployment of a widespread network of embarked driver assistance
systems. In contrast, cameras are non-intrusive, and also offer better perspectives in
terms of cost and flexibility. In addition, they allow deeper understanding of the scene,
as apart from vehicle detection, other information may also be elicited, for instance lane
detection, traffic sign detection, and recognition of objects. Naturally, computer vision
is intrinsically limited in very critical conditions, such as foggy weather or at night
with no specific illumination. In these cases, fusion with other sensors is mandatory.

Video-based vehicle detection and tracking has been extensively studied in the last
years. Among the proposed solutions, some authors resort to stereo-vision while others
focus on monocular video. The advantage of stereo-vision is that metric reconstruction
of the scene is possible, as depth information can be retrieved. However, it also involves
important challenges, especially related to the camera calibration process, the synchro-
nization of the images, and the accuracy of the correspondences between them. This
is aggravated in the traffic environments, due to the shaking induced in the camera
by the high vehicle velocity. Monocular approaches, in turn, offer a better trade-off
between reliability, cost-effectiveness and flexibility, hence they are usually preferred
for on-road sensing.
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In this thesis we investigate automatic on-road vehicle detection and tracking through
monocular vision. As stated, the performance of the existing methods is still far from
that envisioned by the ITS community, and it is thus an open research topic. Vision-
based on-road vehicle detection and tracking methods face four major problems: the
inherent perspective effect from acquired images, the huge within class variability of
vehicles, the complexity of the background induced by camera movement, and the
restricted processing time for real-time operation.
These issues are addressed throughout the thesis, so that the vehicles can be identified
from the background irrespective of the scene conditions (e.g., weather, time of the day,
own vehicle velocity) and vehicle appearance, while at the same time achieving near
real-time operation. To that end, we resort to statistical methods, in such a way that
sophisticated models can be designed to grasp the inherent complexity of the addressed
problem, and the best trade-off between robustness and computational cost can be ac-
complished. In particular, a cooperative framework between the image domain and
a transformed domain in which the original perspective is rectified is proposed. The
latter involves a bird’s-eye view of the scene, which largely simplifies scene analysis,
This is exploited two-fold, i.e., for the generation of rapid initial hypotheses on vehicle
locations and for the design of cost-effective models for vehicle tracking. The initial
hypotheses derived in the rectified domain allow thorough analysis of only the potential
vehicle locations in the original domain, which contains richer detail on vehicle appear-
ance. In the field of vehicle verification, the shortcomings of state-of-the-art feature
selection strategies are examined, and new features yielding better vehicle/non-vehicle
separation are proposed. On the other hand, Bayesian theory enables us to build a
tracking framework that accommodates the aforementioned models in such a way that
coherent and reliable vehicle detection can be attained in real-time.

1.1. Problem description
In this thesis we restrict our attention to on-road video sequences acquired in highways
or main roads with forward-looking cameras. The objective of the devised system is to
automatically find the location and follow the trajectory of vehicles in a sequence of
input images. This can be broken down into two separate problems: vehicle detection
and vehicle tracking. On-road vehicle detection is the problem of, given an image
acquired from a camera installed in a vehicle, deciding whether there are any vehicles in
the image, and if so, determine their position in the image. Position information is also
sometimes extended with the rectangle bounding the vehicle rear (bounding box). This
is illustrated in Fig. 1.1. Although the task is almost straightforward for humans, the
intrinsic variability of the vehicles and the effect of illumination and weather conditions
on their appearance pose an enormous challenge for a computer. Indeed, the response
of computer vision based solutions to the problem of object detection is far below
human performance.
Since exhaustive search on the whole image is costly, most of the video-based meth-
ods accounted in the literature proceed in a two-step approach: hypothesis gener-
ation (HG), and hypothesis verification (HV). The former usually involves a rapid
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Figure 1.1.: Examples of vehicle detection in three images.

Figure 1.2.: Examples of vehicle hypothesis generation. The hypothesis delivered in
the first example are correct, while in the other examples false detections also occur
due to background objects, such as guardrails, or other road elements.

search so that the image regions that do not match some expected features of the vehi-
cle are disregarded and only a small number of regions potentially containing vehicles
is further analyzed. This task is illustrated in Fig. 1.2. In the verification stage, the
hypothesized candidates are typically verified using features relating to the appearance
of the vehicles. For instance, in Fig. 1.2, HV should determine which of the candidate
regions actually contain vehicles and which not.

Note that, for the devised purpose, independent intra-frame detection of vehicles is
not sufficient: the sensing system should be able to eventually analyze the trajectories
of the vehicles, so that abnormal situations or behaviors can be detected or foreseen.
This discloses the necessity of vehicle tracking, which can be defined as the problem
of estimating the trajectory of a vehicle in the image plane as it moves around the
scene. Tracking and detection can either be performed separately or jointly. In the
former, a detection algorithm is continuously applied in every input frame and tracking
is responsible for finding correspondences between detections across frames. In the
latter, the detector is applied only once for each object, and triggers the tracking
process, which updates the object position in every frame (hence this is intrinsically
corresponded to the previous location). However, independent detection in every frame
involves important challenges: the detection algorithm must be efficient, so that it can
be performed in every frame, and a data association stage is necessary, as the detectors
deliver discrete uncorrelated outputs, which often comprise false positives and missing
detections.
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Figure 1.3.: Variations in vehicle appearance on account of different color, shape,
pose, size (due to camera location and perspective effect), and type of vehicle (car,
van, truck, etc.). The effect of different illumination and weather conditions can also
be observed.

1.2. Challenges of vehicle detection and tracking

Although many methods addressing vehicle detection and tracking have been proposed,
this is still an ongoing research issue and there is a long way to go until the objectives
envisaged by the ITS community can be reached. The main factors that make it such
a challenging problem are listed below:

• Loss of information caused by projection of the 3D world on a 2D image: the
image acquisition process can be regarded as a perspective transform from the
3D world space to the 2D image space. This effect distributes the information
content non-homogeneously in the image: for instance, vehicles of the same size
appear smaller in the image as they move away from the camera.

• Camera motion: the motion of the camera causes the static scene elements (e.g.,
road, background) to appear moving in the image sequence. Thus, the challenge
is to decouple the motion induced in the image by the camera motion and that
due to actually moving elements (i.e., vehicles).

• Intrinsic variation: although vehicle rears share a similar structure, they can still
vary significantly, for instance in color, shape, size and pose. This also applies to
other image elements, such as the road surface and lane markings.

• Changing appearance patterns: throughout an image sequence, the appearance
of the vehicles and the background may undergo severe variations, mainly pro-
duced by changing weather and illumination conditions. This adds to the afore-
mentioned intrinsic variations among them.

• Real-time processing requirement: vehicle tracking must be accomplished in
(near) real-time, as potentially risky situations must be immediately detected
so that the driver has enough time to react. This affects the design of the sys-
tem, as the selection of fast algorithms must be a key goal.
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Fig. 1.3 illustrates some of the aspects listed above on a set of visual examples of
different scenes. The intrinsic physical variations between vehicles in terms of color,
size, shape, appearance and pose, as well as the effect of weather and illumination
conditions can be observed in all the images.

1.3. Overview of our approach

In this thesis we propose a vehicle detection and tracking approach that addresses
the problems mentioned above. The general scheme of the proposed approach is illus-
trated in Fig. 1.4. The diagram consists of three main constituent blocks, i.e. vehicle
hypothesis generation, hypothesis verification and vehicle tracking. As explained in
Section 1.1, these represent the three stages of the vehicle detection and tracking prob-
lem, and consequently also rule the division in chapters of this thesis.
Note that the proposed detection framework does not entail continuous independent
detection (i.e., hypothesis generation and verification) of vehicles for each image in
a sequence. Indeed, the independent detection approach has a number of drawbacks,
e.g., it provides no temporal coherence between vehicles detected in different frames. In
addition, individual detection performed in a set of images of a sequence is too costly for
real-time applications. Instead, in the proposed approach the detector is only applied
once for each vehicle, and afterwards the tracker is responsible for updating vehicle
positions. This way, temporal coherence is intrinsically achieved. Hence, the process
flow is as follows: hypothesis generation is performed in all the incoming frames in
search of potential vehicle locations; hypothesis verification is applied to the hypothesis
generated in the previous stage if and when these exist; in turn, the tracking method is
in charge of following the positively verified candidates throughout the image sequence.
Most importantly, in order to better grasp the intrinsic complexity of the problem,
statistical methods are adopted in all the three phases of the strategy. In addition, the
framework also maximizes the exchange of information between the different processing
stages. The objective is two-fold: on the one hand, feedback loops allow for adaptation
to the varying environmental conditions; on the other hand, the information exchange
relieves independent processing cost and thus favors the fulfillment of the real-time
operation constraint.
As shown in Fig. 1.4, hypothesis generation comprises two complementary strategies,
based respectively on appearance and motion analysis. The former devises a dual-
domain cooperative framework that enables rapid scanning of the whole image and
identification of the regions potentially containing vehicles. Namely, in order to remove
the perspective effect produced by the acquisition process, we make use of the Inverse
Perspective Mapping, IPM (Mallot et al., 1991), which yields a bird’s-eye view of the
scene. In the rectified domain given by IPM the processing complexity is considerably
reduced, as the information is homogeneously distributed throughout the image. In
particular, the proposed approach relies on a pixel-wise Bayesian classification of the
elements in the rectified domain, which are classified according to their appearance.
Final vehicle segmentation exploits the dual-domain framework: first coarse position
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Figure 1.4.: Overview of the proposed approach.

estimates are obtained according to their expected appearance in the rectified domain;
then, hypothesis are transferred to the original domain, where complete and refined
vehicle description is obtained.
The second strategy for hypothesis generation aims at overcoming the intrinsic limita-
tions of appearance-based methods. Namely, it is based on a feature that is inherent to
vehicles, i.e. motion, and hence it is more invariant to the particular object appearance
or scene conditions. The method compensates the motion of the camera by estimating
the road plane homography between consecutive images. In contrast to state-of-the-art
feature-based homography calculation methods, which are error prone, a probabilistic
estimation framework is proposed for homography updating throughout the image se-
quence. Moving objects in the 3D world can be identified through consecutive image
alignment using the robust homography estimate. Remarkably, both appearance anal-
ysis and motion analysis based HG methods entail a temporal feedback that allows for
dynamic adaptation to changes in the environmental conditions.
For hypothesis verification a supervised learning approach is adopted, which waives
the requirement of prior models or templates. Although machine learning has been
widely used in different applications, further analysis is mandatory in the development
and selection of features for vehicle characterization. Therefore, in this thesis, we aim
at exploring popular feature extraction techniques and at analyzing their adaptation
to the particularities posed by the vehicle appearance. In addition, as a result of
this analysis, new features are proposed that outperform state-of-the-art features for
vehicle verification, both in terms of accuracy and computational saving. Learning is
carried out via Support Vector Machines (SVM), which have proven to yield better
generalization than other traditional methods.
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Besides, fusion of different classifiers can greatly improve the overall performance. How-
ever, this issue has only mildly been addressed in the vehicle verification literature. In
order to bridge this gap, we analyze the complementarity of the different features and
present a methodology for classifier combination. In this context, the information pro-
vided by explicit features, which link to the prior knowledge on specific attributes of
the vehicles, cannot be neglected. Indeed, they provide valuable information which can
complement the implicit features, and are computationally inexpensive. In addition,
since the feature space associated to them is small, instead of using a discriminative
approach (e.g, SVM), generative models are proposed for them. These deliver proba-
bilistic outputs and are therefore more suitable for classifier combination. Furthermore,
since no public database capturing the intrinsic variability of the vehicle class is cur-
rently available, a new vehicle image database has been generated.

Finally, as shown in Fig. 1.4, the core of the proposed approach is a Bayesian tracking
scheme. Indeed, Bayesian algorithms have been profusely used for object tracking,
especially in the form of Kalman filters and particle filters. In this thesis, we pro-
pose methods based both on Kalman filtering and particle filtering, compare their
performance, and address their shortcomings. In particular, aside from the traditional
particle filtering methods based on importance sampling, the use of alternative Markov
chain Monte Carlo methods is explored for vehicle tracking. This method adapts bet-
ter to the real-time operation constraint, as the complexity of the sampling algorithm
grows linearly with the number of tracked vehicles, while in the traditional importance
sampling it grows exponentially.

This framework requires definition of the observation model and the dynamic model.
Selection of these models is a key aspect to the performance of the framework. The
dynamic model exploits once again the advantages of the rectified domain, where the
motion of vehicles can be modeled to be linear with locally constant velocity. In
addition, a new interaction treatment method is defined based on Markov Random
Fields (MRF) that allows for the handling of possible inter-dependencies in vehicle
trajectories.

Regarding the observation model, most methods in the literature resort to appearance-
based models. However, this kind of models prove insufficient for the traffic scenario.
As stated, in this environment camera motion and varying illumination conditions af-
fect vehicle appearance and thus the effectiveness of appearance-only models is limited.
In this thesis an enriched observation model fusing information of different nature is
proposed to address these limitations. The extended model does not entail a significant
increase in the computational cost, as the core of the analysis done for hypothesis gen-
eration is also capitalized on for vehicle tracking. Indeed, the use of the rectified image
given by IPM is compelling as it contains succinct but yet discriminatory information
of the object appearance. In turn, image registration through homography is an ideal
complement as it provides a probability map of moving areas in the image. The third
source of information is given by the non-parametric density of vehicles appearance
in the original image, defined in the form of color histograms. Most importantly, the
combination of diverse and complementary observation models enhances dramatically
the performance of the tracker.
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In summary, the scheme described above aims at overcoming the problems listed in
Section 1.2 on the basis of a statistical approach, which enables robust modeling of the
vehicle appearance and adaptation to varying conditions, and of the maximization of
information exchange between the different layers, which allows for cooperative analysis
and real-time operation.
As a final remark, for the design of the aforementioned strategies, a top-down approach
has been adopted in regard to the particularization to the traffic scenario. Specifically,
the approaches to solve each of the tasks are first traced to be as generic as possible,
and application-specific knowledge is only added at lower levels of design. To the upper
generic level belong the use of the the inverse perspective domain and the hypothesis
generation strategies, i.e., the pixel-wise Bayesian classification framework and the
homography-based motion compensation method. Indeed, these are extensible to all
applications featuring a flat ground plane. Additionally, the MCMC-based sampling
scheme also provides a generic approach to object tracking. In turn, the lower level
of design comprises for instance the selection of the features for appearance-based
classification, the dynamic and observation models involved in Bayesian tracking, and
the verification methods, which are naturally object-dependent (although some of the
proposed descriptors may also be conveniently extrapolated to other objects). The
adopted top-down approach allows to accommodate the proposed framework to other
environments featuring a camera moving on a ground plane.

1.4. Summary of contributions

The main contributions of this thesis are the following:
• The development of a two-fold vehicle hypothesis generation method. It devises

two parallel analysis lines relating to appearance and motion features. The first
is based on a two-feature adaptive Bayesian classifier and exploits a cooperative
framework between the original domain and the rectified domain given by IPM.
The second entails a statistical homography filtering approach which allows for
robust homography estimation and subsequent motion compensation. The com-
bined method dynamically adapts to the vehicle appearance and is robust to
changes in scene conditions (Chapter 2).

• The evaluation and adaptation of popular feature extraction procedures for ve-
hicle verification using supervised learning. Based on the analysis done, new
features are proposed which outperform traditional features in terms of accuracy
and computational cost. In addition, in contrast to classical approaches which
train a single classifier regardless of the relative position of the candidate in the
image (thus ignoring valuable pose information), a region-dependent analysis is
performed by considering four different areas (Chapter 3).

• The analysis of classifier fusion strategies. The diversity of the aforementioned
features is examined, and different combination and normalization rules are eval-
uated. The classifier fusion analysis adapts to the different image areas by per-
forming a region-specific evaluation of the contribution of each classifier to the
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ensemble. Both the independent features and the ensembles are trained and
tested on a newly generated database. This database is significant both in size
and variability and is made available to all researchers (Chapter 3).

• The proposal and comparison of different Bayesian tracking schemes using re-
spectively Kalman filters and particle filters. In particular, as an alternative to
traditional sequential importance sampling (SIS) approach to particle filtering,
the use a Markov chain Monte Carlo method for joint multiple-vehicle tracking
is investigated. This method is proven to scale better than SIS as the dimension-
ality of the system state grows. Consequently, it adapts better to the real-time
operation constraint and proves to yield better overall performance over a wide
set of sequences including complex scenarios, such as rain or dusk (Chapter 4).

• The proposal of an efficient multi-cue observation model for Bayesian vehicle
tracking. The model encompasses information of very different nature, i.e., ve-
hicle appearance, IPM domain analysis, and motion, which highly strengthens
the tracking process and consequently results in an outstanding performance
improvement. In addition, the model is computationally affordable thanks to
information exchange maximization and to the use of cost-effective models in the
rectified domain (Chapter 4).

1.5. Outline of the dissertation

The remaining chapters of this thesis are naturally organized according to the overview
in Section 1.3. Namely, Chapter 2 is devoted to hypothesis generation approaches,
Chapter 3 addresses hypothesis verification, and Chapter 4 describes the proposed
vehicle tracking algorithms. All the three chapters include a thorough state of the art
review of the respective problems. Finally, Chapter 5 summarizes and discusses the
main achievements of this thesis. In this chapter, the future research lines are also
articulated.





2. Hypothesis Generation

2.1. Introduction

Object detection is a costly task as it requires the search of a specific pattern through-
out an image. In order to alleviate the computational load, object detection, and in
particular vehicle detection, is usually performed in two stages: hypothesis generation
and hypothesis verification. The former involves a rapid search throughout the image
based on primary features in order to create potential locations of vehicles. Verifica-
tion, which usually entails heavy machine learning algorithms, is then only restricted
to regions potentially containing vehicles, in such a way that the joint computational
cost is reduced. This chapter addresses the problem of vehicle hypothesis generation.
The literature accounts for several methods facing this problem, typically focused on
the search of features relating to the structure or appearance of vehicles, such as edges
or shadows. The most relevant works are summarized in Section 2.2.
In this thesis two methods are proposed aiming at overcoming the main weaknesses
of state of the art methods. First, a strategy is presented that exploits appearance-
related features within a probabilistic framework as opposed to heuristic approaches
found in the literature. Remarkably, the method makes use of an image transformation
known as Inverse Perspective Mapping (IPM), which provides a bird’s-eye view of
the road ahead. Operation in the IPM-rectified domain is beneficial as it maps the
information homogeneously in the image, and will be exploited throughout this thesis.
Thus, Section 2.3 is devoted to explain the fundamentals of IPM. Notwithstanding, the
use of the rectified domain also involves some drawbacks, as the loss of information and
accuracy. Therefore, the first method proposes a cooperation between the original and
the rectified domain: in the latter vehicle locations are coarsely estimated upon a pixel-
wise Bayesian segmentation, and in the former these estimates are refined and enriched
to provide a complete characterization of the vehicles. The method is described in
Section 2.4.
In the second part of the chapter, an alternative method is proposed for vehicle hypoth-
esis generation. The method exploits the geometrical relations between the elements
in the scene so that moving objects (i.e., vehicles) can be detected by analyzing mo-
tion parallax. Namely, the homography of the road plane between successive images
is computed. Most remarkably, a novel probabilistic framework based on Kalman fil-
tering is presented for reliable and accurate homography estimation. The estimated
homography is used for image alignment, which in turn allows to detect the moving
vehicles in the image. This method has an intrinsic advantage over classical vehicle
detection approaches based on object appearance, as it relies on the motion feature,
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which is inherent to all vehicles and can be observed regardless of the specific object
structure or scene conditions.
Both methods output hypotheses of potential locations of vehicles. A vehicle hypothesis
is given by a bounding box containing the vehicle rear, defined by a four element vector
composed of the two coordinates of a reference point (i.e., the mid-lower point), the
width, and the height of the vehicle. The hypotheses generated by means of the
methods introduced in this chapter must be validated by the verification methods
explained in Chapter 3.

2.2. Related work

As stated, the aim in the hypothesis generation stage is to scan the image swiftly so
that a set of regions potentially containing vehicles can be identified. Many approaches
to hypothesis generation have been reported in the literature, which can be roughly
grouped into three main categories: knowledge-based methods, stereo-vision based
methods, and motion-based methods. These are reviewed below.

Knowledge-based methods

These methods make use of a priori information on the objects in order to segment the
regions of the image which, according to that a priori knowledge, may contain vehicles.
Most of these methods resort to one or several of the following features.
• Shadows: the shadows cast by vehicles in the road have been profusely used in
the literature as a feature for their localization in the image. The main singularity of
shadows is that they have reduced brightness with respect to the road. This method
was conceptually introduced in (Mori and Charkari, 1993), and has since been used in
many methods in the literature (e.g., Hoffmann et al., 2004; Hoffmann, 2006; Hwang
et al., 2009). For instance, in (Hoffmann et al., 2004) shadows are detected by analyzing
intensity and gradient features. In this method, the mean pavement intensity is first
characterized through the analysis of the nearest road region; then, line segments
depicting transitions to gray regions darker than it are determined via gradient analysis.
Finally the shadow regions are determined by evaluating the region delimited by the
line segment combinations in terms of intensity mean and variance, and by imposing
geometrical coherency constraints. A similar strategy is adopted in (Lim et al., 2009),
where the road region is identified prior to the application of a gradient operator. In
(Hwang et al., 2009) high edge density regions are detected by means of a Canny
detector followed by an edge clustering technique. These regions are further analyzed
through stereo matching and epipolar constraints. The main drawback of shadows is
that they depend on weather conditions, which can affect their shape or even their
existence.
• Symmetry: vehicles are typically symmetrical both when observed from their front
and their rear. This property was already applied at the beginning of 1990s (Kuehnle,
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1991), and is still used by recent detection systems (Cheng and Chen, 2011; Balcones
et al., 2009; Liu et al., 2007). Notwithstanding, for vehicles to be symmetrical they
need to be observed perpendicularly to their rear plane (or their front plane). In
normal driving situations, vehicles appear not only in the central but also in the lateral
lanes, where the performance of this feature is degraded. Furthermore, images in on-
road vision systems typically contain many heterogeneous regions pertaining to the
pavement and the sky, which deliver high symmetry measures. Therefore, symmetry is
impractical as a stand-alone detection cue, and must be combined with other features.
For instance, in (Liu et al., 2007) regions of interest are first generated through a
shadow detector, and symmetry is only analyzed in these regions to deliver the final set
of vehicle candidates. Analogously, in (ten Kate et al., 2004) a combination of shadow
and symmetry features is used, and an additional texture constraint is enforced: only
those regions with enough entropy are considered. Symmetry is not always referred to
the intensity domain, for example in (Bertozzi et al., 2000) vertical and horizontal edge
symmetries are also considered. The authors of (Balcones et al., 2009) resort as well
to a multi-cue strategy: first a white top-hat transformation is performed to find the
vehicle-road contact points, and then intensity and edge symmetries are analyzed on
the hypothesized regions around these points. A similar strategy is adopted in (Cheng
and Chen, 2011).

• Edges: this is one of the features used more extensively by the vehicle detection
methods proposed in the literature. Indeed, the rectangular structure of the imaged
vehicle rears produces high gradients in their contour. The simplest methods proceed
by extracting the horizontal and vertical edge profiles in the image though classic
operators such as Sobel, Canny or Prewitt: the peaks of these profiles provide the
upper and lower bounds of potential vehicles, which delimit the regions containing
each hypothesized vehicles. This approach is used for instance in (Matthews et al.,
1996; Srinivasa, 2002). In (Liu et al., 2011), an alternative edge extraction based
on Neighborhood Gradient Prediction (NGP) is proposed for vehicle detection which
is claimed to be less sensible to illumination changes. Remarkably, in (Song et al.,
2008) a virtual top-view image is generated through Inverse Perspective Mapping in
which edges are reinforced. In particular, vertical edges are imaged as strong edges in
the radial direction from the camera focal point. Edges are often found in multi-cue
schemes, such as (Wang et al., 2011), where it is combined with shadow detection.

• Corners: the rectangular structure of the vehicle rears has been used by some re-
searchers to hypothesize models or templates composed of the four corners of the vehicle
contour. For instance, the authors in (Bertozzi et al., 1997) utilize this model to search
for rectangular structures on the edge image resulting from the application of a gradi-
ent operator. Analogously to symmetry and edges, corners are usually combined with
other cues for robust hypothesis generation, as in (Bertozzi et al., 1997) or in (Chen
et al., 2007), where L-shape edges are searched for in the detected corner locations.

• Texture: The specific materials and properties associated to the elements in the
scene result in different textural properties. For instance, road surfaces are quite ho-
mogeneous, whereas vehicles involve regions of high intensity variations. In turn, the
surface of the vehicle is shiny and piece-wise smoother than other background elements,
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such as trees. In addition, in spite of their high variability, vehicles describe similar tex-
tural patterns, for instance in their license plate or their wheels. Texture was already
exploited in the 1990s for vehicle detection (see Kalinke et al., 1998), but has rarely
been used since. As an example of use this feature, in (Zhang and Zheng, 2010) texture
is represented through a bank of Laplacian and Gaussian filters. The descriptors are
based on the mean, variance, skew and kurtosis statistics of the histograms of the filter
responses.

• Color: color is a very appealing feature for image segmentation in automotive scenes,
as vehicles are mostly chromatic whereas the road surface is achromatic. Several meth-
ods have been reported in the literature for color-based vehicles detection resorting to
different color spaces. The most frequently used color spaces are RGB and HSI/V.
For instance, in (Rotaru et al., 2008) a segmentation method based on intensity and
saturation in the HSI space is used; in contrast, hue feature is found to be irrelevant
for the vehicle detection task, as its within-class variability is too large (hue values of
different vehicles can be completely different). In (Tsai et al., 2007) a new color space
is defined based on the Karhunen–Loeve transform. The authors claim that this space
has better vehicle-road separation capabilities than other color spaces according to the
Fisher criterion. A Bayesian classifier is proposed for pixel classification in this space
by assuming Gaussian models for the vehicle and road classes. However, the current
research on color-based image analysis for vehicle hypothesis generation is limited due
to the large color variability among vehicles and the influence of weather and lighting
conditions.

• Vehicle lights: The usefulness of the above-mentioned features is reduced at night-
time. Under these conditions, vehicle lights constitute an important source if infor-
mation. For instance, in (Schamm et al., 2010), vehicle hypotheses at night-time are
generated using a perspective blob filter and subsequently searching for corresponding
taillight pairs through a rule-based clustering approach. Alternatively, in (Chen et al.,
2006) a segmentation process based on automatic multilevel thresholding is applied in
search of bright objects, which are assumed to correspond to vehicle lights. Another
popular approach is the use of top-hat filters. In (Mossi et al., 2011), an enhancement
of these filters for detection of headlights is proposed by combining four morphological
opening operations with rotated structuring elements. Vehicle lights are also exploited
in (Gao et al., 2008), where they are fused with symmetry and edge features to pro-
duce a more robust result. Specifically, the method first creates vehicle candidates
by extracting the prominent peaks of the red color distribution in the image. Then,
it analyzes the symmetry of the red color distribution to derive the symmetry axis.
Finally, pairs of edges are sought in symmetrical position to the left and right of this
axis, and a bounding box is hypothesized.

Stereo-vision based methods

Systems using stereoscopic vision typically address hypothesis generation through the
computation of the disparity map. Alternatively, other approaches exploit the flat-road
assumption to relate stereo images through the aforementioned Inverse Perspective
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Mapping, which eases vehicle detection task. Both approaches are summarized below.
Naturally, these approaches may also exploit the knowledge-based techniques listed
above.

• Disparity maps: The set of differences in the left and right images between corre-
sponding pixels is known as disparity map. If the parameters of the stereo rig are known
(i.e., the rig is calibrated) a 3D map of the scene can be created from the disparity map.
The generation of obstacle hypotheses is usually done by searching for groups of pixel
columns with similar disparity (e.g., Kubota et al., 2007) or by exploiting depth infor-
mation in some other way. Disparity maps have been used in many works for vehicle
detection. For instance, in (Chumerin and Van Hulle, 2008) stereo disparity, together
with optical flow, is used as a visual cue, and every pixel of the image is classified
as moving object or background. The optimal classification performance is obtained
with a multi-layer perceptron with 3 layers. Naturally, computation of disparity is
not reliable for every image pixel. Several methods have been proposed to overcome
this problem. In (Chumerin and Van Hulle, 2008), this gap is bridged through fusion
with information from other sensors. In (Simond, 2006) the homography of the road
plane between the left and right views of the stereo rig is computed, and only feature
correspondences having reduced re-projection errors (through the computed homogra-
phy) in both images are considered valid. In (Kubota et al., 2007), instead of locally
solving the correspondence problem, a global optimization method based on dynamic
programming is proposed that gives a globally consistent interpretation of the entire
stereo image pair, circumventing depth discontinuities. The main drawback of HG
based on disparity map generation is that it is computationally costly.

• Inverse Perspective Mapping: In any image acquisition process an inherent perspec-
tive effect exists due to the location of the camera. This effect, whose inversion is
mathematically impossible (Mallot et al., 1991), may be removed under the additional
constraint that the points lie on a plane. This is well-suited for the traffic environment,
as the road is typically considered to be locally flat. The mathematical transforma-
tion achieving this inversion is known as Inverse Perspective Mapping (IPM) (Mallot
et al., 1991; Bertozzi and Broggi, 1998) or Plane to Plane Image Warping (Hartley and
Zisserman, 2004). The IPM provides a bird’s-eye view of the scene, in this case, of
the road ahead the observer. In (Zhao and Yuta, 1993), IPM was used to convert the
left image to a non-perspective image, and to transform this in turn to the perspective
of the right view (using the corresponding transformation). By comparing this view
with the actual right view of the stereo-rig, objects above the ground plane can be
localized. Alternatively, in (Bertozzi and Broggi, 1998) both left and right images are
projected into the road plane by using their corresponding transformations given by
IPM. Vehicles are hypothesized if the difference of the two remapped images contains
large clusters of non-zero pixels having a specific shape. In (Simond and Parent, 2007),
edges crossing the horizon line are detected as they converge to the projection of the
virtual camera in the IPM domain of the stereo pair.

The performance of stereo systems is subject to a good estimation of camera calibration
parameters, which is especially challenging when cameras are installed on-board of a
vehicle, due to camera shaking. In addition, the cost and flexibility of stereo cameras
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available in the market is still far from that offered by monocular cameras. Therefore,
although stereo-vision constitutes a major present and future research line regard-
ing advanced drivers assistance systems, this thesis focuses on a monocular approach,
which for the moment has proven to achieve the best trade-off between reliability,
cost-effectiveness and flexibility, and thus deserves an in-depth study by itself.

Motion-based methods

As an alternative to the knowledge-based strategies, which rely on the features re-
lating to the appearance of the objects, these methods aim at obtaining potential
vehicles locations by analyzing the motion of the image elements. The main approach
to motion-based object localization is optical flow computation, which creates a map
with the motion vectors of all pixels (dense optical flow) or of a set of elements (sparse
optical flow). In particular, vehicles moving faster than the observer (i.e., overtak-
ing or departing vehicles) produce an optical flow converging to the vanishing point,
whereas vehicles moving slower produce diverging optical flow. Dense optical flow is
very time-consuming, therefore sparse optical flow is generally preferred for real-time
applications. For instance, in (Naito et al., 2007) optical flow is computed only in the
relevant edges of the image. For optical flow estimation a gradient-method is utilized,
named Virtual Intensity Gradient Method (VIGM), in which a linear intensity gradient
around the edges is assumed. In (Woelk and Koch, 2004), optical flow is only computed
on sparse positions obtained as follows: a fraction of the positions is determined by
using a sequential Monte Carlo sampling resampling algorithm, while the remaining
fraction of the positions is determined by using a random variable.
However, the movement of the camera in on-board camera settings poses an enormous
challenge in the interpretation of optical flow. Indeed, optical flow vectors reflect the
motion of the image elements relative to the observer. Therefore, since the camera
is moving, pixels belonging to the background display non-zero optical flow vectors,
even if they are static, which in addition differ from one pixel to another due to the
perspective effect. Some methods attempt to infer the ego-motion, so that both motion
sources can be decoupled.
In this context, the use of inertial sensors (e.g., odometers, speedometers, accelerom-
eters, gyroscopes) has been proposed in numerous works to facilitate ego-motion esti-
mation (e.g., Stein et al. 2000). However, this information may not be available in all
applications, and even if available it might be inaccurate due to drifts (Simond, 2006;
Cao et al., 2007), thus it is interesting and challenging to capitalize on all the infor-
mation attainable via pure vision analysis. For instance, the authors in (Yamaguchi
et al., 2008) estimate the ego-motion by computing the essential matrix between two
consecutive views of a scene using feature correspondences. The method exploits the
knowledge of the ego-motion, together with the extraction of the road plane parame-
ters, to explicitly compute the homography between the road planes in the two views,
so that images can be aligned and the moving objects detected.
However, ego-motion estimation is not an easy task, especially if the images comprise
moving objects, as is the case. In effect, to derive the essential matrix only features
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belonging to static elements must be taken into account. Therefore, to extract ego-
motion, the regions of the image containing vehicles have to be known in advance, so
that the features within them are left out for the computation of the essential matrix.
This gives rise to a vicious circle, as vehicle detection is itself the final objective of the
work. Other approaches for visual ego-motion estimation include (Badino et al., 2006)
and (Rabe et al., 2007). In (Badino et al., 2006) the six degrees of freedom of ego-motion
are obtained as the inverse of the optimal rotation and translation between the tracked
static points of multiple frames. Static points are obtained from the cloud of stereo-
reconstructed 3D points by introducing a smooth motion constraint. In (Rabe et al.,
2007) a Kalman filter based ego-motion compensation is proposed that merges stereo
and optical flow information. Unfortunately, as stated, visual ego-motion estimation,
especially in monocular systems, is a complex task and still an active research line (Cao
et al., 2007; Gavrila and Munder, 2007; Ess et al., 2009).

Other approaches avoid the explicit computation of ego-motion, and try to compensate
for it by aligning consecutive images using the ground plane homography. This homog-
raphy is computed from feature correspondences, which must belong strictly to this
plane. In other applications involving moving platforms, such as robotics, some authors
(e.g., Zhou and Li, 2006; Zhou et al., 2003) resort to robust estimation techniques to
infer the dominant homography, that is, the most likely transformation given the set
of feature correspondences. However, this is only applicable when most of the features
belong to the ground plane, thus the dominant homography corresponds to the ground
plane homography, as occurs in the environments that the authors propose. This does
not hold in the traffic environment, where the background and moving objects have
richer content than the road.

Conclusions

Knowledge-based and motion-based methods constitute the main approaches to vehicle
hypothesis generation using monocular vision. Among the former, shadow is predomi-
nantly used in the literature as it is possibly the most distinguishing feature of vehicles.
Other features, especially edges, corners and symmetry are also used, often in combina-
tion with shadow. Nevertheless, most of the methods accounted in the literature resort
to rule-based approaches requiring the definition of hard thresholds (for instance, in
order to decide the relevant peaks in edge histogram based approaches or to discrim-
inate between shadow and dark road intensities). This jeopardizes the robustness of
the methods and highlights the need for more flexible and adaptive approaches, for
instance using a statistical basis.

As regards motion-based methods, motion compensation through homography seems
a promising alternative to circumvent complex ego-motion estimation. However, a
method for reliable ground plane homography estimation between consecutive frames
is lacking: feature-based homography computation is error-prone due to the scarcity
of keypoints in the road plane. In the following sections novel knowledge-based and
motion-based methods addressing the above-mentioned shortcomings are proposed.



Hypothesis Generation 22

(a) (b) (c)

Figure 2.1.: Sketch of the camera setting in the road plane. The world coordinate
system {X,Y,Z} has its origin in the road plane. The camera is located in C, and has
its own coordinate system. The road ahead is projected into the image as illustrated
in (b) due to the camera perspective. In (c), the targeted bird’s view of the scene is
illustrated. This figure is taken from (Nieto, 2010).

2.3. Inverse perspective mapping

An important perspective distortion arises in images captured from cameras moving in
the direction of the optical axis. The effect of perspective is to some extent detrimental,
as it causes the elements to be mapped non-homogeneously in the image. This effect
can be rectified by an inverse transformation typically known as Inverse Perspective
Mapping, IPM (Mallot et al., 1991; Bertozzi and Broggi, 1998; Nieto et al., 2011),
which gives a bird’s-eye view of the road ahead. There are a number of benefits derived
from the removal of this effect in road scenarios: ideally, lane markings are parallel in
this domain, lanes are imaged with their actual width (up to scale), and the relative
speed and position of the vehicles are imaged without distortion, with magnitudes
proportional to the actual ones on the road.
The setting is illustrated in Fig. 2.1 (a) and depicts a front-looking camera installed
on-board of a vehicle that is moving on a road. As can be observed, the original image
seen by the camera is naturally affected by perspective (see Fig. 2.1 (b)), whereas
the targeted IPM-rectified image displays a top-view of the scene (Fig. 2.1 (c)). The
computation of IPM in (Nieto et al., 2011) is based on the assumption that the road is
locally flat, and that the roll angle of the camera with respect to the road plane is zero.
The world coordinate system, {X,Y,Z}, is as depicted in Fig. 2.1 (a): Z indicates the
driving direction and defines the road plane together with X, and Y indicates height
and is perpendicular to the road plane.
Adopting the classical pinhole camera projection model, and using homogeneous coor-
dinates, a point X in the 3D world projects into a point x of the image plane of the
camera as

x = PX = K(R| − RC)X (2.1)

where R and C are the rotation and translation between the camera and the world
coordinate systems, and P is the 3 × 4 camera projection matrix. The flat road as-
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sumption simplifies the model, as all the points belonging to the plane have Y = 0 and
fulfill

x = P

⎛
⎜⎜⎜⎝

X
0
Z
1

⎞
⎟⎟⎟⎠ = (p1 p3 p4)

⎛
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⎞
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Thus, there is a projective transformation or homography T between the road plane
coordinates of a point, x′ , and its corresponding coordinates in the image plane, x.
This transformation is derived in (Nieto et al., 2011) through the computation of the
vanishing point of the image. Indeed, if the position of the camera and its calibration
matrix, K, are known (the camera can be pre-calibrated offline), the only unknown
parameters are the rotation angles. Then, since the roll angle is assumed null, the
point at the infinity of axis Z (the driving direction) projects into the image plane in
the vanishing point vz as (Nieto, 2010)

vz = K(R| − RC)
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which leads to the following solution to the unknown angles:

θ = arctan(v′
z,2); γ = arctan(−v′

z,1/cosθ) (2.4)

where
(
v′

z,1, v′
z,1

)
are the coordinates of v′

z = K−1vz. The vanishing point can be
estimated through the detection of lane markings as explained in (Nieto et al., 2011).
The transformation T can therefore be computed using these parameters and applied
to the input images to obtain new images with removed perspective (i.e., bird’s-eye
views) of the scene. Alternatives for inverse perspective mapping when the camera
calibration matrix is unknown are discussed in (Nieto, 2010). Some examples of the
image rectified via IPM are shown in the second column of Fig. 2.2. Observe that in
this image vehicles appear distorted in their upper parts, due to their not belonging
to the road plane. Therefore, in the rectified domain analysis will be focused on the
lower part of the vehicles, which on the other hand conveys relevant information, on
account of the high contrast between the road and vehicles shadow and wheels.

2.4. Appearance-based hypothesis generation

The goal is to derive a set of vehicle hypotheses from the appearance analysis of the
elements in the rectified image. The analysis involves three stages: first, a pixel-wise
segmentation is carried out based on discriminative features, then analysis is performed
at region level, and finally processing is transferred to the original domain in order to
compensate for the lack of accuracy and height information in the rectified domain. As
a result, a set of vehicle hypotheses are produced, described by their bounding boxes.
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For the initial pixel-wise segmentation the method proposed by Nieto and Salgado in
(Nieto et al., 2011) is adopted, which is summarized in Section 2.4.1 for the sake of
completeness, as it is in the basis of many of the strategies proposed in this thesis.
In turn, the strategy for coarse hypothesis generation and the complementary analysis
performed in the original image are described in Sections 2.4.2.1 and 2.4.2.2.

2.4.1. Pixel-wise segmentation

The method proposed in (Nieto et al., 2011) defines a parametric multiple-class like-
lihood model of the road. One of the main advantages of this method is that it is
designed for the rectified domain, which entails a number of benefits, as explained in
Section 2.3. The method relies on a Bayesian classification framework in this domain,
which classifies the pixels of an image into three classes, i.e, pavement, lane-markings,
and vehicles. Although this method aims at globally characterizing the scene (hence the
three classes), for the purposes of this thesis only the vehicle class will be of our interest.
A fourth class is also included in the model to account for unidentified elements (such
as median stripes or guardrails). The fours classes are denoted S = {P, L, V, U}, corre-
sponding to pavement, lane markings, vehicles and unidentified elements, respectively.
Let Xi be the variable that denotes the class i ∈ S to which a pixel belongs. Then,
if the current measurement for pixel x is represented by zx , the posterior probability
that the pixel corresponds to the class i is given by the Bayes rule:

P (Xi|zx) =
p(zx|Xi)P (Xi)

P (zx)
(2.5)

where p(zx|Xi) is the likelihood function, P (Xi) is the prior probability of class Xi,
and P (zx) is the evidence, computed as P (zx) =

∑
i∈S p(zx|Xi)P (Xi), which is a scale

factor that ensures that the posterior probabilities sum to one.
In order to construct the likelihood functions, a set of features have to be defined that
constitute the current observation regarding appearance. These features should achieve
a high degree of separation between classes while, at the same time, be meaningful for
a broad set of scenarios. In general terms, the following considerations hold when
analyzing the appearance of the bird’s-eye view images. First, the road pavement
is usually homogeneous with slight intensity variations among pixels. In turn, lane
markings constitute near-vertical stripes of high-intensity, surrounded by regions of
lower intensity. As for vehicles, they typically feature very low intensity regions in
their lower part, due to vehicle’s shadow and wheels. Hence, two features are used for
the definition of the appearance-based likelihood model, namely the intensity value,
Ix, and the response to a lane-marking detector, Rx, defined as

Rx = 2Ix − (Ix−τ + Ix+τ ) (2.6)

where τ is the expected width of a lane marking in the rectified domain. The likelihood
models are defined as parametric functions of these two features. In particular, they
are modeled as Gaussian probability density functions:
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p(Ix|Xi) =
1√

2πσI,i

exp
(

− 1
2σ2

I,i

(Ix − μI,i)2
)

(2.7)

p(Rx|Xi) =
1√

2πσR,i

exp
(

− 1
2σ2

R,i

(Rx − μR,i)2
)

(2.8)

where the parameters for the intensity and the lane marking detector are denoted re-
spectively by the subscripts ’I’ and ’R’. Specifically, the distribution of the class corre-
sponding to unidentified elements, which would intuitively be uniformly distributed for
both features, is instead also modeled as a Gaussian of very high fixed variance to ease
further processing. Additionally, likelihood functions are assumed to be conditionally
independent on these features for all the classes Xi, thus it is

p(zx|Xi) = p(Ix|Xi)p(Rx|Xi) (2.9)

The parameters of the likelihood models in (2.7) and (2.8) are estimated via Expectation-
Maximization (EM). This method provides an analytical maximum likelihood solution
that is found iteratively. In addition, it is simple, easy to implement and converges
quickly to the solution when a good initialization is given. This is readily available
from the previous frame, that is, the results from the previous image can recursively
be used as starting point in each incoming image. The data distribution is given by

p(Ix) =
∑
i∈S

p(Xi)p(Ix|Xi) (2.10)

p(Rx) =
∑
i∈S

p(Xi)p(Rx|Xi) (2.11)

Since the densities of the features Ix and Rx are independent, the optimization is carried
out separately for these features. The expression (2.10) can be rewritten as follows so
that the dependence on the parameters is explicit:

p(Ix|ΘI) =
∑
i∈S

ωI,ip(Ix|ΘI,i) (2.12)

where ΘI,i = {μI,i, σI,i} and ΘI = {ΘI,i}i∈P,L,V . Observe that the prior probabilities
have been substituted by weighting factors ωI,i to adopt the notation typical of mix-
ture models. The set of unknown parameters is composed of the parameters of the
densities and of the mixing coefficients, Θ = {ΘI,i, ωI,i}i∈P,L,V . Thereby, the parame-
ters resulting from the final EM iteration are fed into the Bayesian model defined in
equations (2.5)− (2.8). The process is completely analogous for the feature Rx. As for
the prior probabilities, those are defined according to the feedback from the posterior
probabilities in the previous frame, as explained in (Nieto et al., 2011).
As a result of the described process, the posterior probability, P (Xi|zx), that a pixel
belongs to each of the four classes is obtained. Naturally, every pixel is assigned to
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(a) (b) (c) (d) (e)

Figure 2.2.: Summary of the appearance-based hypothesis generation method. Each
row represents the whole processing chain for a given input image in (a). From left
to right, the images correspond to: (b) rectified view of (a); (c) pixel-wise segmen-
tation corresponding to pavement (light gray), lane markings (white), vehicles (dark
gray) and unidentified elements (black); (d) binarized segmentation considering only
vehicles (white); (e) enhanced segmentation after morphological operations.

the class with the highest posterior probability. Some examples of the result of this
classification are shown in Fig. 2.2 (c), where the pixels belonging to lane markings,
pavement and vehicles are painted in white, light gray, and dark gray, respectively,
while the unidentified pixels remain black.

2.4.2. Vehicle detection

As stated, from the Bayesian classification proposed in (Nieto et al., 2011) and sum-
marized in Section 2.4.1, the elements of interest for the purposes of this thesis are
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(a) (b) (c) (d)

Figure 2.3.: Segmentation enhancement process. Image in (b) shows the segmenta-
tion of (a) in the rectified domain, where dark elements are painted in white and the
rest (lane markings, road and unidentified elements) in black. Figures (c) and (d)
correspond to the results of the erosion and two-fold dilation operations, respectively.
The final result is a set of blobs corresponding to the positions of the vehicles.

the vehicles. Thus, rather than the 4-class labeled output shown in Fig. 2.2 (c), we
shall use a binarized image, Ib, that separates ’vehicles’ (painted in white) from the
remaining elements (painted in black), as shown in Fig. 2.2 (d). As stated, only the
lower part of the vehicles is to be used in the rectified domain, as the rest is distorted
due to its not belonging to the road plane. The lower part is indeed the one that fits
the likelihood model defined by the adopted Bayesian classification, as it features dark
pixels belonging to the wheels and especially the vehicle shadows. As a drawback, the
height information of the vehicles is lost.
Therefore, in order to attain vehicle detection and thus generate the final set of hy-
potheses that feed verification and tracking stages, two issues must be addressed. On
the one hand, the output image of the Bayesian classifier explained in Section 2.4.1
must be processed and enhanced, and eventually transferred to a region level. This is
addressed in Section 2.4.2.1. On the other hand, height information must be retrieved
so that a full description of the object bounding box can be passed to the verification
stage. This is solved by transferring the analysis to the original image domain, as
explained in Section 2.4.2.2.

2.4.2.1. Hypothesis generation in the rectified domain

In this stage the binary segmentation image, Ib, is received as input. Note that this
segmentation is performed at a pixel level, hence the result often being formed by un-
connected regions and corrupted by salt and pepper noise (see Fig. 2.3 (b) or previously
referred examples in Fig. 2.2 (d)). Hence, a combination of morphological operations
(i.e., erosion and dilation) is used to enhance the image, in terms of compactness. The
approach entails an initial erosion operation with a small square structuring element,
aiming to remove salt noise in the image, at the expense of losing some edge informa-
tion content. This is illustrated in Fig. 2.3 (c) for the input image in Fig. 2.3 (a). To
compensate for this effect, a complementary dilation operation is performed so that
the original appearance of the image is restored, without noise.
Note that the combined erosion and dilation (i.e., opening) operation tackles salt and
pepper noise, but often the image still presents various unconnected regions belonging
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(a) (b) (c) (d)

Figure 2.4.: Another example of segmentation enhancement process. The images
correspond to: (a) original image; (b) segmentation; (c) result after erosion on (b);
and (d) result after dilations on (c).

to the same vehicle. As illustrated in the examples, the distortion of the upper part of
the objects in the rectified domain always occurs in a radial direction away from the
position of the camera. Consequently, an additional dilation operation with a radial
structuring element is applied to fill the gaps between unconnected regions belonging
to the same vehicle. The effect of the application of this operation for the previous
example is shown in Fig. 2.3 (d). Another example of the enhancement process is
shown in Fig. 2.4.
As a result of morphological operations, an enhanced image is obtained, consisting
of several compact white zones (as opposed to the noisy input image), representing
the most likely location of vehicles in a black background. This enables to apply a
blob coloring technique on the enhanced image, which identifies and characterizes the
blobs (i.e., white regions) in the image. Only the lowest part of the blob is used to
characterize each object, since the rest is corrupted by perspective distortion. As shown
in the illustration in Fig. 2.5, every blob is characterized by its width, w, defined as
the difference between the x-coordinate of the rightmost and the leftmost pixels within
the region of interest, and the location of its mid-lower pixel, x, which determines the
position of the object. Also, the blobs that do not respond to the expected appearance
(e.g., size, shape) of a vehicle in the rectified domain are removed. Finally, a set of
vehicle hypotheses, characterized by their position and width are available. For the
description of the candidates to be complete, height information must be retrieved, as
explained below.

2.4.2.2. Hypothesis refinement in the original domain

Results obtained in the rectified domain provide a coarse approximation to the real
values, as the change of domain entails a certain loss of accuracy. In addition, the
rectified domain involves a bird’s-eye view and thus removes information regarding the
height dimension of the vehicles. At this point of the processing chain, a change of
domain is done and the processing is transferred to the original domain, with a two-fold
objective: first, to refine the widths and positions obtained in the rectified domain, and
second, to allow the estimation of the height of the objects to provide a more complete
characterization of the objects.
In this thesis, a detection refinement based on edge information is proposed that ex-
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Figure 2.5.: Illustration of a typical blob, where only the lower part is taken into
account due to perspective distortion. The position x of the blob is defined as the
midpoint between the leftmost and rightmost points of the lower part of the blob,
and its width w as the difference between them.

Figure 2.6.: Vehicle detection refinement. Figure (a) shows a detail of the closer
vehicle in (c). In (b), the edge gradient is computed in the extended region around
the vehicle, and the projection of the edge values in the vertical and horizontal
directions is shown. Prominent peaks are shown in the positions of the vehicle
contour. The coarse prediction obtained from the rectified domain is shown in (b)
with a solid bounding box; the dashed bounding box reflects the enhancement of the
detection as a result of edge-based refinement.
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Figure 2.7.: Additional examples of detection refinement: coarse hypotheses are
painted in red, and refined bounding boxes in white.

ploits the rich edge information content of vehicles: indeed, the contour of a vehicle
rear usually presents abrupt edges. The transformation of the candidate attributes to
the original domain is accomplished as follows: the bottom left and right points of the
object (i.e., x − w/2 and x + w/2, respectively) are mapped with the inverse of the
road plane homography, T, computed as in Section 2.3. Consequently, the objects are
represented by a bounding box of size n × m in the original image, in which the size of
the base n is given by the back-projected endpoints, as explained above, and the initial
guess for the height m is computed according to that of a standard car, i.e., m = 1.2 ·n
(although the parameters of the camera and the perspective also affect the observed
bounding box this is taken as a coarse estimate).
In order to delineate the refined vehicle detection, the initial region is expanded around
the hypothesized bounding box and an edge operator (e.g. Sobel operator is used in
our implementation) is applied over all of the pixels in the extended region. This is
illustrated in Fig. 2.6: the image in (b) corresponds to the edge intensities computed
over the image in (a), which in turn shows a detail of the closest vehicle in (c). Then,
the resulting edge image in Fig. 2.6 (b) is scanned and the values are added up, first
left to right to produce the horizontal edge histogram, and, in turn, bottom to up to
render the vertical edge histogram (see Fig. 2.6 (b)). The former is expected to have
prominent peaks for the upper and lower limits of the vehicle, while the second will
contain two peaks, for its left and right limits. The local maxima are selected at each
side of the histogram so that a refined bounding box that fits the real contour of the
vehicle is finally obtained. In practice, the lower bound of the vehicles is not refined,
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as more prominent edges often occur between the wheels and the vehicle bodywork
than between the road and the lower part of the vehicle, which would be misleading if
an edge-based refinement were to be applied. The achieved fine-tuning is illustrated in
Fig. 2.6 (c), where the solid line depicts the coarse detection obtained from the rectified
domain, and the dotted line corresponds to the refined bounding box. Additional
examples of the refinement results are shown in Fig. 2.7: the coarse detection is shown
in red, while the refined box is painted in white. Observe that the initial guess displays
a loose fit to the vehicles due to the effect of the side shadow, the intrinsic inaccuracy
introduced by the rectified domain and the lack of height information (this is only
guessed according to an expected aspect ratio), whereas the refined detection fits better
the vehicle contour. This refinement is not only performed after appearance-based
hypothesis generation, but also after motion-based hypothesis generation (explained in
Section 2.5), as the latter also involves loss of height information.

As a result of this analysis, a complete characterization of the vehicle is obtained,
including its position, and the width and height of its bounding box.

2.4.3. Summary and results

In this section, a method for the generation of vehicle hypotheses has been presented.
Remarkably, the method involves a cooperative approach between the original and
the rectified domains. Namely, the latter allows to swiftly generate vehicle hypotheses
based on simple but discriminative features, while the latter allows for finer and more
complete description of the vehicle candidates. The method involves a three-stage
strategy. First, image segmentation is performed by adopting the method proposed in
(Nieto et al., 2011), which proposes a pixel-wise classification of the image into four
classes: pavement, lane-markings, vehicles and unidentified elements. This method
operates on the rectified domain given by IPM, which widely simplifies the analysis
upon the assumption that the road is locally flat. It involves a two-feature Bayesian
classifier that adapts to the dynamic nature of the scene by updating the likelihood
functions through EM algorithm. The method outputs the posterior probabilities of
each of the classes, particularly the vehicle class, which is the object of our interest in
this thesis.

The second stage of the strategy aims at transferring the results from pixel to region
level. Namely, pixel-wise segmentation often produces discontinuities between regions:
pixels belonging to the same vehicle often cluster in different regions. To tackle this,
the segmentation is processed through morphological operations, that have been specif-
ically designed by accounting for the nature of the distortion introduced by the IPM
in the rectified domain. As a result, compact regions are observed for each of the
vehicles. Identification of the different vehicles and their properties (position, shape,
orientation, etc.) is achieved through blob coloring. The resulting blobs are analyzed
and their attributes are double-checked according to the previous knowledge of the
vehicle appearance on the rectified domain: only those blobs that are compliant with
the expected size and orientation (i.e., radial) are considered as potential vehicles.
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The final stage entails a complementary analysis in the original domain that allows
to compensate for the shortcomings of the rectified domain. Namely, a finer position
estimate is obtained and height information is retrieved by performing edge-based anal-
ysis. Most remarkably, for hypothesis generation, the original image is only resorted
to in search of fine-detail, while exhaustive image analysis in circumvented. Instead,
the core of the processing lies on the rectified domain which involves a reduced (yet
highly discriminative) information amount, thus allowing for fast hypothesis genera-
tion. In-depth analysis of the original image, which is more computationally demand-
ing, is only restricted to consolidated vehicle candidates in the vehicle verification stage
(Chapter 3).

Some examples of the hypotheses generated using the method described in this sec-
tion are shown in Fig. 2.8. As can be observed, the proposed method is able to detect
vehicles in a wide variety of scenarios, including varied illumination and weather condi-
tions. The dimensions of the vehicles are typically well estimated, although errors can
also occur. For instance, height estimation may be misled by the presence of intense
edges at the background (e.g. vehicle in Fig. 2.8 (d) and left vehicle in (e)) or in the
inner structure of the vehicles (e.g., vehicle in (l) and right vehicle in (g)). Analogously,
errors can occur in the width of the bounding box due to same reasons or on account of
the coarse position estimation (see right vehicle in Fig. 2.8 (k)). Interestingly, for the
vehicles in the left or right lanes, the width may vary depending on whether the side of
the vehicle is included or not. Indeed, after the refinement process, the hypothesized
box sometimes includes only the vehicle rear (e.g., vehicles in Fig. 2.8 (c) and (d), and
left vehicles in (g) and (i)), the rear and the side (e.g., vehicle in (l), right vehicle in (a),
left vehicles in (f) and (h)), or the rear and a part of the side (right vehicles in (g) and
(h)). In addition, when it comes to vehicles not fulfilling the expected dimensions (e.g.,
trucks in Fig. 2.8 (e) and (j)), the hypothesized bounding box contains the vehicle only
partially. This is considered in the designed verification stage (Chapter 3): the samples
used for training the supervised classifiers include regions containing trucks and buses
only partially. Finally, the detector sometimes generates false detection as that in the
right hand side of 2.8 (l). The errors and inaccuracies in hypothesis generation call for
verification of hypotheses, as discussed at the end of this chapter and in Chapter 3.

2.5. Motion-based hypothesis generation through
geometry analysis

As stated in the introduction to this chapter, the second source of information for the
generation of vehicle hypotheses is the analysis of the motion of the different elements
along the image sequence. The rationale behind the proposed approach is that coher-
ent motion patterns are induced in pixels that belong to the ground plane when the
acquisition platform (i.e., the vehicle) is moving. On the other hand, when moving
objects appear on the ground plane, those pixels of the vehicles that belong to this
plane will present a non-coherent motion compared with the rest of the pixels in the
plane.
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(a) (b) (c) (d)

(e) (f) (g) (h)

(i) (j) (k) (l)

Figure 2.8.: Examples of vehicle hypotheses obtained with the appearance-based
method described in Section 2.4.

The motion of the ground plane points is to be characterized by the planar homogra-
phy between two consecutive views of the scene. This homography is mathematically
expressed by (Hartley and Zisserman, 2004)

H = K(R + RCn�/d)K−1 (2.13)
where K is the camera calibration matrix, n is the normal vector of the ground plane,
R and C are the relative rotation and translation between views, and d is the distance
between the camera and the ground plane. As stated in the introduction, homography-
based approaches in the literature are based on the explicit computation of the param-
eters in (2.13), so as to obtain an analytical expression of the homography for every
instant. Nevertheless, this involves solving the complex ego-motion estimation prob-
lem. Ego-motion is usually derived from feature correspondences between images (Zhou
and Li, 2006; Zhou et al., 2003). However, in order to compute the ego-motion only
features corresponding to static objects should be taken into account. Hence, a method
has to be defined first to filter out features belonging to moving objects (Zhou and Li,
2006). On the other hand, and regarding particularly the traffic scenario, roads tend to
contain very few feature points, while many points appear in the background objects
(guardrails, trees, etc) and moving objects (which in turn aggravates the first prob-
lem). The non-homogeneous distribution of feature points jeopardizes the accuracy of
the motion estimation.
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Alternatively, in this thesis a new method for homography calculation is proposed to
address the aforementioned problems. First, the method calculates the planar homog-
raphy directly from feature correspondences rather than previously computing ego-
motion, as explained in Section 2.5.1. Then, in contrast to existing methods, which
deliver an independent calculation of the homography for every instant, the method
presented herein involves a linear data estimation framework, described in Section 2.5.2,
that provides a time-filtered estimate of the homography. In addition, an outlier re-
jection technique is built upon this estimation framework, which removes erroneous
measurements based on the computation of the spectral norm of the matrix of dif-
ferences, as explained in Section 2.5.3. Finally, in Section 2.5.4 alignment of images
achieved through this homography is described. The regions that differ in the aligned
pair give the hypothesized locations of the moving objects in the scene.

2.5.1. Feature extraction

As explained above, homography calculation for every pair of consecutive frames is
based on feature correspondences. The first requisite is therefore to find a set of reli-
able feature points lying on the ground plane. Usually corner detectors (e.g., Harris,
KLT) are utilized to extract features, followed by a robust estimation technique (i.e.,
RANSAC) in which the dominant homography is estimated (Zhou and Li, 2006). How-
ever, this approach is not suitable for some environments (e.g., traffic scenarios), since
such techniques would render few points on the homogeneous road compared to mov-
ing objects and other objects on the background, which have richer corner contents.
Consequently, the ground plane homography would probably not be dominant. Here,
we propose to use some a priori knowledge of the scenario so that it is possible to
obtain feature points that belong to the ground plane.

In effect, the observation of feature points in the ground plane depends on the nature
of the specific environment, and therefore the procedure to obtain ground plane feature
points must be designed according to it. For instance, in this thesis, a priori knowledge
lies on the existence of lane markings painted on the road. Hence, a lane marking
detector as in (Nieto et al., 2007, the same used within the Bayesian classification
explained in Section 2.4) is used to first localize the regions containing lane markings,
and then features are extracted and matched using the Harris detector and KLT. This
can be easily extended to other man-made environments, which typically contain sets
of ortho-parallel lines whose structure may be used as prior information. In many
cases the extracted feature correspondences will be few or imprecise due to the lack of
resolution. However, the robustness of the prediction framework compensates for the
inherent inaccuracy of the calculated instantaneous homography.

2.5.2. Homography estimation framework

The transformation of points on the ground plane between images at times k − 1 and
k is given by a planar homography (see (2.13)) as follows:
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Figure 2.9.: Relative pose of camera at time points t1 and t2 with respect to the world
coordinate system (that has its origin at the position of the camera at t1) and to the
plane π0. In the figure Rc is assumed to be the identity matrix for simplicity.

xk = Hxk−1 (2.14)

where xk and xk−1 are the homogeneous coordinates of the features in the current
and the previous image, respectively. The planar homography H in (2.13) consists of
eight independent coefficients. Hence at least eight equations (i.e., four point corre-
spondences) are needed to solve the linear system (Hartley and Zisserman, 2004). The
homography may thus be computed if four or more point correspondences are found
between images by the means referred in Section 2.5.1. Nevertheless, an instantaneous
homography computed this way may be corrupted due to inaccurate or erroneous corre-
spondences. This is especially harmful when few points are utilized in the computation
of H, as is the case in a traffic environment, on account of the scarce number of feature
points on the road.

In this thesis, the estimation of the homography is modeled as a linear process and
controlled by means of a Kalman filter (Welch and Bishop, 2004). In effect, the homog-
raphy between ground planes from frame to frame depends only on the position of the
camera relative to the ground plane and the displacement and rotation of the camera.
Those should vary slowly and thus the difference in H between successive frames shall
be very small.

Specifically, let us consider a vehicle moving on a flat road plane π0, as shown in
Fig. 2.9. The road plane has coordinates π0 = (n�, d)�, where n = (0, 1, 0)�. The
camera looks forward to the road with a small initial rotation, Rc, with respect to the
world coordinate system. If we consider a vehicle heading forward at time t1, then at
time t2 a rotation Ry(β) may have occurred around the Y-axis with a yaw angle β,
e.g., if the vehicle changes lane or takes a curve. Additionally, a rotation Rx(α) around
the X-axis models changes in the pitch angle α due to possible car bumping. The roll
angle is assumed to be zero. Then, the camera projection matrices at times t1 and t2
are respectively
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P1 = KRc[I|0]
P2 = KRcRx(α)Ry(β)[I| − C2]

where C2 is the camera position at time t2. If the speed of the vehicle is v, then
−Ry(β)C2 = t = −(0, 0, 1)�v/fr, where fr = 1/(t2 − t1) is the frame rate. Given P1
and P2, the homography matrix between planes is the following (Hartley and Zisserman,
2004):

H = KRcRx(α)(Ry(β) − tn�/d)R−1
c K−1 (2.15)

Note that the homography H depends on the camera calibration matrix K. This
contains the internal camera parameters and is thus specific for each camera model.
In order to detach the analysis from the specific camera and to build a general rule for
the algorithm parameters, here we define a normalized homography, H̄, which removes
the dependency on K, as:

H̄ = K−1HK = RcRx(α)(Ry(β) − tn�/d)R−1
c (2.16)

In this thesis we will refer the main definitions in the analysis framework to the normal-
ized homography H̄ to achieve the maximum degree of generality, although analogous
derivations can also be done using H and the known K of the specific camera. Typ-
ically, the camera rotations are small, thus Rx(α) � Ry(β) � I and the normalized
homography is close to:

H̄ = Rc(I − tn�/d)R−1
c (2.17)

As will be shown in Section 2.5.3, even when rotations occur, the variation in the
homography between successive frames is small. Hence, H̄ is introduced into a Kalman
filter in which the state vector xk is composed of the rows hj of H̄. The state of the
process is thus governed by a position-only model with an identity transition matrix:

xk = (h1 h2 h3)�

A = I9×9

xk = Axk−1 + wk−1

(2.18)

where wk is a Gaussian distribution modeling the process noise. In turn, the mea-
surement vector takes the values of the homography matrix computed from the linear
equation system given by the set of corner correspondences in (2.14). This must be
normalized as in (2.16). Let us denote the instantaneous homography matrix from
(2.14) as Hi, and the normalized instantaneous matrix as H̄i. The measurement vector
is composed of the rows hi

j of H̄i:
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zk = (hi
1 hi

2 hi
3)�

B = I9×9

zk = Bxk + vk

(2.19)

where vk is a Gaussian distribution, independent of wk, modeling the measurement
noise. Note that some of the instantaneous measurement matrices may be incorrect
due to inconsistent correspondences. However, the linear filtering method used renders
a prediction of the state vector, i.e., the elements of the homography. Following the
notation in (Welch and Bishop, 2004), the prediction of the state vector xk, denoted
by x̂−

k , is obtained from the estimate of the state vector in the previous instant, x̂k−1,
as

x̂−
k = Ax̂k−1 (2.20)

The predicted state vector contains the expected values of the elements of the ho-
mography matrix (hereafter the term homography will be referred to the normalized
homography, unless otherwise stated). Analogously to (2.18), and using a notation
coherent with (Welch and Bishop, 2004), let x̂−

k be rewritten as x̂−
k = (h−

1 h−
2 h−

3 ). We
define a predicted homography matrix, H̄p, built up with the elements of x̂−

k :

H̄p =

⎛
⎜⎝ h−

1
h−

2
h−

3

⎞
⎟⎠ (2.21)

2.5.3. Homography update rule

A rule may be constructed to compare the instantaneous measurement of the homog-
raphy with the predicted homography. Accordingly, homographies that significantly
differ from the expected transformation can be discarded. For this purpose we make
use of a norm of a matrix induced by the vectorial norm of a Euclidean space, denoted
2-norm or spectral norm. This norm is a natural extension of the concept of norm for
a vector, and gives a measure of the magnitude of a matrix. Namely, the 2-norm of a
matrix A is given by its largest singular value or equivalently by (Moon et al., 2000)

‖A‖2 =
√

λmax(A†A) (2.22)

where λmax is the largest eigenvalue of A and A† denotes the conjugate transpose of A.
We apply the induced 2-norm to the matrix difference between the measured and the
predicted homographies. Only those homographies whose difference to the prediction
has a norm below a predefined threshold are accepted:

if (‖H̄i − H̄p‖ < tn) =⇒ update H̄ (2.23)
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Figure 2.10.: Derivation of the maximum vehicle rotation in a curve between succes-
sive time points.

The threshold tn depends on the change of the velocity and the rotation parameters
and must therefore be estimated according to the application. In particular, in this
thesis the maximum expectable difference between homography matrices at times k1
and k2 has been analyzed for the road environment to set the threshold tn. Let us
assume a velocity v1 at time k1 and no rotation between times k1 − 1 and k1. Then,
the planar homography between times k1 − 1 and k1 is H̄1 = Rc(I − t1n�/d)R−1

c as
in (2.17), where t1 = −(0, 0, 1)�v1/fr. In turn, let us consider that the rotations at
time k2 with respect to k2 − 1 are modeled by Ry(β) and Rx(α), and the velocity is
v2 = v1 + Δv. Hence, the homography H̄2 between planes at times k2 − 1 and k2 is
given by H̄2 = RcRx(α)(Ry(β) − t2n�/d)R−1

c , where t2 = −(0, 0, 1)�(v1 +Δv)/fr.
The differences in the homographies are produced by changes in the velocity and ro-
tation parameters. Regarding velocity, most nation governments enforce a maximum
speed limit of v = 120 km/h (33.3 m/s). As for the rotation parameters, a maximum
rotation of α = ±5◦ around the X-axis due to bumping will be considered. The max-
imum rotation of a vehicle around the Y-axis will occur in curves. To find the upper
bound for this rotation angle, let us consider a circular model of the curve with radius
r. The difference in the orientation angle of the vehicle between time points k and k−1,
denoted by β, is given by the tangents to the curve at the positions of the vehicles.
Fig. 2.10 synthesizes an aerial view of a vehicle taking a curve to the left. The vehicle
moves from point A at time k − 1 to point B at time k, describing an arc of length
s. According to standard road geometry design rules (Green Boook, AASHTO, 2004),
the minimum radius of curvature for motorways at a speed of 120 km/h, assuming a
side friction factor of 0.09 and a superelevation of 6%, is rmin = 875 m. The objective
is to find the upper bound for β = s/r in a normal driving situation. As the rotation
angle between two consecutive frames will be very small, let s be approximated to
s � v · Δt. The time difference between frames, Δt, depends on the frame rate, and
must be well below 1 second (no correspondence between frames will be found beyond
this time difference). Hence,

β <
v

rmin
= 33.3

875 = 0.038 Rad = 2.18◦ (2.24)
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In Fig. 2.11, ‖H̄1 − H̄2‖ is analyzed as a function of these parameters between the
bounds derived above. First, the norm of the difference is plotted in Fig. 2.11 (a)
changing the velocity parameter and assuming zero rotation. In Fig. 2.11 (b), the
difference is analyzed for different rotation angles around the Y-axis, i.e., rotations
produced by left or right turns of the vehicle, at a standard speed of 100 km/h. Analo-
gously, the effect of rotations in X-axis, which are due to camera shaking, is reflected in
Fig. 2.11 (c). In this case, there is a slight difference in the graphics between positive
and negative variations of α, due to the initial rotation of the camera, Rc, with respect
to the world coordinate system in the X-axis. The joint effect of rotation in Y and
X-axes is shown in Fig. 2.11 (d). As can be observed, the largest difference occurs
with α = 5◦, |β| = 3◦. In Fig. 2.11 (e), the same figure as in (a) is plotted with α = 5◦,
|β| = 3◦. Finally, in Fig. 2.11 (f), ‖H̄1 − H̄2‖ is evaluated for different rotation angles
setting the velocity parameter to the lowest value within the expected range, i.e., 60
km/h. Note that the graphics are not exactly symmetric as a decrease in velocity when
driving at a given speed produces a slightly larger variation in the homography than a
increase in velocity.
Note that for every combination of α, β, and Δv in the graphics, it is ‖H̄1 − H̄2‖ < 0.1.
Hence, the threshold tn in (2.23) is set to tn = 0.1 for the traffic scenario in highways.
Using the rule in (2.23) with this threshold, all homography matrices that are within
the expected range according to the aforementioned physical restrictions are accepted
for updating the estimation, and the rest are rejected. A similar procedure must be
followed to fix the threshold tn for any other application environment, taking into
account its particular kinetic restrictions.
As a result of the Kalman correction stage, an stable and reliable estimate, H̄e, is
obtained for the normalized homography. The normalization is undone by a transfor-
mation complementary to (2.16), i.e., He = KH̄eK−1. Alignment of the current and
previous images is achieved by warping the latter with He.
An example of image warping with a planar homography is shown in Fig. 2.12: in (a)
and (b) the previous and the current frame are displayed; in (c) and (d) the warping
of the previous image with the instantaneous homography, Hi, and with the time-
filtered estimate, He, are shown. As can be observed, if the image is warped with
the instantaneous homography, Hi, as done in many approaches in the literature, the
resulting image features a slight deformation compared to the real image (see Fig. 2.12
(c)). Conversely, with the proposed method a robust estimation, He, of the homography
is obtained, and hence the aligned image (see Fig. 2.12 (d)) is very similar to the current
image in the ground region.

2.5.4. Vehicle detection

As stated in the foundation of the method, the points belonging to the ground plane
are expected to have coherent motion patterns. Namely, all the static elements in
the ground plane are projected from the previous to the current frame through H
as in (2.13). Conversely, all the background elements (that are not on the ground
plane) and the moving objects are subject to different transformations. Hence, the
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Figure 2.11.: Analysis of ‖H̄1 − H̄2‖ as a function of the speed of the vehicle, v, its
variation, Δv, and the rotation angles, α and β.
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(a) (b)

(c) (d) (e)

Figure 2.12.: Example of homography applied to align images: (a) previous frame, (b)
current frame, (c) previous frame warped with inaccurate instantaneous homography
Hi, (d) previous frame warped with robustly estimated homography He, (e) difference
between images (b) and (d).

difference between the current image and the previous image warped with the estimated
homography He is expected to be null for the static elements on the ground plane and
non-zero for the rest of the image. Therefore, the differences between aligned images
delimit the regions of moving objects. These differences are detected evaluating Sum
of Absolute Differences (SAD) between the current image and the previous image
warped. Using the same example as in the previous section, Fig. 2.12 (e) shows the
difference between the current frame (Fig. 2.12 (b)) and the previous image warped
(Fig. 2.12 (d)). Note that moving objects (i.e., vehicles) are clearly distinguished by
white horizontal patches that appear in their contact zones with the ground plane.
Fig. 2.13 gathers other examples of the proposed motion-based detection. Specifically,
it comprises the original image (upper row) and the obtained difference between aligned
images (lower row) for three different scenarios. In all cases significant differences are
observed in the regions of motion of the vehicles within the road plane (naturally, due
to the perspective effect the region of differences is wider for near vehicles).

Fig. 2.14 illustrates some vehicle detection results obtained applying the proposed
approach. To obtain the regions of interest images are scanned bottom to up in search
of regions with significant SAD value. Above these regions, pixels are considered to
belong to moving objects or to elements above the ground plane. Note as well that
the projection of the road in the image is bounded by the vanishing line, i.e. the
horizon line (see Criminisi et al., 2000). Hence, the images in Fig. 2.14 are constructed
by overlaying the input image below the regions of significant difference within the
region of interest (below the vanishing line) with a green mask. As shown, background
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Figure 2.13.: Results of the proposed motion-based segmentation for four different
scenarios. The corresponding input image is provided in the upper row as a reference
for each example. Note that differences (white) in the road plane correspond mainly
to the regions of motion of the vehicles.

elements and moving objects are located out of the road plane region.

In order to generate the final vehicle hypotheses, among the regions with significant
SAD, only those that have a size and shape coherent with that expected from vehi-
cles are considered. Analogously to the appearance-based hypothesis generation, the
analysis explained only provides coarse information on the position and width of the
vehicles; the height information, in turn, is not available, as only the vehicle parts that
are in contact with that ground plane are considered. The complete (i.e. adding height
information) and refined description of the candidate bounding boxes is generated us-
ing the edge-based strategy explained in Section 2.4.2.2. In this case, refinement is
performed in the four bounding edges (i.e., also in the lower part) as there is a slight
position error in the lower bound of the boxes, which is larger the closer the vehicle is
to the camera. This is due to the differential nature of the method, i.e., the difference
starts at the predicted position of the vehicles rather than at their actual position.
The refined lower bound is selected as the first significant edge in the Y-axis above the
detected position.

2.5.5. Summary and results

The proposed approach computes the homography of the ground plane for two con-
secutive images to achieve image alignment. As opposed to typical approaches, this
method does not entail explicit computation of camera motion nor 3D ground plane
parameter estimation. Alternatively, it is based solely on feature matching across suc-
cessive images and a new homography calculation framework. The planar homography
is assumed to be locally stable and change smoothly. Based on this assumption, the
homography calculation has been modeled as a linear data estimation problem. There-
fore, although instantaneous homography measurements may be inaccurate, a robust
estimation of the homography is attained at every time point. Additionally, a rule has
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Figure 2.14.: Examples of moving object detection. Regions of the input image that
do not potentially contain vehicles are overlaid with a green mask.

been proposed to accept or dismiss the incoming observations and to accordingly up-
date the dynamic model of the homography. The goodness-of-fit of the instantaneous
homography measurements is evaluated using the mathematical concept of spectral
norm, applied to the matrix of differences between the predicted and the measured ho-
mography matrices. Finally, moving objects are detected from the difference between
the current and the warped previous images. Besides, one of the main advantages
of the proposed method is that due to its predictive nature, the method is able to
perform for long periods of time without new measurements. In fact, a prediction of
the homography is available at every time point; hence, this prediction (instead of the
erroneous or non-existing instantaneous measurement) can be used to achieve image
alignment and eventually vehicle detection.
Some examples of the hypotheses generated using this method are shown in Fig. 2.15.
The discussion in Section 2.4.3 also applies here: the detections are typically correct,
although skew may occur in bounding boxes in some cases due to the reasons referred.
On the other hand, the number of false detections with the method explained in this
section is typically larger that that of the appearance-based method. Indeed, note that
differences between aligned images might also be produced by background elements
above the road plane and below the horizon line, in which the homography of the
road plane does not hold. Although only the candidates that have a size and shape
coherent to that expected from vehicles are considered, the set of hypothesized vehi-
cles might contain some artifacts, i.e., regions that do not correspond to vehicles (e.g.,
false positives are produced by guardrails in Fig. 2.15 (e) and (k), or by the bushes
in (k)). Even some road element can lead to artifacts due to small inaccuracies in the
homography calculation, such as lane markings in Fig. 2.5.5 (c). Also, the method
requires by definition that the vehicles be moving, therefore it is not able to handle
stopped vehicles. Conversely, this approach is able to handle shadows on the road,
which constitute a major problem for the appearance-based method presented in Sec-
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(a) (b) (c) (d)

(e) (f) (g) (h)

(i) (j) (k) (l)

Figure 2.15.: Examples of vehicle hypotheses obtained with the motion-based
method.

tion 2.4. Indeed, when shadows are cast on the road (for instance, under a bridge), the
pavement has two intensity modes, which are not modeled by the likelihood functions
in Section 2.15. In contrast, differences are observed in the motion-based approach
regardless of whether the vehicle is in a shaded region or not, therefore vehicles can be
detected, as illustrated in the examples in Fig. 2.15 (b) and (h).

2.6. Conclusions

In this chapter two methods for detecting objects on a traffic scenario with a monocular
system mounted on a vehicle have been presented. The two methods provide hypothe-
ses of vehicles for every input image given as bounding boxes. The first method relies on
appearance-based information. Specifically, it exploits two features, namely the inten-
sity and the response to a lane-marking detector, which help distinguish the elements
in the road. The second method, in turn, detects vehicles on the basis of successive
image rectification using plane-to-plane homographies.

Most importantly, the different nature of the methods makes them complementary, in
such a way that one can make up for the shortcomings of the other. In particular, the
method based on appearance is often very reliable: indeed, the utilized features are
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discriminative in most situations and thus the hypotheses generated usually correspond
to vehicles, while the number of false positives is small. In contrast, the method based
on motion and geometry analysis is noisier, as background structures may give rise to
false detections. However, compared to classical methods for detecting vehicles, based
on vehicle appearance (e.g., edges, symmetry, shadows, etc.), this method is more
invariant to the particular object structure or scene conditions (e.g., weather, time of
the day) since it is based on a feature inherent to the vehicles, i.e., motion. Additionally,
as stated, this method is able to better handle shadows on the road. The combination
of both approaches is therefore highly beneficial as the detectors are diverse: they fail
under different conditions, so that when one fails, the other can detect the vehicle.
On the other hand, in the proposed general framework (see Chapter 1) detection of
vehicles serves as the basis for the tracking algorithms, which will be explained in
Chapter 4. That is, once a vehicle has been detected, the tracking stage takes charge
of it. Therefore, the accuracy of the hypothesis generation is not critical, in the sense
that it is not mandatory that all vehicles be detected at every time instant. It is more
important that the detector has confidence on the fact that the passed object is actually
a vehicle, so that it does not deceive the tracker to follow a false positive. That is why
the methods explained in this chapter are designed to swiftly scan the images in order
to generate vehicle hypotheses; in turn, an additional verification stage is necessary to
check the confidence on the hypotheses. This is addressed in Chapter 3.
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3. Hypothesis Verification

3.1. Introduction

Hypothesis generation algorithms locate the image regions potentially containing vehi-
cles. Therefore, an additional vehicle verification stage is necessary in which in-depth
analysis of the candidates is performed to deliver a final decision on the presence or
absence of vehicles. Hypothesis verification methods traditionally rely on the analysis
of vehicle appearance or the use of prior models or templates. In particular, appearance
learning methods emerge as the strategy preferred by researchers as it waives the ne-
cessity of defining a priori models, which often fail to capture the variability of objects.
Supervised machine learning has been widely used for classification of many different
types of objects, and in particular also for vehicle verification. However, as inferred
from the state of the art analysis in Section 3.2, most of the methods only transfer the
generic descriptors to vehicles, without taking into account their particularities.
Therefore, in this chapter, the first goal is to explore the adaptation of the most
powerful and widespread feature extraction techniques to the particular properties of
vehicle appearance. Section 3.3 comprises an in-depth analysis of their potential use for
vehicle verification, as well as the proposal of new descriptors according to this analysis.
Linear Support Vector Machines (SVM) are used as baseline classifiers to assess and
compare the performance of the different descriptors. In particular, the relative position
of the vehicles in the image is a critical factor in the design of the descriptors associated
to the features, especially in the on-board setting, as it affects the pose and resolution
of the vehicle images. Hence, a region-dependent analysis is performed by considering
four different regions in the image, i.e, front, left and right regions in the close/middle
range, and far range. This is in contrast to traditional methods which employ a single
classifier regardless of the relative position of the candidate in the image.
Additionally, fusion of classifiers in the field of vehicle detection has been scarcely
addressed in the literature, possibly due to the stringent computational resources for
real-time operation. We do believe that classifier fusion is a key aspect for the overall
vehicle detection performance, thus Section 3.5 is devoted to its study. Specifically,
important concepts for the classifier combination, such as the normalization of the
classifier scores, the combination rules and the diversity of the classifiers are revised
and the optimal combinations for each image region are proposed.
As stated, the computational cost increase derived of the joint use of different descrip-
tors and their associated classifiers ought to be taken into account. In the proposed
framework this is addressed two-fold. One the one hand, it is considered as a critical
issue in the design of the descriptors mentioned above, in such a way that cost-effective
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configurations or variations are prioritized. On the other hand, features relating to a
priori knowledge on vehicle appearance (such as symmetry and edges) are also evalu-
ated. These will be referred to as explicit features, and are addressed in Section 3.4.
Indeed, explicit features are very appealing, as they allow for the definition of com-
putationally inexpensive descriptors, and for the use of generative classifiers. Hence,
although their individual performance is limited, they can greatly enrich the fusion
stage.
Throughout this chapter a common methodology is followed for performance evaluation
of the different classifiers. First, a new database has been generated, which is described
in Appendix A. Note that previous reading of Appendix A may help better understand
some of the results and considerations which arise throughout the chapter. As stated
in the appendix, in this database (hereafter the GTI vehicle database) all images are
scaled to a fixed size of 64×64. However, throughout this chapter the size of the image
is denoted R × C (rows by columns) to preserve the generality of the algorithms. In
addition, monochrome images have been used as none of the considered descriptors
involves color. In the experiments, 50% holdout cross-validation is used 5-fold for the
generation of the training and the testing sets. That is, in each of the experiments
half of the images in the database are randomly selected for training, and the other
half is devoted to testing. This is a common practice for supervised classification
performance evaluation (see for instance Vilaplana, 2010). The final performance is
obtained by averaging over the five experiments. The performance is measured in terms
of accuracy, given by the probability of correct classification of a sample, that is, the
proportion of correct predictions in the testing set population. This metric is selected
since the identification of positive samples and the exclusion of negative samples are
equally important to us. However, the recall and precision metrics are also enclosed
for the classifier ensembles at the end of the chapter for the sake of completeness.

3.2. Related work

The aim of this stage is to verify the correctness of the vehicle candidates provided by
the hypothesis generation (HG) stage. The idea is that HG reduces the vehicle search
space dramatically, thus more in-depth analysis can be performed on the regions of
interest. Traditionally, template or model-based methods have been used for vehicle
verification. However, the increase of processors speed in the last years has favored the
spread of learning-based methods, in which the characteristics of vehicles are learned
from a training set, and new candidates are dynamically classified according to the
learned patterns. The contributions to both approaches in the literature are reviewed
below.

Model-based methods

These methods utilize predefined models or templates of the vehicles, so that a sim-
ilarity measurement with the hypothesized candidates can be computed. The use of
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predefined models exploits the fact that the shapes of vehicles are approximately poly-
hedral, and much prior information in traffic scenes is available. Although models vary
in complexity, they are always related to some a priori attribute that is common to
vehicles. Traditional model-based methods resort to primitive features, such as edges,
symmetry and corners for description of the models. For instance, in (Broggi et al.,
2000), the maxima of a symmetry map are used for hypothesis generation, and promi-
nent corners are searched around those points for vehicle verification. In particular,
they propose to look for the lower corners of the vehicle structure in the edge image
around the hypothesized symmetry axis. Then, the upper corners are sought for by
enforcing perspective and size constraints. If the corners are not found, the candidate
is rejected and the hypothesis associated to the next local maximum in the symmetry
map is evaluated.

Typically rigid or fixed models have been used for vehicle verification. This is the
case of the works proposed in (Tan, 2000; Liu et al., 2003; Lou et al., 2005). As an
example of early approaches, in (Tan, 2000) a simplified model is proposed by assum-
ing that vehicles consist predominantly of two sets of parallel lines, along and across
the vehicle. Alternatively, in (Tsai et al., 2007), a cascade of model-based classifiers is
proposed. First, vehicles are assumed to hold a large amount of corners, therefore can-
didate regions displaying a number of corners significantly smaller than those expected
in a standard vehicle are rejected. Then, a combined similarity measure is extracted
by comparing the region with a set of vehicle templates. The measure relies on two
features: on the one hand, the vehicle contour is represented by a set of coefficients
inferred by means of the distance transform, on the other hand a three-scale wavelet
transform is used to extract the wavelet coefficients of the region. Finally, the repre-
sentation of the candidate region in terms of the combined coefficients is compared to
that of the templates, and a similarity measure is extracted using a Gaussian function.
If they are similar, the candidate is accepted, otherwise it is rejected.

However, due to the intrinsic heterogeneity of vehicles, these methods require a large
amount of reference vehicle models to capture their particularities. This involves a
tremendous computational load and is thus unfeasible in real-time applications. To
overcome the limitations of fixed models, other authors, such as (Zhang et al., 2012;
Collado et al., 2004), propose the use of deformable models. Deformable models were
first introduced in (Koller et al., 1993), in this case for the purpose of vehicle tracking.
In (Collado et al., 2004), in order to estimate the deformation of the model, an en-
ergy function combining horizontal and vertical edge symmetry, gradient and shadow
information is proposed. A genetic algorithm is employed to find the optimum param-
eter values. Recently, in (Zhang et al., 2012), a 3-D deformable vehicle model with
12 shape parameters has been proposed. Three additional parameters are added to
the model to account for the vehicle pose (i.e., position and orientation with respect
to the vertical axis). A local gradient-based method is utilized to evaluate the fitting
between the projection of the vehicle model and image data, which is combined into
an evolutionary computing framework to estimate the 12 shape parameters and three
pose parameters by iterative evolution.
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Learning-based methods

These methods perform classification of the vehicle hypotheses by learning from a set
of training examples. Typically this is addressed as a two-class classification problem:
a feature vector is extracted from the image, and the sample is classified as vehicle or
non-vehicle. They entail a training stage in which the characteristics of the vehicle and
non-vehicle classes are learned from a set of training samples. These samples must be
chosen carefully, in such a way that the variability of the vehicle class is captured. As a
result of the training phase, a decision boundary is inferred that separates both classes
in the defined feature space. The decision boundary can either be learned by training
a discriminative classifier, such as a Neural Network or a Support Vector Machine, or
by following a generative approach, in which first the probability distribution of the
features in each class are modeled (e.g, the decision boundary can be inferred through
Bayes rule).

Feature selection

The selection of the feature space is a key aspect to the success of the verification.
Features can either be explicit or implicit. The former imply that prior knowledge on
specific attributes of the vehicles is explicitly used to define a set of descriptors. In
contrast, implicit features make no assumptions on the structure, appearance or shape
of the objects: the classifier adjusts its parameters for best discrimination between
positive and negative samples.
Explicit features have been widely used in traffic environments, as they are linked to the
known appearance of vehicles, and therefore descriptors can be intuitively designed. In
addition, feature computation is fairly straightforward and they usually involve short
feature vectors. Therefore, they involve lower computational cost and are therefore
well-suited to fulfill the real-time operation requirement. Explicit features include sim-
ple measurements relating to the detected regions, such as bounding box size, centroid,
blob area or moments, and features linked to the knowledge of the vehicle attributes,
such as edges, gradient, symmetry, shadows, etc. For instance, in (Gupte et al., 2002)
the width and height of the bounding box are used to discriminate between cars and
non-cars. Classification is done through a discriminant function, trained with 50 car
and 50 non-car samples. Similarly, in (Gao et al., 2008), to verify the vehicle candidate,
the aspect ratio of its bounding box is computed, and the vehicle is accepted if this
is close enough to 1. As for knowledge-based approaches, edge-based and symmetry-
based descriptors are probably the most popular. For instance, in (Goerick et al., 1996;
Handmann et al., 2000), Local Oriented Coding is used to extract edge features, which
are classified through a Neural Network. In (Liu et al., 2005), global and local sym-
metry features are combined for vehicle verification. Global features include gray-level
and edge symmetry: the former gets rid of cluttered background, whereas the latter
eliminates homogeneous areas such as road and sky. Local symmetry features are mea-
sured in subregions of the hypothesized samples, and aim at identifying elements such
as bumpers, license plate, etc. Classification is performed on the basis of AdaBoost
learning. In (Lim et al., 2009) vehicle verification is carried out using symmetry around
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the vertical axis, and asymmetry around the horizontal axis. In (Kim et al., 2005) a
combined symmetry and edge-based vehicle validation is performed. In particular, the
symmetry axis of a candidate vehicle is refined by examining the edge angle map ex-
tracted using Sobel operator. The symmetry rate is measured proportionally to the
number of pixels with same edge angle to the left and right sides of the axis. Finally,
the vertical edge histogram is evaluated at both sides of the refined axis to confirm the
presence of the vehicle.
As for implicit features, techniques for feature extraction include Principal Component
Analysis (PCA), wavelet transform, Histograms of Oriented Gradients (HOG), Gabor
filters and Haar-like features. Wavelet transform organizes the image into subbands
that are localized in orientation and frequency. Although other possible decompositions
exist that represent the image in space, frequency and orientation, such as the short-
term Fourier transform or pyramid algorithms, wavelets, unlike these other transforms,
can perfectly reconstruct the image from its transform, where the number of transform
coefficients is equal to the original number of pixels. Wavelet transform is used in
some of the earliest works in vehicle verification. For instance, it was exploited in
(Schneiderman and Kanade, 2000) to represent a set of object and non-object classes
including cars and faces. In this work, the statistics of both object and non-object
appearance are represented using the product of histograms. Each histogram represents
the joint statistics of a subset of wavelet coefficients and their position on the object. In
particular, Haar wavelet can be seen as a representation of the local oriented intensity
differences between adjacent regions. In (Papageorgiou and Poggio, 2000) images are
mapped from the space of pixels to that of an overcomplete dictionary of Haar wavelet
features, which are in turn classified by means of Support Vector Machines (SVM).
In (Sun et al., 2006), with the aim of reducing the computational cost, a truncated
and quantized variant of the Haar wavelet transform is proposed. In particular, first
coefficients having small magnitude are truncated, and then, they are quantized into
three levels, i.e., -1, +1, and 0, representing respectively large negative coefficients,
large positive coefficients, and the values in-between. This abrupt quantization is
justified in the fact that accurate coefficient values might be less important or reliable
than the sheer presence or absence of these coefficients.
The variations introduced by Papageorgiu (Papageorgiou and Poggio, 2000; Papageor-
giou et al., 1998) over the traditional Haar wavelet transform pioneered the use of
so-called Haar-like features. Although Haar-like features are reminiscent of Haar basis
functions, a set of overcomplete rectangle features is used. This idea was further de-
veloped by Viola and Jones (Viola and Jones, 2001) for face detection. In this work,
three kinds of Haar-like features are proposed: two-rectangle, three-rectangle and four-
rectangle features. The value of two-rectangle features is the difference between the
sum of the pixels within two adjacent rectangular regions. Three-rectangle features
consist of three rectangular regions and their value is computed by adding the inner
rectangle pixels and subtracting those of the outer rectangles. Finally, four-rectangle
features compute the difference between diagonal pairs of rectangles. Additionally, they
propose a new intermediate representation of the image, called integral image, which
allows rapid computation of these features. In (Lienhart et al., 2003), the feature set
is extended to contain features from 45º-rotated rectangles, which add domain knowl-
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edge. The final set consists of fourteen features (seven upright and seven rotated), and
is claimed to achieve a 10% lower false alarm at a given hit rate in the face detection
task. Haar-like features have also been applied for vehicle detection. For instance, in
(Song et al., 2008) the exact features used by Viola and Jones are reproduced. Alterna-
tively, in (Negri et al., 2008), two 2-rectangle and two 3-rectangle features are used at
five different scales. Upright (non-rotated) filters are preferred, as they emphasize the
horizontal and vertical edges of vehicle rears. Besides, Haar-like features are combined
with Histograms of Oriented Gradients (HOG) for better performance.
Haar-like features are often used in combination with boosted classifiers. Those were
introduced in (Viola and Jones, 2001), and are constructed by combining a collection
of weak classification functions to form a strong classifier. In their face detection
algorithm, Viola and Jones propose the use of AdaBoost to select the best features for
the weak classifiers. In addition to further enhance the performance, they use a cascade
of boosted classifiers. Subsequent layers of boosted classifiers face a more challenging
problem, but are only applied to a small subset of the candidates, thus they can be
built by combining more and better weak classifiers.
The work of Viola and Jones has inspired a large number of recent works in vehicle
detection. In particular, different variations have been proposed in the used features,
in the boosting algorithms, or in the architecture of the cascade. For instance, in
(Alefs, 2006) Haar-like features are compared to oriented gradient filters and gradi-
ent orientation histograms. Also, variants of AdaBoost have been used for boosting,
such as RealBoost (Ponsa and López, 2007) and GentleBoost (Withopf and Jahne,
2007). In (Negri et al., 2008), Haar-like features are combined with HOG, and single-
detector and cascade-detector architectures are compared. Their study demonstrates
that boosting selects generative HOG-based for the early classification layers and dis-
criminative classifiers based on Haar-like features for later layers. In (Son and Mita,
2009), the number of features used in the weak classifier ensemble is reduced by means
of Quadratic Programming. In particular, optimization based on Quadratic Program-
ming gives an order of priority of the weak classifiers: only those with high priority are
selected, and a linear combination of them is used.
Gabor filters constitute another popular alternative to wavelets for vehicle verification.
In particular, 2-D Gabor functions can form a complete self-similar wavelet expansion
basis with the requirements of orthogonality and strictly compact support relaxed
(Daugman, 1993). Basically, these filters are orientation and scale tunable edge and
line detectors. Gabor filters have been broadly used in many applications relating to
texture analysis, such as segmentation (Weldon et al., 1996; Kruizinga and Petkov,
1999), texture classification (Manthalkar et al., 2003), and image retrieval (Grigorescu
et al., 2002; Han and Ma, 2007).
As discussed in Chapter 2, vehicles feature significant edge content at different scales
and orientations (mainly horizontal and vertical), both in their contour, due to their
contrast with the background elements, and their inner structure. Besides, these lines
and edges tend to have a similar distribution for most vehicle rears. Therefore, Gabor
filters are well-suited for vehicle characterization. Traditionally, a Gabor filter bank at
different scales and orientations is used for feature extraction. For instance, in (Dalka
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and Czyzewski, 2010), a bank of eight Gabor filters with two different wavelengths
and four different orientations is used (in this case, Gabor filters are applied to the
gradient image rather than to the gray-level image). In (Sun et al., 2006) Gabor
filter performance is analyzed for two different configurations, using 3 scales and 5
orientations, and 4 scales and 6 orientations, respectively.

The response of each filter in the bank is typically represented by statistics such as the
mean and the standard deviation, both for characterization of vehicles (Sun et al., 2002;
Cheng et al., 2006; Sun et al., 2005) or other objects (Han and Ma, 2007; Manjunath
and Ma, 1996; Melendez et al., 2008). These statistics can be extracted over the whole
image (Han and Ma, 2007; Manjunath and Ma, 1996) or in smaller subwindows (Jung
et al., 2006). For instance, in (Sun et al., 2006) the candidate image is divided into nine
overlapping subwindows. Alternatively, in (Dalka and Czyzewski, 2010), seven Hu’s
invariant moments (Flusser and Suk, 2006) are derived to build the feature vector.
Other representations of texture based on Gabor filters are analyzed in (Grigorescu
et al., 2002). Finally, classification of the features in the field of vehicle detection is
predominantly performed using Support Vector Machines (Jung et al., 2006; Cheng
et al., 2006; Sun et al., 2006). Some authors propose to fuse Gabor filters with other
features: for instance, in (Dalka and Czyzewski, 2010) they are combined with SURF
descriptors, and in (Sun et al., 2006) with wavelet features.

Principal Component Analysis has been extensively used for feature extraction of many
objects, especially faces (Popovici and Thiran, 2003; Moghaddam and Pentland, 1997)
and vehicles. It aims at reducing the dimensionality of the feature space by finding
its most discriminative directions, i.e., the orthogonal directions in which the data set
has the largest variances. PCA can be applied directly to the image or to a set of
features derived from the image. For instance, in (Wu and Zhang, 2001), first Haar
wavelet is used to extract features and then the principal subspace (i.e., the most
discriminative orthogonal directions) of the vehicle and non-vehicle classes are learned
from a set of training samples using PCA. Then, the representation error of a new
sample in the principal subspace of each class is calculated, and the sample is assigned
to the class with the smallest representation error. In (Zhang et al., 2006), a method
based on PCA is proposed to classify potential vehicles into passenger cars, pickup
trucks, an vans. This is addressed as a one-class classification problem, in which new
samples are classified as belonging or not to each of the three classes. In (Wang
and Lien, 2008), PCA is complemented with Independent Component Analysis to
respectively handle low-frequency components and high-frequency components of the
residual space. In (Sun et al., 2006), features extracted through PCA are evaluated for
vehicle verification within two different classification frameworks based respectively on
SVM and neural networks. PCA has also been used for vehicle verification in traffic
monitoring applications. For instance, in (Zhou et al., 2007), PCA is used to reduce the
dimensionality of the feature space prior to classification. In this case, the features are
composed of two histograms: on the one hand, the histogram of the difference between
the current image and the background image, and on the other hand, an edge map of
this difference image. Final classification is done using SVM.

The last family of typically used feature extraction techniques relates to edge and
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gradient based analysis. Among these techniques, Dalal and Triggs (Dalal and Triggs,
2005) showed that grids of Histograms of Oriented Gradients (HOG) achieve the best
performance. Although HOG were initially applied to human detection (e.g. Dalal and
Triggs, 2005, Zhu et al., 2006), their use has been naturally extended to other objects,
including vehicles. As an example of the latter, in (Negri et al., 2008) the orientations of
pixels are computed through Sobel filter, and they are quantized into five bins between
0 and π (the sign of the gradient is neglected). In (Koch and Malone, 2006), HOG are
applied at multiple scales to distinguish between vehicles and other objects in infrared
images. In particular, they compare the obtained HOG-based representation with
templates learned using Multimodal Pattern Matching (MPM) algorithm. Histograms
of Oriented Gradients are gaining attention and have been embraced by several recent
works addressing vehicle verification (e.g. Mao et al., 2010; Balcones et al., 2009).

Learning methods

In order to classify the input samples, represented by a feature vector, into vehicle
or non-vehicle classes, supervised learning methods are typically used. To this end,
discriminative or generative approaches may be adopted. In the former, the goal is
to classify new samples as vehicles or non-vehicles, regardless of the distribution of
inputs. In contrast, generative models aim at finding the underlying probability dis-
tributions of the features for each of the classes. Discriminative approaches, such as
Support Vector Machines (SVM) or Neural Networks (NN), are usually preferred for
vehicle/non-vehicle classification, as discriminative models usually give better perfor-
mance on discriminative tasks than generative models (Bishop, 2006). Among discrimi-
native methods, support vector machines have been used in the overwhelming majority
of the works referred above for object (and, in particular, vehicle) verification. Indeed,
SVMs involve a much smaller number of tunable parameters than Neural Networks.
In addition, they generalize better, as they perform risk minimization in order to max-
imize generalization on novel data (Burges, 1998). Aside from SVM and NN, other
classifiers such as K-nearest neighbor algorithm (Wang and Lien, 2008) and random
forest (Dalka and Czyzewski, 2010) have also been used for feature classification in the
framework of vehicle verification. Also, as discussed, AdaBoost algorithm is profusely
employed, mostly linked to Haar-like features.

Although methods based on discriminative approaches largely outnumber generative
methods, the latter have been adopted by some authors. For instance, in (Weber
et al., 2000) a probability density function of the feature vector is learned through
Expectation-Maximization (EM), by assuming Gaussian models. In (Wang and Lien,
2008), a likelihood evaluation process is performed based on the estimated joint prob-
ability of PCA and ICA coefficients. Multivariate Gaussian distributions are also
assumed to model the corresponding likelihood probabilities. The evaluation of the
likelihood in their proposed scheme entails comparison of the candidate subimage with
all the training images. In order to alleviate the computational load, they propose
an efficient alternative likelihood model using a weighted Gaussian Mixture Model, in
which the parameters and weights are also estimated via EM algorithm.
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Conclusions

Learning-based techniques constitute the core of the majority of approaches to vehicle
verification. Among the most popular feature extraction techniques, three different
approaches stand out: wavelet-based methods (and those derived from it, i.e., Haar-like
features and Gabor filters), PCA and Histograms of Oriented Gradients. The former
two have been widely investigated and applied. However, further analysis is mandatory
to overcome its present-day shortcomings. For instance, in PCA, the dimensionality
of the principal subspace is usually predefined (for example, in Zhou et al., 2007 a
20-dimensional PCA vector is arbitrarily chosen) or, at the best, set according to
the accumulated variance of the eigenvectors (80% in Wang and Lien, 2008, 90% or
95% in Sun et al., 2006), thus limiting the generalization of these methods. As for
wavelet-based methods, Gabor filters have been extensively used, and have proven
to outperform wavelet transform for vehicle detection (Sun et al., 2006). However,
the works reported in the literature mirror the standard configurations of Gabor filter
proposed by pioneering papers, even if those are devoted to general applications. For
instance, many authors resort to the four-scale and six-orientation scheme proposed
by (Manjunath and Ma, 1996) for texture retrieval. Hence, a deeper analysis on the
particular field of vehicle imaging is necessary. The situation is analogous regarding the
third category, i.e. HOG-based techniques, as no real analysis of their adaptation to the
specificities posed by the vehicle appearance has been reported. The work presented in
this chapter for feature extraction aims at addressing the above-mentioned limitations
and performing an in-depth analysis of their potential use for vehicle verification. The
analysis also allows to propose alternatives to state-of-the-art methods.
As for explicit features, symmetry and edges have been widely used for vehicle detec-
tion. Although these are clearly insufficient for reliable vehicle verification, they provide
valuable information which can be exploited to support a primary analysis based on
more robust implicit features. In particular, since these features are directly linked
to a priori knowledge on the vehicle appearance, straightforward descriptors can be
defined, which entail small feature spaces. We exploit this fact to propose generative
models on the explicit features, which are better suited for combination approaches
than typical discriminative models, as they deliver probabilistic outputs. In addition,
literature review suggests that fusion of features has not been exploited to its full po-
tential. For instance, in (Sun et al., 2006), Gabor and wavelet features are combined
based on the intuition that they make different classification errors. However, no rig-
orous analysis is made on the diversity of the classifiers, nor in the best combination
rules. A methodology is presented at the end of this chapter that bridges this gap.

3.3. Implicit features

3.3.1. PCA-based classifier

It is often the case that in large data sets the vast majority of the points lie close to a
subspace of much lower dimensionality than that of the original data space. Starting
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from an original space of dimensionality D, Principal Component Analysis (PCA) aims
at finding the space of dimensionality M , with M < D, that better grasps the intrinsic
information within the data set. This subspace is known as principal subspace, and is
formally defined so that the orthogonal projection of the data points onto this subspace
maximizes the variance of the projected data (Bishop, 2006). A thorough explanation of
PCA can be found in (Bishop, 2006, Chapter 12). In summary, the principal subspace
is given by the first M eigenvectors (i.e., those corresponding to the largest eigenvalues)
of the covariance matrix given by

S = 1
N

N∑
n=1

(xn − x̄)(xn − x̄)� (3.1)

where each sample of the data set is denoted xn, and x̄ is the sample set mean:

x̄ = 1
N

N∑
n=1

xn (3.2)

The directions of the eigenvectors are also known as the principal components.
As regards image representation through PCA, each image In(x, y) is represented as a
vector of length R × C:

zn = {zn,k}R×C
k=1 , zn,y+C(x−1) = In(x, y), 1 ≤ x ≤ R, 1 ≤ y ≤ C (3.3)

First the average of the image set must be computed:

z̄n =
1
N

N∑
n=1

zn (3.4)

Then, the eigenvectors {ui}D
i=1 and eigenvalues {λi}D

i=1 of the covariance matrix are
derived as explained above, and only the principal components are retained, i.e.,
{u1, u2, . . . , uM}. Finally, the mean is subtracted from each image and the result is
projected onto the principal subspace to provide each feature of the image representa-
tion:

f (i)
n = (zn − z̄n)�ui (3.5)

The final PCA-based representation of the data samples is composed of the projections
onto all the principal components, fn = (f (1)

n , f (2)
n , . . . , f (M)

n ).

Performance of PCA-based vehicle classifier

The effectiveness of PCA for feature extraction and posterior vehicle recognition is
evaluated according to the GTI vehicle database. Rather than blindly extracting fea-
tures of the vehicle and non-vehicle classes and training a classifier, we propose to use
a different classifier for each region of the image. Indeed, the larger the variability
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Region P90 P95
Front 114 246
Left 108 233

Right 89 206
Far 60 131

Mean By Zones 92.75 204
Single Region 110 267

Table 3.1.: Number of principal components required to retain 90% (P90) and 95%
(P95) of the variance when using a different classifier for each image region or a
single classifier for all of them.

in the feature space (e.g. in terms of pose, illumination, etc.), the larger the number
of principal components required. Therefore, by independently characterizing each of
the four image zones, we expect that the dimensionality of the respective principal
subspaces be reduced and that the performance be enhanced.

In order to verify this, let us first define a comparison framework. In particular, the
sum of the eigenvalues of the discarded eigenvectors is a measure of distortion of the
PCA approximation. In other words, the factor ∑M

i=1 λi/
∑D

i=1 λi gives the idea of the
percentage of the variance held after the approximation, that is, of the amount of
information retained. Some approaches determine the dimensionality of the principal
subspace by taking as many components needed as to keep a certain percentage of the
variance, rather than taking a fixed number of components regardless of the data. In
(Sun et al., 2006), for instance, they perform experiments by retaining 90% and 95%
of the variance. We will use the same criteria to establish a comparison framework
between the two classifier configurations mentioned.

By using this comparison framework, the advantage of designing independent classifiers
for each region instead of a common classifier becomes evident. Table 3.1 summarizes
the number of principal components needed to keep 90% and 95% (referred to as
P90 and P95, respectively) of the variance for both settings. As can be observed, the
average number of components needed when using independent classifiers for each zone
is around 15% lower than that of using a single zone for P90, and 25% lower for P95.
What is more important, the classification performance is significantly enhanced, as
the between-class variability is higher.

Classification results for P90 and P95 are shown in Table 3.2. As stated, a linear
SVM is used as a baseline classifier for feature comparison. Observe that the results
are degraded for P95 with respect to P90. This suggests that using a too large set of
features is counteractive for the classifier. This behavior is not connected to the linear
nature of the classifier: experiments have been performed with a quadratic SVM (see
Table 3.2), for which degradation is also observed when increasing the dimensionality
of the principal subspace to keep 95% of the variance. Therefore, there must be an
optimum number of features rendering maximum accuracy, which shall also depend
on the image region. To determine the corresponding operation points, experiments
have been conducted by varying the number of used principal components for each
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Region Linear SVM Quadratic SVM
P90 P95 P90 P95

Front 94.26 91.42 93.18 91.55
Left 91.92 89.54 91.80 90.18

Right 90.38 87.02 91.04 88.98
Far 91.56 89.82 92.58 91.32

Mean By Zones 92.03 89.45 92.15 90.51
Single Region 83.94 78.56 86.85 82.95

Table 3.2.: Accuracy for P90 and P95 when using a different classifier for each image
region or a single classifier for all of them.

Region Principal subspace dimensionality
10 20 30 40 50 60 70 80 90 100 110

Front 93.92 95.80 95.76 96.22 95.38 95.86 95.62 93.70 93.78 93.96 93.46
Left 88.34 89.30 92.12 92.72 93.08 93.32 92.70 92.06 92.26 90.98 -
Right 84.30 89.04 90.20 90.72 90.92 91.04 90.88 90.70 - - -
Far 89.56 90.44 91.22 91.48 91.52 91.56 91.48 91.44 - - -

Table 3.3.: Accuracy for different principal subspace dimensionality.
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Figure 3.1.: Accuracy evolution for each image region as a function of the principal
subspace dimensionality.
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image region: multiples of 10 have been considered up to the dimensionality of the P90
principal subspace. Accuracy rates as a function of the principal subspace dimension
are enclosed in Table 3.3, and graphically represented in Fig. 3.1. As expected, we
observe that for all the image regions accuracy reaches a maximum in between 10
and the P90 subspace dimension and then starts to decrease. Naturally, the operation
point is not the same for all regions. Namely, for the front close/middle region high
classification performance is achieved even for very low subspaces and a maximum
accuracy of 96.22% is reached at M = 40. For the left and right close/middle and the
far region more principal components are required, all the three having the operation
point at M = 60, and respective accuracies of 93.32%, 91.04% and 91.56%. When
adjusting the operation point according to the need of each region of the image, the
average accuracy rate is thus of 93.04%.
Although the results are rather high, there seems to be a limit in the achievable rates
through PCA. This suggests that the features extracted through PCA are intrinsically
non-separable, that is, that there is some degree of overlapping between the vehicle
and the non-vehicle classes. Since the database consists of instances of different na-
ture according to weather and illumination conditions, resolution and source (see Ap-
pendix A), let us graphically inspect the distribution of each of this image subgroups for
both classes. In order to visualize it, only the first three principal components are con-
sidered. Although better separation is achieved when introducing more components,
3D representation eases interpretation of the classifier behavior.
The left region in the close/middle range is arbitrarily chosen for assessment of the
distributions: Fig. 3.2 (a) shows the data distribution of both classes for this region.
This figure confirms that there is some class overlapping in the PCA feature space.
Fig. 3.2 (b) illustrates the vehicle sample distribution broken down in subgroups, ac-
cording to the categorization explained in Appendix A. The color code is the following:
cloudy (orange), sunny (brown), medium-illumination (green), dawn/dusk (purple),
rainy (pink), low-resolution (blue), tunnel (red), and images from other databases
(cyan). All these subclasses are individually shown in Fig. 3.3 for better visualiza-
tion, and compared to the non-vehicle class, whose samples remain black. As can be
observed, each subclass involves a fairly compact cluster of points. Their overlapping
degree with the non-vehicle class depends on the subclass. Namely, as regards the illu-
mination conditions, maximum separability is observed for medium illumination condi-
tions; ’cloudy’ subclass also features good separability, while overlapping increases for
’sunny’. Clusters corresponding to ’rainy’ and ’dusk’ display a lower (but still good)
separability than ’cloudy’. The most challenging scenario occurs for ’low-resolution’
images. As opposed to the other subclasses, which gather in a somewhat near neigh-
borhood of the feature space (indeed, there is overlapping between subclasses as seen in
Fig. 3.2 (b)), points corresponding to ’low-resolution’ subclass are significantly spread-
out and lie far from the other subclasses. Both these effects were expected: they are
scattered as they represent different weather and illumination conditions; also, the
lower camera resolution does not allow vehicle details to be captured, and their asso-
ciated PCA representation consequently differs from that of an ideal vehicle sample.
Finally it is difficult to extract general conclusions of the remaining two classes, due to
the scarce number of samples. Nevertheless, the few ’tunnel’ samples are fairly tangled
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Figure 3.2.: Sample projection onto the 3-dimensional principal subspace for left
close/middle region: (a) vehicle samples are shown in yellow and non-vehicle sam-
ples in black; (b) vehicle samples are broken down according to their nature: cloudy
(orange), sunny (brown), medium-illumination (green), dawn/dusk (purple), rainy
(pink), low-resolution (blue), tunnel (red), and images from other databases (cyan).

with the non-vehicle class, which reflects the classification difficulty in the absence of
good illumination, whereas the samples taken from ’other databases’ gather randomly
around the clusters of the other subclasses. Although the left close/middle region sam-
ple distribution has been used for illustration, the remaining areas display a similar
behavior.

From the analysis above it is clear that each of the vehicle class subgroups features
different separability from the non-vehicle class. However, it is also worth examining
the distribution of each of non-vehicle subgroups, rather than considering it as a whole.
Fig. 3.4 illustrates the non-vehicle sample distribution in the left region broken down
in subgroups, according to the same division considered for vehicles. Specifically, the
top figure gathers all the non-vehicle subgroups using the same color code as Fig. 3.3,
while the vehicle class samples are painted in black. The remaining figures compare
the distribution of each specific non-vehicle subclass with respect to the vehicle class.
Indeed, these graphs give new insight into the vehicle/non-vehicle separability. On the
one hand, there are some subclasses, such as ’cloudy’ and ’sunny’ which scatter widely
along the principal subspace and to some extent overlap with the vehicle samples.
However, we also find that some of the more challenging subclasses (e.g., ’tunnel’,
’low-resolution’, ’rainy’) cluster far from the inter-class boundary. That is, although
separation between vehicle samples corresponding to these subgroups and non-vehicle
class (considered as a single class) is rather challenging, this is largely lightened when
also considering the different nature of the non-vehicle samples.

This suggests that better classification results might be obtained through PCA analysis
by designing a different classifier not only for each image region, but also according to
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Figure 3.3.: Vehicle sample distribution in the 3-dimensional principal subspace for
the left region. Each figure represents each of the considered subclasses (the same
color code as in Fig. 3.2 is used) versus the non-vehicle class.
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Figure 3.4.: Non-vehicle sample distribution in the 3-dimensional principal subspace.
Each figure represents each of the considered subclasses (the same color code as in
Fig. 3.2 is used) versus the vehicle class.
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Figure 3.5.: Example of HOG grid. In this case, the size of the cells is s1 × s2, blocks
contains 1 × 2 cells, and there is a 2-fold block overlapping.

the different nature (in terms of weather, illumination, resolution, etc.) of the images.
Naturally, this approach involves a number of additional requirements. First, the image
database needs to be amply enlarged: 1000 images of each subclass are needed to have
the same representativity degree, which results in 64000 images (4 regions, 8 subgroups,
2 classes). On the other hand, an on-line system must be designed in order to detect
the illumination and weather conditions of the image, and the camera resolution must
be set in advance. The advantages and convenience of using this approach will be
investigated in future work.

3.3.2. HOG-based classifier

Histograms of Oriented Gradients (HOG, Dalal and Triggs, 2005) evaluate local his-
tograms of image gradient orientations in a dense grid. The underlying idea is that
the local appearance and shape of the objects can often be well characterized by the
distribution of the local edge directions, even if the corresponding edge positions are
not accurately known.
This idea is implemented by dividing the image into small regions called cells (see
Fig. 3.5). Then, for each cell, a histogram of the gradient orientations over the pixels
is extracted. The combination of the histograms of the different cells provides image
representation.
The first step is thus to define the spatial and orientation binning, i.e., the size of the
cells, and the number of evenly spaced orientation bins in the range [0◦, 180◦) (the
sign of the gradient is usually ignored). Gradient may be computed pixel-wise by
means of any of the standard methods, e.g., Sobel or Prewitt operators. Then, for
a given cell, each pixel in the cell votes for the bin containing its orientation. Votes
are weighted according to the magnitude of the gradient. In addition, in order to
tackle illumination and shadowing effects, the original proposal by Dalal and Triggs
also comprises a final local contrast normalization step. This is performed by grouping
cells in larger spatial structures, called blocks, and normalizing the response locally in
each block in accordance with any standard measure, such as the L1 or the L2 norm.
The final descriptor comprises the normalized responses from all the blocks. In fact, it
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Figure 3.6.: Standard HOG configurations: (a) Rectangular HOG, (b) two variants
of Circular HOG.
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Figure 3.7.: Possible configurations of HOG regarding the number of orientation bins,
β. The range of gradient orientation angles [0◦, 180◦) is divided in uniformly spaced
sectors. Pixels with gradient orientations inside each sector accumulate to the cor-
responding bin of the histogram proportionally to the magnitude of their gradient.
Configurations with (a) 8, (b) 12, and (c) 18 bins are considered.

is convenient to group the cells in overlapping blocks. For instance, if a block covers
two cells in the horizontal direction, and the spacing between blocks (i.e., the stride)
equals the horizontal length of a cell, then there is 2-fold coverage of each image cell
(see Fig. 3.5).
The original HOG technique presents two different kinds of configurations, called Rect-
angular HOG (R-HOG) and circular HOG (C-HOG), depending on the geometry of
the cells used. Specifically, the former involves a grid of rectangular spatial cells and
the latter uses cells partitioned in a log-polar fashion (see Fig. 3.6). Rectangular grids
adapt better the structure of vehicles, and hence this geometry is used in this study.

HOG Performance

The performance of HOG as feature extractors is evaluated in the vehicle classification
problem. Tests are carried out on the GTI vehicle database. HOGs involve a number
of parameters, including the cell size, s1 × s2, the block size, b1 × b2, and the number
of orientation bins, β. Several experiments are performed to find the set of parameters
that deliver the best classification performance. The only restriction in the parameter
set is that cells be square (s1 = s2 = s), which is a typical assumption in HOGs.
Regarding the number of orientation bins, three possible configurations have been
considered involving β = 8, 12 and 18 bins evenly spaced over [0◦, 180◦), as illustrated
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β = 8 s = 4 s = 8 s = 16 s = 32
Front 99.18 98.68 97.84 95.36
Left 98.06 98.12 97.66 95.52

Right 97.28 97.26 95.60 95.22
Far 97.72 97.66 96.96 92.22

β = 12 s = 4 s = 8 s = 16 s = 32
Front 99.16 98.52 97.70 95.68
Left 98.06 98.32 97.86 96.48

Right 97.42 97.44 96.14 95.64
Far 97.58 98.14 96.84 92.44

β = 18 s = 4 s = 8 s = 16 s = 32
Front 99.24 98.98 97.92 95.30
Left 98.22 98.20 97.74 96.10

Right 97.34 97.66 96.18 94.84
Far 98.02 97.98 96.70 93.70

Table 3.4.: Accuracy of HOG as a function of the cell size, s, and the number of
orientation bins, β.

in Fig. 3.7. The bins have been shifted so that the vertical and horizontal orientations,
which are very frequent in the rear of vehicles, are in the middle of their respective bins.
This way, small fluctuations around 0◦ and 90◦ will not affect the descriptor. As for the
cell size, the resolution is increased logarithmically from s = 4 to s = 32. In addition,
blocks comprise 2 × 2 cells, and the L2-norm is used for the block normalization step,
following the recommendations of (Dalal and Triggs, 2005). Table 3.4 summarizes
accuracy results depending on the parameters.

As can be observed, correct classification rates are very high for all regions of the image.
Although the differences regarding parameter selection are scarce, some conclusions and
trends may be extracted. First, for the front close/middle range region, the granularity
of the grid seems to be of the utmost importance: over 99% of accuracy is attained for
s = 4 regardless of the number of orientations bins, while the performance decreases for
s = 8 and even more notably for s = 16. This is explained by the amount of fine detail
that is to be found in the vehicles in this region. In contrast, the number of orientations
is of little help in this area, as the rear of the vehicles is nearly perpendicular to the
camera, and thus mostly vertical and horizontal edges are observed. As for the left,
right and far regions, small differences are found when using s = 4 or s = 8, but
performance decreases significantly for s = 16 and more notably for s = 32. This
involves that, although the detail is lower than in the front range, large granularity is
still required in the grid to account for the heterogeneous structures appearing at the
sides of the and next to the horizon line of the road. On the other hand, in contrast
to the front range, accuracy increases as the number of orientation bins is raised from
β = 8 to β = 12, since the wide spectrum of edge angles due to the perspective effect
must be covered. No significant gain is obtained with a further increase to β = 18.

3.3.2.1. Cost-effective HOG descriptors

Although HOG descriptors provide excellent classification results, they also involve
heavy computation requirements both for training and online feature extraction. The
latter is especially critical in a vehicle detection application which should be operating
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(a) (b)

Figure 3.8.: Sketches of vehicle rear views from different perspectives: (a) the vehicle
is in front of the observer, (b) the vehicle is shifted to the left hand side of the
observer. The pattern in the right hand side is similar to (b), only mirrored.

near real-time to deliver valuable information to the driver. This is aggravated if fusion
of different cues is to be performed, as smaller processing slots are available for each
descriptor.

The high computational cost of HOG is mainly due to the large number of cells used,
which in turn results in a long feature vector for classification. In this work, we aim
to propose a variation of HOG that reduces the computational cost by adapting to
the characteristics of vehicles, while at the same time keeping the performance loss
as low as possible. The main singularity of vehicles rear appearance is the fact that
it is inherently rectangular: not only is the outer contour of the vehicle rear quasi-
rectangular, but the inner structures such as the license plate and the rear window are
also nearly rectangular. Fig. 3.8 (a) shows a sketch of a typical vehicle rear containing
rectangular elements. Accordingly, the main gradients in vehicle images are expected
to be vertical and horizontal. Fig. 3.9 shows the gradient distribution of the vehicle and
non-vehicle samples. To obtain this, the magnitude and orientation of the gradient have
been computed for all the images of the GTI vehicle database, broken down by regions.
Each pixel votes for a given orientation proportionally to its gradient magnitude, and
values are accumulated along the whole image set to deliver the final histograms.

As confirmed by the histogram in Fig. 3.9 (a), horizontal edges (gradient orientation
of 90◦ or 270◦) are clearly dominant for the vehicle class, whereas the vertical edges
are second in importance. Those directions are also prominent in the non-vehicle class
histogram, but the absolute gradient magnitude accumulated for the vehicle class is
significantly larger.

In order to exploit the specificities of vehicle structure, and in accordance with the
proven preeminence of vertical and horizontal edges, we naturally propose three cost-
effective configurations of HOG composed of rectangular, vertical and horizontal cells,
as shown in Fig. 3.10. The latter configurations are constructed by dividing the
image in vertical and horizontal stripes, and are accordingly denoted as V-HOG and
H-HOG. In turn, the first configuration involves concentric rectangles around the image
center, and is thus denoted CR-HOG (for concentric rectangle-based HOG). As can be
observed, the number of cells for all the three configurations is much smaller than in
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Figure 3.9.: Gradient orientation distribution for (a) the vehicle class and (c) the
non-vehicle class. The figure in (b) shows the detail of (a) for the lower part of the
histogram.
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Figure 3.10.: Structure of (a) concentric rectangle HOG (CR-HOG), (b) vertical
HOG (V-HOG), and (c) horizontal HOG (H-HOG) .

the traditional HOG grid, thus resulting in fewer calculations and in a much smaller
feature vector.

Furthermore, let us consider the influence of the gradient sign1. The HOG technique
was initially proposed for pedestrian detection (Dalal and Triggs, 2005), for which the
authors claimed that including the gradient sign results in no performance gain. In
effect, for humans, the wide range of clothing and background colors renders the sign
of contrast uninformative. In contrast, when it comes to vehicles, the sign information
might well be significant.

Inspection of Fig. 3.9 reveals that there is a strong correlation between the gradient
sum in an angle α within the range [0◦, 180◦) and the corresponding negative angle,
that is, the profile in [180◦, 360◦) is similar to that in the range [0◦, 180◦). In order make
an in-depth analysis of the convenience of using the gradient sign, the histogram in the
negative range is shifted to the range [0◦, 180◦) for comparison with the histogram in the
positive gradient range. Comparison of the positive and negative gradient distribution
is illustrated for each region of the image and for both the vehicle and non-vehicle
classes in Fig. 3.11. The profiles are fairly similar, however some differences can also
be observed in the fine-detail. For instance, as far as the vehicle class is concerned, the
histogram for the negative gradient is slightly below the positive gradient curve for all
regions of the image. As for the non-vehicle class, some differences are also noticeable
between vehicle and non-vehicle profiles. These results hint that although the use of
the gradient sign is redundant to some extent, it also intrinsically contains an amount
of information overhead compared to the use of unsigned gradient, at least when it
comes to vehicles. Therefore, gradient sign is taken into account in the forthcoming
analysis in order to analyze the full potential of the proposed configurations. However,
since the expected gain is small, for cost-effective implementations unsigned gradients
shall be used.

1For convenience, positive gradient directions are defined to be those pointing to the upper-right
corner of the image. This way, the classical Cartesian coordinate system conventions can be
adopted, which eases graphical interpretation in later discussions.
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Figure 3.11.: Comparison between positive and negative gradient orientation distri-
bution for the vehicle class (left) and the non-vehicle class (right). Histograms are
also broken down by image regions.
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Figure 3.12.: Possible configurations of cost-effective HOG regarding the number of
orientation bins. Configurations with 8, 12, 16, 24 and 36 bins are considered.

CR-HOG

The basic steps for the calculation of CR-HOG on the refined window are analogous to
those explained for HOG: gradient computation, and generation of the histograms of
orientations. In contrast, cells are not further grouped into blocks, and local contrast
normalization is removed. Instead, since the areas of the different cells are not the same
(area increases inside out), division by the cell area is performed so that normalized
histograms of each cell can be fit in the final descriptor.
The method involves two design parameters, namely the number of orientation bins in
the histogram, β, and the number of cells, η. The considered orientation configurations
are shown in Fig. 3.12, which comprise β = 8, 12, 16, 24 and 36 bins. The results for
the different combinations of β and η are summarized in Table 3.5 for each of the four
image regions. In order to facilitate the interpretation on the impact of each of the two
parameters, Table 3.6 summarizes the results of one of the parameters by averaging
on the other: in particular, Table 3.6 (a) contains the accuracy results as a function of
the number of orientation bins, β, by averaging on η, for each region of the image; in
turn, Table 3.6 (b) comprises the average accuracy results as a function of the number
of cells, η. These results are graphically represented in Fig. 3.13 and 3.14, respectively.

As expected, the interpretation of the results depends on the image region. First,
it is remarkable that, for the front close/middle range, β = 8 delivers already quite
good result, while the best performance is obtained for β = 12 (96.42% when η = 3).
Further binning in the orientation is uninformative due to the preeminence of vertical
and horizontal edges in this region, hence resulting in decreased performance (see
Fig. 3.13 (a)).
Regarding the right region in the close/middle range, as can be observed in Fig. 3.13 (c),
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β = 8 η = 2 η = 3 η = 4
Front 96.06 96.08 96.26
Left 91.04 91.70 92.38

Right 93.40 93.60 93.72
Far 86.10 87.90 88.46

β = 12 η = 2 η = 3 η = 4
Front 96.00 96.42 96.10
Left 94.26 94.78 94.68

Right 95.22 94.94 94.58
Far 90.84 91.60 90.86

β = 16 η = 2 η = 3 η = 4
Front 95.90 95.64 95.62
Left 95.68 95.82 95.06

Right 96.28 95.00 95.66
Far 91.62 91.42 91.00

β = 24 η = 2 η = 3 η = 4
Front 96.20 95.72 95.06
Left 96.46 96.12 95.56

Right 95.74 94.90 95.12
Far 91.26 91.64 90.80

β = 36 η = 2 η = 3 η = 4
Front 95.66 95.52 95.12
Left 95.48 96.04 95.76

Right 95.64 94.90 94.02
Far 91.10 90.34 89.92

Table 3.5.: Accuracy of CR-HOG as a function of the number of cells, η, and the
number of orientation bins, β.

Region β = 8 β = 12 β = 16 β = 24 β = 36
Front 96.13 96.17 95.72 95.66 95.43
Left 91.71 94.57 95.52 96.05 95.76

Right 93.57 94.91 95.65 95.25 94.85
Far 87.49 91.10 91.35 91.23 90.45

Region η = 2 η = 3 η = 4
Front 95.96 95.88 95.63
Left 94.58 94.89 94.69

Right 95.26 94.67 94.62
Far 90.18 90.58 90.21

(a) (b)
Table 3.6.: (a) Accuracy results of CR-HOG as a function of the number of orientation
bins, β, by averaging on η; (b) Accuracy results of CR-HOG as a function of the
number of cells, η, by averaging on β.

a finer orientation binning is necessary to capture the more variant gradient angles. In
particular, the best results are obtained for β = 16, as happens also for the far region.
The necessity of a large number of orientation bins is even more evident for the left
region: a maximum rate of 96.05% is achieved for β = 24 (6 bins/quadrant), as inferred
from Table 3.6 (a) and Fig. 3.13 (b). This difference between the left and right regions
was already to be expected from Fig. 3.9 (b). Indeed, the histogram between peaks
for the left region is mostly larger than that of the right region, which anticipated the
need for finer binning in the former.

In regard to the other design parameter, η, it is interesting to note that increasing the
number of cells above η = 2 is only helpful whenever the orientation binning is coarse.
For instance, for β = 8, accuracy is raised when increasing η to 3, and enhanced with a
further increase to η = 4. In contrast, when the number of orientations grows, the effect
of increasing η is counteractive. This suggests that there is a joint resolution limit in
the number of cells and the number of orientation bins. Also, observe that the scope of
the positive effect of increasing η depends on the image region: for the front and right
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Figure 3.13.: Classification accuracy of CR-HOG as a function of the number of ori-
entation bins, β. The results are broken down for images corresponding to (a) front,
(b) left, and (c) right close/middle range, and (d) far range, and averaged on the
number of cells, η.

close/middle range it is only advantageous for the very lowest orientation resolutions,
whereas the effect expands further for the far range and especially for the left region
(this explains the peaks in η = 3 in Fig. 3.14 (b) and (d)). However, the power of this
parameter is very limited: the best performance cannot be achieved only by increasing
η. This can only be attained by appropriately increasing β, which in turn renders the
utilization of higher η useless (it is actually detrimental for fine orientation resolution).
Consequently, the use of η > 2 is only justified for the front close/middle range, which
is the only image region for which a low orientation resolution works well. In particular,
the best result for the front close/middle region is accomplished for (η, β) = (3, 12).
For the remaining regions η = 2, and β is chosen according to the above discussion.
Table 3.7 summarizes the best configurations for the design parameters depending on
the image region, and their associated correct classification rate.

Vertical HOG (V-HOG)

The calculations for the V-HOG descriptor are similar to those explained for CR-HOG,
only with different cell shapes (see Fig. 3.10 (b)). In particular, V-HOG involves η
vertical cells of width s = C/η and height R (i.e., that of the image). The final normal-
ization is thus not necessary, as all cells have the same size. In this case, the number of
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Figure 3.14.: Classification accuracy of CR-HOG as a function of the number of cells,
η. The results are broken down for images corresponding to (a) front, (b) left, and
(c) right close/middle range, and (d) far range, and averaged on the number of
orientation bins, β.

Region Rate η β

Front 96.42 3 12
Left 96.46 2 24

Right 96.28 2 16
Far 91.62 2 16

Table 3.7.: Best accuracy results of CR-HOG for each image region and their associ-
ated parameters (η, β).

cells takes values η = 2, 4, 8 and 16, whereas the same orientation configuration with
β = 8, 12, 16, 24 and 36 bins is tested. The results for the different combinations of β
and η are summarized in Table 3.8. Analogously to the CR-HOG analysis, to show the
influence of each of the two parameters, the results are averaged on the other: Table 3.9
comprises the averaged results and Fig. 3.15 and 3.16 illustrate them graphically.

As a first conclusion, V-HOG performs better than CR-HOG: the accuracy is around
1% higher for the front and left close/middle regions, while it is slightly worse for
the right region. However, the greatest difference occurs in the far range, in which
V-HOG involves a gain of about 4% with respect to CR-HOG. This is due to the fact
that V-HOG is more stable than CR-HOG to shifts in the vehicle position within the
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β = 8 η = 2 η = 4 η = 8 η = 16
Front 95.70 97.60 97.46 97.54
Left 92.66 95.40 95.04 94.48

Right 93.50 94.34 94.18 92.42
Far 87.56 94.92 94.34 93.22

β = 12 η = 2 η = 4 η = 8 η = 16
Front 95.22 97.48 97.76 97.28
Left 94.52 96.10 95.04 95.30

Right 95.30 95.12 95.46 95.02
Far 91.16 95.60 94.18 93.80

β = 16 η = 2 η = 4 η = 8 η = 16
Front 95.68 97.68 97.38 97.64
Left 95.52 95.98 96.5 96.42

Right 95.52 95.54 95.00 95.10
Far 91.60 94.82 94.06 94.22

β = 24 η = 2 η = 4 η = 8 η = 16
Front 95.74 97.36 97.48 97.88
Left 96.78 96.28 97.04 96.46

Right 95.36 95.24 95.38 95.40
Far 92.08 94.08 94.38 94.96

β = 36 η = 2 η = 4 η = 8 η = 16
Front 95.86 97.18 97.26 97.48
Left 95.78 97.02 96.58 97.22

Right 94.60 95.36 95.48 95.96
Far 90.72 94.34 94.96 94.84

Table 3.8.: Accuracy of V-HOG as a function of the number of cells, η, and the
number of orientation bins, β.

hypothesized bounding box for verification. Indeed, the latter requires that vehicle be
located approximately in the middle of the box, as the cells are grown radially with
respect to the image center. In the far range, since the resolution is significantly lower,
the precision in the hypothesis generation for the bounding boxes is smaller, hence
many vehicle samples are shifted from the origin, which explains the decrease of the
performance. In contrast, V-HOG is insensitive to shifts in the vertical axis, and quite
robust to shifts in the horizontal axis when the number of cells is small (edges remain
in the same cell unless displacement is very large).

Let us now inspect the impact of the parameters η and β in the performance. As for β,
the behavior is coherent with that observed in CR-HOG. Namely, for the left region,
the accuracy increases gradually with β, and the performance is best for the maximum
orientation binning, β = 36, as shown in Fig. 3.15 (b). In turn, for the right and far
regions, accuracy increases abruptly from β = 8 to β = 12, but then remains almost
constant (see Fig. 3.15 (c) and (d)). For the front close/middle range the performance
is almost independent of β. As regards the number of cells, η = 4 seems to deliver the
best results (see Fig. 3.16). Further spatial binning leads to degraded performance,
as the descriptor is more sensitive to shifts of the vehicles in the horizontal axis. The
parameters yielding the best trade-off between performance and cost-effectiveness are
summarized in Table 3.10, together with their associated accuracy rates.

Horizontal HOG (H-HOG)

This descriptor involves η horizontal cells of height s = R/η and width C, as shown in
Fig. 3.10 (c). Otherwise, it is computed analogously to V-HOG. It is expected that
the number of required cells be larger than for V-HOG, as the frequency of horizontal
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Region β = 8 β = 12 β = 16 β = 24 β = 36
Front 97.08 96.94 97.10 97.12 96.95
Left 94.40 95.24 96.11 96.64 96.65

Right 93.61 95.23 95.29 95.35 95.35
Far 92.51 93.69 93.68 93.88 93.72

(a)
Region η = 2 η = 4 η = 8 η = 16
Front 95.64 97.46 97.47 97.56
Left 95.05 96.16 96.04 95.98

Right 94.86 95.12 95.10 94.78
Far 90.62 94.75 94.38 94.21

(b)
Table 3.9.: (a) Accuracy results of V-HOG as a function of the number of orientation
bins, β, by averaging on η; (b) Accuracy results of V-HOG as a function of the
number of orientation bins, η, by averaging on β.
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Figure 3.15.: Classification accuracy of V-HOG as a function of the number of ori-
entation bins, β. The results are broken down for images corresponding to (a) front,
(b) left, and (c) right close/middle range, and (d) far range, and averaged on the
number of cells, η.
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Figure 3.16.: Classification accuracy of V-HOG as a function of the number of cells,
η. The results are broken down for images corresponding to (a) front, (b) left, and
(c) right close/middle range, and (d) far range, and averaged on the number of
orientation bins, β.

Region Rate η β

Front 97.68 4 16
Left 97.02 4 36

Right 95.54 4 16
Far 95.60 4 12

Mean 96.46 4 20
Table 3.10.: Best accuracy results of V-HOG for each image region and their associ-
ated parameters (η, β) .
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β = 8 η = 2 η = 4 η = 8 η = 16
Front 96.46 96.46 96.84 96.78
Left 93.24 94.30 95.98 95.28

Right 94.44 95.16 94.98 94.76
Far 85.52 91.58 92.02 90.24

β = 12 η = 2 η = 4 η = 8 η = 16
Front 96.76 96.64 96.30 96.58
Left 94.68 95.92 96.54 96.50

Right 96.06 95.40 95.44 95.84
Far 90.78 93.12 92.92 92.84

β = 16 η = 2 η = 4 η = 8 η = 16
Front 96.58 96.66 97.04 97.14
Left 96.14 96.86 97.02 97.24

Right 95.80 96.32 96.00 96.66
Far 90.58 93.64 92.50 93.00

β = 24 η = 2 η = 4 η = 8 η = 16
Front 97.12 96.74 97.14 97.14
Left 96.66 97.34 97.40 97.32

Right 95.54 95.74 96.10 96.22
Far 90.78 92.34 92.40 94.16

β = 36 η = 2 η = 4 η = 8 η = 16
Front 96.40 96.58 97.52 97.78
Left 96.34 96.94 97.40 97.38

Right 95.28 95.78 96.42 96.52
Far 90.50 92.50 92.42 93.46

Table 3.11.: Accuracy of H-HOG as a function of the number of cells, η, and the
number of orientation bins, β.

edges is also higher than that of vertical edges.

Experiments are carried out for the same parameter combinations as in V-HOG. The
results of the experiments are enclosed in Table 3.11. In turn, the results averaged on η
and β are given in Table 3.12, and illustrated in Fig. 3.17 and 3.18. Accuracy rates are
in a similar range as those of V-HOG (hence also better than CR-HOG). However, the
tendencies regarding the dependence on the parameters η and β varies. As foreseen,
the performance is enhanced as the number of cells increases (see Table 3.12 (b) and
Fig. 3.18). This is in contrast to V-HOG, for which the performance is best for η = 4.
However, note that at least η = 8 is needed to achieve performance roughly as good
as that of V-HOG. In addition, the required orientation binning is also higher, as
shown by Fig. 3.17. Table 3.13 summarizes the best parameter configuration for H-
HOG. Observe that nearly double spatial and frequency binning (and hence a feature
vector 4 times larger) is necessary for H-HOG to obtain coarsely the same average
accuracy as V-HOG. Hence, V-HOG is preferred, as it achieves a better trade-off
between performance and computational cost.

Summary of HOG

In this section a number of cost-effective configurations have been proposed as an
alternative to expensive standard HOG. Among the three proposed descriptors, V-
HOG and H-HOG have proven to outperform CR-HOG, especially in the far range, as
they are less sensitive to shifts in the vehicle location within the window. In addition,
experiments confirm the importance of appropriately adapting the number of gradient
orientation bins to the image regions. Specifically, a small number of bins suffices for
the front region in the close/middle range, since the vast majority of vehicle edges are
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Region β = 8 β = 12 β = 16 β = 24 β = 36
Front 96.64 96.57 96.86 97.04 97.07
Left 94.70 95.91 96.92 97.18 97.02

Right 94.84 95.69 96.20 95.90 96.00
Far 89.94 92.42 92.43 92.42 92.22

(a)
Region η = 2 η = 4 η = 8 η = 16
Front 96.66 96.62 96.97 97.08
Left 95.41 96.27 96.87 96.74

Right 95.42 95.68 95.79 96.00
Far 89.63 92.64 92.45 92.74

(b)
Table 3.12.: (a) Accuracy results of H-HOG as a function of the number of orientation
bins, β, by averaging on η; (b) Accuracy results of H-HOG as a function of the
number of orientation bins, η, by averaging on β.
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Figure 3.17.: Classification accuracy of H-HOG as a function of the number of ori-
entation bins, β. The results are broken down for images corresponding to (a) front,
(b) left, and (c) right close/middle range, and (d) far range, and averaged on the
number of cells, η.
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Figure 3.18.: Classification accuracy of H-HOG as a function of the number of cells,
η. The results are broken down for images corresponding to (a) front, (b) left, and
(c) right close/middle range, and (d) far range, and averaged on the number of
orientation bins, β.

Region Rate η β

Front 97.52 8 36
Left 97.40 8 36

Right 96.42 8 36
Far 94.16 16 24

Mean 96.38
Table 3.13.: Best accuracy results of H-HOG for each image region and their associ-
ated parameters (η, β) .
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horizontal or vertical. In contrast, in the left and right regions in the close/middle
range, and in the far range, finer binning is required to capture the more variant
gradient angles both in the vehicle and the non-vehicle classes. Regarding the number
of spatial cells, fine binning is only necessary for the H-HOG descriptor. For the other
descriptors the use of a large number of cells does not justify the computational cost
increase as it only results in residual gain.

The descriptor achieving the best trade-off between cost and accuracy is V-HOG, since
it obtains the same performance as H-HOG with only half spatial and frequential
binning. Remarkably, the length of the extracted feature vector is highly reduced
compared to standard HOG, thus lightening the subsequent classification stage. For
instance, the selected V-HOG configuration (see Table 3.10) entails an average of
β = 20 orientation bins and η = 4 cells, which results in a feature vector of length
80, whereas an optimal configuration of HOG, with s = 4 and β = 18 results in
18 (2 (64/s − 1))2 = 16200 features. Naturally, there is an associated average loss of
around 1.70% in accuracy (98.2% is achieved with HOG, as derived from Table 3.4,
compared to 96.46% with V-HOG). If a less demanding configuration of HOG is used,
for instance (s, β) = (32, 8) , which still entails a larger feature vector than V-HOG
(144 vs. 80), the performance plummets to an average of 94.58%. Therefore, the pro-
posed V-HOG achieves better performance than standard HOG when computational
resources are restricted. This is due to the efficient configuration of cells, which exploits
the inherently rectangular vehicle appearance.

3.3.3. Gabor filter based classifier

Denis Gabor proved that a signal’s specificity simultaneously in time and frequency is
limited by a lower bound on the product of its bandwidth and duration (Gabor, 1946).
He also discovered that the family of signals of the form exp[−(t−t0)2/α2+iwt] achieve
this lower bound and hence minimize the joint uncertainty in time and frequency. This
family of functions is therefore usually named after him as Gabor functions or Gabor
filters. They describe the modulation product of a sinusoidal wave of frequency w with
a Gaussian envelope.

The extension of the Gabor filter to the two-dimensional space was first articulated by
Daugman (Daugman, 1985). Analogously to the 1D uncertainty principle, he showed
that in 2D domains the theoretical limit of the joint 2D space and frequency resolution
is

(Δx)(Δy)(Δu)(Δv) ≥ 1/16π2 (3.6)

where (Δx, Δy) and (Δu, Δv) denote respectively the effective width and height of the
filter and of its Fourier Transform. The family of functions achieving the lower bound
are the elliptic generalization of the one-dimensional functions proposed by Gabor:

g(x, y) = 1
2πσxσy

exp
{

−1
2

[
(x − x0)2

σ2
x

+ (y − y0)2

σ2
y

]}
× exp{−2πiF0x} (3.7)
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As in the one-dimensional case, two-dimensional Gabor functions are composed of a
complex sinusoidal carrier and a Gaussian envelope. The Fourier transform of g(x, y)
is given by

G(u, v) = exp
{

−1
2

[
(u − F0)2

σ2
u

+ v2

σ2
v

]}
(3.8)

where σu = 1/2πσx and σv = 1/2πσv and (x0, y0) are assumed to be in the origin of
coordinates.
Remarkably enough, Daugman found that this family of Gabor functions describes
well the 2D receptive-field profile of simple cells in mammalian visual cortex (Daug-
man, 1985). Therefore, the perception of the human visual system can be emulated
through image analysis using these functions. This has motivated the use of Gabor
filters for a broad spectrum of applications including image compression and fusion
(Redondo, 2007), browsing and retrieval of image data (Han and Ma, 2007; Manju-
nath and Ma, 1996), texture classification (Melendez et al., 2008; w. Chen et al., 2006;
Manthalkar et al., 2003), object tracking (Cai et al., 2009) and feature extraction for
further classification (Dalka and Czyzewski, 2010; Sun et al., 2005; Cheng et al., 2006).
They are in all cases tightly related to the texture analysis of the image.
In this thesis we aim to study the use of texture description given by Gabor filters as a
feature for vehicle detection. A Gabor filter provides a localized frequency description.
Hence, in order to capture all the frequency content of a certain texture pattern, a
bank of filters in different frequencies is needed. Let g(x, y) be the mother generating
function for the Gabor filter family. Then, we shall create a set of functions, denoted
gm,n(x, y), by appropriately rotating and scaling g(x, y):

gm,n = a−2mg(x′, y′) (3.9)

where x′ = a−m(x cos θn + y sin θn), y′ = a−m(−x sin θn + y cos θn), and a > 1. Let
us consider a bank of filters with N different scales and K orientations, thus it is
m = 0, ..., N − 1 and n = 0, ..., K − 1. Observe that each filter describes a frequency
Fm = a−mF0 and an angle θn = nπ/K. The corresponding Fourier transform of such
a filter in Cartesian coordinates is (Movellan, 2005)

Gm,n(u, v) = exp
{

−1
2

[
(u − um,n)2

r

a−2mσ2
u

+ (v − vm,n)2
r

a−2mσ2
v

]}
(3.10)

where (um,n, vm,n) are the spatial frequencies of the sinusoidal carrier, i.e., um,n =
Fm cos θn, vm,n = Fm sin θn, and r indicates rotation so that

(u − um,n)r = (u − um,n) cos θn + (v − vm,n) sin θn

(v − vm,n)r = −(u − um,n) sin θn + (v − vm,n) cos θn

(3.11)

Fig. 3.19 illustrates the frequency response of the Gabor filter bank. Gabor functions
form a complete but non-orthogonal basis, which implies that there is some degree
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Figure 3.19.: Frequency response of the Gabor filter bank. The contours indicate
the half-peak magnitude of the filter responses in the Gabor filter family. The filter
parameters used here are K = 4, N = 4, a = 2, and F0 = 0.4.

of redundancy in the filters responses. This redundancy is minimized following the
same criterion as in (Han and Ma, 2007), which imposes that the half-peak magnitude
contours of the filter responses in the frequency domain be tangent to each other. First,
tangency is sought between adjacent contours in the u axis associated to the frequencies
F0 and F0/a:

G0,0(u, v) = exp
{

−1
2

[
(u − F0)2

σ2
u

]}
= 1
2

G1,0(u, v) = exp
{

−1
2

[
(u − F0/a)2

a−2σ2
u

]}
= 1
2

(3.12)

which can be rewritten as

(u − F0)2

σ2
u

= 2 ln 2

(u − F0/a)2

a−2σ2
u

= 2 ln 2
(3.13)
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Since the tangency point must verify F0/a < u < F0, (3.13) leads to the following
equation system:

u − F0 = −σu

√
2 ln 2

u − F0/a = a−1σu

√
2 ln 2

(3.14)

The solution to this system leads to the design parameter σu = (a−1)F0
(a+1)

√
2 ln 2 .

Analogously, tangency between the half-peak magnitude elliptical contours associated
to G0,0(u, v) and G0,1(u, v) delivers the parameter σv. Both contours should also be
tangent to the line v = u tan(π/2K), hence it is

G0,0(u, v) = exp
{

−1
2

[
(u − F0)2

σ2
u

+ v2

σ2
v

]}

= exp
{

−1
2

[
(u − F0)2

σ2
u

+ u2 tan2(π/2K)
σ2

v

]}
= 1
2

(3.15)

The expansion of (3.15) leads to the following quadratic expression:

u2(σ2
v + σ2

u tan2(π/2K)) + u (2F0σ
2
v) + σ2

vF 2
0 − 2σ2

uσ2
v ln 2 = 0 (3.16)

There is only one u in which the tangency condition holds, therefore this equation must
have a double root, and the following equality must be verified:

4F 2
0 σ4

v = 4(σ2
v + σ2

u tan2(π/2K))(σ2
vF 2

0 − 2σ2
uσ2

v ln 2) (3.17)
which renders the sought expression for σv :

σv = tan(π/2K)
√

F 2
0

2 ln 2 − σ2
u (3.18)

Log-Gabor Filters

Although Gabor filters have been extensively applied for a broad range of applications,
they involve a number of drawbacks. First, the bandwidth of a Gabor filter is typically
limited to one octave (otherwise it yields a too high DC component), thus a large
number of filters is needed to obtain wide spectrum coverage. In addition, as suggested
in (Field, 1987), the amplitude of natural images (defined as the square root of the
power spectrum) falls off in average by a factor of roughly 1/f . This is in contrast to
the properties of Gabor filters: on the one hand, a big extent of the Gabor response
concentrates on the lower frequencies, which in turn results in redundant information
of the filters; on the other hand, the high frequency tail of the images is not captured.
An alternative to the Gabor filters is the log-Gabor function introduced by Field (Field,
1987). Log-Gabor filters are designed as Gaussian functions on the log axis, which is
in fact the standard method for representing the spatial-frequency response of visual
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neurons. Their symmetry on the log axis results in a more effective representation of the
uneven frequency content of the images: redundancy in lower frequencies is reduced,
and the response of the filter in the linear frequency axis displays a tail in the higher
frequencies that adapts the frequency fall-off of natural images. Furthermore, log-
Gabor filters do not have a DC component, which allows an increase in the bandwidth,
and hence fewer filters are required to cover the same spectrum.
The frequency response of log-Gabor filters in polar coordinates is given by (Nixon and
Aguado, 2008)

LGm,n(f, θ) =

⎧⎪⎨
⎪⎩
exp

{
− (log(f/Fm))2

2(log β)2

}
exp

{
− (θ−θn)

2σ2
θ

}
f 	= 0

0 f = 0
(3.19)

It is also common to find in the literature their corresponding expression in the log
axis (Fischer et al., 2007):

LGm,n(ρ, θ) = exp
{

−(ρ − ρm)2

2σ2
ρ

}
exp

{
−(θ − θn)2

2σ2
θ

}
f 	= 0 (3.20)

where ρ = log f , ρm = logFm and σρ = log β. The parameter β determines the
bandwidth of the filter. For instance, a value of β = 0.75 results in an approximate
bandwidth of one octave, whereas β = 0.55 extends roughly as far as two octaves
(Kovesi, 1999). The angular bandwidth, σθ, is typically set to approximately 1.5 for
even spectrum coverage.

3.3.3.1. Design of the descriptor

As stated in Section 3.2, the descriptor associated to Gabor filters is usually based
on statistics of the set of filtered images. However, prior to defining the Gabor and
log-Gabor descriptors, let us make some considerations related to the filtering process.
Naturally, the input space is discrete, therefore in order to transfer the image (of size
R×C) and the filter to the frequency domain, the Discrete Fourier Transform (DFT) is
required. The filtered image in the input space is eventually obtained by applying the
Inverse DFT (IDFT) to the product of the image and the filter in the frequency domain.
At this point it is interesting to recall that the product of DFTs is equivalent to the
circular convolution of the corresponding functions in the spatial domain. Thus, the
discontinuity between the intensity in the different borders of the original image affects
the filtering and produces artifacts in the output image contour. This is illustrated
in Fig. 3.20 for a given example image: the result of a Gabor filter of parameters
F0 = 0.4, σx = σy = 1/2F0, θ0 = 0◦ over the image in Fig. 3.20 (a) is shown in
Fig. 3.20 (b). Since the filter is oriented in the horizontal axis, artifacts arise in the
left and right boundaries of the image.
In order to avoid this effect both in Gabor and log-Gabor filters, we propose to enlarge
the original image by replicating its boundaries (i.e., values outside the bounds of
the image are assumed to equal the nearest border value). The artificially imposed
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(a) (b) (c)

Figure 3.20.: Effect of circular convolution: (a) original image, (b) Gabor-filtered im-
age with circular convolution. Observe the artifacts produced in the image bound-
aries due to luminance discontinuity. In (c) the result after replicating the image
boundaries prior to filtering is shown (the image is cropped to the size of the original
image), in which artifacts have been removed.

continuity at the borders results in a low response to the filter, while the artifacts due
to circular convolution are shifted to the new image boundaries. Those are conveniently
discarded after obtaining the filtered image through the IDFT. The size of the enlarged
image is (R+E)×(C+E), where E must be greater than the width of the filter envelope,
E > σx, E > σy. The application of the same filter described above on the enlarged
image results in the image shown in Fig. 3.20 (c), where appropriate cropping has been
performed: the artifacts are no longer observed in the borders.
In addition, in our study Gabor filters have been forced to have a zero DC component
by setting Gm,n(0, 0) = 0, as done in other approaches to Gabor filtering (Manjunath
and Ma, 1996; Manthalkar et al., 2003), in order to reduce the sensitivity of the filter
to absolute intensity values.

Feature representation

Several strategies can be taken to define the feature vector from the result of Gabor
filtering. Some of them are discussed in (Grigorescu et al., 2002) and include the use of
raw Gabor responses, thresholded Gabor features, Gabor energy features and grating
cell operator features. The separability achieved through these features is compared
in (Grigorescu et al., 2002) in a set of generic texture images based on the Fisher
criterion. The former two deliver poor results, whereas good performance is achieved
by Gabor energy features and grating cell operator features. However, the latter is not
suited for vehicle classification, as they require that a system of at least three bars is
present in their receptive fields (Grigorescu et al., 2002). Gabor energy features (which
simply combine the response of symmetric and antisymmetric Gabor filter) are thus
selected. These features result in very large vectors (as large as the size of the image)
and thus entail heavy training and classification. Therefore, statistical moments are
usually preferred (Sun et al., 2005; Manjunath and Ma, 1996; Cheng et al., 2006; Han
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and Ma, 2007), and will also be adopted in this study. In particular, three moments
are analyzed: the mean, μ, the standard deviation, σ, and the skewness, γ, of the data
distribution:

μm,n =
1

R · C

∑
x

∑
y

|Jm,n(x, y)|

σm,n =
√√√√ 1

R · C

∑
x

∑
y

(|Jm,n(x, y)| − μm,n)2

γm,n =
1

R · C

∑
x

∑
y

( |Jm,n(x, y)| − μm,n

σm,n

)3

(3.21)

where Jm,n(x, y) represents the input image I(x, y) filtered by one of the filters in the
Gabor filter bank, Gm,n, or the log-Gabor bank, LGm,n, and |·| denotes the modulus of
a complex number. The mean and the variance are deemed essential and are therefore
always included in the feature vector. The skewness, in turn, may be included if the gain
in performance justifies the computational overhead. In order to know the information
conveyed by this parameter, let us analyze its distribution along the Gabor-filtered
images. Specifically, a reference Gabor filter bank with parameters N = 4, K = 6,
F0 = 0.4, and a = 2 is selected, and the skewness is computed for each filtered image.
These values are stored, and the same is done for all the images of the database,
broken down by regions and classes. As a result, the histograms shown in Fig. 3.21
are obtained. As can be observed, the profiles of vehicle and non-vehicle instances are
fairly similar for all regions, which suggests that this parameter is not meaningful for
class separation.
The feature vector is thus composed of the mean and variance of the images resulting
of applying the Gabor or log-Gabor filter bank to the input image:

v � [μ0,0, σ0,0, μ1,0, σ1,0, μ1,1, σ1,1, . . . , μN−1,K−1, σN−1,K−1] (3.22)

3.3.3.2. Performance of Gabor filter based classifier

A set of simulations have been performed on the GTI vehicle database to derive the set
of parameters of the Gabor filter bank that yield best vehicle classification performance.
These parameters comprise the number of scales, N , the number of orientations, K,
the maximum frequency, F0, and the scaling between center frequencies, a. As done
with the previous features, four different regions are considered (left, middle and right
in the close/middle range, and far range) and a linear SVM classifier is trained for each
of the four areas.

Performance as a function of the number of scales

Once the final set of features has been defined, the next step is to evaluate the classi-
fication accuracy as a function of the number of scales and orientations. With regard
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Figure 3.21.: Histogram of skewness along Gabor-filtered images throughout the im-
age database for the two classes (vehicle, non-vehicle) and the four image regions.

to the former, the limited bandwidth of Gabor filters predict a significant impact in
the classification performance when the number of filters is decreased, since the fre-
quency spectrum cannot be evenly covered. Accuracy is tested for 1 ≤ N ≤ 4, and for
each value of N several experiments are performed to find the appropriate F0 (or more
precisely its inverse, λ0). The values tested for λ0 have been chosen so that the bank
covers roughly the range of frequencies [0.05, 0.5] (or equivalently the range of wave-
lengths [2, 20]), which corresponds to the frequency content implicit in vehicle images,
according to (Sun et al., 2006). The scaling between center frequencies is also tuned
to achieve this goal (a = 2 for N = 4 and N = 3, a = 3 for N = 2 and N = 1). For
all tests the number of orientations is kept to K = 6. The results of these tests are
enclosed in Table 3.14. If the F0 rendering the best performance is selected for each
value of N , the accuracy rates shown in Table 3.15 are obtained.

To visualize these rates, the accuracy values are represented in Fig. 3.22 as a function
of the number of scales of the filter bank. As can be observed, the performance de-
creases quasi-linearly from N = 4 to N = 2, and then falls more abruptly for N = 1.
Quick inspection of Table 3.14 hints that, for a given N , the classification results have
a different trend for the close/middle range than for the far range when varying λ0.
Specifically, the classifiers in the front, left and right close/middle ranges have a clas-
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N = 4 λ0 = 2 λ0 = 2.5 λ0 = 3 λ0 = 4 λ0 = 5
Front 97.70 97.46 97.62 97.46 96.98
Left 96.72 96.66 96.48 96.24 95.10

Right 96.56 96.04 96.40 95.92 94.98
Far 88.88 89.50 90.04 89.12 89.42

Mean 94.96 94.91 95.14 94.69 94.12
N = 3 λ0 = 2 λ0 = 3 λ0 = 4 λ0 = 5
Front 97.44 97.46 97.20 97.16
Left 95.98 95.90 95.84 96.04

Right 96.28 95.98 95.50 95.40
Far 86.62 88.18 88.58 89.24

Mean 94.08 94.38 94.28 94.46
N = 2 λ0 = 2 λ0 = 4 λ0 = 6 λ0 = 8
Front 96.62 95.90 95.42 94.12
Left 95.76 94.86 94.06 93.26

Right 95.28 94.60 94.14 93.42
Far 87.00 87.40 87.18 86.76

Mean 93.67 93.19 92.70 91.89
N = 1 λ0 = 1 λ0 = 5 λ0 = 10 λ0 = 15 λ0 = 20
Front 90.84 94.98 94.06 91.52 90.50
Left 92.80 93.02 91.24 90.88 89.76

Right 88.76 92.98 91.46 91.26 91.06
Far 82.04 84.26 85.74 84.08 81.82

Mean 88.61 91.31 90.03 89.44 88.28
Table 3.14.: Accuracy of Gabor filters as a function of the number of scales. Tests
have been performed for 1≤ N ≤ 4. For each value of N rates are broken down by
region, and different λ0 are tried.

N = 4 N = 3 N = 2 N = 1
Accuracy 95.14 94.46 93.67 91.31

Table 3.15.: Average accuracy results of Gabor filters for different values of N .

sification maximum for low λ0 (i.e., high F0), whereas the far range classifier displays
better results for somewhat higher values of λ0.

Let Fig. 3.23 graphically illustrate the rates in Table 3.14. The figures for the
close/middle range have been computed as the average of the front, left and right
rates. As expected, the solid lines corresponding to the close/middle range have their
maximum at a lower λ0 than their dual lines at the far range for all values of N .
This is not surprising, taking into account that in the far distances the images contain
little detail and thus the edges and the frequency content is less sharp. In addition,
in the original video database, the image regions that correspond to far vehicles are
small. These image regions are scaled so that they have the same size (i.e. 64× 64) as
the images corresponding to the other zones in the database, which introduces some
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Figure 3.22.: Evolution of accuracy of Gabor filters as a function of N .
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Figure 3.23.: Evolution of accuracy of Gabor filters as a function of the minimum
wavelength λ0 in the close/middle range (solid lines) and the far range (dashed
lines).

blurring.

The advantage of characterizing each region of the image separately and of having
a specific classifier for each of them becomes apparent in this case. Indeed, by ap-
propriately choosing the best λ0 we can obtain a non-negligible gain in the correct
classification rate. Table 3.16 summarizes the highest accuracy results for each region
of the image (and the corresponding minimum wavelength λ

(m)
0 ) as a function of the

image area.

The average accuracy is enhanced compared to that obtained for a fixed λ0 (Table 3.15),
with gains of 0.11, 0.28, 0.09 and 0.37 for N = 4, N = 3 and N = 2 and N = 1,
respectively. The final evolution of the performance as a function of the number of
scales (broken down by zones), as well as the gain of using an adaptable λ0 are shown
in Fig. 3.24.
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Region N = 4 N = 3 N = 2 N = 1
Rate λ

(m)
0 Rate λ

(m)
0 Rate λ

(m)
0 Rate λ

(m)
0

Front 97.70 2 97.44 2 96.62 2 94.98 5
Left 96.72 2 95.98 2 95.76 2 93.02 5

Right 96.56 2 96.28 2 95.28 2 92.98 5
Far 90.04 3 89.24 5 87.40 4 85.74 10

Enhanced Mean 95.25 94.74 93.76 91.68
Table 3.16.: Values of λ0 adapted to each image region for Gabor filter performance
maximization, and associated accuracy rates.
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Figure 3.24.: Evolution of accuracy of Gabor filters with adaptable λ0 for the
close/middle (blue) and the far (brown) range as a function of the number of scales.
The average accuracy evolution is also depicted (green) and compared to that ob-
tained for a fixed λ

(m)
0 (red). Observe that as a result of using an adaptable λ0 the

performance is enhanced for all N .

Performance as a function of the number of orientations

Analogously to the number of scales, it is also interesting to analyze the evolution of the
performance as a function of the number of orientations. Clearly, a minimum of K = 2
orientations, i.e. vertical and horizontal, is mandatory, since those are highly present in
vehicle images. We shall study the performance for K = 2,K = 4, K = 6 and K = 9,
the angles ranging from 0 to (K − 1)/πK radians. The remaining parameters are
chosen for performance maximization according to the experiments referred to above,
i.e., N = 4, a = 2,λ0 = 2 for the close/middle range, and λ0 = 3 for the far range.
The correct classification rates for the different numbers of orientation bins are given
in Table 3.17. From the table, it is inferred that K = 6 provides the best performance,
while further orientation binning is counteractive. Inspection of the table also reveals
that the performance decreases in average around 1.20% for K = 4 with respect to
K = 6, while it plummets when decreasing K from 4 to 2.
These results are illustrated in Fig. 3.25 in order to better grasp the underlying behav-
ior. As can be observed, the highest performance degradation occurs in the left and



91 3.3 Implicit features

Region K = 9 K = 6 K = 4 K = 2
Front 97.98 97.70 97.50 95.22
Left 96.08 96.72 95.46 86.36

Right 96.80 96.56 94.98 86.70
Far 89.68 90.04 88.22 85.60

Mean 95.13 95.25 94.04 88.47
Table 3.17.: Accuracy of Gabor filters as a function of the number of orientations,

K. Tests have been performed for K = 2, 4, 6 and 9. For each value of K rates are
broken down by region.
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Figure 3.25.: Evolution of accuracy of Gabor filters as a function of K for the different
image regions. The average evolution is also shown in red.

right sides of the close/middle range when decreasing K to 2, i.e., only considering the
vertical and horizontal orientations. This is mainly due to the fact the non-vehicle im-
ages in these regions contain structures in a whole bunch of angles, such as guardrails,
median stripes, traffic signs, lane markings, etc. These structures cannot be correctly
captured with only 2 orientations, therefore reducing the separability between vehicle
and non-vehicle classes. This degradation is also observable, though less abruptly, for
the far images, which also include some of these structures with a coarser detail. The
decrease in performance is even more moderate for the front images, since fewer diag-
onal structures are to be observed in these region. A decrease from K = 6 to K = 4
results in an average small performance loss around 1.21%, which is larger in the left
and right regions due to their richer diagonal content.

Finally, experiments are carried out to confirm that the inclusion of the skewness does
not bring additional gain. The rest of the parameters are initially set to the values that
render the best results (see Table 3.16). Table 3.18 summarizes the accuracy results
obtained for this configuration of the filter bank with and without the skew parameter.
As expected, there are no big differences in performance between the feature vector
comprising mean and variance, and that also including skewness.



Hypothesis Verification 92

Region (μ, σ) (μ, σ, γ)
Front 97.70 97.38
Left 96.72 96.24

Right 96.56 96.34
Far 90.04 90.88

Mean 95.25 95.21
Table 3.18.: Comparison of accuracy using two moments (μ, σ) and three moments
(μ, σ, γ).

3.3.3.3. Performance of log-Gabor filter based classifier

Analogously to the Gabor functions, a set of simulations have been performed on
the GTI vehicle database to evaluate the classification results when using log-Gabor
functions and to find their appropriate parameter configuration. As explained, these
filters have better properties in frequency than Gabor filters: namely, they adapt better
to the response of visual neurons and achieve a larger and more efficient spectrum
coverage. To the best of our knowledge, these filters have not been previously applied
to image-based vehicle detection. In this study we seek to analyze their performance
in this field, and to find the configuration that exploits their full potential.

Performance as a function of the number of scales

As done with the Gabor filters, different experiments are carried out by changing the
number of scales from N = 1 to N = 4. The maximum frequency, F0, and the scaling
between center frequencies, a, are also adjusted so that the same range of frequencies
[0.05, 0.5] is covered. Remarkably, each filter of the log-Gabor bank can encompass a
larger bandwidth than the traditional Gabor function, therefore theoretically a smaller
impact in the performance is to be observed when decreasing the number of scales.
In particular, the possibility to increase the bandwidth of log-Gabor filters is applied
for N ≤ 3 by decreasing β from 0.65 (approximately 1.5 octaves) to 0.55 (2 octaves).
This allows in turn for an increase in the scaling between center frequencies (a = 2 for
N = 4, a = 3 for N ≤ 3), so that the desired range of frequencies can be approached.
Table 3.19 contains the accuracy rates obtained from the tests. Table 3.20 summarizes
the rates obtained when the λ0 yielding the best performance is selected for each value
of N . The results in the tables confirm the expected average increase in performance
obtained with log-Gabor filters with respect to Gabor filters.

In Fig. 3.26 (a) the average performance evolution is displayed as a function of the
number of scales N . As happened with the Gabor functions, the accuracy decreases
quasi-linearly from N = 4 to N = 2, though with a smaller slope. Then the perfor-
mance falls off more abruptly for N = 1. Also analogously to the Gabor functions,
the λ0 maximizing performance varies according to the image region, as shown in
Fig. 3.26 (b). Namely, the blurring in the far range images results in higher values of
λ

(m)
0 than in the close/middle range, as explained in Section 3.3.3.2. The best λ0 for
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N = 4 λ0 = 2 λ0 = 2.5 λ0 = 3 λ0 = 4 λ0 = 5
Front 98.00 97.78 97.20 97.68 96.84
Left 97.18 97.20 97.36 97.04 97.08

Right 96.96 97.06 96.90 96.64 96.64
Far 91.22 91.34 91.60 91.42 91.22

Mean 95.84 95.84 95.77 95.69 95.44
N = 3 λ0 = 2 λ0 = 3
Front 97.36 97.18
Left 96.78 97.32

Right 96.94 96.40
Far 90.50 90.32

Mean 95.39 95.31

N = 2 λ0 = 2 λ0 = 4 λ0 = 6 λ0 = 8
Front 97.54 97.08 96.50 95.58
Left 96.30 96.32 96.06 96.36

Right 96.30 96.40 95.92 95.68
Far 86.34 89.96 90.60 89.12

Mean 94.12 94.91 94.77 94.19
N = 1 λ0 = 1 λ0 = 5 λ0 = 10 λ0 = 15 λ0 = 20
Front 93.14 95.98 95.02 94.26 93.42
Left 90.02 95.90 95.94 94.36 92.94

Right 89.00 95.14 95.86 95.38 94.58
Far 72.84 84.00 86.54 86.98 85.44

Mean 86.25 92.76 93.34 92.75 91.60
Table 3.19.: Accuracy of log-Gabor filters as a function of the number of scales. Tests
have been performed for 1 ≤ N ≤ 4. For each value of N rates are broken down by
region, and different λ0 are tried.

N = 4 N = 3 N = 2 N = 1
Accuracy 95.84 95.39 94.91 93.34

Table 3.20.: Average accuracy results of log-Gabor filters for different values of N .

each image area and the accuracy rates obtained for each of them are summarized in
Table 3.21, as well as the combined average rates.
The adaptation of λ

(m)
0 for each region of the image yields gains of 0.16%, 0.27% and

0.16% for N = 4, N = 2 and N = 1 (no gain is obtained for N = 3 as the λ
(m)
0

remains the same for all regions of the image). The final evolution of the performance
with respect to the number of scales for the close/middle and far ranges is shown in
Fig. 3.27. The average enhancement obtained by using an adaptable λ0 is also shown
(green) by comparison with the results for a fixed λ

(m)
0 (red).

Performance as a function of the number of orientations

The evolution of the classification performance achieved by using log-Gabor filters
when varying the number of orientations is analyzed in a similar manner to that of the
Gabor filters. The remaining parameters are chosen for performance maximization:
N = 4, a = 2 for all regions; λ0 = 2 for the front close/middle range, λ0 = 2.5 for
the right close/middle region, and λ0 = 3 for the left close/middle and far regions.
Table 3.22 summarizes the accuracy rates obtained for the different orientation-wise
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Figure 3.26.: Evolution of accuracy of log-Gabor filters as a function of N : (a) average
accuracy evolution; (b) evolution as a function of the minimum wavelength λ0 in the
close/middle range (solid lines) and the far range (dashed lines).

Region N = 4 N = 3 N = 2 N = 1
Rate λ

(m)
0 Rate λ

(m)
0 Rate λ

(m)
0 Rate λ

(m)
0

Front 98.00 2 97.36 2 97.54 2 95.98 5
Left 97.36 3 96.78 2 96.30 2 95.90 5

Right 97.06 2.5 96.94 2 96.30 2 95.14 5
Far 91.60 3 90.50 2 90.60 6 86.98 15

Enhanced Mean 96.00 95.39 95.18 93.50
Table 3.21.: Values of λ0 adapted to each image region for log-Gabor filter perfor-
mance maximization, and associated accuracy rates.
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Figure 3.27.: Evolution of accuracy of log-Gabor filters with adaptable λ0 for the
close/middle (blue) and the far (brown) range. The average accuracy evolution
obtained for adaptable and fixed λ0 are also depicted in green and red respectively.

Region K = 9 K = 6 K = 4 K = 2
Front 97.48 98.00 97.88 92.18
Left 97.10 97.18 95.90 83.40

Right 96.90 96.96 96.56 83.58
Far 91.22 91.60 88.68 83.94

Mean 95.67 95.94 94.75 85.77
Table 3.22.: Accuracy of log-Gabor filters as a function of the number of orientations,

K. Tests have been performed for K = 2, 4, 6 and 9. For each value of K rates are
broken down by region.
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Figure 3.28.: Evolution of accuracy of log-Gabor filters as a function of K for the
different image regions. The average evolution is also shown in red.
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configurations, which are in turn represented in Fig. 3.28. The best performance
is achieved with K = 6, and the effect of decreasing K is similar to that observed
for Gabor filters: a small accuracy loss is produced when using only 4 orientations,
whereas the use of only vertical and horizontal filters (K = 2) reduces the performance
dramatically, since modeling of the diagonal structures typical of non-vehicle images is
not appropriately addressed. In the other side, K = 9 over-discretizes the orientation
space and leads to slightly worse results than K = 6.

3.3.3.4. Comparison between Gabor and log-Gabor based classifiers

The performance of Gabor and log-Gabor filters is enclosed in Tables 3.14-3.17 and
3.19-3.22, respectively. As discussed before, log-Gabor filters adapt better than Gabor
filters to the inherent frequency content of natural images and are able to cover a larger
spectrum with the same number of filters. Thus, it is especially interesting to compare
their behavior when decreasing the number of filters in the bank. In particular, the
rates obtained for their best configurations, both with a fixed λ

(m)
0 (Tables 3.15 and

3.20) and an adaptable λ
(m)
0 (Tables 3.16 and 3.21) are illustrated in Fig. 3.29 (a). As

can be observed, the performance for N = 4 is already better for the log-Gabor filter
bank, and the gap between them grows significantly as N decreases. Fig. 3.29 (b)
illustrates the performance gain when using log-Gabor filters instead of the traditional
Gabor filters for feature extraction. Observe that the gain for a fixed λ

(m)
0 (red line)

starts at 0.7 for N = 4, grows softly for N = 3, and keeps growing with an increasing
slope for N = 2 and N = 1. As for an adaptable λ

(m)
0 (green line), the enhancement

obtained for Gabor filters for N = 3 allows to maintain the gap low, but it quickly
shows the same ascending trend.
These figures confirm the expected enhancement in performance of log-Gabor filters
with respect to Gabor filters. Therefore, we propose to use log-Gabor filters rather
than Gabor filter for vehicle feature extraction.

3.3.3.5. Gridded log-Gabor filter bank

The same scheme underlying HOG can be applied to Gabor or log-Gabor filters.
Namely, after filtering the whole image, the descriptors can be computed on a dense
grid of uniformly spaced cells. Consequently, each image cell is characterized by a
feature vector, composed of the mean and variance of all Gabor-filtered images of the
bank in the corresponding region. The joint descriptor comprises the statistics of all
image cells:

v �
[
μ

(1,1)
0,0 , σ

(1,1)
0,0 , μ

(1,1)
1,0 , σ

(1,1)
1,0 , . . . , μ

(1,1)
N−1,K−1, σ

(1,1)
N−1,K−1, . . .

. . . , μ
(L1,L2)
0,0 , σ

(L1,L2)
0,0 , μ

(L1,L2)
1,0 , σ

(L1,L2)
1,0 , . . . , μ

(L1,L2)
N−1,K−1, σ

(L1,L2)
N−1,K−1

] (3.23)

where every image is divided in L1 × L2 cells. As in HOG, cells are assumed to be
square of side s pixels, thus L1 = R/s and L2 = C/s.
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Figure 3.29.: Comparison of Gabor and log-Gabor classification performance: (a)
shows the accuracy rates for Gabor (solid lines) and log-Gabor (dashed lines) both
using a fixed λ

(m)
0 (red lines) and an adaptable λ

(m)
0 (green lines); in (b) the gain of

using log-Gabor features instead of traditional Gabor filters is depicted.

We would like to find out whether such an scheme applied to Gabor filters renders as
good results as for HOG. Specifically, log-Gabor functions are selected (as they have
been proven to outdo traditional Gabor filters), with the configuration that yields the
best results, N = 4, K = 6, a = 2, β = 0.65, λ0 = 2 for the front close/middle range,
λ0 = 2.5 for the right close/middle region, and λ0 = 3 for the left close/middle and
far regions. The correct classification rates obtained with this scheme are enclosed
in Table 3.23. The maximum accuracy values attained with HOG are also included
for comparison. Observe that the proposed method slightly outperforms HOG, which
confirms the potential of these features for vehicle detection.
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Method Accuracy
Front Left Right Far Mean

Gridded log-Gabor 99.12 98.38 98.40 98.10 98.50
HOG 99.24 98.32 97.66 98.14 98.34

Table 3.23.: Performance comparison between Gridded log-Gabor filters and HOG
applied to vehicle detection.

3.4. Explicit features

3.4.1. Symmetry-based classifier

Symmetry is one of the most outstanding features for recognition of many types of ob-
jects, including vehicles. In particular, mirror symmetry with respect to a vertical axis
is characteristic of vehicle rears when projected onto the image plane. This feature has
been widely used for many applications relating to car-following situations, as pointed
out in Section 3.2. Many of these methods rely on the symmetry feature definition
introduced in (Zielke et al., 1993). This method searches for vertical symmetry in the
intensity of a grayscale image by first scanning horizontal lines. The symmetry axis,
xs, is shifted along the definition interval, and all possible widths are considered up to
size of the input image, w ≤ C . Taking into account the range of these parameters,
for each row of the image a matrix of symmetry values is computed as

S1D(xs, w, y0) =
´

En(u, xs, w, y0)2du − ´ O(u, xs, w, y0)2du´
En(u, xs, w, y0)2du +

´
O(u, xs, w, y0)2du

(3.24)

where En and O represent the even and odd parts of the image intensity function, I,
and u scans the hypothesized width, u = x − xs, −w/2 ≤ u ≤ w/2. These parts are
given by (Zielke et al., 1993)

En(u, xs, w, y0) = E(u, xs, w, y0) − 1
w

ˆ w/2

−w/2
E(v, xs, w, y0)dv

E(u, xs, w, y0) =
⎧⎨
⎩

1
2 (I(xs + u, y0) + I(xs − u, y0)) , −w/2 ≤ u ≤ w/2
0, otherwise

(3.25)

O(u, xs, w, y0) =
⎧⎨
⎩

1
2 (I(xs + u, y0) − I(xs − u, y0)) , −w/2 ≤ u ≤ w/2
0, otherwise

The final symmetry measure is the average of the 1D symmetry values along the vertical
direction. In addition, −1 ≤ S1D(xs, w, y0) ≤ 1, so appropriate scaling is performed so
that the final measure is within the normalized range [0, 1]. Hence, it is:

S2D(xs, w) = 1
2

⎛
⎝ 1

R

R∑
y=1

S1D(xs, w, y) + 1
⎞
⎠ (3.26)
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Figure 3.30.: Normalized histogram of symmetry feature for vehicle (blue) and non-
vehicle (red) classes.

The parameters (xo
s, wo) maximizing the matrix S2D(xs, w) determine the potential

vehicle boundaries within the input image, and the value S2D(xo
s, wo) relates to the

probability that it be a vehicle according to symmetry analysis.

The described symmetry feature definition has been adopted in this study. The purpose
is to analyze whether this feature conveys relevant information for vehicle classifica-
tion, both individually or in a multi-cue scheme. Let us first visualize the distribu-
tion of the symmetry feature in the GTI vehicle database in order to analyze the
vehicle/non-vehicle separability. As an example, Fig. 3.30 displays the normalized
symmetry histogram for both classes in the front close/middle range. The lines joining
the histogram values have also been painted to get an approximation to the underlying
probability density function. As expected, there is a high-degree of overlapping be-
tween the classes, which will result in a worse performance than implicit features (this
will be shown later).

As stated in 3.1, a generative model is adopted for classification. Hence, we first aim
at finding the distributions that best fit the data. As regards the non-vehicle class
observe that the curve is similar to Gaussian, i.e., symmetric and bell-shaped, but has
larger tails. This is suitably modeled by a t-Student distribution, characterized by its
degree of freedom ν. The parameter ν that best adapts to the curve is selected for
each image region, and the distribution is appropriately shifted and scaled according to
the observed mean and variance. The vehicle class, in turn, seems more challenging to
characterize. In search of simplicity, let us first attempt to fit a Gaussian distribution
to the data. Parallelly, let us make a second hypothesis: the mass of the distribution is
slightly concentrated on the left side, i.e., it is right-skewed, therefore we shall propose
a Rayleigh distribution. Since by definition this distribution is zero at the origin, this
must be appropriately shifted.

Fig. 3.31 shows the fitting of the aforementioned distributions to the data for the
front close/middle range. Specifically, the left and right figures display Gaussian and
Rayleigh fitting to the vehicle class, respectively, while the t-Student models non-vehicle
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Figure 3.31.: Fitting of different pdfs to the observed data distribution for the front
close/middle range. For the non-vehicle class (red), a t-Student distribution with
ν = 3 degrees of freedom, a shift of Δ = 0.4873 and a scaling of s = 0.045 with respect
to the standard t-Student is fitted, whereas for the vehicle class (blue) Gaussian
([μ, σ] = [0.6112, 0.0967]) and Rayleigh ([σ,Δ] = [0.1452, 0.43]) pdfs are proposed.

data in both figures. Observe that the t-Student distribution fits almost perfectly the
non-vehicle class data. In turn, visual inspection reveals that Rayleigh distribution
adapts better to the vehicle data than the Gaussian. Fig. 3.32 shows analogous
results for the remaining regions. The better behavior of the Rayleigh distribution
is confirmed by the Kolmogorov-Smirnov test. This test compares a sample with a
reference probability distribution, and gives an idea of the probability that the sample
is drawn from the distribution (null hypothesis). In particular, the test returns a
statistic ks that measures the supremum of the difference between the theoretical and
the empirical cumulative distribution function, and a p-value, which is the probability
of obtaining a statistic at least as extreme as the one that was actually observed,
assuming that the null hypothesis is true. If the p-value is above a given significance
level, the null hypothesis cannot be rejected (h = 0), otherwise it is rejected (h = 1).
Table 3.24 summarizes the results of the test assuming that the vehicle data are either
Gaussian or Rayleigh-distributed. As expected, with the conventional significance level
of 5%, the Rayleigh hypothesis cannot be rejected for any of the image regions and
the p-value is well above the significance level, which supports its election to model the
symmetry distribution associated to the vehicle class.

Once the probability densities have been modeled for both classes, classification ex-
periments are performed analogously to the previous features, i.e., using 50% holdout
cross-validation 5-fold. A Bayesian classifier is employed: prior probabilities of the
classes are assumed to be equal, thus classification is performed only with regard to
conditional densities. The results of the experiments are enclosed in Table 3.25. As
can be observed, there are no big differences in performance between the image regions
and the accuracy is around 80%. Although this value is significantly lower than for the
previous features, symmetry is intrinsically different in nature, hence its use may be
meaningful in a multi-feature classification scheme. This is assessed in Section 3.5.



101 3.4 Explicit features

Gaussian (vehicle), t-Student (non-vehicle) Rayleigh (vehicle), t-Student (non-vehicle)

0.2 0.3 0.4 0.5 0.6 0.7 0.8
0

2

4

6

8

10

pd
f

Left

Symmetry

Fitted Gaussian
Fitted t−Student

0.2 0.3 0.4 0.5 0.6 0.7 0.8
0

2

4

6

8

10

pd
f

Left

Symmetry

Fitted Rayleigh
Fitted t−Student

0.2 0.3 0.4 0.5 0.6 0.7 0.8
0

2

4

6

8

10
Right

pd
f

Symmetry

Fitted Gaussian
Fitted t−Student

0.2 0.3 0.4 0.5 0.6 0.7 0.8
0

2

4

6

8

10
pd

f

Symmetry

Right

Fitted Rayleigh
Fitted t−Student

0.2 0.4 0.6 0.8 1
0

2

4

6

8
Far

pd
f

Symmetry

Fitted Gaussian
Fitted t−Student

0.2 0.4 0.6 0.8 1
0

2

4

6

8
Far

pd
f

Symmetry

Fitted Rayleigh
Fitted t−Student

Figure 3.32.: Fitting of pdfs to the vehicle and non-vehicle classes for the left, right
and far regions. The parameters of the t-Student, Gaussian and Rayleigh functions
are (ν = 5,Δ = 0.4639, s = 0.045),(ν = 5,Δ = 0.4568, s = 0.045),(ν = 3,Δ =
0.4679, s = 0.05);(μ = 0.5667, σ = 0.0729), (μ = 0.5426, σ = 0.063), (μ = 0.6019, σ =
0.097);(σ = 0.1096,Δ = 0.43), (σ = 0.0912,Δ = 0.43), (σ = 0.1458,Δ = 0.42)
respectively for the left, right and far regions.
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K-S-Test Gaussian Rayleigh
h p-value ks h p-value ks

Front 1 0.0144 0.0495 0 0.1407 0.0363
Left 1 0.0029 0.0570 0 0.7930 0.0204

Right 1 0.0028 0.0571 0 0.1721 0.0348
Far 1 0.0091 0.0517 0 0.7436 0.0214

Table 3.24.: Results of Kolmogorov-Smirnov test assuming that the null-hypothesis
for the vehicle class is either a Gaussian or a Rayleigh distribution.

Front Left Right Far
Accuracy 80.18 80.46 78.54 80.50

Table 3.25.: Performance of symmetry feature.

3.4.2. Gradient-based classifier

As stated in 3.1, apart from symmetry, the use of edges or gradient has been exploited
by some authors for vehicle detection. In this study, we propose to use the previous
knowledge about the structure of the vehicle to define new explicit features that can
complement implicit features in a multi-cue scheme. In particular, two different prop-
erties are considered that characterize a canonical vehicle instance is terms of gradient.
On the one hand, vertical and horizontal gradients are expected to be dominant (this
is confirmed by the graphics in Fig. 3.9). On the other hand, due to the rich texture
content of vehicles, they are supposed to typically have larger edge density than a ran-
dom image in traffic environments. These properties are exploited within a HOG-like
framework: the image is divided in cells of size s × s, and for each cell a histogram
of the gradient orientations over the pixels is constructed according to a previously
defined orientation binning (see Fig. 3.7).

Namely, a two-feature descriptor is defined to discriminate between vehicle and non-
vehicle samples. The first feature measures the distance of each cell to an ideal vertical
or horizontal gradient cell. Specifically, the dominant orientation, od, of the HOG
associated to the cell is retained, and the number of bins in between the dominant
orientation and the vertical (ov) and horizontal (oh) orientations, is counted:

dv = d(od − ov)
dh = d(od − oh)

(3.27)

where d(·) denotes distance in number of bins, and dv and dh are the distances to the
vertical and horizontal orientations, respectively. Then, the first feature is the distance
to the vertical or the horizontal orientation, which is defined as f1 = min(dv, dh).
For example, if β = 18 it is ov = 1 and oh = 10 (see Fig. 3.7). Then, if cell c has
od = 4 (which means that the gradient orientation histogram of the cell has a maximum
between 25◦ and 35◦), the distances are dv = 3 and dh = 6, therefore the first feature
computed in cell c is f c

1 = 3. As stated, this feature measures the distance to the
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Figure 3.33.: Histograms of gradient orientation in the (a) upper-left and (b) upper-
right cells.

vertical or horizontal orientations, which are expected in a typical vehicle rear pattern
(see Fig. 3.8 (a)), thus the sign of the gradient is disregarded.

Although the defined feature fits roughly the expected pattern of the vehicle, there is a
part of the image in which vertical and horizontal gradients are not exclusive. Indeed,
due to the perspective effect and the depth of vehicles, the upper-left and right contours
of the vehicle are often tilted. This intuition is confirmed by generating the histograms
of gradient orientations taking into account only the 16 × 16 upper-leftmost and the
16×16 upper-rightmost pixels, respectively, of the vehicle samples in the GTI database
in the front close/middle region. The histograms are shown in Fig. 3.33. As expected,
they display two peaks near 0◦ (around 160◦ and 20◦), owing to the above-mentioned
effects in the back window. Hence, in the upper-right cells, gradients with angle below
a certain threshold tr (set to 25◦according to Fig. 3.33) are considered consistent with
the expected vehicle pattern and included in the first orientation bin. Analogously, for
the upper-left cells, gradients with angle above tl = 180 − tr = 155◦ are also included
in the expected pattern.

The second feature counts the number of gradient-wise significant cells. Indeed, a
typical vehicle instance is expected to have more gradient content than random back-
ground images in traffic environments, which usually contain homogeneous patches
corresponding to the road and the sky. The HOG cell-structure allows to locally mea-
sure the gradient density and to define a global feature as the count of gradient-wise
significant cells. In order not to lose sensitivity, a very low gradient magnitude thresh-
old is defined to consider a pixel significant. Then, a cell is deemed to be gradient-wise
significant if the proportion of significant pixels in the cell is above a certain threshold
tp (this is set experimentally, as shown later).

The final gradient-based descriptor is composed of the number of significant cells, f2,
and the mean distance to the vertical and horizontal bins taking into account the
significant cells, i.e., f1 = 1

f2

∑
Cs

f c
1 (where Cs is the set of significant cells in the

image). If f2 = 0, it indicates that the image is nearly homogeneous, therefore it is
considered to belong to the non-vehicle class.
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Left, right and far regions

The descriptor explained above is designed for vehicles rears. It must be taken into
account that the projection of vehicles in the left, right and far regions does not ex-
actly project the pattern in Fig. 3.8 (a) into the image, since the perspective is not
perpendicular to the vehicle rear. In many cases, the hypothesized bounding boxes for
vehicles (and accordingly the samples included in the database) contain a part of the
vehicle side, which in turn typically leads to additional gradients in the image.

For instance, a vehicle sample of the left close/middle region could have a structure
similar to that shown in Fig. 3.8 (b). This pattern displays several differences with
respect to the pattern in Fig 3.8 (a). To begin with, a lower edge appears in the right
side of the vehicle pointing to the vanishing point (which is in the horizon line, i.e.,
the edge has a positive slope). Therefore, to include this in the designed model, the
descriptor for the left region is changed not to penalize positive-slope edges in the lower
rightmost cells. Observe that some other edges appear in the upper right part of the
vehicle. However, these are usually close-to-horizontal, therefore they are supported
by the original descriptor. In turn, the tilted edges in the upper part of the vehicle
structure also change: the left edge is even more tilted due to the perspective effect,
whereas the right edge turns almost vertical. The threshold tl is accordingly relaxed
to 135◦ in the upper-left cells, while only horizontal and vertical edges are expected in
the upper-right cells.

Furthermore, the descriptor also addresses the special cases produced by continuous-
slope structures such as lane markings and guardrails. Indeed, although most of those
are appropriately handled by the original descriptor (they are diagonal due to the
perspective, hence their distance f1 is large), they can lead to trouble in road sides,
where they are almost horizontal. For instance, when β = 18, a lane marking of angle
14◦ results in several cells of f c

1 = 1 throughout the image, which is relatively low
and could be classified as vehicle. So as to tackle this, the central cells of the image
penalize all positive-slope edges with neither horizontal nor vertical dominant angle
(i.e., gradient orientations fulfilling (β+1)

β
90◦ < α < (2β−1)

β
90◦) to have a maximum

difference f c
1 = fmax

1 , which depends on the configuration (fmax
1 = 2,3, and 4 for

β = 8, 12 and 18, respectively; see Fig. 3.7). This is only applied in the central and not
in the outer (25% leftmost and rightmost) cells, since vehicle instances often contain
heterogeneous background elements in the latter. For the same reason, the information
content is deemed to be more trustworthy in the central cells, therefore a weighting
function is applied to the image that doubles the importance of the central cells with
respect to the outer cells in the final computation of f1.

The descriptor for the right region is completely analogous to the left pattern, only
mirrored. As for the far region, similar reasoning is followed. In this case, tilted edges
are expected both in the upper left and right parts of the vehicle, hence tr = 25◦

and tl = 155◦, as in the front close/middle range. In turn, this range includes the
left or right far regions, therefore in order to avoid conflicts due to nearly-horizontal
lane markings or guardrails, penalization f c

1 = fmax
1 is performed for all cells featuring

neither vertical nor horizontal dominant orientation. Furthermore, a weighting function
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Figure 3.34.: Vehicle (red) and non-vehicle (blue) data distribution in the gradient-
based descriptor space. The corresponding linear and quadratic decision surfaces are
also shown.

similar to that explained for the left region is applied favoring the central cells.

Performance of gradient-based descriptor

A Bayesian classifier is used to evaluate the performance of the above defined gradient-
based descriptor. Since there is no prior information about the probability that the
samples belong to one class or the other, the decision rule reduces to selecting the class
with the largest likelihood. Those are defined to be normal, as usually done in multi-
variate density modeling. Two different classifiers have been used. The first assumes
that the covariance matrices of the vehicle and non-vehicle classes are equal, which
results in a linear decision surface (Bishop, 2006). The second classifier allows different
covariance matrices for each class, thus involving quadratic decision surfaces. Exam-
ples of the data distribution and the corresponding decision surfaces are illustrated in
Fig. 3.34 for s = 8 and β = 18 for all the image regions.
Experiments are performed in the same manner as for the previous features, i.e., 50%
holdout cross-validation is used 5 times. Different experiments are carried out by
modifying the parameters of the descriptor: the size of the cells, s, the number of ori-
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s = 4
β = 8 β = 12 β = 18

linear quadratic linear quadratic linear quadratic
Rate t(m)

p (%) Rate t(m)
p (%) Rate t(m)

p (%) Rate t(m)
p (%) Rate t(m)

p (%) Rate t(m)
p (%)

Front 95.46 15 96.90 15 95.52 30 97.14 10 95.40 15 97.32 30
Left 84.50 5 86.36 5 87.24 15 89.96 30 89.52 10 91.34 30
Right 84.04 20 86.70 5 87.54 20 88.92 15 88.96 10 90.34 5
Far 80.60 15 83.50 15 84.08 15 86.22 35 86.06 45 87.92 45
Mean 86.15 86.37 88.60 90.56 89.99 91.73

s = 8
β = 8 β = 12 β = 18

linear quadratic linear quadratic linear quadratic
Rate t(m)

p (%) Rate t(m)
p (%) Rate t(m)

p (%) Rate t(m)
p (%) Rate t(m)

p (%) Rate t(m)
p (%)

Front 95.50 15 97.08 15 95.44 15 97.46 15 95.72 20 97.32 20
Left 85.00 10 88.24 10 88.94 5 90.44 5 89.60 5 91.42 10
Right 85.50 5 88.08 5 89.22 5 89.94 5 90.18 5 91.10 5
Far 81.32 5 82.30 10 85.34 15 86.66 15 86.94 5 88.66 20
Mean 86.93 88.93 89.74 91.13 90.61 92.13

s = 16
β = 8 β = 12 β = 18

linear quadratic linear quadratic linear quadratic
Rate t(m)

p (%) Rate t(m)
p (%) Rate t(m)

p (%) Rate t(m)
p (%) Rate t(m)

p (%) Rate t(m)
p (%)

Front 94.90 20 96.68 15 94.94 25 97.00 5 94.92 25 96.94 10
Left 85.30 10 87.72 5 88.72 5 91.46 5 89.98 5 91.98 10
Right 85.50 5 89.58 5 90.46 5 91.60 5 90.94 5 91.76 5
Far 82.60 5 84.20 5 86.10 10 87.22 20 88.06 5 89.22 10
Mean 87.08 89.55 90.06 91.82 90.98 92.48

Table 3.26.: Performance of gradient-based descriptor in terms of accuracy as a func-
tion of the parameters s, β and t(m)

p using linear and quadratic classifiers.

entations, β (both as defined in Section 3.3.2), and the proportion of pixels to consider
a cell significant gradient-wise, tp. Accuracy rates as a function of s and β are given
in Table 3.26, and the tp yielding the best performance, t(m)

p , is specified for each case
(experiments are performed by varying tp between 5% and 50%). The first conclu-
sion is that the quadratic classifier largely outperforms the linear classifier regardless
of the remaining parameter configuration (almost 2% accuracy gain in average). In
addition, performance is enhanced by increasing the orientation binning, especially for
the left, right and far regions, and by increasing the cell size s. The best results are
thus obtained for s = 16 and β = 18. The parameter t(m)

p is heuristically set for each
configuration, and typically ranges between 5% and 10% for s = 16 (a larger threshold
is too stringent: many cells containing edge pixels are below it, as many homogeneous
patches are also included on account of the large size of the cells). For the best con-
figuration, the accuracy is 92.48%, which is significantly better than that of the most
widely used explicit descriptor, i.e. symmetry, but does not reach the performance of
implicit features.

3.5. Combination of classifiers

In the previous sections a set of descriptors have been analyzed for characterization
of vehicles, and different classifiers have been proposed to address vehicle verification.
In this section we aim to combine the information of the different classifiers so as
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to enhance the overall recognition performance. Fusion of information from different
sources can be performed at feature level, at matching score level or at decision level.
The latter combines the hard decisions from the different classifiers, and is therefore
too rigid since much information is lost throughout the classification chain. In turn,
although integration at an earlier stage is bound to be more effective due to the richer
information of the input data, fusion at feature level is rarely employed in practice as
the relation between the feature spaces associated to different information sources is
usually unknown. In addition, concatenation of different feature vectors leads to the
curse of dimensionality problem (Jain et al., 2005). Therefore, a post-classification
scheme using the soft outputs of the different classifiers is preferred here.

The goal is thus to combine the output of the different classifiers and to generate a single
scalar score. This will be used to make the final decision, and also gives information
on the confidence in the decision. Our ensemble consists of three classifiers based on
implicit features, i.e., PCA, V-HOG (i.e., best cost-effective variation of HOG), and
log-Gabor, and two classifiers using explicit features, namely symmetry and gradient-
based classifiers. In addition a classifier ensemble will be designed for each image region,
according to the different performance of the above-mentioned classifiers region-wise.
However, it must be taken into account that the nature of the output delivered by the
classifiers is different. On the one hand, the symmetry and gradient-based classifiers
output likelihoods of the input samples given the vehicle and the non-vehicle classes,
as the distributions of the data have been modeled by known functions (Rayleigh and
t-Student for symmetry, bivariate Gaussian for gradient-based descriptor). Since there
is no prior information on the classes, a priori probabilities are equal, and posterior
probabilities of each class are just the normalized likelihoods. In contrast, the other
three classifiers, based on PCA, HOG and log-Gabor, are built upon support vector
machines, and therefore do not provide probabilistic outputs. Instead, a soft value
y is output that measures the distance to the decision surface, y = 0: if y ≤ 0,
the sample is classified as vehicle, if y > 0 as non-vehicle. Hence, a normalization
scheme is necessary that transforms these values to a common range [0, 1] indicating
the support for the hypothesis that the input vector submitted for classification comes
from vehicle class. In Section 3.5.1, the used normalization schemes are described.
Once the classifier outputs are in the same domain, normalized scores are combined
through a combination rule, as discussed in Section 3.5.2.

In addition, another key issue for the success of classifier combination is the diversity.
Indeed, the classifiers in the ensemble should be as accurate as possible, while at the
same time they should not make coincident errors. In other words, we expect that if
one classifier makes errors, there is another classifier that does not make errors in the
same input samples (even if it does make errors in others). A number of measures have
been proposed for diversity in the literature. Those are reviewed in Section 3.5.3 and
applied to our classifier ensemble.
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3.5.1. Normalization of classifier outputs

The objective of normalization is to have the output of the classifiers in the same range,
so that fusion can be performed. As stated, the classifiers using explicit features, i.e,
those based on symmetry and gradient, deliver likelihoods of the samples to belong to
each of the two classes, p(xi|V ) and p(xi|N), where V indicates the vehicle class and
N the non-vehicle class. Since prior probabilities of vehicle and non-vehicle classes are
equal, p(V ) = p(N) = 0.5, the posterior probabilities are given by

P (V |xi) =
p(xi|V )

p(xi|V ) + p(xi|N)
P (N |xi) = 1 − P (V |xi)

(3.28)

In particular, we will only retain the probability P (V |xi). On the other hand, a nor-
malization rule is sought that transforms the soft output y of SVM to the range [0, 1],
indicating the support of the vehicle class. Several normalization schemes have been
proposed in the literature, such as min-max, z-score, tanh or double sigmoid normaliza-
tion (see Jain et al., 2005 for a complete survey). In particular, min-max normalization
is extensively used (Snelick et al., 2003). Although this technique is very efficient, it
also lacks robustness to outliers, therefore its variant robust min-max is sometimes
preferred (Vilaplana, 2010). In this study, the most popular methods, i.e., robust min-
max is adopted and double sigmoid normalization are adopted and compared. These
rules are described below, where the normalized output is denoted ȳ.

• Min-max:
ȳ = y − ymin

ymax − ymin
(3.29)

where ymin and ymax denote respectively the minimum and maximum values of
the SVM classifier for the data set. This normalization transforms the values to
the [0,1] range while maintaining their original distribution. As ymin and ymax
are extracted from the data set, this method is highly sensitive to outliers, and
robust min-max is preferred.

• Robust min-max: It is similar to min-max, only the ymin and ymax are selected
as the 5 and the 95 percentile of the soft output distribution. As a result, tails
are disregarded and the pernicious effect of outliers is avoided. The output dis-
tributions for the vehicle (genuine) and the non-vehicle (impostor) classes for
the front close/middle region are shown in Fig. 3.35. Soft outputs above zero
should be mapped in the interval [0, 0.5] and soft values below zero in the interval
[0.5, 1], indicating negative and positive vehicle support, respectively. Therefore,
the normalization rule is

ȳ = 1 − 0.5y − yg
min

−yg
min

for y ≤ 0 (3.30)

ȳ = 0.5yi
max − y

yi
max

for y > 0 (3.31)
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Figure 3.35.: Distribution of soft output delivered by SVM for PCA, V-HOG and
log-Gabor based classifiers.

where yg
min is the 5 percentile of the genuine class, and yi

max is the 95 per-
centile of the impostor class. The parameters (yg

min, yi
max) for PCA, V-HOG

and log-Gabor are respectively (−6.48, 2.73), (−7.58, 2.56), and (−4.42, 3.19) in
the front close/middle region. The values for the remaining regions are de-
rived in the same manner as explained above, and are as follows: for the left
region,(yg

min, yi
max) = (−3.10, 3.17) , (−7.37, 6.99) , (−4.12, 6.85); for the right re-

gion, (yg
min, yi

max) = (−2.68, 2.86) , (−5.30, 5.98) , (−5.81, 6.00); and for the far
region, (yg

min, yi
max) = (−2.23, 2.52) , (−11.20, 3.22) , (−3.19, 4.68) .

• Double sigmoid:

ȳ =
⎧⎨
⎩

1
1+exp(2y/r1) , if y < 0

1
1+exp(2y/r2) , if y > 0

(3.32)

This normalization rule is determined by the values r1 and r2, among which the
function is linear. In order to set these values, similarly to min-max normalization
the 5 percentile of the vehicle class, yg

min, and the 95 percentile of the non-vehicle
class, yi

max, are retained, and then r1 = −yg
min, and r2 = yi

max. This way, ȳ =
1/(1 + exp(−2)) � 0.88 for y = yg

min, and the support decreases linearly to
ȳ = 1/(1 + exp(2)) � 0.12 for y = yi

max. The tails, in contrast, decrease non-
linearly.

3.5.2. Combination rules

Let x ∈ R
n denote an input sample and D = {D1, Dn, ..., DL}, L = 5, be the set of

classifiers. As a result of normalization, each classifier delivers a value in the interval
[0, 1], that is, Di :Rn→ [0, 1]. This value is the support that classifier Di gives to
the hypothesis that x corresponds to the vehicle class, denoted di(x). The overall
degree of support, μ(x), is a combination of the individual supports given by the
classifiers. Among the several combiners proposed in the literature (see Kuncheva,
2004, Chapter 5, for an exhaustive survey) we adopt the most popular ones, i.e., simple
average and weighted average.

• simple average:

μ(x) = 1
L

L∑
i=1

di(x) (3.33)
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• weighted average:

μ(x) =
L∑

i=1
widi(x) (3.34)

The weights are typically selected to minimize the variance of μ(x), with the
restriction that ∑L

i=1 wi = 1. As shown in (Kuncheva, 2004), one way to find
the weights is to assume that the approximation errors, ti − di(x), are normally
distributed with zero mean (in this case, the target value is ti = 1 for vehicles
and ti = 0 for non-vehicles). Under this assumption, the weights minimizing the
variance of μ(x) are given by (Kuncheva, 2004)

w = Σ−1I(I�Σ−1I)−1 (3.35)

where w = [w1, . . . , wL], Σ is the covariance matrix of the classifiers approxima-
tion errors, and I is a column vector of L ones.

3.5.3. Diversity

The success of the ensemble depends to a large extent in the fact the classifiers comple-
ment each other, that is, in the diversity of the classifier outputs. A number of diversity
measures have been specifically proposed in the literature for binary output classifiers
that classify samples as correct or incorrect (also called oracle output classifiers), both
considering the members of the ensemble pairwise and all the classifier ensemble to-
gether. The former is adopted here as it is more flexible and intuitive. Popular pairwise
diversity measures include the Disagreement measure and the Double-Fault measure
(Kuncheva, 2004). Also, more general statistical measures of relationship such as the
correlation coefficient and the Q-statistic are sometimes used as indicators of the di-
versity of the ensemble. They all are based in a table of the joined outputs of classifiers
Di and Dj, as that shown in Table 3.27. The entries in the table are the probabilities
of the respective pair of correct/incorrect outputs. In this thesis, the Double-Fault
measure is used as the main diversity measure as we believe that it is more important
to detect the classifiers that commit simultaneous errors than those that are simul-
taneously correct, especially when the individual classifiers already deliver fairly high
correct classification rates, as is the case. In addition, the correlation coefficient and
the values of the weights minimizing the variance in the weighted average rule are used
as complementary indicators of the diversity whenever the Double-Fault measure is not
sufficiently informative. The Double-Fault and correlation measures are defined below:

• Double-Fault measure: It gives the probability of both classifiers being wrong.
According to table 3.27, the measure is given by

DFi,j = d (3.36)

• Correlation coefficient: the correlation between two binary classifier outputs is

ρi,j =
ad − bc√

(a + b) (c + d) (a + c) (b + d)
(3.37)
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Dj correct Dj wrong

Di correct a b

Di wrong c d

Table 3.27.: Joint probabilities of two classifiers; a + b + c + d = 1 .

The strategy for the construction of the ensemble is the following. First, the classifiers
are independently trained using the same training set and the performance of the
ensemble is evaluated on the testing set according to the combination rules explained
in Section 3.5.2. This is repeated 5-fold using 50% holdout cross-validation, and the
average joint performance of the ensemble is derived. Then, a new smaller ensemble is
proposed by selecting the two least diverse classifiers and removing the one featuring
the worst performance. Then, the overall performance of the new ensemble is evaluated.
Only if the overall performance of the ensemble is better (or at least similar) a new
iteration is realized by proposing a smaller ensemble using the same strategy. This is
repeated iteratively and the smallest ensemble is selected before the joint performance
is noticeably degraded. The strategy is carried out independently for the different
image regions, as the response of the classifiers varies.

3.5.4. Performance of classifier ensemble

Different classifier ensembles are proposed according to the strategy described above
for each image region. The performance of the classifiers is evaluated for the different
combinations of normalization and fusion rules explained in Sections 3.5.1 and 3.5.2:
robust min-max normalization with simple average combination (RMM-SA), robust
min-max normalization with weighted average (RMM-WA), double sigmoid normal-
ization with simple average (DS-SA), and double sigmoid normalization with weighted
average (DS-WA). The results for the different regions are enclosed in Tables 3.28-3.35,
including performance of the proposed ensembles and diversity measures. As perfor-
mance is concerned, apart from accuracy, recall and precision rates are also provided
for completeness.

Front Close/middle region: The ensemble involving all classifiers, based on PCA, V-
HOG, log-Gabor (LG), symmetry (SYM) and gradient (G) features, is almost flawless,
as it achieves an overall performance of 99.42% using the double sigmoid normaliza-
tion and weighted average combination (see Table 3.28). The weights that decrease
the variance of the approximation error are 0.28, 0.15, 0.39, 0.07, 0.11 for PCA, V-
HOG, LG, SYM and G, respectively. The features yielding the largest Double-Fault
measure are PCA and symmetry, i.e., 9.8 (see Table 3.29 (a)). Hence, the first pro-
posed reduced ensemble removes symmetry, as it is less accurate than PCA and also
has the lowest weight of the ensemble. The results of this reduced ensemble are shown
in Table 3.28 (2). The performance is degraded in 0.30%, which might not justify the
computational saving (only one classifier is omitted). However, note that LG and G
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also feature a DF almost as high and have the largest correlation (see Table 3.29 (b)),
so we may well try and also omit G as the least accurate classifier among the pair. Ob-
serve that the accuracy remains the same as in the previous iteration, thus encouraging
the use of the smaller ensemble PCA+V-HOG+LG. In addition, V-HOG and LG entail
a high correlation coefficient and have the largest DF, 7.2, thus in the next iteration
a reduced ensemble without V-HOG is tested. The accuracy decreases slightly, from
99.12% to 98.94%, as shown in Table 3.28. However, note that the ensemble composed
of PCA and log-Gabor based classifiers involves a performance loss below 0.50%, while
the computational saving is significant (only 2 out of the 5 classifiers are used), which
may well justify the use of the reduced ensemble.

Left region: As in the front region, the best joint performance is attained by double
sigmoid normalization within a weighted average combination scheme (see Table 3.30).
The weights that decrease the variance of the approximation error in this scheme are
0.31, 0.11, 0.45, 0.09 and 0.04 for PCA, V-HOG, LG, SYM and G. In this case, the
greatest DF is obtained with the two explicit classifiers (symmetry- and gradient-
based). Although the accuracy of G is higher than that of SYM, the weight of the
former in the final decision is almost negligible, and it also displays a high correlation
coefficient of 0.2478 with V-HOG (see Table 3.31 (b)), so we proceed by leaving out
gradient-based classifier. Naturally, the results of the reduced ensemble are only slightly
worse than those of full ensemble. Among the remaining classifiers, the highest Double-
Fault rates are observed for SYM+PCA (13.2) and SYM+V-HOG (13.6), thus one
could try and remove symmetry in the next iteration. On the other hand, V-HOG has
high correlation with LG and worse performance. Therefore, experiments leaving out
either SYM or V-HOG are performed. The ensemble PCA+LG+SYM renders higher
accuracy, and involves a small loss of 0.14% with respect to the previous iteration
ensemble. A further thinning of the ensemble by leaving out symmetry is not worth,
as the accuracy falls below 98%. Hence, the ensemble composed of PCA+LG+SYM is
held.

Right region: The full ensemble achieves a performance as high as 98.66% using dou-
ble sigmoid normalization and weighted average, as shown in Table 3.32. The weights
of the classifiers are 0.34, 0.03, 0.48, 0.10 and 0.06 for PCA, V-HOG, LG, SYM and G,
respectively. Since the weight of V-HOG is almost negligible, this is removed in the first
iteration. Naturally, the accuracy obtained with the ensemble PCA+LG+SYM+G is
almost the same. According to Table 3.33 (a), the maximum Double-Fault is commit-
ted by SYM and G. Although SYM has worse accuracy, G has high correlation with
LG and lower weight in the ensemble. Experiments confirm that removing G yields
higher accuracy than leaving out SYM (98.64% vs. 98.46%). In fact, the performance
of the reduced ensemble PCA+LG+SYM equals that of PCA+LG+SYM+G. Further
reduction of the ensemble has been tested (symmetry is dismissed as PCA and LG only
commit 3.80 double faults), but the performance decays in 0.32%.
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Far region: The best performance for the full ensemble in the far region is achieved
using a robust min-max normalization scheme within a weighted average combination
framework. The results of the different reduction iterations in the ensemble are enclosed
in Fig. 3.34. In this case, the least diverse classifiers are LG and G, which have an
associated Double-Fault of 28 (see Table 3.35 (a)). In the first iteration G, which
has worse accuracy, is left out and a reduced ensemble comprising PCA, V-HOG, LG
and SYM is proposed. The performance of the reduced ensemble is optimized with a
weighted combination using double sigmoid normalization, and only decreases 0.16%
with respect to the full ensemble. Among the remaining classifiers, V-HOG and LG
have the greatest DF and correlation rates. However, a reduction of the ensemble
by disregarding either LG or V-HOG results in a severe loss of accuracy, as shown in
Table 3.34: the joint performance plummets respectively to 97.42% and 96.76%. In
turn, removal of symmetry, which has the worst individual performance, results in an
accuracy of 97.24%, which is also not affordable. In summary, an ensemble comprising
at least PCA+V-HOG+LG+SYM is required to surpass 98% accuracy.

3.5.5. Summary of classifier fusion

Fusion of classifiers has proven to greatly improve the performance of the individual
classifiers. In fact, the descriptors and classifiers presented throughout this chapter
have been designed to exploit information of different nature regarding the appearance
of the vehicle. As a result, the combination of all the classifiers performs better than
any subset of combinations for all image regions, which ratifies the diversity of the
sources. Specifically, explicit features have been proven to provide valuable informa-
tion even if their independent performance is limited. Notwithstanding, some features
have been proven to be more diverse than others. Accordingly, reduced ensembles of
classifiers have been proposed for each image region, discarding the classifiers that pro-
duce little or residual gain. In particular, PCA and log-Gabor features are retained in
all the reduced ensembles due to their high diversity. Remarkably, although V-HOG
entails better individual performance than PCA, it has higher correlation with LG than
the latter, therefore its contribution to the ensemble is smaller, and it is only selected
in the reduced ensemble pertaining to the far region. In contrast, symmetry, which
is by far the weakest classifier, has proven to provide diverse information and is thus
included in the reduced ensemble of three of the four regions. Besides, weighted av-
erage combination, especially combined with double-sigmoid normalization, has been
shown to be significantly more effective than simple average, as the contributions of
the classifiers can be adjusted according to their accuracy and diversity.

Table 3.36 compares the performance (in terms of accuracy) of the proposed classifier
combinations with that of the individual classifiers. Both the full classifier ensembles
and the reduced ensembles are referred. The performance of the costly classical HOG
scheme with optimal parameters is also included for completeness. Observe that the
reduced ensemble boosts the performance of the separate classifiers, even in the front
close/middle region, where only two classifiers are utilized. Fusion is especially bene-
ficial in the right and the far region, which constitute the most challenging scenarios.
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1)

PCA+V-HOG+LG+SYM+G Accuracy Recall Precision
RMM-SA 99.26 99.84 99.68
RMM-WA 99.20 99.72 98.68

DS-SA 99.16 99.42 98.56
DS-WA 99.42 99.76 99.08

2)

PCA+V-HOG+LG+G Accuracy Recall Precision
RMM-SA 98.38 99.15 97.60
RMM-WA 98.74 99.51 97.96

DS-SA 98.38 99.15 97.60
DS-WA 99.12 99.64 98.60

3)

PCA+V-HOG+LG Accuracy Recall Precision
RMM-SA 99.02 99.60 98.44
RMM-WA 99.10 99.60 98.60

DS-SA 99.04 99.60 98.48
DS-WA 99.12 99.60 98.64

4)

PCA+LG Accuracy Recall Precision
RMM-SA 98.64 99.51 97.76
RMM-WA 98.88 99.39 98.36

DS-SA 98.58 99.51 97.64
DS-WA 98.94 99.39 98.48

Table 3.28.: Performance of the proposed ensembles for the front close/middle region.

PCA+V-HOG+LG+SYM+G PCA V-HOG LG SYM G

PCA - 3 2.4 9.8 3

V-HOG 3 - 7.2 7.8 4.6

LG 2.4 7.2 - 2.8 9.2

SYM 9.8 7.8 2.8 - 8

G 3 4.6 9.2 8 -

(a)
PCA+V-HOG+LG+SYM+G PCA V-HOG LG SYM G

PCA 1 0.0593 0.0587 0.0301 0.0485

V-HOG 0.0593 1 0.2437 0.0324 0.1203

LG 0.0587 0.2437 1 -0.0366 0.2997

SYM 0.0301 0.0324 -0.0366 1 0.0181

G 0.0485 0.1203 0.2997 0.0181 1

(b)
Table 3.29.: Diversity measures for the front close/middle region: (a) Double-Fault
(DF ) and (b) correlation coefficient. The DF is given as an absolute number rather
than a probability for easier interpretation. For instance, PCA and V-HOG make
only simultaneous errors on 3 samples of the total testing set of 1000 images.
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1)

PCA+V-HOG+LG+SYM+G Accuracy Recall Precision
RMM-SA 97.62 98.46 96.76
RMM-WA 98.42 98.68 98.16

DS-SA 97.50 98.26 96.72
DS-WA 98.64 98.33 98.96

2)

PCA+V-HOG+LG+SYM Accuracy Recall Precision
RMM-SA 97.78 97.88 97.68
RMM-WA 98.50 98.18 98.84

DS-SA 97.60 97.80 97.40
DS-WA 98.48 97.95 99.04

3)

PCA+V-HOG+LG Accuracy Recall Precision
RMM-SA 98.28 97.79 98.80
RMM-WA 98.22 97.58 98.92

DS-SA 98.28 97.75 98.84
DS-WA 98.26 97.52 99.04

PCA+LG+SYM Accuracy Recall Precision
RMM-SA 95.86 95.52 96.24
RMM-WA 98.36 98.10 98.64

DS-SA 95.30 95.10 95.52
DS-WA 98.30 97.75 98.88

4)

PCA+LG Accuracy Recall Precision
RMM-SA 97.46 97.18 97.76
RMM-WA 97.80 97.13 98.52

DS-SA 97.46 97.18 97.76
DS-WA 97.96 97.21 98.68

Table 3.30.: Performance of the proposed ensembles for the left region.

PCA+V-HOG+LG+SYM+G PCA V-HOG LG SYM G

PCA - 8.8 7.2 13.2 14.4

V-HOG 8.8 - 9.2 13.6 16.2

LG 7.2 9.2 - 8 9.4

SYM 13.2 13.6 8 - 21.8

G 14.4 16.2 9.4 21.8 -

(a)
PCA+V-HOG+LG+SYM+G PCA V-HOG LG SYM G

PCA 1 0.1299 0.1271 -0.0158 0.1244

V-HOG 0.1299 1 0.2596 0.0728 0.2478

LG 0.1271 0.2596 1 0.0286 0.1554

SYM -0.0158 0.0728 0.0286 1 0.0401

G 0.1244 0.2478 0.1554 0.0401 1

(b)
Table 3.31.: Diversity measures for the left region: (a) Double-Fault and (b) correla-
tion coefficient.
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1)

PCA+V-HOG+LG+SYM+G Accuracy Recall Precision
RMM-SA 97.64 97.95 97.32
RMM-WA 98.56 98.91 98.20

DS-SA 97.50 97.75 97.24
DS-WA 98.66 98.95 98.36

2)

PCA+LG+SYM+G Accuracy Recall Precision
RMM-SA 97.04 97.42 96.64
RMM-WA 98.60 99.11 98.08

DS-SA 96.70 96.99 96.40
DS-WA 98.64 98.95 98.32

3)

PCA+LG+G Accuracy Recall Precision
RMM-SA 95.26 95.66 94.84
RMM-WA 98.22 98.36 98.08

DS-SA 94.86 94.96 94.76
DS-WA 98.46 98.52 98.40

PCA+LG+SYM Accuracy Recall Precision
RMM-SA 95.04 95.26 94.80
RMM-WA 98.20 98.63 97.76

DS-SA 94.72 95.01 94.40
DS-WA 98.64 98.96 98.32

4)

PCA+LG Accuracy Recall Precision
RMM-SA 97.58 97.38 97.80
RMM-WA 98.18 97.97 98.40

DS-SA 97.58 97.38 97.80
DS-WA 98.32 98.21 98.44

Table 3.32.: Performance of the proposed ensembles for the right region.

PCA+V-HOG+LG+SYM+G PCA V-HOG LG SYM G

PCA - 7.60 3.80 15 9.2

V-HOG 7.60 - 13 13.6 17.6

LG 3.80 13 - 8.4 11.2

SYM 15 13.6 8.4 - 22.2

G 9.2 17.6 11.2 22.2 -

(a)
PCA+V-HOG+LG+SYM+G PCA V-HOG LG SYM G

PCA 1 0.0652 0.0243 -0.0288 0.0284

V-HOG 0.0652 1 0.3101 0.0370 0.2255

LG 0.0243 0.3101 1 0.0230 0.1730

SYM -0.0288 0.0370 0.0230 1 0.0350

G 0.0284 0.2255 0.1730 0.0350 1

(b)
Table 3.33.: Diversity measures for the right region: (a) Double-Fault and (b) corre-
lation coefficient.



117 3.5 Combination of classifiers

1)

PCA+V-HOG+LG+SYM+G Accuracy Recall Precision
RMM-SA 97.16 97.12 97.20
RMM-WA 98.34 98.24 98.44

DS-SA 96.98 96.85 97.12
DS-WA 98.16 98.28 98.04

2)

PCA+V-HOG+LG+SYM Accuracy Recall Precision
RMM-SA 98.38 97.12 95.60
RMM-WA 98.14 98.35 97.92

DS-SA 96.14 96.88 95.36
DS-WA 98.18 98.39 97.96

3)

PCA+V-HOG+SYM Accuracy Recall Precision
RMM-SA 94.52 96.81 92.08
RMM-WA 97.34 98.85 95.80

DS-SA 94.24 96.67 91.64
DS-WA 97.42 98.85 95.96

PCA+LG+SYM Accuracy Recall Precision
RMM-SA 94.52 94.67 94.36
RMM-WA 96.76 95.95 97.64

DS-SA 94.22 94.42 94.00
DS-WA 96.76 95.92 97.68

PCA+V-HOG+LG Accuracy Recall Precision
RMM-SA 97.22 98.05 96.36
RMM-WA 97.26 97.97 96.52

DS-SA 97.24 98.09 96.36
DS-WA 97.24 98.01 96.44

Table 3.34.: Performance of the proposed ensembles for the far region.

PCA+V-HOG+LG+SYM+G PCA V-HOG LG SYM G

PCA - 7.8 14.2 21.6 15.4

V-HOG 7.8 - 23.2 13 15.2

LG 14.2 23.2 - 20.2 28.0

SYM 21.6 13 20.2 - 21.2

G 15.4 15.2 28.0 21.2 -

(a)
PCA+V-HOG+LG+SYM+G PCA V-HOG LG SYM G

PCA 1 0.0429 0.0661 0.0141 0.0453

V-HOG 0.0429 1 0.3038 0.0348 0.1404

LG 0.0661 0.3038 1 0.0250 0.2069

SYM 0.0141 0.0348 0.0250 1 -0.0106

G 0.0453 0.1404 0.2069 -0.0106 1

(b)
Table 3.35.: Diversity measures for the far region: (a) Double-Fault and (b) correla-
tion coefficient.
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Full ensemble Reduced ensemble PCA V-HOG LG SYM G HOG
Front 99.42 98.94 (PCA+LG) 96.22 97.68 98.00 80.18 96.94 99.24
Left 98.64 98.36 (PCA+LG+SYM) 93.32 97.02 97.36 80.46 91.98 98.32
Right 98.66 98.64 (PCA+LG+SYM) 91.04 95.54 97.06 78.54 91.76 97.66
Far 98.34 98.18 (PCA+V-HOG+LG+SYM) 91.56 95.60 91.60 80.50 89.22 98.14

Table 3.36.: Performance comparison between the proposed fusion scheme, the indi-
vidual classifiers and HOG.

Indeed, in the right region, the performance of all the individual classifiers is worse than
the in the left region owing to the more heterogeneous nature of the traffic participants
(slow vehicles, such as buses and trucks). Nevertheless, the combined accuracy is sim-
ilar to that of the left region. Remarkably, in the far region the performance of the
best individual classifiers is boosted in almost 3% thanks to the classifier fusion, and in
fact the achieved accuracy is almost as high as in the other regions. Finally, as shown
in Table 3.36, the proposed scheme fusing several cost-effective classifiers outperforms
traditional HOG. In fact, even the reduced ensemble yields better accuracy than HOG
for the left, right and far regions. In the front region, where the vehicle details are rich
and precise, HOG alone delivers very high accuracy. Remarkably, even in this region
the use of the full ensemble of proposed classifiers surpasses HOG and achieves almost
flawless classification.

3.6. Conclusions

In this chapter, a number of descriptors for vehicle verification has been proposed based
on popular feature extraction techniques, i.e., PCA, HOG and Gabor filters. In partic-
ular, a region-based analysis has been performed on the belief that descriptor design
should be adapted to the relative vehicle position in the image, which is reinforced by
the results of the experiments. While all the descriptors yield remarkable performance,
the Gabor filter based descriptor is shown to reach the highest accuracy rates. Most
importantly, in contrast to typical approaches using Gabor filter banks, a new de-
scriptor based on log-Gabor filter has been proposed, which represents more effectively
the uneven frequency content of the images and thus delivers enhanced results using
the same number of filters. The descriptor uses only two parameters per filter (mean
and variance) and thus results in a small feature vector suitable for rapid classifica-
tion. In addition, an alternative log-Gabor based descriptor has been proposed using
a gridded scheme for feature extraction inspired by the HOG structure. Notably, this
descriptor yields better performance than classical HOG, which confirms the potential
of log-Gabor feature for vehicle verification.

As regards the other implicit descriptors, insight has been provided into the best use
of PCA and HOG for vehicle detection. As for HOG, several cost-effective variations
of the classical scheme have been proposed and evaluated. Specifically, V-HOG has
proven to outperform HOG when the size of the feature vector is restricted. Regarding
PCA, instead of using a predefined principal subspace dimensionality or adjusting
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it to retain a certain percentage of the variance, an in-depth analysis of the optimal
subspace dimensionality is carried out. This discloses that the dimensionality rendering
maximum accuracy is between 40 and 60, and varies for the different image regions.
Finally, as a natural ending of this chapter, fusion of classifiers has been investigated.
In particular, a methodology has been presented to select the best feature combinations
for each image region. This proceeds by iteratively eliminating the weakest classifier
of the ensemble in terms not only of accuracy but also of diversity. According to
this methodology, different ensembles are selected for each image region, which is in
line with the forecast dependence of the descriptor performance in the relative vehicle
pose. Notwithstanding, as a general rule, log-Gabor and PCA features are proven to
be fundamental in all image regions. In turn, V-HOG adds few information in the
close/middle range, and is only essential in the far region, where the accuracy of PCA
and log-Gabor decays. Notably, the use of explicit features has proven to enhance the
results in all image areas (the best classifiers are actually the full ensembles in all areas),
although the contribution of gradient-based descriptor is only residual. Remarkably,
the use of symmetry is proven to significantly improve the results in the left, right and
far areas.
Some of the descriptors proposed in this chapter have been enclosed in the recent
articles below:

• Arróspide, J., Salgado, L., Nieto, M., 2012. Video analysis based vehicle detec-
tion and tracking using an MCMC sampling framework. EURASIP Journal on
Advances in Signal Processing 2012 (2).

• Arróspide, J., Salgado, L., Marinas, J., 2012a. HOG-like gradient-based descrip-
tor for visual vehicle detection. In: Proc. IEEE Intelligent Vehicles Symposium.
pp. 223– 228.

• Arróspide, J., Salgado, L., 2012. Region dependent vehicle classification using
PCA features. In: Proc. IEEE International Conference on Image Processing.
Accepted.





4. Vehicle Tracking

4.1. Introduction

In the previous chapters, different approaches for intra-frame vehicle detection, com-
prising hypothesis generation and hypothesis verification, have been presented. This
chapter deals with the naturally following problem of extending vehicle detection in
time. Indeed, application of the detection algorithm in independent frames is insuffi-
cient, as temporal coherence between objects is lacking. Object tracking addresses this
shortcoming by either corresponding individual detections along time or using only one
initial detection for each object, and then relying on image observation and a motion
prediction model.
Traditional approaches to vehicle tracking are based on the use of features, regions or
predefined models, such as templates or 3D models. These usually adopt rule-based
(i.e., involving hard decisions) or deterministic methods for finding correspondences.
In contrast, most recent methods resort to statistical methods to account for the inher-
ent uncertainties in the matching problem. Among statistical methods, the Bayesian
approach is especially convenient, as it allows for a probabilistic discrete-time formula-
tion of the dynamic state estimation problem: first, the probability density function of
the system state is predicted by means of a dynamic model, defined according to the
prior knowledge on objects motion; in turn, during the update stage, the predicted pdf
is modified according to the image observations or measurements.
In this thesis, the Bayesian framework is also adopted for vehicle tracking. First, in
Section 4.3, a general description of the Bayesian approach is given and the possi-
ble solutions to the problem are discussed, including Kalman and particle filtering.
Specifically, the Kalman filter constitutes the optimal Bayesian solution when certain
assumptions hold. Namely, it requires that the state evolution be linear and that the
measurement be as well a linear function of the state. In Section 4.4 the use of Kalman
filters for vehicle tracking is explored by making use of the rectified domain provided by
the Inverse Perspective Mapping. Indeed, this transformation delivers a bird’s-eye view
of the scene, therefore the observations are proportional to the actual magnitudes. In
addition, vehicles move smoothly in highways, therefore a linear equation with locally
constant velocity can be assumed to model vehicle dynamics in the rectified domain.
However, Kalman filters are intrinsically limited as they fail to handle vehicle inter-
action or non-linear relations between state and observations. In the second part of
the chapter (Section 4.5), different approaches to particle filtering are investigated that
overcome these limitations. Specifically, approaches based on traditional importance
sampling methods and alternative Markov chain Monte Carlo methods are proposed,
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and a comparison between them is carried out. The proposed methods also take ad-
vantage of the approximately linear IPM-rectified domain. As for the observation
model, the high computational complexity of particle filters hinders the use of complex
multi-cue models so that the real-time constraint can be met. That being so, existing
methods usually resort to appearance-based methods, such as color or edge histograms.
In contrast, in this thesis a multiple-feature observation model is investigated by ex-
ploiting cost-effective models in the rectified domain and by maximizing the use of
information extracted in the previous processing stages. In Section 4.6 experimental
results are given for of all the methods explored in this chapter, and the advantages
and drawbacks of each method are discussed.

4.2. Related work

Tracking is defined as the problem of estimating the location of moving objects in the
image plane as they move around the scene. This arises as a key step in video analysis,
since it allows for posterior trajectory analysis and behavior recognition. Tracking is an
intrinsically challenging problem due to several factors, including camera motion, huge
within-class variability, and changing appearance patterns of both the objects and the
scene. Although absolute classification of the wide variety of methods reported in the
literature is impossible, a coarse division according to the nature of the information
used can be done. The main categories are summarized below.

A. Region or kernel based tracking

These methods aim at tracking objects according to variations of the image re-
gions corresponding to them. Regions can be defined as connected image parts
with distinguishing common properties, such as intensity or color (e.g., color his-
togram or texture statistics). Color is possibly the most widely used feature to
characterize regions for tracking. There are two main factors affecting the appar-
ent color of an object, namely, the spectral power distribution of the light source,
and the surface reflectance properties of the object. The former is especially
critical in outdoor environments, as illumination conditions may change dramat-
ically. There is no unified criteria as for the color space used to represent object
in tracking applications. RGB remains the most popular choice, although it is
not perceptually uniform (Yilmaz et al., 2006). In contrast, CIE LUV and CIE
Lab constitute uniform color models, whereas HSV is approximately uniform.
However, they suffer from noise sensitivity (Yilmaz et al., 2006).

Among kernel tracking methods, those using appearance representation based
on color histograms are the most popular. These were initially introduced by
(Comaniciu et al., 2003). In this work, the histogram of an elliptical region
representing the object in the initial detection is used as reference. The histogram
is regularized by spatial masking with an isotropic kernel. Tracking is achieved
by comparing candidates with the reference model in the following frames. The
similarity between them is measured according to a distance derived from the
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Bhattacharyya coefficient. At each time point, the best candidate is found by
applying a mean shift optimization procedure.

This approach has inspired many works in the last years, such as (Zivkovic et al.,
2009; Fan et al., 2007; She et al., 2004). In particular, in (She et al., 2004) the
general model introduced in (Comaniciu et al., 2003) is adapted to vehicle track-
ing: the reference and the candidate representation are enriched to include not
only color (in this case in the HSV space) but also vertical, horizontal, and di-
agonal edge information. Analogously to (Comaniciu et al., 2003), mean shift is
used for optimal target localization. In (Fan et al., 2007), the authors argue that
the optimization is sometimes plagued by a singularity situation, which prevents
from unique solution determination. To overcome this, they propose to concate-
nate multiple kernels: the joint motion is represented as the combination of a set
of spatially distributed but correlated simpler subpart motions. A kernel-based
estimator is associated to each of these subparts. Most interestingly, the authors
claim that the motion field can be estimated efficiently through collaboration
among the set of simpler kernel-based motion estimators.

Some alternative region-tracking approaches have been also reported. For in-
stance, in (Gupte et al., 2002), an association graph between the regions from the
previous frame and the regions in the current frame is constructed. In particular,
they use a bipartite graph, in which each vertex corresponds to a region. Region
tracking is formulated as the problem of finding the maximal weight graph.

B. Feature-based tracking

This refers to the group of methods that perform tracking by first extracting
features in independent images and then matching the features between them.
Features are given by specific image locations with special properties, such as
edges, lines and corners, although these may also be clustered in higher level or
global features, e.g. centroids, perimeters or areas. Compared to appearance-
based region tracking methods, features have the advantage that they are more
invariant to scene or illumination changes. On the other hand, feature-based
tracking approaches suffer the risk of mismatches. This is usually addressed
through robust estimation algorithms, such as RANSAC or Least Median of
Squares (see Hartley and Zisserman, 2004), which allow for outlier rejection.

Many existing feature-based tracking strategies rely on the well-known Kanade-
Lucas-Tomasi (KLT,Lucas and Kanade, 1981; Tomasi and Kanade, 1991) track-
ing algorithm or in the Scale-Invariant Feature Transform (SIFT, Lowe, 1999)
for feature matching. For instance, in (Du and Piater, 2005), the Harris detector
(Harris and Stephens, 1988) is employed to extract good features, and feature
correspondences are found via KLT. Then, features are grouped into clusters with
coherent motion through the EM algorithm. Although this works fine for traffic
monitoring environments, its extension to on-board systems is problematic due to
the perspective effect and the dynamic background. In turn, the SIFT approach
presented by Lowe involves a very attractive alternative to KLT as it not only
provides a mechanism to extract scale and rotation invariant features, but also
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defines their associated descriptors for matching. These are based on the com-
putation of orientation histograms in the neighborhood around the keypoints.
The robustness of these features is exploited by several recent vehicle tracking
methods, such as (Choi et al., 2007; Gao et al., 2009).
Other examples of corner-based tracking are (Asadi and Regazzoni, 2007; Gabriel
et al., 2005). In the former, a corner-based method is proposed for estimating
the frame-to-frame object displacement. Specifically, the object is represented
by its corner distribution around a reference point. Two alternatives are pro-
posed to estimate the object new location. The first averages the motion vectors
associated to the reliable corners matches (outlier rejection is performed in this
case via rank order filtering). The second alternative proposes a voting mech-
anism so that the position with the maximum number of votes is retained. In
(Asadi et al., 2008; Asadi and Regazzoni, 2008), the second method is enhanced
by introducing a mechanism that measures the goodness of the corners, which
increases the robustness against outliers. In (Gabriel et al., 2005), the interest
points extracted through Harris corner detector are characterized by their local
appearance using local jet descriptors (i.e., local gray-level surface represented
by a Taylor expansion). In addition, the description of the interest points also
incorporates their location relative to the object center, given by the center of
gravity of the interest points. The goodness of match is measured according to
the Mahalanobis distance.
Approaches fusing several features have also been presented. For instance, in
(Taj et al., 2006), the coherence of four features is measured, including position,
size, direction and color. Consistency is enforced by multi-frame graph matching.

C. Model-based tracking
These methods exploit prior knowledge to create 2D models or 3D models of
the objects, which are compared to image data. For instance, vehicles can be
approximated by a set of 3D points, each of them having a fixed position on the
vehicle’s surface. This kind of model is adopted for instance in (Barth and Franke,
2009; Danescu et al., 2007). In particular, in (Danescu et al., 2007) a 3D cuboid is
used as the vehicle model. The matching between the measurement and the model
is performed by an intersection of rectangles in the bird’s-eye view, and a corner
by corner matching in the image space. In (Barth and Franke, 2009), vehicles
are modeled by a cloud of 3D points under the rigid body assumption. The
vehicle model is updated by fusing stereo vision and tracking of image features
through KLT. A 3D vehicle model is also proposed in (Lou et al., 2005), where
the similarity between a candidate image region and the projection of the 3D
vehicle model under a given pose is measured according to a metric based on
point-to-line segment distance.
On the other hand, model-based tracking approaches have traditionally resorted
to vehicle templates. A limitation of template matching approaches is that they
involve a high computational cost as a large number of templates is required to
capture the intrinsic heterogeneity of vehicles. In order to meet the real-time
constraint, adaptable models are usually proposed. For instance, in (van Leuven
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et al., 2001) a small number of models describing the outline of typical vehicles
is used. The models are based on the characteristic edges of an intensity image
of a vehicle. They circumvent the need of a large number of static templates
by dynamically refining these models: during the tracking process, particular
features of the vehicle are added to the model. Similarity between the models and
the vehicle edge image is computed using the Distance Transform. In (Kim et al.,
2005) the template is updated according to a degree of trust, and KLT is applied
to match the template with the corresponding vehicle region in each time step. In
(Goecke et al., 2007) templates are dynamically updated as a weighted average
of the initial template and the best match in the current frame. Additional
cross-checking is performed using Response Binning (Rasolzadeh et al., 2006),
which is an extension of the AdaBoost algorithm. Alternatively to the above-
mentioned similarity measures, based on Distance Transform (e.g.,van Leuven
et al., 2001) and KLT (e.g., Kim et al., 2005), in (Hwang et al., 2009) normalized
cross correlation (NCC) based template matching is proposed.

D. Contour-Based tracking
Contour-based tracking algorithms represent objects by their bounding contours
and update these contours dynamically at every time step. Indeed, object bound-
aries usually involve strong changes in image intensity and are thus suitable for
object shape representation. Optical flow has traditionally been used for contour-
based tracking (e.g., Cremers and Schnörr, 2003). Another popular approach for
representing contours is the level set method (Osher and Fedkiw, 2003). To
segment an object in a given frame, this method deforms the initial guess of
the contour until an image-based energy function is minimized using techniques
such as gradient descent. Tracking is accordingly performed by minimizing this
energy function in every time point. Many works have been presented that in-
corporate shape priors to enrich contour tracking methods based on level sets
(see for instance Zhang and Freedman, 2003). Recent works have focused on the
generation of dynamic shape priors. For instance, in (Rathi et al., 2007) dynamic
shape priors are incorporated into a particle filtering framework based on the use
of Locally Linear Embedding (LLE).
However, contour-based methods have rarely been used for vehicle tracking (see
for instance Fan et al., 2002; Tai and Song, 2003; Yiu et al., 2005). A drawback
of contour-based algorithms is that they are highly sensitive to the initialization
of tracking (Hu et al., 2004).

Regardless of which of the approaches explained above is used for tracking, it is usual
to resort to statistical methods that can accommodate uncertainties in the decision
of the new object location. Indeed, measurements in the images are often subject to
noise and clutter. The use of a probabilistic state-space approach with a discrete-time
formulation is particularly widespread for dynamic system modeling. In this context,
the Bayesian approach provides an ideal framework for such dynamic state estimation
problems, as it allows to recursively update the state of the system on receipt of new
measurements. A good overview on video-based Bayesian tracking can be found in
(Dore et al., 2010).
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In Bayesian tracking, the aim is to estimate the state of the system by constructing the
probability density function (pdf) of the state based on all available information. This
includes all the previous states and measurements, the current measurement, a dynamic
model describing the state evolution with time, and an observation model relating the
noisy measurements to the state in the current time point. The optimal state estimate
can naturally be derived from this pdf. Furthermore, the use of Bayesian tracking is
endorsed by several studies which show that visual perception manages complexity and
resolves ambiguity through the probabilistic integration of prior object knowledge with
image features (Kersten et al., 2004).

Unfortunately, analytical solution to the problem of finding the exact posterior density
is only possible under certain restrictions. In short, the dynamic and the observation
model must involve linear equations with Gaussian noise distribution (these restrictions
are further explained in Section 4.5). In that case, the optimal Bayesian solution is
known as the Kalman filter. This filter has been extensively used for vehicle tracking
(e.g. Heisele, 2000; Cramer et al., 2003; Hoffmann et al., 2004; Hilario et al., 2006;
Morris and Trivedi, 2006; Balcones et al., 2009). Usually constant-velocity (Morris and
Trivedi, 2006; Heisele, 2000) or constant-acceleration (Cramer et al., 2003) equations
are used to model the state evolution. The position of the vehicles may either be
a point of its bounding box (e.g. the mid-lower point in Hoffmann et al., 2004) or
the centroid of the detected vehicle blob (Morris and Trivedi, 2006). Interestingly, in
(Hoffmann et al., 2004) a multiple model approach combining two Kalman filters is
adopted: the first filter assumes constant velocity, whereas the second comprises the
position and up to its third derivative. The multiple model assigns a high weight to
the former and a low weight to the latter for simple driving situations, and vice versa
for complex situations (acceleration, braking, lane changes, etc.).

Several variations of the Kalman filter exist which relax the linearity assumption. The
most popular is the Extended Kalman Filter (EKF), which only performs local lin-
earization of the non-linear system and measurement equations. This filter has also
been widely used for vehicle tracking purposes. Some examples are (Lou et al., 2005;
Barth and Franke, 2009; Lim et al., 2011). An alternative to EKF is the Unscented
Kalman Filter (UKF), which avoids the linearization step by approximating the distri-
bution by a set of deterministically chosen samples that match its mean and variance.
These points are then transformed through non-linear functions and the new mean and
variance are estimated from the transformed set of points. The advantages of UKF
over EKF are discussed in (Julier and Uhlmann, 2004). An example of application of
UKF to vehicle tracking can be found in (Ponsa et al., 2005).

A more general and powerful approach for approximating the Bayesian solution when
the assumptions required by Kalman filter do not hold is provided by particle filtering
(also known as condensation algorithm, bootstrap filtering or sequential Monte Carlo
method). Particle Filters (PF) approximate the posterior density function by a set of
random samples (or particles) and their associated weights. Multiple object tracking
has been addressed in the literature both by using independent particle filters for each
object (e.g. Al-Hamadi et al., 2009; Kembhavi et al., 2008) and a joint-state filter for
all the objects (Khan et al., 2005; Wang and Lien, 2008; Smith et al., 2008). The latter
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approach is better suited for applications where there is some degree of interaction
among objects as it allows to control the relations among objects in a common dynamic
model (those are much more complicated to handle through individual particle filters,
at least in formal terms (Smith et al., 2005)). In addition, independent particle filters
suffer from the problem of hijacking: when two or more targets get close, the target
that is more supported by the observation often hijacks the particles of the other filters,
which eventually results in tracking errors. As a trade-off between both strategies, in
(Kembhavi et al., 2008) independent filters are devoted to tracking the objects, but
when hijacking risk is detected, close targets are grouped into a joint state filter.
Tracking methods based on particle filtering can be organized according to the used
inference algorithm, dynamic model, and observation model.

• Inference algorithms: the most widespread inference algorithm is Sequential Im-
portance Sampling (SIS). The rationale of this algorithm is to generate samples
from a proposal density, called importance density, rather than from the true
posterior density, from which it is usually difficult to draw samples. The details
of this algorithm are explained in Section 4.5.2.1. A well-known problem of SIS
is the particle degeneracy phenomenon, which implies that after few iterations
all weight is bound to be concentrated in a single particle, while the others have
negligible weight. This is often addressed by adding a resampling stage at the end
of each iteration, whose effect is that particles with significant weight are propa-
gated with equal weight to the next iteration. Additionally, it is often convenient
to choose the prior (i.e., the dynamic model) as the importance density. The
combined use of the latter and of resampling is known as Sequential Importance
Resampling (SIR) and is in the basis of many PF-based vehicle tracking methods
(e.g., Scharcanski et al., 2011).
Other approaches for the selection of the importance density have also been
proposed in the field of vehicle tracking. For instance, in (Bouttefroy, 2009), the
linear fractional transformation is integrated into the importance density. This
transformation allows to estimate the position of the object on the camera plane
by projecting its position in the road. They accordingly name their proposed
scheme Projective Particle Filter. Remarkably, the prior, which is no longer used
for drawing samples, is devoted to modify the weights given by the likelihood
function. Resampling is performed via systematic sampling. In (Han et al.,
2005) a multi-stage sampling strategy is proposed. An initial approximation of
the likelihood function is obtained through surface interpolation with Gaussian
kernels. The importance density function is then updated by a linear combination
of the initial proposal distribution and the current approximation of the likelihood
function.
Although SIS-based methods have profusely been used for multiple target track-
ing, it is known that the computational complexity of joint-state strategies grows
exponentially with the number of objects (Smith et al., 2005; Khan et al., 2005),
which limits their use in high-dimensional problems. Alternative sampling meth-
ods have been proposed to alleviate computational cost when there are multiple
targets. In particular, MCMC methods have been applied to ant (Khan et al.,
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2005) and people (Smith et al., 2005, 2008) tracking, and their complexity has
proven to grow only linearly with the number of objects. This method has also
been utilized for vehicle tracking in surveillance applications using one or more
still cameras (Bardet and Chateau, 2008). Alternatively, in (Jin and Mokhtarian,
2007) the curse of dimensionality is circumvented by using a variational particle
filter, where the proposal distribution is based on the approximated posterior
from variational inference rather than using the prior as in SIR.

• Dynamic model: vehicles are assumed to move smoothly in highways, therefore
constant-velocity (Meier and Ade, 1998; Xiong and Debrunner, 2004) or random
walk models (Han et al., 2005; Bouttefroy, 2009), in which the movement of the
particles is given by a Gaussian distribution, are frequently used. The bicycle
model is also used in some works (e.g. Bardet and Chateau, 2008; Cramer et al.,
2004). Alternatively, in (Zhou et al., 2004), an adaptive-velocity model is used,
in which the velocity is predicted by means of a first-order linear approximation
based on the appearance difference between the incoming observation and the
previous particle configuration. In (Scharcanski et al., 2011) a dual dynamic
model is used. Namely, in the absence of occlusion, a random walk model is
adopted. In turn, when occlusions do occur, a bivariate pdf comprising a Gaus-
sian distribution in the direction of greater motion and a Rayleigh distribution
in the orthogonal direction is used. This design fosters motion of particles away
from the occlusion. In a recent work (Sun and Liu, 2011), particles are spread
around the positions predicted by SIFT descriptors.

An alternative group of methods avoid a priori dynamic models and propose
observation-driven predictions. These methods aim at improving the performance
of the particle filter by preventing particles from being wasted in low likelihood
regions. Examples of works adopting this approach are (Bouaynaya and Schon-
feld, 2005; Odobez et al., 2006). For instance, in the former, a motion estimation
algorithm is used to estimate the target position at each frame, and samples
are drawn in the area around the estimated position. Refer to (Bouaynaya and
Schonfeld, 2009) for a discussion on the advantages of using an observation-based
dynamic model.

• Observation model: in the field of PF-based tracking the observation model is
typically designed according to the appearance of the region associated to the can-
didate state (i.e. the particle). A popular choice is the use of color histograms
(Comaniciu et al., 2003). In the classical approach, during the tracking process,
the appearance descriptor associated to the candidate (e.g., its color histogram)
is compared to a reference appearance model obtained in the first detection of
the object. The general method proposed by (Comaniciu et al., 2003) has been
applied to vehicle tracking by many authors (e.g. Scharcanski et al., 2011; Bout-
tefroy, 2009). In particular, in (Scharcanski et al., 2011) a color histogram in
RGB space with 3 bits per channel (that is, 512 bins) is utilized. As in (Comani-
ciu et al., 2003), the similarity with the reference model is measured according to
the Bhattacharyya coefficient both in (Bouttefroy, 2009) and (Scharcanski et al.,
2011).
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On the other hand, templates have also been profusely used in traditional track-
ing methods (e.g. Khan et al., 2005). The underlying philosophy of templates
collides with that of histograms, as in the latter spatial information is discarded
whereas the former relies on similar spatial arrangement of pixels between frames.
Spatiograms bridge the gap between histograms and templates, as the bins are
spatially weighted by the mean and covariance of the locations of the pixels that
contribute to that bin. These are presented in detail in (Birchfield and Rangara-
jan, 2005). Another approach for considering spatial information is proposed in
(Pérez et al., 2002): the tracked region is split into subregions, and an individual
reference color model is assigned to them, hence the spatial arrangement of the
different patches is kept.
Aside from histogram and template-based approaches, other observation models
have been proposed. For instance, in (Sun and Liu, 2011), a PCA-based method is
used, so that particles whose associated regions have lower reconstruction errors
prevail. In addition, to compute the reconstruction error, pixels are weighted
according to their distance to the keypoints delivered by SIFT.
Finally, fusion of multiple cues has been reported in several tracking approaches
based on particle filters. In particular, most of them propose combination of color
and gradient information (e.g. Maggio et al., 2007; Xiong and Debrunner, 2004;
Pan and Schonfeld, 2008). For instance, in (Maggio et al., 2007) histograms of
color and histograms of gradient orientations are used, and the overall likelihood
is generated by linear combination of the single features. Alternatively, in (Yang
et al., 2005) edge orientation histograms and Haar-like features are fused. In
(Makris et al., 2007), three features (salient points within the object, edges and
color histogram) are used hierarchically, arranged in increasing complexity, to
avoid an increase in computational cost. In (Chang et al., 2005) the observation
model takes into account features such as color, gradient, PCA and motion. How-
ever, fusion of multiple cues is usually computationally demanding and therefore
its extension to vehicle tracking, in which the real-time constraint plays a critical
role, is difficult.

An alternative classification of tracking methods in two big groups can also be made.
Methods in the first group require the continuous application of a detection algorithm
in individual frames, whereas those in the second use an initial detection of an object
and then rely solely on tracking using some kind of position prediction or motion
estimation between frames. The main difference is that in the former an additional
data association stage is necessary to correspond noisy measurements between frames.
While in this thesis attention is mainly directed to the methods that perform tracking
after a single initial detection (also known as track-before-detect approach, especially
in the field of radar), a brief summary of data association techniques is enclosed for
the sake of completeness.
The simplest data association technique is the global nearest neighbor algorithm, which
assigns a single detection to each object according to distance-based cost function (see
for instance Lim et al., 2011). However, in order to avoid hard decision, statistical meth-
ods are often preferred. The most powerful is Multiple Hypothesis Tracking (MHT,
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Reid, 1979), which accounts for all possible data association hypotheses and assigns
a probability to each hypothesis considering aspects such as the prior probability of
target presence, the false alarm density, and the dynamic consistency of the observa-
tions contained in the tracks (Blackman, 2004). The hypotheses are propagated into
the future, in such a way that subsequent observations can resolve assignment ambi-
guities that occurred in the past. An example of use of MHT for vehicle tracking is
(Schneider et al., 2007). The problem of MHT is that the number of associations grows
exponentially over time.

Another widespread statistical technique is Joint Probabilistic Data Association (JPDA).
In this method, the measurement-to-track association probabilities are computed and
the state estimate is updated by weighting the measurements according to these prob-
abilities. Although the computational cost is lower than in MHT, JPDA suffers from
a coalescence problem whereby tracks on closely spaced targets will tend to come to-
gether (Blackman, 2004). Variations of these methods have also been proposed, such
as Probabilistic Multiple Hypothesis Tracking (PMHT). For a thorough discussion on
probabilistic data association techniques see (Pulford, 2005). In all these methods a
known number of targets is assumed. The Random Finite Set (RFS) approach using
Finite Set Statistics (FISST, Mahler, 2003) is an alternative to above-mentioned tra-
ditional methods when the number of targets is unknown. This approach allows the
multiple target tracking to be formulated as a Bayesian filtering problem. Although the
theoretical optimal solution to this problem is intractable, approximations exist, such
as the Probability Hypothesis Density (PHD) filter, which propagates the first-order
statistical moment, or intensity, of the RFS of states in time (Vo and Ma, 2006).

Conclusions

Regardless of the method adopted for object representation (i.e., region, feature, model
or contour-based), the Bayesian approach is increasingly chosen by researchers to ad-
dress object tracking. Vehicle tracking is not an exception to this trend. Most of the
methods presented in the literature adopt generic approaches regarding the definition of
the three key components of the Bayesian framework, i.e., the inference algorithm, and
the dynamic and observation models. However, the on-board traffic monitoring envi-
ronment entails a number of particularities that may be exploited to take full advantage
of the Bayesian framework. For instance, random walk or constant-velocity dynamic
models are usually adopted, disregarding the non-linear distribution of the image con-
tent due to perspective. In addition, the real-time constraint poses a limitation that
indefectibly affects the design of the inference algorithm and the observation model.
Namely, traditional importance sampling approaches suffer from an exponential com-
plexity increase in the number of objects, which is bound to impact its performance
when resources are limited. Analogously, fusion of multiple expensive features for
the observation model is unaffordable. In this chapter, the performance of traditional
generic approaches for vehicle tracking is evaluated, and alternative approaches are pro-
posed and evaluated in the three aspects mentioned above (i.e., inference algorithm,
dynamic model and observation model).
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4.3. Bayesian approach to tracking

Dynamic systems are usually modeled by a discrete state vector that changes over
time, using a sequence of noisy measurements made on the systems. Particularly, in
tracking problems the state vector contains the kinematic characteristics of the objects.
The Bayesian approach provides an ideal framework for dynamic state estimation, as
it allows to recursively update the state of the system with the new measurements.
Namely, it aims at constructing a posterior probability density function (pdf) of the
state based on all available information.
In general, the model describing the evolution of the state sequence {sk, k ∈ N} is given
by

sk = fk(sk−1, vk−1) (4.1)

In turn, the measurement model is the following:

zk = hk(sk, nk) (4.2)
where {vk−1, k ∈ N} and {nk, k ∈ N} are i.i.d. sequences modeling process and
measurement noise, respectively. As stated, the aim of the Bayesian algorithms is to
recursively construct the pdf p(sk|z1:k). Based on the Chapman-Kolmogorov equation,
and in the assumption that (4.1) describes a random process of order 1, the state
evolution can be probabilistically modeled via the Bayes rule as (Arulampalam et al.,
2002)

p(sk|z1:k) =
p(zk|sk)

´
p(sk|sk−1)p(sk−1|z1:k−1)dsk−1

p(zk|z1:k−1)
(4.3)

where z1:k integrates all the measurements up to time k. This formulation is the basis
for the optimal Bayesian solution. Unfortunately, the analytical solution is intractable
except for a set of restrictive cases. In particular, when both fk and hk are linear and
the density functions are Gaussian, the optimal solution is given by the Kalman filter.
This is addressed in Section 4.4, where a vehicle tracking approach based on Kalman
filtering is presented.
Among suboptimal solutions, attention has been especially directed to particle filters
due to their simplicity, generality and success over a wide range of challenging appli-
cations (Vermaak et al., 2003). Most approaches to particle filtering are based on the
Sequential Importance Sampling algorithm (SIS). This is a technique for implement-
ing a recursive Bayesian filter by Monte Carlo simulations. The underlying idea is
to approximate the posterior probability density function with a set of discrete repre-
sentations (particles), and their associated importance weights. This representation is
propagated through time to provide approximations of the pdf at every time point. As
the number of particles grows, the SIS filter approaches the optimal Bayesian estimate
(Arulampalam et al., 2002). Isard and Blake adapted this algorithm for its use for
visual tracking (Isard and Blake, 1996).
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The algorithm is formulated as follows. Let s(r)
k denote a random sample of the posterior

pdf p(sk|z1:k), and w
(r)
k be the weight associated to this sample. The weights are

normalized so that, if the posterior is characterized by N particles, then ∑
r w

(r)
k = 1.

With this definitions, the posterior density at time k can be approximated as

p(sk|z1:k) ≈
N∑

r=1
w

(r)
k δ(sk − s(r)

k ) (4.4)

By recursively using the particle approximation to the posterior in the previous time
step, p(sk−1|z1:k−1) ≈ ∑N

r=1 w
(r)
k−1δ(sk−1 − s(r)

k−1), into equation (4.3), the following ap-
proximation to the posterior pdf is obtained:

p(sk|z1:k) ≈ c · p(zk|sk)
N∑

r=1
w

(r)
k−1p(sk|s(r)

k−1) (4.5)

where c is the inverse of the evidence factor in the denominator of (4.3). However, im-
portance sampling is not the only approach to particle filtering. In particular, Markov
Chain Monte Carlo methods (MCMC) provides an alternative framework in which the
particles are generated sequentially in a Markov chain using at each step the approxi-
mation to the posterior distribution. In this case, all the samples are equally weighted
and the solution in (4.3) can therefore be approximated as

p(sk|z1:k) ≈ c · p(zk|sk)
N∑

r=1
p(sk|s(r)

k−1) (4.6)

The advantage of MCMC methods is that the complexity increases only linearly with
the number of objects, in contrast to importance sampling, in which the complexity
grows exponentially (Smith et al., 2005). This implies that using the same computa-
tional resources, MCMC will be able to generate a larger number of particles and hence
to better approximate the posterior distribution than importance sampling whenever
there are several targets in the scene. Vehicle tracking strategies based upon both
importance sampling and MCMC are proposed in Section 4.5.

4.4. Tracking based on Kalman filtering

The Kalman filter adopts a number of assumptions that make the above stated problem
tractable, thus providing an optimal solution. The assumptions are the following:

• vk−1 and nk have Gaussian distributions with known parameters: p(v) ∼ N (0, Q),
p(n) ∼ N (0, R).

• fk(sk−1, vk−1) and hk(sk, nk) are known linear functions.
Under these assumptions, if p(sk−1|z1:k−1) is Gaussian, it can be proved that p(sk|z1:k)
is also Gaussian. Thus, (4.1) and (4.2) can be be rewritten as (Arulampalam et al.,
2002)
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sk = F sk−1 + vk−1 (4.7)
zk = Hsk + nk (4.8)

where F and H are known matrices, usually referred to as system and measurement
matrices, corresponding to the linear functions fk and hk.
The challenge is to find linear models that can approximate the relations between the
state and the measurements in the way specified by (4.7) and (4.8). The rectified
domain introduced in Chapter 2 (see Section 2.3) constitutes an ideal framework for
the definition of these models, as vehicle dynamics are proportional to their actual
magnitudes. On the other hand, vehicles driven in roads (especially in highways) have
a smooth trajectory and can therefore be considered to have a locally constant velocity.
By merging these two concepts, the position evolution can be modeled by a constant-
velocity Kalman filter.
From a qualitative point of view, the Kalman filter estimates the state of a process by
using a feedback loop: the filter predicts the process state at a given time step based
on previous observations, and updates its state by means of new noisy measurements.
Accordingly, it is often formulated as a two-stage filter: prediction (or time update)
and correction (or measurement update). The former is in charge of projecting forward
in time the previous state estimates and the error covariances in order to generate a
priori estimates of the state process in future steps. The latter corrects the a priori
estimate with the new measurement, so that an enhanced a posteriori estimate can be
produced. The Kalman filter prediction equations are:

ŝ−
k = F ŝk−1 (4.9)

P −
k = FPk−1F

� + Q (4.10)

where ŝ−
k is the a priori estimate of the state at time k, ŝk−1 is the a posteriori state

estimate at time k − 1, and P −
k and Pk are the a priori and a posteriori estimate error

covariances (the notation used in Welch and Bishop, 2004 is adopted). In turn, the
correction stage equations are given by

Kk = P −
k H�(HP −

k H� + R)−1 (4.11)
ŝk = ŝ−

k + Kk(zk − H ŝ−
k ) (4.12)

Pk = (I − KkH)P −
k (4.13)

As stated, the rectified domain allows to define a linear process. As for measurements,
they can naturally be obtained from the vehicle detection method in the rectified do-
main explained in Section 2.4. Recall that this method segments the compact regions
likely corresponding to vehicles in the current image, and accordingly provides the po-
sition and attributes of the vehicle candidates. However, the Kalman filtering approach
requires that the vehicles be treated independently (a Kalman filter is devoted to track
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each single object), hence an additional data association stage is necessary. Interest-
ingly enough, as made clear by the prediction-correction formulation, the Kalman filter
intrinsically provides a priori state estimates of the objects in the current time step
that ease this task, as explained in Section 4.4.1. The final definition of the models
and parameters used in the proposed tracking framework based on Kalman filtering
are explained in Section 4.4.2.

4.4.1. Data association

Note that at each instant independent sets of vehicle candidates are obtained with
the method explained in Section 2.4. In addition, occasionally some false positives or
negatives can occur as a result of poor segmentation of the objects. Therefore, data
association between frames is needed. The objective is to assign n measurements in the
current frame to m existing tracks. In this strategy, a similarity criterion is adopted
to associate each vehicle with its corresponding measurement. As stated, the Kalman
filtering framework provides us with a priori estimates of the vehicle attributes, which
are exploited for performing the association. Specifically, a similarity function is defined
that compares the attributes of each current candidate with those predicted for each
vehicle. Recall that, in the rectified domain, the method explained in Section 2.4
describes vehicles in terms of position, x = (x, y), and width, w1. The similarity is
modeled as a function of two factors relating to the relative position and the relative
width of the candidates. In particular, if the measured and predicted attributes are
denoted respectively (xp, wp) and (xm, wm), the similarity between them is defined as

S = 1
|wp − wm|

1
‖xp − xm‖ (4.14)

The distance ‖·‖ is defined as a Euclidean metric, and it considers the mid-lower pixel
of the blob representing the candidate as defined in Fig. 2.5. Naturally, the candidate
that maximizes the similarity function for each vehicle is assigned to it. The association
process is illustrated in Fig. 4.1 with two examples, in which the predictions are shown
in red, and the attributes of the candidates most similar to them are painted in green.
In Fig. 4.1 (a), five candidates are segmented and only three vehicles are predicted;
the assignment is clear as the position and width of the selected blobs are very similar
to the predictions. In Fig. 4.1 (b), three blobs are found for two predicted vehicles.
Here, for the lowest predicted vehicle, the largest blob is selected although the small
blob in the left is slightly closer to the prediction, due to its similarity in the width. If
no measurement is found for the vehicle, the tracking process relies on the predicted
attributes associated with it. This evinces once again the suitability of the predictive
nature of the proposed framework. Finally, measurements not assigned to any object
may correspond to new vehicles in the image. Management of vehicle entry and exit
is performed using the methods explained in Chapters 2 and 3. This is explained in

1As explained in Section 2.4.2.2, these measurements are actually refined in the original image.
Since the Kalman filter operates in the rectified domain, hereafter x and w will refer to the refined
measurements transferred back to the rectified domain.



135 4.4 Tracking based on Kalman filtering

(a) (b)

Figure 4.1.: Examples of the applied data association technique. Predicted vehicles
are painted in red (cross indicates position xp, segment corresponds to width wp),
and blobs associated to them are painted in green.

Section 4.5.5, as the same strategy is used to address it in Kalman-based and PF-based
tracking schemes.

4.4.2. Kalman filter models

After data association, sequential measurements are available for each of the vehicles
in the scene. These measurements are time-correlated (i.e., a track is kept for each
vehicle) but lack coherence, in the sense that they do not adjust to the known dynamics
of vehicles. In effect, vehicles move forward with a locally uniform pace, especially in
highways. Therefore, smooth changes are expected in the position of the vehicles on
the road and their velocity is approximately constant, at least locally. This knowledge
allows to introduce the measurements into a probabilistic framework controlled by
Kalman filters (one for each vehicle).

Naturally, the state is designed to comprise the position and the dimensions (width and
height) of the vehicle rears -which is also the information given by the segmentation
method in Section 2.4-, so that they can be fully described by their bounding boxes.
Regarding the former, the evolution of the vehicle position in the rectified domain is
suitably modeled by a linear state equation with constant velocity, therefore the state
vector not only contains the position, (x, y), but also the velocity, (ẋ, ẏ), of the vehicle.
As for the width, w, it is naturally modeled to be constant in the rectified domain.
Conversely, the height information only exists in the original image, where it is non-
linear due to perspective. To make it linear, a normalized height measure, h̄, is defined.
This measure aims at approximating the height that the vehicle would feature in the
bottommost y-coordinate of the image. The rationale behind it is to project all vehicles
to the same reference, so that height measurements can be compared. Assuming that
the vehicles are driven in parallel to the lane markings, this measure can be derived
by means of the vanishing point of the lane markings and the concept of similarity
of triangles. This is illustrated in Fig. 4.2. In order to find the normalized height,
two lines are drawn from the vanishing point, (xv, yv), and cutting the lower- and
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Figure 4.2.: Computation of normalized height, h̄.

upper-left corners of the vehicle bounding box. From the figure it is inferred that
h′/h = d′/d = (y0 − yv)/(y1 − yv), hence h̄ = h′ = h · (y0 − yv)/(y1 − yv), where y1 is
the y-coordinate of the vehicle position, and y0 refers to the y-coordinate of the last
row in the image. The state vector and the process matrix are thus

sk = (x, y, ẋ, ẏ, w, h̄)� (4.15)

F =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎝

1 0 Δt 0 0 0
0 1 0 Δt 0 0
0 0 1 0 0 0
0 0 0 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎠

(4.16)

where t is the time between frames. In turn, for every time point k, the object attributes
(position, width and height) are measured; hence, the measurement vector, zk, and the
measurement matrix are given by

zk = (x, y, w, h̄)� (4.17)

H =

⎛
⎜⎜⎜⎝

1 0 0 0 0 0
0 1 0 0 0 0
0 0 0 0 1 0
0 0 0 0 0 1

⎞
⎟⎟⎟⎠ (4.18)

As regards the choice of the process and measurement noise covariance, the following
considerations are insightful. First, the process noise must be low due to the adequacy
of the linear evolution of the state vector for a real scenario. In particular, the noise
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(a) (b) (c) (d)

Figure 4.3.: Feedback of prior information. In (a), the prior probability map gen-
erated from the previous time step results are shown (black indicates the potential
locations of vehicles). In (c) and (d) the pixel-wise segmentation results obtained
with the method explained in Section 2.4.1 for the original image in (b) without and
with prior probability feedback, respectively, are shown.

variances of the width and height attributes are almost zero, as the actual dimensions
of the vehicles are constant. As for the measurement noise, the uncertainty is larger
as it depends on the accuracy of the segmentation. In any case, its covariance should
be larger than that of the process noise in order to prevent the system from being
corrupted by poor measurements. Noise covariances may be tuned to adapt more
quickly to changes in the measurements or to enforce smoothness, as long as the process
noise remains smaller than the measurement noise.

Note that the predictive nature of the Kalman filter is of great value as it allows to
create a feedback loop which enriches other stages of the system. Indeed, predictions
are used to perform data association on the incoming measurements (see Section 4.4.1).
Moreover, they are also used as input for the segmentation process, namely the expected
positions of the vehicles are used to define the prior probability to belong to the object
class. In effect, since the vehicle position and width estimates are available, and given
the radial distortion produced by the road plane homography, it is possible to infer
the regions potentially containing objects in the following frame. This is exemplified
in Fig. 4.3: in (a) the prior probability map projected from the previous time step is
shown (pixels in black potentially correspond to a vehicle and thus the prior probability
of the vehicle class is larger than that of the other classes; for the white pixels, the a
priori probabilities of all classes remain equal). In Fig. 4.3 (c) and (d), the pixel-wise
segmentation results for the original image in (b) without and with prior probability
map feedback are shown. Observe that the result in (d) is more compact and better
detects the presence of the vehicles, especially the one in the right. This feedback
loop allows to maximize data exchange between modules and thus to capitalize on all
available information.

The corrected estimates ŝk constitute the final result of the proposed method for each
time step. Note that the position of the vehicles and their dimensions given by the
Kalman filter refer to the rectified domain, therefore they must be transferred back to
the original image through the inverse of the road plane homography T. In addition,
metric measurements can be obtained if the camera calibration is known.
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4.4.3. Summary

In this section an approach to vehicle tracking based on Kalman filtering has been
presented. The method takes advantage of the properties of the rectified domain given
by IPM to model the vehicles state evolution as a linear process with an added Gaussian
noise. Indeed, the motion of vehicles in the road is smooth (i.e. locally constant
velocity can be assumed), and this property is kept in the bird’s-eye view image given
by IPM, therefore a constant-velocity Kalman filter is devoted to track each vehicle.
The instantaneous measurements of the state, which comprise the position, width and
height of the vehicle, are obtained from the segmentation method explained in Section
2.4. This method is in the basis of hypothesis generation of new vehicles, and must
therefore be applied at every time step. Hence, this framework allows to maximize
the exploitation of the available information (no additional processing is required for
measurement generation), thus avoiding the increase of the computational cost. This
method yields good performance and is able to track vehicles for long time periods, as
shown in Section 4.6.1.

The Kalman filter is the optimal solution to the Bayesian tracking problem under a
set of restrictions. Some of these restrictions are indeed assumable in the scenario of
interest: e.g., the linearity of the state evolution is a reasonable approximation in the
rectified domain, and the process and measurement noise can be assumed to be Gaus-
sian, as done in most tracking approaches. However, the Kalman filter also requires
that hk(sk, nk) be a linear function of sk. Specifically, in the proposed framework, this
involves that an instantaneous measurement of the state of each vehicle has to be gen-
erated at each time step, which entails several drawbacks. On the one hand, processing
of the pixel-wise classification result through a blob coloring stage is necessary to pro-
duce measurements for each vehicle. This involves a loss of information as knowledge
on the objects is richer at earlier stages of processing (i.e., in the pixel-wise classifica-
tion). On the other hand, the need of a single measurement for each object also calls
for a data association stage, in which hard assignments are made. Additionally, an
important limitation of Kalman filters is that independent tracking must be performed
for each object, while the driving of vehicles is intrinsically affected by neighboring
vehicles. In summary, although the Kalman filtering provides an effective solution to
on-board vehicle tracking in most situations, it involves a number of simplifications
that jeopardize the performance of the method, especially in challenging scenarios.

4.5. Tracking based on particle filtering

4.5.1. Overview of the proposed method

In order to overcome the limitations of Kalman filter-based vehicle tracking, we must
resort to the general scheme for Bayesian tracking, articulated in the form of particle
filters. Different approaches exist to particle filtering, the most popular being sequen-
tial importance sampling. A less known alternative is given by the Markov chain Monte
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Carlo methods. Both these methods involve a more complex modeling of the observa-
tion at each time step than that of the Kalman filter, and can accommodate modeling
of interrelations between vehicles. Indeed, although tracking of vehicles using indepen-
dent particle filters has been reported in the literature, this solves only partially the
shortcomings of particle filters.
In this section, we explore the potential of joint-state particle filter methods for vehicle
tracking in the described environment. First, both SIS and MCMC-based methods are
described in Sections 4.5.2.1 and 4.5.2.2. The adopted dynamic or motion model for
these frameworks is explained in Section 4.5.3. As stated, driver decisions are affected
by neighboring vehicle trajectories (vehicles tends to occupy free space), therefore an
interaction model based on Markov Random Fields (Bishop, 2006) is introduced in the
dynamic model to manage inter-vehicle motion dependencies.
On the other hand, selection of the observation model is a key aspect to the perfor-
mance of the framework. In particular, in order to define a scheme than can lead to
improved performance within a particle filter-based framework, the weaknesses of the
state-of-the-art methods related to the definition of these models have been first iden-
tified. Namely, as stated in the introduction, most methods in the literature resort to
appearance-based models typically using templates or some features that characterize
the objects of interest. Although this kind of models perform well when applied to con-
trolled scenarios, they prove insufficient for the traffic scenario. In this environment
the background changes dynamically, and so do weather and illumination conditions,
which limits the effectiveness of appearance-only models. In addition, the appear-
ance of vehicles themselves is very heterogeneous (e.g., color, size), thus making their
modeling much more challenging.
To address this, an enriched observation model is proposed, which fuses three differ-
ent sources of information. The measurement model takes into account not only the
appearance of vehicles in the original image, but also the expected observation in the
rectified domain, and a feature that is inherent to vehicles, i.e., their motion, exploited
here through the geometric analysis of the scene. The design of the corresponding
models is explained in Section 4.5.4.1, 4.5.4.2, and 4.5.4.3, respectively.
The explained framework is summarized in the general scheme shown in Fig. 4.4. The
scheme shows the main constituent blocks of the method, i.e., observation model (which
in turn relies on three sources, i.e., appearance analysis both in original and rectified
domains, and motion-geometry analysis), dynamic model, vehicle tracking algorithm,
and new vehicle detection algorithm, as well as the techniques used for their design.
These blocks are explained in detail in the following sections.
Recall that the designed vehicle tracking algorithm aims at estimating the position of
the vehicles existing at each time of the image sequence. Hence, the state vector is
defined to comprise the position of all the vehicles sk = {si,k}M

i=1, where si,k = {xi,k, yi,k}
denotes the position of vehicle i (the coordinate system is the same as in Fig. 4.2), and
M is the number of vehicles existing in the image at time k. In contrast to the designed
Kalman filter, vehicle velocity and dimensions are not included in the state vector in
the particle filter-based approach as the number of required particles (and thus the
computational cost) would increase notably (linearly for MCMC and exponentially for
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Figure 4.4.: General scheme of the proposed method based on Particle Filtering.

SIS). In fact, since the dimensions are relatively constant, these are tracked through a
Kalman filter as explained in Section 4.4.2, so that at every time step k a prediction
of each vehicle’s width, w−

i,k, and height, h−
i,k, is available. In turn, the velocity is

inferred from previous vehicle positions, as explained in Section 4.5.3. The position of
a vehicle is defined in the rectified domain, as in the Kalman filtering approach, due
to the numerous advantages already cited. Back-projection to the original domain is
naturally possible via the inverse projective transformation T−1.

4.5.2. Sampling algorithms

4.5.2.1. Sequential importance sampling

Sequential importance sampling is a Monte Carlo method that has been used exten-
sively as the basis of particle filters for tracking. Their rationale is to represent the
posterior density by means of a set of random samples with associated weights. The
generation of new samples and the computation of their weights lies on the principle
of importance sampling (Doucet et al., 2000). This principle states that, if there is a
density p(x) from which it is difficult to draw samples but which can be evaluated (up
to proportionality), an approximation to this density can be obtained by means of a
weighted sum of samples drawn from another distribution q(x), known as importance
density. The importance density is chosen so that samples can easily be generated from
it. In particular, if the samples from q(·) are denoted x(i),i = 1, . . . , N , then p(x) can
be approximated as

p(x) ≈
N∑

r=1
w(r)δ(x − x(r)) (4.19)
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where the weights are given by

w(r) ∝ p(x(r))
q(x(r)) (4.20)

The proportionality factor is solved by the additional constraint that ∑N
i=1 w(r) =

1. Using the importance sampling principle on the posterior density p(s0:k|z1:k), and
selecting q(·) so that q(sk|s0:k−1, z1:k) = q(sk|sk−1, zk), equation (4.4) is obtained, where
the importance weights are proven to be updated according to the following equation
(Arulampalam et al., 2002):

w
(r)
k ∝ w

(r)
k−1

p(zk|s(r)
k )p(s(r)

k |s(r)
k−1)

q(s(r)
k |s(r)

k−1, zk)
(4.21)

It is convenient to choose the importance density function to be the prior density,
q(s(r)

k |s(r)
k−1, z1:k) = p(s(r)

k |s(r)
k−1), as it is intuitive and computationally inexpensive. In

this particular case, the weights are given by w
(r)
k ∝ w

(r)
k−1p(zk|s(r)

k ).

One of the main drawbacks of sequential importance sampling is the so called degener-
acy phenomenon. Namely, after a few iterations, most of the particles have negligible
weight. This implies a computational waste, as many effort is devoted to updating par-
ticles whose contribution to the posterior approximation is insignificant, and an impact
in performance, as the approximation is done according to only few effective particles.
A common way to address this is by resampling the particles, with the aim of removing
samples that have very small weights and of propagating those with higher weights.
Several schemes exist for resampling, including stratified sampling, residual sampling,
and systematic resampling, as discussed in (Arulampalam et al., 2002). After each
resampling step, the weights of all particles of the new set are reset to 1/N . The use
of the prior as the importance density with a resampling step applied at each iteration
is known as Sequential Importance Resampling (SIR). SIR is the most popular partic-
ularization of SIS, and is also adopted here due to its numerous advantages, especially
simplicity and low computational cost. Remarkably, when using SIR, since all particles
propagated from the previous time step have the same weight, the importance weights
boil down to

w
(r)
k ∝ p(zk|s(r)

k ) (4.22)

4.5.2.2. MCMC

Importance sampling is not the only approach to particle filtering. In particular,
Markov chain Monte Carlo methods provide an alternative framework in which the
particles are generated sequentially in a Markov chain. In this case, all the samples are
equally weighted and the solution in (4.3) can therefore be approximated as
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p(sk|z1:k) ≈ c · p(zk|sk)
N∑

r=1
p(sk|s(r)

k−1) (4.23)

Assuming that the likelihood of the different vehicles is independent, (4.23) can be
rewritten as follows:

p(sk|z1:k) ≈ c ·
M∏

i=1
p(zi,k|si,k)

N∑
r=1

p(sk|s(r)
k−1) (4.24)

where zi,k is the observation at time k for object i. In MCMC, samples are generated
sequentially from a proposal distribution that depends on the currents state, therefore
the sequence of samples forms a Markov chain. The Markov chain of samples at time
k is generated as follows. First, the initial state is obtained as the mean of the samples
in k − 1, s0

k = ∑
r s(r)

k−1/N . New samples for the chain are generated from a proposal
distribution Q(·). Specifically, we follow a Gibbs-like approach, in which only one
target is changed at each step of the chain. At step τ the proposed position s′

j,k of the
randomly selected target j is thus sampled from the proposal distribution, which in
our case is assumed to be a Gaussian centered at the value of the last sample for that
target, Q(s′

j,k|sτ
j,k) = N (s′

j,k|sτ
j,k, σq). The superscript τ denotes the step of the Markov

chain, and is written without brackets to avoid confusion with the index of the particles.
The candidate sample is therefore s′

k = (sτ
\j,k, s′

j,k), where s\j,k denotes sk but with sj,k

omitted. This sample is or is not accepted according to the Metropolis algorithm, which
evaluates the posterior probability of the candidate sample in comparison to that of
the previous sample in the chain and defines a probability of acceptance, A(s′

k, sτ
k), as

(Bishop, 2006)

A(s′
k, sτ

k) = min (1, a) (4.25)

a = p(s′
k|z1:k)

p(sτ
k|z1:k)

=
p(zj,k|s′

j,k)
∑N

r=1 p(s′
k|s(r)

k−1)
p(zj,k|sτ

j,k)
∑N

r=1 p(sτ
k|s(r)

k−1)
(4.26)

This implies that if the posterior probability of the candidate sample is larger than
that of sτ

k the candidate sample is accepted, and if it is smaller, it is accepted with
probability equal to the ratio a between them. The latter case can be readily simulated
by selecting a random number t from a uniform distribution over the interval [0, 1)
and then accepting the candidate sample if A(s′

k, sτ
k) > t. In the case of acceptance,

sτ+1
k = s′

k. Otherwise the previous sample is repeated sτ+1
k = sτ

k.

Observe that the samples obtained with the explained procedure are highly correlated.
It is a common practice to retain only every L-th sample and leave out the rest, which is
called thin out. In addition, the first B samples are discarded to prevent the estimation
from being degraded by bad initialization (burn-in).
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4.5.3. Dynamic model

The definition of the motion or dynamic model is a key aspect to the performance of
the algorithm. As stated in the introduction, most methods in the literature adopt
a single-object dynamic model that independently rules the motion of each vehicle,
and thus require external handling of interaction among them, or often this is simply
neglected. In contrast, in this thesis the interaction between objects is included in the
dynamic model, which is accordingly defined in two steps: the first layer deals with the
individual movement of a vehicle in the absence of other participants, and the second
layer addresses the movement of vehicles in a common space. The tracking condition
involves the assumption that vehicles are moving on a planar surface (i.e., the road)
with a locally constant velocity. This allows to formulate tracking of vehicle positions
with a first-order linear model. Although linearity is lost in the original domain due
to the position of the camera, which creates a given perspective of the scene, it can be
retrieved by using IPM and working in the rectified domain. Hence, the evolution of a
vehicle position in time, si,k = (xi,k, yi,k), is modeled with a first-order linear equation
in both coordinates:

si,k = si,k−1 + ṽi,kΔt + mk (4.27)

where Δt is the elapsed time between frames, ṽi,k is the prediction of the vehicle velocity
at time k derived from the previous positions as ṽi,k = (si,k−1 − si,k−u)/((u − 1)Δt),
and mk = (mx

k, my
k) comprises i.i.d. Gaussian distributions corresponding to noise in

the x and y coordinates of the motion model:

p(mx
k) ∼ N (0, σx

m)
p(my

k) ∼ N (0, σy
m)

The individual dynamic model can thus be reformulated as

p(si,k|si,k−1) = N (si,k|si,k−1 + ṽi,kΔt, σm) (4.28)

where σm = (σx
m, σy

m).

4.5.3.1. Interaction model

Once the expected evolution of each individual target has been defined, their interaction
must also be accounted for in the model. A common approach to address interaction
is through MRFs (Markov Random Fields), which graphically represent a set of condi-
tional independent relations. An MRF (also known as undirected graph) is composed
of a set of nodes V , which represent the variables, and a set of links representing the
relations among them. The joint distribution of the variables can be factorized as a
product of functions defined over subsets of connected nodes. The subsets of nodes such
that there exists a link between all pair of nodes in the subset is called clique, C, and
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the connected variables are denoted xC . In turn, the functions defined on the cliques
are known as potential functions and denoted ψ(xC). In the proposed MRF, the nodes
Vi (representing the vehicle positions si,k = (xi,k, yi,k)) are connected according to a
distance-based criterion. Specifically, if two vehicles, i and j, are at a distance smaller
than a predefined threshold, then the nodes representing the vehicles are connected
and form a clique. The potential function of the clique is defined as

ψ(xC) = 1 − exp
(

−αxδx2

w2
l

)
exp

(
−αyδy2

d2
s

)
(4.29)

where δx = |xi,k − xj,k| and δy = |yi,k − yj,k|. The functions ψ(xC) can be regarded
as penalization factors that decrease the joint probability of a hypothesized state if it
involves unexpected relations among targets. Potential functions consider the expected
width of the lane, wl, and the longitudinal safety distance, ds. In addition, the design
parameters αx and αy are selected so that there is a penalization factor of ψ(xC) = 0.5
whenever a vehicle is at a distance δx = wl/4 or δy = ds of another vehicle. Finally,
the joint probability is given by the product of the individual probabilities associated
to each node and the product of potential functions over the existing cliques:

p(sk|sk−1) =
M∏

i=1
p(si,k|si,k−1)

∏
C

ψ(xC) (4.30)

where C is the set of the two-node cliques associated to the state sk. In order to assess
how this interaction model affects the sampling scheme, let us introduce the defined
motion model in the expression of the posterior distribution. This varies depending
on whether SIS-based or MCMC-based particle filtering is used. The formulation for
both cases is derived below.

SIS-based tracking

From (4.5), it is known that the posterior density is given by

p(sk|z1:k) ≈ c · p(zk|sk)
N∑

r=1
w

(r)
k−1p(sk|s(r)

k−1) (4.31)

Substitution of (4.30) in (4.31) then yields

p(sk|z1:k) ≈ c · p(zk|sk)
N∑

r=1
w

(r)
k−1

M∏
i=1

p(si,k|s(r)
i,k−1)

∏
C

ψ(xC) (4.32)

It is important to note that the potential factor does not depend on the previous state,
therefore (4.32) can be rewritten as

p(sk|z1:k) ≈ c · p(zk|sk)
∏
C

ψ(xC)
N∑

r=1
w

(r)
k−1

M∏
i=1

p(si,k|s(r)
i,k−1) (4.33)
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Consequently, the interaction term can be detached from the dynamic model (and
thus does not affect the sample generation) and be treated as an additional factor in
the importance weights. As shown in (4.22), these are given by the likelihoods of the
particles, p(zk|s(r)

k ). Thus, the interaction model modifies the weights so that they are
given by the following augmented likelihood function:

w
(r)
k ∝ p(zk|s(r)

k )
∏
C(r)

ψ(x(r)
C ) =

M∏
i=1

p(zi,k|si,k)
∏
C(r)

ψ(x(r)
C ) (4.34)

where C(r) is the set of cliques associated to state s(r)
k , and x(r)

C are the nodes in each
of the cliques.

MCMC-based tracking

The posterior density of the MCMC scheme is given by (4.23). Analogously to the
derivation above, (4.30) is substituted into (4.23):

p(sk|z1:k) ≈ c · p(zk|sk)
N∑

r=1

M∏
i=1

p(si,k|s(r)
i,k−1)

∏
C

ψ(xC) (4.35)

= c · p(zk|sk)
∏
C

ψ(xC)
N∑

r=1

M∏
i=1

p(si,k|s(r)
i,k−1) (4.36)

In MCMC, new samples of the Markov chain are directly evaluated on the posterior
density rather than only on the likelihood. Therefore, the interaction factor is plugged
as an additional factor in the numerator and denominator of the acceptance ratio a in
(4.26). The acceptance ratio is thus given by

a = p(s′
k|z1:k)

p(sτ
k|z1:k)

=
p(zk|s′

k)
∏

C′ ψ(x′
C)

∑N
r=1

∏M
i=1 p(s′

i,k|s(r)
i,k−1)

p(zk|sτ
k)

∏
Cτ ψ(xτ

C)
∑N

r=1
∏M

i=1 p(sτ
i,k|s(r)

i,k−1)
(4.37)

where C ′ and Cτ are the sets of cliques associated to states s′
k and sτ

k, and x′
C and

xτ
C are the nodes in the corresponding cliques. Furthermore, as the likelihoods of the

vehicles are assumed independent, and only one target, j, is modified at each step of
the Markov chain, the expression of the acceptance ratio can be further expanded to

a =
p(zj,k|s′

j,k)
∏

C′ ψ(x′
C)

∑N
r=1

∏M
i=1 p(s′

i,k|s(r)
i,k−1)

p(zj,k|sτ
j,k)

∏
Cτ ψ(xτ

C)
∑N

r=1
∏M

i=1 p(sτ
i,k|s(r)

i,k−1)
(4.38)

In conclusion, modeling of vehicle interaction requires only the evaluation of an addi-
tional factor both in SIS and MCMC, the former in the importance weights, and the
latter in the acceptance ratio.
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4.5.4. Observation model

The observation model is composed of three models, pertaining to the analysis of
the objects appearance in the rectified domain, to the two-view geometry analysis in
search of moving regions, and to objects appearance in the original image. These are
respectively explained in Sections 4.5.4.1, 4.5.4.2 and 4.5.4.3. The combined model
fusing the three information sources is addressed in Section 4.5.4.4.

4.5.4.1. IPM appearance model

The first part of the observation model deals with the appearance of the objects in
the rectified domain. The aim is to obtain the probability pr(zi,k|si,k) of the current
observation in the rectified domain given the object state si,k (note the subscript r that
refers to ’rectified’). In other words, we would like to know if the current measurements
in the bird’s-eye view image support the hypothesized object state. In order to derive
the probability pr(zi,k|si,k) we will proceed in two levels. First, the probability that a
pixel belongs to a vehicle will be defined according to the observation for that pixel.
Second, by analyzing the pixel-wise information around the position given by si,k, the
final observation model will be defined at region level.

The first level relies on the classification explained in Section 2.4.1, which delivers the
probability that a pixel belongs to a vehicle according to the analysis of the rectified
image. Specifically, it involves a Bayesian classifier based on two features, i.e. intensity
level and response to a lane-marking detector. The choice of this method is very
convenient due to the following reasons. First, it has been proven to be effective and
robust, as it adapts to the dynamic nature of the scene by updating the likelihood
functions through EM algorithm. Second, it is specifically designed to segment the
dominant elements in the rectified domain, i.e., vehicles, pavement, and lane markings.
Third, the features are simple and fast so that the required computation time is small.
In fact, this pixel-wise classification method serves a two-fold objective and thus brings
a huge saving of processing time: one the one hand, it paves the way for fast likelihood
computation in the rectified domain, as explained in this section, and on the other
hand it is in the basis of new vehicle detection, as it is one of the methods explained
in Chapter 3 for hypothesis generation.

The result of the aforementioned method is a set of pixel-wise probabilities of vehicle
presence, P (XV |zx), where zx is the measurement for pixel x (see Section 2.4.1). We
shall rename the measurement and the associated likelihood as zr

x and P (XV |zr
x) in

order to make explicit the fact that it relates to the observation in the rectified domain
(this is convenient to distinguish it from the other sources of observation). Naturally,
in the second level, and in order to know the likelihood of the current object state
candidate, we must evaluate the region around the vehicle position given by si,k =
(xi,k, yi,k). The vehicle position has been defined as the midpoint of its lower edge
(i.e., the segment delimiting the transition from road to vehicle). This is illustrated
in Fig. 4.5 (d) for the examples referred in Fig. 2.2 (a) and (d) in Chapter 2. The
likelihood is defined according to three measurements around this position. First, we



147 4.5 Tracking based on particle filtering

expect that in the neighborhood above si,k, pixels display high probability to belong
to the vehicle class, P (XV |zx), while the neighborhood below si,k should involve low
vehicle probabilities if the candidate state is good. Second, as the position is defined in
the central axis of the blob associated to the vehicle, the regions to the left and to the
right of the vehicle position should have similar probabilities. Third, we shall impose
that a proportion of the pixels in the neighborhood of the hypothesized position, si,k,
be actually classified as vehicles (i.e., P (XV |zx) > 0.5), which supports the presence of
the vehicle in si,k. Therefore, the likelihood of the state si,k is defined as

pr(zi,k|si,k) = 1
Kr

⎡
⎣
⎛
⎝ ∑

x∈Ra

P (XV |zr
x) − ∑

x∈Rb

P (XV |zr
x)

⎞
⎠

− α

∣∣∣∣∣∣
∑

x∈Rl

P (XV |zr
x) − ∑

x∈Rr

P (XV |zr
x)

∣∣∣∣∣∣ (4.39)

+ β min
(∑

x∈R

A(x), wh

2

)]

where Kr is a normalizing constant, Ra and Rb are the regions of size w × h/2 above
and below si,k, respectively, Rl and Rr are the regions of size w/2 × h to the left and
to the right of si,k, and

A(x) =
⎧⎨
⎩1, if P (XV |zr

x) > 0.5
0, if P (XV |zr

x) ≤ 0.5
(4.40)

Regions Ra, Rb, Rl, and Rr are illustrated in Fig. 4.6 (a). More formally, it is

R1 = {xi,k − w/2 ≤ x < xi,k; yi,k − h/2 ≤ y < yi,k}
R2 = {xi,k < x ≤ xi,k + w/2; yi,k − h/2 ≤ y < yi,k}
R3 = {xi,k − w/2 ≤ x < xi,k; yi,k < y ≤ yi,k + h/2}
R4 = {xi,k < x ≤ xi,k + w/2; yi,k < y ≤ yi,k + h/2}

Ra = R1 ∪ R2

Rb = R3 ∪ R4

Rl = R1 ∪ R3

Rr = R2 ∪ R4

R = R1 ∪ R2 ∪ R3 ∪ R4

The likelihood defined as in (4.39) can be understood by considering the support pro-
vided for a set of cases. Fig. 4.6 (b) depicts a synthetically generated typical result of
the pixel-wise classification method. It simulates a rectified view of a road with two
vehicles, one to the left and one to the right of the observer. The result has been bi-
narized for better visual interpretation: white pixels indicate P (XV |zr

x) = 1, and black
pixels P (XV |zr

x) = 0. The likelihood is evaluated for a set of hypothesized positions
of the vehicles. The regions R in the neighborhood of these states are signaled with
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green stroke rectangles, split in four subregions as in Fig. 4.6 (a). The different can-
didate states are numbered in the image, and their corresponding likelihood evaluated
according to (4.39) are:

(1) pr(zi,k|si,k) = 1
Kr

[(wh/2 − 0) − α |wh/4 − wh/4| + β(wh/2)]

= 1
Kr

[wh/2 + β(wh/2)] = L1

(2) pr(zi,k|si,k) = 1
Kr

[(0 − wh/2) − α |wh/4 − wh/4| + β(wh/2)]

= 1
Kr

[−wh/2 + β(wh/2)] = L2

(3) pr(zi,k|si,k) = 1
Kr

[(wh/2 − wh/2) − α |wh/2 − wh/2| + β(wh/2)]

= 1
Kr

[β(wh/2)] = L3

(4) pr(zi,k|si,k) = 1
Kr

[(0 − 0) − α |0 − 0| + 0β]

= 1
Kr

0 = L4

(5) pr(zi,k|si,k) = 1
Kr

[(3wh/8 − wh/8) − α |3wh/8 − wh/8| + β(wh/2)]

= 1
Kr

[wh/4 − α(wh/4) + β(wh/2)] = L5

(6) pr(zi,k|si,k) = 1
Kr

[(wh/8 − 3wh/8) − α |3wh/8 − wh/8| + β(wh/2)]

= 1
Kr

[−(wh/4) − α(wh/4) + β(wh/2)] = L6

(7) pr(zi,k|si,k) = 1
Kr

[(wh/4 − wh/4) − α |wh/2 − 0| + β(wh/2)]

= 1
Kr

[−α(wh/2) + β(wh/2)] = L7

(8) pr(zi,k|si,k) = 1
Kr

[(wh/4 − 0) − α |wh/4 − 0| + β(wh/2)]

= 1
Kr

[wh/4 − α(wh/4) + β(wh/2)] = L8

Naturally, the maximum likelihood is obtained for case (1), in which the state is fully
supported by the measurement. Next, the states (5) and (8) and (3) are the nearest
states to the current measurement (see Fig. 4.6 (b)). These should entail a similar
likelihood, which ought to be smaller than that of (1) so that drifts in the estimate
are bound at the sides and upper part of the vehicle. In particular, by equating these
likelihoods the value α is inferred:
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(a) (b) (c) (d)

Figure 4.5.: Summary of the pixel-wise classification method. From left to right,
the images correspond to: (a) original image, (b) rectified view of (a); (c) pixel-wise
segmentation corresponding to pavement (light gray), lane markings (white), vehicles
(dark gray) and unidentified elements (black); (d) binarized classification considering
only vehicles (white). The position of the vehicles is given by the mid-lower point of
their associated blobs, as shown in (d).

(a) (b)

Figure 4.6.: Evaluation of pr(zi,k|si,k). In (a) an illustration of the regions involved in
pr(zi,k|si,k) computation is shown; in (b) a typical pixel-wise classification result (bi-
narized) is illustrated, and several state hypotheses are drawn with their associated
regions.
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L3 = L5 = L8 =⇒ β(wh/2) = wh/4 − α(wh/4) + β(wh/2) =⇒ α = 1 (4.41)

In addition, the value β is a design parameter that controls the likelihood decay when
moving away from the ideal state. In particular, we select it so that the likelihood
decays gradually from pr(zi,k|si,k) = 1 to pr(zi,k|si,k) = 2/3 when moving from (1) to
(3), (5) or (8), further falls to pr(zi,k|si,k) = 1/3 for the states (2), (6), and (7), which
are still within the vehicle bounds, and finally it is pr(zi,k|si,k) = 0 for (4), i.e., when
no trace of measurement is observed in the neighborhood. Therefore, it is

L3 = L5 = L8 =
2
3L1 =⇒ β(wh/2) = 2

3 [wh/2 + β(wh/2)] =⇒ β = 2 (4.42)

This selection of β results in L2 = L6 = L7 = 1
Kr
(wh/2) = L1

3 , thus fulfilling the
sought gradual decay. Finally, the likelihood must be in the interval [0, 1], therefore
the constant Kr is derived as follows:

L1 =
1

Kr

[wh/2 + β(wh/2)] = 3wh

2Kr

= 1 =⇒ Kr =
3wh

2 (4.43)

4.5.4.2. Geometry/motion model

The second source of information for the definition of the likelihood model is geometry
analysis. In particular, two-view geometry fundamentals are used to relate the previous
and current views of the scene. For this purpose, the image homography-based image
alignment method explained in Section 2.5.3 is used. Namely, the homography of the
road plane is estimated between these two points in time. This allows us to generate
a prediction of the road plane appearance in future instants. The regions involving
motion are identified through image alignment of the current image and the previous
image warped with the homography. These regions will correspond to vehicles with
high probability.
The reason for image alignment is that all elements in the road plane (except for the
points of the vehicle that belong to this plane) are static, and thus their actual position
matches that projected by the homography. In contrast, vehicles are moving, hence
their positions in the road plane at time k significantly differ from those projected by
the homography, which assumes they are static. Therefore, the differences between the
image at time k and the image at time k − 1 warped with the current homography
estimate, He

k, shall be null for all the elements of the road plane except for the contact
zones of the vehicles with the road. The regions of differences will be broader when
the velocity of the vehicles is high. Fig. 4.7 illustrates the complete image alignment
process. In Fig. 4.7 (a) and (b), the snapshots of a sequence at times k − 1 and k
are displayed, respectively. In Fig. 4.7 (c), the image in (a) warped with He

k is shown.
Observe that this is very similar in the road region to the actual image at time k.
Fig. 4.7 (d) illustrates the difference between the current image -Fig. 4.7 (b)- and
the previous image warped -Fig. 4.7 (c)- for the example. As can be observed, white
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(a) (b) (c) (d) (e)

Figure 4.7.: Example of image alignment. Image (a) and (b) correspond to times
k − 1 and k, respectively, of the video sequence; (c) is the image at k − 1 warped
with He

k; (d) is the difference between aligned images, i.e., (b) and (c); and (e) is
the corresponding image of differences in the rectified domain. Both (d) and (e)
have been binarized for better visualization: white regions correspond to areas of
difference between aligned images, which usually correspond to the regions below
the lower edge of vehicles.

pixels -indicating significant difference- appear in the areas of motion of the vehicles
in the road. The transformation of the elements outside the road is naturally not well-
represented by He

k (this is the homography of the road plane) and thus random regions
of strong differences arise in the background, which are considered clutter.

The pixel-wise difference between the current image and the previous image warped
provides information on the likelihood of the current vehicle candidate state, si,k. Anal-
ogously to rectified domain appearance-based likelihood modeling, the region around
the vehicle position indicated by si,k is evaluated in order to derive its likelihood. The
processing is also shifted to the rectified domain using the transformation T defined in
Section 2.3, as this allows to define uniform equal-size regions for likelihood evaluation
in all the image. The possibility of motion in a given pixel is linked to the observation
of differences in the the aligned images at that position rather than to the magnitude
of the difference (which depends for instance in the brightness of the vehicle and the
road). Therefore, the resulting image in the rectified domain is thresholded and a map
of binary motion probabilities is obtained, as illustrated in Fig. 4.7 (e) for the previ-
ous example. The map of probabilities is denoted P (Xm|zm

x ), where zm
x indicates the

motion-related observation, and Xm denotes the event of motion in a pixel.

From the above discussion, note that the regions of differences in the aligned images
are expected between the current vehicle position and the position that it would oc-
cupy if it were static (which is always closer to the camera). Therefore, conversely to
the rectified domain appearance-based modeling, we expect that in the neighborhood
below the current vehicle position, si,k, pixels have P (Xm|zm

x ) = 1, whereas the neigh-
borhood above it should involve null probabilities of motion, as shown in the synthetic
illustration in Fig. 4.8. Hence, analogously to equation (4.39), the likelihood of the
current vehicle state si,k regarding the motion analysis is defined as



Vehicle Tracking 152

pm(zi,k|si,k) = 1
Km

⎡
⎣
⎛
⎝ ∑

x∈Rb

P (Xm|zm
x ) − ∑

x∈Ra

P (Xm|zm
x )

⎞
⎠

− γ

∣∣∣∣∣∣
∑

x∈Rl

P (Xm|zm
x ) − ∑

x∈Rr

P (Xm|zm
x )

∣∣∣∣∣∣ (4.44)

+ ρmin
(∑

x∈R

P (Xm|zm
x ),

wh

2

)]

where the regions Ra, Rb, Rl, Rr and R are those defined in Section 4.5.4.1, and the
subscript m in the likelihood denotes that it refers to motion observation. The last term
in (4.44) counts the number of pixels supporting vehicle presence in the neighborhood.
As in Section 4.5.4.1, the definition of the likelihood in (4.44) is also evaluated for a set
of representative cases. Fig. 4.8 illustrates an ideal motion probability map displaying
the regions of high differences underneath three vehicles. The likelihoods obtained for
the different state candidates according to (4.44) are the following:

(1) pr(zi,k|si,k) = 1
Km

[(wh/2 − 0) − γ |wh/4 − wh/4| + ρ(wh/2)]

= 1
Km

[wh/2 + ρ(wh/2)] = L1

(2) pr(zi,k|si,k) = 1
Km

[(wh/2 − wh/2) − γ |wh/2 − wh/2| + ρ(wh/2)]

= 1
Km

[ρ(wh/2)] = L2

(3) pr(zi,k|si,k) = 1
Km

[(wh/4 − wh/4) − γ |wh/2 − 0| + ρ(wh/2)]

= 1
Km

[−γwh/2 + ρ(wh/2)] = L3

(4) pr(zi,k|si,k) = 1
Km

[(wh/4 − wh/4) − γ |0 − wh/2| + ρ(wh/2)]

= 1
Km

[−γwh/2 + ρ(wh/2)] = L4

(5) pr(zi,k|si,k) = 1
Km

[(0 − wh/2) − γ |wh/4 − wh/4| + ρ(wh/2)]

= 1
Km

[−wh/2 + ρ(wh/2)] = L5

(6) pr(zi,k|si,k) = 1
Km

[(0 − 0) − γ |0 − 0| + 0ρ] = 0 = L6

The maximum likelihood is naturally obtained for (1). In turn, the likelihood gradually
decreases as the state drifts within the region of differences (as in (2)), and falls further
in (3), (4), (5), which indicate the right, left and lower bounds of the positive likelihood
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Figure 4.8.: Evaluation of pm(zi,k|si,k) for several states associated to three vehicles
in an motion probability map resulting from image alignment through homography
and transformation to the rectified domain.

region. The same decrease rate as in Section 4.5.4.1 is selected, i.e., L2 = 2
3L1,and

L3 = L4 = L5 = 1
3L1, which yield

L2 =
2
3L1 =⇒ ρ(wh/2) = 2

3 [wh/2 + ρ(wh/2)] =⇒ ρ = 2 (4.45)

In addition, the value must be equal in the boundaries (3), (4) and (5), therefore

L3 = L4 = L5 =⇒ −γwh/2 + ρ(wh/2) = −wh/2 + ρ(wh/2) =⇒ γ = 1 (4.46)

Finally, the constant Km ensures that the likelihood is in the interval [0, 1] and is thus
given by

Km = 3wh

2 (4.47)

4.5.4.3. Vehicle observation model in the original domain

Visual tracking has traditionally relied on the comparison between a reference object
model and candidate object measurements. In particular, histograms have proven
to be a powerful representation for the image data in a region, thus they have been
extensively used for region-based tracking (e.g., Comaniciu et al., 2003; Zivkovic et al.,
2009; She et al., 2004). Histograms are also adopted in this work for definition of the
vehicle observation model in the original domain.
Formally, given a discrete function f : x → v, where x ∈ X and v ∈ V , a histogram
of f counts the number of occurrences in the range of f . Hence, a histogram is itself
another function hf : v → n, n ∈ Z

∗, where Z∗ denotes the set of non-negative integers,
and hf (v) is the number of elements x ∈ X such that f(x) = v. More intuitively, the
function f maps x into a set of disjoint categories, known as bins, and the histogram
counts the number of observations of x within each bin.
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(a) (b) (c) (d)

Figure 4.9.: Examples of candidate state representation through color histograms:
histograms in (c) and (d) represent the areas contained in bounding boxes in (a) and
(b), respectively. Only the red channel is considered for easier visualization.

In particular, a color histogram in the RGB space is used in this work, as it is possibly
the most popular representation form of objects for tracking. Following the notation
of (Comaniciu et al., 2003), the histogram representation of the reference and the
candidate vehicle is denoted q̂ and p̂ :

q̂ = {q̂u}u=1,...,m

m∑
u=1

q̂u = 1 (4.48)

p̂(s) = {p̂u(s)}u=1,...,m

m∑
u=1

p̂u(s) = 1 (4.49)

where u is the index of each histogram bin and s explicitly denotes that a different
histogram representation is obtained for each candidate state of a vehicle. The number
of bins is limited to m = 83 (3 bins per channel), which is a common choice to satisfy
the low-computational cost imposed by real-time processing (e.g. Scharcanski et al.,
2011). The reference model q̂ is built in the region associated to the first detection
of each vehicle. In turn, the histogram associated to each candidate state of a given
vehicle at time k, si,k, is extracted in the rectangle defined by the position (xi,k, yi,k)
indicated by the state, which constitutes the mid-lower point, and the dimensions
predicted for the vehicle at that time step, (w−

i,k, h−
i,k). For instance, Fig. 4.9 illustrates

the initial detection of a vehicle at time k0, the rectangle associated to a candidate state
at time k0 + 25, and their corresponding histograms (only the red channel is shown
for visualization clarity). Observe that the histograms are fairly similar, although
some variation occurs due to different vehicle lighting conditions and changes in the
background included in the bounding box.
The color description is more reliable in the center of the histogram region than in
the outermost pixels, as these usually pertain to the background. In addition, the
similarity between the raw histograms can have large variations for adjacent locations
(Comaniciu et al., 2003), which may result in particle drifts in MCMC or importance
sampling. These effects are compensated for by introducing a regularizing kernel,
k(·), in the spatial domain, which assigns lower weights to pixels further from the
center. If the function associating a bin index to each to pixel x = (x, y) is called
b : (x, y) → {1, . . . , m}, the value of each histogram bin in the reference object model
is
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q̂u = Cq

w0/2∑
x=−w0/2

h0/2∑
y=−h0/2

k(x, y, w0, h0)δ [b(x, y) − u] (4.50)

where (x, y) indicate the relative pixel location within the region with respect to
the center, w0 and h0 are width and height of the initially detected region, and δ
is the Kronecker delta function. The constant factor Cq normalizes the histogram, i.e.,∑m

u=1 q̂u = 1, so that comparison between histograms is possible. Note that the kernel
function, k(·), depends not only on the pixel locations but also on the dimensions of
the region. This eliminates the influence of the candidate region size. The kernel is
chosen to be composed of independent Gaussian functions in the x− and y− axes:

k(x, y, w, h) = kx(x, w)ky(y, h) (4.51)

kx(x, w) = exp
(

−(2x/w)2

2σ2
x

)
(4.52)

ky(y, h) = exp
(

−(2y/h)2

2σ2
y

)
(4.53)

The design parameters are selected in such a way that the weights of the pixels decrease
to 0.5 at the limit of the region in each axis. It is −w/2 ≤ x ≤ w/2, therefore we have

kx(−w/2, w) = kx(w/2, w) = 1
2kx(0, w) (4.54)

exp
(

− 1
2σ2

x

)
= 1

2 =⇒ σ2
x = 1/2 ln 2 (4.55)

Analogously, it is σ2
y = 1/2 ln 2. The vehicle candidates are represented in a similar

manner:

p̂u(s) = Cp

ws/2∑
xs=−ws/2

hs/2∑
ys=−hs/2

k(xs, ys, ws, hs)δ [b(xs, ys) − u] (4.56)

where (xs, ys) are the pixel locations of the region associated to state s, and (ws, hs)
denote its dimensions.
The likelihood of the candidate state, s, is computed according to the similarity between
its associated histogram, p̂(s), and the reference model, q̂. The similarity between his-
tograms is conveniently measured by the Bhattacharyya coefficient, which is commonly
used for comparison between two discrete distributions (e.g., Comaniciu et al., 2003).
The Bhattacharyya coefficient is measured as

ρ(s) ≡ ρ [p̂(s), q̂] =
m∑

u=1

√
p̂u(s)q̂u (4.57)



Vehicle Tracking 156

(a) (b) (c) (d)

Figure 4.10.: Color histogram variation along time. The reference vehicle image at
time k0 is shown in (a). Images in (b) and (c) represent the states at times k0 + 150
and k0+250, respectively. In (d), the evolution of the distance d(s) (computed from
the Bhattacharyya coefficient) in time is depicted.

This coefficient allows to define a distance d(s) =
√
1 − ρ [p̂(s), q̂]. This distance

has a metric structure, as proven in (Comaniciu et al., 2003), and is in the interval
0 ≤ d(s) ≤ 1. Therefore, it gives a measure of the confidence that state s is the actual
state of the tracked vehicle according to color observation. Therefore, if we track a
vehicle i, and at time k we have a candidate state si,k, then it is straightforward to
compute its likelihood as

pa(zi,k|si,k) = d(si,k) =
√
1 − ρ [p̂(si,k), q̂i] (4.58)

where q̂i is the reference model of vehicle i inferred from its initial detection, and the
subscript a indicates that this likelihood relates to ’appearance’ analysis in the original
domain.

One of the main drawbacks of region-based tracking approaches based on comparison
with an initial reference model is that the illumination conditions change dynamically.
When applied to vehicle tracking this implies that the representation of the vehicles
might change since it enters the scene until it abandons it. In addition, the intensity
captured by the sensor also varies depending on the distance to the objects. Specifi-
cally, in the application of interest, vehicles tend to move from the close range to the
far range or vice versa, therefore the initial and final representation of the vehicles
might be significantly different. This is illustrated in Fig. 4.10. Namely, a vehicle is
tracked with a MCMC method solely based on the observation model in (4.58). At
each time step, the distance d(s) between the initial representation and the represen-
tation associated to the estimate delivered by MCMC is measured. The evolution of
the distance in time is shown in Fig. 4.10 (d). Observe that the distance gradually
increases in time, especially as it comes very close to the camera, thus the reliability
of the provided likelihood decreases. Additionally, updating the reference model with
the representation obtained for the current estimate is too dangerous, as it may lead
to a positive feedback loop, in which erroneous estimates update the vehicle represen-
tation, which in turn supports subsequent erroneous candidates, eventually producing
undesirable drifts and instability.
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4.5.4.4. Fusion of observation models

The proposed observation model fuses the observation from the three sources referred
in the previous section, i.e., appearance in the rectified domain, geometry/motion
analysis, and appearance in the original domain using color histograms. The joint
likelihood of a candidate state si,k is thus defined as a mixture of likelihoods:

p(zi,k|si,k) = wrpr(zi,k|si,k) + wmpm(zi,k|si,k) + wapa(zi,k|si,k) (4.59)

Note that, although the product of likelihoods could have been used instead, the mean
is preferred in order to avoid that the calculation be biased by likelihood values that are
too small. The weights of each likelihood model are derived according to the reliability
of the sources. This is articulated in the form of confidence measures. In a way, each of
the methods performs a self-assessment so that their contribution to the final likelihood
of proposed state can be weighted, as explained below.
Another important advantage of the data fusion is that the reference model for color
histogram based tracking is eligible to be updated. Indeed, even in the case that an
inaccurate estimate is produced and the reference model is updated to encompass a
non-vehicle region, a new erroneous candidate supported by this model will not be
accepted unless also supported by the other sources. Therefore, it is safe to refresh the
reference model, which is instantaneously updated at time k as

q̂ = 1
P

P −1∑
k′=0

p̂(ŝk−k′−Δk) (4.60)

where ŝk is the estimate provided for the vehicle state at time k (see Section 4.5.6). That
is, the updated reference model for a vehicle averages the P last histograms associated
to the estimated vehicle positions. An additional offset Δk is considered in (4.60) in
order to prevent the reference model from being misled by a series of consecutive wrong
estimates. For the current implementation, the number of averaged histograms has
been set to P = 10, and the offset to k = 30. The advantage of updating the reference
model is illustrated in Fig. 4.11 on the same example of Fig. 4.10. In particular,
the evolution of distance d(s) with respect to the updated observation model is shown
in Fig. 4.11 (d). In contrast to the fixed reference model, in this case the distance
is reduced along time, as the reference model is dynamically updated to capture the
varying appearance of the vehicle. Naturally, the reference model is not updated if
the state estimates moves to regions of pr(zi,k|si,k) = pm(zi,k|si,k) = 0, as under these
conditions tracking only relies on pa(zi,k|si,k).
The confidence measures are defined as follows:

• Appearance-based model in the rectified domain. The reliability of the
likelihood defined in (4.39) depends to a great extent on the classification method
explained in Section 2.4.1. Recall that this method classifies the image pixels into
any of the three considered classes (vehicle, pavement, lane marking) or decides
that it is none of them if their posterior probabilities are too low. This is referred
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(a) (b) (c) (d)

Figure 4.11.: Updating of color histogram representation along time. The reference
vehicle image at time k0 is shown in (a). Analogously to Fig. 4.10, images in (b) and
(c) represent the states at times k0 +150 and k0 +250. Observe that in this case the
boxes adapt better the vehicle contour thanks to the fused observation model. In
(d), the evolution of the distance d(s) with respect to the updated reference model
in time is illustrated.

to as the unidentified class of pixels. A significant proportion of unidentified
pixels in the image suggests that there may be some perturbing element in the
scene, which might affect the posterior processing stages, or that the parameters
estimated for the different modes are not appropriately adjusted. In any case,
the reliability of the method decreases as this proportion increases, therefore the
confidence measure is defined as

Fr = 1 − (2Nu/Np)2 (4.61)

where Nu is the number of pixels classified as unidentified, and Np is the total
number of pixels in the image.

• Motion-based model. This model is grounded on the homography estimation
framework described in Section 2.5.2. Although the method has a predictive
nature, implying that it can perform for long stretches in the absence of new
measurements, the accuracy of the estimated homography decays. Therefore,
we keep a counter of the number of frames before the homography is updated
with a new measurements (let us denote it c), and decrease the confidence on the
likelihood in (4.44) as this counter increases. In particular, the confidence of the
motion-based model is designed as logistic function:

Fm = 1 − 0.5
1 + exp(−(c/3 − c0))

(4.62)

The offset c0 = 6 ensures that there is initial stretch for which the confidence is
practically 1. Then, it starts to fall linearly, and it is finally reduced to roughly
0.5 if the counter continues increasing. The function is illustrated in Fig. 4.12 (a).

• Appearance-based model in the original domain. The confidence measure
is defined analogously. Namely, tracking loses reliability as the object stays in
the scene due to changes in illumination and in the sensor response. Although
the reference model is updated as in (4.60), the model might be degraded due
to inaccuracies in the vehicle position estimates. Therefore, a counter n is kept
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(a) (b)

Figure 4.12.: Graphical representation of confidence measures for (a) motion-based
observation model, and (b) appearance-based observation model in the original do-
main.

that controls the number of frames for which the vehicle has been observed in the
image sequence. The confidence measure is also designed with a logistic function:

Fa = 1 − 0.5
1 + exp(−(n/5 − n0))

(4.63)

where n0 = 6. This is illustrated in Fig. 4.12 (b). Observe that this function
has a smaller decreasing slope than (4.62), as in this case the reference model is
being updated, therefore the loss of confidence is weaker.

Finally, the weights of the mixture model in (4.59) adopt the confidence measures
defined above. The normalized weights are thus

wr =
Fr

Fr + Fm + Fa

, wm = Fm

Fr + Fm + Fa

, wa =
Fa

Fr + Fm + Fa

(4.64)

4.5.5. Vehicle entry and exit management

Up to this point, the method for vehicle tracking has been explained. However, in
normal driving situations it is natural that vehicles come in and out of the field of view
of the camera throughout the sequence of images. While management of outgoing
vehicles is fairly straightforward (the track simply exceeds the limits of the image), a
method for incoming vehicles must be designed. The method proposed in this work
follows a two-step approach. In the first stage, hypotheses for vehicle positions are
made using methods explained in Chapter 2. In the second, they are verified according
to the features methods explained in Chapter 3.
When a new vehicle is detected at time k, its integration into the tracking framework
is immediate. Namely, all the particles, {s(r)

k }N
r=1, which encompass the joint state of

all the M existing objects, are extended to include a new object, which initially adopts
the state indicated by the detection for all particles. The new particles are thus given
by

s(r)
k =

[
s

(r)
1,k, . . . , s

(r)
M,k, sM+1

]
, r = 1, . . . N (4.65)
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where sM+1 denotes the initial position of the newly detected object. From time point
k + 1 onwards, all particles are propagated according to the explained tracking frame-
work, and the number of objects is updated to M ′ = M+1. Analogously, when a vehicle
abandons the scene, the corresponding element of the state vector is eliminated, and
the number of objects is M ′ = M − 1.

4.5.6. Summary of the algorithms

Once the motion and observation models have been defined, the sampling process
introduced in Section 4.5.2 can be summarized as follows. At time k we want to obtain
a set of samples, {s(r)

k }N
r=1, which approximate the posterior distribution of the vehicles

state. In order to obtain those, we make use of the samples obtained at the previous
time step, {s(r)

k−1}N
r=1, and of the dynamic and likelihood models. The steps of the

sampling algorithm at time k differ for SIS and MCMC, and are the following:

SIS-based tracking

1) Move all particles from the previous time step, {s(r)
k−1}N

r=1, using the dynamic model.
For this purpose, each target of a particle must be updated according to p(si,k|si,k−1)
in (4.28), so that a new proposed state is obtained for the particle. The proposed
set is denoted {s∗(r)

k }N
r=1.

2) Assign the corresponding weight w
∗(r)
k to each particle using (4.34) and (4.59).

3) Resample {s∗(r)
k }N

r=1 according to their weights {w
∗(r)
k }N

r=1. This will remove particles
with low weights in order to circumvent particle degeneracy problem. A final set of
particles {s(r)

k }N
r=1 is generated, all of them with equal weight w

(r)
k = 1

N
.

MCMC-based tracking

1) The average of the particles at the previous time step is taken as the initial state of
the Markov chain: s0

k =
∑N

r=1 s(r)
k−1/N .

2) To generate each new sample of the chain, sτ+1
k , an object j is picked randomly

and a new state s′
j,k is proposed for it by sampling from the proposal distribu-

tion, Q(s′
j,k|sτ

j,k) = N (s′
j,k|sτ

j,k, σq). Since the other targets remain unchanged, the
candidate joint state is s′

k = (sτ
\j,k, s′

j,k).
3) The posterior probability estimate of the proposed sample, p(s′

k|z1:k), is computed
according to (4.24), which depends on both the dynamic and the observation models.
The dynamic model, p(sk|sk−1), is given by (4.30), while the observation model for
a vehicle, p(zi,k|si,k), is specified in (4.59).

4) The candidate sample s′
k is accepted with probability A(s′

k, sτ
k) computed as in

(4.25)-(4.26). In the case of acceptance, the new sample of the Markov chain is
sτ+1

k = s′
k, otherwise the previous sample is copied, sτ+1

k = sτ
k.
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5) Only one every L-th samples is retained to avoid excessive correlation, and the first
B samples are discarded, so the final set of particles {s(r)

k }N ′
r=1 is given by

s(r)
k = sB+L(r−1)

k , r = 1, . . . N ′ (4.66)

Finally, both for SIS and MCMC particle filtering, at each time point the vehicle
position estimates, ŝk = {ŝi,k}M

i=1, are inferred as the mean of the final particles s(r)
k :

ŝk =
1
N

N∑
r=1

s(r)
k (4.67)

4.6. Experiments and results

In regard to vehicle tracking, the designed method has been tested in a wide variety of
sequences recorded in Madrid, Brussels and Turin. Test sequences were acquired from
a forward-looking digital video camera installed near the rear-view mirror of a vehicle
driven in highways and main roads. The sequences were recorded in several sessions
with different driving conditions, in terms of illumination, weather, road pavement
color, traffic density, etc. The complete test sequence set amounts to a total of 58:23
minutes with images captured at 25 frames/second.
The above-mentioned test sequences are used to compare the performance of the pro-
posed tracking schemes. The goals of the experiments are as follows. First, we aim
to assess the difference in performance between Kalman filtering and particle filter-
ing frameworks. Second, among particle filtering approaches, we would like to com-
pare the performance of the proposed method with the observation model explained
in the sections above, with respect to the classic particle filtering approach using an
appearance-based observation model. In particular, the gain obtained by the enriched
observation model fusing appearance in the rectified domain, geometry/motion analysis
and appearance in the original domain will be assessed. Finally, we aim to compare the
performance of traditional SIS-based approach with respect to the alternative MCMC
method.
With these goals in mind, the following strategies are implemented and compared:

• KF: Tracking based on Kalman filters as explained in Section 4.4.
• SIS-A: Tracking based on particle filtering using Sequential Importance Sampling

and an observation model based on appearance in the original domain. The
method is analogous to that summarized in Section 4.5.6, only the weights of the
particles are w

(r)
k ∝ ∏M

i=1 pa(zi,k|si,k)
∏

C(r) ψ(x(r)
C ), where the subscript a indicates

that only appearance (in the original domain) is used in the observation model.
• SIS-RM: Tracking based on particle filtering using SIS and an observation model

combining appearance in the rectified domain and motion/geometry analysis.
The observation model is thus

p(zi,k|si,k) = wrpr(zi,k|si,k) + wmpm(zi,k|si,k)
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where wr = Fr/(Fr + Fm) and wm = Fm/(Fr + Fm) .
• SIS-ARM: Tracking based on particle filtering using SIS with the proposed full

observation model. The method is exactly that summarized in Section 4.5.6. The
code ARM is used to imply that the observation model fuses appearance in the
original domain, with appearance in the rectified domain and motion/geometry
analysis, as in (4.59).

• MCMC-A: Tracking based on particle filtering using MCMC Sampling and an
observation model based on appearance in the original domain. Analogously to
SIS-A, the method is similar to the summary under ’MCMC-based tracking’ in
Section 4.5.6, with the following acceptance ratio

A(s′
k, sτ

k) = min (1, a)

a =
pa(zi,k|s′

i,k)
∏

C′ ψ(x′
C)

∑N
r=1

∏M
i=1 p(s′

i,k|s(r)
i,k−1)

pa(zi,k|sτ
i,k)

∏
Cτ ψ(xτ

C)
∑N

r=1
∏M

i=1 p(sτ
i,k|s(r)

i,k−1)

where a denotes the use of vehicle appearance only.
• MCMC-RM: Tracking based on particle filtering with MCMC sampling and

an observation model including appearance in the rectified domain and mo-
tion/geometry analysis, as in SIS-RM.

• MCMC-ARM: Tracking based on particle filtering using MCMC sampling with
the full observation model in (4.59). It is summarized in Section 4.5.6.

All particle filtering based methods use the same dynamic model explained in Sec-
tion 4.5.3. The parameters of the interaction model are wl = 90 and ds = 96. Regard-
ing the observation model, the dimensions of the local window R are set to w = h = 10.
Other design parameters include (σx

m, σy
m) = (4, 5) for SIS, and (σx

m, σy
m) = (10, 15),

σq = (2, 3) for MCMC. Finally, the same number of samples N = 225 is used for both
methods. In MCMC, due to the burn-in and thin-out, which are respectively set to
B = 25 and L = 10, the number of particles propagated in time is N ′ = 20.
To compare methods, the number of tracking failures incurred by each of the methods
on the same test sequences is counted. A tracking failure occurs when the tracker fails
to provide continuous and coherent measures for a given vehicle inside the Region of
Interest (ROI). The ROI is defined to be the scope of the inverse perspective mapped
image, which usually comprises the own and the two adjacent lanes, and extends lon-
gitudinally up to a distance df that depends on the camera calibration. Comparative
results are displayed in Table 4.1.

4.6.1. Kalman filtering vs. particle filtering

As expected, both SIS-based and MCMC approaches outperform KF-based method
with the proposed observation model, even if the appearance information on the original
image is not used: in Table 4.1 KF tracking failures exceed those of SIS-RM, SIS-ARM,
MCMC-RM and MCMC-ARM. This is due to the explained shortcomings of Kalman
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Method Tracking failures Number of frames Time Number of vehicles
KF 117

87786 58:23 270

SIS-A 153
SIS-RM 93
SIS-ARM 78
MCMC-A 133
MCMC-RM 80
MCMC-ARM 43

Table 4.1.: Summary of tracking results.

k0 k0 + 200 k0 + 250 k0 + 340
(a)

k0 k0 + 50 k0 + 250 k0 + 490
(b)

Figure 4.13.: Correct tracking of vehicles for two example sequences with the pro-
posed KF-based approach.

filter when it comes to dealing with challenging scenarios, such as vehicles approaching
each other. In fact, the proposed Kalman filter-based scheme shows good performance
in many of the driving situations featured in the test sequences. This is shown in
Fig. 4.13 for two example sequences including one or multiple vehicles. In Fig. 4.13 (a),
the method first tracks a vehicle coming closer in the middle lane. In the meanwhile,
a vehicle appears in the left lane, which is also tracked until it is in the far distance.
In Fig. 4.13 (b), a vehicle in the middle lane, and a vehicle slowing down in the right
lane are simultaneously tracked. In particular, the method is able to track the rapid
movement of the right vehicle, which changes to the middle lane, as the right lane ends
up in a turning, while at the same time keeping track of vehicles entering the scene in
the left hand side.

However, this method suffers in more complex scenarios. For instance, in Fig. 4.14 (a)
and (b) tracking errors on account of strong shadows and of nearby vehicles are shown.
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For both examples, the sequence of tracked bounding boxes is shown in the upper
row, and the result of the segmentation image (generated as explained in Section 4.4)
is shown in the lower row. In Fig. 4.14 (a) two vehicles are being tracked at time
ko. Suddenly, a shadow is produced due to a crossing road above, which distorts the
segmentation result and misleads the trackers. In particular, first the lower part of
the shadows are detected as part of the vehicle, therefore the estimated position at
time k0 + 33 (in green) is closer to the observer than the real vehicle position. A
few frames later, the shadow produces a large blob in the middle of the image, which
is discarded as potential vehicle due to geometrical constraints. Therefore, since no
measurement is observed, tracking relies on the predicted trajectories of the objects.
In turn, these predict that the vehicles are stopped, as the vehicle motion is equaled to
the shadow motion. The predicted vehicle positions thus get closer and closer to the
camera, and eventually tracking errors are committed. In Fig. 4.14 (b), a vehicle in
the far distance is tracked at time k0. At time k0 +14 another vehicle enters the scope
of the IPM image, but a single blob is detected for the two vehicles, as they are very
close. Since the left vehicle is still closer to the camera, the lowest blob pixel, indicating
the measured position (in green) still belongs to the tracked vehicle. However, since
the right vehicle is moving at a slower pace, the measured position moves to the right
of the blob, and the track smoothly moves from the left vehicle to the right vehicle,
incurring in a tracking error. In Fig. 4.14 (c), The result of MCMC-ARM tracking is
shown for the same sequences: in both cases, the method is able to correctly track the
vehicles despite the challenges posed by the shadow and the nearby vehicles.

4.6.2. Fusion of observation models

As a second goal, we aim at evaluating the gain obtained by introducing the proposed
observation model with respect to a traditional appearance-based observation model.
To begin with, as can be observed in Table 4.1, the RM observation model including
appearance in the rectified domain and motion/geometry information largely outper-
forms the appearance-only approach, regardless of the sampling method used. Indeed,
the appearance-based observation model defined in Section 4.5.4.3 has been designed
to be quite simplistic so that the real-time requirements can be met. The truth is that
using more complex vehicle appearance models in the original image (not to mention
multiple cue approaches) results in a prohibitive computational cost. In fact, even if
using only a color histogram-based model, the processing time of the tracking stage
is increased in more than six times, as shown in Section 4.6.3. This reinforces our
thesis that a fusion-based approach which exploits all available information is needed
to achieve real-time operation.

As stated, RM observation model not only reduces the computational cost dramatically
(see Section 4.6.3), but also significantly improves the results of the appearance-based
method: the number of tracking failures is reduced in about 20 − 30% with respect
to KF and 40 − 50% with respect to the appearance-only approach. This is largely
due to the combination of two different sources of information (appearance in IPM
and motion) for the definition of the observation model. Indeed, the combination
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k0 k0 + 33 k0 + 41 k0 + 47
(a)

k0 k0 + 14 k0 + 41 k0 + 45
(b)

k0 k0 + 33 k0 + 41 k0 + 47

k0 k0 + 14 k0 + 41 k0 + 45
(c)

Figure 4.14.: Illustration of errors committed by the proposed KF-based approach:
(a) and (b) show two sequences in which KF method commits error during tracking;
(c) shows the correct tracking process for MCMC-ARM. For (a) and (b), together
with the sequences of tracked bounding boxes, the result of the underlying vehicle
segmentation is shown: regions potentially containing vehicles are painted in white,
the measured position is painted in green, and the predicted position and width are
painted in red.
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(a1) (a2) (a3) (a4) (a5)

(b1) (b2) (b3) (b4) (b5)

(c1) (c2) (c3) (c4) (c5)

Figure 4.15.: Illustration of MCMC-RM sampling process for different example im-
ages. From left to right, images correspond to the (1) original image, (2) rectified
domain, (3) IPM appearance-based binarized vehicle probability map, P (XV |zr

x),
(4) motion-based vehicle probability map, P (Xm|zm

x ), and (5) tracking results. The
sampling process is illustrated in images (3) and (4): accepted and rejected parti-
cles are painted in green and red, respectively. Images (2)-(4) are zoomed for better
visualization of the sampling process. Images in (a) illustrate a normal sampling sce-
nario, while images in (b) and (c) show how combined sampling is able to overcome
bad (b) motion-based and (c) IPM-appearance-based measurements.

of information ensures that whenever the two sources are available a robust average
estimate is produced, and allows for the tracking of the objects even if one of the
information sources is unavailable or unreliable. For example, Fig. 4.15 (a) illustrates
the MCMC sampling process for the original image in Fig. 4.15 (a1) whenever the two
types of information are available. In particular, Fig. 4.15 (a2) shows the rectified
domain after IPM application, Fig. 4.15 (a3) corresponds to the IPM appearance-
based pixel-wise classification (in which pixels likely belonging to the lower parts of
vehicles are colored in white as explained in Section 4.5.4.1), and Fig. 4.15 (a4) contains
analogously the pixel-wise motion-based classification as explained in Section 4.5.4.2.

The process of sample generation in the framework of the Markov chain is superimposed
on Fig. 4.15 (a3) and Fig. 4.15 (a4). In particular, the segment between the previous
sample and the proposed sample is colored in green whenever the latter is accepted and
in red if it is rejected. As can be observed, accepted samples concentrate in the area of
high likelihood (i.e. the transition between road and vehicles), while samples diverging
from this area are rejected. The final estimates for vehicles positions are indicated in
Fig. 4.15 (a5) with white segments underlining the vehicle rears.
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Method Tracking failures
Cloudy-Medium Sunny Dusk Rain TOTAL

SIS-RM 16 40 13 24 93
SIS-ARM 15 33 10 20 78
MCMC-RM 9 36 14 21 80
MCMC-ARM 7 17 2 17 43

Number of vehicles 69 102 66 33 270

Table 4.2.: Comparison between RM and ARM broken down by sequence category.

As stated, dual modeling from two sources prevents the method from losing track when-
ever one of the sources is unreliable. This is illustrated in Fig. 4.15 (b) and Fig. 4.15 (c),
where the sampling process is depicted analogously to Fig. 4.15 (a) for the images in
Fig. 4.15 (b1) and Fig. 4.15 (c1). In particular, in Fig. 4.15 (b) the motion-based obser-
vation provides no measurement for the right vehicle (Fig. 4.15 (b4)), however this is
compensated by the correct IPM appearance-based observation, which avoids particle
dispersion. Therefore, the vehicle is correctly tracked as shown in Fig. 4.15 (b5). In
contrast, the particles for the left vehicle overcome an inaccurate initialization and con-
verge to its actual position due to good IPM appearance-based and motion-based obser-
vations. The opposite case is illustrated in Fig. 4.15 (c), in which the IPM appearance-
based model fails to detect the furthest vehicle (see Fig. 4.15 (c3)), whereas the region
of motion is observable in the difference between aligned images in Fig. 4.15 (c4). The
combinations of the two sources results in the correct tracking of the vehicle, as shown
in Fig. 4.15 (c5).
Remarkably, the number of tracking failures is still highly reduced by fusing the RM
model with vehicle appearance information in the observation model. Comparison
between RM observation model and extended ARM model is shown in Table 4.2,
where the result is broken down for different weather and illumination conditions. In
particular, sequences are grouped into four categories:

• medium-cloudy: it comprises all daylight sequences in which there is no direct
sun light. As a result, illumination is relatively homogeneous in the image.

• sunny: it includes daylight sequences in which the sun directly strikes the camera.
This may cause saturation of the sensor, and produces prominent shadows in the
road surface, which complicate scene analysis.

• dusk: it comprises sequences captured at dusk, when the sun starts to set. This
causes a lack of illumination, and the contrast between vehicles and road surface
is hardly visible.

• rainy: rain makes drops appear in the windscreen, which blur the image. In
addition, it also fosters light reflection on the road surface. Only light rain
sequences have been considered: vision-based ADAS cannot cope with heavy
rain, under these conditions other sensors must be resorted to.
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The first category comprises many of the normal driving conditions, whereas ’sunny’
and ’dusk’ constitute a challenge to the vision-system due to the increased complexity.
In turn, rain is the worst-case scenario. Remarkably, from Table 4.2, it can be gathered
that the combination of the three models is especially helpful in complex scenarios: the
performance is highly enhanced for sunny and dusk, while it only slightly improves for
medium-cloudy. Indeed, the reliability of the RM observation model, and particularly
of the IPM-appearance model, decreases in ’sunny’ and ’dusk’ sequences. In partic-
ular, in the former, the sun light causes large variations in the intensity values along
the road surface. As a result, Gaussian modeling of the intensity distribution loses
effectiveness, and the final pixel-wise classification may have errors. Analogously, at
dusk, the illumination is so scarce that the ’vehicle’ and ’pavement’ classes have larger
overlapping.

Under these circumstances, the RM observation model can mislead the sampling pro-
cess and favor particles that drift away from the real vehicle position. This is especially
dangerous in MCMC sampling, as the samples depend on the previous samples (within
the Markov chain), therefore in regions of zero likelihood, where the acceptance or not
of new samples is practically random, a chain of particles drifting away from the correct
state is sometimes created. In contrast, in SIS, all particles are created with random
positions around the predicted state, hence in the case of zero likelihood regions, the
average of the samples tends to remain near the predicted position.

The danger of drift in MCMC is illustrated in Fig. 4.16. At time k0 a vehicle in the
right lane is being tracked; however, in the next frame, there is a significant change
in the IPM position of the car due to camera shaking (compare Fig. 4.16 (c1) and
Fig. 4.16 (c2)), as a result of which the Markov chain is initialized in a zero likelihood
region, both in the IPM-appearance model (Fig. 4.16 (a2)) and in the motion/geometry
model (Fig. 4.16 (b2)). In this situation, the particles in the Markov chain are randomly
accepted or not, therefore the chain drifts away in a random direction, which in this case
occurs in the opposite direction of the actual vehicle position (see Fig. 4.16 (a2) and
Fig. 4.16 (b2)). Hence, the estimated position of the vehicle in IPM (painted in cyan
in Fig. 4.16 (c2)) is wrong, and the final bounding box is inaccurate (Fig. 4.16 (d2)).
Particles keep drifting away in the following frames (columns 3 and 4 of Fig. 4.16), and
the vehicle track is finally lost. SIS-based tracking is illustrated in Fig. 4.17 for the
same sequence. In Fig. 4.17 (b), particles fall in a zero likelihood region, but instead
of drifting away, the mean of the particles stays near the predicted vehicle position.
Eventually particles find the way to non-zero likelihood region and retrieve the actual
vehicle position (see Fig. 4.17 (c4) and (d4)). The drifts in MCMC are highly reduced
by extending the observation model with vehicle appearance information. In Fig. 4.18
the result obtained for the same sequence above is shown when using the full ARM
observation model. Observe that the particle drift is avoided, thus correctly tracking
the vehicle. This justifies the larger increase in performance achieved for MCMC-ARM
than for SIS-ARM (compared to MCMC-RM and SIS-RM), observed in Table 4.2.

Another important source of errors in the RM scheme is the presence of shadows.
Indeed, these play an important role in highways, as they regularly appear due to
bridges, road boards, other crossing roads above, etc. Shadows jeopardize the IPM
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(a1) (a2) (a3) (a4)

(b1) (b2) (b3) (b4)

(c1) (c2) (c3) (c4)

(d1) (d2) (d3) (d4)

Figure 4.16.: Illustration of particle drift with MCMC-RM. From top to bottom,
the rows represent (a) sampling in the IPM-appearance model, (b) sampling in the
motion-geometry model, (c) estimated position (mean of particles) in the IPM do-
main, and (d) estimated bounding box in the original domain. From left to right,
results at instants (1) k0, (2) k0 + 1, (3) k0 + 3, and (4) k0 + 4, are shown. In the
sampling process, accepted and rejected particles are painted with green and red
segments, respectively.
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(a1) (a2) (a3) (a4)

(b1) (b2) (b3) (b4)

(c1) (c2) (c3) (c4)

(d1) (d2) (d3) (d4)
k0 k0 + 1 k0 + 3 k0 + 4

Figure 4.17.: Tracking with SIS-RM for the sequence in Fig. 4.16. The meaning
of the rows and columns is the same as in Fig. 4.16. In this case, particles are
represented as green circles.
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k0 k0 + 1 k0 + 3 k0 + 4

Figure 4.18.: Tracking with MCMC-ARM for the sequence in Fig. 4.16. The first
and second row depict the sampling process, in which particle drifting is prevented
thanks to the fusion of models. The last row shows correct tracking of the vehicle.

pixel-wise classification method: while a Gaussian function likelihood is assumed to
model the road intensity, in reality the road surface contains two modes, corresponding
to the pavement color and the shadow. As a result, the shadow region, or part of it,
is sometimes classified to belong to a vehicle, and the observation model in this area
is affected. Although most of the times this can be overcome by the complementary
geometry/motion based observation likelihood, there might be cases in which this is
insufficient. This is illustrated in Fig. 4.19, in which a tracking error is observed due
to the shadow caused by a bridge. Indeed, the IPM pixel-wise classification method
classifies the shadow region as vehicle, as shown in Fig. 4.19 (a). In this case, the
estimated homography is also not correct, therefore particles adhere to the shadow
during the sampling process, and finally the vehicle is lost. In contrast, when using the
full ARM observation model, the vehicle is correctly tracked, as shown in Fig. 4.20.

4.6.3. SIS vs. MCMC

As a final goal of the evaluation performance, we compare the performance of tracking
based on traditional Sequential Importance Sampling to tracking based on MCMC.
From Table 4.2 it is gathered that the number of errors delivered by SIS-ARM is
significantly larger than that of MCMC-ARM (78 vs. 43 tracking errors). This is
due to the fact that joint hypothesis is an exponentially complex problem in terms
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(a1) (a2) (a3) (a4)

(b1) (b2) (b3) (b4)

(c1) (c2) (c3) (c4)

(d1) (d2) (d3) (d4)

Figure 4.19.: Illustration of a tracking error with MCMC-RM due to a shadow. From
top to bottom, the rows represent (a) sampling in the IPM-appearance model, (b)
sampling in the motion-geometry model, (c) estimated position (mean of particles)
in the IPM domain, and (d) estimated bounding box in the original domain. From
left to right, results at instants (1) k0, (2) k0 + 7, (3) k0 + 19, and (4) k0 + 38, are
shown.
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k0 k0 + 7 k0 + 19 k0 + 38

Figure 4.20.: Tracking with MCMC-ARM for the sequence in Fig. 4.19. The upper
row shows tracking of the vehicle in the original domain, and the lower in the rectified
domain.

of space, and thus also of required computational time. As a result, using the same
computational resources, SIS-based tracking delivers more errors when the number of
vehicles grows. In contrast, the complexity of MCMC particle filter is linear with the
number of objects, since in the absence of interaction it behaves as a set of independent
particle filters.
Indeed, in MCMC, for a given number of objects M , a Markov chain of length C · M
is created, in which the state of each object changes on average C times (in each step
of the chain only one random object is moved). Hence, samples generated from the
chain may comprise a number of possible object state combinations at the order of
CM . In contrast, in SIS-based sampling, particles are independently generated and
each corresponds to a possible state combination, therefore CM particles are necessary
to obtain the same number of combinations as in MCMC. Consequently, since each
particle involves evaluation of the likelihood both for MCMC and SIS, the complexity
of MCMC sampling algorithm is Ω(C · M) whereas that of SIS-based sampling is
Ω(CM). The Big Omega Ω is used here to denote the lower bound, since a number of
lighter additional operations are also involved in the sampling process. In other words,
the complexity of the sampling algorithm grows linearly in the proposed method, while
the traditional SIS grows exponentially. Complexity comparison between methods is
summarized in Table 4.3.
For fair comparison, in the above experiments the same number of particles has been
used for MCMC and SIS, so that they involve roughly the same computational cost.
As expected, MCMC outperforms SIS as it is able to more efficiently handle situations
where several traffic participants. An additional experiment has been performed with
an increased number of particles, N = 1000, for SIS-ARM tracking. The result is
enclosed in Table 4.4, and compared to SIS-ARM and MCMC-ARM with N = 225
particles. As expected, although the computational resources are increased by a factor
of four, thus falling largely behind real-time operation requirement, the result with
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Method SIS-based tracking MCMC-based tracking

Number of vehicles M M
Number of particles CM C · M

Time complexity Ω
(
CM

)
Ω (C · M)

Table 4.3.: Comparison of time complexity between SIS and MCMC-based tracking.

Method Number of particles Tracking failures
Cloudy-Medium Sunny Dusk Rain TOTAL

SIS-ARM 225 15 33 10 20 78
SIS-ARM 1000 13 27 9 18 67

MCMC-ARM 225 7 17 2 17 43
Number of vehicles 69 102 66 33 270

Table 4.4.: Comparison between SIS and MCMC.

SIS-ARM-1000 is only slightly better than SIS-ARM-225, and still far from MCMC-
ARM-225. Indeed, an exponential increase in the number of particles for SIS-ARM is
needed to achieve comparable results with MCMC-ARM, which is not affordable due
to the real-time constraint. If we consider a mean number of M = 2 observed vehicles
per image, traditional sampling would theoretically require approximately (225/2)2 =
12656 particles to achieve a performance similar to that of MCMC.

On the basis of the above analysis, tracking based on MCMC method with an ARM
observation model, that is, combining three models based respectively on appearance
analysis in the original domain, in the rectified domain, and motion/geometry analysis,
is selected, as it is the scheme yielding the best performance. Table 4.5 summarizes
the processing time required by the tracking algorithm (details on the implementation
and the processing system are given in Section 4.7). To compute this time only those
frames in which at least one object is tracked are taken into account, since the aim is to
assess the processing load associated to the different observation models in the tracking
process. As can be observed, the use of vehicle appearance in the observation model
results in a significant increase in the tracking processing time from 5.02 ms to 34.18
ms. As expected, vehicle appearance analysis in the original image is very costly, even
if using a single cue (color histograms) as in the present implementation. In contrast,
the proposed IPM-based and motion-based observation models are fast to compute
(only 5.02 ms per frame) and deliver reasonably good performance. This confirms the
strength of the proposed fusion of models, which is able to combine information of
three different sources by capitalizing on data exchange between modules, so that near
real-time operation can be attained.
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Method Processing Time for Tracking (ms)

MCMC-RM-225 5.02
MCMC-ARM-225 34.18

Table 4.5.: Processing time for tracking.

4.7. Performance of the vehicle detection and tracking
approach

In the previous section the performance of the tracking methods presented throughout
this chapter has been compared. Analogously, the performance of the proposed ve-
hicle hypothesis generation and hypothesis verification methods has been analyzed in
Chapters 2 and 3. The aforementioned analysis confirms the strength of the methods
proposed for the independent tasks and allows to select the best strategies for each of
them.
Naturally, the last step is to evaluate the performance of the complete vehicle detection
and tracking approach proposed in this thesis. The different blocks are assembled as
shown in Fig. 1.4. Namely, this involves the use of the two methods presented in
Chapter 2 for hypothesis generation, based respectively on appearance and motion
analysis, of the classifier ensemble presented in Section 3.5 for hypothesis verification,
and of MCMC-based tracking with the dynamic and observation models explained in
this chapter.
The performance of the complete system is measured in terms of the number of frames
in which a vehicle is correctly detected during its lifetime within the Region of Interest
(ROI), which is given by the bounds of the IPM-rectified image. A vehicle is considered
detectable when the lower edge of its rear is completely within the ROI. In addition,
if there is a vehicle (partially or totally) occluding others, only the occluding vehicle
is considered as detectable. A vehicle is considered to be correctly detected when its
estimated position is similar to its actual position observed through visual inspection.
Let us denote LTv the lifetime of a vehicle as defined above in terms of number of
frames, and CFv the number of frames in which the vehicles is detected. Then the
correct detection rate of the vehicle is defined as CDRv = CFv/LTv × 100 (%). In
order to derive the average detection rate of the system for all the vehicles, CDR, the
previous figures are added for all the vehicles in the test sequence set. The performance
of the system measured in these terms is summarized in Table 4.6, where the rates are
also broken down according to illumination conditions.
As can be observed, the performance is above 95% when it is cloudy or the illumination
is medium, which comprises most of the typical driving conditions. Remarkably, the
performance is also very good for challenging situations involving strong sun, dusk
and light rain. Indeed, the average detection rate on the whole test sequence set,
which is composed mostly of challenging sequences (they involve more than 75% of
the time), is still above 90%. Some missed detections are related to the intrinsic
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Cloudy-Medium Sunny Dusk Rain TOTAL
Sum of vehicle lifetimes (LT) 19014 28272 16736 21378 85400
Number of correct frames (CF) 18133 24633 15673 18547 76986
Correct detection rate (CDR) 95.37% 87.13% 93.65% 86.78% 90.15%
Table 4.6.: Performance of the proposed vehicle detection and tracking approach.

Computational cost Appearance Motion HG and HV Tracking Other TOTAL fpsanalysis in IPM analysis operations
Processing time (ms) 37.96 11.01 24.67 26.12 2.32 102.08 9.80Processing load (%) 37.18% 10.79% 24.16% 25.59% 2.28% 100%

Table 4.7.: Processing times of the different tasks.

limitations of the bird’s-eye view given by the IPM: for instance, inaccuracies in the
domain transformation matrix result in errors, especially in the upper part of the IPM-
rectified image. Other missed detections are produced by small latency in vehicles first
detection, and due to tracking failures, which naturally involve a number of missed
frames before the vehicles can be detected again.
The computational cost of the different processing blocks of the method is summa-
rized in Table 4.7. Experiments have been performed on a general purpose PC with
an Intel(R) Core(TM) i5 processor running at 2.67 GHz. Implementation is done in
C++. As can be observed, the IPM generation and appearance analysis in the rectified
domain is the most costly module as it is in the basis of the hypothesis generation for
vehicle detection and of the observation model for tracking. Most remarkably, the ve-
hicle tracking algorithm consumes only 25% of the processing time with the full ARM
observation model thanks to the efficient MCMC sampling. The global processing rate
is 9.80 frames/second with the ARM model, which increases to 12.73 frames/second
when using the RM model.

4.8. Conclusions

In this chapter two strategies for vehicle tracking have been presented. The first strat-
egy is based on the continuous detection of vehicles in independent frames, which are
correlated by means of Kalman filters. The method has been shown to correctly track
vehicles in many driving situations. One of the key aspects to the good performance
of the method is the definition of the dynamic model in the rectified domain. Indeed,
most of the methods in the literature use random walk or constant-velocity models
in the original perspective domain, which is intrinsically non-linear, thus resulting in
inaccurate motion prediction. In contrast, the proposed method makes use of the IPM-
rectified domain, where a constant-velocity approximation holds, therefore taking full
advantage of the linearity enforced by the Kalman filter.
Nevertheless, aside from the system linearity constraint, which has been successfully
handled, the Kalman filtering approach also encompasses additional restrictions that
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jeopardize the accuracy of the models, especially in complex scenarios. Namely, on the
one hand it requires that a measurement be associated to each object, thus incurring
in the need of data association, which may lead to mismatches. On the other hand,
interaction between objects cannot be accommodated in the models, as Kalman filters
are unimodal and accordingly devoted to track single vehicles.

The second strategy presented in this chapter addresses the above-mentioned short-
comings. Namely, it utilizes the more general particle filters, which provide an ap-
proximation to the optimal Bayesian solution. This approach does not require explicit
detection of objects in each frame. Instead, it utilizes the dynamic model to gener-
ate multiple hypotheses, which are propagated according to their likelihood given the
current observation. In addition, in contrast to Kalman filters, particle filters allow
a joint-state treatment of the objects. Hence, the dynamic model can be enriched
to accommodate interaction among objects. In this thesis this is done on the basis
of pairwise MRFs, which control the relations between neighboring vehicles in a sim-
ple and effective manner. As for the inference method, the traditional importance
sampling scheme has been compared to the alternative MCMC method. The latter
has been shown to scale better as the number of vehicle grows and thus yields better
performance in general.

As regards the observation model, a fusion approach has been presented that combines
information of very different nature, i.e., vehicle appearance, IPM domain analysis,
and motion based on geometry analysis. The strength of the proposed model is proven
by the comprehensive experiments carried out on the test sequence set. Indeed, the
number of tracking errors compared to the use of an appearance-only model is dra-
matically reduced. In fact, the simplified RM model comprising appearance analysis
in the rectified domain and motion/geometry analysis has proven to also outperform
the traditional color histogram based appearance-only model. In particular, the per-
formance of the RM model has been shown to be very reliable in favorable driving
conditions, while its performance only decays in challenging scenarios. This is very
remarkable as the processing cost of the RM model is highly reduced compared to the
appearance-based model.

Most importantly, the fusion of the three sources of information has proven to yield
excellent results, even in challenging situations. Although fusion-based observation
models have already been proposed in the literature for generic object tracking, these
typically rely on the combination of several features relating to the object appearance,
which is unfeasible in driver assistance applications due to the real-time constraint. In
contrast, the use of effective MCMC sampling and the combination between expensive
vehicle models and cost-effective models in the rectified domain make the proposed
method affordable.

The ideas and algorithms presented throughout this chapter are partly covered in the
following publications:

• Arróspide, J., Salgado, L., Nieto, M., 2012. Video analysis based vehicle detec-
tion and tracking using an MCMC sampling framework. EURASIP Journal on
Advances in Signal Processing 2012 (2).
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• Nieto, M., Arróspide, J., Salgado, L., 2011. Road environment modeling using
robust perspective analysis and recursive Bayesian segmentation. Machine Vision
and Applications 22 (6), 927–945.

• Arróspide, J., Salgado, L., Nieto, M., 2010. Multiple object tracking using an
automatic variable-dimension particle filter. In: Proc. IEEE International Con-
ference on Image Processing. pp. 49–52.

• Arróspide, J., Salgado, L., Nieto, M., 2010. Vehicle detection and tracking using
homography-based plane rectification and particle filtering. In: Proc. IEEE
Intelligent Vehicles Symposium. pp. 150–155.

• Arróspide, J., Salgado, L., Nieto, M., Jaureguizar, F., 2009. Real-time vehicle de-
tection and tracking based on perspective and non-perspective space cooperation.
In: Proc. SPIE Real-Time Image and Video Processing. Vol. 7244.

• Arróspide, J., Salgado, L., Nieto, M., Jaureguizar, F., 2008. On-board robust
multiple vehicle detection and tracking using adaptive quality evaluation. In:
Proc. IEEE International Conference on Image Processing. pp. 2008–2011.

• Nieto, M., Arróspide, J., Salgado, L., Jaureguizar, F., 2008. On-board video
based system for robust road modeling. In: Proc. IEEE International Workshop
on Content- Based Multimedia Indexing. pp. 109–116.



5. Conclusions and Future Work

In this chapter, the strategies proposed for vehicle detection and tracking throughout
this thesis are summarized, and the main contributions, results and limitations are
discussed. In addition, future research directions are suggested, which comprise the
extension of the work enclosed in this thesis as well as alternative methods.

5.1. Conclusions

In this thesis, an approach for on-road vehicle detection and tracking with monocular
vision has been presented. In order to confront the inherent complexity of the problem,
especially due to the perspective effect, the intrinsic and extrinsic variation of vehicle
patterns, the camera motion, and the real-time constraint, the approach adopts statis-
tical methods throughout the processing chain. This involves three stages, i.e., vehicle
hypothesis generation, hypothesis verification and vehicle tracking.
In the field of hypothesis generation, two complementary methods have been presented.
The first performs a cooperative appearance analysis in two domains, i.e., the original
perspective domain and a rectified domain in which the perspective of the original
image is inverted to give a top-view of the scene. The latter is beneficial as it allows
for rapid discrimination between vehicles and other scene elements. Coarse estimates
of vehicle locations are obtained by means of a Bayesian classification scheme using a
combination of several features. This allows to avoid exhaustive search in the original
image: this is only analyzed around the coarse vehicle estimates, so that a refined and
complete vehicle description can be obtained.
The second method for hypothesis generation relies on motion compensation using the
road plane homography between consecutive images. In particular, this homography
allows for image alignment and subsequent moving object detection by analyzing the
difference between the current image and the warped previous image. The proposed
method circumvents the need for explicit ego-motion computation and addresses the
limitations of feature-based approaches for homography calculation. In particular, the
planar homography is shown to change smoothly in the road environment, and this
is used to design a statistical homography estimation framework. As a consequence,
even if the instantaneous homography measurements may be wrong or inaccurate, a
stable homography estimate, and consequently image alignment and vehicle detection,
is obtained at each time point.
Between the two methods, the first has proven to be more precise, as most of the
segmented objects actually correspond to vehicles. In contrast, the second method
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produces more false candidates, for instance other elements in the scene that do not
belong to the road plane. However, the latter produces more complete results, as
it is more invariant to the vehicle or scene appearance, and is computationally less
demanding. More importantly, both methods can complement each other, as they rely
on different features, i.e., appearance and motion.

The hypotheses generated are verified using the methods described in Chapter 3.
Specifically, state-of-the-art feature extraction methods are evaluated and new de-
scriptors are proposed taking into account the real-time constraint. Remarkably, a
region-dependent analysis has been proposed in which different descriptors are pro-
posed depending on the relative vehicle pose. The convenience of this approach is
confirmed by the experiments. Among the proposed descriptors, that based on log-
Gabor filter banks has shown to deliver the best results. Indeed, these filters, which
to our knowledge have not been previously used for vehicle detection, are proven to
outperform traditional Gabor filters as they represent more efficiently the frequency
content of images. Regarding the other descriptors, alternatives to classical HOG have
been presented and shown to deliver a good trade-off between computational cost and
performance, and the required dimensionality of PCA is assessed as a function of the
image region. In order to train and test the classifiers, and due to the lack of appropri-
ate public databases, a new database has been generated and shared with the scientific
community.

Additionally, a methodology for the combination of the different features has been pre-
sented. To this end, apart from the features mentioned above, explicit features, which
link to the prior knowledge on the vehicle appearance and thus entail less expensive
descriptors, are also accounted for. Finally, ensembles of classifiers are proposed for
each image region by selecting the classifiers that better complement each other in
terms of performance and diversity. As expected, the log-Gabor based descriptor is
essential in all image regions. More surprisingly, the inclusion of PCA-based descriptor
is also proven to largely enhance the overall performance regardless of the vehicle pose.
In contrast, HOG-based descriptors, which deliver the second-best individual perfor-
mance, are less diverse (i.e., they have higher correlation with log-Gabor) and are thus
found to be essential only for the far range, where they yield the best performance
among all the classifiers. Among explicit features, the symmetry-based descriptor is
proven to add valuable and diverse information even if its individual performance is lim-
ited. In turn, the proposed gradient-based descriptor delivers much better individual
performance but its contribution to the final ensembles is residual.

As regards vehicle tracking, the limitations of traditional schemes based on Kalman
filter have been proven in complex scenarios, such as those featuring vehicle interaction
or shadows. One of the main contributions of the thesis is the proposal of a vehicle
tracking framework based on a Markov chain Monte Carlo (MCMC) method. In this
sense, insight has been given into the design of both the dynamic model and the
observation model in the on-board traffic scenario. In particular, the use of the rectified
domain for the definition of the former allows to adopt a constant-velocity model that
accommodates the smooth vehicle trajectories in highways. In addition, the efficient
MCMC sampling makes the joint-state modeling of multiple objects affordable. This



181 5.2 Future work

allows to handle vehicle interactions in a joint dynamic model.
As for the observation model, a model combining three different likelihood functions has
been proposed. This is only made possible by the maximization of information exchange
between blocks and the definition of cost-effective models. In particular, the traditional
vehicle appearance model based on color histograms is complemented with appearance
observation in the rectified domain and motion observation, both fed from previous
processing stages. The aggregation of three models has proven to boost the performance
of the tracker, while also achieving near real-time operation. Experiments show that
the proposed MCMC-based tracking scheme using the aforementioned dynamic and
observation model largely outperforms tracking based on importance sampling.
In summary, a unified framework has been proposed for vehicle detection and tracking
using a statistical approach and integrating contextual information. Indeed, although
the high-level design of the framework aims to be object-independent, the addition
of contextual information (such as the ground plane constraint or vehicle-specific de-
scriptors) is required at lower level layers as it enhances the overall performance of the
framework.

5.2. Future work

In this section some future directions that arise as a natural extension to the work
presented herein are identified.
First, regarding the generation of vehicle hypotheses, the proposed methods can be
enriched to enhance the precision and reliability of the hypotheses. For instance, the
pixel-wise Bayesian classifier (Section 2.4) can be extended to accommodate additional
features in the rectified domain, such as radially oriented edges, or even in the original
domain, such as color. Additionally, a method that brings appearance and motion
features under the same umbrella could also be explored.
In the field of vehicle verification, alternative descriptors such as Haar-like features
may be evaluated, as they might result in increased performance when fusing them
with the proposed descriptors. On the other hand, in this work linear SVMs have
been used a baseline classifier for feature comparison. Indeed, these are reported in the
literature to yield better generalization than other classifiers such as Neural Networks
and to deliver an overall better performance for vehicle verification. However, no
specific work has been performed in this thesis to tune the classifiers for performance
optimization. Research on the optimal configuration of SVMs and evaluation of other
learning approaches are suggested as future work.
Also with regard to verification tasks, in Section 3.3.1, the vehicle and non-vehicle
sample distribution in the PCA feature space has been shown to depend on factors
such as the illumination and weather conditions, or the quality of the sensor. This
suggest that considering these aspects, i.e. training a different classifier for each sub-
group, might increase the classification performance. Although the database comprises
weighted representation of each of these subgroups, specific training for each of them
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has not been considered in the scope of this thesis as the number of samples of each
of them is too low to ensure a good generalization (the largest subgroups have 200
samples). The convenience and advantages of training a classifier for each subgroup
by enlarging the database must be reviewed in the future. On the other hand, it may
also be interesting to complement the vehicle verification with a recognition stage in
which vehicles are classified into different categories, such as cars, vans, buses, and
trucks. This requires the definition of new descriptors that show good separation of
these classes and also the extension of the database.
Regarding tracking, most of the effort in this thesis has been devoted to the design
of cost-effective observation models by taking advantage of the rectified domain. In
turn, a standard approach has been adopted for the vehicle observation model in the
original image. In this sense, there is room for further research in alternative vehicle
representation models in the original image. In addition, as stated, the joint-state
modeling of the objects allows for handling of interaction between vehicles. This is
partially exploited in the present work through the definition of a pairwise MRF model.
However further interaction treatment is appealing, for instance by addressing vehicle
occlusions. Although tracking of occluded vehicles is not critical for driver assistance
and collision avoidance systems, it may be helpful for other purposes, for instance data
collection and posterior analysis.
As it is known, the scope of this thesis has been restricted to monocular vision. Natu-
rally, systems using stereo vision also play an outstanding role in recent approaches to
road sensing and thus deserve full attention. In fact, this is the subject of a good deal
of current works in the field. In contrast, the cooperation of several non-overlapping
cameras has scarcely been investigated and may constitute an interesting future direc-
tion. For instance, a vehicle equipped with a forward-looking, a rear-looking and two
side cameras could provide a complete map of the vehicle environment and address
potentially risky situations such as overtaking maneuvers. Many of the algorithms
proposed in this work could be applied to the independent stream processing, while
there is much room for the research on the intelligent communication between cameras.
Finally, it is well-known that the use of a single sensor cannot guarantee reliable oper-
ation in all driving scenarios (for instance, in the case of a video-camera, it is bound
to fail under very adverse weather conditions). Therefore, research on fusion of multi-
ple sensors must always be a focus of attention and constitutes an important research
direction.



A. GTI Vehicle Database

In this appendix the database used to train the classifiers in Chapter 3 is described.
Indeed, in any supervised machine learning process, the selection of a good training
collection plays a critical role. In this sense, although supervised learning methods
have been broadly used in the field of vehicle detection and verification, the databases
used are often not referred. For instance, in (Negri et al., 2008) the authors claim to
use a database of more than 1500 vehicle images and 4000 negative images, but they
do not specify if they are self-collected or not, nor do they provide a website containing
the image repository. Analogously, in (Sun et al., 2006), a Ford’s proprietary camera is
used to record sequences, and 1051 vehicle and 1051 non-vehicle images are extracted
from it, which are also not distributed for the research community. Other authors do
use public image databases, but these are very limited in size and representativity. For
instance, in (Sivaraman and Trivedi, 2010) the Caltech 1999 image database is used,
which contains 126 distinct static images of vehicle rears. These are clearly insufficient,
therefore in (Sivaraman and Trivedi, 2010) additional samples are taken from own video
sequences. These videos are available at (Database LISA), but are still very limited,
as they only comprise three sequences of 1600, 300 and 300 frames, respectively. Other
public databases do not fulfill the requirements needed for this work. For instance, the
MIT CBCL car database (Database MIT CBCL) and the UIUC database (Database
UIUC) only comprise front and side views of vehicles, respectively. In summary, no
public database has been found that can be used to address the goals in Chapter 3
with guarantees.
A contribution of this thesis is the generation of a new database that fills this gap
(available at http://www.gti.ssr.upm.es/data/). The database has been designed to
be significant both in size and variability (e.g., color, shape, pose, vehicle type, etc.).
It consists of 4000 vehicle images and 4000 non-vehicle images. The images are selected
from different highway video sequences (acquired with a forward-looking camera), ob-
tained in different cities (Madrid, Turin and Brussels), different times of the year, and
different hours, in order to capture the high variability of vehicles under different acqui-
sition conditions. Besides, images from other databases have been appended to further
increase variability. In addition, in contrast to other works which use arbitrary images
(Negri et al., 2008), in our database negative samples are also taken from the same
highway sequences, which allows better characterization of the non-vehicle class.
Each positive image contains one vehicle. Notwithstanding, in order to simulate the
output of the hypothesis generation stage, which may be inaccurate, some samples over-
fit the vehicle (i.e., the image contain not only the vehicle but also some background),
while others hold the vehicle only partially. This especially applies to large vehicles,
such as vans, trucks and buses, for which the hypotheses generated often contain only
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the lower part. Some examples are shown in Fig. A.1. All images in the database
cover at least 50% of the vehicle rear. As usually done in related works (e.g. Balcones
et al., 2009; Sun et al., 2002), images are scaled to 64 × 64 pixels.

(a) (b) (c) (d) (e)

(f) (g) (h) (i) (j)

Figure A.1.: Examples of vehicles contained in the database. Fitting of the selected
regions to the vehicle is varied to increase robustness of the classifiers. In (a) and
(b) vehicles are perfectly fit, in (c) and (d) they are over-fit, and in (e), (f) and (g)
the vehicle is only contained partially. Total and partial extraction of large vehicles
is illustrated in (h), (i) and (j).

As stated, the database captures the intrinsic heterogeneity of vehicles is terms of color,
shape, and vehicle type. Additionally, pose is a key aspect in the appearance of the
vehicles. Remarkably enough, this is disregarded in existing databases, which mostly
contain rear views of vehicles located right ahead of the camera. Alternatively, in this
work, images in the database are divided according to their relative position into four
regions: close/middle range in the front, close/middle range in the left, close/middle
range in the right, and far range. Each of them comprises 1000 positive images and
1000 negative images. The observed pose of the vehicles in these regions is shown in
Fig. A.2. In particular, in the far range the effect of vehicle pose is reduced (in practice
the side of the vehicle is barely visible at that distance), but the details are blurred
and the quality of the image is lower than in the close/middle range.

(a) (b) (c) (d)

Figure A.2.: Examples of vehicle poses in the (a) front, (b) left, and (c) right
close/middle range, and in (d) the far range.

In the front close/middle region, where existing databases are more profuse, a set of
500 images of our own collection is added to 500 images taken from the (Database
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Caltech) and (Database TU Graz-02) corresponding to close vehicles ahead. For the
remaining regions (left, right, and far), the core of the database, amounting to 975
images, is taken from our sequences. The rest are taken from (Database Caltech) and
(Database TU Graz-02) in order to enrich the database.
An additional division of the images is performed according to weather, illumination
and acquisition conditions. Specifically, within each region, 7 different subgroups are
considered: ’cloudy’, ’sunny’, ’medium-illumination’, ’down/dusk’, ’rainy’, ’tunnels’,
and ’low-resolution’. The number of samples selected for each class is weighted as
follows: 200 images are devoted to each of the categories ’cloudy’, ’sunny’, ’medium-
illumination’ and ’down/dusk’, which correspond to the most frequent scenarios; 100
images display soft rain, 50 are acquired with low resolution cameras, and 25 corre-
spond to tunnels (i.e., with artificial light). As stated, the final set of 1000 images
is completed with 25 images from other databases. In turn, the distribution for the
front close/middle range is as follows: ’cloudy’, ’sunny’, ’medium-illumination’ and
’down/dusk’ contain 100 images each; ’rainy’, 50 images; ’low-resolution’, 30 images;
’tunnels’, 20 images; ’other databases’, 500 images. The core of the database is ex-
tracted from videos acquired with a camera SONY DCR-IP220E, and ’low-resolution’
images are recorded with a camera VIDEOLOGY 21Z704USB. Negative samples are
extracted using the same criteria as vehicle samples. The different categories are illus-
trated in Fig. A.3 for the close/middle region in the left.
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(a) (b) (c) (d) (e)

Figure A.3.: Images of the ’Left’ category classified according to the different sub-
groups: from top to bottom, each row corresponds to cloudy, sunny, medium-
illumination, down/dusk, rainy, low-resolution and tunnels.
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