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“Injuns call this the land o’ the winds - it never stops blowing here, day in, day out,
whistlin’ and howlin’ - makes folks go crazy”

“I’m not afraid of the wind - I’m not afraid of anything now!”

Victor Sjöström, The Wind (1928)

A mis padres

y al resto de personas

a las que hubiese preferido dedicarles mi tiempo

... melem ...





“Prediction is the ultimate function of the brain”

Rodolfo Llinás
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Resumen en castellano

La predicción de enerǵıa eólica ha desempeñado en la última década un papel fundamental
en el aprovechamiento de este recurso renovable, ya que permite reducir el impacto que
tiene la naturaleza fluctuante del viento en la actividad de diversos agentes implicados en su
integración, tales como el operador del sistema o los agentes del mercado eléctrico.

Los altos niveles de penetración eólica alcanzados recientemente por algunos páıses han
puesto de manifiesto la necesidad de mejorar las predicciones durante eventos en los que se
experimenta una variación importante de la potencia generada por un parque o un conjunto
de ellos en un tiempo relativamente corto (del orden de unas pocas horas). Estos eventos,
conocidos como rampas, no tienen una única causa, ya que pueden estar motivados por pro-
cesos meteorológicos que se dan en muy diferentes escalas espacio-temporales, desde el paso
de grandes frentes en la macroescala a procesos convectivos locales como tormentas. Además,
el propio proceso de conversión del viento en enerǵıa eléctrica juega un papel relevante en
la ocurrencia de rampas debido, entre otros factores, a la relación no lineal que impone la
curva de potencia del aerogenerador, la desalineación de la máquina con respecto al viento y
la interacción aerodinámica entre aerogeneradores.

En este trabajo se aborda la aplicación de modelos estad́ısticos a la predicción de rampas
a muy corto plazo. Además, se investiga la relación de este tipo de eventos con procesos
atmosféricos en la macroescala. Los modelos se emplean para generar predicciones de punto
a partir del modelado estocástico de una serie temporal de potencia generada por un parque
eólico. Los horizontes de predicción considerados van de una a seis horas.

Como primer paso, se ha elaborado una metodoloǵıa para caracterizar rampas en series
temporales. La denominada función-rampa está basada en la transformada wavelet y propor-
ciona un ı́ndice en cada paso temporal. Este ı́ndice caracteriza la intensidad de rampa en base
a los gradientes de potencia experimentados en un rango determinado de escalas temporales.

Se han implementado tres tipos de modelos predictivos de cara a evaluar el papel que
juega la complejidad de un modelo en su desempeño: modelos lineales autorregresivos (AR),
modelos de coeficientes variables (VCMs) y modelos basado en redes neuronales (ANNs).
Los modelos se han entrenado en base a la minimización del error cuadrático medio y la
configuración de cada uno de ellos se ha determinado mediante validación cruzada.

De cara a analizar la contribución del estado macroescalar de la atmósfera en la predicción
de rampas, se ha propuesto una metodoloǵıa que permite extraer, a partir de las salidas de
modelos meteorológicos, información relevante para explicar la ocurrencia de estos eventos.
La metodoloǵıa se basa en el análisis de componentes principales (PCA) para la śıntesis de la
datos de la atmósfera y en el uso de la información mutua (MI) para estimar la dependencia no
lineal entre dos señales. Esta metodoloǵıa se ha aplicado a datos de reanálisis generados con un
modelo de circulación general (GCM) de cara a generar variables exógenas que posteriormente
se han introducido en los modelos predictivos.

Los casos de estudio considerados corresponden a dos parques eólicos ubicados en España.
Los resultados muestran que el modelado de la serie de potencias permitió una mejora notable
con respecto al modelo predictivo de referencia (la persistencia) y que al añadir información de
la macroescala se obtuvieron mejoras adicionales del mismo orden. Estas mejoras resultaron
mayores para el caso de rampas de bajada. Los resultados también indican distintos grados
de conexión entre la macroescala y la ocurrencia de rampas en los dos parques considerados.





Abstract

One of the main drawbacks of wind energy is that it exhibits intermittent generation
greatly depending on environmental conditions. Wind power forecasting has proven to be
an effective tool for facilitating wind power integration from both the technical and the
economical perspective. Indeed, system operators and energy traders benefit from the use
of forecasting techniques, because the reduction of the inherent uncertainty of wind power
allows them the adoption of optimal decisions.

Wind power integration imposes new challenges as higher wind penetration levels are at-
tained. Wind power ramp forecasting is an example of such a recent topic of interest. The
term ramp makes reference to a large and rapid variation (1-4 hours) observed in the wind
power output of a wind farm or portfolio. Ramp events can be motivated by a broad num-
ber of meteorological processes that occur at different time/spatial scales, from the passage
of large-scale frontal systems to local processes such as thunderstorms and thermally-driven
flows. Ramp events may also be conditioned by features related to the wind-to-power con-
version process, such as yaw misalignment, the wind turbine shut-down and the aerodynamic
interaction between wind turbines of a wind farm (wake effect).

This work is devoted to wind power ramp forecasting, with special focus on the connection
between the global scale and ramp events observed at the wind farm level. The framework
of this study is the point-forecasting approach. Time series based models were implemented
for very short-term prediction, this being characterised by prediction horizons up to six hours
ahead.

As a first step, a methodology to characterise ramps within a wind power time series was
proposed. The so-called ramp function is based on the wavelet transform and it provides a
continuous index related to the ramp intensity at each time step. The underlying idea is that
ramps are characterised by high power output gradients evaluated under different time scales.

A number of state-of-the-art time series based models were considered, namely linear
autoregressive (AR) models, varying-coefficient models (VCMs) and artificial neural networks
(ANNs). This allowed us to gain insights into how the complexity of the model contributes
to the accuracy of the wind power time series modelling. The models were trained in base
of a mean squared error criterion and the final set-up of each model was determined through
cross-validation techniques.

In order to investigate the contribution of the global scale into wind power ramp forecast-
ing, a methodological proposal to identify features in atmospheric raw data that are relevant
for explaining wind power ramp events was presented. The proposed methodology is based on
two techniques: principal component analysis (PCA) for atmospheric data compression and
mutual information (MI) for assessing non-linear dependence between variables. The method-
ology was applied to reanalysis data generated with a general circulation model (GCM). This
allowed for the elaboration of explanatory variables meaningful for ramp forecasting that were
utilized as exogenous variables by the forecasting models.

The study covered two wind farms located in Spain. All the models outperformed the
reference model (the persistence) during both ramp and non-ramp situations. Adding atmo-
spheric information had a noticeable impact on the forecasting performance, specially during
ramp-down events. Results also suggested different levels of connection between the ramp
occurrence at the wind farm level and the global scale.
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Chapter 1

Introduction

It is widely accepted that the model of growth adopted by the Western World during the last
century (which sets a path for growing economies, specifically the BRIC economies1) reveals
symptoms of unsustainability. Regarding the use of energetic resources, the total primary
energy supply, based on non-renewable sources by a great margin, showed a continuous growth
[79]. This fact conflicts with the finite uranium and fossil fuel reserves, which are likely to be
insufficient in the medium term. In addition, greenhouse gas emissions partly due to energy
supply have a significant bearing on global warming. In this regard, the Intergovernmental
Panel on Climate Change (IPCC) claimed for a 50-85% reduction in global anthropogenic
CO2 emissions by 2050 (respect to 2000) in order to limit the global average temperature
increase to 2oC [80].

In this context, energy policies adopted in many countries are gradually addressing dif-
ferent aspects related to sustainability. In particular, clean and renewable energy is deemed
to play a key role in energy supply. For example, the European Commission adopted in 2007
the so-called EU climate and energy package, which targets (among other goals) a 20% of
European Union (EU) energy consumption to come from renewable energies by 2020.

Wind energy and (recently) solar photovoltaic (PV) energy have proven to be technologi-
cally mature as well as economically appealing when compared with other renewable energies.
In fact, the last decade has witnessed a rapid growth of installed wind power and solar PV
capacity, as showed in figure 1.1 (for comparative purposes, the total installed capacity of
mainland Spain’s power plants was 100.5 GW by the end of 2011 [147]). Figure 1.2 shows the
EU installed power generating capacity per year along with the percentage due to renewable
energies.

One of the main drawbacks of solar PV and wind power is that they exhibit intermittent
generation greatly depending on environmental conditions. Intermittency refers to the fact
that generation shows non-controllable variability as well as uncertainty about its temporal
evolution [130]. This feature has a clear impact on the power system operation, giving raise
to new challenges in a foreseeable large-scale renewable energy integration scenario. While
several options oriented to reduce the impact of non-controllable variability might be available
in the middle/long-term (demand response techniques such as plug-in vehicles and large scale
storage such as supercapacitors and hydrogen storage) [132], currently available forecasting
techniques have proven to be a competitive tool for mitigating the disturbances provoked by
the inherent uncertainty of wind and solar resources. In particular, and partly due to the

1 Brazil, Russia, India and China.
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Figure 1.1: Installed wind power and solar PV capacity. Compiled by author, based on
[44, 148].

Figure 1.2: EU installed power generating capacity per year in MW. The percentage due to
renewable energy is pointed out. Source: [44].

earlier development of the large scale wind energy with respect to the large scale PV energy,
wind power forecasting is nowadays a cornerstone for integrating clean energy from both the
technical and the economical perspective.

1.1 Wind power forecasting and the technical framework

Electricity systems connect generators and consumers. Because the electrical grid cannot
store electricity, the aggregated supply and the aggregated demand must be balanced almost



1.1. WIND POWER FORECASTING AND THE TECHNICAL FRAMEWORK 3

instantaneously. Keeping this balance is possible since most of conventional electricity gener-
ation is able to vary the power output over time in order to adjust random variations in the
consumption side. These variations are experienced in several time scales, affecting different
issues related to the power system operation. Below is a non-exhaustive list of these issues
sorted by the time scale involved (see also figure 1.3):

Figure 1.3: Supply-demand balance for different time scales. Source: [4].

• System stability (in the order of seconds). Fluctuations in this time frame are addressed
in real-time through the automatic frequency response of conventional plants, which
maintains the net frequency within a (narrow) safe range.

• Load following (minutes-hours). Some conventional plants also provide operating re-
serves, which are managed through several balancing mechanisms to deal with variations
in this time frame. The transmission system operator (TSO) must determine an optimal
amount of reserves required to ensure a reliable system operation.

• Unit commitment (hours-days). Because of physical constraints (i.e. the start-up time
of thermal plants), agreements on which plants will be providing electricity need to be
attained in advance. This issue is generally addressed by market mechanisms.

• Transmission and power system planning (months-years) in order to ensure a reliable
electricity supply in the long-term.

Several technical reports and scientific publications have addressed the impact of inter-
mittent generation [130, 178, 188] and, specifically, wind generation [7, 9, 90, 144, 161] on the
management of electricity systems. Indeed, accommodating a certain amount of intermittent
generation into an electricity network introduces fluctuations in the generation side, which are
added to the demand variations. Because the variability of wind power occurs at a wide range
of time scales, integrating large amounts of wind energy affects all the mentioned aspects of
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the power system operation in a greater or lesser extent [191]. However, and connected to the
need of determining optimal reserve requirements, the variability experienced in the range
of a few hours/days is deemed key for TSOs [78]. [125] analysed the savings in the system
production cost in Texas directly related to the improvement of power forecasts between 0
and 6 hours ahead. Along these lines, wind power forecasting focused on the short-term is
usually considered as a clear candidate to mitigate relevant impacts caused by wind power
variability on power systems [32, 62, 94, 171].

1.2 Wind power forecasting and electricity markets. The Span-

ish case

Recent years have witnessed a conversion of the economic framework in many electricity
systems of West countries. The implementation of electricity markets has introduced market
mechanisms to set the electricity supply conditions (amounts and prices). The design of an
electricity market varies from one system to another but, in general, it comprises a set of
mechanisms with different temporal scales, from the long-run (financial markets and bilateral
contracts) to the short-run (spot market, ancillary services market, etc.).

The Spanish electricity market is strongly based on a spot market, which comprises the
day-ahead and six intra-day markets. Each of these seven markets permits participants to set
their positions on an hourly basis for a specific time window. This is done by means of bids,
which relate prices to amounts of energy that each participant is willing to produce/purchase
for a given hour. Bids have to be submitted some time in advance depending on the gate
closure time of the considered market. Figure 1.4 shows the time frames of the day-ahead and
intra-day markets; bids for the hours in violet must be submitted during the corresponding
time frame in red (it is noted that bids for the day-ahead market can be submitted at any
time before 10h00 of the day D − 1; for this reason, the time period in red for this market is
not represented in the figure).

Figure 1.4: Time frames of day-ahead and intra-day markets for the case of the Spanish
electricity market. See text for details.

The Spanish electricity market was implemented in 1998. However, non-conventional gen-
eration (renewable energies and co-generation) was initially excluded in order to protect their
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viability.2 In 2004, given the fast growth of installed wind power capacity, wind power plants
were asked to participate in the market under advantageous economic conditions as long as
they undertook the task of providing generation forecasts in accordance with the spot market
time frames. Three years later, most of wind energy producers were operating in the market
[3], which yielded a substantial demand of wind power forecasting services. Improving the
performance of prediction models became likewise paramount in order to minimise economic
penalties derived from deviations between the forecast and the actual generation. [45] esti-
mated the cost of wind power forecast errors for three study cases in Spain, concluding that
the related penalties may represent about 10% of the trading energy incomes.

In conclusion, short-term wind power forecasting is key for adapting wind generation to
deregulated electricity systems [11, 137, 179]. It is important to note that the design of
an electricity market imposes a framework to wind power forecasting. In particular, the gate
closure time is crucial since forecasting errors tend to diminish for shorter prediction horizons.
For the Spanish case, the shortest horizon for trading at intra-day markets is in the range of
3–7 hours, depending on the target hour. Thus, and considering that market rules are not
necessarily based on technical criteria, specific modifications such as reducing the gate closure
time or increasing the number of intra-day markets are usually cited as a means to facilitate
the integration of intermittent generation [12, 77].

1.3 A first approach to wind power forecasting. The wind

power conversion process

Any approach to wind power forecasting requires a certain understanding of the wind power
conversion process. Two main stages can be differentiated, one concerning the atmospheric
phenomena responsible for the local wind observed at a certain placement and other related
to the wind-to-power conversion process at the wind turbine. These stages are referred to as
Atm and Wt respectively in figure 1.5.

The dynamics of the atmosphere give raise to a wide variety of phenomena of very different
size and life time. These processes are usually classified by meteorologists attending to its
horizontal scale [123]. To this end, the following scales are usually employed: the macro-scale
(or large scale), usually subdivided into the global scale (107 m) and the synoptic scale (106

m), is where the wind global circulation is observed, as well as large-scale weather patterns
(such as fronts or hurricanes); the mesoscale (104 − 105 m) includes shorter processes such
as sea breezes and squall lines, as well as the influence of orographic effects in wind fields;
finally, other small-scale phenomena like tornadoes and turbulence fall into the micro-scale
(101 − 102 m).

Large scale processes dominate mainly winds at heights above a few kilometres (geostrophic
winds). In contrast, shorter scale processes tend to dominate layers close to the surface. How-
ever, due to coupling mechanisms, processes occurring at different scales cannot be considered
independently, therefore all the mentioned scales contribute in some degree to local wind ob-
served at a certain location.

2 By the time, technologies included in the so-called Special Regime received fixed remunerations per kWh
generated.
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Figure 1.5: Wind power conversion process. Atm refers to atmospheric processes and Wt
refers to the wind-to-power conversion process.

The second stage, Wt, represents the conversion of local wind kinetic energy into electric
energy. This is done by the wind turbine. Strictly speaking, the power output of a wind
turbine, p(t), is a dynamical response of two inputs: the velocity field (three dimensional
and time-varying), u(x, t), and the air density field, ρ(x, t), where x is a vector of spatial
coordinates. The transfer function between the inputs and the power output is conditioned
to controlled operational features of the wind turbine, such as the rotation speed, the pitch
angle and the yaw angle (see figure 1.6). As a consequence, the dynamics shown by the wind
power output are rather complex because a number of factors are involved and summarized
into a one-dimensional signal.

u(x, t)

ρ(x, t)

Control:

Pitch
Yaw
Rotation speed

p(t)Wind turbine

Figure 1.6: Wind turbine model: wind power output as a function of the velocity field, air
density field and operational features.

In practice, modelling the wind-to-power conversion process is simplified by defining the
wind turbine power curve, a static and deterministic relation between the wind speed at the
hub height, Vhub, and the generated power. This relation is indeed non-linear, and four stages
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can be differentiated:

• Vhub < Vcut-in: Null generation due to the low wind speed.

• Vcut-in < Vhub < Vrated: This stage is characterised by a cubic relation between wind
speed and wind power.

• Vrated < Vhub < Vcut-out: The output power is limited to the rated power of the wind
turbine.

• Vrated < Vhub: The wind turbine shuts down in order to prevent it from damage.

Figure 1.7 displays an example of wind turbine power curve (left) together with a simulated
wind speed time series and the related wind power time series (right). The simulated wind
speed time series results from combining a linear trend with a small amplitude sinusoidal
fluctuation. The dramatic impact of the power curve on the wind power output dynamics
can be appraised by comparing both time series.
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Figure 1.7: Left, an example of wind power curve. Right, wind power output obtained with
a simulated wind speed time series.

Similarly, the wind farm power curve can be defined in order to relate the local wind to
the wind farm power output. The shape of this power curve may be more complex than
the power curve of a single wind turbine as the wind farm may comprise wind turbines of
different sizes. In addition, the wind farm power curve is usually defined as a function of the
wind direction so as to consider the impact of some relevant features on the power conversion
performance, such as obstacles and the interaction between wind turbines (wake effect).

Taking into account the previous notions, wind power prediction models are usually clas-
sified into two groups: physical and statistical models [62].

Physical models take into account the physics of the underlying atmospheric phenomena
involved in the wind power conversion process. To this end, Numerical Weather Prediction
(NWP) models are employed to simulate the development of the atmosphere, which is mapped
in a three-dimensional grid. Due to computational limits, there exist constraints between
the domain covered with the NWP model and the resolution of the employed grid (thus,
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the meteorological processes captured by the model). In this regard, global models (also
referred to as General Circulation Models, GCMs) cover the globe with a coarse spatial
resolution (of around 100 km) whereas the so-called Limited Area Models (LAMs) focus on
a specific region, which allows for the use of finer resolutions and consequently the capture
of atmospheric phenomena characterised by shorter spatial/temporal scales. NWP outputs
provide predictions for a wealth of geophysical fields (such as wind fields in the vicinity of
the wind farm) and look-ahead times. The power forecast is generated by processing these
outputs, usually including terrain considerations, such as local roughness and orography.

The approach of the statistical models, also referred to as time series based models, is
rather different. The aim is to obtain information concerning the dynamic of the wind power
time series in base of an statistical analysis of historical data, that is, without considering
the nature of the underlying processes. Hence, a model is intended to establish functional
relationships between the power output (and sometimes other potential explanatory variables)
observed in consecutive time intervals by using a pure mathematical approach, in such a
way that this knowledge can be employed to forecast future generation levels from recent
observations.

The use of one or another approach basically depends on the look-ahead time, physical
models being more accurate generally for horizons beyond 5-8 hours [32, 62, 117]. However,
both approaches are usually embedded into a more general model in order to optimise forecasts
in a wide range of time horizons.

1.4 Wind power ramp forecasting

Wind power integration imposes new challenges as higher wind penetration levels are attained
as well as the average size of new wind farms increases. Wind power ramp forecasting is an
example of such a recent topic of interest. The term ramp makes reference to a large and
rapid variation observed in the wind power output of a wind farm or portfolio. Ramp events
may derive in large forecasting errors with negative consequences from the economic and the
technical perspective. For example, unforeseen wind power ramps in regions with a prominent
wind power installed capacity may represent a difficult situation for the grid operator if the
appropriate amount of backup reserves were not scheduled. Likewise, concerning electricity
markets, large deviations from the scheduled wind generation lead energy traders to incur
considerable economic penalties. Because wind power forecasting traditionally focuses on
minimizing the overall error committed in large time periods, the impact of such extreme
situations may be occasionally undervalued by forecasters.

The booming importance of wind power forecasting during extreme events is observed in
the increasing number of studies and projects on this topic, with the European SafeWind
Project being one of the most representative of this line of research [151]. However, it is
important to note that most of the publications still belong to proceedings, conferences and
enterprise technical reports because of the novelty of this topic (see [29, 63, 170, 195], among
others). As a consequence of the recent activity, some considerations related to ramp fore-
casting are beginning to be highlighted. For example, most of the related analyses agree on
the lack of a robust ramp definition [22, 33, 65, 175]. So far, ramps have been usually defined
in a binary way by fixing two threshold values related to the power variation and the duration
of the event observed in the wind power time series. These thresholds are usually defined
ad-hoc, which has led to several different ramp definitions [18, 22, 33, 65, 143, 175]. These
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choices are understandable because the notion of ramp event may vary depending on end-user
requirements, but a well-defined methodology to relate the mentioned thresholds to end-user
needs is usually missing. In addition, several studies point out that a binary definition may
artificially lead to the reduced performance of a ramp forecasting model [65, 143].

Another issue is that a deeper classification of the causes of ramp events is still needed
[33, 175]. Ramp events can be motivated by a broad number of meteorological processes
that occur at different time/spatial scales, from the passage of large-scale frontal systems
to local processes such as mountain-valley winds or thunderstorms [175, 194]. Ramp events
may also be conditioned by features related to the wind turbine control, such as the shut-
down or yaw misalignment, as well as the interaction between wind turbines of a wind farm
(wake effect). Hence, a variety of ramp event causes must be considered to address wind
power ramp forecasting. In the case of an oriented ramp event forecasting tool fed with GCM
outputs, the obtained performance would be limited by the meteorological model resolution
because just large-scale meteorological processes (synoptic processes) would be expected to
be modelled, ignoring ramp events caused by mesoscale and microscale effects in combination
with the wind farm dynamics. Instead, the use of mesoscale models permits the modelling
of meteorological processes with shorter life cycles, which usually leads to reductions in the
amplitude of the forecasting error. However, the so-called phase error (which is observed
when a certain process occurs earlier or later than predicted) does not necessarily diminishes
with an increment in resolution because it may come from initial and boundary conditions
provided by GCMs [34, 112]. Hence, approaching the problem of wind power ramp forecasting
requires a well-defined strategy and a clear idea of the nature of the ramps intended to be
modelled.

1.5 Purpose of the work and structure

The present work deals with ramp forecasting, a relatively novel topic concerning wind power
forecasting. The state of the art on this topic, reviewed in chapter 2, shows that ongoing
research is mainly focused on the use of meteorological models in order to understand and
predict those atmospheric processes that may underlie large wind power output variations.

However, it is generally accepted by the wind power forecasting community that this
approach (referred to as the physical approach) is usually well-suited for predictions beyond
5–8 hours ahead, while statistical models (time series based models) usually perform better
for shorter horizons. Such horizons are indeed of interest for TSOs as they are responsible for
determining the reserve requirements in the short run. In addition, energy traders operating
in spot markets are likely to reduce economic penalties by utilizing the most up-to-date wind
power forecast; for the case of the Spanish electricity market, the gate closure of intra-day
markets sets the shortest horizon at three hours ahead.

In view of these aspects, the potential contribution of statistical models to wind power
ramp forecasting remains relatively unexplored. Therefore, this work addresses this issue by
implementing and assessing the performance of different types of time series based models.
The study covers two wind farms located in Spain and the considered prediction horizon ranges
from one to six hours ahead. By doing this, we aim to delve into some questions typically
related to the modelling of wind power dynamics, such as the contribution of more complex
models on the forecast performance and how these models benchmark against reference models
usually employed in wind power forecasting. In addition, two main aspects are addressed in
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this work. The first is the notion of ramp event; probably due to the novelty of the topic,
there exists a lack of a robust methodology for defining ramps. In order to overcome some
of the drawbacks related to the commonly employed binary ramp classification, the ramp
function is introduced as a means of characterising the ramp intensity in a continuous range.
The second aspect consists of assessing the contribution of the global scale into wind power
ramp forecasting. As mentioned, wind power ramp events can be motivated by meteorological
processes occurring at a wide range of scales. Thus, focusing on the connection between the
global scale and ramp events experienced at the wind farm level represents a first step for a
comprehensive understanding of underlying ramp causes. From this, we propose a framework
to identify geophysical fields and domains from GCM outputs relevant for explaining wind
power ramp events. This allows for the elaboration of meaningful explanatory variables to be
utilized as exogenous variables by the forecasting models.

This work is organised as follows: Basic notions on wind power forecasting are introduced
in chapter 2. In this chapter the state of the art on wind power ramp forecasting is reviewed
and the problem statement is defined.

The notion of ramp event is discussed in chapter 3. Particularly, the ramp function is
introduced and compared to current methodologies employed to characterise ramp events in
wind power time series.

Chapter 4 describes the datasets employed in this work. The first dataset relates data
gathered at two wind farms. Information regarding the operational status of the wind tur-
bines was employed to remove time periods where the wind power output was conditioned to
abnormal circumstances. The second dataset consists of GCM outputs covering a number of
geophysical fields over the Iberian peninsula.

In chapter 5 theoretical descriptions of the considered models are provided. Specific
aspects related to the model-building procedure are addressed, particularly, how time periods
for training, validating and testing the models are defined, as well as a brief discussion on the
criterion employed to evaluate oriented ramp forecasting models.

Results concerning the application of the aforementioned models without considering ex-
ogenous variables are presented in chapter 6. The performance of the models is analysed from
the global perspective but also in terms of their skill during ramp-up and ramp-down events.
Further discussions on the interaction between the model set-up and the captured wind power
dynamics are also addressed.

In chapter 7 a framework for identifying relevant information from GCM outputs with
power ramp occurrence at the wind farm level is described. The proposed methodology
is based on two techniques: principal component analysis (PCA) for atmospheric data com-
pression and mutual information (MI) for revealing non-linear dependences between variables.
The application of this framework allows for the definition of meaningful explanatory variables
for ramp forecasting. These variables are utilized as exogenous variables by the forecasting
models in chapter 8 in order to assess the contribution of the global scale to power ramp
forecasting for the two wind farms considered.

Finally, the main contributions of the work are presented in chapter 9, followed by the
main limitations of the study and some guidelines for future research.



Chapter 2

State of the art on wind power
ramp forecasting. Problem
statement

Wind power forecasting has proven to be an effective tool for facilitating wind power inte-
gration. Indeed, different actors benefit from the use of forecasting techniques because the
reduction of the inherent uncertainty of wind power permits the adoption of optimal decisions
in several areas. As mentioned in the previous chapter, some of the most relevant contribu-
tions of wind power forecasting are the safe management of electricity systems with relevant
wind power shares, the more competitive participation of wind energy in electricity markets
and the optimization of wind farm maintenance planning. Thus, it is not surprising that
the recent support and development of wind power industry had encouraged research in this
area. Nowadays national and international research projects deal with specific aspects of
wind power forecasting, while a number of wind power forecasting services are available in
the market. As a consequence, wind power forecasting has become a wide area of research
involving several disciplines and a vast literature has been recently generated.

This chapter aims at providing an overview of current approaches to ramp forecasting in
order to illustrate the state-of-the-art as well as to justify the rational of this work. Evidently,
basic notions on wind power forecasting are required and therefore they are introduced in
following sections, though providing a general wind power forecasting state-of-the-art is not
intended because it would derive in an extensive description. For a comprehensive view on
wind power forecasting state-of-the-art, readers are referred to recent works such as [32, 61,
94, 96, 117].

2.1 Preliminary concepts and grammar

Wind power forecasting comprises a wealth of techniques oriented to provide information
about the evolution of wind power generated by a wind turbine, a wind farm or a portfolio
in the future. Although wind power output is a continuous-time signal, p(t), for convenience
it is converted into a discrete time series, {pt} by averaging p(t) in time intervals of constant
length, ∆t. Averaging permits to smooth out high-frequency fluctuations with no interest
from the forecasting perspective. ∆t is chosen in base of the considered application, typical

11
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values in forecasting problems being 10 minutes, one hour and one day. Thus, forecasts relate
to future averages of wind power output, that is, next values of a certain wind power time
series.

One of the key concepts in forecasting is the prediction horizon; this makes reference to
the projection into the future in which a variable is estimated. In the context of discrete
time series, the prediction horizon is usually given as a natural number, k ∈ N, indicating
the number of time steps-ahead for which the variable is estimated. For example, assuming a
∆t = 10 min, a prediction horizon of k = 3 means that the time-based prediction horizon is
thirty minutes. Wind power forecasting can be divided into the following categories depending
on the prediction horizon:

• Very short-term forecasting is typically related to horizons in the range of seconds to
few hours (typically below 10 hours). Forecasts within this range are of interest for wind
turbine control design, ancillary services management and intra-day electricity market
participation.

• Short-term forecasting, for horizons from few hours up to few days (2–3), is mainly re-
lated to day-ahead electricity market bidding, unit commitment and economic dispatch.

• Medium/long-term forecasting deals with horizons in the range of days to weeks (even
months), providing a means to optimally schedule wind farm maintenance labours.

Several notations are employed to differentiate observed and predicted time series records.
In this work, p̂t+k|t denotes the forecast of pt+k obtained at time t. The traditional approach,
referred to as point-forecasting (or spot-forecasting), consists in providing a single value for
p̂t+k|t. In contrast, probabilistic forecasting aims at providing extended information in order
to communicate the uncertainty related to the forecast. There exist several methods to
characterise the uncertainty, such as moments of statistical distributions (mean, variance,
skewness, etc.), quantiles or a full uncertainty description through the probability density
function of p̂t+k|t.

Focusing on the point-forecasting approach, this can be generally stated as follows:

p̂t+k|t = f(SCADA|t,NWP |t,Θ). (2.1)

Equation (2.1) is intentionally expressed to allow the identification of two different data
sources: the first one is SCADA,1 that makes reference to recent measurements gathered
on-line at the wind farm, such as the wind power production, wind speed and direction at
the wind farm, temperature, etc. The second one is NWP , which refers to meteorological
forecasts obtained through NWP models. The sub-index t is a way to express that only the
information available up to this time instant is considered by the model.2 The function f
reflects the step (or steps) that must be accomplished to convert inputs into wind power
forecasts, generally involving a number of parameters gathered in Θ; in some cases, non
time-dependent information such as that related to orographic or surrounding obstacles is
also needed.

1 SCADA stands for Supervisory Control and Data Acquisition.
2 It is worth noting that NWP |t corresponds to meteorological forecasts available at time t, even though

they may refer to the expected value for future time instants.
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Two different approaches to wind power forecasting have been introduced in section 1.3:
the statistical approach and the physical approach. Roughly speaking, the statistical approach
relies mainly on SCADA data, and it is based on the modelling of stochastic processes in
order to seize the inertia of wind power time series (which result from the interaction between
atmospheric and wind farm dynamics), providing good forecasts in the short/very short-term.
On the other hand, the physical approach is strongly based on NWP outputs, which allows
forecasters to generate predictions for larger horizons. However, these divisions are not strict
since statistical models can be fed with NWP inputs as well as physical models can refine
their predictions with recent observations from SCADA. The reminder of this section is as
follows: first, basic notions on stochastic processes are introduced. Next, an overview of both
approaches is provided. The statistical one is further described because this work focuses on
this approach; concerning the physical approach, special attention is paid to GCM outputs,
since this information is considered in chapters 7 and 8.

2.1.1 Basic notions on stochastic processes

Let define X as a scalar random variable. In addition, it is assumed that X is a continuous
random variable, with a probability density function (pdf) given by fX(x). A stochastic
process is defined as an ordered sequence of random variables {Xt}.3 The process is denoted
by {Xt(ω), ω ∈ Ω, t ∈ T }, where Ω is the sample space, also referred to as ensemble, and T
is an index set. The index t usually represents the time. In the case of discrete stochastic
processes (hereafter considered) we have that t ∈ N.

Given that, a time series is defined as the realisation of a stochastic process, that is, a
sequence of valued random variables. Hence, for a fixed ω0 ∈ Ω, {Xt(ω0), t ∈ N} denotes a
time series, whereas {Xt0(·)} represents the realisations of the random variable Xt0 . To clarify
these notions, Figure 2.1 displays two realisations (two time series) of a stochastic process,
where three random variables are shown.

Note that, in a general case, the pdfs may differ from one random variable to another. It
is important to keep in mind that, in addition to the marginal pdfs of the random variables,
the stochastic process is also characterised by the joint probability density function of any of
the possible subsets of random variables, fXt1,...,Xtn(xt1, ..., xtn). Let us define the mean value
function, µt, the variance function, σ2t and the autocovariance function, γ

Xt1Xt2
of the process

as follows:

µt = E [Xt], (2.2)

σ2t = Var [Xt], (2.3)

γ
Xt1Xt2

= Cov [Xt1,Xt2], (2.4)

where E [·] and Var [·] represent the expectation and the variance of a random variable and
Cov [·, ·] is the covariance of two random variables.

In experimental fields, each repetition of a specific experiment can be considered as a
realisation of the same stochastic process. Thus, in order to characterise the process, the
joint pdfs, as well as the mean, variance and autocovariance functions, can be estimated from
a sufficiently large number of realisations. However, in other fields, only one time series is

3 Note that the stochastic process can be also defined for discrete and/or n-dimensional random variables.
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{Xt(ω1)}

{Xt(ω1)}

{Xt1(·)} {Xt2(·)} {Xt3(·)}

t1 t2 t3

Figure 2.1: Example of a stochastic process. Two realisations and three random variables are
shown.

available. An example is a wind power time series. In this case, in order to simplify the
notation, the time series is commonly referred to as {xt} (in lower-case letters), and upper-
case letters are employed to denote random variables (Xt for a single random variable and
{Xt} for the stochastic process). This notation will be employed throughout the work. The
problem with modelling a stochastic process with a single realisation of the process is that
additional hypotheses are needed. The main one consists in assuming that the process is
stationary. Strict-sense stationarity implies that the joint pdf for any arbitrary subset of
index {t1, ..., tn} is time invariant, that is:

fXt1,...,Xtn(xt1, ..., xtn) = fXt1+k,...,Xtn+l
(xt1+l, ..., xtn+l) , ∀n, l, (2.5)

whereas wide-sense stationarity implies that only the first and second moments do not vary
across time. In particular, it means that both the mean value function and the variance func-
tion are constant, while the autocovariance function depends only on the time lag considered:

µt = µ , ∀t, (2.6)

σ2t = σ2 , ∀t, (2.7)

γXtXt+l
= γ(l) , ∀t , with l ∈ N. (2.8)

In the reminder of this work, stationarity will refer to wide-sense stationarity unless stated
otherwise.

Finally, another important hypothesis is ergodicity. A stationary process is said to be
ergodic if the statistical properties of a random variable of the process can be estimated from
a single realisation of the process. For example, the mean-ergodic property means that the
following expression holds:

µt0 = lim
N→∞

1

N

N∑

t=1

{Xt(ω0)} , ∀t0, ω0. (2.9)
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2.1.2 The statistical approach

The statistical approach is based on time series analysis. The main idea of this kind of forecast
strategy is to model the behaviour of a variable merely from historical observations, that is,
with no regard for the nature of the variable or the physics of the underlying phenomena.
Time series analysis is useful insofar as a certain system reacts with some degree of delay in
response to changing events. In this case, autocorrelation arises in time series, which can be
employed to model the relationship between past and future observations. As many systems
show autocorrelation across time (social, biological or mechanical systems, for instance), time
series models can be applied to a wide number of fields. In particular, because wind power
generation is driven by atmospheric dynamics, characteristic times of changes observed in the
atmosphere make models based on wind power time series to be of interest for short prediction
horizons (up to a few hours).

In this approach, a wind power time series is considered to be the realisation of a stationary
ergodic process as described in section 2.1.1, in such a way that each record of the wind
power time series is considered to be partly conditioned to past values but also to a random
component, εt. Mathematically,

pt+k = fu(pt, pt−1, ...) + εt+k, (2.10)

where fu represents the deterministic component of pt+k as an (unknown) function of past
observations of the process; {εt} is white noise (i.e. a sequence of uncorrelated random
variables identically distributed with zero mean and variance σ2ε) and represents the noise
of the stochastic process. The hypothesis of εt following a Gaussian distribution is also
commonly adopted. Equation (2.10) represents the case of a univariate process because only
one variable is considered; if other variables apart from the power output are included, the
process is referred to as multivariate.

In order to build a forecasting model, the (unknown) underlying function fu is replaced
by a proposed function with a specific structure,

pt+k = f(pt, pt−1, ..., pt−d+1;Θ) + εt+k, (2.11)

where d is the window size (a fixed number of past values involved in the deterministic
component of pt+k) and Θ is a set of parameters. Given this, the point-forecasting can
be defined as the expectation of pt+k|t (that is, the conditional expectation of pt+k given
pt, pt−1, ...):

p̂t+k|t = E [pt+k|t] = E [pt+k|pt, pt−1, ...]

= E [f(pt, pt−1, ..., pt−d+1;Θ)|pt, pt−1, ...] + E [εt+k|pt, pt−1, ...]︸ ︷︷ ︸
0

= f(pt, pt−1, ..., pt−d+1;Θ). (2.12)

While d and Θ are case-dependent and optimal values must be assessed from historical
data, the function f is proposed in base of some assumptions made on the wind power
generation process. A classical approach consists in assuming linearity. Linear models are
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known by their simplicity and reliability and vast literature addresses their properties as well
as the model-building procedure (see [21, 105, 176, 177], among others). Regarding wind speed
and wind power time series, several works have applied linear models such as autoregressive
(AR) and autoregressive moving average (ARMA) models [23, 36, 39, 43, 86, 173]. The
idea behind AR models is that p̂t+k|t is built from a linear combination of recent power
observations. The case of a p-order autoregressive model, AR(p), is written as follows:4

p̂t+k = θ0 +

p∑

i=1

θi · pt−i+1, (2.13)

where the set of p+1 parameters, Θ = [θ0, θ1, ..., θp], are the weights that must be estimated
for each particular case.

Even when the statistical approach is blind to features of the considered system, the
model-building procedure usually benefits from expert knowledge. Actually, there are several
reasons why wind power time series do not fit neither with some of the aforementioned
hypothesis (Gaussian noise and stationarity) nor with the linearity assumption. For instance,
wind power time series are bounded because power output cannot go neither beyond installed
capacity nor below zero. In addition, because of the power curve effect, wind power tends
to show larger variability for intermediate generation levels than for extreme levels (null
generation and rated power, see figure 1.7). According to [95, 134], these facts conflict with
the assumption of Gaussian noise distribution with constant variance usually adopted. A
few works have addressed this issue: [16] proposed a Beta distribution to model wind power
forecast errors because, conversely to the Gaussian distribution, β-pdf has compact support5

and it allows for variable kurtosis depending on the current power level; [169] explored a mixed
discrete-continuous error distribution to account for the point probability at null error in
order to evaluate penalties in electricity markets; [136] introduced the generalized logit-normal
distribution based on the logistic transformation to accommodate the Gaussian assumption
in wind power time series.

Regarding the hypothesis of linearity, wind power time series are expected to show non-
linear dynamics mainly due to the high complex behaviour of the atmosphere and the non-
linearities of the wind-to-power conversion process. However, non-linear modelling is a chal-
lenging task and different approaches can be adopted. The most general approach is that of
black-box models. Black-box models are non-linear data-driven models that can be imple-
mented without prior knowledge about the relationships between inputs and outputs. The
main idea of this approach is to define an algorithm whereby the model learns from the
available data by mapping input and output patterns with no (or few) assumptions on the
underlying structure of the data. Artificial neural networks (ANNs) [102] represent one of
the most well-known black-box models. In particular, the Multilayer Perceptron (MLP) is
a particular case of ANN commonly employed in regression problems because it is able to
approximate any type of continuous function [75]. Several works have applied ANNs to wind
speed and wind power forecasting [100, 25, 99, 154, 158]. Other black-box models are fuzzy-
neural network based models [30, 139], support vector machine (SVM) [115, 124, 153] and

4 For simplicity, p̂t+k|t will be expressed as p̂t+k hereafter.
5 Compact support means that the pdf is defined on a finite interval; in particular, the domain of the β-pdf

is [0, 1].
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data-mining algorithms [93]. Several works have compared some of the mentioned models
([31, 30, 157], among others) but it is hard to draw general conclusions about what is the
best performing model. This is partly due to the fact that black-box models do not allow for
a clear interpretation of the functional relationships obtained. Furthermore, the implementa-
tion of these type of models entails trial-and-error procedures, which conditions the obtained
forecasting performance to the modeller ability.

Grey-box models represent a different approach. This family of models is based on the
use of expert knowledge in order to adapt the structure of simple models to some features
of a specific problem. This allows modellers to relax non realistic assumptions in a simple
way. For example, wind power time series dynamics are likely to vary along time due to
several reasons. Long-term variations may be motivated by seasonal meteorological patterns
as well as a smoothly decrease of wind turbines performance throughout their life cycle. This
calls for adaptive models that permit smooth variations of the parameters Θ across time
(for either linear and non-linear models). This feature is implemented in the SIPREÓLICO
model, which provides forecasts to the REE, the Spanish TSO [166].

Abrupt changes in wind power dynamics may also arise due to a fast evolution of mete-
orological conditions. For instance, wind power fluctuation periods are a big issue in large
offshore wind farms [6, 162, 181]. Similarly, ramp events represent sudden departures in a wind
power time series hardly envisaged by previous power observations. In both cases, because
the use of a single function f (see equation (2.11)) cannot account for different underlying
dynamics, sudden shifts experienced in time series behaviour may lead to a low forecasting
accuracy. This issue can be addressed with a regime-switching approach, which permits a
specific time series to be modelled with several underlying dynamics (regimes) that alternate
over time. For convenience, it can be assumed that each regime follows an AR process. This
is the case of several models (SETAR, STAR, TARSO, and MSAR, among others [106, 172]),
which generalise AR models by replacing constant AR coefficients by piece-wise functions.
Differences among regime-switching models are based on the mechanism governing the tran-
sition between regimes. [138] compared several of the aforementioned models for the case of
two offshore wind farms, concluding that MSAR models outperformed the other in capturing
different dynamics of wind power fluctuations for very short-term horizons. The advantages
of adaptive MSAR models were discussed in [140].

Varying-coefficient models (VCMs) [47, 69] generalize AR models by replacing constant
AR coefficients, θi in equation (2.13), by smooth functions, θi(·). This permits the model to
account for potential dependences of the time series dynamics with one or some variables in a
simple way, leading to a good balance of model simplicity and interpretability. [121] reported
significant improvements of the Danish Wind Power Prediction Tool (WPPT) performance
due to the modelling of the dependence between the parameters of the model and the forecast
wind direction. [168] employed a mix strategy of regime-switching and VCMs to exploit the
relation between wind speed and direction and the wind power forecast error propagation
across different areas in Denmark. [55] showed that VCMs permit the modelling of some
underlying effects in wind power dynamics for the case of 10 min-ahead forecasting at the
offshore wind farm of Horns Rev in Denmark; particularly, conditioning AR coefficients to
local wind direction contributed to model some features of the prevailing winds, whereas
the non-linearity related to the power curve effect was introduced by considering the local
wind speed. Moreover, the use of VCMs was found to be more appropriate for this case
study than a regime-switching strategy, even when minimal prior assumptions on the regime
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characteristics were adopted.

Finally, it is worth mention the case of GARCH models, which relax the usually adopted
assumption of constant noise variance (homoskedasticity). Several works have applied these
models to wind power forecasting [97, 174].

2.1.3 The physical approach

In contrast to time series based models, the physical approach performs wind power forecasts
by considering the underlying physics of the wind power conversion process. In a general
manner, the following stages can be distinguished:

(i) Modelling the evolution of the atmosphere. To cope with this issue, NWP models are
employed. These models provide meteorological forecasts for several look ahead times at
the nodes of a three-dimensional grid covering a certain domain. It is important to note
that decisions regarding the type and the number of meteorological models considered
at this stage may have an important impact on the final performance of the wind power
forecast model.

(ii) The local wind estimation. The expected wind at the wind farm is obtained by process-
ing NWP outputs. This process, referred to as downscaling, can be done by modelling
physical phenomena (such as the geostrophic drag law, the vertical wind profile, the
effect of the roughness and orography on the wind field, etc.) or just through statistical
procedures (statistical downscaling, [56, 152]).

(iii) The wind-to-power conversion. The local wind speed is related to the expected wind
power output (typically) through a wind power curve model of the wind farm. As
mentioned, the expected wind direction is usually considered in order to include the
adverse effect of wakes and obstacles on the power conversion performance.

In addition, the obtained wind power forecasts are usually post-processed through Model
Output Statistics (MOS) in order to minimise systematic errors [190]. It should be noted that
not all the physical models accomplish with all the aforementioned stages. In particular, MOS
can be employed to generate power forecasts directly from NWP outputs or the estimated
local wind [145].

Stage (i) and (sometimes) stage (ii) involve the simulation of the atmosphere at different
scales, from the modelling of large scale weather systems to the simulation of the local wind
field at the microscale. The following two paragraphs are intended to clarify some aspects
on this issue; the first one describes the two basic approaches to allow a workable numerical
management of the fluid dynamic equations: the Reynolds Averaged Navier-Stokes (RANS)
and the Large Eddy Simulation (LES) approach. The second paragraph focuses on GCMs,
with special attention to reanalysis datasets.

A basis for understanding the simulation of the atmosphere

Modelling fluid motions through numerical methods is key for a large variety of physical and
engineering problems. The Navier-Stokes equations fully describe a fluid motion in a given
domain by imposing the conservation of mass, momentum and heat. For atmospheric flows
the gas law and the conservation of moisture are added, and the equation system is usually
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referred to as primitive equations (the core of weather models). The rigorous resolution of
these equations would provide the exact velocity field, u(x, t), and density field, ρ(x, t), for
every spatial position x and time instant t. These estimated fields could be employed to feed
a wind turbine model (see figure 1.6) to generate an accurate and time continuous power
output forecast, p̂(t), up to any prediction horizon considered.

The problem with these equations is that no analytical solution is known; besides, pro-
viding completely the required initial and boundary conditions is virtually unaffordable. For
these reasons, computational fluid dynamic (CFD) models attempt to provide accurate nu-
merical solutions based on computational methods. The direct numerical simulation (referred
to by its acronym, DNS) requires very short spatial and temporal steps in order to properly
resolve all turbulence scales; due to the high computational cost, flow simulations based on
this approach are restricted to very small domains and time periods. Hence, additional simpli-
fications are required to simulate fluid motions with larger temporal and spatial scales. Two
main approaches can be adopted: the Reynolds Averaged Navier-Stokes (RANS) equations
and the Large Eddy Simulation (LES) models. In the following, a basic description of the
underlying hypothesis of the RANS and LES models is provided, as it represents a basis for
interpreting the outputs of fluid dynamic models.

The RANS equations are based on the idea that the fluid motion is not a deterministic
process, but the realisation of a stochastic process. Thus, all the fluid variables, such as
the velocity field u(x, t), are considered a stochastic variable, i.e. u(x, t, ω). The RANS
equations aim to estimate the average value of the stochastic process (in the sense of the
ensemble average). For example, the average velocity field, Ū(x, t), is defined as

Ū(x, t) = lim
N→∞

1

N

N∑

ω=1

u(x, t, ω). (2.14)

The velocity field (and any other variable) can be then decomposed into the ensemble
average, Ū(x, t), and the fluctuation, u’(x, t, ω), which represents a stochastic component
different for each realisation of the process. Mathematically,

u(x, t, ω) = Ū(x, t) + u’(x, t, ω). (2.15)

The use of this decomposition in the Navier-Stokes equations leads to the RANS equations.
It is worth noting that the fluctuation terms (associated to turbulence) introduce additional
variables (statistical moments and cross-moments of the original fluctuations) that need to
be modelled in some way to provide the closure equations. The so-called k − ε models and
the similarity theories represent some approaches to this problem.

On the other hand, LES models are based on spatial smoothing. In this case, each
realisation of the variables is decomposed into a spatial averaged value and a fluctuation
term, both considered as stochastic processes. For the case of the velocity field, it can be
expressed as follows:

u(x, t, ω) = U∆(x, t, ω) + uδ(x, t, ω), (2.16)

where U∆(x, t, ω) is the spatial averaged value over a domain ∆:
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U∆(x, t, ω) =

∫ ∫ ∫
∆ u(x+ δx, t, ω)dδx∫ ∫ ∫

∆ dδx
, (2.17)

and uδ(x, t, ω) is the fluctuation term. This decomposition permits capturing the dynamics
of the fluid motion up to a spatial scale determined by the chosen ∆. Similarly to the RANS
approach, the fluctuation terms (related to the processes occurring at unresolved spatial
scales) need to be modelled. It is worth noting that, conversely to the RANS approach, LES
equations reproduce a particular realisation of the process as the spatial averaged variables
depend on ω.

Both RANS and LES equations are continuous in time and space. The advantage is that
they can be numerically solved with larger spatial and time steps than those required for the
DNS approach.

NWP models and reanalysis datasets

Wind power forecasting represents one of a large number of applications derived from the
study of weather forecast. As mentioned above, the problem of predicting the evolution of
the atmosphere is basically addressed by averaging and discretizing the governing equations
in time and space. These equations describe kinetics, thermodynamics and chemical aspects
of the atmosphere. Then, by solving them across time from a initial state, future states are
estimated. Although the methodology is easily stated, the implementation is far from being
a trivial issue. The atmosphere is not an isolated system as it interacts through its bounds.
Solar radiation and heat and mass transfer with continental and sea surface represent some of
the forcings to take into account during the resolution process. Turbulence resulting from the
interaction of the atmosphere with Earth surface adds complexity to atmospheric motions in
the so-called atmospheric boundary layer (ABL), with heights about 1–2 kilometres from sur-
face. In addition, fluid motions are chaotic, which means that extremely small perturbations
in the initial state derive in very different states in the long term. It is evident that the size
of the atmosphere represents a problem in defining the initial state, which is accomplished by
data acquisition at meteorological stations, radiosondes, satellite monitoring, etc. Even when
the amount of observational data has experienced a large increase in the last years (mainly
through satellite observations [131]), a perfect characterisation of the atmosphere is, by defini-
tion, unattainable. Thus, because of the imperfect initial state definition, the chaotic nature
of fluid motions and the computational resolution of the governing equations, atmospheric
forecasts beyond a certain prediction horizon are likely to be of low or null value. In this
regard, [104] postulated that atmospheric phenomena of different scales (mesoscale, synoptic
and global scale) can be predicted only up to certain horizon (in the range of hours, days and
a few weeks, respectively).

One of the bottlenecks in improving NWP performance is indeed the spatial and time
resolution employed. Computational capacity imposes a trade-off between the resolution and
the size of the area considered. In this regard, even when computational capacity has experi-
enced a large increase in recent years, models accounting for the evolution of the atmosphere
all over the Earth (GCMs) are related to horizontal resolutions of around 100 km. Because
many of the small scale meteorological processes of interest occurring close to the surface
are not captured by these models, finer resolutions are attained by restricting the domain
considered, leading to LAMs (which comprise synoptic models and mesoscale models). This
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fact imposes that new boundary conditions need to be provided. To this end, several models
with increasing resolutions are applied in nested domains so that a GCM provides boundary
conditions to a LAM, which in turn can be employed to feed a LAM with higher resolution on
an inner domain. By doing this, atmospheric dynamics of a wide scale range are expected to
be captured when predicting meteorological variables. The problem with the nested scheme
is that, because GCM outputs are blind to sub-grid scale processes,6 the provided bound-
ary conditions embody errors that are propagated through the nested models, limiting the
benefits of the increase in resolution obtained through this scheme. A review of some of the
operational LAM models in Europe can be found at [62].

GCMs are developed and operated by large weather organisations such as the European
Centre for Medium-Range Weather Forecasts (ECMWF) and the National Centers for Envi-
ronmental Prediction (NCEP). Models are launched several times each day. The initial state
is referred to as analysis, an it represents the processing and arrangement of observational
data to meet the model variables at the grid nodes. In contrast, forecasts make reference to
the model outputs obtained for a variety of look-ahead times. Both analyses and forecasts
are employed by national agencies to run their LAMs to obtain refined forecasts. One issue is
that the quality of analyses and forecasts generated by a GCM in operational mode is likely
to vary across time because models are frequently tuned and updated. In order to produce
large datasets with homogeneous quality, reanalysis datasets are performed by running the
last version of the model over a large time period (in the order of decades). For this reason,
reanalysis datasets are considered the best characterisation of the atmosphere [117]. Table
2.1 shows the characteristics of some reanalyses performed recently.

Table 2.1: Characteristics of available reanalysis datasets. Source: [146].
Name Source Period HORa TORb Vertical levels

ERA Interim ECMWF 1979–present 0.75o (∼79 km) 3–6 hourly 60 (up to 0.1 hPa)
ERA-40 ECMWF 1958–2001 1.125o (∼125 km) 3–6 hourly 60 (up to 0.1 hPa)
JRA-25 JMA1 1979–2004 1.25o 6 hourly 40 (up to 0.4 hPa)
NASA MERRA NASA2 1979–present 0.5o(lat)x0.66o(lon) 6 hourly 72
CFSR NCEP 1979–present 0.5o (∼38 km) hourly 64 (up to 0.26 hPa)

a Horizontal output resolution
b Time output resolution
1 Japan Meteorological Agency
2 National Aeronautics and Space Administration

2.2 State of the art on wind power ramp forecasting

Managing ramp events and, more generally, extreme events, is usually cited as one of the main
challenges to address in order to achieve the integration of large amounts of wind energy. In
this regard, short-term wind power forecasting is expected to play an important role by
developing new strategies oriented to reduce wind power uncertainty during these specific
events [71, 143]. One of the difficulties associated to this new topic is the definition of extreme
event. This issue was addressed during the European SafeWind Project; for instance, in [135],
it is argued that due to the variety of actors involved in wind power integration, the notion

6 This adverse effect is addressed to some extent by introducing parametrizations of sub-grid processes,
which link these processes with the resolved model variables.
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of extreme event cannot be universally defined. Meteorologists, for instance, relate extreme
events to significant deviations of meteorological variables from climatology. Conversely, TSOs
would focus on events that may put the system operation at risk, such as coincidences of severe
drop in generation and increase in demand. Energy traders would rather be concerned by
high economic penalties, conditioned to the rules of the considered electricity market. Finally,
forecasters would define extreme events as those provoking large wind power forecast errors.
It is clear that there is no reason why the same event would match the mentioned criteria at
the same time.

Ramp events are a kind of extreme event. Even though the underlying idea of a ramp is
very intuitive, i.e. a large and fast variation in wind power output, its nature and potential
consequences makes it difficult to formulate a closed definition without regarding specific con-
siderations. For example, because of the non-linear power conversion process, ramp events are
not necessarily conditioned to what meteorologists would define as extreme winds. Likewise,
from the TSO perspective, the risk associated to a large wind power variation may depend
on the size of the balancing area, the amount and cost of ancillary services available as well
as the coincidence of wind power ramps with load ramps in the opposite direction (this effect
was observed in the Electric Reliability Council of Texas (ERCOT) system in 2008 and 2009
[184]). In consequence, it could be said that, due of the novelty of the topic, there is not yet a
well-defined path in which ramp forecasts should be performed to give answer to general end-
user requirements. Instead, an increasing number of works and studies reporting experiences
in wind power ramp forecasting from different standpoints have been recently reported. Most
of the findings could be sorted into three aspects, to be described in the following sections: (i)
definition of ramp event, (ii) ramp underlying meteorological processes and (iii) experiences
in short-term wind power ramp forecasting.

2.2.1 Definition of ramp event

The term ramp event makes reference to a large variation in wind power output that is
observed on a wind farm (or in a portfolio) within a short period of time (up to a few
hours). To characterise a ramp event, the following set of parameters is usually employed
[29, 128, 143]:

• Magnitude (∆P ): the variation of the power output during the event.

• Duration (∆tr): the time period in which a large variation takes place.

• Timing (t0): a time instant that specifies the time of the ramp event. t0 can be defined
as the starting time of the large variation, although the central time of the event can
also be employed.

Another parameter of interest is the ramp-rate (∆P/∆tr), which is derived from the
previous variables and provides an idea of the ramp intensity. Usually, the ramp direction is
also considered, i.e. whether the ramp event represents an increment or a decrement in power.
To assess these parameters during a specific event, the ramp needs to be previously identified.
In some cases, a ramp event can be intuitively recognised from the wind power time series
under analysis. Figure 2.2 (left) clearly illustrates two adjacent ramp events observed during
the 25th and the 27th of January in a wind farm with a rated power of 19.2 MW. The time
resolution of the wind power time series is one hour. In this case, variations of ∆P25th = 91.1%
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and ∆P27th = 83.3% of the rated power, PR, were observed within a duration of ∆tr = 4
hours. On the other hand, Figure 2.2 (right) shows a period where high variations in power
were experienced (between the 11th and 13th of December) such that the non-monotonic
evolution of the time series makes it difficult to assess the ramp magnitude without taking
an arbitrary decision on the ramp duration. This example illustrates that identifying ramps
with the naked eye may be a non-trivial task. Along these lines, similar examples for the
aggregated wind power output of a large region were provided in [184].
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Figure 2.2: Examples of ramp events. A period of time with two clear large ramp events
(left) and a period of time where ramp events are barely identifiable (right).

To deal with the subjective concept of ramp, all of the studies reviewed relied on the
definition of specific thresholds to decide whether a certain event could be considered a ramp
in a binary manner. The binary classification is based on the indicator function, It, defined
as follows:

It =

{
1, if St ≥ S0
0, if St < S0

, (2.18)

where St is a predefined criterion function, S : Rn −→ R, evaluated at time t and S0 represents
a threshold. Hence, a specific event occurs during a period of time that causes the criterion
function to go above threshold (i.e., It = 1). The indicator function was used in [73] to
decide whether fluid motion could be considered turbulent. However, it can be used for other
purposes simply by considering the appropriate criterion function St.

The indicator function allows for the identification of ramp events in a wind power time
series by considering a certain criterion function together with a threshold. This criterion
is usually based on the variation observed between two records of the power time series.
Mathematically,

St = Pt+∆tr − Pt. (2.19)

In this case, the sign of the variation permits us to determine whether the ramp is positive
(St > ∆P0, thus It = 1 for [t, t+∆tr]) or negative (St < −∆P0, thus It = −1 for [t, t+∆tr]),
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∆P0 being the threshold value. Since this definition only takes into account the end values of
a specific time interval, consecutive ramps with different direction may lead to an inaccurate
ramp identification. To avoid this, an alternative criterion function was proposed in [87]:

St = max([Pt, Pt+∆tr ])−min([Pt, Pt+∆tr ]). (2.20)

The counterpart of this definition is that the ramp direction is not obtained because the
criterion is positive for both ramp-up and ramp-down events. Likewise, [87] noted that the
use of the criterion given in (2.19) or the one given in (2.20) had little effect on the statistics
obtained in the study.

The threshold ∆P0 is usually expressed as a percentage of the installed capacity, %PR,
though a few works considering large regions have employed an absolute power amplitude
threshold [52, 87]. In [87], it is argued that the latter option is more appropriate because the
installed capacity is likely to vary along time as existing wind turbines are upgraded or new
wind farms are installed. In this situation, a threshold based on rated power percentage would
identify the same event differently in distant times. In addition, the absolute threshold value
may be set in base of technical criteria such as the back-up generation available (reserves
provided by conventional generation). Nevertheless, the counterpart is that the use of an
absolute threshold value may derive in a higher frequency of ramp events as the installed
capacity increases [88]. A different criterion to set the threshold value was proposed in [53],
where ∆P0 was defined as a percentage of σg, the standard deviation of the first-differenced
wind power time series.7

An attempt to provide a more sophisticated ramp definition was made in a ramp fore-
casting exercise [10], where a ramp was identified in base of two features: the core ramp,
which represents a large variation in wind power output, and the refinement, comprised by
the pre/post time intervals if a substantial power variation (smaller than the core, but larger
than a certain threshold) in the same direction was observed. Despite the seemly clarity of
the definition, different interpretations were made by the participants, and only during the
last months of the project an unified definition was adopted.

Computing the indicator function from the wind power time series was deemed unsuitable
in [18] because wind power may exhibit high variability in time scales shorter than typical
ramp lengths. As a consequence, the ramp identification may become highly sensitive to fast
fluctuations or noise. To avoid this problem, a criterion function based on a filtered signal
{pft } was proposed. The filtered signal is obtained from a low-pass filter where a parameter
related to the number of averaged measures, n, must be set. Mathematically,

St = pft = mean{pt+h − pt+h−n;h = 1, ..., n}. (2.21)

The parameter n permits to tune the sensitivity to short period variations in the original
time series (i.e., the characteristic time length of the ramps which are considered of inter-
est). Setting the value of n replaces the choice of the parameter ∆tr employed in previous
definitions.

Despite a few exceptions, the most employed criterion for ramp identification is the one
provided in equation (2.19). In this case, the key elements in defining a ramp event are the
threshold values (∆tr,∆P0). Table 2.2 summarises the thresholds reviewed.

7 The first-difference of a certain time series {pt} is defined as ∆pt = pt − pt−1
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Table 2.2: Definitions of ramp events reviewed in recent studies.
Author ∆P0 ∆tr Case study size Comment

Cutler (2007) [33] 75%PR 3 h 65 MW Hourly resolution (slow ramps)
Cutler (2007) [33] 65%PR 1 h 65 MW 10-min resolution (fast ramps)

Freedman (2008) [52] 200 MW 30 min ∼1 GW ∆P0 ∼ 20%PR

Truewind (2008) [175] 20%PR 1 h Not spec. (portfolio) Threshold for ramp-up
Truewind (2008) [175] 15%PR 1 h Not spec. (portfolio) Threshold for ramp-down
Potter (2009) [143] 10%PR 1 h ∼1 GW
Barbour (2010) [10] 20%PR 30 min ∼200 MW Core ramp
Greaves (2009) [65] 50%PR 4 h 3-240 MW
Collier (2010) [29] 50%PR 4 h Not spec.

Bradford (2010) [22] 20%PR 1 h Not spec. (wind farm)
Bossavy (2010) [18] 50%PR n/a Not spec. (wind farm) Use of the filtered power output
Kamath (2011) [88] 10-12%PR 30 min ∼1 GW
Kamath (2011) [88] 15-20%PR 1 h ∼1 GW
Gallego (2011) [53] σg 1 h 33 MW
Bossavy (2013) [19] 30%PR n/a 8 MW Use of the filtered power output

PR stands for the rated power of the case study considered and σg is the standard deviation of the first-difference of

the wind power time series (see text for details).

2.2.2 Ramp underlying meteorological processes

As stated in [175], the understanding of the meteorological phenomena that cause large ramp
events is an important precursor to the development of a successful large ramp forecast proce-
dure. This is so because the identification of the meteorological scales relevant in explaining
ramp events may provide insights about the accuracy that could be expected with current
NWP models, as well as what efforts could be made to adapt them for ramp forecasting.
Nevertheless, relating ramps to their underlying causes is a very case-dependent problem.
First, it is rarely the case that different wind farm locations are characterised by similar me-
teorological conditions. Even when two placements are located at similar latitudes (which
may suggest similar macro-scale conditions), local effects may become quite different due to
specific terrain characteristics, roughness, topography or sea-land interactions. In addition,
the lay-out of the wind turbines (i.e. row-configured wind farms versus squared distribution)
may place conditions to the occurrence of ramps during meteorological processes involving
changes in wind direction. Another issue is the size of the area considered. If the aggregated
wind power output of a large area is considered, it is expected that large ramp events would
be related to large scale meteorological processes so that most of the wind farms would be
affected at the same time. Conversely, micro and mesoscale processes characterised by short
time and spatial scales may become relevant in explaining sudden variations in wind power
output of a single wind farm. In some cases, the specific site conditions are also determinant
in explaining the scale of the processes involved in ramp events. [33] reported one of the
first works in categorizing wind power ramps for the case of a single wind farm, located in
North-west coast of Tasmania. It was found that the specific site conditions reduced the
influence of local effects so that large ramp events were found to be mainly related to large
scale processes, such as low pressure systems and fronts. It was also noted that ramp events
were evenly distributed over the day and they were less frequent in autumn.

An interesting classification of the main meteorological processes that may derive in ramp
events was provided in [194]. According to the author, one can distinguish between phenomena
driven by horizontal atmospheric processes and those driven by vertical atmospheric processes.
Among the former, processes related to two different scales can be described: passage of large-
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scale weather systems (such as fronts) and the onset of local/mesoscale circulations (such as
sea-land breezes and mountain-valley winds). In both cases the state of the art in NWP
models permits relatively good forecasts of these processes. On the other hand, phenomena
driven by vertical processes (convection) are likely to be much difficult to predict. It is due
to the fact that these phenomena are characterised by short life cycles, as well as a high
sensitivity to perturbations of certain variables. For example, the existence of a high wind
speed layer above the wind turbine level along with a sudden perturbation in either vertical
wind shear or thermodynamic stability can derive in a vertical mixing of momentum, leading
to high wind speeds at lower heights and causing an explosive increase in wind power output.
Other example would be the sudden onset of a thunderstorm (usually referred to as moist
convection). However, the author noted that even if current NWP models hardly forecast
these events in timing and location, they can provide useful information related to favourable
environmental conditions for the mentioned processes.

A well-documented case study was performed in the ERCOT area, where wind energy
deployment plans have led to high wind power penetration levels. [52] compiled the main
meteorological underlying processes of aggregated wind power ramp events observed during
the years 2005 and 2006, and a very well detailed analysis on some specific ramp events was
performed. From a statistical point of view, ramp-up events were found to be more frequent
than ramp-down events. This fact seems to be explained by the passage of meteorological
phenomena such as fronts, that usually provoke sudden wind increases followed by a gradual
decline. In addition, it was noted that ramp-up events were primarily caused by convective
events during the hot season (mainly observed in evening hours), whereas frontal passages
accounted for most of them during the cold season. A different daily pattern was found in
[22] for a set of 34 locations in the same area. The author attributes this fact to a particular
low convective activity during the period considered (summer 2009), which points to the idea
that seasonal patterns of ramp events may vary from year to year. Nevertheless, the fact that
this work analysed ramp events at individual locations whereas the former was based on the
aggregated regional wind power was not remarked as a potential explanation.

Another interesting case study is the pilot project in the Alberta Electric System Operator
(AESO) area [50, 175], a relatively flat region situated close to a large mountain range. In this
case, orographic effects were deemed to be determinant in explaining the challenging weather
regimes observed. [175] described the main phenomena related to ramp events: shallow cold
air,8 cross-mountain flows and cold surge events. From a statistical point of view, it was
found that ramp-up events were more common than ramp-down events, the former taking
place mainly from May to July and the latter during the period August-January.

[87] provided a statistical analysis on ramp event patterns for the aggregated wind power
in the Bonneville Power Administration (BPA) balancing area in 2008 (with a installed ca-
pacity of around 1 GW at the time). This region, situated in Pacific Northwest (USA), is
characterised by a noticeable wind resource, which has led to a concentrated development of
wind projects. Though meteorological causes were not analysed in the study, it was found
that both ramp-up and ramp-down events happened more often in the afternoon than in the
morning, and also from March to August. In line with previous works, ramp-up events were
more common than downward ramps. [10] reported some characteristics observed in three
different wind projects located in this region, concluding that the size of the project has an

8 Wind farms are in the interface between a low level mass of cold air (characterised by light winds) and a
strong cross-mountain flow of warm air.
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impact on the number of ramps (in such a way that smaller projects with less spatial diver-
sity showed a higher number of ramps), whereas differences in ramp intensities were mainly
associated to the specific location of the wind farms.

[88] analysed the relation between daily averaged weather measurements and ramp events
in two regions with important wind penetration levels: the Tehachapi Pass (that belongs to the
area of the California Independent System Operator, CAISO) and the Columbia Basin (BPA
area). Based on feature selection techniques, the author concluded that wind measurements
(in particular, average wind speed, speed gusts and wind direction) were of main interest in
detecting days with ramp occurrence in both regions. It was also noted that the average air
temperature and the average relative humidity measured in specific weather stations were
also relevant for the case of the Tehachapi region.

2.2.3 Experiences in short-term wind power ramp forecasting

Several experiences regarding wind power ramp forecasting have been recently reported. Be-
cause of the novelty of the topic, there is a variety of approaches to the problem, revealing
that there is no agreement on how ramp forecasts should be provided and evaluated. For
instance, some of them put emphasis on providing ramp alarms in terms of binary occurrence
or probability distributions ([18, 22, 65]) while others focus on forecasting ramp features such
as ramp rates (∆P/∆tr) [199]. Moreover, the use of different ramp definitions represents an
additional difficulty when comparing results from different works. This section summarises
the most relevant works reviewed together with the main conclusions reported.

[33] evaluated the performance of a conventional wind power forecasting methodology
(i.e. not specifically oriented to ramp forecasting) during time periods where ramp events
were observed. The case of a 65 MW wind farm was considered. Wind power forecasts were
obtained from the combination of BoM MesoLAPS and the danish WPPT. BoM MesoLAPS is
a LAM model with a horizontal resolution of 12.5 km. WPPT performs wind power forecasts
from recent local power observations, the time of the day and wind speed and direction
forecasts at 10 m height provided by the LAM. The analysis was performed for prediction
horizons comprised between 19 and 42 hours ahead. It was concluded that the forecasting
error observed during ramp events was similar to that committed by the reference model (the
climatological mean; this reference is introduced in section 5.1). This result was mainly due to
the low accuracy of the LAM model in predicting wind during these events. More specifically,
timing errors (ramps predicted with a delay of a few hours) seemed to play an important role
since they are severely penalised by the root mean squared error (RMSE) criterion. To the
authors, this fact therefore questions the usefulness of the RMSE to evaluate the performance
of wind power ramp forecasting.

Concerning the aforementioned Alberta forecasting pilot project, wind power forecasts up
to 1 to 48 hours ahead were provided by several forecasters. In this case, a wealth of NWP
models were employed, so that a statistical stage was required to optimally generate the power
forecast from the available meteorological outputs. [175] reported that the use of a global
criterion to tune this step (minimisation of the RMSE) led to a systematic low accuracy of
ramp rates prediction. Along these lines, [50] remarked that models had to be tuned either
to minimise a global criterion or to maximize the performance during ramp events, but both
criteria could not be met at the same time. In addition, ramp-down events were found to be
more difficult to predict that upward ramps [175].

The use of two NWP model outputs was considered in [65] to predict the power output of
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both individual wind farms and portfolios. In this case, the analysis of the ramp forecasting
accuracy was performed in base of a binary ramp classification. Under this approach, there
are three possible outcomes for each observed/predicted ramp event:

• True forecast (TF ) (also referred to as Hits and True positive): a ramp event is observed
and predicted within a specific time interval.

• False forecast (FF ) (also referred to as False alarm and False positive): a ramp event
is predicted but not observed.

• Missed ramp (MR) (also referred to as False negative): a ramp event is observed but
not predicted

Based on these definitions, the ramp forecasting accuracy can be assessed by defining the
forecast accuracy (FA) and the ramp capture (RC ) (also named hit percentage) as follows:

FA =
TF

TF + FF
, (2.22)

RC =
TF

TF +MR
. (2.23)

In this study, the combination of several NWP outputs for ramp forecasting was called into
question as the related RC index was found to be lower than the one obtained through the
use of a single NWP model. In addition, the authors noted that the use of a binary ramp
definition poses certain problems for the evaluation of the ramp forecasting performance. For
example, the MR index might be overestimated if it happens that a ramp is well predicted in
timing but the predicted amplitude is slightly lower than the threshold of the employed ramp
definition.

[22] reported another wind power ramp forecasting experience based on a binary ramp
definition. In this case, the use of a high resolution NWP model (the Weather Research and
Forecasting model, WRF, at 3-km) along with a power curve model was employed to forecast
wind power output at 34 locations over a one-month period. The RC index (see equation
(2.23)) and the Peirce’s Skill Score (PSS ) were employed. The PSS is defined as follows:

PSS =
(TF · TN )− (FF ·MR)

(TF+MR) · (FF + TN )
, (2.24)

where TN stands for True Negative (a ramp event is neither observed nor predicted). Both
statistics showed a very low accuracy in predicting ramps, which was attributed to specific
limitations of the methodology (such as the use of 2 metres height wind forecasts and obser-
vations) rather than to the WRF model performance.

[29] analysed the impact of considering upstream wind measurements to improve very
short-term ramp forecasting (the considered prediction horizons ranged up to 6 hours). The
basic idea was to refine wind power forecasts obtained through conventional models (NWP
model combined with recent SCADA observations) by adding information gathered in up-
stream locations (in the order of 100 km). It was found that the use of the forecast error
observed at the upstream locations provided more information than using raw upstream mea-
surements. The analysis showed that the ramp capture improvement was limited, although
better forecasts of ramp features such as the ramp rate were observed. However, it should be
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noted that only ramps related to a specific wind direction were considered, and those ramps
due to cut-out speed were excluded for the analysis.

Some works have recently pointed out the potential contribution of probabilistic forecast
to wind power ramp prediction [19, 18, 143]. Indeed, estimating probability distributions
of ramp features such as amplitude, timing and duration would allow forecasters to better
communicate complex situations rather than providing point-forecasts. This information
permits end-users to be aware about different risk levels during decision-making processes.
Special interest has been paid to the temporal uncertainty of ramp events. This is so because
the phase error committed by NWP models entails ramps well predicted in amplitude but
not in timing, which severely penalises the performance of power point-forecasts and binary
ramp occurrence predictions. A first attempt to characterise the temporal uncertainty of
ramp events was carried out in [65]. The probability distribution of the delay (positive
or negative) between observed ramps and predicted ramps was estimated for two different
prediction horizons (3 hours and 24 hours). This probability distribution, situated in the
central part of a predicted ramp, was utilized to inform about the timing temporal uncertainty
in a visual manner. An important limitation of this work is that the estimated probability
distribution of the delay is non time-dependent because it was estimated once for all the events.
Consequently, a deeper analysis on different uncertainty levels for different underlying ramp
causes was not addressed.

[18] proposed a methodology based on ensemble forecasts to provide confidence intervals
for ramp-timing estimation. Ensemble forecasting makes reference to a forecasting strategy
based on the use of a wealth of future meteorological scenarios, referred to as members, which
are obtained by running a NWP model with small perturbations in the initial state and/or
different parametrizations. The case of three wind farms located in France was considered,
and the Ensemble Prediction System of the ECMWF was employed. Each ensemble member
was used to estimate wind power forecasts from 1 to 80 hours ahead. When a ramp event
was predicted by a number of members, the related timing values were employed to infer a
statistical distribution of the ramp timing, leading to better results than those obtained with
a reference model. This procedure was further explored in [19], concluding that the use of
ensembles provides a more reliable ramp capture than the one obtained with a unique wind
power scenario.

[195] reported on the development of a ramp oriented wind power forecasting tool that
produces very short-term probabilistic forecasts of the ramp rate. The forecasts consist of
a set of graphics reflecting the probability to observe ramp rates larger than several pre-
established thresholds for several horizons, from 15 minutes to 6 hours ahead. Ramp rates
are defined for three different time periods, namely 15, 60 and 180 minutes. Wind power
point-forecasts are also provided together with 80% confidence bands.

Only a few works have focused on purely time series based models applied to ramp fore-
casting, i.e. with no NWP data as inputs. [199] presented a study on time series models
for wind power ramp rate forecast. The ramp rate time series was obtained from the differ-
ence between two consecutive power measurements in a 10-min basis (the first-difference of
the wind power time series). A set of meaningful explanatory variables was identified from
SCADA measurements. Several multi-variate time series models were built and compared
for different prediction horizons between 10 and 60 minutes. It was found that the SVM
algorithm outperformed the rest of the models, providing reasonable forecasts for horizons up
to 40 minutes. Unfortunately, the author does not provide insights about the advantages of
forecasting the first-difference of the time series instead of predicting the power time series



30 CHAPTER 2. STATE OF THE ART AND PROBLEM STATEMENT

directly. [53] proposed a regime-switching model based on ANNs in an effort to differentiate
ramp and non-ramp regimes; to this end, the proposed model considered different ANN archi-
tectures and window sizes for each regime. The current regime was assessed at each time-step
in base of the most recent observation of the wind power gradient. A noticeable improvement
for the case of one hour-ahead forecast was attained, specially for the case of ramp-up events.
However, the trial-and-error procedure involved in the ANN training was deemed to have a
negative impact on the identification of the regime thresholds.

2.3 Problem statement

Nowadays, one of the challenges to integrate large amounts of wind power relates the man-
agement of fast power output variations experienced in wind farms and portfolios. The way
in which wind power forecasting may contribute to this issue is still at an early stage. Indeed,
previous experiences often focused on different aspects of the problem, leading to a variety
of proposed approaches and evaluation criteria. In addition, most of these works are based
on physical models, while little research regarding the role of statistical models has been
conducted so far.

The framework of this study is the point-forecasting approach focused on time series based
models for very short-term prediction. Thus, the objective is to explore different strategies to
optimally design functional relationships between the available information and the expected
wind power generation (hourly averaged) for a given lead time (up to six hours ahead). In
a first part of the study, models based merely on wind power time series will be considered;
this will allow us to compare the forecasting performance attained by linear models (AR
models) with that obtained with non-linear models, namely ANNs and VCMs. In a second
part, information from the atmosphere will be added so as to analyse the extent to which it
contributes to a better modelling of the wind power dynamics. We will restrict the analysis
to the framework of the global scale. To this end, reanalysis data generated by a GCM will
be considered. In order to accommodate concepts related to ramp forecasting, we introduce a
tool oriented to the characterisation of ramp events: the ramp function. From this, we define
the evaluation criteria to assess the performance of the forecasting models during ramp-up
and ramp-down events.

The diagram in figure 2.3 provides a clear idea on how the different chapters are connected.
The raw dataset of a given wind farm (two wind farms are considered in this study) is
processed in chapter 4 so as to generate the wind power time series, {pt}. In addition, and
based on notions introduced in chapter 3, the related ramp function, {rt}, is obtained.

The wind power time series is employed in chapters 5 and 6 to accomplish with the afore-
mentioned first stage: the analysis of forecasting models based merely on wind power data.
In particular, the reference model, M0, is introduced in chapter 5 while the implementation
of AR models (M1), ANNs (M2) and VCMs (M3 and M4) is addressed in chapter 6.

On the other hand, chapter 7 introduces a methodology to put in relation the raw reanaly-
sis dataset with {rt} in order to generate exogenous variables meaningful for ramp forecasting,
namely {x1t}, {x2t} and {x3t}. These variables are employed in chapter 8 to implement fore-
casting models considering information from the global scale. As a result, models M5–M10
are obtained.
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Figure 2.3: Connections between chapters.
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Chapter 3

The ramp function

Locating ramp events within a wind power time series is important because it allows forecast-
ers to regard meteorological processes and operational states of the wind farm in the proper
time periods when analysing ramp causes. In this chapter, the use of a binary ramp definition
usually found in the literature is called into question. In particular, the implications related
to the binary approach are described and discussed in section 3.1. The ramp function1 is
introduced in section 3.2 as a means of characterising the ramp performance of a wind power
time series.2 The underlying idea is that a ramp event is characterised by high power output
gradients evaluated under different time scales. The introduced ramp function is based on the
wavelet transform (WT) [38], which is briefly described, and it provides a continuous index
related to the ramp intensity at each time step. This permits to take into account the fuzzy
limits of the ramp notion, as well as the development of new approaches to wind power ramp
analysis that are not feasible from a binary classification standpoint.

3.1 Implications of the use of the ramp binary definition

It was mentioned in section 2.2.1 that the indicator function, It, is usually employed to identify
ramp events within wind power time series. Its applicability is due to its simplicity, given that
only two parameters need to be assessed (the ramp duration, ∆tr, and the power amplitude
threshold, ∆P0). Because the impact related to ramp events may vary from one application
to another, it is reasonable to think that these two parameters should be set by the end-user.
The threshold values are then expected to be conditioned by particular requirements such
as the size of the wind farm/portfolio and the specific cost-function considered (e.g. costs of
ancillary services or penalties in a certain electricity market). This may fit with the fact that
different ramp definitions have been proposed, as illustrated in table 2.2. In addition, the
mentioned parameters are related to conventional magnitudes as power variations and time
periods, which eases the labour of defining ramps to end-users who may not be familiar with
complex analysis tools. It is important to remark that the way in which ramps are identified
may have appreciable impact on the activity of the forecasters/modellers because it highlights

1 The main contents of this chapter are included in [54].
2 The expression Characterising the ramp performance is employed throughout this work to make reference

to the use of a given methodology to analyse the behaviour of a wind power time series in terms of large power
variations (ramps). The binary approach consists in sorting power gradients as ramp/non-ramp events in base
of given thresholds. A continuous approach, as the one considered in this chapter, is intended to assess a
continuous index related to the ramp intensity.

33
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those time periods where meteorological processes and operational states should be carefully
regarded when analysing ramp causes. However, the use of the indicator function as a basis
for ramp identification entails two main shortcomings:

First, the ramp characterisation is not robust in the sense that the number of ramp events
observed in a wind power time series may become sensitive with respect to fixed threshold
values. To illustrate this fact, figure 3.1 shows the relative frequency of ramp events at a real
wind farm (wind farm A, to de described in chapter 4) during a two-year period, as a function
of the thresholds considered. The relative frequency, fr, is defined as the percentage of time
in which ramps were observed:

fr(%) = 100 ·
∑N

t=1 |It|
N

, (3.1)
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Figure 3.1: Relative frequency of ramp events, fr(%), as a function of different thresholds
(∆tr,∆P0) for the power output time series of a real wind farm during a two-year period.
∆P0 stands for the wind power variation threshold as a percentage of the rated power %PR.
∆tr stands for the maximum duration in which the power variation takes place. Contour
lines interpolate constant relative frequencies in steps of 1%. The fr(%) obtained with some
of the reviewed definitions are pointed out.

where N is the number of elements of the wind power time series. The specific case of
four reviewed definitions has been pointed out. Contour lines interpolate constant relative
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Table 3.1: Relative frequency of ramp events for different ramp definitions (column 2) and
considering a modified amplitude threshold ∆P0± 5%PR (columns 3 and 4). Columns 5 and
6 show the relative variation between column 2 and columns 3 and 4, respectively.

Author fr(∆tr,∆P0) f+
r f−

r 100 · f+
r

−fr
fr

100 · f−

r
−fr
fr

Cutler (2007) [33] 0.8% 0.5% 1.4% -37.5% 75.0%
Potter (2009) [143] 32.1% 18.4% 52.9% -42.7% 64.8%
Greaves (2009) [65] 12.8% 9.4% 16.7% -26.6% 30.5%
Bradford (2010) [22] 10.2% 5.4% 18.4% -47.1% 80.4%

f+
r stands for fr(∆tr ,∆P0 + 5%PR)

f−
r stands for fr(∆tr ,∆P0 − 5%PR)

frequencies (in steps of 1%) to provide insights about the sensitivity of the relative frequency
with respect to both parameters (∆tr,∆P0). In addition, Table 3.1 illustrates the relative
frequency obtained with different ramp definitions when the magnitude threshold ∆P0 is
modified by ±5%PR. For example, considering the threshold ∆P0 = 45%PR instead of 50%PR

(defined in Greaves (2009) [65]) increases the percentage of times where ramps were observed
by 30.5%. This fact could have been expected since the frequency of power changes in wind
power time series tends to be a smooth function of both the amplitude and the duration
considered, as discussed in [65]. Along these lines, [33] proposed a sensitivity analysis for the
threshold assessment, which can be considered a first attempt to minimise the consequences
of this behaviour.

The second shortcoming is that the use of a binary definition implies that ramp events
are identified with no distinctions on their characteristics (e.g. ramp intensity and duration).
This fact places conditions on the approach to wind power ramp forecasting for both the end-
users and the forecasters/modellers. The use of the binary definition constrains end-users to
translate their cost-function into a binary perspective so as to identify what threshold of ramp
intensity constitutes a problematic ramp event. Therefore, defining a ramp as a variation of
(at least) ∆P0 = 50%PR within a time period of ∆tr = 4 hours implies that variations
in ∆P = 90%PR have the same level of impact than the previous one. Furthermore, this
definition implies that variations of ∆P = 49%PR within the same time period have no impact
at all. With respect to the forecasters/modellers, the ramp binary classification supports the
notion that ramps are similar to one another even if ramps with different characteristics
are usually observed [19]. Few studies have proposed some degree of distinction by defining
different thresholds depending on the direction of the ramp (ramp-up or ramp-down [175])
or the time series resolution (slow ramps and fast ramps [33]). In any case, the binary
definition does not permit forecasters/modellers to exploit potential relationships between
different ramp levels and explanatory variables that span a continuous range, such as outputs
from NWP models or data from SCADA or off-site locations.

To our knowledge, a suitable approach to wind power ramp forecasting should be able to
deal with the fuzzy limits of the ramp notion in order to preserve more information than the
binary classification. In this regard, it is probably more interesting to provide end-users and
forecasters/modellers with tools oriented to better characterise the ramp performance of a
wind power time series instead of conditioning the ramp definition to track optimal thresholds
of a binary classification.
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3.2 A new proposal for characterising ramps: the ramp func-
tion

In this section, the ramp function is introduced. Because this function relies on the WT,
basic notions on wavelets are given in section 3.2.1. Next, the ramp function is defined in
section 3.2.2 and compared to some binary criteria. Finally, the advantages of using the ramp
function as compared with other proposals of continuous functions are detailed and discussed
in section 3.2.3.

3.2.1 The wavelet transform

Wavelet analysis is a relatively recent mathematical technique for signal analysis [38]. Wavelet
analysis has become popular in the last few decades, specially because developments in com-
puter science permit many different disciplines to take advantage on the properties of wavelets.
One of the first applied studies on wavelets was related to seismic surveys [118]. Since then,
wavelet analysis has been successfully applied with different purposes in a variety of fields [5]
such as image processing [8], edge detection [26, 66, 110], time series forecasting [114] (electri-
cal load forecasting [193, 196], electricity price forecasting [167]), chemical analysis [98] and
tool condition monitoring [200]. The time-frequency decomposition of wavelet analysis has
also been useful in the atmospheric sciences [41]. Specifically, several studies ([92, 165, 185]
and references therein) employed wavelet analysis to relate abrupt changes experienced by
certain variables (temperature, wind speed or humidity) to coherent structures (large scale
turbulence processes in the atmospheric surface layer).

The wavelet transform (WT) is proposed here to address certain aspects of signal pro-
cessing that the Fourier transform (FT) is unable to deal with. Specifically, the frequency
content of a certain signal y(t) provided by the FT does not allow for the separated analysis
of events that take place during specific time windows, which are of interest for certain appli-
cations. In contrast, the WT permits to characterise the time-frequency content of a signal,
providing information on both the location and the scale of different events. This feature
is obtained because the transformation is based on functions (wavelets) that are localised in
time and frequency. These wavelets are merely shifted and scaled versions of the so-called
mother wavelet, ψ(t), as given in equation (3.2),

ψτ,λ(t) =
1√
λ
ψ

(
t− τ
λ

)
, (3.2)

where τ relates to the shift and λ relates to the dilation.

The WT of a discrete time series {yt} consists of a set of coefficients obtained through
equation (3.3),

W τ,λ =
∞∑

−∞
ψτ,λ
t · yt, (3.3)

where τ ∈ Z, λ ∈ N and ψτ,λ
t relates to the wavelet function employed.
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Several wavelet functions with different mathematical properties exist (Daubechies or
Meyer wavelets, for example). The appropriate wavelet function usually depends on the
purpose of the study. One of the most famous and simplest wavelets is the Haar wavelet.
The WT based on the Haar function provides information about the gradient experienced
by the signal at different time scales [129]. For example, considering that W τ,λ

H is the WT

of a time series performed with the Haar wavelet, the coefficient W
τi,λj

H is related to the
gradient experienced by the signal in t = τi within a time window of λj time steps. Figure

3.2 illustrates ψτ,λ
t for the case of the Haar wavelet family for several scales λ. Note that the

Haar wavelet is defined in such a way that the sign of the coefficient obtained is the opposite
of the sign of the gradient experienced by the time series.
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0

Figure 3.2: ψτ,λ
t for the case of the Haar wavelet family, scales λ = 2 (left), λ = 3 (centre)

and λ = 4 (right).

For more details, book-length treatments of wavelets can be found in [2, 17, 24, 38, 109,
129].

3.2.2 Definition of the ramp function

As it has already been stated, ramp events represent local events in a wind power time series
and are characterised by sharp variations in power. Despite the fact that the magnitude and
duration may vary from one ramp to another, the essential concept of a ramp is that a certain
large gradient is maintained during consecutive time steps of the time series. Hence, the ramp
pattern can be said to show self-similarity, which means that the whole event (wind power
ramp) is similar to a smaller part of it (i.e. the shape is preserved under different scales).
The use of different scales to characterise abrupt changes within signals has been widely
employed; [26] is one of the most well-known studies, where an optimal filter oriented to edge
detection was proposed and applied to image processing. [110] proved that the WT permits
the detection of singularities in a signal from local maximum coefficients across different scales.
We therefore propose the use of the WT for detecting and characterising ramp events within
wind power time series. The use of the Haar function is proposed since we are interested in
revealing local events where a high gradient is observed within a range of time scale, although
further research could address the suitability of different wavelets.

Let W τ,λ
H be the WT based on the Haar wavelet of a certain wind power output time

series, {pt}. For the sake of simplicity, the conventional Haar wavelet was replaced by its
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additive inverse (by changing the sign of ψτ,λ
t ) in order to obtain positive coefficients for

positive gradients of the time series. The coefficient W τ,λ
H for given values τ = t and λ can be

expressed as follows:

W t,λ
H =





1√
λ
·




λ/2∑

j=1

pt+j−1 −
λ/2∑

j=1

pt−j


 , if λ is even

1√
λ
·




(λ−1)/2∑

j=1

pt+j −
(λ−1)/2∑

j=1

pt−j


 , if λ is odd

. (3.4)

Considering a period of time where a ramp event is observed, during this period the
wavelet transformW τ,λ

H would provide increasing coefficients3 for a broad range of time scales

λ, since each W τ,λ
H is related to the gradient experienced at time t = τ evaluated in a time

period of λ time-steps. Hence, the mentioned self-similarity used to characterise the notion of
a ramp event (that is, the experienced gradient is high for both short scales and large scales,
where large means close to the characteristic time of the ramp event) can be easily identified
by intense vertical lines in figure 3.3 (right). Next, considering a time period where {pt}
experiences high frequency fluctuations (i.e. positive and negative consecutive variations),
similar coefficients are obtained for short time scales although the effect mentioned previously
is not observed for large time scales. This is due to smoothing from evaluating the gradient
within a larger period, which highlights the fact that the net variation of the power during the
fluctuations is small. This effect can be observed in figure 3.3 (left). Finally, the coefficients

W τ,λ
H related to those time periods where the time series does not show high gradients (large

ramps or fluctuation periods) are expected to be close to zero for every scale λ considered.

The labour of characterising a ramp can take advantage of the previous considerations in
a simple way by defining the ramp function, Rt, as the addition of the wavelet coefficients
W τ,λ

H at time t = τ for the interval of scales λ given by [λ1, λN ]:

Rt(λ1, λN ) =

λN∑

λ=λ1

W t,λ
H . (3.5)

By performing this computation, Rt becomes related to the sharpness of the ramp events
because it gathers at each time step the contribution of the gradient evaluated under different
time scales.

A crucial question is which limit time scales, λ1 and λN , should be considered. In the
case of the WT of a discrete time series, the minimum possible value is λ1 = 2 because at
least two consecutive power values are required to evaluate a gradient. However, λN , the
highest scale to be considered, must be established on the basis of some additional criterion.

As mentioned previously, W
τi,λj

H provides information about the gradient experienced by the
wind power time series in t = τi within a time window of λj time-steps. Hence, λN is the
maximum time window where a local gradient is evaluated. The labour of characterising ramp
events within a wind power time series requires λN to be related to the maximum duration

3 The increasing value of W τ,λ
H with respect to λ is due to the fact that the scale contributes as λ−1/2 in

equation (3.4) whereas the number of values involved in the summation increases as λ.
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Figure 3.3: Coefficients of the wavelet transform based on the Haar function, W τ,λ
H obtained

for an hourly wind power time series during two different situations: a fluctuation period
(left) and a ramp event period (right).

expected for a ramp event (in terms of time steps). Choosing a low value for λN may result
in a lower performance of the ramp function when differentiating between large ramp events
and fluctuation periods. Conversely, values for λN related to very large time scales may cause
a mixing of the gradients of different consecutive ramp events. All in all, the impact of this
parameter on the ramp characterisation needs to be further explored in order to propose
appropriate values. This analysis is performed in section 3.2.3. However, it should be noted
that the proposed ramp function is not expected to be highly sensitive to small variations in
λN , mainly because Rt is built from the addition of the WT coefficients across scales from λ1
to λN (see equation (3.5)), which reduces the potential impact of considering an additional
scale λN+1.

The range spanned by {Rt} depends on the range spanned by the original wind power
time series, which is related to the size of the wind farm. Hence, it is not possible to compare
the ramp functions of different wind farms. For this reason, it is suitable to re-scale the ramp
function between [−1, 1] by defining the relative ramp function, rt, as follows:
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rt =
Rt

max{|Rt|}
. (3.6)

In addition, the relative ramp function can be decomposed into three time series, {rut },
{rdt } and {r0t }, in order to isolate the ramp performance during ramp-up (positive ramps),
ramp-down (negative ramps) and non-ramp events, respectively:

rut =

{
rt, if rt ≥ 0

0, if rt < 0
, (3.7)

rdt =

{
−rt, if rt ≤ 0

0, if rt > 0
, (3.8)

r0t = 1− rut − rdt . (3.9)

Figure 3.4 shows the ramp performance obtained through the ramp function together with
the ramp performances based on some of the aforementioned binary classifications. On the
top of the figure the wind power time series of the already mentioned wind farm A (thick
solid line) along with the ramp function computed for λN = 5 (solid line) and λN = 10
(dashed line) are shown. Below, the indicator function for several ramp definitions related to
similar sized projects (see table 2.2) are represented. Specifically, those time steps labelled
as ramp events that would change their status if ∆P0 is increased by 5%PR are highlighted
with circles.

It is possible to note that the ramp function takes its maximum value around a ramp-up
event (28/Apr), which is also captured by the binary criteria. However, disagreements among
the binary criteria are observed during the strong gradients experienced between 29/Apr and
1/May. These disagreements are probably due to the fact that each binary definition was
conceived for a specific case study different from the one considered here. However, what is
relevant from this figure is that a more reliable ramp characterisation is obtained through
a continuous index as compared with the ramp characterisations provided by any of the
binary classifications: the information provided by the ramp function is not highly sensitive
to the λN value and provides a means to compare the ramp intensity of two different events
without forcing a binary decision on their ramp/non-ramp nature. Conversely, what can be
considered a ramp event from a binary point of view may become highly conditioned to the
precise threshold value selected, as shown by the circles in the figure.

3.2.3 Discussion on the effect of the addition across scales

The ramp function has been introduced as a continuous-valued function intended to overcome
the drawbacks related to ramp binary classification. However, binary definitions are obtained
by imposing thresholds to other continuous-valued functions such as the local gradient and
the wind power filtered function (see section 2.2.1). These functions could also be employed
to characterise the ramp performance in a continuous manner. Thus, a remaining question re-
lates the contribution of the ramp function with respect to more simple continuous functions.
To address this issue, the impact of the proposed addition across scales on the ramp perfor-
mance is thoroughly analysed and compared to the ramp characterisation obtained through
the aforementioned gradient function and filtered function.
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Figure 3.4: Wind power time series of wind farm A (thick solid line) with the relative ramp
function (solid line for λN = 5 and dashed line for λN = 10) and four indicator functions
based on different definitions of a ramp event. Time periods labelled as ramp events (It = ±1)
that would change to non-ramp (It = 0) by considering an amplitude threshold S0 increased
by 5%PR are highlighted with a circle.

Let us start by the case of the gradient function. The gradient function of order a at time
t, gat , of a certain wind power time series {pt} is defined as the difference between pt and
pt−a:

4

4 Note that the gradient function is equivalent to the criterion employed in equation (2.19).
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gat = pt − pt−a. (3.10)

Under the assumption of {pt} being the realization of a stationary stochastic process {Pt}
(see section 2.1.1), the gradient function time series, {gat }, can be thought of as the realization
of another stochastic process, {Ga

t }. The expectation of the gradient function is given by:

E [Ga
t ] = E [Pt]− E [Pt−a] = 0. (3.11)

Let us define the variance of the gradient function as

Var [Ga
t ] = σ2g,a. (3.12)

As mentioned previously, a continuous ramp performance could be obtained directly by
considering {gat }, since the extreme values of this time series (i.e. the tails of its statistical
distribution) would correspond to high variations in power experienced within a + 1 power
records. In this case, the parameter a is crucial, since it determines a single time window to
be considered. Hence, the use of the gradient function to measure the ramp intensity would
be suitable only under the assumption of having a clear idea about a single duration of what
can be considered a ramp event.

A more reliable proposal to characterise the ramp performance of a time series is the
filtered function, fλt , which averages several gradient functions at each time-step. The number
and the order of the considered gradient functions depend on a scale parameter, λ. The filtered
function can be defined as follows:

fλt =





1√
λ
·
λ/2∑

j=1

g
λ/2
t+j−1 , if λ is even

1√
λ
·
(λ−1)/2∑

j=1

g
(λ+1)/2
t+j , if λ is odd

. (3.13)

This definition is equivalent to the filtered signal proposed in [18], {pft }.5 In addition,
it is worth noting that equations (3.4) and (3.13) are equivalent, thus the time series {fλt }
actually corresponds to the coefficients of the Haar WT for a single scale λ:

fλt =W t,λ
H , ∀t. (3.14)

Since the filtered function is built from the addition of several gradient functions, it can
be readily shown that the expectation of the related stochastic process, {F λ

t }, is E
[
F λ
t

]
= 0.

Moreover, it can be demonstrated that its variance can be expressed as a linear combination
of the variances of several gradient functions, as follows:

Var
[
F λ
t

]
=

∑

a

wfa · σ2g,a, (3.15)

5 {pft } was only defined for even scales. The relation among both functions is a lag of one time-step and a
scalar factor

√
λ, that is: pft (2λ) =

√
λ · fλ

t+1.
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Table 3.2: Weights to express the variance of the filtered function, fλt , as a linear combination
of the variances of several gradient functions (see equation (3.15)). The highest value in each
row is given in bold fonts.

λ wf 1 wf 2 wf 3 wf 4 wf 5 wf 6 wf 7 wf 8 wf 9
2 0.50 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
3 0.00 0.33 0.00 0.00 0.00 0.00 0.00 0.00 0.00
4 -0.25 0.50 0.25 0.00 0.00 0.00 0.00 0.00 0.00
5 -0.40 0.20 0.40 0.20 0.00 0.00 0.00 0.00 0.00
6 -0.50 0.00 0.50 0.33 0.17 0.00 0.00 0.00 0.00
7 -0.57 -0.14 0.29 0.43 0.29 0.14 0.00 0.00 0.00
8 -0.62 -0.25 0.12 0.50 0.37 0.25 0.12 0.00 0.00
9 -0.67 -0.33 0.00 0.33 0.44 0.33 0.22 0.11 0.00
10 -0.70 -0.40 -0.10 0.20 0.50 0.40 0.30 0.20 0.10

where wfa is the weight associated to the contribution of the variance of the gradient function
gat to the variance of the filtered function fλt . Equation (3.16) particularises equation (3.15)
for the case of λ being even (the demonstration is detailed in appendix A):

Var
[
F λ
t

]
=

1

2
· σ2

g,λ
2

+
1

λ
·

λ
2
−1∑

j=1

λ
2∑

k=j+1

(
σ2
g,λ

2
+(k−j)

+ σ2
g,λ

2
−(k−j)

− 2 · σ2g,(k−j)

)
, (3.16)

and the case of λ being odd is given by equation (3.17):

Var
[
F λ
t

]
=
λ− 1

2λ
· σ2

g,λ+1
2

+
1

λ
·

λ−1
2

−1∑

j=1

λ−1
2∑

k=j+1

(
σ2
g,λ+1

2
+(k−j)

+ σ2
g,λ+1

2
−(k−j)

− 2 · σ2g,(k−j)

)
.

(3.17)
Table 3.2 gathers the weights wf a obtained through equations (3.16)–(3.17) for several

values of λ. It is worth noting that these weights uniquely depend on the way in which the
filtered function and the gradient function have been defined (equations (3.13) and (3.10),
respectively). Hence, the values obtained are valid for any time series {pt} considered.

The reason why the filtered function, fλt , provides a more reliable ramp performance
than the gradient function, gat , is that fλt is able to communicate large variations in power
experienced in several time scales (in particular, in those time scales related to high weights
wf a). In addition, negative weights are related to short time scales where large variations in
power would be considered fluctuations rather than ramp events. In this regard, the parameter
λ permits to customise to some extent the notion of ramp event by selecting the value which
better fits with those time scales where important variations in power would be relevant for
a certain study case.

To illustrate the impact of λ on the ramp characterisation obtained with the filtered
function, figure 3.5 shows the performance of two filtered functions, {fλ=2

t } and {fλ=6
t },

during three different events experienced in a wind farm located in the north of Spain with a
rated power of 19.2 MW. Event (A) shows a ramp-up event where the power level increased
in almost 90%PR within three hours. Event (B) illustrates a case of dip in power, i.e. a sharp
decrease (B−) followed by a sharp increase (B+) in power. Event (C) shows a decrease in
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power of 75%PR within six hours. On the right part of the figure, the histograms of both
filtered functions are shown, where the values obtained during the mentioned events have
been pointed out. It is possible to observe that {f2t } departs from the mean (zero) to extreme
values (the tails of its distribution) specially during the events (B−), (B+) and (A). On the
other hand, {f6t } highlights events (A) and (C) because they represent high gradients in power
evaluated within of 3–5 hours. The ramp characterisation of both filtered functions could be
envisaged by visiting the weights wf a gathered in table 3.2.
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Figure 3.5: fλ=2
t and fλ=6

t during three events of high wind power variations (left). His-
tograms of fλ=2

t (right, top) and fλ=6
t (right, bottom) with the mentioned events pointed

out.

Finally, the case of the ramp function is considered. Taking into account equation (3.14)
along with equation (3.5), it is clear that the ramp function is built from the addition of
a set of filtered functions with scales λ comprised between λ1 and λN . At this point, the
question is to explore the effect of the proposed addition across scales on the characterisation
of the ramp performance of a certain wind power time series. From now on, we will consider
the case of λ1 = 2 since it represents the shortest scale to evaluate a gradient (two power
records). In order to simplify the notation, let us denote the ramp function Rt(λ1 = 2, λN )
with RλN

t . It can be noted from equation (3.5) and (3.13) that the ramp function can be
expressed as a linear combination of several gradient functions. Following a similar reasoning
than the one developed for the filtered function, it can be demonstrated that the variance
of the ramp function can be expressed as a linear combination of the variances of several
gradient functions as follows:

Var
[
RλN

t

]
=

∑

a

wra · σ2g,a, (3.18)

where wra is the weight associated to the contribution of the variance of the gradient function
gat to the variance of the ramp function. A general expression for these coefficients becomes
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Table 3.3: Weights to express the variance of the ramp function, RλN
t , as a linear combination

of the variances of several gradient functions (see equation (3.18)). The highest value in each
row is given in bold fonts.

λN wr1 wr2 wr3 wr4 wr5 wr6 wr7 wr8 wr9
2 0.50 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
3 0.50 0.74 0.00 0.00 0.00 0.00 0.00 0.00 0.00
4 -0.04 2.53 0.54 0.00 0.00 0.00 0.00 0.00 0.00
5 -1.94 4.01 2.44 0.42 0.00 0.00 0.00 0.00 0.00
6 -5.08 5.71 5.98 1.51 0.35 0.00 0.00 0.00 0.00
7 -9.21 5.41 9.15 4.98 1.30 0.30 0.00 0.00 0.00
8 -15.62 4.62 13.34 10.00 3.27 1.09 0.26 0.00 0.00
9 -22.64 2.28 14.73 15.25 8.18 2.86 0.98 0.23 0.00
10 -31.98 -1.58 16.43 21.65 14.89 5.60 2.51 0.86 0.21

excessively complex in this case. Nevertheless, they can be computed through equations (3.5),
(3.13), (3.14), (A.1) and (A.7). Table 3.3 gathers the weights wra for several values of λN .

Because λN sets the upper limit of the addition across scales, this parameter also deter-
mines (through the weights wra) those time scales where large variations in power would be
highlighted by {RλN

t }, providing a means to customise the notion of ramp event for a specific
study case. It is worth noting that the ramp characterisation provided by the ramp func-
tion differs from the one provided by the filtered function on the fact that wra concentrates
within a narrow range of time scales, whereas wf a evolves more regularly along the scales a.
This effect is illustrated in figure 3.6, which displays the weights wf a and wra obtained for
different λ and λN values (to facilitate the comparison, each set of weights was divided by its
maximum). For example, let us consider the case of λ = λN = 10. By visiting the coefficients
wra in tables 3.2 and 3.3, it is possible to note that extreme values of the ramp function time
series, {R10

t }, are likely to be related to extreme values of the gradient functions {g3t },{g4t }
and {g5t }. However, large gradients experienced within other time scales would have little
impact on the ramp function because of the lower value of the related weights. On the other
hand, extreme values of the filtered function time series, {f10t }, are likely to be related to high
variations in power experienced under a broader number of time scales, due to the smooth
decrease of the weights wf a with respect to the scale a. Therefore, it can be concluded that
both the filtered function and the ramp function permit to highlight large variations in power
experienced within a certain range of time scales, providing a better ramp characterisation
than the gradient function. However, the addition across scales proposed in the ramp function
definition contributes in a better bound of the range of time scales involved in the notion of
ramp event.
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Figure 3.6: Weights wfa and wra (defined in equations (3.15) and (3.18)) for several cases
of λ and λN . To facilitate the comparison, each set of weights was divided by its maximum
value.



Chapter 4

Description and pre-processing of
the datasets

This chapter is devoted to present the data employed in this study. Two sets of data were
considered. One refers to data gathered at two wind farms located in Spain. Wind power
output data for almost three years were available together with information of the opera-
tional state of every wind turbine. This information was employed to identify time periods
where the wind power output was likely to be conditioned to abnormal circumstances (for
instance, maintenance labours or TSO restrictions) which might have an adverse effect on
the performance of forecasting models. Likewise, the ramp performance of the wind power
time series is characterised through the ramp function introduced in chapter 3. The second
dataset originates from the reanalysis performed by the NCEP. This dataset includes hourly
time series of several meteorological variables covering the mentioned time period and the
Iberian peninsula with a spatial resolution of 0.5o.

4.1 Case studies

Two wind farms located in the Iberian peninsula will be considered in this work (see figure
4.1). They will be referred to as wind farm A and C.

Figure 4.2 shows the wind turbine layout of each wind farm. Wind farm A consists of 35
wind turbines with PR = 700 kW each, laid in two rows. Wind farm C consists of 24 wind
turbines with PR = 1.5 MW each, sparsely distributed in several rows. Therefore, the rated
power of the wind farms are 24.5 MW and 36 MW, respectively.

4.1.1 Wind power time series

Measurements of wind power output averaged on an hourly basis (∆t = 1 h) were available for
each wind farm. In the case of wind farm A, the period considered ranges from 1st November
2007 to 31th December 2009 (a total of 19,008 data points). For the case of wind farm C,
wind power data were obtained between 1st March 2007 to 15th November 2009 (23,785 data
points).

It is remarked the already mentioned idea that wind power output time series represent
the main source of information for statistical forecasting models. Is has been also established
that these models set functional relationships between consecutive observations in an effort

47
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Figure 4.1: Wind farm locations in the Iberian peninsula. Circles show the grid nodes where
meteorological time series from the NCEP reanalysis were available for this work.

to capture the underlying dynamics in the power signal. An important concept to keep in
mind is that the power dynamics are necessarily related to the specific conditions of the wind
farm, namely local climatology, location features and wind farm characteristics, among others.
Therefore, the use of a statistical model relies on the assumption that these conditions remain
constant during the period considered, which is a fundamental requirement if the power time
series is to be analysed as a stationary stochastic process (see section 2.1.1).

Sometimes, the conditions of the wind power conversion process at a wind farm change due
to technical reasons. For example, let us consider a situation in which half of the wind turbines
of a wind farm are disconnected to keep the grid stability or to accomplish maintenance
labours. It is clear that the human nature of this event makes it impossible to have a
forecasting model account for the experienced drop in power. In addition, the upper bound
of the wind power generation process decreases, so subsequent wind power dynamics will be
hardly related to those observed during the normal operation of the wind farm. Therefore,
to avoid an artificial low accuracy of a prediction model, it is suitable to identify and remove
these time periods from the original data.
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Figure 4.2: Layout of wind farms A and C.

It can be argued that periods in which wind farms operate under abnormal conditions may
not be statistically representative in large datasets. Nevertheless, because this work focuses
on the performance during local events in the time series (ramp events), the impact of these
situations cannot be neglected a priori.

There is a certain degree of subjectivity in defining the limits of the normal operation of
a wind farm. In [33], the authors decided to remove time periods where less than 10 wind
turbines (over a total of 37 wind turbines) were available to operate. For the rest of the time
periods, wind power output was re-scaled up to nominal power to eliminate the impact of
having a few wind turbines unavailable. In [138], wind power time series with ∆t = 1 min
were obtained by averaging wind turbine measurements sampled at 1 Hz; in this case, the
averaged power was considered valid if at least 75% of the measurements within the averaging
time window were available.

In this work, the identification of abnormal operation is based on additional datasets.
These datasets provide information of every wind turbine with ∆t = 10 min.1 In particular,
the machine operational state is reported by means of several codes. Some of them relate clear
situations of abnormal operation (breakdown, maintenance, untwisting sequence of power
cables or TSO stop order) whereas others relate situations to be labelled as suspicious since
the actual operational state could not be checked (for example, problems with the SCADA).
The percentage of times related to these situations are shown in the topmost two rows of
table 4.1.

A further exploration of the data allowed us to identify two new situations non captured
by the aforementioned codes. The first one deals with a wind turbine showing a power limit
below the nominal power during a specific time period (from a few hours to a few days).
In some cases, the reported operational state of the wind turbine alternated several times
between Normal running and Maintenance, suggesting that the maximum power was limited
for technical reasons. The incidence was observed for three wind turbines at wind farm A.
An example of this situation is shown in figure 4.3 (top left and bottom). The other situation

1 It is important to remark that these datasets are different from the previous ones, thus the wind farm
output power was measured directly and not derived from the addition of individual wind turbine power
records.



50 CHAPTER 4. DESCRIPTION AND PRE-PROCESSING OF THE DATASETS

relates periods in which a wind turbine generates less power than expected, as the wind
turbine power curve shows an excessively smooth slope (see figure 4.3, top right). Once more,
the code Normal running was frequently observed during this situation. Two wind turbines
at wind farm A were affected by this issue during a few time periods of the order of days.
In both cases, the operational state of the related wind turbines was considered as suspicious
even when the Normal running code was reported.
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Figure 4.3: Top: Wind power curves of wind turbines showing two abnormal situations not
reported by operational codes. Bottom: Wind turbine power output and wind speed time
series during a period where the first situation was observed. Red circles and black squares
relate Normal running and Maintenance codes, respectively. The three plots have been
performed with data from single wind turbines, available with ∆t = 10 min.

The overall number of operational codes held by each wind farm, noc, is given by

noc = m ·H ·NWT , (4.1)

where H is the number of hours covered by the dataset, m is the number of records per hour
(m = 6 in this case) and NWT is the number of wind turbines at the wind farm. Table 4.1
depicts the percentage of codes related to the situations presented above. In view of these
figures, a precautionary approach was adopted by considering codes related to suspicious
situations and non-captured situations as abnormal running of the wind turbine. Thus the
topmost three rows of table 4.1 are associated to non-valid states.

Because we aim at identifying non-valid records in the hourly wind power output time
series to prevent forecasting models from being misled, some criterion needs to be taken
to relate the validity of hourly power records with operational codes given for single wind



4.1. CASE STUDIES 51

Table 4.1: Share of operational codes
Wind farm A Wind farm C

(noc= 3, 991, 680) (noc= 3, 425, 040)

Codes related to abnormal running 5.34% 5.45%
Codes related to suspicious running 2.16% 3.87%

Suspicious situations non captured by the codes 0.03% 0.00%
Codes related to normal running 92.47% 90.68%

turbines on a 10-min basis. To this end, the following procedure was employed: each record
of the hourly wind power time series is associated to a NWT ×m matrix of operational codes
indicating valid or non-valid state of the wind turbines. Let us define mmin as the minimum
number of valid states for a wind turbine to consider it in normal running conditions during
the related hour. mmin takes values from 1 to 6, the latter being the most restrictive case.
This parameter can be employed to translate the aforementioned matrix into a NWT×1 vector
reflecting the hourly operational state of each wind turbine. Now, let us define NWT,min as
the minimum number of wind turbines in normal running conditions to consider the wind
farm state (thus, the specific wind power record) as valid. The maximum value for NWT,min

is the number of wind turbines at the wind farm. By assessing specific values for mmin and
NWT,min, it is possible to separate non-valid hourly power records from valid ones. Figure 4.4
shows the percentage of valid data as a function of the parameters mmin and NWT,min. It is
possible to observe that the requirement of mmin = 6 (and even mmin = 5 for the wind farm
C) entails an noticeable decrease of valid data compared to lower threshold values. For this
reason, this parameter was finally set to mmin = 4. Concerning the parameter NWT,min, it
was set to 28 and 19 respectively because it represents roughly the 80% of the wind turbines
at each wind farm, which can be considered as a reasonable percentage of the rated power.
The obtained percentage of valid wind power data is 93.43% (wind farm A) and 92.51% (wind
farm C). As a result of the data-cleaning process, some ramp events observed in the original
wind power time series were removed. In particular, figure 4.5 shows two examples of ramp
events experienced while breakdown wind turbine codes were being reported. The red line
is for those periods of the power time series identified as non-valid with the aforementioned
process.

4.1.2 Ramp function time series

In order to characterise the ramp performance of the wind power time series of both wind
farms, the ramp function, RλN

t , introduced in chapter 3 is employed. As discussed in that
chapter, the parameter λN permits to customise the notion of ramp event to a particular case
study. Thus, this parameter needs to be assessed accordingly to typical time scales of the
events to be targeted. It was shown in chapter 2 that typical wind power ramp durations
(∆tr) considered in the bibliography ranges from one hour to four hours. At first sight, by
visiting the coefficients of table 3.3, which shows the relation between λN and the power
gradient time scales, it is suggested that appropriate values for this parameter would be in
the range of λN = 2 to λN = 10. In order to fix a specific value, the impact of this parameter
on the characterisation of the largest ramp events is to be analysed in more detail.

Figure 4.6 shows the five largest ramp events experienced at wind farm A together with
the maximum value attained by the relative ramp function, rt (defined in equation (3.6)),
during the event as a function of the parameter λN . It is possible to observe that, for the
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Figure 4.4: Percentage of valid wind power hourly data as a function of the parameters mmin

and NWT,min. Chosen values are marked with green squares.
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Figure 4.5: Wind power ramps due to abnormal running of the wind farm. The red line is
for removed periods during the data-cleaning process.

case of sharp and isolated ramp events (i.e. events R1, R2, R3 and R5), this maximum is not
very sensitive with respect to λN for values λN > 2. However, the dip in power2 observed at
event R4 is rapidly undervalued by ramp functions with large λN values. This is so because
the net variation in power experienced in several time steps is low. Because ramp functions
obtained from large λN values are more sensitive to gradients experienced over several time
steps, these λN values should be avoided in order not to underestimate extreme events as the
one showed in R4. Based on this figure and on a similar analysis performed for the wind farm
C (which provided similar insights), the choice made for the reminder of this work was to set
λN = 5.

2 In accordance with [33], a dip is employed to denote a ramp-down followed by a ramp-up event.
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Figure 4.6: Five largest ramp events observed at wind farm A. Last graph (bottom right)
shows the maximum ramp index attained during the event (corresponding to the instant
labelled with a red spot in the respective wind power time series) as a function of the parameter
λN .

Analysis on the ramp intensity distribution

It has been already remarked that one of the advantages of characterising the ramp per-
formance by means of a continuous index is that simple statistical analyses can be readily
performed in order to reveal specific features concerning the ramp behaviour. For example,
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the relative importance of ramp-up and ramp-down event intensity can be explored as follows.
Let us consider the relative ramp function time series {rut }, {rdt } and {r0t } defined in equa-
tions (3.7–3.9). Now, let us define {ru∗} as the set of the elements contained in {rut } sorted in
decreasing order. Similar definitions correspond to {rd∗} and {r0∗}. Given that {rut } and {rdt }
contain the values provided by the relative ramp function during ramp-up and ramp-down
events respectively, {ru∗} and {rd∗} allows us to compare differences (in terms of frequency and
intensity) among the two possible directions of ramp events. Figure 4.7 (top) shows {ru∗},
{rd∗} and {r0∗} overlapped. It is noted that, for most of the time period considered, the value
provided by the relative ramp functions is negligible. In addition, figure 4.7 (bottom, left)
reveals in detail that for the case of the wind farm A, the strongest events were related to
ramp-up events. Conversely, the distribution of ramp-up and ramp-down indexes is more
regular for the case of the wind farm C (see figure 4.7, bottom right).
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Figure 4.7: Relative ramp functions sorted in descending order (overall view at top and
detailed at bottom). Green line relates to ramp-up events and red line to ramp-down events.

The ramp function also permits to gain insights into the diurnal pattern of the ramp
intensity. Findings about the ramp diurnal pattern are relevant since some of the ramp
underlying meteorological processes can be outlined. For example, ramp events systematically
observed in certain hours may suggest that convective processes with a diurnal cycle (such as
sea-land breezes in coastal placements) might be playing a key role in causing these events.
To this end, let us define {rut:h} as the set of values that result from considering only those
values of {rut } occurred at hour h of each day, given in the following equation:
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rut:h = {rut | t = h+ 24 · i}, for i = 1, ...,D, (4.2)

where D is the total number of days considered. Once more, each {rut:h} can be sorted in
decreasing order to generate the corresponding {ru∗:h}. By performing this sort, the first
element of {ru∗:10} provides the maximum value of the ramp function obtained at 10:00 h,
and so forth. Figure 4.8 illustrates surfaces generated by stacking the 24 time series {ru∗:h}
(green) and the 24 time series {rd∗:h} (red). Thus, the observed colour determines whether the
observed ramp-up events or the ramp-down events were more intense (higher ramp function
values) depending on the hour of the day considered. In the case of the wind farm A, the
figure shows that ramp-up events were more intense for the part of the day comprised from
12:00 h to 20:00 h, whereas the opposite situation was observed for the rest of the hours. In
the case of the wind farm C, a daily pattern is not clearly revealed, though roughly speaking,
ramp-up events are likely to be more intense in evening hours.
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Figure 4.8: {ru∗:h} and {rd∗:h}. The colour observed for each hour of the day reveals whether
ramp-up or ramp-down events were more intense.

The ramp function also allows for the identification of seasonal patterns in the ramp
intensity throughout the year. Figure 4.9 shows the statistical distribution of {rt} estimated
on a monthly basis for both wind farms. The statistical distribution is characterised in terms
of quartiles (three values, Q1, Q2 and Q3, that divide the data arranged in increasing order
into four groups, each containing 25% of the samples). It is possible to observe that the
second quartile (Q2, the median of {rt}) remains close to zero for every month. The lower
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and the upper quartile, Q1 and Q3, define an inner area that contains, for each month, the
50% of the ramp intensities closest to the median, which barely exceed ±0.1. The outer area
contains the other 50% of the data. The highest ramp intensities are shown individually by
means of circles. They represent outliers of the monthly statistical distribution as they fall
out of the interval given by [Q1 − 1.5 · IQR, Q3 + 1.5 · IQR], where IQR is the interquartile
range, defined as IQR = Q3 −Q1. From this figure, it can be seen that the intensity of wind
power ramp events varies throughout the year in both wind farms. In particular, the seasonal
pattern is such that more intense events are less frequent during winter.
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Figure 4.9: Seasonal pattern of the wind power ramp intensity.

4.2 Meteorological data

In this section, the dataset concerning meteorological variables is described. The dataset
originates from the CFSR reanalysis performed by NCEP (see table 2.1). The rational for
this choice is twofold. First, the horizontal resolution (0.5o) is the highest of the reanalysis
datasets available at the time of the elaboration of this work. The horizontal resolution is
important insofar as it determines the smallest scale of motion that can be resolved by the
meteorological model, which determines the atmospheric processes that the model is able
to capture. At the latitude of the area considered in this work (the Iberian peninsula),
the resolution of 0.5o corresponds to a distance between grid nodes of about 56 km (in the
north-south direction) and 42 km (in the east-west direction). Second, the time series of the
variables are provided with a one-hourly resolution, matching with the wind power time series
resolution. This issue represents a strong motivation for selecting the mentioned reanalysis
dataset, as one of the goals of the study is to seek potential relationships between atmospheric
variables and local wind power events (ramps events) characterised by a duration of around
1-4 hours. Time series with different time resolution have been utilized in some works. For
example, [19] employed NWP outputs with a 6-hour resolution to forecast wind power ramp
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events on an hourly basis. This problem was addressed by interpolating records of the NWP
data to meet the wind power time series resolution. However, assessing the impact of this
procedure on the results is not trivial.

CFSR reanalysis contains a large number of meteorological variables concerning wind
speed, pressure, temperature and humidity, among others. The data available for this work
comprised a reduced set of variables, covering those geophysical fields that are usually thought
of as natural candidates for explaining wind fields [56, 82, 88, 96]. These variables are listed
in table 4.2.

Table 4.2: Variables from CFSR reanalysis employed in this work.
Variable Units Description

U10 (m s−1) Zonal wind component at 10 metres hight
V10 (m s−1) Meridional wind component at 10 metres hight
U850 (m s−1) Zonal wind component at pressure level 850 hPaa

V850 (m s−1) Meridional wind component at pressure level 850 hPa

U500 (m s−1) Zonal wind component at pressure level 500 hPab

V500 (m s−1) Meridional wind component at pressure level 500 hPa
MSLP (hPa) Mean sea level pressure
Z850 (m) Geopotential height of pressure level 850 hPa
Z500 (m) Geopotential height of pressure level 500 hPa
a 850 hPa corresponds to a height of about 1500 m above mean sea level.
b 500 hPa corresponds to a height of about 5500 m above mean sea level.

The variables are given in a spatial domain that roughly covers the Iberian peninsula, as
shown in figure 4.1. The grid spans latitudes from 35oN to 45oN and longitudes from 10oW
to 5oE. Consequently, time series of the aforementioned variables are available for a total of
21× 31 nodes. The considered time period covers three years (2007-2009).

In order to illustrate some features of the meteorological data, a set of figures is shown
below. First, wind time series at the node closest to wind farm A and C are considered. Figure
4.10 shows the wind rose for three different atmospheric levels: 10 m, 850 hPa and 500 hPa.
In the case of wind farm A, prevailing winds at the surface are clearly related to NNW-SSE
direction, whereas the dominant direction at wind farm C is W-E. In both cases, dominant
wind directions match well with the layout of the wind farms shown in figure 4.2, as wind
turbines tend to be placed perpendicular to prevailing winds for optimal operation. It can
be observed that prevailing winds at the surface level gradually shift towards westerly winds
as higher atmospheric levels are considered. This is in good agreement with the dominant
large scale mode of the Iberian peninsula [183]. Figure 4.11 shows the wind speed histograms
performed for each of the three height levels and wind farm. A Weibull-shaped distribution
is clearly identified in all cases, as well as the well-known increase in mean wind speed with
height.

Next, information concerning the spatial distribution of some meteorological variables is
shown in figures 4.12, 4.13, 4.14 and 4.15. Figure 4.12 shows the sample mean (left) and the
sample standard deviation (right) of the wind speed at 10 m height estimated over the three-
year period (for clarity, values for only half of the grid nodes are shown). Low mean wind
speeds can be observed at inland nodes as compared with those obtained over sea, as it could
be expected from the lowering effect of the ground friction. Similar plots concerning wind
speed at 500 hPa, mean sea level pressure (MSLP) and geopotential height of pressure level
850 hPa are shown in figures 4.13, 4.14 and 4.15, respectively. It is noted from figures 4.12
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Figure 4.10: Wind rose for three atmospheric levels (left: 10 m; centre: 850 hPa; right: 500
hPa) at the node closest to wind farm A (top) and C (bottom).
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Figure 4.11: Wind speed histograms for three atmospheric levels at the node closest to wind
farm A (left) and C (right).

and 4.13 that a more regular spatial distribution of the sample mean and standard deviation
is obtained for the wind field at pressure level 500 hPa. In addition, the colour scale employed
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in these figures are intentionally coincidental to show the differences in mean wind speed and
standard deviation between the wind fields at the related levels. Concerning the MSLP field
(figure 4.14), it is possible to observe that, in overall, high pressures are related to north
and west regions of the Iberian peninsula, as well as a noticeably variation of the standard
deviation with the latitude.
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Figure 4.12: Spatial distribution of the sample mean wind speed (left) and sample standard
deviation (right) of the wind speed at 10 m height.
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Figure 4.13: Spatial distribution of the sample mean wind speed (left) and sample standard
deviation (right) of the wind speed at pressure level 500 hPa.
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Figure 4.14: Contour lines for the sample mean (left) and sample standard deviation (right)
of MSLP.
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Chapter 5

Description of the models

The general framework of statistical models (i.e. time series based models) was introduced
in section 2.1.2, as well as a summary of the most relevant approaches in short-term wind
power forecasting. In this chapter, a description of the statistical models employed throughout
this study is presented. This work focuses on three different models, namely autoregressive
(AR) models, varying-coefficient models (VCMs) and artificial neural networks (ANNs). The
motivation for this choice is to explore the contribution of different models to the forecast
skill as they become more complex, with special attention to improvements observed during
ramp events. Sections 5.1, 5.2, 5.3 and 5.4 provide an overview of the theoretical aspects of
the models. Finally, some questions related to the model-building procedure are addressed in
section 5.5.

5.1 Reference models: persistence and climatological mean

Persistence is one of the most common reference models for very-short and short-term wind
power forecasting [62]. A clear advantage of this reference is that neither a parameter estima-
tion nor exogenous variables are needed. Persistence states that the forecast value for time
t+ k is the last available observation:

p̂t+k|t = pt. (5.1)

What makes persistence a fierce competitor for horizons up to a few hours ahead is the
fact that the atmosphere can be considered quasi-stationary within these time frames [120].
Actually, improvements over persistence in the very short-term are usually found to be modest
no matter the statistical model employed. However, persistence forecasting errors increase
rapidly for longer look-ahead times, suggesting the need for a different reference model: the
climatological mean (also referred to as climatology). This model states that the power
prediction for any horizon is the mean power output computed from a long historical dataset,
that is:

p̂t+k = p̄t (5.2)

where p̄t is the sample mean of the wind power time series.

The adequacy of employing persistence or climatology as a reference model clearly de-
pends on the prediction horizon of interest and, to some extent, on the case study considered.

61
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Figure 5.1 displays the normalised root mean squared error (NRMSE)1 obtained through both
reference models as a function of the prediction horizon, k, for the case studies considered
in this work. The figure suggests that climatology should be used as the reference model for
horizons beyond 8–9 hours ahead. Hence, because we focus on the very short-term (specif-
ically, we consider horizons up to six hour-ahead), persistence will be employed hereafter as
the reference model.
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Figure 5.1: NRMSE (as a percentage of the rated power, PR) of the reference models as a
function of the prediction horizon, k, for wind farms A and C.

5.2 Autoregressive models

Linearity is one of the most often employed assumptions in time series modelling. Under this
assumption, the stochastic process that yields a time series, {pt}, is assumed to be a linear
process driven by white noise, {εt}. A detailed description of linear models can be found
in several works ([42, 103, 105, 176] among others). In this section, we aim at introducing
general aspects related to a particular type of linear model: the autoregressive model. An
autoregressive process of order p, AR(p), is a particular case of linear process that can be
written as follows:

1 The NRMSE is a measure of the model performance referred to a certain magnitude. Typical choices are
the sample mean of the power time series or the rater power [107]. In the reminder of this work, the rated
power of the wind farm, PR, will be employed. We therefore define NRMSE (%PR) as follows:

NRMSE(%PR) =
100

PR

√√√√ 1

N

N∑

t=1

(pt − p̂t)2 (5.3)

where {p̂t} is the predicted time series for a given horizon.
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pt =

p∑

i=1

θi · pt−i + εt, (5.4)

where εt is usually assumed to follow a Gaussian distribution, εt ∼ N (0, σ2). It can be
demonstrated that this process is stationary under certain conditions,2 which implies that
equations (2.6)–(2.8) are fulfilled. In particular, equation (5.4) describes an AR(p) process
of zero mean. In order to consider processes with non-zero mean, an intercept term, θ0, can
be included. In addition, different prediction horizons, k, can be considered rewriting the
process as follows:

pt+k = θ0 +

p∑

i=1

θi · pt−i+1 + εt+k, (5.5)

the mean of the process being

E [Pt] = µ =
θ0

1−∑p
i=1 θi

. (5.6)

In order to model a wind power time series as an AR(p) process, the AR coefficients
θ0, θ1, ..., θp have to be estimated. To this end, classical linear regression techniques can be
employed simply by considering the following change of variables:

yt = pt+k, (5.7)

xT
t = [1, pt, pt−1, ..., pt−p+1], (5.8)

ΘT = [θ0, θ1, ..., θp], (5.9)

et = εt+k. (5.10)

Equations (5.7)–(5.10) allows rewriting equation (5.5) as a linear regression model:

yt = xT
t Θ+ et, (5.11)

where yt represents the dependent variable (predictant), xt gathers the independent variables
(predictors) and et is the residual. The time series can be rearranged to build N samples3 of
the model as follows:

Y = XΘ+ e, (5.12)

with

Y =




y1
y2
...
yN


 , X =




xT
1

xT
2
...

xT
N


 , e =




e1
e2
...
eN


 . (5.13)

2 The roots of the so-called characteristic equation of the process, xp −
∑p

i=1 θi · xp−i = 0, must be less
than one in modulus [176]. For an AR(1) process, this means that −1 < θ1 < 1. For the case of an AR(2)
process, the stationarity is ensured if θ1 + θ2 < 1, θ1 − θ2 < 1 and −1 < θ2 < 1.

3 Note that N is in general slightly lower than the time series length. Specifically, for given p and k values,
N samples derive from a time series with N+p+k−1 records.



64 CHAPTER 5. DESCRIPTION OF THE MODELS

In order to estimate Θ a certain criterion is required. One of the most often employed
criteria is based on the Weighted Least Squares approach, which consists in minimising the
following score function:

S(Θ) = eTWe = (Y−XΘ)T W (Y−XΘ) , (5.14)

in such a way that the Θ estimate, Θ̂, is given by:

Θ̂ = argminΘS(Θ). (5.15)

W is the weight matrix, a known N ×N matrix employed to weight the squared errors,
which implies that each sample has a different influence on the Θ estimate. The unweighted
estimation is obtained simply by doing W = I, leading to the minimisation of the mean
squared error (MSE). However, the weighted approach has several applications. For example,
a diagonal matrix with positive weights can be employed to put more emphasis on samples
related to specific situations, which allows for a local estimation of the model (as in the
case of varying-coefficient models, see section 5.4). Another application is the relaxation of
the hypotheses of uncorrelated noise with constant variance. It was mentioned in chapter 2
that {εt} is usually assumed to be white noise with variance σ2ε , which means that Σ, the
covariance matrix of the residual vector e,4 should be given by Σ = Cov [e] = σ2εI. However,
there might be situations were residuals are correlated and/or the variance of the noise is not
constant across time. In this case, Σ contains non-zero off-diagonal terms as well as unequal
values in the diagonal. Then, by defining W = Σ−1, the influence of those samples related to
large error variance is penalised and the correlation structure of the residuals is incorporated
into the estimation of Θ. The main problem with this procedure is that Σ is usually unknown,
hence it needs to be estimated [105].

Θ̂ is then obtained by imposing ∇ΘS(Θ) = 0, where ∇Θ(·) is the gradient operator with
respect to Θ. From equation (5.14) and assuming WT = W:

∇ΘS(Θ) = −2YTWX+ 2ΘTXTWX = 0. (5.16)

Operating and assuming that XTWX has full rank:

Θ̂ =
(
XTWX

)−1
XTWY. (5.17)

Finally, because Θ̂ depends on the data available and the weights employed, it is inter-
esting to have a measure of the quality of this estimate. This can be done by estimating the
covariance matrix of Θ̂, given by [105]:

Ĉov [Θ̂] =

(
Y−XΘ̂

)T
W

(
Y−XΘ̂

)

N − p
(
XTWX

)−1
. (5.18)

4 For clarity, it is remarked that the covariance matrix of a vector is given by:

Σ = Cov [e] =





Var [e1] Cov [e1, e2] · · · Cov [e1, eN ]
Cov [e2, e1] Var [e2] · · · Cov [e2, eN ]

...
...

. . .
...

Cov [eN , e1] Cov [eN , e2] · · · Var [eN ]




.
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Considering equations (5.17) and (5.18), the AR(p) parameter estimates and the confi-
dence intervals (based on the standard deviation) are given by:

(Θ̂)i ±
√(

Ĉov [Θ̂]
)
i
, i = 1, ..., p + 1, (5.19)

(·)i being the i-th element of the vector in parenthesis or the i-th element on the diagonal of
the square matrix in parentheses.

Once the AR coefficients have been estimated, the model can be employed to forecast
future power as shown in equation (2.13).

5.3 Artificial neural networks

Artificial neural networks (ANNs) represent a family of mathematical models inspired by a
powerful biological system: the brain [72]. What makes the brain interesting is its experience-
based learning and generalisation capabilities5 obtained by means of a very simple basic struc-
ture: many simple processing units (neurons) highly interconnected and working in parallel.
ANNs aim to mimic the structure of the brain in order to exploit the mentioned capabilities
in mathematical problems where data are deemed to be a better source of knowledge than the
theoretical background. The application of this paradigm to different problems has derived in
several types of ANNs. Some examples of ANNs are feed-forward neural networks, Hopfield
networks, Kohonen’s self-organising networks and recurrent neural networks, among others
[102, 113].

One of the most famous and widely-used ANNs is the Multilayer Perceptron (MLP). This
type of feed-forward neural network has proven to be a very powerful tool for non-linear
modelling since it permits mapping complex relationships between inputs and outputs with
no (or few) prior assumptions on the underlying structure of the model. In addition, the MLP
shows good generalisation capabilities in the presence of noise. Among other applications, the
MLP has been widely employed in time series forecasting (see [197] and references therein).
The reminder of this section is devoted to describe the basic features of the MLP as well as
the main issues related to its implementation for time series forecasting. Because MLP is the
only type of ANN considered in this work, both acronyms (ANN and MLP) shall be employed
indistinctly hereafter.

As previously mentioned, the basic processing unit is the neuron (also called node). The
first mathematical model of a neuron was proposed by Widrow and Hoff [189]. This model
is as follows: the neuron receives a number of input signals through the input connections.
Each of the inputs is weighted with a so-called synaptic weight. The weighted inputs are
then added up and employed to generate the output of the neuron by means of a non-linear
function, also referred to as activation function, which basically states whether the inputs
have triggered the neuron or not. The model of a neuron is shown in figure 5.2 and detailed
in the following equation:

5 Generalisation makes reference to the ability of a system to extrapolate properly the knowledge acquired
during a learning period to new situations.
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y = g


b+

J∑

j=1

xj · wj


 , (5.20)

where xj are the inputs (a total of J inputs were considered), wj are the synaptic weights,
b is a threshold value that tunes the sensitivity of the neuron to be triggered, y represents
the neuron output and g(·) is the activation function. Several activation functions have
been proposed, depending on the problem considered. For the case of data classification
with binary outputs, the step function is employed. Conversely, for a forecasting problem
where the target spans in a continuous range, the functions employed are continuous and, for
convenience, differentiable, bounded and monotonically increasing [197]. Some examples are
the sigmoid (also known as logistic), the hyperbolic tangent and the linear function [197] (see
figure 5.3).

Figure 5.2: Mathematical model of a neuron proposed in [189].

The potential of a single neuron itself is quite limited. It can be employed for example
in classification problems under the assumption of linear separability,6 which obviously rep-
resents a strong limitation for most of real applications. A MLP consists of several neurons
organised in layers, as shown in figure 5.4. In particular, this structure corresponds to a fully
connected feedforward network. Feedforward refers to the fact that every neuron is fully con-
nected with the neurons of neighbour layers in such a way that the information is processed
from the input layer towards the output layer (a different structure would be that of recurrent
networks, which show feedback connections).

The architecture of an ANN comprises the following parts: the input layer, composed by
as many nodes as input data; the output layer, typically with one node; and a number of
hidden layer between the input and the output layer. The notation employed in this work to
refer to an ANN model is ANN(d;n1, n2, ...), where d represents the number of nodes of the
input layer and ni is the number of nodes in the i-th hidden layer (it is noted that a single
output node will be considered in all the cases). Taking this into account, the ANN shown in
figure 5.4 is denoted by ANN(3; 5, 3).

When the MLP is applied to a forecast problem, the mathematical model of the ANN can
be expressed as follows:

6 That is, the underlying patterns can be recognized by separating the samples by an hyperplane.
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Sigmoid

b+Σxjwj

−1

1

Step

b+Σxjwj

−1

1

Linear

b+Σxjwj

−1

1

Hiperbolic tangent

b+Σxjwj

Figure 5.3: Transfer functions, g(·) in expression (5.20), usually employed in ANNs.

Figure 5.4: Scheme of a fully connected feedforward network.

ŷt = G(x1,t, x2,t, ..., xJ,t;Θ), (5.21)

where ŷt is the forecast of the predicted variable (given by equation (5.7) for the case of a wind
power time series), xj,t, j = 1, ..., J , represent the input data at time t (including available
observations of the predicted variable and, if any, exogenous variables) and G(·) represents a
non-linear function resulting from the interconnection of the neurons. This function depends
on the ANN architecture and the set of parameters, Θ (which gathers synaptic weights
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and threshold values). The analytical expression of G(·) is generally very complex and has
no mathematical interest since it cannot be easily interpreted. Consequently, ANNs are
considered non-linear non-parametric statistical models, also referred to as black-box models
[197].

The parameter vector is usually a high-dimensional vector, Θ ∈ R
np, np being the total

number of parameters involved in the ANN. np|i can be readily computed from the number
of neurons per layer (the sub-index i refers to the number of hidden layers of the model).
Equations (5.22), (5.23) and (5.24) show the case of one, two and three hidden layers, respec-
tively.

np|1 =(d · n1 + n1) + (n1 + 1), (5.22)

np|2 =(d · n1 + n1) + (n1 · n2 + n2) + (n2 + 1), (5.23)

np|3 =(d · n1 + n1) + (n1 · n2 + n2) + (n2 · n3 + n3) + (n3 + 1). (5.24)

5.3.1 Issues related to modelling with ANNs

Non-linear modelling is particularly challenging since the world of non-linear functions is ex-
tremely wide to consider parametric approaches. ANNs are appealing for non-linear modelling
because they are universal approximators, that is, they are able to approximate any contin-
uous function with any degree of accuracy [35, 75]. However, special care should be taken
in real world regression problems to get the model to distinguish between useful information
and noise. There are two main questions to address when modelling with ANNs: the ANN
architecture and the learning process (or training process) whereby the model parameters
are obtained for a specific case study. Both issues affect dramatically the performance of
the model and should be addressed carefully since no methodology guarantees an optimal
solution. On the contrary, trial-and-error procedures along with modeller expertise are the
basis for modelling with ANNs.

The ANN architecture

In order to establish the architecture of an ANN, some guidelines can be drawn from reported
experiences:

• Concerning the number of hidden layers, one hidden layer is usually found to be well
suited for most of the problems. However, two hidden layers can also be considered in
order to achieve a more compact structure as well as to reveal hierarchical features at
different levels of resolution [70]. Some authors have reported some improvements in
the learning process efficiency and the model generalisation capabilities when compared
with a single hidden layer with a large number of neurons; in any case, there seems to
be a consensus on the fact that a third hidden layer rarely contributes to a better model
performance (see [197] and references therein).

• The number of nodes is directly related to the size of the network. While too small
networks may show a lack of learning capabilities, excessively large networks tend to
generalise worse and the training process is longer. The appropriate number of nodes
of each layer can only be determined experimentally. In the case of considering a single
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hidden layer, a number of nodes between 0.5 and 3 times the number of input nodes is
usually suggested [126].

• With relation to the number of inputs, an initial guess would be the window size obtained
under the frame of linear models (for example, the order of the best AR model applied
to the same dataset). However, due to potential non-linear relationships in the data,
different window sizes should be tested.

• The activation function is important insofar as it provides the model with the capabil-
ity to perform non-linear functions. However, beyond the considerations listed above
(continuous, differentiable, bounded and monotonically increasing), the choice of the
specific function (sigmoid or hyperbolic tangent function, for example) as well as the
use of different activation functions in the same network do not seem to play a key role
in the learning capabilities of an ANN. Nevertheless, the use of the linear activation
function for the output node is a common choice for forecasting continuous variables
(see [39, 113, 197] and references therein).

The learning process

The second problem related to ANN modelling is the learning process. Similarly to the human
learning, ANNs develop their capabilities through an experience-based learning process. It
merely means that the model needs to observe and compare the obtained outputs from his-
torical input data with the desired targets in order to minimise the difference between them.
This process is known as supervised learning [70]. Mathematically, the problem consists in
finding the set of parameters Θ̂ that minimises a specific score function, S, typically the sum
of the squared errors, therefore

Θ̂ = argminΘ (S) , (5.25)

with

S(Θ) =

N∑

t=1

[yt − G (xt;Θ)]2, (5.26)

where N is the number of samples available for (xt, yt). It can be noted that this problem is
similar to the one stated in equation (5.14). However, due to the non-parametric formulation,
it cannot be solve analytically. Instead, numerical algorithms are required in order to achieve
a satisfactory set of parameters Θ̂. These algorithms are usually based on the gradient descent
method, represented by the following equation:

Θi+1 = Θi − αgi, (5.27)

whereΘi is the set of parameters at the i-th iteration, α is the so-called learning rate and gi is
the gradient of the score function in the parameter space R

np evaluated at Θ = Θi. Though
seemingly simple, equation (5.27) entails several questions to address. For example, the score
function, S(Θ), usually shows local minima related to non-optimal solutions. In order to
prevent the algorithm to get stuck in these local minima, a momentum term can be included
in the actualisation of the parameter vector. Likewise, because the trajectory followed by Θi

depends on an arbitrary initial condition Θ0, different initialisations may derive in different Θ̂
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values. Consequently, carrying out several repetitions of the learning algorithm with different
Θ0 is usually recommended [70].

A non-trivial problem in equation (5.27) is the estimation of gi, which involves the first
derivatives of the errors with respect to the synaptic weights (the Jacobian matrix). One
of the breakthroughs in the development of ANNs was the error backpropagation algorithm,
first formulated in a Ph.D thesis [187] and later rediscovered by Parker (1982) and Rumelhart
(1986) [126]. This algorithm was proposed to perform the mentioned derivatives in an efficient
way by propagating the error obtained backwards through the net connections. Since then,
the errorback propagation became rapidly the most popular algorithm in ANNs training [197],
and later efforts focused on reducing its time convergence while keeping a good performance
by acting on the learning rate during the training process. The problem with a constant
learning rate, α, is that the training process may become either oscillating or too slow if this
parameter is set too high or too small respectively [126]. Because there is no defined procedure
to find its optimal value a priori, introducing a variable learning rate, αi, provides flexibility
to the training process, as well as it speeds up the convergence to an optimal solution. In
order to set the learning rate at each iteration, researchers dealing with ANNs take advantage
on numerical methods developed in the past to address non-linear optimisation problems.
For instance, The Newton algorithm relates the current learning rate to the current Hessian
matrix, Hi, which contains the second derivatives of the score function with respect to the
parameter vector evaluated at Θ = Θi. Mathematically, this algorithm is given by:

Θi+1 = Θi − (Hi)
−1gi. (5.28)

Though the trajectory followed by Θ does not follow the steepest gradient direction, this
method converges under certain conditions much faster than the gradient descent method.
However, the calculation of the Hessian matrix is computationally very expensive. For the
case of the score function based on the sum of square errors, the computational burden related
to the H estimate can be reduced by approximating:

Hi ≈ JT
i Ji. (5.29)

Ji being the current Jacobian matrix of the score function. This method is known as the
Gauss-Newton method. As mentioned above, for the case on the ANN training, the Jacobian
matrix can be efficiently estimated through the backpropagation algorithm.

Based on the previous considerations, [111] proposed the Levenberg-Marquardt algorithm
in which a parameter, µi, permits the algorithm to become closer to either the gradient
descent algorithm (usually convenient during the first steps of the process) or the Gauss-
Newton algorithm (to speed up convergence). The algorithm is given by:

Θi+1 = Θi − (JT
i Ji + µiI)

−1gi. (5.30)

Concerning ANN training, the Levenberg-Marquardt algorithm is usually deemed to be
the best alternative in terms of robustness and convergence speed when compared with other
methods, specially for ANNs with up to a few hundred parameters [67, 113].

Assuming a certain learning algorithm as the one given in equation (5.30), it is possible to
observe how the score function is reduced at each iteration of the training process. Actually,
it can be arbitrarily reduced to any level just by considering an ANN architecture with a
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sufficiently large number of parameters. This is so because an increasing number of parameters
provides the model with a higher capacity to fit the samples available for the training, the limit
case being the interpolation of all the samples and the score function matching zero. When
the model is able to reproduce exactly the data available, the learning process clearly failed
in differentiating information from noise. Thus, the model is not able to properly generalise
and forecast new situations, and large forecasting errors are usually observed. This problem
is known as overfitting, and it is an important issue in models involving a large number
of parameters. At first sight, one might think that overfitting could be simply avoided by
considering ANNs with a low number of nodes, but, as previously mentioned, it is not possible
to assess a priori the number of parameters below which the model is not powerful enough
to reveal complex patterns in the data. In other words, proposing ANNs with an insufficient
size leads to the opposite problem, the underfitting, which entails a sheer limitation to the
modelling process.

In order to avoid the overfitting, the learning process can be stopped at a certain iteration.
This iteration can be identified through cross-validation techniques. Cross-validation consists
in evaluating the score function across both the training dataset and an independent dataset
(referred to as the validation dataset) at each iteration of the process. In the beginning of the
learning process, a reduction in the score function is likely to be observed for both datasets;
this is related to a proper identification of the underlying function because the model improves
their forecast performance under new situations. However, at a specific iteration, the error
committed in the validation dataset reaches a minimum, and increasing values of the score
function are obtained for further iterations. This effect, related to a loss in the generalisation
capabilities of the model, reveals the iteration at which the learning process should be stopped.

The cross-validation technique permits addressing other issues related to the model-
building process; further details are given in section 5.5.

5.4 Varying-coefficient models

Linear AR models and black-box models such as ANNs can be thought of as two radically
different approaches for time series modelling. While the former puts emphasis on simplicity at
the expense of assuming linearity, the latter permits the identification of non linear dynamics,
running the risk of incurring in an unreliable modelling of the data due to the heuristic nature
of ANN implementation.

Varying-coefficient models (VCMs) [28] aim at providing an alternative approach keeping
a good balance between simplicity, interpretability and modelling capabilities. VCMs gener-
alise AR models by replacing the constant AR coefficients (θi of equation (5.5)) by smooth
functions, θi(·), referred to as coefficient-functions hereafter.

Because the coefficients of the AR model reflect in some way the captured underlying
dynamics of a time series, the fact that VCMs allow these coefficients to vary permits the
model to account for smooth variations of the time series dynamics with respect to some
signal. In other words, VCMs permit exogenous variables to condition the way in which the
inertia of the system is seized while keeping the simple architecture of the AR model.

Following the notation given by equations (5.7), (5.8) and (5.10), the VCM can be written
as follows:
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yt = xT
t Θ(ut) + et, (5.31)

with

Θ(u)T = [θ0(u), θ1(u), . . . , θp(u)] , (5.32)

u being the independent variable of the coefficient-functions. Records of this variable are
gathered in the time series {ut}. It is worth noting that, in order to keep the model simple, u is
assumed to be a scalar variable, although the model can be readily extended to a multivariate
dependence.

Two new questions arises from the implementation of VCMs. The first one is related
to the determination of which variable is relevant in explaining the variations of the system
dynamics, that is, the choice of u. A first approach consists in conditioning the coefficient-
functions to the self variable to be modelled. This is the case of the functional-coefficient
autoregressive (FAR) models [27]. More suggestive is the use of exogenous variables with
the potential to add information on the current state of the system. In this case, expert
knowledge probably represents the most reliable guide to narrow the options considered in a
trial-and-error procedure.

The second question relates to the way in which the coefficient-functions are estimated.
This is a key issue since the estimation method imposes restrictions to the structure of the
functions to be estimated, which may have an impact on the model performance. Actually,
several approaches have been proposed to address this issue. For instance, a parametric
approach was employed in [55] in order to capture the influence of local measurements on
wind power dynamics. In that case, a linear function and a sinus function were considered
to model θi as a function of the local wind speed and wind direction, respectively. These
decisions were motivated by a preliminary exploration of the available data. A reduced
number of parameters concerning the slope and the intercept term of the linear function and
the amplitude and phase of the sinus function were optimised based on a RMSE criterion.
Besides the success in identifying the influence of specific effects such as synoptic effects and
the power curve effect on wind power dynamics, this approach is probably too restrictive, since
a specific structure was assumed for the coefficient-functions. Actually, low local adaptiveness
of the coefficients was identified for extreme values of the wind speed.

In this regard, the polynomial spline approach (described in [76]) overcomes this problem
by modelling θi(u) as a reduced number of splines of order l with l-1 continuous derivatives.
Splines are connected by means of knots that divide the space spanned by {ut} in subsets.
Knots are defined beforehand and can be placed evenly or in quantiles of {ut} to prevent
some subset from having an insufficient number of samples to perform a regression. Figure
5.5 (top) displays an example of θi(u) modelled with four splines, where knots have been
placed evenly.

One drawback of the polynomial spline approach is that the regression performed is likely
to be quite sensitive to the position of the knots, specially when a reduced number of knots is
considered [69]. To overcome this problem, a non-parametric (or locally parametric) estima-
tion, referred to as smoothing spline, was proposed in [69]. The underlying idea is to consider
splines as in the previous case but placing knots at each observation in {ut} (see figure 5.5,
bottom left). Then, the splines are fitted by minimising a penalized least squares criterion,
defined as follows:



5.4. VARYING-COEFFICIENT MODELS 73

N∑

t=1

[
yt − xT

t Θ(ut)
]2

+

p∑

i=0

λi

∫
θ′′i (u)

2du, (5.33)

where the first term represents the quality of the fit and the second measures the smoothness
of the coefficient-functions through the second derivative, θ′′i (u) = d2θi

du2 . The smoothing
parameters λi permit weighting the relative importance between both terms.

According to [47], the choice for the smoothing parameters and the associated computa-
tional burden represent some of the drawbacks of this approach. An alternative approach is
that of kernel-local polynomial smoothing ([48] and references therein). Roughly speaking, this
approach estimates θi(u) at every single point u = u∗ assuming that the coefficient-functions
can be approximated by a polynomial in a neighbourhood of u∗. The regression is performed
by considering data samples weighted by means of a kernel function (see figure 5.5, bottom
right). This methodology is described in more detail in the next section because it represents
the approach adopted in this work.

θi

u

θi

u

θi

u

u∗

Figure 5.5: Three approaches to estimate the coefficient-functions θi(u): the polynomial spline
(top), the smoothing spline (bottom left) and the kernel-local polynomial smoothing method
(bottom right). The circles represent data samples. Squares in the two first approaches
represent nodes. The dashed line in the third approach is a kernel function placed at u = u∗.
See text for further details.

5.4.1 Kernel-local polynomial smoothing method

In this section, the kernel-local polynomial smoothing method to estimate the coefficient-
functions θi(u) of equation (5.31) is described. As mentioned previously, equation (5.31)
represents a time series model by considering equations (5.7), (5.8), (5.10) and (5.32).
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In order to estimate θi(u) for a given value u = u∗, it is assumed that the coefficient-
functions can be approximated by a polynomial of a certain order in the neighbourhood of
u∗. In the following, the equations are obtained for the case of a quadratic approximation as

θi(u) ≈ ai + bi · (u− u∗) + ci · (u− u∗)2, (5.34)

where ai, bi and ci are parameters to be determined. Now, whatever N samples of the model
of equation (5.31) can be written as follows:

Y = Xa+UXb+U2Xc+ e, (5.35)

where X, Y and e are given in equation (5.13) and

U =




u1 − u∗ 0 · · · 0
0 u2 − u∗ · · · 0
...

...
. . .

...
0 0 · · · uN − u∗


 , a =




a0
a1
...
ap


 , b =




b0
b1
...
bp


 , c =




c0
c1
...
cp


 .

It is possible to observe that a set of (p + 1) × (l + 1) parameters needs to be estimated,
p being the AR order considered and l the order of the polynomial approximation (l = 2, in
this case). Equation (5.35) can be rearranged in the form of the linear regression model given
by equation (5.12) by defining:

Γ =

[
X
...UX

...U2X

]
, Θext =




a
b
c


 , (5.36)

which leads to

Y = ΓΘext + e. (5.37)

Then, the estimation of Θext is given by equation (5.17) simply by replacing Θ̂ by Θ̂ext

and X by Γ, that is:

Θ̂ext =
(
ΓTWΓ

)−1
ΓTWY. (5.38)

Additionally, W is a diagonal matrix which sets the weight associated to each sample.
Each weight on the diagonal is obtained as a function of the distance between ui and u∗
through a function Kh(u). Thus, W is given by:

W =




Kh(u1) 0 · · · 0
0 Kh(u2) · · · 0
...

...
. . .

...
0 0 · · · Kh(uN )


 . (5.39)

Kh(u) is a shifted and scaled version of a kernel function, K(u), centred in u∗ and char-
acterised by a bandwidth h which determines the size of the local neighbourhood, whose
expression is
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Kh(u) = K

(
u− u∗
h

)
. (5.40)

There are several types of kernel functions K(u); some of the most commonly employed
are the triangular kernel, the Epanechnikov kernel, the Gaussian kernel, the tri-cube kernel
and the uniform kernel [70, 106]. While the type of the kernel is usually not considered
relevant in the model performance, the bandwidth selection is crucial and a vast literature
addresses this issue (see [84] and references therein). Hence, no discussion on the kernel type
will be undertaken in this work and the triweight kernel, given in equation (5.41), will be
employed for all the cases.

K(u) =





35
32(1− u2)3 , |u| ≤ 1

0 , |u| > 1
. (5.41)

The relevance of the bandwidth parameter, h, lies on the fact that it determines the neigh-
bourhood of the point u = u∗ in which the coefficient-functions, θi(u), are locally estimated.
Small bandwidths may entail θi(u∗) estimates based on a reduced number of samples, where
the noise may lead to unrealistic and crisp coefficient-functions. In contrast, large bandwidths
entail excessively smooth function estimates that would hardly capture complex features of
the underlying dynamics of the system.

In order to determine a suitable bandwidth, a first assumption must be made regarding
whether a constant bandwidth, h, or a variable bandwidth, h(u), is to be employed. While
the constant bandwidth generally eases the model-building procedure, a dependence of the
bandwidth with the variable u may be appealing when this variable shows a non-homogeneous
statistical distribution. For example, a linear relation between h and u was proposed in [141],
given the skewed distribution of u (the wind speed, in that case). Other approaches for
variable bandwidth selection have been proposed in [46, 59, 198]. In addition, [46] suggested
that a variable bandwidth is preferred if the coefficient-functions to be estimated are expected
to show a complex structure.

In this work, two strategies concerning the bandwidth selection will be employed: the
constant bandwidth and a particular case of variable bandwidth: the k-nearest neighbour
(k-nn) bandwidth [119]. In the first case, the bandwidth will be expressed as a percentage,
h%, of the range spanned by the conditioning variable, u. The idea behind the k-nn approach
is that the kernel bandwidth, h(u), varies accordingly to have a constant number of samples
fall inside the kernel.7 The number of samples (nearest neighbours) is usually denoted by k
in the literature. We keep this notation though this symbol should not be confused with the
prediction horizon. k% shall be employed to refer to the percentage of the total number of
samples. Table 5.1 summarises both strategies.

Table 5.1: Kernel bandwidth selection strategies employed in this work.
h k

Constant bandwidth h% · (umax − umin)/100 k(u)
k-nn bandwidth h(u) k% ·N/100

7 It is worth noting that this approach is valid only for kernels with compact support.
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5.5 Considerations for the model-building procedure

So far, three statistical models have been presented: linear AR models, ANNs and VCMs.
Together with the theoretical description of the models, the equations describing the parame-
ter estimation have been presented. However, several questions related to the model structure
remain unanswered. One relates the regression window size, d. For the case of the AR linear
models, this parameter is referred to as the AR order, p, and it can be estimated in base
of the sample partial autocorrelation function [42, 105]. However, optimal window sizes for
non-linear models may differ from this estimation. Other criteria, such as the AIC and the
BIC criterion,8 have been proposed [23, 43, 173].

Concerning VCMs, several questions related to the function-coefficient estimation need to
be addressed depending on the considered approach. In this work, the kernel-local polynomial
smoothing approach will be considered (see section 5.4.1), which involves the choice for the
order of the polynomial employed (see equation (5.34)) and the kernel bandwidth (either
through h% or k%, see table 5.1). For the constant bandwidth case, several techniques to
estimate h% have been proposed (based on cross-validation techniques [20, 156] or the plug-in
approach [150, 160], among others). On the other hand, selecting k% for the case of the k-nn
bandwidth may be subjected to different considerations: in [85] k% is set to = 30% since this
was found to be the minimum value that allowed the resolution of the model equations; in
[136] k% is set to 60% in base of the observed smoothness of the coefficient-functions, given
that smaller values did not improve the performance of the model.

Finally, as mentioned in section 5.3, modelling with ANNs involves a wealth of arbitrary
decisions that are usually guided by the expertise of the modeller. In some works, the archi-
tecture is fixed without further discussion [39], whereas others address the sensitivity of the
model performance with respect to the number of neurons [53, 154].

A limited number of the aforementioned issues will not be analysed and specific assump-
tions will be made. Concerning the ANN model, the Levenberg-Marquardt algorithm is
employed in the learning process, and the number of arbitrary initialisations of Θ0 is set to
100. With respect to the implementation of VCMs, the tricube kernel is employed and the
degree of the polynomial approximation is set to l = 0, that is, θi is assumed to be locally
constant, which means that bi = ci = 0 in equation (5.34). The motivation for this choice is
to keep the model as simple as possible with a reduced number of parameters at this stage
of the research. The impact of considering higher order approximations will be addressed in
the future.

However, the rest of the issues above mentioned will be addressed during the model build-
ing procedure. In order to fully determine the structure of every kind of model considered,
the cross-validation technique will be employed. The idea behind this technique is to employ
different datasets to find the optimal model set-up. To this end, the dataset is split into three
subsets: the training-set, the validation-set and the test-set. Different set-ups of a certain
model are proposed (for example, different AR orders). Then, for each set-up, the training-
set is employed to estimate the involved parameters, Θ, accordingly to the model type. The
forecasting performance of the different set-ups are evaluated across the validation-set in base
of a MSE criterion. This allows for the identification of the model set-up that provides the

8 Akaike Information Criterion and Bayesian Information Criterion, respectively. Both are employed for
model selection since they evaluate the trade-off between model parsimony (number of parameters involved)
and the goodness-of-fit to compare the adequacy of models of different order [42].
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Table 5.2: Parameter values of different model set-ups considered in this work.
Model Parameter Values considered
AR,ANN,VCM d {1, 2, 3, 4, 5}
ANN Architecture (d; 4), (d; 6), (d; 8)

(d; 4, 2), (d; 6, 3), (d; 8, 4)
(d; 6, 3, 2), (d; 8, 4, 2)

VCM h% {2, 3, ..., 75}
VCM k% {2, 3, ..., 75}

best generalisation capabilities, as the validation-set was not employed during the parame-
ter fitting. Once the optimal set-up has been identified for each type of model, the test-set
is employed to compare the performance between models. The cross-validation technique
is usually employed in the literature, mainly when different kind of models are considered
[55, 115, 136, 140, 157, 158].

Table 5.2 gathers the values of the parameters that represent different model set-ups
considered in this work.

The training-validation-test periods are displayed in figure 5.6. The share of data in each
period was set to 40%− 30%− 30% respectively (missing data and non-valid data excluded).
These percentages represent a slightly more regular partitioning of the data than those found
in the literature, since a larger data percentage for the training-set is usually adopted (for
example, 60% − 20% − 20%). However, and considering that the dataset length is of about
three years, it was considered that covering almost one year in each subset would represent
a more rational use of the data, since the impact of the different predictability levels due to
seasonalities is expected to be reduced. This is important insofar as adaptive models are not
considered in this work.

5.5.1 On the use of a global or local criterion to improve ramp forecasting

Time series based models are usually tuned to minimise a certain criterion function, the
MSE being one of the most often employed. The MSE is a global criterion in the sense that
it reflects the overall performance of a certain model estimated over a certain period of time.
However, there is no reason why minimising a global criterion would guarantee the best model
performance during local events, such as ramps. Actually, if local events considered of interest
are seldom observed, the impact of the related samples on the training process is likely to
be low, leading to a suboptimal forecasting performance during these events. In this regard,
the use of a global criterion has already been identified as one of the potential limitations to
design and evaluate oriented ramp forecasting models [33, 50, 143, 175].

On the other hand, section 5.2 describes how the criterion function can be tuned through
matrix W in order to weight the available samples for AR coefficient estimation. Because
this matrix provides a means to focus the training process on specific samples, it can be
employed to design local training criteria. One example is the case of VCMs, where W is
defined to obtain optimal local coefficients depending on an exogenous variable (see section
5.4.1). Similarly, local training could also be implemented for the case of ANN training by
weighting accordingly the score function given in equation (5.26).
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Figure 5.6: Wind power time series divided into training-validation-test periods.

That said, a natural question is to explore a local criterion definition in order to have
the model capture the dynamics observed mainly during ramp events. The characterisation
of ramp events was addressed in chapter 3, concluding that the proposed ramp function
provides a good measurement of the ramp intensity at each time step; thus, one strategy for
ramp forecasting would be to train models on the premise that the more the ramp function
deviates from zero, the more the related error should be taken into account for tuning the
model. In practice, this can be done by introducing the ramp function into the matrix W
definition.

In the following, we discuss the effect of considering a global criterion versus a local
criterion based on the ramp function during the training process. For simplicity, let us
consider the case of an AR(2) model for one step-ahead forecasting (k = 1). The MSE
estimated over a dataset with N samples is given by:

MSE =
1

N

∑

t

ε2t , (5.42)

where

εt = pt − p̂t. (5.43)

Let us define MSEu, MSE d and MSE 0 as a measure of the MSE related to ramp-up
events, ramp-down events and non-ramp events, respectively. In accordance to chapter 3,
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ramp events are not identified in a binary sense, but rather characterised in a continuous
range through the ramp function. In particular, considering the relative ramp indexes given
by equations (3.7)–(3.9), MSEu, MSE d and MSE 0 can be defined as follows [54]:

MSEu =
1∑
t r

u
t

∑

t

(rut · ε2t ), (5.44)

MSEd =
1∑
t r

d
t

∑

t

(rdt · ε2t ), (5.45)

MSE0 =
1∑
t r

0
t

∑

t

(r0t · ε2t ). (5.46)

It can be readily demonstrated that MSE can be decomposed into the three following
contributions:

MSE = fur ·MSEu + fdr ·MSEd + f0r ·MSE0, (5.47)

where fur , f
d
r and f0r are the relative frequency of ramp-up, ramp-down and non-ramp events,

given by:9

fur =

∑
t |rut |
N

, (5.48)

fdr =

∑
t |rdt |
N

, (5.49)

f0r =

∑
t |r0t |
N

. (5.50)

Now, let define wtt, the weight for the error εt+1, as:

wtt = |rt+1|ν , (5.51)

where ν is a parameter that ranges from zero to one. This parameter allows for analysing
intermediate situations between the global criterion (ν = 0, i.e. the non-weighted approach)
and the local criterion given by the direct use of the ramp function as a weight function
(ν = 1).

The training set of the wind farm A has been employed to train several AR(2) models
for five ν values (0, 0.25, 0.5, 0.75 and 1). Then, the forecasting performance of each model
was evaluated across the test-set. Figure 5.7 (top) shows the global MSE for the different ν
values. For each case, MSE is divided into the three addends defined in equation (5.47). On
the bottom, MSEu, MSE d and MSE 0 are displayed.

This figure clearly illustrates several facts: first, the local MSE due to ramp events no-
ticeably exceeds the one related to non-ramp events. The fact that the net contribution to
the global MSE is relatively low is explained from the low relative frequency of these events
(5.48% and 5.62% for fur and fdr , respectively).

9 These definitions generalise the relative frequency for the case of the binary ramp classification, defined
in equation (3.1).
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Figure 5.7: Top: Global MSE divided into the three addends of equation (5.47). Bottom:
local MSE during ramp-up, ramp-down and non-ramp events.

Second, as the score function employed puts more emphasis on the error related to ramp
events (increasing values of ν), the global MSE increases and the local errors (MSEu and
MSE d) become lower. In particular, the increase experienced by the global MSE is of about
50%, whereas MSEu and MSE d were reduced by 18.4% and 11.1%, respectively. This effect
is explained from the fact that local training yields models specifically well-suited for the
dynamics observed during specific time periods. The use of the ramp function as a weight
function leads to models more sensitive to power variations in order to better follow a ramp
event (see figure 5.8, left) together with an important bias to prevent large errors at the first
step of a ramp (figure 5.8, right).

From this result it can be concluded that, as might be expected, it is not possible to min-
imise both the global MSE and the local MSE with the same model set-up. The minimisation
of a local criterion permits reducing the error related to specific events (ramp events in this
case), the counterpart being that the overall performance of the model decreases. Thus, some
additional criterion is required in order to establish a reasonable trade-off between local and
global performance. This criterion is likely to be related to the end-user cost function. A
cost-function permits a specific end-user to elucidate to what extent it is worth improving
forecasts during ramp events at the expense of the global performance. Nevertheless, it is clear
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Figure 5.8: Forecasts provided by two AR(2) models: one with ν = 0 (minimum global error)
and other with ν = 1 (minimum error during ramp events).

that the error committed during ramp events may entail different costs to different end-users
(energy traders and TSOs), apart from the fact that their cost functions may change from
one electricity system to another. Consequently, the problem of finding an optimal trade-off
between local and global training cannot be solved for a general case; it should be addressed
for particular cases where the cost function of the end-user is well defined.

In the framework of this research, this problem cannot be addressed as no cost-function
for a particular case is available. However, some criterion is required to train the models.
The solution adopted in this work is in line with the traditional approach: the minimisation
of the global MSE. The main consequence of this choice is that the forecasts obtained do not
represent the optimal ones for ramp forecasting. However, this option is found to be more
reasonable than disregarding at all the loss of global performance. In addition, even when
models are oriented to minimise a global criterion, comparing the performance obtained during
ramp events (evaluated with local criteria such as MSEu and MSE d) still permits drawing
conclusions about the contribution of different exogenous variables or the impact of the model
complexity on the forecast improvement during these events.
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Chapter 6

Application of the models without
exogenous variables

The objective of this chapter is to detail the application of the models presented in chapter
5 to the case studies considered in this work. Only wind power records are considered as
inputs; thus, each model represents a particular strategy to utilize recent power observations
to generate forecasts for a given lead time. The first model considered is the linear AR
model, referred to as M1. M2 denotes the ANN model, oriented to exploit potential non-
linear relationships in the wind power dynamics. The generalisation of the linear AR model
through the implementation of VCMs is carried out for two particular cases: conditioning the
AR coefficients to the current power generation level, pt, (model M3) and to the current power
gradient, gt = pt − pt−1, (model M4). All the models are benchmarked against persistence
(model M0). Table 6.1 gathers the notation employed to refer to each of the models. In
some cases, these names are extended with a sub-index indicating the prediction horizon, k,
and/or a super-index indicating the wind farm considered. For instance, M2C4 refers to the
ANN model for the case of the wind farm C and the prediction horizon k = 4.

Table 6.1: Models considered in this chapter.
Notation Model
M0 Persistence
M1 AR
M2 ANN
M3 VCM(pt)
M4 VCM(gt)

The model building procedure is detailed for models M1–M4 in sections 6.1, 6.2, 6.3 and
6.4, respectively. Each of these sections follows a similar structure: first, the parameters to be
estimated are outlined; next, the required steps and the criteria employed to fully determine
the model set-up are detailed for the particular case of one step-ahead (k = 1) and the
wind farm A; then, the optimal model set-ups obtained for both wind farms and for different
prediction horizons are depicted in a table; finally, a brief discussion on the implemented
models is addressed. The overall performance of the models is analysed in section 6.5. In
section 6.6, the forecasting skill during ramp and non-ramp situations is addressed. Finally,
section 6.7 summarises the main findings of this chapter.

83
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6.1 AR models (M1)

In this section, the implementation of AR models is addressed. The AR coefficients were
obtained through equation (5.17); according to section 5.5, the unity matrix was employed
as the weight matrix (i. e. W = I). Hence, the specification of the model for a given case
study and a certain prediction horizon consisted in determining the optimal AR order, p.
As described in section 5.5, this parameter was obtained by means of the cross-validation
technique. To this end, a specific range of AR orders was considered (from one to five, see
table 5.2), which led to a total of five competing models for each model M1A,C

k considered.

6.1.1 Model specification for k = 1 and wind farm A (M1A

1 )

Figure 6.1 shows the NRMSE as a percentage of the rated power, PR, obtained for the training
set (left) and the validation set (right) as a function of the AR order, p. The figure shows
that the error obtained for the training set is a monotonically decreasing function of p; this
could be expected because greater p values entail a higher number of parameters employed
in the regression. This is the basis for the need of an independent set (the validation set) to
evaluate the performance of a model. Focusing on the error obtained in the validation set, it is
possible to observe that the minimum NRMSE value is obtained for p = 4. Nevertheless, the
error reduction observed between two consecutive AR orders is sometimes very small; because
models should remain as parsimonious as possible, error reductions below a certain threshold
may not justify the addition of extra parameters. In this work, this threshold is set to 0.01%
of the rated power. The range of NRMSE given by the minimum value attained (in this case,
for p = 4) and this minimum plus the mentioned threshold is represented by means of a grey
band in the figure. Thus, among the different AR models that lead to an error inside this
band, the optimal set-up is the one that involves a minimum number of parameters. Based
on this, the optimal AR order was found to be p = 3. This value is identified in the validation
error curve with a red square.
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Figure 6.1: NRMSE (%PR) obtained for the training set (left) and the validation set (right)
as a function of the AR order, p (wind farm A and k = 1). The optimal order is labelled
with a red square in the validation error curve . Further details concerning the grey band are
given in the text.
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The coefficients of the optimal model, determined by equation (5.17), are given by:

M1A1 : p̂t+1 = 0.018 + 1.146 · pt − 0.269 · pt−1 + 0.061 · pt−2. (6.1)

6.1.2 Specifications of model M1 for different prediction horizons and wind
farms

Following a similar procedure as the one described above, the optimal AR models have been
obtained for larger prediction horizons and for both wind farms. Table 6.2 gathers the model
specifications; additionally, the related AR coefficients together with the mean of the AR
process, µ (given by equation (5.6)), are shown in figure 6.2. It can be noted that, for both
case studies, µ does not vary noticeably with k; actually, the obtained µ values are very close
to the sample power mean, p̄t, estimated across the training set (0.307 and 0.287 times the
rated power,1 for wind farm A and C, respectively).

Table 6.2: Specifications of model M1.
k M1Ak M1Ck
1 AR(3) AR(3)
2 AR(2) AR(3)
3 AR(2) AR(2)
4 AR(2) AR(3)
5 AR(2) AR(3)
6 AR(2) AR(1)
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Figure 6.2: AR coefficients, θi, and mean of the AR process, µ, for the models M1Ak (left) and
M1Ck (right) as a function of the prediction horizon, k. Note that the number of coefficients
varies across k according to the AR order specified in table 6.2.

1 For convenience, the wind power time series was normalised with the rated power.
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6.1.3 Discussion on the models obtained: a proposal for interpreting the
AR coefficients

The AR coefficients θ1, θ2, ..., θp weight the contribution of each of the recent power records,
pt, pt−1, ..., pt−p+1, to the forecast p̂t+k. The optimal weights are obtained by means of a
certain criterion (the minimisation of the global MSE) and they represent, in some way, the
footprint of the time series dynamic on the linear model. For time series with a smooth decay
of the autocorrelation function (typically observed in hourly wind power time series), the
absolute value of θi (i > 0) usually decreases with the sub-index i (see for example the AR
model given in equation (6.1)), meaning that recent observations contain more information
than subsequent ones when estimating future power values.

On the other hand, θ0 is independent of the time series dynamics, and its value permits
the mean of the AR process, µ, to meet the mean of the modelled time series. In fact, it can
be demonstrated that the single difference between the AR coefficients obtained for a time
series, {yt}, and a re-scaled version of the same time series, {a · yt} with a 6= 0, is that θ0 is
accordingly re-scaled with a, while the rest of the AR coefficients do not vary.2

What one can learn about the dynamics captured by the AR model from the related
coefficients is limited to what it was mentioned above. However, simply by rearranging the

2 The demonstration can be briefly sketched as follows: without loss of generality, let us consider the
modelling of two time series, {yt} and {zt} = {a · yt}, through an AR model of order two. According to
equation (5.17) with W = I, the AR coefficients are given by:

Θ̂1 =
(
XT

1 X1

)−1

XT
1 Y1,

where the sub-index “1” denotes that the matrices X and Y (defined in equation (5.13)) are related to the
original time series, {yt}. Thus, for the case of {zt}, the related AR coefficients are given by:

Θ̂2 =
(
XT

2 X2

)−1

XT
2 Y2.

Because {zt} is a re-scaled version of {yt}, it holds that:

X2 = X1




1 0 0
0 a 0
0 0 a



 , Y2 = aY1.

Thus, operating:

Θ̂2 =








1 0 0
0 a 0
0 0 a




T

XT
1 X1




1 0 0
0 a 0
0 0 a









−1 


1 0 0
0 a 0
0 0 a




T

aXT
1 Y1 =

=




1 0 0
0 1/a 0
0 0 1/a




(
XT

1 X1

)−1

aXT
1 Y1 =

=




a 0 0
0 1 0
0 0 1



 Θ̂1.

As stated, the AR coefficients for both time series remain equal with the exception of θ0, which is re-scaled
with a. Consequently, and considering equation (5.6),

µ2 = a · µ1.
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model equation (equation (2.13)), it is possible to explore alternative interpretations of the
AR coefficients. In particular, the model can be rewritten in base of a new set of coefficients,
β = [β0, ..., βp], as follows:

p̂t+k = β0 · µ+ β1 · pt +
p∑

j=2

βj · (pt − pt−j+1), (6.2)

where the coefficients βi are defined as follows:

β0 = 1−
p∑

i=1

θi, (6.3)

β1 =

p∑

i=1

θi, (6.4)

βj = −θj , j = 2, ..., p. (6.5)

The proposed set of β-coefficients represents merely a change of variables, but they provide
a new perspective on how different aspects of the captured dynamics contribute to build the
forecast, p̂t+k. In particular:

• The first and the second contributions to the forecast are given by β0 · µ and β1 · pt,
respectively. Because β0 + β1 = 1, these coefficients represent a balance between two
forecast references (see section 5.1): climatology3 (obtained by doing β0 = 1, βj =
0 for j 6= 0 in equation (6.2)) and persistence (β1 = 1, βj = 0 for j 6= 1). Thus, an
AR model with a low β0 coefficient (hence a high β1) means that it tends to show a
persistent character rather than a climatological character, in the sense that the forecasts
are strongly based on the last observation, not on the mean value. This is in line with
what it is argued in [120]; in that work, a new reference based on a similar balance was
introduced for wind power forecasting.

• β2 is the weight of the contribution of the current power gradient (pt − pt−1) to p̂t+k;
thus, β2 represents in some way how the model captures the inertia of the system
and, in particular, how it reacts in the presence of large and fast variations in power. A
positive β2 means that a certain gradient provokes a contribution to the forecast value in
the same direction because the power output, based on the dynamics observed during
the training period, is expected to maintain this trend, whereas a negative β2 value
means that a fluctuating behaviour (consecutive gradients with opposite directions)
dominated the time series dynamic during that period. In terms of ramp forecasting,
this coefficient reflects the ability of the model to better follow ramp events, as these
events are characterised by a sequence of large gradients in the same direction.

• Subsequent coefficients (β3, β4, ...) can be interpreted in a similar way to β2, but con-
sidering power variations in larger time windows (pt − pt−2, pt − pt−3, ...). However, the
impact of these coefficients on the forecast is expected to be low because, as mentioned,
θi tend to decrease for increasing i values.

In order to illustrate these notions, the following three figures were performed.

3 It is assumed that the sample mean, p̄t, and the mean of the AR process, µ, are equivalent. Results
discussed in section 6.1.2 support this assumption for the case of the AR model.
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Figure 6.3: β-coefficients for the models M1Ak (left) and M1Ck (right).

First, figure 6.3 shows the β-coefficients related to the θ-coefficients of figure 6.2. It
can be observed that, for one step-ahead, the AR models are markedly closer to persistence
than to climatology because β1 is much higher than β0; this result could be expected given
the persistent behaviour of the atmosphere in short time scales. However, the coefficients
evolve smoothly with k in such a way that the climatological character of the models becomes
noticeable at the expense of a lower persistent character. This fact basically reflects that,
due to the loss of autocorrelation of the wind power time series, the mean power represents
a better guess than the last observation as larger prediction horizons are considered.

With respect to β2, its positive value means that a power gradient observed between pt−1

and pt translates into a certain contribution to the forecast in the same direction than the
gradient. As mentioned, this feature is particularly attractive for ramp forecasting because
a faster response of the model at the beginning of a ramp can be expected. It is also noted
that this effect decreases with k.

On the other hand, the negative sign of β3 means that this coefficient is responsible for
a contribution to the forecast in a direction opposite to that observed between pt−2 and pt.
Consequently, this coefficient tends to counteract to some extent the effect associated to β2,
specially in the presence of two consecutive gradients in the same direction.

Figure 6.4 shows the wind power forecast, p̂t+k, generated at the same time instant t by
the models M1A1 (left) and M1A5 (right). The aforementioned contributions to the forecasts
are depicted so that one can appraise the relevance of each one. Considering the plot on the
left, it can be seen that the largest contribution to the forecast is given by the persistent
character of the model, followed by the sensitivity of the model to the sudden variation in
power (given by β2). The negative contribution of β3 can also be noted. The increasing
climatological character of the model for larger prediction horizons can be observed in the
plot on the right, as well as the reduced influence of the observed power gradient.

The effect due to β3 is clearly illustrated in figure 6.5, where the forecast time series
bounces at the end of a ramp-down event. This seemingly rare feature of the forecast time
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Figure 6.4: Wind power forecasts provided by models M1A1 (left) and M1A5 (right) divided
into the contributions associated to the β-coefficients. Note that no contribution of β3 is
shown in the plot on the right because the order of the related model is p = 2. They grey
line represents power records not observed at time t.

series can be observed in situations where a large power gradient is followed by an small one
in the same direction. Consequently, the contribution given by β3 · (pt − pt−2) may become
larger than β2 · (pt − pt−1), leading to the effect referred to as bounce effect in the mentioned
figure. This effect was observed at the end of some ramp-down events.

Figure 6.5 reflects another effect easily explained through the β-coefficients: it is shown
that different levels of systematic forecasting errors are committed for a period of steady
generation at rated power and for a period of steady null generation. It is well-known that
systematic errors at maximum (minimum) generation level are due to the fact that the power
time series is bounded; thus, because the power is likely to decrease (increase) in a future time
instant, the model prevents from a potential large deviation by assuming a systematic error
at each time step; this bias is set so that the global error is minimised during the training
set. The reason why this figure shows different bias for periods of steady generation at rated
power and null power can be sketched as follows: considering the period of steady generation
at rated power, it can be readily demonstrated by means of equation (6.2) that the model
provides systematically the following forecast error:

εt|Psteady=PR
= PR − (β0 · µ+ β1 · PR + β2 · 0 + β3 · 0) = β0 · (PR − µ). (6.6)

On the other hand, the systematic error committed during a steady period of null gener-
ation is given by:

εt|Psteady=0
= 0− (β0 · µ+ β1 · 0 + β2 · 0 + β3 · 0) = β0 · (0− µ). (6.7)

Equations (6.6) and (6.7) show that the systematic error is proportional to the difference
between the steady generation considered and the mean of the process. Consequently, the
magnitude of the systematic error during the former period is larger than the one committed
during the latter insofar as the mean of the process (of around 30%PR, see figure 6.2) is
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Figure 6.5: Observed and predicted wind power time series (k = 1).

lower than half of the rated power, which is typical of wind power time series. In addition,
the magnitude of these systematic errors increases proportionally to β0, that is, it increases
as the model becomes closer to climatology. This effect is typically observed for increasing
values of the prediction horizon, as mentioned above.

6.2 ANN models (M2)

In this section, the search of the optimal ANN architecture for a given prediction horizon
is addressed. To this end, 40 different architectures were considered. These result from
combining five different window sizes (or input nodes number), d, with eight different hidden
layer configurations, detailed in table 5.2. Each of the 40 architectures is trained through the
Levenberg-Marquardt algorithm, given by equation (5.30), for 100 random initialisations of
the ANN parameters (synaptic weights and node thresholds). This provides a total of 4000
competing models for each prediction horizon and case study considered. As mentioned in
section 5.3.1, the error in the validation set is monitored to stop the learning process in order
to avoid the overfitting of the model.

6.2.1 Model specification for k = 1 and wind farm A (M2A

1 )

For each of the 4000 competing models, the NRMSE was obtained across the training set
and the validation set; they will be referred to as NRMSE train and NRMSE val, respectively.
Figure 6.6 displays the relation between NRMSE train and NRMSE val in such a way that each
point reflects the performance of a single competing model. A small portion of points (89 over
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4000) lies out of the plot because the related errors across both sets are too high, probably
due to an early stop of the training process caused by some particularity in the coefficient
initialisation. The colour employed for each point is related to the size of the architecture, and
it is given by the number of parameters of the ANN, np. np is given by equations (5.22)–(5.24)
depending on the number of hidden layers and it ranges from 13 for the simplest proposed
architecture, ANN(1; 4), to 97 for the largest one, ANN(5; 8, 4, 2). Additionally, for each of
the 40 architectures, the lowest NRMSE val obtained among the 100 random initialisations is
labelled with a black square.
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Figure 6.6: NRMSE obtained across the training set and the validation set for each of the
4000 competing models. The colour of each point reflects the number of parameters of the
related ANN. The minimum NRMSE val obtained for each of the 40 architectures is labelled
with a black square (wind farm A and k = 1).

A first remarkable feature of figure 6.6 is that the performance of the models are concen-
trated in two clouds. The smaller one corresponds, with no exception, to models with a single
input node (d = 1), regardless of the considered architecture. On the other hand, the larger
cloud of points gathers models with the rest of window sizes (d in the range of 2 to 5).

Second, focusing on the larger cloud, it can be seen that there is a certain influence of the
number of parameters on the error attained in the training set (horizontal axis), in such a way
that those architectures with larger number of parameters (magenta dots) predominate in the
left side of the cloud (lower NRMSE train values).4 However, this effect is not observed in the
validation error; indeed, it is interesting to see that the minimum NRMSE val obtained among
the 100 random initialisations for all the architectures (the black squares in the picture)

4 We note in passing that, in contrast to AR models, a higher number of parameters does not necessarily
lead to lower training errors because the learning process is subject to early stop for avoiding overfitting.
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concentrate in a narrow range of NRMSE val values. This fact suggests that, in order to
minimise the validation error, considering a large number of random initialisations for a
specific architecture may be of greater importance than considering a large variety of ANN
architectures. This is in line with the relatively low impact of the number of nodes in the
ANN performance reported in some studies (see [197] and references therein).

In order to select the optimal ANN model, figure 6.7 shows the NRMSE val of the 32 black
squares of figure 6.6 (the eight ones corresponding to d = 1 have been excluded because the
performance is clearly lower) as a function of the number of parameters, np. It is remarkable
though that the search for the optimal architecture is between NRMSE marks that span in a
very narrow band (of about 0.05%PR width.)
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Figure 6.7: NRMSE val as a function of the number of parameters, np. Only the best set-up
of each architecture is shown (black squares of figure 6.7, excluding the 8 architectures with
d = 1).

It is observed that the lowest validation error was found to be 8.716%PR and it was
attained by the ANN(3; 6, 3), a model with np = 49 parameters. However, seven architectures
provided a higher NRMSE val in less of 0.01%PR, the threshold employed in section 6.1 below
which a reduction error does not justify a greater complexity of the model. This range is shown
in figure 6.7 by means of a horizontal grey band. These eight architectures are characterised
by an input node number between 3 and 5 (as shown by the squared markers employed),
whereas the related architectures involve one and two hidden layers, as can be noted from
the marker colours employed in the figure. The number of parameters of the eight models
in the grey band is in the range of 21 to 49. Consequently, the ANN among these eight
models involving the lowest number of parameters, ANN(3; 4), was chosen as the optimal
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ANN model, M2A1 .

6.2.2 Specifications of model M2 for different prediction horizons and wind
farms

A similar analysis was applied to determine models M2A,C
k . It was observed that the two clouds

shown in figure 6.6 tend to get closer as k increases, and they collapse into a single cloud
for horizons larger than five step-ahead. This suggests that, as larger prediction horizons
are considered, models considering the inertia of the system with d > 1 provide forecast
performances that are not significantly better than those models regarding merely a single
observation (d = 1). Actually, for the case of the wind farm A, the optimal window size was
found to be d = 1 for k = 6. For the case of wind farm C, optimal window sizes remain in the
range of d = 3, although the related performances were found to be close to those attained
by ANNs with a single input node. Concerning the size of the optimal architecture, simpler
architectures (in terms of number of hidden layers and total number of parameters) seemed
to be preferred for larger prediction horizons. Table 6.3 shows the optimal models obtained,
M2A,C

k , and the related number of ANN parameters for different prediction horizons.

Table 6.3: Specifications of model M2.
Wind farm A Wind farm C

k M2Ak np M2Ck np

1 ANN(3; 4) 21 ANN(4; 6) 37
2 ANN(2; 8, 4, 2) 73 ANN(5; 4, 2) 37
3 ANN(2; 8, 4, 2) 73 ANN(4; 4, 2) 33
4 ANN(2; 8) 33 ANN(3; 6) 31
5 ANN(2; 8, 4) 65 ANN(3; 4, 2) 29
6 ANN(1; 6) 19 ANN(3; 6) 31

6.2.3 Discussion on the models obtained: the non-linear delusion?

As mentioned in section 5.3, ANNs are widely employed in non-linear modelling because they
are able to reveal complex relationships between inputs and outputs without prior assumptions
on the underlying model. Indeed, the non-linear function is the result of the learning process
based merely on observed data. Because of the high computational cost of the learning process
and the difficulties associated to determining the optimal architecture, it is interesting to verify
a posteriori to what extent the capabilities of the model were exploited. To this end, figure
6.8 depicts the predicted time series, {p̂t}, obtained with the model M1 (lineal AR) versus the
one obtained with the model M2 (ANN). In particular, the plot on the left shows this relation
for k = 1 and the plot on the right shows the case k = 4 (both for the wind farm A). It is
possible to observe that, for the one step-ahead case, the differences between both forecasts
are almost negligible. Nevertheless, for the case k = 4 (the plot on the right), a certain
structure in the graph suggests that some non-linear dynamics were captured; this is also the
case for larger prediction horizons. This result suggests, a priori, that the contribution of the
non-linear modelling may be limited, specially for the shortest horizons. Despite of the fact
that suboptimal decisions during the model building procedure cannot be discarded, it is likely
that the reason why the ANN model did not reveal non-linear patterns between consecutive
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power records is simply that they were not present in the data (or they were not statistically
meaningful). This possibility is in line with the fact that, due to the persistent nature of
the atmosphere in the short-range, improvements over persistence (and, by extension, linear
models) are usually found to be modest [107]. Nevertheless, we caution that this conclusion
cannot be generalised as it was observed for two single case studies.
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Figure 6.8: Forecasts provided by model M1 versus forecasts provided by model M2 for k = 1
(left) and k = 2 (right). Results for wind farm A.

6.3 VCMs based on the current power generation (M3)

In this section, the implementation of VCMs is analysed; in particular, the impact of condi-
tioning the AR coefficients to the last observed power value, pt, is addressed. The model is
given by:

p̂t+k = θ0(pt) +

p∑

i=1

θi(pt) · pt−i+1. (6.8)

In order to estimate the coefficient-functions, Θ(pt), the kernel-local polynomial smoothing
approach described in section 5.4.1 is employed. As mentioned in that section, this approach is
based on a local estimation of the coefficients across the the range spanned by the conditioning
variable (pt, in this case), where the term local is given by the bandwidth of the kernel, h. The
kernel bandwidth employed is crucial because it conditions the smoothness of the estimated
coefficient-functions and thus the reliability of the model in revealing the underlying data
relationships. In a general case, one may assume that the optimal bandwidth is an (unknown)
function of the conditioning variable, i.e. h(pt). However, two particular cases of this function
will be considered: the constant bandwidth, characterised by the parameter h%, and the k-
nearest neighbours, k-nn, bandwidth, characterised by k% (see section 5.4.1 for details).

For the constant bandwidth approach, h% determines a fixed bandwidth as a percentage
of the range spanned by the conditioning variable (in this case, this range is known and
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bounded, as it goes from zero to the rated power, PR). The resulting bandwidth is employed
to estimate the coefficients Θ(pt) at any power generation level, pt ∈ [0, PR], which means
that the function h(pt) is constant. As a consequence, the number of power records that fall
inside a kernel centred in the power generation pt varies with the power level considered. This
function is denoted by k(pt)|h%

; in other words, k(pt)|h%
reflects the percentage of wind power

values (in the training set, since this is the set used for the coefficient estimation) contained
in the interval pt ± h% · PR/100; this function is shown in figure 6.9 (right) for several h%
values and for data gathered at the wind farm A. The colour of each line indicates, through
the plot on the left, the h% value considered. In some cases, the distribution of pt is such that
k(pt)|h%

becomes excessively low for certain power generation levels and certain h% values.
This may lead to an inaccurate coefficient estimation. To avoid this effect, larger bandwidths
are employed (as pointed out in the figure) so that a minimum number of samples is met.
This minimum is set to 2% of the total of samples in the training set.
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Figure 6.9: Bandwidths, h%, (left) and percentage of samples that fall inside a kernel, given
by k(pt)|h%

, (right) as a function of the conditioning variable, pt, for the case of the constant
bandwidth strategy (wind farm A). The circle points at situations where the bandwidth was
increased to meet a minimum number of samples (see text for details).

Now, considering the k-nn approach, the parameter k% determines the number of samples
that must be considered in the local regression as a percentage of the total amount of available
samples in the training set. Consequently, the bandwidth varies accordingly with the power
generation level; the function that relates the kernel bandwidth with the power generation
level for a given k% is referred to as h(pt)|k% . This function is displayed in figure 6.10 (left)
for the case of the wind farm A; the related k% parameters are shown in the plot on the
right. In this case, the distribution of the power records is such that, for certain k% values
and certain power levels, it is not possible to reduce the kernel bandwidth enough to meet
the number of samples given by k% simply because there are more samples concentrated at a
specific power level (natural candidates for this situation are pt = 0 and pt = PR). In these
cases, a minimum kernel bandwidth is considered. This minimum is set to 2% of the rated
power.
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Figure 6.10: Bandwidths, given by h(pt)|k% , (left) and percentage of samples that fall inside
a kernel, k%, (right) as a function of the conditioning variable, pt, for the case of the k-nn
bandwidth strategy (wind farm A). The bottommost line in the plot on the right reflects
situations where the number of neighbours was increased due to the minimum bandwidth
admitted (see text for details).

In essence, to fully specify model M3 for a specific wind farm and prediction horizon, two
parameters need to be set: the AR order, p, and one parameter relating the kernel bandwidth
(h% or k%). The range of values considered for these parameters were depicted in table 5.2.
In addition, the optimal bandwidth strategy (constant bandwidth or k-nn bandwidth) needs
to be found. In summary, a total of 5 × 74 × 2 = 740 competing models are considered for
each case study and lead time.

6.3.1 Model specification for k = 1 and wind farm A (M3A

1 )

Figure 6.11 shows the relation obtained between the performance across the validation set,
NRMSE val, and the parameter h% (plot on the left) or k% (plot on the right) for different
AR orders, from p = 1 to p = 5 (in both graphs, the performance for the case p = 1 is clearly
lower and the related curve lies out of the picture). Following the criterion adopted in the
previous sections, a grey band is employed to highlight the competing models that could be
acceptable from the NRMSE val minimisation point of view.

The criterion employed to select the model among those falling into this band is firstly to
select the minimum AR order. For the case of the constant bandwidth strategy (plot on the
left), the minimum AR order is p = 3, and for the case of the k-nn strategy, p is set to 4.
Next, regarding the choice for h% (or k%), the value is selected among those falling into the
grey band in such a way that a rough behaviour of the coefficient-functions is avoided. The
selected values are labelled in the graphs with a square.

In order to decide whether the constant bandwidth or the k-nn bandwidth strategy is
preferred, the two models labelled with a square are compared in base of the criteria above
mentioned: first, the minimum NRMSE val is considered. If both values differ in less than
0.01%PR, then the one with the lower AR order is selected. In case of having the same AR
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order, then the decision is based on a visual inspection of the estimated coefficient-functions.
In this case (model M3A1 ), the chosen strategy is the constant bandwidth strategy because of
the lower AR order.
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Figure 6.11: NRMSE val obtained as a function of the AR order, p and the bandwidth param-
eter: h% for the constant bandwidth strategy (plot on the left) and k% for the k-nn bandwidth
strategy (plot on the right). The optimal parameter set for each strategy is labelled with a
square. See text for further details.

6.3.2 Specifications of model M3 for different prediction horizons and wind
farms

Table 6.4 shows the specifications of the models obtained for different prediction horizons
and wind farms (one column for the constant bandwidth strategy and other for the k-nn
strategy). In particular, models in bold fonts represent the optimal models M3A,C

k according
to the criteria above mentioned.

Table 6.4: Specifications of the VCMs. Models M3A,C
k are given in bold fonts.

Wind Farm A Wind Farm C
k (p , h%) (p , k%) (p , h%) (p , k%)

1 (3,43) (4, 46) (2,38) (2, 50)
2 (3, 15) (2,30) (3,38) (3, 48)
3 (2, 14) (2,32) (3,33) (2, 31)
4 (2, 12) (2,12) (3,30) (3, 34)
5 (2, 12) (2,16) (3, 30) (3,33)
6 (2, 17) (2,40) (3, 29) (2,31)

6.3.3 Discussion on the models obtained: the contribution of the coefficient-
functions

As it has been already mentioned, VCMs represent a generalisation of linear AR models,
obtained simply by conditioning the AR coefficients to some external variable (in this case,



98 CHAPTER 6. MODELS WITHOUT EXOGENOUS VARIABLES

the current power generation level). It is logical, therefore, to compare both models in order
to observe and, if possible, explain, the way in which the AR coefficients take advantage on
the information provided by the external variable considered to better capture the dynamics
shown by the power time series.

Figure 6.12 shows the coefficient-functions obtained for the case of the model M3A1 . The
confidence intervals are given by equations (5.18) and (5.19). The plot on the left displays the
θ-coefficients and the plots on the right show the β-coefficients introduced in section 6.1.3.
Overlapped, the dashed lines show the (constant) coefficients of an optimal AR model of the
same order.

It can be seen that the coefficient-functions deviate from the constant AR coefficients de-
pending on the power generation considered. For example, considering β0(pt), this coefficient
increases with respect to the constant AR coefficient β0 (dashed line) for power values in the
range of 30-60 %PR and decreases out of this range. By definition (see equation (6.4)), the
opposite effect is observed for β1. According to the interpretation of the β-coefficients given
in section 6.1.3, this means that the persistent character of the model decreases in favour of
an increase in its climatology character for the aforementioned power range. We must here
consider that, for the case of the VCMs, the mean of the AR process becomes a function of
the external variable as well, i.e. µ = µ(pt). This function is shown in figure 6.13, reveal-
ing some effects that deserve some special attention: the plot shows that the mean of the
modelled process takes values out of the range from 0 to 1 (this range is represented by a
coloured band in the figure), which is not in accordance with the fact that the wind power
time series is bounded by these limits (we remind that the power time series was normalised
with the rated power). Furthermore, a discontinuity is observed at pt = 12%PR. This be-
haviour of µ(pt) might be explained from the fact that the local training of the VCM model
may reduce the samples considered during the coefficient estimation in such a way that the
coefficient-functions obtained do not meet locally the condition of stationarity. In practice,
this drawback is masked because the external variable makes the AR coefficients change their
value across time, so that the explosive growth related to a non-stationary AR process is not
observed in the forecast time series.

Now, considering β2(pt), the fact that this coefficient-function increases with respect to the
constant β2 coefficient of the AR model for power values between 25%PR and 80%PR reflects
an increase of the model sensitivity to large power gradients (as explained in section 6.1.3, this
coefficient weights the contribution of the local current gradient to the forecast). This result
might be interpreted as the response of the model in capturing different dynamics probably
due to the power curve effect; indeed, the power curve translates wind speed variations into
amplified power variations for intermediate generation levels (see figure 1.7). A similar idea
was pointed in [55] where the wind speed was employed as conditioning variable. This effect
is deemed to cause improved forecasts during ramp events as the contribution related to β2
(in the same direction as the power gradient, see figure 6.4) increases.

Finally, the coefficient-function β3(pt) shows an increase with respect to the related con-
stant coefficient of the AR model for power values below 50%PR (as it goes closer to zero)
and a decrease for higher power values. The fact that β3(pt) becomes close to zero for low pt
values probably contributes in reducing the buffer effect observed in the predicted time series
after a ramp-down event (see figure 6.5).
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Figure 6.12: θ-coefficients (left) and β-coefficients (right) for the model M3A1 . The dashed
line in each graph represents the related coefficient (labelled in the y-axis) for the case of an
AR model of the same order (for simplicity, the label and units of the x-axis are shown in the
bottommost plots).

6.4 VCMs based on the current power gradient (M4)

In this section, the implementation of the VCMs for the case of utilizing the current power
gradient, gt = pt − pt−1, as conditioning variable is analysed. The model is given by:



100 CHAPTER 6. MODELS WITHOUT EXOGENOUS VARIABLES

0 25 50 75 100
−1

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

1

1.2

pt (%PR)

µ
(p

t
)

Figure 6.13: Mean of the process as a function of the conditioning variable, µ(pt), for the
model M3A1 . Irregularities are observed as the mean lies out of the power bounds (displayed
with a yellow band) for some pt values. See text for further details.

p̂t+k = θ0(gt) +

p∑

i=1

θi(gt) · pt−i+1. (6.9)

The implementation of model M4 is similar to that developed for model M3. Nevertheless,
some differences can be noted. First, the use of the current power, pt, as conditioning variable
(model M3) implies that the coefficient-functions span in a well-defined range because the
power varies from zero to the rated power. Conversely, the range spanned by the current
gradient, gt, is case-dependent, and it is not necessarily symmetric. For the case of the wind
farm A, the minimum and the maximum power gradients at the training set were found to be
−55.7%PR and 72.0%PR respectively, whereas the power gradient at the wind farm C ranged
from −59.6%PR to 61.1%PR. The problem is that there is no reason why these minimum and
maximum gradients in the training set will not be later exceeded by more extreme gradients
during the validation or the test set, leading to a value of the conditioning variable to which
the coefficient-functions were not estimated. The solution adopted in this work was to assume
that the coefficient-functions remain constant for gt values out of the bounds observed during
the training set.
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Another issue is the highly concentrated statistical distribution of the gradient function
time series; in fact, around 94% of the gradient records for the wind farms considered in
the study concentrated in the range of ±20%PR, meaning that the gradient samples are
sparsely distributed out of this interval. This fact will have an impact on the coefficient-
function estimation as the reliability of these estimations depends on the number of samples
considered for the local fitting.

As in the previous section, two approaches for the bandwidth selection are considered:
the constant bandwidth and the k-nn bandwidth approach. For the case of the constant
bandwidth, h is given by h%, the percentage of the range spanned by {gt}, above mentioned.
Recalling the notation employed, k(gt)|h%

represents the percentage of gradient samples in-
cluded in a kernel centred in gt with a bandwidth given by h%. This function is represented
in figure 6.14 (right) for the case of the wind farm A. Following the rational of section 6.3, in
order to avoid an excessively low number of samples for specific gt and h% values, the kernel
bandwidth is adjusted so that at least 2% of the samples are met. Due of this requirement,
and considering the sparse distribution of large gradients, many of the constant bandwidths
considered had to be increased for gradient values greater than a certain value (of around
20%PR), as it is shown in figure 6.14 (left).
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Figure 6.14: Bandwidths, h%, (left) and percentage of samples that fall inside a kernel, given
by k(gt)|h%

, (right) as a function of the conditioning variable, gt, for the case of the constant
bandwidth strategy (wind farm A).

The k-nn bandwidth strategy provides a variable bandwidth across gt so that a fixed
percentage of the total number of samples, given by k%, is met. The variable bandwidth,
noted as h(gt)|k% , is shown in figure 6.15 (left), where the colour of each line relates, through
the figure on the right, the k% value considered. As in the previous section, the minimum
kernel bandwidth is set to 2% of the range spanned by {gt}, so that the number of nearest
neighbours do not remain constant for specific gt (around the null gradient) and k% values,
as it is shown in figure 6.15 (right).
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Figure 6.15: Bandwidths, given by h(gt)|k% , (left) and percentage of samples that fall inside
a kernel, k%, (right) as a function of the conditioning variable, gt, for the case of the k-nn
bandwidth strategy (wind farm A).

6.4.1 Specifications of model M4 for different prediction horizons and wind
farms

The model building procedure employed to determine the optimal configuration of the model
(AR order and the parameter h% or k%) for each prediction horizon is similar to the one
described in section 6.3.1. Table 6.5 gathers the results obtained for each case study and for
each kernel bandwidth strategy. The models M4A,C

k selected are given in bold fonts.

Table 6.5: Specifications of the VCMs. Models M4A,C
k are given in bold fonts.

Wind Farm A Wind Farm C
k (p , h%) (p , k%) (p , h%) (p , k%)

1 (1, 21) (1,31) (1, 9) (1,20)
2 (1, 20) (1,41) (1, 7) (2,52)
3 (1, 15) (1,41) (3, 11) (3,61)
4 (1, 7) (2,61) (3, 15) (3,65)
5 (1, 6) (1,37) (2, 13) (3,62)
6 (1, 6) (1,37) (1, 16) (1,54)

It can be noted that the k-nn bandwidth strategy showed, with no exception, a bet-
ter performance than the constant bandwidth strategy as it was always selected for models
M4A,C

k . It is reasonable to think that this is related to the above mentioned effect: the highly
concentrated statistical distribution of the gradient function. Indeed, the use of a constant
bandwidth entails a very low number of samples available for estimating the coefficients at
high gradient values (as shown in figure 6.14, plot on the right) which may yield inaccurate
coefficient estimates.
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6.4.2 Discussion on the models obtained: the contribution of the coefficient-
functions

Figure 6.16 displays the θ-coefficients (left) and the related β-coefficients of model M4A1 . In
principle one might think that the model is excessively simple because the optimal AR order
was found to be p = 1, which means that the forecasts are built without including not even
a contribution θ2 · pt−1. Regarding the β-coefficient-functions, the character of the model is
essentially persistent in the absence of power gradients as β1(gt) is maximum and close to one
for gt values near zero. However, when power gradients are observed (positive or negative),
the model increases its climatological character so that the provided forecasts become partly
influenced by the mean of the process. As it was mentioned, for the case of the VCMs the
mean of the process is also a function of the conditioning variable, µ(gt). This fact needs to
be taken into account to fully understand the persistence-climatology balance of the model.
µ(gt) is shown in figure 6.16. It can be seen that it takes values inside the power limits
(represented with a band between zero and one) and it is of a very low value (around 10%PR)
for negative power gradients and of around 75%PR for positive power gradients (we remind
that, for the AR model, µ is almost 30%PR, as it is shown by the dashed line). Thus, in
the presence of power gradients, due to the fact that the climatological character arises (β0
increases at the expense of β1), β0 ·µ contributes to either lowering (case of negative gradients)
or rising (case of positive gradients) the forecast. This effect can be thought of as an artefact
to mimic in some extent the contribution of β2 in AR models of higher order. In other words,
the apparently missing influence of pt−1 on the forecast actually underlies in the structure
of the coefficient-functions and mean-function, as they depend on gt = pt − pt−1. This may
explain the fact that a seemingly low AR order was indeed found to be the optimal one for
several cases.

6.5 Global results

In this section, the performance of the models summarized in table 6.1 is analysed. As
mentioned in section 5.5, the performance is evaluated over an independent set of data not
considered during the model building procedure. Thus, the use of the test set to assess a
certain criterion function (in particular, the NRMSE) will be assumed and, for the sake of
simplicity, it will not be specified in the notation employed in the reminder of this section.

Table 6.6 depicts the NRMSE as a percentage of the rated power for each wind farm, type
of model and prediction horizon considered. The best result obtained for each wind farm and
prediction horizon is given in bold fonts.

Table 6.6: NRMSE (%PR) for models M0–M4. The result corresponding to the best model
for each horizon and case study is given in bold fonts.

Wind Farm A Wind Farm C
k M0 M1 M2 M3 M4 M0 M1 M2 M3 M4

1 9.85 9.42 9.42 9.39 9.36 9.85 9.48 9.32 9.44 9.37
2 15.38 14.64 14.60 14.58 14.56 15.06 14.40 14.18 14.34 14.27
3 19.40 18.16 18.10 18.09 18.08 18.66 17.60 17.37 17.52 17.45
4 22.64 20.81 20.80 20.74 20.75 21.34 19.78 19.56 19.71 19.66
5 25.40 22.93 23.10 22.85 22.87 23.59 21.49 21.32 21.43 21.40
6 27.69 24.57 24.83 24.47 24.50 25.37 22.77 22.62 22.69 22.72
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Figure 6.16: θ-coefficients (left) and β-coefficients (right) for the model M4A1 . The dashed line
in each graph represents the related coefficient (labelled in the y-axis) for the case of an AR
model of the same order (for simplicity, the units of the x-axis are shown in the bottommost
plots).

As it could be expected, the error associated to every model increases with the prediction
horizon. It is interesting to see that all the models implemented (M1–M4) outperformed,
to a greater or lesser degree, the reference employed (persistence, model M0). Furthermore,
non-linear models (M2–M4) showed, with few exceptions, a better performance than linear
AR models (M1). In particular, VCMs (models M3 and M4) were found to be the most
reliable model type for the case of the wind farm A, whereas the best forecasts at wind farm
C were provided by ANNs (model M2), regardless the prediction horizon considered.

To better appraise the results obtained, the improvement over persistence, IoP%, was
computed. This criterion provides the percentage of improvement of a model over a certain
reference (persistence, in this case) [107]. The IoP% is defined as follows:

IoP% = 100 · NRMSE(M0k)− NRMSE(Mxk)

NRMSE(M0k)
, (6.10)

where k is the prediction horizon and Mx makes reference to the considered model (x ranges
from 1 to 4 in this chapter).

Figure 6.18 and 6.19 show IoP% obtained for the wind farm A and the wind farm C,
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Figure 6.17: Mean-function µ(gt) for the model M4A1 . The yellow band shows natural bounds
for the mean-function.

respectively, for each prediction horizon and model considered. Regarding the ANN per-
formance, two different situations were found depending on the case study considered. For
the case of the wind farm A, as it was suggested in section 6.2.3, similar performances were
obtained for this non-linear model and the linear AR model for one step-ahead forecasting.
However, a slight gain was observed for the following two prediction horizons (k = 2 and
k = 3), indicating that the ANN managed to capture some non-linear effects. Results con-
cerning larger prediction horizons show that the ANN skill decreases with respect to the linear
AR skill, becoming even noticeably lower for k = 6. On the other hand, considering the case
of the wind farm C, the ANN showed the best performance among all the models considered;
in particular, the difference between the IoP% attained by this model and the one attained
by the linear AR model is maximum for k = 1 and it shows a smooth decrease for larger
prediction horizons.

Concerning the skill of the VCMs, M3 and M4 showed higher IoP% rates than the linear
AR model, meaning that the generalisation of this linear model performed by conditioning
the AR coefficients to either the current power generation (model M3) or the current power
gradient (model M4) succeeded in capturing some effect that the linear approach could not
account for. Going into details, the use of the power gradient as conditioning variable (M4)
provided a noticeable improvement over the use of the current power generation (M3) for one
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step-ahead forecasting in both case studies. This improvement is reduced for larger horizons
so that M3 overcomes M4 by a narrow margin for k ≥ 4 at wind farm A and for k = 6 at wind
farm C. At first sight, this result might suggest a greater volatility of the information provided
by the power gradient on the wind power dynamics; specifically, it seems that conditioning
the AR dynamics to the current power gradient is to be preferred for the shortest prediction
horizons, while using the current power generation as conditioning variable appears to have
a better effect beyond a certain horizon (this being case-dependent).
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Figure 6.18: Improvement over persistence as a function of the prediction horizon, k, for each
model considered. Results for wind farm A.

6.6 Performance during ramp events

So far, results concerning the overall performance of the models have been presented and
discussed. The use of a global criterion to compare models represents the classical approach
in wind power forecasting where one aims at minimising a certain score function, no matter
how the errors are committed across time.

In this section, the performance of the models are sorted according to three possible
situations: ramp-up, ramp-down and non-ramp events. It is important to bear in mind that
the models were implemented in base of the minimisation of a global criterion (this decision
was discussed in section 5.5). However, comparing their performances during local events is
rational in some sense because it permits assessing the extent to which minimising the overall
error contributes differently in improving the ramp forecasts provided by the models.

In order to evaluate the performance of the models during ramp events, NRMSEu, NRMSE d

and NRMSE 0 were computed simply by taking the square root of the normalised MSEu,
MSE d and MSE 0, defined in equations (5.44)–(5.46). It is reminded that the underlying
idea of these criteria is that the forecasting error committed at time t contributes to each of



6.6. PERFORMANCE DURING RAMP EVENTS 107

4

4.5

5

5.5
Io

P
%

k=1

4.5

5

5.5

6

Io
P

%

k=2

5.5

6

6.5

7

Io
P

%

k=3

7

7.5

8

8.5

Io
P

%

k=4

8.5

9

9.5

10
Io

P
%

k=5

10

10.5

11

11.5

Io
P

%

k=6

 

 

M1 M2 M3 M4

Figure 6.19: Improvement over persistence as a function of the prediction horizon, k, for each
model considered. Results for wind farm C.

the three aforementioned criteria proportionally to the ramp indexes rut , r
d
t and r0t , given in

equations (3.7)–(3.9).5

Tables 6.7 and 6.8 show the aforementioned three criteria obtained for the wind farm A
and the wind farm C, respectively. The best result for each situation (ramp-up, ramp-down
and non-ramp) and prediction horizon considered is given in bold fonts.

From these tables, it can be noted that the errors related to ramp events are noticeably
larger than those observed during non-ramp situations, though this difference decreases as the
prediction horizon increases. However, because the relative frequency of ramp events is low,
the related large errors contribute little to the global error, as it was shown in figure 5.7. This
is in line with the fact that, in both case studies, the models with the lowest NRMSE 0 (given
in bold fonts in columns related to non-ramp situations) match, with very few exceptions,
those models that showed the best performance from a global perspective (given in bold fonts
in table 6.6).

As in the previous section, the improvements over persistence have been computed.
IoP u

%, IoP
d
% and IoP 0

% were obtained by replacing NRMSE in equation (6.10) by NRMSEu,

NRMSE d and NRMSE 0, respectively. Figure 6.20 displays the results obtained for the wind
farm A. Regarding the performance during ramp-up events (column on the left), it is worth
noting that all the non-linear models outperformed model M1 (linear AR), with the only ex-
ception of model M2 for k = 6. The opposite situation was found for the case of ramp-down
events (middle column), where the linear AR model showed the highest IoPd

% for k = 2 and
k = 3, and it was overcome by a narrow margin for the rest of horizons.

Regarding the results obtained for the wind farm C (figure 6.20), these are in line with the
global results described in the previous section: model M2 showed the best performance for all

5 Actually, it contributes only to two of the three error criteria as one of the mentioned three relative ramp
indexes is, by definition, zero.
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Table 6.7: NRMSE (%PR) for ramp-up, ramp-down and non-ramp situations (wind farm A).
The result corresponding to the best model for each situation and horizon is given in bold
fonts.

Ramp-up Ramp-down Non-ramp
k M0 M1 M2 M3 M4 M0 M1 M2 M3 M4 M0 M1 M2 M3 M4

1 16.84 16.05 15.98 15.90 15.84 17.24 15.24 15.50 15.22 15.36 8.61 8.39 8.37 8.38 8.33
2 24.05 23.10 22.70 22.65 22.83 26.23 23.05 23.43 23.15 23.15 13.77 13.30 13.26 13.27 13.22
3 27.59 25.95 25.30 25.54 25.68 30.13 25.35 25.89 25.41 25.47 17.95 17.06 17.01 17.01 16.99
4 29.97 27.42 27.26 26.99 27.28 32.55 26.37 26.89 26.35 26.54 21.40 19.97 19.94 19.93 19.91
5 31.75 28.31 28.06 28.06 28.22 33.89 26.62 28.18 26.45 26.65 24.38 22.33 22.44 22.27 22.27
6 32.94 28.65 29.03 28.51 28.64 34.43 26.52 27.74 26.34 26.53 26.90 24.19 24.38 24.09 24.11

Table 6.8: NRMSE (%PR) for ramp-up, ramp-down and non-ramp situations (wind farm C).
The result corresponding to the best model for each situation and horizon is given in bold
fonts.

Ramp-up Ramp-down Non-ramp
k M0 M1 M2 M3 M4 M0 M1 M2 M3 M4 M0 M1 M2 M3 M4

1 17.00 16.26 15.85 16.29 16.16 16.38 14.82 14.26 14.57 14.55 8.68 8.47 8.38 8.44 8.38
2 23.94 23.58 23.07 23.57 23.28 23.03 20.29 19.51 20.04 20.16 13.70 13.22 13.08 13.17 13.11
3 26.84 26.14 25.50 26.14 25.80 25.84 21.81 21.24 21.57 21.82 17.52 16.69 16.51 16.61 16.53
4 28.18 26.81 26.11 26.90 26.38 27.74 22.53 22.44 22.43 22.73 20.40 19.11 18.93 19.03 19.00
5 29.61 27.38 27.18 27.34 27.27 29.23 23.12 23.02 23.09 23.30 22.79 21.00 20.83 20.93 20.90
6 31.06 28.04 27.90 27.94 28.12 29.99 23.55 23.20 23.46 23.50 24.69 22.39 22.25 22.30 22.32

type of situations (ramp events and non-ramp situations) and prediction horizons (the single
exception was found for ramp-down events and k = 4, where model M3 showed a slight gain
with respect model M2). It is also remarkable that, concerning the performance of VCMs,
model M4 performed better than model M3 for the case of the ramp-up events where the
opposite situation was found for the case of ramp-down events.

6.7 Concluding remarks

The implementation of models not considering exogenous variables for very short-term wind
power forecasting has been addressed in this chapter. In a general manner, the implementation
of a model consists in optimising the architecture and the parameters involved in processing
recent power observations to generate forecasts. This optimisation is indeed limited to the
relationships between inputs and outputs that the model is potentially able to reproduce,
which vary from one type of model to another.

In this chapter, we have considered different type of models in order to gain insights into
how the complexity of the model allows for a better wind power modelling. In some cases,
further analysis was conducted to outline possible interpretations of the assessed parameters.
Along these lines, an innovative interpretation of the AR coefficients was proposed in order
to describe different aspects of the captured wind power dynamics by a linear AR model.
Among other effects, it was possible to identify how these models balance between a persis-
tent character and a climatological character. The way in which the model manages power
gradients to build the forecast was also identified; in particular, the coefficient β2 is deemed
to play a key role in the performance of the model during ramp events.

These notions allowed us to discuss the coefficient-functions obtained by VCMs simply by
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Figure 6.20: Improvement over persistence depicted for ramp-up events (left), ramp-down
events (centre) and non-ramp periods (right) as a function of the prediction horizon, k, for
each model. Results for wind farm A.

benchmarking against the constant coefficients provided by linear AR models. In particular,
the impact of conditioning the AR dynamics to the current power generation level seems to
be related to the amplification/attenuation effect of the power curve.

On the other hand, the coefficient-functions based on the local gradient provided very
simple models that performed surprisingly well. This seems to be explained from the fact
that modelling the mean of the AR process as a function of the power gradient allowed
first-order models to skilfully capture fast fluctuations that otherwise would have only been
captured through higher order models.
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Figure 6.21: Improvement over persistence depicted for ramp-up events (left), ramp-down
events (centre) and non-ramp periods (right) as a function of the prediction horizon, k, for
each model. Results for wind farm C.

From a global perspective and focusing on the performance attained by VCMs, the use of
the current power gradient as conditioning variable seemed to be of higher relevance for the
shortest prediction horizons while conditioning the AR coefficients to the current power level
performed better for larger horizons. However, with relation to the performance observed
during ramp events, the use of the local power gradient as conditioning variable provided
slightly better results mostly for the case of ramp-up events at the wind farm C.

Concerning the implementation of ANNs, several conclusions concerning the model spec-
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ification were sketched. First, the most relevant question was to avoid an excessively low
number of input nodes (in both case studies, this value was given by a single input node).
Second, the number of random initialisations for each architecture seemed to have a higher
relevance than considering a large variety of architectures. Finally, the results obtained show
that complex architectures (involving three hidden-layers and/or a large number of parame-
ters) represented rarely an optimal configuration, specially for the largest prediction horizons.

Regarding the forecasting skill of ANNs, it is worth noting that different conclusions were
obtained from the case studies considered. For the case of the wind farm A, ANNs showed
a global performance very sensitive to the prediction horizon, though this model did not
represent the best performing model in any case. The very low skill in predicting ramp-
down events as compared with other models was also remarkable. On the other hand, ANNs
attained the best scores at the wind farm C, from either the global perspective and considering
the skill during ramp events.
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Chapter 7

Relating atmospheric variables and
wind power ramp events

One of the main issues to be confronted when addressing wind power ramp forecasting is
the way in which relevant meteorological information is identified and processed to optimally
feed forecasting models. Focusing on the use of NWP outputs as exogenous variables, the
problem lies on the fact that wind power ramp events can be motivated by a variety of
meteorological processes with different time/spatial scales, whose predictability is conditioned
to the resolution of the NWP model employed.

One of the objectives of this work is to assess the extent to which the state of the at-
mosphere characterised by a GCM has the potential for yielding relevant insights into ramp
event occurrence at the wind farm level. In this chapter, a methodology for relating wind
power ramp events and reanalysis data performed with a GCM is proposed and discussed.

The approach to the problem and the simplifications adopted are detailed in section 7.1.
Next, two cornerstones of the methodology are introduced and applied: principal component
analysis (PCA) as a means to manage high-dimensional datasets (sections 7.2 and 7.3) and
mutual information (MI), which is utilized to assess non-linear dependence between variables
(sections 7.4 and 7.5). This chapter closes with three proposals of exogenous variables to feed
time series based models (section 7.6).

7.1 Approach to the problem. Assumptions

GCM outputs relate a variety of geophysical fields evaluated in a three-dimensional grid across
time. Let Υt denote a vector gathering the overall set of outputs at time t. This vector repre-
sents a snapshot of the atmosphere as it contains the spatial information of the meteorological
processes captured by the GCM at this time instant. The sequence {...,Υt−1,Υt,Υt+1, ...}
adds information as it provides the evolution of these processes across time.

Assuming that the ramp function introduced in chapter 3, rt, reflects accurately the
intensity of a wind power ramp event at time t, the question is to explore to what extent the
meteorological processes captured by the GCM underlie these events, that is, if there exists
some kind of link between the atmospheric data and the ramp function:

{...,Υt−1,Υt,Υt+1, ...} ←−−−→ rt (7.1)

113
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The first simplification assumed in this work is to narrow the search domain to atmospheric
states coincidental in time with the ramp function, that is, we seek potential relations between:

Υt ←−−−→ rt. (7.2)

By doing this, the dynamical dimension of the problem is disregarded because the search of
ramp underlying causes is restricted to spatial distributions of the geophysical fields stored in
Υt. The reason for this choice is that some restrictions are needed at this preliminary stage, as
this work represents a first approach to a broad and complex problem. Nonetheless, is seems
clear that future work could be conducted to generalise the methodology here introduced in
order to consider the temporal dimension of the GCM outputs.

So far, Υt potentially gathers all the geophysical fields provided by a GCM. However,
in the frame of this study, a reduced number of variables at specific atmospheric levels are
considered. These were described in chapter 4 (table 4.2). Furthermore, these variables are
evaluated in a reduced domain that roughly covers the Iberian peninsula (the grid consists of
31×21 nodes, the resolution being 0.5o). Thus, from now on, Υt actually denotes a subset of
the overall information potentially available. Even so, for this particular case, Υt is a vector
in R

9×31×21, which gathers a extremely large amount of data to address the direct approach
to the problem given in (7.2). Instead, our approach consists first in extracting and capturing
relevant features of Υt into a reduced number of one-dimensional signals so that those with a
relevant link with ramp events can be identified in a simple and feasible way. Let us denote
one of these signals with PCt. Within this perspective, expression (7.2) can be rewritten as
follows, where two different problems can be differentiated:

Υt
PCA−−−−−−−→ PCt

MI←−−−−−→ rt. (7.3)

The first problem consists in reducing the dimensionality of the data to generate PCt from
Υt. To this end, PCA is applied to different geophysical fields in different domain sizes (that
is, to different subsets of the dataset available, {Υt}). By doing this, a relatively large number
of variables PCt are obtained. In order to measure the link of these variables with the ramp
function, the MI is employed. This method allows us to identify which of them maximizes this
relation across a long period of time (the training set). From this, low dimensional (actually,
one-dimensional) exogenous variables are proposed to feed forecasting models.

7.2 Principal component analysis

The analysis of large datasets is usually based on the application of statistical techniques
oriented to reveal the underlying structure of the data. Principal component analysis (PCA)
belongs to this kind of techniques, and its applications are most often related to high di-
mensional datasets [1]. This is so because one of the main assets of this technique is data
compression. In cases where a dataset comprises several variables which are expected to be
correlated in some way, it is reasonable to think that the raw data do not represent an efficient
way to store the information. By applying PCA, a linear transformation of the original data
provides a new set of variables in such a way that a reduced number of the new variables
accounts for the maximum possible variance of the original dataset. Thus, this technique
permits reducing the dimensionality of the original dataset with a known minimum loss of
information. In addition, PCA provides insights about the underlying structure of the data
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by identifying its modes, that is, the way in which the variables combine to jointly exhibit
maximum variability. Furthermore, in some cases these modes can be linked to physical un-
derlying processes, leading to powerful and simple interpretations of the dynamics shown by
a complex system.

7.2.1 Mathematical formulation of PCA

In this section, a brief introduction to PCA formulation adapted from chapter 11 of [190] is
presented. Let us consider a set of J zero-mean variables, xj, j = 1, ..., J , with N observations
for each variable. Let arrange these observations in a matrix, X, in such a way that the
observations of a certain variable are gathered column-wise:

X = [x1 x2 · · · xJ ] =




x1,1 x2,1 · · · xJ,1
x1,2 x2,2 · · · xJ,2
...

...
. . .

...
x1,N x2,N · · · xJ,N


 . (7.4)

The variance of the J variables and their cross-covariances are gathered in the covariance
matrix. A data-based estimation of this matrix is given by:

CX =
1

N − 1
XTX. (7.5)

In a general case, CX will show non-zero off-diagonal terms, meaning that there exists
some degree of correlation between the related variables. The objective of the PCA is to
perform a linear transformation of the data so that these correlations disappear. A linear
transformation of the matrix X is given by:

Y = XΛ, (7.6)

where Λ is a J × J matrix and Y is a N × J matrix that represents the transformed data.
Considering equations (7.5) and (7.6), it follows that the estimated covariance matrix of the
transformed data can be written as follows:

CY =
1

N − 1
YTY =

1

N − 1
ΛTXTXΛ = ΛTCXΛ. (7.7)

On the other hand, from linear algebra we know that any symmetric matrix C is always
orthogonally diagonalisable, and the following expression holds:




λ1 0 · · · 0
0 λ2 · · · 0
...

...
. . .

...
0 0 · · · λJ


 = [e1...eJ ]

TC[e1...eJ ], (7.8)

where J is the dimension of the square matrixC and λj and the column vector ej represent the
j-th eigenvalue1 and the associated eigenvector (normalised to unit length) of C, respectively.

1 Note that, following the traditional notation, λ is employed in this section to denote eigenvalues, but it
has no relation with the λ employed in chapter 3 to denote WT scales. Additionally, ej is employed in this
chapter to denote eigenvectors, not a vector gathering the forecasting errors as in chapter 5.
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In addition, it is noted that the eigenvectors are mutually orthogonal, that is, < ei, ej >= 1
if i = j and 0 otherwise, where < ·, · > is the inner product.

By identifying terms in equations (7.7) and (7.8), one gets the following relations:

CX = C, (7.9)

Λ = [e1...eJ ], (7.10)

CY =




λ1 0 · · · 0
0 λ2 · · · 0
...

...
. . .

...
0 0 · · · λJ


 . (7.11)

Thus, it can be concluded that the desired linear transformation matrix Λ (see equation
(7.6)) is the one given by the eigenvectors of the covariance matrix CX. Indeed, this choice
yields a transformed dataY with a diagonal covariance matrix, CY, which is in fact comprised
by the eigenvalues of CX, as it is shown in equation (7.11). For convention, the eigenvalues
are arranged in decreasing order so that λ1 ≥ λ2 ≥ ... ≥ λJ . Observe that the same order
must be considered in the position of the eigenvectors ej in Λ.

In the PCA context, the transformed data gathered in the columns of the matrix Y
are usually referred to as principal components (PCs), and they represent merely a linear
combination of the original variables. The j-th column of the transformed data will be
denoted by PCj hereafter. The eigenvectors ej , j = 1, ..., J , commonly known as modes, are
usually referred to as empirical orthogonal functions (EOFs). Similarly, the j-th eigenvector
will be referred to as EOFj . The EOFs represent a new (orthogonal) coordinate system
in which to see the original data. Thus, the first PC, PC1, is the first component of the
projection of the original data onto this new basis, and its variance is given by λ1. Because
the eigenvalues are sorted in decreasing order, the first EOF, EOF1, points in the direction
in which the original data exhibit the most variability. The percentage of the variability
explained by the j-th EOF will be denoted as λj,%, and it is given by:

λj,% = 100 · λj∑J
i=1 λi

. (7.12)

Finally, it is noted that all the PCs are mutually uncorrelated because the covariance
matrix of the transformed data, CY, is diagonal.

To conclude this theoretical description of the PCA, it is important to remark that, so far,
there is no loss of information between the original and the transformed dataset. However,
the way in which PCs are obtained permits maximizing the amount of information stored
in a reduced subset of variables simply by selecting the first PCs. The relation between the
number of considered PCs and the variability that they account for is case-dependent, and it
can be readily checked through equation (7.12).

7.2.2 Considerations for applying PCA to atmospheric data

PCA has been widely employed in meteorology because the study of the atmosphere fre-
quently entails the analysis of large datasets of geophysical fields (see [57, 58, 68, 83, 190]
and references therein). A geophysical field is usually characterised by a large number of time
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series representing, at the same time instants, the value of the related variable across different
spatial locations. If the dataset is based on observational data gathered at weather stations,
the time series are given at locations unevenly spread over the geography. If NWP outputs
are employed, the time series are given at the grid points distributed in a three-dimensional
domain.

Some considerations have to be taken into account when applying PCA to atmospheric
data. For instance, it was mentioned in section 7.2.1 that the input matrix, X, is composed
by zero-mean variables, which is rarely the case of meteorological variables. For this reason,
some data pre-processing needs to be applied. Two possibilities are usually considered. The
first one consists in applying the PCA to the anomalies2 of the variables, x′

j , i.e. the observed
deviations with respect to the mean value of the related variable (usually, the sample mean,
µ̄j):

x′
j = xj − µ̄j1. (7.13)

where 1 is a column vector of all ones. The second option consists in standardizing the
variables by dividing the anomalies by the (sample) standard deviation of the variable, σ̄j .
Let zj denote the standardized variable related to xj. zj is given by:

zj =
xj − µ̄j1

σ̄j
. (7.14)

In practice, the application of the PCA to either the anomalies or the standardized vari-
ables translates into using either the covariance matrix or the correlation matrix of the original
data to calculate the EOFs. This choice has an impact on the results obtained and, in a gen-
eral case, the use of one or another matrix will depend on the objective of the study [190].
For example, if one aims at revealing the strongest variations observed in the data, the use
of the covariance matrix should be adopted. On the other hand, if the variables involved
in the analysis are of different nature (that is, they are measured in different units), it may
happen that the variability of one variable becomes dominant over the rest merely because of
a scaling effect; thus, the use of the correlation matrix should be preferred in order to prevent
EOFs from pointing at directions of maximum variability that can be arbitrarily modified by
rescaling the variables.

Another question relates the interpretation of the modes. As mentioned above, the EOFs
represent the way in which the variables involved in the analysis combine to jointly exhibit
maximum variance. For the case of geophysical fields, these modes can be seen as relevant
atmospheric patterns in an effort to identify underlying physical processes that dominate
the dynamics in the considered domain. However, it is important to bear in mind that
the EOFs result from the data but also from the statistical tool employed, which imposes
specific conditions to the results obtained. In particular, PCA provides orthogonal modes and
uncorrelated PCs; this may come into conflict when relating EOFs with physical processes
because dynamical modes of a non-linear and highly complex system as the atmosphere are
not necessarily orthogonal or uncorrelated [116, 122]. In order to address these issues, the
technique known as Rotated PCA can be employed, but its application requires some arbitrary
decisions that have an impact on the patterns obtained [68].

2 Commonly referred to as fluctuations in fluid dynamics.
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Additional care has to be taken when interpreting the EOFs because of the domain size
effect. Indeed, if it happens that the characteristic length of the domain considered is com-
parable or smaller than the typical spatial variations of the field considered, the variables
gathered in X are likely to be highly correlated and PCA is unable to capture meaningful
structures in the spatial variability of the data; in this case, the modes obtained are likely to
show specific patterns known as Buell patterns [190]. Considering the case of a scalar field,
these patterns can be recognized because the first EOF is uniformly distributed (the compo-
nents of EOF1 show similar values), meaning that the main mode of variability of the field
is given by uniform variations in the considered domain. Subsequent modes reveal dipole,
tripole, etc. structures as a means to optimally capture the variability of the field given the
PCA constraints. Figure 7.1 shows an example of Buell patterns; they have been obtained by
applying PCA to a synthetic scalar field. The field has been generated in a 10 × 10 domain
in such a way that the correlation between the time series of any pair of nodes decreases
smoothly with the distance between the nodes.
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Figure 7.1: Buell patterns obtained for a scalar field. a.u. stands for arbitrary units

Another feature of the PCA is that this technique focuses on spatial correlations of the
geophysical field considered, which means that the EOFs are obtained by regarding snapshots
of the atmosphere without considering its temporal evolution. In other words, if the rows of
the matrix X in equation (7.4) are randomly mixed, the application of the PCA to this new
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matrix would provide the same EOFs (though, evidently, different PCs). This makes this
technique useless for tracking propagating structures (as low pressure systems) in the domain
considered [68]. This issue can be addressed by adding lags of the variables considered in X,
which is the basis of the extended PCA, introduced in [186]. A similar approach was employed
in [96] (Ch. 9), where several meteorological variables (wind and pressure) measured at
different day times were utilized to build the matrix X. As a result, the first modes obtained
(i.e. those with the highest explained variance) were found to be related to static features
such as prevailing winds, whereas subsequent modes were related to dynamic patterns as
sudden changes in wind direction and pressure gradients.

7.3 PCA: application and results

In this section, PCA is applied to different subsets of the atmospheric data available for this
work. PCA is performed following the mathematical description given in section 7.2.1. Thus,
neither rotated PCA nor extended PCA mentioned in section 7.2.2 will be considered since
this work represents a first approach to the problem. Further research could be conducted
to address the questions related to the application of rotated PCA and/or to obtain modes
with dynamical features by means of the extended PCA. Nevertheless, the technique will be
applied to different domains to gain insights into the impact of the domain size effect on the
EOFs obtained. As a result, a set of PCs is extracted for further analysis concerning the
relation between atmospheric processes captured by a GCM and wind power ramp events
(section 7.5).

In the following, the procedure employed for applying PCA to a particular case study is
detailed. The procedure consists of three steps. The first two steps describe how to select data
subsets from the dataset available (referred to as {Υt} in section 7.1 and further described
in table 4.2) in order to build the matrix X to which PCA is applied. In the third step, the
PCA outputs retained for further analysis are detailed:

(a) Variable selection: First, the variable(s) considered in the PCA is (are) selected.
Eight cases are to be analysed:

(a.1) UV10: Horizontal components of the wind field at 10 metres height. Two variables
per node are involved: U10 and V10.

(a.2) UV850: Similar to UV10 but at pressure level 850 hPa.

(a.3) UV500: Similar to UV10 but at pressure level 500 hPa.

(a.4) UVs: Horizontal components of the wind field at the three levels above mentioned.
Hence, six variables per node are involved.

(a.5) MSLP : Mean sea level pressure. One variable per node.

(a.6) Z850: Geopotential height of pressure level 850 hPa. One variable per node.

(a.7) Z500: Geopotential height of pressure level 500 hPa. One variable per node.

(a.8) ∆Z: Geopotential thickness of the layer between pressure levels 850 and 500 hPa,
given by ∆Z = Z500−Z850. This case is considered because the thickness is related
to horizontal temperature gradients, which cause vertical shear of the geostrophic
winds (thermal winds) [183]. This effect cannot be accounted for by simply con-
sidering the geopotential height of a single pressure level.
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(b) Domain selection: Different domains are defined, depending on the wind farm con-
sidered.

(b.1) Wind farm A: 18 possible domains, referred to asDδ
A, with δ = 1, ..., 18, are defined.

The smaller one, D1
A, consists of a single node, the one closest to the wind farm;

D2
A is a 3 × 3 domain centred in wind farm A, and so on. The upper latitude of

the available dataset is attained at D6
A (see figure 7.2, top). Thus, larger domains

are no longer centred in the wind farm. The full size domain corresponds to D18
A ,

with 31× 21 nodes.

(b.2) Wind farm C: 16 possible domains, referred to as Dδ
C , with δ = 1, ..., 16, are

considered. The domains are defined in a similar fashion to the one described
above, the full domain corresponding to D16

C . Figure 7.2 (bottom) shows some of
the domains considered for this case study.

It is reminded that the full size domain with 31×21 nodes corresponds to a grid covering
the Iberian peninsula (latitudes from 35oN to 45oN and longitudes from 10oW to 5oE)
with a resolution of 0.5o. The characteristic length of this domain is 1500 km.

(c) Application of the PCA: The matrix X in equation (7.4) is built from a number of
time series equal to the product of the number of variables per node related to the field
selected in (a) and the number of nodes of the domain considered in (b). The time series
are restricted to the training period of the case study considered (see figure 5.6). We
opt for applying PCA to the standardized variables, zj , instead of the anomalies, x′

j ,
(see equations (7.13) and (7.14)) because, even if the variables included in each case are
measured in the same units, remarkable differences in mean and variance were observed
at different nodes. For example, inland wind speeds at 10 metres height are characterised
by a noticeable lower variance than off-shore wind speeds (see figure 4.12); thus, if PCA
were applied over the anomalies, the resulting EOFs would tend to capture specially
the high variability observed in off-shore areas. In a similar manner, geostrophic winds
at 500 hPa would dominate the EOFs for the case (a.4) mainly because the variance
observed in lower layers are almost one order of magnitude smaller. Thus, in order
to prevent EOFs from reproducing these trivial results, the standardized variables are
utilized. The application of the PCA provides the following outputs:

(c.1) The EOFs. The first four EOFs are retained3 (results showed that subsequent
EOFs provided negligible contributions to the explained variance).

(c.2) The eigenvalues, that provide the percentage of the total variability explained by
the related EOF.

(c.3) The PCs related to the EOFs.

Finally, because the EOFs represent vectors pointing at maximum variability directions,
it is important to remark that, in principle, selecting EOFj or −EOFj is arbitrary, the
only effect being the sign of the related PCj. Nevertheless, in order to have positive
PCs reflect the most likely situation, the sign of a certain EOFj is selected so that the
related PCj contains more positive values than negative.

3 Except for those cases where the number of variables gathered in the matrix X is lower than four.
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Figure 7.2: Top (bottom): Some of the 18 (16) domains defined to apply PCA for the wind
farm A (C).
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Combining the number of cases for the variables given in (a) with the domains described
in (b) yields a total of 8 × 18 PCAs for the case of the wind farm A, and 8 × 16 PCAs for
the wind farm C. Because of the large amount of outputs obtained from these analyses, we
uniquely describe in detail the results obtained for the case of UV10 at wind farm A in two
different domains. This is done in section 7.3.1. Then, some comments are given in section
7.3.2 concerning the results obtained for the overall of the PCAs performed.

7.3.1 PCA applied to UV10 in domains D
2
A and D

6
A

Figure 7.3 displays the first four of 18 EOFs obtained from applying PC to UV10 in the domain
D2

A. It can be seen that EOF1, the mode with the highest explained variance, reflects an
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Figure 7.3: First four of 18 EOFs obtained by applying PCA to UV10 in the domain D2
A. The

square indicates the location of the wind farm A.

almost uniform wind field. This pattern is likely to be a Buell pattern (see section 7.2.2)
probably because the small size of the domain is limiting the analysis to nodes excessively
close compared to typical spatial variations of the wind field.4 It is worth noting that, even
if this pattern provides trivial information concerning the structure of the spatial variability,
the direction at which the EOF is pointing at is in good agreement with the prevailing winds

4 The wind field modelled through a GCM.
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at 10 metres height displayed in figure 4.10 (top left), indicating that the fluctuations over
the mean wind field are experienced mainly across this direction.5 Regarding EOF2, one can
apprise the imprint of the PCA that imposes orthogonality between modes.6

Next, the analysis performed in the domain D6
A is considered. The first four of 242

EOFs are displayed in figure 7.4. In this case, a certain spatial structure in the EOFs can be
noted, suggesting that the patterns obtained are not reproducing Buell patterns. In fact, some
features of the EOFs seem to be related to orographic effects. For instance, the strong pattern
NO-SE observed in the EOF1 is likely to be related to regional wind regimes governed by the
channelling effect of the Ebro valley (which is located in this area). These regimes are known
as Cierzo (NO) and Bochorno (SE) and they were identified in previous studies through PCA
[56, 82]. On the other hand, the shore seems to be conditioning the configuration of EOF2,
as it exhibits veering of the wind that fits relatively well with the bay of Vizcaya.

Concerning the eigenvalues obtained, figure 7.5 shows the percentage of the explained
variance, λj,%, defined in equation (7.12), for the first four EOFs and for the eighteen domains
considered.7 This figure shows that, for the case of small domains (D1

A, D
2
A andD3

A), over half
of the variability is accounted for the first mode, EOF1. However, as the domain size increases,
the share of explained variability shows less difference between the first two modes; based on
visual inspection of the EOFs for all the domains, this effect seemed to keep pace with the
transition experienced by the modes, from Buell patterns to meaningful spatial structures.
This transition was observed for domain sizes between D4

A and D6
A, with a characteristic

length (the diagonal of the domain) of about 500 and 800 kilometres, respectively. It is also
noted that the variance accounted for EOF3 and EOF4 is almost non-sensitive to the domain
size and they remain below 10% and 5%, respectively, which suggests that these EOFs are
likely to emerge in part as a statistical artefact of the PCA to capture the residual variability.

The fact that the explained variance of EOF1 is higher for small domains should be
interpreted with care, as it does not necessarily mean that small domains were to be preferred
to larger domains. Indeed, the explained variance is a percentage of the total amount of the
variance observed in the domain considered; thus, the high λ1 obtained for small domains
could also be explained from the fact that the variability in these domains is merely due
to features that can be easily captured by a single EOF, such as prevailing winds. On the
other hand, the complexity of the wind patterns observed in larger domains makes each of
the EOFs to account for less variance, though these patterns might be of higher relevance in
explaining ramp events. The question of whether or not small domains should be preferred to
large domains in order to explain ramp events cannot be answered in base on the explained
variance, but through the notion of MI introduced below.

Finally, figure 7.6 displays the PCs obtained for the case of the domain D2
A. On top, this

5The seemingly discrepancy between the NNW-SSE wind direction shown in figure 4.10 and the NW-WE
wind direction of EOF1 in figure 7.3 is explained from the fact that the employed variables, U10 and V10, are
standardized with their own mean and variance at each node. The higher σ̄ of the meridional wind component
over the zonal wind component (3.58 over 2.30 m s−1) accounts for the observed shift between both wind
directions.

6 We note that orthogonality is not verified node-by-node; EOF1 and EOF2 are vectors in R
18 and the

condition of orthogonal modes is satisfied through < EOF1,EOF2 >= 0. However, the uniform wind field
distribution of the EOFs obtained for this domain makes it easy to perceive the orthogonality between modes.

7 Note that, for the case of the smallest domain, D1
A, only two EOFs are available because matrix X is

comprised by two variables: U10 and V10 at the nearest node of the wind farm.
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Figure 7.4: First four of 242 EOFs obtained by applying PCA to UV10 in the domain D6
A.

The square shows the location of the wind farm A.

figure shows the wind power output time series for a window time of one week. Overlapped,
red arrows show the wind speed UV10 (in modulus and direction) at the node closest to the
wind farm. For clarity, arrows are plotted one each two hours. On the bottom, the first four
PCs are displayed.

It can be noted that the range spanned by PC1 is noticeably larger than the range spanned
by the rest of PCs. This behaviour was observed across the entire time series, and it is due to
the fact that, as explained, the first PC accounts for most of the variability. It is also noted
that the minimum values attained by PC1 relate an episode of strong SE-winds, which is in
good agreement with the fact that the prevailing wind direction is NW-SE together with the
fact that EOF1 points at NW winds (see figure 7.3); thus, negative PC values are obtained
during the mentioned episode. We also note that the fast variation in modulus and direction
of the wind speed experienced at the end of this episode (clearly reflected by a fast change in
PC1) is coincidental with the ramp-down event observed in the power output.
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Figure 7.5: Percentage of explained variance for the first four EOFs obtained by applying
PCA to UV10 (wind farm A). Different lines relate results for different domains.

7.3.2 Comments on the PCA results

In this section, we aim at summarizing the main ideas derived from the overall of the PCAs
performed. These comments are supported by some figures that, for convenience, are allocated
in Appendix B.

The application of PCA to UV10 at wind farm A provided some ideas that were mentioned
in the previous section. Similar conclusions were found for the case of the wind farm C,
namely, that considering small domains (up to D4

C) makes the first two EOFs show Buell
patterns reflecting merely prevailing winds, whereas the analyses on larger domains were able
to capture more complex wind patterns that can be explained to some extent from orographic
effects. In particular, the channelling effect of the strait of Gibraltar, the Mediterranean coast
and the already mentioned influence of the Ebro valley can be identified in the first two EOFs
of the PCA applied in D8

C (see figure B.1)

The modes obtained from applying PCA to UV500 showed that the wind field at this
pressure level behaves with a high degree of uniformity. This is in good agreement with the fact
that atmospheric motions at these heights (around 5.5 km above sea level) are essentially out
of the influence of the Earth’s surface.8 Due to the uniformity of these fields, a high correlation
between nodes was observed. Consequently, the two first modes were related to uniform wind
variations similar to the Buell patterns obtained for wind fields at 10 metres height in small
domains. Interestingly, these patterns were obtained in all the analyses performed (domains
and case studies), meaning that typical variations of this velocity field are likely to occur at
spatial scales larger than the scale of the largest domain considered in this work. Furthermore,

8 This influence determines the notion of ABL, introduced in page 20.
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Figure 7.6: Top: wind power output of wind farm A during a one week period; overlapped,
red rows show UV10 at the node closest to the wind farm. Bottom: First four PCs obtained
from applying PCA to UV10 in domain D2

A.

the third and fourth modes showed specific configurations known as solid body rotation and
hyperbolic flow, respectively [183]. The fact that these two patterns do appear no matter the
domain considered suggests that they are probably more an issue of the technique employed,
which aims at optimally capture the variability of the (highly uniform) field, than a feature of
the spatial structure of the wind field itself. Figure B.2 displays the first four modes obtained
for the domain D6

A and figure B.3 shows the explained variance for the case of the wind farm
A and for different domain sizes; the latter reflects that the variability is clearly dominated
by uniform variations of the wind field.

The application of PCA to UV850 (winds around 1.5 km above sea level) in both case
studies provided results that merge features observed for UV10 and UV500: on the one hand,
some of the aforementioned orographic effects were apprised (for instance, the channelling
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effect of the Ebro valley); on the other hand, the EOFs (particularly EOF3 and EOF4)
reflect patterns that were found in the analysis of UV500, thus attributed to the effect of PCA
on homogeneous wind fields with a spatial variability larger than the size of the considered
domains (see figure B.4).

The last analysis concerning wind fields consisted in considering the data related to the
three available levels. Figure B.5 displays the first four of 6 EOFs obtained for the case
D1

A (for clarity, the smallest domain was considered). It can be noted that EOF1 is mainly
related to the variability of the lowest layer (wind at ten metres height) as it is indicated by
the different arrow modules observed; conversely, EOF2 specially accounts for the variability
of UV850 and UV500. This fact fits with the idea that a more complex behaviour of the wind
field is expected in lower layers as it is affected by the presence of the Earth surface. As in
other cases, the third and fourth modes did not show meaningful patterns from the physical
point of view, and they probably arise as a consequence of the PCA methodology. Figure
B.6 shows the explained variability for the different domains considered at wind farm A. The
results from the analyses at wind farm C were qualitatively similar.

Concerning the scalar geophysical fields considered in this work (i.e. mean sea level
pressure, geopotential height and geopotential thickness), it was observed that typical spatial
variations of these fields, even for the largest domain considered, were markedly lower than the
variations in time experienced throughout the analysed time period. In other words, the time
series related to different nodes for a given field were found to be highly correlated no matter
the domain considered. Consequently, the application of the PCA yielded EOFs that were
mostly related to Buell patterns. For the case of scalar fields, these patterns are identified
by a constant field for the first EOF (which accounts for most of the variance) followed by
orthogonal dipole and tripole patterns (see figure 7.1). These structures can be observed in
figures B.7 and B.9, which show the first four EOFs for the MSLP in the domain D17

A and
the Z850 in the domain D14

C , respectively. The related shares of explained variance are shown
in figures B.8 and B.10.

Figure 7.7 replicates figure 7.6 in page 126 but considering the MSLP instead of the wind
speed at the node closest to the wind farm A. The PCs obtained from applying PCA to MSLP
in the domain D17

A are shown on the bottom. It is possible to observe that PC1, which is
the projection of the pressure field in the mentioned domain onto a homogeneous field (see
EOF1 in figure B.7) fits nicely with the pressure time series at the single node shown above.
In addition, in the vicinity of the ramp down event mentioned above, it is observed that PC2

and PC3 deviate significantly from zero reflecting the presence of a pressure gradient in the
area. This effect is likely to be linked to the fast change in wind direction shown in figure
7.6. This example supports the idea that, similar to what happened with wind fields, Buell
patterns may be informative on certain aspects of the analysed field. Despite of the fact that
they represent trivial outputs of the PCA in the presence of highly correlated data, in this
case the related PCs are still useful to gain insights into the existence of strong gradients in
the pressure field, which are likely to be related to the passage of frontal systems.
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Figure 7.7: Top: wind power output of wind farm A during a one week period and MSLP at
the node closest to the wind farm. Bottom: First four PCs obtained from applying PCA to
MSLP in domain D17

A .

7.4 Mutual information

In many contexts, there is a need of assessing the extent to which a certain variable may
be informative on a second variable of interest. Such measure of dependence is interesting
in forecasting problems insofar as it sheds light on what variable constitutes a good choice
for regression, specially if there exists a large number of candidates. One of the most often
employed approaches is based on the correlation function because it provides a straightforward
measure of the linear dependence between two variables. However, because linearity cannot
be expected in many real-life processes, a more general measure of dependence able to capture
non-linear correlations is usually needed.

In this context, the notion of entropy as a measure of information content enables the def-
inition of mutual information (MI). MI is thought of as a reliable tool for assessing non-linear
dependence between random variables without any request about the model of dependency
[14, 40, 163]. Indeed, it has been applied to a variety of fields such as financial time series
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[37], biology [133], computational learning [13, 192] and image processing [108, 182] and wind
power forecasting [15], among others. Some works have compared MI and linear correlations,
indicating the advantages related to the use of the former [40, 101, 149].

In this section, we first introduce some preliminary basic notions related to MI. Next, the
problem of estimating MI is sketched. The methodology employed for relating atmospheric
data to ramp events is then described; finally, we conclude with the results obtained for the
case studies considered.

7.4.1 Basic notions

The notion of MI is an outcome of the information theory. The seminal work on this topic
was published in 1948 by Claude E. Shannon [159] in the context of communications. This
theory postulates that the amount of information provided by an event is somewhat related
to the probability of this event, in such a way that the lower the probability is, the higher the
provided information results. In order to quantify this notion, let us consider a discrete random
variable, X, with n possible outcomes, x1, x2, ..., xn. The probability of each outcome is given
by p(xi), i = 1, ..., n, so that

∑n
i=1 p(xi) = 1 (these probabilities conform the probability

mass function, pmf, the equivalent of the pdf for discrete random variables). According to
the mentioned lemma, if the event xi is observed, the information provided is given by the
so-called self-information, I(xn), defined as follows:

I(xi) = log

[
1

p(xi)

]
= − log[p(xi)], (7.15)

where log denotes the logarithm to a certain base. The base employed sets the units in which
the information is measured. Common choices are the natural and the binary logarithm, the
related units being the nat and the bit, respectively. From here on, we will assume the use of
the natural logarithm.9

A key notion in information theory is the concept of entropy. The entropy of the variable
X, denoted by H(X), is defined as the expected self-information:

H(X) = E [I(X)] = −
n∑

i=1

p(xi) log[p(xi)]. (7.16)

The entropy can be interpreted in a double sense: first, it gives insights into the amount
of information that can be expected from the outcome of a certain variable; on the other
hand, it also represents a measure of the uncertainty related to X. It can be noted that
the entropy of a variable depends uniquely on the share of probabilities among its possible
outcomes. Furthermore, it can be demonstrated that the maximum entropy of a variable
with n possible outcomes corresponds to the case of a variable uniformly distributed, i.e.
with p(xi) = n−1, i = 1, ..., n, as this represents the most difficult situation for predicting the
outcome (thus, the highest uncertainty). This value of maximum entropy is given by:

Hmax = −
n∑

i=1

n−1 log[n−1] = log n, (7.17)

9 The choice of the base is irrelevant for the purpose of this work as long as the same base is employed
throughout the study.
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which depends solely on the number of possible outcomes, n. The opposite situation is
obtained by considering a random variable with the probability concentrated in a single
outcome (for example, p(x1) = 1, p(xi) = 0, i = 2, ..., n). In this case, there is no uncertainty
in predicting the outcome (i.e. the outcome has no information content), and equation (7.16)
zeroes the entropy.

Based on the definition of entropy, it is possible to define the conditional entropy, H(X|Y ),
as the uncertainty of X given the outcome of the random variable Y . The conditional entropy
is given by:

H(X|Y ) = −
ny∑

j=1

p(yj)
nx∑

i=1

p(xi|yj) log[p(xi|yj)] = −
ny∑

j=1

nx∑

i=1

p(xi, yj) log

[
p(xi, yj)

p(yj)

]
, (7.18)

where nx and ny denote the number of possible outcomes of X and Y , respectively, and
p(xi, yj) is the joint probability p(X = xi, Y = yj).

Given these notions, a relative straightforward assessment of the dependence between two
variables can be obtained simply by subtracting the conditional entropy, H(X|Y ) from the
entropy, H(X). This is so because this difference, known as mutual information, MI, between
X and Y , establishes how much the outcome of Y tells us about the outcome of X. The MI
between X and Y is denoted by MI (X,Y ), and it is given by:

MI (X,Y ) = H(X) −H(X|Y ) = −
ny∑

j=1

nx∑

i=1

p(xi, yj) log

[
p(xi, yj)

p(xi)p(yj)

]
. (7.19)

Figure 7.8 illustrates the concepts introduced above: each of the ellipses represents the
entropy of a random variable, H(X) and H(Y ). The overlapped area means that a certain
dependence between them exists. The blue area represents the remaining uncertainty of X if
the outcome of Y were known, i.e., the conditional entropyH(X|Y ). Similarly, the yellow area
represents H(Y |X). Thus, the overlapped area in green represents the uncertainty reduction
of one of the variables due to the knowledge of the other. It can be noted from equation
(7.19) the symmetry of the MI because xi and yj can be interchanged with no impact on the
expression; hence, MI (X,Y ) = MI (Y,X).

Finally, we mention that, so far, MI has been introduced in the context of discrete random
variables for historical reasons, but it can be readily extended to continuous random variables
by rewriting equation (7.19) as follows:

MI (X,Y ) = −
∫ ∫

fXY (x, y) log

[
fXY (x, y)

fX(x)fY (y)

]
dxdy, (7.20)

where fXY (x, y) is the joint pdf of the (continuous) random variables X and Y .

7.4.2 Estimation of the MI

From a theoretical point of view, the MI between two random variables is perfectly defined
by either equation (7.19) (for discrete variables) or equation (7.20) (for continuous variables).
In practice, the problem usually consists in measuring the dependence between two datasets,
often in the form of time series with a finite number of records. Thus, a crucial point for
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Figure 7.8: Entropy, conditional entropy and mutual information between two variables (see
text for details).

assessing MI (X,Y ) is to estimate pmf s or pdf s from the observed datasets. For the case
of a discrete random variable with n outcomes, the probability of the outcome xi, pi, can
be reasonably estimated simply by computing the relative frequency of occurrence of this
outcome (i.e. the times it was observed over the total number of samples) as long as the
number of samples is sufficiently large. More complex is the case of estimating pdf s; this
problem is known as density estimation, and it has been extensively studied in statistics,
recently with special emphasis on non-parametric methods because computational techniques
allow for purely data-driven approaches free of assumptions on the underlying theoretical
distribution (see [81] and references therein).

Some classical non-parametric density estimators usually employed for assessing MI are
the histogram, kernel-based estimators and nearest-neighbours methods [127]. While the
latter are recommended for high dimensional variables [91, 180], the histogram and kernel-
based estimator are common choices for univariate variables. In this work, we will adopt
the histogram estimator as it represents the simplest option, albeit it would be interesting to
further investigate the impact of using different estimators. The histogram estimator consists
in partitioning the range spanned by the variable into a certain number of bins, the range of
the bins having equal width. Thus, one can handle a continuous variable as a discrete one
simply by considering the number of samples that fall into each bin.

The simplicity of the histogram estimator is that only a single parameter needs to be set:
the number of bins employed, n (or, alternatively, the bin width, h; this is given by the ratio of
the range of the variable to the number of bins).10 However, an inaccurate assessment of this
parameter may lead to inefficient density estimations because it sets the resolution to which
features in the distribution are shown. In order to provide guides for a reasonable trade-
off between resolution and feature relevance, several works have proposed different criteria.
A classical option for variables with approximately normal distributions was proposed by
Sturges [164]; this criterion is based on the number of samples, N , and is given by:

10 The number of bins is intentionally denoted by n, the same symbol employed above to denote the number
of outputs of a discrete random variable. This is so because, as mentioned, an histogram with n bins allows
one to handle a continuous random variable as a discrete one with the same number of possible outcomes.
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n
Sturges

= 1 + log2N. (7.21)

Scott proposed an optimal bin width for normal distributions in terms of MSE [155]. This
was given by:

h
Scott

=
3.5 · σ̄
N1/3

, (7.22)

where σ̄ is the sample standard deviation of the variable.
In [51], Freedman et al. replaced the sample standard deviation by the interquartile range,

IQR,11 so as to reduce the sensitivity of the estimator in the presence of outliers:

h
Freedman

=
2 · IQR

N1/3
. (7.23)

Finally, a rule of thumb usually adopted consists merely in taking the square root of the
number of samples [74]:

nroot =
√
N. (7.24)

In order to set the number of bins to be utilized for estimating the MI, we have applied the
criteria above mentioned to three different time series of each case study: the wind power time
series, {pt}, the related ramp function, {rt}, and the first PC, PC1, obtained for UV10 and
the smallest domain considered, D1. The considered period was the training period. Results
are shown in table 7.1. This table reveals important differences on the optimal number of
bins. The most conservative one, given by n

Sturges
, provides the same number of bins for both

case studies. This is due to the effect of the logarithm in equation (7.21), which limits the
dependence of the estimation on the number of records.12 At this point, a visual inspection
of the histograms showed that the estimator behaves quite well up to a number of 30 bins.
In view of these considerations, we will take twenty bins for performing histograms from here
on. In addition, we remark that the analysis performed in section 7.5 was repeated for thirty
bins, and similar results were obtained.

Table 7.1: Number of bins obtained from different criteria for histogram estimator (see text
for details).

Wind farm A Wind farm C
Criterion {pt} {rt} {PC1}a {pt} {rt} {PC1}a

Sturges (1926) 14 14 14 14 14 14
Scott (1979) 18 54 36 20 65 48

Freedman (1981) 18 121 45 24 133 62
Square root 84 80 88 94 89 97
a Variable case: UV10, domain D1

Finally, we mention that the MI estimates are affected by the fact that a finite number of
samples is employed. This is a consequence of the systematic errors committed when estimat-
ing entropies from finite datasets [64]. For the case of the MI assessment based on histograms,
the bias can be estimated through the following expression (see [163] and references therein):

11 IQR is given by the range between the 75th percentile and the 25th percentile.
12 This is not the case of the square root estimator, which reveals different number of samples among the

considered time series due to the presence of missing data.
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MIbias =MI
estimated

−MI
real
≈ nxny − nx − ny + 1

2N
, (7.25)

where nx and ny are the number of bins employed to perform the histogram of the variables
X and Y , respectively, and N is the number of samples. Thus, MI assessments based on finite
samples are expected to be overestimated.

7.5 MI: application and results

In this section, the dependence between atmospheric data and wind power ramp events is
explored. To this end, we make use of the outputs obtained from the PCAs (see section 7.3)
together with the notion of MI introduced in section 7.4. In particular, we shall estimate the
MI between two time series:

• The wind power ramp function, {rt}, obtained for each case study in section 4.1.2.

• A PC obtained from the application of PCA to a certain subset of atmospheric data.
This time series will be denoted as {PCt}.13

MI (rt, PCt) is estimated as many times as PCs were obtained from the PCAs. For the
case of the wind farm A, the number of PCs results from combining eight cases of variable
selection (from (a.1) to (a.8) in page 119), eighteen domains and four PCs per PCA. This
yields a total of 576 MI estimates. For the case of the wind farm C, due to a lower number
of domains (sixteen), this number raises up to 512.

By assessing MI (rt, PCt), we assume that both time series are the realization of random
variables with some kind of non-linear dependence between them. Comparing the MI es-
timates obtained shall give insights about what geophysical field and what features of the
field (the EOF associated to the corresponding PC) are relevant in terms of power ramp
occurrence.

Before proceeding, we remark that we analysed the impact of considering a time lag
between rt and PCt by computing MI (rt, PCt+l) for l = 0,±1,±2, ...,±6. This question
is important because a certain lag between a specific pattern of a geophysical field and the
occurrence of a ramp event cannot be discarded a priori. In addition, this analysis permits
the identification of a potential mismatch in the time reference employed for the wind farm
dataset and the NWP outputs. As an example, figure 7.9 shows the MI estimated between
the ramp function of wind farm A and the first four PCs obtained by applying PCA to two
different fields: UV10 in the domain D2

A (left) and MSLP in the domain D18
A (right). The

plot on the left shows that there exists a certain dependency between the first PC and the
ramp function, which is maximum for l = 0. For the case of the MSLP field, the dependency
is mainly observed for the third PC (related to pressure gradients, as explained above).
Interestingly, the level of dependency remains constant for negative lags, indicating that this
PC is informative on the ramp intensity at the same time instant (l = 0) but also on future
ramp intensities (l < 0) up to six hours, at least. This result might suggest that the presence
of a pressure gradient represents the beginning of a weather situation in which ramps are likely
to occur during a certain time period of several hours (probably related to the characteristic

13 {PCt} is any of the PCs previously denoted with a vector notation, PCj .
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time of a front passage). In any case, for the purpose of this work, it was checked that the
optimal choice in terms of MI marks was to set l = 0.
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Figure 7.9: MI (rt, PCt+l) for l = 0,±1,±2, ...,±6 hours for different PCs (left, four first
PCs obtained by applying PCA to UV10 in the domain D2

A; right, four first PCs obtained by
applying PCA to MSLP in the domain D18

A ).

7.5.1 Results for wind farm A

The results obtained for the wind farm A are gathered in figure 7.10. This figure consists of
four plots referring to the first four PCs considered for the MI assessment. Each plot displays
eight stacks of bars according to the different fields described in section 7.3. Finally, each
stack contains as many bars as spatial domains considered. The vertical axis indicates MI%,
the MI as a percentage of the entropy of the ramp function, H(rt):

MI% = 100·MI (rt,PC t)

H(rt)
. (7.26)

This provides a better idea of the uncertainty reduction assessment than the MI given in nats
(see section 7.4.1). Finally, the dashed line indicates the bias of the MI assessment due to
finite size samples, computed through equation (7.25) and given as a percentage of H(rt) as
well.

Several conclusions can be drawn from figure 7.10. First, the MI estimates are, in general,
very low; they range from 1% to 6%, meaning that the uncertainty reduction of the ramp
function derived from the knowledge of a certain PC is quite limited. Furthermore, the lowest
records fit with the aforementioned bias, indicating that these levels of MI are likely to be
more an statistical effect due to the finite number of samples than a real dependence between
the related variables. Regarding the results related to wind fields, the highest levels of MI
were attained for the wind speed at ten metres height (in particular, by the two first PCs),
outperforming the marks obtained for the wind field at 850 hPa, which in turn overcame
the results obtained for UV500; in particular, the signal with the highest MI was found to be
the first PC of the PCA applied to UV10 in the smaller domain considered. It is possible to
observe that larger domain sizes lead to a smooth decrease in the MI. However, it is worth
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Figure 7.10: MI% between the ramp function at wind farm A and the PCs obtained by
applying PCA to different atmospheric data and domains. The dashed line indicates the bias
in estimating MI from a finite sample (see text for further details).

mention that the abrupt decrease in MI observed for domains larger than D9
A has to do with

the fact that the related pattern (the channelling effect of the Ebro valley showed by EOF1
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in figure 7.4) becomes the second EOF in terms of explained variance; this also explains the
abrupt increase in MI observed in PC2. Conversely to UV10, the PCs obtained from the wind
field at 500 hPa provided very low MI levels no matter the PC or the domain size considered,
suggesting that ramp events at the wind farm level have little connexion (if any) with the
wind field at this pressure level. For the case of the PC1 of the UV850 field, there seems to be
an optimal domain size to seek relations between this geophysical field and ramp events; this
domain size was found to be D9

A and the related EOF were displayed in figure B.4. However,
this result does not necessarily mean that the wind field at this pressure level contributes
with additional information in explaining ramp events as the related EOFs were found to
merge features of UV10 and UV500 (see section 7.3.2). In a similar manner, the high level of
MI obtained for UV s (first PC, smallest domain) may be due to the fact that the related
EOF points at the prevailing wind direction (see figure B.5), resulting that the connection of
this PC with the ramp function is similar to the one obtained by considering just UV10.

The results for the scalar fields were found to be, in general, of little less relevance as
they barely reached a MI% of 4%. For the case of the MSLP, it is noted that, despite the
high level of explained variance of the first PC (see figure B.8), the second and third PCs
showed higher levels of MI than the first PC. This fact reveals that the presence of pressure
gradients is more informative on ramp event occurrence than the average pressure level, even
when the latter accounts for most of the variance of this geophysical field. A similar reasoning
could be applied to the results obtained for the second PC of Z850. On the other hand, fields
involving variables at high altitude (Z500 and ∆Z) did not show either relevant MI levels or
any kind of dependence with the PC or the domain size considered. The only exception was
the MI obtained for the fourth PC of the field ∆Z in small domains (D1

A–D
3
A). Figure B.11

shows the related EOFs for the case of D3
A, where Buell patterns can be clearly identified

for the three first EOFs. However, the fourth one does not clearly show a dipole/tripole
pattern. On the other hand, the related explained variance is almost negligible (see figure
B.12). This facts lead us to conclude that further analysis would be necessary to distinguish
whether this PC is capturing some relevant physical process related with the potential to
explain ramp occurrence or the high MI observed is merely due to some statistical artefact of
the methodology employed.

7.5.2 Results for wind farm C

Figure 7.11 displays the MI between the ramp function at wind farm C and the set of PCs
obtained from the PCAs. The vertical axis was scaled as in figure 7.10 so as to point out
a significant result: that the uncertainty reduction of the ramp occurrence derived from the
knowledge of the PCs were found to be notably lower in this case study. It can be observed
that the levels of MI (referred to the entropy of the ramp function) barely exceeded 3%, half
of the results attained at the wind farm A. In addition, considering different domain sizes or
geophysical fields revealed little impact on the MI estimates.

Concerning the results for wind fields, results for UV10 and UV850 were qualitatively
similar, the most relevant PC being in both cases the first PC for small domains (D4

C and
D5

C , respectively, which contrasts with the suitability of the smallest domain obtained at wind
farm A). PCs related to UV500 and third and fourth PCs related to wind fields were found to
be of little relevance as the related MI is roughly coincidental with the estimated bias.

Unlike what was observed at wind farm A, second and third PCs of MSLP provided lower
MI levels than the first PC, suggesting that pressure gradients in the domain considered are
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Figure 7.11: MI% between the ramp function at wind farm C and the PCs obtained by
applying PCA to different atmospheric data and domains. The dashed line indicates the bias
in estimating MI from a finite sample (see text for further details).
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likely to be less informative on ramp events than the average pressure level. The best results
among the scalar fields were obtained for the second PC (domain D16

C ) and third PC (domain
D14

C ) of the Z850 field. In both cases, the associated EOF was related to a zonal14 gradient.
Figure B.10 displays the first four EOFs obtained for the case of this geophysical field in the
domain D14

C . Finally, results concerning Z500 and ∆Z showed very low MI marks, which is in
line with those results obtained for the other case study.

7.6 Determination of the exogenous variables

In view of the results obtained in the previous section, it is clear that there exist different
degrees of dependence between the ramp occurrence at a wind farm and the PCs resulting
from applying PCA to different geophysical fields in different domains. Assuming that these
relations, obtained across the training set, are still valid for future time periods (validation
and test set), one may take advantage on the analyses performed to design exogenous variables
with maximum information content on ramp events. Thus, by feeding wind power forecasting
models with some of these signals, some ability in generating improved predictions during
ramp events could be eventually expected.

In a first step, the PCs that showed maximum MI content are to be identified. To this
end, the highest mark of each stack of bars in figures 7.10 and 7.11 has been retained. Each
of these maximums relates the domain size at which a certain PC for a certain geophysical
field maximizes the MI with respect to the ramp function. The resulting 32 marks have been
sorted in decreasing order and they are displayed in figure 7.12. The details on the variable,
domain size and PC related to the marks plotted in red are given in tables 7.2 and 7.3.
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Figure 7.12: MI marks sorted in decreasing order (see text for details).

Next, three proposals for the implementation of exogenous variables are described:

• The first proposal, referred to as x1, can be thought of as a reference exogenous variable,
as it represents merely the wind speed at 10 metres observed at the node closest to the
wind farm:

14 Along the east-west direction.
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Table 7.2: Cases with highest MI% marks (wind farm A).

Wind Farm A

MI% Variables PC Domain size

6.27 UV10 1 D1
A

5.88 UV s 1 D1
A

4.48 UV10 2 D17
A

4.20 UV850 1 D9
A

3.84 MSLP 3 D17
A

3.83 Z850 2 D2
A

2.79 UV850 4 D4
A

2.78 MSLP 2 D10
A

2.75 ∆Z 4 D3
A

2.72 UV850 2 D1
A

Table 7.3: Cases with highest MI% marks (wind farm C).

Wind Farm C

MI% Variables PC Domain size

3.33 UV850 1 D5
C

3.31 UV10 1 D4
C

2.86 UV s 2 D6
C

2.71 UV s 1 D1
C

2.70 Z850 2 D16
C

2.59 Z850 3 D14
C

x1t =
√
U2
10,t + V 2

10,t, (7.27)

where U10 and V10 are taken at D1
A,C .

• The second proposal, referred to as x2, is the PC with the highest MI% among the 32
possibilities in figure 7.12. The details are given at the topmost row of tables 7.2 and
7.3.

• Finally, the third proposal, referred to as x3, aims at including information of several
PCs from different domains. In order to built a one-dimensional signal from several
PCs, a new PCA is performed on a matrix X comprised of a certain number of PCs
(those that obtained the highest MI marks). The task of defining a threshold to select
the number of PCs considered is based on the MI marks displayed in figure 7.12; while
the curve observed for the case of the wind farm A suggests a number of PCs of around
six and ten, the smooth decay observed in the case of the wind farm C makes it difficult
to set this threshold. We have opted for the solution of setting a common threshold in
2.5%, which leads to including those PCs labelled in red: ten for the wind farm A and six
for the wind farm C. Next, by applying PCA to these new sets of variables, the different
modes are obtained. The first four modes and the explained variances are shown in
figures 7.13 (wind farm A) and 7.14 (wind farm C). The first mode is considered as the
third exogenous variable. Thus, for the case of the wind farm A, {x3t} results from
combining nine of the ten PCs considered (the seventh PC does not contribute to the
first mode, see EOF1 in figure 7.13), which accounts for almost 70% of the variance.
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For the case of the wind farm C, all the PCs considered contribute similarly to {x3t}
(see EOF1 in figure 7.14), leading to an explained variance of about 80%.
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Figure 7.13: Outputs of the PCA applied to the ten PCs that attained the highest MI marks
(wind farm A). Left: first four of ten EOFs obtained. Right: percentage of the explained
variance.
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Figure 7.14: Outputs of the PCA applied to the six PCs that attained the highest MI marks
(wind farm C). Left: first four of six EOFs obtained. Right: percentage of the explained
variance.

In order to illustrate some features of the three exogenous variables above defined, figure
7.15 has been performed for the case of the wind farm A. On top, the histograms related to
these three varaibles are displayed. Below, the time series together with the power output
are shown during the time period considered in figures 7.6 and 7.7 (note that all the variables
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have been rescaled for convenience). Broadly speaking, {x1t} (the time series of the wind
speed at 10 m at the node closest to the wind farm) is in good agreement with the power
time series, and the related histogram shows a Weibull-shaped distribution (as it was noted
in page 58). {x2t} behaves similarly to {x1t}, the main difference being that this variable is
able to differentiate two wind regimes governed by the channelling effect of the Ebro valley
(Cierzo and Bochorno, as it was discussed in section 7.3.1). Finally, the figure reveals that
the time series {x3t} and {x2t} are much alike most of the time. This could be explained from
the fact that the signals considered to perform {x3t} through PCA are likely to be highly
correlated. In other words, even if the ten PCs considered (six for the wind farm C) relate
different geophysical fields, modes and domain sizes, nine of them (those included in EOF1

in figure 7.13) show a noticeable degree of dependence. However, markedly differences can be
observed at specific time instants, suggesting that {x3t} carries some atmospheric information
different from that captured by the single field considered in {x2t}.
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Figure 7.15: Top: histograms of the three proposed exogenous variables (see text for details).
Bottom: wind power output of wind farm A during a one week period; overlapped the afore-
mentioned three exogenous variables (all the variables have been rescaled for convenience).
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Chapter 8

Application of the models with
exogenous variables

In this chapter, the implementation of wind power forecasting models taking into account
atmospheric information is addressed. This is done by introducing three different exogenous
variables into some of the models described in chapter 5. These variables, referred to as x1,
x2 and x3, are based on NWP outputs and they were obtained in chapter 7. The considered
models are ANNs and VCMs (referred to as ANN-X and VCM-X hereafter to denote that
they include an exogenous variable). For the case of ANN-Xs, the exogenous variable is an
input together with recent power observations, so that the model provides the forecast by
processing all the variables simultaneously. For the case of VCM-Xs, the exogenous variable
is employed to condition the AR coefficients so that the AR dynamics vary depending on
atmospheric conditions.

The notation employed to denote the models considered in this chapter reflects the type
of model and the exogenous variable involved, as detailed in table 8.1.

Table 8.1: Models considered in this chapter.
Notation Model Exogenous variable
M5 ANN-X x1
M6 ANN-X x2
M7 ANN-X x3
M8 VCM-X x1
M9 VCM-X x2
M10 VCM-X x3

As in chapter 6, in some cases the notation is extended with a sub-index to indicate the
prediction horizon, k, and/or a super-index indicating the considered case study (wind farm
A or C).

This chapter is organised as follows: first, a brief comment on the assumptions related
to the use of the exogenous variables is addressed in section 8.1. Next, the implementation
of ANN-X models and VCM-Xs is analysed in sections 8.2 and 8.3, respectively. Section 8.4
shows the global performance of the considered models; in particular, the results are compared
to those obtained in chapter 6 so that the effect of adding atmospheric information on the
forecasting skill can be appraised. The forecasting performance of the models during ramp
and non-ramp situations is described in section 8.5. Concluding remarks are presented in
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section 8.6.

8.1 Considerations on the use of atmospheric information

An important question relates to the way in which an exogenous variable feeds a wind power
forecasting model. So far, the implemented models were uniquely based on power observations
(see chapter 6); these models build the power forecast for k steps-ahead, p̂t+k, in base of recent
power records available at time t. Recalling equation (2.12), these models can be written as
follows:

p̂t+k|t = f(pt, pt−1, ..., pt−d+1;Θ), (8.1)

where Θ represents the parameters of the model and d is the number of recent power records
employed.

Parallel to {pt}, the time series {xt} gathers atmospheric information for the same time
instants t (x is assumed to be any of the three exogenous variables, x1, x2 and x3). In chapter
7 it was shown that the maximum information content between {xt} and the power ramp
performance given by the ramp function, {rt}, occurs for records happening at the same time.
Based on this, the use of xt+k should be considered to perform the forecast p̂t+k. In this case,
the model is given by:

p̂t+k = f(pt, pt−1, ..., pt−d+1, xt+k;Θ). (8.2)

Equation (8.2) implies that xt+k is available at time t; this assumption deserves the
following comment: any of the proposed exogenous variables are obtained by processing the
outputs generated by a meteorological model. Consequently, for the case of on-line forecasting,
xt+k would only be available at time t as a forecast, that is, by processing meteorological
forecasts for the lead time t+ k (provided by the NWP model at time t). Consequently, the
accuracy of xt+k is influenced by the forecast error committed by the NWP model.

Conversely, the NWP outputs employed in this work to generate the exogenous variables
originate from a reanalysis dataset performed with a GCM. Because the reanalysis dataset
can be thought of as the best representation of the atmosphere (thus, a better representation
than that obtained by the same meteorological model in forecasting mode), what we assume
by utilizing xt+k at time t is that the atmosphere can be accurately forecast. In other
words, the use of reanalysis data allows us to prevent the results of the study to be affected
by the on-line meteorological forecast error. This represents an interesting point as one
of the goals of this study is to analyse the contribution of the global scale dynamics (by
characterising the atmospheric state through GCM outputs) to the performance of wind
power forecasting models during ramp events. Nevertheless, it is important to bear in mind
that, for the mentioned reason, the wind power forecasting performances here attained are
likely to represent an upper bound of those that would be obtained in on-line forecasting,
where x would be based on meteorological forecasts rather than reanalysis data.

8.2 ANN-X models (M5, M6 and M7)

In this section, the implementation of ANN-X models is addressed. In order to determine the
optimal architecture and coefficient set-up for models M5, M6 and M7, a similar procedure
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to that described in section 6.2 was carried out. The single difference was that an additional
input node (related to the exogenous variable) was included in each of the 40 architectures
considered. In order to have the notation reflect this fact, the number of input nodes is
expressed as the addition of the nodes related to recent power observations and the nodes
related to the exogenous variables (one, in all the cases); thus, ANN-X(2+1;4,2) denotes an
architecture with three inputs (two power records and one exogenous variable) and two hidden
layers with four and two nodes, respectively. This architecture is shown in figure 8.1.

Figure 8.1: Scheme of an ANN referred to as ANN-X(2+1;4,2).

The specifications of the models together with the involved number of parameters, np,
are detailed in tables 8.2 (wind farm A) and 8.3 (wind farm C). A priori, these results do not
suggest a clear relation between the size of the optimal ANN architecture (in terms of number
of parameters, input nodes or hidden layers) and the prediction horizon. Only for the case
of models M5 (in both case studies), a more complex architecture seemed to be preferred for
increasing lead times.

Table 8.2: Specifications of the models M5A, M6A and M7A.
Wind farm A

k M5 np M6 np M7 np

1 ANN-X(2+ 1; 4) 21 ANN-X(3+ 1; 4) 25 ANN-X(4+ 1; 4) 29
2 ANN-X(2+ 1; 6) 31 ANN-X(3+ 1; 6, 3, 2) 62 ANN-X(4+ 1; 4, 2) 37
3 ANN-X(2+ 1; 6, 3) 49 ANN-X(4+ 1; 4, 2) 37 ANN-X(4+ 1; 6, 3) 61
4 ANN-X(2+ 1; 6, 3) 49 ANN-X(3+ 1; 8, 4) 81 ANN-X(2+ 1; 4) 21
5 ANN-X(4+ 1; 6, 3, 2) 68 ANN-X(4+ 1; 6, 3, 2) 68 ANN-X(5+ 1; 4, 2) 41
6 ANN-X(3+ 1; 6, 3, 2) 62 ANN-X(4+ 1; 6, 3) 61 ANN-X(3+ 1; 6, 3) 55

An analysis on the predicted time series revealed that, depending on the prediction horizon
considered, the models weighted differently the information provided by recent power records
and the exogenous variable. In particular, a greater impact of the exogenous variable on
the forecasts was observed for increasing prediction horizons. This effect could be expected
as it reflects the way in which the model handles the loss of autocorrelation experienced
in the wind power time series, which makes more informative the expected meteorological
state provided by the exogenous variable. Figure 8.2 supports this reasoning by showing
the forecasts provided by model M2A (ANN not considering atmospheric information) versus
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Table 8.3: Specifications of the models M5C, M6C and M7C.
Wind farm C

k M5 np M6 np M7 np

1 ANN-X(2+ 1; 6, 3) 49 ANN-X(2+ 1; 4, 2) 29 ANN-X(3+ 1; 6, 3, 2) 62
2 ANN-X(2+ 1; 6, 3) 49 ANN-X(4+ 1; 4, 2) 37 ANN-X(3+ 1; 4, 2) 33
3 ANN-X(2+ 1; 6, 3) 49 ANN-X(3+ 1; 4, 2) 33 ANN-X(2+ 1; 8, 4) 73
4 ANN-X(3+ 1; 6, 3) 55 ANN-X(3+ 1; 4, 2) 33 ANN-X(2+ 1; 4, 2) 29
5 ANN-X(3+ 1; 6, 3) 55 ANN-X(3+ 1; 4) 25 ANN-X(4+ 1; 4, 2) 37
6 ANN-X(2+ 1; 6, 3, 2) 56 ANN-X(3+ 1; 4, 2) 33 ANN-X(3+ 1; 6, 3) 55

the forecasts provided by models M5A, M6A and M7A. Plots on top are for one step-ahead
(k = 1); on the bottom, the cases of k = 4 are displayed. The observed dispersion of the
forecasts between models for increasing prediction horizons was qualitatively similar to that
observed for the case of the wind farm C.
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Figure 8.2: Forecasts provided by model M2 versus forecasts provided by models M5, M6 and
M7 for k = 1 (top) and k = 4 (bottom). Results for wind farm A.

8.3 VCMs based on meteorological information (M8, M9 and

M10)

In this section, the effect of conditioning the AR dynamics to different exogenous variables
based on meteorological information is analysed. The model is given by:
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p̂t+k = θ0(xt+k) +

p∑

i=1

θi(xt+k) · pt−i+1, (8.3)

where x refers to any of the three one-dimensional exogenous variables (x1, x2 or x3). The goal
with these models is to investigate how some features of the atmospheric state can be employed
to allow for variations in the AR dynamics so that a more accurate wind power modelling is
attained. In particular, and considering that the exogenous variables were obtained in base of
their power ramp information content, we aim at revealing the extent to which these models
accommodate dynamics that enhance power ramp forecasting.

The optimal model configurations were obtained through a model building procedure
similar to that described in section 6.3.1. Results for each model and the analysed prediction
horizons are shown in tables 8.4 and 8.5 for the case of the wind farm A and wind farm C,
respectively.

Table 8.4: Specifications of the models M8A, M9A and M10A.
Wind Farm A

M8 M9 M10
k p bandwidth p bandwidth p bandwidth

1 2 k% = 37 4 k% = 38 4 k% = 37
2 2 k% = 44 4 k% = 31 4 k% = 35
3 2 k% = 41 3 h% = 12 4 k% = 34
4 2 k% = 37 2 h% = 11 4 k% = 32
5 1 k% = 32 2 h% = 9 4 k% = 30
6 1 k% = 29 2 h% = 8 2 k% = 24

Table 8.5: Specifications of the models M8C, M9C and M10C.
Wind Farm C

M8 M9 M10
k p bandwidth p bandwidth p bandwidth

1 2 k% = 59 2 k% = 30 2 k% = 35
2 2 k% = 31 2 k% = 23 2 k% = 31
3 2 k% = 22 2 k% = 21 2 h% = 19
4 2 h% = 5 2 k% = 18 2 h% = 17
5 2 h% = 5 5 k% = 17 5 h% = 15
6 2 h% = 5 5 h% = 14 5 h% = 13

The results show that, generally speaking, the k-nn bandwidth strategy was found to
be preferred to the constant bandwidth strategy, specially for the shortest prediction hori-
zons. This is probably due to the fact that the k-nn bandwidth strategy allows for a better
coefficient-function modelling in the presence of uneven distributions of the conditioning vari-
able (as it was mentioned in section 6.4). In some cases, the optimal strategy changed to the
constant bandwidth beyond a certain horizon. In particular, h% values below h% = 10 were
attained in a few cases, providing coefficient-functions that do not show a smooth dependence
with respect to the exogenous variable. This effect is not in line with the philosophy of VCMs,
suggesting that the employed cross-validation methodology might be revised to prevent these
model set-ups from being considered as the optimal ones.

In the following, the coefficient-functions obtained for some particular cases are displayed
and discussed.
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8.3.1 Coefficient-functions of model M8

Figure 8.3 shows the coefficient-functions obtained for the case of one step-ahead forecasting
(k = 1) at wind farm A using x1 as conditioning variable. In particular, the θ-coefficient
functions are shown on the left and the related β-coefficient functions are displayed on the
right. Additionally, the dashed lines represent the (constant) AR coefficients obtained through
an AR model of the same order, allowing us to analyse the effect of conditioning the AR
coefficients to the exogenous variable. The analysis is carried out based on the interpretation
of the β-coefficients introduced in section 6.1.3. As this interpretation is partly linked to
the mean of the process, µ, (in this case, the function µ(x1)), figure 8.4 has been included
to add this information (the yellow band reflects the natural bounds of the mean power, as
the power output cannot go either below zero or beyond the rated power). Note that, for
convenience, the conditioning variable, x1 (wind speed at 10 m height at the node closest to
the wind farm), is shown in its original units (m s−1). It is also noted that this wind speed
is likely to be lower than the wind speed observed at the wind turbine hub height due to the
typically observed increasing wind speed with height, so it cannot be related directly to the
wind speed range of the wind turbine power curve.

A first comment on the coefficient-functions relates to the fact that β0(x1) remains over
the constant β0 value of the AR model (dashed line), reflecting that the mean of the process
contributed more to the forecasts for the case of model M8 of what it contributed for the
case of the AR model. This seems to follow as a consequence of the fact that, for the
VCM, the mean of the process incorporated useful information provided by the conditioning
variable. Indeed, the obtained function µ(x1) tends to lie close to zero for x1 values below 3
m s−1 (see figure 8.4); on the other hand, µ(x1) is about 0.6 times the rated power (a factor
twice that of the AR model, given by the dashed line) for x1 values above 5 m s−1. This
fact is interesting as it can be interpreted as the mechanism by which the model takes into
consideration the exogenous variable: the information provided by x1 allows reducing the
persistent character of the model in favour of predicting low (high) power levels if low (high)
wind speeds are expected. In particular, this effect was found to be of higher relevance for
low wind situations (x1 values below 3 m s−1), where the difference between β0(x1) and the
dashed line is maximum.

Regarding β2(x1), this function remains higher than the β2 coefficient of the AR model
for x1 values below 5 m s−1, meaning that the capacity to react to sudden power gradients
was enhanced for this range of wind speed.

Further analyses revealed that the mean µ(x1) remained virtually unchanged for larger
prediction horizons, while the coefficient-functions merely shifted upwards (case of β0) or
downwards (case of β1) for increasing horizons to put more emphasis on the climatological
character of the model at the expense of its persistent character. In addition, qualitatively
similar coefficient-functions were obtained for the case of the wind farm C, suggesting a similar
interaction between wind power dynamics and the wind speed at 10 metres at the single node
closest to the wind farm.

8.3.2 Coefficient-functions of model M9

Figure 8.5 displays the θ-coefficient functions (left) and the related β-coefficient functions
(right) obtained for the case of one step-ahead forecasting at wind farm A. In this case, the
conditioning variable, x2, is an non-dimensional variable, and, for convenience, it was rescaled
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Figure 8.3: θ-coefficients (left) and β-coefficients (right) for the model M8A1 . The dashed line
in each graph represents the related coefficient (labelled in the y-axis) for the case of an AR
model of the same order (for simplicity, the units of the x-axis are shown in the bottommost
plots).

by dividing the signal by its maximum. The dashed lines represent the coefficients of an AR(p)
model of the same order. Additionally, figure 8.6 shows the mean of the modelled process as
a function of x2, µ(x2).
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Figure 8.4: Mean-function µ(x1t+k) for the model M8A1 . The yellow band shows natural
bounds for the mean-function.

According to the analysis performed in section 7.3.1, x2 allowed for the characterisation
of different wind regimes. In particular, for the case of the wind farm A, it was found that
positive x2 values (significantly different from zero) are related to the so-called Cierzo (NO)
while negative ones are associated to Bochorno situations (SE). It is noted from figure 8.5
that the β-coefficients take different values with x2 −→ ±1. These dissimilarities can be
interpreted as an imprint of the different wind regime dynamics. For instance, β0(x2), which
is linked to the climatological character of the model, is slightly larger for positive x2 values
(Cierzo) than for negative ones (Bochorno). In addition, different power mean values can
be observed in figure 8.5, suggesting that the power output is typically higher under Cierzo
situations.

Of special interest is the sharp variation of the coefficient-functions for x2 values close to
zero. Because x2 reflects the projection of the local (and standardized) wind onto the first
EOF (related to the wind direction of the prevailing winds), low x2 values can be due to either
low wind speeds or wind directions closely orthogonal to the prevailing wind direction. In these
cases, the balance between β0(x2) and β1(x2) shows a noticeable decrease of the persistent
character of the model so that the contribution of the mean of the process (which in turn
experiences a significant reduction towards a low power level) on the forecasts is increased.
It is also remarkable that β2(x2) increases with respect to the value obtained with an AR
model, suggesting therefore that the wind power dynamics experienced in these situations are
likely to be better modelled through a higher sensitivity to large power gradients. This could
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Figure 8.5: θ-coefficients (left) and β-coefficients (right) for the model M9A1 . The dashed line
in each graph represents the related coefficient (labelled in the y-axis) for the case of an AR
model of the same order (for simplicity, the units of the x-axis are shown in the bottommost
plots).

eventually fit with the idea that fast transitions between different wind regimes (where x2
is likely to take low values at some time instant during the transition) may derive into fast
variations in power, as the ramp-down event illustrated in figure 7.6.
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Figure 8.6: Mean-function µ(x2t+k) for the model M9A1 . The yellow band shows natural
bounds for the mean-function.

Similarly to what happened with model M8, results for larger horizons show that the
persistent character of the model decreases in favour of the climatological character, while
the function µ(x2t+k) remains almost unchanged. In addition, from a qualitative point of
view, similar conclusions were drawn from the models obtained for the case of the wind farm
C.

8.3.3 Coefficient-functions of model M10

Model M10 utilizes x3 as conditioning variable. As with x2, this is a non-dimensional variable
and it was rescaled by dividing the signal by its maximum. While x2 was directly identified
with a specific PC resulting from applying PCA to a single geophysical field, x3 was obtained
by combining several PCs (x2 being one of them). These PCs resulted from applying PCA
to different geophysical fields. Consequently, for the case of model M10, the AR dynamics
are conditioned to a signal that merges information from various meteorological variables.
Nevertheless, high correlations were found between the PCs employed,1 probably meaning
that the physical processes characterised by each PC were likely to be coincidental in time
(for example, the passage of a front characterised by a high pressure gradient and an increase in
the wind speed). This partly explains the fact that the coefficient functions of model M10A,C

k

were qualitatively similar to those obtained for the case of models M9A,C
k , indicating specific

1 See section 7.6 for details.
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AR dynamics for different weather regimes and an increase in the climatological character of
the model for x3 values close to zero. Thus, to better appraise the effect of the prediction
horizon on the evolution of the coefficient-functions, these are shown in figure 8.7 for the case
of the wind farm A and a prediction horizon of k = 6. Figure 8.8 displays the mean-function,
µ(x3).

As previously mentioned, an important increase in the climatological character of the
model can be observed in the neighbourhood of x3 = 0, so that a higher contribution of
the mean (which reflects low power generation levels) to the forecasts is observed. On the
other hand, it can be noted that, for x3 −→ ±1, the share between the persistent character
and the climatological character of the model is split roughly half and half as β0(x3) and
β1(x3) are about 0.5 (conversely to what happened for the one step-ahead case, where β0(x3)
barely reached 0.1). In addition, a remarkable dissimilarity was observed between the two
extreme values of the coefficient function β2(x3): while a relatively high sensitivity to power
gradients was obtained for negative x3 values (compared to the value obtained by an AR
model), positive x3 values relate a clearly reduced sensitivity to power gradients, as β2(x3) is
close to zero, and even negative. Thus, the way in which the model handles power gradients
to perform forecasts for 6 hour-ahead is strongly conditioned to the expected x3 value for
this lead time. This fact reinforces the idea that the exogenous variable can be employed to
capture features in the wind power dynamics associated to different meteorological regimes.

8.4 Global results

In this section, the performance of the models gathered in table 8.1 is presented. The NRMSE
obtained for different prediction horizons are depicted in tables 8.6 (wind farm A) and 8.7
(wind farm C). The best performance obtained for each prediction horizon is shown in bold
fonts.

Table 8.6: NRMSE (%PR) for wind farm A. The result corresponding to the best model for
each horizon is given in bold fonts.

Wind farm A

k M5 M6 M7 M8 M9 M10

1 9.13 9.09 8.98 9.15 9.09 9.00
2 13.70 13.39 13.21 13.71 13.54 13.36
3 16.26 15.78 15.56 16.30 15.91 15.82
4 17.82 17.26 18.14 17.91 17.45 17.38
5 18.86 18.38 18.30 19.02 18.44 18.40
6 19.68 19.03 19.10 19.75 19.15 18.97

As it can be observed, ANN-X models provide the best performance, regardless the pre-
diction horizon or the case study considered. In particular, the most reliable models for the
wind farm A were found to be ANNs fed with the exogenous variables x2 or x3, while the
use of x1 provided the best results for the wind farm C.

To put these results in context, they need to be compared to those obtained with models
M0–M4, presented in table 6.6. To facilitate this comparison, figure 8.9 is presented. The
employed colours were chosen so as to distinguish three different model groups: the reference
model (M0), models considering merely the wind power output time series (M1–M4, analysed
in chapter 6) and models considering atmospheric information (M5–M10, addressed in this
chapter).
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Figure 8.7: θ-coefficients (left) and β-coefficients (right) for the model M10A6 . The dashed line
in each graph represents the related coefficient (labelled in the y-axis) for the case of an AR
model of the same order (for simplicity, the units of the x-axis are shown in the bottommost
plots).

The mentioned figure shows that the skill of all models for one step-ahead is qualitatively
similar, at least when the range spanned by the NRMSE for several horizons is considered.
Increasing lead times emphasizes the differences in performance between models. These differ-
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Figure 8.8: Mean-function µ(x3t+k) for the model M10A6 . The yellow band shows natural
bounds for the mean-function.

Table 8.7: NRMSE (%PR) for wind farm C. The result corresponding to the best model for
each horizon is given in bold fonts.

Wind farm C

k M5 M6 M7 M8 M9 M10

1 9.10 9.16 9.29 9.28 9.30 9.41
2 13.44 13.70 14.06 13.62 13.82 14.16
3 15.90 16.29 17.03 16.07 16.49 17.16
4 17.35 17.85 19.08 17.52 18.03 19.16
5 18.45 18.93 20.63 18.57 19.11 20.69
6 19.21 19.58 21.65 19.27 19.74 21.75

ences are mainly observed between groups rather than between models. For example, results
for k = 6 clearly show that those models uniquely based on wind power records (M1–M4)
allowed for a certain improvement with respect to the reference model (M0), while including
atmospheric information (models M5–M10) provided an additional reduction of the NRMSE.
In this regard, selecting the optimal model among those belonging to a certain group (for
example, an ANN or a VCM) for a given lead time represents merely a fine-tune, as the
results show that little improvement could be obtained from this choice (the only exceptions
were found to be models including x3 at wind farm C; this case is commented below).

To analyse in detail the skill of the models considered in this chapter, figures 8.10 and
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Figure 8.9: NRMSE (%PR) for each model and prediction horizon considered in this work.

8.11 show the improvement over persistence, IoP%, defined in equation (6.10) and computed
for each model and prediction horizon. An important difference between both case studies
was observed: the results obtained for wind farm A show, with few exceptions, an increase in
the forecasting performance related to the use of exogenous variables with a higher content
of atmospheric information, in the sense that models considering x3 overcame those fed with
x2, which in turn overcame those considering x1. This trend was observed for both VCM-X
and ANN-X models. Conversely, the opposite trend was found for the wind farm C, where
the use of the simplest variable, x1, was found to be the most suitable in terms of NRMSE.

8.5 Performance during ramp events

In line with the analysis performed in section 6.6, this section deals with the performance of
the models M5–M10 during ramp events. To this end, NRMSEu, NRMSE d and NRMSE 0

have been computed for each model and prediction horizon so as to assess the forecasting
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Figure 8.10: Improvement over Persistence as a function of the prediction horizon, k, for
models considered in this chapter. Results for wind farm A.
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Figure 8.11: Improvement over Persistence as a function of the prediction horizon, k, for
models considered in this chapter. Results for wind farm C.

skill during ramp-up, ramp-down and non-ramp situations, respectively. These values are
gathered in tables 8.8 (wind farm A) and 8.9 (wind farm C). The lowest mark obtained for
each situation and prediction horizon is shown in bold fonts.

As in the previous section, in order to have the overall picture, it is interesting to compare
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Table 8.8: NRMSE (%PR) for ramp-up
(top), ramp-down (middle) and non-ramp
(bottom) situations (wind farm A). The
result corresponding to the best model for
each situation and horizon is given in bold
fonts.

Ramp-up

k M5 M6 M7 M8 M9 M10

1 15.51 15.54 15.25 15.78 15.60 15.64
2 21.82 21.15 21.07 22.10 21.61 21.80
3 23.73 23.12 22.96 24.09 23.23 23.74
4 24.49 23.78 25.61 24.71 23.78 24.34
5 24.74 23.83 24.79 24.95 24.03 24.64
6 25.24 24.24 24.37 25.03 24.25 24.37

Ramp-down

k M5 M6 M7 M8 M9 M10

1 14.25 13.97 13.71 14.30 14.29 13.79
2 20.11 19.76 18.62 20.51 20.29 19.31
3 21.32 20.42 19.63 21.48 20.99 20.06
4 21.76 20.41 21.83 21.94 21.18 20.46
5 21.79 21.10 20.90 22.09 21.19 20.72
6 21.78 20.84 21.57 22.35 21.20 21.02

Non-ramp

k M5 M6 M7 M8 M9 M10

1 8.20 8.16 8.09 8.18 8.13 8.07
2 12.57 12.30 12.19 12.52 12.38 12.24
3 15.35 14.91 14.73 15.36 15.02 14.93
4 17.08 16.59 17.36 17.17 16.76 16.68
5 18.27 17.83 17.68 18.41 17.88 17.82
6 19.17 18.57 18.59 19.23 18.68 18.48

Table 8.9: NRMSE (%PR) for ramp-up
(top), ramp-down (middle) and non-ramp
(bottom) situations (wind farm C). The
result corresponding to the best model for
each situation and horizon is given in bold
fonts.

Ramp-up

k M5 M6 M7 M8 M9 M10

1 15.48 15.65 15.67 15.91 16.21 16.16
2 21.56 22.20 22.52 22.14 22.90 23.10
3 23.44 23.85 24.76 23.75 24.85 25.40
4 23.45 24.12 25.42 23.76 24.81 25.95
5 23.77 24.16 26.33 23.97 24.83 26.70
6 24.09 24.39 26.75 24.15 24.95 27.17

Ramp-down

k M5 M6 M7 M8 M9 M10

1 13.54 13.51 14.15 14.37 14.02 14.51
2 17.92 18.13 18.93 18.57 18.22 19.34
3 18.70 18.86 20.46 19.23 18.84 20.51
4 19.39 19.36 20.93 19.66 19.16 21.03
5 19.89 20.28 21.59 20.12 19.89 21.49
6 20.40 20.52 21.73 20.56 20.67 21.82

Non-ramp

k M5 M6 M7 M8 M9 M10

1 8.22 8.28 8.37 8.31 8.34 8.42
2 12.48 12.71 13.04 12.58 12.78 13.07
3 15.17 15.58 16.24 15.30 15.72 16.33
4 16.80 17.34 18.54 16.95 17.50 18.58
5 18.01 18.50 20.20 18.11 18.69 20.25
6 18.83 19.22 21.33 18.88 19.34 21.40

these results with those obtained in chapter 6. To this end, figure 8.12 is presented. To
avoid an excessively complex figure, only the best result of each group of models (reference
model, models without exogenous variables and models with exogenous variables) are shown.
Consequently, results for models M1–M4 are those shown in bold letters in tables 6.7 and 6.8.
Similarly, results for models M5–M10 are those presented in tables 8.8 and 8.9 in bold letters.
Six plots can be observed in figure 8.12. The three plots on top refer to wind farm A and
the plots on the bottom refer to wind farm C. For a given wind farm, each of the three plots
refers to a different situation: ramp-up events on the left, ramp-down events on the centre
and non-ramp situations on the right.

The mentioned figure allows one to compare the gains obtained during ramp/non-ramp
situations due to two different effects: the modelling of the wind power dynamics merely
based on power records and the inclusion of meteorological information. Focusing on the
ramp forecasting performance obtained for wind farm A (plots on top, left and centre), it is
noted that both sources of information (wind power dynamics and atmospheric information)
are relevant as the curve related to models M1–M4 is, roughly speaking, half way between
that of persistence (M0) and that of models M5–M10. Particularly, the performance during
ramp-down events seemed to be specially enhanced. On the other hand, the inclusion of
atmospheric information was found of special interest for the case of non-ramp situations
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(plot on top, right), as the related performance curve lies markedly below the others. Results
concerning wind farm C (plots on the bottom) show a different behaviour; in this case, the
considered atmospheric information does not show the same potential to improve forecasts,
specially during ramp-down events (see plot on the centre, bottom).
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Figure 8.12: NRMSE (%PR) for ramp-up (left), ramp-down (centre) and non-ramp (right)
situations obtained for the case of wind farm A (top) and wind farm C (bottom). Each of the
three lines reflect results for persistence (M0), the best results obtained without considering
exogenous variables (models M1–M4) and the best results obtained in this chapter (models
M5–M10). See text for details.

In order to analyse in detail models fed with atmospheric information, the improvement
over persistence related to each model, prediction horizon, situation and case study was
computed. Figures 8.13 and 8.14 display these results for the case of the wind farm A and C,
respectively.

Focusing on the results obtained for the wind farm A (figure 8.13), it is possible to note
that, for the case of non-ramp events (IoP 0

%, right column), a similar conclusion to that
regarding the global results is found, i.e. that considering exogenous variables built from
a broader subset of atmospheric data yields higher model performances (the only exception
was observed for model M7 for horizons k = 4 and k = 6; this was also the case for the
global results). This could be expected because, due to the low frequency of ramp events, the
error during non-ramp events represents the main contribution to the global error, as it was
pointed out in section 6.6. A similar conclusion concerning the impact of the atmospheric
information can be drawn from the results concerning ramp-down events (centre column);
however, this idea does not seem to hold for ramp-up events: results displayed on the left
column show that, for the case of VCM-Xs (M8–M10), the use of x2 outperformed the use of
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Figure 8.13: Improvement over Persistence depicted for ramp-up events (left), ramp-down
events (centre) and non-ramp periods (right) as a function of the prediction horizon, k, for
each model considered in this chapter. Results for wind farm A.

x3 for any considered prediction horizon. Regarding ANN-X models (M5–M7), those fed with
x3 provided better results than those obtained by using x2 during ramp-up events uniquely
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Figure 8.14: Improvement over Persistence depicted for ramp-up events (left), ramp-down
events (centre) and non-ramp periods (right) as a function of the prediction horizon, k, for
each model considered in this chapter. Results for wind farm C.

for horizons up to k = 3.
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Considering the results for the wind farm C (figure 8.14), the pattern observed for non-
ramp situations is similar to that shown by the global results: opposite to what happened
for the wind farm A case, the use of more elaborated exogenous variables entails, with no
exceptions, a decrease in the forecasting performance of the models, whatever the considered
prediction horizon. In this case, this behaviour is observed for results regarding ramp-up
events (right column), while those concerning ramp-down events (centre column) revealed
that VCM-Xs considering x2 obtained slightly higher IoP d

% marks than those utilizing x1 no
matter the considered prediction horizon (with the single exception of k = 6).

8.6 Concluding remarks

In this chapter, the impact of considering atmospheric information on the wind power forecast-
ing performance has been addressed. The analysis was based on the addition of three different
exogenous variables into some of the models considered in chapter 6. Results concerning the
impact of the type of model and the exogenous variables on the forecasting performance (from
a global perspective and focusing on ramp events) allowed drawing some conclusions, which
are here summarized and discussed.

The exogenous variables, x1, x2 and x3, are one-dimensional and they were obtained
in chapter 7 so as to incorporate different features of the GCM outputs. Recalling the main
aspects of these variables, x1 represents the wind speed at 10 metres height of the node closest
to the wind farm, which can be thought of as a reference as it represents a straightforward use
of NWP outputs; x2 is based on the wind field in a domain and height so that it maximizes
the information content on ramp events; x3 results from considering several signals similar to
x2 but each obtained from different geophysical fields, heights and domains.

As a consequence of adding atmospheric information, the models, in their ability of cap-
turing functional relationships between inputs and the expected power output, revealed the
capacity to balance wind power dynamics and expected atmospheric states in order to provide
improved forecasts for the range of horizons considered. This balance allowed the models to
compensate the loss of autocorrelation experienced in the power time series by putting more
emphasis on the exogenous variable to build the forecast. This resulted in noticeable reduc-
tions of the NRMSE for increasing horizons. This effect is clearly depicted in figure 8.15,
where the forecasts for different prediction horizons are shown for models M4 (top) and M10
(bottom) during a four days period for wind farm A. Because model M4 (implemented in chap-
ter 6) is based uniquely on power records, the forecast time series are much alike to shifted
versions of the observed power time series, with a smooth trend towards predicting the mean
power for increasing horizons. Conversely, by adding atmospheric information, model M10
achieves remarkable improvements: first, systematic errors committed during null generation
periods (as the one observed in the figure before 26/Apr) are clearly reduced as the exogenous
variable is likely to communicate low wind speed situations. This feature may contribute to
the large reduction of the error during non-ramp situations, NRMSE0. Additionally, the fig-
ure shows a remarkable improvement in predicting the timing of the ramp-up event observed
between 27/Apr and 28/Apr. Actually, the forecast time series for k = 6 (which gives more
emphasis to the information provided by the exogenous variable than those performed for
shorter horizons) is the best in reproducing the beginning of the ramp-up event. More rele-
vant is the fact that the ramp-down event observed at 28/Apr is reasonably well-followed by
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Figure 8.15: Wind power output of wind farm A during a four days period together with
predictions for different lead times. Top: forecasts provided by model M4. Bottom: forecasts
provided by model M10.

model M10 no matter the prediction horizon. Although the figure represents merely a single
example for wind farm A, this is in line with the results presented in section 8.5 for this wind
farm. Nevertheless, it is worth mentioning that the accuracy observed during ramp events
was not always similar to the one shown in figure 8.15, which might be attributed to the fact
that, for some ramp events, the underlying causes could be related to sub-grid processes not
captured by the GCM.

In order to shed light on how the models benefit from the exogenous variables, the analyses
performed for VCM-Xs suggested that x2 and x3 were employed to differentiate meteorological
regimes with opposite wind directions. Therefore, it was possible to characterise each regime
through specific AR dynamics and power mean values. Transitions between regimes and
periods with low winds (both related to values of the conditioning variable close to zero)
revealed an increase in the climatological character of the model that contributed in lowering
the forecasts.

Concerning the model choice, ANN-Xs seemed more fitting than VCM-Xs from both the
global errors and the errors related to ramp events. This was observed for the two wind
farms. Thus, it is likely that conditioning the AR dynamics to the atmospheric information
probably does not represent a better strategy than processing jointly all the information
available (power records and exogenous variable). Nevertheless, little differences in terms of
NRMSE were found in most cases, suggesting that the heuristic nature of the time series
modelling with ANN might not compensate in some cases the error reduction.

Conversely, the choice for the exogenous variable appeared to have a deeper impact on the
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forecasting performance. While the use of x3 was found to be the optimal one for the case of
the wind farm A (with the only exception of x2 for ramp-up events in some cases), this one
led to an important decrease in performance at wind farm C, x1 being the optimal choice
for this case study. Because signals x1, x2 and x3 embodies, in this order, information from
broader subsets of the GCM outputs, the results obtained are indicative of different levels of
connection between the wind power dynamics at a wind farm and the general atmospheric
circulation. In this regard, while the global scale seems to play a key role in explaining
the wind power dynamics at wind farm A, meteorological processes not resolved at this scale
might be governing the power dynamics at wind farm C. In particular, the fact that the GCM
outputs were little informative on wind power ramps at wind farm C was already envisaged
in chapter 7. This idea seems to be corroborated by the results obtained in this chapter.



Chapter 9

Conclusions and perspectives

We have presented a research on very short-term wind power ramp forecasting. Signifi-
cant findings concerning the implementation of state-of-the-art time series based models were
achieved. In addition, an innovative methodology for relating atmospheric information and
wind power ramp events was presented. This methodology was applied to the global scale by
considering GCM outputs in order to assess its contribution to ramp forecasting for the case
of two wind farms located in Spain.

Main contributions

Ramp forecasting is a relatively recent topic motivated by the need of improving the manage-
ment of large and fast wind power output variations. Indeed, most of the works still belong
to proceedings, conferences, and enterprise technical reports. Thus, a first achievement was
to compile and review the state-of-the-art on ramp forecasting. Probably due to the novelty
of the topic together with the different interests of ramp forecasting end-users, it was found
that the related problem has been commonly stated in case-specific terms. Particularly, what
constitutes the optimal output of a ramp-oriented forecasting tool is still unclear. Ramp
event detection, probabilistic ramp event occurrence and ramp rate forecast represent some
examples of different ramp forecasting standpoints. Furthermore, discrepancies about the
notion of ramp event are usually encountered, in the sense that while the binary classification
ramp/non-ramp is usually adopted, a wealth of different thresholds to define ramps have been
proposed.

Along these lines, one of the main contributions of this work relates a proposal for charac-
terising wind power ramp events. It was shown that the introduced ramp function represents
a more reliable approach to characterise the ramp performance of a wind power time series
than the aforementioned binary classification. This is so because the ramp function is based
on the assumption that there is an imprecise border that differentiates ramp events within a
wind power time series. This assumption is important to minimise the sensitivity observed
when binary classification is employed for ramp identification In addition, the binary classifi-
cation supports the notion that ramp events are similar to one another, although differences
in amplitude and duration are usually observed. In contrast, the ramp function preserves the
information on these features by assessing a continuous index of the intensity of the ramp at
each time step. This fact may eventually benefit the activity of end-users (TSOs and energy
traders) because the ramp function would permit them to tailor different ramp intensities to
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a specific cost-function. For example, the decision-making process could be improved since a
more appropriate action could be adopted depending on the forecast ramp intensity, rather
than the limited range of information provided by the binary classification. The counter-
part would be that the end-user needs to be more knowledgeable about the implications of a
particular ramp intensity (in terms of economic penalties or the cost of ancillary services).

An appealing feature of the ramp function is that it allows for customising the notion of
ramp event by acting on the range of time scales relevant for a particular application through
a single parameter. This feature was thoroughly analysed, and the relationship between the
variance of the ramp function and the variance of different gradient functions was obtained.
This information will eventually ease the application of the ramp function to time series with
a time resolution different to the hourly resolution employed in this study.

A second contribution of this work is a methodological proposal to identify specific features
in the atmospheric state relevant for explaining wind power ramp events. The methodology
consists in estimating the dependency between the introduced ramp function and a wealth
of signals processed from NWP outputs. An important point is that no assumptions about
the model of dependency are required because of the use of the MI concept. The employed
signals carry relevant features of the atmosphere, as they are obtained by applying PCA to
geophysical fields over different spatial domains. This allows for efficient data compression
because the modes (EOFs) that account for most of the variability of the considered field are
identified. However, a shear limitation of PCA is that only spatial correlations of the field
are considered, hence the EOFs are obtained without taking into account the dynamics of
the geophysical field. Potential solutions to this and other constraints imposed by PCA were
pointed out, and they represent an clear path for upgrading the methodology.

In the framework of this study, the proposed methodology has been applied to reanalysis
data generated with a GCM. Experimental results regarding the two considered wind farms
show that wind power ramp events at the wind farm level were mostly associated with geo-
physical fields related to low levels of the atmosphere (10m and 850 hPa), as no evidences of
dependency were found for those geophysical fields at 500 hPa (clearly out of the ABL). For
the case of the wind farm A, the horizontal wind components at 10 metres height at the node
closest to the wind farm were found to be the primary source of information of ramp events.
Wind fields in broader spatial domains were also found to be of particular relevance, as they
allowed for capturing well-known regional wind regimes governed by the channelling effect of
the Ebro valley (Cierzo and Bochorno). This finding is in line with other studies which have
shown that these regimes are key in explaining wind power dynamics in the area. Another
atmospheric phenomenon relevant in explaining wind power ramps was the presence of MSLP
gradients over the Iberian peninsula, which are likely to be indicative of the passage of large
scale weather systems. Interestingly, results concerning the ramp occurrence at wind farm C
suggested a weaker link of these events with the global scale. This might be due to either
the inherent limitations of the proposed methodology or the fact that a limited dataset was
employed (reduced number of geophysical fields considered and spatial domain restricted to
the Iberian peninsula). However, the hypothesis of different degrees of connection between
the global scale and the wind power dynamics at the two considered case studies was also
postulated. Indeed, ramps can be motivated by meteorological processes occurring at several
spatial/temporal scales. Thus, the use of GCM outputs limits the analysis to those events
caused by meteorological processes resolved by the atmospheric model. In this regard, similar
research can be conducted using NWP outputs from mesoscale and microscale models in or-
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der to achieve a comprehensive connection between ramp events and different meteorological
scales.

Forecasting model implementation

Concerning the implementation of wind power forecasting models, we focused on the tradi-
tional point-forecasting approach. A number of state-of-the art time series based models were
considered, namely linear AR models, ANN models and VCMs, and benchmarked against
persistence for prediction horizons up to six-hour ahead.

An important discussion concerning the score function employed to train and evaluate
models was addressed. This issue arises because there is a mismatch between the goals of the
traditional wind power forecasting approach and those of ramp forecasting. Ramp forecasting
aims at improving predictions during local events (ramps) while the traditional approach is
typically oriented to minimise a global criterion, such as the MSE, in a long time period.
We showed that the forecasting performance of a certain model during ramp events can be
improved merely by defining a criterion function that weights the forecast errors accordingly
to the ramp intensity. The counterpart was that, as it could be expected, a noticeably
decrease in global performance was observed because the captured wind power dynamics
were well-suited uniquely to volatile and fast-changing situations. Actually, it was shown
that the performance improvement obtained during ramp events at the expense of a lower
global performance can be readily tuned through the definition of the mentioned weights.
At this point, we argued that the interaction between local and global performance cannot
be properly addressed without further specifications concerning the value of the forecasts
for a particular application. Thus, in order to avoid an arbitrary definition of the score
function, a criterion based on the global MSE was here adopted. This choice allowed us to
compare the performance of different models during ramp events, under the assumption of
a minimum global error model set-up. Nevertheless, it seems clear that future developments
on ramp forecasting products will require a deeper understanding of the interaction between
global and local performance, which can only be attained through a better description of the
application considered and, ultimately, of the end-user needs.

We paid special attention to the interpretation of the obtained model set-ups. In partic-
ular, a proposal for interpreting the AR coefficients was presented. The main asset of the
introduced β-coefficients is that they allow for an easy interpretation on how the model inte-
grates different aspects of the wind power dynamics into the forecast. For example, features
such as the balance between the persistent and the climatological character of the model or its
sensitivity to fast power changes were identified. This provided a means to better understand
the effect of generalising AR models through VCMs.

With relation to the forecasting skill of the models, the obtained results were described
and discussed in detail in chapters 6 and 8. An overall outlook shows that all the models
outperformed the benchmark model, the persistence. In terms of the global NRMSE, models
considering merely wind power records improved persistence between 0.5%PR (for one-hour
ahead) to 3%PR (six-hour ahead), whereas models including also atmospheric information
reached NRMSE reductions in the range of 0.5–1%PR (k = 1) to 6–8%PR (k = 6), the best
marks belonging to wind farm A. These results are in good agreement with the well-known
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idea that larger prediction horizons entail higher improvements over persistence. But they
also reflect that, for the considered case studies, adding atmospheric information to very short-
term forecasting allows for error reductions of the same order than those obtained by models
merely based on power records. Furthermore, it was shown that the use of one-dimensional
exogenous variables processed from GCM outputs led to a better forecasting performance
during both ramp and non-ramp situations. Of special relevance was the case of the ramp-
down events at wind farm A, with an improvement over persistence greater than 39%PR for
a prediction horizon of six-hour ahead. Because ramp durations are about four hours, this
improvement is likely to be related to a noticeable link between the timing of the event and
the information on the atmosphere state provided by the exogenous variable.

Concerning the choice for the optimal type of model, different results were found depending
on the prediction horizon and the case study. Moreover, the best model from the global
perspective was not necessarily related to the best performance during ramp-up or ramp-
down events. In any case, the differences obtained between models in terms of NRMSE
for a given lead time were in the range of 1%PR, which can be interpreted as a modest
impact of the model complexity on the forecasting performance. For the case of models not
considering exogenous variables, VCMs showed a slightly better performance at wind farm
A, while ANNs performed slightly better at wind farm C. ANNs also seemed to be the better
option for integrating the atmospheric information at both locations rather than conditioning
the AR dynamics to the exogenous variables.

Perspectives

In summary, this study has provided some evidences on the contribution of the global scale
to very short-term wind power ramp forecasting. Because conclusions are always subjected
to the initial assumptions, these need to be clearly stated in order to identify lines for future
research. Some of the limitations of the study were mentioned above. In the following, other
important issues that could be faced in order to broaden this thesis are presented:

• The considered forecasting models did not account for long-term and seasonal variations
of the wind power dynamics. These variations are due to meteorological cycles (daily and
annual) and the decrease of wind turbines performance throughout their life cycle. In
addition, some authors have reported seasonal patterns in wind power ramp occurrence
[33, 52, 175]. Figures 4.8 and 4.9 support this idea for the wind farms considered in
this work. Thus, adaptive models [119, 140, 166] represent a clear path to upgrade the
presented analysis.

• The assumption of Gaussian noise distribution was adopted in this work, but it conflicts
with the fact that wind power generation is a bounded process [95, 134]. Though
this assumption is traditionally adopted in the field, research on this issue is currently
underway [16, 136, 169]. Hence, researchers may be interested in investigating how to
accommodate new concepts and proposals on wind power error distribution to ramp
forecasting.

• An investigation on the relationship between ramp events and the size of the considered
wind farm/portfolio is worthy of analysis. In this work, wind power farms with an
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installed capacity of 24.5 MW and 36 MW were considered. However, TSOs are usually
interested in forecasting the aggregated wind power in a certain region. Because of the
spatial smoothing effect [60, 89], regional wind power forecasting requires of specific
forecasting tools [59]. In the framework of ramp forecasting, considering aggregated
generation may laminate ramps caused by local events (which would affect only to a
portion of the wind farms), whereas an increase of the ramp occurrence due to large-
scale weather systems might be observed. This might increase the ramp forecasting
accuracy because these processes are usually better captured than short-life meteoro-
logical processes [194], though further research on this aspect would be required for
confirmation.

• A follow-up of the present work could examine the impact of considering NWP forecasts
instead of reanalysis data on the ramp forecast performance. In the framework of this
study, reanalysis data were employed because they represent the best characterisation
of the atmosphere [49]. This allowed us to minimise the errors associated to the atmo-
spheric modelling. However, reanalysis datasets are generated for past time periods, so
they are not available for operational forecast. Replacing the geophysical fields obtained
from reanalysis datasets by the related on-line forecasts may derive into a decrease of
the forecasting performance, that should be investigated.

• Finally, as it was mentioned, a deeper collaboration between forecasters and end-users
is required in order to avoid ramp forecasting tools whose value is not clear [142].
Guidelines for further research on ramp forecasting should be set out on the basis of a
solid knowledge of potential contributions to real-life problems. This work represents
the application of the traditional point-forecasting approach on ramp forecasting, but
it is likely that recent developments, such as probabilistic forecasting, represent a more
appropriate framework to bridge the gap between ramp forecasting outputs and specific
needs of different end-users [143].
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Appendix A

Demonstration of equation (3.16)

In this Appendix, equation (3.16) is demonstrated (the demonstration for equation (3.17) is
analogous). Let consider a time series, {yt}, obtained through the realisation of the stochastic
process {Yt}, t = 1, ..., N , which is supposed to be weakly stationary (i.e. E [Yt1] = E [Yt2],
Var [Yt1] = Var [Yt2] and Cov [Yt1, Yt1±l] = Cov [Yt2, Yt2±l] for every t1, t2, l). The demonstra-
tion makes use of some properties related to the variance and covariance of several random
variables, namely

Var




n∑

j=1

Xj


 =

n∑

j=1

Var [Xj ] + 2 ·
n−1∑

j=1

n∑

k=j+1

Cov [Xj ,Xk] (A.1)

Cov [aX, bY ] = a · b · Cov [X,Y ] (A.2)

Cov [X + Y,Z] = Cov [X,Z] + Cov [Y,Z] (A.3)

Cov [X,Y ] = Cov [Y,X] (A.4)

The variance of the gradient function defined in equation (3.10) is given by
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(A.1)

= Var [Yt] + Var [Yt−a]− 2 ·Cov [Yt, Yt−a] = 2 ·Var [Yt]− 2 ·Cov [Yt, Yt−a] (A.5)

Equation (A.5) can be rewritten as follows:
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Now, let consider the covariance between two gradient functions, [Ga
t ] and

[
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]
, for

arbitrary values a, b and d:

Cov
[
Ga

t , G
a−b
t−d

]
= Cov [Yt − Yt−a, Yt−d − Yt−d−a+b]

(A.3)

= Cov [Yt, Yt−d]− Cov [Yt, Yt−d−a+b]− Cov [Yt−a, Yt−d] + Cov [Yt−a, Yt−d−a+b]

(A.6)

=
Var

[
Gd+a−b

t

]
−Var

[
Gd

t

]
+Var

[
Ga−d

t

]
−Var

[
Gd−b

t

]

2
(A.7)
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Finally, let consider the filtered signal defined in equation (3.13) for the case of λ being
even. The variance of the filtered signal can be written as follows:
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which leads to equation (3.16).
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Some results obtained from PCA

B.1 PCA applied to UV10, wind farm C
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Figure B.1: First four of 450 EOFs obtained by applying PCA to UV10 in the domain D8
C .

The square shows the location of the wind farm C.

173



174 APPENDIX B. SOME RESULTS OBTAINED FROM PCA

B.2 PCA applied to UV500, wind farm A
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Figure B.2: First four of 242 EOFs obtained by applying PCA to UV500 in the domain D6
A.

The square shows the location of the wind farm A.
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Figure B.3: Percentage of explained variance for the first four EOFs obtained by applying
PCA to UV500 (wind farm A). Different lines relate results for different domains.
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B.3 PCA applied to UV850, wind farm A
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Figure B.4: First four of 476 EOFs obtained by applying PCA to UV850 in the domain D9
A.

The square shows the location of the wind farm A.
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B.4 PCA applied to UV s, wind farm A
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Figure B.5: First four of 6 EOFs obtained by applying PCA to UV s in the domain D1
A. The

square shows the location of the wind farm A.
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Figure B.6: Percentage of explained variance for the first four EOFs obtained by applying
PCA to UV s (wind farm A). Different lines relate results for different domains.
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B.5 PCA applied to MSLP, wind farm A
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Figure B.7: First four of 630 EOFs obtained by applying PCA to MSLP in the domain D17
A .

The square shows the location of the wind farm A.
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Figure B.8: Percentage of explained variance for the first four EOFs obtained by applying
PCA to MSLP (wind farm A). Different lines relate results for different domains.
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B.6 PCA applied to Z850, , wind farm C
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Figure B.9: First four of 567 EOFs obtained by applying PCA to Z850 in the domain D14
C .

The square shows the location of the wind farm C.
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Figure B.10: Percentage of explained variance for the first four EOFs obtained by applying
PCA to Z850 (wind farm C). Different lines relate results for different domains.



B.7. PCA APPLIED TO ∆Z, WIND FARM A 183

B.7 PCA applied to ∆Z, wind farm A
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Figure B.11: First four of 25 EOFs obtained by applying PCA to ∆Z in the domain D3
A. The

square shows the location of the wind farm A.
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Figure B.12: Percentage of explained variance for the first four EOFs obtained by applying
PCA to ∆Z (wind farm A). Different lines relate results for different domains.
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