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Abstract 
This dissertation is made up of two different but complementary research areas: 

Publish/Subscribe networks and mobile distributed services. Over the years, Pub

lish/Subscribe networks have been offering the lightweight and decoupled communi

cation characteristics to improve the information distribution in several application 

domains such as the execution of distributed services. Mobile distributed services are 

set to be deployed in wireless environments where mobile devices must rely on the 

same features Publish/Subscribe networks can offer; so one of the pending research 

directions consists of how to take advantage of these features and further advance to

wards new un-existing solutions that enhance the integration between mobile and 

fixed systems and the execution of mobile distributed services. 

This dissertation seeks to advance the integration and coordination mechanisms of 

mobile distributed services in the context of Publish/Subscribe networks. The specific 

objectives aim to enable the integration of mobile and fixed Publish/Subscribe systems 

and provide a uniform and specific version of a Publish/Subscribe network with new 

coordination mechanisms that improve the execution of mobile distributed services. 

The results of this dissertation are enclosed in one specific version of a Pub

lish/Subscribe network that integrates mobile and fixed brokers and coordinates the 

execution of mobile distributed services. These specific contributions are: a new archi

tecture of a mobile broker I called Rendezvous Mobile Broker, an abstract model for 

coordinating mobile distributed services executions using a Publish/Subscribe net

work, new gossip routing solutions to disseminate events of services, mechanisms to 

support highly partitioned and geographically dispersed services and finally, an inter

networking solution between two Publish/Subscribe domains: a PubSubHubbub-based 

network and the Publish/Subscribe Internet Routing Paradigm (PSIRP)-based network. 

The experimental efforts confirm that the specific version of the Publish/Subscribe 

proposed in this dissertation improves the performance of the overall network in terms 

of end-to-end delay, enables a more resilience execution of mobile distributed services, 

a better usage of the existing network resources, and finally successfully achieves, with 

minor variations in the network performance, the internetworking between two differ

ent Publish/Subscribe domains. 
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Resumen 
Esta tesis doctoral está enmarcada en dos diferentes pero complementarias áreas de 

investigación: las redes de Publicación/Subscripción y los servicios móviles distribui

dos. Con el paso de los años las redes de Publicación/Subscripción han ido ofreciendo 

el soporte de comunicaciones desacopladas y ligeras que a su vez, han mejorado la dis

tribución de la información en muchos escenarios de aplicación como lo son la ejecu

ción de servicios distribuidos en entornos fijos. Los servicios móviles distribuidos han 

de ser desplegados en ambientes inalámbricos en donde los dispositivos móviles deben 

confiar en las mismas características que las redes de Publicación/Subscripción han 

estado ofreciendo a sus contrapartes fijos. En este contexto, una de las líneas de inves

tigación pendientes consiste en cómo tomar ventaja de estas características, y cómo 

avanzar hacia nuevas soluciones no existentes con el fin de mejorar la integración entre 

los dispositivos fijos y móviles, y la ejecución de los servicios móviles distribuidos. 

En esta tesis doctoral se pretende avanzar en los mecanismos de integración y coor

dinación de los servicios móviles distribuidos en el contexto de las redes de Publica

ción/Subscripción. Los objetivos específicos de esta disertación están enfocados en lo

grar la integración de los sistemas de Publicación/Suscripción fijos y móviles, y la pro

visión de una versión de red de Publicación/Subscripción específica y uniforme que 

cuente con mecanismos de coordinación que mejoren la ejecución de los servicios mó

viles distribuidos. 

Los resultados de esta tesis doctoral están enmarcados en una versión específica de 

una red de Publicación/Subscripción que integra brokers fijos y móviles, y permite una 

coordinación totalmente desacoplada y mejorada entre dispositivos móviles que ejecu

tan fragmentos de servicios. Las contribuciones específicas son las siguientes: una nue

va arquitectura de broker móvil que he llamado Rendezvous Mobile broker, un mode

lo abstracto de servicios móviles distribuidos coordinados sobre una red de Publica

ción/Subscripción, mejoras en los mecanismos de enrutamiento epidémicos para dise

minar eventos de control producidos por fragmentos de servicios, una solución para 

soportar servicios altamente fragmentados y geográficamente dispersos, y finalmente 

una solución de interconexión entre dos dominios de red basados en Publica

ción/Subscripción: una red basada en el protocolo PubSubHubbub y otro en una red 

basada en el Publish/Subscribe Internet Routing Paradigm (PSIRP). 

Los experimentos llevados a cabo confirman que la versión específica de red de Pu

blicación/Subscripción propuesta incrementa el rendimiento de la red en términos de 

tiempo de espera entre nodos finales, permite una coordinación de los servicios móvi

les distribuidos más resistente a interrupciones y un mejor uso de los recursos de red, y 

finalmente logra exitosamente, con variaciones mínimas en el rendimiento de las co

municaciones, la interconexión entre estos dominios de Publicación/Subscripción dife

rentes. 
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1. INTRODUCTION 

1 Introduction 

From the beginning of the Internet many communications paradigms have been 

evolved to what can be seen today: mobile terminals creating and consuming dynamic 

application and services while overcoming the restrictions of wired communication 

systems. Nevertheless, as the diversity of mobile computing environments grow, new 

communication architectures, standards, and protocols are in constant improvement in 

order to fulfill the increasingly new users' needs for pervasive services and ubiquitous 

information access (Saha, Mukherjee & Bandopadhyay, 2002). Therefore, today's "mo

bile computing environments are no longer islands" ( Saha & Mukherjee, 2003), and are 

ready to support a new kind of mobile services inherited by the potential of pervasive 

computing and the willingness of users to collaborate in the creation and execution of 

these services. 

Initially, service management technologies were bound by the strictness of the In

ternet's protocols and mobile services were difficult to consider due to the limitation of 

mobile devices and carrier's networks. Nowadays, the panorama has dramatically 

changed as the demands of pervasive computing "everywhere and every time" have led 

the opening of new ways of creating and consuming services, and new sets of func

tionalities towards mobile services adaptable to the opportunities and limitations of 

wireless environments. Therefore, the "mobile" ecosystem (Canny, 2006) is not built 

upon a simple adaptation of the actual service technology to mobile devices anymore, 

but requires new features to take advantage of the potential that mobile distributed 

services can offer to human interactions. 

Distributed communication systems, and especially those based on the Pub

lish/Subscribe paradigm, have taken an important role in the evolution of the Internet 

and the support of new requirements imposed on service management technology and 

especially in distributed services. It has also been proven that distributed communica

tion systems can overcome the limitation of a single point of failures and the bottle

necks that may be caused by the data exchange between intensive services, at expenses 

of a higher management and protocol complexities. Therefore, a current challenge is to 

make use of the architectural advantages of distributed communication systems to en-

21 



1. INTRODUCTION 

able a coordinated and flexible execution of mobile services, while meeting the charac

teristics of mobile computing scenarios (Park & Shin, 2008). 

Over the years, the Publish/Subscribe paradigm (Eugster, Felber, Guerraoui, & 

Kermarrec, 2003) has offered a high level of time, space and process decoupling that 

has improved distributed communication systems in the form of overlaying Pub

lish/Subscribe networks. Hence, Publish/Subscribe networks have gained popularity as 

very efficient solutions to transmit information over the Internet and especially in mo

bile computing environments (Fiege, Cilia, Muhl, & Buchmann, 2006) where resources 

are limited and unreliable. On the other hand, mobile distributed services have also 

acquired prominence as mobile devices increasingly produce and consume infor

mation generated by existing enterprise-based services and services executed in mobile 

platforms; so lightweight and decoupled communication mechanism are needed to 

meet the requirements of mobile distributed service executions. Therefore, in this dis

sertation, I focus my efforts on tackling two different but complementary domains: 

Publish/Subscribe networks and mobile distributed services in order to achieve new 

and relevant scientific contributions. 

1.1 Motivation 

This thesis work is motivated by the need to advance into new mechanisms to allow 

the integration of mobile and fixed Publish/Subscribe systems and the definition of 

new coordination mechanisms that improve the execution of mobile distributed ser

vices over a uniform Publish/Subscribe network. 

The integration between mobile and fixed Publish/Subscribe systems still has issues 

that must be resolved. First, it is necessary to solve the way mobile elements (e.g. a 

smartphones and laptops) collaborate with their fixed (e.g. a high-capability server) 

counterparts in typical processes of the Publish/Subscribe network such as matching, 

message routing and notification. This has to be carried out by using flexible and 

lightweight protocols and subscription languages because of the hardware and soft

ware limitation of mobile devices (e.g. energy and CPU performance). Second, mobile 

elements can experience problems related to the lack of connectivity due to the re

strictions of the wireless environments, so redundant and scalable information dissem

ination mechanisms are needed. The Publish/Subscribe network relies on well-defined 

interests expressed by subscribers which can change over the time depending on the 

expected network performance or the movement requirements; therefore, another chal

lenge is to efficiently manage these interests and provide flexible mechanisms delegate 

and recover them according to the particularities and restrictions of the application 

scenario. Integrating mobile and fixed Publish/Subscribe systems can also be carried 

out between heterogeneous networks technologies, so one remaining challenge is to 

define internetworking solutions for these kinds of scenarios. 

The coordination is necessary in the execution of every kind of distributed service. 

In this dissertation, I consider mobile distributed services based on control-driven 
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1. INTRODUCTION 

workflow execution which allows the development of complex services, based on new 

or existing resources, and more control in the ownership and provision of these ser

vices. This kind of distributed execution relies on a service execution environment that 

executes a fragment of the service workflow while running over a mobile device (e.g. a 

smartphone). This execution needs to be coordinated with other service fragment exe

cutions in remote engines (supported in other smartphones), for example, by means of 

the exchange of control events (e.g. a by a control-based workflow execution). Hence, 

enabling service coordination capabilities to the Publish/Subscribe network (composed 

of mobile and fixed elements) faces several challenges such as correlation of events, 

continuous workflow execution and identification of service fragments, which directly 

depend on the characteristics the Publish/Subscribe network can offer. In addition to 

these challenges, the coordination of highly distributed and geographically dispersed 

workflows also lead to new requirements that need to be met by the Publish/Subscribe 

network. 

1.2 Goal 

This PhD dissertation is aimed at the convergence between heterogeneous Pub

lish/Subscribe systems while tackling the execution of mobile distributed services by 

covering fourth different but complementary points of view. The first one relates to the 

integration of mobile and fixed systems as a uniform Publish/Subscribe network. The 

second one examines to the coordinated execution of mobile distributed services pro

vided by the Publish/Subscribe network. The third point of view refers to the im

provements a Publish/Subscribe network can deliver to highly distributed and geo

graphically dispersed services. The fourth one is related to the integration between 

heterogeneous Publish/Subscribe domains. Hence, 

The main goal of this dissertation is to contribute to the integration and coordina

tion mechanisms of mobile distributed services in the context of Publish/Subscribe 

networks. The contributions aim to enable the integration of mobile and fixed Pub

lish/Subscribe systems and provide a uniform and specific Publish/Subscribe network 

layer with new coordination mechanisms to improve the execution of mobile dis

tributed services,, while meeting the requirements of mobile execution environments. 

To achieve these results, it is necessary to identify the requirements of mobile dis

tributed service executions, define new integration mechanisms between fixed and 

mobile Publish/Subscribe systems, and develop service coordination solutions sup

ported by a uniform and underlying Publish/Subscribe network layer. The characteris

tics of these solutions encompass the improvement of functionalities over different and 

generic communication layers, which are by definition independent from each other 

so, Section 1.4 presents the specific objectives tackled in this dissertation. 
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1. INTRODUCTION 

1.3 H y p o t h e s i s 

The hypothesis I validate in this dissertation is: 

If a specific version of a Publish/Subscribe network that enables a full integration of mobile 

and fixed Publish/Subscribe systems, while including coordination mechanisms for mobile dis

tributed services, is provided; then in the execution of a mobile distributed service 

• The overall performance of the Publish/Subscribe network will increase along with 

the capability to support more mobile nodes. 

• The coordination of mobile distributed services will be enhanced together with a bet

ter use of the existing networking resources. 

• The internetworking with heterogeneous Publish/Subscribe domains will be achieved 

without introducing major variations in the network performance. 

1.4 S u b - h y p o t h e s e s 

The main Hypothesis has been divided in three Sub-hypotheses. 

Sub-hypothesis 1: If a specific version of a Publish/Subscribe network that enables a 

fully integration of mobile and fixed Publish/Subscribe brokers is provided; then, the 

performance of the overall Publish/Subscribe network will increase. This Sub-

hypothesis is validated in Chapters 3 and 4. 

Sub-hypothesis 2: If a specific version of a Publish/Subscribe network that includes 

coordination mechanisms for mobile distributed service executions is provided; then, 

the coordination of these distributed services will be more resilience to the variable 

characteristics of wireless environments and a better use of the existing networking 

resources will be made. This Sub-hypothesis is validated in Chapters 5 and 6. 

Sub-hypothesis 3: If a specific version of a Publish/Subscribe network that enables 

seamless communication for end nodes is provided; then the internetworking between 

heterogeneous Publish/Subscribe domains will be achieved with an acceptable perfor

mance while introducing minor changes in network stacks. This Sub-hypothesis is val

idated in Chapter 7. 

1.5 Objectives 

The previous Sub-hypotheses lead to specific research objectives that I have identi

fied. 

Related to Sub-hypothesis 1 

1. To identify the specific requirements of mobile distributed services and 

propose a reference model of a Publish/Subscribe network in order to co

ordinate their execution. 

Standard Publish/Subscribe networks originally targeted fixed computing 

environments, which have different characteristics than the mobile ones. 
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1. INTRODUCTION 

These characteristics (lower performance, unreliable networking, and fre

quent roaming) are related to the limited capabilities of mobile devices to 

carry out long lasting and demanding tasks. Thus, these limitations lead to 

networking requirements that impact the execution of mobile distributed 

services. This thesis work aims to extract the specific requirements resulting 

from these characteristics, extend the functionalities of a Publish/Subscribe 

networks in mobile computing environments, and specify a reference model 

to coordinate the execution of mobile distributed services and integrate fixed 

and mobile network elements. 

2. To define the architecture of a Publish/Subscribe broker that matches the 

characteristics of mobile computing environments while being capable of 

improving its pluggability in the network and supporting subscribers 

The proposed architecture should suit the requirements of pervasive compu

ting environments regarding no resource-consuming protocols and mini

mize the messaging necessary to support the execution of mobile distributed 

services. This architecture should be able to use existing Publish/Subscribe 

protocols, include mechanisms for plugging other brokers and improve the 

mobile broker's support of subscribers. 

3. To specify a process integration model for enabling mobile brokers be

have as a uniform Publish/Subscribe system in order to extend the per

formance and flexibility of the Publish/Subscribe network. 

The process integration model has the aim of enhancing the cooperation be

tween fixed and mobile brokers controlling the Publish/Subscribe network. 

The proposed solutions for carrying out this objective should also improve 

the behavior of typical brokers in such a way that costly or non-supported 

Publish/Subscribe processes will be able to be delegated to high capability 

brokers, back and forth, while allowing a flexible partition of interests and 

the usage of lightweight communication protocols. 

Related to Sub-hypothesis 2. 

4. To define a service model compatible with the characteristics of mobile 

Publish/Subscribe networks, in such a way that the Publish/Subscribe 

network may support the messaging that leads to the coordinated and dis

tributed execution of the service fragments. 

Coordinating a distributed service plays a crucial role in its successful execu

tion in any environment. Mobile computing environments do not always of

fer sustained, resilient and reliable networking capabilities. Thus, the coor

dination of a mobile distributed service depends on a complex workflow 

that requires an efficient correlation and decoupling of events that must be 

supported by mobile brokers. Thus, this dissertation also aims to develop a 
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1. INTRODUCTION 

service model suitable for being supported by the mobile Publish/Subscribe 

network. 

5. To develop information distribution mechanisms for the mobile Pub

lish/Subscribe networks to enable a resilient and lightweight execution of 

mobile distributed services over unreliable networks. 

In Publish/Subscribe networks the information distribution between net

work domains depends on the protocols being used by mobile devices 

which are part of the execution, and the identification of the service frag

ments they execute. In this kind of mobile computing scenario participants 

can appear, disappear or no longer be, voluntary or not, part of the execution 

of the service. Therefore, this thesis work aims to define information distri

bution mechanisms based on adaptable, lightweight and resilient network 

protocols. 

6. To extend the service coordination capabilities of a Publish/Subscribe 

network in order to improve the execution of a service workflow com

posed of highly partitioned fragments over large-scale and geographically 

dispersed networks. 

The logical relationships between workflow fragments characterize the net

work interactions among the execution environments that participate in a 

service, regardless of their fixed or mobile properties. Scientific Workflows 

stands for a highly distributed execution of geographically disperse tasks 

over large-scale networks, which can clearly take advantage of the function

alities provided by a Publish/Subscribe network. In this context, this thesis 

work aims to define new service coordination functionalities for the Pub

lish/Subscribe network and demonstrate its improvements in the execution 

of highly partitioned and geographically dispersed services, in the form of 

Scientific Workflows. 

Related to Sub-hypothesis 3. 

7. To define an interconnection solution to enable the internetworking be

tween heterogeneous Publish/Subscribe domains. 

The continuous network evolution pushes networks domains to be more in

tegrated with other ones, allow their parties to communicate with new net

works and exchange new resources in the form of services. Therefore, this 

internetworking tendency reaches every sort of network domain regardless 

of their maturity. This dissertation aims to contribute to this field by devel

oping an interconnection solution to enable application and services to seam

lessly communicating over two Publish/Subscribed networks based on cur

rent Internet's architectures and clean-slate network architectures. Therefore, 

this new solution will enable mobile or fixed devices to seamlessly make use 
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of functionalities deployed in both network domains without increasing the 

complexity of their network stacks. 

1.6 Document structure 

This dissertation is structured as follows: 

This Chapter 1, Introduction, presents the motivation of this dissertation along with 

the main goal, hypothesis, sub-hypotheses and the specific objectives tackled in order 

to contribute to the state-of-the-art. 

Chapter 2, State of the Art, presents the concepts and the state of the art of topics re

lated to this dissertation. 

Chapter 3, A reference model of a Publish/Subscribe network for mobile distributed services, 

identifies the requirements of mobile distributed services and proposes a reference 

model of a Publish/Subscribe network in order to coordinate their execution. 

Chapter 4, Definition of a broker architecture for mobile computing environments, defines 

the architecture of a mobile Publish/Subscribe broker that matches the characteristics of 

mobile computing environments and specifies a process integration model for enabling 

mobile brokers behave as a uniform Publish/Subscribe system. 

Chapter 5, Supporting mobile distributed services over a Publish/Subscribe network, de

fines a service model compatible with the characteristics of a mobile Publish/Subscribe 

network and proposes new information distribution mechanisms for it. 

Chapter 6, Enhancing the execution of highly-partitioned workflows over a Pub

lish/Subscribe network, extends the service coordination functionalities of the Pub

lish/Subscribe network in order to improve the execution of highly partitioned work

flows over geographically dispersed networks. 

Chapter 7, Enabling the internetworking between heterogeneous Publish/Subscribe do

mains, defines an interconnection mechanism to enable the internetworking between 

two heterogeneous Publish/Subscribe networks based on PubSubHubbub and the Pub

lish/Subscribe Internet Routing Paradigm (PSIRP). 

Finally, Chapter 8, Conclusion and future works, summarizes the contribution of this 

dissertation and justifies the validation of such contributions to meet the defined objec

tives. 
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2 State of the art 

2.1 Introduction 

The objective of this chapter is to present the concepts and the state of the art of top

ics related to this dissertation. The state of the art comprises two domains: Pub

lish/Subscribe systems and service management systems. 

The organization of the chapter is as follows. Section 2.2 reviews Publish/Subscribe 

systems and clarifies the core technology concepts and backgrounds. Following this 

initial review, in Sections 2.2.2 and 2.2.3, I analyze the different subscription model 

from the perspective of their common application scenarios, and the advantages and 

disadvantages in the context of mobile computing environment. Section 2.2.4 presents 

related works regarding the event notification and makes special emphasis in the pro

tocol support. Later on, Section 2.2.5 reviews the event routing strategies for distribut

ed Publish/Subscribe systems by taking into special consideration in problems of wire

less environments. After this, Section 2.2.6 reviews the state of the art of the applica

tion-level protocols that support the Publish/Subscribe paradigm in a native way or by 

extensions. Finally, Section 2.2.7 indicates some of the clean-slate network architectures 

that natively employ the Publish/Subscribe paradigm. 

Section 2.3 focuses on service management systems by making special effort into the 

technologies that support mobile and fully distributed environments. Section 2.3.1 pre

sents a background of the service technology. Section 2.3.2 reviews the service distribu

tion technologies, specially the workflow decomposition and tasks distribution. Sec

tion 2.3.3 presents related work regarding the service execution on mobile devices. 

Section 2.3.4 reviews works regarding workflow coordination, in centralized and de

centralized systems, and the dissemination of the control events over them. Section 

2.3.5 tackles the event correlation from the perspective of the service messaging. Final

ly, Section 2.3.6 reviews the scientific workflow technology as a special type of highly 

distributed workflow, so I put special effort into analyzing not only the service layer 

issues (e.g. deadlocks, distribution) but also the information distribution mechanisms 

including those ones based on the Publish/Subscribe paradigm 
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2.2 Publish/Subscribe systems 

In this section, first, I clarify the core concepts of Publish/Subscribe systems. After

wards, I detail the main characteristics, components and particularities of these sys

tems as well as review the existing native protocols and networks. In this analysis I put 

special effort into extract the advantages and drawbacks of current research works fo

cused on mobile computing environments. 

2.2.1 The Publish/Subscribe technology 

According to Tarkoma et. al, 2012, "The Publish/Subscribe technology encompasses a 

wide number of solutions that aim at solving a vital problem pertaining to timely information 

dissemination an event delivery from publishers to subscribers". Therefore, in communica

tion networks a Publish/Subscribe (Pub/Sub) service, also called event dissemination 

service, enables the communication components to dynamically detect, isolate, manage 

and push tailored interests and the corresponding events, to particular participants of 

the network. 

The first applications of the Publish/Subscribe technology have their beginning as 

solutions for resolving share memory abstractions (Fleisch, 1987) (Hayes-Roth, 1985), 

and continued their evolution towards other computer areas such as the dissemination 

of news items (Birman & Joseph, 1987) and new data centric information buses (Oki, 

Pfluegl, Siegel, & Skeen, 1993). These systems were implemented, through well-defined 

APIs, interfaces with clients that needed process decoupling with other clients of the 

same platform. 

With the advance of the Internet, some systems such as CORBA Notification Service 

("CORBA," 2013), Java Message Service ("JMS," 2013), started to open the path for 

Publish/Subscribe systems as an efficient way to transmit events between enterprise 

systems. Distributed Publish/Subscribe systems also increased the attention in the sci

entific community with new proposals such as the Scalable Internet Event Notification 

Service(SIENA) (Carzaniga, Rosenblum, & Wolf, 2001) , HERMES (Pietzuch & Bacon, 

2002), Java Event-based Distributed Infrastructure (JEDI) ,PADRES (Fidler, Jacobsen, 

Li, & Mankovski, 2005) and Rebeca (Zeidler & Fiege, 2003), REDS (Cugola & Picco, 

2006) and GREEN (Sivaharan, Blair, & Coulson, 2005). Currently, the Publish/Subscribe 

paradigm have proven its advantages in many environments, Internet protocols such 

as Session Initiation Protocol (SIP), Extensible Messaging and Presence Protocol 

(XMPP), PubSubHubbub (PuSH) support fully Publish/Subscribe features into their 

specifications, and new Internet protocols oriented to the Internet of Things, such as 

Message Queue Telemetry Protocol (MQTT) make use of the Publish/Subscribe focused 

on Machine-to-Machine (M2M) environments. 

Figure 1 shows the evolution of Publish/Subscribe paradigm in the different areas of 

computer science. 
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Figure 1 Timeline of Publish/Subscribe solutions (Tarkoma, 2012) 

According to Eugster et al., 2003, a Publish/Subscribe system is basically composed 

of three main components publishers, subscribers and brokers. Publishers produce infor

mation in the form of asynchronous events, which are later consumed by subscribers. 

Subscribers that prior to receiving these events, express their willingness to consume the 

information in the form of subscriptions to interests; and finally brokers that put in con

tact publishers and subscribers by storing subscriptions, matching events, and finally 

notifying the tailored information according to the interests. Publishers and Subscrib

ers remain anonymous to each other, since they do not have to be aware of any state 

acquire of each other. It means that publishers and brokers are fully decoupled in time, 

space and synchronization. Brokers are the core components of the Publish/Subscribe 

system as they implement all the event routing, subscription storing, matching and 

notification tasks needed to link other brokers in order to a build Publish/Subscribe 

network. A Publish/Subscribe network can be build following a centralized(Fabret et 

al., 2001), semi-centralized (T. W. Yan & Garcia-Molina, 1999) (Stoica, Adkins, Zhuang, 

Shenker, & Surana, 2002) and distributed (Van Renesse, Birman, & Vogels, 2003) ap

proach. Despite the architectural differences, the capabilities of a Publish/Subscribe 

system always depend on a well-known set of characteristics: 

• The subscription model 

• The subscription management and matching 

• The event notification 

• The event routing or event dissemination 

Figure 2 depicts the characteristics of a Publish/Subscribe-based system. 
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Figure 2 Characteristics of a Publish/Subscribe-based system 

2.2.2 Publish/Subscribe subscription models 

The subscription model (also called subscription language) of a Publish/Subscribe 

system specifies the expressiveness of the subscriber's interests and determines the 

complexity of the matching of content that fulfill these interests. Therefore, event 

matching consists in filtering the events (that enclose the content) received from pub

lishers; events that later must be correctly and precisely notified to clients; so, the sub

scription model conditions the capability of a broker to match events and the realiza

tion of subscribers' interests of information. In the following paragraphs, I review the 

three most popular subscription models employed in Publish/Subscribe systems. 

Topic/Channel Based: In a topic based subscription model, also known as channel 

based model, the interests of subscribers are expressed as topics, which can be hierar

chically organized. Topic based models were very popular in early Publish/Subscribe 

systems, such as Bayeux (Zhuang, Zhao, Joseph, Katz, & Kubiatowicz, 2001). Today, 

standards such as WS-Topics ("WS-Topics," 2013), and lightweight protocols such as 

MQTT use the concept of topics in order to identify specific resources. According to ( 

Eugster et al., 2003; Huang & Garcia-Molina, 2004), the advantage of a topic based sub

scription model is its simplicity; so it leads to lightweight and very efficient implemen

tations that can meet the requirements of mobile Publish/Subscribe networks. 

Content-based: In this model, subscribers "subscribe" to information based on their 

interest. Hence brokers does not filter events according to a predefined external or flat 

criteria (e.g. a topic or a namespace), but according to the own properties of the events. 

These properties can be attributes of data structured, which are filtered by brokers as 

they manage constrains specified by subscribers. Depending on the amount of proper

ties Publish/Subscribe networks based on content-based subscriptions demands dedi

cated systems which efficient algorithms (F. Cao & Singh, 2004) and forwarding (Car-

zaniga, Papalini, & Wolf, 2011) mechanisms in order to periodically re-compute and 

push the tailored events to subscribers. 

Type based: In a type based subscription model (Eugster, 2007), a type hierarchy is 

shared by the publishers and subscribers. Publishers issues events under a given event 

category, while subscribers subscribe to these category. The notion of subscription type 
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is directly matched with the event type, so it creates a closer integration of the lan

guage used to subscribe to an event. 

The application scenario of a subscription model depends on the level of expres

siveness that should be offered by the Publish/Subscribe system. According to the cur

rent literature, it is clear that a topic-based subscription model is the preferred sub

scription model for constrained and mobile devices were participants of the Pub

lish/Subscribe networks are set to be clients but also brokers. A topic-based language 

can speed up a simple and efficient implementation of brokers (Eugster, 2007) (Baehni, 

Chhabra, & Guerraoui, 2005) while supporting flexible and lightweight protocols such 

as MQTT and CoAP (with experimental support) also based on topic-based subscrip

tion models. On the other hand, content and type based subscription models require 

much more workforce (M. Li, Ye, Kim, Chen, & Lei, 2011) for the event matching, as 

well as they lead the system to decode the entire event payload (in the brokers) rather 

than only the header containing the topic. These facts increase the complexity of broker 

implementations especially for brokers targeting mobile computing environments. On 

the other hand, a topic/based subscription model leads to smaller protocol footprints, 

provides an easy way to identify content in case subscribers have non-complex and 

stable interests as it allows a hierarchical classification of resources using existing do

main name systems. 

Table 1 summarizes the characteristics of the three Pub/Sub subscription models in 

terms of information addressability, scalability of information, abstraction of matched 

events and target scenarios. 

Table 1 Comparison of Publish/Subscribe subscription models 

Type of Pub/Sub Language 

Topic-based Content-based Type-based 
Information Ad Multi-level and hierarchical Depending on at Hierarchical or 
dressing tributes depending on objects 

types 

Scalability of infor Limited by topics' hierar Practically Practically 
mation chy 

Unlimited unlimited 

Abstraction of Topic = event Attribute && op type (optional: At
matched events erator = event tribute && operator) 

== event 

Application scenari IoT scenarios, mobile envi Large-scale data Large-scale data 
os ronments and real time notifica

tions 
dissemination dissemination 

2.2.3 Subscription management and matching 

As I already mentioned a subscription realizes the interests on a specific content. 

Depending on the expected performance or application scenario of Publish/Subscribe 

networks all the subscription data can be centralized or distributed in a set of brokers. 

This distribution also depends on the subscription model employed and the applica-
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tion scope of the publish/Subscribe network. In this context, (M. Li et al., 2011) propos

es a salable and elastic Publish/Subscribe service that allows multidimensional sub

scription space partitioning technique for content-based networks. (Kiani, Knappmey-

ery, Baker, & Moltchanov, 2010) define a federated broker high level architecture 

where subscription can be delegated and recovered according to the broker context. 

(Kazemzadeh & Jacobsen, 2011) propose a subscription partition and a propagation 

solution that work together with publication forwarding and recovery. Regarding top

ic-based subscriptions, ( Chen, Jacobsen, & Vitenberg, 2010) define an algorithm to dy

namically join topic-connected and support highly distributed Publish/Subscribe net

works. In mobile environments, (Rezende, Rocha, & Loureiro, 2008) propose 

timestamp mechanisms to clean and update subscription tables depending on the rela

tionships with neighborhoods. 

The matching process ensures that only the right events will be delivered to clients, 

according to their previously expressed interests; typically this event-filtering process 

is carried out in high-capability brokers where the complexity of the subscription lan

guage can be sustained. In this context, ( Yan & García-Molina, 1994) propose a count

ing algorithm for content based systems. (Mühl, 2002) develops a model based on 

merge-able filters that improves the matching detection. (Pripuvzic, Zarko, & Aberer, 

2008) detail a new model based on a sliding window computational model. Regarding 

the software implementations, bloom filters (Broder, Mitzenmacher, & Mitzenmacher, 

2002) have been widely used for content matching in Publish/Subscribe systems (Sáre-

la, Esteve Rothenberg, Zahemszky, Nikander, & Ott, 2012) as they provide a space-

efficient probabilistic representation of data; nevertheless no works have been found 

related to efficient matching in mobile environments. 

According to (Carzaniga et al., 2001) one of the ways to improve the subscription 

management, and hence the coverage and performance of the Publish/Subscribe net

work, consists of delegating subscribers, and the matching process from overloaded 

brokers to lower-loaded ones. Therefore, to the best of my knowledge, only the archi

tecture proposed by (Tong & Ngai, 2012) tackles this matter for content-based Pub

lish/Subscribe networks over mobile environments. Its solution focuses on a one-to-one 

relationship between a fixed and a mobile broker, and a flexible but naive delegation of 

subscriptions; therefore, the state of the art miss of subscription partition and delega

tion mechanisms based on the usage and popularity of the content over mobile Pub

lish/Subscribe networks. 

2.2.4 Event notification 

State of the art suggests numerous solutions to efficiently notify events to subscrib

ers. For example, (Pietzuch & Bacon, 2002) propose Hermes, which is a distributed 

event-based middleware architecture were all the components related to the event noti

fication are decoupled. (Tarkoma, Kangasharju, Lindholm, & Raatikainen, 2006) ad

dress event notification by focusing on data synchronization using a structured data 

format based on XML. Regarding the event notification and mobility, (Huang & Gar-
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cia-Molina, 2004) develop the advantages of a distributed notification service in mobile 

elements. Concerning the mobility of publishers and clients, (Fiege, Gartner, Kasten, 

& Zeidler, 2003) introduce the concept of location-dependent subscriptions, in order to 

take advantage of user's current location, and (Zeidler & Fiege, 2003) tackle the prob

lem of analyzing the necessary steps to support mobile clients while allowing location 

transparent access. (Cilia, Fiege, Haul, Zeidler, & Buchmann, 2003) propose a mecha

nisms to recover old events in content based Publish/Subscribe network. 

Regarding the protocol support (Salvador, Alzua, Larrea, & Lafuente, 2010) develop 

a solution to support mobility and protocol support with fixed Publish/Subscribe sys

tems. Protocols with a small footprint are the preferred ones for implementing the noti

fication of an event to subscribers. As an example (Collina, Corazza, & Vanelli-Coralli, 

2012) introduce a broker that bridge the protocols oriented to the the low-performance 

devices. In a similar way (Bandyopadhyay & Bhattacharyya, 2013) make an analysis 

regarding the performance of MQTT-S and CoAP protocols, with the aim of clarifying 

their performance. 

Currently, the Message Queue Telemetry Transport protocol for Sensors (MQTT-S) 

and the Constrained Application protocol (CoAP) are the two most popular candidate 

protocols to support wireless networks and build a (Davis, Calveras, & Demirkol, 2013) 

Publish/Subscribe network where clients and brokers have narrow network stacks. 

MQTT provides a native support for Publish/Subscribe primitives while the Pub

lish/Subscribe support for CoAP still in development. Despite this fact, both protocols 

are designed to support broker-to client communication rather than broker-to-broker 

communication. Whereas the MQTT protocol can offer native support, web-based pro

tocol provides the ubiquitous potential to subscribe and publish using browsers. Nev

ertheless, both protocols lack of any specification to manage the way brokers notify 

subscribers in the case these subscribers and their serving broker move (on demand, or 

not). 

2.2.5 Event routing 

After a broker receives and event, it matches the event but can also route the same 

events to neighboring or peer brokers that are part of the same Publish/Subscribe net

work. This process is called event routing. The event routing is driven by the routing 

algorithms implemented inside the brokers; therefore, a routing function maintains an 

overlaying network infrastructure used to transmit messages. A basic type of event 

routing is called simple routing (Tarkoma, 2012), where all the brokers follow every 

subscription by flooding these subscriptions to the whole network. According to 

(Muhl, Fiege, Gartner, & Buchmann, 2002) the desirable properties for the routing 

function are small routing table sizes and forwarding overhead, support for frequent 

updates and high performance. As an example of a topic-based routing (Baldoni, Be-

raldi, Quema, Querzoni, & Tucci-Piergiovanni, 2007) routing system, which is based on 

clustering peers subscribed to the same topic. (Sourlas, Flegkas, Paschos, Katsaros, & 
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Tassiulas, 2010) also develops new algorithms to minimize the network response laten

cy in topic-based systems. A different approach considered by (Cao & Singh, 2004) 

consists in constructing multiple smaller routing network and implementing lower cost 

routing processes, as the network moves subscriptions from one place to other. There

fore, in the latter proposal the subscription management and the event routing broker' 

tasks are closely related. Another popular event routing solutions are based on DHT 

tables. As an example, authors such as: (Pietzuch & Bacon, 2002; Zhuang et al., 2001) 

develop this kind of approach. 

Other event routing solution over overlaying Publish/Subscribe infrastructure is 

based on gossip algorithms (Boyd, Ghosh, Prabhakar, & Shah, 2006), which are also 

known as epidemic algorithms. In this solution, brokers exchange information by se

lecting the next hop peers based on a probability distribution. (Eugster & Guerraoui, 

2002) propose a probabilistic multicast example of informed gossip which organizes 

nodes in hierarchy groups while taking into consideration physical proximity. (Wuhib, 

Stadler, & Spreitzer, 2012) also develops a model for managing large clouds environ

ments, by taking advantage of the scalability, simplicity and routing adaptability of the 

gossip algorithms. These advantages have to be taken into consideration, as (Muthu-

samy, Petrovic, & Jacobsen, 2005) demonstrates that that, even with a small number of 

mobile sources, routing computations can significantly affect the performance of the 

routing network. 

Regarding wireless network environments, (Haas, Halpern, & Li, 2006) verify the 

advantages of gossip-based algorithms in mobile environments, as well as (Chow & 

van Renesse, 2010) demonstrates the small footprint gossip-implementations can offer. 

As gossip-based algorithms are easily tunable, they can offer a lightweight and adapt

able routing of events depending on the service being supported on top and the cur

rent conditions of the network (e.g. failing links and disconnections). As an example 

(Campos & Pereira, 2008b) propose a middleware and then a coordination protocol 

(Campos & Pereira, 2008a) for scalable service coordination that implements gossip-

protocols, nevertheless, in the case the relationships of the services change (e.g. due 

planned, or unexpected conditions) tunable gossip algorithms offer advantages but 

they are currently missing in the literature. 

2.2.6 Protocols based on Publish/Subscribe 

In this section, I review the state of the art of the application-level protocols that 

support the Publish/Subscribe-based networks in a native way or by extensions. I fo

cused on network protocols rather than middlewares (e.g. CORBA and Data Distribu

tion Service) or message oriented products (e.g. JMS). 

PubSubHubbub (PuSH) ("PuSH," 2013) is an open, server-to-server protocol for 

distributed communication over the Internet using Atom and RSS as a source format. 

In a PubSubHubbub network, all content exchanged between publishers and subscrib-
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ers runs through servers called hubs, which are basically Publish/Subscribe brokers. 

Hubs receive subscription requests from subscribers, post updates to subscribers, and 

provides an endpoint URL to which the publishers can post their feeds and updates. 

Message Queue Telemetry Transport ("MQTT," 2013) is a Publish/Subscribe, sim

ple and lightweight messaging protocol, designed for constrained devices and low-

bandwidth, high-latency and unreliable networks. The design principles are to mini

mize network bandwidth and device resource requirements while attempting to en

sure reliability and some degree of assurance of delivery. The MQTT-S ("MQTT-S," 

2013) is an extension for the MQTT protocol that is designed to operate on low-cost 

and low power sensors devices. 

Session Initiation Protocol ("RFC3261," 2013) is a text based protocol focused on 

setting up, maintaining and terminating calls between two or more en point. The SIP 

Event Framework ("RFC3265," 2013) extended the protocol in order to include several 

methods for event notification and instant messaging. Methods such as SUBSCRIBE 

and NOTIFY, fit the needs of a publish/subscribe design. 

The Advance Message Queuing Protocol ("AMQP," 2013) is an open application 

layer protocol born from the financial application domain. AMQP defines a set of basic 

messaging patters, including a request-reply and publish/subscribe. The core AMQP 

model defines four key concepts. Message brokers supporting clients. The user, which 

is the entity that connects to the broker, the connection that is the physical connection 

associated to the user, and finally, a channel that is a logical connection associated to a 

connection. 

The Extensible Messaging and Presence protocol ("XMPP," 2013) is an open proto

col used for real time instant messaging that uses XML as the core messaging format. 

The specification XEP-0060 ("XEP-0060," 2013), defines and extension for generic Pub

lish/Subscribe functionalities based on topics. The protocol enables XMPP entities to 

create nodes at in Pub/Sub service and publish information at those nodes. Therefore, 

all the subscribers receive the broadcasted information based on their interests. 

The Simple Object Access Protocol (SOAP)("SOAP," 2013) is a protocol specifica

tion for exchanging structured information in the implementation of Web Services. It 

relies on XML information set for its message format, and usually relies on other Ap

plication Layer protocols, most notably Hypertext Transfer Protocol (HTTP) or Simple 

Mail Transfer Protocol (SMTP), for message negotiation and transmission. It is the core 

component of the WS-Eventing and WS-Notification specifications which add support 

to create and remove subscriptions as well as to push events to endpoints. 

The WebSocket ("RFC6455," 2013) is a protocol that enables two-way communica

tion between clients running untrusted code in a controlled environment, while sup

porting real time events. The protocol relies on opening a handshake followed by basic 

message framing, layered over TCP. The goal of this technology is to provide a mech

anism for browser-based applications that need two-way communication with servers 

that does not rely on opening multiple HTTP connections. 
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There are other protocols commonly used to implement Publish/Subscribe systems, 

such as the described below: 

Representational State Transfer (REST) (Fielding, 2000) is an architectural web style 

that abstracts the architectural elements within a distributed hypermedia system. Even 

if it is does not defines a specific protocol or extension, it simplifies the implementation 

of Publish/Subscribe systems as it allows lightweight and simple methods to be im

plemented: such as; SUBSCRIBE and NOTIFY. Some Web-based Publish/Subscribe 

implementations such as Hermes ("Hermes," 2013), implement REST-based communi

cation for data exchange. Nevertheless its stateless characteristics make its implemen

tation dependable from underlying polling, and long-polling mechanisms. 

The Constrained Application Protocol ("CoAP," 2013) is a protocol designed for 

constrained environments. The protocol realizes the REST architecture for limited and 

embedded notes and closely resembles the HTTP protocol, so using a typical REST-

based interaction, nodes can issue Publish/Subscribe primitives. There is also an exper

imental extension for supporting Publish/Subscribe ("CoAP-xmpp," 2013). 

2.2.7 Clean-slate Publish/Subscribe architectures 

Along with the previous state of the art of Publish/Subscribe systems, there are new 

network architectures that aim to take advantage of all the characteristics of the Pub

lish/Subscribe paradigm. Therefore, I introduce two of them: The Content Centric 

Network (CCN), and the Publish/Subscribe Internet Routing Paradigm (PSIRP). I take 

special attention the latter in order highlight the internetworking opportunities with 

current Publish/Subscribe networks, as I present in Chapter 7. 

According to (Jacobson et al., 2009), Content-Centric Networking (CCN) is a com

munications architecture built on named data. CCN has no notion of host at its lowest 

level - a packet "address" names content, not location. CCN treats content as a primi

tive - decoupling location from identity, security and access, and retrieving content by 

name. CCN communication is driven by data consumers. A consumer asks for content 

by broadcasting its interest over all available connectivity. Any node hearing the inter

est and having data that satisfies can respond with a Data packet. Data is transmitted 

only in response to an Interest and consumes that Interest. Since both Interest and Data 

identify the content being exchanged by name, multiple nodes interested in the same 

content can share transmissions over a broadcast medium using standard multicast 

suppression techniques. 

The PSIRP architecture (Fotiou, Trossen, & Polyzos, 2012), shown in Figure 3, and 

its evolution PURSUIT (Pursuing a Pub/Sub Internet), develops a clean slate approach 

for the Internet, rethinking the basics of the Internet model. The main idea is to substi

tute the send/receive primitives from the current Internet with Publish/Subscribe down 

to the stack, i.e., rather than using the IP address to send and receive data, PSIRP pro

poses to publish data into the network and subscribe the data from the network. Such 

approach has some advantages, for instance, publishers and subscribers do not need to 
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know about the location of each one (there is not prior knowledge of IP addresses) and 

subscribers can asynchronously receive data from the network whenever it is ready 

(thus, clients do not need to poll the servers frequently). 

Figure 3 The PSIRP Architecture 

PSIRP focuses on information rather than connections, thus, clients focus on content 

identifiers rather than server's IP address where the content is located. In order to 

achieve that, each piece of data has two types of identifiers associated, the rendezvous 

identifier (Rid) and scope identifier (Sid). The Rid is associated to each publication, 

where a publication is the smallest piece of data identifiable, e.g., a Web-page, a news 

feed or even a movie. Rids can be used to identify a broad range of content in the net

work. The Rid is generated using a strong cryptographic hash function over the publi

cation itself, for example, a SHA-1 cryptographic hash function over the content. Thus, 

the generated identifier is strong and collision resistant and able to be used as unique 

and permanent content identifier. 

The Sid represents one scope in the Internet, resembling a virtual private network in 

the current Internet. One scope represents an information domain but it is not limited 

to a location, so it can be related to other kind of logical data, for example, favorite vid

eos, feeds, dislike images and so on. In this way a scope allows organizing the infor

mation and setting a meaning to it. The Sid is randomly generated using a strong cryp

tographic hash function, embedding security within the identifiers. This way of infor

mation organized via flat and independent labeling is effective since the architecture 

can provide all its features: routing, security and identification, using the information 

itself. The complete picture works as follows: subscribers subscribe to publications and 

send a publication containing the interest to the network. The network knows how to 

deliver to the local rendezvous server through initial configuration (e.g. bootstrapping 

process) and the interest is placed in the server. Upon receiving a publication matching 

the interest, it triggers the Topology Formation to find the path between publisher and 

subscribers and asks for a set of bloom filters for content delivery to the interested sub

scribers, which is delivered to the publisher. Then, the publisher publishes the data 

with these identifiers and the network performs a check-and-forward at each hop until 

the data is delivered to the subscribers. 
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Whenever publishers require a publication issue, they have to use two identifiers: 

Rid and Sid. Since Rid and Sid are decoupled from location, these identifiers can be 

generated using random or hashing functions. On the other hand, when subscribers 

want to access specific data, they only need to know the Rid and Sid, and the network 

will take care of routing, access control and data forwarding. 

It is clear that the internetworking among heterogeneous Publish/Subscribe net

works leads to a better utilization and easy access of the resources; nevertheless it re

quires mechanisms to adapt not only the protocols but also to carry out a conversion of 

the information identifiers. In this context, (Detti, Blefari Melazzi, Salsano, & Pom-

posini, 2011) propose an architecture for internetworking between the CCN, and 

TCP/IP networks. In the same way, (Helgason, Yavuz, Kouyoumdjieva, Pajevic, & 

Karlsson, 2010) address the mobility issues with content centric networking, (Katsaros, 

Fotiou, Polyzos, & Xylomenos, 2009) detail mechanisms to overcome the mobility 

problem in future Publish/Subscribe networks. Concerning the internetworking with 

mobile environments, (Xylomenos, Vasilakos, Tsilopoulos, Siris, & Polyzos, 2012) de

velop the advantages of the PSIRP architecture as an ubiquitous information platform 

for the Internet of the Future. 

Publish/Subscribe-based models dissemination mechanisms (Muhl, Ulbrich, & 

Herrman, 2004; Z. Yan & Nasser, 2006) and infrastructures,(Gkonis et al., 2011) have 

been proposed to support mobile computing environments, as well as to uniform Pub

lish/Subscribe infrastructure such as the proposed by (Bronsted, Hansen, & Thorup, 

2006). Despite this, there are still issues such as: dealing with the heterogeneity of 

nodes that subscribe and publish content, the dissemination protocols needed to over

come the unstable communication properties of mobile environments and the seamless 

integration of information across multiple domain and spaces. Thus, specific proxy-

based solutions are the most common ways to deal with this kind of problems and 

reach the internetworking between heterogeneous Publish/Subscribe networks. 

2.3 Service management systems 

The coordination of mobile distributed services tackled in this dissertation has their 

foundations on service management systems that employ the web services and work

flows concepts as the core technology. Service management systems allow executing 

and coordinating services, in different sort of environments, ranging from business, 

scientific, centralized and fixed environments, to mobile and fully distributed envi

ronments where mobile devices perform an active role. Thus, I put special effort into 

discussing the latter. I also review the scientific workflows as a special type of highly 

distributed service that targets scientific problems, which I use for my contributions of 

Chapter 6. 

2.3.1 Service technologies 

There has been extensive research into the execution of services that had led to 

many service technologies and especially in the area of web interfacing and workflow-
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execution. According to OASIS SOA service definition ("OASIS," 2013) a service is a 

mechanisms to enable access to capabilities supported by devices, where the access is provided 

using a prescribed interface and is exercised consistent with constrain and policies specified by 

the service description. Thus, Service Management Systems make use of well-known 

service execution standards such as: Business Execution Language("BPEL," 2013); 

BPEL 4 People ("BPEL4People," 2013), Business Process Modeling Language (BPMN), 

SOA engines such as: Websphere ("IBM," 2013) and Oracle BPEL Process Manager 

("ORACLE," 2013), while most of them are employing the Web infrastructure as the 

transport protocol for exchanging data and control information. Thus, web-based pro

tocols such as Simple Object Access Protocol ("SOAP," 2013) and specifications such as 

Web Service Description Language ("WSDL," 2013), have been very popular for both 

business and research purposes, as they provide well-defined interfaces to the service 

workflow to being executed. 

Another important concept in the service technologies is the workflow. A workflow 

consists of a sequence of connected steps where each step follows without delays or 

gaps and ends just before the subsequent step may begin. Workflow technology has 

become a standard component of many enterprise information systems. As an exam

ple, the Web Service Business Process Execution Language ("WS-BPEL," 2013) is a lan

guage that describes a Web service based business processes that has their foundations 

in workflow technology. WS-BPEL allows individual Web services to be composed into 

complex business processes. In WS-BPEL, a business process is basically a workflow in 

which interaction with Web services are the basic building blocks. The workflow 

structure defines the order in which services are to be invoked. WS-BPEL also supports 

an abstract specification of processes, in which individual abstract processes refer to 

WSDL interfaces. Thus, the execution of a service workflow, regardless of its scientific 

or business nature, depends on the capability of workflow management systems 

(WfMS), its application scenario and technologies, for example: SOAP Engines for 

business environments and specific WfMS for scientific workflows or mobile environ

ments such as the proposed by authors such as: (Jeng et al., 2000; Moráis & Elias, 2010) 

A workflow management system is a system that defines, creates and manages the 

execution of processes through the use of software that runs on one or more workflow 

engines. A workflow management system is able to interpret the process definition, 

interact with workflow participants and where required, invoke the use of IT tools and 

applications. According to (Zukunft, 1997) a mobile workflow management system is 

an extension to traditional workflow management systems. Here, some parts of the 

processes are executed in mobile devices, especially; the human interaction part of the 

business process is executed in mobile devices. Henceforth, in order to make a more 

rigorous and complete analysis of services in mobile computing scenarios, I tackle the 

service distribution, execution and coordination from the perspective of workflow 

management systems. 
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2.3.2 Service distribution 

Before its execution in a distributed computing scenario, a workflow has to be dis

tributed according to some of the characteristics of the execution environment. As an 

example fixed devices (e.g. high performance servers) can support more demanding 

tasks in comparison to their mobile counterparts (e.g. a smartphone). The most com

mon techniques consist in decomposing the workflow in smaller tasks. 

(Cheng & Zeng, 2009) propose a task decomposition and planning model for a re

sources-constrained workflow environment such as a mobile device, by which the task 

decomposition and planning can be abstracted to a combinatorial optimization prob

lem. Other solutions such as the proposed by (Guoqi, Jun, Xiaoyong, & Kuo-Chi, 2010) 

develop a task planning combined weighted and/or tree and AOE-network to achieve 

consistent planning coordination and conduct task planning. (Vanhatalo, Volzer, & 

Koehler, 2008) employ a technique for the decomposition of Single Entry Single Exit 

edges (SESE) fragments. 

For an efficient distribution of tasks, which allows good scalability, a workflow 

needs to be fragmented, so that communication between the workflow fragments can 

be optimized, that is, the exchange of data is the minimum necessary for a successful 

workflow execution. Works, such as (Nanda, Chandra, & Sarkar, 2004), define a cost 

model and apply it to the task distribution process so that data interchange between 

tasks is minimal. Other works face task distribution from the perspective of Workflow 

Scheduling, that is, the process of finding the efficient mapping of tasks in a workflow 

to the suitable resources, elaborating P2P communication models between distributed 

workflow brokers (Ranjan, Rahman, & Buyya, 2008). 

Regarding the task distribution (Zukunft, 1997) propose a multi-criteria optimiza

tion to find suitable configuration that can satisfy a given condition, such as discon

nected, weak connected or fully connected. Another approach presented by (Moráis & 

Elias, 2010) which consists in mobile devices that pulling jobs and later report their 

completion to a centralized workflow engine. 

Most of the state of the art in mobile service and task distribution works (Pakkala, 

Sihvonen, & Latvakoski, 2004) relies on the lower-communication layers, such as Web-

based protocols (SOAP and REST) , the distribution of the smaller pieces of ser

vices/tasks/jobs (Li, Wang, & Xu, 2001) that compose the whole workflow along with 

their fixed identification such as: SOAP-URIs and SOAP-invocations ("KSOAP An

droid," 2013). Thus, the communication flow between workflow's participants exclu

sively depends on these protocols, but does not necessary reflects the relationships be

tween predecessors and successor services/tasks/jobs established by the overall work

flow of the service. Hence, in the case of having dynamic workflow participants and 

unstable networks, the identification of these service/tasks/jobs must be decoupled in 

order to maintain the distributed execution characteristic of the workflow execution. 

In addition to this, workflow participants' can, appear, disappear or change, so mecha-
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nisms are needed to maintain the workflow's execution stability, after the workflow 

has been distributed. 

2.3.3 Service execution 

As I already mentioned in Section 2.3.1, there are various sorts of engines that allow 

the execution of workflows. Commonly, in these engines the interaction between ser

vice sub-tasks is often described in a Service Description Language (SDL) document, 

expressed in a standard language like WS-BPEL or BPMN, or some other languages 

adapted to the service logic such as Yet Another Workflow Language (YAWL) (Aalst & 

Hofstede, 2005). Despite the different application scenarios workflows are driven by 

the basic workflow flow patterns model defined by Van Der Aalst et al. (Van Der Aalst, 

Hofstede, Kiepuszewski, & Barros, 2003). 

Research work expects mobile devices to take a more active part in the execution 

and support of distributed workflows regardless of their limited resources. As an ex

ample (Muller-Wilken, Wienberg, & Lamersdorf, 2000) propose a Java Border Service 

Architecture to integrate mobile devices in workflows. (Asif, Majumdar, & Dragnea, 

2008) address the problem of hosting web services on mobile and wireless devices so 

he develops a partitioned WS execution environment based on a distributed SOAP en

gine. (Hackmann, Haitjema, Gill, & Roman, 2006) develops Sliver, which is a BPEL 

workflow execution engine that targets mobile phones. Other authors such as (Asif, 

Majumdar, & Dragnea, 2007) analyze the design implications to operate this engine 

using limited resources of a mobile phone or PDAs. The same author (Asif et al., 2007) 

then develops a light weight web service provider toolkit that complies with the SOAP 

and the workflow messaging requirements. 

Concerning the distributed execution of services, (Avanes, Freytag, & Bornhovd, 

2007) develops a P2P service deployment method which makes use of a mapping func

tion that maps a set of services (used for the specific application) to a set of available 

devices. This function considers the network dynamics as well as the strict energy con

straints of the mobile devices. (Li, Muthusamy, & Jacobsen, 2010) propose a distributed 

business process execution architecture, based on content-based Publish/Subscribe to 

carry out business process executions. Other authors, such as (AlShahwan, Moessner, 

& Carrez, 2011a), develop adaptive mobile services capable of distributing the execu

tion of tasks to other nodes; some of these tasks are related to location-based function

alities (e.g. a GPS data) or even human-nearby centered (e.g. readings from Body Area 

Network sensors). A similar solution is proposed by (Jeng et al., 2000) which describes 

a prototype called WHAM (Workflow Enhancements for Mobility) for supporting mo

bile workforce and applications in workflow environments. 

The executions of mobile services leverage to middlewares the control of the re

source access of the own device and external network devices. In this context, (Moráis 

& Elias, 2010) propose an architecture which supports the traditional synchronous 

model and different variations of the so-called asynchronous models. (AlShahwan et 

al., 2011a) proposes mechanisms that facilitate distributing the execution of mobile web 
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services, and concludes that distributed mobile-hosted services on REST is more suita

ble than using SOAP as underlying web service infrastructure. Other works, as GREEN 

(Sivaharan et al., 2005) focuses on providing a reconfigurable middleware (according 

to application requirements and context information) to support service execution 

based on Publish/Subscribe communication. In this research area, the author (Alcarria, 

Robles, Morales, López-de-Ipiña, & Aguilera, 2012) propose a reference architecture for 

implementing a model for continues service executions compatible with the distributed 

execution of tasks. It ensures a complete loosely coupled communication between local 

(e.g. a nearby sensor) or external resources (e.g. any output from another execution 

environment being part of the same distributed workflow), and the support of Pub

lish/Subscribe communication mechanisms. 

2.3.4 Service coordination 

Related to the coordinated execution of a service workflow, a single centralized 

workflow engine is often not the best solution for executing scalable workflows, espe

cially in mobile environments. This is because a large amount of data is routed through 

the centralized engine, which could lead to bottlenecks and other performance issues, 

in addition to the difficulty of monitoring long-running workflows in mobile devices 

that can appear or disappear in any moment. Thus, according to (Balasooriya, Prasad, 

& Navathe, 2008; Choi, Cho, Ko, & Ko, 2013) decentralized service coordination offer 

more qualitative and qualitative advantages for executing mobile distributed services. 

In this line, the author proposes (Alcarria, Robles, Morales, & Cedeno, 2012) decentral

ized service orchestrators which optimize communication by placing each orchestra

tion engine as close as possible to the component service they manage. Others, 

(Fleuren, Gotze, & Muller, 2011) combine control-driven orchestration models with an 

approach based in choreography to manage dataflow connections between activi

ties/tasks. 

Generally, in workflow communication is based on a data-driven approach, so that 

services can be created easily, with some composition mechanisms (Gao, Urban, & 

Ramachandran, 2011). Although, work such as (Rosenberg, Curbera, Duftler, & Khalaf, 

2008) combine data-driven composition with control flow specification. The Presto 

framework (Giner, Cetina, Fons, & Pelechano, 2010) provides a service development 

platform for user participation in smart workflows, based on business processes. 

To manage the workflow coordination some authors (Tut & Edmond, 2002) propose 

the use of design patterns as reusable parts to compose services. The information ex

change between coordinated services has been less addressed in related work. Howev

er, some proposals (Ranjan et al., 2008) related to workflow decentralization and dis

tributed orchestrations (Yildiz & Godart, 2007) have been found. Other solutions use a 

tuple space (Ranjan, Harwood, & Buyya, 2008) to manage the execution of scientific 

workflow applications by subscription/notification methods. (Yildiz & Godart, 2007) 

choose to solve the activity wiring using WSDL interfaces and SOAP messages. Thus, 

retaking the mobile scope, authors such as (Park, Kim, Bae, Kim, & Kang, 2006) pro-
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pose adaptation mechanisms for converting HTML/XML into WSDL in order to mini

mize the overhead cost of rebuilding mobile web-services and enable seamless services 

between wired and wireless devices. (Pajunen & Ruokonen, 2007) propose transform

ing the WSDL operations into an Unified Modeling Language (UML) and then trans

late it to the BPEL description which can be executed in mobile devices. On the other 

hand, (Mahmoud & Al-Masri, 2007) propose an extension to the WSDL in order to de

scribe mobile services and an interactions model that lead to the workflow coordina

tion. 

With regard to the service coordination in decentralized workflows and its commu

nication requirements, authors such as: (Geppert & Tombros, 1998) highly the im

portance of the dissemination of the produced events and especially Publish/Subs cribe-

based systems. (Campos & Pereira, 2008a) target the coordination of a large number of 

service instances and proposes a lightweight approach to service coordination using 

Gossip-based algorithms. In a similar way, (Song et al., 2009) develops a gossip-based 

approach to predict to predict the workloads of the service components within the 

composite workflow based on the communication of the queue condition of service 

nodes. The work of (Yildiz & Godart, 2007) provides an efficient process transfor

mation technique that converts a process conceived for centralized execution to a set of 

nested processes to be deployed on dynamically bound services. (Jiménez-Peris, Pati

no-Martínez, & Martel-Jordán, 2008) introduce a Continuous Message Passing tech

nique with the aim of increasing the scalability in distributed workflows. 

Related work (Taylor, & Jones, 2009; Li et al., 2010; Li, Muthusamy, Jacobsen, & 

Mankovski, 2006; Medjahed, 2008) agree that due to the characteristics of decentral

ized workflow, the continuity of the workflow execution must be resolved with decou

pled, scalable and resilience communication capabilities, which can be offered by a 

Publish/Subscribe network. Hence, the Publish/Subscribe network shall include new 

interfacing mechanisms (e.g. via WSDL), event dissemination strategies, and. Never

theless, to the best of my knowledge the state of the art misses of a specific version of a 

Publish/Subscribe network adapted to the constrained of mobile environments and 

capable of taking advantage of the control-driven approach of the workflow to im

prove the network performance resulting from the branch enablement conditions and 

dynamic reconfigurations. 

2.3.5 Event correlation 

The correlation problem, that is, the unique identification of a given event to the ap

propriate process is a major issue in the execution of service workflows (Barros, Deck

er, Dumas, & Weber, 2007) and event-based systems (Pérez-Castillo, Weber, Guzman, 

Piattini, & Pinggera, 2012). Workflow Management Systems trust in the event correla

tion as the only way to support the execution of multiple service instances which ac

cess to external capabilities. The lack of correlation related information in events results 
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in many problems (Van Seghbroeck, Volckaert, De Turck, & Dhoedt, 2009), such as 

deadlocks and unnecessary messaging, which have been tacked in the literature. 

In asynchronous systems, correlation sets identify asynchronous messages to ensure 

that asynchronous callbacks locate the appropriate client. Commercial WfMS such as 

BPEL uses the notion of correlation sets to hold conversations with partners involved 

in the workflow and are defined so that they uniquely identify the process instance to 

route received the precise messages. (Fahland, De Leoni, Van Dongen, & Van Der 

Aalst, 2011) also points out the importance of unique identification of the elements of 

the process and the correlation problem for fully decoupled environments (such as 

Publish/Subscribe systems). A wide variety of service-based communication systems 

miss of decoupled mechanisms to correctly identify received events. It may be possible 

to record a vast array of events without being able to correlate them to specific process 

instances. In this context, in workflow executions where the number of distributed pro

cess instances is unknown (as all of them are fully decoupled), to the best of my 

knowledge only (Ferreira & Gillblad, 2009) develop a probabilistic approach in order to 

discover which events produced the unlabeled events. However, this approach is to 

complex to be supported by mobile computing environments as it requires dedicated 

and stable processing resources. 

The execution state of an instance can alter its interest in a specific content, so it in

troduces the non-trivial event correlation problem specially in distributed workflows 

over mobile environments where the effort to deliver unrelated events can decrease the 

workflow performance, so it is a non-resolved issue in the current literature. 

2.3.6 Scientific workflows 

A Scientific Workflow (SWf) is a special type of workflow that solves a complex sci

entific problem that is supported by a special WfMS called Scientific WfMS. As busi

ness workflows, SWfs are composed of several tasks that are coordinated by a global 

task scheduling system running in the SWf MS. The SWfs execution is divided into two 

layers. The data plane exchanges the execution information of an activity (e.g., a sensor 

output, the results of an image or weather analysis, or a cell-behavior). The control 

plane exchanges the activation or de-activation orders that allows the synchronization 

in the execution process of activities (e.g., to initialize a simulation). Thus, the control 

plane directly supports the global task scheduling as it decides where, when and how 

to execute tasks. Scientific workflows share some of the characteristics of business 

workflows (Barker & Van Hemert, 2008), such as information filtering, process moni

toring, and the necessity of a logical ordering of tasks that have to be carried out. Nev

ertheless, it has been studied by authors such as (Xiping, Wanchun, Shaokun, & Shijie, 

2006; U. Yildiz, Guabtni, & Ngu, 2009), that current business-oriented WfMS and 

communication models barely support the requirements of SWfs in terms of event dis

semination, task decoupling, flexibility and scalability. SWfs are expected to be a more 

dynamic series of ordered tasks, changing inputs/outputs, and fluctuations of the logi

cal relationships between participants. They also targets distributed environments with 

46 



2. STATE OF THE ART 

heterogeneous entities executing tasks with a high level of time, space and synchroni

zation decoupling. As an example, initiatives such as DATAGRID ("Datagrid," 2013), 

and Open Science Grid ("OSG," 2013) provide systems and guidelines for executing 

SWfs and exploit the benefits of grid environments. 

According to (Balis & Bubak, 2008; Lin et al., 2009) one of the key issues in SWf re

search is the coordination of distributed workflows for a more efficient message ex

change. Thus, in order to improve this exchange it is necessary to take into account the 

runtime communication needs of a workflow, the logical relationships between its par

ticipants, and the type of tasks they execute. In addition, there are still challenges re

garding how to improve the execution of SWfs by taking advantage of all the 

knowledge obtained from previous business-workflow research, and communication 

models that target loosely coupled systems. Hence, it has been proven that large-scale 

SWfs require models capable of providing an improved set of communication capabili

ties not only in parties that execute tasks, but also in entities bounding them. As an ex

ample, SWf platforms such as Trident ("Trident," 2013) and Taverna ("Taverna," 2013) 

make use of grid infrastructures where workflow participants are heterogeneous in 

terms of location, processing power and network capabilities; 

(Lin et al., 2009) highlights the importance of SWfMS coordination models, not only 

by their nature (orchestration, choreography or mixed models) but also by the task dis

tribution, delegation algorithms and optimizations over inter-task communication. 

Other works such as: (Curcin & Ghanem, 2008) compare existing SWf systems, extract 

the differences between the data and control planes and highly the importance of the 

control structures and their execution. These control structures are realized by work

flow patterns. 

For an efficient and scalable distribution of tasks some researches state that a SWf 

should be divided into different planes, so the participants of the workflow have to 

deal with different communication methods for data and control. Concerning optimi

zation of distributed workflows, (Sun, Zeng, & Wang, 2011) propose the application of 

data mining techniques, by carrying out a deep analysis of temporal behavior and then 

extracting the best way to fragment tasks depending on availability of resources. 

(Yang, Liu, Chen, Lignier, & Jin, 2007) resolve task distribution from the perspective of 

workflow scheduling by elaborating P2P communication models between participants 

and then finding the efficient mapping of tasks. 

Most of the research work marks grid environments as suitable scenarios for SWf 

execution(Xiping et al., 2006) and addresses the importance of intermediate communi

cation elements, such as a broker of a Publish/Subscribe network. Authors such as 

(Wang, Kuster, & Resch, 2011) review the importance of the control plane of workflows 

and their realization using abstract languages. On this topic workflow patterns have 

been used by (Xiping et al., 2006) as the source for modeling and monitoring of work

flows. 
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Concerning the underlying network layer, some (Perera & Gannon, 2006) develop 

web-based mechanisms adapted to SWfs, however, these mechanisms miss of the de

coupling communication required by some environments and offered by networks 

based on the Publish/Subscribe paradigm. Regarding the latter, the Publish/Subscribe 

paradigm has been applied to enable scientific workflow interoperability by (G. Li et 

al., 2006). Regarding the event dissemination, (Alqaoud et al., 2009) demonstrate that a 

topic-based Pub/Sub model, together with Web-based protocols, improves the SWf 

interoperability while maintains the expected loosely coupled characteristic required 

by highly distributed tasks. Despite this, to the best of my knowledge, few efforts have 

been put to research how the logical relationships between workflows' fragments in

fluence the message exchange and how a fully decoupled network based on Pub

lish/Subscribe can qualitative and quantitative improve the execution of scientific 

workflows. 

48 



3. A REFERENCE MODEL OF A PUBLISH/SUBSCRIBE NETWORK FOR 
MOBILE DISTRIBUTED SERVICES 

3 A reference model of a Pub
lish/Subscribe network for mo
bile distributed services 

3.1 Introduction 

The objective of this chapter is to identify the requirements of mobile distributed 

services and propose a reference model of a Publish/Subscribe network in order to 

coordinate their execution (Objective 1.4.1). In order to achieve this objective, I identi

fy the functionalities, roles and high-level interfaces that lead to the coordinated execu

tion of mobile distributed services over a Publish/Subscribe network. Afterwards, these 

architectural components are precisely developed in later Chapters 4, 5, and 6. 

First, in order to identify the architectural requirements and high level functionali

ties for supporting service executions over a mobile Publish/Subscribe networks, I ana

lyze the concept of mobile computing in the context of mobile distributed services. 

Thus, based on this analysis, the resulting requirements and the architectural models of 

Publish/Subscribe networks, I identify the specific functionalities for a specific version 

of a Publish/Subscribe network and define the required functionalities to support the 

execution of mobile distributed services. 

In Section 3.2,1 analyze the characteristics of mobile computing environments putting spe

cial emphasis on mobile distributed services and Publish/Subscribe networks. I also develop two 

user case scenarios that highlight how these characteristics lead to communication needs. 

Based on the previous analysis, in Section 3.3, I identify specific requirements to enable 

mobile distributed services executions on top of mobile Publish/Subscribe networks. In Section 

3.4,1 used these requirements with the purpose of defining the reference model for a specif

ic version of a Publish/Subscribe network and identifying the core functionalities, roles, 

and high level interfaces needed to support the execution. 
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Based on the contributions of this chapter, Chapter 4, I define a specific architecture 

of a mobile Publish/Subscribe broker with the aim of enabling a uniform Pub

lish/Subscribe system integrated by mobile and fixed brokers. 

3.2 Analysis of mobile computing environments 

In this section, I analyze the characteristics of mobile computing environments, and 

the challenges that supposed the execution of mobile distributed services over a mobile 

Publish/Subscribe network. I also develop two use case scenarios that highlight these 

characteristics in order to identify the high level requirements and the reference model 

of upcoming subsections. 

3.2.1 Mobile computing environments, mobile distributed services and Pub
lish/Subscribe networks 

The characteristics of mobile computing environments are well documented by 

many authors (Barros et al., 2007; da Costa, Yamin, & Geyer, 2008; Pakkala et al., 2004; 

Saha & Mukherjee, 2003; Shiraz, Gani, Khokhar, & Buyya, 2013). Nevertheless, in order 

to clarify the definition of mobile computing, in this dissertation, the following defini

tion of (Forman & Zahorjan, 1994) is employed: mobile computing is the use of a portable 

computer capable of wireless networking. Hence, a mobile computing environment is com

posed of a set of portable devices (e.g. smartphones and hand-held devices) that inter

network over a wireless medium, while transferring information that allows the execu

tion of application and services. 

As I have already stated in the Section 2.3, research work has been carried out to de

velop mechanisms to allow end-users to consume and publish information resulting 

from executing of mobile services in their own hand-held devices. This information can 

range from location information and photos taken from the built-in camera to health 

information generated by nearby devices (e.g. body temperature sensors, smart-

watches and pulse sensors). Hence, one of the open issues of mobile distributed ser

vices encompasses the abstraction and distribution of group of fragments of smaller 

services or tasks among different mobile devices. These tasks could be created or modi

fied on-the-fly by the own users following a prosumer methodology (R. Alcarria, Ro

bles, Morales, Gonzalez-Miranda, & Caballero, 2013), but also modified due to changes 

in the network conditions (e.g. network failures and so on) in their execution, so the 

dependencies of these smaller tasks and their communication requirements, from both 

the data and control planes can change. Tasks could take any available content as an 

input, produce new content, perform human-oriented duties and provide the founda

tions for executing elastic and mobile services based on fully distributed workflows 

such as the proposed by (Jeng et al., 2000; Shiraz et al., 2013). 

Mobile devices enable the integration of tailored user-oriented services (e.g. loca

tion, healthcare) with enterprise systems (e.g. REST-full WS, databases and clouds) in 

situations where stationary devices are not applicable. In this thesis work, the term 

mobile service is used to describe the same concept used by other authors (Berger, 
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McFaddin, Narayanaswami, & Raghunath, 2003; Kirkham et al., 2005; Liu, 2006; D. 

Pakkala & tutkimuskeskus, 2004; Srirama, Vainikko, Sbr, & Jarke, 2010). Mobile ser

vices can be executed in a distributed manner in the way that the service workflow is 

partitioned, distributed and finally executed along a set of mobile devices. Thus, in this 

dissertation, the term mobile distributed service is used to describe this kind of service. 

The execution of a mobile distributed service relies on the capability of the mobile de

vice to work as an autonomous node but also to be capable of being integrated with the 

underlying information dissemination layer; this, while enabling a continuous coordi

nation between the different fragments or parts that compose the service workflow in 

order to reach a complete service execution. 

In this dissertation the proposed solution to coordinate the execution of mobile dis

tributed services is based on the convergence between service-layer and the Pub

lish/Subscribe layer. This convergence shall take consideration, the workflow partition 

models, workflow patterns and coordination messaging requirements inherited from 

service management systems (Section 2.3); where depending on the playing roles (of 

the participants) and the networking conditions (of the wireless environment), partici

pants of the mobile distributed service will be benefited of the coordination support 

provided by the Publish/Subscribe layer. 

Depending on the mobile distributed service needed to deploy (e.g. human cen

tered, machine centered), its specific execution nature (e.g. internal workflow patterns, 

decoupling level), or networking needs (e.g. resilience to failure), the effects of these 

characteristics are also reflected in the performance of the Publish/Subscribe network. 

Therefore, this kind of scenario supposes a set of challenges for the Publish/Subscribe 

network as new service models and routing mechanisms must be adapted while over

coming the limitations of building a uniform Publish/Subscribe network on top of a 

mobile environment. Examples of these limitations are: heterogeneity of devices, mo

bility and dynamism needs, resource limitations and finally the need of maintaining 

the user-centered properties of mobile computing environments. 

In the following subsections, I analyze properties of mobile computing environ

ments in terms of the execution of a mobile distributed service over a Pub

lish/Subscribe network. 

Heterogeneity 

Mobile computing environments are heterogeneous as there are plenty of levels of 

heterogeneity from the hardware to the software level. In addition, because of the 

many existing kind of Publish/Subscribe networks (e.g. WSN, high-performance, real 

time feeds) this heterogeneity reaches brokers that are not standards as well, fact that 

accentuates the architectural needs when services are deployed. As an example, Pub-

lish/Subscribe-based networks, such as those ones based on the MQTT protocol, aim to 

tackle this heterogeneity with a simple and lightweight topic-based identification 

mechanisms that can be easily supported by non-powerful mobile devices. Therefore, 

there is a tradeoff between the complexity of the Publish/Subscribe language used in a 
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network and the support of publishers and subscribers over a mobile computing envi

ronment. Concerning the service layer, the capabilities of the running device drive 

which of the many service specifications and standards can be executed by the work

flow execution engine. These capabilities take more importance in mobile devices 

where their constrained characteristics limit the availability not only of service specifi

cations but also in the amount of service fragments that can be executed. In addition, 

in the case of having a service workflow decomposed over a set of mobile and distrib

uted nodes, the heterogeneity of these nodes will affect the flexibility and scalability of 

the service. 

Integrating distributed mobile services with the supporting platform has several 

challenges. One challenge concerns to how to make the capabilities of a mobile device 

(e.g. a GPS sensor, a connected Bluetooth pulseoximeter, or Personal Area Network 

(PAN)'s devices), and their content, available to the other remote parts of the same ser

vice workflow. In other words, whenever a local or remote workflow part of the same 

service publishes or consumes capabilities from remote nodes the two layers need a 

common interface and language. Therefore, having a way of identifying these capabili

ties using a Publish/Subscribe language leads to an easier management of the interests 

of each of the service fragments. The more lightweight, hierarchical and efficient char

acteristics have the implemented subscription model of the Publish/Subscribe network, 

the easier will be the building of a Publish/Subscribe network composed of heteroge

neous mobiles devices. 

Mobility 

In mobile computing environments, participant nodes suddenly appear, disappear, 

have periods of intermittency, or even they migrate to other parts of the network. Mo

bility modifies the way the mobile distributed services are supported and the capabil

ity of the Publish/Subscribe layer to provide a communication channel regardless of 

the broker's location (running in the mobile device or in a static server). Mobility also 

encompasses the subscribers' portability, especially in large-scale or unstructured net

working where a change in the location triggers actions in the addressing space and the 

interests of the service fragments. Brokers shall support the mobility of interests as they 

control the capability of the service execution environment to trigger or be triggered 

whenever they are notified with outputs of remote service execution environments, 

which can be directly supported by them or by remotes brokers. Therefore, this kind of 

behavior obligates the Publish/Subscribe layer to be enough flexible to support a seam

less delegation of subscribers' interests, as well as to carry out protocols that ensure 

that these triggering conditions will be safely moved to other brokers in case of net

work failures or planned disconnections. 

Resource Limited 

Devices that are part of mobile computing environments are usually resource lim

ited. They have lower processing, storage and energy capabilities in comparison with 

static devices. Therefore, tasks that required higher processing or internetworking ca-
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pabilities are usually perform in higher capability devices. A clear example of this is 

current smartphones where tasks such as image processing and speech recognition are 

executed in servers. The resource limitation in mobile computing environments leads 

to lightweight designs and implementations of service execution environments, delega

tion models, and network protocols. In a Publish/Subscribe network supporting mobile 

distributed services, the brokers, which are the core components of the network, must 

be enough lightweight, as they have to meet the constrained characteristics of mobile 

devices. Demanding processes such as event matching has to be efficiently carried out 

without need to dig into the payload of an event. Massive subscription storing has to 

be also delegated to dedicated brokers. Concerning the event routing, mobile brokers' 

implementations demand an efficient and simple routing protocols as mobile devices 

have a lower network visibility in comparison with static nodes. The scope of a mobile 

device in a given time depends on its location, the network conditions or its movement 

pattern (e.g. in smartphones it can be highly dynamic). Therefore, in order to maintain 

the coordinated execution of the distributed service, it is necessary to have efficient 

mobile brokers and achieve scalable and resilience event routing mechanisms based on 

unstructured and independent even routing (such as gossip-based ones), rather than 

structured-based mechanisms that rely on an active state of peer brokers. 

Regarding the execution of mobile distributed services, it is a clear fact that the more 

flexible and lightweight network performs, the more resources are available for the 

execution environment. Depending on the complexity of the service and the runtime 

relationships between the distributed fragments, providing dynamic transport mecha

nisms can offer advantages for the service layer, such as faster execution and lower 

memory footprint, and to the Publish/Subscribe network such as better subscription 

support and internetworking with other networks. 

User centered 

Mobile devices targets users while enabling a new generation of application and 

services that previously were only supported by stationary devices (e.g. personal com

puters and servers). Therefore, fully mobile computing environments aim to bring a 

transparent user experience that is set to be carried out by scalable and self-sufficient 

underlying mobile distributed services. Novel environments such as the mobile 

prosumer environments (R. Alcarria et al., 2013) demand a high level of service ab

straction that can be benefited of a Publish/Subscribe network. As an example, users 

can request the use the variable functionalities offered by nearby devices, so the Pub

lish/Subscribe layer should support unstructured networks and elastic mobile services 

to be decoupled by the services. For example users can be allowed to move with their 

nearby resources (e.g. a pulseoximeter), while allowing consuming information from a 

different service instance provider without sacrificing the user experience. Then, the 

Publish/Subscribe network should offer mechanisms for migrating (on-demand) re

sources, and perform as the bridge between different devices, as externally provided 

instances of services may change or disappear. As an example, a user wears a smart 

watch that monitories its heartbeat rate and pushes, through his smartphone (running 
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a mobile broker), information to an intelligent scale and to a social network profile. In 

the case the user changes his location, and the target scale, the underlying Pub

lish/Subscribe network should offer mechanisms to move the subscriptions' interests of 

his service instance with his smartphone. 

3.2.2 Use Case Scenario 

In this section, I develop two use case scenarios in order to clarify the analysis made 

in previous sections and extract. 

The first use case scenario consists of a mobile distributed service I call it Home 

Care Assistance Service. This service, notifies a group of volunteers and supervisors 

some alerts related to the monitoring of elderly people in their homes. Therefore, small 

parts/fragments of the service are executed (by a mobile service execution engine) in 

volunteers, elderly people and supervisors' mobile devices. The service communica

tion channel is set over a Publish/Subscribe network with mobile brokers. If a moni

tored person (a patient) has an accident, the service fragment that is responsible for 

collecting the information generated by the motion and pulse sensor, produces an 

event that turns on all the lights (of its home) and then publishes an alarm to the re

sponse services in a specific order; so, the response services respond to the alarm with 

text messaging, and in the worst case scenario with a deployment of physical emergen

cy resources. These response services consist of a group of heterogeneous volunteers, 

whose response time is very short (usually neighbors), and emergency professional 

services such as: ambulances, health workers and firefighters with heterogeneous net

work devices (some of them power limited). Each one of them executes a service frag

ment in their mobile device that only receive events when they are available (in their 

work-time or in a specific location) regardless of if they are moving. Clearly, the execu

tion of this service depends on characteristics analyzed before, together with specific 

particularities derived from the scenario, such as the needs of coordination of alarms 

and emergency-related actions that lead to the correct execution order of the mobile 

distributed service. In the same way, mobile devices have to be integrated as a uniform 

Publish/Subscribe infrastructure, to internetwork with networking technologies from 

different data sources, and finally to be able to push these data to other service partici

pants in the meaningful and ordered way defined by the service workflow (first, to call 

volunteers, but in in case of a dangerous motion or pulse readings change the priority 

and directly inform emergency services). 

The second use case scenario is based on the IoT Smart Farming user cases 

("SmartAgrifood project," 2013). In this, a farmer makes use of a mobile Pub

lish/Subscribe infrastructure to monitor, with moderate investment, his crops in real 

time and use these data as the input of a distributed service that control the fertilizers 

dosage and process information needed for applying to agricultural subsidies. Crop 

monitoring is done by providing a set of wireless sensors capable of measuring crop 

and land properties such as temperature, humidity, chemical reactions, or level of pes

ticides. Some actuators can also receive this information and, for example, change the 
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water flow. Sensors communicate with handheld devices which are to disposition to 

the farmer for monitoring and data gathering purposes. Some sensors, placed and dis

tributed in the land, have short communication range for exchanging information with 

other devices and actuators. Thus, the farmer moves to the area and uses his 

smartphone, which runs a mobile broker, as subscription concentrator, event distribu

tor and proxy between the sensors/actuators, the crop managing systems and external 

databases executed in dedicated servers. So, driven by a given crop service workflow, 

all the modules communicate using the same Publish/Subscribe network. The next day 

he will be monitoring another area and wants another person to move to the same area 

(with another mobile broker), so the Publish/Subscribe network allows him to delegate 

and later recover all the subscription's interests and enable the same communication 

his mobile broker previously allowed. 

From this use case, the same three requirements can be extracted: the coordination 

between distributed services fragments of the crop service workflow (e.g. crop moni

toring and fertilizer dosage modules), the integration with the existing Pub

lish/Subscribe infrastructure (e.g. sensors/actuators, mobile brokers and dedicated bro

kers of the crop managing system) and internetworking with different network technol

ogies (e.g. as the telemetry protocols of resource-limited sensor/actuators can be differ

ent from the ones used in the databases). 

3.3 Requirements to enable mobile distributed services executions 
over Publish/Subscribe networks 

As a result of the previous analysis I identify three requirements to enable mobile 

distributed service executions over a Publish/Subscribe layer: the coordination be

tween distributed service fragments, the integration between fixed and mobile ele

ments in a uniform Publish/Subscribe network, and the internetworking among heter

ogeneous Publish/Subscribe networks. These three general requirements lead to specif

ic requirements in three different communication layers: the Service layer, the Pub

lish/subscribe layer and the Networking layer. Therefore, in the following paragraphs, 

I detailed these specific requirements according to the particularities of each one of the 

communication layers: 

3.3.1 Requirements for a coordinated execution of mobile distributed service over 
a Publish/Subscribe network 

1. Adaptable event correlation. Event correlation refers to the correct identification of 

received events and the event delivery to the appropriate fragment instance of 

the mobile service. The Publish/Subscribe network must support adaptable event 

correlation in order to properly coordinate the execution of all the fragments be

ing part of the same mobile distributed service. 

2. Workflow execution support. The Publish/Subscribe network must carry out func

tionalities to support that in case of devices executing a service fragment, appear, 
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disappear or change; the workflow's execution stability of will be maintained re

gardless of their high level of fragmentation or geographical location. 

3. Loosely coupled communication. The Publish/Subscribe network must ensure the 

time, space and synchronization decoupling among mobile execution environ

ments, as well as to properly handling the control events that trigger actions in 

specific parts of the service workflow. In the same way the network must allow 

monitoring entities and service coordinators to take advantage of the workflow 

decoupling in order to minimize the network interactions among the different 

execution environments; while ensuring its adaptation to the mobile devices con

strains. 

4. Service execution continuity. The Publish/Subscribe network must sustain the co

ordination over unreliable and unstructured networks. This continuity must be 

maintained even if the execution environment changes its location or its relation

ships with nearby resources. 

5. Identification of service fragments. The Publish/Subscribe network must provide 

persistent, simple and easy to manage identification mechanisms, according to 

the relationships between predecessors and interests of successor service frag

ments. 

3.3.2 Requirements for integrating mobile and fixed elements into a uniform Pub
lish/Subscribe network. 

6. Flexible and lightweight protocol support. The Publish/Subscribe network shall im

plement flexible protocols in order to allow pluggable mobile brokers to ex

change information with fixed Publish/Subscribe networks, along with light

weight transport mechanisms to forward events. 

7. Process coordination mechanisms. The Publish/Subscribe network must allow mo

bile devices, running mobile brokers, to delegate and coordinate the functions of 

event matching, notification and event/message routing. These functionalities 

will have the aim of minimizing the complexity of the software components, 

simplifying the hardware requirements of the mobile elements being part of the 

distributed service, and the coverage of the Publish/Subscribe networks to new 

application domains. 

8. Adaptable dissemination of events. The Publish/Subscribe network must implement 

event routing-based solutions to overcome the limitations of wireless networks 

such as unknown of connectivity scenarios, disconnections, network failures, and 

dynamic network topologies. These solutions must take advantage of the mes

sage exchange patterns expected from the overlaying services' workflows, the 

characteristics of the underlying topology and network conditions. 

9. Flexible partition of interests. The Publish/Subscribe network must carry out solu

tions for partitioning the interests of the service fragments and distribute them 

according to the resources of the brokers, regardless of their fixed or mobile 
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characteristic. Therefore, brokers must be capable of grouping a set of similar 

subscriptions, organize and allocate them according to the expected brokers' ca

pabilities and network performance. 

3.3.3 Internetworking among heterogeneous Publish/Subscribe networks 

20. Publish/Subscribe protocol adaptation. The Publish/Subscribe network must imple

ment mechanisms to seamlessly exchange content with networks that employ the 

similar Publish/Subscribe paradigm but in different network layers. This adapta

tion must be capable enough to allow mobile Publish/Subscribe networks inter

acting with current Internet-based services 

11. Adaptation of resource identifiers. The Publish/Subscribe network must employ 

mechanisms to adapt the message payloads among publishers and subscribers, 

as well as to allow the identification of the resources associated to these messages 

in order to ensure a seamless service execution in heterogeneous networks. 

12. Internetworking with new network architectures. As a further path towards the exe

cution of mobile distributed services, the Publish/Subscribe network must in

clude architectural solutions to internetwork with experimental networks such as 

clean slate architectures. Therefore, these solutions must implement mechanisms 

to support distributed naming systems and simplify the deployment of applica

tion and services that combine resources from heterogeneous network domains. 

3.4 A reference model of a Publish/Subscribe network for mobile dis
tributed services. 

Based on the result of the previous analysis and the extracted specific requirements, 

I define the reference model of a specific version of a Publish/Subscribe network with 

the aim of coordinating the execution of mobile distributed services and integrating 

fixed and mobile participants as a uniform Publish/Subscribe network. Hence, as these 

objectives cover different communication planes, I group the functionalities of the ref

erence model according to three layers: the service layer, the publish/subscribe layer and the 

networking layer. 

Figure 4 depicts this reference model. I also extract the roles that network elements 

must carry out in order to build, maintain and make use of the Publish/Subscribe net

work and present the abstract interfaces set to bind the service and publish/subscribe 

layers. 

The service layer relates to execution of a workflow in a service execution engine, as 

well as the previous process prior to this execution: service partition and service distri

bution. The networking layer concerns to the integration with heterogeneous Pub-

lish/Subscribe-based network and the data identification and protocol adaptation tasks 

needed to internetwork and provide convergent mechanisms to consume service-

related content. 
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The publish!subscribe layer directly relates to characteristics of the Publish/Subscribe 

network, which are managed by a set of mobile and fixed Publish/Subscribe brokers 

with uniform service coordination functionalities and a common behavior model, 

such as: an integrated process model, a uniform topic-based subscription model and 

event routing configuration. As I develop in Chapters 4, 5, 6 and 7, this layer imple

ments the majority of the functional components and interfaces needed to achieve the 

coordinated execution of mobile distributed services. In the next sections, I clarify the 

functionalities of this reference model according to each layer. 
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3.4.1 Functionalities of the service layer 

Workflow setup: This functionality provides the interfaces to initialize parts and distrib

utes the different service fragments that composed the mobile distributed service. 

Fragments are later instantiated by devices carrying out the service execution envi

ronment. Then, the Publish/Subscribe network can be used to setup these service frag

ments and reallocate, in runtime, the relationships (predecessors and successors) be

tween the mobile execution environments being part of the same workflow. 

Mobile execution environment support: the mobile execution environment functionality 

makes use of a service execution engine, capable of interpreting a SDL document, to 

execute a fragment of the distributed services (SF) while controlling its lifecycle. It runs 

over a mobile device (e.g. smartphones, tablet-pc), but can also make use of resources 

from fixed participants (e.g. servers) set to be part of a distributed service. The mobile 

execution environment manages the service execution engine, resolves the service de

pendencies and invokes the required capabilities or service resources present in remote 

execution environments or in the same execution platform. The execution environment 

relies on Publish/Subscribe Client which implements interfaces that abstract the inter

ests in service-related events produced by remotes mobile execution environments. 
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3.4.2 Functionalities of the Publish/Subscribe layer 

Subscription Management and Matching: this functionality manages the state of the sub

scriptions that represents the interests of the service fragments. It controls the partition 

of the subscription space between the brokers and carries out the matching of the 

events that leads to the correct coordination of the whole service workflow. In order to 

support a fully distributed and mobile Publish/Subscribe network, this functionality 

has to be implemented in mobile brokers, so it must complain with their low-

performance and mobile characteristics I reviewed in Section 3.2. 

Notification: this functionality accurately transmits relevant events according to the in

terests expressed by each one of the mobile execution environments. Therefore, the 

notification functionality must support simple and easy to deploy network protocols 

and resource identification mechanisms. 

Message correlation: this functionality aims to support the correct identification of the 

events, but at the same time, to maintain a lightweight event matching. Message corre

lation allows participants of the mobile distributed service to only receive the right 

events and minimize the amount of subscription needed to issue when multiple out

puts from different fragment instances (of the same mobile distributed service) are re

quired to correctly follow the service workflow. 

Information distribution: this functionality allows the service execution continuity over 

dynamic, unreliable and unstructured networks while implementing adaptable routing 

mechanisms based on scalable and lightweight event routing mechanisms that allow 

the coordination of distant service fragments. Mobile execution environments that pub

lish and subscribe to events, can appear or disappear at any moment as well as the mo

bile broker that support them, so this functionality allows adapting the routing proto

cols to correctly distribute the event in these kinds of scenarios. 

3.4.3 Functionalities of the internetworking layer 

Identification: this functionality adapts the resource identifiers (e.g. DNS address, Pub

lish/Subscribe topics, URIs) and maps them, so these resources can still be addressable 

and reached by different Publish/Subscribe networks without increasing the complexi

ty of the brokers. This functionality is set to be implemented by specific proxies. 

Protocol Adaptation: this functionality implements the protocol bridging that allows in

terconnecting heterogeneous networks. Since the protocol adaptation depends on of 

the identification of the resources, the payload of the messages and the network archi

tecture of the Publish/Subscribe layer (e.g. distributed, centralized, rendezvous), this 

functionality is set to be implemented by specific proxies. 

3.4.4 Roles in the Publish/Subscribe network 

Fixed or mobile participants of the Publish/Subscribe network can perform as dif

ferent functional components regardless of the role they play in the execution of the 

mobile distributed service and the predecessor or successor relationships between the 

service fragments. Hence, I clarify these roles. 
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Publisher: is a network component that pushes specific event message or notifica

tion into the Publish/Subscribe network. An event embodies any discrete state transi

tion that has occurred as it is signaled from one service participant to a number of oth

er ones. Therefore, an event is related to any change on the running state of the service 

fragment being carried out by the execution environment following the service work

flow. Examples of these changes are: stop, run, and recover. 

Subscribers: is network component that express its interest to a particular event 

product of a change in the running state of a service fragment being executed in a re

mote execution environment. The subscriber and publisher roles are independent from 

the specific logic triggered by the reception or publication of the event. 

Fixed Broker: is a high-performance network component of the Publish/Subscribe 

network, running over a fixed and dedicated device (e.g. servers or specific appliance), 

that receives, matches, routes and notifies service-related events received from pub

lishers or requested by subscribers. It is based on the same concept reviewed in Section 

2.2.1. Fixed Brokers are set to be in structured and reliable networks that can handle a 

large amount of events. 

Mobile Brokers: is a network component of the Publish/Subscribe network, running 

over a mobile device (e.g. a smartphones a tablet pc), that receives, matches, routes and 

notifies service-related events received from publishers and targeting subscribers. It is 

based on the same concept reviewed in Section 2.2.1. These events are generated by 

service fragments running on a peer mobile execution environment (in the same mo

bile device) or nearby devices (e.g. in a Personal Area Network) that can be consumers 

or publishers of service-related events. A Mobile broker is set to be a portable, light

weight and low-performance software implementation. It runs over a mobile network 

with variable connectivity and a lower network capacity rather than the fixed brokers 

which run in stable and wired networks. 

Proxy: is a network component that binds two or more Publish/Subscribe networks 

based on different protocols, resource identification and architectural patterns. De

pending on the different network stacks it links the interests of subscribers and identi

fies the service-related events issued by publishers. Network elements executing the 

broker functionality can also carry out the proxy functionality as there could be cases 

where boundaries of networks stacks and interfaces with Publishers/Subscribers can

not be wrapped due to dissimilarities in the architectural pattern of the Pub

lish/Subscribe networks (e.g. A PSIRP-based network and a TCP/IP-based one). 

3.4.5 High-Level interfaces to operate in the Publish/Subscribe network 

The reference model encloses two different service-related interfaces between dif

ferent clients and brokers being part of the same and uniform Publish/Subscribe net

work. The setup interfaces allow setting up the service workflow, and initializing and 

distributing the relationships between service fragments over the brokers building the 

Publish/Subscribe network. Then, the control interfaces allow the in-runtime transmis-
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sion of service-related events among mobile execution envi ronments following the ser

vice workflow. These interfaces are set to be employed in the process of setting u p the 

interests and in the execution of the service fragment (Section 3.4.1); so bo th rely on a 

Publish/Subscribe Client, wh ich abstracts the under ly ing Publish/Subscribe ne twork . 

Table 2 High-level operat ions for Publish/Subscribe clients shows the high-level opera

tions available to clients. 

Table 2 High-level operations for Publish/Subscribe clients 

Type of Interface Operation Description 

Control Interface subscribe( Client, interest) Client subscribe to an interest 

unsubscribe(Client, interest) Client unsubscribe to an interest 

notify(Client, event) Client is notified about an event 

publish(Client, event) Client publishes and event 

Setup Interface setCapability(Client, service- Client sets up the relationships between 
relationships) service fragments 

A n interest represents a triggering condit ion of a local service fragment instance exe

cuted by a mobile execution envi ronment running on top of a Client a n d identified by 

a single topic. The subscribe operation sets u p the interests, which is realized th rough a 

subscript ion stored in the Publish/Subscribe network, specifically in its serving broker. 

A n event represents a triggering condit ion generated by a service fragment. A n 

event is publ ished to a broker th rough the interfaces p rov ided by a Publish/Subscribe 

client, regardless of if the broker runs locally (together w i th the mobile execution envi

ronment) or remotely. Hence, the process of push ing an event is realized by the publish 

operation. 

A notify (event) represents a boolean operat ion executed in a space of events that 

matches the interest of a specific client, and pushed to a Client in order to trigger a spe

cific conditions of a service fragment. The notification is realized by the Client 's serving 

broker. The unsubscribe operation removes a specific interest on its service broker, so a 

Client n o longer receives the event. 

The service-relationship embodies the ordered and dependency-compl iant association 

among: one-to-many or many-to-one service fragments of the service workflow. It 

states which service fragments mainta in a predecessor and successor relationship in a 

given state of the whole service workflow execution. The setCapability(service-

relationship) operation instantiates the fragment 's relationships in brokers, which al lows 

brokers to configure the subscribers ' interests and notification operations according to 

these relationships; so it is set to be executed by any Client that is in charge of initializ

ing and distr ibuting the different service fragments, prior to any other operation. 

In this reference model the interfaces be tween the Publish/Subscribe and under ly ing 

ne twork layers; strictly depend on the protocol being used and the architectural pat

terns. Thus, a specific proxy is presented in Chapter 7 to address this matter . 
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3.5 Conclusions 

In this chapter, I fulfilled the goal 1.4.1 related to the identification of specific re

quirements of mobile distributed services and a reference model for their coordinated 

execution in a Publish/Subscribe network. Therefore, the contributions I developed in 

this chapter are: 

• Analysis and identification of the characteristics of mobile computing en

vironments and the challenges that are directly related to the execution of 

mobile distributed services over a Publish/Subscribe network. I develop 

two use case scenarios and highlight the qualitative advantages of a coordi

nated execution of services and the integration between mobile and fixed 

Publish/Subscribe systems. 

• The identification of the precise requirements to support a coordinated 

execution of mobile distributed services over a Publish/Subscribe net

work. 

• The definition of a reference model of a Publish/Subscribe network that 

integrates mobile and fixed Publish/Subscribe systems while allowing a 

coordinated execution of mobile distributed services. I classify the function

alities of the reference model according to three communication layers: the 

Service, the Publish/Subscribe and the Internetworking layer; I also clarify 

the roles of the involved network components and provide the high-level in

terfaces to operate on the Publish/Subscribe network. 

Based on the Publish/Subscribe plane of the reference model, in the Chapter 4, I 

propose the architecture of a mobile broker and additional enhancements with the aim 

of supporting a uniform Publish/Subscribe system. These contributions cover the re

quirements 3, 6, 7, 9 and 10 presented this chapter. 

Based on the Publish/Subscribe plane defined in Chapter 4, in Chapter 5,1 tackle the 

service plane of the reference model and developed enhanced information distribution 

mechanisms for mobile distributed service executions. Thus, I contribute with solu

tions to coordinate the execution of mobile distributed services and meet the require

ments 1, 3, 4 and 6 of this chapter. 

In Chapter 6, I advance the service plane of the reference model and extend the co

ordination capabilities, presented in Chapter 5, in order to fulfill the requirements 2 

and 5 of this Chapter related to the support and identification of highly-partitioned 

distributed services in the form of scientific workflows. 

Finally, in Chapter 7, I develop the internetworking layer of the reference model by 

defining the interconnection solution for two different Publish/Subscribe networks: a 

PSIRP-based network and a PubSubHubbub network. These contributions specifically 

cover the requirements 11 and 12 of this chapter. 
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4 Definition of a broker architec
ture for mobile computing envi
ronments 

4.1 Introduction 

This chapter has two objectives. The first one is to define the architecture of a mo

bile Publish/Subscribe broker that matches the characteristics of mobile computing 

environments (Objective 1.4.2). The second one is to specify a process integration 

model for enabling mobile brokers behave as a uniform Publish/Subscribe system 

in order to extend the performance and flexibility of the Publish/Subscribe network 

(Objective 1.4.3). 

First, this chapter contributes to: the definition of the architecture of a mobile broker, 

which matches the reference architecture defined in Section 3.4.2 while taking into ac

count all the requirements identified in Section 3.3.2. I also propose an Integration Pro

cess Model for mobile brokers. This model defines the common behavior for brokers in 

order to support the specific requirement of Section 3.3.2.7, related to the process coor

dination mechanism for new application domains of Publish/Subscribe networks. 

In Section 4.2,I define the reference architecture of a mobile broker I call Rendezvous Mo

bile broker (RMB). I also introduce the Process Integration Model for the Rendezvous Mo

bile Broker and propose a new Subscription Allocation algorithm which improves the 

broker's capability to support more subscribers. 

Section 4.3 further develops the Process Integration Model and the criteria to dele

gate subscribers, matching and notifying events, between a Rendezvous Mobile Broker 

and a fixed broker. Therefore, I define a novel algorithm for Publish/Subscribe that im

proves the performance of a mobile Publish/Subscribe network. I called this algorithm: 

the hot-topic algorithm as it splits the event interests among mobile and fixed brokers; it 

belongs to the subscription-partitioning-based solutions for Publish/Subscribe net

works. Afterwards, I propose a new extension for the MQTT protocol, to create protocol 

63 



4. DEFINITION OF A BROKER ARCHITECTURE FOR MOBILE COMPUTING  
ENVIRONMENTS 

support for the hot-topic algorithm while maintaining the compatibility with brokers 

implementing MQTT v3.1. Later on, in Section 4.4, I present the experiments of the 

chapter. 

The contributions of this chapter were published in the following research papers 

(Morales, Robles, Alcarria, & Cedeño, 2013; Morales, Robles, Alcarria, & Cedeño, 2014; 

Morales, Robles, Alcarria & Cedeño 2013). 

Finally, in this chapter, I specify the foundations of the Publish/Subscribe network 

used to coordinate the execution of the mobile distributed services presented in Chap

ter 5. 

4.2 Mobile broker architecture 

The mobile broker architecture is based on the principle that information used by 

typical Publish/Subscribe (Pub/Sub) processes (matching, subscription storing, notifica

tion and event routing) can be seamlessly distributed among brokers; fact that enables 

a common behavior between them. As any traditional Pub/Sub system, mobile brokers 

have to match events (based on existing subscription data) with subscriptions and, in 

some cases, send these events to other brokers in the network together with subscribers 

they are currently supporting. In this context, I propose the Rendezvous Mobile Bro

ker (RMB) that targets low-performance devices such as: smartphones and handheld 

devices. It is capable of delegating and recovering subscription data and share Pub

lish/Subscribe processes. Hence, the RMB overcomes the limitations of the mobile bro

ker's solutions reviewed in Section 2.3, by offering flexible workload to mobile device 

running RMB instances, optimizing its storing resources, and finally expanding its sub

scription capabilities and application scenarios. Based on the well-known Rendezvous 

pattern of Pub/Sub systems (Tarkoma, 2012), I use this name to highlight the fact that 

the RMB is responsible for a scope of subscribers' interests (realized by events), which 

have created in its communication space. 

Figure 5 highlights the processes of a RMB broker: the subscription storage, topic-

based matching, event notification and the event routing. These processes are coordi

nated by the Process Integration Model explained in Section 4.2.3, which coordinates a 

communication space that enables a common behavior between brokers. The subscrip

tion storage maintains the state of the subscriptions according to the subscription mod

el of Section 4.2.1. The topic-based matching matches the events received. The notifica

tion process notifies subscribers once an event meets its interests, so its high-level de

scription is presented in Section 4.2.2. There is another process: the event routing, 

which is not directly part of the communication space of the behavior model; however, 

as the RMB still has to forward the events to peer brokers that are not part of the same 

space (e.g. different administrative domain, software implementation, or application 

scenario), the RMB also offers these functionality, which is further developed in Chap

ter 5. The RMB relies on communication middlewares that provides the protocol sup

port for the Publish/Subscribe network. For example, during this thesis I contributed 
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with a compatible one (Alcarria, Robles, Morales, Lopez-de-Ipiña & Aguilera, 2012), 

however, in this dissertation I focus on the Publish/Subscribe layer. 

Subscription Storage 

Topic-based matching 

Event routing Notification 

Process 
Integration 

I Coordinator I 

... Communication Middlewares 

Application layer protocols (e.g. MQTT, HTTP) 

Protocol suite (e.g. TCP/IP, Bluetooth) 

RMB specific 
features 

Figure 5 High-Level architecture of the RMB 

4.2.1 Subscription model for the RMB 

In order to enhance the subscription storage and topic matching processes, I define a 

specific subscription model for the RMB that targets the requirements presented in Sec

tion 3.3.2 (flexible and lightweight protocol support). If the subscription language is 

only based on a fixed topic-based one, subscribers shall subscribe to a wide range of 

events, receive all al them, and then filter themselves their interests. As an example if a 

mobile device requires subscribing to an event (e.g. a sensor output, a finalization 

event generated by a service fragment) only when its value reaches a given threshold, 

it will receive all the events (e.g. regardless of if they match the threshold or not); so 

later it should have to filter the right value in the code that implements the protocol 

layer of the Publish/Subscribe network. As it has been reviewed in Section 2.2, content 

and type based subscription models increase the complexity of broker implementation 

and the Publish/Subscribe protocols, target large and highly performance networks 

and scale better over high capability brokers rather than low-end brokers. Therefore, 

taking into consideration these properties, I consider that they are less suitable for ful

filling the requirements of Section 3.3.2. 

The subscription model for the RMB is based on a topic-based and a basic attribute-

based subscription language that enables a more expressive (but lightweight) Pub

lish/Subscribe network for IoT-based devices (e.g. sensors) and provides flexibility for 

the triggering conditions of service-fragments. In addition, by using this strategy the 

RMB can model specific attributes and values as topics in order to minimize the 

amount of events it receives and reach lightweight software implementations. 

In the subscription model, a single subscription (SB) is modeled as a logical or bool

ean expression applied to a series of attributes (AT) and its value (VL). Thus, once the 

expression (Ex) is enforced to the publication message or event, the subscription is sat

isfied. Logical expressions include two operators: "= and ±". SB can also represent a 

single topic-based interest; so a SB is identified with an topic TP, which in the case of 
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logical expressions comes up from the hash structure: "AT + Ex + VL"; SO whole set of 

interests expressed by clients (subscription scope) is expressed as: 

ScP = ihAn^XnyLnihpn} 

Figure 6 Interests expressed by clients 

Subscription Allocation over a Rendezvous Mobile Broker 

The RMB allocates the expressed interests, which are represented by membership 

queries, issued by clients according to the subscription models. In runtime, the RMB 

makes use of the clients' interests represented by TP in the case of topic-based and 

hashes in the case of attribute based), in order to store the interests in the form of 

Counting Bloom Filters (CBF). CBF are a special type of Bloom Filters that allow a 

space-efficient probabilistic representation of a set that support membership queries 

and support membership removal. In the case of basic attributed based the RMB. The 

RMB maintains a single CBF per every topic it has to match, so it stores the clients' 

subscription that match a single topic in the CBF. This method has more advantages in 

comparison with storing one single CBF per client, because most of the current topic-

basic protocols include the notion of recursive subscription or wildcards. As an exam

ple, the MQTT protocol makes use of this sort of subscription in the form of wildcards. 

In addition, storing subscription in CBF instead of hash tables, or XML representations, 

does not limit the RMB capability of sharing client's subscription to other brokers, due 

to the fact that brokers can still map the topic identifier of a CBF with the RMB they are 

currently serving. Despite this, both RMB and broker must agree in the communication 

protocol, so I propose a solution for this issue in Section 4.3. 

In order to improve the RMB capability of supporting efficiently supporting the 

subscription model, I propose the Subscription Allocation Algorithm (SAA), showed 

below. Therefore, the RMB can let fixed brokers to carry on remaining complex match

ing operations. 

66 



4. DEFINITION OF A BROKER ARCHITECTURE FOR MOBILE COMPUTING 
ENVIRONMENTS 

Input: event (ev) 
Output: list of CBFL and CBPi enclosing the subscriptions 

procedure Subscription_Arrived (ev) 
if ev.TYPE matches AT then 

for each AT in ev.msg 
C.EX <- getType(AT) 

if ( C.EX matches (EQUAL) || C.EXmatches (NEQUAL) ) and RMB.STATE 
if AT isElementOf Sub.Ar then 

allocateSub (AT, C.EX) 
else 

9 
10 
11 
12 
13 
14 
15 
16 
17 
1: subp 
2: 
3 
4: 
5: 
6 
7 

9: 
10: 
11: 

create CBF.AT 
allocateSub (AT, C. Ex) 

else 
ass ign v e r i f y A v a i l a b l e (PL) t o Pi_.BrK 
invoke subPropagat ion(RMBiD , Sub <CiD,Sc > , t r u e ) f o r PL.Bri< 

else 
i f ev.TOPIC isElementOf CBFL.Sub.Tp 

i n c l u d e ev.Tp t o CBFL.Sub.Tp 

e l s e 
c r e a t e CBFL and i n c l u d e CBFL.Sub.Tp 

rocedure a l locatedSub(A T > C.EX| ev) 
f o r a C . E x t h a t matches Exe c u r r e n t E * . V e c t o r 

VL ID = hash( AT.VL) 

i f VLID i sno tE lementOf Ayii.E^.CBFii 
o = c r e a t e A T 1 .EX Í .CBFÍ 
ass ign VLID t o o and save VLrD 

i n s e r t VLrD i n Arii.Exk.CBFk 
i n s e r t ev.CB i n A T 1 .EX Í .CBFÍ 

else 
recove r A T Í . E X Í . C B F Í f rom VLr 

i n s e r t ev.CB i n A T Í . E X Í . C B F Í 

Algorithm 1. Subscription Allocation algorithm 

The SAA performs an at t r ibute-grouping task that condenses subscriptions and del

egates non-suppor ted subscriptions. The first steps of the SAA algori thm (1-4) extract, 

from the received subscription, the operat ion associated wi th the attribute of the sub

scription. From 5 to 9, the a lgori thm determines the sort of logical expression (Ex), as 

well as the existence of the same kind of attribute. In the last case, it allocates the sub

scription wi th the allocateSub sub-procedure. In Steps 11 and 12 the algori thm checks 

(11-12) from a pool of compatible matching process PL.BITC ( running over brokers com

patible wi th the process integration model of Section 4.2.3), and propagates subPropaga-

tion() these subscription to them by attaching the R M B I D (the callback address of the 

RMB). Steps (13 to 17) verify if the topic already exist and saves the corresponding sub

scriptions in the form of CBFi. The allocatedSub sub-procedure , matches (1) events w i th 

currently suppor ted logical expressions (only two). Then, it hashes (3) the attribute 

value a n d compares if the value exists in the CBFK assigned for the operator and attrib

ute . If the condition is false (4-8) the algori thm creates a n e w CBFi and register CBFi in 

another CBFK wh ich points at the n e w register. The t rue condition, recovers the CBFi 

us ing the VLID and inserts (10,11) the n e w value. 

4.2.2 Process Integration Model 

The Process Integration Model enables mobile brokers behave as a uniform Pub

lish/Subscribe system in order to extend the performance and flexibility of the Pub

lish/Subscribe ne twork by distr ibuting broker 's processes. It is composed of, at least, 

two brokers. For example, one pair of RMBs or a RMB wi th an infrastructure/fixed 

broker. It allows transmit t ing events among publishers and subscribers in bo th the 
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mobile and the fixed/infrastructure side. Thus, clients performing as publishers and 

subscribers, in either mobile or fixed domain, can range from a pulse-meter connected 

through a Bluetooth connection to an embedded GPS sensor which publishes location 

information. It is clear that there are integration issues in these sorts of devices and 

their functionalities as content producers or subscribers in a common Pub

lish/Subscribe system. Despite this, as a part of my research work, I have proposed a 

solution (Alcarria, Robles, Morales, López-de-Ipiña, & Aguilera, 2012) to resolve this 

issue. Therefore, in this Process Integration Model a client only implements the typical 

primitives publish (), subscribed unsubscribeO and notifyO as simple as possible, and keeps 

the complexity in the brokers. Figure 7 depicts all the participants of the Process Inte

gration Model. 

Publisher Subscriber 

Publish (Tp, payioad) Sub scribe (Tp) 

Notify (Tp, 
Subscriber p a y l o * n 

Subscribe(Tp) 

Rendezvous 
Mobile Broker 

RMB 

Publish(Tp || payload) 

\Publish & Subscribe (Process) 

k*———•• 
Unsubscribe (Tp)\ 

Figure 7 Overall Process Integration Model 

A RMB manages a specific group of clients that may be publishers or subscribers 

CG= {a, ci,... a}. Each client c has a unique identifier (CID), and a subscription scope Sep 

which encloses all its subscriptions. Thus, a single client can be expressed as: c = {CID, 

SCP}. The reason to have a CID is because it allows a RMB abstracting the address where 

the event must be asynchronously notified, de-attaching the model from specific proto

col implementations of "callbacks" (e.g. JID-XMPP address or the Client identifier in 

MQTT), and subscription storage implementations (e.g. CBF, of CORBA objects in Ja

va). 

There are three types of internal Publish/Subscribe processes supported by RMB: 

the matching and subscription storing process (Msp), event routing (Evp) and notification 

(Nip). As the specific clarification of these processes has been explained in Section 2.2,1 

focus on how RMBs share information and delegate processes to other fixed or RMB 

brokers. A process P = {ID, CID, Exc, Type, State, CG, Status}; where ID is the string iden

tifier of the process. This identifier follows the DNS convention in the following way: 

<process>.<broker>.<domain>; where a process can be MSp, Evp, and NTp. As an ex

ample a MSp can have the following id: "msp.broker.gisai.dit.upm.es". CID is the string 

identifier of the RMB (the coordinator) that manage the process, Exc the broker identi

fier which currently runs the process. Both CID and Exc follow the same identification 

structure than the ID. The Types specifies the process role (Msp, Evr, or Ntp). State de

fines the state of the process; it can be Local, Remote or Partial. Local specifies that the 

current process is being executed in the RMB. Remote denotes that the process is exe

cuted outside of the broker. Partial indicates that some parts of the matching and stor

ing process are distributed among the RMB and fixed brokers. A CG includes the 

file:///Publish
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g roup of every client suppor ted b y a single broker; however , w h e n a broker marks a 

process as Partial, CG can be split into small g roups of clients CGT based on their activity 

in t h e ne twork a n d t h e popular i ty of the events they are publ ishing or consuming. Sta

tus indicates if t h e process is . Enabled: runn ing a n d interact ing w i t h other processes, 

Idle: just subscribed b u t no t interact ing w i t h other processes, Disabled: no t interact ing 

and subscribed. 

Even w h e n there could be mul t ip le at tr ibutes in a single subscription one of the 

challenges consists of h o w to organize attr ibutes, values , a n d topics a m o n g t h e RMB 

and fixed brokers that par t ic ipated in t h e same Partial process. Hence , it is necessary to 

include a coordinator, wh ich is t h e broker t 

h a t h a s the ownership , manages a n d establishes the relat ionships across the Pub

lish/Subscribe process carried out by brokers. 

Starting from the fact that all the brokers can suppor t the processes, the solution to 

to coordinate the processes is based o n a Publish/Subscribe-based communicat ion 

Thus, in th is coordination a Partial process is defined as Pi= {Ti, Ti... Txj, w h e r e each Ti 

represents a task instant iated b y a set of brokers . Tasks perform the same job as the 

Mp, or Np bu t l imited to a g roup of clients. In the case of M p tasks, each T contains a 

Sep chunk of a single client, as well as t h e client identifier it currently suppor ts . 

In t h e Process Integration Model , the processes are m a n a g e d b y a coordinator bro

ker, as it is seen in Figure 8. It creates (1) a Pub/Sub Coordination Space (PSC) tha t is 

used by inter-process communicat ion. The PSC is locat ion-independent a n d decouples 

brokers that instantiate processes. The coordinator also g roup tasks (2, 3a, 3b , 3c) b y 

setting top level domain ID for subtasks belonging to the same process (e.g. sub-

taskl.msp.broker.gisai.dit.upm.es) . 

Matching and Storing 
Process 

I) createsQ 

2) coyfigzresQ 

Control 

channel 
Pub/Sub Communication 

Spate (PSC) 

T~i 
'~m'-.v4.a) subscribePQ 

5a) 
subscríbeseQ 

6) ndtifyCQ 

NotHfcaümTask 

Figure 8 Process integration model for a partial process 

The coordinator makes use of topic-based Publish/Subscribe channels dr iven b y the 

process and task identifiers. Thus , I emp loy the pr imit ive publ ish 
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ntp.hroker.gisai.dit.upm.es, <payload>), where the payload must include the remaining 

process information. As an example using a JSON format the payload looks like Figure 

9. 

{ 
" C I D " : " b r o k e r a u x . g i s a i . d i t . u p m . e s " , 
" E x c " : " c o o r d i n a t o r b r k e r . g i s a i . d i t . u p m . e s " , 
"Type " : " N t p " , 
" S t a t e " : "Remote", 
"CG": {.. .}, 
" S t a t u s " : " I d l e " 

} 

Figure 9 Example of payload of the publish primitive 

There could be several internal processes consuming the information at the same 

time, which offers redundancy for the entire system in the case one of the process fail. 

As an example a set of subscription storage process can be Idle (e.g. just backing sub

scriptions) while only one matching is Enabled (e.g. interacting with the notification 

process) and only one notification is Enabled (e.g. notifying events to a pool of clients). 

Regarding the event routing, the coordination broker can also disseminate control in

formation to other brokers regarding new brokers participating in the Pub

lish/Subscribe network or new configurations. For example, in Chapter 5 I use this 

functionality to adjusting the fanout parameter of a gossip-based network supporting a 

mobile distributed service. The PSC encloses a control channel for managing the current 

state of tasks (e.g. including active subscriptions), and a data channel for content match

ing and notification, as long as they are subscribed to the same Partial Process (4a, 4b). 

An event notification task must subscribe to content (5a), for allowing matched content 

(5b) flow from matchers to itself (6), and finally to clients. This subscription is also con

trolled by the coordinator. 

The coordinator sets the PSC using the Channel Creating Algorithm shown below. The 

control channel can also be used for alternative purposes, such as the proposed by (M. 

Li et al., 2011) ,to organize subscriptions and match events according to their volume, 

brokers' availability and performance. The algorithm arranges subscriptions according 

to predefined group types Stype (e.g. high, medium, or default priority) and relies on the 

publish and subscribes primitives. Thus, let SB be e Su which is a subscription group 

and take Su and Stype as the algorithm inputs. 

Input : Stype r e q u i r e d t o be c rea ted 
Output: l i s t o f PSC|( c rea ted i n t h e b roker 
1 : procedure Channel Es tab l i shmen t (Su, StyPe) 
2 : i f Stype. i sE lement o f PSCk then 
3 : p u b l i s h (PSCk , Su) 
4 : e l s e 
5 : ass ign g e t A v a i l a b l e l n s t a n c e s Q t o TMÍ , TEDÍ 1 
6 : c r e a t e PL ± = TMk+ TEDk. 
7 : c r e a t e new PSCi= {new ID.MTi , new ID.EDi } 
8 : ass ign new PSCi t o PL i 
9 : i nvoke (TM1. s u b s c r i b e T o ( { PSCi. I D . M T i } ) ) 
10 : i nvoke (TEDr. s u b s c r i b e T o ( { PSCi. ID.EDi } ) ) 
11 : p u b l i s h (PSCi. ID.MTi ,Su) 
12 : p u b l i s h (PSCi. ID.MEi , CIDk . CBk e Su ) 

Algorithm 2. Channel Creating algorithm 
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The first (2-3) steps verify previous Stype that matches existing PSCk. In the true case, 

the a lgori thm publishes the Su us ing the corresponding PSCk identifier. In the other 

case, the algori thm assigns (5) the suitable tasks ' instances to TMTÍ and TEDÍ , wh ich are 

Matching a n d Event dispatching instances respectively. In this assignment, the algo

r i thm defines a nearest neighbor selection method . Steps from 6 to 8 create a PL in

stance and assign the current P S G t o it. The invoke actions (9-10) inform TMÍ and TEDÍ to 

subscribe to the Pi us ing un ique topic-based identifiers (ID.MTiand ID.EDi), which can 

be easily managed by the broker of the PSCk. Finally, the a lgori thm publishes (10) sub

scriptions and all the event dispatching information CiDk . CBk needs in order to notify 

messages to subscribers, th rough the RMB or directly (e.g. us ing a web-hook). Con

cerning tasks' control, as the coordinator keeps a record of available brokers, it can lat

er upda t e the event notification process by request ing n e w available ones to subscribe 

to PSCk. ID.EDk. 

Notification of Events 

After the subscription process finishes and the RMB is ready to match a publication 

event w i th existing subscript ion information allocated by the SAA. The RMB asyn

chronously notifies events to subscribers. However , the RMB mus t previously know 

the whe re to exactly deliver the event as I a l ready explained the real addresses of the 

clients are h idden in the model . Thus, the notification task also subscribes to its parent 

process in order to recover the callback addresses (CB) whe re the RMB should send 

back the information. In the Process Integration Model, matching and notifications are 

detached so the RMB can act as a rendezvous point, bu t not necessary has to be par t of 

the notification process. 

Figure 10 shows the an example of the Java code that can be used to test match an 

event that has been publ ished versus the subscript ion allocated by the SAA running in 

a RMB. 

public boolean event Published (Publication pub) -i" 
if (pub.Type == Constants.SUBTYPEjrOPlQ, { 

Log.i(RMB, "Looking for subscribers: "+pub.getTopic()); 
SUB_TP 
if (SUB_TP.containsKey(pub.getTopic())) { 
Log.i("","Subscriber found"); 
CountingBloomFilter cbf = (CountingBloomFilter) 

SUB_TP.get(pub.getTopic()); 
Enumeration e = htable.elements( )j_ 
while (e.hasMoreElementsQ) { 

String x = (String) e.nextElement(); 
if (cbf,membershipTest(new Key (x.getBytesQ))){ 
Log.i(RMB, "Topic: "+pub.getTopic()); 
Log.i(RMB, "Callback: "+x); 
return true; 
> 

> 
> else { 

Log.i(RMB,"Hashtable not found"); 
> 

> else { 
Log.i("","Topic not found"); 

1 
return f a l se ; }_ 

Figure 10 Example of Java code to match events 
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4.3 Integrating RMB with infrastructure brokers 

The RMB enables a uniform Publish/Subscribe network made of mobile and infra

structure domains, as it is represented in Figure 11. The infrastructure domain repre

sents scenarios with high amount of clients that produce and consume events and de

mand a high performance of the network, and fixed brokers running over specialized, 

wired and reliable hardware. Fixed brokers behave as high capability nodes capable of 

matching complex subscriptions, storing and forwarding high amount of events to 

these clients. The mobile domain is composed of wireless and low-end devices that are 

also willing to produce and consume content; so, the RMB performs as the bridge be

tween both domains. 

Figure 11 Uniform Publish/Subscribe network 

4.3.1 Distributed matching and notification 

The Process Integration Model allows the RMB and the fixed broker implementing 

the messaging need to support distributed Publish/Subscribe processes. Nevertheless, 

distributing matching and notification also requires the definition of the messaging 

between clients and brokers, so, this section tackles this matter. 

The matching process evaluates an event with a set of active subscriptions in the 

broker. Subscriptions can be distributed between a RMB and a fixed broker so notifica

tions that are the result of this match could be again re-evaluated by the RMB if coor

dination between brokers is missing. This action can be counterproductive for the 

RMB, because it will have to re-evaluate events which should have been filtered only 

once on its fixed broker. Even if there are mechanisms for delegating the matching to a 

fixed broker in the process plane the RMB still needs to recognize already-matched 

events in the content plane in order to minimize the network traffic and save power. 

So, I establish the following criteria (l):/or every event that arrives to a set of brokers, even 

if there are several matching process there must be only one notification process for a given sub

scriber. 
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The notification process delivers matched events to subscribers. In RMB scenarios 

there are three possible cases: even ts tha t are p roduced a n d consumed in the mobile 

domain , even ts tha t a re p roduced outs ide the mobile domain bu t consumed ins ide it, 

and events tha t are p roduced inside the mobi le doma in b u t consumed outside. In the 

latter case, assuming than the matching process resulted negative, t h e RMB directly 

routes the p roduced events to t h e fixed broker; so there is n o n e e d of any adapta t ion in 

the notification process . In a similar case, if t h e match ing process resulted positive, it 

means than the fixed broker suppor t s subscribers wh ich w e r e a l ready interested in 

these events , so t h e notification process , r unn ing in t h e RMB, directly uses the event 

rout ing process for disseminat ing events (e.g. u s ing a reverse delivery pa th or a gossip 

rout ing) . In the first a n d the second cases, the RMB h a s to coordinate the notification 

processes because of the following statements: 

In the first case the notification process resides in the RMB. Events are ma tched and 

locally del ivered to subscribers ' "callback" addresses wh ich could be reachable b y the 

under ly ing ne twork interface or midd leware . A s it is shown in Figure 12 as the RMB 

contains all the subscriptions of Subscriber B, after the Publisher sends a message to the 

broker, the RMB can immediately match and deliver this message to Subscriber B. On 

the o ther hand , if the notification process for a set of subscriptions of Subscriber A h a s 

been previous ly dis tr ibuted (d l ) a n d is currently suppor t ed b y a fixed broker; this bro

ker should implement mechanisms (d2) to identify tha t these events (generated wi th in 

the mobile domain) shall be sent back to t h e RMB. Hence , even if t h e ma tch ing process 

(el) is enforced locally (in the RMB), or externally (in t h e fixed broker) these events will 

be externally delivered from t h e mobi le domain perspective. This scenario leads to 

h igher da ta delays a n d b a n d w i d t h costs because these events m a y leave the mobi le 

domain and return. Therefore, brokers must coordinate t h e notification process in or

der to prevent the non-duplici ty notification I established in criteria (1). In the case of 

subscribers served b y the fixed broker, n o special modifications are n e e d e d because the 

fixed broker can forward these events to o ther brokers in t h e ne twork . 
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Figure 12 Communication diagram for mobile and fixed domains 
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4.3.2 Distributing subscribers to fixed brokers 

The RMB can delegate and recover subscriptions to/from fixed brokers. Subscrip

tions are composed of a Tp that represents the topic that identifies a resource and the 

"callback" address of the subscriber. The RMB maintains a single registry per every 

topic it has to match, so it stores the clients' subscription that match a single topic in 

this registry. The RMB stores two different subscribers: active and delegated. Active 

subscribers consist of subscribers that are being used in runtime, by the broker, for the 

matching process. Delegated subscribers represent clients which subscriptions are cur

rently deactivated for matching (inside the broker) by the coordinator broker. In the 

case a fixed broker receives an event that matches an active subscriber, which is dele

gated from the point of view of the RMB, it marks the messages to comply with criteria 

(1) (this is further explained in Section 4.4). Brokers negotiate active and delegated sub

scribers, on-the-fly, using a different control channel rather than using the same data 

channel for the message notification. For ensuring the subscriptions consistency the 

RMB maintains the ownership of its subscribers and interests; but subscriptions can 

still be stored in other brokers. Figure 13 depicts the usage of the control and data 

channels, as well as how the subscribers are organized using the Hot-Topic algorithm 

presented in the following section. 

Delegate 0 
Recover Q 

Control 
channel 

Topic n 

Topic n 

Figure 13 Control and da t a c h a n n e l s 

Subscriptions 

4.3.3 Topic matching in RMB 

The topic matching demands an efficient organization of the topic-to-subscription 

relationships and the notification of events. In addition, this process must be cost-

effective from the network perspective as subscribers and RMB are constantly moving. 

In my proposal, before any delegation the broker detects the popularity of the events 

that match subscribers in order to improve these relationships. Hence, I define a Hot-

Topic algorithm, which organizes topics and sets which of them will be delegated or not. 
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This algorithm employs the rate of events to classify which are the most and less popu

lar topics, based on a sliding time. Once a RMB implements this algorithm, it can dele

gate less popular topics and recover popular topics, fact that improves the network 

delay as I explain in the results. This algorithm can be categorized as part of the family 

of subscription-partitioning algorithms (Section 2.2.3) but focused on topic-based and 

lightweight communications. The first part of the algorithm, the publication monitor

ing procedure, organizes the events in registries and it is shown below. 

Input: event (ev) 
Output: timestamp of every event received (Regist ~y.Time) 
1: procedure Publication_monitoring (ev) 
2: for each Ts e Registry.Cale do 
3: if (Ts.topic matches ev.topic) 
4: Ts.count++; 
5: Ts.time^- getTimeStampQ 
6: add Ts.time & Ts.topic to Registry Time 
7: return 
8: endif 
9: endfor 
10 : Ts <r create () 
11 : Ts.count++ 
12 : add Ts.count to Registry.Cale 
13 : Ts.time^- getTimeStampQ 
14 : add Ts.time & Ts.topic to Registry.Time 

Algorithm 3. First part of Hot-Topic algorithm 

In the first step, a matched event that will be sent to a subscriber enters in the pro

cedure. The second step of the algorithm, obtains the list of all the topics (Registry. TTS) 

which were previously matched, and then compares (3) if the incoming event's topics 

exists (ev.topic). In a true case, the algorithm increments (4) the counter of the topic 

(Ts.count), gets (5) the current time of the broker (Ts.time) and then adds (6) this time to 

a Registry of Times (Registry.Time). This registry will contain all the topics and the 

timestamp of every event. In the case the ev.topic is missing, the algorithm creates its 

registry and increments its counter. Next, these new values are added to the Regis

try.TTS and the algorithm executes the same procedure of getting timestamp and save it. 

At the end of the procedure, the algorithm maintains two registries: one for topics and 

timestamps and another for topics and counter. 

In the second part of the algorithm employs two registries. The Out.Registry con

tains all the topics that will be delegated to the fixed brokers as their popularity level is 

low. The In.Registry contains topics with high popularity; so, events that match this 

topic will always be locally delivered to subscribers in the mobile domain. 
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Input: parameters X.t ime, Y. t ime, Registry.Time, Registry.Cale 
Output: updated In.Registry and Out.Registry 
1 
2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 

procedure H o t t o p i c c a l c u l a t i o n (X.t ime, Y. t ime, Registry.Time, Registry.Cale) 
Start.Thread (X.time) 
C.Time = getCurrentTime() 
fo r each (Ts.time e Registry.Time do ) 

i f C.Time.-Y.time < Ts.time then 
add Ts.topic to Registry.Cale 

endif 
endfor 
Tp.count . f ina ls <r copyCounts(Ts.counts) 
fo r each (Ts. topic e Registry.Cale do ) 

Ts .Tp .count . f ina l ++ 
sortTopicsWeights(Registry.Cale) 
fo r each (Ts. topic e Registry.Cale u n t i l counter < Registry.Cale /2 do ) 

add Ts.Tp.topic to In.Registry & remove from Out.Registry 
counter++ 

endfor 
add Registry.Cale to Out.Registry & remove from In.Registry 
sendToBroker (Out.Registry) 
requestToBroker ( In .Regis t ry ) 

Algorithm 4. Second part of Hot-Topic algorithm 

The second part of the algorithm calculates the hot-topics taking as an input the 

previous procedure. RMB calculate the hot-topics each X.Time. Depending on the sce

nario a RMB could have to deal with bursty traffic at any time so marking popular top

ics using a fixed time could barely reflect, in some cases, real network status. As an ex

ample, a topic has a very low rate of events at the beginning but this rate suddenly in

creases (e.g. an RMB approaches to an area with multiple Pub/Sub clients). If the popu

larity of a topic (which is more demanded in this moment) remains lower than other 

topics which were more popular in the past, this topic (and its bursty-traffic) will be 

categorized with a lower score; so, the topic will be delegated and its events will go 

through unnecessary hops. In order to be flexible in this kind of situation, the algo

rithm employs a sliding time (Y.Time). This parameter allows the broker to set, depend

ing on the conditions (e.g. connectivity, rate of events), which of the latest topics will be 

catalogued as Hot-Topics. Nevertheless, more sophisticated mechanisms are applicable 

such as using the expected event distribution (W. Chen, Ge, Kurose, & Towsley, 2005) 

and connectivity patterns but they require more complex software implementations. 

Step 4 recovers each Ts.Time in the Registry.Time and verifies if its value is higher 

than the current time of the broker minus the sliding time. In a true case the broker 

includes this registry in the Registry.Cole. Step 9 copies all the Ts.counts to a similar reg

istry that exists in the Registry .Cale under the Ts.topic field. Next, the algorithm incre

ments the value of the Tp.count.final, and then it sorts (12) all the topics using the value 

of Tp.count.finals. At this point the Tp.count.final of a Ts.topic can be considered as a 

score which reflects the Hot-Topic level for Y.time. Next, the algorithm recovers (13) the 

50% of the highest topics and puts them (14) in the In.Registry one by one and removes 

it from the Out.Registry. The remaining topics are located in the Out.Registry and re

moved from the In.Registry. Finally, the algorithm sends the Out.Registry to the fixed 

broker and requests the In.Registry. 
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4.3.4 Subscriptions coordination 

After a mobile broker detects the popularity of the topics, it coordinates with the 

fixed broker these topics and their subscribers using a control channel. For this task, I 

define two basic primitives: delegation and recovery. Both share the following topic-

based structure: <domain>/<broker_id>/<action>. Domains enclose the domain name 

where the broker belongs, thus, it can be a DNS-based domain (e.g. dit.upm.es/) or any 

tailored domain (e.g. farm_x!'sector_y). Broker_id is the broker identifier in the current 

domain. Actions represent the two primitives that brokers carry out for the coordina

tion (delegation and recovery), so they are reserved words. 

Since content discovery is out of the scope of this dissertation, I start from the fact 

that brokers have each other's domain, identifiers and the protocol stack each other 

support. At the beginning of the process the fixed broker subscribes to the delegation 

action of the RMB (e.g. dit.upm.es Ifbrokerl I delegate), and then the RMB subscribers to the 

recovery action of the fixed broker (e.g. dit.upm.es/rmbl/recover). Now, the RMB is ready 

to delegate a set of topics and all their corresponding subscribers, so whenever it starts 

to publish data into the network the fixed broker will receive it. The RMB stores sub

scribers' data using the Subscription Allocation Algorithm. In the following steps, the 

RMB publishes the list of all the compatible callback address of the subscribers it man

ages. Hereinafter, every time the RMB calculates, through the Hot-Topic algorithm, the 

Out.Registry it will just have the corresponding CBF for every topic in this registry. At 

this point the fixed broker will be ready to notify subscribers in the RMB domain. In 

the case a subscriber, in the mobile domain, issues a un-subscription message that tar

gets a delegated topic, the RMB adds an Iunsubscriptionlsingle string to the delegation 

topic, includes in the event payload the callback address of the subscribers, and finally 

publishes the message to network. There could be the case where the RMB moves to a 

different fixed broker; in this case, it must inform its serving fixed broker (because it 

has to stop matching and notifying for the delegated topics); so, the RMB adds the 

¡unsubscriptionlall string and sends an empty event. Depending on the RMB's capability 

of supporting topics (and their associated event rate), RMB can optionally store (e.g. in 

a non-volatile memory) all the CBFs and later send them to the fixed broker. In the case 

storing is unfeasible, the RMB can subscribe to the recovery topic, so whenever it pub-

lishesO a message under the topic /delegate/deactivate/all, it will asynchronously receive 

all the topics and will be ready to move to other domain without losing the clients' 

subscriptions.. 

4.3.5 Event notification 

As there could be topics and subscribers distributed over RMB and fixed brokers, 

the latter can also notify subscribers in the mobile domain. If a subscriber supports a 

network-layer technology that is unavailable in the fixed broker, the RMB performs as 

a gateway; so notifications go through it. In this scenario, there are two cases: the RMB 

acting as a resource mapper, in the protocol or application layer, or as a transparent 

device. As an example of the first scenario, the MQTT-S specification defines gateway 
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mechanisms to interoperate with MQTT brokers, in this, topics that identify content are 

maintained; so, the RMB performs as a resource mapper in the protocol layer. On the 

other hand, the RMB associates content generated by devices with different link tech

nologies (e.g. Wi-Fi, Bluetooth and Zigbee) and acts as a mapper in the application lay

er since it decouples content and its identification from the underlying technology. 

In another case, fixed brokers and mobile subscribers support TCP/IP layers. How

ever, if a common link layer is missing (e.g. one uses Ethernet and the other Wi-Fi), in 

this case, the RMB performs as a transparent device. In the case of a RMB acting as re

source mapper in the application layer, if an event arrives from the fixed broker under 

the notify() primitive, the RMB detects that this event was previously matched. There

fore, as the fixed broker already recognizes reachable callback addresses, it appends 

the list of non-reachable callback addresses to the event. Once the RMB recognizes this 

event, it skips the matching process and directly re-directs the message to each one of 

the subscribers and their real callback address. 

4.4 Experiments 

In this section, I show the experiments that sustain some of the contributions pro

posed in this chapter. 

The following research questions were created to design, plan and guide the exper

iments. 

• Does the features provided by a Rendezvous Mobile Broker increase the ca

pability of supporting subscribers? This research question is directly related to 

the Sub-hypothesis 1, and is answered in Section 4.4.1; so, I describe the imple

mentation of a Rendezvous Mobile Broker and evaluate the performance of a 

SAA algorithm in a real environment. 

• Can the performance of the fully integrated Publish/Subscribe network be 

improved by means of an efficient organization of subscribers? This research 

question is directly related to the Sub-hypothesis 1, and is answered in Section 

4.4.2; therefore, I develop a validation scenario based on a new application do

main called Smart Farming. In this scenario, I made use of a Wife/LTE-based 

network, in order to verify the performance of the hot-topic algorithm and the 

protocol extension using a simulated environment using ns-3. 

4.4.1 Evaluation of mobile broker performance 

In order to evaluate the performance of the RMB, a real implementation has been 

developed. I collected the memory usage of the Subscription Allocation Algorithm in 

the process of creating and storing many subscribers' interests (topics). The implemen

tation ran in a Samsung Nexus S, with OS Android 4.0.4. The heap size was increased 

from 24 to 48 Mbytes, and the CPU speed overclocked to 1.2 GHz. 
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Figure 14 Evaluation of the mobile broker performance 

The Y axis of Figure 14 shows the performance of the SAA algorithm measured in 

terms of the memory allocated by the OS, as the number of subscription/topics increas

es. The subscription and topics are incremented by the same factor, in order to validate 

the most demanding scenario. This implementation of the SA algorithm shows that the 

maximum set of subscriptions threshold starts around 6000 subscribers/topics, while 

the full-membership store method (based on storing the exact subscription) comes up 

around 450 subscribers/topics. These values also yield specific subscribers' storage ca

pability that can be used to set the thresholds for application scenarios where are nec

essary to delegate subscribers in this specific implementation. Regarding the event-

notification process time, the full-membership storage case performs, in average, 

slightly better than the SAA, 0.180msec versus 0.380msec. This is because the RMB still 

has to locate the specific CB addresses. However, the advantages the algorithm offers 

in term of subscription allocation lead to a better performance for scenarios with mul

tiple subscribers. 

A Wilcoxon Signed-ranks test was performed in order to check the performance of 

the SAA algorithm versus no SAA. The results demonstrate that after 100 subscribers 

the SAA algorithm improves the performance (p<0.05) in comparison with not using 

the SAA. 

Finally, regarding the target research question "Does the features provided by a 

Rendezvous Mobile Broker increase the capability of supporting subscribers?" The 

results confirm that using the SAA do increase the RMB capability of supporting 

subscribers. 
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4.4.2 Validation scenario 

The validation scenario is based on the IoT Smart Farming ("SmartAgrifood pro

ject," 2013) user cases. In this scenario, a farmer makes use of the Pub/Sub infrastruc

ture to monitor his crops in real time with moderate investment. Crop monitoring is 

done by providing a set of sensors capable of measuring crop and land properties such 

as temperature, humidity, chemical reactions, or level of pesticides. Some actuators can 

also receive this information and act accordingly. Sensors communicate with handheld 

devices which are to disposition to the farmer for monitoring and data gathering pur

poses. As some sensors, placed and distributed in the land, have short communication 

range to exchange information with other devices and actuators, a RMB is set as the 

bridge of the Publish/Subscribe network. The mobile nature of this RMB enables mul

tiple locations to be covered in short term. 

Figure 15 shows the main elements of the scenario. A infrastructure-oriented fixed 

broker (1) is located in the vicinity of a field to enable communication between sensors 

and actuators. Since some sensors, by the nature of the supporting communication 

technology, are not covered by the fixed broker, there is a RMB (2) that moves through 

the sensorised space. The fixed broker acts as a serving broker for the communication 

since it compasses more storage and processing capabilities than the RMB. Sensors 

communicate (3) through the RMB when it is in coverage and stop to communicate 

their data (4) when the RMB is moving out of range. Other sensors that are located 

close to the fixed broker can directly communicate with it (5). 

In this scenario, the fixed broker and the RMB are part of the same uniform Pub

lish/Subscribe network. They are connected through a broadband wireless network 

(e.g. WiMAX or LTE). As an example, in the case a sensor subscribes to information 

that has been published by (5), supposing than the RMB (2) moves to a no-coverage 

area (of the sensor), the fixed broker can store the subscription until other RMB (6) ap

proaches to the coverage area of the same sensor; so, it can then push the non-received 

events. Depending on its capabilities (e.g. limited processing power) and state (e.g. in

terest to move), the RMB (6) can decide that it is only interested in supporting only one 

data type (e.g. the most popular or priority sensors). Therefore, it can negotiate with 

the fixed broker of the farm, which interests it will process and delegate. In the case 

external subscribers are connected to the fixed broker (e.g. subscribers from the Inter

net), the mobile broker can also act as a network gateway for publishing information 

generated by sensors. If the farmer decides to move some sensors, under the control of 

the mobile broker, to other farm plot, the sensors' interests will remain the same and 

no additional subscriptions will be needed; so then mobile broker can decide, depend

ing on the capabilities of the new fixed broker, to maintain all the interests of the dele

gated sensors. 

80 



4. DEFINITION OF A BROKER ARCHITECTURE FOR MOBILE COMPUTING 
ENVIRONMENTS 

1 l l <?4] (4)1 
Figure 15 Smart Farming application scenario 

The scenario employs the MQTT protocol which is a M2M/IoT protocol that perfect

ly fits this validation scenario. Nevertheless, as it misses some of the functionalities, 

such as: support for distributed notification and subscriptions, I propose extensions for 

version 3.1, implement these new extensions and verify the advantages of the Hot-

Topic algorithm for the Smart Farming scenario. 

4.4.2.1 MQTT Protocol Extension 

In case A of Figure 16, the RMB broker executes the Hot-Topic algorithm, so after a 

given time, it is capable of marking popular and non-popular topics. Brokers subscribe 

to delegate and recovery actions using MQTT SUBSCRIBE messages (l.A, l.B). In step 

2, since clients must connect first to brokers before any publication or subscription, the 

extension replaces, in the CONNECT* (2) command, the protocol version number (byte 

9) from version 0x03, to version OxFF. The extension uses the OxFF value to prevent 

overlapping with upcoming MQTT versions. This modification maintains the compati

bility with standard brokers, because brokers that are unaware of this version will send 

back an "unacceptable protocol version" message; so clients can re-issue a connect mes

sage by changing version back to 3. Then, the RMB acknowledges a new MQTT 

CONNACK*(3) message with a code in the variable header in the field 6-255 (reserved 

for future use). This message is a "Connection Renew" message with field Enumeration-6, 

HEX-0x06. The RMB includes in the payload, the network address of the fixed broker 

in the UTF-8 string: ip_address: port. A broker classifies callbacks as reachable (TCP/IP 

address) or non-reachable (remaining). In step 5, the RMB delegates topics/subscribers 

and publishes this information (CBF of topics and callbacks) using a standard MQTT 

PUBLISH message, so no specific protocol modifications are needed. In this step, the 

Subscriber has to disconnect to the RMB and then attach to the fixed broker. Thus, the 
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RMB sends a (7) a new CONNACK* message with a code in the variable header in the 

field 6-255 (reserved for future use). This message is a "Connection Renew: Active Topics" 

message with field Enumeration-?', HEX-0x07. Finally, the subscriber connects to the 

Fixed Broker using the CONNECT* and is ready to receive notifications. 

In case B, the same client still attached to the fixed broker. Then, the RMB calculates 

and publishes (10) a new list of hot-topics it needs to recover, so later it receives in the 

PUBLISH message payload (11) the list of the CBF/callbacks. Next, the fixed broker 

sends a CONNACK* message (12) to each one of the subscribers it currently servers 

and matches these topics. Hence, subscribers can CONNECT again to the RMB. In the 

case a mobile broker, with no subscription delegation characteristics, starts to serve 

subscribers, first, it must issue a PUBLISH message with an empty payload and attach

es to the topic the string delegate/deactivate/no. Then, the fixed broker sends to all its 

serving subscribers a new CONNACK* message with a code in the variable header in 

the field 6-255 (reserved for future use). This message is a "Connection Renew: Renew 

Topics" message with field Enumerations, HEX-0x08; and a payload that include the 

ip_address:port of the new broker coded in UTF-8. Therefore, Subscribers resend a 

standard CONNECT and then a new SUBSCRIBE (topics) message to the mobile bro

ker. This new message let RMB to be pluggable, even if clients do not support the pro

posed MQTT extensions. 

CASE A CASEB 
Subscriber RMB 

(2)CONNECT* sw 
Q)CONNACK* 

(4)SUBSCRIBE (T) 

(7)CONNACK* 
4 
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Figure 16 MQTT Message Extensions 

In the case a MQTT-compliant RMB acts as a resource mapper it has to redirect mes

sages to subscribers' callbacks; so our objective is to allow RMB to notify subscribers 

without digging into the payload. The MQTT specification establishes that a payload 

part of a PUBLISH message contains application-specific data only and no application-

specific flags are allowed in the fixed or variable headers; so sending callbacks within 

the payload breaks this principle. Hence, the extension defines a new MQTT command 

message with the following characteristics: Message Type: PUBCALLBACK* and Enu

meration 16. The variable header has at least 2 bytes that represent the MSB and LSB 

(string lengths) of a UTF-8 STRING which contains all the subscribers' callbacks. The 
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character data of this STRING are encoded starting from byte 3 of the variable header. 

Callbacks are separated by a character: 0x22 and start and end with a 0x7B and 0x7D 

respectively (e.g. {cbl"cb2[). The payload is encoded after the last character. 

An alternative way to support compatibility of the distributed notification is to im

plement a pure-topic communication; in other words without defining new protocol 

extension. However, it comes up with disadvantages. Since subscribers must know 

when they have to move to a new broker, they should subscribe to one additional and 

tailored topic in order to receive re-connection events of the new broker. In addition, 

RMB and fixed brokers will have to exchange these topics and maintain the additional 

reference callback-TO-re-connection/topic because subscribers could be required to 

move at any time. Having a topic-based/re-connecting mechanism obligates to have a 

coupled matching-notification layering in the brokers side, which also breaks the de

coupled communication model offered by the Pub/Sub paradigm. This mechanism also 

forces additional session "negotiation" mechanisms whenever a RMB delegates and 

recover a channel; so, subscribers will be un-aware of delegation and re-subscriptions 

compatibility until runtime, however, with the proposed extension the subscriber will 

know in advance the notification capabilities of its serving broker. 

4.4.2.2 Validation of the scenario 

I validated the scenario through a combination of real and simulated environments 

based on the ns-3 ("Network Simulator 3," 2013). The implementation of brokers were 

developed using a modified version of the java-based ("Moquette," 2013) which runs 

over the application layer over the Linux Containers (LXC). Communication between 

application and network layer was achieved by binding LCXs with the ns-3 environ

ment through ghost nodes. Figure 17 shows the organization of these layers. The simu

lation environment ran over a server with CPU Core i7 2.80 GHz, 8GB of RAM and 

Ubuntu 12.04 64 bits. Two different large range wireless technologies LTE and WiMAX 

were employed to communicate a RMB in LXC 1 and the fixed broker in the LXC 2. 

The distance between the mobile and fixed broker was set to 1 KM and a common 

bandwidth of at least 10Mbps 

The WiMAX network was configured with a constant position mobility model. It 

considers three nodes: 2 user equipment (brokers) and one base station. WiMAX physi

cal modulation type is set to QAM 16 and best effort traffic. The power transmission of 

the nodes was set to 50dB, which is guaranteed low packet loss at the used distance in 

comparison with the 30dB default. The LTE network was configured with the 2 user 

equipment (UE) and an enhanced Node Deb(eNB). There were 25 downlink sub

channels and 25 uplink channels for UE and eNB. Publish/Subscribe clients were con

nected in both sides of the brokers, using real Wi-Fi 802.llg and gigabit Ethernet card. 
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4.4.2.3 Results 

Figure 17 Ns-3 environment set for validation 

First, the delay of a MQTT publish message was measured. The obtained values were 

0.473 ms using Wi-Fi from a node to the mobile broker, 20.7 ms for the mobile to fixed 

broker over WiMAX and 15.12 ms over LTE. These values are consistent with the 

standard values obtained by other studies {Laner et al., 2012; Westall & Martin, 2011). 

In order to compare the Hot-Topic algorithm a Naive algorithm for topic delegation 

using a simple approach was defined. This algorithm delegates half of the topics to the 

fixed broker and lets the other half to be managed by the RMB. The delegation decision 

is independent from the probability of occurrence of a given topic. 

I designed an event generation model with different operating modes in order to 

demonstrate the advantages of using the Hot-Topic algorithm for different types of 

traffic. RandomTraffic mode allows nodes to generate a set of publications on different 

topics such that the probability distribution is uniform. BiasedTraffic mode enables to 

generate a set of topics around one given, establishing a probability that this topic ap

pears frequently. BurstTraffic mode consists of several bursts of traffic that can be ran

dom traffic and biased traffic. A random traffic cannot differentiate hot-topics and 

therefore, the performance of the Hot-Topic algorithm over the Naive algorithm is sim

ilar for a traffic generated by using the RandomTraffic mode. 

The benefit of detecting hot-topics is clear when one or more topics occur with more 

probability. This traffic pattern is natural in infrastructures where sensors exchange 

heterogeneous information such as the Smart Farming scenario. To confirm the theoret

ical contributions, the test collected the average delay to deliver a publication message 

for Naive (N-*) and Hot-Topic (HT-*) algorithms in LTE and WiMAX scenarios. The 

test increased the percentage of participation of a given topic {e.g. topic 2) over a set of 

10 topics {e.g. topic 1 to topic 10) using the traffic generated in BiasedTraffic mode. The 

generated traffic has a set of 200 publications and the values chosen for the implemen

tation of the algorithm is 400ms (X.Time) of frequency and 2000ms of sliding time 

(Y.Time) size. Therefore, as can be seen in Figure 18, in the case of the Hot-Topic algo-
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rithm, the average delay to deliver a publication messages is decreased while increas

ing the percentage of participation of a particular topic, as the matching and notifica

tion processes are mostly performed in the mobile broker 
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Figure 18 Average end-to-end delay for publication messages 

When the most probable topic is changing over time, it is necessary to maintain a 

small sliding time so that topics occurred more recently are given best scores, as pro

spective topics are more dependent on these topics that on older ones. 

The second test generates bursts of biased traffic by changing the probable topics. 

For this test a variable sliding time has been considered in order to check that the Hot-

Topic algorithm manages the impact of recent topics on future topics. The results are 

showed in Figure 19. As it can be seen, by increasing the sliding time size from 100ms 

to 20 seconds, the average delay to deliver a publish message using the Hot-Topic al

gorithm gets similar to the delay offered by the naive algorithm. 
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Figure 19 Average end-to-end delay for burst of biased traffic 

Results show that the Hot-Topic algorithm improves the publication delay when a 

RMB delegates the notification of events to the fixed broker, in comparison with the 

naive approach. It is also shown that the sliding time can be used to adapt the algo

rithm to different sets of traffic, fact that increases the pluggability of the RMB in un

known scenarios, for example in wireless environments where the expected rate of 

events are known in advanced and TCP retransmission are limited by energy con

strains. In random traffic the performance of the Hot-Topic algorithm is similar to the 

naive approach, so using the hot-topic algorithm neither improves nor worsens the 

publication delay. 

Finally, concerning the target research question: "Can the performance of the full)/ 

integrated Publish/Subscribe network be improved by means of an efficient organiza

tion of subscribers?" The results confirm that the performance of the Pub

lish/Subscribe network is improved in terms of average end-to-end delay with an 

efficient organization of subscribers. 

4.5 Conclusions 

In this chapter, I defined the architecture of a mobile Publish/Subscribe broker that 

matches the characteristics of mobile environments according to the Objective 2 of this 

dissertation). I also specified a Process Integration Model for enabling mobile brokers 

behave as a uniform Publish/Subscribe system. By doing the latter, I fulfill the Objec

tive 3 of this dissertation. The following specific contributions have also been made. 

• The architecture for a mobile broker I called Rendezvous Mobile Broker 

(Morales, Robles, Alcarria & Cedeño, 2013a). This architecture is compatible 
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with wireless devices, such as smartphones, and it is suitable to be integrat

ed with a topic-based Publish/Subscribe network. 

• A Process Integration Model based on distributed matching, subscription 

storage and notification for the Rendezvous Mobile Broker (Morales, Ro

bles, Alcarria & Cedeño, 2013a). This model makes use of topic-based Pub

lish/Subscribe coordination spaces in order to integrate all the processes of a 

given space of brokers into a unique communication channel and improve 

the flexibility of the event matching and notification. 

• A new Subscription Allocation Algorithm that extends the performance of 

the mobile broker by allowing it to handle more subscriptions (Morales, 

Robles , Alcarria & Cedeño , 2013a). This algorithm condenses topic-based 

subscriptions in Counting Bloom Filters, in order to maximize the storage 

capability of a mobile broker. 

• A new subscription-partition solution based on a Hot-Topic Algorithm in 

order to accomplish the goal of improving the topic distribution based on 

the topic's popularity (Morales, Robles , Alcarria & Cedeño, 2013). This al

gorithm uses the rate of events to classify which are the most and least popu

lar topics, based on a sliding time. Gnce a mobile broker implements this al

gorithm, it can delegate less popular topics and recover popular topics, fact 

that improves the delay of notification on events. 

• An extension for the MQTT protocol version 3.1, with the purpose of sup

porting the process integration model, and maintaining their flexible and 

lightweight properties (Morales, Robles, Alcarria & Cedeño, 2013). This ex

tension allows a Rendezvous Mobile broker to delegate and recover sub

scribers while maintaining the compatibility with legacy brokers using 

MQTT v3.1. 

I resolved the specific research questions referred to in Section 4.4, which are direct

ly related to the Sub-hypothesis 1 of this dissertation, so it was confirmed that the con

tributions of this chapter increase the performance of the Publish/Subscribe network. 

I developed a validation scenario, based on a new application domain called Smart 

Farming. In this scenario, I made use of a Wi-Fi/LTE-based scenario, in order to verify 

the advantages of the proposed hot-topic algorithm and the protocol extension using a 

simulated environment using ns-3. 

Finally, the contributions of this chapter lay the networking foundations to coordi

nate the execution of mobile distributed services, developed of next Chapter 5, by im

proving the performance of the overall Publish/Subscribe network. 
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5. SUPPORTING MOBILE DISTRIBUTED SERVICES OVERA 
PUBLISH/SUBSCRIBE NETWORK 

5 Supporting mobile distributed 
services over a Pub
lish/Subscribe network 

5.1 Introduction 

The first objective of this chapter is to define a service model compatible with the 

characteristics of mobile Publish/Subscribe networks, in such a way that the Pub

lish/Subscribe network may support the messaging that leads to the coordinated 

execution of the service fragments (Objective 1.4.4). In addition to this, the second 

objective is to develop information distribution mechanisms for the mobile Pub

lish/Subscribe network to enable a resilience and lightweight execution of mobile 

distributed services in unreliable networks (Objective 1.4.5); for this purpose I rely 

on the contributions of the mobile broker architecture defined in Chapter 4. 

With the aim of fulfilling all requirements of Section 3.3.1,1 define an abstract com

position model of service fragments, which is shared between the service layer and 

Publish/Subscribe layer. Later on, based on the reference model of Section 3.4.1,1 iden

tify, define and implement new information distribution messaging in order to allow a 

Publish/Subscribe network to coordinate the execution of mobile distributed services in 

unreliable networks. 

In Section 5.2, firstly, I propose the definition of a new concept Cooperative Mobile 

Services to abstract the characteristics of mobile distributed services by means of the 

execution of flexible and partitioned workflows over mobile devices. 

In Section 5.3,1 present the solutions to model the workflow parts as subscription of 

the Publish/Subscribe network. Then, in Section 5.3.1, I present a subscription binding 

model that maps Publish/Subscribe primitives to the workflow structure of a Coopera

tive Mobile Service. In Section 5.3.2, I improve the correlation in Cooperative Mobile 

Services and propose the Task-to-Topic Intersection algorithm in order to achieve net

work-friendly service coordination. 

In Section 5.4, I propose two information distribution strategies for control events: 

simple Publish/Subscribe routing versus gossip-based routing with the purpose of support

ing the flexible and resilient coordination of CMS executions over unstable environ-
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ments. Therefore, in Section 5.4.1, I provide a qualitative analysis of them and in Sec

tion 5.4.2, I develop a tunable algorithm to disseminate control events, I call it: Control 

Event Dissemination Algorithm. 

Section 5.5 includes three experiments. The first one relates to the performance of 

the Task-to-Topic intersection algorithm. The second one tackles the usage of gossip-

based algorithms as an information distribution strategy for Cooperative Mobile Ser

vice. The third one describes the performance of the Control Event Dissemination Al

gorithm versus a standard gossip-based routing. 

The contributions of this chapter were published in the following research papers 

(Alcarria, Robles, Morales, & Cedeño, 2013; Morales, Alcarria, Robles, & Cedeño, 2012; 

Morales, Alcarria, Cedeño, & Robles, 2013) 

Based on the contributions of this chapter, the next Chapter 6 further develops the 

core components of the Publish/Subscribe network to improve the coordination of 

highly distributed services over large-scale networks. 

5.2 Cooperative Mobile Services 

As I reviewed in Section 2.3, services have being defined in many ways and there 

are plenty of service management technologies that targets heterogeneous application 

scenarios with different requirements, especially in mobile environments. Coordinat

ing the execution of mobile distributed services over a Publish/Subscribe network has 

specific requirements (Section 3.3.1), that demands a more specific definition of a ser

vice model that is missing in the literature. Then, I based on the definition of distribut

ed web services (AlShahwan, Moessner, & Carrez, 2011b), mobile web service (Mu

hammad Asif, 2012), web service execution (Asif et al., 2008), mobile workflowQeng et 

al., 2000), cooperative service execution (Avanes et al., 2007) of literature, in order to 

provide a single, clear and suitable abstraction that reflects the characteristics of a ser

vice decomposed and executed in a mobile environment. I call to these specific ser

vices: Cooperative Mobile Services (CMS) (Alcarria, R, Robles T, Morales A. & Cedeño 

E. et al., 2014), which have the following essential characteristics. 

The CMS is driven by a workflow that is fragmented into smaller unit of tasks and 

distributed among mobile devices but not limited to them. These units exchange data 

and control events through a service execution engine and perform invocations to the 

so called IoT Objects through an access middleware. 

The coordination model is based on choreography, so the CMS strongly relies on the 

capability of the network to transmit the triggering conditions from a predecessor ser

vice fragment to a successor CMS fragment. 

In CMS, the ubiquitous access to the functionality of the IoT objects (e.g. access to 

GPS values and internal databases) is decoupled from the invocation control in the 

workflow, as described by WS-BPEL and Service Component Architecture (SCA); it 

also includes invocations to application layer protocols such as HTTP and MQTT. 
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Therefore, the CMS relies on the access middleware which is the responsible to access 

the functionality described by the running activity. It includes support libraries for lo

cal invocations to device capabilities (e.g. GPS info, camera and contacts,) and to re

mote objects (e.g. objects i n the web of things, databases, sensors and web services). 

During the CMS execution, due to natural mobility characteristics of execution de

vices, which often suffer from problems related to lack of connectivity (lack of coverage 

or low battery), operations such as device disconnections and reconnections or the ad

dition and removal of workflow participants are required to be managed. 

The CMS is independent from the front-end applications that make use of its func

tionalities. The specific architecture for supporting the CMS execution is based on ter

minal architecture proposed as part of previous author's works (R. Alcarria et al., 

2012),which runs in each one of the mobile devices being part of the CMS. It is showed 

in Figure 20. In this architecture, the CMS workflow is described by a SDL document. 

The SDL contains information about event dependencies and agreed topics for com

municating with other CMS fragments, the service orchestrator, in the literature also 

called service execution engine, starts the service execution (2) by invoking each one of 

the functionalities the workflow describes. An access middleware responsible of ac

cessing (3) the functionality described by the running CMS fragment. The service or

chestrator uses the Coordination API (4) to invoke the sendEvent (fristanceld, Acti ityld, 

data) method so that the Service Manager (SM) carries out the process of communi

cating the CMS with their neighbors. The service orchestrator waits until the service 

manager asks to execute a new limit activity with the receiveEvent (Instanceld, Activity-

Id) method. To address this communication of service events, the SM uses the Network 

communicator (NC), which makes use of a Publish/Subscribe client allowing the ter

minal making part of the underlying Publish/Subscribe network. These clients imple

ments the interfaces defined in Section 3.4.5. 
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Figure 20 Terminal architecture for Supporting CMS executions 

91 



5. SUPPORTING MOBILE DISTRIBUTED SERVICES OVERA 
PUBLISH/SUBSCRIBE NETWORK 

5.2.1 Modeling the workflow of Cooperative Mobile Services 

The workflow model of a CMS is based on tasks and activities that are allocated in 

local or remote nodes and mapped to the underlying Publish/Subscribe layer. The 

workflow model of a CMS consists of the set of logical tasks and the communication 

channels between them, which are supported by a processing infrastructure on top of 

the Publish/Subscribe network. Workflows are executed in a distributed way and logi

cal relationships among tasks, which represent their internal behavior, are arranged in 

the fragmentation or partitioning process. The fragmentation process covers the actions 

of computing, initializing and distributing a set of fragments needed for carrying out a 

service, which are beyond the scope of the CMS model but are reviewed in Section 

2.3.2; so I assume that all the fragments are successfully placed in the mobile node and 

the information about fragment interaction is stored in a SDL (Service Description 

Language) document, which contains the necessary information to execute the frag

ments (e.g. a WSDL). Tasks are logical fragments of the workflow executed in local or 

remote nodes. I also assume that mechanisms exist to place and create tasks instances, 

so tasks are executed by a service orchestrator, which is present in each mobile node 

that participates in the CMS execution and the Publish/Subscribe client being served by 

a RMB or a fixed broker. A task is composed of at least one Activity. An Activity is an 

atomic unit of a task that has inputs and outputs. It abstracts the communication with 

an object that can be physical (e.g. a GPS sensor), digital (e.g. a local database), local 

(existing in same mobile device running the service execution engine), or remote (e.g. 

in a remote mobile device) For example an activity can be the action of requesting a 

local database value, or a remote notification of a finished job. Activities can trigger 

control events (ev) and consume those ones produced by activities running over differ

ent tasks. Therefore, from the communication perspective they trigger the publish(ev), 

subscribe(ev), and un-subscribe(ev) primitives of the Pub/Sub network and are notified(ev) 

by brokers. I define Limit Activity (AL) as any activity that communicates with other 

activity contained in a remote task, so AL can act, in runtime, as a producer, consumer 

or both. A control event is the action of transmitting a control message (e.g., to start the 

AL execution); so, I use them as similar terms when referring to the communication 

mechanisms. 

Tasks must agree on the control events their ALS generate or require, and how they 

are mapped to control events in the Pub/Sub layer. Therefore, brokers have to filter and 

only deliver those ones that match subscription requests. To do this, I use topic-based 

identifiers. Messages are published using "topics" that identify ALS' outputs and sub

scriber ALS subscribe to topics (Tp) representing their triggering condition or inputs. 

Logic gates are used to enable communication between tasks, in the control plane. 

These logic gates follow the patterns model, defined by (Van Der Aalst et al., 2003), 

corresponding to basic control flow patterns, advanced branching and merging. Thus, 

hereinafter, I use workflow pattern and logic gate as the same concept. Figure 21 illus

trates the two different planes that the model targets, from the global coordination per-
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spective of the CMS. It also shows how control events are mapped to Pub/Sub primi

tives and events and later disseminated over a distributed broker scenario. Limit activi

ties are linked by logic gates, which in turn trigger control events that activate subse

quent ones. 

Mobile nodes being part of the CMS exchange data by following a choreography 

perspective, whereas control flow is set up using a component called Coordinator. The 

use of this kind of solutions is already present in the literature (Asif et al., 2008; Balis & 

Bubak, 2008; Daniel Pakkala et al., 2004), so the Coordinator binds the inputs/outputs 

of tasks, provides to brokers the internal bindings they must support along with other 

information such as the total amount of tasks that participate in the same service in

stance. 

Tasks must agree on the control events their AL$ generate or require, and how they 

are mapped to control events in the Pub/Sub layer. Therefore, brokers filter and only 

deliver those ones that match subscription requests. In this model topics are assigned 

by Coordinators. 
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Figure 21 Global coordination of C M S 

5.2.2 Coordination of Cooperative Mobile Services 

This section describes an example of a CMS that matches the coordination require

ments I presented in Section 3.3.1, on top of a Publish/Subscribe network. In this sce

nario, the CMS is coordinated in order to enable a distributed execution between dif

ferent nodes from one or more networks. This scenario has the aim of facilitating the 

understanding of service behavior and the coordination needs 
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The whole scenario is based on The Home Care Assistance Service, introduced in 

Section 3.2.6, which is a CMS composed of set of coordinated tasks, in order to enable a 

distributed execution between different nodes from one or more networks. Each task is 

composed of activities and a logic that defines its execution. These activities exchange 

data and control events through a service execution engine and perform invocations to 

local resources through a communication middleware proposed in previous works 

(Alcarria, Robles, Morales, Lopez-de-Ipiña & Aguilera, 2012). 

The Home Care Assistance Service, depicted in Error! Reference source not found., 

notifies a group of volunteers and supervisors some alerts related to the monitoring of 

elderly people in their homes. If a monitored person (a patient) has an accident, the 

service task that is responsible for collecting the information generated by the motion 

sensor, produces an event that turns on all the lights (of its home) and then sends an 

alarm to the response team. This team consists of a group of volunteers, whose re

sponse time is very short (usually neighbors), and emergency professional teams such 

as: ambulances, health workers and firefighters. In this scenario, I assume that service's 

tasks are instantiated over mobile devices. Therefore, depending on the conditions of 

the generated alarm, and the current interests of these participants (the time-range, the 

location) the alert is finally notified to a specific participant (volunteer or emergency 

entity), or an entire team; so, they can initiate the safety procedures and accordingly 

react to the situation. 
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Figure 22 Home Care Assistance Service 

The Home Care Assistance Service is composed of three service tasks (monitoring 

team, volunteer response team and emergency response team). It is modeled as a 

workflow diagram consisting of choreography tasks that invoke local or remote func

tionalities, such as the connection to the motion detector (to detect a lack of motion 
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problem of the monitored patient), the home illumination system and mechanisms to 

respond to alarms. The whole service runs on top of a Publish/Subscribe network. 

The service execution is distributed among several entities (mobile devices) and 

tasks perform invocations to the mobile device's local resources and its nearby capabil

ities (e.g. proximity sensors and accelerometers). Hence, tasks are loosely coupled, in 

runtime, from other tasks, and the results of the invocations of local and remote re

sources (outside of the mobile service execution engine) are correctly identified and 

delivered by the Publish/Subscribe network. 

As each entity executes a set of tasks, these tasks pass through different internal ac

tivities (e.g. send and alarm, notify volunteers, wait for confirmation), they are coordi

nated with other tasks in order to ensure the correctly transition from one state to an

other. Thus, the CMS relies on a message correlation mechanism that ensures that only 

the correct notifications and events reach the right task's activity; so, the Pub

lish/Subscribe network maintains service execution continuity over unreliable and un

structured network in the case a single instance tasks (e.g. a volunteer) disappears. The 

service coordination is adapted to include more participants that arrive during service 

execution, as new patients or volunteers may appear. Hence, once monitoring tasks 

produce events, new consumer tasks are notified. 

5.3 Supporting CMS over a Publish/Subscribe network 

In Cooperative Mobile Service (CMS) the way the triggering conditions of the ser

vice fragments are transmitted has a high impact in its execution. Highly distributed 

CMS execution, over an wireless and unreliable network, could requires many events 

to be stored, forwarded, and asynchronously delivered; so having a mobile Pub

lish/Subscribe network, by means of Rendezvous Mobile brokers, can offer to a better 

integration of the CMS and Publish/Subscribe layer, which can improve the improved 

service coordination in comparison with having fixed brokers. 

During the execution of a CMS, the RMB, manages information from its nearby en

vironment (e.g. similar to smart home network proposed in (Baladron et al., 2012) or 

the home workout scenario(Morales et al., 2014)). Hence, the RMB controls the way 

information is published/consumed-to/from the outside, since the resources being used 

by services fragments come from local functionalities (e.g. a GPS sensor, a Bluetooth 

sensor). Therefore, a RMB controls the way service fragments' interests (realized by 

subscriptions) are delegated or recovered by the RMB, as well as to match the PSC 

space with the Pub/Sub channels created to match and deliver specific events (e.g. pro

cess and notify volunteers) of service instances. It is clear that a standard fixed broker 

could support this scenario; however, the executed service (in the mobile node) will 

have to rely on a broker that will always be managing the service fragments' interests 

and features that provide the RMB will be missing such as flexibility. In the case the 

mobile device moves to another domain, and has to consume content from other 

sources including service states (control plane), the mobile device will have to re-
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initialize the Pub/Sub subscriptions and the identification of service events (including 

control plane), which affects the service execution continuity. 

In a similar case, the same mobile device executes a CMS but is not served by a 

RMB. In a case of failure of its serving broker, the mobile node can move to another 

broker using one of the existing protocols (Z. Salvador, Larrea, & Lafuente, 2012) and 

recover all the un-received events (Cilia et al., 2003). However, if the new broker is 

unaware of the employed protocol the node can subscribe again, but some control 

events could be lost, and the CMS can acquire an undetermined service state. On the 

other hand, if the CMS execution is supported by a RMB, it could obtain the right event 

by adapting, on-the-fly, its event notification protocol with a more resilience one (e.g. 

using a Gossip-based solution). In addition, even if the mobile node can move to an

other fixed broker, there is no guarantee of maintaining the same level of distribution 

of service fragments' interest. In RMBs, the subscription storage, the matching process 

and the event notification process, which traditionally are concentrated in fixed bro

kers, can be distributed to support the previous cases. Therefore, in order to support 

this kind of CMS needs, it is sometimes convenient to move publishers and subscribers 

together with their RMB; fact that is far more difficult with a Publish/Subscribe system 

missing the RMB functionalities. 

Figure 23 shows the overall solution to improve the coordination of CMS executions 

over a Publish/Subscribe network. This solution is compatible with fixed or mobile 

broker implementations, but running CMS over a RMB offers all the qualitative and 

quantitative enhancements demonstrated in Chapter 4. In this solution, the workflow 

driving the CMS has been previously fragmented and distributed, and the Service Or-

chestrator of each node is capable of managing tasks instances and invokes limit activi

ties. 

Figure 23 Overall solution to support CMS over a Publish/Subscribe network 
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5.3.1 Subscription binding model 

The objective is to improve the coordination of the CMS by delegating to brokers the 

complexity of communication between CMS' ALS and logic gates by means of a sub

scription binding model. The CMS Workflow is supported using a pluggable matching 

which can work on top of standard broker processes. Hence, while standard topic-

based brokers match incoming events and notify the right subscribers based on their 

interest, a broker implementing this pluggable matching firstly filters the control 

events that fulfill the logic gates and later notifies subscribers. So, even if successor ALS 

subscribe to a task and their predecessor subscriptions publish a control event, the bro

ker dynamically holds the notification of this event until the logic gate is satisfied. The 

notification is dynamic because the broker can react to changes in the relationships be

tween activities which were received by the Coordinator. The broker enforces the pat

terns following the models described below. Having this behavior, the broker is capa

ble of decoupling ALS, their role and actions they can trigger in other workflow branch

es or tasks executed in parallel (e.g., an activity that calibrates time).This matching 

model performs as a pluggable component as it only needs to internally receive all the 

published events from every AL, in order to correlate and notify the correct event. It can 

work on top of standard topic-matching functions without any disturbance or special 

synchronization. Figure 24 shows how the subscription binding model is managed 

from the perspective of the broker architecture. 

I use the term internal binding (Bi) to describe how the relationships between AL and 

logic gates inside the broker are modeled. LG represents the process of enforcing these 

gates in runtime so relationships are always a composite binding of two internal bind

ings. I apply the term external subscriptions (SE) to describe the relationship between a 

topic, which represents the interest on the LG fulfilling a control event, and a callback 

address of the Service Orchestrator that runs the AL. In this model, as the SE implicitly 

fulfill the two bindings a standard event notified to a subscriber is defined as: 

s.ev'=f(s.ev,SE). When the logic gate component is added, this event is defined as fol-
k k 

lows: ev' = f£L(Bipk)>lLBisk>LG'), where BIP and Bis define bindings with predecessor and 

successor (SE) respectively. Being BIPT and BIST the whole set of predecessor and succes
sor subscriptions: B¿pk ^ BIPT and B^ c BIST, where BIPT and BIST are the binding 

spaces for a given task instance. Then, the difference between matching an event using 

standard matching and the proposed one is enforced at this point. Whenever an AL 

generates a control event that is published to the brokers, in the case of standard 

matching, the evaluation and notification of the event is straightforward since the bro

ker only ensures that the event's topic corresponds with the existing SE. Nevertheless, 

in this model, whenever a similar control message arrives to the broker, the broker per

forms (depending on the pattern) the steps described in the following paragraph. 
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In runtime, a predecessor binding is an instance, inside die broker, subscribed to a 

control event an At. triggers. In die case that this event fulfills this binding; the broker 

evaluates die Logic Cate (LG) where Bv belongs and triggers an internal event {iev). 

Then, the broker matches this event with the successor bindings which contain the real 

subscribers' callbacks of the logic gate, and ttotifiesfev) them. Retaking Figure 21, the 

input of A.-9 is represented by a Bisr, and the output of Ac-i by B F ; SO in order to modi

fy/activate the execution of AL-9, the broker evaluates if there is a Bo> interested in the 

output event produced by Airi. Next as i t is true and a Sequence flag is active, it gen

erates an internal event captured by BET, which represents the interest of AL-9; then, the 

broker pushes the control message to the callback address of the service orchestrator. 

As I mentioned already mentioned, the model supports six basic control-ñow patterns, 

as they are the most elementary of the entire existing workflow pattern and are used 

for building more complex CMS. Following this approach, I describe by assuming that 

each of the activities mentioned are limit ones. 

Sequence (SEQ): it is the pattern I used to explain our model right before. In this pat

tern, a single activity is enabled after the completion of the preceding activity. Thus, 

brokers establish a one-to-one relationship between BIF and Bis; so, BIP always triggers 

an iev that leads to the real subscriber and its activity. 

Parediel splil (ANDs): in this pattern, a set of activities are enabled after the comple

tion of the preceding activities. Brokers establish a one-to-many relationship with BIF 

and many BE. Bindings that represent the successor activities are triggered by the same 

iev, however, unlike the sequence pattern; the broker matches the iev with the succes

sor bindings they are interested in. This operating mode is due to BIP and Secan be part 

of other patterns, so keeping an internal reference among them, allows decoupling the 

particular activation of the LC instance from other relationships or interests internal 

bindings can have. 
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Exclusive choice (XORs): having a set of candidate activities to be enabled; only one is 

enabled after the completion of a prior activity. In this pattern, brokers also establish a 

one-to-many relationship with BIP and Biss. The pattern depends on the control event 

that defines which activity must be enabled, so, I model this event as: c.ev = /(BLG, ev). 

As I use a topic-based language, this event contains the topic of the Bis that follows the 

workflow. 

Simple merge (XORj): this pattern defines the convergence of two or more activities 

into a subsequent activity. The broker establishes a many-to-one relationship with BITS 

and Bis respectively. Since no synchronization is needed, whenever the first BIP is 

matched with a control event, the LG lets this event reach the Bis as an i.ev. This process 

is available for any of the BIP. After each process, the LG is re-initialized in order to 

support new matched events arriving from the same BIP or new ones. 

Synchronization (ANDj): this pattern defines the convergence of two or more syn

chronized activities into a new activity. In other words, in order to enable the subse

quent activity, all the previous activities must be enabled. This pattern is modeled as a 

many-to-one relationship with BIPS and Bis. In this pattern I do not take into considera

tion correlation issues, because I assume that brokers can implement buffers, 

timestamps or any other mechanism to address them. I start from the fact that brokers 

receive the correct events. Hence, every time the broker enforces the sync pattern, it 

links each predecessor activity to an open lock, so every time an event satisfies a BIP, 

the broker closes its lock. Next, in the case that all the activities are locked, the i.ev is 

triggered and the broker verifies the covered Bis, so then, it informs the corresponding 

task's AL. 

Multi-choice (ORj): this pattern describes the divergence of an enabled activity into 

one or more activities, so the execution of the successive activities is enforced using a 

dynamic condition. The way LG supports a dynamic condition is through the same 

control event of the exclusive choice pattern. Thus, once the LG is enforced the broker 

triggers an i.ev that reaches the Bis and activates the corresponding activity. At this 

point, the challenge consists of how to allow different Bis to only consume i.ev under 

the conditions determined by the received control events. Assuming that these condi

tions include the identifiers of each subsequent activity, my solution consists of letting 

Bis to internally subscribe to their same instances. Then, i.ev messages targeting these 

identifiers will be created and the matching process will be ready to verify if the event 

satisfies only the enabled Bis. This strategy is feasible using topic-based languages (be

cause the same topics can be used as identifiers) and non-distributed subscriptions (as 

the cost of producing events is lower). 
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5.3.2 Resolving the correlation problem of CMS 

In asynchronous systems, correlation sets identify asynchronous messages or events 

to ensure that asynchronous callbacks locate the appropriate client. Commercial WfMS 

such as BPEL uses the notion of correlation sets to hold conversations with partners 

involved in the workflow and are defined so that they uniquely identify the process 

instance to route received messages. However, a wide variety of service-based com

munication systems do not have any in-built mechanisms to correctly identify received 

events. The correlation of messages is directly related to the coordination of distributed 

services, so then in CMS. This is because instances of successor activities enclosed by 

tasks must correctly receive the control events generated by their predecessor ones; so I 

propose a correlation-support solution for the Publish/Subscribe layer. 

5.3.2.1 Runtime support over a Publish/Subscribe network 

In the Home Care Assistance Service, different task instances (Ts) of the same type 

can exchange data, for example several volunteer response tasks interested in receiving 

customized alerts from different monitoring tasks. In this case, a AL y from specific 

volunteer Ts (check-status) subscribesO to control events publishedO by the Monitoring 

Ts (initialize an alarm process); and also to the content produced by the Control Ts 

(process and notify volunteer). Thus, once a broker matches the information it notifiesO 

the Volunteer Response Ts. A topic-based Pub/Sub network easily support this scenar

io as each tasks and activity is identified with a unique topic, so there is a simple Task-

to-Topic relationship. However, if the Volunteer Ts decides to tune up its data interest, 

for example by specifying a time-range or a location, a topic-based subscription will be 

unable to support this interest even if the Pub/Sub language support hierarchic topics. 

In this case, the Volunteer Ts should subscribe to every one of the topics, and later cor

relate the event at the service execution level, which leads to a clear misuse of network 

resources. Concerning the serving broker (the broker that manages the tasks' sub

scriptions); it will have to manage more subscriptions, notify and forward more events, 

which decreases its independency and performance, especially if it runs over a mobile 

node. Even more, in a highly-distributed environment this behavior clearly decreases 

the scalability of CMS execution. 

An alternative to address complex subscriptions of distributed services consists of 

using a content-based Pub/Sub subscription language. However, as I reviewed in Sec

tion 2.2, Content-based languages are more costly in term of processing power than 

topic-based languages. In addition to this, even when there is plenty of content-based 

Pub/Sub languages, the simple nature of a topic-based language in conjunction with 

the features of the RMB, improve the notification of events to different task instances. 

Supporting multiple tasks 

In runtime, the Home Care Assistance Service can be composed of different tasks 

instances of the same type. Figure 25 shows the Pub/Sub "virtual" channels estab

lished among four Ts, two of them playing as Volunteer Response (A, B), one of Con-
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trol (C), and one of Monitoring (D). Following a standard topic-based language, even if 

the use of wildcards or hierarchical topics, the Pub/Sub network still need a unique 

topic to describe the interest and outputs of each task. As an example, if An of task A 

needs input from the An of task C and An {of itself), it should be previously subscribed 

to both outputs. Thus, assuming than task A, runs together with a RMB {in the same 

device), it should not be a problem to subscribe to internal-task events (3); because the 

brokers will not have to re-issue this subscription to an external broker in the Pub/Sub 

network and it also means that the mobile broker saves network traffic. As our scenario 

shows, AL3 of task B also requires input from An of task C; so, whenever An notifies an 

event through the Pub/Sub network a cross-task multiple event (2) is delivered to task 

A and task B, regardless of the current state of An*. In the case of Task D, it only noti

fies (1) information regarding patients, and this notification needs to be accurately cor

related and delivered to only the right An of task C. 

Monitoring 
TaskD 

Oichestate» 

Coordinate sQ 

* 
Au 

i 
| Pub/Sub Mobile Bra her 

t) Cross-Task event 
21 Cross-Task multiple event 
S) Internal-Task event 

Figure 25 Home Care Assistance Service in Runtime 

Even if tasks A and B are part of the same CMS, they are independent entities that 

can acquire dissimilar states because the order of execution of AL; therefore, using a 

common topic-based language affects the expressiveness of the subscriptions because, 

in the Publish/Subscribe layer, both tasks have the same interest and events will be de

livered in the same way. In addition, if task A constrains its subscription to a specific 

location, e.g. only when is near the neighborhood at midnight, it should additionally 

subscribe to two different topics. 

This CMS scenario demonstrates that there could be cases when more than a single 

topic-based subscription, for each AL, is needed. Tasks could express multiple interests; 

so, as these interests needs to be correlated, the resulting amount of subscriptions {in 

the form of topics) can overload the storage and process capability of the mobile bro

ker. 
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5.3.2.2 Extending the topic-based subscriptions 

The solution to resolve the correlation of events is based on extending and improv

ing the way brokers deal with multiple topic-based subscriptions that intersect. In this 

extended topic-based solution, subscriptions are defined assT = {TP,cB}; where TP repre

sents the topic that encloses AL outputs, and CB the callback network address of the 

Pub/Sub client serving the service execution engine executing the Task. It will be un

feasible to employ a topic-based language for every possible value or attribute sub

scribers could be interested in. Thus, the solution consists of representing a series of 

fixed and prearranges values and attributes for each service instance. As an example, 

different heartbeat values of an elderly person should reach volunteers but only de

pending on single time-range conditions; so the normal, high, dangerous values are clus

tered into four different topics (e.g. tasksl/lactivityl/alarm/heartbeat/normal, 

tasksl/lactivityl/alarm/heartbeat/high and tasksl/lactivityl alarm/heartbeat/dangerous). A top

ic can also represent a location (e.g. /location/neighborhood) or a state (e.g. 

/state/available or not-available). 

Two types of subscriptions are differentiated. Chained Subscriptions: 
SCHD = (TP\

 lJTP2...[jTPk}. Whenever an AL subscribes to different topics, their internal repre

sentation, in the broker, remains the same as a single topic; so, the matching and deliv

ery of the event (under TP) only depends on itself. The second one is the Intersected 

Subscriptions/M. = {rP1nrP2...nrñJ . In this case, the broker only matches this subscription 

when all the topics intersect. Since SINTS represent most of the Task-to-Topic relation

ships, in the CMS execution, I propose the Task-to-Topic Intersection Algorithm (TTIA) to 

arrange the subscriptions that are later used by the broker in order to correlate the 

events. 

Input : s u b s c r i p t i o n r e c e i v e d SBiNT 

Output: updated l i s t o f a c t i v e s u b s c r i p t i o n s SBiNT. 
1 : procedure SUBSCRIPTION_ARRIVED (SB INT.) 
2 : f o r each SBi e SBCN. 
3: f o r each T|< e SBTMP 

4 : i f (SBi.T n o t c o n t a i n s (SBiNT T^) 
5: E x i s t s <r f a l s e 
6 : b reak ; 
7 : e l s e 
8 : E x i s t s <r t r u e 
9 : i f ( E x i s t s == t r u e ) 
10 : SB INT.f- i n s e r t (SBINT . CB) 
11 : r e t u r n 
12 : SBCN <- i n s e r t new (SBiNT) 

Algorithm 5. Task-to-Topic Intersection algorithm 

In steps 2 - 4 , the algorithm recovers every subscription SBi of the broker, and then 

verifies if any of the incoming Tpk, is member of the SBi.T.. The algorithm saves the top

ic memberships (SBi .T.) in the form of Counting Bloom. A negative test (5-6) automati

cally skips to the next SBi; since the main condition for the Algorithm obligates that 

every one of the Tpkhas to be member of the CBF, regardless of the order of the Topics' 

intersections. Steps 9-10 insert the call back network address information (CB), and re

turns. If there are no matching intersections, the algorithm creates and aggregates the 
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new registry SBfcwith the SBwrdata (Tpk and CB). Finally, in the case of a Chained sub

scription the broker uses the SAA of Chapter 4. 

5.3.2.3 Supporting Virtual Channels 

The TTIA algorithm creates new subscriptions depending on the amount of intersec

tions of topics. Intersections define the communication flow or virtual channels among 

the same kind of Ts of the same CMS instance. Hence, the brokers' capability of sup

porting virtual channels depends on the amount of subscriptions it can store. Section 

4.4.2 showed that the threshold of the RMB reaches 6000 subscriptions. Therefore, tak

ing into consideration that the maximum number of combinations (without repetitions) 

is reached at: £f Tp/2, the number of intersected TP for this implementation is 14; so 

no more than 14 channels will be supported by this implementation of RMB. Despite 

this, another way to support virtual channels consists of subscribing to every output of 

the Tasks' AL2; nevertheless, it leads to more notifications, and forces the service or-

chestrator to correlate the events. Therefore, there is a direct relationship between the 

number of virtual channels that allow a broker to correlate the events, and its capabil

ity of coordinating tasks instances in the CMS execution. 

The service orchestrator is decoupled from the events and the established virtual 

channels in the broker, even if they run together in the same entity. So, in order to keep 

the service orchestrator and the Publish/Subscribe layer decoupled, the solution is to 

modify the Service Manager of Figure 20 by allowing it to concatenate the intersected 

topics, including the task's identifier prior to the issue of the publishO and subscribeO 

primitives. 

5.4 Pub/Sub information dissemination model and strategies 

In order to support a flexible and resilient coordination of CMS executions, in this 

section, I propose two routing strategies for disseminating control events over a Pub

lish/Subscribe network. Therefore, Section 5.4.1 provides a qualitative analysis of them. 

Section 5.4.2 presents a modification of the gossip-based routing in order to improve 

the dissemination of control events. 

5.4.1 Qualitative analysis 

The decoupling between the service level (execution of a CMS) and the communica

tion level (the Publish/Subscribe layer) allows separating the coordination mechanisms 

between CMS fragments, from the performance offered by a given communication 

model. For a service coordination based on a Publish/Subscribe layer with mobile ter

minals the most important factors to consider in the event routing are: 

Robust execution against link and device falls and capability to resume execution, as 

the work environment considers coverage problems and network link losses. 
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The management of the arrival or departure of new participants to the composed 

CMS execution; the integration and identification of new tasks instances and the new 

events they will produce. 

Level of decoupling between service and Publish/Subscribe levels, which encapsu

lates internal details of the underlying distributed brokers. This facilitates that the 

tasks' executions could be less dependent on the availability and completion of com

munication processes in the distributed network. 

Simplicity of implementation that allows locating the calculation, storage and net

working resources of a mobile node where are needed in a given time. For example in 

the service execution or the publish/subscribe layer (if the mobile device runs a RMB). 

Topology independence because the service coordination requires that even if the 

CMS is highly fragmented, the mobile terminal can rely on the Publish/Subscribe layer, 

and especially in the mobile brokers, even if these brokers are in different networks. 

Consistency of events as control events allows CMS fragments maintaining the exe

cution state of a given task and activities. 

I propose two event routing solutions: simple Publish/Subscribe routing versus 

gossip-based routing. In the first case each broker in the network follows every sub

scription in the system. Thus, upon receiving a subscription from a client or broker (X), 

the broker adds this (TP, callback) to the routing table and sends a new subscription 

message to all neighboring routers except the one it received the subscription from X, 

this is also called a recursive-subscription. In the gossip-based routing solutions, a bro

ker receives an incoming event, waits for a given time, selects the subset of brokers 

(fanout) to which the message is sent, and then gossips the event with some given 

probability. In the Publish/Subscribe network, depending on the event routing solution 

some of these features are best supported. 

Table 3 describes the suitability of the two event routing solution for each feature. 

Table 3 Comparison of event routing solutions 

Feature Simple routing solution Gossip-based solution 

Performance against falls 

New participants manage
ment 

Level of decoupling 

Simplicity of implementation 

Topology independence 

Consistency of events 

Active wait until recovery 

Low-performance path dis
covery for channel creation 

Architecture based 

Requires subscription and 
event management. 

Relying on the brokers' 
knowledge of subscription 
states. 

Depends on serving broker 
storage 

Dissemination overcomes fall 

High-performance path dis
covery for channel creation 

Architecture based 

Exclusively depends on con
trol events. 

Depends on fanout 

Depends on the network 

Regarding the performance against falls and the capability to resume the execution 

when the communication has been recovered the simple routing do not consider dy-
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namic path re-routing, so that when a link or a broker that handles communications 

between two nodes suffers a disconnection, the standard Pub/Sub solution remains 

waiting for the link or broker to reconnect. Instead, the Gossip-based solution uses the 

dissemination mechanism to reach the termination point and always find the alterna

tive route if it exists. 

Regarding the support for the arrival of new participants, the solutions differ in 

how to perform channel creation between services of this new participant and those 

who are being executed on the other nodes. The gossip dissemination mechanism con

verges before a technique based on simple routing of unsubscribed for environments 

with a priori unknown network topology. Once the address and the serving broker of 

all network nodes are discovered and setup, the simple routing solution performs 

much better in terms of publication delay. 

Concerning the simplicity of implementation, a gossip-solution solution is very 

simple to implement, as gossip protocols require a small number of lines of code and 

are symmetric as every broker executes the same code. Gn the other hand, a simple 

routing is also easy to implement, however, the process storing, flooding subscriptions 

to brokers and the management of the brokers' topology, requires more complexity in 

comparison with the gossip-based implementation, which only needs to manage the 

control events while maintaining fully topology independence. 

Regarding the consistency of events, the simple routing solution exclusively de

pends on the serving broker capability to store and notify the correct message while 

leaning on e.g. event queues, QoS parameters in MQTT. In the gossip base solution, 

the consistency depends on the probability of receiving an event, as it can go through 

to many brokers in the network prior to its arrival; so, there might be the case where 

events arrive in different order and in this case the broker must be capable of manag

ing this behavior. 

In summary, a gossip-based solution can be used to enable information sharing in 

networks of unknown size, in the case a robust transmission is needed in environments 

with node and link disconnections and simple and topology independent implementa

tions are required for CMS executions. However, simple routing solutions can offer 

more performance when the network topology is known once the "channels" resulting 

from topics are produced, and in the case the consistency of events is mandatory. 

5.4.2 Gossip-based routing for CMS coordination 

The decentralized characteristics of the CMS require the simplicity and topology in

dependences features, which can be meet by gossip-based routing. Hence, I propose a 

mechanism to allow each broker to dynamically adapting the dissemination of control 

events. Retaking a CMS workflow, when an Orchestrator in the name of AL publishes 

a control event through the Publish/Publish network, this information is routed from 

the serving broker to other peer brokers in the network. Therefore, depending on the 

LG that connect the different ALS the gossip-based routing is tune-up. 
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The routing relies on a gossip-based algorithm I called Control Event Dissemination 

Algorithm composed of two main threads active (4) and passive (12), which periodically 

run inside the broker. The round dissemination time (Ts) determines the activation in

terval of both threads. The passive thread waits for an incoming connection from a 

peer-broker (13), receives the control event values of its peer (Sc.Er) and saves the mes

sage in a queue, along with a timestamp. The active thread periodically routes (9) with 

its peer-broker (Nb), the control events (Sc. Ec.) that have been saved in the queue, but 

only in the interval of Ts, remaining events stay in the queue. Brokers do not route 

events to the same brokers that originally pushed the event. Both active and passive 

thread make use of the update function which selects the accurate strategy the broker 

has to perform, in order to optimize the event dissemination. Next, the peer-broker 

sends the Sc.Ec. following an routing strategy (17) that depends on the Ts got from the 

strategyTime (18) procedure. The routing strategy depends on the internal bindings 

and the LG the broker is supporting, so latter on I develop this matter. Concerning the 

neighbor discovery, I assume brokers implement some of the existing mechanisms 

(Pallickara, Gadgil, & Fox, 2005) to discover peer brokers. I also assume that brokers 

have been clock synchronized using, as an example the network time protocol (NTP). 

Input: activation interval (Ts) of routing 
Output: routing of control events Sc.Ec 
1: initialization 
2: initTimer(Ts) 
3: init active thread & passive thread 
4: active thread 
5: while true do 
6: sleep(Ts) 
7: Sc.Ec <- getCurrentControlEventsQ 
8: Nb <-getCurrentNeighbord() 
9: recover Sc.Ec from queue and route to Nb 
10 : update (Sc.Ec, Sc.Er. Ts) 
11 : passive thread() 
12 : while true do 
13 : Sc.Er <- getlncomingO from Nb 
14 : save Sc.Er in queue 
15 : update (Sc.Ec, Sc.Er, Ts) 
16 : function update(Sc.Fc, Sc.Er, Ts) 
17 : Sc.Ec <- strategy (sType, Sc.EC, Sc.Er, Ts) 
18 : Ts <- strategyTime (sType, Sc.EC, Sc.Er, Ts) 

Algorithm 6. Control Event Dissemination algorithm 

The routing strategies to tune-up the gossip communication driven by the CEDA 

are the following: 

Brokers handle LG as composite bindings of predecessors and successors subscrip

tions representing tasks' interests. In the CMS initialization, the Coordination sends to 

each of the brokers the number of tasks' ALS (a) that participates in the same CMS in

stance. Having a broker population (n), the highly distributed scenario is set as one 

broker per each limit activity n = a. Based on the work of ( Eugster, Guerraoui, Kermar-

rec, & Massoulie, 2004), the expected fraction of peer-brokers (Yr) that already knows 

the Sc.Ec after a round can be expressed as: Yr~l/(l+n.eA(-a.r)). Therefore, the strategy 

is based on using this math formula to pre-calculate the evolution of Yr in the different 
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rounds, and increase or decrease Ts according to the result. However, if the rate of con

trol events is high, pre-calculating the evolution for each control event can affect the 

performance of the broker and the network (as they are set to be executed in mobile 

devices), so I propose to do this pre-calculation over a fixed period of time taken from 

the RTT delay with the most distant peer-broker. This strategy is applicable to Se

quence and Parallel split LG. 

In the case of synchronization LG, brokers are able to monitor the status of BIP using 

and check whether they are still active or not by receiving information from the Pub

lish/Subscribe layer. In the case a mobile device executing a BIP intentionally or unin

tentionally disconnects, the broker modifies the conditions to trigger an ev' as the orig

inally conditions will never be satisfied. In the coordination model for the synchroniza

tion gate I proposed, predecessor and successor bindings are clustered in the same 

broker; however, in the case of having predecessor and distributed bindings across 

different brokers, a broker can gossip an event (msp.broker.gisai.dit.upm.es, <payload> 

including in the payload the new list of BIP for this LG. This can be done by using the 

control channel defined in Section 4.2.2, by attaching in the payload the new list of 

predecessor binding for this specific gate; so once this event arrives to the broker it can 

on-the-fly update the runtime status of the subscription internal binding. 

When a broker receives a control event, it adds a timestamp, and compares the RTT 

of the most distant peer with the delay resulting from the difference between the new

est and oldest timestamp of the received event (based on the topic that identifies the 

event). If a broker calculates that the resulting delay is higher than the RTT the broker 

starts the procedure that implements a new algorithm I proposed called: Round Dissem

ination Time (Ts) Calculation Algorithm (TCA), for the CDA thread. The motivation of the 

TCA algorithm is because the Ts value must be accurately tune-up in order to maintain 

the performance of the gossip-based routing. If Ts is too high, the routing can lead to 

unacceptable delays in the CMS execution, on the other hand, if the Ts value is too 

small, the gossip-based routing can overload brokers' resources and affect the perfor

mance of the network by introducing a large amount of unnecessary traffic. 

To maintain the performance of the gossip routing, only the brokers that received 

events matching their internal bindings are candidates to executing TCA, in addition 

one TCA thread is expected per Task; in other cases the broker maintains a fixed value 

of the Ts (TsMax) that depends on the specific application scenario of the CMS (e.g. 

tolerant or not tolerant to long-delays, very unreliable network and unstable environ

ments). Step 2 recovers the number of peer brokers which were contacted in the last 

gossip round (OBC), this value is different from the total population of peer-brokers 

(TPB). 
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Input: old Ts 
Output : updated Ts 
1: procedure calculate time(Ts) 
2: OBC <- getOldbrokers(events) 
3: IF ( TPB/3 < OBC < TPB ) 
4: Rv.old <- recover() 
5: Timediff <- |RvE.old- RvE | 
6: Timediff.P <- Timediff x 100 /Tsmax 
7: if Timediff.P > Threshold.% 
8: set Ts with Tsmin 
9: else 
10 add 10% of Tsmax to Ts 
11 ELSE 
12 set Ts with Tsmax 
13 return Ts 

Algorithm 7. Round Dissemination Time (Ts) Calculation algorithm 

Step 3 recovers the actual values of Ts that the own algorithm instance has used for 

previous gossip-rounds for the RvE, in the case there are no previous rounds, it sets Ts 

with TsMax. In the first moments of the gossiping process, only a small amount of bro

kers are infective, so, according to (Kephart, 1994), the opportunity to select a suscepti

ble unit is high and reliable. Based on this research result, steps 3 compares if the num

ber of OBC is between the range TPB/3 and TPB/3, and based on this the algorithm 

choose the Ts value. Step 4 recovers the amount of events exchange in the last round 

(RvE.old). Step 5 and 6 calculate the percentage of difference (Timediff) in the 

timestamp of the RvE.old and Rv.E where Tsmax is referenced as the 100%. Then, Step 

7 verifies if Time.diff is larger than the Threshold %, which represents the maximum 

delay tolerable in the network that is independent of the Tsmax. Steps 8 and 10 set the 

Ts according to the result of Step 7. Step 12 assigns the maximum delay to the iteration 

as the chances of infecting peer-broker have been decrease. Finally, Ts is returned. 

5.5 Experiments 

In this section, I show the experiments that sustain some of the contributions pro

posed in this chapter. 

The following research questions were created to design, plan and guide the exper

iments. 

• Does the extension of the topic-based features in brokers lead to a better use 

of existing network resources in CMS executions? This research question is di

rectly related to the Sub-hypothesis 2 and answered in Section 5.5.1; so, I de

scribe the experimentation efforts to verify the network performance of the solu

tions for the correlation of events in a topic-based network based on MQTT. 

• Does the usage of gossip-based routing for the service coordination improve 

its execution resilience in unstable wireless environments? This research ques

tion is directly related to the Sub-hypothesis 2 and answered in Section 5.5.2, so, 

I measure the performance the gossip based routing versus the simple Pub-
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lish/Subscribe routing in a wireless network scenario, based on ns-3, with a high 

percentage of failing links. 

• Does the adaptation of the gossip-based routing for the service coordination 

improve the completion time of the service? This research question is directly 

related to the Sub-hypothesis 2 and answered in Section 5.5.2, so, I evaluate the 

performance offered by tuning-up the gossip routing according to the state

ments described in Section 5.4.2. 

5.5.1 Experimenting with the correlation of events 

The correlation solutions presented in Section 5.3.2 is implemented, in the brokers. I 

call it: Extended Topic Solution (ETS). On the other hand, in order to compare the pro

pose solution with an existing simple solution based on a topic-based Pub

lish/Subscribe language. I call this solution: The Simple Solution Topic (STS). 

In the experiment I consider two representative scenarios: the less and most de

manding cases. I evaluate the performance of the proposed solutions from 1 to 20 tasks, 

based on the exchange of messages required for the coordination of the full CMS exe

cution. Each one of the tasks represents patients and volunteers from the Home Care 

Assistance service. 

In the experiment, ns-3 is employed as it supports communication with the real 

world developments through virtual nodes and TapBrige ghost nodes; so real applica

tions can communicate through the simulated network. The network topology consists 

of one wireless networks in infrastructure mode with four brokers. The para-

virtualization approach was employed; so it means that publishers and subscribers run 

over linux-containers. Concerning the brokers, a fully-simulator approach was devel

oped, so brokers were implemented within the ns-3 simulator. The MQTT protocol 

was chosen as the underlying Publish/Subscribe protocol for all the tests. Specific 

MQTT v3.1 protocol libraries were developed for ns-3 according to the V3.1 specifica

tion of the protocol. 

Concerning the protocol validation, I introduced enhancements in the brokers, due 

to the fact that they had to be capable of discriminating when to apply the ETS or the 

STS solution. In the ETS scenario, the MQTT publication messages followed the struc

ture: "tasksllpulselvalue&instanceAlpulselvalue" which is a string of 40 bytes. I set the 

Messageid field to a 2-byte integer, and a payload to IK. The QoS of the MQTT mes

sage was set to 0. The "&" character was used to identify the intersection of topics. 

MQTT v3.1 supports multi-topic subscription under the same subscription message; 

however, it misses a multi-topic intersection identifier or anything similar, so I have 

defined it as the string "Imodelmultitopic". This enhancement allows the broker detect

ing when it receives several nested and intersected topics in the subscription phase. 

Despite this, other more sophisticated solutions can apply. From the client's side no 

special adaptation was needed in both cases. 
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Table 4 shows the simulation results. In the simulation the maximum of 20 tasks 

were extracted, because of constrains previously explained. In the less demanding case 

there were no differences in both solutions. However, from task and ahead there was 

an exponential growth for the STS (STS~#Task2), in comparison with ETS which main

tains a directly proportional relationship to the number of tasks (STS~#Task). In addi

tion, it can be noticed that the ETS increased the % of saved data, as the required 

bandwidth for coordinating the CMS scenario remains lower than STS. 

Table 4 Simulation results of correlation experiments 

#Task STS (kilobytes) ETS 1 (kilobytes) % ofsaved 
data 

1 1.05 1.05 0 
2 4.18 2.09 50 
5 26.15 5.23 80 
10 104.60 10.46 90 
20 418.40 20.92 95 

Finally, concerning the target research question: "Does the extension of the topic-

based features in brokers lead to a better use of existing network resources in CMS exe

cutions?" The results confirm that the extension I proposed allows the saving of 

network resources by minimizing the required bandwidth to coordinate a CMS exe

cution. 

5.5.2 Experimenting with event routing 

In the second experiment, three different environments were defined. 

RealEnv is a real environment to coordinate the CMS execution. This environment 

consists of three Android mobile phones (one Samsung Galaxy Note and two Google 

Nexus S), a MQTT client for Android and a single open source message broker based 

on java called Moquette (Moquette Website), installed on a server with Core i7 2.80 

GHz, 8GB of RAM and Ubuntu 12.04 64 bits; all the devices connected through a WiFi 

802.llg network. In RealEnv a proof of concept was developed to implementing a CMS 

that has been distributed among terminals. The RealEnv environment is considered to 

provide the most accurate values concerning execution delays. The Gossip-based rout

ing was programmed in Java 1.6. 

SimulatedEnv decouples the service and communication levels through the ns-3 

simulation environment (ns-3 simulator). In this environment a client and a broker 

make use of the MQTT support library that has been developed (MQTT for ns-3 

SourceForge Project) over TCP. Communication between service and communication 

levels is achieved through the communication API, defined in the ns-3 environment to 

invoke publishQ and subscribeQ primitives from an external application to ns-3. The 
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advantage of SimulatedEnv is that it enables to test the scalability of the event routing 

as it allows easily adding several nodes. 

VirtualEnv is a scenario that combines the advantages of RealEnv and Simu

latedEnv. It consists of two main parts, the first is the simulation within the ns-3 simu

lator (version 12.1), and the second one is a set of N nodes implemented using a virtu-

alization technique called containers. Containers are created using the standard Linux 

utilities (LXC). In the configuration phase, the parameters ip address, operation mode 

(e.g. physical or virtual) and bridging have been set up. In this particular scenario, it is 

necessary to define the communication interface in "phys" (physical), as this allow exe

cuting brokers with the same configuration as a real scenario but at the same time iso

lated at the kernel level. 

All the network topology parameters have been set up using a script that defines the 

nodes, network interfaces, connections and applications. Even when this approach 

supposed more complexity, it is more flexible rather than hardcoding the network to

pology. TapBridge has been configured to guarantee that ns-3 and containers will 

communicate in two directions. In this case the corresponding physical interfaces for 

the respective containers were set. The operation mode of the TapBridge is Configure-

Local. This operation mode allows automatically creating interfaces so TabBridges will 

inherit the same configuration. These devices are installed on ns-3 nodes, as ghost 

nodes, so they can communicate, through the same network interfaces, with ns-3 or 

applications that can run inside the container. Finally, in runtime the ns-3 creates the 

TapBridge and containers connect to them. 

The performance of the Pub/Sub nodes in VirtualEnv is equivalent to RealEnv with 

the advantage of providing a large amount of containers. In this specific experiment 96 

containers were opened. Other advantage of this scenario is the possibility of using the 

monitoring and configuration features of ns-3 to simulate link losses. Figure 8 shows 

the architecture of this scenario in which there are two containers, which host a broker 

and a Pub/Sub node with the full architecture, similarly to RealEnv. 

Host OS 

Internal 
N e t w o r k Traffic 

#.» • . _ Flow 
Simulator 3 

Figure 26 VirtualEnv scenario architecture 
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The objective of the experiment is to measure the performance the gossip based 

routing versus the simple Publish/Subscribe routing. To collect quantitative data, the 

SimulatedEnv has been setup with a network of 36 connected brokers, as it is showed 

in Figure 27, where three cases a, b and c are analyzed according to different topolo

gies. In this scenario, node 1 and node 6 are part of the same executed CMS, so node 1 

publishes a control event that must be delivered node 6 in order to reach the successful 

service coordination. 

Jft—A—^^rk 
Node 1 / \ / \ / \ / >. Node 10 

b) Node 1 Node 6 

s — © — s — e — ® — ® — @ - ^ = 3 

Figure 27 Evaluated network topologies 

It has been measured the time since the node 1 publishes a control event is routed 

through the different brokers and finally pushed to node 36 (case c). Then, the simple 

Publish/Subscribe routing mechanism produces a 258ms delay (~ 14.3 ms per hop) to 

the whole path, since a single message needs 18 hops to reach its destination. On the 

other hand the gossip routing offers network convergence at an average of 11 hops. In 

case c, the gossip has used 177 ms (~ 16ms per hop). The variation over time between 

each jump is due to the complexity of spread mechanism in gossip. Nevertheless, when 

the number of hops is fixed (case b), there is only one path between the publisher and 

the subscriber, so the simple Publish/Subscribe routing performs 17% faster than gos

sip-routing solution. This fact has been verified by using a topology of 6 nodes in line, 

each node with an integrated broker, where results show an average delay of 72ms in 

simple routing and 84ms in gossip routing. 

The objective is to demonstrate that using a gossip based routing offer better per

formance in environments with a high rate of failing links. For this task, VirtualEnv 

environment has been setup with 12 virtual containers, 10 for brokers and 2 for two 

clients; clients are connected to broker 1 and broker 2 respectively, as it is shown in 

Figure 9a. Using the ns-3, it has been simulated that "channels" established by the re

cursive subscriptions of the simple routing solution are likely to remain fallen over 

1500ms, so 10 publications messages are sent (with an interval of 500ms) so they will 

reach node 1 and finally node 10. A 500ms delay of processing time has also been in

troduced in each broker, in order to make the failing link time proportional to the time 

publications messages packets make through the network. 

112 



5. SUPPORTING MOBILE DISTRIBUTED SERVICES OVER A 
PUBLISH/SUBSCRIBE NETWORK 

Figure 28 shows how the gossip-dissemination progressively improves the publica

tion delay in comparison with the simple routing solution. The best performance of the 

gossip-routing is achieved when the scenario presents 20 % of link losses. The reason of 

this improvement is because the gossip-based routing can take advantage of the ran

domly available links with peer brokers in order to deliver the event; however the sim

ple Publish/Subscribe routing must wait until the next peer broker (with which it has 

the recursive subscription active) gets online; so events must always follow the same 

path. 

P.Delay(ms) 

6000 

Pub/Sub 

Gossip 

Linear (Pub/Sub) 

Linear (Gossip) 

i 1 1 1 1 1 1 1 1 1 1 

0 2 4 6 8 10 12 14 16 18 20 
Link loss {%) 

Figure 28 Result of the analysis of routing protocols 

Finally concerning the research question "Does the usage of gossip-based routing 

for the service coordination improves its execution resilience in unstable wireless envi

ronments?" The results show that using gossip-based routing improves the coordina

tion of a service by minimizing the publication delay in wireless with a high 

amount of failing links. 

5.5.3 Experiments of gossip-based routing 

The objective of this experiment is to demonstrate that implementing the TCA algo

rithm improves coordination of a CMS by means of a lower end-to-end delay between 

nodes, in comparison with a standard gossip-based solution with a fix round dissemi

nation time. This experiment use the same broker implementation described in the 

previous section. The MQTT protocol is also used for inter-broker communication. The 

amount of brokers configured for this test is 8. 

Table 5 shows the coordination delay of the CMS execution. A CMS is successfully 

coordinated when all control events published by a predecessor activity have been re

ceived by the successor limit activity. In runtime, brokers can queue and forward con-
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trol events in different order, so in order to collect more accurate data for each experi

ment I have introduced 10 dummies control events prior to the 10 valid ones. 

I have simulated three traffic models for a CMS execution. Increasing: a predecessor 

activity progressively increases the rate of control events pushed to the network. De

creasing: a predecessor activity progressively decreases the rate of control events. Ran

dom: the probability distribution is uniform for a rate of control events. All the rates are 

set to go in steps of 100ms. 

In every case the CEDA algorithm runs and gossips data, so I compare the ad

vantages for the three traffic model with TCA versus a standard case where no TCA is 

implemented; so in the latter, I follow a naive approach and set the event rate to 100ms, 

with a Ts fixed to 500 ms as CEDA alone does not takes into consideration the 

timestamp of the events to calculate Ts, so regardless of the traffic model, brokers al

ways deliver events from their queues with the fixed Ts. The OBC value (the amount of 

brokers contacted in the last round) has been set to vary from 1 to 4 and back, peer eve

ry round. Tsmax is set to 1000 ms and TsMin to 100ms for the TCA algorithm. 

A Wilcoxon test was performed in order to verify the completion time of the CMS 

executions. The results demonstrate that the CEDA with TCA improves (in the three 

traffic models) the completion time in comparison with CEDA without TCA. 

Table 5 Coordination delay of the CMS execution 

Traffic Model for CMS execution Median (ms) p-values r 

CEDA with TCA - Increasing 8549.5 O.001 I 

CEDA with TCA - Decreasing 9968.5 <0.05 0.87 

CEDA with TCA - Random 10016.5 O.001 1 

CEDA without TCA 16064 

Finally, regarding the research question "Does the adaptation of the gossip-based 

routing for the service coordination improve the completion time of the service" The 

results show that tuning-up the gossip-based routing with the TCA do minimize the 

completion time of a service execution. 

5.6 Conclusions 

In this chapter, I developed a service model compatible with the characteristics of a 

mobile Publish/Subscribe network and made contributions related to the goal of coor

dinating the execution according to the Objective 4 of this dissertation. I also covered 

the Objective 5 of this dissertation and developed lightweight information distribution 

mechanisms for unreliable environments. The specific contributions are as follows. 

• A single, clean and suitable abstraction model that reflects the characteris

tics of a service decomposed and executed in a mobile Publish/Subscribe 

environments: Cooperative Mobile Services (Morales, Alcarria R, Robles & 
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Cedeño, 2012). This abstraction model reflects the characteristics of a service 

decomposed and executed in a mobile environment, and low-level messag

ing derived from the logical relationships between service fragments. 

• A subscription binding model that binds the inputs and outputs of the 

different fragments of a Cooperative Mobile Service (Morales, Alcarria, 

Robles & Cedeño, 2012). This model is made up of the basic five workflow 

patterns and allows identifying the service fragments using a lightweight 

topic-based method and providing a loosely couple communication between 

service execution engines of each of the mobile devices. 

• A Task-to-Topic intersection algorithm that improves the event correlation 

in mobile brokers. (Morales, Alcarria, Robles & Cedeño, 2013). The algo

rithm allows a network-friendly execution by saving the amount of messag

es needed to execute a Cooperative Mobile Services. Thus, I verified its ad

vantages using the MQTT v3.1 protocol and proposed a multi-topic intersec

tion extension for the same protocol in order to support the algorithm. 

• Two information distribution strategies for control events in CMS: simple 

Publish/Subscribe routing and gossip-based routing (Alcarria, Robles, Mo

rales A & Cedeño, 2014). First, I provided a qualitative analysis by highlight

ing the characteristics that provide an improvement in the CMS execution 

continuity in unstable networks. I confirmed the advantages of the gossip-

based solution over a real and a simulated environment using the ns-3 simu

lator. 

• A gossip-based algorithm I called Control Event Dissemination Algo

rithm, which improves the dissemination of control events (Morales, Al

carria, Robles & Cedeño, 2012). This algorithm improves the coordination of 

the CMS, using gossip routing, by minimizing time required for receiving 

the control events of remote execution environments. 

I resolved the specific research questions referred to in Section 5.5, which are direct

ly related to the Sub-hypothesis 2 of this dissertation, so it was proved that the contri

butions of this chapter enable a more resilience coordination of mobile distributed ser

vices and a better use of the networking resources. 

Concerning the research question referred to in Section 5.5., the experiments con

firm that features of the RMB improve the performance Publish/Subscribe network by 

increasing the capability of supporting subscribers and minimizing the end-to-end de

lay between publishers and subscribers. 

Based on the contributions proposed in this chapter, the next Chapter 6 further de

velops the Publish/Subscribe network and service model in order to improve the coor

dination of highly distributed workflows, specifically scientific workflows, and main

tain their execution stability when workflow's participants. 
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6 Enhancing the execution of high
ly-partitioned workflows over a 
Publish/Subscribe network 

6.1 Introduction 

The purpose of this chapter is to extend the service coordination functionalities of 

the Publish/Subscribe network in order to improve the execution of highly parti

tioned workflows over geographically dispersed networks (Objective 1.4.6). Chapter 

5 described the core Publish/Subscribe functionalities that improve the execution of 

distributed services. In this context, a scientific workflow (SWf), analyzed in Section 

2.3.6, shares the similar service foundations addressed in Chapter 5, but at the same 

time stands for highly partitioned workflows over geographically dispersed networks 

and grid-based execution environments. Therefore, I extend the service coordination 

capabilities of the Publish/Subscribe network by means of the execution of scientific 

workflows 

This chapter provides new enhancements to the Publish/Subscribe network with the 

aim of specifically tackling the requirements 3.3.1.2 and 3.3.1.5 regarding workflow 

execution support and identification of service fragments. 

In Section 6.2,1 analyze the execution environment of scientific workflow and their simili

tudes with the Collaborative Mobile Services, developed in Chapter 5, in order to enhance 

the CMS service model by proposing a common hierarchy of topics shared by tasks and di

vided into namespaces, which improves the identification of SWf fragments. 

In Section 6.3, I extend the service coordination functionalities of the Pub

lish/Subscribe network; as a result, I propose new broker's interfaces for initializing the 

workflow relationships as Publish/Subscribe subscriptions, define a workflow recovery 

algorithm to allow brokers proactively react to workflow changes and variations in par

ticipants, and detail the workflow messaging required to initialize the SWf execution over the 

Publish/Subscribe network. 
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In Section 6.4, I define a communication model that considers all the previous con

tributions, the Bounded Patter over Pub/Sub (PBoPS); then, I provide a qualitative evaluation 

of this solution together with other three communication solutions, targeting the same sce

nario, by analyzing the expected requirements of SWf executions. Section 6.5 shows the 

experimentation efforts, where I develop a validation scenario for the qualitative eval

uation of the communication solutions described in Section 6.4. 

The contributions of this chapter were published in the following research paper 

(Morales, Robles, Alcarria, & Cedeño, 2013b) 

The execution of highly distributed services relies in a Publish/Subscribe layer that 

can be built on top heterogeneous networks. Thus, in Chapter 7, I propose an intercon

nection solution to enable the internetworking between two different Pub

lish/Subscribe networks: a PSIRP-based network and a PubSubHubbub network. 

6.2 Environment of scientific workflows executions 

Scientific workflows management systems (SWfMS) consist of several long-running 

data transformation steps that process large amounts of data, coordinate and control 

the global workflow scheduling, and monitor sub-tasks. In this process of decoupling 

the control and data planes from the task execution, the details of its invocation are 

hidden from the scientist. The high degree of dynamism inherent to these systems is 

not easily modeled or scaled (Yu & Buyya, 2005) by a business Workflow Management 

Systems (WfMS), which provides orchestration with a centralized scheduling envi

ronments which also usually implement centralized messages in the control plane. On 

the other hand, a simple choreography approach cannot be used as it is difficult to 

keep track of all the task instances and workflow activities at any given time (Fleuren 

et al., 2011). The distributed execution properties of CMS are similar to the SWf, as both 

require the transmission of control events, the messages that trigger successor actions, 

to work decentralized and fully decoupled from the executions engines. The contribu

tions made in Chapter 5 and specially Section 5.3, related to the Publish/Subscribe layer 

supporting the transmission of control events, also fit the execution requirements of 

SWf; so I use the same Publish/Subscribe layer to coordinate the execution of SWf. 

SWfs share the same workflow design patterns (Van Der Aalst et al., 2003) as busi

ness workflows, as they are also composed by a set of logically connected tasks. Thus, I 

consider a SWf environment that is composed of complex interactions between tasks 

(e.g. change the running conditions, stop and re-initialize) over a grid scenario and fol

lowing a Directed Acyclic Graph(DAC) execution (I model SWF as DAGs, so that they 

can be converted to well-known orchestration languages such as BPEL (Garcia-

Bañuelos, 2008), with flows/sequences/if constructs). In these interactions, processing 

and communication resources must be dynamically shared between task instances as 

nodes are working at full capacity and can go off-line due to changes in the network 

topology. As tasks can be executed concurrently, they are prone to race conditions and 
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thus, to an unexpected behavior of process executions. For this reason, I also consider 

failure handling and compensation mechanisms. Usually, WfMS provide a single cen

tralized workflow scheduler with a centralized networking model (e.g., web-server to 

web- clients), which is not the ideal solution for executing a scientific workflow as its 

network layer has to deal with a high rate of control events. Thus, even if only control 

events are exchanged, it can become a bottleneck and misuse the network capabilities 

offered by the grid. In this specific SWf execution environment, nodes exchange data 

by following a choreography perspective, whereas control flow is set up using a special 

component called Coordinator, which is the similar to the mentioned in Section 5.2. 

In the SWf execution environment I use the same workflow model proposed in Sec

tion 5.2 where tasks and activities that are allocated in local or remotes nodes and then 

they are mapped to the Publish/Subscribe layer. A SWf is divided into logical frag

ments called Tasks, which are executed in a SWf execution engines. Tasks are com

posed of atomic unit of tasks called Activities. Limit Activities (AL) are the activities that 

consume and/or produced control events of other Limit Activities executed in remote 

tasks. Control events are published using "topics" that identify ALS' outputs and sub

scriber ALS subscribe to topics (Tp) representing their triggering conditions (e.g. start-

execution, stop-execution) or monitoring status (e.g. monitor/active, monitor/finished, 

monitor/exception). Topics are also used to identify the type of the workflow pattern 

that links ALS in brokers (e.g. pattern/sequential), or specific SWf processes carried out 

in the SWf execution engine (e.g. reallocate/datasets, execute/algorithm). 

In the CMS model topics where assigned by Coordinators, however, in order to de

fine a common hierarchy of topics in the execution of SWf, and the transmission of con

trol events, I use a topic domain shared by all tasks and divided into namespaces. Top

ics are published in namespaces in order to receive events in the appropriate language 

and ensure that only compatible events are pushed by brokers. Each topic in a topic 

namespace (ins) can have zero or more child topics and a child topic can itself contain 

further child topics. A topic without a parent is termed a root topic. I use the forward 

slash (/) character to indicate a "child of" relationship. For example, the 

tnsl'.monitor/exception refers to the subtopic exception, subset of the parent topic moni

tor, in the namespace tnsl. 

This approach supports transformation and aggregation of topics. It is possible to 

construct configurations (using intermediary brokers) where the topic, an interested 

"subscribes to" differs from the topic under an entity "publishes". Thus, the broker, 

acting in line with administratively-defined rules, receives the messages, that can be 

control events (related to services, monitoring or processes) from the publisher, match

es and notifies the corresponding subscriber. For example, a subscriber to the topic 

tnsV.monitor also receives notifications from topic tnslimonitorI exception. It is possible 

for participants of the SWf to define additional topics based on existing topics without 

requiring coordination with the participant responsible of creating the topics that are 
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being bui l t on . This is useful for cases w h e r e it is necessary t o t ransmi t moni tor ing sta

tuses, o r n e w SWf processes n e e d e d t o carry ou t . This solut ion i s compatible w i t h the 

WS-Topics ("WS-Topics," 2013), w h i c h p resen t s a set of " i tems of interest for subscrip

tion" in W e b service envi ronments , a n d i t h a s b e e n ex tended t o b e al igned t o a non-WS 

environment . 

A n example of a topic hierarchy for a generic SWf is s h o w n i n Figure 29 . This tns 

corresponds t o t h e English language , t o avoid l anguage incompatibili t ies. T o prevent 

correlation problems, a roo t n o d e h a s been added , so it contains t h e identifiers of the 

task instances t h a t are be ing executed. 

Namespaces 

Root topics 

Child topics 

Enjhsh 

ZI\ 
l i t iga 

Z3, 
l_activit̂ dl 

Figure 29 Topic hierarchy for SWf executions 

6.3 Extending the Publish/Subscribe network to support SWf 

The following section explains the contributions to extend the service coordination 

functionalities of tiie Publish/Subscribe network by supporting a decentralized SWf exe

cution. The extension is based on new interfaces to leverage the complexity of the dis

semination of control events (sv) to brokers, and transfer to them the interactions among 

remote parts of the SWf; the definition of a workflow recovery algorithm and the devel

opment of the workflow messaging needed to initialize tiie SWf execution in brokers. 

6.3.1 Setting up the SWf execution 

In order to support the SWf execution it is necessary to initialize the Pub

lish/Subscribe layer, define the interfaces that allow setting up the brokers, and the 

procedures for dealing with binding recovery between different parts of a SWf in the 

case fragments failed. 

The workflow initialization over the Publish/Subs cribe-management of events re

quires an interface between the Coordinator and brokers. For this task, I use Web ser

vice interfaces based on Web Service Description Language (WSDL), which implies the 

definition of the WSDL document. Prior to the execution of the SWf over participants, 

it is necessary to link the logical interest of an As. (input or output) to the communication 

primitive that will support it: subscribe(ev) or publish(ev). In other words, it is necessary 

to bind the SWf plane with the Publish/Subscribe layer and comply with the logical 

gates that join tasks and their AL. The initialization process refers to mechanisms that 

support the binding of an action of a predecessor AL with the topic of the control event, 
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the associated logic gate, and a subsequent reaction of a successor AL. Therefore, as the 

execution engine of each part icipant detects the AL S that makes u p part of the task in

stance, the topics for each inpu t and ou tpu t AL mus t be designated. For this task, I use 

the Coordinator function. From here onwards , the Coordinator registers the references 

of predecessor a n d successor of every AL of the SWf and generates the topics identifiers 

by following the namespace previously proposed. In this process I a ssume that the Co

ordinator have already received the initial SWf structure and logical relationships be

tween activities from a global SWf scheduler or a workflow composer (e.g., the data

base created by the Trident SWf composer ("Trident," 2013). Brokers inform the Coor

dinator about the ne twork capabilities they support , such as suppor ted protocols, and 

the set of logic gates they can instantiate. Hence, the coordinator can know, in advance, 

which of the brokers can instantiate a logic gate and link corresponding ALS. Then, as 

each AL has its o w n topic the Coordinator can g roup these activities us ing the initial 

SWf structure. The Coordinator sends to brokers the information regarding ALS that 

p roduce events (predecessors) and the AL that are tr iggered by these events (succes

sors) over the same SWf instance. This information also includes the callback addresses 

of executing engine that are running the corresponding tasks. Afterwards, brokers use 

this information to internally g roup subscriptions us ing the model explained in Section 

5.3.1. In order to mainta in a generic and flexible coordination interface be tween brokers 

a n d the Coordinator I define the WSDL s h o w n in Figure 30, which follows the same 

concepts of current SWf systems such as Trident. 

The WSDL describes the logic gates (or patterns) types, and relationships be tween 

ALS they enclose. The SetCapability field is used by the Broker to express its capabilities 

to the Coordinator , whereas the Coordinator makes use of the corresponding response 

to set the predecessors and successor AL in the workflow initialization. SetNewCapabil-

ity messages are sent, by the Coordinator , to brokers wi th the objective of g rouping 

logic gates and AL$. 

The Coordinator groups activities depend ing on the predecessor and successor rela

t ionships be tween AL, SO it pu t s them, by default, in the same broker. In the case this 

process is unfeasible (e.g., d u e a ne twork constrain or a request of the SWf manager) , 

the Coordinator can set a successor activity in a different broker than its predecessor. 

In this situation, the Coordinator marks the predecessor callback string as "remote". 

Then, it attaches in the predecessor field of the message specified by the WSDL, the net

w o r k address of the broker that suppor t s its predecessor AL followed by the topic that 

identifies it (e.g., remote,http://<x.x.x.x>Jtask/activityl). Therefore, the broker of the suc

cessor AL subscribes to the broker of the predecessor AL., and gets ready for receiving 

control events that target the successor AL. This type of recursive subscript ion is the 

same simple Publish/Subscribe rout ing I compared in Section5.4, which is wide ly sup

por ted over the Internet a n d m a n y Pub/Sub protocols suppor t s them (e.g. PubSub-
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Hubbub). Therefore, this kind of activity grouping can be considered independent 

from any specific implementation. 

<def in i t i on 5 name ="ConfigurationService" 
xmlns:xsd="http://www.w3.org/2001/XMLSchema"> 

<types> 
<xsd:element name="brokerdefinit ion"> 

<xsd:complexlype> 
<xsd:element name="brokertype" type="xsd:s t r ing" / } 

<xsd:element name="address" 
type="xsd:st r ing" /> 

<xsd:element name="clientsupport" 
type="xsd: in t " /> 

<xsd:element name="protocol" 
type="xsd:st r ing" /> 

</xsd:complexlype> 
</xsd:element> 

<xsd:element name="sen/icedefinit ion"> 
<xsd:complexType> 
<xsd:sequence} 

<xsd:element name="pattern" 
type="xsd:st r ing" /> 

</xsd:sequence} 
</xsd:complexType> 

</xsd:element) 
<xsd:element name="subinfo"> 

< xsd:complexType> 
<xsd:sequence} 
<xsd:element name="topicid" 

type="xsd:st r ing" /> 

type="xsd:st r ing" /> 

type="xsd:string"/> 

<xsd:element name="callback" 

</xsd:sequence) 
<xsd:sequence} 
<xsd:element name="topicid" 

</xsd:sequence) 
</xsd:complexType> 

</xsd:element> 
<xsd:element name="pattern"} 

<xsd:element name="predecessor" 
type="xsd:subinfo"/> 

<xsd:element name="sucessor" 
type="xsd:subinfo"/> 

</xsd:element> 
<xsd:element 

name="coordinationdefinit ion"> 
<xsd:element name="sen/iceparams" 

type="xsd:pat tern" / } 
<xsd:element 

name="serviceresponse" type="xsd:s t r ing" / } 
</xsd:element> 

</types> 

•¡message name="SetCapabilityRequest"} 
<part name="networkparam" e le

ments" t n5 :b roke rde f i n i t i on " / ) 
<part name="serviceparam" e le

ments" t n5 :b roke rde f i n i t i on " / } 
</message> 
•¡message name="SetCapabilityResponse") 

•¡part name="5en/iceparamresponse" e le -
ment=" tns:coord inatordef in i t ion" /> 

•¡/message} 
•¡message name="SetNewCapabilityRequest"} 

•¡part name="5en/iceparamresponse" e le -
ment=" tns:coord inatordef in i t ion" /> 

•¡/message} 
•¡message name="SetNewCapabilityResponse"> 

•¡part name="5en/iceparamresponse" e le -
ment=" tns:coord inat iondef in i t ion" /> 

•¡/message} 
•¡port Type name="SetCapability_PortType"> 

•¡operation name="SetCapability"} 
<input me5sage="tns:SetCapabilityRequest" 

/> 
•¡output mes

sages" tn 5 :SetCapabilityResponse"/> 
•¡/operation} 

•¡/port Type) 
<binding name="ConfigService_Binding" 

type="tns:ConfigService_PortType"> 
•¡soap:binding 

style="rpc"transport="http¡/ /schemas.xmlsoap.org/soap/htt 
p"/> 

•¡operation name="SetCapability"} 
•¡soap:operation soapAction="SetCapabil i ty"/> 
<input> 

•¡soap ¡body 
encod-

ingStyle="http¡//schemas.xmlsoap-org/5oap/encoding/" 

namespace="urn:coordinator:configservice" 
use="encoded"/> 

</input> 
•¡output} 

•¡soap ¡body 
encod-

ingStyle="http¡//schemas.xmlsoap-org/5oap/encoding/" 

name5pace="urn:coordinator:configservice" 
u5e="encoded"/> 

•¡/output} 
</operation} 
•¡/binding) ... 

• ¡ /de f in i t ions} 

Figure 30 Extract of the WSDL Interface of brokers 

6.3.2 Workflow recovery support 

Brokers are capable of updating internal bindings in order to avoid unreachable 

states or inconsistences in the SWf execution. The sequential pattern is the most ele

mentary supported logic gate. Remaining logic gates can be modeled as a sequential 

pattern in the case of having only one predecessor and one successor activity. A dis

tributed workflow (using many different logic gates) can experience this kind of situa

tion because of on-demand actions or due to runtime inconsistences. Currently, there 

are algorithms (Reveliotis, Roszkowska, & Choi, 2010; Tang et al., 2012) to prevent 

these kind of inconsistences with the aid of the central coordinator, however, their 
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complexity makes them too complex for this scenario. Therefore, I propose a new 

Workflow recovery algorithm. It recovers and reconnects predecessors and successors 

bindings that trigger the real events pushed to limit activities. This method is feasible 

because brokers previously received all the relationships between activities with the 

WSDL. It is compatible with alternative limit activities that could appear in runtime 

because each time a un-subscription (unsub.event) occurs the broker recovers the same 

relationships that are employed in the matching. 

Input : u n s u b s c r i p t i o n event (unsub .even t ) 
Ouput: updated l i s t o f successor b i nd ings BISx 
1 : procedure BINDING_RECOVERY (unsub .even t ) 
2: i f ( checkLas tSucessors (unsub .even t ) ) 
3: Bis ^~ ge tLas tSucessors (unsub .even t ) 
4: f o r each B IP i e B IPT. 
5: i f ( B I S . c a l l b a c k equals (B IPi_ . c a l l b a c k ) 
6: BIP group 4- ge tAHSucesso r (B I P i . ) 
7: f o r each BISx e BIP group 
S: BISx 4- se tNewIn te res t ( B I S . t o p i c ) 
9: end fo r 
10 e n d i f 
11 e n f o r 
12 enc i f 

Algorithm 8. Workflow recovery algorithm 

As an example a SWf is composed of instances of tasks A, B and C which are linked 

by sequential activities in the same order. Hence, task C consumes events produced by 

task B and the latter from task A. The algorithm uses as input, every un-subscription 

event received by the broker. This un-subscription represents a changing state in tasks 

and therefore in its ALS. The un-subscription can be triggered by on-demand actions of 

the SWf scheduler, or by an event of unexpected disconnections in implementations 

that are based on ping-based interactions (e.g. WebSockets ping). Step 2 checks if there 

are still successor bindings (in this case inputs targeting tasks B) interested on the 

events produced by task A's activities. In the case the un-subscription event corre

sponds with the last remaining successor binding that is interested on events received 

from task A, the algorithm recovers (Step 3) the successor binding. Next, the algorithm 

iterates (Step 4) each of the existing predecessors bindings and then compares if the 

callback address of Bis corresponds with any callback address that has published under 

the identifier of BPL In this process the topic can be used as this identifier, as I maintain 

a strict hierarchy, but it stills compatible with other mechanisms. Afterwards, Step 6 

searches for every successor binding, which represents in this case the input for the 

activity of task C, willing to consume the activation events (i.ev) resulting from the 

gate's enforcing. This step can be compared with a membership test which is well-

supported using fast matching techniques (e.g. Bloom Filters). At this point the remain

ing step consists in recovering (Step 7) each one of the successor bindings and set them 

with a new interest (8) that will be at the end, the triggering input of the successor ac

tivity of tasks B. 
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The algorithm targets subscriptions that are being supported in the same broker, 

nevertheless in the case the broker ends its execution and no new interests are set, be

ing the distributed nature of the SWf, it can execute the routing mechanisms I pro

posed in Section 5.4 to disseminate these disconnection events. In the case of synchro

nizing patterns it contributes to the self-healing characteristics of a SWf as tasks de

pend on the correct scheduling of every one of the previous branches tasks and their 

ALS. A S a final point, the algorithm takes as triggering points the un-subscription ac

tions that enclose successor binding instead of predecessor bindings and this character

istic is because it targets SWf based on Directed Acyclic Graphs. 

6.3.3 Workflow messaging to initialize the SWf execution 

In this section, I explain how the SWf is initialized and runs, while using the primi

tives of the Publish/Subscribe network (publish,subscribe,notify,un-subscribe) in order to 

bind tasks and their limit activities. Figure 31b shows an overview of the workflow 

messaging message or event exchange among tasks A,B and C, one serving brokers 

and their Coordinator. In the global schedule model, these tasks carry on the ALS I 

showed in Figure 31a. Tasks A, execute AL-5 and Ai-10. Task B executes AL-7 and Ai-8. 

Task C executes AL-6. 

a) 

b) 

Global coordination of SWf 

Workfl owmessaging 

Control Events 
^ Subscriptions 

Wf management 

Figure 31 Global coordination of SWf and workflow messaging 

In the first step the broker that will support the SWf participants sends (a) to the 

Coordinator its capabilities using the WSDL description presented in Section 6.3.1. 

Workflows' participants subscribe (b. 1,2,3) to the broker and wait until topics corre

sponding inputs and outputs of AL are assigned. Once the Coordinator initializes the 

topic identifiers of each AL, it pushes this information to the broker (c), which matches 
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the correct workflows participants using the client identifier it has received from the 

Coordinator. At this point the broker creates the internal bindings, by arranging prede

cessor and successor activities, and uses the callback information to notify (d.1,2,3) 

tasks A, B, and C with the topics identifiers that represent these ALS. 

The first step towards the global execution of the SWf is to inform each one of par

ticipants regarding the topic identifiers. Gnce tasks subscribe (e.1,2,3) to the broker, it 

registers these subscribers as successors and gets ready to notify control events. I de

veloped logic gate cases of the ANDs and the AND] as they encompass, in terms of 

message exchange, the remaining gates. These two cases involve many-to-many com

munication and control events that trigger activation of branches activities. In the 

ANDs case, AL-7 and AL-6 are the successors; so whenever tasks A reaches AL-5, it pub

lishes an event (f.l), using tns:taskl23/lactivityl23/cevent, and the broker notifies (f.2,3) 

them. Following the SWF execution, activities AL-8 and AL-6 are the workflow prede

cessors and AL-10 the successor. They are connected through an AND] pattern, so it 

requires that all the predecessor activities must be completed before the execution of 

the successor one. Following the binding model of Section 5.3, the broker implements 

the LG and marks AL-6 and AL-8 as BITS, and AL-10 as Bis, so the broker will only trigger 

the i.ev if both BIP are satisfied. After the execution of AL-6, it publishes an event (g.l) 

that matches the first BIP. At this point, the LG conditions are partially fulfilled as the 

broker retains the event that triggers the Bis and the activation of AL-10 until Participant 

AL-8 publishes (g-2) the corresponding remaining event that will match the remaining 

BIP. After any given time, if Task B disconnects from the broker (e.g., due to a planned 

action or an unexpected situation such as a network failure), the latter updates the pre

decessor binding registry for this LG. Hence, in the case 

AL-6 generates a new event; the broker directly matches the only existing successor 

binding and triggers the control event targeting AL-10, as there is no need to wait any 

other predecessor binding. Participants can also un-subscribe to topics, by issuing the 

primitive unsubscribe(topic) and the broker starts the binding recovery algorithm. 

In the case of a broker failure the execution engine use a pre-configured backup 

broker and publish the network properties of the failing broker using the topic: moni

tor/exception/broker. Therefore, as the Coordinator is already subscribed to this topic, it 

will receive this information. Afterwards, it confirms the broker status by issuing the 

SOAP request shown in Figure 32. Both negative and positive responses will be in

formed to the overall SWf Scheduler. In the negative case, it will be caused by a con

nectivity issue between the participant and its broker. The second one represents a to

tal failure of the broker, so the SWf will need a reallocation of participants to an availa

ble broker. 
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POST /WebServiceSensors/Servicel.asmx HTTP/1.1 
Host: 127.0.0.1 
Content-Type: application/soap+xml; charset=utf-8 
Content-Length: length 

<?xml version="1.0" encoding="utf-8"?> 
<soapl2:Envelope xmlns:xsi="http://www.w3.org/2001/XMLSchema-

instance" xmlns:xsd="http://www.w3.org/2001/XMLSchema" 
xmlns:soapl2="http://www.w3.org/2003/05/soap-envelope"> 

<soapl2:Body> 
<ReturnState xmlns="http://ternpuri.org/" /> 

</soapl2:Body> 
</soapl2:Envelope> 

HTTP/1.1 200 OK 
Content-Type: application/soap+xml; charset=utf-8 
Content-Length: length 

<?xml version="1.0" encoding="utf-8"?> 
<soapl2:Envelope xmlns:xsi="http://www.w3.org/2001/XMLSchema-

instance" xmlns:xsd="http://www.w3.org/2001/XMLSchema" 
xmlns:soapl2="http://www.w3.org/2003/05/soap-envelope"> 

<soapl2:Body> 
<ReturnStateResponse xmlns="ht tp: / / tempur i .org/"> 

<ReturnStateResult>string</ReturnStateResult> 
</ReturnStateResponse> 

</soapl2:Body> 
</soapl2:Envelope> 

Figure 32 Example of SOAP request and response. 

6.4 Qualitative evaluation of communication solution 

The SWf execution relies in the support of workflow patterns in brokers, rather than 

in nodes running SWf execution engines. Therefore, I have reviewed in the literature 

existing systems that support the execution of SWf, and then I have classified them into 

three communication solutions based on how they can support the exchange of control 

events/messages. Then, the objective of this section is to evaluate these communica

tion solutions by analyzing the expected requirements of SWf executions in the con

text of workflow patterns and the exchange of control events. Later, I use this infor

mation to extract the advantages of my proposal in comparison with the other three 

communication solutions. These requirements are: information dissemination, info 

dispatching and filtering, task decoupling through workflow patterns, flexibility over 

workflow changes, scalability of events and workflow monitoring and failure han

dling. 

In this section, I demonstrate that offering workflow pattern support in brokers of

fers more global advantages to SWf participants in terms of information delivery, task 

decoupling and so on. Afterwards, I provide a quantitative evaluation of the solutions. 

Figure 33 shows the relationships between the workflow patterns, participants and 

control events. 

The first solution is based on a semi-centralized messaging (SCM) in the SWf sched

uling; in this solution, workflow patterns that connect tasks are supported over central

ized schedulers or a pool (Bradley, Sfiligoi, Padhi, Frey, & Tannenbaum, 2010) of de-
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central ized ones u n d e r t h e same SWfMS. Therefore, I can a s sume tha t communicat ion 

be tween different tasks is suppo r t ed b y establishing channels b e t w e e n tasks a n d 

schedulers , regardless of t h e under ly ing characteristics of t h e disseminat ion layer (e.g., 

a ta i lored grid (J. Cao, Jarvis, Saini, & N u d d , 2003; "Datagrid," 2013, " O p e n Science 

Grid," 2013, "Tavema," 2013) o r web-based messaging (Perera & Gannon , 2006) [33]). 

This characteristic i s because t h e workf low scheduling of tasks is still l inked t o control 

events t r iggered b y schedulers i n response t o t h e workf low pat te rns . Hence , from t h e 

under ly ing communica t ion perspective, these control even t s are stored a n d fo rwarded 

by only one ent i ty (e.g., a buil t - in o r a r emo te message broker) . 

Scheduling SWIMS 

PuNStfo \ * j- * 
• * • Corfrol 

everts 

AL 

5sE 
Jft*£ 

AL 

SsE 

AL 
Tid; 

SWf 
fragments 

Parties ant Nodes -LGare inslatces qt" 
wor!$o w pcStetm 

Fig^e 33 Relationship between patterns, participants and events. 

The second solution is a distributed scheduling messaging (DM) between tasks. 

Tasks are scheduled (Og a saw ara et al., 2011) to run in a distributed table over a P2P-

based scenario, which is shared among participants, rather than in a cluster or a pool of 

schedulers. Triggered events are decoupled from schedulers and the running condi

tions (which also depend on workflow patterns) reside in the same table in the form of 

states (pending, running and finished). 

We call the third solution Pub/Sub with channel optimization messaging (COM). It 

is based on results of my previous research (Alcarria, Robles, Morales & Cedeño, 2012) 

and inherits its mechanisms for establishing channels associated to task and the sup

port of workflow pattern in the same nodes that execute these tasks. Therefore, nodes 

running tasks are loosely coupled from schedulers in execution, at expenses of de

pendency in space. Finally, I name our whole solution model as Bounded patterns 

over Pub/Sub (BPoFS). A summary of the comparison is depicted in Table 6, and a 

qualitative comparison is provided in the next paragraphs. 
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Table 6 SWf execution requirements and communication solutions. 

Semi-Centralized 
Messaging 

(SCM) 

Distributed 
Messaging 
Exchange 

(DM) 

Pub/Sub with Channel 
Optimization Messag

ing (COM) 

Bounded Patterns 
over Pub/Sub 

(BPoPS) 

Information dissemi
nation 

Information dis
patching and filter
ing 
Tasks decoupling 
through workflow 
patterns 

Flexibility over 
workflow changes 

Scalability of events 

Workflow monitor
ing and failure han-
dling  

Sync messaging 
Async Messaging 

Application Level 

Partial 

Depending on 
activity-to-activity 

links 
Depending on 

number of activi
ties 

Semi-centralized 

Request-
response 

Async Messag
ing 

Application 
Level 

Partial 

Depending on 
Single links 

Node depend
ent 

Shared space 

Partial Asynchronous Fully Asynchronous 

Event level 

Partial 

Event Level 

Complete 

Depending on number of Workflow dependent 
activities 

Pattern dependent Topology dependent 

Distributed - task level Distributed - broker 
level 

Information dissemination refers to the mechanisms that allow task gaining access 

to the branch conditions via control events. In the SCM solution it can be fulfilled using 

synchronized messaging or using asynchronous messaging (e.g. using SOAP-HTTP 

bindings). Nevertheless, even if asynchronous messaging is used, these mechanisms 

still lack of the space and synchronization decoupling offered by the Pub/Sub models 

of the COM and BPoPS solutions. In other words, the execution engine that runs the 

tasks will still be coupled to other execution engines, in such a way that they will be 

aware of the location of the target tasks (space coupling) and the flow interaction de

pendencies among them (synchronization decoupling). Despite the fact that centralized 

schedulers can implement large buffers this limitation persists in distributed SWf, as 

sinks and sources addresses must be known, and the synchronism and SWf blocking 

conditions still dependent to this information regardless of the message exchange pat

tern: many-to-one (e.g. ANDj) and one-to-many (e.g. ANDs). This also introduces 

drawbacks as SWf can suffer deadlocks in tasks that are being executed over nodes 

with unstable links; so it also impacts the time decoupling characteristic. Therefore, the 

SCM solution comprises disadvantages for SWf, whose requirements such as elastic 

information distribution depends on the ability to communicate to new and unknown 

tasks and the capability to extract provenance information from SWf parties and not 

only from centralized schedulers. 

The DM solution provides a well-proven information dissemination environment as 

tasks can be fully-decoupled from the scheduling systems, new ones can easily 

plugged in and finally have access to other tasks' states while connecting workflow 

patterns using the same information space (e.g. a share table). Nevertheless, maintain-
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ing a synchronized and consistent information space between a wide range of SWf par

ticipants, and their intermediary patterns (Hu, Bhuyan, & Feng, 2012) leads to net

working overhead and complex scheduling datasets in comparison with the COM and 

BPoPS solutions. In the COM case, no synchronization is needed as workflow condi

tions are supported in the same tasks; however, tasks and schedulers must have a 

global knowledge concerning where to find the information, which obligates to have 

unnecessary long-lived subscriptions between participants and the subsequent com

munication cost accentuated in highly distributed SWf. 

Finally, in BPoPS I leverage to brokers the scheduling order and the triggering con

ditions generated by activities bindings in runtime; so tasks remain agnostic of the oth

er tasks with which they have no runtime relationship. Regarding sync decoupling, as 

brokers carry on the message storage and forward functions, participants are set to be 

simpler and lightweight (from the dissemination stack perspective). Hence, this model 

offers better capabilities as tasks get control messages over a fully asynchronous and 

decoupled communication model, while the global SWf scheduling remains compati

ble with event dissemination mechanisms targeting distributed networks and grids 

(e.g. Gossip-based routing). 

Message dispatching and filtering refers to the mechanisms for creating, dispatch

ing and later filtering of control messages. In the SCM solution, event filtering only 

relates to asynchronous messaging; as in synchronized messaging the destination task 

actively request its triggering; so no filtering is needed. Hence, in the asynchronous 

case, event filtering is straightforward since messages directly reach the right partici

pants' execution engines and there is no necessity of external entities while the sched

uler is coordinating jobs. In other words, whenever a scheduler jumps from one task to 

another, it decides which of the task participants it needs to trigger based on the work

flow patterns. Taking as example Figure 31, AL-5 is connected with AL-6 and AL-7 

through the ANDs pattern. In this case, as they supposed to be created (e.g. the 

SWfMS) and delivered from the same logical point (e.g. a message broker implement

ing a WS-eventing/SOAP service) the global scheduler directly pushes messages to 6 

and 7. The process of pushing messages is carried out at the Application Level, as the 

global scheduler is aware of the network location and information models of the suc

cessor activities. This mechanisms offer advantages for centralized SWf, because no 

overlay or intermediary functions are needed, however, it is proven that a centralized 

information delivery is not the best method (Yu & Buyya, 2005) for delivering messag

es in SWf. In addition, in the case of a network movement of an existing activity or a 

new activity inclusion, the global scheduler must be updated with this information. 

This behavior can cause bottlenecks if massive number of activities appear, disappear 

and try to contact the scheduler. The natural way of resolving this scenario is by dis

tributing these processes among intermediate servers (Lushbough, Bergman, Law

rence, Jennewein, & Brendel, 2010). Nevertheless, these servers must be aware of the 
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mult iple a n d heterogeneous information models of the SWf activities, in order to dig

ging into the payload and extracting the specific da ta (e.g. the activity address inside 

the SOAP envelope and the workflow target). 

In the D M solution, the participants and schedulers of the SWf decide which infor

mat ion they are willing to request, publ ish or subscribe to; so, the overlay ne twork acts 

as the br idge and filter, and depend ing on the specific ne twork topology (e.g. pu re and 

hybr id P2P), the scheduler can directly coordinate the execution (point-to-point). In 

this k ind of systems, tasks are registered to predecessors and successors tasks us ing 

recursive P2P-based searches that act as message filters be tween them. However , these 

kind of me thods require (Yang et al., 2007) complex scheduling mechanisms in order to 

balance the load. It is because the execution depends on the peer topology (e.g. neigh

bors) and messaging in contrast w i th our BPoPS solution we re messages can be filtered 

at the nearest point such as the tasks ' broker. In the COM solution messages are filtered 

a n d forwarded to part icipants that execute tasks, however , it produces a h igh level of 

long-lived subscriptions be tween nodes and schedulers, wh ich makes this solution un

feasible for complex a n d distr ibuted SWf. 

The BPoPS solution requires at least one broker to comply w i th the topic hierarchy 

a n d suppor t the workflow pat terns. Brokers mainta in the forwarding a n d event filter

ing level because they filter the events us ing topics that represent b indings u n d e r ad

ministratively-defined rules. Retaking the SWf of Figure 31 , in the case task AL-5 gen

erates a control message; these messages can reach, for example, AL-7 via a different 

logical path, which could be a different broker (in another SWfMS domain) that repre

sents its interest us ing the same topic. The BPoPS solution enhances the event interop

erability w i th SWf tasks instances that could be a d d e d in runt ime (e.g. a n e w set of op

tical sensors) as brokers enforce an Event-level filtering based only on topics which are 

independen t from the information models used by activities. This characteristic main

tains the independency be tween the information models and the activity identifiers (in 

our case the topic) brokers use to filter and dispatch control messages. 

Regarding task decoupling through workflow patterns, as I a l ready ment ioned, 

synchronized communicat ion provides limited task decoupling, which is non-expected 

characteristics for distr ibuted SWf (Lin et al., 2009). In the asynchronous SCM solution, 

the SWf execution will still be dependen t on the blocking conditions and synchroniza

tion generated by scheduler, including its communicat ion interface, as it is the only 

capable of retrieving successor activities in the whole SWfMS. This limitation applies 

regardless of w h a t state the task is in or the pat tern that joints its activities wi th other 

ones. 

In the C O M solution tasks acting as publishers and subscribers are partially decou

pled. It is because the XORj a n d AND] pat terns obligate successor activities to sub

scribe to each one of the predecessor activities. In addit ion, as each one of the subscrip

tion to these activities establishes a single and tailored channel (that can be compared 
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with a network address), this solution breaks the principle of Pub/Sub communication 

regarding space decoupling. On the other hand, the ANDs pattern is well supported by 

this solution since successor activities only have to subscribe to the unique topic point

ing out the predecessor output. 

To the best of my knowledge the BPoPS solution offer the best qualitative features, 

as it fully supports tasks decoupling since ALS can subscribe to other ones using the 

same topics, regardless of their binding pattern. The BPoPS is also compatible with the 

process of adding and removing ALS (using the WSDL) by schedulers and allows other 

related tasks to continue their execution without disturbance in the case of SWf chang

es; for example by executing the binding recovery algorithm. It is not illustrated how 

the DM based model can afford the task decoupling thought workflows patterns. 

In the context of this analysis, flexibility is the ability to adapt to SWf changes. In 

the SCM case the flexibility is limited by the amount of activities-to-activities bindings; 

so schedulers must be capable of re-ordering the SWf execution in the case of changes 

in the execution order. SWf execution engines supporting tasks have to be capable 

enough to establish, re-establish and close links with other Orchestrators if conditions 

that modify their activities' inputs or outputs change. This fact also introduces limita

tions from the communication perspective because the execution engine should detect 

these changes, obtain new connectivity information from their task branches and then 

update predecessor and successor ALS. Examples of these changes are such as activity 

activation, activity pruning, or new activities' bindings. In the case of having a SCM 

solution, schedulers must contact each one of the SWf tasks; so, it limits the workflow 

to a centralized point of failure. The DM offers high flexibility over network changes as 

it depends on single links between schedulers and tasks participants. These partici

pants have to be capable of fetching the activities conditions of every other participant 

they have bindings with. In the case of scheduling changes among tasks, this solution 

offers a flexible way to disseminate this information to the network regardless of the 

workflow pattern. 

The COM solution embodies similar flaws than the SCM solution in the case of 

XORj and AND] patterns since the successor activity must be aware of the state of its 

predecessor ALS. Therefore, this scenario obligates tasks to be subscribed to all of these 

outputs, which increases the messaging and the implementation complexity of the Or-

chestrator of the predecessor activity. In the BPoPS solution as the entire branch condi

tions pass through brokers, they can implement mechanisms to recover the workflow 

bindings, extra buffers and dissemination protocols (e.g. gossip-based) that comple

ment the network flexibility and participants' simplicity. Depending on nodes, the 

workflow scheduling and the scenario where it runs (e.g. many lightweight partici

pants with highly dynamic scheduling), our solution offer more qualitative ad

vantages, in comparison with the DM solution, as brokers can support functions that 

necessarily have to be carry out by the own nodes in the DM solution . 

131 



6. ENHACING THE EXECUTION OF HIGHLY-PARTITIONED WORKFLOWS  
OVER A PUBLISH/SUBSCRIBE NETWORK 

Scalability of events is the increase in the number of total connections among ALS. 

In the case of the SCM solution, in the worst case scenario, connections grow in propor

tion to the number of activities added to the SWf, it is because the scheduler must dis

seminate information to each of these activities. In addition, having a pool of workflow 

schedulers can improve scalability, at expenses of complex algorithms that require 

more messages to maintaining coordination between them. 

In the DM solution tasks fetch the execution stages from shared information, so they 

can directly communicate with other tasks. Therefore, scalability depends on the num

ber of participants being part of the SWf rather than the running conditions such as the 

numbers of tasks, workflow patterns that bind them and the information flow. Because 

SWfs can be very dynamic in terms of these running conditions, these solution offer 

less advantages that our proposal in scenarios with distant successor subscriptions in 

terms of network or logical addressing. 

The COM case uses Pub/Sub communication, which has been proven its good scala

bility (Lin et al., 2009; Medjahed, 2008) delivering control messages in workflows. Nev

ertheless, in the case of having a SWf with a large number of events and joint-based 

patterns (e.g. XORj), as these brokers are agnostics in terms of patterns, the task (and its 

successor AL) must be subscribed to every one of predecessor AL. SO, unnecessary mes

sages will reach tasks and decrease the scalability level of the whole SWfMS. In the 

BPoPS solution connections grow with changes in the workflow running conditions, 

which required requires less messaging because no unnecessary control messages will 

be pushed to tasks. 

Workflow monitoring: monitoring refers to the process of verifying that the work

flow execution conveys with the messaging that leads to the correct ordering of AL exe

cution and no errors, deadlocks or inconsistences occur. Depending on the SWf system, 

monitoring can be carried out by a global scheduler or a pool of them. Therefore, 

schedulers should be capable of detecting and reacting to these inconsistences, so I de

scribe the advantages of our solution in the communication context. In the SCM solu

tion if the number of participants increases, having a centralized communication (e.g. 

from tasks to schedulers) offers a lower decentralization level in comparison with other 

communication solutions (Lin et al., 2009), as well as bottlenecks may occur. This dis

advantage is because schedulers have to keep track of every state the whole workflow 

has gone through, in order to handle a failure by for example informing the right suc

cessor AL, or re-scheduling tasks' ALS. I consider that the DM solution offers higher 

monitoring capabilities as the state of task is distributed in a shared space and incon

sistences are accessible by schedulers. 

The COM solution partially supports this scenario at the tasks level, but it introduc

es the same limitation inherited by the scalability of events. In the BPoPS case, brokers 

act as the monitoring entities of tasks, because they already serve them and control 

their bindings with other tasks' AL; therefore, they can properly deal with failures (e.g. 
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by applying the algorithm of binding recovery algorithm.) and inform schedulers 

about the state of tasks using the topic hierarchy presented in Section 6.2 (e.g. moni

tor/active/). The BPoPS solution also allows the monitoring system to save network and 

processing resources as it do not have to directly contact and gather data from each one 

of the SWf participants. I consider that mechanism based on the DM solution could 

offer higher qualitative advantages in terms of monitoring resilience. Nevertheless, in 

terms of reaction to the same events, my broker-level solution provides lower monitor

ing cost, simplified access to monitoring data, quick error detection and recovery capa

bilities. 

6.5 Experiments 

In this section, I show the experiments that sustain the contributions proposed in 

this chapter. 

The following research question was created to design, plan and guide the experi

ments. 

• Does the inclusion of service coordination mechanisms in Publish/Subscribe 

brokers achieve a better performance in highly distributed services? This re

search question is directly related to the Sub-hypothesis 2 and answered in this 

section; so I describe the experimentation efforts to verify the performance of 

SWf executions in a validation scenario where the Bounded patterns over 

Pub/Sub (BPoPS) solution is enforced. It means that logic gates are supported in 

brokers rather than in nodes. 

First, I develop a validation scenario for the qualitative evaluation of communica

tion solutions described in Section 6.4. This validation scenario presents a realistic situ

ation of the implementations of the proposed solutions according to the use that is 

made today of the Internet applications and services. Building this scenario I provide 

an integral evaluation of the communication solutions including a quantitative com

parison based on the performance of each communication solution this scenario. 

Henceforth, I use this SWf shown in Figure 31 as the input for all the implementations. 

The validation scenario of this SWf consists of a set of AL deployed over the Internet 

in a distributed manner and well-defined and structured administrative domains 

where: IP multicast is not available, predecessor and successor ALS are supported by a 

SWf execution engine that communicates with the SWf Scheduler/Monitor (in our case 

the Trident Workflow Workbench) using a Virtual Private Network (VPN) channel; 

their bindings and message exchange are maintained in a private domain and finally, 

ALS are set to be in a static local area network with low addressing movement. Brokers 

communicate with the execution engine and the SWf Scheduler and Monitor. Figure 34 

shows the network topology of the evaluation scenario. 
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SWf Scheduler and 

Activities: 10,9,3 & Orchestrcaornode 

Figure 34 Network topology oí the validation scenario 

As it has been analyzed in Section 6.4., DM-based solutions are suitable for scenarios 

where SWf have a high level of rescheduling, parallelism and dynamic peer topolo

gies. In the evaluation scenario, there are static relationships between peers, in terms of 

network addressing, and a low level of re-scheduling; therefore, it) a DM-based solu

tion offers qualitative characteristics that are barely applicable to the evaluation scenar

io but increase the complexity of SWf management and its implementation. In addi

tion, (it) the evaluation scenario comprehends administratively-defined and controlled 

domains that are difficult to maintain and support using a purely distributed F2P ap

proach in current SWf frameworks. Concerning the relationships between predecessor 

and successor AL, DM-based solutions concentrate on delivering data to peers (through 

P2P paths) and resolving connectivity issues in an unstructured network. The evalua

tion scenario is set to be in a private and structured network domain, in terms of ex

posed interfaces, addressing and notification of control events that realize the bindings 

among predecessor and successor AL. Therefore, (iii) even with secure path selection 

and routing mechanisms, a DM-based solution is less suitable for the evaluation sce

nario and overheads the communication stack of nodes supporting execution engines. 

In the context of the evaluation scenario and taking into account these three implemen

tation drawbacks of a DM-based solution, I clearly state that its implementation offer 

disadvantageous qualitative aspects in comparison with the other solutions analyzed 

in this article: 5CM, COM andBPoPS. Therefore, I have focused the efforts into provid

ing a quantitative comparison among SCM, COM and BPoPS implementations, which 

share the same qualitative characteristics expected for this evaluation scenario. 

In order to normalize the comparison and overcome the differences that can be orig

inated by different implementations and communication models, I set u p a common 

layer for the three implementations. This layer was based on SOAP-HTTP. As I fo

cused on the runtime experimentation, I assume that the SWf was previously initial
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ized including the information regarding AL' bindings, predecessor/successor AL, bro

ker addresses and logic gates. 

I used the Trident Workflow Workbench ("Trident," 2013) as the main framework to 

compose, schedule and monitor the execution of the SWf of Figure 31. It ran over a 

workstation with a CPU Core i7 1.6GHz, with 4 GB of RAM, and Windows 7 64 bits. I 

started from the fact that ALS were already deployed over SWf execution engines. I 

emulated their milestones in terms of inputs/outputs of control events. For this task, I 

used servers with these characteristics: CPU Core i5, 2.0 GHz, 8 GB of RAM and Win

dows 7 64bits. Activities' interfaces were implemented in C#. Then, I converted them 

into Internet Information Service (IIS) Applications; so all the Activities' inputs were 

bound to SOAP-HTTP bindings and implement the notify SOAP operation. Activities' 

outputs triggered web actions in brokers. I developed brokers in C# and use similar 

bindings. Primitives publish, subscribe, un-subscribe were also implemented as SOAP 

operations. 

The node running Trident was deployed over the Internet as well as brokers and 

nodes running activities. Brokers and ALS were grouped as follows: broker 1 with ac

tivities 1,9,2,3; broker 2 with activities 10,4,5; broker 3 with activities 6,7,8,11. For im

plementation purposes ALS under the same Local Area Network were executed by the 

same execution engine (in the same node), but they continued to use the Web interface 

to exchange control messages. Concerning the execution, in the SCM implementation, 

Trident started the execution of each one of the AL using the scheduling mechanisms 

offered by the framework; so there was no broker participation. In the COM implemen

tation, LG were implemented just before the successor ALS, and the Trident node only 

started the execution of AL-1 as well as in the BPoPS solution. In the BPoPS solution I 

used a simple Publish/Subscribe routing to implement the message forwarding be

tween brokers. It was also based on SOAP-HTTP bindings. Table 7 compares the tree 

SCM, COM and BPoPS implementations in terms of completion time of the SWf execu

tion, message SOAP payload, memory footprint and CPU utilization. We contemplated 

in all the solutions the mean, median and standard deviation, except for the message 

SOAP payload field, because I was using a fixed payload for this test. 
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Table 7 Quantitative evaluation of the evaluation scenario 

Semi-centralized 

Messaging 

(SCM) 

Pub/Sub with channel 
optimization messaging 

(COM) 

Bounded patterns over 
Pub/Sub 
(BPoPS) 

1) Completion time 
of the SWf execution 
(ms) 

2) Message SOAP 
payload (bytes) 
3) Memory footprint 
(MB) 

4) CPU utilization 
(%) 

Mean Median SD 

15181 

8041 

10537 202 

15.069 14.739 3.941 

Mean 

15182 

16510 

117.124 117.718 3.234 119.582 

14.993 

Median SD Mean Medi- SD 
an 

10538 202 8823 8778 162 

21982 

119.652 1.3976 104.550 104.773 2.740 

14.965 5.729 15.538 16.102 3.978 

The Completion time of the SWf execution and the Message SOAP payload (bearing 

the control event) correspond with the term Information dissemination analysis of Sec

tion 6.4.1. In this section, I described the mechanisms that allowed task gaining access 

to the activation of an AL after a control event arrives to SWf participant. The message 

SOAP payload of line 2 represents the total message payload generated towards the 

complete execution of the SWf, including the subscription messages needed by COM 

and BPoPS. Trident is always taken as the reference point for all the measures. It starts 

the execution in the Limit Activity 1 (AL-1) and receives the completion message from 

AL-11 in all the cases. 

I use the Memory and CPU consumption of the SWf, gathered from the Trident, as 

quantitative metrics. This metrics corresponds with the Workflow monitoring charac

teristic mentioned in Section 6.4. 

From this table, I extract the following conclusions: 

Regarding the Completion time of the SWf execution, BPoPS gives an average 

of 88234 milliseconds, while the closer solution, the SCM, shows an average of 

15814 milliseconds. As I had different samples for this test, I applied the Mann-

Whitney U test(Mann & Whitney, 1947) for measuring the completion time of 

the SWf execution. The results of this test supported the previous finding 

(PO.01). The P-values indicate that the test result is significant, so I can con

clude that BPoPS offers the best performance values for this evaluation scenar

io. 

Concerning the message SOAP payload, even if BPoPS requires a higher quan

tity of messages, this indicator does not affect the overall SWf performance of

ten carried out using local area networks, with low latency and stable MTU, 

and broadband Internet connections. 
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Regarding memory and CPU. Due to the simplicity of the connection between 

the Trident Workflow Monitor and brokers, the BPoPS solution offers a better 

Memory footprint in the Monitor, an average of 104.550 MB. In terms of CPU 

consumption the BPoPS solution shows similar values than the other solutions. 

Summarizing, I analyzed the qualitative advantages of the BPoPS in comparison 

with the DM-based ones. In the evaluation scenario, it has been demonstrated that the 

BPoPS implementation offers similar CPU utilization than SCM and COM implementa

tions and «10% improvement in the memory footprint. The test also determined that 

the BPoPS improves by «41% the completion time of the SWf execution. 

Finally, concerning the target research question "Does the inclusion of service coor

dination mechanisms in Publish/Subscribe brokers achieve a better performance in 

highly distributed services?" The results confirm that the inclusion of service coor

dination mechanisms do achieve a better performance by improving the completion 

time of SWf executions, memory and CPU usage. 

6.6 Conclusions 

In this chapter, I presented the contributions to extend the coordination capabilities 

of the Publish/Subscribe network over highly partitioned workflows according to the 

Objective 7 of this dissertation. For this task, I made use of the particularities of scien

tific workflows together with the workflow patterns' foundations of Chapter 5; this 

with the aim of providing enhancements for the execution of highly partitioned work

flows. I called the whole solution model a Bounded pattern over Pub/Sub (BPoPS). 

Along with this solution the following specific contributions were also developed: 

• A common hierarchy of topics for the service execution (Morales, Robles, 

Alcarria & Cedeño, 2013b). This contribution allows the hierarchical organi

zation of tasks' inputs/output according to the relationships between prede

cessors and successor service fragments established by the workflow. It also 

provides a persistent, simple and easy method to identify activities and 

tasks. 

• The interfaces to setting up the support of the workflow coordination 

(Morales, Robles, Alcarria & Cedeño, 2013b). These interfaces allow config

uring the initial tasks bindings by a coordinator entity prior to the workflow 

execution. These interfaces were defined using a WSDL language. 

• A workflow recovery algorithm (Morales, Robles, Alcarria & Cedeño, 

2013b) based on recovering the subscription bindings. It enables workflow 

execution support by preventing runtime inconsistences and deadlocks that 

can occur in the workflow execution. 

• A comprehensive evaluation of the qualitative advantages of the BPoPS 

solution in comparison with the other three communication solutions in 
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four areas (Morales, Robles, Alcarria & Cedeño, 2013b). I researched the 

strengths and weaknesses of the four communication solutions and detailed 

the cases where the BPoPS offers the strongest qualitative advantages. This 

evaluation was based on the analysis of the requirements of SWf executions, 

in the context of workflow patterns and the subsequent runtime message ex

change. 

I resolved the specific research question referred to in Section 6.5, which is directly 

related to the Sub-hypothesis 2 of this dissertation, so it was confirmed that the contri

butions of this chapter lead to a better usage of the networking resources in distributed 

service executions. 

In the experiments, I demonstrated that the BPoPS offered better quantitative ad

vantages in terms of completion time of the SWf execution, maintained a lower 

memory footprint and similar CPU utilization. This demonstration was based on com

prehensive assessment of the BPoPS solution using the Trident Workflow Workbench. 

The contributions stated in this chapter represent generic solutions that can be im

plemented on top of any type of Publish/Subscribe network. Nevertheless, it is clear 

that the execution of highly distributed workflows over geographically dispersed loca

tions can be coordinated over different network domains, protocols and network lay

ers. Therefore, in the next Chapter 7,1 propose domain interconnection mechanisms to 

enable internetworking between nodes that can be part of the SWf execution or not, but 

require homogenous resource access. 
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7 Enabling the internetworking be
tween heterogeneous Pub
lish/Subscribe domains 

7.1 Introduction 

The objective of this chapter is to define an interconnection solution to enable the 

internetworking between heterogeneous Publish/Subscribe domains (Objective 

1.4.7). The contributions developed in Chapters 4, 5, and 6 rely on the event/message 

distribution to a common underlying Publish/Subscribe network that can be built on 

top of different network domains. Therefore, this chapter complements the previous 

contributions by tackling the problem of the internetworking between heterogeneous 

Publish/Subscribe networks. 

This chapter contributes in the internetworking plane of the reference model of Sec

tion 3.4.3 by proposing a specific solution to interconnect two different Pub

lish/Subscribe networks: a Publish/Subscribe Internet Routing Paradigm (PSIRP)-based 

network and a PubSubHubbub (PuSH) based network. Both networks were introduced 

in Section 2.2. With this contribution, this thesis work fulfills all the requirements of 

Section 3.3.3 related to the internetworking between heterogeneous Publish/Subscribe 

networks. 

In Section 7.2, based on the architectural differences of the PSIPR and the PuSH 

networks, I address the interconnection issues and propose the interconnecting scenario. 

In Section 7.2.1,1 define the architecture of the network gateway I call Pub/Sub Proxy Hubs 

(PSPH) as the main network element that allows interconnecting the PubSubHubbub 

and the PSIRP network. I also develop practical solutions to allow plugging PSPHs and 

maintaining the addressability and application extensibility for the message flow be

tween both domains. 

In Section 7.2.2 and 7.2.3, I present two internetworking scenarios, respectively. In 

the first scenario, the PSIRP network carries feeds between the PubSubHubbub ele-
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ments. Feeds are published in the publisher domain, and then, the subscriber fetches 

them using a standard web browser. The second scenario implements a bi-directional 

chat application using the PSIRP as the intermediate network. 

In Section 7.2.4 I propose a bootstrapping solution to support recursive subscriptions 

through the PSIRP network, while maintaining the compatibility with the domain 

name system used by the PubSubHubbub network. Finally, Section 7.3 shows the ex

periments related to the previous contributions. 

The contributions of this chapter were published in the following research papers 

(Morales, Novo, Wong, & Valladares, 2011; Morales, Novo, Wong, Alcarria, 2012) 

7.2 Towards the interconnection between PSIRP and PubSubHubbub 

The PSIRP architecture works with an alternative communication scheme which is 

not compatible with any of the current host centric networks based on TCP/IP and 

DNS foundations. Therefore, even if the PuSH-based network shares the same Pub

lish/Subscribe paradigm, non-existing adaptations of the network protocols and nam

ing systems are required. The proposed solution described in this chapter resolves 

these interconnection issues between the PSIRP and PuSH network. The solution is 

composed of: the architecture of a PuSub Proxy Hub (PSPH), the networking mecha

nisms to plugging the PSPH into the network, and a bootstrapping solution to initialize 

the domain name system. 

As shown in Figure 35, the solution aims to interconnect two domains a host-centric 

(PuSH) and an information-centric (PSIRP) domain, which includes specific network 

elements such as end-nodes, PuSH brokers and forwarding nodes. The PSIRP network 

is set to be the intermediate network that connects two PubSubHubbub networks. I 

have chosen the PuSH protocol, as it is currently and largely used to disseminate in

formation in a high number of websites, weblogs, podcasters, it provides real-time, 

lightweight and asynchronous communication of content (in the form of feeds, but not 

limited to them), and finally, enables fully Publish/Subscribe support. Thus, contrib

uting in this field brings knowledge required to develop networks that can sustain mo

bile distributed service executions on top of mix Publish/Subscribe networks composed 

of current and future Internet's technology. 

The interconnection solution is based on the principle that the PubSubHubbub do

main has to be unaware of an existent PSIRP domain where data are transmitted, rout

ed and managed by means of the primitives of publisM) and subscribe(). The solutions is 

based on network proxies I call Pub/Sub Proxy Hubs (PSPH), which carry out all the 

processes of identifying, adapting and routing information between the two domains. 

One of the key challenges of the PSPH is to be able to convert the information, and its 

inherited attached location, to a native data network. In a host centric network, the data 

meaning is given by the location, for example, in the PuSH protocol the feed has the 

topic URL. It generally shows who is the data owner (based on the domain name) as 
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well as where it could be found (the IP address). Therefore, the identification method 

of content is directly related to its location. This concept does not exist in the infor

mation-centric network because network elements do not need it. Thus, PSPHs have to 

maintain this relationship across different domains in order to transfer data back and 

forth, without losing the meaning of the information. 

PSPHs manage the two information scopes that enclose feeds' content in the PSIRP 

network: the Rid and the Sid. Both are 256 bits flat identifiers that are generated using a 

cryptographic hash function over the topic URL. The Rid is associated to each publica

tion, where a publication is the smallest piece of data identifiable The Sid represents 

one information scope, resembling a virtual private network in the current Internet. 

One scope represents an information domain but it is not limited to a location or do

main given by the topic URL. 

PSPHs implement the two network interfaces: TCP/IP interface for the PuSH net

work based on send() and receiveO, and the PSIRP interface based on publish(Sid, Rid) 

and subscribe (Sid, Rid). In the PSIRP side, the PSPH relies the message forwarding pro

cess to the Rendezvous point existing in the PSIRP("PSIRP Deliverable D2.2," 2013). 

This task is executed using mechanisms provided by the PSIRP architecture. However, 

in the host centric side, the PSPH requires to alter the end-to-end connection in order to 

ensure compatibility with applications. So, the PSPH handles the TCP/IP sessions es

tablished by PuSH hubs or end-nodes. At the border of each host centric domain a 

PSPH identifies and adapts the content between the TCP/IP and PSIRP stacks, back 

and forth. The PuSH protocol relies on hubs to manage the subscriptions and publish 

information related to the parties interested on the feeds. These hubs communicate 

with the PSPH following the PuSH standard using HTTP messages. A PSPH integrates 

the same broker functionalities of the PuSH hub: routing, matching and notify. Thus, in 

the case a client subscribes to a URL topic, which identifies the location and the content 

feed, the subscription reaches its serving hub so it implements a simple routing by sub

scribing to the its PSPH using the same PuSH protocol. The PSPH adapts the subscrip

tion information (based URL topic) into an PSIRP compatible request and makes use of 

the scope identifiers <Sid,Rid> to subscribe to new feed updates. In the publisher side, 

when the feed source publishes new content, it reaches its PuSH server and then the 

PSPH publishes the feed content by using the same <Sid, Rid> identifiers, so as the 

PSPH of the subscribe domain was already subscribed to the same <Sid, Rid> it receives 

and forwards the new content to the serving hub of the clients. In this scenario, the 

communication protocol between clients and hubs is not specified by the PuSH proto

col, but in this kind of environments HTTP is the most popular choice. 
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Figure 35 Interconnection scenario between PSERP and PubSnbHiibbiib 

7.2.1 Architecture of a Pub/Sub Proxy Hub 

The architecture of the Pub/Sub Proxy Hub is composed of specific layers and APIs. 

The first la}'er is called Control Function and it is in charge of maintaining the sub

scription status. The subscription information is generated using the correspondences 

between the callback "URL, (of the specific Hub) and the URL topic. Therefore, all the 

subscriptions are created, deleted and stored this function. As the PuSH protocol relies 

on hub.lease_second parameter to maintain the subscription active. This function also 

monitors de status of the subscriptions. 

HOS T C ENTRIC NETWORK STACK (JC P/1P) 

CONTROL FUNCTION 

MAFHNG/CONVERSION DATA FUNCTION 

PSIRP API 

INFORMATION CENTRIC NETWORK STACK 
(PSIRP) 

Figure 36 PSPH Layering 

The PSPH has to deal with two different naming systems: the Sid and Rid and the 

Topics URLs. In this way, it is necessary to guarantee a long-lived relationship these 

two identifiers in order to accurately publish and subscribe to the right content. The 

URL is provided by the hierarchical model of the DNS, which isolate administrative-

defined domains; so the PSPH must offer the same functionality in the PSLRP side and 

prevent the overlapping of Sid and Rid identifiers. The Mapping/Conversion data func

tion is in charge of creating, updating and deleting these identifiers. It maintains the 
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relationships ordered in a hierarchical manner, which helps to easily look for corre

spondences between the geographically defined names (e.g. rss.dit.upm.es) with arbi

trarily defined names (e.g. datagisai_feedstest) that composed a URL topic (e.g. 

http://rss.dit.upm.es/datagisai_feedstest). The Rid and Sid are 256 bits identifiers and 

there is enough to reach high unlikely overlaps, so this function allows the adaptation 

and handling of two different kinds of identifiers that point out the same information. 

PSIRP Network API 

The PSIRP API performs as the bridge with the PSIRP Network, which publishes 

the information into the PSIRP domain using Sid and Rid. The PSIRP API calls the pub

lish and subscribe primitives that later are received by the Rendezvous nodes. The in

terfaces are as follows: 

• subscribe (Sid, Rid, <listener>): subscribe to a publication event and asynchro

nously wait for a response. 

• subscribe_sync (Sid, Rid): subscribe to a publication event and waits for a pub

lication to appear. It is used to subscribe to signaling events of the PSIRP. 

• publish (Sid, Rid): publishes an event. 

Addressability and application extensibility of the PSPH 

Plugging PSPHs as the middle-mans between the two PubSubHubbub and one 

PSIRP network lead to addressability and application extensibility issues. 

Regarding the addressability, in the architecture, PSPHs are the only elements that 

interact with both domains. Thus, the way PuSH hubs locate and send new content to 

IP address need the PSPH to be addressable to hubs or clients. As Internet is based on 

DNS, the propose solution consist in enabling DNS zone transfers in order to allow an 

authorized PSPH dynamically updating and hosting the domains and services it can 

provide. So then, it can communicate with the DNS system (that supports hubs and 

clients) and update a specific SRV record. An example of this SRV record might be: 

psirp. tcp.ericsson.com. 86400 IN SRV 0 5 1025 psph.ericsson.com. Therefore, any applica

tion could be easily addressable and locate resources in the PSIRP network and remote 

PuSH networks. 

Regarding the application extensibility, the PSPH allows flexibility in the case other 

applications need to communicate through the PSIRP network. The Control Function is 

completely detached from the PuSH implementation, as well as the scope identifiers 

(Sid and Rid) are not limited by the information's location provided by the topic URL. 

Therefore, in order to extend the application domains and support new protocols, the 

PSPH only needs to detect which of the identifiers are being used to forward the new 

content to the right destination. For example, in the case of the XMPP, the first part of 

the JabberlD (alice@psirpnetwork.com) can be used as the seed for the Rid (alice), and 

the second part for the Sid (psirpnetwork.com). The PSPH has also to implement the 

specific protocol libraries, which in the case of protocols based on request-response 

(REST-messaging) can be resolved with a Facade adapter API that "adapts" the re-

143 

http://rss.dit.upm.es
http://rss.dit.upm.es/datagisai_feedstest
http://tcp.ericsson.com
http://psph.ericsson.com
mailto:alice@psirpnetwork.com
http://psirpnetwork.com


7. ENABLING THE INTERNETWORKING BETWEEN HETEROGENEOUS 
PUBLISH/SUBSCRrBE DOMAINS 

quest-response to an asynchronous messaging needed by the Control function. In addi

tion to this, the API must bind any of the requests parameters (e.g. the IP address or 

the UID of a cookie) to the abstract subscription it will represent in the Control func

tion. 

7.2.2 Publish/Subscribe feed scenario 

First, a client subscribes to a specific URL topic this request reaches its serving hub 

and then communicates with the PSPH using the PuSH protocol. The PSPH transforms 

the re-quested information (the URL topic) into a PSIRP data format, previously gener

ating the scope identifiers <Sid, Rid>, and then subscribes. In the publisher side, when 

the content producer publishes data, it reaches the hub server using PuSH messaging 

who informs the PSPH regarding this new information. Thus, the PSPH publishes the 

information in the PSIRP network using the Sid/Rid the subscriber requested. 

Publish/Subscribe Messaging Flow 

Figure 37 shows the high level messaging flow. In the first step (1), the Publisher in

forms the PSPH B that there is new content available in its feed provider while attach 

the href topic URL that identifies its feed. This PSPH integrates the PuSH hub's func

tionalities in order to support feed publishing and simplify the communication dia

gram. Afterwards, the PSPH sends (2a) a content fetch request to the right feed provid

er and gets (2b) the content which needs to be published. Once it has the information, it 

publishes (3) its willingness to provide content delimited by the Sid/Rid, through the 

PSIRP network. These identifiers are generated by the Conversion Function using the 

topic URL as the seed. In this step, the PSPH B initializes the PSIRP API, which will be 

listening until it is informed that a subscriber is interested in its content. In the same 

manner, the Mapping function maintains a registry of active topics for controlling the 

way future content, which match existing Sid/Rid, will be published. 
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The client, within the Subscriber domain, who already knows the topic URL where 

data is located, subscribes (4) to its preferred PuSH hub. Then, the PuSH hub sends (5) 

a subscription message to the PSPH using the PubSubHubbub protocol. The PuSH lo

cates the PSPH A IP address by asking its DNS SRV record. In the next steps, the PSPH 

A issues (6) a subscription information using the new Sid/Rid identifier. These scope 

identifiers are generated by the Mapping/Conversion function by splitting the Fully 

Qualified Domain Name (FQDN) and the host part of the topic URL. In this point, the 

subscription data is stored by the Control Function. Then, the PSPH A makes use of the 

PSIRP API in order to send (6) the subscription information to the PSIRP network. 

When the PSIRP Rendezvous node receives the subscription information from the 

PSPH A, it matches this subscription with a publication that already exists in the net

work. Thus, the Rendezvous Node sends (7) an init dissemination strategy message to 

the Publisher. This message allows, the PSPH, sending (8a) the feed content to the sub

scriber's network address, through the LIPSIN identifier. From now on, every time a 

new piece of data matching with a PSIRP identifier is available, the PSPH gets the in

formation event from the PSIRP network and recovers the corresponding topic. Fol

lowing this process, the control function verifies the subscription status of the PuSH 

hubs, and pushes (8b) asynchronously the information to the right Hub. 

In the next phases, the client gets the information (9) from the PuSH Hub, using 

standard HTTP GET polling request generated by its web-browser. The method the 

client uses to receive these data is completely separated from the proposed architec

ture, so other mechanisms are also allowed. 

In the final step, the PSPH B gets content (9, 10a, 10b) as before. However, as it be

comes aware of a previous publication under the same scope, and the subscribed has 

not been unsubscribed, it directly republishes (11a) the new content to the subscriber. 

In the same way, the PSPH A transmits (lib) the information to the PuSH hub and the 

client gets (12) the content. 

Concerning the deployment in clients, because data discovering mechanisms are out 

of the scope of this dissertation, I assume that subscribers have the topics URL. In both 

scenarios, a client first subscribes to the PuSH hubs using its web-browser. Next, this 

PuSH hub communicates with the PSPH; so, no special configuration is needed in the 

subscriber or publishers' side. 

7.2.3 Bidirectional chat communication scenario 

The chat scenario shares similar characteristics with the scenario explained in Sec

tion 7.2.2. As I described in Section 7.2, the PSPHs implementation has been slightly 

modified in the Control Function for being compatible with the new chat data format. I 

used the XML data format of Figure 38 to transmit messages between chat participants. 
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<?xml version="1.0" encoding="UTF-8"?> <rss xmlns:dc= 
" h t t p : / / p u r l . o r g / d c / e l e m e n t s / l - l / " version="2.0"> <channel> 

<title>New message f r o m : < / t i t l e > 
< l ink>ht tp : / /e r icsson.com/a l ice</ l ink> <descript ion>Hello Bob! How 
are you?</description> <dc:creator>alice@ericsson.com</dc:creator> 
</channel> 

</rss> 

Figure 38 XML data format for chat 

This scenario takes the chat participant username and the domain (e.g. al-

ice@ericcson.com) as the chat participant identifiers, which are included in the same 

XML. This scenario implements a similar hashing technique than the one used in the 

scenario described in Section 7.2.4, in order to generate Sid /Rid for the PSIRP network. 

In the whole scenario, both chat participants subscribe to their buddies' messages 

through the PSPH. However, they do not notice the existence of the PSIRP network. 

The chat scenario demonstrates how the PSPHs can support subscriptions and publica

tions using the same TCP/IP interface and accomplish bi-directional communication; 

however, there are still factors, which should be taken into consideration, such as: user 

identification, security and discovery mechanisms, but are out of the scope of this the

sis work. Figure 39 shows the GUI of this scenario. 

O © Publication/Subscribe Chat Q © Publication/Subscribe Chat 

BuddyName NCOMING: Hey alice! 
Me: Hey bob! how are you? 
NCOMING: fine!! and you? 
Me: good!! 

BuddyName 

My Name: 

Me: Hey alice! 
INCOMING: Hey bob! how are you? 
Me: fine!! and you? 
INCOMING: good!! 

My Name: 

NCOMING: Hey alice! 
Me: Hey bob! how are you? 
NCOMING: fine!! and you? 
Me: good!! 

BuddyName 

My Name: 

Me: Hey alice! 
INCOMING: Hey bob! how are you? 
Me: fine!! and you? 
INCOMING: good!! 

My Name: 

NCOMING: Hey alice! 
Me: Hey bob! how are you? 
NCOMING: fine!! and you? 
Me: good!! 

Me: Hey alice! 
INCOMING: Hey bob! how are you? 
Me: fine!! and you? 
INCOMING: good!! 

Connect 

NCOMING: Hey alice! 
Me: Hey bob! how are you? 
NCOMING: fine!! and you? 
Me: good!! 

Connect 

Me: Hey alice! 
INCOMING: Hey bob! how are you? 
Me: fine!! and you? 
INCOMING: good!! 

NCOMING: Hey alice! 
Me: Hey bob! how are you? 
NCOMING: fine!! and you? 
Me: good!! 

Me: Hey alice! 
INCOMING: Hey bob! how are you? 
Me: fine!! and you? 
INCOMING: good!! 

good!! Fine!! and you? 
Connected | Connected 

Figure 39 GUI chat implementation 

7.2.4 Bootstrapping of the PSPH 

The bootstrapping relates to how the PSPHs support recursive subscriptions in or

der to receive feeds from distant domains. As an example PSPH-A and-PSPH B per

form as the boundaries of two different PubSubHubbub domains which are separated 

by a PSIRP network. Both PSPHs serve subscribers-A and publisher-B respectively. 

The message flow I propose to enable subscriber-A get access to feeds from publisher-B 

is as follows: 

1. PSPH B subscribe to all the DNS zones it manages in its domain. It uses the sec

ond level (e.g. "feedspsirp") and the first level domain (e.g.".com") as the seed 

for the Sid and Rid, respectively, using a SHA1 algorithm 

2. Subscriber - A subscribers to topic (e.g. news.feedspsirp.com) via PSPH-A 
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3. PSPH A creates the PSIRP identifiers by using the hashes "feedspsirp" for Sid 

and ".com" for the Rid. Then issues a publication message (hub.mode=subscribe) 

that includes in the payload: the hub.callback (http://news.feedpsirp.com) and 

hub.topic (the href). 

4. PSPH A subscribes to Sid (hash (feedpsirp.com)) and Rid (hash (news)). 

5. PSPH B receives the publication message from PSPH A. It subscribes using the 

PubSubHubbub protocol to the specific hub that serves the domain 

news.feedpsirp.com. 

6. When PSPH receives the publication message from the Publisher B, it collects 

the updated feeds from its serving hub. Then, it publishes the payload to the 

PSIRP network using the Sid (hash (feedpsirp.com)) and Rid (hash 

(news.feedpsirp.com)). 

7. The PSIRP delivers the information to the PSPH A, which adapts and re-sends 

the information to the Subscriber A. 

Regarding the server selection, the PSPH can introduce disadvantages concerning 

reliability; as well as a single failure point could affect the whole scenario and create a 

bottleneck. However, several PSPH can be introduced in a cluster configuration based 

on load sharing or high availability. In both cases, hubs and clients can discover, using 

the solutions proposed in Section 7.2.1, current available or preferred PSPHs. In the 

particular case of the PuSH protocol, the presence of several hubs is not defined in the 

protocol specification, so the publisher can send the same data to different hub, fact 

that decrease the network performance, but might offer some sort of redundancy. 

In complex scenarios with multiple PSPHs and hubs per domain, there may be in

formation that needs to be filtered before it reaches subscriber's clients. So the existence 

of several PSPHs could also leverage to resource waste. The characteristics of the PSIRP 

networks, and specifically the data versioning processes ensures that only new gener

ated publication messages are delivered, as the Rendezvous function ("PSIRP Deliver

able D2.2," 2013) keeps track of it; so, the server selection in the PuSH domain can take 

advantage of the PSIRP capabilities to deliver the right publications and increment the 

communication reliability. 

7.3 Experiments 

In this section, I show the experiments that sustain some of the contributions pro

posed in this chapter. 

The following research question was created to design, plan and guide the experi

ments. 

• Does the inclusion of the PSPH offer an acceptable delay for the end-to-end 

communication scenario? This research question is directly related to the Sub-

hypothesis 2 and answered in Section 7.3.3; so, I describe the experimentation ef

forts to verify the impact of the publication payload vs the end-to-end delay. 
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I have developed a prototype in order to verify the interconnection solutions pro

posed in this chapter. The prototype is focused on two specific scenarios described in 

Section 7.3.1 and 7.3.2. In the first scenario, the PSIRP network carries feeds between a 

subscriber and a publisher using the PuSH protocol. Feeds are published in the pub

lisher domain, and then, the subscriber fetches them using a standard web browser. 

The second scenario verifies the two-way communication through PSPH. 

The clients used for testing both scenarios run Windows and Linux operating sys

tems. The PSIRP network is composed of two PSPH machines that are connected 

through a 100/1000 Mbps Ethernet switch. Every PSPH has two network cards at

tached, one for the PSIRP domain and another for the PuSH domain. Since the PSIRP 

network does not required IP address in order to work, the PSPHs do not have any 

other sort of IP configurations in the PSIRP stack. The additional network card is set 

with an IP that is part the PuSH network. The PuSH hubs run in Ubuntu 10.04 64 bits, 

and make use of Blackhawk vO.3.0 implementation. The Blackhawk offers a native Pub

lish/Subscribe API based on the C language. Thus, the PSPHs have been implemented 

using Java JDK1.6 and a Java Native Interface (JNI). This interface abstracts the bi

directional calling mechanisms of the PSIRP API, and abstracts other internal identifi

ers (e.g. LIPSIN) to the Control function and Mapping/Conversion function. In all the 

scenarios one of the PSPHs has been configured to instantiate the Rendezvous and To

pology Manager functions of the PSIRP network. 

In the following paragraphs, I evaluate the properties of the PSPH and compare dif

ferent strategies for a more efficient PSPH implementation. 

Impact of the publication payload vs the end-to-end delay 

The first measurement examines how the payload of a publication messages affects 

the processing time of the PSPH. The measurements of the different payloads range 

from 287 bytes to 1442 bytes. The minimum payload is marked as 287 bytes which is 

the smallest consistent payload the PSPH node should send or receive following the 

Atom format ("RFC4287," 2013). The maximum payload is 1442 (1500 - 58 = 1442). 

These 58 bytes are the theoretical maximum TCP/IP overhead. If a packet is larger than 

this value, the packet is fragmented before arrives to the PSPH. 

Figure 40 shows the data delay aggregated by the PSPH as the data payload in

creases. For this test the same PubSubHubbub client performs as publisher and sub

scriber, and is served by the two different PSPH. In the test, the feeds were published 

prior to the measures. The ProcessD is the delay measured since the subscription mes

saged is issued until the feed is received (using Wireshark). The TotalPushD is the total 

delay since the subscription message is received from the PubSubHubbub client until 

the feed received by the PSIRP network is pushed to the PubSubHubbub network. The 

X axis shows the data payload, and the Y axis shows the time (in seconds) since the 

publication is issued to the network until the same PSPH node, which acts as subscrib

er, receives the information. 
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For the current test the average delay is of TotatPushD is 4.58 ms, which is assigna

ble for the application scenario of the PuSH protocol. 

IProcessO 

TotalPushD 

ÍN m m 

Data Payload 

Figure40 Lmpact of the publication's data payload 

A correlation tests was also performed in order to verify the correlation between the 

data payload and the TotalPushD, so with the data collected from the experiments, it is 

demonstrated that there is no correlation between the variables (p=0.41) data payload 

and delay. 

Impact of the Number of Publications on the PSPH Node 

The second measurement examines how the number of publications affects the 

PSPH latency. The PSPH node must perform a conversion function for every topic URL 

and the Sid /Rid identifiers. These processes not only affect the subscription events that 

have to be inserted into the PSIRP network but also it increases the conversion and 

matching functions that must be carried out. For this reason, I focused on keeping a 

sustainable delay since data is received until the data is available to the right subscrib

ers. 

In the first version of the PSPH implementation, I matched events (identified by the 

topic URL) and their corresponding subscribers using standard Java vectors classes. 

This method was enough for a basic scenario where topics "were maintained below 50 

topics. However, as the Figure 41 shows, this method lacks of performance when the 

PSPH node needs to register multiple topics. Thus, I have implemented a new storage 

strategy for topics by using Bloom Filters, which have proved to offer better space and 

time advantages. 

149 



7. ENABLING THE INTERNETWORKING BETWEEN HETEROGENEOUS 
PUBLISH/SUBSCRIBE DOMAINS 

•Bloom-Filter based 

Vector based 
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N u m b e r of topics 

Figure 41 toipact of the number of publications 

Figure 41 shows the advantages introduced by using Bloom Filters for this PSPH 

implementation. I have set the Bloom Filter's expected number of elements in ten mil

lions, and the false positive probability to 0.00001%. In the first evaluation phase the 

vector strategy performs better than the Bloom Filter strategy, mainly, because the 

PSPH node has to initialize the Bloom Filter and the vector comparison make use of 

already loaded java classes. The topics' processing time threshold starts around 50 top

ics, so, as can be seen in Figure 41, this new strategy provides much better performance 

than the previous strategy. 

Impact of the Bloom Filter's key-selection on the PSPH Node 

The PSPH, when is performing as a subscriber node, has to maintain a persistent 

state between the topic URL and the subscribers subscribed to that topic. There are two 

different alternatives to store the topic-subscribers correspondence information in the 

Bloom Filter. The first alternative carries out a Subscriber-based matching, in which the 

Bloom Filter is sorted out by subscribers. The Topic-based matching approach sorts out 

the data by topics. 
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The third measure shows how the key selection of the Bloom Filter affects its pro

cessing time. This option considers the case when some data has been sent to the PSPH 

nodes and the PSPH node has to distribute this data to the different subscribers. 

Figure 42 shows the delay resulting from the matching process using both ap

proaches, while increasing the amount of topics that are recorded in the matching reg

istry. For this implementation, using a topic-based matching offers better performance 

in terms of processing delay of the PSPH. These results emphasize the use of the Topic-

based matching approach in this implementation. 

In conclusion, after the experimentation, it is confirmed that the amount of subscrip

tion entries in the PSPH node can be increased using a Topic-based Bloom Filter strate

gy. Results show that including the PSPH barely affects the delay performance of the 

internetworking, when the size of the payload increases. Therefore, the PSPH imple

mentation scales well for feed content. Results also provide valuable data that can be 

useful for future large-scale deployments with multiple PSPHs, confirm that the im

plementation of Bloom-Filter in the PSPH node increases the topic-matching perfor

mance and show that a topic-based matching offers better performance for this imple

mentation. 

Finally, concerning the target research question "Does the inclusion of the PSPH of

fer an acceptable delay for the end-to-end communication scenario?" The results con

firm that the inclusion of PSPH in this internetworking scenario offers an acceptable 

delay that can be manageable by hubs without affecting the overall purpose of the 

PuSH network. In addition, end nodes maintain their communication stacks and no 

special mechanisms or protocol extensions are needed to plug the PSPH into the 

network. 

7.4 Conclusions 

In this chapter, I defined an interconnection mechanism to enable the internetwork

ing between heterogeneous Publish/Subscribe networks according to the Objective 7 of 

this dissertation. The proposed solutions resolved the internetworking between two 

reference Publish/Subscribe networks: a PubSubHubbub-based (PuSH) network and 

the clean slate PSIRP network. In order to allow the internetworking between these 

two networks, I contributed to the adaptation of the messaging and the identification 

mechanisms of The PubSubHubbub network to the specific mechanisms used in the 

PSIRP network, including the domain name systems. 

The specific contributions of this chapter are the following. 

• The definition of the Pub/Sub Proxy Hub (PSPH) (Morales, Novo, Wong & 

Robles R, 2011), which is the main network element that connects resources 

from both: the PubSubHubbub network and the PSIRP network. The PSPH 

has been designed to be easily addressable and extensible using current In-
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ternet's protocols and implements the protocol adaptation required allowing 

end-to-end communication. 

• A bootstrapping solution to allow the PSPH seamless support recursive 

subscriptions through the PSIRP network (Morales, Novo, Wong & Alcar

ria, 2012). This solution resolves the initialization issue created by the differ

ent naming and identification systems used by the PSIRP and the PubSub-

Hubbub network, in the event of needing recursive subscriptions towards 

the PSIRP network. 

I resolved the specific research questions referred to in Section 7.3, which are direct

ly related to the Sub-hypothesis 3 of this dissertation, therefore it was verified that the 

contributions of this chapter achieve the internetworking between heterogeneous Pub

lish/Subscribe domains with minor changes in the network stacks and acceptable per

formance. 

I implemented a proof of concept of the Pub/Sub Proxy Hubs and carried out exper

iments over two different communication scenario prototypes in order to evaluate its 

functionalities. The experimentation resulting from the prototype confirm the interop

erability between networks and the possibility of establishing the communication be

tween network elements located in domains with heterogeneous network technologies. 

The evaluation confirms that the implementation performs stably and there is not a 

real impact on the delay introduced by the PSPH node when the data payload increas

es. 
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8 Conclusion and future works 

8.1 Introduction 

This dissertation has been motivated by the need to develop new contributions that 

allow the integration of mobile and fixed Publish/Subscribe systems and the definition 

of new coordination mechanisms to improve the execution of mobile distributed ser

vices by taking advantage of the features of Publish/Subscribe networks. 

This section summarizes the contribution of this dissertation and justifies the valida

tion of such contributions to meet the defined objectives. I categorize the contributions 

according to the chapter where they are developed and highlight their relationships 

with the main goal of the dissertation. Finally, I close the chapter with a section related 

to the future works I have foreseen in the scope of mobile distributed services and Pub

lish/Subscribe networks. 

8.2 Contributions 

The research work performed in this dissertation covered different technologies 

from heterogeneous communication layers. All the contributions have been the result 

of the rigorous analysis of the specific communication features of a mobile Pub

lish/Subscribe systems, the execution characteristic of the overlaying mobile distribut

ed services and the internetworking between heterogeneous network domains based 

on Publish/Subscribe paradigm. 

Chapter 1 provided an introduction about the overall environment tackled in this 

dissertation and detailed research paths related to the integration of mobile and fixed 

Publish/Subscribe systems and the coordinated execution of mobile distributed ser

vices. I presented the main goal of this dissertation and detailed the specific objectives. 

Chapter 2 presented the State of the Art related to two domains covered by this dis

sertation: Publish/Subscribe systems, service management systems. The research work 

carried out was structured in the following way: 
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Regarding the Publish/Subscribe systems, first, I described the core concepts of Pub

lish/Subscribe systems and analyzed the existing subscription models, event notifica

tion and event routing mechanisms. In this analysis I made a special effort to identify 

gaps in current research works that intend to integrate mobile Publish/Subscribe sys

tems with their fixed counterparts. I also reviewed Service Management system tech

nology according to their distribution, execution and coordination. I made a special 

effort into reviewing the communication issues leveraged by mobile service executions 

and detecting correlation and message routing problems that affect their coordination 

performance. 

Chapter 3 identified and analyzed the characteristics of mobile computing envi

ronments and the challenges that are directly related to the execution of mobile dis

tributed services over a Publish/Subscribe network. 

I proposed a reference model of a specific version of a Publish/Subscribe network 

in order to coordinate their execution. This reference model was further developed 

with each one of the specific contributions of Chapters 4, 5, 6 and 7, which together 

defined a general solution to coordinate the execution of mobile distributed services 

based on a uniform and integrated Publish/Subscribe network composed of mobile 

and fixed systems. Figure 43 illustrates this general solution and how the specific con

tributions made in this thesis work cover the specific functionalities of the reference 

model of Chapter 3. 
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Figure 43 Specific contributions of this thesis work 

The reference model is based on common behavior model for mobile and fixed bro

kers where the Subscription management and Matching, and the Notification functionalities 

of brokers could perform as a uniform Publish/Subscribe layer. Because of the different 

features of mobile and fixed devices, it was detected in the state of the art the need of 

new ways to optimize the performance of the mobile brokers, their cooperation with 

their fixed counterparts and the existence of compatible and lightweight protocols. 
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Chapter 4 developed contributions to bridge these previous gaps. It described the 

architecture for a mobile broker I called Rendezvous Mobile Broker which was en

hanced with a Process Integration Model that makes use of topic-based Pub

lish/Subscribe coordination spaces in order to integrate all the processes of a given 

space of brokers. I also proposed a new Subscription Allocation Algorithm that ex

tends the performance of the mobile broker by allowing it to handle more subscrip

tions. A new subscription-partition solution based on a Hot-Topic Algorithm was also 

defined in order to optimize the cooperation between mobile and fixed brokers by 

means of improving the topic distribution based on the topic popularity. Finally, with 

the aim of providing compatible protocols I proposed an extension for the MQTT pro

tocol version 3.1. This extension allows a Rendezvous Mobile broker to delegate and 

recover subscribers. 

The experiments of Chapter 4 answered two research questions: Do the features pro

vided by a Rendezvous Mobile Broker increase the capability of supporting subscribers? The 

results confirmed that using the Subscription Allocation Algorithm do increase the 

Rendezvous Mobile Broker capability of supporting subscribers. Can the performance of 

the fully integrated Publish/Subscribe network be improved by means of an efficient organiza

tion of subscribers? The results verified that the performance of the Publish/Subscribe 

network is improved in terms of average end-to-end delay with an efficient organiza

tion of subscribers. 

The reference model relied on the coordination of distributed service fragments over 

a set of brokers by means of new functionalities related to: Workflow setup, Mobile execu

tion environment support, Message correlation and Information distribution. These function

alities comprised of specific and non-existing solutions to abstract the characteristics of 

mobile distributed services, bind workflow patterns, to improve the message correla

tion and enhance the distribution of control events. 

Chapter 5 developed contributions to address these previous lacks. It was defined 

as an abstraction model of a service decomposed and executed in a Publish/Subscribe 

network: Cooperative Mobile Services. I defined a subscription binding model that 

binds the inputs and outputs of the different fragments of a Cooperative Mobile Ser

vice. I presented a Task-to-Topic Intersection Algorithm (TTIA) that improves the 

message correlation in mobile brokers and two information distribution strategies to 

distribute control events in CMS: recursive Publish/Subscribe subscription versus 

gossip-based communication. Finally a Control Event Dissemination Algorithm 

(CEDA) was defined to improve the gossip-based communication. 

The experiments of Chapter 5 answered three research questions: Does the extension 

of the topic-based features in brokers lead to a better use of existing network resources in CMS 

executions? The results confirmed that the proposed extension, including Task-to-Topic 

Intersection Algorithm, allows the saving of network resources by minimizing the re

quired bandwidth to coordinate a CMS execution. Does the usage of gossip-based routing 

for the service coordination improve its execution resilience in unstable wireless environments? 
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The results validated that using gossip-based routing improves the coordination of a 

service by minimizing the publication delay in wireless with a high amount of failing 

links. Does the adaptation of the gossip-based routing for the service coordination improves the 

completion time of the service? The results showed that tuning-up the gossip-based rout

ing with the CEDA and the Ts Calculation Algorithm (TCA) do minimize the comple

tion time of a service. 

Chapter 6 further developed the contributions of Chapter 5 in order to improve the 

coordination of highly distributed workflows, specifically scientific workflows. I pro

posed a common hierarchy of topics for the service execution. I also defined the inter

faces to configure the support of the workflow coordination which allow setting up 

the initial tasks bindings by a coordinator entity prior to the workflow execution. I 

proposed a workflow recovery algorithm based on recovering the subscription bind

ings and preventing runtime inconsistences and deadlocks that can occur towards the 

workflow execution. Finally, I grouped the whole set of the previous contributions as 

Bounded pattern over Pub/Sub (BPoPS), carried out a comprehensive evaluation of its 

qualitative advantages in comparison with the other three communication solutions 

in four areas, and detailed the cases where the BPoPS offers the strongest qualitative 

advantages 

The experiments of Chapter 6 answered the research question: Does the inclusion of 

service coordination mechanisms in Publish/Subscribe brokers achieve a better performance in 

highly distributed services? The results confirmed that the inclusion of service coordina

tion mechanisms do achieve a better performance by improving the completion time of 

SWf executions, memory and CPU usage. 

The reference model relied on the Identification and Protocol Adaptation functionali

ties to address the internetworking among heterogeneous Publish/Subscribe domains. 

In this thesis work I tackled the specific interconnection issue between a current Inter

net-based Publish/Subscribe network based on the PuSH protocol and a clean slate ar

chitecture PSIRP. 

Chapter 7 resolved the internetworking between the PuSH and PSIRP networks. I 

defined the Pub/Sub Proxy Hub (PSPH), which is the main network element that con

nects both networks. The PSPH was designed to be easily addressable and extensible 

using current Internet's protocols and implements the protocol adaptation required for 

allowing end-to-end communication. I also defined a bootstrapping mechanism to 

allow the PSPH seamless working with current Internet's domain name systems and 

successfully implemented a PSPH prototype. 

The experimentation efforts of Chapter 7 answered the research question: Does the 

inclusion of the PSPH offer an acceptable delay for the end-to-end communication scenario? 

The results confirmed that including a PSPH in this internetworking scenario offers an 

acceptable delay for the PuSH network. In addition, end nodes maintain their commu

nication stacks and no special mechanisms or protocol extensions are needed to plug 

the PSPH into the network. 
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Finally, summarizing the contributions of this dissertation, the proposed specific 

version of Publish/Subscribe network composed of: integration solutions between bro

kers, coordination mechanisms of mobile distributed services and internetworking so

lutions: increase the capabilities and performance of the overall network, allowed a 

better usage of network resources in the execution of mobile services and provided an 

acceptable delay for end-to-end communications between heterogeneous network do

mains. 

8.3 Future works 

In this section, I described the future works related to the efforts and contributions 

resulting from this dissertation. 

The work carried out in this dissertation was based on three cornerstones: the inte

gration between Publish/Subscribe systems, the coordination of mobile distributed ser

vices by the Publish/Subscribe network and the internetworking between network do

mains. As these three areas have different characteristics, for future works, firstly, the 

boundaries between them need to be clarified and the functionalities that make more 

sense to improve, from the point of view of the qualitative and quantitative advantages 

that are expected to be achieved. Therefore, the proposals of future works are listed 

below. 

This dissertation confirmed that the integration between mobile and fixed Pub

lish/Subscribe systems offers opportunities based on delegating and recovering inter

ests. However, this integration would not be enough for wireless environments with a 

very high rate of link failures and roaming of mobile brokers and clients. So, an im

portant aspect to be investigated is how the placement strategies of clients and the 

movement patterns of mobile brokers can be used to predict where and when is op

timal to share the subscribers' information based on the available networking, the 

processing resources and events being exchanged on-the-fly. Setting up specific crite

ria for brokers' algorithms, such as maximum allowed delay, can also be used to push 

forward a more reliable integration between Publish/Subscribe systems by means of 

the support of delay tolerant networks. Regarding the protocol support, it is interest

ing to research the performance of real mobile brokers' implementations and the 

tradeoffs between the energy consumption and the performance of the network; this, 

with the aim of broadening the application scenarios of mobile brokers and establish

ing metrics that can help to choose the protocol that offer the best performance for a 

given scenario. 

Regarding the coordination of mobile distributed services, one research direction 

open in this thesis work refers to how to optimize the way logic gates are distributed in 

brokers. Depending on the workflow structure, the networking characteristics ex

pected and the quality of service level, new routing algorithms can be developed 

with the aid of the Publish/Subscribe patterns (such as the Rendezvous pattern), in or

der to group similar service fragments' relationships. In this dissertation, I addressed 
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the support of some of the existing workflow patterns, nevertheless, one open chal

lenge is to research in solutions to support more complex. Enabling workflows driven 

by Directed Cyclic Graphs is also another research direction, as it may require the 

Publish/Subscribe network to maintain a higher level of synchronization between bro

kers and clients. 

The internetworking between Publish/Subscribe networks based on current Inter

net's technologies and future Internet network architectures leads to many research 

directions, as the interconnection will mostly depend on the specific requirements of 

overlaying application and services. One research directions is to analyze the implica

tions of mobile implementations of proxies, such as variable connectivity and lower 

performance. How the clustering of proxies can influence the performance of the net

works and the tradeoff from the point of view of quality of services. My experiments 

were focused on asynchronous application scenarios but, another important aspect to 

be investigated is the support of fully synchronous and multimedia communication 

such as VoIP. 
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