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Resumen  

La exploración de los mares y océanos es un área de investigación interesante 
en la que todavía quedan muchas incógnitas por resolver. Esto se debe en gran 
medida a la imposibilidad física del ser humano para acceder a gran parte de este 
terreno desconocido. Los avances tecnológicos de las últimas décadas están 
permitiendo sustituir la presencia humana en dichos territorios mediante el uso de 
robots. Estos vehículos pueden ser manejados y monitorizados por un experto o 
pueden realizar tareas de manera autónoma.  

El desarrollo de este proyecto se centra en el área de la planificación para el 
uso de vehículos submarinos autónomos. Se pretende mejorar la planificación y 
ampliar la autonomía de dichos vehículos mediante el uso de técnicas de aprendizaje 
de máquina. De este modo se podrá aumentar el éxito en los planes, al mismo tiempo 
que se reduce el consumo de recursos como energía y tiempo. 

Es complicado trabajar en el entorno subacuático debido a la falta de 
conocimiento total sobre el mismo. Por ello, durante la ejecución del plan es posible 
que sucedan eventos inesperados, los cuáles podrían forzar la finalización del mismo 
sin alcanzar los objetivos esperados. Para reducir dichos problemas se aportará a los 
vehículos mayor anticipación. De este modo podrán buscar soluciones y tomar 
decisiones para evitar esos eventos. 

Las soluciones típicas cuando surgen dichos eventos son la reparación del 
plan, la re-planificación o en el peor de los casos, abortar la misión. Para ambas, el 
vehículo debe comunicarse con el supervisor y/o el planificador de la misión. Debido a 
que las comunicaciones subacuáticas son lentas y poco fiables, el tiempo 
implementado para ejecutar dichas soluciones puede ser elevado. Por lo tanto, la 
solución propuesta permitirá reducir considerablemente el tiempo de misión evitando 
esperas innecesarias. 
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Abstract 

Oceans and seas exploration is a largely uncharted research field with a lot of 
mysteries. The reason of that is mainly the physical impossibility of human beings to 
survive in that unknown environment. Technological innovations in the last decades 
make the work in unfavourable environments more likely every day. That is done by the 
use of robotics vehicles, which can be manned by a human expert or be autonomous.  

This project development focuses on planning for autonomous underwater 
vehicles (AUVs). The main idea is the improvement of the plan quality, as well as 
supply the AUVs with more autonomy. Machine Learning techniques will be used to 
accomplish this task. The success of the plan could be increased at the same time that 
the consumption of resources —as time and energy— decreases. 

It is difficult to work in the underwater environment due to the unexplored 
surrounds and the unfavourable conditions. The complete behaviour of the 
environment is unpredictable, and therefore, unexpected events can happen during the 
execution of the plan. Those problems could lead the plan to its termination without 
achieving the goals. The vehicles will be provided with more anticipation to look for 
solutions and take decisions in those situations. 

The standard solutions to deal with these events are to fix the plan, to re-plan 
or, if the worst comes to the worst, to abort the mission. For both solutions, the vehicles 
should communicate with the mission supervisor and/or the mission planner. 
Underwater communications are unreliable and slow, due to their low-bandwidth. 
Therefore, those solutions to the events could spend too much time waiting for an 
answer. The proposed resolution helps to reduce the mission time, avoiding 
unnecessary delays. 
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1.1. Introduction 

This final degree thesis is mainly related to two big branches of knowledge, (1) 
robotics planning and (2) artificial intelligence (AI), due to that it contains the description 
and development of an Artificial Intelligence Planner [1] for Autonomous Underwater 
Vehicles (AUVs) [2].  

This project is going to be involved into the framework of the European project 
Smart and Networking Underwater Robots in Cooperation Meshes, also known as 
SWARMs (project code ECSEL 662107), which works with a mesh of robots to perform 
different tasks offshore. Those tasks are involved in three different areas: industry by 
offshore installations deployment; science, mapping of the ocean floor or seabed; and 
environment, detection, inspection and tracking of plumes or monitoring of chemical 
pollution. [3] 

The mesh of robots is composed by some AUVs that cooperate among each 
other, executing a given plan to achieve some goals. Those robotics agents have 
interesting characteristics to study.  

- The robots are autonomous, therefore, they should be capable of solving 
minor problems by themselves.  

- They work underwater, which entails some problems derived from the aquatic 
harsh environment, like communication problems or the scarce knowledge 
about the environment.  

- They cooperate to accomplish the goal. 

The AUVs follow a plan to achieve the goal. That plan is usually generated by an 
automated planner. This project develops an Automated Planner [4], therefore it will 
design the model of action through the description of the domain, the initial state and the 
objectives. That information will be provided by PDDL files. With that information the 
planner can perform a search starting with the given initial state in order to find the 
actions that will lead the plan to reach the objectives. 

There are many robotics planners and several techniques for planning. The main 
reason to develop this project is not just the implementation of another planner, but to 
improve a planner through Machine Learning techniques. The planner will implement 
expertise knowledge providing the agents with anticipation and increasing their 
autonomy. That knowledge is provided by a human expert in the form of heuristic rules. 
The heuristics can also be helpful to find a plan faster. 

Adding anticipation to the agents is useful, due to the lack of a perfect domain 
description. Without the perfect description of the environment, where the plan is 
executed, unexpected events can occur. If the vehicle cannot solve those problems 
autonomously, the plan aborts and is enforced to change. Either fixing the plan, 
changing some actions with as few changes as possible, or re-planning, looking for a 
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new set of actions from the current state until the goal. These two solutions are normally 
developed by executing the planner again, which will cost time and increase the use of 
resources. This thesis develops an alternative solution that will reduce the need to re-
execute the planner. The anticipation added to the plan, shaped as a weighted decision 
tree, will provide the agents with more autonomy to solve the unexpected environment 
events. It will help to reduce the use of resources, like battery usage and time. 

The development is done with the Java programming language. It will also extend 
the use of planners and the research to this language. A related case of study was the 
parse of PDDL files into the Java language. A few projects address that problem, which 
reduces significantly the planning field for that programming language. For that reason, it 
was necessary to develop a tool to adapt a parser to the Java planner.  

Hereafter, the objectives of the thesis are further explained. 

1.2. Objectives 

The main motivation for this dissertation is to contribute to the robotics planning 

field developing an automated planner that can provide the agents with anticipation. That 
would help autonomous vehicles in harsh environments to deal with unexpected events 
that appear while executing the plan. It would also help to reduce the abortion of the plan 
when those events occur, providing the robot with that anticipation knowledge. A good 
planner can be helpful to increase the success of the missions and also decrease the 
use of resources, i.e. time and energy, which are related to the care of the environment. 
A better planning can lead to less pollution, and the cost of the mission, the economic 
cost of the mission execution decreases. 

Taking into account the problems and technologies described above, this degree 
thesis pursues the following objectives: 

- Study and exploration of different machine learning techniques applicable to 
automated mission planning. 

- Design and development of an automated planning system, which can 
provide anticipative capabilities employing machine learning. 

- Implement the previously described system. 

- Test and evaluate the developed system through simulation. 

To sum up, the goals are all attached to the achievement of the main target, the 
anticipation in the planning system. For that purpose, it is necessary to obtain some 
expertise knowledge in the area of study. Then, the design and implementation of the 
system will be executed and finally the development will be tested by collecting 
information about the simulation to validate its function. 
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1.3. Degree Thesis Outline 

The Project presented in this degree thesis is organized in six different chapters. 
Chapter 1 defines the work introduction and objectives. Chapter 2 is composed by the 
technological framework of the field and its related background. Chapter 3, 4 and 5 
contain the design and development of the project, as well as its results. Chapter 6 
explains the budget of the project. Finally, Chapter 7 includes the conclusions and 
possible future works. 

Chapter 1 introduces the main concepts and objectives for this work. It covers 
the desired objectives of this final degree thesis and a summary of the theoretical 
background for planning for autonomous underwater vehicles. 

Chapter 2 analyses the research areas of interest. The technological framework 
of autonomous underwater vehicles, planning systems and Machine Learning techniques 
are studied. These include the study of the planning languages, different planning 
methods, focused on automated planning, search algorithms and expert systems, as well 
as the usage of different heuristics.  

Chapter 3 contains design specifications and restrictions of the project. It 
explains the limitations of the PDDL files and the harsh underwater communications, 
which create the need for re-planning. 

Chapter 4 describes the project development. The components of the system are 
profoundly defined and explained. This explanation follows the work flow of the system. It 
begins with the input domain and problem files and finishes with the generated plan. 
Furthermore, diagrams of each component are shown and explained to help 
comprehending the developed work. 

Chapter 5 shows the tests made to validate the system. It explains the tests 
made during and after the project development. The simulator developed to validate the 
generated plan is also defined. Additionally, the results and time improvements, as well 
as the software metric are analysed. 

Chapter 6 disaggregates the budget employed on the project development. It is 
composed by the materials, hardware and software, and the necessary manpower. 

Chapter 7 concludes the project with the final conclusions and suggestions of the 
future directions for the research work.  
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This chapter analyses the technological areas of interest for this project. In the 
first section, the robotic agents related to the project are explained, as well as the 
environment. Then, the planning task is explained along with its languages and 
algorithms. In the last section, the technologies related to learning are defined. These 
are focused in artificial intelligence techniques for automated planning, like Machine 
Learning. 

2.1. Autonomous Underwater Vehicles (AUVs) 

First of all, it is necessary to introduce the framework of the project, as well as 
one of the main agents of it, the Autonomous Underwater Vehicle [5]. 

The offshore industry is a harsh environment for human beings, for this reason 
the use of robots is rising in that sector. There are three main areas where humans work: 
the oil and gas (81%), telecommunications (16%) and scientific exploration. Some 
developed jobs are for example; corrosion prevention in the offshore installation; 
monitoring of chemical pollution; detection, inspection and tracking of plumes; berm 
building or seabed mapping. [2] 

To avoid human danger working offshore there are different alternatives, as 
Remote Operated Vehicles (ROVs), Unmanned Surface Vehicles (USVs) or AUVs [6]. 
This document focuses in the deployment of the last group.  

As its name points, Autonomous Underwater Vehicles, have the following 
characteristics, which indicate important details: 

- They work underwater, consequently they have to be able to work in harsh 
environments like the seabed or the ocean floor, which entails some problems 
and restrictions in the work methodology. These problems are related to the lack 
of knowledge about the floor and the surroundings, the restriction of time limited 
by the battery of the vehicles and the communications between a vehicle and the 
base station or between vehicles [7]. The lack of knowledge about the 
environment is going to affect two main points. Firstly, the description of the 
domain and the problem, as it is explained later in Section 2.2.1. Secondly, since 
there is no perfect domain description, the execution of the plan could be different 
as expected from the planner, which could make the plan collapse. 

- The vehicles are autonomous [8], therefore, they have to know how to solve by 
themselves minor problems or unexpected events, which could occur during the 
plan execution. 

The autonomy of the robots is directly related to the control loop. The two most 
used types are: open-loop control and closed-loop control. In open-loop control, the 
actions coming from the controller are independent of the output that comes from the 
execution of the plan [9].  
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In closed-loop control, the controller receives feedback information from the 
actions made by the agent. An example of this structure is showed in Figure 1. 

 

Figure 1. Canonical feedback control system [9] 

The AUVs referred to in this document are autonomous. Due to the lack of high-
speed underwater communications, the controller cannot be kept out of the robot by 
having a real-time feedback (ongoing investigations to make underwater 
communications faster [10]). Instead of that, they will implement a closed-loop controller 
on board, which will take the feedback information of the plan execution to take decisions 
about the evolution of the plan, as it is explained later. 

When working and planning with multiple vehicles or a mesh of cooperating 
robots, it is necessary to take care of which vehicle is more proper to execute each task 
[7].  

In any harsh environment it is normal that during a plan execution some events 
occur, that could abort the plan. To try to solve those situations an Artificial Intelligence 
Planner [1] is described and developed. 

2.2. Planning 

Planning can be defined as “The task of coming up with a sequence of actions 
that will achieve a goal” [4]. The planning process can be also performed by computers. 
Automated Planning (AP) is an area of Artificial Intelligence (AI) that studies the 
deliberation process computationally [1].  

An example of AP is the Hierarchical Task Network (HTN) [1]. In this technique, 
the task available in the system are described and broken down into different level 
subtasks (hierarchy). This decomposition is made until it reaches a level in which the 
subtask can be directly executed (primitive task). A dependency between tasks and its 
subtasks exists and it is shown in a network. The planner uses the subtask 
decomposition to generate a plan draw from high level tasks (non-primitive tasks). The 
decomposition methods have a recursive structure and the study of its syntactic 
restrictions for HTN makes it more expressive [11]. This decomposition follows some 
preconditions extracted from the task hierarchy. The most common task hierarchy is 
Task analysis, environment modelling and simulation, known as TAEMS [12]. 
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Different AP techniques and algorithms are explained in the next sections. It is 
important to explain first some concepts, to be able to understand planning better. 

The planning problem is directly related to the scheduling. It is necessary to make 
that difference clear. Scheduling is “A plan for carrying out a process or procedure, 
giving lists of intended events and times” [13]. In the robotics planning area this would be 
reflected on the distribution of the tasks that compose the goal. Scheduling could be 
realised before planning, only if the goal can be split into smaller tasks, and if there are 
several agents that can accomplish the goal. Those tasks should be performed by 
different agents. When applying scheduling [4] the planning problem is divided into 
smaller problems. The planner should be able to solve these smaller problems more 
easily than with a big unique problem.  

It is necessary to explain some elements involved in planning, regardless of the 
used language, algorithm or graph:  

- Actions: it is the operation made to change from one state to a different one. 
They usually include some conditions necessary to be accomplished to apply the 
action and some effects to be applied after the execution of the action. 

- Agent: it is the actor, which performs the action. A problem could have a unique 
agent or multiple agents. The term “agent” and “vehicle” is used interchangeably. 

- Criteria: there are two main types of criteria. First criterion is feasibility, the 
planner just searches for a plan capable to achieve the goal, without looking for a 
good efficiency. The second criteria, optimality, searches for a plan, but 
considering a requirement. Among other things, these requirements could be 
energy or time, trying for example to find the most efficient plan (least energy 
consumption) or the shortest time plan [14].  

- Initial State: it is the state from where the planning starts. 

- Goal: it is normally the final state, but it could be also a set of tasks (set of goals) 
needed to be accomplished to reach the final state. 

- Plan: from the previous definition of planning, it is extracted that it is a sequence 
of actions that will lead to the goal. If that sequence of actions is completely 
sorted, it is a kind of planning named total-order planning. On the other hand, if 
the sequence of actions does not specify the order of all the actions, because the 
order of some actions does not matter to reach the goal, it is partial-order 
planning [15]. 

- State: it can represent the current situation of an agent, for example its position 
and the status of its sensors. But normally, it is referred to the current situation of 
all the objects in a moment (current world situation). 

- Time: the time is an important agent. In planning it can just represent the order in 
which the actions are realised, or it can have a leading role in the decision of 
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which plan should be used. It can also be the criteria to choose between two 
different actions. 

In 1971, Fikes and Nilsson, developed a planner, the Stanford Research Institute 
Planner Solver (STRIPS) [16]. The STRIPS Planner is a problem solver, which uses a 
given world model as a collection of predicate formulas. From that initial world model 
(domain) and a goal, the problem solver performs a search in a space of world models to 
find one in which the goal is accomplished. To search within the space of valid world 
models, the planner solver applies operators (actions) to the initial world model, 
obtaining a new world model. The task of the planner is to find a set of operators that 
leads the initial world model to a world model, which achieves the goal.  

2.2.1. Planning Languages 

The main challenge of planning is to have an accurate description of the world 
model. This is realized through the language in which the domain and the problem are 
written. There are various languages, as the STRIPS language, named with the same 
name as the planner. The input of the planner was formed by the initial World Model, the 
Operators (list of actions) and the Goal (made up by a list of one or more tasks). An 
example of this language is shown in Figure 2. 

 

Figure 2. Piece of formulation for STRIPS World Model and Tasks [16] 

An operator has some requirements (preconditions) that the world has to fulfil to 
be able to do an action, and some changes that the action will produce on the world 
(effects).  

After STRIPS language (and based on it), came the Action Description Language 
(ADL), created by Edwin Pednault to fix and add new features [17]. This language was 
also made to search across different states (world models in STRIPS), ADL adds up 
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negative literals to the conditions, equality and types, as well as an Open World 
Assumption, that means that the not mentioned formulas are unknown by default (in 
STRIPS they were false).  

Due to the rise of the amount of planners and the lack of a common language to 
describe the world and the problems, the need for creating a standard language of 
planning was recognized and implemented by the Planning Domain Definition Language 
(PDDL) [18]. It is the most extended language for Artificial Intelligence planning, based 
on STRIPS an ADL and created to make the International Planning Competition (IPC) 
[19] possible in 1998. 

PDDL defines the world model into two different files. The description of the 
domain, where the types, functions, predicates and actions (with parameters, 
preconditions and effects) are defined; and the description of the problem, where the 
objects, initial state and goal are defined. These definition of the world enables to reuse 
a domain for multiple problems.  

Since 1998 PDDL has evolved into new versions and various types. This project 
works with the latest official version of this language: PDDL 3.1 [20]. A short example of 
a domain and its problem it is shown and explained later. 

The description in Figure 3 shows the existing objects for the problem, one 
vehicle (d0) and two points (s0 and w0); the initial state (d0 is located in s0, available 
and underwater), as well as the time-cost of the movement from the point s0 to w0; and 
the goal of the problem, which is to have the vehicle located on w0, underwater. The 
criteria of planning is to minimise the total-time of the plan.  

 

Figure 3. Example of a PDDL 3.1 Problem 
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The domain in Figure 4 represents a world with action-cost requirements, where 
two type of objects exist (Vehicle and Location). The predicates show the possible states 
in the domain, like the location of a Vehicle. The domain also represents the feasible 
actions, in this case, only the action move_vehicle. This action would be executable 
when a state accomplishes the preconditions of the action (qualification problem) [21], 
and the result of applying the action will be reflected by the implementation of the effects 
on to the current state. One of the effects –> (increase (total-time) particular_action) is 
related to the criteria of planning, which is given on the problem definition. This effect 
increases the variable total-time with the time-value given on the problem for that 
particular action. 

 

Figure 4. Example of a PDDL 3.1 domain 
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Between the different PDDL variants, it is interesting to mention two: 

- Probabilistic PDDL (PPDDL). It allows the expression of planning domains to add 
probabilistic effects, which means, it adds up a probability to the effect of the 
actions. [22]  

- Multi Agent PDDL (MA-PDDL). It is an extension of PDDL 3.1 used to describe 
worlds where multiple agents participate, being able to define different actions 
and goals for each agent. As shown in Figure 5, this language has also two 
currents: using a common domain for all the agents (unfactored), or having one 
domain for each agent (factored). [23] 

 

Figure 5. Files model for the two types of MA-PDDL 

The tests made for multiple vehicles in Chapter 5 are realised using a unique 
domain and problem. 

In the SWARMs project two levels of abstraction are extracted from the mission 
and planning domain, high-level planning and low-level planning. High-level planning 
consists of different tasks regarding operations but without indicate the specific actions 
that the vehicle needs to execute. The high-level plan is composed by the tasks that all 
the agents have to perform. For example, an action of the type scan_area in high-level 
planning indicates the robotic vehicle that it has to perform the scan of the area, but it 
does not specify how the vehicle has to perform that task. Low-level planning is 
frequently performed into the robotic vehicles, due to its target is to elaborate the 
instructions (low-level plan) of the vehicle to execute a high-level task. It transforms that 
task into directives that the vehicle can understand and perform. In the previous 
example, when the scan_area task is received by a low-level planner, the planner 
generates the waypoints and actions to perform the scan of the area. Some robots are 
able to understand high-level tasks and will not need a low-level planner, but others will 
need it. [24], [25]. 

2.2.2. Planning Algorithms 

Once the planning language is clear, it is necessary to delve into the mechanism 
through which the plan is formed, a planning algorithm. It is the mechanism used to solve 
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the problem and find the plan [26]. A planning algorithm can be considered as the 
procedure to search a way to reach the goal. This search can have the criterion to look 
for the optimal plan in accordance to the criterion, or just look for the first feasible plan. 

A problem can be placed in a continuous or a discrete space. It could be solved 
into a discrete space, when it has some characteristics, which lets it be discretized. 
These requirements are related to the regularity and symmetry of its actions and 
movements, as in a Rubik puzzle. When a problem does not have those characteristics, 
it will be defined into a continuous space, as shown in the example in Figure 6, in which 
the movements and actions to solve the puzzle cannot be easily discretized. [14] 

 

Figure 6. Example of a problem to solve in continuous space 

In the PDDL 3.1 problem and domain example, showed in Figure 3 and Figure 4, 
the problem can be easily treated as a discrete problem. For this procedure, it is 
necessary to see the world description as a state.  

- The initial state of the world includes the vehicle, underwater and available, 
located at the start point s0.  

- The goal is to have the vehicle underwater at the waiting point w0. 

In that case, there is only one possible action, move_vehicle. Only one movement 
is possible (from s0 to w0), consequently there will be only one possible plan, which will 
be also optimal for the time-criterion. The plan is shown in Figure 7, and it only consists 
of one action, but it is enough to bring the initial state to a new state that accomplishes 
the goal. In high-level planning that problem could be considered as a path-finding 
problem. But it is going to be a state space search in the moment that more actions exist, 
like dive and rise the vehicle. 
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Figure 7. Solution plan for the problem in Figure 3 and Figure 4 

 The same problem could be also handled from a continuous view. In that case, -
—only being capable to execute the movement action— if the description of the world 
environment was complete, instead of defined in PDDL, the plan could be defined as a 
set of complicated instructions. These instructions would contain the movements that the 
vehicle has to perform to arrive to the goal, including the speed, translations and 
rotations. This is more complicated than a plan made by a set of actions, which lead from 
one state to the next state.  

This continuous problem could be considered as a motion planning problem, 
since it only has to move the vehicle from one point to another, avoiding the existing 
obstacles or trying not to hit anything. It is known as a navigation problem or piano 
mover’s problem [14]. There are several algorithms to solve that problem, like Grid-
based search or Geometric algorithms, but this is not the current field of study.  

The planning algorithms or search algorithms explained here are going to be 
oriented to discrete problems and to high-level planning. 

In Automated Planning several planning algorithms exist, but there are two main 
currents between the classical solutions, which are connected with the two kind of plans, 
—with the same name— explained before: 

- Partial order planning: the advantage of this search is that there is no need to 
explore all the actions in a strict chronological order. It is possible to focus first in 
the most important or obvious decisions, which would reduce the search 
substantially. 

- Total order planning: the search is made in a sequential manner. There are also 
two main currents of search [27]. 

o Forward search: also known as progressive search. This mechanism 
takes as starting point the initial state. Firstly, it checks the rules 
(preconditions) that each operator (action) has, finding the possible 
operators to apply from the current state. Then it chooses one operator 
and applies its effects, bringing the problem to a new state. Finally, it runs 
this process until the goal is reached, or there are not more possible 
operators left to apply to, which would mean that the plan cannot be 
achieved. 

o Backward search: also known as regression. This procedure takes as 
starting point the goal. This method is basically the opposite to the 
forward search. Firstly, it checks the effects of the operators that the 
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current state (first the goal) accomplishes to look for the possible actions 
to go backwards. Then it chooses an operator and applies its 
preconditions to reach a new state. It repeats this method until the initial 
state is achieved. [4] 

There are more solutions of planning algorithms than the classical ones, like the 
reduction to propositional satisfiability problem, known as SatPlan [28]. This is an 
example of reducing the problem into more simple problems. It converts the problem into 
a boolean satisfiability problem. 

These mechanisms of search are directly working with states, which could be 
viewed as search graphs and work with them accordingly. That is the reason why it is 
easy to find planning algorithms that work also to explore into graphs. [29] 

The next graph search algorithms realise a forward search into the graph (the 
initial state is the root node): 

- Breadth-first search: it works as a queue, “first in, first out” (FIFO). That is applied 
to the way in which the next states are chosen. It normally finds an optimal 
solution, due to performing a search always from the closest nodes to the initial 
state, but it has a long computing time. 

- Depth-first search (DFS): it works as a stack, “last in, first out” (LIFO). The next 
state chosen is always the last state found. [29] 

Figure 8 shows that the breadth-first search algorithm explores equally in all 
directions. It always takes the first state found, therefore it examines firstly the closest 
states to the initial state (lowest number), before going further. The depth-first search, 
takes always the last state found as the next state. The first decision it takes, in the 
closest possibilities to the initial state, is the number 4, by contrast with the breadth-first 
search, which takes, number 1, then 2, 3, 4…  

 

Figure 8. Comparison of breadth-first search and depth-first search in an 

example of path-finding [30] 
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- Best-first search: it does not base its decisions on the order in which the new 
states are found. It chooses the next node according to some rules. The rules 
help to decide the “best” next node. These rules are named heuristics. The 
heuristic reduces the computational time significantly, without giving up finding 
good solutions. [29]  

In a path-finding problem, a usual heuristic for the best-first search is to choose 
as the “best” next node the node that is closest (in straight distance) to the goal. For a 
simple example, this rule would help to find the optimal path, with a lower computing time 
than the breadth-first search. In some problems, as in Figure 9, the best-first search will 
find a solution faster than the other two search algorithms, but not the optimal solution. 
The breadth first search algorithm will find an optimal path but spending twice as much 
time as the best-first search algorithm.  

 

Figure 9. Search algorithms comparison for a path finding problem [30] 

For bigger problems it is necessary to find a compromise between the computing 
time and the quality of the solution, which is also related to the applied rules. A deeper 
study of the heuristic is done in the heuristic section (2.3.3).  

Other alternatives to the breadth-first search exist. For example, the Dijkstra’s 
algorithm, which instead of making a search equal in all directions, can focus in some 
paths to explore. It is introduced in problems where the cost of all paths is not the same. 
It makes a uniform cost search, giving priority to the paths with a lower cost. A variant of 
Dijkstra’s algorithm is the A Star Algorithm (A*) [31], which focuses only in one target. 
For that, it is necessary to attribute a cost to every node of the graph. This value is 
represented as f (n) and its formula is shown in (1).  

 
 

(1) 

The first value of the sum, g(n), is the actual cost of an optimal path from the 
starting point (initial state) to n. The second value, h(n), is the estimated value to reach 
the goal from n. It is also a heuristic knowledge that comes from the rules and lemmas 
implemented in the A* algorithm. [31] 
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The A* algorithm works as follows: 

1. It starts from the root node (initial state) and point to all its neighbours, 
taking the cost of each node, f(n), and saving them into an “open list”. 

2. Then it looks for the node with least cost and adds this node to the path 
list. (“Closed list”). 

3. It makes the node with least cost, the current node. 

4. It repeats the steps 1-3 until the goal is achieved. 

5. It estimates the optimal plan using the nodes saved into the path list. 

Dealing with the aforementioned PDDL problem (Figure 3 and Figure 4) in a 
state space graph term, the states of the world would be the graph’s nodes or vertices 
and the feasible actions would be the edges or lines, which connect the nodes. So the 
solution plan would be formed by the necessary edges to pass through, until the goal is 
reached. The plan can be also considered as the navigated path in the graph to reach 
the goal. 

A graph is usually represented in a vertical or horizontal way. In this project, due 
to its ease, it is normally performed in a vertical solution, similar to a tree view, like in 
Figure 10. 

 

Figure 10. State space graph and search tree example [32] 

An example of an Automated Planning algorithm, oriented to solve graph 
problems is Graphplan. Instead of directly executing a search, it begins constructing a 
structure from the domain. This structure is called planning graph and it helps to reduce 
the amount of search needed. In contrast with the state space graph, the planning graph 
is a directed, levelled graph, with two kind of nodes (actions and atomic facts) and three 
kind of edges. The search is then made by combining different techniques. [33] 
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2.3. Learning 

As aforementioned, Automated Planning is an area of AI, in consequence, it is 
required to talk about learning. “Learning denotes changes in the system that are 

adaptive in the sense that they enable the system to do the same task or tasks drawn 

from the same population more efficiently and more effectively the next time”. [34] This 
definition introduces the concept of an adaptive system. Adaptation takes an important 
part in providing autonomy, increasing the events that the agent can solve by itself. It 
also requires less communication with the operator with the consequent power and time 
saving [6].  

Machine Learning (ML) is directly related to AP. It can be a useful solution to 
automate the extraction and organisation of knowledge. In AP, sometimes the search of 
a plan solution becomes so huge that is unsolvable. The PDDL solved problem in Figure 
7, was a short example. Accordingly, it was easy to solve and only with a few state-
space possibilities. If more actions, functions and predicates are implemented into the 
domain; and also several objects and movement possibilities, as well as new goals, are 
included to the problem, the state-space graph would expand. That will make the search 
more complicated, increasing considerably the complexity of the algorithms needed to 
solve big problems and the computing time. ML solutions can help to make these 
problems treatable in an acceptable amount of time, adding for example a learning 
component to an AP system. [35] 

The learning component in Figure 11, could be implemented by different ML techniques. 
Some of them are explained in the next section. 

 

Figure 11. Use of ML to improve the knowledge of the AP [35] 

2.3.1. Machine Learning for AP 

An Automated Planning solver can integrate learning in different phases with 
various purposes, as shown in Figure 12. In that figure, five dimensions of an AP system 
are shown. This document focuses the first two dimensions on the aforementioned 
areas: the problem type focuses on a state-space search and the planning approach in a 
classical problem.  
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Figure 12. Five dimensions characterizing AP Systems augmented with a 

learning component [36] 

The goal of adding a learning component to the planning system varies. Some 
possibilities could be to speed up planning, improve the quality of the plan or learn or 
improve the description of the domain from the real world. The planning phase in which 
the learning component is implemented, makes also a difference in the learning goal that 
the system deploys. Three learning phases are identified: before the planning starts, 
during the planning process or during the plan execution. Finally, there are several 
types of learning: analytic, analogic, inductive or a combination of any of them [36]. 
Some of the types of learning (ML) are hereafter described: 

- Explanation-based learning: this type of learning is an analytic kind of ML, due to 
its prior knowledge and deductive reasoning to enhance the information from the 
learning examples. The base of this method is taking an accurate domain and 
treating it almost as if it was perfect. With that it can generalise and form 
concepts form the training examples. [21] 

- Reinforcement Learning: it consists on learning what to do by experience. It is an 
inductive ML method. The planner does not have rules that tell it the actions to 
take. Instead of that, the planner has to discover which actions should be chosen 
by interaction. This technique is more focused on goal-directed learning in an 
uncertain environment. The most important features of Reinforcement Learning 
are trial and error and search and delayed reward. It is also important to find a 
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balance between exploit and explore. To reach a goal successfully, the planner 
must prefer actions that have been tried in the past and have produced a reward 
(exploit), but it has to explore also unknown actions, to improve the future result, 
even if some of those actions will not reach success (trial and error). [37].  

- Inductive Logic Programming (ILP): is an inductive ML technique used to extract 
a set of first-order rules from the source task. It uses logic programming or rule-
based programming, as background knowledge and gives a hypothesis solution. 
The tasks shown before are similar to the definition of the background 
knowledge, which is formed by the set of first-order rules. [38] 

- Supervised learning: it is also an inductive ML technique. In contrast to 
reinforcement learning, it is provided with some training data. The training data 
consists on some examples composed by a paired input-output data. The input 
data is an object of the same kind of the future inputs and the paired output has 
its related output value. The supervised algorithm abstracts the information from 
the training data to be able to use it with new inputs. That is made by generating 
a function that will be able to find the desired output for new inputs.  

There are many algorithms and techniques to generate a trained function with 
supervised learning. It can be used, inter alia, for classification and linear or 
logistic regression. Two common types of supervised learning are Artificial Neural 
Networks (ANN or NN) and Decision Trees (DT). 

- Neural Network: it is a supervised learning method of ML. The simplest form of a 
neural network is a (feed-forward) single-layer network, known as perceptron. 
The perceptron has an input value (or a set of values), an output binary value (1 
or 0) and a function, which maps its input to the binary output value (activation 
function). [4]  

An example of a perceptron with multiple inputs (Xn) is given in Figure 13  and an 
activation function is shown in (2(2). The output is generated through a sum of 
weighted input value/s (each input is multiplied by a weight, w). These weights 
are computed by training the perceptron with the training data set. 

 
(2) 
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Figure 13. Multiple input perceptron (single neuron) [39] 

The perceptron evolved into more complex networks. Currently NN have 
frequently more than one layer (hidden layers), their outputs can be non-binary by 
using a different function (f) that maps the input/inputs to some value. In Figure 
14, the neural network has several inputs, 4 neurons in its hidden layer and one 
output neuron. Of course a NN could have more hidden layers and also multiple 
outputs. 

 

Figure 14. Two layer feed-forward network [4] 

It is important to mention that in any NN there are some values to make it work 
properly. Firstly, the training data. It is necessary to have enough data to adjust 
the weights of the network to the applied task. The data has to be diverse in order 
to train the network according to various values. Secondly, it is mandatory to train 
the system, to adapt the weights. Several trainings are necessary. Finally, the 
size of the network. It is common to think that more layers make a system better, 
but if too many layers or neurons are implemented the system could fit too 
accurately to the training data, which is negative if new inputs are implemented. 
Cross-validation techniques exist to help to decide the size of the network. [4] 
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- Decision Tree: it is also a sort of Machine Learning. Figure 15 shows an 
example of a decision tree. It starts with the root in “outlook” state. The “limbs” of 
the DT have the condition (sunny, overcast, rain…) to the next level state. The 
“leaves” are the N and P states. [40] The decision tree limbs can also be 
weighted, instead of having an explicit literal condition as in the example. 

Decision trees are easier to understand than other methods and the visual 
representation of the data helps to have a better insight of it. [41] 

 

Figure 15. Simple decision tree [40] 

 

Decision Trees have been used to build knowledge-based expert systems. These 
systems are powered by knowledge that is represented explicitly rather than being 
implicit in algorithms. [40] 

2.3.2. Expert System 

An Expert System is an AI system. It is not directly part of ML, but it can 
implement some learning components and include ML techniques, like a Decision Tree. 

It can be defined as “a computer system which emulates the decision-making 
ability of a human expert” [42]. These systems are capable to emulate the human 
reasoning through some expert knowledge, represented as (if-then) rules.  

An expert system is considered a knowledge-based system. The architecture of 
this kind of systems is composed of two parts, the knowledge base and the inference 
engine. [43] 

The knowledge base needed to drive the pioneering expert systems was codified 
through protracted interaction between a domain specialist and a knowledge engineer 
[40]. In the case of Automated Planning, the extraction of experience (expert 
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knowledge), can be autonomously collected by the planning system or provided by an 
external agent, such as a human expert. [35] 

The inference engine is an automated reasoning system, it generates 
conclusions from the knowledge base using logical techniques, as induction or 
deduction. Those systems can be of several types. Logic programs, rule engines, case-
based reasoning systems or procedural reasoning systems among others. The most like-
minded type in this case of study would be the procedural reasoning system, due to it is 
focused to select plans from the procedural knowledge base through the reasoning 
techniques. [44] 

In the task of planning for autonomous robots in a non-deterministic environment 
(domain), “the success of the AP system fully depends on the skills of the experts who 
define the action model”. [35] 

2.3.3. Heuristic 

The main ingredient in a state-space search for planning is the heuristic. As 
earlier pointed out, a good heuristic is able to simplify the search considerably, as well as 
reduce the searching time and find an optimal solution faster. But just like in expert 
systems, the knowledge of an expert agent (human) is necessary to reach that purpose. 

Different properties for a heuristic exist, the two most important are explained 
below: 

- Admissible: it never overestimates the cost of reaching the goal, i.e. the cost to 
reach the goal estimated by the heuristic (h(n)) is not higher than the lowest 
possible cost from the current point to the path. If a heuristic is not admissible it 
might never find the target. An example of admissible heuristic is the use of the 
Manhattan distance to estimate the action costs to the goal. [45] 

- Consistent: also known as monotone. It estimated cost is always less than or 
equal to the estimated distance from any neighbour vertex to the goal plus the 
step cost of reaching that neighbour.  

The generalized heuristic functions are part of the techniques used as learning 
search control knowledge for AP. One of its advantages is the easy integration with 
different search algorithms, in contrast they have a poor readability. [46] 

Several search algorithms for planning based on heuristic exist. Furthermore, 
different procedures to obtain and apply the heuristic. In classical planning, there are two 
extended currents. The use in Forward search, as FF [47] and the Heuristic search 
Planner (HSP) [27]. The better estimates and helpful action pruning of FF make it more 
effective planner than HSP. But the additive heuristic used in HSP are a good advantage 
of this planner. This planner by contrast with other heuristic planners extracts the 
heuristic automatically from the representation of the problem. That makes the action-
costs non-uniform, because they are defined mathematically instead of procedurally. 
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The heuristics are problem-dependent techniques, due to they are focused on 
the specific problem to solve. A problem-independent technique is the usage of meta-
heuristics. These kind of heuristic does not take any advantage from the information of 
the problem and can be used for various problems. They are more alike to find the global 
optimum than a standard heuristic, due to they do not use the particularities from the 
problem. The usage of meta-heuristic for underwater robots task planning is already 
developed [48].  

The focus in this project will be in the usage of standard heuristic, due the 
problem information is going to be used. The heuristic will be developed in a procedural 
way, but it could be estimated mathematically or through the use of a hyper-heuristic 
(heuristics to generate heuristics) [49]. 
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The requirements of the project deal directly with the technologies of the 
European framework SWARMs (Smart and Networking Underwater Robots in 
Cooperation Meshes) project [3]. In particular, with the technologies involved in the 
planning area.  

The chosen programming language to develop the system is Java. The main 
reason is the previous knowledge and experience with that language, but also because it 
is currently one of the most extended object-oriented programming (OOP) languages. 
The programming languages used in the SWARMs project are various: Python, C, C#, 
C++, Java, among others. So the chosen language is compatible with the project. 

In this project, the planning language used to describe the world (domain) and the 
missions (problems) for the autonomous vehicles is PDDL. For that reason and because 
it is like a standard planning language, it has been used for this development. More 
specifically, the chosen version is PDDL 3.1, because it is the latest version. Some 
PDDL 3.1 domain and problems from the SWARMs project were provided. 

PDDL has some restrictions for Java. At the beginning, it was difficult to find and 
deploy a complete parser from PDDL to Java. But after research, an open library parser 
was found, which was developed by David Edwards for AP algorithms [50]. This parser 
is in an early stage, but it was advanced enough to fulfil the project tasks. It was 
necessary to slightly adapt the SWARMs domains and worlds to the parser, because of 
some semantic structures or syntax that the parser could not understand. 

The Java object structure returned by the planner was too complicated to be used 
right away. Because of that, a new structure in Java for the domain and the problem has 
been developed. This new structure directly focuses on the specific usage for that 
planner. 

The SWARMs project implements some planners and it was decided to 
contribute with another perspective through a different planner. Firstly, a search of 
already developed planners was made. It was difficult to find a planner qualified for our 
requirements, which was not so complicated to adapt to this project. Consequently, it 
was decided to implement a new planner from the scratch. It is based in some of the 
several technologies explained in the state of the art, as explained in Chapter 4. 

There is an important restriction related to the development of the planner. It is 
required to have knowledge and expertise to develop the system. For the planner 
implementation as an expert system a developer with expert knowledge of PDDL and 
planning is necessary. As aforementioned in the state of the art, the heuristics 
implemented in an expert system, can be provided by a human agent [35]. For that, the 
developer of the system needs to study the specific environment for this project and 
adapt that heuristic knowledge to that problem.  

The information about the mission and the environment (domain and problem 
description) has to be received by the planner and therefore by its integrated heuristic 
component. 
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The planner also requires feedback information from the events that induce some 
changes in the planned mission or cause the re-planning. To allow the planner to check 
its anticipation, the interfaces defined in the SWARMs project were meant to provide the 
system with that information, but due to its complexity, instead of that, a random 
component (simulator) is implemented to emulate the unexpected behaviour of the 
environment.  

Another restriction in the underwater environment was mentioned in the section 
2.1 (AUVs). It is also related to the feedback information. As aforementioned, underwater 
communications are not reliable, due to multiple factors, like sea currents or living 
animals; and slow, due to the dependence of acoustic media, which imposes low 
bandwidth and long delays [6]. Consequently, the amount of data during the mission 
execution cannot be big and it will not be possible to have a real time feedback of the 
mission progress and the occurred events. This will be solved by adding anticipation to 
the plan. 

There are other restrictions that deal with the vehicles. The access to the AUVs 
and the real scenario will not be possible, because they are not easy accessible and 
therefore they cannot be used in a real underwater environment. Therefore, assessing 
the validation of the aforementioned system will be done by using simulations. This will 
be solved by the development of an own simulator.  
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4.1. Introduction 

The project development description follows the same path as the incoming data 
to the system (domain and problem in PDDL). The components diagram shown in Figure 
16 reflects that path. 

 

Figure 16. Overview of the system through its component diagram 

By default, this planner works for multiple agents, but it is developed mainly for 
one agent. The usage with multiple agents could not always provide an optimum plan. 
That decision of usage is implicit in the PDDLs files. When it is required to work only with 
one agent, the PDDL problem must implement only one active agent (vehicle). If it is 
necessary to find a plan for different vehicles it would be necessary to have one problem 
for each vehicle and make a search for each of them. 

In this chapter, the system components are explained in detail. First the Parser 

component, as well as its provided interface; then the Planner, where it is necessary to 
talk about its search algorithm and also to understand the heuristic component; finally, 
the plan is generated. The simulator component is explained in the next chapter along 
with the tests and results. 

4.2. Parser 

As aforementioned, all the information about the world environment and the goal 
are provided into two PDDL v3.1 documents. These files are the domain.pddl and the 
problem.pddl and come from the framework of the SWARMs project. The system needs 
to translate that information to its own programming language (Java) and to a known 
structure to be capable to interact with it. For that reason, a parser is required.  
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The Parser component could be easily change in the future if required, due to its 
modular design. If the input of the system wants to be changed to another kind of files 
(STRIPS, ADL…) or the version of PDDL is different, the user must just change the 
Parser component for its own parser to the Java model.  

Build a parser is a complex task. To make it easier, as mentioned above, an 
existing developed parser from PDDL to Java is used. This parser comes from the 
GerryAI collection of projects developed by David Edwards [50]. Despite its early stage, 
the parser is complete enough to be used. A few incompatibilities exist between the 
SWARMs PDDL files and the parser supported files. These are related to the syntax and 
structure of the initial PDDL files and some features in the parser that are not 
implemented yet. To solve this, the ParserAdapter component was designed. 

 

Figure 17. Parser Component in detail 

The ParserAdapter component adapts the input files to the input of the external 
parser (PDDL to Java component). Due to its semantic differences, it treats each file 
separately. The procedure of each file has the following sequence: 

1. A new PDDL 3.1 file is created to save a file compatible with the PDDL to 

Java component. 

2. The component opens the original file and reads the first line to look for 
the problematic parts. 

3. If the line has no special requirement it is directly copied into the new 
PDDL 3.1 file. 

4. When some line with the specific requirement is found, the adapter has 
two options: (1) make a change to adapt the requirement to the PDDL 3.1 
file or (2) delete the line, because it is not necessary. 

5. It reads the next line. 

6. The component repeats the steps 3-5 until the end of the file. 

The main mismatches to solve in the files are shown in the Table 1. The external 
parser has one special case: in the domain file, the :functions have to go before the 
:predicates. If the :predicates are placed before the :functions, the order its changed. 
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Table 1. Syntax errors solved by the ParserAdapter in the domain file 

Domain 

Input Solution 

:durative-action Change to :action 

:duration (= ?duration X) 
Add the duration to the effects. (increase 

(total-time) X) 

:condition Change to :precondition 

“(at start )“ preconditions Delete “(at start )” 

“(At start)” and “(over all)” effects Delete the whole line 

“(at end )” effects Delete “(at end )” 

 

In the problem file there is only one attribute to check. If the file does not include 
the :requirements, the ParserAdapter writes them after the :domain area to make the 
Parser capable of understand the problem file. 

The output of the ParserAdapter component is composed by the two PDDL v3.1 
files. In that point, those files are already a valid input for the PDDL to Java component. 
That component is the external parser mentioned before. It was necessary to add some 
functions to the external Parser to be able to reach some variables. For example, to have 
access to the duration of the actions, it was necessary to implement into the code the 
getValue() function for the class NumberTerm (pddl-parser-master). After the changes, 
the external parser was exported as a library and it is used like that. 

The PDDL to Java component help to simplify the task of parsing, but the output 
Java Structure from the parser (GerryAI Java Structure in Figure 17) is intricate to work 
with, therefore has a lot of unwieldy Interfaces, Classes and Variables. Its names are not 
intuitive and are unhelpful to treat them easily, as it is shown hereafter. An example to 
understand the complexity of that structure would be the path of classes necessary to 
reach a Precondition of the action. A precondition it is composed by a type (located, 
revealed...) and the involved elements (vehicle, area and/or point). Take these values 
directly from a Precondition should be an easy task since it is going to be used 
frequently, as shown in Figure 18, in the GerryAI Java Structure it is necessary to go 
through several different classes and interfaces.  

That complex structure is the reason to decide to do an own Domain and 
Problem model in Java. 
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Figure 18. Classes path to get the elements of a Precondition into the GerryAI 

Java structure 

The AdapterToModel component is in charge of the transformation of all the 
information to the final Java model. For the development of that component two steps 
were necessary. First, to understand the GerryAI Java Structure (which is not going to be 
explained more deeply because it is not an own development). Secondly, to developed 
an own structure taking into account that it is going to be used by the Planner 
component. The output of the AdapterToModel component is the Problem and Domain 
output from the Parser component shown in Figure 16. 

4.3. Problem and Domain 

The Java structure of the Problem and Domain is going to include all the 
information collected from the PDDL files. That structure is implemented easy-to-handle 
by the planner, because it will be its input. 

The general Java model is shown in its class diagram in Figure 20 (see next 
page). 

Following the structure of the PDDL files, the information is divided also into two 
main classes, MyDomain and MyProblem, as shown in Figure 19. 

 

Figure 19. Class diagram of the two main classes of the Java Structure 
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Figure 20. Class Diagram of the model package 
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The domain is composed by a name and a list of actions (List<MyAction>), which 
can be of three different subtypes. (1) SimpleAction, for easy actions that have a 
standard duration independent of the elements involved, those actions are dive, rise, 

activate_sensor and deactivate_sensor. The action duration is included into the domain 
file. (2) ScanAreaAction describes the action scan_area it main characteristic is that the 
duration depends on the area to scan and it is included in the problem file. (3) 
MoveVehicleAction, the duration of this action involves two different locations, area or 
point, and it is also included into the problem file. These previous classes are shown in 
Figure 21. 

 

Figure 21. Class diagram of MyAction and its subtypes 

The last classes in the structure are the most important, because they are 
necessary to implement the preconditions and effects of the actions, as well as the 
objects involved in the problem. Those classes are the Vehicle and the Location, which 
are going to have two subclasses, Area and Point.  

The Vehicles and Areas implement the iPrecondition and iEffect interfaces to be 
capable to check if the preconditions are accomplished and to apply the effects after 
executing and action. The schema of these classes is shown in Figure 22. 
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Figure 22. Class Diagram of the objects in the Java Structure and the 

Precondition and Effect Interfaces 

4.4. Planner 

The Planner component defined in Figure 16 uses two main data: the problem 
and domain structure mentioned above and some heuristic knowledge, as heuristic 
rules, provided by the Heuristic component. With that information the planner is capable 
of developing a plan. 

By default, the planner is designed to work with a unique agent, but it can 
generate plans for multiple agents (vehicles) as well.  

Firstly, the planner was developed as a best-first search forward algorithm for the 
given problem and domain, similar to the explained in the state of art. Its goal was to find 
the first plan possible (best-first) applying the expert knowledge provided by the heuristic 
component. To understand the behaviour of the planner it is necessary first to explain its 
classes (Figure 23).  

The actions of the model are going to be used to create a more complex class 
called Task. The Task is composed by an action and the name of the elements involved 
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on it (vehicle and/or area), as well as, the final duration of the specific action. The 
initialTime variable represents the time into the plan when the task starts.  

 

Figure 23. Class diagram of the planner package 

The Plan is composed by an ordered list of tasks. It has the estimated maximum 
cost —represented as total-time— needed to execute the set of tasks. That will be the 
bigger of the vehicles time, because in case of having multiple vehicles, they are 
independent, therefore the mission time starts at the same time for all of them. 

The State class consists of three lists, vehicles, areas and points. Every list has 
the current situation of each object. For example, a vehicle it is defined by its name, 
location and the situation of its sensors. Two States are considered equal if all the 
objects are in the same situation.  

The planner behaves as a state search through the states defined before. The 
initial state is generated from the problem list of objects and its current situation. Then 
the program checks if that state accomplishes the goal. If it does not accomplish the 
goal, then a call to the heuristic is made, to look for possible tasks. These tasks are the 
ones that do not bring the problem to a not desired state. Not desired states are of two 
types: a state, which does not have more possibilities and does not accomplish the 
target; or a state, where the plan has already pass through.  
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As it will be explained later, the heuristic sort out the tasks that have more 
possibilities to accomplish the goal according to the heuristic rules. When the planner 
receives the list of new possible tasks from that state, if that list contains new tasks, the 
next task is applied to the currentState, obtaining a new currentState. The applied task is 
stored into the current Plan and the old State into the oldStates list.  

The search algorithm is applied again to that new currentState until it reaches a 
state that satisfies the goal; or until there are no more tasks for that State, which ends up 
by adding that State to the nonEndStates list and coming back to the previous search 
function and its pertinent currentState. In that case, the applied state is deleted from the 
current Plan, due to the task was undone, and the currentState is also removed from the 
oldStates lists because is the currentState now. After returning to the previous search 
function, the next task would be applied, and the search made again with the new State. 
As aforementioned, this is repeated until a State that accomplishes the goal is found or 
until there are no more tasks in any state, which would end up the search without a 
successful plan. This activity is shown in the diagram of the Figure 24. 

 

Figure 24. Activity diagram of the search algorithm 
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4.5. Heuristic 

The development of the Heuristic component is made providing that component 
with expert knowledge. As aforementioned in the state of the art, the expert knowledge 
of an Artificial Intelligence system can be provided by a human expert. The heuristic 
rules used by the planner follow that reasoning. To implement the heuristic rules, it was 
necessary first to obtain expertise knowledge from the problem and then apply that 
learning into the rules design. 

As shown in the general layout (Figure 16), the Heuristic component provides the 
Planner with some heuristic rules. That rules are not directly sent to the planner, 
otherwise the heuristic component treats the list of possible tasks from any State, as 
slightly aforementioned. That list is filtered and sorted by the heuristic knowledge, having 
in the first place the task that is more propitious to lead the problem to a State that 
reaches the goal and in the last position the least favourable task. That order will help 
the planner to reduce its time of search by looking first into the most proper tasks to 
accomplish the goal.  

 

Figure 25. Heuristic reasoning schema 

The heuristic knowledge represented as inference rules follows a priority order to 
work properly. For example, a task that leads the state to a new state that accomplishes 
the goal has to be more important than a task that leads to a new state that reaches a 
state with no end (considered as a leaf in graph theory). The heuristic component 
receives from the planner the list of tasks available from the current state. The planner is 
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in charge of removing impossible actions, which are not possible due to lack of fulfilled 
preconditions. The behaviour of the heuristic is as follows: 

1. First of all, the heuristic removes from the list of available tasks those who 
would guide the plan to a known state. Those non desired states are the 
states stored in the list of old states or non-end states. If after this filtering 
the list is empty, the heuristic directly returns an empty list without 
following the next rules. If the list has still tasks, the heuristic keeps 
evaluating which would be the most proper task to apply (Step 2).  

2. Then the heuristic checks if any of the possible tasks reaches a new state, 
which complies the goal and adds them to a list. Multiple options appear: 

a. The list is empty. That means that none task directly leads the plan 
to the goal. Then the rules advance to the point 3. 

b. The list has only one element. The list of tasks is returned with that 
task. 

c. The list has multiple tasks that leads the plan to its end. The tasks 
are evaluated and ordered by the optimum. Placing in the first 
position the valid task with least duration. 

3. The heuristic divides the Goal into sub-goals. Then checks, which sub-
goals are accomplished in the current State and verifies if any of the tasks 
from the possible tasks list leads the plan to a new state that complies any 
sub-goal. There are again three possibilities: 

a.  The list is empty. None task guides the plan to accomplish any 
extra sub-goal. Then the rules jump to the point 4. 

b. The list has one element. The task is chosen and send it back into 
the list. 

c. The list has multiple elements. The different tasks are evaluated 
and ordered by the one that accomplishes a sub-goal that is more 
important. The importance order is calculated by given some 
values to the different sub-goals, being the most important the one 
with the highest value: 

i.  An area is revealed. The value of reaching this sub-goal is 
10. 

ii. A vehicle is located in the right location. The value of this 
sub-goal is 5. 

iii. The vehicle is underwater/abovewater. This sub-goal is 
valued with 3. 
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iv. The vehicle has the sensor activated/deactivated. The 
value is 2. 

4. If none of the tasks from the list of possible tasks lead the State to a new 
state that accomplish the goal or any sub-goal, the next rule to apply 
would be the importance of the new states for the goal. That is made 
similar as in the previous step, giving some importance value to the tasks 
and sorting the list in order of importance. It takes into account the sub-
goals that were not accomplished yet: 

a. A sub-goal of the type reveals an area. The value of the movement 
to that area would be a high value, because that sub-goal has a 
high priority to fulfil the goal. Once the vehicle has moved to that 
area the applied rule are the ones of the point 3. 

Those rules could evolve and more rules could be added into the 4 point if the 
expert finds it necessary. 

4.6. Search algorithm evolution 

The best-first search with the expertise heuristic normally finds the optimum plan 
in a short time, but a better plan could be found by developing a deeper. To make that 
possible it was decided to extend the search to multiple plans and return an array with 
various plans, sorting that list by its total duration. That could be considered as a Deep-
forward search. 

The algorithm was slightly changed to develop a deep forward search. The idea 
was to find multiple plans by deploying a complete state search but still making use of 
the heuristic to filter and sort the search. The heuristic lets the search to be focused into 
the most proper states and once the first plan is found, it will keep looking through the 
second most proper path and going on until all the possible paths are explored.  

The behaviour of the new algorithm is shown in Figure 26. The main difference 
with the best-first search is that when a valid plan is found, it is not returned and the 
search ends. The plan is added to a list of plans and then the search keeps going. If 
there were no possible plans, the returned list of plans would be empty. 
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Figure 26. Activity diagram for multiple plans search 

After adding this feature, two problems were found: 

1. The first problem was connected with the time of search. Looking for 
multiple plans will employ more time than the best-first search and due to 
the algorithm is designed to make a complete deep-forward search finding 
an unlimited array of possible plans, the search could run for hours. For 
example, an easy problem with a few actions and objects would not have 
that problem, because the search is limited to a small number of states 
(dozens). In that case the best-first search would find a solution in less 
than a second and the deep-forward search will take less than a minute. 
But the states possibilities increase exponentially with every action and 
every object. With this in mind, a complete graph search in a short time is 
impossible to deploy. For that reason, it was decided to implement a time 
limit for the search. The planner would look for all the possible plans 
before the limit time of search expires. 

2. In complex problems the graph search could also extend to a huge graph 
of states. For the best-first search it was not a problem because it has to 
find a unique plan. But with the new algorithm, the search can be too 
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complex. That would also affect the time factor, stirring the time up. It is 
solved adding a level search limit. This limit is a level number that cannot 
be exceeded and it is count from the root node until the current state. That 
allows the planner to focus into shorter plans, below the limit. 

Those limits can be deleted, but since the planner would keep searching through 
the new states and finding and saving plans until the search is completed, it is advisable 
(with complex domain and problems) to set any limit as it will be explained in Chapter 5.  

4.7. Plan 

As aforementioned, the plan consists on a list of tasks sorted by its execution 
order. That list is stored in a file and given to the vehicle. An example of plan for one 
vehicle is shown in Figure 27. If the plan is made for multiple agents the plan is sorted 
also by its execution order, but the tasks from different agents are mixed, and sorted by 
its execution time for each vehicle, independent from the others. An example of a plan 
for multiple vehicles is shown in Figure 28. 

 

Figure 27. Simple plan example for one agent 

The problems and goals of those plans are similar, but focused on one agent or 
multiple agents. In the first case, the goal is to have the d0 vehicle located on w0 and 
abovewater. In the second case, the three vehicles have to be located in different places, 
but it does not matter if they are underwater or abovewater. 

 

Figure 28. Simple plan for multiple vehicles 

The total-time of the plan for multiple vehicles is calculated by the longest time of 
all the agents. In the example of Figure 28, the total-time is the time of the vehicle d1. 
For the moment, it will be indifferent if the plans are made for one agent or multiple 
agents. 

After the development of the search engine for multiple plans, the output of the 
Planner is not just a plan, but a list of plans. The plans on that list will follow the same 
structure explained. That list is composed by all the plans found for the Planner and it is 
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sorted by the time-duration of the plans, from the shortest plan to the longest. For easy 
problems that list could contain dozens of plans, but for complex problems the list could 
contain hundreds or thousands of plans.  

When the list of plans is bigger than 50 plans, only the first 50 would be stored in 
a file. This file will contain the shortest 50 plans by duration and also the shortest plan by 
number of actions, because it is not always between those 50. 

To not miss all the information provided by the multiple found plans it was 
decided not only to store the plans into a file, but to organise the plans into a new 
structure. 

 

4.7.1. Decision Tree 

The list of plans is then transformed into a weighted decision tree of tasks.  

The class diagram of the nodes is shown in Figure 29. The nodes have a variable 
that indicates the weight of that node on the tree. That weight is used to make the 
decision of which node to take when there are several options (a node has some 
children). 

 

Figure 29. Node class diagram 

This decision tree is represented in Java as a new structure. This structure is 
based on Nodes that will represent the tasks of the plans. The Nodes can be of different 
types considering its attributes:  
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- Root: it is the first node from the tree. It is the origin of all the structure. It does not 
have a parent node. 

- Leaf: these kind of nodes are the last nodes of its limb. They are characterised by 
not having children. 

- Middle node: It is any node that has parents and children. That means any node 
that is not the root node or a leaf node. 

To build up and fulfil the decision tree is necessary the usage of the complete list 
of plans and it is made as follows: 

1. The first plan (shortest) is taken. 

2. The plan is explored by order.  

a. A new node is implemented with the first task of the plan. This 
node is going to be child of the root node. 

b. The weight of that node is assigned by its importance in that level 
of the plan. 

c. The next task is taken and a new node is made. This node is a 
child of the previous task node. A weight is assigned to that node. 

d. The point c. is repeated until the plan is completely explored 

3. The next plan is taken and implemented as in the point 2. 

4. Step 3 is repeated until all the plans were integrated into the decision tree. 

A weighted decision tree provides the agents with some anticipation, because it 
gives possible solutions to the events, which could occur and lead the plan to abort. If an 
event happens that do not let the plan continue as planned, the agent will have the 
possibility to check the decision tree to look for a new task to apply. That is not possible 
when a unique plan is supplied to the agent. 

The decision tree will be taken by the Simulator component, which will test its 
function by emulating the performance of an agent in a real environment (not all the 
tasks will be successfully executed). As aforementioned, the Simulator component will 
be explained in the next chapter. 

  



 

   

5 Tests and 

Results  
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 Like in every project, during its development multiple tests were made to fix 
errors before continue with the implementation and also new improvements in the 
system and its design. 

5.1. Equipment 

To develop the tests it is necessary the usage of some resources. These are the 
usage of a laptop with the Eclipse Interface Development Environment installed on it, as 
well as, manpower and various PDDL files. These files would be based on the domain of 
the task, which the planner is trained for — in this case AUVs— and they are developed 
by the human expert. Because the AUVs are not accessible for its use in the real world, 
it will be also necessary the usage of a simulator of the real environment and the agents 
to execute the plan. 

5.1.1. Simulator  

To test the plans, it was necessary to create a component able to emulate the 
function of the agent or agents in a real environment. For that purpose the Simulator 
component shown in Figure 16 was developed. 

The Simulator has to emulate the usage of the plan for an agent in the real world, 
simulating also the complications that could arise while the agent executes some action. 
The input of this component consists on the plan generated by the planner. This plan can 
be a single sequence of actions (normal plan) or the weighted decision tree generated by 
the latest version of the planner. The main idea of the simulator is to test the usage of 
the decision tree of actions due to it is an innovation of the project. 

The component diagram of the Simulator is shown in Figure 30. The component 
that receives the plan from the planner is the Supervisor. This component also takes the 
domain of the problem. With that information the Supervisor has two related tasks: 

- Emulate the tasks execution from the information of the original domain. That will 
help the supervisor to follow the state of the agent and be able to take decisions 
for the next tasks. 

- Decide the next task to assign to the agent. That is made in base to the current 
state of the simulation in the real world. 

The function of the Simulator also includes a component for the simulation of a 
real world, the Real World Simulation component. It has the goal of execute the tasks 
assigned by the Supervisor component and emulate a real execution of the plan. If the 
simulation was made by a usual simulator, all the actions could be executed without any 
problem. This does not reflect the execution in the real world, where many problems 
could appear while a task is trying to be executed. Those problems could lead the task 
execution to fail. For that reason, this simulator is going to emulate the problems of a real 
world by making some tasks to file.  
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Figure 30. Component Diagram of the Simulator component 

The simulation of the real world is made by a random value inside that 
component. That value is not so high but it leads seldom the task to fail. For the tests, 
the failure rate was set under a 7%. This does not mean that the execution in the real 
environment would fail a 10% of the actions, but it is a value for the simulations to be 
able to test all the possibilities. When an action fails, the opportunity to check the 
anticipation provided by decision tree appears. 

The operation of the Simulator is as follows: 

1. The Supervisor component receives the domain for the problem and the 
Plan. 

2. The first task is chosen. It is sent to the agent of the Real World 
Simulation to emulate its execution. At the same time the Supervisor 
applies the sent task to its domain to store the expected behaviour after 
applying the task to the real world (expected domain). 

3. The Real World Simulation checks if it is possible to apply the task 
successfully by the usage of its random function. The task can be 
executed or abort its execution. In both cases the development continues 
below. 

4. After the simulation of the task, the Observer component takes the current 
state of the simulated world. That information is sent to the Controller, 
which translates it into the domain, providing the Supervisor with the 
updated domain of the real world. 

5. The Supervisor compares then its own domain (expected domain) with the 
updated domain provided by the Controller. Two options exist: 

a. If the task was executed as expected, the two domains will be 
equal. The supervisor will then continue with the chosen plan. If 
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the plan is the decision tree, it will choose the better task for the 
next level on the tree. 

b. If the task execution was aborted, due to a problem during its 
execution (emulated by the real world), then the Supervisor will 
look into the tree for next better task for that level of the tree. If the 
plan was unique then the plan is directly aborted. 

6. This method will be repeated until the goal is reached or the plan run out 
of tasks to do, which would abort the plan. 

One option for future simulations could be to adapt the system to Gazebo. An 
example of that kind of simulator is the SWARMs simulator, developed in ROS and 
Gazebo. That simulator is available on GitHub [51]. 

5.2. Tests 

The tests during the development consisted on the execution of different files in 
the Eclipse IDE with a specific main program to test the proper operation of the 
developed program until that moment. The PDDL files used are also focused on finding 
bugs and errors on the program, which is the main goal pursued by the tests. 

Firstly, the Parser component was tested using multiple domain and problem 
files, not only the ones provided by SWARMs. Those tests were executed to understand 
and be capable to fix the possible bugs from each component of the Parser. The 
complete function of the external parser (GerryAI) was accomplished through a lot of 
tests to develop the ParserAdapter, because at the beginning the PDDL were not 
compatible with that system. The test with different kind of PDDL files made possible the 
usage of that Parser. 

 To use properly the Java structure of the GerryAI Parser more tests were 
necessary. These tests were made by executing and debugging some translated files in 
the Eclipse IDE. That helped to understand all the different classes and interfaces inside 
the java environment, like the path followed in Figure 18. After several tests the structure 
was clearer and it was easier to adapt that structure to the own Java model. 

The need to modify a few functions of the GerryAI Parser was found out through 
the usage of these tests. In example, as aforementioned in the Parser component 
section (4.2), it was required to implement the code of a new function, getValue(), to 
have the capability to access to the action duration costs. 

The tests of the Planner component and the heuristics were made from easy 
problems to more complex, but always having a standard domain and problem to 
validate the improvements of the final system. Several PDDL files were used to test the 
system. Using those files, it was possible to check two main things: 
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-  The planner operation. Validating if the planner component was operating as 
expected 

- The function of the heuristic rules. Checking if the new implemented rules worked 
properly.  

Some unexpected behaviour was discovered after the usage of some PDDLs. 
The agents were sometimes rising to the water surface to scan an area, which is 
unnatural in the real environment. To solve that obstacle a condition to the scan_area 
action was added in the domain. This condition checks if the vehicle is underwater 
before scanning. It should have been implemented before, but the given PDDLs did not 
consider it, perhaps because that PDDLs were also used for the surface vehicles. After 
that implementation a unique agent plan to scan three areas reduced from 16 to 12 
tasks. 

Those tests allow the right evolution of the system until its final state. The final 
results of the system and the statistics of the tests will be shown in the chapter below. 

5.3. Results 

As aforementioned, multiple PDDL files were used to test the system. Some 
domains were tested, but for its simplicity, the same domain file has been used for the 
study made in this section. Three problems have been employed for this analysis: two 
problems for a unique agent and one for multiple agents. The results show the plan 
improvement and the time analysis. The first problem would be used to develop a deeper 
analysis of the function and concepts of the program, as well as to introduce the fields of 
analysis. The next problems will corroborate the validations made in the first problem 
and will make a further analysis. The problem for multiple agents is used to test the limits 
of the search using a unique problem file to plan for all the vehicles. That means that no 
pre-scheduling is made. The scheduling could be done by the expert, but it is not 
relevant for these tests. 

First of all, it is necessary to explain the elements involved in the tests. The 
domain file, common for all the tests contains six possible actions: 

- Two actions for the vertical position of the agents: dive and rise.   

- Two opposite actions for the sensor management: activate_sensor and 
deactivate_sensor.  

- Two complex actions: move_vehicle and scan_area. In contrast with the other 
four actions, the cost of these two actions depends on the specific locations 
involved with each action. 

The preconditions and effects of those actions, as well as the whole domain 
description are attached in the Appendix. 
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The different problems are going to be explained and analysed independent. 
First, the evolution of a simple problem for a unique vehicle is explained. Second, a 
complex problem for a unique vehicle. Finally, the complex problem for multiple vehicles, 
comparing the two approaches to the problem. After that, the decision tree is tested 
through the Simulator and the statistics of the general tests are shown. 

The total-time value given for each plan consists on the addition of the cost of all 
the tasks the form the plan. That value does not directly represent a time unit and neither 
the real time needed to execute the tasks. It is a characterization made by an expert to 
be able to check the real function of the agents, but without the need of having real 
values. For example, for the simulations and the test of the planner it is not necessary to 
know that one task will be executed in 10 seconds, but it is important to know that this 
task will take a bigger value than another task, or that one plan execution has a bigger 
value than a different plan. 

The first problem uses a similar scenario to scenario 1, shown in Figure 31. The 
objects that compose the problem are one vehicle, d0, two areas, m0 and m1, 

represented with grey rectangles and two points (start point s0 pictured as a crossed 
circle; and wait point w0 performed as the star). The white dot on each area indicates 
the position where the agent travels when the task to move to an area is executed. It is 
also the position where the vehicle starts the scan.  

The goals of the problem are just to move the vehicle to the wait point, w0, and 
activate the sensor of the vehicle. 

 

Figure 31. Scenario 1: two areas and two points 

The initial state of the problem is composed by the vehicle, d0, located in s0, 
above water and with the sensor deactivated. Both areas are concealed. 

The execution of the planner at the beginning of the development gave the plan 
shown in Figure 32. It can be viewed that it is far away from the optimum plan. Even if it 
achieves the goal, it makes some tasks not required, like the scan of the areas. 
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Figure 32. Initial plan for a simple problem for one vehicle (no heuristics) 

However, after applying the heuristic knowledge these unnecessary tasks were 
avoid, obtaining an optimum plan for the required goal. It can be viewed in Figure 33. 

 

Figure 33. Optimum plan for a simple problem for one vehicle (with heuristic) 

The number of tasks was reduced from eleven to three tasks. In consequence, 
the total time of the plan was also significantly decreased, from 61.48 to 21.85. As 
aforementioned, this value does not represent a specific time unit, but it helps to 
understand the time decrease. 

Those plans are found by using the best-first search planner. After its evolution to 
a depth-first planner, which returns a decision tree, the heuristic also evolved to avoid 
the sensor activation if it is not made previously to scan an area. That is the reason why 
the decision tree was not explained for this simple problem. To show the evolution of the 
heuristic rules and introduce the decision tree the same scenario (Figure 31) is used, but 
with a different goal.  

The new goal in the scenario 1 is to reveal both areas (m0 and m1) and locate 
the vehicle in w0. This plan will be similar to the obtained in Figure 32, when the planner 
without heuristic was applied to the single goal of locate the vehicle d0 in w0. Now, let 
see what happens when the same search without heuristic is applied to the new goal 
(Figure 34). 
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Figure 34. Scan of two areas made by one vehicle, without heuristic 

The plan made in the first example was closer to the optimum result than this 
attempt. The reason behind is that without a heuristic the search is considering the rise 
action before scanning the areas, to scan them above water. As aforementioned, this is 
uncommon in a real situation, but the domain used for the tests contemplates this 
scenario, because it does not implement the precondition of having the vehicle 
underwater to scan an area. 

After the usage of the heuristic, the planner does not take into account rising the 
vehicle due to it is an unnecessary action to scan. That would make the plan longer. The 
optimum plan is found by the planner using heuristic rules and it is shown in Figure 35. 
The number of tasks and the total time are again decreased.  

 

Figure 35. Scan of two areas with one vehicle applying heuristic rules 
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For the scenario 1 and this goal, the decision tree can be shaped. If a deep 
forward search is applied until all the possible plans are found, the planner finds 32 
plans. Modifying the domain with the underwater precondition to scan an area the 
number of plans would be reduced to 8. It is also interesting to mention that the search is 
made in 253 milliseconds and with that precondition 91 milliseconds. The reason is that 
when that precondition is added, the number of available states is reduced, which also 
shorts the search. 

In the decision tree the tasks are connected in its execution order, starting from 
the root node (black circle), which does not represent any action. When the decision tree 
is composed only by one plan, it will have just a sequence of tasks, like in Figure 36, 
which is the same plan as in Figure 35. It could be pictured in vertical or horizontal 
representation instead of an S-shaped sequence of tasks, but it is detached. The 
important information is the nodes, the connections between them and the weight value 
of these links. 

 

Figure 36. Sequence of tasks of the optimum plan for the scenario 2 

For simplicity, in this first example the decision tree is going to be shaped with the 
plans found for the domain with the underwater precondition implemented. So the tree is 
composed by 8 plans, which will make it quite enough wide. The results of the search 
give a list of plans with a total-time interval between 69.48 and 96.23. The length of the 
plans are between 11 and 13 tasks, being the optimum plan the one shown in Figure 36.  

Figure 37 shows a simplified version of the developed decision tree for the 8 
plans. Each leaf of the tree represents the last task to achieve the goal for each plan, 
consequently eight leaves are found. The edges on the tree have a value. This value 
represents the weight of each action in the decision tree. In consequence, the optimum 
plan, highlighted in blue, has the lowest weights. These values help to evaluate which 
action is the next to execute if the previous action was successfully performed, and to 
decide the alternative action (if there is any) when an action execution fails. 
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Figure 37. Shorted decision tree plan for the Scenario 2, with the estimated 

value of each plan 

The operation of this plan, as a decision tree, is then validated through the 
simulator, which was executed several times for that plan. The statistics for those 
executions are irrelevant, because the quantity of unexpected events is generated 
through a random value in the component. After those simulations three possibilities are 
found: 

- The optimum plan is executed successfully. The sequence of actions, which form 
this plan, are the least weighted actions. 

- The plan is executed successfully after the abortion of one or more tasks. When 
the simulator emulates the execution of a task and this cannot be performed, the 
next less weighted task for that level in the decision tree is chosen. One example 
of that behaviour is shown in Figure 38. In this case, two tasks failed and two 
second options are chosen to follow with the plan and avoid the events. The 
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failed tasks are shown in red. Those were chosen before the green path because 
its weight was minor. The grey path shows an option that was not chosen but it 
was also not necessary to explore due to the success of the movement to m0. 

 

Figure 38. Successful simulation of the problem for the Scenario 2 with two 

tasks aborted 

- The mission is aborted. That happens when a task that has no more options fails. 
For example, if the scan area m0 in Figure 38 fails, there will not be more 
possibilities that lead the plan to its end, without achieving the goal. That would 
also happen if the move d0 to m1 task fails, due to that tree level has no more 
possibilities. 

For the second problem also one vehicle was implemented. The scenario of this 
case adds two more areas. In total, the scenario 2 is composed by seven locations, four 
areas and three points; one vehicle and two forbidden areas. These areas represent 
some obstacles that the robot cannot pass through. Forbidden areas are pictured in 
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Figure 39 as red rectangles. In the problem, they are not directly defined, but its 
representation is included in the movement cost between locations. The goal of this 
problem is composed by revealing each one of the areas and locate the vehicle above-
water in the wait point w0 (higher up star). Like in the first problem, the vehicle starts 
located in the start point s0, above-water and with its sensor deactivated. 

 

Figure 39. Scenario 2: four areas and two points 

The search time of the algorithm for this problem is 1681 milliseconds. In that 
time the planner finds 1824 successful plans. The optimum plan for this case is 
composed by 19 tasks and takes has an estimated cost of 160.86 estimated. This search 
shows how the search time and found plans are highly increased by adding a few 
locations and areas. The decision tree for this case –and more complex problems– is 
also composed by all the actions from each plan, deploying a huge tree, which is 
unnecessarily to draw. That tree could be reduced if the agent has any memory 
limitation. In the simulator, this limitation does not exist, since it has run in a computer 
and its memory was enough to fulfil the usage.  

The evolution of the search reasoning is going to be validated. For that, two 
executions are done using the best-first search. Both use heuristic, but one implements 
tasks priority rules while the other does not. For this test, the goal for the second problem 
will be to scan the areas m1 and m3 and locate the vehicle in the wait point w2 (further 
down star) above-water. 

The reasoning used to find the plan of Figure 40 follow a different path than the 
optimum, which means that the solution has reached a local minimum. When that search 
is made in depth-search the optimum plan will be also found, but taking more time to 
deploy the search. 
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Figure 40. Best plan found for the second problem with simple heuristic 

Figure 41 shows the best-first plan found with a heuristic that implements priority 
rules for the most proper tasks that lead the plan to the goal. This search finds the 
optimum actions plan in the first attempt. 

 

Figure 41. Best plan found for the second problem with complex heuristic 

That example showed the advantages of a good heuristic. Not only the plan has 
less tasks and smaller estimated value (total-time), but the search time to find the plan 
was also lower in the second case. 
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The third problem contains a similar scenario to the number 2, but adding three 
more points (2 start points and 1 wait point). This scenario is focused for multiple agents, 
which creates the need of including more points. In the definition of the domain there is 
no restriction of having multiple vehicles in the same point, but it could be added 
because in a real environment that will not be possible unless they are working in 
different depths. 

As aforementioned in the second problem, when planning for complex problems, 
like Figure 42, the number of states and therefore the search possibilities increase 
considerably, as well as the time employed to develop the search. To avoid a long 
planning time and prevent the extensive use of memory and not out of memory, it is 
necessary to establish some limits. Those limitations are provided by the search time 
and level of search. Increasing the number of active agents (vehicles) will increase the 
number of possibilities exponentially.  

 

Figure 42. Scenario 3: four areas and multiple locations 

The Scenario 3 was tested with some different limit values to check its function. 
Those values, as well as the search results are shown in Table 2. The plan is going to be 
made for three vehicles. The goal is composed by the scan of the four areas and the 
location of each vehicle on its appropriate waiting point. 
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Table 2. Planning results for the Scenario 3 with different search time and 

search depth level limits 

Search 
depth limit 

Time limit 
(seconds) 

Least 
actions 

plan 

Lowest 
estimated 
cost plan 

Number 
of plans 

Search 
time 
(ms) 

20 300 - - 0 19020 

25 300 25 78.82 1 34023 

27 300 27 182.56 3 43184 

29 300 29 162.56 6 47522 

31 300 25 162.56 468 54913 

35 300 25 162.56 662 50627 

40 300 25 162.56 1803 50987 

45 300 26 162.11 122873 126464 

50 300 25 162.56 37797 79098 

55 300 25 162.56 449457 MAX 

55 600 25 162.56 506990 MAX 

55 1200 25 162.56 510226 MAX 

55 - 25 162.56 - 1800000 

 

As shown in Table 2, the planner also works for multiple agents, but in complex 
problems for this case it does not always find the best plan. The reason is that it does not 
always minimises the estimated cost for each vehicle and it focuses in the use of one 
vehicle for the main part of the goals while uses the other vehicles for its directly related 
sub-goals (move vehicle X to Y, vehicle X underwater, etc.). The result is the 
achievement of a successful plan, which estimated total cost —adding the cost of all the 
vehicles— will not be much higher than the estimated total cost of the optimum plan, but 
it distributes more sub-goals to the same vehicle. 
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Figure 43. Optimum plan for the Scenario 3, found with a limit search of 25 

levels 

Those results show that the depth of the search is not always in accordance with 
the decision tree level (number of actions of the plan). The tests of the third problem help 
to find out that for highly complex problems it can be important to focus the search in 
lower levels to find plans with less actions. The search level is a more important limit 
than the search time unless the time to develop the search is required to be fast. The 
best plans are found at the beginning of the heuristic search if the search level is deep 
enough. As shown in Table 2, a deeper level of search does not always help to improve 
the cost of the plan, but it will add more options to the decision tree. A good combination 
of both limits is necessary to plan for complex problems. 

5.4. Software metrics 

In this section, the code of the program, as well as its memory consumption will 
be analysed. The planner is developed to run into a laptop or personal computer with not 
so huge requirements, but some limitations of memory could exist when it wants to be 
integrated into an AUV. Different tools would be used for this analysis.  
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5.4.1.  Code size 

The size of the program is measured by the logical source lines of code (SLOC), 
which counts the number of lines without including the physical ones (comments and 
decorations). SLOC was chosen because is the most standardised software metric. This 
helps to predict the amount of effort required to develop a program. [52] 

An external software is used to develop this analysis, the SLOC counter designed 
by David A. Wheeler. That program is compatible with Java code files and is free 
accessible online. [53]  

The results applying that program are shown in Table 3, Table 4, Table 5 and 
Table 6. Table 3 offers an overview of each component of the system, showing the 
number of files, memory allocation in bytes and SLOC. It also presents the percentage of 
code that every component represents in the total system. The planner and model 
components compose the half of the source code. It can be also viewed that the Parser 
component is an important part of the program. 

Table 3. Code size for the developed system 

Software artefact Flash size 
(bytes) 

Source lines 
of code 

Number 
of files 

Code 
percentage 

Parser 25832 665 2 27.67 

Planner 27958 756 4 31.46 

Model 19018 471 14 19.60 

Decision Tree 4093 86 1 3.58 

Simulator 22074 425 7 17.69 

Total 98975 2403 28 100 

 

Table 4, Table 5 and Table 6 have the disaggregation of the artefacts for the 
main components of the system. These tables shows the weight of each artefact inside 
its component and its percentage in the total system. 
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Table 4. Code size of the Parser component 

Software artefact Flash size (bytes) Source lines of 
code 

Code 
percentage 

AdapterToModel 18468 229 9.53 

PreParser 7364 436 18.14 

 

In the Planner component the main role lies on the planner artefact, which 
includes the code with the search algorithm and the heuristics. 

Table 5. Code size of the Planner component 

Software artefact Flash size (bytes) Source lines of 
code 

Code 
percentage (%) 

Plan 3033 52 2.16 

Planner 14569 469 19.51 

State 5047 119 4.95 

Task 4513 116 4.83 

 

The memory size is shown as a representation of the space that the whole 
system needs to be implemented into any device. The system has been developed in a 
standard laptop, but it can be an interesting information for its implementation into small 
single-board computers as Raspberry Pi or into the robotic vehicles.  

Table 6. Code size of the model artefacts 

Software artefact Flash size (bytes) Source lines of 
code 

Code 
percentage (%) 

Area 2212 70 2.91 

Effect 180 4 0.16 

iComplexAction 376 6 0.25 

iCondition 112 3 0.12 
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Software artefact Flash size (bytes) Source lines of 
code 

Code 
percentage (%) 

Location 754 21 0.87 

MoveVehicleAction 1739 24 1.00 

MyAction 1891 39 1.62 

MyDomain 1121 23 0.95 

MyProblem 2387 48 2.00 

Point 780 18 0.75 

Precondition 202 4 0.16 

ScanAreaAction 1392 18 0.75 

SimpleAction 1114 18 0.74 

Vehicle 4758 175 7.28 

 

The SLOCCount program provides also estimated information about the 
development effort. This is calculated by using the basic COCOMO model [53]. That 
information is shown below: 

- Development Effort Estimate. That rate is measured in months (time) of 
development per person. The given value is 6.21 months. 

- Schedule Estimate. It shows the dedicated scheduled time for the project. The 
value is 5 months. 

- Estimated Average number of developers. That rate is calculated by effort divided 
by schedule and its value is 1.24 

- Total estimated cost to develop. Taking these data into account the SLOCCount 
program gives also an estimated cost of the work. The average salary per year to 
estimate that cost is 48100€, plus the factor of time, the project budget would be 
of 59760€. 

5.4.2. Volatile memory 

The implementation of a program into an agent is limited by the memory 
consumption of the program. To check the resources used by the planner and analyse 
its consumption, it is necessary to study the volatile memory usage. That is made by 
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checking its footprint. For that purpose, the VisualVM tool was used. This tool helps to 
monitor and to troubleshoot applications running in Java [54].  

That application will be used to estimate the heap memory usage through two 
program executions. The first execution regards an easy problem, composed only by 
one agent and multiple objects. The second execution is quite more complex. In that 
problem 3 different agents are used and the set of objects was bigger. The goal is also 
bigger, having to scan 3 different areas. 

 

Figure 44. Heap memory usage for a short execution 

Figure 44 shows the execution memory values needed for the simple plan. In that 
case the running time was 4 seconds. In this time, it has searched for 1818 plans and 
elaborated the decision tree plan. The program used around 32MB of heap memory. 

 

Figure 45. Heap memory usage for a quite complex problem 

Figure 45 shows the second case that includes a more complex search. For that 
problem the execution time was 44 seconds and the planner found 6 plans, but the 
search deployed comprised a greater number of states. The figure displays again the 
used heap memory, which value is 102MB. The size of the heap memory is considerable 
bigger than in the first case, being almost four times the origianl size. 
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The main resources used in this project are the usages of electronical devices 
and manpower. These resources are further explained below: 

- Bibliographic material: Many technical books, magazines and web pages were 
consulted. These sources were either from the UPM library or are available on 
Internet. The list of those resources can be found at the end of the document, in 
the References chapter. 

- Hardware: the project was mainly developed in a personal laptop, but a 
complementary screen, a keyboard and a mouse were provided. 

- Manpower: approximately 360 hours of work of an almost graduated 
telecommunications engineer were used. An estimate real cost of work per hour 
was calculated with a labour work of 31200€/year, which is in accordance with an 
estimated gross salary of 24000€/year. The net salary would be of 1450€/month, 
which with full-time job on weekdays has an estimated value of 8.25€/hour. [55] 

- Software: various programs were used to develop the project. All of them have a 
free license or were freely provided by the GRyS research group (Group of Next 
Generation Networks and Services) of the Universidad Politécnica de Madrid 
(UPM): 

o Eclipse: it was the integrated development environment (IDE) used to 
develop all the programs in Java (programming language). The Java 
Development Kit version is the Oracle JDK 9 [56]. 

o Dropbox and Google Drive were used to save cloud backups of the 
project. 

o Mendeley: to manage all the bibliographic references. 

o Microsoft Office: Word, Excel and PowerPoint were used to write the 
document of the project and to create some of the tables and figures. 

o Visual Paradigm: to design the diagrams included in this document. 

 

The budget of the project does not include the usage of any Autonomous 
Underwater Vehicle, as they cannot be used for reasons as aforementioned. The 
economic budget summary is shown in Table 7. The manpower includes the 
development of the whole system (design and program) and the simulator, as well as, 
the made research. 
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Table 7. Overview of the economic budget 

Project Budget 

Resource Money 

Hardware 1000€ 

Software 
Mainly free or included in the Hardware 

(Windows and Microsoft Office) 

Manpower 360 hours * 8.25€/hour 

Bibliographic resources Free accessible 

Total 3970€ 
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At the beginning of this final degree thesis the goals of this document were 
exposed. These focused in the development of an artificial intelligence planner for 
autonomous underwater vehicles that could provide anticipation through Machine 
Learning techniques. In this chapter, the framework is summarised, as well as the 
proposed resolution. Then, the results of the project are analysed. Finally, some ideas 
are explained, which may be of interest for further exploration.  

7.1. Conclusions 

A summary of the developed work in this document is shown in the next list: 

a) The first part has explored the state of the art for the technological areas 
related to the project. The most relevant topics were planning for 
autonomous robots and artificial intelligence. First of all, the agents of this 
final degree were introduced, Autonomous Underwater Vehicles (AUVs), 
as well as its framework, European SWARMs project. In that project, the 
AUVs perform several tasks related to science and/or the environment, 
i.e. the mapping of the seabed or the track and clean of pollution benches. 
Secondly, the planning field was introduced and its features, types and 
procedure, focusing the explanation in the used language, PDDL, and 
also search mechanisms and planning algorithms were described. After 
that, the collaboration between the planning and the artificial intelligence 
field has been explored, showing ML methods for automated planning, 
like decision trees. Finally, expert systems and heuristics are described, 
because the planner was decided to be developed based on an expert 
system with heuristic rules. 

b) The second part briefly describes the specific design of technologies for 
the project and some of the found restrictions during the research or the 
development. As a reminder, the problems related to the underwater 
environment, like the unknown environment and its unexpected 
behaviour, as well as the slow and unreliable underwater 
communications, were mentioned. Another limitation was caused by the 
connection of the two used languages (Java and PDDL 3.1), because it 
was difficult to find a way to use the data of the PDDL files in a functional 
Java structure. Finally, an external parser was found and used to 
transform the information from the PDDL files into Java. 

c) The software model and design for the developed planner is shown in 
Chapter 4. Its structure is composed mainly by three components:  

 The Parser. This component makes use of an already existing 
parser, but it needs the support of two own implementations. The 
first one validates the PDDL files, making them understandable for 
the parser. The second one works after the use of the parser, 
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transforming the information from the unknown Java model to an 
own structure easy-to-use. 

 The Planner. It deploys a search through an own search algorithm. 
This search was similar to the best-first search, but then it evolved 
into a deep-forward one to be able to develop the decision tree 
with the usage of multiple valid plans. The input of this component 
is the Java structure with the information extracted from the PDDL 
domain and problem. With that information and the usage of the 
heuristic component, it explores the different actions to reach the 
goal of the problem, giving as an input the plan as a decision tree. 
That plan will make the agents adaptive, making them able to 
react to some unexpected events from the underwater 
environment and to fails in the actions execution. 

 Heuristic component. This component implements expert 
knowledge that is applied as heuristic rules to the search 
algorithm. This knowledge was focused on problems in the used 
domain. It helps to explore the search faster and to find an 
optimum plan earlier. 

A fourth component exists, the Simulator. It is considered part of the tests 
and validation, because it is just designed to emulate the plan execution in 
the real environment. The Simulator has a random value that induces 
seldom some failures in the action execution. This forces the action to 
abort. These failures mimic the unexpected events that could appear and 
allow to check whether an agent would able to find a solution —to those 
events— by itself.  

d) In Chapter 5 the testing and validation the program is described. The 
testing is done by executing the program with different problems to 
validate its proper function. After checking the proper operation of the 
program, the simulator is used to test the anticipation provided to the 
agents. It is performed by using the decision tree plan generated by the 
planner. The tests have shown that the planner works as expected for one 
agent, finding normally the optimum plan without a large search time, 
even for complex problems. The planner reduces resources, like the time 
cost or the battery. For multiple agents the planner finds also good plans, 
but it is required to focus the search using its limits, time and depth level. 
The plans for multiple vehicles does not always disaggregate the goal 
equally for all the vehicles, which does not always give the least estimated 
total cost plan. That behaviour is not a big problem, because the planning 
for multiple vehicles was not a target of the designed planner. Anyway, it 
can be solved by distributing the goal load for each vehicle previously, to 
obtain a similar division. This solution is further explained in the future 
works. 
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As aforementioned in the introduction chapter (1.2), this project followed some 
objectives. The achievement of these objectives is described hereunder: 

- Firstly, the study and exploration of different machine learning techniques 
applicable to automated mission planning are explained. This objective is 
accomplished in the state of the art by analysing some techniques of ML. The 
analysis focuses on the methods that will be used after the development of an 
automated planner system. 

- The second and third objectives are related: the design and development of an 
automated planning system, which can provide anticipative capabilities 
employing machine learning, and the implementation of that system. By using 
the previous study about automated planning and ML, an AP system is designed 
and developed. The ML techniques used in the planner are: the addition of expert 
knowledge via heuristic rules, and the anticipative capability to unexpected 
events, also here through the weighted decision tree. 

- Finally, the test and evaluation of the developed system through simulation. 
This is achieved by the usage of the planner to realise several planning tests, and 
by the development of the Simulator, to test the effectivity of the decision tree.  

The tests are in general successful, since the planner is able to generate effective 
complex plans in a weighted decision tree shape. These plans, due to the heuristic 
knowledge, generate efficient solutions to the problems. That would reduce the battery 
consumption of the agents, and therefore, the energy cost of the mission deployment. 

The plan accomplishes its task of adding anticipation because it has found in the 
plan alternative actions when an action has failed. This helps reducing the mission time 
because the agent found an alternative plan without re-planning, which would take more 
time because of the new execution of the planner and the low bandwidth of underwater 
communications. 

The decrease of the used resources in a mission —time and energy— would be 

also reflected in the economic cost of the project. A shorter mission time and less energy 
consumption should reduce the budget of the mission. That resources reduction should 
also decrease the contamination of the underwater environment due to the usage of less 
combustible during the execution of a mission, but this is just a guess. 

7.2. Future works 

Some ideas and proposals have emerged during the development of this project. 
These works can be interesting for further exploration and are explained in the following 
list: 
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a) Scheduling for multiple agents. In this project a planner was developed 
that works for one vehicle or multiple vehicles, but it does not always find 
the optimum plan for multiple agents. Due to it operates better with unique 
agent problems, a complex problem for multiple agents could be divided 
before planning into various problems (one for each vehicle). That could 
be made through a scheduling component that distributes the goal and 
the objects into different problems. The scheduling component has to 
decide the division of the goal into sub-goals and assign each sub-goal to 
the most proper agent to perform it. To decide, which agent is more 
suitable for each sub-goal, a heuristic can be used. 

b) Auto-improved heuristic. The heuristic rules applied to the expert 
system are provided by a human expert. If the behaviour of the real 
environment changes, it could be necessary to change also those rules. 
To improve that heuristic knowledge, it can be interesting to apply some 
ML technique. The usage of neural networks or genetic algorithms could 
be an option to learn from new executions patterns of consecutive tasks 
that would make the search easier and reduce the time to find the 
optimum plan. The weights of the heuristic could be also improved by ML 
techniques. 

c) Extended domain. The planner is focused on the autonomous 
underwater vehicles world. That could be improved by adding new 
characteristics to the model when a new different domain is provided, 
such as new actions or new types. 

d) Extended problem. The search of the planner focuses on the 
optimisation in time. An idea is to take also into account for planning the 
limitation provided by the battery of the vehicles. That could limit the 
number of sub-goals that each vehicle could execute. It could be 
implemented as a variable added to each vehicle in the Java model and 
applied while performing the search. 

e) Modify estimated cost of tasks. The PDDL files (domain and problem) 
include a cost estimation of the task execution. Those costs are provided 
by the expertise knowledge of the files developer. The real cost of the task 
can variate in the real environment. That value can also be different in 
both consecutive executions, due to the environment factors, as sea 
currents or waves. The real execution cost can be provided as feedback 
after the plan execution. That knowledge could be analysed by a NN or 
any other technique to modify the cost provided by the PDDLs and make 
it more similar to the real cost.   

f) Optimisation. This project is developed in Java and does not have any 
limitation on memory or time for a standard computer.  
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 To integrate the planner into an agent or AUV, due to its 
processing limitations, it could be necessary to optimise the 
program to reduce its size.  

 The Decision Tree could be also optimised, pruning its limbs to a 
considerable number of options, which does not exceed the 
memory allocation of the agent. 

g) Learn from the fails on executions. A simulator has been created to 
emulate the behaviour of the real environment. That simulator randomly 
aborts some tasks. When executing the plan in the real world, it could be 
interesting to analyse the information from the abortion of tasks to check if 
there is a repetition pattern in some of the failures. That information could 
be analysed and used to modify the decision tree weights to take better 
decisions in future plans. 
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PDDL DOMAIN 

(define (domain domain_multi-vehicles_surveillance_v0) 

(:requirements :typing :durative-actions) 

; ------------------Definitions------------------ 

(:types 

Vehicle - Object 

Type_A - Vehicle 

Type_B - Vehicle 

Location - Object 

Point Area - Location 

Start Wait – Point 

) 

(:predicates 

; Vehicle d is located at location x 

(located   ?d - Vehicle ?x - Location) 

; Vehicle d is not already busy 

(available ?d - Vehicle) 

; Sensor activation 

(sensor_on   ?d - Vehicle) 

(sensor_off  ?d - Vehicle) 

; Vehicle position relatively to surface. 

(underwater ?d - Vehicle) 

(abovewater ?d - Vehicle) 

; Area m is scanned / not scanned 

(revealed  ?m - Area) ; scanned 
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(concealed ?m - Area) ; not scanned 

;NOTE: At init an goal, we cannot use the "not" operator, 

;thus we must have two predicates for the state of areas 

;in order to specify a switch of status: 

;areas are concealed in the init and revealed in the goal. 

) 

 (:functions 

; Time to move from x to y 

(move_time ?x - Location ?y - Location) 

; Time to scan area m 

(scan_time ?m - Area) 

; Current battery level of the vehicle. 

; (battery-level    ?d - Vehicle) 

) 

; ------------------Actions------------------ 

; -----Vertical position (dive / rise)----- 

; dive 

(:durative-action dive 

:parameters (?d - Vehicle) 

:duration (= ?duration 10) 

:condition (and 

(at start (available ?d) ) ;the vehicle is not doing 

something else 

(at start (abovewater ?d)) ;the vehicle is above surface 

(at start (sensor_off ?d)) ;not allowed to use sensor while 

diving 
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;NOTE: you cannot use the "not" operator in a condition. 

) 

:effect(and 

(at start (not (available ?d))) ; the vehicle is doing 

something from the very beginning 

(over all (not (available ?d))) ; the vehicle is doing 

something during the action 

(at end      (available  ?d) ) ; the vehicle is no more 

doing something 

(at end      (underwater ?d) ) ; the vehicle is under water 

(at end (not (abovewater ?d))) ; the vehicle is not above 

surface 

) 

) ; dive 

; rise 

(:durative-action rise 

:parameters (?d - Vehicle) 

:duration (= ?duration 10) 

:condition (and 

(at start (available  ?d)) ; 

(at start (underwater ?d)) ; 

(at start (sensor_off ?d)) ; 

; NOTE: you cannot use the "not" operator in a condition. 

) 

:effect    (and 

(at start (not (available ?d))) ; the vehicle is doing 

something from the very beginning 
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(over all (not (available ?d))) ; the vehicle is doing 

something during the action 

(at end      (available  ?d)  ) ; the vehicle is no more 

doing something 

(at end      (abovewater ?d) )  ; the vehicle is above 

surface 

(at end (not (underwater ?d))) ; the vehicle is no more 

under water 

) 

) ; rise 

; -----Sensor management----- 

; Activate sensor 

(:durative-action activate_sensor 

:parameters (?d - Vehicle) 

:duration (= ?duration 2) 

:condition (and 

(at start (available  ?d) ) ; 

(at start (sensor_off ?d) ) ; 

; NOTE: you cannot use the "not" operator in a condition. 

) 

:effect    (and 

(at start (not (available ?d))) ; the vehicle is doing 

something from the very beginning 

(over all (not (available ?d))) ; the vehicle is doing 

something during the action 

(at end      (available  ?d) ) ; the vehicle is no more 

doing something 

(at end      (sensor_on  ?d) ) ; the sensor is activated 
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(at end (not (sensor_off ?d))) ; the sensor is not 

deactivated 

) 

) ; activate_sensor 

; Deactivate sensor 

(:durative-action deactivate_sensor 

:parameters (?d - Vehicle) 

:duration (= ?duration 2) 

:condition (and 

(at start (available ?d) ) ; 

(at start (sensor_on ?d) ) ; 

; NOTE: you cannot use the "not" operator in a condition. 

) 

:effect    (and 

(at start (not (available ?d))) ; the vehicle is doing 

something from the very beginning 

(over all (not (available ?d))) ; the vehicle is doing 

something during the action 

(at end      (available   ?d) ) ; the vehicle is no more 

doing something 

(at end      (sensor_off  ?d) ) ; the sensor is deactivated 

(at end (not (sensor_on   ?d))) ; the sensor is not 

activated 

) 

) ; deactivate_sensor 

; -----Move between locations----- 

(:durative-action move_vehicle 

:parameters (?d - Vehicle ?x - Location ?y - Location) 
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:duration (= ?duration (move_time ?x ?y)) 

:condition (and 

(at start (located ?d ?x)) ; the vehicle is at the start 

location 

(at start (available  ?d)) ; the vehicle is available 

(at start (underwater ?d)) ; the vehicle is underwater 

(at start (sensor_off ?d)) ; 

) 

:effect    (and 

(at start (not (available ?d)   )) ; the vehicle is doing 

something 

(at start (not (located   ?d ?x))) ; the vehicle has leaved 

the start location 

(at end (located   ?d ?y)) ; the vehicle has arrived at the 

destination location 

(at end (available ?d)   ) ; the vehicle is no more doing 

something 

) 

) ; move_vehicle 

; -----Scan a area----- 

(:durative-action scan_area 

:parameters (?d - Vehicle ?m - Area) 

:duration (= ?duration (scan_time ?m)) 

:condition (and 

(at start (located   ?d ?m)) ; the vehicle is on the area 

(at start (available ?d) ) ; the vehicle is available 

(at start (concealed ?m) ) ; the area has never been 

revealed 
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(at start (sensor_on ?d) ) ; the sensor is activated 

;(at start (underwater ?d)) ;the vehicle has to be 

underwater, condition added by Jorge, uncomment if necessary  

; (at start (> (battery-level ?d) (scan_time ?m))) 

; (at start (> (battery-level ?d) 10)) 

; NOTE: you cannot use the "not" operator in a condition. 

) 

:effect    (and 

(at start (not (available ?d))) ; the vehicle is doing 

something from the very beginning 

(over all (not (available ?d))) ; the vehicle is doing 

something during the action 

(at end        (available ?d) ) ; the vehicle is no more 

doing something 

(at end        (revealed  ?m) ) ; the area is revealed 

(at end   (not (concealed ?m))) ; the area is not concealed 

; (at end (decrease (battery-level ?d) (scan_time ?m)) ) 

; (at end (decrease (battery-level ?d) 10) ) 

) 

) ; scan_area 

) 


