generate a framework for deploying a classification algorithm
inside the FPGA.
Additionally, Vivado HLS has directives, called pragmas,
which allow configuring the architecture, increasing parallelism and concurrency. Two main pragmas are considered
for designing the architecture: UNROLL and PIPELINE. The
UNROLL pragma creates multiple copies of part of the code to
increase parallelism. However, a high number of unrolls might
lead to making the architecture non-synthesizable, due to
the high resource utilization. The PIPELINE pragma reduces
the start interval of a function, increasing the architecture
concurrency. In the section III, we will discuss the utilization
of this pragmas and their impact on this system.
III. E XPERIMENTS AND R ESULTS
In this section, we present the datasets used for training and
testing the machine learning system, the parameters selected
to define the experiments and the results obtained.
A. Dataset
Several public databases have been used to carry out the
experiments. Testing and training images have been obtained
from the database of the Center of Biological and Computational Learning of the Massachusetts Institute of Technology (CBCL-MIT) [15] and from the California Institute of
Technology (CALTECH) [16]. The MIT database is used for
training and testing the system, and the CALTECH database
is only used for testing.
According to supervised learning in machine learning, we
have to collect images for training the system with negative
and positive classes. As it is said in section II, we have to
extract the ROIs from the images of each dataset. Moreover,
wrong ROI images have to be collected so as to make a
complete dataset for the machine learning training. The wrong
ROI images consist of image areas that have no vehicles inside
but other objects, such as traffic lights. In addition, the size of
ROI images is 32x32 pixels.
Once the ROI images are gathered, the second preprocessing
step is to normalize the images. Thus, each ROI image is
converted to a grayscale 32x32 pixels image. As a result,
these images are the input of our machine learning system. In
the following sections, we will describe the machine learning
algorithm performance using these datasets.
B. Feature selection
Despite the hardware accelerator parallelism, a high number
of haar-like features might increase the system latency and
the resource utilization in the FPSoC. Thus, it is required to
define the number of features that might fit inside the hardware
architecture. To this end, eight experiments are defined.
As discussed in section II, there are three parameters that determine the number of features: image size, displacement, and
scale. For each experiment, the image size is determined by
the ROI size, 32x32 pixels image. However, the displacement
and scale parameter vary along the experiments. As Table II
shows, the number of features decreases as the displacement

TABLE II: Feature Selection Experiments.
Experiment

Scale

Displacement

N of features

0
1
2
3
4
5
6
7

1
2
2
4
4
4
6
6

1
2
4
2
4
6
4
6

716237
46418
13512
8637
2802
1267
809
401

and scale values increase. The reason is that filters increase its
size and displacement, therefore, the stop condition is reached
before.
After that, in the next section the machine learning evaluation might present which of these experiments fits better for
the vehicle detection application.
C. Machine Learning Algorithm Evaluation
In this section, we test which machine learning algorithm
has better accuracy in the vehicle detection. Moreover, a tradeoff might be established between the number of features and
the machine learning algorithm accuracy.
For training and testing the machine learning algorithms,
the Statistical and Machine Learning Toolbox of Matlab is
considered the supervised classification algorithms selected are
Super Vector Machine (SVM) Quadratic, SVM Cubic, SVM
Medium Gaussian, Adaboost, and Bag.
According to the dataset, a set of 1116 samples are applied
for training and testing, there are 516 samples of the vehicle
class and 600 of non-vehicle. In addition, the testing phase
uses also a different database, CALTECH database, in order
to determine if the performance detection is similar when there
are different types of vehicles. The objective is to ensure that
the algorithm might perform correctly in different scenarios,
without altering performance metrics because of overfitting.
As it is previously said, it is required to define the number
of features. Therefore, we define a set of feature selection
experiments (see table II). These experiments are used to test
the accuracy of each machine learning algorithm. Table III
presents which experiments applied to the machine learning
algorithms reach an accuracy of, at least, the 95% using the
CALTECH dataset.
The following step is to select the algorithm. In this paper,
the SVM Quadratic algorithm is chosen for vehicle detection.
Because a wider range of feature selection experiments reaches
the 95% of accuracy using both databases. Moreover, the
resultant accuracy of the selected approach surpasses other
state-of-the-art proposals [8].
According to haar-like accelerator, it is necessary to define
the number of features that has to compute. In this case, we
propose the implementation of 2802 number of features. A
higher number of features might provide a huge increment of
resource utilization and system latency, but they do not provide
an increment of system accuracy. From the resource utilization

TABLE III: Machine Learning Algorithm Evaluation.
Machine Learning
Algorithms
SVM
SVM
SVM
SVM
SVM

SVM
SVM
SVM
SVM
SVM

Quadratic
Quadratic
Quadratic
Quadratic
Quadratic

Number of CALTECH Test MIT Test
features
Accuracy (%) Accuracy (%)
1267
2802
8637
13512
46418

95
95
95.9
95.9
95.6

94.841
93.651
94.841
95.635
96.825

SVM Cubic
SVM Cubic
SVM Cubic

8637
13512
46418

95.5
96.1
96.1

92.46
96.429
95.238

Medium
Medium
Medium
Medium
Medium

1267
2802
8637
13512
46418

95.1
95.4
95.1
96.9
96.1

94.444
90.079
90.873
93.254
91.667

Adaboost

46418

95.5

92.46

Bag

46418

95.3

87.302

Gaussian
Gaussian
Gaussian
Gaussian
Gaussian

TABLE IV: FPGA Resource Utilization.

Therefore, the deployment of the classification algorithm
might be applied inside the FPGA. It is worth noting that 1267
features architecture can also be deployed in the XC7Z020
platform because its resource utilization might be less than
the current 2802 features.
Apart from the resource evaluation, time evaluation is done
comparing this architecture against Intel Core i7 Haswell processor (4650U). This processor is a powerful device compared
to an embedded processor. However, the time measured in
haar-like accelerator architecture and the Intel Core i7 is the
same computing 2802 features, 1.4ms. Therefore, despite the
fact that the FPSoC is less powerful than the Intel Core i7, it
can reach its latency performance because of its parallelism
capabilities.
Not only this hardware architecture has the same latency
performance as an Intel Core i7, but it also can achieve the
real-time requirements. Its value of 1.4ms is lesser than the
real-time constraint for the automobile industry, 40ms [7].

Platforms

DSP Usage (%)

FF Usage (%)

LUT Usage (%)

IV. C ONCLUSION

XC7Z010
XC7Z020

87
32

79
29

143
50

Most ADAS are based on camera sensors. However, this
type of sensors produces a great deal of data that the vehicle might process in real-time. Besides, the state-of-theart approaches for camera-based applications require machine
learning techniques. Therefore, this scenario leads to the use
of expert sensors, which attempt to achieve the integration
of machine learning systems in low-cost, low-power, and
resource-aware devices, such as FPSoCs. Machine learning
techniques are usually divided into two blocks: feature extraction and inference algorithms. This paper proposes a hardware
implementation of the haar-like feature extraction algorithm
in FPGAs. This architecture is analyzed attending the hardware resource utilization (DSPs, LUTs, FFs, RAMs), and the
system latency and parallelism. As a conclusion, the 32-bit
floating-point approach is more suitable from the machine
learning accuracy point of view. Moreover, the architecture
parallelism cannot be improved by means of High Level
Synthesis pragmas because its intrinsic parallelism demands
a huge amount of resources. Despite that, the highly parallel
architecture proposal performs equally in time to an Intel
Cortex i7 processor. Furthermore, it is worth noting that
this architecture accomplishes real-time requirements for the
automobile industry, offering a wide latency margin for fitting
the classification algorithm inside this requirement.
For future work, a design space exploration of the architecture could be interesting by using a different number
of features. Furthermore, a power consumption analysis will
enhance the comparison between the processor and the FPGA
architecture. Moreover, the deployment of the classification
algorithm inside the FPGA is another interesting research line.

perspective, this implementation might provide a framework
for implementations that have a lower number of features.
D. Hardware Architecture Evaluation
We have evaluated the proposed implementation in different
low-cost FPSoCs, such as XC7Z010 and XC7Z020, both of
them from Zynq-7000 family.
According to the data type and size of the variables used
in the architecture, we find that 32-bit floating-point data type
is required. Due to the fact that this implementation has to
compute a huge number of pixel calculations, the accumulated
error of other reduced data types presents a value that cannot
be affordable to maintain the machine learning accuracy.
First, we test the implementation on the XC7Z010. However, the architecture does not fit inside, because the number of
resources utilized surpasses the number of available resources.
As it is shown in table IV, the limiting factor is the number
of LookUp Tables (LUTs) because of the high level of
parallelism. Note that this result is obtained without using the
pragmas, therefore, the resource utilization only relates to the
initial architecture structure. Thus, the XC7Z010 FPSoC is not
adequate.
On this basis, we propose the use of the XC7Z020 FPSoC.
This device has more available resources than the XC7Z010.
Despite the fact that LUT usage is also the limiting factor in
this device, it is worth noting that this architecture is advisable
to be implemented inside the XC7Z020 (table IV).
However, the architecture implementation is done without
UNROLL and PIPELINE pragmas. Each Feature Calculation
part has to compute a set of pixels for each feature, producing
dependence problems between internal variables. As a result,
this architecture only uses the 50% of the maximum resources.
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