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Regularized formulations provide a highly accurate description of the orbit as a 
geometric element, while the dynamical instabilities concentrate in the integra-
tion of the physical time. However, in highly perturbed problems, the geometric 
variables may also exhibit an important accumulation of propagation errors, 
where different formulations display distinctive error build-up patterns. To un-
derstand the error growth in each of the variables, in this paper interval arithme-
tic is used to perform a sensitivity analysis of the propagation error for various 
orbital formulations. The study considers a variety of orbital scenarios and con-
clusions are drawn based on the performed numerical tests. 

INTRODUCTION

Modern space applications set increasingly demanding needs to the accuracy and reliability of orbital

calculations, as well as to the efficiency of orbital propagation methods. This has led to a relentless pursuit of

new algorithms, methods and approaches that try improve on any of the aforementioned aspects. In particular,

in recent years there has been a notable activity in the development of new orbital formulations, which have

further expanded the plethora of already existing orbital parameterizations; in this regard, regularization has

played an important role upon the realization that these techniques not only improve the accuracy, but also the

efficiency and performance of numerical orbital propagation methods built around them. Thus, regularised

formulations are gaining popularity upon continued evidence of outperforming traditional orbit propagation

methods in the most various scenarios.1–4

One of the finest advantages of regularized formulations is their inherent feature that the geometric and

dynamic components of the motion are naturally separated, and thus the dynamical instabilities proper to the

orbital motion (due to not being Lyapunov stable) are conveniently removed from the geometric description of

the orbit, and instead concentrated in the evolution of the physical time. The main (but not only) mechanism

contributing to this behaviour is the time regularization or time transformation. Thus, formulations involving

a time regularization may provide a highly accurate description of the orbit as a geometric element; in so

doing, the dynamical instabilities of the motion manifest as a synchronization error between the specific

locations along the trajectory and the corresponding instants of time where these positions are occupied.3

However, in highly perturbed problems, the geometric variables may also exhibit an important accumula-

tion of propagation errors, thus deteriorating the geometric description of the orbit over time. In this regard,

different orbital formulations exhibit different weaknesses, depending on the mathematical constructions that

they rely on. For instance, some formulations exhibit difficulties in keeping track of the orbital plane when
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the angular momentum of the orbit is nearly-vanishing; others struggle to accurately pinpoint the time evo-

lution of the eccentricity vector, and so on. In brief, in practical applications, it is often uncertain to what

extent the propagation error will tend to accumulate in certain variables of a specific orbital formulation. In

particular, it is expected that some of the variables may exhibit a stable behavior during a numerical propa-

gation, whereas others may be preferred recipients of the propagation errors. Since these errors may build up

to yield non-negligible positional errors, it is an aspect of paramount importance to understand which of the

variables of a specific orbital formulation are more sensitive to error accumulation, and thus which variables

should be more carefully handled.

This, of course, is not only formulation dependent, but also problem dependent; however, a sensitivity study

should be useful to: 1) identify and better understand the weaknesses of each particular formulation under

certain types of perturbations; and 2) provide hints or clues about possible reformulations that overcome these

weaknesses while retaining the intrinsic strengths.

Various approaches and mathematical techniques are available to study the sentivity of an orbit propagator.

The most straightfoward might be the integration of the variational equations along with the equations of

motion; this enables the propagation of the tanget space, whose unequal distorsion along each axis correlates

to the accumulation of errors on each variable; also, this method allows to reconstruct the state transition

matrix, making it a very powerful tool. Alternatively, the use of differential algebra allows to propagate

over time a multi-dimensional Taylor series expansion of the initial state-vector; this allows to track the error

accumulation on every dimension of the state-vector, and hence use it to quantify the sensitivity of each

variable to variations of the initial conditions.

Instead, in this paper we will perform a sensitivity analysis of the error propagation by means of the so

called interval arithmetic.5–7 Interval arithmetic represents each value as a range of possibilities, thus pro-

viding a convenient mathematical framework to put bounds on rounding errors, measurement errors and

uncertainties. This approach proves suitable for a variety of purposes, e.g. keeping track of uncertainty

propagation, and helping to find reliable and guaranteed solutions to equations. Compared to variational

methods or Differential Algebra techniques, interval arithmetic might be regarded as a less powerful method,

but it is however considerably more lightweight, and yet equally effective in capturing the bounds of uncer-

tainty propagation. Additionally, it is also easily embedded into a readily available computer code by simply

overloading derived-type variables for interval calculations, hence making it a convenient choice.

Therefore, in this paper interval arithmetic will be used to perform a sensitivity analysis of the propagation

error for various orbital formulations, including DROMO8 and Kustaanheimo-Stiefel1 among others. The

study will consider a variety of orbital scenarios, ranging from Keplerian motion to highly perturbed problems

and conclusions will be drawn based on the performed numerical tests. In summary, the questions we aim to

answer are the following: Which of the variables are to blame for contributing most to the error propagation?

Which variables of a particular orbital formulation accumulate the largest errors? Which seem more robust

or stable relative to variations of the initial conditions? Which circumstances or perturbations may aggravate

the error accumulation? How does this apply to different orbital formulations? And finally, are there patterns

that prevail across various formulations?

ORBITAL STABILITY AND REGULARIZATION

It is a well-known fact that Keplerian motion is unstable in the sense of Lyapunov. Therefore, due to

the errors that are inevitably introduced in the determination of the initial orbital position of a spacecraft

(truncation, round-off, uncertainties, . . . ), the errors computed in the determination of its future position

will grow monotonically in the direction along the tangent of the orbit. Thereby, even when the numerical

integration process is stable, the determination of the propagated position of a spacecraft will be affected by

this instability of Keplerian motion. This instability is a physical one and no mathematical device can prevent

it. This inherent instability of the orbital motion poses additional difficulties to the numerical integration

of orbits. Nevertheless, there are several ways of taking into account the constancy of the energy and of

integrating the motion with a high accuracy. These procedures are called stabilization of the equations of

motion.9
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Keplerian motion is unstable in the sense of Lyapunov; however it is orbitally stable or structurally stable.

This means that, if a Keplerian orbit is slightly perturbed, it is moved into a nearby Keplerian orbit. The

orbital motion of a particle has a purely geometric part (the trajectory), and a purely kinematic part (how the

trajectory is described as a function of time as a parameter). It is important to note that the instability in the

sense of Lyapunov that is presented here affects only the kinematic part, but not the trajectory. This is the

meaning of the structural stability concept when applied to Kepler’s problem. Nonetheless, depending on the

equations to be integrated, the instability could also affect the geometric description of the orbit through the

propagation of errors, as in Cowell’s method, which shows an exponential error growth with time. This error

propagation is associated to the instability of Keplerian orbits and it is present even for unperturbed motions.

The regularization of equations is a process that consists in changing the dependent and independent vari-

ables, so that the dynamics are described by a set of equations that are non-singular,10 and among the main

benefits of regularization, there is the remarkable feature that negative effects of the instability associated to

Keplerian orbits are diminished.

The first regularization was accomplished by Sundman11 in a work on the three body problem. It consisted

in introducing a fictitious time σ in place of the physical time t. This process, often referred to as Sundman

transformation, can be generalized to:

dt = χ(r) dσ

where r is the position vector and the choice of the function χ(r) is not unique, but rather problem dependent.

A generalization of the function χ is

χ(r) = cα rα

where cα is a given constant. If α = 0, then σ is the physical time. If α = 1, the Sundman transformation is

of first order, and σ is proportional to the eccentric anomaly, and if α = 2, the Sundman transformation is of

second order and σ is proportional to the true anomaly.9 The function χ(r) may also take other values.

Even when clear benefits are obtained in the numerical propagation of orbits, nowadays it is agreed that

the sole change of the independent variable is not the best solution, and thus many advanced regularized

formulations combine the Sundman transformation with other mathematical constructs.

One of the advantages of the Sundman transformation is that the need of solving a Kepler’s equation (or

a modified version of it) at each integration step is avoided, which is of paramount importance from the

performance point of view. Another consequence of the Sundman transformation is that as the physical

time is no longer the independent integration variable, and therefore it needs to be computed throughout the

integration process as an additional dependent variable.

An exceptional property of regularization is that the dynamical instabilities proper to orbital motion are

removed from the geometrical variables of the orbital problem, and confined to the propagation of the physical

time as a dependent variable of the problem. Thus, in practice the numerical integration of the physical

time will accumulate propagation errors which are substantially larger than the propagation errors in the

geometrical variables of the formulation. Then, even if the geometry of the orbit is propagated very accurately,

it is usually the case that the computed geometrical locations are not reached at the predicted time instants,

but rather a timing error comes into play. In other words, the propagation of the physical time is to be

held responsible for the observed accuracy of regularized formulations, since the orbit itself, described as

a geometrical element, is propagated with a very high fidelity and it is the uncertainty of the propagated

physical time that hinders this accuracy.3

The DROMO Formulation

The original DROMO formulation,8 as well as its more recent revisions and the many existing forks (see

Ref. 3,4 and references therein) all rely on the concept of ideal frame introduced by Hansen.12 Hansens ideal

frame is attached to the orbital plane and allows to separate the periodic perturbations in the orbital plane

from those of the orbital plane itself. As a consequence, the orbital motion can be decomposed into: 1) the

motion of the ideal frame attached to the orbital plane; 2) the osculating trajectory within the orbital plane;
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and 3) the time law, which allows to pin-point the position along the osculating trajectory as a function of

time. The equations of motion in DROMO variables are the following:

dτ

dσ
=

1

ζ33 s
2

(1a)

dζ1
dσ

= +s sinσ(ãpx) + (ζ1 + (1 + s) cosσ)(ãpy) (1b)

dζ2
dσ

= −s cosσ(ãpx) + (ζ2 + (1 + s) sinσ)(ãpy) (1c)

dζ3
dσ

= −ζ3(ãpy) (1d)

dη1
dσ

=
1

2
ãpz { η4 cosσ − η3 sinσ} (1e)

dη2
dσ

=
1

2
ãpz { η3 cosσ + η4 sinσ} (1f)

dη3
dσ

=
1

2
ãpz {−η2 cosσ + η1 sinσ} (1g)

dη4
dσ

=
1

2
ãpz {−η1 cosσ − η2 sinσ} (1h)

and thus the order of the system of differential equations has been raised to 8. These equations must be

integrated with the following additional relations

s = 1 + ζ1 cosσ + ζ2 sinσ

1 = η21 + η22 + η23 + η24

ãpx =
apx
ζ43 s

3
, ãpy =

apy
ζ43 s

3
, ãpz =

apz
ζ43 s

3

These DROMO variables have a clear geometrical meaning that is worth noting. ζ1 and ζ2 are the pro-

jections of the instantaneous eccentricity vector onto the Hansen ideal frame, and the variable ζ3 = 1/h is

the inverse of the orbital angular momentum. The variables ηi are the components of a quaternion that de-

termines the attitude of the ideal frame with respect to the inertial reference frame. The independent variable

in DROMO is the ideal anomaly, σ, which originates as the result of a second order Sundman transforma-

tion. Note that when the motion is not perturbed, the right-hand side vanishes for all variables but for the

physical time (i.e. the DROMO variables are orbital elements that remain constant in the Keplerian case),

and the ideal anomaly coincides with the true anomaly, thus making the orbital propagation trivial for the

unperturbed motion.

The Kustaanheimo-Stiefel Formulation

The Kustaanheimo and Stiefel regularization,1 or KS for short, is the extension of the Stiefel regulariza-

tion to the three-dimensional case, which requires the generalization of the Levi-Civita transformation to

the four-dimensional space. As a consequence, the governing equations for the Keplerian motion can be

represented by a four-dimensional harmonic oscillator in the KS variable space. When the orbital motion is

non-Keplerian, a perturbing acceleration term ap must be considered, and the KS equations take the following

traditional form:

dt

ds
= u · u (2a)

d2u

ds2
+

μ

4 a
u =

(u · u)
2

KT (u)ap (2b)

d

ds

(
1

a

)
= − 4

μ

(
K(u) du

ds

)
· ap (2c)
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where u and the KS variables, K(u) is the KS transformation matrix, a is the semi-major axis, and s is the

independent integration variable that originates from a first order Sundman transformation. This formulation

is singularity free as long as the perturbing acceleration ap is non-singular.

So, the order of the system of differential equations has been raised to 10, in the benefit of a regular

integration scheme that minimizes the dynamic instabilities. In fact, if we focus on the unperturbed elliptic

motion, Eq. (2b) takes the form

d2u

ds2
+

μ

4 a
u = 0

that corresponds to an harmonic oscillator with frequency ω =
√
μ/(4 a), and is therefore Lyapunov-stable.

INTERVAL ARITHMETIC

It is a well known fact in numerical computation that, although numerical methods typically provide highly

accurate results, there are also situations where the rounding errors build up to a point where few or none of

the decimals in the result might be meaningful. This is a natural consequence of floating-point arithmetic

and the fact that real numbers must be truncated to a representation relying on a fixed number of digits.

This limitation becomes particularly relevant where ill-conditioned or highly-sensitive problems need to be

solved numerically; in such cases, the use of extended precision floating-point arithmetic, arbitrary precision

arithmetic, or other specialized numerical techniques are recurrent solutions to circumvent (at least to some

degree) these limitations.

When the accuracy of a numerically computed (and hence, approximate) result is of paramount importance,

it is imperative to have means of estimating the accuracy of the results, and whenever possible, of providing

rigorous bounds that are guaranteed to contain the exact solution. Such bounds can be used to help prove a

theoretical result, check if a solution satisfies a condition in a safety-critical calculation, or simply to verify

the validity of the numerically computed results.13 This is where interval arithmetic proves useful. There

are usually three sources of error while performing numerical computations: round-off, truncation and input

errors or uncertainties; interval arithmetic allows to keep track of them. In particular, interval arithmetic

provides a tool for controlling round-off errors automatically, and interval analysis can also be used for

bounding all kinds of truncation errors: the truncation error of an infinite iteration, the remainder term of a

convergent series, discretization errors in the numerical solution of differential equations, etc.14

Instead of using a single floating-point number as approximation for the value of a real variable, interval

arithmetic acknowledges limited precision by associating with the variable a set of reals as possible values;

for ease of storage and computation, these sets are restricted to intervals, and the computation rules aim at

maintaining the property of containing all possible values.7 This is achieved by 1) enclosing the real values

into real intervals with machine representable bounds; and 2) rigorously handling the interval bounds at each

mathematical operation involving intervals, so that result intervals are guaranteed to contain the real number

that is the value of the mathematical expression being evaluated∗. This is supported by the “Fundamental

Theorem of Interval Arithmetic”, which states that when an expression is evaluated using intervals, it yields

an interval containing all results of pointwise evaluations based on point values that are elements of the

argument intervals. It is for this feature that interval arithmetic is said to have the property of correctness.

Interval arithmetic was introduced in the 1960s as an approach to bound rounding errors in mathematical

computation, and the associated theory of interval analysis emerged considering the computation of both

the exact solution and the error term as a single entity, i.e. the interval.16 Thus, for a given variable x,

its actual value can be represented as x = x̃ ± ε, where x̃ is the estimated value (i.e. a value represented

numerically with finite precision), and ε is the error tolerance. While representing fallible values using this

notation is convenient, performing computations with them is not. Instead, it is preferable to use the values

¯
x = x̃ − ε (i.e. the infimum) and x̄ = x̃ + ε (i.e. the supremum), which define the endpoints of an interval

¯
¯
x = [

¯
x, x̄] containing the exact quantity x. Thus, the interval ¯

¯
x can be defined as the set of real numbers

{x ∈ R |
¯
x � x � x̄}.

∗Note that computer implementations can only realize this potential by rounding floating-point operations in the right direction. To

this end, since 2015 there is an IEEE Standard for Interval Arithmetic (Ref. 15).
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In the same way classical arithmetic operates on real numbers, interval arithmetic defines a set of operations

on intervals. The base arithmetic operations are:

¯
¯
x+ ¯

¯
y = [

¯
x+

¯
y, x̄+ ȳ]

¯
¯
x− ¯

¯
y = [

¯
x− ȳ, x̄−

¯
y]

¯
¯
x · ¯

¯
y = [min(

¯
x
¯
y,
¯
x ȳ, x̄

¯
y, x̄ ȳ),max(

¯
x
¯
y,
¯
x ȳ, x̄

¯
y, x̄ ȳ)]

1/¯
¯
x = [1/x̄, 1/

¯
x] if 0 �∈ ¯

¯
x

and the ranges of the four elementary interval arithmetic operations are exactly the ranges of the correspond-

ing real operations. Interval operations between interval vectors and interval matrices are constructed by

applying scalar interval arithmetic componentwise. Interval functions are defined in the same manner,14 by

composing mathematical operations that yield bounds on the ranges of real functions.For example,17 if

y = f(x) = x (x− 1)

then

¯
¯
y = f([0, 1]) = [0, 1] · ([0, 1]− 1) = [0, 1] · [−1, 0] = [−1, 0]

which necessarily contains the exact range [−1/4, 0]. Indeed, it is known that naive straightforward concate-

nations of interval computations yield, as a result, an enclosure ¯
¯
Y of the desired interval ¯

¯
y, i.e. an interval for

which ¯
¯
Y ⊇ ¯

¯
y (see Ref. 18). The problem is that this enclosure can be much wider than the actual (desired)

range, as we shall discuss shortly.

Most expositions of interval arithmetic require intervals to be bounded from above and below, i.e. they

disallow unbounded intervals, as well as division of intervals when the denominator contains zero, though

in practice these restrictions on interval operations can be subverted.7 The restriction of division to interval

denominators not containing zero implies that in the interval division operator tests must be inserted for the

presence of zero in the divisor interval, which then needs to be split. In exchange, the careful handling of this

situation yields a correct interval division operation, which allows the algorithm to proceed independently

of whether the divisor interval contains zero or not; this way, the interval operators (+,−, ·, /) are defined

on all intervals, though the resulting sets will not necessarily be intervals, but will in all cases be a finite

union of intervals. In a similar fashion, good enclosures for the ranges of transcendental functions can also

be computed.

The power of interval arithmetic lies in its implementation on computers. In particular, outwardly rounded

interval arithmetic allows rigorous enclosures for the ranges of operations and functions, which implies a

change of paradigm, since the results are now intervals in which the exact solution must lie.17 Besides,

bounds from interval arithmetic often are sharper and simpler to derive than bounds from other techniques.

Hence, interval arithmetic is a very powerful technique for controlling errors in computations, particularly

in the context of self-validated arithmetics. Precisely, the early interest in interval arithmetic was due to the

compelling property that it would not be necessary to analyse whether the conventional pointwise floating-

point computations are safe, because the width of the result interval would provide an immediate measure of

its validity; indeed, because the interval results contain all possible values, a narrow interval would indicate

a reliable numerical result, whereas a wide interval would not necessarily prove that a conventionally com-

puted result is wrong, but it would at least indicate caution. The utility of interval algorithms has shifted over

time from automatically performing rigorous error analysis to solving nonlinear problems, including: sys-

tems of nonlinear equations, global optimization (unconstrained and constrained), and integrating differential

equations.7

Shortcomings and Extensions of Interval Arithmetic

Interval arithmetic can be carried out for virtually any expression that can be evaluated with floating point

arithmetic. However, since interval arithmetic is only subdistributive, expressions that are equivalent in real

arithmetic differ in interval arithmetic; in particular, computations should be arranged so that overestimation

of ranges is minimized, since naively arranged computations do not always give adequately narrow bounds



1163

on the range.17 In fact, when evaluating expressions in interval arithmetic, the interval result tends to be

disappointingly large. This is due partly to its conservative nature: the result has to contain all possible

values, including those where rounding errors combine in an unfavourable way.7 Thus, interval arithmetic

is often affected by overestimation. Interval arithmetic suffers from two main drawbacks, which may cause

overestimation of the true error of some computations, namely: the dependency problem and the so-called

wrapping effect.14

The dependency problem is caused by the lack of interval arithmetic to identify different occurrences of the

same variable; because it treats these as if they were unique occurrences, the result is often much wider than

one could reasonably expect.7, 18 For the sake of example, let’s take the function f(x) = x−x, which is clearly

null for any value x. However, if evaluated for the interval argument ¯
¯
x = [1, 2], following the substraction

rules defined above yields f(¯
¯
x) = [1, 2]−[1, 2] = [−1, 1], despite the actual result is known to be exactly zero

for any possible input real argument. The reason for this excessive width is that, when deriving an interval

arithmetic operation, e.g. ¯
¯
x − ¯

¯
y, we take into consideration that values of x and y can independently take

any values from the corrensponding intervals. However, when we apply this formula to intermediate results,

often these intermediate results cannot independently take arbitrary values from the corresponding operand

intervals, because they both depend on the same input, as in the latter example.18 This dependency problem

is particularly severe when multiplication operations are involved, where the actual bounds of the range can

be greatly overestimated.

To decrease excess width, it is therefore desirable, at each intermediate computation step, to keep track of

how the corresponding intermediate result depends on the input variables. This idea has been successfully

implemented by E. R. Hansen’s Generalized interval arithmetic,19 where each intermediate result is repre-

sented by a linear function of the inputs plus a small remainder interval, and inside the computer code, only

the parameters of the linear function and the endpoints of the interval need to be stored; this way, when a

mathematical operation is performed in affine arithmetic, a similar expression is sought for the intermediate

results, and only at the final stage (after all intermediate results have been performed), the ranges of the input

intervals are substituted to obtain the enclosure for the final result.18

Hansen’s generalized arithmetic is only one example of first-order interval-based approximation. Other

popular first-order arithmetics are the centered form variant of Hansen’s generalized interval arithmetic,20

the so-called affine arithmetic21, 22 or first-order Taylor arithmetic, to cite a few. In this regard, it is worth

mentioning that while both Hansen’s generalized and affine arithmetic approximate the dependence of the

intermediate results on input values by a linear function, there is an importante difference between these two

approaches; while generalized arithmetic represents only the dependence of the intermediate quantities on the

input values, affine arithmetic also describes the dependence of these intermediate quantities on the round-off

errors corresponding to the previous computational steps.18 This is an important addition, because in some

computations, such as in some long iterative computations, the explicit first-order contributions of the input

values can be less important than the contributions coming from intermediate round-off errors.

In the more general case, instead of the exact range of the result, these methods lead to enclosures which

are generally narrower than the one produced by straightforward interval computations. The reason why

these estimate is not always exact is that at each stage, the actual dependence of intermediate results is being

approximated by a linear function. Thus, to decrease the excess width, higher order approximations of the

intervals need to be employed. Hence, a natural way to improve the accuracy is to approach intervals with a

polynomial dependence on its input arguments, plus an interval remainder, such that the polynomial part is

propagated by symbolic calculations where possible, and the interval remainder term is processed according

to the rules of interval arithmetic; All truncation and round-off errors in intermediate operations are also

enclosed into the remainder interval of the final result.14 These techniques, termed Taylor series methods,

Taylor arithmetic, or more rigorously, differencial algebraic methods on Taylor models, have been pioneered

by M. Berz and his group23 and popularized in recent year due to their successful application in many areas

of science.

The second source of overestimation is the wrapping effect, which appears when intermediate results of

a computation are enclosed into intervals. This effect is due to the fact that the image of an interval vector



1164

under a map is not an interval vector, and there is thus overestimation in enclosing the image with an interval

vector.17 Overestimations of this kind are a result of the enclosure of a non-interval shaped range into an

interval, and are one of the major problems in the interval arithmetic treatment of n-dimensional Ordinary

Differential Equations (ODEs).

Figure 1: Example illustrating the flow of an two-dimensional ODE through various integration steps, i.e. iter-
ations of the ODE solver. For each iteration the curved red line shows the approximate true boundary of the
transformed box, whereas filled regions indicate the enclosures provided by interval arithmetic (blue), affine
arithmetic (green) and Taylor model arithmetic (black). Note the latter creates almost no overestimation com-
pared to the rough inclusions supplied by former. Figure extracted from the INTLAB online documentation:
http://www.ti3.tuhh.de/intlab/demos/html/dtaylormodel.html.

For initial value problems of the form

x′ = f(t,x), x(t0) = x0, with x ∈ R
n

interval techniques provide enclosures for errors in the initial values, mathematical trunction and round-off

errors, so that, at each integration step, intervals are produced that contain the actual solution to the initial

value problem. The problem originates from the fact that the flow of a given ODE must be enclosed into a set

with a certain geometric structure, typically an n-dimensional rectangle. However, in the general case, the

shape of the flow has a different geometric design, so that the flow is eventually wrapped into some larger set,

which serves as initial set for the next integration step. To maintain the validity of the method, all solutions

of the ODE emerging from the increased initial set must be enclosed in subsequent time steps, and hence the

method picks up additional solutions of the ODE (that is, solutions not emerging from the original initial set)
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during the integration process.14 If the accumulated flow becomes too large, the method may break down

because it can no longer compute a sufficiently tight enclosure. Therefore, it becomes evident that interval

techniques for initial value problems in ODEs are very demanding due to the wrapping effect. If the algorithm

does not take account of this effect, the overestimation in the solution increases exponentially from time step

to time step.17

The wrapping effect can be ameliorated with changes of variables and other techniques; nonetheless, inter-

val algorithms for initial value problems tend to be significantly slower than corresponding point algorithms.

Furthermore, depending on the stability properties of the system, variable precision arithmetic can be used to

palliate this problem. For interval evaluation of an algorithm in the real number field, increasing the precision

by k digits reduces the error bounds by b−k, and thus results can always be guaranteed to a number of correct

digits by using variable precision interval arithmetic.24

Various methods have been proposed to fight the wrapping effect, and there are several techniques which

are effective in reducing overestimation of the flow for some problem classes (see Ref. 14 and references

therein). Nevertheless, the ability of interval methods in minimizing wrapping is limited by the fact that

interval based enclosure sets are convex. If the flow is a nonconvex set, any interval wrap must be at least as

large as the convex hull of the flow. In contrast, with Taylor model methods it is possible to work with nonlin-

ear boundary curves, including non-convex enclosure sets for crescent-shaped or twisted flows (see Fig. 1).

Hence, Taylor model methods exhibit an increased flexibility in admissible boundary curves of enclosures,

which is an intrinsic advantage over traditional interval methods, particularly (but not only) for the solution

of non-linear ODEs.14, 23, 25 As a consequence, Taylor model integration is more effective than traditional

methods at producing tight enclosures on a solution to a nonlinear ODE, with an initial condition set that

is not very small and over longer integration intervals, although they become computationally expensive on

larger problems.26

Nowadays there is an increasing amount of software support for interval computations and so called

verified computations. An extensive list of related numerical libraries (available for various programming

languages) and software tools can be found in the following website: http://www.cs.utep.edu/
interval-comp/intsoft.html.

RELIABILITY OF TRANSFORMATIONS BETWEEN ORBITAL REPRESENTATIONS

When regularized orbital formulations are to be used, it is customary to provide the initial conditions

of the orbit either in orbital elements or as a Cartesian state vector, which then needs to be transformed

into variables or elements of the regularized formulation. Likewise, after the orbit has been propagated

with regularized variables, for ease of interpretation, convenience and graphical representation purposes it

is required to transform the propagated orbital solution back to a Cartesian state representation or a set of

osculating orbital elements, which are more suited for human interpretation.

Here it is important to stress that with floating-point arithmetic these conversions are not exact due to

round-off errors. Therefore, when orbital initial conditions are supplied to a computer code, these do not

necessarily represent the intended orbit; often, when these numbers cannot be exactly represented in floating-

point arithmetic, the initial conditions will be mapped instead to the closest machine representable figures,

which actually correspond to a neighboring orbit, namely the closest machine representable orbit. On top of

that, when the initial conditions are provided in a given orbital representation (e.g. classical orbital elements)

but need to be transformed into another representation (e.g. Cartesian state, DROMO elements, KS variables,

...), this transformation will typically introduce further round-off errors, such that the initial conditions in

each of the orbital representations will not correspond, in general, to the very same orbit, but instead to close

neighboring orbits. This is a natural consequence of the granularity introduced by finite precision arithmetic.

Table 1 shows an example that illustrates the errors introduced when initial conditions are provided in classical

orbital elements, then transformed into Cartesian coordinates, and then back again into orbital elements, thus

yielding an initial orbit that differs from the one intended in the first place.
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Table 1: Example illustrating the numerical error introduced when by floating-point arithmetic when transform-
ing initial conditions from classical orbital elements to Cartesian state vector, and back to classical elements.

Provided initial conditions Initial conditions after conversion to Cartesian and back

a 1.0000000000000000E+00 - a 9.9999999999999778E-01 -

e 5.0000000000000000E-01 - e 4.9999999999999895E-01 -

i 3.0000000000000000E+01 deg i 2.9999999999999993E+01 deg

Ω 3.0000000000000000E+01 deg Ω 3.0000000000000018E+01 deg

ω 3.0000000000000000E+01 deg ω 2.9999999999999968E+01 deg

ν 3.0000000000000000E+01 deg ν 3.0000000000000032E+01 deg

Hence, when an orbital representation is transformed from one set of variables to another, round-off errors

show up, which degrade the accuracy of the calculations. A natural follow-up question, closely related to the

former but inherently different, is to figure out how reliable these variable transformations are, or put in other

words, how accurately the orbital fidelity is preserved through these transformations.

A first attempt could be to perform a variable transformation, followed by the inverse transformation, and

check how far off the result is from the departure value, similarly to the example in Table 1. This method

is simple, yet provides a realistic estimate of the actual error of the transformation; however, it has two

main drawbacks: 1) it estimates the combined error of the direct transformation followed by the inverse

transformation, and thus it does not account for the individual error of none of the two transformations

involved, but only their composition; 2) since the direct transformation and its inverse transformation are

typically two different algorithms, at least programmaticaly speaking, it might happen that the errors of

the direct transformation can be either partially cancelled or aggravated by the inverse transformation, and

thus it makes it impossible to distribute how much of the estimated error actually belongs to each of the

transformations; and 3) in any case, the obtained error is only an estimate, since it is the result of a sequence

of floating-point arithmetic operations, and although the result should be expected to be relatively accurate,

no bounds or confidence interval are provided to rigorously support this expectation.

At the light of the aforementioned issues, it is easy to see how interval arithmetic might be helpful to

assess the reliability of these variable transformations, by providing rigorous bounds on the transformed

orbital representations and thus allowing a comparison among different orbital formulations. For the sake of

example, in the following we will assume orbits with the following orbital elements:

a = 1, i = 30◦, Ω = 30◦, ω = 30◦

where the semi-major axis is non-dimensional, and various values of the eccentricity will be considered, in

particular e = {0.01, 0.1, 0.5, 0.9}. For these orbits, the orbital states at periapsis will be transformed to

both DROMO elements and KS variables; the transformed values will be assumed to be exact, thus acknowl-

edging that the very same orbit can now be propagated with: classical orbital elements, DROMO and KS

formulations. Assuming a Kepler’s problem with no orbital perturbations, for these three formulations the

propagation is straightforward and can be done analytically. Therefore, picking up particular locations along

the orbit, it is possible to do the following process: 1) analytically obtain the orbital elements or variables

that represent, for each formulation, the prescribed locations along the orbit; 2) for each formulation, at the

prescribed points, transform the orbital representation into the corresponding Cartesian position and velocity,

using interval arithmetic; and 3) for the Cartesian position expressed as an interval vector, take the diagonal

of the box enclosing it as a measure of its reliability, i.e. as an estimate of the accuracy of the tranformation

from classical elements to Cartesian, from DROMO to Cartesian, and from KS to Cartesian, respectively. The

schematic flow of this process is illustrated in Fig. 2. The size of the enclosing box in Cartesian space is linked

to the uncertainty of the position, and hence a smaller enclosure would indicate a higher degree of fidelity

in the transformation, in principle due to a more stable sequence of computations within the transformation

algorithm.
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Figure 2: Schematics of the procedure followed to estimate rigorous error bounds for the transformations from
various orbital formulations (namely: classical elements, DROMO elements and KS variables) into Cartesian
coordinates, using interval arithmetic.

Taking as prescribed locations of the orbit those corresponding to equi-spaced values of the eccentric

anomaly, the curves shown in Fig. 3 represent the accuracy (as defined in this section) of the conversion

from DROMO elements to Cartesian coordinates, for a Keplerian orbit that has been propagated analytically

within the DROMO element space. The Figure displays results for different values of eccentricity, therefore

revealing patterns on how this error relates to the eccentricity, and more particularly to the specific locations

along the orbital path. At the light of Fig. 3, the position seems to be generally better described at pericenter as

compared to the apocenter, which is consistent with the gravitational focusing or gravitational lensing effect

that neighboring orbits display when approaching the pericenter, which is related to the known contraction of

the flow of the ODE of motion at pericenter; though this is an expectable result, what is more important about

Fig. 3 is possibility of quantitatively measuring this accuracy and determining that the fidelity of the orbital

representation is typically an order of magnitude more precise at pericenter than it is at apocenter.

When the Cartesian deviations are transformed into orbital elements, other interesing aspects can be ana-

lyzed. For instance, looking at the accuracy with which true anomaly is represented, it might be unintuitive

to note that the accuracy can potentially be as bad at pericenter as it is at apocenter; the low a accuracy at

apocenter can be attributed to the high orbital velocity, which elongates the flow of the dynamical system

about the pericenter, whereas the low accuracy at pericenter is most likely due to a spatial resolution issue.

Surprisingly, for conversions from DROMO variables, larger eccentricities seem to improve de reliability

of the transformation, for reasons not entirely clear; this contrasts with the reliability in the inclination, for

instance, where large eccentricities clearly degrade the fidelity of the variable transformation.

Figures 4 and 5 show the same variable transformation errors, but this time comparing the errors of the

transformation from DROMO elements to Cartesian coordinates, and transformation from KS variables to

Cartesian coordinates. Overall, the transformations from DROMO elements seem to preserve the fidelity of

the orbital description better than transformations from KS variables. This might somehow be understood

from the fact that DROMO variables are orbital elements, and therefore the analytical propagation of Kep-

lerian orbits only implies varying the value of the ideal anomaly, whereas for the KS variables, not only the

fictitious time s, but also the KS variables themselves must be updated, which involves more computations,
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Figure 3: Accuracy of the transformation from DROMO elements to Cartesian coordinates and orbital elements.
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Figure 4: Accuracy of the transformation from DROMO elements and KS variables, into Cartesian coordinates
and orbital elements. Case with low eccentricity orbit, e = 0.1.

and therefore necessarily larger enclosures with interval arithmetic; this seems to be a slight advantage in

favor of element based formulations in terms of preserving the orbital geometry more accurately, although in

practice the difference is generally small. Also, it must be noted that although for low eccentricity orbits the

DROMO to Cartesian transformation is consistently more accuracy than the KS to Cartesian transformation,

for high eccentricity orbits, the KS to Cartesian transformation seems to have a sweet spot around apocenter,

making it more precise than DROMO in that region. A plausible connection to this behaviour might be linked

to the Sundman transformation, which is of first order for the KS variables, and of second order for DROMO

variables, and thus these deviations might actually be related to the transformation between true and eccentric

anomalies.

RELIABILITY OF ORBITAL PROPAGATIONS WITH REGULARIZED FORMULATIONS

The natural follow up to the preceeding section is to analyze how the error accumulates during an orbital

progation process, where perturbations are present and thus the propagation is no longer Keplerian. This is

intrinsically linked to how reliably the flow of the ODE is preserved during the integration of the equations

of motion. It is only logical that, depending on the orbital formulation to be used, equations of motion are

different, and therefore the accumulation of numerical errors during the integration process will typically
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Figure 5: Accuracy of the transformation from DROMO elements and KS variables, into Cartesian coordinates
and orbital elements. Case with high eccentricity orbit, e = 0.9.

be different as well. This conclusion is easily drawn from the obvious fact that different orbital propagators

display different performances, i.e. for the same computational cost they provide different degrees of accuracy

in the orbital solution, and this must necessarily relate to the fidelity with which the ODE flow is propagated.

Following this reasoning, if for instance a propagation in Cartesian coordinates is compared to a prop-

agation in regulrized variables, the latter will typically be more precise. This means that the enclosure of

the ODE flow in Cartesian space will grow larger than if the same orbit were first propagated in regularized

variable space, and then transformed to Cartesian space. This is illustrated in Figure 6. However, following

the discussions on the overestimation phenomenon, it becomes clear that the recommendable procedure to

approach such an analysis is by employing Taylor arithmetic, which is beyond the scope of the current article;

the present work was intended to cover solely the interval arithmetic methodology and the conclusions that

could be extracted from it. Therefore, the assessment of the reliability of orbital propagations with regularized

formulations using Taylor arithmetic is deferred to be studied as future work.
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Figure 6: Schematics representing the higher fidelity propagation of the ODE flow in regularized variable space,
compared to Cartesian space.

CONCLUSIONS

This work has studied the use of interval arithmetic as a tool to analyze the error build-up of regularized or-

bit formulations (in particular the Kustaanheimo-Stiefel and DROMO formulations) as compared to the use of

Cartesian coordinates or orbital elements. Interval arithmetic has been introduced and the wrapping effect and

overestimation problems have been discussed, along with their implications. Afterwards, interval arithmetic

has been used to make a preliminary assessment of the reliability of orbital transformations between regular-

ized formulations, Cartesian coordinates and orbital elements. This analysis shows a systematically higher

accuracy for regularized formulations, when the Cartesian error is compared in Keplerian propagations. This

work, however, does not yet provide conclusive results, since the reliability of orbital propagations still needs

to be assessed for non-Keplerian orbits; this requires the use of more powerful techniques, such as Taylor

arithmetic, and is therefore left for future work.
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