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Abstract

The overwhelming amount of data that needs to be processed nowadays

has driven the design of increasingly complex distributed systems. This

complexity is further exacerbated by new decentralised approaches, which

process the data near where it is generated, such as Fog or Edge comput-

ing. Having full control of these infrastructures becomes a challenge even

for the most experienced administrators, as there are many heterogeneous

technologies and factors involved. Usually, administrators follow a process

that involves using monitoring tools and browsing through logs in order to

find insights that explain events happening in the system. Instead, this

cumbersome process can be partially or totally automatised through the

use of artificial intelligence techniques (AI) that extract these insights from

all the incoming monitored information. In this thesis we propose a series

of AI models that are able to solve some of the common problems that

administrators find in these kind of systems. Namely, we focus on provid-

ing observability for a Fog computing infrastructure, optimising the task

parallelisation of Big Data jobs and performing root cause analysis for mi-

croservice architectures. Through a series of experiments, we demonstrate

how the AI models can be used to increase the performance and reliability

of data analytics jobs and the new technologies that power them.
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Resumen

La ingente cantidad de datos que necesitan ser procesados hoy en d́ıa ha

impulsado el diseño de sistemas distribuidos cada vez más complejos. Esta

complejidad se acrecenta aún más con el uso de nuevos modelos descen-

tralizados, en el que los datos son procesados cerca de su origen, con Fog

y Edge computing como algunos ejemplos. Conseguir el control total de

estas infraestructuras es todo un reto, incluso para administradores de sis-

tema expertos, debido a las dispares tecnoloǵıas y factores involucrados.

Normalmente, los administradores siguen un proceso en el que analizan los

datos provenientes de logs o herramientas de monitorización para extraer

conocimiento que pueda explicar la ocurrencia de ciertos eventos. Este en-

gorroso proceso puede ser automatizado parcialmente o en su totalidad me-

diante el uso de la inteligencia artificial (IA), extrayendo dicho conocimiento

a través de la información monitorizada. En esta tesis proponemos una se-

rie de modelos de IA, cuyo objetivo es resolver algunos de los problemas

más comunes que se encuentran los administradores en este tipo de sis-

temas. Principalmente, nos centramos en dar visibilidad del estado de una

infraestructura Fog, en optimizar la paralelización de trabajos Big Data y

en diagnosticar la causa ráız de un problema en una arquitectura de mi-

croservicios. A través de una serie de experimentos, somos capaces de de-

mostrar cómo esta inteligencia generada se puede utilizar para incrementar

el rendimiento y la fiabilidad de los trabajos para análisis de datos y las

nuevas tecnoloǵıas que los soportan.
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Chapter 1

Introduction

The digitalization of many parts of our society has radically changed the world we live

in. This revolution is fueled by data that is generated from different sources, enabling

data-driven decisions that have been proved to make advancements in several fields,

like computer vision or recommendation systems. The amount of data generated is

constantly growing and its processing and storage requirements are everyday more

demanding. Currently, these requirements can only be fulfilled through the use of

distributed systems, such as Cloud or HPC, in which many computers cooperate to

execute a program.

One of the driving forces behind this data deluge is the Internet of Things (IoT),

which advocates for the connection of everyday objects and cheap sensors to the In-

ternet, enabling the modelling of our world through the data they generate. IoT uses

various technologies to achieve this, such as the Cloud and Big Data analytic plat-

forms, which are responsible for processing all the information. However, moving all

the data from the devices and sensors to a centralised location such as the Cloud, be-

comes a problem, due to the communication latency between them and the necessity

of making decisions based on the data in almost real-time. Decentralised computing

architectures have been brought again to the forefront to solve these issues.

One of these types of architectures is Edge computing, based on the key idea of

performing the data processing closer to its source. In this line of thought, Fog com-

puting was designed as a new architecture to complement the Cloud. In Fog computing

the Cloud is still present, but is used to centralise decisions that require an aggregated

view of the geo-distributed IoT deployment, or for more computation-intensive tasks,
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like training artificial intelligence (AI) models with all the generated data. The in-

termediary nodes that comprise the Fog stand between the Cloud and the Edge and

they filter and pre-process the data when needed, reducing traffic bottlenecks and re-

sponse times. Some examples of these types of nodes are mobile phones, gateways or

cheap computers such as Raspberry Pi’s, following a paradigm in which there are many

geo-distributed, low computing power devices, instead of a few centralised and power-

ful servers. The Fog nodes show several particularities, such as having heterogeneous

architectures, constrained resources or the possibility of losing their connection capabil-

ities, as many of them are mobile. This hinders the installation and execution process

of decentralised applications on top of them, favoring the use of container technologies

such as Docker to deploy services across the Fog. Furthermore, containers are a key

element in a variant of the service oriented architecture know as microservice archi-

tecture. It allows to divide a complex application into smaller parts, which has clear

synergies with an infrastructure such as the Fog, where we have a pool of distributed

computing resources.

1.1 Motivation

The combination of all the IoT devices, the Fog infrastructure and the container tech-

nologies, creates an heterogeneous and decentralised distributed environment. One of

the major obstacles towards the complete realisation of these kinds of applications is

the complexity of managing all the heterogeneous technologies across its levels:

• The first challenge is at monitoring level, specifically in providing observability to

the operators on the status of the devices through monitorisation techniques. In a

Fog deployment, devices are normally spread throughout a wide area, laying out a

scenario with associations of devices that can be thought of as small datacenters.

This changes the monitoring workflow from a centralised one, such as the Cloud,

to a decentralised and federated one. In addition, monitoring such a vast and

ever changing infrastructure, where the number of elements to observe is much

larger, requires new ways of filtering, aggregating and storing the metrics.

• The second challenge is at the software level, particularly knowing what went

wrong in our data processing workflow if it fails. This is far from trivial. Specially

4



because instead of having a monolithic application running in one place, the

different responsabilities are divided into loosely coupled units in the form of

containers, following a service oriented architecture (SOA). The containers will

be hosted in the numerous devices of the Fog deployment, complicating the root

cause analysis (RCA) of the failure even further.

• The third challenge is related to the data processing up at the Cloud level. In

this step, intelligent models are created through the analysis of the data gathered

at the sensor level. The analytical process is powered by the different Big Data

technologies that run in the Cloud, which sometimes involve the tuning of different

configuration parameters to ensure their performance and correct execution. This

tuning follows a different criteria depending on the type of data analitycs job,

which further complicates this task to the users.

In order to solve the aforementioned challenges, users would need to possess a vast

knowledge about all the technologies that are used across the different layers of the

infrastructure. It is clear that there is a need for tools that facilitate the maintenance

and management of such a complex stack. So far, users often follow a simple process

in which they correlate certain events, such as failures or under-utilisation of the in-

frastructure, with certain system metrics or log entries. For instance, a low cpu usage

in machines that are hosting a compute intensive task, would be an indication that

the workload is not running properly. It seems logical that if we extract information

from these metrics and log entries and represent them in a machine understandable

way, artificial intelligence techniques can be used to extract the correlations between

the data and any decision that needs to be made for the management of the system.

1.2 Objectives and hypothesis

In this thesis, we hypothesize that the performance and management of the

distributed systems used in the Internet of Things, can be improved by

using artificial intelligence models that learn from observing the behaviour

of these technologies. This is based on the intuition that an AI model will be able

to find correlations between events and outcomes that happen in the system in a more

effective way than a human administrator.
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In order to prove this hypothesis, this thesis fulfills a series of sub-objectives sum-

marized as follows:

1. Present the new decentralised architectures that IoT gives rise and the different

technologies that form part of it, together with the monitoring tools that can be

used to capture their behaviour.

2. Study the benefits and implications that an autonomic management system pow-

ered by AI can have over these decentralised systems with respect to a traditional

human administrator approach.

3. Definition of the methodology used to extract relevant features from the observed

metrics in the system and to build the different AI models required.

4. Design and implementation of the tools that will allow us to evaluate our previ-

ously mentioned methodology.

5. Evaluation of our tools in real-world deployments, using representative use-cases

and scenarios to prove the usefulness of our approach.

1.3 Contributions

The main contributions of this thesis can be summarized as follows:

A definition of the different technologies that power IoT applications and

their different requirements in terms of data processing. We present the context

of our work to understand IoT applications in terms of data models and processing

requirements. This serves as a motivation to illustrate why these technologies are

needed for data processing, and their challenges in terms of system management. We

also detail a series of benchmarks that will allow us to emulate Big Data workloads

and to understand their behaviour. This work was carried out in collaboration with

Athanasios Kiatipis, Rizkallah Touma, Pierre Matri, Micha l Zasadziński, Linh Thuy

Nguyen, Adrien Lebre and Alexandru Costan.

A study of the I/O calls of representative high performance computing

(HPC) and Big Data analytics workloads. We complement the work of Pierre et.

6



al by leveraging some of the benchmarks previously studied together with several HPC

workloads to analyse the typical storage call patterns of these kinds of applications. The

majority of the calls are files reads and writes, opening the possibility for improvements

in the underlying storage systems through the use of object storage approaches. Even

when calls that are not read or write are mapped onto the object storage, we get

significant performance gains. The results allowed us to, first, understand the data

access patterns of workloads often used in IoT, and second, to show how the usage

of distributed storage can be simplified with a single solution for all the large-scale

analytics applications. Our contribution was included as a complement to the main

work carried out by Pierre Matri, Yevhen Alforov, Maŕıa S. Pérez, Alexandru Costan,

Gabriel Antoniu, Michael Kuhn, Philip Carns and Thomas Ludwig. It was published

in (96) and (97).

FMonE: An effective monitoring solution at the Edge. We present a study

of the requirements that an Edge monitoring tool should meet, based on motivating

scenarios drawn from literature. Additionally, we propose the design of a monitoring

framework that adapts to the particular characteristics of the Fog/Edge infrastructure.

Specifically, FMonE provides support for the different heterogeneous technologies and

hardware present in the system, together with the construction of geo-aware monitoring

workflows that extract, filter and aggregate metrics depending on the user criteria. It

also offers flexible backends for those metrics, allowing the user to choose them based

on the storage and processing capacity of the device that is going to host the backend.

We evaluate FMonE in a simulated Fog environment in the Grid’5000 testbed. This

work was carried out in collaboration with Maŕıa S. Pérez, Alberto Sanchez and Jesús

Montes. It was published in (22).

A graph-based root cause analysis approach for microservices architectures.

We focus on containerization, one of the technologies that eases the deployment of soft-

ware in IoT. Along these lines, we model microservice architectures as multi-attributed

graphs and use graph similarity techniques to facilitate root cause analysis on them. We

illustrate how graphs are a suitable model for these kinds of architectures, as they are

based on containers and their interactions, modelled as nodes and edges respectively.

By monitoring deployments of widely used microservice architectures, we show that the

model outperforms in terms of accuracy other approaches that do not take into account
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the topology of the architecture. This work was carried out in collaboration with Maŕıa

S. Pérez, Marc Solé, Alberto Huelamo, David Solans and Victor Muntés-Mulero.

A cross-system diagnostics method for root cause analysis based on graphs

and log analysis. We complement the work of Michal Z. et al. expanding on the

previous ideas and enabling the transfer of the knowledge acquired for RCA in one

microservice architecture or domain to a different one. This is done through the inexact

matching of the graph representations and the inclusion of log entries as attributes of

the different elements in the system. Through experimentation, it is demonstrated that

it is possible to transfer the RCA knowledge acquired from a decentralized architecture,

such as Cassandra, to troubleshoot a similar one, such as Kafka. This contribution was

included as a complement to the main work carried out by Micha l Zasadziński, Marc

Solé, Victor Muntés-Mulero and David Carrera. It was published in (152).

A machine learning approach to optimise parallelism in Big Data applica-

tions. We study the important effect that tuning parallelism parameters has in the

duration and energy consumption for representative Apache Spark jobs. This moti-

vates the design of a pipeline that extracts representative features of a Spark job and

then feeds them to a machine learning model, which is able to accurately predict the

duration of that job. The model is used to recommend the user a suitable parallelism

configuration that is able to split the tasks across the cluster in an optimal way, de-

pending on the characteristics of the job. The whole process is evaluated through real

experiments in the Grid’5000 testbed. This work was carried out in collaboration with

Maŕıa S. Pérez, Smrati Gupta and Victor Muntés-Mulero. It was published in (59).

1.4 Organization of the manuscript

The rest of the manuscript is organized in three parts:

The first part presents the context of our work, capturing the state of the art in related

research areas. It consists of two chapters. In the first one (Chapter 2) we provide an

overview of IoT. We define the concept, describe the type of applications it powers and

briefly present the different layers of its heterogeneous technological stack. This allows

us to identify three key technologies used in IoT: Fog computing, microservices and
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Big Data. We described them and identify the challenges related to their management.

In the second chapter (Chapter 3) we study different techniques that will allow us to

solve those challenges. In particular, we turn to autonomic computing as it has been

used previously as a tool to manage other complex systems and can integrate the AI

models we intend to use. We put a special focus on monitoring, specially challenging

for Fog computing and one of the most important aspects of autonomic computing, as

the monitored metrics and events will serve as inputs for our AI models.

The second part contains the contributions of this thesis. We explain the different

methods that we use to monitor, manage and optimise the behaviour of the different

technologies involved in the IoT ecosystem. It is divided into four chapters. Chapter 4

presents the common methodology used. It consists of a workflow inspired in autonomic

computing, in which we monitor the system, train artificial intelligence algorithms with

features extracted from those observations, and use the resulting models to aid the

user in the decision process. We also explain how we include the user in the workflow

and how our contributions reassemble a decision support system oriented to these IoT

technologies. In Chapter 5 we explain the design of FMonE, the Fog monitoring tool

that implements the “observation” part of this framework. We continue with Chapter 6,

where we present a system that is able to diagnose a root cause when a microservice

architecture is experiencing an anomalous behaviour. The objective is to ease the

management of the different containers in the Fog infrastructure. In Chapter 7 we

zoom in on the upper level of the Fog structure, the Cloud. Specifically, we focus on

the impact of choosing an optimal parametrisation for the Big Data jobs that analyse

the data generated in the lower layers (sensors, devices, etc...).

The third part summarises the conclusions of this thesis. Chapter 8 wraps up the

previously explained contributions, discusses the limitations of our work and finishes

with future research lines in the field of autonomic management for Big Data, Fog

computing and microservices.
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Part II

Context: The IoT technological

stack and its management
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Chapter 2

The Internet of Things and its

technological stack

The Internet of Things (IoT) is a paradigm that has been driven by the proliferation

of cheap devices able to generate valuable data, together with the new technological

advancements in Big Data analytics to process it. One of the most important uses of

this paradigm is the possibility of integrating and analyzing all the generated data in

order to make informative decisions in fields like healthcare, traffic management, water

quality, air pollution and many more (55). Smart Cities (150) is one of the most well

known examples, where technology is used to improve the life of citizens. From the

physical plane up to the Big Data analytics, there is a wide variety of technologies used

throughout the whole cycle that elaborate a complicated technological stack. Besides

this heterogeneity, IoT is also powered by a decentralised computing architecture in

order to control the numerous elements involved.

In this chapter we define IoT and provide an overview of its different technologies

and protocols. We introduce a decentralised computing paradigm that was created to

meet the requirements of IoT applications: Fog computing. As part of this paradigm,

we explain how containers have been used to deploy software in the Fog, together

with the use of the Cloud to process IoT data. We finish off with a conclusion on

the importance of IoT in the new digital landscape and the challenges in terms of

management for all its related technologies.
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Figure 2.1: Integration of the things and the Cloud (81)

2.1 IoT: Definition and technologies used

The IoT is an ambiguous term that has been used in many contexts. One of the first

mentions that we found is the article of Gerschenfeld et al. (48). The authors envi-

sion a network of objects that are able to connect to the Internet, creating a massive

intelligent system that is able to sense and act in our environment. Additionally, IoT

provides means for the things to communicate and for humans to interact with them.

In order to achieve that, an architecture standardization needs to be accomplished by

adapting current protocols together with the use of old and new technologies. This

is far from easy and its complexity and challenges have been acknowledged already in

the literature (135). The final objective is to connect the sensing things that generate

the data with the powerful computing capabilities of the Cloud (20), as seen in Fig-

ure 2.1. We will briefly describe each layer in the following subsections and identify

key technologies in this environment.

2.1.1 Objects: the sensing layer

This layer generates the data capturing the status of the world surrounding us through

data. We can think about this data as measures, like the temperature or humidity

registered by a sensor, or simply detecting the presence of a real world object, such as

a person going through the turnstile of a train station.
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The nodes that make up this infrastructure have three main parts. The first one

is a microcontroller that controls the other components of the node and does limited

processing. The second one, is one or more sensors attached that transform a physical

measure, such as temperature, to a digital signal. Finally, it has a transceiver to be

able to send this information wirelessly.

The communication interfaces are probably one of the most heterogeneous parts of

IoT (9). Sensor nodes could have a limited power supply and they often use low foot-

print interfaces such as Bluetooth, IEEE 802.15.4-based antennas (24) or Zigbee (44).

Also longer-range interfaces, such as Wifi or a 4G antenna, can be installed if the power

source allows for it. It is out of the scope of our work to explain each one of these tech-

nologies, as they are part of the physical layer of the communication stack. However,

we believe that their heterogeneity must be taken into account in terms of connection

speed, range and reliability, as they will be important factors in the infrastructure

management process, which is one of the objectives of this thesis.

2.1.2 Networking: a constrained internet protocol stack

The sensing layer is made of devices that have limited access to power. The heaviest

protocols of the Internet cannot be used and, consequently, lightweight alternatives

have to be developed. The final goal is to enable the connection between the Web and

the things in a seamless way. Several of these protocols are depicted in Figure 2.2. Note

that some protocols are analogous to those of the Internet stack, such as COAP (19),

which is also based in the REST model.

Explaining each of them is out of the scope of this thesis. However, it is worth

noting that the union of all these protocols, together with the legacy ones already

used in the Internet, create a vast and heterogeneous sea of protocols. An entity is

needed in order to translate all the different languages spoken by the things. IoT

gateways were created with this purpose in mind, acting as a bridge that would enable

to communicate the different worlds inside IoT (155). They are intermediate nodes,

which are more powerful than the devices in the sensing layer at the bottom, yet less

powerful that those up in the Cloud. We can already start seeing here the hierarchical

and technologically diverse nature of an IoT infrastructure, in which the devices at the

bottom generate data, which is processed later in the intermediate and upper layers.

5https://www.slideshare.net/butler-iot/butler-project-overview-13603599
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Figure 2.2: The network stack for IoT devices5

The protocols present in the stack will allow to move the data through the different

levels.

2.1.3 Middleware: abstracting the complexity

We have already mentioned the need for a translation between the different components

of the IoT. As a general definition, middleware is a software that enables the exchange

of information between two entities that would not be able to communicate otherwise.

It seems logical to have this function in an heterogeneous ecosystem like the IoT. There

are several reasons behind this approach. Firstly, it is difficult to have a standard

for all the different devices and protocols, creating the need for a layer that ensures

interoperation. Secondly, the middleware can provide a management layer from where

we can keep track of the different things in the physical layer together with their data

and services. Lastly, it abstracts all the complexity and heterogeneity to the user,

facilitating the implementation of IoT services.

This middleware has to stand between the sensing layer and the Internet in order to

act as the bridge between the two worlds. Therefore, it should be able to run in a variety

of devices that could have different hardware or operating system. Containers can

provide this abstraction layer, since they do not depend on any hardware architecture

or operating system, enabling the easy deployment of any kind of IoT software. They

cannot be used in the sensing layer, as they are made up of low computing power devices
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in which virtualization would mean an unacceptable overhead, but can be deployed in

the intermediate nodes i.e. gateways (134). They also help to build portable and

lightweight middleware (105).

In addition, much of the software tools that have been build for IoT follow a Service

Oriented Architecture (SOA) (36). In this paradigm, a monolithic application is sepa-

rated into different independent units, each one with a well-defined responsibility, which

interact between them to achieve a goal. One of the parts that constitute these SOA’s

is a microservice, in which each unit is running inside a container. This means that

instead of having a single point of computation, where all the software functions are

executed, we can have many spread across different devices. More details are provided

in Section 2.2.2, but we can already see the synergy between the IoT infrastructure,

with numerous devices that can perform a small part of the computation, and the mi-

croservices paradigm, in which the software logic is divided across several containers.

All of the above observations have led the research community to adopt containerisa-

tion as an enabling technology for the IoT middleware (15). Managing the self-healing

of these containers and finding the root causes behind anomalies or performance issues

in this context is one the challenges to solve as part of this thesis (Chapter 6).

2.1.4 Applications: connecting users to things

The final goal of the IoT is to provide applications that make use of the gathered

observations to improve decision-making in several fields (31). These applications sit

on the top of the whole hierarchical architecture we presented in Figure 2.1 and are

the entry point of the users to the IoT as an entity. They are normally hosted in the

Cloud and use Big Data technologies to analyse all the information. In fact, there

are many IoT oriented Cloud services, such as Amazon Web Services IoT or Azure

IoT Hub, which act as platforms for these applications (56). The platforms also offer

functionality like discovering the different resources and things, configure them and even

push decisions, as previously mentioned. Researchers have also proposed architectures

in this line of work (85), apart from the more industry-oriented solutions.

However, this raises the question of whether we need to get back to the Cloud to

make some decisions. This is not the case in some situations, like a traffic light deciding

if cars driving in one direction should continue or stop depending on the surrounding

traffic (130). In this case the decision is made with data and observations of a particular
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region that spans the proximity of the traffic light and there is no need for it to travel to

the Cloud, which will have higher round time trips. This observation drives the design

of a new decentralised computer paradigm called Fog computing, which we describe

in Section 2.2.1. In Section 2.2.3 we elaborate further on Big Data technologies, as they

will also be one of the targets of the thesis (Chapter 7).

2.2 Enabling technologies for the Internet of Things

The previous section presented the general context of IoT and the different parts that

constitute it. From all the layers there are three key technologies that are going to

be the center of our thesis: Fog computing, microservice architectures and Big

Data technologies. We explain each of them in the following subsections:

2.2.1 Fog Computing

So far we have seen how IoT involves heterogeneous technologies, protocols and gate-

ways able to tie together the Internet and the things. As for the applications, we

described how they make use of the information that sensors collect and that they can

be hosted in the Cloud, as a way to process all the data deluge. We also mentioned that

sometimes, there is no need for all this information to travel from where the sensors

reside, also known as the Edge (123), to the Cloud. This will avoid long round time

trips of the information, specially if the Cloud service is hosted in a distant location. It

will also prevent any bottlenecks in the network, which can be usual in scenarios with

thousands of sensors generating data (154).

All of the previously mentioned characteristics gave raise to a new type of dis-

tributed infrastructure known as Fog computing (138), so called because it aims to

bring the clouds closer to the ground level and near the sensors. Fog computing con-

solidates all the previous ideas of processing, filtering and aggregating data closer to

where it is generated, thanks to intermediate nodes that sit between the Edge and the

Cloud. These nodes are also known as Fog nodes (91) and they are the ones acting as

IoT gateways and providing all the middleware functions needed. Figure 2.3 illustrates

a simplified Fog architecture.
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Figure 2.3: A simplification of the Fog architecture (90)

2.2.1.1 Characteristics of the Fog

There are many publications that provide a good review on the characteristics of the

Fog (137; 148) and its decentralised nature. Here we present a small summary in order

to understand the management challenges that come with these type of infrastructure.

• Low latency: processing any requests of clients and/or data should be done fast,

as many of the Fog applications have low-latency requirements i.e. augmented

reality, smart retail (115), etc. Keeping the Fog nodes close to their clients and

the data they need to use, helps to satisfy these requirements

• Geo-distributed nodes: In the same line as we have seen so far in IoT, the Fog

nodes are spread throughout a wide geographical area. This is a stark contrast

with the Cloud, where everything is centralised in a single location and nodes

have access to high speed connections between them.

• Mobile nodes: One of the additional design principles of the Fog is to leverage

devices that are mobile, such as phones or nodes installed in trains or drones (64),

to collect the data of sensors in their proximity, as many of them do not have

long range communication capabilities.

• Heterogeneous nodes: Nodes in the Fog can be from different manufacturers

and of different types. This will imply a large variety of operating systems and

hardware present in the nodes.
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• Large number of nodes: Since Fog nodes are much cheaper that those on the Cloud

and the paradigm is based on having as many servers as possible near every client

and data source, the infrastructure will end up having a large number of servers,

instead of a few and powerful ones, as in the traditional Cloud.

• Volatile nodes: There are many reasons why a node might stop functioning prop-

erly. It could lose connectivity due to the previous mobility reasons and the

unreliable wireless technologies they use. It could also run out of power or just

be switched off in the case of mobile phones.

• Limited computing and storage power: While the Cloud can be considered as

an endless pool of storage and computing power, Fog devices are much more

constrained in terms of hardware.

• Hierarchical organisation: We have already mentioned the hierarchical tree-like

structure of the Fog, with the Edge at the bottom collecting the data and the

Cloud in the upper part performing the big data processing.

From the previous characteristics, we can already see that they are unstable and

very changeable infrastructures, compared to more stable ones, such as the Cloud.

That means we need new monitoring models that provide observability and

control over these kinds of infrastructures. We undertake this task as part

of our thesis in Chapter 5.

2.2.2 Microservice architectures

One of the enabling technologies for IoT and Fog computing is containerisation. It

allows to package an application without worrying about any dependencies, or the

platform in which it is going to run in. This is an important requirement in an envi-

ronment such as IoT, where we have different devices from different vendors. Also it

eliminates the burden of installing all the dependencies in the thousands of nodes that

might comprise the Fog.

Containerisation, in simple terms, is a feature of the operating system kernel that

isolates the machine resources used by a given program. In this way we can divide

the hardware available between several programs and isolate them from the rest. This
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Figure 2.4: Comparing containers to virtual machines7

concept is very similar to virtual machines (VM’s), another type of virtualisation tech-

nique. VM’s, however, create virtual hardware through an hypervisor, while containers

use the OS kernel of the machine they are running in. Although sharing the kernel could

turn into a disadvantage in terms of security, containers have the following advantages:

Lightweight: While a VM includes the operating system and additional features

that we might not use, containers use the OS of the machine they run in. This

eliminates all the overhead issues of VM’s: occupying space in both memory and

disk and having a higher impact in CPU utilisation (76).

Elasticity: A container can be started in a few seconds, as there is no virtual operating

system to boot. This allows a infrastructure to react quickly to changes in the

workload (8).

Better resource utilisation: We mentioned before that a portion of the machine

resources is assigned to a container. However, if that container is not using its

resources, they can be allocated to any other container, which translates in better

resource utilisation 6.

A comparison between the VM stack and the container stack is shown in Figure 2.4.

There are platforms that leverage certain features of the kernel to create and boot all

of these containers in an easy way. Docker is one of these platforms and without any

doubt the most popular amongst users8.

6https://docs.docker.com/config/containers/resourceconstraints/
7https://www.slideshare.net/Docker/docker-birthday-3-intro-to-docker-slides
8https://www.datadoghq.com/docker-adoption/
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In our case, the most interesting part of Docker is that it enables the Fog computing

paradigm (71) because of two reasons. Firstly, Fog nodes do not need any previously

installed dependencies. Since they are packaged inside the container, we can run the

software on any of the many nodes that comprise the Fog, without any constraints

on the hardware architecture or dependencies installed, as long as a Docker daemon is

running on the node. Secondly, containers can be booted up quickly. As soon as a node

joins the Fog network, a container with the relevant software can be up and running.

This is important when we have mobile nodes, or devices that can be switched off and

on. Many of the Fog prototypes and small scale deployments done in research involve

Docker as an enabling technology (102; 106).

However we need to take into account that the Fog is a distributed infrastructure

with several hosts. In many cases, an application is not made of a single container, but

of many containers that collaborate with each other to fulfill a common task. Container

ochestrators like Kubernetes9 or DCOS10 take care of this task. This is normally done

by writing a YAML or a JSON file that will be sent to the orchestrator. The file

contains information about the containers needed, their parameters, number of replicas,

constraints (e.g. type of host they should run in, number of containers on each host,

etc.), and any additional elements that represent the desired status of the containers

in the cluster. Orchestrators have also been used in Fog proof-of-concepts (117). This

way of architecting software, where a system is deployed as a set of small services that

interact between each other through lightweight mechanisms, such as REST requests

or RPC based API’s, is known as a microservice architecture. The Fog is a suitable

infrastructure to host this kind of architecture, as the different microservices can be

allocated throughout the numerous devices, effectively dividing the computing burden

of the application.

This paradigm has already been used to implement IoT utilities (141) and in the

context of this work, we believe it is one of the key technologies to take into account.

The management of containers and its interaction forms an integral part of this thesis.

Although breaking the application into simpler parts simplifies the development process

and provides a more robust system, it also complicates the troubleshooting and

9https://kubernetes.io/
10https://docs.mesosphere.com/1.11/overview/what-is-dcos/
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identification of the root cause of a problem in the system. We deal with

this topic in Chapter 6.

2.2.3 Big Data Analytics

The final purpose of the Internet of Things is to extract valuable insights and models

out of the information coming from the different things and sensors. Big Data is a

term that refers to a type of data with a set of special characteristics that cannot

be processed by traditional data analytics software. The data generated by the IoT

possesses this collection of characteristics, which are originally known as the three

V’s11: volume, variety and velocity. Volume, because of the tremendous amount of

data sources (sensors, cameras, GPS, etc.). Variety, because the data can have different

formats. It can be unstructured data such as images or video, or just periodic measures

of the temperature or humidity of the environment. Velocity, because this data can be

generated at high speed and it has to be processed in almost real time to enable quick

decisions. Big Data analytic platforms were created to process this type of data and

they are an integral part inside any IoT application. We briefly analyse the common

characteristics of these platforms in the following sections.

2.2.3.1 Processing and storage requirements for IoT

In order to understand the criteria behind the design choices of these technologies that

we seek to optimise and control, we need to examine the different processing and storage

requirements of IoT.

Low-latency processing and storage: IoT applications and low latency are heavily

linked. The potential value that can be extracted from raw data is immense, but

for it to express its full potential, one must be able to analyze and derive insight

from it in almost real-time. In many cases, the longer the time-to-decision, the

more the information loses value.

Batch Processing: IoT sensors and devices generate huge amounts of data that are

preferably stored in its entirely. In order to process this kind of data that has

been stored for a period of time, batch processing jobs are used. This processing

11Sometimes this is referred too as the 4 V’s with veracity as an extra characteristic
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is normally done in blocks or batches of data. Batch jobs usually take a long

time to complete, depending on the size of the data and the complexity of the

computation. Because of the high demand of computational power, these kinds of

jobs are executed in the Cloud as the supporting infrastructure. Remember that

the Cloud is located at the highest level of the Fog hierarchical set-up, therefore

we can say that most of the batch jobs are located there. An example would

be analyzing all the measures of a temperature sensor for one week or training

predictive models with a given dataset.

Stream Processing: We have already mentioned that in many applications the

value of the data resides in its freshness. Deriving insights or making complex

decisions in real-time out of a big stream of data, is one of the motivations behind

stream processing or also called complex event processing. In contrast to batch

processing, the data is analysed as it arrives in an event-like manner. An example

could be a self-driving car, in which data coming from different sensors is analysed

as it arrives and combined in order to make the proper driving decisions. Note

that this analysis does not have to reside in the Cloud, but it could be hosted

near the things/Edge in order to increase the freshness of the data that arrives.

Distributed Storage: The amount of data generated by IoT applications far ex-

ceeds the storage capacities of a single machine, hence, the storage of the data

has to be done across several machines on a distributed infrastructure. Storing

such vast amounts of data is challenging. Yet, storing the data is a requirement

for many applications. It should be able to handle writes at the peak data gen-

eration velocity, in order not to lose precious incoming data. Also, it should

provide the required read performance for the data analytics systems in order

not to cause data starvation and waste valuable computing resources. Depend-

ing on the precise requirements of the application, multiple storage paradigms

can be considered. For instance, object stores are ideal for storing the raw data

originating from the sensors, while columnar stores are best suited for structured

data. Although some solutions have been proposed to unify all of these different

models (96; 97), the key takeaway is that different types of applications require

different storage models.
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Geo-distributed data analysis: As the data gathered from many sensors could

possibly be stored in datacenters around the globe, some limitations could arise

on the communication between these datacenters. Data analytics that exploit all

the data at the same time, in order to derive meaningful results, could hinder

bandwidth limits, regulatory constraints, problematic runtime environments or

monetary costs (153). Computation procedures could be distributed, in order to

take advantage of more than one datacenter (68) and improve the job comple-

tion time. This all requires a geo-awareness of the different devices doing the

computation, as we will have a series of circumstances of conditions that will not

otherwise happen in a centralised environment, such as HPC or Cloud.

2.2.3.2 Data analytics platforms

Big Data Analytics (BDA) has the potential of answering to all of the computational

challenges of IoT applications. In the last few years, many BDA platforms (127) have

been created. Some of the most popular are MapReduce (37), Apache Spark (149),

Apache Flink (26) or Apache Kafka12. Although each one provides different features,

they all share the same design principles:

• Horizontal Scaling: In order to increase performance, the workload is distributed

across multiple commodity servers. Following the divide and conquer principle,

the huge datasets that need to be processed can be split into smaller chunks and

processed in parallel in each server.

• Fault tolerance: If one of the components fails, the system should be able to keep

running properly and finish the data processing job.

• High I/O capabilities: The amount of data to be ingested is tremendous in relation

to other distributed systems, such as the Grid or HPC. BDA platforms should

optimise this aspect as much as possible, normally by moving the computation

to where the data is or by keeping data in memory.

They have been used in many IoT and Fog computing proof of concepts. Spark

was used by Alsheikh et al. (11) to propose a deep learning framework inside a con-

text where computation is made by mobile devices. The article reveals some of the

12http://kafka.apache.org/
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challenges for this kind of distributed computing, such as the large scale, the volatility

and the heterogeneity of the devices. OpenTOSCA (43) is a project inspired by the

Industry 4.0 data-driven approach, in which Flink is used to provision an environment

able to ingest all the information generated. It has also been used in ambitious project

just as WAZIUP, a project born from the collaboration between Africa and the Euro-

pean Union, to bring the advantages of IoT to the rural activity in Africa (29). The

data processing model of Kafka fits clearly inside the IoT scenario and is one of the

key technologies used for stream processing with many producers and consumers of

data (74).

From all these use cases and proof of concepts we can observe how BDA’s are a key

element in Fog computing, as they provide the computational power to extract insights

from the data. Yet, their complexity can hinder their deployment, usage and

performance. In Chapter 7, we explain how we ease this task to the users,

and we will get into more details regarding their architecture and components.

2.2.3.3 Benchmarking Big Data analytics

So far we have given an introduction to some of the Big Data technologies that form

part of many IoT application deployments and that we will use in the elaboration of

this thesis. Remember that our objective is to optimise and ease the management of

these distributed infrastructures. In order to achieve that, we need to understand their

resource usage and behaviour. Therefore, an important requirement is to simulate rep-

resentative workloads in our experiments. Here we introduce some of the benchmarks

we will use to simulate the jobs and processes running in these kinds of infrastructures.

Their usage has two purposes. Firstly, they will work as a baseline to measure any

performance improvements we could get through our decision support system. Sec-

ondly, they can be used to gather real resource usage patterns and metrics for BDA

workloads. We will briefly describe the most relevant ones in the context of this work,

with a special focus on that ones that emulate IoT workloads.

Linear Road (12): Linear Road simulates a toll system for the motor vehicle ex-

pressways of a large metropolitan area. The benchmark specifies a variable tolling

system for a fictional urban area, including accident detection and alerts, traffic

congestion measurements, toll calculations and historical queries. Linear Road is
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designed to measure how well a system can meet real-time query response require-

ments in processing high volume streaming and historical data. This benchmark

is suited to emulate smart transport use-cases.

RIoTBench (125): The Real-time IoT Benchmark suite has been developed to eval-

uate Data Streaming Processing Systems (DSPS) for streaming IoT applications.

The benchmark includes 27 common IoT tasks, classified across various functional

categories and implemented as reusable micro-benchmarks. It further proposes

four IoT application benchmarks composed from these tasks, that leverage var-

ious dataflow semantics of DSPS. The applications are based on common IoT

patterns for data pre-processing, statistical summarization and predictive analyt-

ics. These ones are coupled with four stream workloads sourced from real IoT

observations on Smart Cities and fitness, with peak stream rates ranging from 500

to 10,000 messages/second and diverse frequency distributions. DSPSs are key

elements in the IoT context. RIoTBench can be used to evaluate them, especially

in analyzing and making real-time decisions based on data coming from multiple

sources.

SparkBench (87): SparkBench is a benchmarking suite specifically for Apache

Spark. It is composed of a representative and comprehensive set of workloads, be-

longing to four different application types that are currently supported by Apache

Spark, including machine learning, graph processing and SQL queries. The cho-

sen workloads exhibit different characteristics with several system bottlenecks:

CPU, memory, shuffle and IO. Hence, SparkBench covers three categories of al-

gorithms widely used in IoT applications and that can be used to evaluate these

algorithms.

BigBench (49): BigBench is an end-to-end Big Data benchmark proposal based on

a fictitious retailer who sells products to customers via physical and online stores.

The proposal covers a data model, a data generator and workload descriptions. It

addresses the variety, velocity and volume aspects of Big Data systems, containing

structured, semi-structured and unstructured data. Additionally, the data gen-

erator provides scalable volumes of raw data based on a scale factor. This allows

BigBench to be used to test the batch processing aspects of IoT applications.
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IoTABench (13): The IoT Analytics Benchmark (IoTABench) aims to bridge the

division between Big Data research and practice, by providing practitioners with

sensor data at production scale. The initial implementation of IoTABench focuses

on a single use case, specifically the smart metering of electrical meters, but the

benchmark can be easily extended to multiple IoT use cases. The benchmark can

generate a large dataset (22.8 trillion distinct readings, or 727 TB of raw data)

with realistic properties using a Markov chain-based synthetic data generator.

Hence, this benchmark is ideal for evaluating real-life IoT applications, which are

based on sensor data.

YCSB (32): The Yahoo! Cloud Serving Benchmark (YCSB) is an open-source and

extensible benchmark that facilitates performance comparisons of Cloud data

serving systems. It models systems, based on online read and write access to data,

while it provides a set of workloads that generate client requests to different back-

ends like Cassandra (83), HBase (47) or MongoDB13. YCSB is easily customizable

and allows end-users to define new types of workloads, to configure the clients

with different parameters as well as to add new back-ends. YCSB can be used to

evaluate Cloud services, which are an essential part of IoT applications, ranging

from open data access APIs to use cases related to health, social networking and

public services.

BigDataBench (142): BigDataBench is an open-source, multi-discipline bench-

mark, coming from common research and engineering efforts from both indus-

try and academia. The current version of the benchmark models five typical

and important Big Data application domains: search engines, social networks,

e-commerce, multimedia analytics and bioinformatics. In total, it includes 14

real-world data sets and 34 Big Data workloads. Moreover, it provides an inter-

esting set of workloads in both stream and batch implementations.

Intel HiBench (66): HiBench is a realistic and comprehensive benchmark suite,

which consists of a set of programs including both synthetic micro-benchmarks

and real-world applications. The benchmark contains a set of workloads for

Hadoop and Spark, as well as streaming workloads for Spark Streaming (149),

13https://www.mongodb.com/
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Flink (26), Storm and Gearpump. It helps evaluate different Big Data frame-

works in terms of speed, throughput and system resource utilization on a set of

workloads relevant to several IoT applications.

2.3 Conclusions: Three key technologies for IoT

Although different definitions are considered for the term of IoT in the literature,

they all envision “a world where physical objects are seamlessly integrated into the

information network, and where the physical objects can become active participants

in the business process” (57). In this chapter we have provided a global view of the

technological ecosystem that supports the IoT vision. This will serve as a context for

many of the challenges in terms of infrastructure management that we are going to

undertake during this thesis. We pinpoint several key observations drawn from this

chapter.

There is a need for middleware that provides observability into the Fog

infrastructure: As many of the system management decisions will be based on

the status of the elements involved, we need monitoring tools that enable the

collection and storage of metrics at the different levels of the Fog. The moni-

toring tools should adapt to the particular characteristics of these decentralised

architectures. This will be our first contribution in Chapter 5.

Containerisation is an enabling technology for the Fog: The heterogeneity of

the hardware and the need to deploy software in a simple manner, make con-

tainers one of the key technologies to achieve this task. Not only that, but a

microservices-architecture would allow to decompose the different responsibilities

of one application across many devices that perform a well-defined task. This

changes completely not only the development process, but also the management

and maintenance of the application. Facilitating these two tasks to the user will

be our second contribution in Chapter 6.

The data collected at the physical layer is used together with Big Data

platforms to build accurate decision-making models: As we are capturing

the behaviour of the real world though measurements that come from sensors and

the identification of the different things connected to the Internet, we will be able
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to build a global intelligence network where many elements are connected. This

however requires the processing of huge amounts of data coming from different

sources. Big Data technologies are used at the Cloud level with all the incoming

information to create those models (70). The processes at this level also need to

be optimised and controlled by the user. This task will be our last contribution

in Chapter 7.

A visual summary of both the challenges and context described until now is depicted

in Figure 2.5. In the next chapter we will delve into the techniques that we will use to

solve those challenges.

Figure 2.5: Context and challenges related to IoT enabling technologies
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Chapter 3

Autonomic Management of the

IoT technologies

New decentralized systems like the Fog, could make a connected world a reality by

linking the things that surround us to the Internet. However, the enabling-technologies

create a complex environment which is hard to control at times, and can lead to a

lack of awareness by the user of what is happening in the infrastructure. Even when

all the indicators show an expected behaviour, it does not mean that the system is

working at its near full performance. Technologies such as containers and Big Data

technologies, expand even further the decision space and the number of elements to

take into account. Human intervention in this field needs to be enhanced through the

use of autonomic computing techniques to improve decision making.

Throughout this chapter we will describe the pillars of the autonomic comput-

ing concept and we will describe previous work on automatic optimisation of systems

through statistical techniques. These concepts will be applied on the three key tech-

nologies previously introduced. In particular, self-healing for microservices, self-

optimisation for Big Data platforms, and monitoring adapted to a Fog in-

frastructure.

3.1 Autonomic Computing

As systems and software become more and more complex, autonomic computing ad-

vocates for systems that are able to manage themselves depending on the current
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conditions (65). The Internet and the interconnection of the numerous devices in our

environment are mentioned as an additional factor contributing to the difficulty of this

task. This is precisely the current setting of the Internet of Things. Kephart et al. (77)

built on these ideas to reason why configuring, optimising and maintaining complex

architectures will become impossible even for the most skilled system administrators.

They divide the characteristics of an autonomic system into four different categories:

• Self-healing: Roles like the site reliability engineers take care of troubleshooting

any failure in the infrastructure or the software running on them. Certainly, it is

unfeasible to rely only on human intervention to solve the many problems that

can arise in an infrastructure made of million of devices interconnected. Not only

an autonomic system can make faster decisions, but it can have seamless access

to a great amount of stored information that would be impossible to process by

a human expert.

• Self-optimisation: Complex software comes with different configuration options,

providing the user some degree of flexibility in their usage. However, the user

might not always be aware of this option, or even if they do, they might not

be able to choose the right configuration for their use case. This can have a

great impact on the performance of the application and it can be handled in an

intelligent way by the autonomic system.

• Self-configuration: An autonomic computing system is able to install, configure

and prepare for production the different components. Not only that, it should be

able to add any additional pieces needed in the system and integrate it with the

existing ones.

• Self-protection: A system should be able to automatically detect any intrusion or

attack against the system, such as malicious activity or cascading failures.

A survey on the topic (67) explored the models that were proposed to fulfill this

difficult task. The main approach is named MAPE-K, standing for monitor, analyse,

plan, execute and knowledge. In this model, we have a managed element, which can be

anything from a small device, to a database or a whole cluster of machines, coupled with

sensors that monitor this managed element. The decisions are made by an autonomic

32



Figure 3.1: The MAPE-K model for autonomic control together with our contribu-

tions (67)

manager that analyses the information provided by the monitors to build plans that

are executed by the effectors. The whole process creates a knowledge base that is

going to guide the automatic manager. During this thesis we will take this approach

as a reference, and implement parts of it to manage the technologies presented in the

previous chapter. The whole MAPE-K model can be seen in Figure 3.1 together with

the specific areas that we use and implement in our contributions. In the following

subsections we are going to explain more in detail the aspects of autonomic computing

that are going to be used in this thesis, as well as related work in the area.

3.1.1 Self-healing

Self-healing is defined in Debanjan et al. (51) “as the property that enables a system to

perceive that it is not operating correctly and, without (or with) human intervention,

makes the necessary adjustments to restore itself to normalcy”. Self-healing requires the

definition of several terms and challenges related to it. One of them is the necessity of

defining what is considered a healthy or unhealthy state, in order to initiate the healing

process when necessary. It can be defined based on some fixed-thresholds but normally

they vary as the system evolves. This state can be checked constantly or periodically,

by time intervals. Several strategies can be used to detect the malfunctioning of a

system:
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• Missing Component: The strategy is based on finding out if one of the pieces of

the system is missing. An example of this kind of approach would be the periodic

health checks that ensure that an element is up and running.

• System Monitoring: This model advocates for probing the different components,

extracting metrics and using them to detect failures. In this way, we can have

more detailed information of the system and not based our criteria only in the

binary concept of an element that is running or not. Problems like a performance

drop or an overloaded system can be detected through metrics with this approach.

This is the strategy we are going to follow in our approach, as the heterogeneous

technological stack of the Fog and microservices requires the collection of several

metrics from many elements to detect any anomalies.

• Foreign element: This is the opposite of the first point in the list. In this case

we detect any unexpected element and act accordingly. It is heavily linked to

malicious attacks and self-protection.

After the problem has been detected, there are several ways to heal and recover the

system:

• Redundancy techniques: By replicating failed or dead components, the effect

of the failure can be diminished. This technique is commonly used in container

orchestrators, relaunching any container that fails or does not pass a health check.

• Architecture models: They are more sophisticated than other approaches, allow-

ing for global decisions to be made by considering all the elements involved, which

is the case of distributed systems. That means that the reparation will be based

on establishing the root cause of the problem and executing a plan based on it.

Our self-healing approach to microservices follows this model, as we will see later

in our contributions.

There is a corpora of work that deals with self-healing distributed systems (see (10;

33; 98)). However, there is little work on the microservice side, which is the technology

of interest from the point of view of this thesis. Toffeti et al. (133) propose an archi-

tecture to self-manage microservices which also has self-healing capabilities. It does

so by having a complete decentralised approach to manage the different containers in
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the system in contrast to centralised ones, such as Kubernetes. In App-bisect (73), the

authors propose a system that is able to solve an error in a new deployed version of the

architecture by detecting the new parts and redirecting the traffic to previous versions

of the conflicting microservice. None of this approaches tries to find the root cause

of the problem and they use redundancy techniques instead. One of the contributions

of this thesis is the development of an architectural model able to find a root cause,

which can be used to build contingency plans and to prevent the occurence of the same

problem in the future. The only work we found in this direction for microservices is

Sieve (132), which provides a platform that gathers metrics from the elements of the

microservice, filters them and finds dependencies between components in the system.

However, root cause analysis is only used as a use case to show the benefits of Sieve. As

one of the key steps in the self-healing approach, we will talk briefly about root cause

analysis in the following subsubsection.

3.1.1.1 Root Cause Analysis

Root Cause Analysis (RCA) is one of the key elements in the process of self-healing.

As the name implies, RCA is a process in which the origin of a problem or event is

identified in order to apply the right contingency plan or to find ways to prevent them

in the future.

There is a large body of work related to Root Cause Analysis (RCA) (see (128; 144)

for extensive surveys). All RCA techniques can be classified according to different

characteristics. One relevant classification to frame our technique is on whether the

diagnostic model knows the causality structure of the diagnosed system (sometimes

referred as model-based approaches), e.g., (75; 120). Obviously, these techniques provide

results according to the quality of the models they use and, by definition, they require

large amounts of domain knowledge to be built and maintained.

On the other side of the spectrum, classification-based approaches, e.g., (38; 129)

(sometimes called model-free), typically generate some internal model using Machine

Learning (ML) techniques, trading the need of explicit domain knowledge by having

lots of a lighter-weight type of knowledge (i.e., classification labels).

Graphs are an abstraction that is used by RCA in many ways, mainly by using

Probabilistic Graphical Models (PGMs) (80) as (causal) models for diagnosis (78; 122)

or as underlying descriptive model of the system to diagnose. Other uses of graphs
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in RCA have been rather limited to anomaly detection (6) and building alternative

(non-standard PGMs) graph models (94). In our case, and as we will see later in our

contributions, we will use graphs as an abstraction to model microservices and perform

root cause analysis on them.

3.1.2 Self-configuration

Fog computing is a decentralised system in which numerous heterogeneous technologies

and protocols are used. The configuration of the elements involved in such an envi-

ronment is one of the most important challenges. The success of IoT depends on its

adoption as a standard technology and its integration on our everyday lives. In this

case, self-configuration would prove to be a key characteristic in the process of plugging

in an IoT device and using it straight away. As described by Chatzigiannakis et al. (30),

the device should be able to connect to the Internet on its own, learn about its context,

and announce the different services it provides. We will not expand on the field of

self-configuration, as the contributions of this thesis do not cover this topic. Still, we

present it here for completeness purposes and to have a full picture of the autonomic

computing concept.

3.1.3 Self-optimisation

In many cases, configuration settings can have a huge impact on the performance of

an application. Distributed systems have made great advancements, but they are still

very complex, requiring the use of several configuration parameters, in order to gain

the maximum performance. Optimising the system by automatically finding the correct

combination of these parameters is called self-optimisation. It has been widely explored

in the literature. Some of the most complex systems to configure in an optimal way

are Big Data Analytic platforms, partially, due to its use of the Java Virtual Machine

(JVM), which has several adjustable parameters itself. In fact, there are studies (119)

that detail how changing the heap size or the garbage collection method of the JVM

can affect performance. On top of that, Big Data platforms usually have their own

tunable parameters. In the following subsections we describe some of them for Hadoop

and Spark, two of the most popular Big Data platforms in which researchers have put

most of their efforts, and two technologies commonly used for IoT related applications.
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3.1.3.1 Optimisation of Hadoop

Hadoop is one of the most used Big Data frameworks in the Cloud and a technology

that has received much attention, specially the tuning aspect of it. AROMA (84) is

a system that is able to learn through machine learning techniques, which resources

to allocate and the best configuration for a given MapReduce Job, in order to ensure

that deadlines are met and save in infrastructure costs. In the same vein, the ALOJA

project uses machine learning to provide a platform that is able to predict the impact

of different configuration parameters and hardware choices in the execution time of

a job. The users can explore all the data available from different executions through

the ALOJA web-site (16). Other approaches that use machine learning to optimise

Hadoop make use of a noisy gradient algorithm (82) to predict the execution time and

tune accordingly. A different line of thought is to use what-if rules in order to make

the configuration decisions. The work of Herodotou et al. (60) includes, firstly, an

explanation of the what-if engine and the profiler that collects the statistical information

used as an input. This serves as the basis for Starfish (61), an auto-tuning system for

MapReduce that not only optimizes the parametrisation of the workload, but also

provisioning, scheduling and data layout.

3.1.3.2 Optimisation of Spark

The irruption of Spark as a better alternative to MapReduce jobs, started a research

line in which self-optimisation techniques were applied to the particular characteristics

of this widely used data analytics platform. From the JVM aspect, Mem-Tune (147)

is able to dynamically change the size of both the JVM and the Resilient Distributed

Dataset cache, which is the abstraction that Spark uses to persists data in memory

while analysing it. It also prefetches data that is going to be used in future stages

and evicts data blocks that are not going to be used. In (108), the authors perform

several runs of a benchmark and iterate through the different parameters of Spark to

determine which ones are more important. With the experience acquired from these

executions, they build a block diagram through a trial and error approach of different

parameters. The obvious drawback is that the application has to be executed several

times and this process repeated every time the input size changes. In latter chapters,
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we will present our contribution in this particular field as we also seek to optimise the

Big Data side of IoT applications.

3.1.4 Self-protection

Self-protection is normally associated with intrusion detection systems (IDS). Securing

distributed systems, such as the Fog, is of vital importance, specially when they provide

services to clients outside their network. One of the strongest research areas in IoT

is intrusion detection with several surveys on the topic (151). Security is specially

important in devices that are part of the physical infrastructure surrounding us. Yet,

the types of attacks and networks that support the IoT are completely different from

traditional settings. Pongle et al. (111) propose a method designed for energy efficiency,

in which light computation is performed on sensor nodes and the heaviest load is

offloaded to an IPv6 router, following the typical hierarchical structure of the Fog.

Another approach that deals with the new security landscape in IoT and Ipv6 is the

work of Shreeniva et al. (124). They take SVELTE (116), an already existing system

that detectes routing attacks, and extend it to use a metric that represents the quality

of the communication between neighbours. In addition, it considers the geographical

position of the nodes to have a better context of the attack. Finally, we have to highlight

that some solutions make use of machine learning techniques to build the model that

detects malicious attacks. Meidan et al. (99) use autoencoders to detect botnet attacks

and evaluate the system in a real IoT environment. Same as with self-configuration,

self-protection is not one of the main focuses of our thesis, and we present it here to

have the complete picture of autonomic computing in general and self-protection for

IoT in particular.

3.1.5 Degrees of autonomy

We mentioned that the autonomic computing model is going to build plans related

to the administration of the system in different aspects. Those plans can be applied

following different degrees of autonomicity. These levels range from 1 to 5:

• Level 1: This is the most manual level. Here the management process is performed

completely by the operators and the only tools available are those monitoring

systems that provide information such as metrics or logs.
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• Level 2: A more advanced step in which the operator is still making all the de-

cisions but more sophisticated visualisation and analysis techniques are provided

as insights for the user. This is a level commonly implemented by industry moni-

toring tools, such as Sysdig14 or Netsil15, which show a microservice architecture

as a graph with all the containers and their interactions.

• Level 3: In the third level, the system has enough intelligence to propose actions

that the user may implement or not. It accelerates the whole process as the

decision making is powered by correlations found automatically by the system.

Some industry tools also implement this level as an additional feature.

• Level 4: It leverages the tools available in the previous level to act automatically

based on certain rules that the user can provide. There is still human interaction,

but it tries to minimise it as much as possible.

• Level 5: In the final level, everything is automatically managed, based on high-

level directives, such as business rules or general policies.

Organisations might choose the level that adapts better to their needs, depending

on the criticity of the system and its scale. As we will see later in Chapter 4, where we

present our general methodology, our contributions can be placed in the third level of

autonomicity, as we want to include the user in the process.

3.2 Monitoring as a key element of autonomic computing

As previously seen, monitoring is the first step inside the MAPE-K workflow. From

traditional clusters to modern Cloud and Fog systems, monitoring has always been an

important aspect of distributed system analysis and management. Different approaches

and tools have been applied at different levels of the distributed environment, often

combining their efforts. In the context of this work we have analysed three big groups of

monitoring tools. Firstly, monitoring tools for Fog computing, which is the technology

in which our research focuses on. Secondly, monitoring for Grid computing, since it

is also a decentralised system that uses low computing-power devices to complete a

14https://www.sysdig.com/
15https://netsil.com/
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specific task and, therefore, technically relevant to the discussion. We finish up with

Cloud monitoring, the top level of the Fog hierarchical structure, since Cloud precedes

Fog and has more specific technologies available.

3.2.1 Fog monitoring

Due to the recent appearance of Fog computing, there are not many monitoring tools

that adapt to the particularities of it.

In Mohamed et al. (4) the authors identify a collection of properties that a monitor-

ing service should have from a Fog/Edge point of view, together with a wide overview

of the different monitoring models that can be used. However, they do not provide an

implementation neither an evaluation. Salman et al. (131) lay out some of the same

observations presenting a state-of-the-art review on monitoring Edge computing appli-

cations. In their conclusions they state the need for a Fog solution that meets all the

monitoring requirements of the Fog/Edge computing paradigm.

Regarding specifically implemented tools, FAST (25) is a Fog-based monitoring tool

focused on health applications instead of infrastructure monitoring. In FAST, real-time

event detection is distributed throughout the network by splitting the detection task

between the Edge devices (e.g., smart phones attached to the user) and the server (e.g.,

servers in the Cloud).

Wu et al. (145) propose a monitoring approach for Fog systems in a cyber-manufacturing

scenario. This proposal presents a fully-developed framework that includes wireless sen-

sor networks, communication protocols, and predictive analytics. Although from differ-

ent domains, all these approaches are focused on particular application scenarios, and

lack the necessary generality to be considered as complete Fog computing monitoring

solutions.

PyMon (54) is one of the few fully implemented solutions, where the authors eval-

uate a lightweight framework designed to monitor elements at the Edge. However, the

features are limited, and a more complete solution is needed to meet all the challenges

related to Fog monitoring.

One of the gaps we intend to fill with this thesis is providing observability into

these kinds of decentralised infrastructures, as the characteristics of their devices and

the technologies they are made of present several monitoring challenges.
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3.2.2 Grid monitoring

Due to its similarities with the systems we are presenting, Grid monitoring tools are

relevant inside our context. The Grid is a decentralised distributed system with the

distinctive characteristics of being large at scale and highly geo-distributed (46), just as

Fog computing. A set of computing assets, normally personal devices or computers, are

shared between organisations in order to complete a certain task through distributed

computing. Because of the large scale and the wide geo-distribution characteristics, it

is vital to have a view of the different devices in the Grid.

Ganglia (95) is a distributed monitoring system with high scalability and that fol-

lows a hierarchical model in which the nodes can be grouped to form a federation of

clusters. This approach is suitable for the Grid, in which the different computing re-

sources that need to be monitored are geo-distributed. The Ganglia monitoring agent

is called gmond and the entity that provides the coordination of the agents into a feder-

ation is gmetad. The latter can communicate with other instances of gmetad to provide

aggregated data of the set of federations.

MonALISA (104) is specifically designed to fit an architecture with hundreds of sites,

each one with thousands of elements running on them. It is based on JINI and other

web services technologies, uses monitoring agents, and incorporates a multi-threaded

engine that is able run a set of dynamic services. Those services are registered in a

directory that allows other services or clients to discover them.

Astrolabe (136) is not specifically mentioned as a Grid monitoring tool, but we

include it here because of its peer-to-peer design, which clearly fits a Grid environment.

Astrolabe is able to monitor the state of a collection of resources and organise these

into zones. Then aggregations can be calculated for each zone through queries using

a SQL syntax. The objective is to avoid a single point of failure as in other solutions,

providing a summary of the status of a set of devices.

3.2.3 Cloud monitoring

Cloud computing has changed the way software applications are built. Rather than

having a local server or personal computer providing a service to a client, the task is

offloaded to a pool of powerful servers that is accessed through the Internet. There are

several advantages in adopting this type of computing: lower IT costs for companies,
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flexibility, elasticity, better energy efficiency, etc. (72). In the context of Fog computing,

the Cloud represents the most powerful level of the infrastructure in computational

terms. Although that means that the Cloud is one of the parts of Fog computing,

we want to allocate a dedicated subsection to it, as before the appearance of Fog

computing, there were many Cloud monitoring solutions with their own characteristics.

We will not cover the whole Cloud monitoring landscape, as this has been an important

concern of industry and there are many tools available. Instead we will try to provide

a representative set of solutions following different monitoring models.

From the academia side, we find GMonE (101), a general-purpose Cloud monitor-

ing approach that covers the different aspects of the Cloud, such as the main Cloud

service models (IaaS, PaaS and SaaS), client-side or service provider-side, and virtual

or physical side monitoring. It is based on a push model where the GMonE agents

push their metrics to a back-end of choice. An important feature in the Cloud is to be

able to monitor different technologies through its key metrics. GMonE achieves this

through the use of a plugin-based approach in which the agents can be customised to

extract different types of metrics.

DARGOS (112) is a decentralized Cloud monitoring tool, designed to efficiently

disseminate monitoring information. It is based on an architecture where the agent,

called Node Monitor Agent (NMA), extracts metrics for an element located in only one

zone, and an entity, called Node Supervisor Agent (NSA), gathers the monitored data

from a set of NMA’s belonging to one or more zones. These two elements communicate

through the Data Distribution Service, a standard data-centric middleware.

At the industry level, Datadog (35) is a commercial Cloud monitoring solution that

incorporates a SaaS-based analytics platform. Datadog combines information from

servers, platform tools and applications, providing a unified view of the Cloud system.

It is one of the most popular monitoring tools in industry, with a high level of flexibility

and the possibility of executing the agents as containers that can be easily deployed.

Similarly, CA Application Performance Management (APM)16 facilitates the main-

tenance of the infrastructure by providing data-driven insights and automatically find-

ing anomalies together with the correlations between metrics. Dynatrace (40) commer-

cializes another solution for APM, offering a Cloud-hosted platform-as-a-service (PaaS).

16https://www.ca.com/us/products/ca-application-performance-management.html
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New Relic (103) is also a popular PaaS solution, with a more limited set of features,

since only some parts of the monitoring process can be deployed through containers.

Finally, Prometheus (113) is an open-source monitoring and alerting tool that has

been widely adopted as a complement for container orchestrators. It follows a pull

model via HTTP, where metrics are collected from endpoints that expose them. Al-

though the monitoring agents are not part of the Prometheus framework per se, there

is a great variety of them developed by the open-source community.

3.3 Conclusion: autonomic computing facilitates the man-

agement of infrastructures

Throughout this chapter we have given an overview of the different parts that compose

an autonomic computing system. The ability of a distributed system to manage itself,

can take the burden off the users and operate itself in a more efficient way. This is spe-

cially important in an environment such as IoT with numerous elements using different

technologies each. As described in the literature, there are many ways to build the

knowledge needed by autonomous computing systems. We believe this can be achieved

by monitoring the many parts of a distributed system and using artificial intelligence to

establish correlations between metrics and events in the system. The main reason be-

hind the choice of artificial intelligence techniques is that systems nowadays are far too

complex to be completely analyzed and understood by expert users. Besides, systems

evolve all the time and previously unseen events can occur in the infrastructure. Using

AI together with feedback from the user, the autonomic computing system will be able

to adapt to this new situation and react accordingly. Users can provide valuable feed-

back into the system, which can still keep its autonomous capabilities. The degree of

autonomy can also vary. Depending on the criticality of the decision or its impact,

users can let the autonomous system make the decisions directly or include a human

filter. These ideas will constitute the basis of the tools developed throughout this

thesis to control several technologies inside the decentralised IoT landscape, which will

be presented in the following chapters.
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Part III

Contributions: Managing,

optimising and monitoring the

IoT technological stack
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Chapter 4

General Methodology

So far we have laid out the context in which our work is developed. We have talked

about a new type of data processing applications that rely on the information generated

by sensors or things that register events in our everyday lives. We also described a new

type of distributed system, called Fog computing, that was designed to meet many of

the requirements of these kinds of applications and that involves several technologies,

such as microservice architectures and Big Data analytics platforms.

The challenges that we will address in this thesis derive from the management

of these kinds of systems. Inspired by the autonomic computing idea, we design a

framework that uses artificial intelligence models to support the user in this task. We

can choose different levels of autonomy, as discussed in Section 3.1.5. Instead of relying

on a completely autonomic system, we want to include the user in the process because

of two main reasons. Firstly, by using models that are explainable, we can help the

user to understand the factors affecting the performance of the system. Secondly, by

adding a human-in-the-loop, the user can provide feedback and expert knowledge that

can be used to correct any mistakes in the model and improve it. The objective of our

thesis is to evaluate if this framework can improve the use and maintenance of these

complex infrastructures.

4.1 Artificial Intelligence for autonomic computing

We mentioned before that one of the foundations for autonomic computing was the

MAPE-K model, standing for monitor, analyse, plan, execute and knowledge. Each
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of these functions can be implemented in different ways. In fact, the monitor part

can be done by leveraging any of the tools currently available in the market, as we

detailed in Section 3.2. Same with the analysis, as many of these monitoring tools

provide ways to create insights from the metrics in the form of dashboards and other

visualisation techniques. The planning, execution and knowledge parts are probably

the most complex ones.

The knowledge is the pillar in which the planning and resulting execution are based

on. This is an intricate process, specially if we consider that the monitored informa-

tion might be very large for a distributed system with numerous monitored elements

and data coming from different monitoring solutions. We have several options when

implementing the intelligence that will guide the user with the management of the

infrastructure. For example, a repository of rules set by an expert can be used to

suggest the right actions depending on the observed metrics. This is far from ideal as

systems change very quickly, specially in environments such as microservices. That is

why we believe artificial intelligence models are better suited for this task, since they

will learn the rules directly from the metrics and events that happen in the system.

These intelligent models can be later used to propose plans to the user.

To create the models, we follow a basic data science pipeline, such as the one

illustrated in Figure 4.1. Each of the steps will have a different approach depending on

the type of technology we want to manage, but the general methodology will be the

same. At the end, we will have a model that will be used by the framework to build

the appropriate plans necessary to achieve self-optimisation and self-healing.

4.1.1 Monitoring

The first step is to gather the data that will be used to model the performance of these

complex systems. We will not expand on this part as we have already talked about

it through the Section 3.2 of the thesis. Using monitoring tools we can capture the

state of the different elements in the form of metrics and complete the first step in

MAPE-K. Several systems, such as Prometheus or GMonE, provide backends in which

this information is stored to be queried in the future. We will use these back-ends as

our source of data to produce the inputs of the AI models.
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Figure 4.1: The data science pipeline used to build AI models for infrastructure manage-

ment

4.1.2 Process and integrate the data

Distributed systems have complex architectures with different layers that need to be

monitored. Many monitoring tools provide an all-in-one solution and are able to extract

the information from any of these layers. Still, if we use different monitoring tools we

will need to integrate all the different sources of information. In the context of artificial

intelligence, if we are going to use machine learning models, we also need to specify the

variable of interest that needs to be predicted and that will guide the learning process.

For instance, we might want to build a model able to predict from metrics in real time

if an event is going to happen in the system. In this case, we will have a classification

problem. Another outcome can be predicting the time it will take to execute a job in

the system, which will be a regression problem. In addition, we need to preprocess the

data, ensure its validity and extract features from it. A preliminary analysis can also

be presented to the user by means of descriptive statistics or data visualisation.
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4.1.3 Train artificial intelligence models

The features extracted from the data are fed into the machine learning model of choice

in the next step. We will ideally use interpretable models that can be understood by the

user. Certainly, if we are going to suggest decisions involving critical infrastructures,

the models should be interpretable in order to understand the reasons and increase

the confidence of the user in the system. Additionally, exposing different correlations

between input and output variables can help to understand these complex systems.

Finally, the user will be able to provide feedback based on this interpretability and

understanding of the systems. Doran et al. (39) provide a good definition of the different

types of AI systems depending on their interpretability:

• Opaque systems: The relation between inputs and outputs is not shown to the

user or is not comprehensible. We will avoid these kinds of models as we want

the user to interact with the autonomous system and understand the suggested

actions. Some examples include proprietary AI modules or deep learning methods.

• Interpretable systems: The user understands the choices of the system and an ex-

planation is given, mapping the inputs to the outputs. For example, in regression

models such as linear regression or SVM’s, the weights of each feature represent

their importance in the final outcome.

• Comprehensible systems: They produce user-understandable symbols together

with the prediction. These symbols can be words, visualisations or any kind of

notation that facilitates the interpretation of the result. An example would be a

decision tree in which the user can traverse the tree based on the values of the

inputs.

As we will see in the following chapters, our models are both interpretable and

comprehensible, enabling the possible integration of these models with a user-friendly

decision support system.

4.1.4 Making decisions based on the outputs of the model

The final output of these models will be used to suggest an action to the user, such

as configuring the system in a given way or executing a contingency plan to solve
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an anomaly. This could involve some logic that combines the raw prediction of the

AI model together with other inputs to provide a final decision. As the models are

interpretable and can be understood by humans, we are going to use a human-in-the-

loop approach to improve our framework, such as the one depicted in Figure 4.2. It has

been used in other fields, such as health informatics (63), and it is sometimes called

interactive machine learning. It includes the user in the learning process, as some tasks

are difficult to automatise completely when they need some expert knowledge. An

example would be the occurrence of a previously unseen event in which the expert can

apply knowledge from other situations or information that has not been captured by

the autonomic computing system. In this approach, the user is involved in the process

of creating and enriching the data used by the AI pipeline together with the tuning

and testing of its models. This has the advantages of both improving the accuracy and

correcting any mistakes on the predictions. An example is a face recognition algorithm

that asks the user for confirmation on its prediction if the confidence is below a certain

threshold, or directly asks to label manually the photo. We will use this technique

explicitly in our root cause analysis model for microservices.

AI Classifier

Human

Annotation

Output

Not Confident

Confident

Active Learning

Figure 4.2: Human in the loop17

17https://www.figure-eight.com/resources/human-in-the-loop/
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Figure 4.3: The framework used to manage and provide observability of the infrastruc-

ture. Our contributions are detailed in Chapter 5 for the monitoring part and in Chapter 6

and 7 for the intelligence part of the system

4.1.5 A decision support system prototype for the Fog

By combining the ideas of autonomic computing, artificial intelligence and a human-in-

the-loop approach, we build a framework that reassembles a decision support system

(DSS) as the one shown in Figure 4.3. In this prototype of DSS for IoT technologies,

our monitoring tools (Chapter 5) and developed models (Chapter 6 and 7) will provide

the core features of monitoring and intelligence. The benefits for the user are improved

observability and assistance in the decision making. Based on the insights produced,

the user can give feedback to the model or apply the suggested actions directly in the

system.

4.2 Conclusions: creating intelligence by monitoring the

system

In this chapter we have introduced our methodology to manage the distributed systems

that are core to the IoT. It is based on a framework that imitates a DSS. It provides
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observability into the state of the infrastructure as one of its features. The implemen-

tation of the intelligent part of the DSS is inspired by the MAPE-K model, which is the

cornerstone of the autonomic computing idea. We discussed how the knowledge part

can be automatically learned through AI techniques that use the information coming

from monitoring the target distributed infrastructure. Additionally, the AI algorithms

are interpretable and the users can be included in the workflow, by allowing them to

change and tune the resulting models.

In the following chapters we will present our work, implementing some of the models

and tools needed to support the decision making process over an IoT infrastructure and

its associated technologies. We will start with FMonE, a tool that provides observabil-

ity for a decentralised infrastructure such as Fog. We will follow with a graph-based

root cause analysis model for microservices that identifies the source of a failure in

a containerised architecture. Then, it can be used to propose a contingency plan or

execute it automatically, meeting one of the self-healing requirements for autonomic

computing. Finally, and following the self-optimisation paradigm of autonomic com-

puting, we implement a model that is able to recommend the parameters needed to

optimise the task parallelism of a Big Data platform, which can be considered as the

highest level of the Fog hierarchy.
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Chapter 5

FMonE: An effective monitoring

tool at the edge

Monitoring has always been a key element on ensuring the performance of complex

distributed systems, being a first step to control Quality of Service, detect anomalies or

make decisions about resource allocation and job scheduling, to name a few. We have

previously introduced the Fog computing paradigm, which was designed as a distributed

infrastructure that could support the particular requirements of IoT applications. Some

of the differences between this approach and more traditional architectures, like cloud

or HPC, are that these devices have low computing power, unstable connectivity and

are geo-distributed or even mobile. This new type of complex environment poses new

challenges in the monitoring field that have not yet been considered. In this chapter, we

present a study of the requirements that a Fog monitoring tool should meet based on a

series of motivating scenarios drawn from the literature. We also detail the design of a

monitoring tool named FMonE, meant to implement the observability part of our DSS.

FMonE is a light-weight, installation-free and user-adjustable monitoring framework,

specially designed to monitor a Fog system. It relies on a container orchestration system

to build monitoring pipelines that adapt to the distinct features of a Fog infrastructure.

We evaluate FMonE by simulating a Fog environment in the Grid’5000 testbed and we

demonstrate that it fulfills the requirements we previously enumerated. The content

of this chapter is based on the article “FMonE: A Flexible Monitoring Solution at the

Edge” (22).
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5.1 Motivating scenarios

Cloud is a well-known, established technology with a clear business model behind it

(93). Cloud architectures support general-purpose services at different levels, relying

on centralized data centers and infrastructures. Fog is expected to provide different

services and applications at the edge of the network, to support a specific commercial

activity, by means of a decentralized infrastructure. Similarly to the Cloud, Fog services

and applications need to be monitored in order to provide observability and means of

control to the user.

In this section, we present two motivating scenarios by broadening the ideas pre-

sented in the literature (18): a telecommunication company that needs to keep track

of the usage of all their devices at the edge and a provider of a Platform as a Ser-

vice (PaaS) for multiplayer games that needs to monitor the different elements of the

platform. These scenarios will illustrate the challenges that arise when the monitor-

ing workflow has to be changed from a cloud environment (centralised, homogeneous,

stable) to a fog environment (decentralised, heterogeneous, unstable).

5.1.1 Monitoring an edge infrastructure

Telecommunication companies, also called telcos, are one of the key actors in the Fog

computing paradigm (140). The Fog allows them to take advantage of their geograph-

ically distributed infrastructure, made of small smart devices like gateways, smart

phones or any other kind of device with storage and computing power. This infrastruc-

ture can be used as the bare metal that hosts services in closely delimited regions, such

as cities or districts, placing them closer to where they will actually be used.

In this sense, telcos should be able to properly manage their resources, to enable

Infrastructure as a Service (IaaS) at the edge of the network. All this requires to

monitor the different running devices, to make decisions that are analogous to those

needed in a data center: scheduling, resource allocation, QoS or SLAs, among others.

But in this case, the resources are not traditional nodes running in a data center, but

small to medium smart devices, with different hardware specifications. There can be

thousands of these smart nodes in every geographical region, which must be monitored

despite their differences.
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Monitoring such an infrastructure poses several challenges. Firstly, nodes may join

and leave the network frequently (e.g. consider a mobile device that can leave the

carrier’s coverage area, shutdown or fail). The monitoring services should be able to

handle this type of behavior. Secondly, job scheduling, resource provisioning and allo-

cation mechanisms require monitoring metrics with very low and predictable latency

to make fast decisions. However, the round-trip time between the central data cen-

ter and the edge devices in a geographically distributed infrastructure could be long.

This creates the need for keeping the monitoring data at the edge, following the same

paradigm as fog applications, something that is not easily achieved with current mon-

itoring solutions. Additionally, and as it will be shown later in our experiments, the

constrained bandwidth of devices at the edge is another important factor in the mon-

itoring process. The monitored information sent outside the local network should be

kept to a minimum, in order to leave the available bandwidth to processes that need

to use it intensively. Finally, if monitoring metrics are going to be kept at the edge,

we need to consider how they are going to be ingested and stored by the devices (e.g.

key-value stores, time series database, message queue, etc). This depends, firstly, on

the amount of measurements, and secondly, on the computation and storage capacity

of the devices hosting these back-ends. Consequently, we should be able to change the

metrics back-end in a flexible way.

In summary, Fog IaaS needs to be monitored at the same level as its cloud counter-

part. However, the particular characteristics of the devices in this infrastructure make

it necessary to incorporate new functionalities to Fog monitoring tools. These function-

alities are not present in previous centralized and more homogeneous environments.

5.1.2 Monitoring service applications at the edge

Mobile online games could be one of the industries that most benefit from Fog comput-

ing. It would reduce latency problems for users, by bringing the game endpoint closer

to them, as well as including an additional location context that is required by many

augmented reality applications (34). Within this field there are companies that offer a

Platform as a Sevice (PaaS) for game developers to abstract things like scaling, player

management, user segmentation and many complex multiplayer features18. It also as-

sures game developers that their games are going to run within some QoS and SLA’s

18https://www.gamesparks.com/
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that PaaS has to comply with. If we imagine this PaaS running in a decentralized Fog

environment, there are some challenges to be considered in terms of monitoring.

First, there is a disparity of technologies that will form the backbone of this plat-

form, such as databases, messages queues or data processing frameworks. Ensuring that

each of these pieces are working properly means different types of metrics depending

on the technology that is being monitored. Secondly, we expect high computing and

networking demands in these kinds of applications. Much of the data has to be moved

from the server to the gaming clients in a multiplayer environment, thus the monitor-

ing system should not clog the network connection or stall the computing power of Fog

nodes, especially when their resources are limited. Finally, we may need to look more

closely at the problems that could arise in a particular region. This means that we

should be able to deploy monitoring agents on a subset of problematic devices e.g. all

the devices corresponding to a user segment.

From this use case we can draw the conclusion that an already complex system like

PaaS can be really difficult to monitor if we add an extra layer of complexity like Fog

computing. A monitoring tool for such an environment should facilitate this process to

the user as much as possible.

5.2 Requirements of a Fog monitoring system

From the previous scenarios we can extract the following requirements for a Fog mon-

itoring tool:

• Installation-free (R1). As previously mentioned, there is a clear need of a dy-

namic, heterogeneous infrastructure, such as the ones from telcos. The node

heterogeneity would hinder an installation process with different dependencies

based on their architecture. In addition, nodes can join the network at any time,

creating the need for installation-free monitors that need to be up and running

as soon as possible.

• Aggregation/filtering of metrics (R2). Fog applications have an implicit aggre-

gation workflow that starts from the edge and ends at the central cloud, as seen

in Figure 5.1. We believe monitoring of such an infrastructure should be done
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the same way. Fine grained data can be kept at the edge for regional data analy-

sis, and aggregated information can be sent to the cloud for central reporting or

visualization purposes. For example, a telco could have a dashboard that shows

the CPU usage by region, overlapped with a map showing the location of its fog

computing assets at the time. The telco can navigate up and down the data to

have a better control of the infrastructure and its metrics. In addition, users

should be able to define a criteria for non-important data, that can be filtered

out to not create any additional traffic or storage burden.

• Flexible back-ends (R3). There are several implications that must be considered

when storing monitoring metrics. Some nodes closer to the edge are more un-

reliable, in the sense that they can disappear from the network at any moment.

Therefore, metrics should be stored on more reliable nodes. Also the volume and

speed of the monitoring process can change depending on what elements are being

monitored, and from how many nodes. For example, for a small amount of mon-

itored components, a MySQL database might be enough. On the other hand, for

an intensive log monitoring task on a large geographical area of nodes, we might

need a more scalable database, like Cassandra. This requires a flexible back-end

in both type and location for the monitored data. Additionally, there may be

several back-ends for the same data at more than one of the levels presented in

Figure 5.1.

• Elasticity (R4). Nodes are being continuously added and removed from the

network. For example, users can lease their mobile devices as a computing as-

set (137) for telcos. A fog monitoring solution should be able to detect any node

that becomes part of the infrastructure and start monitoring the device and its

components as soon as possible. Also, the whole monitoring process should not

be hindered by the disappearance of any node in the infrastructure.

• Resilience (R5). The nodes in the fog can be faulty, specially considering that

they can have limited resources. If a monitoring agent fails, the system should

be able to relaunch it. Also, if the host of an important point of the monitoring

workflow (e.g. the back-end) disappears, we should be able to reallocate that

point to another host nearby.
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• Geo-aware (R6). A fog platform has an inherent geo-distributed structure. Nodes

are divided in regions depending on their location, which leads to better connec-

tivity between them through local connections and fewer hops across the network.

This creates the need of deploying a set of monitoring agents and their back-ends

on the same region, in order to leverage these local connections and avoid un-

necessary latency in the monitoring workflow. It can also be used to get more

detailed data of problematic regions where we need to zoom into a specific tech-

nology that is only found on that region. An example of this workflow would

be to deploy specialized monitoring agents with a specific plugin in one region

hosting a particular set of technologies (e.g. an agent that monitors the number

of messages ingested by a Kafka queue in one region).

• Plugin-based monitoring (R7). Different technologies run together in this kind of

infrastructure and we might need to monitor them at different levels. For instance,

we might want to monitor a Mongo database, a Docker container and a Kafka

queue which are part of the chat system of the above-mentioned online gaming

PaaS, taking into account that each one will need different kinds of metrics. The

deployment agent should have plugins that enable the extraction of these diverse

metrics by specifying the types of component that need to be monitored.

• Non-intrusive (R8). Some devices at the edge infrastructure are resource-poor.

Consequently, the monitoring process should interfere with the normal functioning

of these already constrained devices as less as possible. Especially, the amount

of monitored information sent over the network must be kept to a minimum (as

bandwidth may be limited). This is specially true when we have demanding

applications, like online gaming, running on the nodes.

• Hardware and operating system agnostic (R9). A fog infrastructure can consist

of normal nodes, mobile phones, gateways or any other kind of devices that can

provide some kind of computation power. The monitoring tool should be able

to run on these broad spectrum of technologies, independently of the operating

system or hardware underneath.
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Figure 5.1: A Fog infrastructure starts at the edge of the network, where the data is

generated at the IoT layer. Small data centers provide computation and storage close to

the applications. If data needs to be sent to the central cloud or intermediate gateways, it

is aggregated in a bottom-up fashion.

5.3 FMonE design: Tackling the challenges

In this section we explain the design principles of FMonE, a monitoring tool created

to satisfy the requirements of Section 5.2. By leveraging existing technologies, FMonE

facilitates to the user the deployment of the monitoring agents across the Fog infras-

tructure. The main advantage of its plugin-based design is to enable the creation of

monitoring pipelines that are adapted to the above-mentioned Fog particularities.

5.3.1 Architecture of FMonE

FMonE is designed as a framework that includes the monitoring agents together with

the management of those agents and their back-ends. The general architecture of the

system is depicted in Figure 5.2. We explain here each of the parts.

• FMonE: This is the general framework that coordinates the monitoring process

across the whole fog infrastructure. It is a Python framework that communicates

with Marathon19, a container orchestrator able to coordinate and maintain across

the fog devices the monitoring agents and the back-ends for the metrics. Both the

monitoring agents and the back-ends are implemented as Docker containers, which

can be easily deployed in any kind of node without any installation process and

19https://mesosphere.github.io/marathon/ (last accessed Feb 2018)

61



Figure 5.2: The general architecture that supports FMonE. The user interacts with the

FMonE framework (through an UI or command line not yet implemented) which acts as

a translator between the user needs and a Marathon deployment plan. When the user has

built the monitoring workflow this is translated into an FMonE pipeline, which in turn is

passed as a JSON file to the Marathon API. Marathon is then responsible for launching

the monitoring agents and the back-ends throughout the infrastructure

independently of the platform, fulfilling requirements R1 and R9. The Marathon

container orchestrator with which FMonE communicates, forms part of DCOS20,

a software package that can be easily installed on all nodes. The architecture

of DCOS is shown in Figure 5.3. More information is available in their website.

Besides Marathon, it also deploys the Docker engine and Apache Mesos (62),

which acts as a robust cluster manager that can scale to thousands of nodes.

This combination of technologies will facilitate to FMonE the deployment of its

different agents and back-ends. Note that any other container orchestrator could

be used instead of Marathon. Ideally, this orchestrator should be lightweight in

order to work with guarantees on a fog infrastructure. In this paper we have

20https://dcos.io/docs/latest/overview/what-is-dcos/ (last accessed Feb 2018)
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chosen DCOS, because of its ease of deployment and several features that allow

us to meet the following requirements:

– High availability: Marathon achieves high availability through Zookeeper

(69). This means that there are several Marathon instances available and,

in case that the current leading instance fails, a new leader will be elected,

achieving 100% uptime. Additionally, it takes care of relaunching any Docker

container that fails or relocating it if its current machine fails. This enables

requirement R5.

– Constraints: It allows us to specify a criteria to control in which nodes the

FMonE containers should be executed. An example would be to assign a

label to the fog nodes depending on the region they belong to and then

constraining the deployment of a set of containers to a specific region. As

long as the different resources in the fog infrastructure are correctly labeled,

it will allow us to have a geo-aware control of the fog infrastructure, by

using FMonE to launch monitoring agents in specific regions only. This

fulfills requirement R6.

– Adding nodes: Through the above mentioned constraints, we can also define

that in each host an FMonE agent container must be active. As soon as a

node joins the system, the framework will start monitoring it without the

operator intervention. Therefore we can meet requirement R4. Remember

that constraints are part of the Marathon API 21 and that FMonE uses them

to achieve these features.

• Pipeline: It represents a workflow of FMonE agents that can optionally communi-

cate with each other and/or dump their metrics to one or more back-ends. Users

can define their own pipelines. For the purpose of this paper, we have defined three

pipelines, as we will see in the experiments section (Section 5.4). Nonetheless, an

interactive layer such as a dashboard or a console could be added to FMonE, al-

lowing the user to examine the different regions, the devices assigned to them and

facilitating the definition of new pipelines. Once the pipeline has been defined, it

will be translated by FMonE into a Marathon application group22, a JSON file

21https://mesosphere.github.io/marathon/docs/constraints.html (last accessed Feb 2018)
22https://mesosphere.github.io/marathon/docs/application-groups.html
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that establishes an order for the containers to be deployed. Figure 5.5 includes

a description of the conceptual parts that constitute the pipeline concept. Each

pipeline takes care of one or more regions of the fog, as the geo-distribution of its

devices is one of its distinctive characteristics. In this way users can build differ-

ent pipelines with different configurations for its monitoring agents, depending on

the physical location of the devices. It also facilitates placing them in problem-

atic regions or near their back-ends. A pipeline can have one or more back-ends,

which are hosted in one of the regions. Monitoring agents in a pipeline can store

their metrics in one of these back-ends, which can be an existing one (previously

launched in another pipeline) or a new one, which is created. In each of the

regions covered by the pipeline, one or more FMonE agents are launched. For

the FMonE agents a set of InPlugin, MidPlugin and OutPlugin has to be chosen.

Details about the plugins will be provided later in this same section. Figure 5.4

shows an example of a pipeline. As explained in Figure 5.5, a pipeline takes care

of monitoring several regions, in this case region A, B and C. Each region has

a different number of FMonE agents, whose plugins can be chosen by the user.

In region A all the metrics are dumped into an existing back-end 2 in Region D.

Region B has 4 agents, three of which perform monitoring tasks and another one

aggregates the metrics extracted by the other three. The aggregation is stored in

back-end 2. The same pattern is used in region C, but this time we store the full

detail of the metrics in back-end 1, hosted in the same region, while another agent

aggregates the metrics and store them in back-end 2. This means that metrics

can be stored in several back-ends at different granularities. All these data can

be queried from the intelligence in the central cloud or by actors at the edge. As

previously mentioned, these pipelines enable to change the monitoring workflow

depending on the user needs, aggregating metrics and storing them at different

levels (e.g. gateways or IoT devices with storage), fulfilling requirement R2.

• Flexible back-ends: Users should be able to choose a back-end for their metrics

depending on several factors, like the number of elements to be monitored or the

machine in which this back-end is going to be installed. It is evident that if a

large amount of metrics needs to be stored, more scalable technologies like Kafka

should be used for the ingestion. On the other hand, if we are going to store
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Figure 5.3: The DCOS architecture23

fewer metrics on a low resource device, we could use lightweight databases like

sqlite, which has already been used in some IoT prototypes (5). In any case and

since a fog environment is very diverse, this should be flexible and not limited

to one technology. It is not mandatory for a pipeline to have a back-end, since

an FMonE agent can always take advantage of an existing one. There is also

the possibility of creating one back-end or more for that pipeline. These back-

ends are also implemented as Docker containers and the most popular database

vendors already provide them. The users can choose the one that best fits their

use cases, satisfying requirement R3.

• FMonE agent: This is the Docker container responsible for monitoring each of

the devices. We divide a monitoring job into three fundamental tasks: collect,

filter and publish metrics. Their responsibilities are divided into three plugins:

– Inplugin: The plugin extracts the monitoring information from a component

of the system every xcollect seconds. This set of metrics is kept in memory

before publishing it to the back-end. Examples of these metrics are the CPU

load, the stats of a Docker container, or the number of messages received per
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second in an MQ queue. We have defined a series of plugins that the users

can use, allowing them to create new ones on their own by implementing a

simple interface. This versatility to monitor different technologies answers

to requirement R7.

– Midplugin: Here the user can define a custom function that filters or aggre-

gates the set of metrics that the agent keeps in memory. This function is

applied before publishing the values. Aggregating and filtering metrics can

reduce traffic and fulfills requirement R8, for example, publish CPU load

values that are above a certain threshold. A more complex logic can be used,

from simple aggregates, such as averaging metrics for a time window, to a

machine learning classifier that decides whether or not a metric should be

published.

– Outplugin: It dumps all the filtered data by the Midplugin to a back-end

every xpublish seconds. This back-end can be any kind of storage as long as it

is supported by an outplugin implementation. A file, a document database

such as MongoDB or a key-value store like Cassandra are some examples

of back-ends. Another target can be a message queue, from which another

FMonE agent can pull, aggregate/filter the metrics and push them to a

Figure 5.4: An example of an FMonE pipeline that takes care of three different regions

using two back-ends. Users can query the metrics stored in any of the different back-ends.
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different location. This is part of the requirement R3.

Figure 5.5 includes a description of the conceptual parts that put together the

monitoring process.

Figure 5.5: The different concepts that form a monitoring pipeline. A pipeline takes care

of one or more regions of the Fog infrastructure. Additionally it may have several back-

ends. A set of one or more FMonE agents is launched in each region. These agents have

three components to gather the metrics: InPlugin to collect data, Midplugin to process it

and OutPlugin to publish it.

5.3.2 Using FMonE

When users want to launch an FMonE pipeline, they have to specify the monitoring

workflow throughout the Fog infrastructure. First, they choose a set of regions that the

pipeline is going to take care of. Afterwards, they have to specify for each of the regions

the xcollect and xpublish intervals together with the Inplugin, Midplugin and Outplugin

that they want to use for the FMonE monitors. Moreover, additional parameters can

be passed to the plugins if it is needed. For example, if we want to push metrics to

a Kafka queue we need to give as a parameter the name of the Kafka broker and the

topic we want to publish to. This process enables the extraction of metrics at different

levels of the system, their processing and their storage in the chosen back-ends in

a flexible way. Lastly, the user can optionally provide one or more back-end types

(MongoDB, Cassandra, InfluxDB, etc.) that will be created as part of the pipeline.

The back-ends do not have to be in the same region as the agents, although it is

recommended because of the previously mentioned latency between locations. This

user specification will be translated into a container deployment plan inside the Fog

infrastructure, in our case, powered by Marathon. As a final summary of how these
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Figure 5.6: Several Docker containers are involved in an FMonE pipeline. To extract the

metrics, the Docker image for FMonE is started in each host, with docker as the Inplugin

parameter, inout for the MidPlugin and rabbitmq as the Outplugin. The RabbitMQ

container will also be created as part of the pipeline and its hostname used as a parameter

for the previous outplugin. The aggregation will be performed by a different FMonE

agent, which will pull the metrics with its corresponding rabbitmq Inplugin, average them

with the average Midplugin and store them in a database with the mongodb Outplugin.

The pipeline will be completed with the creation of a containerized MongoDB back-end.

Marathon and Mesos are used to start these containers in the desired regions

pipelines are translated, we detail an example in which the user wants to monitor all

of the container metrics in a single region, send them through a RabbitMQ message

queue to another FMonE agent that averages the metrics for the last 5 seconds and

finally stores them into a MongoDB. The example is depicted in Figure 5.6. Note that

all these Docker commands are automatically executed by Marathon, the container

orchestrator tool, while FMonE takes responsibility for building the deployment plan

needed by Marathon for each monitoring pipeline.

5.4 Evaluation

This section evaluates FMonE, demonstrating that the prototype we have built meets

the above mentioned requirements (see Section 5.2). A prototype of the agent can be

found on Docker Hub24. We plan to upload in the future the DCOS framework able to

coordinate the deployment of the FMonE pipelines.

24https://hub.docker.com/r/alvarobrandon/fmone-agent/
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To set up the evaluation environment, we have considered the reference scenarios

shown in Section 5.1. We envision a Fog architecture where an organization has re-

sources in different geographical regions. These resources can be of any nature: devices,

servers or any software component that resides in the Fog and fuels the applications

from users on different locations. Since the regions are distant from each other, there are

bandwidth and latency restrictions between them. As previously shown in Figure 5.1, a

Fog architecture assembles a tree as a hierarchical structure. A central region is located

at the highest level and all the other regions communicate with it, either to pull data

that applications at the edge may need, or to push data needed at the central location.

From the root of this tree, the organization needs to monitor and makes decisions about

its Fog infrastructure through the DSS that we envisioned in Chapter 4. For example,

thanks to the monitoring agents, we can detect overloaded Fog devices in a given region

or a node that went down. There are several issues that arise when monitoring this

type of environment. The first one is whether sending all this monitoring information

to a central location affects application performance (Section 5.4.2). We hypothesize

that it does, since at the edge the connectivity resources such as available bandwidth

are limited. The flexible monitoring pipelines that FMonE provides, are expected to

alleviate that effect. Overhead and resource usage are also important characteristics,

since we do not want the monitoring process to interfere with the host performance

(Section 5.4.3). We also need to know how fast we can deploy a monitoring agent in an

ever-changing infrastructure where elements are constantly joining and leaving the net-

work (Section 5.4.4). An autonomous and resilient monitoring system is also needed in

such an unstable scenario (Section 5.4.5). Finally, we provide a qualitative evaluation

of FMonE, comparing it with other tools and research work in the field (Section 5.4.6).

5.4.1 Experiment set-up

We simulate a Fog scenario with virtual machines hosted in the Grid5000 testbed (14)

to evaluate FMonE at large scale. Grid5000 is a testbed that provides access to a large

amount of computing resources. It is highly customizable and offers a wide range of

tools for reproducible experiments. We use Vagrant together with the vagrant-g5k25

plugin specific to this testbed to provision the VMs. Grid5000 has nine sites available

25https://github.com/msimonin/vagrant-g5k
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with several machines each. We launched 78 VMs in the Rennes site, with 4 cores and

10 GB of RAM and we configured the testbed infrastructure as follows.

• We setup a DC/OS cluster with 1 bootstrap node, 3 masters nodes, 1 public node

and 73 private nodes, which are going to be monitored. Remember that DC/OS

is the container orchestrator that is going to deploy the FMonE pipelines. Further

information about its parts can be found in their website.26

• We divide the 73 private nodes in 4 regions to emulate a geo-distributed Fog

environment:

– One region called “central region” which represents the upper cloud layer.

This region has a Cassandra cluster installed, which will be used to measure

performance with Yahoo Cloud Serving Benchmark (YCSB). In addition,

this region also hosts a Kafka cluster, which we will later use to collect the

monitored metrics, acting as a traditional centralised monitoring system.

Both technologies will be hosted in 4 different nodes each so as to avoid any

interference or overhead.

– In the remaining three regions, named “edge regions”, we install the YCSB

clients that are going to query the Cassandra database in the central region.

This represents the communication between components at the edge and the

cloud in terms of operations/sec. We will use this metric later to assess how

a centralized monitoring approach can degrade the performance of the other

components. The clients are configured to perform as many operations as

they can per second until they complete 1000 operations.

• Between regions the communication bandwidth is restricted to 4Mbps and to

emulate communication latency, we introduce a delay of 50 ms in all sent packets

through the traffic control utility27. Bandwidth was chosen based on the statistics

of speed testing in the European Union28 and taking into account that many of

the Fog devices use technologies with variable speeds such as 4G/3G.

26https://docs.mesosphere.com/1.10/overview/concepts/
27https://linux.die.net/man/8/tc
28http://testmy.net/rank/countrycode.up/
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Figure 5.7: The configuration of our experiments. A central region hosts both a cluster of

Cassandra and Kafka. On the edge, three regions of different size, host the YCSB clients

communicating with the Cassandra database together with the FMonE agents sending

their metrics to Kafka. Note that Kafka and Cassandra are running on different nodes to

avoid overhead. Bandwidth and latency between regions are limited to 4Mb/s and 50 ms

respectively.

A diagram of the setup is depicted in Figure 5.7 for a better comprehension. Note that

this is a simulated scenario and there are conditions not included, like routing the traffic

through gateways. Hardware heterogeneity also comes to mind, but it is important to

note that FMonE can allocate its agents in any device with a Docker daemon, which

has been proved to work even in small single-board devices (134).

5.4.2 Benefits on performance

In our first experiment, we want to evaluate the impact on performance of an FMonE

pipeline compared to a centralized approach. We configure the following scenario to do

this:

• To simulate the applications and components that run inside Fog devices and

that will be monitored by our agents, we launch 5 dummy Docker containers per

VM that just sleep for a long period of time.

• Two FMonE agents are deployed in each node. One is going to collect 30 different

types of metrics from the disk, memory, network and cpu usage at the host level.

The second one will collect 24 different metrics about the resource usage of each

of the five containers running in that node.
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• Metrics are sent every second, since we want to consider the settings of two

possible scenarios that can occur in a Fog monitoring context. The first one is

latency sensitive applications, like the previously explained online gaming use

case, where alerts have to be raised almost in real time to act accordingly. The

second is the post-mortem diagnosis, where users need to determine the exact

source of what caused a component failure in their system. Both cases need a

fine-grained level of detail and a continuous record of what is happening on the

different components, which justifies the choice of one second as an interval.

• We measure the performance of the YCSB clients with the following FMonE

pipelines:

1. Centralized: We send all the metrics to the Kafka queue in the central region.

This could be considered as the baseline and the paradigm followed by most

monitoring solutions, where everything is stored in a single back-end. Note

that the nodes that host the Cassandra cluster used for the evaluation of

YCSB and the ones that host the Kafka cluster are different. Otherwise we

will create an obvious overhead in the database operations.

2. Aggregated: We have an FMonE agent in each region that is going to aggre-

gate each type of metric for all the hosts of the same region, before sending

them to the central location.

3. RegionalDB: All the agents of one region are going to store their metrics in

a MongoDB back-end, which resides in that same region.

• In addition, to compare FMonE with existing monitoring solutions, we also mea-

sure the performance with a Prometheus (113) server in the central region, in the

same vein as the centralized FMonE pipeline. Prometheus is an extensively used

open-source monitoring toolkit that is based on a pull model, where metrics are

extracted from monitoring agents that expose them through HTTP endpoints.

Although the monitoring agents are not part of the Prometheus framework per

se, there is a great variety of them developed by the open-source community. In

our case, we launch a cAdvisor29 agent in each node, which exposes 52 metrics, a

number close to the amount of metrics generated with the FMonE scenarios (30

29https://github.com/google/cadvisor

72



Workload Description App

Example

A 50/50

reads/writes

Session Store

B 95/5

reads/writes

Photo Tagging

C 100% read Read User

Profile

D Read latest

inserted

Status Update

E Read short

range

Threaded

Conversation

F Read-

modify-write

Record user

activity

Table 5.1: The different YCSB workloads

for host and 24 for containers). The system is configured to pull these metrics

every second. We have chosen Prometheus because it is open source, easy to

configure and it offers a high degree of customization for its agents. It is also

widely adopted in current infrastructures and it is used in many cases together

with popular container orchestrators like Kubernetes30.

We expect a drop in YCSB client performance for the centralized FMonE pipeline

and the Prometheus scenario, since the limited bandwidth available to the device when

communicating with the central region will have to be shared between the YCSB op-

erations and the metrics sent by the monitors. We execute all of the workloads that

are available by default. A table with the characteristics of the different workloads is

depicted in Table 5.1. Note that since there are connection constraints between the

YCSB clients and the central region where the Cassandra database resides, we expect

a low number of operations per second. The clients execute each workload until they

complete 1000 operations and this is repeated three times. The results can be seen in

Figure 5.8. The operations per second throughput is averaged for the 65 nodes that

30https://techcrunch.com/2018/08/09/prometheus-monitoring-tool-joins-kubernetes-as-cncfs-latest-

graduated-project/?guccounter=1

73



host the YCBS clients and the three executions. Notice how workload E has a low

number of ops/sec since read short range is an expensive operation. As expected, there

is an improvement in the performance on all workloads with respect to the centralised

Prometheus approach, reaching as much as 8% for some cases. It is important to note

that these are the results for an emulated scenario in which we use the linux traffic

control utility, while in a real scenario, this effect would be further exacerbated by the

metrics generated by thousands of nodes and the additional stress on the backbone of

the network (52). The aggregated and regionalDB approaches have similar performance

as the traffic going out of each region is reduced to the minimum, thanks to the aggre-

gation and flexible back-ends features of FMonE. In the former, only one aggregated

metric is sent to the central region and in the latter, everything is stored within the

monitored region. The flexible monitoring model that FMonE provides through the

aggregation, filtering and geo-aware storage of the metrics, enables an optimal place-

ment of the monitoring workflow, eliminating any impact on the performance of the

applications.
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Figure 5.8: Impact on the performance of edge applications with different monitoring

methods. A typical centralized approach, where all the metrics from the edge are sent to a

central location, is compared to two FMonE pipelines that aggregate and store metrics in

their own region, respectively. The traffic caused by the monitoring information consumes

much of the limited bandwidth at the edge, affecting the number of ops/sec.
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5.4.3 Overhead and resource usage

The monitoring process should be lightweight and non-intrusive, specially in resource-

poor IoT devices. The aim of this experiment is to prove the requirement of non-

intrusiveness of FMonE. We monitor the performance of the YCSB clients in each region

in two situations: without any monitoring at all and with the previously introduced

FMonE regionalDB pipeline, where the metrics from the host and from 15 additional

containers per host are dumped to a MongoDB in their same region. Again, metrics are

gathered and published every second and the YCSB clients perform requests until they

complete 1000 operations. The results are depicted in Figure 5.9, averaged for the 65

nodes that host the YCBS clients. The overhead is minimal with a maximum drop of

1.2%. The fact that the agent can keep the metrics in memory before publishing them,

enables us to transfer the data in bulk, using resources in a more effective way. This,

together with the fact that the FMonE agent is a lightweight container, means low

impact on performance. We also show in Figure 5.10 the resource usage of the nodes

hosting the different back-ends for the metrics. We mentioned that a fog environment

has heterogeneous hardware. One of our requirements was deploying different back-

ends depending on the computational power of the device that is going to host it.

In this experiment we use different back-ends and show their different resource usage

profiles. The objective is to motivate why back-ends should be chosen depending on the

computational capabilities of the hosting device. We compare Prometheus with two of

the different back-ends that are available in FMonE: MongoDB and Kafka. The latter

was deployed as a cluster in 4 different hosts and the resource usage was averaged across

them. This can be effectively used to divide the storage burden across different devices

if needed. The Prometheus back-end has a higher CPU usage than other options as

MongoDB or Kafka, indicating that Prometheus might not be suitable for a device with

low CPU capacity. The percentage of memory used remains very similar for the three

solutions with values of around 22 and 25%. The disk usage graphic, reveals peaks of

up to 25 MB written to disk for Prometheus while Kafka and MongoDB show a more

stable write pattern of a few MB per second. As it can be seen, different back-ends show

different resource usage patterns. Detaching the back-end required by the monitoring

solution and offering different options for the metrics storage enable a better planning
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Figure 5.9: Overhead of a FMonE deployment. Even when monitoring 15 containers per

host, the overhead is negligible for an FMonE pipeline.

of the monitoring workflow. Light back-ends can be used for fog devices with limited

resources and more powerful and complex ones for upper layers near the cloud.

5.4.4 Elasticity

Fog devices can frequently join and leave the infrastructure, as stated in our require-

ments section. For instance, a mobile node that joins the network or a device that is

switched on, has to be included again in the monitoring process. We need to assess

how soon agents can be up and running on a device. We measure the time in seconds

that it takes to deploy FMonE agents in the following configurations: 1 in one node, 2

in one node, 10 in 5 nodes, and 30 in 15 nodes. When using a Docker container, the

node needs to pull down the image from a repository if it has not been done yet. We

perform the test in both situations, where the node pulls and does not pull the image.

The results are shown in Figure 5.11 with the average deployment time and standard

deviation for 5 rounds of experiments. As expected, a node that runs FMonE for the

first time introduces some overhead when downloading the image. This overhead will

be higher the more agents we deploy at the same time, due to the time needed to

download the image. The maximum is 34 seconds for 30 agents and 15 hosts. Bear in

mind that this situation, where the node has to pull the Docker image, only happens

once and it takes only 2.5 seconds to deploy them once the nodes already have the
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Figure 5.10: Time series of the resource usage for Prometheus and two of the available

FMonE back-ends: Kafka and MongoDB. Prometheus is a more resource intensive back-

end compared to the other two. Note that the resource usage is important when placing

the back-end for metrics on devices with limited resources such as Fog.

Docker image.

5.4.5 Resilience

Lastly, we test the resilience of all the FMonE parts. The following three scenarios are

laid out where we introduce a series of failures that can happen in an unstable scenario

such as Fog:

• We shutdown the FMonE agents running on a host and measure the time that

passes between the shutdown and the agent recovery.

• We then shutdown the MongoDB instance. Since the agents do not have a back-

end to publish to, they will also exit with an error code. We measure the time

interval for the whole pipeline to go up again.

• Finally we shutdown all the containers of the pipeline and the node containing

the Marathon engine. Marathon is the foundation in which the FMonE operation

is based on. However, it is also resilient by means of a Zookeeper instance (69),

and is able to relaunch itself again by choosing a new leader. The pipeline is

automatically restored afterwards. Again, this time interval is measured.

We repeat the experiment 10 times for each scenario. The mean time and its

standard deviation are shown in Table 5.2. We can see how an agent can recover quickly
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Figure 5.11: Time that it takes to start up the monitoring agents. We measure it when

the container image needs to and does not need to be pulled from the Docker repository.

We also vary the number of host and containers from 1 host and 1 agent to 15 hosts and

30 agents. Pulling creates an obvious traffic overhead compared to the fast deployment of

a container that has already been pulled.

Mean recover time Standard deviation

Agent 6.637 s 2.454 s

Backend 27.602 s 17.889 s

Marathon + Pipeline 96.844 s 34.627 s

Table 5.2: Resilience of the system

and lose only about 7 seconds of monitoring information. There is more overhead for a

failure in a back-end, since these containers have more complex deployment times than

the lightweight FMonE agent. Additionally, a failure in a back-end also affects all the

other agents, as previously explained. Nonetheless, the maximum delay we observed

was 58 seconds with a mean of 27 seconds for the 10 experiments. The most costly

situation to recover is when Marathon fails. In this case the system has to elect a

new Marathon instance and relaunch the FMonE pipeline. The system recovered in 96

seconds on average. Remember that this is an extreme situation, since the Marathon

instance does not have to be running in any of the Fog nodes which are unstable and

constrained devices. The idea is to have all the core components like the Mesos master,

Marathon and the FMonE framework in a stable location from where the whole Fog
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infrastructure can be coordinated.
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Academia

GMonE 3 3 3 3 3

DARGOS 3 3 3 3

PyMon 3 3 3 3 3 3

FAST 3 3 3 3

Wu et al. 3 3

Industry

Nagios 3

New Relic 3 3

Prometheus 3 3 3 3 3 3

CA APM 3 3 3 3 3 3

Datadog 3 3 3 3 3 3 3 3

Dynatrace 3 3 3 3 3 3 3 3

FMone 3 3 3 3 3 3 3 3 3 3

Table 5.3: Cloud and Fog monitoring properties.

5.4.6 Qualitative evaluation

As a summary, Table 5.3 includes the different features provided by some of the state-of-

the-art monitoring solutions that we described in Chapter 3.2 and how they compare to

FMonE. These features overlap with the requirements for a Fog monitoring tool listed in

Section 5.2. As it can be seen, industry products seem to provide more advance features

than academic solutions. Monitoring has always been a big concern in Industry, and

current monitoring solutions provide many of these functionalities. However, most of

them are designed for a cloud scenario, where monitoring is centralized in one place.

FMonE provides flexible back-ends and user-tailored monitoring pipelines across the

system. This is important in a Fog environment, where we have a hierarchical structure

with diverse hardware, allowing us to aggregate monitored data from the edge up to
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the cloud with different back-ends to choose from.

Although some monitoring solutions can be adapted to target a Fog architecture,

none of them meet the whole set of requirements, falling short in one aspect or another.

This has already been pointed out by recent studies in the Fog/Edge monitoring field

and with FMonE we intend to fill that gap.

5.5 Conclusions: Fog observability is possible and con-

tainers are a key technology in IoT

Fog computing is powered by a complex and heterogeneous infrastructure that is con-

stantly evolving. This presents several challenges when ensuring the performance and

quality of service of the applications they host. In this chapter, we have listed those

challenges and presented the design of FMonE, a monitoring framework that flexibly

coordinates highly customisable monitoring agents and their back-ends in order to pro-

vide detailed observability into the Fog system. We have demonstrated that this tool

can satisfy the different requirements through a series of experiments that show its

resilience, elasticity and non-intrusiveness. We have also showed that the centralised

monitoring approach used by the cloud is not the best fit for Fog computing, as the

many elements to be monitored will generate and overwhelming amount of metrics.

Additionally, the devices that comprise the Fog have features such as location, con-

nectivity or hardware resources that vary across the infrastructure and, therefore, the

monitoring process should adapt accordingly.

Our experiments also show that container technologies and microservice architec-

tures can enable the Fog computing paradigm. Same as with FMonE, other Fog appli-

cations can be deployed on disparate devices, such as smart phones or any other system

as long as they support the deployment of containers. This also opens up the possibility

of a lightweight container orchestrator for Fog that coordinates thousands of devices

with limited resources. We have used DCOS to ease the execution of the experiments

but a more lightweight container orchestrator like Hypriot Cluster Lab (53) might be

needed when using resource-constrained devices at the edge.

In any case, FMonE implements the monitoring step needed to gather the intelli-

gence needed by an autonomic system for the Fog. It is also a clear example of why

microservice architectures are a good fit for the Fog computing paradigm. However,
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throughout the implementation of FMonE we also explored the complexity of managing

and maintaining several containers running on different machines. Container orches-

trators provide some support for this task, but they fall short in some other features

like establishing the root cause of a failure. We believe this is a key feature in a DSS for

infrastructure management and in the next chapter we describe a graph-based model

that can be incorporated to solve these challenges.
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Chapter 6

Root cause analysis for

microservice architectures

Containerisation is a virtualisation technique that is gaining wide adoption nowadays.

Many businesses have already acknowledged their benefits and microservice architec-

tures are being quickly adopted by some of the top companies in Industry (86). One

of the systems that could benefit the most from the use of this type of virtualisation

is the Fog infrastructure. When we introduced FMonE in the previous chapter, we

already listed some of the advantages of using containers for Fog computing and its

applications: elasticity, hardware and operating system agnostic, or resilience are some

of the characteristics of containers that adapt to the peculiarities of the Fog.

Coordinating and scaling these containers require an orchestrating unit, specially if

we want to deploy them in a distributed infrastructure with several machines. Tools like

the previously mentioned Kubernetes or DC/OS have filled this gap. These platforms

have self-healing features, where unhealthy or faulty containers can be relaunched,

or containers migrated to a different machine in case one of their hosts dies. But

establishing the root cause of these failures is an important step to apply the right

contingency plan or to find ways to prevent them in the future. Nonetheless, root

cause analysis (RCA) can become very complex, specially when we have a network of

different, unique microservices that depend on each other. The troubleshooting process

normally involves tedious search through logs across the different containers, trying to

find the faulty piece in the chain.

In this chapter, we present a graph-based method to perform root cause analysis
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(RCA) in such a microservice architecture. We argue that a graph representation

of the system is able to capture important information for RCA, like the topology

of the architecture or the different connections, both logical and physical, between

elements in the system. Based on this observation, we build a framework with two

goals: allowing the user to better understand what is the current behaviour of the

system (anomalous situations, metrics, communication between elements, etc...) and

matching an anomalous situation in the system with a previously diagnosed situation.

The objective is to build the intelligence needed by the DSS to troubleshoot and assist

the user with any anomalies that occur in the architecture. The content of this chapter is

based on the article “Graph-based Root Cause Analysis for Microservice Architectures”,

which is currently under review (21) and the article “Next Stop NoOps: Enabling Cross-

System Diagnostics Through Graph-based Composition of Logs and Metrics”, which

has been published in IEEE Cluster 2018 (152).

6.1 Graph Based RCA

To motivate why graphs are a good fit to represent microservices architectures, we use

a common web serving scenario. In this architecture, we have a number of clients that

perform HTTP requests to a load balancer, such as HAproxy31, which redirects these

requests to a set of stateless web servers, for example WordPress32. The web servers

also store any state information on a backend database, such as a traditional MySQL33

server. From a microservice point of view, each of these elements is a container run-

ning on a machine of the cluster. Every container or host has its own metrics and

communicates with other containers or hosts in the system. For example, the load

balancer will communicate with all the web server instances in the architecture, but

there will not be interaction between the web servers. Graphs allow us to formalize the

logical and physical connections between the different elements of the system through

edges. In addition, all of the metrics information can be included as attributes on the

nodes, as seen in Figure 6.1. These attributes can be numerical values, such as metrics,

categories, such as a label specifying if the node represents a container or a physical

machine or even ontological classes that could help to model the domain, like knowing

31http://www.haproxy.org/
32https://wordpress.com/
33https://www.mysql.com/
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Figure 6.1: Simplified example of a multi-attributed graph model for a microservice

architecture. An anomaly is generated in the HA Proxy instance due to the unbalanced

number of requests that the WordPress instances are receiving

that WordPress and HAProxy are both frontends. Some other attributes, like vectors

or information from logs, can be easily added in order to improve the system.

It seems logical, and experience tell us so (58), that any anomaly or drop in perfor-

mance can have a cascading effect. In the case of the load balancer, it might propagate

to the webservers as they will see less incoming requests than usual. Similarly, in a

container environment, any anomaly in the functioning of the host might be propagated

to the containers it hosts. The graph representation allows to identify this propagation

effect, since we are able to determine which nodes or elements are connected to an

anomalous one.

Based on this graph representation, which we will call system graph from now on,

we propose a RCA system that is able to match an anomalous region in the system,

represented as a subgraph, with a similar anomalous graph from the past that has

already been troubleshooted by an expert. There are several pieces involved in this

process represented as a general architecture in Figure 6.2. In the following subsections

we will describe the architecture in more detail. Note that this approach can be applied

to other systems such as service-based or to local processes that are not containerised.

However, and as previously mentioned, the approach excels with microservice architec-
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Figure 6.2: Architecture of the proposed system

tures since the different parts of an application are decomposed into units that interact

between each other.

6.1.1 The system graph module

The responsibility of this module is to embed into a graph representation all the col-

lected metrics, network activity, logs and anomalies generated in the system for a given

time window (e.g. 15 secs). We can think about this graph as a snapshot of the cur-

rent state of the microservice. The size of the window can be adjusted by the user

based on criteria such as the architecture change rate or the monitoring frequency of

the agents. The trade-off between a large and a too narrow time window needs to be

considered. Larger time windows will result in some anomalies not being detected due

to the coarse-grained information of the metrics. Too narrow ones will result in noisy

information and a lot of overhead when collecting metrics, logs and anomalies.

The process involved in the graph creation for our particular system graph will

be further explained in Section 6.3. Here we provide a general overview of the graph

elements, which can be applied to any other context besides containers.

Nodes: Nodes represent either containers, hosts or any other element outside the

cluster that interact with our system e.g. an external client accessing a frontend. Nodes

may have multiple attributes of different types. We explain the different types further

in this section.

Edges: Edges represent any network communication between elements in the sys-

tem, such as TCP connections or HTTP requests. They also represent a logical con-
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Figure 6.3: An example of a taxonomy explaining a hierarchy of concepts. When com-

paring graphs, the taxonomy will allow us to reason those concepts situated close to each

other in the tree, concluding that they are more similar. For example a DB master is very

similar to a load balancer, since they both are coordinators that distribute some load to

their slaves.

nection, such as the relation between a container and the machine hosting it. Same as

with nodes, edges may have multiple attributes of different types.

Attributes: Attributes are used to capture the information collected from metrics,

logs and anomalies. We provide a list of the types considered in our framework:

• Numerical: Here we include metrics that can take any value over a discrete or

continuous range. One obvious example will be the cpu usage of a container, but

it can also be found in the edges. For instance, the number of bytes sent from

one container to another.

• Categorical: They take values that are names or labels. One example would be

the Docker image for a particular container (e.g. Haproxy v1.8, WordPress v4.9,

etc.)

• Ontological: This attribute type corresponds to an ontology class and it is used

by the system to represent a hierarchy of concepts. A simple example of an

ontology in the form of a taxonomy is depicted in Figure 6.3. These kinds of

attributes are useful to generalise problems that are semantically the same but

involve different elements. For example in the loadbalancer scenario, it would

have been equivalent to have Nginx instances instead of WordPress instances,

since they are both Frontend Servers.
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Anomaly level: This can be considered as a special type of attribute, indicating

that a given node or edge is experiencing an anomaly. As we will see later, any of the

state-of-the-art anomaly detection mechanism can be used to identify problems and tag

the relevant elements of the graph with this attribute (7). It will be used afterwards

by the anomalous region extractor to build an anomalous subgraph out of the system

graph.

6.1.2 The anomalous region module

The output graph of the previously described system graph module will be analyzed by

the anomalous region module to extract the different anomalous elements of the graph.

The anomalous region module consists of two submodules: (i) an anomalous detection

system that is able to detect and tag anomalous nodes inside the system graph and (ii)

an anomalous region extractor.

For the former, any of the state-of-the-art techniques for anomaly detection can be

used (28). Note that we assume the existence of this submodule, as we focus on the

problem of finding a root cause for the detected anomaly and not the detection of the

anomaly per se.

The anomalous regions extractor is a function that generates an anomalous sub-

graph for each of the nodes that have been tagged as anomalous. Again, this is cus-

tomisable since we can insert here any kind of function that is able to extract anomalous

subgraphs from nodes or edges that have an anomaly level other than zero. An example

is depicted in Figure 6.4, where a function creates an anomalous region by taking the

neighbours up to a distance of 2-hops for each anomalous node.

As this function extracts a subgraph from the general system graph, it will also

keep its nodes, edges and attributes.

Nodes, edges and attributes in the anomalous region can additionally have weights

assigned, representing the importance of a given element in that anomalous region.

For instance, an anomaly involving a malicious process consuming a lot of cpu in one

machine, could have its cpu usage attribute weight increased for that node with respect

to other attributes of the graph. These weights will be taken into account by the graph

similarity module. We will see later how the user can change these weights, effectively

including the user in the machine learning process.
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Figure 6.4: An illustration of the method that builds the anomalous regions. The anoma-

lous node with the cross shape, generates an anomalous region including neighbours that

are located at 1 or 2 hops from anomalous nodes, representing a cascading effect where the

performance of one element depends on the others

The extracted anomalous regions are sent to the similarity module, in order to

match them with already troubleshooted anomalies stored in the library.

6.1.3 The pattern library module

The pattern library is composed of a set of subgraphs representing the anomalous

regions that have been already revised and labeled by an expert. These patterns will

act as reference templates with which anomalous situations currently happening in the

system can be matched. As we will see later in Section 6.1.4, patterns are added to the

library if a new anomalous region is not similar enough (up to a given threshold) to any

of the graphs currently present in the library. In addition to this, it can initially be filled

manually or as a result of importing the pattern library from a different deployment.

The objective is to have an initial set of the most common errors that can affect the

system, in order to avoid the cold-start issue. The more patterns, the more complete

this library will be, although it will also increase the search time. The user can access

the library and visualize the different anomalous graph patterns, browsing their metrics,

logs and connections. This visualisation will help the user to enrich the existing patterns

by adding metadata through the following actions:

Changing weights: By having a graph representation of the system, the user can

change the aforementioned weights and give more importance to certain nodes, edges

or attributes. This will help in the RCA process since the important elements are

pinpointed. Consequently, matching the pattern with any new incoming anomaly of

the same type will be easier.
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Figure 6.5: A representation of the mapping between nodes and the similarity score given

by the graph similarity function

Cause label: It is a label that represents the main reason or root cause for the

anomalous pattern. Same as with weights, it is normally assigned by an expert in the

domain that analyses the graph structure and establishes a root cause. It can also come

with a series of steps needed to fix the anomalous situation by the system administrator

or with automatic prescriptive actions that can be triggered if the pattern occurs.

6.1.4 The similarity module

The similarity module relies on an inexact matching function that considers the sim-

ilarity distance between two multi-attributed-weighted graphs. The module receives

two inputs: an anomalous region generated by the anomalous region module and a

potentially tagged pattern from the pattern library module. The output consists of

two elements: a similarity score and a mapping of nodes from graph A to graph B. The

former goes from 0 to 1, 1 meaning that the two graphs are identical and 0 that they

are completely different. The latter describes which graph elements from the first graph

are matched with the elements from the second graph to achieve this similarity score.

A visual example of this function is depicted in Figure 6.5. Note that the details of

the function can be implemented in different ways, applying any state-of-the-art graph

matching techniques. We give the details of our function in Section 6.2.

Every time a new anomalous region arrives, the module tries to match it with one

or more graph patterns of the library. We consider that there is a match between two

graphs, when the similarity value between them is above a user-specified threshold. If

there is no match, the anomalous region is added as a pattern, waiting for an expert

to troubleshoot and tag it. If there is one or more, the list of matched patterns can be
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handled in different ways. We can show it to the user as a ranked list with their root

causes (labels). Then the user can validate or reject the different matchings. While the

validation means that the matching is aligned with the ground truth, rejection indicates

that the comparison did not capture the underlying information in the graphs. Another

option is ordering the list by similarity and applying an automatic healing procedure

based on the top-similar root cause. We leave this criteria open as it depends on the

domain and the criticality of the situation.

The threshold element creates a trade-off between correctly classified anomalies and

search time inside the library. Decreasing the threshold will result in more patterns

being inserted in the library, more options to compare with and higher accuracy in the

classification, as we will see later in the evaluation section. However, more patterns

will obviously mean longer search times. Some heuristics that can be used are setting

a relatively high threshold and verify if the classification error is acceptable or the

threshold should be decreased. We empirically found that a threshold between 0.80 and

0.90 is able to define well the difference between two different anomalous situations.

Finally, we would like to point out that correctly tuning the weights will allow the

user to set higher thresholds since the similarity scores will be higher between graphs

sharing a common root cause and having their most important elements pinpointed.

6.2 Graph similarity engine

One of the central pieces of the framework described in the previous section is a func-

tion able to find a similarity score between two graphs. In this section, we give the

details of our graph similarity function implementation and the particularities that

allow introducing expert knowledge from system administrators.

6.2.1 Problem definition

Definition 1. A graph G is represented by a 5-tuple:

G = (V,E, att, C,w) (6.1)

V is a set of vertices. E ⊆ V ×V is a set of edges. att is a function such that att(V ∨
E) = A, where A is a list of attributes a represented by tuples a = {val, weight, c ⊂ C},
with val being its value, weight being the weight or importance of the attribute inside
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that node or edge and c being the context of the attribute. C represents the graph

context and is used to explain the attributes that are included in the graph and to give

a context in which to compare its values, as we will see later on the section. w will be a

function such that w(x) returns either the weight of an edge or node within its graph,

or the weight of an attribute within its node or edge.

Definition 2. Given two graphs:

G1 = (V1, E1, att, C,w), G2 = (V2, E2, att, C,w)

And two injective functions mn : V1 → V2 and me : E1 → E2, the former returning

the matched node of G1 into G2 and the latter returning the same for edges, we have an

optimisation problem where we want to find the mapping that maximises the similarity

between the two graphs, given by the formula:

∑
v∈V1

(w(v)+w(mn(v)))·sim(v,mn(v))+
∑

e∈E1
(w(e)+w(me(e)))·sim(e,me(e))∑

v∈V1
w(v)+

∑
v∈V2

w(v)+
∑

e∈E1
w(e)+

∑
e∈E2

w(e)

arg max
mn,me

(6.2)

where sim(x1, x2) is a function that represents how similar two nodes or two edges are

with a score from 0 to 1.

The above formula formalizes that the similarity score is the weighted average of the

similarities between the optimally mapped elements of the graph through the functions

mn and me. We also have to emphasize the importance of the weights of the nodes

(w(v)+w(mn(v))) and edges (w(e)+w(me(e))) in the calculation. Elements that have

a bigger weight or importance in the graph will contribute more to the global similarity

score. This can be used to pinpoint the nodes that are more important within the

context of the problem.

The minimization problem can be solved with any of the state-of-the-art techniques

available like A* (118). In our case we use hill climbing, which in comparison to A*, is

a continuous optimization problem, reducing execution time at the expense of finding

a local maximum instead of a global one.

At this point, we have to explain two elements present in the Equation 6.2: sim(v,mn(v))

and sim(e,me(e)). In other words, the similarity between one node and its mapped
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node, and the similarity between one edge and its mapped edge. We detail the im-

plementation of these comparisons in the following subsection. For quick reference, we

also include the notation used in Table 6.1.

6.2.2 Similarity between nodes and edges

The solution for the optimal mapping found in Equation 6.2 depends on the similarity

between nodes and edges. The similarity between two graph elements (edges or nodes)

x1 and x2 is given by the following equation:∑
a∈att(v)∪att(u)(w(a1) + w(a2)) · sim(a1, a2)∑

a∈att(v)∪att(u)(w(a1) + w(a2))
(6.3)

Where sim(a1, a2) is the similarity between the attributes of the elements, which

we will explain in the next Subsection 6.2.3. Similarly to Equation 6.2, this formula ex-

presses the idea that the similarity between two elements is a weighted average between

all of their shared attributes.

Analogously to Equation 6.2, the importance of the weights w(a1) + w(a2) given

to each attribute is used to modify the comparison calculation. Increasing the weight

of an attribute means that the similarity of two nodes or two edges will increase even

more if they have similar values for that attribute. An example of this effect can be

seen in Figure 6.6, where giving a bigger weight to an attribute, like the shape of the

nodes, prioritizes shape similarity over structure similarity, since the matching node

on the right neither has two edges nor is connected to a circle. This an useful feature

that enables including domain knowledge into the graph. An anomalous region where

it is clear that the problem is the disk, may have the weights of all the disk-related

attributes increased. When searching for patterns in the library, similar values for this

metric will be prioritized.

6.2.3 Similarity between attributes

In this subsection, we explain in detail how we calculate sim(a1, a2), in other words,

how we compare the multi-type attributes of the elements in the graph. Here it is where

the contexts that we defined in the graph structure (Equation 6.1) come into play.

When comparing elements, the context helps us to measure the similarity between

their different attributes, like ontological concepts (e.g. comparing a backend to a

93



Notation Description

G A graph represented by a tu-

ple {V,E, att, C,w}
V The vertex of a graph

E The edges of a graph

att A function that returns a list

of attributes a for a given v ∈
V or e ∈E

a An attribute of a given v

or e, represented by a tuple

{val, weight, c ∈ C}
val The value of an attribute

weight The weight of an attribute in-

side the vertex or edge it be-

longs to

c The context of an attribute.

It is used to calculate the sim-

ilarity between two attributes

provided they have the same

context

C The context of the graph. It is

used to explain the attributes

that can be found in the graph

and their different contexts c

w A function that returns the

weight of any given v or e

within its graph, or the weight

of an attribute inside its v or

e

mn An injective function that

matches the vertex of a graph

G1 to a vertex of a graph G2

me An injective function that

matches the edge of a graph

G1 to an edge of a graph G2

sim(x1, x2) Function that calculates the

similarity score between two

vertex, edges or attributes

Table 6.1: Notation table
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Figure 6.6: Effect of weights in the matching algorithm. Giving a bigger weight to the

shape attribute of the nodes changes the matching in comparison to Figure 6.5. In this

case the structure of the graph is not as important as matching nodes with the same shape.

frontend) or metrics that are bounded (e.g. cpu usage going from 0 to 100). The

contexts are assigned by the user for each of the metrics or attributes that are used

to build the graphs depending on their nature. The representation of this context C

depends on its type and it will be used in the different similarity calculations. If an

attribute does not have a valid context, it will be ignored in the similarity calculation.

We consider three different types of contexts in our graphs:

Categorical Context: An attribute a1 with a categorical context will have a label

as its value (e.g. kafka representing the Docker image used by that container). When

comparing two attributes with a categorical context, and since they normally represent

labels or names, we use an exact equality function:

sim(a1, a2) =

{
1 if a1 = a2

0 otherwise

Numerical Context: A numerical context is represented as a tuple cnumerical =

{min,max} where min and max represent the minimum and maximum value that an

attribute with that context can take (e.g. % of cpu usage, which can range from 0 to

100). When comparing two attributes with a numerical context we use the function:

sim(a1, a2) = 1− |a1 − a2|
max−min

(6.4)

Ontological Context: An ontological context is represented as a tree data struc-

ture, where each node represents a concept in the microservice architecture. The goal of

this type of context is to enable the comparison between two elements that are similar

in nature (e.g. a loadbalancer and a distributed database master perform similar tasks:
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redirecting requests to a pool of backends). When comparing two attributes with an

ontological context, we use a variation of the Wu and Palmer similarity metric (146):

let c1 and c2 be two concepts in the ontology, and C be its closest common ancestor,

then sim(C1, C2) = 2·d(C)
d(C1)+d(C2) , where d(x) is the number of nodes to traverse from

the root of the taxonomy to concept x (we include always x in that number, thus

d(x) ≥ 1).

The advantage of such a modular approach is that we can design new contexts for

our attributes. This is also where the usefulness of contexts in the graph comparison

engine resides. So far we included these three ones, but we could also create a new

context for metrics with different comparison criteria. This is specially useful in the

root cause analysis domain. For instance, a stressed system with a value of cpu of 100%

compared to a value of 80%, can mean a lot more than just a 20% difference. We can

also develop distribution-aware contexts, where attributes with values that fall outside

a given distribution (e.g. outliers) will have more weight in the comparison result. We

actually develop this idea further in Section 6.5.

6.3 Monitoring and building the graphs

In Section 6.1 we described the architecture of the RCA framework and its different

parts. So far we have explained our own implementation of the anomalous region mod-

ule in Section 6.1.2, the design of the pattern library module in Section 6.1.3 and the

graph similarity function in Section 6.2. In this section, we explain the implementa-

tion details to build the system graph representation of the microservice architecture

through the system graph module. Our objective is to illustrate the extraction of

the different attributes of the nodes and edges and how we define the connections be-

tween the different elements of the graph. For this task, we have used Sysdig34 and

Prometheus35 but other monitoring tools can be used, as long as there is a plugin that

transforms the input of metrics into a graph. In the following subsections we explain

the technical details on how we build these graphs.

34https://www.sysdig.org/
35https://prometheus.io/

96



6.3.1 Adding the nodes

We start off by adding the nodes that will form part of the graph, i.e the elements that

are alive in the system (containers and hosts). The size of the graphs depends mainly

on the number of components involved in the microservice architecture as we will see

later in the evaluation section.

We need to extract metrics at two different levels here: container level and host

level. To extract these metrics, we run two containers in each machine: node exporter36

and cadvisor37. The former will take care of monitoring the host and the latter the

containers running on the different hosts.

As a back-end for the metrics collected we choose Prometheus, which is going to

pull the information coming from cadvisor and node exporter instances running on

each node. The metrics are stored following a multi-dimensional time series data model.

This means that for each metric we will have a series of tuples like (ts, id, value, labels),

where ts is a milisecond-precision timestamp, id represents which container or host the

metric belongs to, value is the metric value (e.g. 100% for cpu usage) and labels are a

set of optional key-value pairs representing particular dimensions for that metric.

As an illustration, for the node cpu metric we could have a data point like (ts =

1518537794351, id = 10.136.1.9, value = 98.1, cpu = cpu3,mode = user), representing

that the metric node cpu at timestamp 1518537794351, for the node 10.136.1.9 had

a value of 98.1 in the core cpu3 in user mode. This allows us to slice the data by

different dimensions. Since our goal is to build a snapshot of the system for a given

time window, we just have to use the time dimension ts to extract the metrics over one

period. In our case, we want to extract all the available metrics for the container and

hosts alive at every second. We chose this time window since the monitor agents that

we use publish their metrics every second and it also gives us enough granularity to

classify the different anomalies. Each distinct id is going to be added as a node in the

graph and its information contained in the pairs of (value, labels) inserted as attributes

for that id.

36https://github.com/prometheus/node exporter
37https://github.com/google/cadvisor
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6.3.2 Adding the edges

Once we have the nodes, we can start connecting them through their edges. To achieve

that, we need to monitor the network communication inside the microservice architec-

ture. This is specially challenging since containers, unless told otherwise, use the IP

of the host and its TCP port space, hindering the process of capturing traffic per con-

tainer. Luckily, container orchestration tools facilitate the creation of overlay networks.

These networks create a separate network namespace where each container will have

its own IP and hostname. We use this feature together with Sysdig in each machine to

capture any TCP communication between elements. Sysdig is an open source tool that

instruments the Linux kernel and captures every system call and OS event. This trace of

events can also be dumped into trace files in a very similar way to tools like tcpdump38.

Sysdig is also able to differentiate these events per container out-of-the-box.

Ultimately, we will obtain some of the same dimensions from sysdig as those used

to slice the Prometheus data in the previous subsection. In fact, and summarizing,

for each TCP request we will have a tuple (ts, id, cip, sip, io dir, bytes), where ts is the

timestamp for that request, id is the container or host in which that communication

happened, cip is the client IP, sip is the server IP, io dir is whether it is reading or

writing into the TCP socket and bytes is the amount of information sent or read in

bytes. Remember that sip and cip are unique among containers thanks to the overlay

network. Analogously to the Prometheus data processing, we use the ts value to extract

all the TCP communications between containers for a given time window. Then we

group all of the entries within that window by (cip, sip) and count the number of entries

in each group and the sum of its bytes, representing the number of TCPrequests and

the size of the information sent respectively. As a result, each group is going to have

the information sent through the TCP pipe cip → sip in the direction io dir for two

different id1 and id2 elements involved in that pipe. Remember that the id for the

elements were added as nodes in the previous step. Therefore, we just need to add an

attributed edge from id1 to id2 and vice versa, where the attributes are going to be

the previously mentioned count of TCPrequests and the sum of bytes in each io dir.

We depict an example of this process in Figure 6.7.

38https://www.tcpdump.org/tcpdump man.html
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Figure 6.7: An example on how we group the different TCP requests traced by sysdig.

Each group is going to have four entries for each client ip → server ip TCP pipe that will

be added as attributes of the edges

6.4 Evaluation of the graph-based approach

In this section, we evaluate the accuracy of the RCA framework and the effect of its

different features, like its weights and thresholds. To do that, we create an experimental

environment where we introduce anomalies in three different microservices scenarios,

common in industrial environments. We first explain the scenarios (Section 6.4.1),

followed by the anomalies triggered in them (Section 6.4.2). Afterwards, we describe

the set-up used to run these microservices architectures in a real environment such

as the Grid’5000 testbed (14) (Section 6.4.3). We conclude with an evaluation of the

different features of the RCA method.

6.4.1 Microservices scenarios used

To test our RCA graph approach, we have chosen a set of microservice architectures

with several connected components. All of these architectures have been implemented

as Marathon application groups39. We list here the different architectures designed:

Loadbalancer scenario: This is a common scenario used in production, where

a system receives a high number of HTTP requests that need to be balanced (27). A

loadbalancer (HAProxy) acts as a frontend, receiving HTTP requests from a series of

clients represented as Apache Benchmark Docker images40. HAProxy balances these

requests to a set of 16 WordPress instances that will return a simple blog website.

WordPress needs a MySQL database, which is also going to sit behind the loadbalancer.

A graphical representation of this setup is shown in Figure 6.8.

39https://mesosphere.github.io/marathon/docs/application-groups.html
40https://httpd.apache.org/docs/2.4/programs/ab.html
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Figure 6.8: A simple representation of the loadbalancer scenario

Figure 6.9: A simple representation of the Kafka scenario

Kafka cluster scenario: Kafka is a distributed messaging system used to collect

or send high amounts of data. It is commonly used in many Big Data stacks (42) and

its architecture consists of a set of brokers that store the messages, producers sending

those messages and consumers that pull the data from the brokers. There are no master

nodes as the brokers are coordinated by means of a Zookeeper instance. We implement

this architecture with 1 Zookeper instance, 4 Kafka broker containers, 12 producers,

which are monitoring agents sending to the brokers system metrics of the host they are

running in, and 12 consumers that are pulling those metrics from the Kafka brokers.

A simplified depiction of these architecture is shown in Figure 6.9.

Spark and HDFS scenario: Same as with Kafka, the combination of Spark

and HDFS (126) is a widely deployed architecture in Big Data. Both of them have

a master-slave architecture, with the master coordinating a series of worker nodes to

process and storage data in parallel. In this case, we will have a highly interconnected
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Figure 6.10: A simple representation of the HDFS + Spark scenario

graph structure with the Spark workers writing/reading data from the different HDFS

DataNodes and reading metadata from the NameNode. Figure 6.10 represents this

mesh of communicating containers. In our case, we will have 4 DataNodes, 1 NameN-

ode, 4 Spark slaves and 1 Spark master. Additionally, we will use a container that

has the SparkBench benchmark, as a means to send data analytics jobs to the Spark

master. In the experiments, we use a workload inside this benchmark that generates

a dataset in a comma-separated format, writes it to disk and then reads it again to

transform it to the Apache Parquet data format41.

6.4.2 Anomalies triggered in the scenarios

In order to test the RCA technique, we need to generate different anomalies and evaluate

if our system is able to distinguish their root causes. To accomplish this, we use several

tools that allow us to stress and change the normal behaviour of the system:

Stressing hosts: stress-ng 42 is a tool that can stress several aspects and resources

of a machine. Even if this anomaly is only applied directly in the hosts, containers

running on those hosts will be affected if they use the same stressed resources. In this

case, we will use four different types of stress tests:

• cpu: starts 6 workers that are going to exercise the cpu

• disk: starts 6 workers that will constantly write, read and remove temporary files

41https://parquet.apache.org/
42http://kernel.ubuntu.com/ cking/stress-ng/
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• network: starts 6 workers that are going to perform several connects, sends and

receives on the localhost, simulating a socket stress

• bigheap: starts 1 worker that is going to grow its heap by constantly reallocating

memory.

Connection problems: A drop in the bandwidth available for the machines or de-

lays in communications are two possible problems in a distributed infrastructure (110).

This has a clear impact on performance, specially in data intensive applications, where

there is a large amount of exchanged data. We also emulate these kinds of conditions

through the traffic control utility43 (tc), a linux tool that allows manipulating the be-

haviour of the kernel when sending data through the network. Same as with stress-ng,

this anomaly is only induced in the host, affecting the containers running on top. In

our case, outgoing bandwidth is reduced to 75kbps and a delay of 100ms is introduced

to all packets leaving that node.

Wrong loadbalancing: There are several causes that can force a loadbalancer to

unevenly spread the workload (114). We emulate this condition in the loadbalancer

scenario, by login into the container and altering its HAProxy configuration files. By

doing so, we overload all of the WordPress instances running on a given host, by

redirecting 10 times more requests than the others.

Stressing endpoint: Endpoints can be flooded with requests, overloading the

system and affecting the user experience. This can happen because of malicious attacks

or just by peak demands (88). We stress the endpoint of our loadbalancer scenario, by

running a set of Apache Benchmark Docker44 images with several client threads that

perform a large number of HTTP requests.

6.4.3 Experiments set-up

As previously explained, we implemented our microservices scenarios in DC/OS. In

order to deploy them, we configure a cluster in the Grid’5000 testbed. We provision 8

VM’s in the Rennes site with 16GB of RAM and 4 vcores. These machines will form

a DC/OS cluster with 1 bootstrap node, 1 master node, 1 public node and 5 private

nodes. Further information about DC/OS architecture can be found in their website45.

43https://linux.die.net/man/8/tc
44https://httpd.apache.org/docs/2.4/programs/ab.html (Last accessed March 2018)
45https://docs.mesosphere.com/1.10/overview/concepts/
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To build a sequence of system graphs, representing the evolution of the cluster

during our experiments, we do as follows:

1. We monitor six executions of each of the explained scenarios. During these exe-

cutions, we inject the following anomalies:

• The stressing hosts and connection problems anomalies for 8 seconds in two

random machines of the cluster.

• The wrong load balancing and stressing endpoint anomalies for 8 seconds

in the HAProxy container for the loadbalancer scenario. For the former,

we increase the load for all the WordPress instances that are running on a

randomly selected host.

2. With the monitored metrics we build a set of system graphs for each second.

3. We tag the anomalous nodes corresponding to the anomalies we injected. This

gives us a set of system graphs with their anomalous nodes.

This process corresponds to the system graph module explained in Figure 6.2, in

which all the metrics and anomalies are gathered from the system in order to build

graphs. The maximum size of the graphs built for these microservice architectures are

45 nodes for the Spark scenario, 63 for Kafka and 59 for the loadbalancer. We need to

take into account, that the anomaly extractor region’s module will limit the anomalous

region from all these nodes and edges to a smaller graph. This region will be the graph

that will be compared with the ones in the library.

Remember that we assume the existence of an alerting system that is able to raise

an anomaly based on the metrics gathered. This could be easily achieved with any

anomaly detection technique since stress-ng and tc have a significant impact on the

metrics at system level. In the wrong loadbalancing and stressing endpoint cases, the

metrics can be extracted via the Unix socket of HAProxy, which includes the number

of requests balanced to each backend46. We monitor six different executions to have

six folds of data and use four of them as a training set and the remaining two as an

evaluation set. This setup is further explained in the next subsection. The anomalies

are injected into two random nodes to create some variability in the anomalous graphs

generated, since each machine is going to host different containers.

46https://www.datadoghq.com/blog/how-to-collect-haproxy-metrics/
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6.4.4 Precision of the system

The objective of this experiment is to evaluate the accuracy of our system when match-

ing the different anomalous regions of the evaluation set into the patterns found in the

training set. Remember that we have six folds of data corresponding to six executions

in our experimental environment. We perform the evaluation as follows:

1. For the first four executions, we take their system graphs, and group them by sce-

nario and type of anomaly (e.g. spark cpu stress, kafka disk stress, load balancer

stressing endpoint, etc...).

2. We process each of these groups with the RCA framework. In the process, the

anomalous regions will be extracted. Remember that the anomalies are induced

for 8 seconds in two random nodes for each scenario. That means 16 anomalous

regions for each scenario/anomaly group, except for the wrong load balancing and

stressing endpoint anomalies, with 8 anomalous regions, as they are induced in

the single HAProxy container. We start with an empty library. The matching

threshold is set to 0.9. This means that any anomalous region that is not similar

up to 90% with a pattern, will be added to the library as a new pattern. This

will generate a set of patterns representative of that scenario/anomaly group.

Once the whole group is processed, we save the library, empty it and process the

next group. The idea is to merge afterwards all of these saved libraries into a

big library of patterns that will represent the training set, where each pattern is

going to use the scenario/anomaly from where it originated as the classification

label.

3. The graphs of the remaining two executions will constitute the evaluation set

and are processed with the library populated during training. The threshold is

lowered to 0 in order to avoid the addition of new patterns and forcing the system

to always choose from the ones in the library. The RCA framework will match

the different anomalous regions of these two executions with the patterns that

were generated through points 1 and 2. From all the possible matched patterns

we take the one with the highest similarity and assume the same root cause for

the new situation.
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Figure 6.11: Design of the experiments to evaluate the RCA framework precision. There

are two main steps. First, we process the first and second execution of each scenario to

build its system graphs, generate its anomalous region and then, for each anomaly,

generate a representative library of patterns for that problem. All of these representative

libraries will be combined into one that will be used to establish the RCA of the

anomalies induced in the third execution, based on the previously generated patterns.

We depict the whole process in Figure 6.11. Since we also want to test the previously

explained weight system, we will run this experiment twice. In the first run, we do not

tune the weights, while in the second run we tune the weights of certain attributes as

an expert system admin would do.

Results are shown in Table 8.1 in a similar way to a confusion matrix, where each

anomalous region is classified with its corresponding scenario/anomaly label (the root

cause). For the sake of space, we just use the first letter of the anomaly on the left

column. In each cell there are two values, which represent the percentage of correctly

classified anomalous regions: the one on the left is the result without tuning weights

and the one on the right by tuning them. The sum of the values in each column for

both the weights and no weights cells will be 100%. We consider that the distinction

between the different scenarios (Kafka, Spark and loadbalancer) must be taken into

account when performing root cause analysis, even when the cause of the anomaly is

the same (cpu, disk, bandwidth or heap). We do so because the different elements

involved in the anomaly could change the way to deal with the problem. For instance,

105



even if our cpu stress anomaly is caused for the purpose of this experiment by stress-ng

in all the scenarios, in a real set-up it could have different causes depending on the

architecture and the containers running on that host (e.g. a Spark worker or a Kafka

broker). Likewise, the prescriptive action can change, such as stopping non-critical

containers, which also depends on the architecture. Therefore, this distinction between

scenarios is needed.

KAFKA SPARK LB

CPU DISK BAND HEAP CPU DISK BAND HEAP CPU DISK BAND HEAP CONF STRESS

C 0.43/0.87 0.12/- 0.03/- 0.18/- -/0.125 - - - - - - - - -

D 0.18/- 0.71/0.81 -/- 0.15/- - -/0.03 - - - - - - - -

B 0.03/- -/- 0.90/1 0.15/0.06 - - - - - - - - - -

K
A

F
K

A

H 0.34/- 0.12/- 0.06/- 0.5/0.71 - - - -/0.06 - - - - - -

C -/0.12 - - - 0.59/0.84 - 0.21/- 0.15/- - - - - - -

D - -/0.09 - - 0.12/- 0.25/0.87 - 0.18/- - - - - - -

B - - - - - 0.18/- 0.34/0.78 0.06/- - - -/- - - -S
P

A
R

K

H - - - -/0.03 0.28/- 0.56/- 0.21/0.31 0.59/0.59 - - - - - -

C - - - - -/0.03 - - - 0.28/1 0.28/- - 0.21/- - -

D - 0.03/0.09 - - - -/0.09 - - 0.09/- 0.12/1 - 0.09/- - -

B - - - - - - 0.18/0.124 - 0.06/- -/- 0.96/0.96 0.31/0.28 - -

H - - - -/0.18 - - 0.03/0.06 -/0.343 0.52/- 0.59/- 0.03/0.03 0.37/0.71 - -

C - - - - - - - - - - - - 1/1 -

L
B

S - - - - - - - - - - - - - 1/1

Table 6.2: Confusion matrix for the graph based RCA method

There are several observations we can drawn from these results. The diagonal that

crosses the table and that is highlighted in grey identifies the correct cells in which the

classified anomalous regions should fall into. Any values not in the diagonal represent

missclassified anomalous regions. For instance, without tuning weights 56% of Spark

Disk anomalies are missclassified as Big Heap anomalies because in both of them there

is a high number of bytes written to disk. We can observe that our RCA method is

really effective with anomalies that have a significant effect on the elements around the

anomalous node. For the BAND (connection problems), CONF (wrong load balancing)

and STRESS (stressing endpoint) anomalies, the precision is near 100% without tuning

any weights with the exception of the Spark scenario. In the BAND case, limiting the

bandwidth of one machine has an effect on the performance of not only the containers

running on that host, but also in all the containers in other machines that have to

interact with them, creating a propagation effect that is easier to detect with a graph

representation. For example, if one of the Kafka brokers has to send data to a consumer

and its host has the upload bandwidth limited, the metrics for the whole application

are going to be greatly affected. The STRESS and CONF anomalies show the same
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Figure 6.12: Number of patterns generated for the first, second, third and fourth execu-

tion of the training process

behaviour. Stressing an endpoint increases significantly the values in the HAProxy

container for both the incoming/outgoing traffic attribute in the edges and the cpu

usage of all the WordPress servers. Therefore the graph of the system is going to look

very different to those of the other anomalies. A wrong load balancing problem means

that some servers behind the frontend are going to receive a more significant part of

the workload, resulting also in a distinctive graph pattern that the system is able to

easily identify.

Another observation is that anomalies affecting a couple of host metrics, like DISK

or CPU from the stressing hosts group, are difficult to match when weights are not

properly tuned. We have to consider that from the whole anomalous region, only the

attributes of one host in the graph change with respect to other anomalies. This is

a very small part in the whole picture and makes it difficult to establish differences

between a big heap problem (HEAP) and a CPU one affecting the same node, since

they both intensively use the cpu. Here is where the expert knowledge comes into play

in the form of weights. By increasing the weight of the anomalous host respect to other

elements in the graph and pinpointing the important metrics of each anomaly in that

host, the precision is 100% for some cases, like DISK and CPU for the load balancer

scenario. In fact, from the 416 anomalous region generated, 349 are matched with the

right pattern resulting in a precision of 83% overall when tuning the weights.
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6.4.5 Number of patterns generated

With this experiment we want to measure the amount of different patterns that each

anomaly generates. In Figure 6.12, we show the number of patterns that were generated

for the first, second, third and fourth execution of the training phase with the 0.9

matching threshold. For space reasons, we show the results only for the run in which

we tuned the weights, although we add a discussion of the results without weights at

the end of this section. The number of patterns generated stays low specially for the

load balancer scenario and most of the cpu anomalies. This means that the system

is able to capture most of the information in the first executions. The connection

problems and big heap anomalies are the ones generating the most number of patterns.

The reason behind this is that both anomalies cause intermittent loss of connection

between containers, which translates into missing edges from one timestamp to the

next. This will create a lot of structural dissimilarity between graphs, hindering the

matching with any of the patterns of the library. In fact, this effect can be seen on the

bandwidth anomaly for Kafka, in which for the second and fourth execution a large

number of patterns were generated since there were no matchings. In addition, for

the big heap case, a lot of variability can be seen in different metrics as the anomaly

evolves, accentuating this situation even more. The total number of patterns generated

are 237 out of 832 anomalous regions that were processed. If we compare this with

the execution without weights, 84 patterns are generated for Kafka, 150 for Spark and

70 for the load balancer scenarios. This is a total of 304 patterns and a difference

of 67 patterns between the two approaches meaning that tuning the weights not only

increases the precision of the classification method, but also reduces the size of the

library.

6.4.6 The effect of thresholds

In the previous experiments we considered that a match between an anomalous region

and a pattern in the library happens if the similarity is greater than 0.9. It seems

logical that decreasing that threshold will translate into a smaller library of patterns,

since the matching requirement is relaxed. However, precision could decrease, since we

will have less variety of patterns in the library to match with, while a smaller library

will mean less patterns to label. To explore this trade-off between precision and library
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size, we try two different values for the matching threshold: 0.8 and 0.9. In Figure

6.13, we show the results for the precision as bars and the patterns generated as a

line plot. In many cases, like in the CONF, DISK and some BAND anomalies, the

higher threshold increases the precision, since we have more information captured in

the library thanks to a wider set of patterns. On the other hand, having more patterns

decreases the precision of BAND for the load balancer scenario. A finer tuning of

the weights would be needed in this case, since some of these anomalous regions are

matched with the numerous patterns for the Spark and Kafka scenarios. The maximum

number of patterns generated is 43 for the connection problems in the Kafka scenario.

This may seem like a excessive number of cases to troubleshoot by an administrator but

we have to take into account that many of them are generated from graphs representing

consecutive time windows. Therefore, the administrator could label the whole sequence

of patterns with the same root cause without an extensive analysis.

cpu disk band heap cpu disk band heap cpu disk band heap conf stress
0

0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9

1

Kafka Spark LB

Anomaly

P
re

ci
si

on

0.80 Threshold 0.90 Threshold

0

20

40

In
se

rt
ed

p
at

te
rn

s

Figure 6.13: The effect of changing the matching threshold in the system. Precision is

depicted as bars and the number of patterns generated as a line.

6.4.7 Graph approach vs machine learning

We also want to evaluate the benefits of the graph approach, where the topology of the

system and the context around the anomaly are considered, versus a machine learning

approach, in which a model is automatically learned from metrics of the anomalous
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element to predict its root cause (38). To achieve that, we train a boosted classification

trees model with a dataset that contains the metrics for the anomalous nodes as features

and the anomaly that was induced in that node as the classification label. Boosted

classification trees were chosen because of their ability to work well with few data and

their good accuracy (41). The comparison between the graph approach and the machine

learning one is shown in Figure 6.14. We also detail its results in a confusion matrix in

Table 6.3. The precision of the graph approach is higher in most of the cases. The expert

knowledge embedded in the graphs through the weights and the extra information

provided by the context surrounding the anomaly is specially useful in anomalies like

CONF or BAND. Classification trees outperform its graph counterpart only in the cpu

stress cases, since the problem is well differentiated by the peak experienced in the cpu

usage metric. We can conclude that the graph approach, enables a more precise and

fine-grained root cause analysis, specially in such diverse and interconnected systems

such as microservices.

KAFKA SPARK LB

CPU DISK BAND HEAP CPU DISK BAND HEAP CPU DISK BAND HEAP CONF STRESS

C 0.93 - - - - - - 0.18 0.125 - - - - -

D - 0.68 - - - - - - - - - - - -

B - - 1 0.06 - - 0.40 - - - 0.5 0.28 - -

K
A

F
K

A

H - - - 0.65 - - - - - - - - - -

C 0.06 - - - 0.93 - - - - - - 0.06 - -

D - 0.25 - - - 0.68 - - - 0.18 - - - -

B - - - - - - 0.37 - - - 0.06 0.03 - -S
P

A
R

K

H - - - - - - - 0.43 - - - - - -

C - - - - 0.06 0.31 - - 0.875 - - - - -

D - 0.06 - - - - 0.06 - - 0.81 - - - -

B - - - - - - 0.15 - - - 0.43 - - -

H - - - 0.28 - - - 0.37 - - - 0.62 - -

C - - - - - - - - - - - - 0.5 0.06

L
B

S - - - - - - - - - - - - 0.5 0.93

Table 6.3: Confusion matrix for the boosted decision trees RCA method

6.4.8 Graph comparison latency

Latency is an important factor in providing a quick response to fix the anomaly and

stabilize the system. In this section we show the time needed to compare an anomalous

region to a pattern in the library. In our experiment we compare two randomly selected

graphs with sizes ranging from 10, 15, 20, 25 and 30 nodes. The experiment is repeated

30 times for each size combination to calculate the mean and variance of the execution
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Figure 6.14: Precision of the graph-based approach compared to a machine learning

based approach

time. The results are shown in Figure 6.15. Clearly, the comparison time depends on

the number of elements that form part of the graph. The maximum execution time is

0.64 seconds for two graphs with 30 nodes each. Also the variance increases slightly as

more nodes are involved in the process. Remember that the framework compares any

incoming anomalous region with all the labeled patterns in the library, searching for

the most similar one. This results in a sequential search, where a comparison needs to

be done ntimes, where ntimes is the number of graphs in the library. As the library

grows, establishing the root cause for that anomaly becomes more expensive. There

are techniques that allow to index this search space (17) and we leave as future work

their implementation to reduce the total search time in the library.

6.5 Transferring knowledge through log analysis and met-

rics distribution

So far we have seen how graphs are an effective approach to model microservice archi-

tectures and the interactions between containers. Besides being a powerful visualisation

tool, they also enable the use of artificial intelligence techniques to model specific parts

of its behaviour. In our case, we modelled the root cause analysis of anomalies raised

in a microservice architecture. One of the main advantages of this approach is that we
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Figure 6.15: Execution time of the comparison between two graphs with different number

of nodes.

do not need huge amounts of data to have an accurate model, as it is based on a library

of patterns. As long as we have a labelled pattern, the system will be able to find a

match, and subsequently, a root cause.

However, many AI techniques assume that the training data has the same feature

space and same underlying distribution as the test data. This means that the model

cannot be used with new data coming from a different domain, feature space or distri-

bution of values. Even so, many of the correlations that were found by a given model

in one source domain, can be leveraged and applied in a different target domain. This

is commonly seen in human learning (109). For instance, a person that knows how to

play one instrument, will find it easier to learn a different one. In the context of our

work, we can consider the training data as the graphs in the library, and the test data

as the incoming anomalous graph. Anomalies related to a master-slave architecture,

can have the same reasoning process applied to the root cause analysis, independently

of the software used (Spark, Flink, HDFS, etc.). Therefore we could use the graphs

captured for one system to diagnose the other. This is called transfer learning (89). In

this section we explain the work of Michal et al. (152) and how we contributed to fulfill

this challenging task in microservices by leveraging three different techniques:

1. Inexact graph matching and similarity score between two graphs with different

structures using the adjustable similarity functions (Subsection 6.2). The tech-
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niques that we already introduced, facilitate the comparison of graphs from two

different domains. Also, defining a taxonomy allows for the calculation of the

similarity between two nodes that are different but represent the same concept

in a domain. For instance, a Spark slave server and a Hadoop DataNode will be

near each other inside the taxonomy, as they are both slaves of a master-slave

architecture.

2. Inclusion of logs in the graph representation, as they describe in natural language

events that happen in the system, independently of their architecture or resource

usage (Subsection 6.5.1). This abstracts completely the events from any metric or

specific feature, enabling their comparison even if they are from different domains.

3. Including the information contained in the distribution of the metrics for a given

architecture. We do it through automatic weight assignment (Subsection 6.5.2)

as calculating weights will automatically pinpoint relevant metric values indepen-

dently of the domain. We also add a similarity function based on the distance

between distributions to our tool belt of existing functions (Subsection 6.5.3).

This allows to compare metrics based on their distribution as it might change

depending on the type of feature or metric used for comparison. Since different

domains will use different types of metrics, this provides a much more consistent

way of comparing them.

6.5.1 Including log data

Text provides a concise way of describing system events through natural language in a

way that can be commonly understood by users. In this subsection, we propose a log

representation structure that can be embedded into our graph as a vector attribute. In

order to do that we need to introduce a new vector type attribute and a new context

for their comparison.

6.5.1.1 Vector attribute to represent logs

Vectors can represent the status of one part of the system as an array of elements. In

this case, the status will be given by the log messages generated during a given time

window. Using techniques such as Word2Vec (100), we can create word embeddings for

a given time window. Same as when we extracted metrics from the system, we need to
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Figure 6.16: Scheme presenting context and event window of logs. Both windows start

on a first Error or Warning message.

define which size we will use for the time windows. Using smaller ones will capture a

more detailed meaning of that log slice. Larger ones will capture the context (general

context of the application used). We use two log windows: a context window and a

event meaning window. The context window gives a broader idea of the state of the

system, capturing the normal activities of the application. The event meaning window

captures log entries for a short time after an important event happens. Both windows

start when an error or warning message is written into the log. The concept of window

lengths is explained in Figure 6.16.

After we extract the text corresponding to the two time windows from the log, we

perform the following steps:

• We remove special char sequences like hex strings, having as a result a much

shorter vocabulary. Also, removing special characters helps to avoid model over-

fitting.

• We perform a tokenization step, where sentences are disassembled into bags of

words.

• Using Word2Vec, we transform log into vectors. Firstly, we train the Word2Vec

model, mapping the vocabulary into an n dimensional space. A considerable ad-

vantage of using a Word2Vec embedding model is that it performs well even if it

is trained using the vocabulary of one domain and used for another one. Also,

similarity calculations should be as fast as possible to enable diagnostics of fail-

ures in a dynamic environment. Hence, it is not feasible to use NLP techniques

such as key terms extraction. After that, each of the words for that particular
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Figure 6.17: An example process of transformation log entries to vectors.

time window are mapped into a vector, and then we aggregate the set of vec-

tors by calculating the average. This resulting vector is added as an attribute,

representing the information contained for that log.

The scheme illustrating the whole process is presented in Figure 6.17. The proposed

log processing algorithm does not need much configuration work. We only need to

adjust a time window size.

6.5.1.2 Vector context

Remember that a context allows to compare two attributes of the same type. Estab-

lishing the similarity between two vectors is straightforward through the calculation of

the cosine between the two vectors.

cos(xxx,yyy) = xxx·yyy
||xxx||·||yyy||

In this way, we can compare logs through the vectors created by the Word2Vec

process.

6.5.2 Using metrics distribution for automatic weighting of node at-

tributes

The distribution of values for a metric indicates how different or uncommon a value is.

Therefore, it makes sense to use these rare values as a way to change the importance
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Figure 6.18: The Cassandra architecture

or weight of an attribute. In fact, this follows the same reasoning as a human expert,

in which a value that has never been seen before would be a cause of concern. This

contributes to knowledge transfer as the weights are automatically set, depending on

the values that are registered for an specific scenario.

In this case, we define weights which are proportional to the deviation of the usual

value for an attribute. We do so by using the normal distribution X ∼ N(µ, σ2). The

weight of a numerical attribute that is proportional to the deviation of a metric value

a is defined as w(a) = |a−µ|
σ

6.5.3 Measuring similarity from metric distributions

Based on the metric distribution we can also establish how similar are two values of

the same attribute. By calculating the cumulative distribution function (CDF) and

its parameters, we can define the a similarity function as the formula similarity =

1−distance where distance is the difference between the CDF values of the attributes.

The calculation of distance will vary depending on the type of distribution for that

particular metric. For instance, given two numerical attributes from two different

graphs a1, a2, following a normal distribution X ∼ N(µ, σ2), their similarity is provided

by the formula similarity = 1− |φµ, σ2(a1)− φµ, σ2(a2)| where φµ, σ2 is the CDF of the

normal distribution.

116



6.5.4 Evaluating the cross system diagnostic

In this section we evaluate the cross system diagnostics. We introduce a new Cassan-

dra (83) scenario. Cassandra is a wide column NoSQL database that is completely

decentralised. Nodes exchange information between each other through the use of the

Gossip protocol. It can easily scale and has been proved to work in deployments up to

100.000 nodes. Its simplified architecture is depicted in Figure 6.18. In particular, we

use 5 Cassandra instances that are going to be continuously queried by 10 containers

with Yahoo Cloud Service Benchmark installed. The experimental environment used

is the same as in Section 6.4.3 with a DCOS cluster of 8 VM’s in Grid’5000.

Regarding the failures we use again stress-ng to stress the CPU, the disk and the

network resources of the hosts. We also use docker pause to simulate the temporary

lost of connection by a container. The anomalies are injected six times each, in one

random element of the architecture for 120 seconds. This is done in both scenarios.

The objective is to use the library of anomalous patterns generated by injecting failures

in the Kafka architecture to diagnose the same type of failure in Cassandra and vice

versa. In this way we can prove that the cross-system diagnostic works by transferring

the knowledge from one scenario to the other. We add all the previously mentioned

features to the graph similarity engine: embedding the log of the container as an

attribute, automatic weight calculation and comparing metrics using its distribution.

The results are presented in Figure 6.19. The average f1-score is 0.77 when using

Cassandra as a source system and Kafka as a target one. In the opposite direction the

result is 0.76. This means that most of the knowledge acquired in one scenario can be

reused to diagnose the other. It also shows the symmetric properties of the similarity

function. The small difference of 0.01 comes from the task of finding the nearest graph,

which is not always symmetric as it depends on the patterns that are inserted in the

library at a given point in time.

6.6 Conclusions: graphs are a suitable model for microser-

vices

Throughout this chapter, we have explained why graphs are a good fit to represent

the state of microservice architectures. By leveraging graph similarity techniques, we

can compare new anomalies that happen in the system with a library of previously
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Figure 6.19: F1 scores for the cross-system diagnostics system.

diagnosed anomalous graphs. The root cause analysis will then match the incoming

anomaly with the most similar one from the library. The evaluation shows how, through

the incorporation of expert knowledge from the user, we are able to accurately match

past anomalous situation with current ones, facilitating decision making when main-

taining the system. The model is easily interpretable since all the connections and

elements can be depicted as a topology map with its edges and nodes. It can also

explain why the model makes a given decision, as nodes are matched with their most

similar counterpart in the other graph, providing to the user a direct mapping between

the anomalous situation and the pattern. Additionally, and since we extract a subgraph

that originates from the anomalous node, we are able to include the context surrounding

the anomaly by including its neighbours. This is specially important with architectures

that have several elements interacting between each other, such as load balancing or

master-slave architectures, resulting in better precision than other approaches. Finally,

it is able to take inputs from the user in the form of weights, enabling the inclusion of

expert knowledge in the domain. This facilitates the human-in-the-loop approach that

we wanted to achieve in our framework.

Another feature we have shown is that graphs facilitate knowledge transfer by in-

cluding semantic representations of general domain knowledge in the form of taxonomies

or ontologies. In fact, these graphs could be enriched with additional semantic infor-

mation to build knowledge graphs representing the state of the system for a given time
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window. This knowledge transfer is further improved by using new features, such as

the automatic tuning of weights or comparing cumulative distribution functions and

log messages. We have demonstrated the validity of this approach, by transferring the

knowledge acquired from observing one technology to troubleshoot a different one.

Containerisation is one of the enabling technologies in Fog computing. The graph-

based approach explored in this chapter, can facilitate the representation of microser-

vices due to its modular design and easy interpretability. This approach can also be

applied for RCA in the IoT devices, where the heterogeneity of the devices and com-

munication protocols can be embedded into the graph through the attributes and the

different contexts available. For instance the different wireless communication tech-

nologies between devices (ZigBee, Bluetooth, IEEE 802.15.4 antennas, etc.) can be

included as attributes in the edges. There is a great range of possibilities for the graph

approach and with these experiments we validated its accuracy. This method is yet

another addition to our decision support framework for Fog computing.

119



120



Chapter 7

Optimising task parallelisation in

Big Data analytics

So far we have described tools for monitoring decentralised infrastructures, such as

Fog computing. We have also developed models that perform root cause analysis on

microservice architectures, which is one of the key technologies used to run the Fog

middleware. Coming back to the concept of the hierarchical structure of the Fog, we

will focus now on the top part of the tree, which produces the final intelligence expected

from the data gathered from the sensing layer at the bottom. This top part, is made

up of a series of Big Data technologies that are able to ingest, store and process all this

deluge of information. Same as with other technologies of the ensemble, we need to

make sure they are running in an optimal way, as well as facilitating to the user their

configuration and maintenance.

In this chapter, we describe the design and implementation of a machine learning

based method that recommends an optimal task parallelisation for Big Data workloads.

The objective is to have a system able to choose the best parallelisation for the analytic

workloads at the Cloud level of the Fog. In particular, we focus on an in-memory

analytics engine such as Apache Spark, showing through experimentation how a proper

parallelisation can optimise the process in both cost and duration. The content of

this chapter is based on the article “Using machine learning to optimize parallelism

in big data applications”, published in Future Generation Computer Systems Journal

2018 (59).
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7.1 Task parallelisation with Spark and YARN

In order to understand why task parallelisation is so important we first need to explain

how data processing tasks are distributed across the cluster. Spark is used very often

together with a cluster manager such as YARN (139), which keeps track of the resources

available in the different machines and allocates the workload depending on a defined

strategy. This approach decouples the programming model from the resource man-

agement in the cluster. The execution logic is left to the framework (e.g, Spark) and

YARN controls the CPU and memory resources in the nodes. In the following two sub-

sections we will explain more in detail how YARN allocates tasks and the parameters

and execution flow specific for Apache Spark.

7.1.1 Resource allocation in YARN

An application in YARN is coordinated by a unit called the Application Master (AM).

AM is responsible for allocating resources, taking care of task faults and managing

the execution flow. We can consider the AM as the agent that negotiates with the

manager to get the resources needed by the application. In response to this request,

resources are allocated for the application in the form of containers in each machine.

The last entity involved is the Node Manager (NM). It is responsible for setting up

the container’s environment, copying any dependencies to the node and evicting any

containers if needed.

The number of available resources can be seen as a two dimensional space formed

by memory and cores that are allocated to containers. Both the MB and cores available

in each node are configured through the node manager properties: yarn.nodemanager-

.resource.memory-mb and yarn.nodemanager.resource.cpu-vcores respectively. An

important aspect to take into account is how the scheduler considers these resources

through the ResourceCalculator. The default option, DefaultResourceCalculator, only

considers memory when allocating containers while DominantResourceCalculator, takes

into account both dimensions and make decisions based on what is the dominant or

bottleneck resource (50). Since CPU is an elastic resource and we do not want to have

a limit on it, we will use the DefaultResourceCalculator for YARN in our experiments.

By doing this, we will be able to scale up or down the number of tasks running without

reaching a CPU usage limit.
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7.1.2 Spark execution flow and application parameters

Spark is based on a concept called resilient distributed dataset (RDDs). RDDs are

immutable resilient distributed collections of data structures partitioned across nodes

that can reside in memory or disk. These records of data can be manipulated through

transformations (e.g map or filter). A RDD is lazy in the way that will only be computed

when an action is invoked (e.g count number of lines, save as a text file). A Spark

application is implemented as a series of actions on these RDDs. When we execute

an action over a RDD, a job triggers. Spark then formulates an execution Directed-

Acylic-Graph (DAG) whose nodes will represent stages. These stages are composed of

a number of tasks that will run in parallel over chunks of our input data, similar to

the MapReduce platform. In Figure 7.1 we can see a sample DAG that represents a

WordCount application.

When we launch a Spark application, an application master is created. This AM

asks the resource manager, YARN in our case, to start the containers in the different ma-

chines of the cluster. These containers are also called executors in the Spark framework.

The request consists of number of executors, number of cores per executor and mem-

ory per executor. We can provide these values through the --num-executors option

together with the parameters spark.executor.cores and spark.executor.memory.

One unit of spark.executor.cores translates into one task slot. Spark offers a way

of dynamically asking for additional executors in the cluster as long as an application

has tasks backlogged and resources available. Also executors can be released by an

application if it does not have any running tasks. This feature is called dynamic al-

location (1) and it turns into better resource utilization. We use this feature in all

of our experiments. This means that we do not have to specify the number of execu-

tors for an application as Spark will launch the proper number, based on the available

resources. Our final target is to find a combination for spark.executor.memory and

spark.executor.cores to launch an optimal number of parallel tasks in terms of per-

formance.

7.2 Studying the impact of parallelism

The possibility of splitting data into chunks and processing each part in different ma-

chines in a divide and conquer manner makes it possible to analyse big amounts of

123



Figure 7.1: Example DAG for WordCount

data in seconds. In Spark, this parallelism is achieved through tasks that run inside

executors across the cluster. Users need to choose the memory size and the number of

tasks running inside each executor. By default, Spark considers that each executor size

will be of 1GB with one task running inside. This rule of thumb is not optimal, since

each application is going to have different requirements, leading to wastage of resources,

long running times and possible failures in the execution among other problems.

We explore these effects in the following experiments. We deployed Spark in four

nodes of the Taurus cluster in the Grid 5000 testbed (14). We choose this cluster

because we can also evaluate the power consumption through watt-meters in each

machine (2). These machines have two processors Intel Xeon E5-2630 with six cores

each, 32GB of memory, 10 Gigabit Ethernet connection and two hard disks of 300 GB.

The operating system installed in the nodes is Debian 3.2.68, and the software versions

are Hadoop 2.6.0 and Spark 1.6.2. We configure the Hadoop cluster with four nodes

working as datanodes, one of them as master node and the other three as nodemanagers.

Each nodemanager is going to have 28GB of memory available for containers. We set

the value of vcores to the same number as physical cores. Note however that we are

using all the default settings for YARN and by default the resource calculator is going to

be DefaultResourceCalculator (3). This means that only memory is going to be taken

into account when deciding if there are enough resources for a given application. HDFS

is used as the parallel filesystem where we read the files. We intend to illustrate the
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spark.executor.memory spark.executor.cores

512m 1

1g 1

2g 1

2g 2

2g 3

3g 1

3g 3

3g 4

4g 1

4g 3

4g 6

6g 1

Table 7.1: Combinations of Spark parameters used for the experiments

difference in level of parallelism for applications that have varied requirements in terms

of I/O, CPU and memory. To this end, we utilize one commonly used application

which is CPU intensive, like kMeans and another common one that is intensive in

consumption of I/O, CPU and memory, like PageRank.

Our objective is to see what is the effect of the number of concurrently running

tasks on the performance of an application. To do that, we are going to try different

combinations of spark.executor.memory and spark.executor.cores, as seen in Ta-

ble 7.1. We choose these values to consider different scenarios including many small

JVM’s with one task each, few JVM’s with many tasks or big JVM’s which only execute

one task.

In Figure 7.2, we can see the time and energy it takes to run a kMeans application

in the cluster with the default, best and worst configuration. We can observe several

effects in both energy and duration for each configuration. Firstly, we observe that the

best configuration is 4GB and 6 spark.executor.cores. Since kMeans only shuffles

a small amount of data, the memory pressure and I/O per task are low, allowing this

configuration to run a higher number of tasks concurrently and reducing execution

times. Additionally, we can see that the worst configuration is the one with 512MB

and 1 spark.executor.core. Spark allows us to store data in memory for iterative
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Figure 7.2: Run time in seconds and power consumption in watts for a kMeans App.

The default, best and worst configurations are depicted

workloads like kMeans. Since spark.executor.memory is sized as 512MB, the system

does not have enough space to cache data blocks into the executors. This means that

in later stages we will have to read that block from disk, incurring in additional latency,

specially if that block is in another rack.

The other example is Page Rank, a graph application. Its DAG involves many

stages and the configuration will have a great impact on the application performance,

as we can see in Figure 7.3. There is a difference of almost 14 minutes between the best

execution and the worst one. In comparison to kMeans, PageRank caches data into

memory that grows with every iteration, filling the heap space often. It also shuffles

gigabytes of data that have to be sent through the network and buffered in memory

space. The best configuration is the 2g and 2 spark.executor.cores configuration

since it provides the best balance between memory space and number of concurrent

tasks. For the default one, the executors are not able to meet the memory requirements

and the application crashed with an out of memory error. Also, we observed that for

the 6g and 1 spark.executor.cores, the parallelism is really poor with only a few

tasks running concurrently in each node.

We can draw the conclusion that setting the right level of parallelism does have an

impact on big data applications in terms of time and energy. The degree of this impact

varies depending on the application. For PageRank it can prevent the application

from crashing while for kMeans it is only a small gain. Even so, this moderate benefit

may have a large impact in organizations that run the same jobs repeatedly. Avoiding
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Figure 7.3: Run time in seconds and power consumption in watts for a Page Rank App.

The default, best and worst configurations are depicted

bad configurations is equally important. Providing a recommendation to the user can

help him to avoid out of memory errors, suboptimal running times and wasting cluster

resources through constant trial and error runs.

7.3 Model to find the optimal level of parallelism

As we have seen in the previous section, setting the right level of parallelism can be done

for each application through its spark.executor.memory and spark.executor.cores

parameters. These values are supposed to be entered by the user and are then used

by the resource manager to allocate JVM’s. However, clusters are often seen as black-

boxes where it is difficult for the user to perform this process. Our objective is to

propose a model to facilitate this task. Several challenges need to be tackled to achieve

this objective:

• The act of setting these parallelization parameters cannot be detached

from the status of the cluster: Normally, the user set some parameters with-

out considering the memory and cores available at that moment in the cluster.

However, the problem of setting the right executor size is highly dependent on the

memory available in each node. We need the current resource status on YARN

as a variable when making these decisions.

• Expert knowledge about the application behaviour is needed: This needs

monitoring the resources consumed and metrics of both the application plus the
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system side.

• We have to build a model that adapts to the environment we are using:

Different machines and technologies give room to different configurations and

parallelism setting.

• We have to be able to apply the experience of previous observations

to new executions: This will simplify the tuning part to the user every time

he launches a new application.

To solve these problems we leverage the machine learning techniques. Following the

same approach as with our graph-based RCA method for microservices, we are going to

monitor and gather data about the infrastructure, pre-process and integrate the data,

train the AI model and use it to choose the best option in the decision space. In the

following subsections we will explain the details of how we gather the metrics, how we

build a dataset that can be used to solve this problem and the methodology used to

make the recommendations.

7.3.1 Gathering the metrics and building new features

Predictive machine learning algorithms need a dataset with a vector of features x1, x2, ...xn

as an input. In this section we will explain which features we use to characterize Spark

applications. They can be classified in three groups:

• Parallelism features: They are metrics that describe the concurrent tasks running

on the machine and the cluster. Please note that these are different from the paral-

lelization parameters. The parallelization parameters are the spark.executor.cores

and spark.executor.memory parameters, which are set up by the users, while the

parallelism features describe the effect of these parameters on the applications.

We elaborate upon these features in Subsection 7.3.1.1.

• Application features: These are the metrics that describe the status of execution

in Spark. Examples of these features are number of tasks launched, bytes shuffled

or the proportion of data that was cached.
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• System features: These are the metrics that represent the load of the machines

involved. Examples include CPU load, number of I/O operations or context

switches.

In the following subsections, we will explain how we monitor these metrics and how

we build new additional metrics, like the number of tasks waves spanned by a given

configuration or the RDD persistence capabilities of Spark.

7.3.1.1 Parallelism features

A Spark stage spans the number of tasks that are equal to the number of partitions

of our RDD. This number can be set statically through instructions in the Spark API,

or it is defined depending on the filesystem from where we are reading the data. In

our case, we are going to assume that HDFS is our parallel file system of choice. The

number of partitions when reading a file is given by the number of HDFS blocks of that

file. Since we want to configure the workload parallelism at launch time, depending

on variable factors, like the resources available in YARN, we will not consider the API

approach and focus on the HDFS one. The goal is to calculate, before launching an

application, the number of executors, tasks per executors and tasks per machine that

will run with a given configuration and YARN memory available. These metrics will

be later used by the model to predict the optimal configuration. To formulate this, we

are going to use the calculations followed by YARN to size the containers. We need

the following variables:

• Filesize (fsize): The number of tasks spanned by Spark is given by the file size of

the input file.

• dfs.block.size (bhdfs): An HDFS parameter that specifies the size of the block in

the filesystem. We keep the default value of 128MB.

• yarn.scheduler.minimum.allocation-mb (minyarn): The minimum size for any

container request. If we make requests under this threshold it will be set to

this value. We use its default value of 1024MB.

• spark.executor.memory (memspark): The size of the memory to be used by the

executors. This is not the final size of the YARN container, as we will explain

later, since some off-heap memory is needed.
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• spark.executor.cores (corspark): The number of tasks that will run inside each

executor.

• yarn.nodemanager.resource.memory-mb parameter (memnode): This sets the amount

of memory that YARN will have availabe in each node.

• spark.yarn.executor.memoryOverhead (overyarn): The amount of available off-

heap memory. By default, its value its 384.

• Total available nodes (Nnodes): This represents the number of nodes where we

can run our executors.

The size of an executor is given by:

Sizeexec = memspark + max(overyarn,memspark ∗ 0.10) (7.1)

The 0.10 is a fixed factor in Spark and it is used to reserve a fraction of memory

for the off-heap memory. We then round up the size of the executor to the nearest

multiple of yarn minyarn to get the final size. For example, if we get a Sizeexec = 1408,

we will round up to two units of minyarn resulting in Sizeexec = 2048. Now we can

calculate the number of executors in each node as Nexec = bmemnode/Sizeexecc and the

number of task slots in each node as slotsnode = bNexec ∗ corsparkc. Consequently, the

total number of slots in the cluster are slotscluster = bslotsnode ∗Nnodesc.
Finally, we also want to know the number of waves that will be needed to run all the

tasks of that stage. By waves we mean the number of times a tasks slot of an executor

will be used, as depicted in Figure 7.4. We first calculate the number of tasks that will

be needed to process the input data. This is given by Ntasks = bfsize/bhdfsc. Then the

number of waves is found by dividing this task number between the number of slots

in the cluster Nwaves = bNtasks/slotsclusterc. Summarizing all the previous metrics

that are useful to us, we get the following set of metrics, which we will call parallelism

metrics:

{Ntasks, slotsnode, slotscluster, Nwaves, sizeexec, corspark} (7.2)

These are the metrics that will vary depending on the resources available in YARN

and the configuration we choose for the Spark executors and that will help us to model

performance in terms of parallelism.
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Figure 7.4: A set of waves spanned by two executors with three spark.executor.cores. If

we have 16 tasks to be executed then it will take three waves to run them in the cluster

7.3.1.2 Application features

Spark emits an event every time the application performs an action at the task, stage,

job and application levels explained in Section 7.1.2. These events include metrics that

we capture through Slim47, a node.js server48 that stores these metrics in a MongoDB49

database and aggregates them at task, stage, job and application level in a bottom to

up manner. This means that if we aggregate the counters for all the tasks belonging to

a stage, we will have the overall metrics for that stage. The same is done at job level,

by aggregating the stage metrics and at application level, by aggregating the jobs, as

shown in Figure 7.5.

This however creates an issue. We want to characterize applications, but if we

aggregate the metrics for each tasks then we will have very different results depending

on the number of tasks launched. As we explained in Section 7.3.1.1, the number of

tasks spanned depends on the size of the input file. This is not descriptive as we want

to be able to detect similar applications, based on their behaviour and the operations

they perform, even if they operate with different file sizes. Let’s assume we have some

metrics we gathered by monitoring the only stage of the Grep application with 64

tasks. We need these metrics to describe the application, independently of the file size

with which it was executed. In this example, if this same stage is launched again in

the future with 128 tasks, its metrics have to be similar to the ones of the 64 tasks

47https://github.com/hammerlab/slim
48https://nodejs.org/
49https://www.mongodb.com/
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Figure 7.5: Slim bottom-up aggregation. If we have the metrics for the tasks, Slim can

aggregate the ones belonging to a stage to calculate that stage metrics. It does the same

at the job and application execution level

execution in order to apply what the model learned so far for Grep or similar behaving

applications.

To even out these situations, we calculate the mean of the metrics for the tasks of

that stage. Figure 7.6 shows that the mean gives us similar metrics independently of

the filesize for a stage of Sort. The metrics are normalized from 0 to 1 to be able to

plot them together, since they have different scales.

We also define an additional metric at the application level to describe how Spark

persists data. We derive a persistence score vector for each stage of an application

that describes how much of the total input was read from memory, local disk, HDFS

or through the network. For a stage S, we have a total number of task (Ntasks). We

count the number of these tasks that read their input from different sources as memory

(Nmemory), disk (Ndisk), HDFS (Nhdfs) and network Nnetwork. The vector for that

stage VS is:

VS =

{
Nmemory

Ntasks
,
Ndisk

Ntasks
,
Nhdfs

Ntasks
,
Nnetwork

Ntasks

}
This vector will describe if the stage processes data that is persisted in memory,

disk or if it was not on that node at all and had to be read through the network. We

also use the HDFS variable to know if the stage reads the data from the distributed file
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Figure 7.6: Mean application metrics values for a stage of a Sort application with different

filesizes. We can see how the mean of the metrics is almost the same for 40, 81 and 128

tasks

system. Usually this belongs to the first stage of an application, since it is the moment

when we first read data and create the RDD.

An important issue to notice here is that VS can change depending on the execution.

Sometimes, Spark will be able to allocate tasks in the same node where the data is

persisted. In some other executions, it will not be possible because all slots are occupied

or because the system has run out of memory. However, the objective is not to have a

detailed description of the number of tasks that read persisted data. Instead, we want

to know if that stage persists data at all and how much it was able to. Later on, the

model will use this to statistically infer how different configurations can affect a stage

that persists data.

7.3.1.3 System features

There are aspects of the workload that cannot be monitored at application level, but

at system level, like the time the CPU is waiting for I/O operations or the number of

bytes of memory paged in and out. To have a complete and detailed signature of the

behaviour of an application, we also include these kinds of metrics. We include here
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features like cpu usr, bytes paged in/out or bytes sent through the network interface.

To capture them, we use GMonE. We developed a plugin that uses Dstat50. With this,

we obtain a measure per second of the state of the CPU, disk, network and memory of

the machines in our cluster.

Since one task will run only in one node, we calculate the mean of the system

metrics on the node during the lifespan of that task. This will give us descriptive

statistics about the impact of that task at the system level. Then, for each stage we

will calculate the mean of the metrics for all of its tasks in a similar bottom up way, as

we explained in Section 7.3.1.2. This will represent what happened at the system level

while this application was running.

7.3.2 Building the dataset and training the model

For each stage executed in our cluster, we get a vector that we use as a data point. We

will represent this database of stages as:

stagesDB = {Xapp, Xsystem, Xparallelism, Yduration}

where the X’s are the features at application (Section 7.3.1.2), system (Section

7.3.1.3) and parallelism level (Section 7.3.1.1) and Yduration is the duration of that

stage or target variable to predict. Now we have to build the dataset that we will

use to train the model. We want to answer the following question: If we have a stage

with metrics Xapp and Xsystem, collected under some Xparallelism conditions and its

duration was Yduration, what will be the new duration under some different Xparallelism

conditions?. We can regress this effect from the data points we have from previous

executions. However, we have to take into account that metrics change depending on

the original conditions in which that stage was executed. For instance it is not the

same executing a stage with executors of 1GB and 1 task compared to 3GB and 4

tasks. Metrics like garbage collection time will increase if tasks have less memory for

their objects. In addition, CPU wait will increase if we have many tasks in the same

machine competing for I/O. We can see this effect in Figure 7.7, where the metrics of

a stage of a support vector machine implementation in Spark change depending on the

number of tasks per node we choose.

50http://dag.wiee.rs/home-made/dstat/
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Figure 7.7: Changes in the metrics for a stage of a support vector machine implementation

in Spark. Note how the CPU metrics change depending on the number of tasks per node.

Also garbage collection and the deserialize time of an stage increases with this number.

To solve this variance in the metrics, we have to include two set of parallelism values

in the learning process:

• The parallelism conditions under which the metrics were collected. We will call

them Xparallelismref
.

• The new parallelism conditions under which we will run the application. We will

call them Xparallelismrun .

Now building the dataset is just a matter of performing a cartesian product between

the metrics {Xapp, Xsystem, Xparallelism} of a stage and the {Xparallelism, Yduration} of

all the executions we have for that same stage. For example, let’s assume we have two

executions of a stage with different configurations like 10 and 4 tasks per node. We

also have all their features, including system plus application metrics, and the duration

of the stage. The logic behind this cartesian product is: If we have the metrics (X10)

and the duration (Y10) of an execution with 10 tasks per node (tpn) and we have the

metrics (X4) and the duration (Y4) of an execution with 4 tpn, then the metrics of the
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10 tasks execution together with a configuration of 4 tasks per node can be correlated

with the duration of the 4 tpn execution, creating a new point like:

{
X10app, X10system, X10parallelismref

, X4parallelismrun , Y4duration
}

(7.3)

Note here that we consider that two stages are the same when they belong to

the same application and the same position in the DAG. The algorithm is shown in

Algorithm 1.

Algorithm 1 Building the training dataset for the machine learning algorithm

1: procedure buildataset

2: stages = {(Xapp, Xsystem, Xparallelism, Yduration)n} . The stage executions that

we have

3: dataset = ∅
4: for each s ∈ stages do

5: B = {x ∈ stages | x = s } . All the stages that are the same as s

6: new = s[Xapp, Xsystem, Xparallelismref
]×B[Xparallelismrun , Yduration]

7: add new to dataset

8: end for

9: return dataset

10: end procedure

Now we can train the machine learning model with this dataset and check its predic-

tion accuracy. First we have to choose the most accurate implementation. Since this is

a regression problem, we try different state-of-the-art regression algorithms: Bayesian

Ridge, Linear Regression, SGD Regressor, Lasso, Gradient Boosting Regressor, Sup-

port Vector Regression and MLPRegressor, all from the sklearn Python library (107).

First of all, we choose these regression algorithms versus other solutions, like Deep

Learning, because they are interpretable. Apart from this, the chosen algorithms are

easily evaluated with cross validation techniques, as K-fold, Leave P-out or Leave One

Group Out, among others. From a practical point of view, these algorithms are avail-

able in the scikit-learn package, which provides implementations ready to be used right

out of the box. They also allow us to create pipelines where we perform a series of pre-

processing steps before training the model. We build a pipeline for each of the previous
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algorithms, where we first standardize the data and then fit the model. Standardiza-

tion of the data is a common previous step of many machine learning estimators. It

is performed for each feature, by removing its mean value, and then scaling it by di-

viding by its standard deviation. This ensures an equal impact of different variables

on the final outcome and not being biased towards variables that have higher or lower

numerical values. Then for each pipeline, we perform a ten times cross validation with

3 k-folds (79). The results are shown in Figure 7.8. The metric used to evaluate the

score is Mean Absolute Error (MAE) (143). It is calculated by averaging the absolute

errors between predicted and true values for all the data points. MAE will allow us to

evaluate how close the different predictors are to the real values. We do not include

SGD Regressor, since its MAE is just too high to compare with the other methods. As

we can see, boosted regression trees have the best accuracy amongst the seven methods

and also the lowest variance. In addition, decision trees are interpretable. This means

that we will be able to quantify the effect of any of the features of the model on the

overall performance of the application.
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Figure 7.8: 10 CV with 3 K-Fold MAE score for different regression algorithms. Gra-

dientBoostingRegressor is the clear winner with a median absolute error of 23 seconds, a

maximum of 94 seconds in the last 10th iteration and a minimum of 2.7 seconds for the

3rd iteration
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7.3.3 Using the model: providing recommendations for applications

So far, we have only characterized and built our model for stages. An application is a

DAG made out of stages. The questions then arises as to how can we provide a par-

allelization recommendation for the whole application based on the previous explained

concepts. Remember that a configuration in Spark is given at application level. Thus,

if we set some values for spark.executor.memory and spark.executor.cores, they

will be applied to all the stages. If we have a list listofconfs with combinations of

different values for these two parameters, and we launch an application with a different

combination each time, each execution will have different tasks per node, waves of tasks

and memory per task settings. In other words, and following the previously introduced

notation, each execution will have different Xparallelism features. The dataset built in

Algorithm 1 had data points like:

{Xapp, Xsystem, Xparallelismref
, Xparallelismrun , Yduration} (7.4)

therefore, we can plug in new values for Xparallelismrun by iterating through the

different configurations in listofconfs, and predict the new Yduration for the parameters.

In addition, the objective is to know the effect of a given configuration on the whole

application. So we can perform this process for all the stages that are part of the

application and sum the predictions for each configuration. Then we only have to

choose as the optimal configuration the one from the list that yields the minimum

predicted duration. Algorithm 2 describes this process for a given application and its

input data size. The time complexity of the boosted decision trees model, used to make

the predictions, is O(ntree ∗ n ∗ d), where ntree is the number of trees of the boosted

model, d is the depth of those trees and n is the number of data points to be predicted.

We have to do this prediction for the nconf configurations of the configuration list,

which transforms it into O(ntree ∗ n ∗ d ∗ nconf). Note that the only term that is

variable here is the number of data points n, that will grow as we have more executions

on our system. The rest will remain constant as they are fixed the moment we train

the model and are small numbers. We have to point out that we do not consider stages

that launch only one task, since it is trivial that parallelism will not bring any benefit

to them. The DAG engine of Spark can also detect that some stages do not have to be

recomputed and so they can be skipped. We do not consider these kinds of stages in
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the DAG either since their runtime is always 0. Figure 7.9 shows a graphical depiction

of the workflow for a Sort app example.

Figure 7.9: An example with a Sort App, where we iterate through a configuration

list. Notice the different parallelism features: {p1, ..., pn}ref represent the parallelism con-

ditions under which the metrics were collected, {p1, ..., pn}run the parallelism conditions

under which the application run for that execution and {p1, ..., pn}new the new parallelism

conditions that we want to try and the ones we will pass to the machine learning module.

The rest of the metrics are kept constant. Then we just have to group by configuration

and sum up each of the stages predictions to know which one is best

7.3.4 Dealing with applications that fail

When we explained the process by which we predict the best parallelism configuration,

we assumed that we have seen at least once all the stages of an application. However,

this is not always the case, since some configurations may crash. For example, for a

Spark ConnectedComponent application with a filesize of 8GB, the only configurations

that were able to complete successfully in our experiments were the ones with 4GB and 1

core and 6GB and 1 core. The reason behind it is that graph processing applications are

resource hungry and iterative by nature. This can put a lot of pressure in the memory

management, specially when we cache RDD’s like in these kinds of implementations.

In this particular example, the 8GB file we initially read from HDFS grows to a 17.4GB

cached RDD in the final stages of the application.

Thus, if we choose an insufficient memory setting, like the default 1GB configura-

tion, the application will not finish successfully and we will not have either the complete

number of stages or the metrics for that application. Incomplete information means
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Algorithm 2 Recommending a parallelism configuration for an application and its

input datasize

1: procedure predictconfboosted(app, filesize, listofconfs)

2: S = { s ∈ stages | s ∈ DAG(app) } . All the stages that belong to the app

3: listofconfsandduration = ∅
4: for each conf ∈ listofconfs do

5: for each s ∈ S do

6: if s.ntasks 6= 1 then . Some stages only have on task. We do not

consider those

7: s[Xparallelismrun ] = calculateParallelism(filesize, conf) . As

explained in 7.3.1.1

8: duration = duration+ predictBoostedTrees(s) . we accumulate

the prediction of each stage

9: end if

10: end for

11: add (duration, conf) to listofconfsandduration

12: end for

13: return min(listofconfsandduration)

14: end procedure

that the next configuration recommended could be non-optimal, drawing us into a loop

where the application continuously crashes, as depicted in Figure 7.10.

To solve this, we use the approach explained in Algorithm 3. When a user launches

an application, we check if there are any successful executions for it. If we cannot find

any then we retrieve the furthest stage the application got to. This can be considered

as the point where the execution could not continue. For that stage we find the k-

nearest neighbours from all the stages that we have seen so far. These neighbouring

stages belong to a set of applications. Then we follow a conservative approach where we

choose the configuration amongst these applications that resulted in the most number of

stages completed. The intuition behind it is that a configuration with a high number of

completed stages means better stability to the application. With this, we aim to achieve

a complete execution of the application and to collect the features of all the stages with

it. If the user executes the same application in the future, we can use this complete

information together with the standard boosted gradient model to recommend a new
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Figure 7.10: A deadlock situation in which the same configuration is recommended

continuously. The application crashes with the default configuration. Based on whichever

stages executed successfully the next recommendation also crashes. If we do not get past

the crashing point the recommendation will always be the same

configuration. By trying different values for the number of k neighbours, we found that

3 is a good number for this parameter. Going above this value can retrieve too many

diverse stages, which could make the application to crash again. Going below it can

take us to the same deadlock depicted in Figure 7.10. Remember that the objective is

not to find an optimal configuration, but a conservative configuration, which enables a

complete execution without failures.

The kNeighbours approach uses a K-D Tree search approach, where the complexity

is O(log(n)) with n being the number of data points.

7.3.5 The recommendation workflow

Now that we have developed the models with which we make recommendations, we

can connect everything together and describe the workflow we follow to find the best
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Algorithm 3 Finding a configuration for an application that failed

1: procedure predictconfkneighbours(app)

2: S = { s ∈ stages | s ∈ DAG(app) ∧ s[status] = failed }
3: x = lastexecutedstage ∈ S
4: neighbours = find3neighbours(x, stages)

5: res = {n ∈ neighbours | n.stagesCompleted = max(n.stagesCompleted) }
6: return res.configuration

7: end procedure

parallelism settings. When a user wants to execute an application, first we check if we

have any information of it in our database of previously seen applications. If we do not

have it, we execute it with the default configuration. This execution will give us the

metrics we need to tune the application in future executions. If we do have information

about that application, we check if it completed successfully or not:

• In case it did not, we apply the procedure of Algorithm 3 for crashed executions.

• In case it did, we apply the Algorithm 2 with the boosted regression trees model.

Whatever the case is, the monitoring system adds the metrics for that run to our

database so they can be applied for future executions. Applications in a cluster are

recurring (23). This means that the precision of the model will increase with the time

since we will have more data points. We assume the machine learning algorithm has

been trained beforehand and we consider out of the scope of this paper and as future

work, when and how to retrain it. A final algorithm for the process is depicted in

Algorithm 4.

7.4 Evaluation

We perform an offline evaluation of the model with the traces we got from a series of

experiments in Grid’5000.

Cluster setup: Six nodes of the Adonis cluster in the Grid’5000 testbed. These

machines have two processors Intel Xeon E5520 with four cores each, 24GB of memory,

1 Gigabit Ethernet and 1 card InfiniBand 40G and a single SATA hard disk of 250 GB.

The operating system installed in the nodes is Debian 3.2.68, and the software versions
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Algorithm 4 Providing an optimal configuration for a application and a given input

file size
1: procedure configurationforapplication(application, filesize)

2: A = { apps ∈ appDB | apps.name = application) }
3: if A = ∅ then

4: conf = (1g, 1)

5: else if A 6= ∅ then

6: if (∀app ∈ A | app.status = failed) then

7: conf = predictconfkneighbours(app)

8: else

9: conf = predictconfboosted(app, filesize)

10: end if

11: end if

12: submittospark(app, conf)

13: add monitored features to stageDB and appDB

14: end procedure

are Hadoop 2.6.0 and Spark 1.6.2. We configure the Hadoop cluster with six nodes

working as datanodes, one of them as master node and the other five as nodemanagers.

Each nodemanager has 21GB of memory available for containers. We set the value

of vcores to the same number as physical cores. We build a benchmark that is a

combination of Spark-bench, Bigdatabench and some workloads that we implemented

on our own. The latter ones were implemented to have a broader variety of stages and

each one has different nature:

• RDDRelation: Here we use Spark SQL and the dataframes API. We read a file

that has pairs of (key, value). First we count the number of keys using the RDD

API and then using the Dataframe API with a select count(*) type of query.

After that, we do a select from query in a range of values and store the data

in a Parquet data format51. This workflow consist of four stages in total.

• NGramsExample: We read a text file and we construct a dataframe where a row

is a line in the text. Then we separate these lines in words and we calculate the

NGrams=2 for each line. Finally these Ngrams are saved in a text file in HDFS.

51https://parquet.apache.org/
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This gives us a stage in total since it is all a matter of mapping the values and

there is no shuffles involved.

• GroupByTest: Here we do not read any data from disk but we rather generate

an RDD with pairs of (randomkey, values). The keys are generated inside a

fixed range so there will be duplicate keys. The idea is to group by key and then

perform a count of each key. The number of pairs, the number of partitions of the

RDD and consequently the number of tasks can be changed through the input

parameters of the application. This gives us two stages like in a typical GroupBy

operation.

We run all the applications of this unified benchmark with three different file sizes

as we want to check how the model reacts when executing the same application with

different amounts of data. Some implementations, like the machine learning ones, ex-

pect a series of hyperparameters, which change the behaviour of the application. These

are kept constant across executions and their effect is left out of the scope of this paper.

We also try different values for spark.executor.memory and spark.executor.cores

for each application and data size combinations. These executions generate a series

of traces that we use to train and evaluate our model offline. Since the usefulness of

our approach is that it can predict the performance of new unseen applications, we

train the model by leaving some apps outside of the training set. Those apps will

be later used as a test set. A description of the benchmark is depicted in Table 7.2.

The reason for choosing this benchmark, is to have a representative collection of batch

processing applications that are affected differently by their parallelization, i.e. graph

processing, text processing and machine learning. These three groups allow us to prove

that applications with different resource consumption profiles have different optimal

configurations. The files were generated synthetically. At the end we have 5583 stages

to work with. As before we use the dynamic allocation feature of Spark and the De-

faulResourceAllocator for YARN.

7.4.1 Overhead of the system

In this section, we want to evaluate the overhead of monitoring the system, training the

model and calculating a prediction. The first concern is if Slim and GMonE introduce
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Application Dataset Split File Size Type of App

ShortestPath

Test

20GB,11GB,8GB Graph Processing
Connected Component

Logistic Regression

18GB,10GB,5GB
Machine LearningSupport Vector Machine

Spark PCA Example

Grep Text Processing

SVDPlusPlus

Train

20GB,11GB,8GB Graph Processing
Page Rank

Triangle Count

Strongly Connected Component

Linear Regression

18GB,10GB,5GB

Machine LearningkMeans

Decision Tree

Tokenizer

Text ProcessingSort

WordCount

RDDRelation SparkSQL

GroupBy 100 tasks Shuffle

Table 7.2: Different applications used. File size denotes the three different sizes used

for that application. Group by doesn’t read any file but creates all the data directly in

memory with 100 partitions

some overhead when launching applications. We executed five batches of two appli-

cations running in succession: Grep and LinearRegression. We measured the time it

took to execute these five batches with and without monitoring the applications. The

results are depicted in Figure 7.11. As we can see, the overhead is negligible.

Also we want to evaluate how much time it takes to train the model and to calculate

the optimal configuration for an application. We train the model with the traces we

got from Grid’5000 in our local computer. The specifications for the CPU are 2,5 GHz

Intel Core i7 of 4 cores and for the memory is 16GB of DDR3 RAM. The overhead of

training the model depends on the number of data points, as shown in Figure 7.12. For

the complete training set of 55139 the latency is 877 seconds. Note that this process

is run on a laptop but it can be run on a node of the cluster with less load and more

computation power. We must also consider that we trained the model with sklearn,
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Figure 7.11: Overhead introduced by monitoring and storing the traces versus non-

monitoring. As we can see the latency is minimum

but there are distributed implementations of boosted regression trees in MLlib52 for

Spark that can speed up the process For the overhead of the predictions, we take all

the data points in the test set for each application and predict their execution times.

As we can see in Figure 7.13, the overhead is negligible, with a maximum latency of

0.551 seconds for the LogisticRegression App that has 10206 points in the test set.

7.4.2 Accuracy of predicted times

Now we evaluate the accuracy of the predicted durations. As we mentioned earlier, we

built the training and the test set by splitting the benchmark in two different groups.

First, we start by evaluating the duration predictions for different stages. To do that,

we take all the data points for a stage, we feed them to the model and we average

the predictions for each configuration. Some of the results can be seen in Figure 7.14.

For some stages, the predictions are really precise, like the stage 0 of Shortest Path

with 8GB. Some others, like the Stage 1 of Support Vector Machine for 10GB, do not

follow the exact same trend as the real duration but effectively detect the minimum.

We show here some of the longest running stages across applications, since optimizing

their performance will have a greater impact on the overall execution. Remember

that our final objective is not to predict the exact run time but rather to know which

configurations will affect negatively or positively the performance of an application.

52http://spark.apache.org/mllib/
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Figure 7.12: Duration of training the model depending on the number of data points.

For the whole dataset of 85664 points the duration is 1536 seconds.
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Figure 7.13: Latency in the predictions for different applications. The latency is always

less than 1 second with a maximum of 0.519 for a Logistic Regression App

147



1g
1

2g
1

2g
2

2g
3

3g
1

3g
4

4g
1

4g
3

6g
1

100

200

300

400

T
im

e
in

se
co

n
d

s

Stage 0 of 8GB Shortest Path

1g
1

2g
1

2g
2

2g
3

3g
1

3g
4

4g
1

4g
3

6g
1

60

80

100

Stage 1 of 10GB SVM

1g
1

2g
1

2g
2

2g
3

3g
1

3g
4

4g
1

4g
3

6g
1

90

100

110

T
im

e
in

se
co

n
d

s

Stage 1 of 18GB Logistic Regression

Real duration
Predicted duration

Figure 7.14: Predictions for stages of different apps with the highest duration and so

highest impact inside their applications. For Shortest Path the predictions are pretty

accurate. For SVM and Logistic Regression the trend of the predicted values follows the

real ones.

7.4.3 Accuracy of parallelism recommendations for an application

Now that we have seen the predictions for separate stages, we are going to evaluate

the method for a complete application. The objective is to quantify the benefits of our

recommendations compare to other three possible configurations: the default, best and

worst one. We also want to evaluate how the predictions evolve with time, as we add

more data points to our database of executions. To achieve that, we are going to assume

a scenario where the user launches a set of applications recurrently with different file

sizes. If the application has not been launched before, the recommendation will be

the default one. After that first execution, the system will have monitored metrics for

that application. We can start recommending configurations and the user will always

choose to launch the workload with that configuration. In the scenario, for the non-

148



PC
A

18
G
B

PC
A

10
G
B

G
re

p
18

G
B

G
re

p
10

G
B

SV
M

18
G
B

SV
M

10
G
B

Log
R
eg

r
18

G
B

Log
R
eg

r
10

G
B

100

200

T
im

e
in

se
co

n
d

s

Non-graph executions

Best Predicted
Default Worst

Figure 7.15: Executions for the non-graph processing applications of the test set.

graph applications in the test set, the user executes each one with 5GB, 10GB and

18GB consecutively. For the graph applications we do the same with their 20GB, 8GB

and 11GB sizes. In this case, we invert the order, since none of the 20GB executions

finished correctly because of out of memory errors and we use them to get the metrics

instead. The results of these executions can be seen in Figures 7.15 and 7.16. Note

how we separate the figures for graphs and non-graph applications. The reason is that

with one gigabyte for spark.executor.memory, the graph workloads always crashed,

so we do not include this default execution. Best shows the lowest possible latency

that we could get for that application. Predicted is the configuration proposed by

our model. Default is the runtime for a 1g/1core configuration. Worst is the highest

run time amongst the executions that finished successfully. We do not show here any

application that did not complete successfully.

For some applications the recommendations achieve the maximum efficiency like

Grep with 10GB, Logistic Regression with 18GB or SVM with 18GB. For example in

Grep 10GB the maximum improvement is of 11%. This means 11% of savings in energy

and resource utilization, which may be significant when these applications are executed

recurrently. These recommendations can also help the user to avoid really inefficient

configurations, like the one in Grep 10GB. For graph executions, the benefits are more
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Figure 7.16: Executions for the graph processing applications of the test set.

obvious. Since the initial default execution always crashed, the first recommendation

by the system was drawn out of the neighbours procedure explained early. The latency

for this first recommendation is not optimal, but we have to keep in mind that this

is a conservative approach to get a first complete run and a series of traces for the

application. After getting this information and applying the boosted model, we can

get an improvement up to 50% for the case of connected component with 11GB. We

also want to prove that the model can converge to a better solution with every new

execution it monitors. Note that we are not talking about retraining the model, but

about using additional monitored executions to improve the accuracy. As an example,

we keep executing the shortest path application first with 11GB and then with 8GB

until the model converges to an optimal solution. The evolution can be seen in Figure

7.17.

For the 11GB execution, the first point is the duration for the neighbours approach.

After that, the execution recommended with the boosted regression model fails, but

the model goes back to an optimal prediction in the next iteration. In the 8GB case, it

goes down again from the conservative first recommendation to a nearly optimal one.

This is an added value of the model. The system can become more intelligent with
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Figure 7.17: Evolution for the predictions of a recurrently executed shortest path

application.

every new execution and will help the user to make better decisions about parallelism

settings.

Finally, we include in Figure 7.18 the time that it takes to find an optimal con-

figuration for each application. For the boosted decision trees approach, the average

overhead is 0.3 seconds and it increases slightly for those applications that have more

stages, like logistic regression. We consider this negligible, since a 0.3 seconds delay

will not be noticeable by the user. The kNeighbours approach is faster, but it is only

applied to those applications that crash with the default execution of 1g/1core.

7.4.4 Interpretability of the model

Another advantage of decision trees is that they are interpretable. That means that

we can evaluate the impact of certain features on the outcome variable (duration in

our case). One of the possible applications is to explain how the number of tasks per

node affects a given workload. This information can be valuable when the user wants

to manually choose a configuration. For example, in Figure 7.19 we see the partial

dependence of three applications. Shortest Paths is a graph processing application and,

as we saw earlier, it benefits from a low number of tasks per node. KMeans sweet spot

seems to be around a default 10-12 tasks per node. For PCA, the points between 0 and
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Figure 7.18: Time needed to calculate a recommended configuration with the boosted

regression method and the kNeighbours method for each of the applications in our simu-

lated scenario. Note that some of the applications do not use the kNeighbours method,

since it is needed only when the application crashes with the default configuration of 1g

and 1 core

5 correspond to stages with only one or few tasks, something very common in machine

learning implementations. Again everything from 8 to 15 is a good configuration while

more than that, it is counterproductive. Also note how the partial dependence shows

us the degree to which parallelism affects that workload. For example in Shortest Paths

it ranges from 2000 to -4000 while in kMeans it goes from 100 to -100. Indeed, as we

saw in the experiments of the motivation section, the benefit of parallelism is more

obvious on graph applications than in kMeans. This feature of a decision tree proves

to be useful and can help the user to understand how different parameters affect their

workloads.

7.5 Conclusions: controlling and optimising big data work-

loads

Data analytics platforms are the last step inside the hierarchical data flow of IoT. In

many cases, these platforms have to execute computational demanding workloads and
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many tasks 7 is a good configuration.

optimising their performance can save both cost and time, which is specially important

when these kinds of data analytics jobs are executed periodically. One of the most

important decisions that is left to the user is setting the right level of parallelisation for

the workload. That involves choosing a configuration that optimally assigns the CPU

and memory resources needed by the tasks that are going to be distributed throughout

the cluster. However studying the resource requirements of each application and de-

ciding its right configuration can be cumbersome and prone to errors. In this chapter,

we have shown that it is possible to accurately predict the execution time of a big

data-based application with different file sizes and parallelism settings using machine

learning models. Using these predictions we can decide which configuration parameters

should we use to launch an application in an optimal way. These recommendations can

be used as part of the decision support layer that we have detailed during this thesis,

interacting with the user and informing of possible optimisations.
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Part IV

Conclusions: Achievements and

Perspectives
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Chapter 8

Conclusions

Over the last decade, we have seen the emergence of innovative applications that

leverage the overwhelming amount of data generated by devices and users. Many

of these so called Big Data applications run in distributed infrastructures, made up

by many technologies and devices that share the same environment. Ensuring their

performance becomes a problem even for the most experienced engineers, as the mixture

of components creates a staggering complexity in which it is difficult to delve into. In

addition, a new resurgence of decentralised infrastructures in the form of IoT and

Fog computing, complicates the process even further, with more unstable devices and

different virtualisation layer, to name some challenges.

There are many tools that provide observability into these distributed systems in

the form of monitoring frameworks, which we have explored throughout this thesis.

However, not many of them are able to extract knowledge from the information and

metrics compiled. Human experts are the ones making decisions based on dashboards

or other key performance indicators. Besides the inevitable risk of the decision making

process, much information is left on the way, since the user will not be able to exhaus-

tively analyse the huge amount of information generated in the monitoring process.

In this thesis we have explored several challenges related to the management of

the new technologies linked with IoT. We described the complexities of monitoring

new decentralised systems such as the Fog, and explained the design of a tool called

FMonE, which is meant to provide observability into decentralised and heterogeneous

systems. We continued by using different artificial intelligence techniques that are
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able to extract knowledge from the monitored information. We then take these AI

models and implement prototypes that are meant to be part of a decision support

framework, with which users can maintain and optimise decentralised systems like Fog

computing. The framework followed a general workflow in which we monitored the

relevant technologies, pre-processed and integrated the data, trained the AI models

and finally used them to guide our decision-making process. Specifically, we tackled

two problems in this context: root cause analysis for microservices and the optimisation

of parallelism parameters for Big Data workloads. The different steps taken for each

problem are shown in Table 8.1, in which we can observe the parallelism between the

two approaches. We experimentally proved the accuracy of our models with a series

of benchmarks and scenarios executed in the Grid’5000 testbed, which try to emulate

the types of Big Data workloads that can be seen in industry. The results validate our

previous hypothesis stating that artificial intelligence can be used to improve

the performance and management of the different decentralised technologies

used in IoT infrastructures.

Problem Monitor

infrastruc-

ture

Process

and explore

the data

Train AI

models

Making decisions based

on the model

RCA for

Microser-

vices

(Chapter 6)

Sysdig +

Prometheus

Building

multi-

attributed

graphs

Inexact

Graph

Matching

Find nearest graph and its

associated root cause. Based

on the similarity score

(confidence) we can either

directly apply or suggest a

contingency plan. If

confidence is not high

enough, request manual

labelling from the user.

Optimising

parallelism

for Big

Data

Slim

(Chapter 7)

+ GMonE

Combining

parallelism

features +

application

metrics +

system

metrics

Boosted

Decision

Trees

Predict duration for different

parallelism parameters and

choose the most effective one

Table 8.1: The different steps used in our decision making workflow (Figure 4.1) and how

they were used for the two technologies
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To conclude this thesis, we will list the different achievements and how they align

with the objectives we established at the beginning. Finally, we discuss limitations of

our work and future research lines that we have left unexplored.

8.1 Achievements

By integrating the following services into a common framework, users could benefit

from a user decision support system oriented to the management of IoT-enabling tech-

nologies. In particular they can use the following features:

FMonE as a tool to provide observability for Fog environments. We first

studied the different requirements and characteristics that a Fog monitoring tool

should fulfill. Based on them, we developed a framework that is deployed using

container technologies. It uses a monitoring pipeline abstraction, in which the

metrics are extracted and sent/stored across different areas of the Fog hierarchical

structure. We proved through our experiments and a qualitative analysis, that

FMonE is able to meet the requirements we gathered and that containers are an

enabling technology for Fog computing.

An accurate root cause analysis model for microservices. The microservices

paradigm is one of the main technologies used in Fog and it has many syner-

gies with decentralised infrastructures. However, it is also a complex technology

in which troubleshooting a problem can become a challenge. By using graphs

to model the interactions between containers, we are able to extract and save

subgraphs that represent an anomaly in a given part of the architecture. These

subgraphs are stored and labelled with its root cause in a library. Through the

use of graph similarity techniques, we are able to compare any new anomalies

that happen in the system with the graphs patterns in the library. The most

similar patterns are then presented to the user as possible root causes. The ac-

curacy of this model was proved through a series of representative microservice

architectures. We further explored this area by collaborating with other authors

to include information coming from logs into these graphs, enabling the transfer

of the RCA knowledge acquired from one architecture to another.
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A model to optimise the task parallelism for in-memory Big Data analytics

platforms. We proposed a model that is able to save both costs and time when

running analytical jobs by optimising the way their tasks are sized in terms of

memory and cpu. By using machine learning techniques, we are able to learn

from the resource usage of different Apache Spark applications, which parallelism

parameters work best for each workload. The advantage of using machine learn-

ing is that the model can adapt itself to any new infrastructure or application

executed.

8.2 Tools and artifacts for reproducibility

All of our experiments were performed in Grid’5000. This testbed provides several

tools to create reproducible experiments (121). We scripted most of our experiments

through execo53, a Python library that facilitates the management of UNIX processes in

a distributed infrastructure. In this way, it is much easier to prototype our experiments.

It also allows other researchers to redeploy the same environments we used. The three

main execo-based projects that can be used for reproducible research are:

• execo-utilities-g5k54: An easy way to script reproducible experiments on the g5k

testbed. It uses a series of Python classes to deploy experiments in an easy,

scripted way that facilitate the reservation of nodes in G5K, the deployment, the

execution of the experiment and the preservation of the results.

• execo-g5k-benchmarks55: It can be used together with execo-utilities-g5k to fa-

cilitate the execution of some of the benchmarks we detailed in Section 2.2.3.3.

• microservices-rca56: It provides methods to interact with DCOS and launch the

microservice architectures we have used during this thesis. It also allows to inject

anomalies in the different machines that will make up the infrastructure

We have also created some artifacts in the process that are needed by several of the

previous projects:

53http://execo.gforge.inria.fr/doc/latest-stable/
54https://github.com/Brandonage/execo-utilities-g5k
55https://github.com/Brandonage/execo-g5k-benchmarks
56https://github.com/Brandonage/microservices-rca
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• Docker YCSB image57: A Docker Image that can be used to generate any of the

YCSB workloads in a lightweight and elastic way.

• Docker SparkBench image58: A Docker Image that can be used to launch any of

the SparkBench workloads

• DCOS VM image59: The QCOW60 file needed by vagrant-g5k to deploy the VM’s

in which we run all of our DCOS experiments for microservice architectures.

These tools can facilitate the deployment of similar experiments, helping other

researchers to make advancements in the field.

8.3 Future Work

During the work of this thesis we have focused on some research lines, but left others

behind that can be undertaken in the future. In addition, we have also identified new

problems and challenges that we address in this section.

Root cause analysis for numerous IoT devices. We have used containers and

microservice architectures to validate our graph-based RCA method. Although

microservices are one of the main pillars of a Fog architecture, we also want to

test the advantages of our method when detecting failures at the physical layer.

This could include problems like detecting sensors that are not sending valid

measurements, problems in the interconnection between devices or overloaded

gateways. Our graph approach can perfectly adapt to the heterogeneity of IoT

thanks to its modularity and its ability to accommodate to a target domain. For

instance, the different communication protocols can be embedded as attributes

in the edges, or the different sensor modules and their manufacturers included in

a user-built taxonomy.

Improving graph similarity calculation time. In the context of our RCA ap-

proach, we have calculated the similarity between graphs up to 30 nodes. How-

ever, graphs in big production systems could be much larger than that. This is

57https://hub.docker.com/r/alvarobrandon/ycsb/
58https://hub.docker.com/r/alvarobrandon/spark-bench/
59https://zenodo.org/record/1325049
60https://www.linux-kvm.org/page/Qcow2
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specially relevant if we want to test it in an IoT environment where there are

numerous elements. The graph similarity calculation between two large graphs

could turn out to be expensive in terms of computation time and not suitable

for real-time diagnostics of the system. Graph indexing techniques based on the

similarity function can be one of the solutions (17). Another option could be

vectorising the graph representation through graph embedding techniques (45),

as it is much easier to compare two elements as a vector than by their graph

structure.

Including time dimension in the graph representation of the system. Many

anomalies can be identified by the way they evolve in the system. For example,

a memory leak in a JVM will start with a slow increase of heap memory used,

followed by an increase of the cpu activity due to the garbage collection and

then the final crash. This evolution of the system during a time window can be

represented as a sequence of snapshots of the system, instead of single graphs.

Its usefulness could be proved in a serverless environment, where containers come

and go depending on specific events.

Task contention and scheduling depending on the type of workload. We

have already mentioned how difficult is to fully control and optimise the usage of

a distributed infrastructure. One of the reasons is the difficulty of intelligently

placing different tasks throughout the machines in such a way that the full ca-

pacity of the hardware can be reached (92). Containerisation makes it very easy

to migrate applications from one host to another, enabling the consolidation of

workloads into a few hosts. However, task contention should be taken into ac-

count, as placing several workloads that use the same kind of resource would be

counterproductive (i.e. placing I/O intensive workloads in the same host). New

research into intelligent scheduling methods would allow to collocate tasks more

efficiently cutting costs in infrastructure and energy.

New visualisation and representation techniques for IoT deployments. Many

of the models developed during this thesis can be implemented as part of a decision

support systems. Another desirable feature of a DSS is delivering visualizations

(e.g. dashboards) that facilitate to the users the comprehension of their applica-

tions and infrastructure. However, an IoT deployment could be very large, with
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thousands of devices to monitor and each one with many heterogeneous character-

istics. So far, commercial tools provide visualisations for single site or multi-site

datacenters, but not for IoT infrastructures, which we believe can be a research

line itself.
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