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Abstract
Recommender systems refer to algorithms widely used in
industry to determine the preferred product to propose to
a customer, given some information about the customer
and the context of the purchase. In this thesis, such an approach is applied to predict the desirability of hotels given
information about an air travel booking. Speciﬁcally, we
present a novel recommender system which optimizes the
booking conversion based on a list of hotels chosen from a
larger set. The proposed solution uses information such as
details about the associated ﬂight booking, characteristics
of each hotel and the attributes of the list of hotels proposed. The main contribution of this thesis concerns the
Hotel List Builder (HLB) which is the component of the
recommender system that generates the new recommendations of hotels. This component relies on a two-stage machine learning model and the feature importance analysis
of the hotel bookings. The expected conversion rate is improved from 0.049% to 0.186% on average due to the new
recommendation system. This method also results in a signiﬁcant improvement in the processing time when the HLB
is applied with respect to a brute force solution to build
an optimal list of hotel recommendations (up to 20 times
faster).

Abstract
Rekommendationssystem refererar till algoritmer som används i stor utsträckning inom industrin. Detta för att
besluta den föredragna produkten som skall visas till en
kund, med information om kunden och innehållet av köpet.
I denna avhandling tillämpas ett tillvägagångssätt för att
förutsäga önskemål om hotell med information om en ﬂygreservation. Vi presenterar ett speciﬁkt rekommendationssysten som optimerar bokningskonverteringen baserad på
en lista över hotell. Dessa hotel är valda från en större
upppsättning. Den föreslagna lösningen använder information såsom detaljer om tillhörande ﬂygbokningar, egenskaper hos varje hotell och attributen i listan över föreslagda hotell. Huvudbidraget av denna avhandling handlar om Hotel List Builder (HLB). Denna är komponenten
i rekomendationssystemet, vilket genererar de nya rekommendationerna av hotell. Denna komponent förlitar sig på
en två-stegs maskininlärningsmodell och har viktiga analyser om hotellbokningar. Tack vare det nya rekommendationssystemet, förbättras den förväntade omvandlingskonverteringen från 0,049% till 0,186 i genomsnitt. Denna
metod resulterar också i en betydande förbättring av behandlingstiden när HLB appliceras med respekt för en låg
tvångslösning. Detta för att skapa en optimal lista av hotell
rekommendationer (up till 20 gånger snabbare).
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Chapter 1

Introduction
In the United States, the travel industry is estimated to contribute for approximately 5% of the gross domestic product and to be the third largest retail industry
after the automotive and food sectors. In addition, it turns out to be one of the
world’s largest in terms of direct and indirect revenues -more than 3.5 trillion dollars
per year- [85]. In the last decades, travelling has experienced a rapid growth where
users are willing to pay for new experiences, unexpected situations, and moments of
meditation [19, 68]. On the other hand, traditional travel players such as airlines,
hotels, and travel agencies, among others, want to increase revenue from these new
markets. Nevertheless, it is not so simple to understand the desires of the traveller
to propose the appropriate oﬀer. The consumer and the supplier are separated by a
communication’s cloud, which both have to cross [87]. The supply side must identify its market segments, create the respective products with the right features and
prices and it has to ﬁnd a distribution channel. The tourist has to ﬁnd the proper
product, its conditions, its price and how and where to buy it. In fact, the vast
quantity of information available to the users makes this selection more challenging.
Finding the best alternative can become a complicated and time-consuming process. In the past, consumers in such situations relied mostly on recommendations
from other people by word of mouth, known products from advertisements [51] or
informed themselves by reading reviews [11, 47]. However, the Internet has recently
overtaken word of mouth as the primary medium for choosing destinations [54] by
guiding the user in a personalized way to interesting or useful products from a large
space of possible options.
Many players have emerged in the past decades mediating the communication
between the consumers and the suppliers. One type of player is the Global Distribution System (GDS), which allows customer facing agencies (online or physical)
to search and book content from most airlines and hotels. Amadeus is a leading technology company dedicated to the world’s travel industry. Amadeus oﬀers
cutting-edge technology solutions that help key players in the travel industry succeed in their business. In 2016, Amadeus processed more than 595 million bookings
1
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and boarded more than 1.3 billion passengers from travel agencies, airlines, hospitality properties, car rental companies, and more. Hence, Amadeus acts as a broker
where buyers and sellers are brought together and facilitate transactions between
them [71]. In exchange, a fee or commission is charged for each transaction that is
enabled. All in all, for the rest of the thesis we assume that the business goal of
Amadeus is to maximize the conversion rate between the consumers and the suppliers, that is, the proportion of users that purchase a product from the suppliers
out of the total numbers of consumers.
In this study, we aim to increase the conversion rate for hospitality recommendations when users book a trip. First, we implement a two-stage machine learning
model on top of the current recommender system. Second, we create an intelligent
hotel list builder which optimizes the conversation rate for a given user and context.

1.1

Background

Booking a major holiday is often a yearly or bi-yearly activity for travellers,
typically requiring research on multiple occasions for destinations, activities, and
pricing. According to a study from Expedia [39], travelers visit 38 sites up to 45
days prior to booking. The travel sector is characterized by Burke and Ramenazi
[10] as a domain with the following factors:
• Low heterogeneity: the needs that the items can satisfy are not so diverse
(e.g. how many hotels can you recommend for a certain city?).
• High risk: the price of items is comparatively high. Risk determines the
user’s tolerance for false positives (e.g. a 0.99$ music track is a low risk, a
500.000$ house could be a very high risk).
• Low churn: the relevance of items do not change so rapidly.
• Explicit interaction style: the user needs to explicitly interact with the system in order to add personal data. Although we can track some implicit preferences from web activity and past history, mainly the information obtained
is gathered in an explicit way (e.g. when/where do you want to travel?).
• Unstable preferences: information collected from the past about the user
might be no longer trustworthy today.
Due to this degree of complexity, researchers have tried to relate touristic behavioural patterns to psychological needs and expectations by 1) deﬁning a characterization of travel personalities and 2) building a computational model based on
a proper description of these proﬁles [66]. Recommender systems are a popularly
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implementation of this computational model. Recommender systems are a particular form of information ﬁltering that exploit past behaviours and user similarities
to generate a list of information items that is personally tailored to an end-user’s
preferences. They have become fundamental in e-commerce applications, providing
suggestions that adequately reduce large spaces so that users are directed toward
items that best meet their preferences. There are several core techniques that are
applied to predict whether an item is, in fact, useful to the user [7]. With a contentbased approach, items are recommended based on the user’s choices made in the
past based on attributes of the items [6, 64]. Applying a collaborative ﬁltering technique, recommendations to each user are based on information provided by similar
users, typically without any characterization of the content [49, 56, 60]. Demographic systems recommend an item based on personal attributes of a user such as
age, gender, and country [86]. To improve performance, the former methods have
sometimes been combined in hybrid recommendation systems [23, 67, 74]. Recommender systems present several challenges in the travel sector. First, the number
of ratings explicitly given by the users is usually lower than in other domains such
as music or movies [66] and actually it might be not present for some content (e.g.
for ancillary services). Furthermore, these ratings come from diﬀerent platforms
which might use diﬀerent rating scales. Accordingly, the content proﬁles are less
accurate. Second, most of the time users are diﬃcult to track due to anonymity
issues or history reconstruction constraints (e.g. when the user books content from
diﬀerent channels such as a mobile app, an online travel agency, or the airline website). Therefore, a user proﬁle cannot be built since we have a limited history per
traveller [44].
Recommender systems are not the only way to improve the conversion rate.
Dynamic pricing strategies adjust the price and oﬀers of products in real time to
maximize the conversion [1, 70]. If the propensity of a customer for buying a product
is zero, then this client may not see any oﬀer as his behaviour cannot be modiﬁed
by any treatment. On the other hand, if his propensity is high but not certain,
this person might be a candidate who may need a treatment to guide him towards
a purchase. The startup Nudgr1 uses machine learning to automatically engage
visitors who will abandon a website without buying. Then, it automatically ﬁres an
action in form of a pop-up, notiﬁcation [16] or discount [38] to catch the attention
of the customer. Contextual bandits can also function as both a recommender
engine and live testing framework [2]. A contextual bandit observes a context,
makes a decision, choosing one action from a number of alternative actions, and
observes an outcome of that decision. For example, you can use this algorithm to
select which set of hotels to show to your customers to maximize the conversion
rate. The context is information about the user (e.g where this person is travelling
or previously bookings), an action is a choice of what hotels to display and the
outcome is whether the user booked a hotel or not. Presenting diﬀerent set of
1
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hotels to the users reﬁne the overall performance of the system.
We propose a new direction where we aim to increase the conversion rate in
hospitality products building a two-stage machine learning model on top of an
existing recommender system and proposing better recommendations to the user.

1.2

Problem Formulation

Amadeus distributes travel solutions through its Global Distribution System
(GDS). The content sold through the GDS is diverse, including ﬂight segments, hotel
stays, cruises, car rental, and airport-hotel transfers. Amadeus’ business concerns
the delivery of appropriate travel solutions to travel retailers. With these solutions,
Amadeus aims to provide tools to suppliers to optimize the booking conversion
from ﬁnal customers. The reason why Amadeus’s desire is to obtain more bookings
is that more bookings mean more revenue. There are two possibilities on how to
get more bookings: 1) get more people onto the site looking; and 2) get more
conversion of the people looking. Amadeus is a B2B company, therefore the search
and inspiration aspect is not directly handled by the company (getting more people
to look for ﬂights/hotels). That is Google and the travel agencies’ purpose. Nor
does the company handle the supply of products, that is up to the hotels and airlines
in this case. Hence, for Amadeus, targeting the existing ﬂow of passengers to more
relevant and attractive products is the core added value on top of our IT oﬀering,
as it would lead to better conversion, and thus better revenue and proﬁtably for the
travel agencies and the company, as each search has a cost.
In this work, we are primarily focusing on presenting hotels to our leisure customers. Search and booking tools are already available for business travellers as
part of the IT oﬀering, and now this project is looking at a new initiative focusing
on leisure, which is why the volumes are so low. Therefore, state-of-the-art recommendation engines capable of analysing historical bookings and automatically
recommending the appropriate travel solutions need to be designed. In the context
of hospitality services, Amadeus has already implemented a solution that proposes
a set of hotels when a ﬂight booking is completed. Figure 1.1 shows an outline
of the current recommendation system. After a user books a ﬂight, their personal
information is sent to the recommender engine. Beforehand, the recommender engine has performed sentiment analysis on TripAdvisor reviews and descriptions from
booking.com for the hotels. Then, the top 5 hotels are selected based on the best
composite score, their availability, the user preferences (blacklisted and favorite
hotels) and the user characteristics (nationality, gender, and age).
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Figure 1.1: Current hotel recommendation system. When a ﬂight booking is completed, the Passenger Name Record (PNR) details are passed to the recommender
engine which selects a set of available hotels for the user. Then, the hotel recommendations are sent to the Sell Connect (i.e. to travel agencies) and Cross-Sell
Notiﬁer (i.e. mail campaigns) apps.

However, this system does not take into account valuable information such as
the context of the request (e.g. where was the booking originated?), details about
the associated ﬂight (e.g. how many days is the user staying in the city?) nor
historical recommendations (e.g. are similar users likely to book similar hotels?),
which are key assets to ﬁne tune the recommendations.
The research question that we are facing is: using available Amadeus data
sources, whether can we improve the hotel conversion rate when a trip is booked
by proposing better recommendations?

1.3

Purpose

The purpose of this thesis is to 1) analyse and understand the saliency of
Amadeus data related to hotel recommendations and 2) document, validate and
explain the process of designing a prototype of a machine learning based hotel recommender system to increase the conversion rate and thus improve the customer
satisfaction and optimise the revenue for Amadeus and their service suppliers.
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Goal

The goal of the project is to improve the conversion rate in hospitality services.
To accomplish this, ﬁrst we discuss how to use the current recommender system
to make better recommendations given a list of hotels. We propose a machine
learning model which is capable of predicting with high conﬁdence whether a set
of recommended hotels leads to a booking or not. Second, we propose to improve
the recommendations by swapping one of the hotels from the initial list for a new
one which increases the overall conversion probability of the previous model. To do
this exchange, we initially faced a multi-objective optimisation problem -since there
are many features that can be optimised- but we solve this issue by converting it
into a univariate optimization problem. The inspiration comes from the Cascade
Generalization technique [35] where two machine learning models are combined
sequentially, using the output of the ﬁrst model as a new feature of the second
one. Third, we analyse the feature importance of the success cases [73] in order
to validate the hypothesis that this new variable is the one that contributes the
most to the conversion. Finally, we design and implement the new recommendation
system by creating a two-stage machine learning model and a hotel list builder that
proposes the best combination of hotels for a certain user and context.

1.5

Beneﬁts, Ethics, and Sustainability

Beneﬁts. There are three main actors that would beneﬁt from this recommender
system. The users will receive better recommendations tailored to their preferences
and past information, reducing a large amount of choices available. The travel
agency will oﬀer more products and boost sales. Finally, Amadeus will increase
beneﬁts by charging a commission for each successful transaction.

Ethics. Concerns about data privacy and sensitive information appear in this
context. Although the data for completing a booking is relatively quite small, a
PNR typically contains much more information of sensitive nature. This will include
the passenger’s full name, date of birth, gender, credit card details and much more.
Therefore, airlines and travel main players must ensure that collecting and storing
the passenger’s data follow the agreements and laws dictated by the governments.

Sustainability. The proposed solution supports individual interests rather than
political or economic decisions. Due to Amadeus’ business model, it does not provide
incentives for the company to recommend some speciﬁc products from some speciﬁc
hotel chains but rather they are interested in providing the best possible solution
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for an user. On the other hand, environmental sustainability might also be taken
into account since the storage, distribution and processing of this large amount of
data requires a lot of computational power and resources.

1.6

Research Methodology

The selection of which research methods and methodologies to use when conducting a research project is a critical aspect to be considered [40]. The two main
research methods are Quantitative research and Qualitative research. The Quantitative research measures the systems with quantiﬁcations meaning that the experiments and tests are supported by measuring variables using large datasets and
the use of statistics to validate the initial hypothesis. On the other hand, Qualitative research is focused on understanding meanings, opinions, and behaviours to
reach conclusions. Therefore, since the work of this thesis is evaluated by comparing
models with respect to well-deﬁned metrics and veriﬁcation techniques, the research
methodology chosen is the quantitative.
The philosophical assumption can be considered as the starting point for the
research in order to establish assumptions about valid research and appropriate
research methods. This research is based on Criticalism which assumes that the reality is socially, historically, and culturally constituted, produced and reproduced by
people. This paradigm matches our intention of understanding the user experience
in order to create recommendations tailored to their preferences.
The research method applied to this project is Applied research. We make use
of real-work data, previous research with the goal of solving the practical problem of increasing the conversion rate in hospitality services. Finally, the Abductive
approach is selected as the research approach. It combines the inductive and deductive approach to draw conclusions. First, outcomes are based on the analysis
of behaviours and experiences (i.e. recommendations and purchases of the users).
Second, quantitative methods on large datasets are used to provide a generalisation
of the hypothesis. Furthermore, we have an incomplete set of data, since we lack
some information related to the availability of hotels and attributes of both the
users and hospitality services.

1.7

Contributions

The Amadeus business context is novel due to the richness of available data
sources (bookings, ratings, passenger information) and the variety of distribution
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channels: indirect through travel agencies or direct (website, mobile, mailbox). We
propose the following contributions:
• Combination of three data feeds to build a complete picture and enrich the
knowledge about the context of the travel (ﬂights booked, hotels booked at the
destination, and passenger information) and also the logs of the recommender
system (hotel proposals).
• Deﬁnition of a two-stage machine learning recommender tailored for travel
context. Two machine learning models are required to build the new recommendation set. The output of the ﬁrst machine learning algorithm (prediction
of the probability of hotel booking) is a key input for the second algorithm,
based on the idea of [35].
• Comparison of several machine learning algorithms for modelling the hospitality conversion in the travel industry.
• Design and implementation of a hotel list builder engine which generates the
hotel recommendations that maximize the conversion rate of the session. This
engine is built based on the analysis of the feature importance of the session
model at individual level [73].

1.8

Delimitations

The study has been done on a subset of the original data for a period of a year
starting in February 2017. The dataset started to be collected on that date and
that is the reason why only one year of data is available. Because the number of
conversions was extremely low, we consider for this ﬁrst prototype a conversion as a
click on the recommended hotel. This is an approximation of the actual performance
and when more data is available the models will be trained on the correct target.
The nature of the problem (conversions) is the reason why the dataset is highly
unbalanced, Furthermore, there was some noise on the data due to random and
repeated searches from several users. For instance, if a user makes the same search
twice but in diﬀerent timestamps, these two searches will be treated as diﬀerent
sessions even though they are the same. When randomly splitting the dataset into
the subsets training and testing, this issue may lead to data leakage. To solve this
problem, we remove duplicated observations that were made on the same day. A
more accurate approach would be to divide the training and testing datasets in a
chronological way. However, due to the distribution of the conversions, it would
lead to worse results.
On the other hand, the evaluation of the recommender system is based on ofﬂine metrics. The use of live experiments such as A/B testing may require of the
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development of a production system fulﬁlling strict demanding, which is out of the
scope of the thesis. Therefore, the ﬁnal solution is done via oﬄine evaluation and
further studies about online metrics must be done on the topic.

1.9

Outline

The rest of the thesis is organised as follows: Chapter 2 introduces the theory
and background needed for this research, Chapter 3 presents the design process,
research methodology and methods carried out for developing the recommender
system, Chapter 4 presents the results of the diﬀerent machine learning models and
techniques used during the study, indicating the ﬁnal performance of the system.
Finally, Chapter 5 discusses the conclusion of the thesis and gives insights about
future work.

Chapter 2

Background
2.1

Machine Learning Models

According to Arthur Samuel [77] –IBM engineer pioneer in the area–, machine
learning is "the ﬁeld of study that gives computer the ability to learn without being
explicitly programmed". Machine learning is a subﬁeld of artiﬁcial intelligence that
uses techniques from statistics and optimisation to learn algorithms from data. It
is divided into three categories:
• Supervised learning: learns a model from labelled training data that allows
making predictions about unseen data.
• Unsupervised learning: handles unlabelled data where the goal is to explore its structure to extract meaningful information without the guidance of
a ground truth variable.
• Reinforcement learning: the goal is to develop a system (agent) that improves its performance based on interactions with the environment leading to
a ﬁnal reward function.
In this thesis, we will focus on supervised learning problems, speciﬁcally on binary classiﬁcation. More formally, in supervised learning, we are given a dataset
S of the form {(x1 , y1 ), ..., ((xm , ym )} for some unknown function y = f (x). The
values xi are vectors of the form (xi,1 , xi,2 , ..., xi,n ) where each component, called
features, are discrete or real-valued. When the y values are real values we say the
problem belongs to the category of regression, whereas when the output is a discrete
set of classes {1, ..., K} it is a classiﬁcation problem. When K = 2, we face a binary
classiﬁcation problem, where the labels are often represented as 0 and 1.
Given the set S of training examples, a learning algorithm is used to generate
a classiﬁer. The classiﬁer is a hypothesis about the true function f . Given unseen
10
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x values, it predicts the corresponding y value. The aim of these algorithms is
to learn an accurate way to match input data to output data and, therefore, be
able to truthfully approximate f . A central problem in the estimation of these
predictions is the bias-variance trade-oﬀ [30]. The bias is the error between the
expected prediction of the model and the correct value which we are trying to
predict. High bias can cause underﬁtting, i.e., missing relevant relations between
features and targets. The variance is the error generated by the variability of the
model prediction when there are small ﬂuctuations in the training data. High
variance can cause overﬁtting, i.e., capturing noise and/or relations that do not
generalize. Given the true model and inﬁnite data to estimate it, it is possible to
reduce both the bias and variance terms to 0. However, in practice, we deal with
imperfect models and ﬁnite data, and there is a trade-oﬀ between minimizing the
bias and minimizing the variance.

2.1.1

Logistic Regression

The logistic regression model estimates the probability of an event occurring
based on a linear combination of the independent features using the logistic function.
The logistic function is a sigmoid function which squashes the value of any real input
t to the range [0, 1]. The logistic function is deﬁned as follows and visualised in Fig
2.1:
σ(t) =

1
1 + e−t

(2.1)

Figure 2.1: The logistic function σ(t) [21].

Assuming t is a linear combination of x in equation 2.1, then the input values
can be combined linearly using weights to predict the probability of membership to
a class, deﬁning the logistic regression model:
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hβ (x) = P (Y = 1|x; β) =

1
1 + e−βx

(2.2)

In binary classiﬁcation, the optimization problem is to ﬁnd the set of weights
for which if an input xi belongs to the class 1, then P (Y = 1|x; β) will be close to
1, whereas if it belongs to the class 0, then the probability will be closer to 0. We
can obtain the former indications by optimizing the following cost function which
can be solved by gradient descent techniques [50, 75]:

J(β) = −

2.1.2

m
1 
[yi log(hβ (xi )) + (1 − yi ) log(1 − hβ (xi ))]
m i=1

(2.3)

Naïve Bayes Classiﬁer

The Naïve Bayes Classiﬁer is a probabilistic classiﬁer based on Bayes’ theorem.
The Bayes’ theorem describes the probability of an event given prior knowledge and
is mathematically deﬁned as:

P (A|B) =

P (B|A)P (A)
P (B)

where A and B are events and P (B) = 0. P (A|B) and P (B|A) are conditional
probabilities while P (A) and P (B) are marginal probabilities.
Given a dataset S of the form {(x1 , y1 ), ..., ((xm , ym )}, we can apply Bayes’
theorem in the following way:

P (y|x) =

P (x|y)P (y)
P (x)

and assuming independence between the features, we can rewrite the former
equation as:

P (y|x1 , ..., xn ) =

P (y)Πni=1 P (xi |y)
P (x1 |y)...P (xn |y)P (y)
=
P (x1 )...P (xn )
P (x1 )...P (xn )

and since the denominator remains constant for a given input, we can omit that
term:
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P (y|x1 , ..., xn ) ∝ P (y)Πni=1 P (xi |y)
Using the last equation, we can train the model by ﬁnding the probability of a
given training set of inputs for all possible values of the class variable y and picking
up the output with maximum probability. This can be expressed mathematically
as:
y = arg max P (y)Πni=1 P (xi |y)
y

Diﬀerent ways of modelling the distribution of P (xi |y) exist. The most common
one is the Gaussian Naive Bayes which assumes that the continuous values associated with each class are distributed according to a Gaussian distribution. Other
popular Naive Bayes classiﬁers are Multinomial Naive Bayes and Bernoulli Naive
Bayes [65].

2.1.3

Decision Trees

Decision trees follow a tree-like graph model where each node represents a feature, each link represents a decision and each leaf represents an outcome. The
goal is to create a model that predicts the value of a target variable by learning
simple decision rules inferred from the independent features. The decision tree is
constructed as follows:
• At each node, starting from the root, the attribute that best classiﬁes the
training data is selected for the split. The best split is chosen based on diﬀerent criteria such us impurity, entropy or residual measures depending on the
problem to solve. This creates a division of the dataset, where examples will
follow distinct branches depending on the value of their features. For classiﬁcation, the Gini impurity is used to select the best split which measures
how often a randomly chosen observation would be incorrectly classiﬁed if it
was randomly labelled according to the distributions of labels in the subset,
or mathematically, given a subset G and let denote pi as the fraction of items
labelled with class i in that set:
IG (p) =

K


[p(i)(1 − p(i))]

i=1

• This process is repeated until the tree is full, that is, until you reach a small
enough set that contains points that fall under one label; when a minimum
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number of points reaches a node or when a maximum depth is reached. The
ﬁrst solution leads to high variance problem, since leaves will contain too few
training points. On the other hand, if the tree is not deep enough, the model
will suﬀer from high bias. In the last two alternatives, since a leaf can have
more than one observation, the leaf value is assigned choosing the majority
label.

Figure 2.2: A decision tree [35].

Decision trees are a powerful algorithm that are simple to understand, interpret,
and validate. However, they usually tend to overﬁt since they favour the creation
of over-complex trees and also they are unstable from small variations in the data.
Techniques such as pre-pruning (e.g. limiting the maximum depth) or post-pruning
can help to overcome these problems. In the following section, two ensembles learning methods based on decision trees are proposed to improve the variance and bias.
The idea is to take a collection of weak learners (in this case, decision trees) and
form a single, strong learner.
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Ensemble Methods

Ensemble methods combine the predictions of several models or algorithms. In
voting [3], diﬀerent classiﬁers are combined, where the opinion of all base classiﬁers contributes the same to the ﬁnal classiﬁcation (uniform voting) or, on the
other hand, where each base classiﬁer has a weight associated that could change
over the training (weighted voting). Another approach to combine classiﬁers consists of generating multiple models of the same algorithm. Bagging generates
diﬀerent training datasets by sampling with replacement. Then, models are trained
using the bootstrapped dataset. Consequently, some observations only appear in
certain models while others data points appear more than once in the same model,
reducing the variance of the ﬁnal classiﬁer [8]. Boosting is a sequential algorithm
that maintains a weight for each observation in the dataset. At each iteration, a
new model is trained using the previous weights and it is in charge of adjusting
these values by increasing the weights from misclassiﬁed examples. This technique
primarily reduces bias but also variance [31].

2.1.4.1

Random Forests

Random forests is an ensemble technique that combines several decision trees
following the idea of bagging for both observations and features [46]. The training
data is bootstrapped in each individual decision tree and random attribute selection
is done at each split in the learning process. The reason to do this is to reduce the
correlation of the trees in an ordinary bootstrap sample since features with strong
prediction power for the target variable will be selected in many of the trees even
if diﬀerent samples of data are used at a time.
There are several hyperparameters that can be speciﬁcally tuned in random
forests apart of those inherited from decision trees:
• Number of trees: the total number of trees in the ensemble. The more
trees, the better the improvement in the variance. However, the improvement
ratio decreases as the number of trees increases, i.e., at a certain point the
beneﬁt in prediction performance will be lower than the cost in computation
time.
• Maximum depth: maximum depth to which each tree will be built. Deeper
trees can seem to provide better accuracy on the training set because they
capture more complex relationships but can lead to overﬁtting and the training
time also increases.
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• Subsampling rate: fraction of observations from the training dataset used
in each tree. This sample rate can also be deﬁned per class for imbalanced
problems.
• Column sample rate: fraction of features randomly selected at each split
of the trees. Usually, it is the square root of the total number of features.
• Binomial double trees: in binary classiﬁcation, building twice as many
internal trees as the number of trees might lead to higher accuracy but lower
speed training and prediction.

2.1.4.2

Gradient Boosting Machines

The idea of gradient boosting was originated by Breiman and Friedman [9, 32, 33]
who observed that boosting can be interpreted as an optimization algorithm on
a suitable cost function. In [62], boosting algorithms were redeﬁned as iterative
function gradient descent algorithms. Therefore, to improve the predictions with
respect of general boosting algorithms, gradient boosting looks at the diﬀerence
between their current approximation and the known target vector and then adds
this residual to the new weak model, guiding the ensemble towards the correct target
by minimizing the cost function following the negative direction of the gradient.
Gradient boosting machines share many of the hyperparameters from random
forests, but they also include new ones related to the gradient descent algorithm:
• Learning rate: for each gradient step, the gradient is shrunken by some
factor between 0 and 1 called the learning rate. Lower learning rates are generally better but then more trees are required to achieve better performance.
On the other hand, higher learning rates might lead to overﬁtting.
• Learning rate annealing: reduces the learning rate by an annealing factor
after every tree. With this option, higher learning rates can be experimented,
converging much faster with almost the same accuracy than with smaller
learning rates.

2.1.4.3

Stacked Generalization

Unlike bagging and boosting, the goal in stacking is to ensemble strong, diverse
sets of learners together. Stacked generalization ﬁnds the optimal combination of
a collection of prediction algorithms by training another learning algorithm on top
of them, called metalearner [82, 88]. First, all of the other algorithms are trained
using the original training data (level-zero data). This ﬁrst phase is equivalent
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to performing model selection via cross-validation in a normal machine learning
problem. Then, a combiner algorithm is trained to make a ﬁnal prediction using all
the predictions of the other algorithms as input (level-one data), giving a certain
weight to each model. The latter phase is just training another single model to
select the best combination of weights.

Figure 2.3: Representation of the level-zero data. As in bagging, you specify L
base learners with the diﬀerence that these algorithms might be diverse. They are
trained performing k-fold cross-validation in each of these learners.

Figure 2.4: Representation of the metalearner or level-one data. The predicted
values from cross-validation are collected and appended together to form a new
dataset. Then, the metalearner is trained using this new matrix and the original
labels.

2.1.4.4

Cascade Generalization

After studying the bias-variance decomposition of the error in bagging and
boosting, Kohavi observed that the reduction of the error is mainly due to reduction
in the variance [52]. The main problem with boosting seems to be robustness to
noise since noisy examples tend to be misclassiﬁed and therefore the weight will
increase for these examples [5]. A new direction in ensemble methods was proposed
by Gama and Brazdil called Cascade Generalization [35]. The basic idea is to use
sequentially a set of classiﬁers (as in boosting), where at each step is performed an
extension of the original data by the insertion of new attributes. The new attributes
are derived from the probability class distribution given by the base classiﬁers.
Formally, we denote the dataset D = (xn , yn ) with n = 1, ..., N , where xi ∈ Rm
is the input vector of size m and yn ∈ Nc is the output variable whose value ranges
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from c discrete classes. A classiﬁer F is a function that is applied to the training set
D to construct a model F(D). For each observation x, the generated model assigns
a vector representing the conditional probability distribution [p1 , ..., pc ], where pi
represents the probability that the example x belongs to class i.
Let us represent A(F(D), D ) as the application of the model F(D) on the data
We deﬁne a constructive operator Φ(D , A(F(D), D )) which concatenates all
examples of the set D with their output probability class distribution given by
A. Therefore, Φ generates a new dataset D where each example in D has an
equivalent example in D , but augmented with c new attributes.
D .

Cascade generalization is a sequential composition of classiﬁers, that at each
generalization level applies the Φ operator. Given a training set L, a test set T , and
two classiﬁers F1 and F2 , the method Cascade generalization proceeds as follows.
Using classiﬁer F1 generates the Level1 data:
Level1 train = Φ(L, A(F1 (L), L))

(2.4)

Level1 test = Φ(T, A(F1 (L), T ))

(2.5)

Then, the classiﬁer F2 learns on Level1 training data and classiﬁes the Level1
test data. These steps perform the basic sequence of a cascade generalization of
classiﬁer F2 after classiﬁer F1 . We represent the basic sequence by the symbol ∇:
F2 ∇F1 = A(F2 (Level1 train), Level2 test)
which, by applying equations 2.4 and 2.5 is equivalent to:
F2 ∇F1 = A(F2 (Φ(L, A(F1 (L), L))), Φ(T, A(F1 (L), T )))
This is the simplest formulation of Cascade Generalization for the two classiﬁers
case. A composition of n classiﬁers is represented by:
Fn ∇Fn−1 ∇Fn−2 ∇...∇F1
The following Figure 2.5 shows a representation of the cascade generalization
method. The original dataset consists of characteristics about robots and they are
classiﬁed into one of two classes. A ﬁrst model is applied on this training data,
computing a probability class distribution for each example in the training and
test sets. The next level is generated by extending these sets with the probability
class distribution given by the last model (two new attributes P(OK) and P(not
OK)). Finally, a new model is trained on top of this new data, computing the ﬁnal
probability class distribution.

CHAPTER 2. BACKGROUND

19

Figure 2.5: Representation of the cascade generalization method.

There are several advantages of using cascade generalization over other ensemble
algorithms:
• The new attributes are continuous since they are probability class distributions. Combining classiﬁers by means of categorical classes loses the strength
of the classiﬁer in its prediction.
• Each classiﬁer has access to the original attributes and any new attribute
included at lower levels is considered exactly in the same way as any of the
original attributes.
• It does not use internal cross validation which aﬀects the computational eﬃciency of the method.
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• The new probabilities act somehow as a dimensionality reduction technique.
The relationship between the independent features and the target variable are
captured by these new attributes.

2.1.5

Neural Networks

Artiﬁcial Neural Networks (NN) are a type of machine learning model inspired
on the biological neural networks that constitute the brain [37]. A NN is composed
of hundreds of units connected between them with coeﬃcients (weights) forming
a hierarchical structure based on layers. Neural networks try to approximate an
unknown function f ∗ by deﬁning a mapping y = f (x, θ). The neural network learns
the parameters θ through the training data x and the target values y. A feedforward
neural network model is the most common type of neural network. They are called
feedforward because information ﬂows from the observations x through the network
and ﬁnally to the output y. There are no feedback connections in which outputs of
the model are fed back into itself (as opposed in recurrent neural networks).
As already mentioned, feedforward neural networks are composed of layers,
where the number of layers is called the depth of the model. In each layer, there are
deﬁned a certain number of units. The ﬁrst layer is called the input layer, and the
last layer the output layer. The rest of the layers are called hidden layers. The existence of hidden layers make necessary the use of activation functions to introduce
non-linearities in the model. Common activations functions are:
• Hyperbolic Tangent (tanh): the tanh function is a sigmoidal function that
outputs values in the range of (-1, 1). Negative inputs will be mapped strongly
negative and the zero inputs will be mapped near zero in the tanh graph.
• Rectiﬁed Linear Unit (ReLU): the ReLU activation function is the most
widely used and it is deﬁned as: f (x) = max(x, 0). Therefore, when the input
is positive the derivative is 1 and it does not suﬀer from the vanishing gradient
problem (when the activation function squeezes the weights).
• Maxout: the maxout activation functions computes the max(θx + b) where
b is the bias vector. As can be seen, ReLU is a particular case of the Maxout
function. It has the beneﬁts of the ReLU function and besides it solves the
problem os the dying ReLU (when it always outputs the same value for any
input). In contrast, it doubles the number of parameters for every single unit.
The non-linearities introduced by the activation functions causes that loss functions become non-convex. Therefore, neural networks are commonly trained with
stochastic gradient descent using back propagation. When they are solving a classiﬁcation problem, neural networks optimise the cross entropy loss function, which
is deﬁned when the number of classes is two as:
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N
1 
(ŷn log(p) + (1 − ŷn ) log(1 − p))
N n=1

where ŷn are the output values of the network. The back-propagation algorithm
consists of two phases. In the ﬁrst phase, the propagation goes forward through
the network to generate the output values and the loss error for those values is
calculated. Then, the output activations are back propagated through the network
in order to generate the diﬀerence between the targeted and actual output values. In
the second phase, the weights are updated in the opposite direction of the gradient
in order to minimise the cost function, i.e., minimise the diﬀerence between the
target and the actual output values of the network.

2.2

Interpretability in Machine Learning

The eagerness for exploring and explaining phenomena about life, mind, or society has led to the design and development of mathematical and physical models
by the scientiﬁc community. In order to explain more and more complex events,
these models have also become increasingly complex [61]. Machine learning has outlasted former models in the last decade by producing more reliable, more accurate,
and faster results in areas such as speech recognition [45], natural language understanding [18], and image processing [53]. Nevertheless, machine learning models
act mostly as black boxes. That is, given an input the system produces an output
without almost any interpretable knowledge on how it achieved that result. This
necessity for interpretability comes from an incompleteness in the problem formalisation meaning that, for certain problems, it is not enough to get the solution but
how it came to that answer [25]. Several studies on the interpretability for machine
learning models can be found in the literature [4, 43, 83]. In this section, we focus
on the work from Ribeiro et al. [73] called Local Interpretable gnostic Explanations.

2.2.1

Local Interpretable Model-Agnostic Explanations (LIME)

Understanding the reasons behind predictions is essential in assessing trust.
When deﬁning trust in machine learning, it is important to diﬀerentiate between
trusting a prediction, i.e. whether a user trusts an individual prediction suﬃciently
to take some action based on it; and trusting a model, i.e. whether the user trusts
a model to behave in reasonable ways if deployed. The authors defend that determining trust in individual predictions is a relevant problem when the model is
used for critical decision making problems (e.g. medical diagnosis or terrorism detection) where we are not just interested in the overall performance on the model
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but, more important, on the accurateness and explanations of certain individual
cases. Therefore, the aim of interpretability is to present to humans faithful and
intelligible explanations about the relationship between the observations and the
machine learning model’s prediction in order to be able to make proper decisions.

Figure 2.6: Explaining individual predictions. A model predicts that a patient
has the ﬂu, and LIME highlights the symptoms in the patient’s history that led
to the prediction. Sneeze and headache are portrayed as contributing to the “ﬂu”
prediction, while “no fatigue” is evidence against it. With these, a doctor can make
an informed decision about whether to trust the model’s prediction.

2.2.1.1

Deﬁnition

The Local Interpretable Model-Agnostic Explanations model explains the predictions of any classiﬁer in an interpretable and faithful manner by learning an
interpretable model locally around the prediction:
• Interpretable. In the context of machine learning systems, we deﬁne interpretability as the ability to explain or to present in understandable terms to
a human [25]. For instance, when training machine learning models for text
classiﬁcation, complex vector representations of words (e.g. word2vec [63])
are used rather than the original words. Therefore, interpretable explanations
need to use a representation that is understandable to the user, regardless of
the actual features used by the model. Figure 2.7 shows an example of how
LIME transforms an e-mail into interpretable components by localizing the
words that lead to the atheism prediction.
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Figure 2.7: Transforming an e-mail into interpretable components using LIME.

• Local ﬁdelity. As already stated, global interpretability implies what patterns are present in the overall model while local interpretability implies knowing the reasons for a speciﬁc decision. For interpreting a speciﬁc observation,
it is suﬃcient to understand how it behaves locally.
• Model-agnostic. The goal is to provide a set of techniques that can be
applied to any classiﬁer or regressor in contrast to other speciﬁc-domain techniques [90].

2.2.1.2

Method

We denote x ∈ Rd as the original representation of an instance being explained,

and we use x ∈ {0, 1}d to denote a binary vector expressing the interpretable
representation of x. An explanation is a model g ∈ G, where G is a class of
potentially interpretable models, i.e. a model which can be easily understood by
the user with visual, textual or numerical artifacts (e.g. linear models). As not
every g may be simple enough to be interpretable, let us deﬁne Ω(g) as a measure
of complexity (e.g. in linear models, Ω(g) may be the number of non-zero weights).
Let the model being explained be denoted f : Rd → R. We further use πx (z) as a
proximity measure between an instance z to x, so as to deﬁne locality around x.
Finally, let L(f, g, πx ) be a measure of how unfaithful g is in approximating f in the
locality deﬁned by πx . In order to ensure both interpretability and local ﬁdelity, we
must minimize L(f, g, πx ) while having Ω(g) be low enough to be interpretable by
humans. The explanation produced by LIME is obtained by the following equation:
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ξ(x) = arg min L(f, g, πx ) + Ω(g)

(2.6)

g∈G

We want to minimize the locality-aware loss L(f, g, πx ) without making any
assumptions about f , since we want the explainer to be model-agnostic. Thus,
in order to learn the local behaviour of f as the interpretable inputs vary, we
approximate L by perturbating instances around x , weighted by the similarity
measure πx . Given a perturbated sample z  , we recover the sample in the original
representation z ∈ Rd and obtain f (z), which is used as a label for the explanation
model. Given this dataset Z of perturbed samples with the associated labels, we
can now optimize Eq. 2.6 to get an explanation ξ(x). The primary intuition behind
LIME is presented in Figure 2.8, where we sample instances both in the vicinity
of x (which have a high weight due to πx ) and far away from x (low weight from
πx ). Even though the original model may be too complex to explain globally, LIME
presents an explanation that is locally faithful (linear in this case).

Figure 2.8: The black-box model’s complex decision function f (unknown to LIME)
is represented by the blue/pink background, which cannot be approximated well
by a linear model. The bold red cross is the instance being explained. LIME
samples instances, gets predictions using f , and weighs them by the proximity to
the instance being explained (represented here by size). The dashed line is the
learned explanation that is locally (but not globally) faithful.

The perturbation model depends on the nature of the data. For tabular data,
statistics for each variable are extracted and permutations are then sampled from
a normal distribution N (μ, σ 2 ) of the variable distributions. If features are numerical, they are discretized into quartiles and the mean and standard deviation are
computed. If features are categorical, the frequency of each value is computed. For
text data, the permutations are performed by randomly removing words from the
original observation. For images the same idea is taken, removing random pixels
from the original instance. To conclude, the parametrization of the former functions
can be seen in Table 2.1:

CHAPTER 2. BACKGROUND

25

function

parametrization

formula

G

linear models

g(z  ) = wg · z 

L

locally weighted square loss

πx

exponential kernel with width σ
and D is a distance function



πx (z)(f (z) − g(z  ))2

z,z  ∈Z

exp(−D(x, z)2 /σ 2 )

Table 2.1: Parametrization of functions used in LIME.

The distance function D varies also depending on the input data. For tabular
data, the categorical features are recoded based on whether or not they are equal to
the observation. The binned continuous features are also recoded based on whether
they are in the same bin or not. Then, the distance to the original observation is
calculated based on the Euclidean distance. For text data, the cosine similarity is
used. Finally, for images the L2 distance is used.

2.3

Class Imbalance

The class distribution of a dataset is the frequency of instances belonging to each
class. In binary classiﬁcation, we deﬁne the class imbalance problem when there is
a diﬀerence in the prior distribution of positive and negative instances, usually with
the negative outnumbering the number of positive class instances. Conventional
machine learning classiﬁers have a bias towards the classes with the greater number
of instances when they are optimized by the overall accuracy since they assume
balanced class distributions or equal misclassiﬁcation costs. Imagine a dataset with
a distribution ratio of 1:100 (i.e. for each example of the positive class, there are 100
negative class examples). A classiﬁer that tries to maximize the accuracy may obtain
an accuracy of 99% with the classiﬁcation of all instances as negatives, treating the
positive example as noise. However, in many real-world applications such as fraud
detection [69], medical diagnosis [59] or network intrusion [17], the class of interest
is the under-represented one and a large number of techniques have been developed
to address this problem.
Depending on the algorithm and application, diﬀerent approaches have been
proposed to account for class imbalance. In [34], the authors proposed four diﬀerent
categories depending on how the techniques deal with the imbalanced problem:
• Algorithm level approaches (also called internal): modify existing classiﬁer algorithms to bias the learning towards the minority class. These methods
require expert knowledge on both the classiﬁer and the application domain
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in order to understand why the classiﬁer fails when the class distribution is
skewed. Examples are support vector machines [55] and association rule based
classiﬁers [57].
• Data level approaches (also called external): rebalance the class distribution by either adding examples to the minority class (oversampling), removing
examples from the majority class (undersampling) or combining both sampling
methods (hybrid methods). The main drawback with undersampling is the
loss of information that comes with deleting examples. On the other hand,
oversampling increases the model training time and, if it duplicates examples,
it can also lead to overﬁtting [26]. The most well-known sampling techniques
are:
1. Random oversampling: random replication of instances from the minority
class.
2. Random undersampling: random elimination of instances from the majority class.
3. Synthetic Minority Oversampling Technique (SMOTE) [12]: creation of
new minority class examples by interpolating several minority class instances that lie together. The new example is created by randomly selecting one (or more) of the k nearest neighbours of a minority class
instance and randomly interpolating the features of both instances.
• Cost-sensitive methods: incorporate both data level transformations (by
adding costs to instances) and algorithm level modiﬁcations (by modifying
the algorithm to accept costs). Instead of creating balanced data distributions through sampling techniques, cost-sensitive learning uses diﬀerent
weights that describe the costs for misclassifying observations of diﬀerent
classes [24, 27].
• Ensemble-based methods: combination between an ensemble learning algorithm and one of the techniques above, commonly data level and costsensitive methods. The most widely used ensemble algorithms are boosting
and bagging and deﬁne the following subcategories:
1. Cost-sensitive boosting: during each iteration, the weights of the observations are modiﬁed with the goal of correctly classifying the examples
that were misclassiﬁed in the previous iteration (e.g. AdaCost [28] and
RareBoost [48]).
2. Boosting-based ensemble: combine data level approaches with boosting
algorithms. Examples are SMOTEBoost [13] and RUSBoost [79].
3. Bagging-based ensemble: combine data level approaches with bagging
algorithms. The most common approaches are OverBagging (random
oversampling for each bag) and UnderBagging (random undersampling
for each bag).
4. Hybrid ensembles: combine both bagging and boosting ensemble techniques. For instance, EasyEnsemble [58] uses bagging as the main en-
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semble learning but each bag is then trained using a boosting algorithm
(AdaCost in this case).
These techniques in combination with the use of proper evaluation metrics might
help to improve the ﬁnal performance of your models. A ﬁnal note in this section is
the use of stratiﬁed sampling when performing cross-validation. Instead of randomly
choosing the instances for the training and validation datasets, the instances of
the minority class are selected with greater frequency in order to even out the
distribution.

2.4

Evaluation Metrics

In binary classiﬁcation problems, a classiﬁer labels observations as either positive
or negative. The decision made by the classiﬁer can be represented in a confusion
matrix which has four categories:
• True positives (TP): number of observations that were correctly classiﬁed
as positive.
• True negatives (TN): number of observations that were correctly classiﬁed
as negative.
• False positives (FP): number of observations that were wrongly classiﬁed
as positive.
• False negatives (FN): number of observations that were wrongly classiﬁed
as negative.

Predictive Positive
Predictive Negative

Actual Positive
TP
FN

Actual Negative
FP
TN

Table 2.2: Confusion matrix

From the confusion matrix, several ways of measuring classiﬁcation performance
for comparing the quality of predictions can be deﬁned:

Accuracy (ACC) The accuracy simply measures how often the classiﬁer makes
the correct prediction. It is the ratio between the number of correct predictions and
the total number of observations:
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TP + TN
TP + TN + FP + FN

Accuracy is a single measure of performance that is easily interpretable but only
when both false positive and false negative have similar costs. Other metrics, such
as precision, recall, and F1-score oﬀer a suitable alternative for unbalanced classes.

Precision (P) The precision metric indicates the proportion of correctly classiﬁed
predictions from all the observations that were labelled as positive. In plain words,
from the observations that we predicted that are positive, how many of them are
actually true positives:

Prec =

TP
TP + FP

Precision can be calculated for either the positive or negative class but typically
is reported for the most under-represented class.

Recall (R) or True Positive Rate (TPR) The recall metric measures the ratio
of correctly predicted positive values to the actual positive values. In plain words,
how many of the true positives were found:

Rec = T P R =

TP
TP + FN

Notice that recall can be improved by just predicting more positive values (e.g.
a classiﬁer that predicts all observations as true will have R = 1) but precision
will consequently decrease. On the other hand, the lower the number of predicted
positive instances, the better the precision. Therefore, both metrics do not make
sense in the isolation from each other since there is a trade-oﬀ between them.

False Positive Rate (FPR) Similar to the true positive rate, the false positive
rate measures the ratio of wrongly predicted negative values to the actual negative
values:

FPR =

FP
FP + TN
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F1 -score (F1 ) The F1 -score combines the precision and recall metrics in a single
measure of performance by taking their harmonic mean:

F1 = 2

Prec · Rec
Prec + Rec

The F1 metric is usually preferred over precision and recall since this score is
just one number and might help to decide between multiple models. The F1 -score
is suitable when the mistakes are equally bad for both classes and true negatives
are uninteresting.

F-measure (Fβ )

The generalization of the previous metric is given by [15]:

Fβ =

(1 + β 2 )Prec Rec
β 2 Prec + Rec

β is a parameter that controls a balance between Prec and Rec . When β = 1, F1
comes to be equivalent to the harmonic mean of Prec and Rec . If β > 1, F becomes
more recall-oriented (by placing more emphasis on false negatives) and if β < 1, it
becomes more precision oriented (by attenuating the inﬂuence of false negatives).
Commonly used metrics are the F2 and F0.5 scores.

Area Under the Receiver Operating Characteristic curve (AUROC) The
ROC curve is created by plotting the true positive rate (TPR) against the false
positive rate (FPR) at various threshold levels. That is, it shows how the number of
correctly classiﬁed positive examples varies with the number of incorrectly classiﬁed
negative examples. Figure 2.9 shows the representation of a ROC curve. There are
two important characteristics regarding the ROC curve:
• The ROC curve ﬁts inside the unit square and its optimal point is at the
top-left corner when (FPR, TPR) = (0,1). So the closer the model gets there,
the better.
• The curve is by deﬁnition monotonically increasing and any reasonable model
is located above the identity line as a point below it would imply a prediction
performance worse than random.
The ROC curve is a two-dimensional representation of classiﬁcation performance. To compare classiﬁers, we want to have a single scalar value representing the
curve by calculating the area under the curve (AUC). Based on the mentioned features, the closer the ROC curve gets to the optimal point of perfect prediction, the
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closer the AUC gets to 1. Therefore, models with higher AUCs are preferred over
those with lower AUCs, where 0.5 AUC indicates that a model has no predictive
power.

Figure 2.9: Representation of ROC curve.

The AUROC has a nice probabilistic interpretation: it is the probability that
the model will score a randomly chosen positive class higher than a randomly chosen
negative class [29]. It is a rank-based statistic and expresses the probability that
one individual in a pair is ranked higher than the other.

Area Under the Precision-Recall curve or Average Precision (AP) ROC
curves can present an optimistic view of a classiﬁer performance if there is a large
skew in the class distribution because they take into account true negatives. When
true negatives are not meaningful to the problem, and you just want to make sure
every positive prediction is correct (precision) and that you get as many of the
positive predicted as positives as possible (recall), then ROC curves do not capture
such eﬀects.
The precision-recall curve is an evaluation measure that is based on recall and
precision at diﬀerent threshold levels. A high area under the curve represents both
high recall and high precision. This area is obtained by trapezoidal interpolation
of the precision which is diﬃcult to estimate. An equivalent metric is the Average
Precision (AP) which is the weighted mean of precisions achieved at each threshold,
with the increase in recall from the previous threshold as the weight:
AP =


n

(Rn − Rn−1 )Pn

CHAPTER 2. BACKGROUND

31

Precision-recall curves are better for highlighting diﬀerences between models for
unbalanced datasets due to the fact that they only evaluate the fraction of true
positives among positive instances. If you want to compare diﬀerent models in
imbalanced settings, the area under the precision-recall curve will likely exhibit
larger diﬀerences and will be more informative than the area under the ROC curve.
Notice that the relative ranking of the algorithms does not change since a curve
dominates in ROC space if and only if it dominates in PR space [22, 76], as shown
in Figure 2.10:

Figure 2.10: The diﬀerence between comparing algorithms in ROC vs. PR space.
This diﬀerence exists because in this example the number of negative examples
greatly exceeds the number of positive examples. Consequently, a large change in
the number of false positives can lead to a small change in the false positive rate
used in ROC analysis. On the other hand, precision, by comparing false positives
to true positives rather than true negatives, captures the eﬀect of a large number
of negative example.

Chapter 3

Methodology
This chapter presents the design process, research methodology and methods
carried out during this study. First, we deﬁne the terminology in regards to the
project nature. Second, we describe how the data was acquired, processed and analysed, providing a full description of its attributes. Third, we present the motivation,
challenges, and solutions proposed for the resolution of the research question.

3.1

Terminology

• Hotel Conversion: a hotel recommendation leads to a conversion when the
user books that hotel.
• Hotel Model: machine learning model trained to predict click probability of
individual hotels.
• Passenger Name Record (PNR): passenger identiﬁer that contains information about the passenger data and ﬂight details.
• Session: after a traveller completes a ﬂight booking through a reservation
system, a session is deﬁned by the context of the ﬂight, the context of the
reservation, and a set of ﬁve recommended hotels proposed by the recommender system.
• Session Conversion: a session leads to a conversion when the user books
any of the hotels suggested during the session.
• Session Model: machine learning model trained using features related to the
session context and hotels, its output is the click probability of the session.
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Data Collection and Data Analysis

There are many data collection methods for collecting the data in a research.
The most commonly used for quantitative research, as it is the case, are Experiments,
Questionnaire, Case Study, and Observations. Out of these four categories, we
collect the data through experiments and observations by collecting a large dataset
of recommendations with many variables and ethnography details.
The collected datasets must be inspected, cleaned, and transformed in order to
create suitable models for drawing conclusions. In quantitative research, the most
used techniques are Statistics and Computational Methods. Since we decide to solve
our original problem using a machine learning model, we decide to stick to the
statistics method by using descriptive and inferential statistics to analyse the data.

3.2.1

Recommendation Logs

Historical hotel recommendations were collected for a period of one year starting
in February 2017. The dataset consists of 715,952 elements. Out of these recommendations, there are a total of 3,588 conversions. Therefore, the dataset is unbalanced
since only 0.05% of the instances are actually conversions. In Figure 3.1, we can
observe how the number of recommendations and conversions have varied along this
extent of time. Notice that the increase in the number recommendations has not
lead to an increase in the number of conversions:

(a) Distribution of the number of recommenda-(b) Distribution of the number of conversions
by month for a period of one year.
tions by month for a period of one year.

Figure 3.1: Although there have been more recommendations in the last months of
data, the number of conversions has not increased accordingly.

Each row contains information regarding the context of the session, the rec-

CHAPTER 3. METHODOLOGY

34

ommended hotel, and whether the recommendation led to a conversion. Table 3.1
enumerates and describes these features:
Feature

Description

Example

base_id

Session identiﬁer

HTL6J62NXFd

reco_id

Number of recommendation (from 1 to 5)

3

reco_date

Date of the recommendation

30/01/2018

pnr_recloc

Passenger PNR

K8GBOV

market

Country where the booking was made

ES

location

Country where the passenger is traveling

FR

property_code

Hotel identiﬁer

GTMCTMUS

provider_code

Hotel provider identiﬁer

GT

Price of the hotel at the time of the recommendation

103.14

Price currency

EUR

localrating

Hotel numerical rating (from 0 to 5)

3

selfrating

Hotel categorical rating

S

converted

Whether the recommendation led to a conversion

1

price
currency

Table 3.1: Features of the recommendation logs. Each recommendation belongs to
a session where other four recommendations are also presented. When predicting
the conversion probability of a session, the numerical features are aggregated in
diﬀerent ways (mean, max, min, and std).

About the data preprocessing, we removed noisy observations generated due to
the fact of the existence of duplicated searches. We consider a redundant observation if there exist two recommendations made within the same day with the same
parameters (context, market, location, and hotels). We delegate the normalization
and scaling of the variables to the programming libraries that were used to deﬁne
and train the models.

3.2.2

Passenger Name Record

In the travel industry, a Passenger Name Record (PNR) is the basic form of
computerized travel record. The concept of a PNR was ﬁrst introduced by airlines
that needed to exchange reservation information when passengers required ﬂights of
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multiple airlines to reach their destination. It consists of the personal information
for a passenger and also contains the itinerary for the passenger, or a group of
passengers travelling together [41].
A single PNR can contain data about all services for their trip from diﬀerent
providers such as air and train travel, hotels or car rental. Figure 3.2 shows a
real-world example of a PNR:

Figure 3.2: PNR example. A PNR contains ﬁve mandatory elements: name,
itinerary, contact, ticketing and, the emisor.

The PNRs are composed of envelopes, one per committed transaction, describing a history of actions which are stored in a Lambda-box cluster1 . An envelope
textually describes the changes applied to a PNR during a transaction. Each envelope follows the international standard EDIFACT format which provides a set of
syntax recommendations to structure data, an interactive exchange protocol, and
standard messages.
Once we have the raw data in form of parquet ﬁles (28.2 GB from 177,618 record
locators), those EDIFACT messages are parsed using a Scala parser tool develop
by Amadeus in order to extract the desired features. The ﬁnal ﬁle has a size of 402
MB. For the purpose of this study, we only retrieve and derived features related to
the ﬂight from the PNR, as shown in Table 3.2:
1

A Lambda-box is a MapR Hadoop cluster separated in tenants. Tenants are a set of dedicated
nodes where processing for a given application or a group of application is executed.
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Description

pnr_recloc

Example

Passenger PNR

K8GBOV

Date of PNR creation

30/01/18

airline_code

Airline code

IB

board_point

Origin city

MAD

Destination city

NCE

departure_date

Date of departure

02/02/18

departure_time

Time of departure

08:50

arrival_date

Date of arrival

02/02/18

arrival_time

Time of arrival

10:05

Days between the departure and booking date

3

Travel class

EYT

Number of stops (if any)

0

Duration of the ﬂight in minutes (including stops)

75

Days the passenger is staying in the city

10

creation_date

oﬀ_point

elapsed_time_days
class_of_service
n_stops
trip_duration
total_journey_duration

Table 3.2: Features of the PNR data.

3.3

Experiment Design

This section discusses the motivation and objective behind the study, proposes
a potential solution to the research problem, identiﬁes its associated challenges, and
introduces a series of novelties to make this proposal feasible. The research question that we are trying to solve is how the hotel conversion rate can be improved
using historical logs of recommendations and additional data sources on top of the
existing recommender system. It is clear that if we improve the recommendations
made to the users they will be more likely to book a hotel since these recommendations will be personally tailored to them. Therefore, we can take advantage of the
recommendation logs and build a model that learns which hotels match with which
users depending on their preferences.
Using machine learning and the historical dataset of recommendations, we can
train a model which is capable of predicting with high conﬁdence whether a proposed
set of recommended hotels leads to a booking, as shown in Figure 3.3:
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Figure 3.3: Machine Learning model that predicts the conversion probability given
a set of recommended hotels.

Once we have trained the model, we can evaluate other combinations of hotels
and recommend to the user the batch of hotels that maximizes the conversion.
Imagine that for a certain user the hotels A, B, and C have been recommended.
The model says that the probability of conversion is 0.16. What would happened if
instead of proposing A, B and C the system would have recommended hotels D, E
and F? If in this hypothetical case the conversion probability of this new session is
higher than the previous one, then it would be clear that we are not recommending
the best set of hotels for that user and there is still room to improve. Therefore,
the idea is to evaluate the trained model with a new combination of hotels in order
to propose the best possible recommendations.
Currently, the recommender system proposes the top 5 hotels based on a composite score. We decided to modify the existing suggestions by removing one of
the initially hotels and introducing a new one that increases the overall session
conversion probability, as shown in Figure 3.4:
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Figure 3.4: We aim to provide a better set of recommendations to the user by swapping one of the initial proposed hotels and introducing a new one which increases
the session conversion probability.

The next step is to decide which hotel to remove from the original list and which
hotel to introduce from the pool of all the hotels of a certain city. First, to remove
one hotel from the original list, we can randomly delete one or base this elimination
on an speciﬁc criteria (e.g. remove the most expensive hotel to reduce the price’s
variance of the session). Second, to select the hotel that is going to be introduced
within the set of recommendations, we have identiﬁed two diﬀerent approaches:
• Brute force approach: we can create and evaluate all possible combinations
and choose the one with the highest conversion probability. This means, each
time one of the ﬁve hotels from the initial list is removed, and a new one
from the pool of hotels is inserted. However, this brute force solution is
computationally ineﬃcient and time-consuming (e.g. in Paris you would need
to create 5*1,653 diﬀerent models, ﬁve diﬀerent models per hotel).
• Heuristic approach: to tackle these issues, an intelligent swapping process
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is evaluated. The feature importance of the machine learning model can be
studied in order to ﬁgure out which attributes contribute the most to the
model. Then, we can simply select the new hotel as the one which has the
features that maximize the conversion. Figure 3.5 shows a representation of
this idea.

Figure 3.5: Sketch of the feature importance study of the model. The ﬁrst feature
seems to have the highest inﬂuence on the model. We can then select the hotel that
maximizes the conversion through this variable.

Nevertheless, the last solution presents some challenges that need to be discussed
and solved:
1. How to study the feature importance of complex models? Modern
machine learning models are mainly black-box and are not easy to interpret
in contrast with simpler models such as logistic regression. There is a vast
amount of research in the analysis of feature importance for speciﬁc black-box
models -e.g. random forests [80] or neural networks [89]-, but there is relatively
little work using model-agnostic frameworks to make fair and meaningful comparisons between diﬀerent models [72].
2. How to interpret the feature importance in an unbalanced dataset?
We are particularly interested in providing explanations for the positive predictions since we want to optimize the success conversions. Basically, we only
want to interpret some particular predictions rather than the overall behaviour
of the model.
3. How many features do we need to optimize? Initially, we are facing a
multi-objective optimization problem since the choice of a hotel for enhancing
the conversion probability might depend on diﬀerent features. Furthermore,
the existence of categorical features makes this optimization even harder. Can
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we convert it into a univariate optimization problem?
The novelty of our study comes from the use of two related works to solve the
mentioned points. First, we design a two-stage cascaded machine learning model
[35] where the output probabilities of the ﬁrst model are a new feature of the second
one. The cascading approach reduces the feature space of the ﬁrst model. Second,
we interpret the feature importance of the positive instances with a local interpretable model-agnostic technique [73]. Recall that we are interested in maximising
the conversion and therefore we would like to study only the actual bookings (true
positive cases). Thus, we can study the feature importance of particular instances
in complex models, allowing to switch from a multi-objective to a univariate optimization problem if one concrete feature is dominant.

3.4

Recommendation System Architecture

The overall structure of our new recommendation system based on a two-stage
cascaded machine learning model and an intelligent hotel list builder on top of the
current recommendation system is illustrated in Figure 3.6:

Figure 3.6: Overview of the two-stage cascaded hotel recommender system.
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When a user successfully completes a ﬂight booking, the PNR details together
with the context of the session are sent to the hotel recommender system. Two
machine learning models trained on data from the recommendation logs, hotel features, and details of the passengers are then utilised to create personalised hotel
recommendations which maximise the user’s probability of conversion. The ﬁrst
machine learning model is trained on individual hotels. Then, the output probabilities of this model are appended to the second model as new features, which is
trained at session level. Once this new model is trained, the feature importance of
the true positive cases is analysed in order to inspect if this new feature is the one
that contributes the most to the model. Then, the hotel list builder reuses the set
of hotel recommendations given by the former recommender system, taking one of
the suggestions out and introducing a new hotel that maximizes the conversion of
the session model. The next subsections explain in details this system.

3.4.1

Cascaded Machine Learning Models

The selection of which machine learning model to use highly depends on the
problem nature, constraints and limitations that are trying to be solved. The
Youtube recommender system favours scalability and velocity because of its massive
user base, video corpus diversity, and freshness of content [20]. The IBM sales team
implemented a B2B recommendation system that takes into account the need for
interpretability, oﬀering a detailed reasoning about why a client may be a suitable
match for a particular oﬀering [84]. On the other hand, Twitter also needs scalable
and fast models to fulﬁll its real-time recommendations [81]. In our case, we prioritize the predictive performance since it is not required to understand the predictions
(i.e. we care more about having good results rather than good explanations) and
there are not model reﬁnement constraints (i.e. we do not need to retrain the model
constantly). Therefore, we aim for complex models since they are the ones that have
shown better predictive power. Inspired by the work of Gama and Brazdil [35], we
create a two-stage cascaded machine learning model where the output of the ﬁrst
model is a new feature of the second model.

Hotel Model. The ﬁrst step is to train a machine learning model individually on
hotels. The features used for training this model are not only exclusively related
with hotels but also with the session and ﬂight context. Evaluating this model, we
get the probability that a certain hotel will be booked for a given location. This
leads to several advantages:
• Cold start problem: when new hotels are introduced in the database, they
might be also recommended. The model does not penalise items that have
not been recommended yet since we do not use any kind of hotel identiﬁer
[78].
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• Dimensionality reduction: we can interpret the output probabilities as
a feature that comprises the relationship between the independent variables
and the target variable. This is the idea behind the Cascade Generalization
technique, and we therefore include this new feature in the next model.

Figure 3.7: Sketch of the Hotel Model. We train the machine learning model to
predict the probability that a particular hotel will be booked.

Session Model. The second machine learning model is the one which predicts
whether a session leads to a conversion or not. A session is composed of ﬁve diﬀerent
hotels and the aim of the recommender system is that the user books one of them.
We use the same features than in the Hotel Model (contextual, passenger, and hotel
features) as well as the hotel probabilities obtained from the ﬁrst model. As we will
see later, we have determined that this new feature is the one that contributes the
most to the Session Model and therefore use it to optimise the conversion rate.
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Figure 3.8: Sketch of the Session Model. This machine learning model predicts the
probability that a session leads to a conversion, given a set of ﬁve recommended
hotels. As a new feature, the output probability from the Hotel Model is included.

3.4.2

Increasing Conversion with the Hotel List Builder

The Session Model estimates the conversion probability of the session using contextual and content information. If we want to improve the conversion probability
of a certain user, we can only inﬂuence the model through the hotel content since
the features related with the context and the passenger are static. Therefore, our
goal is to propose a new list of hotels that maximizes the conversion for a certain
passenger by recommending a modiﬁed version of hotels. Figure 3.9 shows how this
process is done. First, we have a reference session with the recommendations given
by the current recommender system. For each of the proposed hotels, we estimate
the booking probability of each hotel using the Hotel Model. Next, we can calculate
the booking probability at session level, using the probabilities of the Hotel Model
as an input feature of the Session Model. Then, we aim to improve the conversion
probability of the session by removing one of the hotels from the initial list and
introducing a new one. After including the new hotel, if the booking probability of
the current session is greater than the probability of the previous session, then this
new hotel list is the one that will be proposed to the user.
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Figure 3.9: Sketch of the Hotel List Builder.

The key point of this process is to ﬁgure out which hotel to remove and which
new hotel to introduce in the recommendation list. The approach to eﬃciently solve
this problem is the following:
• Introducing the new hotel: once we have trained the Session Model, we
can analyse the feature importance of the variables for the positive cases that
were correctly classiﬁed -i.e. true positive cases-. With the Local Interpretable
Model-Agnostic Explanations model [73], we can understand the behaviour of
the model for these particular instances. If we see that the features related
with the hotel probability (the ones obtained from the Hotel Model) are the
most important ones, then we can improve the session conversion probability
by introducing the hotel which has the largest booking probability.
• Removing the old hotel: the hotel that is removed from the original list will
depend on the most important feature from the LIME analysis. For instance,
if this study says that the most important feature is to have a small average
probability, then we will discard the hotel with the highest probability. On the
other hand, if the most important feature is to have a high standard deviation
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probability, then we will remove a hotel which has a probability around the
mean.

3.5

Veriﬁcation and Validation

The quality assurance of the research material must be done through validation
and veriﬁcation. In quantitative research, validity, reliability, replicability and ethics
must be applied:
• Validity: ensure that the test instruments actually are measuring what is
expected to be measured. In Section 2.4 we described the evaluation metrics
used in this project.
• Reliability: refers to the stability of the measurements and is the consistency
of the results for every testing. We report the previous metrics and plots for
every machine learning model evaluated.
• Replicability: it is the possibility to repeat the same research and, hence,
reach the same results. Notebooks with extracts of code as well as a report
have been created to reach this point.
• Ethics: it is the moral principles in planning, conducting and reporting the
results of research studies. We have already discussed them in Section 1.5.

Chapter 4

Results
This chapter ﬁrst presents the techniques used to evaluate, select and interpret
the machine learning models and second shows the expected results of the proposed
recommender system. The experiments were run in a local cluster which conﬁguration is in the appendix.

4.1

Model Evaluation

When training and evaluating machine learning models, there are several actions
to perform that form a common pipeline. In this section, we deﬁne the steps carried
out in our experiments which have the characteristic that have to deal with an
unbalanced dataset and, therefore, present some intrinsic particularities:

Stratiﬁed Cross-Validation. Machine learning models are trained and evaluated using two diﬀerent chunks of data in order to prevent from overﬁtting. To
even be more accurate, the performance of the models is usually evaluated using
cross-validation. This technique randomly splits the data into k diﬀerent folds of
approximately equal size. Then, the ﬁrst fold is treated as a validation set while
the rest k − 1 folds are used to train the model. This step is repeated for the k
diﬀerent folds. Therefore, if we have k = 10 our model is trained and evaluated
into 10 distinct set of the original data. The ﬁnal performance is the average of
the performance of the individual models. When dealing with unbalanced data,
the general cross-validation might not represent the actual distribution of the data
since the data is randomly split into the training and validation datasets. Stratiﬁed cross-validation ensures that each fold is a good representative of the whole by
preserving the same percentage of samples for each class in each fold.
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Early Stopping. This technique is a form of regularization used to prevent overﬁtting when training a learner with an iterative method, such as ensemble methods
or neural networks. A validation dataset is used to keep track of the performance
of the model, which will stop the training when the metric does not improve after
several rounds.

Grid Search. In machine learning, hyperparameter optimisation is the problem
of choosing a set of hyperparameters for a certain algorithm. Properly manually
tuning the hyperparameters require expert knowledge and experience of the algorithm in question. Several approaches have been proposed to automatically ﬁnd the
best subset of hyperparameters. The traditional way of performing hyperparameter
optimization has been exhaustive grid search. Given a set of predeﬁned grid of hyperparameters, it simply trains one model per combination of values and selects the
one which minimizes a loss function on a validation dataset or by cross-validation.
This technique suﬀers from the curse of dimensionality since every hyperparameter
that you choose to tune increments the number of trials. However, computations
can be run in parallel due to the independence between models.

Metrics. As already explained in Section 2.4, we will primarily base our decisions
on the APR, F1 and F0.5 scores since they give us a more representative interpretation of the model performance.

4.1.1

Hotel Model

The Hotel Model is in charge of generating the conversion probabilities at hotel
level that are later appended with the rest of features into the Session Model. The
following subsections analyse diﬀerent approaches and machine learning techniques
in order to ﬁnd the best model that ﬁts the data. First, we compare diﬀerent
techniques for dealing with the class imbalance problem. Second, we review several
models and the best hyperparameters used to ﬁt the data. Finally, we show how
including the PNR data makes a critical improvement on the models.

4.1.1.1

Class Imbalance Problem

Several techniques to deal with the class imbalance problem deﬁned in Section
2.3 have been evaluated in Table 4.1. We mainly compare data level approaches
with ensemble-based methods, concretely diﬀerent combinations of oversampling,
undersampling, random forests and gradient boosting machines. For this study,
these tree-based models have been trained without hyperparameter optimization,
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using the same number of trees (500), and maximum depth (25). A validation
dataset is also provided for early stopping. Unsurprisingly, for both random forest
(RF) and gradient boosting machine (GBM) the random undersampling performed
poorly. Randomly deleting instances from the majority class results in missing
important information. Similarly, doing undersampling in each bag of the random
forest (underbagging) improves the metrics but still achieves low performance. On
the other hand, we compare the results between applying the original dataset or
using an oversampling technique. The metrics are slightly better for the untouched
GBM and this variation is even more diﬀerentiated for the RF. Recall that GBM
belongs to the family of cost-sensitive boosting where at each iteration the weights
of observations are modiﬁed. Therefore, minority instances receive more importance
in further iterations.
Model
RF
RF (oversampling)
RF (undersampling)
RF (underbagging)
GBM
GBM (oversampling)
GBM (undersampling)

AUC
0.976
0.918
0.962
0.970
0.838
0.850
0.938

APR
0.247
0.171
0.122
0.177
0.166
0.162
0.051

F1
0.303
0.240
0.240
0.266
0.273
0.252
0.132

F0.5
0.344
0.257
0.196
0.268
0.293
0.318
0.095

Table 4.1: Comparing the performance of diﬀerent class imbalanced techniques.
The reported metrics are from the validation dataset.

All in all, we decide to use the original dataset without any data sampling
technique and combine the random forest and gradient boosting machine models
into a new stacked model, as studied in the next section.

4.1.1.2

Models

Diﬀerent machine learning algorithms have been evaluated for modelling the
booking conversion at hotel level after a proper tuning of hyperparameters. The
tables in the Appendix summarise the range of hyperparameters used in each model
where the ﬁnal values are highlighted in bold letters. Table 4.2 shows the results of
the diﬀerent algorithms for the AUC, APR, F1 and F0.5 scores. In Figure 4.3, the
ROC and APR curves can be seen in more detail:
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GLM
NBC
RF
GBM
NN
STK (all)
STK (RF + NN)
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AUC
0.625
0.819
0.966
0.953
0.965
0.924
0.969

APR
0.128
0.058
0.249
0.210
0.165
0.182
0.242

F1
0.247
0.175
0.320
0.294
0.245
0.271
0.314

F0.5
0.274
0.159
0.334
0.288
0.219
0.288
0.284

Table 4.2: Summary of AUC, APR, F1 and F0.5 metrics for the hotel model.

Figure 4.1: Representation ROC and APR curves for the diﬀerent techniques in the
hotel model. The best scores for both metrics are the ones for the Random Forest.

The low AUC value in the Logistic Regression model suggests that the data does
not follow a linear distribution and more complex models are needed to correctly
represent the signal. On the other hand, the Naïve Bayes classiﬁer relies on strong
assumptions of the independence between features. Although the AUC improves
with respect to the GLM, the rest of the metrics are worst. One limitation of this
technique is that during training time, every row that contains at least one NA is
skipped completely.
The rest of the techniques have closer results, where the Random Forest has
the best values for APR, F1 , and F0.5 . A Stacked Ensemble using all the previous
models is created but it does not improve the previous outcome. The problem is
that this model gives more importance to the Naïve Bayes classiﬁer as can be seen
in Figure 4.2a. On the other hand, if we simply create a Stacked Ensemble with RF
and NN, the metrics improve compared to the former model, but still worse than
just considering the RF (Figure 4.2b).
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(a) Model importance of Stacked Generalization with
GLM, NBC, RF, GBM, and NN

(b) Model importance of Stacked Generalization with
RF, GBM, and NN.

Figure 4.2: Stacked Generalization combining diﬀerent techniques for the hotel
model.

Hence, the Random Forest is selected to generate the hotel conversion probabilities that fed to the session model.

4.1.1.3

Contribution of PNR data

Before turning to the Session Model, an analysis of the importance of the PNR
features is studied. The PNR data is the diﬀerential factor of Amadeus with respect
to other companies since it contains richer attributes related to the trip and the
passenger. Due to privacy issues, during the ﬁrst part of the thesis, we had no access
to this information. Finally, incorporating this data to the models substantially
enhanced their performance, as can be observed in Figure 4.3:
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Figure 4.3: Representation of ROC and APR curves for two Random Forest models
with and without the PNR data.

4.1.2

Session Model

After we have trained the hotel model, we predict individually the probability
of conversion of a hotel given a passenger and a context. This new feature is
appended to the original features and passed to the Session Model. Recall that a
session is composed of ﬁve hotel recommendations. Therefore, the data used for
the Session Model consists of aggregated features of the session. The numerical
features related with the hotels (probability, price, ratings, etc.) are aggregated
taking the maximum, minimum, standard deviation and average of them while the
features related with the context remain the same since they have common context
and passenger (e.g. attributes about the session or the ﬂight).
Similarly, we have done an extensive grid search study of the hyperparameters
for the Session Model and the tables in the Appendix indicate which range we used
and the combination of parameters. In Table 4.3 and Figure 4.4 the results for the
Session Model are shown:
Model
GLM
NBC
RF
GBM
NN
STK (RF + GLM + NBC)

AUC
0.822
0.933
0.971
0.958
0.967
0.972

APR
0.395
0.342
0.446
0.383
0.433
0.453

F1
0.520
0.467
0.529
0.531
0.483
0.539

F0.5
0.538
0.408
0.508
0.542
0.467
0.529

Table 4.3: Summary of AUC, APR, F1 and F0.5 metrics for the session model.
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Figure 4.4: Representation of ROC and APR curves for the diﬀerent techniques in
the session model. The best score for the APR is for the Stacked Ensemble.

In this case, the best model for both AUC and APR is the Stacked Ensemble
composed of a Random Forest, a Generalized Linear Model, and a Naïve Bayes
Classiﬁer. Although the F0.5 score of the GBM model is slightly better than the
STK model, the latter clearly outperforms the rest of the metrics and is the one
chosen for as the ﬁnal model. In Figure 4.5, the contribution of each individual
model to the Stacked Ensemble can be seen:

Figure 4.5: Model importance of Stacked Generalization with GLM, NBC, RF,
GBM, and NN in the session model.
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Feature Importance

After the Session model has been trained, we analyse its feature importance to
study which variables contribute the most to the model using LIME. Concretely,
we evaluate the model on the true positive instances from the training dataset since
we want to optimise the conversion:

Figure 4.6: Feature importance of the true positive cases from the Session Model
using LIME.

As can be seen in Figure 4.6, the standard deviation, the maximum, and the
average reco probabilities are the most important ones. Class of service and reco
location are also signiﬁcant but we cannot modify these attributes to propose the
new session since they are independent of the hotels. Therefore, we can assume that
our initial hypothesis is correct, and choose the hotel which has the highest reco
probability for a given city to build our new session. Since the standard deviation
is also important, we will remove one hotel which probability is closer to the mean
(instead of the one with the lowest probability).

4.3

Expected Conversion

The last part of the system is to propose to the user the set of hotel recommendations that maximizes the conversion rate. Let us recall how the sessions are
created for each of these methods:
• Original: the original approach proposes to the user ﬁve hotels from the
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current recommender system. This is the current baseline that we have and
the goal is to improve these values.
• Brute force: the brute force approach considers this initial list of hotels and
creates all possible combinations, removing one hotel from the original list
and including a new one from the pool of hotels for a given city. Then, it
takes the combination of hotels which gives the highest conversion.
• Heuristic: the heuristic approach also starts with the initial list of hotels but
it uses the trained Session model to select the hotel which gives the highest
expected conversion.
Table 4.4 compares diﬀerent approaches with respect to the initial conversion
values in terms of conversion rate and time consumed:
Subset
Nice
Barcelona
All

# of hotels
166
284
20388

Original
0.019
0
0.049

Heuristic
0.207 (23s)
0.089 (24s)
0.186 (4h 48 min)

Brute Force
0.338 (5 min 11s)
0.124 (7 min 8s)
-

Table 4.4: Comparison of expected conversions with respect to the initial conversion
rate (units in percentage).

In all the cases, both the heuristic and the brute force approaches outperform
the original conversion rate. For example, the logs have not recorded any hotel
bookings in Barcelona. With the heuristic approach, the expected conversion would
increase up to 0.089% Therefore, we can conclude that the new recommendation
system architecture solves the research question by recommending a better version of
hotels tailored to the users. The diﬀerence between the brute force and the heuristic
approach is the time taken to create this new list. There is a trade-oﬀ between the
performance and the computational resources taken by these two alternatives. For
the hotel recommendations in Nice, it would take only 23 seconds to generate the
best solution with the heuristic method whereas the brute force method spends
more than 5 minutes. The brute force solution would be unmanageable if we want
to evaluate the complete dataset.

Chapter 5

Conclusions and Future Work
5.1

Conclusions

This thesis proposes a novel method for increasing conversion in the Amadeus’
hospitality recommender system based on a two-stage cascaded machine learning
model and an intelligent hotel list builder. The ultimate goal of the company is
that when a passenger books a ﬂight ticket through its Global Distribution System,
this user also books one of the proposed hotels given by the recommender system.
Historical recommendations and PNR data about the passenger are used to model
the two-stage cascaded machine learning model. The ﬁrst machine learning model
(Hotel Model) trains the conversion of a certain user individually on hotels. With
this model, we can calculate what is the probability that the user books each of the
diﬀerent hotels of a given city. After comparing several machine learning models, a
Random Forest is the model which models better the data since it has the lowest
APR, F1 , and F0.5 scores. Then, the output probabilities of this model are a new
feature of the second one. This is the key idea of the cascading approach. The
second model (Session Model) trains the conversion of a user on a set of ﬁve hotels.
In this case, the model uses the features from the original data and the output
probabilities of Hotel Model. The conversion in this case is the probability that
the user books one of the proposed hotels. A Stacked ensemble composed of a
Random Forest, a Generalized Linear Model, and a Naïve Bayes Classiﬁer has the
best APR and F1 scores. We rely on this cascading approach since it reduces the
features space of the data and therefore highly correlates the conversion rate with
the features related to the hotel probabilities. This assumption is checked using
LIME which studies the feature importance of the true positives instances in blackbox machine learning models. As shown in the results, the features related to the
hotel probabilities are the most important ones. Therefore, an intelligent Hotel List
Builder can be proposed which swaps one of the initially proposed hotels by a new
one which the highest hotel probability for the given location and user context. The
initial conversion rate is improved from 0.049% to an expected conversion rate of
55
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0.186%.

5.2

Discussion

The main novelty of this thesis comes from the combination of two prior works.
The Cascaded Generalization method is used to generate a new set of features that
are highly correlated with the output variable. This assumption is conﬁrmed by
analysing the feature importance of the machine learning model using LIME. Furthermore, since we are only interested in increasing the conversion rate, we only
perform the feature importance on the true positive cases. The use of this two techniques comes with some possible drawbacks. First, by only optimising one feature
when creating the Hotel List Builder we are not obtaining the best possible solution. This is already shown in Table 4.4 where a brute force approach outperforms
this heuristic. Other possibilities can be also researched, such as training a single
machine learning model and optimizing several features at the same time. However,
we think that our approach has the best trade-oﬀ between performance and time
consumed. Second, the LIME technique is used to study the feature importance of
the true positives cases in order to understand which attributes contribute the most
to the conversion rate. On the other hand, another point of view can be taken if
we analysed the true negative cases. We could discover which features of the hotels
and users impact negatively when the passenger is looking for an accommodation.
Nevertheless, the current implementation of the library by the author of the paper
is not optimised and it might require a vast amount of time to analyse each of the
negative cases (remember that the dataset is highly skewed). About the PNR data,
it was shown in Section 4.1.1.3 that the addition of the passenger data improved
the overall performance of the models. However, due to GDPR policies, some of
the attributes (especially the ones related with gender, ethnicity and age) are not
allowed to be used when training the models. Besides, the PNR are renewed every
year and prior information could not be incorporated.
During the development of the project, we make a broad use of oﬄine metrics
(e.g. AUC, APR, F1 , F0.5 ) to evaluate the performance of our models, improving
the initial conversion rate (0.049%) to an expected conversion rate of 0.186%. However, the ﬁnal determination of the eﬀectiveness of our system might be evaluated
through live experiments such as A/B testing. In A/B experiments, a random set of
users experiences the new recommendations while other users experience recommendations given by the old recommender system. Then, oﬄine metrics are evaluated
for both systems. This comparison is important because live results are not always
correlated with oﬄine experiments [36]. To do these online evaluations, it is necessary to develop a prototype which is ready to fulﬁl the demands of a real-world
system in production (e.g. scalability, latency, or availability) which is out of scope
of this study.
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Future Work

After considering the conclusions and things to improve in this thesis, we enumerate a few lines about future improvements of the current system:
• Include new attributes which comply with the new GDPR regulations: The PNR data contains sensible information about the passenger such
as age, gender, wealth, or ethnicity. There are some attributes that are forbidden to be used in any sense (e.g. you cannot discriminate by gender). On
the other hand, other could be included in the machine learning models to improve the results. As you can seen when describing the PNR data, we are not
using any kind of personal information. The reason is due to the new GDPR
regulations. However, currently there are investigations on anonymizing the
PNR in order to solve this issue.
• Hotel availability: when building the new hotel list, we consider previous
hotels to the date of the recommendation. However, some of these hotels
may not be available at that time. For future improvements, it would be
interesting to store the list of available hotels and prices for a given location
so more accurate recommendations can be made.
• Enriching the hotel features with images and descriptions: two of
the most important attributes when booking a hotel are images and descriptions. These features can be introduced in hybrid recommendations systems
[14, 42] which use both historical data and external sources to improve the
recommendations.
• System in production and A/B testing: as previously mentioned, to
verify the performance of the current system we need to develop a prototype
that is able to run experiments in a real-world scenario and evaluate the
recommendations through online testing.
• Analysis of the brute force solution about its computational complexity: when comparing our proposed solution with respect to the brute
force approach, we assume that the brute force alternative grows exponentially
when the number of hotels increases. This assumption makes sense since the
heuristic solution is up to 20 faster. However, the hypothesis must be validated by exploring diﬀerent subsets of the dataset. Furthermore, it might
be also interesting to combine both solutions and study a partial brute force
solution, where some combinations of hotels are chosen at random whereas
others are created using our heuristic.
• Click-stream recommender system: the current system ignores the interaction of the user with the set of recommendations proposed by the system.
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It might be important the sequence of clicks that the user made until this
person decides whether to book a hotel or not. Recommendations modelled
with recurrent neural networks are able to capture these patterns and exploit
the data to outperform previous systems [44].
• Integration with other recommender systems: there exist other recommender systems in Amadeus for ancillary services, transfers, and rentals.
Working all together in a single, combined recommendation system might
improve the overall conversion rate for each product.

Appendix
Machine conﬁguration
The experiments were run in a machine with Intel(R) Xeon(R) CPU E5-2643
v4 @ 3.40GHz (6 cores 2 threads per core), 256GB of RAM and 2 Tesla K40c GPU.

Hyperparameters used in the Hotel Model
Hyperparameter
solver

Range
[IRLSM, L_BFGS, COORDINATE_DESCENT]

Table 1: Range of hyperparameters used for the Generalized Linear Model
(GLM) in the hotel model. The solvers are Iteratively Reweighted Least Squares
Method (IRLSM), Limited-memory Broyden-Fletcher-Goldfarb-Shanno algorithm
(L_BFGS) and Coordinate Descent (COORDINATE_DESCENT). The optimal
value for the regularization parameter λ is automatically found by the learning
algorithm.

Hyperparameter
laplace smoothing
min standard dev.
min probability
threshold standard dev.
threshold probability

Range
[0, 1, 2, 3]
[0.01, 0.001, 0.0001, 0.00001]
[0.01, 0.001, 0.0001, 0.00001]
[0.01, 0.001, 0.0001, 0.00001]
[0.01, 0.001, 0.0001, 0.00001]

Table 2: Range of hyperparameters used for the Naïve Bayes Classiﬁer (NBC) in
the hotel model.
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Hyperparameter
number of trees
max depth
column sample rate per tree
column sample rate per level
number of bins
binomial double trees

Range
[125, 250, 500]
[15, 25, 30]
[0.3, 0.6, 0.8]
[3, 5, 7]
[256, 512]
[True, False]

Table 3: Range of hyperparameters used for the Random Forest (RF) in the hotel model. The number of bins are used by continuous variables to create their
histograms and then split at the best point.

Hyperparameter
number of trees
max depth
learning rate
learning rate annealing
column sample rate per tree
nbins

Range
[125, 250, 500]
[15, 25, 30]
[0.02, 0.08, 0.2]
[0.95, 0.98, 0.999]
[0.3, 0.6, 0.8]
[256, 512]

Table 4: Range of hyperparameters used for the Gradient Boosting Machine (GBM)
in the hotel model. Combining the learning rate and learning rate annealing accelerates the learning process.

Hyperparameter
hidden layers
activation functions
rho
epsilon
input dropout ratio
hidden dropout ratio

Range
[[64, 32], [1024, 1024], [128, 128, 128], [1024, 512, 256]]
[Rectiﬁer, RectiﬁerWithDropout, Maxout]
[0.95, 0.99, 0.999]
[1e-10, 1e-8, 1e-6]
[0, 0.05, 0.1, 0.2]
[[0, 0, 0], [0.5, 0.5, 0.5], [0.5, 0.3, 0.2], [0.8, 0.5, 0.3]]

Table 5: Range of hyperparameters used for the Neural Network (NN) in the hotel
model. In order to reduce the computational time, a grid search is ﬁrst done to
ﬁx the number of hidden layers. Then another grid search is performed for the
rest of hyperparameters. The dropout hyperparameters are only evaluated when
RectiﬁerWithDropout is chosen.
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Hyperparameter
metalerner algorithm

Range
[GLM, GBM, RF]

Table 6: Range of hyperparameters used for the Stacked Ensemble (STK) in the
hotel model. The stacked ensemble algorithm learns the optimal combination of base
learners using a metalearner algorithm. In this case, a generalized linear model, a
gradient bosting machine, and a distributed random forest are evaluated.

Hyperparameters used in the Session Model
Hyperparameter
solver

Range
[IRLSM, L_BFGS, COORDINATE_DESCENT]

Table 7: Range of hyperparameters used for the Generalized Linear Model (GLM)
in the session model. The optimal value for the regularization parameter λ is automatically found by the learning algorithm.

Hyperparameter
number of trees
max depth
column sample rate per tree
column sample rate per level
number of bins

Range
[250, 500, 1000]
[25, 35, 45]
[0.5, 0.8, 0.9]
[3, 5, 7]
[256, 512]

Table 8: Range of hyperparameters used for the Random Forest (RF) in the session
model.

Hyperparameter
number of trees
max depth
learning rate
learning rate annealing
column sample rate per tree
nbins

Range
[250, 500, 1000]
[25, 35, 45]
[0.01, 0.02, 0.05]
[0.95, 0.98, 0.999]
[0.3, 0.6, 0.8]
[256, 512]

Table 9: Range of hyperparameters used for the Gradient Boosting Machine (GBM).
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Hyperparameter
laplace smoothing
min standard dev.
min probability
threshold standard dev.
threshold probability

Range
[0, 1, 2, 3]
[0.01, 0.001, 0.0001, 0.00001]
[0.01, 0.001, 0.0001, 0.00001]
[0.01, 0.001, 0.0001, 0.00001]
[0.01, 0.001, 0.0001, 0.00001]

Table 10: Range of hyperparameters used for the Naïve Bayes Classiﬁer (NBC).

Hyperparameter
hidden layers
activation functions
rho
epsilon
input dropout ratio
hidden dropout ratio

Range
[[64, 32], [1024, 1024], [128, 128, 128], [1024, 512, 256]]
[Rectiﬁer, RectiﬁerWithDropout, Maxout]
[0.95, 0.99, 0.999]
[1e-10, 1e-8, 1e-6]
[0, 0.05, 0.1, 0.2]
[[0, 0], [0.5, 0.5], [0.5, 0.3], [0.8, 0.5]]

Table 11: Range of hyperparameters used for the Neural Network (NN). In order to
reduce the computational time, a grid search is ﬁrst done to ﬁx the number of hidden
layers. Then another grid search is performed for the rest of hyperparameters. The
dropout hyperparameters are only evaluated when RectiﬁerWithDropout is chosen.
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