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Prof. Dr. Axel Küpper
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Abstract
Natural Language Processing has reached a high importance in research and
business applications. The state-of-the-art techniques are being used to automate tasks like extracting relevant entities from documents or translating
texts from one language to another. This thesis focuses on the task of selecting models that have performed well on standard benchmarks for those tasks,
and adapting them to a new and specialised problem: the labelling of entities
in invoice documents. For this purpose, ﬁve state-of-the-art Neural Network
models are presented, applied and evaluated. The results show that four out
of the ﬁve selected models, based on recurrent and convolutional architectures,
can be implemented successfully and perform similarly well on test documents
with average F1 performance scores of 68-71% on word level and 67-69% on
entity level. A detailed error analysis reveals that low data quality and suboptimal choice of labels due to the dataset’s origins are the main factors that
inﬂuence the models’ performances. The thesis proposes a ranking of the ﬁve
models with regards to their prediction performance as well as their cost and
diﬃculty of implementation in order to answer the main research question.
Possible improvements are proposed for future work, while the limitations of
the project’s setting are explored and discussed. This project aims to contribute a diﬀerent perspective to NER research by analysing and discussing
errors and poor design choices in order to propose future improvements.

Zusammenfassung
Natural Language Processing hat in der Forschung und in Geschäftsanwendungen eine hohe Bedeutung erlangt. Die hochmodernen Techniken werden verwendet, um Aufgaben wie das Extrahieren relevanter Entitäten aus Dokumenten oder das Übersetzen von Texten von einer Sprache in eine andere
zu automatisieren. Diese Abschlussarbeit konzentriert sich auf die Aufgabe,
Modelle zu wählen, die für die Standardaufgaben des Forschungsbereichs sehr
gute Leistungen erbracht haben, und diese an ein neues und spezialisiertes
Problem anzupassen: die Erkennung von Entitäten in Rechnungsdokumenten.
Zu diesem Zweck werden fünf aktuelle neuronale Netzwerkmodelle vorgestellt,
angewendet und evaluiert. Die Ergebnisse zeigen, dass vier der fünf ausgewählten Modelle, basierend auf rekurrenten (RNN) und konvolutionellen
(CNN) Architekturen, erfolgreich implementiert werden können und auf Testdokumenten mit durchschnittlichen F1 Bewertungen von 68-71% auf WortEbene und 67-69% auf Entität-Ebene ähnlich gut funktionieren. Eine detaillierte Fehleranalyse zeigt, dass eine niedrige Datenqualität und eine suboptimale Auswahl der Entitätsklassen aufgrund der Herkunft des Datensatzes
die Hauptfaktoren sind, die die Leistung der Modelle beeinträchtigen. Die
Arbeit schlägt eine Rangfolge der fünf Modelle in Bezug auf ihre Vorhersageleistung sowie ihre Berechnungskomplexität und Schwierigkeit der Implementierung vor, um die Hauptforschungsfrage zu beantworten. Es werden
mögliche Verbesserungen werden für zukünftige Arbeiten vorgeschlagen und
die Grenzen des Projektes erforscht und diskutiert. Dieses Projekt zielt darauf ab, einen anderen Blickwinkel auf die NER-Forschung (Named Entity
Recognition) zu werfen, indem Fehler und schlechte Design-Entscheidungen
bewusst hervorgehoben und diskutiert werden, um zukünftige Verbesserungen
vorzuschlagen.

1. Introduction
This thesis presents the comparison of diﬀerent Neural Network models on a
speciﬁc Natural Language Processing task: information extraction from accounting documents. This comparison includes the costs and complexity of
each model in addition to the prediction performance. The project has been
performed during the EIT Master School’s ICT Innovation programme, with
specialisation on Data Science. In the following chapters and sections, the motivation for the thesis will be presented along with the research questions and
goals, followed by theoretical foundations of diﬀerent Neural Network models
and their state of the art, as well as the used methods, test results and discussion. The review of the test results is accompanied by a detailed analysis
of the errors with the goal of understanding the underlying dependencies and
ﬁnding ways to further improve model performances. The ﬁnal chapters will
summarise the ﬁndings of the thesis and propose recommendations for future
work, which are an important part of this project’s results.
The thesis paper has been produced during employment as a working student in the start-up company SMACC GmbH1 , which focuses on developing
an automation service for understanding specialised documents (especially in
accounting) using Machine Learning models and natural language processing
techniques.

1.1. Motivation
Natural Language Processing (NLP) is a part of Machine Learning, which
focuses on structuring and understanding text or speech data that resemble
human language. NLP has been an important topic in computer science and
artiﬁcial intelligence research for many years, as it actually originates from
earlier attempts to understand and analyse language, which can be traced
back to so-called empiricist approaches starting in the 1920s, while progress
accelerated signiﬁcantly with the emergence of artiﬁcial research in the 1950s
[56, 62]. Since then, many powerful techniques have been developed using the
automation abilities of computers, utilising mathematical and statistical foundations like probability and information theory as well as linguistic concepts.
There is a multitude of diﬀerent tasks in NLP: Part-of-Speech tagging (POS
tagging), Text Categorisation, (Neural) Machine Translation (NMT), Named
Entity Recognition (NER), and Sentiment Analysis are only a few examples
[56, 93, 71]. In principle, these tasks present diﬀerent ways to retrieve information from text data for higher-level evaluation, which is important to extract
syntactical or semantic content from data.
Nowadays, the applications of NLP can be found in many products and services like chatbots, voice assistants, and translation software, which companies
1

https://www.smacc.io/en/ (last accessed 04.10.2018)
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provide for their users or even use in their own operations. Applications like
chatbots have been researched and implemented extensively in recent years [1],
and often aim to improve the user experience, for example by removing waiting
times for users with simple issues addressing a company’s customer support,
while allowing the company’s employees to focus on more severe issues that
require higher-level support [29]. Today’s voice assistants like Amazon’s Alexa
can be seen as customer-oriented chatbot products, which enable users to use
simple voice commands for controlling things like their music playlist or the
lights and heating system in their homes, or even purchasing products from
an online shop [21]. Online translation tools like Google Translate2 might not
provide highest-quality results for complex translation tasks when compared
to specialised human translators, but help users to translate short text snippets in a usually suﬃcient quality, quickly and for free. (Actually, Google
Translate has reached a certain quality level in recent years that it is now
being used as a quality ceiling in certain conference papers [57].)
Additionally, many companies have started using NLP tools as part of their
business intelligence to process documents faster, gain further insights about
users, evaluate user generated content or adapt their services and products to
ﬁt user demands [16]. For example, there is extensive amounts of research on
how customer reviews can be used to extract the most important features of
products [5, 111], or on how the commercial success of movies can be predicted
by analysing the sentiment of bloggers [59]. Machine Learning applications using NLP techniques have become a signiﬁcant part of today’s products and
services, and they are growing even more important with the new and more
powerful models, techniques and algorithms that are being researched and
published frequently.
This thesis will focus on a very speciﬁc NLP task: the classiﬁcation and labelling of words and entities (i.e. groups of associated words) on invoice documents, which is a main requirement for the automation of accounting processes. Basically, this is a Named Entity Recognition (NER) task, as invoice
documents contain certain words and values that are of importance for the
accounting department. Each of these words can be assigned to speciﬁc labels
and a model can be trained to predict them. Even though there have been
approaches to using Machine Learning models in ﬁnance and accounting, like
fraud detection, stock price prediction [23], or bankruptcy prediction [105],
there is no relevant literature to be found about automation of accounting
tasks with Machine Learning or Neural Networks. For this reason, multiple
approaches from other settings need to be transferred to this project’s use case
for solving this task, which brings the risk that techniques might not be compatible or demand large amounts of work to enable adaptation. However, as
Neural Networks do not need to be set up manually with complex rule systems,
their transfer from one application to another can be performed relatively easily in comparison to other statistical and Machine Learning techniques, which
require extensive manual feature engineering. So even if a Neural Network
model had been developed for a standard NER task, it might still provide
very good results when being used on information extraction from invoice
data with certain parameter changes. Thus, the focus of this project will be
2

https://translate.google.com (last accessed 28.09.2018)
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the evaluation of existing Neural Network architectures, which have proven to
be the state of the art in similar research ﬁelds, on the problem of information
extraction from invoice data, within the context of automating daily tasks in
accounting.

1.2. Characteristics of Invoice Documents
Invoices are a specialised niche in NLP datasets, as they do not contain standard continuous text and sentences as books or articles do, but instead focus
on few words per entity to describe high-density information on documents
with a minimal amount of pages. In contrast to standard NER tasks with
only a few labels (like the CoNLL-2003 NER task, which has four labels: organisation, location, person and miscellaneous [98]), a high number of diﬀerent
classes exists in invoice documents. This is due to the fact that extracting only
a few general entities like organisations, persons or places does not suﬃce for
the task of processing an invoice for accounting. Instead, many diﬀerent types
of entities need to be identiﬁed, e.g. diﬀerent address and bank account details
for both sender and recipient, split up by company name, street, postal code,
city, etc.
In addition to those ﬁelds, there can be a large amount of “ﬁll” or unknown
words in invoices, which do not have a speciﬁc label, but could still inﬂuence
other labels of words in their adjacency: Invoices can contain phrases and
words that do not provide any direct value in accounting, e.g. ”Thank you
for your purchase”, which would not receive another label than “unknown”.
Still, such phrases could indicate a particular detail, e.g. that the document
is ending and important details that usually appear at the end of an invoice,
are following. Depending on the scheme used for labelling, it is also possible
that from an example sequence like “Total Amount: 70 e”, the words “Total
Amount” might be labelled as unknown, while only “70 e” might have the
label “total price”. Thus, the dataset’s quality needs to be determined before
judging each model’s performance and the project’s success.
Invoice documents contain data that can be split up into 50 to 70 diﬀerent
classes, e.g. creditor or debtor name, address, telephone number and IBAN,
some of which are indicated by single words only. Therefore, this setting is
only comparable to a selection of standard NLP tasks. Models designed for
text classiﬁcation or categorisation are optimised to train on longer texts and
predict one or a few classes, for example when categorising a text article into
topics like sports, science and politics [64], or classifying the sentiment of a
product review as positive or negative [71]. Due to this, standard text classiﬁcation models might not be useful for classifying the contents of an invoice.
Domains like NER and POS tagging, which aim to highlight relevant words
(nouns or names) in documents with complete sentences or to learn grammatical structures of sentences, have been developed for similar tasks with diﬀerent
requirements, and neither might be suitable for the proposed use case. Still,
important parts of that research could be transferable to this project. NER
often only categorises the found entities into a small number of classes, for
example person, organisation, and location. In the use case of this thesis,
however, the number of classes needs to be increased signiﬁcantly, as men-
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tioned above.
Another domain that looks promising for the underlying problem is Neural
Machine Translation (NMT). While this ﬁeld has also been originally developed for a diﬀerent purpose (the translation of texts from one language into
another), its strategies could be utilised in this context using a slightly diﬀerent
interpretation. Machine Translation is a research ﬁeld that has been around
since the 1950s, being performed with rule-based and empirical models, for
which very large feature sets had to be produced manually [40]. With the
recent advances in technologies for high-performance and parallel computing,
the eﬀective usage of Neural Network models has become feasible and applicable. This has lead to the emergence of neural machine translation, which
has brought the signiﬁcant advantage that hand-crafted feature sets are not
necessary anymore, as Neural Networks only require suﬃciently large datasets
to develop a feature space representation on their own through the learning
process. Thus, for training a Neural Network on translation, for example, one
could use a set of books in two diﬀerent languages, which already exist as a
dataset and just need to be put into a data format that is compatible with
the Neural Network model.
In the case of labelling words on invoice documents, the process of converting
a word or entity into a label like IBAN could be seen as a way of translation,
which is why NMT techniques might be eﬀective. Actually, recent NMT models process their input data in sequences, for example translating one word
after another, sentence by sentence (see section 2.4 for further information).
As an invoice document can also be treated as a sequence of words or characters (with one invoice being one “sentence”), these sequences could as well be
classiﬁed using such techniques.

1.3. Research Question
As previously alluded to, the central research question for this thesis is following:
Which of the selected state-of-the-art Neural Network models is the
best choice for extracting information from accounting documents?
In order to assess the performance of each model, common metrics from research will be utilised, e.g. precision, recall and F1 score. However, as this
project is being conducted in the context of a business application, other qualities of the models will also inﬂuence their ﬁnal rating, e.g. the diﬃculty of
implementation in the company’s environment, which is necessary for creating
an application. Additionally, a model’s rating will be regarded in relation to
its training and prediction cost, i.e. if one model reaches a performance score
of 96% after two days of training and needs one second to predict labels for
a document, it might be a more feasible solution than a second model that
might reach a score of 97% after 10 days of training and needs 20 seconds to
perform one full prediction.
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From a scientiﬁc perspective, it might not only be interesting to see how each
model performs, but also why. Therefore, the performance diﬀerences between
the Neural Networks will be reviewed with regards to the statistical properties
of the dataset as well as the technical properties of each model.

1.4. Goals
To answer the research question, following goals have to be achieved in this
thesis paper:
1. Analyse and describe selected Neural Network (NN) models
Following extensive research, the most promising NN models need to
be understood and chosen for implementation in this project. Important factors are the models’ performance on standard NLP tasks, the
reproducibility of the proposed model architecture and the availability
of open source code, which has a suitable license for usage in the commercial context of this project.
2. Implement NN models in company’s framework
The models need to be trained, validated and tested on the company’s
datasets. For this purpose, they have to be implemented inside the existing code environment, because the datasets are provided in a speciﬁc
format only accessible from the company infrastructure and require a
particular amount of preprocessing, which has been set up and standardised in the company a priori.
3. Evaluate and compare model performance results
Using suitable metrics, the models are required to be trained and tested
in a comparable and reproducible way. Therefore, standardised scripts
need to be set up for each model and methods of comparison have to
be established. If there are performance diﬀerences between the models,
the reasons for those diﬀerences should be investigated as far as possible
with the available knowledge in the scope of this project.
4. Propose ﬁnal rating of NN models to answer research question
Using the insights from the implementation and analysis, the models
have to be rated with regards to their performance and usability in the
project’s context. As this is a scientiﬁc thesis, there should not be too
much of a focus on business details, but instead on generalised properties
which can be transferred to further, independent research projects.
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1.5. Work Environment & Disclosure
The author, Tolga Buz, has been employed at SMACC as a working student
from September 2017 for twelve months. The employment has been focused
on self-guided research on the state of the art of Neural Networks for NLP
and implementation of prototypes and improvements of the company’s existing system. The company provides resources to develop and test the models.
In order to enable faster training, the company has purchased an on-premise
server with a Nvidia Tesla P100 GPU, which reduces training time by a significant amount in comparison to a consumer-grade computer, thanks to highly
parallel and accelerated computations using Nvidia’s CUDA drivers. During
the course of this project, the company has gained access to cloud computing
resources from Microsoft Azure, where also multiple servers with the newer
and even faster Nvidia Tesla V100 GPUs are available. These resources are
dedicated to researching and developing new and improved models, which is
the aim of this project. Thus, the topic of this thesis is being supported by the
company, as the implementations and evaluations performed in this project
are directly beneﬁcial for improving the company’s service.
As SMACC is handling sensitive customer data in a competitive market, no
user data or implementation of the database and existing services can be disclosed in the thesis. What will be disclosed are the structures and parameters
of the Neural Network models and the principles for training and testing them,
as these will also be derived from recent research and open-source implementations.
However, as signiﬁcant parts of the implementation cannot be disclosed, this
project does not oﬀer open source code of a working implementation. This can
be justiﬁed by the fact that this thesis’ aim is not to develop new model architectures or testing procedures, but instead implement existing open source
models in a diﬀerent context and review their performance on that task.
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In this section, the ﬁeld of Natural Language Processing will be described in
more detail, especially with respect to the two tasks that are important for this
project: Named Entity Recognition (NER) and Neural Machine Translation
(NMT). There are certain terms and standard challenges, which have been set
up as benchmarks for scientiﬁc conferences, that will be explained in this chapter. Additionally, the underlying theory for the used Neural Network models
will be presented. Starting with what is considered being the state-of-the-art
model for NER, the bi-directional Long-Short Term Memory (LSTM) NN followed by a Conditional Random Field (CRF) for producing its ﬁnal results, a
diﬀerent recurrent model will be explored in comparison, the Gated Recurrent
Unit (GRU). These models have been conﬁgured and optimised empirically
over multiple months of work in the company. Additionally, completely different but promising Neural Network architectures (Dilated Convolutions and
the Transformer) will be presented as well. Most of these models utilise additional (regularisation) mechanisms in order to improve their performance.
A selection of the most important mechanisms, word embeddings, the CRF,
batch normalisation and dropout, shall be explained brieﬂy in this chapter.
Each of these models have proven to achieve (close to) state-of-the-art results
in their respective tasks. The corresponding research will be reviewed brieﬂy.

2.1. Natural Language Processing (NLP)
As already mentioned in section 1.1, NLP is a part of Machine Learning, which
focuses on structuring and understanding text or speech data that resemble
human language. NLP consists of many diﬀerent tasks like Part-of-Speech
tagging (POS tagging), (Neural) Machine Translation (NMT), Named Entity
Recognition (NER), Text Categorisation, and Sentiment Analysis [56, 93, 71].
NLP research has started years before computers were powerful enough to
execute many of its techniques, and since then has evolved to be an important topic in computer science and artiﬁcial intelligence. While empirical and
statistical approaches have begun emerging in the 1920s [56], a rapid increase
in popularity came with the rise of artiﬁcial intelligence research in the 1950s
[62]. Even many decades later, one of the most popular publications of artiﬁcial intelligence research from that time, Alan Turing’s paper explaining
the Turing Test [99], is still being considered an important landmark in AI
research [32]. Basically, the Turing Test describes a combination of diﬀerent
NLP tasks: A human interrogator communicates with a computer and another
human blindly, only using written text in order to ask questions and receive
answers. If the computer understands the questions and answers in a quality
that the interrogator cannot distinguish between human and computer, it will
pass the test. In order to pass, the artiﬁcial intelligence needs to be capable
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of solving multiple NLP tasks at once: reading written text, understanding
its contents (Natural Language Understanding (NLU)), and generating highquality textual responses (Natural Language Generation (NLG))1 . As this can
be quite a diﬃcult task, it is being considered AI-hard or AI-complete, i.e. as
diﬃcult as the central challenge of AI: creating a computer that is as intelligent as a human [109].
While AI research has not solved this challenge yet, the existing techniques are
already able to provide “human-like” or even better quality on single tasks.
Particularly, examples for this can be found in the ﬁeld of image and video
processing [95]. Currently, there is no single framework that can solve multiple
tasks from diﬀerent domains autonomously. However, speciﬁc toolkits exist
that provide a collection of models that a programmer can use to solve different tasks in one or a few domains, for example OpenNMT [46], OpenNLP
[69], or the Natural Language Toolkit for Python (NLTK) [12] in NLP. These
programming packages are open-sourced and provide simple implementations
of popular NLP models that a user can adapt to their task (more or less)
easily. However, the more diﬀerent tasks a toolkit can handle, the more programming the user has to do in order to utilise the toolkit and adapt it to
diﬀerent datasets and tasks.
Over the years, diﬀerent scientiﬁc conferences have been founded, which deal
with topics related to artiﬁcial intelligence, Machine Learning and NLP. Actually, there are conferences speciﬁcally for NLP, e.g. the Association for
Computational Linguistics (ACL) [30], Empirical Methods in Natural Language Processing (EMNLP) [91] and the Conference on Computational Natural Language Learning (CoNLL) [68]. The conferences with the best reputation can be distinguished by their lower approval rate, which is usually due
to a stricter peer review process, the amount of applicants and the number
of previously published papers that have reached a large number of citations.
Over the years, some of these conferences have proposed speciﬁc challenges
for the applicants to solve and a few of those challenges have developed to
become a standard benchmark for that scientiﬁc ﬁeld. One example is the
task provided by CoNLL in the year 2003 (CoNLL-2003) [98], which is still
one of the standard NER tasks used for benchmarking today, more than 15
years after it was proposed. There are also publicly available datasets that
have been designed for speciﬁc NLP tasks, like the OntoNotes project [102],
which provides a thoroughly annotated dataset for POS tagging.
Being aware of these tasks and how they work is essential in this domain,
as most papers use them as standards for designing and benchmarking their
NLP models. Additionally, understanding these standard tasks can provide a
good understanding of the research ﬁeld itself. The following two subsections
aim to give a brief insight into the ﬁelds of NER and NMT by providing an
overview on the general tasks and standard benchmarks.

2.1.1. Named Entity Recognition (NER)
The main task of NER (also called Named Entity Recognition and Classiﬁcation (NERC) [61]) is to extract speciﬁc, predeﬁned entities from texts. Usually,
1

NLU and NLG are considered NLP tasks as well [88].
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the entities are subjects and objects like names of persons, organisations or
locations and the texts are continuous like in books and newspaper articles (or
recently, tweets [81]). Early papers about NER have been presented in 1991,
but the term “named entity” has been used ﬁrst in the context of the MUC-6
conference in 1996, one of seven conferences between 1987 and 1997 supported
by DARPA, the Defence Advanced Research Projects Agency [35, 61]. In the
military context of DARPA, the goal of NER applications has been to identify
important concepts in text reports as quickly and accurately as possible, so
that necessary action can be taken immediately. Since then, businesses have
developed a similar need for quick and reliable applications of NLP techniques
in order to increase their operational eﬃciency and let their employees focus
on more complex tasks.
However, every application of NER usually has diﬀerent requirements, which
result from the available dataset’s properties. While the military needs to
identify threats and dangers, a ﬁnancial analyst or stock broker requires a fast
real-time analysis of transactions or business-related reports and news. In the
less time-sensitive domain of accounting automation, it is rather important
that the NLP model works accurately, as erroneous classiﬁcation can lead to
legal and ﬁnancial complications. The speed and prediction quality of a model
could not possibly be compared among all of the diﬀerent application areas,
as datasets and requirements vary signiﬁcantly. Thus, there has been a need
for standardised challenges that include the most important requirements that
can generally be found in most of the application areas2 .
Fulﬁlling this purpose, the CoNLL-2003 task (including its own dataset) [98]
has become one of the main benchmarks for NER models, being used for performance comparisons in almost all recent NER papers. CoNLL-2003 provides
English and German datasets split up into training, validation, and test data,
which are annotated (or labelled) with four diﬀerent classes: persons, organisations, locations and miscellaneous. Additionally, the dataset contains a large
ﬁle without annotations for incorporating unsupervised learning into the NER
models. The English text corpus originates from news stories between August
1996 and August 1997 from the Reuters news agency, and the German corpus
originates from the ECI Multilingual Text Corpus published by the Linguistic
Data Consortium (LDC) of the University of Pennsylvania3 , which has extracted the German texts from the newspaper Frankfurter Rundschau. Both
corpora have been annotated using the IOB or BIO tagging scheme [79], which
indicates the beginning (B) and inside (I) of each entity, while distinguishing
words that are outside (O) and thus do not belong to any entity. The model
performance had to be measured using the F1 (or Fβ=1 ) score, which is the
harmonic mean of precision and recall. These metrics have been utilised in
the domain of information retrieval [7] for many decades already4 .
Back in 2003, this task was solved with Maximum Entropy and Hidden Markov
2

Actually, textual genres and domain factors have been rather neglected in research, while
there has been intensive work on testing NER models on many diﬀerent languages [61].
3
https://www.ldc.upenn.edu/ (last accessed 06.09.2018)
4
While most NER papers cite van Rijsbergen’s 1975 publication [100] for these metrics,
that publication itself references an earlier book from 1966 by Cleverdon et al. [22].
However, other sources even hint further back to a text from 1955 by Perry et al. [76],
which also coincides with the emergence of AI research.
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Models, AdaBoost, Support Vector Machines (SVM), and Conditional Random Fields (CRF) among others. Even though most of those models have
been replaced nowadays by other techniques that achieve much higher scores,
especially Artiﬁcial Neural Networks, the benchmarks have remained. The
standards that the CoNLL-2003 task has established, especially the BIO tagging scheme and the use of precision, recall, and F1 scores, still belong to the
main techniques for performance measurement in this ﬁeld, together with its
dataset.
Naturally, there have been alternative tasks and challenges proposed by other
conferences, of which one will be described here as well: the Automatic Content Extraction (ACE) Program [26]. Its datasets have been extracted from
broadcast transcripts, news wire and newspaper texts in Arabic, Chinese, and
English, which have been tagged by LDC’s annotators. ACE has been designed to be an improvement of the MUC programme’s task and identiﬁes
its unclear deﬁnitions and errors. For example, according to the authors,
while MUC deﬁned named entities rather as names, ACE pursues the entity
itself, which could also appear with diﬀerent names that describe the same
matter. Additionally, the authors propose the concept of recognising ﬁve relations (role, part, located at, near, and social), which describe a person’s
role at an organisation, aﬃliation, relative and absolute locations, and social
relationships. Such relations link two entities together and are distinguished
for whether they are supported by textual evidence or depend on contextual
inference by the reader. Furthermore, ACE has been establishing the requirement of event extraction as well as the extraction of speech and OCR input
in addition to standard text data [26]. However, NER papers nowadays usually only evaluate their models on ACE’s entity detection task and dataset for
benchmarking, while leaving out their relationships and event detection.
Since the start of NER research in the 1990s, a wide range of tasks, datasets,
and means of evaluation have been established in the ﬁeld [61]. However, the
performance a model achieves in these standard tasks cannot be expected to
the same extent for any other NER task, as said above, because requirements
and datasets can diﬀer highly. In order to conﬁgure a high-performance model
for a speciﬁc application, hyperparameters and model architectures usually
have to be adapted.

2.1.2. Neural Machine Translation (NMT)
The ﬁeld of machine translation aims to convert text automatically from one
language to another. Initially around the 1950s and 1960s, researchers attempted hand-crafting sets of rules for translating between speciﬁc languages
by deﬁning precise translations for the most common words and phrases. However, such early approaches were ineﬃcient and expensive to build, while still
providing poor results as they could not handle words with multiple diﬀerent
meanings, which led to disappointment in the research ﬁeld and reduction of
research eﬀorts. A few decades later (starting in the late 1980s), new techniques have been explored and with the emergence of the personal computer,
translators have started using techniques from machine translation to facilitate their work [40].
With an increased utilisation of statistical methods and the rapid progress
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in computer technology, Statistical Machine Translation (SMT) techniques
emerged, of which some are still popular nowadays, e.g. probabilistic models
like Hidden Markov Models (HMM) [47]. These techniques include corpusand rule-based approaches that have established particular complementary
techniques like bag-of-words [85], which are still in use in some NLP tasks. In
the 1990s, companies actually started to produce translation software products, and the internet has begun to become a vast source of text corpora for
training more and more complex translation models, which could be provided
as services on the web [39]. Nowadays, Google Translate is able to solve most
simple translation tasks between a multitude of languages - even researchers
have started to employ the service in the context of their scientiﬁc research
(as explained in section 1.1), providing a free and easily accessible way to use
machine translation.
While Neural Networks have been around since the 1990s, the accelerating
development in computing power has only recently enabled those models to
be trained on suﬃciently large datasets to produce valuable results [84]. Especially the possibility of operating Nvidia’s graphics cards (GPU) with the
CUDA technology for highly parallel computations has accelerated the training speed for many Neural Network models considerably [63]. With the rise
of Neural Networks in recent years, most SMT models have been replaced by
more powerful Neural Machine Translation (NMT) models [47, 8], which need
larger amounts of data and computational power, but in return are able to
create translation models without hand-crafting rules or similar preprocessing
methods. NMT models utilising Recurrent Neural Networks have been proposed in 2013, which have a similar or better performance than the previous
alignment-based approaches, while being sensitive to properties like word order and syntax [43]. A year later, the sequence-to-sequence architecture was
published, which works with Recurrent Neural Networks to create an encoded
context vector of the source sentence before decoding that source into the target language [96]. This approach has brought even more advantages, as the
created language models’ ﬂexibility to handle diﬀerent sequence lengths and
syntax increased signiﬁcantly.
Across all the diﬀerent models, one particular evaluation technique has been
utilised to measure the performance of NMT models: the BLEU score [72].
This scoring method aims to provide an evaluation that is as similar to human perception of translation quality as possible, while having a marginal
cost per run. In principle, BLEU provides a numerical measure of how close a
translation is to one or more “gold standard” translations created by humans.
Thus, it can be measured how similar a MT model can translate compared to
human-performance. This approach has been validated through studies with
human judges, helping the BLEU score to become the main benchmark in
NMT.
Similar to NER, a variety of challenges for MT researchers has been proposed
by conferences and journals, e.g. the WMT 2014 translation task from ACL
20145 . Even though such tasks have provided their own choice of datasets and
languages, the evaluation has always been based on the standard set by the
BLEU score. Therefore, in comparison to NER, which has multiple diﬀerent
5

http://www.statmt.org/wmt14/ (last accessed 12.09.2018)
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approaches to evaluation, the evaluation of NMT tasks has been quite uniform
over the last years.

2.2. Artiﬁcial Neural Network (NN) Models
Artiﬁcial Neural Networks or simply Neural Networks (NN) are particular Machine Learning models that are designed to simulate the neurons of a brain,
which - on their own - only fulﬁl simple purposes, but can be connected to
large networks that are trained to solve tasks of much higher dimensionality
and complexity. In contrast to more traditional Machine Learning techniques
that require manual feature engineering, NNs have the advantage of being able
to train the weights of their neurons automatically, using parametric nonlinear and derivable functions as well as a technique called error backpropagation
[52, 103]. This means that NNs can be given a dataset in a suitable format to
solve a task like regression or classiﬁcation, and will then learn the means to
solve this task on their own, without hand-crafting any features or rule-based
systems, or selecting a feature space. Instead, the NN models are implemented
with speciﬁc optimisation algorithms that enable the model to improve its parameters autonomously until reaching a minimum error. Additionally, NNs
are not limited by the so-called curse of dimensionality, which hinders a practical application of models for regression or classiﬁcation, which contain linear
combinations of ﬁxed basis functions like more traditional Machine Learning
models [13]. Basically, this means that Neural Networks learn to solve a task
using a trial-and-error approach, requiring an optimisation algorithm to detect errors and force the network to correct them. Thus, the only requirements
for training a useful NN are a model structure that is suitable for the task’s
complexity, a large dataset, and suﬃcient computational power.
NNs have been a topic of research for many years already, technically starting
with the rise of artiﬁcial intelligence, and in their initial forms like Perceptrons
[82] and Boltzmann machines [2] already being addressed extensively in literature in the 1980s [104, 54]. However, the computational power available at
that time did not suﬃce to enable the training of complex NN models, limiting their potency and leading to disappointing results. Despite their usability,
NNs have the disadvantage of being computationally quite intensive, as they
can require millions of matrix multiplications for each iteration, with one full
epoch6 containing thousands of iterations. With the technological advances
in semiconductor production and computational power, graphics cards producer Nvidia has published a set of drivers called CUDA in 2008 [63], which
enable the usage of their highly parallel graphics processors for mathematical
calculations. While Graphical Processing Units (GPUs) have a lower per-core
performance in comparison to a computer’s Central Processing Unit (CPU),
they provide a signiﬁcantly higher count of processor cores. Thus, a modern
GPU can contain multiple thousand processor cores (more than 5,500 cores
in Nvidia’s recent Tesla V100 GPU7 ), which are limited to lower-complexity
calculations than a CPU’s up to 32 or 64 processor cores, but can be used
6

One epoch is one training cycle, which ends when the complete training data has passed
through the model once.
7
https://www.nvidia.com/en-us/data-center/tesla-v100/ (last accessed 02.10.2018)
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for performing simple tasks like matrix multiplications in a highly parallel
manner signiﬁcantly faster than a CPU. For certain NN models, training on
a state-of-the-art GPU can reduce the training times by a signiﬁcant factor,
which can decrease the training time for a model from a whole month to a few
hours.
These technologies have empowered researchers to develop complex NN models (also called Deep Learning models due to their higher number of layers [86])
that can now be trained in a few hours or days instead of multiple months.
This has accelerated the development of new models signiﬁcantly and allowed
the usage of more complex model structures, as improvements are found by
using heuristic techniques that require many iterations.
The following subsections will present three diﬀerent types of NNs that are
being used in recent state-of-the-art solutions and describe the general process
of training them.

2.2.1. Recurrent Neural Networks (RNN)
Recurrent Neural Networks (RNNs) are designed to process variable-length
input sequences of data, in contrast to convolutional networks, which require
a ﬁxed-sized vector. When a sequence passes through a RNN, the network performs calculations for the actual input element, while considering the eﬀect
of the previous inputs, and passes the result of these calculations to the next
iteration of itself for processing the next element of the input sequence. This
means that these NNs are theoretically able to detect patterns that arise from
speciﬁc sequences and items that regularly follow each other, making them
attractive for usage in NLP tasks. This characteristic also enables RNNs to
process not only one-to-one relations, but diﬀerent combinations of relations
involving many inputs or outputs [44].
While simple Recurrent Neural Networks (RNNs) have ﬁrst been used in 1990
(Elman network [28]), they have reached their valuable functionality with the
publication of the Long-Short Term Memory (LSTM) network in 1997 [37],
which solved the problem of vanishing gradients [11] - a common issue of
Neural Networks with multiple layers that causes gradients to become very
small, making it impossible to backpropagate errors and optimise the network’s weights8 . However, the training and applicability of LSTM networks
was limited by the available computational power at the time of their publication, which delayed their rise in popularity until multiple breakthroughs
on diﬀerent domains and blog posts like the very popular one from 2015 by
Andrej Karpathy [44] triggered enthusiasm in the research domain of NNs
and Deep Learning. This happened while the domain was already experiencing a phase of increased research advances [84] due to the new possibilities in
research using the speedup of GPUs in training.
Basically, a RNN layer has one or more operations, which are called gates in
various RNN versions like the LSTM. Each layer requires an input tensor x
and will output a tensor y during a single step or forward pass, which are
8

Exploding gradients have posed a similar problem, as gradients can also become too large.
However, there is an even easier solution to that: using clipping to enforce a hard constraint over the gradient norm [73, 42].
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performed per sequence element using update equations like matrix multiplications, additions, and non-linear activation functions. Additionally, a RNN
might hand over other tensors, e.g. a hidden state (h) and/or a cell state (C),
which represent the learned values at that speciﬁc point and can convey additional information from a previous step to the next. While the name RNN is
the general term for all Recurrent Neural Network types, it is also the name
of the initial, most basic RNN layer. Figure 2.1 shows the basic RNN layout
that contains a single gate with a hyperbolic tangent (tanh) function.

Figure 2.1.: Basic RNN layout with one gate (Source: [67])
If viewed in a NER or NMT context, this means that the input tensor x is
a word in the source document that needs to be labelled or translated, and
the RNN uses that input to generate the output tensor y, which is the label
or translation of the source word, and a hidden state h. The prediction of y
is not only dependent on the most recent input x, but also on the previous
inputs, whose information is encoded in h and used when predicting the next
y. When training the model, the RNN thus adapts the weights of each layer
element using the backpropagation algorithm in order to detect signiﬁcant
characteristics in the sequence and make accurate predictions.

Figure 2.2.: Standard LSTM layout (Source: [67])
The aforementioned LSTM is the most popular and possibly most powerful
RNN in models for NER and NMT and has been employed in a number of papers that are being considered state-of-the-art, like the Bi-LSTM-CRF [50] and
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the Bi-LSTM-CNN-CRF9 [55]. The main diﬀerence of the LSTM compared
to the standard RNN is a more complex structure containing three gates and
a cell state that are utilised to identify dependencies over a longer sequence
by learning how much of previous words should (not) be forgotten. The gates
are neural net layers with a sigmoid function (σ) that squeezes all its inputs to
values between zero and one. This functions as a ﬁlter, indicating how much
of the input is being passed on. Subsequently, a point-wise multiplication adds
that information to the cell state.
Olah’s highly popular blog post [67] explains and visualises the functions of
these gates in a very comprehensible way (also see Figure 2.2):
• The ﬁrst gate is the forget gate (ft ), which decides on how much of
the previous step’s hidden state (ht−1 ) needs to be forgotten, using the
input (xt ) of the current time step t. The result is then multiplied with
the previous iteration’s cell state (Ct−1 ).
• The second gate is the input gate (it ) that contains another sigmoid
to decide which values to update, using ht−1 and xt , and a hyperbolic
tangent (tanh) that distributes the values between -1 and 1 and creates a preliminary cell state (C̃t ). C̃t holds the candidate values that
are selected by point-wise multiplication with it and then added to the
previous cell state (Ct−1 ) in order to create the new cell state (Ct ).
• Finally, the output gate (ot ) uses ht−1 and xt to create an output
tensor, which is multiplied by the result of the tanh function on Ct to
create the new hidden state (ht ) that is intended to carry on context
information to the following iterations.
Thus, the LSTM provides two types of outputs: the hidden state, which represents the available context information at every single step like a snapshot, and
the cell state, which accumulates over the sequence and presents a ﬁnal result
after the last iteration step. In the context of NMT, for example, the hidden
state can be used to convey information about a subject’s gender, number and
case, which usually aﬀects multiple other words in the sequence like pronouns,
adjectives and verbs. When a group of words or a sentence ends, however, the
forget gate is required to remove that context information again, so that the
properties of the next words or sentence can be attended to.
In contrast to its advantages, the LSTM also has a main drawback: the complexity of a NN model with multiple LSTM layers requires long training times
(even on modern GPUs) and large datasets in order to achieve a good performance. To tackle this issue, the Gated Recurrent Unit (GRU) has been developed together with the Encoder-Decoder approach for NMT in 2014 [18, 19],
which will be described further in section 2.2.2. As Figure 2.3 shows, a GRU
layer has only two gates with sigmoid functions, reset (rt ) and update (zt ),
9

In this context, the preﬁx “Bi” indicates a bi-directional setup, which means that the input
sequence is being fed to the network in normal as well as in reversed order, enabling the
LSTM to detect dependencies not only with words that come earlier in a sequence, but
also those that follow later. The “CNN” implies that a Convolutional Neural Network has
been used for encoding words on character level (more in section 2.3.1) and the “CRF”
stands for Conditional Random Field, which will be described in section 2.3.2.
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Figure 2.3.: GRU layout (Source: [67])
and merges the cell state and hidden state to a single ht . The new ht is being
calculated by multiplying ht−1 with zt and adding the point-wise product of zt
and the preliminary hidden state h̃t from the hyperbolic tangent function to
it. This means that the GRU does not “present” separate context information
for one particular step from the ﬁnal result, which is being calculated over the
full sequence, but instead combines them into a single hidden state tensor.
With its reduced complexity, the GRU requires fewer matrix multiplications
and its output eﬀectively has half the size, enabling the GRU to train and
converge signiﬁcantly faster than a LSTM. In theory, the lack of complexity
could decrease the GRU’s ability to detect long-term dependencies, as context
information might “get lost” during the calculation of the output during longer
sequences. However, studies have shown that the GRU even outperforms the
LSTM on many diﬀerent tasks except language modelling, if the LSTM is not
initialised with a forget gate bias of 1, which forces the LSTM to forget less,
reducing the risk of vanishing gradients even further [42]. Given the LSTM’s
forget gate is initialised with that bias, both models perform very similarly,
with the GRU possibly being a little better when only a small dataset is available [20].
In summary, RNNs present a powerful tool for processing input sequences like
text and speech and have performed very well in state-of-the-art NLP models,
especially in NER and NMT. While the LSTM is the eﬀective standard in this
ﬁeld, alternative RNN models like the GRU, which have been proposed in the
last few years, could replace or complement the LSTM in the near future in
many tasks.

2.2.2. Encoder-Decoder Models and Attention
As already mentioned in the previous subsection, the Encoder-Decoder architecture is a recent development that has been proposed together with the
GRU model in 2014 [18]. Also being called Sequence-to-Sequence Model in
similar research [96], this architecture combines two Recurrent Neural Networks in order to convert one input sequence to a ﬁxed-size vector and then
into another output sequence, which can be of diﬀerent length. This is highly
valuable in the context of NMT, as it is quite common that translations can
have varying lengths in diﬀerent languages, as particular words may not have
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an exact translation but require multiple words to phrase them. Additionally,
the morphology of languages can diﬀer due to diﬀerent grammatical rules.
Technically, the encoder only serves the purpose of creating a numerical representation of the input sequence and outputs a context vector. The decoder
then has the task of converting this context into a target sequence. Both parts
of this architecture are trained together, which means that there are twice as
many NN layers during training compared to a standard RNN model. This explains why the researchers have developed the smaller and faster GRU model
in this context, as training the Sequence-to-Sequence model with LSTMs still
required ten days even though eight GPUs were used in parallel [96].
One important ﬁnding of the Sequence-to-Sequence model is the fact that
processing the input data in a reversed sequence order signiﬁcantly improves
model performance. Even though the researchers could not provide a complete explanation of this in their initial publication of the model, they believe
that ﬁnishing the encoding on the ﬁrst words of the input sequence reduces
their distance to the ﬁrst words of the target sequence, which is decoded in
normal order. Thus, they have assumed it could be easier for the backpropagation to “establish communication” [96]. While viewing the input data of
RNNs from diﬀerent directions was not a new idea, as it had been explored in
1997 already with bidirectional Recurrent Neural Networks [87], researchers
did not use bidirectional LSTMs or GRUs before this discovery of increased
performance. However, using a bidirectional setup has provided signiﬁcantly
better results, as it enables the model to view the dependencies of a word not
only in relation to its predecessors, but also to its successors, which is why
many state-of-the-art models use it today [55, 50].

Figure 2.4.: A simple example for attention (Source: [8])
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Another approach exists that goes even further than viewing the input as a
sequence in two directions: the attention mechanism reviews the full input at
once. The main purpose of this mechanism, originally called alignment model
[8], is to learn which words in the complete source sequence are relevant for
the prediction of each word that passes through encoder and decoder. This
means that for every step, in which a word from the input sequence is used to
make a prediction of the target word, this mechanism reviews the full input
sequence and determines all words that are relevant for making that particular
prediction. In contrast to the standard Encoder-Decoder model that converts
variable-length inputs into a ﬁxed-sized context vector ﬁrst (regardless of how
diﬀerent the sequence lengths are), an attention model keeps the intermediate
results of the encoder and searches them for the positions that contain the
most relevant information [8]. The result can be visualised very easily by presenting the source and target sequence together with the respective attention
weights. Figure 2.4 depicts source and target on their respective axis and
the corresponding attention weight per word pair as a coloured ﬁeld in the
matrix - a lighter colour stands for a higher weight (a visually more appealing version can be found in the appendix in Figure A.1). The image shows
that almost all words in the 15-word French source sentence (including the
end tag) translate to 14 English words in the same order - except for “zone
économique européenne”, which translates to “European Economic Area” and
thus changes the word order. Additionally, the mechanism has also been able
to detect that “a été signé” translates to the shorter “was signed”. This shows
that using a ﬁxed-size context vector is not the only viable method of dealing
with variable-length source and target sequences.
In practice, attention is an additional set of layers in the Encoder-Decoder
model that is trained together with the rest of the layers. Due to the its
characteristic of using the full encoder output and input sequence for every
single word in the sequence, attention requires signiﬁcantly larger amounts of
memory during training and evaluation. In order to reduce the memory cost
of this process, the mechanism would need to be sparse and thus only write
the relevant parts into memory instead of every single element for every step.
While there have been attempts to solve this issue, there is a need for further
research in this area [66]. Meanwhile, this mechanism has also been implemented in the ﬁeld of image recognition as visual attention [60, 108], helping
existing systems on tasks like caption generation by enabling them to focus on
important regions of an image. In general, attention can be utilised in many
diﬀerent tasks and has a potential of “augmenting” RNNs [66] and empowering them to solve much more complex tasks - but they require (external)
memory and more sophisticated techniques that have to be improved in the
future so that such models can provide their results within a reasonable time
frame [44].
Quite recently, researchers have created a model that solely focuses on the
attention mechanism and disposes of the recurrent NN layers of the EncoderDecoder framework completely in order to train faster while still reaching
similarly good or better results: the Transformer [101]. Figure 2.5 shows the
model structure that consists of an encoder and decoder, which both do not
contain any RNN layers, but only attention or feed forward layers instead.
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Figure 2.5.: The Transformer’s model architecture (Source: [101])
With this signiﬁcant change, the developers have reached their main goal of
reducing the constraint of sequential computation to a minimum. The authors
call the main mechanism “self-attention”, which uses diﬀerent positions of a
single sequence to compute a representation of that sequence. Furthermore,
they have employed multiple self-attention functions in parallel in order to
“jointly attend to information from diﬀerent representation subspaces at different positions” [101], which is called multi-head attention. This means that
they input the source sequence in diﬀerent-dimensional representations with
the aim of enabling the model to detect dependencies of varying complexity.
Each multi-head attention layer consists of linear layers and scaled dot product layer, which optionally use a masking function (in the decoder’s ﬁrst layer
only). All attention and feed forward layers also have residual connections
[36], which concatenate the initial input to the layer’s output with the goal of
preserving more of the input information in deeper layers. These connections
work in combination with layer normalisation that normalises the output of a
layer by using the mean and variance of all summed inputs of every training
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case [6], which is equal to one input sequence in this context.
Basically, this shows that the complete Transformer model solely consists of
layers that perform an addition, multiplication (matrix multiplications, linear/feed forward layers, scaling) or normalisation (layer normalisation, softmax). All of these operations can be performed in parallel, utilising the advantage of training on GPUs. Thus, the authors report state-of-the-art performance after training on eight GPUs for only twelve hours, while previous
models like the Sequence-to-Sequence model [96] had been trained for ten
days10 . When using a trained Transformer model to make predictions on an
input sequence, the decoder masks the input so that the model uses only the
predictions of the previous words to predict the next word. This results in
a vector of probabilities for each possible label. In order to select the most
likely combination of predictions, the Transformer uses an algorithm called
Beam Search, a heuristic algorithm that selects the best n predictions for each
sequence element in order to maximise the probability of the full prediction.
In general, the Transformer seems to be an interesting alternative to traditional
RNNs, as it approaches the translation task from quite a diﬀerent perspective.
However, this model architecture has been developed and optimised for NMT
and in order to apply its principles to NER, some changes might be necessary.
It could be possible to view the task of labelling words in a sequence as a type
of simpliﬁed translation, in which the target vocabulary only consists of the
required labels. Thus, the Transformer is a promising NN model for this task
and an interesting alternative to the RNN models presented above.

2.2.3. Convolutional Neural Networks
Convolutional Neural Networks (CNNs) have existed since 1989 [52] and were
initially developed for image recognition of digits and handwritten characters. For solving that task, CNNs utilise two-dimensional ﬁlters to skim over
a ﬁxed-sized image and detect contours and edges. These patterns are then
deconstructed by additional ﬁlters until their most basic components are detected. The deeper a CNN goes, the more ﬁlter layers it provides, enabling
the detection of the most basic visual components and patterns. Using this
strategy, CNNs are able to recognise very small micro-patterns that deﬁne the
appearance of a certain character, object, or life form, and learn to detect them
in full-sized images more or less independently from the picture’s perspective
or colours. One of the most famous and popular CNNs is AlexNet [48], whose
publication proposed using deep CNNs for the task of image classiﬁcation and
achieved a signiﬁcant error rate reduction of 50% in the ImageNet challenge
[25]. This was such a big improvement that it probably started the hype about
“Deep Learning”, i.e. Machine Learning with deep NNs [86].
Over the following years, deeper and more powerful CNNs have been developed by using new techniques that facilitate stacking more and more layers on
top of each other without suﬀering from problems like vanishing or exploding
gradients. Some of the most notable CNN implementations are VGGNet [92],
10

It has to be noted that the Sequence-to-Sequence model was published three years earlier,
which means that the developers had to use older GPUs. In recent years, however, every
new GPU generation has brought a signiﬁcantly higher eﬃciency for parallel computing.
Due to this, the actual speedup of the new model is probably lower.
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GoogLeNet [97], and ResNet [36], the latter of which has introduced residual
connections that have been implemented in the Transformer and RNNs since
then, as well.
While computer vision has clearly been the most successful area for CNNs, researchers have worked on implementing convolution networks for NLP tasks as
well - with one-dimensional convolution ﬁlters instead of the traditional twodimensional ﬁlters from computer vision. There are many recent examples
for this, e.g. in sentence classiﬁcation [45] or the Convolutional Sequence-toSequence model (ConvS2S) [33], an adaptation of the original Sequence-toSequence model with CNNs instead of RNNs.
One recent publication has been examined in further detail during this project:
the Temporal Convolutional Networks (TCNs) [9]. The authors of this paper
have critically reviewed the tasks that are usually solved by RNN models in
the recent state of the art and created a generic convolutional model that has
been able to keep up with RNNs or even outperform baseline models of them
on various standard benchmarks. The TCN architecture seems to provide
a more capable long-term memory than RNNs, which can be useful on tasks
with longer sequences. In order to work with sequence predictions, TCNs have
built-in causal constraints that force the model to use predictions of previous
words only (similar to the masking in the Transformer’s decoder). Using these
causal convolutions, a TCN can build a sequence prediction word-by-word,
based only on the information from previous steps. Another constraint of the
TCN is the characteristic that input and output lengths have to be the same,
as convolutional layers can only work with ﬁxed-length inputs, which forces the
user to choose large convolution sizes in order to handle long sequence lengths.
As simple convolutions are only able to process sequence lengths linear to the
network depth (i.e. number of layers) due to processing neighbouring elements
only, the authors have utilised dilated convolutions. The dilation allows leaving “gaps” between elements in order to detect longer-range dependencies and
enable a receptive ﬁeld that can grow exponentially [110].
The TCN combines these functions in its residual blocks (as shown in Figure
2.6), which contains two dilated causal convolution layers. Each of these layers
is followed by weight normalisation, a rectiﬁer linear unit (ReLU) as activation
function [34] and a dropout layer for regularisation [94]. Optionally, another
one-dimensional convolution with a ﬁlter size of one can be used to compensate
diﬀering sizes of convolution ﬁlters and inputs. In practice, a TCN consists of
multiple residual blocks to be able to develop a receptive ﬁeld which is larger
or equal to the input sequences.
The main advantages of TCNs are their speed (due to parallelism) and low
memory requirement, which can be very beneﬁcial once the model has been
set up to a task’s requirements regarding sequence lengths and complexity.
As long as the data does not vary too heavily, the TCN is able to handle
variable input lengths and beneﬁt from its ﬂexible receptive ﬁeld size (due
to the dilated convolutions). The authors have tested the architecture on
multiple standard benchmarks for sequence modelling and have proven that
the TCN outperforms standard LSTM and GRU baseline implementations on
most of them [9].
In summary, CNNs appear to be a promising alternative to RNNs for NLP
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tasks and thus could perform well in the setting of this project. Especially the
TCN presents an easily adaptable and simple model that capitalises on the
strengths of CNNs while eliminating most of their disadvantages.

Figure 2.6.: The TCN’s residual block element (Source: [9])

2.2.4. Training Procedure
As presented above, there are many diﬀerent types of Neural Networks, but
they all share the general principles with which they are trained [13]: During
each iteration of a NN, a batch of training data is passed from the input layer
through the neurons in the hidden layers, resulting in a prediction provided by
the output layer. At each step of this so-called forward pass, calculations are
performed that often contain matrix multiplications, using weight parameters
that can be adapted. A prediction usually contains errors (especially in the beginning of the model’s training), which are detected by a loss function, which
passes the score or loss value back through the network using backpropagation
in order to adapt the neurons’ weights and improve the next prediction. In
this process, the optimisation algorithm uses the derivatives of the network’s
functions to minimise the gradient until reaching a (possibly local) optimum.
When all batches of the training data have been passed through the network
once, one epoch is completed and the model is validated using the validation
dataset that should not contain any data appearing in the training set. The
validation results can be used to assess the model’s performance and identify
the point where the model converges or reaches a plateau, i.e. a certain score
level that does not improve after further epochs of training. When a model is
trained too long, it usually overﬁts to the task, which means that the model
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basically learns to copy the properties of the training dataset, leading to poor
results when the model is tested on previously unseen data.
Even though a large amount of research in being conducted on NN models,
optimising a certain model for a speciﬁc task always includes a trial-and-error
approach until a (local) optimum of hyperparameters can be found. This is
due to NNs having quite diﬀerent structures and setups, and additionally, a
multitude of hyperparameters can inﬂuence how fast and well a model trains.
The structure of a NN is deﬁned by the number and type of its layers, as Neural Networks are usually built through a combination of diﬀerent layers that
either contain artiﬁcial neurons for calculating results with trainable weights
or fulﬁl the purpose of increasing the performance of other layers. While the
independent eﬀect of every single hyperparameter is easy to understand, the
combination of all diﬀerent factors highly increases the complexity of selecting the correct values. Thus, ﬁnding a good conﬁguration for a network can
require many runs with hyperparameters changed individually or in selected
groups to measure their eﬀect on the model’s performance.

2.3. Additional Mechanisms
In order to improve the performance of the NN models described above, additional mechanisms can be implemented. The following subsections will describe three diﬀerent methods:
• preprocessing the dataset with word embeddings to reduce the computational complexity of a model (section 2.3.1),
• adding a diﬀerent Machine Learning technique, a Conditional Random
Field (CRF), to further process the NN’s output (section 2.3.2),
• regularising the models using batch normalisation and dropout in order
to improve the NN’s convergence time or ability to generalise its task
(sections 2.3.3 and 2.3.4).
These mechanisms pursue diﬀerent approaches for either reducing a model’s
training time, improving its performance score or enabling it to generalise
better (i.e. achieve better scores on test data). In most of the recent models,
multiple mechanisms like these are being utilised to improve performances.
Diﬀerent activation functions, various ways of normalisation, and many more
techniques can be packed into additional layers fulﬁlling supportive purposes
or added to pre- or postprocessing. This thesis cannot cover all of those
methods, as that would go far beyond the scope of this project. However, the
most important mechanisms have been selected and will be presented brieﬂy to
provide an overview. All of the following mechanisms have been implemented
in this project and helped to improve the performance of the models, which is
why they are part of the selected models, that will be presented and analysed
in the following chapters.

2.3.1. Word Embeddings
When processing text data in NLP, a document needs to be split into small
pieces for extracting as much information from it as possible. This process is
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essential, as most NLP techniques use numerical functions, which means that
the words of a text corpus have to be converted into a numerical representation. One document can easily be split up into sentences, which consist of
single words. The words themselves contain vast amounts of information due
to their grammatical forms and possibly diﬀerent meanings, which requires a
way to make sense of words. Embedding the words of a corpus solves this
problem, as it enables representing a word in a numerical feature space. Different approaches for creating such word embeddings have been researched
extensively already [83]. Many of these approaches have been developed together with state-of-the-art models and might have made a contribution to
their success. Four diﬀerent approaches have been explored in the context of
this project, of which one has proven to be the most eﬃcient and eﬀective:
Splitting the texts up into single characters
A very basic approach would be to split up the text to the character-level.
Each character of a word would then inherit that word’s features, e.g.
its label and position. This can be implemented quite easily and does
not require any complex preprocessing. However, semantic information
could be lost in this process, because single characters cannot be diﬀerentiated from another very well without enough additional features. In
contrast to other models, words that are similar cannot be placed closer
to each other in a feature space, as there is no feature space created
in this procedure. Furthermore, postprocessing is required, because the
character-level predictions then need to be joined to word- and entitylevel predictions again. Tests in the course of this project have indicated
that models employing this approach need signiﬁcantly more computation time and do not perform as well as other techniques that preserve
semantic information.
Using an embedding layer inside the NN
Current Machine Learning frameworks oﬀer simple solutions of creating
embeddings of input data. Usually, there is some kind of embedding
layer that can be added to the NN layout as an input layer and converts the text input into a numerical vector by assigning an index to
every word. Another advantage of this approach is that the embedding
layer is part of the training loop, which means that the embeddings can
be improved when training the model and that every model will train
its own embeddings depending on the training dataset. Due to these
advantages, many open-source implementations of state-of-the-art models use these embedding layers. Unfortunately, these layers need to be
initialised with a value that represents the input text’s vocabulary size.
This is not problematic in standard translation tasks, as source and target languages have predeﬁned vocabularies. However, it is not possible
to deﬁne a source vocabulary in the setting of this project, as invoices
do not use the full vocabulary of one language, but instead can appear
in diﬀerent languages or just contain serial numbers or product descriptions and names that are not part of standard language vocabularies.
Additionally, almost all documents are scanned and then sent through
an OCR for digitisation, which leads to a certain amount of erroneously
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interpreted words due to poor document quality or OCR errors.
Implementing an additional NN for encoding words
Going one step further than using an embedding layer, one could also
employ an additional NN for encoding the words in a feature space Convolutional NNs (CNNs) have proven to work well in this context
[83]. This approach would also require the text to be split up into single
characters and put into same-length sequence lengths, as a CNN has
predeﬁned ﬁlter sizes that need to ﬁt the the data exactly. In addition
to the advantages of an embedding layer, a full NN designated for this
task is able to create its own feature space, thus does not require a preset
vocabulary size for initialisation. Unfortunately, employing a CNN for
word embeddings increases the computational cost of the model by a
factor of at least four: This approach has been implemented and tested
in this project’s setting and increased training times per document from
two minutes to approximately eight for the same set of parameters in
the LSTM model11 .
Training word embeddings in advance
In 2013, the publication of word2vec [58] had a large impact on the NLP
ﬁeld and changed the way of creating language models by providing a
fast and eﬃcient way of training dense word representations [83]. Similar
to an embedding layer, word2vec implies a preset vocabulary size as it
creates word embeddings based on the vocabulary of the text corpus at
hand. However, a word2vec model cannot be used with words that are
not part of the initial vocabulary - thus has the same disadvantage as the
embedding layer. In 2016, the same researchers proposed an improved
version of word2vec, FastText [14], to solve this problem. FastText does
not only process the full words, but also splits them up into character
n-grams. Enabling the representation of out-of-vocabulary words with
FastText word embeddings, as parts of that unknown word will have appeared in one or another way in the original training vocabulary. This
is especially useful for languages with a richer morphology than English,
which create diﬀerent grammatical forms of the same word by adding
pre- or suﬃxes or changing it slightly, e.g. in German language. Additionally, a FastText model can be trained in advance on the corpus of the
complete training dataset and then be used eﬃciently during the training
of the NN. In this project’s context, this has been the most time-eﬃcient
solution compared to those above - without processing words on a character level, adding embedding layers or even training an additional CNN,
the model trains faster. Furthermore, models with FastText embeddings
have provided the best test results.
After implementing and comparing these diﬀerent approaches, training a FastText model on the corpus before training the NN models has proven to be the
most feasible approach, which also provides the best results. While a CNN
for character encoding requires signiﬁcantly longer training times for the full
11

Of course, the training time per document also depends on other parameters that have
been chosen identically for each model pair in this test.
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model (by a factor of ﬁve, approximately), the option of using that method
could be utilised in the future for further research.

2.3.2. Conditional Random Field (CRF)
The Conditional Random Field (CRF) is a probabilistic model that can be
used for structured prediction or labelling of sequence data [49]. Being a
sequence model, the CRF takes context information from neighbours (or previous words of the sequence) into account when calculating the probability for
the next prediction. The result is a list of conditional probabilities for the
next element in the sequence. In order to select the most likely sequence from
all results, ML engineers usually implement the Viterbi algorithm - a dynamic
programming algorithm employed in Hidden Markov Models (HMMs) to select
hidden states with the highest probability [13]. While CRFs where developed
as a superior alternative to HMMs, they still share enough similarities so that
the same algorithm can be used to select the most likely path (Viterbi path)
in CRFs too.
CRFs are highly popular in state-of-the-art NLP models that utilise RNNs,
because the RNN provides the feature space for the CRF to calculate sequence predictions with, improving the joint model’s prediction performance.
Examples for NLP models that utilise CRFs are the Bi-LSTM-CRF [50], the
Bi-LSTM-CNN-CRF [55], and the Bi-GRU-CRF [77].
The CRF has been implemented and tested in this project’s setting and has
improved the performance of the respective models consistently. Therefore,
the majority of the models selected for this work’s implementation and analysis utilise a CRF for converting the NN output into a prediction.

2.3.3. Batch Normalisation
In general, normalisation is useful in Machine Learning models for eliminating
variances that come from changing distributions in the input data. For example, an important feature’s values might range from zero to one, while another,
less signiﬁcant feature’s values range from 1,000 to 100,000. When plainly comparing these numbers without any weighting to diﬀerentiate these features,
the more important feature will seem insigniﬁcant at ﬁrst. The weighting, of
course, is something that results from training the Machine Learning model,
which means that training on not normalised values most probably requires
longer training times. In research, the slowdown and diﬃculty that occur
when training with changing distributions is called (internal) covariate shift
[41, 27]. Thus, the normalisation of input values helps in reducing the covariate shift by giving all features an “equal start”, reducing the need for careful
parameter initialisation and lower learning rates.
Batch normalisation is one particular method of normalising layer inputs during the training of a neural network [41]. The main advantage of this implementation is that it is built into the NN like an additional layer and can
be trained as part of the model architecture. The name is derived from the
layer’s characteristic of performing the normalisation for each mini-batch of
input data. This assumes that as long as one uses suﬃciently large batch sizes
when training a NN model, a batch should have a similar distribution as the

26

2. Background

Figure 2.7.: Batch normalisation algorithm applied to x (Source: [41])
complete dataset, thus making the normalisation consistent and eﬀective. In
practice, batch normalisation calculates the norm by subtracting the mean
of a batch from the input and dividing by the batch’s variance. The function additionally provides the possibility to scale and shift the value with two
parameters (γ and β), which are trainable. This can be seen in Figure 2.7,
which is taken from the original paper [41]. The normalisation helps to retain
a stable distribution of inputs, reducing the risk of exploding or vanishing
gradients. This means that the model training can be performed with larger
learning rates, which accelerates the training. Additionally, the authors have
shown that batch normalisation regularises the model, which makes it advantageous for the generalisation of the NN [41], leading to better performance
when testing on previously unseen data.
Batch normalisation was initially built into and tested with CNNs for tasks like
image classiﬁcation. In order to beneﬁt from batch normalisation when using
RNNs, researchers have performed multiple studies on how the layer can be
integrated in recurrent models [51, 4, 24]: As RNNs diﬀer from CNNs regarding the amount of layers and the way information passes through them, there
have been diﬀerent approaches to implementing the normalisation layer inside
the RNN architecture. Coming from CNNs, it is rather intuitive to place a
batch normalisation layer between each RNN layer [51], which is called “vertical” and is opposed to the “horizontal” approach that places the normalisation
between timesteps [24]. There is also an alternative approach called layer normalisation, which focuses on normalising over the summed inputs of a single
training case, i.e. one sequence [6]. However, researchers are contradicting
about which approach should be the correct or better one and research results
diﬀer.
The vertical implementation of normalisation layers, i.e. between each RNN
layer, has brought a signiﬁcant improvement in all RNN models that were used
in this project regarding training times and test performance, which is why
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all RNN models selected for this project’s detailed analysis contain (vertical)
batch normalisation.

2.3.4. Dropout
Dropout is probably the most popular regularisation technique that is part
of many recent state-of-the-art NN models (both CNNs and RNNs). There
are only few exceptions where the regularising eﬀect of a dropout layer can
also be achieved with batch normalisation [41] or the attention mechanism
[101]. The original publication of this method is called “Dropout: A Simple
Way to Prevent Neural Networks from Overﬁtting” and has been authored
by some of NN research’s most renowned scientists [94]. The key concept of
dropout is indeed very simple: the dropout layer randomly drops units and
their connections from the Neural Network during training. This means that
it forces a certain amount of information loss, hindering the Neural Network
from learning the patterns in the training data in too much detail. This helps
complex and deep NNs that are able to learn highly complicated relationships
from the dataset to focus on more general patterns by reducing the inﬂuence
of relationships that are caused by sampling noise [94].

Figure 2.8.: An example of applying dropout (Source: [94])
There are many alternative ways of regularisation, e.g. early stopping, L1
and L2 regularisation, or soft weight sharing [65]. However, most of these
methods require additional calculations and slow down the training, or require
manual intervention by watching the validation score results and deciding
when to stop training. Dropout, in contrast, not only increases the model
performance signiﬁcantly more than the other techniques, but also reduces
the computational cost of a Neural Network by “thinning” it. Figure 2.3.4
shows how considerably the amount of neuron connections and complexity
is reduced when dropping 7 out of 16 neurons of a network. The training
then produces multiple versions of these thinned networks, which are smaller
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samples of the original model that then need to be averaged when combined to
a ﬁnal model. The researchers report that dropping out 20% of input values
and 50% of hidden values seems to provide the best results [94].
While the original publication presented dropout on a Restricted Boltzmann
Machine (RBM) - a simpliﬁed relative of feed forward networks - the same
principle can be applied to CNNs and RNNs. Even if it might be technically
diﬃcult to actually “thin out” a more complex NN in real-time during training,
dropout can also be simulated by just dropping random values (i.e. setting
them to zero) from the output of a NN layer before the tensor is handed over to
the next layer. For example, this happens in two of the most popular Machine
Learning frameworks, PyTorch12 and Tensorﬂow13 , as both implementations
of the dropout layer only require a tensor x and a dropout probability p as an
input.
Similarly to batch normalisation, researchers have also thought of alternative
ways to apply this principle to RNNs, by dropping values from the recurrent
connection instead of the input or output, without inducing a memory loss
[89]. However, that requires to modify the RNN modules on the lowest level
in order to apply dropout to the hidden state update vectors, which is not
supported out-of-the-box by Machine Learning frameworks. Additionally, the
authors also note that their version of dropout works best when combined
with conventional dropout. Using standard dropout layers has provided very
good results and has been established as a standard in this project’s models
due to their simplicity.

2.3.5. Residual Connections
As already discussed in section 2.2.3, the general trend in CNNs has been stacking more and more layers to create even deeper networks, as that seems to
provide better results in domains like image recognition. However, the deeper
a NN becomes, the more diﬃcult it can get for gradients to successfully reach
the other end of the model during a forward or backward pass, leading to
vanishing gradients. Alternatively, if a few early layers perform poorly, all following layers might not be able to correct that poor performance, but instead
only reinforce the error, which can lead to exploding gradients. More complex
issues can appear in deep networks as well, e.g. performance saturation, which
causes higher training errors despite not overﬁtting when too many layers are
used [36]. Problems like these are the main reason for the existence of this
many papers about regularisation and optimisation techniques, trying to solve
these issues. In 2015, researchers have managed to prevent such errors in the
ResNet, a network that can reach a depth of up to 152 layers [36]. The main
enabling technique for this are residual connections (hence the name) that
reference the initial layer inputs to deeper layers. This means that in addition
to the output of the previous layer, a deeper layer can still access the original
input using residual functions. In practice, this empowers deeper networks
to learn more complex relationships than shallow networks without suﬀering
12

https://pytorch.org/docs/stable/_modules/torch/nn/functional.html#dropout
(last accessed 03.10.2018)
13
https://www.tensorflow.org/api_docs/python/tf/nn/dropout
(last accessed 03.10.2018)
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from higher error rates due to the degradation problem and to reach similarly
low error rates as their shallow alternatives.
However, more recent research of residual networks has indicated that NNs
do not necessarily have to be very deep to proﬁt from residual connections, as
deep ResNets might actually work like an ensemble of multiple shallow networks [107]. Actually, residual connections have proven to work well in RNNs
that consist of eight layers or less, when researchers tested residual connections between LSTM layers to encourage gradient ﬂow in their Sequence-toSequence model for NMT [106]. Residual connections have improved model
performances in this project’s test setting as well, which is why they have been
used in the implementation of the GRU model.

2.4. State of the Art
For each of the diﬀerent NLP techniques mentioned in the previous section,
there are one or more state-of-the-art models that have been proven to perform well on their domain’s benchmark problems, e.g. the CoNLL-2003 task
in NER or English-German translation with BLEU score in NMT. There is
a multitude of scientiﬁc conferences to topics like NLP, NMT, and Machine
Learning, of which some have already been mentioned above in sections 2.1.1
and 2.1.2. Research in Neural Networks is generally advancing very rapidly,
because in addition to traditional journal or conference publications, which
usually have a delay of multiple months between application and publication,
researchers also tend to publish so-called preprint versions of their work online
on arxiv14 . Even though papers that are only published on arxiv lack scientiﬁc review and validation, they oﬀer an easily accessible and democratised
look into most recent research. This has enabled the research ﬁeld to pick
up a quick pace and provide fast advances: Almost all of the NN publications cited in the previous sections of this chapter have been published after
2012, with only a few exceptions like the original LSTM paper from 1997 [37].
Still, readers seem to be aware that one might encounter low-quality publications among the vast amount of uploads on a platform like arxiv, which is
indicated by their tendency to favour papers from renown institutions. Thus,
a snowball eﬀect might occur, boosting the signiﬁcance of papers published
by popular researchers from institutions like the universities of Toronto and
Montreal, Google, or Facebook, while previously unknown authors that might
have developed a much better model or technique remain unacknowledged or
only reach a small audience.
There are many publications that can be considered to have state-of-the-art
performance or be close to it in the NLP ﬁelds. Due to the fast advances
in research, a publication from 2014 can be signiﬁcantly outdated today, like
the Sequence-to-Sequence model [96], which reached a BLEU score of 36.5 on
English to French translation, while only three years later, the Convolutional
Sequence-to-Sequence model [33] has reached a more than 10% increase with
a BLEU score of 40.51 on the same task. However, a new state of the art is
also often proclaimed by researchers that have been able to increase performance by 1% or less on an important benchmark after training a more complex
14

https://arxiv.org/ (last accessed 04.10.2018)
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model for a much longer time compared to the previous leader. One good example for that case is the Bi-LSTM-CRF [50], which achieved a F1 score of
90.94 on the CoNLL-2003 standard NER task. Only a month later, other
researchers claimed to have reached a better F1 score of 91.21 by adding a
CNN for character encoding (Bi-LSTM-CNN-CRF [55]). However, a CNN for
character encoding has been tested in this project’s context as well and it actually extended training times by a factor of four15 . Additionally, research has
shown that the random seed initialisation before training a model can signiﬁcantly alter its performance [80], because that number inﬂuences the random
weight initialisation of NN layers and can coincidentally provide a model with
a “head start” towards the optimal weights. The authors reviewed exactly
these two publications and discovered that the Bi-LSTM-CNN-CRF actually
has a lower median F1 score of 90.64% than the Bi-LSTM-CRF (90.81%) when
trained with diﬀerent seed values. This means that small performance diﬀerences between models of 1-2% are not enough to prove the superiority of a
new model, but instead should be reviewed critically, because all model performances should actually be presented as score distributions instead of a single
distinct score. Unfortunately, training many diﬀerent versions of a model takes
longer than the scope of this project allows, as training one Bi-LSTM-CRF
model has required more than eight hours per epoch on the complete training dataset with the most powerful GPU available at the time of this writing
(Nvidia’s Tesla V100 GPU). Evaluations indicate that at least seven epochs
are required for the model to reach minimal loss, which means that the training takes at least 2.5 days - assumed that one already knows how many epochs
the diﬀerent models need to reach their optimum.
Thus, multiple diﬀerent “states of the art” have been reviewed and tested in
the context of this project to select the best ones, instead of just focusing
on a single model with the highest score. The models still belong to the top
performers in the ﬁelds of NER or NMT:
Bi-Long Short Term Memory with CRF (Bi-LSTM-CRF) [50]
Being a model developed for NER tasks, the Bi-LSTM-CRF achieved
an F1 score of more than 90% on the CoNLL-2003 dataset. This model
has been selected as a baseline and thus remains similar to the original
implementation with regards to its hyperparameters, only with the addition of batch normalisation. Even though researchers have developed
many alternative models, the LSTM still achieves high performances and
is not only a baseline, but also a competitor to the other models.
Bi-GRU with residual connections and CRF (Bi-ResGRU-CRF)
This model is an advancement of the Bi-GRU-CRF [77] and explores the
advantages of using a GRU model together with residual connections
and batch normalisation as an alternative to the LSTM. It has been
developed during the project at the company and represents the GRU
conﬁguration that has provided the best results in tests. For comparison,
the model has been trained and tested with and without a CRF.
15

The Bi-LSTM-CRF required training times of approx. 1.92 minutes per document, while
the Bi-LSTM-CNN-CRF needed approx. 7.98 minutes per document.
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Temporal Convolutional Network with CRF (TCN-CRF) [9]
This candidate has been developed to contest RNNs on various tasks
and, even though the authors have not tested it on a standard NER
task like CoNLL-2003, the architecture seems promising. The fact that
this convolutional model approaches the task from a diﬀerent perspective than the RNNs above makes it an especially interesting alternative
that could perform signiﬁcantly diﬀerent on important labels. Tests
have shown that this model, too, achieves a better performance in this
project’s context when combined with a CRF.
The Transformer [101]
The Transformer is an alternative to the recurrent Encoder-Decoder architectures and seems very promising due to its remarkable performance
in NMT, reaching a BLEU score of 41.8 in the English to French translation benchmark. Due to its completely diﬀerent architecture without
RNN or CNN layers, this model could also provide a diﬀerent perspective
on the task and show strengths on diﬀerent parts of the data where other
models perform worse. However, being a model optimised for NMT, the
model’s transfer to this project’s context will be the most challenging
implementation task.
Other models
During this project’s research, multiple other models have been reviewed
and prototyped. However, there have been limitations due to them still
being in development, a lack of open source code availability or simply a lack of time during this project, which is why those models were
not pursued further. These are the Quasi-Recurrent Neural Network
(QRNN) [15] and Simple Recurrent Unit (SRU) [53] (which are more
general, multi-purpose models that focus on providing faster alternatives
to RNNs), as well as the Convolutional Sequence-to-Sequence model [33]
(a competitor of the Transformer, which has achieved slightly lower results). These models, probably among many others, could perform well
on the task of this project and are worth further investigation in the
future.

2.5. Summary
All of these models have their advantages and disadvantages, which will emerge
during their implementation, training and testing. As said above, the LSTM
Neural Network [37] has become a standard in text-based tasks. With its
structure representing a more complex RNN, the LSTM is capable of handling longer sequences of input, especially when a higher number of layers is
combined to form a deeper neural network. Bidirectional training (processing
the input data forwards and backwards) doubles the number of parameters and
helps in identifying relationships in both ways in the input sequence. However,
the LSTM requires large amounts of computation time as each calculation expects the result of the previous step and thus cannot be parallelised well.
The GRU [18] has been developed to provide a smaller and faster version of
the LSTM by simplifying the model’s architecture. As the GRU performs less
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calculations, it needs less time for training and thus might reach similarly high
accuracies faster. However, as the GRU has a less complex structure, it might
not be able to learn long term relations as well as the LSTM.
The TCN provides an alternative approach to tasks with sequential inputs
with one-dimensional CNN layers. While RNNs pass through an input sequence word-by-word, the TCN processes the full input sequence at once and
splits it up into smaller patterns using its dilated convolution ﬁlters. This approach is much easier to be performed in parallel, making the TCN faster and
reducing training times. Additionally, this approach might be able to detect
diﬀerent types of patterns that RNNs cannot handle well.
The Encoder-Decoder model has been developed for NMT with the purpose of
providing higher ﬂexibility and performance in translation [18, 96]. The input
data is processed sequentially, sentence by sentence, and by using an intermediate representation like a context vector or attention layers. The encoder
ﬁrst transforms the complete sentence into the intermediate representation,
which is then translated by the decoder into the target language. All parts of
this architecture are trained together, forcing the Neural Networks to create
their own meta language, which is contained in the intermediate tensor. Because of this, the user does not need to deﬁne a meta language manually in
form of a dictionary or similar tools that would take hours or days of handiwork to build and would require the same work multiple times, if the model is
supposed to translate into diﬀerent languages. On the other hand, EncoderDecoder architectures, especially those with attention, have a much higher
memory and computation requirement due to their dual NN setup. The Convolutional Sequence-to-Sequence model [33] tries to reduce the computational
complexity by exchanging RNNs with CNNs. The Transformer [101] is a similar model that goes a step further by discarding RNN and CNN layers from
its architecture to reduce computational complexity and reach faster speeds,
but both are still limited by the high memory requirement of their attention
layers. It should also be noted that these models are specially made for NMT,
which clearly diﬀers from the ﬁeld of NER.
Alternative models like the QRNN [15] and SRU [53] have been created with
the goal of solving the same tasks as LSTMs and GRUs, but with much lower
computational (and thus temporal) cost. Both architectures have been developed for multi-purpose use, as the creators of both have tried to keep their
code simple and modular to enable compatibility with existing projects. These
models aim to decrease computational cost signiﬁcantly by combining the capabilities of Recurrent Neural Networks with the scalability of parallel Convolutional Neural Networks.
As described above, most of these models perform signiﬁcantly better when
combined with additional mechanisms like word embeddings, a CRF layer,
batch normalisation [41] and dropout [94]. These mechanisms could be combined with the diﬀerent NN types to a high number of models in order to
explore the inﬂuence of all parameters with a sensitivity analysis. However,
this would go far beyond the scope and time limit of this thesis project. Thus,
for each Neural Network model, the best conﬁguration of additional mechanisms has been selected after testing them on the project’s task. The next
chapters will only represent these ﬁnal model conﬁgurations.
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This chapter describes the implementation details for the project. First, the
tasks are presented, which are based on the goals from section 1.4. Subsequently, the dataset’s origin and statistical properties are reviewed together
with visualisations, followed by the conﬁguration of the selected Neural Networks regarding their parameters and layouts. Finally, the performance metrics for comparing these models will be described shortly.
All NN models have been implemented using Python 3.6 [31] and the deep
learning package PyTorch [74], which provides out-of-the-box implementations
for the most common layers and functions like LSTM, GRU, batch normalisation and dropout. The project environment employed in the company contains
many diﬀerent packages like numpy, scikit-learn, tensorboard, tqdm, cython
or boto, which all fulﬁl diﬀerent tasks inside the project environment. The
Python packages pandas [70] and matplotlib [38] have been used for analysing
the dataset properties and some of the charts have been enhanced using Google
Sheets.

3.1. Tasks
Section 1.4 has proposed four diﬀerent goals for this project, which will be
used in this section to express more precise tasks: The ﬁrst goal (analysing
and describing the diﬀerent NN models) has been achieved in chapter 2, presenting the characteristics of each model type and reviewing their advantages
and disadvantages. In order to reach the second goal (implementing selected
NN models in the company’s framework), multiple months of this project have
been used for implementing the models, during which the models have been
adapted to the company’s existing dataset and processing structures. Additionally, the optimal hyperparameters have been selected through testing
prototypes. The main challenge has been to ﬁt the models to the existing
procedures to work in parallel to the previous models, as the project handles
custom-made data formats that strongly deviate from the standard data examples included in open-source example projects1 .
Following the implementation, the third goal (evaluating and comparing model
performances) has been tackled by establishing a testing procedure and choosing the ﬁnal datasets and parameters for training, validation and testing. Additionally, appropriate metrics have been selected and confusion matrices have
been implemented for comparing the performances and errors of each model.
1

The most diﬃcult challenge has been the implementation of the Transformer, which has
taken approximately one months to be dissected, analysed and built into a form that
is compatible with the existing project. An additional two months were required for
bug ﬁxing and adapting the Transformer’s parameters until a model could be trained.
Unfortunately, this has delayed the complete project by multiple weeks.
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The results will be described in chapter 4 and include an extensive error analysis that aims to identify the reasons for certain patterns in the results.
Subsequently, all implementations will be ranked to achieve the fourth goal
(proposing a rating of the NN models and answering the research question),
considering factors like their performance, computational cost and implementation diﬃculty, as these are important aspects when using NN models in practical applications. In addition to these goals, the insights from this project will
be utilised to propose recommendations for future work in order to provide
multiple ideas on how to improve model performances.

3.2. Dataset
This section will describe the dataset’s origins, the techniques applied for
digitising, processing, and labelling the data, and the statistical properties.

3.2.1. Data Sources
In many companies, invoices still arrive on paper and need to be digitised with
a scanner, which converts the documents into image-based PDFs, and an optical character recognition (OCR) system that recognises the characters and
their positions in the document and creates a structured ﬁle, which contains
that information. OCR research has started many decades ago, as early patent
entries from the 1950s and 1960s show [90], and there are many products and
services available for purchase today that oﬀer broad and mature functionalities like the ABBYY FineReader Engine2 (which has been utilised in the
context of this project). Thus, it is more feasible for a (start-up) business
nowadays to purchase a product like this to reduce their own workload and
focus on the actual product that is being developed3 .
After digitising all invoices, the words and entities on them needed to be classiﬁed or labelled according to their contents. The documents in this project’s
dataset have been labelled manually by SMACC GmbH employees (due to
data privacy reasons) with agorum’s DocForm tool [3]. Originally, the data
had not been collected and labelled for training Machine Learning models, but
instead for running agorum’s rule-based accounting system, which is driven by
the assumption that there is only a limited amount of document layouts that
only need to be tagged at their ﬁrst appearance and then can be detected if
they reappear in the exact same layout (also called docForm layout). However,
the deﬁnition of a docForm layout includes the number of item positions per
invoice, which means that an otherwise identical invoice with two positions
counts as a diﬀerent docForm layout than one with three positions. Therefore, each client’s initial on-boarding has brought hundreds or thousands of
new layouts that had to be added to the system in many hours of manual
labour. Whenever a document with a new docForm layout arrives - even if
it is a previously known document that only has one more line of items - it
requires manual intervention by an employee. This severely limits the automation capabilities of the system and requires large amounts of handiwork, when
2
3

https://www.abbyy.com/en-eu/
Consecutively, OCR will not be discussed further in this project.
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data of a new client arrives and needs to be imported into the system. This is
one of the main reasons why this legacy system needed to be replaced by a neural NER model, which has the capability of generalising learned patterns and
processing previously unseen documents. However, the docForm system also
has one advantage: if a new document has an already known docForm layout,
it is labelled automatically based on the saved preset. With this mechanism,
almost 300,000 documents have been labelled in total by manually deﬁning
approximately 15,000 diﬀerent docForm layouts.
The documents are saved digitally using the JSON format, which contains a
sophisticated dictionary structure that holds general document information,
all words, and the respective labels and features. There is one signiﬁcant disadvantage of this data format: due to the complex structure of the JSON
and dictionary format (in contrast to the simple text format of the CoNLL2003 dataset), loading documents into Python only works very ineﬃciently.
The full dataset requires approximately 2 GBs of hard disk space, but when
loaded into Python, approximately 60 GBs of RAM are necessary to contain
the complete dataset in memory. This slows down the training procedure
signiﬁcantly, as due to the large memory requirement, the models could only
be trained with smaller batch sizes, extending the training time for a single
training epoch considerably. Additionally, loading the dataset when starting
training or testing is slow, with 20 to 40 minutes for loading the full dataset
into memory, depending on the speed of the memory and hard disk storage,
because thousands of addresses need to be looked up in order to load all ﬁles
that contain one invoice document each. Unfortunately, changing the dataset
would have been an extensive, additional project, which could not be pursued
inside the time and resource limits of this project. Additionally, keeping the
invoice documents separately has been requirement in order to protect the
data privacy of SMACC GmbH’s diﬀerent clients.

3.2.2. Words and Labels
The OCR splits the documents into words based on blank spaces, which means
that “words” can also be single or groups of numbers or symbols. Thus, a word
in the context of this project is deﬁned as a single character or a group of characters uninterrupted by a blank space and each of these words can only have
one label assigned to it. For example, the IBAN usually looks like “XX00
0000 0000 0000 0000 00” and would be split up into six words, each labelled
as IBAN.
The dataset is not clean with regards to the separation of symbols from words,
i.e. words that are followed by characters like a comma, colon, or currency
keep those symbols in their string. As explained above, the data labelling has
been performed for a diﬀerent purpose than training Machine Learning models. This means that there are labels in the dataset that have been necessary
in order to enable the accounting system’s functionality, but are not valuable
in Machine Learning tasks or even disadvantageous. For example, if an invoice contained multiple diﬀerent tax rates and amounts (e.g. 19% tax for one
product and 7% tax for another, together with the respective amounts), those
have been labelled as Tax Rate, Tax Amount, Tax Rate 2 and Tax Amount
2, even though summarising the respective labels would be better for Machine
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Learning purposes.
The dataset has not been labelled using labelling schemes like the IOB or BIO
tagging scheme presented in the CoNLL-2003 dataset [98]. While invoices often contain descriptive words in front of numerical values (e.g. “Total Amount:
60e”), only the numerical value itself (60e) holds a label like “Total Price” in
this dataset, as preceding or succeeding descriptors were not required in agorum’s accounting system. Thus, this dataset does not have a similarly high
quality compared to standard NER datasets, which have been collected and
labelled speciﬁcally for the purpose of training NER models. The complete
set of labels consists of 67 diﬀerent categories, but only the 48 most important
have been used for training in this project’s context. The omitted labels have
a low support, contain too dirty data, were introduced for speciﬁc extraction
projects and not removed afterwards, or are not being used anymore in the
current system. The relevant labels for this project are the following (grouped
for clarity):
General invoice data
These labels describe the general information contained in the invoice:
Document type (e.g. invoice, receipt), Gross Amount, Net Amount,
Currency, Payment Note (i.e. textual description of details about the
required payment), Payment Method (e.g. bank transfer or credit card),
Delivery Date, Due Date (date until the invoice needs to be paid), and
Due Date Days (amount of days until due date).
Position information
Invoices usually contain a table that show the costs of diﬀerent products
bought in a single purchase. These products are listed as positions, which
can provide the following information per position: Name, Description,
Count, Item Number, Packaging Unit, Tax Amount, Unit Net Price,
Total Price (i.e. Net or without taxes), and Total Gross Price.
Tax values
In accounting, it is essential to identify the exact taxes of an invoice, especially if one invoice contains multiple tax rates and their respective tax
amounts. In order to support multiple diﬀerent tax rates and amounts
(e.g. products and services can have a 7% or 19% tax in Germany),
the agorum system requires the labelling of up to three diﬀerent tax
amounts and tax rates. Thus, the labels are the following: Tax Amount,
Tax Amount 2, Tax Amount 3, Tax Rate, Tax Rate 2, Tax Rate 3, and
VAT ID.
Recipient data
Every invoice has a recipient, which usually is the person or institution
that the invoice has been sent to. Their information is being described
with the following labels: Contact Name, Company Name, Customer
Number, Address (with separate labels for Street/Number, Postcode,
City, and Country), and Mail Address.
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Sender data
The invoice includes similar information about the sender as well, but
also additional information like bank account details, which the recipient has to use when paying for the invoice: Contact Name, Company
Name, Phone Number, Mail Address, Address (with separate labels for
Street/Number, Postcode, City, and Country), Bill Date, Bill Number
and Bank Account details (with separate labels for IBAN, BIC, Bank
Name, Account Number and Account Code).
Words that do not receive one of the labels above are labelled with “NONE”.
This means that in the case of the example named above (“Total Amount:
60e”), the words “Total” and “Amount:” would then be labelled as “NONE”,
while “60e” would receive the label Total Amount.
In addition to the label that describes its semantic value, each word also holds
ﬁve additional regional features that specify its position on the invoice document: top (y-axis), left (x-axis), height, width, and page. These features
could be useful to identify labels that usually occur in similar places on invoices, which might help on investigating speciﬁc labels.

3.2.3. Statistical Properties
The dataset consists of 272,443 documents for training and validation, as
well as another 1,137 documents for testing. All three datasets (training,
validation, testing) have completely separate layouts, which are not included
in the other sets4 . The training dataset contains 59,004,572 words, of which
2,478,501 are distinct. This seems like a very large vocabulary, but it has to be
noted that numerical values are included in this number, as well as diﬀerent
grammatical versions of the same words, OCR errors, and words combined
with symbols like a colon or comma (i.e. “Price” counts as a diﬀerent word
than “Price:”). The most common word is the symbol “e”, with a support of
1,911,590 (3.2% of all words).
Table 3.1 shows a summary of statistical measures for the length of words,
entities and documents in the datasets: The average length of a word is 6.15
and 95% of all words have a length between one and 15 characters. These
words are grouped to a total of 7,882,293 entities, half of which consist of
a single word only and 95% of which having a length of six words or less.
The average entity length is 1.89 words and the average document contains
216.58 words. 95% of all documents have a length of 508 words or less, with
the median being at 177 words per document (training dataset). On the
test dataset, word and entity lengths appear to be similar, but the selected
documents seem slightly longer, with an average of 256.63 and a median of
208 words. Still, the distributions are quite similar between train and test
datasets, which shows that sampling the test documents randomly from the
dataset (using their docForm source) has created a subset of similar statistical
properties.
4

This means that model validation and testing is performed not only on previously unseen
documents, but also on entire layouts that have not occurred during training. Thus,
the results of validation and testing actually can show how well the models are able to
generalise, i.e. perform on input data that is not similar to what the model has been
trained with.
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Table 3.1.: Statistical Description of Object Lengths

mean
std
min
5%
10%
25%
50%
75%
90%
95%
max
count

Word
6.15
5.25
1
1
1
3
5
8
12
15
1,779
59,004,572

Training
Entity
1.89
2.25
1
1
1
1
1
2
4
6
181
7,882,293

Doc
216.58
165.56
1
92
97
136
177
217
369
508
3,120
272,443

Word
6.12
4.72
1
1
2
3
5
8
12
15
205
291,790

Test
Entity
2.16
2.7
1
1
1
1
1
2
5
6
79
31,446

Doc
256.63
181.36
51
92
110
146
208
295
461
572
1,896
1,137

Central values, standard deviation, and percentiles for word, entity, and document
lengths as well as each object’s counts in the training and test datasets.

However, there seem to be various outlier documents in the dataset containing
very long words (maximum word length of 1,799), entities (maximum entity
length of 181), or just many words or characters that lead to a document length
of 3,120 words. These outliers have not been removed from the datasets, as
no data cleaning has been performed. Long words could be a result of OCR
errors, given the case that no blank spaces could be detected between the
single words. With regards to data quality, it would be advisable to remove
those outlier documents from the dataset. However, those errors might reﬂect realistic cases and could reappear during the application of the models
(e.g. similar OCR errors might happen again), which is why it could also be
beneﬁcial to include those documents during training and testing. In order
to understand how dirty the data can be during “real” usage of the trained
model, further investigation would be necessary. Additionally, it depends on
the circumstances, e.g. the selected OCR software, the quality of the scanner
device, or the quality of the printed documents.
The distribution of labels indicates a high imbalance: Only 24.7% of all words
in the training dataset have a speciﬁc label (22.7% in the test dataset), while
the rest is labelled as “NONE”. This is mainly due to the fact that descriptive words, which indicate the meaning of a pre- or succeeding number are not
labelled accordingly, but instead are classiﬁed as “NONE”, because the original accounting system only required the numbers to be labelled (as described
above). However, even after removing the “NONE” label from the evaluation,
the remaining labels still have a similar exponential distribution with Position
Name being the most frequent label by far on both, word and entity level (see
Tables A.2 and A.3 in the appendix). This seems logical, as many invoices
have multiple positions and each position’s name usually consists of multiple
words (average entity length of approximately four words), while many labels
do not occur on every single invoice, e.g. the delivery date of purchased prod-

39

3. Methods

ucts.
There is one important statistical property that needs to be mentioned here,
as well: The docForm sources have an exponential distribution, with 55,106
documents in the training dataset belonging to the most common layout, followed by a steep decrease to sizes of 10,746, 8,542, 6,979, 6,155 - with the sixth
to 26th group having sizes between 3,050 and 1,007 and the following 74 of
the 100 largest docForm sources being between 1,000 and 250 documents each.
The rest of the 14,276 document layout groups then represent the long tail of
the distribution. Due to this imbalance, this project’s supervisor at SMACC
GmbH has decided to include only ﬁve of each docForm source in the training,
which has resulted in an eﬀective training dataset size of approximately 47,000
documents and another approx. 4,600 for validation5 . This measure has been
taken with the aim to provide a more balanced dataset. However, section 4.6
will present an alternative perspective from further investigations.
There are additional statistics that can be created from the training dataset
by counting the unique words per label to calculate the vocabulary size and
measuring the average length of all words as well as their standard deviation.
Table A.5 summarises these values for the actual training set with ﬁltered
docForm sources and reveals a few patterns: Basically, the labels describing
numerical values (net, gross, and tax amounts) have larger vocabularies compared to their total support (relative vocabulary size), which seems logical as
every diﬀerent number counts as a unique word. From the labels that actually describe words, the contact names and mail addresses (both, recipient and
sender) have the largest relative vocabularies, which could be caused by the invoices having many diﬀerent contacts named as recipient and sender on them.
It seems intuitive that the higher a label’s support is, the larger its vocabulary
tends to be, as the pairwise linear correlation of 0.8441 shows. However, the
relative vocabulary size does not show a signiﬁcant linear correlation with the
label support with a value of -0.1784. This means that highly frequent labels
occur with a vocabulary that has a similar absolute size, but this is limited to
a linear eﬀect, which can be eliminated when normalising the vocabulary size.
The word length statistics show that similar labels like mail addresses, dates,
or names have similar average word lengths (i.e. amount of characters per
word), which might help in clustering similar labels through unsupervised
learning. However, as the input data is being converted into word embeddings,
it is unknown to which extent these statistics inﬂuence the ﬁnal NN models.
Nonetheless, they will be reviewed together with the test results during the
analysis in chapter 4.

5

Unfortunately, a bug in the source code for loading the dataset using a docForm ﬁlter
causes these numbers to vary slightly every time the data is loaded. The bug has been
detected during this project, but could not be solved in time.
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3.3. Model Parameters
This section will present the model conﬁgurations and hyperparameters that
have been selected after their implementation, prototyping and initial testing.
As explained above, these conﬁgurations have proven to perform well in the
setting of this project and the parameters have been selected through heuristic
testing. This does not guarantee that the parameters present a global optimum
- it is possible that they could be improved in further research. In total,
ﬁve models have been investigated in detail: Bi-LSTM-CRF, Bi-ResGRU, BiResGRU-CRF, TCN-CRF and the Transformer. While bidirectional LSTMs
and GRUs have native support by PyTorch, the TCN has been implemented
using the oﬃcial GitHub repository published together with the paper [9]
and the Transformer’s implementation has followed a GitHub user’s PyTorch
third-party version of the Transformer model6 , because the authors originally
published their open source code for Tensorﬂow only [101].

3.3.1. FastText Model Training
As presented in section 2.3.1, the FastText algorithm has been selected to
generate the word embeddings for the experiments of this project. When
training a FastText model, many diﬀerent hyperparameters can be adjusted
to ﬁt the generated language model. Three of these parameters have shown
signiﬁcant impact on the model performances, which is why the following
values have been selected:
Model dimensions
This parameter deﬁnes the number of dimensions in the generated word
embedding model. While standard examples usually choose between
100 and 300 dimensions, tests have shown that 500 dimensions perform
better in this project’s setting.
Minimum word count
The minimum word count is a lower limit to select the words that are included during the training of the embeddings. In this project, that limit
has been set to 5, which means that the training has only included words
that occur at least ﬁve times in the corpus. This helps in eliminating
rare outliers like OCR errors.
N-gram length
FastText’s skipgram algorithm uses character n-grams for training, i.e.
all words are split up into groups of n characters (e.g. with n = 3, “water” will be split up into “wat”, “ate”, and “ter”). This project’s dataset
contains many single-character words and is also required to diﬀerentiate strings like e-mail addresses from websites (e.g. “website@test.com”
versus “website.test.com”), which only diﬀer by single or a few characters. Tests have indicated that the models perform best when the n-gram
length is set to 1.
6

https://github.com/jadore801120/attention-is-all-you-need-pytorch
(last accessed 18.10.2018)
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FastText provides the option to change further parameters, e.g. the learning
rate, number of training epochs, size of the context window or the length of
word groups. Those values have been left in their standard setting for simplicity. However, further investigation might discover even better parameter
combinations in future work.

3.3.2. Long Short Term Memory (LSTM)
The Bi-LSTM-CRF has been implemented in this project in order to provide
comparability with a state-of-the-art model from NER research. As described
above, this architecture achieves an F1 score of more than 90% on the CoNLL2003 benchmark, which is the research standard for comparing performances
of NER models. It is obvious that this project’s task diﬀers from CoNLL-2003
task to some extent, as the amount of labels, the data quality, and the contents
of the dataset are signiﬁcantly diﬀerent, making this application more complex and diﬃcult. Thus, the LSTM model should not be expected to achieve
a similarly high F1 score in this setting.
This model has been training with the following parameters: The model layout has been conﬁgured with four bidirectional LSTM layers with a hidden
dimension of 500 each, which eﬀectively results in an LSTM output size of
1,000 dimensions due to the data passing in two directions. The input data
consists of 505 dimensions (500 dimensions of the word embedding plus 5 region values that describe each word’s position) and has been provided with
a maximum sequence length of 600 words7 and in batches of 128 documents.
The batch size has been selected to be the largest multiple of two that still ﬁts
into the GPU memory. Between the LSTM layers, batch normalisation and
dropout (with a probability of p = 0.5) have been implemented. Following
these layers, a linear layer converts the 1,000-dimensional LSTM output into
a 50-dimensional vector, which contains the prediction probability for each of
the 50 diﬀerent labels (48 labels plus “NONE” and “FILL”). The CRF layer
receives this 50-dimensional prediction vector and outputs the single most
likely prediction, dependent on the predictions of the previous steps.

3.3.3. Gated Recurrent Unit (GRU)
The GRU architecture has been successful in initial tests, because its basic
conﬁguration trains faster than the LSTM, but still provides similar results8 .
Two GRU models have been selected in the setting of this project: The BiResGRU and the Bi-ResGRU-CRF.
In literature, the nomenclature of such models can vary as there are no established standards on how to name a model. The names above have been
selected to indicate the most important characteristics of these models: bidirectional GRU layers with residual connections and an additional CRF layer
for the second model. The models are built very similarly to the LSTM described above, using four bidirectional GRU layers with a hidden size of 500
7

The sequence length limitation of 600 includes approximately 97% of all documents (see
Table 3.1). Documents that are shorter are ﬁlled with “FILL” labels during preprocessing.
8
Thus, one could assume that the dataset does not contain many long-term relationships,
in which the LSTM would perform better than the GRU (at least in theory).
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and batch normalisation as well as dropout (p = 0.5) after each RNN layer.
Additionally, the GRU layers have residual connections to the input of the
previous layer. This means that in an example setting of three GRU layers,
the ﬁrst layer would receive the initial input, the second layer the ﬁrst layer’s
output and the initial input, and the third layer both the ﬁrst and second
layer’s outputs as an input. Despite increasing the memory cost of the model,
this modiﬁcation has improved the prediction scores of the GRU and has been
established as the standard implementation in this context. In total, two GRU
models have been trained - one with and another without a CRF in order to
present the impact of the CRF layer. The data inputs have been provided
with a maximum sequence length of 600 and a batch size of 64 for the model
with CRF and 96 for the one without, which is the maximum that ﬁts in
the GPU’s memory. This shows that residual connections and the CRF layer
require signiﬁcant amounts of memory, reducing the maximum possible batch
size during training.

3.3.4. Temporal Convolution Network (TCN)
In this thesis, the TCN represents the main alternative to using RNNs like the
GRU or LSTM models for labelling sequence data. As it has been elaborated
in section 2.2.3, the TCN architecture has been developed with the particular
motivation of proving that RNNs might not be the best or only choice for
tasks with sequential inputs. Thus, the analysis in this project can help in
verifying the researchers’ goals of creating an equal or better architecture.
The TCN requires diﬀerent parameters than the previous models due to its
CNN-based architecture. The implementation uses the standard kernel size
of three, which means that one convolution ﬁlter views three elements of the
sequence at once. In order to create a receptive ﬁeld that can ﬁt the maximum
sequence length of 600 words, three TCN layers with four residual blocks each
have been stacked, resulting in 12 blocks in total. Section 2.2.3 described that
each residual block holds two convolution layers, each of them accompanied by
normalisation, ReLU activation and dropout (also shown in Figure 2.6). This
means that the selected setup holds 24 one-dimensional convolution layers,
which requires relatively large amounts of memory. Due to this, the model
could only be trained with a batch size of 32.
As the TCN has been implemented after the RNNs, there was less time to
optimise the parameters due to the limited time frame. This means that this
parameter setting could be just a local optimum and further investigation
could reveal a better performing setup. However, the TCN is able to achieve
similar performance scores as the RNN models and is thus an interesting alternative.

3.3.5. Transformer
The Transformer has been researched and worked on extensively in this project,
as the implementation of the NMT model in a NER context proved to be as
complicated as expected during the preparation of this thesis. Mainly, the
model has been employed with the original parameters from the paper: Both,
encoder and decoder, have been built with six layers each, which contain the
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respective one or two attention layers and one feed forward layer, each of
them with residual connections and layer normalisation (as shown in section
2.2.2 and in Figure 2.5). Every attention module consists of eight heads, i.e.
eight parallel attention layers that receive three copies of the input each. All
layers have a hidden or output dimension of 512. Additionally, the original
implementation contains one embedding layer in the encoder to create word
embeddings for the input, which has not been used due to the better ﬁt of
FastText embeddings (see section 2.3.1), and one embedding layer in the decoder for creating an embedding of the target labels.
Considering that this setup contains a large number of layers in total (144
attention layers and 12 feed forward layers), it is self-evident that the Transformer requires signiﬁcantly more memory than the other selected models.
Actually, using a maximum sequence length of 600 only allowed to train the
model with a batch size of four, which already ﬁlled the GPU’s 16 GBs of memory. When employing a naive Beam Search algorithm for making predictions
with the Transformer (as described in section 2.2.2), the memory requirement
increases further, making it impossible to use a sequence length of 600, as the
complexity increases exponentially with the sequence length. Reducing the
inputs to a sequence length of 200 made it possible to make predictions with
a batch size of two without exhausting the GPU’s memory, which shows how
costly this operation is.
In summary, it can be noted that the Transformer clearly diﬀers from the
other models in this project and needs a completely diﬀerent approach to
training and optimising. Unfortunately, these challenges have resulted in multiple trained Transformer models that have not been able to make any useful predictions on the test dataset. Instead, the predictions were completely
wrong and indicated that there has to be an implementation error either in
training (optimisation) or in testing (the prediction algorithm). Even though
the project’s time window for implementing and optimising the Transformer
has been extended signiﬁcantly, the task has proven too diﬃcult to be solved
single-handedly in this limited time frame.

3.4. Performance Metrics
In order to identify how well a model performs, it is essential to select suitable
performance metrics. The NER task of this project is a multi-label classiﬁcation task. A simple metric like accuracy, which simply checks if a prediction
was right or wrong, does not provide enough information on a task like this.
Instead, it could even be counterproductive to use the accuracy measure on
this dataset: As approximately 75% of all labels are “NONE”, the cheapest
way to achieve very high accuracy would be to predict “NONE” for every single word. Then, 75% of all predictions would be correct, leading to the same
accuracy score. When applied in a real use case, that model would clearly be
impractical.
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3.4.1. F1 Score
As already described in the sections above, the F1 score is the canonical metric
for such a context and has been part of information retrieval research since the
1960s. The F1 score is the harmonic mean of two other performance metrics
- precision and recall. In order to understand these two metrics, a few terms
need to be deﬁned ﬁrst, which can be done easily with a small example: We
build a model that can detect two diﬀerent labels from this project’s dataset the sender’s and the recipient’s name as well as the “NONE” label for all other
words. In our dataset, we have labelled documents, which means that we know
the true labels for each word. Additionally, our model outputs predicted labels,
which optimally should match the true labels. Five cases are now possible and
described in Table 3.2.
Table 3.2.: Possible Cases of Classiﬁcation Results (Example)
Case
1
2
3
4
5

True Label
Sender Name
Sender Name
NONE
NONE
Sender Name

Predicted Label
Sender Name
NONE
Sender Name
NONE
Recipient Name

Based on the small example described above with two diﬀerent positive labels and one
“NONE” label for negatives, these ﬁve diﬀerent cases are possible.

The ﬁrst case shows a correct prediction, as truth and prediction are identical,
which is a true positive (TP)9 . The second case indicates that the model has
predicted nothing for a word that actually has a label - this is a false negative
(FN). In case three, the model has predicted a label for one word that actually
does not have one, which classiﬁes the prediction as a false positive (FP). Case
four shows that a word without a label has not a received a predicted label,
which is correct and a true negative (TN). These are the four standard cases
that can occur in binary classiﬁcation, i.e. a classiﬁcation task that only has
two options available (in this case: “NONE” and “Sender Name”). However,
being a multi-label classiﬁcation task, there is a ﬁfth case that can occur and
is a bit more diﬃcult: The true label for a word is “Sender Name”, but the
model predicts a diﬀerent label, “Recipient Name”. This case actually needs
to be classiﬁed twice: as a FN (the true value has not been predicted) and a
FP (the model has predicted a label that is not in the truth) at the same time.
Even if this might seem counter-intuitive, it follows the oﬃcial deﬁnition of
these terms and can be reproduced using generally accepted evaluation tools
like the Python package scikit-learn [75].
In summary, the results are being viewed from two perspectives in order to
identify the case: First, if the model predicts one of the speciﬁed labels, the
prediction is a positive, otherwise it predicts no label (or “NONE”), which is
a negative. By comparing with the true label, one can easily identify if the
9

If truth and prediction were the other label (“Recipient Name”), it would be the same
case.
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prediction was correct or not and label it as true or false. As the meanings of
TP, FN, FP and TN have been clariﬁed, the precision and recall metrics can
be deﬁned:

Precision =

TP
T P +F P

Recall =

TP
T P +F N

Precision describes how many of all positive predictions of one label (TP +
FP) are actually correct (TP). Thus, if a hypothetical model predicts the
label “Sender Name” for every word, its precision measure for that label will
be identical to the relative frequency of that label in the dataset. At the same
time, its precision for the other labels would be 0%.
Recall speciﬁes the ratio of how many times a true label has actually been
correctly identiﬁed (TP) to the total amount of appearances of that label,
including those that have been missed (TP + FN). The same hypothetical
model (predicting “Sender Name” only) would reach a recall of 100% for the
label it predicts, but for the second label (“Recipient Name”) it would miss
all occurrences, only creating false negatives and therefore achieving a recall
of 0% for that second label.
The F1 score is calculated as the harmonic mean of these two metrics:

F1 = 2 ·

precision·recall
precision+recall

The main consequence of choosing the harmonic mean over the arithmetic
mean explains the intention of using this score: The F1 score can only reach
a high value, if precision and recall are both high. In order for a classiﬁcation
model to work well, it is required that it performs well on both metrics, not
only one. With this approach, impractical models like the example that predicts the same single label for every word cannot reach a decent score, whereas
they might be successful when only a simple accuracy metric was utilised for
rating a model.

3.4.2. Entity Evaluation
The section above has described how to calculate the main performance metrics for predictions on the word level. However, the process is a little diﬀerent
when these metrics have to be calculated for entities, which can consist of multiple words with the same positive label. Actually, various conferences have
deﬁned diﬀerent ways to implement entity evaluation metrics over the years
[10]. The CoNLL-2003 task has deﬁned a method of evaluation, which uses
precision, recall, and F1 score, as follows (quoted from [98]):
“Precision is the percentage of named entities found by the learning system
that are correct.”
“Recall is the percentage of named entities present in the corpus that are
found by the system.”
Additionally: “A named entity is correct only if it is an exact match of the
corresponding entity in the data ﬁle.”
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This is a clear and short deﬁnition of the metrics, which is identical to the
precision and recall metrics deﬁned in the previous subsection, but it does
not diﬀerentiate between all possible prediction results. The cases that are
possible in this setting can again be explained with an example: Similar to
the example above, two positive labels like “Sender” and “Recipient” and one
negative label - “NONE” - are suﬃcient to demonstrate the possible cases
that can occur during evaluation. Table 3.3 presents these diﬀerent cases in
an overview. In principle, this table is very similar to Table 3.2, but with one
additional dimension: a sequence of four words. This is necessary due to the
fact that entities can consist of multiple words and, thus, need to be evaluated
diﬀerently.
Table 3.3.: Possible Cases During Entity Evaluation (Example)
Case
1
2
3
4
5
6
7

Type
Truth
Pred.
Truth
Pred.
Truth
Pred.
Truth
Pred.
Truth
Pred.
Truth
Pred.
Truth
Pred.

Input Sequence
NONE
Recipient
NONE
Recipient
NONE
Recipient
NONE
NONE
NONE
NONE
NONE
Recipient
NONE
NONE
NONE
NONE
NONE
Recipient
NONE
Sender
NONE
Recipient
Recipient Recipient
NONE
Recipient
NONE
Sender

with 4 Words
Recipient
NONE
Recipient
NONE
Recipient
NONE
NONE
NONE
NONE
NONE
Recipient
NONE
NONE
NONE
NONE
NONE
Recipient
NONE
Sender
NONE
Recipient
NONE
Recipient
NONE
Recipient
NONE
Sender
Sender

These are seven possible cases that can occur during multi-class entity labelling.
Each case presents a pair of one true sequence and one predicted sequence
(horizontally). In order to keep it simple, these examples show a hypothetical
sequence that consists of four words.

The ﬁrst ﬁve cases actually describe the analogue cases of the previous table,
yet with two more cases that cover situations that can occur with multi-word
entities only. The ﬁrst case in Table 3.3 shows a correct classiﬁcation (TP),
which is given by an exact match of both positive labels in each sequence. In
case two, the model has missed an entity that exists in the truth (FN). Case
three shows a FP, as the model has predicted an entity that does not exist
in the truth. The fourth case is a TN, as there is no positive label neither in
the truth nor in the prediction. Case ﬁve shows that for an existing entity, a
diﬀerent label has been predicted. As explained above, this is a FN and a FP
at the same time.
The next two cases are new on the entity level: In case six, the entity label
is detected correctly, but the prediction holds one more word in the entity.
According to the deﬁnition of CoNLL-2003, this case would simply be wrong a false negative. However, alternative deﬁnitions also allow to deﬁne this case
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as a partial match, as it has the correct label for some of the words [10]. This
approach will also be investigated during the analysis. Finally, case seven is
similar to case six - with the diﬀerence of predicting a wrong label. This can
be classiﬁed as a combination of FP and FN, as well.
In conclusion, the evaluation on entity level clearly is a little more complicated
and covers more diﬀerent cases than on word level. Pursuing a more detailed
evaluation by including more than just the exact match of words could provide
more insights. Still, there are many similarities to the word level evaluation
and following the basic evaluation methods can already provide enough information to measure a model’s performance accurately.

3.4.3. Confusion Matrix
The confusion matrix is a frequently used visualisation tool for the evaluation
of multi-label classiﬁcation tasks. Basically, the matrix is quite similar to the
contingency table from statistics, which presents the co-occurrences of all features (i.e. labels) on two dimensions (in this case truth and prediction). The
confusion matrix will be used in this project’s analysis as well and will thus
be introduced brieﬂy in this section.
The general principle of the confusion matrix is simple: the two-dimensional
table is symmetrical and contains all labels in the same order on both axes.
The y- or vertical axis represents the truth and the x- or horizontal axis represents the predictions. Every ﬁeld of the matrix contains the count of the
respective truth-prediction pair. This means that the true positives can be
found on the diagonal, as truth and prediction are identical at those points.
Table 3.4.: Example Confusion Matrix with Sums

Truth

Sender
Recipient
Price
Tax
Σ

Sender
4
2
0
0
6

Prediction
Recipient Price
0
0
2
0
0
3
0
3
2
6

Tax
0
0
1
1
2

Σ
4
4
4
4

This exemplary confusion matrix shows the results of a classiﬁcation task with four
labels, each of which has a support of four for simplicity. The diagonal shows the
correct predictions, i.e. the true positives. All other values are wrong predictions
(FP) and missed true labels (FN) at the same time. The sums of each row and
column have been added for clarity.

Table 3.4 presents an exemplary confusion matrix, which has been extended
by the sums of each true label (support) as well as each prediction. Adding
the sums of each row and column to the confusion matrix is not conventional,
but will facilitate with the evaluation of these results. Each true label (shown
in the left column), occurs four times in the hypothetical dataset, i.e. has
a support of four. However, not all predictions are correct: While all four
senders have been identiﬁed correctly, the model has erroneously labelled two
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recipients as senders. One price has been labelled as a tax value, while three
tax values have been mistaken as prices.
Following the instructions from the previous sections, we can now calculate
precision, recall and the F1 score in order to evaluate the performance of this
hypothetical model. Actually, the confusion matrix makes the calculation of
precision and recall very simple using the addition of row and column sums: As
per deﬁnition of the CoNLL-2003 task quoted above, the precision is the ratio
of correct predictions (TP) to every time the model has predicted that label
(TP + FP), which can be seen in the last line of Table 3.4. In this case, one
has to divide every label’s value at the diagonal by its column’s sum, leading
to precision scores of 66.7% (sender), 100% (recipient), 50% (price) and 50%
(tax). Recall is the ratio of correctly identiﬁed labels (TP) to all occurrences
of that label in the dataset, including the ones that have been missed, which
is a label’s support (TP + FN). The support has been added to the confusion
matrix as well and makes this calculation as easy as the previous one: the
recall scores are 100% (sender), 50% (recipient), 75% (price) and 25% (tax).
Using these scores, the F1 score for each label can be calculated. The Python
package scikit-learn includes a function called classiﬁcation report that produces a table that shows precision, recall and F1 score for each label [75].

Table 3.5.: Example Classiﬁcation Report

Sender
Recipient
Price
Tax
W. Mean

Precision
0.67
1.00
0.50
0.50
0.67

Recall
1.00
0.50
0.75
0.25
0.63

F1 Score
0.80
0.67
0.60
0.33
0.60

Support
4
4
4
4
16

The classiﬁcation report containing the evaluation of a model’s predictions. Based
on the label frequencies from the confusion matrix in Table 3.4.

Table 3.5 shows the classiﬁcation report for the example that has been presented previously in this section. As shown above, precision and recall scores
for each label can easily be obtained from the confusion matrix, which is actually the standard approach to calculating these scores in a multi-label classiﬁcation task10 . To evaluate a model’s general performance over all labels,
one can calculate the weighted average, which uses the support of each value
as a weight. Thus, the performance on the most common labels will have a
larger impact on the total score. In this project, all labels are weighted with
their support. Alternatively, one could also select more important labels and
increase their weights if necessary.

10

This is also the reason why case ﬁve from Table 3.2 and cases ﬁve and seven from Table
3.3 are classiﬁed as TP and FN at the same time, which is exactly what happens during
the approach using a confusion matrix.

49

3. Methods

3.4.4. Selecting the Best Model Checkpoint
In order to select the best model checkpoint, understanding the process of
training and optimising a model (as explained in section 2.2.4) is important.
When a ﬁnal set of hyperparameters has been selected, a model is trained on
the full training dataset for many epochs, reaching a checkpoint after each
completed epoch. In the beginning, the model will improve with every epoch
by learning from its own errors and, thus, reducing its loss value. Additionally,
the validation at each checkpoint will show how well that version of the model
performs with predictions on data that has not been part of the training. After a suﬃcient amount of training, the model will reach a point at which it
will not be able to improve its prediction performance any further - the point
of minimum validation loss. The smaller the training dataset or the more
complex a NN model is, the faster this point will be reached. After this point
of minimum loss, the process of overﬁtting starts, during which the model
continues to improve its performance on the training data by memorising its
patterns in further detail. Almost in every case, this leads to a deterioration
of the validation and testing performance, as those datasets contain diﬀerent documents than the training set. Memorising the training data instead
of understanding the general patterns of the documents reduces the model’s
prediction performance on test documents.
This phenomenon has been analysed in Machine Learning extensively and is
called bias-variance-tradeoﬀ [13]: In order to ﬁnd the best model for a task, one
has to select the simplest model (i.e. earliest checkpoint), which has enough
dimensionality to represent the task’s complexity and make the correct assumptions about the dataset with a minimal bias only, which decreases the
longer a model trains. The longer a training lasts, however, the more complex
the resulting model becomes, which makes it more sensitive to small variations in the dataset, increasing the variance of the prediction results. Thus,
the point at which the bias has been reduced, but the variance has not increased too much yet, is the point of minimum error.
When training a NN model, the validation loss represents the sum of a model’s
bias and variance: First, the loss decreases due to the bias reduction until it
reaches its minimum right before it starts increasing again due to the growing
variance.
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This section describes the results obtained from testing the models that have
been presented in the previous chapters. For comparing the diﬀerent models,
the performance metrics and evaluation techniques from section 3.4 will be
utilised. The following sections will explain how the implementation of the
Transformer model has failed, show a detailed overview of each model’s training cost and performance, inspect the prediction errors in more detail using
dataset statistics and confusion matrices and apply these insights to create
a ranking of the selected models. During this project, a few additional investigations have been performed to gain a better understanding of the task,
searching for ways to improve the overall performance of the models. The
most relevant ones will be presented shortly and their impact and potential
will be described.
The ﬁnal models have been trained on Azure Cloud Servers (type NC6s v3),
which have 6 virtual CPU cores, 112 GBs of memory, more than suﬃcient
SSD capacity and one Nvidia Tesla V100 GPU with 16 GB of memory, which
have been made available by SMACC GmbH as a result of a partnership with
an accelerator project by Microsoft.

4.1. Failure of the Transformer Model
As already mentioned in the previous chapter, the GRU, LSTM and TCN
models have been able to reach satisfactory results, while the Transformer
could not be optimised to perform well in this setting. During the implementation of the Transformer, diﬀerent parts of the architecture had to be
changed and adapted to ﬁt into the existing environment of this project. As
this dataset has a speciﬁc format and quality, which are quite diﬀerent from
standardised datasets like the CoNLL-2003 task’s, the embeddings, input and
output dimensions of the Transformer architecture had to be adapted and additional sequence tags, which identify the start and end of each sequence in
Encoder-Decoder models for NMT, had to be added to the dataset.
The implementation uncovered issues in other parts of the project environment, as it turned out that the Transformer cannot work correctly if there
are “FILL” labels in the middle of the sequence, because those labels are
supposed to pad the empty space after shorter sequences to reach the maximum sequence length. Unfortunately, there was a bug in preprocessing, which
caused some documents to have “FILL” labels before the end was reached,
causing the Transformer not to fail - but instead reaching a loss of zero when
such a document was encountered and continuing to train the model without
performing any further optimisation. An extensive investigation over multiple
weeks has been necessary to detect and solve this issue.
Even after thorough bug ﬁxing and various parameter tests, the best version
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of the Transformer was only able to predict the same label for every word in
the input sequence. Initially, that was the “NONE” label, which helped the
Transformer to reach an accuracy of 75%. But as explained in section 3.4, the
accuracy metric does not indicate how well a model actually performs on the
multi-label classiﬁcation task, especially if the classes are highly imbalanced
like in this task’s dataset.
In practice, the Transformer has been able to train on the dataset, actually
reaching outstanding training results very quickly. However, this is caused by
the fact that the model uses a method called “teacher forcing” during training.
This means that when performing a forward pass in training, the Transformer
actually receives the source as well as the target sequence and learns their
patterns by comparing them - teaching itself to reproduce the truth. This
enables the Transformer to reach excellent training results after only two or
three epochs, quickly reaching an F1 score of 100% on the training dataset.
However, when the trained model was employed to perform a prediction using
a source sequence only, the results were unusable, as explained above.
In order to improve the Transformer’s performance, diﬀerent approaches have
been tested, e.g. changing hyperparameters in a sensitivity analysis or adding
speciﬁc weights to the loss function in order to remove the impact caused by
the imbalance of label counts - which only forced the model to choose another
label and predict that for every word of the input sequence. Unfortunately,
many weeks of work have not been able to produce the anticipated results and
it has not been possible to achieve a usable performance with the Transformer
model. The actual reason for its poor performance could not be found in the
limited time frame but only assumed, which has not helped in ﬁxing the problem. Further approaches to improving the Transformer could be explored in
future work.

4.2. The Cost of Training
Following the instructions from section 3.4.4, each model’s optimal checkpoint
has been selected manually after training for 30 epochs and reviewing the
validation loss at each step. Table 4.1 shows how diﬀerently each model’s loss
value has developed over the training time, also reporting training time and
maximum batch size, which implies the memory cost, for each model. The
following indicators for each model’s training time eﬃciency and memory cost
can be seen in the table:
Epochs needed to reach the optimum
The models require eight (LSTM-CRF) to 18 (ResGRU-CRF) epochs
for training, which indicates how eﬃciently the selected parameters have
made each model’s error backpropagation and learning process.
Training time per epoch
Each model requires a diﬀerent amount of time per epoch on the same
hardware, which range from 31 minutes (ResGRU) to 132 minutes (ResGRUCRF) per epoch.
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Time until reaching the optimum
The two previous values can be used to calculate the total time each
model needs until the optimal checkpoint is reached - ranging from 310
minutes (ResGRU) to 2,376 minutes (ResGRU-CRF). This means that
reaching a model’s optimal version can take between ﬁve hours and up
to almost 40 hours.
Total time for all epochs
When training a new model conﬁguration, one cannot know at which
epoch exactly the model will reach its optimum. While there are techniques for early stopping that help in detecting a minimum automatically
when it has been reached, the loss value often develops diﬀerently, making an eﬀective usage of automatic early stopping diﬃcult. Thus, the
safest approach is to train a model for an amount of epochs, which will
surely produce an overﬁtted model in the end, e.g. 30 epochs in this setting. The selected models have required 930 (ResGRU) to 3,960 minutes
(ResGRU-CRF) to ﬁnish 30 epochs, which are 15.5 to 66 hours. That
is how long it could take the ﬁrst time each model is trained, in order
to determine the number of epochs each model needs for reaching its
optimum.
Maximum possible batch size
Due to diﬀering memory requirements, each models allows a diﬀerent
maximum batch size on the 16 GBs of memory that are available on the
GPU. A lower batch size indicates that the model needs more memory.
The batch size has been chosen as large as possible in order to increase
the eﬀectiveness of the batch normalisation mechanism, as explained in
section 2.3.3.
Diﬀerent loss values
Each model’s loss function outputs diﬀerent values, which can vary signiﬁcantly due to the loss functions of each model: all models with a
CRF layer use a separate loss function (negative log likelihood) than the
ResGRU without CRF (cross entropy loss). However, the loss values
of the three models with CRF layer are also not similar to one another
with regards to their development, making their comparison diﬃcult, as
well. Even though the ResGRU-CRF’s minimum loss is approximately
half of the LSTM’s, this does not mean that the former model was twice
as good during predictions.
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Table 4.1.: Validation Loss Results for each Model
Epoch
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
mins/epoch
mins/optimum
total mins
batch size

ResGRU
0.1286
0.1249
0.1001
0.0939
0.0964
0.0879
0.0904
0.0894
0.0863
0.0859
0.0883
0.0923
0.0872
0.0908
0.0916
0.0895
0.0914
0.0959
0.0970
0.0999
0.0993
0.1010
0.1036
0.1046
0.1074
0.1082
0.1134
0.1128
0.1146
0.1178
31
310
930
96

ResGRU-CRF
4,878.8164
3,712.1901
3,338.2664
2,630.2818
2,429.1368
2,067.2683
2,041.6709
1,946.8058
1,861.9836
1,827.4419
1,787.4951
1,773.8657
1,739.3300
1,717.9685
1,726.8550
1,728.6185
1,719.8414
1,695.9312
1,708.3265
1,705.5742
1,704.6030
1,712.4286
1,751.6382
1,728.7166
1,728.6634
1,767.8702
1,772.1039
1,805.3133
1,778.4558
1,847.6811
132
2,376
3,960
64

LSTM-CRF
7,367.5374
5,473.4514
4,674.1318
4,094.1302
3,675.5890
3,523.6579
3,489.2810
3,311.5956
3,427.8963
3,555.9765
3,725.1265
3,845.5320
4,103.9573
4,296.7386
4,459.7127
4,611.4584
4,920.4695
5,124.6620
5,358.2475
5,623.3436
5,782.1696
5,901.2442
6,140.6869
6,242.2790
6,351.4239
6,655.6639
6,852.2279
6,937.2931
7,065.2847
7,324.9854
107
856
3,210
128

TCN-CRF
1,670.4179
1,470.8498
1,419.6376
1,299.6207
1,314.4198
1,338.9013
1,255.4118
1,242.6552
1,232.0408
1,218.8840
1,212.9768
1,210.9789
1,206.3626
1,223.8556
1,221.3769
1,211.5695
1,218.5019
1,224.2467
1,227.9195
1,240.4995
1,223.9175
1,237.5196
1,235.5878
1,275.9520
1,252.3868
1,249.7870
1,259.4785
1,279.0598
1,277.8627
1,288.6102
94
1,222
2,820
32

Each model’s best checkpoint is highlighted in bold font. The lower lines show
required minutes per epoch, time to reach the optimum, minutes required for
training 30 epochs and the maximum possible batch size.
Based on these insights, one can already get an idea of how mechanisms like
residual connections and the CRF layer aﬀect the total training speed and
memory cost of a model. The CRF slows down the ResGRU by a factor
of approx. 4.25 per epoch. Additionally, the CRF requires more memory,
which reduces the batch size by a third. The smaller batch size decreases the
eﬀectiveness of the batch normalisation mechanism, slowing down the train-
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ing even further, which is why the ResGRU-CRF eﬀectively needs 7.66 times
longer to reach its optimum during training. This is a signiﬁcant diﬀerence to
the ResGRU model, which needs to be compared with the actual increase in
the model’s performance.
The selection does not contain the same NN architecture with and without
residual connections for separating their eﬀect, but the GRU and LSTM are
suﬃciently close relatives that can be used for this purpose. As explained in
section 2.2.1, the GRU has a simpler architecture than the LSTM, requiring
fewer matrix multiplications in each forward pass having one less sigmoid gate
as well as producing half the output size after a single layer due to the absence
of a cell state. Thus, a basic GRU should train faster than a basic LSTM and
requires less memory. Using the insights from the previous analysis, we can
make rough assumptions: A LSTM should need a quarter of the LSTM-CRF’s
time per epoch and might be able to train with a higher batch size of possibly
20 to 50%. This would result in a training time of around 25 minutes per
epoch and a slightly larger batch size for the basic LSTM in theory. In order
to validate these assumptions, a LSTM and a GRU without CRF have been
trained and actually conﬁrmed the numbers: The basic LSTM trained with
a batch size of 160 (instead of 128) and required approximately 21 minutes
per epoch, while the basic GRU trained in 18 minutes per epoch, but only
with a batch size of 128. This means that the GRU does not seem to be more
memory eﬃcient than the LSTM, but it still needs less time for one epoch
even with a smaller batch size.
Table 4.1 shows that the ResGRU without CRF can only be trained with a
batch size of 96 and requires 31 minutes per epoch, which equals to 25% less
memory eﬃciency and more than 50% longer training per epoch in comparison to the basic GRU without CRF or residual connections. This shows how
signiﬁcantly the residual connections impact the cost of training a NN model.
However, the additional computational cost seems to be worth it, because
these more complex models achieve signiﬁcantly higher F1 scores than their
pendants without residual connections or CRFs: the GRU’s F1 score is 5.4%
worse on word level and 9.9% worse on entity level than the ResGRU’s, and
the LSTM’s F1 score is 5.2% lower on word level and 9.6% lower on entity
level than the LSTM-CRF’s - all at their individual optimal checkpoints with
minimal validation loss.
Figure 4.1 visualises the development of the validation loss values from Table
4.1 over time. As anticipated in section 3.4.4, the eﬀect of the bias-variancetradeoﬀ can be seen in these plots, especially with the ResGRU and LSTMCRF models. The ResGRU’s loss values show why it can be diﬃcult to automate early stopping, as the value ﬂuctuates before reaching the minimum,
then increases again. However, these loss plots indicate that the chosen learning rate might not be optimal for the models: Every plot seems to show that
the loss decreases very rapidly in the beginning, then either reaches a plateau
or starts increasing again. This could mean that the chosen learning rate was
too large, thus learning very quickly in the beginning, but then failing to further improve the model’s performance after a certain point. In theory, the loss
curve should be falling monotonously, looking similar to the ResGRU-CRF’s
curve. It has to be noted, however, that the scaling of these plots has been
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(a) ResGRU

(b) ResGRU-CRF

(c) LSTM-CRF

(d) TCN-CRF

Figure 4.1.: Validation Loss over Time (mins) for each Model
adapted in order to standardise the visualisation. Additionally, the x-axis contains 30 epochs, which is considerably more than any model needs to reach its
optimum. This also compresses the curves on the x-axis, making them look
more like the learning rate has been chosen too high.
The indication could still be valid, as all models have been trained with the
same learning rate of 0.0016 and a decay of 5% after each epoch, for simplicity.
This learning rate has been selected as an (at least locally) optimal parameter
after long tests on the GRU architecture with batch normalisation. However,
every NN architecture might require its own learning rate, which needs to
be found in future work, because this project’s time frame has not allowed
extensive research for better parameters.

4.3. Test Results
All models have been tested on the same dataset consisting of 1,137 documents that have layouts (docForm sources), which have not appeared in the
training or validation dataset. For measuring each model’s performance, the
classiﬁcation report has been used (as described in section 3.4), which provides precision, recall and F1 scores of the model for each label. To reduce the
complexity, however, only the F1 scores will be discussed in further detail in
this section. The precision and recall values for each F1 score can be found in
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the Google Sheets ﬁle of this project, which has been linked in the appendix
(A).
The models require diﬀerent amounts of time for making predictions for a
document during testing: on average, the ResGRU needs 1.34 seconds, the
ResGRU-CRF 1.35 seconds, the LSTM-CRF 1.64 seconds, and the TCN-CRF
0.47 seconds per document. On the full dataset containing 1137 documents,
this makes a diﬀerence of 22 minutes between the TCN-CRF (9 minutes) and
the LSTM-CRF (31 minutes), which is quite signiﬁcant.

4.3.1. Word Level
Table 4.2 presents the word level F1 scores achieved by each of the four models,
ordered by the frequency of the labels. For each label, the best score has been
highlighted in bold font. However, the deﬁnition of best includes an error
margin of 1%, which means that if a second model was right behind the best
model by less than one percentage point, it has been highlighted as well.
This approach follows the explanations from section 2.4, which state that the
performance score can vary by approximately 1% on state-of-the-art models
just by selecting diﬀerent seed values for initialising the NN layers before
training (based on [80]). In order to keep the tables more or less contained
in the report’s format, the labels have been abbreviated: “pos” stands for
position information, “inv” for general invoice labels, “tax” for tax labels,
“sen” for labels that describe the sender’s details, while “rec” marks labels
about the recipient.
The word level scores in Table 4.2 show the following most relevant patterns:
Inter-label performances vary signiﬁcantly
The best scores for each of the 20 most frequent labels range from 15.49%
(Position Description) to 92.77% (Recipient Address Postcode), without
a signiﬁcant correlation between score and support of the label (labels
with a high support are not necessarily easy to predict). This indicates
that the labels have very diﬀerent complexities and patterns according
to which they occur in the dataset, which makes it variably diﬃcult
for the NN models to detect them. Some labels seem to be easy to
detect, while other labels seem to be much more diﬃcult, which could
be caused by diﬀerences in statistical properties of the labels or their
positions on invoices. Additionally, labels that tend to contain more
dirty data might also cause diﬃculties, as dirty entries also expand the
label’s vocabulary. The worst-performing common labels (e.g. Position
Name, Payment Note, Position Description, etc.) will be reviewed in the
next section during the error analysis in order to investigate the reasons
for their poor performance.
All models perform similarly well on average
The weighted averages of each model’s scores lie very closely together
between 68.36% (LSTM) and 71.06% (ResGRU). The pairwise correlations of each model pair show that the F1 scores have a linear correlation
from 0.9432 (LSTM-CRF and TCN-CRF) up to 0.9771 (ResGRU-CRF
and TCN-CRF), which proves that the models perform very similarly
on the variety of labels. This means that there are no indications that
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diﬀerent NN architectures would have clearly diﬀerent strengths in label
detection, e.g. one model being better with addresses while the other
performed much better on numerical values. On the single-label level
(intra-label), this can be observed to some extent, as well: The scores
for each of the 20 most frequent labels diﬀer by less than seven percentage points between the best and worst model (5.8 points on weighted
average), with only two exceptions - Position Description (15.5 points
diﬀerence) and Recipient Contact Name (20.72 points diﬀerence). This
indicates that all four models are more or less equally ﬁt to detect the
most frequent labels - the inter-model performance is very similar. If a
variation in the performance score of up to 5% is tolerable in an application, any of these four models could be used without major drawbacks
(preferably choosing the least expensive one, the ResGRU).
Low-support labels seem to amplify model diﬀerences
The performances on the less frequent labels look very diﬀerent, though:
The inter-model score diﬀerences for each of the 20 least frequent labels
(intra-label) increases with falling support, showing a negative linear
correlation (Pearson) of -0.6466, which cannot be seen for the 20 most
frequent labels (Pearson correlation of 0.025 between score diﬀerence and
support). This indicates that the less frequently a label occurs (after
a certain lower support limit), the more the models’ performances in
detecting that label diﬀer from another. For example, the label Sender
Bank Account Code 2 shows a diﬀerence of 30 percentage points between
the LSTM-CRF’s score (49.38%) and the ResGRU-CRF’s (19.28%), with
a support of 81. These diﬀerences between the models could be caused by
the architectural diﬀerences of each NN type, as in general, the LSTMCRF seems to perform better on these labels. However, it is diﬃcult
to relate such diﬀerences to speciﬁc properties in a NN’s architecture
due to their high complexity and the vast amount of diﬀerent factors
and inﬂuences that coact in such a model. Only general assumptions
could be made about the model architectures that would require further
investigation in future work. Alternatively, it is also possible that the
larger variations for the low-support labels are caused by the coincidental
eﬀect of certain NN weights, as NNs require large amounts of data to
successfully evolve from predicting more or less randomly to extracting
precise patterns. Without suﬃcient training data like in this case, the
performance scores might be inﬂuenced by such random eﬀects that are
diﬃcult to identify.
Twin labels for sender and recipient achieve diﬀerent scores
As explained in section 3.2.2, there are multiple labels that occur for
both, the recipient and the sender: Contact Name, Company Name,
Street/Number, City, Postcode, Country, and Mail Address. The best
scores for each of these labels can be seen in Table A.1, which shows
that the recipient labels achieve signiﬁcantly higher scores (except for
the Mail address, which only has a support of 13 for recipients). This
phenomenon could be explained with two characteristics, which diﬀer
between recipient and sender labels: the statistical diﬀerences regarding
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the vocabularies of labels and their positions on the invoice documents
(both from the training dataset). A comparison of the statistics in section 3.2.2 shows one particular pattern: almost every sender label has
a larger relative vocabulary size1 compared to its recipient counterpart,
except for Contact Mail, for which actually the sender labels perform
better. This could be a way to explain the worse performance for the
sender labels, as a larger vocabulary size means that there is a larger
amount of diﬀerent words with same label throughout the dataset, possibly making it more diﬃcult for the NN models to extract patterns.
Another reason for the diﬀerent performances could be found in the
locations of the diﬀerent labels on the invoices. Regarding the label positions, the recipient’s contact data is usually limited to the letterhead of
an invoice, while the sender’s data can be found on multiple places on an
invoice. The Figures A.2 and A.3 show the extracted locations of these
labels from 10,000 single-page invoices and conﬁrm this assumption. In
order to measure which of these two factors aﬀects the performance
more (vocabulary size versus positional parameters), models need to be
trained without using label positions for comparison (in future work).
On word level, the tables show that the diﬀerent scores seem to be caused
by speciﬁc characteristics of each label instead of diﬀerences in the NN model
architecture, as all models perform similarly in direct comparison. The exceptions are the labels with low support (less than approx. 1% of the dataset
each), for which the model scores vary signiﬁcantly. However, it is diﬃcult to
relate these performance diﬀerences to speciﬁc characteristics in each model’s
architecture, as that matter has a high complexity. Additionally, those labels
represent only 7% of the total dataset due to their low frequency, which might
not be enough data for training a NN model. The diﬀerence between recipient
and sender labels is quite interesting, as it shows how strongly the combination of diﬀerent vocabulary sizes and label positions can inﬂuence a model’s
performance.
It should also be noted that the labels Recipient Mail Address, Tax Amount
3, Tax Rate 2, and Tax Rate 3 have very low or zero support, because they do
not appear frequently in the test dataset. However, they occur in the training dataset (with comparably low support), which is why they are part of this
evaluation, which analyses all labels that have been included during the model
training. This implicates why the dataset’s quality should be improved, e.g.
by merging diﬀerent versions of the same label like Tax Rate (1), 2, and 3 into
one.

1

The relative vocabulary size describes the percentage of all occurrences that have a unique
word.
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Table 4.2.: Word Level F1 Scores and Support per Label
Label
pos Name
inv paymNote
sen bankIBAN
rec compName
sen compName
rec addStNo
sen ctPhone
pos Descr
pos TotalPr
sen addStNo
sen bankName
tax vatId
rec addCity
inv AccingType
sen addCity
rec addPostCd
sen addPostCd
inv currency
sen billNo
rec ctName
tax Amount
inv grossAmnt
inv netAmnt
sen bankBIC
tax Rate
sen ctMail
rec custNo
pos ItemNo
sen ctName
pos GrossPrice
sen billDate
pos Count
rec addCountry
pos PackUnit
pos UnitNetPr
sen addCountry
inv paymMethod
inv delivDate
inv dueDateDays
sen bankAccCd2
inv dueDate
sen bankAccNo2
tax Amount2
pos TaxAmount
rec ctMail
tax Amount3
tax Rate2
tax Rate3

ResGRU
0.6635
0.6705
0.8977
0.8958
0.5967
0.9213
0.7148
0.1549
0.7918
0.6297
0.7997
0.8618
0.9182
0.8351
0.6583
0.9277
0.7065
0.6702
0.8241
0.8242
0.8317
0.7666
0.7661
0.7746
0.8598
0.7720
0.7775
0.4822
0.4409
0.5627
0.4649
0.2521
0.8022
0.1673
0.1270
0.6492
0.4500
0.3033
0.1951
0.3732
0.2376
0.4236
0.0702
0.0952
0.6316
0.0000
0.0000
0.0000
0.7106

ResGRU-CRF
0.6015
0.6523
0.8941
0.8932
0.5870
0.9073
0.7468
0.0037
0.7809
0.6293
0.7867
0.8726
0.9067
0.8524
0.6520
0.9175
0.7016
0.6768
0.8498
0.8017
0.8488
0.7688
0.7722
0.7364
0.8709
0.6863
0.8098
0.4430
0.4330
0.5671
0.4333
0.1903
0.8355
0.1359
0.2157
0.6816
0.3571
0.1547
0.2149
0.1928
0.2424
0.3171
0.1765
0.4211
0.6667
0.0000
0.0000
0.0000
0.6887

LSTM-CRF
0.6412
0.6660
0.9160
0.8821
0.6313
0.8813
0.7176
0.0302
0.7728
0.6196
0.7916
0.8846
0.8952
0.8297
0.6664
0.9086
0.6878
0.6627
0.8321
0.6311
0.8364
0.7856
0.7565
0.7645
0.8790
0.6485
0.7835
0.4928
0.5269
0.5673
0.3339
0.2137
0.7698
0.1979
0.0660
0.5843
0.4899
0.1243
0.3613
0.4938
0.2333
0.5062
0.2314
0.1923
0.7273
0.0000
0.0000
0.0000
0.6958

TCN-CRF
0.5989
0.6849
0.9030
0.9073
0.5856
0.9157
0.7826
0.0000
0.7803
0.6130
0.7911
0.8469
0.8975
0.8321
0.6437
0.9070
0.6937
0.6374
0.8345
0.8383
0.8416
0.7568
0.7322
0.7812
0.8619
0.8095
0.7904
0.4744
0.4518
0.4208
0.4013
0.2438
0.7855
0.1587
0.1618
0.7260
0.4136
0.2814
0.1818
0.2041
0.3276
0.3704
0.2740
0.3051
0.4000
0.0000
0.0000
0.0000
0.6933

Support
11585
6551
4169
4053
3329
2682
2644
2514
2189
2073
1855
1510
1123
1117
1105
1073
1023
1017
979
956
899
863
849
849
772
730
601
588
563
406
398
275
273
236
221
205
167
157
85
81
73
60
54
34
13
4
0
0
63003

Each label’s best score in bold font (error margin of 1%). Last line shows weighted averages
and the sum of all supports.
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4.3.2. Entity Level
On the entity level, the test results look only slightly diﬀerent. One can see
that some entities have a lower support than the respective labels on word level,
which is logical because at least 25% of all entities consist of two words or more
(as shown in Table 3.1). In principle, the results on entity level contain the
same patterns as those on word level. The comparison with the previous table
makes it possible to calculate the average entity length for all labels, which
are the following for the three most common labels on word level: Position
Name contains 4.25 words, Payment Note 9.32 words, and the Sender’s IBAN
4.5 words per entity on average. Thus, the order of the most frequent words
is diﬀerent on entity level and the weights used when calculating the average
F1 score diﬀer as well.
Despite this change, the test results per label look quite similar between word
and entity level, with a (weighted) average diﬀerence of 2.4 percentage points
only (i.e. on average, the entity level results are 2.4 points worse than the
word level results), which is shown in Table 4.3. There is a very high linear
correlation of 0.995 between word and entity level scores, showing that the
entity level performance is highly dependent of the word level score.
Another dependency is revealed by correlation analysis: The average entity
length (number of words per entity) and the performance diﬀerence (between
word and entity level) have a Pearson correlation value of 0.77. This means
that there is a signiﬁcant correlation between the entity length and how much
the models perform worse on entity level compared to word level. This is
quite interesting, as it indicates that detecting longer entities seems to be
problematic and that single words of longer entities are usually detected more
easily than the complete entities.
Still, there are some exceptions to this pattern, like the sender’s IBAN and
Street/Number for sender and recipient, which might be caused by the fact
that those labels appear in similar formats in all invoices, e.g. the IBAN always
has the same length, consists of multiple groups of four numbers, and usually
appears at the bottom of an invoice. In most of the labels with an average
entity length of less than two words, the diﬀerence between word and entity
level performances are below two percentage points with a weighted average
of 0.94 points.
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Table 4.3.: Comparison of Word and Entity Level Results
Label
inv paymNote
pos Descr
sen bankIBAN
pos Name
rec compName
sen compName
sen ctPhone
rec ctName
sen StNo
rec StNo
sen bankName
sen ctName
sen bankCode2
tax vatId
sen bankNo2
sen bankBIC
inv paymMethod
inv currency
pos PackUnit
sen City
inv AccingType
pos ItemNo
pos TotGrossPr
rec City
pos TotPr
pos UnitNetPr
sen billDate
sen Postcode
sen ctMail
pos Count
sen Country
tax Amnt
inv dueDate
inv netAmnt
inv deliveryDate
tax Amnt2
inv grossAmnt
rec Postcode
sen billNo
rec custNo
rec Country
tax Rate
inv dueDateD
rec ctMail
tax Amnt3
pos TaxAmnt
tax Rate2
tax Rate3

Word
Best F1 Support
0.6849
6551
0.1549
2514
0.9160
4169
0.6635
11585
0.9073
4053
0.6313
3329
0.7826
2644
0.8383
956
0.6297
2073
0.9213
2682
0.7997
1855
0.5269
563
0.4938
81
0.8846
1510
0.5062
60
0.7812
849
0.4899
167
0.6768
1017
0.1979
236
0.6664
1105
0.8524
1117
0.4928
588
0.5673
406
0.9182
1123
0.7918
2189
0.2157
221
0.4649
398
0.7065
1023
0.8095
730
0.2521
275
0.7260
205
0.8488
899
0.3276
73
0.7722
849
0.3033
157
0.2740
54
0.7856
863
0.9277
1073
0.8498
979
0.8098
601
0.8355
273
0.8790
772
0.3613
85
0.7273
13
0.0000
4
0.4211
34
0.0000
0
0.0000
0

Entity
Best F1 Support
0.5993
703
0.0312
372
0.9117
926
0.5865
2698
0.8603
1049
0.5934
934
0.7303
793
0.7640
331
0.6202
807
0.9038
1059
0.7608
755
0.5104
255
0.4545
37
0.8570
848
0.4884
38
0.7692
628
0.4741
124
0.6056
836
0.1638
199
0.6674
954
0.8610
977
0.4823
524
0.5493
365
0.9079
1026
0.7867
2027
0.2154
206
0.4630
374
0.6927
979
0.8048
702
0.2482
265
0.7129
198
0.8483
874
0.3063
71
0.7685
832
0.3092
154
0.2778
53
0.7849
848
0.9217
1056
0.8449
975
0.8113
599
0.8290
273
0.8790
772
0.3613
85
0.7273
13
0.0000
4
0.4286
34
0.0000
0
0.0000
0

F1 Diﬀ
0.0856
0.1237
0.0043
0.0770
0.0470
0.0379
0.0523
0.0743
0.0095
0.0175
0.0389
0.0165
0.0393
0.0276
0.0178
0.0120
0.0158
0.0712
0.0341
-0.0010
-0.0086
0.0105
0.0180
0.0103
0.0051
0.0003
0.0019
0.0138
0.0047
0.0039
0.0131
0.0005
0.0213
0.0037
-0.0059
-0.0038
0.0007
0.0060
0.0049
-0.0015
0.0065
0.0000
0.0000
0.0000
0.0000
-0.0075
0.0000
0.0000

Mean Len
9.3186
6.7581
4.5022
4.2939
3.8637
3.5642
3.3342
2.8882
2.5688
2.5326
2.4570
2.2078
2.1892
1.7807
1.5789
1.3519
1.3468
1.2165
1.1859
1.1583
1.1433
1.1221
1.1123
1.0945
1.0799
1.0728
1.0642
1.0449
1.0399
1.0377
1.0354
1.0286
1.0282
1.0204
1.0195
1.0189
1.0177
1.0161
1.0041
1.0033
1.0000
1.0000
1.0000
1.0000
1.0000
1.0000
0.0000
0.0000

Sorted by average entity length (descending). Label and column names have been
abbreviated due to space restrictions on the page. Shows the best F1 scores and support for
word and entity level, the diﬀerence between both scores, and the average length per entity.
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Figure 4.2.: Distribution of Document-level F1 Scores

4.3.3. Document Level
The test results have been extracted on a document-wise basis as well, enabling an independent review of the scores for each document. This means
that a distribution of the model results per document can be analysed in order to understand the actual performance during a practical application. On
word level, the ResGRU has performed best with scores of 72.09% (arithmetic
mean) and 75.47% (median) and the lowest standard deviation of 0.1706. On
entity level, the TCN-CRF has performed best out of the selected models,
reaching scores of 69.15% (arithmetic mean) and 71.43% (median) as well as
a the lowest standard deviation of 0.1558. It has to be noted that these measures of central value do not weigh in the sequence lengths per document,
which might be a relevant factor in certain use cases.
As all models save performed quite similarly, Figure 4.2 shows the distributions of the average score of the four models, separated to word and entity
level. The ﬁgure visualises the average F1 scores, which lie at 69.77% on word
level and 66.9% on entity level (arithmetic mean). The shift between the two
distributions can be seen in the histogram, which shows slightly more documents reaching F1 scores between 77% and 98% on word level, while there are
more documents with scores between 60% and 75% on entity level. It is important to analyse the per-document performance when models like these are
applied and reviewed in a use case, like the business context. For the business
case, the most relevant performance indicator is to know how many documents
will reach a certain performance threshold, e.g. 50%. A threshold like that
could be deﬁned in order to claim that, for example, a programme using such
a model can then reduce an employee’s workload by at least 50%, if 95% of
the documents actually reach a score above 50% (which is the case in the
test results of this project). Additionally, this representation shows that there
are very few documents that reach an F1 score of 100% - only 13 documents
our of 1,137 (approx. 1%) in this test. This means that the trained models
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are far away from replacing human accountants completely, but they can still
aid them in performing daily tasks much more eﬃciently, by automatically
extracting half of each document’s information and possibly providing a small
selection the most likely choices for the other half.

4.4. Error Analysis
During the analysis above, many interesting patterns have been found, which
show how well the NN models perform on this task on diﬀerent levels and how
suitable they are for practical usage, by analysing the best scores the models
have reached. However, one can also gain insights from examining the errors
that the models have produced during these tests. Actually, understanding
the performance problems and detecting their sources is the best approach to
ﬁnd the speciﬁc parts of a setting that need to be improved.
As already mentioned above, the test score overview has revealed a few labels
that seem problematic due to reasons like their low performance or a large
diﬀerence between word and entity level performances, for example. Based
on the test results above, the following approaches can be used to identify
“problematic” labels (i.e. diﬃcult to classify), which could be interesting in
further analysis (focusing on labels with a support larger than 400 on word
and 300 on entity level):
F1 score below 70%
Invoice Currency, Invoice Payment Note, Position Description, Position
Name, Position Item Number, Position Total Gross Price, Sender Address Street No, Sender Address City, Sender Address Postcode, Sender
Company Name, Sender Contact Name
Large inter-model diﬀerences on word-level (≥ 4 points)
Invoice Net Amount, Position Description, Position Name, Position Item
Number, Position Total Gross Price, Recipient Contact Name, Recipient
Address Street Number, Sender Contact Mail, Sender Contact Name,
Sender Company Name, Sender Contact Phone, Sender BIC
Large inter-model diﬀerences on entity-level (≥ 5 points)
Invoice Payment Note, Position Name, Position Item Number, Position
Total Gross Price, Recipient Contact Name, Recipient Customer Number, Sender Contact Mail, Sender Bill Date, Sender Company Name,
Sender Contact Phone, Sender Bank Account Name, Sender Address
Street Number
Discrepancy between word and entity level scores (≥ 4 points)
Invoice Payment Note, Invoice Currency, Position Name, Position Description, Recipient Contact Name, Recipient Company Name, Sender
Contact Phone
Some of the labels appear in two or more of these lists, seeming to have a
larger impact on the NN model performances. An example is the label Position
Description, which has only been labelled by the ResGRU with an F1 score
of 15.49% (on word level) with all other models failing completely, despite its
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relatively high support of 2,514. This label has also caused the largest score
diﬀerences between word and entity level (12 percentage points) and worsens
the average performance scores, thus requires particular investigation.
One approach to understand problematic labels is to use the confusion matrix,
as described in section 3.4, which provides detailed information on FNs and
FPs, showing the labels that have been mistaken as others. For each model,
word and entity level confusion matrices have been created during the testing,
with and without normalisation. A comparison of all confusion matrices shows
that there are groups of interdependent problematic labels that occur in every
model’s matrix with signiﬁcant error ratios:
Position Name
A position speciﬁes a product or service that has been listed on the invoice and requires payment by the recipient, i.e. every invoice usually
contains at least one position. Often, there is a table that lists multiple
items that have been purchased, meaning there are multiple positions on
that table’s invoice, each with a name and price, often accompanied by
information like a tax rate, packaging unit, and item count. The confusion matrices have shown that the following labels often get misclassiﬁed
as Position Name2 : Position Description (69 - 98%), Position Packaging
Unit (8 - 67%), and Position Count (7 - 24%). The ResGRU has also
struggled with the label Position Item Number, of which it classiﬁed
12% as Position Name. Delivery Date has been mistaken as Position
Name by the LSTM (15%), ResGRU-CRF (11%) and ResGRU (7%),
even though the date label should identify very diﬀerent words than the
Position Name label.
Payment Note
The label Payment Note usually marks a larger group of words that
describe how and until which date an invoice has to be paid, sometimes
also how many days are left until then. An example payment note would
be: “The total amount has to be paid via bank transfer until November
5th”. Due to this design, it usually contains other labels within its
own entity, which makes clear why the following labels are frequently
being mistaken as Payment Note by all four models (again with error
percentage ranges indicating the misclassiﬁcation rate): Due Date (54 66%), Due Date Days (i.e. days left until the due date; 56 - 88%), and
Payment Method (30 - 57%).
Tax Amount
Some invoices contain multiple diﬀerent tax rates and amounts, especially if they have positions that are taxed diﬀerently. As explained in
section 3.2.2, the agorum accounting system, with which the dataset has
been created, has required to use up to three diﬀerent labels for this
purpose. However, these tax rates and amounts look very similar and
follow the same patterns, which explains why almost all words labelled
with Tax Amount 2 and Tax Amount 3 have been classiﬁed (with only
2

The percentages after each label indicate the ratios with which the models have falsely
identiﬁed each label as Position Name)
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few exceptions) as Tax Amount, which has a signiﬁcantly higher support
in train and test data. The Tax Rate labels have been set up analogously
and show a similar behaviour (provided that they appear in the dataset).
The labels belonging to the ﬁrst group, i.e. those being mistaken as Position
Name, are the most signiﬁcant ones considering their support of over 3,000
out of the 63,003 labelled words, which is close to 5% of the dataset (excluding
the “NONE” labels). Additionally, Position Name is the most frequent label
in the dataset with a support of 11,585. The main cause for this error is,
similarly to the group of labels around Payment Note, the fact that the labels
occur very closely together with the smaller labels often being right next to or
even inside the larger entity - Position Name or Payment Note, respectively which are the labels with signiﬁcantly higher support. As all models choose
their predictions following the highest (joint) probabilities, it seems logical
that predicting the much more frequent label usually has a higher chance of
being correct. It is also possible that the occurrence of the smaller labels
follow more complex patterns that the models would only be able to detect
after training with a larger training dataset. There are a few other labels
that get confused among each other, because they seem to be too similar, e.g.
the numeric values for positions (Position Total Gross Price, Position Total
Price, Position Tax Amount, Position Unit Net Price, Position Count), Sender
Country and City, and Invoice Currency and Invoice Gross Amount.
While the word-level results reﬂect the actual prediction performance per
word, the entity-level results require every single word to be correct, which
cause the model to fail the complete entity even if only a single word has been
predicted falsely. This makes the results on the standard entity-level confusion matrix less informative, because only predictions matching the exact word
groups can be counted as TPs or FPs, while all others would be counted as
wrong or “no match” in this project’s implementation. In order to improve
the interpretability, “partial matches” have been introduced to the confusion
matrix, which show if the prediction has found the correct label, but not the
exact match of words (as shown in case six on Table 3.3). While such a partial
match still counts as a wrong prediction (false negative, as explained in section
3.4), it gives an insight if the model has been close to the truth, which could be
utilised during postprocessing to “ﬁx” the prediction in a practical use case.
As an additional modiﬁcation, partial index matches with a diﬀerent label
(case seven on Table 3.3) are being counted as false positives, even though
there is not an exact match of words. With this modiﬁcation, the entity-level
confusion matrices can provide even more information on mismatched classes,
which is important for ﬁxing the errors.
The modiﬁed entity level confusion matrices help in conﬁrming the insights
from word level analysis: The high-support labels Position Name and Payment Note as well as a few additional ones (Invoice Currency, Recipient Contact Name, Sender Company Name, Sender Contact Name, Sender Contact
Phone, Sender Street Number, Sender Bank Account Code 2, and Sender Bank
Account Name) show a “no match” rate similar to the amount of “none” in
the word-level matrix, but in addition, there are signiﬁcant amounts of partial
matches as well. This means that while the false negatives from word level
are carried over to the entity level, they are accompanied by additional partial
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match errors, which decrease the ratio of true positives. This is the reason
why all models perform worse on entity level than on word level - the entity
evaluation is deﬁned more strictly. These partial matches are mainly caused
by false positives on word level, which have been discussed above.
As already foreshadowed in the previous section, label-level statistics might
help in understanding the diﬀerences between labels, too. The main statistics
for this approach are each label’s vocabulary size (i.e. the number of unique
words per label) and each label’s average word length as well as the standard
deviation of that value (i.e. how long the words per label are on average and
how much that average length deviates). These statistics have been presented
in Table A.5 already, and can now be compared with the test results. During
comparison with the test results, no clear dependencies could be found that affect the complete dataset, independent from the label. There are no signiﬁcant
pairwise correlations between the relative vocabulary size and the behaviour
of performance scores, i.e. best F1 score, diﬀerences between models, or diﬀerences between word and entity level results. While the statistical properties
have shown that labels representing numerical values have a much higher relative vocabulary size, that characteristic does not directly aﬀect the model
performances on the labels. It is possible that the FastText embeddings have
successfully balanced these eﬀects in order to reduce the bias during training.
While the plots showing label positions have been useful in the comparison
of recipient and sender labels, they unfortunately do not provide any useful
information for most of the other labels, as almost all of them seem to appear
everywhere on the invoices. Thus, the plots that have been created for the
other labels groups will not be analysed any further in this paper.

4.5. Model Ranking
Using the insights from the previous sections, a ranking of the models can now
be created using not only their performance scores on word and entity level,
but also their time and memory cost for training and making predictions and
their diﬃculty of implementation. Each of these topics aﬀects one or more
phases during the implementation and usage of such a NN model and will be
summarised in the following:
The prediction performance in terms of F1 score is of course one of the most
important aspects when rating a model, as it shows how well the model is ﬁt
to solve the required task. In particular applications, increasing the prediction performance by a few percentage points might reduce a user’s workload
signiﬁcantly due to providing more conﬁdent predictions that do not have to
be veriﬁed manually. Thus, reaching a high prediction score is one of the most
important goals when building a NN model. Some researchers even go as far
as focusing on increasing the performance by one or two percentage points regardless of much more it costs to train and use the model, as this thesis paper
has shown in the example of the Bi-LSTM-CRF [50] and the Bi-LSTM-CNNCRF [55]. However, this thesis aims to provide a more realistic evaluation by
considering further aspects that inﬂuence a model’s usage.
The training is one of the most costly parts of creating a NN model, as it
can take up to multiple days until usable results can be achieved, as has been
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documented above. This strongly aﬀects the process of parameter optimisation, because ﬁnding the best model parameters involves training and testing
many diﬀerent model conﬁgurations. For example, a model that needs two
days longer for each training run will require ten days longer in total, if ﬁve
iterations are needed to ﬁnd the optimal parameters. Of course, the optimisation can be performed on smaller data subsets, but that does not guarantee
the same performance on the large dataset, as it is diﬃcult to sample a subset
that has exactly the same statistical properties, which has not been possible
in this project neither. During predictions, the processing time per document
directly aﬀects the user experience, because when requesting the classiﬁcation
of a document, most users expect a result in real-time.
A model’s memory consumption also aﬀects the training speed by determining how much of the dataset can ﬁt onto the GPU’s memory at once and can
even inﬂuence the ﬁnal performance, as limiting the batch size during training decreases the eﬀectiveness of certain mechanisms like batch normalisation
and directly aﬀects the choice of other hyperparameters like learning rate. As
eﬃcient model training requires expensive GPU hardware, the memory cost is
a hard constraint during the training process. When making predictions, the
memory requirement is not that important, because in the standard use case,
the predictions are performed on a single or few documents at once only.
Finally, the diﬃculty of implementing a model in an existing framework is
important, as it deﬁnes the time required for setting everything up before the
training can start on one hand and how complex it is to ﬁgure out the optimal
hyperparameters and conﬁgurations on the other. The models of this thesis
all have an open source implementation published by the respective authors,
which makes it signiﬁcantly easier to implement them in a diﬀerent environment. Still, there are diﬀerences on how well the models can be integrated,
as they also require a certain amount of support by the framework used for
programming them.
Table 4.4.: Final Model Ranking
ResGRU
Training Time
Prediction Time
Memory Cost
Word F1
Entity F1
Diﬃculty
Σ

4
3
4
5
4
5
25

ResGRUCRF
1
3
3
3
5
3
18

LSTMCRF
3
2
5
4
4
4
22

TCNCRF
2
5
2
4
5
2
20

Transformer
5
1
1
1
1
1
10

A higher score indicates a better rating in each category. All categories are
weighted equally.
Table 4.4 shows the ﬁnal ranking of the ﬁve models that have been reviewed in
this project. As the implementation of the Transformer has been very diﬃcult
and did not provide any usable, it has received the worst rankings with regards
to the model diﬃculty and performance. Additionally, the process of training
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and testing the Transformer has shown that its architecture can train quickly
due to its teacher forcing mechanism, but has a high memory cost caused by
its many layers. Additionally, predictions with the Transformer are extremely
slow even when using the GPU, while all other models can make predictions
using the CPU only, because the Beam Search algorithm used for selecting
the best prediction is much more expensive than the standard forward pass.
In fact, the Transformer model required approximately 100 seconds for the
prediction of a single document with a sequence length of 600 (8.5 seconds for
sequence length of 200), while the other models need between 0.47 and 1.63
seconds to do the same. However, this is mainly due to the implementation of
Beam Search used in this project, which needs to be optimised.
Regarding the other four NN models, the table summarises the ﬁndings of
the previous sections. With respect to their training and prediction times as
well as the memory cost, the models can be distinguished from another easily. However, the word and entity level performances are quite close, which is
why the ratings are more closely together. The ResGRU has a relatively clear
lead of 1.48 percentage points on the word level F1 score, justifying its position in front of the very close LSTM-CRF and TCN-CRF, which are followed
by the ResGRU-CRF. On the entity level, the performances are more closely
together with 68.58% (TCN-CRF), 67.99% (ResGRU-CRF), 67.29% LSTMCRF, and 66.22% (ResGRU), which is represented by the two ﬁve-point ratings
followed by two four-point ratings in the table. The implementation diﬃculty
is mainly determined by each model’s availability in the PyTorch framework.
LSTM and GRU layers are basic elements that can be implemented very easily.
Thus, the models diﬀer with regards to their additional mechanisms, residual
connections and the CRF layer. Both are described well in the PyTorch documentation and thus not very diﬃcult to implement. However, the residual
connections require much less eﬀort as they can be built in by simply modifying the forward pass of an existing model. The CRF layer requires its own as
well as the Viterbi algorithm’s implementation in order to function. Thus, the
ResGRU achieves the best ranking in simplicity, followed by the LSTM-CRF
and ResGRU-CRF. The TCN-CRF is not available in PyTorch out-of-the-box,
but needs to be implemented by using the open source code provided by the
model’s researchers. Still, its implementation is much easier than the Transformer’s, which demanded multiple changes in the source to and has been
more susceptible to errors.
In conclusion, the ResGRU achieves the best rating with 25 points, followed by
the LSTM-CRF and the TCN-CRF on second and third places. The ResGRUCRF provides a good performance on entity level, but is too costly to implement and train, and the Transformer has not provided any usable results.

4.6. Further Experiments
In addition to the main task of analysing model performances and their errors,
a few side topics have been researched as well. Mainly, they help in developing
a deeper understanding of speciﬁc mechanisms in this project’s setting. It
should be noted, though, that these are only small investigations that require
more detailed and larger scale tests to be veriﬁed.
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Does it aﬀect results to include more documents of each layout?
Due to the strong imbalance in the dataset regarding docForm sources
(i.e. document layouts), only ﬁve of each layout have been used for training, limiting the dataset to approximately 50,000 documents. However,
the general principle for training NN models is: the more data can be
used in training, the better the results can be. Thus, the eﬀects of this
measure have been investigated by training one LSTM model without
restrictions, using the more than 270,000 documents for training and
validation. The “smaller” LSTM model has shown better performance
on the word level (1.3 percentage points diﬀerence), but training with
more data has enabled the “large” LSTM to focus on the problematic
labels that have a high support (especially Position Name and Payment
Note), which helped the model to achieve a signiﬁcantly better result
on the entity level (4.2 percentage points diﬀerence). At the same time,
the large LSTM learned to neglect labels with low support, which shows
that it has been able to focus on the important labels that inﬂuence the
F1 score the most. This means that using more than ﬁve documents
per docForm layout seems to work out, but theoretically increases imbalance in the training data by adapting the weights to the problems of
the dataset.
Can overﬁtting be helpful on this particular dataset?
In Machine Learning, overﬁtting is generally a problem that causes models to perform worse in tests, as training too long impedes a model’s ability to generalise. However, one could assume that the documents in this
task’s dataset should follow more or less the same patterns, as they are
all invoices, mainly with diﬀerent amounts of positions or varying companies named on them. Based on this assumption, overﬁtted versions of
each model have been selected to perform the same testing procedure as
shown in this chapter.
The comparison of test results has shown that the overﬁtted models perform worse by one percentage point on word as well as entity level on
average.
Do the position features actually help?
A word’s location in document is naturally given by its position inside
the input sequence, which is the main information used by RNNs and
other models like the TCN, which are designed for processing sequential
inputs. However, the OCR is also able to provide “coordinates” as well
as size indicators for each label, which might be valuable information,
as it helps identifying words that are closely together on the document
independently from the sequence order. This is important, as especially
invoices can contain many smaller blocks of text, e.g. for addresses or
invoice positions, which are aligned vertically, but not in the document’s
sequence, which is being read horizontally.
Small tests have been performed to train prototype models without these
position features, but they have not shown a diﬀerence in average score
in comparison to the standard models. However, it is diﬃcult to make
ﬁnal conclusions using the results of small prototypes, which is why larger
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and more thorough tests are necessary. While the average score has not
been aﬀected during the initial tests, it could still be possible that the
prediction of certain labels is dependent on the position features.
If it should be conﬁrmed that the position features are not relevant for
prediction performance, the dataset could be simpliﬁed, decreasing its
size and dimensionality.
How do the models perform with a reduced set of labels?
A side project has been conducted with documents from a diﬀerent domain3 that only have 13 diﬀerent labels and a much simpler format. The
same models from this project have performed much better in that setting, reaching test F1 scores of around 90% on test documents. However,
it is diﬃcult to compare these two diﬀerent settings, because the side
project only had less than 5,000 documents, of which all had approximately the same document layout. When all documents look more or
less the same, there are signiﬁcantly less patterns that the NN models
need to generalise in order to perform well on the test dataset.
Nonetheless, it could be a promising approach to reduce the label set of
this project’s dataset for training and testing the same models.
Is it beneﬁcial to add more labels?
As an alternative to the previous point, the dataset could also be enriched with more detailed labels. The main inspiration for this are the
sophisticated tagging schemes that have developed from the BIO/IOB
scheme, which deﬁne additional sub-labels for each label, e.g. beginning, numeric value, unit, etc. This could be useful, because many of
the labelled numeric values in the dataset are accompanied by indicating
words (as explained in section 3.2.2). Very small prototypes have been
tested with only a few selected words that indicate the Bill Date label:
Using these additional labels as “anchors” for indicating the actual label
improves that label’s score signiﬁcantly (approx. 5% higher F1 score on
word level), but has also reduced the performance on other labels that
are used on similar words (e.g. Delivery Date). This shows that additional labels need to be setup carefully, but could provide a signiﬁcant
increase in performance.

3

The domain cannot be disclosed due to conﬁdentiality agreements with the client.
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This chapter will summarise the results of the previous chapters, discuss the
limitations of this project and propose improvements for the task for future
work.
In general, the project has been successful in answering the research question,
which model performs best on this project’s task, using a faceted evaluation
approach. However, the analysis has revealed that the models perform more or
less the same, while the large diﬀerences between label properties actually have
a much stronger inﬂuence on each NN model’s results. The error analysis has
identiﬁed these diﬀerences and investigated on their potential sources - while
some causes are quite easy to detect and correct, other eﬀects seem to be
caused by complex dependencies that cannot simply be split up and viewed
separately.

5.1. Project Results
The previous chapters have presented the research question, goals and tasks
of this project, which have been pursued and accomplished successfully. The
theoretical background of the selected models has been presented in detail,
highlighting the similarities and diﬀerences between each of the models and
additional mechanisms respectively. Chapter 3 has presented a statistical analysis with detailed insights about the dataset and its challenges, the model
conﬁgurations selected after several iterations, as well as an overview of the
standard metrics of the domain. While it has not been possible to train a
well-performing Transformer, four alternative models have been created following state-of-the-art implementations. As a result, the models have reached
the best performances on this particular task and dataset yet, which has been
valuable for the company SMACC GmbH, the sponsor and employer of this
project. Furthermore, the test results’ errors have been analysed to provide a
deeper understanding of how to improve the model performance on the task,
as it has turned out that the characteristics and quality of the dataset have a
strong inﬂuence on all NN model performances. The insights have helped to
create a ranking of the ﬁve models using criteria like prediction scores, training
and prediction costs and implementation diﬃculty.
The analysis indicates that the models have very diﬀerent costs, as especially
residual connections and CRF layers are expensive and increase a model’s
computational complexity. However, while the models diﬀer clearly with regards to their cost, the prediction performance scores are quite similar. The
detailed evaluation shows that the prediction scores are rather aﬀected by the
diﬀerences of each label’s properties than by architectural diﬀerences of the
models. While some of the reasons for poorly classiﬁed labels can be identiﬁed
quite easily, others seem to be caused by higher dimensional interdependen-
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cies, which cannot be revealed by standard linear and pairwise comparisons
of values or reviewing the contents of the dataset, but require more complex
statistical techniques in future work. High-dimensional word embeddings with
FastText can make the implementation easier and more robust to a bias in
the dataset, but the evaluation of errors becomes signiﬁcantly more diﬃcult
at the same time.
In order to improve the dataset quality and, thus, prediction performance
in the future, a few simple measures can be undertaken, which will be presented in section 5.3 in further detail. In general, the models clearly struggle
with labels that cannot be diﬀerentiated from one another suﬃciently, like the
numerical values indicating net, gross, and tax amounts, the position names
and descriptions together with additional information, and address details of
invoice recipients and senders. The similarity of the classes leads to false positives in the predictions, which cause the entity level classiﬁcation to fail on
the aﬀected words. Therefore, the models have predicted longer entities with
lower performances on entity level than on word level.

5.2. Limitations
As has been foreshadowed above, the main limitation for model performances
in this project is the data quality. This is due to the dataset’s origins in a
diﬀerent application, the agorum accounting system, which required a significantly diﬀerent design of labels to work properly. Unfortunately, that label
design does not oﬀer optimal conditions for performing Machine Learning
tasks on the dataset. The labelling has been performed by many diﬀerent employees without establishing speciﬁc standards for data quality, which means
that throughout the dataset, the same labels might have been applied diﬀerently. In addition to the disadvantages and faults of the labelling strategy,
the standard issues with text data, e.g. exponential distributions and highly
imbalanced datasets, aﬀect the model performances as well, making it impossible to achieve consistent performances on all labels. This is reﬂected in the
model performances, which actually are relatively close to one another between
diﬀerent models, but diﬀer between the various labels, making it diﬃcult to
select one particular model that would be superior to the others, when just
the test scores are compared.
The hyperparameter choices and optimisation of NN models can only be performed heuristically, as every dataset and task has diﬀerent requirements that
necessitate adapted conﬁgurations. Even if multiple servers using state-ofthe-art GPUs are available, the time does not suﬃce to train all possible
combinations of parameters and setups, as that would take many months.
Thus, it is possible that the selected conﬁgurations are not optimal for some
of the models, which might perform signiﬁcantly better with diﬀerent parameter choices. Due to the time constraint, it was also not possible to train
a comparable model with the Transformer, because the implementation was
diﬃcult and took much longer than expected. Thus, it remains unclear if that
model would have performed signiﬁcantly better, once set up correctly.
The error analysis has provided detailed insights on the model performances
on every label, revealing the most diﬃcult tasks in this dataset. Unfortunately,
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ﬁnding the reasons for some of these errors has been a diﬃcult task, as many
of the factors aﬀecting a model’s score on a label seem to be interdependent
and high-dimensional, not being detectable with simple statistical evaluations
of pairwise and linear dependencies. Due to the lack of more sophisticated
analysis tools, not all of the eﬀects stemming from the diﬀerences between
labels could be detected and understood.

5.3. Recommendations for Future Improvements
There is a number of measures that can be implemented with more or less
eﬀort in order to improve the prediction performance of all models used in this
project. Most of them are technically focused on improving the data quality,
which is the most important measure to improve the model performances. The
following recommendations are ordered by priority and can help with diﬀerent
purposes, like improving prediction performances, understanding the errors,
or testing the models in diﬀerent settings:
Combine labels and add postprocessing
The model analysis has provided multiple examples of suboptimal label
choices. In general, the models perform poorly on labels that they cannot distinguish from one another well. The numeric values for positions,
for example, all appear to be similar due to being amounts of money occurring in similar locations in the sequences, possibly in varying order,
making it diﬃcult for the NN models to recognise patterns. However,
this could be ﬁxed with additional eﬀorts in postprocessing, as recognising the diﬀerence between net and gross amount, especially if the tax
rate is known, can be solved with simple rule-based mechanisms that
can be set up manually.
The recipient’s mail address can be mistaken as the sender’s mail address, which has already been investigated in the previous section and
could be caused by the diﬀerence in label-level statistics. In general, addresses are misclassiﬁed sometimes as well, because the models cannot
access any common knowledge about which words are cities or countries
and are even less likely to look up if a street and number exist in a
speciﬁc city in a speciﬁc country. A postprocessing mechanism could
also be employed in this case, as there are address databases available
already, being applied in companies to solve exactly this task. Thus,
the address labels could also be simpliﬁed in the dataset and left over
for solving during postprocessing. In the next step, it would be easier
to match a detected mail address to either recipient or sender, as the
complete address will be known at that point already.
In future work, the detection of partial matches could be utilised to
improve the prediction performance in postprocessing, which would enable the models to reach their word-level performance on the entity-level
as well, improving the weighted average F1 score on entity level by 2.4
percentage points (provided that all partial matches can be ﬁxed).
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Introduce suitable tagging scheme and renew labelling
It has been established as a standard in NER and many other NLP tasks
to use tagging schemes when labelling a dataset in order to provide
additional details, e.g. where a label starts or if a numerical value is
associated with the labelled words. While this requires more work to
prepare the dataset, it enriches the dataset with more information. With
such a technique, an example sequence like “Total Amount: 60 e” could
then be labelled with Total Amount Beginning, Total Amount Inside,
Total Amount Value, and Invoice Currency. The exact sub-labels should
be selected appropriately for the task and dataset.
The error analysis has also shown that the currency gets misclassiﬁed
as a monetary amount frequently, which implies that the labelling was
not performed in a clean way, sometimes including the currency sign in
a label like Total Gross Price. This could be due to the fact that the
labelling was performed by diﬀerent employees without established data
quality standards (as explained above). Therefore, labelling the data
again and using an appropriate tagging scheme has a high potential of
increasing data quality and model performance.
Change document data format Python dictionaries have proven to be highly
ineﬃcient in terms of memory usage, as shown in section 3.2.1. Thus, it
is highly recommendable to switch to simpler text or csv/tsv format that
contains one word per row, followed by tab-separated features like label
and positions. Additionally, all documents could then be combined into
one ﬁle, reducing the overhead and I/O times of opening thousands of
separate ﬁles. This would follow the example of the CoNLL-2003 dataset
and is able to describe more or less the same amount of information as
the actual data format, but with much higher memory eﬃciency. This
change could enable training with batch sizes that are up to 30 times
higher, improving training times and model performances signiﬁcantly.
Optimise hyperparameters
As explained in the previous section, the model hyperparameters have
not been optimised for each model in detail. Even though the analysis
has shown that the model performances are mainly dictated by the label
properties and data quality, tuning each model separately has the potential to create better models. Especially the loss curves of the models
from Figure 4.1 indicate that parameters like the learning rate of those
models might be improved. While the ResGRU and LSTM-CRF show
a steep increase after reaching the minimum loss, which could indicate
a learning rate that is too high, the TCN has a very ﬂat loss curve
and does not seem to improve much, which could mean that the learning rate is too low. However, these assumptions require validation by
testing diﬀerent hyperparameter settings.
Implement conﬁdence values
A conﬁdence value can be calculated for all Machine Learning models
that have to predict one out of multiple labels for each input value. In
principle, this value indicates, how sure the model is about its prediction, as it is based on the diﬀerence of the top prediction’s probability
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to its alternatives. This could be utilised in order to identify diﬃcult
decisions that a model has made, being an indicator for the quality of the
prediction. Such decisions could be detected and aided with label-based
context information. For example, if the model were not sure about labelling a word with Recipient Contact Mail or Sender Contact Mail, the
word could be compared with the name and company name of recipient
and sender, choosing the option that has a higher similarity1 . Thus, by
employing an additional measure and adding simple rules, the conﬁdence
value could be very valuable for improving prediction performances.
Test alternative models
Even though the domain of NER is dominated by NN models that utilise
a recurrent architecture, the TCN has proven that alternatives have the
potential to outperform RNNs. There are many recent models that look
promising for implementation in this setting, as they achieve state-ofthe-art performance in NER or NMT, e.g. the Convolutional Sequenceto-Sequence model (ConvS2S) [33] or PoseNet [17]. These alternatives
would approach the task from a diﬀerent perspective and might achieve
diﬀerent performances. For example, the TCN needs much more memory for training, which makes its training process slower, but it is by far
the fastest model for making predictions. In contrast, the Transformer
trains extremely fast, but is very costly during prediction due to its Beam
Search algorithm. The Transformer has also shown that trying alternative models can be diﬃcult and lead to various problems. Especially
when a model originates from a diﬀerent task like NMT, the transfer
can be diﬃcult. However, recent approaches for employing the Transformer in NER indicate that this task might be performed by only using
the Decoder of the Transformer [78]. These ideas should be investigated
in the future to build a more versatile selection of models.
Explore alternative datasets
This project has proven that NN models can achieve a generalisation
performance that can help to build a product with the potential to increase an accountant’s eﬃciency up to 50-70%. The performance is not
comparable to the state of the art on standard benchmarks, because the
data quality has played a large part in the prediction errors. Thus, it
would be interesting to test these models on diﬀerent datasets and other
similar applications. As the NN models have their strengths in labelling
previously unseen documents, they outperform the majority of alternative techniques like more traditional Machine Learning techniques or the
agorum accounting system with regards to their ability to generalise. In
principle, all manually-processed documents that occur in consistent formats and have a number of entities that require extraction are potential
candidates for implementing these models, e.g. technical data sheets,
medical prescriptions, tax related documents, and any other structured
documents.
1

FastText embeddings can be compared by using measures like the cosine similarity, which
expresses how close two vectors are to each other inside their feature space.

76

5. Discussion

Train without position labels
The results and error analysis have demonstrated that it is not clear
if the position labels actually provide valuable information for the NN
models. In order to measure their eﬀect on the performance, full models
need to be trained and tested without using these indicators on the same
datasets. If this procedure reveals that position labels do not improve
the prediction performances, they should be removed from the dataset
to reduce the dataset’s memory requirement.
Employ more complex analysis techniques
As pointed out in the previous sections, this project’s error analysis has
been limited to simple statistical analysis techniques. It could be helpful to implement a rank correlation coeﬃcient like Spearman’s rho or
techniques from the domain of multivariate statistics like principal component analysis to understand dependencies in the data and extract the
dimensions that actually inﬂuence the prediction results. However, this
recommendation would only help understanding the errors and should be
performed after implementing the recommendations above, which should
actually improve the model performances and thereby reduce errors.
As this long list of recommendation shows, there are many more actions that
can be performed in this project’s setting in order to improve the model performances and the understanding of the underlying task. Unfortunately, a
time-restricted thesis project like this would not be able to cover all of these
measures that could have a high potential in further improving the quality of
predictions in this project’s task of labelling sequences from invoice documents.
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This chapter concludes the thesis paper with a general summary of this work’s
relevance, further application areas that could proﬁt from this research and
the acknowledgement of code authorship in this project.

6.1. Relevance of this Work
This thesis paper has presented the motivation, theoretical background, methods and results of this project, which has focused on measuring model performances on the particular task of extracting information from invoice documents by labelling their sequences. Despite a number of limitations, the
project still has been successful in answering its research question, providing
detailed insights into theory, methods, results and the reasons for errors and
ranking diﬀerent NN models based on the most important criteria. Nowadays,
information extraction, NER, and NLP in general belong to the most relevant
research ﬁelds in statistical and computer science research, especially in combination with Artiﬁcial Neural Networks. However, a large part of research
focuses on creating models that perform slightly better than the previous state
of the art by a few percentage points, regardless of how costly their model is.
In order to ensure comparability, those models are built and optimised to
achieve best results in the standard benchmarks, which can be quite unrealistic, because perfectly clean datasets like the CoNLL-2003 task’s are extremely
rare in reality. Additionally, failures are never published or talked about in
research, as the whole domain is strictly focused on creating the best results
with the goal of establishing the next state of the art.
This thesis does not follow that path, but instead presents the challenges of
failure as well as the analysis of errors in addition to traditional performance
comparisons, using a setting that signiﬁcantly diﬀers from standard NER tasks
in terms of complexity and data quality. While the implemented models are far
from the 90% F1 scores of state-of-the-art performance, this does not exclude
the possibility to learn from their errors. Actually, understanding the faults
of an implementation is the best approach to ﬁx and improve it to generate
better results in the next iteration. This thesis aims to contribute towards
an understanding of how to deal with such errors and limitations that occur
everywhere in real world applications. In order to develop NER models that
can reliably handle complex documents, research like this thesis paper is essential and will hopefully lead to establishing more sophisticated benchmarks
that include a certain ratio of dirty and imbalanced datasets in order to reﬂect
realistic conditions.
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6.2. Further Application Areas
Even though this project has focused on an implementation in the ﬁeld of
accounting, the results of the thesis can beneﬁt other ﬁelds as well, as explained
in section 5.3. In general, every application that needs to handle a high density
of keywords or labels inside a document can employ these techniques and will
also be confronted with the same diﬃculties. Thus, the ﬁndings of this thesis
will be valuable for extracting information and labelling sequences not only
in accounting documents, but could also in texts like medical prescriptions,
legal documents, tax statements, or instruction manuals. Scientiﬁc texts and
specialist literature tend to have a high density of keywords, for which the NN
models analysed in this project could be valuable as well.

6.3. Code Authorship
As the necessary code for this thesis has been programmed in a company,
certain portions of the environment were already provided by the employers,
programmed by other employees, or developed in pair-programming, and approved for usage in this project. Thus, this section will clarify this thesis’
actual contribution in programming and developing new code, while separating contributions of other parties.
The following main resources have already existed in the company when this
project started: The datasets and their preprocessing, an initial version of the
model using a bidirectional GRU without modiﬁcations other than dropout,
and the postprocessing including the classiﬁcation report. Also, some initial
hyperparameter testing on the basic Bi-GRU model had been performed in
advance. In the course of the project, employees of the company implemented
the CRF layer together with the Viterbi algorithm.
During the project, the TCN, residual connections, and a prototype of an
Encoder-Decoder (using RNNs) with Attention have been implemented in
pair-programming. While there has been a supervisor available for reviewing
the progress and quality of implementation, the following parts of the project
have been implemented independently by the thesis author: the LSTM and
Transformer models, the batch normalisation mechanism, the corpus generation and model training for the FastText word embeddings, the necessary
code for creating confusion matrices, plotting label positions, employing ﬁlters to focus on subsets of labels, the model training and testing, and ﬁnally
the results and error analysis presented in this thesis paper.
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A. Appendix
Unfortunately, this document’s format limits the possibilities of embedding
large tables and ﬁgures. The tables and ﬁgures presented and discussed in
this thesis (plus additional data) have been uploaded to Google Sheets and
can be found via the following link: https://goo.gl/xN3yrS (URL shortened
using www.goo.gl (last accessed 09.10.2018))

A.1. Additional Figures and Tables

Figure A.1.: An alternative visualisation of attention (Source: [66])

Table A.1.: Results for Twin Labels Recipient and Sender
Label
addCity
addCountry
addPostcode
addStNo
companyName
contactMail
contactName

Word F1
0.9182
0.8355
0.9277
0.9213
0.9073
0.7273
0.8383

Recipient
Support Unique %
1123
0.0839
273
0.0328
1073
0.1030
2682
0.0948
4053
0.0948
13
0.6314
956
0.1380

Word F1
0.6664
0.7260
0.7065
0.6297
0.6313
0.8095
0.5269

Sender
Support
1105
205
1023
2073
3329
730
563

Unique %
0.0988
0.0462
0.1329
0.1114
0.1215
0.2679
0.2598

F1 score, support and percentage of unique words for each of the twin labels that occur for
both, recipient and sender. The ratio of unique words indicates the size of each label’s
vocabulary in comparison to the sum of its occurrences (support). “add” indicates a part of
the address and “StNo” means Street and Number.

88

A. Appendix

Figure A.2.: Positions of Recipient-related Labels
normalised to A4 format, taken from 10,000 single-page invoices from the training
dataset
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Figure A.3.: Positions of Sender-related Labels
normalised to A4 format, taken from 10,000 single-page invoices from the training
dataset
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Table A.2.: Distribution of Labels on Word Level (training data)
Label
NONE
pos Name
inv paymentNote
sen companyName
sen contactPhone
rec companyName
sen addStNumber
rec addStNumber
pos TotalPrice
sen bankAccIBAN
pos TotalGrossPrice
tax vatId
pos TaxAmount
sen bankAccName
inv accountingType
sen addCity
rec addCity
sen addPostcode
rec addPostcode
sen billNumber
tax Amount
inv grossAmount
inv netAmount
sen billDate
inv currency
sen contactMail
pos Count
pos ItemNumber
rec customerNumber
tax Rate
inv paymentMethod
sen bankAccBIC
pos Description
rec contactName
inv deliveryDate
pos UnitNetPrice
rec addCountry
sen contactName
sen addCountry
pos PackagingUnit
rec contactMail
sen bankAccCode2
sen bankAccNumber2
inv dueDate
tax Amount2
inv dueDateDays
tax Amount3

Count
44,493,954
2,726,910
1,003,598
864,391
850,289
648,457
630,882
600,663
569,440
539,234
397,100
359,919
297,497
288,164
286,132
270,007
265,525
257,143
250,240
242,898
229,365
215,345
210,835
205,357
196,352
191,508
185,942
168,126
145,706
123,654
121,195
119,148
116,475
113,021
96,205
66,905
62,194
40,531
36,599
30,319
21,425
15,421
15,003
10,429
7,147
5,936
1,051

Relative
75.4076%
4.6215%
1.7009%
1.4650%
1.4411%
1.0990%
1.0692%
1.0180%
0.9651%
0.9139%
0.6730%
0.6100%
0.5042%
0.4884%
0.4849%
0.4576%
0.4500%
0.4358%
0.4241%
0.4117%
0.3887%
0.3650%
0.3573%
0.3480%
0.3328%
0.3246%
0.3151%
0.2849%
0.2469%
0.2096%
0.2054%
0.2019%
0.1974%
0.1915%
0.1630%
0.1134%
0.1054%
0.0687%
0.0620%
0.0514%
0.0363%
0.0261%
0.0254%
0.0177%
0.0121%
0.0101%
0.0018%

per Doc
163.315
10.009
3.6837
3.1727
3.1210
2.3802
2.3156
2.2047
2.0901
1.9793
1.4576
1.3211
1.0920
1.0577
1.0502
0.9911
0.9746
0.9438
0.9185
0.8916
0.8419
0.7904
0.7739
0.7538
0.7207
0.7029
0.6825
0.6171
0.5348
0.4539
0.4448
0.4373
0.4275
0.4148
0.3531
0.2456
0.2283
0.1488
0.1343
0.1113
0.0786
0.0566
0.0551
0.0383
0.0262
0.0218
0.0039

This table shows the total count, the relative frequency and the average count per
document for each label on word level in the training dataset.
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Table A.3.: Distribution of Labels on Entity Level (training data)
Label
pos Name
pos TotalPrice
pos TotalGrossPrice
pos TaxAmount
inv grossAmount
rec companyName
sen addCity
rec addPostcode
inv accountingType
rec addStNumber
sen companyName
sen addPostcode
sen billNumber
rec addCity
sen addStNumber
inv netAmount
tax Amount
tax vatId
pos Count
sen contactMail
sen contactPhone
sen billDate
pos ItemNumber
inv currency
sen bankAccIBAN
rec customerNumber
tax Rate
sen bankAccName
sen bankAccBIC
inv paymentMethod
inv deliveryDate
inv paymentNote
pos UnitNetPrice
rec addCountry
rec contactName
sen addCountry
pos PackagingUnit
rec contactMail
pos Description
sen contactName
inv dueDate
inv dueDateDays
sen bankAccNumber2
sen bankAccCode2
tax Amount2
tax Amount3

Count
697,185
551,525
385,274
265,725
255,097
251,557
248,813
248,216
248,209
247,044
245,816
243,791
243,108
242,780
237,438
228,321
228,320
222,148
188,776
185,413
170,655
167,678
148,360
146,250
145,832
145,634
124,422
119,852
108,049
102,279
96,508
88,852
66,184
60,578
49,364
34,405
25,855
21,755
21,612
18,993
13,499
12,637
8,268
7,549
6,961
1,042

Relative
8.8450%
6.9970%
4.8878%
3.3712%
3.2363%
3.1914%
3.1566%
3.1490%
3.1489%
3.1342%
3.1186%
3.0929%
3.0842%
3.0801%
3.0123%
2.8966%
2.8966%
2.8183%
2.3949%
2.3523%
2.1650%
2.1273%
1.8822%
1.8554%
1.8501%
1.8476%
1.5785%
1.5205%
1.3708%
1.2976%
1.2244%
1.1272%
0.8397%
0.7685%
0.6263%
0.4365%
0.3280%
0.2760%
0.2742%
0.2410%
0.1713%
0.1603%
0.1049%
0.0958%
0.0883%
0.0132%

This table shows the total count and the relative frequency per document for each
label on entity level in the training dataset.
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Table A.4.: Most Common Words in the Dataset (Top 50)
Word
e
1
GmbH
Berlin
—
EUR
der
2
und
für
0
HRB
30
/
Preis
Rechnung
I
(Client Name)
Ihre
(Client Name)
den
DE
von
Sie
:
Amtsgericht
50
555
Straße
IBAN:
in
78
die
B
3
&
0,00
Geschäftsführer:
ist
Anzahl
·
RECHNUNG
Rechnungsnummer:
BIC:
eine
de
Berlin,
%
Artikel

Count
1,911,590
1,038,465
725,485
638,926
504,195
385,315
321,323
306,219
280,132
250,492
245,127
241,851
239,213
234,539
219,756
215,978
205,993
205,155
200,212
195,234
181,880
177,398
176,343
171,675
166,266
161,732
161,311
156,893
148,868
146,959
144,269
141,656
138,014
132,930
132,819
127,996
127,626
125,735
123,952
122,545
121,888
121,705
118,297
116,404
113,742
113,360
111,933
111,563
107,724
107,020

Relative
0.0324
0.0176
0.0123
0.0108
0.0085
0.0065
0.0054
0.0052
0.0047
0.0042
0.0042
0.0041
0.0041
0.0040
0.0037
0.0037
0.0035
0.0035
0.0034
0.0033
0.0031
0.0030
0.0030
0.0029
0.0028
0.0027
0.0027
0.0027
0.0025
0.0025
0.0024
0.0024
0.0023
0.0023
0.0023
0.0022
0.0022
0.0021
0.0021
0.0021
0.0021
0.0021
0.0020
0.0020
0.0019
0.0019
0.0019
0.0019
0.0018
0.0018

The absolute count as well as the relative frequency for the top 50 words.
“(Client Name)” replaces a name of SMACC GmbH’s clients.
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Table A.5.: Word Statistics per Label (Training Subset)
Label
pos Name
inv paymentNote
sen bankAccIBAN
sen companyName
rec companyName
sen addStNo
rec addStNo
sen contactPhone
pos TotalPrice
sen bankAccName
tax vatID
inv AccingType
sen addCity
rec addCity
sen addPostcode
rec addPostcode
inv currency
sen billNo
pos TotalGrossPrice
inv grossAmount
tax Amount
pos Description
inv netAmount
rec contactName
pos Count
pos ItemNo
sen contactMail
sen bankAccBIC
tax Rate
rec customerNo
sen billDate
pos UnitNetPrice
inv paymentMethod
pos TaxAmount
sen contactName
rec addCountry
pos PackagingUnit
sen addCountry
inv deliveryDate
sen bankAccCode2
sen bankAccNo2
rec contactMail
inv dueDate
inv dueDateDays
tax Amount2
tax Amount3

Words per Label
Support Distinct
%
562556
92734 0.1648
292974
19445 0.0664
148261
11970 0.0807
146939
17860 0.1215
145715
13815 0.0948
119106
13268 0.1114
118664
11244 0.0948
117039
9528 0.0814
95686
23584 0.2465
69221
3616 0.0522
61290
8139 0.1328
57652
2094 0.0363
53792
5317 0.0988
49680
4167 0.0839
49381
6563 0.1329
48186
4965 0.1030
44223
6273 0.1418
43574
39521 0.9070
42582
10045 0.2359
41054
20476 0.4988
39343
13525 0.3438
38732
11846 0.3058
38506
18566 0.4822
36355
5018 0.1380
36175
2406 0.0665
33951
13973 0.4116
32515
8711 0.2679
31850
2624 0.0824
29427
493 0.0168
21661
10850 0.5009
21409
2102 0.0982
19316
4685 0.2425
18808
1298 0.0690
17982
2103 0.1170
15690
4077 0.2598
14896
488 0.0328
14791
1000 0.0676
9349
432 0.0462
7420
1215 0.1637
6979
714 0.1023
6795
1698 0.2499
2561
1617 0.6314
2150
1020 0.4744
1948
51 0.0262
1637
855 0.5223
177
45 0.2542

Word Length
Mean
SD
6.5281 4.7125
6.0530 4.0729
5.3524 5.3176
5.9436 3.9052
5.6215 3.1978
5.9776 4.6768
6.6224 5.3846
3.5215 2.9088
5.2192 1.4109
7.3480 3.7809
6.8330 4.2018
7.6943 3.7713
6.9869 2.7934
6.9299 2.3004
4.8187 1.3123
4.9713 0.7937
3.0960 2.2063
8.8356 3.6742
4.7210 1.2882
5.9124 1.4377
4.8829 1.2058
6.3839 4.4933
5.9316 1.4206
6.0834 2.6101
2.2159 1.6154
6.5410 4.0007
18.8546 6.7514
8.9680 3.2432
3.7475 1.7478
7.1163 2.8524
8.4087 2.7881
4.9315 1.1738
7.5602 4.2192
3.8695 1.0679
6.4609 2.9721
8.1422 2.7299
3.5219 1.8699
7.4141 2.8717
9.7760 1.2345
3.7382 2.2173
4.8820 3.3399
20.1675 6.3176
8.9805 2.4324
1.9713 0.7786
4.2847 0.9155
4.1921 0.7365

Based on the training data subset of approx. 47,000 documents, which only contains
ﬁve documents per layout type. The distinct words per label represent its vocabulary
size. The ratio of distinct words to all words (support) shows each label’s relative
vocabulary. Additionally, each label’s words have diﬀerent average lengths
(characters per word) and standard deviations.
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