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versidad Politécnica de Madrid a través de la beca UPM-Santander, sin cuya
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Sinopsis

El análisis estático de programas de lenguajes orientados a objetos, plantea

algunos desaf́ıos para los analizadores de terminación. Uno de estos retos es que

el análisis de terminación tradicionalmente requiere el uso de técnicas de análisis

global para demostrar que la ejecución de un método inicial finaliza para cualquier

valor de entrada. Para resolver este problema, es necesario probar la terminación

de todos los métodos invocados desde el método inicial durante su ejecución. La

escalabilidad es una desventaja importante del análisis global, especialmente en

el consumo de memoria, porque tiene que analizar una y otra vez todo el código,

incluso si hay una pequeña modificación. También requiere el código disponible

de todos los métodos llamados desde el método que se analiza.

Algunas técnicas desarrolladas para proporcionar un análisis de la termina-

ción modular de un programa Java, se presentan en un enfoque que permite un

alto nivel de escalabilidad, granularidad y reutilización para realizar análisis de

la terminación de código incompleto. Este enfoque es capaz de descomponer los

programas de gran tamaño en pequeñas partes y puede volver a utilizar los resul-

tados de análisis anteriores. También permite la reutilización y la escalabilidad

mediante el uso de aserciones, para almacenar los resultados de los análisis ob-

tenidos, analizando un método a la vez. Las aserciones generadas se aplican al

análisis de los métodos siguientes.

La mayoŕıa de los analizadores estáticos no llevan un registro de campos de

objetos, porque son insensibles a los campos. Este tipo de análisis produce re-

sultados demasiado imprecisos, mientras que sólo aplicar un análisis sensible a

los campos es computacionalmente intratable. Ha habido un interés significativo

en el desarrollo de técnicas que den lugar a un buen equilibrio entre la precisión

del análisis y su coste computacional asociado. Para resolver este problema, se

presenta una implementación de un análisis sensible a los campos realizado en

campos de objetos. Esta transformación se basa en un análisis sensible al contex-

to en el que un programa se divide en fragmentos, proporcionando una manera

segura de sustituir en cada fragmento un campo por una variable local. Tam-

bién utilizando una transformación polivariante se logra un buen equilibrio entre

precisión y eficiencia.



Los análisis modular y sensible a los campos fueron desarollados, implemen-

tados y verificados en el analizador de coste y terminación de código de byte

java (costa). Un analizador que recibe como entrada el código de byte java de

un método y obtiene información de terminación de su código para todos sus

posibles valores de entrada y sus métodos relacionados.

Con el fin de probar la aplicabilidad del enfoque de terminación modular se

ha aplicado a un paquete de librerias phoneME. Basadas en la implementación de

Java Micro Edition (Java ME), que corresponden a las libreŕıas utilizadas para

el desarrollo de aplicaciones móviles o MIDlets. También se han utilizado estas

librerias para la estimación de tiempo de ejecución de una aplicación móvil, antes

de ejecutarlo en un dispositivo móvil espećıfico.

Por último, otra aportación de esta Tesis es la implementación del interfaz

web del sistema costa, que permite a los usuarios probar el sistema sobre en

un conjunto de ejemplos representativos, y también permite subir sus propios

programas de código de byte.



Resumen∗

En las últimas dos décadas, una variedad de sofisticadas herramientas de análisis

de terminación se han desarrollado. Estos incluyen los analizadores para siste-

mas de reescritura de terminos [?], lógicos y los de lenguajes funcionales [?]. El

análisis de terminación [?, ?] puede considerarse como otro tipo de análisis de

uso de recursos, y también se ha estudiado en el contexto de varios lenguajes de

programación. Tradicionalmente, en el contexto de la programación declarativa

y, recientemente, para lenguajes imperativos y orientados a objetos (OO).

De hecho, existen analizadores de terminación para OO que son capaces de

probar terminación de aplicaciones de tamaño medio a través de un análisis global,

en el sentido de que se debe demostrar terminación para todo el código usado por

esas aplicaciones.

Sin embargo, el análisis global tiene desventajas importantes, tales como, su

alto consumo de memoria y su falta de eficiencia. Ya que a menudo algunas partes

del código tienen que ser analizadas una y otra vez, las librerias son un ejemplo

primordial de ello.

El análisis modular se ha estudiado en diferentes paradigmas desde la progra-

mación lógica [?, ?, ?] a la programación orientada a objetos [?, ?, ?]. La mayoŕıa

de los trabajos existentes que se centran en el análisis modular se aplican a los

análisis espećıficos con propiedades particulares o dominios abstractos.

Las herramientas de análisis de terminación se esfuerzan por encontrar prue-

bas de terminación para la mas amplia clase de programas (que terminen) como

sea posible. Aunque existen varias herramientas que son capaces de probar ter-

minación de programas no triviales, cuando se trata de aplicarlos a programas

∗Este resumen de la Tesis Doctoral, presentada en lengua inglesa para su defensa ante un

tribunal internacional, es preceptivo según la normativa de doctorado vigente en la Universidad

Politécnica de Madrid.
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realistas, todav́ıa hay una serie de problemas abiertos.

En [?] se identifican una serie de dificultades para resolverse con el fin de

tratar los campos numéricos en la terminación y se proponer algunas ideas para

un análisis ligero que es capaz de probar terminación de programas Java-like

secuenciales en presencia de campos numéricos.

Técnicas automatizadas para demostrar terminación se basan normalmente

en los análisis que mantienen un registro del tamaño de la información, tales co-

mo el valor de los datos numéricos o el tamaño de las estructuras de datos. En

particular, los análisis deben hacer un seguimiento de cómo (el tamaño de) los

datos involucrados en el bucle cambian a través de sus iteraciones. Esta informa-

ción se utiliza para especificar una ranking function para el bucle [?], que es una

función que disminuye estrictamente en cada iteración del bucle, lo que garantiza

que el bucle se ejecutará un número finito de veces.

Algunos análisis sensible a los campos se han desarrollado en los últimos

años ([?, ?]). Para asignar estructuras de datos en el heap, el path-length [?] es

un dominio abstracto que proporciona una aproximación segura de la longitud

de la referencia más larga alcanzable desde las variables de interés. Esto permite

probar terminación de los bucles que recorren las estructuras de datos aćıclicos

tales como listas enlazadas, árboles, etc.

Sin embargo, las técnicas propuestas en [?] para los campos numéricos no

son efectivos para los campos de referencia. Porque para el seguimiento de los

campos de referencia, replicar los accesos de campo por las variables locales,

presenta problemas de aliasing no deseado entre los campos y variables locales.

Por otro lado, el enfoque sensible al contexto que se presenta en [?] es capaz de

manejar los campos mediante una transformación polivariante.

Objetivos de la tesis

El objetivo principal del trabajo presentado en esta Tesis Doctoral ha sido el

desarrollo e implementación de una combinación de un análisis de terminación

modular y sensible a los campos. Se realizó la extensión del analizador costa

para aplicar exitosamente este enfoque a programas de gran tamaño que llaman

a otros métodos cuyo código no está disponible y que además contienen campos.

Uno objetivo es aprovechar el análisis modular para desarollar un análisis por
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separado: un fragmento de código (e.g. un método) es analizado cada vez, usando

información generada previamente y almacenada en aserciones, para fragmentos

de código relacionados si se requiere en análisis posteriores.

El análisis estático que considera el valor de los datos almacenados en el

heap es considerado tipicamente complejo y computacionalmente intratable en la

práctica. Por lo tanto, la mayoŕıa de los analizadores estáticos no mantienen un

registro de los campos, e.g., son analizadores insensibles a los campos.

Otro de los objetivos es un enfoque práctico que propone condiciones de loca-

lidad para convertir los campos de objetos en variables locales. De esta manera,

el análisis insensible a los campos sobre el programa transformado puede infe-

rir información sobre los campos originales. La noción de la localidad propuesta

para este enfoque es sensible al contexto y se puede aplicar tanto a los campos

numéricos como a los de referencia. Se propone una transformación polivarian-

te para convertir los campos de objetos, que cumplan la condición de localidad,

en variables y es capaz de generar múltiples versiones de código, esto conlleva a

incrementar la cantidad de campos que cumplan las condiciones de localidad.

Se realizaron algunos experimentos con la finalidad de probar la aplicabili-

dad, precisión y eficacia de las nuevas técnicas desarrolladas para llevar a cabo

un análisis modular y sensible a los campos, en librerias phoneME (un proyecto

de código abierto bajo Java Micro Edition (Java ME)) y Java Standard Edi-

tion(Java SE), respectivamente. Porque como es bien sabido, no es sencillo tratar

con librerias en términos de análisis estático, ya que tienen algunas caracteŕısti-

cas particulares, tales como el amplio conjunto de clases y su diseño centrado en

escalabilidad, entre otros.

Durante el proceso de desarrollo e implementación de los principales objetivos

mencionados anteriormente, algunos otros objetivos intermedios se llevaron a ca-

bo, tales como un caso de estudio para la estimación de tiempos de ejecución de

las aplicaciones móviles y la creación de la interfaz web de costa para analizar

código de Java SE y Java ME.

Estructura del trabajo

La Tesis se estructura en cinco partes. A continuación se describe cada una de

ellas.
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Parte I. Conceptos Fundamentales

Con el objetivo de hacer que esta Tesis sea auto-contenida, en esta parte brin-

damos un breve resumen de la conocimientos básicos de la herramienta y termi-

noloǵıa utilizados. Esta Parte de la tesis tiene dos capitulos. En el Caṕıtulo 2 se

presenta la herramienta utilizada para el desarrollo, implementación y prueba de

los enfoques presentados en esta Tesis. La herramienta presentada es costa, un

analizador de coste y terminación para código de byte java y los desaf́ıos acerca

de sus análisis realizados. Cada análisis se explica para proporcionar una ideas

mas clara del funcionamiento del analizador. El Caṕıtulo 3 contiene información

acerca de cómo costa realiza el análisis de terminación.

Parte II. Análisis Modular

En esta parte se muestra el enfoque del análisis modular desarrollado e imple-

mentado en costa. Este enfoque es una aportación de esta Tesis, se describe en

detalle y se introducen los conceptos de aserciones, contratos. También en esta

parte se presenta la extensión hecha en costa, para poder realizar un análisis

modular y los resultados obtenidos en los experimentos realizados.

Parte III. Análisis Sensible a los Campos

Otra contribución principal de esta Tesis se presenta en esta parte, el enfoque

sensible a los campos para la utilización de campos, independientemente si son

numéricos o de referencia. Este es un enfoque novedoso en los programas orien-

tados a objetos que se encarga de los campos de una manera consistente. Se

describen las dos fases de este enfoque y la transformación polivariante utilizada.

Parte IV. Caso de Estudio

Este caso de estudio muestra la implementación para la estimación de tiempos

de ejecución de las aplicaciones móviles. Basada en una estrategia que consta de

tres fases para mejorar la calibración, el profiling y la estimación de los métodos

API llamados desde un MIDlet.
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Parte V. COSTA y sus Interfaces de Usuario

Cada uno de los dominios del analizador costa se explican en esta parte, sus

funcionalidades y el rendimiento obtenido en cada paso del análisis. También se

explica en detalle una aportación de esta Tesis, la interfaz web implementada

para permitir a los usuarios utilizar costa desde la web.

Apéndice

Los conceptos de Java ME, que se utilizan en el caso de estudio en la Parte IV se

describen en este Apéndice. Estos conceptos son la configuración CLDC, el perfil

MIDP y J2ME Wireless Toolkit proporcionado por Sun, que es una herramienta

para el desarrollo de aplicaciones inalámbricas.

Contribuciones

Algunas de las contribuciones de la Tesis han sido publicados y presentados en

foros nacionales e internacionales. También se han realizado en colaboración con

otros investigadores, además del director de Tesis, como se menciona expĺıcita-

mente a continuación.

• La mayoŕıa de los analizadores estáticos son insensibles a los campos, por-

que no mantienen el valor de los campos de objetos almacenados en el heap.

Este enfoque propone establecer condiciones de localidad para convertir los

campos en variables locales. Esto además de obtener información acerca

de los campos originales, también se puede aplicar a los campos numéricos

y de referencia. A través de una transformación polivariante. Además de

convertir los campos de objetos, que cumplan las condiciones de localidad,

en variables locales, también genera múltiples versiones de código. Esto au-

menta la cantidad de campos que cumplen con las condiciones de localidad.

Esta contribución se presentó en [?] Symposium of Static Analysis (SAS

2010), conjuntamente con Elvira Albert, Puri Arenas y Samir Genaim.

• El marco de análisis modular es una extensión de costa aplicado a las

librerias phoneME, que son un subconjunto de código abierto de Java ME.

Este esquema de análisis modular almacena la información mediante el uso
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de aserciones o contratos que permite la posibilidad de reutilizar los re-

sultados de análisis previos obtenidos para otros métodos de librerias. El

manejo de librerias en el análisis y verificación de aplicaciones reales, es

conocido por ser uno de los problemas abiertos más relevantes. Los resulta-

dos experimentales muestran que nuestra propuesta reduce drásticamente

la cantidad de código que debe ser cargado en cada análisis y permite probar

la terminación de un buen número de métodos para que el análisis global es

inviable. Fue publicado conjuntamente con Jesús Correas en 7th Internatio-

nal Workshop on Formal Aspects of Component Software (FACS 2010) [?].

Una version mejorada de éste art́ıculo será publicada en Lecture Notes in

Computer Science de Formal Aspects of Computer Software (FACS 2010),

[?] también en co-autoŕıa con Jesús Correas. En este trabajo el análisis

modular de las librerias phoneME, ha sido extendido para aplicar análisis

sensible a los campos, para el código que usa campos. Los resultados pre-

sentados muestran que la eficiencia del análisis de terminación basado en

el análisis modular y sensible a los campos se incrementa con respecto de

aplicar solamente análisis no modular.

• El desarrollo y la implementación de la interfaz web de costa permite a los

usuarios probar el sistema, proporcionando programas de código de bytes

ya sea en archivos jar o archivos de clases o elegiendo entre una serie de

ejemplos. También brinda la posibilidad de analizar con todas las opciones

disponibles para el análisis o con perfiles predefinidos que van desde un

análisis más preciso a un análisis menos preciso. Este trabajo dió lugar a

dos art́ıculos, uno ha sido presentado en European Conference on Object-

Oriented Programming (ECOOP 2008) [?] y otro en Workshop of Resource

Analysis (2008) [?]. En ambos se ha trabajado conjuntamente con Elvira

Albert, Puri Arenas, Genaim Samir y Damiano Zanardini. Todas las fun-

cionalidades del analizador costa, aśı como el nuevo análisis de clase del

ciclo de vida aplicado a aplicaciones Java ME (MIDlets), se presentaron

en Spanish Conference on Programming and Computer Languages (PRO-

LE 2009) [?], en coautoŕıa con Elvira Albert, Puri Arenas, Genaim Samir,

Miguel Gómez Zamalloa, Guillermo Román y Damiano Zanardini. En este

trabajo se describe la interfaz web de costa, aśı como su ĺınea de coman-

dos y su interfaz de Eclipse, junto con algunos ejemplos y los resultados
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obtenidos de los dominios disponibles en el analizador.

• Un trabajo de investigación para medir el tiempo de ejecución de una apli-

cación Java ME a través de un método de profiling probado en un teléfono

móvil Nokia 6234. Este enfoque revela algunos resultados interesantes, co-

mo la obtenció de un ĺımite de cota superior para el tiempo de ejecución

de un MIDlet antes de ser ejecutado. A través del profiling, calibración y el

proceso de estimación para un conjunto significativo de MIDlets. A pesar

de que este enfoque ha sido probado en un teléfono móvil espećıfico, ayuda

a la investigación sobre la misma tecnoloǵıa. La medición del tiempo de

ejecución de métodos de las APIs dentro del método que se corresponde

con el estado activo de un MIDlet, nos damos cuenta de la complejidad de

las APIs y que presenta el desaf́ıo de tener en cuenta el resto de los métodos

involucrados en el ciclo de vida del MIDlet.
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Abstract

Static program analysis of object-oriented languages poses some challenges for

termination analyzers. One of these challenges is that termination analysis tradi-

tionally requires the use of global analysis techniques to prove that the execution

of an entry method terminates for any input value. In order to solve this prob-

lem, it is necessary to prove termination for all methods invoked from the entry

method during its execution. Scalability is an important disadvantage of global

analysis, especially in memory consumption, because it needs to analyze over

and over again the whole code even if there is a small part modified. It also

requires to have the code available, of all methods reachable from the method

being analyzed.

Some techniques developed to provide a modular termination analysis of a

Java program, are presented in an approach that allows a high level of scalability,

granularity and reusability to perform termination analysis of incomplete code.

This approach is able to decompose large programs into small parts and can reuse

previous analysis results. Also it allows reusability and scalability through the

use of assertions, to store the analysis results obtained by analyzing a method at

a time. Then the assertions generated are applied to the analysis of subsequent

methods.

Most static analyzers do not keep track of object fields, because they are

field-insensitive. This type of analysis produces too imprecise results whereas

applying only field-sensitive analysis is computationally intractable. There has

been significant interest in developing techniques that result in a good balance

between the accuracy of analysis and its associated computational cost. To solve

this challenge, an implementation of field-sensitive analysis performed on object

fields is presented. This transformation is based on a context-sensitive analysis



that splits a program into fragments, to provide a safe way to replace an object

field by a local variable in each fragment. Also using a polyvariant transformation

achieves, a very good balance between accuracy and efficiency.

The modular and field-sensitive termination analyses were developed, imple-

mented and tested in a COSt and Termination Analyzer of java bytecode (costa).

An analyzer that receives as entry a method signature and infers termination for

all possible input values of its code and related methods.

In order to test the applicability of the modular termination framework it has

been applied to phoneME core libraries. Based on the implementation of Java

Micro Edition (Java ME), that corresponds to the libraries used for developing

mobile applications or MIDlets. Also these libraries have been used for estimating

execution time of a mobile application, before running it in a specific mobile

device.

Finally, another contribution of this thesis is the availability of the costa

system through a web interface, to allow users try out the system on a set of

representative examples, and also to upload their own bytecode programs.
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Chapter 1

Introduction

In the last two decades, a variety of sophisticated termination analysis tools have

been developed, primarily for less-widely used programming languages. These

include analyzers for term rewrite systems [?], logic and functional languages [?].

Termination analysis [?, ?] can be regarded as another kind of resource usage

analysis, and it also has been studied in the context of several programming

languages. Traditionally in the context of declarative programming and, recently

for imperative and Object Oriented (OO) languages.

In fact, there exist termination analyzers for OO which are capable of prov-

ing termination of medium size applications by means of global analysis, in the

sense that all the code used by such applications has to be proved terminating.

However, global analysis has important weaknesses such as, its high memory re-

quirements and its lack of efficiency. Since often some parts of the code have to

be analyzed over and over again, libraries being a paramount example of this.

Modular analysis has been studied in different paradigms from logic program-

ming [?, ?, ?] to object-oriented programming [?, ?, ?]. Most of existing works

that focus on modular analysis are applied to specific analyses with particular

properties or abstract domains.

Termination analysis tools strive to find proofs of termination for as wide a

class of (terminating) programs as possible. Though several tools exist which are

able to prove termination of non-trivial programs, when one tries to apply them

to realistic programs, there are still a number of open problems.

In [?] a series of difficulties are identified to be solved in order to deal with

numeric fields in termination and propose some ideas towards a lightweight anal-
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ysis which is able to prove termination of sequential Java-like programs in the

presence of numeric fields.

Automated techniques for proving termination are typically based on analyses

which track size information, such as the value of numeric data or array indexes,

or the size of data structures. In particular, analyses should keep track of how

the (size of the) data involved in loop guards changes when the loop goes through

its iterations. This information is used for specifying a ranking function for the

loop [?], which is a function which strictly decreases on a well-founded domain at

each iteration of the loop, thus guaranteeing that the loop will be executed a finite

number of times. Some field-sensitive values analyses have been developed over

the last years ([?, ?]). For heap allocated data structures, path-length [?] is an

abstract domain which provides a safe approximation of the length of the longest

reference chain reachable from the variables of interest. This allows proving

termination of loops which traverse acyclic data structures such as linked lists,

trees, etc.

However the techniques proposed in [?] for numeric fields are not effective for

reference fields. Because for tracking reference fields, replicating the field accesses

by local variables, introduces undesired aliasing problems between the fields and

local variables. On the other hand, the context-sensitive approach presented in [?]

is able to handle object fields using a polyvariant transformation.

1.1 Thesis objectives

The final objective of the work presented in this thesis is the development and

implementation of a combination between a modular and field-sensitive termi-

nation analysis. The extension of costa analyzer was performed to successfully

apply this framework to large size programs that call to other methods which

code is not available and also contain object fields.

One objective is to take advantage of modular analysis to perform separate

analysis: a piece of code (i.e., a method) is analyzed at a time using information

previously generated, stored in assertions, for related pieces of code if needed

in subsequent analyses. Static analysis which takes into account the value of

data stored in the heap is typically considered complex and computationally

intractable in practice. Thus, most static analyzers do not keep track of object

2



fields (or fields for short), i.e., they are field-insensitive.

Another objective is a practical approach that proposes locality conditions

for soundly converting fields into local variables. This way, field-insensitive anal-

ysis over the transformed program can infer information on the original fields.

The notion of locality proposed for this approach is context-sensitive and can

be applied both to numeric and reference fields. A polyvariant transformation

is proposed to convert object fields, meeting the locality condition into variables

and is able to generate multiple versions of code, when this leads to increasing

the amount of fields which satisfy the locality conditions.

In order to test the applicability, accuracy and efficiency of novel techniques

developed to perform a modular and field-sensitive analysis, some experiments

were performed on phoneME (an open-source project under Java Micro Edition)

and Java Standard Edition libraries, respectively. Because as it is well-known,

it is not straightforward to deal with libraries in terms of static analysis, since

they have some particular features such as the large set of classes and its design

focused on extensibility, among others.

During the process of development and implementation of the main objec-

tives mention above, some other intermediate objective were performed, such like

a study case for estimating runtime execution of mobile applications and the

creation of the web interface of costa to analyze Java SE and Java ME code.

1.2 Structure of the Work

This thesis contains five parts. Each of these parts is detailed below.

Part I. Background

We start by providing some basic knowledge of the tool and terminology

used, in order to make this thesis self-contained as possible. This part of the

thesis has two chapters. The tool used to develop, implement and test most

of the approaches described in this thesis, is presented in Chapter 2. The

tool presented is costa, an analyzer for java bytecode and the challenges

about the analysis performed. Each part of the analysis is explained to

provide a better idea about it. Chapter 3 contains information that shows

how costa provides termination analysis.
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Part II. Modular Analysis

In this part is shown the modular analysis approach developed and imple-

mented in costa. This framework is one main contribution of this thesis,

it is described in detail and introduces the concepts of assertions, contracts.

Also in this part is presented the extension made in costa, for being able

to perform a modular analysis and the experiments results obtained.

Part III. Field-Sensitive Analysis

Another main contribution of this thesis is presented in this part, the field-

sensitive approach to deal with the use of object fields, regardless of whether

they are numeric or reference fields. This is a novel approach in the object-

oriented programs that handles object fields in a consistent way. In here

are described the two phases of this framework and the polyvariant trans-

formation used.

Part IV. Case Study

This case study shows the implementation for runtime estimation of mobile

applications. Based on a strategy that consist of three phases to improve

calibration, profiling and estimation of the API methods called from a MI-

Dlet.

Part V. COSTA an its User Interfaces

Each domain of the costa analyzer is explained in this part, its functional-

ities and the output obtained at each step of the analysis. Also is explained

in detail one contribution of this thesis, the web interface implemented to

allow the users to try out the costa analyzer.

Appendix

The concepts of Java ME, which are used in the case study implemented in

Part IV are described in Appendix A. These concepts are CLDC configu-

ration, MIDP profile and J2ME Wireless Toolkit provided by Sun that is a

state-of-the-art toolbox for developing wireless applications.
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1.3 Contributions

Some of these thesis contributions have been published and presented in national

and international forums. Also have been made in collaboration with other re-

searchers in addition to the thesis director, as it is explicitly mentioned below.

• Most static analyzers are field-insensitive, because do not keep the value of

the object fields store in the heap. The approach taken in this thesis pro-

poses to establish locality conditions to convert fields into local variables.

This not only obtains information about the original fields, but it can also

be applied to numeric and reference fields. Then a polyvariant transforma-

tion is performed. Besides converting object fields that fulfill the locality

conditions into local variables, it also generates multiple versions of code

when this leads to increasing the amount of fields which satisfy the local-

ity conditions. This contribution was presented in [?] at the Symposium

of Static Analysis (SAS 2010) and co-authored with Elvira Albert, Puri

Arenas and Samir Genaim.

• The modular analysis framework is applied to the phoneME libraries, an

open-source subset of Java ME and it is an extension of costa. This frame-

work stores analysis information through the use of assertions or contracts

that allows the possibility of reusing the previous analysis results obtained

for other library methods. Handling libraries is known to be one of the most

relevant open problems in analysis and verification of real-life applications.

The experimental results show that our proposal dramatically reduces the

amount of code which needs to be handled in each analysis and it allows

proving termination of a good number of methods for which global analysis

is unfeasible. It was presented in 7th International Workshop on Formal As-

pects of Component Software (FACS 2010) [?] and co-authored with Jesús

Correas. An improved version of this paper is to be published in Lecture

Notes in Computer Science of Formal Aspects of Computer Software (FACS

2010), [?] also co-authored with Jesús Correas. In this work the modu-

lar analysis of the phoneME libraries, have been extended to use a field-

sensitive analysis for code that use fields. The results presented show that

the efficiency of termination analysis based on modular and field-sensitive

analysis is increased with respect to apply only non-modular analysis.
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• The development and implementation of the web interface of costa allows

users to try out the system providing bytecode programs in jar files or

class files or select from a set of examples. It also brings the possibility to

analyze using all the options available for the analysis or predefined profiles

that goes from more precise analysis to less accurate analysis. A paper of

this work has been presented in European Conference on Object-Oriented

Programming (ECOOP 2008) [?] and in Workshop of Resource Analysis

2008 [?] and co-authored with Elvira Albert, Puri Arenas, Samir Genaim

and Damiano Zanardini. All the functionalities of costa analyzer, such as

the new class analysis of Java ME applications (MIDlets) applied to their life

cycle were presented at Spanish Conference on Programming and Computer

Languages (PROLE 2009) [?], co-authored with Elvira Albert, Puri Arenas,

Samir Genaim, Miguel Gómez-Zamalloa, Guillermo Román and Damiano

Zanardini. In this work was described the costa web interface, as well as

its command-line and Eclipse interface, together with some examples of the

domains available in the analyzer and the results obtained.

• A research work to measure execution time of a Java ME application

through a profiling method tested on a mobile phone Nokia 6234. This

approach reveals some interesting results, like to know an upper bound

for execution time a MIDlet before being executed. Through the profiling,

calibration and estimation process for a significant set of MIDlets. Even

though this approach was tested in a specific mobile phone, it helps to

further research on the same technology. Measuring the execution time of

API methods inside the method that corresponds to the active state of a

MIDlet, we realize that the complexity of the APIs, presents the challenge

of taking into account the rest of methods involved in the life-cycle of the

MIDlet.
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Chapter 2

COSt and Termination Analysis

2.1 Introduction

Termination analysis tries to prove that a program cannot infinitely run by con-

sidering its iterative and recursive structures and by proving that the number

of times they can be executed in a program run is bounded. Putting cost and

termination analysis together in the same tool makes sense because of the tight

relation between them: proving termination implies that the amount of resources

used at runtime is finite. In practical terms, cost and termination analyses share

most of the system machinery, as they need to consider and infer roughly the

same information about the program.

costa (see [?] and its references) is a cost [?] and termination [?] analyzer

for Java bytecode. This analyzer receives as input the signature of the method m

whose termination (or cost) we want to infer with respect to some cost measure.

Method m is assumed to be available in the classpath or default Java run-time

environment (jre for short) libraries, together with all other methods and classes

transitively invoked by m. Since there can be many more classes and methods

in the classpath and jre than those reachable from m, a first step during analysis

consists in identifying a set M of methods which includes all methods reachable

from m. This phase is sometimes referred to as program extraction or application

extraction. Then, costa performs a global analysis since, not only m, but all

methods in the program M are analyzed.

The overall architecture of costa is described and graphically represented
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Figure 2.1: Architecture of costa

in Figure 2.1 as in [?]. The analysis consists of a number of steps: (1) the

Control Flow Graph of the program is computed, and afterwards (2) the program

is transformed into a Rule-Based Representation which facilitates the subsequent

steps of the analysis without losing information about the resource consumption;

(3) size analysis and abstract compilation are used to generate size relations which

describe how the size of data changes during program execution; (4) the chosen

cost model is applied to each instruction in order to obtain an expression which

represents its cost; (5) finally, a cost relation system is obtained by joining the

information gathered in the previous steps. The steps (1) and (2) are described

in detail in this section, and (3), (4) and (5) are explained in Chapter 3.

Input and output of the system are depicted on the left: costa takes the

Java bytecode JBC of all classes in the classpath and jre plus the signature of

a method and a description of the Cost Model, and yields as output information

about termination, indicated by Terminates (the analyzer has proved that the

program terminates for all valid inputs) or Unknown (otherwise).

Each drashed frame contains rounded boxes (e.g. build Control Flow Graph)

indicate the main steps of the analysis process and/or square boxes (e.g. Class

Analysis), which are connected to the main steps, to denote auxiliary analyses

which allow obtaining more precise results. The output of drashed frames (e.g.

CFG) represent what the system produces at each intermediate stage of the anal-

ysis. During the first phase, depicted in the upper half of the figure, the incoming
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JBC is transformed into a Rule-Based Representation (RBR), through the con-

struction of the Control Flow Graph (CFG). The purpose of this transformation

is twofold:

(1) to represent the unstructured control flow of the bytecode into a procedural

form (e.g., goto statements are transformed into recursion); and

(2) to have a uniform treatment of variables (e.g., operand stack cells are rep-

resented as local variables).

Several optimizations are performed on the rule-based representation to enable

more efficient and accurate subsequent analyses: in particular, class analysis is

used to approximate the method instances which can be actually called at a given

program point in case of virtual invocation; loop extraction makes it possible to

effectively deal with nested loops by extracting loop-like constructs from the

control flow graph; stack variables elimination, constant propagation and static

single assignment make the rest of the analyses simpler, more efficient and precise.

In the second phase (in Chapter 3), costa performs cost and termination

analysis on the RBR. Abstract compilation, which is helped by auxiliary static

analyses, prepares the input to Size Analysis. These are Sign and Nullity analy-

ses that help in removing some unreachable branches (e.g., exceptional branches

known not to be thrown) from the RBR. Another auxiliary analysis is the Heap

Analysis which infers properties such as non-cyclicity and non-sharing for data

in the heap; is used by subsequent analyses. These analyses obtain relevant in-

formation taken as entry by the Size Analysis which infers the relations between

execution states. Afterwards, costa sets up a Cost Relation System (CRS) for

the selected cost model. Finally the Practical Upper Bounds Solver (PUBS ) per-

forms the actual termination analysis using techniques based on binary unfolding

and ranking functions.

2.2 Object-Oriented Bytecode

In order to simplify the description of the analysis performed by costa, a simple

object-oriented bytecode language is presented in this section based on [?], which

roughly corresponds to a representative subset of sequential Java bytecode, refer
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to it as simple bytecode. For short, unless it is explicitly mentioned as Java

bytecode, all references to bytecode in the rest of the chapter correspond to this

simple bytecode. Simple bytecode is able to handle integers and object creation

and manipulation. For simplicity, simple bytecode does not include advanced

features of Java bytecode, such as exceptions, interfaces, static methods and

fields, access control (e.g., the use of public, protected and private modifiers) and

primitive types besides integers and references. Anyway, such features can be

easily handled as done in the implementation of the costa system.

A bytecode program consists of a set of classes Cs, partially ordered with

respect to the subclass relation. Each class class ∈ Cs contains information

about the class it extends, and the fields and methods it declares. Subclasses

inherit all the fields and methods of the class they extend. Each method comes

with a signature m which consists of the class where it is defined, its name and its

type arguments. For simplicity, all methods are supposed to return a value. There

cannot be two methods with the same signature. The bytecode associated to a

method m is a sequence 〈b1, . . . , bn〉 where each bi is a bytecode instruction. Local

variables of a k-ary method are denoted by 〈l0, . . . , ln〉 with n ≥ k−1. In contrast

to Java source, in bytecode the this reference of instance (i.e., non-static) methods

is passed explicitly as the first argument of the method, i.e., l0 and 〈l1, . . . , lk〉

correspond to the k formal parameters, and the remaining 〈lk+1, . . . , ln〉 are the

local variables declared in the method. For static k-ary methods 〈l0, . . . , lk−1〉 are

used for the formal parameters and 〈lk, . . . , ln〉 for the local variables declared in

the method. Similarly, each field f has a unique signature which consists of the

class where it is declared, its name and its type . A class cannot declare two fields

with the same name. The following instructions are included:

bcInstr ::= load i | store i | push n | pop | dup | add | sub | div

| iflt j | ifgt j | ifleq j | ifeq j | ifneq j | ifnull j | goto j

| new c | getfield f | putfield f

| newarray d | aload | astore | arraylength

| invokevirtual m | invokenonvirtual m | return

Similarly to Java bytecode, simple bytecode is a stack-based language. The

instructions in the first row manipulate the operand stack. The second row con-

tains jump instructions. Instructions in the third row manipulate objects and

their fields, while the fourth row works on arrays. The last row contains instruc-
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class A{

int incr(int i){

return i+1;}};

class B extends A{

int incr(int i){

return i+2;}};

class C extends A{

int incr(int i){

return i+3;}};

class Incr {

int add(int n, A o){

int res=0;

int i=0;

while (i<=n){

res=res+i;

i=o.incr(i);}

return res;}};

bcAincr =



















0: iload 1

1: iconst 1

2: iadd

3: ireturn

bcBincr =



















0: iload 1

1: iconst 2

2: iadd

3: ireturn

bcCincr =



















0: iload 1

1: iconst 3

2: iadd

3: ireturn

bcIncradd =



































































































































































0: iconst 0

1: istore 3

2: iconst 0

3: istore 4

4: iload 4

5: iload 1

6: if icmpgt 16

7: iload 3

8: iload 4

9: iadd

10: istore 3

11: aload 2

12: iload 4

13: invokevirtual

A.incr:(I)I

14: istore 4

15: goto 4

16: iload 3

17: ireturn

Figure 2.2: An example of Java source and bytecode

tions dealing with method invocation. As regards notation, i is an integer which

corresponds to a local variable index, n is an integer or null, j is an integer which

corresponds to an index in the bytecode sequence, class ∈ Cs, m is a method

signature, and f is a field signature.

We assume an operational semantics which is a subset of the JVM specifica-

tion [?]. The execution environment of a bytecode program consists of a heap h

and a stack A of activation records. Each activation record contains a program

counter, a local operand stack, and local variables. The heap contains all ob-

jects and arrays allocated during the execution of the program. Each method

invocation generates a new activation record according to its signature. Different

activation records do not share information, but may contain references to the

same objects in the heap.

Example 2.2.1. Figure 2.2 depicts the corresponding bytecode of each class in the

Java source. The execution of the method add(n, o) in the program computes:
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∑n
i=0 i if o is an instance of A;

∑[n/2]
i=0 2i if o is an instance of B; and

∑[n/3]
i=0 = 03i

if o is an instance of C. As it is shown in bcIncradd at instruction 13 in the bytecode

of class Incr, because the object o can be of any of classes A, B or C. The while

loop in class Incr iterates a number of times depending on the runtime type of o.

2.3 Generating Rule-Based Representation

In this section is presented how costa transforms the bytecode of a method

into Control Flow Graphs (CFGs) by using techniques from compiler theory. In

order to produce a Rule-Based Representation (RBR) as in [?], which describes

its resource consumption. As regards Virtual invocation, computing a precise

approximation of the methods which can be executed at a given program point

is not trivial. As customary in the analysis of OO languages, costa uses class

analysis [?] (or points-to analysis) in order to precisely approximate this infor-

mation.

2.3.1 Control Flow Graph

The first step for generating the rule-based representation of the bytecode is to

build its control flow graph (CFG). A class analysis is applied to the bytecode in

order to approximate the possible runtime classes at each program point. This

information is used to resolve virtual invocations. Methods which can be called

at runtime are loaded, and their corresponding CFGs are constructed. Class

analysis is applied to their body to include possibly more classes, and the process

continues iteratively. Once a fixpoint is reached, it is guaranteed that all reachable

methods have been loaded, and the corresponding CFGs have been generated.

For this, it is essential to perform class analysis which allows statically obtaining

a safe approximation of the set of classes which an object variable may belong to

at runtime. Consider, for example, the object o in Figure 2.2, and suppose class

analysis determines that a set Cs contains all classes to which o may belong at

a given program point which contains a call of the form o.incr(i). Then, such

call is translated into a set of calls o.incrclass, one for every class class ∈ Cs

where incr is defined. This is obtained by adding new dispatch blocks, containing

calls invoke(class.incr) to each implementation of incr. Access to such blocks is
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guarded by mutually exclusive conditions on the runtime class of o.

As regards exceptions, costa handles internal exceptions (i.e., those asso-

ciated to bytecodes as stated in the JVM specification), exceptions which are

thrown (bytecode athrow) and possibly propagated back in methods, as well as

finally clauses. Exceptions are handled by adding edges to the corresponding

handlers. costa provides the options of ignoring only internal exceptions, all

possible exceptions or considering them all.

The control flow graph of a program allows statically considering all possi-

ble paths which might be taken at runtime, which is essential information for

studying its cost. Unlike structured languages such as Java, bytecode features

unstructured control flow, due to conditional and unconditional jumps. Reason-

ing about unstructured programs is more complicated for both human-made and

automatic analysis. Moreover, the control flow is made even more difficult to

deal with by virtual method invocation and the need to handle exceptions. Each

node of a control flow graph contains a (maximal) sequence of non-branching

instructions, which are guaranteed to be executed sequentially. This amounts to

saying that execution always starts at the beginning of the sequence, and the in-

structions in the sequence are executed one after the other until the end, without

executing any other piece of code in the meanwhile.

The CFG can be built using standard techniques [?], suitably extended in

order to deal with virtual method invocation. As it has been already seen, class

analysis reduces the number of methods that can be invoked by a virtual invoca-

tion. However that analysis will often produce a list of methods. The CFG must

include all of them as dispatch blocks.

Example 2.3.1. Figure 2.3 shows the CFG of method add in the running ex-

ample from Figure 2.2. Conditional and unconditional jumps of bytecode ad-

dresses 6 and 15 are represented by arrows from blocks 1 and 8, respectively.

In particular, the successor of 6: if icmpgt 16 can be either the instruction

at address 7 or 16. This is expressed in the CFG, by means of two arcs

from Block 1, one to Block 2 and another one to Block 3, and by adding the

guards icmpgt and icmple to Block 2 and Block 3, respectively. The invocation

13: invokevirtual A.incr:(I)I is split into 3 possible runtime scenarios de-

scribed in blocks Block 4, Block 5 and Block 6. Depending on the type of the

object o (the second stack element from top, denoted s(top(1)) in the guards),
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RETURN

ret

   instanceof(s(top(1)),B)

       13: invoke(B.incr)

Block 4 o.incr(i);

   instanceof(s(top(1))A)

      13: invoke(A.incr)

Block 5 o.incr(i);

   instanceof(s(top(1)),C)

      13: invoke(C.incr)

Block 6 o.incr(i);

    instanceof(s(top(1))NULL)

   throw NullPointerException

Block 7

EXCEPTION

Block exc

Block 0

  0: iconst_0
  1: istore_3
  2: iconst_0 
  3: istore 4 

int res = 0;
int i = 0;

    guard(icmple)

    7: iload_3 
    8: iload 4 
    9: iadd 
  10: istore_3 
  11: aload_2 
  12: iload 4 
  invokevirtual(A.incr)   

Block 3 res = res + i;

   4: iload 4 
   5: iload_1 
   6: if _icmpgt 16

Block 1

i > n

i < = n

   guard(icmpgt)

    16: iload 3 
    17: ireturn  

Block 2

return res;
14: istore 4
15: goto 4

i = o.incr(i);

Block 8

Figure 2.3: The control flow graph of the running example

only one of these blocks will be executed and hence one of the definitions for incr

will be invoked. The exception behavior when o is a NULL object is described in

blocks Block 7 and Block exc.

2.3.2 Rule-Based Representation

Given a method m and its CFGs, a RBR for m is obtained by producing, for

each basic block mj in its CFGs, a rule which:

(1) contains the set of bytecode instructions within the basic block;

(2) if there is a method invocation within the instructions, includes a call to

the corresponding rule; and

(3) at the end, contains a call to a continuation rule mc
j which includes mutually

exclusive rules to cover all possible continuations from the block.

Simple rule-based imperative language [?] which is similar in nature to other

representations of bytecode [?, ?]. A rule-based program consists of a set of

procedures and a set of classes. A procedure p with k input arguments x̄ =
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x1, . . . , xk and m output arguments ȳ = y1, . . . , ym is defined by one or more

guarded rules. Rules adhere to this grammar:

rule ::= p(〈x̄〉, 〈ȳ〉) ← g, b1, . . . , bn

g ::= true | exp1 op exp2 | type(x, C)

b ::= x:=exp | x :=new C |x :=y .f | x .f :=y | q(〈x̄ 〉, 〈ȳ〉)

exp ::= null | aexp

aexp ::= x | n | aexp−aexp | aexp+aexp | aexp∗aexp | aexp/aexp

op ::= > | < | ≤ | ≥ | = | 6=

where p(〈x̄〉, 〈ȳ〉) is the head of the rule; g its guard, which specifies conditions

for the rule to be applicable; b1, . . . , bn the body of the rule; n an integer; x

and y variables; f a field name, and q(〈x̄〉, 〈ȳ〉) a procedure call by value. The

language supports class definition and includes instructions for object creation,

field manipulation, and type comparison through the instruction type(x,C), which

succeeds if the runtime class of x is exactly C. A class C is a finite set of typed

field names, where the type can be integer or a class name. The key features of

this language which facilitate the formalization of the analysis are: (1) recursion

is the only iterative mechanism, (2) guards are the only form of conditional, (3)

there is no operand stack, (4) objects can be regarded as records, and the behavior

induced by dynamic dispatch in the original bytecode program is compiled into

dispatch rules guarded by a type check and (5) rules may have multiple output

parameters which is useful for our transformation.

These design choices help to make the generation of cost relation systems

feasible, and consistent with the program structure. The rule-based representa-

tion of a program consists of a set of (global) procedures, one for each node in

the CFG. Each procedure consists of one or more rules. A rule for a procedure

p with k input arguments x̄ and a (single) output argument y takes the form

p(x̄, y) ← g, body where p(x̄, y) is the head, g is a guard expressing a boolean

condition, and body is (a suitable representation of) the instructions which are

contained in the node.

A guard can be either true, any linear condition about the value of variables

(e.g., x+ y > 10), or a type check type(x,C). Every (non-branching) instruction

in the body is represented in a more readable (and closer to source code) syntax

than the original bytecode (Figure 2.4). E.g., the instruction load i which loads

the i-th local variable li into a new topmost stack variable st+1 is written as
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bj dec(bj)

load i st+1:=li

store i li:=st

push n st+1:=n

pop nop(pop)

dup st+1:=st

add st−1:=st−1 + st

sub st−1:=st−1 − st

lt st−1 < st

gt st−1 > st

eq st−1 = st

null st = null

¬ lt st−1 ≥ st

¬ gt st−1 ≤ st

bj dec(bj)

¬ eq st−1 6= st

¬ null st 6= null

type(n, c) type(st−n, c)

new c st+1:=new c

getfield f st:=st.f

putfield f st−1.f :=st

newarrayc st:=newarray(c, st)

aload st−1:=st−1[st]

astore st−2[st−1]:=st

arraylength st:=arraylength(st)

invoke m m(st−n, . . . , st, st−n)

return out :=st

nop(b) nop(b)

Figure 2.4: Compiling bytecode instructions (as they appear in the CFG) to rule-

based instructions (t stands for the height of the stack before the instruction).

st+1:=li (remember that variables named sk originate from the k-th position in

the stack but they are actually local variables in the RBR). Moreover, add is

translated to st−1:=st−1 + st, where t is the current height of the stack in the

original program, and putfield f is turned into st.f :=st. As in the control flow

graph, branching instructions such as jumps and calls (which have become edges

in the CFG, but may still be relevant to the resource consumption) are wrapped

into a nop( ) construct, meaning that they are not executed in the RBR, but will

be taken into account in the following steps of the analysis.

RBR programs are restricted to strict determinism, i.e., the guards for all rules

for the same procedure are pairwise mutually exclusive, and the disjunction of all

such guards is always true. A CFG can be translated into a rule-based program

by building a rule for every node of the graph, which executes its sequential

bytecode, and calls the rules corresponding to its successors in the CFG.
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(1)
b ≡ x:=exp, v = eval(exp, tv)

〈p, b·bc, tv〉·A;h ; 〈p, bc, tv [x 7→ v]〉·A;h

(2)
b ≡ x:=new C, o=newobject(C), r6∈dom(h)

〈p, b·bc, tv〉·A;h ; 〈p, bc, tv [x 7→ r]〉·A;h[r 7→ o]

(3)
b ≡ x:=y.f, tv(y) 6= null, o = h(tv(y))

〈p, b·bc, tv〉·A;h ; 〈p, bc, tv [x 7→ o.f ]〉·A;h

(4)
b ≡ x.f :=y, tv(x) 6= null, o = h(tv(x))

〈p, b·bc, tv〉·A;h ; 〈p, bc, tv〉·A;h[o.f 7→ tv(y)]

(5)

b ≡ q(〈x̄〉, 〈ȳ〉), there is a program rule q(〈x̄′〉, 〈ȳ′〉):=g, b1, · · · , bk

such that tv ′=newenv(q), ∀i.tv ′(x′i) = tv(xi), eval(g, tv ′) = true

〈p, b·bc, tv〉·A;h ; 〈q, b1 · . . . · bk, tv
′〉·〈p[ȳ, ȳ′], bc, tv〉·A;h

(6)
〈q, ǫ, tv〉·〈p[ȳ, ȳ′], bc, tv ′〉·A;h ; 〈p, bc, tv ′[ȳ 7→ tv(ȳ′)]〉·A;h

Figure 2.5: Operational semantics of bytecode programs in rule-based form

2.3.3 Semantics

The execution of bytecode in rule-based form mimics that of standard bytecode.

A thorough explanation of the latter is outside the scope of this chapter (see [?]

for more details). An operational semantics for rule-based bytecode is shown in

Fig. 2.5. Each activation record is of the form 〈p, bc, tv〉, where p is a procedure

name, bc is a sequence of instructions and tv is a variable mapping. Executions

proceed between configurations of the form A;h, where A is a stack of activation

records and h is the heap which is a partial map from an infinite set of memory

locations to objects. We use h(r) to denote the object referred to by the memory

location r in h and h[r 7→ o] to indicate the result of updating the heap h by

making h(r) = o. An object o is a pair consisting of the class tag and a mapping

from field names to values which is consistent with the type of each field.

Intuitively, rule (1) accounts for all instructions in the bytecode seman-

tics which perform arithmetic and assignment operations. The evaluation

eval(exp, tv) returns the evaluation of the arithmetic or Boolean expression exp

for the values of the corresponding variables from tv in the standard way and for

reference variables it returns the corresponding reference. Rules (2), (3) and (4)
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add0(〈this, n, o〉, 〈out〉)← s0:=0, res:=s0, s1:=0, i:=s1, add1(〈this, n, o, res, i〉, 〈out〉)

add1(〈this, n, o, res, i〉, 〈out〉)← s0:=i, s1:=n, nop(if icmpgt 16),

addc1(〈this, n, o, res, i, s0, s1〉, 〈out〉)

addc1(〈this, n, o, res, i, s0, s1〉, 〈out〉)← s0 > s1, add2(〈this, n, o, res, i〉, 〈out〉)

addc1(〈this, n, o, res, i, s0, s1〉, 〈out〉)← s0 ≤ s1, add3(〈this, n, o, res, i〉, 〈out〉)

add2(〈this, n, o, res, i〉, 〈out〉)← s0:=res, out:=s0

add3(〈this, n, o, res, i〉, 〈out〉)← s0:=res, s1:=i, s0:=s0+s1, res:=s0, s0:=o, s1:=i,

nop(invoke), addc3(〈this, n, o, res, i, s0, s1〉, 〈out〉)

addc3(〈this, n, o, res, i, s0, s1〉, 〈out〉)← type(o,B), add4(〈this, n, o, res, i, s0, s1〉, 〈out〉)

addc3(〈this, n, o, res, i, s0, s1〉, 〈out〉)← type(o,A), add5(〈this, n, o, res, i, s0, s1〉, 〈out〉)

addc3(〈this, n, o, res, i, s0, s1〉, 〈out〉)← type(o, C), add6(〈this, n, o, res, i, s0, s1〉, 〈out〉)

add5(〈this, n, o, res, i, s0, s1〉, 〈out〉)← incr(〈s0, s1〉, 〈s
′

1
〉), add8(〈this, n, o, res, i, s′

1
〉, 〈out〉)

add4(〈this, n, o, res, i, s0, s1〉, 〈out〉)← incr(〈s0, s1〉, 〈s
′

1
〉), add8(〈this, n, o, res, i, s′

1
〉, 〈out〉)

add6(〈this, n, o, res, i, s0, s1〉, 〈out〉)← incr(〈s0, s1〉, 〈s
′

1
〉), add8(〈this, n, o, res, i, s′

1
〉, 〈out〉)

add8(〈this, n, o, res, i, s0〉, 〈out〉)← i:=s0, nop(goto 4), add1(〈this, n, o, res, i〉, 〈out〉)

Figure 2.6: RBR of the example.

deal with objects. We assume that newobject(C) creates a new object of class C

and initializes its fields to either 0 or null, depending on their types. Rule (5)

(resp. (6)) corresponds to calling (resp. returning from) a procedure.

The notation p[ȳ, ȳ′] records the association between the formal and actual

return variables. newenv creates a new mapping of local variables for the corre-

sponding method where each variable is initialized according to its type, as in

the case of newobject. A complete execution starts from an initial configuration

〈start, p(〈x̄〉, 〈ȳ〉), tv〉;h and ends in a final configuration 〈start, ǫ, tv ′〉;h′ where tv

and h are initialized to suitable initial values, tv ′ and h′ include the final values,

and start is a special symbol indicating an initial state. Complete executions can

be regarded as traces of the form C0;C1; · · ·;Cn, abbreviated as C0;
∗Cn,

where C0 is an initial configuration and Cn is a final configuration. Infinite traces

correspond to non-terminating executions.

Example 2.3.2. Figure 2.6 shows the rule-based representation of CFG in Fig-

ure 2.3. Each rule in the RBR for the add method is labeled according to its cor-

responding block in CFG. In turn, the body of the rule add1, decides which block

will be executed next, depending on the comparison between s1 and s2 (note that

the guards of the continuation rules are mutually exclusive). Procedures which
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are not continuations are named after the corresponding nodes in the CFG. In

the case of rules addc
3 include an instruction type(o, Class), that verifies if o is

of type Class A, B or C, and its corresponding rule is called add5, add4 or add6.

Note that rule add8 contains a call to add1, which is in fact the loop condition.

An operational semantics can be given for the rule-based representation, which

mimics the bytecode one. In particular, executing an RBR program still needs

a heap and a stack of activation records. The main difference between the two

semantics lies in the granularity of procedures: every method in the bytecode

program has been partitioned into a set of procedures. In spite of this, it can be

proven that any rule-based program is cost-equivalent to the bytecode program

it comes from. Intuitively, cost-equivalence means that no information about the

resource consumption is lost. The main cost-equivalence result states that the

execution from cost-equivalent input configurations for a bytecode program and

its RBR leads to (1) non-termination in both cases; or (2) cost-equivalent output

configurations.
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Chapter 3

Termination Analysis in costa

In this chapter are described the techniques needed in costa to prove termination

of a JBC program given its RBR as in [?]. It is based on two steps, the first

step transforms the bytecode into a rule-based program, as it has been presented

in Chapter 2 Sec. 2.3, where all loops and all variables are represented uniformly,

and which is semantically equivalent to the bytecode.

In the first step, the RBR rules are abstracted by replacing all program data by

their corresponding size, and replacing calls corresponding to bytecode instruc-

tions by size constraints on the values their variables can take. This step results

in a Constraint Logic Program (CLP) [?] over integers, where, for any bytecode

trace t, there exists a CLP trace t′ whose states are abstractions of t states. In

particular, every infinite (non terminating) bytecode trace has a corresponding

infinite CLP trace, so that termination of the CLP program implies termination

of the bytecode program. Note that, unlike in bytecode traces which are always

deterministic, the execution of a CLP program can be non-deterministic, due to

the precision loss inherent to the abstraction.

In the second step, apply techniques for proving termination of CLP programs

[?], which consist of: (1) analyzing the rules for each method to infer input-

output size relations between the method input and output variables; (2) using

the input-output size relations for the methods in the program, we infer a set of

abstract direct calls-to pairs which describe, in terms of size-change, all possible

calls from one procedure to another; and (3) given this set of abstract direct

calls-to pairs, we compute a set of all possible calls-to pairs (direct and indirect),

describing all transitions from one procedure to another. Then we focus on the
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pairs which describe loops, and try to identify ranking functions which guarantee

the termination of each loop and thus of the original program.

Termination analysis has received considerable attention, traditionally in the

context of declarative programming, and recently also for imperative languages.

In existing approaches, termination is performed on source programs. However,

there are many situations, as for example in mobile code, where only the compiled

code is available. More details on how termination proofs are performed in costa

can be found in [?].

3.1 Auxiliary Analyses

costa performs three context-sensitive analyses on the RBR based on abstract

interpretation [?]: nullity, sign and heap analysis. These analyses improve the

accuracy (and efficiency) of subsequent steps inferring information from individual

bytecodes, and propagating it via a standard, top-down fixpoint computation.

Nullity Analysis

Aims at keeping track of reference variables which are definitely null or are defi-

nitely non-null. For instance, the bytecode new(si) allows assigning the abstract

value non-null to si. The results of nullity analysis often allow removing rules

corresponding to NullPointerException.

Sign Analysis

Aims at keeping track of the sign of variables. The abstract domain contains the

elements ≥, ≤, >, <, = 0, 6= 0, ⊤ and ⊥, partially ordered in a lattice. For

instance, sign analysis of const(si, V ) evaluates the integer value V and assigns

the corresponding abstract value = 0, > or < to si, depending, resp., on if V is

zero, positive or negative [?]. Knowing the sign of data allows removing RBR

rules for arithmetic exceptions which are never thrown.

After removing rules exploiting nullity and sign information, a post-process

on the RBR unfolds intermediate rules which correspond to unique continuations.

This iterative process finishes when a continuation is not unique, or when direct

recursion is reached.
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Heap Analysis

Obtains information related to variables and arguments located in the heap, a

global data structure which contains objects (and arrays) allocated by the pro-

gram. Infers properties like constancy and cyclicity of variables and arguments,

and sharing, reachability and aliasing between variables and arguments in the

heap [?]. They are used for inferring sound size relations on objects.

3.2 Size Analysis of Java Bytecode

From the RBR, size analysis takes care of inferring the relations between the

values of variables at different points in the execution. To this end, the notion of

size measure is crucial. The size of a piece of data at a given program point is an

abstraction of the information it contains, which may be fundamental to prove

termination. The costa system uses several size measures:

• Integer-value: maps an integer value to its value (i.e., the size of an integer

is the value itself). It is typically used in loops with an integer counter.

• Path-length: [?] maps an object to the length of the maximum path reach-

able from it by dereferencing. This measure can be used to predict the

behavior of loops which traverse linked data structures, such as lists and

trees.

• Array-length: maps an array to its length and is used to predict the behavior

of loops which traverse arrays.

The choice of a size measure, in particular for heap structures, heavily depends

on the program to be analyzed, and is intended to represent the maximum amount

of relevant information. E.g., in cost and termination analysis, the measure used

to abstract a piece of data or a data structure should give information about the

behavior of a loop whose exit condition depends on the data.

3.3 Abstract Compilation.

As mentioned above, one important issue is to capture relations between the

size of a variable at different program points. The bytecode instructions are
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replaced by constraints on sizes taking into account Static Single Assignment

(SSA) transformation SSA is needed because variables in CLP programs cannot

be assigned more than one value. For example, in analyzing x := x + 1, the

interest usually lies in the relation “the value of x after executing the instruction

is equal to 1 plus the value of x before of its execution”.

In this steps of the cost analysis, instructions are replaced by linear constraints

which approximate the relation between states (and, typically, between different

program points) w.r.t. the chosen size measure. For instance, s1:=o is replaced by

s1=o, meaning that, after the assignment, the size of s1 at the current program

point is equal to the size of o. As another example, x:=new c can be replaced,

using the path-length measure, by x=1, meaning that the maximal path reachable

from x after the object creation has length 1.

Importantly, the use of path-length as a size measure for reference requires

extra information in order to obtain precise and sound results in the abstract

compilation of instructions involving references:

(a) sharing information [?] is required in order to know whether two references

may point to a common region of the heap; and

(b) non-cyclicity information [?] is required to guarantee that, at some specific

program point, a reference points to a non-cyclic data structure, i.e., that

the length of its longest path (therefore, the number of iteration on a typical

traversing loop) is guaranteed to be finite.

A slightly more complicated example where non-cyclicity information is used is

represented by a field access x := y.f : in this case

• no linear constraint can be inferred if f is a non-reference field;

• if y is detected as non-cyclic, then the size of x after the assignment can

be guaranteed to be strictly less than the size of y before (since the data

structure pointed by x is now a sub-structure of the one pointed by y);

• if y may be cyclic, then the size of x can only be taken to be not greater

than the size of y.

The result of this abstract compilation is an abstract program which can be used

to approximate the values of variables w.r.t. the given size measure.
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3.4 Input Output Size-relations

As mathematical relations, CRs cannot have output variables: instead, they

should receive a set of input parameters and return a number which represents

the cost of the associated computation. This step of the analysis is meant to

transform the abstract program in order to remove output variables from it. The

basic idea relies on computing abstract input-output (size) relations in terms of

linear constraints, and using them to propagate the effect of calling a procedure.

Concretely, input-output size relations of the form p(x̄, y)→ ϕ are inferred, where

ϕ is a constraint describing the relation between the sizes of the input x̄ and the

output y upon exit from p. This information is needed since the output of one

call may be input to another call. Interestingly, input-output relations can be

seen also as a denotational semantics for the abstract programs previously ob-

tained. Sound input-output size relations can be obtained by taking abstract

rules generated by abstract compilation, and combine them via a fixpoint com-

putation [?], using abstract interpretation techniques [?] in order to avoid infinite

computations.

Example 3.4.1. Consider the following RBR rules

incr(〈this, i〉, 〈out〉) ← incr1(〈this, i〉, 〈out〉)

incr1(〈this, i〉, 〈out〉) ← s1 := i, s2 := 2, s1 := s1 + s2, out := s1

which basically come from the method incr in class B (see Figure 2.2)

int incr(int i) { return i+2; }

All variables relevant to the computation are integers, so that abstract compi-

lation abstracts every variable into itself (due to the choice of the size mea-

sure for numeric variables), and the abstract program looks like (constraints

{s1 = 0, s2 = 0, out = 0} describe the initial values of variables)

incr(〈this, i〉, 〈out〉) ← incr1(〈this, i〉, 〈out〉)

incr1(〈this, i〉, 〈out〉) ← {s1 = 0, s2 = 0, out = 0} |

s′1 = i, s′2 = 2, s′′1 = s′1 + s′2, out ′ = s′′1

By combining the constraints through the bodies, it can be inferred that the output

value of out is 2 plus the input value of i, which, in the end, is represented by the
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input-output size relation:

incr(〈this, i〉, 〈out〉)← {out = i+ 2}

2

3.5 Call-to Pairs

Consider the rule add8 in Figure 2.6 which (ignoring output variable) is of the

form add8(〈x̄〉):=ϕ, add1(〈z̄〉). It means that whenever the execution reaches a

call to add8 there will be a subsequent call to add1 and the constraint ϕ holds. In

general, subsequent calls may arise also from rules which are not binary. Given an

abstract rule of the form p0 ← ϕ, p1, . . . , pn, a call to p0 may lead to a call to pi,

1≤i≤n. Given the input-output size relations for the individual calls p1, . . . , pi−1,

we can characterize the constraint for a transition between the subsequent calls

p0 and pi by adding these relations to ϕ. We denote a pair of such subsequent

calls by 〈p0(x) ; pi(y), ϕi〉 and call it a calls-to pair. As it is explained in the

following definition and a theorem taken from [?].

Definition 3.5.1 (direct calls-to pairs). Given a set of abstract rules A and its

input-output size relations IA, the direct calls-to pairs induced by A and IA are:

CA =











〈p(x) ; pi(xi), ψ〉

∣

∣

∣

∣

∣

∣

∣

p(x, y)← ϕ, p1(x1, y1), . . . , pj(xj, yj)∈A,

i∈{1, . . . , j}, ∀0<k<i. pk(xk, yk)← ϕk∈IA

ψ = ∃̄x ∪ xi.ϕ ∧ ϕ1 ∧ . . . ∧ ϕi−1











where ∃̄v means eliminating all variables but v from the corresponding constraint.

It should be clear that the set of direct calls-to pairs relations CA is also a

binary CLP program that we can execute from a given goal. A key feature of this

binary program is that if an infinite trace can be generated using the abstract

program, then an infinite trace can be generated using this binary CLP program

[?]. Therefore, absence of such infinite traces (i.e., termination) in the binary

program CA implies absence of infinite traces in the abstract bytecode program,

as well as in the original bytecode program.
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Theorem 3.5.2 (Soundness). Let P be a JBC program and CA the set of direct

calls-to pairs computed from P . If there exists a non-terminating trace in P then

there exists a non-terminating derivation in CA.

Intuitively, the result follows from the following points. By construction, the

RBP captures all possibly non-terminating traces in the original program. By

the correctness of size analysis, we have that, given a trace in the RBP, there

exists an equivalent one in CA, among possibly others. Therefore, termination in

CA entails termination in the JBC program.

3.6 Cost Models

Resource usage analysis is a clear example of a program analysis where the focus

is not only on the input-output behavior (i.e., what a program computes), but

also on the history of the computation (i.e., how the computation is performed).

Since the history of a computation can be normally extracted by its trace, it is

natural to describe resource usage in terms of execution traces.

The notion of a cost model for bytecode programs formally describes how

the resource consumption of a program can be calculated, given a resource of

interest. It basically defines how to measure the resource consumption, i.e., the

cost, associated to each execution step and, by extension, to an entire trace.

In the present setting, a cost model can be viewed as a function from a byte-

code instruction, and dynamic information (local variables, stack, and heap) to

a real number. Such number is the amount of resources which is consumed when

executing the current step in the given configuration. Example 3.6.1 below intro-

duces some interesting cost models which will be used in the next sections.

Example 3.6.1. The instructions cost model, denotedMinst , counts the number

of bytecode instructions executed by giving a constant cost 1 to the execution of

any instruction in any configuration: it basically measures the length of a trace.

The heap cost model, Mheap, is used for estimating the amount of memory

allocated by the program for dynamically storing objects and arrays (i.e., its heap

consumption): it assigns to any instruction the amount of memory which it allo-

cates in the current configuration. For instance, newarray int (resp., newarray c)

allocates v ∗ size(int) (resp., v ∗ size(ref )) bytes in the heap, where v denotes the
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length of the array (currently stored on the top of the stack), and size(int) (resp.,

size(ref )) is the size of an integer (resp., a reference) as a memory area. 2

3.7 Generating Cost Relation Systems

Given a program P (without loss of generality, it is supposed here that P has

already been translated into its RBR form) and a cost model M, the classical

approach to cost analysis [?] consists in generating a set of recurrence relations

(RES) which capture the cost (w.r.t. M) of running P on some input. As

usual in this area, data structures are replaced by their sizes in the recurrence

relations. From rule-based programs it is possible to obtain cost relations (CRs),

an extended form of recurrence relations, which approximate the cost of running

the corresponding programs. In the presented approach, each rule in the RBR

program results in an equation in the CRS. Figure 3.1 shows the cost relation

system (i.e., a system of cost relations) for the running example, where it is easy

to see in the rule names the correspondence with the rule-based representation.

In these equations, variables are in fact constraint variables which correspond

to the sizes of those of the RBR. The right-hand side of an equation consists of

an expression e which gives the cost of executing the body of the rule, and, for

simplicity of the subsequent presentation, a linear constraint ϕ which denotes

the effect of the body on the variables. An important point to note is that,

there are some cases where the simplification above may be incorrect. We opt by

keeping this simplification in the presentation, though not in the implementation,

because problems are rare and otherwise the presentation gets more complicated.

In more detail, input-output size relations cannot always be merged together in

ϕ. Constraints which originate from input-output relations of procedures called

in the body of the rule cannot be taken into account until after the corresponding

calls. This is because, by merging them, we can no longer distinguish finite failures

from infinite failures. For instance, this happens when we have a procedure, say

p, which never terminates. The input-output relation for p is represented with

the constraint false, indicating that there are no successful executions for p. Any

equation which has a call to p will have ϕ = false. If, by mistake, we take

this false as a finite failure, we would incorrectly discard (part of) this equation

as unreachable, when in reality execution never returns from this equation. In
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(1) add0(this, n, o) = C0 + add1(this, n, o, res, i) {res=0, i=0}

(2) add1(this, n, o, res, i) = C1 + addc

1
(this, n, o, res, i, s0, s1) {s0=i, s1=n}

(3) addc

1
(this, n, o, res, i, s0, s1) = add2(this, n, o, res, i) {s0>s1}

(4) addc

1
(this, n, o, res, i, s0, s1) = add3(this, n, o, res, i) {s0≤s1}

(5) add2(this, n, o, res, i) = C2

(6) add3(this, n, o, res, i) = C3 + addc

3
(this, n, o, res′, i, s0, s1) {res′ = res + i,

s0 = o, s1 = i}

(7) addc

3
(this, n, o, res, i, s0, s1) = add4(this, n, o, res, i, s0, s1)

(8) addc

3
(this, n, o, res, i, s0, s1) = add5(this, n, o, res, i, s0, s1)

(9) addc

3
(this, n, o, res, i, s0, s1) = add6(this, n, o, res, i, s0, s1)

(10)add4(this, n, o, res, i, s0, s1) = C4+incr(s0, s1), add8(this, n, o, res, i, s′
1
) {s′

1
= i + 2}

(11)add5(this, n, o, res, i, s0, s1) = C5+incr(s0, s1), add8(this, n, o, res, i, s′
1
) {s′

1
= i + 1}

(12)add6(this, n, o, res, i, s0, s1) = C6+incr(s0, s1), add8(this, n, o, res, i, s′
1
) {s′

1
= i + 3}

(13)add8(this, n, o, res, i, s0) = C8 + add1(this, n, o, res, i′) {i′ = s0}

Figure 3.1: CRS of the running example

our running example, this phenomenon does not happen since even after adding

constraints originating from input-output relations, no ϕ became false.

Finally, note also that the output variable of the rule does not appear in the

equation, as explained below.

3.7.1 Cost Relation Systems

Cost relation in a CRS are generated by using the abstract rules to build the

constraints, and the original rule together with the selected cost model to generate

cost expressions representing the cost of the bytecodes w.r.t. the model. Consider

the cost relations in the CRS of the running example (Figure 3.1), where Cb

represents the cost of an instruction b depending on the chosen cost model. For

example in rule (1) if the cost model Minst has been chosen, then the cost can

be 2 plus the cost of rule (2). In turn the cost of rule add c
3 can be either the cost

of add c
2 or add c

3.
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3.8 Proving Termination of the Binary program

CA

Several automatic termination tools and methods for proving termination of such

binary constraint programs exists [?, ?, ?]. They are based on the idea of first

computing all possible calls-to pair from the direct ones, and then finding a

ranking function for each recursive calls-to pairs, which is sufficient for proving

termination. Computing all possible calls-to pairs, usually called the transitive

closure C∗
A, can be done by starting from the set of direct calls-to pairs CA, and

iteratively adding to it all possible compositions of its elements until a fixed-point

is reached. Composing two calls-to pairs 〈p(x) ; q(y), ϕ1〉 and 〈q(w) ; r(z), ϕ2〉

returns the new calls-to pair 〈p(x) ; r(z), ∃̄x̄ ∪ z̄.ϕ1 ∧ ϕ2 ∧ (ȳ = w̄)〉.

As already mentioned, in order to prove termination, we focus on loops in C∗
A.

Loops are the recursive entities of the form 〈p(x) ; p(y), ϕ〉 which indicate that

a call to a program point p with values x̄ eventually leads to a call to the same

program point with values ȳ and that ϕ holds between x and y. For each loop, we

seek a ranking function f over a well-founded domain such that ϕ |= f(x)>f(y).

As shown in [?, ?], finding a ranking function for every recursive calls-to pair

implies termination. Computing such functions can be done, for instance, as

described in [?].

3.9 Improving Termination Analysis by Extract-

ing Nested Loops

In proving termination of JBC programs, one important question is whether we

can prove termination at the JBC level for a class of programs which is comparable

to the class of Java source programs for which termination can be proved using

similar technology.

Obtaining directly the RBR of a bytecode program is non-optimal, in the sense

that proving termination on it may be more complicated than on the source pro-

gram. This happens because, while in source code it is easy to reason about a

nested loop independently of the outer loop, loops are not directly visible when

control flow is unstructured. Loop extraction is useful for our purposes since
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nested loops can be dealt with one at a time. As a result, finding a ranking

function is easier, and computing the closure can be done locally in the strongly

connected components. This can be crucial in proving the termination of pro-

grams with nested loops.

To improve the accuracy of our analysis, we include a component which can

detect and extract loops from CFGs. Due to space limitations, we do not describe

how to perform this step here (more details in work about decompilation [?],

where loop extraction has received considerable attention). Very briefly, when a

loop is extracted, a new CFG is created. As a result, a method can be converted

into several CFGs. These ideas fit very nicely within our RBR, since calls to

loops are handled much in the same way as calls to other methods.
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Part II

Modular Analysis
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Chapter 4

Modular Termination Analysis

4.1 Introduction

It has been known since the pre-computer era that it is not possible to write a

program which correctly decides, in all cases, if another program will terminate.

However, termination analysis tools strive to find proofs of termination for as

wide a class of (terminating) programs as possible. Automated techniques are

typically based on analyses which track size information, such as the value of

numeric data or array indexes, or the size of data structures. This information is

used for specifying a ranking function which strictly decreases on a well-founded

domain on each computation step, thus guaranteeing termination.

Termination-proving techniques are also emerging in the imperative paradigm

[?, ?, ?] and the object oriented (OO for short) paradigm, where static analysis

tools such as Julia [?], AProVE [?], and costa [?] are able to prove termination

of non-trivial medium-size programs.

In the context of OO languages, we focus on the problem of proving whether

the execution of a method m terminates for any possible input value which satis-

fies m’s precondition, if any. Solving this problem requires, at least in principle, a

global analysis, since proving that the execution of m terminates requires proving

termination of all methods transitively invoked during m’s execution. In fact, the

three analysis tools for OO code mentioned above require the code of all methods

reachable from m to be available to the analyzer and aim at proving termination

of all the code involved. Though this approach is valid for medium-size programs,
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we quickly get into scalability problems when trying to analyze larger programs.

It is thus required to reach some degree of compositionality which allows decom-

posing the analysis of large programs into the analysis of smaller parts.

We propose an approach to the termination analysis of large OO programs

which is compositional and we (mostly) apply it by analyzing a method at a time.

We refer to the latter as modular, i.e., which allows reasoning on a method at

a time. Our approach provides several advantages: first, it allows the analysis

of larger programs, since the analyzer does not need to have the complete code

of the program nor the intermediate results of the analysis in memory. Second,

methods are often used by several other methods. The analysis results of a shared

method can be reused for multiple uses of the method.

The approach presented is flexible in the level of granularity: it can be used

in a component-based system at the level of components. A specification can

be generated for a component C by analyzing its code, and it can be deployed

together with the component and used afterwards for analyzing other components

that depend on this one. When analyzing a component-based application that

uses C, the code of C does not need to be available at analysis time, since the

specification generated can be used instead.

In order to evaluate the effectiveness of our approach, we have extended the

costa analyzer to be able to perform modular termination analysis and we have

applied the improved system to the analysis of the phoneME implementation

of the core libraries of Java ME. Note that analysis of API libraries is quite

challenging and a significant stress test for the analyzer for a number of reasons

which are discussed in more detail in Section 4.3 below.

The main contribution of this Chapter is that it provides a practical framework

for the modular analysis of Java bytecode, illustrating its applicability to real

programs by analyzing phoneME libraries. These contributions are detailed from

Section 4.1 onwards.

4.2 Abstract Interpretation Fundamentals

Before describing the modular analysis framework, a brief description to abstract

interpretation is in order. Abstract interpretation [?] is a technique for static pro-

gram analysis in which execution of the program is simulated on a description (or
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abstract) domain (D) which is simpler than the actual (or concrete) domain (C).

Values in the description domain and sets of values in the actual domain are

related via a pair of monotonic mappings 〈α, γ〉: abstraction α : 2C → D and

concretization γ : D→ 2C which form a Galois connection, i.e.

∀x ∈ 2C : γ(α(x)) ⊇ x and ∀λ ∈ D : α(γ(λ)) = λ.

The set of all possible descriptions represents a description domain D which is

usually a complete lattice for which all ascending chains are finite. Note that in

general ⊑ is induced by ⊆ and α (in such a way that ∀λ, λ′ ∈ D : λ ⊑ λ′ ⇔

γ(λ) ⊆ γ(λ′)). Similarly, the operations of least upper bound (⊔) and greatest

lower bound (⊓) mimic those of 2C in some precise sense. A description λ ∈ D

approximates a set of concrete values x ∈ 2C if α(x) ⊑ λ. Correctness of abstract

interpretation guarantees that the descriptions computed approximate all of the

actual values which occur during the execution of the program.

In costa, abstract interpretation is performed on the rule based representa-

tion introduced in Section 2.3. We first introduce some notation. CP and AP

stand for descriptions in the abstract domain. The expression P :CP denotes a

call pattern. This consists of a procedure P together with an entry pattern for

that procedure. Similarly, P 7→ AP denotes an answer pattern, though it will

be referred to as AP when it is associated to a call pattern P :CP for the same

procedure. Since a method is represented in the RBR as a set of interconnected

procedures that start from a single particular procedure, the same notation will

be used for methods: m:CP denotes a call pattern that corresponds to an invoca-

tion to method m (i.e., the entry procedure for method m), and m 7→ AP denotes

the answer pattern obtained after analyzing method m.

Context-sensitive abstract interpretation takes as input a program R and an

initial call pattern P :CP, where P is a procedure and CP is a restriction of the

values of arguments of P expressed as a description in the abstract domain D

and computes a set of triples, denoted analysis(R,P :CP) = {P1:CP1 7→ AP1,

. . . , Pn:CPn 7→ APn}. In each element Pi:CPi 7→ APi, Pi is a procedure and CPi

and APi are, respectively, the abstract call and answer patterns.

An analysis is said to be polyvariant if more than one triple P :CP1 7→ AP1,

. . . , P :CPn 7→ APn n ≥ 0 with CPi 6= CPj for some i, j may be computed for

the same procedure P , while a monovariant analysis computes (at most) a single
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triple P :CP 7→ AP for each procedure (with a call pattern CP general enough to

cover all possible patterns that appear during the analysis of the program for P ).

Although in general context-sensitive, polyvariant analysis algorithms are

more precise than those obtained with context-insensitive or monovariant analy-

ses, monovariant algorithms are simpler and have smaller memory requirements.

Context-insensitive analysis does not consider call pattern information, and there-

fore obtains as result of the analysis a set of pairs {P1 7→ AP1, . . . , Pn 7→ APn},

valid for any call pattern.

costa includes several abstract interpretation based analyses: nullity and

sign are context-sensitive and monovariant, size is context-insensitive, and heap

properties analysis [?] is context-sensitive and polyvariant.

4.3 Extending costa to Modular Termination

Analysis

As described in Chapter 3, termination analysis performed by costa is in fact a

combination of different processes and analyses that receive as input a complete

program and eventually produce a termination result. The goal described in this

Chapter is to obtain a modular analysis framework for costa which is able to

produce termination proofs by analyzing programs one method at a time. I.e.,

in order to analyze a method m, we analyze the code of m only and (re-)use the

analysis results previously produced for the methods invoked by m.

The communication mechanism used for this approach is based on assertions,

which store the analysis results for those methods which have already been an-

alyzed. Assertions are stored by costa in a file per class basis and they keep

information regarding the different analyses performed by costa: nullity, sign,

size, heap properties, and termination.

Same as analysis results, assertions are of the form m:Pre 7→ Post, where

Pre is the precondition of the assertion and Post is the postcondition. The pre-

condition states for which call pattern the method has been analyzed. It includes

information regarding all domains previously mentioned except size, which is

context-insensitive. PreD (resp., PostD) denotes the information of the precon-

dition (resp., postcondition) related to analysis domainD. For example, Prenullity
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corresponds to the information related to nullity in the precondition Pre. The

postcondition of an assertion contains the analysis results for all domains pro-

duced after analyzing method m. Furthermore, the assertion also states whether

costa has proved termination for that method.

In addition to assertions inferred by the analysis, costa has been extended

to handle assertions written by the user, namely assumed assertions. These as-

sertions are relevant for the cases in which analysis is not able to infer some

information of interest that we know is correct. This can happen either because

the analyzer is not precise enough or because the code of the method is not avail-

able to the analyzer, as happens with native methods, i.e., those implemented at

low-level and for which no bytecode is available.

The user can add assumed assertions with information for any domain. How-

ever, for the experiments described in Section 4.5 assumed assertions have been

added manually for providing information about termination only, after checking

that the library specification provided by Sun is consistent with the assertion.

In assumed assertions where only termination information is available, abstract

interpretation-based analyses take ⊤ as the postcondition for the corresponding

methods.

4.3.1 Modular Bottom-up Analysis

The analysis of a Java program using the modular analysis framework consists

in analyzing each of the methods in the program, and eventually determining if

the program will terminate or not for a given call pattern. Analyzing a method

separately presents the difficulty that, from the analysis point of view, the code

to be analyzed is incomplete in the sense that the code for methods invoked is

not available. More precisely, during analysis of a method m there may be calls

m′:CP and the code for m′ is not available. Following the terminology in [?], we

refer to determining the value of AP to be used for m′:CP 7→ AP as the answer

patterns problem.

Several analysis domains existing in costa are context-sensitive, and all of

them, except heap properties analysis, are monovariant. For simplicity, the mod-

ular analysis framework we present is monovariant as well. That means that

at most one assertion m:Pre 7→ Post is stored for each method m. If there is

an analysis result for m′, m′:Pre 7→ Post, such that CP is applicable, that is,
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CP ⊑ PreD in the domain D of interest, then PostD can be used as answer

pattern for the call to method m′ in m.

For applying this schema, it is necessary that all methods invoked by m have

been analyzed already when analyzing method m. Therefore, the analysis must

perform a bottom-up traversal of the call graph of the program. In order to

obtain analysis information for m′ which is applicable during the analysis of m,

it is necessary to use a call pattern for m′ in its precondition such that it is equal

or more general than the pattern actually inferred during the analysis of m. We

refer to this as the call patterns problem.

Solving the call and answer patterns problems.

A possibility for solving the call patterns problem would be to make the modular

analysis framework polyvariant: store all possible call patterns to methods in the

program and then analyze those methods for each call pattern. This approach

has two main disadvantages: on one hand, it is rather complex and inefficient,

because all call patterns are stored and every method must be analyzed for all call

patterns that appear in the program. On the other hand, it requires performing

a fixpoint computation through the methods in the program instead of a single

traversal of the call graph, since different call patterns for a method may generate

new call patterns for other methods.

Another alternative is a context-insensitive analysis. All methods are analyzed

using ⊤ as call pattern for all domains. In this approach, all assertions are

therefore applicable, although in a number of cases ⊤ is too general as call pattern

for some domains, and the information obtained is too imprecise.

The approach finally used in this work tries to find a balance between both

approaches. A monovariant modular analysis framework simplifies a great deal

the behavior of the modular analysis, since a single traversal of the call graph is

required. In contrast, it is context-sensitive: instead of ⊤, a default call pattern

is used, and the result of the analysis is obtained based on this pattern. This

framework uses different values as call patterns, depending on the particular

analysis being performed. The default call pattern for nullity and sign is ⊤.

For Heap properties analysis, in cyclicity it is the pattern that indicates that

no argument of the method is cyclic. For variable sharing, it is the one that states

that no arguments share.
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The default call patterns used for analyzing methods are general enough to be

applicable to most invocations used in the libraries and in user programs, solving

the call patterns problem. However, there can be cases in which the call pattern

of an invocation from other method is not included in the default pattern, i. e.,

CP 6⊑ PreD. If the code of the invoked method is available, costa will reanalyze

it with respect to CP ⊔ PreD, even though it has been analyzed before for the

default pattern. If the code is not available, ⊤ is used as answer pattern.

A potential disadvantage of this approach is that all methods are analyzed

with respect to a default call pattern, instead of the specific call pattern produced

by the analysis. This means that the analyses in costa could produce more

precise results when applied non modularly, even though they are monovariant,

and it represents a possible loss of precision in the modular analysis framework.

Nonetheless, in the experiments performed in Section 4.5 no method has been

found for which it was not possible to prove termination using modular analysis,

but it was proved in the non-modular model.

Cycles in the call graph.

Analyzing just a method at a time and (re-)using analysis information while per-

forming a bottom-up traversal of the call graph only works under the assumption

that there are no cyclic dependencies among methods. In the case where there

are strongly connected components (SCCs for short) consisting of more than one

method, we can analyze all the methods in the corresponding SCC simultane-

ously. This presents no technical difficulties, since costa can analyze multiple

methods at the same time. In some cases, we have found large cycles in the call

graph that require analyzing many methods at the same time. In that case a

different approach has been followed, as explained in Section 4.5. Therefore, in

costa we perform a SCC study first to decide whether there are sets of methods

which need to be handled as a unit.

Field-Sensitive Analysis.

In some cases, termination of a method depends on the values of variables stored

in the heap, i.e., fields. costa integrates a field-sensitive analysis [?] which, at

least in principle, is a global analysis and requires that the source code of all the
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program be available to the analyzer. Nevertheless, in order to be able to use

this analysis in the modular setting, a preliminary adaptation of that analysis

has been performed.

The field-sensitive analysis in costa is based on the analysis of program

fragments named scopes, and modelling those fields whose behaviour can be re-

producible using local variables. Fields must satisfy certain conditions in order

to be handled as local variables. As a first step of the analysis, related scopes are

analyzed in order to determine the fields that are consulted or modified in each

scope. Given a method for which performing field-sensitive analysis is required

in order to prove termination, an initial approximation to the set of methods

that need to be analyzed together is provided by grouping those methods that

use the same fields. We have precomputed these sets of methods by means of

a non-modular analysis. Since the implementation of this preanalysis is prelimi-

nary and can be highly optimized, the corresponding time has not been included

in the experiments in Section 4.5.

4.4 Application of Modular Analysis to phone

ME libraries

We have extended the implementation of costa for the modular analysis frame-

work II. In order to test its applicability, we analyzed the core libraries of the

phoneME project, a well-known open-source implementation of Java ME. We

now discuss the main difficulties associated to the analysis of libraries:

• Entry points. Whereas a self contained program has a single entry method

(main(String[])), a library has many entry points that must be taken into

account during the analysis.

• It is designed to be used in many applications. Each entry point must be

analyzed with respect to a call pattern that represents any valid call from

any program that might use it. By valid we mean that the call satisfies the

precondition of the corresponding method.

• Large code base. A system library, especially in the case of Java, usually

is a large set of classes that implement most of the features in the source
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language, leaving only a few specific functionalities to the underlying virtual

machine, mainly for efficiency reasons or because they require low-level

processing.

• With many interdependencies. It is usual that library classes are extensively

used from within library code. As a result of this, library code contains a

great number of interdependencies among the classes in the library. Thus,

non-modular analysis of a library method often results in analyzing a large

portion of the library code.

• Implemented with efficiency in mind. Another important feature of library

code is that it is designed to be as efficient as possible. This means that

readability and structured control flow is often sacrified for relatively small

efficiency gains. Section 4.5 shows some examples in phoneME libraries.

• Classes can be extended and methods overridden. Using a library in a user

program usually not only involves object creation and method invocation,

but also library classes can be extended and library methods overridden.

• Use of native code. Finally, it is usual that a library contains calls to native

methods, implemented in C or inside the virtual machine, and not available

to the analyzer.

4.4.1 Some Further Improvements to costa

While trying to apply costa to the phoneME libraries, we have identified some

problems and are discussed below, together with the solutions implemented.

As mentioned above, our approach [?] requires analyzing methods in reverse

topological order of the call graph. For this purpose, we extended costa in

order to produce the call graph of the program after transforming the bytecode

to a CFG. The call graph shows the complex structure of the classes in phoneME

libraries. Furthermore, apparently, some cycles among methods existed in some of

the call graphs, mainly caused by virtual invocations. However, we observed that

some potential cycles did not occur in practice. In these cases, either nullity and

sign analyses remove some branches if they detect that are unreachable, or costa

proves termination when solving the binary clauses system. A few cases include
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a large cycle that involves many methods. Those cycles are formed by small

cycles focused in few methods (basically from Object, String and StringBuffer

classes), and a large cycle caused by virtual invocations from those methods. In

order to speed up analysis, methods in small cycles have been analyzed at the

same time, as mentioned above, and large cycles have been analyzed considering

the modular, method at a time bottom up approach.

In addition, costa has been extended for a more refined control of which

pieces of code we want to include or exclude from analysis. Now there are several

visibility levels: method, class, package, application, and all. When all is

selected, all related code is loaded and included in the RBR. In the other extreme,

when method is selected only the current method is included in the RBR and only

the corresponding assertions are available for other methods.

4.4.2 An Example of Modular Analysis of Java ME

libraries

As an example of the modular analysis framework presented in this work, let us

consider the method Class.getResourceAsStream in the phoneME libraries. It

takes a string with the name of a resource in the application jar file and returns an

object of type java.io.InputStream for reading from this resource, or null if no

resource is found with that name in the jar file. Though costa analyzes bytecode,

we show below the corresponding Java source for clarity of the presentation:

public java.io.InputStream getResourceAsStream(String name) {

try {

if (name.length() > 0 && name.charAt(0) == ’/’) {

name = name.substring(1);

} else {

String clName = this.getName();

int idx = clName.lastIndexOf(’.’);

if (idx >= 0) {

name = clName.substring(0, idx+1).replace(’.’, ’/’) + name;

}

}

return new com.sun.cldc.io.ResourceInputStream(name);

} catch (java.io.IOException x) { return null; }
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}

In the source code of this method there are invocations to eleven methods of

different classes (in addition to the eight methods explicitly invoked in the method

code, the string concatenation operator in line 9 is translated to a creation of a

fresh StringBuffer object, two invocations to StringBuffer.append, and an

invocation to StringBuffer.toString to convert it back to a String.)

If the standard, non-modular approach of analysis is used, the analyzer would

load the code of this method and all related methods invoked. In this case,

there are 65 methods related to getResourceAsStream, from which 10 are native

methods. In fact, using this approach costa is unable to prove termination of

this method.

Using modular analysis, the call graph is traversed bottom-up, analyzing each

method related to getResourceAsStream one by one. For example, the analysis

of the methods invoked by getResourceAsStream has obtained the following

information related to the nullity domain∗:

Method call result

StringBuffer.toString() n/a nonnull

StringBuffer.append(String) ⊤ nonnull

StringBuffer.<init>()V n/a n/a

String.replace(char,char) (⊤,⊤) nonnull

com.sun.cldc.io.ResourceInputStream.<init>(String) nonnull n/a

String.substring(int) ⊤ nonnull

String.length() n/a ⊤

String.substring(int,int) (⊤,⊤) nonnull

String.charAt(int) ⊤ ⊤

In this table, the call pattern refers to nullity information regarding the val-

ues of arguments and the result is related to the method return value. Despite

∗These analysis results have been obtained ignoring possible exceptions thrown by the Java

virtual machine (e.g., no method found, unable to create object, etc.) for clarity of the presen-

tation.
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of the call patterns generated by the analysis of getResourceAsStream shown

above, when the bottom-up modular analysis computation is performed, all meth-

ods are analyzed with respect to the default call pattern ⊤. The analysis of

getResourceAsStream uses the results obtained for those methods to generate

the nullity analysis results for getResourceAsStream. The same mechanism is

used for other domains: sign, size and heap related properties.

Finally, two native methods are invoked from getResourceAsStream (last-

IndexOf and getName) that require assumed assertions. In this case, no detailed

information has been provided regarding nullity. Therefore, ⊤ is assumed as the

answer pattern for those invocations.

4.4.3 Contracts for Method Overriding

As mentioned above, one of the most important features of libraries in OO lan-

guages is that classes can be extended by users at any point in time, including

the possibility of overriding methods. This poses significant problems to modu-

lar static analysis, since classes and methods which have already been analyzed

may be extended and overridden, thus possibly rendering the previous analysis

information incorrect. Let us illustrate this issue with an example:

class A {

void m(){

/* code for A.m() */

};

void caller m(){

this.m();

};

};

class B extends A {

void m(){

/* code for B.m() */

};

};

class Example {

void main(A a){

a.caller m();

};

};

Here, there are three different classes: A, B, and Example. But for now, let us

concentrate on classes A and Example only. If A is analyzed, the result obtained for
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caller m depends directly on the result obtained for A.m (for instance, caller m

could be guaranteed to terminate under the condition that A.m terminates). Then,

the class Example is analyzed, using the analysis results obtained for A. Let us

suppose that analysis concludes that main terminates.

Now, let us suppose that B is added to the program. As shown in the example,

B extends A and overrides m. Imagine now that the analysis concludes that the

new implementation of m is not guaranteed to terminate. The important point

now is that the termination behavior of some of the methods we have already

analyzed can be altered, and we have to make sure that analysis results can

correctly handle this situation. In particular, caller m is no longer guaranteed

to terminate, and the same applies to main.

Note, however, that class inheritance is correctly handled by the analyzer if

all the code (in this case the code of B) is available from the beginning. This

is done by considering, at the invocation program point, the information about

both implementations of m.

However, in general, the analyzer does not know, during the analysis of A, that

the class will be extended by B. Such a situation is very common in the analysis of

libraries, since they must be analyzed without knowing which user-defined classes

will override their methods. In this example, corresponds to A and Example being

library classes and B being defined by the user.

In order to avoid this kind of problems, the concept of contract can be used

(in the sense of subcontracting of [?]). This means that the analysis result for

a given method m is taken as the contract for m, i.e., information about how m

and any redefinition of it is supposed to behave with respect to the analysis of

interest.

A contract, same as an assertion, has two parts: the calling preconditions

which must hold in order the contract can be applicable; and the postcondition,

the result of the analysis with respect to that preconditions. For example, a

contract for A.m() may say that it terminates under the condition that the this

object of type A is an acyclic data structure.

In the example above, when B is added to the program, we have to analyze

B.m taking as call pattern the precondition (Pre) in the contract for A.m. This

guarantees that the result obtained for B.m will be valid in the same set of input

states as the contract for A.m. Then, we need to compare the postconditions. If
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mB:Pre 7→ PostB and mA:Pre 7→ PostA are the assertions generated for B.m and

A.m, respectively, and Pre is the default calling pattern for both implementations,

there are two possible cases:

1. If PostB ⊑ PostA then B.m satisfies the contract for A.m.

2. Otherwise, the contract cannot be applied, and B.m is considered incorrect.

The user can manually inspect the code of B.m and if the analyzer loses

precision, add an assumed assertion for B.m.

Interfaces and abstract methods are similar to overriding methods of a super-

class, with the difference that there is no code to analyze in order to generate

the contract (the same happens with abstract methods). In this case, assumed

assertions written by the user can be used as contracts.

4.5 Experiments

After obtaining the call graph for the classes of phoneME’s java.lang package, a

bottom-up traversal of the call graphs has been performed. In a few particu-

lar cases, it was required to enable other analyses included in costa like field

sensitive analysis or disabling some features such as handling jvm exceptions for

proving termination. This kind of analysis is explain in detail in Section 5.2.

Table 4.1 shows the results of termination analysis of java.lang package, plus

some other packages used by java.lang. This table compares the analysis using

the modular analysis described in this chapter with the non-modular analysis

previously performed by costa.

The columns under Modular show the modular analysis results, while under

the Non Modular heading non-modular results are shown. #Bc shows the

number of bytecode instructions analyzed for all methods in the corresponding

class, #T shows the number of methods of each class for which costa has

proved termination and Timea shows the analysis time of all the methods in each

class. In the modular case, the total analysis time is Timea plus Tcg, the time

spent building the call graph of each class. The two columns under Assumed

show the number of methods for which assumed assertions were required: Nat is

the number of native methods in each class, and NNat contains the number of
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Class
Modular Non Modular Assumed Related

#Bc #T Tcg Timea #Bc #T Timea Nat NNat 1st All

Boolean 56 6 0.02 0.19 67 6 0.22 0 0 1 1

Byte 59 7 0.40 0.22 1545 7 21.10 0 0 4 22

Character 64 11 0.16 0.27 513 11 1.03 0 0 6 11

Class 110 4 1.17 1.10 4119 3 842.70 11 1 20 58

Double 107 17 3.66 1.12 107 13 0.36 2 0 8 57

Error 7 2 0.02 0.04 60 2 0.12 0 0 2 4

FDBigInt 1117 14 0.80 16.10 2513 12 158.39 0 2 23 47

Float 106 18 3.74 1.16 3105 15 5674.96 2 0 9 60

FloatingDecimal 3028 12 4.32 1201.10 3402 9 4983.88 0 8 49 64

Integer 469 21 1.35 18.76 4519 21 62.51 0 0 7 20

Long 268 11 0.64 10.99 2164 11 36.08 0 0 7 20

Math 207 16 0.14 0.67 212 16 0.69 6 0 3 3

NoClassDefFoundError 7 2 0.02 0.04 108 2 0.13 0 0 2 6

Object 737 3 0.21 46.21 891 3 129.31 5 0 7 28

OutOfMemoryError 7 2 0.02 0.03 170 2 0.18 0 0 2 8

Runtime 14 3 0.02 0.08 27 3 0.08 4 0 1 1

Short 59 7 0.39 0.24 1545 7 20.83 0 0 4 22

String 1784 39 5.88 21.11 8709 32 7217.43 6 3 34 120

StringBuffer 1509 37 6.74 11.01 14206 33 12103.35 0 0 37 86

System 45 7 0.38 0.31 2778 6 4864.33 5 0 11 62

Throwable 615 4 0.16 1.23 628 4 60.54 2 0 6 22

VirtualMachineError 7 2 0.02 0.04 108 2 0.14 0 0 2 6

Exception Classes (18) 136 38 0.61 0.74 3961 38 21.27 0 0 11 18

com/sun/* (7) 1584 26 5.55 22.36 11293 16 5161.29 0 0

java/io/* (8) 106 11 1.47 0.65 2337 9 4983.35 0 0

java/util/* (3) 265 13 0.88 3.33 2171 12 51.93 0 0

Total 12473 333 38.77 1359.10 71258 295 46396.17 43 14 256 746

Table 4.1: Termination Analysis for java.lang package in costa (execution times

are in seconds).

non-native methods that could not be proved terminating. Finally, the last two

columns under Related contain the number of methods from other classes that

are invoked by the methods in the class, either directly, shown in 1st or the total

number of methods transitively invoked, shown in All. Some rows in the table

contain results accumulated for a number of classes (in parenthesis). The last
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three rows in the table contain accumulated information for methods directly or

transitively invoked by the java.lang package which belong to phoneME packages

other than java.lang. These rows do not include information about Related

methods, since they are already taken into account in the corresponding columns

for java.lang classes. The last row in the table, Total, shows the addition for all

classes of all figures in each column. A number of interesting conclusions can be

obtained from this table. Probably, the most relevant result is the large difference

between the number of bytecode instructions which need to be analyzed in the

modular and non-modular cases: 12,473 vs 71,258 instructions, i.e. nearly 7 times

more code needs to be analyzed in the non-modular approach. The reason for

this is that though in the modular approach methods are (at least in principle)

analyzed just once, in the non-modular approach methods which are required for

the analysis of different initial methods are analyzed multiple times. Obviously,

this difference in code size to be analyzed has a great impact on the analysis

times: the Total row shows that the modular analysis of all classes in java.lang

is more than 30 times faster than the non-modular case.

Another crucial observation is that by using the modular approach we have

been able to prove termination of 38 methods for which the non-modular approach

is not able, either because the analysis runs out memory or because it fails to

produce results within a reasonable time. Furthermore, the modular approach

in this setting has turned out to be strictly more precise than the non-modular

approach, since for all cases where the non-modular approach has proved termi-

nation, it has also been proved by the modular approach. This results in 333

methods for which termination has been proved in the modular approach, versus

295 in the non-modular approach.

Altogether, in our experiments we have tried to prove termination of 389

methods. In the studied implementation of Java ME, 43 of those methods are

native. Therefore, costa could not analyze them, and assumed assertions have

been added for them. In addition, costa was not able to prove termination of

14 methods, neither in the modular nor non-modular approaches, as shown in

the NNat column. For these methods, assumed assertions have also been added,

and have not been taken into account in the other columns except in the last two

ones. These two columns provide another view on the difference between using

modular and non-modular analyses with respect to the number of transitively
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invoked methods (746) that required analysis, w.r.t. those directly invoked (256).

In the modular case, only directly invoked methods need to be considered, and

only for loading their assertions, whereas the non-modular approach requires

loading (and analyzing) all related methods.

We now describe in more detail the methods whose termination has not been

proved by costa and the reasons for this.

Bitwise operations.

The size analysis currently available in costa is not capable of tracking numeric

values after performing bitwise operations on them. Therefore, we cannot prove

termination of some library methods which perform bitwise operations (in most

cases, right or left shift operations) on variables which affect a loop termination

condition.

Arrays issues.

During size analysis, arrays are abstracted to their size. Though this is sufficient

for proving termination of many loops which traverse arrays, termination cannot

be proved for loops whose termination depends on the value of specific elements

in the array, since such values are lost by size abstraction.

Concurrency.

Though it is the subject of ongoing work, costa does not currently handle con-

current programs. Nonetheless, it can handle Java code in which synchronized

constructs are used for preventing thread interferences and memory inconsisten-

cies. In particular, few java.lang phoneME classes make real use of concurrency.

For this reason, Thread class has not been included in the test, neither Table 4.1

does include information regarding Class.initialize nor wait methods defined

in Object.

Unstructured control flow.

There are some library methods in which the control flow is unstructured, ap-

parently for efficiency reasons. For example, String.indexOf uses a continue
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statement wrapping several nested loops, the outer most of them being an end-

less loop as in the following code (on the left):

indexOf(String st, int fI){

char v1[] = value;

char v2[] = st.value;

int max = offset + (c - st.c);

...

int strOffset = st.offset;

char f = v2[strOffset];

int i = offset + fI;

searchChar:

while (true) {

while (i<=max && v1[i]!=f)

{ i++; }

if (i > max) return -1;

int j = i + 1;

int end = j + st.c - 1;

int k = strOffset + 1;

while (j < end) {

if (v1[j++] != v2[k++]) {

i++;

continue searchChar;

}

}

return i - offset;

}

}

fixResourceName(String n){

int s = 0;

int e = 0;

String curDir;

while((e=n.indexOf(’/’,s))!= -1)

{

if (e == s) {

s++;

continue;

}

curDir = name.substring(s,e);

s = e + 1;

if (curDir.equals(".")) {

continue;

}

if (curDir.equals("..")) {

try {

....

} catch (..) {

....

}

continue;

}

....

}

Other Cases.

Another case is ResourceInputStream.fixResourceName that involves a call to a

native method in the loop condition (see code above on the right). A termination

assertion is not enough to find a ranking function of the loop to prove termination.

4.6 Conclusions

Modular analysis has received considerable attention in different programming

paradigms, ranging from, e.g., logic programming [?, ?, ?] to object-oriented
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programming [?, ?, ?]. A general theoretical framework for modular abstract

interpretation analysis was defined in [?], but most of the existing works regarding

modular analysis have focused on specific analyses with particular properties and

using more or less ad-hoc techniques.

A previous work from some of the authors of this paper presents and empir-

ically tests a modular analysis framework for logic programs [?, ?]. There are

important differences with this work: in addition to the programming paradigm,

the framework of [?] is designed to handle one abstract domain, while the frame-

work presented in this chapter handles several domains at the same time, and

the previous work is based on CiaoPP, a polyvariant context-sensitive analyzer,

in which an intermodular fixpoint algorithm was performed to obtain the most

precise results.

In [?] a control-flow analysis-based technique is proposed for call graph con-

struction in the context of OO languages. Although there have been other works

in this area, the novelty of this approach is that it is context-sensitive. Also, [?]

shows a way to perform modular class analysis by translating the OO program

into open DATALOG programs. In [?] an abstract interpretation based approach

to the analysis of class-based, OO languages is presented. The analysis is split

in two separate semantic functions, one for the analysis of an object and another

one for the analysis of the context that uses that object. The interdependence

between context and object is expressed by two mutually recursive equations. In

addition, it is context-sensitive and polyvariant. There is no implementation of

this work, except a context-insensitive static analyzer [?].

As conclusion, an approach has been presented which is, to the best of our

knowledge, the first modular termination analysis for OO languages. The ap-

proach is based on the use of assertions as communication mechanism between

the analysis of different methods. The experimental results show that the ap-

proach increases the applicability of termination analysis. The flexibility of this

approach allows a higher level of scalability and makes it applicable to component-

based systems, since is not required that all code be available to the analyzer.

Furthermore, the specification obtained for a component can be reused for any

other component that uses it.

It remains as future work to extend the approach to other intermediate cases

between modular and global analysis, i.e., by allowing analysis of several methods
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as one unit, even if they are not in the same cycle. This can be done without

technical difficulties and it should be empirically determined what granularity

level results in more efficient analysis.
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Part III

Field-Sensitive Analysis
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Chapter 5

From Object Fields to Local

Variables: A Practical Approach

to Field-Sensitive Analysis

5.1 Introduction

When data is stored in the heap, such as in object fields (numeric or references),

keeping track of their value during static analysis becomes rather complex and

computationally expensive. Analyses which keep track (resp. do not keep track)

of object fields are referred to as field-sensitive (resp. field-insensitive). In most

cases, neither of the two extremes of using a fully field-insensitive analysis or

a fully field-sensitive analysis is acceptable. The former produces too imprecise

results and the latter is often computationally intractable. A number of heuristics

exist which differ in how the value of fields is modeled. A well-known heuristics

is field-based analysis, in which only one variable is used to model all instances

of a field, regardless of the number of objects for the same class which may exist

in the heap. This approach is efficient, but loses precision quickly.

Our work is inspired on a heuristic recently proposed in [?] for numeric fields.

It is based on analyzing the behavior of program fragments (or scopes) rather

than the application as a whole, and modelling only those numeric fields whose

behavior is reproducible using local variables. In general, this is possible when

two sufficient conditions hold within the scope: (a) the memory location where
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the field is stored does not change, and (b) all accesses (if any) to such memory

location are done through the same reference (and not through aliases). In [?], if

both conditions hold, instructions involving the field access can be replicated by

equivalent instructions using a local variable, which we refer to as ghost variable.

This allows using a field-insensitive analysis in order to infer information on the

fields by reasoning on their associated ghost variables.

Unfortunately, the techniques proposed in [?] for numeric fields are not ef-

fective to handle reference fields. Among other things, tracking reference fields

by replicating instructions is problematic since it introduces undesired aliasing

between fields and their ghost variables. Very briefly, to handle reference fields,

the main open issues, which are contributions of this chapter, are:

• Locality condition: the definition (and inference) of effective locality condi-

tions for both numeric and reference fields. In contrast to [?], our locality

conditions are context-sensitive and take must-aliasing context information

into account. This allows us to consider as local certain field signatures

which do not satisfy the locality condition otherwise.

• Transformation: an automatic transformation which converts object fields

into ghost variables, based on the above locality. We propose a combination

of context-sensitive locality with a polyvariant transformation which allows

introducing multiple versions of the transformed scopes. This leads to a

larger amount of field signatures which satisfy their locality condition.

Our approach is developed for object-oriented bytecode, i.e., code compiled for

virtual machines such as the Java virtual machine [?] or .NET. It has been im-

plemented in the costa system [?], a cost and termination analyzer for Java

Bytecode. Experimental evaluation has been performed on benchmarks which

make extensive use of object fields and some of them use common patterns in

object-oriented programming such as enumerators and iterators.

5.2 Motivation: Field-Sensitive Termination

Analysis

Automated techniques for proving termination are typically based on analyses

which track size information, such as the value of numeric data or array indexes,
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or the size of data structures. Analysis should keep track of how the size of the

data involved in loop guards changes when the loop goes through its iterations.

This information is used for determining (the existence of) a ranking function for

the loop, which is a function which strictly decreases on a well-founded domain

at each iteration of the loop. This guarantees that the loop will be executed a

finite number of times.

Example 5.2.1. Our motivating example is shown in Fig. 5.1. This is the sim-

plest example we found to motivate all aspects of our proposal. By now, we focus

on method m. In object-oriented programming, the iterator pattern (also enu-

merator) is a design pattern in which the elements of a collection are traversed

systematically using a cursor. The cursor points to the current element to be

visited and there is a method, called next, which returns the current element and

advances the cursor to the next element, if any. In order to simplify the example,

the method next in Fig. 5.1 returns (the new value of) the cursor itself and not

the element stored in the node. The important point, though, is that the state field

is updated at each call to next. These kind of traversal patterns pose challenges

in static analysis and effective solutions are required (see [?]). The challenges

are mainly related to two issues: (1) Iterators are usually implemented using an

auxiliary class which stores the cursor as a field (e.g., the “state” field). Hence,

field-sensitive analysis is required; (2) The cursor is updated using a method call

(e.g., within the “next” method). Hence, inter-procedural analysis is required.

We aim at inferring that the while loop in method m terminates. This can

be proven by showing that the path-length of the structure pointed to by the

cursor (i.e., x.state) decreases at each iteration. Proving this automatically is far

from trivial, since many situations have to be considered by a static analysis.

For example, if the value of x is modified in the loop body, the analysis must

infer that the loop might not terminate since the memory location pointed to by

x.state changes (see condition (a) in Sec. 5.1). The path-length abstract domain,

and its corresponding abstract semantics, as defined in [?] is field-insensitive in

the sense that the elements of such domain describe path-length relations among

local variables only and not among reference fields. Thus, analysis results do not

provide explicit information about the path-length of reference fields.

Example 5.2.2. In the loop in method m in Fig. 5.1, the path-length of x cannot

61



class Iter implements Iterator {

List state;

List aux;

boolean hasNext() {

return (this.state != null);

}

Object next() {

List obj = this.state;

this.state = obj.rest;

return obj;

}

}

class Aux {

int f;

}

class List {

int data;

List rest;

}

class Test {

static void m(Iter x, Aux y, Aux z){

while (x.hasNext()) x.next();

y.f--;z.f--;

}

static void r(Iter x, Iter y, Aux z){

Iter w=null;

while (z.f > 0) {

if ( z.f > 10 ) w=x else w=y;

m(w,z,z);

}

}

static void q(Iter x, Aux y, Aux z){

m(x,y,z);

}

static void s(Iter x, Iter y, Aux w, Aux z){

q(y,w,z);

r(x,y,z);

}

}

Figure 5.1: Iterator-like example.

be guaranteed to decrease when the loop goes through its iterations. This is because

x might reach its maximal chain through the field aux and not state. However, the

path-length of x.state decreases, which in turn can be used to prove termination of

the loop. To infer such information, we need an analysis which is able to model

the path-length of x.state and not that of x. Namely, we need a field-sensitive
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1©hasNext(〈this〉, 〈r〉)←

s0:=this.state,

hasNext1(〈this, s0〉, 〈r〉).

2©hasNext1(〈this, s0〉, 〈r〉)←

s0 = null, r:=0.

3©hasNext1(〈this, s0〉, 〈r〉)←

s0 6= null, r:=1.

4©next(〈this〉, 〈r〉)←

obj:=this.state,

s0:=obj.rest ,

this.state:=s0, r:=obj.

5©m(〈x, y, z〉, 〈〉)←

while(〈x〉, 〈〉),

s0:=y.f, s0:=s0−1,

y.f :=s0,

s0:=z.f, s0:=s0−1,

z.f :=s0.

6©while(〈x〉, 〈〉)←

hasNext(〈x〉, 〈s0〉),

m1(〈x, s0〉, 〈〉).

7©m1(〈x, s0〉, 〈〉)←

s0 6= null,

next(〈x〉, 〈s0〉),

while(〈x〉, 〈〉).

8©m1(〈x, y, z, s0〉, 〈〉)←

s0=null.

9©r(〈x, y, z〉, 〈〉)←

w:=null,

r1〈x, y, z, w〉, 〈〉).

10©r1(〈x, y, z, w〉, 〈〉)←

s0:=z.f,

r2(〈x, y, z, w, s0〉, 〈〉).

11©r2(〈x, y, z, w, s0〉, 〈〉)←

s0 > 0, s0:=z.f,

r3(〈x, y, z, w, s0〉, 〈〉).

12©r2(〈x, y, z, w, s0〉, 〈〉)←

s0 ≤ 0.

13©r3(〈x, y, z, w, s0〉, 〈〉)←

s0 > 10, w:=x,

r4(〈x, y, z, w〉, 〈〉).

14©r3(〈x, y, z, w, s0〉, 〈〉)←

s0 ≤ 10, w:=y,

r4(〈x, y, z, w〉, 〈〉).

15©r4(〈x, y, z, w〉, 〈〉)←

m(〈x, z, z〉, 〈〉),

r1(〈x, y, z, w〉, 〈〉).

16©q(〈x, y, z〉, 〈〉)←

m(〈x, y, z〉, 〈〉).

17©s(〈x, y, z, w〉, 〈〉)←

q(〈y, w, z〉, 〈〉),

r(〈x, y, z〉, 〈〉).

Figure 5.2: Intermediate representation of running example in Fig. 5.1.

analysis based on path-length, which is one of our main goals in this chapter.

The basic idea in our approach is to replace field accesses by accesses to the

corresponding ghost variables whenever they meet the locality condition which

will be formalized later. This will help us achieve the two challenges men-

tioned above: (1) make the path-length analysis field-sensitive, (2) have an inter-

procedural analysis by using ghost variables as output variables in method calls.
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Example 5.2.3. Fig. 5.2 shows the rule-based representation in Chapter 3 of

our running example. Procedure m corresponds to method m, which first invokes

procedure while as defined in rules 6©− 8©. Observe that loops are extracted into

separate procedures. Upon return from the while loop, the assignment s0:=y.f

pushes the value of the numeric field y.f on the stack. Then, this value is decre-

mented by one and the result is assigned back to y.f . When a procedure is defined

by more than one rule, each rule is guarded by a (mutually exclusive) condition.

E.g., procedure r2 is defined by rules 11© and 12©. They correspond to checking the

condition of the while loop in method r and are guarded by the conditions s0 > 0

and s0 ≤ 0. In the first case, the loop body is executed. In the second case exe-

cution exits the loop. Another important observation is that all rules have input

and output parameters, which might be empty. The analysis is developed on the

intermediate representation, hence all references to the example in the following

are to this representation and not to the source code.

5.3 Preliminaries: Inference of Constant Access

Paths

When transforming a field f into a local variable in a given code fragment, a

necessary condition is that whenever f is accessed, using x.f , during the execu-

tion of that fragment, the variable x must refer to the same heap location (see

condition (a) in Sec. 5.1). This property is known as reference constancy (or

local aliasing) [?, ?]. This section summarizes the reference constancy analysis

of [?] that we use in order to approximate when a reference variable is constant

at a certain program point. Since the analysis keeps information for each pro-

gram point, we first make all program points unique as follows. The k-th rule

p(〈x̄〉, 〈ȳ〉) ← g, bk1, . . . , b
k
n has n+1 program points. The first one, (k, 1), after

the execution of the guard g and before the execution of b1, until (k, n+1) after

the execution of bn. This analysis receives a code fragment S (or scope), together

with an entry procedure p(〈x̄〉, 〈ȳ〉) from which we want to start the analysis. It

assumes that each reference variable xi points to an initial memory location rep-

resented by the symbol li, and each integer variable has the (symbolic) value ℓnum

representing any integer. The result of the analysis associates each variable at
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each program point with an access path. For a procedure with n input arguments,

the entry is written as p(l1, . . . , ln).

Definition 5.3.1 (access path). Given a program P with an entry p(l1, . . . , ln),

an access path ℓ for a variable y at program point (k, j) is a syntactic construction

which can take the forms:

• ℓany. Variable y might point to any heap location at (k, j).

• ℓnum (resp. ℓnull). Variable y holds a numeric value (resp. null) at (k, j).

• li.f1. . .fh. Variable y always refers to the same heap location represented by

li.f1. . .fh whenever (k, j) is reached.

we use acc path(y, bkj ) to refer to the access path of y before instruction bkj .

Intuitively, the access path li.f1. . .fh of y refers to the heap location which results

from dereferencing the i-th input argument xi using f1. . .fh in the initial heap.

In other words, variable y must alias with xi.f1. . .fn (w.r.t. to the initial heap)

whenever the execution reaches (k, j).

Example 5.3.2. Consider an execution which starts from a call to procedure m

in Fig. 5.2. During such execution, the reference x is constant. Thus, x always

refers to the same memory location within method m, which, in this case, is equal

to the initial value of the first argument of m. Importantly, the content of this

location can change during execution. Indeed, x is constant and thus x .state

always refers to the same location in the heap. However, the value stored at

x .state (which is in turn a reference) is modified at each iteration of the while

loop. In contrast, reference x .state.rest is not constant in m, since this .state

refers to different locations during execution. Reference constancy analysis is the

component that automatically infers this information. More concretely, applying

it to rules 1©− 3© w.r.t. the entry hasNext(l1 ), it infers that at program point (1, 1)

the variable this is constant and always refers to l1. Applying it to 4©, it infers

that: at program points (4, 1), (4, 3) and (4, 4) the variable this is constant and

always refers to l1; at (4, 2) variable obj is constant and always refers to l1 .state;

and at (4, 3), variable s0 is constant and always refers to l1 .state.rest.
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Clearly, references are often not globally constant, but they can be constant

when we look at smaller fragments. For example, when considering an execution

that starts from m, i.e., m(l1, l2, l3), then variable this in next and hasNext always

refers to the same heap location l1. However, if we consider an execution that

starts from s, i.e., s(l1, l2, l3, l4), then variable this in next and hasNext might

refer to different locations l1 or l2, depending on how we reach the corresponding

program points (through r or q). As a consequence, from a global point of

view, the accesses to state are not constant in such execution, though they are

constant if we look at each sub-execution alone. Fortunately, the analysis can be

applied compositionally [?] by partitioning the procedures (and therefore rules)

of P into groups which we refer to as scopes, provided that there are no mutual

calls between scopes. Therefore, the strongly connected components (SCCs) of

the program are the smallest scopes we can consider. In [?], the choice of scopes

directly affects the precision and an optimal strategy does not exist: sometimes

enlarging one scope might improve the precision at one program point and make

it worse at another program point. Instead, in this chapter, due to the context-

sensitive nature of the analysis, information is propagated among the scopes and

the maximal precision is guaranteed when scopes are as small as possible, i.e., at

the level of SCCs. In the examples, sometimes we enlarge them to simplify the

presentation. Moreover, we assume that each SCC has a single entry, this is not

a restriction since otherwise the analysis can be repeated for each entry.

Example 5.3.3. The rules in Fig. 5.2 can be divided into the following scopes:

ShasNext = {hasNext , hasNext1}, Snext = {next}, Sm = {m,while,m1}, Sr =

{r, r1, r2, r3, r4}, Sq = {q} and Ss = {s}. A possible reverse topological order

for the scopes of Ex. 5.3.3 is ShasNext , Snext , Sm, Sr, Sq and Ss. Therefore,

compositional analysis starts from ShasNext and Snext as explained in Ex. 5.3.2.

Then, Sm is analyzed w.r.t. the initial call m(l1, l2, l3), next, Sr w.r.t. r(l1, l2, l3)

and so on. When the call from r to m is reached, the analysis uses the reference

constancy inferred for m and adapts it to the current context. This way, the

reference to state is proven to be constant, as we have justified above. As expected,

the analysis cannot guarantee that the access to rest is constant.

In order to decide whether a field f can be considered local in a scope S, we

have to inspect all possible accesses to f in any possible execution that starts

66



from the entry of S. Note that these accesses can appear directly in S or in a

scope that is reachable from it (transitive scope). We use S∗ to refer to the union

of S and all other scopes reachable from S, and S(p) (resp. S(bkj )) to refer to the

scope in which the procedure p (resp. instruction bkj ) is defined (resp. appears).

We distinguish between access for reading the field value from those that modify

its value. Given a scope S and a field signature f , the set of read (resp. write)

access paths for f in S, denoted R(S, f) (resp. W (S, f)), is the set of access paths

of all variables y used for reading (resp. modifying) a field with the signature f ,

i.e., x:=y.f (resp. y.f :=x), in S∗. Note that if S has calls to other scopes, for

each call bkj ≡ q(〈w̄〉, 〈z̄〉) ∈ S such that S(q) 6= S, we should adapt the read

(resp. write) access paths R(S(q), f) (resp. W (S(q), f)) to the calling context by

taking into account aliasing information. Let us see an example.

Example 5.3.4. The read and write sets for f , state and rest w.r.t. the scopes

of Ex. 5.3.3 are:

R(Si, f) R(Si, state) R(Si, rest) W (Si, f) W (Si, state) W (Si, rest)

ShasNext {} {l1} {} {} {} {}

Snext {} {l1} {l1.state} {} {l1} {}

Sm {l2, l3} {l1} {ℓany} {l2, l3} {l1} {}

Sr {l3} {ℓany} {} {l3} {ℓany} {}

Sq {l2, l3} {l1} {ℓany} {l2, l3} {l1} {}

Ss {l3, l4} {ℓany} {ℓany} {l3, l4} {ℓany} {}

Note that in Sm, we have two different read access paths l2 and l3 to f . However,

when we adapt this information to the calling context from r, as explained in point

(2) above,they become the same due to the aliasing of the last two arguments in the

call to m from r. Instead, when we adapt this information to the calling context

from q, they remain as two different access paths. Finally, when computing the

sets for Ss, since we have a call to q followed by one to r, we have to merge

their information and assume that there are two different access paths for f that

correspond to those through the third and fourth argument of s.

67



5.4 Locality Conditions for Numeric and Refer-

ence Fields

Intuitively, in order to ensure a sound monovariant transformation, a field signa-

ture can be considered local in a scope S if all read and write accesses to it in all

reachable scopes (i.e., S∗) are performed through the same access path.

Example 5.4.1. According to the above intuition, the field f is not local in m

since it is not guaranteed that l2 and l3 (i.e., the access paths for the second and

third arguments) are aliased. Therefore, f is not considered as local in Sr (since

Sm ∈ S
∗
r ) and the termination of the while loop in r cannot be proven. However,

when we invoke m within the loop body of r, we have knowledge that they are

actually aliased and f could be considered local in this context.

As in [?], when applying the reference constancy analysis (and computing the read

and write sets), we have assumed no aliasing information about the arguments

in the entry to each SCC, i.e., we do not know if two (or more) input variables

point to the same location. Obviously, this assumption has direct consequences

on proving locality, as it happens in the example above. The following definition

introduces the notion of call pattern, which provides must aliasing information

and which will be used to specify entry procedures.

Definition 5.4.2 (call pattern). A call pattern ρ for a procedure p with n argu-

ments is a partition of {1, . . . , n}. We denote by ρi the set X ∈ ρ s.t. i ∈ X.

Intuitively, a call pattern ρ states that each set of argumentsX ∈ ρ are guaranteed

to be aliased. In what follows, we denote the most general call pattern as ρ
⊤

=

{{1}, . . . , {n}}, since it does not have any aliasing information.

Example 5.4.3. The call pattern for m when called from r is ρ={{1}, {2, 3}},

which reflects that the 2nd and 3rd arguments are aliased. The call pattern for m

when called from q is ρ
⊤

in which no two arguments are guaranteed to be aliased.

The reference constancy analysis [?] described in Sec. 5.3 is applied w.r.t. ρ
⊤
. In

order to obtain access path information (and read and write sets) w.r.t. a given

initial call pattern ρ, a straightforward approach is to re-analyze the given scope

taking into account the aliasing information in ρ. Since the analysis is compo-

sitional, another approach is to reuse the read and write access paths inferred
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w.r.t. ρ
⊤

and adapt them (i.e., rename them) to each particular call pattern ρ.

This is clearly more efficient since we can analyze the scope once and reuse the

results when new contexts have to be considered. In theory, re-analyzing can be

more precise, but in practice reusing the results is precise enough for our needs.

The next definition provides a renaming operation. By convention, when two

arguments are aliased, we rename them to have the same name of the one with

smaller index. This is captured by the use of min.

Definition 5.4.4 (renaming). Given a call pattern ρ and an access path ℓ ≡

li.f1 . . . fn, ρ(ℓ) is the renamed access path lk.f1 . . . fn where k = min(ρi). For a

set of access paths A, ρ(A) is the set obtained by renaming all elements of A.

Example 5.4.5. Renaming the set of access paths {l2, l3} obtained in Ex. 5.4.1

w.r.t. ρ of Ex. 5.4.3 results in {l2}. This is because ρ(l2)=l2 and ρ(l3)=l2, by the

convention of min above. It corresponds to the intuition that when calling m from

r, all accesses to field f are through the same memory location, as explained in

Ex. 5.4.1.

Renaming is used in the context-sensitive locality condition to obtain the read

and write sets of a given scope w.r.t. a call pattern, using the context-insensitive

sets. It corresponds to the context-sensitive version of condition (b) in Sec. ??.

Definition 5.4.6 (general locality). A field signature f is local in a scope S w.r.t.

a call pattern ρ, if ρ(R(S, f)) ∪ ρ(W (S, f)) = {ℓ} and ℓ 6= ℓany.

Example 5.4.7. If we consider Sm w.r.t. the call pattern {{1}, {2, 3}} then f

becomes local in Sm, since l2 and l3 refer to the same memory location and,

therefore, it is local for Sr. Considering f local in Sr is essential for proving the

termination of the while loop in r. This is because by tracking the value of f we

infer that the loop counter decreases at each iteration. However, making f local

in all contexts is not sound, as when x and y are not aliased, then each field

decreases by one, and when there are aliases, it decreases by two. Hence, in order

to take full advantage of context-sensitivity, we need a polyvariant transformation

which generates two versions for procedure m (and its successors).

An important observation is that, for reference fields, it is not always a good idea

to transform all fields which satisfy the general locality condition above.
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Example 5.4.8. By applying Def. 5.4.6, both reference fields state and rest are

local in Snext . Thus, it is possible to convert them into respective ghost variables vs

(for state) and vr (for rest). Intuitively, rule 4© in Ex. 5.2.3 would be transformed

into:

next(〈this , vs , vr〉, 〈vs , vr〉) ← obj:=vs, s0:=vr, vs:=s0, r:=obj.

For which we cannot infer that the path-length of vs in the output is smaller than

that of vs in the input. In particular, the path-length abstraction approximates

the effect of the instructions by the constraints {obj=vs, s0=vr, v
′
s=s0, r=obj}.

Primed variables are due to a single static assignment. The problem is that the

transformation replaces the assignment s0:=obj.rest with s0:=vr. Such assign-

ment is crucial for proving that the path-length of vs decreases at each call to

next. If, instead, we transform this rule w.r.t. the field state only:

next(〈this , vs〉, 〈r , vs〉)← obj :=vs , s0 :=obj .rest , vs :=s0 , r :=obj .

and the path-length abstraction approximates the effect of the instructions by

{obj=vs, s0<obj, v
′
s=s0, r=obj} which implies v′s<vs. Therefore, termination (of

the corresponding loop) can be proven relying only on the field-insensitive version

of path-length. Note that, in the second constraint, when accessing a field of an

acyclic data structure, the corresponding path-length decreases.

Now we introduce a locality condition which is more restrictive than that in

Def. 5.4.6, called reference locality. This condition is interesting because it only

holds for field accesses which perform heap updates, but it does not hold for

other cases. Thus, it often solves the problem of too aggressive transformation,

shown above. This is achieved by requiring that the field signature is both read

and written in the scope. Intuitively, this heuristics is effective for tracking the

references that are used as cursors for traversing the data structures and not

reference fields which are part of the data structure itself.

Definition 5.4.9 (reference locality). A field signature f is local in a scope S

w.r.t. a call pattern ρ, if ρ(R(S, f)) = ρ(W (S, f)) = {ℓ} and ℓ 6= ℓany.

While reference locality is more effective than general locality for reference fields,

in the case of numeric fields, general locality is more appropriate than reference

locality. For example, numeric fields are often used to bound the loop iterations.

For these cases, reference locality is not sufficient, since the field is read but
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not updated. Since numeric and reference fields can be distinguished by their

signature, we apply general locality to numeric fields and reference locality to

reference fields without problems. In what follows, we use locality to refer to

either general or reference locality, according to the corresponding field signature.

Example 5.4.10. Field rest is not local in Snext , according to Def. 5.4.9. Field

state is local in Snext and Sm, but not in ShasNext .

5.4.1 Polyvariant Transformation of Fields to Local Vari-

ables

Our transformation of object fields to local variables is performed in two steps.

First, we infer polyvariance declarations which indicate the (multiple) versions we

need to generate of each scope to achieve a larger amount of field signatures which

satisfy their locality condition. Then, we carry out a (polyvariant) transformation

based on the polyvariance declarations.

We first define an auxiliary operation which, given a scope S and a call pattern

ρ, infers the induced call patterns to the external procedures.

Definition 5.4.11 (induced call pattern). Given a call pattern ρ for a scope S,

and a call bjk = q(〈x̄〉, 〈ȳ〉) ∈ S such that S(q) 6= S, the call pattern for S(q)

induced by bjk, denoted ρ(bjk), is obtained as follows:

(1) generate the tuple 〈ℓ1, . . . , ℓn〉 where ℓi = ρ(acc path(bjk, xi)); and

(2) i and h belong to the same set in ρ(bjk) if and only if ℓi = ℓh 6= ℓany.

The above definition relies on function acc path(a,s) defined in Def. 5.3.1.

Example 5.4.12. Consider the scope Sr and a call pattern ρ = {{1}, {2}, {3}}.

The call pattern induced by b151 ≡ m(〈x, z, z〉, 〈〉) is computed as follows: (1)

using the access path information, we compute the access paths for the arguments

〈x, z, z〉 which in this case are 〈l1, l3, l3〉; (2) ρ(b151 ) is defined such that i and j are

in the same set if the access paths of the i-th and the j-th arguments are equal.

Namely, we obtain ρ(b151 ) = {{1}, {2, 3}} as induced call pattern.

Now, we are interested in finding out the maximal polyvariance level which must

be generated for each scope. Intuitively, starting from the entry procedure, we will
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traverse all reachable scopes in a top-down manner by applying the polyvariance

operator defined below. This operator distinguishes two sets of fields:

• Fpred is the set of field signatures which are local for the predecessor scope;

• Fcurr is the set of tuples which contain a field signature and its access path,

which are local in the current scope and not in the predecessor one.

This distinction is required since before calling a scope, the fields in Fcurr should

be initialized to the appropriate values, and upon exit the corresponding heap

locations should be modified. Those in Fpred do not require this initialization.

Intuitively, the operator works on a tuple 〈S,Fpred , ρ〉 formed by a scope identifier

S, a set of predecessor fields Fpred , and a call pattern ρ. At each iteration, a

polyvariance declaration of the form 〈S,Fpred ,Fcurr , ρ〉 is generated for the current

scope, where the local fields in Fcurr for context ρ are added. The operator

transitively applies to all reachable scopes from S.

Definition 5.4.13 (polyvariance). Given a program P with an entry procedure

p and call pattern ρ, the set of all versions in P is VP = Pol(〈S(p), ∅, ρ〉) s.t.

Pol(〈S,Fpred , ρ〉) = {〈S,Fpred ,Fcurr , ρ〉}
⋃

{Pol(〈S(q), F, ρ(bj
k)〉) | b

k
j ≡ q(〈x̄〉, 〈ȳ〉) is external call in S}

where Fcurr and F are defined as follows:

• Fcurr = {〈f, ℓ〉 | f is local in S w.r.t. ρ with an access path ℓ and f /∈ Fpred},

• F = (Fpred ∪ {f | 〈f, ℓ〉 ∈ Fcurr}) ∩ fields(S∗(q)) where fields(S∗(q)) is the

set of fields that are actually accessed in S∗(q).

Since there are no mutual calls between any scopes, termination is guaranteed.

Example 5.4.14. The polyvariance declarations obtained by iteratively applying

Pol starting from Pol(〈Ss, ∅, {{1}, {2}, {3}, {4}}〉) are:

Id S FpredFcurr ρ

1 Ss ∅ ∅ {{1},{2},{3},{4}}

2 Sq ∅ {l1.state}{{1},{2},{3}}

3 Sr ∅ {l3.f} {{1},{2},{3}}

4 Sm{f} {l1.state}{{1},{2,3}}

Id S Fpred Fcurrρ

5 Sm {state}∅ {{1},{2},{3}}

6 Snext {state}∅ {{1}}

7 ShasNext{state}∅ {{1}}
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1. Given F={f |〈f, ℓ〉∈Fcurr}, we let v̄={vf |f∈Fpred∪F} be a tuple of ghost vari-

able names.

2. Add arguments to internal calls: each head of a rule or a call p(〈x̄〉, 〈ȳ〉)

where p is defined in S is replaced by p·i(〈x̄ · v̄〉, 〈ȳ · v̄〉).

3. Transform field accesses: each access x.f is replaced by vf .

4. Handle external calls: let bk
j ≡ q(〈x̄〉, 〈ȳ〉) ∈ S such that S(q) 6= S.

• Lookup the (unique) version 〈S(q),Fpred ∪ F, F ′, ρ(bk
j )}〉 of S(q) that

matches the calling context and has a unique identifier id.

• Let v̄′ = {vf |f ∈ Fpred ∪ F} ∪ {vf |〈f, ℓ〉 ∈ F ′}.

Then, we transform bk
j as follows:

(a) Initialization: ∀〈f, lh.f1 . . . fn〉 ∈ F ′ we add an initialization statement

(before the call) vf :=xh.f1 . . . fn.f ;

(b) Call: we add the modified call q·id(〈x̄ · v̄′〉, 〈ȳ · v̄′〉)

(c) Recovery: ∀〈f, lh.f1 . . . fn〉 ∈ F ′ we add a recovering statement (after the

call) xh.f1 . . . fn.f :=vf ;

Figure 5.3: Transformation of a Polyvariance Declaration with Identifier i

Each line defines a polyvariance declaration 〈S,Fpred ,Fcurr , ρ〉 as in

Def. 5.4.13.The first column associates to each version a unique Id that will be

used when transforming the program. The only scope with more than one

version is Sm, which has two, with identifiers 4 and 5. The call patterns in such

versions are different and in this case they result in different fields being local.

In general, the set of polyvariance declarations obtained can include some

versions which do not result in further fields being local. Before materializing

the polyvariant program, it is possible to introduce a minimization phase (see,

e.g., [?]) which is able to reduce the number of versions without losing opportuni-

ties for considering fields local. This can be done using well-known algorithms [?]

for minimization of deterministic finite automata.

Given a program P and the set of all polyvariance declarations VP , we can
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proceed to transform the program. We assume that each version has a unique

identifier (a positive integer as in the example above) which will be used in order

to avoid name clashing when cloning the code. The instrumentation is done by

cloning the original code of each specification in VP . The clone for a polyvariance

declaration 〈S,Fpred ,Fcurr , ρ〉 ∈ VP with identifier i is done using the algorithm

in Fig. 5.3.

The four steps of the instrumentation work as follows:

(1) This step generates new unique variable names v̄ for the local heap locations

to be tracked in the scope S. Since the variable name vf is associated to

the field signature f (note that in bytecode field signatures include class

and package information), we can retrieve it at any point we need it later.

(2) This step adds the identifier i, as well as the tuple of ghost variables (gen-

erated in the previous step) as input and output variables to all rules which

belong to the scope S in order to carry their values around during execution.

(3) This step replaces the actual heap accesses (i.e., read and write field ac-

cesses) by accesses to their corresponding ghost variables. Namely, an access

x.f is replaced by the ghost variable vf which corresponds to f .

(4) Finally, we transform external calls(i.e., calls to procedures in other scopes).

The main point is to consider the correct version id for that calling context

by looking at the polyvariance declarations. Then, the call to q is replaced

as follows:

4a We first need to initialize the ghost variables which are local in S(q)

but not in S, namely the variables in F ′.

4b We add a call to q which includes the ghost variables v̄′.

4c After returning from the call, we recover the value of the memory

locations that correspond to ghost variables which are local in S(q)

but not in S, i.e., we put their value back in the heap.

Note that in points 4a and 4c, it is required to relate the field access which

is known to be local within such call (say f) and the actual reference to it in

the current context. This is done by using the access paths as follows. If a
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s(〈x,y,z,w〉,〈〉)←

vs:=y .state,

q(〈y,w,z,vs〉,〈vs〉),

y .state:=vs ,vf :=z.f,

r(〈x,y,z,vf 〉,〈vf 〉),

z.f :=vf .

q(〈x,y,z,vs〉,〈vs〉)←

m·5(〈x,y,z,vs〉,〈vs〉).

r(〈x,y,z,vf 〉,〈vf 〉)←

w:=null,

r1〈x,y,z,w,vf 〉,〈vf 〉).

r1(〈x,y,z,w,vf 〉,〈vf 〉)←

s0:=z.f,

r2(〈x,y,z,w,s0,vf 〉,〈vf 〉).

r2(〈x,y,z,w,s0,vf 〉,〈vf 〉)←

s0 > 0,s0:=z.f ,

r3(〈x,y,z,w,s0,vf 〉,〈vf 〉).

r2(〈x,y,z,w,s0,vf 〉,〈vf 〉)←

s0 ≤ 0.

r3(〈x,y,z,w,s0,vf 〉,〈vf 〉)←

s0 > 10,w:=x,

r4(〈x,y,z,w,vf 〉,〈vf 〉).

r3(〈x,y,z,w,s0,vf 〉,〈vf 〉)←

s0 ≤ 10,w:=y,

r4(〈x,y,z,w,vf 〉,〈vf 〉).

r4(〈x,y,z,w,vf 〉,〈vf 〉)←

vs:=x.state,

m·4(〈x,z,z,vs,vf 〉,〈vs,vf 〉),

x.state:=vs,

r1(〈x,y,z,w,vf 〉,〈vf 〉).

m·4(〈x,y,z,vs,vf 〉,〈vs,vf 〉)←

while·4(〈x,vs,vf 〉,〈vs,vf 〉),

s0:=vf ,s0:=s0 − 1,vf :=s0,

s0:=vf ,s0:=s0 − 1,vf :=s0.

while·4(〈x,vs,vf 〉,〈vs,vf 〉)←

hasNext(〈x,vs〉,〈s0,vs〉),

m1·4(〈x,s0,vs,vf 〉,〈vs,vf 〉).

m1·4(〈x,s0,vs,vf 〉,〈vs,vf 〉)←

s0 6= null,next(〈x,vs〉,〈s0,vs〉),

while·4(〈x,vs,vf 〉,〈vs,vf 〉).

m1·4(〈x,y,z,s0,vs,vf 〉,〈vs,vf 〉)←

s0 = null.

hasNext(〈this,vs〉,〈r,vs〉)←

s0:=vs,

hasNext1(〈this,s0,vs〉,〈r,vs〉).

hasNext1(〈this,s0,vs〉,〈r,vs〉)←

s0 = null,r:=0.

hasNext1(〈this,s0,vs〉,〈r,vs〉)←

s0 6= null,r:=1.

Figure 5.4: Polyvariant Transformation of Running Example (excerpt)

field f is local in S and it is always referenced through li.f1 . . . fn, then when

calling q(〈w̄〉, 〈z̄〉), the initial value of the corresponding ghost variable should be

initialized to wi.f1 . . . fn.f . This is because li refers to the location to which the

i-th argument points when calling q.

Example 5.4.15. Fig. 5.4 shows the transformed program for the declarations of

Ex. 5.4.14. For simplicity, when a scope has only one version, we do not introduce

new names for the corresponding procedures. Procedure next is not shown, it is as

in Ex. 5.4.8. Procedure hasNext now incorporates a ghost variable vs that tracks

the value of the corresponding state field. Note that r calls m·4 while q calls m·5.

For version 4 of m, both f and state are considered local and therefore we have

the ghost variables vs and vf . Version 5 of m is not shown for lack of space, it is
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equivalent to version 4 but without any reference to vf since it is not local in that

context. Now, all methods can be proven terminating by using a field-insensitive

analysis.

In practice, generating multiple versions for a given scope S might be expen-

sive to analyze. However, two points should be noted: (1) when no accuracy is

gained by the use of polyvariance, i.e., when the locality information is identi-

cal for all calling contexts, then the transformation behaves as monovariant; (2)

when further accuracy is achieved by the use of polyvariance, a context-sensitive,

but monovariant transformation can be preferred for efficiency reasons by simply

declaring as local only those fields which are local in all versions.

5.5 Experiments

We have integrated our method in costa [?], as a pre-process to the existing field-

insensitive analysis. It can be tried out at: http://costa.ls.fi.upm.es/costa.

The different approaches can be selected in the Manual User Interface by setting

the option Execute field sensitive analysis to: “trackable” for using the setting

of [?]; “mono local” for context-insensitive and monovariant transformation; and

“poly local” for context-sensitive and polyvariant transformation. In Table 5.1 we

evaluate the precision and performance of the proposed techniques by analyzing

three sets of programs. The first set contains loops from the JOlden suite [?] whose

termination can be proven only by tracking reference fields. They are challenging

because they contain reference-intensive kernels and use enumerators. The next

set consists of the loops which access numeric field in their guards for all classes

in the subpackages of “java” of SUN’s J2SE 1.4.2. Almost all these loops had

been proven terminating using the trackable profile [?]. Hence, our challenge

is to keep the (nearly optimal) accuracy and comparable efficiency as [?]. The

last set consists of programs which require a context-sensitive and polyvariant

transformation (source code is available in the website above).

For each benchmark, we provide the size of the code to be analyzed, given

as number of rules #R. Column #Rp contains the number of rules after the

polyvariant transformation which, as can be seen, increases only for the last set

of benchmarks. Column #L is the number of loops to be analyzed and #Lp

the same after the polyvariant transformation. Column Lins shows the number of
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Bench. #R #Rp #L #Lp Lins Ltr Lmono Lpoly Tins Otr Omono Opoly

bh 1759 1759 21 21 16 16 16 21 230466 1.54 1.25 1.50

em3d 1015 1015 13 13 1 3 3 13 17129 1.43 1.24 1.55

health 1364 1364 11 11 6 6 6 11 21449 2.23 1.65 2.00

java.util 593 593 26 26 3 24 24 24 17617 1.55 1.62 1.72

java.lang 231 231 14 14 5 14 13 13 2592 1.69 1.38 1.52

java.beans 113 113 3 3 0 3 3 3 3320 1.07 1.09 1.15

java.math 278 278 12 12 3 11 11 11 15761 1.07 1.05 1.12

java.awt 1974 1974 102 102 25 100 100 100 64576 1.25 1.21 1.55

java.io 187 187 4 4 2 4 4 4 2576 2.72 2.16 3.47

run-ex 40 61 2 3 0 0 1 3 300 1.28 1.25 2.24

num-poly 71 151 4 8 0 0 1 8 576 1.27 1.26 3.33

nest-poly 86 125 8 10 1 4 7 10 580 1.61 1.61 3.02

loop-poly 16 29 1 2 0 0 0 2 112 1.25 1.25 2.61

Table 5.1: Accuracy and Efficiency of four Analysis Settings in costa

loops for which costa has been able to prove termination using a field-insensitive

analysis. Note that, even if all entries correspond to loops which involve fields

in their guards, they can contain inner loops which might not and, hence, can

be proven terminating using a field-insensitive analysis. This is the case of many

loops for benchmark bh. Columns Ltr , Lmono and Lpoly show the number of loops

for which costa has been able to find a ranking function using, respectively, the

trackable, mono local and poly local profiles as described above. Note that when

using the poly local option, the number of loops to compare to is #Lp since the

polyvariant transformation might increase the number of loops in #L.

As regards accuracy, it can be observed that for the benchmarks in the JOlden

suite, trackable and mono local behave similarly to a field-insensitive analysis.

This is because most of the examples use iterators. Using poly local, we prove

termination of all of them. In this case, it can be observed from column #Rp

that context-sensitivity is required, however, the polyvariant transformation does

not generate more than one version for any example. As regards the J2SE set, the

profile trackable is already very accurate since these loops contain only numeric
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fields. Except for one loop in java.lang which involves several numeric fields, our

profiles are as accurate as trackable. All examples in the last set include many

reference fields and, as expected, the trackable does not perform well. Although

mono local improves the accuracy in many loops polyvariance is required to prove

termination. The profile poly local proves termination of all loops in this set.

We have tried to analyze the last set of benchmarks with the two other termi-

nation analyzers of Java bytecode publicly available, Julia [?] and AProVE [?].

Since polyvariance is required, Julia failed to prove termination of all of them.

AProVE could not handle them because they use certain library methods not

supported by the system. We have not been able to analyze the benchmarks

in the Java libraries because the entries are calls to library methods which we

could not specify as inputs to these systems. Something similar happens with the

JOlden examples, the entries correspond to specific loops and we have not been

able to specify them as input.

The next set of columns evaluate performance. The experiments have been

performed on an Intel Core 2 Duo 1.86GHz with 2GB of RAM. Column Tins is the

total time (in milliseconds) for field-insensitive analysis, and the other columns

show the slowdown introduced by the corresponding field-sensitive analysis w.r.t.

Tins . The overhead introduced by trackable and mono local is comparable and, in

most cases, is less than two. The overhead of poly local is larger for the examples

which require multiple versions and it increases with the size of the transformed

program in #Rp. We argue that our results are promising since the overhead

introduced is reasonable.

5.6 Conclusions

Field sensitiveness is considered currently one of the main challenges in static

analyses of object-oriented languages. We have presented a novel practical ap-

proach to field-sensitive analysis which handles all object fields (numeric and

references) in a uniform way. The basic idea is to partition the program into

fragments and convert object fields into local variables at each fragment, when-

ever such conversion is sound. The transformation can be guided by a context-

sensitive analysis able to determine that an object field can be safely replaced by a

local variable only for a specific context. This, when combined with a polyvariant
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transformation, achieves a very good balance between accuracy and efficiency.

Our work continues and improves over the stream of work on termination

analysis of object-oriented bytecode programs [?, ?, ?, ?, ?]. The heuristic of

treating fields as local variables in order to perform field-sensitive analysis by

means of field-insensitive analysis was proposed by [?]. However, there are es-

sential differences between both approaches. The most important one is that [?]

handles only numeric fields and it is not effective to handle reference fields. A

main problem is that [?] replicates numeric fields with equivalent local variables,

instead of replacing them as we have to do to handle references as well, e.g.,

an instruction like y.ref :=x is followed (i.e., replicated) by vref :=x. Replicat-

ing instructions, when applied to reference fields, makes y .ref and vref alias, and

therefore the path-length relations of vref will be affected by those of y .ref . In

particular, further updates to y .ref will force losing useful path-length informa-

tion about vref , since the abstract field update (see [?]) loses valuable path-length

information on anything that shares with y. Handling reference fields is essen-

tial in object-oriented programs, as witnessed in our examples and experimental

results.

Techniques which rely on separation logic in order to track the depth (i.e., the

path-length) of data-structures [?] would have the same limitation as path-length

based techniques, if they are applied in a field-insensitive manner. This is because

the depth of a variable x does not necessarily decrease when the depth of one of

its field decreases (see Sec. 5.2). However, by applying these techniques on our

transformed programs, we expect them to infer the required information without

any modification to their analyses.
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Part IV

Case Study
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Chapter 6

Empirical Upper Bounds for the

Execution Time of Java MIDP

Methods

6.1 Introduction

Since mobile applications are developed using Java ME (see appendix A) libraries,

the analysis of its bytecode instructions is not sufficient because they make heavy

usage of API methods. The goal of this research work is to estimate the execution

time of the latter, which can be used for obtaining self real time guarantees. For

this purpose have been studied the platforms, specifications and profiles for the

mobile phones; also the main features and tools available for applications of this

kind of devices. This work proposes to know before executing a mobile application

the amount of time in milliseconds that it consumes, so the user could decide to

execute it or not. The cost model proposed estimates the execution time of a

MIDlet - an application for a mobile phone - based on measuring the execution

time of every method inside of the mobile application and those times establish the

total amount of execution time for that MIDlet. The methods used in any mobile

application must belong to the profiles and configurations for mobile devices. This

process obtains upper bounds of the execution time of a set of methods from

Mobile Information Device Profile (MIDP). Since the execution time of methods

depends in general on the input values to the method, in order to obtain upper
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bounds, we consider input values to the methods which empirically result in high

execution times.

The mobile applications must follow the technical specifications and the con-

figuration of the mobile phone in which they will be executed, this means that the

developer of MIDlets has to consider the capabilities of hardware and software

of the mobile phone in order to build an efficient application. The access to mo-

bile applications in the market is not complicated because anyone can get them

through different ways, like downloading the MIDlet from a web page to a PC

and pass it to a mobile phone using one of these technologies: bluetooth, infrared

or USB cable. After a user has the mobile application in his mobile phone and

tries to execute it, he does not know how many time has to wait until the mobile

application finishes its execution, so this is the reason to estimate the execution

time of a MIDlet.

Figure 6.1: Phases of the Cost model for the estimation of execution times of

MIDP’s applications

The main features of the mobile device used in this work are described in
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Section 6.3. So we used these features to write, save data into a file and transfer

it to a PC through any kind of technology, to execute a mobile application once in

order to measure the execution time of some Application Programming Interface

(API ) methods. The tool described in Section A.7 will help us to know the

methods called in a MIDlet during its execution. The procedure of measuring

the execution time of a method is known as Calibration [?]. The results obtained

in phase 1 (see Figure 6.1) are written in a file and it is transfered to a PC. This

file contains the constants of execution time for every method measured, then we

use those constants to estimate the execution time of a whole MIDlet. Figure 6.1

shows the Calibration, Profiling and Estimation phases performed. In appendix A

the platform, specifications and profile for mobile phones are described. We use

these concepts in section 6.2. Due to the fact that the execution time of MIDlets

heavily depends on the time taken by the API methods, only the external methods

in the mobile application are calibrated. We refer to ”external methods” as

those methods that belong to the libraries of MIDP, inside the startApp (see

appendix A.5) method that is the main part of a MIDP application (or MIDlet).

We measured the execution time of some API methods, this correspond to the

Calibration phase 1. The process of getting the number of calls to the API

methods in a set of mobile applications is Profiling phase 2. Finally in Section 6.6

we show the Estimation phase 3 applied to obtain the approximation of execution

time of one set of mobile applications methods, through the calibration of their

API methods and the number of calls to them we got from the Profiling phase.

6.2 Proposed Cost Model

The Cost Model that we designed to estimate the execution time of a MIDlet

has three phases (see Figure 6.1): Calibration, Profiling and Estimation. In

the Calibration phase, a MIDlet that measures the execution time of some API

methods was built. The Profiling phase has been completed once we knew the

API methods and the number of calls to them in the code of a MIDlet. This is

done, running the MIDlet in a toolkit known as Java Wireless Toolkit (WTK ),

described in appendix A.7, instead of looking for API calls in the code of the

mobile application line by line. Using the execution times in the Calibration

phase and the information in the Profiling phase we can complete the Estimation
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phase where we obtain an upper bound of the time a MIDlet takes during its

execution.

Technical Specs Description

Operating System Nokia OS

Developer Platform Series 40 3rd Edition, Feature Pack 1

Display Resolution : 240 x 320

Color Depth: 24 bit

Memory Max User Storage : 70 MB

Memory Card : Micro SD

Memory Card Feature : Hot Swap

Max JAR Size : 1 MB

Heap Size : 2MB

Local Connectivity Bluetooth, Infrared, USB

Java Technology MIDP 2.0

CLDC 1.1

JSR 120 Wireless Messaging API

JSR 135 Mobile Media API

JSR 172 Web Services API

JSR 184 Mobile 3D Graphics API

JSR 185 JTWI

JSR 205 Wireless Messaging API

JSR 226 Scalable 2D Vector Graphics API

JSR 75 FileConnection and PIM API

JSR 82 Bluetooth API

Nokia UI API

Table 6.1: Nokia 6234 Technical Specifications
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6.3 Calibration

The MIDlet that calculates the time consumed by a call to every method inside of

the startApp method, use the currentTimeMillis method of Core Package (see

appendix A.4) before and after a call to an API method, to obtain the amount

of milliseconds a method takes. Due to some of the external methods are faster

than others and knowing that the time unit is milliseconds, is necessary to choose

one of the next two options:

1. A method call can be repeated many times (e.g. ten, hundred or thousand

times).

2. Isolate the external method in another MIDlet, with a call to it commented

out and uncommented out.

The second option is applied in the original code and used it when the first

option does not give us successful results. To find the original code of a MIDlet

is a hard task because it is not easy to get the Java file of a MIDlet and in the

market most of them just leave available the descriptor and executable files. In

both cases the time in milliseconds spent by the execution of a call to every API

method is stored in a variable named const.

One of the most interesting and difficult external method calibrated was

setCurrent that belongs to the Display class in MID Profile [?], requests that a

different Displayable object should be made visible on the display, the change will

typically not take effect immediately. It may be delayed so that it occurs between

event delivery method calls, although it is not guaranteed to occur before the next

event delivery method is called. The setCurrent method returns immediately,

without waiting for the change to take place. The calls to setCurrent are not

queued. A delayed request made by a setCurrent call may be superseded by a

subsequent call to setCurrent.

So the setCurrent method had been isolated in a MIDlet with a call to it

commented out and then execute the MIDlet to measure its execution time. After

that, the execution of the same MIDP application is measured again but with

the call to setCurrent uncommented out, then the difference between these two

executions is equivalent to the execution time of the setCurrent method.
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In addition, the first time we measured the setCurrent method using the

currentTimeMillis method using the first option mentioned before, its execu-

tion time was not constant, but according to WTK the Cycles of setCurrent

consumed most of the time of a MIDlet. So with its isolation was proved that

the execution time of the setCurrent method will be constant.

Nevertheless, when a MIDlet application is first started there is no current

Displayable object. It is the responsibility of the application to ensure that a

Displayable is visible and can interact with the user at all times. Therefore,

the application should always call setCurrent method as part of its initialization.

In the Calibration phase it is critical to obtain an execution time greater than

zero, otherwise the number of times a external method has been called must be

incremented.

The TimeAnalysis MIDlet that we built consists of the calibration of the

external methods of MIDP, observed in the execution of some MIDlets in WTK.

The TimeAnalysis MIDlet should be run in a mobile phone, for that purpose

a executable file known as jar file has to be created and installed in the mobile

phone. The MIDP application is compiled, preverified and then the jar file is

generated, this process is described in Appendix A.6. The jar file was installed

using a specific tool compatible with the features of the device used to execute

the TimeAnalysis MIDlet, in this case the device used was the mobile Nokia

model 6234 [?]. Table 6.1 contains the Technical Specifications description of

this device.

The Nokia PC Suite[?] for the Nokia 6234, installs the jar file, edits, saves

and synchronizes data with a computer system based in Microsoft Windows. In

Table 6.2 the applications offered by the Nokia PC Suite are described in detail.

We only used it to install the jar file of of TimeAnalysis MIDlet in the Nokia

6234.

A mobile phone in which any user wants to run a MIDlet like TimeAnalysis

must have the FileConnection API (JSR-75 Optional Package). Due to this API

and the access we programmed to a specific path as in [?], the mobile Nokia

6234 can write and save the execution time of every method programmed in

TimeAnalysis MIDlet in a file named timeresults.pl.
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Application Use

Nokia Content Copier Security copy of mobile phone in PC and

restore personal data of PC in

any compatible mobile phone.

Nokia PC Sync Synchronize personal data between the mobile

phone and PC.

One Touch Access Utilize the mobile phone as modem to connect

the PC to network.

Nokia Application Installer Install games and other programs in the mobile

phone.

Nokia Phone Browser Transfer files between mobile

phone and PC. Also can see mobile

phone files, folders and message from PC.

Nokia Multimedia Player Open, create and save multimedia files, images,

videos and messages.

Image Store Save images and video clips from the mobile

phone to a PC.

Nokia Music Manager Extract, create and organize music tracks from

CDs and transfer them to the mobile phone.

Convert music tracks into a valid

format of the mobile phone.

Nokia Connection Manager Administrate connections between the mobile

phone and PC.

Nokia Software Updater Update the mobile phone software if exists to

have a better device performance.

Table 6.2: Nokia PC suite Features
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The connection between the computer and the mobile phone can be done at

least if they fulfill one of the following technologies: Infrared, Bluetooth, USB or

Serial Cable.

6.4 Profiling

WTK helps to debug and tests a MIDP application before running it in a mobile

phone. Also it has a very useful option which is the Profiler, which should be

active before to execute a MIDlet. So when it finishes the WTK will display

detailed information about the MIDP application as follows:

• A Call Graph with method relationships in a hierarchical list.

• Number of Calls for each method and its descendants, defined by count

variable.

• The amount of processor time spent in the method itself.

• The percentage of the total execution time that is spent in the method

itself.

• Time spent in the method and its called methods as compared to the total

execution time.

• The amount of processor time spent in the method and its called methods,

defined by Cycles variable.

Only the count variable is an exact data obtained by the Profiler from the

MIDlet whereas the Cycles variable is an approximation of processor time a

method takes in its execution. The Profiler has the capability to save the previous

information in a prf file, that will be processed in a spreadsheet with the name

of the method, count and Cycles. Using this information that was given by the

WTK, the ratio of internal methods given by the IntM variable and the ratio of

external methods in the ExtM variable, the Cycles that corresponds to every type

of methods are represented as follows:

• Cycles of Internal Methods in CyclesInt variable
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• Cycles of External or API Methods in CyclesExt variable and

• Cycles of the startApp method of the MIDlet in CyclestartApp variable.

The CyclesInt given by the Profiler are the sum of time of their descendant

methods and their own execution time, however we only used the time spent in

their execution in CyclesInt. The following equations correspond to the Cycles

for the startApp method, the n internal methods and the m external methods,

of the mobile application to be estimated:

CyclestartApp =
n

∑

i=1

CyclesInti +
m

∑

j=1

CyclesExtj (6.1)

IntM =
n

∑

i=1

CyclesInti/CyclestartApp (6.2)

ExtM =
m

∑

j=1

CyclesExtj/CyclestartApp (6.3)

6.5 Estimation Example of a MIDlet

Another aspect to know is the actual execution time of the whole MIDlet rep-

resented by the variable midExec. The data given by the WTK is only an ap-

proximation of the actual execution time of the MIDP application, so we used an

auxiliary class to figure it out, with a call to the write method of the FileCon-

nection API with two parameters, the first parameter is the name of the MIDlet

calibrated and the second parameter is the subtraction of times obtained from

a call to the currentTimeMillis method at the beginning and the end of the

startApp method of the MIDlet to be measured. We obtained a file with the time

a mobile application consumes during its execution, it is transfered to the mobile

phone to be executed and it has the name of the MIDP application we want

to measure. This procedure was done because we needed compared the actual

execution time of a MIDlet with our estimation for the same mobile application.

The next step is the Estimation phase, done through the use of measured

times in the timeresults.pl file and the file of the actual execution time of a

MIDlet, both files have been transfered to the PC. The cost model we presented
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ID API Method count const

1 javax.microedition.lcdui.List.size 1 0.0610

2 javax.microedition.lcdui.Display.setCurrent 1 17.0000

3 example.photoalbum.PhotoAlbum.openOptions 2

4 javax.microedition.rms.RecordStore.openRecordStore 2 2.5000

5 example.photoalbum.PhotoAlbum.restoreOptions 2

6 javax.microedition.rms.RecordStore.getRecord 2 0.9184

7 example.photoalbum.PhotoFrame.setStyle 2

8 example.photoalbum.PhotoFrame.setSpeed 2

9 example.photoalbum.PhotoFrame.genFrame 2

10 javax.microedition.lcdui.MutableImage.getGraphics 2 0.0978

11 javax.microedition.lcdui.ImageGraphics.setColor 2 0.0124

12 javax.microedition.lcdui.Image.getWidth 2 0.0022

13 javax.microedition.lcdui.Image.getHeight 2 0.0056

14 javax.microedition.lcdui.Graphics.fillRect 2 1.1310

15 javax.microedition.lcdui.ImageGraphics.translate 2 0.0030

16 example.photoalbum.PhotoFrame.paintBorder 2

17 javax.microedition.lcdui.Image.getWidth 2 0.0022

18 javax.microedition.lcdui.Image.getHeight 2 0.0056

19 javax.microedition.lcdui.ImageGraphics.setGrayScale 2 0.0127

20 javax.microedition.lcdui.Graphics.drawRect 4 1.0000

21 javax.microedition.lcdui.Graphics.drawImage 8 2.8370

Table 6.3: Results of profiling and calibrating phase for a PhotoAlbum MIDlet.

in Figure 6.1, to estimate the execution time of a mobile application, consists of

the Calibration, Profiling and Estimation phases that we have already described.

So we will show the whole process we have done to obtain the execution time of

a mobile application named PhotoAlbum, that belongs to the set of MIDlets the
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WTK has with their Java files available, as we have mentioned before.

The information in Table 6.3 corresponds to the PhotoAlbum MIDlet, where

the data generated in the phases of Calibration and Profiling are shown. In

Section 6.7 the Calibration phase for some external methods of the PhotoAlbum

MIDlet are explained in detail. In aspects like the functionality of the methods,

the way the API methods have been measured using many iterations to obtain

their execution times and dependencies with another methods. This dependency

aspect is important because it caused trouble to do the calibration of every API

methods involved, when a method B receives parameters from a another faster

method A, the execution time of the method B is zero. So any subsequent method

X that used a parameter from method B will be calibrated wrong, because its

execution time will be zero too.

To avoid wrong calibrations of execution times, we have established the order in

which API methods are called in the TimeAnalysis MIDlet and the number of

calls to them are enough to get their execution times greater than zero. The time

spent by every API method (Figure 6.1 phase 3) is calculated in equation 6.4. This

equation consists of the const variable that represents the time in milliseconds, a

mobile phone spends in a call to a method of the MIDP Package and the number

of calls to it in a MIDlet, represented by the count variable:

ExtMethodi Calibration = consti ∗ counti (6.4)

The data in the second column of Table 6.4 is the result of applying the equa-

tion 6.4 to Table 6.3 and in the third column shows the Cycles - approximation

of the execution time - for each external method given by the profiler.

The estimation of execution time for any MIDlet, is given by the equation:

MIDletEstimation =
n

∑

i=1

ExtMethodiCalibration (6.5)

This equation is obtained from the calibration of each external method in the

mobile application. Applying the values of the second column in Table 6.4 to the

equation 6.5 we get the PhotoAlbum MIDlet estimation:

MIDletEstimation = 53.14 msec
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ID const*count Cycles

1 0.0610 108153

2 17.0000 899496730

3 161855

4 5.0000 516953809

5 102160631

6 1.8368 61298174

7 180030

8 68870

9 2662634

10 0.1956 23212740

11 0.0248 680776

12 0.0044 67230

13 0.0112 66686

14 2.2620 3954716

15 0.0060 282326

16 605946

17 0.0044 52374

18 0.0112 54174

19 0.0254 306208

20 4.0000 2738664

21 22.6960 25267042

Table 6.4: Results obtained for a PhotoAlbum MIDlet.

The strategy of adding a class in the package of a MIDlet, measuring only

its startApp method and executing it in the mobile phone gives us the actual

amount of time a MIDlet spends in its execution. Applying this process to the

PhotoAlbum MIDlet we obtained its actual execution time:
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midExec = 20 msec

The internal methods of the PhotoAlbum MIDlet that appear in Table 6.3 are

given by the set of ID’s=[3,5,7,8,9,16] and the external methods by the rest of

ID’s, using the Cycles in the Table 6.4 applied to the equations 6.2 and 6.3, we

get the ratio of internal and external methods respectively:

IntM = 6.45 and ExtM = 93.55

The execution time of the API methods in a MIDP application is given by

the equation:

TimeExtMethods = ExtM ∗ midExec (6.6)

The values of the variables midExec and ExtM obtained for the PhotoAlbum

MIDlet are applied to the last equation and we got:

TimeExtMethods = 18.71 msec

The following equation gives the ratio to get the right estimation time of a

MIDlet :

Error = MIDletEstimation/TimeExtMethods (6.7)

The execution time of external methods we obtained in the variable TimeExtMethods

and the calibration of the PhotoAlbum MIDlet will give us the estimation error:

Error = 53.14 / 18.71 = 2.84

As mentioned before the ideal value of the Error has to be greater than one,

so our estimation of the PhotoAlbum time execution was successful.

6.6 Experimental Results

The ratio between the actual execution time of a MIDlet and its estimated time

should be an upper bound greater or equal to one, this means, that our estimation
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must be an approximation above of the actual execution time a MIDlet takes

during its execution. The reason of that is because we want the user waits a

specific amount of time for the execution of a mobile application, not less than

should be so he could decides to run it or not.

The Global Error is obtained as in the equation 6.7 for the PhotoAlbum

MIDlet, but now taking a set of eleven estimated MIDlets instead of one MIDlet.

In Table 6.5, TimeExtMethods corresponds to the estimation in milliseconds of

each MIDlet where the whole process described is done, it is equivalent to the

sum of estimated execution times for its external methods. MIDletEstimation is

the calibration of execution time in milliseconds of every MIDlet. The equation

below shows how we get the Global Error (GError):

GError =
n

∑

i=1

MIDletEstimation/
n

∑

i=1

TimeExtMethods (6.8)

ID MIDlet Name MIDletEstimation midExec TimeExtMethods Error IntM ExtM

1 Properties 59.97 30 29.98 2.00 0.03 99.92

2 PhotoAlbum 53.14 20 18.71 2.84 6.45 93.55

3 TickerDemo 25.39 24 23.99 1.06 0.03 99.97

4 DateFieldDemo 42.42 40 10.05 4.22 74.89 25.12

5 TextFieldDemo 56.12 43 42.99 1.31 0.02 99.98

6 TextBoxDemo 54.97 55 54.98 1.00 0.03 99.97

7 ListDemo 214.05 111 110.95 1.93 0.04 99.96

8 ChoiceGroupDemo 316.71 148 147.96 2.14 0.02 99.98

9 AlertDemo 69.17 58 57.86 1.20 0.25 99.75

10 StringItem 55.36 46 42.99 1.31 0.02 99.98

11 CustomItem 30.38 27 26.55 1.14 1.67 98.33

Table 6.5: Final Results for a set of MIDlets.

The MIDP applications in WTK were chosen to estimate their execution

times. In Table 6.5 shows that the estimation done for every one of those MIDlets

is close to their actual execution time.

96



6.7 API Methods Calibration and Description

The Calibration phase for the PhotoAlbum MIDlet was interesting to get the

execution times of API methods and is described below.

The Image[?] class has a set of interesting methods like createImage,

getWidth, getHeight and getGraphics, but only the last three methods are in

Table 6.3. The createImage method is used in another MIDlets estimated but

these four methods are also complicated to get their execution times. Because

the createImage method creates a new image which could be:

• Mutable, this is a blank image containing only white pixels or

• Immutable created by loading image data from resource bundles, from files

or from the network, and may not be modified once created.

Then the width or height in pixels of that image can be obtained using the

getWidth and getHeight method respectively. The getGraphics method creates

a new Graphics object that renders to a image which must be mutable, otherwise

will obtain a compilation error calling this method on an immutable image.

The getWidth, getHeight and getGraphicsmethods depends on the create-

Image method.

At this point it is important not to forget that the estimation of a MIDlet must

be greater or equal to its actual consumption time. This means that every method

was measured with the parameters of its worst case. Therefore, the execution time

of the createImage method is more expensive for an immutable image than for a

mutable image, but the TimeAnalysis MIDlet may render on a mutable image by

calling getGraphics method on the image to obtain a Graphics object expressly

for this purpose.

The createImage method just needs a call to the currentTimeMillismethod

before and after to be measured, otherwise the getWidth, getHeight and

getGraphics methods have to be repeated many times to get their execution

times.

The RecordStore[?] class represents a record store which consists of a collection

of records which will remain persistent across multiple invocations of the MIDlet.

Record stores are created in platform-dependent locations, which are not exposed

to the MIDlets. The naming space for record stores is controlled at the MIDlet
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suite granularity. MIDlets within a MIDlet suite are allowed to create multiple

records stores, as long as they are each given different names. New APIs in

MIDP 2.0 allow for the explicit sharing of record stores if the MIDlet creating

the RecordStore chooses to give such permission.

RecordStores are uniquely named using the unique name of the MIDlet suite

plus the name of the RecordStore. MIDlet suites are identified by the MIDlet-

Vendor and MIDlet-Name attributes from the application descriptor. Records are

uniquely identified within a given record store by their recordId, which is used

as the primary key for the records. The first record created in a record store will

have recordID equal to one. Each subsequent record added to a RecordStore will

be assigned a recordId one greater than the record added before it.

The openRecordStore and getRecord methods belong to RecordStore class

and are in Table 6.3 with ID of 4 and 6, respectively.

The openRecordStore method open and possibly create a record store as-

sociated with a MIDlet suite. If this method is called by a MIDlet when the

record store is already open by a MIDlet in MIDlet suite, this method returns a

reference to the same RecordStore object. This method is a special case, because

it had been repeated only ten times to get the time it consumes, otherwise the

getRecord method, which returns the data or a copy of the data stored in a

given record, was calibrated in a for cycle with more iterations to have its time

consumed.

There is a class named Graphics that provides simple 2D geometric rendering

capability. Drawing primitives are provided for text, images, lines, rectangles

and arcs. Rectangles and arcs may also be filled with a solid color. The methods

of this class used in PhotoAlbum MIDlet are: setColor, fillRect, translate,

setGrayScale, drawRect, drawImage.

The setColor method sets the current color to the specified RGB values. All

subsequent rendering operations will use this specified color. The red, blue and

green components of the color being set in the range of 0 to 255. The setColor

method was repeated many times to be estimated and the parameters chosen to

do it are intermediate values.

The drawRect method draws the outline of the specified rectangle using the

current color and stroke style. The resulting rectangle will cover an area (width

+ 1) pixels wide by (height + 1) pixels tall. If either width or height is less than
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zero, nothing is drawn.

The fillRect method fills the specified rectangle with the current color. It

has four parameters: x, y, width, height, that corresponds to the (x,y) coordinates

and the width and height of the rectangle to be filled. The parameters width and

height have to be greater than zero.

In the last two methods two parameters are used, width and height, that had

been mentioned before and additionally have to know the current color, so exists

a dependency with a method that gives the values of the parameters and with

another method that had already defined the current color. These conditions

have to be fulfilled before calling the drawRect and fillRect methods and have

been executed one thousand times each one, to get the time the mobile processor

takes during their execution.

The setGrayScale method sets the current grayscale to be used for all sub-

sequent rendering operations. For monochrome displays, the behavior is clear.

For color displays, this sets the color for all subsequent drawing operations to

be a gray color equivalent to the value passed in. The unique parameter of this

method must be in the range of 0 to 255. This method has been programmed in

a for because needs many iterations to get its execution time.

The translate method establishes the origin of the graphics context to the

point(x,y) in the current coordinate system. All coordinates used in the oper-

ations that follow a call to translate method on the graphics context will be

relative to this new origin. The effect of calls to the translate method are cumu-

lative. The application can set an absolute origin, as in the TimeAnalysis MIDlet

to avoid the cumulative property of this method and get the most approximate

execution time of it, after calling the translate method many times.

6.8 Conclusions

We made a proof of concept that our idea to estimate the execution time of a

mobile application can be done, focused on its methods of MIDP using calibration

for 45 API methods of MID Profile programmed in the TimeAnalysis MIDlet.

The results are shown in Table 6.5 and are applied to equation 6.8. Obtaining a

Global Error equals to 1,75 then the objective of this work was reached. Due to

the ratio obtained is greater or equal to one for every MIDlet tested.
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Part V

COSTA and its User Interfaces
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Chapter 7

User Interfaces

7.1 Introduction and System Description

Cost analysis deals with statically estimating the amount of resources which can

be consumed at runtime (i.e., the cost), given the notion of a specific resource of

interest, while the goal of termination analysis is to prove, when it is the case,

that a program terminates for every input.

The input provided to the analyzer consists of a program and a description

of the resource of interest, which we refer to as cost model. costa tries to

infer an upper bound of the resource consumption, and sound information on the

termination behavior (i.e., if the system infers that the program terminates then it

should definitely terminate). The system comes equipped with several notions of

cost, such as the heap consumption, the number of bytecode instructions executed,

and the number of calls to a specific method.

costa is based on the classical approach to static cost analysis [?] which

consists of two phases. First, given a program and a description of resource, the

analysis produces cost relations, which are sets of recursive equations. Second,

closed-form solutions are found, if possible. For this, costa uses PUBS [?].

Having both cost and termination analysis in the same tool is interesting

since such analyses share most of the computing machinery, and thus a large part

of the analyzer is common to both. As an example, proving termination needs

reasoning about the number of iterations of every loop in the program, which is

also an essential piece of information for computing its cost.
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costa includes state-of-the-art techniques for cost and termination analysis,

plus a number of specialized components and auxiliary static analyses which are

required in order to achieve accurate results in the context of object-oriented

programs, such as handling numeric fields in value analysis. As for the usability,

the system provides these user interfaces: (i) a classical command-line interface

(Section 7.1.1); (ii) a Web interface which allows using costa from a remote

location, without the need of installing it locally (Section 7.1.2), and permits to

upload user-defined examples as well as testing programs from a representative

set. costa can deal with full sequential Java, either in the Standard Edition [?]

or the Micro Edition [?]. Needless to say, the analyzer works on Java bytecode

programs, and does not require them to come from the compilation of Java source

code: instead, bytecode may have been implemented by hand, or obtained by

compiling languages different from Java.

The costa analyzer is able to read .class files and produce meaningful and

reasonably precise results for non-trivial programs, possibly using Java libraries.

Possible uses of such cost and termination results include:

• can be used as guarantee that the program will not take too much time or

resources in its execution nor fail to terminate; furthermore, this can po-

tentially be combined with the Proof-carrying code [?] paradigm by adding

certificates to programs which make checking resource usage more efficient.

• program optimization, costa can be used for guiding program optimization

or choosing the more efficient implementation among several alternatives.

The preliminary experimental results performed to-date are very promising and

they suggest that resource usage and termination analysis can be applied to a

realistic object-oriented, bytecode programming language.

7.1.1 Command-Line Interface

costa has a command-line interface for executing it as a standalone application.

Different switches allow controlling the different options of the analyzer. It fa-

cilitates the implementation of other interfaces, as discussed below. They collect

user information and interact with costa by making calls to its command-line

interface.
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7.1.2 Web Interface

The costa web interface allows users to try out the system on a set of repre-

sentative examples, and also to upload their own programs, which can be in the

form of either Java source, or as Java bytecode, in which case it can be given as a

class or a jar file. As the behavior of costa can be customized using a relatively

large set of options, the web interface allows two alternatives modes of use.

Figure 7.1: Automatic analysis options

The first alternative, which we call automatic (see Figure 7.1) allows the user

to choose from a range of possibilities which differ in the analysis accuracy and

overhead. Starting from level 0, the default, we can increase the analysis accuracy

(and overhead) by using levels 1 through 3. We can also reduce analysis overhead

(and accuracy) by going down to levels -1 through -3.

The main advantage of the automatic mode is that it does not require the

105



Figure 7.2: Manual analysis Options

user to understand the different options implemented in the system and their

implications in analysis accuracy and overhead.

The second alternative is called manual (see Figure 7.2) and it is meant for

expert users. There, the user has access to all the analysis options, allowing a

fine-grained control over the behavior of the analyzer. For instance, these options

allow deciding whether to analyze the Java standard libraries or not, whether

to take exceptions into account, to perform or not a number of pre-analyses, to

write/read analysis results to file in order to reuse them in later analyses, etc.

Figure 7.3 shows the output of costa on an example program with exponen-
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Figure 7.3: Results
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tial complexity. In addition to showing the result of termination analysis and

an upper bound on the execution cost, costa (optionally) displays information

about the time required by the intermediate steps performed by the analyzer in

previous phases.

7.2 Functionalities of COSTA

In this section, we explain the main functionalities of costa by means of several

small examples. Some of these examples aim at illustrating the different cost

models available in the system. The last two examples are related to termination

issues. In particular, we start in Sect. 7.2.1 by showing a program whose execution

requires an exponential number of bytecode instructions. Then, in Sect. 7.2.2, we

present the cost model that bounds the total heap consumption of executing a

program and the recent extension to account for the effect of garbage collection.

Sect. 7.2.3 performs resource analysis on a MIDlet using the cost model “number

of calls” to a given method. Finally, in Sect. 7.2.4, we prove termination on an

example whose resource consumption cannot be bound by costa and, also, show

the latest progress to handle numeric fields in termination analysis.

7.2.1 Number of Instructions

The cost model which counts the number of instructions which are executed is

probably the most widely used within cost analyzers, as it is a first step towards

estimating the runtime required to run a program.

Let us consider the Java method in Fig. 7.4. The execution of this method has

an exponential complexity as each call spawns two recursive calls until the base

public static int funExp(int n) {

if (n < 1) return 1;

else return funExp(n - 1) + funExp(n - 2);

}

Figure 7.4: Example for number of instructions
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abstract class List {

abstract List copy();

}

class Nil extends List {

List copy() {

return new Nil();

}

}

class Cons extends List {

int elem;

List next;

List copy(){

Cons aux = new Cons();

aux.elem = m(this.elem);

aux.next = this.next.copy();

return aux;

}

static int m(int n) {

Integer aux = new Integer(n);

return aux.intValue();

}

} // class Cons

Figure 7.5: Example for memory consumption

case is found. costa yields the following (slightly pretty printed) upper bound

using its automatic mode:

26 + 18*2nat(n)

which indicates, as expected, that the number of instructions which are executed

grows exponentially with the value of the input argument n. This shows that

costa is not restricted to polynomial complexities, in contrast to many other

approaches to cost analysis.

7.2.2 Memory Consumption

Let us consider the Java program depicted in Figure 7.5. It consists of a set of

Java classes which define a linked-list data structure in an object-oriented style.

The class Cons is used for data nodes (in this case integer numbers) and the

class Nil plays the role of null to indicate the end of a list. Both Cons and Nil

extend the abstract class List. Thus, a List object can be either a Cons or a

Nil instance. Both subclasses implement a copy method which is used to clone

the corresponding object. In the case of Nil, copy just returns a new instance

of itself since it is the last element of the list. In the case of Cons, it returns a
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cloned instance where the data is cloned by calling the static method m, and the

continuation is cloned by calling recursively the copy method on next.

The heap cost model of costa basically assigns, to each memory allocation

instruction, the number of heap units it consumes. It can therefore be used to

infer the total amount of memory allocated by the program. Running costa in

automatic mode, level 0, yields the following upper bound for the copy method

of class Cons:

nat(this-1)*(12 + k1 + k2 + k3) + 12 + 2*k1 + k2 + k3

It can be observed that the heap consumption is linear w.r.t. the input parameter

this, which corresponds to the size of the this object of the method, i.e., the

length of the list which is being cloned. This is because the abstraction being

used by costa for object references is the length of the longest reference chain,

which in this case corresponds to the length of the list. The expression also

includes some constants. The symbolic constants k1, k2 and k3 represent the

memory consumption of the library methods which are transitively invoked. In

particular, k1 corresponds to the constructor of class Object and k2 resp. k3

to the constructor and intValue method of the class Integer. The numeric

constant 12 is obtained by adding 8 and 4, being 8 the bytes taken by an instance

of class Cons, and 4 the bytes taken by an Integer instance. Note that we are

approximating the size of an object by the sum of the sizes of all of its fields. In

particular, both an integer and a reference are assumed to consume 4 bytes.

Interestingly, we can activate the flag go into java api and thus ask costa to

analyze all library methods which are transitively invoked. In this case we obtain

the following upper bound for the same method:

12*nat(this-1) + 12

This is because the library methods used do not allocate new objects on the heap.

Peak Heap Consumption

In the case of languages with automatic memory management (garbage collection)

such as Java Bytecode, measuring the total amount of memory allocated, as done

above, is not very accurate, since the actual memory usage is often much lower.

Peak heap consumption analysis aims at approximating the size of the live data on
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the heap during a program’s execution, which provides a much tighter estimation.

We have recently developed and integrated in costa a peak memory consumption

analysis [?]. Among other things, this has required the integration of an escape

analysis which approximates the objects which do not escape, i.e., which are not

reachable after a method’s execution. The following upper bound is now obtained

for the same example:

ub(A) = 8*nat(A-1) + 24

An interesting observation is that the Integer object which is created inside the

m method is not reachable from outside and thus can be garbage collected. The

peak heap analyzer accounts for this and therefore deletes the size of the Integer

object from the recursive equation, thus obtaining 8 instead of 12 multiplying

nat(A − 1). By looking at the upper bound above, it can be observed that

costa is not being fully precise, as the actual peak consumption of this method

is 8 ∗ nat(A− 1) + 8 (i.e. the size of the cloned list). The reason for this is that

the upper bound solver has to consider an additional case introduced by the peak

heap analysis to ensure soundness, hence making the second constant increase to

24.

7.2.3 Number of Calls – Java Micro Edition

A MIDlet is an application meeting the specifications for the Java ME technology,

such as a game or a business application as it is explain in detail at Appendix

A. Each MIDlet is an object of class MIDlet which follows a life cycle [?], which

is a state automaton managed by the Application Management System (AMS ).

costa is able to perform resource analysis on MIDlets by considering all

classes used on each method called during the life cycle of the MIDlet. Such meth-

ods are the constructor of the class, the startApp() and the commandAction(Com-

mand c, Displayable d) methods. In particular, the classes used during the

analysis of the class constructor are added to the analysis of the startApp()

method. After analyzing startApp() method, the current classes are used for

analyzing the commandAction(Command c, Displayable d) method.

As a result, the analyzer obtains a more precise cost and resource analysis

for MIDP applications. According to this, the results obtained in the cost model
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public void commandAction(Command c, Displayable s) {

if (c == exitCommand) {

destroyApp(false);

notifyDestroyed();

}

if (c == sendMsgCommand) {

try {

TextMessage tmsg=

(TextMessage)conn.newMessage(MessageConnection.TEXT MESSAGE);

tmsg.setAddress("sms://+34697396559");

tmsg.setPayloadText(msgToSend);

conn.send(tmsg);

}

catch (Exception exc) {

exc.printStackTrace();

}

}

}

Figure 7.6: Example for number of calls

proposed in Section 6.2, where a profiling of the startApp() method, that corre-

sponds to the active state of the MIDlet, without propagate the analysis through

the methods called while the MIDlet is active.

Therefore the following procedures were established to get a more precise

analysis of resources for a MIDlet:

1. Constructor + startApp() method + commandAction(Command c, Displ-

ayable d)n method

2. Constructor + startApp() method + ( pauseApp() method + startApp()

method)n
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Where n corresponds to the number of calls to commandAction(Command c,

Displayable d) method, equivalent to every time the user clicks a key while

the MIDlet is active. The analysis of MIDlets in costa has been implemented

following the procedures 1 and 2 described above.

The costa analyzer besides to offer static analysis and build the CFG of the

bytecode, also gets the set of classes used in each call to the methods that will

be executed during the life cycle of a MIDP application.

The code in Fig. 7.6 shows an simple but real example MIDlet that sends a

text message: the text message is created (newMessage method), the recipient

phone number set (setAddress method) and the text message is sent using the

method send(Message tmsg) of the Wireless Messaging API.

We analyze this example using the cost model that counts the number of calls

(ncalls) to a particular method. We apply it to obtain an upper bound on how

many times the send(Message tmsg) method is called during the execution of

commandAction method in a mobile device. costa outputs 1 as result, as it is

to be expected.

7.2.4 Termination

Fig. 7.7 shows two methods which belong to a same class. The method doSum

computes the sum of all factorial numbers contained in the elements of a linked

list x, where List is defined as in Fig. 7.5.

static int factor(int n){

int fact=1;

for (int i=1; i<=n; i++)

fact=fact*i;

return fact;

};

static int doSum(List x){

if (x==null)

return 0;

else

return factor(x.elem)*doSum(x.next);

}

Figure 7.7: Example for termination

costa is able to ensure the termination of method doSum but no upper bound

can be found by the system for the cost model ninst. The information that costa

yields when computing an upper bound is:
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The Upper Bound for ’doSum’(x) is nat(x)*(19+c(maximize_failed)*9)+4

Terminates?: yes

Intuitively, the cost of the calls to factor cannot be bound because the value

of x.elem is unknown at analysis time. However, we can still prove that the

execution of the two methods always terminates by finding a so-called ranking

function [?]. The technical details about how costa deals with termination can

be found in the following Chapter 3.

7.2.5 Numeric Fields

Fig. 7.8 shows a Java program involving a numeric field in the condition of the

loop of method m.

class B {

private int size;

public int getSize(){

return size;

};

public void setSize(int n){

size=n;

};

};

class A {

private B f;

int m(A x,B y) {

int i=0;

while (x.f.getSize()>0) {

i=i+y.getSize();

x.f.setSize(x.f.getSize()-1);

}

return i;

}

};

Figure 7.8: Example for termination in presence of numeric fields

This loop terminates in sequential execution because the field size is de-

creased at each iteration, at instruction x.f.setSize(x.f.getSize()−1), and, for

any initial value of size, there are only a finite number of values which size

can take before reaching zero. Unfortunately, applying standard value analyses

on numeric fields can produce wrong results because numeric variables are stored

in a shared mutable data structure, i.e., the heap. This implies that they can
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be modified using different references which are aliases and point to such mem-

ory location. Hence, further conditions are required to safely infer termination.

costa incorporates a novel approach for approximating the value of heap al-

located numeric variables [?] which greatly improves the precision over existing

field-insensitive value analyses while introducing a reasonable overhead. For the

example in Fig. 7.8, costa not only guarantees termination of method m but it

is also able to compute the following (pretty printed) upper bound by using the

cost model ninst:

m(this,x,y,size) is 33+nat(size)*35

7.3 Conclusions

costa is, to the best of our knowledge, the first tool for fully automatic cost

analysis of object-oriented programs. Currently, the system can be tried online

through its web interface at: http://costa.ls.fi.upm.es/costa. We plan to

distribute it soon under a GPL license. The fact that costa analyzes bytecode,

i.e., compiled code, makes it more widely applicable, since it is customary in Java

applications to distribute compiled programs, often bundled in jars, for which

the Java source is not available. As future work we plan to: (1) define new

cost models to measure the consumption of new resources; (2) support other

complexity schemes such as the inference of lower-bounds; and (3) improve both

the precision and performance of the underlying static analyses.
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Part VI

Conclusions
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Chapter 8

Conclusions

This thesis has presented several novel techniques for modular and field-sensitive

termination analysis, we believe that the experimental results obtained after ap-

plied these techniques, increased the applicability of termination analysis. Most

of the techniques have been implemented in the costa system (an analyzer for

java bytecode) and have been evaluated experimentally. Some of the fundamental

conclusions which may be derived this work are:

• We have introduced a modular approach developed in a cost and termina-

tion analyzer of java bytecode. Also we have performed several experiments

showing that this framework obtains better results than those using global

analysis. In order to test the applicability of the modular framework, it was

proved analyzing a specific subset of Java ME libraries.

The main advantages of this modular termination analysis are:

It produces correct results for incomplete programs

During the analysis of a method from a program, the call graph of

the method is traversed in a bottom-up way, to obtain the analysis

results for the methods invoked by the entry method being analyzed.

By analyzing one method at a time, the code from methods invoked

are not available. However using a separate analysis for each method

and applying a default call pattern general enough, it is possible to

produce correct results.
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It allows reusability

It is one of the goals of this framework, for this purpose we use asser-

tions to store analysis results performed by costa in each domain. An

assertion has a precondition and a postcondition, in the precondition

states for which call patterns this assertion is applicable and includes

information for each domain. The postcondition contains the analysis

results for all domains after the analysis of a method, also it contains

if costa has proved termination for the method analyzed. There are

other type of assertions written by the user for native methods. An

assertion is applicable if the call pattern for a method is included in

the precondition for the specific domain of interest, then the postcon-

dition of the domain is used as an answer pattern for the call to the

entry method from other method.

It is flexible in the level of granularity

The code received by the analyzer can range from a single method to a

whole component. It allows a higher level of scalability and reusability.

It also can be used in a component based system at component’s level.

Because once a component is analyzed, its results are stored, if during

the analysis of a component-based application requires the component

analyzed, the results obtained can be used instead of reanalyzing it.

It restricts the visibility of the code

We have implemented some ways to restrict the access of the costa

analyzer to program code. In order to include/exclude from the anal-

ysis a specific class or setting the visibility of it, with respect to the

entry method, the class or the package. Allowing to load only the cor-

responding assertions called by the entry method when the visibility

is set to method, if it is set to class, then the analyzer can access the

class that contains the entry method being analyzed.

It use contracts

There are some interesting difficulties associated to the analysis of li-

braries such as classes can be extended and methods overridden. If

a class overrides a library method the results obtained for the library

method, might not be valid. We solve this problem using contracts
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that expresses the behavior for a given method and any method over-

riding it. In the case of the interfaces and abstract methods assumed

assertions can be used.

It obtains better results than non-modular analysis

Experimental results show the applicability of termination analysis is

increased, due to it is 10 times faster than a non-modular analysis. A

non-modular approach needs to load 7 times more code than modular.

Furthermore, the modular approach in this setting has turned out to

be strictly more precise than the non-modular approach, since for all

cases where the non-modular approach has proved termination, also it

has been proved by the modular approach.

• We have presented a field-sensitive analysis that provides techniques that

allows a good balance between accuracy of analysis and its associated com-

putational cost. Through analyses which track size information, such as the

value of numeric data or array indexes, or the size of data structures, to

determine a ranking function for the loop. This guarantees that the loop

will have a finite number of iterations. Handle reference field is essential

in object-oriented programs as it is shown in our experiments results. This

framework consists of two main steps:

Locality Conditions

Partitioning the program into scopes to define locality conditions for

numeric and reference fields. These conditions are context-sensitive

to consider as local fields signatures which do not satisfy the locality

condition otherwise.

– This approach verifies that memory location where the field is

store does not change and all accesses to it were done through

the same reference. This verification allow us to determine if the

object field can be safely replaced in a specific context by a local

variable.

– The reference constant analysis help us proving that the memory

location is constant at certain program point. This analysis as-

sociates each variable at each program point with an access path
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and can be applied in a compositional way to strongly connected

components which are the smaller scopes we consider.

– We distinguish between access for reading the field value and those

that modifies its value. Many reference fields, track only those

used to traverse data structures. We check that field signature are

both in the read and write sets.

Transformation

We propose transform object fields into ghost variables according to

the locality conditions, using a combination of context-sensitive local-

ity with a polyvariant transformation which allows multiple versions

of scopes. To infer information on fields through ghost variables.

– In order to ensure a monovariant transformation, fields that were

proven local can be consider as local variables. Dealing with mul-

tiple fields, the transformation has to be done on a intermediate

representation, where the guarded rules capture the conditional

statements and loops are transformed into recursion.

– The transformation is applied on scopes for each local field, in

the head of the rules. To keep track of their possible read uses if

there are not write accesses, otherwise we can only keep track of

accesses through the same access path. Hence we have at most

one variable, the same arguments are added to internal calls.

– Object fields are replaced by variables, for each field access in-

struction, if the field is local then the field access is replaced by

a local ghost variable. In the case of calls to methods, we add

arguments which are local within such scope or method.

– In order to take full advantage of context-sensitive we do a poly-

variant transformation to generate multiple versions of each scope

to achieve a bigger set of field signatures which satisfy the locality

conditions. Each one of this versions has a unique identifier. Then

a minimization phase is applied to reduce number of versions.

• Also a case study is presented, it successfully estimates the runtime of some

mobile applications for a specific mobile, before their execution. These ap-
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plications or MIDlets were tested in a Nokia device to calibrate the execu-

tion time of every method called in their source code. In this experimental

study based on Java Micro Edition the main purpose was to figure out the

execution times of a set of MIDlets developed under this Java version. Be-

cause the analysis of its bytecode instructions was not enough, due to the

extensively use of API methods.

• The concepts seen in the case study helped to provide the basis for another

contribution in this thesis, which is the web interface of the costa system.

That includes support for the analysis of MIDlets, these type of applications

differs from Java ones, because their execution follows a life cycle. It consists

of three methods, at each method the class analysis is applied to obtain the

set of classes needed for the entire analysis. The analysis performed for

MIDlets involves the analysis of each method in its life cycle.
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Appendix A

Java Micro Edition

A.1 Mobile Code for Mobile Phones : MIDP

Java Micro Edition (Java ME) [?] technology was originally created in order to

deal with the constraints associated with building applications for small devices.

For this purpose, Sun defined the basics for Java ME technology to fit such a

limited environment and make it possible to create Java applications running on

small devices with limited memory, display and power capacity.

Java ME platform is a collection of technologies and specifications that can

be combined to construct a complete Java runtime environment specifically to fit

the requirements of a particular device or market. This offers a flexibility and

co-existence for all the players in the eco-system to seamlessly cooperate to offer

the most appealing experience for the end-user.

The Java ME technology is based on three elements:

1. A configuration provides the most basic set of libraries and virtual machine

capabilities for a broad range of devices,

2. A profile is a set of APIs that support a narrower range of devices, and

3. An optional package is a set of technology-specific APIs.

Over time the Java ME platform has been divided into two base configurations,

one to fit small mobile devices and one to be targeted towards more capable

mobile devices like smart-phones and set top boxes.
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The configuration targeting resource-constraint devices like mobile phones

is called the Connected Limited Device Configuration (CLDC ) and the more

capable configuration is called the Connected Device Profile (CDC ). CDC uses

the classic Java virtual machine and is for devices with at least a few megabytes

of available memory.

CLDC [?] is specifically designed to meet the needs for a Java platform to

run on devices with limited memory, processing power and graphical capabilities.

This configuration also specifies the subset of the Java programming language, the

subset of functionality of the configuration’s Java virtual machine, the security

and networking features, as well as the core platform libraries, all to support a

wide range of consumer products. CLDC is the basis for one or more profiles and

defines the minimum required complement of Java technology components and

libraries for small connected devices.

On top of the different configurations Java ME platform also specifies a num-

ber of profiles defining a set of higher-level APIs that further define the applica-

tion. A widely adopted example is to combine the CLDC with MIDP to provide a

complete Java application environment for mobile phones and other devices with

similar capabilities.

MIDP for Java ME defines device-type-specific sets of APIs for a particu-

lar vertical market or industry. The goal of MIDP [?] is to define an enhanced

architecture and the associated APIs required to enable an open, third-party, ap-

plication development environment for mobile information devices. The MIDP

2.0(JSR-118) specification is based on the MIDP 1.0(JSR-037) specification and

provides backward compatibility with MIDP 1.0 so that MIDlets written for

MIDP 1.0 can execute in MIDP 2.0 environments. The MIDP is designed to

operate on top of CLDC. While the MIDP 2.0 specification was designed assum-

ing only CLDC 1.0 features, it will also work on top of CLDC 1.1 (JSR-139),

and presumably any newer versions. It is anticipated that most MIDP 2.0 im-

plementations will be based on CLDC 1.1. Mobile Information Devices (MIDs)

span a potentially wide set of capabilities. Rather than try to address all such

capabilities, the MIDP 1.0 (JSR-037) and MIDP 2.0 (JSR-118) limit the set of

APIs specified, addressing only those functional areas that were considered abso-

lute requirements to achieve broad portability and successful deployments. These

include application delivery and billing, application life cycle (i.e., defining the
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semantics of a MIDP application and how it is controlled), application signing

model and privileged domains security model, end-to-end transactional security

(https), MIDlet push registration (server push model), networking, persistent

storage, sound, timers, user interface (UI) (including display and input, as well

as the unique requirements for games).

With the configuration and profiles the actual application then resides, using

the different available APIs in the profile. For a CLDC and MIDP environment,

which is typically what most mobile devices today are implemented with, a MI-

Dlet is then created. A MIDlet is the application created by a Java ME software

developer, such as a game, a business application or other mobile features. These

MIDlets can be written once and run on every available device conforming with

the specifications for Java ME technology. The end user can search for a specific

type of application and having it downloaded over the air to his/her device.

Java APIs are frequently referred to by their Java Specification Request(JSR)

number and a profile defines the minimum set of APIs available on a particular

set of devices and the applications are written for a particular profile and make

it portable to any device that supports that profile.

The Kilobyte Virtual Machine (KVM ) [?] has been developed as part of Java

ME to provide a modular, scalable architecture for the development and deploy-

ment of portable, dynamically downloadable, and secure applications in consumer

and embedded devices. The high-level design goal for the KVM was to create

the smallest possible ”complete” Java virtual machine that would maintain all

the central aspects of the Java programming language and would run in a mobile

device with only a few hundred kilobytes of memory. The KVM is designed to

be:

• Small, with a static memory footprint of the virtual machine core in the

range 40 kilobytes to 80 kilobytes(depending on the target platform and the

compilation options).

• Clean and highly portable.

• Modular and customizable.

• As ”complete” and ”fast” as possible without sacrificing the other design

goals.
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The KVM is implemented in the C programming language, so it can easily be

ported onto various platforms for which a C compiler is available. The virtual

machine has been built around a straightforward bytecode interpreter with var-

ious compile-time flags and options to aid porting efforts and improve space op-

timization. Sun’s KVM reference implementation can be compiled and tested

on two platforms: Solaris and Windows. Both versions of KVM are used as the

basis for official CLDC reference implementations that customers can use for the

device-specific ports.

A.2 CLDC

CLDC is composed of the KVM and core class libraries that can be used on a

variety of devices such as mobile phones, two-way pagers, personal organizers,

home appliances, and so on. Eighteen companies, mostly wireless device manu-

facturers, have participated in the definition of this configuration using the Java

Community Process (JCP).

Due to the standard Java Virtual Machine differs from the KVM [?] used by

CLDC the differences between them are the following:

• No support for floating point data types(float and double).

• No support for the Java Native Interface(JNI).

• No user-defined, Java-level class loaders.

• No reflection features.

• No support for thread groups or daemon threads.

• No support for finalization of class instances.

• No weak references.

• Limitations on error handling.

CLCD requires a preverification in order to discard or allow its class files,

adding a stack map attribute which helps to do a faster verification of the Java

class files, with the same level of security of the standard Java VM verification

128



step and less VM code. The size of the class file increases in a 5% approximately.

Also CLDC addresses the following areas:

• Java language and virtual machine features

• Core Java libraries (java.lang.*, java.util.*)

• Input/output

• Networking

• Security

• Internationalization

The features addressed by profiles implemented on top of the CLDC are:

• Application life cycle management (application installation, launching, dele-

tion)

• User interface

• Event handling

• High-level application model (the interaction between the user and the ap-

plication)

In terms of security CLDC offers low-level-virtual machine security that is

achieved by requiring downloaded Java class to pass a classfile verification step.

Also the applications are protected from each other by being run in a closed

sandbox environment and the classes in protected system packages cannot be

overridden by applications.

A.3 MIDP

A MIDP application usually called MIDlet uses only functionality specified by

MIDP as it is developed, tested, deployed and run. Also MIDP defines how

multiple MIDlets forming a suite can be packaged together and share resource

within the context of a single Java virtual machine. The information shared

between MIDlets is controlled by APIs and their implementations.
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A.4 MIDP’s Packages

The external methods in the libraries of the MIDP Packages [?] are the main part

used in this work, because they are the methods available to program a MIDlet.

The libraries are grouped and described by its usage in a package as follows:

1. Core Package

• java.lang MIDP Languages Classes included from Java 2 Standard

Edition.

• java.util MIDP Utility Classes included from Java 2 Standard Edition.

• java.io Provides classes for input and output through data streams.

2. User Interface Package

• javax.microedition.lcdui UI API for implementation of user interfaces

for MIDlets.

• javax.microedition.lcdui.game Game API provides rich gaming content

for wireless devices.

3. Application Lifecycle Package

• javax.microedition.midlet Defines MIDlets and the interactions be-

tween the application and the environment in which the application

runs.

4. Persistence Package

• javax.microedition.rms MIDP provides for MIDlets the ability to per-

sistently store data and later retrieve it.

5. Network Package

• javax.microedition.io Networking support using the Generic Connec-

tion Framework, includes new socket, UDP, serial, and secure connec-

tion types, and push functionality.

6. Public Key Package
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• javax.microedition.pki Public key class for certificates used to authen-

ticate information for secure connections.

7. Sound and Tone Media

• javax.microedition.media Interfaces for controlling (Control) and ren-

dering (Player) audio - sound classes compatible with the Mobile Media

API specification.

• javax.microedition.media.control Sound-control classes (ToneControl

and VolumeControl).

A.5 MIDlet Life cycle

Each MIDlet is an object of class MIDlet (see A.4) and follows a life cycle [?],

which is a state automaton managed by the Application Management Sys-

tem(AMS).

The methods of MIDlet class called by the AMS are:

• The constructor itself.

• startApp(): The MIDlet gets any resources it needs to run and enters the

active state. This method is called whenever the midlet is started or exits

the paused state.

• pauseApp(): The AMS needs to reduce the amount of resources temporarily,

due to a task with a higher priority like a phone call or the execution of

another MIDlet. So it requests the MIDlet stops and releases some resources

it holds. The behavior of this state depends on the phone implementation.

• destroyApp(): The AMS decided the MIDlet is not needed anymore or has

to make room for a high priority application in memory.

The startApp() method is the main part of a midlet which consists of methods

under MIDP profile.
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A.6 MIDlet Suite Package

A MIDlet suite[?] is formed by one or more MIDlets and is bundled as a Jar file

and an optional application descriptor file(.jad). The Jar file is executed on the

mobile phone. The Jar file includes:

• A Manifest file.

• Java classes for the MIDlet(s)

• Resource files used by MIDlet(s)

The Manifest file provides information about the contents of the Jar file and

defines attributes of the device used to identify, retrieve, install and invoke the

MIDlet suite. The manifest provides information about the contents of the JAR

file. JAR file formats and specifications are available at [?].

The next attributes will show the contents of a Manifest file and a Jar file.

• Manifest file

Manifest-Version: 1.0

MicroEdition-Configuration: CLDC-1.1

MIDlet-Name: TimeAnalysis

Created-By: 1.4.2 03 (Sun Microsystems Inc.)

MIDlet-Vendor: Unknown

MIDlet-Permissions: javax.microedition.io.Connector.file.write,

javax.microedition.io.Connector.file.read

MIDlet-1: TimeAnalysis, TimeAnalysis.png, analysis.TimeAnalysis

MIDlet-Version: 1.0

MicroEdition-Profile: MIDP-2.0

• Jar File

MIDlet-1: TimeAnalysis, TimeAnalysis.png, analysis.TimeAnalysis

MIDlet-Jar-Size: 3212

MIDlet-Jar-URL: TimeAnalysis.jar

MIDlet-Name: TimeAnalysis

MIDlet-Permissions: javax.microedition.io.Connector.file.write,
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javax.microedition.io.Connector.file.read

MIDlet-Vendor: Unknown

MIDlet-Version: 1.0

MicroEdition-Configuration: CLDC-1.1

MicroEdition-Profile: MIDP-2.0

Some attributes are defined in both files, like MIDlet-Name, MIDlet-Version,

and MIDlet-Vendor, to ensure the Jar file will be installed. The others repeated

attributes are optional.

The process for building a mobile application is the following and was done

in a Makefile:

• Compile.

• Preverify as mentioned before in Section A.2.

• Generate a jar file.

A.7 J2ME Wireless Toolkit

The J2ME Wireless Toolkit is a set of tools for developing Java applications

that run on devices compliant with Java Technology for the Wireless Industry

(JTWI,JSR 185) specification and Mobile Service Architecture (MSA,JSR 248)

specification. It consists of build tools, utilities and a device emulator.

The Wireless Toolkit implements capabilities which are exposed through stan-

dard APIs, defined by JCP. Additionally includes a emulation environment, per-

formance optimization, tuning features and examples to bring efficient wireless

applications to market.

The following list contains APIs of the J2ME Wireless Toolkit 2.5 [?] based

on CLDC 1.1 and MIDP 2.0 which are the most recent versions:

• PDA Optional Packages for the J2ME Platform (JSR 75)

• Java APIs Bluetooth (JSR 82)

• Mobile Media API (MMAPI)(JSR 135)
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• J2ME Web Services Specification (JSR 172)

• Security and Trust Services API for J2ME (JSR 177)

• Location API for J2ME (JSR 179)

• SIP API for J2ME (JSR 180)

• Mobile 3D Graphics API for J2ME (JSR 184)

• Wireless Messaging API(WMA) 2.0 (JSR 205)

• Content Handler API (JSR 211)

• Scalable 2D Vector Graphics API for J2ME (JSR 226)

• Payment API (JSR 299)

• Advanced Multimedia Supplements (JSR 234)

• Mobile Internationalization API (JSR 238)

• Java Binding for the OpenGL(R) ES API (JSR 239)

The new release 2.5.1 has support for Linux[?] and contains bug fixes to the

original 2.5 version for Windows.
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