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Abstract 
With the existence of communication comes the need to protect 
confidential data. The technology to secure data from 
unauthorized third parties needs to advance as communication 
technology and data processing capabilities are improved. The 
way that encryption evolves is by making, with newer methods, 
harder for an agent to brute-force [1] confidential data from its 
encrypted form. This involves developing complex mathematical 
algorithms to ensure this process is time-consuming. There are 
many implementations of these algorithms publicly available, 
each implementation having different performance and security 
characteristics. None of these commonly used methods are 
designed with multi-tiered storage systems in mind. However, if 
selected and applied smartly, these methods can provide 
predictable security and both CPU and I/O performance benefits 
that a naive approach wouldn’t provide. In this project, we design 
and implement HEncrypt: a single library that can dynamically 
choose the best method for data encryption on multi-tiered 
storage systems following one of two main directives: minimize 
the amount of time spent encrypting given a protection level, or 
maximize the protection level given a maximum time frame for 
the encryption process. The data will subsequently be encrypted 
and stored encrypted on the various storage devices. 
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1. Introduction 
In order to choose the best encryption method, we need to assess what makes them 
different. From now on we will use the term “algorithm” or “cipher” when referring to a 
named known process of performing a certain encryption mechanism. Finally, we will 
use the term “library” when referring to a named suite of implementations that is compiled 
together. The cryptographic algorithm processes a plaintext and returns a ciphertext with 
the encrypted data. The plaintext is the input of an encryption algorithm, which can be 
read and understood by either a human or a machine. “It is a historic term, pre-dating 
computers, when encryption was only used for hard copy text, nowadays it is associated 
with many formats including music, movies and computer programs” [2]. The output of 
the encryption algorithm is referred to as ciphertext. Not every encryption algorithm is 
developed for the same use cases. 

 
We can classify these algorithms based on use cases. In Figure 1 is shown the 

different families of algorithms. Mainly, there are two types:  asymmetric and symmetric 
encryption algorithms. Symmetric algorithms use the same key for both encryption and 
decryption. They are faster than asymmetric and don’t require key distribution, and they 
are commonly used for data at rest. Asymmetric, also referred to as public-key algorithms, 
use one key for encryption (public) and another different key for decryption (private), and 
they are commonly used for authentication and message communication. This way, when 
the plaintext is encrypted using the public key, it can only be decrypted by the owner of 

Figure 1 - Cryptographic families [3] 



the public key [4]. Because we don’t intend to add in the complex nature of key 
management and distribution to the decision engine, this project focuses on symmetric 
algorithms. 

There are two types of symmetric encryption; stream ciphers and block ciphers. The 
difference is that stream ciphers encrypt one bit at a time whereas block ciphers encrypt 
fixed-length blocks of bits [5]. Block ciphers are widely used in symmetric encryption 
and there are many implementations and wealth of literature available, because of this, 
we will initially focus our study solely on block-based algorithms. 

The focus of the project is to achieve a good overall encryption performance and 
security, mainly in data at rest, which is the reason why we will use symmetric block 
cipher algorithms. These algorithms use the same key to encrypt and decrypt the data, 
removing the complexity of key management and distribution. There are some metrics 
that allow comparing different symmetric algorithm implementations [6]. We can group 
these metrics in two: security (or protection) and performance metrics. 

1.1. Security 

The ultimate goal of encryption algorithms is to protect data. The level of protection of 
an algorithm is directly tied to the time that an attacker needs to obtain the plaintext 
without the key. Usually, this time is equal to the time required to brute-force an 
algorithm. However, weaknesses in encryption algorithms can cause this time to be 
reduced. The process to find these weaknesses in a certain algorithm is called 
cryptanalysis. The measurement of protection in an algorithm considering cryptanalysis 
data is non-deterministic, for the sake of simplicity, this aspect of security is outside of 
the project scope. 

Other components that affect security are the length of the key, the length of the 
block, and the number of rounds the block cipher uses. A block cipher encrypts data by 
applying for a determined number of rounds the same operation by blocks of fixed size. 
Each operation applies the key to the subset of unencrypted data. Each algorithm has its 
own method for doing this. Furthermore, these operations vary when applying a block 
cipher mode of operation; “block mode” for short. Block mode adds an additional level 
of protection by applying different transformations to the blocks. This means: the longer 
the key, the more the possible combinations against a brute force attack; the higher the 
number of rounds, the more entropy is added to the encrypted data, at the cost of 
performance; and the larger the block the more possible transformations can be applied 
by the block mode. Note that we expect to experience a difference in performance when 
choosing different block modes of operation. 



1.2. Performance 

Block cipher algorithms are very popular, this means there are many implementations 
available. We narrowed our choice to C/C++ libraries due to the higher performance and 
tuning capability of low-level code. We chose what we considered the more widely used 
libraries for our study: OpenSSL [7]. Crypto++ (Cryptopp) [8], Botan, Libgcrypt 
(GCrypt) [9], NaCl (Libsodium) [10]. and WolfCrypt (from WolfSSL) [11]. These 
libraries have different source code and as such, we expect to experience differences in 
performance when comparing the same ciphers under the same conditions. 

Some CPUs have certain instruction sets that are designed to improve cipher 
performance, e.g.: AES-NI instruction set [12]. To consider this performance variation, 
we included x86_64 and aarch64 architectures on our experimentation and created 
optimization configurations for them. Other components that affect performance are the 
aforementioned key size, number of rounds, and block mode as well as the plaintext size. 

Based on the implementation offered by the chosen libraries and their popularity 
we chose the following algorithms to study: AES (Rijndael) with 128, 192 and 256-bit 
keys; ARIA with 128, 192 and 256-bit keys; Blowfish with 128, 192, 256 and 448-bit 
keys; SM4 and SEED. These algorithms can be used combined with the following block 
modes: CBC, CFB, OFB, CTR and XTS. 

All these security and performance dimensions generate multiple combinations of 
possible solutions to the problem. Adding to the complexity, we must choose these 
solutions together with the appropriate storage destination in order to gain benefit from 
the multi-tiered storage. 

This report presents the placement engine part of HEncrypt, an encryption library 
for multi-tiered storage environments that dynamically chooses the appropriate 
encryption method following one of two strategies: minimize the overall encryption time 
while maintaining the specified protection level by the user or maximize the protection 
level of the encryption within a specified time frame. This is achieved using multi-
dimensional dynamic programming optimization algorithms supported by initial 
empirical data and reinforced learning. 

The report is organized as follows: first the background and motivations, secondly, 
how the system has been designed, implemented and evaluated, finally, the conclusions 
and future work. 
  



2. Background and Motivation 
Security in information systems is often regarded as a mere layer on top of the rest of its 
components. This misses the chance of using the underlying architecture to reduce the 
inevitable loss of performance that occurs when encryption is added. In systems like 
High-Performance Computing (HPC) distributed systems, this gap between layers is a 
big concern. HPC’s main mission is to make use of all the theoretical computing 
performance a system can provide to solve complex problems. For this to happen, creative 
solutions are needed to close down some of the problems that arise with distributed 
systems. A good example is the HCompress solution [13], which optimizes data 
placement in multi-tiered storage systems by compressing data. This allows for better 
utilization of the faster but often smaller storage tiers. 

To motivate our approach of using encryption together with multi-tiered storage 
environments. We conducted several experiments on encryption methods that would give 
us the supporting evidence we need. The experiments were run using a custom C++11 
benchmarking software run on the Chameleon Cloud Virtual Machine platform with an 
Intel Haswell CPU. For this purpose, we need the encryption and encryption processes to 
use data in RAM, with no additional I/O activity. 

There are two main properties of an encryption mechanism: performance and 
security. Usually, one goes against the other. We defined a performance metric to help us 
compare the ciphers under the same conditions. 

Where t is the time taken to encrypt B bytes of data. The higher the pace, the higher 
the encryption throughput. 

Figure 2 shows the terminology we will be using during the experiments. The first 
experiment consists in encrypting files of increasingly larger size with all the 
combinations of the different implementations. 

Figure 2 - Experiment terminology 



Figure 3 is part of a study conducted together with the Encryption Manager author, 
as it was crucial for the whole project to obtain a clear classification. It shows in green 
the best choice (best pace) of library per cipher for a given file size interval. This confirms 
the assumption that many combinations of library, cipher, and input file size must be 
considered in different situations. Furthermore, it gives us a hint that we can combine two 
or more different implementations to achieve the best encryption performance rather than 
use a single one. This combined with the separate I/O channels that a multi-tiered storage 
environment offers can result in a very competitive encryption mechanism. 

Per the conditions of our study, we set the security of the algorithm to be 
independent of the algorithm mathematical process. And given that we cannot use any 
cryptanalysis-related information, means that we must define a theoretical security 
metric. This metric depends on the other security aspects of a cipher: block mode of 
operation, block length, key length and number of rounds in the algorithm. We define the 
Coefficient of Security of an algorithm (Cs) as: 

Figure 3 - Pace matrix sample 



Where K and L are the key and block length of the algorithm a respectively. R and 
W are the number of rounds and the security weight of the block mode m. This theoretical 
metric provides a representative coefficient of security for a given algorithm so we can 
compare them. The weight of the block mode of operation represents the effects on 
security that the mode has on the overall cipher. This is very important in the XTS 
encryption mode which uses keys of double the size for encryption. 

3. Placement Engine 
HEncrypt is an encryption library that allows for a user to transparently encrypt and store 
data for later decryption. Under the hood, the library dynamically chooses from among 
multiple cipher implementations to best match the user requirements. These requirements 
come in the form of either an expected protection level or an expected duration of 
encryption. To achieve this, HEncrypt uses an intelligent encryption and data placement 
engine. Composed of a system profile of the storage hierarchy, a knowledge database of 
cipher performance for each library, an encryption manager with a wide library pool of 
cipher implementations, and a smart placement engine. This project focuses on the smart 
placement engine. 

3.1. Problem description 

The problem consists in creating a smart placement engine that can choose the best 
combination of encryption method and storage layer in consideration of current system 
status. The placement must follow one of two directives: minimize the encryption time 
while maintaining a level of protection or maximize the level of protection in a given 
time. 

The engine will take advantage of using separate I/O channels and of the fact that 
different encryption methods exhibit different performance behaviors depending on the 
size of the plaintext. This sub-system will be part of HEncrypt and must follow the global 
modularity design, and thus offer an interface to communicate with the Encryption 
Manager which will provide its encryption capabilities. 

3.2. Design 

We designed HEncrypt to be a modular system. The main parts being the placement 
engine and the encryption manger. The following sections will cover HEncrypt’s API 
architecture, and the placement engine and relevant modules design. 



33.2.1. Architecture 

Figure 4 shows the high-level architecture of HEncrypt. Note that this figure will be 
shared with the author of the encryption manager part of the project. We can see an 
exposed API that contains the two main functions of the system: encrypt and decrypt. 
Encrypt will need information on the strategy used: minimize the time for a given security 
or maximize security for a given time, plus the path to the file and the maximum amount 
of time we want the engine to look for an optimal solution. Decrypt on the other hand will 
just need the encrypted filename path and where we want to store the decrypted file. 

The Engine oversees selecting dynamically the best encryption algorithm and 
library combination for the given storage tiers. It will ingest data from two different 
modules: 

- System profile: Reads from a file the information on the storage tiers and their 
devices 

- Cipher Database: Loads cipher seed data and transforms it into inputs for the 
engine. 

Figure 4 - HEncrypt architecture 



Figure 5 shows a simple representation of what the engine is designed to accomplish. The 
file will be split in 1 or more parts to be encrypted by a determined encryption 
implementation and then saved individually in its corresponding storage tier. 

33.2.2. Engine design 

In order to decide which encryption mechanism to use the engine must implement an 
algorithm that adjusts well to the requirements. To find this algorithm, we looked at 
different types of computational problems and analyzed how well it adjusted to our 
problem: 

- Decision problems: Given a given input, we are required to give a YES or NO 
answer. 
We could compute all possible combinations of encryption mechanism, storage 
tiers and file sizes and look for the shortest time. However, this solution scales 
poorly and too many constraints must be considered that create an exploding 
number of use cases. 

- Search problems: Given an input, we want to compute some answer that is in some 
relation to that input, if such exists. At first, we considered this approach. We 
designed a decision tree where the best non-overlapping solutions were selected. 
Each leaf of the tree was the best solution for a given file size and level of 
protection. There were two problems with this approach. The first was that the 
tree cannot be used to figure out the best combination of file sizes (recall section 
2). The second is that this method only works on a static system, where other 
processes don’t affect system performance (CPU usage, I/O load…). 

- Optimization problems: Find the best solution from the set of feasible solutions. 
We consider a feasible solution to be any solution that can encrypt the required 
files this is the best approach. Thus, we must choose among several feasible 
solutions (file segmentation, encryption mechanism, destination storage tier) the 
best. The best solution will be either the one that can encrypt in the least amount 

Figure 5 - Engine task creation and distribution 



of time or the one that can achieve the greatest level of encryption in a given time 
window, depending on the goal. 

The problem of the placement engine can take the form of a constraint problem. In 
order to choose the best algorithm, we looked at several existing problems looking for the 
one that adjusted the best to our own. We focused on two well-known optimization 
problems: The Vehicle Routing Problem and the Job Shop Problem. 

The Vehicle Routing Problem (VRP) is a generalization of the Travelling Salesman 
Problem (TSP) [14]. The difference from the TSP problem is that it can take into 
consideration several things: 

- Delivery time 
- Load capacity and weight 
- Fuel consumption and refueling 
- Warehouse and restocking 

More specifically, we were interested on the Split Delivery Weighted Vehicle 
Routing Problem variant (SDWVRP) [15]. This variant allows for the requested cargo to 
be delivered in several trips to the client and for the cargo weight to affect the cost of a 
trip. This translates into our problem the following way: 

- The “client” is the file 
- The client “needs” X number of bytes to be “delivered”, encrypted 
- These bytes can be processed through different “routes” 
- Each route is a combination of encryption method and storage tier 
- The “weight” is the number of bytes to be processed in a route 
- The “cost” of the route is the encryption/decryption pace of using that method 

plus the I/O time 



- The objective is to find the best route that minimizes trips 

Figure 6 shows a simple representation of the different routes made up from 
encryption methods and storage layer. 

The main problem with the SDWVRP approach is that it cannot take into account 
time windows. This is very important to our problem because encryption tasks must be 
prioritized in order to adapt to current system status, they cannot be all processed at the 
same time. There are some VRP variants that use time windows, but they miss of some 
of the SDWVRP key features for our problem. 

The Job Shop Problem (JSP) is a scheduling problem that tries to find the best 
placement of tasks in each set of machines. It translates into our problem the following 
way: 

- A “job” is a piece of the unencrypted file 
- Each job has a “length”, file size 
- A “machine” is a combination of encryption method with storage tier 
- Each machine has different “performance”, encryption pace plus I/O rate 
- The objective is to minimize total time 

There is only one problem with applying the JSP problem to our own. We don’t 
know how many tasks we have and what their length is. Being, we don’t know how to 
split the input size to make best use of the storage layers. There number of combinations 
of possible file chunks that can make up to the total size is too large to be considered in 
this problem. To go around this we simplified the way a file could be split. A file could 
only be split in a limited number of fixed-sized blocks, following this example: 

Figure 6 - Engine VRP representation 



A 20-byte file can only be encrypted using 1, 2, 4, 8- or 16-byte blocks, one of each 
for the same encryption method. This means the engine could choose to encrypt 8 and 4 
bytes with encryption method A, and 8 more with encryption method B, but could not 
choose to repeat a block size with the same encryption method. This limits the 
combination in a way that it can be computed easily. 

Our problem can be solved using a constraint solver for a modified version of the 
JSP. 

The solver will use the empirical cipher statistics to predict the duration of an 
encryption task and the system profile’s storage information to predict the duration of an 
I/O task. Figure 7 represents how the engine matches the duration of the encryption task 
pi for a given block of data bi with the duration of its I/O task si,j for the same data in the 
storage device j. The engine will create a task schedule with the following considerations: 

- An encryption task will have all CPU resources available so no parallel 
encryption tasks will be spawned. 

- I/O tasks can be executed in parallel taking advantage of the multi-tiered 
storage environment as long as they are on different drives. 

- Once the task schedule is defined, the tasks will be sent to the Encryption 
Manager to start encrypting them with the key that the Key Manager 
provides. 

- Once a block of data is encrypted, the codec will add the header information 
containing information on the cipher and the next block of data’s location. 

- The Storage Interface will save the result to the destination storage layer. 

The decryption process is straightforward. The library reads the fragmented file starting 
with the first fragment. The codec places data on each fragment directing to the next, this 
way the decryption process consists of simply decoding each fragment and putting 
together the decrypted file. 

Figure 7 - Engine JSP representation. CPU (grey) and I/O (blue) engine 
tasks 



33.2.3. System Profile 

The system profile delivers to the engine the current system performance status. This is 
relevant as in a high demanding system with many users, like in the case of HPC systems, 
the engine must know the best storage layer to choose from in a given time. 

3.2.4. Cipher Database 

This component holds information of the cipher seed and performance statistics for every 
available cipher. When starting the engine, the solver must be populated with known 
performance characteristics of the relevant cipher to be able to choose the best for every 
input file size. 

The Cipher Database allows for self-learning and improvement. The system can 
update the cipher seed data by adding new benchmark statistics. This allows the 
placement engine to adapt to variable system activity. 

3.3. Implementation 

HEncrypt was implemented using C++11 for Unix systems. We decided to use this 
language as the available encryption libraries were built to use this kind of low-level 
programming language. 

Figure 8 shows a class diagram of HEncrypt API. Note that this image will be 
shared with the author of the encryption manager part of the project. We will focus on the 
Engine. 

Figure 8 - HEncrypt class diagram 



The Engine class contains the dynamic algorithm for the selection and placement 
of encryption tasks. Each task contains the following information: encryption library, 
algorithm, key length and mode, target storage device and destination path, and an 
absolute ordering index. The index indicates which tasks are to be performed before 
others. 

The engine has two strategies: min-time and max-sec. The first one tries to 
minimize overall task time while maintaining the requested security coefficient. The 
second strategy will maximize this protection level while lasting no more than the 
requested time frame. 

The engine’s solver was implemented using a Google’s OR-tools CP-SAT. The CP-
SAT solver uses integer operations to find the optimal solution to a series of defined 
constraints. This meant we had to make some changes to our data, as it used floating point 
format. 

- The pace had to be in nanoseconds per byte. 
- The drive I/O rate had to be in nanoseconds per byte. 
- The coefficient of security had to be categorized. We used 5 different levels 

of security. The security level represents a position in the range of the 
coefficients of all the available ciphers. 

Implementing the constraints is straight forward. The data needed to create all 
relationships must be generated first. This means that all the combinations of block size, 
encryption method and storage device must be created. There will be two intervals for 
each combination. One interval will represent the processing time (encryption time) and 
the other the I/O time. Intervals cannot overlap. The exception is those I/O intervals in 
different storage drives. 

In both operation modes the engine will try to minimize the number of chosen 
blocks. Then, for the operation mode that tries to minimize encryption time, the solver 
will be set to minimize the time when the last I/O task is finished. For the second option, 
it will try to maximize the security level of the chosen ciphers while minimizing the gap 
between the time set and the actual time of the tasks. 

3.4. Evaluation and analysis 

The main objective of this experiment is to try the engine with several different input file 
sizes and see the performance benefits against a naïve approach. The experiments were 
conducted using a x86-64 intel architecture with four different storage drives representing 
the different storage layers: a 3.5in 7200 rpm 2TB HDD, a 2.5in 5400 rpm 1TB HDD, a 
2.5in 128GB SSD, and a m.2. NVME 256GB SSD. 



First, we used the Encryption Manager Benchmark tool from the author of that 
section of the project. This tool collects cipher performance statistics. The following 
ciphers were used: 

- From the Botan library: 
 AES-128, -192, -256: CBC, CFB, CTR, OFB, XTS 
 ARIA-128, -192, -256: CBC, CFB, CTR, OFB, XTS 
 BLOWFISH-128, -192, -256, -448: CBC, CFB, CTR, OFB 
 CAMELLIA-128, -192, -256: CBC, CFB, CTR, OFB, XTS 
 SEED-128: CBC, CFB, CTR, OFB, XTS 

- From the Crypto++ library: 
 AES-128, -192, -256: CBC, CFB, CTR, OFB 
 ARIA-128, -192, -256: CBC, CFB, CTR, OFB 
 BLOWFISH-128, -192, -256, -448: CBC, CFB, CTR, OFB 
 CAMELLIA-128, -192, -256: CBC, CFB, CTR, OFB 
 SEED-128: CBC, CFB, CTR, OFB 

- From the gcrypt library: 
 AES-128, -192, -256: CFB, CTR, OFB 
 BLOWFISH-128, -192, -256, -448: CFB, CTR, OFB 
 CAMELLIA-128, -192, -256: CFB, CTR, OFB 
 SEED-128: CFB, CTR, OFB 

- From the OpenSSL library: 
 AES-128, -192, -256: CBC, CFB, CTR, OFB, XTS (except 192 bit) 
 ARIA-128, -192, -256: CBC, CFB, CTR, OFB 
 BLOWFISH-128, -192, -256, -448: CBC, CFB, OFB 
 SEED-128: CBC, CFB, OFB 

- From WolfSSL’s WolfCrypt library: 
 AES-128, -192, -256: CTR 

We employed all the relevant available ciphers provided by each library. Note that 
ECB encryption mode was removed due to its security being unviable in a real-world 
situation. Also, all authenticated encryption with associated data (AEAD) modes were 
not used for the engine: CCM, OCB, GCM and GCM-SIV. These modes are not suitable 
for HEncrypt’s requirements and its properties are not comparable to standard encryption 
modes. 

 
 
 
 
 



We ran the benchmark tool with a medium dataset: from 1KB files to 512MB files. 
This tool iterates several times to produce reliable performance statistics. The resulting 
data is then aggregated so there is one entry per file size. 
 
FILE_BYTES CIPHERTEXT_BYTES ENCRYPT_T DECRYPT_T 
134217728 134217760 793586200 299109700 
268435456 268435488 1581547200 601769800 
33554432 33554464 195125300 75937300 
536870912 536870944 3134873300 1198677100 
67108864 67108896 389580600 149404800 

Table 1 - Cipher benchmark sample output 

Table 1 shows an output sample of a cipher combination (lib-alg-key-mode). The 
times are in nanoseconds. This is the input for the Cipher Database. 

Using a disk benchmarking tool we compiled data on disks. It provided the 
following: 

The numbers in the right represent the I/O rate in nanoseconds per byte. This is the 
input for the System Profile. 

The engine performance was measured using a custom benchmarking tool like the 
previously mentioned. The tool iterates over the different file sizes and performs the smart 
encryption and placement automatically. Several use cases are repeated to create a 
consistent average. 



 
Figure 9 shows a representative sample of different encrypted file sizes. Three times 

are shown, the decision time of the engine for that input size, the average encryption time 
and the average naïve encryption time, all in milliseconds. The naïve encrypted time was 
retrieved from the input benchmark data. We can see that between 128MB and 256MB 
of input file size the engine starts to gain advantage over a naïve approach. Note that to 
the encryption time the decision time must be added to compare to the others. 

Encrypting data with the engine improves around 20% on average against using 
naïve encryption on large enough files (+512MB). Using the engine on small files is not 
cost-efficient, even though the choosing of the encryption method is done automatically. 

Conclusions 
With the growth in cyber-attacks [16], protecting data is becoming essential [17]. To 
mitigate the cost of adding cryptographic security to a system, we used our knowledge on 
multi-tiered storage systems and looked for a creative way to optimize the task to the 
system. In solving this problem, and due to the complex nature of encryption, we designed 
and implemented a smart placement engine, part of HEncrypt: a library that is simple to 

Figure 9 - Placement engine vs naïve encryption performance 



use, transparent in its operation, and efficient at encrypting data. The heart of the library 
is an engine that uses dynamic programming algorithms to match the best encryption 
method for a given input and places it in the appropriate storage tier. The engine has some 
limitations. 

The placement engine efficiency increases with the size of the input file. We 
demonstrated that with files less than 512MB, the computing time threshold that the 
engine needs to make its decision renders the engine it unsuitable for these use cases. A 
good use case for this engine could be on data at-rest on a storage system which uses large 
data blocks and keep all its data seamlessly encrypted. 

Future Work 
Due to the time constraints of the project, several aspects had to be cut from the scope. 
For instance, this project can be extended to work with other systems such ARM based 
systems in which the available list of implemented encryption methods is smaller than in 
x86 systems.  

Another extension of the project could be a better System Profile. The placement 
engine will benefit from real time system statistics collection. This provides relevant data 
on where the engine should place its resource allocations, namely, less busy storage layers 
or CPU cores. 

CPU parallelization was done in such a way that the whole processor was dedicated 
to a single encryption method. This allowed for a simplistic comparison among 
encryption methods. A better management of parallelization could open new dimensions 
for the project. For example, in choosing different encryption modes based on CPU usage 
as some of them can process blocks in parallel. 

This project focused on symmetric block-based encryption. Stream ciphers can 
encrypt data bit by bit. Applying HEncrypt’s philosophy to those methods could allow 
for fine grained control of the encryption pipeline. This would allow to use this smart 
encryption engine in real-time applications reducing latency via streaming. 
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