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Resumen
La expansión de los métodos de aprendizaje automático ha seguido un ritmo sin precedentes
durante la última década. Su habilidad para resolver problemas de diversa naturaleza ha
colocado a las técnicas de aprendizaje automático en el foco de numerosas líneas de investigación y proyectos industriales. Paralelamente, la investigación e innovación en sistemas
robóticos ha estado constantemente creciendo, en términos de desarrollo de
algoritmos clásicos.

hardware

y

Sin embargo, el nivel de autonomía robótica proporcionado por al-

goritmos ajustados manualmente, con modelos del problema comúnmente simplicados,
está alcanzando su límite tecnológico. En este contexto, los métodos de aprendizaje automático, tales como aprendizaje profundo y por refuerzo, han proporcionado resultados

p.ej.

sobresalientes en escenarios complejos (

tareas de visión por computador), que re-

quieren el tratamiento de información de alta dimensionalidad o fuentes heterogéneas de
datos.
Siguiendo estas ideas, la presente tesis doctoral está enmarcada dentro de un novedoso
paradigma que el campo de la robótica está actualmente explorando, donde los robots
pueden aprender comportamientos de alto nivel en un entorno simulado, para posteriormente ser desplegados en un entorno real relevante. Por primera vez, se han usado métodos de aprendizaje profundo y por refuerzo para resolver aplicaciones complejas basadas
en visión para robótica aérea, tales como aterrizaje de un multirrotor en una plataforma
móvil o seguimiento de un multirrotor no cooperativo. Adicionalmente, han sido utilizadas
técnicas de aprendizaje profundo y por refuerzo en el marco de detección de objetos en
secuencias de vídeo. Todas las técnicas empleadas han sido diseñadas, implementadas y
validadas exhaustivamente en una amplia variedad de escenarios reales y relevantes. Las
mencionadas aplicaciones han sido formuladas como problemas basados en visión, con el
objetivo de ser resueltas con un multirotor y/o sistema empotrado de bajo coste y comerciales.
En este trabajo doctoral, la aplicación de aterrizaje de un multirrotor sobre una plataforma
móvil ha sido explorada haciendo uso de métodos de aprendizaje profundo por refuerzo.
La técnica completa ha sido aprendida en un entorno simulado y desplegada en un entorno
real. La estrategia ha sido validada de manera exhaustiva y comparada con numerosas técnicas clásicas para el aterrizaje de multirrotores, vericando aún más a fondo la efectividad
de la misma. Además, la aplicación de seguimiento de un multirrotor no cooperativo ha
sido solucionada mediante aprendizaje profundo y por refuerzo, lo cuál involucró un reto
adicional debido a su naturaleza de alta dimensionalidad y al riesgo de colisión de la maniobra de seguimiento, entre otros. En una tendencia similar, se ha propuesto un método para
la utilización de imágenes sintéticas fotorrealistas en el contexto de detección de objetos,
con el requerimiento nal de ser utilizado para imágenes reales.
Finalmente, en esta tesis, han sido investigadas diversas técnicas de aprendizaje profundo y por refuerzo para detección de objetos en vídeo, con el objetivo global de aprovechar
la información temporal presente en los fotogramas de una secuencia de vídeo, para así re-
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Resumen

ducir la latencia de procesamiento. La técnica ha sido inspirada por la falta de atención al
contexto de un objeto que la visión humana exhibe mientras realiza un seguimiento focalizado. La implementación derivó en una reutilización dinámica de contexto a lo largo de
los fotogramas, junto con una estructura temporal especial que disminuyó aún más el coste
computacional durante el procesamiento del vídeo. A este respecto, se ha propuesto una
técnica innovadora, donde una política generada por aprendizaje por refuerzo puede ser
entrenada con una distribución de funciones de recompensa, siendo capaz de encapsular
numerosos comportamientos en una única política.

En tiempo de inferencia, la política

puede ser condicionada a un único comportamiento dependiendo de los requerimientos de
la aplicación. La técnica propuesta ha sido validada en el marco de la aplicación de detección de objetos en vídeo. Sin embargo, el método es sucientemente genérico para ser
aplicado en otros escenarios relacionados con el aprendizaje por refuerzo.
La presente tesis por compendio está compuesta por tres publicaciones en revistas cientícas

peer-reviewed.

Dichas publicaciones contribuyen de manera equitativa a satisfacer

los objetivos de esta tesis doctoral, siguiendo una unidad temática clara y progresiva.
Además, estas publicaciones han extendido el estado del arte en las mencionadas aplicaciones de robótica aérea y han contribuido al uso de información sintética en el marco de
la robótica para el mundo real.

Abstract
The expansion of machine learning methods has followed an unprecedented pace during
the last decade. Their ability to solve problems in domains of diverse nature has placed
machine learning techniques on the focus of several research lines and industrial projects.
Besides, the research and innovation in robotic systems have been constantly growing, in
terms of hardware and classical algorithmic development. Nevertheless, the level of robotic
autonomy provided by hand-engineered algorithms, with commonly simplied models of
the problem, is reaching a technological limit. In this context, machine learning methods,
such as deep and reinforcement learning, have provided outstanding results in complex
scenarios (

e.g.

computer vision tasks), which require the treatment of high-dimensional

information or heterogeneous sources of data.
Following these ideas, the present doctoral thesis is framed in a novel paradigm which
the robotics eld is currently exploring, where robots can learn high-level behaviors in a
simulated environment, in order to be nally deployed in a real-world relevant environment.
For the rst time, deep and reinforcement learning methods and simulated environments
have been used to solve challenging vision-based applications in aerial robotics, such as
multirotor landing on a moving platform and non-cooperative multirotor following. Additionally, deep and reinforcement learning techniques have been utilized in the scope of
object detection in video sequences.

All of the techniques have been designed, imple-

mented, and thoroughly validated in a wide variety of real and relevant scenarios.

The

stated applications have been formulated as vision-based problems, in order to be solved
with a low-cost and o-the-shelf multirotors and/or embedded systems.
In this doctoral work, the application of autonomous multirotor landing on top of a
moving platform has been explored by making use of deep reinforcement learning methods.
The complete approach has been learned in a simulated environment and deployed in a
real environment. The strategy has been exhaustively validated and compared to several
classical multirotor landing techniques, further verifying its eectiveness. In addition, the
task of autonomous non-cooperative multirotor following has been solved through deep and
reinforcement learning, which involved an increased challenge due to its higher dimensional
nature and complexity of the maneuver, among others. In a similar trend, the complete application has been solely aided by synthetic information, such as low-level simulated states
and images. Moreover, a method for the utilization of synthetic photorealistic images in
the context of object detection has been proposed, with the nal requirement of performing
with real-world images.
Finally, in this thesis, deep and reinforcement learning techniques have been researched
for video object detection, with the global aim of taking advantage of the temporal information present in the frames of a video sequence, in order to reduce the processing latency.
The approach has been inspired by the lack of attention to the context of an object which
the human vision can exhibit when performing a focused tracking. The implementation
led to dynamic context reuse across frames, along with a special temporal structure that

x

Abstract

further reduced the computational cost during the video computation.

xi

On this subject,

an innovative technique has been proposed, where a reinforcement learning policy can be
trained with a distribution of reward functions, being able to encapsulate several behaviors
in one unique policy. At inference time, the policy can be conditioned on one unique behavior depending on the requirements of the application. The proposed technique has been
validated under the scope of the video object detection application. However, the method
is generic enough to be applied in further reinforcement learning related applications.
This thesis by compendium is composed of three peer-reviewed scientic journal publications. Said publications equally contribute to satisfying the objectives of this doctoral
thesis, following a clear and progressive thematic unity. Moreover, these publications have
extended the state of the art in the stated aerial applications and have contributed to the
usage of synthetic information in the scope of real-world robotics.

Preface
The work for my doctoral research was carried out at the Center for Automation and
Robotics (CAR) at the Universidad Politécnica de Madrid (UPM). First of all, I would
like to thank the director of my doctoral thesis Prof. Pascual Campoy. I am profoundly
grateful to you for giving me the opportunity to discover a eld of science that I have
loved during these years.

Also, I would like to express my gratitude for providing both

nancial and strategic support, as well as the opportunity to take part in key projects and
international collaborations which have pushed me to become a better student, researcher,
and academic during the course of these years. I also would like to thank Prof. Martín
Molina and Prof. Sergio Domínguez for their advice and help during the realization of this
thesis.
Any great achievement in life, such as a doctoral thesis, entails outstanding people to
support and contribute to its success.

In this regard, I am proud to have become part

of the Computer Vision and Aerial Robotics (CVAR) group which has gathered amazing
researchers, colleagues, and friends.

I would especially like to thank Hriday Bavle, for

his unstoppable energy in every challenging and tough project or competition, part of my
great successes are his too. I also would like to thank Carlos Sampedro, for his long-lasting
and interesting talks about reinforcement learning, and Ramón Suárez Fernández, for his
always-available support in any respect during the course of the thesis. A special thank
to Javier Rodríguez Vázquez, for his proactivity, commitment, and energetic help, Adrián
Álvarez, one of the best master students I have ever had the pleasure of supervising and
an outstanding research/competition partner, and Lu Liang, always very supportive and
interested in helping. I have to express my gratitude to Zorana Milosevic, Adrián Carrio,
Miguel Fernández Cortizas, Ignacio Gil Moreno, Alejandro Garcia-Vaquero, Andrés Parra,
Juan Cely, Ángel, Rosa Ortiz, Carlos Sánchez and all the people who were there to help
and generate joyful moments during the long days in the lab.
Additionally, I would like to mention and especially thank the members of the Aerospace
Controls Laboratory (ACL) of the Massachusetts Institute of Technology (MIT), where I
conducted my research stay. I want to thank Prof. Jonathan P. How, for welcoming me
to his outstanding research group, and Jesús Tordesillas Torres, for his active guidance
and politeness during the process of my research stay. Also, I would like to thank Samir
Wadhwania, Dong-Ki Kim, Michael Everett, Kris Frey, Parker Lusk, Aleix Paris, and
Britton Bradley for their warm assistance during the stay.
Building a life and pursuing a doctoral degree out of the Canary Islands have been
an incredible but, at the same time, tough journey.

I would like to thank my friends

(you know who you are) for the amazing moments we have shared. Of course, I want to
thank my family for all of their support, encouragement, and love throughout my entire
academic career. Mari and Prudencio, thank you for always being there for me, none of
my accomplishments would ever have been possible without your constant sacrices in
several ways. Marta, my little sister, thank you for always being so supportive and caring.

xii

Preface

xiii

Andrea, my beloved girlfriend, thank you for always supporting and believing in me, even
in the moments I made the things more dicult. Sorry for the missed moments and long
days. You have inspired me during these eight years, and you keep on making me believe,
everything is possible if shared with you.

Contents
Resumen

viii

Abstract

x

Preface

xii

List of Figures

xvi

List of Tables

xxi

List of Publications

xxii

Acronyms

1

1 Introduction

4

1.1

Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

5

1.2

Historical Background

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

6

1.3

Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

8

1.3.1

Requirements . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

9

1.4

Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

9

1.5

Outline

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

2 Literature Review
2.1

10

12

Classical Control Approaches for Autonomous UAV Landing and Object
Following

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

12

2.2

Machine Learning Approaches for UAV Control . . . . . . . . . . . . . . . .

14

2.3

Reinforcement Learning Frameworks for Robotics . . . . . . . . . . . . . . .

16

2.4

Synthetic Data for Real-World Robotics

17

2.5

Detection Methods for Flying UAVs

2.6

Reinforcement Learning for Object Detection

. . . . . . . . . . . . . . . . . . . .

. . . . . . . . . . . . . . . . . . . . . .
. . . . . . . . . . . . . . . . .

3 Methodology
3.1

19
20

22

Technology Readiness Levels . . . . . . . . . . . . . . . . . . . . . . . . . . .

4 Results and Discussion

25

28

4.1

Overall Concepts . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

29

4.2

Reinforcement Learning Framework . . . . . . . . . . . . . . . . . . . . . . .

31

4.2.1

31

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

xiv

xv

Índice

4.3

4.4

4.5

4.2.2

Deep Deterministic Policy Gradients . . . . . . . . . . . . . . . . . .

32

4.2.3

Proximal Policy Optimization . . . . . . . . . . . . . . . . . . . . . .

33

4.2.4

Framework Design

. . . . . . . . . . . . . . . . . . . . . . . . . . . .

33

Autonomous Landing on a Moving Platform (Publication P.I) . . . . . . . .

35

4.3.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

36

4.3.2

Classical Methods

4.3.3

Reinforcement Learning Based Methods

. . . . . . . . . . . . . . . . . . . . . . . . . . . .
. . . . . . . . . . . . . . . .

Autonomous Multirotor Following (Publication P.II)

36
41

. . . . . . . . . . . . .

47

4.4.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

47

4.4.2

Deep Learning Based Methods

48

4.4.3

Reinforcement Learning Based Methods

. . . . . . . . . . . . . . . . . . . . .
. . . . . . . . . . . . . . . .

50

Adaptive Video Object Detection (Publication P.III) . . . . . . . . . . . . .

52

4.5.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

54

4.5.2

Deep Learning Based Methods

55

4.5.3

Reinforcement Learning Based Methods

. . . . . . . . . . . . . . . . . . . . .
. . . . . . . . . . . . . . . .

56

5 Conclusions and Future Work

63

Publications

66

Publication I

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

67

Publication II . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

84

Publication III

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

Appendices

122

A International Competitions

123

A.1

2020 Mohamed Bin Zayed International Robotics Competition (MBZIRC) . 123

A.2

2018 IROS Autonomous Drone Race (IROS ADR) Competition . . . . . . . 125

A.3

2017 International Micro Aerial Vehicles (IMAV) Competition . . . . . . . . 126

A.4

2016 International Micro Aerial Vehicles (IMAV) Competition . . . . . . . . 127

B Industrial Project
B.1

130

Autonomous UAV Power Plant Inspection . . . . . . . . . . . . . . . . . . . 130

C Scientic Dissemination

133

C.1

Journal Publications

C.2

Conference Publications

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134

D Unpublished Results
D.1

Domain Adaptation for Collision Detection

Bibliography

136
. . . . . . . . . . . . . . . . . . 136

140

List of Figures
1.1

Articial intelligence partial taxonomy, with a special interest in the machine
learning methods, primary techniques explored in this dissertation.

1.2

. . . . .

5

Brief graphical history of milestones in machine learning research and development over the last century until nowadays. The year and authors of the
contributions have been included for clarity. . . . . . . . . . . . . . . . . . .

3.1

7

Methodology followed by the present thesis. It has resulted from a combination of SIMILAR methodology (Bahill and Gissing (1998)) and the spiral
model of the software process (Boehm (1988)).

3.2

. . . . . . . . . . . . . . . .

Technology readiness levels as a reference of the state of the developed technology, during the course of the presented thesis study. . . . . . . . . . . . .

4.1

Flow chart of the publications included in this thesis by compendium. The

4.2

The base UAV system with four rotors (quadrotor) distributed in X shape.

4.3

Basic cascaded control scheme for multirotor control. The publications

key dierentiators and interconnections have been summarized.

Ti

corresponds to the

and

P.II

i-th

thrust and

Mi

to the

i-th

. . . . . . .

heading torque.

. . . .

P.I

26

28

29

have been framed in the scope of velocity and attitude control,

respectively. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.4

23

30

Reinforcement learning problem formulation. The basic structures are the

at to the environment
reward rt . . . . . . . . . . . .

agent and the environment. The agent provide actions
which responds with the next state
4.5

st

and the

31

Diagram of the proposed reinforcement learning framework. The theoretical
concept of the reinforcement learning environment is highlighted in pale
red.

Simulation systems or multi-purpose architectures are highlighted in

pale green. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.6

A real image composition of a multirotor landing on a moving platform using
Rodriguez-Ramos et al. (2018) approach. . . . . . . . . . . . . . . . . . . . .

4.7

35

36

All the components involved in the Rodriguez-Ramos et al. (2017) approach:
estimation (Helipad Detector, Image-based Pose Extractor, Altimeter-based
Velocity Extractor, Flight Altitude Estimator and Motion Estimator), prediction (Motion Predictor) and fast landing (Fast Landing). The preliminary components developed for the IMAV 2016 competition are highlighted
in light blue.

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

xvi

37

xvii

List of Figures

4.8

(a) Experiment conducted during the execution of a simulated ight with
rectilinear and periodic trajectory of the MP. (Top) Ground truth and estimated velocity of the MP. The nal value is

W =
vM
P

0.66 m/s. (Bottom)

Estimated absolute distance from the ground and 1D-LIDAR altimeter measurements.

tland = 58.37 ms is the instant of time when landing is triggered.

(b) Experiment conducted during the execution of a real ight with rectilinear and periodic trajectory of the MP. (Top) Estimated velocity of the
MP. The nal value is

W
vM
P =

0.3788 m/s.

(Bottom) Estimated absolute

distance from the ground and 1D-LIDAR altimeter measurements.

tland =

153.68 ms is the instant of time when landing is triggered. . . . . . . . . . .
4.9

38

Experiment conducted during the execution of a simulated ight with nonperiodic trajectory of the MP. (Top) Ground truth and estimated velocity of

W

the MP. The converged value (vM P = 0.278 m/s) is taken to enable the fast
landing stage. (Bottom) Estimated absolute distance from the ground and
1D-LIDAR measurements.
landing is triggered.

tland =

269.75 ms is the instant of time when

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

39

4.10 Simulation results corresponding to four dierent landing scenarios for PBVS
approach. (a)(b) Rectilinear periodic trajectory of the MP with a maximum
velocity of 0.4 m/s (

Slow ).

(c)(d) Rectilinear periodic trajectory of the

Fast ).

MP with a maximum velocity of 1.2 m/s (

(e)(f ) 8-Shape periodic

trajectory (with constant angular velocity of 0.1 rad/s) of the MP with a
maximum velocity of 0.628 m/s (

8-Shape ).

(g)(h) Rectilinear non-periodic

Runaway ).

trajectory of the MP with a maximum velocity of 1.5 m/s (

. . .

40

4.11 Real-ight results corresponding to two dierent landing scenarios. (a)(b)
Rectilinear periodic trajectory of the MP with a maximum velocity of 0.8
m/s (

Fast ).

(c)(d) Rectilinear non-periodic trajectory of the MP with a

maximum velocity of 0.86 m/s.

Ground truth data was not available in

this experiment. Instead, relative position with respect to the MP has been
represented (

Runaway ).

. . . . . . . . . . . . . . . . . . . . . . . . . . . . .

4.12 Architecture of the proposed

P.I reinforcement learning architecture for the

case of the experiment of study. . . . . . . . . . . . . . . . . . . . . . . . . .

41

42

4.13 Average and standard deviation of the accumulated reward, for both simulated training and testing phases. . . . . . . . . . . . . . . . . . . . . . . . .

42

4.14 Partial state and actions signals of policy network from episode 4500 in
simulated environment. (Top) Position of the multirotor with respect to the
MP, in x and y axes. (Middle) Velocity of the multirotor with respect to
the MP, in x and y axes. (Bottom) Velocity reference commands (actions)
generated by the agent, in world coordinates and in x and y axes. . . . . . .

43

4.15 Partial state and actions signals of policy network from episode 4500 in a
real-ight environment, for (a) a periodic trajectory of the MP and (b) an
arbitrary trajectory of the MP. (Top) Position of the multirotor with respect
to the MP, in x and y axes. (Middle) Velocity of the multirotor with respect
to the MP, in x and y axes. (Bottom) Velocity reference commands (actions)
generated by the agent, in world coordinates and in x and y axes. . . . . . .

44

4.16 Architecture of the proposed DRL based landing system in Rodriguez-Ramos
et al. (2018). All the frames of reference involved and the networks structure
are depicted.

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

45

xviii

List of Figures

4.17 Simulation results corresponding to four dierent landing scenarios for DRL
approach. (a)(b) Rectilinear periodic trajectory of the MP with a maximum
velocity of 0.4 m/s (

Slow ).

(c)(d) Rectilinear periodic trajectory of the

Fast ).

MP with a maximum velocity of 1.2 m/s (

(e)(f ) 8-Shape periodic

trajectory (with constant angular velocity of 0.1 rad/s) of the MP with a
maximum velocity of 0.628 m/s (

8-Shape ).

(g)(h) Rectilinear non-periodic

Runaway ).

trajectory of the MP with a maximum velocity of 2 m/s (

. . . .

45

4.18 Real-ight results corresponding to two dierent landing scenarios. (a)(b)
Rectilinear periodic trajectory of the MP with a maximum velocity of 0.8
m/s (

Fast ).

(c)(d) Rectilinear non-periodic trajectory of the MP with a

maximum velocity of 0.86 m/s.

Ground truth data was not available in

this experiment. Instead, relative position with respect to the MP has been
represented (

Runaway ).

. . . . . . . . . . . . . . . . . . . . . . . . . . . . .

46

4.19 Image composition of a non-cooperative multirotor (light-blue) followed by
another multirotor that implemented the

P.II synthetic-learning based ap-

proach (light-green) in the real experimentation environment.

. . . . . . . .

47

4.20 Architecture of proposed multirotor detector, based on RetinaNet architecture, with ResNet50 backbone and ve levels for Feature Pyramid Network
(FPN; fewer levels represented in gure for the sake of simplicity). Backbone
weights were frozen during training. Final subnetworks were ne-tuned with
pure synthetic multirotor images.

. . . . . . . . . . . . . . . . . . . . . . .

4.21 Examples of the synthetic images corresponding to the generated dataset.

48

.

49

and car classes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

50
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tirotor following approach. (a)(b)(e)(f ) Rectilinear periodic trajectory of the
Non-Cooperative Multirotor (NC-M) along the x and y axes with a maximum velocity of 1.3 m/s (

X-Axis and Y-Axis, respectively).

(i)(j) Rectilinear

periodic trajectory of the NC-M along z axis with a maximum velocity of 0.5

Z-Axis ).

m/s (

(m)(n) Arbitrary non-periodic trajectory of the NC-M with a

maximum velocity of 0.47 m/s (

Arbitrary ).

(c)(d)(g)(h)(k)(l)(o)(p) Current-

target RoI center and area error corresponding to each of the four stated
experiments. Multirotor trajectories have been generated by a groundtruth
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tirotor following approach. (a)(b)(e)(f )(i)(j) Rectilinear periodic trajectory
of Noncooperative Multirotor (NC-M) along x, y, and z axes with a maximum velocity of 0.3 m/s (

X-Axis, Y-Axis

and

Z-Axis, respectively).

(m)(n)

Arbitrary nonperiodic trajectory of NC-M with maximum velocity of 0.3

Arbitrary ).

m/s (

(c)(d)(g)(h)(k)(l)(o)(p) Current-target RoI center and area

error corresponding to each of four stated experiments. Multirotor trajectories have been generated by an Extended Kalman Filter (EKF) that utilizes
optical-ow velocities and measured accelerations as only input source. . . .
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Every

image example has been processed by MobileNetV1-ConvLSTM-SSDLite
[λ0 =1.2] model (MobileNetV2-ConvLSTM-SSDLite provides a similar behavior).

Shaded regions correspond to non-processed pixels.

(a)-(b) and

(c)-(d) image examples correspond to Imagenet VID 2015 and MAV-VID
dataset, respectively. (a) and (c) show complex detection examples, corresponding to an object with high-motion speed within the image plane, and to
an increased environmental complexity (camera pointing to the sun), respectively. In this context, the inattentional policy executes a lower percentage
of inattentional frames.

(b) and (d) illustrate objects which remain more

static throughout the sequence. In this scenario, the number of inattentional
frames is higher.
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Introduction
All progress is born of inquiry. Doubt is often
better than overcondence, for it leads to
inquiry, and inquiry leads to invention

Hudson Maxim

The present

Doctoral Thesis

aims at contributing to several aspects of autonomous

aerial-robots navigation by working in the cutting-edge technologies of Deep Learning
(DL) and Deep Reinforcement Learning (DRL), part of the growing Articial Intelligence
(AI) eld. This thesis is framed in a novel paradigm which the robotics eld is currently
exploring, where robots can learn high-level behaviors in a simulated environment, in order
to be nally deployed in a real-world relevant environment.

For the rst time, DL and

DRL methods and simulated environments have been used to solve challenging visionbased applications in aerial robotics, such as multirotor landing on a moving platform,
non-cooperative multirotor following, and adaptive video object detection.
Originally, AI term, which is broadly used nowadays in several research and industry
related topics, was coined in the 1956

Dartmouth Summer Research Project

McCarthy et

al. (2006) as a formal eld. Currently, the term is considered over-utilized and covers a
wide spectrum of techniques and algorithms, from symbolic methods, such as linguistics,
formal logic, automated reasoning, or ontologies, to statistical methods, such as machine
learning, pattern recognition, data mining, or probabilistic models.

In the scope of the

present dissertation, AI term is particularly related to Machine Learning (ML) techniques,
and more concretely to DL and DRL methods and algorithms (see Fig. 1.1).
Particularly, in this dissertation, the DL methods are referred to supervised learning techniques in which multiple levels of simple but non-linear modules are composed
(

i.e.

deep neural networks) to generate an abstraction of a representation LeCun et al.

(2015).

The DRL methods correspond to state-of-the-art reinforcement learning tech-

niques in which the representation of non-linear functions is carried out by a deep neural
network. For both DL and DRL methods, the non-linear modules present in a deep neural
network vary from a wide spectrum, for instance, from fully connected or convolutional
LeCun et al. (1998) to residual modules He et al. (2016).
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Figure 1.1: Articial intelligence partial taxonomy, with a special interest in the machine
learning methods, primary techniques explored in this dissertation.

1.1

Motivation

The expansion of AI, and in particular of ML methods, has followed an unprecedented pace
which is believed to continue increasing in the upcoming years Mou (2019). Their ability
to solve problems of diverse nature has placed ML techniques on the focus of dierent
research topics in the community. Indeed, their advancements have evolved from purely
theoretical aspects to more real-world solving algorithms. In the context of robotics, ML
has been playing a growing role over the last decade.
The robotics eld has also separately evolved but, as usual in hardware-related research
and development, the evolution of the eld takes more time to consolidate. On this basis, the robotics eld has been aided by various techniques, from advanced control and
planning to novel state estimation and Simultaneous Localization and Mapping (SLAM)
approaches. All stated methods have shown outstanding results when solving real-world
particular problems, and have provided an immense amount of knowledge during their
course.

However, robotics may seem to be approaching a limit where heuristics, hand-

engineered methods, or simplied models of reality are not enough for a certain degree
of autonomy.

In this trend, ML techniques have revolutionized some elds, such as, for

instance, computer vision, where traditional methods failed to fully absorb the high variability found in real-world imaging. ML approaches are able to learn from experience, in
order to build a custom highly non-linear model of the problem under research, potentially
able to solve it more accurately. In addition, on the way to Articial General Intelligence
(AGI), a subgroup of the research community believes that AI techniques must be deployed
on robots in order to achieve a higher level of intelligence, since computer-simulated problems for AI are simpler and, thus, the AI can nd shortcuts to the solution, incurring in

1

a lower level of consciousness . These facts, among others, constitute the primary aspects
that motivate the present thesis study.
Furthermore, theoretical or computer-simulated ML research, albeit tackling other complex problems, skips the challenges of implementation, integration, and deployment of algorithms for real-world robotics, which normally incurs additional problems due to the
required robustness against the wide variability of the environment and scarce computational resources. Concretely, the present dissertation not only aims at the research and

1 https://youtu.be/eKaYnXQUb2g

1.2. Historical Background

6

development of practical ML methods for robotics but also the validation of stated methods
in real and relevant experimentation environments. In addition, the complete dissertation

i.e.

is framed in the scope of aerial robotics (

multirotor aerial robots). These aerial robots,

also known as Unmanned Aerial Vehicles (UAVs), constitute a matter of special interest due
to their high maneuverability and versatility in the context of complex tasks. The 6-Degrees
Of Freedom (DOF) design of a multirotor allows for both precise and slow maneuvers, and
fast and aggressive navigation or environment interaction, which can be considerably useful in the context of eld robotics. Conversely, multirotor systems are unstable without
adequate control and provide fast non-linear dynamics which are challenging to control in
certain scenarios. Besides, most of the ML-related research is aided by powerful Graphical
Processing Units (GPUs) for both training and inference purposes. Although embedded
GPU systems are being actively improved, the development and implementation of DL
or DRL algorithms to be deployed on an embedded system, mounted on an aerial robot,
compose itself an additional challenge, due to computational and payload constraints. On
this line, the present dissertation has worked towards the ultimate deployment of the developed algorithms on embedded systems, in order to be formally validated in real-world
environments.
Finally, one common aspect of DL or DRL methods is the necessity of a high amount
of data to be able to properly generalize for a given task. The stated amount of structured
or annotated data may be not available at the desired scale or can be directly nonexistent.
Also, in the context of DRL methods for robotics, where an agent is meant to safely interact
with an environment an elevated number of times, the problem can become intractable in
certain real-world scenarios during the training phase, due to safety constraints, system
recovery, or energy resources. Nevertheless, synthetic data for real-world robotics is a recent
eld that is gaining traction due to its potential benets in the context of massive data
generation. Synthetic information can be notably useful for robots, which are potentially
able to learn in a simulated environment where, for instance, time can be speed-up and
several parallel instances of the robot can be run to increase learning pace. In this trend,
simulators are constantly improving in order to provide higher levels of realism both in
terms of physics simulations and photorealistic imaging. Following these ideas, the present
study has explored several strategies to incorporate synthetic information into the learning
process of aerial robots, in order to be deployed in the real world.

1.2

Historical Background

In this section, a brief explanation of important historical milestones in ML research and
development is provided, yielding to the most recent ML achievements and their contributions to the robotic eld and the specic objectives of this thesis. The most relevant
milestones, in terms of the anity of scope with the present dissertation, have been included. ML methods have experimented a rapid evolution over the last 80 years (see Fig.
1.2), starting with the denition of the rst mathematical model of a neuron in the

tronic Brain

Elec-

of McCulloch and Pitts (1943). In 1970, automatic dierentiation methods

are proposed Linnainmaa (1970). Nine years later, the Neocognitron Fukushima (1988) is
proposed, being one of the precursors of the current Convolutional Neural Network (CNN)
architectures. In 1986, backpropagation is popularized through distributed automatic differentiation for a Multi-Layer Perceptron Hinton et al. (1986), and three years later, a CNN
is successfully used for handwritten character classication LeCun et al. (1989). With the
advancement in computational resources, deep learning is born Salakhutdinov and Hinton
(2009) and the rst notable results are provided by AlexNet Krizhevsky et al. (2012) for
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Since then, novel architectures are constantly being researched for

dierent purposes, such as the Generative Adversarial Networks (GANs) Goodfellow et al.
(2014). Deep reinforcement learning took a major step in 2015 with Deep Q-Network Mnih
et al. (2015), achieving human-level performance in arcade computer games, and in 2016,
where the rst computer program based on deep and reinforcement learning won a professional Go player in such a complex board game. In this trend, the computational resources
have kept continuously growing, as well as the number of parameters of the models trained.
At present, in 2020, activism for ethical AI has raised, and billion-parameters models, such
as GPT-3 Brown et al. (2020) are providing unprecedented results in the eld of Natural
Language Processing (NLP).

Backpropagation &
Automatic
differentiation

The first
convolutional neural
network (CNN)

Backpropagation is
popularized

1986
Backpropagation in
MLP
(Rumelhart, Hinton,
Williams)

CNNs for recognizing
handwriting

1989

1970

1979

Automatic
differentiation
(Seppo Linnainmaaf)

Neocognitron
(Kunihiko
Fukushima)

Modern deep learning
is born

First significant
results in deep
learning

Generative
Adversarial Network
(GAN) introduced

The first program to
beat a professional
Go player

2012

2014
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AlexNet
(Krizhevsky &
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GAN
(Ian Goodfellow)

AlphaGo
(DeepMind)

2006
Deep Boltzman Machine
(Salakhutdinov &
Hinton)

LeNet
(Yann LeCun)

Figure 1.2: Brief graphical history of milestones in machine learning research and development over the last century until nowadays. The year and authors of the contributions
have been included for clarity.
It has to be noted that the stated evolution of ML techniques could have not been
possible without the parallel growth of hardware resources. In particular, the outstanding
performance increase in Central Processing Units (CPUs), as well as in GPUs has been
crucial for such an elevated growth of ML methods. Besides, mostly in the industry, the
robotics eld has also advanced in terms of hardware integration or tasks that a robot is
able to solve (with classical control, planning, state estimation, and perception techniques).
Among several other advances in the automation of industrial manufacturing facilities,
articulated robotic arms Bischo (2009), for instance, have encouraged the integration of
complementary robots in the industry, where tasks ought to be precise, or can be dangerous
for human employees. Furthermore, aforementioned hardware and materials improvements
have led to the successful development of agile quadrupedal robots Hutter et al. (2016) or
athletic humanoids Feng et al. (2014). In addition, in the last decade, there has been an
exponential growth on the research of Unmanned Ground Vehicles (UGVs) Hebert et al.
(2012); Shimoda et al. (2005); Matthies et al. (1996), Autonomous Underwater Vehicles
(AUVs) Wynn et al. (2014); Marani et al. (2009); Fernandez et al. (2018)

and UAVs Hu

et al. (2015); Valavanis and Vachtsevanos (2015); Anderson and Gaston (2013), due to the
increasing interest in their outstanding versatility, scalability and automation possibilities.
Nevertheless, despite great advancements in both ML and robotics elds, the highly
non-linear function approximation capabilities of ML methods, as well as the possibility of
directly learning from a given environment or robot model, have not fully been exploited in
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the robotics eld. This fact, among several others, leads to a potential innovation domain,
in-between these two research elds, which the present dissertation has aimed at as its
primary contribution.

1.3

Objectives

The main objective of this thesis by compendium, addressed in the included publications

P.I - P.III), can be summarized in a single sentence: to explore and validate DL and DRL
related methods in the context of aerial robotics, to solve novel and challenging applications,
such as multirotor landing on a moving platform, non-cooperative multirotor following and
video object detection in embedded systems; and with the ultimate goal of performing the
experimentation in a real and relevant environment. In order to accomplish such a large

(

scope objective, this dissertation seeks to attain the following sub-objectives:

O.1 Generation of Fully-Autonomous Behaviors The generation of fully autonomous
behaviors for aerial robotics is a priority. This fact involves no human intervention
during experimentation, both at an application or software component level in the
context of complex missions.

Furthermore, the developed techniques are aimed at

having the nal objective of targeting the maximum level of autonomy in the aerial
robotics eld.

O.2 Integration of Synthetic Data and Simulations

Synthetic data, in the scope

of both physics and photorealistic simulations, are aimed at improving the results of
training procedures. Novel techniques shall be developed in order to properly take
advantage of the synthetic information, with the ultimate objective of performing
with real-world data.

O.3 Innovation on Detection Methods

The present work shall explore ML related

methods for vision-based applications. More concretely, ML-based techniques shall be
exploited and improved in order to contribute to the object detection eld, increasing
the eciency of the methods and providing solutions when the real-domain data is
not available, among others.

O.4 Innovation on Control Methods The present work shall also explore ML related
methods for control in the eld of aerial robotics. More concretely, ML-based techniques shall be exploited and improved in order to provide control solutions to novel
applications, providing improved behaviors and integrating sources and actions of
heterogeneous natures.

O.5 Real-Environment Validation Every contribution of the present thesis shall end
with real-world experimentation data, in order to satisfy one of the key motivation of
the present dissertation, which is the usage of ML related methods to improve realworld applications. Furthermore, the approaches shall be designed and validated in
embedded systems that shall be compatible with robotics development.

O.6 Community Contribution

The proposed methods and techniques are aimed at

complying with repeatability, replicability, and reproducibility constraints. Furthermore, to the extent possible, the developed approaches and gathered data shall be
made publicly available to the community. Open-source and open data are primary
priorities of this work.

1.4. Contributions
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Requirements

The aforementioned objectives need to be achieved within the scope of a number of constraints and requirements. These are as follows:

R.1

The proposed technique(s) should be developed within the scope of aerial robotics.

R.2

The method(s) and algorithm(s) developed should be validated in fully autonomous
mode.

R.3

The formal validation of the method(s) developed should be carried out in an embedded system or aerial robot.

R.4

The formal validation of the algorithm(s) should be performed in a general environment and under stress conditions that are able to extract the benets and drawbacks
of the approach(es).

R.5

Simulations are encouraged for the development of the method(s) and technique(s).
However, nal validation in a real environment (or embedded system) is compulsory.

R.6

The application(s) under research should be selected based on notable industrial or
scientic interest.

R.7

Every contribution should be innovative in one or more elds and should be fully
repeatable, replicable, and reproducible.

1.4

Contributions

The main contributions of this thesis by compendium focus on the design, development,
test, and validation of ML-based techniques for aerial-robot control and object detection.
These are as follows:

C.1

A solution for the task of landing on top of a moving platform, by means of DRL
techniques for aerial motion control, has been proposed. The complete behavior has
been trained in a simulated environment (with synthetic low-level information) and
successfully tested in real-world relevant environments. The full problem has been
tackled, with continuous state and action spaces and in fully-autonomous mode. This
contribution is addressed in

C.2

P.I.

A solution for the task of vision-based object following of a non-cooperative multirotor, by means of DRL techniques for aerial motion control, has been proposed.
The complete behavior has been trained in a simulated environment (with synthetic
low-level and RGB images information). The approach has been formulated as an
image-based task and has incorporated a camera gimbal (2-DOF) to the problem. It
has been successfully tested in real-world relevant environments. The full problem
has been tackled, with continuous state and action spaces and in fully-autonomous
mode. This contribution is addressed in

C.3

P.II.

The usage of synthetic information is a primary contribution of this dissertation.
A workow for the usage of data from robotics simulations (physics level) in order
to perform the training phase (to be nally deployed in real relevant environments)
has been addressed in

P.I

and

P.II.

Additionally, synthetic images have been also

1.5. Outline
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integrated into the learning workow.

One method to that aim, where synthetic

images from a game-engine simulation aid the object detection technique for real
objects, has been proposed in
generated in

C.4

P.II. Finally, intermediate synthetic feature maps were

P.III to increase the eciency in the context of video object detection.

This dissertation, together with Sampedro et al. (2019), has greatly contributed
to the original design, development, implementation, and maintenance of a DRL
framework. The stated framework is described in

P.I and P.II and aims at the ease

of development of DRL based methods for aerial robotics. It includes several state-ofthe-art DRL algorithms and it is integrated with a renowned robotics simulator (and
in particular with aerial-robot environments).

Indeed, the stated DRL framework

has contributed to the development of several publications Rodriguez-Ramos et al.
(2018); Sampedro et al. (2018b,a), a Ph.D. thesis Pérez (2019) and other M.Sc. thesis
Zafra (2020).

C.5

A novel method for ecient video object detection has been proposed in

P.III. With

the reuse of context from certain frames in a video sequence, this approach is able to
reduce the computation overhead. Furthermore, DRL techniques were integrated to
adaptively select keyframes for context reuse, further increasing the accuracy-speed
trade-o.

C.6

A successful adaptation to the DRL paradigm of the original method developed by
Dosovitskiy and Djolonga (2019), which allows for training a neural network architecture (in the context of DL-based techniques) not only on a particular cost function but
on a whole distribution of them, has been provided in

P.III. This contribution allows

for training a DRL agent not only on a unique reward function but on a complete
distribution of reward functions.

At inference time, the DRL agent can be condi-

tioned on one reward function, being able to provide several behaviors encapsulated
in one unique neural network.

C.7

Open source and data have been one of the primary concerns in this work. In conjunction with every publication, media resources (

e.g.

online videos) have been released

in order to further clarify the approaches. Furthermore, with

P.II and P.III, among

others, the source code and the generated datasets have been made publicly available.
The DRL framework of

C.4 has been opened internally for the usage of the members

of the research group, and it is planned to be made publicly available soon.

1.5

Outline

This thesis by compendium is composed of three publications

P.I - P.III, which are ap-

pended at the end. It is divided into ve chapters, in the rst chapter the introduction and
motivation were presented, as well as the thesis objectives and contributions. The content
of the remaining chapters is summarized below:



Chapter 2 reviews the state of the art in the eld of the methods and applications
under research, with a special focus on classical control approaches for autonomous
landing on a moving platform and autonomous UAV following, ML approaches for
UAV control, DRL frameworks for robotics, synthetic data for real-world robotics,
detection methods for ying UAVs and DRL methods for object detection.



Chapter 3 introduces the methodology used in the development of the thesis and the
evaluation of the results obtained.

1.5. Outline
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Chapter 4 presents the experimental results and discussion of this thesis. The main
results published in

P.I - P.III are presented including the DL and DRL solutions for

autonomous landing on top of a moving platform, non-cooperative UAV following,
and video object detection.



Chapter 5 presents the overall conclusions for this doctoral thesis and provides an
overview of future work.

Chapter

2

Literature Review
The present dissertation has been developed in the context of aerial robotics, with broad
coverage of state-of-the-art ML techniques. On this basis, several studies in the literature
provide methods and techniques which are adjacent to the present work. In the following
section, the most relevant related work is included, with a special emphasis on the tangential
aspects to the methods provided in the publications

2.1

P.I - P.III.

Classical Control Approaches for Autonomous UAV Landing and Object Following

Although the primary aim of this work is the development and validation of ML-based
techniques in the context of aerial robotics, classical control strategies are also a matter
of importance for the applications under research.

Indeed, classical control approaches,

for autonomous UAV landing on static or moving platforms and object following, aid the
evaluation of the presented methods within the scope of the related work.
Proportional-Integral-Derivative (PID) controllers are the preferred option for aggressive landing from relatively short distances Borowczyk et al. (2017); Araar et al. (2017);
Wenzel et al. (2011); Hu et al. (2015); Kim et al. (2016).

In Borowczyk et al. (2017),

guidance and rendezvous laws which sometimes are augmented with velocity controllers
for a faster approaching phase are utilized. In addition, adaptive control schema presents
enhanced robustness Hu et al. (2015); Kim et al. (2016).
Trajectory optimization and control strategies are also commonly used for landing maneuvers on top of moving platforms Rucco et al. (2017); Gautam et al. (2015); Kai et
al. (2015); Ling et al. (2014); Vlantis et al. (2015).

In Rucco et al. (2017), the relative

state of the vehicles is considered to be known. The determination of optimal rendezvous
trajectories can also take wind disturbances into account. Guidance and rendezvous laws
are applied in Gautam et al. (2015) and Kai et al. (2015).

In Ling et al. (2014), when

the desired meeting point is obtained, incorporating feedforward inputs allow for a faster
response against track following errors. In Vlantis et al. (2015), a discrete-time non-linear
Model Predictive Controller (MPC) which optimizes both the trajectories and the landing
time was developed to address the dicult problem of landing on top of moving inclined

12
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platforms.
Other diverse control strategies have been utilized for the task of UAV landing on top
of a moving platform. In Falanga et al. (2017), Linear-Quadratic Regulator (LQR) control
is applied with polynomial feasible trajectories and visual markers. Position control with
Robust and Perfect Tracking (RPT) and custom visual markers, assisted by color and
shape based techniques have been utilized in Chen et al. (2016). In Macés-Hernández et
al. (2017), MPC and visual markers aid the landing strategy. Only simulation results have
been provided.

In Lee et al. (2016),

L1

adaptive control for trajectory tracking, and a

vision algorithm based on color and shape are used. Image-Based Visual Servoing (IBVS)
approaches are also found in the literature, assisted by visual markers Lee et al. (2012). In
Rabelo et al. (2020), the landing maneuver is approached as a formation control problem.
A velocity controller scheme based on jacobians and a motion capture system for real ights
is employed.
In the 2017 Mohamed Bin Zayed International Robotics Challenge (MBZIRC)
specic challenge for landing on top of a moving platform has taken place.

1, a

Several in-

ternational teams provided a solution, being time-optimal MPC the preferred option for
control schema Beul et al. (2017); Baca et al. (2017); Beul et al. (2019); Bähnemann et
al. (2019).

Other teams opted for pure position control Cantelli et al. (2017).

The de-

tection strategy has been mostly computer vision approaches based on color and shape
processing Beul et al. (2017); Baca et al. (2017); Beul et al. (2019); Bähnemann et al.
(2019) and Tracking-Learning-Detection (TLD)Kalal et al. (2011) with pre-trained model
for initialization Cantelli et al. (2017).
On the side of the autonomous UAV object following, classical control schemes (e.g.
PID) have been applied. In Pestana et al. (2014), PID control scheme was used to control a multirotor aerial robot based on the OpenTLD Kalal et al. (2011) tracker in the
image plane.

Some techniques carried out specic-object detection in conjunction with

continuous-tracking strategies, such as Kalman or particle lters Teuliere et al. (2011). In
Teuliere et al. (2011), a color-based detector fed a particle lter that aided a pose-based
PID control scheme. A nonlinear adaptive observer was used for target-object estimation
and a guidance law for target-object tracking was developed in Choi and Kim (2014). In
this case, the vision sensor was modeled and the complete approach was validated under
numerical simulations.
Some approaches rely on an online user-dened Region-of-Interest (RoI) within the
image plane during the execution of a real ight in order for the UAV to be able to
follow a tracked object. In Li et al. (2016b), the authors developed a novel frequency and
image-plane-domain tracker with the latter pose estimation of the object and standard PID
control. In Mueller et al. (2016), a state-of-the-art tracker Hare et al. (2015) was used and
a standard PID control scheme within the image plane was established. The stated work
also performed real-ight validation tests and developed a novel camera handover strategy
in order to enable long-term operation through several UAVs.
A specic-object detection in conjunction with continuous-tracking strategies, such as
Kalman or particle lters, is applied in some techniques. In Yao et al. (2017), a strategy
for human following was designed and tested in real ights and a miniature robotic blimp
was used as the robotic platform, with human-pose estimation and standard PID control.
In Nägeli et al. (2018), human tracking was carried out over a long period of time and
long distances by means of active infrared markers and the estimation of the pose of both
humans and UAVs without calibrated or stationary cameras.
Other diverse strategies have been proposed for UAV object following. IBVS has been

1 https://www.mbzirc.com/
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applied in Mondragón et al. (2011) as well as a color-based detection approach. In OlivaresMendez et al. (2011), visual fuzzy servoing has been proposed with computer vision processing based on color. Position control has been used in Koubâa and Qureshi (2018) for
following low moving targets with computation over the internet (based on GPS positioning).
In this work, the landing maneuver on top of a moving platform and the object following
maneuvers have been selected as the main target applications for publication

P.I and P.II,

respectively. They have been approached from a ML perspective in order to explore the
possibilities of these novel methods.

2.2

Machine Learning Approaches for UAV Control

Machine learning techniques for robotics control have been increasingly studied in the last
decade, partially due to the outstanding performance of deep or reinforcement learning
methods in other elds (e.g.

computer vision, natural language processing, etc.)

et al. (2015); Krizhevsky et al. (2012); Vaswani et al. (2017).

Mnih

On this subject, machine

learning strategies have demonstrated to be capable of properly handling complexity and
non-linearities by learning an approximate function or mapping, which can be potentially
useful in the context of robotics control, where complex dynamics have to be controlled for
the development of precise or aggressive maneuvers.
Low-level robotics control (e.g. rotors thrust actuation for attitude control in UAVs) has
been successfully approached by several methods. In Hwangbo et al. (2017), the dynamics
of a multirotor UAV was precisely simulated in order to train a reinforcement learning
agent for low-level attitude control.

The learned policies were directly validated in the

real world with a motion-capture system.

In Tan et al. (2018), precise simulations and

randomized system dynamics for quadruped locomotion learning with continuous states
and actions were utilized for training a reinforcement learning agent.

The model of a

2
crazyie quadrotor has been learned by minimizing the mean squared error with standard supervised learning in Bansal et al. (2016).

The system has been controlled with

3
LQR schema. In Koch et al. (2019), a Gazebo simulation has been used for training a

reinforcement learning policy to control the angle velocities of a quadrotor. Trust Region
Policy Optimization (TRPO) Schulman et al. (2015) and Proximal Policy Optimization
(PPO) Schulman et al. (2017) DRL algorithms were utilized for training. In Hwangbo et
al. (2017), the precise model parameters of a commercial quadrotor were simulated and
a novel reinforcement learning algorithm was provided for attitude control. Model-based
reinforcement learning was used in Lambert et al. (2019) for quadrotor attitude control in
real-ights with solely on-board sensors. In Molchanov et al. (2019) multiple quadrotors
of dierent sizes were controlled by the same policy, learned with simulated dynamics and
domain randomization.
Autonomous UAV navigation through cluttered or unstructured environments has been
also thoroughly studied. In Wang et al. (2018), human commands were mixed with reinforcement learning exploration-exploitation actions in order to improve safety for multirotor
navigation. A Monte Carlo policy-evaluation method for vision-based navigation learning
with synthetic images was utilized in Sadeghi and Levine (2016). In Kang et al. (2019a),
the successful navigation for a small-sized multirotor was achieved through a combination
of real-world data to learn about robot dynamics and synthetic data for vision-based collision avoidance. In Zhang et al. (2016), MPC was used to generate data at training time in

2 https://www.bitcraze.io/products/old-products/crazyflie-2-0/
3 http://gazebosim.org/
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order to train a Deep Neural Network (DNN) policy, which was allowed to access only raw
observations from the UAV on-board sensors. In testing time, the UAV was able to follow
an obstacle-free trajectory even in unknown situations. The well-known Inception v3 model
Szegedy et al. (2016) (pre-trained CNN) was adapted in order to enable the nal layer to
provide six action nodes (three transitions and three orientations). After re-training, the
UAV managed to cross a room lled with a few obstacles in random locations. In Giusti
et al. (2015), a DNN model was trained to map image to action probabilities (turn left,
go straight or turn right) with a nal softmax layer, and tested onboard by means of an
Odroid-U3 processor. The performance is later compared to two automated methods and
two human observers. In Sadeghi and Levine (2016), CNNs were utilized in order to map
images to high-level behavior directives (e.g. turn left, turn right, rotate left, rotate right).
The Q function was estimated through a CNN, which was trained in simulation and successfully tested in real experiments. In Kim and Chen (2015), discrete actions were directly
mapped from raw images. In the stated method, the learned model is run o-board, taking advantage of a GPU in an external laptop. LIDAR-based navigation approaches have
also been studied in Sampedro et al. (2018a), where Deep Deterministic Policy Gradients
(DDPG) Lillicrap et al. (2015) algorithm was used to train a reinforcement learning agent
in simulation to be directly deployed in the real world. In Wang et al. (2020), a sparserewards reinforcement learning setting was validated in simulation for UAV obstacle-free
trajectory following. Deep Recurrent Q-Network (DQRN) has been included in Singla et
al. (2019) for vision-based reinforcement learning with depth-maps. The depth-maps were
generated in simulation and adapted to the real world with conditional Generative Adversarial Networks (GANs). In Wu et al. (2018), Deep Q-Network (DQN) was validated
in simulation to nd the shortest path to avoid an obstacle. In Greatwood and Richards
(2019), reinforcement learning techniques were used to nd the direction of exploration for

4 platform with MPC trajectory control. ArDrone 2.0 has been also used

an ArDrone 2.0

to nd sites of interest in a simple grid disaster environment with reinforcement learning
Junell et al. (2015).
Several strategies have tackled the landing maneuver on top of moving or static platforms with machine learning methods. Classical discrete reinforcement learning approaches
have been used in the literature, where a Least Square Policy Iteration (LSPI) algorithm
was used to land on top of a static platform in simulation Shaker et al. (2010). Both state
and actions were part of a discrete space and the main sensor to estimate the state was
a camera. In Ananthakrishnan et al. (2017), neural network backpropagation controllers
for landing on top of a static platform have been proposed.

LSPI has also been used

in Vankadari et al. (2018) for the generation of velocity trajectories.

Parallel Tracking

and Mapping (PTAM) Klein and Murray (2007) was used for state estimation and the
algorithm was trained in a Gazebo simulation. Vision-based lading with ArUco markers
Romero-Ramirez et al. (2018) has also been explored Rodriguez-Ramos et al. (2018). A
DDPG agent was trained in simulation, deployed in the real world and compared with a
classical Position-Based Visual Servoing (PBVS) approach. In Albuquerque (2019), DDPG
algorithm was utilized to train an agent in simulation and was validated in the real world
by means of a motion capture system.

In the stated method, several domain adapta-

tion techniques have been tested (dynamics randomization, a universal policy with system
identication, and reinforcement learning with no parameter variation).
Other approaches aim at UAV object following from dierent perspectives. In Sampedro et al. (2018b), a color-based detector and an image-based deep reinforcement-learning
policy controller were utilized for object following with an o-the-shelf multirotor.

4 https://www.parrot.com/es/drones/parrot-ardrone-20-elite-edition
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Akhlou et al. (2019), You Only Look Once (YOLO) v2 Redmon and Farhadi (2017)
was utilized for UAV detection and discrete reinforcement learning REINFORCE McNeela
(2019) was used for learning the UAV following maneuver. A hierarchical approach that
combines a model-free policy gradient method with a conventional feedback PID controller
to enable stable learning without catastrophic failure was developed in Li et al. (2017) for
human following.
In this thesis, DDPG and PPO algorithms were adapted to train agents in simulation
to be directly deployed in the real world, for UAV landing on top of a moving platform
and UAV following, respectively. Concretely, the DRL strategy for UAV landing on top of
a moving platform is covered in

2.3

P.I and the UAV following approach is explored in P.II.

Reinforcement Learning Frameworks for Robotics

The evolution of reinforcement learning methods and algorithms has been notable across
the last years Lillicrap et al. (2015); Schulman et al. (2017, 2015). Indeed, most of them
are commonly developed, tested, and validated on a wide variety of game-like simulated
environments Brockman et al. (2016). In this regard, the research community is lacking
a standard reinforcement learning framework, where robots are able to learn in a realistic
simulated environment in order to be directly deployed in the real world.

Nevertheless,

although a standard and broadly-used reinforcement learning framework for robotics is not
available for either the scientic or the industrial community, several frameworks have been
proposed to this aim in the literature.
Gazebo simulator is a well-known robotics simulator widely utilized in robotics. Due
to this fact, several studies aim at the generation of a reinforcement learning framework
for multiple types of robots based on the stated simulator. Zamora et al. (2016) points to
extending the OpenAI Gym Brockman et al. (2016) to a standard interface for the Gazebo
simulator. Two default environments were provided for a custom UAV and UGV. In Nuin
et al. (2019), OpenAI Gym standard interface is also adapted to the Gazebo simulator and

5

6 articulated arm. GymFC

ROS 2 . Three default environments were provided for MARA

Koch et al. (2019) provides a Gazebo-based UAV simulation for low-level attitude control,
with an OpenAI Gym standard interface. Ferigo et al. (2020) steps forward with the usage
of the last version of the Gazebo simulator (Ignition Gazebo), which provides a simulatoras-a-library structure. Stated work provides a versatile and parallelizable simulator, with
an OpenAI Gym standard interface, capable of running faster than real-time.
Other frameworks focus on photorealistic simulations for vision-based applications. The
virtualization of real environments has been carried out in Xia et al. (2018) to achieve an
outstanding level of realism. The stated framework is meant for embodiment robots and
its physics simulation is limited. Other frameworks base their photorealistic simulations
on game engines Shah et al. (2018); Juliani et al. (2018).

AirSim Shah et al. (2018) is

7
built on Unreal engine . It is open-source, provides a Python API, and is meant for UAV
and autonomous driving applications.

ML-agents Juliani et al. (2018) is built on Unity

8
engine . It provides a Python API and default agents, to collect observations and interact
9
with exible and dynamic environments. Nvidia Isaac Simulator is in an early-stage
but already provides domain randomization, scenario management, sensor models, robot

5 https://index.ros.org/doc/ros2/
6 https://github.com/AcutronicRobotics/MARA
7 https://www.unrealengine.com/
8 https://unity.com/
9 https://www.nvidia.com/en-us/deep-learning-ai/industries/robotics/
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models, and a whole stack of supervised and reinforcement learning algorithm support,
with o-the-shelf algorithms.
Some approaches target dierent aspects in the context of robotics, such as scalability or
low-level simulation eciency. SURREAL framework Fan et al. (2018) denes a distributed
learning framework (actors, buer, learners, and parameters server). They developed distributed versions of reinforcement learning algorithms in order to be easily deployed in
the cloud with several nodes, CPUs, and/or GPUs. It targets scalability, exibility, and
reproducibility. Deepbots Kirtas et al. (2020) is built on Webots Michel (2004) robotics
simulator, it is open source and provides a standard OpenAI Gym interface. The Teaching
Box Ertel et al. (2009) is an early-stage simulator based on Java and FANN library Nissen
et al. (2003). RaiSim Hwangbo et al. (2018) is a simulator with an ecient contact solver
which speeds up the simulation, with a private implementation. Pyrobolearn Delhaisse et
al. (2020) is another framework containing both robotic environments and reinforcement
learning algorithms.

It is based on PyBullet Coumans and Bai (2016) and focuses on

modularity and exibility to promote code reuse.
In this thesis, a novel reinforcement learning framework for robotics has been proposed and validated across several publications, including

P.I

and

P.II.

This work has

contributed to the foundation and development of the stated framework and has helped to
the simplication of the prototyping and validation of reinforcement learning agents in the
context of autonomous UAV applications.

2.4

Synthetic Data for Real-World Robotics

One of the key drawbacks in learning-based algorithms (particularly in supervised learning
algorithms) is the common necessity of a notable amount of structured and annotated data
for the application domain under study. On this subject, there are application cases where
data within the application domain can be biased or directly not available at a considerable
scale. Also, in reinforcement learning applications for robotics, where an agent is meant
to safely interact with an environment a numerous amount of times, real environment
interaction can become intractable for the robotic system under research. In this context,
synthetic data can aid the data availability for either DL or DRL techniques.

It can

enable scalability and provide realistic information that can be exploited in a real-world
deployment. In this trend, several approaches in the literature has explored methods for
the usage of synthetic data in machine learning algorithm workows, with the ultimate
aim of being used in a real-world domain.
Low-level continuous states, such as position, velocity, or joint states, have been widely
simulated based on the robot dynamics in order to train machine learning algorithms,
which are ultimately validated in the real world. In Pi et al. (2020), simulated position
and attitude states, based on the dynamics model of the UAV, were used to train a reinforcement learning agent to command rotors velocity for attitude control. In Hwangbo
et al. (2019), a neural network was used to model the dynamics of the Anymal Hutter
et al. (2016) quadrupedal-legged robot in order to learn a controller within a reinforcement learning setting. In Albuquerque (2019), domain adaptation was utilized to train a
reinforcement learning agent for the task of autonomous landing on a moving platform.
Relative position states, such as position and velocity states, were included during the
training stage.

UAV position states were simulated in Vankadari et al. (2018) for au-

tonomous UAV landing. In stated work, ducial markers were used in the real world to
infer the position in real-time. In Hwangbo et al. (2017), AscTec Hummingbird quadro-
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10 was simulated with exact model parameters in order to train a reinforcement learning
11 was simulated in a
algorithm for attitude control. In Koch et al. (2019), IRIS quadrotor
tor

Gazebo environment for attitude velocity control with reinforcement learning. In Sampedro et al. (2018a), a quadrotor was simulated in Gazebo, along with a LIght Detection
And Ranging (LIDAR) sensor, in order to train a reinforcement learning algorithm for
reactive navigation.

The dynamic model of a robotic manipulator has been learned in

Nagabandi et al. (2020), in order to be controlled with an MPC scheme. Tan et al. (2018)
utilized precise simulations and randomized system dynamics for quadruped locomotion
learning with continuous states and actions. In Rodriguez-Ramos et al. (2018), high-level
velocity control was learned with ground-truth simulations in order to develop a UAV
task-specic landing maneuver on top of a moving platform. Validation tests were carried
out through ducial markers in the real world. In Sampedro et al. (2018b), a color-based
detector and an image-based deep reinforcement-learning policy controller were utilized
for object following with an o-the-shelf multirotor. In Wang et al. (2018), human commands were mixed with reinforcement-learning exploration-exploitation actions in order to
improve safety for multirotor navigation. In Molchanov et al. (2019) multiple quadrotors
of dierent sizes were controlled by the same policy, learned with simulated dynamics and
domain randomization.
End-to-end robotic control based on raw synthetic images (

i.e.

image pixels) pose an

increased challenge due to the virtual-reality domain gap in this high-dimensional space.
Nevertheless, a notable amount of techniques have developed strategies to overcome the
stated complexity.

In Andrychowicz et al. (2020), randomization of friction coecients

and object appearance have been carried out in order to overcome the virtual-reality gap
for dexterous in-hand manipulation.

In Zhang et al. (2019), synthetic-data adaptation

was performed using an application-dependent Cycada pipeline for ground-robot navigation.

Domain-randomization techniques were used in James et al. (2019) to train a

deep reinforcement-learning algorithm for dexterous in-hand manipulation. In Kang et al.
(2019b), Micro Aerial Vehicle (MAV) navigation was achieved through a combination of
real-world data to learn about robot dynamics and synthetic data for vision-based collision
avoidance. In Rao et al. (2020), cycle GANs were utilized to transfer sim-to-real images in
both directions in order to control an articulated arm.
Computer-vision techniques are tightly coupled to the robotic development, since images provide rich information which can be exploited in autonomous robotic tasks. In this
context, deep learning is

de facto

the most used technique for object detection. Neverthe-

less, it usually requires a large amount of domain-specic data to achieve generalization.
In this trend, the research community is exploring the incorporation of synthetic images
into the training process due to their availability and capabilities. In Rajpura et al. (2017),
transfer learning is used for GoogleNet Szegedy et al. (2015) training with synthetic images of common objects in a refrigerator. Gupta et al. (2016) proposed a method for the
generation of synthetic text on top of images from the internet and trained a Fully Convolutional Regression Network (FCRN) with stated synthetic images. In Ros et al. (2016),
a synthetic dataset is added to manually-annotated real datasets and provide an improvement on the performance for semantic segmentation. T-Net Kossai et al. (2019) and Fully
Convolutional Network (FCN) Long et al. (2015) were used for validation. In Rozantsev
et al. (2015b), feature parameters of real images for UAVs, planes, and cars were extracted
and matched to the synthetic ones.

This method demonstrates a higher accuracy even

10 http://robotics.caltech.edu/~ndutoit/wiki/images/7/70/AscTec_AutoPilot_manual_v1.0_

small.pdf
11 http://www.arducopter.co.uk/iris-quadcopter-uav.html
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when comparing to the inclusion of more photorealistic images. The stated method has
been validated with a Deformable Part Model (DPM), Adaboost, and a CNN. In Simonyan
and Zisserman (2014), 5M of synthetic images from indoor environments were generated
for semantic segmentation (pixel perfect), object detection, instance segmentation, etc.
VGG-16 Simonyan and Zisserman (2014) was pretrained on these synthetic images and
outperformed the models pretrained on ImageNet Krizhevsky et al. (2012).

A custom

CNN was used in Zhang et al. (2018) for smoke detection with synthetic images. In Liu
et al. (2020), aerial images of planes were synthetically generated and rened with Cycle
GANs Zhu et al. (2017) for ne-tuning Faster R-CNN Ren et al. (2015) and R-FCN Dai et
al. (2016), resulting in an accuracy improvement. In Aker and Kalkan (2017), YOLO v2 architecture was trained with synthetic images of real backgrounds overlayed with simulated
birds and UAVs. Synthetic images were optimized in Rozantsev et al. (2015b) to match
object-detector extracted features.

These images were used for real-image dataset aug-

mentation. In Chen et al. (2018), adversarial training was used to train Faster R-CNN for
cross-domain adaptation. The domains were adapted at the image level (e.g., image style
and illumination) and instance-level representation (e.g., object appearance and size shift).
In Hinterstoisser et al. (2018), simple synthetic objects were detected through backbonenetwork (feature extractor) weight freezing and ne-tuning the last layers. Validation tests
were performed with Faster R-CNN, R-FCN, and Mask R-CNN He et al. (2017). In Peng
et al. (2015), synthetic images were generated by adding background and textures to simple
3D Computer-Aided Design (CAD) models. Features were extracted with a CNN trained
on ImageNet and a classier was trained for the nal stage. In Tremblay et al. (2018), synthetic images with domain randomization were generated to train Faster R-CNN, R-FCN,
and SSD Liu et al. (2016a) for common object detection.

In Shrivastava et al. (2017),

adversarial training was used for simulated-to-real domain transferring. The dataset was
generated through synthetic-image renement and automated labeling. Finally, novel approaches showed outstanding performance when trained with small real-world datasets,
outperforming previous pretrained architectures, such as SSD or Faster R-CNN.
Additionally, object 3D-pose estimation from synthetic images has also been explored
in the computer vision eld. In Tobin et al. (2017), randomized simulated images for 3D
object detection were composed of low-dimensional feature textures and shapes. In Rad et
al. (2018), a mapping network was trained to map real to synthetic image features. The 3D
pose was estimated based on the inferred object parallelogram. A dataset of synthetic heads
was generated in Liu et al. (2016b) and a custom CNN was trained for head pose estimation.
In Zhao et al. (2020), pairs of images with object annotation and relative transformation
information between their viewpoints have been used to automatically discover objects' 3D
keypoints which are geometrically and visually consistent. The 6D object pose has been
estimated using a keypoint-based geometric reasoning method with a reference viewpoint.
In this work, a low-level simulation of a multirotor has aided the development of
learning-based controllers for the task of UAV landing on top of a moving platform and object following, in publication

P.I and P.II, respectively.

Furthermore, in publication

P.II,

an object detector has been trained with supervised learning techniques, aided by transfer
learning and pure synthetic images from a game-engine simulator, in order to perform the
complete vision-based training with solely synthetic information.

2.5

Detection Methods for Flying UAVs

The increasing research on autonomous UAV systems and its successful application to
diverse tasks in the industry favor the additional research and development of detection
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methods for ying UAVs. In this context, several methods for in-ight UAV detection have
been found in the literature.
The majority of techniques have used images from RGB cameras for UAV detection.
Schumann et al. (2017) built a UAVs and birds custom dataset.

It utilized VGG-16 as

the backbone and Region Proposal Network (RPN) Ren et al. (2015) as the detection
header.

In Gökçe et al. (2015), Haar-like features, Histogram of Gradients (HOG), and

Local Binary Patterns (LBP) where used with cascades of boosted classiers. In Li et al.
(2016a), background motion estimation, moving object detection and target classication
and tracking was developed for detecting UAVs in the far distance. In Ye et al. (2018),
background motions via a perspective transformation model is estimated and moving object candidates are identied in the background-subtracted image through deep learning
classier trained on manually labeled datasets and motion features. In Rozantsev et al.
(2016), sliding window and motion compensation is performed with two custom CNNs for
object detection. In the aforementioned work, the dataset has been made publicly available. YOLO v2 architecture along with a synthetic dataset made by overlaying UAVs and
birds on background images is explored in Aker and Kalkan (2017). In Unlu et al. (2018),
2D scale, rotation and translation invariant Generic Fourier Descriptor (GFD) features are
used to classify targets as a UAV or bird by a neural network. Rozantsev (2017); Rozantsev et al. (2015a) proposed a machine learning technique that operates on spatiotemporal
cubes of image intensities where individual patches are aligned using an object-centric
regression-based motion stabilization algorithm. Adaboost and DPM detectors performed
better than CNNs due to synthetic images overtting. In Rozantsev et al. (2015b), feature
parameters of real images for UAVs, planes, and cars were extracted and matched to the
synthetic ones. This method demonstrates a higher accuracy even when comparing to the
inclusion of more photorealistic images.
Other strategies are aided by dierent sources of information, such as positioning or
depth images. In Opromolla et al. (2018), template matching and morphological ltering,
complemented by the cooperative-UAV positioning information, is utilized for UAV detection. In Christnacher et al. (2016), acoustics, Laser Gazed Vieweing Camera (LGVC), an
RGB camera, and an illumination device formed the UAV tracking task with Consensusbased Matching Tracker (CMT) Nebehay and Pugfelder (2014).

In Vrba et al. (2019),

depth-images were utilized for UAV tracking in the 3D space.
In this thesis, a synthetic dataset has been generated for training a custom detector
with transfer learning techniques. This study is included in

P.II and the synthetic dataset
P.III a novel video object

has been made publicly available. Furthermore, in publication

detection technique has been proposed, including the task of UAV detection. A custom
dataset of in-ight UAV videos has been developed for the stated work and has been also
openly released.

2.6

Reinforcement Learning for Object Detection

The reinforcement learning formulation and the variety of algorithms proposed in the
literature allow for its application in a wide variety of settings, from video-games agent
playing or robotics control to object detection methods. On this subject, there are several
levels where a reinforcement learning setting can improve performance or increase eciency.
Several reinforcement learning techniques have been applied within the single-image
context for object detection. In Vassilo et al. (2020), reinforcement learning was used for
choosing between an ensemble of GANs to provide higher resolution to images (operating
at pixel or patch level). In Bellver et al. (2016), regions of the image which are more likely
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to contain an object were selected for object detection with reinforcement learning.

In

Liang et al. (2017), a semantic action graph was built using language priors for detection.
Reinforcement learning agents scan the stated graph in order to nd inconsistencies of
context which improved accuracy. Deep reinforcement learning was utilized in Pirinen and
Sminchisescu (2018) for RPN Region of Interest (RoI) selection with class-aware algorithms.
In Kong et al. (2017), multi-agent reinforcement learning was leveraged for detection. Each
detector is treated as an agent and they share information via Q-network to improve overall
detection. Dynamic zoom-in network Gao et al. (2018) inputted a full low-resolution image
and used a reinforcement learning policy to select RoI to be further processed. In Ba et al.
(2014), an Long Short-Term Memory (LSTM) based model was trained with reinforcement
learning to give attention to certain RoI of the image in order to nd small objects. In
Mathe et al. (2016); Caicedo and Lazebnik (2015) a reinforcement learning based sliding
window approach found an object in a few steps. In Uzkent and Ermon (2020); Uzkent
et al. (2020), an agent selected the regions of the image which need to be processed at
a higher resolution or by a smaller detector to reduce computation. In Jie et al. (2016),
RoIs were eectively selected based on the interdependence of objects with tree-structured
reinforcement learning.
Other approaches aim at adaptive keyframe selection for video object detection. In Mahasseni et al. (2017), a policy-gradient reinforcement-learning approach made budget-aware
processing by approximating the gradient of a non-decomposable and non-dierentiable objective. In Liu et al. (2019a), a light policy was used for balancing the execution pipeline
between an expensive and a cheap feature extractor, achieving better results as compared
to a random baseline. In Luo et al. (2019), the reinforcement learning policy was guided
to achieve a proper balance between detection and tracking. In Supancic III and Ramanan
(2017), a learned policy was able to select when to update or to initiate a tracker.
In this work, a reinforcement learning method has been proposed in publication

P.III

for adaptive keyframe selection in the context of video object detection. A novel policy
training technique has been developed, allowing for a reinforcement learning agent to be
trained on a distribution of reward functions. The stated agent policy can be conditioned
on one unique reward function at inference time, encapsulating several behaviors in one
trained model.

Chapter

3

Methodology
No amount of experimentation can ever prove
me right; a single experiment can prove me
wrong.

Albert Einstein

As stated in Chapter 1, this thesis has been developed in the eld of aerial robotics,
with a special interest in the application of ML methods and techniques. On this basis,
and due to the practical nature of the robotic tasks, this work is considered in the scope
of

Applied Research


Purpose

Kothari (2004). The key aspects of applied research are the following:

The purpose of applied studies is closely associated with the solution of

specic problems, in addition to the expansion of the current body of knowledge. The
purpose of

P.I and P.II has been to provide a solution for the task of autonomous

landing on top of a moving platform and non-cooperative multirotor following, respectively, from a DRL perspective. Besides, the purpose of

P.II

has also been to

integrate synthetic images into the standard training pipeline for object detection.
Finally, the purpose of

P.III has been to increase the eciency of computation (and

power) of video object detection methods, from a DL and DRL perspective.



Context

In applied studies, research objectives are mainly dened by industrial

(public or private) or societal specic problems.

Stated problem denition is used

by public and private institutions, organizations, international competitions, etc. to
dene the scope of the research projects with practical and concrete goals. For each
publication

P.I - P.III the context application has resulted from a topic which the
In P.I, the application

industry or the research community requires to be solved.

of multirotor landing on top of a moving platform has been thoroughly studied by

e.g.

the research community and it is highly interesting for the industry community (
package transportation, auto-charge maneuvers, etc.).

In

P.II,

the application of

autonomous non-cooperative multirotor following compose a growing research topic
and an interesting industrial topic, as long as multirotors are increasingly being used
in consumer or industrial applications, and safety is required. In

P.III, an ecient
22
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and adaptive video object detection technique composes an important topic for the
context of robotics, where the temporal structure in video frames can be exploited
and the algorithms require eciency in order to be launched in an embedded system.



Methods Research validity Pellissier (2008) represents an important element to be
addressed in all types of studies. Applied studies are usually more concerned with
external validity. External validity refers to the extent to which the research ndings
can be replicated to other environments.

The methods utilized in

P.I - P.III

are

further claried in the rest of the present chapter.
Each publication contribution,

P.I - P.III,

has been framed in the scope of applied

research and has complied with its stated characteristics. For every particular contribution,
the purpose, context, and methods are further explained in Chapter 4.
Furthermore, the methodology employed in this thesis results from a combination of
a systems engineering and a software process methodology. On the one hand, SIMILAR
methodology (Bahill and Gissing (1998)) is focused on the standardized denition of phases
in systems engineering, which is constantly re-evaluated during their course. These phases
are compatible with robotics development, which involves one of the primary objectives
of this study. On the other hand, the spiral model of the software process, proposed in
Boehm (1988), is oriented towards the individual properties of the software development
process, with multiple phases which target the construction of a robust and stable result.
This software model is particularly interesting as the present work involves the generation
of software algorithms that are required to work in embedded robotic platforms and real
operational environments. As a consequence, the present work follows a combination of
stated methodologies and it is illustrated in Fig. 3.1.

Figure 3.1: Methodology followed by the present thesis. It has resulted from a combination
of SIMILAR methodology (Bahill and Gissing (1998)) and the spiral model of the software
process (Boehm (1988)).
The proposed methodology has served as a general guideline during the development
of this thesis, and can be summarized as a sequence of the following steps:
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1.

Problem denition.

The rst phase involves stating the problem, which solution will

potentially be provided by a future line of research.

As stated at the beginning

of this chapter, problems in applied research take origin from industrial or societal
necessities. Once the problem has been dened, a set of objectives has to be determined in order to formally describe the solution or outcomes to be provided by the
research study. During the execution of this stage, problem alternatives and context

constraints have to be rigorously evaluated. In P.I, the problem has been dened as
solving the multirotor landing on top of a moving platform with DRL methods. In
P.II the problem has been stated as solving the non-cooperative multirotor following
in an end-to-end and vision-based trend, from a DRL and DL perspective. Besides,
in P.III the problem has been dened as increasing the eciency in video object detection methods with state-of-the-art DL and DRL techniques. The global objectives,
fullled by P.I - P.III have been dened in Chapter 1.
2.

Hypothesis formulation.

In this phase, a hypothesis is formulated based on the ob-

jectives previously determined. The hypothesis has to be able to provide an outcome
that is compatible with the proposed problem and objectives. During the execution
of this phase, it is important to review and investigate the State of the Art (SotA)
in the eld in order to properly place the study in the scientic ecosystem, as well as
to take advantage of the past research disseminated by the community. The alternatives found in the related works have to be evaluated and the risks involved have to
be properly assessed.

P.I has hypothesized that autonomous multirotor landing on

top of a moving platform can be potentially solved with DRL techniques, providing
a proper behavior and being able to integrate complex vision-based behaviors in an
end-to-end trend.

P.II

has hypothesized that autonomous non-cooperative multi-

rotor following can be potentially solved in an end-to-end and vision-based trend,
integrating a high amount of DOF and solely using pure synthetic data.

Finally,

P.III has hypothesized that temporal structure and context information redundancy
can be exploited in order to provide higher eciency in both computation and power
consumption in the context of video object detection.
3.

Prototype development.

This step incurs the generation of hardware and/or software

components that are able to satisfy the dened objectives and comply with the requirements of the hypothesis. The resulting prototype has to be mature enough to
be able to provide stable experimentation. The particular results which are being obtained in the following phases have to be taken into consideration during the execution
of this stage in order to properly implement the functionality in the prototype.

P.I

involved the generation of both hardware and software prototypes, with the creation
of stable simulated environments, a reinforcement learning framework, a real and
usable moving platform, and the implementation of DRL algorithms.

P.II involved

the generation of stable simulated environments, the expansion of the reinforcement
learning framework, the usage of an additional multirotor, and the development of
the DRL and DL algorithms.

P.III involved the generation of a complete software

architecture for training and validation of the methods. The implemented prototypes
were required to be adapted to a desktop architecture and an embedded architecture.
4.

Experimentation and testing.

In this stage, the prototype is thoroughly tested.

A

set of experiments, which has to provide the required validity for the study, is dened and carried out.

Several tests are performed in order to gather a complete

amount of structured data which can be analyzed in later phases. Preliminary tests
usually involve simulated environments or models, while more advanced experiments

3.1. Technology Readiness Levels
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are carried out in controlled laboratory environments or eld/production domains.
In

P.I,

thorough experimentation has been carried out in a controlled laboratory

environment and with motion capture systems integrated into the approach. Also,
in

P.II,

exhaustive experimentation has been performed in a controlled laboratory

environment and using solely the on-board sensors to perform the maneuvers.

P.III,

In

rigorous experimentation has been carried out with several model architec-

tures, datasets, and systems.
5.

Validation and verication.

This phase involves the validation of the proposed hy-

pothesis, based on the information gathered in the experimentation step. The data
has to be processed in order to nd usable insights,

i.e.

graphs, tables, metrics, etc.

Also, the benets and drawbacks of the proposed approach have to be extensively
discussed to provide a rigorous outcome which veries the original hypothesis.

P.I - P.III

In

a complete validation and verication have been carried out, providing

extensive results in the form of plots, graphs, tables, videos, etc. which were able to
provide a detailed overview of the approaches.
6.

Next-phase planning and/or scientic dissemination.

In this nal stage of the cy-

cle, more general conclusions are assessed and the next phases are planned. As in
common research studies, the results and gatherings can be shared and disseminated
to the scientic community. Also, in case the ndings of previous stages allow for
extending the research scope, the following steps can be planned in this phase. Since
every publication is related to the previous one in chronological order, the problem
denition and hypothesis formulation for every publication

P.I - P.III have resulted

from the knowledge acquired in previous work development.
The previous set of steps composes one unique cycle of the spiral model (see Fig.
3.1). Depending on the nature of the research study or project, one or more cycle rounds
are ought to be carried out.

Every round in the spiral model incurs an increase of the

cumulative cost, in terms of risks, time or economic resources, personnel, etc. In the context
of a research study aimed for a production application, which involves a nal product or
service to be deployed, the proposed methodology includes extra phases to be evaluated.
These phases are the detailed design of the system, extensive unit testing, integration and
tests, acceptance test, and deployment and maintenance.

In this thesis,

P.I - P.III

are

applied research studies that follow the presented methodology and end with the scientic
dissemination of the outcomes. Other projects in which the author has participated and
are tangent to the proposed thesis study, involve nal industrial application results and
are described in Appendices A and B.

3.1

Technology Readiness Levels

Additionally to the stated methodology, adopted during the course of the present thesis,
Technology Readiness Levels (TRLs) have been used to evaluate the developed technologies
in

P.I - P.III

based on their maturity. TRLs are a method for estimating the maturity

of technologies during the acquisition phase of a program, developed at NASA during the
1970s Sadin et al. (1989). The method denes a measurement scale from 1-9 in order to
provide a generic and standard sequence of states.

In this regard, the primary purpose

of using technology readiness levels is to aid management in making decisions concerning
the development and transitioning of technology. Indeed, it composes one of several tools
that are needed to manage the progress of research and development activities within an

3.1. Technology Readiness Levels
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organization Deutsch et al. (2010). Using the TRLs measurement scale, the development of
a technology or a system can be tracked in a wide spectrum, from an idea on a publication
to a compliant product in the industry.

Accordingly, TRLs are increasingly utilized by

engineers, scientists, innovators, investors, etc. from many international organizations.

Figure 3.2: Technology readiness levels as a reference of the state of the developed technology, during the course of the presented thesis study.
In Fig. 3.2, the dierent levels of technology readiness are illustrated. Also, the present
work is placed within the TRL frame of reference as a standard method for benchmarking the developed research and technologies with other related scientic contexts.

The

terminology employed in this respect is dened as:

Laboratory environment A controlled laboratory space where the underlying principles of technical performance can be formally tested and validated. It assists the
replicability and reproducibility of research but does not address all the particularities and challenges of an operational environment.

Publications

P.I - P.III

have

been tested and validated in a controlled laboratory environment, such as a robotic
indoor arena or a desktop/embedded system.

Relevant environment An environment where the technologically stressing aspects
and challenges of an operational environment are simulated to demonstrate the functionality of critical components of the nal system.

Operational environment An environment where the nal system is intended to
operate. It addresses all the particularities, operational requirements, and specications of the nal system.
Besides, it has to be noted that, although TRLs provide a group of criteria which
formally dene the transition from one certain level to another, this thesis has not strictly
followed every denition and has utilized TRLs as a maturity evaluation which helps the
further assessment of the global scope of this work.

A summary of the denitions and

descriptions of the TRLs 1-9 can be found in Table 3.1.
The research carried out during the course of the present study mostly involves the
design or extension of innovative techniques and their application to the aerial robotics
eld. Due to this fact, and taking into account that this thesis is aided by state-of-the-art
research within the eld, publications from

P.I - P.III achieve TRL 4, where the design or
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TRL

Denition

2

Technology concept and/or application formulated.

3

Analytical and experimental critical function and/or characteristic
proof of concept.

4

Component and/or breadboard validation in laboratory environment.

5

Component and/or breadboard validation in relevant environment.

6

System/sub-system model or prototype demonstration in an operational environment.

7

System prototype demonstration in
an operational environment.

8

Actual system completed and 'ight
qualied' through test and demonstration.

9

Actual system ight proven through
successful mission operations.

1

Basic principles observed and reported.
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Software Description

Scientic knowledge generated underpinning basic properties of software architecture and mathematical
formulation.
Practical application is identied
but is speculative, no experimental
proof or detailed analysis is available to support the conjecture. Basic properties of algorithms, representations and concepts dened.
Development of limited functionality to validate critical properties and predictions using nonintegrated software components.
Key, functionally critical, software
components are integrated, and
functionally validated, to establish
interoperability and begin architecture development.
End-to-end software elements
implemented and interfaced with
existing systems/simulations conforming to target environment.
Prototype implementations of the
software demonstrated on full-scale
realistic problems. Partially integrate with existing hardware/software systems.
Prototype software exists having
all key functionality available for
demonstration and test. Well integrated with operational hardware/software systems demonstrating operational feasibility.
All software has been thoroughly
debugged and fully integrated with
all operational hardware and software systems. All user documentation, training documentation, and
maintenance documentation completed.
All software has been thoroughly
debugged and fully integrated with
all operational hardware/software
systems. All documentation has
been completed.

Exit Criteria

Peer reviewed publication of research underlying the proposed concept/application.
Documented description of the application/concept that addresses
feasibility and benet.
Documented analytical/experimental results validating predictions of
key parameters.
Documented test performance
demonstrating agreement with analytical predictions. Documented
denition of relevant environment.
Documented test performance
demonstrating agreement with analytical predictions. Documented
denition of scaling requirements.
Documented test performance
demonstrating agreement with
analytical predictions.
Documented test performance
demonstrating agreement with
analytical predictions.
Documented test performance verifying analytical predictions.

Documented mission operational
results.

Table 3.1: Technology readiness levels table of denitions.

extension of a particular method and its application on a robotic platform in a controlled
laboratory environment composes itself a contribution to the eld. Furthermore, the author
of this thesis has participated in several adjacent industrial projects and international
competitions. The most relevant ones are summarized in Appendix A and B, and achieve
TRL 6, incurring a successful system demonstration in a relevant environment, such as an
industrial or competition environment.

Chapter

4

Results and Discussion
This chapter presents a description of the approaches proposed in publications

P.I - P.III

towards achieving the research objectives of this doctoral thesis, presented in Section 1.3.
Additionally, general analysis and discussion of the results obtained in the experimental
tests performed are provided. The main contributions

C.1 - C.7 are listed in Section 1.4.

Whether any added information is required, the reader is encouraged to consult the published works

P.I - P.III which are included as part of this thesis by compendium, as well as

the complementary publications which have been briey explained in this dissertation. As
a visual summary, Fig. 4.1 presents a ow chart of the interconnections and dependencies
between the publications.

Figure 4.1: Flow chart of the publications included in this thesis by compendium. The key
dierentiators and interconnections have been summarized.
Publications

P.I - P.III have followed a chronological order.

The knowledge and ex-

perience acquired from a certain publication were consequently applied tod the following
ones.

Indeed, this is further explained in the following sections.

However, Fig.

serve as a schematic summary which can be revised at any time. On this basis,

4.1 can

P.I laid the

foundations for the methods to perform aerial-robot velocity control with DRL techniques,
for the specic application of autonomous landing on a moving platform. The approach
was based on low-level continuous states, such as position and velocity states and it was
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validated with a motion capture system.

Following this idea, and in order to avoid the

necessity of motion capture systems, as well as to pursue the usage of end-to-end imagebased techniques,

P.II explored the possibility of controlling a UAV with DRL techniques

in a complex scenario for the task of non-cooperative UAV following.

In this particular

case, the complete approach was based on the images from an RGB camera, the control
was carried out at a lower level (attitude control) and there were 5-DOF involved (3-DOF
of the UAV and 2-DOF of the camera gimbal). Additionally, the complete approach was
carried out with synthetic information, and a novel technique for object detection, aided
by synthetic images from a game-engine, was proposed. The stated detection technique, albeit useful in the context of

P.II application, was not exploiting the temporal information
P.III aimed at taking into consideration

found in standard video sequences. In this trend,

techniques to adaptively reuse information in video sequences, in order to reduce the computation overhead. Furthermore, a novel strategy was presented in

P.III,

where a DRL

agent can be trained with a distribution of reward functions, and, at inference time, it
can be conditioned on one unique reward function, encapsulating several behaviors in one
unique policy.
The rest of this chapter is divided as follows.

First, Section 4.1 introduces general

concepts that are part of the global solutions developed. Second, Section 4.2 details the
proposed reinforcement learning framework, with explanations of the design, structure, and
scope. Finally, Section 4.3, Section 4.4, and Section 4.5 describe and discuss the results
corresponding to

4.1

P.I, P.II, and P.III approaches, respectively.

Overall Concepts

A brief introduction about overall concepts, such as robot dynamics or sensory utilization,
is detailed in this section.

In this doctoral thesis, although the control techniques are

i.e.

performed at a middle or high level (

attitude or velocity control), it is useful, for the

sake of understanding, to describe the dynamics of the system and the common control
schemes, utilized in

P.I - P.III.

The base UAV system has been a multirotor with four

rotors (quadrotor) distributed in X shape (see Fig.

4.2).

The quadrotor rigid-body

dynamics model has been extensively explained in multiple studies Michael et al. (2010);
Homann et al. (2008) and can be easily inferred from physical laws:

Figure 4.2: The base UAV system with four rotors (quadrotor) distributed in X shape.

Ti

corresponds to the

i-th

thrust and

Mi

to the

i-th

heading torque.
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Ix φ̈ = ψ̇ θ̇(Iy − Iz ) + l(T1 + T2 − T3 − T4 )

Iy θ̈ = φ̇ ψ̇(Iz − Ix ) + l(T1 + T4 − T2 − T3 )

Iz ψ̈ = θ̇ φ̇(Ix − Iy ) +

4
X

Mi

i=1

mẍ = (− sin φ sin ψ − cos φ sin θ cos ψ)
×

4
X

Ti − Kf r ẋ2

4
X

Ti − Kf r ẏ 2

i=1

mÿ = (− cos φ sin θ sin ψ + sin φ cos ψ)
×

i=1

mz̈ = mg − cos θ cos φ

4
X

Ti

(4.1)

i=1

where x, y, and z are the positions of the quadrotor in every axis of the world frame;

θ

and

φ

is characterized by its mass

Iz ,

ψ,

are the attitude angles yaw, pitch, and roll, respectively; the quadrotor rigid body

each propeller

i

m

and its three principal mass moments of inertia

generates a thrust

friction constant and

l

Ti

and a heading torque

Mi ; Kf r

Ix , Iy ,

and

is an aerodynamic

constant is the arm length between each pair of trusts.

There are two control loops which are usually implemented in the autopilot board of a
multirotor. These are the attitude (ψ ,

θ,

and

φ

or

ψ̇ , θ̇,

and

φ̇)

and altitude (Tz /ż ) control

loops. The autopilot boards usually accept yaw, pitch and roll absolute or rate references,
and z absolute thrust or altitude rate references. In this scenario, the saturation bounds
for these variables are set by the autopilot board design. In Fig. 4.3 a common cascaded
control architecture is illustrated, with a special emphasis on the scope for publication
and

P.II.

Figure 4.3: Basic cascaded control scheme for multirotor control. The publications

P.II have been framed in the scope of velocity and attitude control, respectively.

P.I

P.I and

The mid-level control loop is frequently a velocity control scheme and the high-level
position or trajectory control loop is in charge of actuating on the mid-level velocity (or
directly on the low-level attitude control loop).

The magnitude of the aggressiveness,

in terms of maximum accelerations and velocities which the multirotor can achieve in a
controlled trend, is limited by the lower levels of control. High acceleration and velocity
maneuvers are best controlled at a lower level, at the expense of increased complexity due
to faster eective dynamics and higher control and state-estimation frequencies. In
high-level velocity references were generated, and in
were produced.

P.II,

P.I,

mid-level attitude references
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Regarding state estimation for control, several approaches are depending on which sensors are integrated into the multirotor platform. In this dissertation, one of the primary
aims is to research techniques for vision-based autonomous multirotor applications. Hence,
the developed techniques have been targeted at the usage of information data from RGB
cameras and Inertial Measurement Units (IMUs). Images from RGB camera sensors provide high-dimensional information that can be useful in several environments but, at the
same time, can complicate the extraction of tractable data for a given stage of the maneuver or mission.

Other sensors, such as LIDAR sensors or stereo cameras, have been

explored in Appendix A and B.

4.2

Reinforcement Learning Framework

In this section, the proposed reinforcement learning framework is detailed. This section is
in accordance with

4.2.1

C.4, and fullls objectives O.2 and O.6.

Introduction

In reinforcement learning, two basic structures are dened in its formulation: an agent
and an environment. The agent interacts with an environment in order to nd the best
possible action at any given state, and it is signalized about its performance with a reward,
as illustrated in Fig. 4.4. The agent must also nd a proper balance between exploration
and exploitation of the given state-space knowledge. On the course of the stated interaction, the agent modies its behavior or policy to maximize the accumulated reward over
time. Indeed, reinforcement learning involves a policy optimization process throughout the
whole known state space, in order to maximize the accumulated reward. For the robotics
case, which is normally task-based and with temporal structure, the reinforcement learning
formulation is suitable to optimize a given task or application.

action at
reward rt

Agent

Environment

state st

Figure 4.4: Reinforcement learning problem formulation. The basic structures are the agent
and the environment. The agent provide actions
the next state

st

and the reward

at to the environment which responds with

rt .

In the standard reinforcement learning theory, an agent follows a policy which is able

a ∈ A, where S is the state space (possible
states of the agent in the environment) and A is the action space. The inner dynamics of
the environment are represented by the transition probability model p(st+1 |st , at ) at time
t. The policy can be stochastic π(a|s), with a probability associated with each possible
action, or deterministic π(s). In each time step, the policy determines the action to be
chosen and the reward r(st , at ) is observed from the environment. The goal of the agent
PT i−t
is to maximize the accumulated discounted reward Rt =
r(si , ai ) from a state at
i=t γ
time t to time T (T = ∞ for innite horizon problems) Sutton and Barto (2018). The
discount factor γ is dened to allocate dierent weights for future rewards.
π in (4.2) is a representation of the expectaFor a specic policy π , the value function V
to map any give state

s ∈ S

to an action
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tion of the accumulated discounted reward
policy

π(st )).
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Rt for each state s ∈ S (assuming a deterministic

V π (st ) = E[Rt |st , at = π(st )]

(4.2)

An equivalent of the value function is represented by the action-value function
(4.3) for every action-state pair

Qπ

in

(st , at ).

Qπ (st , at ) = r(st , at ) + γ

X

st+1

p(st+1 |st , at )V π (st+1 )

(4.3)

∗
The optimal policy π shall be the one that maximizes the value function (or equivalently the action-value function), as in (4.4).

π ∗ = arg max V π (st ) = arg max Q∗ (st , at )
π

(4.4)

at

A general case in real robotic applications is that the state and action spaces are continuous spaces (

e.g.

continuous control of the rotors of a multirotor based on angular states),

e.g.

or the number of possible discrete states is notably high (

possible values of the pixels

in an image). These scenarios of high dimensionality can make the optimization problem
intractable. These and other challenges are on the focus of several types of research on innovative reinforcement learning algorithms. Additionally, the formulation of an algorithm
for a specic application composes a challenge itself due to stability or policy optimization
non-optimal results.

4.2.2

Deep Deterministic Policy Gradients

In the context of state-of-the-art DRL algorithms, Deep Deterministic Policy Gradients
(DDPG) Lillicrap et al. (2015) represents one of the rst successful applications of neural
networks for function estimation to the reinforcement learning paradigm.

DDPG is a

policy-gradient DRL algorithm designed to work with both continuous state and action
spaces.

Policy-gradient reinforcement learning methods aim towards directly searching

the optimal policy

π∗,

which provides a feasible framework for continuous control. If the

∗
target policy π is a deterministic policy

µ,

the Q function (see (4.5)) can be learned o-

policy, using transitions (from an environment
stochastic behavior policy

β

E)

which are generated from a dierent

Lillicrap et al. (2015). An advantage of the o-policy methods

is that exploration can be treated independently from learning. In this case, exploration
is carried out throughout autocorrelated Ornstein-Uhlenbeck exploration noise Uhlenbeck
and Ornstein (1930).
Prior to the design of DDPG algorithm, the key factors which led to the convergence
of the optimization process with large neural networks for estimation were the use of a

replay buer,

and a separate target network for calculating

Q-Network Mnih et al. (2013).

yt ,

as rstly proven by Deep

In order to deal with large continuous state and action

spaces, DDPG adapted the actor-critic paradigm introduced in Silver et al. (2014), with
two neural networks to approximate a greedy deterministic policy
function (critic). In DDPG, the

Q

µ

(actor) and the

Q

function is estimated as in (4.5).

Q(st , at ) = Ert ,st+1 ∼E [r(st , at ) + γQµ (st+1 , µ(st+1 ))]
A function approximator (in this case a neural network), parameterized by

(4.5)

θQ ,

is con-

sidered in DDPG to approximate the Q function. It is optimized by minimizing the loss
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of (4.6).

L(θQ ) = Est ∼ρβ ,at ∼β,rt ∼E [(Q(st , at |θQ ) − yt )2 ]

(4.6)

yt = r(st , at ) + γQ(st+1 , µ(st+1 )|θQ )

(4.7)

where

The actor network is updated by following and applying the chain rule to the expected
return from the start distribution

J

concerning the actor parameters (see (4.8)).

∇θµ J ≈ Est ∼ρβ [∇θµ Q(s, a|θQ )|s=st ,a=µ(st |θµ ) ]
An adaptation of DDPG algorithm has been mainly utilized in

(4.8)

P.I. In P.II, DDPG has

been also validated for the application under study, though provided a lower performance
with respect to other DRL algorithms.

4.2.3

Proximal Policy Optimization

Other recent algorithms, which compose a family of natural policy-gradient algorithms
named Proximal Policy Optimization (PPO) Schulman et al. (2017), include a surrogate
objective function for optimization. This family of algorithms led to a reduction of complexity and an increase in both sample eciency and performance.

Since PPO aims at

directly optimizing an objective function for the policy, an instant update of the policy has
to be controlled in order to avoid divergence and to assure optimal convergence. The strategies for constraining the policy update are diverse and a matter of research. Nevertheless,
the most common strategies are based on the KullbackLeibler divergence (KL-divergence)
penalty and on direct-clipping penalty (see (4.9)).

rt (θ) =

πθ (at |st )
πθold (at |st )

T
X
=
E
[
[min(rt (θ)Âπt k , clip(rt (θ), 1 − , 1 + )Âπt k )]]
LCLIP
τ ∼πk
θk

(4.9)

t=0

LCLIP
θk

rt (θ) is the
πk
newold policy ratio, Ât is the advantage function for policy update at time t, and  is the

where

represents the objective function for the policy-weight update,

clipping constraint. The advantage function is constructed based on the dierence between
the expected reward and the estimation of a baseline

Q(s, a)

or

V (s).

Indeed, the usage of

an advantage function, instead of directly the expected reward, reduces the variance of the
policy estimation. An adaptation of PPO algorithm has been utilized in

4.2.4

P.II and P.III.

Framework Design

Traditional reinforcement learning algorithms Sutton and Barto (2018) have been tested

e.g.

and validated by means of generic tools for simulation and modeling (
Simulink).

1

Matlab ,

On the side of these classic reinforcement learning algorithms, their perfor-

mance was not powerful enough to overcome high-level and complex problems, neither in
the context of continuous states and action spaces nor working with continuous physics in
realistic simulators (

e.g.

2

Gazebo simulator ). Nevertheless, as explained in this chapter,

1 https://www.mathworks.com/products/matlab.html
2 http://gazebosim.org/
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increasing improvement in the stated DRL algorithms has taken place. In a similar trend,
simulation systems have been following this complexity trend, allowing a feasible and stable
training of DRL agents under realistic and continuous simulators.
In addition, as explained in Chapter 2, several attempts for the generation of successful
DRL frameworks for robotics have been investigated in parallel to the development of
the present thesis work. In this regard, one of the rst and most extended test benches
for DRL algorithms is OpenAI Gym, which is an open-source toolkit for developing and
comparing reinforcement learning algorithms Brockman et al. (2016). However, currently
most of the available environments for testing in OpenAI Gym are 2D or Atari-like games,
with a diverse range of complexity examples, but lacking more realistic environments for
robotic simulation. In robotics, this type of training/testing environments are not directly
available for the research community or target dierent aspects of the robotic development
(refer to Section 2.3).
On the other hand, the Gazebo simulator is often a prime example of a versatile and
realistic simulation system for robotics, normally aided by the well-known Robot Operating
System (ROS) middleware Quigley et al. (2009). Hence, taking advantage of the versatility
of this broadly-used simulation system, a Gazebo-based reinforcement learning framework
has been designed and implemented. This framework aims to provide a predened interface
between the DRL algorithm, the environment interface, and the Gazebo simulator (or other
types of simulators). Also, it has been designed in such a way that it can be extended in
the future to other types of DRL algorithms, environments, and robots.
As stated in Section 4.2.1, in reinforcement learning, an agent interacts with an environment and tries to maximize the accumulated reward in each time step. In the proposed
framework, the communication channel between the agent and the environment is implemented through commonly-used ROS communication tools, which provide a standardized
way of communication (see Fig. 4.5). Also, some reinforcement learning problems require
the simulation time to be deliberately iterated (with the simulation clock in the paused
state), in order to complete computationally-expensive training steps.

In this scenario,

where the Gazebo simulator clock is paused, communication via ROS tools is not possible,
since ROS uses the Gazebo clock to forward its messages through the network. In order
to overcome these issues, an additional shared memory communication channel has been
implemented, which can be used in case the Gazebo clock is paused and the simulation is
being actively iterated. This functionality provides the developer with full control over the
simulation time, allowing the interaction of a Gazebo plugin with the Gazebo simulator and
the shared memory interface, which can be a requirement in several real-world problems.
Furthermore, the agent component which represents the classical reinforcement learning agent is capable of receiving experience vectors and rewards from the environment
in order to nd the optimum action to be taken in each time step. The implementation
of the agent is also capable of logging representative data which can be used to determine whether it is actually learning or whether the algorithm has otherwise diverged. The
current framework implementation provides DDPG, PPO, TRPO, Actor-Critic with Experimence Replay (ACER) Wang et al. (2016), and other state-of-the-art algorithms to be
directly trained/tested in the scope of the designed application case. On the other hand,
the environment interface shown in Fig.

4.5 represents a partial implementation of the

classical denition of a reinforcement-learning environment since in this case, the Gazebo
simulator and Aerostack architecture Sanchez-Lopez et al. (2016) constitute an important
part of the whole reinforcement learning environment. Aerostack is a system architecture
and open-source multi-purpose software framework for autonomous multi-UAV operation.
In this dissertation, it has been used to enable the operation of the UAVs in both training
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Aerostack

Gazebo

Figure 4.5: Diagram of the proposed reinforcement learning framework. The theoretical
concept of the reinforcement learning environment is highlighted in pale red. Simulation
systems or multi-purpose architectures are highlighted in pale green.

and testing time, though its full explanation is out of the scope of this work. The reader
is encouraged to revise Sanchez-Lopez et al. (2016) for further information.
Additionally, the environment interface shown in Fig.

4.5 implements an interface

between Gazebo/Aerostack and the agent, being in charge of parsing all the incoming data,
in order to adapt it to an intelligible structure which the agent can use. The environment
interface is ready to provide both low-dimensional discrete or continuous state vectors,
as well as other types of structures such as images or point clouds. Furthermore, taking
into consideration future extensions of either agents, environments, robots, or simulation
systems, the framework has been designed in a versatile manner at a programming level.
The current implementation utilizes Python for the agent and C++ for the environment
and communications side. Nevertheless, since all the communication interfaces are standard
and cross-language, both the agent and the environment interface can be implemented in
a wide variety of programming languages, such as C++, Python, or Java.
Finally, the presented framework is designed to be used with Gazebo, but it can be
adapted to any other simulation systems (as well as simulated robots), due to the standard
nature of its communications. Also, the simulation time can be speeded up or slowed down,
in order to reduce training times and to adapt the simulation to computationally-expensive
experiments, respectively. This framework has been constantly growing since its original

P.I and Sampedro et al. (2019), and has contributed to the development of
several other publications Rodriguez-Ramos et al. (2018); Sampedro et al. (2018b,a), P.II,

publication in

a Ph.D. thesis Pérez (2019) and other M.Sc. thesis Zafra (2020).

4.3

Autonomous Landing on a Moving Platform (Publication
P.I)

In publication

P.I, the autonomous landing maneuver on top of a moving platform has been

approached from a DRL perspective. This section explains the most relevant aspects of the

P.I approach and its outcomes, as well as the classical methods which laid the foundation
of the aforementioned publication. Also, this section is in accordance with C.1, C.3 - C.4,
and C.7; and fullls objectives O.1 - O.2, O.4 and O.5 - O.6.

4.3. Autonomous Landing on a Moving Platform (Publication P.I)

4.3.1

36

Introduction

Several studies have proven the potential usefulness of autonomous multirotor systems
in a wide variety of applications, such as search-and-rescue, inspection, transportation,
mapping, or surveillance Liu et al. (2014); Goodrich et al. (2009). Indeed, many of these
applications can greatly benet from aerial robots capable of landing on predened static
or moving platforms.

For instance, in a future where aerial robots perform search-and-

rescue or package transportation missions, a static or moving ground-station can be ready
for supply/package delivery and/or battery charging. This would represent a major step
forward which can enable the explosion of a wide range of long-term autonomous multirotor
applications.

Figure 4.6: A real image composition of a multirotor landing on a moving platform using
Rodriguez-Ramos et al. (2018) approach.
The landing maneuver on top of a Moving Platform (MP) can be approached from
several perspectives. Depending on the available sensory information, the design can either
assume the state of the MP as known or, on the contrary, assume that only information
from proprioceptive and passive sensors, such as IMUs and RGB cameras, is available
during the performance. In addition, the solution can be aided by classical control schemes
or learning-based architectures.

This dissertation has explored several approaches, from

classical techniques based on 1D-LIDAR sensors, to more advanced vision-based strategies
using DRL, which are best explained in the following sections. Nevertheless, the ultimate
goal of this section is to validate the vision and DRL based strategies are capable of solving
the landing application, with

4.3.2

P.I as the primary contributor to this aim.

Classical Methods

Dierent classical approaches have been explored in the literature for autonomous multirotor landing on a MP (see Section 2.1).

In this thesis by compendium, two classical

techniques have been explored Rodriguez-Ramos et al. (2017, 2018).

These studies ac-

cumulated enough knowledge, regarding the challenges and requirements for the application under study, and nally led to the developed DRL strategies, included in

P.I

and

Rodriguez-Ramos et al. (2018).
On the one hand, in Rodriguez-Ramos et al. (2017), the MP was assumed to be moving
in a 2D rectilinear trajectory. The approach also assumed that one dimension of an arbitrary point of the trajectory was known at testing time. The multirotor was able to reach
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the stated arbitrary point of the rectilinear trajectory and to predict the precise moment
to perform the landing maneuver. The proposed technique was based on three stages (see
Fig.

4.7):

estimation (Helipad Detector, Image-based Pose Extractor, Altimeter-based

Velocity Extractor, Flight Altitude Estimator and Motion Estimator), prediction (Motion
Predictor), and fast landing (Fast Landing).

Helipad
Detector
Image input

Image-based
Pose Extractor

Motion
Estimator

Motion
Predictor

Fast Landing

Pose of MP Estimated pose and Estimated pose and
(time t)
velocity of MP (time t) velocity of MP
(time t+N)

Pixels Of Interest

Altimeter-based
Velocity Extractor

Flight Altitude
Estimator

Velocity of MP
(time t)

Altimeter
measurements

Landing
Command

Absolute altitude
from the ground

Figure 4.7: All the components involved in the Rodriguez-Ramos et al. (2017) approach:
estimation (Helipad Detector, Image-based Pose Extractor, Altimeter-based Velocity Extractor, Flight Altitude Estimator and Motion Estimator), prediction (Motion Predictor)
and fast landing (Fast Landing).

The preliminary components developed for the IMAV

2016 competition are highlighted in light blue.
In the estimation stage, the multirotor is awaiting at a high altitude (hovering) and
forcing the MP to be within its eld of view, in order to estimate the motion of the MP
(pose and velocity). In the prediction stage, the UAV is able to predict the motion of the
MP in a predened range of space.

The prediction range will depend on the prediction

algorithm capabilities, the maximum velocity of the multirotor, and the randomness of
the current trajectory. The aim is to have high condence about a certain position and
velocity of the MP in a future instant of time. After the estimation and prediction stages
have converged, the multirotor proceeds to the fast landing stage. The multirotor moves
to the predicted position of the MP, at a safe altitude to land. In that stage, utilizing the
information of velocity provided, among others, a fast autonomous landing can be carried
out.
The landing maneuver on top of a MP was validated in a 2D periodic and rectilinear

3

trajectory scenario and a 2D non-periodic and rectilinear trajectory scenario (a video of the
experiments has been provided as supplementary material). In Fig. 4.8, two experiments
were performed for the 2D periodic and rectilinear trajectory scenario, for simulated (Fig.
4.8a) and real-ight (Fig. 4.8b) environments. Fig. 4.8a illustrates the variation in velocity
of the MP and its estimation

W
vM
P

by the UAV. The velocity is averaged in the period of

estimation, which is the time the moving platform is underneath the UAV. The period
of estimation is highlighted with two dotted lines and is represented by

∆t.

Both the

1D-LIDAR measurements and the absolute estimated distance from the ground are also
represented.

As shown in Fig.

4.8a, two laps of the MP were enough to estimate the

velocity, which enables the Fast Landing stage. The third lap triggers the landing stage
with the precomputed tland , which is the minimum time to safely land, accounted from the

3 https://vimeo.com/205757662
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0.66 m/s.

tland =

58.37

ms is the instant of time when landing is triggered.
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Figure 4.8:

(b)

(a) Experiment conducted during the execution of a simulated ight with

rectilinear and periodic trajectory of the MP. (Top) Ground truth and estimated velocity
of the MP. The nal value is

W = 0.66 m/s.
vM
P

(Bottom) Estimated absolute distance from

the ground and 1D-LIDAR altimeter measurements.

tland =

58.37 ms is the instant of

time when landing is triggered. (b) Experiment conducted during the execution of a real
ight with rectilinear and periodic trajectory of the MP. (Top) Estimated velocity of the
MP. The nal value is

W = 0.3788 m/s.
vM
P

(Bottom) Estimated absolute distance from the

ground and 1D-LIDAR altimeter measurements.

tland =

153.68 ms is the instant of time

when landing is triggered.
The previous experiment was replicated in a real environment, as depicted in Fig. 4.8b.
In this scenario, the ground-truth velocity of the platform was not available. Again, two laps
were required for a successful landing stage. The nal value is

W =
vM
P

0.3788 m/s.

tland =

153.68 ms is the instant of time when landing is triggered. This exact approach was utilized
in the 2016 International Micro Aerial Vehicles (IMAV) competition to successfully perform
the landing maneuver on top of a MP. The team, which the author of the present thesis

th position in the indoor competition4 . Additional

by compendium was part of, achieved 4

information about the competition has been provided in Appendix A.4.
In Fig.

4.9, one experiment was performed for the 2D non-periodic and rectilinear

trajectory scenario, for a simulated environment. The stated experiment corresponds to
the complete solution (which is composed of all the components presented in Fig.

4.7)

and the experiment has only been conducted in simulation. For the sake of simplicity, this
experiment consisted of a MP describing a non-periodic rectilinear trajectory at a constant
velocity of 0.27 m/s. In a preliminary moment, the UAV estimates the velocity vector of
the MP and predicts its future position based on a constant-velocity model. The velocity
is estimated at a rate of 100 Hz for

∆t =

4.76 s seconds at

W
algorithm converges). The converged value (vM P
landing stage. After the estimation phase

W
in the future and ies to it (vz _max

'

∆t,

=

W '
zmin

3 m height (until the

0.278 m/s) is taken to enable the fast

the UAV predicts a position at

W
0.35 m/s, vxy _max

'

dU
min ' 8 m
' 0.5 m).

MP
1.2 m/s and zmin

The performed experiment is enough to validate the stages of estimation, prediction and
fast landing for non-periodic trajectories.
These experiments validate the baseline approach for autonomous landing on a MP
in certain scenarios.

The stated strategy led practical results and served as a rst ap-

4 http://www.imavs.org/2016/documents/Result.pdf
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Figure 4.9: Experiment conducted during the execution of a simulated ight with nonperiodic trajectory of the MP. (Top) Ground truth and estimated velocity of the MP. The

W

converged value (vM P = 0.278 m/s) is taken to enable the fast landing stage. (Bottom)
Estimated absolute distance from the ground and 1D-LIDAR measurements. tland = 269.75
ms is the instant of time when landing is triggered.

proximation to the application, under constrained scenarios, such as periodic movement
or rectilinear trajectories. However, in

P.I, the full problem is tackled, with periodic and

non-periodic trajectories, as well as with an arbitrary trajectory setting of the MP.
On the other hand, in Rodriguez-Ramos et al. (2018), the MP was able to move in any
arbitrary trajectory, and Position-Based Visual Servoing (PBVS) technique was utilized
to perform the autonomous landing maneuver.

The MP was assumed to be initiated

within the eld of view of the multirotor. The position of the MP center in the horizontal
axes (x-y plane) was constantly being followed by the multirotor and the altitude was
gradually decreased in order to properly land on top of the MP (the thrust of the rotor
was automatically cut o when the multirotor was within a safe volume concerning the
center of the MP). The complete strategy was based on the RGB camera and IMU from a
consumer multirotor, and the position of the MP was estimated based on ducial markers
located on the surface of the MP. The classical PBVS control law is shown in (4.10).

Where

vc

[
−1
vc = −λL
e e

(4.10)

[θ, φ, ż] = k1 (k2 tc [t] + k3 (tc [t] − tc [t − 1]))

(4.11)

represents the velocity reference vector (linear and angular) generated by the

PBVS control law in camera frame (C),
matrix and

e

λ is an adjustable control gain, Le is the interaction

is the error in translation and rotation with respect to the desired object

position, in the camera frame. A conversion between the velocity references generated by
the PBVS control law to attitude references has been computed.
velocity component of

vc ; k1 , k2

and

ψ̇

1.45, 0.05, and 2.6, respectively.
of

vc

k3

tc

represents the linear

have been experimentally tuned and have values of

has been directly forwarded from the yaw component

to the hardware interface. The desired altitude has been constantly reduced in every

time step to simulate a full landing maneuver.
Several experiments have been carried out in both simulated and real environments
for the PBVS classical approach. Each experiment denition is based on the shape and

Slow, Fast, 8-Shape,

velocity of the MP trajectory (

and

Runaway ).

The

Slow

scenario
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corresponds to a rectilinear periodic trajectory of the MP at a maximum velocity of 0.4
m/s.

Fast scenario corresponds to a rectilinear periodic trajectory of the MP at a maximum
8-Shape scenario corresponds to an 8-Shape periodic trajectory of the

velocity of 1.2 m/s.

MP at a maximum linear velocity of 0.628 m/s and with a constant angular velocity of

Runaway

0.1 rad/s.

scenario corresponds to a rectilinear non-periodic trajectory of the

moving platform at a maximum velocity of 1.5 m/s. In Fig. 4.10, 3D and 2D ground-truth
trajectories have been represented for four scenarios in a simulated environment.
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Figure 4.10: Simulation results corresponding to four dierent landing scenarios for PBVS
approach. (a)(b) Rectilinear periodic trajectory of the MP with a maximum velocity of

Slow ). (c)(d) Rectilinear periodic trajectory of the MP with a maximum velocity
Fast ). (e)(f ) 8-Shape periodic trajectory (with constant angular velocity of
0.1 rad/s) of the MP with a maximum velocity of 0.628 m/s (8-Shape ). (g)(h) Rectilinear
non-periodic trajectory of the MP with a maximum velocity of 1.5 m/s (Runaway ).
0.4 m/s (

of 1.2 m/s (

In order to validate the PBVS approach in real ights, two dierent experiments have
been performed. As shown in Fig. 4.11, the 3D and 2D ground-truth trajectories of both
the multirotor and the MP has been represented for the

Fast

scenario. For the

Runaway

scenario, only relative position information has been represented due to the absence of
absolute positioning systems. The

Fast

experiments correspond to a rectilinear periodic

trajectory of the MP at a maximum velocity of 0.8 m/s.

The

Runaway

experiments

correspond to a rectilinear non-periodic trajectory of the moving platform at a maximum
velocity of 0.86 m/s.
These experiments, corresponding to the PBVS approach, take a step forward on the
performance of the classical method.

As shown, they were able to provide a landing

maneuver up to 0.86 m/s in a real-ight scenario. The approach was not constrained to a
specic type of trajectory, being able to be deployed in any arbitrary trajectory scenario,
solely utilizing on-board sensors from a consumer multirotor. In

P.I,

the trajectory was

neither constrained to a subset of shapes, being able to be validated in any arbitrary
trajectory. Also, the

P.I strategy was not based on vision techniques, while in the stated
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Figure 4.11: Real-ight results corresponding to two dierent landing scenarios.

(a)(b)

Rectilinear periodic trajectory of the MP with a maximum velocity of 0.8 m/s (

Fast ).

(c)(d) Rectilinear non-periodic trajectory of the MP with a maximum velocity of 0.86 m/s.
Ground truth data was not available in this experiment.

Runaway ).

Instead, relative position with

respect to the MP has been represented (

PBVS approach an RGB camera was the primary sensor.

Nevertheless,

P.I

served as

the baseline DRL approach, in order to lay the foundations of an additional vision-based
method (explained in Section 4.3.3) which outperformed the stated PBVS technique.

4.3.3

Reinforcement Learning Based Methods

The exploration and research of ML-based methods, and in particular, DRL methods in the
context of aerial robotics is one of the main goals of this thesis by compendium. Concretely,
publication

P.I

contributed to the establishment of a reinforcement learning framework

(see Section 4.2.4) and to the utilization of DRL techniques for multirotor motion control.
In

P.I

the task of landing on top of a MP has been approached with DRL techniques,

tackling the full problem with continuous states and action spaces. Additionally, based on
publication

P.I, in Rodriguez-Ramos et al. (2018), the problem formulation was extended

and the approach used vision as its primary information source.
On the one hand, in

P.I, the application of autonomous landing on top of a MP was

simplied to a 2D problem to be solved with DRL techniques.

DDPG algorithm was

utilized to learn the landing maneuver in the 2D space (x-y axes, parallel to the MP plane).
The multirotor altitude was constantly decreased in order to nally perform the landing
maneuver. This initial formulation allowed for the validation of the stated novel technique
and laid the foundations for later studies on a similar subject. The complete policy was
learned in a Gazebo simulated environment and with a periodic rectilinear trajectory of the
MP. Although the training stage was performed with a periodic and rectilinear trajectory
of the MP, the policy was able to generalize enough to any other arbitrary trajectory at
testing time. The system architecture of the approach is illustrated in Fig. 4.12.
As shown in Fig. 4.12, the agent state was based on the relative position and velocity
of the multirotor with respect to the MP, as well as on a contact sensor located on top of
the MP, which signalized whether the multirotor touched the MP. The actions provided
by the agent, as explained in Section 4.1, corresponded to velocity references (input to a
velocity controller) in the x-y plane and a constant negative velocity reference in the z-axis.
The approach has been thoroughly validated through several experiments in simulated

5 has been provided as supplementary material). The full

and real ight scenarios (a video

landing maneuver has been trained in simulation throughout 4500 episodes in simulation

5 https://vimeo.com/235350807
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Figure 4.13: Average and standard deviation of the accumulated reward, for both simulated
training and testing phases.

(approximately 720k training steps over 10 h). In this setup, an episode consists of a full
landing trial on top of the MP and it is composed of a maximum of 900 training steps.
In Fig. 4.13, the accumulated reward for the training and testing stages is illustrated.
The accumulated reward at testing time reached its maximum in episode 4500.

Conse-

quently, the policy network of episode 4500, have been selected for further experimentation. Additionally, a simulated experiment has been shown in Fig. 4.14. The position and
velocity of the multirotor with respect to the MP in x and y axes, as well as the velocity
references, generated by the policy of episode 4500 has been illustrated. Finally, in Fig.
4.15, the network has been tested in a real environment, for a periodic trajectory of the MP
and an arbitrary trajectory of the MP. A motion capture system was utilized to extract
the position of both the multirotor and the MP in order to generate the agent state in
real-time.
The robustness of DDPG algorithm has been validated in real ights, with dierences in
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Figure 4.14:

Partial state and actions signals of policy network from episode 4500 in

simulated environment.
and y axes.
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(Top) Position of the multirotor with respect to the MP, in x

(Middle) Velocity of the multirotor with respect to the MP, in x and y

axes. (Bottom) Velocity reference commands (actions) generated by the agent, in world
coordinates and in x and y axes.

sensors and dynamics of the multirotor used. It has to be noted that no additional tuning
of the actions provided by the actor network was required when moving from simulation
to real ights.

Furthermore, the multirotor included in simulation training and testing

phases, and the consumer multirotor used in real-ight testing have a similar size but the
simulated dynamics dier from the real ones. The dynamics of the simulated multirotor
were not required to be adjusted in simulation to match real multirotor dynamics. In this
context, the generalization capability of the DDPG algorithm was enough to overcome
stated dierences. Also,

P.I approach performs high-level control (velocity reference con-

trol), so that dierences in dynamics can be partially absorbed by proper tuning of the
velocity and autopilot controllers.
On the other hand, in Rodriguez-Ramos et al. (2018), an extension of

P.I

has been

carried out. The problem formulation has been extended, in order to include the 3-DOF
of the landing maneuver, to provide the agent the ability to cut o the thrust at any
moment and to complete the approach with vision-based techniques. The primary sensors
for state estimation were an RGB camera and the IMU from a consumer multirotor. In
this approach, ducial markers (ArUco markers Garrido-Jurado et al. (2016)) have been
utilized to generate the position of the multirotor with respect to the MP. In Fig.

4.19

the architecture of the Rodriguez-Ramos et al. (2018) approach has been illustrated. On
this subject, the framework partially developed in

P.I

(see Section 4.2.4) was extended

to enable the vision-based landing application. The DDPG agent has been trained over
10,000 episodes in simulation (approximately over 10 h). The network of episode 4800 has
provided the best results in terms of landing performance for dierent scenarios and has
been selected for further experimentation.

The architecture was versatile enough to be

easily adaptable from simulated to real ights.
Several experiments have been conducted in both simulated and real-ight environ-

6 has been provided as supplementary material and the code has been made

ments (a video

6 https://vimeo.com/259315997

4.3. Autonomous Landing on a Moving Platform (Publication P.I)

44

(a)

(b)

Figure 4.15: Partial state and actions signals of policy network from episode 4500 in a realight environment, for (a) a periodic trajectory of the MP and (b) an arbitrary trajectory
of the MP. (Top) Position of the multirotor with respect to the MP, in x and y axes.
(Middle) Velocity of the multirotor with respect to the MP, in x and y axes.

(Bottom)

Velocity reference commands (actions) generated by the agent, in world coordinates and
in x and y axes.

7

publicly available ).

Similarly to the PBVS approach in Section 4.3.2, each experiment

denition is based on the shape and velocity of the MP trajectory (
and

Runaway ).

The

Slow

Slow, Fast, 8-Shape,

scenario corresponds to a rectilinear periodic trajectory of the

MP at a maximum velocity of 0.4 m/s.

Fast

scenario corresponds to a rectilinear periodic

trajectory of the MP at a maximum velocity of 1.2 m/s.

8-Shape

scenario corresponds to

an 8-Shape periodic trajectory of the MP at a maximum linear velocity of 0.628 m/s and
with a constant angular velocity of 0.1 rad/s.

7 https://github.com/alejodosr/drl-landing

Runaway

scenario corresponds to a rectilin-
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Figure 4.16: Architecture of the proposed DRL based landing system in Rodriguez-Ramos
et al. (2018). All the frames of reference involved and the networks structure are depicted.

ear non-periodic trajectory of the moving platform at a maximum velocity of 2 m/s. In
Fig. 4.17, 3D and 2D ground-truth trajectories have been represented for four scenarios in
a simulated environment.
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Figure 4.17: Simulation results corresponding to four dierent landing scenarios for DRL
approach. (a)(b) Rectilinear periodic trajectory of the MP with a maximum velocity of

Slow ). (c)(d) Rectilinear periodic trajectory of the MP with a maximum velocity
Fast ). (e)(f ) 8-Shape periodic trajectory (with constant angular velocity of
0.1 rad/s) of the MP with a maximum velocity of 0.628 m/s (8-Shape ). (g)(h) Rectilinear
non-periodic trajectory of the MP with a maximum velocity of 2 m/s (Runaway ).
0.4 m/s (

of 1.2 m/s (

In order to validate the DRL approach in real ights, two dierent experiments have
been performed. As shown in Fig. 4.18, the 3D, and 2D ground-truth trajectories of both
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the multirotor and the MP has been represented for the

Fast
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scenario. For the

Runaway

scenario, only relative position information has been represented due to the absence of
absolute positioning systems. The

Fast

experiments correspond to a rectilinear periodic

trajectory of the MP at a maximum velocity of 0.8 m/s.

Runaway

The

experiments

correspond to a rectilinear non-periodic trajectory of the moving platform at a maximum
velocity of 0.86 m/s.
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Figure 4.18: Real-ight results corresponding to two dierent landing scenarios.

(a)(b)

Rectilinear periodic trajectory of the MP with a maximum velocity of 0.8 m/s (

Fast ).

(c)(d) Rectilinear non-periodic trajectory of the MP with a maximum velocity of 0.86 m/s.
Ground truth data was not available in this experiment.

Runaway ).

Instead, relative position with

respect to the MP has been represented (

The extensive validation of the approaches proposed in

P.I and Rodriguez-Ramos et al.

(2018) reveals the proper behavior of the agents in both simulated and real-ight scenarios. The agents, which have been only trained in simulation with one simple scenario (the
periodic and rectilinear trajectory of the MP) were able to generalize enough to perform
in other dierent scenarios and in real-ight experiments. A powerful approach has been
validated: it is possible to train complex behaviors in simulation and use them in the real
world. Indeed, similarities between the simulated and the real environment are necessary.
However, for instance, the multirotor dynamics has not been required to be modeled for
simulated environments, since the networks have been able to overcome these dierences
and the velocity controllers or autopilots (

P.I and Rodriguez-Ramos et al. (2018), respec-

tively) were properly tuned to abstract the networks from stated dierences in dynamics.
Additional data eciency is required for DRL algorithms (10 hours over 5500 episodes
and 10 hours over 5000 episodes have been necessary to train our selected agents, for

P.I

and Rodriguez-Ramos et al. (2018), respectively). Nevertheless, the performance notably
improves after a few hours of training. The DRL landing approach Rodriguez-Ramos et
al. (2018) is able to perform more aggressive maneuvers.

In the

Runaway

scenario, the

DRL landing approach is able to land at 2 m/s while PBVS landing approach (see Section
4.3.2) lands at a maximum velocity of 1.5 m/s.
In real ights (see Fig.

4.15 and Fig.

4.18), both DRL algorithms show practical

performances, being able to land on top of the MP in a wide variety of conditions. In
additional sensory infrastructure (
the landing maneuver.

i.e.

P.I

motion capture system) was necessary to perform

In Rodriguez-Ramos et al. (2018), a pure vision-based approach

was carried out without additional sensory infrastructure. The computation overhead of
both approaches was reduced, being able to be launched on an average CPU and with a
consumer multirotor.
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4.4

Autonomous Multirotor Following (Publication P.II)

In publication

P.II, the autonomous multirotor following has been approached from a DL

and DRL perspective using synthetic data techniques.

P.II approach and its outcomes.
with C.2 - C.4 and fullls objectives O.1 - O.6.
relevant aspects of the

4.4.1
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This section explains the most
Also, this section is in accordance

Introduction

Learning techniques aided by synthetic information are increasingly popular in the robotics
eld, mostly due to the lack of available real-domain data information for applicationspecic tasks,

e.g.

low-level motion control for complex robot dynamics Tan et al. (2018);

Rodriguez-Ramos et al. (2018); Hwangbo et al. (2017) or vision-based strategies for unusual
scenarios (corner cases) Rozantsev et al. (2015b); Tobin et al. (2017); Chen et al. (2018).

Figure 4.19: Image composition of a non-cooperative multirotor (light-blue) followed by
another multirotor that implemented the

P.II

synthetic-learning based approach (light-

green) in the real experimentation environment.

Furthermore, in the context of DL, the amount of data required for the stability of
learning and model generalization has grown several orders of magnitude, which makes
dataset generation harder. State-of-the-art DRL techniques are also still notably sampleinecient Mnih et al. (2015), which leads to needing a high number of agentenvironment
interactions (see Section 4.3.3).

This extensive amount of environment interactions is

normally not possible in the real world due to system stability, representative sample
gathering, or power availability. On this basis, in order to achieve scalability and eciency
of training for both DL and DRL techniques, the exploration of synthetic learning strategies
in robotics is a matter of importance that is not yet resolved. Additionally, this paradigm
is potentially valuable when annotated datasets are not available.
In this scenario, a multirotor can be a suitable robotic test bench to validate this type of
synthetic techniques for robotic applications. Their inherent open-loop system instability,
which can create a stressful scenario for the technique under research, and their low-cost
RGB camera, which can lead to a wide variety of applications, make this platform a suitable
target for novel motion-control research, as well as for vision-based strategies.
On the other hand, in

P.II,

the task of autonomous following of a non-cooperative

multirotor has been selected as the application under research. It has been extracted from
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the proposed Challenge 1 (out of three challenges) of the 2020 Mohammed Bin Zayed
International Robotics Competition (MBZIRC). Indeed, publication

P.II served as a rst

approximation, from a DL and DRL perspective to the proposed challenge.

The team,

which the author of the present thesis by compendium was part of as the lead role, ended
up in 3

rd position in the Grand Challenge8 , which was a parallel combination of the three

proposed challenges. Additional information about the competition has been provided in
Appendix A.
The strategy has been approached with solely passive and proprioceptive sensors, such
as an RGB camera and an IMU, respectively.

Also, the camera was provided with 2

additional DOF, thanks to an on-board camera gimbal.

The most relevant components

of the complete technique are a DL-based multirotor detector and a DRL-based motioncontrol policy to perform the multirotor following maneuver. These components are best
explained in the following sections.

4.4.2

Deep Learning Based Methods

The rst component of the

P.II approach has been a DL-based multirotor detector.

The

detector used in this study was a custom implementation of the one-stage RetinaNet detector Lin et al. (2017), which is a single unied network composed of a backbone network and
two task-specic subnetworks (see Fig. 4.20). The backbone is responsible for computing a
convolutional and pyramidal feature map over an entire input and is an o-the-shelf convolutional network. In this work, ResNet50 He et al. (2016) was selected as the full network
backbone in order to nd a balanced trade-o between accuracy and image throughput He
et al. (2016).

Figure 4.20: Architecture of proposed multirotor detector, based on RetinaNet architecture,
with ResNet50 backbone and ve levels for Feature Pyramid Network (FPN; fewer levels
represented in gure for the sake of simplicity).

Backbone weights were frozen during

training. Final subnetworks were ne-tuned with pure synthetic multirotor images.

The stated detector has to be trained for the task of multirotor detection. However,
in-ight multirotor datasets are a scarce resource, since they are not commonly available
to the public community. This context matches one of the key benets of synthetic data,
which is the data generated when the real-domain data is not available.

In this regard,

multirotor images from a game-engine were synthetically generated. The images were built
on dierent multirotor perspectives and distances with simple grey background. In Fig.
4.21, training examples corresponding to the synthetic dataset are illustrated. The dataset

9

has been made publicly available .
In

P.II,

for the approach to be successful with the synthetic dataset, the detector

8 https://www.mbzirc.com/winning-teams/2020/challenge4
9 https://bitbucket.org/alejodosr/uav-dataset
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Figure 4.21: Examples of the synthetic images corresponding to the generated dataset.

network was pretrained on generic and extensively-available images from the COCO dataset
Lin et al. (2014). As a latter stage, the model was ne-tuned with the synthetic dataset
(new synthetic multirotor class not available in COCO dataset). Concretely, the synthetic
dataset was mainly composed of two synthetic multirotor models (Parrot ArDrone and DJI
Matrice 100), and a small subset of birds and cars extracted from the COCO dataset. It
has been found that, with the addition of these two extra classes, the total number of false
positives was decreased.

A small multirotor-validation dataset composed of real images

was also annotated in order to select the most appropriate network and to provide training
and validation results.

The network was ne-tuned for six epochs (10,000 update steps

each with frozen backbone weights) and selected the best one in terms of mean Average
Precision (AP) performance. The training and validation results are shown in Table 4.1.
The AP was computed for a minimum Intersection over Union (IoU) of [0.5:0.05:0.95], 0.5,
and 0.75 (AP, AP50 , and AP75 , respectively).
Table 4.1: Average Precision (AP) was computed for a minimum Intersection over Union
(IoU) of [0.5:0.05:0.95], 0.5 and 0.75 (AP, AP50 and AP75 , respectively). The network of
epoch 0 corresponds to a special case, where network was not yet trained with synthetic
images (only with real images of non-multirotor classes from COCO dataset) and was
listed to make more salient the eect of our synthetic dataset. The network of epoch 4 was
selected for experimentation due to its capability of generalization.
Training

Validation

Training

(only NC-M)

(only NC-M)

(full)

Validation
(full)

AP

AP50

AP75

AP

AP50

AP75

AP

AP50

AP75

AP

AP50

AP75

∗

0.73

0.98

0.54

0.24

0.35

0.30

0.30

0.58

0.54

0.59

0.73

0.69

1

0.91

0.99

0.99

0.25

0.35

0.31

0.69

0.83

0.76

0.73

0.96

0.85

2

0.92

0.99

0.99

0.63

0.93

0.70

0.76

0.88

0.83

0.75

0.96

0.87

3

0.94

0.99

0.99

0.61

0.9.

0.70

0.76

0.88

0.83

0.73

0.95

Epoch
0

0.85

4

0.93

0.99

0.99 0.64

0.93

0.75 0.85

0.95

0.92 0.75

0.97

0.89

5

0.95

0.99

0.99

0.61

0.89

0.69

0.95

0.99

0.98

0.74

0.95

0.87

6

0.95

0.99

0.99

0.60

0.89

0.68

0.95

0.98

0.98

0.73

0.96

0.88

The network of Epoch 4 provided the highest validation AP and has been used for
further experimentation of the complete approach.
for the multirotor used in

It suciently generalized not only

P.II work but for a wide variety of multirotors of the validation

dataset (see Table 4.1). Epoch 0 of training showed inadequate network performance, while
the following epochs showed an abrupt growth of the AP for both partial and full datasets.
The partial dataset corresponded to solely one multirotor class and the complete dataset
included three classes (multirotor, birds, and cars). In Fig. 4.22, examples of detection on
real images of the validation dataset have been depicted. For clarity, both true positives and
false negatives have been shown for the multirotor, bird, and car classes. Although there
are false negatives on the validation dataset, the achieved AP shows outstanding results
for the application under research. These results validated

P.II technique and conrmed

the benets of the inclusion of the synthetic dataset. Additionally, this trend has enabled
numerous applications based on multirotor detection and drafted a training pipeline for
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(a)

(b)

(c)

(d)

Figure 4.22: Examples of the real images corresponding to the validation dataset. Both
true positives and false negatives have been shown for the multirotor, bird and car classes.

unavailable annotated datasets, such as the case of this study.

4.4.3

Reinforcement Learning Based Methods

The second component of the

P.II approach has been a DRL-based motion-control policy,

in charge of implementing the autonomous multirotor following behavior.

Nevertheless,

it has to be highlighted that a state-of-the-art object tracker (ECO tracker Danelljan et
al. (2017)) has also been included in order to stabilize the RoI predicted by the detector
(see Section 4.4.3), as well as to be able to provide a candidate RoI in every frame of the
incoming video images.

In

P.II,

the problem formulation was extended, concerning

P.I

and Rodriguez-Ramos et al. (2018), since the agent state was pure image-based and the
continuous action space included 3-DOF of the multirotor and 2-DOF of the camera gimbal.
In Fig. 4.23 the architecture of the
the framework partially developed in

P.II approach has been illustrated. On this subject,
P.I (see Section 4.2.4) was extended in P.II to enable

the vision-based multirotor following application. The PPO agent has been trained over
4432 update steps in simulation, with trajectories of 256 experiences (approximately over
16 h).

A DDPG agent has also been trained over 48 h, though it has provided inferior

results in terms of maximum accumulated reward reached and global performance for the
task under study.

PPO actor-critic network of update step 4220 has provided the best

results in terms of performance for the scenarios presented in

P.II and has been selected

for further experimentation. The architecture was versatile enough to be easily adaptable
from simulated to real ights.
Several experiments have been conducted in both simulated and real-ight environ-
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Architecture of the proposed DRL-based autonomous multirotor following

task, included in

P.II. All the frames of reference involved and the networks structure are

depicted.

10 has been provided as supplementary material). Each experiment deni-

ments (a video

tion is based on the shape of the Non-Cooperative Multirotor (NC-M) trajectory (X-Axis,
Y-Axis, Z-Axis, and Arbitrary ). The X-Axis corresponds to a periodic and rectilinear trajectory along the x-axis. Y-Axis corresponds to a periodic and rectilinear trajectory along
the y-axis. Z-Axis corresponds to a periodic and rectilinear trajectory along the z-axis.
Arbitrary corresponds to a non-periodic and arbitrary trajectory. In Fig. 4.24 several
simulated experiments in stated scenarios have been illustrated. 3D and 2D trajectories of
both the following multirotor and the NC-M has been depicted. Also, the RoI center error
with respect to the center of the image and the RoI area error with respect to the target
RoI area have been included for clarity. The agent has managed to follow the NC-M at a
maximum velocity of 1.3 m/s for

X-Axis

and

Y-Axis

in simulation. In Fig. 4.25 several

real-ight experiments in stated scenarios have been illustrated. The agent has managed
to follow the NC-M at a maximum velocity of 0.3 m/s for every scenario in real ights.
The simulated and real-world environments were similar but not perfect, such as the
autopilot response or the multirotor dynamics. Indeed, a decrease in performance of the
approach in real-ight experiments compared to the simulated scenarios has been found
(refer to maximum velocities in Fig. 4.24 and Fig. 4.25). This can be due to dierences
between real and simulated multirotor dynamics, autopilot response, and the camera gimbal
model. Nevertheless, even with a decrease in performance, the transition of the approach
from simulation to real-world was direct and the complete approach utilized synthetic
information for every component development, which was the overall aim of this work.

P.II

approach showed outstanding performance in all experiment scenarios. In comparison to

P.I, publication P.II provided a complete image-based technique and a high-dimensional
continuous-state solution (5-DOF) for the DRL agents. In P.II, the multirotor was able

to keep track of the NC-M during the whole set of tests. The processing overhead of both
multirotor detector and motion-control policy was reduced and could be executed in an
average CPU (motion-control policy) and GPU (multirotor detector).

10 https://vimeo.com/352940150
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Simulation results corresponding to four dierent scenarios for the

multirotor following approach.

P.II

(a)(b)(e)(f ) Rectilinear periodic trajectory of the Non-

Cooperative Multirotor (NC-M) along the x and y axes with a maximum velocity of

X-Axis

1.3 m/s (

and

Y-Axis,

respectively).

(i)(j) Rectilinear periodic trajectory of the

NC-M along z axis with a maximum velocity of 0.5 m/s (

Z-Axis ).

(m)(n) Arbitrary

non-periodic trajectory of the NC-M with a maximum velocity of 0.47 m/s (

Arbitrary ).

(c)(d)(g)(h)(k)(l)(o)(p) Current-target RoI center and area error corresponding to each of
the four stated experiments. Multirotor trajectories have been generated by a groundtruth
source.

4.5

Adaptive Video Object Detection (Publication P.III)

In publication

P.III, an adaptive video object detection technique has been proposed. This
P.III approach and its outcomes. Also,

section explains the most relevant aspects of the
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Figure 4.25: Real-ight results corresponding to four dierent scenarios for the

P.II multi-

rotor following approach. (a)(b)(e)(f )(i)(j) Rectilinear periodic trajectory of Noncoopera-

X-Axis,
Z-Axis, respectively). (m)(n) Arbitrary nonperiodic trajectory of NC-M with
maximum velocity of 0.3 m/s (Arbitrary ). (c)(d)(g)(h)(k)(l)(o)(p) Current-target RoI cen-

tive Multirotor (NC-M) along x, y, and z axes with a maximum velocity of 0.3 m/s (

Y-Axis

and

ter and area error corresponding to each of four stated experiments. Multirotor trajectories
have been generated by an Extended Kalman Filter (EKF) that utilizes optical-ow velocities and measured accelerations as only input source.

this section is in accordance with

C.5 - C.7 and fullls objectives O.3 and O.5 - O.6.
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Introduction

Recent advances in image object detection have mainly focused on the development of
CNN architectures Bochkovskiy et al. (2020); Liu et al. (2019b); Lin et al. (2017); Tan
et al. (2019) to progressively increase accuracy or decrease processing times (see also

P.II

detection approach in Section 4.4.3). In this regard, accuracy has been the primary concern
in the majority of studies Zhou et al. (2019); Redmon and Farhadi (2018); Girshick (2015);
Lin et al. (2017), mostly due to the initial lack of techniques which precisely capture
the variability found in the object detection task (number of classes, illumination and
environmental ambiances, corner cases, etc.).

Nevertheless, detection speed and power

consumption are recently becoming key dierentiator metrics Bochkovskiy et al. (2020);
Huang et al. (2018); Gao et al. (2018); Pirinen and Sminchisescu (2018); Rungsuptaweekoon
et al. (2017); Mao et al. (2016); Yu et al. (2018), as long as robotic solutions are being
oriented to practical or industrial elds.

Figure 4.26: A schematic diagram of the

P.III proposed approach.

The keyframe context

is dynamically reused to reduce computation overhead, and temporal information is propagated by the temporal aggregator. Grey region in an image frame denotes pixels which
are not being processed for the given frame.
In the context of object detection techniques, the incoming images from video streams,
commonly found in vision-based robotic applications, are treated separately with strategies
designed for single-image processing (see Section 4.4.3). However, an important property of
video is that adjacent video frames are highly correlated, which opens up the possibility of
decreasing the computation latency. During the process of object detection in a sequence,
the surrounding context of previous frame detection is prone to hold redundant content,
which can be exploited in the current detection stage. Therefore, a simple idea is to keep
a memory of previously extracted features and recompute only the ones corresponding to
the region where the object was found in the previous frame. To follow this idea, features
from the previous and current frames have to be fused in a synthetic feature map, which
is used to compute the nal detection. In this trend, based on the intuition that human
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peripheral vision may not add value while pursuing an object,

P.III approach dynamically

reuses feature context from previously detected frames to increase eciency. The context
is fed into a recurrent network structure for temporal aggregation. This concept is best
illustrated in Fig. 4.26.
Additionally, in

P.III, it has been found that the aggregation of synthetic feature maps

by the recurrent network structure contains within itself the information necessary to decide
when the peripheral context has to be ignored. In this regard, an

inattentional policy

of

when to use the full or synthetic feature map by formulating the task as a reinforcement
learning problem has been included in order to increase the eciency of the complete
approach.

4.5.2
The

Deep Learning Based Methods

P.III

solution is approached as a dynamic context reuse across an image sequence

V = {I0 , I1 , I2 , ..., In }.

Indeed, the phenomenon of momentarily ignoring context, while

detecting an object, can be eectively reformulated as a context reuse, since reusing previous context is equivalent to avoiding current context computation. Besides, our framework
is restricted to the online setting where only
putation of the

k -th

detection.

{I0 , I1 , ..., Ik }

are available during the com-

Figure 4.27: A block diagram of our adaptive keyframe selection technique with all the
components of the framework included, where
context aggregator,

a

f

stands for feature extractor,

depicts the temporal aggregator, and

d

c

is the

represents the detector. For

clarity, coloured blocks correspond to tensors and grey blocks correspond to components
of the system. The length of the tensor denotes time consumption but it is not to scale.
The context of a keyframe

Fkc

is not being modied throughout the pipeline of context

aggregators.
To materialize this concept into the DL paradigm, four main components have been
dened in the framework: a

feature extractor f, a context aggregator c, a temporal aggregator
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a, and a detector d.
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The context is dened as a subset of the feature maps generated by

f

the feature extractor

on a keyframe

k.

In this direction, the approach interleaves full

keyframe computation and partial frame (inattentional frame) computation with context
aggregation (see Fig.

4.27) to provide an intermediate representation.

The frame-level

features are then temporally aggregated and rened using a recurrent architecture. Finally,
an SSD-style Sandler et al. (2018) detection pipeline is applied to the rened feature map
to obtain bounding box results. For a detailed explanation of the framework, the reader is
encouraged to revise

4.5.3

P.III.

Reinforcement Learning Based Methods

The process of interleaving full keyframe and partial frame computation (inattentional

i.e.

frame) can be carried in a naive trend (
tion).

Nevertheless,

P.III

randomly selecting full keyframe computa-

explored the possibility of performing the keyframe selection

in an adaptive trend. On this subject, the state information of the temporal aggregator
component has been utilized as the input state of a reinforcement learning agent, which is
encouraged to perform the optimal amount of full keyframe computation.
In this regard, the agent has been encouraged, through the reward function of the reinforcement learning formulation, to perform the minimum amount of full keyframe processing, though maintaining accuracy. The reward function denition has been the following:

r=


min (L(Di )) − L(D0 )

a

= 0

ψ + min (L(Di )) − L(D1 ) a

= 1

i

i

0
where D and

D1 are the detection results through the expensive pipeline (full image)

and cheap pipeline (context aggregation), respectively;
al. (2016a) computation and
factor

ψ

(4.12)

ψ

L(·)

is the Multibox loss Liu et

corresponds to the inattentional factor. The inattentional

is an important component of the reward function. It is a scalar value that can

potentially encourage the agent to take the cheap pipeline, even when its cost remains
higher. The denition of the

ψ

value is decisive for the nal behavior of the agent since it

modulates the amount of accuracy the agent is able to forfeit in favor of latency reduction.
Furthermore, it is not trivial to select the inattentional factor value, since it is strongly
coupled to the application under research.

There can be applications where the most

important requirement is latency, being able to provide a reduced accuracy, or on the
contrary, the accuracy can be crucial and not the latency. In this context, You Only Train
Once (YOTO) technique Dosovitskiy and Djolonga (2019), which was primarily designed
to DL-based supervised and unsupervised training schemes, has been extended in

P.III

to the reinforcement learning paradigm in order to provide the agent the novel ability to
encapsulate not only a unique behavior based on a reward function but a whole distribution
of behaviors based on a distribution of reward functions. The precise technique has been
detailed in Dosovitskiy and Djolonga (2019) and

P.III.

For the application under study,

where the agent is meant to adaptively select keyframe and partial frame computation,
YOTO technique has been applied to the inattentional factor, to condition the agent to
any inattentional factor at inference time. The resulting reward function is the following:

r(λ0 ) =


min (L(Di )) − L(D0 )

a

= 0

λ0 + min (L(Di )) − L(D1 ) a

= 1

i

i

where

ψ = λ0 ∼ Pλ

and

Pλ

(4.13)

denotes a log uniform distribution of probability with
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λ0 ∈ [0, 2].
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The PPO agent has been trained over 6321 update steps, with trajectories of

128 experiences (approximately over 20 h). The best policy network has been automatically
selected during training based on the maximum accuracy improvement over a random
baseline (for the same number of inattentional frames).
In

P.III, several experiments have been carried out, for two types of backbone archi-

tectures (MobileNetV1 Howard et al. (2017), and MobileNetV2 Sandler et al. (2018)) and
two types of datasets, the Imagenet VID 2015 Russakovsky et al. (2015) and a custom
UAV VID dataset (MAV-VID). The custom MAV-VID dataset has been made publicly
available

11 . In addition, four values for

λ0 ∈

[0.01, 0.5, 1.2, 2.0] have been tested. The

standard Imagenet VID accuracy metric is reported, mean Average Precision mAP@0.5
IOU. The latency of the networks in milliseconds (ms) and the average Frames per Second
(FPS) of the complete approach are provided. The number of parameters is reported as
benchmarks for eciency. Also, the power consumption in Watts (W) and the energy eciency in FPS/W are included for every experiment, as reported in Rungsuptaweekoon et
al. (2017); Mao et al. (2016); Yu et al. (2018). The validation tests have been performed in
two dierent GPUs, an Nvidia GeForce RTX 2080 Ti desktop GPU and an Nvidia Volta
embedded GPU inside an Nvidia Jetson AGX Xavier platform. Also, since the latency reduction greatly stands out when the parallelization capacity is decreased, such as the case
of desktop and embedded CPUs, the proposed system has been further tested and validated
in an Intel Core i7-9700K@3.60GHz desktop CPU and a ARMv8.2@1.377GHz embedded
CPU. The code has been made publicly available

13 .

12 and a short video demonstration has

been provided

Model
MobileNetV1-SSDLite
MobileNetV1-ConvLSTMSSDLite
MobileNetV1-ConvLSTMSSDLite [λ0=0.01]
MobileNetV1-ConvLSTMSSDLite [λ0=0.5]
MobileNetV1-ConvLSTMSSDLite [λ0=1.2]
MobileNetV1-ConvLSTMSSDLite [λ0=2.0]

Platform
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)

mAP
0.4824
0.5236

0.5235
0.4964
0.4781
0.4373

KF
(ms)
20.67
84.53
159.73
7018.31
19.33
83.73
39.53
6378.85
19.59
83.33
39.62
6512.13
19.78
82.73
39.12
6532.76
19.99
83.1
39.33
6580.88
19.91
83.46
39.89
6593.12

IF
(ms)
18.78
76.63
25.01
4132.13
18.64
77.36
25.13
4189.74
18.68
75.15
25.07
4063.28
18.23
76.36
25.45
4028.2

FPS
48.37
11.83
26.26
0.142
51.73
11.94
25.29
0.156
51.91
12.4
29.65
0.1801
52.67
12.66
34.06
0.2041
52.85
13.01
36.11
0.2209

FPS
Ratio
1.0
1.03
1.17
1.15
1.0
1.06
1.34
1.3
1.0
1.08
1.42
1.41

54.48

1.05

13.15

1.1

37.73

1.49

0.2372

1.52

Params Power Eciency
(M) (W) (FPS/W)
128.3 0.377
2.82
4.48 4.19
99.1 0.264
2.91 0.048
126.8 0.407
3.82 3.12
3.3
98.9 0.255
2.87 0.054
141.5 0.366
4.25 2.91
5.5
103.1 0.287
3.03 0.059
141.5 0.372
4.25 2.97
5.5
103.1 0.33
3.03 0.067
141.5 0.373
4.25 3.06
5.5
103.1 0.35
3.03 0.072
141.5
4.25
5.5
103.1
3.03
0.385
3.09

0.365
0.078

Table 4.2: Results using the MobileNetV1 feature extractor on the ImageNet VID 2015
dataset.
In Table 4.2 and Table 4.3, the results corresponding to MobileNetV1 feature extractor

11 https://www.kaggle.com/alejodosr/multirotor-aerial-vehicle-vid-mavvid-dataset
12 https://github.com/alejodosr/adaptive-inattention
13 https://vimeo.com/426725929
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Model
MobileNetV1-SSDLite
MobileNetV1-ConvLSTMSSDLite
MobileNetV1-ConvLSTMSSDLite [λ0=0.01]
MobileNetV1-ConvLSTMSSDLite [λ0=0.5]
MobileNetV1-ConvLSTMSSDLite [λ0=1.2]
MobileNetV1-ConvLSTMSSDLite [λ0=2.0]

Platform
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)

mAP
0.9183
0.9398

0.9382
0.9377
0.8845
0.8403

KF
(ms)
18.85
90.66
122.58
6406.07
17.84
85.54
85.75
5375.18
17.89
85.58
85.81
5354.33
17.95
84.77
85.73
5256.23
17.96
85.21
85.9
5312.47
17.96
86.58
85.8
5214.32

IF
(ms)
16.12
70.78
27.62
3967.07
16.38
71.2
26.94
3845.12
16.39
71.04
27.91
3834.12
16.68
70.99
26.74
3956.01

58

FPS
53.05
11.03
8.15
0.156
56.05
11.69
11.66
0.186
55.91
11.69
11.68
0.1869
55.93
11.88
12.03
0.1925
58.41
12.88
18.25
0.2212

FPS
Ratio
0.99
1.0
1.0
1.0
0.99
1.01
1.03
1.03
1.04
1.1
1.56
1.18

58.86

1.05

13.37

1.14

24.39

2.09

0.234

1.25

Power
(W)
128.2
4.16
99.0
2.93
126.7
3.79
99.0
2.91
141.4
4.19
103.0
3.15
141.4
4.19
103.0
3.15
141.4
4.19
103.0
3.15
141.4
4.19
103.0
3.15

Eciency
(FPS/W)
0.413
2.65
0.082
0.053
0.442
3.08
0.117
0.063
0.395
2.83
0.116
0.061
0.395
2.78
0.116
0.061
0.413
3.07
0.177
0.07
0.416
3.19
0.236
0.074

Table 4.3: Results using the MobileNetV1 feature extractor on the MAV-VID dataset.

Model
MobileNetV2-SSDLite
MobileNetV2-ConvLSTMSSDLite
MobileNetV2-ConvLSTMSSDLite [λ0=0.01]
MobileNetV2-ConvLSTMSSDLite [λ0=0.5]
MobileNetV2-ConvLSTMSSDLite [λ0=1.2]
MobileNetV2-ConvLSTMSSDLite [λ0=2.0]

Platform
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)

mAP
0.4775
0.4924

0.491
0.4818
0.4704
0.4622

KF
(ms)
35.79
117.34
297.88
9001.32
36.91
126.82
261.62
8822.3
35.64
126.66
263.126
8852.42
36.83
126.32
264.02
8752.36
36.67
126.08
264.14
8952.78
36.08
126.25
264.22
8876.23

IF
(ms)
34.81
118.53
190.95
6267.98
34.39
118.79
163.84
6189.12
34.71
119.1
152.34
6104.78
34.19
118.68
144.99
6123.43

FPS
27.94
8.52
3.35
0.1111
27.09
7.7
3.82
0.1133
28.14
7.96
3.94
0.1176
28.03
8.14
4.62
0.1312
28.24
8.22
5.2
0.1406

FPS
Ratio
1.03
1.03
1.03
1.03
1.03
1.05
1.2
1.15
1.04
1.06
1.36
1.24

28.89

1.06

8.3

1.07

5.83

1.52

0.1485

1.31

Params Power Eciency
(M) (W) (FPS/W)
127.3 0.219
1.97
4.84 4.31
98.2 0.034
3.01 0.036
128.4 0.21
5.03 1.53
3.3
99.1 0.038
3.12 0.036
142.5 0.197
5.17 1.53
5.5
102.9 0.038
3.23 0.036
142.5 0.196
5.17 1.57
5.5
102.9 0.044
3.23 0.04
142.5 0.198
5.17 1.58
5.5
102.9 0.05
3.23 0.043
142.5
5.17
5.5
102.9
3.23
0.202
1.6

0.056
0.045

Table 4.4: Results using the MobileNetV2 feature extractor on the ImageNet VID 2015
dataset.

for both Imagenet VID 2015 and MAV-VID dataset are shown.

In addition, in Table

4.4 and Table 4.5, the results corresponding to MobileNetV2 feature extractor for both
Imagenet VID 2015 and MAV-VID dataset are also depicted.
In order to further validate the performance of the proposed inattentional policy, a

4.5. Adaptive Video Object Detection (Publication P.III)

Model
MobileNetV2-SSDLite
MobileNetV2-ConvLSTMSSDLite
MobileNetV2-ConvLSTMSSDLite [λ0=0.01]
MobileNetV2-ConvLSTMSSDLite [λ0=0.5]
MobileNetV2-ConvLSTMSSDLite [λ0=1.2]
MobileNetV2-ConvLSTMSSDLite [λ0=2.0]

Platform
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)
GPU (Desktop)
GPU (Xavier)
CPU (Desktop)
CPU (Xavier)

mAP
0.9218
0.9453

0.9453
0.9452
0.86
0.8364

KF
(ms)
25.819
120.82
222.92
7645.68
29.78
123.15
230.7
8002.68
29.2
123.02
231.25
7903.04
29.13
122.47
230.91
7877.87
29.08
123.11
232.09
8009.22
28.88
123.15
232.04
7865.12

IF
(ms)
28.14
115.23
50.75
3319.54
28.47
115.1
51.77
3243.22
28.49
114.65
51.22
3500.33
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FPS
38.73
8.27
4.48
0.1308
33.57
8.12
4.33
0.125
34.24
8.12
4.32
0.1265
34.33
8.16
4.33
0.127
34.78
8.41
7.43
0.1842

FPS
Ratio
1.02
1.0
1.0
1.0
1.02
1.0
1.0
1.01
1.03
1.03
1.71
1.47

34.93

1.04

8.51

1.04

8.92

2.06

0.2013

1.61

Power
(W)
127.4
4.32
98.1
3.16
128.5
5.14
99.2
3.13
142.6
5.11
102.8
3.13
142.6
5.11
102.8
3.13
142.6
5.11
102.8
3.13
142.6
5.11
102.8
3.13

Eciency
(FPS/W)
0.304
1.91
0.045
0.041
0.261
1.57
0.043
0.039
0.24
1.58
0.042
0.04
0.24
1.59
0.042
0.04
0.243
1.64
0.07
0.058
0.244
1.66
0.086
0.064

Table 4.5: Results using the MobileNetV2 feature extractor on the MAV-VID dataset.

comparison with a random baseline for a wide variety of scenarios has been carried out.
In Fig. 4.28 the trade-o between the number of inattentional frames executed and the
resulting mAP is illustrated for both datasets and feature extractors. For every value of
the reward-conditional parameter

λ0 ,

there is an overall percentage of inattentional frames

executed. In order to be able to compare it to a random baseline, a random policy has been
executed the same exact amount of inattentional frames. Also, the original mAP (with no
inattentional frames involved) is included. Every test has been performed 5 times each, for
both policies, and the average results have been plotted.
Finally, four application cases have been illustrated in Fig. 4.29. Two complex scenarios, due to object high-motion speed within the image plane or environmental complexity
(camera pointing to the sun); and two simple (or static) scenarios, where the object stays
almost static within the image plane, have been additionally depicted.
Regarding Table 4.2, 4.3, 4.4, and 4.5, both architectures provide state-of-the-art mAP
at 0.5IOU in the Imagenet VID 2015 dataset, resulting in 0.5236 and 0.4924 for MobileNetV1 and MobileNetV2 feature extractors, respectively. Also, the mAP results in our
custom MAV-VID dataset are notable, with 0.9398 and 0.9453 for MobileNetV1 and MobileNetV2 feature extractors, respectively. MobileNetV1 provided higher mAP in Imagenet
VID 2015 dataset, whereas MobileNetV2 yielded higher mAP in the MAV-VID dataset.
The mAP gets reduced when the reward-conditional parameter

λ0

increases since the

policy is encouraged to execute more inattentional frames at the cost of accuracy. Nevertheless, it maintains competitive values throughout the whole range, with a minimum
accuracy of 0.4373 and 0.8403 for Imagenet VID 2015 and MAV-VID dataset, respectively.
As shown in Table 4.4 and 4.5, MobileNetV2-ConvLSTM-SSDLite has remained as the
model with lower mAP degradation.
The proposed inattentional framework has achieved a considerable latency reduction,
increasing the runtime FPS in every platform tested, with minimal accuracy drop. Never-
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Figure 4.28: Representation of the trade-o between the mAP and the percentage of inattentional frames executed. Four cases with two feature extractors (MobileNetV1 and MobileNetV2) and two datasets (Imagenet VID 2015 and MAV-VID) have been evaluated.
The random baseline policy is depicted in pale blue (circles) and the proposed inattentional policy in pale green (triangles).

The original mAP (with no inattentional frames

involved) is represented with a grey dashed line. The inattentional policy predominates
allover the tests, resulting in a higher mAP for every percentage of inattentional frames.
Also, the inattentional policy incurs less accuracy degradation even at extreme ratios of
inattentional frames, suggesting that

P.III method is superior at capturing the temporal

dynamics inherent to videos. Every test has been performed 5 times each, for both policies,
and the average results have been plotted.

theless, the amount of computation reduction is highly dependent on the platform where
the system is executed, as well as on the average object size within the image plane. Considering the GPU platforms, with a higher parallelization capacity, the average FPS increase
ratio has ranged from 1.0 to 1.14 for MobileNetV1 and from 1.0 to 1.07 for MobileNetV2.
However, regarding the CPU platforms, where the parallelization capacity is limited, the
average FPS increase ratio has ranged from 1.0 to 2.09 for MobileNetV1 and from 1.0 to
2.06 for MobileNetV2. These results lead to an average FPS on the desktop CPU platform
of 37.73, which is in the order of magnitude of the base runtime FPS on the desktop GPU
platform of 51.91, at the cost of 0.086 mAP reduction, for MobileNetV1 in Imagenet VID
2015 dataset.

The maximum FPS increase ratio has been 2.09 for MobileNetV1 on the

desktop CPU, achieving a runtime FPS of 24.39 at the cost of 0.09 mAP reduction, in
MAV-VID dataset (where the object size is on average smaller in the image plane). These
results suggest that the

P.III framework is able to increase computation eciency when

the eective parallelization capacity is limited.

The eective parallelization capacity is

inuenced by several variables and it is relative to the input images, the model size, and
the platform specications. Qualitatively, parallelization is low in average CPUs, in appli-
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Figure 4.29:
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Images corresponding to four dierent scenarios for both datasets.

Every

image example has been processed by MobileNetV1-ConvLSTM-SSDLite [λ0 =1.2] model
(MobileNetV2-ConvLSTM-SSDLite provides a similar behavior).

Shaded regions corre-

spond to non-processed pixels. (a)-(b) and (c)-(d) image examples correspond to Imagenet
VID 2015 and MAV-VID dataset, respectively.

(a) and (c) show complex detection ex-

amples, corresponding to an object with high-motion speed within the image plane, and
to an increased environmental complexity (camera pointing to the sun), respectively. In
this context, the inattentional policy executes a lower percentage of inattentional frames.
(b) and (d) illustrate objects which remain more static throughout the sequence. In this
scenario, the number of inattentional frames is higher.

cations where the input images are at high resolution or in applications where the models
have notably more parameters than our MobileNetV1/V2-ConvLSTM-SSDLite models.
These facts yield to an open eld of research, where the proposed inattentional framework
can be applied. Nevertheless, such an extensive study was out of the scope of the

P.III

work.
Regarding power consumption and energy eciency, the proposed inattentional framework provides proper results in terms of both global power consumption and energy efciency increase. Power consumption is notably higher in desktop GPU/CPUs, with on
average 35x more power consumption than the embedded Xavier platform.

The lowest

energy consumption has been 2.87 W for MobileNetV1-ConvLSTM-SSDLite base model
(no inattentional policy) in Imagenet VID 2015 dataset.

Energy eciency varies across

platforms, being the GPUs more energy ecient due to their parallelization capabilities.
The maximum energy eciency has resulted in 3.19 FPS/W (1.12x) for MobileNetV1 on
the Xavier GPU, achieving a runtime FPS of 13.37 at the cost of 4.19 W, in MAV-VID
dataset. It has to be noted that, regarding relative energy eciency increase with respect
to the base energy eciency (no inattentional frames), the results follow approximately
the same ratios as in the FPS case, resulting in a maximum energy eciency increase of
2.09x for MobileNetV1 on the desktop CPU, and achieving a runtime FPS of 24.39 at the
cost of 0.09 mAP reduction, in MAV-VID dataset.
Considering Fig. 4.28, in comparison to the random baseline, the inattentional policy
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predominates all over the tests, providing a higher mAP for every percentage of inattentional frames executed. Furthermore, the inattentional policy shows lower mAP degradation even at an extreme percentage of inattentional frames, suggesting that

P.III method

is superior at capturing the temporal dynamics inherent to videos. The highest mAP distance to the random baseline has been provided by the MobileNetV1-ConvLSTM-SSDLite
in the Imagenet VID 2015 dataset, with a distance of 0.4 in mAP at 92% of inattentional
frames executed. Another emergent property is that, for the case of MobileNetV1 in Imagenet VID 2015 dataset, the inattentional policy is able to match the original mAP even
when executing a 40% of inattentional frames, which suggests there is a redundancy of
information that does not add value to the nal accuracy. In addition, thanks to our novel
reward-conditional training scheme, the policy can be conditioned at inference time, providing promising results in a wide variety of sequences with varying backgrounds, changes
in illumination, object size, etc. and allowing for real-time performance modulation in the

14 ).

context of the required application (see provided video

Finally, at the cost of 2.2M parameters, a learned inattentional policy can provide
adaptiveness to the video dynamics, as shown in Fig. 4.29. In this gure, two complexes
and two simple scenarios, in terms of detection dicultness, are illustrated. In the complex
scenarios, where the object is moving fast within the image plane, or there are ambient
conditions that dicult detection, the inattentional policy performs a higher rate of full
keyframes in order to maintain the detection accuracy of the object through the sequence.
Nevertheless, when the scenarios are simpler, such as the case an object with slow motion in
the image plane, the inattentional policy tends to neglect context to speed up computation,
without missing accuracy. This adaptive behavior can be very promising in a wide variety
of video object detection applications.
These results, included in

P.III, have demonstrated that the correlation among frames

in video sequences allowed for exploitation in order to gain eciency in both computation
latency and energy employed. Also, the recurrent network utilized in

P.III, which has been

learned in an end-to-end trend, enabled the successful aggregation of temporal information.
In comparison to

P.II, publication P.III have taken a further step in the object detection
P.III

eld for robotics, by taking advantage of novel video-based techniques. Additionally,

opened up a novel eld, where DRL agents are capable of learning based on a whole
distribution of reward functions in order to provide a distribution of conditioned behaviors
at inference time.

14 https://vimeo.com/426725929

Chapter
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Conclusions and Future Work
This thesis by compendium proposed novel ML-based methods for multirotor motion control and vision-based object detection in the context of fully autonomous aerial robotic
applications. The presented methods for motion control have been mainly based on DRL
techniques, which have provided an end-to-end pipeline for training robotic systems in a
simulated environment in order to be deployed in real-world relevant environments. The
presented techniques for object detection have been mainly based on DL methods, which
have validated fully synthetic and adaptive video-based strategies for embedded systems.
Moreover, this doctoral work presented applications and methods that go beyond the state
of the art, by performing the validation of all the proposed methods in real systems under
realistic environmental conditions.

In Chapter 1, the main objective for this thesis was presented, to explore and validate
DL and DRL related methods in the context of aerial robotics, in order to solve novel and
challenging applications, such as multirotor landing on a moving platform, non-cooperative
multirotor following and video object detection in embedded systems; and with the ultimate
goal of performing the experimentation in a real and relevant environment. Publications
P.I - P.III shared this thematic unity and presented a clear methodical progression of the

proposed techniques and results to achieve the overall goal of this thesis. In publication

P.I,

the foundations of DRL-based methods for multirotor motion control were laid by

providing a solution for autonomous multirotor landing on top of a moving platform. In
addition,

P.I provided the basis for a complete framework and a vision-based landing on

top of a moving platform, further developed in Rodriguez-Ramos et al. (2018). Publication

P.II extended previous problem formulation to a high-dimensional and image-based state

space in the context of the challenging multirotor following application. The strategy was
completely approached from a synthetic learning perspective. Also, a DL-based object detection method with synthetic images from a game-engine was proposed. Publication

P.III

improved the previous object detection technique by including the temporal information
commonly present in frames from video sequences.

In addition, a novel contribution to

the reinforcement learning eld was proposed, where an agent is able to be trained on a
distribution of reward functions to provide a conditioned behavior at inference time.

O.1 - O.6 (outlined
P.I - P.III. The main contributions C.1 -

As detailed in Sections 4.2 - 4.5, all of the proposed objectives
in Section 1.3) were addressed in publications
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C.7 are provided in Section 1.4 and can be found in the appended publications as follows:
Contributions C.1 - C.4 were provided in publications P.I - P.II, whilst contributions C.5
- C.6 were presented in P.III and contribution C.7 has been established in P.I and P.III.
Contributions C.1 - C.7 are emphasized as the main contributions of this dissertation, in
which DL and DRL based methods are developed to solve real-world applications providing
successful and competitive results.
The proposed motion control system approaches (in publications

P.I - P.II) have been

rigorously veried and validated in experimental real-world scenarios. The results obtained,
shown in Chapter 4, demonstrate that a pipeline where robots are able to learn in a
simulated environment in order to be deployed in the real world, is feasible and can serve as
the base for scaling the development of robotic applications. Indeed, robots in a simulation
can safely learn end-to-end behaviors, share the increasing knowledge acquired between

e.g.

a high-amount of robotic instances and modulate simulated time pace (

simulating

weeks in real-world seconds), among others, providing a scalable robotic paradigm which
can contribute to speeding up worldwide robotic development.
object detection approaches (in publications

Furthermore, regarding

P.II and P.III), the results obtained, shown

also in Chapter 4, validate the proposed techniques for object detection, in the context of
both synthetic single-image and adaptive video object detection strategies. Synthetic data
for object detection has been demonstrated to provide outstanding results for applications
where data is scarce or anomalous examples are required. Also, the proposed video object
detection techniques have validated the necessity of video-based techniques in order to
increase eciency when deploying on embedded systems for robotics. Learning techniques,
and in particular DL and DRL techniques, have been demonstrated to be exceptionally
versatile and have been able to solve and/or improve a wide variety of applications at
dierent levels.
According to the TRL denitions, presented in Table 3.1, a TRL-4 in software is
achieved by demonstrating the performance of a system in representative experiments
under laboratory conditions.

The developed technologies have gone beyond the state of

the art, and are mostly in a research stage. However, they have been validated under challenging requirements and constraints, providing relevant industrial results and insights.
Additionally, a TRL-6 in software and hardware is achieved in the industrial and international competition environments for Appendices A and B.
On this basis, the developed technologies in the present doctoral thesis, though they
notably contributed to the eld, resulted from research methods. Consequently, the algorithms and results correspond mostly to prototyping stages.

They have been rigorously

validated in realistic conditions and are part of a constantly-growing research eld, which
is simultaneously feeding the industry with novel techniques to increase processes automation, eciency, etc. On the one hand, reinforcement learning methods for motion control
systems have shown promising results. Nevertheless, more realistic models or simulators
are required to perform more complex or athletic maneuvers with on-board sensors. In this
regard, the exploration of precise robotic models or the generation of learning-based models with real data, for the latter usage in simulated environments, compose a near-future

e.g.

research line of the present dissertation. Also, the exploration of generative models (
GANs, autoencoders, etc.)

for the production of synthetic data for low-level or image-

based realistic simulators poses a further step to the presented techniques. The proposed
method for training diverse reinforcement learning agents on a distribution of reward functions to encapsulate several conditioned behaviors in one unique policy is required to be
extended, assessed, and further validated for a wide variety of applications and scenarios.
On the other hand, regarding DL methods for object detection, other techniques, such
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as the interleaving of various detector architectures for ecient video object detection, or
semantic video segmentation strategies can be incorporated into the proposed approaches.
Additionally, several techniques for computational eciency can be included, such as neural networks half-precision, or quantization strategies, as well as the exploration of Spiking
Neural Networks (SNNs).
Therefore, the results obtained in this thesis and the ongoing research and development
eorts, represent a signicant step towards the ultimate goal of designing and deploying
fully autonomous aerial robots, capable of providing complex behaviors in challenging
applications and being able to exploit learning techniques, which in turn allow for the
optimization of resources and the execution of adaptive actions.
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Abstract
The use of multi-rotor UAVs in industrial and civil applications has been extensively encouraged by the rapid innovation
in all the technologies involved. In particular, deep learning techniques for motion control have recently taken a major
qualitative step, since the successful application of Deep Q-Learning to the continuous action domain in Atari-like games.
Based on these ideas, Deep Deterministic Policy Gradients (DDPG) algorithm was able to provide outstanding results with
continuous state and action domains, which are a requirement in most of the robotics-related tasks. In this context, the
research community is lacking the integration of realistic simulation systems with the reinforcement learning paradigm,
enabling the application of deep reinforcement learning algorithms to the robotics field. In this paper, a versatile Gazebobased reinforcement learning framework has been designed and validated with a continuous UAV landing task. The UAV
landing maneuver on a moving platform has been solved by means of the novel DDPG algorithm, which has been integrated
in our reinforcement learning framework. Several experiments have been performed in a wide variety of conditions for both
simulated and real flights, demonstrating the generality of the approach. As an indirect result, a powerful work flow for
robotics has been validated, where robots can learn in simulation and perform properly in real operation environments. To
the best of the authors knowledge, this is the first work that addresses the continuous UAV landing maneuver on a moving
platform by means of a state-of-the-art deep reinforcement learning algorithm, trained in simulation and tested in real flights.
Keywords Deep reinforcement learning · UAV · Autonomous landing · Continuous control

1 Introduction
In recent years, considerable research has been conducted
regarding the design, development, and operation of autonomous Unmanned Aerial Vehicles (UAVs). Multi-rotor UAVs
are potentially useful in a wide variety of scenarios, from
natural disasters (conflagrations, earthquakes, etc.) to automation in a broad range of industries (energy, manufacture,
construction, etc.). Nevertheless, these fields of application
impose enormous constraints for normal operation tasks such
as taking-off, navigation, object detection, environment interaction or landing. Thus, due to their level of complexity,
researchers have approached these tasks separately in a diverse
 Alejandro Rodriguez-Ramos

alejandro.rramos@upm.es
1

Computer Vision and Aerial Robotics (CVAR),
Centre for Automation and Robotics (CAR),
Universidad Politécnica de Madrid (UPM), Madrid, Spain

set of research lines [18, 23, 24, 35, 38] and international
competitions [12, 34], e.g. International Micro-Air Vehicles
competition (IMAV).1
In this context, for the last decade, the research
community has focused on providing multi-rotor UAVs with
the required level of autonomy for every of the previously
stated tasks, from navigation in unstructured environments
[7] to landing on moving platforms. In particular, the
landing maneuver plays a significant role for long-term
operations due to the UAV limitation of rapid battery
discharge [33]. Moreover, in multi-robot operations, such
as in combination with Unmanned Ground Robots (UGVs),
landing and/or target following become necessary [9].
Indeed, these facts can be limiting for providing multi-rotor
UAVs with the required level of autonomy in long-term
missions. Due to this reason, the landing maneuver on a
moving platform has been on the focus of several research
lines for years [3, 5, 6, 14, 15, 20, 42, 46].
1 https://imavs.org
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Traditionally, the landing maneuver on a moving
platform has been approached by means of a wide variety
of techniques, which are able to solve the problem in an
analytic manner and to perform properly in some specific
conditions. Most of these strategies are mainly based on
perception and relative pose estimation [5, 6, 42], as well as
trajectory optimization and control [1, 15, 20, 29, 46].
Nevertheless, classical techniques have their limitations,
in terms of model design, non-linearities approximation,
disturbances rejection and efficiency of computation. In
this context, machine learning techniques have proven to
increasingly overcome most of these limitations, having
generated high expectations in the research community
since 1971, when Ivakhnenko [19] trained a 8-layer
neural network using the Group Method of Data Handling
(GMDH) algorithm. Nowadays, machine learning has
evolved to more complex techniques, such as deep learning
strategies which are capable of generalizing from large
datasets of raw data information. Deep learning has opened
up important research and application fields in the context
of unsupervised feature extraction, where Convolutional
Neural Networks (CNNs) were able to provide outstanding
results in comparison to traditional computer vision
techniques [26].
In the context of machine learning (and reinforcement
learning) for continuous control, there are uprising problems
to cope with, such as divergence of learning, temporal
correlation of data, data efficiency or continuous nature
of inputs and outputs. These issues have been limiting
machine learning and reinforcement learning strategies
for continuous control over the last years. However,
recent advances in the reinforcement learning field, such
as DeepMind Technologies Deep Q-Network (DQN)
[31], have unveiled a new set of possibilities to solve
complex human-level problems by means of novel deep
reinforcement learning strategies. The key advances of
DQN were the inclusion of an experience replay buffer (to
overcome data correlation), and a different approach for the
target Q-Network, whose weights change with the update
of the main Q-Network in order to break the correlation
between both networks (in contrast with the targets used
for traditional supervised learning, which are fixed before
learning begins) [31]. The state of the DQN algorithm is
the raw image and it has been widely tested with Atari
games. DQN established the base for a novel line of deep
reinforcement learning solutions, but it was not designed
for continuous states, which are deeply related to robotic
control problems.
Based on the key improvements of DQN and the actorcritic paradigm established by Richard S. Sutton and
Andrew G. Barto in their renowned reinforcement learning
book [43], Lillicrap et al. proposed Deep Deterministic
Policy Gradients (DDPG) [28] as an algorithm to solve
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continuous control problems by integrating neural networks
in the reinforcement learning paradigm. DDPG is able to
perform remarkably well with low dimensional continuous
states and actions, but is also capable of learning from raw
pixels [28].
In this work, the novel deep reinforcement learning
algorithm (DDPG) has been utilised to solve a complex
high level task, such as UAV autonomous landing on a
moving platform. This task has been solved in simulation
and real flights by means of a Gazebo-based reinforcement
learning framework. The training phase has been carried out
in Gazebo2 [48] and RotorS simulator [13], which provide
realistic simulations that are helpful for a quick transition to
real flight scenarios. The testing phase has been performed
in both simulated and real flights.

1.1 Related Work
The problem of UAV autonomous landing on both static
and moving platforms is of utmost importance for real
world applications [9, 33]. Given the complexity of the
challenge, a number of previous works focus mostly on
specific solutions for components such as perception and
relative pose estimation [5, 6, 42] or trajectory optimization
and control [1, 15, 20, 29, 46]. Other research lines
explore coupled methods mostly related to Image-Based
Visual Servoing (IBVS) [27] and, in this direction, novel
advanced algorithms which also incorporate constant force
disturbance estimation have been proposed [39].
Regarding the control maneuvers when the relative state
of the vehicles is assumed to be known, popular techniques
include different kinds of guidance and rendezvous laws
[15, 20] which sometimes are augmented with velocity controllers for a faster approaching phase [3]. When a desired
meeting point is obtained, incorporating feedforward inputs
allows for a faster response against track following errors
[29] and the determination of optimal rendezvous trajectories can also take wind disturbances into account [1]. PID
controllers are the preferred option for aggressive landing
from relatively short distances [3, 5, 47], while an adaptive
control schema presents enhanced robustness [18, 24]. A
discrete-time non-linear model predictive controller which
optimizes both the trajectories and the landing time was
developed to address the difficult problem of landing on top
of moving inclined platforms [46].
Even if only tested on static platform landing tasks, innovative bio-inspired strategies have proven to perform well in
the real world, employing a time-to-contact (TTC) indicator
[22]. Intelligent control and machine learning based methods are very promising too, since they provide the ability

2 http://gazebosim.org
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to deal with different system dynamics in different environments and landing circumstances [4]. Recent contributions
have proposed neural network backpropagation controllers
[4] for landing on top of a static platform and classical
discrete reinforcement learning approaches have also been
used in the literature, such as the approach proposed by
Shaker et al. [40], where an LSPI algorithm was used to
land on top of a static platform. Both state and actions were
part of a discrete space and the main sensor to estimate the
state was a camera. The UAV was able to perform a landing
maneuver on a static platform in a simulated environment.
The previously mentioned novel reinforcement learning methodologies are strongly related to deep learning
strategies, since their theory is intrinsically linked. Concerning deep learning for UAV indoor navigation tasks, recent
advances have driven to a successful application of CNNs
in order to map images to high-level behaviour directives
(e.g. turn left, turn right, rotate left, rotate right) [23, 35]. In
[35], the Q function is estimated through a CNN, which is
trained in simulation and successfully tested in real experiments. In [23], discrete actions are directly mapped from
raw images. In all stated methods, the learned model is run
offboard, usually taking advantage of a GPU in an external
laptop.
In [16], a Deep Neural Network (DNN) model was
trained to map image to action probabilities (turn left,
go straight or turn right) with a final softmax layer, and
tested onboard by means of an Odroid-U3 processor. The
performance is later compared to two automated methods
(SVM and a method in [38]) and two human observers.
On the other hand, deep learning for low-level motion
control is challenging, since dealing with continuous and
multi-variable action spaces can become an intractable
problem. Nevertheless, some recent advances have proposed novel methods to learn low-level control policies
from imperfect sensor data in simulation [21, 49]. In [49],
a Model Predictive Controller (MPC) was used to generate
data at training time in order to train a DNN policy, which
was allowed to access only raw observations from the UAV
onboard sensors. In testing time, the UAV was able to follow
an obstacle-free trajectory even in unknown situations. In
[21], the well-known Inception v3 model (pre-trained CNN)
was adapted in order to enable the final layer to provide six
action nodes (three transitions and three orientations). After
re-training, the UAV managed to cross a room filled with a
few obstacles in random locations.
On the side of deep reinforcement learning, some recent
algorithms are able to perform slightly better than DDPG, in
terms of training time and for low-dimensional continuous
tasks. In [17], Normalized Advantage Functions (NAF)
or continuous deep Q-learning algorithm is able to solve
continuous problems in simulation, by the use of a neural
network that separately outputs a value function V (x) and
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an advantage term A(x, u) [17]. This representation allows
to simplify more standard actor-critic style algorithms,
while preserving the benefits of non-linear value function
approximation [17]. In [30], several agents (from 1 to
16) are run in parallel threads, enabling the possibility of
stable training of neural networks with both value-based
and policy-based methods, off-policy as well as on-policy
methods, and in discrete as well as continuous domains.
Also, Asynchronous Advantage Actor-Critic (A3C) shows
that stable online Q-learning is possible without experience
replay [30]. Both [17] and [30] have been tested in simulated
environments, such as MuJoCo [44] and/or TORCs [11].
Finally, concerning the framework for training and
testing novel deep reinforcement learning algorithms for
robotics, recent developments point to extend the OpenAI
Gym3 reinforcement learning training/test bench to a
widely-used robotics simulator, such as Gazebo simulator.
In [48], a complete open source test bench is released,
with simulation frequency up to real time and meant for an
specific model of UAV and UGV.

1.2 Contributions
Our proposed method differs from previous work in
the following aspects: (i) A Gazebo-based reinforcement
learning framework has been established. This framework is
versatile-enough to be adapted to other types of algorithms,
environments and robots. (ii) A novel deep reinforcement
learning algorithm (DDPG) has been adapted and integrated
into our Gazebo-based simulation framework. (iii) The
landing maneuver on a moving platform has been solved
by means of DDPG algorithm, in both simulated and real
flights.
Please note that we address the full problem, with
continuous state and actions spaces. Also, as an indirect
result, we have demonstrated the feasibility of a powerful
work flow, where robots can be trained in simulation and
tested in real operation environments. To the best of the
authors knowledge, this is the first work that addresses
the UAV landing maneuver on top of a moving platform
by means of a state-of-art deep reinforcement learning
algorithm, trained in simulation and tested in real flights.
The remainder of the paper is organized as follows:
Section 2 presents a brief introduction on the reinforcement
learning theory and a short explanation on the basics of
DDPG algorithm. Section 3 details the presentation and
description of our Gazebo-based reinforcement learning
framework and the design of the experiment which meets all
the constraints required in the deep reinforcement learning
paradigm for autonomous UAV landing on a moving
3 Open

test bench for reinforcement learning algorithms: https://gym.
openai.com
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platform. Section 4 presents the simulated and real-flight
experiment results. Finally, Section 5 provides conclusions
and future work optimizations and research lines.

2 Background
In reinforcement learning, an agent is defined to interact
with an environment, seeking to find the best action for
each state at any time step. The agent must balance
exploration and exploitation of the state space in order to
find the optimal policy which maximizes the accumulated
reward from the interaction with the environment. In this
context, an agent modifies its behaviour or policy with
the awareness of the states, actions taken and rewards for
every time step. Indeed, reinforcement learning involves
an optimization process throughout the whole state space,
in order to maximize the accumulated reward. Robotic
problems are often task-based with temporal structure.
These type of problems are suitable to be solved by means
of a reinforcement learning framework [25].
The standard reinforcement learning theory states that an
agent is able to obtain a policy, which maps every state s ∈ S
to an action a ∈ A, where S is the state space (possible states
of the agent in the environment) and A is the finite action
space. The inner dynamics of the agent are represented
by the transition probability model p(st+1 |st , at ) at time
t. The policy can be stochastic π(a|s), with a probability
associated to each possible action, or deterministic π(s). In
each time step, the policy determines the action to be chosen
and the reward r(st , at ) is observed from the environment.
The goal of the agent is
 to maximize the accumulated
discounted reward Rt = Ti=t γ i−t r(si , ai ) from a state at
time t to time T (T = ∞ for infinite horizon problems)
[43]. The discount factor γ is defined to allocate different
weights for the future rewards.
For a specific policy π, the value function V π in Eq. 1
is a representation of the expectation of the accumulated
discounted reward Rt for each state s ∈ S (assuming a
deterministic policy π(st )).
V π (st ) = E[Rt |st , at = π(st )]

(1)

An equivalent of the value function is represented by the
action-value function Qπ in Eq. 2 for every action-state pair
(st , at ).

Qπ (st , at ) = r(st , at ) + γ
p(st+1 |st , at )V π (st+1 ) (2)
st+1

The optimal policy π ∗ shall be the one which maximizes the value function (or equivalently the action-value
function), as in Eq. 3.
π ∗ = arg max V π (st ) = arg max Q∗ (st , at )
π

at

(3)

A general problem in real robotic applications is that
the state and action spaces are often continuous spaces.
A continuous state and/or action space can make the
optimization problem intractable, due to the overwhelming
set of different states and/or actions. Reinforcement learning
methods, as a general framework for representation, are
enhanced through deep learning to aid the design for feature
representation, which is known as deep reinforcement
learning.
In the context of state-of-the-art deep reinforcement
learning algorithms, DDPG represents one successful
application of neural networks to the reinforcement learning
paradigm, and it is able to solve continuous control
problems. As previously stated, DDPG [28] is a policybased deep reinforcement learning algorithm designed
to work with both continuous state and actions spaces.
Policy-based reinforcement learning methods aim towards
directly searching the optimal policy π ∗ , which provides
a feasible framework for continuous control. If the target
policy π ∗ is a deterministic policy μ, the Q function (see
Eq. 4) can be learned off-policy, using transitions (from
an environment E) which are generated from a different
stochastic behaviour policy β [28].
Q(st , at ) = Ert ,st+1 ∼E [r(st , at ) + γ Qμ (st+1 , μ(st+1 ))] (4)
A function approximator, parametrized by θ Q , is
considered in DDPG to approximate the Q function. It is
optimized by minimizing the loss L(θ Q ) of Eq. 5.
L(θ Q ) = Est ∼ρ β ,at ∼β,rt ∼E [(Q(st , at |θ Q ) − yt )2 ]

(5)

where
yt = r(st , at ) + γ Q(st+1 , μ(st+1 )|θ Q )

(6)

The key changes for this large non-linear approximators
to converge (in discrete spaces) were: the use of a replay
buffer, and a separate target network for calculating yt , as
firstly proven by DQN [31]. In order to deal with large
continuous state and action spaces, DDPG adapted the
actor-critic paradigm introduced in [41], with two neural
networks to approximate a greedy deterministic policy
(actor) and the Q function (critic). DDPG method learns
with an average factor of 20 times fewer experiences steps
than DQN [28].
The actor network is updated by following and applying
the chain rule to the expected return from the start
distribution J with respect to the actor parameters (see
Eq. 7).
∇θμ J ≈ Est ∼ρ β [∇θμ Q(s, a|θ Q )|s=st ,a=μ(st |θ μ ) ]

(7)

An advantage of the off-policy methods is that exploration can be treated independently from learning. In this
case, exploration is carried out throughout autocorrelated
Ornstein-Uhlenbeck exploration noise [45].
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3 Proposed Approach
In this section, a complete explanation of our Gazebo-based
reinforcement learning framework is included. Furthermore,
the formulation of the UAV landing on a moving platform
problem, within the reinforcement learning paradigm, is
detailed.

3.1 Reinforcement Learning Simulation Framework
Traditionally, reinforcement learning algorithms have been
tested and validated by means of generic tools for simulation
(e.g. Matlab, Simulink). The performance of other classic
reinforcement learning algorithms was not powerful enough
to overcome high-level and complex problems, neither in
the context of continuous states and actions spaces, or
working with continuous physics in realistic simulators (e.g.
Gazebo simulator). Nevertheless, since there has been an
increasing improvement in the performance of this kind
of algorithms, simulation systems have been following
this complexity trend, allowing a feasible and stable
training of reinforcement learning agents under realistic and
continuous simulators.
OpenAI Gym is an open-source toolkit for developing
and comparing reinforcement learning algorithms [8].
Currently, most of the available environments for testing in
OpenAI Gym are 2D or Atari-like games, with a diverse
range of complexity examples, but lacking more realistic
environments for robotic simulation. In robotics, this type of
training/testing environments are not directly available for
the research community.
On the other hand, the Gazebo simulator is often a
prime example of a versatile and realistic simulation system
for robotics, normally aided by the well-known Robot
Operating System (ROS) middleware [32]. Hence, taking
advantage of the versatility of this broadly-used simulation
system, we have designed and implemented a Gazebobased reinforcement learning framework. The aim of this
framework is to provide a predefined interface between the
reinforcement learning algorithm, the environment interface

Fig. 1 Diagram of our
reinforcement learning
simulation framework. The
theoretical concept of the
reinforcement learning
environment is highlighted in
pale red. Simulation systems or
multi-purpose architectures are
highlighted in pale green

355

and the Gazebo simulator (or other type of simulators).
Also, it has been designed in such a way that it can be
extended in the future to different types of reinforcement
learning algorithms, environments and robots.
As previously stated, in reinforcement learning, an agent
interacts with an environment and tries to maximize the
accumulated reward in each time step. In our framework,
the communication channel between the agent and the
environment is implemented through commonly-used ROS
communication tools, which provide a standardized way
of communication (see Fig. 1). Also, some reinforcement
learning problems require the simulation time to be
deliberately iterated (the clock is paused), in order to
complete computationally-expensive training steps. In this
scenario, where the Gazebo simulator clock is paused,
communication via ROS tools is not possible, since
ROS uses Gazebo clock to forward its messages through
the network. In order to overcome these issues, an
additional shared memory communication channel has been
implemented, which can be used in case the Gazebo clock
is paused and the simulation is being actively iterated. This
functionality provides the developer with full control on the
simulation time, allowing the interaction of a Gazebo plugin
with Gazebo simulator and the shared memory interface,
which can be a requirement in several real world problems.
Furthermore, in our framework, the agent component
which represents the classical reinforcement learning agent,
is capable of receiving experience vectors and rewards from
the environment in order to find the optimum action to be
taken in each time step. Our implementation of the agent
is also capable of logging representative data which can
be used to determine whether it is actually learning or
whether the algorithm has otherwise diverged. On the other
hand, the environment interface shown in Fig. 1 represents
a partial implementation of the classical reinforcement
learning environment, since in this case, Gazebo simulator
and Aerostack architecture [37] constitute an important
part of the whole reinforcement learning environment.
Aerostack is a system architecture and open-source multipurpose software framework for autonomous multi-UAV
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a ∈ A and the reward function r. In our proposed approach,
the state space S is defined by Eq. 8.

operation. It has been used to enable the operation of the
UAVs in both training and testing time, though its full
explanation is out of the scope of this work. For further
information, please refer to [37].
In this framework, the environment interface shown in
Fig. 1 implements an interface between Gazebo/Aerostack
and the agent, being in charge of parsing all the incoming
data, in order to adapt it to an intelligible structure which
the agent can use. Furthermore, taking into consideration
future extensions of either agents, environments, robots or
simulation systems, the framework has been designed in
a versatile manner at a programming level. Since all the
communication interfaces are standard and cross-language,
both the agent and the environment interface can be
implemented in a wide variety of programming languages,
such as C++, Python, or Java.
Finally, our framework is designed to be used with
Gazebo, but it can be adapted to any other simulation
systems (as well as simulated robots), due to the standard
nature of its communications. Also, the simulation time can
be speeded up or slowed down, in order to reduce training
times and to adapt the simulation to computationallyexpensive experiments, respectively.

S = {px , py , pz , vx , vy , C}

(8)

Where px , py and pz are the positions of the UAV with
respect to the Moving Platform (MP) in x, y and z axes
respectively at time t, vx and vy are the velocities of the
UAV with respect to the MP in x and y axes respectively
at time t and C is the binary state of a pressure sensor
located on the top of the horizontal surface of the MP. All the
sensory information is retrieved from Gazebo simulator and
parsed by the environment interface component, as shown in
Fig. 2. Regarding the action space A, it is defined by Eq. 9.
A = {ax , ay }

(9)

Where ax and ay are the reference velocities, input to
the velocity controller (see Fig. 2), in x and y axes at
time t. In this paper, the velocity reference in the z axis
has not been included in the action space. This is due
to the fact that we are tackling a complex problem with
continuous state and action spaces and the full behaviour
is completely self-learned in simulation, by means of a
deep reinforcement learning algorithm not previously tested
on this type of robotic tasks. Hence, the inclusion of z
axis has been left as future work since it involves a much
higher order of complexity out of the scope of this study.
Instead, a constant velocity reference is commanded in the
z axis in each time step. This fact simplifies the action
space, increasing the speed of convergence of the algorithm
without losing generality of the approach. The resulting
state and action spaces are a continuous 6-dimensional
space and a continuous 2-dimensional space respectively,
with normalized variables ranging from + 1 to − 1 values.
The reward function is one of the most important
components in the reinforcement learning framework. A
proper design of the reward function can lead to a faster
convergence of the algorithm and a better performance at
testing time. In our proposed approach, where the agent is
meant to generate continuous control actions, the reward

3.2 Reinforcement Learning Based Formulation
In the context of reinforcement learning, the formulation
of the experiment can be decisive for the algorithm to
converge, since there are an increasing number of possible
designs which ideally would lead to the same result. In
practice, the formulation of the state and action spaces, as
well as the design of the reward function, determines the
speed of convergence and even the possibility of divergence
of the reinforcement learning algorithm. We have designed
the state, action and reward function in a way that it
minimizes information passed to the agent, speeds up
learning and avoids learning divergence.
As previously stated, a reinforcement learning experiment is defined by the state space s ∈ S, the action space

Gazebo + RotorS
x

x_ref

y

Env
Interface

Agent
x y z
x y z

Velocity
Controller
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z_uav

x y z

x_uav

y_uav

x_mp

y_mp
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y_uav z_uav x_mp
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Fig. 2 Architecture of our proposed reinforcement learning framework for the case of the experiment of study
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function shall be designed in such a way that it rewards
smooth actions with respect to time. The resulting reward
function r is defined by Eqs. 10 and 11.



shapingt = −100 px2 + py2 − 10 vx2 + vy2 − ax 2 + ay 2
+ 10C(1 − |ax |) + 10C(1 − |ay |)
r = shapingt − shapingt−1

Eqs. 8 and 9). The activation function of the output layer is
a tanh function, bounded to the range of [− 1, 1]. The output layer of the critic network has one unit with a linear
activation function in order to provide an estimation of the
Q-function.

(10)
(11)

As can be inferred from Eq. 10, the shaping function
explicitly differentiates between the importance of minimizing the position with respect to the MP, the velocity with
respect to the MP and the generated actions (each variable is
weighted by a different coefficient). Following this fashion,
the agent is able to coarsely learn to minimize its position with respect to the MP and to subsequently optimize
its behaviour in order to generate smoother velocity references, which leads to a less aggressive movement. Also, the
C coefficient rewards the agent as soon as the UAV lands
on the MP and the velocity references are decreased to their
absolute minimum.
In addition, shaping is a popular method for speeding
up reinforcement learning in general, and goal-directed
exploration in particular [10]. It increases the speed of
convergence of a reinforcement learning algorithm by
transferring knowledge about the current progress on the
task to be solved, in this case, with respect to the previous
state of the agent. Nevertheless, it requires significant
design effort, and results in less autonomous agents. Also,
it may alter the optimal solution, leading to unexpected
final behaviour. In this work, a shaping method is applied
in an non-invasive trend, by informing the agent about
its instantaneous progress and avoiding instability and
algorithm divergence.
Also, it is assumed that both the position and velocity of
the UAV and the MP are available at training time (ground
truth data). Nevertheless, as stated in this section, the agent
is only aware of its position and velocity with respect to
the MP, enabling this approach to work also in the absence
of absolute positioning systems, such as Global Navigation
Satellite Systems (GNSS). It has to be noted that even if the
agent has been trained with ground truth data, it is capable
of performing the landing maneuver with noisy simulated
and real data, as shown in Section 4.2.
The training procedure is based on an adapted implementation of stated DDPG algorithm included in our framework.
In our case, the actor and critic neural networks (and their
corresponding target networks) are feed-forward neural networks with two hidden layers of 200 and 100 units each.
The activation function of each unit of a hidden layer is a
Recified Linear Unit (ReLU). The input and output layer
dimensions of the actor network are based on the state
and action dimensions (6 and 2 units), respectively (see

4 Experiments and Results
This section aims to provide a full explanation about the
experiments designed and implemented to validate the
whole training and testing pipeline. A detailed description
of the training experiments in simulation, as well as the
testing experiments in both simulation and real flights, is
included. Results are shown and discussed, as well the
hardware and software specifications which have been used
to carry out the described experiments. A complete video
of the whole set of training and testing experiments can be
found in https://vimeo.com/235350807.

4.1 Experimental Setup
In this section, the proposed experimental setup for
simulated and real flights is described. The agent has been
implemented in Python 2.7, due to the availability of the
most common machine learning libraries. In this work, the
Tensorflow library [2] has been used as the main basis of
the algorithm and it can run on both Central Processing
Unit (CPU) and Graphical Processing Unit (GPU). The
GPU involved in the training phase was a Nvidia GeForce
GTX970 and in the testing phase was a Nvidia GeForce
GTX950M. In the case of the environment interface, it has
been implemented in C++ (under the standard C++11),
in order to take advantage of the benefits of our Aerostack
architecture [37]. ROS Kinetic has been used as the
communication framework. The operating system utilised
for running the processes involved in both simulated and
real flights is Ubuntu 16.04 LTS.
4.1.1 Simulated Training and Testing Phases
A simulated environment has been created in Gazebo 7
for both simulated training and testing phases. A UAV
model and a minimalistic model of a MP (see Fig. 3a) have
been included in an adapted version of RotorS simulator
[13]. RotorS simulator emulates the autopilot and all
the required sensors for a UAV to perform autonomous
maneuvers, such as Inertial Measurement Unit (IMU), lidar
and/or cameras (RGB or RGB-D). We have selected an
AsTec Hummingbird as the UAV to perform the landing
maneuver in simulation. A simulated pressure sensor has
been included on the surface of the MP, in order to inform
the agent about whether the UAV has properly landed or not.
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Fig. 3 Simulation and real
environment scenarios

(a) UAV and MP in the training and testing
simulation environment.

The environment interface, which is in charge of parsing
all the incoming data, receives position and velocity ground
truth data from the Gazebo simulator and sends the
velocity references to the Aerostack velocity controller
via ROS topics. The state and reward is sent back to
the agent via ROS services. The whole simulated training
and testing phases have been carried out in a real-time
Gazebo simulation, with an agent frequency of 20 Hz, an
asynchronous environment interface, a velocity controller
frequency of 30 Hz and Gazebo ground truth frequency of
100 Hz. The main differences between simulated training
and testing phases are:
1. Simulated training phase The trajectory of the MP
is linear and periodic with a maximum velocity of
1 m/s. The measured position and velocity of both the
UAV and the MP are ground truth data with no noise.
The permitted horizontal area for the UAV to fly is a
rectangle of 3 m × 6 m (it has been empirically set
to provide the minimum feasible area which allows to
learn the landing maneuver).
2. Simulated testing phase The trajectory of the MP can be
linear and periodic with a maximum velocity of 1 m/s or
non-linear and non-periodic with a maximum velocity
of 1 m/s. The measured position and velocity of both the
UAV and the MP are ground truth data with Gaussian
noise (μ = 0 and σ = 1) in every variable of the agent
state. The permitted horizontal area for the UAV to fly
is a rectangle of 5 m × 9 m.
4.1.2 Real-Flight Testing Phase
A replica of the simulated environment has been created for
the real-flight testing phase. The MP, which was designed
and built for previous works on autonomous landing [34,
36], is able to move in linear periodic trajectories (with
rails) and in arbitrary trajectories. The selected UAV
platform was a Parrot Bebop4 due to its small size, robust
4 http://global.parrot.com/mx/productos/bebop-drone/

(b) UAV and MP in the testing real
environment.

control and higher flight velocity (see Fig. 3b). This UAV
platform is provided with an on-board autopilot which can
be commanded throughout a wireless WiFi channel. The
remaining processes, such as the agent, the environment
interface and the Aerostack components are run off-board.
Tensorflow library calls are computed on a laptop GPU
(Nvidia GTX950M). The rest of the required routines
are computed on the CPU. The UAV and MP position
and velocity information is provided by an OptiTrack
Motion Capture system (MoCap) which covers an area of
approximately 4 m × 6 m. The frequency of the agent is 20
Hz, the environment interface is asynchronous, the velocity
controller runs at 30 Hz and the motion capture system
frequency is 100 Hz. The communication with the UAV is
carried out trough WiFi at 2.4 GHz.

4.2 Results and Discussion
In this work, the full landing maneuver has been trained in
simulation throughout 4500 episodes (approximately 720k
training steps over 10 h). In this setup, an episode consists
of a full landing trial on top of the MP and it is composed
of a maximum of 900 training steps. As previously stated,
the agent interacts with the environment every 0.05 s (at
a frequency of 20 Hz), which corresponds to one training
step. In each training step both actor and critic network
weights are being optimized by means of Adam optimizer
and with a base learning rate of 10−4 and 10−3 , respectively.
The selected minibatch size has been 64. In every episode,
the UAV and the MP are initialized at a random position
of the horizontal plane (x and y axes). The experiment
finishes when the UAV touches the ground or the number of
training steps exceeds the maximum per episode. Following
this trend, the experiment is repeated in a wide variety
of conditions to provide a complete range of experiences
which the agent can learn from in order to maximize its
accumulated reward over time.
In Fig. 4, the moving average and standard deviation
of the accumulated reward for the full simulated training
and testing phase are depicted. In the training phase, an
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(a) Moving average and standard deviation of the accumulated reward per episode
(moving window of 100 episodes) for the full simulated training phase.

(b) Moving average and standard deviation of the accumulated reward per episode (moving
window of 3 episodes) for the full simulated testing phase (within the learning process).
Fig. 4 Average and standard deviation of the accumulated reward, for both simulated training and testing phases

Ornstein-Uhlenbeck exploration noise [45] is added to
the actions provided by the agent. For this reason, the
evolution of the accumulated reward of the training phase
is not stable (only its average is stable), as shown in
Fig. 4a. Nevertheless, the evolution of the accumulated
reward shows an improvement after the first 400 episodes,
and subsequently a stabilization of the moving average
and standard deviation for the rest of the training phase.
Thus, the representation of the moving average and standard
deviation of the accumulated reward in the training phase is
helpful but does not show the real performance of the agent.
In Fig. 4b, the moving average and standard deviation
of the accumulated reward, for the simulated testing phase,
are shown. Every 500 episodes of the training phase, 10
episodes of the testing phase have been carried out. In a
test episode, the actions provided by the agent are directly

mapped (without adding noise) to the environment as a way
of determining its real performance. As shown in Fig. 4b,
the average accumulated reward increases until episode
4500, where it remains approximately stable. As explained
in the rest of the subsection, episode 4500 has been chosen
as the first episode where the agent is fully trained, due to
the stabilization of the average accumulated reward and the
performance shown in the actions provided.
Every experiment included in this section corresponds
to a successful landing trial on top of the MP. In Fig. 5a,
part of the state and action signals of episode 500 of the
simulated testing phase are depicted. The most important
components of the state, in terms of representation of the
performance of the agent, are the position of the UAV with
respect to the MP (px , py ) and the velocity of the UAV
with respect to the MP (vx , vy ). These components allow to
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(a) Partial state and actions signals of episode 500 (test). (Top) Position of the UAV with
respect to the MP, in x and y axes. The final position of the UAV with respect to the MP
is 0.44 m and 0.42 m, in x and y axes respectively. (Middle) Velocity of the UAV with
respect to the MP, in x and y axe. (Bottom) Velocity reference commands (actions)
generated by the agent, in world coordinates and in x and y axes.

(b) Partial state and actions signals of episode 4500 (test). (Top) Position of the UAV with
respect to the MP, in x and y axes. The final position of the UAV with respect to the MP
is 0.14 m and -0.37 m, in x and y axes respectively. (Middle) Velocity of the UAV with
respect to the MP, in x and y axes. (Bottom) Velocity reference commands (actions)
generated by the agent, in world coordinates and in x and y axes.
Fig. 5 Partial state and actions signals of two test episodes (simulated testing phase)
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Table 1 Mean and standard deviation metrics over 150 landing trials
in two different simulated scenarios (for our selected actor network of
episode 4500)

infer the performance in the x and y axes (parallel to the
ground plane), since the performance in the z axis remained
constant in these experiments (refer to Section 3.2). Also,
the actions provided by the agent (ax , ay ) are determinant
to validate the performance for a real application. As shown
in Fig. 5a, the actions generated by the agent in the episode
500 are not optimum, since it keeps on generating velocity
reference commands even when landed. Nevertheless, as
suggested by Fig. 4a, after episode 400, the behaviour of the
agent is close to the optimum, being able to perform a full
landing maneuver in most of the testing episodes, but with
oscillating control actions when touching the MP.
In Fig. 5b, both position and velocity with respect to
the MP converge to approximately zero (exact zero is
not practically possible either in the context of a realistic
simulation or in a real flight), and in a continuous and
smooth trend, which is the desired behaviour. Furthermore,
the velocity reference commands generated by the agent
converge approximately to zero as well. Figure 5b
represents the optimum performance of the agent in the
absence of noise for the setup presented in this work. Note
that due to the lack of friction of the simulated MP, the UAV
is able to land on approximately the center of the MP, but
it slightly slides from this position over time and the agent
has learned to compensate this effect (see supplementary
video provided in the beginning of Section 4). Nevertheless,
the UAV is still on top of the MP, which is considered a
successful landing.

On the other hand, in order to test the capability of
generalization and robustness of the DDPG algorithm in
simulation, a test experiment with added noise has been
performed. In this experiment, a Gaussian random variable
(μ = 0 and σ = 1) has been added to every component of
the agent state, resulting in the plots of Fig. 6. As shown,
both the position and velocity of the UAV with respect to the
MP are signals with a high level of gaussian noise, but the
agent is still able to perform a proper landing maneuver (the
position of the UAV with respect to the MP still converges
to the origin). The velocity reference commands generated
by the agent are notably noisy, which can be problematic in
some other velocity control strategies (it may lead to over
oscillation). However, in the context of a linear velocity
controller, the final behaviour is more erratic but does not
become unstable.

Fig. 6 Partial state and actions signals of episode 4500 (simulated testing phase). (Top) Position of the UAV with respect to the MP with
Gaussian noise, in x and y axes. The final position of the UAV with
respect to the MP is 0.15 m and 0.42 m, in x and y axes respectively.

(Middle) Velocity of the UAV with respect to the MP with Gaussian noise, in x and y axes. (Bottom) Velocity reference commands
(actions) generated by the agent, in world coordinates and in x and y
axes

Scenario

tland (s)

x (m)
y (m)

SR (%)

Slow

13.5 ± 1.56

90.6

Fast

17.76 ± 1.52

−0.01 ± 0.38
0.06 ± 0.47
0.04 ± 0.42
−0.11 ± 0.49

73.3
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(a) Partial state and actions signals of a real flight (test with a periodic trajectory of the
MP). (Top) Position of the UAV with respect to the MP, in x and y axes. The final
position of the UAV with respect to the MP is 0.01 m and -0.07 m, in x and y axes
respectively. (Middle) Velocity of the UAV with respect to the MP, in x and y axes.
(Bottom) Velocity reference commands (actions) generated by the agent, in world
coordinates and in x and y axes.

(b) Partial state and actions signals of a real flight (test with a random trajectory of the
MP). (Top) Position of the UAV with respect to the MP, in x and y axes. The final
position of the UAV with respect to the MP is -0.01 m and -0.17 m, in x and y axes
respectively. (Middle) Velocity of the UAV with respect to the MP, in x and y axes.
(Bottom) Velocity reference commands (actions) generated by th agent, in world
coordinates and in x and y axes.
Fig. 7 Partial state and actions signals of two test episodes (real-flight testing phase)
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Additionally, in order to further validate our selected
network from episode 4500, an extensive evaluation in
two different scenarios has been performed over 150 test
episodes (see Table 1). Both the UAV and the MP start at a
random position in each episode (see testing phase area of
Section 4.1). Two scenarios have been designed and several
metrics have been provided. Slow scenario corresponds
to a rectilinear periodic trajectory of the MP with a
maximum velocity of 0.4 m/s. Fast scenario corresponds to
a rectilinear periodic trajectory of the MP with a maximum
velocity of 1.2 m/s. tland represents the required time to
perform the full landing maneuver (until the UAV touches
the MP); x and y represent the final position of the UAV
with respect to the center of the MP in x and y axes,
respectively; and the Success Rate (SR) represents the
percentage of successful landing trials with respect to the
whole set (over 150 episodes). A landing trial is considered
successful whether the UAV touches the surface of the
moving platform within an area of 1.0 m × 1.0 m (platform
of size 1.2 m × 1.2 m). A failure in the landing maneuver
is mostly due to the fact that velocity in z axis is constant
and the target MP can become out of range, from where the
agent is not able to recover the MP position. Nevertheless,
the SR suggests that this approach has succeeded in learning
the landing maneuver. Also, both the tland and the final
position of the UAV with respect to the MP shows a proper
performance.
The robustness of DDPG algorithm can be further validated in real flights, due to the difference in sensors and
dynamics of the UAV used. It has to be noted that no additional tuning of the actions provided by the actor network
was required when moving from simulation to real flights.
Furthermore, as previously stated, the AscTec Hummingbird included in simulation training and testing phases, and
the Parrot Bebop used in real-flight testing have a similar size but the simulated dynamics differ from the real
ones. The dynamics of the AscTec Hummingbird were not
required to be adjusted in simulation to fit Parrot Bebop
dynamics. The explanation of this fact is twofold. First,
our approach aims to prove a powerful workflow, where a
robot can be trained in simulation and tested in real flights,
even when the robot is not being precisely simulated (e.g.
different dynamics or autopilot). In this context, the generalization capability of the DDPG algorithm was enough
to overcome stated differences. Second, our approach performs high level control (velocity reference control), so
that differences in dynamics can be partially absorbed by a
proper tuning of the velocity and autopilot controllers.
In Fig. 7, two real-flight plots are shown. In these realflight experiments, the UAV is automatically commanded to
land when the altitude with respect to the MP is lower than
a certain threshold th (th = 35 cm), in order to avoid unsafe
maneuvers that do not add value to the final performance.
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Also, the UAV is commanded at constant velocity in z
axis. However, due to the Parrot Bebop autopilot design
it can sometimes have sudden altitude changes due to
missestimation of the UAV altitude in a certain instant (see
supplementary video). Figure 7a, shows the performance of
the UAV when the MP follows a linear periodic trajectory.
This experiment seeks to replicate the scenario which has
been used to train the agent in simulation, in order to prove
that it is possible to describe a similar behaviour in a real
flight. As seen in Fig. 7a, the position of the UAV with
respect to the MP converges to the origin and the velocity
reference commands generated by the agent are stable with
respect to time. Furthermore, in order to test the capability
of generalization of the DDPG algorithm, a more complex
experiment has been designed. In this new experiment, the
MP describes a random trajectory in both x and y axes of
the horizontal space (ground plane). This scenario has never
been experienced by the agent, so that the approach can
be proven to be robust and generic enough to overcome
the uprising differences, as shown in Fig. 7b. The results
shown in Fig. 7b depict a similar convergence, compared
to previous results, leading to a proper landing of the UAV
on the MP and with a stable generation of actions. The
final high level performance of the UAV remains stable,
smooth and robust against new experiences. Regarding
these results, we can conclude that DDPG algorithm is
capable of learning a complex and continuous landing
maneuver task. In addition, it is feasible for a UAV to be
trained in simulation and tested in the real world without
further parameter tuning in a diverse range of conditions.

5 Conclusions and Future Work
In this paper, the problem of autonomous landing of a
UAV on a moving platform has been solved by means
of a deep reinforcement learning algorithm. The state-ofthe-art DDPG algorithm was integrated and adapted into
our novel Gazebo-based reinforcement learning simulation
framework, enabling the possibility of training complex
continuous tasks in a realistic simulation. The UAV landing
maneuver task was trained in simulation, and tested in
simulation and real flights. This fact has validated a
powerful work flow for robotics, where robots can learn
in simulation and properly perform in real flights. The
experiments have been run in a wide variety of conditions,
demonstrating the generalization capability of the approach.
To the best of the authors knowledge, this is the first
work that addresses the UAV landing maneuver on top
of a moving platform by means of a state-of-the-art deep
reinforcement learning algorithm, trained in simulation and
tested in real flights. Concerning the complexity of the
landing problem (and other type of robotic problems),
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other continuous deep reinforcement learning algorithms
can be integrated in our reinforcement learning simulation
framework, since there is an ongoing innovation in this
type of algorithms. As an immediate future work, the
altitude (z axis) can be included in the states and actions
spaces and some prediction-based solution can be tested.
Furthermore, the input to the algorithm can be changed from
a continuous space of variables to raw pixels, in order to test
its generalization capability from a higher amount of noisy
information.
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Abstract: Deep- and reinforcement-learning techniques have increasingly required large sets of
real data to achieve stable convergence and generalization, in the context of image-recognition,
object-detection or motion-control strategies. On this subject, the research community lacks
robust approaches to overcome unavailable real-world extensive data by means of realistic
synthetic-information and domain-adaptation techniques. In this work, synthetic-learning strategies
have been used for the vision-based autonomous following of a noncooperative multirotor.
The complete maneuver was learned with synthetic images and high-dimensional low-level
continuous robot states, with deep- and reinforcement-learning techniques for object detection
and motion control, respectively. A novel motion-control strategy for object following is introduced
where the camera gimbal movement is coupled with the multirotor motion during the multirotor
following. Results confirm that our present framework can be used to deploy a vision-based task
in real flight using synthetic data. It was extensively validated in both simulated and real-flight
scenarios, providing proper results (following a multirotor up to 1.3 m/s in simulation and 0.3 m/s
in real flights).
Keywords: multirotor; UAV; following; synthetic learning; reinforcement learning; deep learning

1. Introduction
Currently, learning techniques aided by synthetic information are increasingly popular in the
robotics field, mostly due to the lack of available real-domain data information for application-specific
tasks, for example, low-level motion control for complex robot dynamics [1–3] or vision-based strategies
for unusual scenarios [4–6]. In addition, with the rise of deep learning [7] and multiple-layer models,
the amount of data required for the stability of learning and model generalization has grown several
orders of magnitude, which makes dataset generation harder. State-of-the-art reinforcement-learning
techniques are also still notably sample-inefficient [8], which leads to needing a high number of
agent–environment interactions, which is normally not possible in the real world due to system
stability, sample randomness or power availability. In this context, in order to achieve scalability for
both deep- and reinforcement-learning techniques, the exploration of synthetic-learning strategies
in robotics is a matter of importance that is not yet resolved. This paradigm is potentially valuable
when annotated datasets are not available and/or there is highly nonlinear mapping between several
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heterogeneous information sources, for example, navigation-throughout-cluttered indoor and outdoor
environments using simulated image cues [9].
In the context of synthetic-data generation by robotic simulators, there is an explicit differentiation
between robot-dynamics simulation and photorealistic-image generation and they are normally
treated separately. Realistic simulation of robot dynamics is important in the field of imitationor reinforcement-learning algorithms, that is, more realistic models and/or physics can lead to
more effective performance in the real world. In this regard, novel system dynamics can be
realistically simulated to be controlled with learning-based (or classical) approaches and without
the necessity of building the actual robot. Although there are inconsistencies between virtual and
real models, differences between simulated and real systems can be tackled with several methods
(e.g., References [1–3]). Within the scope of the generation of photorealistic images, there is still a clear
ceiling in the achieved realism for current simulators. Light, polygons and material simulations have
intrinsic limitations that can be very evident for a human observer. Nevertheless, they can be extremely
useful in the field of vision-based strategies, such as object detectors, along with other transfer-learning
or domain-adaptation techniques (e.g., References [10–12]).
In this scenario, a multirotor can be a suitable robotic test bench to validate this type of synthetic
technique for robotic applications. Their inherent open-loop system instability, which can create
a stressful scenario for the technique under research and their low-cost RGB camera, which can
lead to a wide variety of applications, make this platform a suitable target for novel motion-control
research, as well as for vision-based strategies. In this respect, the versatility of this platform and the
lack of complete learning-based techniques aided by synthetic data compose the base motivation for
the studied application case in this work. Indeed, the multirotor following task introduced in this
study was proposed as a baseline task due to its challenging nature and increasing interest of the
research community (e.g., International robotics competition: https://www.mbzirc.com/). At the
same time, since multirotors have become the center of attention of many industrial automation
processes, the capacity of multirotor detection with a low-cost sensor and the ability to follow a
potential noncooperative multirotor is an interesting topic of research.
In particular, this paper explores an scenario where a noncooperative target multirotor has the
ability to move in the 3-Degrees of Freedom (DOF) of space and the follower multirotor, which
implemented our approach, specifically relies on its low-level attitude Flight Controller (FC) and its
monocular RGB camera to accomplish the complete following maneuver. We focused on a novel
object-following case where the follower RGB camera was also able to move in two directions of
space (camera gimbal pan and tilt), providing higher dimensionality and versatility to the approach.
The entire behavior was learned with synthetic data by means of two strategies based on deep and
reinforcement learning for multirotor detection and motion control, respectively.
2. Contribution
In this study, monocular vision-based following of a noncooperative multirotor using
synthetic-learning techniques is presented. The aim was to establish a complex real-world multirotor
application based on synthetic data, by means of deep- and reinforcement-learning methods. The main
contributions of this work are listed below:
•
•

•

A robust detection technique was trained with a novel approach based on synthetic photorealistic
images generated by a commercial game engine. The synthetic multirotor image dataset, utilized
in this work for detector training, was also released as an open-source dataset.
Problem formulation under the reinforcement-learning framework was designed in order to achieve
learning convergence for a motion-control agent with a state-of-the-art deep reinforcement-learning
algorithm and within the context of high-dimensional continuous state and action spaces. The agent
was trained in a simulated environment and tested in real-flight experiments (refer to Figure 1).
A novel motion-control strategy for object following is introduced where camera gimbal
movement is coupled with multirotor motion during multirotor following.
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(a)

(b)

Figure 1. Image composition of a noncooperative multirotor (light-blue) followed by another multirotor
that implemented our synthetic-learning-based approach (light-green) in the (a) simulated and (b) real
experimentation environment.

Additionally, real-flight tests were performed in a broad variety of conditions in order to validate
the virtual-to-real approach and with low-cost on-board sensors as single raw data inputs. Results
prove that our present framework can be used for vision-based tasks in a real flight using synthetic data.
The remainder of the paper is organized as follows: Section 4 describes our approach and provides
a detailed explanation about the multirotor detector and the motion-control policy, explaining the
problem formulation and the system architecture. Section 5 outlines the carried-out experiments and
their corresponding results and Section 6 remarks on and discusses the most relevant experimentation
outcomes. Finally, Section 7 concludes the paper and indicates future lines of research.
3. Related Work
In this paper, the task and techniques under study were approached with strategies of diverse
nature and, due to this, there are several related works that are adjacent to the case under study. In the
following section, the key aspects of the most relevant related works are described.
3.1. Autonomous Aerial Pursuit
Autonomous aerial pursuit, that is, Unmanned Aerial Vehicle (UAV)-to-UAV pursuit, has been
an underlying field of research during the last decade. This line of research has not been the focus of
UAV research but has provided theoretical contributions mostly validated on numerical simulations.
Hence, most innovations assumed ideal data information sources and were tested only by means of
numerical simulations [13–17].
In References [14–16], the target UAV state was assumed to be known and considered cooperative
under the case of study. In Reference [17], a sliding-mode approach with proper Lyapunov function
was explored and validated on numerical simulations. In Reference [16], both pursuit algorithms and
vision-based theoretical strategies were explored under the assumption of ideal sensors and validated
on numerical simulations. A cooperation strategy for multiple UAVs to pursue a target moving in an
adversarial environment where threat exposure should be minimized was studied in Reference [13].
A probabilistic model of the environment was provided and the information exchange between the
cooperative UAVs is assumed to be available in a numerical simulation.
3.2. Monocular Vision-Based Object Following
Several works researched the topic of vision-based autonomous object following with
UAVs. Most of them explored classical control schemes (e.g., Proportional Integral Derivative
(PID) control [18]) with classical computer-vision techniques (e.g., color-based detectors [19]).
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In Reference [20], a nonlinear adaptive observer was used for target-object estimation and a guidance
law for target-object tracking was developed. In this case, the vision sensor was modeled and the
complete approach was validated under numerical simulations.
Some approaches rely on an online user-defined Region-of-Interest (RoI) within the image plane
during the execution of a real flight in order for the UAV to be able to follow a tracked object [18,21,22].
In Reference [18], a PID control scheme was used to control a multirotor aerial robot based on the
OpenTLD [23] tracker in the image plane. In Reference [21], the authors developed a novel frequencyand image-plane-domain tracker with latter pose estimation of the object and standard PID control.
In Reference [22], a state-of-the-art tracker [24] was used and a standard PID control scheme within
the image plane was established. The stated work also performed real-flight validation tests and
developed a novel camera handover strategy in order to enable long-term operation through several
UAVs. As other close related works, some strategies use learning techniques for orientation tracking
with respect to image patches based on state-of-the-art detectors and trackers [25,26].
Furthermore, some techniques carried out specific-object detection in conjunction with
continuous-tracking strategies, such as Kalman or particle filters [19,27,28]. In References [27,28],
a strategy for human following was designed and tested in real flights. In Reference [27], a miniature
robotic blimp was used as the robotic platform, with human-pose estimation and standard PID control.
In Reference [28], human tracking was carried out over a long period of time and long distances by
means of active infrared markers and the estimation of the pose of both human and UAVs without
calibrated or stationary cameras. In Reference [19], a color-based detector fed a particle filter that aided
a pose-based PID control scheme.
Finally, some other strategies aimed at separately controlling a camera gimbal for object tracking,
in which the detected object is kept centered in the image plane over time [29,30]. In Reference [29],
a ground-based camera gimbal is able to track a remote object. In Reference [30], a camera gimbal was
mounted as payload on a fixed-wing UAV for target tracking during the execution of the test flights.
3.3. Reinforcement Learning for Real-World Robotics
Several state-of-the-art techniques aim at training reinforcement-learning agents with synthetic
data but by targeting their deployment in the real world. Some techniques focus on learning
high-dimensional system dynamics for motion control [1–3]. The authors of Reference [1] utilized
precise simulations and randomized system dynamics for quadruped locomotion learning with
continuous states and actions. In Reference [2], high-level velocity control was learned with
ground-truth simulations in order to develop a UAV task-specific landing maneuver on top of a
moving platform. Validation tests were carried out through a motion-capture system in the real
world. In Reference [3], the dynamics of a multirotor UAV were precisely simulated in order to
train a reinforcement-learning agent for low-level attitude control. The learned policies were directly
validated in the real world with a motion-capture system.
On the other hand, some strategies intend to overcome the virtual-to-reality gap for
vision-based applications [9,31–35]. In Reference [9], synthetic-data adaptation was performed
using an application-dependent Cycada pipeline for ground-robot navigation. In Reference [31],
domain-randomization techniques were used to train a deep reinforcement-learning algorithm for
dexterous in-hand manipulation. The authors of Reference [32] randomized simulated images to
generate a canonical environment for hand manipulation.
Moreover, multirotor-related vision-based applications have also been studied [33–36].
In Reference [33], a color-based detector and an image-based deep reinforcement-learning policy
controller were utilized for object following with an off-the-shelf multirotor. In Reference [36],
human commands were mixed with reinforcement-learning exploration–exploitation actions in
order to improve safety for multirotor navigation. The authors of Reference [35] used the
Monte Carlo policy-evaluation method for vision-based navigation learning with synthetic images.
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In Reference [34], small-size multirotor navigation was achieved through a combination of real-world
data to learn about robot dynamics and synthetic data for vision-based collision avoidance.
3.4. Multirotor In-Flight Detection and Tracking
Multirotor in-flight detection and tracking is increasingly becoming a topic of interest for the
research community since the successful application of multirotor UAVs in several automation
processes in the industry. Most strategies rely on motion detection during flight for a relatively
reduced subset of UAV types [10–12,37,38]. In Reference [10], Convolutional Neural Networks (CNNs)
were used for camera-motion estimation and temporal information was exploited to detect UAVs and
aircrafts. In Reference [11], pixels corresponding to the background in the image were estimated and a
Kalman filter was utilized to track motion of a UAV. In Reference [12], UAV detection and tracking
required the exchange of information between both UAVs. The authors of Reference [37] explored
Haar-like features, Histogram of Gradients (HOG) and Local Binary Patterns (LBP) using cascades
of boosted classifiers for outdoor UAV detection and tracking. In Reference [38], extensive flight
experimentation was carried out with real-time performance for general object tracking.
3.5. Object Detection with Synthetic Images
Deep learning is de facto the most used technique for object detection. Nevertheless, it usually
requires a large amount of domain-specific data to achieve generalization. In this context, the research
community is exploring the incorporation of synthetic images into the training process due to their
availability and capabilities [4–6,39–42]. In Reference [4], synthetic images were optimized to match
object-detector-extracted features. These images were used for real-image dataset augmentation [4].
The authors of Reference [5] randomized simulated images for 3D object localization; objects were
composed of low-dimensional feature textures and shapes.
In Reference [40], synthetic images were generated by adding background and textures to simple
3D Computer-Aided Design (CAD) models. Features were extracted with a CNN trained on ImageNet
and a classifier was trained for the final stage. In Reference [6], adversarial training was used to
train Faster R-CNN [43] for cross-domain adaptation. The domains were adapted at the image level
(e.g., image style and illumination) and instance-level representation (e.g., object appearance and size
shift). In Reference [39], simple synthetic objects were detected through backbone-network (feature
extractor) weight freezing and fine-tuning the last layers. Validation tests were performed with Faster
R-CNN, R-FCN [44] and Mask R-CNN [45]. In Reference [41], adversarial training was used for
simulated-to-real domain transferring. The dataset was generated through synthetic-image refinement
and automated labeling. Finally, novel approaches showed outstanding performance when trained
with small real-world datasets, outperforming previous pretrained architectures [46], such as SSD or
Faster R-CNN. These strategies are potentially usable in the field of synthetic-dataset integration .
4. Vision-Based Multirotor Following Approach
In this paper, the vision-based autonomous following of a Noncooperative Multirotor (NC-M) is
presented. Our approach is mainly composed of a multirotor detector, an image-based tracker and
motion-control policy.
4.1. Multirotor Detector
A deep-learning-based detector was trained by means of synthetic multirotor images with a simple
background (see Section 5.2.1) and with the aim of extracting an accurate RoI of the NC-M. The detector
is able to generalize enough from synthetic multirotor images and provide state-of-the-art accuracy and
inference time. The detector used in this study was a custom implementation of the one-stage RetinaNet
detector [47], which is a single unified network composed of a backbone network and two task-specific
subnetworks (refer to Figure 2). The backbone is responsible for computing a convolutional and
pyramidal feature map over an entire input and is an off-the-shelf convolutional network. In this work,
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ResNet50 was selected as the full network backbone in order to find a balanced trade-off between
accuracy and image throughput [48].

Figure 2. Architecture of proposed multirotor detector, based on RetinaNet architecture, with ResNet50
backbone and five levels for Feature Pyramid Network (FPN; fewer levels represented in figure for the
sake of simplicity). Backbone weights were frozen during training. Final subnetworks were fine-tuned
with pure synthetic multirotor images.

The key aspects for RetinaNet to be suitable for learning new pure synthetic classes are its rich
feature maps, generated by its Feature Pyramid Network (FPN) architecture and its Focal Loss (FL)
design, which is a specific case of a weighted cross-entropy loss function. RetinaNet was also proven
to be the best architecture in terms of accuracy and speed, compared with Faster R-CNN, R-FCN
and other state-of-the-art architectures, in the wide variety of conditions presented in Reference [47].
Our approach incorporated five-layer levels from the backbone for FPN feature-map generation. FL
minimizes the effect of large class imbalance (diminishing the influence of already well-learned classes)
and encourages learning those samples that have not yet been properly learned (i.e., particular losses of
already learned samples can overwhelm whole loss computation), as shown in Equations (1) and (2).
FL( pt ) = −αt (1 − pt )η log( pt )
pt =

(

p

if y = 1

1− p

otherwise

,

(1)
(2)

where η is the focusing parameter and αt is the classical α-balanced loss parameter [47]. This model
architecture enables the detection (RoI) of a real NC-M within the image plane, which can be used by
the next stages of the approach.
4.2. Image-Based Tracker
The stated multirotor detector can infer the RoI of the detected NC-M. Nevertheless, due to the
multirotor perspective, illumination changes or glitches in the video feed, the multirotor detector could
fail to regress a RoI, even when the NC-M is present in the image and the detector is able to run in
real time. In this scenario, in order to provide a continuous RoI of the NC-M and to improve overall
performance, our approach incorporated an adapted implementation of the state-of-the-art ECO
tracker [49] that can track the RoI of the NC-M in every camera frame during the following maneuver.
The key aspects of the ECO tracker that make it suitable for these dynamic-feature frames are
its robust hand-crafted features for tracking and its factorized convolution design. The hand-crafted
features are computationally efficient and robust. The factorized convolution operator dramatically
reduces the number of parameters of the Discriminative Correlation Filter (DCF), allowing for real-time
tracking (>20 Hz) on an average CPU. In this context, the tracker is able to provide a RoI at every time
step. However, when the detector provides a new RoI (with a predefined threshold of uncertainty that
assures robustness), the current tracker RoI is updated for further tracking.
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4.3. Motion-Control Policy
Deep reinforcement-learning techniques were applied for learning the multirotor motion-control
policy for object following. The complete learned behavior is challenging due to the coupled nature of
actuation–response of the system, that is, the multirotor system was coupled with the camera gimbal
actuation since different trajectories of actuation (in both the multirotor and the camera gimbal) could
lead to the same result in the image plane. This characteristic of the system is further explored in
Section 5.
Considering the reinforcement-learning framework, an agent and an environment compose the
two main elements that are defined to interact with each other. The stated interaction is carried out
through agent actions that occur in an instantaneous effect in the environment, (returning the effect
consequence back to the agent, that is, agent state) and through environment rewards that guide the
evolution of the agent behavior. Thus, in the reinforcement-learning paradigm, an agent is determined
to generate a policy π (st ) in order to maximize its expected accumulated reward Rt through the
execution of an action at ∈ A for each state st ∈ S at any step in time t. The expected return, given
a state and an action in time t, is
Q π ( s t , a t ) = Eπ [ R t | s t , a t ]
(3)
where Qπ (st , at ) represents the action–value function. A broadly used reinforcement-learning approach
is learning the stated action–value function by means of an optimization process that has as its main
objective to estimate the optimal Q-function (which, in the context of discrete action spaces, leads to
an optimal policy of the agent). Other algorithms aim at directly estimating the agent optimal policy
π ? (st ) by means of the parallel estimation of the Q-function (or, equivalently, the V-function [50]) and
the computation of the policy gradient [51]. These methods, that follow the actor–critic paradigm and
are compatible with continuous state and action spaces are known as policy-gradient methods, such as
Deep Deterministic Policy Gradients (DDPGs) [51] or Trust-Region Policy Optimization (TRPO) [52].
Other recent algorithms, which compose a family of natural policy-gradient algorithms named
Proximal Policy Optimization (PPO) [53], include a surrogate objective function for optimization.
This family of algorithms lead to a reduction of complexity and an increase of both sample efficiency
and performance. Stated increase in performance was taken into consideration for the application
under study due to its high-dimensional nature of state and action spaces (refer to Section 4.3.1).
Since PPO aims at directly optimizing an objective function for the policy, an instant update of the
policy is controlled in order to avoid divergence and to assure optimal convergence. The strategies for
constraining the policy update are diverse and a matter of research. Nevertheless, the most common
strategies are based on Kullback–Leibler divergence (KL-divergence) penalty and on direct-clipping
penalty (see Equation (4)).
T

LCLIP
= Eτ ∼πk [ ∑ [min(rt (θ ) Ât k , clip(rt (θ ), 1 − e, 1 + e) Ât k )]]
θk
π

π

(4)

t =0

where LCLIP
represents the objective function for policy-weight update, rt (θ ) is the new–old policy
θ
π

k

ratio, Ât k is the advantage function for policy update at time t and e is the clipping constraint.
In this work, due to computation simplicity and performance increase, PPO with a clipping penalty
was selected to train the agent to accomplish the image-based multirotor following maneuver with
continuous state and action spaces.
4.3.1. Problem Formulation
In our problem formulation, the reinforcement-learning agent perceives a continuous state st ∈ S
at time t (5).
S = {ecx , ecy , earea , ėcx , ėcy , ėarea , Θ x , Θy },
(5)
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where ecx , ecy and earea represent the normalized error of the current RoI with respect to the target
RoI center position (in x and y axes) and area; ėcx , ėcy and ėarea represent the normalized difference
of errors (ecx , ecy and earea ) with respect to the previous time step and Θ x and Θy are the normalized
angular states of the camera gimbal in the current time step. The state is represented in the Camera (C)
frame of reference (see Figure 3) and S ∈ [−1, 1]. A virtual camera gimbal was added to the multirotor
simulation in order to meet real platform specifications.
autopilot
commands

HW
Interface

action a t

Env
Interface
camera
image

SDK
commands

state st

RoI

Critic

Multirotor
Detector +
Tracker

SM

Actor

reward rt

PPO Agent

C

256

8

256
5

action

C

Actor-Critic
Network

value

state

SM

1

Figure 3. Architecture of proposed deep- and reinforcement-learning-based multirotor following
system. Every involved frame of reference and architecture component is depicted. Actor–critic
network, which is in charge of providing the final behavior, is structurally represented. Stabilized
Multirotor (SM) frame of reference is stabilized in pitch and roll and attached to the multirotor body
structure. Multirotor detector and tracker were only included in real-flight testing (dashed lines).
In simulated experiments, a ground-truth Region of Interest (RoI) was generated based on projection
of NC-M 3D points.

The reinforcement-learning agent has the ability to perform a continuous action at ∈ A at time t,
as represented in Equation (6).
A = {θ, φ, ż, Θ̇ x , Θ̇y },
(6)
where θ and φ represent the multirotor pitch and roll absolute angles, respectively; ż represents
multirotor altitude velocity; and Θ̇ x and Θ̇y represent the camera gimbal angular difference of angles
in the x and y axes, respectively. The action space is represented in the Stabilized Multirotor (SM) frame
of reference for θ, φ and ż and in the C frame of reference for Θ̇ x and Θ̇y (A ∈ [−1, 1]). The actions are
directly forwarded to the multirotor FC as an input through SDK commands, avoiding postprocessing
or filtering.
An important component in reinforcement-learning formulation is the reward function r, due
to the high sensitivity of the current techniques to the reward-function design. Although there are
some techniques that are able to deal with low-frequency and sparse-reward functions [54], most of
the techniques require a more behavior-guided design. In this scenario, a well-suited reward function
can decrease training times but, conversely, a weak design can introduce human bias in the final policy
or even completely prevent the agent from learning a stable policy. In our presented formulation, the
reward function was designed in a scheduled trend, by rewarding the main application goal higher,
which keeps the target multirotor in the image plane but at the same time, by encouraging safe and
smooth movements. Resulting reward function r is
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r1 = −100 if cx or cy



out of image
r=

r
=
−
100
if area < 350 px2

2




r3
otherwise
r3 = shaping[t] − shaping[t − 1]

shaping[t] = pcenter [t] + pgimbal [t]

+parea [t] + pvelocity [t]
q
pcenter [t] = − g1 ecx 2 + ecy 2
q
pgimbal [t] = − g2 Θ x 2 + Θy 2
parea [t] = − g3 |earea |
q
pvelocity [t] = − g4 ė2cx + ė2cy

(7)

(8)
(9)
(10)
(11)
(12)
(13)

where cx, cy and area represent the center (in x and y axes) and the area of the current RoI, respectively;
g1 , g2 , g3 and g4 are experimentally defined constants (100, 65, 50, 30, respectively); r1 and r2 prevent
the agent from exploring states out of a certain volume with respect to the target NC-M, based on
image coordinates; and r3 informs the agent about its instantaneous progress and helps speed up
learning [55].
Furthermore, in the shaping component an explicit distinction was included in the importance of
minimizing the relative image position between current and target RoI centers, the absolute position
of the camera gimbal, the current and target RoI area ratio and the error velocities (each variable was
weighted by a different coefficient g1 , g2 , g3 and g4 ). In this trend, the agent is encouraged to coarsely
learn to minimize the position of the current RoI with respect to the target RoI, which retains the target
NC-M within the camera Field of View (FOV). Subsequently, the agent is encouraged to optimize its
behavior in order to keep the camera gimbal in a centered position (angles close to zero) and to finally
keep a certain distance with respect to the target multirotor (RoI area directly related to the distance)
as well as to decrease image velocities. Particularly, we found out that the incorporation of Θ x and
Θy components, weighted by g2 coefficient, is a determinant for learning convergence. As stated,
this component of the reward function encourages the agent to keep the camera gimbal in a centered
position during the execution of the maneuver, diminishing the uncertainty of the solution space and
making the desired behavior more explicit, that is, centering the camera gimbal provides the RL-M
with more reaction time in case of sudden movements by the NC-M. Finally, the final reward was
not normalized. Although pcenter [t], pgimbal [t], parea [t] and pvelocity [t] by far exceeded the unitary value
during training, the final computation of reward r3 , which informs the agent about its instantaneous
progress, did not. In the context of this application and reward-function design, final reward r3 is in
the decimal order of magnitude, with values near the unit. Thus, taking this into consideration and the
algorithm involved, reward normalization was not required.
4.3.2. System and Network Architecture
A versatile system architecture was designed and implemented, taking the standardization of
the virtual and real contexts as the main consideration. In this scenario, most of the component
interfaces were shared for both simulated and real-flight experiments. A global overview of the system
architecture is depicted in Figure 3. From the side of the agent, the PPO component, which had
the actor–critic network as its motion-policy representation model, was wrapped with an ROS [56]
interface. This design not only increased the similarity between the virtual and real contexts but
also reduced the friction of interaction with robotic components, since ROS is the most common
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middleware in the robotic ecosystem. Conversely, the implemented environment interface is in charge
of parsing the raw information (target NC-M RoIs and angular states of the camera gimbal) in order
to properly adapt it to the reinforcement-learning formulation (refer to Section 4.3.1). It is also in
charge of interacting through SDK commands with the hardware interface, which can be real or
simulated due to standard implementation. The RoI of the target NC-M was generated based on
the projection of the multirotor ground-truth 3D points and the intrinsic camera parameters for the
simulated environments and based on the multirotor detector, described in Section 4.1, for real-flight
experiments. Hence, in order to send state st to the PPO agent, the environment interface performs all
the required processing by relying on current and target RoIs.
The actor–critic neural network is a feed-forward neural network with two hidden layers of
256 units each. The activation function of each unit of a hidden and output layers is a hyperbolic
tangent (tanh). The input- and output-layer dimensions of the actor–critic network are based on the
state, action and value dimensions (8 and 5 + 1 units), respectively (see Figure 3). The activation
function of the output layer is bounded to the range of [−1,1] and is provided by a linear unit for the
value, to output an estimation of the V-function, used to compute an advantage function [53]. It has to
be remarked that other values of the number of hidden layers and/or hidden units have been tested.
Nevertheless, the stated neural-network structure composes the minimum size in terms of hidden
layers and units per layer, which allows for learning stability in the conditions described in this work.
For instance, network models with 128 units and two hidden layers did not provide proper results.
5. Experiments
As supplementary material, the video of the experiments can be found in https://vimeo.com/
352940150, and the stated open-source dataset in https://bitbucket.org/alejodosr/uav-dataset.
5.1. Experiment Setup
The environment and hardware interfaces were been implemented in c++11 and the neural
networks were trained with the Tensorflow (https://www.tensorflow.org/) library. The multirotor
detector was migrated to c++11 for fast-inference purposes. The agent was synchronous with
a frequency of 20 Hz, the input of the environment interface was implemented as asynchronous
(it is triggered by any sensory input, such as camera images and camera gimbal states). However,
the output of the environment interface (i.e., the state and reward) is generated every time an action
from the agent is received. Despite the fact that the system architecture was implemented to be
nonspecific, as described in Section 4.3.2, there existed small differences between simulated and real
experiment setups.
5.1.1. Simulation
The simulated environment, designed for training the reinforcement-learning agent, was
generated under the Gazebo (http://gazebosim.org) simulator and RotorS UAV simulator [57].
An AscTec Hummingbird multirotor was selected as the RL-M, due to its similarities with the real-flight
platform. A generic NC-M was included in the simulation, based on which the ground-truth RoI was
generated. An Nvidia GeForce GTX 1070 was used to train and test the reinforcement-learning
simulated agent. A near replica of the real-flight software camera gimbal was implemented
in simulation.
5.1.2. Real Flight
The Parrot Bebop 2 was chosen as the real-flight multirotor platform for both NC-M and
follower RL-M due to its frictionless integration, stability, size and manoeuvrability (see Figure 1).
The motion-control policy and multirotor detector were successfully tested on an average CPU and
GPU (at least 1 GB of video memory). The Parrot Bebop 2 camera gimbal has a resolution of 856 × 480,
a horizontal FOV of 1.3463 rad, a maximum camera gimbal velocity of 0.22 rad/s and maximum camera
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gimbal angles of 0.87 and 0.61 rad in the x and y axes, respectively. Although the reinforcement-learning
agent was exactly trained as stated in Section 4.3.1, that is, controlled in attitude for x and y axes
and altitude velocity for z axis, it was slightly different for the real-flight platform. Parrot Bebop 2
does not allow for pure attitude control, so it was controlled in velocity (in the three axes of space).
The adaptation for the commanded actions is
v x = kθ

(14)

vy = kφ,

(15)

where k was experimentally set and represents the adaptation coefficient (0.23 m rad−1 s−1 ); v x and
vy represent velocity in the x and y axes, respectively; and θ and φ are commanded pitch and roll,
respectively. This adaptation is only valid for stationary values of the pitch and roll angles and
contributes to the differences between the simulated and real multirotor platform.
5.2. Training Methodology
5.2.1. Multirotor Detector
The multirotor detector was trained with standard supervised-learning techniques by means
of synthetic images. These synthetic images were generated under the photorealistic Unreal
(https://www.unrealengine.com) game engine and also released as an open-source dataset (see
Supplementary Material). For our approach to be successful with our synthetic dataset, the detector
network was pretrained on the COCO dataset [58] and fine-tuned with our syntethic dataset (new
synthetic multirotor class not available in COCO dataset). Our dataset was mainly composed of two
synthetic multirotor models (Parrot ArDrone and DJI Matrice 100) and a small subset of birds and cars
extracted from the COCO dataset. We found that, with the addition of these two extra classes, we were
able to decrease the total number of false positives. A small multirotor-validation dataset composed
of real images was also annotated in order to select the most appropriate network and to provide
training and validation results. The training and validation datasets were composed of approximately
8000 and 300 samples, respectively. A reduced set of samples from the training and validation datasets
is depicted in Figure 4.
The whole network was trained with the Adam optimizer, with a minibatch size of 1 and
the remaining hyperparameters as in Reference [47]. We fine-tuned our network for six epochs
(10,000 update steps each with frozen backbone weights) and selected the best one in terms of mean
Average Precision (AP) performance. In Table 1, AP is shown for every epoch of training and validation
and taking into consideration in a separate trend both the full dataset and the part of the dataset
corresponding to the multirotor class. Additionally, a special case was included, where the network
was not yet trained with synthetic images (epoch 0). In this special scenario, since the multirotor
class was not present in the COCO dataset, the airplane class was selected instead (stated class has
been the closest in terms of AP, among others). The average inference time of the network has been
100 ms (Nvidia GeForce GTX 950M). Nevertheless, in order to assure a RoI in every frame during the
whole experiment, as explained in previous sections, a state-of-the-art tracker was also integrated. The
multirotor detector was periodically executed during the experiment in order to refine the tracker RoI.
Backbone weight freezing with final subnetwork fine tuning were crucial for the detector to generalize
for real-domain multirotor images based on pure synthetic multirotor-training images. Complete
model retraining did not provide competent results for the application under study. Hence, the
backbone extracted a high-dimensional feature map that was rich enough to extract an encoding of the
input image, which was latterly classified by the final subnetworks to decide the corresponding class.
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(a)

(b)

(c)

(d)

(e)
Figure 4. Samples from multirotor-detector results (ground-truth Region of Interest (RoI), pale blue;
detected RoI, dark blue). (a) Training samples from synthetic dataset. (b) Validation samples from
multirotor dataset (true positive). (c) Validation samples from multirotor dataset (false negative).
(d) Validation samples from birds dataset (true positive and false negative). (e) Validation samples
from cars dataset (true positive and false negative).
Table 1. Average Precision (AP) was computed for a minimum Intersection over Union (IoU) of
[0.5:0.05:0.95], 0.5 and 0.75 (AP, AP50 and AP75 , respectively). Network of epoch 0 corresponds to a
special case (0∗ ), where network was not yet trained with synthetic images (only with real images of
nonmultirotor classes from COCO - Common Objects in Context - dataset) and was listed in order
to make more salient the effect of our synthetic dataset. Network of epoch 4 (bold) was selected for
experimentation due to its capability of generalization.
Training
(only NC-M)

Validation
(only NC-M)

Training
(full)

Validation
(full)

Epoch

AP

AP50

AP75

AP

AP50

AP75

AP

AP50

AP75

AP

AP50

AP75

0∗
1
2
3
4
5
6

0.73
0.91
0.92
0.94
0.93
0.95
0.95

0.98
0.99
0.99
0.99
0.99
0.99
0.99

0.54
0.99
0.99
0.99
0.99
0.99
0.99

0.24
0.25
0.63
0.61
0.64
0.61
0.60

0.35
0.35
0.93
0.92
0.93
0.89
0.89

0.30
0.31
0.70
0.70
0.75
0.69
0.68

0.30
0.69
0.76
0.76
0.85
0.95
0.95

0.58
0.83
0.88
0.88
0.95
0.99
0.98

0.54
0.76
0.83
0.83
0.92
0.98
0.98

0.59
0.73
0.75
0.73
0.75
0.74
0.73

0.73
0.96
0.96
0.95
0.97
0.95
0.96

0.69
0.85
0.87
0.85
0.89
0.87
0.88

5.2.2. Motion-Control Policy
The reinforcement-learning problem was treated as episodic, that is, once the agent reached
an absorbing state, the episode reset and both multirotors were respawned to a uniformly randomized
position within the RL-M FOV boundaries. The states where the agent perceived r1 or r2 as its
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instantaneous reward were considered absorbing states (refer to Equation (7)). The time length of
an episode is limited to 1000 time steps (considering a time step of 0.05 s, as previously stated).
The NC-M RoI was synthetically generated for training the reinforcement-learning agent by means
of the 3D ground-truth position of the NC-M and the simulated camera gimbal intrinsic parameters.
However, it showed similar performance when tested with the RoI generated by our multirotor
detector and tracker. The NC-M was also completely static during the whole training process. This fact
did not deteriorate the final performance since the distribution of states and actions experimented
with either static or moving NC-M was equivalent and the actor–critic network did not take temporal
structure into consideration (feed-forward neural network).
As shown in Figure 5, in order to provide a baseline for training, DDPG has been included in the
study. Hence, both DDPG and PPO algorithms has been trained in the same conditions. Nevertheless,
DDPG has not provided adequate results in terms of practical performance, even when the average of
the accumulated reward seems to reach similar values with respect to PPO. Considering these results,
only PPO has been selected for further experimentation (refer to Section 6 for more in-depth details). Both
DDPG and PPO actor-critic networks have been trained with Adam optimizer, with a learning rate of
3 × 10−4 and a minibatch size of 64. DDPG has been trained with a soft target update rate τ of 0.001 [51].
PPO has been trained with a policy clipping value of 0.1 [53]. The agent has been trained over 4432 update
steps (with trajectories of 256 experiences) for a total time of approximately 48 h and 16 h for DDPG and
PPO, respectively. Each weights update step incurs in 8 epochs with the stated minibatch size. In the
case of PPO, which has been the only algorithm to provide the full desired behavior, several networks
have been tested from update step 3000 to update step 4300, being able to select actor-critic network of
update step 4220, which has shown the best results in terms of performance for the scenarios presented in
this work. Stated performance was measured with a small subset of 10 testing trials for every network
pre-selected and utilizing metrics shown in Table 2. After performance-based pre-selection, the network of
episode 4220 has been exhaustively tested for both simulated and real-flights.
Table 2. RoI center and area error statistics for the whole set of experiments (simulated and real-flight
cases). Average, maximum and minimum values are provided.

Experiment
scenario
X-axis
Y-axis
Z-axis
Arbitrary
Experiment
scenario
X-axis
Y-axis
Z-axis
Arbitrary

Simulation

Real Flights

Center error (px)
Avg
Max Min

Center error (px)
Avg
Max Min

5.79
5.72
7.58
5.7

15.15
22.35
20.31
26.71

24
27
39
24

0
0
0
0

44
80
66
65

0
0
0
0

Area error (%)
Avg
Max Min

Area error (%)
Avg
Max Min

13.61
8.59
17.41
10.94

33.59
44.02
47.12
63.99

52.51
24.10
74.51
47.56

0.16
0.16
0
0

57.38
148
104
162.8

0
0
0
0.6

5.3. Simulated and Real-Flight Experiments
A representative set of experiments that were able to illustrate the complete performance of our
approach for both simulated and real flights were designed. Furthermore, with the aim of testing the
performance of our approach in every axis of space, a separate X-axis, Y-axis and Z-axis experiment was
carried out. In order to provide complete results about the final behavior and to bring up possible coupling
interferences between axes, we performed an arbitrary experiment (refer to Figures 6 and 7). Every
experiment was carried out under maximum velocity conditions (that allowed RL-M to keep track of
the NC-M), which were extracted from experimentation. For every performed experiment, 2D and 3D
ground-truth trajectories, as well as current-target RoI center error (in pixels) and current-target RoI area
error are depicted. For a complete overview of the experiment, refer to the Supplementary Material section.
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Figure 5. Moving average and standard deviation over 50 update steps of the training. (a) Accumulated
Reward and (b) Critic loss function (logarithmic representation). The network corresponding to update
step 4220 provided the best performance.
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Figure 6. Simulation results corresponding to four different scenarios for our multirotor following
approach. (a,b,e,f) Rectilinear periodic trajectory of the Non-Cooperative Multirotor (NC-M) along the
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x and y axes with a maximum velocity of 1.3 m/s (X-Axis and Y-Axis, respectively). (i,j) Rectilinear
periodic trajectory of the NC-M along z axis with a maximum velocity of 0.5 m/s (Z-Axis).
(m,n) Arbitrary non-periodic trajectory of the NC-M with a maximum velocity of 0.47 m/s (Arbitrary).
(c,d,g,h,k,l,o,p) Current-target RoI center and area error corresponding to each of the four stated
experiments. Multirotor trajectories have been generated by a groundtruth source.
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Figure 7. Real-flight results corresponding to four different scenarios for our multirotor following
approach. (a,b,e,f,i,j) Rectilinear periodic trajectory of Noncooperative Multirotor (NC-M) along
x, y and z axes with a maximum velocity of 0.3 m/s (X-Axis, Y-Axis and Z-Axis, respectively).
(m,n) Arbitrary nonperiodic trajectory of NC-M with maximum velocity of 0.3 m/s (Arbitrary).
(c,d,g,h,k,l,o,p) Current-target RoI center and area error corresponding to each of four stated
experiments. Multirotor trajectories have been generated by an Extended Kalman Filter (EKF) that
utilizes optical-flow velocities and measured accelerations as only input source.

6. Discussion
The considerable testing and validation of the presented multirotor following technique describes
a proper pipeline to utilize synthetic data in the context of a challenging real-world and image-based
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application. It was tested in both simulated and real-flight environments in order to demonstrate the
approach and to compare the differences between scenarios. On the one hand, the multirotor detector
showed outstanding performance with untrained real multirotor images. It sufficiently generalized not
only for the multirotor used in this work but for a wide variety of multirotors of the validation dataset
(see Table 1). Epoch 0 of training showed inadequate network performance, while the following epochs
showed an abrupt growth of the AP for both partial and full datasets. Results validated our technique
and confirmed the benefits of the inclusion of our synthetic dataset. Additionally, this trend enables
numerous applications based on multirotor detection and drafts a training pipeline for unavailable
annotated datasets, such as the case of this study.
On the other hand, the multirotor motion-control policy, which was only trained in a simulated
environment with NC-M in random and static positions, sufficiently generalized to perform in
simulated scenarios where the NC-M was dynamically moving, as well as in real-flight scenarios with
similar conditions. To the best of the authors’ knowledge, it was the first time that the camera gimbal
motion was jointly controlled with multirotor motion based on image cues. Additionally, an approach
where complex and image-based behavior was trained in a synthetic environment and used in the real
world was validated.
The simulated and real-world environments were similar but not perfect, such as the FC response
or the multirotor dynamics. Indeed, we found a decrease in performance of the approach in real-flight
experiments compared with the simulated scenarios (refer to maximum velocities in Figures 6 and 7).
This can be due to differences between real and simulated multirotor dynamics, FC response and
the camera gimbal model. Nevertheless, even with a decrease in performance, the transition of the
approach from simulation to real world was direct, which was the overall aim of this work, taking into
consideration the stated adaptation from Section 5.1.2.
Even though natural policy methods show outstanding data efficiency when compared with
previous methods, such as the DDPG method, there are still sample inefficiencies that are a matter of
community research (4432 update steps over 16 h). However, for the PPO method, both accumulated
reward performance substantially improved after a few hours of training (see Figure 5). DDPG
managed to improve its performance in terms of accumulated reward but, compared to the PPO
method, it resulted in higher variance, a lower average of accumulated reward and longer training
times (approximately 48 h). It also did not provide practical results (the variance of the agent actions
was very low and usage of the camera gimbal was not present).
Regarding Figure 6, our approach showed outstanding performance in all experiment scenarios.
The multirotor was able to keep track of the NC-M during the whole set of tests, being able to follow
the target at a maximum velocity of 1.3 m/s for the X-Axis and Y-Axis experiments. As seen in Figure 7,
the agent was able to show a similar behavior compared to the simulated environments, following
the NC-M at a maximum velocity of 0.3 m/s for the arbitrary experiment. Due to differences in the
simulated and real-flight autopilot capabilities, tracking the NC-M for Z-Axis experiment was best
achieved through camera gimbal actions for simulation and through RL-M altitude velocity actions for
the real-flight experiments (although keeping the NC-M within the camera FOV in both experiments).
In Table 2, we can see that both the simulated and real-flight results were in a similar order of
magnitude and showed suitable behavior (the RoI was being centered during the whole experiment
scenario and, in a second order of priority, the area was being compensated). The processing overhead
of both multirotor detector and motion-control policy was reduced and could be executed in an average
CPU (motion-control policy) and GPU (multirotor detector).
7. Conclusions and Future Work
In this paper, the vision-based following of a noncooperative multirotor was presented.
The approach was mainly based on synthetic data and utilized deep- and reinforcement-learning
techniques for the multirotor detector and motion-control policy, respectively. The multirotor detector
was trained with synthetic images generated by a commercial game engine and was able to generalize
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to a wide range of real-world multirotors and environments. The camera gimbal and multirotor motion
control were jointly treated within a motion-control policy, fully learned in a simulated multirotor
environment. The complete approach was tested in both simulated and real-flight environments
providing proper results, even in the presence of virtual-to-real differences in the multirotor and
camera-gimbal models.
This study could be extended by improving the performance of both the multirotor detector and
the motion-control policy. On the one hand, to improve the multirotor detector, the synthetic dataset
could be extended and other network structures could be tested (e.g., MobileNet-SSD and YOLO).
On the other hand, in order to improve the motion-control policy, both the simulated multirotor and
the camera gimbal could be more realistically modeled and end-to-end fully convolutional network
structure could be included as a future line of research.
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ABSTRACT Recent object detection studies have been focused on video sequences, mostly due to the
increasing demand of industrial applications. Although single-image architectures achieve remarkable
results in terms of accuracy, they do not take advantage of particular properties of the video sequences
and usually require high parallel computational resources, such as desktop GPUs. In this work, an inattentional framework is proposed, where the object context in video frames is dynamically reused in order
to reduce the computation overhead. The context features corresponding to keyframes are fused into a
synthetic feature map, which is further refined using temporal aggregation with ConvLSTMs. Furthermore,
an inattentional policy has been learned to adaptively balance the accuracy and the amount of context
reused. The inattentional policy has been learned under the reinforcement learning paradigm, and using
our novel reward-conditional training scheme, which allows for policy training over a whole distribution of
reward functions and enables the selection of a unique reward function at inference time. Our framework
shows outstanding results on platforms with reduced parallelization capabilities, such as CPUs, achieving
an average latency reduction up to 2.09×, and obtaining FPS rates similar to their equivalent GPU platform,
at the cost of a 1.11× mAP reduction.
INDEX TERMS Inattention, YOTO, reward-conditional training, deep learning, video object detection,
reinforcement learning, CNN, LSTM, loss-conditional training.

I. INTRODUCTION

Recent advances in image object detection have mainly
focused on the development of Convolutional Neural Network (CNN) architectures [1]–[4] to progressively increase
accuracy or decrease processing times. In this regard, accuracy has been the primary concern in the majority of studies
[3], [5]–[7], mostly due to the initial lack of techniques
which precisely capture the variability found in the object
detection task (number of classes, illumination and environmental ambiences, corner cases, etc.). Nevertheless, detection speed and power consumption are recently becoming
The associate editor coordinating the review of this manuscript and
approving it for publication was Ting Wang
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key differentiator metrics [1], [8]–[13] as deep learning is
being increasingly deployed in practical applications, where
computing and power resources can be limited. In the context
of systems with reduced computational capabilities, such as
embedded platforms, substantial effort has been carried out
to generate efficient architectures, such as the ones based
on SqueezeNet [14], Mobilenet [15]–[18], or ShuffleNet
[19], [20]. Also, other studies target efficient representations, such as Binarized Neural Networks (BNNs) [21] or
Quantized Neural Networks (QNNs) [22], and low-power
hardware implementations [23]–[25]. Despite significant
advances in the field, the final objective of processing
high-resolution images in real-time, on embedded systems
and without notable accuracy loss, is still an open problem.

This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/
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However, human vision system provides intuition on how
such solution can be achievable. On this basis, human
vision has been found as foveal and active [26], [27]. Environment observation at high-resolution is achieved by the
fovea, and only corresponds to 5 degrees of the total visual
field [28]. Our complementary peripheral vision, which processes observations at a lower resolution, has a field of
view of 110 degrees [29]. To track objects, our eyes perform quick saccadic movements, followed by smooth pursuit
movements [30], [31]. In this context, when the focus is on
an object, its peripheral surroundings can be simply ignored,
a phenomenon known as inattentional blindness [32]. Hence,
detecting and tracking objects is an active process, and the
amount of information processed depends on the complexity
and the dynamism of the scene, as well as on the attention
of the observer. Besides, a fundamental advantage of human
vision is that it relies on a stream of images, rather than on
single images. Humans can rely on contextual cues and memory to supplement their understanding of the image. On this
subject, some of the stated properties of human vision have
led to novel neuromorphic sensor designs, such as Dynamic
Vision Sensors (DVS), which react to events and decrease
the amount of information processed. Although DVS-related
research studies are still in early stages, they have provided
promising results in the context of asynchronous object detection and tracking at high-speeds and low-power consumption
[33], [34]. Conversely, this work, where a standard RGB camera sensor has been utilized, follows the idea of decreasing the
amount of data to be processed, and examines the question
of whether neural networks are similarly able to dynamically
neglect image information when assisted by a memory and
previous image context, providing a lower computation overhead.
An important property of video is that adjacent video
frames are highly correlated, which opens up the possibility
of decreasing the computation latency. During the process
of object detection in a sequence, surrounding context of
previous frame detection is prone to hold redundant content, which can be exploited in the current detection stage.
Therefore, a simple idea is to keep a memory of previous
extracted features and recompute only the ones corresponding
to the region where the object was found in previous frame.
To follow this idea, features from previous and current frame
have to be fused in a synthetic feature map, which is used
to compute the final detection. In this trend, based on the
intuition that human peripheral vision may not add value
while pursuing an object, our approach dynamically reuses
feature context from previously detected frames to increase
efficiency.
From these observations, we propose a simple but effective pipeline for efficient video object detection, illustrated
in Fig. 1. Concretely, we introduce a novel inattentional
framework, where peripheral detection context is dynamically reused to speed up inference latency while maintaining
accuracy. The context features corresponding to keyframes
are fused into a synthetic feature map, which is further refined
2

FIGURE 1. A schematic diagram of the proposed inattentional framework.
The keyframe context is dynamically reused to reduce computation
overhead, and temporal information is propagated by the temporal
aggregator. Grey region in an image frame denotes pixels which are not
being processed for the given frame.

based on its temporal structure. The temporal aggregation
is carried out by a Convolutional Long-Short Term Memory (ConvLSTM) layer, and detections are generated by fusing context from previous frames with the new information of
the current frame. Additionally, we show that the aggregation
of our synthetic feature maps by the ConvLSTM contains
within itself the information necessary to decide when the
peripheral context has to be ignored. We learn an inattentional
policy of when to use the full or synthetic feature map by
formulating the task as a reinforcement learning problem.
In addition, the amount of attention a human observer gives
to an object in a video sequence can be dynamic, modulating the inattentional blindness based on the one individual
intentions. On the side of deep learning, neural networks are
static structures which response commonly remains invariant
during inference. This is due to the fact that during common network training stages, the parameters of a given loss
function are not normally altered, narrowing the behavior of
the network to a unique state of the potential distribution of
loss functions. In this regard, recent advances reveal that a
neural network can be trained not only over a unique loss
function but over a distribution of them, as in You Only
Train Once (YOTO) [35], [36]. Following this direction, the
present work explores the possibility of extending this idea
to the reinforcement learning paradigm, where the standard
policy training involves defining a unique performance metric
[37]–[39]. Under the context of the proposed application,
the behavior of the inattentional policy network has been
extended to dynamically provide different attention ratios,
based on an inattentional parameter, which modulates the
target performance metric on inference time.
While prior works, mostly flow [40]–[47] and recurrent
[43], [48]–[52] methods, also provide approaches for fast
video object detection with fast and slow detection stages,
these approaches are based on processing the full image
VOLUME 8, 2020
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for every frame, incurring in a redundancy of computation
and not exploiting the performance increase when the object
appears reduced in the image. Conversely, our method takes
advantage of the redundancy of context in video frames,
increasing the performance when objects appear small in the
image. Furthermore, approaches based on the reinforcement
learning framework [49], provide policies trained over a
unique performance metric i.e. reward function. Our policy
network has been trained over a distribution of reward functions, providing not only a unique behavior but a distribution
of them on inference time. Our method has been validated
on the Imagenet VID 2015 [53] dataset and on our custom
dataset, which has been made publicly available.
In summary, the contributions of the present work are as
follows:
•

•

•

•

We present a human-inspired inattentional framework
for video object detection, where context features are
dynamically reused in a synthetic feature map in order
to reduce redundant computation, and their outputs are
fused using a recurrent memory module.
We introduce an adaptive inattentional policy where
the decision over the context features computation is
learned with deep reinforcement learning, which leads
to a higher speed-accuracy trade-off.
We demonstrate a successful application of YOTO [35]
to the reinforcement learning paradigm, where a policy
has been trained over a distribution of reward functions. To the authors knowledge, this is the first time
this technique is applied to the reinforcement learning
framework.
The custom dataset used for validation of the framework
has been made publicly available.

The remainder of the paper is organized as follows:
Section III describes our approach and provides a detailed
explanation about the inattentional fundamentals and the
reward-conditional training, explaining the problem formulation and the system architecture. Section IV-B outlines
the carried-out experiments and their corresponding results
and Section V remarks on and discusses the most relevant
experimentation outcomes. Finally, Section VI concludes the
paper and indicates future lines of research.
II. RELATED WORK

This work proposes a video object detection framework and,
to this aim, is aided by techniques of diverse nature, such as
temporal aggregation or keyframe selection methods. As a
consequence, there are several related works that are adjacent
to the case under study.
A. VIDEO POST-PROCESSING METHODS

Early research for extending single-image object detection to
the video domain was commonly focused on the generation
of frame detection tracks, where current detection is linked to
the previous ones in the track. Through these tracks, previous
VOLUME 8, 2020

information is aggregated to improve the current frame object
detection accuracy.
The Seq-nms algorithm proposed in [54] applies dynamic
programming to find tracks and improve the confidence
of weaker detections. Tubelets with Convolutional Neural
Netowrks (TCNN) [55], [56] proposes a pipeline for detection propagation across frames via optical flow, and a tracking
algorithm to refine scoring by finding tubelets. These initial
strategies yielded accountable improvements in performance,
but did not fundamentally change the basic per-frame detection techniques. In our work, we take advantage of the key
idea of aiding current detection with previous detection context to decrease the computation time, while maintaining the
accuracy.
B. FEATURE AGGREGATION OVER TIME

One key aspect which differentiates video from single-image
detection, is the existence of encoded information that
remains low-variant across several video frames. Consequently, there exist inter-frame features which can be aggregated and exploited to improve performance. In this regard,
multiple techniques for stated feature aggregation have been
explored in the literature.
In [40], intermmediate feature maps in a CNN were able to
be temporally propagated across frames by means of optical
flow. The Deep Feature Flow (DFF) framework [40] allows
for feature propagation across multiple frames in order to
compute detections on sparse keyframes, which alleviates
the computational cost. Flow-Guided Feature Aggregation
(FGFA) [41] further explored this idea by warping and averaging features from adjacent frames, which lead to acurracy
improvements. Impression networks [42] provided a computation reduction by combining sparse ‘‘impression features’’,
which stores low-variant and long-term information, with
optical flow and warping aggregation. In [43] an efficient
feature flow aggregation for different keyframe selection
schemes is introduced. The Flow-Track framework [44] combines historical feature flows, warping, consine similarity and
temporal attention for efficient feature aggregation achieving an increased performance. Some techniques, primarily
meant for semantic object segmentation [45]–[47], also utilized warped feature flow maps to aid the final stages of the
segmentation pipeline.
Recurrent architectures, such as Gated Recurrent Units
(GRUs) or LSTM cells, have been integrated to enable the
process of feature aggregation. In [43], a flow-guided GRU
is proposed to effectively aggregate features on keyframes.
Spatial-Temporal Memory Modules (STMMs) [48] were proposed to make better use of single-image detector weights
pre-trained on large scale image datasets. ConvLSTMs variants have been more widely utilized for feature aggregation across frames [49]–[52]. Although ConvLSTM can
fundamentally serve as a memory which is able to store
mid-term information across frames [50], [51], it can be
further extended to aggregate features from different extractors [49] or from an encoding of multiple frames [52].
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Our ConvLSTM memory module is similar to [51], but serves
an additional purpose of fusing features from real and synthetic feature maps, posing an additional challenge.
Furthermore, external memories can benefit the long-term
information storage, which can be useful for feature aggregation in the video domain [57], [58]. Besides, some techniques
integrate detection trackers to exploit temporal information
between keyframe processing [59]–[61]. Other strategies
rely on Locally-Weighted Deformable Neighbors (LWDNs)
[62], Spatio-Temporal Sampling Networks (STSNs) [63],
Motion History Image (MHI) [64], spatially variant
convolutions [65] or cross-correlations [66] for feature
propagation.
C. ADAPTIVE KEYFRAME SELECTION

Multiple approaches interleave processing pipelines with different computational budgets during the execution of the
video object detection, in order to provide both fast and accurate solutions. This procedure commonly involves keyframe
selection, where stated keyframe is processed by a more
expensive but accurate pipeline. Despite keyframe selection
can be carried out naively (i.e. fix rate), providing proper
solutions [40], [43], [66], a more adaptive method for the
case under study is potentially able to improve performance.
For instance, to adapt to video input sources of variable
complexity.
In [61], the optimal combination of detection and tracking
stages is found in an offline trend for a specific video. In [43],
a feature consistency indicator was used in a heuristic rule
to select keyframes. A keyframe selection policy has been
also incorporated to standard supervised learning schemes,
such as the usage of low-level features for predicting rapid
changes in the input [65], increase of complexity [45] or
features quality [42].
Other techniques take advantage of the reinforcement learning framework for adaptive keyframe selection
[47], [49], [60]. A policy-gradient reinforcement-learning
approach [47] makes budget-aware processing by approximating the gradient of a non-decomposable and nondifferentiable objective. In [67], a learned policy is able
to select when to update or to initiate a tracker. In [60],
the reinforcement learning policy is guided to achieve a
proper balance between detection and tracking. In [49] a
light policy is used for balancing the execution pipeline
between an expensive and a cheap feature extractor, achieving better results as compared to a random baseline. Our
keyframe selection strategy has been inspired by the adaptive
keyframe selection method found in [49]. In this direction, an adaptive selection policy has been learned within
the reinforcement learning framework in order to select
between real and synthetic feature maps (expensive and
cheap pipeline, respectively) for detection. Furthermore, our
complete policy has been trained over a distribution of reward
functions, instead of a unique and constrained reward function, achieving proper performance throughout the whole
domain.
4

D. SINGLE-IMAGE RoI SELECTION METHODS

A feed of video images opens the possibility of a potential
increment of efficiency due to information redundancy across
frames. Nevertheless, within the single-image context, there
also exist regions which do not contain useful information
to be exploited during the object detection task. In this
regard, a notable amount of techniques have been explored
in the literature. Stated strategies primarily aim at reducing
the amount of information processed in an single image by
selecting Regions of Interest (RoIs).
The generation of saliency maps can help during the RoI
selection procedure. In the context of classical computer
vision, log-spectrum [68], as well as a combination of image
filters [69] (color, intensity, and orientation filters, among
others) have been utilized for saliency computation. Additionally, RoI selection can be automated with standard supervised learning techniques. AutoFocus [70] forwards the full
image through a cheap network to generate ‘‘chips’’ which
are further processed in higher resolutions. In [71], a cropped
image and its context is used in order to improve small object
detection. AZ-Net [72] method zooms recursively into RoIs,
which are likely to contain objects. In [73], RoIs are generated
throughout an iterative process by the network, and a voting
process is carried out to select the final regression. In [74],
semantic and context information is used to find RoIs.
On the other hand, reinforcement learning has been notably
applied to the problem of RoI selection. Dynamic zoom-in
network [9] inputs a full low-resolution image and uses a
reinforcement learning policy to select RoI to be further fine
processed. In [75], an LSTM-based model is trained with
reinforcement learning to give attention to certain RoI of the
image in order to find small objects. In [76], [77], a reinforcement learning based sliding window approach finds an object
in a few steps. Reinforcement learning based Region Proposal
Network (RPN) [10] has also been explored to increase its
efficiency of computation. In [78], [79], an agent selects the
regions of the image which need to be processed at higher resolution or by a finer detector to reduce computation. In [80]
RoIs are effectively selected based on the interdependence of
objects with tree-structured reinforcement learning. In this
work, RoIs are strongly related to the previous keyframe
detection at a certain instant of time. Also, RoI size decision
is based on the state of our ConvLSTM, being potentially
assisted by the context of previous detected object in the
sequence.
III. THE INATTENTIONAL FRAMEWORK

In this section, the proposed framework is described. First,
the inattentional fundamentals are explained. Then, the adaptive inattentional policy as well as the reward-conditional
training procedure are described in detail. The nomenclature
and abbreviations used in the description of the inattentional
framework are summarized in Table 1.
A. INATTENTIONAL FUNDAMENTALS

Following the intuition provided by the inattentional blindness phenomenon [32], our solution is approached as a
VOLUME 8, 2020
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FIGURE 2. Structure of the extended data augmentation technique. The architecture shown corresponds to MobileNetV1 feature extractor. The
receptive field in a deep layer of a standard CNN is usually a notable region of the input image. In order to further reduce the computation overhead,
image crops Ik∗ have not been selected to match the required receptive field. To tackle this issue, the resulting feature maps Ck have been included in
the augmented training data for generality of the temporal aggregator.

TABLE 1. Table of abbreviations and nomenclature in the context of the
proposed inattentional framework.

dynamic context reuse across an image sequence V =
{I0 , I1 , I2 , . . . , In }. Indeed, the phenomenon of momentarily
ignoring context, while detecting an object, can be effectively
reformulated as a context reuse, since reusing previous context is equivalent to avoiding current context computation.
Besides, our framework is restricted to the online setting
where only {I0 , I1 , . . . , Ik } are available during the computation of the k-th detection.
In order to materialize this concept into the deep learning
paradigm, four main components have been defined in the
present framework: a feature extractor f, a context aggregator
c, a temporal aggregator a and a detector d. The context
is defined as a subset of the feature maps generated by the
feature extractor f on a keyframe k. In this direction, our
approach interleaves full keyframe computation and partial
frame (inattentional frame) computation with context aggregation (see Fig. 2 and Fig. 3) to provide an intermmediate
representation. The frame-level features are then temporally
aggregated and refined using a recurrent architecture. Finally,
an SSD-style [17] detection pipeline is applied on the refined
feature map to obtain bounding box results.
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FIGURE 3. A block diagram of our adaptive keyframe selection technique
with all the components of the inattentional framework included, where f
stands for feature extractor, c is the context aggregator, a depicts the
temporal aggregator and d represents the detector. For clarity, coloured
blocks correspond to tensors and grey blocks correspond to components
of the system. The length of the tensor denotes time consumption but it
is not to scale. The context of a keyframe Fkc is not being modified
throughout the pipeline of context aggregators.

Each step of the processing pipeline can be defined as a
function mapping. The feature extractor f: RI → RF , maps
the image space into an encoded feature space RF . The context aggregator c: RF ×RF → RC optionally composes a synthetic feature map Ck , based on previous keyframe context Fkc
and current reduced feature map Fk∗ . The temporal aggregator
a: RF × RS → RA × RS or RC × RS → RA × RS , refines the
generated feature map (either full RF or synthetic RC ) based
on previous temporal information cues, compute its state RS
5
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and outputs an updated feature space RA . The SSD detector
d: RA → RD , maps the aggregated feature space into final
detection predictions. In order to obtain detections Dk , one
may compute Ak by a(f(Ik ), sk−1 ) or a(c(f(Ik∗ ), Fkc ), sk−1 ),
where sk−1 is the previous frame state and, Ik and Ik∗ are the
full image or cropped image for the k-th frame, respectively.
The final detections Dk are obtained as Dk = d(Ak ).
The context aggregator c is a key component in the inattentional framework, as it is in charge of reusing context from
previous keyframes, in order to provide a more efficient performance while reducing computation overhead. Specifically,
reusing context requires fusing the current feature map Fk∗
with the context feature map Fkc . Since the context is related
to the object in the image space, one simple approach for
fusing feature maps is to calculate the precise position of
a feature map corresponding to an image crop Ik∗ inside a
context feature map Fkc corresponding to a full keyframe Ik−n .
Furthermore, in order to precisely select the context crop in
the image space (image crop Ik∗ ), previous detection Dk−1
and the particular receptive field of Fk have to be taken into
consideration. However, the receptive field of a given layer
unit is crucial to generate a feature map Fk∗ which can be
directly placed (without distortion) in the context feature map
Fkc . In this respect, it is important to highlight that the receptive field size of a deep layer in a neural network normally
covers a notable percentage of the input image (the receptive
field size of the final layer increases with the depth and the
striding of the network). At this point, a trade-off, between the
image crop Ik∗ size and the computation overhead stands out,
since in order to account the full size of the receptive field, the
image crop can be increased for a certain object, incurring in
more computation overhead, and vice versa.
As the present framework targets computation efficiency,
the amount of aggregated context has to be maximized in
order to reduce the computation overhead. This fact leads
to the generation of image crops Ik∗ with a small size which
may not be matching the required receptive field for the
feature map Fk (see Fig. 2). In this scenario, the aggregated
feature map Ck can exhibit artifacts around the area where
Fk∗ was placed, resulting in a lower accuracy of the complete
approach. To tackle this issue, the temporal aggregator a has
been also trained to adapt RC → RF domains via extended
feature map augmentation during training. Thus, the temporal
aggregator has been trained with augmented data which aids
the detection with synthetic feature maps (refer to Training
Methodology in Section IV-A). In this context, the temporal
aggregator not only aggregates temporal video information,
but also refines feature maps from different nature (full and
synthetic).

complexity of the input as information sources. In this regard,
a variable amount of inattention can be provided to the context, based on the uncertainty of past detections and the object
dynamism in a given sequence. Accordingly, a novel adaptive
inattentional policy has been proposed, using formulation of
the reinforcement learning paradigm.
In reinforcement learning, an agent interacts with an environment, seeking to find the maximum accumulated reward
over time. To formulate the reinforcement learning problem,
it is necessary to define an action space A, a state space S,
and a reward function r. In the proposed inattentional framework, the inattentional policy has the ability of executing two
actions: it can decide whether to execute the full expensive
pipeline or, on the contrary, to select the faster context
aggregation pipeline (with the potential loss on accuracy).
In this regard, the discrete action space A is defined as A = a
with a ∈ {0, 1}.
Additionally, our proposed policy is meant to examine the
temporal aggregator state in order to find insights about the
uncertainty of the detection, as well as about abrupt context
changes in order to perform the best possible action, leading
to an optimum policy π ∗ (st |θ). Following this idea, the state
space S is defined as
S = (ck , hk , ck − ck−1 , hk − hk−1 , ρk , bk−1 , ψ)

(1)

where ck and ck−1 are the current and previous ConvLSTM
cell states, respectively; hk and hk−1 are the current and
previous ConvLSTM hidden states, respectively; ρk is an
action history vector and has been empirically found to work
properly with size 20, bk−1 is the normalized previous Ik∗ RoI
(it is the normalized full image RoI if previous frame was
a keyframe), and ψ is the inattentional factor. The inclusion
of (ck − ck−1 ) and (hk − hk−1 ) helps detecting changes in
the temporal aggregator state. Also, ρk and bk−1 make the
agent aware of its previous actions and context size, in order
to avoid excessively running the context aggregation pipeline.
The size of the state with the current architecture is 102,425
continuous variables.
The reward function r is a crucial component in the reinforcement learning framework. Indeed, it can either speed up
training or, conversely, a naive design can completely prevent
the agent from learning. Our reward must reflect the intention
of finding balance between running the context aggregation
pipeline as much as possible while maintaining accuracy.
In this work, the reward function has been adapted from [49]
as

min (L(Di )) − L(D0 )
a=0
i
r=
(2)
ψ + min (L(Di )) − L(D1 ) a = 1
i

B. ADAPTIVE INATTENTIONAL POLICY

Although context aggregation at random intervals is able
to provide competitive results in terms of latency reduction
while maintaining accuracy (refer to Section IV-B), a natural question is whether an adaptive policy can improve
these results by using the state of the system as well as the
6

D0

D1

where
and
are the detection results through the
expensive pipeline (full image) and cheap pipeline (context
aggregation), respectively; L(·) is the Multibox loss [81]
computation and ψ corresponds to the inattentional factor.
The inattentional factor ψ is an important component of the
reward function. It is a scalar value which can potentially
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encourage the agent taking the cheap pipeline, even when its
cost remains higher. The definition of the ψ value is decisive
for the final behavior of the agent.
C. REWARD-CONDITIONAL TRAINING

Conventional methods for training machine learning algorithms define one or more differentiable cost functions to
perform the gradient propagation to the input(s). Typically,
cost functions include static parameters which are able to
modulate training and/or inference performance, leading to
a static behavior of the network at inference time. Stated cost
function parameters can be tuned based on experience, trialand-error, grid search or more advanced methods. However,
recent techniques have revealed a convolutional network can
be trained over the whole distribution of parameterized cost
functions, as shown in (3), enabling the possibility of conditioning the network on a subset of parameters at inference
time (YOTO [35]).
θ ∗ = arg min
θ

n
X

L(yi , F(xi , θ, λi ), λi ),

λi ∼ Pλ

(3)

i=1

where L represent one of the n cost functions, λi are the cost
function(s) parameters and θ the model parameters. Also,
in [35], Feature-wise Linear Modulation (FiLM) [36] is used
to condition the network on the loss parameters. This technique has been applied in [35] to fully convolutional models
in a supervised and semi-supervised trend, e.g. β-variational
autoencoder, image compression and style transfer.
In this work, we extend the loss-conditional training framework [35] by proposing a novel reward-conditional training, under the reinforcement learning formulation. As in
the supervised or semi-supervised case, a common agent
in reinforcement learning is trained over a parameterized
performance function, in this case a reward function, which
has to be properly adjusted to encourage the desired behavior.
Once the reward function and its parameters are defined, the
agent behavior converges to a subset of possible behaviors
within the distribution of the reward function parameters.
Instead of defining a unique parameterized reward function,
we propose to condition the network policy π ∗ (st |θ, λi ) on
the whole distribution of parameterized reward functions,
as in (4) and (5).
π ∗ (st |θ, λi ) = arg max Q(st , at |θ, λi ),
at ∈A

Q(st , at |θ, λi ) = Eπ [Rt (λi )]
∞
X
= Eπ [
γrk r(λi )t+k+1 ]

λi ∼ Pλ

(4)

(5)

k=0

where θ corresponds to the model function parameters, λi are
the reward-conditional parameters, γr is the discount factor
and r(λi ) denotes the distribution of conditioned reward functions.
For the case under study, our reward function is composed
of one important parameter ψ = λ0 , which balances the
amount of accuracy an agent is able to sacrifice when running
VOLUME 8, 2020

FIGURE 4. The architecture of the inattentional policy network. The state
tensors have been depicted in dark blue, as well as the λ0
reward-conditional parameter. Part of the state (ρ and b) is being
appended in the last fully connected layer of the network. The
reward-conditional parameter has been integrated by applying FiLM
technique to the tensors represented in dark green.

both expensive and cheap pipelines. λ0 has been selected as
the reward-conditional parameter. Analogously to the reward
expression shown in (2), the formulation of the final conditioned reward function is illustrated in (6) for clarity.

min (L(Di )) − L(D0 )
a=0
i
r(λ0 ) =
(6)
i
1
λ0 + min (L(D )) − L(D ) a = 1
i

where λ0 ∼ Pλ and Pλ denotes a log uniform distribution of
probability with λ0 ∈ [0, 2].
In our experiments, the policy π(st |θ, λ0 ) is built on a light
convolutional backbone and two Fully Connected Models
(FCMs), which output both the action and the value (see
Fig. 4). To condition the network on the reward parameters,
we use FiLM. We have selected the convolutional layers and
one fully-connected layer to be conditioned by λ0 . Assume
a given feature map f of dimensions W × H × C, with W
and H corresponding to the spatial dimensions and C to the
channels. The scalar value λ0 is fed to two FCMs, Mσ and
Mµ , to generate two vectors, σ and µ of dimensionality C
each. We then multiply the feature map channel-wise by σ
and add µ to get the transformed feature map f̂, as in (7).
fˆijk = σk ◦ fijk + µk

(7)

where σ = Mσ (λ0 ) and µ = Mµ (λ0 ), and ijk correspond to
the feature location within the W × H × C scope. Following
this technique, the policy can be fully learned and conditioned
with λ0 at inference time, providing different attention ratios
while maintaining accuracy. The reward-conditional training
framework has been validated for the challenging application
under study. However, a complete analysis and validation of
the reward-conditional framework is out of the scope of this
work and have been proposed for future work.
D. SYSTEM ARCHITECTURE

The architecture of the system is designed with the aim
of maximizing the computation efficiency. MobileNetV1
[16] and MobileNetV2 [17] architectures have been utilized as feature extractors f or backbones. MobileNetV1
and MobileNetV2 backbones have been slightly modified,
7
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to standardize their output size, with respect to the feature
aggregator input size. The conv14 layer in MobileNetV1 has
been removed. In MobileNetV2, the stride has been set to 1 in
the 6-th bottleneck layer, and the number of channels has
been reduced to 512 in the last conv layer (prior to the classification stage in the original model). For both backbones,
a depth-multiplier α = 1.0 has been selected for experimentation, which allows for a baseline model capacity to
extract representative features in the context of the presented
datasets. With proper model capacity, the models are less
biased, and the performance of our additional adaptive policy,
whose primary inputs are the stated extracted features, can be
adequately validated. Nevertheless, our framework provides
sufficient generality to use arbitrary feature extractor designs
(α > 0, ResNet variants [82], etc.). The receptive field size
of MobileNetV1 and MobileNetV2 for the last layer in each
feature extractor is 219 px × 219 px and 395 px × 395 px,
respectively.
The feature aggregator a is composed of a ConvLSTM
cell, which is in charge of aggregating both time and spatial features. The ConvLSTM cell has been implemented as
in [50]. The bottleneck design of the ConvLSTM and its
depth-wise separable convolutions reduce the computational
costs. This fact is crucial, since the temporal aggregator has
to be executed for every frame of the sequence. The size
of the hidden and cell states of the ConvLSTM have been
adapted based on the input image size. For the detector d,
an SSDLite architecture [17] has been adopted, with separable convolutions and depth-wise channel size in all layers.
Finally, the policy network π(st |θ, λ0 ) has been trained with
Proximal Policy Optimization (PPO) [37] algorithm, which
is an actor-critic algorithm. The architecture has been shown
in Table 2, without accounting the extra FCMs required for
the reward-conditional training for clarity. The FCMs corresponding to the reward-conditional training are shallow
fully-connected models with one hidden layer each (varying from 128 to 512 units) and one output layer (varying
from 64 to 512 units). The layers corresponding to the value
network, which shares weights with the policy network, have
been also represented in Table 2.
IV. EXPERIMENTS AND RESULTS

In the following section, the proposed inattentional framework has been thoroughly tested and validated. The training
methodology section describes the staged training procedure
for the presented system. The results section shows the experimentation outcome corresponding to every component of our
system in a wide variety of scenarios. Finally, the discussion
section interrelates the results to extract insights on our framework design.
A. TRAINING METHODOLOGY

As explained in previous sections, the proposed system is
composed of several components. In this context, the training
is divided into three phases: feature extractor (and detector),
temporal aggregator (and detector) and adaptive inattentional
8

TABLE 2. The proposed policy network architecture. For clarity, the layers
corresponding to the reward-conditional training FCMs have not been
included. The layers from conv1 to fc1 are shared layers between the
policy and the value models. The fully connected layers are relative to a
320 × 320 input image resolution.

policy training. Although the complete system can potentially be trained end-to-end, we approached a staged training
pipeline in order to avoid convergence issues. The feature
extractor, the temporal aggregator and detector have been
trained in PyTorch [83], while the adaptive inattentional policy has been trained in Tensorflow [84]. The GPU used for
training has been an Nvidia GeForce RTX 2080 Ti. All the
models have been trained on a subset of 260,844 images from
Imagenet VID 2015 dataset [53] and on 29,500 images from a
custom Multirotor Aerial Vehicles VID1 (MAV-VID) dataset,
which has been made publicly available (validation sets are
composed of 3,139 and 10,732 images, respectively). The
Imagenet VID 2015 dataset has been reduced by selecting the
7-th smallest classes in terms of bounding boxes area (varying
from 18% to 30% of the full-size image). The resulting experiments provide the generality of the public Imagenet dataset,
and additionally represent the ultimate goal of the proposed
framework, which is reusing context features when images
context is notable across frames. Furthermore, our custom
MAV-VID dataset constitutes the target application domain
for the case under study, where the object to be detected
appears normally small-sized in the image plane, such as the
case of flying multirotor vehicles.
1) FEATURE EXTRACTOR

In the first stage, the feature extractor has been trained in
conjunction with the SSD detector header, in order to extract
robust features to be used by the following stages. Random single images from the video sequences and a batch
of 16 images have been used. Adam has been selected as
the optimizer, with a learning rate of 10-4 . We use an input
resolution of 320 × 320 and reduce on plateau learning rate
scheduler. We include hard negative mining and data augmentation as described in [81]. The original hard negative mining
approach has been adjusted by allowing a ratio of 10 negative
examples for each positive while scaling each negative loss by
1 https://www.kaggle.com/alejodosr/multirotor-aerial-vehicle-vidmavvid-dataset
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0.3. The validation phase is carried out through the whole set
of validation sequences of the datasets.
2) TEMPORAL AGGREGATOR

In the second stage, the feature extractor weights have been
frozen during training. For MobileNetV1, the conv14 layer
has been removed in order to inject the ConvLSTM layer.
Again, the temporal aggregator is trained along with the
SSD detection headers. We sample random sequences (of 10
frames each) from the training set for training. We unroll
the LSTM to 10 frames in which we apply the same data
augmentation techniques as in previous stage. The same
data augmentation transformation is applied to every frame
of each sequence in order to avoid missing the correlation
between consecutive frames. We use a batch of 50 sequences
and an image input size of 320 × 320.
Additionally, an extended data augmentation technique has
been included to account for the structure of the synthetic
feature maps. As explained in Section III-A, due to the procedure of context reuse, where a reduced feature map is placed
in a context feature map, artifacts can appear close to the
placement volume. In order to tackle this effect, during training, the feature map which results from the feature extraction
stage is randomly modified with the ground-truth context of
previous frame. We set a 0.01 probability for a feature map
to be modified by this technique. Adam optimizer has been
utilized with a learning rate of 10−4 and reduce on plateau
learning rate scheduler. The validation is carried out through
the validation sequences in each dataset.
3) ADAPTIVE INATTENTIONAL POLICY

The adaptive inattetional policy has been trained using PPO
algorithm. PPO is a sample-efficient and actor-critic deep
reinforcement learning algorithm. A clip range of 0.1, trajectories of 128 steps and minibatches of 4 elements have
been utilized. The policy network has been trained with Adam
and a learning rate of 2.5 · 10−4 (refer to the code repository
Supplementary Material section for remaining hyperparameters definition). The observation state has been normalized
in the environment based on its mean and variance through
time (at a certain number of steps, normalization parameters
calculation is stopped). The reward has not been normalized,
since its original design is meant for relative performance
signaling. λ0 parameter has been sampled from a log-uniform
distribution every 10 sequences. Training has been carried out
with the validation set of each dataset. In order to provide
enough variability and avoid overfitting, a random transform
as in [81] has been applied to every sequence. During testing,
the random transform is not applied to allow for comparison.
B. RESULTS

For all results, the standard Imagenet VID accuracy metric
is reported, mean Average Precision mAP@0.5 IOU. The
latency of the networks in milliseconds (ms) and the average
Frames per Second (FPS) of the complete approach is provided. The number of parameters is reported as benchmarks
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for efficiency. Also, the power consumption in Watts (W)
and the energy efficiency in FPS/W are included for every
experiment, as reported in [11]–[13].
The validation tests have been performed in two different GPUs, an Nvidia GeForce RTX 2080 Ti desktop GPU
and an Nvidia Volta embedded GPU inside an Nvidia Jetson AGX Xavier platform. Also, since the latency reduction greatly stands out when the parallelization capacity is
decreased, such as the case of desktop and embedded CPUs,
the proposed system has been further tested and validated
in an Intel Core i7-9700K@3.60GHz desktop CPU and a
ARMv8.2@1.377GHz embedded CPU. All the tests have
been performed in Python 3.6 and Ubuntu 18.04 operating
system. The code has been made publicly available (see
Supplementary Material).
In Table 3 and Table 4, the results corresponding
to MobileNetV1 feature extractor for both Imagenet
VID 2015 and MAV-VID dataset are shown. In addition, in Table 5 and Table 6, the results corresponding to MobileNetV2 feature extractor for both Imagenet
VID 2015 and MAV-VID dataset are also depicted.
In order to further validate the performance of the proposed inattentional policy, a comparison with a random baseline for a wide variety of scenarios has been carried out.
In Fig. 5 the trade-off between the number of inattentional
frames executed and the resulting mAP is illustrated for
both datasets and feature extractors. For every value of the
reward-conditional parameter λ0 , there is an overall percentage of inattentional frames executed. In order to be able to
compare it to a random baseline, a random policy has been
executed the same exact amount of inattentional frames. Also,
the original mAP (with no inattentional frames involved) is
included. Every test has been performed 5 times each, for both
policies, and the average results have been plotted.
Finally, four application cases have been illustrated in
Fig. 6. Two complex scenarios, due to object high-motion
speed within the image plane or environmental complexity
(camera pointing to the sun); and two simple (or static) scenarios, where the object stays almost static within the image
plane, have been additionally depicted.

V. DISCUSSION

The thorough testing and validation of the proposed inattentional system describes a proper framework to adaptively
reduce computation overhead in the context of video object
detection. A wide variety of scenarios have been tested for
two feature extractors (MobileNetV1 and MobileNetV2) and
two datasets (Imagenet VID 2015 and MAV-VID). Regarding
Table 3, 4, 5 and 6, both architectures provide state-of-the-art
mAP@0.5IOU in the Imagenet VID 2015 dataset, resulting
in 0.5236 and 0.4924 for MobileNetV1 and MobileNetV2
feature extractors, respectively. Also, the mAP results in
our custom MAV-VID dataset are notable, with 0.9398 and
0.9453 for MobileNetV1 and MobileNetV2 feature extractors, respectively. MobileNetV1 provided higher mAP in
9
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TABLE 3. Results using the MobileNetV1 feature extractor on the ImageNet VID 2015 dataset. The mean Average Precision (mAP), KeyFrame (KF) and
Inattentional Frame (IF) latency, as well as the average runtime FPS are provided. Also, the number of parameters of the models has been included. The
FPS ratio with respect to the base FPS value (without the inattentional policy) has been also included for clarity. Additionally, power consumption and
energy efficiency have been provided for every experiment.

TABLE 4. Results using the MobileNetV1 feature extractor on the MAV-VID dataset. The mean Average Precision (mAP), KeyFrame (KF) and Inattentional
Frame (IF) latency, as well as the average runtime FPS are provided. The FPS ratio with respect to the base FPS value (without the inattentional policy) has
been also included for clarity. Additionally, power consumption and energy efficiency have been provided for every experiment.

Imagenet VID 2015 dataset, whereas MobileNetV2 yielded
higher mAP in the MAV-VID dataset.
The mAP gets reduced when the reward-conditional
parameter λ0 increases, since the policy is encouraged to
execute more inattentional frames at the cost of accuracy.
Nevertheless, it maintains competitive values throughout the
whole range, with a minimum accuracy of 0.4373 and 0.8403
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for Imagenet VID 2015 and MAV-VID dataset, respectively.
As shown in Table 5 and 6, MobileNetV2-ConvLSTMSSDLite has remained as the model with lower mAP
degradation.
The proposed inattentional framework has achieved a
considerable latency reduction, increasing the runtime FPS
in every platform tested, with minimal accuracy drop.
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TABLE 5. Results using the MobileNetV2 feature extractor on the ImageNet VID 2015 dataset. The mean Average Precision (mAP), KeyFrame (KF) and
Inattentional Frame (IF) latency, as well as the average runtime FPS are provided. Also, the number of parameters of the models has been included. The
FPS ratio with respect to the base FPS value (without the inattentional policy) has been also included for clarity. Additionally, power consumption and
energy efficiency have been provided for every experiment.

TABLE 6. Results using the MobileNetV2 feature extractor on the MAV-VID dataset. The mean Average Precision (mAP), KeyFrame (KF) and Inattentional
Frame (IF) latency, as well as the average runtime FPS are provided. The FPS ratio with respect to the base FPS value (without the inattentional policy) has
been also included for clarity. Additionally, power consumption and energy efficiency have been provided for every experiment.

Nevertheless, the amount of computation reduction is highly
dependent on the platform where the system is executed,
as well as on the average object size within the image plane.
Considering the GPU platforms, with a higher parallelization capacity, the average FPS increase ratio has ranged
from 1.0 to 1.14 for MobileNetV1 and from 1.0 to 1.07
VOLUME 8, 2020

for MobileNetV2. However, regarding the CPU platforms,
where the parallelization capacity is limited, the average FPS
increase ratio has ranged from 1.0 to 2.09 for MobileNetV1
and from 1.0 to 2.06 for MobileNetV2. These results lead
to an average FPS on the desktop CPU platform of 37.73,
which is in the order of magnitude of the base runtime
11

A. Rodriguez-Ramos et al.: Adaptive Inattentional Framework for Video Object Detection With Reward-Conditional Training

FIGURE 5. Representation of the trade-off between the mAP and the percentage of inattentional frames executed. Four
cases with two feature extractors (MobileNetV1 and MobileNetV2) and two datasets (Imagenet VID 2015 and MAV-VID)
have been evaluated. The random baseline policy is depicted in pale blue (circles) and the proposed inattentional policy
in pale green (triangles). The original mAP (with no inattentional frames involved) is represented with a grey dashed line.
The inattentional policy predominates allover the tests, resulting in a higher mAP for every percentage of inattentional
frames. Also, the inattentional policy incurs less accuracy degradation even at extreme ratios of inattentional frames,
suggesting that our method is superior at capturing the temporal dynamics inherent to videos. Every test has been
performed 5 times each, for both policies, and the average results have been plotted.

FPS on the desktop GPU platform of 51.91, at the cost
of 0.086 mAP reduction, for MobileNetV1 in Imagenet
VID 2015 dataset. The maximum FPS increase ratio has
been 2.09 for MobileNetV1 on the desktop CPU, achieving
a runtime FPS of 24.39 at the cost of 0.09 mAP reduction,
in MAV-VID dataset (where the object size is on average
smaller in the image plane). These results suggest that the
inattentional framework is able to increase computation efficiency when the effective parallelization capacity is limited. The effective parallelization capacity is influenced by
several variables and it is relative to the input images, the
model size and the platform specifications. Qualitatively,
parallelization is low in average CPUs, in applications where
the input images are at high resolution or in applications
where the models have notably more parameters than our
MobileNetV1/V2-ConvLSTM-SSDLite models. These facts
yield to an open field of research, where the proposed inattentional framework can be applied. Nevertheless, such extensive study is out of the scope of the present work.
Regarding power consumption and energy efficiency,
the proposed inattentional framework provides proper
results in terms of both global power consumption and
energy efficiency increase. Power consumption is notably
higher in desktop GPU/CPUs, with on average 35× more
power consumption than the embedded Xavier platform.
The lowest energy consumption has been 2.87 W for
MobileNetV1-ConvLSTM-SSDLite base model (no inattentional policy) in Imagenet VID 2015 dataset. Energy efficiency varies across platforms, being the GPUs more energy
12

efficient due to their parallelization capabilities. The maximum energy efficiency has resulted in 3.19 FPS/W (1.12×)
for MobileNetV1 on the Xavier GPU, achieving a runtime
FPS of 13.37 at the cost of 4.19 W, in MAV-VID dataset. It has
to be noted that, regarding relative energy efficiency increase
with respect to the base energy efficiency (no inattentional
frames), the results follows approximately the same ratios as
in the FPS case, resulting in a maximum energy efficiency
increase of 2.09× for MobileNetV1 on the desktop CPU, and
achieving a runtime FPS of 24.39 at the cost of 0.09 mAP
reduction, in MAV-VID dataset.
Considering Fig. 5, in comparison to the random baseline, our inattentional policy predominates allover the tests,
providing a higher mAP for every percentage of inattentional frames executed. Furthermore, our inattentional policy
shows lower mAP degradation even at extreme percentage
of inattentional frames, suggesting that our method is superior at capturing the temporal dynamics inherent to videos.
The highest mAP distance to the random baseline has been
provided by the MobileNetV1-ConvLSTM-SSDLite in the
Imagenet VID 2015 dataset, with a distance of 0.4 in mAP
at 92% of inattentional frames executed. Another emergent
property is that, for the case of MobileNetV1 in Imagenet
VID 2015 dataset, the inattentional policy is able to match
the original mAP even when executing a 40% of inattentional
frames, which suggests there is a redundancy of information
that does not add value to the final accuracy. In addition,
thanks to our novel reward-conditional training scheme,
the policy can be conditioned at inference time, providing
VOLUME 8, 2020
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FIGURE 6. Images corresponding to four different scenarios for both datasets. Every image example has been processed by
MobileNetV1-ConvLSTM-SSDLite [λ0 = 1.2] model (MobileNetV2-ConvLSTM-SSDLite provides a similar behavior). Shaded regions correspond to
non-processed pixels. (a)-(b) and (c)-(d) image examples correspond to Imagenet VID 2015 and MAV-VID dataset, respectively. (a) and (c) show
complex detection examples, corresponding to an object with high-motion speed within the image plane, and to an increased environmental
complexity (camera pointing to the sun), respectively. In this context, the inattentional policy executes a lower percentage of inattentional frames.
(b) and (d) illustrate objects which remain more static throughout the sequence. In this scenario, the number of inattentional frames is higher.

promising results in a wide variety of sequences with varying
backgrounds, changes in illumination, object size, etc. and
allowing for real-time performance modulation in the context
of the required application (see supplementary video2 ).
Finally, at the cost of 2.2M parameters, a learned inattentional policy can provide adaptiveness to the video dynamics,
as shown in Fig. 6. In this figure, two complex and two simple
scenarios, in terms of detection difficultness, are illustrated.
In the complex scenarios, where the object is moving fast
within the image plane, or there are ambient conditions which
difficult detection, the inattentional policy performs a higher
rate of full keyframes in order to maintain the detection
accuracy of the object through the sequence. Nevertheless,
when the scenarios are simpler, such as the case an object with
slow motion in the image plane, the inattentional policy tends
to neglect context to speedup computation, without missing
accuracy. This adaptive behavior can be very promising in a
wide variety of video object detection applications.
VI. CONCLUSION

In this work, the inattentional framework has been studied.
The presented framework aims at reducing the computation
overhead, in the frame of video object detection, by reusing
redundant context in video images. An inattentional policy
has been learned, under the reinforcement learning paradigm,
to select the amount of frames where the context is reused.
2 https://vimeo.com/426725929
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Furthermore, a novel reward-conditional training has been
presented, where a policy can be trained on a distribution
of reward functions and conditioned on one unique function
at inference time. The inattentional framework provided an
average latency reduction in CPUs up to 2.09 times the original latency, and obtaining FPS rates similar to their equivalent
GPU platform, at the cost of a mAP reduction of 1.11 times.
This study could be extended by evaluating the inattentional framework in other scenarios of low parallelization
capacity, such as the case of high resolution input images or
mobile devices. Also, optimization techniques and shallower
architectures can be further applied, such as half-precision
inference, quantization or MobileNets with α < 1. Regarding the reward-conditional training, a complete study of this
method with a diverse set of reward functions and reinforcement learning algorithms has been left as future work.
SUPPLEMENTARY MATERIAL

The code has been made publicly available at https://
github.com/alejodosr/adaptive-inattention. Also, a short
video demonstration can be found at https://vimeo.com/
426725929. The MAV-VID dataset can be downloaded at
https://www.kaggle.com/alejodosr/multirotoraerial-vehiclevid-mavvid-dataset.
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Appendix

A

International Competitions
Competition results pose an important complementary contribution of the present dissertation. The research and development for the eventual participation in several competitions
have led to an enormous knowledge acquired and an outstanding outcome, which has fed
other lines of research and industrial projects. In this regard, the present appendix presents
a brief explanation of the most relevant results from the competitions which the author
of the present doctoral thesis has contributed to.

In this dissertation, the competition

results are considered to achieve TRL-6, since the whole stack of hardware and software
technologies has been tested in a real relevant environment, which is the competition eld.

A.1

2020 Mohamed Bin Zayed International Robotics Competition (MBZIRC)

The 2020 Mohamed Bin Zayed International Robotics Competition (MBZIRC) has taken
place in Abu Dhabi, United Arab Emirates (UAE), and was composed of four challenges:
Challenge 1, 2, 3, and the Grand Challenge. The team, which the author of the present
dissertation has been part of as the main lead role, participated in Challenge 1 and got
classied for Grand Challenge.
Challenge 1 consisted of an autonomous ball catching from a non-cooperative UAV
which was moving at high-speeds. The ball was tethered to the target UAV, which was
performing a 2D lemniscate trajectory within a tilted plane. Additionally, a complementary
task was proposed where the UAV was required to burst balloons which were tethered to
the ground. The complete task was challenging since it involved complex hardware and
software development, testing, and validation.
Hence, a complete hardware and software stack was designed and implemented for the
challenge. The base UAV platform was DJI Matrice 210 V2 RTK. The UAV was provided
with several sensory components, such as GPS, Real-Time Kinematic (RTK), two IMUs,
a Zenmuze X3s camera gimbal, two VGA stereo pairs, and one top-looking wide-angular
camera.

Additionally, a complete gripper was designed and integrated to autonomously

catch a tethered object at high-speeds. In Fig. A.1a the complete UAV and its hardware
components have been illustrated.

Also, in Fig.

A.1b, the CAD model of the designed
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e.

a.

b.

c.
d.

(a)

(b)

Figure A.1: (a) Designed UAV platform with hardware components highlighted. (b) Gripper CAD model.

(a)

(b)

(c)

(d)

(e)

(f)

Figure A.2: Results from an autonomous grasping maneuver test in an outdoor experimentation environment. (a)(c)(e) Sequence view of the aerial vehicle grasping maneuver.
(b)(d)(f ) Images from the on-board camera used for detection of the target UAV and ball.

gripper has been depicted.
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(b)

Figure A.3: (a) (b) UAV in the real competition environment.

Several simulated and real-ight experiments have been carried out in order to validate
the approach in a representative outdoor environment. Among other results, in Fig. A.2,
a successful autonomous grasping maneuver has been represented. The UAV was required
to perform the full mission which involved search, follow, approach, and grasp maneuvers.
The complete hardware and software stack was developed, leading to outstanding results
in the real competition environment.

In Fig.

A.3, the proposed UAV within the real

rd position for the

competition environment has been illustrated. The team ended up in 3

1
Grand Challenge , which is a parallel combination of the three proposed challenges. A
2
video of the competition has been provided .

A.2

2018 IROS Autonomous Drone Race (IROS ADR) Competition

The 2018 International Conference on Intelligent Robots and Systems (IROS) Autonomous
Drone Race (ADR) has taken place in Madrid, Spain, and was composed of one challenge:
an autonomous race through dierent gates. The team, which the author of the present
dissertation has been part of as a co-leader role, participated in the stated competition.
The challenge consisted of several gates which the UAVs were required to cross in the
shortest possible time.

For this particular competition, the available time and human

resources were limited.

In this context, a simple approach with a consumer multirotor

(Parrot Bebop 2) was designed. Indeed, the whole approach was computed on-board with
an Intel Up-Board and the algorithms developed were completely vision-based (see Fig.
A.4).
Thus, numerous amount of experiments were performed in both simulated and realight environments. In Fig. A.5a, a simulated replica of the competitive environment has
been generated. In Fig. A.5b, a real replica of the environment was built in a controlled
laboratory area. The thorough experimentation provided successful results in the laboratory environment. However, the performance in the competition was poor, ending up in

th position3 .

7

1 https://www.mbzirc.com/winning-teams/2020/challenge4
2 https://vimeo.com/399137661
3 https://www.iros2018.org/competitions
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Figure A.4: Utilized UAV platform (Parrot Bebop 2) with hardware components (Intel
UpBoard).

(a)

(b)

Figure A.5: Simulated and real replica of the IROS ADR 2018 environment (a) Simulated
environment. (b) Real environment.

A.3

2017 International Micro Aerial Vehicles (IMAV) Competition

The 2017 IMAV competition has taken place in Toulouse, France, and was also composed
of two challenges: an indoor and an outdoor challenge. Again, the team, which the author
of the present dissertation has been part of as a co-leader role, participated in the indoor
challenge.
The indoor challenge consisted of an unstructured indoor environment with several
tasks to be autonomously carried out. The tasks involved autonomous window/pipe crossing, column-cluttered environment crossing, vegetation area navigation, wind gusts area
crossing, and landing on a moving platform, which was solely moving in orientation (3DOF). In this case, the competition was approached in a simpler yet eective trend, with a
consumer UAV platform (Parrot Bebop 2) and an o-the-shelf SLAM-based stereo camera
pair (Parrot Slam Dunk). The stated hardware conguration has been illustrated in Fig.
A.6.
A swarm of UAVs was designed to perform several tasks of the challenge in parallel, in
order to reduce performance times and maximize the points achieved. Extensive experimentation was carried out in a replica of the competition environment, built in a controlled
laboratory area. In Fig. A.7 an autonomous window crossing of one of the deployed UAVs
is depicted.

The extensive testing carried out allowed for successful performance in the

A.4. 2016 International Micro Aerial Vehicles (IMAV) Competition
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Figure A.6: Utilized UAV platform (Parrot Bebop 2) with hardware components (Parrot
Slam Dunk).

Figure A.7: Real competition environment for the IMAV 2017 indoor competition.

real competition environment, achieving the 2

5

nd position for the indoor competition4 . A

summary video has been provided .

A.4

2016 International Micro Aerial Vehicles (IMAV) Competition

The 2016 International Micro Aerial Vehicles (IMAV) has taken place in Beijing, China,
and was composed of two challenges:

an indoor and an outdoor challenge.

The team,

which the author of the present dissertation has been part of, participated in the indoor
challenge.
The indoor challenge consisted of an unstructured indoor environment where the UAV
was required to autonomously navigate in order to pick and release certain objects which
were randomly located inside.

The UAV could optionally enter, in order of complexity,

through the door, the window, or the chimney. Additionally, the UAV was proposed to
autonomous land on a moving platform which was located in the surroundings of the indoor
environment. A fully custom UAV was designed for the challenge (see Fig. A.8) and onboard sensors were integrated. The on-board computer consisted of an Intel NUC6i5SYK
featuring a 2.9 GHz Intel Core i5-6260U CPU. The avionics of the UAV was managed
by a Pixhawk Meier et al. (2011) autopilot, which integrated an IMU, a barometer, and

4 http://www.imavs.org/2017/index.html@p=410.html
5 https://www.youtube.com/watch?v=HOR8kDi8EDI
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Figure A.8: Designed UAV platform with hardware components highlighted.

a magnetometer.

The exteroceptive sensors mounted on-board consisted of a Hokuyo

◦

laser rangender UTM-30LX with a horizontal eld of view of 270 , an Intel Realsense

◦
R200 camera, a standard RGB 180 sheye-lens bottom-looking camera, and a Lightware
SF10/A altimeter with a maximum range of 25 m.

Stated sensory and computational

resources allowed for performing the mission in autonomous mode with all the processing
carried out on-board.

Figure A.9: Simulated replica of the IMAV 2016 indoor competition environment.

A simulated replica of the IMAV 2016 indoor competition environment was generated
in Gazebo in order to perform several experiments in a Software-In-The-Loop (SITL) simulation (see Fig. A.9). The simulation allowed for the early debugging of the algorithms
and the continuous development of new components or the improvement of the existing
ones.
Additionally, a real partial replica of the IMAV 2016 indoor environment was built to
perform thorough experimentation in relevant conditions. An unstructured and cluttered
indoor environment and a moving platform, among others, were generated to the stated
aim (see Fig. A.10). A notable amount of experiments were carried out for validating the
approach, such as autonomous entering/exiting to/from the indoor environment, navigation
in cluttered areas, the release of items in predened buckets, and landing on top of a
moving platform. The landing technique utilized for landing on top of a moving platform

A.4. 2016 International Micro Aerial Vehicles (IMAV) Competition

(a)
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(b)

Figure A.10: Real partial replica of the IMAV 2016 indoor environment (a) The UAV is
autonomously navigating through an unstructured and cluttered indoor environment. (b)
The UAV is autonomously landing on a moving platform, utilizing technique provided in
Section 4.3.2.

corresponds to the method detailed in Section 4.3.2.

The extensive testing carried out

in both simulated and real environments allowed for successful performance in the real
competition environment, achieving the 4

789 .
summary videos have been provided

th position for the indoor competition6 . Three

6 http://www.imavs.org/2016/documents/Result.pdf
7 https://www.youtube.com/watch?v=qon8UK0fvwk
8 https://www.youtube.com/watch?v=XhwO3w2bxFA
9 https://www.youtube.com/watch?v=9_06GtO4-70

Appendix

B

Industrial Project
Although the primary aim of this thesis was to develop novel machine learning techniques
for aerial robotics, other innovative methods that do not include learning strategies have
also been able to solve real-world industrial problems.

In this scenario, the author of

this dissertation has contributed to several adjacent research projects, such as windmill
inspection or fuel tank inspection. Also, a relevant project which the author of this thesis,
together with Bavle (2019), has contributed to, is the autonomous UAV inspection of a
power plant boiler. On this basis, and in order to provide additional TRL-6 relevant results,
a brief explanation of this successful project for autonomous UAV power plant inspection
has been included in this appendix.

B.1

Autonomous UAV Power Plant Inspection

Power plants, and in particular, coal-based power plants include a boiler, where the coal
is burned to initiate the energy transformation process. The aforementioned boilers suer
from erosion, deterioration, fractures, etc.

and periodic inspection and maintenance are

normally required. The usual method for inspection is human-based, with climbers who can
visually inspect key zones from the interior of the boiler. In this context, the development
of autonomous UAVs for the inspection of a boiler from a power plant provides several
benets in terms of time, economic, and safety reasons.

For the case of this particular

project, the UAV (see Fig. B.1) was meant to validate successful autonomous navigation
inside a boiler from a power plant. The dimensions of the boiler were approximately 18
m

×

18 m

×

60 m.

The project was considered completed when the UAV was able to

perform autonomous navigation within the boiler volume and to record a video of a special
element, the burners.
The UAV (DJI Matrice 100) was equipped with a DJI Manifold on-board computer, a
Hokuyo UTM-30LX 2D-LIDAR, a Lightware SF/30C 1D-LIDAR altimeter, on-board illumination and a high-resolution Zenmuse Z3 RGB camera gimbal (see Fig. B.2). Covering
protection was also included in order to properly perform the entrance maneuver to the
boiler, which had to be carried out from the bottom of the volume and involved risks (see
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Figure B.1: Representative image of the developed UAV platform (DJI Matrice 100) in the
outdoor surroundings of the power plant.

1

Fig. B.1 and B.3b). The software architecture was based on Aerostack , which is an opensource multi-purpose software framework for the development of autonomous multi-robot
unmanned aerial systems created by the Computer Vision and Aerial Robotics (CVAR)
group. The software development for this particular project involved the implementation
or integration of an altitude estimator, a 2D-SLAM algorithm, a path planning algorithm, a
navigation interface, a mission planner, and a motion controller, among others. A summary

2

video of the project has been provided .

Hokuyo UTM 30LX
DJI Manifold

Lighware SF/30C

Zenmuse Z3 Camera

On-Board Illumination

Figure B.2: Implemented UAV platform with hardware components.
As an initial approximation to the project, a simulated environment was generated in
Gazebo simulator (see Fig. B.3a) in order to solve early issues and to gather information
about the complete challenge. All the modules were debugged at this stage and allowed
to perform real laboratory tests. In a latter stage, the UAV was validated in the Meirama
Power Plant, which is a relevant industrial environment (see Fig. B.3b). An autonomous
UAV navigation was carried out and the burners were recorded.
The project ended up successfully with autonomous UAV navigation inside the boiler

1 www.aerostack.org
2 https://vimeo.com/269340493
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Figure B.3: Simulated and real-ight experiments of the autonomous UAV navigation in
a power plant boiler. (a) Simulated trajectory of the UAV (ground-truth and estimated)
and 1D-LIDAR altimeter measurements. (b) Real-ight trajectory of the UAV (estimated)
and 1D-LIDAR altimeter measurements.

limits in order to record the burners located in one of the boiler corners. The UAV was able
to perform the maneuver in the stated hazardous environment (limited light, suspended
dust, uneven surfaces, etc.). Although the complete experiment was adequately carried out,
a higher level of autonomy is required for in-production boiler inspection. The entrance
and exit to/from the boiler were performed in manual mode and the potential obstacles
within the volume were not considered at this stage.

As an immediate future work, a

structured-light visual odometry algorithm can be implemented in order to be able to infer
localization even in the absence of light, in the surrounding of highly uneven surfaces, and
with obstacles included in the volume.
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Appendix

D

Unpublished Results
Parallel unpublished studies have been carried out towards one of the main objectives of this
dissertation, which is the exploration of techniques that make use of synthetic information
to facilitate the development of learning-based algorithms within the robotics context. In
this line, photorealistic simulators oer the possibility of synthetic images generation and
labeling on a wide scale. Nevertheless, although the generated images can be realistic, they
could not achieve the required level of complexity of reality, in terms of illumination, object
types, textures, defects, etc. In this appendix, a successful strategy to overcome the stated
challenges due to dierences between the synthetic and real domains is explored for the
particular application of collision detection. Furthermore, preliminary results are provided
to validate the proposed approach.

D.1

Domain Adaptation for Collision Detection

Commonly, in order to solve an application case with standard supervised learning methods,
a representative amount of annotated data is required. However, annotated data can be
economically costly or, in some scenarios, it can be completely unavailable. For a case where
the application involves the usage of images, photorealistic simulators or game engines can
be utilized to speed up the dataset generation or to augment the already-available real
dataset. However, the synthetic domain is normally far from the real domain, and hence,
the images (although realistic) cannot be directly used for a successful training pipeline.
In this context, several techniques have been explored in the literature (see Section 2 and

P.II). In this appendix, to fulll the virtual-to-reality gap and to make use of pure synthetic
images for training, a Cycle GAN (cGAN) architecture Zhu et al. (2017) has been proposed
to adapt the synthetic domain to the real one, and vice versa.
The cGAN architecture is focused on the case of two unpaired image domains, where
there exist examples of images in both domains but in completely arbitrary scenarios (see
Fig. D.1). For the case under study, where the main goal is to generate the probability of
collision in a structured environment (such as roads, corridors, etc.) based solely on images,
two types of images are required in every domain: one corresponding to a safe situation
and another one corresponding to a likely collision. The real image domain

X

corresponds
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1 and the synthetic image domain
2
generated under the Unreal game engine.
to a public dataset

Figure D.1:

Y

corresponds to a custom dataset

X

Unpaired training images from two domains.

domain images extracted from a public dataset.

Y

corresponds to the real-

corresponds to the synthetic-domain

images generated under Unreal game engine.

F,
translate X

The cGAN framework involves training two mapping functions (generators)
and two discriminators

DX

and

DY

(see Fig.

into outputs indistinguishable from domain

Y,

D.2).

DY

encourages

and vice versa for

DX

G

to

and

F.

G

and

To further

regularize the mappings, two cycle-consistency losses were introduced, which capture the
intuition that whether one domain is translated to the other and back again it should

x → G(x) → F (G(x)) ≈ x,
and backward cycle-consistency loss y → F (y) → G(F (y)) ≈ y were introduced for training
arrive at where it started. A forward cycle-consistency loss

purposes.

All of the mapping functions and discriminator were trained as in Zhu et al. (2017) and

F

generator was isolated to adapt the complete synthetic dataset

(see Fig.

D.3), leading to an adapted dataset

X̂ .

X

to the real domain

As explained, in order to validate

the domain adaptation technique in a real robotic application, a collision detector has
been proposed.

The selected collision detector architecture has been the Dronet model

architecture, as in Loquercio et al. (2018), due to its versatility and reduced number of
parameters.

Additionally, the selection of Dronet enabled the direct comparison of our

proposed approach to their original model, which was trained with the real dataset.
The experimentation consisted of training Dronet with three dierent datasets: real

X,

synthetic

Y

and domain-adapted

X̂

datasets. The evaluation of the models has been

carried out with the same testing dataset of the real domain. The accuracy metric has been
chosen for evaluation in this preliminary stage of experimentation. This metric is sucient
to evaluate the benets of the approach. In Table D.1, the accuracy metric is shown for

1 http://rpg.ifi.uzh.ch/data/collision.zip
2 https://www.unrealengine.com/en-US/
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Domain adaptation model architecture.

The model contains two mapping

X → Y and F : Y → X , and associated discriminators DY and DX .
DY encourages G to translate X into outputs indistinguishable from domain Y , and vice
versa for DX and F . To further regularize the mappings, two cycle consistency losses were

functions

G

:

introduced, which capture the intuition that whether one domain is translated to the other
and back again it should arrive at where it started: (b) forward cycle-consistency loss: x →
G(x) → F (G(x)) ≈ x, and (c) backward cycle-consistency loss: y → F (y) → G(F (y)) ≈ y .

Figure D.3: Examples of domain-adapted images. The synthetic images have been translated into the real domain in order to train a model for collision detection.

the three dataset scenarios. As shown, the synthetic dataset provided a poor performance
of 0.62 in accuracy, whereas the domain-adapted dataset yielded a performance of 0.94 in
accuracy. In comparison to the real dataset domain which provided a 0.954 in accuracy,
the domain-adapted dataset has shown an equivalent performance. A video of several real
scenarios of both safe and collision environments (running the network which was trained

3

with the domain-adapted dataset) has been provided . Finally, it has to be noted that the

3 https://vimeo.com/454798507/08e3c57ed0
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Table D.1: Accuracy results on the test dataset. The real dataset corresponds to a public
dataset. The synthetic and domain-adapted dataset were generated based on Unreal game
engine.
Accuracy (real)

0.954

Accuracy (synthetic)

0.62

Accuracy (domain-adapted)

0.94

synthetic dataset has been automatically labeled and involved a few days of development,
whereas the real dataset has involved real sensors mounted on a vehicle (car and bicycle),
with large predened routes which were required to be followed by the stated vehicle in
order to store a representative amount of images for the dataset.

This fact highlights

one of the main benets of this technique, where a vision-based application can be solved
with pure synthetic data, providing state-of-the-art performance, at scale, and reducing
the employed resources.

Nevertheless, these techniques require the formal evaluation of

possible scenarios where the real domain is farther than in the presented application, or
the case of more complex applications.
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